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Firewalls, packet filters placed at the boundary of a network in order

to screen incoming packets of traffic (and discard any undesirable packets),

are a prominent component of network security. In this dissertation, we make

several contributions to the study of firewalls.

1. Current algorithms for verifying the correctness of firewall policies use

O(nd) space, where n is the number of rules in the firewall (several

thousand) and d the number of fields in a rule (about five). We develop a

fast probabilistic firewall verification algorithm, which runs in time and

space O(nd), and determines whether a firewall F satisfies a property P .

The algorithm is provably correct in several interesting cases - notably,

for every instance where it states that F does not satisfy P - and the

overall probability of error is extremely small, of the order of .005%.

2. As firewalls are often security-critical systems, it may be necessary to

verify the correctness of a firewall with no possibility of error, so there is

still a need for a fast deterministic firewall verifier. In this dissertation,
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we present a deterministic firewall verification algorithm that uses only

O(nd) space.

3. In addition to correctness, optimizing firewall performance is an impor-

tant issue, as slow-running firewalls can be targeted by denial-of-service

attacks. We demonstrate in this dissertation that in fact, there is a

strong connection between firewall verification and detection of redun-

dant rules; an algorithm for one can be readily adapted to the other task.

We suggest that our algorithms for firewall verification can be used for

firewall optimization also.

4. In order to help design correct and efficient firewalls, we suggest two met-

rics for firewall complexity, and demonstrate how to design firewalls as a

battery of simple firewall modules rather than as a monolithic sequence

of rules. We also demonstrate how to convert an existing monolithic

firewall into a modular firewall. We propose that modular design can

make firewalls easy to design and easy to understand.

Thus, this dissertation covers all stages in the life cycle of a firewall -

design, testing and verification, and analysis - and makes contributions to the

current state of the art in each of these fields.
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Chapter 1

Introduction

A computer network consists of multiple computers which discharge

different functions, and which communicate data so as to be useful to one

another. Unfortunately, there may be errors in the operation of a network,

due to malfunctions or the actions of a malicious adversary. In order to ensure

that the system can function, it is usually designed with a security policy to

prevent, catch and contain abnormal behavior.

One of the methods to stop the propagation of attacks and errors is to

partition the network into several parts. Guards are set up at the points where

these parts of the network are connected. Such guards can serve to ensure

confidentiality, by preventing sensitive information from leaving a particular,

privileged part of the network (for example, preventing battle plans being

leaked from a military base). Also, they may ensure integrity by preventing

malformed messages (which may cause malfunctions and crashes) from being

introduced from a low-security part of the network. Such guards, however,

must be carefully designed to not hinder availability - the resources in one part

of the network must be accessible when legitimately requested from another

part. It is interesting to note that as the Internet is itself an “internetwork”,
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i.e. a network of networks, it is natural to also place guards at the points

where its component networks are connected to each other.

One of the most important mechanisms for access control in a network

is a firewall. In the context of network security, the general definition of a

firewall is that it is a host that mediates access to a network, i.e. it allows and

disallows certain types of access on the basis of a configured security policy.

For example, a firewall may stop any incoming packets from the Internet into

a local area network if the packet has destination port number 25345, i.e. the

known port for the attack tool Back Orifice [10].

There exist two major kinds of firewall. The simplest kind accepts

or rejects messages on the basis of external information, such as source and

destination addresses and ports, rather than the message contents. Such a

firewall is called a filtering firewall, and it performs access control based on

the attributes of the packet headers. A router can be easily configured to form

a filtering firewall - it allows or denies connections by accepting or discarding

packets, and the decision is made on the basis of the packet headers.

The second, more complicated kind of firewall prevents direct connec-

tions. Such a firewall uses special agents, called proxies - intermediate agents

that act on behalf of an endpoint (client, server, or peer). Incoming packets

for an endpoint inside the firewall are received by its proxy, for example mail is

received by a proxy mail daemon at the firewall. After receiving the message,

the attributes of the entire message can be used to decide whether to accept

or to discard it. Thus, access control can be based on the contents of packets
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and messages, as well as the packet headers. For example, a virus sent by mail

can be captured by such a proxy firewall but not by a filtering firewall.

In this dissertation, we focus on the study of filtering firewalls. The

decision that a firewall makes when it receives a packet depends on the values

in the headers of the packet. A firewall is a sequence of rules; each rule matches

certain packets, with specific header values, and specifies the decision (accept

or discard) to be made for that packet. When multiple rules match a packet,

the first rule (according to the order of the rule sequence), that matches the

packet, takes precedence. (It may, however, be noted that our treatment of

firewalls as a first-match sequence of rules does not necessarily restrict them

to filtering firewalls. It may be possible to similarly design a sequence of rules,

which match messages with specific attributes, and specify the decision for

such a message; in this case, our work would be directly applicable to proxy

firewalls as well.)

As a firewall is an important mechanism for ensuring security, the net-

work administrator should be able to state with confidence that the firewall

behaves correctly. There are four approaches to ensuring firewall correctness;

these are firewall testing, analysis, verification, and design.

Testing is the most commonly used method to check the correctness of

a firewall, and involves running the firewall and checking that it exhibits the

correct behavior for a large number of test packets. However, testing can prove

the presence of faults by actually finding them, it cannot prove their absence.

Verification can provide stronger guarantees. In verification, we determine
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whether a firewall satisfies a given property, specified by a set of packets and

a decision (accept or discard) that needs to be made by the firewall for all

the packets in the specified set. The firewall is said to satisfy a property iff,

for all the packets specified by the property, the decision made by the firewall

matches the decision specified by the property.

The main drawback of firewall verification is that it is expensive: as

pointed out by Liu [38], the current method of using Firewall Decision Dia-

grams [39] has a space complexity of O(nd), where n is the number of rules

in a firewall and d is the number of fields in a rule. The value of n is usually

up to around 2000; d is 4 to 6, with the usual value being 5 (the usual fields

checked are source and destination port, source and destination IP address,

and protocol).

In contrast to these previous approaches, in this dissertation, we present,

first, a probabilistic verification algorithm for firewalls that runs in time O(nd).

Using the techniques of projection and slicing, we then develop a determin-

istic verification algorithm that runs in space O(nd), which is the size of the

firewall to be verified, and thus a lower bound on the space complexity. This

firewall verification algorithm always terminates with the correct answer, and

requires very little memory to run (around 0.5 kB per rule for large firewalls

with several thousand rules). Our time complexity for deterministic verifica-

tion, however, is still O(nd); we conjecture that this may be a lower bound for

a deterministic algorithm that verifies whether a firewall satisfies a property.

We make our next important contribution in the field of firewall anal-
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ysis. Firewall analysis is a more general term, and deals with many different

concerns - firewall errors and conflicts, vulnerabilities, and inefficiencies. For

example, as firewalls deal with a large volume of packets, the speed of pro-

cessing is a serious concern. This becomes especially relevant in the case of

denial-of-service attacks; a slow firewall will cause a server to fail. There exists

a clearly optimal solution to the problem of fast firewall execution: Ternary

Content Addressable Memory (TCAM), which returns the decision for a packet

in constant time. However, TCAMs have small capacity, and are large custom

circuits (and thus very expensive). Thus, while used for extremely high-end

routing, they are usually not suitable for firewalls (or packet classifiers in gen-

eral).

Meiners [48] proposes that a packet classifier can be optimized to fit on

a TCAM, and develops an algorithm to restructure a given packet classifier

and remove all redundant rules. However, applying this method to firewalls

reveals a serious disadvantage: the algorithm requires the construction of an

all-match tree. An all-match tree has a size at least as large as that of the

corresponding Firewall Decision Diagram - which has a space complexity of

(2n)d, where n is the number of rules in a firewall and d is the number of fields

in a rule [38].

In this dissertation, we demonstrate clearly how the problem of firewall

verification is in fact closely related to optimization by removal of redundant

rules. In fact, an algorithm for firewall verification can be directly repurposed

for redundancy detection, and vice versa; this naturally suggests that our

5



Probe algorithm for firewall verification, detailed in Chapter 5, can also be

applied to the problem of redundancy detection and removal in firewalls.

Finally, we discuss the problem of firewall design. As a firewall is a

sequence of overlapping rules, and a preceding rule can interfere with and

overrule a later rule in the sequence, it is often very difficult to understand the

semantics of the firewall. In this dissertation, we discuss metrics to measure

firewall complexity, that take into account rule overlaps. Next, we show how

to design a firewall as a battery of “modules”, i.e. simple and easily under-

stood firewalls. Finally, we demonstrate how any existing firewall can also be

converted into a modular firewall.

In the remainder of this introduction, we provide a synopsis of the

current state of research, discuss the concepts of “modular” firewall verification

and design, and list the contributions of the dissertation.

1.1 Related Work

A firewall acts as an audit mechanism to analyze which packets are

allowed to pass from one part of a network to another, and it is of critical

importance to ensure the correctness of the very mechanism used to provide

security. Unfortunately, this is a hard problem - what does it mean for the

firewall to be correct? In order to define correctness, we must have a policy to

define the correct behavior, and can then check that the firewall (implemen-

tation) exhibits the behavior specified in the policy. There are several known

methods to ensure the correctness and efficiency of a given firewall, which we
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mention below.

1. Firewall Testing:

The simplest and most direct method of checking that a firewall exhibits

correct behavior, is to test it. As the behavior of a firewall is the mapping

of packets to decisions (accept/ discard), the testing of a given firewall

F involves checking its decision for some test packets. First, the tester

generates (usually a large number of) packets for which the “expected”

decisions of F , accept or discard, are known a priori. The generated

packets are then sent to F , and the actual decisions of F for these pack-

ets are observed. If the expected decision for each generated packet is

the same as the actual decision for the packet, no errors have been found

in the given firewall F , and one concludes that F may be correct. Oth-

erwise, F definitely has errors: these are the packets for which F did not

produce the correct decision.

Testing is the most commonly used method to check whether a firewall

satisfies some property. However, simple exhaustive testing is simply too

expensive; combining the best known optimizations with heuristics such

as testing only packets with a specific destination address, the worst case

test time can be reduced enormously (from 4 × 1011 years to 4.5 years

[7]), but it remains impractical. Consequently, various strategies have

been developed for practical firewall testing; for example, the tester may

try to find at least one test packet that is classified by every rule in the
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firewall.

Different methods of firewall testing differ in how the testing packets

are generated. For instance, the test packets can be hand-generated

by domain experts to target specific vulnerabilities in the given firewall

F . In order to improve on this naive method, various algorithms have

been developed to automatically generate test packets from the formal

specification of the security policy implemented in firewall F , by Jurjens

and Wimmel [29]. A scheme that utilizes the structure of the firewall

to target test packets, ensuring better fault coverage, is given by El-

Atawy [16]. Using this idea, Al-Shaer et al. build a complete framework

to generate targeted packets, and demonstrate good coverage in firewall

testing [6]. Blowtorch [26] is a framework to generate packets for testing.

2. Firewall Analysis:

Firewall analysis is a general term involving techniques that find static

semantic errors in firewalls. To analyze a given firewall F , one applies

an algorithm to identify (some or all of the) vulnerabilities, conflicts,

anomalies, and redundancies in the given firewall F . Thus, such analysis

may be considered the hunting of bugs and inefficiencies in a firewall.

One of the early contributions to firewall analysis is the definition of

conflicts between rules in a firewall. This concept is due to Adiseshu et

al [5]. The concept of interference between the rules in a firewall was

later studied and analyzed by Eppstein [17].

8



An important contribution to firewall analysis is made by Frantzen et al

[19], who discuss how to use the structure of a firewall to determine the

points of possible vulnerability. It may be noted that such an analysis

provides a framework for the analysis of a single firewall; Kamara et al

[30] provide an analysis of the vulnerabilities found using this framework.

Another systematic method for the analysis of firewalls is implemented

in the Fang analysis engine by Mayer, Wool and Ziskind [47].This en-

gine in fact works as a good complement to testing, as it can, based

on static analysis, identify areas which very likely have errors, where it

may be fruitful to concentrate testing efforts. Wool [58] also provides

a quantitative study of different configuration errors for a firewall, and

their relative frequency and distribution. Another example of an efficient

firewall analysis algorithm is given in FIREMAN [59].

Al-shaer et al. also provide a classification of anomalies, as well as algo-

rithms to detect them [8], [7]. It may be noted that such analysis is not

only useful for firewalls. For example, Virtual Private Networks (VPNs)

[31], [49], [54] which build virtual infrastructures on existing ones, in

order to provide secure telecommuting and other facilities to geographi-

cally distributed corporations. A similar analysis has been used to verify

the security policies in IPsec and VPN by Hamed [25].)

3. Firewall Verification:

Formal verification usually involves checking whether, given a particular
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precondition for the verified system, it reaches a target postcondition

after executing actions. In the context of firewalls, as we are studying

a stateless system, it is sufficient to consider the question of whether

the firewall correctly handles an entire class of packets (rather than a

single packet at a time, as in firewall testing). Firewall verification in-

volves formally ensuring that a firewall satisfies a property, i.e. it reaches

the correct decision for every packet that satisfies particular conditions.

Usually, a property is taken to be of the same format as a firewall rule;

we discuss these conventions in Chapter 2.

To verify a given firewall F against a given property R, one applies an

algorithm to verify whether or not F satisfies R. The question of how to

query a given firewall and obtain the answer (whether or not it satisfies a

given property) is discussed in the work of Liu et al on Firewall Decision

Diagrams [38], [39]. However, the time and space complexity of these

algorithms are proved to be O(nd) by Gouda [21], as in pathological cases

a Firewall Decision Diagram can be of size (2n)d.

In this dissertation, we discuss our work in firewall projection [2], where

a probabilistic verification algorithm is provided and shown to have a

time and space complexity of O(nd). In our later paper on deterministic

verification [1], we build on projection and slicing to construct an elegant

algorithm for firewall verification, whose space complexity is O(nd) and

whose time complexity is order O(nd).

4. Firewall Design:
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To ensure a firewall does not have vulnerabilities or other problems,

it can be designed from the outset using structured algorithms. Such

algorithms, that can generate a firewall from its specification, were first

provided by Liu and Gouda [24]. However, such algorithms can only

construct a monolithic firewall, a single sequence of rules. Such a firewall

may be complex, especially as the construction algorithm makes use of

the first-match semantics of the firewall rules and places “default” rules

below more specialized rules; while this approach is correct, the resulting

firewalls have many overlapping rules and are difficult to understand.

In this dissertation, we develop metrics for the complexity of firewalls,

and also provide a method to design firewalls as a battery of simple

“firewall modules”, rather than a single monolithic sequence of rules.

We discuss this in more detail in Section 1.3, and present our work on

the subject, from the paper [4], in Chapter 7.

1.2 Modular verification

A firewall is a packet filter that is placed at the entrance of a private

network. It checks the header fields of each incoming packet into the private

network and decides, based on the specified rules in the firewall, whether

to accept the packet and allow it to proceed, or to discard the packet. A

property of a firewall is a set of packets that the firewall is required to accept

or discard. Associated with each firewall is a very large set of properties that

the firewall needs to satisfy. The space and time complexity of the best known
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deterministic algorithm, for verifying that a given firewall satisfies a given

property, is O(nd), where n is the number of rules in the given firewall and d

is the number of fields checked by the firewall. Usually, n is around 2000 and

d is 5.

In this dissertation, we develop several algorithms for firewall verifica-

tion. First, we present a probabilistic firewall verification algorithm, which

terminates in O(nd) time; this algorithm has a high probability of being cor-

rect when it concludes that a firewall satisfies a property, and is certainly

correct when it concludes that a firewall does not satisfy a property. Next, we

develop a deterministic firewall verification algorithm whose space complexity

is O(nd),and which is always correct.

Our algorithms for firewall verification begin with a projection pass,

which we describe in Chapter 3. The projection pass is a quick check that

produces any one of the following three outcomes:

(a) F satisfies P .

(b) F does not satisfy P .

(c) No conclusion can be reached.

In case of outcome (c), the projection pass also outputs a firewall F ′, called

the completed projection of F on P . F ′ is usually much smaller than F , and

satisfies P iff F satisfies P .
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After the projection pass, if the resulting outcome is (c), we have the

choice of resorting to probabilistic verification, as seen in Chapter 3, which

can terminate in time O(nd) with a small probability of error, or continu-

ing with deterministic verification. In case we wish to perform deterministic

verification, we proceed to the slicing pass of Chapter 4.

The slicing pass, which is applied only if the projection pass produces

outcome (c), produces “slices” of F ′, which are even smaller firewalls. If for

any slice Si we can find a packet p, such that the decision of Si for p is not the

decision of property P , then (and only then) F ′ does not satisfy P . This task

of finding such a packet, which we call a witness packet, is performed by the

Probe algorithm, presented in detail in Chapter 5. The complete algorithm

produces one of the following two outcomes:

(a) F satisfies P .

(b) F does not satisfy P .

As the slicing pass divides the problem of verifying a firewall into several

smaller independent problems of verifying firewall slices, we say that it provides

a method of modular verification of firewalls.

1.3 Modular design

A firewall employs a “first-match” criterion to determine which rule

(in its sequence of rules) should be applied to which packet. This first-match
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criterion allows the rules in the rule sequence to be “overlapping”. This can

be both advantageous and disadvantageous.

The advantage of making the rules in the rule sequence overlapping is

that it reduces the number of rules in the rule sequence, sometimes dramati-

cally.

The disadvantage of making the rules in the rule sequence overlapping

is that it creates many dependencies between the rules in the rule sequence.

This, in turn, complicates the task of designing and understanding the rule

sequence. For instance, if the firewall designer needs to compute the set of

packets to which a rule R (in the rule sequence) applies, then the designer

needs to consider not only rule R but also all the rules that precede R in the

rule sequence.

In order to capture the concept of rule dependencies, in this dissertation

we introduce a metric, called the “dependency metric”, that measures the

complexity of firewalls. The more the value of the metric for a given firewall,

the more complex the firewall is, and the harder it is to design and understand.

Unfortunately, the dependency metric, though accurate, does not seem

to suggest methods for designing firewalls for which the values of the metric

are small. Thus, we introduce another complexity metric, called the “inversion

metric”, for measuring the complexity of firewalls, and show that the depen-

dency metric and the inversion metric are correlated (at least for a rich class of

firewalls called “uniform firewalls”). This result allows us to use the inversion
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metric as a good approximation of the dependency metric.

Then, we identify three classes of firewalls, namely “simple firewalls”,

“partitioned firewalls”, and “modular firewalls”, for which the values of the

inversion metric are small. (This implies that these classes of firewalls are

easier to design and understand.) We also describe methods for designing

firewalls in these three classes.

Of particular interest is the class of modular firewalls. Each modular

firewall consists of simple firewall components, called “firewall modules”. The

value of the inversion metric for each firewall module is 1 or 2. This causes the

value of the inversion metric for the full firewall to be 1 or 2. (The smallest

possible value of the inversion metric is 1.)

In order to ensure that our concept of modular firewall design is back-

ward compatible with the currently existing (monolithic) firewalls, we present

an algorithm that takes as input any firewall F whose inversion metric is large

and computes as output an equivalent modular firewall MF whose inversion

metric is (by definition) 1 or 2. The complexity of this algorithm is O(n2),

where n is the number of rules in the input firewall F . The existence of this

algorithm indicates that designing a modular firewall is not harder than de-

signing an equivalent non-modular firewall. By means of simulation, we also

show that the cost and performance of this algorithm are attractive. Thus, we

conclude that modular firewalls are easy to design as well as easy to under-

stand.
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1.4 Contributions of Dissertation

In this dissertation, we study filtering firewalls, placed at the entrance

of a private network. Such a firewall examines each packet that is incoming into

the private network and decides, based on the specified rules of the firewall,

whether to accept the packet and allow it to proceed, or to discard the packet.

This dissertation makes the following four contributions to the study

of firewalls.

1. Projection and Slicing

A property of a firewall is a specified set of packets that is supposed to be

accepted or discarded by the firewall. Firewall verification is the problem

of determining whether a given firewall satisfies a given property. The

space and time complexity of prior deterministic verification algorithms

is O(nd), where n is the number of rules in the given firewall and d is the

number of fields that are checked by the firewall. (Usually, n is around

2000 and d is 5.)

In Chapter 3, we present the concept of firewall projection [2], a method

that either succeeds in verifying whether a firewall satisfies a property,

or reduces the complexity of the verification problem. Based on this con-

cept, we develop the first linear time algorithm to verify whether a given

firewall satisfies a given property. The time complexity of our algorithm

is O(nd), where n is the number of rules in the given firewall and d is

the number of fields that are checked by the firewall. Our algorithm
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consists of two passes: a projection pass followed by a probabilistic pass.

In most cases, the algorithm correctly determines whether the given fire-

wall satisfies the given property. But in some rare cases, the algorithm

may erroneously determine that the firewall satisfies the property. Using

a combination of analysis and extensive simulation, we show that the

probability of an error by the algorithm is of the order of 6× 10−5.

We also extend the concept of firewall projection to the idea of firewall

slicing, in Chapter 4. This technique divides the problem of verifying one

firewall, into several smaller independent problems of verifying firewall

slices, thus making it possible to speed up firewall verification using a

parallel machine - modular firewall verification.

2. The Probe Algorithm

The space as well as the time complexity of our probabilistic firewall

verification algorithm is O(nd), but this algorithm does not always ter-

minate with the correct answer. Improving on the O(nd)-space algorithm

using Firewall Decision Diagrams, in Chapter 5 we propose the Probe

algorithm for firewall verification [1]. It may be noted that Probe has

a worst-case runtime complexity of nd rather than the (2n)d required to

construct FDDs. It is the first deterministic verification algorithm whose

space complexity is O(nd) and whose time complexity is O(nd). (Thus,

the space complexity of this algorithm is linear in both n and d.)

3. Equivalence of Redundancy and Verification
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To validate the correctness and effectiveness of the rules in a firewall, the

firewall rules are usually subjected to two types of analysis: verification

and redundancy checking. Verification is used to verify that the rules

in a firewall accept all packets that should be accepted and discard all

packets that should be discarded. Redundancy checking is used to check

that no rule in a firewall is redundant (i.e. can be removed from the

firewall without changing the sets of packets accepted and discarded by

the firewall). In Chapter 6 we show that, contrary to the conventional

wisdom, these two types of analysis are in fact equivalent. In particular,

we show that (1) every verification algorithm can also be used to check

whether a rule in a firewall is redundant, and (2) every redundancy

checking algorithm can also be used to verify whether the rules in a

firewall accept or discard an intended set of packets. This work was first

presented in our paper on redundancy checking [3].

4. Modular Firewall Design

Our final contribution in this dissertation is the concept of modular fire-

wall design. In Chapter 7, we present our work on firewall metrics,

named the dependency metric and the inversion metric [4], which are

designed to capture the fact that the complexity of a firewall depends on

rule overlaps and not only on the total number of rules. We then demon-

strate how to design a firewall as a battery of simple, easily-understood

firewall modules, rather than as a single sequence of rules. Finally, we

demonstrate that the idea is backwards-compatible, and it is possible to
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convert any given firewall into a modular firewall.

The remainder of this dissertation is organized as follows. First, we pro-

vide definitions for the common terms in the work, such as firewalls, packets

and properties. Next, we discuss firewall projection and probabilistic verifica-

tion of firewalls, followed by a chapter on firewall slicing. The next chapter

discusses the probe algorithm and deterministic verification of firewalls. In

Chapter 6, we present the result that firewall verification and redundancy de-

tection are essentially similar problems, and show how an algorithm for one is

readily adapted into an algorithm for the other. Finally, in Chapter 7, we pro-

pose metrics of firewall complexity and demonstrate how to design a firewall

as a set of firewall modules, which are easy to design as well as understand.

We then conclude with a few short remarks involving the importance of this

work, and mention some ways in which it can be modified and extended.
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Chapter 2

Firewalls

This dissertation makes use of several domain-specific terms, such as

firewalls, packets, and properties. In this section, we provide a list of such

terms as well as their definitions, so as to be able to develop a precise mathe-

matical treatment of the subject.

2.1 Fields and Packets

A field is a variable, whose value is taken from an interval of non-

negative integers. Examples of fields are source IP address, destination IP

address, transport protocol, source port number, and destination port number.

The domain of values of the source IP address field, for example, is the interval

[0, 232 − 1].

In this dissertation, we consider d fields, denoted f1, f2, . . . , fd. The

domain of values of any field fj is denoted by D(fj). Note that D(fj) is an

interval of non-negative integers.

A packet is a d-tuple (p1, p2, . . . , pd), where each pj is an element from

the domain D(fj) of field fj.

20



2.2 Rules

A rule R is a function of the form

f1 ∈ S1 ∧ f2 ∈ S2 ∧ . . . ∧ fd ∈ Sd →< decision >

Each Sj is a non-empty interval of non-negative integers taken from the domain

D(fj), and < decision > is either accept or discard. A rule maps packets to

decisions.

A packet (p1, p2, . . . , pd) is said to match rule R iff the predicate p1 ∈

S1 ∧ p2 ∈ S2 ∧ . . . ∧ pd ∈ Sd holds. The set of all packets that match a rule is

called the matching predicate of the rule.

A rule of the form

f1 ∈ S1 ∧ f2 ∈ S2 ∧ . . . ∧ fd ∈ Sd →< decision >

where each Sj is the domain D(fj) of field fj, is called a full accept rule if it

has the decision accept, and a full discard rule if it has the decision discard.

2.3 Firewalls

A firewall F is a sequence of n rules, where the i-th rule (denoted Ri)

is denoted as:

f1 ∈ Si,1 ∧ f2 ∈ Si,2 ∧ . . . ∧ fd ∈ Si,d →< decisioni >

A rule Ri in firewall F is said to resolve a packet iff the following

conditions are satisfied:
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1. The packet matches the rule.

2. The packet matches no earlier rule in F .

The set of all packets resolved by a rule is called the resolving predicate of the

rule.

A firewall F is said to accept, or discard respectively, a packet iff F has

a rule Ri such that:

1. Ri resolves the packet.

2. The decision of Ri is accept, or discard, respectively.

A firewall F is said toignore a packet iff F has no rule Ri that resolves

the packet.

A firewall F is said to be complete iff for every possible packet in the

Cartesian product set D(f1) × ... × D(fd), F has a rule Ri that resolves the

packet. In other words, a firewall F is complete if there is no possible packet

that is ignored by F . A firewall that is not complete is called a partial firewall.

In order to guarantee that a firewall is always complete, the standard practice

is to require that the last rule in a firewall is a full discard rule (or, in some

cases, a full accept rule).

In this dissertation, such a firewall is explicitly referred to as a complete

firewall. The term “firewall” itself simply refers to a sequence of rules, that

may or may not be complete.
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Firewall F is said to be equivalent to firewall G iff, for every packet,

the decision of F is the same as the decision of G. In other words, F accepts

the packets accepted by G, discards the packets discarded by G, and ignores

packets that are ignored by G.

A firewall example F1, with four rules, is given below:

f1 ∈ [4, 10] ∧ f2 ∈ [4, 7] ∧ f3 ∈ [4, 10]→ accept

f1 ∈ [1, 4] ∧ f2 ∈ [2, 10] ∧ f3 ∈ [3, 5]→ discard

f1 ∈ [1, 6] ∧ f2 ∈ [5, 7] ∧ f3 ∈ [5, 7]→ accept

f1 ∈ [0, 10] ∧ f2 ∈ [0, 10] ∧ f3 ∈ [0, 10]→ discard

Each rule checks the three fields f1, f2, and f3. The domain D(fj) of each

field fj is the interval [0, 10]. A packet for firewall F1 is the 3-tuple (1, 7, 4),

where f1 = 1, f2 = 7, and f3 = 4. This packet does not match the first rule in

F1, but matches the second rule in F1, and because the decision of the second

rule is discard, firewall F1 is said to discard the packet.

2.4 Properties

A property P is a function of the form:

f1 ∈ T1 ∧ f2 ∈ T2 ∧ . . . ∧ fd ∈ Td →< decision >

Each Tj is a non-empty interval of non-negative integers taken from the domain

D(fj) of field fj, and < decision > is either accept or discard.
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A packet (p.f1, p.f2, . . . , p.fd) is said to match a property

f1 ∈ T1 ∧ f2 ∈ T2 ∧ . . . ∧ fd ∈ Td →< decision >

iff the predicate p.f1 ∈ T1 ∧ p.f2 ∈ T2 ∧ . . . ∧ p.fd ∈ Td holds.

A property P is said to be a property of a firewall F iff F has a decision

for every packet that matches P .

A firewall F is said to satisfy a property

f1 ∈ T1 ∧ f2 ∈ T2 ∧ . . . ∧ fd ∈ Td →< decision >

iff one of the following two conditions holds:

1. < decision >= accept, and every packet that matches the property is

accepted by F .

2. < decision >= discard, and every packet that matches the property is

discarded by F .

The rules in F which have the same decision as the property are called

compliant rules. The rules in F which have the opposite decision are called

conflicting rules.

Three properties of firewall F1, named P1 through P3, are as follows:

P1 :f1 ∈ [3, 9] ∧ f2 ∈ [8, 10] ∧ f3 ∈ [6, 9]→ discard

P2 :f1 ∈ [2, 4] ∧ f2 ∈ [1, 9] ∧ f3 ∈ [0, 10]→ discard

P3 :f1 ∈ [1, 9] ∧ f2 ∈ [4, 9] ∧ f3 ∈ [3, 4]→ accept
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Note that packet (1, 7, 4) matches P3, but does not match P1 or P2.
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Chapter 3

Projection and Probabilistic Verification of

Firewalls

In this chapter, our objective is to provide a method for verification of

firewalls. First, we discuss the concept of firewall projection and demonstrate

that this technique is sometimes sufficient for verification. Next, we develop

a probabilistic method for firewall verification, which is used when projection

does not by itself succeed in verifying whether the firewall satisfies the property.

Hence, our method consists of two passes,

1. A projection pass, and

2. A probabilistic pass.

This method was first presented in our paper on linear-time firewall verifica-

tion, in ICNP 2009 [2].

When the projection pass is applied to any firewall F and any property

P , it computes a new firewall, called the projection of F over P , and denoted

F ′. The projection pass also returns any one of three conclusions:

(a) F satisfies P .
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(b) F does not satisfy P .

(c) No conclusion can be reached.

On one hand, if the projection pass returns conclusion (a) or (b), then

the verification of whether F satisfies P is complete. On the other hand, if the

projection pass returns conclusion (c), then we use the computed projection

firewall F ′ to determine whether F satisfies P .

This determination is based on the following interesting equivalence

relation between F , P , and F ′:

Theorem 3.0.1. F satisfies a property P iff F ′ satisfies P , where F ′ is the

projection of G over P . G consists of firewall F followed by a full discard rule

if P is an accept property, and of F followed by a full accept rule if P is a

discard property.

To verify that a complete firewall F satisfies a discard property P , it

is sufficient (and necessary) to verify that F ′ accepts no packet. (Similarly,

to verify that F satisfies an accept property P , it is necessary and sufficient

to verify that F ′ discards no packet.) Hence, there are two objectives for

performing firewall projection:

• The problem of verifying the firewall F is reduced to that of verifying a

smaller and simpler firewall F ′ (by reducing the number of rules, or by

reducing the size of the predicate of the rule).
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• It is possible that in the process of constructing the projection, in a

few cases we can immediately deduce whether the firewall satisfies the

property.

3.1 Firewall projection

Firewall projection is based on the following three concepts:

• a rule Ri in a firewall F “overlaps” a property P

• a rule Ri in a firewall F “covers” a property P

• a “projection” of a firewall F over a property P

We define these three concepts next.

Let Ri be a rule in a firewall F and let P be a property of F . Rule Ri

is said to overlap property P iff there exists a packet of F that matches both

rule Ri and property P .

Let Ri be a rule in a firewall F and let P be a property of F . Rule

Ri is said to cover property P iff every packet, that matches property P , also

matches rule Ri.

To define a projection over a property, first we consider a single rule

R. The projection R′ of rule R over property P is a rule that satisfies the

following two conditions:

1. R′ is matched by a packet p iff p matches both rule R and property P .
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2. R′ has the same decision as R.

We can now define the projection of a firewall over a property. Let F

be a firewall and let P be a property. A projection F/P of firewall F over P

is a partial firewall that satisfies the following conditions:

1. Every rule Ri/P in F/P is the projection of a rule Ri, in firewall F , over

property P . If Ri precedes Rii in F then Ri/P precedes Rii/P in F/P .

2. Let the last rule Rj/P in F/P be the projection of rule Rj in F . Then

for all rules Ri that precede Rj in firewall F , iff Ri overlaps property P

then F/P contains the projection Ri/P of Ri over P .

In the worst case, projection F/P may have the same number of rules

as F , but in general F/P has a smaller number of rules than F . This is

interesting because, if F/P has a smaller number of rules than F , then it is

easier to check “whether F/P satisfies P” than to check “whether F satisfies

P”.

Next, we define the completed projection of a firewall over a property.

A completed projection F ′ of firewall F over P is a partial firewall that satisfies

the following conditions:

1. If the last rule in projection F/P covers property P , F ′ is identical to

F/P .
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2. If the last rule in projection F/P does not cover P , F ′ consists of F/P

followed by one additional rule which covers P and has the opposite

decision to P .

The projection pass of our verification algorithm proceeds as follows.

First, it adds a rule to the end of the given firewall F to make it a complete

firewall G. This new rule is a full accept rule if the given property P is a

discard property, and is a full discard rule if P is an accept property. Next,

starting at the beginning of firewall G, it identifies all the rules that overlap

property P , one by one, until it encounters a rule that covers P . Finally, the

projection pass produces one of the following three outcomes:

(a) If all the rules in F , that have been identified to overlap property P ,

are compliant rules, i.e. they have the same decision as that of P , then

report that F satisfies P .

(b) Else if the first rule in F , identified to overlap P , is a conflicting rule,

i.e. it has a different decision than that of P , then report that F does

not satisfy P .

(c) Else report that no conclusion can be reached and return the completed

projection F ′ of firewall F over property P . Projection F ′ is a partial

firewall consisting of the projections (over P ) of rules in G, that have

been identified to overlap P , hence it is identical to the projection G/P .

The projection pass is shown in Algorithm 2.
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Algorithm 1 Project

Input: A firewall F and a property P of F .
Output: A completed projection firewall F ′ of F over P .

Variables:
i : an index variable in range 1..(n + 1), initially 1.
F ′ : a sequence of rules, initially empty.

if P is a discard property then
Append a full accept rule to F to form G

else
Append a full discard rule to F to form G

end if
while i ≤ n + 1 do

if Ri, rule number i in firewall G, overlaps P then
F ′ := append(F ′, R′i), where R′i is a rule matched by exactly those
packets that match both Ri and P and with the same decision as Ri.

end if
if Ri covers P then
i := n + 2

else
i := i + 1

end if
end while
return F ′.

Applying the projection pass to firewall F1 in Chapter 2 and to each of

the properties P1, P2 and P3 specified in Chapter 2, we see that F1 satisfies

P1, F1 does not satisfy P2, and no conclusion can be reached on whether F1

satisfies P3. Thus, when verifying P3, the projection pass outputs the following
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Algorithm 2 Projection Pass

Input: A firewall F and a property P of F .
Output: Any one of the following outcomes:

(a) F satisfies P .

(b) F does not satisfy P .

(c) No conclusion can be reached, and, in this case, produce a completed
projection F ′ of F over P .

F ′ := Project(F, P )
if for every rule Rj in F ′

decision of Rj = decision of P then
report F satisfies P

else if for first rule Rk in F ′

decision of Rk 6= decision of P then
report F does not satisfy P

else
report no conclusion can be reached and return F ′.

end if

projection F ′1:

f1 ∈ [4, 9] ∧ f2 ∈ [4, 7] ∧ f3 ∈ [4, 4]→ accept

f1 ∈ [1, 4] ∧ f2 ∈ [4, 9] ∧ f3 ∈ [3, 4]→ discard

f1 ∈ [1, 9] ∧ f2 ∈ [4, 9] ∧ f3 ∈ [3, 4]→ discard

It is clear from [2] that if the projection pass produces outcome (a) or

(b) it is correct. We now give a theorem about the firewall F ′ that is produced

when the projection pass terminates with outcome (c).
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Theorem 3.1.1. Given F ′ is the firewall produced by applying the projection

pass to firewall F and property P , F satisfies P iff F ′ satisfies P .

Proof. Firewall F satisfies property P iff, for every packet that matches P ,

the decision of F is the same as the decision of P . No packet that does not

match P can affect whether or not F satisfies P .

First, note that F satisfies P iff G satisfies P . This is clear because

the only difference between F and G is that G has one additional rule - a full

accept rule when P is a discard property, and a full discard rule when P is

an accept property. The only packets for which the decision of G differ from

the decision of F are packets which are ignored by F . If F satisfies P , it does

not ignore any packets that match P , so G satisfies P . Again, if G satisfies P ,

clearly no packets that match P are resolved by its last rule (which has the

opposite decision from P ); hence, for all packets that match P , the decision

of F is the decision of G, so F also satisfies P .

We define firewall G1 to be composed of the projections of all the rules

of F on P , in order. Now consider any packet p that matches P .

Ri is the first rule in F that is matched by p. As the packet matches P

and Ri, it must match the corresponding rule R′i in G1 (from the definition of

R′i). Also, p does not match any Rh that precedes Ri; hence it cannot match

any R′h that precedes R′i. (R′h is matched by the packets that match both the

corresponding Rh and P . p does not match Rh so it cannot match R′h.)
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F does not satisfy P iff there exists a packet p such that the corre-

sponding Ri is conflicting. But in this case, we have proved that the first rule

in G1 that is matched by p is R′i. As R′i is the projection of Ri, it has the same

decision as Ri and is thus also conflicting. Hence G does not satisfy P iff G1

does not satisfy P . In other words, F satisfies P iff G1 satisfies P .

The above statement obviously continues to hold if we remove the rules

in G1 that do not match any packets. Now we consider the first rule Rj in G

such that Rj covers P . Any packet that matches P will also match Rj, so it

will match the rule R′j in G1. Therefore, if rule R′k in G1 is preceded by R′j,

then R′k is never the first rule to match any packet. Thus, if we remove all

rules below R′j, the resultant firewall G2 satisfies P iff G1 satisfies P - i.e. iff

G satisfies P . But G2 is simply F ′. Hence, F satisfies P iff F ′ satisfies P .

As the projection pass was developed by extending and strengthening

the deterministic pass presented in [2], several theorems that hold for the

deterministic pass also hold for the projection pass. The most important one

is as follows:

Theorem 3.1.2. The time complexity of the projection pass, when applied to

a firewall F and a property P , is O(nd), where n is the number of rules in F

and d is the number of fields in a rule (as well as in P ).

As the projection pass is fast (linear-time), it is interesting that this

pass is, in some special cases, sufficient to verify whether a firewall satisfies a
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property.

3.2 Effectiveness of Firewall Projection

In this section we identify three classes of firewalls and properties for

which the projection pass is guaranteed to produce either outcome (a) or

outcome (b), but never outcome (c). Thus, the probabilistic pass is not needed

for verifying these classes of firewalls and properties.

3.2.1 Singleton Properties

A singleton property is one that is only matched by a single packet, i.e.

this property is of the form

f1 ∈ T1...fd ∈ Td →< decision >

where each interval Tj contains a single non-negative integer tj. In this case,

this property can also be expressed as

f1 = t1...fd = td →< decision >

Theorem 3.2.1. If the projection pass is applied to a firewall F and a sin-

gleton property P , then the algorithm is guaranteed to produce either outcome

(a) or outcome (b).

This result is used in the probabilistic pass (of our firewall verification

algorithm) presented in Section 3.3.
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3.2.2 Two-phase firewalls

A firewall F is called two-phase iff each rule, other than the last rule,

in F has a decision that is different from that of the last rule in F .

Theorem 3.2.2. If the projection pass is applied to a two-phase firewall F

and a property P , whose decision is the same as that of the last rule in F ,

then the algorithm is guaranteed to produce either outcome (a) or outcome (b).

This result is important because, in many practical cases, a firewall is

designed by specifying all the rules that accept packets, followed by a default

rule that discards all (remaining) packets. Any such firewall is a two-phase

firewall.

3.2.3 Conflict-free Firewalls

A firewall F is said to be conflict-free iff, for any two rules Ri and Rj,

other than the last rule, in F , at least one of the following two conditions

holds:

1. No packet matches both Ri and Rj.

2. Ri and Rj have the same decision.

Theorem 3.2.3. If the projection pass is applied to a conflict-free firewall F

and a property P , whose decision is the same as that of the last rule in F , then

the algorithm is guaranteed to produce either outcome (a) or outcome (b).

36



Note that each two-phase firewall is also conflict-free. Thus, the cor-

rectness of Theorem 3.2.2 follows from the correctness of Theorem 3.2.3.

3.3 Probabilistic Verification

In the previous section, we discussed several instances of firewall F and

property P , where the projection pass applied to F and P produces either

outcome (a) or outcome (b). The projection pass, however, can produce out-

come (c) in many other instances of F and P . In order to handle these cases,

we perform the probabilistic pass, which we detail in this section.

Theorem 3.3.1. Any property P can be decomposed into an equivalent set Q

of singleton properties, such that any firewall F satisfies P iff F satisfies each

singleton property in Q.

We refer to set Q in Theorem 3.3.1 as the footprint of property P . Note

that, for every packet p that matches P , there is a corresponding singleton

property in Q that is matched by p.

As an example, assume that we need to verify whether or not a given

firewall F satisfies the following property P :

f1 ∈ [1, 2] ∧ f2 ∈ [5, 5] ∧ f3 ∈ [1, 2]→ discard

By Theorem 3.3.1, firewall F satisfies P iff F satisfies each of the fol-
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lowing singleton properties in the footprint of P :

f1 = 1 ∧ f2 = 5 ∧ f3 = 1→ discard

f1 = 1 ∧ f2 = 5 ∧ f3 = 2→ discard

f1 = 2 ∧ f2 = 5 ∧ f3 = 1→ discard

f1 = 2 ∧ f2 = 5 ∧ f3 = 2→ discard

By Theorem 3.2.1, the projection pass can be used to verify that F

satisfies each of these four singleton properties, producing either outcome (a)

or outcome (b).

It follows from this example that we can determine whether a firewall

F satisfies a property P by decomposing P into the singleton properties of its

footprint and verifying whether F satisfies each of these singleton properties

(using the projection pass).

However, the number of singleton properties in the footprint of a prop-

erty can be very large. For example, there are 40000 singleton properties in

the footprint of the following property:

f1 ∈ [1, 200] ∧ f2 ∈ [5, 5] ∧ f3 ∈ [1, 200]→ discard

To get around this problem, we selectively verify some of the singleton

properties in the footprint of P , not all of them. In our probabilistic pass dis-

cussed below, we verify K distinct singleton properties, where K is a positive

integer chosen by the human verifier. (Below, we argue that the value of K
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can be around 1024). Next, we present several concepts that can be used in

selecting the K singleton properties.

Let P be a property of some firewall that has d fields: f1, . . . , fd. Then

P can be written as

f1 ∈ [a1, b1] ∧ . . . ∧ fd ∈ [ad, bd]→< decision >

where for each field fj, the two values aj and bj are called the corner values

of fj in P . Note that each field fj is either 2-cornered in P , if aj 6= bj, or

1-cornered in P , if aj = bj.

A packet p = (p1, p2, . . . , pd), that matches property P , is called a

corner packet of P iff each value pj in packet p is a corner value of field fj in

P .

We would like to choose the K singleton properties to correspond, as

much as possible, to the corner packets of P . Unfortunately, the number of

corner packets of P can be exponential in the number of fields d in the worst

case, as shown by the following theorem.

Theorem 3.3.2. Let P be a property of some firewall that has d fields. If the

number of 2−cornered fields in P is k, where k ≤ d, then the number of corner

packets of property P is 2k.

It follows from this theorem that if K ≤ 2k then we can choose any

K corner packets and compute the K singleton properties that correspond to

them. On the other hand, if K > 2k, then we can choose all the 2k corner
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packets, plus K−2k other packets that match P , and compute the K singleton

properties that correspond to them.

The probabilistic pass is shown in Algorithm 3.

Theorem 3.3.3. The time complexity of the probabilistic pass, when applied

to a firewall F , a property P , a projection F ′ of F over P , and a constant K,

is O(nd), where n is the number of rules in F and d is the number of fields

checked in F (as well as in P ).

Note that, in the probabilistic pass, if K is chosen to be at least 2k,

then set pset contains every corner packet of the given property P , and the

probabilistic pass is much more likely to produce accurate results. Now, to

ensure that K ≥ 2k in most cases, we observe that d ≥ k, and d does not

exceed 10 in most cases. Thus, selecting K to be 1024 ensures that K ≥ 2k

in most cases. In the next section, we show that the value K = 1024 is ample

for the probabilistic pass to achieve high accuracy.

3.4 Effectiveness of Probabilistic Verification

In this section, we show that, in the cases where our algorithm for

probabilistic verification concludes that the given firewall F satisfies the given

property P with high probability, the probability that F actually satisfies P

is high.

Specifically, let A be the event that F satisfies P , and let B be the

event that the probabilistic pass reports that F satisfies P . Thus, we need
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Algorithm 3 Probabilistic Pass

Input: A property P of a firewall F , a projection F ′ of F over P , and a
constant K.

Output: Any one of the following outcomes:

(c1) F satisfies P with a high probability. (See Theorem 3.4.1 below.)

(c2) F does not satisfy P .

Let k be the number of 2-cornered fields in P . (Note that k ≤ d where d is
the total number of fields in P or F .)
if K ≤ 2k then

select any K corner packets of P and put them in a set named pset.
else

put all the 2k corner packets of P in set pset and add any (K−2k) packets,
that match property P , to set pset.

end if
For each packet (p1, . . . , pd) in pset, compute a corresponding singleton prop-
erty as follows:

f1 = p1 ∧ . . . ∧ fd = pd →< decision >

where < decision > is the decision of the given property P .
Let qset be the set of singleton properties thus computed. Note that set
qset is a subset (usually proper) of the footprint of property P .
Use the projection pass to verify whether or not the given projection F ′

satisfies every singleton property in set qset.
if F ′ satisfies every singleton property in qset then

return F satisfies property P with high probability.
else

return F does not satisfy property P .
end if
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to prove that the conditional probability P (A|B) is high. A derivation of the

conditional probability P (A|B) follows:

P (A|B) =
P (AB)

P (B)

=
P (AB)

P (AB) + P (ĀB)

=
P (A)

P (A) + P (ĀB)
, since P (AB) = P (A)

=
P (A)

P (A) + P (Ā)P (B|Ā)

=
P (A)

P (A) + (1− P (A))P (B|Ā)

Thus, to compute P (A|B), we need to estimate the two quantities P (A) and

P (B|Ā).

First, we assume that P (A) has the unbiased value of 1
2
. (Note that

there are two possibilities - either the given firewall satisfies the given property,

or not. Thus, this assumption is based on the view that these two possibilities

are equally likely.) In practice, the value of P (A) is close to 1, but we assume

that its value is 1
2

and show that the algorithm is still highly reliable, even

under this severe assumption.

Second, we estimate that the value of P (B|Ā) is at most EK , where E

is the fraction of singleton properties in the footprint of P that are satisfied

by F ,and K is the number of singleton properties that are selected from the

footprint of P and shown to be satisfied by F in the probabilistic pass.
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It follows that

P (A|B) ≥
1
2

1
2

+ (1− 1
2
)EK

=
1

1 + EK

This derivation proves the following theorem:

Theorem 3.4.1. If the probabilistic pass reports that F satisfies P , then the

probability that F satisfies P is at least 1
1+EK .

In practice, we use the constant value of K = 1024. Thus, even if the

value of E is 99.5%, the probability P (A|B) is at least 99.41%. (In the more

practically reasonable case where P (A) = 0.99, P (A|B) rises to over 99.99%.)

3.5 Experimental Results

In this chapter we have presented a linear time firewall verification

algorithm, whose time complexity is O(nd), where n is the number of rules

in the given firewall and d is the number of fields checked in the firewall (or

the given property). The verification algorithm consists of a projection pass

followed by a probabilistic pass (which is run only on the cases where the

projection pass fails to decide whether or not the given firewall satisfies the

given property). Still, three important questions remain to be answered. They

are:

1. What is the speed of a working implementation of our verification algo-

rithm?
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2. The projection pass runs 1000 times faster than the probabilistic pass.

What percentage of properties is decided by the projection pass alone?

3. There is a probability of error in the case where the probabilistic pass

produces outcome (c1). How frequent are these cases?

3.5.1 Experiment 1

In our first experiment, we generated firewalls with n rules each, where

n is varied from 100 to 2000 in steps of 100. For each value of n, we generated

100 random firewalls. Each generated firewall checks five fields, and the domain

of values for each field is the integer interval [0, 216 − 1]. For each generated

firewall, we used the first 10 rules in the firewall as properties, and applied our

projection and probabilistic passes in order to verify whether the generated

firewall satisfies each of these 10 properties.

The results of the first experiment are summarized in Table 3.1. Note

that each line in Table 3.1 represents the results of 1000 applications of our

projection and probabilistic passes to verify whether a randomly generated

firewall satisfies a property (which happens to be one of the first 10 rules in

the generated firewall). For instance, the first line in Table 3.1 indicates that

out of 1000 applications,

• 509 produced outcome (a) of the projection pass

• 381 produced outcome (b) of the projection pass

• 3 produced outcome (c1) of the probabilistic pass

44



# Rules
Verification Results

Time (sec)
a(%) b(%) c1 (%) c2 (%)

100 50.9 38.1 0.3 10.7 0.0
200 54.7 34.8 0.6 9.9 0.1
300 53.0 35.9 0.4 10.7 0.1
400 52.0 37.7 0.5 9.8 0.1
500 53.7 35.6 0.6 10.1 0.2
600 54.6 35.1 0.5 9.8 0.2
700 51.0 36.6 0.3 12.1 0.3
800 52.7 34.7 0.7 11.9 0.3
900 53.1 35.2 0.9 10.8 0.4
1000 55.8 34.5 0.4 9.3 0.3
1100 54.6 34.2 0.8 10.4 0.3
1200 52.1 35.8 0.4 11.7 0.4
1300 50.7 38.4 0.2 10.7 0.4
1400 54.2 34.2 0.3 11.3 0.4
1500 54.0 35.0 0.2 10.8 0.4
1600 52.7 36.6 0.9 9.8 0.5
1700 53.4 37.5 1.0 8.1 0.6
1800 54.3 35.3 0.3 10.1 0.5
1900 55.5 34.1 0.2 10.2 0.6
2000 54.2 35.4 0.5 9.9 0.6

Table 3.1: Results where the first 10 rules in the firewall are used as properties

• 107 produced outcome (c2) of the probabilistic pass

The average execution time for each application is 0.0 seconds.

3.5.2 Experiment 2

The second experiment is similar to the first experiment, except that for

each generated firewall, we used the last 10 rules in the firewall as properties,

and applied our projection and probabilistic passes in order to verify whether
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# Rules
Verification Results

Time (sec)
a(%) b(%) c1 (%) c2 (%)

100 0.2 55.2 0.4 44.2 0.1
200 0.6 56.4 0.0 43.0 0.1
300 0.4 59.7 0.2 39.7 0.2
400 0.1 60.6 0.3 39.0 0.2
500 0.3 56.1 0.3 43.3 0.3
600 1.1 54.7 0.1 44.1 0.4
700 0.3 59.7 0.1 39.9 0.4
800 0.3 55.2 0.5 44.0 0.6
900 0.2 58.7 0.2 40.9 0.6
1000 0.4 57.7 0.6 41.3 0.7
1100 0.3 54.2 0.3 45.2 0.8
1200 0.6 55.6 0.1 43.7 0.8
1300 0.5 57.9 0.3 41.3 0.7
1400 0.4 57.8 0.4 41.4 0.9
1500 0.2 55.5 0.2 44.1 0.9
1600 0.4 55.2 0.1 44.3 1.0
1700 0.7 57.5 0.4 41.4 1.2
1800 0.4 57.3 0.1 42.2 1.1
1900 0.8 55.9 0.4 42.9 1.2
2000 0.6 57.6 0.4 41.4 1.3

Table 3.2: Results where the last 10 rules in the firewall are used as properties

the generated firewall satisfies each of these 10 properties.

The results of the second experiment are summarized in Table 3.2.

3.5.3 Experiments 3 and 4

In Experiment 3, as in Experiment 1, the properties we verified were

obtained from the first 10 rules. However, this time the rules were flipped

before being used as properties; the predicates of the properties were left

unaltered, but the decision was changed to accept if the original decision of
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Expt #
Verification results

a(%) b(%) c1 (%) c2 (%)
1 54.4 36.1 0.4 10.1
2 0.5 54.5 0.3 44.2
3 0.1 76.1 0.0 23.8
4 0.3 67.5 0.1 32.1

Table 3.3: Summary of results

the rule was discard, and vice versa.

Similarly, Experiment 4 used the last 10 rules, like Experiment 2, but

this time the rules were flipped. All other details (number of firewalls, number

of fields, number of properties) were identical in all four experiments.

The results from our algorithm are stable with regard to the length of

the firewalls considered, after 80, 000 trials, and are summarized in Table 3.3.

From this table, we can now answer the three questions which we posed at the

beginning of this section.

1. The execution time of our working implementation, to verify that a given

firewall satisfies a given property, is about 0.5 seconds.

2. A majority of the properties (between 55% and 80%) are verified using

the projection pass only.

3. The percentage of times that our verification algorithm produces out-

come (c1) is less than 1.0%.

From Table 3.3, and from our conclusion of the previous section that

the probability of error when our verification algorithm produces outcome (c1)
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is less than 0.6%, we conclude that the probability of error our verification

algorithm is less than .006× .01 = 6× 10−5.

Besides verifying the efficiency of the algorithm, our experiments pro-

duced an unexpected useful result. We observe that, unless a property is

proved to be satisfied by the projection pass, the chance of the property being

proved to be satisfied by the probabilistic pass is extremely low. Thus, the

chance of an erroneous result is vanishingly small.
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Chapter 4

Slicing and Parallel Verification

This chapter discusses and develops the theory of a technique, firewall

slicing, which was first introduced in our paper on “projection and division” [1].

This technique reduces the problem of verifying whether a firewall satisfies a

given property to several smaller problems, which can be attacked in parallel.

We begin with a description of firewall slices, then the concept of parallel

verification of firewalls, and finally provide a short analysis of the effectiveness

of this technique.

4.1 Firewall Slices

The slicing pass is based on the concept of slices, which we define next.

The slice of a firewall F on a rule Ri of F is the firewall F ′i produced

by executing the following two steps:

1. Discard from F all rules above Ri that have the same decision as Ri.

2. Project the resulting firewall over Ri to get F ′i .

4.2 Parallel Verification of Firewalls
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The slicing pass shown in Algorithm 4 takes as input firewall F ′ pro-

duced by the projection pass, and property P . Starting at the beginning of F ′,

at each step it successively selects the next conflicting rule (say R′i). It then

produces F ′i and Pi. F ′i is the slice of F ′ on rule R′i; Pi is a property that has

the same decision as P , and is matched by exactly those packets that match

R′i. (Pi differs from R′i only in the decision; as R′i is a conflicting rule, Pi and

R′i have opposite decisions.) Finally, it checks whether F ′i satisfies Pi.

Continuing with our example from previous chapters, we see that F ′1

produces the following two slices:

f1 ∈ [4, 4] ∧ f2 ∈ [4, 7] ∧ f3 ∈ [4, 4]→ accept

f1 ∈ [1, 4] ∧ f2 ∈ [4, 9] ∧ f3 ∈ [3, 4]→ discard

f1 ∈ [4, 9] ∧ f2 ∈ [4, 7] ∧ f3 ∈ [4, 4]→ accept

f1 ∈ [1, 9] ∧ f2 ∈ [4, 9] ∧ f3 ∈ [3, 4]→ discard

4.3 Effectiveness of Parallel Verification

Theorem 4.3.1. F ′ satisfies P iff every slice F ′i satisfies the corresponding

Pi.
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Proof. F ′ satisfies P iff, for every packet that matches P , F ′ has the same

decision as P . In other words, no conflicting rule in F ′ can be the first rule

that is matched by any packet in P .

F ′ is a projection over P , so every packet that matches any rule in F ′

also matches P .

Combining the above two statements, we see that F ′ satisfies P iff no

conflicting rule in F ′ is the first to match any packets, i.e. iff every conflicting

rule in F ′ is covered by the compliant rules above it. If we consider any firewall

Fi”, which consists of a conflicting rule R′i (of F ′) and all the compliant rules

above it, the decision of Fi” for every packet that matches R′i is the decision

of P ; in other words, Fi” satisfies Pi, where Pi is as defined above.

By Theorem 3.1.1, Fi” satisfies Pi iff the projection of Fi” over Pi

satisfies Pi. But as Pi and R′i match exactly the same packets, the projection

of Fi” over Pi is identical to F ′i , the projection of Fi” over R′i. Hence, F ′

satisfies P iff every slice F ′i satisfies the corresponding Pi.

Note that there are O(n) slices, and these can be checked in parallel;

this would improve the speed of our slicing pass, but would require a parallel

computer and (as all the slices would be generated and operated on at the

same time) up to O(n) times more memory.
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Algorithm 4 Slicing Pass

Input: A property P and a firewall F ′ which is a projection over P .
Output: Any one of the following outcomes:

(a) F ′ satisfies P .

(b) F ′ does not satisfy P .

Variables:
i : an index variable in range 1..(n + 1), where n =length(F ′). Initially 1.
F ′′ : a sequence of rules. Initially empty.

while i ≤ n do
if decision of R′i = decision of P then
F ′′ := append(F ′′, R′i)

else
Pi := R′i
Invert decision of Pi

F ′i := Project(F ′′, Pi)
if F ′i does not satisfy P then

report that F ′ does not satisfy P and exit.
else
i := i + 1

end if
end if

end while
report that F ′ satisfies P and exit.
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Chapter 5

Probing and Deterministic Verification of

Firewalls

In this chapter, we demonstrate our algorithm for deterministic verifi-

cation of firewalls, as developed in our paper in ICDCS 2010 [1].

5.1 Witness packets

The problem of firewall verification is a decision problem, namely, given

firewall F and property P , does F satisfy P? In other words, for every packet

p of firewall F that matches P , is the decision of F for packet p the same as

the decision of property P?

The question can also be restated as, given firewall F and property P ,

does there not exist any packet p that matches P , such that the decision of F

for p is not the same as the decision of P? We call a packet p, that matches

P but for which the decision of F is not the decision of P , a witness packet.

We see that the problem of firewall verification is equivalent to that of

finding witness packets - if we can find a witness packet p for firewall F and

property P , F does not satisfy P ; if no witness packet exists, F satisfies P .
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5.2 Probe packets

The completed projection F ′ has rules with the same decision as prop-

erty P , which are called compliant rules, and those with the opposite decision,

which are called conflicting rules. Also, as it is a completed projection, it

ignores no packets that match P , so any witness packet for firewall F and

property P is resolved by a conflicting rule in F ′.

With respect to firewall F and property P , a probe packet is a packet

p1 = (p1.x, p1.y, ...) such that the value of each field of the packet is one of

the following:

1. a, and there exists a conflicting rule in the completed projection F ′ in

which the specified range of the same field is [a, b]

2. b + 1, and there exists a compliant rule in the completed projection F ′

in which the specified range of the same field is [a, b]

Theorem 5.2.1. If firewall F does not satisfy property P , then there is a

probe packet for F and P that is a witness packet for F and P .

Proof. Let us introduce an arbitrary order on the fields of packets (for instance,

in our running example, we can say that x is more significant than y, which

is more significant than z). This allows us to consider a total ordering on

packets. For example, we can say packet (1, 0, 1) precedes packet (1, 1, 0),

which precedes (1, 10, 4), which precedes (2, 0, 0). Note that if there exist one

or more witness packets, say p1, p2, ..., then one of these packets (say p1) must
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precede all the others. (If there is only one such packet, obviously it is the

first.) Our algorithm will find this packet - the first packet, by our ordering,

that is a witness packet.

We now consider this first packet p1. p1 must match the property P ;

also, the first rule in the firewall that p1 matches (say Ri) must be a conflicting

rule.

p1.x is the value of field x for packet p1. Now consider any packet p2

such that p2.x = p1.x − 1. p2 cannot be a witness packet, as it precedes p1.

Hence, at least one of the following three cases holds for p2.

1. p1.x = a.i, where

Ri = x ∈ [ai, bi] ∧ ...→< decision >

Thus, p2 having x value of p1.x− 1 no longer matches rule Ri.

2. p2 matches an earlier rule. This cannot be a conflicting rule - if it were,

p2 would be a witness packet. Hence there exists some rule

Rh = x ∈ [ah, bh] ∧ ...→< decision >

above Ri in the firewall, and p2.x = bh.

3. Property P has the form

P = x ∈ [a1, b1] ∧ ...→< decision >

and p1.x = a1, so packet p2 no longer matches the property.
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Note that we need not separately consider the case where F has no

decision for p2. In this case, as P is a property of F , p2 cannot match P and

this is covered in the third condition.

For a rule or property of the form

R = x ∈ [a, b] ∧ . . .→< decision >

we say a is the smallest value of x in R. Similarly, b is the greatest value of x

in R. We can now state that p1.x must be one of the following:

1. The smallest value of x in a conflicting rule.

2. One more than the greatest value of x in a compliant rule.

3. The smallest value of x in property P .

There are thus n+ 1 possible values for p1.x. We consider these values

in increasing order.

When we assume a certain value for x, y becomes the most significant

field that can be varied. By the same argument that holds for x, we see that

there are n + 1 possible values for p1.y for a fixed value of p1.x. We consider

these values in increasing order (for every value of p1.x). Similarly, there are

n + 1 values for p1.z, and so on.

Using the same argument for all d fields, we can see that if there is a

witness packet, it can be found by checking the (n + 1)d packets with an x

value chosen from the n+ 1 x−values for p1.x, a y value chosen from the n+ 1
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y−values of p1.y, and so on. (As we check these packets in increasing order,

we find the first witness packet earliest.) This proves the correctness of the

algorithm.

5.3 Deterministic Verification of Firewalls

In the previous section, we develop a proof that if there is a witness

packet for firewall F and property P , then there is a probe packet for F and

P that is a witness packet. Making use of this information, in this section, we

present the probe algorithm, which is guaranteed to find a witness packet if

any such packet exists.

The probe algorithm is presented as Algorithm 5. We will now use the

probe algorithm to verify the first slice produced in Chapter 4. The slice is

f1 ∈ [4, 4] ∧ f2 ∈ [4, 7] ∧ f3 ∈ [4, 4]→ accept

f1 ∈ [1, 4] ∧ f2 ∈ [4, 9] ∧ f3 ∈ [3, 4]→ discard

So S1 = {1}, S2 = {4, 7+1 = 8} and S3 = {3}. We note that for packet

(1, 8, 3) the decision of the firewall is discard. But P3 states that it should be

accept.

P3 : f1 ∈ [1, 9] ∧ f2 ∈ [4, 9] ∧ f3 ∈ [3, 4]→ accept

Thus the probe algorithm terminates stating that the slice does not satisfy the

property. By Theorems 1 and 2, the firewall F1 does not satisfy property P3.
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The probe algorithm works with any firewall and any property of the

firewall. However, we use it to verify whether the slices F ′i produced in Chapter

4 satisfy the corresponding properties Pi. By Theorems 3.1.1 and 4.3.1, iff

there exists a slice F ′i that does not satisfy its Pi, then the projection F ′ does

not satisfy the property P - so the original F does not satisfy P . The reason

for this roundabout approach is that (using the number of rules as our size

metric) F ′ is usually much smaller than F , and the slices F ′i smaller still; they

are correspondingly easier to check using the probe algorithm.

5.4 Analysis

The most important feature of our algorithm is the fact that it runs in

linear space. This is straightforward to prove. Our only data structures are

the completed projection F ′ and the slices. The projection, as well as each

slice generated by the slicing pass, is bounded in size by O(nd) (the size of

the firewall). As we generate and verify slices one by one, the total space

consumed is O(nd).

We will now analyze the running time requirements of the algorithm.

We begin by noting that the algorithm attempts to find a witness packet p1,

such that the decision of the original firewall F for p1 is opposite to the decision

of property P . The decision of a firewall for a packet can be found in constant

time (for example, using ternary content addressable memory) [48]. Thus the

time requirement is O(N), where N is the number of packets checked.

If the probe algorithm is directly applied to a firewall and a property, in
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the worst case it identifies (n+ 1) values for each of d fields, and thus (n+ 1)d

packets, which is of course O(nd). We will now derive the bound for the case

when we apply the slicing pass and use the probe algorithm for each slice.

The projection pass takes O(nd) time. The slicing pass, in the worst

case, requires one projection for every conflicting rule - O(n) projections re-

quiring O(nd) each. The probe algorithm verifies one slice in O(nd) time.

Each slice corresponds to one conflicting rule, so the number of slices is O(n).

Hence the total worst-case time taken by the algorithm is O(nd+n2d+nd+1),

i.e. O(nd+1).

This last point is interesting. The probe algorithm is O(nd), so why do

we use the slicing pass, which is O(nd+1), instead of the probe algorithm by

itself? The answer is that the running time is not just bounded by O(nd+1).

If m1 is the number of conflicting rules in the projection F ′, and m2 is the

maximum length of a slice produced by the slicing pass, then by using the

above derivation we obtain a stricter bound on the running time: O(nd +

m1nd + m1m
d
2). It is true that in the worst case m1 and m2 may be close to

n, but in practical firewalls rules (except the last rule) match very few packets

compared to the whole firewall, and the number of other rules they overlap is

very small. Thus, for cases of our interest, m1m
d
2 << nd.
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Algorithm 5 Probe Algorithm

Input: A firewall F and a property P .
Output: Any one of the following outcomes:

(a) F satisfies P .

(b) F does not satisfy P .

Variables:
i : an index variable in range 1..(n + 1), initially 1.
S1, S2, . . . Sd : sets of corner values, initially empty.
Create completed projection F ′ of F over P [Note: If the input firewall F
is already a projection over P or a slice created by the slicing pass while
verifying property P , set F ′ = F .]
for each field fj do
Sj := {aj} where fj ∈ [aj, bj] is the fj-term in P
for each rule Ri in F ′ do

let fj ∈ [ai, bi] be the fj-term in rule Ri

if Ri is compliant then
Sj := Sj ∪ {bi + 1}

else
Sj := Sj ∪ {ai}

end if
end for
Sort Sj in increasing order and remove any values that fall outside the
range [aj, bj] of the fj-term in property P .

end for
for all f1 ∈ S1 do

...
for all fd ∈ Sd do

if for packet p = (f1, . . . , fd),
decision of F ′ for p 6= decision of P then

report F does not satisfy P and exit.
end if

end for
...

end for
report F satisfies P .
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Chapter 6

Redundancy Checking and Verification of

Firewalls are Equivalent

—

In the previous chapters, we have developed and presented algorithms

for firewall verification. In this chapter, we leverage this work by demonstrat-

ing that the problem of checking firewalls for redundant rules, which at first

glance seems to be an unrelated problem, is in fact closely linked to firewall

verification and in fact an algorithm to solve one problem can be used to solve

the other also. This result is from our paper on firewall redundancy checking,

in INFOCOM 2011 [3].

6.1 Redundancy Checking and Verification in Firewalls

A firewall F is said to satisfy a property P iff one of the following two

conditions holds.

1. P is an accept property, and each packet that matches P is accepted by

F .

2. P is a discard property, and each packet that matches P is discarded by
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F .

A firewall verification algorithm is an algorithm that takes as input any

given firewall F and any given property P , and determines whether F satisfies

P .

We have explored the problem of firewall verification in the previous

chapters. In Chapter 3, we provide an algorithm which when applied to a

firewall F and a property P , runs in O(nd) time where n is the number of rules

and d is the number of fields in F . However, this algorithm is probabilistic,

which means that sometimes when the algorithm concludes that F satisfies

P , the conclusion is wrong. (On the other hand, every time the algorithm

concludes that F does not satisfy P , the conclusion is correct.)

The most efficient firewall verification algorithm is presented in Chapter

5. The time complexity of this algorithm is O(nd) and the space complexity is

O(nd). This algorithm is based on the concept of projection firewall, which is

a firewall that is constructed by combining any given firewall with any given

property.

Utilizing the concept of projection firewalls, the following two theorems

present necessary and sufficient conditions for a firewall F to satisfy a property

P . These two theorems are a brief summary of the basis upon which the

efficient firewall verification algorithm in Chapter 5 is established.

Theorem 6.1.1. A firewall F satisfies an accept property P iff the projection

firewall G/P discards no packet, where G is firewall F after adding a full
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discard rule at the end.

Theorem 6.1.2. A firewall F satisfies a discard property P iff the projection

firewall G/P accepts no packet, where G is firewall F after adding a full accept

rule at the end.

We now provide definitions to describe the concept of redundant rules

in a firewall, and how to check for such rules.

Let F be a firewall and let r be a rule in F . Rule r is said to be

redundant in F iff the two firewalls F and F − r are equivalent, where F − r is

firewall F after removing rule r from it. (Two firewalls are equivalent iff they

accept, discard, and ignore the same packets.)

A firewall redundancy checking algorithm is an algorithm that takes as

input any firewall F and any rule r in F , and determines whether or not r is

redundant in F .

Firewall redundancy checking algorithms are useful because any firewall

that has a large number of redundant rules is inefficient to check, whenever a

packet arrives at the firewall, whether to accept or discard the packet.

The following theorem presents a necessary and sufficient condition for

determining whether a rule in a firewall is redundant. This condition can then

be employed in designing a firewall redundancy checking algorithm.

Theorem 6.1.3. Let F be a firewall and r be a rule in F . Rule r is redundant

in F iff for every packet p that matches rule r, at least one of the following

two conditions holds:
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1. Packet p matches one or more rules that precede r in F .

2. Packet p matches one or more rules that follow rule r in F , and the first

such rule has the same decision, accept or discard, as rule r.

Unfortunately, if the necessary and sufficient condition in Theorem 6.1.3

is used in designing a firewall redundancy checking algorithm, then the time

complexity of this algorithm will be proportional to the number of packets that

match the checked rule, which can be quite large. This makes the algorithm

too expensive to be practical.

Instead of this expensive algorithm, we seek firewall redundancy check-

ing algorithms whose time complexity is a function of n and d only, where n is

the number of rules and d is the number of fields in the checked firewall. To-

wards this end, we show, in Section 6.2, that any firewall verification algorithm

can be also used to check redundant rules in firewalls. Moreover, the time and

space complexity of the verification algorithm, when used in detecting whether

a given rule is redundant in a given firewall, are the same as the time and space

complexity of the same algorithm when used to verify whether a given firewall

satisfies a given property. Thus, our efficient firewall verification algorithm

from Chapter 5, whose time complexity is O(nd) and whose space complexity

is O(nd), can be used, with the same complexity, to check redundant rules in

firewalls.

Similarly we show, in Section 6.3, that any firewall redundancy checking

algorithm can be also used, with the same complexity, in verifying firewalls.
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These results indicate that the two problems of firewall verification and

of firewall redundancy checking are equivalent and any progress that one can

achieve in solving either problem can also be regarded as progress in solving

the other problem.

6.2 Using Verification in Redundancy Checking

In this section, we show that any firewall verification algorithm can be

also used to detect redundant rules in firewalls. Specifically, we present an

algorithm, named Algorithm V − to − R, that takes as input any firewall F ,

any rule r in F , and any firewall verification algorithm V , and uses Algorithm

V to determine whether r is redundant in F . We also show that that the time

and space complexity of Algorithm V − to− R are the same as the time and

space complexity, respectively, of Algorithm V .

Algorithm V − to−R is shown below as Algorithm 6.

The next two theorems give the time and space complexity of Algorithm

V − to − R as functions of the time and space complexity, respectively, of

Algorithm V .

Theorem 6.2.1. Let V denote the firewall verification algorithm employed in

Algorithm V − to − R. Let TV (n, d) denote the time complexity of Algorithm

V when this algorithm is applied to a firewall with n rules and d fields. Then

the time complexity of Algorithm V − to − R, denoted TV−to−R(n, d), can be
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Algorithm 6 V-to-R

Input: A firewall F , a rule r in F , and a firewall verification algorithm V
Output: Determination of whether r is redundant in F

Let G denote firewall F after making the decision of each rule, that precedes
rule r in F , be the same as the decision of rule r.
Let G− r denote firewall G after removing rule r from it.
Let (G − r)/r denote the projection of firewall (G − r) over rule r. (Note
that, in this case, rule r is viewed as a property.)
Call the input firewall verification algorithm V to verify whether firewall
(G − r)/r satisfies rule r. (Note that, in this case, rule r is viewed as a
property.)
if (G− r)/r satisfies r then

Report that r is redundant in F .
else

Report that r is not redundant in F .
end if

computed as follows:

TV−to−R(n, d) = TV (n− 1, d) + O(nd)

Theorem 6.2.2. Let V denote the firewall verification algorithm employed in

Algorithm V − to−R. Let SV (n, d) denote the space complexity of Algorithm

V when this algorithm is applied to a firewall with n rules and d fields. Then

the space complexity of Algorithm V − to − R, denoted SV−to−R(n, d), can be

computed as follows:

SV−to−R(n, d) = SV (n− 1, d) + O(nd)

Because TV (n, d) is at least O(nd), we conclude from Theorem 6.2.1

that the time complexity of Algorithm V − to − R is the same as the time

complexity of Algorithm V . Similarly, because SV (n, d) is at least O(nd), we
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conclude from Theorem 6.2.2 that the space complexity of Algorithm V −to−R

is the same as the space complexity of Algorithm V .

6.3 Using Redundancy Checking in Verification

In this section, we show that any firewall redundancy checking algo-

rithm can be also used to verify firewalls. Specifically, we present an algo-

rithm, named Algorithm R− to− V , that takes as input any firewall F , any

property P , and any firewall redundancy checking algorithm R, and uses Al-

gorithm R to verify whether F satisfies P . We also show that that the time

and space complexity of Algorithm R − to− V are the same as the time and

space complexity, respectively, of Algorithm R.

Algorithm R− to− V is shown below as Algorithm 7.

Algorithm 7 R-to-V

Input: A firewall F , a property P , and a redundancy checking algorithm R
Output: Determination of whether F satisfies P

Let G denote the firewall that consists of property P as the first rule, followed
by the sequence of rules in firewall F . (Note that, in this case, property P
is viewed as a rule.)
Call the input redundancy checking algorithm R to check whether the first
rule in firewall G, namely rule P , is redundant in G.
if P is redundant in G then

Report that F satisfies P .
else

Report that F does not satisfy P .
end if

The next two theorems give the time and space complexity of Algorithm

R − to − V as functions of the time and space complexity, respectively, of
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Algorithm R.

Theorem 6.3.1. Let R denote the redundancy checking algorithm employed

in Algorithm R−to−V . Let TR(n, d) denote the time complexity of Algorithm

R when this algorithm is applied to a firewall with n rules and d fields. Then

the time complexity of Algorithm R − to − V , denoted TR−to−V (n, d), can be

computed as follows:

TR−to−V (n, d) = TR(n + 1, d) + O(nd)

Theorem 6.3.2. Let R denote the redundancy checking algorithm employed

in Algorithm R−to−V . Let SR(n, d) denote the space complexity of Algorithm

R when this algorithm is applied to a firewall with n rules and d fields. Then

the space complexity of Algorithm R− to− V , denoted SR−to−V (n, d), can be

computed as follows:

SR−to−V (n, d) = SR(n + 1, d) + O(nd)

Because TV (n, d) is at least O(nd), we conclude from Theorem 6.3.1

that the time complexity of Algorithm R − to − V is the same as the time

complexity of Algorithm R. Similarly, because SV (n, d) is at least O(nd), we

conclude from Theorem 6.3.2 that the space complexity of Algorithm R−to−V

is the same as the space complexity of Algorithm R.
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Chapter 7

Modular Design of Firewalls

This chapter studies and develops the concept of firewall modules and

modular firewalls, and also proposes metrics for firewall complexity. The work

presented is from our paper on modular firewalls [4].

In this chapter, we introduce a metric, called the “dependency metric”,

that measures the complexity of firewalls. The more the value of the metric

for a given firewall, the more complex the firewall is and the harder it is to

design and understand.

Unfortunately, the dependency metric, though accurate, does not seem

to suggest methods for designing firewalls for which the values of the metric

are small. Thus, we introduce another complexity metric, called the “inversion

metric”, for measuring the complexity of firewalls.

We show, below, that the dependency metric and the inversion metric

are correlated (at least for a rich class of firewalls called “uniform firewalls”).

This result allows us to use the inversion metric as a good approximation of

the dependency metric.

Then, we identify three classes of firewalls, namely “simple firewalls”,

“partitioned firewalls”, and “modular firewalls”, for which the values of the
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inversion metric are small. (This implies that these classes of firewalls are

easier to design and understand.) We also describe methods for designing

firewalls in these three classes.

Of particular interest is the class of modular firewalls. Each modular

firewall consists of simple firewall components, called “firewall modules”. The

value of the inversion metric for each firewall module is 1 or 2. This causes

the value of the inversion metric for the full firewall to be 1 or 2. (Note that

the smallest possible value of the inversion metric is 1.)

We present an algorithm that takes as input any firewall F whose in-

version metric is large and computes as output an equivalent modular firewall

MF whose inversion metric is (by definition) 1 or 2. The complexity of this

algorithm is O(n2) where n is the number of rules in the input firewall F .

The existence of this algorithm indicates that designing a modular firewall is

not harder than designing an equivalent non-modular firewall. Our simulation

results, reported below, show that the cost and performance of this algorithm

are attractive.

7.1 Dependency Metric

In this section we define a metric that can be used to measure the

complexity of a firewall. If the value of this metric is large for one firewall,

then this firewall is relatively ”hard to understand”. And if the value of this

metric is small for another firewall, then this firewall is relatively ”easy to

understand”. We refer to this metric as the dependency metric. But before we
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can define the dependency metric, we first need to introduce several additional

definitions.

A band of a firewall F is a maximal sequence of consecutive rules that

have the same decision, whether accept or discard, in F . If (all) the rules in a

band have accept decisions, then the band is called an accept band. Similarly,

if (all) the rules in a band have discard decisions, then the band is called a

discard band.

Theorem 7.1.1. If the rules in a band in a firewall F are reordered in any

way, then the resulting firewall is equivalent to F .

Proof. Assume that the rules in a band B in F are reordered in any way. Let

p be a packet that is resolved by a rule r in B before the reorder. And assume

that packet p is resolved by another rule s after the reorder. Thus, rule s

belongs to band B, and has moved ahead of rule r as a result of the reorder.

Because both rules r and s belong to the same band B, they have the

same decision. Therefore, rule s will resolve packet p after the reorder in the

same way that rule r has resolved packet p before the reorder.

Every packet that is accepted before the reorder is also accepted after

the reorder, and every packet that is discarded before the reorder is also dis-

carded after the reorder. Hence the firewall that results from the reorder is

equivalent to the original firewall F before the reorder.

If all the rules in a firewall have the same decision, then this firewall

consists of only one band. But such a firewall is not very useful in practice.
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Thus, from now on, we consider only firewalls that consist of two or more

bands.

A packet p is said to be resolved by a rule r in a firewall F iff the

following two conditions hold:

1. p matches rule r.

2. p does not match any rule s, where s precedes r in F and r and s occur

in different bands in F .

The dependency set of a rule r in a firewall F is the set containing every

rule s, where s precedes r in F , and r and s occur in different bands in F .

From the last two definitions, we conclude that to determine whether

a packet p is resolved by a rule r in a firewall F , one needs to test packet

p against rule r and against every rule in the dependency set of r. Clearly,

the complexity of these tests are proportional to the number of rules in the

dependency set of r. If the cardinality of the dependency set of r is large, then

determining whether a given packet is resolved by r is relatively hard. And

one can claim, in this case, that rule r is hard to understand. On the other

hand, if the cardinality of the dependency set of r is small, then determining

whether a given packet is resolved by r is relatively easy. And one can claim,

in this case, that rule r is easy to understand.

It follows from this discussion that the complexity of understanding a

rule r in a firewall F can be measured by the cardinality of the dependency
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set of r in F . Therefore, the complexity of understanding firewall F can be

measured by the average cardinality of a dependency set of a rule in F .

The dependency metric of a firewall F is the average cardinality of a

dependency set of a rule in F .

Theorem 7.1.2. Let F be any firewall that has n rules.

1. The smallest possible value of the dependency metric of F is (n−1)
n

.

2. The largest possible value of the dependency metric of F is (n−1)
2

.

Proof. 1. The dependency metric of F has its smallest value when F con-

sists of only two bands. The first band consists of the top n − 1 rules

in F , and the second band consists of the last rule in F . In this case,

the dependency set of each one of the top n − 1 rules is empty, and

the dependency set of the last rule has n − 1 rules. Thus, the average

cardinality of a dependency set of a rule in F is n−1
n

.

2. The dependency metric of F has its largest value when F consists of n

bands. And each band consists of only one rule. In this case,

the dependency set of the first rule in F has 0 rules,

the dependency set of the second rule in F has 1 rule,

...,

the dependency set of the n-th rule in F has n− 1 rules.

Thus, the average cardinality of a dependency set of a rule in F is n−1
2

.
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The problem of the dependency metric is that this metric does not

seem to suggest methods for designing firewalls whose dependency metrics are

small.

This problem compels us to look for another complexity metric of fire-

walls. This new complexity metric needs to satisfy two requirements. First,

this new metric needs to be correlated to the dependency metric (at least for

some classes of firewalls). Second, it should be easy to design firewalls for

which the new metric has a small value. We present such a metric in the next

section.

7.2 Inversion Metric

In this section we introduce a second metric that can be used to measure

the complexity of firewalls. We refer to this metric as the inversion metric.

We show that the inversion metric satisfies two nice properties. First, we

show, in this section, that the value of the inversion metric of a firewall is

correlated to the value of the dependency metric of the same firewall (when

the firewall is uniform). This result allows us to use the inversion metric as

a good approximation of the dependency metric. Second, we demonstrate, in

Section 7.5 below, that one can develop methods for designing firewalls whose

inversion metrics are very small. In particular, we give an algorithm that takes

as input any firewall, whose inversion metric value is large, and produces an

equivalent firewall, whose inversion metric value is no more than 2, a small

value.
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The inversion metric of a firewall F is the number of pairs of adjacent

rules that have different decisions in F .

Theorem 7.2.1. Let F be a firewall that has n rules.

1. The smallest possible value of the inversion metric of F is 1.

2. The largest possible value of the inversion metric of F is n− 1.

A firewall F is called uniform iff each band in F has the same number

of rules.

Thus, if a uniform firewall F has n rules and k bands, then each band

in F has n
k

rules.

Theorem 7.2.2. Let F be a uniform firewall that has n rules. Also, let dm be

the value of the dependency metric of F , and im be the value of the inversion

metric of F .

dm =
n ∗ im

2 ∗ (im + 1)

Proof. Since im is the inversion metric of firewall F , F has im+ 1 bands, and

because F is uniform, each band in F has n
im+1

rules.

The cardinality of the dependency set of each rule in the i-th band in

F , where i is in the range 1..(im + 1), is (i−1)∗n
(im+1)

.

Thus, the average cardinality dm of the dependency set of a rule in F
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can be computed as follows:

dm =
im+1∑
i=1

n
im+1

∗ (i−1)∗n
im+1

n

=
n

(im + 1)2
∗

im+1∑
i=1

i− 1

=
n

(im + 1)2
∗

im∑
i=0

i

=
n

(im + 1)2
∗ im ∗ (im + 1)

2

=
n ∗ im

2 ∗ (im + 1)

This theorem shows that when the value of the inversion metric im (of

a uniform firewall) is n−1, the value of the dependency metric dm (of the same

firewall) is (n−1)/2. Both these values are the largest possible values for their

metrics. Also, when the value of the inversion metric im is reduced to 1, the

value of the dependency metric is reduced to n/4. Both these values are small

values for their metrics. In other words, there is some correlation between the

value of the inversion metric im and the value of the dependency metric dm.

Thus one can use the inversion metric (which is easy to deal with) as a good

approximation of the dependency metric (which is hard to deal with).

In the next two sections, we present two classes of firewalls, namely

simple firewalls and partitioned firewalls, whose inversion metrics are small.
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7.3 Simple Firewalls

A firewall F is called simple iff F is a sequence of three bands, B0

followed by B1 followed by B2, such that the following three conditions are

satisfied:

1. Band B0 consists of zero or more discard rules. (Note that if B0 has zero

discard rules, then band B0 does not exist in F and, in this case, F is a

sequence of only two bands, B1 followed by B2.)

2. Band B1 consists of one or more accept rules.

3. Band B2 consists of only one full discard rule.

Simple firewalls are interesting because the values of their inversion

metrics are small (and so they are easy to understand) as follows. If band B0

exists in a simple firewall F , then the inversion metric of F is 2. Otherwise,

the inversion metric of F is 1.

Below we describe how to identify “irrelevant rules” in any simple fire-

wall F and argue that removing these rules from F yields a firewall G that is

both equivalent to F and simple. But first we need to present some definitions.

Let F be a simple firewall and let r and s be two distinct rules in F

where

r : f1 ∈ R1 ∧ .. ∧ fd ∈ Rd →< r.decision >

s : f1 ∈ S1 ∧ .. ∧ fd ∈ Sd →< s.decision >
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Rule r is said to cover rule s iff every interval Rj in r contains the

corresponding interval Sj in s.

Rule r is said to overlap rule s iff every intersection of an interval Rj

in r with the corresponding interval Sj in s is nonempty.

Rule s is called irrelevant in the simple firewall F iff s satisfies the

following three conditions (Recall that, since F is simple, F is a sequence of

three bands, B0 followed by B1, followed by B2):

1. Rule s is in band B0 and there is another rule r in B0 where r covers s.

2. Rule s is in band B0 and there is no rule r in B1 where r overlaps s.

3. Rule s is in band B1 and there is another rule r in B1 where r covers s.

Now we argue that if an irrelevant rule s is removed from its simple

firewall F , then any packet that could have been resolved (i.e., accepted or

discarded) by rule s can still be resolved in the same way after s is removed.

Because the removed rule s is irrelevant, rule s must have satisfied one of three

conditions 1, 2, or 3 (in the above definition), before it is removed.

First, if s satisfied condition 1 before it is removed, then any packet

that is discarded by s, before s is removed, will still be discarded at least by

rule r, after s is removed.

Second, if s satisfied condition 2 before it is removed, then any packet

that is discarded by s, before s is removed, will still be discarded at least by

the full discard rule in F , after s is removed.
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Third, if s satisfied condition 3 before it is removed, then any packet

that is accepted by s, before s is removed, will still be accepted at least by

rule r, after s is removed.

The algorithm for removing irrelevant rules from any simple firewall is

detailed in Algorithm 8. Note that the time complexity for executing Algo-

rithm 8 is O(n2), where n is the number of rules in the input firewall F .

Algorithm 8 Removing Irrelevant Rules

Input: A simple firewall F that is a sequence of three bands B0 followed by
B1 followed by B2

Output: A simple firewall G that is equivalent to F and has no irrelevant
rules
for every rule r in B0 do

if there is another rule s in B0 such that r covers s or there is no rule s
in B1 such that r overlaps s then

Remove rule r from B0

end if
end for
for every rule r in B1 do

if there is another rule s in B1 such that r covers s then
then remove rule r from B1

end if
end for
Return the remaining firewall.

7.4 Partitioned Firewalls

A partitioned firewall PF is a nonempty set {PF1, .., PFr} of firewalls,

such that the following oneness condition holds. Every packet is accepted by

at most one firewall, say PFk, in PF .
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If a packet is accepted by one (and so only one) firewall in a partitioned

firewall PF , then this packet is said to be accepted by PF . Otherwise, the

packet is discarded by every firewall in PF and, in this case, the packet is said

to be discarded by PF .

If a partitioned firewall PF is the set {PF1, .., PFr}, then each firewall

PFk in this set is called a component of the partitioned firewall PF .

Note that one can view a monolithic firewall F as a partitioned firewall

that consists of only one component F .

A monolithic firewall F and a partitioned firewall PF are said to be

equivalent iff F and PF accept the same set of packets (and discard the same

set of packets).

There are three advantages of partitioned firewalls over monolithic ones:

(a) Parallel processing of packets

(b) Ease of design and update

(c) Small inversion metrics

We discuss these three advantages , one by one, in order.

7.4.1 Parallel Processing of Packets

Each component PFk of a partitioned firewall PF can be implemented

as a distinct thread [57] that is executed on a distinct core in a multicore

architecture [52].
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When a packet p arrives at the multicore architecture hosting the parti-

tioned firewall PF , a copy of p is forwarded to each core, as shown in Figure 1.

Each core then proceeds independently to determine whether or not to accept

packet p and allow it to proceed.

Figure 7.1: Parallel Processing of Packets

Note that each core makes its determination (of whether or not to

accept its copy of p) independently from the determinations made by the

other cores. In other words, the cores do not need to synchronize in any way,

and yet, thanks to oneness condition, at most one copy of packet p is accepted

and allowed to proceed by one core while all the other copies of p are discarded

by the other cores.

As shown in our experimental results below, this multicore architecture

of a partitioned firewall can process up to 2.5 times as many packets per second

as the traditional one core architecture of a monolithic firewall.
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7.4.2 Ease of Design and Update

A partitioned firewall {PF1, .., PFr} can be designed in two steps as

follows.

1. The set of all packets is partitioned into r non-overlapping classes: PC1, .., PCr.

2. Each component PFk in the partitioned firewall is designed to accept

some (or all) of the packets that belong to the packet class PCk.

As an example, assume that we wish to design a partitioned firewall

with five components PF1 through PF5. First, we partition the set of all

packets into the five overlapping classes PC1 through PC5:

• PC1: All outgoing packets

• PC2: All incoming, TCP, email packets

• PC3: All incoming, TCP, web packets

• PC4: All incoming, TCP packets that are neither email nor web.

• PC5: All incoming, non-TCP packets

Second, each firewall component PFk is designed to accept only some

(or all) of the packets that belong to the corresponding packet class PCk. For

instance, PF1 is designed to accept only some (or all) of the outgoing packets,

and so on.
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In other words, once the packet classes are all identified, the firewall

components can be designed independently of one another. This makes the

design of a partitioned firewall easier than that of a monolithic firewall.

Moreover, because each firewall component PFk is designed to accept

only some (or all) of the packets that belong to the packet class PCk, only

component PFk needs to be updated whenever the set of accepted packets,

that belong to the packet class PCk, needs to be updated.

In other words, any update of a partitioned firewall can be realized by

updating only one component in the firewall. This makes the update of a

partitioned firewall easier than that of a monolithic one.

7.4.3 Small Inversion Metric

The inversion metric of a partitioned firewall {PF1, .., PFr} is the value

(MAX over k, k is in the range 1..r, im.k)

where each im.k denotes the inversion metric of the firewall component PFk.

Because the inversion metric of a partitioned firewall is the maximum,

rather than say the sum, of the inversion metrics of the firewall components,

the inversion metric of a partitioned firewall tends to be smaller than the inver-

sion metric of an equivalent monolithic firewall. In other words, understand-

ing a partitioned firewall tends to be easier than understanding an equivalent

monolithic firewall.

We end this section by stating (and verifying) a sufficient condition

for ensuring that two monolithic firewalls can be components in the same
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partitioned firewall.

Theorem 7.4.1. Let F and G be two (monolithic) firewalls. If for every

accept rule r in F and every accept rule s in G, r does not overlap s, then F

and G can be components in the same partitioned firewall.

Proof. Assume that for every accept rule r in F and every accept rule s in

G, r does not overlap s. Thus, for every accept rule r in F and every accept

rule s in G, there is no packet that matches both r and s. In other words, the

set of packets that match accept rules in F is disjoint from the set of packets

that match accept rules in G. Moreover, because the set of packets that are

accepted by a firewall is a subset of the set of packets that match accept rules

in the firewall, we conclude that the set of packets that are accepted by F is

disjoint from the set of packets that are accepted by G. Therefore F and G

satisfy the oneness condition and they can be firewall components in the same

partitioned firewall.

7.5 Modular Firewalls

In the previous two sections, we presented two classes of firewalls,

namely simple firewalls and partitioned firewalls, whose inversion metrics are

small. In this section, we present a class of firewalls, called modular firewalls,

that have similar characteristics to those of simple and partitioned firewalls.

Therefore, the inversion metrics of modular firewalls are also small.

A modular firewall MF is a partitioned firewall {MF1, ..,MFr} where
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each component MFk, called a firewall module, is a simple firewall. It fol-

lows that the inversion metric of each firewall module MFk is 1 or 2 and the

inversion metric of the modular firewall MF is 1 or 2.

A modular firewall {MF1, ..,MFr} can be designed in two steps as

follows.

1. The set of all packets is partitioned into r non-overlapping classes: PC1, .., PCr.

2. Each module MFk in the modular firewall is designed to accept some

(or all) of the packets that belong to the packet class PCk under the

restriction that MFk, being a simple firewall, must consist of three bands:

a discard band B0, followed by a accept band B1, followed by a band B2

that consists of a full discard rule

We propose that designing a modular firewall is easier than designing

an equivalent monolithic firewall. To give some evidence to this thesis, we

discuss next an algorithm that can take, as input, a monolithic firewall F and

produce, as output, an equivalent modular firewall MF . Because the time

complexity of this algorithm is small O(n2), where n is the number of rules

in the input firewall F , one concludes that designing a modular firewall is not

harder than designing an equivalent monolithic firewall.

The algorithm for modularizing a monolithic firewall is shown in Algo-

rithm 9.

The correctness of Algorithm 9 follows from the following two theorems.
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Algorithm 9 Modularizing Monolithic Firewalls

Input: A monolithic firewall F with r accept bands (r is at least 1)
Output: A modular firewall MF with r modules {MF1, ..,MFr} such that
F and MF are equivalent.
Let the r accept bands of firewall F be AB1, .., ABr in order.
for every accept band ABk in F do

Design the three bands B0, B1, and B2 of module MFk as follows.

• B0 is the sequence of all rules that precedes ABk in F after modifying
their decisions to become ”discard”

• B1 is the sequence of all (accept) rules in ABk

• B2 is the full discard rule;

Apply Algorithm 8 to remove the irrelevant rules from MFk

end for

Theorem 7.5.1. Assume that Algorithm 9 is applied to a monolithic firewall

F and produced the simple firewalls {MF1, ..,MFr}. Then no two distinct

firewalls MFi and MFk accept the same packet (indicating that the produced

simple firewalls satisfy the oneness condition).

Proof. Without loss of generality, assume that i is less than k. This means

that the accept rules in band B1 of firewall MFi occur as discard rules in

band B0 of firewall MFk. Thus, each packet that is accepted by (band B1 in)

firewall MFi is discarded by (band B0 in) firewall MFk. Also, each packet that

is accepted by (band B1 in) firewall MFk is discarded by (band B2 in) firewall

MFi. In other words, no packet is accepted by both MFi and MFk.

Theorem 7.5.2. Assume that Algorithm 9 is applied to a monolithic fire-

wall F and produced a modular firewall MF that consists of the modules
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{MF1, ..,MFk}.

1. Each packet, that is accepted by F , is also accepted by MF

2. Each packet, that is accepted by MF , is also accepted by F

(These two statements indicate that F and MF are equivalent.)

Proof. 1. Assume that a packet p is accepted by F . Thus p is resolved by a

rule in some accept band ABk of F . This indicates that p is also resolved

by a rule in the accept band B1 in module MFk in MF . Therefore p is

accepted by MF .

2. Assume that a packet p is accepted by a module MFk in MF . Thus p is

resolved by a rule in band B1 of module MFk. This indicates that p is

also resolved by a rule in the accept band ABk in firewall F . Therefore

p is accepted by F .

7.6 Simulation Results

In this chapter, we presented two algorithms: Algorithm 8 for removing

irrelevant rules from simple firewalls, and Algorithm 9 for modularizing mono-

lithic firewalls. In fact, the important role of Algorithm 8 is to be invoked from

within Algorithm 9 to remove the irrelevant rules from the firewall modules

in the computed modular firewall. In this section, we report the results of
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several simulations that we carried out to measure the cost and performance

of Algorithm 9. (The cost and performance of Algorithm 8 contribute to those

of Algorithm 9.)

Figure 7.2 shows the execution time of Algorithm 9, when applied to

modularize a monolithic firewall F , as a function of the number of rules in F .

From this figure, the execution time of Algorithm 9 is very small, less than

half a second, even when the firewall being modularized has up to 2000 rules.

Figure 7.3 shows the average number of firewall modules, that result

from applying Algorithm 9 to modularize a monolithic firewall F , as a function

of the number of rules in F . From this figure, a monolithic firewall that has

2000 rules can be converted into a modular firewall with about 22 modules on

average.

Figure 7.4 shows the average number of rules in a firewall module, that

results from applying Algorithm 9 to modularize a monolithic firewall F , as

a function of the number of rules in F .From this figure, a monolithic firewall

that has 2000 rules can be converted into a modular firewall where a firewall

module has 800 rules on average.

Consider the case where Algorithm 9 is applied to a monolithic firewall

F to produce an equivalent modular firewall MF . As discussed in Section 7.4,

F can be implemented as a single thread on a single core architecture, whereas

the firewall modules in MF can be implemented on a multicore architecture.

Let RF denote the rate (in packets per second) of processing packets by the
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Figure 7.2: Execution Time to Modularize a Monolithic Firewall

Figure 7.3: Average Number of Modules Produced

single core architecture, and RMF denote the rate (in packets per second) of

processing packets by the multicore architecture. Then RMF/RF is called

the speed-up ratio. Figure 7.5 shows the speed-up ratio as a function of the

number of rules in F . From this figure, the speed-up ranges from 1.7 (when

the number of rules in F is small) to 2.6 (when the number of rules in F is

large).
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Figure 7.4: Average Number of Rules per Module

Figure 7.5: Speed-up Ratio
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Chapter 8

Concluding Remarks

This dissertation has addressed several important problems in the study

of firewalls. First, we have considered the problem of verifying whether a given

firewall satisfies a property. In contrast to the current deterministic algorithms

which have time and space complexity of O(nd), we present a probabilistic

algorithm which takes time of O(nd) and a deterministic algorithm which takes

time of O(nd) but space of only O(nd). Also, we show how, using the technique

of firewall slicing, we can decompose the problem of firewall verification into

several smaller, independent problems, hence providing a method of modular

firewall verification.

Our second important contribution has been to demonstrate that the

problems of firewall verification and of checking rules in a firewall for redun-

dancy are essentially similar, and an algorithm for one can be adapted to the

other without increasing the time or space complexity of the algorithm. Hence,

it is possible to use our algorithms for firewall verification and adapt them to

the purpose of ensuring that a firewall does not have redundant rules.

Finally, we develop metrics for the complexity of a firewall, called the

dependency metric and the inversion metric, and demonstrate how to design
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a firewall as a set of simple firewall modules. These modules are simple by our

inversion metric, and can be understood independently of each other; hence, a

modular firewall is simple to design and to understand. We also demonstrate

how to convert an existing monolithic firewall into a modular firewall.

Our work can be extended in several directions, and suggests several

problems for further study. We mention a few such problems below.

8.1 Rule actions and Computing Policies

A firewall is a sequence of rules, each of which has a predicate and

an action. The action of a rule, in a firewall, is always accept or discard.

This concept can be generalized to computing policies, which are also first-

match sequences of rules, but in which the rules can have any arbitrary finite

actions. It is possible to consider actions that introduce state (by changing

the attributes of the request, i.e. the fields of the packet, and restarting the

computation from the first rule). Further, it may be possible to introduce non-

determinism, by associating a rule with a set of actions; if a rule resolves a

request (i.e. a packet), any one of the associated actions is randomly executed.

It may be interesting to study the properties of such models of computation.

8.2 Generalized Properties

In our study of firewall verification, we assume that a property is of

the same form as a rule. It may be useful to generalize the problem of firewall
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verification to include the case when a property has the same form as a firewall

- i.e. a first-match sequence of rules. If it is possible to directly verify whether

one firewall satisfies another, it would be very helpful in determining whether

multiple firewalls at the perimeter of a network are all correctly implementing

the same policy and the network is in fact secure.

8.3 Generalized Access Control

As it is possible to generalize firewalls and properties, it is also pos-

sible to generalize the requests (i.e. packets) filtered by the firewall. In our

treatment of requests, we have assumed that they are ’elementary’ and define

a single point in the space of all possible requests. In several domains where

requests need to be filtered, for example SQL queries to databases, a request

is not elementary, but covers a region in the space. It is possible to consider

the general problem of access control to be very similar to how a firewall filters

packets, but now a packet is allowed to have the same form as a rule or even

a sequence of rules, i.e. a firewall.

8.4 Distributed Firewalls

This dissertation has principally focused on the verification, optimiza-

tion and design of a firewall present at a single central location, so the entire

firewall is available. It is possible to conceive of many use cases where the func-

tion of a firewall is discharged, not by a single sequence of rules, but by many

such firewalls distributed over a network and acting in concert. The study of
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design and verification of such distributed firewalls is a natural extension of

the work presented in this dissertation.
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