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Abstract 

 

Analysis of Independent Motion Detection in 3D Scenes 

 

Andrew William Floren, MSE 

The University of Texas at Austin, 2012 

 

Supervisor:  Alan Bovik 

 

In this thesis, we develop an algorithm for detecting independent motion in real-

time from 2D image sequences of arbitrarily complex 3D scenes. We discuss the 

necessary background information in image formation, optical flow, multiple view 

geometry, robust estimation, and real-time camera and scene pose estimation for 

constructing and understanding the operation of our algorithm. Furthermore, we provide 

an overview of existing independent motion detection techniques and compare them to 

our proposed solution. Unfortunately, the existing independent motion detection 

techniques were not evaluated quantitatively nor were their source code made publicly 

available. Therefore, it is not possible to make direct comparisons. Instead, we 

constructed several comparison algorithms which should have comparable performance 

to these previous approaches. We developed methods for quantitatively comparing 

independent motion detection algorithms and found that our solution had the best 

performance. By establishing a method for quantitatively evaluating these algorithms and 

publishing our results, we hope to foster better research in this area and help future 

investigators more quickly advance the state of the art. 
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Chapter 1: Introduction 

Motion detection is a very old problem that has been used in a variety of 

applications. Motion compensation is a very common video coding technique that 

exploits sparseness in the temporal domain by detecting and tracking motion in a frame. 

A surveillance video system could be triggered to send an alert when motion is detected. 

For quality assessment tasks, it is useful to be able to predict where a viewer will look, 

and it has been shown that humans tend to focus on moving objects and regions in a 

scene. Motion detection can be used for detecting potential obstacles and collisions for 

both autonomous and manned vehicles. More generally, motion indicates a change in a 

scene. That is, where we might expect new information to be found. 

However, when the viewer or camera is also moving, the entire scene undergoes 

induced motion. This motion of the viewer or camera is called ego motion. Separating the 

motion in a scene induced by ego motion from motion induced by objects in the scene 

moving independently from the camera is a nontrivial problem. However, humans 

continuously solve this problem when performing almost any visual task without any 

noticeable difficulty. When scanning a desk or bookshelf for a missing pen or a desired 

book, we do not get the sensation that the room is swiveling about us. But if a book were 

to fall of that shelf while we were looking, we would notice its motion immediately. 

Similarly, when driving, our eyes are not drawn towards stationary objects on the side of 

the road that, due to induced motion, may appear to be moving rapidly, but rather to the 

other cars on the road that, due to induced motion, may appear to be moving not at all. 

The human brain’s ability to solve this problem with such apparent ease implies that a 

good, though not necessarily simple, solution should exist for this problem. 
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Determining independent motion is a difficult problem because the solution 

depends not only on the motion of the camera but also the three dimensional structure of 

the scene being imaged. Specifically, the depth of the scene is important. A point close to 

the camera will undergo greater induced motion than a point further from the camera. 

That is, even if the ego motion can be perfectly computed using differential GPS, 

gyroscopes, or some other type of odometry, it would still be insufficient for determining 

independent motion regions without depth information. Depth information could 

theoretically be provided by ultrasound, LIDAR, or some other depth imager such as the 

Xbox Kinect. Given all of this hardware, it would be possible to detect independent 

motion with relative ease. However, as previously discussed, humans are able to solve 

this problem without any kind of active depth imager. Binocular vision is not even 

required. Even with one eye closed a human can detect independent motion. Furthermore, 

the fact that humans can still detect independent motion while driving a car implies that 

no internal odometry, or proprioception, is being employed. Humans are able to solve this 

problem using a single camera (the eye) and no other information.  

A considerable amount of research has already gone into exploring image motion 

(such as optical flow), the geometry and physics for imaging 3D scenes through simple 

cameras (a good approximation for both the way our eyes see and how electronic cameras 

form images), and optimization theory for estimating models from noisy measurements 

(very useful for estimating ego and independent motion in complex scenes). Building on 

this research, algorithms capable of very precise ego motion estimation have recently 

been developed. Using these precise ego motion estimation techniques, we built an 

algorithm that detects regions of independent motion from a moving camera in arbitrarily 

complex 3D scenes.  
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Chapter 2: Background 

In order to detect independent motion, we will be modeling the image formation 

process and analyzing its many mathematical properties. The following section presents 

both the necessary background information for image formation as well as the 

mathematical tools we will be using for analysis. 

CAMERA AND SCENE MODELS 

In this section, we present the camera and scene models we will use throughout 

the remainder of this document. Explicitly modeling the scene, camera, and the process 

of image formation is important because it allows us to more formally express and relate 

the large variety of algorithms that will be used throughout this document. These models 

are primarily analytical. That is, we are not concerned with the distributions of various 

elements but rather their geometric relationships. 

The scene can be thought of as the state of the world. When capturing images or 

videos, the scene is the relatively static world state being imaged by a camera or cameras. 

If you take a picture of the same scene from different angles, the content of the images 

may vary dramatically even though the scene being imaged is identical. Although the 

world state may be extremely complex, we will model the scene as a simple collection of 

three dimensional points. Let   be a point in a scene, then             
  where   , 

  , and    are the three dimensional coordinates of the point. A point corresponds to 

some visible location in the scene. To fully specify a real continuous scene, we would 

need an infinite number of points. However, we shall see that scene approximations using 

a finite number of points are sufficient for a variety of tasks. 

A camera is any device that projects the information in this three dimensional 

scene into a two dimensional space. The projection from three dimensions to two 
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dimensions results in a loss of information and the transformation is generally non-

invertible. For our purposes, we will be using a simple pinhole camera as our camera 

model. This simple camera is a good approximation for most Cameras, including CCD 

cameras and the human eye. In a pinhole camera, light rays pass through a small opening 

(i.e. the pinhole) and are then incident on a plane known as the imaging plane. See Figure 

1 to better understand the geometric relationships. 

 

 

Figure 1: The pinhole camera. 

Let   be a visible point in the scene that is capable of reflecting light rays. Let   

be the camera center, or the location of the pinhole. For simplicity, we will place the 

camera center at the origin. Let the camera plane be oriented perpendicular to the   axis. 

Light rays may not cross the camera plane unless they pass through the pinhole. Let the 

image plane also be oriented along the   axis and located a distance   behind the camera 

plane. The measured intensity of light rays incident on the image plane results in the final 

image produced by the camera. Each point   in the scene will result in a point   on the 
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imaging plane. This construction results in an image that is flipped along the   and   

axes. These coordinates are generally inverted to produce an upright image. For 

mathematical and conceptual convenience, the imaging plane is often placed in front of 

the camera plane. Although not physically accurate, the resulting image coordinates are 

identical. If we consider a point            in the scene, then from similar triangles 

we can see that this point will be mapped to     
 

 
  

 

 
   

 

. Or if we express   in 

local two dimensional image plane coordinates then the camera mapping can be 

expressed as: 

           
 

 
  

 

 
 
 

 

It should be noted that this relationship is somewhat more complicated when the camera 

center is not located at the origin and the camera plane is not oriented along the   axis. 

This relationship is also clearly non-linear. However, this mapping can be more simply 

expressed as a linear relationship between scene points and image points if we use 

homogeneous coordinates. 

In a homogeneous coordinate system, only the direction of a vector matters and 

not its scale. That is, all vectors which are scalar multiples of each other are considered to 

be identical. For example,          is equivalent to         . The canonical 

representation of a vector in a homogeneous coordinate space is produced by dividing the 

vector by the magnitude of its last dimension. Therefore, the magnitude of the last 

dimension of any canonical homogeneous vector will be 1. This form simplifies 

determining whether two homogeneous vectors are equivalent. Constructing a 

homogeneous vector from a three or two dimensional coordinate can be achieved simply 

by adding an extra dimension with magnitude 1: 
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In this homogeneous coordinate space the mapping from scene point to image 

points can be expressed as: 

                      

Recall that in homogeneous coordinates            is equivalent to 

  
 

 
  

 

 
   

 

. This relationship can now be expressed as a rather simple linear 

transformation: 

   
  

  

  

   

where   is the three dimensional scene point expressed in homogeneous coordinates and 

  is the two dimensional image point expressed in homogeneous coordinates. This 

transformation can more succinctly be expressed as: 

                    

As previously mentioned, this transformation is somewhat more complicated if the 

camera center is not located at the origin and the camera plane is not oriented along the   

axis. This problem may be easily alleviated by rotating the coordinate frame such that the 

camera is located appropriately. We will refer to this transformed coordinate system as 

the camera coordinate frame. Let   be the location of the camera center and let   be the 

orientation of the image plane in the scene coordinate frame. Then the scene point  , 

expressed in homogeneous coordinates, may be transformed from the scene coordinate 

frame to the camera coordinate frame by the following transformation: 

      
    
  

   

This allows us to rewrite the camera projection matrix   more generally as: 
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Furthermore, image coordinates are frequently not the same as image plane coordinates. 

Images are typically indexed according to pixels with the location       corresponding to 

the upper left corner of the image. Additionally, the pixel sizes may be non-square. To 

account for these irregularities, we will introduce the calibration matrix  . 

   

    

    

 

  

           

The camera center and orientation both have three degrees of freedom and the 

calibration matrix has four degrees of freedom. Therefore, our camera model has ten 

degrees of freedom in total. However, we will generally assume that the calibration 

matrix for our camera is known. This reduces the degrees of freedom of our camera 

model to six. 

OPTICAL FLOW 

Optical flow is the measure of the apparent two dimensional motion or velocity in 

an image. This apparent motion can be caused by the motion of scene points or the 

motion of the camera or some combination of the two. Given a temporally and spatially 

continuous video sequence, we can define the following constraint over this three 

dimensional space:  

                           

That is, each point in this three dimensional space is equivalent to another point that is 

potentially shifted both spatially and temporally. So long as    is sufficiently small, this 

constraint is almost always true. Through Taylor series expansion, we can develop the 

following approximate constraint: 
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From this equation it follows that: 
  

  

  

  
 

  

  

  

  
  

  

  
 

If we let    
  

  
 and    

  

  
 be the   and   components of the optical flow   then we 

can rewrite this equation as: 

           

Unfortunately, we do not generally have spatially or temporally continuous video 

sequences. Instead, we must approximate optical flow from video sequences made up of 

discrete frames. It is assumed that the time between the capture of each frame is small 

compared to the magnitude of the motion. Differentiation in the above equations is then 

approximated using finite differences. 

In terms of our scene and camera model, we can think of optical flow as the 

motion of the scene points projected onto the image plane. Motion of the scene points 

will result in motion of the projected image points but motion of the camera center or 

orientation will also result in apparent motion of the projected image points. Due to the 

nature of the projective transformation, certain scene or camera motions may result in no 

optical flow. For example, if a scene point moves along the vector connecting it to the 

camera center then no optical flow will be produced. 

Optical flow has been studied since the 1940’s and many algorithms have been 

proposed to solve this problem. A number of different optical flow algorithms are 

compared in [1]. A slightly newer and more robust approach that was not included in this 

paper is presented in [2]. From this paper we can see that the Lucas and Kanade method 

for estimating optical flow [3] is both highly accurate and efficient to compute. The 

Lucas and Kanade method computes the optical flow   at a specific point   by 

minimizing the following equation over a region   around the point  : 
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Where      is a weighting function centered at  . This equation has a cloased 

form solution when the matrix       is invertible, where                    
 . In 

this way, we can estimate the optical flow at each point in an image sequence. 

However, by analyzing the closed form solution, we find that the accuracy of the 

estimation is related to the eigenvalues of the matrix      . By examining the 

eigenvalues of this     matrix at each point in a scene, we can select points where we 

expect to be able to calculate the optical flow with the greatest precision and only 

perform the algorithm on those points. Typically, this technique selects points that have 

large image gradients in both the   and   directions such as corners and highly textured 

regions. Although this process does not produce a dense optical flow map, that is to say it 

does not estimate the optical flow at each point in the image sequence, the computed 

values are expected to be more accurate. Estimating optical flow across multiple image 

scales has also proven to be advantageous. In [4] the authors present a robust 

implementation of the Lucas Kanade algorithm that uses a pyramidal scale representation 

of the image. 

FEATURE MATCHING AND TRACKING 

Feature matching algorithms attempt to identify recognizable features in an image 

and match them to the same feature in another image. In terms of our scene and camera 

models, feature matching algorithms attempt to find image points in two or more cameras 

that are projections of the same scene point. This is a nontrivial problem because image 

points projected from the same scene point may look radically different depending on the 

parameters of the cameras.  
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When feature matching is performed between adjacent frames in a video 

sequence, it can be used as an approximation of optical flow. Generally, feature tracking 

algorithms only attempt to match a sparse subset of image points which results in a sparse 

optical flow estimation. In a similar fashion, optical flow algorithms may be used to 

estimate feature tracking. The difference between many optical flow and feature tracking 

algorithms is ill-defined in practice. 

The first step in any feature matching algorithm is identifying features in an 

image to be matched. The features need to be unique enough such that if the feature is 

found in another image then it likely corresponds to the same scene point. The features 

also need to be strongly identifiable so that noise or other image perturbations don’t hide 

them. For example, a strong edge is easily identifiable but it is likely not unique; every 

image point along an edge tends to be indistinguishable. On the other hand, a low 

contrast corner is more likely to be unique but due to its low contrast it will be difficult to 

reliably detect. Intuitively, high contrast corners and texture regions make the best 

features. This is a very similar conclusion to that of the Lucas and Kanade sparse optical 

flow estimation algorithm. Popular image features include: Harris corners [5], FAST 

corners [6], SIFT features [7], and HOG features [8]. 

Once good features have been selected from first image, the feature matching 

algorithm will then proceed to find the best match for each feature in the second image. 

The best match for an image feature is determined using some measure of distance. This 

distance measure may be as simple as the mean squared distance between local image 

intensity values around the feature or more complex as in the case of SIFT and HOG 

features. There are two main approaches to matching features. The first is to compute the 

distance between the image feature to be matched from the first frame and every point 

within some radius of the expected location of that point in the second frame. This 
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approach is similar to most optical flow estimation algorithms. However, the resulting 

algorithm can be quite slow. A faster approach is to find strong features from both images 

and find the best pair-wise matches between these features. Intuitively, a strong feature in 

the first image should be matched to a strong feature in the second image. This approach 

drastically reduces the number of necessary comparisons. However, the effectiveness of 

this approach is highly dependent on the reliability of the features being used. The newer 

and more complex SIFT and HOG features tend to perform better than simple corner 

features when using this technique. 

Feature tracking algorithms are an extension of feature matching algorithms. A 

feature tracker attempts to match image features between multiple images. These images 

are typically adjacent frames in a video sequence. Hence, the feature is tracked through 

the video sequence. Feature tracking algorithms differ very little from feature matching 

algorithms at their core but extra book keeping is required to properly associate all of the 

matched features.  

EGO MOTION ESTIMATION 

Ego motion is the motion or velocity of the camera itself, or the apparent motion 

induced on the scene by the motion of the camera. It is possible to estimate ego motion 

using only instantaneous optical flow measurements. In [9], a number of different 

algorithms for estimating ego motion from optical flow fields are presented. These 

algorithms employ an instantaneous time model of image and optical flow formation. 

They let the optical flow, due to the motion of a camera with respect to a static scene, be 

given by the following equation: 
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Here      is the instantaneous optical flow at image position            
 ,   is the 

translational velocity of the camera,   is the rotation velocity of the camera, and   is the 

depth. These algorithms then attempt to recover   and   given optical flow 

measurements.  

Each of the algorithms presented in [9] factor these constraints differently, but all 

of them ultimately use some model estimation technique to compute ego motion. 

Although the results appear quite good at first glance, it is worth noting that all of these 

algorithms were tested on synthetic scenes with perfect optical flow information. 

Gaussian white noise was applied to the optical flow vectors and the algorithms were 

evaluated across varying noise levels. However, the noise levels used were still far below 

those produced by optical flow estimation algorithms on real world scenes. Furthermore, 

the noise introduced by most optical flow estimation algorithms is not well modeled as 

additive Gaussian white noise. A better evaluation of these algorithms is presented in [10] 

using both synthetic and real image sequences. This paper shows that most of these 

algorithms have unacceptably high levels of both bias and variance when realistic noise is 

present in the optical flow estimates.  The bias is primarily a result of the non-robust 

optimization techniques employed by these algorithms. That is, the noise and outliers in 

the optical flow estimation data causes these algorithms to converge to poor solutions. 

The authors of [10] propose a solution that uses a robustified Gauss-Newton approach to 

estimate the non-linear system. The authors further modified the Gauss-Newton update 

step to take advantage of the separability of the equation so that it would converge faster 

[11]. Unfortunately, this method can still become trapped in local minima. To solve this 

problem, the authors propose starting the Gauss-Newton iterative estimator at 15 different 

initial points and selecting the final solution with the lowest cost. While effective, this 

approach can be computationally time consuming. There have been attempts to modify 
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the non-robust solutions to remove their bias, such as in [12], but their results are still not 

convincing for real world applications where noise and outliers are present.  

Applying similar robust optimization techniques to any of the algorithms 

presented in [9] will likely yield improved performance in terms of bias and variance. 

However, all of these approaches suffer from the fact that they rely on instantaneous 

optical flow estimates which in practice are very noisy and not truly instantaneous. As 

previously discussed, optical flow is estimated from discrete video sequences. If the 

frame rate of the video is high compared to the ego motion of the camera then the above 

constraints are approximately accurate. However, if the camera is moving quickly or the 

frame rate is low then the constraints begin to break down. By employing non-

instantaneous image motion measurements and information between more than two 

frames, we should be able to drastically improve the accuracy of ego motion estimation. 

MULTIPLE VIEW GEOMETRY  

When the same scene is imaged by multiple cameras, geometric constraints 

impose certain relationships between the projected image points. These constraints have 

been well explored and a number of useful relationships have been uncovered. An 

excellent overview of multiple view geometry can be found in [13]. 

Fundamental Matrix 

The fundamental matrix describes the relationship between projected image 

points in two cameras regardless of the location of the corresponding scene point. The 

fundamental matrix is primarily a function of the relative location and orientation 

between the two cameras. It may be computed using the locations and orientations of the 

two cameras or from image point pairs corresponding to the same scene points. The 

actual location of the scene points is unnecessary; it is only necessary that the image 
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point pairs are known to correspond to the same scene points. The fundamental matrix is 

a     matrix with rank   that maps points in one image to lines in another image. Let 

       be an image point pair projected from scene point  . That is,      and 

       where   is the projection matrix for the first camera and    is the projection 

matrix for the second camera. Then the mapping performed by the fundamental matrix 

can be described as      where    is a line in the second camera’s image plane. This can 

be expressed in matrix notation as 

      

where   is the fundamental matrix. The image point    must lie on this line    or 

equivalently        . Therefore, the fundamental matrix must satisfy the constraint  

        

for all image point pairs       .  

Using this constraint, it is possible to uniquely calculate the fundamental matrix 

given a number of image point pairs. Unfortunately, the fundamental matrix does not 

uniquely define a pair of camera projection matrices. The fundamental matrix only 

defines a pair of camera matrices up to a projective transformation. That is, given a pair 

of camera matrices        and a projective transformation  , the camera pairs        

and          both correspond to the same fundamental matrix. Therefore, it is not 

possible to recover the camera matrices, and thus the relative camera locations and 

orientations, from the fundamental matrix. 

Essential Matrix 

The essential matrix is a modified form of the fundamental matrix that solves this 

dilemma. Using the essential matrix, it is possible to solve for the relative camera 

locations and orientations given a number of image point pairs. However, calculation of 
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the essential matrix requires that the calibration matrices of both cameras are known 

beforehand. Like the fundamental matrix, the essential matrix has the constraint       

  for corresponding image points. Additionally, the calibration matrices are used to 

normalize the image point pairs. This normalization imposes two additional constraints 

on the essential matrix. One of the singular values of the essential matrix must be zero 

and the other two singular values must be equal. These constraints can be expressed 

equivalently as: 

         

     
 

 
              

With these additional constraints, the essential matrix corresponds to only four possible 

camera configurations instead of an entire space of possible solutions. From these four 

configurations, the correct configuration can be determined by applying the additional 

constraint that all imaged scene points must lie in front of the camera plane. This is also 

known as the chirality constraint (in some papers it is referred to incorrectly as the 

chierality constraint). Although this constraint may seem obvious, it is worth noting that 

nowhere in the original description of our scene and camera models is it required that a 

scene point be in front of the camera plane to be imaged.  

Trifocal Tensor 

The trifocal tensor describes the relationship between image point triplets in three 

cameras. It is represented by a homogeneous       matrix. It is very similar to the 

fundamental matrix extended to three views. However, the extra constraints imposed by 

the inclusion of a third view remove the projective ambiguity. Therefore, there is no need 

to develop an equivalent to the essential matrix in three views. The trifocal tensor can 
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map image points in two views to the corresponding image point in the third view. In 

tensor notation, the constraint between image point triplets            in three views is: 

                   
       

Here,      is used to represent the vector product. Although estimating the trifocal tensor 

from image point triplets is more complex than estimating the essential matrix, it 

provides a more robust and stable solution. 

There are two main caveats for these relationships. The first is that they only hold 

when the scene being imaged is exactly the same for all cameras. Images of two entirely 

different scenes obviously impose no constraints on each other but the relationships also 

break down when scene points move relative to each other. However, if the relative 

motion is small then the constraints are still approximately valid. Second, there will 

always be ambiguity in the scene coordinate space. If the entire scene, including the 

cameras, is translated, rotated, or scaled there will be no change in the resulting image 

point coordinates, fundamental matrix, essential matrix, or even trifocal tensor. Only the 

relative positions and orientations can be known. Therefore, without loss of generality, 

one of the cameras can be assumed to be located at the origin and oriented along the   

axis and only the position and orientation of the second camera needs to be solved. 

Triangulation 

Triangulation is the problem of estimating the 3D location of a scene point given 

the positions of a pair of corresponding image points and the position and orientation of 

the relevant cameras. The image presented in Figure 2 may provide some insight into the 

geometry of this problem and why it is called triangulation. Again, an excellent overview 

of the problem of triangulation can be found in [13]. 

 



 17 

 

Figure 2: Triangulation 

The position of the camera center and an image point define a line in 3D space. 

The 3D position of a scene point is the intersection of the line formed by the first camera 

center and corresponding image point and the line formed by the second camera center 

and corresponding image point. If there is no noise or error in the system then these lines 

will intersect exactly. However, this is not generally the case due to quantization and 

measurement noise. Instead, we define the intersection as the line that minimizes the 

distance between these two lines. This intersection always exists and is also unique unless 

the lines are parallel.  

Determining this intersection is relatively straightforward. Let    and    be the 

two lines whose intersection we would like to find and let    be that line of intersection. 

Let    and     be two points on   ,    and     be two points on   , and    and   
  be two 

points on   . Note that, for it to be a minimum,    must be perpendicular to    and   . 

Then the following constraints must hold between the three lines: 
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Using these equations, values for    and   
  can be found algebraically. The 3D location 

of the scene point can now be estimated as the point on    that is midway between    and 

  . 

ROOTS OF N-DIMENSIONAL POLYNOMIALS 

Several problems that we will present in this thesis require solving for the real 

roots of n-dimensional polynomials. This problem has been well explored within the 

mathematical community. In [14], an efficient solution to this problem using Sturm 

chains is discussed. The authors use Sturm chains to isolate the real roots of the 

polynomial after which a simple root polishing scheme is applied.  

Specifically, Sturm’s theorem can be used to count the number of real roots on an 

interval. This process can be performed quite efficiently using what are called Sturm 

chains. After a method for computing Sturm chains and applying Sturm’s theorem has 

been developed, it is fairly simple to use it to solve for the real roots of n-dimensional 

polynomials. First, Sturm’s theorem is used to count the number of real roots on the 

interval from negative infinity to positive infinity. Then, this interval is split down the 

middle to form two new intervals. Sturm’s theorem is applied again to find the number of 

real roots on these intervals. For each interval, this process is repeated recursively until 

all intervals contain only a single real root. If an interval is found to have zero real roots 

then it is discarded and no further processing is performed on it. Once all of the intervals 

containing a single root have been found they are passed to a simple root polishing 

scheme. The root polisher evaluates the sign of the polynomial at one of the boundaries 

of the interval and at the center of the interval. If the sign changes then the root must be 

located on the subinterval between the tested boundary and the center. If the sign does not 
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change then the root must be located on the subinterval between the untested boundary 

and the center. This process can be repeated arbitrarily until the accuracy of the root 

reaches a sufficient value  [15][16]. 

THREE-POINT POSE PROBLEM 

Estimating the pose of a camera from known scene points is a very old and well 

researched problem with many proposed solutions. As previously discussed, a single 

camera has only six degrees of freedom. With respect to that camera, image point pairs 

provide two constraints. If the 3D positions of the corresponding scene points are known, 

then only three image point pairs should be necessary to estimate the position of the 

camera. A detailed comparison of algorithms for solving this problem using only three 

image points is presented in [17] and [18].  

The original solution proposed by Grunert in 1841 is still one of the simplest and 

most accurate. However, Grunert’s original problem formulation was slightly different. 

Given the perspective projection of three scene points constituting the vertices of a 

known triangle in 3D space, Grunert solved for the 3D position of each of the vertices. 

Let   ,   , and    be the unknown 3D locations of the scene points. Let the known side 

lengths of the triangle be          ,          ,          . Let   ,   , 

and    be the projected image points. We will assume without loss of generality that the 

camera is located at the origin, is oriented along the Z axis, and has focal length  . Let     

be the unit vectors given by: 

   
 

    
     

    

 

   

   

 
  

Let  ,  , and   be the angles between these unit vectors such that: 
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From the constraints of perspective projection, there must exist some distance    such that 

       .  

Grunert used the law of cosines to show that: 

  
    

               

  
    

               

  
    

               

If we let        and        then: 

  
  

  

             
 

                         

   
     

     
            

where: 

   
     

  
 

         
   

  

  
      

                    
  

  
             

     

  
           

       
       

        
     

  
       

     

  
            

  
     

  
        

                     
     

  
           

  

  
           

            
  

  
       

This fourth order polynomial can be solved using Sturm sequences and root polishing to 

find   which in turn can be used to solve for  . Both of these values can then be used to 
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solve for    and thus we can obtain    and   . The 3D positions of the scene points in the 

camera coordinate frame are then     ,     , and     . Now that we have the 3D 

positions of the scene points in the camera coordinate frame we can find the pose of the 

camera in the scene coordinate frame by solving the following system of linear equations: 

           

           

           

where   is the rotation matrix representing the orientation of the camera in the scene 

coordinate frame and   is the camera center in the scene coordinate frame. A fourth order 

polynomial may have as many as four real roots and each real root produces a valid 

configuration for   and  . However, there will typically only be one or two real solutions. 

FIVE-POINT RELATIVE POSE PROBLEM 

Estimating the relative position and orientation of two cameras from image point 

pairs projected from scene points with unknown positions is a much more difficult 

problem than the three-point pose problem. In a system consisting of   scene points and 

  cameras, there are       degrees of freedom. Each scene point has a 3D position 

and each camera has both a 3D position and a 3D orientation. Each measured image point 

pair yields four constraints.  Naively, this would indicate that twelve image point pairs 

are the minimum necessary to estimate this system. However, there is ambiguity in the 

absolute position, orientation, and scale of the entire system. If we arbitrarily fix these 

values then we can reduce the degrees of freedom of the system by seven. Specifically, 

the degrees of freedom are reduced by three for position, three for orientation, and one 

for scale. Now, we can see that only five image points should be necessary to estimate 

this system. A method for computing the essential matrix from five image point pairs was 
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devised in [14]. We know that an essential matrix must satisfy the following constraint 

for each pair of corresponding image points: 

        

This equation can also be written as: 

       

where 

         
       

       
       

       
       

       
       

       
   

                                        
  

By stacking the vectors    for each of the five features, we produce a     matrix. 

Solving for the null space of this matrix yields four vectors that span the solution space of 

  . These four vectors correspond to four     matrices  ,  ,  , and  . Then the 

essential matrix corresponding to this system must be given by: 

              

where  ,  ,  , and   are scalars. Due to the ambiguity in scale, we can assume     

without loss of generality. To solve for  ,  , and  , recall that an essential matrix has two 

additional constraints: 

         

     
 

 
              

Inserting the solution space into these constraints yields a       matrix of equations. 

Using Gauss-Jordan elimination with partial pivoting, we can place this matrix into a 

standard form and produce a new     matrix of polynomials in  . The determinant of 

this matrix is a tenth degree polynomial whose roots are solutions for  . The roots are 

found using Sturm sequences and a simple root polishing scheme [16][15]. By plugging   

into the appropriate polynomials of the     matrix, we can find   and  . Finally, we 
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can compute the essential matrix using  ,  , and  . A tenth degree polynomial may have 

as many as ten real roots, resulting in ten possible essential matrices. All of the resulting 

essential matrices are valid solutions given the constraints. 

 Now that we have one or more estimates for the essential matrix, we want to 

recover the relative pose of the cameras. As previously discussed, an essential matrix 

only describes the relative pose between two cameras and not their absolute pose. 

Therefore, we can assume the first camera is located at the origin and oriented along the 

Z axis without loss of generality. Furthermore, we can also assume the magnitude of the 

translation between the two cameras is of unit length. Let: 

   
   
    
   

  

and let the singular value decomposition of the essential matrix be               . 

Then the relative translation is                
  and the relative orientation is 

        or         . This gives four possible camera configurations:  

         ,           ,          , or           . 

To disambiguate between these four camera configurations we will impose the cheirality 

constraint. That is, the imaged scene points must lie in front of both cameras.  

ROBUST MODEL ESTIMATION 

Model estimation is the problem of finding a model that accurately estimates the 

behavior of some unknown system. Although the system is unknown, we can measure the 

output of the system. Similarly, we can measure the output of the model. However, the 

output of the model is controlled by the model’s parameters which we can control. The 

problem of model estimation then becomes finding the set of model parameters that make 

the model output or the predicted values match the system output or the measured values. 

If the model perfectly represents the unknown system and there is no noise in the 
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measurements then it is generally possible to solve directly for the correct model 

parameters. However, this scenario is very rarely the case. The model being used is 

usually only an approximation of the unknown system and there is almost always noise in 

the measurements. In this case, we must define what constitutes the best fit since no 

model parameters will generate predictions that agree perfectly with the measured data. 

Usually some cost function is defined over the residuals or the differences between 

measured data and their predicted values. The best fit is taken to be the set of model 

parameters that minimizes this cost function. With the best fit defined in this way, model 

estimation becomes primarily an optimization problem.  

The problem of functional optimization and more specifically cost function 

minimization has been well explored for a variety of cost functions and model types. In 

the simplest case, the model is linear with respect to the model parameters and the cost 

function is taken to be the sum of squared residuals. Then the model can be written as: 

      

where    is the vector output of the model,   is a matrix that represents the model 

dynamics, and   is a vector of the model parameters. Let        be the vector of 

residuals where   is the vector of measured data. Then cost function can then be written 

as: 

   
 

 

 

The model parameter vector that minimizes this cost function can then be simply 

computed using the following equation: 

              

This is the well known least squares or pseudo-inverse solution. 
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If we let the model be more generally described as some function of the model 

parameters then: 

        

If we let the cost function continue to be the sum of squared residuals then we can solve 

for the approximate model parameter vector that minimizes this cost function iteratively. 

At each iteration, we should update the model parameter vector according to the 

following equation: 

              

Where   is the Jacobian of the function     . This is known as the Gauss-Newton 

method. It is worth noting that if the cost function is non-convex then this method may 

converge on local minima and that the value it converges on will depend on the initial 

value of  .  

 The Levenberg-Marquardt algorithm provides a more advanced method for 

solving the non-linear least squares problem [19]. The Levenberg-Marquardt algorithm 

employs an update step that is slightly modified from the Gauss-Newton method: 

                    
  

    

Here,   is known as the damping factor. If     then this method is identical to the 

Gauss-Newton method. On the other hand, as     this method behaves like gradient 

descent minimization. Unfortunately, there is no optimal way to select a value for  . 

 For many applications, the sum of squared residuals is an adequate cost function. 

However, using this cost function makes the implicit assumption that the distribution of 

errors in the system is Gaussian. When the measurements contain outliers – 

measurements whose error distribution diverges significantly from the rest of the 

measurements – then the sum of squared residuals cost function can perform very poorly. 
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An outlier will unduly shift the estimated model because the sum of square residuals cost 

function is unbounded. Consider the plots presented in Figure 3. 

 

 

Figure 3: The effects of outliers on non-robust and robust estimation techniques. The 

red dashed line is the linear model produced by a simple least squared error 

estimator. The solid blue line is the linear model produced by a robust 

estimator. 

The measurements appear to form a relatively straight line with some noise. However, 

there are a few points that deviate significantly from this line. These points are called 

outliers. The simple least squared error fit is significantly affected by these outliers while 

the more robust fit is not. 

M-Estimators 

 Using different cost functions can result in more robust model estimation. That is, 

model estimation that is unaffected by outliers in the measurements. A number of more 
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complex cost functions have been proposed for just this purpose. Consider the plot of the 

Tukey-Biweight function presented in Figure 2. 

 

 

Figure 4: Plot of the Tukey-Biweight function 

The error increases as the measurement deviates from the model, but if it deviates by too 

much then the error will converge to a constant value.  

As previously discussed, solving for the minima when the cost function is the sum 

of squared residuals has been well studied. When the cost function is more exotic, solving 

for the minima is less straight forward. Iterative reweighted least squares provides a 

method to solve for the minima of a large family of cost functions in a relatively efficient 

manner. However, it is worth noting that, as with any iterative optimization technique, 

multiple local minima may exist in the cost function and the algorithm is not guaranteed 

to converge to the global minimum. Let a cost function be given by the following 

equation: 
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Where      can be any differentiable function and            
  is the vector of 

residuals. Then, the minima of this function will be found at: 

      
   
   

              

 

 

     
     

  
 

where              is the model parameter vector to be estimated. If we now define 

a weight function given by: 

     
    

 
 

Then the above equation can be rewritten as: 

        
   
   

              

 

 

This is the same system of equations used to solve the iterative reweighted least squares 

problem given by: 

         
 

     
      

 

 

 

where the superscript     indicates the residuals from the previous iteration. Therefore, 

residuals and weights must be recomputed after each iteration. This is a very useful result 

in that for any cost function in this family, we can find an approximate solution by 

solving the simpler iterative reweighted least squares problem. 

For the sum of squared residuals cost function,        . Other more robust 

choices for      include the Huber, Cauchy, and Tukey-Biweight functions as presented 

in Table 1. These functions look very similar to    around zero but behave very 

differently for large errors.  
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Table 1: List of common robust error functions and their associated weight function 

For a linear system, the residuals can be written as             where    is the 

measured value,    is the     row of a matrix   that represents the linear system being 

modeled, and   is the parameter vector being estimated. Then the best estimate for   at 

iteration   is given by: 

                      

A number of techniques can be used to solve this system of equations more efficiently, 

such as Cholesky factorization or QR decomposition. Similarly, for non-linear models, 

the optimal Gauss-Newton update step    at iteration   is given by: 

                      

where   is the Jacobian of our non-linear model with respect to the parameter vector  . 

Random Sample Consensus 

Random sample consensus, or RANSAC [20], is another technique for robustly 

fitting models to data. First, a random subset of the measurement data is selected and 

used to generate a model parameter vector using any non-robust model estimation 

method. Then, the model parameter vector is scored against the entire set of measurement 

data using any non-robust cost function. These two steps are iterated for some fixed 

number of iterations or until the cost of one of the model parameter vectors reaches some 



 30 

predetermined threshold. The algorithm then returns the model parameter vector with the 

lowest cost. RANSAC is a very powerful algorithm because it easily allows any non-

robust model estimation method to be made robust.  

Preemptive RANSAC is a modification of the basic RANSAC algorithm for real-

time applications [21]. First, a fixed number of model parameter vectors   are generated 

from random subsets of the measurement data. Then, each of these model parameter 

vectors are scored against a fixed number of random data points  . Finally, the model 

parameter vector with the lowest cost is selected. The key advantage of preemptive 

RANSAC for real-time applications is that the runtime depends on the fixed values   

and  , and not on the number of measurement data points. 

REPROJECTION AND SAMPSON ERROR 

In our image formation model, the measurements we collect will be the 2D image 

point locations. All other model parameters will be estimated from these parameters. 

Therefore, the residuals of our model are the vector differences between predicted and 

measured image point locations. If we let        be a measured image point pair and 

         be a predicted image point pair then the corresponding residuals are      and 

      . If the cost function is the sum of squared residuals, then the contribution to the 

cost from these image point pairs is        
           

 . In the literature, this is 

referred to as the reprojection error. 

Unfortunately, it is quite expensive to calculate the reprojection error when 

estimating the essential matrix or trifocal tensor. To calculate the associated reprojection 

error for an essential matrix, it would first be necessary to decompose and disambiguate 

the camera matrices. Then, the measured points would need to be triangulated into scene 

points. Finally, predicted image points could then be generated from these scene points to 
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be used for calculating the reprojection error. This would make differentiating the 

reprojection error with respect to the essential matrix parameters very difficult. A simpler 

approach is to use the first essential matrix constraint         as the error measure. 

That is, we want to minimize        . It can be shown that that this error measure is 

related to, but not quite the same as, reprojection error. 

A better approach is to use Sampson error [13] which is an approximation for 

reprojection error that doesn’t require camera decomposition or scene point triangulation. 

To simplify our analysis, let            
    

    and          
    

          
 . 

Reprojection error can be thought of as the smallest difference between the measured 

image point pair and any image point pair that satisfies the constraint        . To find 

this point, we will linearize the constraint using Taylor expansion: 

               
   

  
   

We want to find the point    such that          and        is minimized. In other 

words, we want to find the vector    such that            and      is minimized. 

By setting Equation [?] equal to zero, we get: 

       

where   is the Jacobian of the function    with respect to   and        . Using 

Lagrange multipliers to find the minimum    with respect to this constraint yields: 

               

Now, the reprojection error is estimated by: 

  
    

               

A similar approximation can be developed for the trifocal tensor using the tensor 

contraction constraint: 
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A closed form derivation of the Sampson approximation for the trifocal tensor is 

presented in [14]. 

BUNDLE ADJUSTMENT 

Given 2D images of a static scene from multiple cameras, researchers have 

developed techniques to estimate the 3D position and orientation of each camera and the 

3D position of points in the scene [22] [23] [24] [25]. The constraints relating cameras, 

scene points, and image points can be reformulated for a variety of applications. In 

disparity mapping for example, the relative 3D positions and orientations of the cameras 

are known and the relative 3D positions of scene points are calculated. Conversely, if the 

3D positions of recognizable landmarks are known then these techniques can be used to 

provide odometry for a moving camera. Other applications include mapping, obstacle 

detection, 3D scanning, and augmented reality.  

The most difficult problem arises when both camera parameters and scene 

locations are unknown and only image point pair measurements are available. The 

standard solution for this problem is referred to in the literature as bundle adjustment 

[26]. Bundle adjustment attempts to minimize reprojection error by adjusting both the 

camera parameters and the scene point parameters. Bundle adjustment can be succinctly 

expressed as a minimization problem: 

            
   

        

 

   

 

   

 

where   is the number of cameras,   is the number of 3D scene points,   is a vector 

containing the parameters for all   cameras,   is a vector containing the parameters for 

all   3D points, and     is the reprojection error between the     point projected onto the 

    camera and the actual measured location of that feature.      can be any weighting 

function. 
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If we let         and define a function           that computes the projection 

of point   onto camera   then we can write the following equation: 

            
   

                   
 

 

   

 

   

 

The projection function is generally non-linear so we must solve this problem iteratively. 

If we let   be the Jacobian of the projection function with respect to all parameters   and 

 , then the Gauss-Newton update at each iteration is given by: 

                   

Every camera has six parameters and every point has three parameters. This can 

cause the size of   to become large very quickly even for modestly sized systems. For 

systems with many cameras and points, computing the inverse of     naively can quickly 

become intractable. Fortunately, the matrix     is generally quite sparse due to the nature 

of the system. By decomposing the matrix into blocks, the inverse can be computed in 

reasonable time. 

REAL-TIME CAMERA AND SCENE ESTIMATION 

A video sequence can be thought of as a series of images from a set of discrete 

cameras viewing the same scene if the scene being imaged is assumed to be static. This is 

the exact same problem as that solved by bundle adjustment. However, performing full 

bundle adjustment requires every frame of the sequence to be known. That is, it cannot be 

computed on a real-time video feed. Furthermore, bundle adjustment over a large number 

of frames is still quite slow even when using matrix block decomposition to speed up 

computation. If a real-time estimate for the pose of the camera and scene is desired, then 

some other technique must be used. 

To solve this problem, researchers have proposed a number of algorithms 

including: parallel tracking and mapping (PTAM) [22], real-time localization and 3D 
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reconstruction [23], simultaneous localization and mapping (SLAM) from a single 

camera [24], and visual odometry [25]. Solutions to this problem are typically referred to 

as simultaneous localization and mapping (SLAM) or structure from motion (SFM) 

techniques. Although the particulars of these algorithms vary, there are a number of tasks 

that are performed by nearly all of them: image point pair measurements, scene 

initialization, camera estimation, scene update, and scene refinement. 

For each new frame, image points in the new frame are matched to corresponding 

image points in previous frames. This step can be performed using any optical flow 

estimation technique or feature matching algorithm. Matching features in three or more 

frames helps improve the stability of the camera and scene estimation. Therefore, a 

feature tracking algorithm that preferentially matches image points that have already been 

tracked through two or more frames is ideal. Associated image points and their image 

plane coordinates are then stored for further processing. 

Initially, the pose of the cameras and scene are completely unknown. These 

values must be estimated using only image point pair measurements. The standard 

approach to solve this problem is to use the five-point relative pose estimation algorithm 

and preemptive RANSAC. First, sets of five random image point pairs are selected. The 

five-point relative pose algorithm is then used to construct essential matrices for each of 

these sets. Because of the possibility that each set of five points will produce up to ten 

essential matrices, a simple modification is made to the RANSAC algorithm to allow for 

a variable number of models to be returned from each subset. Although the number of 

essential matrices generated from each subset will vary, the total number of essential 

matrices will converge to some fixed number with high probability. Each of these 

essential matrices is then scored against the entire set of image point pair measurements 

using Sampson error. The essential matrix with the best score is decomposed and 
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disambiguated into a pair of cameras. Using these cameras, the image point pairs are 

triangulated to estimate their associated scene point locations and complete the 

initialization of the scene. 

If the scene has already been initialized, then the pose of the camera associated 

with a new frame can be estimated more efficiently. So long as at least three image points 

in the new frame are matched to scene points with known 3D locations, then the pose of 

the new frame’s camera can be estimated using the three-point pose algorithm. Typically, 

more than three image points will be matched to known scene points and the camera pose 

can be estimated more robustly using the three-point pose algorithm in conjunction with 

RANSAC. 

Periodically, new scene points are triangulated from known camera poses and 

image point pairs. So long as the camera motion is slow enough, the scene will never 

need to be reinitialized. The algorithm will continually be able to triangulate new scene 

points from known camera poses and it will be able to estimate new camera poses from 

known scene points. 

The five-point and three-point algorithms in conjunction with RANSAC only 

provide a rough estimate for the pose of the cameras and scene points. Since known scene 

points are used to estimate new cameras and known cameras are used to estimate new 

scene points, any errors present in these estimates will be propagated through all future 

estimates. Further, errors from noise and incorrectly tracked features will similarly be 

propagated. A modified bundle adjustment step is used to mitigate these errors [26]. 

Typically, bundle adjustment is computed over an entire video sequence. If we want a 

location and map estimate in real time, we can only rune bundle adjustment on the frames 

collected so far. If we use all of the collected frames, the size of the bundle adjustment 

problem will grow without bound as we explore our scene. Therefore, we run bundle 
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adjustment over only the most recent   frames, where   can be any fixed number. Using 

this sliding window approach does not yield the same results as applying bundle 

adjustment to the entire video sequence. That is, applying bundle adjustment to the entire 

sequence in an offline setting will still produce more accurate results. However, using 

bundle adjustment as a refinement step helps minimize the propagation of errors 

[27][28][29]. 

The use of these techniques for tracking the motion of an autonomous ground 

vehicle in real time is detailed in [25]. In both experiments, the results compare favorably 

to differential GPS (Global Positioning System) data. The algorithms described in [22] 

are tailored towards small workspaces and augmented reality, but uses very similar 

algorithms for motion and scene estimation. 

INDEPENDENT MOTION DETECTION 

A number of different methods have been proposed for detecting independent 

motion from a moving camera. Most these approaches estimate some model of the scene 

from image measurements with the underlying assumption that the scene is static. In this 

setting, independent motion appears as an outlier in the model estimation process. The 

different methods use a variety of scene models, image measurements, and robust 

estimation techniques to detect independent motion. Another method that has been used 

is to cluster regions of image motion. This approach does not try to separate ego motion 

from independent motion. Although not technically independent motion detection, this 

approach has been shown to be able to successfully segment independently moving 

objects. A glaring omission from the existing independent motion detection research is a 

lack of quantitative assessment of the precision with which these algorithms can detect 
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motion. Most authors will show several frames where independent motion is successfully 

detected with no mention of precision or false positive rates. 

In [30], the authors propose a method for detecting and tracking independent 

motion using robust epipole estimation. The epipole, sometimes called the focus of 

expansion, is the previous frame’s camera center projected on to the current frames image 

plane. All image point pairs must form a line that passes through this point. Therefore, 

two image point pairs are sufficient to calculate the epipole. However, the lines from all 

image point pairs do not typically intersect due to measurement noise. The authors 

employ RANSAC to robustly estimate the epipole from all image point pair 

measurements. Image point pairs that disagree sufficiently with the robustly estimated 

epipole are labeled outliers. RANSAC is then applied to these outliers. If a sufficient 

number of features agree on a second epipole then these features are labeled as part of an 

independently moving object. This process may be repeated until all independently 

moving objects are found. This is the most straightforward method for independent 

motion estimation as only feature tracking is required and no extraneous quantities, such 

as camera or scene pose, are computed. Unfortunately, epipole estimation is very 

unstable because it is not possible to determine the error sensitivity of an image point 

with respect to shifts in the epipole. This makes it difficult to detect outliers and thus 

independent motion unless the independent motion is approximately perpendicular to the 

motion of the camera. Furthermore, this algorithm makes the assumption that 

independently moving objects are moving rigidly. While this may be accurate for cars 

and other vehicles, pedestrians and animals do not move according to the laws of rigid 

motion. Detecting the independently moving objects in this way also requires a fairly 

dense optical flow or feature matching algorithm. As the authors point out, generally 15 

or more image point pairs are necessary to find an accurate epipole. This means that each 
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independently moving object must have at least 15 tracked image points. With regards to 

motion detection, the authors’ analysis of this algorithm was primarily qualitative. This is 

unsurprising as it is difficult to acquire ground truth motion data in a video sequence. 

Other methods that attempt to identify independent motion by detecting measurements 

that violate the epipolar constraint include [31] and [32]. 

The methods presented in [33] and [34] are designed primarily for use in aerial 

video surveillance. They both make the assumption that the scene can be well 

approximated by a plane. Under this assumption, the relative camera poses can be 

estimated much more easily and efficiently. This assumption also allows previous image 

frames to be warped such that they should match the current frame. Subtracting the 

warped frame from the current frame allows for a dense measure of independent motion. 

This is particularly advantageous for identifying small regions of independent motion 

such as those that are typical in aerial video footage. The authors of [33] extend this 

concept further by allowing for small variations in depth and the resulting parallax in 

their model. This is helpful when the camera is closer to the ground and the scene is not 

as well approximated by a plane. However, both algorithms would be completely unable 

to detect independent motion in more general 3D scenes such as those that would be 

viewed from ground based cameras. Again, the analyses of these algorithms, with respect 

to motion detection, are primarily qualitative with no measure of the accuracy with which 

the algorithm is able to detect independent motion. 

The authors of [35] use a slightly different approach to independent motion 

segmentation. First, the image is broken up into a regular grid. Then, 3D motion is 

computed for each cell in the grid. Finally, these motions are clustered to find the 

independently moving objects. The largest cluster is assumed to be the motion of the 

camera. While effective, this method has a number of limitations. This method requires a 
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dense optical flow field estimation; at least five points must be estimated in each grid cell 

and all of these points must be tracked accurately. If there are no good features to track in 

a cell then the estimated 3D motion will likely be highly inaccurate. Cells that lie on the 

border of independently moving objects will have unpredictable 3D motion estimates and 

it would be difficult if not impossible to detect the motion of an object smaller than the 

size of a cell. An example video showing successful segmentation of independent motion 

is presented but no quantitative analysis of the sensitivity of the algorithm to independent 

motion is presented. 

The algorithm presented in [36] takes a very different approach from most other 

independent motion detection algorithms. This algorithm clusters optical flow 

measurements based on their velocity in the 2D image plane. No attempt is made to fit 

these measurements to a model of the scene or even to separate independent motion from 

ego motion. This tends to result in clusters around independently moving objects but also 

a number of other clusters around portions of the static scene. These clusters are then 

tracked across several frames and only those that are consistent in size and shape across 

several frames are tagged as independently moving clusters. In the videos used by the 

authors, the static portions of the scene move away quickly enough that they are 

generally not tagged as independently moving objects. In scenes with large rigid 

structures such as buildings in the background, this approach would be highly 

problematic.  
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Chapter 3: Research 

The goal of our work is to develop a framework for fairly evaluating independent 

motion detection algorithms as well as advance the state of the art. Previous approaches 

made a variety of assumptions about the scene geometry (such as assuming the scene 

geometry is well approximated by a plane) or independent motion (such as assuming all 

independent motion is purely translational). We would like to develop an algorithm that 

is capable of detecting any kind of independent motion in an arbitrarily complex scene. 

Furthermore, many previous approaches also relied on dense and accurate optical flow 

measurements which in general are difficult to obtain on anything but a synthetic scene. 

We want to develop an algorithm that is robust against the levels of noise typical in real-

time optical flow estimates. We would also like to develop an algorithm that can provide 

independent motion detection in real time. 

Nearly all of the previous approaches mentioned in the background section were 

developed more than ten years ago. Since the publication of these independent motion 

detection and segmentation algorithms, some very good work has been done in accurately 

estimating camera and scene poses from average quality video sequences of arbitrary 3D 

scenes. These algorithms, such as PTAM [22] and Monocular SLAM [24], were not 

specifically targeted for use in detecting independent motion. However, a more accurate 

model allows for more sensitive outlier detection. Specifically, a more accurate model 

makes it easier to detect low magnitude independent motion or independent motion that 

is nearly parallel to the motion of the camera. Furthermore, these newer algorithms do not 

rely on any assumptions about the geometry of the scene or type of movement. This 

allows independent motion to be detected in a more general manner. Furthermore, the 

majority of these algorithms are even fast enough to run in real time. The Monocular 
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SLAM [24], Visual Odometry [25], and PTAM [22] algorithms are all excellent for 

estimating camera and scene poses but they were not designed for motion detection. In 

the case of PTAM and Monocular SLAM, range is too limited by memory constraints. 

The algorithm presented in Visual Odometry [25] could be adapted for independent 

motion detection but unfortunately the source code is not publicly available. Instead, we 

designed our own structure from motion algorithm that is largely based on this paper but 

with modifications to improve independent motion detection performance. We will call 

this algorithm the Motion Tracking or MT algorithm. 

MOTION TRACKING ALGORITHM 

The general operation of our motion tracking algorithm is as follows. First, the 

scene estimate must be initialized. This is accomplished by finding point correspondences 

between the first two frames. These features matches are then used to estimate the initial 

camera pose using a robust estimation procedure and the five point pose algorithm. The 

camera pose estimates from the first two frames are then used to triangulate scene points 

for all of the feature matches. Bundle adjustment is then performed to refine both camera 

and scene estimates. With the system initialized, feature tracking continues in the same 

fashion but camera pose estimates for future frames are estimated using a robust 

estimation procedure and the three point pose algorithm. We switch to using the three 

point pose algorithm because the five point pose algorithm is by comparison 

computationally expensive. We only use the five point pose algorithm initially because it 

requires no prior knowledge of the scene; only point correspondences are needed. On the 

other hand, the three point pose algorithm requires that at least three scene points with 

known 3D location be visible. If this is not the case then the map must be reinitialized 

using the five point pose algorithm again. Generally, the map only needs to be 
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reinitialized after rapid ego motion. After estimating the camera pose for the new frame, 

triangulation of new feature matches and bundle adjustment are performed again. 

However, the reprojection error of each visible scene point is evaluated to determine 

outliers and independent motion before each bundle adjustment step. We will discuss 

each of these steps in detail in the following sections. 

Feature Matching 

For feature matching, we experimented with a number of different feature types. 

SIFT and HOG features were both highly reliable and consistent but calculating these 

features was too slow for real time performance. We need relatively dense feature 

matching in order to detect small regions of independent motion. Calculating SIFT and 

HOG features on a large number of image points in real time was simply not feasible. On 

the other hand, using simple features like Harris corners generated large numbers of 

mismatched features which are difficult to separate from independent motion. We 

obtained the best performance from a pyramidal implementation of the sparse Lucas 

Kanade optical flow algorithm [4]. 

When the system is being initialized, we select initial feature locations using the 

eigenvalue method described in the section on optical flow. The Lucas Kanade optical 

flow algorithm is then applied to match all of these features to image points in the next 

frame. Before further processing, these feature matches are filtered based on an error 

measure between the two image patches and distance between the two features in the 

image plane. If the error or distance is too large then the match is rejected. We also found 

it useful to filter out feature matches near the edge of the frame. When a feature moves 

off of the frame it is almost guaranteed to be incorrectly matched. Thus, there are a 

disproportionate number of mismatches between features at the edge of the frame. 
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In subsequent frames, the feature matches from the previous frame that were not 

rejected are used as the input to the Lucas Kanade optical flow algorithm. In this way, a 

scene point will be tracked across multiple frames. When the number of tracked features 

drops below a configurable threshold, new features are identified using the eigenvalue 

method. New features that are too close to currently tracked features are thrown out and 

the rest are added to the list of features to track. The new feature matches are then filtered 

in exactly the same way as those features found during initialization. 

Robust Estimation 

We need to be able to robustly estimate camera and scene poses from noisy data 

that contains outliers. In [25], the authors describe using RANSAC in conjunction with 

the five point pose and three point pose algorithms for this purpose. We decided to 

experiment with several different robust estimation techniques before settling on 

RANSAC ourselves. From our initial investigation, the iteratively reweighted least 

squares (IRLS) approach seemed to be the most promising. We experimented with the 

Cauchy, Huber, and Tukey’s Biweight error functions but while this technique was 

successfully able to estimate motion in the presence of outliers, it still required a suitable 

starting estimate. In PTAM [22], this initial estimate is provided by a motion model that 

predicts the current pose using the previous motion of the camera. RANSAC, on the other 

hand, does not need a suitable starting estimate and runs in comparable time. 

One downside to using RANSAC is its nondeterministic nature. Therefore, we 

decided to investigate the probability of convergence to a good estimate. At first, it is not 

obvious why the RANSAC algorithm would produce a robust estimate. The algorithm 

assumes that each measurement is either an inlier or an outlier and that if we pick a 

random measurement, we will pick an inlier with probability    
         

       
. In general, 
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many more measurements are taken than are strictly necessary to construct a model. If we 

randomly pick the minimum number of measurements required to a construct a model   

then the probability that we will construct that model using all inliers is   
 . If we repeat 

this process   times then the probability that we will construct at least one model with all 

inliers is         
    . The models can then be ranked using any non-robust error 

metric against all of the measurements. The model with the lowest error is the model with 

the greatest support among the measurements. The models can also be ranked using any 

non-robust error metric against a random subset of the measurements.   is fixed by the 

model being used. Smaller   is better because it increases the probability that an inlier 

model will be generated. This is one of the primary advanted of using the five point pose 

algorithm as it estimates the camera pose given the minimum number of scene 

measurements. Given   and   ,   can be selected such that the algorithm will converge 

with a probability arbitrarily approaching one. We found experimentally that the number 

of outliers is extremely low and thus    is very close to 1. This means that   can be a 

relatively small number and we can still expect to converge to a good solution with high 

probability. Ultimately, we ended up using preemptive RANSAC [21] in conjunction 

with the five point and three point pose algorithms for camera and scene estimation.  

Outlier and Independent Motion Detection 

Using the previously introduced image formation model, multi-view geometric 

constraints, and measurements provided by a feature matching algorithm, we can 

formulate a very large model estimation problem. In estimation problems, we try to fit 

some model to measured data. In our case, we are modeling the projection of a 3D scene 

onto a series of 2D image planes where the 3D point coordinates and camera poses are 

the parameters of the model while corresponding image point locations are the 
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measurements. The point matching process is not perfect and thus noise is introduced into 

our measurements. Therefore, we would like to find the camera pose estimate that 

minimizes some error metric over all of our measurements to minimize the effects of 

noise. A common error metric is mean squared error, however using mean squared error 

implicitly assumes that the error distribution is Gaussian. Unfortunately, the measurement 

noise introduced by our feature tracking algorithm is decidedly not Gaussian. There are 

three primary sources of error: inexact feature matching due to pixilation of the image, 

incorrect feature matches due to obstruction or ambiguous features, and non-static points 

in the scene. The error resulting from inexact feature matching could reasonably be 

modeled as Gaussian and is in general very small. Errors resulting from incorrect feature 

matches would more accurately be modeled as a uniform distribution. If a feature is 

incorrectly matched, its distance from the predicted position is just as likely to be very 

large as it is to be very small. All of the previously discussed pose estimation algorithms 

assume that the scene is static. If a point in the scene is moving then the predicted 

location of the point will be wrong. The error will be dependent on the motion of the 

point and could be very small or very large but both are equally likely. Both the 

incorrectly matched features and the non-static features provide little to no useful 

information for our model estimation and are thus considered outliers.  

These outliers are detected based on the distribution of residuals in our model 

estimation process. After triangulating new feature matches, scene points are projected 

back into the image plane according to the current camera estimate and the difference 

between this predicted location and the measured location are recorded. If only Gaussian 

noise were present in the system then the distribution of these errors would also be 

approximately Gaussian. However, incorrectly matched features and independent motion 

introduce large errors that break the Gaussianity. To separate these errors, we robustly fit 
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a Gaussian model to the error distribution and label errors that are greater than four 

standard deviations from the mean as outlier errors. The corresponding feature match is 

then labeled as an outlier and no longer tracked or used in bundle adjustment. 

Outlier feature matches can correspond to either independent motion or 

mismatched features. In order to assess which is which, we analyzed the distribution of 

error residuals in our model estimation process. Through experimentation, we found that 

independent motion generally created errors that were in excess of ten standard 

deviations. In this way, we can separate independent motion from much of the other 

outliers in our system. However, there are still a number of large feature mismatches that 

are indistinguishable from independent motion. In fact, we found that independent 

motion was more likely to be labeled as an outlier because the motion caused feature 

mismatching rather than because the correctly matched features disagreed with our 

camera and scene models. 

PERFORMANCE EVALUATION 

As previously stated, we also want to develop a framework for measuring and 

comparing the performance of independent motion detection algorithms. All of the 

algorithms we have discussed so far, for ego motion estimation and independent motion 

detection, use an optical flow or feature matching algorithm to determine point 

correspondences between frames. The quality and density of these matches will have a 

large impact on the performance of these algorithms but the feature matching algorithms 

themselves are, for the most part, interchangeable. Therefore, we propose using the same 

feature matching algorithm when evaluating the performance of ego motion estimation 

and independent motion detection algorithms. 
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Furthermore, some of the previous independent motion detection algorithms 

cleverly employ independent motion tracking to improve independent motion detection 

and segmentation over time. While effective, we are mostly interested the sensitivity of 

independent motion detection with respect to the robust model estimation process. As 

detection is a prerequisite for any segmentation or tracking algorithm, we believe 

optimizing on detection will yield the largest gains. 

Independent motion detection algorithms will then be evaluated based only on 

their ability to correctly label feature matches as independent motion. We developed a 

combination of synthetic scenes and hand labeled real world scenes with ground truth 

data to evaluate the quality of independent motion detection. The independent motion 

detection algorithm must label each point correspondence provided by the feature 

matcher as independent motion or not. Using the ground truth data we can keep a count 

of the true positives, false positives, true negatives, and false negatives reported by the 

independent motion detection algorithm. Using these counts, we can calculate the 

precision and recall of the algorithms in order to compare them in a much more 

meaningful way. 
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Chapter 4: Results 

As stated in the previous section, we designed a number of experiments to 

validate our independent motion detection algorithm. Unfortunately, previous 

independent motion detection algorithms were evaluated primarily on a qualitative basis 

so we have no data with which to compare. Furthermore, the source code for these 

algorithms was not made publicly available by their authors. To resolve this issue, we 

have written two other independent motion detection algorithms for comparison 

purposes. The first of these comparison algorithms robustly estimates the essential matrix 

from point correspondences between two frames. It does not make any attempt to track 

image points through consecutive frames. Points are classified as outliers, and thus 

independent motion, based on how closely the point correspondence meets the essential 

matrix constraints. Estimating the essential matrix is comparable to estimating the epipole 

in terms of the quality of ego motion estimation [9]. Therefore, we expect the 

performance of this algorithm to be similar to if not better than those found in [30], [31], 

and [32]. The second comparison algorithm robustly estimates the trifocal tensor from 

point correspondences between three frames. Similar to the first comparison algorithm, 

no attempt is made to track image points through consecutive frames. Points are 

classified as independent motion based on how closely the point correspondence meets 

the trifocal tensor constraints. This implementation uses features and constraints across 

three frames similar to [33]. However, we expect our implementation to have 

considerably better performance on complex 3D scenes because it does not make any 

assumptions regarding the planarity of the scene.  
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EGO MOTION ESTIMATION ANALYSIS 

We have made the hypothesis that improved ego motion estimation will yield 

improved independent motion detection results. Therefore, we tested the ego motion 

estimation quality of our three algorithms. Testing on real-world data is difficult because 

of the lack of ground truth data unless a highly calibrated differential GPS (global 

positioning system) is available. Therefore, we first tested the algorithms on a completely 

synthetic scene. A cloud of 3D points was randomly generated. Then, we set up a simple 

camera sequence that moved through the cloud of 3D points. A rendered image of a 

typical synthetic scene is presented in Figure 5.  

 

 

Figure 5: Rendered image of a typical synthetic scene. 
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Instead of employing an image-based feature tracker to identify point correspondences 

between frames, the underlying 3D data was used to generate point correspondences 

directly. This results in nearly perfect image point measurements. After ego motion 

estimation, the reconstructed camera locations and orientations were compared to the 

ground truth data used to generate the scene. Due to the scale and orientation ambiguities, 

the reconstructed cameras are rotated and scaled to best match the ground truth data. We 

then measured the residual error in two different ways. First, we measured the absolute 

sum squared error of the camera locations and orientations after correcting for the 

rotation and scale ambiguity. Second, we measured the relative sum squared error of the 

camera locations and orientations after correcting for the rotation and scale ambiguity. 

The difference is that the relative sum squared error measure evaluated the error in the 

change in position and orientation between cameras instead of the absolute position and 

orientation values. For example, if the reconstructed sequence of cameras drifted a small 

amount every frame then the absolute sum squared error would be quite high while the 

relative sum squared error would be relatively low. On the other hand, if the 

reconstructed sequence of cameras does not drift but the movement is noisy then the 

absolute sum squared error will be relatively low while the relative sum squared error 

will be high. We repeated this test several times while varying the speed that the camera 

moved through the point cloud to measure how precise the algorithms were with small 

and large scene changes. The results of this experiment are presented in Table 2. 

  



 51 

 1 1.333333 1.666666 2 2.333333 2.666666 

MT Absolute SSE 0.008773 0 0.471144 0 0 0 

MT Relative SSE 0.000756 0 0.017069 0 0 0 

EM Absolute SSE 157.3505 463.0474 700.7393 1280.62 1477.128 2492.728 

EM Relative SSE 19.24715 21.73408 23.84451 28.35834 21.60054 28.8781 

TM Absolute SSE 0.309549 2.413027 2.557649 1.169771 8.64666 3.367308 

TM Relative SSE 0.218349 0.625004 0.621973 0.177633 0.387582 0.30149 

Table 2: Absolute and relative SSE measurements for all three algorithms while 

varying the speed of the camera from 1 to 2.666666 units per frame. 

As expected with nearly perfect data, all of the algorithms perform very well. We can 

already see the benefits provided by our more complex algorithm, but the performance of 

the trifocal tensor based approach is not far behind. We present examples of 

reconstructed camera sequences from all three algorithms in Figure 6, Figure 7, and 

Figure 8. 
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Figure 6: An example of a camera sequence reconstructed by the essential matrix 

estimation algorithm. 
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Figure 7: An example of a camera sequence reconstructed by the trifocal tensor 

estimation algorithm. 
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Figure 8: An example of a camera sequence reconstructed by our motion tracking 

algorithm. The reconstructed scene points are also visible. 
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Of course, the feature tracking measurements are not perfect in real world scenes. 

As previously discussed, there are small perturbations that can be roughly modeled as 

Gaussian noise as well as very large errors that are generally the result of independent 

motion or incorrectly matched features. To model these factors, we introduced Gaussian 

noise to all measurements and small random chance for any image point to be matched to 

another point chosen uniformly at random from the entire image plane. We performed 

ego motion estimation with all three algorithms and measured relative and absolute sum 

squared error of the reconstructed camera sequences while varying both the strength of 

the applied Gaussian noise and the probability of generating an outlier. The results of 

these experiments are presented in Table 3 through Table 8. 

 

 0 0.01 0.02 0.03 0.04 0.05 

MT Relative SSE 0.000756 1.943058 3.911756 7.12913 10.98034 10.82987 

EM Relative SSE 22.37237 44.39671 41.79412 32.83777 50.46966 58.01962 

TM Relative SSE 1.172803 22.25155 28.99549 33.36579 39.97606 27.01688 

Table 3: The relative SSE of all three algorithms while varying the strength of the 

additive Gaussian white noise with outlier generation probability set to 0.00. 

 0 0.01 0.02 0.03 0.04 0.05 

MT Relative SSE 7.438913 21.15971 15.61446 8.744681 10.5461 16.18463 

EM Relative SSE 13.80152 38.14541 42.95562 43.59972 46.86801 55.9981 

TM Relative SSE 1.839301 27.53597 20.01759 34.98401 28.15351 36.64914 

Table 4: The relative SSE of all three algorithms while varying the strength of the 

additive Gaussian white noise with outlier generation probability set to 0.01. 
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 0 0.01 0.02 0.03 0.04 0.05 

MT Relative SSE 12.55003 5.276077 6.196507 9.010714 9.634945 13.09176 

EM Relative SSE 22.63251 45.13136 33.96932 65.10537 52.48376 63.60448 

TM Relative SSE 1.895703 22.47025 31.81708 34.39899 44.32552 38.405 

Table 5:  The relative SSE of all three algorithms while varying the strength of the 

additive Gaussian white noise with outlier generation probability set to 0.02. 

 0 0.01 0.02 0.03 0.04 0.05 

MT Relative SSE 8.740466 11.17568 3.220816 8.920433 13.05162 16.83224 

EM Relative SSE 21.97038 46.89158 43.89937 62.18473 53.63526 66.5744 

TM Relative SSE 4.852019 22.77082 37.76401 31.77168 26.84961 32.95614 

Table 6: The relative SSE of all three algorithms while varying the strength of the 

additive Gaussian white noise with outlier generation probability set to 0.03. 

 0 0.01 0.02 0.03 0.04 0.05 

MT Relative SSE 36.63694 5.555555 3.247666 43.05724 39.24925 56.44915 

EM Relative SSE 34.80122 42.36256 54.56635 66.69202 64.13127 73.70724 

TM Relative SSE 9.818703 16.94994 28.261 43.76545 48.07323 33.49268 

Table 7: The relative SSE of all three algorithms while varying the strength of the 

additive Gaussian white noise with outlier generation probability set to 0.04. 

 0 0.01 0.02 0.03 0.04 0.05 

MT Relative SSE 18.07717 6.43292 6.613852 10.37231 15.19407 46.18243 

EM Relative SSE 51.38947 40.40005 35.74919 46.30361 71.09681 61.08018 

TM Relative SSE 7.608387 18.12429 19.44054 32.07059 38.51819 54.64162 

Table 8: The relative SSE of all three algorithms while varying the strength of the 

additive Gaussian white noise with outlier generation probability set to 0.05. 

As noise and outliers are introduced, the advantage of our system becomes more 

evident. Example reconstructed camera sequences from all three algorithms are presented 

in Figure 9, Figure 10, and Figure 11.  
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Figure 9: An example of a camera sequence reconstructed by the essential matrix 

estimation algorithm with additive Gaussian white noise applied to the point 

correspondence measurements. 
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Figure 10: An example of a camera sequence reconstructed by the trifocal tensor 

estimation algorithm with additive Gaussian white noise applied to the point 

correspondence measurements. 
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Figure 11: An example of a camera sequence reconstructed by the essential matrix 

estimation algorithm with additive Gaussian white noise applied to the point 

correspondence measurements. This image may appear strange due to the 

scale ambiguity but the absolute and relative errors are both quite small. 

The absolute sum of squared errors measure becomes less useful here because if a single 

camera is reconstructed poorly it can have a very large impact on the error measure. An 

example of a reconstructed camera sequence that exhibits this problem is presented in 

Figure 12.  
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While this would be a significant issue for a mapping algorithm, a single poorly 

reconstructed camera has little impact on independent motion detection. For this reason, 

we will only be reporting the relative error in future experiments. In some test cases, the 

simple trifocal tensor estimation approach achieves better relative error than our 

algorithm. However, this appears to simply be a result of the inherent randomness in the 

algorithms and in the test sequences. Table 9 shows the average relative errors for the 

Figure 12: An example where the ego motion estimation algorithm is temporarily 

unable to correctly reconstruct the motion but eventually recovers. This type 

of error has a large impact on the absolute SSE but less of an impact on the 

relative SSE. 
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three algorithms across all test cases. Our algorithm outperforms both the trifocal tensor 

and essential matrix estimation approaches on average. 

 

 MT TM EM 

Relative SSE 14.4237 27.30554 47.54503 

Table 9: Average relative SSE scores for all three algorithms across all additive 

Gaussian white noise and outlier generation probability values. 

In order to produce a test sequence with even more realistic noise characteristics, 

we used the Unreal Development Kit \ref{udk} to render a video clip of a camera moving 

through a medieval village. The Unreal Engine is currently one of the most visually 

advanced video game engines commercially available and the Unreal Development Kit, 

as well as the related content, is free for educational purposes. An example frame from 

this video clip is presented in Figure 13. 
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Figure 13: An example frame from the video clip of a camera moving through a small 

medieval village rendered by the Unreal Engine. 

The main advantage of a rendered scene is that is provides a more realistic video 

sequence while ground truth data for the camera positions and orientations is still 

available. Ego motion was estimated using all three algorithms and the absolute and 

relative sum squared errors for each are presented in Table 10. 

 

 MT EM TM 

Absolute SSE 236842.1 3041884 399306.7 

Relative SSE 22.03206 505.2617 236.0312 

Table 10: The absolute and relative SSE measurements of all three algorithms on the 

rendered medieval village video sequence. 
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The ground truth camera sequence for this video is presented in Figure 14. The 

reconstructed camera sequences from each of the three algorithms are presented in Figure 

15, Figure 16, and Figure 17.  

 

 

Figure 14: The ground truth camera sequence for the medieval village video clip. 
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Figure 15: The camera sequence reconstructed by the essential matrix estimation 

algorithm for the medieval village video clip. 
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Figure 16: The camera sequence reconstructed by the trifocal tensor estimation 

algorithm for the medieval village video clip. 



 66 

 

Figure 17: The camera sequence reconstructed by our motion tracking algorithm for the 

medieval village video clip. 

The essential matrix estimation technique is simply unable to cope with the complex 

scene and camera movement. The movement of the trifocal tensor estimation technique is 

noisy but follows approximately the correct path. In contrast, the movement of our 

approach is very smooth and follows the correct path very closely. Furthermore, the 

reconstructed scene points give a rough 3D estimate of the scene being traversed. 

Finally, we performed an experiment on a real world scene. Testing was 

performed on a long video sequence recorded from a video camera inside a moving car as 

it drove around a city. The video sequence was made publicly available by 

\ref{videosequence}. We extracted a short sequence where the car was driving straight 
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for a few seconds and then made a sharp right turn after which it continued driving 

straight for several seconds. A representative frame from this test sequence is provided in 

Figure 18.  

 

 

Figure 18: An example frame from the real world video clip used to test all three 

algorithms. The footage was collected from a camera placed inside of a 

moving car. 

The red lines in these images illustrate features that are being tracked from frame to 

frame. The lines connect tracked features to their locations in previous frames. To the 

human eye, several erroneous feature matches are apparent in each frame. Fortunately, 

the robust nature of our algorithm mitigates the effect these erroneous matches have on 

the estimated model. The 3D reconstruction of the camera pose and point cloud are 

shown in figure \ref{fig:3drecon}. The camera position and orientation from several 
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frames are superimposed so that the trajectory of the camera can be seen. In the video 

sequence, the car has just begun to turn right and this is apparent in the 3D 

reconstruction. By zooming out, we can see that the point cloud has begun to take on the 

outline of the street. The scene reconstruction is not dense and therefore does not provide 

a highly accurate model of the scene, however it does provide enough landmarks for 

accurate estimation of camera motion. Figure \ref{fig:3drecon2} illustrates the 3D 

reconstruction of the camera pose and point cloud from later in the video sequence after 

the car has completed the right turn. Not only is the general shape of the streets visible in 

the point cloud but cars parked along the street can also be seen distinctly. Unfortunately, 

we can only assess the quality of our reconstructions qualitatively because we do not 

have any ground truth data for the motion of the car. Figure \ref{3drecons} shows the 

reconstructed camera sequences from all three algorithms. Visually, the reconstruction 

from our algorithm agrees with what we would expect the motion to look like from 

watching the video sequence. Furthermore, the motion is quite smooth. On the other 

hand, the sequence reconstructed using the trifocal tensor estimation approach is noisy 

and there are several frames where the estimated motion is clearly incorrect. Finally, the 

essential matrix estimation approach appears to be completely unable to cope with the 

complex and noisy video sequence. 

INDEPENDENT MOTION DETECTION ANALYSIS 

After having established the performance of these three algorithms with respect to 

ego motion estimation accuracy, we tested their ability to detect independent motion. To 

compare independent motion detection performance between algorithms, we measured 

each algorithm’s precision and recall for detecting motion. In classification problems, 

precision and recall are the most common measures of performance. In a simple 
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classification problem with two classes, we call the class we are interested in positive and 

the other negative. In this context, precision is the percent of positively classified 

instances that are in fact positive. Recall, on the other hand, is the percent of all positive 

instances that are correctly classified as positive. In most algorithms, there is a tradeoff 

between precision and recall. For instance, if all instances are classified as positive then 

recall will be perfect but precision will be poor. Similarly, if an algorithm only classifies 

an instance as positive when it has high confidence then precision will be high but recall 

will be low. 

 All three algorithms detect independent motion by classifying point 

correspondence measurements as consistent with ego motion or induced by independent 

motion. Since we are attempting to detect motion, we consider independent motion to be 

the positive class. Therefore, precision is the percent of point correspondences classified 

as independent motion that are in fact independent motion, and recall is the percent of all 

point correspondences induced by independent motion that were successfully classified 

as independent motion. In order to calculate these measurements, we keep track of four 

different counts: true positives, true negatives, false positives, and false negatives. If a 

point correspondence is properly classified as independent motion then we count it as a 

true positive. On the other hand, if an independently moving point correspondence is 

classified as an inlier then that is counted a false negative. Likewise, an inlier point 

correspondence classified as independently moving is a false positive and an inlier point 

correspondence correctly classified as an inlier is a true negative. Precision is calculated 

as the number of true positives divided by the number of true positives plus the number 

of true negatives. Recall is calculated as the number of true positives divided by the 

number of true positives plus the number of false negatives. Under this scheme, it is 

possible to have an undetected independently moving region in a scene without affecting 
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performance if there are no point correspondences in the region. Regions with no point 

correspondences simply cannot be classified either way as no data is available. However, 

a reasonably sized moving object will have at least a few point correspondences for 

classification. 

We modified the synthetic scene to include a single independently moving object 

consisting of a small number of randomly generated 3D points. An example frame from 

this synthetic motion detection sequence is presented in Figure 19. We then measured the 

precision and recall of all three algorithms on this synthetic data. We repeated this 

measurement process while varying the speed and angle of the independently moving 

object with respect to the motion of the camera. As previously discussed, the slower and 

more aligned the independently moving object is with the motion of the camera the 

harder it should be to detect. The results of these measurements are collected in Table 11 

and Table 12. 
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Figure 19: An example frame from the synthetic motion detection sequence. Purple 

lines indicate motion that is consistent with the estimated ego motion. 

Yellow and white lines indicate outlier motion. Red lines have not yet been 

evaluated. 

 

 0 1/12 π 2/12 π 3/12 π 4/12 π 5/12 π 

MT Precision 0.301195 0.245253 0.225038 0.244427 0.240487 0.336468 

MT Recall 0.975138 0.817942 0.751282 0.946429 0.942384 0.966967 

TM Precision 0.616981 0.4256 0.541833 0.386 0.494908 0.423237 
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TM Recall 0.298086 0.260529 0.279548 0.200415 0.249743 0.199804 

EM Precision 0.418561 0.339648 0.360107 0.198 0.250883 0.128415 

EM Recall 0.201459 0.245837 0.276465 0.102804 0.14594 0.046033 

Table 11: The precision and recall of all three algorithms for classifying point 

correspondences as independent motion while varying the angle of the 

independent motion with respect to the camera motion. 

 1 1.333333 1.666666 2 2.333333 2.666666 

MT Precision 0.301195 0.177364 0.189961 0.235695 0.164948 0.273504 

MT Recall 0.975138 1 1 1 1 1 

TM Precision 0.616981 0.473297 0.425068 0.359459 0.268908 0.178771 

TM Recall 0.298086 0.303066 0.238168 0.237925 0.222609 0.146453 

EM Precision 0.418561 0.042289 0.247906 0.253846 0.064516 0 

EM Recall 0.201459 0.020047 0.225954 0.236136 0.050955 0 

Table 12: The precision and recall of all three algorithms for classifying point 

correspondences as independent motion while varying the speed of the 

independent motion. 

Performance degraded for all three algorithms as the trajectory of the moving object 

approached the trajectory of the camera as expected. Contrary to our expectations, the 

performance of the trifocal tensor and essential matrix estimation algorithms decreased 

when the speed of the moving object increased. Although the larger movement should 

have made the outliers easier to differentiate, the large errors reduced the quality of the 

ego motion reconstruction for these approaches.  

Although the recall of our motion tracking algorithm was high, its precision was 

actually below that of the trifocal tensor estimation algorithm. Our algorithm correctly 

identified nearly every single point correspondence induced by independent motion but it 



 73 

also incorrectly identified many others. As previously discussed, there is generally a 

tradeoff between recall and precision. We characterized this tradeoff by measuring 

precision and recall while varying the outlier detection bias of these algorithms. The 

larger the bias the more a point correspondence must violate the algorithm’s constraints 

before it is classified as an outlier. In other words, a larger bias will result in fewer true 

positives but also fewer false positives and vice versa. However, the relationship between 

the outlier detection bias and precision and recall is non-trivial because whether a point 

correspondence is classified as an inlier or outlier affects future ego motion estimations 

and point correspondence measurements. The true positive, true negative, false positive, 

and false negative counts for all three algorithms are plotted with respect to the outlier 

detection bias in Figure 20. The precision and recall for all three algorithms are plotted 

with respect to the outlier detection bias in Figure 21 and Figure 22 respectively. 
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Figure 20:  The true positive, true negative, false positive, and false negative counts for 

all three algorithms on the synthetic motion detection sequence while 

varying the outlier detection bias. 

 

0 

1000 

2000 

3000 

4000 

5000 

6000 

7000 

8000 

9000 

10000 

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 

MT TP 

MT TN 

MT FP 

MT FN 

EM TP 

EM TN 

EM FP 

EM FN 

TM TP 

TM TN 

TM FP 

TM FN 



 75 

 

Figure 21: The calculated precision for all three algorithms on the synthetic motion 

detection sequence while varying the outlier detection bias. 

0 

0.1 

0.2 

0.3 

0.4 

0.5 

0.6 

0.7 

0.8 

0.9 

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 

MT Precision 

EM Precision 

TM Precision 



 76 

 

Figure 22: The calculated recall for all three algorithms on the synthetic motion 

detection sequence while varying the outlier detection bias. 

Varying the outlier detection bias has very little impact on the precision and recall of the 
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precision when no noise or random outliers were present. An example frame from the 

synthetic motion detection sequence with additive Gaussian white noise applied to the 

point correspondence measurements is presented in Figure 23. Compare the noisy motion 

tracks in this image to the motion tracks in Figure 19. An example from from the 

synthetic motion detection sequence with both additive Gaussian white noise and 

randomly generated outliers is presented in Figure 24. The introduction of noise in the 

measurements greatly increases the likelihood of false positives and reduces precision. 

The results of these measurements are collected in Table 13 and Table 14. 
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Figure 23: An example frame from the synthetic motion detection sequence with 

additive Gaussian white noise applied to the point correspondence 

measurements. 
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Figure 24: An example frame from the synthetic motion detection sequence with 

additive Gaussian white noise and randomly generated outliers. 
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 0 0.0005 0.001 0.0015 0.002 0.0025 

MT Precision 0.483696 0.692469 0.788969 0.372549 0.461864 0.548463 

MT Recall 0.980716 0.86423 0.906336 0.143939 0.368866 0.414286 

EM Precision 0.297904 0.401186 0.065891 0.039157 0.303922 0.411311 

EM Recall 0.181404 0.18505 0.015497 0.011851 0.141294 0.145852 

TM Precision 0.511983 0.653012 0.797222 0.72242 0.686833 0.688172 

TM Recall 0.214221 0.247037 0.261623 0.18505 0.175934 0.116682 

Table 13: The precision and recall of all three algorithms for classifying point 

correspondences as independent motion while varying the applied additive 

Gaussian white noise. 

 0 0.005 0.01 0.015 0.02 0.025 

MT Precision 0.483696 0.452012 0.539683 0.404969 0.279835 0.337825 

MT Recall 0.980716 0.654709 0.909091 0.806931 0.593886 0.92126 

EM Precision 0.297904 0.399687 0.33126 0.337838 0.199164 0.209945 

EM Recall 0.181404 0.232452 0.194166 0.159526 0.130356 0.10392 

TM Precision 0.511983 0.434938 0.511924 0.488166 0.454047 0.409589 

TM Recall 0.214221 0.222425 0.293528 0.30082 0.301732 0.272562 

Table 14: The precision and recall of all three algorithms for classifying point 

correspondences as independent motion while varying the outlier generation 

probability. 

The Gaussian noise reduced the recall of all three algorithms while the random outliers 

reduced the precision of all three algorithms. For the random outliers, this makes sense 

because the random outliers are correctly identified as outliers but still count as a false 

positive because they were not induced by independent motion. The results of the 

Gaussian noise are more interesting because we expected both precision and recall to 
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drop with increased noise. Instead, the precision actually increased in many cases. We 

believe this trend to be a result of the outlier detection process. The more error there is in 

the system the larger the variance of the residuals. When the variance of the residuals is 

large, only especially egregious errors will be classified as outliers. Therefore, fewer 

point correspondences will be classified as outliers but those that are classified as outliers 

are more likely to be correct. 

Finally, we tested all three algorithms on independent motion detection in a real 

world scene. We used the same video clip as that used in the real world ego motion 

estimation analysis. The clip contains several cars and pedestrians moving independently 

from the camera. An example frame containing independent motion is presented in 

Figure 25. Unlike with ego motion, it is possible to establish ground truth data for 

independent motion. We went through the entire video sequence and drew bounding 

boxes around regions of independent motion. Examples of these bounding boxes are 

presented in Figure 26. 
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Figure 25: An example frame from the real world video clip with independent motion. 
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Figure 26: The associated independent motion regions as selected by hand for the 

frame depicted in Figure 25. Both the pedestrian and the car are moving 

independently from the camera. 
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If an image point correspondence intersected one of these bounding boxes then it was 

considered independent motion. We ran all three algorithms on this test sequences and 

evaluated the precision and recall for detection independent motion. The true positive, 

true negative, false positive, and false negative counts for all three algorithms are plotted 

with respect to outlier detection bias in Figure 28. The precision and recall for all three 

algorithms are plotted with respect to outlier detection bias in Figure 29 and Figure 30 

respectively.  

 

 

Figure 27: Inlier and outlier motion as detected by our motion tracking algorithm on 

the real world video clip. Purple lines correspond to motion consistent with 

the estimated ego motion, yellow and white lines correspond to outlier 

motion, and red lines have not yet been evaluated. 
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Figure 28: The true positive, true negative, false positive, and false negative counts for 

all three algorithms on the real world motion detection sequence while 

varying the outlier detection bias. 
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Figure 29: The calculated precision for all three algorithms on the real world motion 

detection sequence while varying the outlier detection bias. 
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Figure 30: The calculated recall for all three algorithms on the real world motion 

detection sequence while varying the outlier detection bias. 
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detection bias did negatively impact recall. This implies, unsurprisingly, that real world 

errors are much harder to differentiate from independent motion than synthetic noise, but 

also that our synthetic sequence did a good job of predicting relative performance 

between algorithms. 
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Chapter 5: Conclusion 

We have developed and quantitatively assessed the performance of an algorithm 

for detecting independent motion from a moving camera in arbitrarily complex 3D 

scenes. Furthermore, we developed methods for accurately comparing the results between 

different independent motion detection algorithms and compared our algorithm to two 

other approaches which we believe have comparable performance to the existing state of 

the art in independent motion detection. After carefully comparing the three algorithms, 

we believe that we have shown that our independent motion detection algorithm has the 

best detection performance in terms of precision and recall.  

From our results, it is evident that improved ego motion estimation yields better 

independent motion detection. As the state of the art in structure from motion and 

simultaneous localization and mapping continues to advance, independent motion 

detection will only improve. However, it is also evident that feature matching plays a 

large role in the performance of independent motion detection algorithms. More reliable 

and consistent feature matching will lead to fewer false positives. That is, if there are no 

mismatched features then the only source of outliers is independent motion. Furthermore, 

dense feature matching would also improve the probability of detecting very small 

regions of independent motion. In fact, dense and reliable feature matching would even 

allow for the 3D motion of the independently moving regions to be estimated. An 

algorithm that is capable of estimating camera pose, densely estimating the 3D location 

of static scene points, and estimating the 3D location and motion of moving scene points 

would have a plethora of applications such as segmenting and tracking independently 

moving cars, pedestrians, and other obstacles in 3D from an autonomous vehicle. 

Currently, expensive and bulky LIDAR (light detection and ranging) and LADAR (laser 
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detection and ranging) systems are employed in these types of applications. Being able to 

collect similar information from a simple CCD camera would be incredibly less 

expensive and more compact. Intuitively, this should be possible as humans are able to 

accurately assess the 3D locations and movements of obstacles in real time while driving 

a car using only their eyes. Clearly, developing more reliable, more consistent, and 

denser feature matching algorithms could be a very important avenue of research. 

For most applications, independent motion detection algorithms need to run in 

real time to be useful. It doesn’t help to detect a moving obstacle after the vehicle has 

already crashed. Fortunately, most of the calculations used in our independent motion 

detection algorithm are very fast. The bundle adjustment step is far and away the largest 

bottleneck in our algorithm. The developers of PTAM [22] came to a similar conclusion 

and in their algorithm the bundle adjustment step is performed in parallel to the rest of the 

system. This is useful if you want fast camera pose estimates but are not moving very 

quickly through the scene. This is particularly useful in small augmented reality 

environments for which PTAM was designed but this approach is less useful for an 

autonomous vehicle which is rapidly moving through an unknown environment. 

Ultimately, the speed at which you can perform bundle adjustment dictates how quickly 

you can move through an environment. Fortunately, the majority of the processing time 

spent on bundle adjustment is spent projecting 3D points into a 2D plane which just so 

happens to be what GPUs (graphics processing units) were designed to do with incredible 

efficiency and in parallel. By implementing bundle adjustment on a GPU, this bottleneck 

would be effectively removed. This change is even more important if newer feature 

matching algorithms are able to provide dense feature matches. More feature matches 

results in more measurements and bundle adjustment will require yet more processing 

power to run in real time. 
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We could not compare our algorithm directly to the existing approaches to 

independent motion detection because of a lack of quantitative analysis in the papers and 

a lack of publicly available source code. We have provided a method of comparison and 

data from our own algorithm for future researchers to compare with. Furthermore, we 

will be publicly releasing our source code for direct comparisons. Good scientific 

research requires reproducibility, and without well documented source code it can be 

extremely difficult if not impossible to reproduce the same results. We hope that, by 

describing a method for quantitative comparison and providing the relevant data from our 

own algorithm and research, future researchers on this topic will be able to more easily 

advance the state of the art because they will have a better idea what that state is. 
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