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The Born–Oppenheimer approximation is a mainstay in molecular physics

and chemistry and can be considered a two step process. The first step is

to solve the electronic problem with nuclei fixed in space while the second

step is to then determine the nuclear dynamics on a given electronic potential

energy surface. This first-step calculation of the wavefunction and electronic

energies for fixed nuclei has been at the center of modern quantum chemistry

for decades. While the majority of chemical processes can be investigated by

considering these single electronic surface dynamics, there exist problems in

which the dynamics are not constrained to a single electronic surface.

One such problem that justifies going beyond the typical adiabatic ap-

proximation is the determination of energy levels in systems with strongly

coupled electronic states. While some work has been done using diabatic or
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quasidiabatic Hamiltonians to describe such systems, the work has historically

been of qualitative accuracy. Model Hamiltonians have been constructed using

experimental data to help calibrate the model parameters aided by the use of

lower level adiabatic calculations to help inform the model. It is only within

the last few years that theorists have been able to attempt parameterization of

such models using only ab initio methods. The goal of this work is to develop a

computational framework for the parameterization of quantitatively accurate

quasidiabatic Hamiltonians based purely on ab initio information and apply it

to a notoriously difficult problem that has plagued the theoretical community

for decades — high accuracy treatment of the energy levels of the NO3 radical.

In this dissertation, high-level ab initio calculations that employ the

equation-of-motion coupled-cluster method in the single, doubles and triples

(EOMIP-CCSDT) have been used in conjunction with a quasidiabatic ab initio

approximation to construct a vibronic Hamiltonian for the strongly coupled

X2A′2 and B2E ′ states of the NO3 radical. A quartic vibronic coupling model

potential of the form advocated by Köppel et al. has been used to determine

the energy levels of this system to quantitative accuracy when compared to

experimental data.

In order to obtain sufficiently accurate potential energy surfaces neces-

sary to parameterize a quantitatively accurate model hamiltonian, thousands

of large calculations had to be run that do not fit in memory on even the largest

HPC systems. The resulting large, out-of-core solves do not map to traditional

systems in a way to enable any reasonable parallelization. As a result, a new
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MPI-based utility has been developed to support out-of-core methods on dis-

tributed memory systems. This and other advances in scientific computing

form the basis of the developed computational framework.
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Chapter 1

Introduction

1.1 Motivation

The Born–Oppenheimer approximation [8, 9] is a mainstay in molecular

physics and chemistry and can be considered a two step process. The first

step is to solve the electronic problem with nuclei fixed in space while the

second step is to then determine the nuclear dynamics on a given electronic

potential energy surface. This first-step calculation of the wavefunction and

electronic energies for fixed nuclei has been at the center of modern quantum

chemistry for decades. The software to support such “adiabatic” calculations

has been developed to such a degree, that alternatives are rarely considered.

Fortunately, the majority of chemical processes can be treated this way. This

type of treatment of considering the dynamics on a single electronic surface

(usually the ground state) has been quite successful in describing molecular

vibrations, relaxation of excited vibrational levels in polyatomic molecules,

calculation of reaction cross-sections in atom-molecule collisions as well as

the recent developments of extrapolative methods that allows thermochemical

properties to be calculated with very high accuracies.

While the majority of chemical processes can be investigated by consid-
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ering these single electronic surface dynamics, there exist problems in which

the dynamics are not constrained to a single electronic surface. One such

problem that justifies going beyond the typical adiabatic approximation is

the determination of energy levels in systems with strongly coupled electronic

states. While some work has been done using diabatic or quasidiabatic Hamil-

tonians to describe such systems, the work has historically been of qualitative

accuracy.

Model (quasidiabatic) Hamiltonians have been constructed for decades

using experimental data to help calibrate the model parameters aided by the

use of lower level adiabatic calculations to help inform the model. It is only

within the last few years that theorists have been able to attempt parameteri-

zation of such models using only ab initio methods. The goal of this work is to

develop a computational framework for the parameterization of quantitatively

accurate quasidiabatic Hamiltonians based purely on ab initio information

and apply it to a notoriously difficult problem that has plagued the theoret-

ical community for decades – high accuracy treatment of the energy levels of

the NO3 radical.

It is possible that the nitrate radical (NO3) may have been the first

polyatomic radical to be detected spectroscopically; the position of several ab-

sorption bands were recorded in 1880 [12, 96], but attributed finally to NO3 and

systematically investigated by Jones and Wulf in 1937 [40]. It is now known

that these spectroscopic features are due to the B̃
2
E′ ← X̃2A′2 electronic tran-

sition. This band system is widely used analytically to detect the presence and
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concentration of NO3, which plays an important role in the chemistry of the

stratosphere and troposphere [98]. Produced chiefly by the reaction of NO2

and ozone, NO3 is readily photolyzed by sunlight, but thought to be the dom-

inant oxidant in the atmosphere at night [61]. Motivated by the atmospheric

relevance of NO3, a flurry of activity roughly a quarter century ago produced

a number of important spectroscopic studies. This activity continues today

and the current state of experimental information on NO3 will be discussed

in §2.2.1

In this dissertation, high-level ab initio calculations that employ the

equation-of-motion coupled-cluster method in the single, doubles and triples

(EOMIP-CCSDT) have been used in conjunction with a quasidiabatic ab initio

approximation to construct a vibronic Hamiltonian for the strongly coupled

X2A′2 and B2E ′ states of the NO3 radical. A quartic vibronic coupling model

potential of the form advocated by Köppel et al. has been used to determine

the energy levels of this system to quantitative accuracy when compared to

experimental data.

In order to obtain sufficiently accurate potential energy surfaces neces-

sary to parameterize a quantitatively accurate model hamiltonian, thousands

of large calculations had to be run that do not fit in memory on even the

largest HPC systems. The resulting large, out-of-core solves do not map to

traditional systems in a way to enable any reasonable parallelization. As a

result, a new MPI-based utility has been developed to support out-of-core

methods on distributed memory systems.
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1.2 Accomplishments of the Dissertation

In this work, the most quantitative quasidiabatic model Hamiltonian

ever to be constructed was applied to one of the hardest problems in chemical

physics. The resulting energy levels from the fully optimized quartic Hamil-

tonian compare very well to experimental data and suggest the location of

additional levels that should be explored spectroscopically. If the procedure

outlined in this work is applied to molecular systems of similar size and diffi-

cultly, quantitative results are likely to be obtained.

In order to accomplish the many large adiabatic calculations required

for this work, a new out-of-core solver implementation has been developed

which will allow these type of calculations to map very well to current and next

generation HPC systems. This out-of-core solver has potential applications to

areas outside of quantum chemistry as well.

1.3 Structure of the Dissertation

The structure of this work is as follows. In chapter 2, a brief introduc-

tion to the KDC model will be given. This will be followed by previous work on

both the (quasi)diabatic Hamiltonian applied to NO3 as well as a discussion

of recent attempts at the construction of quantitative diabatic Hamiltonians.

Finally, a brief survey of the currently available experimental results and an

establishment of the literature-based vibronic energy levels for NO3 will be

provided.

4



In chapter 3, a review of the computational details will be presented.

This includes a brief discussion of the methods used in this work as well as

a discussion of the adiabatic calculations performed with CFOUR needed to

parameterize the quartic hamiltonian. Finally, this chapter will present new

software that was developed in order to assist in remapping the workload

generated by CFOUR for large basis set calculations at the CCSDT level.

Chapter 4 presents all of the vibronic model anzatzes that are used in

this work. It includes discussion of the resulting energy levels, comparisons of

the relative performance of each different parameterization as well as exten-

sions to the quartic model aided by intuition and experimental data to obtain

a quantitatively accurate parametrization.

The final chapter will discuss the theoretical results and future research

directions as well as possible other uses for the supporting software that was

generated as part of this work.
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Chapter 2

The KDC Quasidiabatic Hamiltonian and

Previous Work

2.1 The KDC Quasidiabatic Hamiltonian

The Born–Oppenheimer approximation [8, 9] and the resulting “adia-

batic” quantum chemistry calculations have dominated the theoretical land-

scape for the last 40+ years. This approximation allows the electronic problem

to be first calculated assuming that the nuclei are fixed in space. The second

step is then to determine the nuclear dynamics on this electronic potential

energy surface. This first step, referred to as an “adiabatic” calculation, has

been at the center of software development to support quantum chemistry for

the same 40+ years. Because this adiabatic approach has dominated research

for so long, alternatives are rarely considered.

While the majority of chemical process are amenable to such a treat-

ment, the problem of interest in this work is not. The goal of this work is to

determine to a quantitative accuracy the level positions for NO3 below 2000

cm−1 from the origin. As will be discussed in the following sections, the typical

adiabatic methods do not map well to this problem. This is due to the fact

that there are large Jahn-Teller (JT) and pseudo Jahn-Teller (PJT or some-

6



times referred to as second-order Jahn-Teller) effects which govern the energy

levels of NO3. Thus, one potential energy surface is not sufficient to describe

the physics of NO3 due to the coupling of the X2A′2 and degenerate B2E ′

states via multiple vibrational modes. This is referred to as a nonadiabatic

interaction or nonadiabatic effect and thus must be treated differently.

While the adiabatic electronic wavefunctions, which are derived by ap-

plication of the Born–Oppenheimer approximation, vary dramatically with

respect to nuclear coordinates near avoided crossings and conical intersec-

tions, diabatic electronic wavefunctions do not. They are smooth functions

with respect to the nuclear displacements. Due to nonadiabatic effects, not all

electronic states can be considered separable. However, in order to represent

these effects accurately, it is not necessary to abandon the Born–Oppenheimer

approximation completely. Only those electronic states which interact need

to have further parametrizations and the remaining problem can be treated

adiabatically. Such a representation is referred to as quasidiabatic.

The representations of these quasidiabatic models have been explored

in great detail by Köppel et al. [47] to formulate what is referred to as the

KDC-model Hamiltonian. Additional work has been done to apply the KDC-

model Hamiltonians to a range of nonadiabatic problems [4, 27, 37] through

various methods of parameterization resulting in qualitative descriptions of

the nonadiabatic effects.

Unfortunately, ab initio electronic structure calculations do not provide

these quasidiabatic potential energy surfaces. However, there are techniques

7



for transforming adiabatic potential energy surfaces (and their resulting adia-

batic force constants) to those that govern the quasidiabatic potential energy

surfaces. The quasidiabatic model form for this work will be described in the

remainder of this section and the resulting parameterization and performance

of this model will be the subject of the remainder of this work.

The starting point for any treatment of nonadiabatic effects is the Born-

Huang ansatz [8]. In Equation 2.1, the wavefunction of the vibronic state k

where ψi(r;R) are elements of an orthonormal set of electronic wavefunctions

is Ψk(r, R). These depend on electronic coordinates r and vary with nuclear

coordinates R.

Ψk(r, R) =
∑
i

ψi(r;R)Ω
(k)
i (R) (2.1)

In Equation 2.1, Ω
(k)
i (R) is the part of the vibrational wavefunction that

is associated with ψi(r;R). Both of these wavefunctions are given in terms of

a basis set expansion. The electronic basis set expansion is well known and

the vibrational wavefunctions expansion is seen in 2.2, where χm are harmonic

oscillator functions in terms of R, the nuclear coordinates.

Ω
(k)
i (R) =

∑
m

c(k;i)m χm(R) (2.2)

If the molecular Hamiltonian as seen in Equation 2.3 is then projected

onto a finite Born-Huang basis as discussed in [32] and the resulting matrix

8



is diagonalized, variational approximations to the vibronic energies and wave-

functions are obtained, where T̂N is the nuclear kinetic energy operator and

Ĥe is the electronic Hamiltonian.

Ĥ = T̂N + Ĥe (2.3)

Eigenvectors of the resulting matrix are the coefficients in Equation 2.2

and the matrix elements of Ĥ are detailed in [32]. There are two forms that

the resulting electronic wavefunction, Ψi(r;R), can take; the adiabatic repre-

sentation and the quasidiabatic representation. The adiabatic representation

is discussed in detail in [32] and the quasidiabatic representation is described

in the remainder of this section.

For the majority of quantum chemical applications, the assumption

that the electronic wavefunction varies slowly with respect to nuclear coor-

dinates is justified. For these applications, the energy levels determined by

solving the Schrödinger equation for the ground electronic state at a high-

level of theory is more than adequate for determining typical quantities of

interest. However, there remains a small, understudied selection of problems

in which these adiabatic surfaces cross or exhibit avoided crossings such that

the necessary assumptions to obtain these simple potential energy surfaces

breakdown. Thus, one is forced to deal with the coupling of excited electronic

states with one or more vibrational modes.

In order to study these phenomena, one must employ diabatic or qua-

9



sidiabatic methods. The quasidiabatic model popularized by Köppel et al.

[47] is one such model. The KDC model can be discussed by investigating the

Born-Huang expansion as follows; at each nuclear coordinate, a block diago-

nalization of the electronic Hamiltonian occurs in the static Born-Huang basis

and as such isolates the interacting electronic states. If one were to take the

Born-Huang Hamiltonian representation in the adiabatic sense, the following

diagrammatic representation seen in Figure 2.1 would be obtained.

Pictorially, a case of strong coupling is demonstrated in Figure 2.1

where the darker shading is the off-diagonal blocks of the nuclear kinetic energy

matrix. This indicates that two electronic states are mixed by appreciable

derivative coupling in the adiabatic basis.

This second parameterization of the two interacting states builds in

the “following the nuclear displacements” behavior that should be expected

of these electronic wavefunctions but which is completely lacking in the static

electronic basis. However, the rapid variation of wavefunctions which results

from strong interaction and/or quasidegeneracy can be avoided if the set of

isolated states comprises all those that are effectively decoupled from the re-

mainder of the spectrum.

This choice of basis represents an exact unitary transformation of the

adiabatic electronic basis, but the nuclear kinetic energy operator is only ap-

proximately diagonal in this basis. This can be seen in Figure 2.2.

In order to build in this required “follow the nuclear displacements”

10



Figure 2.1: Adiabatic representation after the block diagonalization of the
static Born-Huang basis
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Figure 2.2: Diabatic representation after the block diagonalization of the static
Born-Huang basis
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behavior, the KDC model Hamiltonian is parameterized via a Taylor series

expansion in the reduced normal coordinates of some reference state. This

general form can be seen in Equation 2.4.

V =


∑

k κk;1qk + 1
2
κkl;1qkql + · · ·

∑
k λk;12qk + · · · · · ·∑

k λk,12qk + · · · ∆2 +
∑

k κk;2qk + 1
2
κkl;2qkql + · · · · · ·

...
...

. . .

 .

(2.4)

For the work presented here, the KDC-model Hamiltonian will be a 3

x 3 matrix with each expansion parameterized along 5 normal coordinates of

the anion. These coordinates are discussed in more details in §3.3.1.

V =

∑k κk;X̃qk + 1
2

∑
ij κjk;X̃qjqk

∑
k λk;X̃Ãqk

∑
k λk;X̃B̃qk∑

k λk;X̃Ãqk ∆A +
∑

k κk;Ãqk + 1
2

∑
ij κjk;Ãqjqk

∑
k λk;ÃB̃qk∑

k λk;X̃B̃qk
∑

k λk;ÃB̃qk ∆B +
∑

k κk;B̃qk + 1
2

∑
ij κjk;B̃qjqk

 (2.5)

The form listed in Equation 2.5 has been truncated to only include

quadratic terms, however, parameterizations that include up to quartic terms

will be discussed. The remainder of this chapter discusses experimental work

on NO3 as well as previous theoretical work on NO3 as well as previous quan-

titative vibronic coupling parameterizations. After that discussion, the re-

mainder of this work deals with how the above KDC parameterization was

done. It includes discussions on the adiabatic calculations needed in order to

parameterize the models as well as a discussion of performance of each model

chosen when compared to experimental results.
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2.2 Survey of Previous Work

In the following three subsections, previous work, both experimentally

and theoretically, for the NO3 radical will be discussed. Methods in modern

quantum chemistry as well as a fresh, new take on experimental results will

help explain the energy levels (and thus spectroscopy) of this seemingly difficult

molecule.

2.2.1 Experimental work on the NO3 radical

There have been numerous spectroscopic studies of the NO3 radical

over the last 80+ years. A series of absorption bands between 15000 cm−1

and 23000 cm−1 was attributed to the NO3 radical as early as 1937 by Jones

and Wulf [40]. Detailed studies of the excitation from the ground X2A′2 state

to the excited B2E ′ state was attempted as early as 1963 by Ramsay [68].

Multiple other early studies agreed that NO3 is strongly predissociated in

higher excited vibrational levels of the B2E ′ state and because of the atypical

position of the band origin, it has been used to study the behavior of NO3 in

gas-phase systems [19, 39, 59].

For the work presented here, the focus of the study will be on the level

positions of the Nitrate radical that appear below 2000 cm−1 from the origin.

As discussed in several of the works cited above, the transition from X2A′2 to

B2E ′ is 662 nm ±1 nm. Thus, the experimental value for this excitation will

be 15106 cm−1. Several works have measured the levels of interest, but the

seminal work of Ishiwata et al. [35] contains the first assignments of many of
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Table 2.1: Positions of absorptions below 2000 (in cm−1) for the Nitrate radical

Medium Experimental
Gas 365
Ne Matrix 1173
Ne Matrix 1413
Gas 1492
Gas 1562
Gas 1927

the levels that will be discussed herein and the recent work of Jacox et al. [36]

contains levels not seen previously.

Table 2.2.1 contains the value and the medium in which it was measured

for the levels that will be used as the experimental references for the remainder

of this work. The Gas values originate from Ishiwata et al. [35] while the Neon

matrix values come from Jacox et al. [36].

2.2.2 Theoretical work on the NO3 radical

About 10 years before Ishiwata et al. [35] published their seminal ex-

perimental work on the NO3 radical, theorist began studying it. For the better

part of two decades, the main focus of theoretical research on NO3 was de-

termining whether or not the ground X2A′2 state was D3h or C2v symmetry

[7, 20, 41, 43, 56, 60, 79, 87, 88]. While it was eventually settled that the NO3

radical is of D3h symmetry, the one fact that everyone agreed on at this time

was that the potential energy surface of the X2A′2 ground state is extremely
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flat.

Adding additional complications for quantum chemistry to treat this

flat X2A′2 surface is the fact that the NO3 molecule itself is vulnerable to very

strong symmetry breaking caused by instabilities introduced by zeroth-order

wavefunctions [16, 85]. However, even if multireference methods are used to

attempt to address these zeroth-order introduced instabilities, the flatness of

the surface remains [86]. This is suggestive that the symmetry breaking is not

of the artificial type introduced by the computation but has a physical origin.

In the work of Mayer et al. [58], pseudo jahn-teller (PJT) effects between

the ground X2A′2 and excited B2E ′ states were used to qualitatively justify

the photodetachment spectra of NO3. While the adiabatic potential energy

surfaces generated by quantum chemical methods is complex, relatively simple

quasidiabatic models are able to capture the relevant physics and qualitatively

reproduce experimental data.

The previous paragraph provides the motivation for applying higher-

level quasidiabatic parameterizations of the KDC type to NO3. While even

the highest level of quantum chemistry methods have not been able to provide

adequate information to understand experimental work on the NO3 radical,

simple diabatic methods have. However, only relatively simple diabatic pa-

rameterizations have been applied to NO3. If these worlds could be combined

such that the highest-level adiabatic calculations could be used to parame-

terize an equally sophisticated diabatic Hamiltonian, can quantitative level

positions be obtained? The answer to this question is found in the remainder
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of this work.

2.2.3 Quantitative Vibronic Coupling Models

Up until recently, there has been no attempts at parameterizing a vi-

bronic coupling model that was truly quantitative and thus eventually predic-

tive. Most of the work has focused on using Linear Vibronic Coupling models

to gain qualitative insight into the nonadiabatic effects that appear in spectro-

scopic studies [58]. In fact, often these same LVC models are parameterized

by the spectroscopic data itself.

In the literature, there exists very few examples of sophisticated vi-

bronic models that have been parameterize by equally sophisticated adiabatic

calculations. The recent work of Klein et al. [44] and Ichino et al. [33] are

the best examples of combining equally sophisticated adiabatic and diabatic

calculations to understand complex nonadiabatic phenomena.

In the work of Klein et al. [44], different modeling choices were explored

for the parameterization of a KDC-type Hamiltonian as applied to the formy-

loxyl radical, HCO2. In this work, two electronic states were coupled by two

vibrational modes. The CCSD(T) method, that is coupled cluster with sin-

gles and doubles with an additional noniterative, perturbative correction, was

applied to generate the necessary potential energy surfaces necessary to pa-

rameterize the quasidiabatic Hamiltonian. The Hamiltonian was constructed

such that all quadratic terms were used and additional cubic and quartic terms

for diagonal blocks of the potential were presented. While the agreement with

17



experiment was indeed excellent, the coupling in the formyloxyl radical is not

nearly as strong as the more troublesome treatment of NO3. While this work

does help to validate the types of parameterizations discussed in this work,

the NO3 levels will be a much stronger (and difficult) validation test.

In the work of Ichino et al. [33], the cyclopentadienyl radical was

subjected to the same type of KDC parametrization, however, the adiabatic

potential energy surfaces were only at the EOMIP-CCSD level. Here, linear

and bilinear jahn-teller coupling terms were used to help understand the com-

plex photoelectronic spectrum of C5H
−
5 . While the agreement with spectrum

was very good and the essential physics were recovered by the parameterized

quasidiabatic Hamiltonian, the results can be best described as very insightful

but qualitative.
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Chapter 3

Computational Details

3.1 CFOUR

As a starting point for the adiabatic calculations used in this work,

the CFOUR [30] program package was used. CFOUR (Coupled-Cluster tech-

niques for Computational Chemistry) is an application for performing high-

level quantum chemical calculations which is under active development by

research groups at UT Austin and Universität Mainz, Germany. This suite

of programs can be used for performing high-level quantum chemical calcu-

lations on atoms and molecules. The program suite has a large collection of

high-level ab initio methods for the calculation of atomic and molecular prop-

erties. Virtually all approaches based on Møller-Plesset (MP) perturbation

theory and the coupled-cluster approximation (CC) are available. For most of

these, analytic first and second-derivative approaches are available within the

package.

From this large array of capabilities, only a few are needed in order

to provide the calculations necessary to parameterize our model Hamiltoni-

ans. While CFOUR is particularly well suited for high-level coupled cluster

calculates, the computational framework developed in this work is program
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agnostic. Any appropriate high-level calculations (from any number of pro-

grams) for the adiabatic potential energy surfaces are sufficient to parameterize

our model Hamiltonians.

In the following section, the quantum chemical methods used for this

work are first discussed. This is followed by a discussion of the actual calcula-

tions run and the logic that went into deciding how best to obtain the needed

information. Over the course of running these calculations, a large computa-

tional hurdle had to be overcome which resulting in the development of a new

utility that enables remapping of workloads of typical quantum calculations to

suite those of current generation HPC systems. Finally, the computational de-

tails are discussed on how vibronic energy levels are obtained from the model

hamiltonians.

3.2 Quantum Chemical Methods

3.2.1 Hartree-Fock

The starting point for electronic structure theory is the Hartree-Fock

(HF) approximation. In HF, the wavefunction is approximated by a single

reference determinant of spin orbitals. The resulting wavefunction can be

represented as a product of spin orbitals as in Equation 3.1.

|ΨHF (X1, X2, X3...Xn)〉 = |χ1(X1)χ2(X2)χ3(X3)χ4(X4)...χn(Xn)〉 (3.1)

Because the resulting Hartree product fails to satisfy antisymmetry

constraints, self consistent field (SCF) approximations replace this with the
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usual n-electron slater determinant |Φ0〉.

|Φ0〉 = |χ1χ2χ3 · · ·χn〉 ≡
√

1

n!

∣∣∣∣∣∣∣∣∣∣∣

χ1(X1) χ2(X1) · · · χn(X1)
χ1(X2) χ2(X2) · · · χn(X2)
χ1(X3) χ2(X3) · · · χn(X3)
...

...
. . .

...
χ1(Xn) χ2(Xn) · · · χn(Xn)

∣∣∣∣∣∣∣∣∣∣∣
(3.2)

|Φ0〉 is an antisymmetric wavefunction that can be used to solve the Hartree-

Fock equations. A wavefunction of this form gives gives the lowest energy

for

E0 = 〈Φ0|Ĥ|Φ0〉 (3.3)

where Ĥ is the full electronic Hamiltonian. It can be shown that the Hartree-

Fock problem can be written using the one-electron Fock operator cast as an

eigenvalue problem.

f χi = εiχi (3.4)

where the εn are assumed to be the energies of the corresponding orthonor-

mal orbitals φn obtained by solving Equation 3.3 and are the Hartree-Fock

molecular orbitals; f being the so-called one-electron Fock operator.

χi =
k∑
µ

Cµiφµ (3.5)

If one then introduces a basis set, such as the one shown in 3.5 where φµ are

atomic orbital basis functions in the Hartree-Fock equations, the Roothaan-

Hall equations can be obtained as in 3.6
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∑
ν

FµνCνi = εi
∑
ν

SµνCνi (3.6a)

Fµν =

∫
φ∗µφνdX1 (3.6b)

Sµν =

∫
φ∗µf(X1)φνdX1 (3.6c)

Typically, the Roothaan equations are written in the matrix form in

3.7.

FC = εSC (3.7)

where S is the overlap matrix. Solving this equation requires an it-

erative process because the F matrix depends on its own eigenvectors. This

is referred to as the self consistent field method or just SCF. The downside

of Hartree-Fock theory is that it fails to account for correlated motion of the

electrons and thus cannot accurately capture the interactions between them.

In SCF, the procedure calls for selecting an electron moving in a space where

all the other electrons are frozen and is just experiencing the average potential.

This is then repeated for all of the electrons and repeatedly solved iteratively

until convergence is obtained.

Several approaches have been developed over the years to calculate this

correlation energy. In this work, coupled cluster theory will be used. An intro

to CC theory is given in the following subsection.
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3.2.2 Coupled-cluster

As mentioned previously, there have been many methods developed

that account for the lack of correlation that appears in HF theory. One such

method, and the method used throughout this work is coupled cluster theory

[18, 25, 66]. It was posed as an alternative to configuration interaction that

preserves size consistency while truncating excitation operators. To accom-

plish this, coupled cluster theory uses an exponential expansion of the cluster

or excitation operator T̂ . Similar to the configuration interaction operator,

T̂ is formed by a sum of creation and annihilation operators weighted by the

coupled cluster amplitudes (tai , tabij , tabcijk , ...) as follows

T̂1 ≡
∑
ia

tai a
†
aai (3.8)

T̂2 ≡
1

4

∑
ijab

tabij a
†
aa
†
bajai (3.9)

T̂3 ≡
1

36

∑
ijkabc

tabcijka
†
aa
†
ba
†
cakajai (3.10)

or a general n-orbital cluster operator may be defined as

T̂n ≡
1

(n!)2

∑
ijk...abc...

tabc...ijk...a
†
aa
†
ba
†
c......akajai (3.11)
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Using this cluster operator, the coupled cluster wavefunction is written as

|ΨCC〉 = eT̂ |ψ0〉 (3.12)

where

T̂ = T̂1 + T̂2 + T̂3 + ...+ T̂n (3.13)

and |ψ0〉 is a Slater determinant that is, in the implementations used here, the

Hartree-Fock wavefunction.

In order to generate the resulting coupled cluster wavefunctions, the

coupled cluster amplitudes are needed. By taking the Schrödinger equation,

Ĥ|Ψ〉 = E|Ψ〉 (3.14)

and introducing the coupled cluster wavefunction, the following equation is

obtained.

ĤeT̂ |ψ0〉 = ECCe
T̂ |ψ0〉 (3.15)

If the left hand side is then multiplied by the reference determinant, the cou-

pled cluster energy is obtained.

〈ψ0|ĤeT̂ |ψ0〉 = 〈ψ0|ECCeT̂ |ψ0〉 ≡ ECC (3.16)

While equation 3.16 is useful to understand the concepts of CC theory,

it is unfortunately not well-suited for implementation into software. By rewrit-

ing 3.16 in terms of second quantization operators, Equation 3.17 is obtained.

Ĥ =
∑
pq

hpqa
†
paq +

1

4

∑
pqrs

〈pq||rs〉a†pa†qasar (3.17)
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where hpq is the one-electron component of the Hamiltonian and 〈pq||rs〉 the

two-electron antisymmetrized counterpart.

If instead, the coupled cluster equations from Equation 3.15 are multi-

plied by e−T̂ Equation 3.18 obtained

〈ψ0|e−T̂ ĤeT̂ |ψ0〉 = ECC . (3.18)

The equation derived above for the coupled cluster energy along with

Equation 3.19

〈ψabc...ijk... |e−T̂ ĤeT̂ |ψ0〉 = 0. (3.19)

form the basis for the development of all coupled cluster methods used

in this work. Unlike previously, the energy and cluster amplitudes are decou-

pled and thus are amenable to software implementation.

3.2.3 Basis Sets

All quantum-chemical methods discussed previously require the use of

a one-electron basis composed of a finite number of atomic orbitals, centered

at the atomic nucleus within the molecule. Nowadays, linear combinations of

Gaussian orbitals are chosen because it is easier to calculate two-electron and

other integrals with Gaussian basis functions than with, for example, Slater

orbitals. The basis sets employed in this work are briefly described below.

In atomic natural orbital (ANO) basis sets the contraction coefficients

are defined by the natural orbitals obtained from atomic calculations using
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Table 3.1: Number of basis functions for NO−3 and NO3 cm
−1

Number of ANO Basis Functions

NO−3 NO3

ANO0 56 57
ANO1 120 121

large primitive basis sets. In this work, a smaller and a larger contraction of

the ANO basis set of Taylor and Almlöf [3] are used. For the smaller basis

set, the orbitals for all atoms is truncated to 3s2p1d. This basis, which will be

referred to as ANO0, is relatively small and is comparable to the size of the well

known cc-PVDZ. However, it appears that for anharmonic force fields, ANO0

does better than cc-PVDZ. comparable to that of cc-PVTZ.[84] The larger of

the basis sets that will be used for this work consists of 4s3p2d1f orbitals for

Nitrogen and Oxygen and 4s2p1d orbitals for Hydrogen. This basis set will be

referred to as ANO1. All electronic structure calculations using either ANO0

or ANO1 basis sets did not include core electrons in the correlation treatment.

This is often referred to as the frozen-core approximation. The number of

basis functions for both the nitrate radical and anion can be seen in Table 3.1
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3.3 Adiabatic Calculations Needed for Parameteriza-
tion

In order to parameterize the vibronic Hamiltonian, a large number

of fixed-nuclei adiabatic calculations must be performed. Based on previous

work [32, 44, 83, 84], and iterative comparisons of vibronic energy levels deter-

mined from purely ab initio calculations to those obtained from experiments,

the minimum level of theory and basis set size to obtain quantitative accuracy

was determined to be EOMIP-CCSDT with an ANO1 basis. The process used

for making this determination is described below.

Many “cheap” ab initio parameterizations were attempted and resulted

in an unacceptable quantitative description of the known energy levels. These

parameterizations were done at the EOMIP-CCSD level with both the ANO0

and ANO1 basis sets and were discarded as incapable of describing the NO3

system in a quantitative fashion. Additionally, when comparing results of pa-

rameterization at the CCSD level with a hierarchy of Atomic Natural Orbital

basis sets, the following observations were made. The difference between pa-

rameters and thus levels at CCSD/ANO0 and CCSD/ANO1 was significant.

The difference between CCSD/ANO1 and CCSD/ANO2 was minimal. Thus,

the basis set and level of theory combination that was concluded to be the bare

minimum for quantitative work on NO3 was EOMIP-CCSDT/ANO1. While

it would be fruitful to consider parameterizations beyond the EOMIP-CCSDT

level, current computational resources and code bases prohibit such a calcu-

lation. As discussed later (§3.4, even the “minimal” calculations prove to be
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quite challenging and posed several obstacles that had to be overcome.

Once the level of theory and the minimum acceptable size of the basis

set was determined, there still remained many other computationally-related

decisions to be made which are discussed below.

3.3.1 Frequency Calculations and Coordinate System

In order to parameterize our model Hamiltonians, a new coordinate sys-

tem must be defined. Because the open-shell system NO3 is quite challenging

for even the most advanced multi-reference methods, the Nitrate Anion will be

used as the reference state. For all calculations in this work, the well-behaved

NO−3 will be used for the geometry, the source of harmonic vibrational fre-

quencies, ωi, as well as provide the new coordinate system that will be used

to generate the adiabatic potential energy surfaces.

Below is the optimized geometry for the Nitrate radical obtained at

CCSDT using an ANO1 basis set.
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Table 3.2: Approximate mode description and symmetries of normal coordi-
nates used in the KDC Hamiltonian

Normal coordinates and symmetry species

q1 a′1 symmetric NO stretch
q3 e′ degenerate NO stretch
q4 e′ degenerate ONO bend

nitrate anion geometry optimization CCSDT/ANO1

O

N 1 R

O 2 R 1 A

O 2 R 1 A 3 T

R = 1.2582

A = 120.0

T = 180.0

Then, CCSDT/ANO1 was used employing analytical derivatives to ob-

tain the vibrational frequences of the anion as well as the reduced normal

coordinate system.
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Table 3.3: Harmonic Vibration Frequencies for the Nitrate Anion (cm−1)

Values at CCSDT/ANO1

ω1 1060.6
ω2 858.1
ω3 1432.4
ω4 716.4

The resulting reduced normal coordinates in cartesian coordinates (bohr)

is as follows:

q1 =

0.0000000000 0.0421222217 -0.0243192760

0.0000000000 0.0000000000 0.0000000000

0.0000000000 0.0000000000 0.0486385520

0.0000000000 -0.0421222217 -0.0243192760

q2 =

0.0257007880 0.0000000000 0.0000000000

-0.0880696430 0.0000000000 0.0000000000

0.0257007880 0.0000000000 0.0000000000

0.0257007880 0.0000000000 0.0000000000

q3a =

0.0000000000 -0.0101823876 0.0132127262
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0.0000000000 0.0000000000 -0.0654215064

0.0000000000 0.0000000000 0.0308491388

0.0000000000 0.0101823876 0.0132127262

q3b =

0.0000000000 0.0249703346 -0.0101823876

0.0000000000 -0.0654215064 0.0000000000

0.0000000000 0.0073339220 0.0000000000

0.0000000000 0.0249703346 0.0101823876

q4a =

0.0000000000 0.0491882194 0.0363006266

0.0000000000 0.0000000000 -0.0270773122

0.0000000000 0.0000000000 -0.0488958685

0.0000000000 -0.0491882194 0.0363006266

q4b =

0.0000000000 -0.0204970368 0.0491882194

0.0000000000 -0.0270773122 0.0000000000

0.0000000000 0.0646994583 0.0000000000

0.0000000000 -0.0204970368 -0.0491882194
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3.3.2 Vertical Excitation Energy

Because the vertical excitation energies at the geometry of the reference

state used to calculate our force fields is the energy gap of interest, the Nitrate

Anion (NO−3 ) geometry at the CCSDT/ANO1 level was used for all energy

calculations.

This corresponds to the following geometry:

nitrate anion geometry optimization CCSDT/ANO1

O

N 1 R

O 2 R 1 A

O 2 R 1 A 3 T

R = 1.2582

A = 120.0

T = 180.0

In this work, two different ways to obtain the vertical gap were ex-

plored. First, in order to be consistent with the level of theory used for the

remaining calculations in this work (including the adiabatic potential energy

surfaces), the vertical cap at CCSDT/ANO1 was considered. A second option

for parameterization is to look at a hierarchical series of basis sets and extrap-
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Table 3.4: Vertical energy gaps – EOMIP-CCSDT/ANO1

EOMIP-CCSDT/ANO1 energies and resulting gaps at the reference geometry

Anion X2A′2 B2E ′A

EEOMIP−CCSDT (a.u.) -280.021154 -279.886169 -279.815974

Vertical gap (e.v.) -3.67 0 1.910
Vertical gap (cm−1) -29626 0 15406

olate the energies of both states (and thus the gap) to their complete basis set

(CBS) limit. Both options are explored below.

The vertical gap was first calculated by calculating the single point

energy of the ground state (X2A′2 ) of nitrate as well as the energy of the A

component of the 2nd excited state B2E ′ . Both of these calculations were

done using the optimized geometry of the anion using EOMIP-CCSDT with

the ANO1 basis set. The results are summarized in Table 3.4.

In order to parameterize the vertical energy gap via extrapolation to

the CBS limit, the single point energies for the ground electronic state and the

second excited state for the Nitrate radical were obtained at the reference anion

geometry for the series of basis sets cc-PCVXZ (where X=D,T,Q,5). These

calculations were done at the CCSD(T) level with full electron correlation (no

dropped core) with a UHF reference.
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Table 3.5: CCSDT(T) adiabatic energies at reference geometry

CCSD(T) @ CCSDT/ANO1 (in a.u.)

cc-pCVDZ cc-pCVTZ cc-pCVQZ cc-pCV5Z

Anion total energy -279.840248 -280.201818 -280.313827 -280.351635
X2A′2 ground state -279.727710 -280.063661 -280.168727 -280.196174

B2E ′ 2nd excited state -279.660656 -279.998287 -280.098401 -280.130399

To specify the correct state, the occupations were explicitly set.

• Anion occupation - 8-2-5-1 / 8-2-5-1

• X2A′2 radical ground state - 8-2-5-1 / 8-2-4-1

• 2A1 component of the B2E ′ state - 8-2-5-1 / 7-2-5-1

Next we will extrapolate to the CBS limit via two different extrapola-

tions. First the SCF energies will be extrapolated using the formula advocated

by Feller:

EX
HF = E∞HF + a exp(−bX)

where EX
HF are the HF-SCF energies obtained with the cc-pCVXZ basis

sets where X=(D,T,Q,5). The parameters a, b, and E∞HF can then be uniquely
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Table 3.6: Extrapolated HC-SFC energies at reference geometry

HF-SCF extrapolated adiabatic energies (a.u.)

Anion X2A′2 ground state B2E ′ 2nd excited state

cc-pCVDZ -278.930282 -278.811289 -278.715841
cc-pCVTZ -279.026487 -278.900225 -278.803511
cc-pCVQZ -279.050194 -278.882165 -278.824289
cc-pCV5Z -279.057372 -278.926731 -278.829187

E234
HF -279.057947 -278.830743

E345
HF -279.060489 -278.830699

determined from any 3 of the energies in the basis set series. While the extrap-

olation using either X=D,T,Q or X=T,Q,5 would provide enough information

to inform the parameters, using the above formula with X=D gives horrible

results. The cc-pCVDZ calculation is just there to serve as a sanity check. In

table 3.6, E∞HF extrapolated with X=T,Q,5 will be referred to as E345
HF

At a first cursory glance at table 3.6, it might appear everything looks

correct. However, closer inspection of the cc-pCVQZ SCF energy for the

ground electronic state (X2A′2) for the radical shows that it is actually higher

in energy when compared to the same state calculated with the smaller cc-

pCVTZ basis set. For each of these states, there exists two solutions: one

that is symmetry breaking and one that is not. It would appear that in some
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Table 3.7: QRHF-CC seeded SCF energy

SCF extrapolation at the reference geometry

Anion X2A′2 B2E ′A

cc-pCVDZ -278.930282 -278.772309 -278.715842
cc-pCVTZ -279.024959 -278.860467 -278.803511
cc-pCVQZ -279.050195 -278.882165 -278.824289
cc-pCV5Z -279.057372 -278.887400 -278.829187

E345
HF -279.060225 -278.889064 -278.830699

cases, the SCF energy is converging to the wrong state, the symmetry break-

ing one. To resolve this, a QRHF-CC method with the closed shell anion was

used as the initial guess. This ensures the resulting CCSD(T) calculation has

the desired SCF solution. The results for the CCSD(T) energy energy using a

QRHC-CC reference based on the close shell anion and set to the desired SCF

solution can be seen in Table 3.7.

By comparing the SCF results from the CCSD(T) methods where occu-

pations were explicitly set to the QRHF based methods where SCF occupation

for the excited states are estimated by starting from the converged SCF for the

reference (anion) state, it can be seen that all of the X2A′2 calculations (except

for cc-pCVQZ) are converging to the symmetry breaking solution. Addition-

ally, it would appear that the Anion calculation at CCSD(T) / cc-pcVTZ is

36



Table 3.8: QRHF-CC seeded CCSD(T) energy

CCSDT(T) energy at the reference geometry

Anion X2A′2 B2E ′A

cc-pCVDZ -279.840248 -279.731357 -279.660656
cc-pCVTZ -280.201818 -280.068183 -279.998287
cc-pCVQZ -280.313827 -280.168727 -280.098401
cc-pCV5Z -280.351635 -280.200874 -280.130399

also converging to the wrong solution.

Next, the ∆ECCSD(T ) energy will be extrapolated to the CBS limit.

This is done by taking the difference between the ECCSD(T ) energy and the

EHF at the same basis set size and then extrapolating this ∆E using the fol-

lowing formula:

∆EX
CCSD(T ) = ∆E∞CCSD(T ) + a

X3

The resulting extrapolated correlation energy can be seen in Table 3.9

Finally, by summing the CBS extrapolated SCF energies and the ex-

trapolated correlation energies, the vertical energy gap for the CBS limit for

CCSD(T) and the series of basis sets cc-PCVXZ (X = D,T,Q,5) is obtained.

These results are summarized in 3.10
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Table 3.9: QRHF-CC seeded correlation energies

Q(CCSD(T)-SCF (∆ECCSD(T )) at reference geometry

Anion X2A′2 B2E ′A

cc-pCVDZ -0.90997 -0.959048 -0.944815
cc-pCVTZ -1.176860 -1.207716 -1.194776
cc-pCVQZ -1.263632 -1.286562 -1.274112
cc-pCV5Z -1.294262 -1.313474 -1.301211

∆E45
CCSD(T ) -1.326399 -1.341710 -1.329643

Table 3.10: Extrapolated vertical energy gaps

Extrapolated CCSD(T) energies at the reference geometry

Anion X2A′2 B2E ′A

E345
CCSD(T ) -280.386624 -280.230773 -280.160342

vertical gap (e.v.) -4.240 0 1.917
vertical gap (cm−1) -33880 0 15458

38



3.3.3 Adiabatic Potential Energy Surfaces

Now that the reduced normal coordinate system, reference state sym-

metry and vibrational modes have been determined, all that is left compu-

tational to start parameterizing the model Hamiltonians are the adiabatic

potential energy surfaces for the X2A′2 state and the A and B components of

the B2E ′ states.

Three separate three dimensional surfaces must be run and then fit to

a 4th order Taylor series to obtain the adiabatic force constants. Each single

point is a large calculation in and of itself. At the CCSDT/ANO1 level, a single

point for NO3 takes on the order of 24 hours to complete but more important

each point is too large to run within memory of a conventional system. Thus,

out-of-core methods must be used. In order to reduce the number of points

that must be calculated, a grid refinement study was done.

A number of different grids were run that ranged from 3 x 3 x 3 (27

points) all the way to 25 x 25 x 25 (15625). These calculations were done at

the CCSD/ANO0 level, are relatively fast and even the 15625 point calculation

finished in minutes when run on a large HPC system due to the conveniently

parallel nature of the problem and that each point could easily fit in memory.

All of the resulting grids were fit to a 4th order Taylor series.

By comparing the results from the 25 x 25 x 25 and treating it as the

true solution, it was able to be determined that the fewest number of points

that could be run and still recover adiabatic force constants within a cm−1
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was the 9 x 9 x 9 grid.

A series of grids were then run at the CCSDT/ANO1 level over the re-

duced normal coordinates q1, q3a, and q4a from -0.2 to 0.2 in increments of 0.05

for a total of 729 points. While this seems trivial to say that these calculations

were done, the computational resources required to do such calculations was

immense. The main problem stems from the fact that over 2000 jobs have to

be run which require large out-of-core solves. Most HPC systems do not have

enough node local storage to house the out of job files. Thus, the out-of-core

solves must be done over global (network-based) storage. This is sufficient to

run a few jobs simultaneously but once one tries to exploit the conveniently

parallel nature of these grid runs, many problems occur. On more than one

occasion, running as few as 8 points simultaneously were able to bring down

some of the largest HPC systems in the world.

In order to combat this, a new method for approaching out-of-core

solves in which instead of using global storage, the memory of remote nodes are

used to form a pseudo RAM disk that is able to be access by the node running

the CFOUR job via MPI and infiniband was developed. The development of

this is detailed in §3.4.

3.4 Mapping Out-of-Core Methods to HPC Clusters

Out-of-core methods are encountered in a range of scientific computing

disciplines [34, 48, 49, 94] and arise when a single thread does not have suffi-

cient memory locally to support all the data structures required to complete an
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analysis. In these cases, application programmers often leverage available disk

storage (either local or global depending on the application flexibility and sys-

tem configuration) to offload excessive data temporarily onto disk. When the

application needs to access specific temporary data, it then rereads the data

back from disk and continues the analysis and this temporary I/O process is

repeated as required. While this approach is effective to circumvent memory

constraints for local threads, it does place additional programming require-

ments on application developers in order to use block storage efficiently. For

example, a tuned out-of-core method will require I/O operations to occur on

fixed block sizes which may not map directly to the underlying application data

structures. In these cases, an aggregation approach is often required within

the application. Furthermore, when using a global file system for out-of-core

storage, the constant I/O imposed by these methods at large scale can over-

whelm even the most capable of parallel file systems causing slower application

performance and impacting I/O performance for other system users. Indeed,

this file system contention was encountered when CFOUR (§3.1) was used to

perform the large adiabatic potential energy surfaces discussed in §3.3.3 on

the Ranger system at the Texas Advanced Computing Center (TACC). This

experience resulted ultimately in the development of an MPI based out-of-core

utility presented herein.

As was discussed previously, high-level ab initio calculations that utilize

an equation-of-motion coupled-cluster method for singles, doubles and triples

(EOMIP-CCSDT) was used to parameterize the model Hamiltonians. Dur-
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ing the course of an EOMIP-CCSDT calculation, the storage of the derivative

molecular orbital amplitude information requires the largest resources. The

storage requirements depend on the number of occupied orbitals, the number

of virtual orbitals and the order of the molecular point group. For displaced

points from the origin of the NO3 anion using an ANO1 basis set, the storage

of the derivative molecular orbital amplitudes can use up to 57 GB. The com-

pute nodes of the HPC resources used in this work have a max of 48 GB of

RAM. While there exist parallel algorithms for the perturbative triples correc-

tion calculations used by CCSD(T) calculations, no such algorithm has been

developed for CCSDT or EOMIP-CCSDT levels of theory. Thus, out of core

methods are required to accomplish the computational task at hand.

As mentioned previously, the initial calculations were performed on the

Ranger system and when running small numbers of points simultaneously, the

wall clock time for an entire calculation was on the order of two days. However,

when running a larger number of points, I/O loads for the global file system

increased dramatically, turn around time increased and the system became

unresponsive for all users. After further investigation, it was determined that

a mere 16 points was consuming the entire global bandwidth for the system.

After working with the TACC consulting team, it was requested that only 4

points be run at a time. Assuming an optimistic 24 hour turn around time

(including queue time), what remained was well over a year of real time in

order to obtain the results. In order to overcome this challenge, an effort was

undertaken that allows the aping of this non-traditional workload to modern
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HPC systems. By rerouting the out of core workload to the memory of remote

nodes (what amounts to a distributed RAM disk) over the highspeed inter-

connects, the global file system (and thus the 4 simultaneous jobs restriction)

can be bypassed entirely. What follows is a discussion of the design of the

MPI Ocore implementation, the dramatic decrease in real time turn around

and future directions and applications will be discussed.

The design and motivation for a RAM based out-of-core utility for use

on distributed memory clusters was based on experiences running the CFOUR

quantum chemistry application on multiple HPC resources at TACC. From an

implementation point of view, the high level goals for this effort were defined

as follows:

• provide a flexible API for offloading fixed-length records to remote stor-

age pools which mimics the typical use case of out-of-core methods in

quantum chemistry;

• leverage existing HPC point-to-point data transfer mechanisms (MPI)

for distributed memory processing;

• remove excessive I/O burden to Lustre file systems at TACC from out-

of-core methods and enable the support of multiple user jobs running

simultaneously which perform repeated out-of-core solves;

• improve application performance by replacing disk-based I/O with data

transfers across high-speed interconnects, e.g. InfiniBand;

43



• enable quantum chemistry analysis which has traditionally run on small

clusters of workstations (configured with large amounts of local scratch

disk to accommodate out-of-core solves) to efficiently leverage larger

HPC clusters for parametric studies.

Based on these design goals, a prototype version of a RAM-based record

offload utility was written in Fortran90 directly within CFOUR. The proto-

type version was able to successfully intercept disk-based out-of-core oper-

ations and offload to a RAM storage pool off-node using MPI to generate

simulation results which were identical to the original version. To support a

broader community and programming APIs for both C/C++ and Fortran, the

prototype was reimplemented and further enhanced within the GRVY toolkit

library which has been under active development by the Center for Predictive

Engineering and Computational Science (PECOS) center at the Institute for

Computational Engineering and Sciences (ICES) over the last several years.

This library serves as a centralizing point for housing a variety of support func-

tions often required for application development of HPC scientific applications

(including input parsing, logging, floating-point traps, and I/O utilities) for

C/C++ and Fortran development [53]. The majority of the library is writ-

ten in C++ using the popular GNU Autotools build system [95] and provides

a directly linkable Fortran interface using iso c bindings which provides an

interoperability layer between C and Fortran included as part of the new For-

tran 2003 standard [69]. The library is released under the GNU Lesser GPL

license [23].
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The overall design of the GRVY out-of-core implementation (Ocore) is

presented in Figure 3.1 which shows that as opposed to solely using disk-based

I/O to support out-of-core methods, the library provides a record-based API

to use one or more processes to serve as remote memory pools. Ocore provides

routines in C/C++ and F95 to offload out-of-core read/write operations to

a pool of distributed shared-memory nodes using MPI for data transfer. An

additional level of indirection can be enabled to offload less-frequently accessed

data to one or more disk-based files.

Note from the figure that the Ocore implementation uses point-to-point

MPI semantics as the underlying method for performing remote data trans-

fers to/from the main application threads. The total number of Ocore mem-

ory pools that are defined remains a runtime choice (guided by application

storage requirements) and the library currently adopts a simple round-robin

allocation approach to determine which Ocore thread will host newly defined

records (for cases when more than 1 Ocore thread is enabled). Once initialized,

Ocore threads are solely dedicated to performing read/write operations and

the library adopts a polling method in order to respond to Ocore queries from

the application. Figure 3.1 also highlights a tiered approach for offloading

Ocore records. The first offload mechanism is to RAM based memory pools

which effectively serve as a high-performance distributed memory cache. The

second offload mechanism possible is to store less frequently accessed records

directly to disk when the available RAM-based storage pools become full. This

overflow storage design was included within the library as a result of the non-
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uniform record access pattern that we observed when working with CFOUR

(see §3.4 for additional discussion).

Overall, the current design allows a single application thread to offload

temporary storage to one or more storage pools via MPI and then offload

less-frequently accessed data to disk-based storage if desired. This approach

not only minimizes (or removes) the temporary I/O operations from being

committed to disk, but can also provide faster read/write access to the out-

of-core data on systems with high speed interconnects (e.g. InfiniBand based

systems).
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Figure 3.1: Overview of GRVY Ocore design
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Example API: To demonstrate Ocore usage, the minimum set of calls nec-

essary to perform out-of-core offloads using the library via the provided C API

(and companion APIs exist via a C++ class and F90 module) is presented be-

low. In all cases, the distributed RAM-based memory pools are instantiated

via an initialization step which allocates memory buffers based on input con-

trols provided in a keyword driven input file (allowing the application user to

set maximum memory constraints and a number of Ocore runtime options).

int grvy_ocore_init (const char *input_file)

On completion, Ocore data structures are cleaned up via a simple fi-

nalize call which will also generate read/write offload statistics and runtime

performance for the application if desired.

void grvy_ocore_finalize()

Actual data transfer to one or more remote memory pools is accom-

plished with provided read/write routines based on the underlying transfer

datatype. An example illustrating the C API for double precision words is

shown as follows:

int grvy_ocore_write_double (size_t record_id,

double *data)

int grvy_ocore_read_double (size_t record_id,

double *data)
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Note that to support arbitrary sparse record offloads, the API takes

user-provided record Ids and maps them to contiguous internal indices us-

ing containers in the Standard Template Library. Similar APIs exist for other

intrinsics including int, long int, and float along with their corresponding corol-

laries in Fortran.

An additional use case identified during the process of including the

GRVY Ocore implementation within CFOUR was the necessity to dump the

instantaneous state of all previously written records. This temporary staging of

the current out-of-core state to disk is required as part of the CFOUR workflow

which uses the output state from one portion of the analysis as input for a

subsequent component. Since the particular file format for saving the state of

an out-of-core method is likely to be application specific, the approach taken

herein is to provide additional utilities within the library to allow application

developers to retrieve sequential Ocore records using a stack pop mechanism

to retrieve all active records. An example of this API for C is shown below. In

this case, the size t return value from the function is the user-provided Ocore

index for the record being returned.

While CFOUR itself is quite a complicated and large code base (1.4

Million lines of code), the actual changes to it to support this new C++ based

implementation is astonishingly small. All of the I/O for the out-of-core solves

needed to shape a workload for target HPC systems occurs in one routine for

reading and one routing for writing. In §A.1, there are the two patchfiles that

were generated in order to enable out-of-core support for CFOUR. Other than
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error checking, the only real change was to use Ocore’s read (or write) function

instead of CFOUR’s read (or write) function.

By examining the patchfile described in §A.1, it can be seen that

CFOUR’s read function

READ()

was replaced with a call to GRVY’s Ocore function for reading from

MPI-based records.

grvy_ocore_read_int8()

For a more detailed discussion on Ocore and CFOUR integration and

implementation, refer to §A.2

In the following discussion, results are presented using the MPI Ocore

implementation presented in §3.4 via benchmarking performed on the Longhorn

cluster [92] at the Texas Advanced Computing Center (TACC). Longhorn has

256 total compute nodes and each node is comprised of dual-socket Intel Ne-

halem processors running at 2.5GHz for a total of 8 cores per node. Longhorn’s

high-speed interconnect is supported via a quad data-rate (QDR) InfiniBand

(IB) network and all MPI and Lustre I/O traffic runs over this dedicated

network. Longhorn was designed to support large-scale data and visualization
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analysis (in addition to traditional HPC) and includes 48GB of RAM per node,

making it particularly well suited for the MPI-based Ocore method described

herein.

To quantify the performance of the GRVY Ocore implementation, a

standalone benchmarking test was constructed which mimics the character-

istics of an external application reading and writing fixed records in random

order as part of an out-of-core solve procedure. To support this effort, a

sequence of 1 million random integers was generated using the standard C

library implementation of random() on the interval [0, 1000000]. Note that

repeat integer values are included in this sequence to mimic an out-of-core

solver overwriting a previous record as part of the solution process. Of the 1

million integers in the sequence, 63.2% are unique values with the remainder

being repeated integer values.

To perform the micro-benchmark, the random integer sequence was

used as input to define record indices which were sequentially written to one or

more Ocore threads on alternate compute nodes. Thus the micro-benchmark

requires a minimum of 2 MPI tasks: the first thread uses the GRVY Ocore API

to perform a sequence of writes for a fixed blocksize (writing 8-byte doubles in

these benchmarks), while the second (and any additional threads) serve as re-

mote Ocore storage pools. For the micro-benchmarking tests, three individual

record blocksizes were considered (4K, 8K, and 16K). The CFOUR applica-

tion is configured to used record blocksizes of 8K, but the GRVY Ocore API

supports arbitrary blocksizes and three sizes were considered here to ascertain
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performance variations with underlying MPI message sizes. Recall from §3.4

that the Ocore implementation currently utilizes a simple round-robin alloca-

tor to map new Ocore records to multiple remote memory pools and adopts a

master/slave polling method between the application thread and each remote

memory pool task in order to respond to Ocore queries from the application.

Consequently, there is some expected overhead associated with the remote

record bookkeeping and the micro-benchmark tests include multiple MPI task

counts to quantify this overhead. Note that all benchmarking results pre-

sented herein were performed on Longhorn in normal production operation.

The micro-benchmarks and corresponding GRVY library source (v0.32.0) were

compiled using the Intel compiler (v11.1) with MVAPICH2 (v1.4) as the un-

derlying MPI implementation.

In order to provide a baseline for quantifying the MPI Ocore micro-

benchmark performance, the raw MPI point-to-point bandwidth of the QDR

IB network on Longhorn between two individual hosts was measured using

the OSU micro-benchmark suite [55]. Results were averaged over two suc-

cessive runs and the results are presented in Figure 3.2 with transfer rates

of 3000 MB/sec being observed for message sizes in excess of 32KB. These

results are typical for a QDR IB network and they help to illustrate an impor-

tant performance consideration, namely that an application needs to transfer

reasonably large messages to take full advantage of the bandwidth afforded

by the high-speed MPI network. Fortunately, similar requirements exist to

maximize I/O performance and out-of-core solver implementations are often

51



configured to use larger blocksizes which maps well onto the current MPI Ocore

implementation.
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Figure 3.2: Maximum uni-directional point-to-point MPI performance from
TACC’s Longhorn system running QDR InfiniBand.

The first set of micro-benchmarking results using random record indices

are shown in Figure 3.3. These results present the average write performance

(as measured via performance timers on the master thread) obtained over two

successive runs. For these tests, the benchmark was configured to offload a

fixed aggregate amount of data (8GB in total) from the master application

thread; consequently the total number of records written varied depending on

the chosen record sizes of 4K, 8K, or 16K. For quantitative comparison, the

left-most column block of Figure 3.3 shows the raw MPI measurements for
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the three blocksizes considered. The left-most column of results are raw MPI

measurements from Figure 3.2 for the three block sizes considered and provide

a baseline for the maximum MPI bandwidth expected between nodes. Using

this baseline, efficiencies of the GRVY Ocore implementation ranged between

83% to 99% for these micro-benchmark measurements. The remaining blocks

present the MPI based Ocore performance when offloading to 1, 2, 4 and 8

compute nodes (with 1 Ocore MPI task assigned per node). From this figure,

it is evident that larger blocksizes garner slightly improved performance as

expected by the raw MPI behavior. In addition, the measured results show

no additional overhead incurred in the GRVY Ocore implementation when of-

floading to multiple nodes; in fact, a slight performance benefit is seen as the

node count increases which is most directly attributable to caching benefits en-

gendered as smaller remote memory pools are required with additional nodes.

Using the raw MPI measurements as a baseline for efficiency, the Ocore offload

speeds in Figure 3.3 ranged from 83% to 99% of the raw MPI bandwidth.

To further quantify the potential benefits of utilizing multiple Ocore

threads as remote memory pools on multi-core nodes, a second set of micro-

benchmarking tests were performed. In this case, only two compute nodes

from Longhorn were used: the first node was again dedicated to utilizing the

Ocore API to offload a sequence of random writes (32GB in total for this test),

while the second node serves as a remote memory pool. Four different Ocore

configurations were considered for the offload node as follows:

• 1 Ocore task - 32GB allocated for memory pool
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• 2 Ocore tasks - 16GB allocated per memory pool

• 4 Ocore tasks - 8 GB allocated per memory pool

• 8 Ocore tasks - 4 GB allocated per memory pool

The results (averaged over two successive runs) for these tests are shown

in Figure 3.4. These results show that the offload performance increases with

the number of Ocore tasks assigned per node. In particular, the 8 Ocore tasks

per node configuration outperformed 1 Ocore task per node by 21%. Conse-

quently, the recommended task layout configuration when using the GRVY

Ocore implementation is to allocate one Ocore task per core on multi-core

node configurations. With respect to offload transfer rates, the results in Fig-

ure 3.4 ranged between 77% and 93% of the raw MPI performance for the

chosen blocksize of 8K.

As mentioned previously, while the original testing was done on Ranger,

once the MPI Ocore effort was started, the calculations were moved to Longhorn.

While the overall system is much smaller, there were four main reasons for the

move:

• Faster high-speed interconnect (QDR vs. SDR)

• More memory per compute node (48 GB versus 32 GB)

• Local storage on each compute node (30 GB versus none),

• Shorter queue times.
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While the interconnect of Longhorn is faster than that of Ranger, the

$SCRATCH file system is smaller and it is still possible to saturate the band-

width of the global file system with a relatively small number of CFOUR out

of core to disk jobs. In order to determine the effect concurrent out of core

to disk jobs would have on the run time of a single fixed-nuclei calculation (a

single point in our 9 x 9 x 9 grid), a number of calculations were performed.

Only the most resource intensive part of the calculation was run for this test.

This bottleneck involves the transformation of perturbed two-electron inte-

grals from an AO basis to a MO basis and the solution of these perturbed

amplitude equations. This allows the calculation of second derivatives and ex-

citation energies and is the only portion of these calculations that necessitates

out-of-core methods. While running 1 job and 4 jobs at the same time resulted

in the same total run time (around 6.5 hours), the average run time for each of

16 points running concurrently was 6% higher or 7 hours. More importantly

was that as in the case of Ranger, the global file system became much slower

and adversely impacted the work of all users.

The next step was to use the MPI Ocore implementation along with the

information obtained from the micro-benchmarks detailed above to guide our

allocation of resources. All 2200 single point calculations were run using two

compute nodes. Four cores of one compute node and 10 GB of memory were

used for the main calculation (OpenMP parallelization was obtained using

the threaded Intel Math Kernel Libraries) while 32 GB of this same compute

node’s memory and 32 GB from the second compute node were used to con-
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struct our MPI-based RAM disk. Because our largest storage requirement for

this series of calculations was 57 GB as previously discussed, this allowed the

entire calculation to effectively be run in-core; half of the storage local to the

job and the other half accessible in the RAM of the second node accessible via

the QDR interconnect. Run time for these jobs were again about 6.5 hours.

However, unlike the previous set of calculations, this number did not depend

on the number of concurrent CFOUR jobs running on the system. As many

as 50 single points were run at the same time with no impact on the global

file system. The maximum number of jobs was capped by local policies set

via queue restrictions and not any load incurred by the cluster. While each

single point remained on average the same speed, the number of points that

could be run per day increased dramatically. This coupled with the shorter

queue times allowed the total average turn around time for each point to be 12

hours. More importantly, 50 points could be running at the same time. This

took our total calculation real time from well over a year to under 30 days.

Another important consideration is the total amount of data not written

to disk. While the maximum file size needed for the calculation is 57 GB, this

is not the total amount of data written to disk but the maximum that must be

stored at any one time. For each of these single points that must be run, the

derivative molecular orbital amplitude information written during each point

is on average 380 GB. Over the course of the entire series of calculations (729

points per state for 3 states), nearly 1 petabyte is written. Because of the MPI

Ocore implementation this data was written to local and remote RAM instead
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of the global file system.

Due to the nature of EOMIP-CCSDT and its implementation in CFOUR,

not all records within the storage of the derivative molecular orbital amplitudes

are accessed the same number of times. In the calculations discussed in the

previous paragraphs where two nodes were used for the calculation (and 64

GB of RAM over those two nodes used for the RAM disk), all records are

treated equally, however, not all records are accessed equally. In fact, there is

a large difference between the least accessed record (< 10 reads) and the most

accessed record (> 100s of reads).

From Figure 3.5, a fairly non-uniform access pattern can be seen with

the majority of the records re-read 100 times or less. Indeed, data from only

25% of the total records defined accounts for 58% of the total data transferred

during the analysis. This motivated the creation of a second level of indirection

for the GRVY Ocore implementation which allows less frequently accessed

records to be offloaded to disk when a high-watermark is reached from available

RAM-based storage. The tracking of which records are kept in RAM and

which records have been offloaded to disk is done automatically by Ocore and

is transparent to the application developer. In doing this it is possible to offer

storage tiers that are transparent to the application and the data locality is

automatically tuned based on usage heuristics.

Because Longhorn compute nodes contain 48 GB of RAM and 30 GB

of local scratch disk, this automated data triage allows each single fixed-nuclei

calculation to use only one compute node (instead of the two detailed above)
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and still be able to bypass the global file system. For this particular CFOUR

configuration, approximately 700,000 individual 8K records were read during

the out-of-core process requiring in excess of 280 GB of data to be recalled.

While the run time can be expected to increase because some of the records

will be access via a local disk as opposed to the high speed interconnect, as

long as the actual run time is less than twice the 2-node implementation, it is

still a net win in terms of resources consumed. In actuality, the resulting one

node job was only about 7% slower than the corresponding two node job. By

using the overflow options to local disk, the workload was customized for the

hardware available and provided a significant savings in required resources.
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Chapter 4

Models, Parameters and Energy Levels for

NO3

4.1 Anzatzes for a Model Hamiltonian Hierarchy

Over the course of the next several sections, different model anzatzes

will be defined which will result in a modeling hierarchy. Models defined and

parameterized range from the relatively simple LVC model all the way to a

full quartic hamiltonian including linear and bilinear λ terms, full Jahn-Teller

effects and will be the most sophisticated quasidiabatic hamiltonian applied

to NO3 (and arguably any molecule) to date.

The remaining sections in this chapter will detail modifications to the

full quartic ab initio quasidiabatic hamiltonian that rely on group theory ar-

guments as well as experimental data and modeling experience to augment the

model such that a predictive model hamiltonian is arguably achieved.

4.2 Linear Vibronic Coupling

The Linear Vibronic Coupling (LVC) model is the simplest of the vi-

bronic coupling models that one can consider. By taking the model proposed

by Köppel et al as discussed in §2.1 and truncating after linear terms, there
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remains only 10 unique parameters that must be obtained. All of these pa-

rameters can be obtained directly from adiabatic calculations.

The gap between the X2A′2 and B2E ′ states (denoted as ∆) was calcu-

lated using EOMIP-CCSDT with an ANO1 basis. The geometry of both the

ground and excited states used was that of the anion (NO−3 ) optimized at the

CCSDT level of theory. This is often referred to as the “vertical gap”. The

vibrational frequencies (ω1, ω3, ω4) are those of the anion as well and were also

done at EOMIP-CCSDT / ANO1 using standard finite difference techniques.

The linear coupling constants (e.g. λ3;X̃B̃b
) were calculated analytically

using CFOUR.While the reference geometry was the same geometry as those in

the previous calculations (Anion; CCSDT/ANO1), this calculation can only be

run using EOMIP-CCSD. Unfortunately, EOMIP-CCSDT analytical λ terms

have not been implemented as of yet. While this is something that would be

of some utility, it is a tremendous undertaking.

The diabatic force constants for LVC were determined as follows. A

4th order Taylor series fit to a series of adiabatic potential energy surfaces was

used to determine adiabatic force constants. These surfaces were generated

using CFOUR as well. If our coordinate system for these grid calculations

is set such that our 3 displacement dimensions are along the reduced normal

coordinates q1, q3a, and q4a discussed in §3.3.1, the resulting adiabatic force

constants can be used to determine their diabatic counterparts.

In order to preserve symmetry of the resulting model Hamiltonian, the
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relationships listed in equations 4.1 – 4.5 must be obeyed.

F1;B̃b
= F1;B̃a

= 440.5 (4.1)

F3;B̃b
= −F3;B̃a

= −440.7;F5;B̃aB̃b
= F3;B̃a

= 440.7 (4.2)

F4;B̃b
= −F4;B̃a

= −762.2;F6;B̃aB̃b
= F3;B̃a

= 762.2 (4.3)

λ5;X̃B̃a
= λ3;X̃B̃b

= 2974.5 (4.4)

λ6;X̃B̃a
= λ4;X̃B̃b

= −1141.1 (4.5)

If the LVC Hamiltonian constants shown in table 4.2 are used along with

the equations defined in 4.1 – 4.5, the full LVC hamiltonian is obtained. This

hamiltonian is then solved iteratively using 2500 lanczos recursions with a basis

set of 20 on each of the 5 vibrational modes (ω1 and the doubly degenerate ω3

and ω4) in this coupled hamiltonian the following e′ levels are obtain as listed

in Table 4.2.

While the LVC model is simple to parameterize, it appears to be lacking

most of the physics need to start to describe the complex vibronic interactions

that plague NO3. As will be seen in the following sections, bilinear λ terms,
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Table 4.1: LVC Hamiltonian Constants (in cm−1)

Hamiltonian constants

Parameter EOMIP-CCSDT/ANO1

∆ 15406
ω1 1060.6
ω3 1432.4
ω4 716.4
F1;X̃ -868.2

F1;B̃a
440.5

F3;B̃a
440.7

F4;B̃a
762.2

λ3;X̃B̃b
2974.5

λ4;X̃B̃b
-1141.1
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Table 4.2: Levels versus Experimental Values (in cm−1) for the LVC

LVC Experimental
460 365
953 ?
989 ?
1474 1173
1486 1413
1537 1492
1959 1562
1986
1990
2000
2041 1917
2047
2068

quadratic Jahn-teller terms, and even cubic λ terms and cubic and quartic

Jahn-Teller distortions play an important roll in not only quantitatively level

determined but also even in qualitative behavior.

4.3 Quadratic Vibronic Coupling

For the Quadratic Vibronic Coupling (QVC) modeling, two different

QVC models were actually constructed. The first model considered below is

a QVC model with all Jahn-Teller distortions removed. During the construc-

tion of the LVC model above, the values for the force constants for the B

component of the B2E ′ state were explicitly set to those of the A component.

However, if these two constants were independently obtained from their re-
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spective fits, they would still be equivalent. This is not the case for quadratic

force constants. This arises from Jahn-Teller interactions. In order to ascertain

the impact that this diabatic effect has on the energy levels, the first model

constructed artificially removes these contributions by averaging the diabatic

force constants for the A and B components thus removing it altogether. This

model will be referred to as QVC.1. The second QVC model constructed will

be the full quadratic diabatic model of the KDC form described earlier in §2.1.

This model will be referred to as QVC.2 or full QVC.

4.3.1 QVC with No Jahn-Teller Coupling – QVC.1

The first of our two Quadratic Vibronic Coupling (QVC) models pre-

sented in this work involves the simple extension of the LVC model presented

above by adding additional terms that appear along the diagonal of our model

Hamiltonian. Thus, no Jahn-Teller splitting of the two components of theB2E ′

state is considered. What remains are 21 unique parameters which much be

obtained.

As in the LVC, as well as the remaining of our pure ab initio model

hamiltonians, the vertical gap (∆) and the vibration frequences (ω1, ω3, ω4)

were obtained with adiabatic calculations done with CFOUR as detailed in

§4.2. Furthermore, the same adiabatic potential energy surfaces were used to

determine the adiabatic force constants. Unlike the LVC case, not all of the

fitted adiabatic force constants obtained are equivalent to their diabatic force

constant counterparts. Due to the off-diagonal linear λ terms, one must obtain
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the so-called “diabatic correction”. The diabatic correction when applied to

the adiabatic force constants gives you the corresponding diabatic force con-

stant. This can be seen in Equation 4.6 where Fmm;S̃ is the quadratic diabatic

force constant for mode mm of state S, fmm;S̃ is the quadratic adiabatic force

constant for mode mm of state S and δmm;S̃ is the difference between them.

Fmm;S̃ = fmm;S̃ − δmm;S̃ (4.6)

In the LVC model, it was specifically enforced that the diabatic force

constants for each mode were equivalent for the degenerate B2E ′ states. If

this were not the case, and the force constants had been obtained by separate

fits to their respective adiabatic force fields, the values would still be equal.

There are no effects present at the LVC level which would cause their values

to differ. This is not the case for the parameterization of this QVC model.

For instance, the adiabatic value obtained for f33;B̃a
is 819.1 cm−1 while the

value for f33;B̃b
is 2027.0 cm−1. Additionally, while the diabatic F33;B̃a

is equal

to the adiabatic f33;B̃a
obtained from the fits, this is not the case for the B

component of the B2E ′ state. The additional diabatic correction discussed

above must be obtained.

As was discussed previously, the diabatic corrections for the quadratic

coupling constants can be obtained in a straightforward manner. The result

can be seen in Equation 4.7. Once the diabatic force constants for both the A

and B components of the B2E ′ state are derived, they are still not equivalent
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unlike their linear counterparts. This is the result of Jahn-Teller distortions. In

order to preserve symmetry an additional term must be added if the full QVC

were being constructed. However, for this particular model, no JT distortions

are considered. In order to artificially force this, a new value will be assigned

to both diabatic constants which will be the average of their adiabatic values.

These new parameters will be referred to as F ′
mn;B̃a

and F ′
mn;B̃b

respectively.

Fmn;S̃ = fmn;S̃ −
2λmλn

∆
(4.7)

What follows are the relationships that must be obeyed in order to

preserve symmetry. Also listed below are the averaging of the JT effected

parameters in order to remove this effect. The adiabatic values obtained from

the fits as well as the diabatic corrections are listed in §B.1

F1;B̃b
= F1;B̃a

= 440.5 (4.8)

λ5;X̃B̃a
= λ3;X̃B̃b

= 2974.5 (4.9a)

λ6;X̃B̃a
= λ4;X̃B̃b

= −1141.1 (4.9b)

F11;B̃b
= F11;B̃a

= 1070.8 (4.10)
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F55;X̃ = F33;X̃ = 1573.0 (4.11a)

F66;X̃ = F44;X̃ = 575.6 (4.11b)

F56;X̃ = F34;X̃ = −34.6 (4.11c)

F33;B̃a
= 819.1;F33;B̃b

= 878.4 (4.12a)

F ′
33;B̃a

=
F33;B̃a

+ F33;B̃b

2
= 848.75 (4.12b)

F ′
55;B̃b

= F ′
33;B̃b

= F ′
55;B̃a

= F ′
33;B̃a

= 848.75 (4.12c)

F44;B̃a
= 677.5;F44;B̃b

= 557.2 (4.13a)

F ′
44;B̃a

=
F44;B̃a

+ F44;B̃b

2
= 617.35 (4.13b)

F ′
66;B̃b

= F ′
44;B̃b

= F ′
66;B̃a

= F ′
44;B̃a

= 617.35 (4.13c)

F34;B̃a
= 83.0;F34;B̃b

= 156.2 (4.14a)

F ′
34;B̃a

=
F34;B̃a

+ F34;B̃b

2
= 119.6 (4.14b)

F ′
56;B̃b

= F ′
34;B̃b

= F ′
56;B̃a

= F ′
34;B̃a

= 119.6 (4.14c)

F13;B̃b
= −F13;B̃a

;F15;B̃aB̃b
= F13;B̃a

(4.15)
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F14;B̃b
= −F14;B̃a

;F16;B̃aB̃b
= F14;B̃a

(4.16)

4.3.2 QVC with Jahn-Teller Coupling – QVC.2

In the LVC model, the linear contributions for both components of the

B2E ′ electronic state were equivalent. Additionally, the diabatic values are the

same as those obtained from fitting of the adiabatic force field. This is not the

case for the quadratic terms. As discussed in §4.3.1, due to the linear λ terms,

symmetry and Jahn-Teller distortions, only the quadratic force constants for

the A component of the B2E ′ state are equivalent for adiabatic and diabatic.

However, from the analytically obtained linear λ terms, the resulting diabatic

corrections that were discussed previously, and the following relationships in

Equations 4.17 –4.30 all of the necessary force constants can be obtained. The

resulting QVC.2 model has 23 unique parameters which then can be used to

obtain all of the force constants needed to preserve symmetry.

The linear terms that appear in the QVC.2 model hamiltonian are

the same ones that were detailed previously in sections §4.2 and §4.3.1. The

adiabatic force constants that were used as a starting point to determine the

diabatic values are listed in §B.2 as well as their corresponding analytically

determined diabatic correction.

F11;B̃b
= F11;B̃a

= 1070.8 (4.17)
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Table 4.3: QVC Hamiltonian Constants (in cm−1) Neglecting Jahn-Teller

Hamiltonian constants for QVC.1

Parameter EOMIP-CCSDT/ANO1

∆ 15406
ω1 1060.6
ω3 1432.4
ω4 716.4
F1;X̃ -868.2

F1;B̃a
440.5

F3;B̃a
440.7

F4;B̃a
762.2

λ3;X̃B̃b
2974.5

λ4;X̃B̃b
-1141.1

F11;X̃ 960.3

F11;B̃a
1070.8

F33;X̃ 1573.0

F44;X̃ 575.6

F34;X̃ -34.6

F ′
33;B̃a

848.75

F ′
44;B̃a

617.35

F34;B̃a
83.0

F34;B̃b
156.2

F13;B̃a
-61.3

F14;B̃a
66.4
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F55;X̃ = F33;X̃ = 1573.0 (4.18a)

F66;X̃ = F44;X̃ = 575.6 (4.18b)

F56;X̃ = F45;X̃ = −34.6 (4.19)

F55;B̃b
= F33;B̃a

= 819.1 (4.20)

F55;B̃a
= F33;B̃b

= 878.4 (4.21)

F35;B̃aB̃b
=
F33;B̃a

− F33;B̃b

2
=

819.1− 878.4

2
= −29.65 (4.22)

F66;B̃b
= F44;B̃a

= 677.5 (4.23)

F66;B̃a
= F44;B̃b

= 557.2 (4.24)

F46;B̃aB̃b
=
F44;B̃a

− F44;B̃b

2
=

677.5− 557.2

2
= 60.15 (4.25)

F56;B̃b
= F34;B̃a

= 83.0 (4.26)
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F56;B̃a
= F34;B̃b

= 156.2 (4.27)

F54;B̃aB̃b
=
F34;B̃b

− F34;B̃a

2
=

156.2− 83.0

2
= 36.6 (4.28a)

F36;B̃aB̃b
=
F34;B̃b

− F34;B̃a

2
=

156.2− 83.0

2
= 36.6 (4.28b)

F13;B̃b
= −F13;B̃a

= 61.3 (4.29a)

F15;B̃aB̃b
= F13;B̃a

= −61.3 (4.29b)

F14;B̃b
= −F14;B̃a

= −66.4 (4.30a)

F16;B̃aB̃b
= F14;B̃a

= 66.4 (4.30b)

Just like with the LVC hamiltonian, the hamiltonians constructed for

QVC.1 and QVC.2 (or full JT QVC) were solved via Lanczos recursions and

20 harmonic basis functions per mode. The results for these models as well as

LVC, experimental values and the difference between QVC.1 and QVC.2 (and

thus the effect of quadratic JT) is shown in Table 4.3.2.

As expected, the QVC.1 gives horrible results. This parameterization

was not expected to reflect a reasonable parametrization for the problem under

study, but was meant to be used to ascertain how strong these JT distortions
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Table 4.4: QVC Hamiltonian Constants (in cm−1) with Jahn-Teller Distor-
tions

Hamiltonian constants for QVC.2

Parameter EOMIP-CCSDT/ANO1

∆ 15406
ω1 1060.6
ω3 1432.4
ω4 716.4
F1;X̃ -868.2

F1;B̃a
440.5

F3;B̃a
440.7

F4;B̃a
762.2

λ3;X̃B̃b
2974.5

λ4;X̃B̃b
-1141.1

F11;X̃ 960.3

F11;B̃a
1070.8

F33;X̃ 1573.0

F44;X̃ 575.6

F34;X̃ -34.6

F33;B̃a
819.1

F33;B̃b
878.4

F44;B̃a
677.5

F44;B̃b
557.2

F34;B̃a
83.0

F34;B̃b
156.2

F13;B̃a
-61.3

F14;B̃a
66.4
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Table 4.5: Levels versus Experimental Values (in cm−1) for LVC QVC.1 and
QVC.2

LVC QVC.1 QVC.2 δqvc1;qvc2 Experimental
460 197 374 177 365
953 554 777 223 ?
989 773 1188 415 ?
1474 922 1380 458 1173
1486 1102 1390 288 1413
1537 1185 1615 430 1492
1959 1196 1636 440 1562
1986 1216 1774 558
1990 1291 1790 499
2000 1318 1830 512
2041 1408 1983 575 1917
2047 1546 2005 459
2068 1569 2053 484

75



are in this molecule and is one of the sources of frustration for computational

chemists and spectroscopists.

4.4 Quartic Vibronic Coupling

As mentioned previously, the end goal of this work was to parameterize

a quantitatively accurate pure ab initio model Hamiltonian. As seen when

comparing the resulting levels from QVC.1 and QVC.2, Jahn-Teller distortions

greatly impact the vibronic level position. This is in agreement with theoretical

work that has been done on the nitrate radical in the literature. However, none

of the previous work on NO3 has gone beyond the quadratic vibronic coupling

model. Due to the large distortions imparted by quadratic Jahn-Teller and, as

will be seen, the rather large bilinear λ terms, it stands to reason that cubic

and quartic contributions should impact the level positions significantly.

In order to construct the full Quartic Vibronic Coupling (4VC) model,

a method for obtaining bilinear λ terms as well as the numerous diabatic

correction terms must be determined. As discussed in §3.2.2 and §4.2, CFOUR

has the capability to obtain linear λ terms analytically, although this is limited

to the EOMIP-CCSD level. In order to obtain bilinear λ terms, multiple linear

λ terms calculations can be run at different geometries. These geometries are

generated such that the molecular structure is following the motion of the

reduced normal coordinate system of the Nitrate anion. Using these results

along with standard finite difference methods, the bilinear λ terms can be

obtained. Five such groups of calculations were run in order to determine the
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minimum number of bilinear λ terms to parameterize the 4VC Hamiltonian.

The remaining bilinear λ terms can be obtained via symmetry arguments. The

relationships need to obtain all of the bilinear λ terms are listed in Equations

4.31 – 4.35 and the values obtained from CFOUR via finite difference are in

Table 4.6.

λ15;X̃B̃a
= λ13;X̃B̃b

= 136.0 (4.31)

λ16;X̃B̃a
= λ14;X̃B̃b

= −127.0 (4.32)

λ55;X̃B̃b
= −λ33;X̃B̃b

= −126.0 (4.33a)

λ35;X̃B̃a
= −λ33;X̃B̃b

= −126.0 (4.33b)

λ66;X̃B̃b
= −λ44;X̃B̃b

= 141.0 (4.34a)

λ46;X̃B̃a
= −λ44;X̃B̃b

= 141.0 (4.34b)

λ56;X̃B̃b
= −λ34;X̃B̃b

= −40.0 (4.35a)

λ36;X̃B̃a
= −λ34;X̃B̃b

= −40.0 (4.35b)

λ54;X̃B̃a
= −λ34;X̃B̃b

= −40.0 (4.35c)
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Table 4.6: 4VC Bilinear λ terms in cm−1)

Hamiltonian constants for 4VC

Parameter EOMIP-CCSDT/ANO1

λ13;X̃B̃b
136.0

λ14;X̃B̃b
-127.0

λ33;X̃B̃b
126.0

λ44;X̃B̃b
-141.0

λ34;X̃B̃b
136.0

Now that the bilinear λ terms have been obtained, all that remains

is a method by which to generate the diabatic corrections so that the easily

obtained adiabatic force constant can be mapped to their diabatic counter-

parts. While this could be done analytically (as was done for the quadratic

parameters), the shear number of corrections that must be obtained begs for

an implementation whereby they can be obtained numerically. Once a nu-

meric implemented is determined, it can then be automated via software. In

addition, once one has a software implementation to obtain diabatic correc-

tions numerically, it can be applied to any system of interest. An analytical

implementation would need to be redone for every new molecular system.

In order to define numerically the mapping from adiabatic to diabatic
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coupling constant, one must understand why the difference arises in the first

place. Adiabatic surfaces capture diagonal terms in the potential energy term

of our hamiltonian. Any non-diagonal term that appears in our Hamiltonian

(be it λ terms or Jahn-Teller distortions) results in a difference between the

diabatic and adiabatic force constant. Using this reasoning, the following

method for determined the diabatic corrections numerically can be deduced.

As we have seen in the previous sections, once we have the adiabatic

surfaces along the three reduced normal coordinates, q1, q3a, q4a, most of the

linear and quadratic diabatic constants can be obtained directly from the adi-

abatic force constants obtained by fitting a 4th order Taylor series. Depending

on symmetry, the diabatic force constant is either equivalent to its adiabatic

counterpart or a simple analytical correction (that depends on λ and the gap)

can be applied. Also, as detailed previously, CFOUR has analytical linear λ

terms and the necessary bilinear λ terms can be generated via finite difference.

As was seen in §4.3.1, the linear λ terms cause Jahn-Teller distortions

such that some coupling constants for the A and B components of the B2E ′

state are not necessarily equivalent. This again is symmetry dependent. The

bilinear λ terms cause cubic terms to be subjected to Jahn-Teller distortions

(and λ terms that appear in the cubic terms effect the quartic terms).

If the diabatic QVC Hamiltonian described in §4.3.2 is used to solve

for the energy of one state along the reduced normal coordinate system, the

exact adiabatic energies must be recovered. If this resulting potential energy

surface is then fit to a Taylor series, the adiabatic force constants should be

79



obtained. However, if the QVC model Hamiltonian is augmented with the

bilinear λ terms, a surface is generated and is then fit to a Taylor series, the

cubic terms that are affected by the bilinear λ terms return non-zero values

for some cubic constants. These differences from zero for the affected cubic

force constants are the cubic diabatic corrections.

In order to obtain the quartic diabatic corrections, the augmented QVC

Hamiltonian is then additionally parameterized with the diabatic cubic force

constants obtained and then again is solved for a single surface along our

reduced normal coordinate system. These resulting surfaces are again fit to a

Taylor series and the obtained values for the quartic force constants are the

quartic diabatic corrections. These values are listed in Table B.3 and B.4 in

§B.3

F155;X̃ = F111;X̃ = 290.0 (4.36)

F166;X̃ = F144;X̃ = 52.0 (4.37)

F156;X̃ = F134;X̃ = 69.8 (4.38)

F355;X̃ = −F333;X̃ = 191.7 (4.39)
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F466;X̃ = −F444;X̃ = −48.5 (4.40)

F554;X̃ = −F334;X̃ = 33.9 (4.41a)

F356;X̃ = −F334;X̃ = 33.9 (4.41b)

F366;X̃ = −F344;X̃ = 34.2 (4.42a)

F546;X̃ = −F344;X̃ = 34.2 (4.42b)

F113;B̃b
= −F113;B̃a

= 12.0 (4.43a)

F115;B̃aB̃b
= F113;B̃a

= −12.0 (4.43b)

F155;B̃b
= F133;B̃a

= 231.4 (4.44a)

F155;B̃a
= F133;B̃b

= 243.2 (4.44b)

F135;B̃aB̃b
=
F133;B̃b

− F155;B̃b

2
= 6.5 (4.44c)
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F355;B̃a
= −(

F333;B̃a

3
+

2F333;B̃b

3
) = 218.6 (4.45a)

F355;B̃b
= −(

2F333;B̃a

3
+
F333;B̃b

3
) = 316.7 (4.45b)

F555;B̃aB̃b
=
F333;B̃a

− F333;B̃b

2
= −147.15 (4.45c)

F335;B̃aB̃b
=
F355B̃aB̃b

3
= −49.05 (4.45d)

F114;B̃b
= −F114;B̃a

= −7.5 (4.46a)

F116;B̃aB̃b
= F114;B̃a

= 7.5 (4.46b)

(4.46c)

F166;B̃b
= F144;B̃a

= 63.6 (4.47a)

F166;B̃a
= F144;B̃b

= 43.8 (4.47b)

F146;B̃aB̃b
=
F144;B̃b

− F166;B̃b

2
= −9.9 (4.47c)

F466;B̃a
= −(

F444;B̃a

3
+

2F444;B̃b

3
) = −33.8 (4.48a)

F466;B̃b
= −(

2F444;B̃a

3
+
F444;B̃b

3
) = 39.6 (4.48b)

F666;B̃aB̃b
=
F444;B̃a

− F444;B̃b

2
= 8.7 (4.48c)

F446;B̃aB̃b
=
F444;B̃aB̃b

3
= −49.05 (4.48d)
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F156;B̃b
= F134;B̃a

= 81.2 (4.49a)

F156;B̃a
= F134;B̃b

= 82.8 (4.49b)

F136;B̃aB̃b
=
F134;B̃b

− F156;B̃b

2
= 0.8 (4.49c)

F145;B̃aB̃b
=
F134;B̃b

− F156;B̃b

2
= 0.8 (4.49d)

F455;B̃a
= −(

F334;B̃a
+ F334;B̃b

2
) = 65.5 (4.50a)

F455;B̃b
= −(

F334;B̃a
+ F334;B̃b

2
) = 65.5 (4.50b)

F356;B̃a
= F455;B̃b

+
F334;B̃a

− F334;B̃b

4
= 64.86 (4.50c)

F356;B̃b
= F455;B̃b

−
F334;B̃a

− F334;B̃b

4
= −1.3 (4.50d)

F345;B̃aB̃b
=
F556;B̃aB̃b

2
= −0.65 (4.50e)

F366;B̃a
= −(

F443;B̃a
+ F443;B̃b

2
) = −8.6 (4.51a)

F366;B̃b
= −(

F443;B̃a
+ F443;B̃b

2
) = −8.6 (4.51b)

F465;B̃a
= F366;B̃b

+
F443;B̃a

− F443;B̃b

4
= −12.9 (4.51c)

F465;B̃b
= F366;B̃b

−
F443;B̃a

− F443;B̃b

4
= −4.3 (4.51d)

F665;B̃aB̃b
=
F443;B̃a

− F443;B̃b

2
= −8.6 (4.51e)

F436;B̃aB̃b
=
F665;B̃aB̃b

2
= −4.3 (4.51f)
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Table 4.7: 4VC Diabatic cubic force constants(in cm−1) for X2A′2

Hamiltonian constants for 4VC

Parameter EOMIP-CCSDT/ANO1

F111;X̃ 197.3

F133;X̃ 290.0

F144;X̃ 52.0

F134;X̃ 69.8

F333;X̃ -191.7

F444;X̃ 48.5

F334;X̃ -33.9

F344;X̃ -34.2

F111;B̃a
204.7

F111;B̃b
204.7

F113;B̃a
-12.0

F133;B̃a
231.4

F133;B̃b
243.2

F333;B̃a
-414.8

F333;B̃b
-120.5

F114;B̃a
7.5

F144;B̃a
63.6

F144;B̃b
43.8

F444;B̃a
45.4

F444;B̃b
28.0

F134;B̃a
81.2

F134;B̃b
82.8

F334;B̃a
-66.8

F334;B̃b
-64.2

F443;B̃a
0.0

F443;B̃b
-64.2
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Table 4.8: 4VC Cubic block λ terms (in cm−1)

Cubic λ terms Hamiltonian constants for 4VC

Parameter EOMIP-CCSDT/ANO1

λ555;X̃B̃a
-90.0

λ335;X̃B̃a
-30.0

As discussed previously, in order to obtain the numerical diabatic con-

stants, one must first calculate the relevant λ terms which cause diabatic

effects for higher-order terms. In order to obtain the full diabatic cubic force

constants, the bilinear λ terms, which give rise to Jahn-Teller distortions in

the cubic terms, were calculated using CFOUR and standard finite difference

techniques. The same principle applies to the cubic λ terms. In table 4.8 are

the cubic λ terms that were calculated using CFOUR and equations 4.52 and

4.53 show the relationships to determine the remaining λ terms and enforce

symmetry constraints.

λ333;X̃B̃b
= λ333;X̃B̃a

= −90.0 (4.52)

λ355;X̃B̃b
= λ335;X̃B̃a

= −30.0 (4.53)
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Now that the full cubic diabatic force constants have been parameter-

ized, the same procedure used to determine the diabatic corrections at the

cubic level can be applied to determine the numerical diabatic corrections for

the quartic parameters. The cubic hamiltonian augmented with the cubic λ

terms are solved for each single surface (the ground X2A′2 state and both B2E ′

states) along the same reduced coordinates q1, q3a, q4a. The resulting three

surfaces are again fit to a 4th order Taylor series. The adiabatic terms from

linear through cubic must be recovered in order to be a correct diabatic param-

eterization. The non-zero values that appear in the quartic terms of this fit are

the sought after quartic diabatic corrections. The quartic adiabatic constants

and their diabatic correction counters are discussed in §B.3 and reported in

Tables B.3 and B.4.

F1155;X̃ = F1133;X̃ = 43.3 (4.54)

F1166;X̃ = F1144;X̃ = 0.3 (4.55)

F1156;X̃ = F1134;X̃ = 21.0 (4.56)

F1355;X̃ = −F1333;X̃ = 76.3 (4.57)

F1466;X̃ = −F1444;X̃ = 1.0 (4.58)
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F1554;X̃ = −F1334;X̃ = 3.8 (4.59a)

(4.59b)

F1366;X̃ = −F1344;X̃ = 0.7 (4.60a)

F1564;X̃ = −F1344;X̃ = 0.7 (4.60b)

F5555;X̃ = F3333;X̃ = 134.2 (4.61a)

F3355;X̃ =
F3333;X̃

3
= 44.73 (4.61b)

F5556;X̃ = F3334;X̃ = 27.0 (4.62a)

F3554;X̃ =
F3334;X̃

3
= 9.0F3356;X̃ =

F3334;X̃

3
= 9.0 (4.62b)

F5666;X̃ = F3444;X̃ = −7.3 (4.63a)

F3466;X̃ =
F3444;X̃

3
= −2.43 (4.63b)

F5446;X̃ =
F3444;X̃

3
= −2.43 (4.63c)
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F6666;X̃ = F4444;X̃ = 0.6 (4.64a)

F4466;X̃ =
F4444;X̃

3
= 0.2 (4.64b)

(4.64c)

Fff66;X̃ = F3344;X̃ = 24.3 (4.65)

F5544;X̃ = F3366;X̃ = −8.9 (4.66a)

F3546;X̃ =
F3344;X̃ − F3366;X̃

2
= 16.6156 (4.66b)

(4.66c)

F1113;B̃b
= −F1113;B̃a

= 1.0 (4.67a)

F1115;B̃aB̃b
= F1113;B̃a

= −1.0 (4.67b)

F1155;B̃b
= F1133;B̃a

= 40.4 (4.68a)

F1155;B̃a
= F1133;B̃b

= 40.4 (4.68b)

F1135;B̃aB̃b
=
F1113;B̃b

− F1133;B̃a

2
= 0.0 (4.68c)
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Table 4.9: Quartic Diabatic Constants (in cm−1) for the 1 1 block (X2A′2 )

Quartic Hamiltonian constants for 4VC

Parameter EOMIP-CCSDT/ANO1

F1111;X̃ -32.9

F1133;X̃ 43.3

F1144;X̃ 0.3

F1134;X̃ 21.0

F1333;X̃ -76.3

F1444;X̃ -1.0

F1334;X̃ -3.8

F1344;X̃ -0.7

F3333;X̃ 134.2

F3334;X̃ 27.0

F3444;X̃ -7.3

F4444;X̃ 0.6

F3344;X̃ 24.3

F3366;X̃ -8.9
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F1355;B̃a
= −(

F1333;B̃a

3
+

2F1333;B̃b

3
) = 39.26 (4.69a)

F1355;B̃b
= −(

2F1333;B̃a

3
+
F1333;B̃b

3
) = 56.3 (4.69b)

F1555;B̃aB̃b
=
F1333;B̃a

− F1333;B̃b

2
= −24.7 (4.69c)

F1335;B̃aB̃b
=
F1555;B̃aB̃b

3
= −8.23 (4.69d)

F5555;B̃a
= F3333;B̃b

= 33.9 (4.70a)

F5555;B̃b
= F3333;B̃a

= 134.2 (4.70b)

F3355;B̃a
=
F3333;B̃a

+ F3333;B̃b

6
= 28.016 (4.70c)

F3355;B̃b
=
F3333;B̃a

+ F3333;B̃b

6
= 28.016 (4.70d)

F3335;B̃aB̃b
=
F3333;B̃b

− F3333;B̃a

4
(4.70e)

F3555;B̃aB̃b
=
F3333;B̃b

− F3333;B̃a

4
(4.70f)

F1114;B̃b
= −F1114;B̃a

= −1.0 (4.71a)

F1116;B̃a
= F1114;B̃a

= 1.0 (4.71b)
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F1166;B̃b
= F1144;B̃a

= 5.6 (4.72a)

F1166;B̃a
= F1114;B̃b

= 7.1 (4.72b)

F1146;B̃aB̃b
=
F1114;B̃b

− F1166;B̃b

2
= 0.75 (4.72c)

F1466;B̃a
= −(

F1444;B̃a

3
+

2F1444;B̃b

3
) = −5.3 (4.73a)

F1466;B̃b
= −(

2F1444;B̃a

3
+
F1444;B̃b

3
) = −4.3 (4.73b)

F1666;B̃aB̃b
=
F1444;B̃a

− F1444;B̃a

2
= −1.5 (4.73c)

F1446;B̃aB̃a
=
F1666;B̃aB̃a

3
= −0.5 (4.73d)

F6666;B̃a
= F4444;B̃b

= −2.5 (4.74a)

F6666;B̃b
= F4444;B̃a

= 1.3 (4.74b)

F4466;B̃a
=
F4444;B̃a

+ F4444;B̃b

6
= −0.2 (4.74c)

F4466;B̃b
=
F4444;B̃a

+ F4444;B̃b

6
= −0.2 (4.74d)

F4446;B̃aB̃b
=
F4444;B̃b

− F4444;B̃a

4
= −0.95 (4.74e)

F4666;B̃aB̃b
=
F4444;B̃b

− F4444;B̃a

4
= −0.95 (4.74f)
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F1156;B̃b
= F1134:B̃a

= 15.8 (4.75a)

F1156;B̃a
= F1134:B̃b

= 10.3 (4.75b)

F1136;B̃aB̃b
=
F1134:B̃b

− F1156;B̃b

2
= −2.75 (4.75c)

F1145;B̃aB̃b
=
F1134:B̃b

− F1156;B̃b

2
= −2.75 (4.75d)

F6555;B̃a
= F4333;B̃a

= 36.0 (4.76a)

F6555;B̃b
= F4333;B̃b

= 54.0 (4.76b)

F4355;B̃a
= −(

F4333;B̃a

3
−

2F4333;B̃b

3
) = 24.0 (4.76c)

F4355;B̃b
= −(

2F4333;B̃a

3
−
F4333;B̃b

3
) = 6.0 (4.76d)

F3365;B̃a
= −(

F4333;B̃a

3
−

2F4333;B̃b

3
) = 24.0 (4.76e)

F3365;B̃b
= −(

2F4333;B̃a

3
−
F4333;B̃b

3
) = 6.0 (4.76f)

F3336;B̃aB̃b
=
F4333;B̃a

− F4333;B̃b

2
= −9.0 (4.76g)

F4555;B̃aB̃b
= (

F4333;B̃a
− F4333;B̃b

2
) = 9.0 (4.76h)

F4335;B̃aB̃b
=
F4333;B̃a

− F4333;B̃b

2
= −9.0 (4.76i)

F3655;B̃aB̃b
= (

F4333;B̃a
− F4333;B̃b

2
) = 9.0 (4.76j)
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F5666;B̃a
= F3444;B̃a

= 3.2 (4.77a)

F5666;B̃b
= F3444;B̃b

= 17.7 (4.77b)

F3466;B̃a
= −(

F3444;B̃a

3
−

2F3444;B̃b

3
) = 10.73 (4.77c)

F3466;B̃b
= (

2F3444;B̃a

3
) = 10.73 (4.77d)

F4456;B̃a
= −(

F3444;B̃a

3
−

2F3444;B̃b

3
) = 10.73 (4.77e)

F4456;B̃b
= (

2F3444;B̃a

3
) = −3.76 (4.77f)

F4445B̃aB̃b
= (

F3444;B̃a
− F3444;B̃b

2
) = −7.25 (4.77g)

(4.77h)

F1455;B̃a
= −(

F1334;B̃a
+ F1334;B̃b

2
) = 5.2 (4.78a)

F1455;B̃b
= −(

F1334;B̃a
+ F1334;B̃b

2
) = 5.2 (4.78b)

F1356;B̃a
= F1455;B̃b

+
F1334;B̃a

− F1334; B̃b

4
) = 5.2 (4.78c)

F1356;B̃a
= F1455;B̃b

−
F1334;B̃a

− F1334; B̃b

4
) = 5.2 (4.78d)

F1556;B̃aB̃b
= (

F1334;B̃a
− F1334;B̃b

2
) = 0.0 (4.78e)

F1345;B̃aB̃b
= (

F1556;B̃aB̃b

2
) = 0.0 (4.78f)
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F1366;B̃a
= −(

F1443;B̃a
+ F1443;B̃b

2
) = 4.0 (4.79a)

F1366;B̃b
= −(

F1443;B̃a
+ F1443;B̃b

2
) = 4.0 (4.79b)

F1465;B̃a
= F1366;B̃b

+ (
F1443;B̃a

− F1443;B̃b

4
= 5.0 (4.79c)

F1465;B̃b
= F1366;B̃b

−
F1443;B̃a

− F1443;B̃b

4
= 3.0 (4.79d)

F1665;B̃aB̃b
=
F1443;B̃a

− F1443;B̃b

2
= 2.0 (4.79e)

F1665;B̃aB̃b
= (

F1443;B̃a
− F1443;B̃b

4
) = 1.0 (4.79f)

(4.79g)

F4455;B̃a
= F3366;B̃a

= −26.0 (4.80a)

F4455;B̃b
= F3366;B̃b

= −26.0 (4.80b)

F5566;B̃a
= F3344;B̃b

+ F3366;B̃b
− F3366;B̃a

= −27.4 (4.80c)

F5566;B̃b
= F3344;B̃a

− F3366;B̃b
+ F3366;B̃a

= 10.1 (4.80d)

F3546;B̃a
=
F3344;B̃a

+ F3344;B̃b
+ F3366;B̃a

− 3F3366;B̃b

4
= 8.675 (4.80e)

F3546;B̃b
=
F3344;B̃a

+ F3344;B̃b
− 3F3366;B̃a

+ F3366;B̃b

4
= 8.675 (4.80f)

F3346;B̃aB̃b
=
F3344;B̃b

− F3344;B̃a
+ F3366;B̃a

− F3366;B̃b

4
= −9.375 (4.80g)

F3544;B̃aB̃b
=
F3344;B̃b

− F3344;B̃a
+ F3366;B̃a

− F3366;B̃b

4
= −9.375 (4.80h)

F3566;B̃aB̃b
=
F3344;B̃b

− F3344;B̃a
+ 3F3366;B̃a

− 3F3366;B̃b

4
= −9.375 (4.80i)

F5546;B̃aB̃b
=
F3344;B̃b

− F3344;B̃a
+ 3F3366;B̃a

− 3F3366;B̃b

4
= −9.375 (4.80j)

94



After the construction of the full 4VC Hamiltonian, any diabatic force

constant that is not effected as a result of any of the λ terms or any of the

JT distortions should be 0. These parameter’s adiabatic counterpart need

not be 0. On closer inspection of F34;X̃, which has a value of -34.6 as seen

in Table 4.3.2, it can be surmised that our diabatic correction is slightly off.

While the majority of the calculations in this 4VC hamiltonian were done at

CCSDT/ANO1, the linear, bilinear and cubic λ terms were calculated at the

EOMIP-CCSD/ANO1 level. This is due to the fact that EOMIP-CCSDT λ

calculations have not been implemented into any chemistry package at this

time.

It has been seen previously that EOMIP-CCSD tends to overestimate

the value for these off-diagonal coupling terms. If one were able to systemat-

ically scale all of the λ terms and regenerate the resulting change to diabatic

correction terms such that the value of F34;X̃ is minimized, one would have

obtained the “true” diabatic corrections for the proposed model. A program

was written whereby these coupling terms could be scaled and the procedure

for numerically determining the diabatic corrections (and thus the diabatic

terms) from the equations listed throughout this chapter was automated. Af-

ter applying this technique, an optimal λ scaling value of 0.96 was determined,

which when used to generate the diabatic correction for f34;X̃ results in a value

for F34;X̃ of 0.08 cm−1.

The newly corrected 4VC hamiltonian is then solved using the same

procedure previously discussed and the resulting e′ levels are listed in Table
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Table 4.10: Quartic Diabatic Constants (in cm−1) continued

Quartic constants for the 2 2, 3 3 and 2 3 blocks
F1111;B̃a

32.7

F1111;B̃b
32.7

F1113;B̃a
-1.0

F1133;B̃b
40.4

F1133;B̃b
40.4

F1333;B̃a
-72.2

F1333;B̃b
-22.8

F3333;B̃a
134.2

F3333;B̃b
33.9

F1114;B̃a
1.0

F1144;B̃a
5.6

F1144;B̃b
7.1

F1444;B̃a
3.3

F1444;B̃b
6.3

F4444;B̃a
1.3

F4444;B̃b
-2.5

F1134;B̃a
15.8

F1134;B̃b
10.3

F4333;B̃a
36.0

F4333;B̃b
54.0

F3444;B̃a
3.2

F3466;B̃a
10.73

F1334;B̃a
-5.2

F1334;B̃b
-5.2

F1443;B̃a
-2.0

F1443;B̃b
-6.0

F3344;B̃a
10.1

F3344;B̃b
-27.4

F3366;B̃a
-26.0

F3366;B̃b
-26.0
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Table 4.11: Levels versus Experimental Values(in cm−1) for ab initio gap

The first 13 E ′ levels for unscaled and scaled λ

Unadjusted 0.95 0.975 Sensitivity Experimental
337 397 369 64 365
726 824 777 98 ?
1035 1096 1069 61 ?
1077 1224 1152 147 1173
1385 1457 1424 72 1413
1443 1538 1494 95 1492
1490 1665 1579 175 1562
1566 1716 1642 150
1689 1844 1769 155
1793 1895 1845 102
1841 2001 1931 160 1917
1898 2089 1989 191
1998 2117 2080 119

4.11. These values are listed in the column Unscaled and while these are the

best results obtained thus far and seem to have sufficient physics in order to

obtain the correct relative positions between experimentally observed levels,

these results could be considered quasi-quantitative at best.

As was discussed above, the procedure for determining linear λ terms

(and thus all higher order λ terms) tends to overestimate their values. By

scaling these coupling terms, the “true” diabatic corrections were arguably

obtained. This same procedure and logic can be applied to the coupling terms

during the lanczos recursions that are done in order to obtain the diabatic en-
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ergy levels. Initially, the above 4VC model hamiltonian was solved for diabatic

energy levels using two different scaling factors; 0.95 and 0.975. These results

are presented along with the unadjusted and the experimental values in Table

4.11. Also show is the difference in energy levels between an unadjusted value

and a value scaled by 0.95 referred to as the “Sensitivity”.

Comparing the results obtained with the 0.975 scaling factor to the

experimental values shows very good agreement. Difference between our pre-

dicted energy levels and experimental values range between a few wavenumbers

up to a difference of 21 wavenumbers. The fact that this mode also exhibits

the greatest sensitivity to variations in coupling strength should be noted.

There remains an additional factor that can effect level positions of

our predicted results that hasn’t been discussed yet and that is the value

used for the vertical gap. In all previous parametrizations, the vertical gap

was the energy difference between the X2A′2 ground electronic state and the

B2E ′ 2nd excited state calculated at the geometry of the anion using EOMIP-

CCSDT with an ANO1 basis. This resulting value of 15406 cm−1 has been used

exclusively. When using this number to solve the diabatic hamiltonian, the

resulting gap between ground and the excited state of interest, an excitation

energy of 15497 cm−1 is obtained. The experimental gap for this transition

is well known to be 662 nm (±1) or 15106 cm−1. This is substantially lower

than the value obtained both adiabatically and diabatically. The resulting

difference can be attributed to the fact that the geometry of the ground state

and excite states are restricted to that of the Anion.
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Table 4.12: Levels versus Experimental Values(in cm−1) for ∆− 100

The first 13 E ′ levels for unscaled and scaled λ

Unadjusted 0.95 0.975 Sensitivity Experimental
333 394 365 61 365
720 818 771 98 ?
1030 1093 1065 63 ?
1068 1215 1142 147 1173
1379 1453 1419 74 1413
1436 1533 1488 97 1492
1479 1655 1568 176 1562
1556 1708 1634 152
1679 1835 1759 156
1786 1889 1839 103
1828 1993 1922 165 1917
1887 2077 1978 190
1987 2112 2074 125

In order to attempt to improve upon our predicted values, the same

calculations discussed above were run for the vertical gap (∆) adjusted by

100, 200 and 300 cm−1. These runs were also done with the previously used λ

scaling factors of 0.95 and 0.975. These results are summarized in Table 4.12,

4.13 and 4.14.

There are several interesting things to note from these results. First,

the scaled λ value of 0.975 is always better than those of the unadjusted as

well as those at the scaling factor 0.95. Second, the sensitivity (difference

between 0.95 and unscaled values) is consistent across all of the runs. When
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Table 4.13: Levels versus Experimental Values(in cm−1) for ∆− 200

The first 13 E ′ levels for unscaled and scaled λ

Unadjusted 0.95 0.975 Sensitivity Experimental
328 391 362 63 365
713 813 765 100 ?
1024 1089 1061 65 ?
1060 1207 1133 147 1173
1373 1449 1414 76 1413
1428 1527 1482 99 1492
1469 1645 1558 176 1562
1547 1700 1625 153
1670 1826 1749 156
1780 1883 1833 104
1815 1986 1912 171 1917
1877 2066 1967 189
1977 2107 2065 130
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Table 4.14: Levels versus Experimental Values(in cm−1) for ∆− 300

The first 13 E ′ levels for unscaled and scaled λ

Unadjusted 0.95 0.975 Sensitivity Experimental
324 388 358 64 365
708 808 760 100 ?
1018 1086 1057 68 ?
1052 1199 1125 147 1173
1367 1445 1410 78 1413
1421 1523 1477 102 1492
1459 1643 1548 184 1562
1539 1692 1617 153
1660 1818 1740 158
1773 1878 1827 105
1803 1978 1902 175 1917
1868 2054 1956 186
1967 2103 2055 136
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considering the optimal scaling factor it should be noted that it is expected

the be slightly different for each of the different gaps used. The vertical energy

difference appears in the analytical diabatic corrections for the quadratic force

constants. Additionally, it will also effect the cubic and quartic corrections. In

order to determine the optimal scaling factor for each gap used, several runs

were done for the ab initio gap as well as the gap - 100, 200 and 300 in which

the scaling factor was varied from 0.85 to 1.10.

The results for the ab initio gap and the gap - 100 are shown in Figures

4.1 and 4.2. The results for gap - 200 and gap - 300 aren’t displayed in this

way because there is no discernible difference at this scale. If instead the data

is zoomed in on the energy over the same scale factor range and is then fit, the

resulting Figure 4.3 is obtained. As can be seen from this figure, as the gap is

decreased so does the value of the scaling factor needed to reproduce the first

excited vibronic level. And finally, if we zoom all the way in as in Figure 4.4,

it can be seen that the optimal scaling for determining the first excited level

differs by 0.003 for every 100 wavenumbers the gap is changed.

Figures 4.3 and 4.4 are the first excited vibronic level compared to the

experimental value of 365 cm−1. In order to confirm this trend, the same plot

was done for the level observed experimentally at 1492 cm−1 as seen in Figure

4.5.

After looking at the resulting excitation energy obtained for the various

changes to the vertical energy used in solving our model diabatic Hamiltonians,

it can be extrapolated that the diabatic energy will be close to the experimental
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value of 15106 cm−1 when the vertical energy is set to 325 cm−1 below the

adiabatically calculated vertical energy at the Anion geometry. A series of

calculations were then run with a λ scaling factor from 0.965 to 0.985. With a

scaling factor 0.968, the energy for the diabatic vertical gap was 15108 cm−1

and the resulting levels are displayed in Table 4.15 along with “optimal” values

for the scaling factor as a function of the change in the vertical gap. The

“optimal” value has been defined as the scaling factor which reproduces the

first experimentally-observed vibronic level of 365 cm−1.

The results in Table 4.15 have excellent agreement with their exper-

imental counterparts. All of the levels except the very sensitive 1173 cm−1

are obtained to a few wavenumbers. The difference between experiment and

theory for this problematic level is 29 cm−1. While this is well outside the

fidelity of a typical IR spectroscopy measurement, it is within the accuracy of

a photodetachment experiment. What is even more encouraging is that the

procedure outlined above does not require empirical corrections to the vertical

energy. If the ab initio gap is used and the optimal scaling factor is determined

via the procedure outlined above, excellent level positions are obtained.
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Table 4.15: Levels versus Experimental Values (cm−1) for ∆0, ∆100, ∆200, ∆300

and ∆325 where ∆x = ∆ - x

The first 13 E ′ levels for “optimal” λ and the calculated gap

∆0 ∆100 ∆200 ∆300 ∆325 Experimental

scale factor 0.978 0.975 0.972 0.969 0.968
calc. gap (cm−1) 15438 15333 15233 15133 15108 15106

365 365 365 365 365 365
771 771 771 772 772

1065 1065 1065 1064 1065
1143 1143 1143 1143 1144 1173
1420 1419 1419 1419 1419 1413
1489 1488 1488 1488 1489 1492
1568 1568 1569 1569 1570 1562
1633 1634 1634 1635 1636
1759 1759 1759 1759 1760
1839 1839 1839 1840 1840
1922 1922 1922 1922 1923 1917
1978 1978 1978 1979 1979
2073 2074 2073 2073 2074
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Chapter 5

Conclusions and Future Work

5.1 Conclusions

In this work, a methodology for parameterizing high-fidelity quasidi-

abatic Hamiltonians from a series of adiabatic potential energy surfaces has

been established. Best practices for grid sizes, level of theory and basis sets

have been determined for one of the most challenging molecules in chemical

physics, NO3. Level positions for all of the known levels of e′ symmetry have

been obtained to a very high accuracy and level positions for additional modes

not found experimentally have been determined. This level of diabatic hamil-

tonian should be the gold standard for quite some time because as of now it

lives right at the edge of what is computationally feasible.

A new MPI-based utility has been developed to support out-of-core

(Ocore) methods on distributed memory systems. The method adopts a

tiered approach for offloading Ocore records by first using distributed RAM

based storage pools for high-speed data transfers followed by localized disk-

based storage of less-frequently accessed records when the RAM-based storage

pools become full. Micro-benchmark tests using the utility were performed

to read/write random sequences of fixed-size records to one or more clus-
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tered computed nodes interconnected via QDR InfiniBand. The tests showed

that the method was able to offload large numbers of records to distributed

RAM-based storage pools with a maximum aggregate rate of approximately

3 GB/sec. No significant overhead was observed when offloading to larger num-

bers of nodes and overall efficiencies of the micro-benchmarks ranged from 77%

to 99% of peak MPI transfer rates depending on the underlying block size and

offload node count.

The Ocore utility was also integrated within the CFOUR quantum

chemistry application that had previously caused excessive I/O load to TACC’s

Lustre file systems and suffered performance degradation when having a mod-

est number of jobs running simultaneously. As a result of using the Ocore

method discussed herein on TACC’s Longhorn system, the total analysis time

for a parametric study of the nitrate radical NO3 was reduced by an order of

magnitude (from 300 days to 30 days) and avoided writing approximately 1

petabyte of temporary out-of-core data to the shared file system.

5.2 Future Work

Future work with the NO3 radical will focus on the simulation of the

photodetachment and fluorescence spectra as well as a quantitative look at

higher levels of the X2A′2 state. Additionally, the spectroscopy of the interme-

diate “dark” A2E ′′ state will be studied. While the methodology described in

this work has been applied exclusively to NO3, there are other molecules that

fall into this “difficult” category. If these molecules are explored in the manner
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outlined herein, it is likely that insight on open questions in spectroscopy can

be obtained.

Future efforts planned for the out-of-core utility described in this work

include the development of a resource stealing mechanism to leverage all avail-

able memory remaining for Ocore purposes after an application has been ini-

tialized fully. Expanding further, the approach taken herein can also serve as

the basis for performing asynchronous application checkpointing, leveraging

SSDs and a hierarchical storage infrastructure that is likely to exist in the

exascale era.
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Appendix A

CFOUR and Ocore Integration Details

A.1 Patchfiles for CFOUR to enable Ocore

In order to integrate CFOUR with the Ocore implementation in GRVY,

changes to the CFOUR source code had to be made in two places;

• libr/rddir.f – The source code for the subroutine RDDIR which gets

incorporated into libr.a

• libr/wrdir.f – The source code for the subroutine WRDID which gets

incorporated into libr.a

As can be seen from the patchfiles for each that are listed below,

only the function calls for reading (READ) and writing (WRITE) had to

be replaced with the corresponding GRVY functions grvy ocore read int8 and

grvy ocore write int8).
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Changes that were made to CFOUR’s libr/rddir.f

2,8d1

<

< C---- ocore -------------------------------------------------

< #ifdef HAVE_MPI_OCORE

< use grvy

< use ocore_unit_codes

< #endif

< C---- oomie -------------------------------------------------

24,36d16

<

< C---- ocore -------------------------------------------------

< #ifdef HAVE_MPI_OCORE

<

< C Locals for test/verification

<

< integer :: i

< integer*4 :: ierr

< logical :: intercept_this_unit = .false.

<

< #endif

< C---- ocore -------------------------------------------------

<

41,83d20

<

< C---- ocore -------------------------------------------------

< #ifdef HAVE_MPI_OCORE

< C

< C Unit numbers of files to intercept are ascertained from input file and

< C made available here via the ocore_parse_unit_codes module

<

< intercept_this_unit = .false.

<

< do icount=1,num_files

< if(IrealUNIT .eq. units_active(icount))then

< intercept_this_unit = .true.

< exit

< endif
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< enddo

<

< ! print*,’read: unit = ’,IrealUNIT,’rec = ’,irec,’intercept = ’,

< ! $ intercept_this_unit

<

< !!! if(.not. use_mpi_ocore)then

< if(grvy_ocore_enabled() .eq. 0) then

<

< READ(IrealUNIT,REC=IrealREC,ERR=555,IOSTAT=IER)IVEC

< IMOD=0

<

< RETURN

< endif

<

< if(intercept_this_unit) then

<

< C Read from MPI ocore ramdisk

<

< ierr = grvy_ocore_read_int8(irec,iVEC)

<

< else

<

< C Non-intercepted files use normal direct i/o.

<

< READ(IrealUNIT,REC=IrealREC,ERR=555,IOSTAT=IER)IVEC

<

< endif

<

< #else

85,87d21

< #endif

< C---- ocore -------------------------------------------------

<
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Changes that were made to CFOUR’s libr/wrdir.f

2,9d1

<

< C---- ocore -------------------------------------------------

< #ifdef HAVE_MPI_OCORE

< use grvy

< use ocore_unit_codes

< #endif

< C---- ocore -------------------------------------------------

<

29,39d20

<

< C---- ocore -------------------------------------------------

< #ifdef HAVE_MPI_OCORE

<

< logical :: intercept_this_unit = .false.

< integer*4 :: icount

< integer*4 :: ierr

<

< #endif

< C---- ocore -------------------------------------------------

<

47,83d27

< C---- ocore -------------------------------------------------

< #ifdef HAVE_MPI_OCORE

<

< C Unit numbers of files to intercept are ascertained from input file and

< C made available here via the ocore_parse_unit_codes module

<

< intercept_this_unit = .false.

<

< do icount=1,num_files

< if(IrealUNIT .eq. units_active(icount))then

< intercept_this_unit = .true.

< exit

< endif

< enddo

<
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< ! print*,’write: unit = ’,IrealUNIT,’rec = ’,irec,’intercept = ’,

< ! $ intercept_this_unit

<

< ! if(.not. use_mpi_ocore)then

< if(grvy_ocore_enabled() .eq. 0) then

<

< WRITE(IrealUNIT,REC=IrealREC,ERR=555,IOSTAT=IER)IVEC

<

< RETURN

< endif

<

< if(intercept_this_unit) then

< ierr = grvy_ocore_write_int8(irec,iVEC)

< else

<

< C Non-intercepted files use normal direct i/o.

<

< WRITE(IrealUNIT,REC=IrealREC,ERR=555,IOSTAT=IER)IVEC

<

< endif

<

< #else

85,87d28

< #endif

< C---- ocore -------------------------------------------------

<
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A.2 Example Ocore input file for CFOUR integration

In order to control the parameters of the out-of-core offloading, a single

input file (mpi ocore.input)

Below is an example of one such input file. The comments located

within the input file example explain what each flag does. The only additional

information needed is to understand which I/O out-of-core files in CFOUR

map to their respective fortran unit codes.

Table A.1: The mapping of fortran unit codes in CFOUR to their respective
files

Unit code → file mapping
51 MOINTS
52 GAMLAM
53 MOABCD
54 DERINT
55 DERGAM
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Example CFOUR Ocore input file:

# -*-getpot-*-

# input file for mpi_ocore usage with cfour

[grvy/mpi_ocore]

# use MPI out-of-core (1=yes,0=no)

enable_ocore = 1

# raw mpi storage pool size on each child task [MBs]

max_pool_size_in_mbs = 11000

# lookup map size for sparse record access on master task [MBs]

max_map_size_in_mbs = 10

# number of array elements in each ocore read/write

blocksize = 8192

#enabled disk-based overflow for least-frequently accessed records

use_disk_overflow = 1

# percentage of records to dump to disk when memory cache is full
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watermark_ratio = 0.2

# allow for empty records to be returned if not written previously

allow_empty_records = 1

# dump raw read/write statistics for each record?

dump_raw_statistics = true

[cfour/ocore]

# specify the number of files to intercept (and unit numbers

# for each file).

# the following are defined to trap files for xecc and xsdcc

num_files = 1

file_unit_numbers = ’55’
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Appendix B

Adiabatic force constants and diabatic

corrections

B.1 QVC.1

As a starting point for the parameterization of the diabatic model re-

ferred to as QVC.1 (§4.3.1, the adiabatic force constants were obtained by

fitting a 4th order Taylor series to the adiabatic surfaces which were generated

by displacing the NO1
3 reference geometry along the q1, q3a and q3b reduced

normal coordinates. In table B.1 the unique values that must be obtained in

order to parameterize the full QVC.1 Hamiltonian. Where appropriate, the

diabatic corrections are also given.

B.2 QVC.2

As discussed previous and in detail in Chapter 4, QVC.2 employs almost

the same parametrization as QVC.1 except that it no longer systematically

removes the Jahn-Teller distortions. The previous parameterization does not

naturally fall out of the adiabatic fits but was constructed in order to ascertain

the effects of quadratic JT effects.
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Table B.1: QVC.1 adiabatic force constants(in cm−1)

Force constants and diabatic corrections

Parameter Adiabatic Diabatic Correction

f1;X̃ -868.2

f1;B̃a
440.5

f3;B̃a
440.7

f4;B̃a
762.2

f11;X̃ 960.3

f11;B̃a
1070.8

f33;X̃ 424.4 -1148.6

f44;X̃ 406.6 -169.0

f34;X̃ 406.0 440.6

f33;B̃a
819.1

f33;B̃b
2027.0 1148.6

f44;B̃a
677.5

f44B̃b
726.2 169.0

f34B̃a
83.0

f34B̃b
-284.4 -440.6

f13B̃a
-61.3

f14B̃a
66.4

123



Table B.2: QVC.2 adiabatic force constants (in cm−1)

Force constants and diabatic corrections

Parameter Adiabatic Diabatic Correction

f1;X̃ -868.2

f1;B̃a
440.5

f3;B̃a
440.7

f4;B̃a
762.2

f11;X̃ 960.3

f11;B̃a
1070.8

f33;X̃ 424.4 -1148.6

f44;X̃ 406.6 -169.0

f34;X̃ 406.0 440.6

f33;B̃a
819.1

f33;B̃b
2027.0 1148.6

f44;B̃a
677.5

f44B̃b
726.2 169.0

f34B̃a
83.0

f34B̃b
-284.4 -440.6

f13B̃a
-61.3

f14B̃a
66.4
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B.3 4VC

Below are the cubic and quartic force constants as well as their corre-

sponding diabatic corrections. The values for the linear and quadratic force

constants are the same as those listed in the section on QVC.2
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Table B.3: 4VC cubic adiabatic force constants (in cm−1)

Force constants and diabatic corrections (δ)

Parameter Adiabatic δ

f111;X̃ -197.3

f133;X̃ -282.5 -7.5

f144;X̃ -28.8 -23.2

f134;X̃ -101.5 31.7

f333;X̃ -435.9 -244.2

f444;X̃ -38.8 -87.3

f334;X̃ -77.6 -43.7

f344;X̃ 70.5 104.7

f111;B̃a
204.7

f113;B̃a
-12.0

f114;B̃a
7.5

f133;B̃a
231.4

f144;B̃a
63.6

f134;B̃a
81.2

f333;B̃a
-414.8

f444;B̃a
45.4

f334;B̃a
-66.8

f111;B̃b
204.7

f133;B̃b
250.7 7.5

f144;B̃b
67.0 23.2

f134;B̃b
51.1 -31.7

f444;B̃b
115.3 87.3

f333;B̃b
123.7 244.2

f334;B̃b
-20.5 43.7

f344;B̃b
-87.5 104.7

f443;B̃b
-87.5 -104.7

f555;X̃B̃b
-90.0
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Table B.4: 4VC quartic adiabatic force constants (in cm−1)

Force constants and diabatic corrections (δ)

Parameter Adiabatic δ Parameter Adiabatic δ
f1111;X̃ 32.9 f1334;B̃a

-5.2

f1133;X̃ 48.0 4.7 f1133;B̃a
-1.9

f1144;X̃ 1.3 1.3 f3333;B̃a
134.2

f1134;X̃ 16.9 -4.1 f3444;B̃a
3.2

f1333;X̃ -49.3 27.0 f4333;B̃a
36.0

f1444;X̃ -6.2 -5.2 f4444;B̃a
1.3

f1334;X̃ -6.4 -2.6 f3344;B̃a
10.1

f1344;X̃ 1.1 1.8 f3366;B̃a
-26.0

f3333;X̃ 440.6 306.4 f1111;B̃b
32.7

f4333;X̃ -98.2 -125.2 f1133;B̃b
40.8 -4.7

f3444;X̃ -13.1 -13.1 f1144;B̃b
6.1 -1.0

f4444;X̃ -14.5 -15.1 f1134;B̃b
14.4 4.1

f3344;X̃ 72.3 48.0 f1333;B̃b
-49.8 -27.0

f3366;X̃ -4.5 4.4 f1443;B̃b
-6.0 -1.8

f1111;B̃a
32.7 f1444;B̃b

11.5 5.2

f1113;B̃a
-1.0 f1334;B̃b

-2.6 2.6

f1114;B̃a
1.0 f1344;B̃b

-8.7 -1.8

f1133;B̃a
40.4 f3333;B̃b

-272.5 -306.4

f1144;B̃a
5.6 f4333;B̃b

54.0 125.2

f1134;B̃a
15.8 f3444;B̃b

23.5 5.8

f1333;B̃a
-72.2 f4444;B̃b

12.6 15.1

f1443;B̃a
-2.0 f3344;B̃b

-75.6 -48.0

f1444;B̃a
3.3 f3366;B̃b

-26.0
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[2] J. Almlöf and P. R. Taylor. General contraction of gaussian basis sets.

ii. atomic natural orbitals and the calculation of atomic and molecular

properties. J. Chem. Phys., 92(1):551–560, 1990.
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