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 The average cost of operating a queueing network depends on several factors such as 

the complexity of the network and the service policy used.  Approximate linear programming 

(ALP) is a method that can be used to compute an accurate lower bound on the optimal average 

cost as well as generate policies to be used in operating the network.  These average cost solu-

tions and policies are dependent on the type of basis function used in the ALP.  In this paper, the 

ALP average cost solutions and policies are analyzed for twelve networks with four different 

types of basis functions (quadratic, linear, pure exponential, and mixed exponential).  An ap-

proximate bound on the optimality gap between the ALP average cost solution and the optimal 

average cost solution is computed for each system, and the size of this bound is determined rel-

ative to the ALP average cost solution.  Using the same set of networks, the performance of ALP 

generated policies are compared to the performance of the heuristic policies first-buffer-first-

served (FBFS), last-buffer-first-served (LBFS), highest-queue-first-served (HQFS), and random-

queue-first-served (RQFS).  In general, ALP generated average cost solutions are considerably 

smaller than the simulated average cost under the corresponding policy, and therefore the ap-

proximate bounds on the optimality gaps are quite large.  This bound increases with the com-

plexity of the queueing network.  Some ALP generated policies are not stabilizing policies for 

their corresponding networks, especially those produced using pure exponential and mixed ex-

ponential basis functions.  For almost all systems, at least one of the heuristic policies results in 

mean average cost less than or nearly equal to the smallest mean average cost of all ALP gener-

ated policies in simulation runs.  This means that generally there exists a heuristic policy which 
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can perform as well as or better than any ALP generated policy.  In conclusion, a useful bound 

on the optimality gap between the ALP average cost solution and the optimal average cost solu-

tion cannot be computed with this method.  Further, heuristic policies, which are more compu-

tationally tractable than ALP generated policies, can generally match or exceed the performance 

of ALP generated policies, and thus computing such policies is often unnecessary for realizing 

cost benefits in queueing networks.  
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1. Introduction and Motivation 

Minimization of operating costs in queueing networks requires that the network be run 

according to the optimal operating policy for the system.  A policy is a mapping from each possi-

ble state of the system to the action which should be taken in that state.  A policy may indicate 

which class each server should serve in a given state, or may indicate that a server should idle.  

The optimal policy is one which minimizes or maximizes an objective, such as cost or through-

put. 

Solving for the optimal policy can be difficult using traditional optimization methods due 

to the “curse of dimensionality.”  This refers to the large size of the state space, which tends to 

grow exponentially in the number of states, the large action space, and large “disturbance” 

space (de Farias and Van Roy [1]).  One approach which reduces the complexity of such prob-

lems is approximate linear programming (ALP).  This method approximates the cost-to-go func-

tion, or differential cost in the average cost case, with a linear combination of basis functions.  

The problem is solved by finding optimal weights for each of the basis functions.  The objective 

function is then evaluated using these weights and basis functions to provide a lower bound to 

the optimal discounted cost or optimal average cost per unit time for operating the system. 

In this paper, the software package QNet is used, which was developed by Michael Ve-

atch and Jonathan Senning of Gordon College.  This program is utilized to solve ALPs to compute 

lower bounds for the optimal average cost of operating several different multiclass queueing 

networks.  Average cost solutions are computed for each network using different sets of basis 

functions.  For each set of basis functions, a corresponding policy is then computed for that spe-

cific network.  The average cost of utilizing each ALP generated policy is calculated through 

simulation and compared to the average costs of other policies generated using other sets of 

basis functions, and also compared to the average cost of using heuristic policies.  It is observed 

that policies generated from certain types of basis functions provide better lower bounds to the 

optimal average cost than other basis functions.  Additionally, certain types of basis functions 

produce better policies than others, and heuristic policies often provide comparable results to 

policies generated via ALP.  
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2. Literature Review 

The ALP approach for solving approximate dynamic programming problems was origi-

nally proposed by Schweitzer and Seidmann in 1985 [4].  This approach is applied to discounted 

network minimization problems by de Farias and Van Roy using quadratic value function approx-

imations [1].  Veatch [6] extends this method to consider an average cost objective function ra-

ther than the discounted cost case.  Veatch asserts that the advantage of considering the aver-

age cost case is that a long time horizon is a more realistic assumption to make, and a discount 

factor does not need to be assumed for this problem.  However, other issues are encountered in 

the average cost case. For instance, the state-relevance weights of the discounted cost problem 

do not appear naturally in the formulation of the average cost problem.  Additionally, the use of 

Lyapunov functions to approximate the error bound of the approximation cannot be extended 

to the average cost case, since these functions are based on the discount factor. 

De Farias and Van Roy [1] develop an error bound for the discounted cost case relative 

to the best approximation of the cost-to-go function.  Veatch has developed a different method 

for obtaining an error bound by using a vanishing discount method on an existing method for 

constructing the bound [6].  De Farias and Van Roy also provide a bound on the cost increase of 

using policies based on the approximate cost-to-go function over the cost of the optimal policy, 

which is the policy generated by the true cost-to-go function. 

Veatch [5] has also considered the selection of the appropriate basis functions.  His re-

sults show that the combination of several different types of basis functions perform better than 

basis functions of a single type.  He has also developed an order for adding different types of 

basis functions in order to more quickly achieve an increase in the accuracy of the solution [5].  

Furthermore, Veatch examines the policies generated by differential cost approximations and 

has found that not all policies perform well and some do not even stabilize the network.  The 

inability to always generate a stable optimal policy is due to the fact that the objective function 

does not include  ̃ ̃ or the state relevance weights   (these quantities are described in the next 

section). 
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3. The ALP Method 

In this section, the derivation of the ALP method is shown beginning with the discounted 

cost problem and then is extended to the average cost case.  Dynamic programming primarily 

focuses on finding the solution to Bellman’s equation 

     (1) 

where   denotes the cost-to-go function,   is an operator such that         (  + α    ,   

denotes a policy which maps states to actions,   denotes the one stage cost function,   denotes 

the discount factor, and   denotes the transition probability matrix when action   is taken. 

This equation gives rise to the problem 

         

             
(2) 

where    denotes the transpose vector of the state-relevance weights.  This is a vector of posi-

tive components which weigh the importance of each state in determining the policy.  General-

ly, this vector represents the expected frequency with which each state is visited under the op-

timal policy.  This problem can then be reformulated as the equivalent linear programming 

problem with discount factor  : 

         

        (       ∑     (   (    (      

 

   

       (   
(3) 

where  (     denotes the one stage cost for being in state   and taking action  ,   denotes the 

number of states,     (   denotes the probability of moving from state   to state   given action 

  is taken,  (   denotes the cost-to-go function evaluated when currently in state  ,   denotes 

state space, and  (   denotes the action space.  This problem is considered the exact LP for the 

discounted cost case (de Farias and Van Roy [1]).  As shown above, the exact LP has a constraint 

for every state-action pair, and so the total number of constraints can easily grow quite large in 

complex problems. 
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One of the goals of ALP is to reduce the number of constraints.  This can be done by se-

lecting basis functions           which form the columns of the basis matrix  ̃.  ALP aims to 

approximate the cost-to-go function   as a linear combination of the basis functions           

with weight vector  ̃              as the weight for each basis function.  As shown in [1], the 

ALP can then be formed from the exact LP using this approximation for   as 

        ̃ ̃ (4) 

        (       ∑     (  ( ̃ ̃ (   ( ̃ ̃ (       
          (  .  

This problem can be reformulated to consider a vanishing discount limit in order to form 

the average cost problem [6].  Let  ̃T  (    
  ,  ̃     |  , and   (      .  Since 1 is in 

the span of  ̃, assume that     .  Then  ̃ ̃ can be written as 

 ̃ ̃    
 

(      
     . (5) 

Equation (5) can be used to update (4) by multiplying the objective function by (     and add-

ing the constraint    ̃ ̃ to form the ALP with discount factor  : 

   
   

     (          

         (        ∑     

 

   

(  ( ̃ ̃)(      (               (    (6) 

This problem can be converted to an average cost problem by setting       (Veatch [6]): 

   
   

      

         (      ∑     
 
   (  ( ̃ ̃)(      (               (     (7) 

It can be observed that since   is a monotonic operator and a contraction mapping with 

fixed point   , for       as in (2),                      and thus the solution for           

yields  ̃ ̃*    , indicating that the ALP provides a lower bound for the true optimal discounted 

cost.  In the average cost case, where   represents the average cost and   the differential cost, 

any (     satisfying           is a lower bound for the true optimal cost (Puterman [3], 

Theorem 8.4.1). 
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In the ALP,           are the variables being solved for.  This has reduced the number of 

variables in the problem from being equal to the number of states to being equal to  .  Howev-

er, there may still be a very large number of constraints in the problem.  One method for reduc-

ing the number of constraints is constraint sampling.  In constraint sampling, a random subset of 

constraints is sampled from the entire set of constraints, and only those constraints which are 

sampled are used in the ALP, and all others are discarded.  In this setting, the sampling is done 

randomly but with respect to some probability measure of state-action pairs.  In de Farias and 

Van Roy [1] and for the problem in this paper, this means that a state   is weighted by the prob-

ability of being in state   under the optimal policy, and if state   is selected for the sample, all 

constraints associated with state   are included in the set   of sampled constraints.  Using con-

straint sampling, the ALP becomes: 

        ̃ ̃  

         (       ∑     

 

   

(  ( ̃ ̃)(    ( ̃ ̃)(    (       
(8) 

and the equivalent average cost problem is 

   
   

      

         (      ∑     
 
   (  ( ̃ ̃)(      (        (      . (9) 

 

Having solved for  ̃, the greedy policy for each state with respect to  ̃ ̃ is 

 (             (   ( (       ∑     (  ( ̃ ̃ (   
 

 (10) 

or 

 (             (   ( (     ∑     (  ( ̃ ̃ (   
 

 (11) 

in the average cost case.  
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4. Problem Description and Notation 

 The next sections examine the impact of basis function selection on average cost solu-

tions and policies generated using ALP methods for several multiclass queueing networks.  

Twelve multiclass queueing networks with high traffic intensity (traffic intensity        for all 

servers  ) are modeled.  Each network has a holding cost associated with each class.  The objec-

tive is to minimize the long run average cost for operating the queueing network.  The average 

cost solution is calculated using ALP with quadratic basis functions, linear basis functions, pure 

exponential basis functions, and mixed exponential basis functions as input.  Solutions produced 

are accurate lower bounds to the average cost of operating the network under the optimal poli-

cy. 

For each set of basis functions, a corresponding policy is generated using ALP.  The aver-

age cost of operating the networks under each of the ALP generated policies is calculated using 

simulation.  The dynamics of each network are simulated several times for the length of one 

year, which corresponds to approximately 8,760 arrivals in each system.  Simulations are run 

under each of the policies and an average cost per hour is calculated for each policy for each 

system.  This simulated average cost is compared to the ALP average cost solution to calculate 

an approximate bound on the optimality gap between the ALP average cost solution and the 

optimal average cost for each system with each ALP generated policy.  Additionally, the average 

cost of using the heuristic service policies first-buffer-first-served (FBFS), last-buffer-first-served 

(LBFS), highest-queue-first-served (HQFS), and random-queue-first-served (RQFS) are calculated 

through simulation and compared to average costs for using ALP generated policies. 

The following notation is used throughout this paper: 

   - exogenous arrival rate (jobs/hour) to class   

   - total arrival rate to class   (jobs/hour) 

   - service rate for class   (jobs/hour) 

 (   - number of jobs in queue for class   
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 (   - holding cost per job per hour for class   

  (   - buffer level of class   (used in truncation only) 

   - traffic intensity at class   (used in constraint sampling only) 

In this study, four different types of basis functions are considered: 

Quadratic (Q): functions of the form  (    

Linear (L): functions of the form  (   

Pure Exponential (P): functions of the form   
 (  

 where    is the ratio of the maximum service 

completion rate at class   to the maximum rate at which jobs enter class   due to service com-

pletions and  (   is defined as above 

Mixed Exponential (M): functions of the form  (    
 (  

 or  (    
 (  

 where    is the ratio of 

the maximum service completion rate at class   to the maximum rate at which jobs enter class   

due to service completions and  (   and  (   are defined as above  
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5. Experimental Design 

The queueing networks examined in this study are described in Table 1 below.  For dia-

grams and parameters of each model, see Appendix A: Systems and Parameters. 

Name Description 

System 1 Two-class, one-server network 

System 2 Two-class, one-server reentrant line 

System 3 Three-class, two-server serial network 

System 4 Three-class, two-server reentrant line 

System 5 Four-class, two-server reentrant line 

System 6 Six-class, two-server reentrant line 

System 7 Six-class, three-server serial network 

System 8 Six-class, three-server reentrant line 

System 9 Six-class, two-server serial network/reentrant line 

System 10 Rybko-Stolyar Network; four-class two server serial line 

System 11 Bramson’s Network; six-class two-server reentrant line 

System 12 Lu-Kumar Network; four-class two-server reentrant line 

Table 1: Descriptions of Systems Modeled 

In each system there is one server at each station.  Exogenous arrivals occur according 

to a Poisson process with rate    for class  .  Servers are dedicated, meaning that each class can 

only be served by its designated server.  It is assumed that interarrival and service times are in-

dependent and exponentially distributed with the parameters given in the diagrams in Appendix 

A: Systems and Parameters.  All routing is deterministic in the models studied in this paper. 

The state of the model at a given time is defined as the number of jobs in queue for 

each class plus the jobs in service for the classes currently being served.  Since there is an unlim-

ited buffer for every class in every system, the state space for each system is infinite.  In ALP, 

constraints are generated for each state-action pair; therefore, measures need to be taken to 

limit the number of constraints generated in the ALP in order to solve for the average cost solu-
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tion.  One method that is used to do this is truncation.  When truncation is used to solve ALPs, 

the buffer is limited for each class   to  (  . 

 Another method that can be used to limit the constraints in an ALP is constraint sam-

pling.  In constraint sampling, the user can specify the number of constraints that should be 

used in the ALP.  If there are   classes, constraints are randomly sampled by selecting states 

according to the following distribution: 

 (           ∏   
   

   (     . (12) 

This accordingly weights each state (           with the assumed probability of being in 

that state given that the system has reached steady-state.  This assumption is based on the sta-

tionary distribution of the M/M/1 queue.  Constraints are generated for each state-action pair 

for the states randomly selected until the number of constraints specified by the user has been 

reached.  This allows for the possibility of generating slightly more than the number of con-

straints specified by the user, since once a state has been selected, constraints for all state-

action pairs are generated, regardless of the number of constraints that have already been gen-

erated.  Additionally, when using this method, all states for which    (     for all   classes 

of the system are included in the sample. 

The traffic intensities at each server are calculated to determine the distribution for 

constraint sampling.   The effective arrival rate at class   can be calculated by solving the traffic 

equations 

        ∑             

 

   

 (13) 

 for   classes in the system.  Since only deterministic multiclass queueing networks are studied 

here, the effective arrival rate for all classes is equal to the exogenous arrival rate of jobs initially 

entering the system prior to arriving at the queue for that class.  For example, in System 9,  

          since       , which is the initial exogenous arrival rate of jobs that eventually 

enter classes 1 and 4, and                  since       , which is the initial exoge-
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nous arrival rate of jobs that eventually enter classes 2, 3, 5, and 6.  The traffic intensity is then 

calculated for each job class in each system as  

    
  

  
  

(14) 

The traffic intensity for each server   is calculated as the sum of the traffic intensities of each 

class served by server  .  These traffic intensities are used to generate ALP solutions and con-

straints and a weighted sample is drawn according to (12). 

When truncation is used, average cost solutions are not guaranteed to be true lower 

bounds to the average cost.  However, if the truncation values are large enough, the solution 

should provide a very accurate lower bound to the optimal average cost solution (Veatch, [5]).  

In this study, the truncation values that are used are quite large and thus all solutions should be 

accurate lower bound average cost solutions. 

Truncation alone can only feasibly be employed for networks with a small number of 

classes due to the exponential growth of the state space with increasingly complex systems.  

Using constraint sampling with truncation can generate average cost solutions to complex prob-

lems much faster than when truncation is used alone, and allows for higher truncation values to 

be used. Again, in this case, it cannot be guaranteed that the average cost solutions generated 

are true lower bounds to the average cost due to both truncation of the state space and sam-

pling error when sampling constraints.  While solutions may not be true lower bounds, they can 

be considered accurate lower bounds since in each case, a large number of constraints were 

sampled relative to the number of variables in the ALP, which greatly decreases the sampling 

error (de Farias and Van Roy [2], Theorem 2.1).  In this study, truncation alone is a viable option 

to use for networks with three or fewer classes.  For four or more classes, constraint sampling is 

also used. 

The objective is to minimize the long run average holding cost.  A server may idle or 

work on a job from one of the classes he is designated to serve.  A policy can be produced with 

ALP methods which indicate the actions each server should take in each state.  Several different 

policies for the same system can be produced.  When truncation is used, policies are produced 
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for all states up to the truncation levels specified.  All buffers in all systems are infinite, and the 

truncation levels only indicate the buffer level for each class for which is a policy is computed.  

The number of jobs in each class may exceed the specified truncation levels.  When constraint 

sampling is used, a truncation level for the policy must be specified, since the state space is still 

infinite in these cases.  When there are many servers and many classes, policies become quite 

large, and so truncation levels for policies generated by constraint sampling in this study have 

been set as high as possible while still allowing for computational feasibility.  Table 2 below 

summarizes the methods (truncation or constraint sampling), truncation level, the number of 

constraints sampled, and the approximate total number of constraints for each system in this 

study. 

System 
Number 
of Clas-

ses 

Number 
of Serv-

ers 
Method 

Truncation 
Level 

Number of 
Constraints 

Sampled 

Approximate 
Total Number of 

Constraints 

System 
1 

2 1 Truncation 200 all 121,203 

System 
2 

2 1 Truncation 200 all 121,203 

System 
3 

3 2 Truncation 75 all 2,633,856 

System 
4 

3 2 Truncation 75 all 2,633,856 

System 
5 

4 2 
Constraint 
Sampling 

100 450,000 936,543,609 

System 
6 

6 2 
Constraint 
Sampling 

15 450,000 268,435,456 

System 
7 

6 3 
Constraint 
Sampling 

15 450,000 452,984,832 

System 
8 

6 3 
Constraint 
Sampling 

15 450,000 452,984,832 

System 
9 

6 2 
Constraint 
Sampling 

15 450,000 268,435,456 

System 
10 

4 2 
Constraint 
Sampling 

100 450,000 936,543,609 

System 
11 

6 2 
Constraint 
Sampling 

15 450,000 251,658,240 

System 
12 

4 2 
Constraint 
Sampling 

100 450,000 936,543,609 

Table 2: Summary of Truncation and Constraint Sampling Levels by System 
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 It is important to recall that the accuracy of the average cost solution is a function of the 

number of constraints sampled relative to the number of variables in the problem.  While Table 

2 shows that a relatively small percentage of constraints were sampled for Systems 5 – 12, the 

number of constraints sampled for each of these systems and each set of basis functions can be 

shown to provide an accurate bound via rough calculation using Theorem 2.1 in de Farias and 

Van Roy [2]. 

Policies are generated for each system using the truncation and constraint sampling pa-

rameters specified in Table 2 for each set of basis functions (Q, L, P, and M) and stored in policy 

files.  See Appendix B: Basis Functions by System for the specific functions used for each system.  

The operation of each network is simulated 250 times for each ALP generated policy (Q, L, P, 

and M) and each heuristic policy (FBFS, LBFS, HQFS, RQFS) where applicable.  Networks with 

more than one entry class do not have a unique first buffer, and networks with more than one 

exit class do not have a unique last buffer, and for these networks, the only heuristic policies 

simulated are HQFS and RQFS. 

 The policies for each network are simulated using a C++ code which is developed specif-

ically for this study.  When running the simulation code, the user must specify which policy file 

should be used or which heuristic policy should be used.  It is assumed that all networks begin 

empty. 

First, the simulation code calculates the state of the network.  This can be used to calcu-

late the time until the next event occurs, the probability of all possible events that can occur 

from the current state, and the policy that should be used until the next event occurs. 

Since interarrival times are exponential with parameter    for class   and service time 

distributions are exponential with parameter    for class  , the distribution of the time until the 

next event in a system with   exogenous arrival classes and   total classes is also exponential 

with parameter (                         , where      for any class   not currently in 

service.  The simulation code randomly generates a time until the next event based on this dis-

tribution above. 
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The simulation code uses the state of the network to look up the policy for that state in 

the policy file, or computes the policy if a heuristic policy is being used.  The following heuristic 

policies are used: 

FBFS: Service is prioritized for the first class in the route for each server; the first buffer is served 

unless there are no jobs in the first buffer; in this case, the server serves the second buffer, un-

less there are no jobs in both the first and second buffers, in which case the server serves the 

third buffer, etc. 

LBFS: Service is prioritized for the last class in the route for each server; the last buffer is served 

unless there are no jobs in the last buffer; in this case, the server serves the second to last buff-

er, unless there are no jobs in both the last and second to last buffers, in which case the server 

serves the third to last buffer, etc. 

HQFS: Service is prioritized for the class with the highest number of jobs at each server.  In the 

case where more than one class at the same server has the same number of jobs and this is also 

the highest number of jobs at that server, the simulation code randomly selects one of the clas-

ses for the server to serve, with equal probability of selecting each class. 

RQFS: The simulation code randomly selects one of the classes to serve at each server, with 

equal probability of selecting any of the non-empty classes at a single server. 

Even though the ALP generated policies are truncated, the buffers for all classes are still 

infinite, which allows for the possibility that the system may be in a state for which a specific 

policy is not specified.  In such cases, the network operates under the boundary policy for all 

classes that are beyond the truncation level.  The boundary policy is the policy at the highest 

truncation level for any class that is greater than the truncation level of the policy.  For example, 

in a system with three classes where  (      (      (       , if the network is in 

state (           , it operates according to the boundary policy for state (         .  

The network remains in the current state for the amount of time calculated above.  Dur-

ing this time, the network operates according to the policy for that state until an event occurs 

which causes the state to change.   This event is either an exogenous arrival or the completion of 
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service at a station.  For a system with N exogenous arrival classes and M total classes, the simu-

lation code calculates the probability that each possible event is the next event to occur as 

shown in Table 3. 

Event Probability 

Exogenous arrival at class   
  

                        
 

Completion of service at class   
  

                        
 

Table 3: Probability of Next Event in Simulation of Queueing Networks 

These probabilities can be computed since both arrival and service times are assumed to 

be exponential.  This is also consistent with the assumptions in QNet, which generates the ALP 

average cost solutions and policies based on exponential interarrival times and exponential ser-

vice times.  Exogenous arrivals can occur for all exogenous arrival classes, regardless of the state 

of the system.  Services can only occur for classes which are currently in service; for any class   

which does not have any jobs in service,       

 Based on the probabilities shown in Table 3, the simulation code calculates the next 

event which determines the new state of the system.  The simulation then repeats the process 

using the new state as the basis for determining the time until the next event, the policy to use, 

and the probabilities of all possible next events.  This means that service is preemptive, since it 

is possible for a server to be working on one job, and then switch to another without completing 

the original job if an event occurs before service completion of the original job and the new poli-

cy indicates that a different class now receives priority.  This is consistent with the assumption 

that service is preemptive in QNet. 

 The simulation can run for any amount of time specified by the user.  In this study, it is 

assumed that all arrival and service rates are in hours, and each simulation is run for the length 

of one year (8,760 hours).  This allows for thousands of arrivals and services for each system, 

which should be enough for the system to reach steady state.  This is necessary in order to com-

pute the average cost per hour.  The system remains in the same state between events, thus the 

cost for running the system between each event can be calculated as the holding cost per hour 
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of being in that state multiplied by the time spent in that state, which is the time between 

events.  The total cost is the sum of all costs between events, and the long run average cost di-

vides the total cost by the number of hours the simulation is run.  If the user specifies that the 

simulation run for 8,760 hours, this may result in the total amount of time for the simulation to 

be slightly more than 8,760 hours, since the simulation code continues to run until the time ac-

crued is at least 8,760 hours, and only stops at the time an event occurs.  However, since it is 

assumed that all systems have reached steady state by this time, the extra time should not af-

fect the results for the average cost calculation. 

 The mean long run average cost is calculated for each policy for each system by compu-

ting the mean of the average costs for each of the 250 simulation runs for each policy.  Confi-

dence intervals are computed for each mean long run average cost at the 95% confidence level 

using a t-distribution. 

 For each of the ALP generated policies, an approximate bound on the optimality gap 

between the ALP generated average cost solution and the average cost under the optimal policy 

can be calculated for each set of basis functions.  The optimality gap is the difference between 

the average cost of running the system under the optimal policy, which is unknown, and the ALP 

generated average cost solution.  The ALP generated average cost solution is an accurate lower 

bound to the optimal average cost, and the simulated average cost must be an upper bound to 

the average cost under the optimal policy, since the average cost under the optimal policy  must 

be less than or equal to the average cost under any other policy.  This relationship is shown in 

(16) below: 

                                                               

                         ]. 

(15) 

In (15), it is assumed that the ALP average cost solution is a true lower bound to the av-

erage cost under the optimal policy.  This is a reasonable assumption to make since it is an accu-

rate lower bound to the average cost under the optimal policy.  The analysis that follows is 

based on (15) and results are presented “with high probability” to account for the fact that the 

ALP average cost solution is an accurate lower bound rather than a true lower bound. 
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By (15), the difference in the average cost under the optimal policy and the ALP average 

cost solution has high probability of being  less than or equal to the difference between the sim-

ulated average cost and the ALP average cost solution, since the ALP average cost solution is an 

accurate lower bound, but not necessarily a true lower bound.  Furthermore, a 95% confidence 

interval can be computed on the simulated average cost, and therefore the difference between 

the average cost under the optimal policy and the ALP average cost solution has high probability 

of being less than or equal to the difference between the upper confidence level of the simulat-

ed average cost and the ALP average cost solution with confidence level 95%.  Therefore the 

optimality gap between the ALP average cost solution and the average cost under the optimal 

policy is approximately bounded by the value computed in (16) below for each set of basis func-

tions at the 95% confidence level. 

                                    

                                                                               

(16) 

An approximate bound on the relative optimality gap of the ALP average cost solutions 

can also be computed as shown in (17) below, since the ALP average cost solution is most likely 

less than or equal to the average cost under the optimal policy: 

                                                                       

  
                                                                  

                 
  

(17) 

 Based on the approximate bound on the optimality gap, the approximate bound on the 

percentage difference between the ALP average cost solutions and the optimal average cost 

solutions, and the comparisons between the average cost for operating under an ALP policy ver-

sus a heuristic policy, conclusions regarding the effectiveness of using ALP to generate policies 

can be made.  
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6. Computational Results 

 QNet is used to generate ALP solutions for each system using quadratic, linear, pure ex-

ponential, and mixed exponential basis functions.  Using the parameters in Table 2, the follow-

ing ALP average cost solutions are computed as shown in Table 4 below. 

 Quadratic Linear Pure Exponential Mixed Exponential 

System 1 9.57894 0.95 0.893753 2.41528 

System 2 4.56325 0.9 0.857143 1.13239 

System 3 6.52123 1.82576 1.27619 2.71991 

System 4 5.51707 1.82006 1.05159 3.09641 

System 5 5.6924 1.81667 1.49709 3.52514 

System 6 5.0433 1.80952 1.52647 3.31431 

System 7 9.0089 2.75179 1.94759 6.20617 

System 8 6.25528 2.7238 1.64678 5.0838 

System 9 4.57987 1.809 1.55757 3.49026 

System 10 8.85824 1.90476 1.72348 3.47773 

System 11 4.94049 1.80095 0.006288 2.80952 

System 12 4.64748 1.8 1.38462 2.971 

Table 4: ALP Average Cost Solutions by System and Basis Functions 

 Within each system, the following relationship for the average cost solutions holds: 

                                                 

                                            . 

(18) 

Since all average cost solutions generated by ALP are accurate lower bounds to the av-

erage cost under the optimal policy, using quadratic basis functions when solving the ALP pro-

duces an average cost solution that is closest to the optimal average cost, based on the observa-

tions in this study. 

 QNet is used to generate the corresponding policy for each set of basis functions.  Each 

system is simulated using the ALP generated policies and the applicable heuristic policies.  The 

mean average cost of 250 simulation runs under each policy is shown in Table 5. 
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 Q Policy L Policy P Policy M Policy FBFS LBFS HQFS RQFS 

System 1 17.192 19.238 17.829 1100.709 N/A N/A 19.580 17.521 

System 2 6.933 7.607 4309.703 4383.612 13.721 6.974 9.121 8.493 

System 3 24.540 20.002 1933.883 2250.180  N/A N/A 21.693 20.485 

System 4 21.345 20.865 4385.069 4369.428 21.316 21.768 19.712 20.217 

System 5 38.001 43.146 4360.284 4380.785 44.151 16.258 22.658 18.094 

System 6 36.881 15.892 4377.971 4382.665 28.706 15.246 18.135 18.456 

System 7 84.726 31.773 4351.253 4360.841 N/A N/A 40.596 33.063 

System 8 29.170 26.077 4378.844 4382.710 50.984 26.259 32.233 26.216 

System 9 17.844 17.598 2832.272 4367.153 N/A N/A 19.217 17.603 

System 10 32.021 50.620 3041.783 4356.545 N/A N/A 42.038 33.112 

System 11 4379.398 3058.975 4382.546 4375.294 333.751 68.605 1193.980 20.741 

System 12 14.534 16.034 4373.954 4378.021 25.123 15.845 17.342 16.741 
Table 5: Average Operating Cost Calculated by Simulation by System and Policy 

 It is important to note that not all ALP generated policies are stabilizing.  Since all sys-

tems have total exogenous arrival rate of 1 job per hour and holding cost  (       for all   in all 

systems, the average cost of operating the system for one year with only arrivals and no services 

is 
∑       

   

     
      , therefore it is clear that any policy with average cost close to 4,380 is idling in 

all states and therefore the policy is not stabilizing and the average cost of operating under this 

policy is infinite.  Additionally, the P policy for both systems 9 and 10 is not considered stabiliz-

ing, since 17 of 250 simulation runs for System 9 and 21 of 250 simulation runs for System 10 

under their corresponding P policies had average cost greater than 4300, indicating that it is 

possible to have a completely idling policy when using the P policies for these systems.  Further 

testing also led to the conclusion that the M policy for system 1, the P and M policies for System 

3, and the L  and HQFS policies for system 11 are also not stable.  All non-stabilizing policies have 

been shaded in Table 5 above.  Additionally, FBFS and LBFS policies that are not applicable to a 

system are also shaded in Table 5.  Table 6 lists the confidence intervals for the mean average 

costs given in Table 5.  Confidence intervals are not calculated for mean average cost of non-

stabilizing policies. 
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 Q Policy L Policy P Policy M Policy FBFS LBFS HQFS RQFS 

System 
1 

(16.475, 

17.910) 

(18.316, 

20.160) 

(16.944, 

18.714) 

Non-

stabilizing 
N/A N/A 

(18.665, 

20.495) 

(16.721, 

18.320) 

System 
2 

(6.803, 

7.063) 

(7.438, 

7.776) 

Non-

stabilizing 

Non-

stabilizing 

(13.434, 

14.009) 

(6.831, 

7.117) 

(8.903, 

9.340) 

(8.334, 

8.651) 

System 
3 

(23.778, 

25.303) 

(19.502, 

20.502) 

Non-

stabilizing 

Non-

stabilizing 
N/A N/A 

(21.118, 

22.267) 

(19.982, 

20.988) 

System 
4 

(20.886, 

21.825) 

(20.463, 

21.268) 

Non-

stabilizing 

Non-

stabilizing 

(20.850, 

21.873) 

(21.263, 

22.272) 

(19.275, 

20.148) 

(19.743, 

20.692) 

System 
5 

(36.762, 

39.241) 

(42.058, 

44.234) 

Non-

stabilizing 

Non-

stabilizing 

(42.931, 

45.371) 

(15.906, 

16.610) 

(22.167, 

23.150) 

(17.740, 

18.449) 

System 
6 

(36.106, 

37.656) 

(15.646, 

16.139) 

Non-

stabilizing 

Non-

stabilizing 

(28.146, 

29.265) 

(14.974, 

15.517) 

(17.849, 

18.421) 

(18.135, 

18.776) 

System 
7 

(76.801, 

92.652) 

(31.034, 

32.512) 

Non-

stabilizing 

Non-

stabilizing 
N/A N/A 

(39.521, 

41.671) 

(32.258, 

33.868) 

System 
8 

(28.663, 

29.678) 

(25.598, 

26.556) 

Non-

stabilizing 

Non-

stabilizing 

(49.727, 

52.240) 

(25.806, 

26.713) 

(31.620, 

32.847) 

(25.776, 

26.656) 

System 
9 

(17.476, 

18.212) 

(17.227, 

17.969) 

Non-

stabilizing 

Non-

stabilizing 
N/A N/A 

(18.829, 

19.606) 

(17.268, 

17.937) 

System 
10 

(30.620, 

33.422) 

(48.110, 

53.131) 

Non-

stabilizing 

Non-

stabilizing 
N/A N/A 

(40.150, 

43.926) 

(31.784, 

34.440) 

System 
11 

Non-

stabilizing 

Non-

stabilizing 

Non-

stabilizing 

Non-

stabilizing 

(315.290, 

352.212) 

(66.546, 

70.664) 

Non-

stabilizing 

(20.304, 

21.178) 

System 
12 

(14.271, 

14.797) 

(15.717, 

16.352) 

Non-

stabilizing 

Non-

stabilizing 

(24.643, 

25.603) 

(15.567, 

16.123) 

(17.033, 

17.651) 

(16.446, 

17.035) 

Table 6: 95% Confidence Intervals for Mean Average Costs by System and Policy 

With the exception of the Q policy for system 7, all 95% confidence intervals for the 

mean average cost of each policy for each system are within 6% of the calculated mean average 

cost value.  This indicates a fairly high confidence in the mean average costs computed, and that 

the length of simulation runs and number of trials is sufficient for computing an accurate mean 

average cost for each policy for each system.  Results from Table 5 and Table 6 are aggregated 

and displayed in the charts in Appendix C: Mean Average Cost per Hour by Service Policy.   
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In eight of the twelve systems examined in this study, ALP generated policies have the 

lowest mean average cost solution, with half of these having the Q policy with the lowest mean 

average cost (Systems 1, 2, 10, and 12) and half having the L policy with the lowest mean aver-

age cost (Systems 3, 7, 8, and 9).  This result alone can be misleading, as many systems had sev-

eral policies which produced similar mean average costs.  In seven of the eight systems where 

ALP generated policies had the lowest mean average cost in simulations, at least one heuristic 

policy has a 95% confidence interval which overlaps the 95% confidence interval of the lowest 

mean average cost ALP generated policy. This indicates that the policies have very similar per-

formance, and using the best performing ALP policy cannot be claimed to reduce average cost 

significantly over a heuristic policy with which the confidence interval overlaps.  This occurred in 

Systems 1, 2, 3, 7, 8, 9, and 10.  Systems 4, 5, 6, and 11 have heuristic policies with the lowest 

mean average cost.  Therefore, eleven of twelve systems have a heuristic policy which produces 

the lowest mean average cost or which produces a mean average cost extremely close to the 

lowest mean average cost under simulation. 

It should also be noted that many of the ALP generated policies, especially those using 

pure exponential (P) and mixed exponential (M) basis functions, are not even stabilizing policies.    

Every system in this study can be stabilized by any of the heuristic policies except for System 11 

under HQFS.  In System 11, all four ALP generated policies are non-stabilizing. 

Using the upper confidence interval on the mean average cost computed by simulation 

and the ALP average cost, which is an accurate lower bound to the average cost under the opti-

mal policy, approximate bounds on the optimality gap can be computed as shown in Table 7 be-

low using (16).  Table 7 also displays an approximate bound on the percentage difference be-

tween the ALP average cost solution and the average cost under the optimal policy using (17).  

Again, approximate bounds on the optimality gap and on the percentage difference between 

the ALP average cost solution and the average cost under the optimal policy are not calculated 

for cases where the ALP generated policy is not a stabilizing policy for the system. 
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 Approximate Bound on Optimality Gap Approximate Bound on Percentage Difference 

 Q Policy L Policy P Policy M Policy Q Policy L Policy P Policy M Policy 

System 

1 
8.331 19.210 17.821 

Non-
stabilizing 

87% 2022% 1994% 
Non-

stabilizing 

System 

2 
2.500 6.876 

Non-
stabilizing 

Non-
stabilizing 

55% 764% 
Non-

stabilizing 
Non-

stabilizing 

System 

3 
18.782 18.676 

Non-
stabilizing 

Non-
stabilizing 288% 1023% 

Non-
stabilizing 

Non-
stabilizing 

System 

4 
16.308 19.448 

Non-
stabilizing 

Non-
stabilizing 

296% 1069% 
Non-

stabilizing 
Non-

stabilizing 

System 

5 
33.549 42.417 

Non-
stabilizing 

Non-
stabilizing 

589% 2335% 
Non-

stabilizing 
Non-

stabilizing 

System 

6 
32.613 14.329 

Non-
stabilizing 

Non-
stabilizing 

647% 792% 
Non-

stabilizing 
Non-

stabilizing 

System 

7 
83.643 29.760 

Non-
stabilizing 

Non-
stabilizing 

928% 1081% 
Non-

stabilizing 
Non-

stabilizing 

System 

8 
23.422 23.832 

Non-
stabilizing 

Non-
stabilizing 

374% 875% 
Non-

stabilizing 
Non-

stabilizing 

System 

9 
13.633 16.160 

Non-
stabilizing 

Non-
stabilizing 

298% 893% 
Non-

stabilizing 
Non-

stabilizing 

System 

10 
24.563 51.226 

Non-
stabilizing 

Non-
stabilizing 

277% 2689% 
Non-

stabilizing 
Non-

stabilizing 

System 

11 
Non-

stabilizing 
Non-

stabilizing 
Non-

stabilizing 
Non-

stabilizing 
Non-

stabilizing 
Non-

stabilizing 
Non-

stabilizing 
Non-

stabilizing 

System 

12 
10.149 14.552 

Non-
stabilizing 

Non-
stabilizing 

218% 808% 
Non-

stabilizing 
Non-

stabilizing 

Table 7: Approximate Bounds on Optimality Gap and Percentage Difference between ALP Average Cost Solutions 
and Average Cost under the Optimal Policy 

 The approximate bounds on the optimality gap between the ALP average cost solutions 

with quadratic basis functions and the optimal average cost are smaller than when other sets of 

basis functions are used.  This may be partially due to the fact that the ALP average cost solu-

tions with quadratic basis functions are higher than those with any other set of basis functions.  

Using quadratic basis functions also results in smaller approximate bounds for the percentage 

difference between the ALP average cost solution and the optimal average cost solution.  In 

general, the approximate bounds on the optimality gap and percentage difference increases as 
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systems become more complex.  However, even for less complex systems with smaller approxi-

mate bounds on the optimality gaps, these bounds on the optimality gap are still quite large and 

are likely not useful in helping to estimate the optimal average cost.  
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7. Conclusions and Future Research 

Since ALP average cost solutions are much lower than the average cost of operating un-

der the corresponding ALP generated policy, the approximate bounds on the optimality gap are 

fairly large.  The optimality gaps generally seem to be smaller in less complex systems.  Using 

quadratic basis functions consistently provides tighter accurate lower bounds on the average 

cost under the optimal policy than all other sets of basis functions, and linear basis functions 

consistently provides less tight accurate lower bounds than all other sets of basis functions. 

 ALP generated policies are not always stabilizing for their corresponding queueing net-

work.  This is the case most often with pure exponential and mixed exponential basis functions. 

All heuristic policies are stabilizing for all systems tested.  Additionally, a heuristic policy exists 

for most networks for which the mean average cost of operating the network under this heuris-

tic policy is less than an or equal to the lowest mean average cost of any ALP generated policy 

using a single family of basis functions (Q, L, P, or M). 

Given these results, there does not seem to be much value in computing accurate lower 

bounds to the optimal average cost of queueing networks or generating policies for these net-

works using ALP.  ALP average cost solutions do not provide useful information and it is rare to 

find a policy that performs considerably better than any heuristic policy.  Generating policies 

using ALP is computationally intensive and difficult to implement due to more complex rules 

governing ALP generated policies than heuristic policies.  ALP policies require a truncation level 

which may eliminate crucial policy information.  Additionally, these policies are computed based 

on system parameters and any small change to the system would require a new policy to be 

computed.  This difficulty is not encountered with heuristic policies. 

Further work that can be done in this area is to repeat the analysis with different condi-

tions on the networks, or different networks altogether.  For example, repeat the analysis with 

the same networks but vary the holding costs of different classes.  In this study, holding cost is 

held constant across all classes, and it is possible that heuristic policies are better suited for such 

systems, whereas an ALP generated policy might outperform a heuristic policy when holding 
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costs are varied among classes.  Another consideration is to perform the analysis on networks 

with non-deterministic routing. 

Additional heuristic policies can also be considered such as first-in-first-out (FIFO) and 

last-in-first-out (LIFO).  Policies can also be created using the method of fluctuation smoothing 

and compared to other results. 

The study can also be repeated with additional computing power to allow for generating 

policies with higher truncation level.  This may eliminate the cases where several ALP generated 

policies are non-stabilizing since stabilizing conditions may exist beyond the truncation levels 

used in this study. 
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Appendices 

Appendix A: Systems and Parameters 

 

Figure 1: System 1: Two-class, One-Server Network 

 

 

Figure 2: System 2: Two-Class, One-Server Reentrant Line 
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Figure 3: System 3: Three-Class, Two-Server Serial Network 

 

 

Figure 4: System 4: Three-Class, Two-Server Reentrant Line 
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Figure 5: System 5: Four-Class, Two-Server Reentrant Line 

 

 

Figure 6: System 6: Six-Class, Two-Server Reentrant Line 

 

Figure 7: System 7: Six-Class, Three-Server Serial Network 
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Figure 8: System 8: Six-Class, Three-Server Reentrant Line 

 

 

Figure 9: System 9: Six-Class, Two-Server Serial Network/Reentrant Line 
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Figure 10: System 10: Rybko-Stolyar Network; Four-Class Two Server Serial Line 

 

 

Figure 11: System 11: Bramson’s Network; Six-Class Two-Server Reentrant Line 
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Figure 12: System 12: Lu-Kumar Network; Four-Class Two-Server Reentrant Line 
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Appendix B: Basis Functions by System 
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Table 8: Basis Functions Used for Each System  
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Appendix C: Mean Average Cost per Hour by Service Policy 
ALP generated policies are shown in blue and heuristic policies are shown in red. 

  

Figure 13: Comparison of Mean Average Cost by Policy for System 1 

 

 

Figure 14: Comparison of Mean Average Cost by Policy for System 2 
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Figure 15: Comparison of Mean Average Cost by Policy for System 3 

 

 

Figure 16: Comparison of Mean Average Cost by Policy for System 4 
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Figure 17: Comparison of Mean Average Cost by Policy for System 5 

 

 

Figure 18: Comparison of Mean Average Cost by Policy for System 6 
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Figure 19: Comparison of Mean Average Cost by Policy for System 7 

 

 

Figure 20: Comparison of Mean Average Cost by Policy for System 8 
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Figure 21: Comparison of Mean Average Cost by Policy for System 9 

 

 

Figure 22: Comparison of Mean Average Cost by Policy for System 10 
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Figure 23: Comparison of Mean Average Cost by Policy for System 11 

 

 

Figure 24: Comparison of Mean Average Cost by Policy for System 12  
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