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Modern computer systems are power or energy limited. While the number of

transistors per chip continues to increase, classic Dennard voltage scaling has

come to an end. Therefore, architects must improve a design’s energy efficiency

to continue to increase performance at historical rates, while staying within

a system’s power limit. Throughput processors, which use a large number

of threads to tolerate memory latency, have emerged as an energy-efficient

platform for achieving high performance on diverse workloads and are found

in systems ranging from cell phones to supercomputers. This work focuses

on graphics processing units (GPUs), which contain thousands of threads per

viii



chip.

In this dissertation, I redesign the on-chip storage system of a modern

GPU to improve energy efficiency. Modern GPUs contain very large register

files that consume between 15%–20% of the processor’s dynamic energy. Most

values written into the register file are only read a single time, often within

a few instructions of being produced. To optimize for these patterns, we

explore various designs for register file hierarchies. We study both a hardware-

managed register file cache and a software-managed operand register file. We

evaluate the energy tradeoffs in varying the number of levels and the capacity

of each level in the hierarchy. Our most efficient design reduces register file

energy by 54%.

Beyond the register file, GPUs also contain on-chip scratchpad memo-

ries and caches. Traditional systems have a fixed partitioning between these

three structures. Applications have diverse requirements and often a single

resource is most critical to performance. We propose to unify the register

file, primary data cache, and scratchpad memory into a single structure that

is dynamically partitioned on a per-kernel basis to match the application’s

needs.

The techniques proposed in this dissertation improve the utilization of

on-chip memory, a scarce resource for systems with a large number of hard-

ware threads. Making more efficient use of on-chip memory both improves

performance and reduces energy. Future efficient systems will be achieved by

the combination of several such techniques which improve energy efficiency.
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Chapter 1

Introduction

In order to continue to increase performance and stay within power budgets,

system designers must improve the energy efficiency of future designs. While

the number of transistors present on a chip continues to increase, the rate of

voltage scaling has significantly slowed. Traditionally, as the size of transistors

is reduced, voltage can be lowered. However, over the last several process

generations, the voltage reductions have been smaller than predicted by classic

Dennard scaling. This slowdown is due to an increase in leakage current that

accompanies the reduction in voltage. Therefore, future systems will have more

transistors, but will draw more power if they are used in the same manner as

existing designs. To keep power constant and improve performance, designers

must improve the energy efficiency across all designs.

Traditional CPU designs are optimized to provide high single-thread

performance. These designs require energy-inefficient structures such as out-of-

order execution and large caches. Throughput processors use multithreading to

tolerate memory latency and eliminate many of the inefficient structures found

in latency-optimized designs. While today’s throughput-oriented designs are

1



more energy-efficient than latency-optimized designs, they still have many in-

efficient structures resulting from the large number of hardware threads. One

example is the large register files that are required to hold the register state

of the thousands of machine resident threads. While modern chips have high

capacity on-chip storage structures, when viewed in the context of capacity

per-thread, these structures provide significantly less storage than traditional

uniprocessors.

In this dissertation, we propose alternative designs for the on-chip stor-

age structures for systems with a large number of hardware threads. We focus

on graphics processing units (GPUs), which are one example of throughput

processors. GPUs have found wide adoption in the video game market and

are now used to solve a variety of computationally challenging workloads [46].

While we evaluate our techniques on GPUs, our proposals are applicable to any

system with a large number of threads that must partition a limited amount

of on-chip storage. Multithreaded machines have long been used as an efficient

way to tolerate memory latency [88]. Recent multithreading machines such as

Sun’s Niagara designs have been able to achieve high throughput with tens

of hardware threads per chip [48]. Even traditional CPUs are becoming more

like throughput designs, increasing the number of hardware threads, the width

of SIMD units, and the number of cores per chip.

1.1 Energy Efficiency

Figure 1.1 shows the energy efficiency of the most efficient supercomputer in

the world over the last several years, as measured by the Green500 list [32].

To be eligible for the Green500 list, a supercomputer must be ranked on the

2
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Figure 1.1: Energy efficiency of number 1 machine on Green500 list.

Top500 list and report its total system power [85]. Energy efficiency is mea-

sured by the system’s total power divided by its sustained performance on

the Linpack benchmark [29]. The most efficient systems over this time period

have been built from processors designed for high efficiency: Blue Gene P,

Cell, and Blue Gene Q. Over the last four years, there has been roughly a 5

times improvement in energy efficiency. This improvement comes from both

smaller feature sizes and more efficient designs. Going forward, the improve-

ments due to process technology will be limited and system designers must

rearchitect systems to improve energy efficiency. Architects must redesign all

components of the chip that were once largely designed for performance and

now focus on energy efficiency. While it appears that gains in efficiency have

flattened off, the entries from November 2010 - November 2011 are all from

the same system, the IBM Blue Gene/Q prototype. Gains in efficiency often
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come in large steps as vendors compete for the number one position on the

Green500 list. Many organizations are now focusing on the design of exascale

class systems [47, 74, 30]. The goal is for the fastest supercomputers to reach

an exaflop of performance by the end of this decade while only consuming

20MW of power. If today’s current designs are simply scaled forward, the

resulting systems would consume roughly 100MW of power. Therefore, along

with limited gains from device scaling, future systems must be rearchitected

with energy efficiency being the primary design constraint.

1.2 Throughput Processors

This dissertation focuses on improving the energy efficiency of throughput

processors, specifically GPUs. We focus on GPUs as they have a large market

share, selling hundreds of millions of chips per year, and are used in systems

ranging from smartphones to supercomputers. We use a generic GPU design,

similar to NVIDIA’s Fermi, as our baseline GPU. Our baseline chip contains

16 streaming multiprocessors (SMs). Each SM is capable of executing 32

instructions per cycle. Each SM employs 1,024 threads to tolerate the latency

from the execution units and memory access. The large number of threads

require a high capacity register file. Our baseline design has a 128KB register

file for each SM, allowing, on average, 32 registers per thread. Because of the

register file’s large capacity, it consumes 15%-20% of the processor’s dynamic

energy. In addition to the register file, each SM has a limited amount of on-chip

memory used as programmer controlled scratchpad and hardware controlled

cache. Our baseline design contains 64KB of scratchpad memory and 64KB

of cache. While these capacities may seem large, when shared across 1,024
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threads each thread only has 64 bytes of scratchpad memory and 64 bytes of

cache. The small capacities of these structures on a per-thread basis make

them precious resources. Utilizing them in the most efficient manner can

improve performance and reduce energy.

1.3 Thesis Statement

This dissertation redesigns the on-chip storage systems for massively multi-

threaded throughput processors to improve the energy efficiency of these power

limited devices. Because of the large number of threads present on these sys-

tems the per-thread storage is extremely limited, motivating different design

decisions from traditional uniprocessors. The dissertation starts by analyzing

the register usage patterns of GPU workloads and shows that a register file hi-

erarchy can significantly reduce register file energy by localizing most accesses

to low capacity structures. It proposes compiler algorithms to perform hierar-

chical register allocation with the goal of minimizing access and wire energy.

Next, it shows that GPU workloads have diverse capacity requirements across

the register file, primary data cache, and scratchpad memory. Finally, this

work proposes to unify these three structures into a single storage structure

that can be partitioned, on a fine-grained basis, to match the on-chip memory

needs of diverse applications. This unified design both improves performance

and reduces energy, as the on-chip memory can be utilized most effectively on

a per-application basis. Future efficient systems will only be achieved by the

combination of many such techniques that improve energy efficiency.
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1.4 Dissertation Contributions

This work makes the following contributions.

Analysis of Register Reuse Patterns of GPU Workloads: First, to

establish the potential of reducing register file energy, we study the register

reuse patterns of GPU workloads. The majority of values written into the

register file, between 60%–70%, are only read a single time. Less than 10%

of all values are read more than three times. Next, we analyze the lifetime of

these values in the register file. Most values have short lifetimes, as measured

by the number of instructions between when they are produced and consumed

for the last time. Out of all values written into the register file, 40%–50%

are only read once, and that single read occurs within 3 instructions of when

the value was produced. While these patterns are similar to those previously

studied on CPU workloads, the design space for our work is different from prior

work due to the large number of threads present in a throughput processor.

The values that are read a small number of times within a few instructions of

being produced consume a significant amount of energy accessing the globally

visible register file.

Register File Caching: Based on the register reuse patterns present in

GPU workloads, we introduce a register file cache (RFC) to filter accesses

to the main register file (MRF). We explore a variety of replacement and

allocation policies for the register file cache. The register file cache should be

sized such that it maximizes the number of values filtered, while minimizing

the access energy. A 5-entry per-thread register file cache can filter between

50%-60% of accesses to the main register file. Along with saving bank access
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energy, the register file cache minimizes wiring energy, as the RFC is located

closer to the execution units than the main register file. Our most efficient

RFC reduces register file energy by 36%, without harming performance.

Software-Managed Register File: While the RFC achieves significant en-

ergy savings, it has several limitations. First, it must write a significant number

of values back to the main register file because the hardware is not aware of

future register reuse patterns. Second, the hardware-managed RFC requires

the microarchitecture to track and update tags for each register file cache en-

try. We propose moving to a software-managed design where the compiler

explicitly manages all movement between the different levels of the register

file hierarchy. We replace the RFC with a software-managed operand register

file (ORF). We propose novel compiler algorithms to maximize the register

file energy savings which are fundamentally different from traditional register

allocation. The ORF simplifies the microarchitecture compared to a hardware-

managed RFC and the algorithms for allocating values to the ORF are easily

integrated into the compilation flow.

Multi-level Register File Hierarchy: Many register values are produced

and consumed by the following instruction. To minimize the access energy for

these values, we introduce a third level into the register file hierarchy. The

last result file (LRF) is a single entry per thread and therefore has very low

access energy. We utilize the compiler to control all data movement between

the LRF, ORF, and MRF. Our most efficient design reduces register file

energy by 54%, corresponding to a chip-wide savings of 5.9%. This savings is

significant, considering that we only modify one component of the processor.

7



On-chip Storage Sensitivity Study: Along with the register file, GPUs

devote a significant amount of chip area to scratchpad memories and caches.

We conduct a performance sensitivity study by independently varying the ca-

pacity of these three structures. This study shows that modern GPU workloads

have diverse performance sensitivities to the capacity of these three structures

and most applications are highly dependent on a single resource. Signifi-

cant performance improvements are possible with larger storage structures,

as the application can experience a combination of fewer register spills, a bet-

ter shared memory blocking, or higher cache hit rates. A higher cache hit

rate reduces the number of DRAM accesses and results in significant energy

savings.

Unified On-Chip Memory: Based on the diverse on-chip memory require-

ments of modern GPU workloads, we propose to unify the register file, scratch-

pad memory, and primary cache into a single logical structure. We partition

this structure into registers, scratchpad, and cache on a per-application basis,

depending on the application’s on-chip memory requirements. The register file

hierarchy is a key enabling technology for the unified memory. The register

file hierarchy reduces the register file bandwidth requirements. A unified de-

sign without a register file hierarchy struggles to provide enough bandwidth.

We see a wide range of performance benefits from the unified memory design,

across six benchmarks an equal area unified design improves performance by

0.2%, 3%, 4%, 8%, 9%, and 75%. Additionally, by making more efficient use

of on-chip storage, the unified design improves performance per watt by 0.2%,

4%, 10%, 17%, 20%, and 115% across six diverse applications. The gains from

the unified design are highly dependent on each application’s memory needs;
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however, none of our workloads see a performance or energy degradation from

the unified design.

1.5 Dissertation Organization

Chapter 2 discusses background on contemporary GPU designs, presents our

baseline GPU model, and describes a two-level warp scheduler, which is used

throughout this work. Chapter 3 discusses related work. Our experimental

methodology is explained in Chapter 4. Chapter 5 introduces a hardware-

managed register file cache in a throughput processor to reduce register file

energy. Chapter 6 highlights the limitations of a hardware-managed design

and proposes a software-managed register file hierarchy. This chapter includes

both the modifications to the microarchitecture along with the compiler algo-

rithms that are necessary to optimize register allocation for energy efficiency.

Chapter 7 proposes unifying the register file, scratchpad memory, and primary

data cache into a single structure that can be partitioned on a per-application

basis. This flexibility both improves performance and reduces energy. Finally,

Chapter 8 concludes this work and discusses directions for future work.

9



Chapter 2

Background

While GPUs are becoming increasingly popular targets for computationally-

intensive non-graphics workloads, their design is historically influenced by

triangle-based raster graphics algorithms. Graphics workloads have a large

amount of inherent parallelism that can be easily exploited by a parallel ma-

chine [55, 76]. These workloads are characterized by having a small number of

branches and very large basic blocks with high computational requirements.

Most memory operations are unpredictable accesses to large texture arrays.

Texture arrays contain bitmapped image data that is used to improve the vi-

sual quality of generated surfaces. These texture memory accesses tend to

be fine-grained and difficult to prefetch. Texture working sets tend to be

large (orders of magnitude larger than on-chip caches) and persist with tem-

poral re-use occurring both within a single frame and between frames at long

intervals in time. These streaming patterns are difficult to capture with tra-

ditional caches, which are targeted at reducing latency for smaller numbers

of frequently accessed values. Texture caches typically cannot capture enough

reuse across a thread’s multiple texture accesses to consistently reduce thread
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Processor
Technology

Node
(nm)

Transistors
(billions)

Peak Perf
(TFLOPS)

TDP
(watts)

Hardware
Threads

Clock
Rate

(GHz)

DRAM
Band-
width
(GB/s)

Radeon
HD 7970

28 4.31 3.79 210 20,480 0.93 260

GeForce
GTX 580

40 3.00 1.58 244 24,576 0.77 190

Table 2.1: Characteristics of recent industrial designs.

execution latency, and individual thread execution latencies matter less than

overall bandwidth. Texture caches are designed instead to conserve bandwidth

by capturing spatial locality as well as temporal locality between neighboring

pixels, which often access overlapping texture regions [31]. Because texture ac-

cesses are macroscopically unpredictable, and frequent, GPUs rely on massive

multithreading to keep arithmetic units utilized.

2.1 Contemporary Throughput-Oriented Ar-

chitectures

This section discusses the key design decisions made for two recent throughput-

oriented machines. Table 2.1 shows the characteristics for two high-end graph-

ics processor from NVIDIA and AMD. While these designs are not directly

comparable given when they were developed and the process technology used,

they provide insight into design decisions made for high-performance through-

put processors. The GTX 580 from NVIDIA is based on the Fermi design,

which was introduced in the spring of 2010 and uses 40nm process technol-

ogy [61]. The Radeon HD 7970 from AMD is based on the Southern Island

design, which was introduced in the winter of 2011 and uses 28nm process

technology [27]. Both designs utilize very large chips and contain 3.0 and 4.3
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billion transistors respectively. These designs focus on providing high through-

put performance with a large number of cores and hardware resident threads.

The NVIDIA GPU is organized into 16 streaming multiprocessors (SMs) per

chip, with each SM containing 32 SIMT lanes [44]. The AMD GPU contains

32 compute units (CUs), and each compute unit is composed of 4 vector units,

each containing 16 lanes, and 1 scalar unit [79]. The scalar unit executes 1

instruction per cycle and is used for work that does not need to be performed

on a per-thread basis. These two designs each run at less than 1GHz and

achieve high throughput by exploiting parallelism. Both design utilize over

twenty-thousand threads in order to achieve several Teraflops of performance.

Supporting this large number of threads requires high capacity register files.

On the NVIDIA GPU, each SM contains a 128KB register file for a chip-wide

total of 2MB of register file capacity. In the AMD chip, each CU contains a

264KB register file, for a total of 8.25MB of registers chip-wide.

GPUs make use of high bandwidth memory interfaces, with these recent

designs having 190 and 260 GB/s of DRAM bandwidth. While this is higher

than CPUs, the bandwidth must be shared across a large number of processing

elements, making DRAM bandwidth a precious resource. Recent designs also

devote a substantial portion of chip-area to scratchpad memory and caches.

The Fermi design allows the programmer to choose either 48KB of scratchpad

and 16KB of cache or 16KB of cache and 48KB of scratchpad per SM. With

a total of 16 SMs per chip this is a total storage capacity of 1MB, half the

capacity of the register file. Additionally, there is a 768KB L2 cache shared

across all cores on the chip. The AMD design contains 16KB of L1 data

cache for each of the 32 compute units. Additionally, there is a shared 768KB

L2 cache. Therefore, chip-wide there is a total of 512KB of L1 data cache
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Processor Register File L1 Data Cache L2 Cache Scratchpad Memory
(bytes / thread) (bytes / thread) (bytes / thread) (bytes / thread)

Radeon HD 7970 422.4 25.6 38.4 102.4
GeForce GTX 580 85.3 32/10.7 32 10.7/32

Table 2.2: Storage capacities on a per-thread basis.

and 768KB of L2 data cache. Each CU in the AMD GPU contains 64KB of

scratchpad memory for a total of 2MB chip-wide.

Table 2.2 shows the storage devoted to each of these three structures on

a per-thread basis. The GeForce GTX 580 can be configured to either have a

48KB cache and a 16KB scratchpad or a 16KB cache and a 48KB scratchpad

per SM. While these structures have a high aggregate capacity, when the

machine is utilizing all hardware threads, the amount of per-thread storage

is quite limited. Given the limited amount of per-thread storage, designers

must efficiently partition storage among threads and make judicious use of the

available storage to maximize efficiency.

2.2 GPU Programming Model

A variety of different programming models exist for GPUs, including CUDA [60],

OpenCL [81], and DirectCompute [62]. We evaluate compute benchmarks

written using the CUDA programming language, but expect our results to

apply to applications written in other GPU programming languages. In a

CUDA program, the programmer is responsible for dividing the work into

parallel threads and managing data movement through scratchpad memory,

called shared memory. The program is divided into multiple kernels that ex-

ecute on the GPU. Each kernel consist of multiple cooperative thread arrays

(CTAs). A CTA contains between 1 and 512 threads and all threads in a CTA
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Figure 2.1: Example of thread hierarchy in a CUDA program.

are guaranteed to execute on the same SM. Threads in a CTA can communi-

cate through the on-chip shared memory. Values in shared memory are only

valid for a single execution of a CTA. Threads within a CTA can synchronize

with each other using a barrier instruction. The CTA is the execution unit

that is exposed to programmers. Figure 2.1 shows an example of the thread

hierarchy present in CUDA programs. In this example, there are two kernels:

kernel 1 contains three CTAs, with each CTA consisting of 512 threads, kernel

2 contains two CTAs, with each CTA consisting of 128 threads.

Figure 2.2 shows a simple CUDA program that performs a vector ad-

dition. A CUDA program consist of a variety of kernels which execute on the

GPU, along with control code that executes on the CPU. In this example, the

CPU code allocates the vectors and calls the kernel, which runs on the GPU

to perform the addition. The programmer expresses parallelism by writing the

GPU kernel using the thread identifier as the vector indexes. This GPU kernel

will be executed by 512 different threads with each thread performing a single
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vectorAdd (int* A, int* B, int* C) { 
      int threadID = blockIdx.x * blockDim.x + threadIdx.x 
      C[threadID] = A[threadID] + B[threadID]; 
} 
 
 
int a[512]; 
int b[512]; 
int c[512]; 
// launch vectorAdd kernel on GPU for 512 threads 
vectorAdd <<< 512 >>> (&a, &b, &c); 

GPU Code: 
 
 
 
 
 
CPU Code: 

Figure 2.2: Example of a simple CUDA program.

addition.

Beyond the division of threads into kernels and CTAs, the microarchi-

tecture further groups threads into execution units called warps. For this work,

a warp contains at most 32 threads. Threads in a warp execute concurrently

on a single SM. When threads in a warp take different execution paths through

a kernel, the program functions correctly, but with reduced performance. The

reduced performance is due to the single-instruction multiple-thread (SIMT)

execution model where each SM can only fetch a single instruction per cy-

cle. When threads in a warp diverge, each path through the kernel must be

executed over successive cycles.

2.3 Baseline GPU Design

For this work, we use a baseline GPU design similar in nature to NVIDIA’s

Fermi design [61]. Our baseline GPU represents a generic design point similar
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Figure 2.3: Chip level view of baseline GPU.

to those in the literature [8, 61, 92] and recent industrial designs discussed in

Section 2.1, but is not intended to correspond directly to any existing industrial

product. Figure 2.3 shows a chip-level overview of our baseline system. The

GPU consists of 16 identical streaming multiprocessors (SMs) and 6 high-

bandwidth DRAM channels. The memory interface is designed to maximize

bandwidth rather than latency. As described in Chapter 4, we model the chip

as having a peak memory bandwidth of 256 GB/s, assuming a 1 GHz processor

frequency. Next, we describe the architecture of the streaming multiprocessors.

2.4 Baseline SM Architecture

We focus on improving the efficiency of the streaming multiprocessor (SM)

which is shown in Figures 2.4(a) and 2.4(b). For our baseline, we model

a contemporary GPU streaming multiprocessor with 32 SIMT lanes. Our

baseline architecture supports a 32-entry warp scheduler, for a maximum of
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Figure 2.4: SM-level view of baseline GPU.

1,024 threads per SM. A chosen warp can issue a single instruction to each of

the 32 lanes per cycle, giving each SM a peak performance of 32 instructions

per cycle. We model single-issue, in-order pipelines for each lane. Each SM

provides 64KB of local scratch memory known as shared memory along with

64KB of L1 data cache. Figure 2.4(b) provides a more detailed microarchi-

tectural illustration of a cluster of 4 SIMT lanes. A cluster is composed of 4

ALUs, 4 register banks, a special function unit (SFU), a memory unit (MEM),

and a texture unit (TEX) shared between two clusters. Eight clusters form a

complete 32-wide SM. Most instruction execute on the ALUs, with the other

execution units handling the less frequently executed opcodes. For example,

the SFU executes transcendental functions.

2.4.1 Register File

To accommodate the large number of threads used to hide latency, GPUs

provide vast on-chip register file resources. Our baseline SM contains 128KB
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Figure 2.5: Breakdown of registers across SM clusters.

of register file capacity shared among 1024 threads. The register file must

provide high capacity and high bandwidth. For example, a single-precision

fused multiply-add requires three register inputs and one register output per

thread for a total register file bandwidth of 96 32-bit reads and 32 32-bit writes

per cycle per SM. The SM achieves this bandwidth by subdividing the register

file into multiple dual-ported banks (1 read and 1 write per cycle) [60, 92].

Each entry in the SM’s main register file (MRF) is 128 bits wide, with 32 bits

allocated to the same-named register for threads in each of the 4 SIMT lanes

in the cluster. Figure 2.5 shows how the registers are mapped to the banks

in a cluster and how the threads are partitioned across the SM clusters. Each

bank contains 256 128-bit registers for a total of 4KB. The MRF consists of

32 banks for a total of 128KB per SM, allowing for an average of 32 registers

per thread

The 128-bit registers are interleaved across the register file banks to in-

crease the likelihood that all of the operands for an instruction can be fetched

simultaneously. Instructions that require more than one register operand from
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the same bank perform their reads over multiple cycles, eliminating the possi-

bility of a stall due to a bank conflict for a single instruction. Bank conflicts

from instructions in different warps may occur when registers map to the same

bank. Our MRF design is over-provisioned in bandwidth to reduce the effect

of these rare conflicts. Bank conflicts can also be reduced significantly via the

compiler [103]. The operand buffering between the MRF and the execution

units represents interconnect and pipeline storage for operands that may be

fetched from the MRF on different cycles.

Despite aggressive banking, these large register file resources not only

consume area and static power, but also result in high per-access energy due

to their size and physical distance from execution units. Prior work examining

a previous generation NVIDIA GTX280 GPU (which has 64 KB of register file

storage per SM), estimates that nearly 10% of total GPU power is consumed

by the register file [39]. We estimate that for our baseline GPU design, the

register file system consumes between 15% and 20% of the SM’s dynamic

energy. Our estimates also show that the access and wire energy required to

read an instruction’s operands is twice that of actually performing a fused

multiply-add [34]. Because power-supply voltage scaling has effectively come

to an end, driving down per-instruction energy overheads will be the primary

way to improve future processor performance [42].

2.4.2 Cache and Shared Memory

Each SM contains 64KB of cache and 64KB of shared memory. Each of these

structures is composed of 32 2KB banks, and each bank supports one 4-byte

read and one 4-byte write per cycle. The cache uses 128-byte cache lines which
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span all 32 banks, and it only supports aligned accesses with 1 tag lookup per

cycle. Shared memory supports scatter/gather reads and writes, subject to the

limitation of one access per bank per cycle. Avoiding shared memory bank

conflicts is a common optimization employed by programmers. The cache and

shared memory banks are connected to the memory access units in the SM

clusters through a crossbar.

2.5 Two-Level Warp Scheduler

To hide long latencies, GPUs allocate a large number of hardware thread con-

texts for each set of SIMT cores. This large set of concurrently executing warps

in turn increases scheduler complexity, thus increasing area and power require-

ments. Significant state must be maintained for each warp in the scheduler,

including buffered instructions for each warp. In addition, performing schedul-

ing among such a large set of candidate warps requires complex selection logic

and policies. The scheduler attempts to hide two distinct sources of latency in

the system: (1) long, often unpredictable latencies, such as loads from DRAM

or texture operations that take hundreds of cycles to resolve; and (2) shorter,

often fixed or bounded latencies due to ALU operations, branch resolution,

or accesses to the SM’s local shared memory that take ten to twenty cycles

to resolve. A large pool of available warps is required to tolerate latencies in

the first group, but a much smaller pool of warps is sufficient to tolerate com-

mon short latencies. The latency of arithmetic operations and shared memory

accesses along with the amount of per-thread ILP influences the number of

threads required to saturate the hardware. Reducing the set of warps avail-

able for selection on a given cycle can reduce both the complexity and energy
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(a) Single-level (b) Two-level

Figure 2.6: Warp schedulers.

overhead of the scheduler. One important consequence of reducing the number

of concurrently active threads is that it reduces the immediate-term working

set of registers.

The two-level warp scheduler partitions warps into an active set eligi-

ble for execution and an inactive pending set [35]. The smaller set of active

warps hides common short latencies, while the larger pool of pending warps is

maintained to hide long-latency operations and provide fast thread switching.

This work was done in collaboration with Daniel R. Johnson, the remainder of

these thesis leverages the two-level warp scheduler. Figure 2.6 illustrates a tra-

ditional single-level warp scheduler and our proposed two-level warp scheduler.

All hardware-resident warps have entries in the outer level of the scheduler and

are allocated MRF entries. The outer scheduler contains a large set of entries

where pending warps may wait on long-latency operations to complete, with
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the number of pending entries required primarily influenced by the memory

latency to be hidden. The inner level contains a much smaller set of active

warps available for selection each cycle and is sized such that it can cover

shorter latencies due to ALU operations, branch resolution, shared memory

accesses, or cache hits. When a warp encounters a stall-inducing event, that

warp is removed from the active set but left pending in the outer scheduler.

Introducing a second level to the scheduler presents a variety of new scheduling

considerations for selection and replacement of warps from the active set.

2.5.1 Scheduling

For a two-level scheduler, we consider two common scheduling techniques:

round-robin and greedy. For round-robin, we select a new ready warp from the

active warp pool each cycle using a rotating priority. For greedy, we continue

to issue instructions from a single active warp for as long as possible, without

stalling, before selecting another ready warp. Our single-level scheduler has

the same options, but all 32 warps remain selectable at all times.

2.5.2 Replacement

A two-level scheduler must consider when to remove warps from the active

set. Only warps which are ready or will be ready soon should be kept in the

active set; otherwise, they should be replaced with ready warps to avoid stalls.

Replacement can be done preemptively or reactively, and depending on the

size of the active set and the latencies of key operations, different policies will

be appropriate. We choose to suspend an active warp just before it consumes

a value produced by a long-latency operation. Instructions marked by the
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compiler as sourcing an operand produced by a long-latency operation induce

the warp to be suspended to the outer scheduler. We consider texture opera-

tions and global (cached) memory accesses as long-latency. This preemptive

policy speculates that the value will not be ready immediately, a reasonable

assumption on contemporary GPUs for both texture requests and loads that

may access DRAM. An alternative design would allow warps to remain active

until the cache was accessed. Only in the case of a cache miss would a warp be

descheduled. Because long memory and texture latencies are common, waiting

until the cache is accessed sacrifices opportunities to execute instructions from

other ready warps. For stalls on shorter latency computational operations or

accesses to shared memory, warps retain their active scheduler slot. For differ-

ent design points, longer computational operations or shared memory accesses

could be triggers for eviction from the active set.

2.5.3 Results

Next, we consider the performance of our two-level warp scheduler rather

than the typical, more complex, single level scheduler. Figure 2.7 shows SM

instructions per clock (IPC) for a scheduler with 32 total warps and a range

of active warps, denoted below each bar. The peak performance for a single

SM is 32 instructions per cycle. Chapter 4 discuss these benchmarks in detail

and explains our simulation methodology. Along with the arithmetic mean,

the graph shows standard deviation across traces for each scheduler size. The

scheduler uses a greedy policy in the inner level, issuing from a single warp

until it can no longer issue without a stall, and uses a round-robin policy when

replacing active warps with ready pending warps from the outer level. The
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Figure 2.7: Average IPC with +/-1 standard deviation for a range of active
warps.

single-level scheduler (all 32 warps active) issues in the same greedy fashion

as the inner level. A two-level scheduler with 8 active warps achieves nearly

identical performance to a scheduler with all 32 warps active, while scheduling

6 active warps experiences a 1% performance loss on compute programs and a

5% loss on graphics shaders. In some cases the two-level scheduler outperforms

a single level scheduler as the two-level scheduler spreads memory request out

in time preventing the entire processor from stalling on memory request [58].

The remainder of this work assumes a two-level warp scheduler with 8

active warps and 24 pending warps per processor. This configuration intro-

duces no performance penalty across the benchmarks which we evaluate.
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Chapter 3

Related Work

This chapter discusses related work on various design proposals for improving

the efficiency of the register file system including register file caching and

hierarchical register files. We also discuss prior proposals for flexible on-chip

storage that can be configured based on an application’s access patterns. A

variety of these past approaches have been explored for a range of systems

including CPUs, GPUs, and embedded processors.

3.1 Traditional Register Allocation

In traditional register allocation, the compiler decides which values are allo-

cated to the register file and which values must be accessed from memory. The

main goal is to improve performance by locating as many values as possible

in the fast register file. Additionally, each value spilled to memory requires

several additional instructions to spill and fill. A variety of techniques have

been proposed to perform register allocation including simple linear scan, bin-

packing, and graph coloring.
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The first implementation of graph coloring for register allocation was

described by Chaitin et al. for the PL.8 compiler used in the IBM Sys-

tem/370 [17, 16]. Chaitin builds an interference graph where each live range

is a node in the graph and nodes that interfere with each other, by being live

concurrently, are connected. A register allocation can be found by solving

the graph coloring problem of the interference graph. Each color represents a

different physical register and neighbors in the interference graph must have

different colors. Determining whether a graph is k-colorable is a NP-complete

problem. At each step in Chaitin’s algorithm, a node with fewer than k neigh-

bors is removed, since these nodes are trivially colorable. Remaining nodes

with more than k neighbors are be spilled. Chaitin’s work also proposed an

efficient data structure for representing the interference graph.

Briggs et al. expanded on Chaitin’s work by delaying the decision to

spill a value [14]. This optimistic coloring approach assumes that it may not

be necessary to spill a value. For example, when two of a value’s neighbors

have been assigned the same color the value may not need to be spilled. Any

value that will be spilled using the optimistic coloring algorithm will also be

spilled by Chaitin’s algorithm. Many routines see significant improvements

using optimistic coloring compared to Chaitin’s algorithm. Briggs also presents

a framework to extend the opportunities for rematerialization, which allows

some live ranges to be spilt and values to be recomputed, rather than being

loaded from memory. Again, this approach presents meaningful performance

improvements over Chaitin’s algorithm.

Chow and Hennessy propose a priority-based approach to solving the

graph coloring problem [20]. When deciding which values should be spilled

they employ a metric that measures the spill cost divided by the live range
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length. This metric is similar in spirit to the one we use in Chapter 6, although

they optimize for performance and we optimize for energy. They employ live

range splitting to minimize the length of time a value must be spilled to mem-

ory.

Because of the complexity of solving the graph coloring problem, these

approaches can dramatically increase compilation time. For systems that per-

form online compilation such as JIT compilers, this overhead can negate the

performance benefits of efficient register allocation. To minimize compilation

time several linear scan algorithms have been proposed. Poletto and Sarkar

propose a simple linear scan algorithm that allocates live ranges to registers

in program order [69]. When no more registers are available, the value with

the longest live range is spilled. This heuristic chooses to spill the longest live

range in hopes of freeing a register that can be reused by several subsequent

values. Traub et al. propose a more complex linear scan algorithm that solves

the bin-packing problem [86]. This algorithm chooses the bin that is just large

enough to accommodate the live range. They also perform second-chance bin-

packing which splits live ranges and attempts to allocate as much of a live

range as possible in a register. The linear scan allocator is often able to match

the performance of the more complex graph coloring approach. In some cases,

the graph coloring approach is more efficient, but the added compilation time

must be taken into account for online systems.

Allocating values to our register file hierarchy as described in Chap-

ter 6 is fundamentally different from traditional register allocation. First, the

allocation region for traditional register allocation is typically an entire pro-

cedure. When allocating for the software-managed register file hierarchy we

only consider a single strand at a time. A strand contains no long-latency de-
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pendences or backwards branches and typically contains tens of instructions.

The decision of which values to spill in traditional register allocation is com-

plicated by control flow such as loops. Because strands contain no loops, the

relative weighting of values is simpler. Next, the primary goal of traditional

register allocation is to improve performance. The goal of allocating for the

software-managed register file hierarchy is to reduce register file energy, there

is no performance penalty for accessing different levels of the register file hier-

archy. Therefore, we consider the number of accesses made to each value when

deciding which level of the hierarchy a value should be allocated to. In some

cases, leaving a value in the main register file is more efficient than allocating

it to the upper levels of the register file hierarchy. Finally, the upper levels of

the register file hierarchy are temporally shared across concurrently executed

threads and are only valid while a thread is active. Therefore, at strand bound-

aries all valid state must be allocated to the main register file. The compiler

must consider these scheduling events when deciding where values should be

allocated.

3.2 Traditional Register File Design

The design of the register file has been important due to various constraints

on different systems at different times. In 1976 the CRAY-1 was designed with

a software-managed register file hierarchy. The second level in the hierarchy

had a higher capacity and a higher access time. The compiler decided which

level of the hierarchy values should be allocated to. In the late 1990’s as

designers aimed to increase frequency, minimizing the register file access time

was critical to achieve timing constraints and a variety of proposals for a
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register file cache were explored. Systems with a large number of threads and

execution units, such as GPUs and VLIW designs, must design the register

file system to minimize power and area, rather than simply latency.

3.2.1 Value Usage Analysis

In 1992 Franklin and Sohi studied the register file usage patterns for a tradi-

tional uniprocessor. Using the SPEC ’89 suite they found that a large fraction

of values are only read once. The average number of times a value was read

ranged across the benchmarks from 1.16 to 3.28. They found that reuse was

significantly higher for integer values than floating-point values. The average

number of times that a floating-point value was read ranged from 1.16 to 1.36.

They attribute the difference between integer and floating-point values to the

fact that many integer values are used for loop control and address calcula-

tions that will be reused, while floating-point values often are computing a

particular result that is only read once. Additionally, they examine the life-

time of register values and find that most values are consumed within 20 to

30 instructions of when they are produced.

They exploit these usage patterns in the design of the multiscalar pro-

cessor [80]. The multiscalar processor uses a set of distributed execution units

connected with a ring to concurrently execute independent instructions. Each

execution unit has a local register file and results are forwarded around the

ring to update remote register files. The local register files have a lower cost

compared to a global monolithic register file. We examine the register reuse

patterns for a range of GPU workloads in Sections 5.1 and 6.1. The reuse pat-

terns for our GPU workloads are similar to those patterns found by Franklin
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and Sohi on CPU workloads.

3.2.2 Efficient Monolithic Register File

Prior work has explored improving the efficiency of the register file system by

reducing the number of entries [7, 94, 64], reducing the number of ports [66],

and reducing the number of accesses [68, 87]. These approaches have been

explored for traditional CPUs, VLIW processors [95, 96, 101], and streaming

processors [25, 71].

Tseng and Asanovic proposed a variety of techniques to improve the

energy efficiency of the register file. These included circuit level techniques to

improve the storage cells and bitlines and architectural techniques to minimize

the number of accesses when a value is accessed repeatedly or when it can be

read from the bypass network [87]. Park et al. proposed to reduce the number

of register file ports in order to improve the register file’s speed and reduce

its energy [66]. They observe that when a register value is read from the

bypass network, the register read is unnecessary. They use 1 extra bit per

source operand in the issue queue to predict which values are likely to be

read from the bypass network and inhibit the register reads for these values.

Additionally, they use register banking to increase the write bandwidth while

keeping the port count low. The combination of these two techniques reduces

energy delay by 9%. Related to this work, in 2006 Park et al. proposed

to make the instruction scheduler aware of the processor’s bypass paths to

increase the number of values that could be read from the bypass network.

They found that by scheduling with the goal of increasing the number of

values that were bypassed an additional savings of 12% of register file energy
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could be obtained [68]. These techniques rely on the fact that many values are

used soon after they are created, thus they are available in the bypass network.

Balasubramonian et al. proposed to reduce the complexity of the reg-

ister file for an aggressive superscalar design by using a banked hierarchical

design [9]. They target an aggressive design supporting a maximum IPC of

8 and a register file with 160 entries. The register file hierarchy in their de-

sign is tightly coupled to the processor’s pipeline. They propose a two level

register file hierarchy with the lower level holding only values that may pos-

sibly be read by future instructions. The upper level contains values read by

executed instructions that have not yet committed. These values are only

needed in the case of misspeculation to recover the state of the processor for

precise exceptions. The hardware is responsible for tracking pending reads to

determine when a value can be moved between the two levels of the hierarchy.

By reducing the size of the lower level of the register file, the critical timing

path through the register file is improved. To reduce the register file energy

requirements, they propose to construct the register file from a collection of

single ported banks. When bank conflicts occur, instructions must read their

operands over the course of several cycles. GPU register files also employ a

large number of banks and must read register values over several cycles when

bank conflicts occur.

Media Processor Register File

Rixner et al. studied the register needs for media processors [71]. Their base-

line Imagine architecture consists of 48 ALUs used to exploit both data-level

parallelism and instruction-level parallelism. They show that a centralized

register file suffers high overheads, due to the flexibility of connecting a large
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number of execution units to all register file entries. By partitioning the regis-

ter file across the execution units, the overheads can be greatly reduced. On a

set of media processing kernels, they find the most efficient organization to be

a streaming register file that is also hierarchical and partitioned. This design

improves area, delay and power by factors of 195, 20, and 430 compared to an

unrealistic monolithic design.

Stream Architecture Register File

Subsequent to proposing Imagine, Dally et al. proposed Merrimac, a high

performance architecture designed to use stream processing [25]. Merrimac

uses a register file hierarchy that associates a local register file with each cluster

and connects the clusters to a stream register file. Clusters can communicate

through this stream register file. This register file hierarchy minimizes the

overhead of a large global register file by localizing as much communication as

possible to the execution units that operate on a given data item.

VLIW Register Files

Zalamea et al. proposed a two-level register file hierarchy for a VLIW pro-

cessor [95]. They target a VLIW processor designed for high-ILP. Because

of the large number of operations performed per cycle, the system requires a

large register file with high bandwidth. They propose two levels to the register

file: an upper level (R1), with 16 entries and a large number of ports, and a

lower level (R2), with 64 entries and fewer ports. The execution units can

only directly access values in R1 and explicit moves are required to move data

between R1 and R2. All memory loads write their results into R2 and then the

compiler moves values into R1 when they are needed by the execution units.
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Their evaluation shows roughly a 40% savings in register file area and peak

power along with a performance improvement of 10–14%. They extended this

work in 2004 to consider various organizations of the register file hierarchy and

software optimizations that reduce register pressure [96]. They also consider

designs for a clustered VLIW processor with a distributed partitioned register

file.

Zhang and Sun proposed a design for a partitioned register file for a

clustered VLIW processor [101]. Their proposed design uses local register files

for each VLIW cluster along with a global register file. The global register file

allows for efficient communication between execution units in different clusters.

They also introduce the concept of an associate register, which allows a result

to be written to two registers in a single operation. In Chapter 6 we allow

a single instruction to write its result to multiple levels of the register file

hierarchy. This allows an entry in both the local and global register files to

be updated by a single instruction. They use this mechanism to remove anti-

dependencies which are a bottleneck for software pipelining.

3.2.3 Register File Caching

As designers tried to increase clock rate and utilize heavily pipelined designs,

the register file access time became a critical path, limiting cycle time. Sev-

eral different approaches were explored to improve the register file cycle time,

including using a hardware-managed register file cache [24, 97, 43, 59, 13, 9].

Rather than reduce latency, our design for a register file cache aims to reduce

the energy spent in the register file system.

Cruz et al. proposed a register file cache to improve the access time
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of a large register file for a heavily pipelined design [24]. In their design, the

register file cache contains a large number of ports and all ALUs must read

their operands from the register file cache. The main register file contains

fewer ports, but has a larger capacity. Execution units can write their results

to either level in the hierarchy. They propose to only cache values that do

not get read from the bypass network. This policy is designed to not pollute

the register file cache, since a value read from the bypass network is likely to

not be read again in the near future. They also explore a range of policies for

prefetching values from the main register file into the register file cache. Their

prefetching policy examines in-flight instructions to determine which register

are likely to be needed next. These registers are moved from the main register

file to the register file cache, when the ports between the two structures are

available. Their proposed design reduces performance by 10% for SpecInt95

and by 2% for SpecFP95, when compared to an idealized monolithic regis-

ter file. When accounting for the cycle time savings from their register file

cache, their design improves performance by 87% and 92% for SpecInt95 and

SpecFP95. The large savings come from being able to increase frequency,

due to faster access time of the register file cache compared to the monolithic

register file.

Borch et al. discuss loose loops present in the pipeline of the Alpha

21264 [13]. In this design, the issue to execute path contains a 3 cycle register

file access. They propose to use a small register file cache with 16 entries per

function unit cluster. Each register file cache can be accessed in a single cycle.

The reductions in access time improve overall pipeline performance and result

in a 4–15% performance improvement across the Spec95 benchmarks.

Zeng and Ghose proposed to split the register file cache for a CPU
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into two structures [97]. First, they used a FIFO queue to hold values that

would be used shortly after being produced. Second, they proposed a small

cache that holds values used over a longer timescale. They find that a 12

entry FIFO combined with a 16 entry cache reduces the register file energy

by 38%. Most of the register operands are fetched from the register file cache,

which supports reducing the port count for the main register file to achieve

their energy savings. Our savings in register file energy come from reducing

the number of accesses to the main register file. Further efficiency gains are

possible by redesigning the main register file. Due to the small number of

threads present on a CPU, they are able to have far more entries per threads

than the designs we propose in Chapter 5.

Jones et al. propose using a register file cache that is informed by the

compiler which values should be cached [43]. Using profiling data, the compiler

annotates each instruction with the number of times the result will be used.

For most instruction formats the usage information can be encoded in existing

free bits. In Chapter 5 we also propose to use compiler knowledge to improve

the performance of the register file cache. Rather than pass the number of

times a value will be read, we encode in the source register specifier when a

register instance is dead. The hardware tracks the number of times a value

is read from the bypass network and only inserts a value into the register file

cache if the usage count indicates there are future reads. The usage counts

are maintained for values in the register file cache so that they can be used

to decide which value should be evicted when the register file cache is full.

The register file cache is invalidated when there is a context switch. This

approach is somewhat similar to our proposal to flush the register file cache

when an active thread is descheduled. However, our scheduling events occur
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much more frequently than a context switch. Their evaluation shows that

a 32-entry register file cache improves performance by 7% and saves 6% of

processor energy.

Recently in 2010, Shioya et al. proposed a design that aimed to simplify

the execution pipeline for systems with a register file cache [78]. In their design,

there are pipeline stages that allow for all operands to be read from the main

register file. Therefore, when the operands cannot be read from the register

file cache and must instead come from the main register file there is not a

pipeline stall. Their design reduces port count for the main register file and

simplifies the bypass network. Across the SPEC CPU 2006 benchmarks they

estimate a savings of 31.9% of register file energy.

The challenges with GPU register file caches are different from CPU

register file caches mainly because of the large number of threads present on a

GPU and the different execution models. CPU caches use tens of entries per

threads. Due to the large number of threads present on a GPU, we explore

designs with 3 to 6 entries per thread. Each thread on a GPU is executed

in-order, removing several of the challenges faced by register file caching on a

CPU, including preserving register values for precise exceptions [40] and the

interaction between register renaming and register file caching. Much of the

prior work that aims to improve the efficiency of the register file deals with

the interaction between the bypass network and the register file. When values

are fetched from the bypass network the read from the register file can be

inhibited. Due to the in-order nature of GPUs the bypass network is not as

important.
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3.2.4 Compiler Focused Approaches

Yankelevsky and Polychronopoulos proposed the α-Coral architecture, which

is designed to allow a more dynamic approach to thread management be-

tween simultaneous multiprogramming and multithreading [93]. They pro-

posed to dynamically share the register file between threads, similar to how

modern GPUs allow a variable number of registers per thread. In a tradi-

tional SMT, each thread is guaranteed a fixed number of register file entries.

In α-Coral, the compiler analyzes each thread and allocates register entries

based on each thread’s register needs. Allowing variable number of registers

per-thread makes more effective use of the register file and reduces the re-

quired register file capacity. Section 6.6 explores allowing threads to allocate

a variable number of entries in the ORF based on the thread’s register reuse

patterns. We find that allowing this flexibility greatly increases complexity

with limited efficiency gains.

Ayala et al. proposed to use the compiler to detect the optimal number

of register entries that are needed and then clock gate the remaining entries [7].

The compiler decides, either for each function or for each loop, the number

of entries that can be disabled without increasing the code size for register

spills. Two additional instructions are added to the ISA that the compiler

uses to signal to the hardware the number of entries that should be enabled

and the rest are disabled. They evaluate their techniques on the MiBench suite

and find that disabling entries by the compiler produces an average savings of

50% of register file energy. There is a small overhead to support gating the

registers on a entry by entry basis. Our techniques focus on filtering accesses

to the energy-intensive main register file and could be used in combination
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with designs that reduce register file energy by disabling unneeded capacity.

Gebotys proposed performing register and memory allocation by solving

the minimum cost network flow problem [37]. Their work allocates values be-

tween a register file and a memory that seeks to minimize the amount of energy

spent accessing values. This approach applies to arbitrary storage hierarchies.

The minimum cost network flow problem consist of finding the cheapest way

of sending a certain amount of flow through a network, which is composed of

a directed graph where each edge has a potentially different capacity. On a

set of signal processing workloads, they find energy savings between 1.4 and

2.5 times greater than prior approaches. This approach requires a complicated

algorithm for allocation and there is little to no opportunity to improve the

allocations resulting from our greedy algorithm proposed in Section 6.4.1 given

the limited size of our allocation regions.

Zhang et al. proposed a register allocation algorithm for a traditional

CPU that focuses on reducing energy-delay [100, 99]. They consider the data

usage patterns across basic blocks when deciding which values should be al-

located to the register file versus memory. Zhang et al. proposed to perform

register re-allocation at the binary level to change the register allocation based

on profile data to allocate registers to the values that would save the most en-

ergy [98]. Their approach demotes values that are accessed less frequently to

being stored in memory. On a set of benchmarks from SPEC2000 and Medi-

aBench they show a reduction in the number of spills ranging from 0–25%.
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3.2.5 Software-Managed Hierarchical Register Files

Systems as early as the CRAY-1 proposed a compiler controlled register file

hierarchy to improve performance, energy, or area [22, 72]. The 1976 CRAY-1

had 8 address registers and 8 scalar registers with a short access time and a

second level in the register file hierarchy that contained 64 address registers

and 64 scalar registers. These registers took longer to access, but were faster

than accessing main memory. The second level of the register file hierarchy

helped to hide main memory latency, as the CRAY-1 did not have a data

cache. The compiler would allocate a value either to the fast registers or to

the slow registers for the value’s entire lifetime.

Swensen and Patt showed that on scientific codes nearly a 2x perfor-

mance improvement was possible by using hundreds rather than 8 register

entries. Further, they showed that nearly all of this performance improvement

could be achieved by a system with a hierarchical register file. Their design

uses a small number of registers that can be accessed in a single cycle and a

larger set of slow registers that take several cycles to access. They propose to

use the compiler to decide which values should be allocated to each level of

the hierarchy [83].

The ELM project designed an energy-efficient embedded processor that

redesigned many of the chip’s components to reduce the amount of energy

spent on overheads, such as reading values from storage or moving values on

wires [11]. By improving locality, the ELM processor can spend more energy

actually performing computation and is 23 times more energy efficient than an

embedded RISC processor on a set of embedded kernels. ELM uses a register

file hierarchy that is managed by the compiler [10]. Two executions units share
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a single global register file, but each have private operand register files. The

operand register files have 4 entries and the global register file has 32 entries.

Therefore, the energy savings is maximized when most accesses are serviced

by the operand register files. Communication between the execution units

occurs through the global register file. Unlike our system, the upper level of

the register file is not time-multiplexed across threads, allowing allocations to

be persistent for extended periods of time. They use a similar algorithm for

making allocation decisions that considers the number of reads and a value’s

lifetime, but do not directly use the energy savings when making allocation

decisions. Follow on work considers the interaction between register allocation

and instruction scheduling for ELM [67]. Additionally, there is a software

exposed bypass register that allows a value that is produced and then read

only by the next instruction to bypass the register file system. In our work,

multiple threads execute concurrently to hide function unit latency and only

having a single entry, rather than a single entry per thread, greatly constrains

the instruction and thread scheduler.

While prior work focuses on making allocation decisions for an entire

value’s lifetime, often we only capture a portion of a value’s lifetime in the

upper levels of the register file hierarchy. The upper levels in our register file

hierarchy are shared across several concurrently executing threads and much of

the allocation algorithm focuses on utilizing these entries in the most efficient

manner while a thread is active. This close interaction between the thread

scheduler and the register allocator is a contribution of our work. Also, the

focus on our work is entirely on saving energy, while much of the past work

on register file hierarchies has focused on reducing access latency.
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3.3 GPU Register File Design

GPUs have a very large number of threads which necessitates a high capacity

register file. Various approaches have been used to limit the overhead of these

high capacity structures. Several generations of AMD GPUs divide programs

into regions called clauses [5, 45]. There are several types of clauses, includ-

ing those with arithmetic operations or those with memory operations. There

are no control flow operations inside arithmetic or memory clauses. Within

a clause, the processor has access to registers called clause temporary regis-

ters. The software explicitly controls allocation and eviction from the clause

temporary registers. These temporary registers are only valid for the life of

a clause. In this way, clause temporary registers are similar to the levels of

our register file hierarchy, which are invalidated when an active thread is de-

scheduled. Unlike our RFC or ORF, these registers are not persistent across

control flow boundaries. As Section 6.5.4 shows, a design that allows values

to be live in the ORF past forward branches produces a substantial register

file energy reduction compared to a design that restricts values in the ORF

to a basic block. While clauses temporary registers are tightly integrated into

the execution model, our register file hierarchy has minimal impact on the

execution model.

Additionally, AMD GPUs expose a bypass register to software, which

allows an instruction to directly read the result of the previous instruction [3].

This technique can eliminate register accesses for values that are consumed

only once, when the consuming instruction immediately follows the producing

instruction. Unlike our LRF, writes to this register cannot be inhibited, thus

values can only be passed to the next instruction. AMD GPUs have more
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threads in a warp, referred to as a wavefront, which allows them to tolerate

the delay from the execution units using 2 active warps. Therefore, the amount

of storage needed for the clause temporary registers and the bypass register is

minimized.

Yu et al. proposed using a hybrid memory cell composed of both SRAM

and embedded DRAM (eDRAM) to construct a GPU’s register file [94]. The

eDRAM allows denser storage but requires more time to access. The ma-

jority of the storage capacity comes from the eDRAM, allowing for a much

smaller SRAM register file. The smaller size of the SRAM reduces access en-

ergy. Values can only be accessed while they are in the SRAM cells and must

be explicitly moved from eDRAM to SRAM. They also propose a modified

scheduler that seeks to reduce the number of transfers between the different

cell types. Their energy estimates show a register file savings of 38% in area,

68% in energy, and a performance loss of 1.4%. As their proposed hybrid

SRAM / eDRAM cell design relies on an immature technology, the potential

to achieve their claimed energy savings is unclear.

3.4 Reconfigurable Storage

Several projects have considered reconfigurable memories that can serve as ei-

ther cache or software controlled scratchpad, including Smart Memories [54],

TRIPS [73], and the TI TMS320C62xx DSP [84]. In Section 7.2 we evaluate

the limited form of flexibility between cache and shared memory present on

NVIDIA’s latest GPU. Making efficient use of the memory bandwidth avail-

able to GPUs is critical for high performance [12, 50, 49]. Efficient use of the

on-chip memory can reduce the required memory bandwidth.
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The Smart Memories project proposed a tiled design with a reconfig-

urable memory system [54]. The reconfigurable memory could implement a

variety of cache organizations, ranging from simple direct mapped caches to

set associative designs with several banks. The memory could also be con-

figured to behave as local scratchpad or vector or stream register files. This

flexibility allowed the system to be configured for a variety of diverse tasks.

This design has a large amount of flexibility, enabling many diverse configura-

tions. The flexibility does present a modest overhead compared with a fixed

purpose design.

The TRIPS project utilized a set of reconfigurable memory tiles [73].

These tiles could be programmed by software to perform as either cache or

scratchpad. The mapping of addresses to cache banks was also programmable

to allow software to control which memory tile an address would be mapped

to.

Embedded processors have long made use of scratchpad memory to

improve performance and save energy. The TI TMS320C62xx DSP allow the

software to configure the on-chip memory to perform either as cache or scratch-

pad memory [84]. These embedded processors typically require hand tuning

and requiring programmers to tune applications for a given processor is com-

mon. In Chapter 7 we seek a more flexible approach where the decision on

how to allocate the on-chip storage is largely automated.

3.4.1 Reconfigurable Caches

Albonesi proposed selective cache ways, which allows a subset of the ways

in a set associative cache to be disabled to save power [1]. In this work a
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special control register was set by software that enabled or disabled each of

the cache ways. The disabled cache ways reduce the overall switching activity

of the cache, thereby saving energy. They propose to use software analysis

and runtime profiling to decide how many cache ways should be enabled. This

technique reduces cache energy by 40% with a 2% performance degradation,

due to higher cache miss rates.

Ranganathan et al. proposed a reconfigurable cache that could be di-

vided into several partitions with each partition performing a different task [70].

Their work mainly focuses on the cache design required for reconfigurability,

using a cache partition for instruction reuse for media processing as a moti-

vating example. In this example, the remaining cache partition is used as a

traditional cache. This flexibility provides up to a 20% performance gain on a

set of media processing benchmarks.

Sundararajan et al. proposed to divide a cache based on its ways be-

tween cores in a multi-core processor [82]. In this work, a way is owned by a

given core. When a core attempts to read data from the cache it only must

consider its assigned ways. When a limited number of ways are needed, the

unused ways are disabled to save static power. The partitioning of ways to

cores is dynamically adjusted based on the usage patterns.

The ALP project proposed reconfiguring part of the L1 data cache to

serve as a vector register file when performing vector processing [75]. Because

they aim to support multiple forms of parallelism and execution models they

did not want a dedicated vector register file. Only when operating in vector

mode would they configure a portion of the cache to act as the vector register

file.

Cook et al. proposed mechanisms for flexible partitioning between cache
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and shared memory in a multi-core CPU [21]. This work virtualizes local

scratchpad storage and uses a portion of the hardware-managed cache to store

scratchpad data. Additionally, they expose a DMA engine to software for

efficient data transfer into and out of the virtualized local scratchpad.

3.4.2 Balancing Thread Count and Resource Usage

Volkov identified applications that achieve better performance by using fewer

threads, as this allows more registers to be allocated to each thread [90]. They

study the tradeoff between number of threads per SM and number of registers

per thread. With a fixed capacity register file, the optimal operating point

may be a smaller number of threads, with each thread having access to more

registers. Our unified design allows the capacity of the register file to increase

so that the number of threads does not have to be reduced to increase the num-

ber of registers per thread, providing flexibility for applications with dynamic

requirements.

Recent work uses cyclic reduction as a case study of the tradeoffs be-

tween allocating values to the register file versus shared memory along with

balancing the number of registers per thread and the number of threads per

SM [26]. This work implemented several different versions of cyclic reduction

that used different register blocking factors. As the register blocking factor

is increased, performance improves until the fixed capacity of the register file

reduces the number of threads that can run concurrently. Our flexible design

could shift the most efficient operating point to a more aggressive blocking

factor. Using a more efficient blocking factor has the potential to dramatically

reduce the number of instructions executed.
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Murthy et al. developed a model for optimal loop unrolling for GPGPU

programs that considers the increase in register pressure versus the potential

improvements from unrolling [57]. They find that the gains from loop unrolling

are limited when the number of register spills becomes significant. Our analysis

in Chapter 7 shows that minimizing register spills is key to achieving high

performance. By increasing the amount of storage dedicated to the register

file, our flexible design allows more registers to be allocated to each thread

along with more concurrent threads to execute. Our flexible storage system

can relax the programming burden associated with the fixed capacity storage

structures and accommodate diverse workloads.
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Chapter 4

Methodology

This chapter describes the workloads, simulation infrastructure, and energy

models used throughout the dissertation.

4.1 Workloads

We use a variety of benchmarks throughout this dissertation. In Chapter 5

we use 210 real-world instruction traces, described in Table 4.1, to evaluate

the effectiveness of a hardware-managed register file hierarchy. The traces

are taken from a variety of sources and encoded in NVIDIA’s native ISA.

Due to the large number of traces we evaluate, we present the majority of

our results as category averages. Fifty-five of the traces come from compute

workloads, including high-performance and scientific computing, image and

video processing, and simulation. The compute benchmarks generally consist

of single kernels taken from important real world applications. Table 4.1 shows

that the average number of warp instruction per trace varies from 44 million

to 691 million across the four categories of benchmarks. On average, each
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Avg. Dynamic Avg.
Category Examples Traces Warp Insts. Threads

Video Processing H264 Encoder, Video Enhancement 19 60 million 99K
Simulation Molecular Dynamics, Computational 11 691 million 415K

Graphics, Path Finding
Image Processing Image Blur, JPEG 7 49 million 329K
HPC DGEMM, SGEMM, FFT 18 44 million 129K

Shader 12 Modern Video Games 155 5 million 13K

Table 4.1: Instruction traces used to evaluate the hardware-managed register
file hierarchy in Chapter 5.

Suite Benchmarks
CUDA SDK 3.2 BicubicTexture, BinomialOptions, BoxFilter, ConvolutionSeparable,

ConvolutionTexture, Dct8x8, DwtHaar1D, Dxtc, EigenValues,
FastWalshTransform, Histogram, ImageDenoising, Mandelbrot,
MatrixMul, MergeSort, MonteCarlo, Nbody, RecursiveGaussian,
Reduction, ScalarProd, SobelFilter, SobolQRNG, SortingNetworks,
VectorAdd, VolumeRender

Parboil cp, mri-fhd, mri-q, rpes, sad
Rodinia backprop, hotspot, hwt, lu, needle, srad
MAGMA dgemm

Table 4.2: CUDA benchmarks used to evaluate the software-managed register
file hierarchy in Chapter 6.

thread executes between 5-50 thousand instructions. The remaining 155 traces

represent important shaders from 12 popular video games published in the last

5 years. Shaders are short programs that perform programmable rendering

operations, usually on a per-pixel or per-vertex basis, and operate across very

large datasets with millions of threads per frame. Compared to the compute

traces, the graphics shaders have little control flow and are extremely compute

intensive. The graphics shaders make extensive use of texture memory accesses

and fused multiply-add operations.

We evaluate the mechanisms proposed in Chapters 6 and 7 with open-

source CUDA applications. The applications must be recompiled for our

software-managed register file hierarchy and therefore we cannot evaluate the
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NVIDIA execution traces for our software-managed scheme. In Chapter 6

we use benchmarks from the CUDA SDK [60], Rodinia [19], MAGMA [53],

and Parboil [65] suites, shown in Table 4.2, to evaluate our software-managed

register file hierarchy. These benchmarks are indicative of compute applica-

tions designed for modern GPUs. The CUDA SDK is released by NVIDIA

and contains a large number of kernels and applications designed to show

developers the capabilities of modern GPUs. In general, these benchmarks

are the shortest applications we evaluate. Many of the benchmarks consist

of a single kernel designed to illustrate how a specific algorithm can be effi-

ciently run on the GPU. Some of these applications have been extensively

optimized to execute on the GPU. The Rodinia suite is designed for evaluat-

ing heterogeneous systems and is targeted to GPUs using CUDA or multicore

CPUs using OpenMP. These benchmarks are larger than those found in the

SDK and more closely approximate full applications. These applications were

gathered from a variety of sources based on real-world code that has been

ported to the GPU. These applications see significant performance improve-

ments running on a GPU compared to a uniprocessor. We use a dgemm kernel

from the MAGMA suite to highlight the impact of double precision values

on our software-managed register file hierarchy. This kernel has been exten-

sively hand-tuned to maximize performance on the Fermi architecture. The

MAGMA library is widely used to accelerate dense linear algebra on GPUs,

similar to other scientific computing libraries suck as LAPACK for CPUs [6].

The Parboil suite is designed to exploit the massive parallelism available on

GPUs and these applications generally have the longest execution times of

all of our benchmarks. Several of these applications consist of multiple ker-

nels and perform complex computations such as magnetic resonance imaging
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Suite Benchmarks
CUDA SDK 3.2 BicubicTexture, MatrixMul, Nbody, RecursiveGaussian,

ScalarProd, SobolQRNG, VectorAdd
Parboil Sad
Rodinia Backprop, BFS, GPU-mummer, Hotspot, Needle
MAGMA dgemm, sgemv
Tridiagonal Solvers PCR

Table 4.3: CUDA benchmarks used to evaluated our unified memory design
in Chapter 7.

processing.

In Chapter 7, we survey CUDA benchmarks with varying memory re-

quirements, shown in Table 4.3. We evaluate benchmarks with varying needs

in register file, shared memory, and cache capacity to highlight the potential

advantages of our unified memory system. We include several benchmarks that

are already tuned for the fixed capacity of modern GPU storage structures to

highlight the overheads of our unified design.

4.2 Simulation Methodology

We employ a trace-based simulation methodology to evaluate the architecture

alternatives. In Chapter 5 we use internal instruction traces from NVIDIA.

We developed a trace-based simulator that takes these traces as input and sim-

ulates the performance effect of the two-level warp scheduler and the energy

savings from the hardware-managed register file hierarchy. When evaluat-

ing register file caching, we simulate all threads in each trace. For two-level

scheduling, we simulate execution time on a single SM for a subset of the total

threads available for each workload, selected in proportion to occurrence in the

overall workload. This strategy reduces simulation time while still accurately
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representing the behavior of the trace.

Chapters 6 and 7 use open-source CUDA benchmarks shown in Ta-

bles 4.2 and 4.3. We use a software tool called Ocelot for several steps of our

simulation process. Ocelot is an open source, dynamic compilation framework

for PTX [28]. Ocelot provides useful compiler information such as dataflow

analysis, control flow analysis, and dominance analysis. First, we create a

custom Ocelot compiler prepass that runs our hierarchical register allocation

algorithm described in Section 6.4 on each kernel before it executes. We aug-

ment Ocelot’s internal representation of PTX to annotate each register access

with the level of the hierarchy that the value should be read from or written

to.

Next, we use Ocelot to create execution and memory address traces

for each of the applications using the functional PTX simulator that is one

of Ocelot’s components. The execution trace specifies the dynamic control

flow path taken through the kernel for each thread. The execution trace also

specifies the mapping of threads to warps and CTAs. The memory address

trace records the address of memory references made to the global, local, and

shared address spaces during the course of the application’s execution. We

use Ocelot’s functional PTX simulator to calculate the energy savings of our

various register file hierarchy designs in Chapter 6 by counting the number of

accesses to each level of the hierarchy.

Finally, we developed a custom trace-based SM simulator that utilizes

the execution and address traces generated by Ocelot. The SM simulator mod-

els performance of a single SM and we use it to validate the performance results

of the two-level warp scheduler discussed in Section 2.5 and the performance

effect of our unified memory design discussed in Chapter 7. Table 4.4 shows
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Parameter Value

Execution Model In-order
Execution Width 32-wide SIMT
Register File Capacity 128 KB
Register Bank Capacity 4 KB
Shared Memory Capacity 64 KB
Shared Memory Bandwidth 32 bytes / cycle / SM
ALU Latency 8 cycles
Special Function Latency 20 cycles
Shared Memory Latency 20 cycles
Texture Instruction Latency 400 cycles
DRAM Latency 400 cycles
DRAM Bandwidth 16 bytes / cycle / SM

Table 4.4: Simulation parameters.

the simulation parameters used to model our SM. The simulator models the

primary data cache and all memory bank conflicts using the address trace. A

bank conflict in either the register file or memory system causes a performance

penalty. We simulate bank conflicts by charging each instruction that accesses

a bank more than once a cycle of delay for each access beyond the first. We

simulate the full application, but limit the execution to the simulation of a

single SM, rather than simulate an entire GPU. Because the applications run

each kernel many times across a large number of threads, modeling a single SM,

rather than the full chip, simplifies simulation without sacrificing accuracy.

4.3 Simulation Parameters

As described in Section 2.4, we model a contemporary GPU SIMT processor

throughout this dissertation, similar in structure to the NVIDIA Fermi stream-

ing multiprocessor (SM). Table 4.4 summarizes the simulation parameters
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used for our SM design. Standard integer ALU and single-precision floating-

point operations have a latency of 8-cycles and operate with full throughput

across all lanes. While contemporary NVIDIA GPUs have longer pipeline la-

tencies for standard operations [92], 8 cycles is a reasonable assumption based

on AMD’s GPUs [4]. As with modern GPUs, various shared units operate

with a throughput of less than the full SM SIMT width. Our texture unit

has a throughput of four texture (TEX) instructions per cycle per SM. Spe-

cial operations, such as transcendental functions, operate with an aggregate

throughput of 8 operations per cycle per SM.

We model the SM as having 32 bytes per cycle of shared memory and

cache bandwidth. Accesses to shared memory and cache incur a 20 cycle

latency. Each SM has 16 bytes per cycle of DRAM bandwidth, with the

minimum DRAM transaction size of 16 bytes. Accesses to the special function

units incur a latency of 20 cycles. Modern GPUs include a shared last-level

cache. The capacity of this cache is often small compared to the primary data

caches. Since we only model a single SM, we do not model the shared last

level cache. Many of our applications are streaming in nature and would not

benefit from a shared last level cache. Additionally, the last-level cache is

shared across tens of thousands of threads, limiting its effectiveness compared

to a CPU cache.

For the evaluation of the unified memory design in Chapter 7, we modify

our simulation parameters to model a more forward-looking GPU. We increase

the size of the register file per SM from 128KB to 256KB and increase the

number of SMs per chip from 16 to 32. Increasing the number of SMs per chip

reduces the DRAM bandwidth available per SM to 8 bytes per cycle.
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4.4 Energy Model

For the register file hierarchy work in Chapters 5 and 6, we assume a 40nm

technology node. We use the following methodology to measure the simu-

lated access energy for each level of the register file hierarchy. We model the

upper levels of the hierarchy (LRF, ORF, and RFC) as 3-read port, 1-write

port synthesized flip-flop arrays. The energy simulations were done by Daniel

R. Johnson using the Synopsys Design Compiler with both clock-gating and

power optimization enabled. The simulations assume a clock target of 1GHz

at 0.9V. The access energies are estimated by performing several thousand

reads and writes of uniform random data across all ports. We assume that 8

active warps are used when sizing the upper levels of the hierarchy. The main

register file (MRF) banks are modeled as a collection of 32 4KB, 128-bit wide

dual-ported (1 read, 1 write) SRAM banks. The SRAMs are generated using

a commercial memory compiler and are characterized using uniform random

accesses, again at 1 GHz. Table 4.5 shows the access energy for reading 128

bits from each level of the register file hierarchy. The access energy is between

4 and 11 times smaller to access the upper levels of the register file hierarchy

than to access the main register file. Significant energy savings can be achieved

by servicing most accesses from the low-energy structures of the hierarchy.

Our register file hierarchies also save wire energy by locating values close

to the execution units. We model wire energy based on the methodology of [47]

using the parameters listed in Table 4.6, resulting in energy consumption of

1.9pJ per mm for a 32-bit word. From a Fermi die photo, we estimate the area

of a single SM to be 16 mm2 and assume that operands must travel 1 mm from

a MRF bank to the ALUs. Each RFC/ORF bank is private to a SIMT lane,
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Structure Entries Read Write
per thread Energy Energy

(pJ) (pJ)

LRF 1 0.7 2.0

ORF / RFC 1 0.7 2.0
2 1.2 3.8
3 1.2 4.4
4 1.9 6.1
5 2.0 6.0
6 2.0 6.7
7 2.4 7.7
8 3.4 10.9

MRF 32 8 11

Table 4.5: Bank access energy across register file hierarchy.

greatly reducing distance from the RFC banks to the ALUs. The LRF is only

accessed by the ALUs in the private datapath, further reducing wiring energy.

Compared to the MRF, the wire energy for the private datapath is reduced

by a factor of 5 for accesses to the ORF and a factor of 20 for accesses to the

LRF. The tags for the RFC are located close to the scheduler to minimize the

energy spent accessing them. Our results in Chapters 5 and 6 show that the

energy savings from the register file hierarchy are roughly equally split between

savings in bank access energy and wire energy. Overall, we found our energy

measurements to be consistent with previous studies [11] and CACTI [56] after

accounting for differences in design space and process technology.

In Chapter 7, the unified memory design affects the energy of the fol-

lowing components:

• Bank Access Energy: Compared with the baseline partitioned design, the

unified design uses a smaller number of larger banks, resulting in more
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Parameter Value

MRF Distance to Private 1 mm
ORF Distance to Private 0.2 mm
LRF Distance to Private 0.05 mm
MRF Distance to Shared 1 mm
ORF Distance to Shared 0.4 mm
Wire capacitance 300 fF/mm
Voltage 0.9 Volts
Frequency 1 GHz
Wire Energy (32 bits) 1.9 pJ/mm

Table 4.6: Energy modeling parameters.

SRAM Bank Read Energy Write Energy
Capacity (KB) (pJ) (pJ)

1KB 3.2 3.9
2KB 3.9 5.1
4KB 5.1 7.3
8KB 9.8 11.8

12KB 11.0 13.5
16KB 12.2 15.2

Table 4.7: SRAM bank access energy for accessing 16 bytes for 32nm technol-
ogy node.

energy per access to the main register file, shared memory, and cache.

Table 4.7 shows dynamic read and write energy for SRAM banks of var-

ious sizes. These numbers are scaled using a combination of CACTI [56]

and our methodology of synthesis of memory structures [35]. Because

this work is more forward looking, we assume the 32nm technology node

rather than the 40nm technology node that is used in Chapters 5 and 6.

• Wiring Energy: In the baseline design, the cache and shared banks are

4 bytes wide. In the unified design, the banks are 16 bytes wide. To

simplify the crossbar that connects the SM clusters, we stripe cache
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lines across banks in different SM clusters as described in Section 7.3.

However, we still incur an overhead of a 4:1 multiplexer. Furthermore,

for an equal capacity design, the area of an SM cluster will increase

as cache and shared storage is moved into the clusters. This increase in

area will increase the overhead of the crossbar that connects the clusters.

As we have not implemented a detailed physical design, we model these

overheads as 10% additional energy relative to the bank access energy

for cache and shared reads and writes. We also account for an increase

in cache tag lookup energy with this factor. We believe this to be a

conservative estimate and the actual overheads are likely to be less than

10%.

• SRAM Leakage: Each of the unified and partitioned designs use different

amounts of SRAM for the main register file, shared, and cache. We

estimate the SRAM leakage to be 2.37 mW per KB [38].

• DRAM Energy: Our architecture reduces DRAM accesses by making

better use of on-chip memory. We model each DRAM access as consum-

ing 40 pJ/bit [89].

4.4.1 High Level GPU Power Model

To put our energy savings in context, we present a high-level GPU power

model that we use throughout the dissertation. A modern GPU chip consumes

roughly 130 watts [39]. The entire GPU board consumes 200-250 watts and

includes the GPU chip, DRAM, cooling, and board level circuitry. This work

seeks to optimize just the 130 watts consumed by the chip. If we assume

that 1/3 of this power is leakage, the chip consumes 87 watts of dynamic
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power. We assume that 30% of dynamic power is consumed by the memory

system and 70% of dynamic power is consumed by the SMs [51]. Therefore,

for a chip with 16 SMs, each SM consumes 3.8 watts of dynamic power. The

register file conservatively consumes 15% of the SM power, about 0.6 watts per

SM [39]. The register file system power is split between bank access power, wire

transfer power, and operand routing and buffering power. In our evaluation,

we quantify the savings from bank access power and wire energy. Since we do

not quantify the savings in operand routing and buffering power, we assume

that our savings from these components is equal to the same ratio as the

savings in bank access and wire energy.

4.4.2 Instruction Encoding Overhead

Several of our proposed designs for the register file hierarchies in Chapters 5

and 6 require additional bits in the instruction encoding. To evaluate the

increase in fetch and decode energy we use the following high-level model.

Prior work has found that instruction fetch, decode, and schedule consumes

roughly 15% of chip-wide dynamic power on a GPU [39]. If we conservatively

assume that fetch, decode, and schedule each consume roughly equal energy,

fetch and decode are responsible for 10% of chip-wide dynamic power, which

increases as bits are added to each instruction. To evaluate the effect of extra

bits, we make the simplifying assumption that additional bits result in linear

increases in fetch and decode energy. Assuming the baseline system uses 32-bit

words, each additional bit results in a 3% increase in fetch and decode energy.

This corresponds to a chip-wide increase of 0.3% for each additional bit. We

believe our estimates are conservative and the overhead would likely be smaller
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in a real system. System designers must carefully consider the utility of each

bit in an instruction encoding compared with the improvements that this extra

information provides. Particular encoding schemes are implementation specific

and often extra information can be encoded in unused bits for some instruction

formats [43]. Therefore, we use this metric as an upper bound for the increase

in energy caused by the addition of extra bits.
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Chapter 5

Hardware-Managed Register

File Hierarchy

This chapter begins by studying the register reuse patterns found in GPU

workloads and finds that most values are read a small number of times, often

within a few instructions of when they are produced. Based on these reuse

patterns, we propose adding a register file cache to filter accesses to the energy-

intensive main register file. A small, 4–6 entry per thread, register file cache

reduces the number of accesses to the main register file by 50%–60%. This

reduction in accesses translates to a 36% savings in register file energy.

5.1 Register Analysis of GPU Traces

Prior work in the context of CPUs has shown that a large fraction of register

values are consumed a small number of times, often within a few instructions

of being produced [33]. Our analysis of GPU workloads indicates that these

same trends hold. Figure 5.1(a) shows the number of times a value written
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Figure 5.1: Value usage characterization of NVIDIA traces..

to a register is read for a set of real-world graphics and compute workloads.

Chapter 4 characterizes these benchmarks in detail. Briefly, the traces con-

sist of 55 compute benchmarks, grouped into the following categories: video

processing, simulation, image processing, and high performance computing.

Additionally, we evaluate 155 graphics traces that are pixel and vertex shader

programs, grouped into a single category. Up to 70% of values are only read

once, and only 10% of values are read more than 2 times. HPC workloads show

the highest level of register value reuse with 40% of values being read more

than once. Graphics workloads, labeled Shader, show reuse characteristics

similar to the remaining compute traces. Figure 5.1(b) shows the lifetime of

all dynamic values that are only read once. Lifetime is defined as the number

of instructions between the producer and consumer (inclusive) in a thread. A

value that is consumed directly after being produced has a lifetime of 1. Up

to 40% of all dynamic values are only read once and that read occurs within 3

instructions of when the value is produced. In general, the HPC traces exhibit

longer lifetimes than the other compute traces, due in part to hand-scheduled
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optimizations in several HPC codes where producers are hoisted significantly

above consumers for improved memory level parallelism. Graphics traces also

exhibit a larger proportion of values with longer lifetimes due to texture in-

structions, which the compiler hoists to improve performance. These value

usage characteristics motivate the deployment of a register file cache to cap-

ture short-lived values and dramatically reduce accesses to the main register

file.

5.2 Register File Cache

Section 5.1 shows that up to 40% of all dynamic register values are only read

once and within 3 instructions of being produced. Because these values have

such short lifetimes, writing them into the main register file wastes energy.

We propose a register file cache (RFC) to capture these short-lived values.

The RFC filters requests to the main register file (MRF) and provides several

benefits: (1) reduced MRF energy by reducing MRF accesses; (2) reduced

operand delivery energy, since the RFC is physically closer to the ALUs than

the MRF; and (3) reduced MRF bandwidth requirements, allowing for a more

energy-efficient MRF.

5.2.1 RFC Capacity

The most critical design decision for the RFC is how many entries should be

allocated to each thread. We assume that all threads will be allocated the

same number of entries in the RFC. Section 6.6 explores an alternate design

where threads are allocated a variable number of entries based on their register

usage needs. Having more entries per thread in the RFC captures more of the
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(a) Baseline pipeline.

(b) Pipeline with register file cache.

Figure 5.2: GPU pipelines.

thread’s register working set and reduces the number of accesses to the MRF.

However, a larger RFC incurs higher access energy, which is roughly linear

in relation to capacity. Therefore, a designer must balance the RFC access

energy with its effectiveness in reducing accesses to the MRF. In Section 5.4

we present results for a range of designs having between 1 and 8 entries per

thread. The ideal size depends on the workload, but is usually between 3 and

6 entries per thread.

5.2.2 RFC Tags

The RFC requires the addition of tags to allow the hardware to locate operands.

We add an additional stage to the execution pipeline to check the tags before

accessing the MRF. Figure 5.2 highlights the pipeline modifications required

to implement register file caching. Figure 5.2(a) shows a baseline pipeline with

stages for fetch, decode/schedule, register file access (3 cycles to account for

fetching and delivering multiple operands), one or more execute stages, and

writeback. The pipeline with register file caching adds a stage to check the

register file cache tags to determine if the operands are in the RFC. Operands

not found in the RFC are fetched over multiple cycles from the MRF as before.
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Operands in the cache are fetched during the last stage allocated to MRF ac-

cess. The RFC is multiported and all operands present in the RFC are read

in a single cycle. Allowing multiple operands from the RFC to be read in

a single cycle reduces the required operand buffering and minimizes wiring

energy. We do not exploit the potential for reducing pipeline depth when all

operands can be found in the RFC, as this optimization has a small effect

on existing throughput-oriented architectures and workloads. The tag-check

stage does not affect back-to-back instruction latencies, but adds a cycle to

the branch resolution path. Our results show that this additional stage does

not reduce performance noticeably, as branches do not dominate in the traces

we evaluate.

5.2.3 RFC Allocation

One of the policy decisions to explore for the RFC is which values should be

written into the RFC. In the baseline design, the result of every operation

from an execution unit is written into the RFC. This policy generally per-

forms well because values are often read shortly after being produced. Some

benchmarks repeatedly read a value that has not recently been produced by

an execution unit. Because only values produced by an execution unit are

written into the RFC, these reads must come from the MRF. To address this

access pattern we also explore writing values read by the execution units into

the RFC. Allocating both source and result operands into the RFC requires

multiple write ports. Generally, allocating source operands slightly reduces the

number of MRF reads, but pollutes the RFC, resulting in more MRF writes

from writebacks.
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5.2.4 RFC Replacement

Prior work on register file caches in the context of CPUs has used either LRU

replacement [24] or a combination of FIFO and LRU replacement[97] to de-

termine which value to evict when writing a new value into the RFC. We

explore using FIFO and LRU replacement in the RFC. Using FIFO replace-

ment simplifies the hardware, compared to LRU, but may evict values that

are accessed frequently. However, compared to prior work on CPU register file

caching, our RFC can only accommodate very few entries per thread, due to

the large thread count of a throughput processor, reducing the effectiveness of

LRU replacement. In cases where a value is only accessed a single time, LRU

provides no benefit and may perform worse by promoting dead values to the

least recently used position. In cases where a value is accessed multiple times

the value is likely to be evicted before the second access due to the small size

of the RFC. Generally, the RFC must be sized to have at least 6 entries per

thread for LRU to outperform FIFO. Even then, the small gain in effectiveness

from LRU may not justify the increased hardware complexity.

5.2.5 RFC Eviction

While the default policy writes all values evicted from the RFC to the MRF,

many of these values will not actually be read again. In order to elide write-

backs of dead values, we consider a combined hardware/software RFC design.

We extend our hardware-only RFC design with compile-time generated static

liveness information, which indicates the last instruction that will read a par-

ticular register instance. This information is passed to the hardware by an

additional bit in the source register specifier, requiring up to 3 additional bits
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per instruction. Registers that have been read for the last time are marked

dead in the RFC and their values need not be written back to the MRF. This

optimization is conservative and never destroys valid data that could be used

in the future. Due to uncertain control flow in the application, some values

that are actually dead will be unnecessarily written back to the MRF. While

making use of software liveness hints requires compiler support and modifica-

tion to the instruction encoding, it provides a reduction in register file energy

by avoiding the writebacks of dead values.

5.2.6 Baseline RFC

Based on the above design parameters we propose a baseline RFC with 6 en-

tries per thread. Sizing the RFC to have 6 entries captures most of the register

locality while at the same time minimizes the per-access bank energy. We al-

locate the results of all instructions into the RFC and use FIFO replacement

to decide which values should be evicted from the RFC. While the RFC is

smaller than the MRF, because of the large number of threads present it still

requires substantial storage. Our proposed baseline requires 6 (4 byte) entries

per thread, 32 threads per warp, and 32 warps per SM for a total storage

capacity of 24 KB per SM. The capacity of the MRF is 5 times larger than

our baseline RFC, however, the energy gains are limited since the RFC is

multiported, compared to the single ported MRF banks. In the next section,

we discuss augmenting our baseline RFC with a two-level warp scheduler to

reduce the number of threads that must allocate entries in the RFC. Using the

two-level warp scheduler reduces the RFC capacity requirements by a factor

of 4.
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(a) High level SM architecture (b) Detailed microarchitec-
ture

Figure 5.3: Modified GPU microarchitecture. (a) High level SM architecture:
MRF with 32 128-bit wide banks, multiported RFC (3R/1W per lane). (b)
Detailed SM microarchitecture: 4-lane cluster replicated 8 times to form 32-
wide machine.

5.3 Register File Cache with the Two-Level

Warp Scheduler

To reduce the required RFC capacity we combine the RFC with a two-level

warp scheduler. Section 2.5 describes the design and evaluation of using a

two-level warp scheduler in a throughput processor. Figure 5.3(a) shows our

proposed architecture that takes advantage of register file caching to reduce

accesses to the MRF while employing a two-level warp scheduler to reduce the

required size of an effective RFC. The two-level warp scheduler divides the 32

warps present on an SM into two sets. The active set contains 8 warps which

are actively issuing instructions. The pending set contains 24 warps needed

to tolerate long-latency operations. When an active warp encounters a depen-
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dence on a long-latency operation, it is descheduled and replaced with a ready

warp from the pending set. Figure 5.3(b) shows the detailed SM microarchi-

tecture which places private RFC banks adjacent to each ALU. Instructions

targeting the private ALUs are most common, so co-locating RFC banks with

each ALU provides the greatest opportunity for energy reduction. Operands

needed by the SFU, MEM, or TEX units are transmitted from the RFC banks

using the operand routing switch.

To reduce the size of the RFC, entries are only allocated to active warps.

Completed instructions write their results to the RFC according to the policies

discussed in Section 5.2. When a warp encounters a dependence on a long-

latency operation, the two-level scheduler suspends the warp and evicts dirty

RFC entries back to the MRF. To reduce writeback energy and avoid polluting

the RFC, we augment the allocation policy described in Section 5.2 to bypass

the results of long-latency operations around the RFC, directly to the MRF.

Allocating entries only for active warps and flushing the RFC when a warp is

swapped out increases the number of MRF accesses but dramatically decreases

the storage requirements of the RFC. Our results show that combining register

file caching with two-level scheduling produces an RFC that (1) is 21 times

smaller than the MRF, (2) eliminates more than half of the reads and writes

to the MRF, (3) has negligible effect on performance, and (4) reduces register

file energy by 36%. Next, we present detailed results for both our baseline

RFC and the combined architecture that uses a two-level warp scheduler.
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5.4 Results

This section demonstrates the effectiveness of register file caching on GPU

compute and graphics workloads using the GPU traces described in Section 4.1

and characterized in Table 4.1. We first evaluate the effectiveness of our base-

line RFC and then show how the combination of a RFC and a two-level warp

scheduler reduces overall register file energy. As power consumption charac-

teristics are specific to particular technology and implementation choices, we

first present our results in a technology-independent metric (fraction of MRF

reads and writes avoided), and then present energy estimates for our chosen

design points.

5.4.1 Baseline Register File Cache

Figures 5.4(a) and 5.4(b) show the percentage of MRF read and write traffic

that can be avoided by the addition of the baseline RFC described in Sec-

tion 5.2. The size of the RFC is given on the x-axis by the number of entries

per thread. Even a single-entry RFC reduces MRF reads and writes, with the

knee of the curve around 6 RFC entries per-thread. At 6 RFC entries, this

simple mechanism filters 45-75% of MRF reads and 35-75% of MRF writes.

RFC effectiveness is lowest on HPC traces, where register values are reused

more frequently and have longer average lifetimes, a result of hand schedul-

ing. A very large RFC containing 13 entries per-thread reduces accesses to

the MRF by 65%–90%. However, the access energy for such a large RFC is

similar to the MRF.

As discussed in Section 5.1, many register values are only read a single

time. Figure 5.4(c) shows the percentage of MRF writes avoided when static
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(c) Write accesses avoided (SW liveness)

Figure 5.4: Reduction of MRF accesses by baseline register file cache.

70



0%

20%

40%

60%

80%

100%

M
R

F 
A

cc
es

se
s 

A
vo

id
ed

 
Read Traffic Avoided Write Traffic Avoided Write Traffic Avoided (SW Liveness)

           Video               Simulation               Image         HPC 

Figure 5.5: Per-trace reduction in MRF accesses with a 6 entry RFC per
thread (one point per trace, sorted by read traffic avoided).

liveness information is used to identify the last consumer of a register value

and avoid writing the value back to the MRF on eviction from the RFC. Read

traffic does not change, as liveness information is used only to avoid writing

back dead values. Comparing Figures 5.4(b) and 5.4(c) we see that the use

of liveness information results in 10%–15% fewer MRF writes for a reasonably

sized RFC with 6 entries per thread. Writes to the register file system consume

more energy than reads so this reduction in writes results in significant energy

savings.

Figure 5.5 plots the reduction in MRF traffic with a 6-entry RFC for

each individual compute trace. For these graphs, each point on the x-axis

represents a different trace from one of the sets of compute applications. The

traces are sorted on the x-axis by the amount of read traffic avoided. The lines

connecting the points serve only to clarify the two categories and do not imply

a parameterized data series. The effectiveness of the RFC is a function of both

the inherent data reuse in the algorithms and the compiler generated schedule

in the trace. Some optimizations such as hoisting, improve performance at the

expense of reducing the effectiveness of the RFC. All of the traces, except for
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a few hand-scheduled HPC codes, were scheduled by a production NVIDIA

compiler that does not optimize for our proposed register file cache. Figure 5.5

also shows the impact of using liveness information to avoid the writeback of

dead values. In general, the gains from using liveness information are similar

across each benchmark. The video processing traces show a larger reduction

in MRF writes than reads. The remaining benchmarks show equal savings in

reads and writes to the MRF.

To provide insight into shader behavior, Figure 5.6 shows results for a

6-entry per thread cache for individual shader traces grouped by games and

sorted on the x-axis by MRF accesses avoided. The number of shaders per

game varies from 4 to 29. The results are shown separately for the reduction

in read traffic, write traffic, and write traffic when using liveness informa-

tion. Due to the large number of traces, individual datapoints are hard to

observe, but the graphs demonstrate variability both within and across each

game. Across all shaders, a minimum of 35% of reads and 40% of writes are

avoided, illustrating the general effectiveness of this technique for these work-

loads. While the majority of our results are presented as averages, the same

general trends appear for other RFC configurations.

5.4.2 RFC Replacement

Next, we evaluate the two replacements policies discussed in Section 5.2.4.

Figure 5.7 presents the reduction in MRF accesses for both FIFO and LRU

replacements. All of the compute traces are averaged into a single data point.

For RFC designs sized larger than 6 entries per-thread, there is a gain in read

traffic reduction between 1–3% when comparing LRU to FIFO. The gains for
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Figure 5.6: Graphics per-trace reduction in MRF accesses with a 6 entry RFC
per thread (one point per trace).
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Figure 5.7: Reduction of MRF accesses by baseline register file cache, com-
paring FIFO vs LRU.
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write traffic as shown in 5.7(b) are slightly larger. However, when liveness

information is used, the difference between LRU and FIFO is negligible. For

RFC designs with fewer than 6 entries per thread, there is a very small advan-

tage to using FIFO vs. LRU. This slight improvement is due to values being

promoted to the least recently used position that are not read in the imme-

diate future, evicting other useful values. Using LRU versus FIFO provides

little to no gains for our proposed RFC size of 4–6 entries per thread and does

not justify the increased hardware complexity.

5.4.3 RFC Allocation

Figure 5.8 shows the results for the two allocation policies discussed in Sec-

tion 5.2.3. The baseline policy allocates the result of all instructions into

the RFC. The alternative design labeled “Reads Allocate” also allocates the

source operands for all instructions into the RFC. For read traffic, the “Reads

Allocate” policy only outperforms the baseline policy when the RFC has a

very large number of entries per thread. This policy requires a very large

RFC because it tends to pollute the RFC. With a small RFC this pollution

evicts many useful values. The most common register pattern is for values to

be produced then immediately read; therefore, only allocating the results of

instructions performs well. The baseline policy outperforms the more complex

policy in terms of write traffic even when liveness information is used. The

“Reads Allocate” policy suffers from a large number of writebacks as values

are evicted from the RFC. Based on these results, we conclude that allocating

all source operands into the RFC degrades the effectiveness of the RFC and

the baseline allocation policy should be used. Section 6.4.3 shows how the
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Figure 5.8: Reduction of MRF accesses by baseline register file cache, showing
effect of allocating read operands to register file cache.
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compiler can be used to selectively allocate a subset of the source operands to

the register file hierarchy without degrading effectiveness.

5.4.4 RFC Combined with Two-Level Warp Scheduler

Combining register file caching with two-level scheduling produces an effective

combination for reducing accesses to a large register file structure. A two-level

scheduler dramatically reduces the size of the RFC by allocating entries only

to active warps, while still maintaining performance comparable to a single-

level scheduler. A consequence of two-level scheduling is that when a warp is

deactivated, its entries in the RFC must be flushed to the MRF so that RFC

resources can be reallocated to a newly activated warp.

When using the RFC with the two-level warp scheduler, we slightly

change the allocation policy. Rather than allocate the result of all instructions

into the RFC, we only allocate the result of short-latency operations. Since a

dependence on a long-latency operation triggers an active warp to be desched-

uled and the RFC flushed, allocating entries in the RFC for long-latency oper-

ations pollutes the RFC. The results of long-latency operations are bypassed

around the RFC and written directly to the MRF. All instructions that access

the cache are considered long-latency, since they may have to access DRAM.

Therefore, the hardware can differentiate based on the opcode which values

should allocate an entry in the RFC. Bypassing the results of long-latency

operations around the RFC reduces the number of RFC writebacks by 30%.

Figure 5.9 shows the effectiveness of the RFC in combination with a

two-level scheduler as a function of RFC entries per thread. Compared to

the results shown in Figure 5.4, flushing the RFC entries for suspended warps
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(a) MRF read accesses avoided
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(b) MRF write accesses avoided
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(c) MRF write accesses avoided (SW liveness)

Figure 5.9: Effectiveness of RFC when combined with two-level scheduler.
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Figure 5.10: Reduction in MRF accesses for compute traces when a 6-entry
RFC is combined with the two-level warp scheduler (one point per trace).

increases the number of MRF accesses by roughly 10%. This reduction in

RFC effectiveness is more than justified by the substantial (4×) reduction in

RFC capacity requirements when allocating only for active warps. A 6-entry

RFC is able to reduce the number of MRF reads by 40–60% and the number of

writes by roughly 30–60%. Augmenting the hardware only design with liveness

information allows a 6-entry RFC to reduces the number of MRF writes by

40–80%. Compared with the baseline RFC, the results in Figure 5.9 show

limited benefits past 6 entries per thread. Since the RFC is flushed when an

active warp is descheduled, which occurs frequently, a larger RFC has limited

benefits and cannot capture values used over a long time scale.

Figure 5.10 shows the reduction in MRF accesses for each individual

compute trace. Compared with Figure 5.5, the loss in effectiveness from only

allocating RFC entries for active warps is relatively uniform across all of the

traces. Figure 5.11 shows the results for each of the graphics traces. Again,

compared with Figure 5.6 the change in effectiveness is uniform across the

traces.

Overall, we see that only allocating entries in the RFC for active warps

causes a modest increase in MRF accesses (10%–15%). However, combining
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Figure 5.11: Reduction in MRF accesses for graphics traces when a 6-entry
RFC is combined with the two-level warp scheduler (one point per trace).

80



0

0.2

0.4

0.6

0.8

1

1.2

1 2 3 4 5 6 7 8

N
o

rm
al

iz
e

d
 R

e
gi

st
e

r 
Fi

le
 E

n
e

rg
y 

Number of RFC Entries per Thread 

Image

Video

Simulation

Shader

HPC

(a) Register file energy savings with base-
line hardware scheme.
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(b) Register file energy savings with live-
ness hints.

Figure 5.12: Energy savings for baseline hardware only scheme and compiler
provided liveness hints.

the RFC with the two-level warp scheduler allows for a 4× reduction in the

capacity requirements of the RFC. Keeping the capacity of the RFC limited

is crucial to save energy. First, the bank access energy is roughly linear with

capacity. Second, as the RFC grows in area it complicates wiring and must be

located further from the execution units.

5.4.5 Energy Savings

Next, we combine our access count measurements with our energy model from

Section 4.4 to calculate the savings in register file energy from the introduction

of the RFC. Figure 5.12(a) shows register file energy normalized to a baseline

system without a RFC. The RFC saves energy in two ways. First, its smaller

size reduces the bank access energy compared to the MRF. Second, its smaller

size allows it to be located closer to the ALUs than the MRF, reducing wire

energy. The x-axis shows the number of RFC entries per thread. A larger RFC

filters more traffic from the MRF, but requires more energy to access. Gener-
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(a) Energy breakdown for compute traces
with liveness hints.
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(b) Energy breakdown for shader traces
with liveness hints.

Figure 5.13: Breakdown between access and wire energy for RFC with liveness
hints.

ally, the most efficient design uses 6 RFC entries per thread. Figure 5.12(b)

shows the energy savings when our baseline hardware scheme is augmented

with compiler provided liveness information. This liveness information is used

to prevent the writeback of dead values from the RFC to the MRF. The addi-

tion of liveness information provides a 10-20% reduction in register file energy.

Corresponding with the results in Figure 5.9, the RFC is most effective for

the Video processing traces and least effective for the HPC traces. However,

a 6-entry RFC with liveness information provides at least a 20% reduction in

register file energy across all traces.

Figure 5.13 shows the breakdown in energy for the RFC design that

uses liveness information. These results are presented as the average across all

compute traces and as the average across all shader traces. In the optimized

design, roughly one-third of the register file energy is spent on wire energy

and the remaining two-thirds is consumed by bank access energy. The trends

are similar between both the compute and shader traces, with the shader

traces seeing higher overall energy with smaller RFCs. The shader traces see
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reduced effectiveness with a small number of RFC entries per thread because

they have a larger register working set than the compute traces. Many of the

texture operations that are commonly found in the shader traces operate on

3-5 register operands per instruction.

In Chapter 6 we evaluate the effects of adding another level to the regis-

ter file hierarchy. We show that a three-level hardware-managed RFC is more

efficient than a two-level RFC. The increase in efficiency comes from captur-

ing a significant portion of values in a very small upper level in the hierarchy.

Figure 6.13 shows that moving from a two-level to a three-level hierarchy im-

proves the register file energy savings to 41%. We have not evaluated the

effectiveness of the three-level design for the traces employed in this chapter.

5.4.6 Impact on Chip-wide Power

We now evaluate our energy savings in the context of the full chip power model

presented in Section 4.4.1. Our detailed evaluation shows that our technique

saves 36% of register file access and wire energy, about 0.2 watts per SM, for

a chip-wide savings of 3.3 watts. This savings represents 5.4% of SM power

and 3.8% of chip-wide dynamic power. While 3.3 watts may appear to be

a small portion of overall chip power, today’s GPUs are power limited and

improvements in energy efficiency can be directly translated to performance

increases. Making future high-performance integrated systems more energy-

efficient will come from a series of architectural improvements rather than

from a single magic bullet. While each improvement may have a small effect

in isolation, collectively techniques such as ours can be significant.

In addition to the energy savings from simplifying the frequently tra-
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versed datapaths from operand storage to ALUs, the RFC and two-level sched-

uler provide an additional opportunity for energy savings. A RFC with 6 en-

tries per thread reduces the average MRF bandwidth required per instruction

by half. We expect that this effect can be leveraged to build a more energy-

efficient MRF with less aggregate bandwidth, without sacrificing performance.

We leverage the reduced bandwidth requirements in our design for a unified

on-chip storage structure in Chapter 7

5.4.7 Instruction Encoding Overhead

Our hardware-managed RFC makes two changes to the instruction encoding:

• Each instruction is augmented with 1 additional bit to indicate that

the active warp should be descheduled after the current instruction is

executed.

• Our design which utilized static liveness information provided by the

compiler requires 1 additional bit per source operand to indicate that

the register instance will not be read again. Therefore, in the worse case

this requires the addition of 3 extra bits per instruction for operations

such as a fused multiply-add.

In Section 4.4.2 we estimate the upper bound for each additional bit in

the instruction encoding to consume 0.3% of chip-wide energy due to increases

in fetch and decode energy. In the worst case we add 4 additional bits to an

instruction, a potential overhead of 1.2% of chip-wide dynamic power. Even

with these conservative assumptions our proposed RFC would save several

percent of chip-wide power.
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5.5 Chapter Summary

In this chapter we studied the register reuse patterns present in a collection

of real-world compute and graphics workloads for modern GPUs. Most values

are only read once and this single read often comes within a few instructions

of when the value is created. Writing these temporary values into the glob-

ally visible register file consumes a significant amount of wire and bank access

energy. The register file system on a modern GPU consumes 15–20% of the

SM’s dynamic power. To improve the register file’s energy efficiency we pro-

pose augmenting the processor with a register file cache. This cache is very

small, 4–6 entries per thread, and filters accesses to the main register file. Even

though the cache has a limited capacity it reduces the number of accesses to

the main register file by 50–60%. Many values evicted from the register file

cache are actually dead. Therefore, we augment our baseline hardware only

design with static liveness information provided by the compiler to prevent

the writeback of dead values. This optimization reduces register file energy

by roughly 10%, but requires additional bits in the instruction encoding. Our

most efficient design reduces register file energy by 36%. In the next chapter,

we extend our design to use software control rather than hardware caching,

which addresses several of the limitations of our hardware based design.
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Chapter 6

Software-Managed Register File

Hierarchy

This chapter explores the design of a software-managed register file hierarchy.

The software-managed hierarchy has several advantages over the hardware-

managed design described in the previous chapter. First, the compiler is

able to leverage its knowledge of register reuse patterns when allocating val-

ues to the hierarchy. The compiler ensures that all values needed after a

thread is descheduled are written to the main register file when they are pro-

duced. Writing values to the persistent register file removes the need to per-

form writebacks from the upper levels of the hierarchy, a major inefficiency

of the hardware-managed design. Next, the software-managed design simpli-

fies the microarchitecture by removing the tag checks and updates needed for

the hardware-managed register file cache. This chapter begins by describing

our modifications to the baseline GPU microarchitecture to utilize a software-

managed register file hierarchy. We explore designs with both two and three
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level register file hierarchies. Next, we describe the compiler algorithms that

are necessary to perform efficient allocation. Finally, we evaluate our design

and show that the most efficient configuration reduces register file energy by

54%.

6.1 Register Analysis of CUDA Application

To evaluate our software-managed design, we must recompile the workloads

with our modified, hierarchical register file aware compiler. The GPU traces

used in Chapter 5 are encoded in NVIDIA’s native ISA and are not compatible

with our modified toolchain. Therefore, to evaluate the software-managed

register file hierarchy we use a collection of CUDA benchmarks described in

Section 4.1 and listed in Table 4.2. The results from Chapter 5 using the GPU

traces can be compared with the results given for the hardware schemes for

the CUDA benchmarks shown in Figure 6.10.

The value usage patterns for the CUDA benchmarks that we evaluate

in this chapter are slightly different as shown in Figure 6.1, compared with the

traces from Chapter 5, shown in Figure 5.1. At most 20% of the values in the

CUDA benchmarks are read more than once, while up to 40% of the values

in the traces are read more than once. We evaluate the CUDA benchmarks

in PTX form, while the traces are encoded in NVIDIA’s native ISA. A small

number of peephole optimizations are performed when PTX is translated to the

native ISA. These optimizations tend to reduce the instruction count by fusing

simple operations into more complex ones. Therefore, the CUDA applications

have a higher percentage of values that are only read once with a lifetime of

1. Also, some of the HPC traces from Chapter 5 have been hand optimized,
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Figure 6.1: Value usage characterization of CUDA benchmarks.

which often results in values with longer lifetimes. Only 5% of the values from

the HPC traces are read once with a lifetime of one. Roughly of 40% of the

values from the CUDA benchmarks are read once with a lifetime of one. The

traces from Chapter 5 include a number of graphics workloads, labeled Shaders

in Figure 5.1. These graphics workloads tend to have a larger working set of

registers and they contain a large number of texture operations that produce

several register results. Despite these differences, the same general trends hold:

a large number of values are only read once and most reads occur within a few

instructions of when the value was produced. The software-managed register

file hierarchy optimizes these temporary values by storing them in the lowest

energy storage structure possible and minimizing writebacks to other levels of

the hierarchy.
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6.2 Microarchitecture

This section describes our proposed microarchitecture, including moving from

a hardware-managed register file cache to a software-managed operand register

file and expanding the register file hierarchy to three levels.

6.2.1 ORF: Operand Register File

A hardware-managed register file cache (RFC) that captures the written regis-

ter values of all executed instructions has two main inefficiencies. First, values

that are evicted from the RFC consume energy being read from the RFC be-

fore being written back to the MRF. Second, the RFC must track the register

names from the larger MRF namespace with tags and lookups in the RFC.

We propose a software-managed operand register file (ORF) that elim-

inates these deficiencies. The compiler can leverage its knowledge of register

usage patterns to determine where to allocate values across the register file

hierarchy, mapping frequently read or soon to be read values to the ORF and

values with less temporal locality directly to the MRF. Values that have tem-

poral locality and that are persistent can be written to both the ORF and

MRF in the same instruction, eliminating write-back on eviction.

Rather than add explicit bits to indicate the level of the register file

hierarchy, the register file namespace is partitioned with each segment of ar-

chitectural register names representing a different level of the hierarchy. As

a result, this approach does not increase the energy associated with storing

larger instructions or increase the instruction decode energy. Further, because

the location of each operand is determined at decode time, the ORF does not

require tag updates or incur tag checking energy overheads. Because the ar-
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chitecture register namespace is typically under-utilized, using a portion of the

namespace to represent LRF and ORF entries does not diminish a program’s

ability to fully use its MRF resources. Since the existing register file names-

pace is used, a binary can correctly execute on chips with different hierarchy

organizations. However, as modern GPUs typically employ just-in-time compi-

lation to perform chip-specific code-generation, the JIT compiler can perform

optimizations for design specific register hierarchies. Section 6.5.5 evaluates

the overheads from the modified instruction encodings.

6.2.2 LRF: Last Result File

Many values are produced and consumed by the next instruction. To optimize

this reuse pattern we introduce a third level into the register file hierarchy.

Figure 6.2 shows our proposed three-level hierarchy for a 4-wide SIMT cluster.

Our hierarchy consists of a small upper-level, last result file (LRF), a medium

sized ORF, and a large lower-level MRF. Only active threads have entries

allocated in the ORF and LRF. All machine resident threads have values

allocated in the MRF. When an active thread is descheduled all of its live

register values must be present in the MRF. A three-level register file hierarchy

is more energy-efficient than a two-level hierarchy. Our results in Section 6.5.4

show that a hardware caching scheme benefits from a three-level register file

hierarchy, but a software-managed hierarchy sees greater benefits, because the

compiler can control data movement in the register file hierarchy to minimizing

energy. Our value usage analysis found many values whose only consumer was

the next instruction. By introducing an LRF, with only a single entry per

thread, we capture these results in a very small structure with low access
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energy. Each of the ORF and LRF entries is 32-bits wide and each bank has

3 read ports and 1 write port. Three read ports enables single cycle operand

reads, eliminating the costly operand distribution and buffering required for

MRF accesses.

The private ALUs operate with full warp wide throughput. The SFU,

MEM, and TEX units operate at a reduced throughput; we collectively refer

to them as the shared datapath. Our register profiling shows that only 7%

of all values produced are consumed by the shared datapath. Further, 70%

of the values consumed by the shared datapath are produced by the private
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datapath, reducing the opportunity to store values produced and consumed by

the shared datapath near the shared datapath. Due to these access patterns,

the most energy-efficient configuration is when the shared datapath accesses

values from the ORF or MRF but not from the LRF. By restricting the LRF

to the private datapath, we minimize the ALU to LRF wire path and the

associated wire energy.

We also explore an alternative LRF design that splits the LRF into

separate banks for each operand slot. For example, a fused multiply-add (D

= A * B + C) reads values from three register source operands A, B, and C.

In a split LRF design rather than a single LRF bank per SIMT lane, each

lane has a separate LRF bank for each of the three operand slots. Each of the

three LRF banks per lane contains a single 32-bit entry. Figure 6.3 compares

a split LRF design and a unified LRF design. The compiler encodes which

LRF bank a value should be read from and written to. This design increases

the effective capacity of the LRF, while keeping the access energy minimal.

Our results show that short-lived values stored in the LRF are not commonly

consumed across different operand slots. When a value is consumed across

separate operand slots, the compiler allocates it to the ORF, rather than to

the split LRF. Using a split LRF design can increase wiring energy and the

encoding overhead, a tradeoff we evaluate in Section 6.5.4 and 6.5.5.

Our CUDA workloads use PTX (parallel thread execution) assembly

code which supports 64-bit and 128-bit values stored across multiple 32-bit

registers [63]. The only benchmark that makes significant use of double preci-

sion values is dgemm, where 90% of the instructions operate on double precision

values. In all of the other benchmarks, fewer than 1% of the instructions op-

erate on double precision values. When a larger width value is encountered,
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Figure 6.3: Comparison between a split LRF and unified LRF design

multiple entries are used to store the value in the register file hierarchy. In

our current design, wide values can be stored to non-contiguous entries in the

ORF. This approach has the potential to increase the encoding overhead,

which future systems can mitigate by restricting wide values to occupy con-

tiguous entries in the ORF. Due to the small number of wide values in our

workloads, we ignore the encoding overhead of storing a wide value in non-

contiguous entries.

If applications become more double-precision heavy, the number of en-

tries per-thread in the RFC/ORF may need to be increased to capture the

larger working set of registers. Figure 6.16 shows that the software-managed

register file hierarchy reduces register file energy by 56% on dgemm, where 90%

of the instructions operate on double precision values. Moving from a 3 entry

per-thread ORF to a 7 entry per-thread ORF increases the savings in register
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file energy on dgemm from 56% to 60%. While dgemm slightly benefits from

a larger ORF, the presence of double precision values does not reduce the

effectiveness of the register file hierarchy.

6.3 Extensions to Two-Level Warp Scheduler

The two-level warp scheduler used in Chapter 5 with a RFC deschedules a warp

when it encounters a dependence on a long-latency operation. These schedul-

ing events can vary across executions due to control flow decisions. When

using the two-level scheduler with our software-managed ORF, the compiler

must dictate when a warp is descheduled to prevent control flow from caus-

ing uncertainties in when a warp will be descheduled. The compiler performs

ORF allocation for an execution unit called a strand. We define a strand as

a sequence of instructions in which all dependences on long-latency instruc-

tions are from operations issued in a previous strand. This definition differs

somewhat from usage in prior work by Crago et al., which splits a thread

into separate memory accessing and memory consuming instruction streams

termed strands [23]. Similar to this prior work, we use the concept of a strand

to indicate a stream of instructions that terminates on a long-latency event.

We add an extra bit to each instruction indicating whether or not the

instruction ends a strand. We evaluate the energy overhead of adding this

extra bit in Section 6.5.5. To simplify ORF allocation, we add the restriction

that a backward branch ends a strand and that a new strand must begin

for basic blocks (BBs) that are targeted by a backwards branch. All values

communicated between strands must go through the MRF. If a strand ends

due to a dependence on a long-latency operation, the warp will be descheduled
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by the two-level warp scheduler until the long-latency operation completes. If

a strand ends due to a backwards branch, the warp need not be descheduled.

However, all inter-strand communication must always occur through the MRF.

Figure 6.4(a) shows the strand boundaries for a simple kernel. Strand 1

terminates due to a dependence on a long-latency operation, which will cause

the warp to be descheduled. The other strand endpoints are caused due to the

presence of a backwards branch. At these strand endpoints the warp need not

be descheduled, but values cannot be communicated through the LRF or ORF

past strand boundaries. Section 6.6 explores relaxing the requirement that

strands may not contain backward branches. Figure 6.4(b) shows an example

where a long-latency event may or may not be executed due to control flow.

Uncertainty in the location of long-latency events complicates allocation; if BB3

executes, the warp will be descheduled to resolve all long-latency events. In BB4
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the compiler must know which long-latency events are pending to determine

when the warp will be descheduled. We resolve the uncertainty by inserting

an extra strand endpoint at the start of BB4, preventing values from being

communicated through the ORF. This situation is rare and these extra strand

endpoints do not noticeably reduce the effectiveness of allocating values to the

ORF and LRF.

6.4 Allocation Algorithm

This section discusses the compiler algorithms that are necessary to minimize

register file energy and describes how allocation decisions interact with the

two-level warp scheduler. The compiler minimizes register file energy by both

reducing the number of accesses to the MRF and by keeping values as close

to the function units that operate on them as possible. Allocating values to

the various levels of our register file hierarchy is fundamentally different from

traditional register allocation [69, 16, 17]. First, unlike traditional register

allocation where a value’s allocation location dictates access latency, in our

hierarchy a value’s allocation location dictates the access energy. The com-

piler must know either the access energy for each level of the hierarchy or the

ratio between the access energies between each level to decide how to allocate

values in the most efficient manner. The processor experiences no performance

penalty for accessing values from the MRF versus the LRF or ORF. Second,

because the LRF and ORF are temporally shared across threads, values are

not persistent and must be stored in the MRF when warps are descheduled.

The compiler controls when warps are descheduled, which invalidates the LRF

and ORF, forcing scheduling decisions to be considered when performing al-
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location. Rather than simply consider a value’s lifetime, in order to maximize

energy savings, the compiler must consider the number of times a value is read

and the location of these reads in relation to scheduling events. Finally, the

allocation algorithms must consider the small size of the LRF and to a lesser

extent the ORF, compared with traditional register allocation that has access

to a larger number of register file entries. The compiler algorithms to share

the register file hierarchy across threads in the most energy-efficient manner

are a key contribution of this work.

6.4.1 Baseline Algorithm

We first discuss a simplified version of our allocation algorithm that assumes a

two-level register file hierarchy (ORF and MRF) and that values in the ORF

cannot cross basic block boundaries. The input to our allocation algorithm

is PTX assembly code which has been scheduled and register allocated [63].

PTX code is in pseudo-SSA form, which lacks phi-nodes. First, we determine

the strand boundaries, across which all communication must be through the

MRF. Next, we calculate the energy savings of allocating each value to the

ORF using the function in Figure 6.5. We calculate the number of reads in the

strand for each value and if each value is live-out of the strand. Values live-

out of the strand must be written to the MRF, since the ORF is invalidated

across strand boundaries. These values may also be written to the ORF if

the energy savings from subsequent reads outweigh the energy overhead of

writing the value to the ORF. Accounting for the number of reads allows us

to optimize for values that are read several times, which save the most energy

when allocated to the ORF.
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savings = NumberOfReadsInStrand * (MRF ReadEnergy - ORF ReadEnergy)
- ORF WriteEnergy;

if LiveOutOfStrand == false then
savings += MRF WriteEnergy;

end

return savings;

Figure 6.5: Function to calculate energy savings of allocating a register in-
stance to the ORF.

Figure 6.6 shows our baseline greedy algorithm that uses a linear scan

allocation based on a weighted measure of values in a priority queue [86, 20].

For each strand, all values produced in that strand are sorted in decreasing

order based on a weighted measure of the energy saved by allocating them to

the ORF, divided by the number of static instruction issue slots they would

occupy the ORF. Scaling the energy savings by an approximation of the length

of time the ORF will be occupied prevents long lived values from occupying

an entry when it may be more profitable to allocate a series of short lived

values. Our algorithm only allocates values to the ORF that save energy,

using the parameters given in Section 4.4. We attempt to allocate each value

to the ORF from the time it is created until the last read in the strand. If

a value is not live-out of the strand and we allocate it to the ORF, the value

never accesses the MRF. The compiler encodes, in each instruction, whether

the value produced should be written to the ORF, MRF, or both and if the

read operands should come from the ORF or the MRF. Next, we extend our

baseline algorithm to capture additional register usage patterns commonly

found in our benchmarks.
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foreach strand ∈ kernel do
foreach registerInstance ∈ strand do

range = registerInstance.LastReadInStrand -
registerInstance.CreationInstruction;

savings = calcEnergySavings(registerInstance) / range;

if savings > 0 then
priority queue.insert(registerInstance);

end
end

while priority queue.size() > 0 do
registerInstance = priority queue.top();

foreach orfEntry ∈ ORF do
begin = registerInstance.CreationInstruction;
end = registerInstance.LastReadInStrand;

if orfEntry.available(begin, end) then
orfEntry.allocate(registerInstance);
exit inner for loop;

end
end

end
end

Figure 6.6: Algorithm for performing ORF allocation.
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6.4.2 Partial Range Allocation

Figure 6.7(a) shows an example where R1 is produced, read several times, and

then not read again until much later. This value will likely not be allocated

to the ORF in our baseline algorithm because it has a long lifetime and we

optimize for energy savings divided by a value’s lifetime. To optimize for

this pattern, we augmented our baseline algorithm to perform partial range

allocation, allowing a subset of a value’s reads to be handled by the ORF with

the remaining reads coming from the MRF. Because this optimization requires

a write to both the ORF and the MRF, the savings from reading some of the

values from the ORF must outweigh the energy overhead of writing the value

to the ORF. The partial range always begins when the value is produced

and ends with a read of that value. We extend our baseline algorithm by

trying to allocate a partial range when we fail to allocate a value to the ORF.

We iteratively shorten the value’s range by reassigning the last read in the

strand to target the MRF rather than the ORF. The ORF allocation range is

repeatedly shortened until we either find a partial range that can be allocated
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savings = (NumberOfReadsInStrand - 1) * (MRF ReadEnergy -
ORF ReadEnergy) - ORF WriteEnergy;

return savings;

Figure 6.8: Function to calculate energy savings of allocating a read operand
to the ORF.

to the ORF or until it does not become energetically profitable to allocate the

partial range to the ORF. This algorithm could perform sub-optimally if we

allocate partial ranges after full ranges, as the ORF may already have been

allocated to a value that saves less energy. However, our greedy algorithm

performs well with partial range allocation converting a significant number of

MRF reads into ORF reads.

6.4.3 Read Operand Allocation

Figure 6.7(b) shows an example of a value, R0, that is read several times in a

strand but not written. Our baseline algorithm would require all reads of R0

to come from the MRF, since we only allocate values that are produced by

the function units into the ORF. To optimize these accesses we extend our

baseline algorithm to implement read operand allocation. Figure 6.8 shows the

calculation that determines the energy savings of allocating a read operand

to the ORF. The energy savings of a read operand differs from the energy

savings of a write operand, since the first read must come from the MRF and

the write to the ORF is strictly an energy overhead. In the example shown in

Figure 6.7(b), if the full range of R0 is allocated to the ORF, it will be written

to the ORF when the first add instruction executes and remain in the ORF

until the final add instruction executes. We extend our baseline algorithm

by calculating the potential energy savings for all read operands in a strand
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and inserting them into the same priority queue used for ORF allocation of

write operands shown in Figure 6.6. We prioritize read operands the same as

write operands using the potential energy savings divided by the number of

instruction slots a value would occupy the ORF. We also allow partial ranges

of read operands to be allocated.

6.4.4 Handling Forward Branches

Sometimes a value will be written on both sides of a control flow hammock and

then consumed at the merge point. To capture this usage pattern we extend

our baseline algorithm to allow values to remain in the ORF across forward

branches. Figure 6.9 illustrates three different patterns that occur with forward

branches, assuming that R1 has been written to the MRF by a previous strand.

In Figure 6.9(a), R1 is written in BB7 and consumed in BB9. However, because

BB8 does not write R1 and BB9 must statically encode from where R1 should

be read, R1 cannot be allocated to the ORF. Alternatively, an extra move

instruction could be inserted in BB8 to write R1 to the ORF, allowing the read

in BB9 to come from the ORF. We do not allow for the insertion of these extra

moves in our current design. Inserting extra move instructions complicates

compilation and these move instructions consume execution energy that may

not justify the savings in register file energy.

In Figure 6.9(b) there is an additional read of R1 in BB7. Depending on

the relative energy costs, it may be profitable to write R1 to both the ORF

and MRF in BB7. The read in BB7 could then read R1 from the ORF, saving

read energy. However, the read in BB9 must still read R1 from the MRF. In

Figure 6.9(c), R1 is written in both BB7 and BB8. As long as both writes
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Figure 6.9: Examples of control flow effects on ORF allocation.

target the same ORF entry, the read in BB9 can be serviced by the ORF.

Assuming R1 is dead after BB9, all accesses to R1 in Figure 6.9(c) are to the

ORF, eliminating all MRF accesses. The compiler handles these three cases

by ensuring that when there is uncertainty in a value’s location due to control

flow the value will always be available from the MRF.

6.4.5 Extending to Three-Level Hierarchy

We expand our baseline algorithm shown in Figure 6.6 to consider splitting

values between the LRF, ORF, and MRF. When performing allocation, we

first try to allocate as many values to the LRF as possible. Again, we priori-

tize values based on the energy savings of allocating them to the LRF divided
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by the number of instruction slots they occupy the LRF. Almost all values

allocated to the LRF have a lifetime of 1 or 2 instructions and are only read

once. Next, we allocate as many of the remaining values as possible to the

ORF. Values that cannot be allocated to the ORF are shortened using our

previously discussed partial range allocation algorithm; we then attempt to

allocate these shortened ranges to the ORF. We explored allocating values

to both the LRF and ORF, but found it rare that this would save energy.

Therefore, in addition to the MRF, we allow a value to be written to either

the LRF or the ORF but not both. To minimize wire distance on the com-

monly traversed ALU to LRF path, only the private datapath can access the

LRF. Therefore, the compiler must ensure that values accessed by the shared

datapath (SFU, MEM, and TEX units) are only allocated into the ORF. As

discussed in Section 6.2.2, we explore using a split LRF design, where each

operand slot has a private LRF bank. With this design, the compiler encodes

which LRF bank values should be written to and read from. Values that are

accessed by more than one operand slot must be allocated to the ORF.

6.5 Results

We present our initial results in a technology independent metric by showing

the breakdown of reads and writes across the register file hierarchy. In Sec-

tion 6.5.4 we combine our access count measurements and energy estimates to

calculate the energy savings of our various schemes. All of our results assume

a two-level warp scheduler using 8 active warps, which only allocates LRF and

ORF entries for active warps. For our workloads, a two-level warp scheduler

with 8 active warps experiences no performance loss compared to a simple
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Figure 6.10: Reads and writes to two-level register file hierarchy, normalized
to single-level register file.

single level warp scheduler.

6.5.1 SW versus HW Control

Next, we compare our prior work using a hardware-managed RFC with our

most basic software-managed ORF. Figure 6.10 shows the breakdown of reads

and writes across the hierarchies, normalized to the baseline system with a

single level register file. Compared with the software-managed ORF, the

hardware-managed RFC performs 20% more reads, which are needed for write-

backs to the MRF from the RFC. The compiler controlled scheme eliminates

the writebacks by allocating each value to the levels of the hierarchy that it

will be read from when it is produced. For probable ORF sizes of 2 to 5 entries

per thread, the software-managed scheme slightly reduces the number of reads

from the MRF by making better use of the ORF. On average, each instruction

reads 1.6 and writes 0.8 register operands. Therefore, reductions in read traffic

result in larger overall energy savings. The SW scheme reduces the number of

writes to the ORF by roughly 20% compared to the RFC. Under the caching

105



model, all instructions, except long-latency instructions, write their results to

the RFC. However, some of these values will not be read out of the RFC.

The compiler is able to allocate only the results that will actually be read

from the ORF, minimizing unnecessary writes. Partial range allocation and

read operand allocation reduce the number of MRF reads by 20% at the cost

of increasing ORF writes by 8%. Section 6.5.4 shows that this tradeoff saves

energy.

6.5.2 Deepening the Register File Hierarchy

Adding a small (1 entry / thread) LRF to the register file hierarchy has

the potential for significant energy savings. We present results for both a

software-managed and hardware-managed three-level hierarchy. When using

a hardware-managed hierarchy, values produced by the execution units are

first written into the LRF. When a value is evicted from the LRF, it is writ-

ten back to the RFC; likewise when a value is evicted from the RFC, it is

written back to the MRF. When a thread is descheduled, values in the LRF

and RFC are written back to the MRF. We use static liveness information to

inhibit the writeback of dead values. Because the shared function units cannot

access the HW LRF, the compiler ensures that values accessed by the shared

units will be available in the RFC or MRF. When using a software-managed

hierarchy, the compiler controls all data movement across the three levels.

Figure 6.11 shows the breakdown of reads and writes across the three

levels of the software and hardware managed hierarchy. The software-managed

design minimizes the number of overhead reads by eliminating writebacks. The

software-managed design also reduces the number of MRF reads by making
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Figure 6.11: Reads and writes to three-level register file hierarchy, normalized
to single-level register file.

better use of the LRF and ORF. Despite its small size, the LRF still cap-

tures 30% of all reads, resulting in substantial energy savings. Finally, the

software-managed scheme reduces the number of overhead writes from 40%

to less than 10% by making better allocation decisions. Because of control

flow uncertainties, the number of MRF writes increases slightly when using a

software-managed design, which presents a minimal energy overhead.

6.5.3 Split versus Unified LRF

Finally, we consider the effect of a design with a separate LRF bank for each

operand slot. For example, a floating-point multiply-add (FMA) operation of

D = A * B + C, reads operands from slot A, B, and C. Having a separate bank

for each LRF operand slot allows an instruction, in the best case, to read all

of its operands from the LRF. With a unified LRF, only a single operand can

be read from the LRF and the others must be read from the ORF. Figure 6.12

shows the breakdown in accesses across the three levels of the hierarchy for

both the baseline unified LRF and the split LRF design. A split LRF increases
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Figure 6.12: Breakdown of reads and writes to MRF, ORF, and LRF for
unified and split LRF, normalized to baseline system with single level register
file.

reads to the LRF by nearly 20%, leading to a decrease in ORF reads. The split

LRF design also increases the number of writes to the LRF, decreasing writes

to the ORF. Using a split LRF design has the potential to increase the wiring

distance from the ALUs to the LRF, a tradeoff we evaluate in Section 6.5.4.

6.5.4 Energy Evaluation

We combine the access counts from the various configurations with our energy

model to calculate the energy savings of the different designs. Figure 6.13

shows the register bank access and wire energy normalized to a single level

register file hierarchy. In the previous chapter, the register file energy savings

from the hardware-managed RFC were 36%. Our results for the hardware-

managed RFC, shown by the HW bar, show a 34% savings in register file

energy, validating the prior result with the slight variance due to the different

set of benchmarks (NVIDIA traces versus CUDA benchmarks). By relying

on software allocation and optimizations to our baseline algorithm, we are
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Figure 6.13: Energy savings of register file organizations, normalized to base-
line with single level register file.

able to improve this savings to 45%, as shown by the 3-entry per thread SW

bar. Compared to the HW RFC design, our optimized software system pro-

vides a 22% improvement in energy efficiency with no performance loss and

a simplified microarchitecture that elides RFC tag storage and comparison.

Comparing the most energy-efficient two-level designs, both the HW and SW

schemes maximize the energy savings with 3 RFC / ORF entries per thread.

The increase in effectiveness from having a larger RFC / ORF is not justified

by the increased per-access energy. In Chapter 5, we found the most efficient

hardware-managed design to use 6 RFC entries per thread. The reason for the

discrepancy with the results in this chapter is the different set of benchmarks.

The benchmarks used in Chapter 5 tend to have more register reuse and longer

lifetimes as discussed in Section 6.1.

3-Level Hierarchy

Adding an LRF reduces energy for both the hardware and software controlled

schemes, although the benefit is larger when using software control, shown by

the HW LRF and SW LRF Split bars in Figure 6.13. The third level in the
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Figure 6.14: Result of software optimizations on register file energy.

hierarchy is able to efficiently capture values that are read immediately after

being produced. The most energy-efficient three-level SW design uses 3 ORF

entries per thread, saving 54% of register file energy, while the most energy-

efficient three-level HW design uses 6 RFC entries per thread, saving 41% of

register file energy. The compiler is better able to utilize each entry and the

smaller structure reduces the per-access energy.

Software Optimizations

Figure 6.14 shows the result of our various software optimizations on register

file energy. These results show the additive result of each optimization. There-

fore, the rightmost bars include all of the optimizations. Each optimization

reduces register file energy for each of the different capacity ORFs. The first

optimization allows values to be live in the LRF/ORF past forward branches.

As discussed in Section 6.4.4, this optimization can be particularly effective
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for values written on each side of a control flow hammock. This optimization

provides roughly a 2% reduction in register file energy. The next optimization

is read operand allocation, which allows values that are only read, not writ-

ten, in a strand to be allocated to the LRF/ORF. By allocating these values

to the LRF/ORF subsequent reads in the strand avoid costly MRF accesses.

This optimization further reduces register file energy by roughly 3%. The final

optimization is partial range allocation, which allows part of a value’s lifetime

to be captured in the LRF/ORF with the remaining reads coming from the

MRF. This optimization reduces register file energy by just under 2%. For

a design with 3 ORF entries per thread, applying the software optimizations

reduces register file energy by 6.6%, compared to the baseline design which

restricts strands to a single basic block.

Energy Breakdown

Figure 6.15 shows the energy breakdown between wire and access energy

among the different levels of the register file hierarchy for our most energy-

efficient configuration. Roughly two thirds of the energy is spent on accesses

to the MRF, equally split between access and wire energy. The bulk of the

remaining energy is spent accessing values from the ORF. Even though the

LRF captures 1/3 of operand reads, accesses to the LRF consume a very small

portion of the overall energy, due to its small size, motivating future work

to focus on reducing MRF accesses. While a split LRF has the potential to

increase LRF wire distance and energy, Figure 6.15 shows that the LRF wire

energy comprises less than 1% of the baseline register file energy.

111



0.0

0.2

0.4

0.6

0.8

1.0

1 2 3 4 5 6 7 8

N
o

rm
al

iz
e

d
 A

cc
e

ss
 

an
d

 W
ir

e
 E

n
e

rg
y 

Number of ORF Entries per Thread 

MRF Wire MRF Access ORF Wire

ORF Access LRF Wire LRF Access

Figure 6.15: Energy breakdown of most efficient design, normalized to baseline
single level register file.

Energy Savings Across Benchmarks

Figure 6.16 shows the per-benchmark normalized register file energy for our

most energy-efficient design, the SW LRF Split configuration with 3 ORF

entries per thread. Reduction and ScalarProd show the smallest efficiency

gains of 25% and 30% respectively. These benchmarks see a small gain because

they consist of a tight loop with global loads, a single FMA, and independent

adds to update address variables and the loop counter. Few values are passed

in registers between these instructions and the threads must be swapped in

and out of the active set frequently due to the global loads, causing frequent

invalidation of the LRF and ORF. The best way to optimize these benchmarks

is to unroll the inner loop and issue all of the long latency instructions at the

beginning of the loop. This strategy would allow the rest of the loop to remain
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Figure 6.16: Per benchmark access and wire energy results for the most energy
efficient configuration, sorted by energy savings. (3-entry ORF with split LRF
using read operand allocation and partial range allocation.)

resident and make use of the LRF and ORF.

Results Summary

Our most energy-efficient three-level configuration saves an average of 54% of

register file energy, a 44% improvement over the prior HW register file cache

and a 27% improvement over a purely hardware-managed three-level design.

Using our high-level GPU power model from Section 4.4.1, our reduction in

register file energy represents a 8.3% reduction in SM dynamic power, which

is a savings of 5.8% of chip-wide dynamic power. Our system suffers no per-

formance penalty and simplifies the microarchitecture of our prior work by

eliminating register file cache tags.

6.5.5 Instruction Encoding Overhead

Our proposed system makes two changes to instruction encodings: specifying

the level of the hierarchy each operand is located and an additional bit to

each instruction to indicate the end of a strand. While the cost of storing
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Figure 6.17: A possible partitioning of the register file namespace.

and encoding this information could potentially negate energy savings from

the software-managed register file hierarchy, our analysis indicates that the

overheads are quite low.

In Section 4.4.2 we estimate an upper bound for adding an extra bit to

each instruction to be at most 0.3% of chip-wide energy. Therefore, the chip-

wide energy overhead for adding an extra bit to specify the end of a strand

is at most 0.3%. Additionally, our software-managed design must modify the

register specifiers to indicate the level of the hierarchy a value should be read

from or written to. We propose to partition the register namespace, with each

level of the hierarchy having distinct ranges in the namespace. For example,

Figure 6.17 shows how the namespace can be partitioning to allow values to be

accessed across three distinct levels of the hierarchy. The approach works well

with only slight pressure on the source register specifiers. One complication

with our approach for the destination register specifiers is that we allow values

to be written to up to two levels of the hierarchy. For example, a value can

be written to both the LRF and MRF or the ORF and MRF. Since the LRF

is only a single entry, one bit of the register specifier can be used to control
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Figure 6.18: Energy overhead of restricting multiple writes from a single in-
struction across the hierarchy.

writes to the LRF. Additional encoding space is required for a split LRF

design. Allowing arbitrary writes to any entry in the ORF along with any

entry in the MRF puts pressure on the namespace. Various restrictions can be

placed on the encoding, such as requiring the ORF name to be a function of

the MRF name. For example the ORF name could be computed as the MRF

name mod capacity of ORF. These restrictions need to be considered in the

context of a full system design.

Figure 6.18 shows the difference in register file energy for three different

designs. The baseline design allows a value to be written to at most two levels

of the hierarchy. The next set of bars restricts a value to only be written to

a single level of the hierarchy. This design increases register file energy by

7%, compared to the baseline design. Register file energy is increased because

values that were previously written to multiple levels of the hierarchy, to save
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Configuration Average MRF Reads per Instruction

Baseline 1.23
1 ORF entry per thread 0.57
2 ORF entries per thread 0.48
3 ORF entries per thread 0.41
4 ORF entries per thread 0.37
5 ORF entries per thread 0.36
6 ORF entries per thread 0.35
7 ORF entries per thread 0.38
8 ORF entries per thread 0.38

Table 6.1: Average MRF reads for most efficient three-level software-managed
design.

subsequent read energy, are instead only written to the MRF. The final set

of bars allows concurrent writes to the LRF and MRF but not to the ORF

and MRF. This design simplifies encoding, since writes to the LRF can be

controlled with a single bit in the destination register specifier. Additionally,

this design only increases register file energy by 2%, compared to the baseline

design that can write results to up to two levels of the register file hierarchy.

This design reduces the encoding overhead while only minimally reducing ef-

fectiveness, a valid tradeoff when encoding space is at a premium. While

encoding decisions must be carefully considered in the context of a full system

design, our proposals for the software-managed design minimize the pressure

on encoding space and incur a slight increase in overall chip power from fetch

and decode overheads.

6.5.6 Register File Bandwidth

Table 6.1 shows the average register file read bandwidth required for the base-

line design and the most efficient three-level software-managed design with
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various sized ORFs. The addition of the register file hierarchy reduces the

average register file read requirements by a factor of three. The slight increase

in bandwidth going from a 6 entry per thread ORF to a 7 or 8 entry per thread

ORF is due to the higher access energy for the larger ORFs, which makes it

unprofitable to allocate some values to the ORF versus the MRF. We also

studied the lower bound on MRF bandwidth by analyzing the number of val-

ues that are live in and live out of a strand. On average, for each instruction

in a strand, 0.27 values are live-in and 0.17 values are live-out. Therefore,

assuming values that cross strand boundaries must come from the MRF, the

minimum number of MRF reads per instruction is 0.27. The minimum number

of MRF writes per instruction is 0.17. Our optimized three-level register file

hierarchy with 3 entries per-thread reduces the number of reads to the MRF

to 0.41. This lower bound shows that our current design performs well and

there is limited room for further refinement.

Figure 6.19 shows that the register file hierarchy reduces the peak MRF

read bandwidth required. The register file hierarchy also reduces MRF write

bandwidth, but write bandwidth is not as scarce as read bandwidth. The figure

shows the number of operands read from the MRF for the baseline design,

without a register file hierarchy, and for a three-level register file hierarchy

with between 1 and 8 entries per-thread in the ORF. The baseline design must

support reading two or more operands for 40% of instructions and reading one

operand for another 30% of instructions. By introducing a three-level register

file hierarchy with three entries per-thread, nearly all of the instances where

more than 2 MRF entries per instruction are read are eliminated. Further,

the percent of instructions that read 2 MRF entries is reduced from 30% to

less than 10%. This substantial reduction in required MRF read bandwidth
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Figure 6.19: Reduction in MRF read bandwidth from register file hierarchy.

can be leveraged to design a more energy-efficient MRF that delivers lower

peak bandwidth without a performance loss. The MRF read bandwidth is

minimized with 6 ORF entries per thread. A larger ORF has a higher bank

access energy, causing fewer values to be allocated to the ORF and a slight

increase in MRF bandwidth requirements. Chapter 7 makes use of the reduced

MRF bandwidth requirements when designing a unified on-chip memory.

6.6 Register Hierarchy Limit Study

This section considers several possible extensions to our work and their poten-

tial effects on energy efficiency.
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6.6.1 Variable Allocation of ORF Resources

An alternative design would allow each strand to allocate a different number

of ORF entries depending on its register usage patterns. We evaluate the po-

tential of such a system by encoding in a strand header the energy savings

of allocating between 1 and 8 ORF entries to each strand. When a strand

is scheduled, the scheduler dynamically assigns ORF resources based on the

strand header and the other warps running in the system. If a thread receives

fewer ORF entries than it expected, those values are serviced from the MRF

as there is always a MRF entry reserved for each ORF value. We implement

an oracle policy that examines the register usage patterns of future threads

when deciding how many ORF entries to allocate. Using the oracle sched-

uler, this variable allocation policy is able to reduce register file energy by

6%. This policy also presents the opportunity to run with fewer active warps

when sufficient ILP exists and to allocate each warp more ORF entries. If we

optimistically assume that the number of warps can be lowered from 8 to an

average of 6 across the program’s execution, an additional 6% of register file

energy can be saved.

While these idealized gains are enticing, there are several disadvantages

to this dynamic policy. This policy requires the SM to track the dynamic

mappings of active warps to ORF entries. Further, depending on the allocation

policy, fragmentation within the ORF could occur. This approach requires the

compiler to encode additional information in the program binary which takes

energy to fetch and decode. We found that knowing the register needs of

future threads was key in making allocation decisions. A realistic scheduler

would perform worse than our oracle scheduler, unless restrictions were placed
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on thread scheduling to allow the scheduler to know which threads would be

scheduled in the future.

6.6.2 Allocating Past Backward Branches

Our policy in Section 6.4 does not allow strands to contain backwards branches.

Allocating values to the ORF for the life of a loop requires inserting explicit

move instructions after the loop exits to move live values back to the MRF.

Since we optimize for short-lived values and the ORF entries are already highly

utilized resources, we expect that few values could be allocated to the ORF

for the life of a loop. We examined the hardware caching scheme and find

that when values are allowed to remain in the RFC past backwards branches

there is only a 5% reduction in register file energy, compared to a design which

flushes the RFC upon encountering a backwards branch. We could expect to

see similar or slightly better results using a software-managed ORF, but the

energy overhead of the explicit move instructions must be subtracted from the

register file energy savings.

6.6.3 Instruction Scheduling

Reordering instructions presents two opportunities to reduce register file en-

ergy. The first is to reorder instructions within a block to shorten the distance

between producers and consumers to increase ORF effectiveness. To evaluate

the potential of this approach, we run our benchmarks with a 8-entry ORF but

assume it has the same energy cost to access as a 3-entry ORF when making

allocation decisions and calculating energy usage. This idealized configuration

consumes 9% less energy than the realistic 3-entry ORF system. While this
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type of rescheduling has potential to increase the effective size of the ORF, it

is unlikely to increase it by nearly a factor of 3, as in our idealized experiment.

A more realistic experiment is to increase the effective size of the ORF from 3

entries to 5 entries, which reduces register file energy by 6%.

The second potential for instruction scheduling is to move instructions

across strand boundaries. Since inter-strand communication must go through

the MRF, moving instructions across strand boundaries increases the number

of values that are only accessed from the ORF. We calculate an idealized upper

bound for moving instruction relative to long-latency events by never flushing

the LRF or ORF when a warp is descheduled. In this idealized experiment,

all machine resident warps, not just active warps, have LRF and ORF entries

allocated, but we do not account for the higher access energy that these larger

structures would require. This idealized system consumes 8% less energy that

the realistic system. Rescheduling would only be able to prevent a small num-

ber of values from being flushed, compared to our idealized experiment. Both

of these scheduling techniques generally move consumers closer to producers,

which has the potential to reduce performance. Given that the idealized en-

ergy gains are small, the realistic energy gains would be unlikely to justify any

performance loss.

6.6.4 Summary

Each of the previously discussed approaches have the potential to reduce en-

ergy, but they also add complexity to the system and have the potential to

reduce performance. While there is room for future improvements in energy

efficiency, our current results are promising and a significant improvement over
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using a hardware-managed register file cache.

The most energy-efficient of our designs, with a three-level hierarchy,

reduces register file energy by 54%. An ideal system where every access is

to the LRF would reduce register file energy by 87%. Of course this system

is not practical as the LRF is too small to hold the working set of registers

and the LRF is not preserved across strand boundaries. If each operand only

accessed a 5-entry per thread ORF, register file energy would be reduced by

61%. In a realistic system, each level of the hierarchy must be accessed, with

the MRF holding values needed across strand boundaries and the ORF and

LRF holding temporary values.

6.7 Chapter Summary

This chapter proposes a software-managed register file hierarchy to optimize

register file energy. We explore both a two-level and three-level design that

improves upon our hardware-managed register file cache. Compared with the

hardware-managed design, the software manged design removes the need to

perform writebacks to the main register file and the need to track register file

cache tags. We show that the hardware-managed design also benefits from

moving to a three-level hierarchy, but the software-managed design sees larger

benefits. We propose compiler algorithms to decide which level of the hierarchy

a value should be mapped to and implement several optimizations to our

baseline approach to capture register reuse patterns found in our workloads

that are not handled by our baseline algorithm. Our most efficient design

reduces register file energy by 54%, a savings of 5.8% of chip-wide dynamic

energy. This reduction in chip-wide energy is significant and savings of this
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magnitude can be crucial to a design’s success. Future efficient systems will

be realized by the application of many different techniques to improve the

energy efficiency of each of the components present on a chip. Along with the

reduction in register file energy, the register file hierarchy dramatically reduces

the bandwidth required of the main register file. We leverage this reduction

in bandwidth in the design of unified on-chip storage discussed in the next

chapter.
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Chapter 7

Unified On-Chip Storage

In Chapters 5 and 6 we present a register file hierarchy that minimizes the

overheads of supporting thousands of threads. In this chapter we focus on the

challenge of utilizing a limited amount of on-chip storage for the register file,

cache, and scratchpad across a large number of threads. This chapter begins

by examining the performance sensitivity to the register file, scratchpad, and

primary data cache capacity for a variety of GPU workloads. This study shows

that applications have diverse requirements in on-chip storage. Often a single

resource is most critical to an application’s performance. Based on this study,

we propose to unify and dynamically partition the register file, cache, and

scratchpad to match the requirements of each application. This unified design

provides meaningful performance improvements for several of our applications.

Further, by making better use of the on-chip memory, the number of DRAM

accesses is reduced by 10–20% on applications that benefit from larger caches.

This combination of improved performance and lower energy from reduced

DRAM accesses leads to an improvement in performance per watt of 10% or

greater for 4 of the 6 benchmarks that we study.
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7.1 Application Characterization

The primary benefit of unified memory is that storage can be allocated dif-

ferently on a per-application basis. This section characterizes the register and

memory needs of a set of diverse GPU workloads. We categorize these work-

loads along three axes:

• Register usage: There are two flexible parameters related to register file

capacity: registers per thread and number of threads. Each thread is

allocated registers for thread private values, with the same number of

registers allocated for every thread in a kernel. Modern GPUs support

a very large number of registers per thread. However, more registers

per thread results in fewer threads per SM, as the register file is shared

across all threads mapped to the SM. The compiler inserts spill and fill

code when not enough registers are available. We use the number of

dynamic instructions executed as a metric to measure the overhead of

register spills.

• Shared memory usage: Shared memory tradeoffs are partially controlled

by the programmer, with each kernel specifying the total shared mem-

ory required per CTA along with the number of threads per CTA. The

physical shared memory capacity available in an SM then dictates the

maximum number of CTAs that can be mapped (if the register file ca-

pacity does not become a bottleneck first). The programmer can often

adjust shared memory requirements by changing an application’s block-

ing pattern. We measure the shared memory intensity by calculating the

shared memory requirements per thread.
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• Cacheable memory usage: The amount of spatial and temporal locality

varies from application to application. Streaming applications mainly

have spatial locality, but often have some degree of access redundancy

which can be filtered by a small cache. Applications with cache blocking

or a large number of register spills have higher temporal locality. The

cache is a very scarce resource, and our baseline configuration has only

64 bytes on a per-thread basis. We use the number of DRAM accesses

as a metric for the cache’s effectiveness.

Table 7.1 presents an analysis of several CUDA applications according to the

above criteria. We group the benchmarks into 4 categories:

• Shared Memory Limited: These benchmarks require a large amount of

shared memory to maximize performance.

• Cache Limited: These benchmarks contain temporal or spatial locality

and benefit from a larger cache.

• Register Limited: These benchmarks require a large number of registers

per thread to avoid spilling values to memory.

• Balanced / Minimal Capacity Requirements: These benchmarks either

have balanced requirements across the three types of storage or have

minimal capacity requirements. Benchmarks tuned for existing GPU

designs may fall into this category.

Columns 3–7 show the per-thread register requirements. None of our surveyed

benchmarks experience spills when 64 registers per thread are available. Hand

tuned programs tend to use more registers per thread than compiled programs
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as the programmer can block data into the register file for higher performance.

DGEMM, PCR, and BicubicTexture all experience a large number of spills with

a small number of registers per thread. Column 8 shows the register file ca-

pacity required to achieve full occupancy without experiencing register spills.

The capacity required ranges from 72KB to 256KB. Column 9 shows the bytes

of shared memory required per thread. Many applications need less than 20

bytes per thread, particularly when developed to fit the small shared memory

capacities of early GPUs. Needle on the other hand, requires a large amount

of shared memory. We evaluated three version of Needle, with different block-

ing patterns that require increasing amounts of shared memory. The most

efficient version uses 520 bytes of shared memory per thread. Achieving full

occupancy for this version would require 520KB of shared memory, far greater

than available on today’s designs.

Columns 10–12 show the number of DRAM accesses for different ca-

pacity caches. Generally as the cache capacity is increased, DRAM accesses

decrease, due to the cache’s ability to filter traffic and amplify bandwidth.

The DRAM bandwidth demand can actually go up when using a cache, par-

ticularly when the cache line size exceeds the minimum DRAM fetch size. For

example, Needle fetches unneeded data because only a fraction of the cache

line is used after fetch.

Table 7.1 demonstrates that different applications classes place different

stresses on the register file, shared memory, and cache structures. Many of the

benchmarks fall into the balanced / minimal capacity requirements category

as they were developed to fit the design of existing GPUs. As new emerging

applications are ported to GPUs and applications are tailored to take advan-

tage of our flexible design, we expect to see more diversity in the memory
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requirements.

7.1.1 Application Case Studies

To simplify the presentation, we perform a detailed analysis on a limited set of

benchmarks chosen to exhibit diverse access patterns. The remainder of this

chapter will focus on the following workloads:

Needle implements the Needleman-Wunsch algorithm for DNA sequence

alignment using dynamic programming [19]. It constructs a matrix represent-

ing ideal solutions to subproblems. Each entry in the matrix reads its north,

west, and north-west neighbors. The global matrix is large (2048 by 2048

entries) and the problem is broken into subblocks. The results are computed

by iterating across the diagonals in the subblocks from the top left corner to

the bottom right corner. The size of the subblock is a key parameter for this

algorithm. Larger subblocks improve performance, but increase the shared

memory requirements quadratically. Limited shared memory is cited as the

reason for choosing the small default subblock size of 16 threads [18]. Accesses

to the global matrix are streaming in nature and lack temporal locality.

GPU-mummer implements DNA sequence alignment using graph traver-

sal [19]. The algorithm consist of many parallel graph traversals across a large

reference suffix tree. Each thread processes a single independent query. This

workload does not use shared memory, as the working set size is input depen-

dent. A large performance gain is possible if the reference suffix tree can be

cached. The register needs of the kernel are minimal.

BFS is a breadth-first search of a graph with one million nodes [19]. It

does not make use of shared memory and uses a small number of registers
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per thread. The application benefits from caching as the node and edge list is

accessed repeatedly.

DGEMM is a highly optimized double precision matrix multiplication ker-

nel from the MAGMA library [53]. This kernel has been tuned for Fermi’s

design parameters. Two temporary matrices are allocated in shared memory

to capture subblock temporal locality. There is little performance benefit to a

cache. To eliminate spills, each thread must be allocated at least 64 registers.

Therefore, to achieve high occupancy, a large register file is necessary.

PCR is a parallel cyclic reduction kernel solving a tridiagonal linear sys-

tem [102]. The algorithm uses shared memory to store temporary data and

streams a large dataset from global memory. The large amount of communica-

tion between steps of the algorithm requires high bandwidth access to shared

memory.

Hotspot is a thermal modeling tool for chip designers and represents a

traditional GPU workload that is extremely regular and is tuned for a fixed

capacity register file, cache, and shared memory [19]. As it does not benefit

from our unified design, it highlights potential overheads from the unified

design compared with a traditional partitioned design. The core algorithm

is a stencil computation in which each cell depends on its four neighbors.

The dataset is blocked and subblocks are copied to shared memory before

processing. It has low register requirements.

7.1.2 Performance Sensitivity Study

Next, we explore the performance sensitivity to the capacity of the register

file, shared memory, and cache. We present limit studies which highlight
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the diverse memory requirements of modern workloads and the performance

gains possible with larger storage structures. The details of our evaluation

methodology are in Chapter 4.

Register File Capacity

Figure 7.1 shows performance as a function of the register file capacity. In

these graphs we change both variables that affect the required register file

capacity. First, each line in the graph shows performance with a different

number of registers per thread; when fewer registers are available, values must

be spilled to memory. Second, we adjust the occupancy by running varying

number of threads per SM. The points on a given line show performance for

256, 512, 768, and 1024 threads per SM. The tradeoff between register file

capacity and performance varies for each application. Some workloads such

as BFS and GPU-mummer show little benefit from more registers per thread.

Other workloads such as DGEMM require a large number of registers to mini-

mize spills. Figure 7.1(b) shows that GPU-mummer achieves higher performance

with 768 threads than with 1,024 threads per SM. This application benefits

from caching and running with fewer threads allows more storage in the cache

on a per-thread basis. Section 7.1.2 explores this tradeoff in more detail. In-

creasing thread occupancy generally results in increased performance as the

larger number of threads can better tolerate long memory latencies. How-

ever, adding more threads requires greater capacity in the register file. PCR

and Hotspot require a small number of registers per thread to avoid a large

number of spills, after which the remaining gains in performance come from

increasing occupancy.
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Figure 7.1: Normalized performance as a function of register file capacity,
64KB cache, unbounded shared memory. Normalized to 64 registers per thread
and 1,024 threads per SM.
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Shared Memory Capacity

Figure 7.2 shows the tradeoff in performance and shared memory capacity.

We were able to easily change the blocking factor for Needle and show three

different versions that require increasing amounts of shared memory. Three

other benchmarks are run with their default blocking factor, while BFS and

GPU-Mummer are not shown because they do not make use of shared mem-

ory. Each line shows a different blocking factor and each point along a line

shows an increasing number of threads per SM ranging from 256 to 1,024, in

increments of 256. To isolate the effects of shared memory, these experiments

use a large register file, eliminating register spills, and a 64KB cache. As

we increase the blocking factor on Needle the shared memory requirements

increase quadratically. While requiring more shared memory storage, this al-

location substantially increases performance. Going from a blocking with 16

threads per SM to 64 threads per SM increases performance by over 2x but

requires 400KB of shared memory per SM. The shared memory requirements

of DGEMM, PCR, and Hotspot are moderate, peaking at 66.5KB. These appli-

cations have been carefully tuned to fit into the shared memory capacity of

today’s GPUs. In future work we plan to explore what gains are possible by

refactoring these codes to take advantage of a larger shared memory.

Cache Capacity

Figure 7.3 shows the performance sensitivity to cache capacity. In these graphs

each line shows a different number of threads per SM (ranging from 256 to

1,024), and each point along a line shows performance with a different cache

capacity. To isolate the effects of cache capacity, the register file is sized to
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Figure 7.2: Normalized performance versus shared memory capacity, 64 regis-
ters per thread, 64KB of cache. Normalized to 1,024 threads per SM and max
blocking factor on Needle.
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Figure 7.3: Normalized performance as a function of cache capacity, 64 regis-
ters per thread allocated, unbounded shared memory. Results are normalized
to 512KB cache and 1,024 threads per SM.
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eliminate spills and shared memory is unbounded. Running more threads per

SM helps tolerate latency from main memory access, but also reduces the

amount of cache available on a per-thread basis. For example on GPU-mummer,

performance is maximized with 768 rather than 1,024 threads. For this bench-

mark, 768 threads are enough to tolerate main memory latency and provide

more cache on a per-thread basis than when running 1,024 threads. BFS and

PCR benefit from having a large cache. In particular, PCR sees a large per-

formance benefit moving from a 256KB to 512KB cache. GPU-mummer sees a

performance benefit from caching, but it has a small working set for the input

datasets we used. We expect a greater improvement with larger datasets.

7.2 Unified Cache and Shared Memory

The latest GPU design from NVIDIA, Fermi, provides unified cache and

scratchpad memory with a limited choice of either a 16KB cache and a 48KB

scratchpad or a 48KB cache and a 16KB scratchpad [61]. Fermi also provides

a degree of configurability in the 128KB register file by allowing the com-

piler to trade off the number of registers allocated per thread with the total

number of resident threads (more registers results in fewer threads). In this

study we use a more forward-looking larger 256KB register file capacity that

allows for up to 64 registers per thread. Figure 7.4 shows performance for a

GPU SM with a 256KB register file, 48KB cache, and a 16KB shared memory

normalized to a design with a 256KB register file, 16KB cache, and a 48KB

shared memory. DGEMM requires more than 16KB of shared memory to execute.

These results show that the performance difference between using 16KB and

48KB for the cache and shared memory can be large, with some applications
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Figure 7.4: Performance of limited flexibility design. Normalized to 256KB
RF, 16KB Cache, 48KB Shared Memory configuration.

preferring one configuration over the other. While the limited forms of flexi-

bility in Fermi have benefits, a more flexible solution across the register file,

cache, and scratchpad further improves both performance and reduces energy

consumption.

7.3 Microarchitecture

The characterization in Section 7.1 shows that workloads have diverse local

storage requirements and a single resource is often most critical to perfor-

mance of a given application. We propose a unified memory architecture that

aggregates these three types of storage and allows for a flexible allocation on

a per-kernel basis.
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(a) Streaming multiprocessor (SM) (b) 4-Wide SIMT lane detail

Figure 7.5: SM-level view of baseline GPU.

7.3.1 Overview

We use the same baseline SM presented in Section 2.4 for the unified memory

architecture. The SM consist of 32 SIMT lanes and 32 MRF banks as shown

in Figure 7.5(a). The SM contains 8 SM clusters, each cluster contains 4

SIMT lanes and 4 MRF banks. Figure 7.5(b) shows a single SM cluster in

detail. Figure 7.6(a) and 7.6(b) compare the microarchitecture between the

baseline design and our proposed unified architecture. In the unified design,

all data storage is moved into the SM clusters. Effectively, the unified design

merges together the 32 MRF banks, 32 scratchpad banks, and 32 cache banks.

Although we evaluate a range of capacities, the number of unified banks is

always 32 per SM, in order to keep bandwidth constant. Each unified bank

supports 1 read and 1 write per cycle, as do the banks in the baseline design.

The banks use dense pseudo dual-port (PDP) 6T SRAM banks [52]. The

PDP banks provide the illusion of dual-ports without the area penalty of

having two ports. The PDP cells are slower than single-ported banks, but fast
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Figure 7.6: Proposed unified memory microarchitecture.
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enough for the GPU’s frequency target. Also similar to the baseline design,

the SM clusters in the unified design are connected by a crossbar to transfer

data between the memory access units and other SM clusters. The unified

architecture has higher bank access energy as there are fewer, higher-capacity

banks. Table 4.7 shows the read and write access energy for various capacity

SRAM banks. Figure 7.9 shows that even for the unified architecture, the

bank access energy remains a small component of the system’s overall energy

budget.

As with the partitioned design, the cache tags are stored outside of the

SM clusters and 1 tag lookup can be processed per cycle. A 384KB unified

design requires up to 7.125KB of tag storage compared with the baseline 64KB

cache requiring 1.125KB. This overhead can be reduced by restricting the

portion of the bank that can serve as cache. Figure 7.11 shows that the largest

cache used in our optimal configuration for a 384KB unified design is 256KB.

If tags are only provisioned for a 256KB cache rather than the full 384KB, the

tag overhead is reduced from 7.125KB to 4.75KB.

7.3.2 Unified Memory Bank Design

Each unified memory bank is 16 bytes wide with byte-enable support. Fig-

ure 7.6(c) shows how registers, cache, and shared memory are mapped across

the banks. All register file accesses are local to an SM cluster, and the 4 banks

provide each cluster a register file bandwidth of 64 bytes per cycle. The cache

line size is 128 bytes in both the partitioned and unified designs. The cache

line is mapped across 8 of the unified banks, 1 from each of the SM clusters.

The shared memory address space is mapped across the banks in a similar
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manner.

When 128 contiguous bytes are accessed from the cache or shared mem-

ory only a single bank is used from each of the 8 clusters. Each cluster routes

16 bytes of data onto the crossbar, providing a peak cache or shared memory

bandwidth of 128 bytes per cycle, identical to the baseline partitioned design.

The unified design adds one additional layer of muxing to select which bank

from each cluster should access the crossbar. To prevent bank conflicts accesses

must coalesce to 8 banks, one from each cluster, rather than 32 banks, as in

the baseline design. This limitation potentially increases bank conflicts. A

more aggressive design allows multiple banks in a single cluster to be accessed

in order to increase the scatter / gather bandwidth. This more aggressive de-

sign allows each cluster to provide up to 16 bytes of cache or shared memory

from a combination of its unified memory banks, rather than a single bank.

This design increases the complexity of the data muxing in a cluster, but still

only allows 16 bytes per cluster to enter the crossbar, mitigating the crossbar

complexity. We simulated this design and found that it had an average per-

formance improvement of 0.5%, compared to the simpler design. Our results

in Section 7.5 assume the simpler design.

7.3.3 Arbitration Conflicts

In our baseline design, bank conflicts only occur within a single type of storage.

With the unified design, accesses to the register file and cache or shared can

conflict with each other. We refer to these conflicts as arbitration conflicts.

One of the key enablers of the unified design is the software-managed register

file hierarchy, which fetches most operands from the ORF or LRF and greatly
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reduces the required bandwidth to the MRF [36]. We model all conflicts and

give priority to register access before cache or shared memory access, but find

that the performance effect of conflicts is small. Memory instructions fetch

a small number of register operands and these operands often come from the

LRF or ORF rather than the MRF, minimizing the number of arbitration

conflicts. Our design uses a write through cache, eliminating bank accesses

for evicting dirty data. The large number of threads can also tolerate some

additional latency from conflicts without harming performance.

7.3.4 Managing Partitioning

Modern GPU workloads typically contain at least several different kernels,

each of which may have different memory requirements. Before each kernel

launch, the system configures the memory banks. Because the register file

and shared memory are not persistent across CTA boundaries, the only state

that must be considered when partitioning is the cache. As we use a write-

through cache, the cache does not contain dirty data to evict. Therefore,

no state must be preserved when the unified storage is reconfigured. In the

applications that we evaluate, the memory requirements were similar across

kernels. Therefore we only evaluate a single memory configuration for the

entire execution of each application. Larger programs with diverse kernels

may benefit from reconfiguring the memory partitioning on a more fine-grained

basis.
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7.3.5 Allocation Decisions

The unified memory architecture dynamically adjusts the capacities of the reg-

ister file, shared memory, and cache, one strategy for performing this allocation

includes the following steps:

• Register File: Allocate registers until the vast majority of spills are

eliminated. The compiler currently balances the tradeoff between the

number of registers per thread, which affects spills, and the number of

threads that can be run per SM, which affects performance. Since the

unified memory architecture allows for the potential for a larger register

file, the compiler should seek to allocate more registers per thread when

spills are prevalent. The optimal allocation for all of our benchmarks

results in zero register spills. This allocation decision is easily automated

by the compiler.

• Shared: Seek the most efficient blocking algorithm that leaves capacity

for registers and allows sufficient occupancy to tolerate DRAM latency.

Today programmers already manage this blocking for the fixed capacity

shared memory, balancing blocking with thread count. Again, since the

unified memory architecture allows for the potential for a larger shared

memory, programmers may find more aggressive shared memory blocking

patterns result in higher performance.

• Thread count: Maximize SM thread occupancy subject to the register

file and shared resource constraints. Our results in Section 7.5 show that

generally higher occupancy leads to higher performance. The one case

where the thread count should not be maximized is when the application
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is sensitive to the amount of cache available per-thread. In these cases,

higher performance may be achieved with fewer threads per SM, allowing

more cache capacity on a per-thread basis. The runtime scheduler is

responsible for deciding the thread count subject to the register and

shared memory requirements.

• Cache: Allocate any remaining local storage capacity to cache.

While the unified system may appear to increase complexity and pro-

grammer burden, nearly all of these decisions are currently being made by the

compiler and programmers on today’s GPUs. The allocation decisions can be

automated using autotuning techniques [91].

7.3.6 Disabling Extra Capacity

The unified architecture also presents the opportunity to disable part of the

storage when it does not provide a performance or energy benefit [1]. Our cur-

rent design allocates any remaining storage as cache memory. However, some

applications, especially streaming applications, see no benefit from caching.

Therefore, the ideal partitioning for these applications would be to utilize

enough storage to satisfy the register and shared memory needs and disable

the remaining storage. By disabling the unneeded storage, leakage energy is

reduced. While we do not present quantitative results for shutting down un-

needed storage, Figure 7.7 shows that for some applications, moving to larger

unified memory designs has limited benefit. In these cases, the savings from

reducing leakage energy may outweigh the advantage of additional storage.

Compared with a partitioned design, the unified architecture may allow a
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larger amount of storage to be disabled by aggregating the necessary storage

in a smaller number of banks or ways.

7.4 Methodology

The work in this chapter is more forward looking and we make the following

modifications to our baseline GPU and simulation assumptions from Chapters

2 and 3:

• We move from the 40nm technology node to the 32nm technology node.

We scale our energy estimates for SRAM bank access to reflect the 32nm

technology node.

• We assume 32 SMs per chip rather than 16 SMs per chip. This assump-

tion better matches what could be expected of modern GPUs in the

32nm technology node. We reduce the per-SM DRAM bandwidth from

16 bytes per cycle to 8 bytes per cycle to account for the larger number

of SMs.

• We assume 256KB of register file capacity rather than 128KB. The last

several generations of GPUs have increased the capacity of the register

file and this trend is expected to continue in the future.

We use the same trace-based simulation methodology detailed in Sec-

tion 4.2 to evaluate our unified memory architecture. We gather execution

and address traces from our CUDA applications using Ocelot and use a cus-

tom trace-based SM simulator to simulate performance.
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7.5 Results

We compare a range of fixed and flexible designs in Figure 7.7. Our base-

line for the fixed partitioning is a 256KB register file, 64KB cache, and 64KB

shared memory per SM (256/64/64). We simulate a limited configuration

similar to Fermi (labeled limited) which uses a fixed 256KB register file and

contains 64KB that can be partitioned into 16KB and 48KB segments for

cache or shared memory. We also show fixed designs with very large struc-

tures: 256KB/256KB/256KB and 512KB/512KB/512KB. These designs are

not practical, but serve to show the limit of large storage structures. The

384KB unified design is roughly the same area as the 256KB/64KB/64KB

fixed design.

7.5.1 Performance

Figure 7.7(a) shows performance across our range of designs, normalized to the

256KB/64KB/64KB baseline. The performance improvements of the 384KB

unified design range from 0.2% to 75.6%. The largest improvement is seen

on Needle, which uses the bulk of its storage as shared memory to employ

a more efficient blocking. The performance improvements on the remaining

benchmarks that benefit from a larger register file or cache range from 3.0% to

8.9%. As expected, Hotspot sees no noticeable performance improvement, the

unified 384KB design is within 0.2% of the fixed baseline. The small perfor-

mance difference is due to changes in bank conflicts. A 256KB unified design

requires 33% less capacity than the fixed baseline and provides a performance

improvement on 4 of the 6 benchmarks. This smaller capacity design results

in a slight performance loss for DGEMM and no noticeable performance change
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for Hotspot. The limited flexibility design outperforms the 128/32/32 con-

figuration for all benchmarks and matches the performance of the 256/64/64

configuration for four of the benchmarks. The limited flexibility design results

in a performance loss for Needle compared to the 256/64/64 design because

the limited flexibility design provides a maximum of 48KB of shared mem-

ory and Needle benefits greatly from a high capacity shared memory. BFS

sees a slight performance loss on the limited flexibility design compared to the

256/64/64 configuration because it does not benefit from shared memory and

the limited flexibility design provides a maximum of 48KB of cache.

7.5.2 DRAM Accesses

Figure 7.7(b) shows DRAM accesses of each design, normalized to the fixed

256/64/64 configuration. For benchmarks that are able to make use of the

unified design, to either reduce register spills or employ a larger cache, DRAM

accesses are reduced between 10% and 25%. These gains are significant, both

from a performance and energy standpoint. Three of the benchmarks see no

reduction in DRAM accesses from the unified design. These benchmarks are

streaming, reading values only once, then writing their results back to DRAM.

Without reuse, a cache does not provide a reduction in DRAM accesses.

7.5.3 Energy

Our unified design presents an opportunity to reduce energy by reducing

leakage and DRAM accesses. Figure 7.8(a) shows energy normalized to the

256/64/64 design. The 384KB unified design reduces energy between 0% and

20%. The energy overheads of the unified design are a higher bank access
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Figure 7.7: Performance and DRAM accesses as a function of storage capacity
(KB) and organization. Results are normalized to fixed design with 256KB
register file, 64KB cache, and 64KB shared memory.
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energy, higher cache tag access energy, and higher wire energy to route the

cache and shared accesses through the crossbar. The 256KB/256KB/256KB

and 512KB/512KB/512KB fixed design have large increases in energy due to

increased SRAM leakage. Figure 7.9 shows the energy breakdown for PCR.

As the total capacity is increased, SRAM leakage increases, but core leakage

is reduced due to higher performance. Bank access energy for the register

file, cache, and shared memory all increase with the unified design and the

unified banks require support for byte enables. While the bank access energy

increases for larger unified designs, it still remains a small portion of overall

energy. Across our 6 benchmarks the register file bank energy varies from

0.12% to 1.16% of total energy. The bank access for shared memory and cache

consumes between 0.004% and 0.072% of total system energy. Most of the

energy for shared memory and cache access is in the crossbar and associated

logic rather than the actual bank access. The 384KB unified design sees a

significant reduction in DRAM energy, as the larger cache captures locality.

The same trends apply to the other benchmarks.

7.5.4 Energy Efficiency

One of the main goals of this work is to improve energy efficiency. Figure 7.8(b)

shows performance per watt, normalized to the fixed 256/64/64 configuration.

The unified design is able to both improve performance and reduce energy. The

improvements in performance per watt range up to 120%, with no improvement

for the equal capacity design on Hotspot. However, we do see an efficiency

gain for Hotspot on the smaller 256KB unified design as it does not need

all 384KB of local capacity. For such applications, a unified design could be
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Figure 7.8: Energy and perf/watt as a function of storage capacity (KB) and
organization. Results are normalized to fixed design with 256KB register file,
64KB cache, and 64KB shared memory.

150



0

0.2

0.4

0.6

0.8

1

1.2

1
2

8
/3

2
/3

2

1
2

8
/6

4
/6

4

2
5

6
/6

4
/6

4

2
5

6
/2

5
6

/2
5

6

5
1

2
/5

1
2

/5
1

2

2
5

6
/6

4

1
2

8

2
5

6

3
8

4

5
1

2

Fixed Flexibile Unified

N
o

rm
al

iz
e

d
 E

n
e

rg
y 

DRAM Dynamic

Bank Access

SRAM Leakage

Core Leakage

Core Dynamic

Limited 
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optimized to disable the unneeded capacity to reduce leakage [1]. The limited

design improves energy efficiency compared to the 128/32/32 fixed design, but

underperforms the 256/64/64 design due to its limited cache and shared size.

Since many of these benchmarks have register file demands less than 256KB,

the limited design is not able to utilize this capacity.

7.5.5 Bank Conflicts

Moving from the partitioned to the unified design changes conflicts in two ways.

First, in the unified design, arbitration conflicts occur from accesses to different

structures. For example, when a register and cache value map to the same

bank. On average, the performance loss from these conflicts is 0.31%. Because

of the large number of threads present in the system, additional latency has

a negligible performance impact. However, bank conflicts can increase the

complexity of the execution pipeline and designers should strive to minimize

the potential for bank conflicts. Figure 7.10 shows the fraction of instructions

that experience 1 or more bank conflicts. Bank conflicts are compared for

three different designs:

• Baseline: Partitioned design with separate register file, cache, and shared

memory without a register file hierarchy.

• Unified: Unified design that combines register file, cache, and shared

memory without a register file hierarchy.

• Unified with RF Hierarchy: Unified design which also employs a register

file hierarchy to reduce the number of accesses to the main register file.
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Moving from the Baseline to Unified design generally increases the per-

cent of instructions that experience bank conflicts by roughly 5%. Utilizing

the register file hierarchy with the unified design greatly reduces the number

of bank conflicts and the Unified with RF Hierarchy design experiences fewer

bank conflicts than the baseline partitioned design.

The second result of moving to the unified design is changes in bank

conflicts among cache and shared memory accesses due to the change in bank

width. In the baseline case, each of the 32 banks is 4 bytes wide and in the

unified case, each of the 32 banks is 16 bytes wide. Therefore, different access

patterns will experience bank conflicts, the average performance loss due to

this effect was 0.02%. On DGEMM, moving from 4 byte wide banks to 16 byte

wide banks results in additional bank conflicts that cause a 1.5% performance

loss. However, DGEMM benefits from the larger register file provided by the uni-

fied design and the unified architecture provides a performance improvement

compared to the baseline design even after accounting for the increase in bank

conflicts. Performance could be further improved by reoptimizing the mem-

ory access patterns to account for the 16 byte wide banks. Tailoring memory

access patterns for memory bank sizes is a common optimization employed by

programmers to maximize performance.

7.5.6 Optimal Partitioning

Next, we discuss the optimal partitioning between the register file, shared

memory, and cache of the unified memory along with the ideal number of reg-

isters per thread and threads per SM to produce the highest performance for

each application. Figure 7.11 shows how the 384KB unified memory is con-
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Benchmark Registers / Thread Spills Threads / SM
BFS 32 0 1024
GPU-Mummer 32 0 864
DGEMM 64 0 1024
Needle 24 0 576
PCR 40 0 640
Hotspot 32 0 992

Table 7.2: Highest performing configuration for 384KB unified design.

figured for each application to maximize performance. The unused capacity is

due to the limited number of possible cache sizes we simulate. Table 7.2 shows

the number of registers allocated per thread and the number of concurrent

threads run per SM for the most efficient partitioning. In general, the highest

performance is achieved with as many threads per SM as the resources will

allow. The most efficient design point for all of the benchmarks is to allocate

enough registers per thread to completely eliminate register spills. Needle uses

a smaller number of threads per SM because its shared memory requirements

are very high and it does not need a large number of threads to tolerate main

memory accesses. This application is an example of programs that do not

need a large number of threads to tolerate latency but require high storage

requirements to utilize the most efficient blocking algorithms. GPU-Mummer

uses fewer threads to allow more cache storage on a per-thread basis. Once

enough threads are present to tolerate main memory latency, adding more

threads reduces the amount of cache available to each thread. Applications

that are performance sensitive to cache hit rate will have the highest perfor-

mance when the per-thread cache capacity is maximized, assuming enough

threads are present to tolerate DRAM accesses. PCR uses a reduced number

of threads to minimize the register file size and maximize the cache.
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Figure 7.12: Comparison of unified 384KB design to fixed 256KB/64KB/64KB
design.

7.5.7 Results Summary

Figure 7.12 compares the baseline fixed design (256KB/64KB/64KB) with

an equal area unified design (384KB). Note that the y-axis has been scaled

to improve the readability of the graph. Since Hotspot is tuned for exist-

ing designs and has low storage requirements, we do not expect it to benefit

from our unified architecture. The results in Figure 7.12 show that indeed the

unified architecture does not improve the results for Hotspot. However, the

results also show that the unified architecture does not present any overheads

for this benchmark. Because a large number of applications have been tuned

for the current partitioned memory architecture, it is vital that our unified
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architecture does not harm performance for existing applications. In terms

of performance, Needle sees the largest benefit, although 4 other benchmarks

also see meaningful performance benefits between 3–9%. Three of the bench-

marks have a noticeable reduction in the number of DRAM accesses, leading

to sizeable energy reductions. Overall, the combination of improved perfor-

mance and lower energy leads to a gain in performance per watt of 10% or

greater for four of the six benchmarks. GPU-mummer sees a small performance

benefit from the unified design due to the larger cache. The improvements are

limited as the large number of hardware threads are able to tolerate latency

from cache misses.

7.6 Chapter Summary

This chapter proposes a flexible on-chip storage structure that combines the

register file, primary data cache, and scratchpad memory. We studied the per-

formance sensitivity of a variety of applications to the capacity of these three

storage structures. Applications have a large degree of diversity in which

storage structure was most critical. The performance difference between pro-

visioning a small or large amount of memory to each of these structures can

be as high as 3x. Our unified on-chip memory allows each program to pro-

vision the storage in the most efficient manner. This flexibility provides a

performance benefit by enabling a more efficient register or shared memory

blocking, improving cache hit rates, and reducing the number of register spills.

Additionally, energy is saved by reducing the number of DRAM accesses. Our

flexible design eases the programmer burden as the allocation decisions can

be automated and the flexible design smoothes the performance cliffs that can
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occur at particular storage capacities.
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Chapter 8

Conclusion

Future systems must improve energy efficiency to continue to increase per-

formance while staying within power budgets. All systems, ranging from low

power mobile devices to high performance supercomputers, are power or en-

ergy limited. Therefore, designers must redesign structures that were initially

designed for performance to now focus on energy efficiency. This work focuses

on throughput processors, which use a large number of threads to tolerate

latency. These designs are currently more energy-efficient that traditional

latency-optimized CPUs. However, the large number of threads presents sev-

eral challenges. While these designs have several megabytes of on-chip storage,

this storage is shared across tens of thousands of threads and results in a small

number of available bytes per thread. Therefore, the on-chip storage must be

efficiently organized to maximize performance and efficiency. We propose a

register file hierarchy that minimizes accesses to the energy-intensive main

register file and localizes the majority of accesses to small structures, located

near the ALUs. We examine a variety of hardware and software techniques to

manage the register file hierarchy. The large number of threads also makes the
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on-chip storage used for programmer-managed scratchpad, called shared mem-

ory, and hardware-managed cache memories highly contended. The on-chip

memory needs of GPU workloads between register file, scratchpad, and cache

capacity are highly variable. We propose a unified memory system which par-

titions storage on a per-application basis. This design improves performance

and reduces energy by reducing DRAM accesses. In the future, techniques

that use a variety of hardware and software mechanisms to use chip resources

in the most efficient manner will be required to design energy-efficient systems.

8.1 Dissertation Contributions

Analysis of Register Reuse Patterns of GPU Workloads: To under-

stand the potential of optimizing register file energy, we conduct a study of

the register reuse patterns across a broad set of GPU workloads. First, we

measure the number of times each value written into the register file is read.

Between 60%–70% of all values are only read a single time. Fewer than 10%

of all values are read more than three times. Further, most values have very

short lifetimes, as measured by the number of instructions between when the

value is produced until the last time it is read. Overall, between 40%–50% of

all values written into the register file are only read once and this single read

occurs within 3 instructions of when the value was produced. Writing these

short lived values into the globally visible register file consumes a significant

amount of energy. We aim to optimize these accesses by storing them in small,

low-energy structures near the execution units.
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Register File Caching: Based on these register usage patterns, we propose

adding a register file cache to each streaming multiprocessor. Instructions

write their results into the register file cache and check the register file cache

for their operands. Provisioning more entries in the register file cache reduces

accesses to the main register file. However, increasing the capacity of the

register file cache also increases its access energy. The most energy-efficient

register file cache designs have between 3 and 6 entries per thread, depending

on the workload. The register file cache is located closer to the execution units

than the main register file and accesses to the cache consume less wire energy

than accesses to the main register file. We use the compiler to detect dead

values that do not need to be written back from the register file cache to the

main register file. Our most efficient design saves 36% of register file energy

across a set of GPU workloads.

Software-Managed Register File: The hardware-managed register file

cache has several limitations. It requires microarchitecture support for updat-

ing and checking the register file cache tags and suffers from a large number of

writebacks to the main register file. Since the hardware is unaware of the regis-

ter reuse patterns, values that may not be accessed immediately are allocated

to the register file cache, potentially evicting soon to be used values. With

these limitations in mind, we evaluated the potential of a software-managed

register file hierarchy. We replace the register file cache with a software-

managed operand register file. The compiler explicitly controls which level

of the hierarchy values should be read from and written to. Allocating values

across the register file hierarchy to minimize energy requires fundamentally

different algorithms from traditional register allocation. These allocation al-
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gorithms are a key contribution of this work. The software-managed design

reduces writebacks and removes the register file cache tags, simplifying the

hardware.

Multi-level Register File Hierarchy: The software-managed hierarchy is

more efficient than the hardware-managed design. One of the limitations of the

design is that each access to the operand register file consumes a fair amount

of bank access energy. Many values are produced and then immediately con-

sumed. To handle these values, we introduce a third level to the register file

hierarchy. The last result file (LRF) contains only a single entry per thread,

minimizing the bank access energy for values that can be allocated to this

small structure. We evaluate both a hardware and software managed three-

level register file hierarchy and find that adding a third level benefits both

designs. In the software-managed design, the compiler controls all movement

between the three levels of the hierarchy. Our most efficient design reduces

register file energy by 54%, resulting in a chip-wide savings of 5.9% of dynamic

energy. In today’s highly competitive marketplace, a savings of this magnitude

can make the difference in a product’s success or failure.

On-chip Storage Sensitivity Study: One of the challenges of throughput

processors that contain large numbers of threads is that the amount of on-

chip memory available on a per-thread basis is extremely limited. GPUs use

on-chip memory for several different purposes, including register files, scratch-

pad memory, and caches. We conducted a study to measure the performance

sensitivity to the capacities of each of these structures. Modern GPU work-

loads have a large amount of diversity in their on-chip memory needs. Often
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a single resource is most critical to performance for each application. Perfor-

mance varies greatly with storage capacity as larger structures can allow more

efficient shared memory blocking, eliminate register spills, and reduce DRAM

accesses through caching.

Unified On-Chip Memory: Given the diversity in workload sensitivity to

storage capacity, we propose to unify the register file, scratchpad, and primary

data cache found on a modern GPU. These three structures are unified into

a single logical store that is partitioned into registers, scratchpad, and cache

on a per-application basis. The unified design has the potential to increase

bank conflicts when registers and cache or shared memory must be accessed

from the same bank. Additionally, the unified architecture slightly increases

bank access energy, as the unified design consists of a smaller number of larger

banks. The register file hierarchy is a key enabler of the unified memory

design because it significantly reduces the number of accesses to the main

register file, mitigating the potential for an increase in bank conflicts due to

the unified design. Based on the application’s characteristics we see a large

range of performance and energy improvements from the unified design. The

unified design improves performance by 0.2%, 3%, 4%, 8%, 9%, and 75%

across six diverse workloads. Additionally, the unified design makes better use

of on-chip storage, resulting in a reduction in energy-costly DRAM accesses.

Overall the unified design improves performance per watt by more than 10%

for four of the six benchmarks that we study in detail.
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8.2 Broader Impact

We evaluate the techniques proposed in this dissertation in the context of

modern GPUs. These mechanisms are designed to minimize the overheads

resulting from a large number of hardware threads and a limited amount of

on-chip storage. Other systems have been proposed with a large number of

hardware threads such as the Tera MTA, which could directly benefit from

our designs [2]. Traditional latency-optimized CPUs are increasingly being

designed to provide high throughput by increasing the number of cores per

chip, the width of vector units, and the number of hardware threads. While

the number of hardware threads remains low compared to GPUs, some designs

are slowly increasing the number of threads to tolerate latency.

Aggressive out-of-order CPUs have a large number of physical registers

to allow for hardware register renaming. The Sandy Bridge CPU design from

Intel contains three hundred entries in the physical register file [77]. With a

small number of hardware threads, the physical register file can require several

kilobytes of storage. The complexity of GPU register files is minimized by

having private banks for each SIMT lane. Because arbitrary execution units

can access any register entry, CPU register files must support more complicated

access patterns. Therefore, while not as large as the register files found on

GPUs, the register file for aggressive out-of-order CPUs can be just as power

hungry. Prior work has shown that a register file hierarchy for a CPU can

simplify the design of the main register file by reducing the required number

of ports; our analysis shows that even a small number of entries per thread can

result in substantial reductions in the number of accesses to the main register

file.
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Wire energy is consuming an increasing portion of a chip’s power bud-

get. Sending a value from one side of a chip to another consumes much more

energy than performing an arithmetic operation. Therefore, all future designs

must focus on localizing values close to the execution units that operate on

the data. While prior work has focused on the savings resulting from fewer

accesses to the main register file, large savings in wire energy can be obtained

with our design for a register file hierarchy. Our analysis shows that the en-

ergy savings from the register file hierarchy are roughly equally split between

bank access energy and wire energy. As designers focus on saving wire en-

ergy, hierarchical register files will be an attractive option for a wide range of

systems.

Today’s marketplace presents a much larger range of power targets for

chips. Smartphones are commonplace with an estimated 472 million sold in

2011 [41]. A typical smartphone must operate under 1 watt to conserve energy,

and typical smartphone batteries contain 5 watt hours of energy [15]. Tablets

are increasing their market share and have roughly 25–40 watt hours of power.

As these battery powered devices continue to proliferate, designers must focus

on increasing energy efficiency at given power targets rather than simply target

high performance. Our work is one of many extensions that will be needed to

improve the energy efficiency of future systems.

Deciding how to allocate chip area is a fundamental design issue. Vari-

ous designs allocate different portions of a chip’s area to logic and storage. The

unified memory work seeks to make more efficient use of the portion of a chip’s

area budget devoted to on-chip storage. This work is particularly attractive

in the context of GPUs because of the limited per-thread storage. However,

it can also be applied to other systems to make better use of on-chip storage.

166



Latency-optimized designs such as CPUs, are very performance sensitive to

cache hit rates. Therefore, if a unified memory design can improve cache hit

rates, it can have a large effect on the chip’s efficiency. On-chip storage will

be a limited resource for the foreseeable future. Future systems are likely to

have DRAM that is integrated closer to the chip, which will provide higher

bandwidth and lower energy, compared to today’s systems. However, making

efficient use of on-chip memory will remain important as it will still require

less energy to access on-chip storage than some form of integrated DRAM.

8.3 Future Work

Register File Hierarchy

Section 6.6 includes a limit study to show the potential of possible extensions

to our software-managed register file hierarchy. Our current design actually

performs quite well, minimizing the number of accesses to the main register file.

Perhaps the most promising extension is to make the full toolchain aware of the

register file hierarchy. In our work the hierarchical register allocation is done

after the code has already been scheduled. By making the toolchain fully aware

of the register file hierarchy, instructions can be scheduled to optimize not

only for performance but also for energy. Also, the placement of long-latency

operations can be done to minimize the number of times the active warp needs

to be descheduled by batching many long-latency operations together.

Because our current design has limited headroom to improve efficiency,

a promising area for future research is to redesign the main register file. The

main register file is provisioned to provide high bandwidth. Because the reg-
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ister file hierarchy reduces the number of accesses to the main register file,

the peak bandwidth required of the main register file is reduced. The unified

memory design presented in Chapter 7 is one step in this direction. How-

ever, further optimizations can be made to the main register file given the

new access patterns. In our optimized design, accesses to the main register

file consume two-thirds of the register file energy, even though only 30–40% of

values come from the main register file. While accesses to the main register

file will consume more energy due to its larger size, future work should aim to

reduce the portion of register file energy that is consumed by the main register

file.

Figure 6.16 shows that the savings in register file energy for two bench-

marks is limited to 25–30%. These benchmarks have very short loop bodies,

leaving little opportunity to store values in the ORF or LRF, since these struc-

tures are invalidated on backwards branches. The effectiveness of the regis-

ter file hierarchy can be improved for these applications by performing loop

unrolling, which exposes longer register ranges to the compiler. However, ag-

gressive loop unrolling also has the potential to increase register pressure and

may result in register spills. Future work should study the interaction between

compiler optimizations such as loop unrolling and a register file hierarchy.

Unified On-Chip Memory

The benefits of the unified design that we exploit are either a larger register file,

cache, or shared memory. The largest benefit is exhibited by Needle, where a

larger shared memory allows for a more efficient algorithmic blocking. We see

moderate performance improvements of 5–10% from applications that benefit

from a larger cache. The performance improvements from a larger cache are
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limited because of the large number of hardware threads that are present to

tolerate DRAM latency. However, a larger cache can reduce DRAM accesses,

saving energy. Systems with fewer hardware threads may see a larger benefit

from our unified design, because these systems are more performance sensitive

to cache hit rates. We also see moderate gains from a larger register file.

The savings from a larger register file are limited because many applications

that benefit from the larger register file also require some cache and shared

memory. Therefore, the ideal partitioning of the unified memory is similar to

our baseline partitioned design.

One of the main limitations of our evaluation of the unified memory

work is that we use existing applications that were tuned for the fixed parti-

tioning of storage. The unified on-chip storage provides for a wide range of

flexibility in how storage is allocated. Future applications can be tuned to ex-

ploit this flexibility. As an example of the potential gains, Needle achieves the

highest performance gain of the benchmarks we evaluate, due to a refactoring

of the shared memory blocking. Many other applications can be refactored to

take advantage of our flexible storage system.

In Section 7.3.5, we discuss a high level view of how a system can

decide how to allocate the on-chip storage between the register file, cache, and

scratchpad memory. Future work should examine the ability of the software

system to make these allocation decisions and rapidly respond to changing

application needs. As more diverse applications are tuned for our system,

the degree of configurability should be studied. While we only reconfigure

the unified storage allocation once per application, applications with diverse

kernels may benefit from reconfiguring on a more fine-grained basis.
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8.4 Concluding Thoughts

Future chip designers must improve energy efficiency to continue to provide the

steady performance improvements that drive the computing industry. These

efficiency gains can be achieved by exploiting locality and minimizing com-

munication across the chip. Often a combination of software and hardware

techniques will be the most effective at providing efficiency gains. Through-

put processors are more energy efficient than latency-optimized processors, due

to design choices such as in-order execution, but must mitigate the overheads

of supporting tens of thousands of hardware threads. Deciding how on-chip

storage should be organized and partitioned among threads is a key challenge

for future systems. This dissertation proposes and evaluates a variety of hard-

ware and software techniques that can be used to allow a large number of

hardware threads to share a limited amount of on-chip storage in the most

energy-efficient manner possible.
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