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Abstract 

 
Security with Visual Understanding: 

Kinect Human Recognition Capabilities Applied in a Home 
Security System 

 
by  

 
S. Joseph Fluckiger, MSE 

The University of Texas at Austin, 2012 
SUPERVISOR: Vijay Garg 

 
 
Vision is the most celebrated human sense. Eighty percent of the information humans receive is 

obtained through vision. Machines capable of capturing images are now ubiquitous, but until 

recently, they have been unable to recognize objects in the images they capture. In effect, 

machines have been blind. 

 

This paper explores the revolutionary new capability of a camera to recognize whether a human 

is present in an image and take detailed measurements of the person’s dimensions. It explains 

how the hardware and software of the camera work to provide this remarkable capability in just 

200 milliseconds per image.  

 

To demonstrate these capabilities,  a home security application has been built called Security 

with Visual Understanding (SVU). SVU is a hardware/software solution that detects a human 

and then performs biometric authentication by comparing the dimensions of the seen person 

against a database of known people.  If the person is unrecognized, an alarm is sounded, and a 

picture of the intruder is sent via SMS text message to the home owner. Analysis is performed to 

measure the tolerance of the SVU algorithm for differentiating between two people based on 

their body dimensions. 
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1. Introduction 

Humans have long celebrated the significance of vision in culture and religion which 

demonstrates how valuable sight is [30] [31]. This paper explores recent advances in machines 

vision. Cameras  are now able to recognize if a person is present in an image, and to capture the 

detailed dimensions of that person.  These capabilities will greatly enhance the useful functions 

that machines can provide. 

  

To demonstrate and explore the potential of this new capability, a prototype home security 

application has been built called Security with Visual Understanding (SVU).  

 

  

Figure 1. Cultural and religious examples of the importance of sight. 
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2. SVU Application Overview 

 

2.1 Overview 

 

Security with Visual Understanding (SVU) is a hardware/software solution which provides a 

more accurate security camera. Typical security cameras cannot differentiate a person from a 

cat or a robot vacuum, nor can they differentiate the owner of the home from an ill-intentioned 

intruder.  Since cats and trees are rarely responsible for theft, a security camera which can 

detect humans would greatly enhance security cameras’ utility. 

 

SVU uses the Microsoft Kinect to provide these capabilities. SVU recognizes when a human 

enters the image and furthermore, is able to differentiate between known and unknown persons 

by maintaining a database of known persons’ skeleton dimensions. These combined capabilities 

allow SVU to deliver an intelligent, autonomous security system capable of detecting an 

unwanted intruder and alerting the owner of the intrusion, while minimizing false alarms. 

  

 

 

Figure 2. SVU Flow Diagram 
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2.1.1 Process followed by SVU 

 Kinect camera monitors for a human skeletal forms. 

 A person is detected. 

 An image is uploaded immediately to a secure picture library.  (Pictures continue to be 

taken every few seconds after a person is detected, until the person's skeleton is 

authenticated or the person leaves. The owner may view the pictures on demand.)  

 If the person does not match a database of known persons’ skeletal dimensions within 10 

seconds, an audible alarm sounds and an intrusion notification text message is sent to the 

owner. 

 If the person is recognized, authentication is deemed successful. 

 After the known person leaves the frame and a given time interval passes, SVU returns to 

monitoring state. 
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Figure 3. SVU State Diagram 

  

  

 2.1.2 Kinect application to home security predicted by Kinect researchers 

Jamie Shotton, the lead developer of the Kinect skeletal tracking algorithm, identified several 

interesting applications for the Kinect, beyond gaming. One of these is a home security camera 

which exactly describes SVU: "Kinect-like technology could, for instance, be used in a home-

security system that wouldn't confuse the motion of pets or family friends with those of an 

unfamiliar intruder" [1]. 
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2.2 SVU Software Modules 

  

Following is a list of SVU’s major modules and their responsibilities. Source code for SVU is 

available for download at svu.codeplex.com [29]. The SVU project consists of 3,340 lines of .NET 

C# code. 

  

 

Figure 4. SVU Source code is available on Codeplex at http://svu.codeplex.com 

 

2.2.1 Kinect Manager 

The Kinect Manager initializes the Kinect, starts Kinect services, un-initializes Kinect services on 

application shutdown. 

  

2.2.2 Alarm Manager 

The Alarm Manager processes a skeleton enter event when the Kinect first detects a skeleton. It 

starts the authentication countdown timer and then sounds an audible alarm after the 

authentication  countdown timer expires. 

 

2.2.3 Authorization Manager 

The Authorization Manager caches skeletal identities of authorized persons. It also is 

responsible for checking if a detected person's measurements match a database of authorized 

skeleton measurements. 

 

2.2.4 Picassa Manager 

The Picassa Manager module uploads image to a secure Picassa picture album every few 

seconds after a skeleton has been detected and until authentication has been received or a 

skeleton is no longer recognized. The Picassa manager API provided by Google is used [26]. 

The Picassa Manager also initializes Picassa Service and manages Picassa credentials. 
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2.2.5 Twillio Manager 

The Twillio Manager sends SMS Text message via Twillio when alarm is sounded. This 

component manages Twillio account credentials and leverages the Twillio API [27]. 

  

2.3 Screenshots of SVU 

 

 

Figure 5. SVU setup consists of a Kinect and laptop running SVU and the Kinect SDK.  
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Figure 6. Screenshot of SVU. Known person detected. 9 measurements are taken, and the 
closest person to those measurements is displayed. If all joints are visible and the total 

difference in joint measurement between the seen person and the closest match from the 
known person database is less than a threshold, authentication is successful. 

 

 

Figure 7. Authentication failed, not all joint positions visible. 
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Figure 7. SVU works in the dark which is quite useful for a security camera. Even though the 

color image uploaded to Picassa is not much help, the SVU biometric authentication is 

unimpeded. 

 

 

 

Figure 8. Authentication formula used by SVU. If the sum of segments for a seen person is less 

than the sum of body segments for a known person, authentication is successful.  
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Figure 9  
a) Pictures captured by SVU visible on a mobile device.   

b) SMS Text messages sent to notify of intrusion detection. 
 

 

 

   

2.4 User Interface Components 

 

2.4.1 SVU Client 

The SVU client is a Microsoft Windows application that can run on a laptop or desktop. It 

displays what is currently being captured by the Kinect in the main viewer. Notification 

messages are displayed in a notification area at the bottom of the screen. (See screenshots 

above.) An audible alarm is sounded if authentication fails. 

 

2.4.2 Picassa Web Albums 

A Picassa web album is used to store images captured by the SVU camera. Picassa provides a 

web browser-enabled interface, and a mobile phone image viewer. This enables the owner to 

view images taken by the SVU Kinect camera from their mobile device, immediately after 

receiving an SMS text message alerting them of an intrusion. 
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2.4.3 Mobile Phone 

A standard SMS enabled mobile phone is used to receive intrusion notifications. For viewing 

images uploaded by SVU, a mobile phone with either a browser or the Picassa Web Albums 

application is needed. 

 

2.4.4 Third Party Software  

The following third party software components were used while writing SVU: 1) The Kinect SDK 

by Microsoft 2) Twillio API provided by Twillio.com 3) The Picassa Web Albums SDK by Google 

4) .NET 4.0 and Visual Studio 2010 provided by Microsoft. 

  

  

2.5 Calibrating SVU 

The Kinect provides a collection of 20 joint positions, each with an x, y, and z value in the units of 

meters. Z is the distance from the front of the Kinect. It is important to know if the Kinect 

provides sufficiently accurate joint coordinates to be able to reliably differentiate between two 

people since SVU uses these measurements for identification and authentication. To accomplish 

this, a calibration experiment was conducted. 

  

In order to verify that the coordinates provided by the Kinect were accurate, a measuring tape 

was used to provide the actual distances. SVU was modified to display the x, y, z coordinates of  

the left and right hands. The coordinates provided by the Kinect are displayed below. 

Measurements were taken twice: first at 2.2 meters from the camera, and the second at 1 meter 

from the camera. At 1 meter from the camera, the Kinect measurements differed 5% from the 

actual length of the measuring tape. At 2.2 meters the Kinect a 13% difference.  

 

       

Figure 10. Measuring accuracy of Kinect Coordinates at 
1 meter and 2.2 meters from the Kinect 

 

left hand x -0.44

right hand x 0.32

difference: 0.76

z: (distance from kinect) 1

measuring tape: 0.8

%diff: 5%

left hand x -0.9

right hand x 0.4

difference: 1.3

z: (distance from kinect) 2.2

measuring tape: 1.5

% difference 13%
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Figure 11. Coordinates provided by  Kinect are compared against actual measuring tape length. 

 
2.6 SVU Security Algorithm 

 

The most novel contributions of SVU is the biometric authentication which allows SVU to 

automatically differentiate between a known person and an unknown person.  

In order for a seen person to pass authentication, the sum of the lengths of each of the following 

body parts must be within 15 cm of a stored skeletal measurement. 

- Left and right Forearm (wrist to elbow) 

- Left and right upper arm (elbow to shoulder) 

- Left and right shin (ankle to knee) 

- Left and right thigh (knee to hip) 

- Shoulder width (left shoulder to right shoulder) 

If the sum of the 9 measurement fails to match a known skeleton, then authentication fails. Also, 

If any of the 12 joints is not tracked, authentication fails. (Kinect reports the location of each 

joint along with a tracking state of tracked, inferred, or not-tracked. Only joints with a state of 

tracked are considered.) 

Two people must have less than 15 cm difference in total length of the 9 body segments before 

SVU considers a seen skeleton to match a known person. The average length for the 9 segments 

for the test subjects considered was 327 cm.    15 cm is the match threshold used by SVU. 
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Therefore, 15/327 = 5%. However, the measurements reported by Kinect vary from frame to 

frame, and if any frame authenticates, then authentication passes. Adding logic to smooth these 

fluctuation is an area for future improvement. 

The security algorithm is an efficient lookup against an in-memory biometric database. The 

lookup executes for each picture frame captured. (The Kinect feeds 30 frames per second). The 

lookup and authentication algorithm was benchmarked to execute in .004 milliseconds which 

meets the needed speed requirements. 

The skeletal dimensions of six people was added to the known person database. SVU was able to 

recognize each person. Most of the time SVU was able to match up a seen person to the known 

person. There were some mistakes where an incorrect person was identified (see table below).  

 

2.7 Effectiveness of the SVU Security Algorithm 

Any time physical data like GPS or real-time camera feeds must be collected during application 

development, development becomes more complicated compared with working on static data as 

the developer must move around the real world to collect data. However, after much standing 

up and sitting down, the needed data was collected and SVU algorithms were sufficiently 

refined. 

The SVU security algorithm is able to differentiate two people who have at least 7-13% 

difference in their skeletal attributes. So it is possible that two people with similar skeletal 

attributes could get around the SVU security algorithm.  

Already today the Xbox uses facial recognition and skeletal dimensions to differentiate players 

and automatically sign users in [28].  SVU does not currently incorporate facial recognition into 

its authentication. 

Despite the weaknesses mentioned above , SVU is still effective as a security system because it 

requires that the user stand still in front of the camera with all arms and legs visible, while their 

picture is taken and uploaded to a secure picture library. An ill-intentioned person would not 

likely be willing to have their picture taken, and their biometric skeletal dimensions recorded.  
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Only a couple false alarms were triggered during testing. See the image below demonstrating a 

skeletal recognition triggered by a hand and a shadow. This false alarm was accomplished only 

after hours of testing. Note that this false detection only occurred with the presence of the hand. 

By and large, the Kinect algorithm was able to correctly detect a human present in the image and 

only occasionally misidentified a person. Also note that the person cannot be too close or too far 

away for authentication to succeed. 1.5-2 meters was found to be the optimal distance. 

 

 

Figure 12. False skeleton recognition triggered. 

 

 
Table 1. Test subjects entered into the known person database.  

SVU was able to differentiate between the six people, with occasional mistakes. 

Person 1 3' 4" 

Person 2 3' 10" 

Person 3 5' 3" 

Person 4 5' 6" 

Person 5 5' 7" 

Person 6 5' 9.5" 
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2.8 Code Example 

  

The code example below demonstrates the Kinect skeletal tracking API which makes it 

extremely easy for an application to consume various joint positions. It is quite simple to 

subscribe to the skeletonFrameReady event and retrieve the current x, y, z coordinates of any of 

the 10 joints tracked.  In a general sense, the human body becomes the human interface device. 

Each of the joint positions contains a great deal of information which can be leveraged by an 

application in many ways. 

  

 

Figure 13. Skeletal tracking code which is provided by the Kinect API, and is very easy to use. 

    

2.9 Future Improvements 

Additional improvements planned for SVU include the ability to add a new skeleton to the 

known person database via voice commands. When SVU is first installed, the administrator be 

measured and added to the known person database. The next person added to the known 

person database would need to be added by an existing administrator. The administrator would 

authenticate, then use a voice command to add an additional person to the know person 

database. The new person would then stand in front of the Kinect to be measured. Voice 

commands would be used to enter the name of the new person.  

 

Also, a spoken warning using text-to-speech would be used to warn an intruder of the 

impending alarm. It would instruct them to stand in front of the camera to authenticate. After 10 
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seconds the alarm would sound. This would serve as an improved user experience for known 

people, and an intrusion deterrent for intruders. 

 

The measurements provided by the Kinect fluctuate between frames since the Kinect considers 

each frame independently of the last. An additional improvement would be adding a filter to 

smooth these fluctuations which would prevent false matches. 

 

 

2.10 SVU Motivation – Burglary rate in the USA 

 

In the USA in 2009, there were 716 burglaries per 100,000 people. A home security application 

like SVU could help to reduce this number. This averages out to about one theft per person per 

32 years. The author of this paper was the victim of the theft of $3000 of electronics in 2010. 

 

Table 2. Burglaries per 100,000 people in the USA between 1960 and 2009 
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3. Human Pose Recognition Algorithms 

 

3.1 Skeletal Tracking Algorithms 

 

Robust real-time human body tracking has many potential applications including human-

computer interaction, security, tele-presence, healthcare, and gaming.  

  

The introduction of economical depth sensing cameras has greatly simplified the task of human 

body tracking as compared to using RGB cameras [16,19,44]. However, a fast and accurate 

algorithm to calculate human joint positions from the depth map image was needed. The Kinect 

development team implemented a novel and superior algorithm to accomplish this task. The 

techniques that they discovered will be described below. 

  

Previous algorithms used temporal information (comparing multiple frames over time) or 

kinesthetic information (movement of a body part between frames) to achieve tracking. 

However, these systems struggle to re-initialize quickly, have lower frame rates, high error, and 

perform poorly when a body image is clipped.  

  

The Kinect team achieved skeletal tracking of a single depth image by attacking it as an object 

recognition problem. Object recognition techniques attempt to determine what each part of an 

image is. In the figure below, the algorithm is able to differentiate between a cow and water and 

grass, or a cat vs. a road. 
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Figure 14. Object recognition 

  

Using this technique, the object recognition algorithm can determine if a pixel (along with its 

surrounding neighbor pixels) is a part of a head or a foot or a shoulder, etc. Identifying each 

pixel individually seems like an incredibly daunting task and hardly the way to speed up joint 

position recognition. However, a trained decision tree is used to efficiently find the closest image 

in a precompiled database of 900,000 images consisting of many combinations of human pose, 

size,  hair, and clothing combinations [9]. 

  

A candidate pixel and its surrounding pixels is matched by walking down the binary image tree; 

at each branch a decision is made between two images of which more closely matches the 

candidate image until it reaches the leaf node. The decision tree used by the Kinect is 20 layers 

deep. 

  

The Kinect team originally leveraged machine learning techniques to train the Kinect software 

to recognize skeletal positions. They leveraged live feeds of motion capture collected from 

recording people in front of the Kinect. They then augmented this with synthesized images using 

graphics manipulation software. This effectively provided hundreds of thousands of positions to 

train the Kinect to recognize body parts [3] [4]. 
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Figure 15. The first 6 levels of 20 used by the Kinect's image database to match body 
parts. Note that each level up is an aggregate of the levels below it. A candidate image is 
matched by starting at the top and working its way down, branching left or right. 

  

Once each pixel is identified, joint positions can be calculated. A center of mass calculation is 

performed to find the middle of all the pixels identified for that body part. Then the joint 

position is calculated from the x, y, z center location of the neighboring body parts.  

 

3.2 Background Subtraction 

 

The single depth image is given 31 body part labels (see figure). The two key design objectives 

of computational efficiency (fast) and robustness (accuracy) are accomplished [6].  The benefit 

of using a depth image instead of a standard RGB (red-green-blue) color image is that 

background subtraction becomes much easier.   
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Figure 16. The 20 Joint Positions Tracked by the Kinect [5]. 

  

  

 

Figure 17. Each pixel in image is identified as a body part. 
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3.3 Analysis of the Kinect Skeletal Recognition Algorithm 

 

The Kinect algorithm is highly parallelizable.  Computation can be run on every pixel of an image 

independently, making it suitable for a graphics processor, and can be implemented using lower 

level graphics primitives.  Those primitives are based  on rendering triangles to cover pixels in 

an image buffer. As a result, every pixel in the body is labeled, in real time, according to which 

part of the body it belongs [7]. The algorithm works in less than 5ms per frame, across varied 

poses, body shapes, and clothing. Jamie Shotton, the lead developer of the Kinect algorithm, said 

the following: "Our system needs no initialization and uses no temporal or kinematic 

information: each frame and joint is treated independently" [6]. 

  

In addition, confidence intervals gate bad proposals. Each identified body part comes with a 

confidence score. When the confidence scores are below a threshold, those points are discarded.  

   

The Kinect algorithm can be compared with previous competing algorithms and can be shown 

to be much superior. Another algorithm recognizes human body parts by its nearest neighbor—

for instance,  it seeks to identify a hand in the context of being next to an arm or a head being 

next to shoulders [10] [12]. But the disadvantage of this technique is that the number of 

combinations increases exponentially when trying to match multiple body parts simultaneously 

in combination, as compared to the Kinect team technique of matching one body part at a time. 

A third algorithm is outline matching. Both of these alternate techniques have their drawbacks 

as they are slower, require larger processing power, are not easy to parallelize. The alternate 

techniques also require temporal information which means that they require longer calibration 

times before they begin reporting skeleton location [6]. 

  

  

3.4 Kinect Math 

 

There are several formulas used by the Kinect. The first formula depth normalizes an image as 

the distance left or right or near or far from the camera shouldn’t be taken into account when 

matching a body part.  
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Figure 18. Normalizing an image to make it translation agnostic. 

  

Where dI (x) is the depth at pixel x in image I, and parameters theta = (u, v) describe offsets u 

and v. The normalization of the offsets by 1/dI(x) ensures the features are depth invariant: at a 

given point on the body, a fixed world space offset will result whether the pixel is close or far 

from the camera. The features are thus 3D translation invariant (modulo perspective effects) 

[6]. 

 

Three trees of depth 20 are used to identify a pixel. After all trees in the forest have been 

traversed the three matched leaf nodes are averaged together to get the proposed matched body 

part: 

                         

Figure 19. Averaging depth tree proposals 

  

At the leaf node reached in tree t, a learned distribution Pt(c|I, x) over body part labels c is 

stored. Then, the distributions are averaged together for all trees in the forest which gives the 

final classification [6]. 

 

Each tree examines a different set of randomly synthesized images. A random subset of 2000 

pixels from each image is chosen so that an even distribution across body parts is accomplished 

[6]. Binary classification is used to organize the nodes of the tree. The maximum entropy is 

calculated so that information gain is maximized between two sibling nodes [10,11,12]. 
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4. Kinect Hardware 

 

4.1 Kinect Hardware 

 

The Kinect hardware works by using an infrared laser to project a matrix of dots, then an 

infrared camera detects the distortion of each respective dot, enabling the Kinect to calculate the 

distance of each dot at 30 frames per second. This technique is commonly called structured light. 

[13] 

  

 

Figure 20. Matrix of infrared dots projected by the Kinect and used to calculate distances 

  

The Kinect produces a depth matrix, which is the distance of each pixel [14]. An advantage of 

using an active infrared laser is that Kinect works in various lighting conditions and in the dark, 

which is ideal for a security camera like SVU. 

  

The maximum depth range is 4 meters and the minimum depth range is 50 cm. The Kinect 

greatly reduces the barrier to entry in machine vision. Previously, laser range finders have been 

the most common component used to collect depth maps. The Kinect costs $200-250. By 

comparison, laser range finders cost $1,000-$20,000. Laser range finders FOV is typically 180 

degrees and accuracy is millimeters to centimeters across its entire range while the Kinect FOV 

is 27 degrees horizontally and 43 degrees vertically  [15]. 
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Figure 21. Kinect Sensor 

  

 

Figure 22. Inside the Kinect [16] 
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Figure 23. Kinect Hardware Specifications [14]. 

  

  

 
  



25 

 

5. Related Work 

 

5.1 Banking Security - Biometric Recognition  

 

Consider that a person walking into their local bank is authenticated in several ways before they 

are able to access a bank account. First, a teller who has worked with the customer before, is 

able to recognize their face and physical characteristics. Second, the teller recognizes their voice.  

Third, a security camera records their image.  Fourth, the teller is able to tell that the person is 

not a computer. Fifth, the teller is able to view the user’s identification card. Sixth, a pin and 

account number are collected. 

  

Etronika, a Lithuanian company, has produced a prototype banking application which performs 

each of the above authentications. Their  banking application uses the Kinect to perform a three 

factor authentication. First, the depth camera is used to perform facial recognition which pulls 

up the account for that user. Second, the microphone is used to perform voice recognition. Third, 

a pin is required. Note that during this transaction the user's image is captured and archived. 

  

Once authenticated, the user is allowed access to their banking account via a Kinect controller 

free interface that the user interacts with using arm gestures. Etronika plans to use this 

technology for both ATMs and remotely-accessed accounts via browsers. This is a potentially 

important Kinect application which demonstrates the benefit of granting visual understanding 

to machines. As more and more secure information and transactions move online, achieving 

authentication on par with  in-person transactions becomes more critical. Simple passwords are 

insufficient.  [18] 

  

 

5.2 Kinectonitor - home security camera 

 

Kinectonitor is a home security system using the Kinect. It detects human activity (skeletal 

recognition) and uses a video capture for the duration that human activity is detected. The 

owner is then notified and can view the captured images in real time. Kinectonitor was built by 
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Brady Gaster. The Kinectonitor application does not perform authentication. It simply turns the 

camera on and off during skeletal detection [24]. 

  

 

5.3 Home Security System Using OpenKinect 

  

Hector Martin built a home security system using a Kinect Camera and the OpenKinect library 

[19]. This solution uses the Kinect depth camera and the OpenCV library [20] to detect motion.  

If a certain motion threshold is surpassed, the system enters pre-alarm status in which an SMS 

text message is sent to the owner. Authentication is handled by receipt of a response to the text 

message. If a response is not received from the SMS text message within 30 seconds, an audible 

alarm is triggered. An interesting feature of this security system is that it can be armed remotely 

from a web interface. A video stream is sent to a web server constantly as long as the client is 

listening. Note that this system does not use skeletal tracking, only motion detection. 

  

The application also has the ability to exclude certain 3D spaces, for example for a Roomba 

vacuum cleaner. The interface allows the user to click on certain points and uses geometry 

algorithms in the OpenCV library to calculate the 3D space for exclusion from motion detection. 

Note that SVU does not require this extra “space exclusion” step. 

  

There are three main APIs for consuming data from the Kinect: 1) Microsoft Kinect SDK.[21]   2) 

OpenNI, [22] and 3) OpenKinect [23].  OpenKinect, released November 2010, was the first SDK 

to allow consumption of data from Kinect by a non-Xbox device. It was released before Microsoft 

had decided to create an official SDK. OpenKinect is simple and is supported on the largest 

number of platforms and languages of the three SDKs. It works on Windows, Linux and Mac. 

However, it does not include skeletal tracking. OpenNI and the Microsoft Kinect SDK both 

support skeletal tracking. 

   

 

5.4 Kinect ID 

 

Xbox Kinect uses Biometric Authentication to automatically sign users in. The algorithm uses 

skeletal dimensions including height to recognize a user. It also uses facial features. In this way 
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it is able to recognize a person even when they are seated. Finally,  Kinect ID uses clothing colors 

to track the same person during the same day. If Kinect cannot identify a person, it asks that the 

person stand up. To initialize Kinect ID, the person is required to perform certain gestures. 

Kinect does have difficulty differentiating twins. When two people step into view at the same 

time, which have the same skeletal and facial characteristics, Kinect records the fact that there 

are two separate people who are twins and relies on clothing differences to differentiate the two 

as much as possible [28]. 
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6. Conclusion 

In conclusion, seeing machines have a bright future. Just as vision is so valuable to humans, 

vision will make machines useful in new, extraordinary ways.  James McQuivey, an analyst with 

Forrester research predicts skeletal recognition technology will bring significant changes to 

human-computer interaction. 

 

“Kinect is to mulitouch user interfaces what the mouse was to DOS. It is a transformative 

change in the user experience, the interposition of a new and dramatically natural way 

to interact - not just with TV, not just with computers - but with every machine that we 

will conceive of in the future. In 10 years, 70% of homes will have this kind of 

technology and will be using dozens of enhanced applications." [25] 

 

Furthermore, the current method of online security is severely flawed. Today, people must keep 

hundreds of passwords to access online resources. Biometric authentication can solve this 

problem. A person's face and skeleton are potentially the best passwords since they are difficult 

to forget, steal or replicate. 

 

Security with Visual Understanding (SVU) demonstrates the potential applications of cameras 

with human detection capabilities. SVU demonstrated how a camera with skeletal tracking 

capability provides a security system which has fewer false alarms, is autonomous, more secure, 

and inexpensive compared with current security solutions. SVU has proven to be an effective 

intrusion deterrent, and with further refinement could be commercialized. 
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