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Abstract 

 

 

Introduction to Power and Sample Size in Multilevel Models 

 

Harini Venkatesan, M.S.Stat. 

The University of Texas at Austin, 2011 

 

Supervisor: S. Natasha Beretvas 

 

In this report we give a brief introduction to the multilevel models, provide a brief 

summary of the need for using the multilevel model, discuss the assumptions underlying 

use of multilevel models, and present by means of example the necessary steps involved 

in model building. This introduction is followed by a discussion of power and sample 

size determination in multilevel designs. Some formulae are discussed to provide insight 

into the design aspects that are most influential in terms of power and calculation of 

standard errors. Finally we conclude by discussing and reviewing the simulation study 

performed by Maas and Hox (2005) about the influence of different sample sizes at 

individual as well as group level on the accuracy of the estimates (regression coefficients 

and variances) and their standard errors 
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1. Introduction & Background 

Multilevel models (also known as hierarchical linear models, nested models, mixed 

models, random coefficient, random-effects models, random parameter models, or split-

plot designs) are models of parameters that vary at more than one level. These models 

can be seen as generalizations of the linear models (in particular, linear regression), 

although they can also extend for use with non-linear models. Although not new, 

multilevel models have become much more popular following the growth of computing 

power and availability of multilevel modeling software.  

 

Multilevel models are particularly appropriate for use with nested data. Many data sets 

inherently possess a hierarchical structure. As an example, think of data describing 

students from a school district or county. Each student attends a particular school; and if 

the dataset consists of multiple students for each of multiple schools, then students are 

nested within schools. Metrics may exist that describe students, such as GPA or socio-

economic status, while other variables describe the school, such as student body size and 

student-teacher ratio. A researcher interested, for example, in the influence of student-

teacher ratio on GPA scores needs a technique that can handle multiple levels of a 

hierarchy. 

 

Multilevel modeling is a generalization of the conventional regression model, and as such 

can be used for a variety of purposes, including prediction, data reduction, and causal 

inference from experiments and observational studies. Multilevel models are models 

specifically geared toward the statistical analysis of data that have a hierarchical or 

clustered structure. Such data arise routinely in various fields, for instance in educational 

research, where pupils are nested within school, family studies with children nested 

http://en.wikipedia.org/wiki/Mixed_model
http://en.wikipedia.org/wiki/Mixed_model
http://en.wikipedia.org/wiki/Random-effects_models
http://en.wikipedia.org/wiki/Statistical_model
http://en.wikipedia.org/wiki/Parameter
http://en.wikipedia.org/wiki/Linear_model
http://en.wikipedia.org/wiki/Linear_regression
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within families, medical research with patients nested within physicians or hospitals, and 

biological research, for instance the analysis of dental anomalies with teeth nested within 

each person’s mouth. Clustered data may also arise as a result of the specific research 

design. For instance, in large scale survey research the data collection is usually, for 

economic reasons, organized in some sort of multistage sampling design that results in 

clustered or stratified design. Another example is longitudinal designs; one way of 

viewing longitudinal data is as a series of repeated measurements nested within 

individual subjects. An overall change function is fitted to the whole sample and the 

parameters can be allowed to vary. For example, in a study looking at income growth 

with age, individuals might be assumed to show linear improvement over time. The exact 

intercept and slope could be allowed to vary across individuals. The simplest models 

assume that the effect of time is linear 

 

The multilevel models, hierarchical models and individual growth models have increased 

in popularity. Multilevel models can be expressed in at least two different ways (a) by 

writing separate equations at multiple levels; (b) by writing separate equations at multiple 

levels and then substituting to arrive at a single equation for the model.  

 

Multilevel models were developed to analyze data structured in this way, with lower level 

units, individuals, nested in higher level units, groups. Although there might be countless 

hierarchies that one might consider in real data, this report restricts its scope to a two-

level model. Multilevel models may be thought of as extensions of linear regression in 

which data is structured in groups and coefficients may vary by group. A primary 

advantage of multilevel models is that they allow one to investigate relationships within a 

unit, as well as between units simultaneously. For example, we could investigate the 
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mean and variability of test scores within a school, as well as the variability of test scores 

between schools. 

 

We begin by presenting an overview of a classic two-level school effect models. This 

scenario refers to situations in which one has data at two levels within an organizational 

hierarchy – such as students within classes or classes within schools- where one would 

like to examine the behavior of a level-1 outcome as a function of both level-1 and level-

2 predictors. Here we present the High School & Beyond data example from Bryk and 

Raudeshbush (1992) which is a nationally representative survey of U.S public and 

Catholic high schools conducted by the National Center for Education Statistics (NCES).  

The data set consists of information for 7,185 students in 160 schools (with any from 14 

to 67 students per school). The student-level (level-1) outcome is MATHACH. The 

student level (level-1) covariate is SES. There are 2 school-level (level-2) covariates. One 

is an aggregate of student level characteristics (MEANSES); the other is a school-level 

variable (SECTOR). SECTOR is a dummy variable is coded “0” for public high schools 

and “1” for Catholic high schools. 

 

The  single-level regression model equation takes the form: 

                            

where    are the residual errors that account for the difference between the actual 

outcome,        , and the predicted outcomes is          . 

 

Multiple layers of complexity arise when dealing with multilevel models. The multilevel 

model is a type of regression model that is suitable for data in a hierarchical structure. As 

with all regression models there are dependent and explanatory variables. The aim is to 

identify the relationship between dependent and explanatory variables, e.g. how student-
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school ratios influence MATH scores. Unlike linear regression models, multilevel models 

contain more than one error term: one for each level. 

 

Let the indices and variables function as follows:  

j is the index for the groups (j = 1,…, N). 

i is the index for the individuals within groups (i = 1,…,  ). 

For the individual i in group j: 

    is the dependent variable. 

     is the explanatory variable at the individual level. 

For group j: 

    is the explanatory variable at the group level. 

 

An underlying assumption of multilevel modeling is that the variables Y and x have both 

an individual, as well as a group aspect. For example, the mean of x might differ from 

group to group. One should keep in mind that an explanatory variable defined at the 

individual level will often also contain information about groups.   

 

The multilevel models differ in their specification of the regression coefficients. There 

may be complexity depending on the random or fixed qualities of specific coefficients. 

The term fixed effects denotes regression coefficients that do not vary by group or group 

level coefficients. The term random effects refer to the group level errors.  Using the HSB 

data we shall discuss first fitting an unconditional means model, examining variation in 

MATHACH across schools. Then sequentially examine the effects of a school-level 

(level-2) predictor (MEANSES) and a student level (level-1) predictor (student SES). 

Having examined each type of predictor separately, we then combine both types of 
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predictors into a single model. Below I illustrate the steps of model building to figure out 

a appropriate model that fits the data and their analysis as discussed by Singer [7]. 

 

 

1.1 UNCONDITIONAL MEANS MODEL 

The unconditional means model can be viewed as a one way random effects ANOVA 

model where     is expressed as a linear combination of a grand mean   , a series of 

deviations from that grand mean (    and a random error associated with the i
th

 student 

and the j
th

 school (    : 

 

                                                                                                                                  

                                       .  

  

This model has one fixed effect     and two variance components- one representing the 

variation between the school means       and the other representing the variation among 

students within schools     . 

 

An alternative way is a two-level approach that generalizes more easily to more complex 

models. This strategy expresses the student-level outcome     using a pair of linked 

models: one at student level (level-1) and another at the school level (level-2). At level-1, 

we express a student’s outcome as the sum of an intercept for the student’s school       

and a random error       associated with the i
th

  student and j
th

 school: 

 

                                                                                                                       

 

At level-2 (the school level) one can express the school level intercepts as the sum of an 

overall mean       and a series of random deviations from that mean      : 
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Substituting (2b) into (2a) yields the multilevel model: 

                                                                                                 

 

There is a direct equivalence between the model (1) and model (3). The grand mean   is 

now represented by    , the effect of school          is now represented by    , and the 

residual associated with the i
th

 student and j
th 

school remains    .  This model can be 

partitioned into two parts: a fixed part, which contains the single effect    (for overall 

intercept) and a random part, which contains two random effects (for the intercept     

and for the within-school residual    ). We then fit this model using any software program 

available to estimate both fixed effects    (which tells us about MATHACH score in the 

population) and the two random effects,    (which tells us about the variability in school 

means) and   (which tells us about the variability in MATHACH within schools). This 

model assumes that     and     are independent. Also, if we combine the variance 

components for the two random effects together into a single matrix, we would find a 

highly structured block diagonal matrix. For example, if there were three students in each 

class, we would have: 

 

If the number of students per class varied, the size of each of these sub-matrices would 

also vary, although they would still have this common structure. The variance in the 
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MATHACH for any given student is assumed to be       . This structure is known as 

compound symmetry. The covariance of the MATHACH scores for any two students in 

different classes is 0. By default, there is always at least one random effect, here the 

lowest-level (within-school) residual     . (This is similar to the default random effect in a 

typical regression model, representing the error term.)  

 

Using the PROC MIXED procedure in SAS the results of fitting this model are presented 

below: 

 

 

 

Interpreting the output of fitting an unconditional means model, from the first section we 

notice that the model converged quickly. The next section presents the Covariance 

Parameter Estimates. These are estimates for the random effects portion of the model. 

The fit of the model estimates value of             and the estimated value of    = 
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39.1487. Hypothesis tests presented in this section indicate that both the variance 

components are significantly different from 0. These estimates suggest that schools do 

differ in their average MATHACH scores and that there is even more variation among 

students within schools. The variance components within school are nearly five times the 

size of the variance component between schools. 

 

Also, another way of thinking about the source of variation in MATHCH is to estimate 

the intraclass correlation    . This is equivalent to expressing the variance-covariance 

matrix in (4) in correlation form, with 1’s on the diagonal and   on the appropriate off-

diagonal elements. We estimate  , which tell us what portion of the the total variance 

occurs between schools as:  ̂  
    ̂

    ̂   ̂ 
 

      

              
     . 

 

The intraclass correlation measures the proportion of variance in the outcome that is 

between groups (i.e, the level-2 units). In our example  ̂       indicates that about 18% 

of the variance in MATHACH is between schools. This value is not insubstantial 

clustering of MATHACH within school. This suggests that an OLS analysis of these data 

would likely yield misleading results. The intraclass correlation coefficient also 

summarizes the magnitude of the linkage between the level-1 residual (   ) and level-2 

residual (   ) the composite unconditional means model. Thus we estimate that, for each 

student, the average correlation between any pair of composite residuals- between 

schools is 0.18. The next section of the output presents information for comparing the 

goodness of fit of multiple models with the same fixed effects but different random 

effects. Models that fit better will have values AIC (Akaike’s Information Criterion) or 

SBC (Schwarz’s Bayesian Criterion) value that are larger. The last section presents 

parameter estimated for the fixed effects. As there is only one fixed effect, the intercept, 
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the estimate of           tells us the average school-level math achievement scores in 

this sample of schools. 

 

 

 

1.2  INCLUCIDNG EFFECTS OF SCHOOL LEVEL (LEVEL-2) PREDICTORS:  

 

The unconditional means model provides a baseline against which we can compare more 

complex models. The inclusion of one level-2 variable, MEANSES, indicates the average 

SES of the children within the school. Thus the first conditional model, in which 

MATCHACH is expressed as a function of school-level SES, can be written as: 

 

                                            

                                       . 

 

Substituting the level-2 equation into level-1 equation yields: 

    

[               ]  [       ]                                                                                              

 

The two terms in the first bracket represents the fixed part, consisting of the two gamma 

terms. The two terms in the second bracket represent the random part, consisting of the 

    (which represents variation in intercepts between schools) and the     (which 

represents variation within school) 

The PROC MIXED routine in SAS is used to fit the model (5) using the REML estimate 

method. 
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The option /DDFM =BW asks SAS to use the “between/within” method for computing 

the denominator degrees of freedom for tests of fixed effects.  

The output of the model is as follows: 

 

 

 
 

Interpreting the output with a single level-2 predictor: Because there are now fixed 

effects (other than INTERCEPT) to be estimated, the output includes an additional 

section presenting relevant hypothesis tests for the fixed effects. The tests of fixed effects 

section can be helpful when you include a CLASSification variable (a variable that is 
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represented using multiple dummy coded variables like ethnicity) as a fixed effect and 

you would like a pooled test across all the levels of that variable.  

 

Fixed Effects Information: The term for the INTERCEPT, 12.65, estimates    , the 

school mean math achievement when the remaining predictors MEANSES is 0. 

MEANSES is centered at grand mean (with a mean of 0),    is the estimated 

MATHACH in a school of “average MEANSES”. The term for MEANSES, 5.86, 

provides our estimates of the other fixed effect    , and tells us about the relationship 

between MATHACH and MEANSES. Schools that differ by 1 point in MEANSES differ 

by 1 point in MEANSES differ by 5.86 points in MATHACH. Its standard error of 0.36 

yields an observed t-statistic of 16.22 (p<0.0001), which indicates that we reject the null 

hypothesis that there is no relationship between a school’s SES and the math achievement 

scores of its students. 

 

Covariance parameter estimates: These provide information about the random effects. 

The estimate of          and         . Having added a predictor to the model, the 

variance components             are conditional components.  The conditional 

component for the variance within school (the residual component representing   ) has 

remained almost unchanged (going from 39.15 to 39.16).  

 

One can compare the    estimates across the two models to develop an index of the 

proportion reduction in variance or “variance explained” at level-2. The variance 

component representing variation between schools, has diminished markedly from 8.61 

to 2.64 This tells us that the predictor MEANSES explains a large portion of the school-

to-school variation in mean math achievement. The amount of variation in school means 

is explained by MEANSES by computing how much the variance component for the term 
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      has diminished between the unconditional model and the conditional model used 

here is computed as 
         

    
            . This can be interpreted as 69% of the 

explainable variations in school mean math achievement scores is explained by 

MEANSES. This percentage is only the fraction of explainable variation that is explained 

and we might be interested to know if there is any variation in school means remaining to 

be explained. The null hypothesis test of level-2 residual variance component of        

with a z-statistic of 6.53 (p<0.0001) is rejected. This suggests that even after including 

MEANSES at level-2 in the model there is additional explainable variation present.  

After removing the effect of school MEANSES, the correlation between pairs of scores in 

the same school which had been 0.18 in the previous unconditional means model is now 

reduced:  ̂  
    ̂

    ̂   ̂ 
 

    

          
      or 6%. The estimated   is now a conditional 

intraclass correlation and measures the dependence among observations within school 

that are of the same MEANSES. The intraclass correlation among schools “of 

comparable SES” tells us about the similarity in math achievement among students 

within schools after controlling for the effect of MEANSES. 

 

1.3 INCLUDING EFFECTS OF STUDENT LEVEL (LEVEL-1) PREDICTORS: 

 

A simple model to include student level predictors (SES) is considered as 

 

                         

     

                                                                                                                                                       

               

                        (
   

   
)     (

 
 
)  (

        

        
)  . 
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This model differs from the simple unconditional model (3) in three important ways. 

First, a single level-1 predictor, SES is included. Second, having included this additional 

fixed effect, an additional random effect is also included. Thus not only is student’s math 

achievement score related to their SES, but also the relationship between SES can vary 

across school. Third, having allowed the intercepts and slopes to vary across schools, we 

have a larger   matrix to represent the random effects across schools. Not only are there 

elements representing the variance components for both the intercept and slope, there is 

also a covariance component, representing the correlation between intercepts and 

slopes       . But there could be an issue about interpretation arising from the model 

parameterization. Across the full sample, SES has a mean of 0. It is grand-mean centered. 

Therefore,     represents the average math achievement for a student of average SES 

across the full sample. It does not represent the average math achievement for students in 

school j (controlling for SES). As we add predictors to our model, we would like to see 

how these conditional schools means relate to these other predictors. To render the 

parameters more interpretable, and to lead to a model in which we have both level-1 and 

level-2 predictors, we can rescale SES to be centered about its school mean, by 

computing                       . Thus now we consider the model 

representing the effect of a level-1 predictor. 

                        
̅̅ ̅̅ ̅̅ ̅         

     

                                                                                                                                                  

               

                        (
   

   
)     (

 
 
)  (

        

        
) .  

 

This can be rewritten as: 
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[         (           
̅̅ ̅̅ ̅̅ ̅)]  [       (           

̅̅ ̅̅ ̅̅ ̅)     ]                                                          

                        (
   

   
)     (

 
 
)  (

        

        
)  . 

 

This model has two fixed effects (an intercept and a slope for centered SES) and three 

random effects: for the intercepts      , for the slopes       and for the students within 

schools      . 

The PROC MIXED routine in SAS is used to fit the model (7b)  

 

 
 

The type of variance-covariance matrix for the intercepts and slopes specified here is 

unstructured, which allows all three parameters (              ) to be determined by the 

data. 

The output from this procedure is as follows: 
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Interpreting the output from models with level-1 predictors: 

The estimate of     indicates that the estimated average school mean math achievement 

score, controlling for student SES, is 12.65.  The estimate for    indicates that the 

estimated average slope representing the relationship between student SES and 

MATHACH is 2.19. The standard error for both these parameter estimates is very small, 

resulting in large t-statistics and low p-values suggesting a statistically significantly 

relationship between student SES and math achievement scores.  

 

The covariance parameter estimates tells us how much intercepts and slopes vary across 

schools. Although SAS presents these estimated variance-covariance components in list 

form, we rewrite the first three elements in the list as: 

 

(
  ̂    ̂  

  ̂    ̂  
)  (

        
        

)  

 

The value 8.68 tells the variability in intercepts, 0.69 tells the variability in slopes, and 

0.05 tells about the covariance between intercepts and slopes. The output values for the 

estimated standard errors and tests of the null hypotheses that each of these components 

is 0 suggests firstly that the intercepts are very variable; in other words, schools do differ 
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in average math achievement levels even after controlling the effects of student SES.  

Secondly, the slopes are also variable            . We reject the null that this variance 

component=0 with p = 0.0135. Thirdly, there is little correlation between intercepts and 

slopes (covariance component 0.05, p = 0.9006). In other words, there is no evidence that 

the effects of student SES on math achievement differ depending upon the average math 

achievement in the school. 

 

To see the amount of the within school variance in math achievement is explained by 

student SES we compare the estimates for    for unconditional and conditional models.  

The output of the unconditional model (3) estimate of    is 39.15 and the estimate of    

from the conditional model is 36.70. Inclusion of student level SES explains 
             

     
      or 6% of the explainable variation within schools. Comparatively 

speaking, then, school SES explains much more of the variation in school level math 

achievement than does student SES explain the within-school variation is student level 

achievement.  

 

1.4  INCLUDING BOTH LEVEL-1 AND LEVEL-2 PREDICTORS: 

 

We now consider models which contain variables at both levels. In previous models we 

estimated the fits of the model using level-1 predictor student SES and level-2 predictor 

school SES. We can also add in effect of second school level variable, SECTOR coded as 

0 for public schools and 1 for Catholic schools. 

 

Consider the following model: 

 

                       
̅̅ ̅̅ ̅̅          
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                        (
   

   
)     (

 
 
)  (

        

        
) . 

 

Combining the level-1 and level-2 equation together yields: 

                                   (          ̅̅ ̅̅ ̅̅ )  

                               (          ̅̅ ̅̅ ̅̅ )            (          ̅̅ ̅̅ ̅̅ )  

                          (           
̅̅ ̅̅ ̅̅ ̅)  

                                                                                                                

The PROC MIXED routine in SAS is used to fit the model (8b)  

 

 

The output from this procedure is as follows: 
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Interpreting the output of fitting models with both level-1 and level-2 predictors: 

All the fixed effects are significantly different from 0 (p < 0.001). SECTOR is a dummy 

variable with values 0 for public school and 1 for Catholic school.  Substituting in values 

0 and 1 for SECTOR in the model we get: 

 

The main effect of SECTOR tells us the intercepts in these two models are significantly 

different. The interaction between CSES and MEANSES tells us that the slopes for CSES 

differ depending upon the MEANSES of the school; the interaction between CSES and 

SECTOR tells us that the slopes for CSES are significantly different in two sectors. The 

average public school math achievement score is 12.11; the average Catholic school 

score is 13.33.  
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The findings with respect to the random effects are a bit different. The variance 

component for intercepts       remains significantly different from 0, suggesting that 

there is additional variation in school mean achievement levels that is not explained by 

the three factors and their interactions. The variance component for slopes, in contrast, is 

very small (0.10), and the null hypothesis that the slopes do not differ across schools 

cannot be rejected (p=0.64). Similarly, the component representing the covariance 

between intercepts and slopes is also small (0.19) and we cannot reject the null 

hypothesis that it, too is 0 (p =0.35).  

 

These findings suggest that a simpler model, in which the intercepts vary across schools 

but the slopes do not vary provide a reasonable fit to these data. 

 

We now consider the following model: 

 

                                   (          ̅̅ ̅̅ ̅̅ )  

                               (          ̅̅ ̅̅ ̅̅ )            (          ̅̅ ̅̅ ̅̅ )                        

 

Because the fixed portion of the model is unchanged, we can now use the goodness-of-fit 

statistics to compare the two models. Fitting this model to data, we find: 

 

 

We are looking for larger values of the AIC and SBC, and it appears that a model in which we do 

not treat the slopes as random (the second model) provides a better fit and thus a better model. 

Thus we now have a final model which fits the data well. 
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2. WHY MULTILEVEL MODELS? 

 

The multilevel models offer a number of the following advantages: 

 

First, a multilevel model provides a convenient framework  which encourages a 

systematic analysis of how covariates measured  at various  levels of a hierarchical  

structure  affect  the outcome  variable and  how the  interactions  among  covariates  

measured  at different  levels affect  the outcome  variable.  One of the frequently  

examined  cross-level  interaction  effects is how the macro  context  affects  the  impact  

of a covariate  at  the micro  level. For example, Entwisle et al (1986) tested the idea that  

the strength  of  the effect of maternal  education  on fertility  depends  on the  

characteristics  of a country  such  as gross national  product  (GNP) and  the  intensity  of 

family  planning  efforts. 

 

Second, multilevel modeling corrects for the biases in parameter estimates resulting from 

clustering.  In contrast to the popular belief, ignoring multilevel structure can result in 

biases in parameter estimates as well as biases in their standard errors.  The more  highly  

correlated  the  observations  are  within  clusters,  the more  likely  that  ignoring  

clustering  would  result  in biases  in parameter  estimates. 

 

Third, multilevel modeling provides  correct  standard  errors  and  thus correct  

confidence  intervals  and  significance  tests. When observations  are  clustered  into 

higher-level  units,  the  observations  are  no  longer  independent.  Independence is one 

of the most basic assumptions underlying traditional linear and binary regression models. 

When  the  clustering  structure  in  the  data  is ignored  and  the  independence  

assumption  is violated,  the  traditional  linear  and  binary  models  tend  to 

underestimate  the  standard  errors.  The observations in the same cluster tend to be more 
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similar in their outcome measures if clustering matters regarding the outcome measures.  

Similarity  within a  cluster  implies  that  we can,  to some  extent,  predict  the  outcome  

of an  observation if we know  the outcome  of another  observation  in the same  cluster.  

This suggests that  not  every  observation  provides  an  independent  piece of 

information  and  that the  total  amount  of information  contained  in a sample  with  

clustering  is less than that  in a sample  without  clustering. 

 

Fourth,  estimates  of the  variances  and  covariances  of random  effects at  various 

levels enable  investigators  to decompose  the total variance  in the outcome variable  

into portions  associated  with each  level.  
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3. POWER AND SAMPLE SIZE IN MULTILEVEL MODELS: 

 

A multilevel data concerns a population with a hierarchical structure. A sample from such 

a population can be described as a multistage sample. First, a sample of higher level units 

is drawn (e.g. schools or organizations), and next a sample of the sub-units from the 

available units (e.g. pupils in schools or employees in organizations). Sample size 

determination in multilevel designs requires attention to the fact that statistical power 

depends on the total sample sizes for each level. It is usually desirable to have as many 

units as possible at the top level of the multilevel hierarchy. Some formulae are given to 

obtain insight in the design aspects that are most influential for standard errors and 

power. 

 

Power of statistical tests generally depends on sample size and other design aspects; on 

effect size or, more generally, parameter values; and on the level of significance. In 

multilevel models, however, there is a sample size for each level, defined as the total 

number of units observed for this level. For example, in a three-level study of pupils 

nested in classrooms nested in schools, there might be observations on 60 schools, a total 

of 150 classrooms, and a total of 3,300 pupils. On average in the data, each classroom 

then has 22 pupils, and each school contains 2.5 classrooms.  

 

Power depends on the parameter being tested, and power considerations are different 

depending on whether the researcher focuses on, e.g., testing a regression coefficient, a 

variance parameter, or is interested in the size of means of particular groups. The cited 

literature by Snijders [9] which is presented and discussed below suggests methods to 

determine power and required sample sizes for estimating parameters in the random part 

of the model. 
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1. A primary qualitative issue is that, for testing the effect of a level-one variable, 

the level-one sample size (in the example, 3,300) is of main importance; for 

testing the effect of a level-two variable it is the level-two sample size (150 in the 

example); etc. The average cluster sizes (in the example, 22 at level two and 2.5 at 

level three) are not very important for the power of such tests. This implies that 

the sample size at the highest level is the main limiting characteristic of the 

design. Almost always, it will be more informative to have a sample of 60 schools 

with 3,300 pupils than one of 30 schools also with 3,300 pupils. A sample of 600 

schools with a total of 3,300 pupils would even be a lot better with respect to 

power, in spite of the low average number of students (5.5) sampled per school, 

but in practice such a study would of course be much more expensive. 

 

2. A second qualitative issue is that for testing fixed regression coefficients, small 

cluster sizes are not a problem. The low average number of 2.5 classrooms per 

school has in itself no negative consequences for the power of testing regression 

coefficients. What is limited by this low average cluster size is the power for 

testing random slope variances at the school level, i.e., between-school variances 

of effects of classroom- or pupil-level variables; and the reliability of estimating 

those characteristics of individual schools, calculated from classroom variables, 

that differ strongly between classes.  

 

When quantitative insight is required in power for testing regression coefficients, the 

paper by Snijders [9] suggests considering power as a consequence of the standard error 

of estimation. Suppose we wish to test the null hypothesis that a regression coefficient γ 

is 0, and for this coefficient we have an estimate  ̂ which is approximately normally 
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distributed, with standard error      ̂ . The t-ratio  ̂       ̂ ⁄  can be tested assuming a t-

distribution for the test statistic. However, if the sample size is large enough, the test 

statistic can instead be tested assuming a standard normal distribution. The power will be 

high with larger true values (effect size) for γ, with smaller standard errors, and if higher 

alpha-levels are used. This is expressed by the following formula, which holds for a one-

sided test, and where the significance level is indicated by α and the type-two error 

probability, which is equal to 1 minus power, by β: 

 
 ̂

     ̂ 
                

 

where               are the critical points of the standard normal distribution. For 

example, to obtain at significance level α = 0.05 a fairly high power of at least 1−β = 

0.80, we have      = 1.645 and     = 0.84, so that the ratio of true parameter value to 

standard error should be at least 1.645+0.84 ≈ 2.5. 

 

For two-sided tests, the approximate formula is 

 
 ̂

     ̂ 
       

 

 
          

 

but in the two-sided case this formula holds only if the power is not too small (or, 

equivalently, the effect size is not too small), e.g., 1 − β ≥ 0.3. 

 

This formula links four quantities size (α), power (1-β), effect size (γ) and sample size 

(n). Note that the standard error (SE) of γ is a function of n and σ the population standard 

deviation (which is assumed known). We can now evaluate each of these quantities 

conditional on the others (for example, what sample size is required given α, 1-β and γ?). 
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For some basic cases, Snijders [9] provides explicit formulae for the parameter estimates 

variances (i.e., squared standard errors) that are also given below. This gives a basic 

knowledge of, and feeling for, the efficiency of multilevel designs. These formulae can be 

used to compute required sample sizes. The formulae also underpin the qualitative issues 

mentioned above about - testing the effect of level-1, level-2 variable and testing fixed 

regression coefficients. A helpful concept is that of design effect, which indicates how the 

particular design chosen – in our case, the multilevel design – affects the standard error of 

the parameters. It is defined as 

 

      
                                        

                                            
        

 

where the ‘standard design’ is defined as a design using a simple random sample (SRS) 

with the same total sample size at level one. 

Cluster sampling is commonly used, rather than simple random sampling, mainly as a 

means of saving money when, for example, the population is spread out, and the 

researcher cannot sample from everywhere. However, respondents in the same cluster 

(for example, classroom) will be more like each other than like respondents sampled from 

another cluster, Shackman [12]. As a result, in a clustered sample selecting an additional 

member from the same cluster adds less new information than would a completely 

independent selection. Thus, for example, in single stage cluster samples, the sample is 

not as varied as it would be in a random sample of the same total sample size, so that the 

effective sample size is reduced. The loss of effectiveness by the use of cluster sampling, 

instead of simple random sampling, is the Design Effect (deff). The design effect (deff) is 

basically the ratio of the actual variance, under the sampling method actually used, to the 

variance computed under the assumption of simple random sampling.  
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The Design Effect (deff) is defined as the ratio of the complex standard error divided by 

the SRS standard error. It indicates how much the standard error has been inflated by the 

complex sample design, in our discussion the multilevel model. For example, a deff of 

1.25 means that the calculated standard error is 25 % larger than the standard error of a 

simple random sample of the same size. If deff is greater than 1, the multilevel design is 

less efficient than a simple random sample design (with the same sample size); if it is less 

than 1, the multilevel design is more efficient.  

 

The main components of the design effect (deff) are the intraclass correlation, and the 

cluster sample sizes. 

                 

         

                                                                      

                                          
 

It can be seen that the design effect increases as the cluster sizes increase, and as the 

intraclass correlation increases. From Shackman [12], the intraclass correlation represents 

the likelihood that two elements in the same cluster have the same value, for a given 

statistic, relative to two elements chosen completely a random in the population. A value 

of 0.05 is interpreted, therefore, to mean that the elements in cluster are about 5% more 

likely to have the same value than if the two elements were chosen at random in the 

survey. The smaller the value, the better the overall reliability of the sample estimate will 

be. 

 

Design effects vary from survey to survey, and even within the same survey, will vary 

from question to question.  For example, “respondents who live near each other (in the 
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same sampled cluster) are likely to have similar poverty characteristics but are not likely 

to have similar disability characteristics”.   Similarly, if the sampling unit is households, 

the design effect would be high for characteristics that are the same for all members of the 

household (e.g., ethnicity) and would be low for characteristics that are different for 

different members of the household (e.g., education, age). 

 

The squared standard errors are inversely proportional to sample sizes, so the required 

sample size for a multilevel design will be given by the sample size that would be 

required for a simple random sample design, multiplied by the design effect. 

 

The formulae for the basic cases of multilevel models are given below that are discussed 

by Leyland & Goldstein [11] for two-level designs, where the cluster size is assumed to 

be constant, and denoted by n. These are good approximations also when the cluster sizes 

are variable but not too widely different. The number of level-two units is denoted m, so 

the total sample size at level one is m*n. In all models mentioned below, the level-one 

residual variance is denoted    (   )     and the level-two residual variance 

by    (   )    . 

 

1. For estimating population mean µ in the model 

                 , 

The estimation variance is:       ̂   
       

  
. The design effect is deff =  

          , where    is the intraclass correlation, defined by                . 
 

2. For estimating the regression coefficient   of a level-1 variable    in the model 
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where it is assumed that    does not have a random slope and has zero between-group 

variation, i.e., a constant group mean, and that it is uncorrelated with any other 

explanatory variables    (k ≥ 2), the estimation variance is       ̂   
  

    
  

 , where 

the within-group variance   
  

 of    also is assumed to be constant. The design effect 

here is deff =      . 

 

3. For estimating the effect of a level-1 variable    under the same assumptions except 

that    now does have a random slope, 

                                                

where the random slope variance is   
   , the estimation variance of the fixed effect is 

     ̂  
   

  
 
  

     

     
  

  , 

with design effect,  

     
   

  
 
  

     

     
  

         , which can be greater or less than 1. 

 

4. For estimating the regression coefficient of a level-2 variable    in the model 

                                     , 

where the variance of    is   
  

, and     is uncorrelated with any other variables     (k ≥ 

2), the estimation variance is       ̂   
       

    
  

 , 

The design effect is deff =            . 

 

3.1 Summary: 

 

The cases discussed above illustrate that multilevel designs sometimes are more, and 

sometimes less efficient than simple random sample designs. In case 2, a level-one 

variable without between-group variation, the multilevel design is always more efficient. 
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This efficiency of within-subject designs is a well-known phenomenon. For estimating a 

population mean (case 1) or the effect of a level-2 variable (case 4), on the other hand, 

the multilevel design always is less efficient, and more seriously so as the cluster size and 

the intraclass correlation are larger. 

 

In cases 2 and 3, the same type of regression coefficient is being estimated, but in case 3 

variables    has a random slope, unlike in case 2. The difference in deff between these 

cases shows that the details of the multilevel dependence structure matters for these 

standard errors, and hence for the required sample sizes. It must be noted that what 

matters here is not how the researcher specifies the multilevel model, but the true model. 

If in reality there is a positive random slope variance but the researcher specifies a 

random intercept model without a random slope, then the true estimation variance still 

will be given by the formula above of case 3, but the standard error will be misleadingly 

estimated by the formula of case 2, usually a lower value. 

 

The effective sample size is the actual sample size divided by the design effect. The 

design effect is a factor that reflects the effect on the precision of a estimate due to the 

difference between the sample design actually used to collect the data and a simple 

random sample of respondents. The research paper by Lisa, Corea and Marker [13] talks 

about three National in-person household surveys that, are conducted as stratified, multi-

stage, clustered, area-probability surveys. By clustering the sampled households in a 

limited number of geographic areas, the cost of data collection is significantly reduced. 

However, respondents in the same cluster are likely to be somewhat similar to one 

another. As a result, a clustered sample will generally not reflect the entire population as 

"effectively." Before selecting the sample of clusters, the country is stratified based on 
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characteristics believed to be correlated with the survey variables of greatest interest. 

This stratification produces more precise survey estimates for targeted domains than an 

un-stratified design. The design effect reflects all aspects of the complex sample design. 

While the design effect is different for each variable, experience with these surveys 

indicates that the variables under study will have reasonably similar design effects. 

 

For more general cases, where there are several correlated explanatory variables, some of 

them having random slopes, such clear formulae are not available. Sometimes a very 

rough estimate of required sample sizes can still be made on the basis of these formulae. 
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4. ROBUSTNESS ISSUES FOR ESTIMATION OF MULTI-LEVEL 

PARAMETERS USING SMALL SAMPLE SIZES: 

 

The main problem encountered when analyzing hierarchical data involves the 

dependence of observations at the lower level. In addition, however, it is important to 

understand what are sufficient sample sizes for accurate estimation and valid statistical 

inference.  

 

The few simulation studies that have been carried out to date, which are reviewed in this 

paper, suggest that the group-level sample size is generally more important than the total 

sample size, with large individual-level sample sizes partially compensating for a small 

number of groups. However, these studies use different approaches, and there is no strong 

evidence to guide researchers in their multilevel design decisions. There is a need for 

more insight in the problem of multilevel sample-size requirements. In this report, we 

discuss the simulation conducted by Maas and Hox [15] to examine the accuracy of the 

parameter estimates and the corresponding standard errors, at different sample sizes for 

the number of groups and the number of individuals. The simulation design will be 

explained in more detail. 

 

In their papers, Maas and Hox [15] discuss the influence of different conditions on the 

robustness of parameter estimates (regression coefficients and the variance) in two-level 

data structure scenarios. Three conditions were varied in simulation: (1) Number of 

Groups (3 conditions: 30, 50 and 100), (2) Group Size (3 conditions: 5, 30 and 50) and 

(3) Intraclass Correlation (3 conditions: low 0.1, medium: 0.2 and high: 0.3). A 

simulation study conducted by Maas and Hox [15] was used to determine the influence of 

small sample sizes at both level one and level two, and different variance distributions 

between the levels (the so called ‘intraclass correlation’).  
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The simulation study used a simple two level model, for data obtained from N 

individuals, nested within J groups, each containing    individuals. At the individual 

level we specified one explanatory variable (     and at the group level one explanatory 

variable    . The following model is specified:  

 

                                            .    (1.1) 

 

The u-term            are residual error terms at the group level with 

variance   
         

  . The covariance between the u-terms is    .     is the residual 

error at the individual level, with variance   
 . In the above specified model four fixed 

parameters were to be estimated (the               ) and four random parameters (the 

variance components including one level one variance and three unique level two 

covariance matrix terms).  

 

When no explanatory variables are included in the equation, we get the ‘intercept-only-

model’ as specified in the equation below (1.2) 

 

               .         (1.2) 

 

This equation is used to calculate the intraclass correlation (ICC) that is the estimated 

proportion of group level variance compared to the estimated total variance:  

 

     
  

   

  
     

  
           (1.3) 

 

In multilevel nested data, we have two sample sizes. First the Group Size (GS), that 

means the number if    individuals in group J, and second the Number of Groups (NG), 

that is the number of J groups. Both sample sizes influence estimation of the above 
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specified parameters. The default estimation procedures used in most multilevel 

modeling software is maximum likelihood-based (ML) estimation. For the estimation of 

the fixed parameters and their standard errors a large number of groups appear more 

important than a large number of individuals per group (Van der Leeden & Busing, 1994; 

Mok, 1995; Snijders & Bosker, 1994). The estimates of the random effects parameters 

and their standard errors at the lowest level are generally accurate. The group level 

variance components are generally underestimated. For accurate estimates many groups 

(more than 100) are needed (Busing, 1993; Van der Leedn & Busing, 1994; Afshartous, 

1995). Kreft (1996) suggests a rule of thumb called the ‘30/30’ rule. To be on the safe 

side, with respect to the estimates of all the parameters and their standard errors, some 

previous research has encouraged use of at least 30 groups with at least 30 individuals per 

group is necessary. 

 

In addition to the sample sizes at the separate levels, the size of the ICC also may affect 

the accuracy of the estimates (Goldstein, 1995). Therefore, in the simulation, they were 

varied not only the sample size at the individual and the group level, but also the ICC. In 

general, what is at issue in multilevel modeling is not so much the ICC, but the design 

effect, which indicates how much the standard errors are underestimated in a complex 

sample (Kish, 1965) compared to a simple random sample. In cluster samples, the design 

effect is approximately equal to 1 + (average cluster size - 1) *ICC. In the multilevel 

context, Muthen and Satorra (1995) view a design effect of two as small. In the 

simulation setup, Maas and Hox [15] have chosen values for the ICC and group sizes that 

make the design effect larger than two in all simulated conditions. 
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The estimation method may be important in terms of parameter recovery. The default 

estimation procedures used in most multilevel modeling software is maximum likelihood-

based (ML) estimation. Two ML functions common in multilevel models are full 

information ML (FIML) and restricted ML (REML). By default, two-level models are 

estimated by means of REML. Using REML, the variance-covariance components are 

estimated via maximum likelihood, averaging overall possible values of the fixed effects. 

The fixed effects are estimated via Generalized Least Squares (GLS) given the variance-

covariance estimates. In FIML, the estimates of the variance and covariance components 

are conditional upon the point estimates of fixed effects (Raudenbush & Bryk, 2002). 

When using FIML, the numbers of parameters include both the fixed effects and the 

variance and covariance components. Under FIML, variance-covariance parameters and 

fixed level-2 coefficients are estimated by maximizing their joint likelihood.  REML 

estimation, of variance-covariance components adjusts for the uncertainty about the fixed 

effects; FIML estimates do not. When the number of level-2 units is large, REML and 

FIML results produce similar estimates of the variance components. However when there 

are few level-2 units, the FIML estimates of the variance components (   ) will be 

smaller than those produced by REML, and the REML results may be  less biased. The 

deviances of any two nested models that differ in terms of theory fixed and/or random 

effects can be compared when using FIML. However, REML only allows for comparison 

of nested models that differ in their specification of random effects. FIML estimation 

maximizes the likelihood of the sample data, whereas REML estimation maximizes the 

likelihood of the residual. The main difference between FIML and REML is that REML 

maximizes a likelihood function that is invariant for the fixed effects. Since REML takes 

the uncertainty in the fixed parameters into account when estimating the random 
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parameters, in theory lead to better estimates of the variance components, especially 

when the number of groups is small. 

  

 

4.1 SIMULATION MODEL: 

 

In the simulation study by Maas and Hox [15] which is discussed in this report, the above 

specified simple two level model (equation 1.1) was used. The following three conditions 

were used in the simulation: (1) Number of Groups (3 conditions: 30, 50 and 100), (2) 

Group Size (3 conditions: 5, 30 and 50) and (3) Intraclass Correlation (3 conditions: low: 

0.1, medium: 0.2 and high 0.3). 

 

A total of 27 (3*3*3=27) conditions were used in the study. For each condition, 1,000 

datasets of 2 variables were generated. Both the lower level variable X, and the second 

level variable Z, were each randomly drawn from a normal distribution. The multilevel 

program MLwiN was used to estimate the model and to generate the simulation data.  

Firstly, the intercept and the cross-level interaction between the variables X and Z were 

computed. The generating values for the regression coefficients were specified as 

follows: 1.00 for the intercept and the medium effect size of 0.3 for all regression slopes. 

The random variance of the intercept at the lowest level    
   was generated to be 0.5. 

The random variance of the intercept at the second level    
    follows from the 

specification of the ICC and   
  , given by the formula      

  
   

  
     

  
. BUSING 

(1993) in his paper showed that the effects for the intercept variance    and the slope 

variance     were similar; hence, Maas and Hox [15] chose the same value for     as 

for    . To simplify the simulation model, the covariance between the two u-terms was 

assumed equal to zero.  Given the parameter values, the simulation procedure generates  
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the residual error            . Maas and Hox [15] assessed REML estimation, 

justifying it by claiming that REML performs almost always at least as well as FIML, and 

sometimes better, especially in estimating variance components (Browne, 1998).  

 

 

Variables and Analysis: 

 

The relative bias and the ‘Mean Squared Error’ (MSE) are commonly used measures of 

the accuracy of the parameter estimates (regression coefficients and residual variances). 

Let  ̂ be the estimation of the population parameter  . Then the percentage relative bias 

is given by 100*  ̂      The accuracy of the standard errors is investigated by analyzing 

the observed coverage of the 95% confidence interval. To assess the accuracy of the 

standard errors, for each parameter in each simulated data set the 95% confidence 

interval. For each parameter a non-coverage indicator variable was set up that is equal to 

“0” if the true value was in the confidence interval, and equal to “1” if true value was not 

in the confidence interval. Since the total sample size for each analysis was 27,000 

simulated conditions, the power was huge. The standard significance level of         

was used when testing the main effects of the simulated conditions. 

 

 

4.2 Results 
 

The estimation procedure converged in all 27,000 simulated data sets.  

 

Parameter estimates: 

The fixed parameter estimates exhibited negligible relative bias overall with no 

differences across the conditions. There were no significant effects of the specified 

conditions (       . The estimated mean bias in all the conditions was 1.00. The mean 

estimates of the parameters were almost perfect. The average bias was smaller than 
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0.05%. The largest bias was found in the condition with the smallest sample sizes in 

combination with the highest ICC: there the percentage relative bias was 0.3%, which 

was extremely small. Moreover, there were no statistically significant differences in bias 

across the simulated conditions. 

The estimates of the random parameters at the second parameters at the second level had 

an overall relative bias of 0.0% (no significant effects). The mean estimates showed some 

deviations of 0.01% and one of 0.04%. . The estimates of the random parameters, the 

variance components, also displayed a negligible bias. The average bias was smaller than 

0.05%. The largest bias was found in the condition with the smallest sample sizes in 

combination with the highest ICC. There were no statistically significant differences in 

bias across the simulated conditions. 

 

The estimates of the random parameter of the lowest level had an overall relative bias of 

0.0%. There was a significant effect of the Group Size (p=0.005). The differences in the 

relative mean bias for the different conditions were less than 0.01%. And the mean 

estimates showed some deviations of 0.01%. 

 

Absolute Bias of the parameter estimates  

 

The size of the absolute bias was very little.  Only the significant effects of the ICC are of 

interest, because the effects of Number of Groups and Group Size are simply a reflection 

of less sampling variability due to larger sample sizes. The differences between the ICC-

conditions were less than 0.01. The interactions of the ICC with the Number of Groups 

and Group Size had differences between conditions less than 0.01. 

 

95% Confidence Intervals: 
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For each parameter was counted how many times the confidence intervals cover the true 

population value of the parameter. Most of the random parameters are affected by the 

Number of Groups and the Size of the Group. Some of the fixed parameters are affected 

by the Number of Groups too. 

 

The effect of the number of groups on the standard errors of the fixed regression 

coefficients was small. With 30 groups, the non-coverage rate is 6.0% for the regression 

coefficient for X and 6.4% for the intercept, while the nominal non-coverage rate was 

5%. The effect of the number of groups on the standard errors of the variance 

components was definitely larger. With 30 groups, the non-coverage rate for the second-

level intercept variance was 8.9% (U0), and the non-coverage rate for the second-level 

slope variance was 8.8% (U1). Although the coverage is not grotesquely wrong, the 95% 

confidence interval is clearly too short. With 50 groups, the effects were smaller, but still 

not negligible. The non-coverage rates of 7.4% and 7.2% imply that the standard errors 

were estimated about 9% too small. 

 

The coverage of the 95% confidence interval was good for the regression coefficients, 

and less accurate for the variances. The coverage rates improve when the group size 

increases, but the group size has a smaller effect on the coverage rates than the number of 

groups. The non-coverage of the second-level variances does not improve when the 

group size increases. 

 

The coverage rates for the regression coefficients were better than for the variances. The 

simulation study showed that difference in ICC had no effect on the coverage rate.. 
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From  the results of the simulation study conducted by Maas and Hox [15] it can be said, 

that the conditions that were varied in this simulation had very little impact on the 

accuracy of the estimates of the fixed parameters. Only the confidence intervals and 

hence the significance tests of the random parameters at the second level were not 

accurate when the number of groups is as small as 30. Almost 9% of the random 

parameter estimates of the second level lay outside the 95% confidence interval when the 

number of groups is 30  

 

The result of the simulation study by Maas and Hox [15] was based on the asymptotic 

(large sample) methods which displayed the absence of bias in the parameter estimates 

and the small bias in the standard errors was encouraging. To further investigate the 

limits of the results, an additional simulation, with only ten groups of group size five, 

varying the ICC from 0.1 to 0.3 was performed by Maas and Hox [17]. The results of this 

small simulation showed that the regression coefficients and lowest-level variance 

components were again estimated without bias. However, the group-level variance 

components were estimated much too large, with a bias up to 25%. The standard errors 

were too small, both for regression coefficients and for variances. The non-coverage rates 

for the regression coefficients ranged between 5.7% and 9.7%, and for the second-level 

variances they ranged between 16.3% and 30.4%. This indicates that having only 10 

groups is not enough.  

 

 

4.3 Summary and Discussion 

 

Summing up the results of the simulation study by Mass and Hox [15], both the 

regression coefficients and the variance components were all estimated without bias, in 

all of the simulated conditions. The standard errors of the regression coefficients were 
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also estimated accurately, in all of the simulated conditions. The standard errors of the 

second-level variances were estimated too small when the number of groups is 

substantially lower than 100. With 30 groups, the standard errors were estimated about 

15% too small, resulting in a non-coverage rate of almost 8.9%, instead of 5%. With 50 

groups, the non-coverage drops to about 7.3%. This is clearly different from the nominal 

5%, but in practice probably acceptable. 

 

In conclusion, with respect to the influence of the sample size in the case of normal 

distributed errors, there turns out only to be a problem with the standard errors of the 

second-level variances when the number of groups is substantially lower than 50 and 

when the group size is lower than 30. With 30 groups, the standard errors are estimated 

about 15% too small. With a group size of five, the standard error of the second-level 

slope variance is estimated 3.1% too small.  

 

The study by Mass and Hox [15] leads us to the following rule of thumb: if one is only 

interested in the fixed effects of the model, ten groups can lead to good estimates. If one 

is also interested in contextual effects, 30 groups are needed. If one also wants correct 

estimates of the standard errors, at least 50 groups are needed. This simulation studies 

also suggest that the group-level sample size is generally more important than the total 

sample size, with large individual-level sample sizes partially compensating for a small 

number of groups. 

 

Few simulations address the effect of violation of the assumption of normally distributed 

residual errors. In general, the effect of violation of the assumption of normal errors 

resembles the effect of small sample sizes: both with small sample sizes and with non-
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normal errors, the regression coefficients and their standard errors show little or no bias, 

but variance components and their standard errors may be severely biased. 

 

Limitations of the results discussed above are that they pertain only to 2-level models 

with balanced data. Future research should include simulation studies investigating these 

same questions for three-level models. Result of estimation of parameters for unbalanced 

data has also not been studied which should be evaluated in future methodological 

research. 
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