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Home healthcare has been a growing sector of the economy over the last three 

decades with roughly 23,000 companies now doing business in the U.S. producing over 

$56 billion in combined annual revenue.  As a highly fragmented market, profitability of 

individual companies depends on effective management and efficient operations.  This 

dissertation aims at reducing costs and improving productivity for home healthcare 

companies. 

The first part of the research involves the development of a new formulation for 

the therapist routing and scheduling problem as a mixed integer program.  Given the time 

horizon, a set of therapists and a group of geographically dispersed patients, the objective 

of the model is to minimize the total cost of providing service by assigning patients to 

therapists while satisfying a host of constraints concerning time windows, labor 

regulations and contractual agreements.  This problem is NP-hard and proved to be 

beyond the capability of commercial solvers like CPLEX.  To obtain good solutions 

quickly, three approaches have been developed that include two heuristics and a 

decomposition algorithm. 

The first approach is a parallel GRASP that assigns patients to multiple routes in a 

series of rounds.  During the first round, the procedure optimizes the patient distribution 

among the available therapists, thus trying to reach a local optimum with respect to the 

combined cost of the routes.  Computational results show that the parallel GRASP can 
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reduce costs by 14.54% on average for real datasets, and works efficiently on randomly 

generated datasets. 

The second approach is a sequential GRASP that constructs one route at a time.  

When building a route, the procedure tracks the amount of time used by the therapists 

each day, giving it tight control over the treatment time distribution within a route.  

Computational results show that the sequential GRASP provides a cost savings of 

18.09% on average for the same real datasets, but gets much better solutions with 

significantly less CPU for the same randomly generated datasets. 

The third approach is a branch and price algorithm, which is designed to find 

exact optima within an acceptable amount of time.  By decomposing the full problem by 

therapist, we obtain a series of constrained shortest path problems, which, by comparison 

are relatively easy to solve.  Computational results show that, this approach is not 

efficient here because: 1) convergence of Dantzig-Wolfe decomposition is not fast 

enough; and 2) subproblem is strongly NP-hard and cannot be solved efficiently. 

The last part of this research studies a simpler case in which all patients have 

fixed appointment times.  The model takes the form of a large-scale mixed-integer 

program, and has different computational complexity when different features are 

considered.  With the piece-wise linear cost structure, the problem is strongly NP-hard 

and not solvable with CPLEX for instances of realistic size.  Subsequently, a rolling 

horizon algorithm, two relaxed mixed-integer models and a branch-and-price algorithm 

were developed.  Computational results show that, both the rolling horizon algorithm and 

two relaxed mixed-integer models can solve the problem efficiently; the branch-and-price 

algorithm, however, is not practical again because the convergence of Dantzig-Wolfe 

decomposition is slow even when stabilization techniques are applied. 
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Chapter 1: Introduction 

Home healthcare has been a growing sector of the economy over the last three decades 

with roughly 23,000 companies now doing business in the U.S. producing over $56 

billion in combined annual revenue (First Research, Inc. 2010).  As the population ages 

and becomes more infirm, the industry that caters to those with non-critical medical 

needs continues to expand at an accelerated rate.  Like all businesses facing competitive 

pressures, providers must determine new ways to reduce their cost, improve quality, and 

enhance productivity (Begur et al. 1997).  The primary means of achieving these 

objectives is through better use of available human resources.  In fact, effective staff 

planning and scheduling has become the essential means by which service organizations 

remain profitable.  Poor planning can lead to an oversupply of workers with too much 

idle time, or an undersupply with an attendant loss of revenue.  In situations where 

shortages exist, such as in the healthcare industry, many organizations have adopted 

policies that give increased weight to the preferences and requests of their staff, often at 

considerable cost (Aiken et al. 2002).  Nevertheless, cost minimization must be the aim 

of any organization that expects to survive in the long run. 

In this regard, management’s goal is to find the best mix of employees so that 

demand is satisfied at minimum cost.  Skill requirements, labor restrictions, union 

contracts, and uncertain demand add several layers of complication to the planning 

process.  In this dissertation, we address a particular segment of the homecare industry 

that offers physical, occupational and speech therapy services for both outpatients and 

those residing in nursing homes, hospitals, individual residences, and assisted living 

quarters. The work so far has been done in conjunction with Key Rehab, a company that 

contracts out these services throughout the U.S. Midwest.  The limited supply of 

therapists in this region coupled with an aging population with increasing rehabilitation 

needs has placed a strain on the company’s ability to provide timely and high quality 

treatment.  On any day of the week, therapists must often travel for several hours between 
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between multiple sites to see their patients.  Currently, Key Rehab does all planning 

manually, often with great frustration. 

In this dissertation, a new model and solution methodology for routing and 

scheduling therapists to meet demand spread over a large geographic area.  The objective 

of the model is to minimize the cost of providing rehabilitative services for up to a week 

at a time.  The two dominant components of cost are travel and wages.  The former arises 

from the need for therapists to drive between various locations to visit patients.  The latter 

relates directly to the fact that rehab professionals have different training levels and 

experience and so get paid at different rates.  It is important to try to avoid assigning the 

more expensive therapists to patients who could be treated by those at the lower end of 

the wage scale.  The methods that we proposed in this dissertation solve both of the real 

datasets and random datasets very well while satisfying all these complicated restrictions.  

Other than the model and methods, one of our major contributions is the design of a 

random problem generator along with the creation of 16 − 20 benchmark data sets for the 

research community. 

Although the problem under investigation falls in the general category of periodic 

vehicle routing with time windows, it has several complicating characteristics, including 

piecewise-linear cost functions, multiple “vehicle” types, multiple “depots,” multiple visit 

requirements per day, break requirements, and visit frequencies that necessitated the 

development of a new model and new algorithm. To the best of our knowledge, there are 

no algorithms in the periodic routing or home healthcare literature that address or can be 

modified to address the principal components of our problem. 

We now review the relevant literature on home healthcare and patient scheduling.  

Mobile rehabilitative services is a subfield of home healthcare. What little quantitative 

literature exists in the general field predominantly relates to nurses and how they are 

aligned with patients over time.  Cheng and Rich (1998) developed a network flow model 

model for the routing and scheduling problem, which took the form of a mixed integer 

programming (MIP).  To find solutions, they used a two-phase heuristic: in the first phase 

phase parallel tours were constructed and in the second, improvements were made by 
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inserting omitted patients, adjusting assignments, and shuffling schedules. Numerical 

results are reported for up to 4 nurses and 10 patients for a one-day problem with time 

windows.  Bertels and Fahle (2006) addressed a similar problem using a combination of 

linear programming, constraint programming, and metaheuristics to find solutions.  By 

integrating these approaches, they were able to develop a generic tool that was 

sufficiently flexible to adapt to various changes in the constraint structure. The problem 

investigated had the objective of minimizing a weighted combination of travel times, 

working time, and violations of soft constraints such as meeting time windows and 

patient preferences for nurses, subject to demand satisfaction and skill requirements.  

Costs were not explicitly included in the objective function. The methodology was 

embedded in a decision support system known as PARPAP, and was limited to solving a 

one-day problem. 

The development of a decision support system for home healthcare was also the 

focus of Begur et al. (1997) who merged geographic information systems technology 

with list processing techniques to derive daily nurse assignments.  Their software allowed 

users to visually interpret an algorithm-based schedule against a digitized regional map of 

patient locations.  They were able to show empirically that the use of map-graphics 

enhanced the interactive power of the system and improved the quality of the derived 

solutions.  Eveborn et al. (2006) describe a staff planning problem for home care that 

arises in Sweden.  Their aim was to construct daily schedules for meeting the needs of 

homebound patients subject to a variety of hard and soft constraints concerning skill 

levels, planned breaks, time windows, travel time, patient preferences, and the desire to 

preassign staff members to a unique geographic area. A set partitioning model was 

proposed to represent the problem using a predefined set of schedules.  Solutions were 

found with a matching heuristic, which was embedded in a decision support system 

called LAPS CARE. 

A common characteristic of the abovementioned research is that it is limited to 

solving a one-day problem with time windows for a multi-skilled staff.  In some cases, 

additional constraints like breaks and individual preferences are included to better reflect 
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practice.  The problem that we address is much more general, and includes a much 

expanded set of features such as a multiple day planning horizon, multiple patient visits 

per day, and complex cost functions.  The recent work by Bennett and Erera (2011) in 

part covers some of this ground.  Although they don’t provide an optimization model, 

their heuristic is designed around periodic visits spread out over a month with new patient 

requests arriving daily.  Solutions are provided for a single nurse for patients with fixed 

visit times, and then updated dynamically from day to day as new appointments are 

made.  We do not consider new appointments in our model but we do include a mixture 

of patients with fixed and flexible visit time.  This combination makes the problem an 

order of magnitude more complex because of the latitude given to the scheduler when 

assigning flexible patients to therapists (compare the vehicle scheduling problem (VSP) 

with the vehicle routing problem (VRP) – e.g., see Desrosiers et al. 1995). 

The requirement that some patients (customers) be seen several times a week is 

considered in the periodic routing problem (PRP) literature. In the general case, the PRP 

is a VRP defined over a finite planning horizon during which each customer must be 

serviced at a given frequency, such as two days a week or every fourth day.  Solutions are 

developed and then repeated, say, from week to week. Baldacci et al. 2011 formulate the 

problem as a MIP and develop an exact solution method based on five bounding 

procedures that in part depend on obtaining dual solutions to the LP –relaxation of the 

MIP as well as solving a primal integer programming relaxation. The performance of 

their algorithm is evaluated on 32 test instances in the literature containing up to 154 

customers, 9 vehicles and a 10-day planning horizon, and a set of 20 applications oriented 

instances from the food and beverage industry containing up to 200 customers, 9 vehicles 

and a 5-day planning horizon. 

As opposed to exact methods, the majority of the research on the PRP centers on 

heuristics in which customers are first assigned to specific days of the planning horizon 

with the objective of balancing workloads, and then routed by solving a VRP (e.g., see 

Baptiste et al. 2002, Tan and Beasley 1984). We take such an approach but introduce a 

mechanism in our algorithm to evaluate many different assignments and routes.  Another 
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common research idea is to first cluster the customers into geographically contiguous 

areas and then solve the much simpler PRPs for each area (e.g., Mourgaya and Vanderbeck 

2007, Ronen and Goodhart 2008). With respect to home healthcare, Hertz and Lahrichi 

(2009) proposed a MIP for clustering patients within the jurisdiction of a local Montreal 

community health center.  Their patient assignment model aimed to balance nurse 

workload taking into account five categories of patients, the severity of their needs, visit 

frequencies, patient locations, skill levels, and travel times. 

A related line of research centers on patient scheduling.  Gupta and Denton (2008) 

point out that timely access for patients is critical in realizing good medical outcomes and 

achieving a high level of customer satisfaction.  They assert that a well-designed 

appointment system achieves small direct waiting times for unscheduled (especially 

urgent and emergency) incidents without increasing the direct waiting times of scheduled 

patients or lowering resource utilization.  This can be accomplished by specifying various 

rules that determine which types of patients may access available service provider 

resources at what times.  Their focus was on scheduling primary and specialty care visits 

and elective surgeries in clinics and hospitals.  An informative discussion is included on 

dealing with late cancellations and no-shows.  Green and Savin (2008) investigated the 

no-show issue in further detail by conceptualizing an appointment system as a single-

server queueing system in which customers who are about to enter service have a state-

dependent probability of not being served and may rejoin the queue at a later time. They 

derived stationary distributions of the queue size for both deterministic and exponential 

service times, and compared their results with those obtained by simulation. 

Muthuraman and Lawley (2008) developed a stochastic overbooking model along 

with an appointment scheduling policy for outpatient clinics.  The three guiding 

objectives were to minimize patient waiting times, maximize resource utilization, and 

minimize the number of patients waiting at the end of the day.  Such patients must be 

served during overtime.  In operational terms, schedules were constructed for a single 

service period partitioned into time slots of equal length by a clerk who assigns patients 
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to slots through a sequential patient call-in process.  Once an appointment was added to 

the schedule, it could not be changed. Overbooking was used to compensate for no-shows 

-- a common practice in many industries to improve customer access and to stabilize 

revenue.  The overall objective was designed to capture patient waiting time, staff 

overtime and patient revenue.  The authors derived conditions under which the objective 

evolution is unimodal and explored the behavior of the system under the proposed 

scheduling policy for a variety of conditions. 

Related work can be found in Cayirli et al. (2008) who investigated two 

approaches to patient classification in the design of an appointment system.  Through 

simulation they showed that by using interval adjustment for patient class, notable 

improvements in doctors’ idle time, doctors’ overtime and patients’ waiting times could 

be achieved without any tradeoffs.  In a parametric study, they identified the best 

performing appointment systems for different clinic environments characterized by walk-

ins, no-shows, the percentage of new patients, and the ratio of the mean consultation time 

of new patients to the mean consultation time of return patients.  Also see Patrick et al. 

(2008) who developed a Markov decision process for dynamically scheduling patients 

with different priorities at a diagnostic facility in a public healthcare setting.  Rather than 

maximizing revenue, their objective was to adaptively allocate available capacity to 

incoming demand to achieve wait-time targets in a cost-effective manner. In our problem, 

no-shows are of limited concern because the majority of patients are homebound or in a 

chronic care facility. 

In our problem, no-shows are of limited concern because the majority of patients 

are homebound or in a chronic care facility.  We start with a list of patients who are to be 

treated during the upcoming week at either their place of residence or one of several 

clinics.  Outpatients have fixed appointment times at one of the clinics while the 

remaining patients can generally be seen any time during the day, although some may 

have more restricted time windows.  Given a set of therapists with various levels of 

certification, the objective is to develop a weekly schedule for each that minimizes the 

total cost of providing rehab services while meeting demand and adhering to a collection 



 7

of hard constraints.  A secondary objective is to accommodate individual and system 

preferences, which are modeled as soft constraints. 

In the next chapter, we describe the operations of the company that motivated the 

research and discuss its cost structure.  In Chapter 3, a MIP is presented that captures the 

business, administrative, and statutory rules under which therapy is provided.  In Chapter 

4, a parallel GRASP is developed to obtain good feasible solutions quickly by 

constructing multiple routes simultaneously.  In Chapter 5, a sequential GRASP is 

proposed for the same purpose by constructing one route at a time.  Chapter 6 provides a 

description of our branch-and-price solution methodology, which was developed to solve 

instances of practical size when CPLEX proved inadequate.  Chapter 7 presents our study 

for the easier instances in which all patients have fixed assignment times.  Finally, the 

study results are summarized in Chapter 8. 
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Chapter 2: Problem Description 

The rehabilitation services under consideration fall into one of three categories: physical, 

occupational, and speech.  Physical therapists help restore function, improve mobility, 

relieve pain, and prevent or limit permanent physical disabilities of those suffering from 

injuries or disease.  They work primarily with gross motor movements such as gait, and 

disorders involving the spine and extremities.  Occupational therapists help patients 

improve their ability to perform tasks in living and working environments. They work 

with individuals who suffer from a mentally, physically, developmentally, or emotionally 

disabling condition. Speech and language pathologists assess, diagnose, treat, and help to 

prevent disorders related to speech, language, cognitive-communication, voice, 

swallowing, and fluency. 

Training levels dictate what type of rehabilitation that can be provided by which 

therapists.  The ‘therapist’ designation typically indicates a master’s degree with the 

ability to perform all functions.  In contrast, assistant therapists have an associate’s 

degree and are limited to providing treatment only.  In the professions being considered, 

there are physical therapists (PTs), physical therapist assistants (PTAs), occupational 

therapists (OTs), certified occupational therapist assistants (COTAs), and 

speech/language pathologists (SLPs). Generally, the treatment from PTs and PTAs, 

treatment from OTs and COTAs, and treatment from SLPs are treated separately. Key 

Rehab runs 12 clinics in Tennessee, Kansas and Colorado.  The clinic where a therapist is 

based is referred to as the “home base” and it is where he or she primarily practices.  

Key’s current patient population is located in approximately135 nursing homes and 

several hospitals spread across seven states (Kansas, Nebraska, Iowa, Missouri, 

Tennessee, Oklahoma, and Arkansas).  The range of therapists in each category is: PT = 

20 - 30, PTA = 30 - 40, OT = 20 - 30, COTA = 30 - 40, SLP = 2. 

Therapists who contract to work 40 hours per week are classified as “full-time”; 

otherwise, they are “part-time” and work on a fixed predefined schedule.  For example, a 

specific part-timer may work Tuesday morning and all day Thursday.  Full-timers are 

typically scheduled five days a week between 8:00 am and 5:30 p.m. and are eligible for 
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benefits as long as they perform a minimum of thirty hours of work per week.  Assessing 

whether a therapist is in compliance with this requirement is done monthly by calculating 

the average number of hours worked per week in the previous month. 

Patients are generally classified in one of two ways. Outpatients receive treatment 

at the various clinics and are given appointment times, typically one week in advance.  

There is no flexibility as to when these patients can be seen once scheduled, although it is 

possible to re-schedule them with a one-day advance notice.  Inpatients receive treatment 

at hospitals, other medical facilities, nursing homes, or their place of residence.  On 

average, Key’s daily physical therapy caseload consists of 10 - 15 outpatients and 13 - 25 

inpatients of which 3-5 are at home, 5-10 in nursing homes and 5 - 10 at hospitals and 

other facilities.  The occupational therapy caseload is about a quarter to a third of the 

physical therapy caseload.  For SLPs, there may be a total of five visits per week that are 

scheduled on only a few days within the week.  Both therapists and assistants share the 

patients except for the projected one to four new evaluations each day, which must be 

performed by a PT, OT, or SLP, depending on the disability. 

For inpatients, there is unlimited flexibility as to when they can be seen.  These 

patients are told that they will receive a certain number of treatments per week (typically 

1-3 for homebound patients and 3 - 5 for the remainder) but not when they will occur.  

When the frequency is less than daily, it is desirable to intersperse “days off” between 

visits.  Typically, 7:30 a.m. is the earliest time and 4:30 p.m. is the latest time that 

treatments are scheduled, although homebound patients may have a slightly tighter time 

window.  Because inpatients receive treatment at the location where they reside, there is a 

general assumption they are always available and therefore are not given appointments.  

Homebound patients, however, are called a half-hour before the scheduled treatment time 

to make sure that they are in.  These patients with fixed appointment times are called 

fixed patients while those with unlimited time flexibility are called flexible patients.   

Evaluating a new patient usually takes an hour, a treatment a half-hour except for 

homebound patients who are scheduled for 45-minute sessions.  Thirty-minute sessions 

represent approximately 60% of all treatments, 45-minute sessions about 30%, and 60-
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minute sessions about 10%.  In some cases, a patient may require two 30- or 45-minute 

treatments in the same day.  This occurs for less than 5% of the inpatients, but when it 

does, the sessions should be separated by at least one but preferably four hours. 

These factors lead to a problem that has both routing and scheduling components 

that must be integrated within the solution methodology.  In the formulation, many 

requirements can be interpreted as either hard or soft, depending on the local statutes and 

the provider’s policies. Due to the intimate nature of rehabilitation, for example, Key 

Rehab would like to consider the preferences of both the patients and the staff, but as soft 

constraints.  Typical examples include the following. 

 Patients prefer visits during certain times of the day. 

 Patients do not like frequent changes of therapists during the course of their treatment. 

 Therapists may prefer to work in a particular setting such as a nursing home, and not in a 

clinic. 

 Increased satisfaction is achieved when the right “chemistry” exists between patients 

and therapists. 

These preference considerations require trade-off functions that relate costs to 

preference violations.  For example, if it were desirable to account for a patient’s 

preference for a particular therapist, we would need to know how to cost a violation 

which generally depends on the value function of the decision maker. In the absence of 

such information, the few preferences in the data sets were treated as hard constraints. 

The majority of the hard constraints are outlined in the remainder of this section.  

An overview of the issues relevant to providing rehabilitative therapy is shown in Figure 

1 (adapted from Bertels and Fahle 2006). 
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Figure 1. Major issues in providing rehabilitation services 

2.1 SCHEDULING ISSUES 

Treatment is ordered by the patient’s physician who specifies the type and number of 

sessions.  The first appointment is normally an evaluation, which must be conducted by a 

fully licensed therapist.  Subsequent visits are undertaken by the least cost alternative, 

which means an assistant therapist whenever possible.  The objective is to have PTs and 

OTs dedicate their time to the often numerous time-sensitive evaluation requests and shift 

the routine work to the PTAs and COTAs. 

A recent initiative at Key Rehab stipulates that each outpatient should be visited 

by a therapist (rather than an assistant therapist) at least once a week.  This is motivated 

by the fact that PTAs and COTAs are skilled at administering exercise programs but not 

at advancing them.  Management has found that due to staff shortages, there are some 

patients who are not improving because they have not been seen by a PT or an OT for 

more than a week. 

Therapists officially start their day at home and visit a series of patients at 

different locations, returning home after their last session.  Because patients often reside 

in rural areas it is common for therapists to travel long distances each day to complete 

Rehabilitation 
services

Preferences of patients 
 Always the same therapist 
 Male/female/language 
 Always the same time 
 Allow time for treatment 

explanation 

Preferences of therapists 
 Days off 
 Working hours 
 Start times (children) 
 Limited no. difficult cases
 Location of patients

Legal aspects 
 Hours per day 
 Overtime rules 
 Qualifications/certification
 Payment schedule 
 Contracts

Skill level 
 Training 
 Job history 
 More skills than needed? 
 Special experience 
 Languages 

Ergonomics 
 Weight of patients 
 Stress factors 
 Coordination with family 
 Breaks during shift 
 Work rules

Additional factors 
 Drive time 
 Traffic congestion 
 Right ŅchemistryÓ 
 Rules governing benefits 

for therapists 
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their route.  Compensation for drive time, which may include the hours before and after 

the first and last appointments, is discussed below. 

Area managers are responsible for creating the weekly rosters for the therapists 

associated with the clinics under their supervision.  This is done at the end of the current 

week and then faxed to the respective clinics, which post the results on their master 

planner board. Roughly 60% - 80% of a clinic’s schedule is firm a few days in advance 

but is subject to change within the day.  Therapists either stop by their home base or call 

in to receive their schedule. 

Outpatients are treated at the clinics, and although each therapist has a home base, 

he or she can be assigned to treat these patients anywhere in the network.  As part of the 

workday, therapists have certain administrative tasks that include documentation of the 

patient encounter, calling physicians, and so on.  Such tasks do not need to be performed 

until the end of the day but in the case of treatment it is best to do them while memory is 

fresh. 

For therapists working six or more hours a day, a ½-hr lunch break should be 

scheduled about mid-way through their shift. Because most inpatients receive their 

lunches at a set time (e.g., 12:00 pm), this is often the best time for therapists to have a 

break.  Based on their contractual agreements, some therapists can be called in on the 

weekend, but only in exceptional cases.  What is more common is for some full-timers to 

work overtime, which kicks in only after 40 hours are worked in a week, rather than after 

8 hours in a day. 

Figure 2 illustrates a typical weekly schedule for one physical therapist and one 

physical therapist assistant.  On each day, each therapist has a working time window 

within which patients are scheduled.  For example, on Tuesday, the PTA is available 

from 1 pm to 5 pm and is assigned one patient at 2 pm.  Along a route, fixed patients are 

visited at prespecified times while flexible patients are scheduled as early as possible; 

lunch breaks are inserted when a shift is 6 or more hours. In the figure, the therapists 

might begin and end his day outside his time windows when driving is required to visit 
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the first and last patients in a route. In general, idle time is unavoidable but sometimes 

can be used productively for administrative duties. 

 

 

Figure 2. Example of a weekly schedule 

When demand exceeds supply on a given day, it is sometimes possible to “double 

book” therapists; that is, have them treat two or more patients simultaneously if the type 

of treatment allows for it.  Alternatively, it may be possible to reschedule a session later 

in the week.  In tight situations, patients that are scheduled for two treatments in a day 

may only receive one, while in extreme cases, cancellation may be the only option.  

Although it is not required that a patient be seen by the same therapist during the course 

of rehabilitation, Key tries to maintain continuity and to accommodate requests for 

specific therapists.  Also, some therapists feel more comfortable in a particular setting 

(outpatient, nursing homes, hospitals, residential home), so a second goal is to 

accommodate these preferences. 

2.2 COST ISSUES 

Each therapist works under contract and negotiates his or her terms of compensation prior 

to employment.  Although there are no pay grades, PTs, OTs and SPLs earn up to 50% 

more than PTAs and COTAs.  Therapists get paid for time spent seeing patients and for 

Time Window 8:00am 5:00pm

Mon 8am‐12pm 
Tue 8am‐5pm LUN

Wed 8am‐12pm 
Thu 8am‐5pm LUN

Fri

Mon 8am‐12pm LUN

Tue 1pm‐5pm 
Wed 1pm‐5pm 

Thu 
Fri 8am‐12pm LUN

 fixed patient  flexible patient LUN  lunch break traveling time  idle time

Full 

Physical 
Therapist 

PT

Physical 

Theapist 

Assistant 

PTA
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driving between patient locations.  This is in addition to mileage reimbursement.  For the 

the first and last appointments of the day individual agreement is reached as to the 

number of minutes of drive time that will not be compensated to and from the home.  

These “allowances” vary by individual. 

Therapists are also paid for the administrative time required to prepare for and 

document treatments.  As a general rule of thumb, this corresponds to 25% of the 

treatment time for therapists and 20% for assistant therapists.  An important parameter 

that is included in each contract relates to productivity, which is defined as the ratio of 

treatment time to treatment plus administrative time.  Pay rates are different for 

treatment, driving between patients, and administrative tasks.  Daily mileage is 

reimbursed in accordance with the following scheme: 0 to 25 miles = no reimbursement, 

26 to 86 miles = $0.28 per mile ($0.55 per mile is used for the instances of TThSP in 

Chapter 7), and > 87 miles = $0.19 per mile --  a nonconvex function which is difficult to 

handle.  Since a therapist seldom dives over 87 miles during the day, the third segment is 

assigned a cost of $0.28/mi instead of $0.19/mi to ensure that the cost function is convex. 

The cost of each route is updated when a feasible solution is obtained to account for this 

overestimation. 

For a given week, the overtime rate is calculated as 150% of the “average regular 

time rate” for a therapist during that same week.  The average regular time rate itself is 

based on the actual regular treatment, driving, and administrative time spent by the 

therapist.  Note that non-reimbursed driving time associated with the negotiated 

allowance described above is not considered as working time. 

The company bills for treatment based on 15-minute increments, which means, 

for example, that a 10-minute exercise treatment would be billed as a single 15-minute 

unit.  As a result, a therapist might actually spend less overall time with patients than 

indicated by the invoices.  When two patients are being seen at the same time, there is a 

separate billing for each so two 15-minute bills, for example, may be submitted for the 

same 15-minute period. 
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Chapter 3. Mathematical Formulation 

We are given a patient population I geographically dispersed on a Euclidean plane that 

has a demand for service for a predetermined number of days during the planning 

horizon.  Let D be the set of days in the planning horizon and let C be a set of clinics.  

The specific days that patient i  I must be seen may not be specified in advance but only 

the pattern of the visits; e.g., two days between Monday and Friday with at least one day 

between visits.   On any day d  D, one or more therapists k  K are available to provide 

service to a subset IK(k,d) of patients.  Each therapist k works out of a home base which 

is one of the clinics in C, beginning her day at origin o(k) and ending it at destination 

d(k), which may be either her home base or residence. 

Patients are seen by one of the five types of therapists (PT, PTA, OT, COTA, 

SLP) during each visit at either a clinic l  C or at their place of residence.  For each 

scheduled visit, there is a time window during which the therapist must begin treatment.  

For patient i on day d, aid is the earliest time that treatment can begin and bid is the latest 

time.  In addition, each therapist has a contract that specifies his or her available hours 

during the week.  The earliest time that therapist k can begin working on day d is ekd and 

the latest time that work can be scheduled is fkd.  Full-timers generally work Monday 

through Friday for up to 9.5 hr/day with ekd = 7:30 a.m. and fkd = 5:00 p.m. However, 

therapists are permitted to select their own appointment windows and it is not uncommon 

for them to work four 10-hour days.  Because all therapists are paid on an hourly basis 

rather than being salaried, they receive regular time for the first 40 hours in the week and 

time-and-a-half for anything above that.  As mentioned, if their shifts span 6 or more 

hours in a day, they should be given a ½-hour unpaid lunch break, which we schedule 

between 11:30 am and 1:00 pm.  Benefits are paid to all employees who average 30 or 

more hours per week.  To simplify the calculations, time will generally be expressed as a 

decimal in the remainder of the dissertation.  For example, 8.5 represents 8:30 am while 

17.25 represents 5:15 pm. 
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From a modeling point of view, there are at least two ways to approach the 

problem.  The first, and the one that we pursue, exploits a routing analogy and considers 

each therapist as a time-constrained vehicle stationed at one of two depots – her home or 

her designated clinic (Kontoravdis and Bard 1995).  The patients are demand points that 

must be visited over the course of a week [e.g., see Cheng and Rich (1998) for a home 

healthcare example].  The second views the therapists as entities flowing through a time-

space network.  Each node in the network represents a patient-time period combination 

with a demand of 1 that is appropriately linked to individual origin and destination nodes, 

one for each therapist and each day of the planning horizon [see Bard et al. (2001) for 

airline re-scheduling example].  In the formulation of either model, it is assumed that a 

subset of the patients have appointment time windows that specify the range of time 

during which the therapist should arrive to begin service.  If this is not the case and 

appointment times are fixed, then the scheduling problem simplifies and both models 

need to be adjusted. 

A practical simplification is that patient demand is for a specific type of therapy 

(physical, occupational, speech), which must always be satisfied by a therapist of the 

appropriate certification.  By implication then, the full problem decomposes by category 

so three separate models can be solved rather than one, assuming that a patient requires 

only one type of treatment.  We follow this approach and limit the remainder of the 

dissertation to scheduling the physical therapists. 

3.1 VEHICLE ROUTING FORMULATION 

In the context of vehicle routing, the problem can be modeled on a set of |K| intersecting 

graphs Gk = (Vk, Ak) consisting of the node set Vk and the arc set Ak.  Here, Vk = dD 

IK(k,d){o(k), d(k)} is the set of all patients who can be seen by therapist k plus her 

origin and destination nodes.  A unique node is defined for each patient-day combination 

irrespective of whether the patient is seen at a clinic or at his home location.  The set Ak 

contains all feasible arcs and is a subset of Vk  Vk. 
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For each node i  Vk \{o(k), d(k)} there is a service time sid, an administrative 

time admi, and a unit service cost k
idc .  It is preferable that the administrative functions be 

performed immediately after seeing a patient but this is not a requirement.  For each arc 

(i,j)  Ak, there is a travel cost cij and a travel time ij.  From a temporal point of view arc 

(i,j)  Ak can be eliminated for day d when aid + sid + ij > bjd for all k  K and i, j  

IK(k,d).  When sid is not a function of d, it is always possible to put ij  ij + sid which is 

often done in the routing literature. 

Several factors tie the days in a week together.  The most critical is the 

requirement for multiple visits, with the first preferably handled by a therapist.  A second 

is the cumulative number of hours worked by each therapist over a week.  According to 

individual contracts, a minimum number of hours must be assigned to each employee 

during each pay period.  To deal with the need to schedule multiple visits, we associate a 

set of weekly patterns P(i) with each patient i.  For a 5-day planning horizon, there are 25 

 1 = 31 such patterns from one visit per week up to five.  Many of these will be 

inappropriate for an individual patient, so the problem size can be reduced accordingly.  

For example, if a patient is to be seen 3 days during the week, but not 3 days in a row, 

then there are 7 feasible patterns 
5

3 7
3

  
   

  
. 

The full set of notation used to define the model is given below.  We present the 

basic model first omitting overtime, multiple daily visits, and the requirement to assign 

either the first visit or at least one visit to a PT.  These features are added in the next 

subsection.  

 
Indices and sets 

i, j index for patients 

d index for days 

k index for therapists 

o(k) origin-location of therapist k 



 18

d(k) destination-location of therapist k 

K set of all therapists, K = {PTs, PTAs} 

K(i,d) set of therapists that can see patient i on day d 

K*(i,d) set of therapists that are either preferred or must be seen by patient i on day d 

IFIX set of fixed patients to be seen over the planning horizon 

IFLEX set of flexible patients to be seen over the planning horizon 

I set of patients to be seen over the planning horizon including dummy patients, 

I= IFIX �IFLEX 

1
newI  set of patients whose first treatment needs to be provided by a PT 

2
newI   set of patients who need at least one treatment from a PT 

Imulti set of patients who require multiple visits in the same day 

ID(i)  set of dummy patients representing different sessions for the same patient i 

Imulti;  1,( ,)
iNID i i i , where i1 is the “real” patient and the remainder are 

copies 

I(d) set of patients that must be seen on day d 

IC(i,d) set of patients that can precede or follow patient i on the schedule for day d 

IK(k,d) set of patients that can be seen by therapist k on day d 

P set of feasible patterns over the planning horizon that a patient can be assigned 

P(i) set of feasible patterns for patient i 

PD(i,d) set of feasible patterns for patient i that contain day d 

DK(k) set of days therapist k may be scheduled to work 

DU(i) set of days in the planning horizon that patient i may be seen [function of P(i)] 

Data and parameters 

k
ijc  cost of traveling from patient i to patient j by therapist k 

k
idc  cost of a visit by therapist k to see patient i on day d 

sid time required to provide service to patient i on day d (hours) 

admi time to perform administrative functions after seeing patient i 
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aid earliest time treatment can begin for  patient i on day d 

bid latest time treatment can begin for patient i on day d 

ij travel time between patients i and j (assumed symmetric) 

θij travel distance between patients i and j (assumed symmetric) 

ekd earliest start time of therapist k on day d 

fkd latest end time of therapist k on day d 

i “small” benefit attained when patient i is visited by his preferred therapist 

Decision variables 

k
ijdx  1 if therapist k visits patients i and j in succession on day d, 0 otherwise 

idt  time at which patient i begins to receive service from a therapist on day d ( idt is 

not the time that the therapist arrives at location i) 

ipy  1 if patient i is assigned pattern p during the planning horizon, 0 otherwise 

Weekly model 

Minimize  
( ) ( , ) { ( )} ( , )

k k k
ij id ijd

k K d DK k i IK k d o k j IC i d

c c x
    

     
*( ) ( , ) { ( )}( , )

k
i ijd

i I d DU i j IC i d d kk K i d

x
   
     (1a) 

subject to 
( , ) ( , ) ( ) ( , )

k
ijd ip

k K i d j IC i d d k p PD i d

x y
   

   ,   i  I, d  DU(i) (1b) 
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( , )

1k
o k j d

j IK k d
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 ,   k  K, d  DK(k) (1c) 
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( , )

1 k
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  ,  i  I, d  DU(i) (1g) 

  , ( ) , ( ),
( , )

k
kd i d k id id i d k d id id

k K i d

f s b x b t
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k
ijdx  {0,1}, ipy {0,1},  idt  [aid, bid],   i  I, d  DU(i), p  PD(d),  

 j  IC(i,d), k  K(i,d) (1i) 

 
The objective function (1a) has two terms.  The first minimizes the cost of 

traveling between all pairs of patients plus the cost of providing service to each.  The 

second term maximizes an artificial benefit associated with assigning a therapist from the 

preferred set K*(i, d) to patient i on day d.  Varying the value of the parameter i > 0 may 

noticeably alter the solution, but if a hierarchical approach is called for, i should be made 

sufficiently small so as not to increase the total cost of the schedule. 

The first constraints (1b) ensure that each patient has exactly one successor on a 

route on day d.  The first summation is over the set of therapists who are qualified to 

provide service for patient i and the second is over all patients who are permitted to be on 

the same route as i.  If j  IC(i,d), then either i and j require different types of treatment 

from different therapists or the pair is incompatible due to their respective time windows 

or physical locations.  These situations are sorted out in a preprocessing step where all the 

sets are defined.  The right-hand side is either 0 or 1 for patient i on day d, depending on 

which of the |P(i)| patterns is selected.  For a given day d  DU(i), the summation is over 

all the patterns for patient i that include that day. In the implementation, inpatients and 

outpatients are treated separately because the pattern variable yip is fixed for the latter a 

priori.  The requirement that patient i be seen by a particular therapist k on day d, can be 

accommodated by appropriately specifying the set K(i,d). 

Constraints (1c) limit each therapist k  K to at most one route per day.  By 

implication, when ( ), ,
k
o k j dx  = 0 for all j  IK(k,d), therapist k is not given a schedule on 

day d.  If a subset of therapists, say, nk of them, have the same profile and can be viewed 

as interchangeable (that is, homogeneous), then the right-hand side of (1c) can be 

replaced with nk and K redefined to be the set of therapist types rather than individuals.  

For example, if k1 and k2 have the same contract and are otherwise indistinguishable, then 

they can be grouped together is a subset K1,2 = { k1, k2} and treated as a unit.  Defining 
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the variables and constraints accordingly would lead to a proportional reduction in the 

size of the model. Constraints (1d) ensure that each patient is assigned exactly one pattern 

for the planning horizon.  

Constraints (1e) impose route continuity for each therapist k and each compatible 

patient j  IK(k,d) by requiring that tours (loops) are constructed rather than open paths.  

The start o(k) and end d(k) of a tour for therapist k is either her home base or residence, 

depending on the contract terms.  Assuming positive flow on the network Gk, when (1e) 

is combined with (1b), we see that each patient j who is visited by k has a unique 

predecessor and a unique successor. 

Constraints (1f)  (1h) ensure feasibility of the time schedule.  The binary flow 

variables k
ijdx  are related to the time variables idt  in (1f), which indicates that when 

patient i is the immediate predecessor of patient j on a tour, the (unspecified) therapist 

cannot arrive at the location of j before providing service at i and then traveling to j.  

Here, Mij = max{bid + sid +ij  ajd , 0}, and if the time windows of i and j are such that 

ajd  bid  sid > ij, then ij can be replaced by ajd  bid  sid to tighten the formulation.  

When i is not the immediate predecessor of j, (1f) is redundant as the definition of Mij 

guarantees.  Any smaller value of this parameter could potentially cut off feasible 

solutions.  To see this, simply set k
ijdx = 0 and make the appropriate substitutions.  When 

bi  aj, implying Mij = 0, (1f) is redundant because it is satisfied for all feasible values of 

tid, tjd  and k
ijdx .  An added benefit of this constraint is that it eliminates subtours by 

requiring that arrival times on a route be increasing.  Constraints (1g) and (1h) 

respectively place lower and upper bounds on the time tid a therapist can begin treatment 

at patient i on day d based on the therapists’ contract hours.  To ensure feasibility when 

patient i is not seen on day d, (1h) restricts the service initiation variable, tid, to be less 

than or equal to bid, the upper end of the time window.  Bounds are placed on the 

variables in (1i).  Note that an equivalent formulation can be derived by writing (1b), (1f) 

– (1h) for all d  D and i  I(d) rather than for all i  I, d  DU(i). 
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Letting |I | be the number of patients, |P | the number of feasible patterns, |D | the 

number of days in the planning horizon, and |K | the number of therapists available, model 

(1a) – (1i) uses O(|D |  |I |2  |K |+ |I |  |P | ) binary variables and O(|D |  |I |2 + |D |  |I |  |K |) 

constraints.  A prepossessing step excludes all k
ijdx  variables from the formulation that 

correspond to infeasible network links.  In addition, some tightening of the LP relaxation 

of (1) can be achieved lifting (1f) to preclude bidirectional flow (see Kara et al.  2004), 

and by including the standard subtour elimination constraints (see Wolsey 1998). 

3.2 VISIT BY EXPERIENCED THERAPIST 

For some patients, it may be necessary for a therapist rather than by an assistant therapist 

to provide service for at least one visit during the planning horizon.  We consider two 

cases.  The first is the more complex and requires that the first visit be by a therapist.  

Assuming that this condition applies to the patients in the set 1
newI   I, let KC(i,d) be the 

set of PTs that are available to see patient i on day d, and let dp be 1 if day d is the first 

day of pattern p, 0 otherwise.  The following constraint captures this requirement. 

 
 

( , ) ( , ) ( ) ( , )

k
ijd dp ip

k KC i d j IC i d d k p PD i d

x y
   

   ,   i  1
newI , d  DU(i) (2) 

The left-hand side of (2) sums the routing variables over all eligible therapists on day d 

and all potential successors to i.  Because it is never optimal to visit a patient more than 

the required number of times, only one therapist will be chosen to visit patient i on the 

first day of pattern p.  For each patient, only one pattern will be chosen so the right-hand 

side of (2) will be at most 1, and only on the day d for which dp = 1 and yip = 1. 

The second case is less restrictive, simply requiring that patient i  2
newI  be seen 

by a PT at least once during the planning horizon.  This constraint can be modeled as 

follows. 

 
( ) ( , ) ( , ) ( )

1k
ijd

d DU i k KC i d j IC i d d k

x
   

   ,   i  2
newI  (3) 
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Paralleling (2), the left-hand side of (3) sums over all eligible therapists and successors to 

i.  It is more compact, though, because it also sums over all days that patient i can be seen 

during the planning horizon.  Depending on the scenario, it may be necessary to include 

both (2) and (3) in the full model. 

3.3 MULTIPLE SESSIONS PER DAY 

For the patients i  Imu l t i , multiple visits are required on the same day and must be 

separated by at least _min sep  hours.  We replace each patient i Imulti with multiple 

identical copies (dummy patients) resulting in the set ID(i) =  1, ,
iNi i  such that i1 = i 

and each copy requires at most one visit per day.  Note that with this modification the sets 

I, I(d), IC(i,d) and IK(k,d) are now assumed to contain all patients including their copies.  

Also, without loss of generality it is assumed that the visit time for ir is earlier than that of 

is for all r < s ≤ Ni. 

We consider two cases. The first case specifies the number of days over the week 

that the patient must be seen and number of treatments per day, which are always the 

same; for example, three visit days per week and two treatments each day.  In this case, 

the set    1 2 1, , , ,
i iN Ni iID i i i  is created in a way that all “dummy” patients 1, ,

iNi i  

require the same number of days with at most one visit each, and have the same pattern 

and daily time windows.  For example, a patient who is to be seen 3 days over the week, 

twice a day is represented by two identical records, each of which requires 3 days with 

one visit each.  To accommodate this case, the following constraints need to be added to 

model (1). 

 
+1 ssi p i py y , iImu l t i , pP(i),  is,is+1ID(i) (4a) 
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   ,iImu l t i , dDU(i), is,is+1ID(i) (4b) 

Constraints (4a) guarantee that all records have the same pattern by equating them 

with their immediate previous records.  Constraints (4b) deal with the time duration 
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between two consecutive sessions.  When day d is included in the selected pattern, we 

have  
1

_
, ,s ssi d i d

min sep
i dt t s 


   , thus ensuring at least _min sep  hours between two 

consecutive sessions; otherwise, we have 
1, ,s sdi i dt t


 which is always feasible since 
1 ,si dt


 

and ,si dt  have the same time windows. 

The second case is rare compared to the first case.  Here, some patients require at 

least one visit per day and sometimes more.  This implies that at least one visit needs to 

be guaranteed on each day, and then the remaining visits can be assigned on any feasible 

days.  Letting ni be the total number of treatments required for patient i for the week, we 

define Ni = ni /5  + 1 and ri = 5 mod ni, so ri  {0,…,4}.  When ni > 5, we create Ni 

copies of patient i and modify his course of treatment as follows.  In the set 

   1 2 1, , , ,
i iN NiI i ID i i i  , we specify that “dummy” patients 1 1, ,

iNii  each be 

assigned five visits during the week and patient 
iNi be assigned ir visits.  For example, a 

patient requiring 6 visits over the week with at least 1 per day is presented with two 

records: one requires visits on Monday through Friday and the other requires 1 visit on 

any day of the week.  Thus, the treatment requirement of patient i is satisfied whenever 

the requirements of patients 1 ,,
iNi i are satisfied in model (1). 

Since 1 ,,
iNi i are symmetric in the sense of treatment ordering, we can achieve 

the desired separation by imposing the following restrictions on service initiation. 

 
1

_
, , +

s ssi d i d
min sep

i dt t s 


 , iImu l t i ,  is,is+1DU(i)\{
iNi } (5a) 

  1 1
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min sep
i d i d i d i p

p PD i d

t s yt 
 



  , iImu l t i ,  dDU(i) (5b) 

Constraints (5a) deal with the relationship among the records 1 1, ,
iNii  .  These 

patients are assigned a 5-day pattern with one treatment per day and each session occurs 

at least _min sep  hours after the previous one.  This implies that the lower end of the time 

window for each patient is on day d can be increased by    _1 id
min seps s    , s = 2, …, 
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Ni1, and that the upper end of the time window for patient iq on day d can be decreased 

by    _1 id
min sep

iN q s     , q = Ni2, Ni 3,…,1.  Finally, note that we don’t require 

that the same therapist provide all treatments for patient i on a given day. 

Constraints (5b) deal with the relationship between patients 1iNi   and 
iNi .  

According to our design, patient 
iNi must be assigned a pattern that includes fewer than 

five days and so may not be given an appointment on day d.  The implication is that the 

variable ,
iNi dt has no real meaning, so we don’t want the constraint to affect the original 

upper bound of the variable 
1 ,Ni

i dt


.  Therefore, we multiple the right-hand side of (5b) by 

( , )
Ni

Ni

i p
p PD i d

y

 .  When this term is 0, we have 

1, ,N Ni i
i d i dt t


  which is always feasible for 

1 ,Ni
i dt


 bid; otherwise, we have 

1

_ _
, ,+

N Ni i

min sep min s
i d id i d

e
i

p
dt t bs  


  , which reduces the 

upper end of the time window for 1iNi  . 

Now we give a general set of constraints that contain both constraints (4) and (5). 

 
1

1( , )
,

( , )
s s

s s

i p i p
p PD i d p PD i d

y y


 

  , iImu l t i ,  dDU(i),  is, is+1  ID(i) (6a) 
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1
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( , )
s ss s

s

min se
i i d i d i p

p PD

p
d

i d

t t s y
 



   , iImu l t i ,  dDU(i), is,is+1ID(i) (6b) 

Constraints (6a) says that a "dummy" patient 1si  can be visited on a day d only if 

his immediate predecessor record ii  is visited on that day.  Together with (1d), all 

dummy patients are forced to have the same pattern in the first case because all of them 

require the same number of days; in the second case, all dummy patients will have a 5-

day pattern, except the last patient 
iNi who will have an arbitrary pattern that covers the 

remaining visits. Constraints (6b) ensure the separation requirement when is+1 and so is 

are visited on day d. 

By constructing the dummy patients set ID(i) appropriately, we can handle more 

general pattern requirements.  For example, if a patient i Imulti requires 3 visits on two 
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days, 2 visits on one day, and 1 visit on another day (that is, one or more visits on each of 

the five days of the week), then we would define the set ID(i) = {i1, i2, i3} such that 

patient i1 requires 4 days, patient i2 requires 3 days, and patient i3 requires 2 days.  

Constraints (6) guarantee that the specific requirements will be satisfied for patient i. 

3.4 ENSURING LUNCH BREAKS 

The simplest way to build the lunch break into the schedule, a requirement for shifts that 

are six or more hours, is by defining a “lunch break patient i” with a treatment time sid = 

30 minutes.  For therapist k, let ik  IK(k,d) be the lunch break patient with pattern set 

P(ik) = {(1,1,1,1,1)} and time window , ,,
k ki d i da b    on day d.  Although we generally have 

,ki dt   [11:30 am, 1:00 pm], other possibilities can readily be accommodated, such as a 2-

hour time window centered midway through the shift. 

In the model, it might appear that constraints (1g) and (1h) can be dropped for ik 

because the lunch break would never occur before the first patient or after the last patient 

in a day’s schedule.  However, because we have defined a 5-day pattern for ik, a route 

must be constructed for therapist k each day of the week.  If the route on day d only 

includes a visit to ik, then it can be inferred that therapist k does not really have a schedule 

on that day. 

The remaining issue concerns the costs associated with the break.  While the 

coefficient ,k

k
i dc  = 0 since therapists don’t get paid during lunch, the travel time 

coefficient ,ki jc  is more problematic because the location of the lunch break is not known 

known a priori.  As a consequence, it is not possible to determine the distances traveled to 

to and from ik to calculate mileage reimbursement when appropriate.  If travel during 

lunch is not compensated, but the travel between the immediate predecessor and 

immediate successor of ik is, we are still not able to account for that cost in the model.  

Moreover, assuming that the break is taken at the therapist’s home base or residence 

might lead to inferior solutions.  As a compromise, we can set , kj ic = 0 for all j  IK(k,d), 
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IK(k,d), d  DU(ik) and ,ki jc = min{cij : i   j  IK(k,d), d  DU(ik)}, which will 

underestimate the true cost in most cases. 

Another way to accurately deal with lunch break is to create an additional set of 

variables ,k lun
ijdx .  We have , =1k lun

ijdx  if therapist k has lunch break between patients i and j 

on day d; , =0k lun
ijdx  otherwise.  In this way, we don't need to worry about the cost setting 

since we can always assume that the lunch break is taken at the location of patient i, or 

the location of patient j, or even somewhere on the road from patient i to patient j. 

As discussed above, therapist k doesn't need lunch break if his working time is no 

more than 6 hours on day d.  In order to track the working time, we introduce variables 

start
kdT  and end

kdT as the start and end time for therapist k on day d respectively, and 

introduce variable lun
kdw  as the indicator whether therapist k needs lunch on day d.  Letting 

[ ,lun luna b ] = [11:00am, 1:00pm] be the general time window for lunch break, we add the 

following constraints to model (1). 

  ( ), ( ), ,
( , )

k start
jd o k j o k j d kd

j IK k d

t x T


  ,  k  K, d  DK(k) (7a) 

   , ( ),
( , )

k end
id id idk i d k d kd

i IK k d

t s adm x T


   ,  k  K, d  DK(k) (7b) 

 end
kdT  start

kdT  6 lun
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  , k  K, d  DK(k) (7d) 

 ,k lun k
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 ,   k  K, d  DK(k), j  IK(k,d) (7g) 

 
lun
kdw  {0,1}, lun

kdt  [ ,lun luna b ],  k  K, d  DK(k), i  IK(k,d), j  IC(i,d) (7h) 
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Constraints (7a) and (7b) respectively determine the time the work day starts and 

ends for therapist k.  The underlying assumption is that the day starts when he leaves his 

home and ends after completing the administrative duties for his last patient. The drive 

home is not included the calculations.  For simplicity, these constraints were written with 

the product terms ( ), ,
k

jd o k j dt x  and , ( ),
k

id i d k dt x  for all i, j, d and k.  To linearize the 

formulation, it would be necessary to replace the first with a continuous variables k
jdz  and 

the second with a continuous variable k
idz , and add the constraints 

 ( ), ,1k k
jd jd j o k j dz t b x    and  ,( ),1k k

id id i i k dz t a x    to the model.  Constraints (7c) 

determine whether the working hours are greater than or equal to 6, or strictly less than 6, 

respectively.  When lun
kdw  = 0, end

kdT  start
kdT < 6 and no lunch break is scheduled.  When 

lun
kdw  = 1, end

kdT  start
kdT   6 and constraints (7d)  (7e) ensure a break is assigned.  If (7e) is 

omitted there is no guarantee that the lunch break will be taken between patients i and j.  

Constraints (1f) and (1g) respectively place lower and upper bounds on the start of the 

lunch break when included in a solution.  Neither may be binding due to the lunch break 

interval [ ,lun luna b ] in (1h) or perhaps the presence of fixed patients before or after the 

break in the optimal sequence.  In (7f), we set  1
,maxj i d id id lunM b s a   and in (7g) we 

set  2
,minlun

j lun i d idM b a   . 

3.5 CALCULATING MILEAGE REIMBURSEMENT ON A DAY 

For the first 25 miles traveled each day, there is no reimbursement. For all miles accrued 

above this threshold on a specific day d, a therapist is reimbursed at a rate of $0.28 per 

mile.  To model this piecewise linear function, let r
dk
ove be the miles traveled over 25 for 

therapist k on day d, and add the following constraints to model (1). 

 
 

( , ) { ( )} ( , ) { ( )}

25over k
ijd

i IK k d o k j I
dk

d d
i

i
j

C k

x 
   

   ,   k  K,  d  DK(k) (8a) 

 0ov
dk

er  ,   k  K,  d  DK(k) (8b) 
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Also the following term is included in the objective function (1a). 

 
( )

0.28
k K d DK k

over
dk

 
   (9) 

Because we are trying to minimize (9), we are able to write the constraints in (8a) as 

inequalities rather than equalities; over
dk will always assume its smallest value in any 

solution and hence will be binding in either (8a) or (8b). 

3.6 TRACKING WORKING TIME OVER THE DAY 

Therapists may work for more than 8 hours in a day but overtime does not apply until 

their working time has exceeded 40 hours in a week.  To include this cost in model (1), 

several additional constraints are needed to keep track of the amount of time each 

therapist k accrues in a day.  Travel time, service time, and administrative time are the 

components of interest. In the formulation, let 1
dkT  be the time it takes to go from the 

home base of therapist k to her first patient on day d and let 2
dkT  be the time to return to 

her home base after servicing her last patient.  Also, let Tdk record the total time for which 

therapist k is to be paid and let max
dk  be the maximum number of hours that she is 

permitted to work, both on day d.  The first set of additional constraints is 

 1
( ), ( ), ,

( , )

k
o k j o k j d dk

j IK k d

x T


 ,   k  K,  d  DK(k) (10a) 

   2
, ( ) , ( ),

( , )

k
i d k id i i d k d dk

i IK k d

s adm x T


   ,   k  K, d  DK(k) (10b) 

 1
kdT + 2

kdT  +  
( , ) ( , )

k
ij id i ijd

i IK k d j IK k d
dks adm x T

 

    ,   k  K, d  DK(k) (10c) 

 0  dkT   max
dk ,   k  K, d  DK(k) (10d) 

The summation on the left-hand side of (10a) determines the time to go from the 

home base of therapist k to her first patient.  The left-hand side of (10b) determines the 

time required by therapist k to provide service to patient i, the last in her schedule on day 

d, perform the associated administrative functions, and then return to her home base.  The 

The total number of billable hours that therapist k accrues on day d is calculated in (10c).  
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Bounds on this value are imposed in (10d).  Now, letting over
kT  be the number of hours 

that therapist k bills in a week beyond 40, overtime can be calculated with the following 

constraints 

 
( )

40 over
dk k

d DK k

T T


  ,   k  K (11a) 

 _0 over max over
k kT   ,   k  K (11b) 

where _max over
k is an upper limit on the amount of overtime permitted.  The final step is to 

add an overtime term to the objective function (1a).  Since the regular pay for the 

overtime has been included in the arc cost, we calculate the extra cost as follows, 

 0.5 reg over
k k

Kk

c T

  (12) 

Because we are trying to minimize the term in (12), we are able to write the constraints in 

(11) as inequalities rather than equalities; over
kT will always assume its smallest value in 

any solution and hence will be binding in either (11a) or (11b). 

The primary factor that ties the days of the week together and prevents the 

problem from being decomposed by day is the need to account for overtime and multiple 

patient visits on separate days.  A secondary factor in some cases is that patients may 

have multiple time windows for setting their appointment, or their time window may be 

at the boundary of two days. 

3.7 METHODOLOGIES 

The full MIP model is presented in Appendix A.  Model (1), even without the additional 

constraints and variables, is a large-scale 0-1 MIP.  For |D | = 5, |I | = 50, |K | = 10, and |P | 

= 20, it has O(5  502  10 + 50  20) = 126,000 binary variables and O(5  502 + 5  50 

 10) = 15,000 constraints, which is likely to be beyond the capability of a commercial 

solver.  Real-world instances may be considerably larger. 

Noting that the problem is strongly NP-hard because it includes an m–TSPTW as 

a special case, we decided to develop several heuristics, the first a parallel GRASP 

described in Chapter 4 and the second a sequential GRASP described in Chapter 5 with 
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the goal of obtaining high quality feasible solutions.  For smaller instances that may still 

be too large for commercial solvers but manageable after decomposition, we propose a 

branch and price (B&P) approach, which is outlined in Chapter 6. 

The B&P algorithm is intended to find (near-) optima within an acceptable 

amount of time by decomposing model (1) by therapist.  However, there are four major 

difficulties that must be overcome: 1) how to get initial solutions quickly; 2) how to solve 

the subproblems efficiently; 3) how to achieve fast convergence for D-W decomposition; 

and 4) how to design effective branching rules.  The first difficulty provides additional 

motivation for the heuristics. 

The parallel GRASP assigns patients to multiple routes in a series of rounds, and 

the sequential GRASP constructs one route at a time.  Computational results indicates 

that the rules designed for both of the heuristics work well for real datasets while the later 

performs much better than the former on randomly generated cases.  B&P algorithm, 

however, turns out to be inefficient for our problem. 
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Chapter 4. Parallel GRASP 

In VRP terms, our problem has multiple depots, nonhomogeneous vehicles, customer and 

vehicle time windows, piecewise-linear cost functions for mileage reimbursement and 

overtime, first visit requirements, break requirements for shifts longer than 6 hours, 

multiple sessions per day with separation requirements, vehicle (therapist) preferences, 

and the need to assign customers to days of the week.  To handle these features in an 

integrated manner, we felt that it was necessary to develop a new solution procedure 

rather than to try to adapt any of the existing procedures developed for home healthcare 

and the PRP.  Recall that none of the models in the literature contain more than a subset 

of these features. 

After evaluating several algorithmic approaches we settled on a GRASP, which is 

a two- phase metaheuristic designed to overcome local optimality. It was first formulized 

by Feo et al. (1991) and adopted here because of the good results it has produced on 

similar problems (e.g., see Bard et al. 1998, Boudia et al. 2007, Kontoravdis and Bard 

1995).  Unlike the majority of metaheuristics, the underlying philosophy of GRASP is to 

construct a wide variety of feasible solutions and then try to improve a subset of them 

through simple neighborhood search. In our adaptation, Phase I is aimed at uncovering 

many high-quality solutions by exploiting the problem structure.  It relies on a daily 

decomposition to create a series of small optimization subproblems that are independent 

of the pattern requirements.  The major construct is to temporarily fix the yip variables 

and then solve the remaining daily problems greedily by assigning patients to therapist in 

parallel.  Phase II attempts to improve a subset of the candidates uncovered in Phase I 

using a high-level neighborhood search.  The flow chart of the parallel GRASP is 

depicted in Figure 3; the individual steps are described in the following sections. 
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Figure 3. Flow diagram for parallel GRASP 

4.1 PHASE I 

A major complication associated with model (1) is the need to specify which days of the 

week each patient is to receive treatment.  The yip variables and constraints (1b) and (1d) 

enforce this requirement.  If the patterns were known at the outset, this would greatly 

simplify the solution process because the number of binary decisions variables would be 

much reduced.  Disregarding overtime for the moment, when the yip variables are fixed, 

model (1) decomposes by day into |D | subproblems.  By designing proper rules, the 

additional constraints related to multiple sessions per day, the need for treatment by a PT, 

and lunch breaks specified in Section 3.2 − 3.4 can be easily handled in the subproblems. 

Considering overtime however, means including constraints (10)  (11) and the 

objective term (12) in the model.  Because overtime does not apply until a therapist’s 

working time exceeds 40 hours in a week, decomposition does not allow us to directly 

take this cost into account.  Nevertheless, a solution provided by model (1) would still be 
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feasible as long as over
kT  did not exceed _max over

k  for each therapist k.  As a compromise, a 

compromise, a small amount of overtime may be a tolerable price to pay for model 

tractability.  We intend to explore the idea of temporarily ignoring overtime and adjusting 

adjusting solutions in a post-processing phase. 

In this section, a two-level decomposition scheme is proposed to find feasible 

solutions.  At the first level, patterns are assigned to patients by fixing the variables yip for 

all i  I and p  P(i).  This is done by solving a pattern-fixing problem (PFP) which is 

formulated with the goal of distributing demand for service over the week in proportion 

to the amount of therapist time available each day.  At the second level, patients are 

assigned to therapists by solving a sequence of therapist routing problems (TRPs) using 

an algorithm designed to avoiding time infeasibility while minimizing the need for 

overtime.  Nevertheless, the solution derived from these two steps does not guarantee that 

all demand will be satisfied.  In a third step, an attempt is made to insert any unassigned 

patients into existing routes while maintaining feasibility.  Any unscheduled patients are 

assigned to a “supertherapist” who we try to remove in Phase II 

4.1.1 Pattern-fixing problem 

To decompose the problem we begin by determine a priori the days that each patient will 

be visited by solving a MIP that tries to balance the use of therapists over the planning 

horizon.  Given the total amount of time that the therapists are available each day and the 

total number of treatment hours required over the planning horizon, we define a measure 

called daily utilization as the proportion of therapist time used for treatments.  All 

remaining time would then be used to cover treatments for fixed patients, driving and 

administrative duties, and lunch. 

In fixing the patient patterns our aim is to avoid an infeasible situation that could 

result when too many patients are given appointments on a day on which therapist time is 

scarce.  By selecting patterns for each therapist with the objective of minimizing the 

maximum daily utilization, the use of overtime is likely to be minimized. 

In the developments of the PFP, we make use of the following additional notation. 
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Parameters and sets 

IPT set of flexible patients that require treatment by a PT; IPT  IFLEX 

IPTA set of patients that can be treated by a PTA (or PT); IPTA  IFLEX 

adp parameter equal to 1 if pattern p includes day d, 0 otherwise 

Hd total PT time available on day d after removing fixed patient treatment times 

Td total PT + PTA time available on day d after removing fixed patient treatment 

times 

Decision variables 

ipy  1 if patient i is assigned pattern p during the planning horizon, 0 otherwise 

z maximum utilization on any day over the planning horizon 

Model for Pattern-Fixing Problem 

AP = Minimize z (13a) 

subject to 
( )

1ip
p P i

y


 ,   i  I (13b) 

 
( )PT

dp ip d
i I p i

i
P

ds Ha y
 

  ,   d  D (13c) 

 ( )
dp ip

i I p
d

d

P
i

i

s a y

z
T

  
 

,   d  D (13d) 

  0,1ipy  ,  i  I, p  P(i) (13e) 

Constraints (13b) ensure that each patient is assigned exactly one pattern.  

Constraints (13c) guarantee that the total patient treatment time provided by PTs does not 

exceed their available hours on day d.  Constraints (13d) define the maximum utilization 

variable z over all days while (13e) places logical restrictions on the pattern variables.  

The optimal solution of (13a) – (13e) tries to match therapist time with treatment 

requirements as closely as possible each day. 

Proposition 1.  PFP is NP-hard in the strong sense. 
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Proof. The result will be shown by a reduction from Exact Cover by 3 Sets (X3C) which 

Garey and Johnson (1979) confirm is NP-hard in the strong sense.  In X3C, we are given 

a set X containing 3n elements and a collection C of 3-element subsets of X. The question 

is: Does C contain an exact cover for X; i.e., does there exist a subset C   C such that 

every element of X occurs in exactly one member of C ? 

For every instance of X3C we can create an instance of PFP as follows.  Let |I | = 

n be the number of patients each with 3-day patterns, let the planning horizon be 3n days, 

and let each triplet in C correspond to a feasible pattern.  Assume that all patients require 

service from a PT (i.e., I = IPT) and that there is a single PT who works 1 hour each day 

(i.e., Td = Hd = 1 for all d  D) and.  Also assume that all patterns are feasible for all 

patients, each patient requires 1 hour of treatment on each visit (i.e., sid = 1 for all i  I, d 

 D).  As a consequence, (13d) becomes dp dpi I p C
a y z

 
   for all d  D, z is 

bounded above by 1, and (13c) is redundant if the problem is feasible. Now if an 

assignment of patterns to patients can be found such that exactly one patient is visited on 

each day then the corresponding subset C  represents a solution to X3C and vice versa.  

Because the feasibility of a solution to PFP can be checked in polynomial time, the result 

follows. 

Initial testing indicated that model (13) is difficult to solve with CPLEX for 

instances of realistic size so to reduce runtimes we developed a greedy heuristic that 

orders patients by a priority measure and then randomly selects an appropriate pattern for 

each. Our goal was not to solve (13) optimally but to find patterns that lead to feasible 

schedules with relatively good workload balance.  In fact, an even distribution of work 

across the week could lead to poor solutions where, say, a half-dozen therapists see a few 

patients each day rather than two therapists seeing the same patients on Monday, Tuesday 

and Wednesday.  The use of randomization allows us to explore a wide range of 

solutions.  In Step 1, we define a priority measure for each patient and sort them in 

nondecreasing order.  In Step 2, we consider the sorted patients in turn; for a patient i, we 

we assign probabilities to his patterns in the set P(i) and then randomly select one 
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accordingly. To complete an iteration, available therapist time is updated and the process 

is repeated until all appointment days are fixed for all patients. The details follow. 

Sorting patients by priorities 

The feasibility of a problem can be highly sensitive to the days and frequency that service 

is required as well as the length of treatment.  Intuitively, it is better to consider patients 

requiring a greater number of visits first since there is a higher risk otherwise that there 

will not be sufficient therapist time remaining on some days where they may require 

treatment, in light of the their feasible patterns.  For example, if there is amble therapist 

time on Monday, Tuesday and Wednesday but none on Thursday and Friday, then a 

patient requiring one visit has three options while a patient requiring two visits separated 

by a day has only one option. 

The type of therapist required for treatment is an additional factor that should be 

considered since some patients on some days must be assigned a PT.  Recognizing that 

PT time is a more limited resource than PTA time, it is reasonable to give higher priority 

to patients that require PTs.  Our priority measure reflects these concerns. 

In the developments, for all i  I, let hi be an indicator parameter equal to 1 if a 

PT is required for patient i and 0 otherwise, ni the required number of visits, and 

max ( )di D ids s  the maximum treatment time that patient i requires over the planning 

horizon.  Our proposed priority measure is then, 

 0 1  ( ) ,  i i iprio i c c in sh I    

In this definition, the constants c0 and c1 are included to accommodate three 

different levels of priority.  By setting 0 1 1cc   , the first term assigns the highest 

weight to the first level, which is defined by the therapist type.  This means that patients 

requiring PTs always have higher priority than patients requiring PTAs regardless of 

constraints.  The second term assigns higher weight to the second level, which is defined 

by the number of visits.  Among the patients that are in the same first level, those that 

have a higher visit frequency always have higher priority.  The last term defines the third 

level which is associated with the maximum treatment time.  Among patients who are in 
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the same first and second levels, those requiring more treatment generally have higher 

priority. 

For c0 = 200 and c1 = 10, an example of priority ordering is given in Table 1.  The 

first five columns identify the patient treatment requirements including patient index, 

therapist type, PT-indicator, number of visits, and maximum treatment time.  The derived 

priorities after sorting are shown in the last column.  For simplicity, it is assumed that the 

patient index coincides with the patient’s priority. 

 
Table 1. An example of priority list 

Patient index 
i 

Therapist 
type 

PT-indicator
hi 

Number of visits
ni 

Treatment time 
si 

Priority
prio(i) 

1 PT 1 4 0.5 240.5 
2 PT 1 4 0.2 240.2 
3 PT 1 2 0.5 220.5 
4 PT 1 2 0.2 220.2 
5 PTA 0 4 0.5 40.5 
6 PTA 0 4 0.2 40.2 
7 PTA 0 2 0.5 20.5 
8 PTA 0 2 0.2 20.2 

 

The heuristic starts with the highest priority patient, say, patient i, and one pattern 

p  P(i) is selected at random using a dynamically adjusted probability distribution as 

described below.  For each day d  D(p), the remaining therapist time, dT ,  is updated by 

subtracting sid hours from it.  The process is repeated for the next patient i + 1 and so on 

until there are no more candidates.  Thus a patient who requires relatively more therapist 

resources, as indicated by his prio(.) value, is more tightly restricted than those with 

lower priority values and is considered earlier by the heuristic. 

Selecting patterns randomly 

Since the amount of therapist time available each day varies, some patterns may be more 

preferable than others in the sense that the demand associated with them more closely 

matches the supply of therapist time.  A “good” pattern is one that assigns appointments 
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to days with more available therapist time and is hence more likely to avoid time 

infeasibility and overtime.  To identify good patterns for a patient i  IFLEX we introduce 

a benefit function ( , )ben i p for each pattern ( )p P i .  Let dH  be the remaining therapist 

time for PTs on day d, dT  the remaining therapist time for PTs and PTAs on day d, and 

D(p) the set of days included in pattern p.  The benefit function ( , )ben i p  is defined as 

follows. 
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Here {}I   is an indicator function that returns 1 if the statement in braces {} is 

true and 0 otherwise.  The first multiplicative term says that a pattern has zero benefit if it 

is infeasible, i.e., on some day d  D(p), the remaining therapist time dH  ( dT ) is not 

large enough to cover the treatment time sid for patient i  IPT (i  IPTA).  The second 

multiplicative term is the sum of the remaining therapist time dH  ( dT ) over all days d  　

D(p) and is only evaluated if the first term returns to 1.  It gives preference to patterns 

with larger values of dH  ( dT ). 

An example of the benefit calculations is shown in Table 2 for a patient PTAi I

who requires three visits during the week, each 1.5 hours long.  The first three rows are 

associated with the planning horizon, day index d, and remaining therapist time dT .  

Beginning in row 5, the candidate patterns are listed, where a “1” in a cell indicates an 

included day and “” otherwise.  Columns 7 and 8, give the values of the two 

multiplicative terms in (14) denoted by term1 and term2, respectively.  The last column 

provides the benefit for the patterns. 

From Table 2, we see that on Friday only 1 hour of therapist time is available but 

1.5 hours are needed.  Therefore, patterns p = 6,…,10 which include Friday are infeasible 
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infeasible and thus have a benefit value of 0.  For the feasible patterns p = 1,…,4, the 

benefit values range from about 19.50 down to 12.00. 

 

Table 2. Example of the benefit calculation 

Horizon Monday Tuesday Wednesday Thursday Friday 

Benefit information d 0 1 2 3 4 

dT  10.0 5.5 4.0 2.5 1.0 

index p pattern term1 term2 ( , )ben i p

1 1 1 1 – – 1 19.50 19.50 
2 1 1 – 1 – 1 18.00 18.00 
3 1 – 1 1 – 1 16.50 16.50 
4 – 1 1 1 – 1 12.00 12.00 
5 1 1 – – 1 0 – 0.00 
6 1 – 1 – 1 0 – 0.00 
7 – 1 1 – 1 0 – 0.00 
8 1 – – 1 1 0 – 0.00 
9 – 1 – 1 1 0 – 0.00 
10 – – 1 1 1 0 – 0.00 

 

In light of the benefit measure given in (14), we now define the probability qip of 

selecting pattern p  P(i) for patient i as follows. 

  
ˆ ( )

( , )
ˆ( , )i

p P

p

i

ben i p
q

ben i p





× 100% (15) 

This approach allows a diversity of solutions since all feasible patterns for patient i have 

a finite probability of being selected.  Also, because patterns with higher benefit values 

are viewed as being of higher quality, we expect good solutions to be realized more 

frequently.  For the example shown in Table 2, the probabilities of selecting the four 

feasible patterns are qi1 = 29.55%, qi2 = 27.27%, qi3 = 25.00% and qi4 = 18.18%, 

respectively. 

Since the performance of a pattern p for patient i can be evaluated at each 

iteration, we designed a procedure for adaptively modifying the calculation of the benefit 

function (14) and hence the probability density function (15). The idea is similar to the 

one proposed by Prais and Ribeiro (2000).  Letting * be the best solution found in all 
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previous GRASP iterations and ip be the average value of the solutions obtained for 

pattern p  P(i), we update the benefit of pattern p with   *( , ) ( , )ipben i p ben i p   , 

and replace ben(i, p) with ( , )ben i p  in (15).  Because * ≤ ip, the patterns with better 

performance, i.e., smaller ip, will be assigned with higher probabilities. 

Unfortunately, this procedure did not noticeably improve the effectiveness of the 

GRASP.  The reason is that a good pattern for an individual does not necessarily translate 

into a good pattern when all patients are considered simultaneously. 

We should also mention that while possible, it is extremely rare that the 

denominator of (15) is 0, i.e., patient i has no feasible patterns at the current step in the 

calculations.  This is because our heuristic always prefers patterns with more available 

therapist time.  Nevertheless, whenever the case is detected, the current Phase I iteration 

is terminated and the next one is started.  The pseudocode for the PFP heuristic is given 

in Figure 4. 

Procedure PFP(K, I, P, D) 
Input Set of therapists K, set of patients I, set of patterns P, and set of days D 
Output Set of selected patterns P* 
Step 0: Initialization  

 for (d D) {Initialize dH and dT ;}  

Step 1: Sorting patients by priorities  
 for (i  I) {Calculate prio(i);}  
 Sort I according to prio(i) in nondecreasing order; 
Step 2:  Selecting patterns for patients 
 i = 1; 
 while (i  I){ 
  ben_total = 0; 
  for (p  P(i)) {Calculate ben(i, p); ben_total  ben_total + ben(i, p);} 
 if (ben_total  > 0){ 
   for (p  P(i)) {Calculate qip = ben(i, p) / ben_total;} 
   Select one pattern p* randomly according to probability distribution qip; 

   for ( ( *)d D p ) { dT   dT sid; if ( PTi I ) { dH   dH sid};} 

   P*(i)  p*; 
   i  i +1; 
  } else {Abort;} 
 } 
Step 3: Return the set of selected patterns P*; 

Figure 4. Pseudocode for pattern-fixing problem 
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4.1.2 Therapist routing problem 

As mentioned, when the pattern variables yip are fixed and overtime is ignored, our 

problem decomposes into a sequence of daily subproblems.  Each subproblem is an m-

TSP with time windows and still very difficult, if not impossible, to solve for realistic 

instances (Bektas 2006). 

Since our algorithm requires the subproblems to be solved repeatedly for different 

values of the pattern variables yip, we developed an IP-based heuristic that assigns 

patients to therapists round by round each day.  During each round a therapist-patient 

assignment problem is solved using a five-step process.  In Step 1, a list of candidate 

patients is constructed for each therapist taking into account his time window, his current 

location, and the time of day.  In Step 2, the cost of assigning patients to therapists is 

computed using a dynamically adjusted value function.  In Step 3, the therapist-patient 

assignment problem is built and solved.  In Step 4, each therapist’s route is extended by 

adding patients who are located at the same facility of the currently selected patient.  In 

Step 5, times and locations are updated for the therapists and the next round is executed. 

The process is repeated until all therapists arrive at their final destinations.  The steps are 

presented in detail in below. 

Step 1. Constructing the set of candidate patients for each therapist 

Let IK(k,d) be the set of patients that can be seen by therapist k on day d.  In light of his 

current location and time window restriction, though, he may not have enough time to 

visit each i  IK(k,d).  This situation varies round by round for each therapist-patient 

combination as time progresses and the therapist’s location changes.  At the beginning of 

each round, we need to construct a list of candidate patients for each therapist. 

To determine the feasibility of the combination of therapist k and patient i  

IK(k,d) on day d, let curr
kl  and curr

kt be the current location and current time for therapist k, 

k, respectively, at the beginning of round γ.  If therapist k is at his origin during round γ − 

− 1, then ( )curr
kl o k  and curr

k kdt e ; if therapist k is treating a patient during round γ − 1, 

1, then curr
kl is set to be the patient’s location and curr

kt is set to be the ending time of the 
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patient’s visit.  Letting v
ki
trt  be the travel time from location curr

kl to patient i, the earliest 

possible time that treatment can begin for patient i is ˆ cur r
k ki

r t v
it tt    which we use to 

calculate his real starting time as follows. 

 
 max , , if
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 (16) 

Equation (16) indicates that the treatment of a flexible patient is started as early as 

possible while that of a fixed patient is started at his fixed appointment time.  Letting 

ˆidle
i i ik tt t  denote the idle time resulting from this assignment, we say that therapist k is 

time feasible for patient i only if the following two conditions are satisfied.  The first is 

that ti should be early enough so that the treatment can be completed within the respective 

time widows of therapist k and patient i, i.e., ti  min{bid, fkd −sid}.  The other is that ti 

should be late enough so that therapist k has ample time to travel from curr
kl  to i, i.e., 

0idle
kit  .  Only patients satisfying these two conditions are considered as feasible 

candidates. 

We now address the three complicating constraints: first visit, multiple sessions, 

and lunch.  If patient i must be treated by a PT at his first visit during the week, we can 

implement the feature simply by removing i from the original candidate set IK(k, t
i
firsd ) 

for all k who are PTAs, i.e., IK(k, t
i
firsd )  IK(k, t

i
firsd ) \ {i} for all PTAs, where t

i
firsd  is 

patient i’s first visit day. 

If multiple sessions are required by patient i on day d, this situation can be 

handled by slightly modifying the definition of ti.  Let Si
 = {i1,  i2,…, iN} be the set of 

sessions for patient i that have already been scheduled on day d, let Ti
 = {t1, t2, …, tN} be 

their starting times such that t1 < t2 < … < tN, and let t0 = 0 and tN+1 = bid + _min sep  be two 

dummy time points.  Now let session ν be the first session that satisfies the following two 

two conditions: tν-1  ti and tν − max{ti, tν-1 + sid + _min sep }  sid + _min sep .  If such a v 

does not exist, then patient i is not compatible with therapist k on day d given his current 
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location and time; otherwise, we set ti = max{ti, tv-1 + sid + _min sep },  and insert the new 

session between iν-1 and iν.  Feasibility is guaranteed since ti − (tv-1 + sid) ≥ _min sep  and tv − 

− (ti + sid)  _min sep .  To give an example, letting _min sep  = 3, Si
 = {i1}, Ti

 = {10}, bid = 

17, sid = 0.5 and ti = 8, we have {t0, t1, t3} = {0, 10, 20}.  After checking the two 

conditions, we get v = 2, set ti = max{8, 13.5} = 13.5, and insert the new session after i1. 

In this heuristic, we simplify the requirement of lunch break as follows, if the shift 

of therapist k is 6 or more hours on day d, then a lunch break of length τlun (½-hour) must 

be provided between 11:00 am and 1:00 pm.  By using this simplification, we can specify 

whether a therapist k needs lunch break on day d in advance.  Given the current location 

curr
kl  and current time curr

kt , if the lunch break has not yet been scheduled, we consider 

placing it between the current patient and the candidate patient i if ti + sid > 13 − τlun.  

When this condition is met we modify the earliest start time ît  by adding the lunch time 

τlun to it, i.e., we put ˆ ˆ  + lun
i it t  , and then recalculate the starting time ti. 

Lemma 1. When curr
kt  ≤ 13 − τlun and ti + sid > 13 − τlun, a lunch break can be given at 13 − 

τlun (= 12:30 pm) if we add τlun to the earliest start time ît  and use (4) to recalculate ti.  

Proof. After adding τlun to the earliest start time ît , the idle time before patient i is τlun
 or 

more hours (including the interval [13 − τlun, 13] ).  Therefore, there is sufficient time to 

insert the lunch break immediately prior to visiting patient i. 

Proposition 2. Each route requiring a lunch break can be assigned one using the strategy 

defined in Lemma 1. 

Proof. Because a route is created patient by patient starting from therapist k's opening 

time window ekd , only two cases must be considered: (i) ti + sid  ≤ 13 − τlun for all patients 

patients i in the route for therapist k.  Here, without loss of feasibility, we can assume that 

that therapist k has lunch at 12:30 pm after all treatments have been provided; (ii) ti + sid 

> 13 − τlun for one or more patients i in the route.  Let patient j be the last patient such that 

that tj + sjd  ≤ 13 − τlun , and patient i be the first patient with ti + sid  > 13 − τlun.  Hence, 

the lunch break can be placed in between patient j and patient i according to Lemma 1.  
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Here, it is always feasible to schedule lunch at 12:30 pm even though other times are 

possible, depending on ti. 

Finally, when ekd > 13 − τlun, no break is required. Thus, it is always possible to 

guarantee a lunch break between 11:00 am and 1:00 pm for therapist k under our 

strategy. 

In implementation, when ti + sid ≤ 13 − τlun, the break is placed immediately before 

patient i without modifying ti provided that ti ≥ 11 + τlun and idle
kit ≥ τlun .  In this case, there 

is sufficient idle time before patient i to handle the break, which may start any time 

between 11:00 am and ti − τlun depending on therapist’s preference. 

Step 2. Calculating the cost of assigning patients to therapists 

Recall that the assignment of patients to therapists is subject to the type of patient: fixed 

patients must be visited at a specific time while flexible patients can generally be seen 

throughout the day.  Depending on the restrictions, it is reasonable to favor one type of 

patient over another.  For example, when a flexible patient and a fixed patient are both 

candidates in the same round and so may be competing for the same therapist, it is 

preferable to give the fixed patient higher priority since that assignment might be his only 

feasible option even though it might cost more and result in greater idle time. 

Let I(γ,d) be the set of patients who can be visited on day d in round γ, K(γ,d) be 

the set of therapists who can provide treatment on day d in round γ, I(γ,k,d) be the set of 

candidate patients for therapist k on day d in round γ, and K(γ, i,d) be the set of 

compatible therapists for patient i on day d in round γ.  To capture the considerations in 

the above paragraph, we have devised an adjusted cost coefficient kic  for each 

combination of therapist k  K(γ,d) and patient i  I(γ,k,d) on day d in round .  Let kj

be the patient assigned to therapist k in the previous round, let ,kj i  be the travel time 

from jk to i, and let 
reg
kic  be the normal cost of assigning patient i to therapist k.  Using this 

notation, we define the adjusted cost kic  for our minimization problem as follows. 
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The units in which kic  is expressed are not important, only their relative 

magnitudes since we are trying to emphasize certain patients in each round.  Equations 

(17a) and (17b) are designed for fixed patients.  Due to their extremely restricted time 

windows, idle time is unavoidable when they are scheduled.  The parameter   is an upper 

bound on the amount of idle time plus drive time for which priority is given to fixed 

patients; the constant ε > 0 is a small number that ensures the priority ordering in the 

solution. Equation (17a) is associated with fixed patients whose current statistics satisfy 

idle
kit + ,kj i  ≤ σ.  In this case, we wish to place the emphasis on achieving a feasible 

solution rather than on minimizing cost; patients with earlier starting times are given 

higher priority regardless their cost.  Equation (17b) deals with fixed patients for which 

idle
kit + ,kj i  > σ.  In this case, ample time is deemed to exist between  jk to i so the 

corresponding fixed patients are treated the same as flexible patients. 

Equation (17c) is designed for flexible patients who generally don’t induce idle 

time since their appointments are scheduled as early as possible.  If patient i has a time 

window on day d, however, and the therapist arrives before aid, then there will be idle 

time in the schedule.  It might also occur before subsequent visits if patient i requires 

multiple sessions on day d.  To discourage assignments that may result in idle time and 

also to encourage assignments with less driving time, a multiplicative penalty term 

,
idle
ki j ik

t
e

  1 is included in the calculation of kic . 

In general, the value of kic  is highly sensitive to the value of  .  By setting   to a 

a relatively large number, fixed patients are favored so all their treatments are likely to be 

scheduled.  In such a scenario, a therapist may have many fixed patients in a row with a 

relatively small amount of idle time between them.  When the cumulative idle time is 

large and it is not possible to fill the individual slots with flexible patients, the 



 47

corresponding route will be costly.  In contrast, when   is set to a relatively small 

number, the reverse situation is true and flexible patients are favored, so it might not be 

possible to schedule all the fixed patients.  In the implementation, this parameter is 

adaptively adjusted to reflect patient characteristics. 

Letting min <  std < max be three positive numbers and ρ  (0,1], we first set   

=  std.  If there exist some unassigned fixed patients at the end of the current Phase I 

iteration,   is increased for the next iteration by multiplying it by 1/ρ; however, it is 

never allowed to go above max, i.e., at each iteration, we put    min{ρ, max}. By 

setting max to a large number, if the GRASP terminates without a feasible solution, there 

is a high likelihood that the instance is infeasible.  Alternatively, if there are no 

unassigned fixed patients at the end of the current Phase I iteration,   is reduced by 

multiplying it by ρ.  Similarly, a limit is imposed to assure that it never goes below min 

by putting    max{ρ , min}. 

Step 3. Building therapist-patient assignment problem 

In general, we would like to evenly distribute the patients among the therapists each day 

d to reduce the risk of infeasibility due to the inefficient use of therapist time, and to 

decrease potential overtime payments that may arise when too many patients are assigned 

to a particular therapist.  To achieve these objectives we have developed a therapist-

patient assignment model that constructs daily schedules in parallel [cf. Hertz and Lahrichi 

(2009) who solve a much more detailed assignment problem, but only once].  In each round γ, 

one candidate patient i  I(γ,k,d) or the destination d(k) is assigned to each therapist k  

K(γ, d) while trying to minimize total cost.  By specifying a large enough cost kc  for 

destination d(k), therapist k will only be assigned to his destination when there are no 

more suitable patients remaining to be scheduled; i.e, either I(γ,k,d) =  or it would be 

suboptimal to assign any of the remaining patients to therapist k.  After a therapist returns 

to his destination, he will not be considered in subsequent rounds.  The corresponding 

model is given below for day d and round . 
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Variables 

 xki 1 if patient i is assigned to therapist k, 0 otherwise 

 k 1 if destination d(k) is assigned to therapist k, 0 otherwise 

Therapist-patient assignment model 

   = Minimize
( , ( , ) ,) , ( )

+ki k k
k i I k

k
K k

i
d d K d

c x c
  


 
    (18a) 
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+ 1ki
i I k
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 ,   k  K(γ,d) (18b) 

  
( , )

1ki
k K d

x


 ,          i  I(γ,d) (18c) 

   0,1kix  ,  0,1k  ,  k  K(γ,d), i  I(γ,k,d) (18d)  

The objective function (18a) minimizes the total cost for a specific day and round.  

By setting ik kc c  for all k  K(γ,d) and i  I(γ,k,d), routes will continue to be 

extended until no more compatible patient-therapist combinations exist. Constraints (18b) 

ensure that each therapist is assigned one patient or his destination.  Constraints (18c) 

guarantee that a patient gets at most one assignment during each round. 

Model (18) can be solved easily with an LP code or with a network flow 

algorithm.  Since the number of patients that can be assigned to a therapist during one 

day is less than a dozen, daily routes can be constructed in seconds.  The quality of the 

entire schedule strongly depends on the cost structure of kic , which is adaptively adjusted 

in our algorithm as described in Step 2. 

Step 4. Adding patients at the current location to a route 

After a solution to model (18) is obtained in round , one patient i is assigned to each 

therapist k on day d unless therapist k returns to his destination.  If some unassigned 

patient j is located at the same facility as patient i, it may be more efficient for both of 

them to be treated by therapist k.  We now consider extending the route of each therapist 

to include one or more such patients. 
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To begin, let IK(k,d,i)   IK(k, d) be the set of available patients at the location 

curr
kl , where i is the most recently included patient in the schedule, and 

curr
kl  is the updated 

location of therapist k.  For each patient jIK(k,d,i), we determine tj from (16) and then 

calculate the idle time idle
kjt .  Now let IFIX(k,d,i)  IK(k,d, i) be the set of fixed patients 

with idle
kjt ≤  std and IFLEX(k,d, i) be the set of flexible patients with idle

kjt = 0.  If IFIX(k,d,i) 

 IFLEX(k,d, i) ≠  , we select a patient j* as the successor of patient i using a three-step 

process. 

In Step 1, if IFIX(k,d, i) ≠  , then the earliest fixed patient j  IFIX(k,d, i) is 

identified and we put j*  j. 

In Step 2, if IFIX(k,d, i) ≠   (so j* exists), a fixed patient j is randomly selected 

from among those whose starting time is no later than *j
t + min and we put j*  j .  

Randomness is introduced here to decrease the risk of infeasibility which may arise in 

circumstances similar to the following: fixed patient j can only be seen by therapist k on 

day d but j is not the earliest in the feasible set IFIX(k,d, i) given location curr
kl and time 

curr
kt for therapist k.  Since we are not necessarily selecting the earliest patient available in 

IFIX(k,d, i) to be the successor of i, some additional idle time may result.  In the 

calculations, min rather than  std is used to limit the amount of idle time introduced at 

this step. 

In Step 3, if IFLEX(k,d, i) ≠  , a flexible patient j is randomly selected from those 

who can be treated before *j
t  if j* exists, or randomly from IFLEX(k,d,i) otherwise.  

Finally, we put j* j and add her to the route after i.  To conclude the iteration, we update 

the current patient by putting i  j* and repeat the procedure until IFIX(k,d, i) 

IFLEX(k,d, i) =  . 

Step 5. Updating individual therapist and patient information 

After all routes are extended, a three-step procedure is used to update the information for 

therapists and patients to be used in the next round.  In step 1 we reduce K(γ,d) by 
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removing all therapists whose current location is their destinations; in step 2 we reduce 

I(γ,d) by removing all patients who have just been added to a route.  In the final step, the 

current location curr
kl  and time curr

kt  for each therapist k  K(γ +1,d) are reset to be the 

location and ending time of the last patient that was assigned to therapist k in round .  

The process is repeated until either the therapist set K(γ, d) or patient set I(γ,d) becomes 

empty.  The pseudocode for the TRP is given Figure 5. 

 
Procedure TRP(K, I, P*, d) 
Input  Set of therapists K, set of patients I, set of selected patterns P*, and day d 
Output  Set of routes for therapists 
Step 0: Initialization  
   0; Initialize K(γ, d) and I(γ, d);  

 for (k  K(γ, d)) { curr
k kdt e ; ( )curr

kl o k ;} 

Step 1: Determine candidate patients for therapists 
 for (kK(γ, d)) { Construct I(, k, d); } 
Step 2: Compute costs of assigning patients to therapists 
 for (kK(γ, d)) {  
  for (iI(, k, d)) { 

   Calculate kic  according to Eq. (17); 

  } 
 } 
Step 3: Solve therapist-assignment problem 
 Build model (18); 
 Solve model (18) with CPLEX; 
 Return set of assignment {ik:  k  K(γ, d)}; 
Step 4: Extend routes 
 for (kK(γ, d)) {  
  Extend routes starting from ik; 
 } 
 Return set of assignment {Ik:  k  K(γ, d)}; 
Step 5: Update information for therapists and patients 
 K(γ +1, d)  K(γ, d); I(γ +1, d)  I(γ, d); 
 for (k  K(γ, d)) {  
  if (ik = d(k)){ 
   Remove k from K(γ +1, d); 
  }else{ 
   Remove Ik from I(γ +1, d); 

   Update 
curr
kt  and curr

kl ; 

  } 
 } 
 if (K(γ +1, d) ≠ ) { 
  γ  γ + 1; Go to Step 1; 
 }else{ 
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  Stop; Return routes of therapists; 
 } 

Figure 5. Pseudocode for the therapist routing problem 

4.2 PHASE II 

In this phase, a neighborhood search is performed on a subset of the Phase I solutions to 

derive local optima.  In general, a neighborhood is the set of (feasible) locations that can 

be reached from the current location through minor adjustments.  In the context of our 

problem, the most common are interchanging two patients on the same route, moving a 

single patient from one route to another, and interchanging the positions of two patients 

on different routes. 

Over the last 20 years there has been extensive research on more advanced 

neighborhood structures, such as edge exchanges (Savelsbergh 1992), 2-OPT* (Potvin 

and Rousseau 1995) and CROSS exchanges (Taillard et al. 1997), primarily in the 

context of vehicle routing. Each of these typically requires the simultaneous modification 

of multiple customers, which might include revising their visit orders or moving them to 

another route. 

In our problem, a route (k,d) is a sequence of patients with time windows that are 

visited by therapist k on day d.  A route might include patients requiring treatments by a 

specific therapist type, fixed patients, flexible patients, new patients, and patients 

requiring multiple visits on the current day.  The individual restrictions associated with 

each patient type greatly increase the likelihood of infeasibility when the schedule of 

more than one patient is modified at a time.  After testing several elaborate moves like 

chain swaps and three-way swaps, we settled on two basic procedures: (i) insertion – 

move one patient from his current position to another position either in the same route or 

in a different route, and (ii) swapping – exchange two patients that are either in the same 

route or in different routes.  

Before applying these procedures, though, we optimize each route (k,d) 

separately by solving a TSP (see Appendix B) with side constraints for the given set of 

patients.  The model is presented in following section and embodies the unique features 
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including lunch breaks, multiple sessions and first visit requirements.  Its novelty 

represents a minor contribution of the research.  In the remainder of this section, we 

present the steps involved in the local search in detail. 

4.2.1 Slack block 

To facilitate the examination of a neighborhood, we introduce the concept of a block, 

which is a subsequence of patients in a route that begins and ends with either a fixed 

patient, or the origin or destination of the therapist, whichever is appropriate.  In our 

notation, a typical route (k, d) is delimited as follows. 

o(k)→2001→1001→2002→2003→2004→2005→1002→2006→d(k) (19) 

In the sequence, flexible patients start with “2” and fixed patients start with “1.”  This 

route can be decomposed into three blocks: o(k)→2001→1001, 1001→2002→2003→ 

2004→2005→1002 and 1002→2006→d(k).  Because the visit times for fixed patients 

are firm, any schedule modifications for the flexible patients in one block do not affect 

the schedules of patients in other blocks.  This gives rise to what we refer to as a slack 

block. 

Given a route (k, d) with N patients, let IR = {r0, r1, … , rN} be the corresponding 

patient sequence. We define a pair of integers [a, b] such that 0≤ a  b ≤ N as a slack 

block if and only if the following three conditions are satisfied: 1) ra  {o(k)}  IFIX, i.e., 

the first patient is either the origin-location or a fixed patient; 2) rb {d(k)}  IFIX , i.e., 

the last patient is either the destination-location or a fixed patient; and 3) rη  IFLEX for all 

a < η < b, i.e., all intermediate entries are flexible patients.  Letting patient i = rη  IR be 

the ηth patient in the sequence, we define his slack block as [ai, bi] such that ai  η < bi.  

Accordingly, each patient in the sequence belongs to a unique slack block; any 

modifications to his schedule will only affect the patients that succeed him in the same 

block.  If we modify the start time of patient rη, for example, we only need to recalculate 

the visit times of the flexible patients rη+1,…, 1ibr  since flexible patients are assigned as 

early as possible. 
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4.2.2 Route feasibility after modification 

Each of the two neighborhood procedures can be executed in two steps.  In insertion, we 

remove a patient i from his current position in a route and insert in another position or in 

another route.  In swapping, we exchange the positions of patients i and j in their 

respective routes.  Thus, for patient i in route (k, d) and patient j from either the same 

route (k, d) or another route (k1,d1) , we only need to consider the following three basic 

modifications. 

Type 1. Remove patient i from the route (20a) 

Type 2. Insert another patient j immediately before patient i (20b) 

Type 3. Replace the patient i with another patient j (20c) 

Specifically, an insertion requires modifications (20a) and (20b) in sequence, 

while swapping requires modification (20c) to be executed twice.  In order to ensure 

route feasibility after modification (20), two conditions that must be satisfied: (i) pattern 

feasibility – therapist k can treat patient j on day d if the resultant schedule matches one 

of patient j’s patterns; and (ii) time feasibility – therapist k has enough time to treat 

patient j on day d based on his current schedule. 

Pattern feasibility 

Let patient j be in route (k1, d1) and consider a move to route (k2, d2) using modifications 

(20b) − (20c).  We need to check whether this move is feasible given the set of patterns 

P(j) and therapist k’s restriction, K(j,  d2).  With respect to the latter, therapist k is 

acceptable as long as he is from the set K(j, d2), i.e., k  K(j, d2). 

Next we determine if day d2 is acceptable based on the current schedule.  Let p1 be 

the pattern for patient j in the current schedule and let p1(d1→ d2) donate the pattern that 

is generated by replacing day d1 with day d2 in pattern p1.  Since p1(d1→ d2) is the new 

pattern for patient j after modification (20b) or (20c), the day d2 is a acceptable as long as 

the pattern p1(d1→ d2) is feasible for patient j, i.e., p1(d1→ d2)  P(j).  Collectively, the 

following conditions must be satisfied for a modification to be pattern feasible. 
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 k2  K(j, d2) (21a) 

 p1(d1→ d2)  P(j) (21b) 

For example, assume patient j requires three treatments during the week, each on 

separate days, and his current pattern is (1, 2, 3).  If we want to move the treatment on 

day 3 to day 2, the pattern becomes (1, 2, 2) which is infeasible.  Thus, starting from the 

current feasible solution, patient j is not compatible to route (k, 2) for all k  K. 

The feature requiring treatments by PTs as specified in Section 3.2 can easily be 

handled here.  In the case where the first visit must be provided by a PT, we need to 

check whether day d2 becomes the first visit day for j.  If d2 is the first visit day, then 

therapist k must be a PT.  In the less restrictive case in which only one visit needs to be 

provided by a PT, therapist k2 must be a PT only if therapist k1 is the unique PT in route 

(k1, d1). 

Time feasibility 

For route (k, d) with sequence IR = {r0, r1, … , rN}, if patient i is in position η with slack 

block [ai, bi), then any modification to his schedule will affect the visit times of patients 

rη+1, …, -1ibr , 
ibr .  Starting with patient rη-1, we need to recalculate the visit times of each 

of his successors in turn.  The time feasibility conditions are designed to ensure that these 

patients can be visited without violating any time constraints after the modifications in 

(18) are made.  Notice that the visit time for fixed patient 
ibr does not have to be 

recalculated, but we include him here for convenience. 

Figure 6 illustrates the role of slack blocks.  Block 1 is from a feasible route that 

is a candidate for an insertion.  In particular, we would like to insert patient j immediately 

before patient 2.  Block 2 results and is feasible because it is possible to delay the visit 

times of patients 2 through 4 without missing the visit of patient 5 who cannot be 

displaced in time.  If patient j’s treatment time is too large, however, Block 3 results 

which is infeasible because the therapist cannot arrive at fixed patient 5 on time. 
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Figure 6. Time feasibility within a slack block 

Without loss of any generality, we study the time feasibility for a general 

sequence of patients i0, i1, … , iN.  Given the starting patient i0, we can calculate the visit 

time for patient i1 by Eq. (16) and then determine whether patient i1 is a feasible 

successor.  If patient i1 fails to satisfy the necessary conditions, then we terminate the 

investigation of the sequence because it cannot be feasible; otherwise we continue until 

an infeasible patient is encountered or all patients have been updated.  The general 

conditions for the sequence of patients i0, i1, … , iN, are as follows, 

Patient iη is a feasible successor for patient iη-1,  η = 1, …, N (22) 

Specifically, we have three separate cases with respect to (20a) – (20c): 

Type 1. (i0, i1… , iN) = (rη-1, rη+1 …,
ibr ) (23a) 

Type 2. (i0, i1… , iN) = (rη-1, j, rη, rη+1, …,
ibr ) (23b) 

Type 3. (i0, i1… , iN) = (rη-1, j, rη+1 …,
ibr ) (23c) 

A modification must lead to a solution that is be both pattern and time feasible for it to be 

in the neighborhood of the current solution.  For example, considering the route in (19), if 

patient j is to be inserted before 2004, we have (i0, i1… , iN) = (2003, j, 2004, 2005, 

1002).  This modification gives visit times (12.50, 13.25, 13.75, 14.50, 14.00) and idle 

times (0.00, 0.00, 0.00, 0.00, –1.00), which indicates a time infeasibility according to 

(20). In particular, patient 1002 cannot be the successor of patient 2005 in the new 

schedule. 

a η

Block 1 0 2 3

Block 2 0 2 3

Block 3 0 2 3 ‐‐‐‐‐‐‐‐‐ 

 fixed patient  flexible patient  inserted patient

 traveling time inadequate traveling time

b 

5 

5 

5 

j

j

1 4

4

4

1 

1 

‐‐‐‐‐‐‐‐‐
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When the additional features discussed in Sections 3.3 and 3.4 are considered, any 

modification in a route might also effect the lunch time for a therapist and some of 

multiple sessions for a patient.  The requirement for multiple sessions can be solved in 

the same way as presented in Section 4.1.2.  If lunch is included in the original sequence 

(i0, i1… , iN), we need to reset its start time just like any other patient. 

4.2.3 Cost efficiency of modification 

After route (k, d) is modified, we need to evaluate the benefit of the corresponding 

operation, i.e., we need to calculate the cost of the new solution and compare it with the 

cost of the current solution to see if a reduction was realized.  As we described in Chapter 

3, the total cost of a schedule insists of four parts: regular cost including treatment cost 

and administrative cost, traveling cost, traveling mileage reimbursement, and overtime 

cost.  The regular cost k
idc  for patient i on day d is a function of the therapist and not the 

sequence.  The traveling cost k
ijc  does depend on the route sequence or at least the 

successor j.  Mileage reimbursement is a function of the total mileage for therapist k on 

day d.  Let total
dk be the total traveling mileage for therapist k on day d, the corresponding 

mileage reimbursement is, 

    0.28 max 25,0mileage total total
dk dk dkCost     ,   k  K,  d  DK(k) (24) 

Finally, overtime cost is a function of the total time that therapist k is on the clock over 

the entire planning horizon.  Let total
kT be the total working time and reg

kc be the hourly 

wage rate for therapist k, the corresponding overtime cost is, 

    0.5 max 40,0overtime total reg total
k k kkCost T c T    ,   k  K. (25) 

When evaluating the benefit of a route modification, some or all of these costs must be 

taken into account.  

To describe the incremental cost changes that result from modifying route (k, d), 

we make use of the following additional notation.  

  ,
regular
k d  regular cost increment for route (k, d) 
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  ,
travel
k d  traveling cost increment for route (k, d) 

 
dk    mileage increment for route (k, d) 

 kT    billable time increment for therapist k 

  ,
mileage
k d  mileage reimbursement increment for route (k, d) 

 overtime
k  overtime cost increment for therapist k 

  ,
cost
k d  total cost increment 

Using Eqs. (24) – (25) lead to the following formulas, 

  
   ,

mileage total mileage total
d

mi
kdk dk

leage
k d dk dkCost Cost      (26) 

    total totalovertime o
kk

vertime overt
k k

i e
k k

mCost T CostT T     (27) 

with the total cost increment given by 

        , ,, , .regular travel mileage overtime
kk d k d k d

cost
k d        (28) 

If  ,
cost
k d  < 0, then we say the modification is cost efficient since the new solution gives an 

improved schedule.  By using Eqs. (26) − (28), the incremental benefit of the new 

solution can be evaluated quickly with running time O(1) by keeping track of the regular 

cost increment  ,
regular
k d , traveling cost increment  ,

travel
k d , mileage increment dk  and total 

time increment dkT  with each move. 

4.2.4 Insertion 

In the neighborhood defined by an insertion, a new feasible solution is constructed by 

either moving a patient to another position in the same route or to a new position in 

another route. 

Figure 7 illustrates these two cases. In the figure, the dot-line arcs are selected in 

the original solution while the double-line arcs are selected in modified solution.  In 

Figure 7a, patient j is moved from a position in between patients j− and j+ to a position in 

between patients i− and i in the same route (k, d).  In Figure 7b, j is moved from a 
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position in between patients  j− and j+ in route (k2, d2) to a position in between patients i− 

and I in route (k1, d1).  We need to treat these two cases separately with respect to both 

route feasibility and cost efficiency. 

 

 

Figure 7. Insertion: (a) in the same route; (b) in different routes 

Case 1: same route 

In this case, modifications (20a) and (20b) are made to the same route (k, d) so pattern 

feasibility is automatically maintained.  Checking time feasibility, however, can be 

complicated.  If the sequences defined in (23a) and (23b) either overlap or are 

consecutive, we need to merge them and check conditions (22) for the resultant sequence.  

Otherwise, they are treated separately; the insertion is feasible only if both sequences 

satisfy the time feasibility conditions (22). 

 Fortunately, the benefit of a same-route insertion can be evaluated quickly.  

Because treatment time and administrative time in route (k, d) remain unchanged, the 

regular cost increment is zero, i.e.,  , 0regular
k d  .  Regarding the other factors, the traveling 

time increment is 

  ,
k k k k k k

jii j

travel
k j i j j jd jj i

c c c c c c            

while the traveling mileage and total time increment are,  

 
dk jii j j j i i j j jj

                  

 k jii j j j i i j j jj
T                  

a. in route (k, d)

i−o(k) i

…

j−j+d(k)

j

b. in route (k1, d1) and in route (k2, d2) 

o (k1)

o (k2)

d(k1)

d (k2)

i− i

j+j−

j
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Now, using Eqs.(26) − (28) to calculate the cost increment  ,
cost
k d , we define the benefit of 

the insertion as  ,
cost
k dbenefit   . 

Case 2: different routes 

In this case, patient j is moved from route (k2, d2) to route (k1, d1) by applying 

modification (20a) to route (k2, d2), and modification (20b) to route (k1, d1). For route (k1, 

d1), both the pattern feasibility conditions (21) and the time feasibility conditions (22) 

need to be verified.  For route (k2, d2), we only need to check the time feasibility 

conditions (22).  

To evaluate the benefit of the insertion, we need to calculate the cost increments 

for the two routes.  Their corresponding regular cost increments, traveling cost 

increments, mileage increments, and total time increments are as follows: 

    
1

11 1 2 2

2

2, ,
;k k

jd jd
regular regular
k d k d

c c     

    
1 1 1 2 2 2

1 1 2 2
, ,

;travel travel
k d j i k

k k k k k k
jii i j j jd j j j

c c c c c c             

  
1 1 2 2;d k d kjii j i i j jj jj j

                    

 1 21 2
;k kjd ji jdi j i i j j jj j j

T s T s                     

If the routes are associated with different therapists, i.e. k1≠k2, we define the 

benefit of the insertion using Eqs. (26) − (28) to be     
1 21 2, ,

cost cost
k d k dbenefit     .  If k = k1 

= k2, then the total time increment for therapist k is 1 2k k kT T T    .  Using Eqs. (26) − 

(27), we define the benefit of insertion to be  

            
1 1 1 1 21 2 2 2 21 2, , , , , ,+regular travel mileage regular travel mileage overtime

kk d k d k d k d k d k dbenefit             . 

4.2.5 Swapping 

In the neighborhood defined by swapping, we construct a new feasible solution by 

swapping two patients, either within the same route or between routes. Figure 8 illustrates 

the two cases.  
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Figure 8. Swapping: (a) in the same route; (b) in different routes 

In Figure 8, the dot-line arcs are selected in the original solution while those 

double-line arcs are selected in modified solution.  In Figure 8a, patient i exchanges 

positions with patient j within the same route (k, d).  In Figure 8b, patient i in route (k1, 

d1) changes positions with patient j in route (k2, d2).  Again, these two cases need to be 

treated separately with respect to route feasibility and cost efficiency. 

Case 1: same route 

In this case, modification (20c) is performed twice within route (k, d): once when patient 

i who is in between patients i− and i+ is replaced by patient j, and once when patient j who 

is in between patient j− and patient j+ is replaced by patient i.  Using Eq. (23c), we can 

determine the corresponding sequence. 

As with insertion, pattern feasibility is also automatically maintained here.  With 

respect to time feasibility, if the two new sequences either overlap or are consecutive, we 

merge them into one and check the time feasibility conditions (22) for the result.  

Otherwise, they are treated separately. 

The benefit calculation is again straightforward.  Because treatment time and 

administrative time in route (k, d) remained unchanged, the regular cost increment

 , 0regular
k d  , the traveling time increment is 

  ,
k k k k k k k k

i ji j ij i ii j j

travel
k d j i jji

c c c c c c c c               

and the traveling mileage increment and total time increment for are, respectively, 

a. in route (k, d) b. in route (k1, d1) and in route (k2, d2) 

i−o(k) i+

…

j−

i

j+d(k) j

o (k1)

o (k2)

d(k1)

d (k2)

i− i+i

j+j− j
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dk

i j ji ijj i i i ii j j jj
                       

 k
i j ji ij iii i j j ji jj

T                       

Using Eqs. (26) − (28), we now calculate the cost increment  ,
cost
k d  and define the benefit 

of the benefit of the swap as  ,
cost
k dbenefit   . 

Case 2: different routes 

Here, patient i in route (k1, d1) is replaced by patient j and patient j in route (k2, d2) is 

replaced by patient i, so modification (20c) is applied once for each route.  To ensure 

route feasibility, both the pattern feasibility conditions (21) and time feasibility 

conditions (22) must be satisfied for routes (k1, d1) and (k2, d2). 

To evaluate the benefit of the swap, we need to calculate the cost increments for 

both routes.  Their corresponding regular cost increments, traveling cost increments, 

mileage increments, and total time increments are as follows. 

   
2 2

2

1 1

1 11 1 2 2
2, ,

,regular regulak k k k
jd id id

r
k d k d jdc c c c      

   
1 1 1 1 2 2 2 2

1 1 2 2
, ,

,travel travelk k k k k k k k

i ji i ii j ij jk d j i ik d j jj
c c c c c c c c                

 
1 1 2 2,d k d k

i j ji i i ji ii j ij j jj
                         

1 221 21
,k kjd id id jdi j ji i i ii j ij j j jji

T s s T s s                            

If the two routes are for different therapists, i.e., k1 ≠ k2, then we define the benefit 

of the swap by using Eqs. (26) − (28) to be     
1 21 2, ,

cost cost
k d k dbenefit     .  If k = k1 = k2, 

then the total time increment for therapist k is 1 2=k k kT T T   , and using Eqs. (26) − (27), 

we define the benefit to be  

            
21 1 1 1 2 2 21 1 2 2, , , , , ,

regular travel mileage regular travel mileage overtime
kk d k d k d k d k d k dbenefit              . 
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4.2.6 Neighborhood search 

Because of the complexity involved generating neighborhood points and checking their 

feasibility and benefit value, we do not construct a candidate list but instead move to the 

first feasible point that provides a cost reduction of at least ∆thres – an input parameter.  

Given the new solution, its neighborhood is examined using the same logic. The 

procedure is repeated until no improvement beyond ∆thres is possible.  Upon convergence, 

the TSP in Appendix B is run again for each route (k,d) to ensure that each is globally 

optimal.  The corresponding pseudocode is given in Figure 9.  

 
Procedure Neighborhood_Search 
Input  feasible solution Xinitial 

  set of visits V = {vst1, vst2, …, vst|V|: combination of route and patient} 
Output  local optimum Xopt 
Step 0: Initialization  
 Set the initial solution as the current solution, i.e., Xcurr  Xinitial; 
 Set the initial solution as the local optimum, i.e., Xopt  Xinitial; 
 Set the initial visit location vst*  = vst1; 
Step 1: Find the first neighborhood solution with no less than ∆thres benefit 
 benefitnew = 0; 
 For (patient i in visits vsti = vst*, …, vst|V|, vst1, …, vst*) { 
  For (patient j in visits vstj = vst1, vst2, …, vst|V|){   
   Construct new solution Xnew by inserting patient i before patient j; 
   Check insertion feasibility; 
   Calculate insertion benefit benefitnew; 
   If (insertion feasible and benefitnew >∆thres){ 
    Xopt  Xnew;  
    vst* next visit of vsti; 
    Goto Step 2; 
   } 
  } 
 }  
 For (patient i in visits vsti = vst*, …, vst|V|, vst1, …, vst*) { 
  For (patient j in visits vstj = vst1, vst2, …, vst|V|){ 
   Construct new solution Xnew by swapping patient i and patient j; 
   Check swapping feasibility; 
   Calculate swapping benefit benefitnew; 
   If (insertion feasible and benefitnew > ∆thres){ 
    Xopt  Xnew;  
    vst* next visit of vsti; 
    Goto Step 2; 
   } 
  } 
 }    
Step 2: Updating 
 If (benefitnew > 0) { 
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  Xcurr  Xopt; update vst*; 
  Goto Step 1; 
 }else{ 
  Return Xopt; 
  Stop; 
 } 

Figure 9. Pseudocode for Phase II 

4.3 COMPLEXITY 

Let |D | be the number of days in the planning horizon, |I | the number of patients, |P | the 

number of feasible patterns, and |K | the number of therapists.  As such there are at most 

|D | |K | routes and O( |I |  |D | ) visits, where each route has at most O(|I |) patients. 

To construct a feasible solution in Phase I, the GRASP fixes the patterns for each 

patient at the first step, as described in Section 4.1.1.  The procedure initializes the 

therapist times on each day by tracking the treatment requirement for each patient, and 

updates therapist times when the pattern of a patient is fixed.  The corresponding 

complexity for these operations is O(|I | |D |).  The patients are then ordered with a bubble 

sorting whose complexity is O(|I |2).  Finally, it takes O(|I | |P |) time to select patterns for 

patients.  Thus, pattern fixing can be done in O(|I | |D | + |I |2 + |I | |P |) time. 

The next step is to solve assignment model (18) iteratively.  In the worst case 

where only a single patient is assigned to a route at each round, model (18) will require 

O(|I | |D |) iterations.  Within each iteration, it takes O(|I |) to calculate costs for all 

candidates, and it takes O((|I |+|K | )3) (Lawler 1976) to find a solution.  Even though 

updating is executed at each iteration, it only takes O(|I | |D |) in total since each visit is 

updated once when it is assigned to a route.  Thus, the procedure in Section 4.1.2 can be 

executed in O(|I | |D | (|I |+|K | )3) time. 

In summary, Phase I requires O(|I | |P | + |I | |D | (|I |+|K | )3) time to construct a 

feasible solution; that is, a feasible solution can be found in polynomial time.  If the 

neighborhood search specified in Section 4.2 is applied, then Phase II takes O(|I | 3  |D |2) 

time.  However, the TSP in Appendix B is not polynomial solvable even though it can be 

solved quickly. 
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4.4 COMPUTATIONAL RESULTS 

The parallel GRASP was coded in C++ and run on a PC with 12 GB of memory, which 

also featured an Intel i7 950 processor with four 3.06 GHz cores.  After extensive 

experimentation involving the solution of hundreds of instances, the following parameter 

settings were seen to provide the best overall performance. 

 Total number of iterations = 250; frequency of Phase II iterations = 5 

 Standard idle time limit, σstd = 1 [Section 4.1.2] 

 Minimum idle time limit, σmin = 0.25 [Section 4.1.2] 

 Maximum idle time limit, σmax = 2  [Section 4.1.2] 

 Rate of idle time modification,   = 0.9  [Section 4.1.2] 

 Threshold for accepting a move, thres = 1 [Section 4.2.6] 

 No time limits on Phases I & II; 250 sec or 10000 nodes for the TSP 

The parameters that proved to be most critical were the total number of iterations, 

the frequency of Phase II iterations, and , the idle time allowance in Eq. (17).  The latter 

is set adaptively in the range [σmin, σmax], as described in Section 4.1.2.  To determine the 

values for the first two parameters we solved variations of real instances using between 

100 and several thousand Phase I iterations and recorded the iteration at which the best 

solutions were uncovered.  In these tests, Phase II was run after every Phase I iteration. In 

all cases, we found that 250 iterations were more than sufficient.  However, runtimes 

began to grow markedly as more patients were included so we investigated Phase II 

frequencies in the range [2, 10].  We found that the results were invariant for any value 

between 1 and 5 iterations leading us to choose the latter.  

In the testing, two sets of problem instances were analyzed to determine the 

performance of the GRASP.  The first was provided by Key Rehab and the second was 

randomly generated by sampling from all entries in the first.  The complete set of input 

and output files are available from the authors. 
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Real instances. 

The first level of testing was done on five problem instances reflecting operations at 

Key’s clinics in Eureka and Wichita, Kansas for one week in each of May, November 

and December 2010, and March and April 2011.  (A sixth data set containing 16 

therapists, 41 fixed patients and 99 flexible patients was also provided but not the 

individual assignments so it couldn’t be used in this part of the study).  Table 3 gives the 

patient characteristics.  The first column identifies the instance, the next four columns list 

the parameter values associated with the fixed patients, and the last five columns list the 

parameter values associated with the flexible patients.  For example, for the particular 

week in May, 43 fixed patients were scheduled requiring a total of 79 visits with an 

average of 1.84 visits per week.  Seven of those patients were seen for the first time and 

hence required that treatment to be by a PT. With respect to the flexible patients an 

additional column is included to identify the number with multiple sessions.  In all cases, 

this means two sessions on the days of the visits. 

 

Table 3. Patient characteristics associated with Key Rehab input data sets 

 Fixed patients Flexible patients 

Prob. no. No. 
No. 

visits 
Avg. no. 
visits/wk

No. first 
visit No. 

No. 
visits 

Avg. no. 
visits/wk 

No. two 
visits/day 

No. first 
visit 

1. May 2010 43 79 1.84 7 22 61 2.77 5 10 
2. Nov 2010 28 62 2.21 5 13 48 3.69 5 4 
3. Dec 2010 21 36 1.71 3 17 57 3.35 6 4 
4. Mar 2011 33 60 1.82 2 44 167 3.80 7 20 
5. Apr 2011 35 64 1.83 7 78 214 2.74 0 6 

 
Table 4 lists the characteristics of the therapists.  The entries in columns 2 – 6 are 

associated with the PTs and the entries in columns 7 – 11 correspond to the PTAs.  For 

example, for the particular week in May, three PTs and one PTA were working out of the 

Eureka clinic.  The PTs had an average wage of $44.2/hr, they were on duty an average 

of 4.22 days/wk, they were on the clock an average of 31.72 hr/wk, and their productivity 

averaged 74% (recall that this is an input parameter used to calculate administrative 

time). 
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Table 4. Therapist characteristics associated with Key Rehab input data sets 

 PT PTA 

Prob. no. No. 
Avg. 

wage/hr 
Avg. no. 
days/wk 

Avg. 
hrs/wk 

Avg. 
prod. 
(%) No. 

Avg. 
wage/hr

Avg. no. 
days/wk 

Avg. 
hrs/wk 

Avg. 
prod. 
(%) 

1. May 2010 3 43.33 3.67 27.33 73 1 25.0 5 42.5 87 
2. Nov 2010 3 43.33 4.00 30.08 73 1 25.0 5 42.5 87 
3. Dec 2010 2 45.65 5.00 42.50 79 1 26.5 5 42.5 87 
4. Mar 2011 4 44.33 4.25 29.38 71.75 5 29.4 5 36.3 80.2 
5. Apr 2011 5 44.36 4.20 29.30 73.40 7 28.41 5 42.14 80.9 

 
Tables 5a and 5b summarize the weekly costs normalized with respect to therapist 

type for the GRASP runs and the schedules provided by Key Rehab.  In each instance, we 

include the treatment, travel, administrative, overtime, and mileage reimbursement costs 

as indicated by the table headings.  However, because Key does not keep accurate cost 

records, relying instead on the therapists’ log sheets to calculate the weekly payroll, we 

developed a separate program to cost out the schedules actually worked using the same 

assumptions that are embedded in the GRASP with respect to travel time, lunch breaks, 

and mileage. Comparing the results in the two tables, we see that in almost all categories 

for PTs, the costs accompanying the GRASP solutions are less than those “actually” 

incurred.  For all months but May, though, the PTA costs were less for Key.  

Collectively, the average cost reduction was 14.54%. 

Table 6 summarizes the percentage differences by category.  In all instances, the 

GRASP schedules provide superior results.  For the May, November and April data sets, 

the overtime reductions stand out due in part to the more efficient use of the PTAs.  

Though not shown in Tables 5a and 5b, the PTs see approximately 0.5 more patients per 

day in the Key schedule. 

The last column in Table 6 reports the improved efficiency of the GRASP based 

on the following definition: Eff = treatment cost / total cost.  This measure reflects Key’s 

principal mission and is the fraction of the total cost that can be considered “unavoidable” 

or direct.  All other costs can be viewed as indirect and to some extent avoidable under 
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ideal conditions.  For the December data set, for example, treatment costs decreased by 

13.6%, the total cost decreased by 24.26%, and a 14.08% improvement in efficiency was 

realized by the GRASP solution. The results were similar for the other four months 

except that the total cost reductions were somewhat less.  Also, GRASP mileage 

reimbursement costs were greater for March and April. 

It should be mentioned that we tried to solve each instance with CPLEX 12.2 but 

were never able to find a feasible solution within an imposed limit 24 hours. As 

mentioned, the full version of the MIP is similar to the TSP in Appendix B but spans five 

days.  In fact, our machine often ran out of memory within an hour due to the size of the 

branch and bound tree.  Attempts to solve (i) a five-day problem with one therapist, (ii) a 

one-day problem with all therapists, and even (iii) a one-day problem with one therapist, 

similarly failed although in some cases we were able to get integer (feasible) solutions. 

Barring the prospect of obtaining optimal solutions, we report the LP solution of 

the full problem obtained at the root node of the search tree.  These values represent a 

lower bound on the GRASP solutions and are contained in the last column of Table 7.  

The corresponding gaps are 33.7%, 6.8%, 13.4%, 23.3% and 43.3% for May, November, 

December, March and April, respectively.  Table 7 also reports a number of output 

statistics for GRASP.  The first thing to note is that the runtimes for Phase I and Phase II 

are not significantly different for the first three months, and that the Phase II solutions 

provide a substantial improvement over the Phase I solutions. The average improvement 

per Phase II iteration for December, for example, was 15.67% while the improvement at 

the best iteration was 23.33%.  At the neighborhood level, the number of improving 

insertions far exceeded the number of improving swaps.  Moreover, the best solution 

found in Phase I was never the best overall solution. 
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Table 5a. Average costs per week per therapist for GRASP ($) 

 PT PTA Grand 
Prob. no. Treat. Travel  Admin. OT Miles Total Treat. Travel Admin. OT Miles Total total 

1. May 2010 672.78 436.87 258.5 50.08 106.72 1524.94 804.17 59.99 120.16 0.00 4.38 988.69 5563.50 
2. Nov 2010 630.56 350.11 241.89 0.00 86.38 1308.94 666.67 105.17 99.62 0.00 21.51 892.97 4819.79 
3. Dec 2010 466.73 154.46 119.97 0.00 32.23 773.39 821.94 24.32 122.82 0.00 0.86 969.94 2516.73 
4. Mar 2011 227.80 43.91 110.78 0.00 8.30 390.78 698.82 127.36 174.37 0.00 24.57 1025.12 6688.71 
5. Apr 2011 156.15 75.78 77.31 0.00 12.36 321.60 625.01 221.08 136.47 0.00 68.10 1050.65 8962.54 

 

 

Table 5b. Average costs per week per therapist for Key Rehab ($) 

 PT PTA Grand 
Prob. no. Treat. Travel  Admin. OT Miles Total Treat. Travel  Admin. OT Miles Total total 

1. May 2010 777.50 430.76 320.69 153.19 96.07 1778.21 606.25 243.77 90.59 0.00 55.62 996.23 6330.84 
2. Nov 2010 689.44 426.77 272.01 57.21 99.67 1545.1 568.75 157.19 84.99 0.00 0.00 810.92 5446.24 
3. Dec 2010 757.68 298.04 207.48 0.00 61.76 1324.96 516.31 66.13 77.15 0.00 13.46 673.04 3322.96 
4. Mar 2011 466.14 185.50 196.73 0.00 31.10 879.48 577.94 112.70 165.12 0.00 5.17 860.94 7822.60 
5. Apr 2011 397.79 211.18 163.57 0.00 18.47 791.01 529.84 142.62 138.32 22.17 29.70 862.65 9993.58 
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Table 6. Comparison of primary performance measures: 100 × (Key Rehab – GRASP) / Key Rehab (%) 

Prob. no. 
Treat. 
cost 

Travel 
cost 

Admin. 
cost 

OT 
cost 

Miles 
cost 

Total 
cost 

Improved 
Eff.† 

1. May 2010 3.96 10.77 14.91 67.31 5.61 12.12 3.68 
2. Nov 2010 2.99 19.62 8.40 100.00 6.14 11.50 9.62 
3. Dec 2010 13.60 49.68 26.28 -- 52.31 24.26 14.08 
4. Mar 2011 7.34 37.77 18.45 -- 3.86 14.50 8.36 
5. Apr 2011 9.51 6.22 24.87 100.00 −79.35 10.32 0.89 

 †100 × (GRASP – Key Rehab) / Key Rehab (%) 
 

 

Table 7. GRASP performance 

 Phase I Phase II   

Prob. 
no. 

Time 
/ iter. 
(sec) 

Total 
time 
(sec) 

Best 
iter. 

Best soln. 
($) 

Time / 
iter. 
(sec) 

Total 
time 
(sec) 

Avg. no. 
swaps / 

insertions 

Avg. % 
improve 

/ iter. 
Best 
iter. 

% improve 
at best iter.

Best 
soln. 
($) 

Overall 
time 
(sec) 

CPLEX 
LP soln. 

($) 
1. May 2010 1.50 374.13 218 6510.68 8.66 433.12 2.28/22.96 14.24 218 11.03 5563.50 807.68 4160.69 
2. Nov 2010 0.49 123.16 65 7523.11 2.06 103.15 1.26/21.42 17.36 109 63.51 4819.79 230.21 4513.25 
3. Dec 2010 0.34 85.36 186 3047.84 1.31 65.50 2.52/18.48 15.67 154 23.33 2516.73 151.46 2219.11 
4. Mar 2011 20.88 5219.25 29 8213.71 274.53 13726.50 1.50/76.66 21.78 81 27.60 6688.71 18963.02 5424.64 
5. Apr 2011 41.39 10347.54 116 12786.94 665.98 16649.56 1.24/182.04 37.01 92 49.34 8962.54 27024.29 6252.33 
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Randomly generated instances. 

To gain a more informed understanding of the computational issues surrounding the GRASP, we 

designed a set of experiments that varied the three most critical parameters: the number of 

therapists (num_TH), the number of patients (num_PN), and the ratio between fixed and total 

patients (ratio_RR).  The values considered were as follows: num_TH  {4,8,12,16), num_PN = 

10 × num_TH, and ratio_RR  {0.3,0.4,0.5,0.6}, giving a total of 16 problem sets since the 

second parameter is correlated with the first.  For each set, we generated five instances at random 

such that the therapists and patients were selected uniformly from their real counterparts. 

In the data base we have 16 therapists, 109 flexible patients and 106 fixed patients. When 

selecting a therapist, we sampled four components: wage rate, home address, working time 

window, and preference for patient locations. To get a more realistic distribution, we also 

specified that the ratio of PTs to total therapists must be at least 30%.  In contrast, patients were 

sampled directly from the data base without modification but if fewer than 5% of the flexible 

patients required multiple sessions on the same day, the results were discarded.  In total, we 

solved 80 (= 16 × 5) instances. 

Remark. Our original intent was to use the general characteristics of the therapists and 

patients along with the statistics embedded in the real data sets to randomly generate new 

problem instances. This turned out to be an impossible exercise due to the complexity of the 

constraints and the nature of their interaction.  When first visit requirements, available therapist 

hours, locations, multiple session requirements, and fixed patient time widows were sampled to 

create a single instance, it was rarely the case that the instance was feasible or could be made so 

without unrealistic modifications. 

In the computations, 250 Phase I iterations were run in all cases.  For the 4- and 8-

therapist data sets, Phase II was called every five iterations as previously but for the 12- and 16-

therapist instances, Phase II was called every 10 iterations, a concession aimed at reducing 

runtimes.  Also, the threshold parameter, thres, was increased from 1 to 10 for the 16-threapist 

instances. 

Table 8 summaries the output statistics for the 80 random instances by data set.  Each line 

line represents the average of five instances.  The first column gives the size in terms of therapist 

therapist × fixed patients × flexible patients.  The second and third columns report the results for 
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the GRASP .  What is notable is that as the number of fixed patients increases from 30% to 60% 

of the total, the instances become easier to solve for the same number of therapists.  The next two 

two columns provide lower bound information obtained from CPLEX.  The last column reports 

the gap between the GRASP solution and the lower bound, which is generally larger than for the 

real instances.  This is due in part to the fact that several of the instances in each group are not 

feasible without the use of a supertherapist whose wage rate was set at $1000/hr.  When those 

instances are removed from the summary statistics, the average gaps are about 48.84%. For the 

16-therapist instances CPLEX could not find a solution within a 14-hour time limit so the 

computations were halted. 

Table 8. Algorithmic comparisons 

 Parallel GRASP CPLEX – LP  

Data set 
Cost 
($) 

Time 
(sec) 

Cost 
($) 

Time 
(sec) 

†
(%) 

1. 4×12×28 6891.71 508.46 3425.17 9.50 101.21 
2. 4×16×24 6830.65 367.20 3408.32 7.71 100.41 
3. 4×20×20 6260.86 350.28 3221.95 4.42 94.32 
4. 4×24×16 6653.69 279.12 3195.74 3.92 108.20 
5. 8×24×56 9130.95 20199.24 6099.82 425.93 49.69 
6. 8×32×48 9402.48 16345.22 6125.39 160.51 53.50 
7. 8×40×40 10643.57 13505.71 6814.05 239.43 56.20 
8. 8×48×32 10537.06 9176.03 5693.67 85.95 85.07 
9. 12×36×84 13264.95 105527.50 8984.78 10625.05 47.64 
10. 12×48×72 15036.56 81316.56 8397.66 3097.59 79.06 
11. 12×60×60 13859.72 84060.13 8855.80 2561.02 56.50 
12. 12×72×48 12827.19 62145.48 8060.58 846.46 59.13 
13. 16×48×112 17724.00 261302.50 * * * 
14. 16×64×96 16167.44 230588.94 * * * 
15. 16×80×80 15793.55 203126.49 * * * 
16. 16×96×64 15874.59 156747.95 * * * 

 †100 × (Parallel GRASP – CPLEX) / CPLEX (%) 
 * No solution after 14 hours 

 
The difficulty in finding good solutions varies dramatically with the tightness of the 

constraint region.  For example, if there is only one feasible schedule for Friday, no general rules 

rules can guarantee that the exact sequence of patients can be discovered for each therapist no 

matter how loose the instance is on other days.  The route extension step in Section 5.1.2 can 

often resolve this situation but not in all cases.  This is not surprising since the complexity of 

finding feasible solutions to routing problems with time windows is that same as finding an 

optimal solution. 
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Regarding CPU times, we should mention that all 5 instances in each data set were run 

simultaneously on our PC to expedite the computations.  Additional testing indicated that if each 

instance were solved separately, runtimes would decrease by 25% or 30%. 

4.5 CONCLUSIONS 

One of the major contributions of this chapter is that we developed a GRASP for a new and 

challenging planning problem that arises in home healthcare, which was shown to provide cost 

reductions in the range of 10% to 24% with respect to current practice.  The novel features of the 

procedure include a mixed strategy for assigning patients to therapists in parallel and then 

sequentially extending the routes at the end of each round, the design of rules that adjust 

assignment costs and route structure adaptively in Phase I, and the periodic use of an expanded 

TSP to improve routes in Phase II. 

From a research point of view, what makes our problem so interesting is the variation of 

constraints that interact in unforeseen ways.  These constraints vastly complicate the construction 

of feasible solutions for highly constrained instances and frustrate the search for local optima in 

all cases.  We found that elaborate neighborhood search strategies, such as 3-opt and ejection 

chains, were overly time consuming while being only marginally effective.  Even simple 

insertion and swap moves became a drag on the computations when twelve or more therapists 

were being scheduled. Nevertheless, the effectiveness of the proposed procedure was 

demonstrated by comparing results with several real instances.  As we fine tune the parameters 

and extend Phase II to allow for cost-increasing moves when the solution contains a super 

therapist, we expect to see even greater improvement. 

A telling observation that emerged from the analysis of the five real data sets is that none 

of the solutions that Key Rehab provided us were feasible with respect to all their constraints.  In 

particular, 12.33% of the new flexible patients were not treated by full therapists during their 

first appointment.  With respect to the requirement for multiple sessions, in roughly 10% of the 

cases, the second visit was moved to the following day due to insufficient time remaining after 

the first visit.  We also saw that many lunch breaks were either skipped or taken outside of the 

[11:00 am, 1:00 pm] window.  In a similar vein, we found that the time windows specified for 

some therapists were often violated, forcing the delay of treatment for the fixed patients on their 

schedule and the accumulation of wasteful overtime late in the evening. 
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These observations were foreshadowed by our computational experience in Phase I. 

Because the real instances were highly constrained we were not always able to find feasible 

solution during route construction.  In Phase II, we observed that a slight modification of one 

patient in one route can have a cascading effect on patients in other routes, rendering the 

incumbent schedule infeasible.  Our conclusion is that the first visit, multiple sessions, lunch 

break, and pattern constraints make the TRSP extremely difficult when compared to the standard 

VRP. 

An additional contribution of the chapter has been the design of a random problem 

generator that is available to the research community.  We encourage others to extend our work, 

perhaps by developing new algorithms or investigating the stochastic and real-time 

characteristics of the problem.  With respect to the random instances solved, we can only say at 

this point that the gap between their solution and the lower LP bound obtained with CPLEX is 

within reason for similar type routing problems.  Currently, we are working on a branch & price 

scheme based on a decomposition by therapist that makes use of heuristic column generation.  

Although we would like to obtain exact solutions, we don’t believe this is possible due to the 

observed difficultly of the one-day subproblem that must be solved for each therapist.  Solving 

the five-day subproblem for each therapist seems well beyond the reach of existing technology.  

Finally, we are exploring several algorithmic procedures for the more restricted cases where all 

the patients are either fixed or flexible.  
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Chapter 5.  Sequential GRASP 

In general, heuristics for routing and scheduling problems can be divided into two basic 

categories: sequential and parallel.  The former creates one route at a time until all resources are 

exhausted or all patients are routed; the latter builds multiple routes simultaneously.  Depending 

on the properties of a problem instance, we have found that when feasibility is not an issue and 

optimality is the focus, parallel heuristics, described in Chapter 4, are superior in general because 

they are less myopic with respect to total cost; when feasibility is critical, sequential heuristics 

have proven to be superior since they are less myopic with respect to idle time within a route. 

In this chapter, we present a sequential GRASP ( Feo and Bard 1989, Feo et al. 1991, 

Argüello et al. 1996).  In Phase I a diversity of feasible solutions are obtained by creating one 

route at a time.  Phase II improves a subset of the candidates uncovered in Phase I using 

neighborhood search defined by insertion and swap moves. A flow chart for the sequential 

GRASP is given in Figure 10. 

 

Figure 10. Flow diagram for sequential GRASP 

 

As shown in Figure 10, the first step in Phase I is to fix the PT visits for the new patients. 

We then start building routes one a time until all therapists have schedules for their available 
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days.  In Phase II an attempt is made to find a local optimum by exploring the neighborhood of 

one or more feasible solutions.  Infeasible moves are not accepted due to the complexity of the 

constraint region.  GRASP terminates when the maximum number of iterations is reached.  We 

will present each step of Phase I in detail in Section 5.1 and describe the neighborhood structure 

used in local search in Phase II in Section 5.2. 

5.1 PHASE I 

In this phase, feasible solutions are constructed by stringing individual routes together over the 

week.  In Step 1, the day of the week is fixed for patients who must be treated by a PT at least 

once over the planning horizon.  In Step 2, all compatible therapist-day pairs or routes (k, d) are 

identified, and one, say, (k*, d*) is selected at random to build.  In Step 3, we identify and sort a 

subset of patients who are eligible for route (k*, d*), and randomly select one at a time from the 

top of the list. When the route can no longer be extended, it is closed and a new one is started.  

The final stop of the day is the therapist’s home base.  Construction terminates when all patients 

have been routed or when there are no more feasible patient-therapist assignments.  In the latter 

case, which implies infeasibility, the remaining patients are assigned to a “supertherapist” who 

has an extremely high wage rate ($1000/hr). 

5.1.1 Fixing (first) visit day when PT is required 

As mentioned in Section 3.2, some patients must be treated by a PT at least once during the 

week.  This requirement introduces some ambiguity as to whether, say, therapist k is compatible 

with patient i on day d.  For example, if patient i requires several treatments over the week and at 

least one of them must be provided by a PT, then it may not be clear whether she should be seen 

by a PT or PTA on day d.  Fixing the PT treatment day to, say, Tuesday, however, removes any 

ambiguity and ensures PTA-patient compatibility on the remaining days.  

In the more complex case that requires the first treatment of the week to be provided by a 

PT, we fix the day by considering all feasible patterns and then randomly selecting one.  Let D1 

be the set of first day candidates associated with all feasible patterns.  A simple rule is to select 

d1  D1 Ì D with probability 1/| D1|. 

Example 1.  Assume patient i has feasible patterns (1, 2, 3), (1, 2, 4), (2, 3, 4) and (3, 4, 

5).  Thus, the candidate set D1 = {1, 2, 3}, so the first visit would be randomly fixed at day 1, 2 

or 3 with probability 1/3. 
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Another possible rule is to define the probabilities by taking into account the number of 

times a day is first in a pattern. Letting a(d1) be the frequency of day d1  D1, in this case we set 

its probability of being selected at 
1

1( ) ( )
Dd

a d a d
 . 

Example 2.  Continuing with Example 1, the frequency set for D1 is {2, 1, 1}, so the 

probabilities of selecting days 1, 2 or 3 for the first visit are 2/4, 1/4 and 1/4, respectively. 

Of course, more sophisticated rules that, say, take into account the remaining time of all 

PTs on a specific day after considering the fixed and flexible patients that must be seen on that 

day, can be developed.  However, the two proposed rules proved sufficient for our purposes. 

In the less restrictive case where only one treatment must be provided by a PT during the 

week, we do not fix the specific day in advance.  Instead, we let the algorithm do it. If by the last 

visit, a patient that must be seen a PT has not been so scheduled, we force that visit to be by a 

PT.  Improvements are left to phase II.  In the rare case when no compatible therapists are 

available, the iteration is declared infeasible and is discarded. 

5.1.2 Route Selection 

In step 1, we identify a set of candidate days D   D without regard to therapist.  Due to the 

unbalanced distribution of therapist time and patient demand over the week, the remaining 

available therapist time might differ greatly from one day to the next.  Because it is more 

difficult to achieve feasibility when patients are first assigned to days with few therapists, such 

days are given low priority.  In step 2, we sort the compatible routes (k, d) for D  in increasing 

order of the therapists’ wage rates, and then select one randomly from the top of the list. 

Step 1: Determining the candidate list of days, D  

Given that the remaining available time for all therapists on each day might be quite different, 

before we assign a flexible patient to a particular day, it is necessary to know whether there is at 

least one therapist with enough time remaining on that day to treat the patient.  As such, we need 

to estimate the remaining available therapist time on each day. 

On day d, the total amount of available therapist time Td is fixed; it is the summation of 

the working time of all available therapists on day d.  By examining patients’ treatment 

requirements on this day, we can estimate how much therapist time will be consumed and then 

calculate the remaining available time. Three types of patients are included in the calculations: 
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(i) fixed patients with scheduled appointments on day d; (ii) flexible patients who must be seen 

on day d as indicated by their feasible pattern sets; and (iii) flexible patients who have already 

been assigned to day d. 

Letting I(d) be the set of the patients that must be visited on day d, we estimate the 

amount of therapist time associated with each patient i  I(d).  This includes treatment time, 

travel time and administrative time.  Let τid be the estimated traveling time imposed by patient i 

on day d, and prodd be the estimated mean productivity rate of all therapists who are available on 

day d.  From the latter parameter, the estimated administrative time for patient i is (1  prodd)sid.  

Letting dT  be the estimated remaining available therapist time, we have 

   
( )

1d d id id d id
Ii d

T s prod sT 


      (29) 

For arbitrary days d1 and d2, if the difference 
1 2d dT T  is significant, then feasibility is 

more likely to be achieved when we consider the day with more time remaining first.  Otherwise, 

we can say that these two days have the same priority level.  To operationalize this idea, we 

propose a three-level function to classify the priority of each day.  Letting s be the estimated 

average time a therapist needs for a visit, including treatment time, administrative time and 

traveling time, and leveld be priority level of day d, we define 
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where n1 > n2 are parameters corresponding to the number of additional patients that can be 

visited on day d.  Thus, level 1 indicates that approximately n1 or more additional patients can be 

scheduled on day d, and hence offers the most flexibility.  At the other extreme we have level 3, 

which indicates that less than n2 additional patients can be treated on day d.  The intermediate 

case is represented by level 2. 

Letting D1 be the set of days at level 1, D2 the set of days at level 2, and D3 the set of 

days at level 3, when selecting a day, we always consider D1 first, then D2 if D1 = , and then D3  

if D1 = D2 = .  That is, we set D  = Dl such that l = min{l : Dl  , l = 1,2,3}.  If we view 

available therapist time as a resource, by using this construct we are assigning flexible patients to 

days with ample resources first.  When the algorithm starts, most days will be at level 1 and 
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hence will be treated identically; as the algorithm progresses, more and more patients are routed, 

which produces a more uniform distribution of days among the levels. 

In the implementation, we take the average traveling time over all adjacent arcs as the 

estimated traveling time τid, i.e., τid = 
( , )

( , )
IC i d ijj

IC i d
 .  Also, we take the average 

productivity rate over all available therapists on day d as the estimated productivity rate prodd, 

and set the estimated average therapist time s to 1 hour for all i and d.  For the remaining 

parameters, we set n1 = 4 and n2 = 1 recognizing that one therapist can generally treat no more 

than 10 patients per day. 

Example 3.  For a one-week planning horizon we have D = {1, 2, 3, 4, 5}.  Assume that 

the corresponding set of daily available therapist time Td is {12, 8, 4, 16, 8}, the set of treatment 

times for patients in I(d) is {4, 4, 0, 10, 4}, the set of estimated travel time imposed by patients in 

I(d) is {2, 2, 0, 3, 1}, and the set of estimated administrative time for patients in I(d) is {1, 2, 0, 

3, 1}.  Subtracting the treatment, travel and administrative time from the available time gives the 

set of estimated remaining available therapist time dT  as {5, 0, 4, 0, 2}.  Accordingly, the level 

definitions in (30) imply that D1 = {1, 3}, D2 = {5} and D3= {2, 4}, and D  = D1 ={1, 3}. 

Step 2: Selecting the next route (k, d) 

Based on the set D , we determine the set of candidate routes R  = {(k, d): d D , k  K(d)}.  

The elements in R  are subsequently sorted in increasing order of the therapists’ wage rates; the 

lower the rate, the higher the priority.  From the ordered list we consider only the first mr entries 

to get the restricted candidate list (RCL), a basic GRASP parameter, and then select one at 

random with probability 1/mr. 

Example 4.  Using the data in Example 3, we have D  ={1, 3}.  Assume that we have 

three therapists k1, k2, k3 with wage rates 40, 50, 35, respectively.  Among them, k1 and k2 work 

on day 1 and ks works on day 3, so the set of candidate routes R  = {(k1, 1), (k2, 1), (k3, 3)}.  After 

sorting them according to the wage rates, we have the candidate list CL = [(k3, 3), (k1,1),  (k2,1)], 

and if the cutoff number mr = 2, then RCL = [(k3, 3), (k1, 1)] with the probability of selecting 

either entry being 0.5. 

The pseudocode for selecting a candidate route is given in Figure 11. 

Procedure Candidate_Route_Selection 
Input  Set of therapists K, set of patients I, and set of days D 
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Output  Route (k, d) 
Step 0: Initialization 
 For (d ∈ D) { 
  Initialize the set of available therapist K(d) on day d; 
  Initialize the set of patients I(d) that must be visited on day d; 
 } 

Step 1: Construct the set of candidate days D   
 For (d  D) { 
  Calculate the available remaining time Td ; 
  Calculate the estimated required therapist time for patient i  I(d); 

  Calculate the estimated remaining available time dT  according to Eq. (29); 

  Calculate the level of day d according to Eq. (30) and construct Dl, l = 1,2,3 
 } 

 Determine the set of candidate route days D  = 
*lD  l* = minl=1,2,3{l : Dl  }; 

Step 2: Select a route (k, d) R  

 Construct R  = {(k, d) : d  D , k  K(d)} 

Sort entries in R  according to wage rates in increasing order; 
 Form the RCL and select one randomly with probability 1/mr; 
 Return (k, d); 
Update: Updating K(d) and I(d) after the route (k, d) is constructed 
 Put K(d)   K(d) \ {k}; 
 Put I(d)   I(d) \ {i: patient i is assigned to route (k, d)}; 
 Go to Step 1; 

Figure 11. Pseudocode for selecting a candidate route 

5.1.3 Route construction 

After the therapist-day pair (k, d) is selected, we first determine the set of candidate patients 

I(k,d) that can be visited by therapist k on day d.  Patient i is said to be compatible with route 

(k,d) if the following two conditions are satisfied: (i) therapist k is certified to treat patient i on 

day d, i.e. i  IK(k,d) and (ii) there exists a feasible pattern for patient i that includes day d.  The 

second condition varies iteration by iteration depending on the days on which patient i has 

already been scheduled.  For example, if patient i requires three consecutive visits, then only 

patterns {M,T,W}, {T,W,Th} and {W,Th,F} are feasible.  Initially then, she is available each 

day of the week.  If after several iterations, she is assigned a visit on Tuesday, then the third 

pattern is no longer feasible because it includes Friday. Now assume that after several more 

iterations she is scheduled for a visit on Thursday.  This leaves only pattern {T,W,Th} so her 

third visit must be on Wednesday. 

After the candidate set I(k,d) is created, we build route (k,d) by assigning one patient j  

I(k,d)  at a time starting with therapist k’s point of origin o(k) and ending at his destination d(k).  

Given the current patient i, we select the next patient j using a four-step process.  In step 1, we 
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decide the length of the RCL for selecting the next patient .  In step 2, we construct the RCL by 

calculating the earliest time that the next treatment can start for a certain number of feasible 

candidates j (see below).  In step 3, a benefit measure is computed for each j  RCL   I(k,d), 

and in step 4, one of the top candidates, as ranked by their benefit measure, is randomly selected. 

Step 1: Length of RCL. 

Depending on the geographic distribution of therapists and patients, it might not be efficient to 

assign a patient to a therapist if their respective locations are too far apart.  For such pairs, it is 

not necessary to check their compatibility, thus reducing the computational effort.  In our 

problem, we build the RCL by including only those patients that are within a certain distance 

from the therapist’s home base.  Since RCL guides the construction process in Phase I, its length, 

lRCL, must strike a balance between solution quality and diversity, and CPU time.  If lRCL is large, 

it is likely to produce inferior initial solutions and require more computations; if lRCL is small, 

many good solutions may be missed.  Therefore, instead of setting lRCL to a fixed value, we 

restrict it to within the following set: lRCL  {lmin, …, lstd, …, lmax}, where lmin and lmax are 

predetermined minimum and maximum lengths, and lmin< lstd < lmax. 

At the first iteration, we set lRCL = lstd.  If Phase I returns a solution in which all demand 

has been satisfied and some therapists have no patient assignments on a subset of their working 

days, then we select lRCL from the set A1 = {lmin, …, lstd} in the remaining iterations; otherwise, 

lRCL is selected from A2 = {lstd+1, …, lmax}.  For either set, the value of lRCL is adaptively adjusted 

using a variation of the method proposed by Prais and Ribeiro (2000).  In particular, let A = A1  

A2 = {α1, α2, … ,αm} be the set of considered values for lRCL and let pi be the corresponding 

probability of selecting αi, i =1,…,m.  Initially, one Phase I iteration is performed for each αi, i 

=1,…,m.  Let * be the best solution found in all previous GRASP iterations and let Ai be the 

average value of solutions obtained for lRCL = αi.  Now, define  *
i iq A


 , i = 1,…,m to be the 

relative performance of the algorithm under αi, where δ is a shape parameter.  For higher values 

of , qi will be lower since * ≤ Ai.  Normalizing gives
1

/
m

i ip q q 
  , i = 1,…,m. 
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When αi yields relatively small average solutions Ai, it will have a high probably pi of 

being selected as the iterations progress.  In the implementation, δ =50 and A = {lmin = 1,2,…,9, 

lstd =10, 11, …, 19, lmax = 20}. 

Step 2: Starting time of the next patient j 

Assume patient i is the current patient in route (k, d).  Let ti be the time that therapist k starts 

treatment for patient i on day d and let ˆ
jt  be the earliest time that treatment can begin for patient 

j, where ˆ
j i id ijt st    .  Using ˆ

jt , we can set the starting time tj for patient j.  If j is a fixed 

patient, then tj = aid; if j is a flexible patient, then tj is set as early as possible.  That is, 

  
, if

max , , i

 

fˆ  
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To guarantee the feasibility of patient j, we need to check two conditions. One is that tj is 

early enough so that the treatment can be finished within the respective time widows of therapist 

k (so he can return home no later than fkd) and patient j, i.e., tj  min{bjd, fkd  sjd }.  The other is 

that tj should be late enough so that therapist k has ample time to travel from i to j, i.e., ˆ 0j jt t 

.  We denote ˆidle
ij j jt tt  as the idle time between i and j.  Only patients satisfying these two 

conditions are considered as feasible candidates. 

Example 5.  Using a 24-hr clock, for route (k, d), assume that therapist k is a PT with 

time window [8.00, 17.00].  Also assume that the current patient i starts treatment at 13.50 and 

has a 0.5-hour treatment time.  There are five candidates for the next patient j.  Their types, time 

widows and treatment times are listed in Table 9. 

 

Table 9. List of candidate patients 

Patient j Patient type Time windows [ajd, bjd] Treatment time sjd 
1 fixed [15.00, 15.00] 0.50 
2 flexible [9.00, 16.75] 0.25 
3 fixed [14.25, 14.25] 0.50 
4 flexible [7.00, 14.50] 0.50 
5 flexible [9.00, 16.50] 0.50 

 

Table 10 enumerates the feasibility data for the candidates.  Column 2 gives the travel 

time between patients i and j, and columns 3 – 5 report the earliest time, start time and idle time 
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for patient j, respectively.  The last column indicates whether or not patient j is a feasible 

successor of patient i.  As we can see, fixed patient 3 is infeasible because therapist k does not 

have sufficient time to arrive at the patient's location before the required starting time, t3 = 14.25 

< 14.30 = 3̂t , i.e., id le
ijt  

= 0.05 < 0.  Flexible patient 4 is infeasible because therapist k cannot 

start the treatment within the required time window, i.e., t4 = 14.75 > 14.50 = b4d. 

 

Table 10. Feasibility data for candidate patients 

Patient 
j 

Traveling time 
τij 

Earliest time 
ˆ

jt
Start time 

tj 
Idle time 

id le
ijt  Feasible? 

1 0.50 14.50 15.00 0.50 Yes 
2 0.75 14.75 14.75 0.00 Yes 
3 0.30 14.30 14.25 0.05 No 
4 0.75 14.75 14.75 0.00 No 
5 1.25 15.25 15.25 0.00 Yes 
 

The additional features described in Section 3.2 − 3.4 can be handled by slightly 

modifying the definition of tj. If multiple sessions are required for patient j on day d, let Sj
 = {j1,  

j2,…, jN} be the set of N sessions that have already been scheduled and let {tj1, tj2, …, tjN } be the 

set of the corresponding starting times. Without loss of generality, we assume that tj1 < tj2 < … < 

tjN.  Now, recalling that each session must be separated by a certain number of hours, say min_sep 

hours, we let tj0  0 and tj,N+1  bjd +min_sep  be two dummy time points, and define tnew to be the 

starting time of the new session.  Using Eq. (4), we set tnew = tj and try to find the first session γ 

that satisfies the following two conditions: tj,γ-1  tnew and tjγ − max{tnew, tj,γ-1 + sjd + min_sep}  sjd 

+ min_sep.  These conditions enable us to identify the earliest start time for the next session while 

satisfying the min_sep -hour separation requirement.  If such a γ does not exist, then patient j is 

not compatible with therapist k on day d so j must be treated by a different therapist or by the 

same therapist on a different day; otherwise, we put tnew  max{tj, tj,γ-1 + sjd + min_sep} and if 

necessary, update tj = tnew. 

If therapist k qualifies for a lunch break and it has not yet been scheduled, we consider 

placing it between patients i and j if tj + sjd > 13 − τlun; here, τlun is the duration of the break. When 

this condition is met, we add lun to the earliest start time ˆ
jt  by putting ˆ  ˆ +j j

lunt t  , and then 

recalculate the starting time tj.  If tj + sjd ≤ 13 − τlun, tj ≥ 11 + τlun and idle
ijt ≥ τlun , we can also put 
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the break between patient i and patient j without modifying tj.  This strategy can be shown to lead 

lead to a feasible break assignment as shown in Section 4.2. 

In implementation, all unassigned patients are sorted according to their distance to the 

therapist’s home base in nondecreasing order.  The feasibility of each patient is checked until 

lRCL compatible patients have been identified or until the list is exhausted.  The procedure 

terminates with the RCL. 

Step 3: Benefit function for a feasible candidate j 

When patient j is the immediate successor of patient i on a route, it is likely that some idle time 

between them will exist when the former is a fixed patient.  To obtain a feasible solution, it may 

be necessary to select a j  IFIX such that idle
ijt > 0. For j  IFLEX, we expect idle

ijt = 0, but this may 

not always be the case, particularly when j has multiple sessions or a stipulated time window for 

receiving treatment. In such situations, it is probably best to schedule the patient later in the 

sequence, which can be handled by assigning her a low benefit value. 

To address these issues, we define idle
j  as the idle time tolerance for patient j and 

introduce the factor ωj that gauges the effect of idle time on the priority of j.  For given i, we let 
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 (32) 

where idle is a small positive number to ensure the feasibility of the logarithm. 

The top component in Eq. (32) is designed for fixed patients.  Here, j  (, )  is a 

decreasing function of idle time and is (approximately) equal to 1 when =idle
j

l
i

id e
jt  .  When

idle l
i

d e
j

i
jt   higher priority is given to fixed patient j; when idle l

i
d e

j
i
jt   lower priority is given to 

fixed patient j. 

The bottom component in Eq. (32) is designed for flexible patients. Here, j  (0, 1] and 

again is a decreasing function of idle time with maximum value 1 when e
ij
idlt = 0.  Thus, the more 

idle time the less desirable it is to schedule patient j  IFLEX. 

We now turn to the design of the benefit function, which should tell us how cost-efficient 

it would be to select patient j as the immediate successor to i.  We consider two factors: travel 

time and treatment time.  Smaller travel times are always preferred since the corresponding costs 
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costs are proportional.  However, it can be argued that patients with longer treatment times 

should be considered first since the therapist associated with the route (k, d) is likely to have a 

lower wage rate than the therapists assigned to the remaining routes.  To capture these factors, 

we have tentatively designed the benefit function, denoted by ˆ jv  for patient j, to be a decreasing 

function of traveling time and an increasing function of treatment time.  Specifically, given i we 

have 

     ˆ j j jd ijsv
 

    (33) 

where α  0 and β  0 are two parameters used to trade off the treatment time sjd with the 

travel time τij, and ε is a small positive constant used to guarantee feasibility. 

Based on the structure of ˆ jv , it is possible that there might exist some candidate j* with a 

high benefit value but with significant idle time preceding the start of her treatment.  As such, it 

may be desirable to try to insert another patient j between i and j*.  To address this situation, we 

increase the benefit of patient j by adding the value of patient j* to it.  Let j*correspond to the 

patient with largest benefit value, and let vj denote the modified benefit function for patient j that 

is,  
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Of course, other adjustment schemes could be explored that consider, for example, the 

treatment time as well as the benefit associated with each patient that can feasibly be scheduled 

between i and j*. 

Example 6.  Continuing with Example 5, we have three feasible candidates, patients 1, 2 

and 5.  For α = 1, β = 2, ε = 0.0001 and 1
idle = 2

idle = 5
idle = 1, Table 11 enumerates the calculated 

values obtained from Eqs. (32) – (34).  Taking patient 2 as the example, we have idle time factor 

ω2 = exp(0/1) = 1, and benefit value 2v̂  = 1(0.25)1/(0.0001+(0.75)2) = 0.44. 

Table 11. List of benefit value for feasible patients 

Patient 
j 

Idle time factor 
ωj 

Benefit 
ˆ jv  

Travel time 
τj1 

Adjusted benefit 
vj 

1* 1.3 2.00  2.00 
2 1.0 0.44 0.00 2.44 
5 1.0 0.32 0.25 0.32 
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From the third column, we see that patient 1 has the highest original benefit ˆ jv = 2.00 so j* 

= 1.  In the last column, the adjusted benefit value of patient 2 is increased from 1̂v = 0.44 to vj = 

2.44 in light of Eq. (34) since t2 + s2d + τ21 = 14.75 + 0.25 + 0.00 = 15 ≤ t1 = 15. 

Step 4: Selecting next patient j 

By using Eqs. (32) – (34), we can calculate the benefit value for each feasible candidate j in 

RCL.  These patients are now sorted in decreasing order of vj.  For a given mp, we remove all but 

the top mp candidates and select one at random with probability 
1,..., p

j jj m
vv

 , j = 1, …, mp. 

Example 7.  Using the same data in Example 6, we have RCL = {2, 1, 5} after sorting 

them according to benefit values vj in decreasing order.  If mp = 2, then patients 1 and 2 will be 

selected with probability 0.45 and 0.55, respectively. 

The pseudocode for constructing a route is given in Figure 12. 

Procedure Route_Construction  
Input Therapist k, day d, and set of sorted compatible patients IK(k, d), and lRCL 
Output Sequence of patients in route (k, d) 
Step 0:  (Initialization)  

Build the set of candidate patients I(k, d); 
Set the first patient i to the origin of therapist k, i.e., io(k); set ti = ekd; 

Step 1:  Calculate starting time for patient j  I(k, d) according to Eq. (31); form RCL. 
Step 2:  Calculate benefit value for feasible patient j  RCL according to Eq. (34); 
Step 3:  Select patient j randomly from the top mp; 
Step 4:  Updating 

Insert patient j in sequence;  
if (patient j = destination d(k)) {  

Return sequence of patients;  
Stop; 

}else{ 
Put I(k, d)   I(k, d) \ {j}  \\ Remove patient j from I(k, d); 
Put i   j; 
Goto Step 1; 

 } 

Figure 12. Pseudocode for route construction 

5.2 PHASE II 

Similar as the parallel sequence in Chapter 4, a neighborhood search procedure has been 

developed to find a local optimum after the construction of a feasible solution in Phase I.  As we 

have discussed in Section 4.2, a neighborhood is the set of solutions that can be reached from the 
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current solution by making minor modifications to it.  These advanced neighborhood structures, 

such as edge exchanges (Savelsbergh 1992), 2-OPT* (Potvin and Rousseau 1995) and CROSS 

exchanges (Taillard et al 1997), typically requires the simultaneous modification of multiple 

customers, and thus are not applicable to our problem. 

In this sequential GRASP, we adopt the same Phase II procedure as in parallel GRASP 

shown in Section 4.2, i.e., we only apply the two basic operations: (i) insertion – move one 

patient from current position to another position either in the same route or in a different route; 

and (ii) swapping – exchange two patients that are either in the same route or in different routes.  

Furthermore, the TSP in Appendix B is not called, thus, this sequential GRASP is totally free of 

commercial solvers. 

5.3 COMPLEXITY 

We use the same approximate example in Section 4.3 to analyze the complexity here.  To 

construct a feasible solution in Phase I, the GRASP fixes the first visit day for new patients at the 

first step, as described in Section 4.1.1.  This procedure is of order O(|I | |P |) since the first visit 

day depends on the number of patterns for each patient. 

The GRASP then repeatedly selects a route to construct until all patients are scheduled.  

In this step, as discussed in Section 4.1.2, therapists are ordered according to their wage rates 

using a bubble sort which has complexity O(|K | 2).  This is done only once.  Also, the working 

hours remaining for available therapist are estimated for each day based on the visit information.  

Even though an estimate is made each time the subroutine is called, it only takes O( |I |  |D | ) time 

in total because each patient is just examined twice: first during the initialization step and second 

when he is assigned to a route.  Lastly, we need to sort the days for each route, which takes 

O(|D|2) time, and then construct a route for each therapist for each day, imply a complexity of 

O(|D|3|K|).  Thus, the procedure in Section 4.1.2 can be executed in O(|K | 2+|I |  |D |+|D|3|K|) 

time. 

After a route is selected, a sequence is constructed by selecting one patient at a time as 

described in Section 4.1.3.  Given an initial patient in the route, all feasible candidates are sorted 

according to their benefits, which is done in O(|I | 2) time.  Since the route length is O(|I | ), it takes 

O(|I | 3) to construct a route or O(|I | 3 |D||K|) for all |D||K| routes. 
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Thus, Phase I takes O( |I | |P | + |K | 2  + |I |  |D |  + |D|3|K| + |I | 3 |D||K| ) or O( |I | |P | + |K | 2  + 

|D|3|K| + |I |3 |D||K| ) time to construct a feasible solution; that is, a feasible solution can be 

found in polynomial time. 

For each Phase II iteration, we inspect O(|I | 2  |D | 2) neighborhoods.  It takes O(|I | ) time to 

check the feasibility of a candidate move and O(1) to evaluate the benefit so the complexity of 

each iteration is O(|I | 3  |D | 2).  This implies that the neighborhood of a solution can be generated 

and evaluated in polynomial time, and so each iteration can be implemented efficiently; 

however, the number of iterations necessary to find a local optimum may be exponential.  To 

avoid indefinite runtimes, a time limit was included as one of the stopping criteria. 

5.4 COMPUTATIONAL RESULTS 

The sequential GRASP was implemented in C++ and run on a PC with 12 GB of memory and an 

Intel i7 950 processor that has four 3.06 Ghz cores.  After initial experimentation, the following 

parameter settings were seen to provide the best balance between algorithmic performance and 

solution quality. 

 Number of iterations = 250; frequency of Phase II iterations = 5 

 Number of candidate routes in the RCL, mr = 10 in [Section 5.1.2, Step 2] 

 Parameters to determine length of RCL, lmin = 1, lstd = 10, lmax = 20 

       in [Section 5.1.3, Step 1] 

 Number of the top candidate patients considered in RCL, mp = 3 

       in [Section 5.1.3, Step 4] 

 Benefit function, α = 1, β = 2, ε = 0.0001 in [Eq. (33)] 

 Improvement threshold for accepting Phase II move, thres = 1 

 No time limit 

In the testing, the same two sets of problem instances in Section 4.4 were analyzed to 

determine the performance of this GRASP. 

Real test instances 

As discussed in Section 4.4, the real datasets are provided by Key Rehab.  The patient 

characteristics have been listed in Table 3, and the average characteristics of the therapists have 
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been listed in Table 4.  The weekly costs for the real schedules have been summarized in Table 

5(b).  In this section, we give the performance of our sequential GRASP on these datasets. 

Table 12 breaks down the costs for GRASP by therapist type and category; i.e., treatment 

time, travel time, administrative time, overtime, and reimbursed miles. The costs associated with 

treatment dominate each of the others by more than 50% and are somewhat higher for the Key 

Rehab schedule. An item-by-item comparison further indicates the improvements realized in the 

GRASP solution.  This is highlighted in the last columns which report the total weekly costs 

summed over all therapists. A quick calculation shows cost reductions of 16.78%, 11.20%, 

26.57% 16.92% and 18.95%, respectively, for the five weeks investigated. 

Table 13 summarizes the percentage differences by category.  In all cases, it can be seen 

that the GRASP schedules are superior.  For the May and November data sets, the overtime 

reductions for PTs stand out.  In these two months, the overtime costs for Key are quit large due 

to a disproportionate number of patients assigned to PT 1.  The last column reports the improved 

efficiency of the GRASP solutions over the Key Rehab solutions, and is based on the following 

definition: Eff = treatment cost / total cost. This measure reflects Key’s principal mission. It can 

be interpreted as the fraction of the total cost that is “unavoidable” or direct.  All other costs can 

be viewed as indirect and to some extent avoidable under ideal conditions.  For the December 

data set, treatment costs decreased by 16.15% while efficiency increased by 14.19%. The results 

were similar for the other months except that the reduction in treatment costs was marginal for 

May and November. 

The performance of the GRASP is summarized in Table 14, which breaks down the 

computations by phases.  For the November data set, for example, the best solution found in 

Phase I was $5316 at iteration 153.  Phase II improved the average Phase I solution by 49.89% 

and uncovered the best overall solution, $4836, at iteration 47, which was 72.33% better than the 

best Phase I solution. Preprocessing includes data input, network construction, and time 

calculations for all feasible links.  These steps took less than a second.  The total time for the 250 

250 iterations was 343.2 sec (see next to last column), which was roughly split 50%  50% on 

average between the two phases.  Various experiments showed that the total runtime scaled 

linearly with the number of iterations, and that for instances comparable in size to problem nos. 1 

– 5, the best Phase II solution was always found within 250 iterations. 
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Table 12. Average costs per week for each therapist type for GRASP ($) 

 PT PTA Grand 
Prob. no. Treat. Travel  Admin. OT Miles Total Treat. Travel Admin. OT Miles Total total 

1. May 2010 680.83 366.42 257.71 18.49 88.76 1412.21 787.50 105.94 117.67 5.56 14.98 1031.65 5268.29 
2. Nov 2010 642.22 350.11 245.38 0.00 86.38 1324.09 647.92 99.00 96.82 0.00 20.13 863.87 4836.14 
3. Dec 2010 401.01 153.44 102.49 0.00 32.23 689.17 901.44 24.32 134.70 0.23 0.86 1061.55 2439.90 
4. Mar 2011 265.42 41.73 142.92 0.00 3.47 453.54 660.75 111.30 145.79 0.37 18.82 937.03 6499.28 
5. Apr 2011 164.27 75.59 82.70 0.00 13.00 335.56 614.10 144.59 124.20 0.00 34.47 917.36 8099.32 

 

 

 

Table 13. Comparison of primary performance measures: 100 × (Key Rehab – GRASP) / Key Rehab (%) 

Prob. no. 
Treat. 
cost 

Travel 
cost 

Admin. 
cost 

OT 
cost 

Miles 
cost 

Total 
cost 

Improved 
Eff.† 

1. May 2010 3.70 21.54 15.38 86.72 18.20 16.78 15.72 
2. Nov 2010 2.37 20.05 7.55 100.00 6.60 11.20 9.95 
3. Dec 2010 16.15 49.99 30.97 -- 52.31 26.57 14.19 
4. Mar 2011 8.18 44.59 19.34 -- 28.13 16.92 10.52 
5. Apr 2011 10.14 32.33 28.17 100.00 -2.01 18.95 10.88 

 †100 × (GRASP – Key Rehab) / Key Rehab (%)
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Comparing the entries in columns 5 and 12 of Table 14 (best solutions), we see that 

Phase II greatly improved the Phase I solutions in all cases.  Column 9 indicates that the insertion 

move is much more effective than swaps.  For the May data set, the feasible region is extremely 

tight making it difficult for the GRASP to construct a solution without using of a supertherapist.  

On Friday there is only one feasible schedule but it was not uncovered in Phase I.  The best 

solution found in Phase I was at iteration 7 and required a supertherapist.  Phase II uncovered 

several feasible solutions, the best one at iteration 4.  Recall that the complexity of finding a 

feasible solution to routing problems with time windows is the same as finding an optimal 

solution. 

Finally, it should be mentioned that we tried to solve model (1), omitting lunch breaks 

but including overtime without success using CPLEX 12.2.  We made numerous runs with 

different parameter settings that involved changing the emphasis, omitting cuts, and ordering the 

variables for branching, but in all cases no feasible solutions were found within 14 hours.  We 

then tried solving five 1-day problems for each instance but quickly ran out of memory. In some 

of those cases, though, we were able to find integer solutions with optimality gaps in the range of 

8% to 75%.  Consequently, as part of the comparisons, we decided to report the LP solution of 

the full problem obtained at the root node of the search tree.  These values represent a lower 

bound on the GRASP solution and are contained in the last column of Table 14.  The 

corresponding gaps are 26.6%, 7.2%, 10.0%, 19.8% and 29.5% for May, November, December, 

March and April, respectively, averaging 18.6%. 

Also detailed in Table 14 are GRASP performance statistics, including time per iteration, 

total time, the iteration at which the best solution was found, and best result, each for Phase I and 

Phase II.  As can be seen, the runtimes are the same order of magnitude but there is substantial 

improvement between the Phase I and Phase II solutions.  For the 50 Phase II iterations, for 

example, the average improvement for November was 49.89%, while at the best iteration the 

improvement was 72.33%.  Recall that in Phase II we try to improve the best solution obtained in 

in the 5 most recent iterations. 



 91

 

 

 

Table 14. GRASP performance 

 Phase I Phase II   

Prob. 
no. 

Time 
/ iter. 
(sec) 

Total 
time 
(sec) 

Best 
iter. 

Best 
soln. ($) 

Time / 
iter. 
(sec) 

Total 
time (sec)

Avg. no. 
swaps / 

insertions 

Avg. % 
improve 

/ iter. 
Best 
iter. 

% improve 
at best iter.

Best 
soln. 
($) 

Overall 
Time 
(sec) 

CPLEX 
LP soln. 

($) 
1. May 2010 2.37 593.40 7 8847.59 11.42 571.20 1.50/33.34 91.89 4 193.84 5268.29 1164.76 4160.69 
2. Nov 2010 0.80 199.14 154 5316.47 2.88 143.98 1.10/28.50 49.89 48 72.33 4836.14 343.20 4513.25 
3. Dec 2010 0.56 139.42 2 2867.36 1.82 90.80 2.30/29.28 27.99 22 29.78 2439.90 230.31 2219.11 
4. Mar 2011 10.06 2515.47 209 6961.53 88.24 4411.85 1.22/30.34 8.71 93 10.39 6499.28 6928.01 5424.64 
5. Apr 2011 31.87 7967.38 1 8699.62 347.57 8689.15 1.16/46.88 9.17 171 14.41 8099.32 16659.21 6252.33 

 

 

 

Table 15. Algorithmic comparisons for real data sets 

 Sequential GRASP Parallel GRASP CPLEX - LP   

Prob. no. 
Cost 
($) 

Time 
(sec) 

Cost 
($) 

Time 
(sec) 

Cost 
($) 

Time 
(sec) 

cost† 
(%) 

time† 
(%) 

1. May 2010 5268.29 1164.76 5563.50 807.68 4160.69 57.70 5.60 – 30.66 
2. Nov 2010 4836.14 343.20 4819.79 230.21 4513.25 15.30 – 0.34 – 32.92 
3. Dec 2010 2439.90 230.31 2516.73 151.46 2219.11 63.57 3.15 – 34.24 
4. Mar 2011 6499.28 6928.01 6688.71 18963.02 5424.64 232.13 2.91 173.72 
5. Apr 2011 8099.32 16659.21 8962.54 27023.21 6252.33 276.16 10.66 62.21 

 † 100 × (Parallel GRASP – Sequential GRASP) / Sequential GRASP (%)
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Table 15 summarizes the performance of the sequential GRASP and our 

previously developed parallel GRASP.  Both employ similar Phase II logic but the Phase 

I procedures are radically different.  In four out of the five cases, the former provided a 

noticeable cost reduction overall averaging 5.67%. For problems 1 – 3, parallel GRASP 

was 32.61% faster on average but for the largest two problems it was 117.97% slower.  

We will see in the next section that as the size of the problem grows, the sequential 

GRASP dominates with respect to both cost and time. 

Experiments with random data 

In the computations, we again allowed 250 Phase I iterations for all instances.  

For the 4- and 8-therapist problem sets, Phase II was called every five iterations as 

previously but for the 12- and 16-therapist instances, Phase II was called every 10 

iterations, a concession aimed at reducing runtimes.  Also, the threshold parameter, thres, 

was increased from 1 to 10 for the 16-threapist instances.  

Table 16 summarizes the results obtained with the two algorithms and CPLEX for 

the random data sets.  The first column identifies the size of an instance, where size is 

specified by: number of therapists × number of fixed patients × number of flexible 

patients. From the last two fields we can determine ratio_FF.  The entries in each row are 

an average of 5 instances. 

The first observation is that the sequential GRASP offers significant improvement 

over the parallel GRASP in all cases with respect to cost and in virtually all of cases with 

respect to time for the 8-, 12- and 16-therapist instances.  When the cost percentages are 

above 15%, as they are in the first four problem sets, for example, it generally means that 

the parallel GRASP could not find a feasible solution without the use of a supertherapist 

in at least one of the five instances being averaged.  Recall that a supertherapist has a 

wage rate of $1000/hr. 

As with the real cases, the parallel GRASP reached the 250 iteration limit much 

more quickly than did the sequential GRASP for the small instances (4 therapists), but 

then began to lag.  Since the Phase II procedure for both algorithms are similar, the 
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explanation would seem to lie in Phase I and the corresponding amount of data 

processing and checking that is required to find partial solutions; however, this is only 

partially true.  At each Phase I iteration of the sequential GRASP, a separate route is 

constructed each day for each therapist. For a given therapist, we need to determine 

which patients are compatible with him and then construct the candidate list.  From the 

candidate list we adaptively construct the restricted candidate list which ranges in size 

from 10 to 20 patients, regardless of problem size.  Given an average of 2.5 treatment 

days a week per patient, this translates into 25 to 50 possible visits per day although 

fewer may actually be scheduled. 

With the parallel GRASP, we first determine the patient patterns in a way that 

evenly distributes demand over the week. For the 4-therapist instances this translates into 

about 20 visits per day, which is generally less than for the sequential GRASP, at least for 

the first few days. At each Phase I iteration, a series of assignment problems are solved 

that assign patients to therapists each day. This requires an examination of each therapist-

patient pair to determine their compatibility before setting up and solving each 

assignment problem.  When an instance is limited to a few therapists, most of the effort is 

in solving the assignment problems with CPLEX.  This can be done very quickly in 

general. As the problem size grows, setup time begins to dominate, and becomes much 

more intensive for the parallel GRASP because the number of visits each day increases. 

In addition, the parallel GRASP includes a step following the solution of each assignment 

problem that involves route augmentation.   This step requires a more detailed assessment 

of therapist-patient compatibility as well as an assessment of patient-patient 

compatibility, and hence more work. 

In the majority of cases, the Phase I solutions provided by the sequential GRASP 

are better than those provided by the parallel GRASP.  As a consequence, the parallel 

GRASP spends more time in Phase II (executes more insertions and swaps) than the 

sequential GRASP improving the Phase I solutions. The 4-therapist instances are the 

exception and hence the result that the parallel GRASP is somewhat faster for the small 

instances. 
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Table 16. Algorithmic comparisons for random data sets 

 Sequential GRASP Parallel GRASP CPLEX - LP   

Prob. no. 
Cost 
($) 

Time 
(sec) 

Cost 
($) 

Time 
(sec) 

Cost 
($) 

Time 
(sec) 

cost† 
(%) 

time† 
(%) 

1. 4×12×28 5070.85 717.41 6891.13 508.46 3425.17 9.50 35.83  29.46
2. 4×16×24 4895.71 527.57 6830.65 367.20 3408.32 7.71 38.63  29.92
3. 4×20×20 4726.89 541.10 6260.37 350.28 3221.95 4.42 31.45  33.47
4. 4×24×16 4374.85 383.03 6652.34 279.12 3195.74 3.92 50.45  26.41
5. 8×24×56 8934.66 14383.01 9130.36 20199.24 6099.82 425.93 2.20 44.26 
6. 8×32×48 8727.97 12043.44 9402.48 16345.22 6125.39 160.51 7.21 40.26 
7. 8×40×40 9548.80 10397.75 10643.57 13505.71 6814.05 239.43 10.35 31.36 
8. 8×48×32 8237.96 9892.20 10537.06 9176.03 5693.67 85.95 26.03  7.68 
9. 12×36×84 12713.94 60743.08 13210.39 106304.80 8984.78 10625.05 3.93 80.56 
10. 12×48×72 12811.09 52188.47 15036.56 81316.56 8397.66 3097.59 17.10 62.09 
11. 12×60×60 12634.92 40258.57 13857.60 84060.13 8855.80 2561.02 9.81 108.69 
12. 12×72×48 11361.44 37325.95 12826.25 62145.48 8060.58 846.46 12.28 67.96 
13. 16×48×112 17313.42 137081.06 17716.47 261302.50 * * 2.50 91.43 
14. 16×64×96 15468.09 107896.12 16165.23 230588.94 * * 4.52 118.08 
15. 16×80×80 15137.90 111464.76 15791.88 203126.49 * * 4.49 85.67 
16. 16×96×64 15303.96 84900.31 15874.24 156747.95 * * 4.05 96.19 

† 100 × (Parallel GRASP – Sequential GRASP) / Sequential GRASP (%) 
* No solution after 14 hours 

 

From the cost data in Table 16 we can compute the gap between the relaxed 

CPLEX solutions and those obtained with the two heuristics.  For the sequential GRASP, 

the gap averaged 44.2%, and for the parallel GRASP, 74.6%.  These values could only be 

calculated using the first 12 problems sets which contain 4, 8 and 12 therapists; CPLEX 

could not find an LP solution for any of the 16-therapist instances within 14 hours.  

Those instances roughly contain 2 million variables and 1 million constraints. Finally, 

additional tables highlighting input and output statistics in a format similar to Tables 12 – 

15 can be obtained from the authors, as can the details of each of the 80 runs. 

5.5 CONCLUSIONS 

The therapist routing and scheduling problem offers new challenges for researchers 

interested in personnel planning in the home healthcare industry.  In this chapter, we 

described a new algorithm for constructing weekly schedules for agency therapists 
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treating patients scattered throughout a wide service area.  The collective features of the 

problem that set it apart from previous work include heterogeneous therapists both full 

and part time, a mixture of fixed and flexible patients, first visit requirements, multiple 

sessions per day, and the need to assign lunch breaks and account for contractual 

overtime agreements. 

As part of the research we developed a mixed-integer linear programming model 

for the problem but quickly discovered that exact solutions were outside the reach of 

current technology.  Even a one-day instance could not be solved optimally with 

commercial software.  As an alternative we developed a sequential GRASP in an effort to 

improve upon our previously developed parallel GRASP.  Testing on five real data sets 

and a large number or randomly generated instances confirmed the effectiveness of the 

new algorithm.  In particular, it provided a an average cost reduction of 18.09% with 

respect to current practice and a 5.58% improvement over the parallel GRASP.  

Moreover, it outperformed the parallel GRASP on most of the randomly generated 

instances and was able to find solutions for all of the dozen or so unsolved cases. 

To further improve performance on the largest instances, which have long 

runtimes, we are planning to investigate the idea of decomposing the therapists and 

patients by geographic region so that each can be solved separately.  This would require 

the development of a specialized clustering algorithm.  Given the individual solutions, a 

post-processing step similar to our Phase II procedure could then be used to arrive at a 

local optimum.  On a different track, we are now exploring a column generation 

algorithm for solving the full problem in Chapter 6 as well as several special cases 

defined by all fixed patients in Chapter 7.  
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Chapter 6. Branch and Price 

Our computational experience with CPLEX 12.2 showed that after several hours, it was 

not possible to find a feasible solution to model (1) for the smaller dataset or to find 

optimal solutions to simple instances with little more than a handful of therapists and 

patients.  As an alternative, we propose a B&P algorithm that applies Dantzig-Wolfe (D-

W) decomposition to solve the linear programming (LP) relaxation of the model 

consisting of Eqs. (1) – (12), and then branch and bound to find integral solutions (e.g., 

see Vanderbeck 2000, Wolsey 1998).  In the formulation of the D-W master problem, it 

is common to identify a set of constraints that do not readily decompose into simple 

subproblems and are associated with “demand”.  Leaving aside constraints (2) – (8) for 

the moment, constraints (1b)  (1d) best satisfy these conditions because they cut across 

all therapists and reflect the need to provide service to all patients over the planning 

horizon.  The remaining constraints (1e) – (1i), (10) – (11) essentially define the feasible 

regions over which each therapist would optimize if her schedule could be constructed 

independently of her colleagues’ schedules.  Although technically speaking these 

constraints cannot be written separately for each k  K due to the summation in the 

arrival time inequalities (1f) – (1h), they can be decomposed by therapist from an 

algorithmic point of view as described in the next section. Lack of homogeneity among 

therapists, though, requires that a separate subproblem be solved for each k  K. 

In our decomposition, the set of points  ,k
ijd idx t that are feasible to the 

subproblem constraints correspond to the set of weekly schedules that can be assigned to 

therapist k.  Because there are an exponential number of such schedules, it is not efficient 

to generate all of them at once.  Rather, promising subsets are generated at each iteration 

of the D-W procedure to populate a restricted master problem (MP ); i.e., one that 

contains only a subset of feasible weekly schedules.  A solution to the full MP, and hence 

the original problem, will consist of exactly |K | columns, one for each therapist. 
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6.1 SET PARTITIONING REFORMULATION 

Informally speaking, the idea of B&P is to have the subproblems act as pattern generators 

guided by the values of the dual variables associated with the LP solution to MP .  At each 

major iteration, an optimality check is made by pricing out MP .  This is done by solving 

the subproblems to see whether one or more schedules (MP  columns) can be identified 

that have a negative reduced cost.  When added to the restricted MP , such columns will 

improve the current LP solution, which serves as a lower bound on the solution to the 

original IP.  If all the reduced costs are nonnegative and the MP  variables are nonintegral, 

B&B is performed.  The approach is most effective when the LP solution to the restricted 

MP  is found in the early stages of column generation. 

We first present MP and then show how its solution is used to construct the 

objective function of the subproblem.  To simplify the presentation, constraints (2) – (8) 

and (10) – (11) are omitted for now.  Let s be the column index and let the definitions of 

all previously introduced notation be the same.  The following new symbols are used in 

the formulation of MP . 

Parameters and sets 

s
kc  cost of a feasible schedule for therapist k associated with column s 

s
idkX  mapping parameter associated with column s; 1 if patient i is seen on 

day d by therapist k, 0 otherwise  

S(k) set of columns associated with therapist k 

Decision variables 

s
k  (binary) 1 if the therapist k is given schedule s, 0 otherwise 

Master Problem (MP) 

IP = Minimize 
( )

s s
k k

k K s S k

c 
 
   (35a) 

subject to 
( , ) ( ) ( , )

0s s
idk k ip

k K i d s S k p PD i d

X y
  

    ,   i  I, d  DU(i)  (35b) 

 
( )

1s
k

s S k




 ,  k  K (35c) 



 98

 
( )

1ip
p P i

y


 ,   i  I (35d) 

  0,1s
k  ,  k  K, s  S(k),  0,1ipy  ,  i  I, p  P(i) (35e) 

The objective in (35a) is aimed to minimize the total cost of providing service 

over the planning horizon.  It is similar to (1a) but here the coefficient s
kc  captures the 

entire cost of a schedule including travel, administrative time, regular service and 

overtime.  Constraints (35b) are the equivalent of (1b), but are written in terms of the 

schedule variables s
k  instead of the original variables  k

ijdx .  The parameters  s
idkX  are 

derived from the solution of the pricing subproblems, which are presented next.  Each 

row in (35b) corresponds to the feasible pair (i, d) so the associated portion of the column 

will have up to |I |  |D | entries.  Because each therapist is uniquely characterized by her 

rate of pay, availability, skill level and contract terms, it is necessary to maintain the 

index k in the variables and parameters in MP. 

Unlike constraints (1b), constraints (34b) do not explicitly consider the patient j 

visited immediately after i on day d.  To account for the routing in each schedule s, it is 

necessary to maintain a complementary data structure that records the order, time, and 

day that patients are visited during the week.  For example, let s
ijdr  = 1 if patient i is the 

immediate predecessor of patient j in schedule s on day d, and 0 otherwise.  To convert 

the variables in MP  back to the original variables, the following relationship can be used. 

 k
ijdx  = 

( )

s s
ijd k

s S k

r 

  

Because each schedule s is treated as unique, there is no need to reference therapist k in 

the data structure  s
ijdr .  We just need to keep track of the set S(k). 

The “convexity” constraints (35c) are equivalent to (1c) and ensure that each 

therapist k is given at most one schedule for the week. Practical considerations dictate 

that each therapist should be given a schedule so (35c) can be written as an equality 

without altering the results. However, it is more efficient computationally to maintain the 
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inequality because this restricts the corresponding dual variables to be nonpositive, which 

halves the size of the dual space.  Constraints (35d) are identical to (1d) and guarantee 

that each patient is assigned exactly one pattern.  Finally, logic restrictions are placed on 

the variables in (35e). 

When the integrality constraint on the s
k  and yip variables in (35e) are relaxed, 

the solution to (35) provides a lower bound on the optimal solution to (1) and (10) – (11).  

With the D-W procedure, this bound, call it MP , is usually tighter than the bound LP  

obtained by solving the LP relaxation of (1) and (10) – (11) directly. 

For some k  K and s  S(k), and assuming |I | = n and |K | = m, a column in model 

(35) has the following form: 

  1,1, 1,2, 1,5, 2,1, 2,5, ,1, ,5,, ,..., , ,..., ,..., ,..., , ,
Ts s s s s s s

k k k k k n k n k kX X X X X X X e 0  (36) 

where ek is an m-dimensional unit vector with a 1 in position k and 0 is an n-dimensional 

vector of zeros.  In D-W decomposition, the restricted MP  is initialized with a subset of 

columns in the form of (36) and solved as an LP.  The corresponding dual variables are 

used to construct the objective functions of the pricing subproblems whose solutions 

identify promising new columns.  When it can be verified that no such columns exist, 

theory tells us that MP  has been found.  If s
k , k = 1,…,m, s  S(k) and ipy , i = 1,…n, p  

P(i) are integral, then IP  = MP and (35) has been solved; if not, then some form of 

enumeration is required to obtain an optimal integral solution from the fractional 

solutions associated with (35).  Before presenting the details of our enumeration 

procedure, the subproblem will be discussed. 

6.2 PRICING SUBPROBLEM 

The purpose of the subproblem in D-W is to identify new columns whose reduced costs 

are negative.  When these columns are added to MP  and the updated LP is re-solved, the 

new solution should be an improvement over the current solution.  If one (or more) such 

a column exists, then it can be found by minimizing a generic representation of the 
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reduced cost of a schedule.  To formulate the subproblem objective function, let 1
id ,  i 

 I, d  DU(i), be the dual variable associated with the demand constraints (35b) and let 

2
k ,  k  K, be the dual variable associated with the convexity constraints (35c).  

Because the pattern assignment constraints (35d) contain only y-variables, which do not 

appear in the subproblem, it is not necessary to account for the dual variables associated 

with (35d).  Noting that 1
id  is a free variable and 2

k  is nonpositive, we can write the 

reduced cost of column k in MP  as 

 1 2

( )

s s s
k k id idk k

i I d DU i

c c X 
 

     (37) 

where  

  
( ) ( , ) { ( )} ( , ) ( )

0.28 0.5s k k s reg over
k ij id idk k k

d DK k i IK k d o k j IC i d d DK k

over
dkc c c X c T

    

        

To put (37) into a form that is usable in the subproblem, the parameters  s
idkX  

must be expressed in terms of the original problem variables  k
ijdx .  Dropping the column 

index s, gives  

  2

( ) ( , ) { ( )} ( ,

1

() )( )

0.28 0.5k k k reg over
ij id ijd k k

d DK k i IK k d o k j IC i d d DK

over k
k dk id ijd k

I DU ik i d

c c x c T xc   
    

          
 
or 

  2

( ) ( , ) { ( )} (

1

, ) ( )

0.28 0.5k k k reg over
ij id ijd k k

d D

over
k id dk

K k i IK k d o k j IC i d d DK k
kcc c x c T  

    

          (38) 

The first term on the right-hand side of (38) is the cost associated with routing 

therapist k throughout the day and treating patients.  The second term accounts for 

overtime, and the last term is the adjustments imposed by the MP  dual variable 2
k .  Note 

Note that if one were to write the dual of the relaxed master problem (35), the constraints 

would be equivalent to the reduced cost in (38) written as c  0; i.e., dual feasibility.  In 

formulating subproblem k, SPk, we retain the continuity, arrival time, mileage 

reimbursement, and overtime constraints (1e) – (1i), (8) and (10) – (11), but only 

consider therapist k in (1f) – (1h).  Because it will always be suboptimal for more than 
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one therapist to visit a patient on the same day or for more visits to be scheduled than 

required for a patient in a week, the MP solution will never indicate such a result. 

Subproblem (SPk) 

SP
k = Minimize  

( ) ( , ) { ( )} ( , ) (

1

)

0.28 0.5k k k reg over
ij id ijd k k

d DK k i IK k d o k j IC i d d D

over
i d

K k
d kc c x c T 

    

        (39a) 

 
 subject to 

( , ) ( ) ( , ) ( )

0k k
ijd jid

i IC j d o k i IC j d d k

x x
   

   ,   d  DK(k), j  IK(k,d) (39b) 

    1 k
id id ij ij ijd jdt s M x t     ,   i  I, d  DU(i), j  IC(i,d) (39c) 

  ( ), ( ), ,
k

kd o k i o k i d ide x t  ,  i  I, d  DU(i) (39d) 

  , ( ) , ( ),
k

kd i d k id id i d k d id idf s b x b t     ,  i  I, d  DU(i) (39e) 
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k
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   2
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   ,   d  DK(k) (39h) 

 1
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k
ij id i ijd dk

i IK k d j IK k d

s adm x T
 

    ,   d  DK(k) (39i) 
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d D

T T


   (39j) 

 k
ijdx  {0,1}, idt  [aid, bid],   i  I, d  DU(i), j  IC(i,d) (39k) 

 0ov
dk

er  ,  d  DK(k) (39l) 

 0  dkT   max
dk ,   d  DK(k), _0 over max over

k kT    (39j) 

Solving (39) to optimality is equivalent to finding the most negative reduced cost 

when solving an LP, but this may be too time consuming for large instances.  All that is 

really needed is a feasible solution whose objective function value in (39a) is less than 2
k

, or equivalently, kc ≡ SP
k  2

k  < 0.  If one is found for any k  K, then the 
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corresponding column is added to the set S(k) in MP ; if not, we proceed to branch unless 

all the MP  variables are integral. 

For the B&P approach to be valid, it is necessary to solve the LP relaxation of (1), 

(10) – (11) to optimality.  This means that subproblem (39) must eventually be solved to 

optimality to confirm that there are no remaining columns that price out negatively.  

Adding cuts to (39) (e.g., see Bard et al. 2002) or developing a specialized algorithm 

might be necessary if the B&P algorithm is to be effective. 

A closer look at SPk reveals that it is an elementary shortest path problem with 

time windows (ESPPTW), which is NP-hard in the strong sense (Dror 1994) so the 

existence of a pseudo-polynomial algorithm is unlikely.  However, the relaxed version, 

i.e., the shortest path problem with time windows (SPPTW), where each node may be 

visited more than once, is NP-hard in the ordinary sense.  Although cycles may exist in a 

solution to SPPTW, the service time initiation constraints (39c), coupled with tid  [aid, 

bid] for all i and d, guarantee that all feasible paths are finite. 

A final point about MP and SPk concerns the case where some therapists have 

identical characteristics.  If k  Kg  K are indistinguishable from each other, then model 

(35) can be reduced by letting s
k  be an integer variable, replacing the right-hand side of 

(35c) with |Kg|, and substituting k  Kgroup for k  K throughout, where Kgroup = gg
K  is 

the set of homogeneous groups of therapists.  In addition, model (39) needs only to be 

solved for each group Kg rather than for each therapist k  K. 

6.3 COMPUTATIONAL RESULTS 

Our initial testing with extremely small-sized datasets show that this framework has 

worked already.  Given the heuristic solutions provided by GRASPs in Chapter 4 − 5, 

three difficulties still remain for realistic-sized datasets though: 1) how to solve 

subproblems efficiently; 2) how to improve convergence rate of D-W procedure; and 3) 

how to design effective branching rules.  In order to solve these issues, we feel that it is 

necessary to simplify our problem first, because any method that fails to work for the 



 103

simplified problem cannot be applicable to the entire problem.  In Chapter 7, we study 

the simplified problem in which all patients have fixed appointment times.  
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Chapter 7. Problem with Fixed Appointment Times 

This chapter presents a new model for constructing weekly schedules for therapists who 

treat patients with fixed appointment times at various healthcare facilities throughout a 

geographic region (TThSP).  The model takes the form of a large-scale mixed-integer 

program but was not solvable with CPLEX for instances of realistic size.  Subsequently, a 

branch-and-price algorithm was developed to find optimal solutions.  To check feasibility 

first, one heuristic and two relaxed models were developed whose solutions are turned to 

be near-optimal.  The work was also performed in conjunction with Key Rehab.  Thus all 

of the policies, practices, compensation rules and legal restrictions are same as those 

specified in Chapter 2 and reflected in the model formulation. 

7.1. MODEL FORMULATION 

We are given a patient population I geographically dispersed on a Euclidean plane such 

that each patient i  I has a demand for service for a predetermined number of days over 

the planning horizon.  On any day d  D, one or more therapists k  K are available to 

provide service to a subset IK(k,d) of patients.  Each therapist k works out of a home 

base, denoted by o(k), which is one of the clinics or his residence. 

Patients have fixed appointment times, which, by assumption are always realized.  

For patient i on day d, aid is the time that treatment begins, and sid is its length.  In 

addition, each therapist has a contract that specifies his available hours during the week.  

The earliest time that therapist k can begin work on day d is denoted by ekd and the latest 

time that he can finish is fkd.  Full-timers generally work Monday through Friday for up to 

8.5 hr/day with ekd = 8:00 am and fkd = 5:00 pm (includes lunch).  However, therapists are 

permitted to select their own appointment windows and it is not uncommon for them to 

work four 10-hour days.  Because all therapists are paid on an hourly basis rather than 

being salaried, they receive regular time for the first 40 hours in the week and time-and-a-

half for anything above that.  As mentioned, if their shifts span 6 or more hours in a day, 

they must be given a ½-hour unpaid lunch break, which we schedule between 11:30 am 

and 1 pm, inclusively. 
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From a modeling point of view, there are at least two ways to represent the 

problem.  The first, and the one that we pursue, exploits a routing analogy and considers 

each therapist as a time-constrained vehicle stationed at one of two depots – his home or 

his designated clinic (Kontoravdis and Bard 1995).  The patients are demand points that 

must be visited over the course of a week [e.g., see Cheng and Rich (1998) for a home 

healthcare example].  The second views the therapists as entities flowing through a time-

space network.  Each node in the network represents a patient-time period combination 

with a demand of 1 that is appropriately linked to individual origin and destination nodes, 

one for each therapist for each day of the planning horizon [e.g., see Bard et al. (2001) for 

an airline re-scheduling example]. 

Graphical representation 

In the context of vehicle routing and scheduling, the problem can be modeled on a set of 

|K| intersecting graphs Gk = (Vk, Ak) consisting of the node set Vk and the arc set Ak, where 

G = kk K
G

 is termed a multigraph by Hadjar et al. (2006) and others.  Here, Vk = dD 

IK(k,d)  {o(k)} is the set of all patients that can be seen by therapist k plus his 

origin/destination node.  A unique node is defined for each patient-day combination 

irrespective of where the patient is seen.  The set Ak contains all feasible arcs and is a 

subset of Vk  Vk.  Because all the patient visits are at fixed times and are of a fixed 

length, the “routing” aspect of the problem is absent and Gk takes the form of a directed 

graph such that every cycle contains a home base – a significant simplification 

(Desrosiers et al. 1995).  Note that G can be made acyclic by splitting each o(k) into an 

origin and destination node. 

For each node i  Vk \{o(k)} there is a service time sid, an administrative time 

admidk, and a unit service cost cid
k .  It is preferable that the administrative functions be 

performed immediately after seeing a patient but this is not a requirement.  For each arc 

(i,j)  Ak, there is a travel cost k
ijc  and a travel time ij.  From a temporal point of view arc 

arc (i, j)  Ak can be eliminated for day d when aid + sid + ij > ajd for all k  K and i, j  

IK(k,d).  When sid is not a function of d, it is always possible to put ij  ij + sid which is 
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is often done in the routing literature.  The single factor that prevents the problem from 

being decomposed by day is the cumulative number of hours worked by each therapist 

over a week, which is needed for the overtime calculation.  In the development of the 

TThSP model, we make use of the following notation, some of which has already been 

defined. 

Indices and sets 

i, j index for patients 

k index for therapists 

d index for days 

o(k) origin (and destination) location of therapist k 

DK(k) set of days therapist k can be scheduled to work 

DU(i) set of days that patient i requires treatment 

K set of all therapists 

K(i,d) set of therapists that can see patient i on day d 

I set of patients to be seen over the planning horizon 

IK(k,d) set of patients that can be seen by therapist k on day d 

IL(i,k,d) set of immediate successors of patient i that admit a lunch break on day d for 

therapist k  

IP(i,k ,d) set of patients that can immediately precede patient i on therapist k’s 

schedule for day d; includes o(k) 

IF(i,k ,d) set of patients that can immediately follow patient i on therapist k’s schedule 

for day d; includes o(k) 

Data and parameters 

k
ijc  cost for therapist k to travel from patient i to patient j 

k
idc  cost of visit by therapist k to treat patient i on day d 

 ck
reg   hourly wage rate of therapist k 

miles
kc  reimbursement rate for miles driven above 25 each day by therapist k  

 miles
kc =$0.55/mile 
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sid time required to provide treatment to patient i on day d (hours) 

admikd time required by therapist k to perform administrative functions after 

treating patient i on day d 

aid treatment start time for patient i on day d 

ij travel time from patient i to patient j 

ekd earliest start time of therapist k on day d 

fkd latest end time of therapist k on day d 

  dk
max   maximum number of hours that therapist k is permitted to work on day d   

   k
max _ over  upper limit on the amount of overtime permitted for therapist k 

ijdist  distance between locations i and j 

Decision variables 

k
ijdx  1 if therapist k visits patients i and j in succession on day d, 0 otherwise 1

dkT    

time it takes for therapist k to go from her home base to her first patient on 

day d 

1
dkT  time to go from o(k) the first patient therapist k sees on day d  

2
dkT   time it takes for therapist k to return to o(k) after treating his last patient on 

day d 

Tdk  total time for which therapist k is paid on day d 

 Tk
over  number of hours that therapist k works in a week beyond 40 

dkD  number of miles that therapist k drives on day d 

miles
dkD  number of miles above 25 that therapist k drives on day d 

 

TThSP Model 

IP  = Minimize  
( ) ( , ) { ( )} ( , , )

k k k
ij id ijd

k K d DK k i IK k d o k j IF i k d

c c x
    

     + miles miles
k dk

d D k K

c D
 
  

  + 0.5 reg over
k k

k K

Tc

  (40a) 
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 subject to 
( , ) ( , , )

1k
ijd

k K i d j IF i k d

x
 

  ,   i  I, d  DU(i) (40b) 

 ( ), ,
( , )

1k
o k j d

j IK k d

x


 ,   k  K, d  DK(k) (40c) 

 
( , , ) ( , , )

0k k
ijd jid

i IP j k d i IF j k d

x x
 

   ,  k  K, d  DK(k), j  IK(k,d)  {o(k)} (40d) 

 1
( ), ( ), ,

( , )

k
o k j o k j d dk

j IK k d

x T


 ,   k  K,  d  DK(k) (40e) 

   2
, ( ) , ( ),

( , )

k
i o k id ikd i o k d dk

i IK k d

s adm x T


   ,   k  K, d  DK(k) (40f) 

 1
dkT + 2

dkT  +  
( , ) ( , , )\{ ( )}

k
ij id ikd ijd dk

i IK k d j IF i k d o k

s adm x T
 

    ,   

   k  K, d  DK(k) (40g) 

 
( )

40 over
dk k

d DK k

T T


  ,   k  K (40h) 

 
{ ( )} ( , )

k
ij ijd dk

i I o k j IF i d

dist x D
  

  ,   d  D, k  K (40i) 

 dkD   25  miles
dkD ,   d  D, k  K (40j) 

 
( , ) ( , , )

1k
ijd

i IK k d j IL i k d

x
 

  ,   k  K, d  DK(k) (40k)
 
 

 
k
ijdx  {0,1}, 1

dkT   0, 2
dkT   0, dkT  0, max

dk   , _0,over max over
k kT     , dkD  

0, miles
dkD  0,  i  I  {o(k)}, d  DU(i), j  IF(i,k ,d), k  K(i,d) (40l) 

The objective function (40a) has three terms.  The first minimizes the cost of 

traveling between all pairs of patients plus the cost of providing treatment. For those 

patients to be seen on day d, the set IK(k,d) must be defined accordingly. The second and 

third terms minimize the mileage reimbursement and overtime payments, respectively. 

Constraints (40b) ensure that each patient has exactly one successor on a route on 

day d.  The first summation is over the set of therapists who are qualified to provide 

treatment to patient i and the second is over all patients who are compatible successors of 

i and hence can be on the same route.  An ordered pair of patients (i,j) is said to be 
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compatible on day d for therapist k if it satisfies the following conditions: aid + sid + ij  

ajd, ekd + o(k),i  aid, and ajd + sjd + admjkd + j,o(k)  fkd.  As such, if j  IF(i,k ,d), then 

either i and j are separated by too great a distance, therapist k cannot reach i at her 

appointment time, patient j’s appointment time does not allow sufficient time for 

therapist k to return to his home base prior to the end of his day, or therapist k is not 

suited to treat patient j.  These situations are sorted out in a preprocessing step where all 

the sets are defined.  The requirement that patient i be seen by a particular therapist k on 

day d, can be accommodated by appropriately defining the set K(i,d).  We treat this as a 

hard constraint but it is an easy matter to treat patient preferences as a soft constraint, 

penalizing non-preferred assignments. 

Constraints (40c) limit each therapist k  K to at most one schedule per day.  By 

implication, when ( ), ,
k
o k j dx  = 0 for all j  IK(k,d), therapist k is not given a schedule on 

day d.  If a subset of therapists, say, nk of them, have the same profile and can be viewed 

as interchangeable (that is, homogeneous), then the right-hand side of (40c) can be 

replaced with nk and K redefined to be the set of therapist types rather than individuals.  

Constraints (40d) impose route continuity for each therapist k and each compatible 

patient j  IF(i,k,d) by requiring that tours (loops) are constructed rather than open paths.  

The start and end of a tour for therapist k is assumed to be the same location, o(k).  Given 

positive flow on network Gk, when (40d) is combined with (40b), we see that each patient 

j who is treated by k has a unique predecessor and a unique successor.   

Constraints (40e) – (40f) keep track of the amount of paid time accrued daily by 

therapist k.  Therapists may work for more than 8 hours a day but overtime does not 

apply until their billable plus administrative plus travel time exceeds 40 hours in a week.  

The summation on the left-hand side of (40e) determines the time to go from the home 

base of therapist k to his first patient.  The left-hand side of (40f) determines the time 

required by therapist k to treat the last patient in his schedule on day d, perform the 

associated administrative functions, and then return to his home base.  Note that the 

calculation of administrative time for therapist k is based on his individual productivity 
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factor denoted by k < 1.  The formula is: admikd = (1/k  1)  BTid, where BTid = billable 

billable time for patient i on day d.   

The total number of working hours that therapist k accrues on day d is calculated 

in (40g).  An upper bound is placed on this value in (40l).  Constraint (40h) sums the 

working hours over the week and subtracts 40 to provide a lower bound on the number of 

overtime hours for therapist k.  An upper bound is likewise imposed in (40l).  Because we 

are trying to minimize overtime compensation in (40a), we are able to write the 

constraints in (40h) as inequalities rather than equalities; over
kT will always assume its 

smallest value in any solution and hence will be binding in either (40h) or (40l).  

Constraints (40i) are similar to those in (40g) and are used to determine the total distance 

that therapist k drives each day.  Whether mileage reimbursement is due is determined by 

(40j) in a manner similar to (40h). 

Constraints (40k) are written for those therapists whose time window on day d 

spans 6 or more hours and ensures that they each traverse at least one arc (i, j) that admits 

sufficient time for the lunch break.  Because the demand for therapists generally exceeds 

the supply, we have assumed for modeling purposes that all those whose time windows 

are at least 6 hours will be assigned at least 6 hours of work and hence will require a 

break. In any case, j  IL(i,k,d) if and only if (i) ajd − (aid + sid + ij) ≥ 0.5, that is, at least 

30 minutes of idle time exist between the end of patient i’s treatment and the beginning of 

patient j’s treatment, and (ii) | [aid + sid, ajd] ∩ [11,13] | ≥ 0.5, that is, the ½-hour break can 

fit between 11:00 am and 1:00 pm.  The equations needed to determine whether or not 

these conditions hold and hence whether a therapist is indeed entitled to a break on day d 

are given by Section 4.1.2.  Finally, variable definitions are stated in (40l). 

Letting |I | be the number of patients, |D | the number of days in the planning 

horizon, and |K | the number of therapists available, model (40a) – (40l) uses 

O(|D |  |I |2  |K | ) binary variables and O(|D |  |I |  |K |) constraints.  A prepossessing step 

excludes all k
ijdx  variables from the formulation that correspond to infeasible network 

arcs.  As mentioned, if two or more therapists, say, k1 and k2, have the same contract and 
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are otherwise indistinguishable, then they can be grouped together is a subset K1,2 = {k1, 

k2} and treated as a unit rather than as individuals.  Defining the variables and constraints 

constraints accordingly would lead to a proportional reduction in the size of model (40).  

In addition, some tightening of the LP relaxation of (40) can be achieved by including the 

standard subtour elimination constraints (see Wolsey 1998) and several others (Hadjar et 

al. 2006). 

7.2. COMPLEXITY RESULTS 

When a subset of the patients do not have fixed appointment times but can be scheduled, 

arbitrarily over a portion of the day, the corresponding problem is evidently NP-hard in 

the strong sense because it contains a daily m-TSP with time windows and multiple 

depots.  For the more restrictive case addressed here where all patients have fixed visit 

times, the complexity of the TThSP remains unchanged, even when the complicating 

constraints (40e) – (40k) are omitted. 

Proposition 3. The reduced version of the TThSP for patients with fixed visit times, but 

without lunch breaks, overtime costs, or mileage reimbursement requirements, is NP-hard 

in the strong sense. 

Proof. We make use of the restriction principle, which states that if a special case of a 

problem is NP-hard, then the problem itself is NP-hard.  To begin, assume that all the 

therapists are identical but each starts and ends his day at his individual residence. Also 

assume that the only requirement is that each patient be treated at a specific time. Thus, 

the TThSP can be modeled on a directed graph with origin and destination nodes 

corresponding to the therapists’ residences.  This problem is equivalent to a multiple 

depot vehicle scheduling problem which Bertossi et al. (1987) has shown to be strongly 

NP-hard. 

A special case arises when all the therapists are identical.  Although not realistic 

in our case, the following corollary may be useful in constructing feasible solutions and 

lower bounds. 
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Corollary 1.  When all therapists are identical; that is, they have the same qualifications, 

wage rate, start and end locations, and working hours each day, the TThSP can be solved 

in polynomial time. 

Proof. This case is equivalent to a homogeneous, single depot, vehicle scheduling 

problem which Lenstra and Rinnooy Kan (1981) have shown is polynomial solvable.  In 

network terms, we have a minimum cost circulation problem whose constraint matrix is 

totally unimodular. 

7.2.1 Overtime 

When overtime is taken into account, the one-day, and hence the one-week, problem is 

no longer easy because the pure network structure is destroyed.  We now show that the 2-

therapist case is NP-hard on the ordinary sense. 

Proposition 4. For the case where patients have fixed visit times and are treated by two 

identical therapists, the problem (2-TThSP-OT) of finding minimum cost tours when 

overtime is charged for workdays beyond H hours is NP-hard in the ordinary sense. 

Proof. We show that the even-odd partition problem (EOPP), which is known to be NP-

hard in the ordinary sense (Garey et al. 1988), can be polynomially reduced to 2-TThSP-

OT with tour length less than or equal to  H. 

EOPP instance: S = {a1 < a2 < . . . < a2n} containing 2n positive integers such that a1 + a2 

+ . . . + a2n = 2H. 

Question: Can we partition S into S1 and S2 such that (i) the sum of the elements in each 

subset is H, and (ii) each subset contains exactly one of the elements from the sets {a2j-

1,a2j} for j=1,…,n? 

Given an instance of EOPP, consider the special instance of 2-TThSP-OT in 

Figure 13 with arc lengths aj, j = 1,…,2n, where all non-labeled arcs have a length of 

zero.  For this graph, we want to find two routes each of length H that cover all nodes.  
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Because such a solution corresponds to a feasible partition of S into S1 and S2 for EOPP 

which can be checked in O(n) time, the result follows. 

 

Figure 13. Special case of 2-TThSP-OT 

  

Corollary 2. When patient visit times are fixed, the problem of constructing equal tour 

lengths for 2-TThSP is NP-hard in the ordinary sense. 

In fact, the proof of Proposition 4 only shows that 2-TThSP-OT is at least as hard 

as EOPP.  In practice, tours are of unequal length and overtime is only charged for those 

that run longer than H hours.  To confirm the complexity of 2-TThSP-OT, a 

pseudopolynomial time solution algorithm based on dynamic programming is given in 

Appendix C.  With some minor modifications, this algorithm can be extended to the case 

of m therapists, where m is given.  For the general case where m is an input variable, we 

have the following. 

Theorem 1. Given m identical therapists, where m is an input variable, the problem (m-

TThSP-OT) of finding a minimum cost schedule when all patients have fixed visit times 

is NP-hard in the strong sense. 

Proof. We will show that the numerical 3-dimensional matching problem (N3DM), 

which is known to be strongly NP-hard, can be polynomially reduced to the m-traveling 

therapist scheduling problem with overtime cost (m-TThSP-OT). 

a1 

a2 

a3 

a4 

a5 

a6 

a2n-1 

a2n 

. . . 

. . . 

. . . 
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N3DM instance: Disjoint sets W, X and Y, each containing m elements, a size s(a)  Z+ 

for each element a  W  X  Y, and a bound B  Z+. 

Question: Can W  X  Y be partitioned into m disjoint sets A1, A2,…,Am such that each 

Ai contains exactly one element from each of W, X and Y and for 1  i  m, ( )
ia A
s a

  = 

B ? 

Given a threshold value H, the decision version of m-TThSP-OT is to determine 

whether there exists a schedule of total length (including overtime)  H.  For a given 

instance of N3DM, we can construct an instance of the decision version of m-ThSP-OT, 

as shown in Figure 14, by letting H = mB and by equating the arc lengths s(wi), s(xj) and 

s(yk) with s(a) for a  W  X  Y as follows: 

 s(wi) = time from the home base (HB) to each node wi, i = 1,…m 

 s(xj) = time from node wi to each node xj, j = 1,…m 

 s(yk) = time from node xj to each node yk, k = 1,…m 

Also, the time from each node yk to HB is 0.  Therefore, any path HB  wi  xj   yk  

 HB has length s(wi) + s(xj) + s(yk), which we want to be B, the regular time limit for 

each therapist. 

With these definitions, we can see that N3DM has a feasible solution if and only 

if the constructed instance of m-TThSP-OT has a schedule whose total length  H 

(actually equal to H).  Because the construction of the network in Figure 14 can be done 

in O(m) time, the result follows.     
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Figure 14. Special case of m-TThSP-OT 

7.2.2 Lunch breaks 

To investigate the case in which lunch breaks are required, we define the set  A   A of 

lunch break arcs such that if (i, j)  A , then aid + sid + ij + 0.5  ajd.  In other words, there 

is sufficient time to provide treatment at location i, have lunch, and then travel to location 

j, arriving at or prior to the appointment time.  For the single day problem, let 
 
x

ij
k  = 1 if 

patient i is the immediate predecessor of patient j on the route for therapist k, 0 otherwise, 

and assume identical therapists and no overtime or mileage reimbursement.  Then, 

dropping the subscript d and letting o(k) = o, k
ijc  = ijc  and k

idc  = ic  for all k  K, model 

(40) reduces to the following. 

 

Lun = Minimize  
{ } ( ) { }

k
ij i ij

k K i I o j I i o

c c x
    

    (41a) 

 subject to 
( ) { }

1k
ij

k K j I i o

x
  

  ,   i  I (41b) 
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{ } ( ) { }

0k k
ij ji

i I o i I j o

x x
   

   ,   k  K, j  I  {o} (41c) 

  
  

x
oj
k

jI
  1,   k  K (41d) 

    
x

ij
k

( i, j )A
  1 ,   k  K (41e) 

   
x

ij
k  {0,1},   i  I  {o},  j  I(i)  {o}, k  K (41f) 

The objective of (41a) is to minimize the cost of treating all patients.  As in model 

(40) constraints (41b) ensure that each patient is visited once while (41c) guarantees flow 

balance for each therapist k at each location he visits.  Constraints (41d) limit therapist k 

to at most one route per day and constraints (41e) enforce the lunch break requirement; 

each route k must contain at least one arc from the set A .  Logic conditions are placed on 

the variables in (41f). 

When lunch breaks are not required, constraints (41e) can be removed as can the 

dependence of the x variables on k.  In that case, a solution is characterized by a set of 

arcs that uniquely form m or fewer routes from o back to o.  The corresponding TThSP is 

equivalent to a minimum cost flow problem (MCFP), which is polynomial solvable 

(Lenstra and Rinnooy Kan 1981).  In our analysis of the traveling therapist scheduling 

problem with lunch breaks (TThSP-LB), we start with a simple case. 

Proposition 5. Assume that there are m identical therapists and that all routes from o 

back to o in G = (V,A) include at most one arc in A , where now V = {o,1,2,…,n} and A 

= {(i,j) : i, j  V and it is feasible to travel from i to j}.  Then model (41) is polynomial 

solvable. 

Proof. We show that under the stated conditions TThSP-LB can be transformed into a 

MCFP with the following three-step process. 

Step 1. Remove constraints (2e) and replace x
ij
k  with x

ij  to obtain a MCFP. 
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Step 2. Create two new nodes p and q, and a dummy lunch break arc (p,q). Let (p,q) 

have a minimum flow requirement of m. 

Step 3. For each (i, j)  A , create two arcs (i,p) and (q, j), where cip = cij and cqj  = 0. 

Figure 15 depicts the construction process in Steps 2 and 3 for two arcs (i1,j1) and (i2, j2) 

in  A . 

 

 

Figure 15. Transformation of lunch break arcs 

 

The addition of the two nodes p and q in Step 2 and the directed arcs in Step 3 

does not alter the directed nature of the network.  Therefore, the resultant TThSPT-LB is 

still a MCFP so a minimum-cost feasible flow from o back to o will have exactly m 

routes, each passing through the arc (p,q).     

The complexity of the less restrictive case is an open question.  When routes exist 

that contain more than one arc in  A , then the optimal solution to the MCFP created in 

Proposition 5 might not be feasible to model (41); that is, not all routes may contain a 

lunch break arc.  This suggests that if the TThSP-LB is NP-hard, then the proof should 

center on ensuring that each route contains at least one lunch break arc. 
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7.2.3 Minimum number of therapists 

We now describe how to determine a lower bound on the minimum number of therapists 

needed to provide treatment to all i  I.  This value can be used to assess the feasibility of 

an instance and to generate random data sets.  In the discussion it will be assumed that the 

nodes in V \ {o} are topologically ordered, that is, if ai < aj, then i < j and if ai = aj, then 

the order is arbitrary (Ahuja et al. 1993), and that the triangle inequality holds for all 

triplets (i1, i2, i3). 

To find this minimum number, we can consider two cases. 

Case 1: (Without the lunch break constraints). In this case, a network flow approach can 

be used, where each patient node j is split into two nodes j1 and j2, and an arc (j1,j2) is 

added with a flow lower bound and a flow upper bound of 1. All original arcs have flow 

lower bound 0 and flow upper bound . If we set all arc costs to zero except the arcs 

leaving node o which are assigned a cost of 1, then a feasible solution with the minimum 

total flow cost gives the minimum number of therapists required to visit all patients.  

Case 2: (With lunch break constraints). The same procedure can be used to find a lower 

bound but not necessarily the minimum number of therapists. An algorithm for this case 

would seem to be related to the open question of the NP-hardness of the general lunch 

break problem. 

7.3. DECOMPOSITION PROCEDURE 

In our initial computational experiments, we found that CPLEX 12.2 could solve model 

(40) in a few minutes for instances with up to 10 therapists and an average of 6 patient 

visits per day.  In addition, three simplified versions of model (40) characterized by 

identical therapists at the same home base (SDVSP-OT-LB), different therapists at the 

same home base, and identical therapists at different home bases (MDVSP-OT-LB), all 

with overtime, lunch breaks, and mileage reimbursement, were all solvable for up to 20 

therapists and 300 patients with multiple visits. This was not totally surprising since 

others investigating the pure MDVSP have found that the linear programming (LP) 

solutions to “small” instances with the equivalent of 50 patients or less are often integral 
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(e.g., see Hadjar et al. 2006). If the solutions are not integral, then they are often half-

integral, which, in combinatorial optimization problems, are associated with odd cycles. 

Building on earlier work by Carpaneto et al. (1989) who used branch and bound 

to solve the MDVSP, and Ribeiro and Soumis (1994) who implemented a standard 

column generation algorithm, Hadjar et al. developed a branch-and-price-and-cut 

algorithm that was able to optimally solve instances with hundreds of customers.  Key 

features of their approach included an arc fixing heuristic to find feasible solutions, the 

use of lifted odd cycles to generate strong cuts for the original formulation that were then 

added to the master problem, and the removal of master problem columns based on 

reduced cost fixing in the subproblems. Regarding the latter, if the reduced cost of an arc 

variable indicates that it must be zero in any optimal solution, then any column whose 

corresponding route contains that arc can be removed at the current node in the search 

tree. Several others such as Fischetti et al. (2001) have examined the polyhedral structure 

of the MDVSP and have similarly built branch-and-cut algorithms. 

Returning to our computational experience, for instances of the full TThSP with 

15 or more therapists, we were unable to find optimal, or even feasible solutions on 

occasion, within 10 hours using CPLEX.  As an alternative, we developed a branch and 

price (B&P) algorithm that applies Dantzig-Wolfe (D-W) decomposition to solve the 

linear programming (LP) relaxation of the basic model, and then branch and bound to 

find integral solutions (e.g., see Vanderbeck 2000, Wolsey 1998).  As is typical, the 

design of our D-W master problem is based on the demand constraints (40b).  Each 

column represents a sequence of five daily schedules for one of the therapists with the 

objective function coefficient being equal to the total cost of the schedule.  When (40b) is 

removed from model (40), the resultant problem decomposes by therapist into |K| 

subproblems, each of which is solved in turn to produce additional master problem 

columns. 

In the decomposition scheme, the set of points  k
ijdx that are feasible to the 

subproblems correspond to the set of weekly schedules that can be assigned to therapist k.  
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Because there are an exponential number of such schedules, it is not efficient to generate 

all of them at once.  Rather, promising subsets are generated at each iteration of the D-W 

procedure to populate a restricted master problem (MP ); i.e., one that contains only a 

subset of feasible weekly schedules.  A solution to the full MP, and hence the original 

problem, will consist of |K | columns or less -- at most one for each therapist. 

7.3.1 Set partitioning reformulation 

The first step in our procedure is to drive MP  from constraints (40b).  There will be one 

constraint for each treatment required by each patient during the week.  In addition, there 

will be one constraint for each therapist restricting the number of schedules that he can be 

assigned to at most one for the week.  The following new symbols are used in the 

developments. 

Parameters and sets 

 ck
s

 cost of a feasible schedule for therapist k associated with column s 

 Xidk
s  mapping parameter associated with column s; 1 if patient i is seen on day d 

by therapist k, 0 otherwise 

S(k) set of feasible schedules (columns) associated with therapist k 

Decision variables 

 k
s  (binary) 1 if the therapist k is given schedule s, 0 otherwise 

Master Problem (MP) 

MP = Minimize 
( )

s s
k k

k K s S k

c 
 
   (42a) 

 subject to 
( , ) ( )

1s s
idk k

k K i d s S k

X 
 

  ,   i  I, d  DU(i)  (42b) 

  
  


k
s

sS (k )
 1,  k  K (42c) 

   0,1s
k  ,  k  K, s  S(k)  (42d) 
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The objective in (42a) is to minimize the total cost of providing service over the 

planning horizon.  It is similar to (40a) but here the coefficient c
k
s  captures the weekly 

costs including travel, administrative time, overtime and treatment.  Constraints (42b) are 

the equivalent of (40b), but are written in terms of the schedule variables  k
s  instead of 

the original variables  k
ijdx .  The parameters  s

idkX  are derived from the solution of the 

pricing subproblems, which are presented below.  Each row in (42b) corresponds to the 

feasible pair (i,d) so the associated portion of the column will have up to |I |  |D | entries.  

Because each therapist is uniquely characterized by his rate of pay, availability, skill level 

and contract terms, it is necessary to maintain the index k in the variables and parameters 

in MP.   

Unlike constraints (40b), constraints (42b) do not explicitly consider the patient j 

visited immediately after i on day d.  To account for the routing in each schedule s, it is 

necessary to maintain a complementary data structure that records the order, time, and 

day that patients are visited during the week by therapist k.  For example, let 
 
r

ijd
s  = 1 if 

patient i is the immediate predecessor of either patient j or o(k) in schedule s on day d, 

and 0 otherwise.  To convert the variables in MP  back to the original variables, the 

following relationship can be used. 

 x
ijd
k  = 

( )

s s
ijd k

s S k

r 

  

Because each schedule s is treated as unique, there is no need to reference therapist k in 

the data structure  s
ijdr .  We just need to keep track of the set S(k). 

The “convexity” constraints (42c) are equivalent to (40c) and ensure that each 

therapist is given at most one schedule for the week.  At first glance it might appear that 

(42c) should be written as ( ), ,( )
1s s

o k d k ks S k
X 


 ,  k  K, d  DK(k) but this would 

likely lead to an incorrect result because there is nothing to prevent 
k
s  from assuming 

multiple positive values in a solution for therapist k.  For example, 1
k   might correspond 



 122

correspond to a schedule for Monday and Tuesday while 2
k  might represent a schedule 

for Wednesday – Friday. Merging the two in a post-processor would yield a feasible 5-

day schedule for therapist k but not necessarily an optimal one since 1
kc  and 2

kc  would not 

not correctly reflect overtime costs.  Finally, logic restrictions are placed on the variables 

in (42d). 

When the integrality requirements on the 
k
s  variables in (42d) are relaxed, the 

solution to (42) provides a lower bound on the optimal solution to (40).  With the D-W 

procedure, this bound, call it LMP , is usually tighter than the bound LP  obtained by 

solving the LP relaxation of (40) directly.  

For some k  K and s  S(k), and assuming |I | = n and |K | = m, a column in model 

(42) has the following form: 

  1,1, 1,2, 1,5, 2,1, 2,5, ,1, ,5,, ,..., , ,..., ,..., ,..., ,
Ts s s s s s s

k k k k k n k n k kX X X X X X X e  (43) 

where ek is an m-dimensional unit vector with a 1 in position k. In D-W decomposition, 

the restricted MP  is initialized with a subset of columns in the form of (43) and solved as 

an LP.  The corresponding dual variables are used to construct the objective functions of 

the pricing subproblems whose solutions identify promising new columns. When it can 

be verified that no such columns exist, theory tells us that LMP  has been found.  If  k
s , k 

= 1,…,m, s  S(k) are integral, then IP  = LMP and (42) as well as (40) have been 

solved; if not, then some form of enumeration is required to obtain an optimal integral 

solution from the fractional solutions associated with (42).  Before presenting the details 

of our enumeration procedure, the subproblem will be discussed. 

7.3.2 Pricing subproblem 

The purpose of the subproblem in D-W is to identify new columns whose reduced costs 

are negative with respect to the current MP  solution.  When these columns are added to 

MP  and it is re-solved, the new solution should be an improvement over the current 

solution.  If one (or more) such a column exists, then it can be found by minimizing a 
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generic representation of the reduced cost of a schedule.  To formulate the subproblem 

objective function, let   id
1 ,  i  I, d  DU(i), be the (free) dual variable associated with 

the demand constraints (3b) and let 
k
2 ,  k  K, be the (nonpositive) dual variable 

associated with the convexity constraints (3c).  As such, we can write the reduced cost of 

column k in MP  as 

 1 2

( )

s s s
k k id idk k

i I d DU i

c c X 
 

     (44) 

where  

 
( ) ( , ) { ( )} ( , )

0.5s k k s miles miles reg over
k ij id idk k dk k k

d DK k i IK k d o k j IF i d d D k K

c c c X c D c T
     

        

To put (44) into a form that is usable in the subproblem, the parameters  s
idkX  

must be expressed in terms of the original problem variables  k
ijdx .  Dropping the 

column index s, gives  

  1 2

( ) ( , ) { ( )} ( , ) ( )

0.5  k k k miles miles reg over k
k ij id ijd k dk k k id ijd k

d DK k i IK k d o k j IF i d d D k K i I d DU i

c c c x c D c T x 
       

          
 

or   

  1 2

( ) ( , ) { ( )} ( , )

0.5k k k miles miles reg over
k ij id id ijd k dk k k k

d DK k i IK k d o k j IF i d d D k K

c c c x c D c T 
     

          (45) 

The first term on the right-hand side of (45) is the cost associated with routing 

therapist k throughout the day and treating patients.  The second term accounts for 

overtime, and the last term is the adjustments imposed by the MP  dual variable   k
2 .  Note 

Note that if one were to write the dual of the relaxed master problem (42), the constraints 

would be equivalent to the reduced cost in (45) written as kc  0; i.e., dual feasibility.  In 

formulating subproblem k, call it SPk, we retain all the constraints in (40) except (40b) but 

only consider therapist k.  Because it will always be suboptimal for more than one 

therapist to visit a patient at the same time on the same day or for more visits to be 
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scheduled than required for a patient in a week, the MP solution will never indicate such 

a result. 

Subproblem k (SP k) 

SP
k = Minimize  1

( ) ( , ) { ( )} ( , )

k k k
ij id id ijd

d DK k i IK k d o k j IF i d

c c x
   

     

  + 0.5miles miles reg over
k dk k k

d D k K

c D c T
 

  (46) 

 subject to (40c) – (40l) 

Solving (46) to optimality is equivalent to finding the most negative reduced cost 

when solving an LP, but this may be too time consuming for large instances. All that is 

really needed is a feasible solution whose objective function value is less than  k
2 , or 

equivalently,  ck
≡ SP

k    k
2  < 0.  If one is found for k  K, then the corresponding 

column is added to the set S(k) in MP ; if not, branching is performed unless all the MP  

variables are integral.   

For the B&P approach to be exact, it is necessary to solve the LP relaxation of 

(42) to optimality.  This means that subproblem (46) must eventually be solved to 

optimality to confirm that there are no remaining columns that price out negatively.  

Adding cuts to (42) or (46) is often necessary for the B&P algorithm to be effective (e.g., 

see Purnomo and Bard 2007 and Hadjar et al. 2006).   

A final point about MP and SPk concerns the aforementioned case where some 

therapists are identical.  If k  Kg  K are indistinguishable from each other, then model 

(42) can be reduced by letting  k
s  be an integer variable, replacing the right-hand side of 

(42c) with |Kg|, and substituting k  Kgroup for k  K throughout, where Kgroup = gg
K  is 

the set of homogeneous groups of therapists.  In addition, model (46) needs only to be 

solved for each group Kg rather than for each therapist k  K (see Brunner et al. 2011 and 

Purnomo and Bard 2007 for examples). 
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7.3.3 Complexity of subproblem 

Solving each subproblem quickly represents the primary computational hurdle to an 

efficient implementation of a B&P algorithm.  For most routing and scheduling problems, 

the subproblem typically takes the form of a resource constrained shortest path problem, 

which itself is strongly NP-hard (Desrosiers et al. 1995). However, due to the pioneering 

work of Desrochers et al. (1992) who developed an efficient dynamic programming 

algorithm for the vehicle routing problem with time windows, we are now able to solve 

variations of the VRP in an efficient manner. 

When D-W decomposition is applied to the MDVSP, the subproblem is a pure 

shortest path problem, which is easily solvable. In our case, a closer look at SPk reveals 

that it is a shortest path problem with lunch break, overtime, and mileage reimbursement 

constraints. We now show that when only lunch breaks are included it can be solved in 

linear time.  

Complexity of shortest path problem with lunch breaks. 

Let Gk = (Vk ,Ak) be the network for therapist k associated with his pricing subproblem on 

any day d  D, where |Vk | = n+2 and |Ak| = m.  For algorithmic purposes, we split the 

home base o into an origin node 0 and a destination node n+1.  The cost of arc (i,j) Ak is 

cij given in Eq. (45) and is said to admit a lunch break if j  IL(i,k,d). 

Proposition 6. For network Gk, the shortest path from the origin node 0 to the destination 

node n+1 for therapist k can be found in O(m) time, where m is the number of arcs in the 

network.  

Proof.  We will present a dynamic program of complexity O(m) to solve the problem.  

The first step is to index the nodes {0,1,2,...,n+1} such that if i < j, then i must precede j 

in Gk.  Recall that this partial ordering is possible because the network is directed and 

acyclic.  Next, we define D(j) to be the shortest path cost from the source 0 to node j 

without a lunch break, and F(j) to be the shortest path cost with a lunch break.  Let the 

boundary conditions be D(0) = 0 and F(0) = .  Then, for j = 1,2,...,n+1, we have 
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D(j) = min{D(i) + cij : (i, j)  Ak }  

F(j) = min{F(i) + cij, D(i) + cij when arc (i, j) admits a lunch break : (i,j) Ak } 

The solution we are looking for is F(n+1), which is realized after O(m) operations (i.e., 

for each j we must evaluate each immediate predecessor to find the minimum subpath 

from 0 to j, where each arc (i, j) will be involved once in calculating D(j) and F(j).  

Recognizing that node indexing can be done in O(m) time (Ahuja et al. 1993), the result 

follows. 

Complexity of shortest path problem with overtime 

When overtime is considered, the subproblem has several cost components, only one of 

which is explicitly related to the arcs. Therefore, the shortest cost path might actually 

correspond to the longest time path.  To simplify, consider the 1-day case ignoring lunch 

breaks and mileage reimbursement, and assume that overtime is charged for all hours 

worked above 8.  The arc costs may be positive or negative and only partially depend on 

time.  From (45) we see that they correspond to the travel costs (proportional to time) + 

treatment cost for the patient at the origin node of the arc  the dual variable associated 

with the conservation of flow equation in the master problem, again for the patient at the 

node at the beginning of the arc.  Recall that the dual variables are unrestricted in sign. 

The second cost component is associated with overtime and can only be 

calculated once a path is specified.  In Proposition 4 we showed that the 2-TThSP-OT is 

NP-hard on the ordinary sense. The same is true for the 1-therapist shortest path problem 

with overtime as affirmed by Ahuja et al. (1993) who provides a pseudopolynomial time 

dynamic program for a similar problem (see page 131). This implies the following. 

Proposition 7. The shortest path problem with overtime is NP-hard in the ordinary sense. 

Complexity of shortest path problem with lunch breaks, overtime and mileage 
reimbursement. 

When all three complications are considered, the subproblem becomes a more difficult 

version of a multiple-constrained shortest path problem, but remains NP-hard in the 

ordinary sense. 
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Proposition 8. The shortest path problem with lunch break, overtime, and a piecewise 

linear convex mileage reimbursement costs is NP-hard in the ordinary sense. 

Proof. The following dynamic programming (DP) algorithm solves this problem in 

pseudopolynomial time, and thus provides a proof of Proposition 7 as well.  

Notation 

cij arc cost of (i, j) 

τij arc travel time of (i, j) 

distij arc travel distance cost of (i, j) 

D(j, c, τ, dist) = 1 if there is a path to node j with cost no greater than c, travel time 

no greater than τ, and travel distance no greater than dist  

 = 0 if the above path does not exist. 

F(j, c, τ, dist) = 1 if there is a path to node j with a lunch break, cost no greater than 

c, travel time no greater than τ, and travel distance no greater than 

dist  

 = 0 if the above path does not exist. 

Assume that all c, τ, dist are integer values. 

Recursive relations: 

D(j, c, τ, dist) = max{ max{ D(j, c, τ, dist’) : for c + τ + dist = 1},  

 maxk{ D(k, cckj, ττkj, distdistkj) : for (k,j)  } } 

F(j, c, τ, dist) = max{ max{ F(j, c, τ, dist’) : for c + τ + dist = 1}, 

 maxk{ F(k, cckj, ττkj, distdistkj) : for (k,j) }, 

 maxk{ D(k, cckj, ττkj, distdistkj):  

   for (k,j)  and (k,j) admits a lunch break}} 

(Observe that when enumerating, the condition c + τ + dist = 1 requires that exactly one 

of the three values is 1.) 

Initial conditions: D(0,0,0,0) = 1, F(0,0,0,0) = 0 

Boundary conditions: D(j, c, τ, dist) = 0, F(j, c, τ, dist) = 0 for c, τ, dist < 0  
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Noting that D(j, c, τ, dist) and F(j, c, τ, dist) can be calculated in O(n) time, the 

DP has a time complexity of O(C.T.D.n2), where C,T and D are upper bound on c, τ and 

dist, respectively. Thus, it can be solved in pseudopolynomial time. 

Given D(n+1, c, τ, dist), we can find the shortest path without considering lunch 

breaks by solving 

minc,τ,dist{ c + 0.5creg[ τ40]+ + cmiles [dist25]+ : for D(n+1, c, τ, dist) = 1 } 

Given F(n+1, c, τ, dist), we can find the shortest path with the lunch break 

requirements by solving 

minc,τ,dist{ c + 0.5creg[ τ40]+ + cmiles [dist25]+ : for F(n+1, c, τ, dist) = 1 } 

The last two minimization problems have O(C.T.D) time complexity. 

In actuality, the DP is more powerful than stated.  Because it enumerates all 

possible values of τ and dist, it can handle more general overtime and mileage 

reimbursement cost functions cover( ) and cmiles( ).  For example, we can write the last 

optimization problem as 

minc,τ,dist{ c + cover(τ) + cmiles(dist) : for F(n+1, c, τ, dist) = 1 } 

7.4. BRANCH AND PRICE ALGORITHM 

In this section, we discuss the components of the B&P implementation.  These involve 

the initialization of the master problem, stabilizing column generation, and branching. 

7.4.1 Initializing the master problem 

To get started, we solve a phase 1 problem in which the artificial variables zid, i  I, d  

DU(i), are added to constraints (42b) and the objective function (42a) is replaced with 

their sum.  The modified model is 

MMP = Minimize 
( )i d D i

id
I

z


   (47a) 

 subject to 
( , ) ( )

1s s
idk k

k K i d s S k
idX z

 

   ,   i  I, d  DU(i)  (47b) 

  
  


k
s

sS (k )
 1,  k  K (47c) 
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   0,1s
k  ,  k  K, s  S(k) , 0 1idz  ,  i  I, d  D(i) (47d) 

As in the original D-W procedure, let 1
id  be the dual variables associated with 

constraints (47b) and let 2
k   0 be the dual variables associated with constraints (47c).  

The corresponding reduced cost for a column in (47) is 

 1 2

( )

s s
k id idk k

i I d DU i

c X 
 

     (48) 

Transforming this expression into therapist k’s subproblem objective function, D-

W decomposition is then applied to (47) to minimize the sum of the artificial variables.  

At optimality, if 
MMP > 0, we conclude that model (42), and hence model (40), is 

infeasible because constraints (42b) cannot be satisfied.  Otherwise, we have found a 

feasible solution for (42) represented by the columns associated with the sets S(k) for all k 

 K, which are used to initialize (42) at the root node of the search tree. 

7.4.2 Stabilization technique 

As was our experience, column generation often evidences a rapid decrease in the MP 

objective value in the early iterations but then tails off taking a long time to converge. 

This phenomenon can be attributed to multiple optimal dual solutions in the presence of 

primal degeneracy.  As a consequence, the dual variables 1
id  are likely to oscillate 

between large positive and negative values from one iteration to the next. The most 

effective scheme for dampening the oscillations is due to du Merle et al. (1999) who 

proposed a technique known as stabilization where surplus and slack variables, y− and y+, 

are added to MP  in an effort to reduce degeneracy.  The stabilized version of model (42) 

is as follows. 

SMP = Minimize  
( ) ( )

+s s i
k k

k K s S k i I

d id id id

d D i

c y y     
   

     (49a) 

 subject to 
( , ) ( )

1s s
idk k

k K i d s S k

id idX y y 
 

    ,   i  I, d  DU(i)  (49b) 
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k
s

sS (k )
 1,  k  K (49c) 

   0,1s
k  ,  k  K, s  S(k)  (49d) 

  ,0 0id id id idy y       ,  i  I, d  DU(i)  (49e) 

Here, id and id  are small nonnegative parameters that control the degree of 

infeasibility in (42b), while id and id  are unsigned parameters that provide limited 

bounds on the dual variables 1
id . This can be seen by writing out the dual of (49).  The 

constraints derived from the y− and y+ variables try to force 1
id  to remain within the 

interval [ id , id ], where id id   .  The solution of (49) is feasible to the original model 

(42) when 0id idy y    for all i and d. 

The updating strategies for the parameters must ensure finite convergence of the 

D-W procedure.  In our implementation, if the subproblems do not return any columns 

with negative reduced costs, we decrease id and id  at a rate r  (0, 1), i.e., id idr  

and id idr   , and set 1 10i
i

d
d     and 1 10i

i
d

d    .  Otherwise, no changes are 

made. 

This approach is known to be parameter dependent so a certain amount of tuning 

was needed to achieve good performance; e.g., in determining the displacement value 

10 in the updating of id.  During B&B, we initialize id  and  id  to 0 at the root node, 

and subsequently, to the optimal dual solution 1
id   10 of their parent nodes. 

7.4.3 Branching strategies 

In the course of the algorithm, depth-first search is performed on the branching variables 

until no fractional values remain.  If fractional solutions are detected, it is possible to 

branch on either the schedule variables 
k
s  or the original variables k

ijdx .  However, since 

since branching on 
k
s  results in an unbalanced partitioning of the feasible region, and in 
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our case, requires extensive modifications to the subproblems, we only considered k
ijdx  

branching.  As discussed in Wolsey (1998), though, when a 0-1 MIP is being solved, it is 

usually more effective to fix several variables simultaneously rather than to fix one 

variable at a time.  The two branching strategies that we adoptedSOS branching 

(Barnhart et al. 1998) and Ryan-Foster branching (Ryan and Foster 1981)support to this 

approach. 

SOS branching. 

At each node in the search tree, we get a feasible solution to the original problem if the 

schedule variables  k
s  are integral upon termination of column generation; otherwise, we 

branch on the original variables k
ijdx  as now described. 

Assume that  k
s  is factional for therapist k.  The corresponding constraints (42b) 

then indicate that only a fraction of therapist k “flows” through the node (i,d) associated 

with some patient i on day d.  Denote this flow as fidk = ( )

s s
idk ks S k

X 
  such that 0 < fidk 

<1.  We place the indices (i,d) whose flow is fractional in the set 

 B =  ( , ) : 0 1 if  idk Ki d f k     

and observe that some of the pairs (i,d) are more fractional than others.  For example, 

assume that there are two patients i and j, and three therapists 1, 2, and 3.  On day d, 

suppose that fid1 = 0.9, fid2 = 0.1, and fid3 = 0 for patient i, and fjd1 = 0.3, fjd2 = 0.3, and fjd3 

= 0.4 for patient j.  If we look at the difference from integrality for the two patients 

summed over the three therapists, we conclude that the pair (j,d) is more fractional than 

pair (i,d).  Thus branching on pair (j,d) should be more effective because it is more likely 

to reduce the fractionality of subsequent solutions.  The most fractional pair (i1,d1), is 

determined as follows: 

 (i1,d1)  argmax    
( , )

min ,1 :  ,
k K i

idk idk
d

f f i d B


 
  

 


 

with ties broken arbitrarily.
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After identifying (i1,d1), we separate the available therapists in the set 1 1( , )K i d  

K(i,d) into two subsets Kl and Kr.  To do this, we first sort all k  K(i1,d1) in increasing 

order of
1 1i d kf  and then assign k to Kl and Kr in alternating sequence.  Thus, Kl  Kr = 

K(i1,d1) and Kl  Kr = , and because 0 < 
k
s  < 1, there is at least one k who is 

fractionally assigned to patient i1 on day d1.  In our strategy, we set 

1 11 1( , , )
0

l

k
i jdk K j IF i k d

x
 

   on the left branch, which forbids a visit from therapist k  Kl 

to patient i1 on day d1, and 
1 11 1( , , )

0
r

k
i jdk K j IF i k d

x
 

   on the right branch, which forbids 

a visit from therapist k  Kr to patient i1 on day d1. 

When MP  is solved at the left node, we remove all of the columns for therapist k 

 Kl in which he visits patient i1 on day d1.  In the subproblem, we set
1 1

0k
i jdx  for all k  

Kl  and j  IF(i1,k,d1).  Similarly for the right node and the subproblem where 
1 1

0k
i jdx 

for all k  Kr and j  IF(i1,k,d1). 

After a solution is found at the current node, the set of remaining compatible 

therapists 1 1( , )K i d is updated such that 1 1( , ) ri dK K for the left branch and 1 1( , ) li dK K

for the right branch.  SOS branching for patient i1 on day d1 is exhausted when 1 1( , )K i d = 

.  Together with other fathoming rules, we can either prove infeasibility or find an 

optimal solution at the extreme nodes of searching tree. 

Ryan-Foster branching 

In the flow network, each node corresponds to a patient-day pair (i,d).  In a feasible 

solution, two nodes or equivalently two rows in (42b) are either in the same column (i.e., 

in the same weekly schedule for a therapist) or in two different columns.  If the solution 

is nonintegral, however, there must exist two nodes (i1,d1) and (i2,d2) such that flow on 

the path between them is fractional.  Ryan-Foster branching is based on this observation. 

To identify the two pairs (i1,d1) and (i2,d2) for branching purposes, we have 

designed a two-step process.  In step 1, all columns (s,k), whose schedule variable s
k  is 
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fractional are sorted  in nonincreasing order of min{ s
k ,1− s

k }.  Here, min{ s
k ,1− s

k } 

reflects how fractional the column is.  In step 2, starting with the two most fractional 

columns (s1,k1) and (s2,k2), we check all pairs (i,d) to determine whether they are 

included in the two columns.  The first pair (i,d) that is included in both columns is set to 

(i1,d1), and of the remainder, the first pair (i,d) that only appears in one of the two 

columns is set to (i2,d2).  The search is halted as soon as (i1,d1) and (i2,d2) are identified.  

If no such pairs are found, (s2,k2) is replaced with its immediate successor (s3,k3) and the 

procedure is repeated from scratch until it terminates successfully. As long as there are 

fractional ’s, the existence of (i1,d1) and (i2,d2) that satisfy the search criteria is always 

assured. The fact that the simplex algorithm is used to solve MP  rules out the case where 

two identical columns are in a solution and they are the only two columns that are 

fractional. This is the only situation where it would not be possible to find (i2,d2). 

In the search tree, the constraints associated with the left branch require (i1,d1) and 

(i2,d2) to either be in the same column or to absent from any column.  In MP, we remove 

all columns that violate this requirement, and in each subproblem SPk, we add the 

constraint 

1 1 2 2

1 1 22( , , ) ( , , )

0k k
i jd i jd

j IF i k d j IF i k d

x x
 

    

On right branch, we specify that either (i1,d1) or (i2,d2) can be included in a 

column but not both.  In MP,  we again remove all columns that violate this requirement, 

and in each subproblem SPk, we add the constraint 

1 1 2 2

1 1 22( , , ) ( , , )

1k k
i jd i jd

j IF i k d j IF i k d

x x
 

    

Backtracking occurs under the usual circumstances. 

7.5. FEASIBILITY HEURISTICS 

Given the difficulty we encountered in trying to solve large instances, we developed three 

efficient heuristics for finding feasible solutions.  Each is described below, and in Section 

Section 7.8 shown to be highly effective. 
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7.5.1 Rolling horizon method 

Proposition 3 indicates that the reduced version of the TThSP for patients with fixed visit 

times, but without lunch breaks, overtime and nonlinear mileage reimbursement costs, is 

still NP-hard in the strong sense.  Nevertheless, this simplified version turns out to be 

quickly solvable with commercial software such as CPLEX even when lunch breaks are 

included.  A partial explanation of this result follows from the piecewise linear nature of 

the cost functions associated with overtime and mileage reimbursement. When (40g), 

(40h) and (40j) are removed and the reimbursement costs are assumed to be linear, model 

(40) decomposes by day and is very close to a MDVSP whose LP solutions, as 

mentioned, are often integral for instances equivalent to a daily problem.  Although the 

lunch break side constraints complicate matters, we see from Proposition 5 that feasible 

solutions may satisfy these constraints automatically even when they are not part of the 

formulation. 

In light of these observations, we designed a two-phase rolling horizon algorithm 

around the idea of solving much smaller problems than the original.  In Phase I a relaxed 

solution is constructed for the full problem by solving a sequence of subproblems in 

which the overtime and the mileage reimbursement costs are relaxed.  In Phase II the 

solution is improved by solving five daily problems in turn with the schedules for the 

omitted four days fixed.  Each phase is now described. 

Phase I. Solution construction 

Define amin and amax to be the minimum and maximum treatment start times among all 

patients and all days, i.e., ,min min i d ida a and ,max max i d ida a , and let t be a time 

increment, for example, t  = 15 min or t  = 30 min, and N =  (amaxamin)/ t , where 

rounding is up to the next increment.  We begin by dividing each day into a sequence of 

consecutive, non-overlapping time blocks [a0, b0), [a1, b1),...,[aN1, bN1), [aN, bN] that 

satisfy the following conditions: (i) 0min 0, )[aa b ; (ii) max , ][ N Naa b ; (iii) bγ − aγ = t for 

for all 0  γ  N; and (iv) a0  0 (mod t ) and aγ = bγ1  for 1   γ  N.  These conditions 

produce a unique decomposition for each day of the week. 



 135

To find a solution to the full problem, we iteratively solve a series of 5-day 

subproblems each with a planning horizon of N  2 time blocks.  At iteration γ, we create 

a subproblem for those patients whose starting times are within the time blocks γ to (γ+

N −1) on any day.  Given the solution, we lock in the assignments for those patients 

whose starting times are within the γth time block, update the therapists’ information 

(location, patient assignments, and current time), and go to iteration γ + 1.  A solution to 

the full problem is obtained after 2N N  iterations. 

To create the subproblem at iteration γ, let curr
kdl  and curr

kdt be the current location 

and current time for therapist k on day d, respectively, at the end of round γ  1.  If 

therapist k is at his origin during round γ − 1, then ( )curr
kdl o k  and curr

kd kdt e ; if therapist 

k is treating a patient during round γ − 1, then curr
kdl is set to the patient’s location and curr

kdt

is set to the ending time of the patient’s visit.  Now let total
ijt be the total time required by 

therapist k to treat patient i, perform the corresponding administrative duties, and travel to 

patient j; let K(γ) and DK(k, γ) be the set of available therapists and their available days, 

respectively, at iteration γ; let I (γ) and DK(i, γ) be the set of unassigned patients and their 

remaining visit days, respectively, at iteration γ; and let over
kc and miles

kdc be adjusted 

overtime wage rate and the adjusted mileage reimbursement rate for therapist k on day d, 

respectively, at iteration γ.  Using this notation, the 5-day subproblem is as follows. 

 

Rolling horizon subproblem 

IP
  = Minimize 

 
 

( ) ( , ) ( ) ( , , )( ) ( , )curr
kd

k k over miles k
ij id k kd ijd

k K d DK k j

total

I IF i k di l I
i j

d
j

K k
i

I

c c cc t dist x
       

       (50a) 

 subject to 
( ) ( , ) ( ) ( , , )

1k
ijd

k K K i d j I IF i k d

x
    

  ,   i  I(γ), d  DU(i,γ) (50b) 

 
, ,

( ) ( , )

1curr
kd

k

l j d
j I IK k d

x
 

 ,   kK(γ), dDK(k,γ) (50c) 
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( ( , , ) ( ( , , )) )

k k
ijd jid

i I IP j k d i I IF j k d

x x
   

  , kK(γ), dDK(k,γ), jI(γ)IK(k,d) (50d) 

 
k
ijdx  {0,1}, iI(γ){ curr

kdl }, dDU(i, γ), jI (γ)IF(i,k ,d), k  K(i,d) (50e) 

 

The objective function (50a) corresponds to a linearized version of (40a), and 

constraints (50a) – (50d) are equivalent to (40b) – (40d).  Although (50) is still strongly 

NP-hard according Proposition 3, it can be solved very quickly especially when the 

number of time blocks N spans only a fraction of a day.  The omitted constraints for the 

lunch breaks, overtime costs and mileage reimbursement are handled either through 

adding additional constraints or by adjusting cost rates in the objective function (50a).  

In particular, at iteration γ, if therapist k requires a ½-hour lunch break on day d 

that has not yet been scheduled, and his current time curr
kdt  12.5 (i.e., 12:30 pm) and the 

earliest considered starting time a ≥ 11.5 (i.e., 11:30 am), then we add the following 

constraints to (50). 

 ( ) ( , ) ( ) ( , , )

1k
ijd

i I IK k d j I IL i k d

x
    

  ,  kK(γ), d  DK(k, γ)  (51) 

The feasibility of  scheduling the lunch break when using this strategy is discussed in 

Section 4.1.2.  If the solution to (50) – (51) is not feasible, we put N  N  + 1,   1 

and start over.  When N = N, we essentially have a relaxed version of the original 

problem which is feasible assuming (40) is feasible. 

To treat the overtime costs more accurately, we need to evaluate how much total 

working time therapist k has accumulated after iteration .  Let , 1
total

kT    
be the accumulated 

accumulated working time for therapist k at the beginning of iteration , ma
,

x
kT  be the 

maximum working time that can be added to therapist k’s schedule over the week at 

iteration ,  and util  [0,1] be a parameter that modulates the risk of not accounting for 

overtime at the current iteration.  We take , , 1 ,
maxtotalestimated

utilk k kT T T     to be the estimated 

working time for therapist k after iteration , and set over
kc = 0 if , 40estim

k
atedT   and 
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= 0.5over reg
k kc c otherwise. The larger util, the larger ,

estim e
k

at dT  will be which has the effect of 

steering patients to therapists with smaller values of  ,
estim e

k
at dT   to avoid overtime costs. 

Similarly, we also need to estimate the total distance traveled after iteration  .  

Letting , 1
total
kddist   be the total number of miles traveled by therapist k on day d at the 

beginning of iteration ,  and mile be the estimation error rate that we allow for mileage 

reimbursement, we set 0miles
kdc   if , 1 25

total
kd miledist     and miles miles

kd kdc c otherwise.  In the 

implementation, mile  = 0.9 so if , 1
total
kddist     22.5, then therapist k is not reimbursed for 

his mileage in (11a). When a solution is found and , 1
total
kddist    turns out to be greater than 

25, a correction is made to the cost associated with therapist’s k schedule through 

iteration . 

After the computations for iteration  are completed, we get an assignment for 

each patient whose starting time is within the γth − (γ+ N −1)th time blocks.  However, we 

only accept those assignments whose starting times are within time block γ.  After 

updating the therapists’ location and time information in accordance with this partial 

solution, we go to iteration γ+1 and continue the construction process until the end of the 

day is reached.  At that point, the solution is adjusted to ensure that all costs are correct. 

Phase II. Improving the solution 

At the termination of Phase I, an effort is made to improve the solution by re-optimizing 

the daily schedules one at a time using CPLEX while keeping the remaining schedules 

fixed.  In the implementation, we solve a daily version of model (40) five times starting 

with Monday and ending with Friday.  Because these problems can be difficult, we halt 

the computations after reaching at most 100 nodes in the search tree and report the best 

solution. 

It is worth noting that this two-phase approach is applicable for most vehicle 

routing type problems with piecewise linear cost structures that are a function of a 

vehicle’s accumulated time and distance.  Additional considerations might include 
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multiple cost segments, time of day pricing and speed variations, and maintenance 

requirements after a certain number of miles is driven.  The pseudocode for the heuristic 

is given Figure 16. 

 

Procedure Rolling_Horizon_Method 

Input  Set of therapists K, set of patients I, time increment t  
Output  Timetable of assignments for therapists and patients 
Step 0: Initialization  

 Create time blocks: [a0, b0), [a1, b1), ..., [aN-1, bN-1), [aN, bN], and N ; 
Step 1: Phase I 
   0; Initialize K(γ) and I(γ);  

 for (k  K(γ)) { curr
kd kdt e ; ( )curr

kdl o k ;} 

 while ( ≤ 2N N  ) { 
  Create subproblem (50); 
  Solve subproblem (50); 
  Accept assignments for patients in time block ; 
  Update therapists' information;   
 } 
Step 2: Phase II 
 for (dD) { 
  Fix assignments other than day d in model (40); 
  Solve model (40) for 100 branch and bound nodes; 
  Recover model(40); 
 }  
 Report the best solution; 

Figure 16. Pseudocode for rolling horizon method 

7.5.2 Relaxed MIP I 

As discussed in the rolling horizon method, accounting for overtime and mileage 

reimbursement makes the computations difficult.  For real instances, though, the 

corresponding costs are likely to be marginal in comparison to the other cost.  Therefore, 

solving a relaxed version of model (40) in which overtime and reimbursement costs are 

either ignored or simplified is likely to speed up the computations without significantly 

compromising solution quality. 

In formulating the relaxed problem, the first point to note is that most full-time 

therapists are available during the week for no more than 45 or 50 hours, while part-

timers always work less than 40 hours. As a consequence, feasible rosters will contain 
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little overtime, which would not be realized until Friday if at all.  From a computational 

point of view, this means that the overtime constraints have minimal effect on the 

optimization process, at least for the first four days.  Thus in this relaxed MIP I, we 

directly ignore the overtime cost to investigate its effects. 

The impact of the mileage reimbursement constraints is slightly different since 

most therapists drive more than 25 miles per day.  If we knew for sure that therapist k’s 

schedule on day d required him to drive more than 25 miles on each working day, his cost 

could be taken as linear and an adjustment made for the first 25 miles.  Moreover, even 

when some therapists drive less than 25 miles on some days, the solution of the fully 

linearized problem would be near-optimal because the reimbursement rate of $0.55/mi is 

relatively low. The linearized problem, however, can be solved much more quickly than 

the original problem because the mileage cost can be included in the arc cost.  This 

allows us to remove constraints (40i) − (40j), which we do, to get a relaxed solution, call 

it  1 2, , ,,k
ijd dk dk

v
kdk
o erx TT T T  for all i, j, d, k, with objective function value relax

P
ed

I .  This 

solution is always feasible.  Now, letting dkD  be the distance traveled by therapist k on 

day d in the relaxed solution, the real solution cost can be calculated as follows, 

   min , 25 0.5 min 40,0miles
dkrelaxed k

d D k

IP IP reg over
original k k

k KK

c D c T 
 

       .
 

7.5.3 Relaxed MIP II 

As discussed in Section 7.5.3, the overtime constraints rarely take effect due to the 

problem characteristics.  Our experience also has shown that if we keep the original 

piecewise linear cost structure, runtimes do not significantly increase for most instances 

with up to 20 therapists.  Thus in this relaxed MIP II, we keep the overtime cost while 

relaxing the mileage reimbursement as in Section 7.5.2.  After the relaxed solution is 

achieved, the real solution cost can be calculated as follows, 

 min , 25miles
dkrelaxed k

IP IP
origina

K
l

d D k

c D 
 

   .
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7.6. COMPUTATIONAL RESULTS 

All algorithms were coded in C++ and run on a PC with 12 GB of memory, which also 

featured an Intel i7 950 processor with four 3.06 GHz cores.  After extensive 

experimentation involving the solution of hundreds of instances, the following parameter 

settings were determined to provide the best overall performance for the rolling horizon 

method. 

 Width of time block, t = 30 min [Section 7.5.1] 

 Number of time blocks considered at each iteration, N  = 8 [Section 7.5.1] 

The value for t reflects the fact that most treatments last at least 30 minutes. 

Those requiring less time and start within a particular block usually overlap with each 

other and must be assigned to different therapists.  Therefore, it is reasonable to fix the 

corresponding patient-therapist assignments at the current iteration.  When t = 0.25, we 

observed that the runtime increased sharply while the solution only improved 

slightlynot enough to justify the use of the smaller increment. 

A similar tradeoff governed the decision on the number of blocks to cover at each 

iteration.  The larger the value of N , the more difficult subproblem (50) is to solve. After 

testing values between 2 and 12, we found that N = 8 struck the right balance. 

CPLEX 12.2 served as the optimization engine for model (40) and its variants and 

model (11). In the case of former, we report the best solution and best lower bound found 

after exploring at most 5000 nodes in the search tree. 

In the testing, 20 groups of problem instances were randomly generated by 

sampling from the collective entries in five real data sets provided Key Rehab.  The 

complete set of input and output files are available from the authors. 

Randomly generated instances. 

To create realistic instances, we varied the two most critical parameters: the number of 

therapists (num_TH) and the ratio between visits per day and therapists (ratio_VT).  The 

values considered were as follows: num_TH  {5,10,15,20} and ratio_VT  {4.5, 5.0, 

5.5, 6.0, 6.5}, giving a total of 20 data sets.  In each case, the number of visits per week 
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(num_VST) can be calculated as num_VST = 5  num_TH  ratio_VT.  Also, for each data 

data set, we generated five instances at random such that the therapists and patients were 

selected uniformly from their real counterparts. 

Our data base consists of 16 therapists and 106 patients, each with fixed visit 

times and treatment lengths.  The entries were collected for five separate weeks 

sporadically spaced over two years. When generating a therapist, we sampled four 

components: wage rate, home address, working time window, and preference for patient 

locations. We used this procedure to expand the number of possibilities beyond 16. To 

get a more realistic distribution, we also specified that the ratio of full-time therapists to 

their total number was at least 0.3.  In contrast, the patients were sampled individually, 

but each was assumed to require only one rather than multiple treatments per week which 

is more the norm.  In total, we solved 100 (= 20 × 5) instances.  

Remark. Our original intent was to prespecify the number of patients rather than the 

number of visits, and sample the patients directly without regard to their visit frequency.  

In our generator, problem feasibility is checked automatically when a patient is sampled.  

If including a patient leads to an infeasible instance, he or she is discarded.  This is more 

likely to happen when the visit frequency is four or five per week.  But even if such 

patients are discarded, the instances that were generated proved to be “too easy” because 

they only included about four treatments per therapist per day.  When each therapist sees 

only this number of patients in an 8-hour period, model (40) can be solved quickly with 

CPLEX. To construct more difficult instances, we decided to specify the average number 

of treatments that each therapist is assigned each day and assume that each patient in the 

data base requires just one treatment per week.  Given that the average treatment time is 

around 40 minutes, taking into account administrative and travel times, this led to 

instances with up to six or seven patients per day per therapist  a more realistic 

workload. 

Table 17 reports the characteristics of the 100 random instances by data set.  Each 

Each line represents the average of five instances.  The first column identifies the data 
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set, the next three columns list the parameter values associated with the patients, and the 

last six columns characterize the therapists.  For example, for data set 1, 112 

appointments averaging 0.59 hours each need to be scheduled for 52.40 patients.  

Treatments are to be provided by 5 therapists whose average wage rate is $41.00/hr, who 

are on duty an average of 4.64 days/wk  and who are available to work an average of 

37.75 hr/wk.  Their productivity rate is 75% (recall that this is an input parameter used to 

calculate administrative time), and each must treat an average of 5.32 patients in 8 hours. 

 

Table 17. Problem characteristics 

 Patients Therapists 

Data 
set 

Avg. 
no. 

Total
no. 

visits 

Avg. 
time 
/visit No. 

Avg. 
days 
/wk 

Avg. 
hrs 
/wk 

Avg. 
wage 
rate 

($/hr) 

Avg. 
prod. 
(%) 

Avg. 
visits / 

therapist 
in 8 hours 

1 52.60 112 0.59 5 4.64 37.75 41.00 75 5.32 
2 56.80 125 0.59 5 4.56 38.15 38.74 76 5.86 
3 58.80 137 0.57 5 4.92 41.19 39.84 76 5.92 
4 66.20 150 0.59 5 4.96 42.44 39.62 75 6.32 
5 68.60 162 0.58 5 4.96 44.24 40.04 79 6.59 
6 90.00 225 0.59 10 4.42 35.05 39.17 76 5.70 
7 97.60 250 0.60 10 4.62 38.52 41.04 76 5.79 
8 108.20 275 0.59 10 4.68 37.89 37.94 75 6.44 
9 118.20 300 0.58 10 4.70 39.01 39.08 76 6.86 
10 127.00 325 0.58 10 4.82 40.99 37.98 77 7.06 
11 128.40 337 0.59 15 4.41 36.38 39.14 78 5.55 
12 141.00 375 0.59 15 4.40 35.70 37.47 76 6.23 
13 155.60 412 0.59 15 4.48 36.11 38.25 77 6.75 
14 168.20 450 0.58 15 4.63 38.18 38.01 77 6.99 
15 178.40 487 0.58 15 4.81 41.33 39.47 77 7.02 
16 167.60 450 0.60 20 4.44 36.08 39.00 78 5.55 
17 184.60 500 0.59 20 4.44 35.92 38.11 78 6.18 
18 201.60 550 0.59 20 4.60 37.87 38.14 75 6.46 
19 218.40 600 0.58 20 4.54 37.76 39.65 77 7.07 
20 236.00 650 0.58 20 4.71 39.96 39.45 77 7.25 

 

Table 18 summaries the output statistics by data set.  Similar to Table 17, each 

line represents the average of five instances.  Columns 2 − 6 report the results for the 
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rolling time method, while columns 7 − 9 are for the relaxed MIP I and columns 10 − 12 

are for the relaxed MIP II.  Columns 13 − 15 give the best results obtained by CPLEX for 

for model (40) after 5000 branch and bound nodes, and the last column identifies the best 

lower bound provided by CPLEX at termination. A gap of 0 in column 15 indicates that 

CPLEX found the optimal solution. 

Before commenting on the results, we should mention that the data sets are sorted 

in increasing order of problem size as measured by num_TH  num_VST.  As we go 

down the rows, runtimes generally increase as expected.  For the rolling horizon method 

and the relaxed MIP I, the computational effort appears to be growing less than linearly 

(column 5 and column 8) with problem size, while the runtimes for the relaxed MIP II 

(column 11) and CPLEX (column 14) are seen to be growing exponentially.  Among the 

four approaches, the relaxed MIP I is the most efficient for the obvious reason that both 

the hard constraints for over time cost and mileage reimbursement are thoroughly 

relaxed.  The rolling horizon method is almost as efficient as the relaxed MIP I on 

average. regarding to CPU time.  CPLEX is the most expensive and is only able to 

optimally solve instances with 5 therapists within the allotted number of nodes. The 

relaxed MIP is usually very efficient, often providing better solutions than CPLEX, again 

for the reason that the overtime constraints are seldom binding and therefore have little 

effect on the computations.  However, when overtime comes into play, this approach can 

be very time consuming as evidenced in the runtimes for data sets 19 and 20. 

Regarding with the solution quality, we always compare costs with the best lower 

bound in the last column, which is the lowest objective function value among all 

unexplored nodes in CPLEX’s search tree at termination.  All four approaches provided 

very good solutions with gaps of at most 2% and often less than 1%.  When the problem 

size is not too large, as in data sets 1 − 15, CPLEX yields the best solutions but is 

outperformed by the relaxed MIP II for the largest data sets 16 – 20.  The rolling horizon 

method only outperforms the relaxed MIP II on data sets 6, 8 10 but differs from it by 

only 0.23% on average.  And the rolling horizon method outperforms the relaxed MIP I 

for all cases except for 3, 4, 11, 16 and 17. 
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Based on these results, we can first conclude that the rolling horizon method is 

better than the relaxed MIP I since the former has better solution qualities than the latter 

while they have equivalent runtime performance.  We can secondly conclude that the 

relaxed MIP II is the best choice for instances that have ample therapist time and 

therefore require little overtime; otherwise, the rolling horizon method is preferred.  In 

fact, this method is nearly as effect when only phase I is executed since the solution 

quality only decreases by 0.97% on average without Phase II.  Runtimes, however, 

decrease by a factor of five for data sets 11 – 20.  For instances with fewer than 15 

therapists, CPLEX can reliably find optimal or near-optimal solutions. 

We want to emphasize again that the success of the relaxed MIPs is specifically 

related to the unique structure of the TThSP.  First, because overtime rarely takes effect 

and second, because the mileage reimbursement costs were linearized, thus removing the 

effects of the mileage threshold value from the problem.  In fact, we actually get the 

optimal solution for the TThSP by solving the relaxed MIP when each therapist is 

required to travel over 25 miles a day and no overtime is required.  However, even if the 

distance traveled in a day does not exceed 25 miles, the extra cost is only $13.75 = 0.55  

25 which is marginal when compared to the total cost associated with a solution.  

Nevertheless, when overtime is present or when mileage reimbursement becomes 

significant, the relaxed MIP II is likely to bog down and take much longer than the 

rolling horizon method to converge.  A final point about the three heuristic approaches is 

that unlike the rolling horizon method which can be adapted for most routing problems 

with piecewise linear costs, the relaxed MIPs has only limited application beyond the 

TThSP addressed here. 

Finally, the B&P method can only solve several cases with 5 therapists, with very 

expensive runtimes compared to the heuristics.  It turns out that, B&P method is not 

applicable for TThSP for the reason that the convergence of D-W procedure is slow even 

with stabilization techniques.  This result indicates, B&P could not work for the model 

(1) if new techniques to speed up D-W scheme are not developed. 
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Table 18. Algorithmic comparisons 

 Rolling horizon method Relaxed MIP I Relaxed MIP II CPLEX 

LB* 
($) 

Data 
set 

Phase I 
cost 
($) 

Phase I 
CPU 
(sec) 

Cost 
($) 

Time 
(sec) 

Gap† 
(%) 

Cost 
($) 

Time 
(sec) 

Gap† 
(%)

Cost 
($) 

Time 
(sec) 

Gap† 
(%)

Cost 
($) 

Time 
(sec) 

Gap† 
(%) 

1 5229 0.32 5182 0.51 0.05 5182 0.15 0.06 5182 0.13 0.06 5180 0.52 0.00 5179 
2 5160 0.39 5103 0.60 0.03 5103 0.19 0.03 5103 0.19 0.03 5102 0.52 0.00 5102 
3 5728 0.51 5658 0.74 0.05 5657 0.22 0.03 5657 0.21 0.03 5655 0.42 0.00 5655 
4 6444 0.55 6396 0.80 0.08 6397 0.33 0.09 6397 0.40 0.09 6391 0.47 0.00 6391 
5 6760 0.68 6697 0.95 0.08 6694 0.37 0.04 6694 0.36 0.04 6691 0.64 0.00 6691 
6 8740 1.72 8629 3.95 0.24 8635 2.47 0.32 8630 1.59 0.27 8616 51.64 0.10 8607 
7 10031 2.31 9906 5.86 0.31 9912 3.66 0.37 9906 3.96 0.31 9888 90.65 0.12 9876 
8 10586 3.43 10483 7.53 0.29 10561 6.13 1.04 10484 6.62 0.30 10466 134.50 0.13 10453 
9 11387 3.81 11253 10.56 0.46 11363 9.12 1.45 11249 9.35 0.43 11225 226.24 0.21 11201 
10 11894 5.03 11738 11.74 0.27 11820 10.71 0.96 11741 19.95 0.29 11722 259.94 0.13 11707 
11 12293 7.15 12121 35.28 1.22 12088 27.29 0.95 12088 23.39 0.95 12066 573.50 0.76 11977 
12 13105 8.74 12912 35.97 0.89 12912 29.70 0.89 12907 32.39 0.85 12880 774.51 0.65 12798 
13 14792 13.73 14674 49.75 1.14 14726 66.06 1.46 14636 80.77 0.87 14619 1329.20 0.75 14510 
14 15717 17.31 15565 75.58 1.05 15577 53.41 1.13 15533 78.50 0.85 15511 1900.90 0.70 15403 
15 17343 22.36 17246 112.31 1.27 17266 76.32 1.39 17182 143.64 0.90 17160 2946.21 0.76 17029 
16 15676 18.89 15508 124.13 1.74 15427 135.17 1.21 15427 183.95 1.21 15434 2066.10 1.25 15243 
17 16753 24.86 16634 181.09 2.00 16553 120.46 1.46 16506 165.17 1.20 16507 5555.80 1.21 16310 
18 19383 50.26 19271 250.80 1.70 19335 185.88 2.01 19154 375.84 1.08 19151 6228.13 1.07 18949 
19 21053 69.73 20949 359.28 1.83 20971 304.66 1.91 20787 965.70 1.04 20816 10494.91 1.19 20572 
20 22592 80.27 22495 499.86 1.73 22515 659.63 1.81 22347 8251.18 1.06 22384 15689.97 1.22 22113 

†100 × (Cost – LB) / LB (%) 
*Provided by CPLEX after 5000 branch and bound nodes 
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7.7. CONCLUSIONS 

One of the major contributions of this chapter has been the introduction of a new and 

challenging planning problem -- the traveling therapist scheduling problem (TThSP) -- 

that arises in home healthcare. In our analysis, showed that the presence of different 

components, such as the presence of overtime and the need to schedule lunch breaks, 

bring different theoretical and computational difficulties.  While the general version is 

known to be strongly NP-hard, we showed that certain relaxations lend themselves to 

pseudopolynomial algorithms. 

To find solutions, we developed a novel rolling horizon algorithm that 

incrementally constructs weekly schedules by modifying the piecewise linear cost 

functions. Testing was done on instances with up to 20 therapists and 650 patients with 

the results demonstrating that near-optimal solutions can be obtained in less than 9 

minutes for the largest instances and often in seconds for the smallest. This compared 

favorably with CPLEX whose runtimes became excessive as the problem size grew.  A 

second and a third heuristics in which relaxed MIPs rather than the original MIP are 

solved provided comparable solutions, often in less time than CPLEX.  When overtime is 

rare and the distance that each therapist travels each day exceeds 25 miles, the relaxed 

MIP II is the preferred approach.  Nevertheless, the rolling horizon method is arguably 

more powerful because of its ability to handle generalized piecewise linear routing and 

vehicle costs in a manner that maintains a constant computational effort.  For this 

algorithm, the complexity of the cost structure has little effect on runtimes. 

An additional contribution of the chapter has been the design of a random 

problem generator that constructs instances that reflect the geographic, economic, and 

service characteristics of real problems.  The data sets used in the testing are available to 

the research community.  
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Chapter 8. Summary and Conclusions 

The primary contribution of this dissertation is the presentation of a new model and 

solution methodology for routing and scheduling therapists to meet demand spread over a 

large geographic area.  The objective of the model is to minimize the cost of providing 

rehabilitative services for up to a week at a time.  The two dominant components of cost 

are travel and wages.  The former arises from the need for therapists to drive between 

various locations to visit patients.  The latter relates directly to the fact that rehab 

professionals have different training levels and experience and so get paid at different 

rates.  It is important to try to avoid assigning the more expensive therapists to patients 

who could be treated by those at the lower end of the wage scale. 

A second contribution of the dissertation is the design of a random problem 

generator along with the creation of 16 benchmark data sets for the general problem and 

20 benchmark data sets for the simplified problem only with fixed patients, for the 

research community. 

For the general problem, we developed a parallel GRASP which was shown to 

provide cost reductions in the range of 10 to 24% with respect to current practice.  The 

novel features of this procedure include a mixed strategy for assigning patients to 

therapists in parallel and then sequentially extending the routes at the end of each round, 

the design of rules that adjust assignment costs and route structure adaptively in Phase I, 

and the periodic use of an expanded TSP to improve routes in Phase II. 

We also developed a sequential GRASP in an effort to improve upon the parallel 

GRASP.  Testing on five real data sets and a large number or randomly generated 

instances confirmed the effectiveness of the new algorithm.  In particular, it provided a an 

an average cost reduction of 18.09% with respect to current practice and a 5.58% 

improvement over the parallel GRASP.  Moreover, it outperformed the parallel GRASP 

on most of the randomly generated instances and was able to find solutions for all of the 

dozen or so unsolved cases.  One thing we want to emphasize here is that, this algorithm 

is totally free of commercial solvers and so particularly interests the companies in real 

industry. 
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To get optimal or near-optimal solutions, a B&P method was developed.  

However, computational results show that this method is not applicable for our problem 

due to three difficulties: 1) Subproblems cannot be solved efficiently; 2) Convergence of 

D-W scheme is slow; and 3) Branching rules are not proven to be efficient.  To further 

explore B&P method, we simplified our problem to only include fixed patients (TThSP). 

A new model was developed for the simplified problem in which all patients have 

fixed appointment times (TThSP).  In our analysis, we showed that the presence of 

different components, such as the presence of overtime and the need to schedule lunch 

breaks, bring different theoretical and computational difficulties.  While the general 

version is known to be strongly NP-hard, we showed that certain relaxations lend 

themselves to pseudopolynomial algorithms. 

To get solutions for TThSP, we developed a novel rolling horizon algorithm that 

incrementally constructs weekly schedules by modifying the piecewise linear cost 

functions.  Testing was done on instances with up to 20 therapists and 650 patients with 

the results demonstrating that near-optimal solutions can be obtained in less than 9 

minutes for the largest instances and often in seconds for the smallest.  This compared 

favorably with CPLEX whose runtimes became excessive as the problem size grew.  A 

second and a third heuristics in which relaxed MIPs rather than the original MIP are 

solved provided comparable solutions, often in less time than CPLEX.  When overtime is 

rare and the distance that each therapist travels each day exceeds 25 miles, the relaxed 

MIP II is the preferred approach.  Nevertheless, the rolling horizon method is arguably 

more powerful because of its ability to handle generalized piecewise linear routing and 

vehicle costs in a manner that maintains a constant computational effort.  For this 

algorithm, the complexity of the cost structure has little effect on runtimes. 

The B&P method can only solve several cases with 5 therapists, with very 

expensive runtimes compared to the heuristics.  It turns out that, B&P method is not 

applicable for TThSP for the reason that the convergence of D-W procedure is slow even 

with stabilization techniques.  This indicates that B&P could not work for the model (1) if 

new techniques to speed up D-W scheme are not developed. 
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From a research point of view, what makes our problem so interesting is the 

variation of constraints that interact in unforeseen ways.  These constraints vastly 

complicate the construction of feasible solutions for highly constrained instances and 

frustrate the search for local optima in all cases.  With respect to the random instances 

solved, we can only say at this point that the gap between their solution and the lower LP 

bound obtained with CPLEX is within reason for similar type routing problems.  We 

highly encourage others to extend our work, perhaps by developing new algorithms or 

investigating the stochastic and real-time characteristics of the problem.  
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Appendix A. Full MIP Model 

We present the entire full mixed integer programming model here. 

Indices and sets 

i, j index for patients 

k index for therapists 

d index for days 

p index for patterns 

o(k) origin-location of therapist k 

d(k) destination-location of therapist k 

K set of all therapists, K = {PTs, PTAs} 

K(i,d) set of therapists that can see patient i on day d 

KC(i,d) set of PTs that are available to see patient i on day d 

IFIX set of fixed patients to be seen over the planning horizon 

IFLEX set of flexible patients to be seen over the planning horizon 

I set of patients to be seen over the planning horizon including dummy patients, I 

= IFIX �IFLEX 

1
newI  set of patients whose first treatment needs to be provided by a PT 

2
newI   set of patients who need at least one treatment from a PT 

Imulti set of patients who require multiple visits in the same day 

ID(i)  set of dummy patients representing different sessions for the same patient i 

Imulti;  1,( ,)
iNID i i i , where i1 is the “real” patient and the remainder are 

copies 

I(d) set of patients that must be seen on day d 

IC(i,d) set of patients that can precede or follow patient i on the schedule for day d 

IK(k,d) set of patients that can be seen by therapist k on day d 

P set of feasible patterns over the planning horizon that a patient can be assigned 

P(i) set of feasible patterns for patient i 
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PD(i,d) set of feasible patterns for patient i that contain day d 

DK(k) set of days therapist k can be scheduled to work 

DU(i) set of days in the planning horizon that patient i may be seen [function of P(i)] 

Data and parameters 

k
ijc  cost of traveling from patient i to patient j by therapist k 

k
idc  cost of a visit by therapist k to see patient i on day d 

miles
kc  reimbursement rate for miles driven above 25 each day by therapist k  

reg
kc  regular wage rate for the first 40 hours worked per week by therapist k  

sid time required to provide service to patient i on day d (hours) 

admidk time to perform administrative functions by therapist k after seeing patient i on 

day d 

ij travel time between patients i and j (assumed symmetric) 

distij travel distance between patients i and j (assumed symmetric) 

ida  earliest time treatment can begin for  patient i on day d 

idb  latest time treatment can begin for patient i on day d 

ekd earliest start time of therapist k on day d 

fkd latest end time of therapist k on day d 

alun earliest start time of lunch break 

blun latest start time of lunch break 

dp 1 if day d is the first day of pattern p, 0 otherwise 

min_sep time duration required between two consecutive sessions for a patient 

τlun  length of  the lunch break (½-hour) 

 arbitrarily small positive constant 

Decision variables 

k
ijdx  1 if therapist k visits patients i and j in succession on day d, 0 otherwise 

idt  time at which patient i begins to receive treatment from a therapist on day d ( idt

is not the time that the therapist arrives at location i) 
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ipy  1 if patient i is assigned pattern p during the planning horizon, 0 otherwise 

lun
kdw  1 if a lunch break is required for therapist k on day d, 0 otherwise 

lun
kdt  time lunch break is taken for therapist k on day d 

,k lun
ijdx  1 if therapist k has lunch between patients i and j on day d, 0 otherwise 

miles
kdD  number of miles above 25 that therapist k drives on day d 

kdT   number of hours that therapist k bills on day d 

week
kT   number of hours that therapist k bills in a week beyond 40 

start
kdT  time at which therapist k begins work (leaves his home) on day d 

end
kdT  time at which therapist k ends work (finishes last administrative task) on day d 

 

Weekly model 

Minimize  
( ) ( , ) { ( )} ( , ) ( )

+ + 0.5k k k miles miles reg week
ij id ijd k kd k k

k K d DK k i IK k d o k j IC i d k K d DK k k K

c c x c D c T
       

        (52a) 

subject to  

Flow balance constraints 
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Time windows constraints 

   ,

( , ) ( , )

1lun k lun k
id id ij ijd ij ijd jd

k K i d k K i d

t s x M x t 
 

 
      

 
  ,   

   i  I, d  DU(i),  j  IC(i,d) (52f)  
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  ( ), ( ), ,
( , )

k
kd o k i o k i d id

k K i d

e x t


  ,  i  I, d  DU(i) (52g) 

  , ( ) , ( ),
( , )

k
kd i d k id id i d k d id id

k K i d

f s b x b t


     ,  i  I, d  DU(i) (52h) 

 tid  [aid, bid],   i  I, d  DU(i) (52i) 

Lunch break constraints 
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 end
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New patient Constraints 
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Multiple session constraints 
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Mileage reimbursement constraints 

 
( , ) { ( )} ( , ) { ( )}

25k
ijd

i IK k d o k j IC i d d k

miles
kd ij xD dist

   

   ,   k  K,  d  DK(k) (52s) 

 0miles
kdD  ,   k  K,  d  DK(k) (52t) 

Overtime constraints 
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j IK k d
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 ,   k  K,  d  DK(k) (52u) 

   2
, ( ) , ( ),

( , )

k
i d k id idk i d k d kd

i IK k d

s adm x T


   ,   k  K, d  DK(k) (52v) 

 1
kdT + 2
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i IK k d j IC i d
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    ,   k  K, d  DK(k) (52w) 

 
( )

40kd
d

wee

DK k

k
k TT



  ,  k  K (52x) 

 0  dkT   max
dk ,  week

kT ≥ 0,  k  K, d  DK(k) (52y) 

Variable definitions  

 k
ijdx {0,1}, ipy {0,1}, k

ijdz {0,1}, iI, dDU(i), kK(i,d), jIC(i,d), pP(i)  

 
lun
kdw  {0,1}, lun

kdt  [ ,lun luna b ],  k  K, d  DK(k), i  IK(k,d), j  IC(i,d) (52z) 

 

The objective function (52a) has three terms.  The first minimizes the cost of 

traveling between all pairs of patients plus the cost of providing service to each.  The 

second is associated with mileage reimbursement when a therapist drivers more than 25 

miles on a single day. The third accounts for overtime pay, which begins to accumulate 

when therapist k works more than 40 hours in a week. 

Constraints (52b)  (52e) correspond to flow balance in the network.  Constraints 

(52b) ensure that each patient has exactly one successor on a route on day d.  The first 

summation is over the set of therapists who are qualified to provide service for patient i 

and the second is over all patients who are permitted to be on the same route as i.  If j  

IC(i,d), then either i and j require different types of treatment from different therapists or 

the pair is incompatible due to their respective time windows or physical locations.  
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These situations are sorted out in a preprocessing step where all the sets are defined.  The 

The right-hand side is either 0 or 1 for patient i on day d, depending on which of the |P(i)| 

patterns is selected.  For a given day d  DU(i), the summation is over all the patterns for 

for patient i that include d.  In the implementation, fixed patients i  IFIX are treated 

separately because their appointment days are known a priori making unnecessary the use 

of a pattern variable yip for them.  The requirement that patient i be seen by a particular 

therapist k on day d, can be accommodated by appropriately specifying the set K(i,d). 

Constraints (52c) limit each therapist k  K to at most one route per day.  By 

implication, when ( ), ,
k
o k j dx  = 0 for all j  IK(k,d), therapist k is not given a schedule on 

day d.  If a subset of therapists, say, nk of them, have the same profile and can be viewed 

as interchangeable (that is, homogeneous), then the right-hand side of (52c) can be 

replaced with nk and K redefined to be the set of therapist types rather than individuals.  

For example, if k1 and k2 have the same contract and are otherwise indistinguishable, then 

they can be grouped together in a subset K1,2 = { k1, k2} and treated as a unit.  Defining 

the variables and constraints accordingly would lead to a proportional reduction in the 

size of the model. Constraints (52d) ensure that each patient is assigned exactly one 

pattern for the planning horizon. 

Constraints (52e) impose route continuity for each therapist k and each 

compatible patient j  IK(k,d) by requiring that tours (loops) are constructed rather than 

open paths.  The start o(k) and end d(k) of a tour for therapist k is either his home base or 

residence, depending on the contract terms.  Assuming positive flow on the network, 

when (52e) is combined with (52b), we see that each patient j who is visited by therapist 

k has a unique predecessor and a unique successor. 

Constraints (52f)  (52i) ensure feasibility of the time schedule.  The binary flow 

variables k
ijdx  are related to the time variables idt  in (52f), which indicates that when 

patient i is the immediate predecessor of patient j on a route, the (unspecified) therapist 

cannot arrive at the location of j before providing service to i and then traveling to j.  

Here, Mij = max{bid + sid +ij  ajd , 0}, and if the time windows of i and j are such that 
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ajd  bid  sid > ij, then ij can be replaced by ajd  bid  sid to tighten the formulation.  

The third term on the left-hand side is active when ,k lun
ijdx  =1 for some k and accordingly 

adds the time for lunch to the clock after visiting i but before visiting j.   Together with 

constraints (52l), when i is not the immediate predecessor of j, (52f) is redundant as the 

definition of Mij guarantees.  Any smaller value of this parameter could potentially cut off 

off feasible solutions.  To see this, simply set k
ijdx = 0 and make the appropriate 

substitutions.  When bi  aj, implying Mij = 0, (52f) is redundant because it is satisfied for 

for all feasible values of tid, tjd  and k
ijdx .  An added benefit of this constraint is that it 

eliminates infeasible subtours by requiring that arrival times on a route be increasing.  

Constraints (52g) and (52h) respectively place lower and upper bounds on the time tid a 

therapist can begin treatment at patient i on day d based on the therapists’ contract hours.  

To ensure feasibility when patient i is not seen on day d, (52h) restricts the service 

initiation variable, tid, to be less than or equal to bid, the upper end of the time window.  

Bounds are placed on the variables in (52i). 

Constraints (52j)  (52n) deal with the lunch break requirement.  Constraints 

(52j.1) and (52j.2) respectively determine the time the work day starts and ends for 

therapist k.  The underlying assumption is that the day starts when he leaves his home and 

and ends after completing the administrative duties for his last patient. The drive home is 

not included the calculations.  For simplicity, these constraints were written with the 

product terms ( ), ,
k

jd o k j dt x  and , ( ),
k

id i d k dt x  for all i, j, d and k.  To linearize the formulation, it 

it would be necessary to replace the first with a continuous variables k
jdz  and the second 

with a continuous variable k
idz , and add the constraints  ( ), ,1k k

jd jd j o k j dz t b x    and 

 ,( ),1k k
id id i i k dz t a x    to the model.  Constraints (52j.3) determine whether the working 

hours are greater than or equal to 6, or strictly less than 6, respectively.  When lun
kdw  = 0, 

end
kdT  start

kdT < 6 and no lunch break is scheduled.  When lun
kdw  = 1, end

kdT  start
kdT   6 and 

constraints (52k)  (52l) ensure a break is assigned.  If (52l) is omitted there is no 
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guarantee that the lunch break will be taken between patients i and j. Constraints (52m) 

and (52n) respectively place lower and upper bounds on the start of the lunch break when 

included in a solution.  Neither may be binding due to the lunch break interval [ ,lun luna b ] 

in (52z) or perhaps the presence of fixed patients before or after the break in the optimal 

sequence.  In (52m), we set  1
,maxj i d id id lunM b s a   and in (52n) we set 

 2
,minlun

j lun i d idM b a   . 

If the need for a lunch break were determined by the amount of billable time in a 

day rather than the length of the working day, we would replace constraints (52j.1) – 

(52j.3) with the following: 

 kdT   6 lun
kdw ,  kdT   6   + 12 lun

kdw , k  K, d  DK(k) (52j) 

Constraints (52o) and (52p) deal with two types of new patients.  For a new 

patient i  1
newI  who needs to be treated by a PT at her first visit, constraints (52o) 

together with constraints (52b) guarantee a visit by a full therapist on the first day d for 

which dp = 1 and yip = 1. For a new patient i  2
newI who needs at least one treatment by a 

PT over the week, this is ensured by (52p). 

Constraints (52q) and (52r) deal with the multiple sessions requirements which 

take two forms.  In the more straightforward case, some patients must be treated several 

times on their appointment days and each treatment must be separated by at least min_sep 

hours.  Rather than defining additional patterns to model this situation, we replace each 

patient i Imulti with multiple identical copies (dummy patients) resulting in the set ID(i) 

=  1, ,
iNi i  such that i1 = i and each copy requires one visit per day.  Note that with this 

this modification the sets I, I(d), IC(i,d) and IK(k,d) are now assumed to contain all 

patients including their copies.  Also, without loss of generality it is assumed that the visit 

visit time for ir is earlier than that of is for all r < s ≤ Ni.  Constraints (52q) along with 

(52d) force all dummy patients to have the same pattern.  When 
11
,( , )

1
ss

i pp PD i d
y




,constraints (52r) ensure that the separation requirement is met for is and is+1 ; otherwise, 
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the right-hand side is 0 and we have 
1, ,s sdi i dt t


 which is always attainable since 
1,si dt


 and 

and ,si dt  have the same time windows and (52f) – (52i) allow 
1,si dt


 to be set to at least ,si dt

,si dt . 

In the more complicated case, patient i  Imulti must be seen at least once each day 

of the week and on some of days, twice. For example, a patient might require 6 visits 

over the entire weekfour days with 1 visit and one day with 2 visits.  Although it may 

not appear so, constraints (52q) and (52r) can handle this case as well by creating a 

dummy version of i to get ID(i) = { i1, i2}.  Again, i1 is scheduled before i2 on those days 

that i2 is has an appointment.  However, i1 now has a single pattern corresponding to 

Monday through Friday while the pattern for i2 is to be selected from the set P(i2).  Also, 

because i1 is no longer identical to i2, constraint (52d) does not force the latter to select 

the same pattern as the former.  This is why (52q) is written as an inequality.  With 

respect to (52r), when 
22

,( , )
1i pp PD i d

y


 , 
2 ,dit   

1,dit +
1,

_min sep
i ds  ; otherwise, the 

inequality can also be satisfied as previously explained. 

This result generalizes for any number of visit requirements Nvisits during the 

week.  The more general cases can be handled by appropriately defining 1, ,
iNi i .  For 

example, if a patient is to be seen on three separate days, with two treatments on two days 

and one on the third day, we can set i1 to be the “real” patient who requires three visits 

with one treatment per day, and set i2 to be a dummy patient who requires two visits also 

with a single treatment per day.  By constraints (52q), patient i2 can only be visited on 

day d if patient i1 is also visited on day d; constraints (52r) ensure that such visits are 

separated by the minimum number of hours.  Other constraints also fit the framework of 

(52q) and (52r).  For example, if new patient i is in 1
newI , then only i1 should  be included 

in 1
newI  and not 2 , ,

iNi i .  In the implementation, each of these situations must be 

identified in a preprocessing step so the appropriate copies of i Imulti can be made and 

the set I and those derived from it can be modified accordingly. 
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Constraints (52s) calculate the miles traveled miles
kdD  each day beyond 25 which 

qualifies therapist k for reimbursement. This value is bounded below by (52s) and is 

minimized in the objective function.  Similarly, constraints (52u)  (52y) calculate the 

overtime hours. The summation on the left-hand side of (52u) determines the time to go 

from the home base of therapist k to his first patient.  The left-hand side of (52v) 

determines the time required by therapist k to provide treatment to patient i, the last in his 

schedule on day d, perform the associated administrative functions, and then return to his 

home base.  The total number of billable hours that therapist k accrues on day d is 

calculated in (52w) and the total number of hours above 40 that he works in a week is 

determined by (52x).  Bounds on this value are imposed in (52y); the remaining variables 

are defined in (52z). 

Note that the accounting variables 1
kdT and 2

kdT  defined in (52u) and (52v), 

respectively, are included in the model to facilitate the presentation and can be removed 

by substituting their values into the left-hand side of (52w).  Also, the value of the 

administrative time parameter appearing in (52v) and (52w) is determined for each 

therapist k independently and is based on his productivity factor denoted by k < 1.  The 

formula is as follows: admidk = (1/k  1)  BTid, where BTid is the billable time for patient 

i on day d.  
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Appendix B. TSP with Time Windows, Lunch Breaks and Piecewise-
Linear Mileage Reimbursement Rates 

For each day of the week that therapist k is scheduled to work, we wish to determine the 

optimal route for his given set of patients I.  This can be done by solving a TSP with side 

constraints (for simplicity, the dependence of I on d and k is omitted from the notation). 

The objective is to minimize the cost over the day while ensuring that each patient is seen 

within his or her time window.  Starting from his home base o(k), the therapist must visit 

each patient i  I, provide treatment, perform some administrative duties, and return to 

his home base d(k) at the end of the day.  Including the lunch break requirement in the 

formulation increases its complexity because the location and time of the break is not 

known a priori.  To permit a tractable formulation, we assume that lunch is taken at the 

location of one of the given patients. We also assume that flexible patients require at most 

two treatments per day, a practical limitation. 

The model to independently find the optimal patient sequence each day for each 

therapist is a simplified version of the full model (52) in Appendix A.  In the 

presentation, we make use of the following additional notation. 

I 2T set of patients to be scheduled for a second treatment 

miles
kc  reimbursement rate for miles driven above 25 each day by therapist k  

  arbitrarily small positive constant 

k
ijdx  1 if therapist k visits patients i and j in succession on day d, 0 otherwise 

,k lun
ijx  1 if lunch break is taken between patients i and j, 0 otherwise 

idt  time at which patient i begins to receive treatment from the therapist on day d  

to(k),d (td(k),d)  time at which the day d begins (ends) for therapist k 

ij travel time between patients i and j (assumed symmetric) (minutes) 

tlun time lunch break begins 

zid 1 if patient i receives second treatment on day d in interval 1 1,id ida b   ,  
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 0 if patient i receives second treatment in interval 2 2,id ida b    

wl u n 1 if a lunch break is required, 0 otherwise 

work
kT  total working hours for therapist k 

miles
dkD  number of miles above 25 that therapist k drives on day d 

 

TSP Model for a single day d for therapist k 

TSP = Minimize  
{ ( )} { ( )}

k k k
ij id ijd

i I o k j I d k

c c x
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    1 2 1 21 1id id id id id id id id ida z a z t b z b z      ,  i  I 2T (53i) 

 to(k),d  tid  o (k),i,  i  I ;  td(k),d  tid + sid +i,d(k) + admikd,   i  I (53j) 

 work
kT    td(k),d  to (k),d;  

work
kT     iid kdi I

s adm
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 work
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k
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    25  miles
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 k
ijdx  {0,1}, ,k lun

ijx  {0,1},   i  I  {o}, j  I  {d}; wlun  {0,1}; 

 idz  {0,1}, i I 2T; idt  [aid, bid],  i  I; lunst [ ,lun luna b ]; miles
dkD  0 (53n) 

 The objective function (53a) contains three terms.  The first minimizes the sum of 

the travel and treatment costs incurred by therapist k while the second compresses the 

schedule as tightly as possible. The parameter  > 0 is chosen to be sufficiently small so 

as not to affect cost minimization.  The third term is associated with mileage 

reimbursement when therapist k drivers more than 25 miles. 

The pair of assignment constraints (53b) respectively ensures that each patient has 

a predecessor and successor on a route.  Constraints (53c) determine the time that 

treatment starts at patient i  I while simultaneously preventing subtours.  When k
ijdx  = 0, 

these constraints are redundant for sufficiently large constant Mij.  When k
ijdx

 
= 1, they 

separate the start of treatment times between patients i and j by the time required to 

provide treatment at i and then travel to j.  When ,k lun
ijx = 1 as well, an additional  lun 

hours is added to the time between i and j to account for the lunch break.  The 

inequalities in (53d) permit the lunch break to be scheduled between patients i and j only 

when they are in sequence on the route; the equality ensures that exactly one break is 

assigned between one pair of patients when required. If the resequencing reduces the tour 

length to less than six hours, then the lunch break variable wlun is set to 0 as determined 

by (53l).  When the GRASP solution indicates that a break is not required, the 

corresponding variables and constraints are omitted from model (53). 

 Constraints (53e) and (53f) respectively place lower and upper bounds on the start 

of the lunch break when included in a solution.  Neither may be binding due to the lunch 

break interval [ ,lun luna b ] in (53n) or perhaps the presence of fixed patients before or after 

the break in the optimal sequence.  Constraints (53g) restrict the time that patient i’s 

treatment can start to the travel time between the therapist’s home base and the patient’s 

location while taking into account the earliest time ekd that therapist k can begin his day.  
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Similarly, constraints (53h) require that the therapist return to his home base no later than 

fkd, the latest time his day can end.  

Those patients in I who require two treatments on the day d may have already 

been scheduled for one of the treatments with another therapist.  The second treatment to 

be provided by the therapist currently under investigation may come before or after the 

previously scheduled treatment. Constraints (53i), for the appropriate parameter values of 

1 1 2 2, , ,id id id ida b a b , ensure that the second treatment is separated from the first by some 

predetermined minimum amount of time, min_sep.  When zid = 1, patient i  I 2T will be 

scheduled to start treatment in the interval 1 1,id ida b   ; when zid = 0, treatment will begin in 

the interval 2 2,id ida b   .  If one of these intervals does not intersect [aid, bid], then constraint 

(53i) is dropped and [aid, bid] is reduced in accordance with the interval that is does 

intersect.  In the unlikely case where [aid, bid] does not intersect either interval, we revert 

to the original solution provided by GRASP for the patients in I on the current day for the 

two therapists involved. 

There are two additional cases: (i) when patient i requires two treatments on the 

current day by two different therapists, with the first now being scheduled with model 

(53), constraint (53i) is dropped; (ii) when patient i requires two treatments by the same 

therapist on the current day, i is replaced with i1 and i2 and both are scheduled.  Also, 

(53i) is replaced with 
2 ,i dt   

1 1

_
, ,

min sep
i d i dt s   . 

The first set of constraints in (53j) determines the time at which the therapist 

leaves his home; the second set determines the time at which his day ends after his 

administrative duties for the last patient are performed.  The two constraints in (53k) are 

used to determine the length work
kT of the working day.  To some extent they 

underestimate the true number of working hours because the model does not fully 

account for administrative time, which can be taken either immediately after seeing a 

patient, during an idle stretch, or after the last treatment of the day is completed.  The 

second constraint in (53k) only sums the working hours during the day without regard to 
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the patient order.  In particular, it simply sums administrative time without recognizing 

when each patient is seen.  In a postprocessing step, the appropriate adjustments are made 

made to determine the true working hours. To account for administrative time exactly, it 

would be necessary to add |I | binary variables to the model and adjust (53c), (53e), (53f), 

and (53j) accordingly. 

 Constraints (53l) are included to determine whether the working hours are greater 

than or equal to 6, or strictly less than 6, respectively.  When work
kT < 6, wlun will be 0 and 

no lunch break is scheduled.  When work
kT   6, wlun will be 1 and constraints (53d) ensure 

a break is assigned.  The last set of structure constraints (53m) are needed to determine 

the mileage driven on day d and the additional compensation if greater than 25.  To 

complete the model, variable definitions are given in (53n).  When patient i is scheduled 

for two treatments on day d and the first must be provided by a PT, if therapist k is a PT 

and the second treatment is assigned to a PTA, then the interval [aid, bid] is adjusted to 

ensure that the first treatment precedes the second by min_sep. 

 Even though model (53) is NP-hard, it can be solved quickly with CPLEX.  This 

follows for two reasons: (i) a therapist seldom visits more than 10 patients a day due to 

the time window constraints, and (ii) the more patients in a route, the fewer locations 

included (many patients are at the same facility).  As a consequence, optimal solutions 

are readily attainable with either CPLEX or complete enumeration when, say, | I |  6. 
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Appendix C. Pseudopolynomial time algorithm for the homogeneous 2-
TThSP-OT 

Because the underlying network of patients is directed and acyclic (when the home base 

is split into origin and destination nodes) for the homogeneous 2-TThSP-OT, we can re-

index the nodes to obtain a partial order.  In particular, let the home base and a copy of it 

be the start and end nodes with indices 1 and n, respectively.  For any two nodes 

(patients) i < j, there is a coefficient cij for the traveling time from i to j where cij = ∞ if 

arc (i, j) doesn’t exist.  For simplicity, we will assume that the service time at i is built 

into the travel time from i to j. 

Under such an indexing scheme, for any feasible schedule, if a therapist visits two 

nodes i and j such that i < j, he must visit i before j.  Note that the partial order and hence 

the indexing procedure may not be unique but the conclusion holds for an arbitrary 

choice. 

Now consider a partial schedule in which therapist 1 arrives at node j at time x 

and therapist 2 arrives at node k at time y, where j and k are the farthest nodes from the 

home base in the two partial solutions.  Let f(j,k,x,y) = 1 represent the existence of such a 

partial schedule and f(j,k,x,y) = 0 otherwise.  By definition, we have f(1,1,0,0) = 1 and 

f(1,1,x,y) = 0 for any x > 0 or y > 0.  We also define f(j,k,x,y) = ∞ for x < 0 or y < 0. 

If we can calculate f(n,n,x,y), then for a feasible schedule represented by 

f(n,n,x,y) = 1, x + y is its total traveling time, and (x  H)+ + (y  H)+ is its total overtime.  

Assuming unit cost per hour for regular time and letting w be the unit overtime penalty, 

2-ThSP-OT is equivalent to  

 Minimizex,y{ x + y + w(x  H)+  + w(y  H)+ : f(n,n,x,y) = 1 } (54) 

To solve (54), it is necessary to evaluate f(j,k,x,y) for i, j = 1,…,n and x, y = 1,…,T, 

where T is the longest time it takes to traverse any feasible path from node 1 to node n.   

This can be done using dynamic programming.  To establish the recursive relation, 

several cases need to be addressed. 
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Case 1: j < k  n.  By definition, node j is the farthest node visited by therapist 1 in a 

partial schedule, so by implication, therapist 2 will sequentially visit nodes j+1, j+2,…,k.  

In the path, some node i < j will immediately precede node j + 1.  The total travel time for 

this path is A(i, j,k) = ci,j+1 + cj+1,j+2 + … + ck-1,k, where A(i,j,k) = ∞ represents an 

infeasible case.  Thus we can enumerate over i using the following recursion.  

 f(j,k,x,y) = maxi{ f(j, i,x,y  A(i, j,k)) : i = 1,2,…,j1} (55) 

Recall that the function f(j,k,x,y) has a value of 0 or 1, indicating the feasibility of 

a candidate partial schedule.  Thus the “max” operator is used; as long as one of the 

values of f(j, i,x,y  A(i,j,k)) =  1, then f(j,k,x,y) = 1.  Also, we have defined f(j,k,x,y) = 0 

for any x < 0 or y < 0 to handle infeasibility. 

Case 2: k < j  n.  Same as case 1 but symmetric. 

Case 3: j = k = n.  This case can be handled by slightly modifying the calculations in case 

1. 

The recursion starts from f(1,1,x,y) and moves forward to f(j,k,x,y) by 

incrementally increasing j and k.  For each (j,k), we enumerate all x and y values from 1 

to T.   In the design of (55), we do not explicitly calculate the cost of a schedule until we 

have determined all values of f(n,n,x,y).  In the interim, we only maintain the state space 

(i,j,x,y) to trace the feasibility of each partial schedule.  Once all feasible final states 

(n,n,x,y) are found, the objective function in (40) is evaluated for each feasible (x,y) pair, 

and the one that gives the lowest cost is reported as the optimum. 

The size of the state space is O(n2T2) since the range of each j and k is O(n) and 

the range of each x and y is O(T).  In addition, each recursive iteration requires O(n) 

evaluations – one for each i = 1,…,j1.  Thus, the time complexity of the algorithm is 

O(n3T2), which is pseudopolynomial because T cannot be bounded by a polynomial 

function of n.
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Appendix D. Random Case - Patient Characteristics 

 

Prob. no. No.
No. 
visits

Avg. 
no. 

visits/
wk

No. 
first 
visit

No.
No. 
visits

Avg. 
no. 

visits/
wk

No. 
two 

visits/d
ay

No. 
first 
visit

1.0 4x12x28 12 21 1.75 2 28 83 2.96 3 7

1.1 4x12x28 12 19 1.58 2 28 99 3.54 5 9

1.2 4x12x28 12 23 1.92 4 28 85 3.04 2 7

1.3 4x12x28 12 19 1.58 5 28 68 2.43 1 8

1.4 4x12x28 12 22 1.83 3 28 89 3.18 3 9

2.0 4x16x24 16 34 2.13 2 24 74 3.08 2 8

2.1 4x16x24 16 36 2.25 4 24 74 3.08 7 7

2.2 4x16x24 16 27 1.69 2 24 66 2.75 3 8

2.3 4x16x24 16 22 1.38 2 24 61 2.54 2 9

2.4 4x16x24 16 27 1.69 3 24 72 3.00 2 7

3.0 4x20x20 20 40 2.00 5 20 45 2.25 1 10

3.1 4x20x20 20 37 1.85 4 20 57 2.85 1 6

3.2 4x20x20 20 41 2.05 2 20 62 3.10 0 3

3.3 4x20x20 20 40 2.00 7 20 69 3.45 3 2

3.4 4x20x20 20 36 1.80 5 20 69 3.45 2 7

4.0 4x24x16 24 43 1.79 7 16 39 2.44 2 6

4.1 4x24x16 24 45 1.88 6 16 52 3.25 2 5

4.2 4x24x16 24 37 1.54 5 16 42 2.63 2 3

4.3 4x24x16 24 44 1.83 7 16 51 3.19 4 3

4.4 4x24x16 24 43 1.79 4 16 35 2.19 0 5

5.0 8x24x56 24 40 1.67 1 56 174 3.11 9 7

5.1 8x24x56 24 48 2.00 8 56 183 3.27 7 19

5.2 8x24x56 24 52 2.17 6 56 163 2.91 6 22

5.3 8x24x56 24 53 2.21 4 56 166 2.96 8 21

5.4 8x24x56 24 50 2.08 4 56 157 2.80 7 17

6.0 8x32x48 32 55 1.72 12 48 146 3.04 6 19

6.1 8x32x48 32 59 1.84 7 48 142 2.96 7 18

6.2 8x32x48 32 68 2.13 3 48 136 2.83 5 19

6.3 8x32x48 32 61 1.91 9 48 147 3.06 4 10

6.4 8x32x48 32 62 1.94 6 48 141 2.94 2 7

7.0 8x40x40 40 78 1.95 8 40 118 2.95 3 12

7.1 8x40x40 40 73 1.83 7 40 110 2.75 5 11

7.2 8x40x40 40 74 1.85 7 40 119 2.98 5 10

7.3 8x40x40 40 74 1.85 13 40 130 3.25 6 13

7.4 8x40x40 40 80 2.00 7 40 137 3.42 6 10

8.0 8x48x32 48 82 1.71 7 32 99 3.09 4 15

8.1 8x48x32 48 100 2.08 4 32 104 3.25 4 10

8.2 8x48x32 48 93 1.94 11 32 98 3.06 3 10

8.3 8x48x32 48 94 1.96 8 32 95 2.97 5 7

8.4 8x48x32 48 87 1.81 14 32 85 2.66 3 4
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9.0 12x36x84 36 71 1.97 3 84 273 3.25 11 27

9.1 12x36x84 36 74 2.06 8 84 258 3.07 11 17

9.2 12x36x84 36 65 1.81 7 84 259 3.08 8 16

9.3 12x36x84 36 73 2.03 9 84 251 2.99 16 28

9.4 12x36x84 36 65 1.81 5 84 255 3.04 10 22

10.0 12x48x72 48 99 2.06 8 72 243 3.38 13 15

10.1 12x48x72 48 78 1.63 10 72 232 3.22 11 26

10.2 12x48x72 48 94 1.96 10 72 227 3.15 13 19

10.3 12x48x72 48 94 1.96 5 72 235 3.26 7 15

10.4 12x48x72 48 90 1.88 11 72 225 3.13 12 18

11.0 12x60x60 60 119 1.98 13 60 166 2.77 8 22

11.1 12x60x60 60 112 1.87 16 60 181 3.02 6 16

11.2 12x60x60 60 114 1.90 15 60 208 3.47 9 18

11.3 12x60x60 60 124 2.07 7 60 175 2.92 9 15

11.4 12x60x60 60 109 1.82 12 60 242 4.03 12 18

12.0 12x72x48 72 142 1.97 12 48 136 2.83 5 17

12.1 12x72x48 72 143 1.99 11 48 167 3.48 9 13

12.2 12x72x48 72 145 2.01 12 48 147 3.06 7 16

12.3 12x72x48 72 146 2.03 9 48 139 2.90 9 19

12.4 12x72x48 72 157 2.18 16 48 142 2.96 4 12

13.0 16x48x112 48 94 1.96 6 112 329 2.94 11 29

13.1 16x48x112 48 86 1.79 8 112 353 3.15 12 30

13.2 16x48x112 48 96 2.00 7 112 329 2.94 13 31

13.3 16x48x112 48 92 1.92 13 112 356 3.18 18 36

13.4 16x48x112 48 89 1.85 10 112 333 2.97 10 40

14.0 16x64x96 64 123 1.92 11 96 272 2.83 11 36

14.1 16x64x96 64 124 1.94 12 96 270 2.81 8 24

14.2 16x64x96 64 124 1.94 8 96 316 3.29 18 20

14.3 16x64x96 64 120 1.88 15 96 288 3.00 13 31

14.4 16x64x96 64 134 2.09 8 96 272 2.83 12 31

15.0 16x80x80 80 161 2.01 16 80 234 2.92 14 26

15.1 16x80x80 80 155 1.94 14 80 216 2.70 12 25

15.2 16x80x80 80 158 1.98 24 80 223 2.79 6 17

15.3 16x80x80 80 162 2.02 13 80 239 2.99 10 22

15.4 16x80x80 80 153 1.91 12 80 292 3.65 10 19

16.0 16x96x64 96 188 1.96 21 64 185 2.89 8 18

16.1 16x96x64 96 174 1.81 17 64 190 2.97 12 26

16.2 16x96x64 96 183 1.91 16 64 195 3.05 4 19

16.3 16x96x64 96 177 1.84 12 64 179 2.80 6 19

16.4 16x96x64 96 203 2.11 14 64 213 3.33 11 15
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Appendix E. Random Case - Therapist Characteristics 

 

No.
Avg. 

wage/
hr

Avg. 
no. 

days/
wk

Avg. 
hrs/wk

Avg. 
prod. 
(%)

No.
Avg. 
wage/

hr

Avg. 
no. 

days/
wk

Avg. 
hrs/wk

Avg. 
prod. 
(%)

1.0 4x12x28 2 45.00 4.50 42.75 77.00 2 28.20 5.00 38.50 76.00

1.1 4x12x28 3 41.17 4.67 39.00 74.00 1 26.00 5.00 42.00 72.80

1.2 4x12x28 4 42.13 4.25 34.56 74.00 0 ‐ ‐ ‐ ‐

1.3 4x12x28 3 39.50 3.67 30.83 73.00 1 35.00 3.00 28.50 70.00

1.4 4x12x28 3 42.33 3.00 25.00 79.00 1 29.00 5.00 42.00 87.00

2.0 4x16x24 4 43.00 4.25 32.75 71.25 0 ‐ ‐ ‐ ‐

2.1 4x16x24 2 39.25 5.00 42.25 71.00 2 30.50 4.50 37.75 71.40

2.2 4x16x24 4 41.38 4.00 30.38 71.75 0 ‐ ‐ ‐ ‐

2.3 4x16x24 3 46.67 4.00 26.92 73.33 1 30.00 3.00 23.50 90.00

2.4 4x16x24 3 41.17 4.33 35.17 69.00 1 30.00 4.00 32.50 90.00

3.0 4x20x20 2 50.00 4.00 37.13 76.00 2 32.50 3.50 29.88 80.00

3.1 4x20x20 3 48.33 4.00 29.50 77.33 1 30.00 3.00 18.00 90.00

3.2 4x20x20 3 42.83 4.00 24.00 73.00 1 25.00 3.00 28.50 87.00

3.3 4x20x20 3 46.67 4.67 38.67 76.33 1 29.00 3.00 23.50 87.00

3.4 4x20x20 3 46.17 4.67 37.50 71.67 1 26.00 4.00 36.25 72.80

4.0 4x24x16 3 40.17 4.00 26.33 74.00 1 30.00 3.00 23.50 65.00

4.1 4x24x16 3 45.67 4.33 31.67 73.33 1 29.00 5.00 42.50 87.00

4.2 4x24x16 3 45.00 3.33 26.50 73.00 1 29.00 3.00 23.75 87.00

4.3 4x24x16 3 45.00 4.67 36.17 73.00 1 25.00 3.00 28.50 87.00

4.4 4x24x16 3 46.67 3.67 28.00 75.67 1 35.00 5.00 37.00 70.00

5.0 8x24x56 4 43.75 3.75 28.31 71.75 4 26.60 4.50 36.94 87.75

5.1 8x24x56 7 45.36 4.57 36.25 73.86 1 30.00 5.00 40.00 65.00

5.2 8x24x56 7 40.57 4.57 35.14 74.43 1 26.00 5.00 45.75 72.80

5.3 8x24x56 4 43.00 4.25 32.69 75.50 4 27.48 4.25 36.50 78.70

5.4 8x24x56 4 43.75 3.50 28.13 73.50 4 29.00 4.25 34.88 80.70

6.0 8x32x48 4 41.00 4.50 36.13 72.50 4 31.25 4.00 31.81 78.75

6.1 8x32x48 5 42.80 4.40 36.05 73.40 3 28.33 4.00 31.67 90.00

6.2 8x32x48 6 43.92 4.33 35.83 75.17 2 32.00 4.00 27.75 78.50

6.3 8x32x48 5 44.40 3.40 27.00 69.40 3 28.33 4.67 36.17 74.93

6.4 8x32x48 6 42.92 3.67 28.75 74.00 2 28.75 5.00 39.75 77.50

7.0 8x40x40 8 43.63 4.38 35.94 76.75 0 ‐ ‐ ‐ ‐

7.1 8x40x40 7 46.71 4.43 33.21 74.14 1 30.00 5.00 42.00 65.00

7.2 8x40x40 6 42.08 4.67 37.25 69.17 2 32.50 4.50 37.75 67.50

7.3 8x40x40 6 42.50 3.83 29.58 77.50 2 29.50 4.00 30.25 76.00

7.4 8x40x40 4 45.50 4.00 31.19 75.50 4 31.00 4.25 32.25 71.75

8.0 8x48x32 3 44.00 4.00 34.67 75.00 5 26.40 4.40 36.00 81.92

8.1 8x48x32 6 43.08 4.17 35.08 72.00 2 29.50 4.50 37.50 76.00

8.2 8x48x32 4 50.00 4.25 33.88 76.50 4 31.63 3.50 25.38 79.25

8.3 8x48x32 6 44.17 4.00 31.88 73.17 2 30.00 4.50 35.00 77.50

8.4 8x48x32 7 42.14 3.71 26.71 74.00 1 26.40 4.00 25.00 87.00

PT PTA

Prob. no.
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9.0 12x36x84 10 43.80 4.00 33.85 77.30 2 29.50 3.50 21.50 88.50

9.1 12x36x84 9 44.11 4.56 34.67 71.89 3 30.13 4.33 35.33 81.33

9.2 12x36x84 8 43.56 4.50 37.31 75.00 4 25.95 4.00 34.13 83.45

9.3 12x36x84 10 43.05 4.30 33.40 72.00 2 27.00 4.50 38.50 87.00

9.4 12x36x84 7 46.29 3.86 31.00 77.29 5 27.86 4.80 36.40 88.20

10.0 12x48x72 8 43.19 4.25 32.47 75.75 4 27.85 3.75 24.13 82.75

10.1 12x48x72 8 43.81 4.25 32.56 74.75 4 28.85 4.25 28.50 82.25

10.2 12x48x72 8 43.38 4.00 29.41 70.75 4 26.85 4.00 32.75 77.95

10.3 12x48x72 7 46.00 4.14 33.89 75.86 5 29.08 4.20 32.60 84.80

10.4 12x48x72 7 43.86 4.00 30.00 76.57 5 29.28 4.60 37.00 79.80

11.0 12x60x60 10 44.60 3.50 27.85 75.10 2 29.00 4.00 32.75 87.00

11.1 12x60x60 7 42.86 3.29 27.71 73.57 5 27.90 4.00 31.60 78.52

11.2 12x60x60 10 44.00 4.20 31.90 75.70 2 25.00 4.00 31.63 87.00

11.3 12x60x60 10 43.60 3.90 30.60 78.10 2 27.50 4.50 35.75 76.00

11.4 12x60x60 7 43.36 4.14 33.46 74.14 5 27.30 4.20 33.50 83.20

12.0 12x72x48 6 42.58 4.50 34.13 73.50 6 27.32 4.17 30.83 84.67

12.1 12x72x48 6 45.58 4.17 33.67 72.00 6 28.57 3.83 30.75 77.00

12.2 12x72x48 8 45.75 4.13 32.66 78.13 4 27.50 4.00 28.88 84.20

12.3 12x72x48 7 46.00 4.14 33.89 75.86 5 29.08 4.20 32.60 84.80

12.4 12x72x48 8 43.56 4.00 33.44 74.13 4 29.63 4.25 33.13 80.70

13.0 16x48x112 11 44.18 4.09 32.91 75.09 5 27.98 4.20 34.90 81.36

13.1 16x48x112 12 45.04 4.25 32.23 75.00 4 28.38 4.50 33.50 79.95

13.2 16x48x112 11 41.59 4.27 33.25 71.82 5 29.00 4.20 33.40 77.92

13.3 16x48x112 8 44.06 4.38 34.56 73.00 8 29.94 4.50 35.34 77.00

13.4 16x48x112 11 43.41 4.27 38.18 73.45 5 29.00 4.00 32.85 86.00

14.0 16x64x96 11 44.55 4.27 33.32 75.82 5 30.50 3.60 26.90 81.40

14.1 16x64x96 11 43.27 4.09 33.27 76.18 5 29.28 4.20 30.70 79.80

14.2 16x64x96 12 43.13 4.25 34.33 74.25 4 27.48 4.75 36.50 84.95

14.3 16x64x96 10 44.20 4.00 32.65 73.20 6 29.08 4.33 35.17 76.77

14.4 16x64x96 10 42.40 3.90 30.57 72.60 6 26.07 4.00 28.96 83.33

15.0 16x80x80 12 45.17 4.17 31.27 76.00 4 27.38 4.00 33.13 81.40

15.1 16x80x80 9 44.11 3.78 27.47 73.89 7 27.79 4.57 32.57 77.80

15.2 16x80x80 11 45.41 4.27 32.02 74.91 5 26.28 4.40 39.10 84.16

15.3 16x80x80 12 47.08 3.67 29.63 75.25 4 28.75 4.25 35.38 77.50

15.4 16x80x80 8 43.38 4.00 30.78 75.25 8 28.98 4.13 34.00 80.00

16.0 16x96x64 14 44.50 4.00 31.02 74.71 2 32.00 3.50 21.50 78.50

16.1 16x96x64 12 44.33 3.58 25.92 76.00 4 28.85 4.00 35.38 82.25

16.2 16x96x64 10 45.40 4.00 33.52 73.50 6 29.58 3.67 28.17 81.67

16.3 16x96x64 9 43.78 3.67 24.83 74.56 7 30.79 3.71 28.00 79.86

16.4 16x96x64 12 43.75 3.50 27.58 76.33 4 29.10 4.25 34.25 83.50
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Appendix F. Random Case - Average Costs from Parallel GRASP ($) 

 
 

Grand
Prob. no. Treat. Travel Admin. OT Miles Total Treat. Travel Admin. OT Miles Total total
1.0 4x12x28 591.25 329.86 176.61 0 64.61 1162.33 530.25 316.95 181.10 0 112.34 1140.64 4605.90

1.1 4x12x28 680.33 387.77 241.49 0 93.52 1403.11 515.67 329.70 192.67 0 125.84 1163.88 5373.21

1.2 4x12x28 673.52 387.07 234.64 0 87.79 1383.02 ‐ ‐ ‐ ‐ ‐ ‐ 8032.11

1.3 4x12x28 486.28 336.63 175.00 0 81.31 1079.22 525.00 458.16 225.00 0 147.67 1355.83 7093.45

1.4 4x12x28 490.61 255.31 130.99 0 57.24 934.15 664.58 399.02 99.31 1.45 134.16 1298.52 9350.98

2.0 4x16x24 670.35 352.79 275.38 0 78.95 1377.47 ‐ ‐ ‐ ‐ ‐ ‐ 8009.88

2.1 4x16x24 612.27 366.96 250.96 0 96.22 1326.41 493.21 282.65 198.46 0 102.61 1076.93 4806.67

2.2 4x16x24 528.75 431.66 194.90 0 109.54 1264.85 ‐ ‐ ‐ ‐ ‐ ‐ 9309.41

2.3 4x16x24 504.72 401.76 174.11 0 80.58 1161.17 435.00 300.61 48.33 0 104.47 888.41 7371.92

2.4 4x16x24 498.29 360.96 217.16 0 80.93 1157.34 572.50 404.42 63.61 0 142.79 1183.32 4655.36

3.0 4x20x20 620.83 407.52 199.59 0 73.32 1301.26 385.21 327.07 98.82 0 105.87 916.97 4436.46

3.1 4x20x20 672.22 367.28 191.04 0 75.08 1305.62 275.00 308.30 30.56 0 104.34 718.20 8718.38

3.2 4x20x20 551.82 276.13 216.88 0 69.19 1114.02 447.92 215.54 66.93 0 89.05 819.44 4161.49

3.3 4x20x20 754.17 461.55 234.22 0 83.42 1533.36 529.25 102.52 79.08 0 13.76 724.61 5324.67

3.4 4x20x20 702.35 486.36 277.33 0 111.53 1577.57 513.50 337.12 191.86 1.24 134.39 1178.11 8660.84

4.0 4x24x16 431.46 403.41 138.44 0 109.41 1082.72 420.00 287.80 226.15 0 96.48 1030.43 7278.58

4.1 4x24x16 627.25 466.16 231.79 0 103.55 1428.75 594.50 483.39 88.83 3.36 176.83 1346.91 8133.16

4.2 4x24x16 465.00 394.95 181.45 0 92.72 1134.12 340.75 283.10 50.92 0 100.51 775.28 10177.64

4.3 4x24x16 550.28 334.33 180.55 0 54.25 1119.41 375.00 279.05 56.03 0 117.75 827.83 4186.06

4.4 4x24x16 418.06 197.07 133.58 0 30.25 778.96 694.17 142.37 297.50 0 15.35 1149.39 3486.27

5.0 8x24x56 342.81 123.77 112.80 0 15.15 594.53 593.01 243.25 82.96 0 72.65 991.87 6345.63

5.1 8x24x56 756.67 368.63 265.50 0.16 80.22 1471.18 545.00 357.23 293.46 0 115.50 1311.19 11609.48

5.2 8x24x56 685.72 372.35 243.16 0 90.29 1391.52 465.83 396.56 174.05 0 171.39 1207.83 10948.45

5.3 8x24x56 520.73 301.43 149.21 0 66.84 1038.21 556.98 255.84 149.43 0 94.67 1056.92 8380.57

5.4 8x24x56 438.96 307.50 160.36 0 73.12 979.94 584.70 288.48 151.50 0.08 87.21 1111.97 8367.69

6.0 8x32x48 525.30 290.60 168.86 0 63.26 1048.02 603.44 249.51 172.50 0 74.73 1100.18 8592.78

6.1 8x32x48 511.11 277.66 182.55 0 62.06 1033.38 565.42 208.82 62.06 0 56.73 893.03 7845.96

6.2 8x32x48 581.56 296.86 179.57 0 55.80 1113.79 634.13 195.84 165.18 0 53.79 1048.94 8780.56

6.3 8x32x48 531.24 385.73 242.38 0 89.19 1248.54 639.22 249.09 228.23 0 80.95 1197.49 9835.18

6.4 8x32x48 535.06 359.20 179.75 0 87.82 1161.83 641.88 304.05 195.08 0 102.49 1243.50 11957.92

7.0 8x40x40 637.76 295.66 177.46 0 61.08 1171.96 ‐ ‐ ‐ ‐ ‐ ‐ 9375.71

7.1 8x40x40 579.87 311.04 181.52 0 59.89 1132.32 502.50 409.44 270.58 0 143.72 1326.24 9252.45

7.2 8x40x40 561.51 331.50 241.44 0 71.76 1206.21 617.08 277.68 297.02 0 77.03 1268.81 9774.84

7.3 8x40x40 586.53 351.14 170.27 0 80.56 1188.50 527.75 298.01 188.28 0 101.03 1115.07 9361.12

7.4 8x40x40 612.38 492.05 182.01 0 119.17 1405.61 618.90 265.65 225.74 0 76.70 1186.99 15453.71

8.0 8x48x32 530.42 284.12 170.40 0 65.82 1050.76 371.98 174.48 78.49 0 63.82 688.77 6596.09

8.1 8x48x32 529.61 355.51 207.98 0 83.51 1176.61 590.00 311.77 190.77 0 88.66 1181.20 9422.05

8.2 8x48x32 450.52 225.85 138.09 0 45.29 859.75 496.30 246.03 135.27 0 80.85 958.45 11174.12

8.3 8x48x32 485.07 326.63 174.59 0 68.36 1054.65 576.25 405.58 178.34 0 135.56 1295.73 8919.40

8.4 8x48x32 515.65 327.54 181.03 0 76.48 1100.70 442.20 318.62 63.20 0 127.99 952.01 16573.64

PT PTA
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9.0 12x36x84 742.94 292.15 197.34 0 68.46 1300.89 433.17 218.56 57.11 0 66.83 775.67 14560.30

9.1 12x36x84 645.19 298.51 248.35 0 60.24 1252.29 695.70 215.96 171.93 0 67.14 1150.73 14722.81

9.2 12x36x84 517.93 264.28 168.61 0 55.38 1006.20 637.73 136.18 122.15 0.19 38.52 934.77 11788.64

9.3 12x36x84 629.56 222.03 244.56 0 46.73 1142.88 638.42 343.99 95.40 0 133.10 1210.91 13850.51

9.4 12x36x84 415.00 190.37 110.90 0 40.12 756.38 660.18 314.36 85.99 0.00 106.47 1167.00 11129.67

10.0 12x48x72 730.60 324.45 229.48 0 67.37 1351.90 472.20 178.55 115.02 0 53.14 818.91 14090.81

10.1 12x48x72 502.16 279.91 162.52 0 60.32 1004.91 611.70 173.96 134.09 0 40.61 960.36 14130.75

10.2 12x48x72 566.92 283.85 238.43 0 58.90 1148.10 611.82 209.18 179.64 0 72.20 1072.84 18726.16

10.3 12x48x72 558.00 240.26 162.13 0 43.97 1004.36 629.58 277.63 122.31 0 88.17 1117.69 12619.02

10.4 12x48x72 489.62 294.54 143.89 0 63.90 991.95 642.22 282.14 174.04 0 86.09 1184.49 15616.06

11.0 12x60x60 579.95 233.67 181.06 0 43.61 1038.29 640.42 301.15 95.69 0 100.89 1138.15 15575.84

11.1 12x60x60 432.44 251.31 147.28 0 55.93 886.96 567.62 219.96 148.48 0 56.96 993.02 13923.84

11.2 12x60x60 608.87 348.69 188.08 0 71.61 1217.25 605.21 232.98 90.43 0 86.96 1015.58 14203.60

11.3 12x60x60 581.16 204.45 155.04 0 39.95 980.60 679.38 172.08 247.89 0.92 54.07 1154.34 12114.68

11.4 12x60x60 596.90 313.16 192.62 0 65.59 1168.27 611.14 239.19 127.25 0.69 80.14 1058.41 13470.05

12.0 12x72x48 398.69 221.76 137.50 0 43.09 801.04 467.23 267.02 74.45 0 93.12 901.82 10217.18

12.1 12x72x48 559.95 247.00 221.59 0 45.80 1074.34 531.56 187.55 155.12 0 59.71 933.94 14799.70

12.2 12x72x48 547.89 266.86 134.51 0 51.93 1001.19 468.98 231.92 94.74 0 79.26 874.90 11508.97

12.3 12x72x48 522.73 239.69 188.02 0 43.00 993.44 558.25 196.32 176.48 0.23 57.11 988.39 11905.34

12.4 12x72x48 516.99 300.72 174.97 0 63.13 1055.81 634.75 259.95 151.52 0.30 79.36 1125.88 15700.05

13.0 16x48x112 572.23 306.36 193.60 0 67.89 1140.08 622.86 215.53 152.08 0 72.73 1063.20 17856.91

13.1 16x48x112 638.49 295.56 215.65 0.08 59.30 1209.08 691.67 164.22 200.37 4.46 53.27 1113.99 18964.92

13.2 16x48x112 582.61 215.82 227.36 0 40.13 1065.92 614.18 256.66 181.49 0 82.91 1135.24 17401.25

13.3 16x48x112 556.94 289.60 190.80 0 60.95 1098.29 614.38 260.51 179.36 0 78.93 1133.18 17851.86

13.4 16x48x112 584.81 201.83 221.76 0 37.65 1046.05 655.21 178.20 116.95 0 49.79 1000.15 16507.39

14.0 16x64x96 569.55 248.68 177.45 0 46.30 1041.98 568.17 219.30 138.73 1.11 63.43 990.74 16415.26

14.1 16x64x96 525.21 257.58 146.65 0 55.45 984.89 551.67 218.88 133.57 0 65.71 969.83 15682.92

14.2 16x64x96 555.91 226.35 197.63 0 43.13 1023.02 752.84 194.13 125.21 0 63.11 1135.29 16817.51

14.3 16x64x96 499.07 258.73 192.77 0 54.95 1005.52 618.03 233.42 190.59 0 66.81 1108.85 16708.32

14.4 16x64x96 487.31 255.89 199.54 0 44.60 987.34 513.73 200.10 109.50 0 64.78 888.11 15202.13

15.0 16x80x80 529.47 222.26 163.26 0 39.09 954.08 595.70 271.08 131.43 0.79 99.04 1098.04 15840.99

15.1 16x80x80 410.21 230.76 154.33 0 43.74 839.04 535.35 271.53 155.46 0 89.05 1051.39 14911.21

15.2 16x80x80 443.68 222.09 143.64 0 47.42 856.83 631.77 195.27 111.68 0 60.75 999.47 14422.36

15.3 16x80x80 601.84 217.61 199.50 0 33.63 1052.58 571.87 247.92 189.86 0 80.69 1090.34 16992.41

15.4 16x80x80 585.11 263.28 198.89 0 54.36 1101.64 572.73 207.55 151.12 0.13 65.88 997.41 16792.43

16.0 16x96x64 586.24 260.58 197.19 0 52.62 1096.63 566.88 145.00 151.87 0 30.62 894.37 17141.55

16.1 16x96x64 449.82 248.55 126.74 0 53.25 878.36 587.63 268.81 134.54 0 90.99 1081.97 14868.24

16.2 16x96x64 504.08 335.59 180.27 0 71.51 1091.45 536.81 218.30 110.90 0 63.03 929.04 16488.68

16.3 16x96x64 434.21 260.44 149.81 0 49.54 894.00 508.18 188.94 113.42 0.07 46.59 857.20 14046.46

16.4 16x96x64 578.26 258.12 176.17 0 48.88 1061.43 584.11 232.09 132.21 0.10 73.76 1022.27 16826.25
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Appendix G. Random Case - Output Statistics per Day for Parallel GRASP 

 

Total eff.

Cost / 
day

Patients / 
day

Miles / 
day

Work 
time / day

Eff. (%)
Cost / 

day
Patients / 

day
Miles / 

day
Work 

time / day
Eff. (%) (%)

1.0 4x12x28 262.95 5.38 75.02 5.66 50.87 228.13 5.70 105.24 7.31 46.49 48.70

1.1 4x12x28 327.83 6.38 99.69 7.46 48.49 232.77 7.20 113.37 7.98 44.31 47.58

1.2 4x12x28 346.63 6.62 101.97 7.80 48.70 ‐ ‐ ‐ ‐ ‐ 33.54

1.3 4x12x28 359.74 6.44 121.04 8.41 45.06 451.94 9.33 200.79 11.51 38.72 27.97

1.4 4x12x28 298.10 6.83 85.16 6.81 52.52 260.29 8.80 120.83 8.02 51.07 22.84

2.0 4x16x24 325.29 6.33 86.73 7.32 48.67 ‐ ‐ ‐ ‐ ‐ 33.48

2.1 4x16x24 265.28 5.20 88.73 6.27 46.16 311.49 8.38 125.91 9.32 45.80 46.00

2.2 4x16x24 331.10 6.10 126.23 7.41 41.80 ‐ ‐ ‐ ‐ ‐ 22.72

2.3 4x16x24 314.92 5.06 101.81 6.34 43.47 296.14 8.67 149.37 8.71 48.96 26.44

2.4 4x16x24 289.34 5.50 92.94 6.47 43.05 295.83 8.25 152.49 8.67 48.38 44.41

3.0 4x20x20 325.32 5.00 87.75 6.14 47.71 267.07 6.71 136.59 7.37 42.01 45.35

3.1 4x20x20 340.77 6.11 94.33 6.59 51.49 239.40 5.67 149.22 6.82 38.29 26.29

3.2 4x20x20 274.17 5.36 82.85 6.24 49.53 273.14 11.00 131.01 9.74 54.66 50.54

3.3 4x20x20 318.10 5.43 83.67 6.31 49.18 241.54 10.67 34.25 8.17 73.04 52.43

3.4 4x20x20 336.65 5.23 103.60 6.88 44.52 295.15 7.75 145.00 10.02 43.50 30.25

4.0 4x24x16 271.22 4.54 121.45 6.22 39.85 343.48 8.67 139.85 10.38 40.76 23.55

4.1 4x24x16 331.72 4.93 109.55 6.87 43.90 270.73 6.60 151.31 8.05 43.92 30.42

4.2 4x24x16 330.87 5.36 113.12 6.86 41.00 258.42 7.67 144.65 7.76 43.95 17.05

4.3 4x24x16 255.82 4.89 75.25 5.50 49.16 275.95 9.00 165.18 9.47 45.30 48.39

4.4 4x24x16 213.50 3.78 47.16 4.47 53.67 229.88 7.20 23.21 6.48 60.39 55.89

5.0 8x24x56 155.26 3.46 26.19 3.54 57.66 221.39 8.70 84.05 7.78 59.79 58.99

5.1 8x24x56 355.60 6.86 91.53 7.63 51.42 327.80 8.00 128.12 9.96 41.57 50.31

5.2 8x24x56 312.40 5.91 95.84 7.32 49.28 301.96 7.50 178.02 9.97 38.57 48.10

5.3 8x24x56 288.48 5.31 90.66 6.44 50.16 251.30 8.20 104.34 8.33 52.70 51.44

5.4 8x24x56 332.76 5.92 113.22 7.18 44.79 265.01 8.15 99.51 8.33 52.57 48.93

6.0 8x32x48 262.01 5.06 79.92 6.03 50.12 294.09 7.99 95.74 8.75 54.85 52.54

6.1 8x32x48 244.33 4.77 70.11 5.59 49.46 230.35 8.96 73.53 7.73 63.31 54.19

6.2 8x32x48 260.69 5.38 68.25 5.81 52.21 269.72 8.47 64.58 8.00 60.45 54.18

6.3 8x32x48 378.03 5.87 120.33 8.08 42.55 258.74 8.07 74.79 8.53 53.38 46.51

6.4 8x32x48 331.08 5.83 111.65 7.32 46.05 280.99 8.65 107.04 8.96 51.62 37.58

7.0 8x40x40 290.40 5.79 80.73 6.46 54.42 ‐ ‐ ‐ ‐ ‐ 54.42

7.1 8x40x40 292.98 5.67 75.95 6.08 51.21 265.25 5.60 127.66 7.88 37.89 49.30

7.2 8x40x40 284.90 5.19 81.91 6.52 46.55 285.57 6.72 81.46 8.23 48.63 47.09

7.3 8x40x40 279.72 5.64 90.72 6.32 49.35 278.77 7.25 115.21 8.57 47.33 48.87

7.4 8x40x40 350.26 5.22 130.40 7.21 43.57 282.55 7.47 90.02 8.45 52.14 31.87

8.0 8x48x32 251.61 4.78 71.84 5.54 50.48 174.26 6.24 75.35 6.05 54.01 52.32

8.1 8x48x32 316.10 6.04 100.49 6.88 45.01 262.27 8.20 93.16 8.25 49.95 46.25

8.2 8x48x32 228.22 4.30 59.06 4.94 52.40 206.94 7.32 88.54 7.05 51.78 33.48

8.3 8x48x32 287.68 5.24 92.95 6.18 45.99 291.50 7.67 131.97 8.72 44.47 45.55

8.4 8x48x32 302.87 5.32 103.98 6.68 46.85 238.00 7.50 139.28 7.97 46.45 24.45

Prob. no.

PT PTA



 174

 
 

9.0 12x36x84 334.46 7.48 85.12 7.58 57.11 226.18 6.88 96.86 6.97 55.84 56.98

9.1 12x36x84 306.26 6.22 75.63 6.75 51.52 279.19 7.69 67.59 8.72 60.46 53.62

9.2 12x36x84 236.45 4.87 62.30 5.38 51.47 235.46 10.30 48.86 8.79 68.19 56.78

9.3 12x36x84 295.47 6.46 57.77 6.77 55.09 274.24 8.63 131.09 8.98 52.72 54.67

9.4 12x36x84 258.23 5.46 64.54 5.56 55.31 238.27 8.20 107.95 7.81 55.15 44.57

10.0 12x48x72 318.26 6.81 73.94 7.08 54.04 212.75 7.46 66.91 7.08 57.66 54.88

10.1 12x48x72 255.07 4.93 75.07 5.73 49.97 224.58 8.91 52.88 7.43 63.70 45.74

10.2 12x48x72 300.34 5.77 70.54 6.76 49.38 268.21 9.31 85.31 9.34 57.03 37.29

10.3 12x48x72 266.37 5.85 61.49 5.72 55.56 267.46 8.56 103.16 8.54 56.33 55.90

10.4 12x48x72 265.48 5.24 82.36 5.89 49.36 260.20 7.93 91.59 8.27 54.22 42.51

11.0 12x60x60 301.42 6.09 66.46 6.62 55.86 293.91 9.70 115.59 9.26 56.27 45.46

11.1 12x60x60 307.19 5.41 96.08 6.79 48.76 251.03 9.06 78.76 8.47 57.16 42.12

11.2 12x60x60 298.85 5.84 84.53 6.53 50.02 253.89 10.63 102.64 9.29 59.59 51.39

11.3 12x60x60 258.02 5.96 51.39 5.94 59.27 261.11 8.53 53.22 8.99 58.76 59.17

11.4 12x60x60 295.75 5.97 82.89 6.58 51.09 251.74 9.01 87.36 8.56 57.67 53.68

12.0 12x72x48 195.17 3.71 57.76 4.51 49.77 222.47 7.65 108.35 7.52 51.81 50.85

12.1 12x72x48 268.81 4.98 62.05 5.81 52.12 246.25 8.03 74.41 8.06 56.92 44.25

12.2 12x72x48 247.68 5.09 65.88 5.30 54.72 218.56 7.75 92.78 7.33 53.60 54.38

12.3 12x72x48 243.22 5.13 55.80 5.46 52.62 247.21 8.17 70.79 8.10 56.45 53.57

12.4 12x72x48 286.51 5.31 84.24 6.34 48.97 272.44 8.59 86.47 8.54 56.35 42.51

13.0 16x48x112 305.02 5.75 85.16 6.73 50.19 260.99 9.16 78.02 8.68 58.58 52.69

13.1 16x48x112 305.67 5.95 76.61 6.62 52.80 249.35 8.39 63.09 8.29 61.60 54.88

13.2 16x48x112 272.51 6.09 56.61 6.48 54.66 275.68 7.73 97.82 8.87 54.10 54.48

13.3 16x48x112 278.04 5.37 79.31 6.18 50.71 260.92 7.81 87.12 8.14 54.22 52.49

13.4 16x48x112 265.41 6.06 50.94 6.21 55.91 257.70 7.90 61.36 8.38 65.51 58.82

14.0 16x64x96 273.41 5.59 62.02 6.02 54.66 281.80 9.18 83.28 8.66 57.22 55.43

14.1 16x64x96 261.88 5.53 72.65 5.93 53.33 240.92 8.35 76.51 7.86 56.88 54.43

14.2 16x64x96 252.71 5.37 60.45 5.77 54.34 241.55 9.24 63.55 8.33 66.31 57.57

14.3 16x64x96 252.51 5.01 66.58 5.64 49.63 270.04 8.34 82.77 8.78 55.74 52.06

14.4 16x64x96 253.93 5.09 61.12 5.87 49.36 223.79 8.98 75.65 7.94 57.84 52.33

15.0 16x80x80 239.77 5.10 54.49 5.27 55.50 282.56 9.60 108.95 9.53 54.17 55.13

15.1 16x80x80 212.84 4.05 59.45 4.80 48.89 239.91 7.33 96.65 7.90 50.92 49.89

15.2 16x80x80 186.66 3.57 53.19 4.15 51.78 243.45 9.47 77.62 8.67 63.21 55.74

15.3 16x80x80 294.29 6.07 54.74 6.13 57.18 254.86 8.10 91.69 8.23 52.45 55.96

15.4 16x80x80 280.89 5.83 65.76 6.32 53.11 268.18 8.91 82.90 8.74 57.41 55.15

16.0 16x96x64 285.43 5.69 71.08 6.35 53.46 264.83 8.96 52.94 7.87 63.38 54.49

16.1 16x96x64 254.88 5.23 79.50 5.67 51.21 273.03 9.12 107.66 8.68 54.31 52.11

16.2 16x96x64 282.71 4.77 88.29 5.99 46.18 259.42 8.99 84.83 8.21 57.78 50.10

16.3 16x96x64 265.90 4.70 75.62 5.89 48.57 232.77 7.77 67.25 7.13 59.27 53.14

16.4 16x96x64 306.47 6.62 70.70 6.79 54.48 235.10 8.10 83.40 7.55 57.13 55.12
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Appendix H. Random Case - Performance of Parallel GRASP 

 

Prob.
Time / 
iter. 
(sec)

Total time 
(sec)

Best 
iter.

Best 
soln. ($)

Time / 
iter. 
(sec)

Total time 
(sec)

Avg. no. 
swaps / 

insertions

Avg. % 
improve

Best 
iter.

% 
improve 
at best 
iter.

Best 
soln. ($)

1.0 4x12x28 0.66 165.89 174 5458.79 6.01 300.40 1.16/56.58 32.94 25 22.75 4605.90 471.24 3127.89

1.1 4x12x28 0.96 240.93 67 6982.18 8.19 409.44 1.18/68.54 79.83 29 73.01 5373.21 673.65 3697.62

1.2 4x12x28 0.87 216.97 150 11925.67 6.15 307.26 1.56/50.24 31.09 188 49.40 8032.11 532.61 4214.61

1.3 4x12x28 0.57 143.40 178 8040.27 5.23 261.48 1.78/51.54 11.61 183 42.57 7093.45 414.32 3168.25

1.4 4x12x28 0.75 188.05 160 11213.32 4.97 248.51 1.02/26.42 6.86 237 34.88 9350.98 450.46 2917.49

2.0 4x16x24 0.58 146.20 243 11274.91 4.12 205.87 2.46/49.28 25.95 166 43.72 8009.88 352.67 4228.52

2.1 4x16x24 0.65 162.53 205 5686.15 4.65 232.33 1.16/43.72 31.44 44 22.66 4806.67 408.58 3393.23

2.2 4x16x24 0.68 170.25 40 13715.48 3.97 198.65 1.00/44.04 21.22 99 106.47 9309.41 370.24 3296.26

2.3 4x16x24 0.43 107.23 221 9261.81 3.27 163.73 1.26/22.12 8.48 139 26.37 7371.92 280.07 3215.17

2.4 4x16x24 0.67 167.36 48 8168.08 5.09 254.57 1.64/49.10 48.18 101 158.29 4655.36 424.46 2908.43

3.0 4x20x20 0.49 121.99 246 5067.96 3.23 161.42 1.92/27.64 32.56 200 71.19 4436.46 284.37 3044.93

3.1 4x20x20 0.59 148.58 161 12996.50 3.14 156.91 0.92/32.58 29.04 73 98.35 8718.38 306.04 3072.77

3.2 4x20x20 0.67 166.87 218 7373.62 3.45 172.54 1.38/32.00 35.98 143 145.11 4161.49 344.33 2944.75

3.3 4x20x20 0.72 179.22 121 8588.49 4.41 220.52 2.02/31.82 48.02 221 139.96 5324.67 411.10 3249.62

3.4 4x20x20 0.71 178.35 207 12527.55 4.49 224.50 2.02/46.18 23.55 214 81.19 8660.84 405.56 3797.70

4.0 4x24x16 0.47 117.49 29 12280.27 2.10 105.13 1.62/25.10 25.31 150 69.53 7278.58 225.85 3499.82

4.1 4x24x16 0.64 158.99 113 13302.06 3.45 172.34 1.18/33.56 30.76 82 109.12 8133.16 331.77 3820.71

4.2 4x24x16 0.51 126.60 233 14687.46 2.39 119.46 2.06/24.76 40.17 233 44.29 10177.64 246.44 2733.25

4.3 4x24x16 0.55 136.28 2 7849.45 3.22 161.00 1.46/40.94 43.45 2 87.51 4186.06 316.93 2823.08

4.4 4x24x16 0.51 128.03 88 4123.64 2.93 146.34 1.26/37.66 38.16 77 91.49 3486.27 274.63 3101.82

5.0 8x24x56 18.91 4726.73 126 8692.05 311.21 15560.71 2.88/138.82 54.97 146 61.27 6345.63 20341.31 4439.19

5.1 8x24x56 21.93 5482.81 57 14227.29 353.22 17660.77 1.82/120.92 26.06 1 138.23 11609.48 23185.46 7726.30

5.2 8x24x56 21.06 5265.89 219 15514.48 195.92 9796.11 0.70/82.32 21.34 249 77.39 10948.45 15082.29 7359.95

5.3 8x24x56 20.59 5148.72 238 14806.20 337.20 16860.22 1.72/126.68 40.90 238 76.67 8380.57 22036.41 5364.72

5.4 8x24x56 18.86 4714.14 83 13100.77 311.99 15599.30 1.72/102.86 58.85 171 130.08 8367.69 20350.73 5608.95

6.0 8x32x48 17.15 4286.75 164 12651.98 210.97 10548.49 1.82/96.56 62.47 90 106.35 8592.78 14859.89 5942.03

6.1 8x32x48 16.78 4194.15 16 10070.54 257.06 12852.77 2.98/115.28 32.69 71 30.52 7845.96 17085.11 5165.85

6.2 8x32x48 19.09 4772.95 38 10389.37 242.39 12119.50 1.26/99.44 32.71 243 52.54 8780.56 16917.20 6461.91

6.3 8x32x48 20.50 5125.31 151 13396.79 253.36 12668.01 2.44/85.06 23.27 202 67.44 9835.18 17808.96 6613.63

6.4 8x32x48 19.75 4937.62 146 16502.47 202.14 10107.14 0.82/85.22 22.64 185 112.18 11957.92 15054.96 6443.55

7.0 8x40x40 18.35 4588.34 110 13718.53 143.11 7155.56 1.16/73.32 40.76 94 75.14 9375.71 11755.63 6910.04

7.1 8x40x40 17.11 4278.43 37 11325.23 189.27 9463.50 2.26/116.24 41.70 26 90.40 9252.45 13750.59 6989.97

7.2 8x40x40 16.27 4066.40 169 11884.13 177.44 8872.13 1.36/114.48 23.87 70 24.86 9774.84 12941.39 6857.00

7.3 8x40x40 19.45 4862.78 211 20333.98 167.75 8387.43 1.00/64.32 42.22 101 176.04 9361.12 13256.98 5861.15

7.4 8x40x40 22.06 5515.36 145 16966.24 205.81 10290.65 1.60/58.64 33.21 56 78.05 15453.71 15823.97 7452.09

8.0 8x48x32 15.73 3931.40 9 8164.66 177.39 8869.31 1.46/91.48 65.18 2 62.11 6596.09 12824.89 4794.66

8.1 8x48x32 21.20 5300.08 34 13629.13 11.45 572.46 0.20/7.16 3.75 34 44.65 9422.05 5883.89 6122.48

8.2 8x48x32 17.88 4471.22 127 16813.84 61.72 3086.24 0.58/26.04 14.54 13 64.14 11174.12 7559.34 5608.64

8.3 8x48x32 16.74 4185.13 105 12467.91 92.82 4641.21 0.74/43.62 16.17 141 83.87 8919.40 8829.28 6162.74

8.4 8x48x32 16.42 4104.75 65 21291.68 133.39 6669.64 1.86/52.28 24.59 62 45.83 16573.64 10782.75 5779.81

Phase I Phase II

Overall time 
(sec)

CPLEX 
LP soln. 

($)
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 *: CPLEX LP relaxation was not solved after 14 hours. 
 

9.0 12x36x84 172.15 43038.01 70 21071.92 2837.87 70946.84 1.52/197.72 57.20 34 81.86 14560.30 114041.09 9780.91

9.1 12x36x84 142.05 35511.94 219 18544.83 2724.56 68113.94 2.20/211.00 34.16 41 31.15 14722.81 103655.39 10295.76

9.2 12x36x84 138.78 34695.64 9 19521.59 2640.26 66006.49 3.48/207.56 53.13 159 68.08 11788.64 100768.63 7845.56

9.3 12x36x84 147.45 36861.74 148 17927.25 2668.30 66707.51 3.48/211.88 35.46 44 32.74 13850.51 103628.51 9696.17

9.4 12x36x84 133.80 33450.47 66 14365.89 3036.22 75905.60 1.12/228.60 32.98 235 35.44 11129.67 109430.38 7305.48

10.0 12x48x72 160.47 40116.55 12 25551.70 2104.05 52601.28 1.84/121.52 63.51 174 116.87 14090.81 92760.14 8700.21

10.1 12x48x72 117.71 29426.47 218 19098.31 1700.41 42510.35 1.28/142.68 34.62 80 36.76 14130.75 71996.71 7785.21

10.2 12x48x72 144.48 36120.43 116 25807.93 1974.31 49357.75 1.96/103.12 45.51 146 62.75 18726.16 85525.80 9205.70

10.3 12x48x72 126.18 31545.49 76 17324.22 1950.20 48755.06 1.60/129.48 29.66 28 41.40 12619.02 80342.06 8025.77

10.4 12x48x72 130.33 32582.45 218 25875.39 1734.03 43350.69 1.28/131.04 17.52 238 72.04 15616.06 75958.10 8271.44

11.0 12x60x60 140.03 35007.66 72 23998.14 1675.19 41879.65 2.84/117.68 55.04 168 72.57 15575.84 76902.87 8923.41

11.1 12x60x60 118.72 29680.17 234 22989.01 1795.38 44884.57 1.92/131.64 50.57 30 85.53 13923.84 74595.23 7661.22

11.2 12x60x60 134.42 33603.99 242 19205.21 1734.09 43352.31 1.28/130.20 34.31 42 57.76 14203.60 77487.18 9577.04

11.3 12x60x60 145.20 36299.28 172 13800.05 1760.41 44010.20 1.20/121.28 27.33 158 18.92 12114.68 80345.74 9638.26

11.4 12x60x60 164.29 41072.75 77 20468.93 2794.05 69851.34 1.84/163.40 54.23 99 62.47 13470.05 110969.63 8479.07

12.0 12x72x48 120.78 30194.40 192 12820.70 1443.58 36089.45 1.08/124.16 25.51 216 27.89 10217.18 67175.83 6925.76

12.1 12x72x48 150.75 37687.74 242 19859.76 1578.69 39467.31 1.32/113.76 37.87 198 74.04 14799.70 77166.37 8062.53

12.2 12x72x48 135.16 33789.17 197 16514.95 1762.16 44053.88 1.64/123.88 32.27 197 42.83 11508.97 77860.58 7187.39

12.3 12x72x48 80.04 20009.16 231 14044.84 876.95 21923.79 1.68/145.92 32.27 120 41.46 11905.34 41942.78 8740.09

12.4 12x72x48 87.59 21898.24 228 23297.14 986.63 24665.81 1.32/123.16 36.07 165 59.89 15700.05 46581.83 9387.15

13.0 16x48x112 437.70 109426.14 105 21233.93 6285.31 157132.72 1.16/139.28 19.29 236 23.32 17856.91 266632.71 *

13.1 16x48x112 441.10 110273.84 49 22608.66 6151.22 153780.54 1.72/120.44 21.86 157 42.29 18964.92 264129.35 *

13.2 16x48x112 438.91 109726.39 148 21648.88 5937.14 148428.48 1.24/145.20 27.39 137 30.01 17401.25 258217.90 *

13.3 16x48x112 457.51 114377.85 143 21257.71 6514.76 162868.99 1.36/117.96 20.76 78 22.77 17851.86 277349.91 *

13.4 16x48x112 418.50 104625.47 152 20629.43 5418.62 135465.50 1.48/133.76 25.76 152 24.77 16507.39 240182.63 *

14.0 16x64x96 389.09 97272.16 159 19297.28 5104.27 127606.73 1.52/90.96 16.46 159 17.35 16415.26 224940.20 *

14.1 16x64x96 416.61 104152.12 88 21027.46 4968.20 124204.89 1.00/104.96 27.90 163 37.89 15682.92 228411.06 *

14.2 16x64x96 476.19 119048.27 210 20335.80 5021.31 125532.84 1.20/116.00 22.41 133 22.97 16817.51 244673.91 *

14.3 16x64x96 406.83 101708.41 75 20454.83 4994.52 124863.07 1.04/125.00 23.79 59 40.03 16708.32 226613.73 *

14.4 16x64x96 428.02 107004.50 126 17929.04 4850.19 121254.76 0.96/83.88 19.36 229 52.45 15202.13 228305.78 *

15.0 16x80x80 402.58 100646.11 182 18770.75 4035.05 100876.14 1.56/97.32 20.98 195 49.19 15840.99 201542.40 *

15.1 16x80x80 383.27 95816.87 173 20605.22 4392.45 109811.28 1.00/95.48 38.24 101 50.37 14911.21 205664.67 *

15.2 16x80x80 341.17 85291.65 29 17151.77 3376.51 84412.86 1.04/101.48 19.32 104 24.54 14422.36 169747.42 *

15.3 16x80x80 425.77 106443.61 167 20090.18 4654.27 116356.75 1.04/103.44 19.99 67 21.86 16992.41 222833.13 *

15.4 16x80x80 464.84 116210.74 17 19264.69 3983.09 99577.27 1.44/88.04 15.68 175 17.34 16792.43 215844.82 *

16.0 16x96x64 374.92 93729.64 77 19866.80 3313.08 82827.11 1.08/76.00 15.07 77 15.72 17141.55 176571.89 *

16.1 16x96x64 379.20 94800.85 221 24722.47 2565.17 64129.17 0.88/62.28 19.65 221 66.28 14868.24 158952.64 *

16.2 16x96x64 283.29 70822.48 166 18887.20 2431.65 60791.19 1.08/75.36 13.66 198 14.38 16488.68 131640.05 *

16.3 16x96x64 234.33 58583.36 116 15747.60 2250.67 56266.84 1.00/62.80 19.39 34 33.37 14046.46 114880.44 *

16.4 16x96x64 443.49 110872.13 37 21364.98 3631.38 90784.39 1.04/65.04 23.92 37 26.46 16826.25 201694.75 *
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Appendix I. Random Case - Average Costs from Sequential GRASP ($) 

 

Grand
Prob. no. Treat. Travel Admin. OT Miles Total Treat. Travel Admin. OT Miles Total total
1.0 4x12x28 595.42 302.92 177.85 0 61.33 1137.52 522.10 322.51 178.45 0 116.75 1139.81 4554.65

1.1 4x12x28 673.21 407.90 235.47 0 96.60 1413.18 537.33 291.63 200.76 0 99.04 1128.76 5368.30

1.2 4x12x28 673.71 427.81 241.24 0 96.90 1439.66 ‐ ‐ ‐ ‐ ‐ ‐ 5758.63

1.3 4x12x28 487.96 341.11 178.83 0 80.50 1088.40 536.67 412.56 230.00 0 124.76 1303.99 4569.18

1.4 4x12x28 578.06 411.58 150.63 0 107.86 1248.13 536.50 534.97 80.17 0 207.51 1359.15 5103.51

2.0 4x16x24 670.96 354.30 276.17 0 82.23 1383.66 ‐ ‐ ‐ ‐ ‐ ‐ 5534.64

2.1 4x16x24 600.08 403.45 230.01 0 108.70 1342.24 488.71 272.44 193.73 0 89.29 1044.17 4772.84

2.2 4x16x24 539.94 403.82 208.70 0 101.68 1254.14 ‐ ‐ ‐ ‐ ‐ ‐ 5016.57

2.3 4x16x24 534.72 429.68 185.93 0 89.65 1239.98 405.00 332.68 45.00 0 124.49 907.17 4627.14

2.4 4x16x24 562.25 360.90 233.75 0 76.91 1233.81 435.00 269.70 48.33 0 72.88 825.91 4527.34

3.0 4x20x20 670.83 418.47 215.17 0 77.38 1381.85 344.58 209.85 70.69 0 61.09 686.21 4136.14

3.1 4x20x20 674.58 352.20 189.98 0 68.74 1285.50 302.50 252.61 33.61 0 81.40 670.12 4526.63

3.2 4x20x20 517.47 251.11 199.19 0 61.93 1029.70 514.58 175.50 76.89 0 73.39 840.36 3929.46

3.3 4x20x20 758.33 455.22 235.89 0 86.58 1536.02 507.50 117.24 75.83 0 16.42 716.99 5325.08

3.4 4x20x20 730.38 394.04 294.13 0 85.10 1503.65 472.33 392.90 176.48 0.85 163.61 1206.17 5717.12

4.0 4x24x16 418.71 390.14 132.55 0 104.38 1045.78 480.00 280.43 258.46 0 95.64 1114.53 4251.84

4.1 4x24x16 694.33 501.34 255.94 0 117.64 1569.25 490.58 562.36 73.31 0 223.64 1349.89 6057.69

4.2 4x24x16 497.92 376.04 199.98 0 89.33 1163.27 335.92 335.28 50.19 0 116.83 838.22 4328.01

4.3 4x24x16 545.69 268.60 176.49 0 29.15 1019.93 375.00 183.08 56.03 0 69.74 683.85 3743.65

4.4 4x24x16 415.28 192.89 133.42 0 30.63 772.22 711.67 144.29 305.00 0 15.42 1176.38 3493.05

5.0 8x24x56 280.83 135.96 90.58 0 20.32 527.69 636.59 235.82 87.68 0.03 71.83 1031.95 6238.57

5.1 8x24x56 741.54 361.66 255.01 0 81.73 1439.94 585.00 295.57 315.00 0 95.24 1290.81 11370.40

5.2 8x24x56 673.05 379.90 221.85 0 94.51 1369.31 546.00 279.44 204.00 0 94.97 1124.41 10709.57

5.3 8x24x56 480.40 273.66 147.38 0 54.68 956.12 584.71 217.26 158.98 0 73.33 1034.28 7961.63

5.4 8x24x56 421.88 312.02 165.09 0 76.70 975.69 591.59 290.10 150.10 0.9 89.89 1122.58 8393.11

6.0 8x32x48 484.98 303.17 178.16 0 71.22 1037.53 621.35 213.14 171.03 0 60.42 1065.94 8413.93

6.1 8x32x48 471.22 269.46 172.49 0 61.58 974.75 611.18 237.55 67.08 0 75.43 991.24 7847.48

6.2 8x32x48 599.69 275.06 183.66 0 56.48 1114.89 597.79 206.12 179.29 0 59.35 1042.55 8774.49

6.3 8x32x48 552.14 246.67 256.60 0 50.25 1105.66 608.06 279.77 209.63 0 87.94 1185.40 9084.53

6.4 8x32x48 563.10 350.92 184.58 0 83.86 1182.46 590.73 335.68 179.84 0 106.12 1212.37 9519.43

7.0 8x40x40 637.70 292.18 170.32 0 58.92 1159.12 ‐ ‐ ‐ ‐ ‐ ‐ 9272.86

7.1 8x40x40 554.50 311.44 184.18 0 62.43 1112.55 587.50 292.93 316.35 0 90.49 1287.27 9075.15

7.2 8x40x40 569.98 280.23 249.77 0 60.55 1160.53 561.88 352.09 270.34 0 103.85 1288.16 9539.49

7.3 8x40x40 579.10 288.52 168.99 0 65.60 1102.21 537.17 304.08 186.76 0 101.20 1129.21 8871.68

7.4 8x40x40 602.94 528.10 184.92 0 126.03 1441.99 635.10 321.00 244.04 0 104.07 1304.21 10984.84

8.0 8x48x32 457.08 327.83 139.78 0 79.41 1004.10 392.83 196.79 93.26 0 73.87 756.75 6796.12

8.1 8x48x32 502.23 263.34 198.18 0 55.00 1018.75 643.71 267.06 205.12 0 69.65 1185.54 8483.54

8.2 8x48x32 468.65 303.99 145.16 0 67.49 985.29 489.63 346.15 143.03 0.28 139.72 1118.81 8282.27

8.3 8x48x32 519.38 262.63 181.45 0 54.36 1017.82 503.75 425.45 160.14 0 146.88 1236.22 8579.36

8.4 8x48x32 538.15 350.30 184.75 0 82.70 1155.90 396.00 355.57 56.59 0 148.99 957.15 9048.53

PT PTA
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9.0 12x36x84 711.85 274.02 186.74 0 67.39 1240.00 528.00 172.33 67.83 0 44.74 812.90 14025.81

9.1 12x36x84 604.80 281.63 234.55 0 58.67 1179.65 758.06 196.46 178.45 0.34 50.61 1183.92 14168.52

9.2 12x36x84 506.04 249.13 166.40 0 52.41 973.98 646.53 135.25 126.38 0 28.38 936.54 11538.11

9.3 12x36x84 617.28 187.06 252.57 0 35.47 1092.38 644.33 326.89 96.28 0.75 116.63 1184.88 13293.66

9.4 12x36x84 352.95 184.47 88.95 0 43.19 669.56 709.06 277.07 93.15 0.28 91.77 1171.33 10543.61

10.0 12x48x72 717.81 273.21 213.85 0 57.19 1262.06 475.89 179.97 116.97 0 51.02 823.85 13391.81

10.1 12x48x72 498.17 302.29 156.89 0 71.60 1028.95 617.31 175.29 142.70 0 32.32 967.62 12102.06

10.2 12x48x72 579.35 281.65 238.50 0 61.82 1161.32 612.06 185.82 179.11 0 61.04 1038.03 13442.66

10.3 12x48x72 491.49 265.32 132.30 0.06 56.02 945.19 684.44 205.19 143.14 1.14 61.59 1095.50 12093.82

10.4 12x48x72 515.13 296.38 146.97 0 59.87 1018.35 627.81 288.54 171.34 0 91.62 1179.31 13025.08

11.0 12x60x60 605.53 264.66 196.21 0 54.38 1120.78 561.88 371.68 83.96 0 128.54 1146.06 13499.92

11.1 12x60x60 450.00 244.10 159.33 0 53.55 906.98 557.41 239.84 147.18 0.25 68.08 1012.76 11412.69

11.2 12x60x60 609.04 285.40 195.10 0 55.74 1145.28 583.33 214.99 87.16 0 68.50 953.98 13360.84

11.3 12x60x60 588.23 191.59 155.32 0 38.62 973.76 659.79 165.76 245.45 0 52.23 1123.23 11984.07

11.4 12x60x60 528.73 330.26 174.11 0 68.39 1101.49 669.44 179.13 142.03 0 50.72 1041.32 12917.10

12.0 12x72x48 382.17 215.51 133.01 0 39.78 770.47 483.51 264.33 83.75 0 93.04 924.63 10170.54

12.1 12x72x48 523.96 212.85 216.09 0 33.24 986.14 552.74 176.43 156.04 0.9 51.15 937.26 11540.42

12.2 12x72x48 521.91 256.64 125.48 0 52.91 956.94 500.48 165.63 101.03 0 51.02 818.16 10928.11

12.3 12x72x48 476.25 221.62 174.63 0 44.49 916.99 638.43 166.73 205.33 0 44.14 1054.63 11416.91

12.4 12x72x48 491.02 318.25 165.22 0 66.69 1041.18 671.44 213.88 156.22 0.13 63.76 1105.43 12751.22

13.0 16x48x112 549.32 320.93 181.08 0 77.91 1129.24 631.53 225.22 148.63 0.04 71.04 1076.46 17803.96

13.1 16x48x112 644.08 305.98 213.30 0 62.05 1225.41 677.57 150.64 198.69 0 36.17 1063.07 18957.24

13.2 16x48x112 567.12 239.86 215.60 0 54.96 1077.54 626.15 222.92 184.05 0 65.43 1098.55 17345.58

13.3 16x48x112 434.35 235.44 162.00 0 52.31 884.10 693.03 264.70 208.39 0.5 80.45 1247.07 17049.33

13.4 16x48x112 521.74 163.83 201.71 0 36.24 923.52 724.08 161.42 126.70 0.55 37.71 1050.46 15411.01

14.0 16x64x96 549.77 244.39 177.32 0 51.91 1023.39 580.33 167.26 140.79 0 36.17 924.55 15880.05

14.1 16x64x96 467.62 202.10 131.34 0 44.02 845.08 634.92 209.83 171.03 0 57.27 1073.05 14661.05

14.2 16x64x96 530.78 199.88 188.89 0.12 40.68 960.35 780.07 146.78 130.96 1.38 36.69 1095.88 15907.67

14.3 16x64x96 444.98 267.03 171.08 0 60.65 943.74 675.31 183.91 207.46 0.05 42.01 1108.74 16089.71

14.4 16x64x96 435.71 292.56 182.46 0 65.64 976.37 558.66 133.48 119.06 0 28.51 839.71 14801.99

15.0 16x80x80 489.77 218.53 148.67 0 39.86 896.83 654.17 159.30 134.19 0 43.48 991.14 14726.52

15.1 16x80x80 367.72 209.65 144.17 0 45.85 767.39 569.19 266.29 176.19 0 90.04 1101.71 14618.53

15.2 16x80x80 397.89 180.30 135.62 0 38.56 752.37 682.23 172.64 124.84 0.86 44.92 1025.49 13403.49

15.3 16x80x80 601.32 236.22 194.74 0 42.48 1074.76 572.29 203.51 195.00 0 52.35 1023.15 16989.64

15.4 16x80x80 489.87 204.29 173.26 0 41.36 908.78 635.79 210.11 174.32 0.31 64.60 1085.13 15951.33

16.0 16x96x64 582.29 258.50 200.01 0 53.20 1094.00 563.42 137.29 159.50 0 30.60 890.81 17097.73

16.1 16x96x64 416.96 218.73 112.85 0 47.50 796.04 645.58 254.13 145.63 0 82.66 1128.00 14064.56

16.2 16x96x64 460.80 311.04 173.71 0 67.39 1012.94 580.42 162.95 120.73 0.12 40.25 904.47 15556.17

16.3 16x96x64 372.77 209.95 138.58 0 37.40 758.70 553.61 158.77 123.72 0.22 39.51 875.83 12959.13

16.4 16x96x64 576.18 269.66 180.91 0 58.11 1084.86 577.51 198.42 124.45 0.54 55.04 955.96 16842.19
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Appendix J. Random Case - Output Statistics per Day for Sequential GRASP 

Total eff.

Cost / 
day

Patients / 
day

Miles / 
day

Work 
time / day

Eff. (%)
Cost / 

day
Patients / 

day
Miles / 

day
Work 

time / day
Eff. (%) (%)

1.0 4x12x28 325.34 6.33 87.09 6.92 52.34 227.96 5.90 106.93 7.26 45.81 49.07

1.1 4x12x28 329.65 6.42 102.84 7.45 47.64 225.75 7.20 95.74 7.92 47.60 47.63

1.2 4x12x28 361.28 6.64 112.97 8.10 46.80 ‐ ‐ ‐ ‐ ‐ 46.80

1.3 4x12x28 323.65 6.06 108.97 7.60 44.83 434.66 8.67 173.52 11.23 41.16 43.78

1.4 4x12x28 415.50 8.75 137.97 9.24 46.31 271.83 7.00 173.22 7.94 39.47 44.49

2.0 4x16x24 344.00 6.58 93.39 7.67 48.49 ‐ ‐ ‐ ‐ ‐ 48.49

2.1 4x16x24 314.28 6.25 107.00 7.42 46.04 298.08 7.50 135.92 8.89 43.87 44.98

2.2 4x16x24 337.47 6.31 123.68 7.58 43.05 ‐ ‐ ‐ ‐ ‐ 43.05

2.3 4x16x24 310.00 4.92 104.47 6.22 43.12 302.39 8.00 173.21 8.70 44.64 43.42

2.4 4x16x24 280.92 5.65 79.80 6.39 45.57 206.48 6.75 90.07 6.28 52.67 46.87

3.0 4x20x20 389.46 5.96 104.33 7.34 48.55 269.54 8.00 110.02 7.66 50.21 49.10

3.1 4x20x20 323.08 5.99 85.17 6.32 52.48 223.37 6.33 121.90 6.54 45.14 51.39

3.2 4x20x20 275.09 5.32 85.44 6.18 50.25 280.12 12.33 112.36 10.23 61.23 52.60

3.3 4x20x20 353.78 5.92 96.70 7.07 49.37 239.00 10.67 37.78 8.05 70.78 52.25

3.4 4x20x20 328.05 5.63 86.47 6.80 48.57 301.97 6.75 171.08 10.02 39.10 46.57

4.0 4x24x16 302.99 4.93 131.94 6.97 40.04 371.51 9.67 138.86 11.32 43.07 40.83

4.1 4x24x16 295.23 5.28 107.73 6.90 44.71 300.95 8.42 117.78 9.14 46.80 45.62

4.2 4x24x16 339.60 5.67 111.67 7.08 42.80 279.41 7.33 164.08 8.29 40.08 42.28

4.3 4x24x16 210.81 4.62 44.17 4.69 53.50 227.95 9.00 108.03 8.19 54.84 53.75

4.4 4x24x16 235.84 4.22 52.56 4.84 53.78 235.28 7.20 23.39 6.63 60.50 56.04

5.0 8x24x56 139.77 2.95 30.77 3.15 53.22 231.67 9.25 84.09 8.10 61.68 58.82

5.1 8x24x56 394.27 7.64 102.56 8.48 51.50 258.16 6.60 88.03 7.97 45.32 50.80

5.2 8x24x56 333.22 6.43 107.49 7.71 49.15 224.88 5.80 92.83 7.92 48.56 49.09

5.3 8x24x56 274.36 5.20 79.14 6.09 50.24 247.26 8.45 86.69 8.37 56.53 53.51

5.4 8x24x56 308.92 5.06 116.83 6.61 43.24 267.01 8.39 100.08 8.37 52.61 48.26

6.0 8x32x48 259.55 4.59 88.21 6.02 46.74 286.99 8.48 81.52 8.65 58.29 52.60

6.1 8x32x48 255.16 4.65 80.27 5.70 48.34 271.48 10.22 93.80 8.95 61.66 53.39

6.2 8x32x48 275.95 5.79 69.04 6.17 53.79 273.72 8.53 60.20 8.06 57.34 54.63

6.3 8x32x48 358.27 6.20 83.05 7.83 49.94 256.17 7.77 85.92 8.37 51.30 50.47

6.4 8x32x48 320.94 6.10 101.83 7.16 47.62 242.47 6.90 100.75 7.72 48.73 47.90

7.0 8x40x40 276.94 5.61 71.79 6.21 55.02 ‐ ‐ ‐ ‐ ‐ 55.02

7.1 8x40x40 316.55 5.63 86.79 6.46 49.84 321.82 8.75 105.80 9.97 45.64 49.24

7.2 8x40x40 287.45 5.58 76.97 6.77 49.11 289.47 6.28 107.50 8.18 43.62 47.63

7.3 8x40x40 278.57 6.05 79.09 6.39 52.54 282.30 7.25 112.23 8.70 47.57 51.27

7.4 8x40x40 359.79 5.48 135.14 7.34 41.81 311.46 7.42 112.48 9.19 48.70 45.08

8.0 8x48x32 244.81 4.12 88.38 5.29 45.52 179.56 6.36 79.58 6.28 51.91 49.08

8.1 8x48x32 271.41 5.64 73.19 5.99 49.30 264.38 8.80 79.21 8.46 54.30 50.70

8.2 8x48x32 260.11 4.52 83.12 5.55 47.57 238.47 6.98 132.25 7.71 43.74 46.02

8.3 8x48x32 268.37 5.62 68.19 5.90 51.03 277.58 6.85 139.02 8.18 40.75 48.07

8.4 8x48x32 316.65 5.60 105.07 6.95 46.56 239.29 6.75 158.03 7.83 41.37 46.01

Prob. no.

PT PTA
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9.0 12x36x84 370.54 8.18 97.57 8.31 57.41 238.80 8.54 71.76 7.63 64.95 58.28

9.1 12x36x84 345.50 6.90 87.17 7.60 51.27 293.44 8.78 69.20 9.15 63.99 54.46

9.2 12x36x84 227.36 4.70 61.21 5.19 51.96 236.14 10.39 42.59 8.91 69.03 57.50

9.3 12x36x84 280.44 6.47 45.63 6.60 56.51 268.51 8.20 118.79 8.89 54.31 56.12

9.4 12x36x84 203.19 4.05 61.35 4.47 52.71 245.61 9.43 93.90 8.20 60.51 57.04

10.0 12x48x72 305.72 7.09 65.47 6.97 56.88 214.24 7.23 64.23 7.12 57.76 57.09

10.1 12x48x72 288.65 5.53 93.18 6.42 48.42 227.31 8.68 49.08 7.58 63.80 53.33

10.2 12x48x72 331.07 6.26 82.00 7.29 49.89 259.51 9.19 73.64 9.12 58.96 52.69

10.3 12x48x72 258.97 5.41 76.88 5.55 51.99 262.01 9.15 76.75 8.53 62.35 56.69

10.4 12x48x72 287.16 5.55 82.76 6.27 50.58 273.14 8.17 100.98 8.54 53.24 51.78

11.0 12x60x60 334.31 6.65 80.26 7.35 54.03 296.05 8.20 146.36 9.04 49.03 53.18

11.1 12x60x60 289.76 5.28 86.48 6.41 49.61 254.78 8.72 84.68 8.59 55.01 52.01

11.2 12x60x60 344.15 7.02 87.90 7.50 53.18 238.50 9.75 86.16 8.85 61.15 54.32

11.3 12x60x60 286.69 6.65 54.67 6.52 60.41 254.54 8.30 51.83 8.77 58.74 60.10

11.4 12x60x60 287.41 5.85 87.13 6.34 48.00 248.14 9.48 63.26 8.67 64.29 54.57

12.0 12x72x48 190.68 3.64 57.10 4.42 49.60 231.21 7.64 109.99 7.69 52.29 51.07

12.1 12x72x48 280.30 5.31 56.19 6.04 53.13 247.01 8.29 67.22 8.13 58.86 55.93

12.2 12x72x48 260.82 5.22 74.94 5.57 54.54 202.98 7.93 65.23 6.98 61.17 56.53

12.3 12x72x48 262.51 5.20 74.56 5.78 51.94 263.66 9.00 57.35 8.66 60.54 54.32

12.4 12x72x48 280.28 5.00 89.54 6.15 47.16 266.65 9.08 72.87 8.50 60.73 51.86

13.0 16x48x112 312.56 6.02 101.62 6.92 48.65 263.42 8.86 78.74 8.83 58.66 51.67

13.1 16x48x112 319.50 6.26 78.87 6.87 52.56 234.80 7.95 47.04 8.04 63.74 55.07

13.2 16x48x112 311.65 6.72 82.46 7.27 52.63 265.81 7.71 81.07 8.67 57.00 54.01

13.3 16x48x112 274.52 4.95 81.65 6.06 49.13 281.50 8.78 88.23 8.75 55.53 52.87

13.4 16x48x112 260.98 6.15 53.54 6.27 56.49 275.32 8.69 58.67 8.94 68.86 60.71

14.0 16x64x96 275.44 5.48 71.60 6.08 53.72 263.25 9.12 58.67 8.32 62.77 56.35

14.1 16x64x96 276.98 6.01 77.95 6.29 55.33 253.85 8.73 65.56 8.29 59.17 56.74

14.2 16x64x96 258.12 5.73 57.65 5.96 55.26 234.42 9.45 42.76 8.22 71.00 59.60

14.3 16x64x96 262.90 5.01 80.20 5.83 47.15 255.28 8.51 60.18 8.44 60.90 52.84

14.4 16x64x96 297.07 5.45 97.88 6.64 44.63 212.81 9.46 42.65 7.85 66.53 52.08

15.0 16x80x80 242.28 5.28 54.94 5.36 54.61 255.77 9.63 63.74 8.97 66.00 57.68

15.1 16x80x80 253.09 4.56 76.43 5.55 47.92 241.72 7.50 95.43 7.97 51.66 49.89

15.2 16x80x80 200.58 3.60 58.18 4.38 52.89 237.86 9.94 58.49 8.66 66.42 58.07

15.3 16x80x80 292.59 6.04 59.61 6.06 55.95 252.31 8.04 68.49 8.33 55.93 55.95

15.4 16x80x80 273.88 5.51 68.14 6.20 53.90 275.82 9.41 82.00 9.02 58.56 56.44

16.0 16x96x64 310.39 6.17 77.23 6.91 53.23 266.61 9.08 51.93 7.86 63.25 54.27

16.1 16x96x64 257.90 5.23 78.92 5.72 52.38 287.07 10.03 100.98 9.20 57.23 53.94

16.2 16x96x64 292.68 4.87 96.97 6.15 45.49 250.47 9.17 62.91 8.11 64.15 52.00

16.3 16x96x64 245.60 4.46 67.43 5.50 49.13 269.34 9.29 67.58 8.20 63.18 55.78

16.4 16x96x64 337.82 7.12 88.48 7.40 53.11 239.88 8.49 73.59 7.71 60.34 54.75
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Appendix K. Random Case - Performance of Sequential GRASP 

Prob.
Time / 

iter. 
(sec)

Total 
time 
(sec)

Best 
iter.

Best 
soln. ($)

Time / 
iter. 
(sec)

Total time 
(sec)

Avg. no. 
swaps / 

insertions

Avg. % 
improve

Best 
iter.

% 
improve 
at best 

iter.

Best 
soln. ($)

1.0 4x12x28 1.29 322.29 214 5173.92 7.77 388.60 1.32/42.18 38.60 57 40.34 4554.65 711.14 3127.89

1.1 4x12x28 1.43 358.52 91 5759.00 8.91 445.53 1.04/40.66 28.43 18 17.48 5368.30 804.24 3697.62

1.2 4x12x28 1.23 308.26 135 7804.15 9.30 464.83 1.78/71.32 60.78 79 73.19 5758.63 773.24 4214.61

1.3 4x12x28 0.95 236.73 166 5905.18 7.09 354.58 1.58/72.86 72.64 214 188.05 4569.18 591.45 3168.25

1.4 4x12x28 1.09 273.69 50 19452.98 8.66 433.14 1.42/52.40 83.32 243 520.24 5103.51 706.96 2917.49

2.0 4x16x24 0.93 231.30 181 11641.33 5.92 295.78 2.18/60.64 138.47 181 110.34 5534.64 527.21 4228.52

2.1 4x16x24 0.97 243.17 131 4978.53 4.17 208.64 1.14/25.62 19.28 24 13.68 4772.84 451.99 3393.23

2.2 4x16x24 0.99 246.34 174 5698.69 6.05 302.53 1.18/49.06 70.12 249 73.64 5016.57 549.01 3296.26

2.3 4x16x24 0.76 190.03 53 10304.55 6.38 319.14 1.38/43.24 78.84 241 256.42 4627.14 509.30 3215.17

2.4 4x16x24 1.20 299.98 152 7368.81 6.00 300.22 1.18/36.68 34.25 242 68.66 4527.34 600.34 2908.43

3.0 4x20x20 0.69 171.89 83 4432.25 3.13 156.62 1.38/23.12 22.00 67 100.88 4136.14 328.64 3044.93

3.1 4x20x20 1.12 280.59 151 7563.39 5.03 251.25 1.06/23.94 58.88 134 118.67 4526.63 531.99 3072.77

3.2 4x20x20 1.30 324.04 9 4237.65 4.85 242.67 1.24/25.08 54.33 224 135.54 3929.46 566.88 2944.75

3.3 4x20x20 1.38 344.56 35 5694.47 5.74 286.89 1.38/26.40 29.61 8 73.73 5325.08 631.59 3249.62

3.4 4x20x20 1.09 272.83 87 7790.29 7.47 373.42 1.84/67.00 58.46 123 117.21 5717.12 646.38 3797.70

4.0 4x24x16 0.71 178.52 28 4497.36 3.17 158.64 1.62/24.56 30.29 32 6.09 4251.84 337.28 3499.82

4.1 4x24x16 0.92 230.69 58 9390.03 4.77 238.29 1.86/38.20 33.82 40 65.99 6057.69 469.11 3820.71

4.2 4x24x16 0.78 193.83 78 5007.90 3.51 175.46 1.52/27.28 21.02 170 165.47 4328.01 369.40 2733.25

4.3 4x24x16 0.73 181.54 172 4295.24 2.90 145.22 1.10/28.96 13.82 81 14.73 3743.65 326.87 2823.08

4.4 4x24x16 0.84 210.01 1 4065.64 4.05 202.35 1.10/32.42 58.65 13 96.27 3493.05 412.51 3101.82

5.0 8x24x56 16.28 4070.44 23 7109.10 143.11 7155.72 1.18/51.16 27.71 93 16.10 6238.57 11227.02 4439.19

5.1 8x24x56 15.72 3930.17 188 12169.32 201.83 10091.37 1.48/73.68 15.68 32 17.45 11370.40 14022.63 7726.30

5.2 8x24x56 13.49 3372.20 41 14535.85 271.26 13562.98 1.86/185.18 38.46 94 46.22 10709.57 16936.21 7359.95

5.3 8x24x56 14.10 3525.36 249 13194.00 247.31 12365.29 1.44/158.58 114.91 78 161.18 7961.63 15891.57 5364.72

5.4 8x24x56 16.99 4248.35 233 11586.53 191.76 9588.17 1.14/57.26 67.09 133 107.58 8393.11 13837.64 5608.95

6.0 8x32x48 14.42 3604.90 154 9355.43 137.49 6874.36 1.50/71.24 27.95 88 21.84 8413.93 10480.16 5942.03

6.1 8x32x48 19.38 4845.11 197 8786.07 203.82 10190.97 1.22/69.86 21.49 107 23.08 7847.48 15036.74 5165.85

6.2 8x32x48 15.66 3916.08 241 9678.85 129.90 6494.98 1.06/48.82 20.07 210 36.89 8774.49 10412.07 6461.91

6.3 8x32x48 13.01 3253.14 53 10019.30 135.06 6752.88 1.60/59.06 23.08 86 62.09 9084.53 10006.67 6613.63

6.4 8x32x48 14.96 3738.78 248 14818.27 210.84 10541.86 1.76/150.78 67.84 203 66.51 9519.43 14281.57 6443.55

7.0 8x40x40 12.62 3154.81 236 10256.60 96.72 4836.07 1.56/49.20 19.33 169 16.57 9272.86 7991.54 6910.04

7.1 8x40x40 14.33 3582.30 100 10147.13 120.25 6012.30 1.24/74.56 13.43 173 16.17 9075.15 9595.22 6989.97

7.2 8x40x40 13.87 3466.39 140 12076.28 148.11 7405.46 1.36/134.00 34.75 67 38.32 9539.49 10872.80 6857.00

7.3 8x40x40 19.77 4941.82 227 11410.56 138.28 6914.20 1.00/36.40 24.66 71 90.26 8871.68 11856.80 5861.15

7.4 8x40x40 15.69 3923.27 219 17451.57 154.97 7748.55 1.52/70.54 62.05 9 123.15 10984.84 11672.39 7452.09

8.0 8x48x32 13.58 3395.01 117 7934.62 161.87 8093.38 1.24/71.10 42.02 42 50.34 6796.12 11489.05 4794.66

8.1 8x48x32 14.34 3584.76 138 9234.27 107.70 5384.97 1.50/69.78 18.86 138 8.85 8483.54 8970.38 6122.48

8.2 8x48x32 13.96 3490.56 203 12760.15 137.42 6870.89 2.30/92.88 33.57 233 59.78 8282.27 10362.00 5608.64

8.3 8x48x32 13.92 3479.54 125 10428.12 123.45 6172.53 1.52/85.68 25.94 180 24.47 8579.36 9652.67 6162.74

8.4 8x48x32 11.46 2864.14 46 13874.37 122.45 6122.26 1.84/67.38 30.94 121 100.02 9048.53 8986.91 5779.81

Overall time 
(sec)

CPLEX LP 
soln. ($)

Phase I Phase II
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 *: CPLEX LP relaxation was not solved after 14 hours. 
 

9.0 12x36x84 93.58 23394.40 28 14995.71 1281.84 32045.95 1.08/60.24 7.81 157 9.41 14025.81 55442.84 9780.91

9.1 12x36x84 92.80 23199.54 212 15122.32 1123.40 28084.97 1.44/85.32 8.48 234 8.91 14168.52 51287.70 10295.76

9.2 12x36x84 88.93 22232.08 144 15511.58 2045.10 51127.57 2.84/234.68 40.60 235 51.04 11538.11 73362.61 7845.56

9.3 12x36x84 81.28 20319.41 179 16685.41 2098.31 52457.83 2.28/228.48 30.71 63 37.27 13293.66 72780.80 9696.17

9.4 12x36x84 86.98 21744.90 116 11311.12 1163.73 29093.13 1.00/59.36 8.98 139 11.28 10543.61 50841.46 7305.48

10.0 12x48x72 77.82 19454.41 157 14353.68 944.33 23608.23 1.72/54.08 11.44 157 7.18 13391.81 43064.79 8700.21

10.1 12x48x72 66.42 16604.30 212 14436.82 1412.89 35322.19 1.36/156.56 32.28 51 24.21 12102.06 51929.50 7785.21

10.2 12x48x72 79.09 19773.30 120 16609.50 1572.69 39317.35 4.32/152.16 39.22 223 51.06 13442.66 59093.94 9205.70

10.3 12x48x72 76.56 19139.28 10 14494.90 869.09 21727.30 1.08/68.76 11.76 117 29.26 12093.82 40869.07 8025.77

10.4 12x48x72 98.43 24607.09 87 16581.64 1654.97 41374.35 2.76/193.80 30.63 75 27.46 13025.08 65985.03 8271.44

11.0 12x60x60 61.86 15466.24 23 22779.60 854.95 21373.78 3.04/137.76 62.93 33 95.11 13499.92 36842.29 8923.41

11.1 12x60x60 53.03 13256.26 190 14184.25 961.71 24042.82 2.12/144.48 30.99 27 48.99 11412.69 37301.15 7661.22

11.2 12x60x60 94.38 23594.60 30 13733.94 843.76 21094.06 1.12/49.24 7.19 30 2.79 13360.84 44691.32 9577.04

11.3 12x60x60 78.64 19661.17 59 12552.10 772.69 19317.34 1.04/57.36 11.42 161 10.68 11984.07 38981.01 9638.26

11.4 12x60x60 81.18 20295.04 82 14088.60 927.18 23179.53 1.40/69.32 13.97 201 10.21 12917.10 43477.10 8479.07

12.0 12x72x48 60.79 15198.13 74 10945.70 642.22 16055.56 1.20/64.24 15.23 208 9.26 10170.54 31255.84 6925.76

12.1 12x72x48 82.75 20686.52 160 12481.47 894.16 22353.95 1.36/60.72 11.84 45 13.10 11540.42 43042.30 8062.53

12.2 12x72x48 73.68 18421.20 134 11937.36 764.15 19103.70 1.60/59.08 9.27 155 9.82 10928.11 37527.07 7187.39

12.3 12x72x48 70.39 17596.28 247 12380.16 630.65 15766.28 1.28/68.08 8.94 10 11.31 11416.91 33364.82 8740.09

12.4 12x72x48 86.64 21660.26 224 13862.17 791.08 19777.10 1.56/64.40 6.70 224 8.70 12751.22 41439.74 9387.15

13.0 16x48x112 186.52 46629.38 209 21812.86 3673.89 91847.26 1.48/124.04 20.40 74 23.37 17803.96 138481.60 *

13.1 16x48x112 182.00 45499.78 126 22985.67 3817.92 95448.05 1.36/114.96 19.21 157 22.99 18957.24 140952.94 *

13.2 16x48x112 189.39 47348.45 147 21404.93 4143.83 103595.63 1.08/133.84 26.14 147 23.40 17345.58 150949.78 *

13.3 16x48x112 222.17 55543.06 138 18733.34 3286.00 82149.93 1.00/52.00 8.85 183 11.49 17049.33 137698.34 *

13.4 16x48x112 220.51 55126.33 101 16414.82 2487.60 62190.05 1.00/42.72 8.59 153 12.38 15411.01 117322.62 *

14.0 16x64x96 217.04 54260.39 223 16803.90 2408.22 60205.39 1.04/32.68 5.71 133 6.99 15880.05 114469.83 *

14.1 16x64x96 169.48 42371.16 141 15317.92 1808.69 45217.35 1.00/44.64 8.56 194 10.18 14661.05 87593.94 *

14.2 16x64x96 187.49 46872.83 238 17286.49 1923.95 48098.83 1.00/45.12 10.30 75 13.82 15907.67 94978.48 *

14.3 16x64x96 220.63 55158.17 172 18040.44 2756.92 68922.89 1.00/66.60 13.47 101 15.89 16089.71 124085.87 *

14.4 16x64x96 224.27 56068.57 201 19012.79 2491.18 62279.55 1.00/46.36 17.62 230 40.40 14801.99 118352.46 *

15.0 16x80x80 188.55 47137.73 230 18152.52 2859.32 71482.97 1.52/96.44 21.28 145 24.86 14726.52 118626.14 *

15.1 16x80x80 218.06 54513.79 242 16428.79 2099.35 52483.75 1.04/44.76 10.90 162 18.97 14618.53 107001.55 *

15.2 16x80x80 160.41 40101.69 177 15744.76 1441.12 36027.92 0.76/39.08 13.28 215 31.51 13403.49 76135.79 *

15.3 16x80x80 237.65 59411.39 0 18774.06 2814.47 70361.79 1.00/76.08 16.67 0 10.50 16989.64 129777.91 *

15.4 16x80x80 244.05 61011.82 60 17562.55 2590.60 64765.11 1.04/48.80 10.85 42 11.10 15951.33 125782.43 *

16.0 16x96x64 221.85 55461.52 145 18491.14 2153.64 53841.00 1.00/42.24 9.17 145 8.15 17097.73 109307.55 *

16.1 16x96x64 202.10 50525.74 163 15252.22 1563.07 39076.69 1.00/32.32 6.72 89 9.55 14064.56 89605.17 *

16.2 16x96x64 203.22 50804.62 166 16190.60 1623.44 40586.07 1.04/24.84 4.18 166 4.07 15556.17 91393.72 *

16.3 16x96x64 88.95 22236.44 108 14130.02 738.32 18457.94 1.04/33.92 15.33 25 26.47 12959.13 40697.18 *

16.4 16x96x64 170.63 42657.42 158 19612.05 2033.46 50836.50 1.00/75.88 18.13 90 18.72 16842.19 93497.95 *
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Appendix L. Random Case - Comparison: Parallel v.s. Sequential 

cpu(sec) obj cpu(sec) obj cpu(sec) obj
1.0 4x12x28 471.24 4605.90 711.14 4554.65 ‐33.73 1.13

1.1 4x12x28 673.65 5373.21 804.24 5368.30 ‐16.24 0.09

1.2 4x12x28 532.61 8032.11 773.24 5758.63 ‐31.12 39.48

1.3 4x12x28 414.32 7093.45 591.45 4569.18 ‐29.95 55.25

1.4 4x12x28 450.46 9350.98 706.96 5103.51 ‐36.28 83.23

2.0 4x16x24 352.67 8009.88 527.21 5534.64 ‐33.11 44.72

2.1 4x16x24 408.58 4806.67 451.99 4772.84 ‐9.60 0.71

2.2 4x16x24 370.24 9309.41 549.01 5016.57 ‐32.56 85.57

2.3 4x16x24 280.07 7371.92 509.30 4627.14 ‐45.01 59.32

2.4 4x16x24 424.46 4655.36 600.34 4527.34 ‐29.30 2.83

3.0 4x20x20 284.37 4436.46 328.64 4136.14 ‐13.47 7.26

3.1 4x20x20 306.04 8718.38 531.99 4526.63 ‐42.47 92.60

3.2 4x20x20 344.33 4161.49 566.88 3929.46 ‐39.26 5.90

3.3 4x20x20 411.10 5324.67 631.59 5325.08 ‐34.91 ‐0.01

3.4 4x20x20 405.56 8660.84 646.38 5717.12 ‐37.26 51.49

4.0 4x24x16 225.85 7278.58 337.28 4251.84 ‐33.04 71.19

4.1 4x24x16 331.77 8133.16 469.11 6057.69 ‐29.28 34.26

4.2 4x24x16 246.44 10177.64 369.40 4328.01 ‐33.29 135.16

4.3 4x24x16 316.93 4186.06 326.87 3743.65 ‐3.04 11.82

4.4 4x24x16 274.63 3486.27 412.51 3493.05 ‐33.42 ‐0.19

5.0 8x24x56 20341.31 6345.63 11227.02 6238.57 81.18 1.72

5.1 8x24x56 23185.46 11609.48 14022.63 11370.40 65.34 2.10

5.2 8x24x56 15082.29 10948.45 16936.21 10709.57 ‐10.95 2.23

5.3 8x24x56 22036.41 8380.57 15891.57 7961.63 38.67 5.26

5.4 8x24x56 20350.73 8367.69 13837.64 8393.11 47.07 ‐0.30

6.0 8x32x48 14859.89 8592.78 10480.16 8413.93 41.79 2.13

6.1 8x32x48 17085.11 7845.96 15036.74 7847.48 13.62 ‐0.02

6.2 8x32x48 16917.20 8780.56 10412.07 8774.49 62.48 0.07

6.3 8x32x48 17808.96 9835.18 10006.67 9084.53 77.97 8.26

6.4 8x32x48 15054.96 11957.92 14281.57 9519.43 5.42 25.62

7.0 8x40x40 11755.63 9375.71 7991.54 9272.86 47.10 1.11

7.1 8x40x40 13750.59 9252.45 9595.22 9075.15 43.31 1.95

7.2 8x40x40 12941.39 9774.84 10872.80 9539.49 19.03 2.47

7.3 8x40x40 13256.98 9361.12 11856.80 8871.68 11.81 5.52

7.4 8x40x40 15823.97 15453.71 11672.39 10984.84 35.57 40.68

8.0 8x48x32 12824.89 6596.09 11489.05 6796.12 11.63 ‐2.94

8.1 8x48x32 5883.89 9422.05 8970.38 8483.54 ‐34.41 11.06

8.2 8x48x32 7559.34 11174.12 10362.00 8282.27 ‐27.05 34.92

8.3 8x48x32 8829.28 8919.40 9652.67 8579.36 ‐8.53 3.96

8.4 8x48x32 10782.75 16573.64 8986.91 9048.53 19.98 83.16

Prob.
Par.Grasp Seq.Grasp Gap†
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   †: 100  (Parallel GRASP − Sequential GRASP) / Sequential GRASP (%) 
 

9.0 12x36x84 114041.09 14560.30 55442.84 14025.81 105.69 3.81

9.1 12x36x84 103655.39 14722.81 51287.70 14168.52 102.11 3.91

9.2 12x36x84 100768.63 11788.64 73362.61 11538.11 37.36 2.17

9.3 12x36x84 103628.51 13850.51 72780.80 13293.66 42.38 4.19

9.4 12x36x84 109430.38 11129.67 50841.46 10543.61 115.24 5.56

10.0 12x48x72 92760.14 14090.81 43064.79 13391.81 115.40 5.22

10.1 12x48x72 71996.71 14130.75 51929.50 12102.06 38.64 16.76

10.2 12x48x72 85525.80 18726.16 59093.94 13442.66 44.73 39.30

10.3 12x48x72 80342.06 12619.02 40869.07 12093.82 96.58 4.34

10.4 12x48x72 75958.10 15616.06 65985.03 13025.08 15.11 19.89

11.0 12x60x60 76902.87 15575.84 36842.29 13499.92 108.74 15.38

11.1 12x60x60 74595.23 13923.84 37301.15 11412.69 99.98 22.00

11.2 12x60x60 77487.18 14203.60 44691.32 13360.84 73.38 6.31

11.3 12x60x60 80345.74 12114.68 38981.01 11984.07 106.12 1.09

11.4 12x60x60 110969.63 13470.05 43477.10 12917.10 155.24 4.28

12.0 12x72x48 67175.83 10217.18 31255.84 10170.54 114.92 0.46

12.1 12x72x48 77166.37 14799.70 43042.30 11540.42 79.28 28.24

12.2 12x72x48 77860.58 11508.97 37527.07 10928.11 107.48 5.32

12.3 12x72x48 41942.78 11905.34 33364.82 11416.91 25.71 4.28

12.4 12x72x48 46581.83 15700.05 41439.74 12751.22 12.41 23.13

13.0 16x48x112 266632.71 17856.91 138481.60 17803.96 92.54 0.30

13.1 16x48x112 264129.35 18964.92 140952.94 18957.24 87.39 0.04

13.2 16x48x112 258217.90 17401.25 150949.78 17345.58 71.06 0.32

13.3 16x48x112 277349.91 17851.86 137698.34 17049.33 101.42 4.71

13.4 16x48x112 240182.63 16507.39 117322.62 15411.01 104.72 7.11

14.0 16x64x96 224940.20 16415.26 114469.83 15880.05 96.51 3.37

14.1 16x64x96 228411.06 15682.92 87593.94 14661.05 160.76 6.97

14.2 16x64x96 244673.91 16817.51 94978.48 15907.67 157.61 5.72

14.3 16x64x96 226613.73 16708.32 124085.87 16089.71 82.63 3.84

14.4 16x64x96 228305.78 15202.13 118352.46 14801.99 92.90 2.70

15.0 16x80x80 201542.40 15840.99 118626.14 14726.52 69.90 7.57

15.1 16x80x80 205664.67 14911.21 107001.55 14618.53 92.21 2.00

15.2 16x80x80 169747.42 14422.36 76135.79 13403.49 122.95 7.60

15.3 16x80x80 222833.13 16992.41 129777.91 16989.64 71.70 0.02

15.4 16x80x80 215844.82 16792.43 125782.43 15951.33 71.60 5.27

16.0 16x96x64 176571.89 17141.55 109307.55 17097.73 61.54 0.26

16.1 16x96x64 158952.64 14868.24 89605.17 14064.56 77.39 5.71

16.2 16x96x64 131640.05 16488.68 91393.72 15556.17 44.04 5.99

16.3 16x96x64 114880.44 14046.46 40697.18 12959.13 182.28 8.39

16.4 16x96x64 201694.75 16826.25 93497.95 16842.19 115.72 ‐0.09
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Appendix M. TThSP - Problem Characteristics 

1.0 5x112 53 112 0.61 5 4.8 38.80 38.18 0.8 5.12

1.1 5x112 55 112 0.56 5 4.2 32.40 39.9 0.74 6.1

1.2 5x112 51 112 0.6 5 4.6 36.15 41.5 0.76 5.47

1.3 5x112 50 112 0.6 5 4.6 37.40 38.4 0.7 5.33

1.4 5x112 54 112 0.6 5 5 44.00 47 0.74 4.57

2.0 5x125 57 125 0.6 5 4.6 37.70 39.98 0.75 5.87

2.1 5x125 56 125 0.59 5 4.6 40.40 37.9 0.73 5.56

2.2 5x125 56 125 0.59 5 4.8 40.20 37.2 0.75 5.56

2.3 5x125 57 125 0.6 5 4.4 38.10 38.2 0.79 5.87

2.4 5x125 58 125 0.58 5 4.4 34.35 40.4 0.8 6.42

3.0 5x137 61 137 0.56 5 4.8 42.30 43.8 0.76 5.78

3.1 5x137 60 137 0.55 5 5 41.75 39.8 0.79 5.84

3.2 5x137 56 137 0.57 5 4.8 40.80 41.4 0.79 5.99

3.3 5x137 59 137 0.58 5 5 42.10 39.5 0.74 5.78

3.4 5x137 58 137 0.58 5 5 39.00 34.7 0.74 6.23

4.0 5x150 61 150 0.59 5 5 42.50 44 0.74 6.3

4.1 5x150 64 150 0.59 5 5 42.00 40.7 0.73 6.38

4.2 5x150 66 150 0.59 5 4.8 41.95 35.9 0.8 6.39

4.3 5x150 69 150 0.59 5 5 42.75 38.8 0.77 6.26

4.4 5x150 71 150 0.58 5 5 43.00 38.7 0.72 6.25

5.0 5x162 69 162 0.59 5 5 45.00 36.3 0.79 6.48

5.1 5x162 67 162 0.58 5 4.8 42.20 39.2 0.77 6.89

5.2 5x162 70 162 0.57 5 5 44.00 41.68 0.81 6.61

5.3 5x162 70 162 0.58 5 5 45.00 43 0.75 6.48

5.4 5x162 67 162 0.59 5 5 45.00 40 0.82 6.48

6.0 10x225 91 225 0.58 10 4 31.88 39.65 0.77 6.26

6.1 10x225 88 225 0.61 10 4.6 36.08 38.74 0.74 5.49

6.2 10x225 93 225 0.59 10 4.4 35.23 39.65 0.76 5.66

6.3 10x225 89 225 0.58 10 4.6 35.25 37.3 0.77 5.63

6.4 10x225 89 225 0.59 10 4.5 36.80 40.5 0.77 5.44

7.0 10x250 98 250 0.58 10 4.7 38.10 40.6 0.75 5.81

7.1 10x250 95 250 0.63 10 4.5 39.50 41.45 0.76 5.68

7.2 10x250 98 250 0.59 10 4.5 35.63 40 0.78 6.21

7.3 10x250 97 250 0.6 10 4.7 37.90 42.8 0.74 5.85

7.4 10x250 100 250 0.6 10 4.7 41.45 40.35 0.78 5.4

8.0 10x275 113 275 0.59 10 4.8 39.70 36.94 0.78 6.18

8.1 10x275 107 275 0.59 10 4.7 36.35 38.65 0.75 6.68

8.2 10x275 106 275 0.59 10 4.8 39.40 39.69 0.77 6.2

8.3 10x275 108 275 0.6 10 4.7 38.02 37.9 0.75 6.41

8.4 10x275 107 275 0.58 10 4.4 35.98 36.5 0.72 6.75

9.0 10x300 117 300 0.57 10 4.7 38.90 38.25 0.76 6.86

9.1 10x300 118 300 0.59 10 4.7 39.52 40.09 0.78 6.76

9.2 10x300 120 300 0.58 10 4.9 41.35 41.19 0.77 6.48

9.3 10x300 116 300 0.56 10 4.5 37.00 39.2 0.72 7.23

9.4 10x300 120 300 0.59 10 4.7 38.30 36.65 0.77 6.98

10.0 10x325 124 325 0.58 10 4.9 40.58 34.8 0.78 7.09

10.1 10x325 127 325 0.57 10 4.7 40.90 40.09 0.78 7.1

10.2 10x325 124 325 0.57 10 5 42.10 38.1 0.77 6.86

10.3 10x325 128 325 0.58 10 4.7 40.40 34.68 0.76 7.18

10.4 10x325 132 325 0.58 10 4.8 40.95 42.25 0.75 7.09

No.
Prob. no. Avg. 

hrs/wk
Avg. no. 
days/wk

No.
Avg. 
trtTm/
visit

No. 
visits

Avg. no. 
visits/therapis
t per 8 hours

Avg. 
prod. 
(%)

Avg. 
wage/

hr

Fixed patients Therapists
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11.0 15x337 128 337 0.58 15 3.8 30.97 40.86 0.78 6.44

11.1 15x337 124 337 0.59 15 4.4 33.93 38.79 0.79 5.86

11.2 15x337 131 337 0.59 15 4.47 37.07 39.17 0.77 5.39

11.3 15x337 129 337 0.58 15 4.8 41.50 39.67 0.76 4.84

11.4 15x337 130 337 0.59 15 4.6 38.42 37.19 0.78 5.2

12.0 15x375 142 375 0.59 15 4.27 35.18 37.79 0.75 6.32

12.1 15x375 145 375 0.58 15 4.33 36.17 35.68 0.77 6.15

12.2 15x375 138 375 0.59 15 4.33 35.33 38.13 0.75 6.3

12.3 15x375 141 375 0.59 15 4.4 34.10 37.8 0.76 6.49

12.4 15x375 139 375 0.6 15 4.67 37.70 37.96 0.78 5.89

13.0 15x412 157 412 0.59 15 4.47 37.12 37.27 0.74 6.58

13.1 15x412 153 412 0.58 15 4.4 35.47 35.87 0.77 6.87

13.2 15x412 158 412 0.59 15 4.47 35.70 39.23 0.77 6.82

13.3 15x412 154 412 0.59 15 4.47 35.87 40.7 0.76 6.78

13.4 15x412 156 412 0.59 15 4.6 36.40 38.19 0.8 6.69

14.0 15x450 165 450 0.58 15 4.53 36.40 37.86 0.75 7.3

14.1 15x450 172 450 0.58 15 4.6 38.72 38.29 0.79 6.9

14.2 15x450 168 450 0.58 15 4.8 38.63 39.83 0.78 6.88

14.3 15x450 168 450 0.58 15 4.47 37.20 36.03 0.78 7.2

14.4 15x450 168 450 0.58 15 4.73 39.93 38.03 0.77 6.69

15.0 15x487 174 487 0.57 15 4.73 40.68 38.33 0.77 7.13

15.1 15x487 180 487 0.59 15 4.87 41.80 38.27 0.78 6.96

15.2 15x487 177 487 0.59 15 4.93 42.65 38.97 0.77 6.81

15.3 15x487 179 487 0.59 15 4.73 41.50 40.13 0.76 7.01

15.4 15x487 182 487 0.58 15 4.8 40.00 41.67 0.77 7.21

16.0 20x450 171 450 0.6 20 4.2 35.23 37.52 0.8 5.68

16.1 20x450 162 450 0.6 20 4.35 34.45 40.45 0.77 5.79

16.2 20x450 168 450 0.59 20 4.65 39.40 38.3 0.79 5.1

16.3 20x450 172 450 0.59 20 4.4 33.67 38.23 0.75 5.88

16.4 20x450 165 450 0.6 20 4.6 37.67 40.49 0.77 5.31

17.0 20x500 190 500 0.59 20 4.2 35.23 37.52 0.8 6.31

17.1 20x500 189 500 0.59 20 4.4 35.13 37.24 0.78 6.3

17.2 20x500 181 500 0.59 20 4.7 38.01 36.53 0.81 5.83

17.3 20x500 182 500 0.6 20 4.7 37.90 39.59 0.77 5.84

17.4 20x500 181 500 0.59 20 4.2 33.33 39.67 0.76 6.63

18.0 20x550 201 550 0.59 20 4.65 38.73 38.37 0.79 6.34

18.1 20x550 203 550 0.58 20 4.55 37.94 37.65 0.75 6.45

18.2 20x550 201 550 0.59 20 4.45 35.92 36.88 0.75 6.77

18.3 20x550 200 550 0.6 20 4.7 38.80 38.33 0.74 6.3

18.4 20x550 203 550 0.59 20 4.65 37.95 39.47 0.72 6.43

19.0 20x600 216 600 0.58 20 4.5 37.56 39.48 0.75 7.12

19.1 20x600 220 600 0.58 20 4.6 37.73 38.52 0.79 7.04

19.2 20x600 217 600 0.58 20 4.5 37.42 41.25 0.75 7.14

19.3 20x600 219 600 0.58 20 4.45 37.42 39.22 0.78 7.16

19.4 20x600 220 600 0.58 20 4.65 38.69 39.77 0.78 6.91

20.0 20x650 240 650 0.59 20 4.75 40.45 40.1 0.76 7.15

20.1 20x650 237 650 0.58 20 4.75 40.06 41.27 0.77 7.24

20.2 20x650 234 650 0.58 20 4.65 38.27 37.09 0.79 7.53

20.3 20x650 232 650 0.58 20 4.7 40.91 42.02 0.74 7.1

20.4 20x650 237 650 0.59 20 4.7 40.11 36.76 0.77 7.24
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Appendix N. TThSP - Algorithm Comparison 

1.0 5x112 4845 0.3 4839 0.46 ‐0.01 4839 0.12 0.00 4839 0.1 0.00 4839 0.24 0.00 4839

1.1 5x112 4853 0.31 4814 0.51 0.08 4813 0.11 0.06 4813 0.1 0.06 4810 0.53 0.00 4810

1.2 5x112 5421 0.33 5311 0.49 0.11 5311 0.12 0.11 5311 0.1 0.11 5306 0.23 0.01 5305

1.3 5x112 5143 0.35 5119 0.55 0.05 5119 0.13 0.04 5119 0.11 0.04 5117 1.18 0.01 5117

1.4 5x112 5881 0.33 5826 0.55 0.01 5830 0.26 0.08 5830 0.25 0.08 5825 0.41 0.00 5825

2.0 5x125 5727 0.39 5658 0.59 0.02 5656 0.16 0.00 5656 0.14 0.00 5656 0.3 0.00 5656

2.1 5x125 5238 0.37 5148 0.63 0.02 5152 0.25 0.10 5152 0.25 0.10 5147 1.41 0.01 5147

2.2 5x125 5164 0.43 5112 0.61 0.01 5112 0.15 0.00 5112 0.15 0.00 5112 0.28 0.00 5112

2.3 5x125 4649 0.38 4636 0.55 0.02 4636 0.12 0.03 4636 0.13 0.03 4635 0.28 0.00 4635

2.4 5x125 5019 0.39 4964 0.6 0.10 4960 0.25 0.02 4960 0.3 0.02 4959 0.32 0.01 4959

3.0 5x137 6436 0.58 6360 0.82 0.01 6360 0.31 0.00 6360 0.32 0.00 6359 0.32 0.00 6359

3.1 5x137 5473 0.44 5420 0.7 0.01 5423 0.16 0.05 5423 0.15 0.05 5420 0.66 0.00 5420

3.2 5x137 5609 0.55 5521 0.77 0.08 5519 0.19 0.05 5519 0.19 0.05 5516 0.35 0.00 5516

3.3 5x137 5814 0.43 5742 0.7 0.12 5737 0.25 0.03 5737 0.22 0.03 5735 0.43 0.00 5735

3.4 5x137 5308 0.54 5246 0.73 0.03 5245 0.18 0.01 5245 0.19 0.01 5244 0.34 0.00 5244

4.0 5x150 7382 0.68 7306 0.92 ‐0.02 7311 0.23 0.05 7310 0.24 0.05 7307 0.37 0.00 7307

4.1 5x150 6898 0.53 6849 0.76 0.13 6842 0.21 0.02 6842 0.21 0.02 6841 0.38 0.00 6841

4.2 5x150 5221 0.56 5192 0.84 0.12 5188 0.76 0.05 5188 1.07 0.04 5186 0.56 0.00 5186

4.3 5x150 6229 0.52 6163 0.77 0.10 6172 0.23 0.25 6172 0.24 0.25 6158 0.58 0.01 6157

4.4 5x150 6492 0.48 6470 0.72 0.06 6473 0.23 0.11 6473 0.23 0.11 6466 0.47 0.00 6466

5.0 5x162 5946 0.74 5900 1 0.18 5893 0.27 0.06 5893 0.29 0.06 5889 0.79 0.00 5889

5.1 5x162 6738 0.74 6682 1.01 0.06 6683 0.27 0.09 6683 0.27 0.09 6678 0.56 0.01 6678

5.2 5x162 6989 0.63 6878 0.87 0.08 6877 0.28 0.07 6877 0.3 0.06 6872 0.41 0.00 6872

5.3 5x162 7370 0.71 7318 1.04 0.07 7314 0.58 0.01 7314 0.48 0.01 7314 0.77 0.00 7314

5.4 5x162 6755 0.56 6705 0.82 0.03 6703 0.43 0.00 6703 0.45 0.00 6703 0.66 0.00 6703

6.0 10x225 8626 1.43 8464 3.07 0.05 8491 1.48 0.36 8470 1.73 0.11 8460 10.78 0.00 8460

6.1 10x225 9066 2.16 8990 5.1 0.62 8994 6.45 0.66 8994 1.65 0.66 8977 120.33 0.48 8934

6.2 10x225 8607 1.78 8537 3.74 0.17 8538 1.93 0.19 8538 1.78 0.18 8523 31.18 0.01 8523

6.3 10x225 8151 1.45 8031 3.17 0.08 8041 1.54 0.21 8041 1.88 0.21 8025 29.99 0.01 8024

6.4 10x225 9248 1.78 9121 4.65 0.30 9110 0.97 0.17 9110 0.92 0.17 9095 65.91 0.01 9094

7.0 10x250 9712 1.93 9568 5.53 0.08 9575 2.52 0.15 9575 3.04 0.15 9562 72.99 0.01 9561

7.1 10x250 10417 2.84 10356 6.51 0.39 10379 6.38 0.61 10379 4.97 0.61 10334 135.51 0.17 10316

7.2 10x250 9513 2.25 9399 4.5 0.35 9410 2.3 0.46 9383 3.32 0.17 9368 31.46 0.01 9367

7.3 10x250 10930 2.04 10793 4.71 0.14 10786 2.74 0.08 10786 3.03 0.08 10779 56.03 0.01 10778

7.4 10x250 9581 2.47 9415 8.04 0.61 9409 4.35 0.54 9409 5.44 0.54 9398 157.28 0.42 9358

8.0 10x275 9776 3.48 9661 6.98 0.15 9682 6.15 0.37 9682 6.97 0.36 9648 83.79 0.01 9647

8.1 10x275 10725 3.01 10659 8.11 0.36 10902 5.69 2.65 10661 7.46 0.38 10646 199.89 0.24 10621

8.2 10x275 10903 2.71 10762 7.64 0.29 10779 8.36 0.45 10774 7.49 0.40 10756 151.44 0.24 10731

8.3 10x275 11247 3.18 11130 7.24 0.37 11115 7.17 0.23 11115 5.21 0.23 11105 140.92 0.14 11090

8.4 10x275 10277 4.76 10202 7.66 0.26 10326 3.29 1.49 10187 5.98 0.12 10176 96.48 0.01 10175

9.0 10x300 10887 3.66 10735 9.6 0.35 10837 6.08 1.30 10733 6.05 0.33 10717 223.41 0.18 10697

9.1 10x300 11757 4.14 11628 9.3 0.17 11646 11.46 0.32 11646 5.98 0.32 11613 150.27 0.04 11609

9.2 10x300 11728 3.41 11575 13.93 0.89 11542 9.15 0.60 11542 8.69 0.60 11527 304.75 0.46 11474

9.3 10x300 11655 4.65 11497 11.63 0.56 11777 7.35 3.00 11480 15.81 0.41 11449 220.7 0.14 11433

9.4 10x300 10907 3.17 10831 8.35 0.35 11012 11.58 2.03 10844 10.2 0.47 10819 232.06 0.24 10793

10.0 10x325 10608 4.76 10396 10.31 0.21 10385 7.17 0.11 10385 5.7 0.10 10375 103.37 0.01 10374

10.1 10x325 12063 4.06 11890 9.72 0.14 12090 9.28 1.83 11902 11.75 0.24 11884 327.06 0.09 11873

10.2 10x325 11816 5.43 11702 14.99 0.55 11910 6.68 2.33 11707 48.56 0.59 11675 473.03 0.31 11639

10.3 10x325 11342 6.18 11230 12.43 0.21 11229 20.31 0.19 11229 24.77 0.19 11216 182.63 0.08 11207

10.4 10x325 13639 4.71 13470 11.23 0.23 13485 10.13 0.34 13485 8.99 0.33 13460 213.6 0.15 13440
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  †100 × (Cost – LB) / LB (%) 
  *Provided by CPLEX after 5000 branch and bound nodes 
 

11.0 15x337 13199 6.9 13030 26.5 0.67 13008 13.2 0.50 13008 11.6 0.50 12979 316.83 0.27 12944

11.1 15x337 12194 7.25 11945 25.15 1.16 11915 39.69 0.90 11915 37.96 0.90 11901 489.33 0.79 11808

11.2 15x337 12127 7.31 11935 29.88 0.88 11928 15.78 0.82 11928 15.43 0.82 11920 503.04 0.76 11831

11.3 15x337 12582 5.64 12463 47.64 1.45 12395 14.37 0.89 12395 12.89 0.89 12380 741.37 0.77 12285

11.4 15x337 11361 8.64 11232 47.24 1.96 11195 53.42 1.62 11195 39.06 1.62 11151 816.95 1.21 11017

12.0 15x375 12919 7.38 12608 35.12 0.52 12642 18.99 0.79 12619 32.88 0.60 12596 1132.4 0.42 12543

12.1 15x375 12205 8.56 11968 40.38 0.99 11970 17.28 1.00 11970 15.96 1.00 11933 721.3 0.69 11851

12.2 15x375 13799 6.49 13658 33.54 1.16 13655 70.02 1.13 13655 70.35 1.13 13629 820.08 0.94 13502

12.3 15x375 13694 11.34 13517 33.22 0.58 13523 25.75 0.63 13523 19.62 0.63 13496 550.17 0.42 13439

12.4 15x375 12907 9.94 12806 37.58 1.21 12768 16.45 0.91 12768 23.15 0.91 12749 648.59 0.76 12653

13.0 15x412 14554 11.43 14439 51.68 1.12 14432 59.24 1.07 14432 58.98 1.07 14397 1002.7 0.83 14279

13.1 15x412 13768 14.25 13601 51.54 1.12 13549 58.96 0.74 13549 36.76 0.74 13541 1484.8 0.67 13450

13.2 15x412 15266 11.71 15138 45.42 1.06 15222 18.16 1.62 15106 51.29 0.85 15081 1544.5 0.68 14979

13.3 15x412 15854 16.57 15748 51.99 0.86 16045 92.69 2.76 15711 186.3 0.63 15695 1546.6 0.52 15614

13.4 15x412 14520 14.71 14447 48.13 1.55 14382 101.27 1.09 14382 70.5 1.09 14378 1067.4 1.06 14227

14.0 15x450 15981 19.09 15782 60.81 0.66 15791 38.89 0.72 15791 37.51 0.72 15759 1200.4 0.51 15679

14.1 15x450 15584 19.39 15436 80 1.31 15390 55.83 1.01 15373 71.38 0.89 15383 3384.8 0.96 15237

14.2 15x450 15902 11.36 15765 79.29 1.18 15731 41.42 0.96 15731 51.63 0.96 15702 1237.5 0.78 15581

14.3 15x450 15079 18.84 15010 67.73 0.99 14986 64.56 0.83 14986 100.6 0.83 14955 1534.9 0.62 14862

14.4 15x450 16041 17.86 15833 90.08 1.14 15987 66.34 2.12 15786 131.4 0.84 15756 2146.9 0.64 15655

15.0 15x487 16551 25.64 16522 109.07 1.38 16678 51.39 2.33 16488 122.1 1.17 16431 3536.8 0.82 16297

15.1 15x487 16440 22.4 16296 95.03 1.18 16277 105.89 1.07 16236 140.5 0.81 16217 2865.3 0.69 16105

15.2 15x487 17107 23.51 17018 121.07 1.22 16953 87.46 0.84 16953 87.36 0.83 16928 2214.1 0.68 16812

15.3 15x487 17924 18.93 17862 98.49 1.03 17963 63.24 1.60 17799 132 0.68 17791 3226.4 0.63 17679

15.4 15x487 18693 21.3 18531 137.87 1.53 18458 73.61 1.12 18436 236.3 1.00 18431 2888.5 0.98 18253

16.0 20x450 14399 21.58 14195 121.26 1.63 14108 159.26 1.00 14108 209.7 1.00 14120 1991.4 1.09 13968

16.1 20x450 16464 14.19 16327 101.85 1.39 16267 34.25 1.02 16267 43.28 1.02 16266 1750.1 1.01 16103

16.2 20x450 15125 23.05 15042 153.77 2.31 14924 133.45 1.51 14924 233.7 1.51 14942 2655.5 1.63 14703

16.3 20x450 16325 17.47 16174 110.28 1.80 16103 189.74 1.36 16103 273.5 1.36 16074 1714.4 1.17 15888

16.4 20x450 16067 18.15 15800 133.47 1.58 15732 159.13 1.14 15733 159.6 1.15 15766 2219.2 1.36 15555

17.0 20x500 15995 26.59 15835 171.16 2.13 15657 114.9 0.99 15657 138.3 0.99 15656 2714.3 0.98 15505

17.1 20x500 15815 27.88 15736 135.81 1.65 15641 96.82 1.04 15641 62.33 1.04 15630 2537.6 0.97 15480

17.2 20x500 15829 26.96 15655 230.17 2.77 15466 181.76 1.53 15466 169.8 1.53 15521 3470.3 1.88 15233

17.3 20x500 17894 24.41 17805 202.79 1.74 17739 108.12 1.37 17739 147.8 1.37 17710 4468 1.20 17500

17.4 20x500 18232 18.46 18137 165.51 1.70 18261 100.71 2.40 18026 307.6 1.08 18015 14589 1.02 17833

18.0 20x550 18402 38.14 18276 258.63 1.91 18215 254.48 1.57 18119 435.8 1.03 18134 6477.9 1.11 17934

18.1 20x550 18744 46.72 18625 215.88 1.51 18665 168.07 1.72 18559 172.1 1.15 18542 4963 1.05 18349

18.2 20x550 18987 39.12 18898 205.6 1.56 18885 173.51 1.49 18782 307.2 0.94 18765 5419.1 0.85 18608

18.3 20x550 19851 37.63 19710 272.8 1.89 19774 199.57 2.22 19614 378.8 1.39 19627 6361.4 1.46 19344

18.4 20x550 20933 89.71 20844 301.08 1.63 21134 133.78 3.04 20695 585.3 0.90 20688 7919.3 0.87 20510

19.0 20x600 21043 67.89 20888 340.51 1.76 20833 193.17 1.49 20719 310.5 0.93 20719 10024 0.94 20527

19.1 20x600 20184 46.5 20100 313.41 1.74 20102 257.28 1.75 19955 1351 1.01 19972 9239.6 1.09 19756

19.2 20x600 22535 143.08 22493 485.77 2.29 22767 510.83 3.54 22247 1654 1.18 22271 13266 1.29 21988

19.3 20x600 20488 40.84 20361 316.4 1.64 20340 308.59 1.54 20248 999.9 1.08 20315 8340.3 1.41 20032

19.4 20x600 21013 50.35 20904 340.33 1.69 20815 253.45 1.25 20767 513.2 1.02 20805 11605 1.20 20557

20.0 20x650 22890 86.3 22840 517.1 1.94 22945 424.96 2.41 22663 9228 1.15 22727 19587 1.44 22404

20.1 20x650 23684 79.21 23644 458.14 1.75 23512 1125.1 1.17 23478 11473 1.03 23516 12687 1.19 23239

20.2 20x650 20325 83.76 20045 528.15 1.60 19959 635.28 1.17 19931 1082 1.02 19906 11345 0.90 19729

20.3 20x650 24884 75.94 24865 501.24 1.60 24979 322.71 2.06 24710 526.1 0.96 24781 19734 1.26 24474

20.4 20x650 21178 76.14 21080 494.67 1.74 21179 790.14 2.22 20955 18947 1.14 20990 15097 1.31 20719
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