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Due to its adaptable nature in a broad range of problem domains,

Smoothed Particle Hydrodynamics (SPH) is a popular numerical technique

for computing solutions in astrophysics. This dissertation discusses the SPH

technique and assesses its capabilities for reproducing steady-state spherically-

symmetric accretion flow. The accretion scenario is of great interest for its

applicability in a diverse array of astrophysical phenomena and, under certain

assumptions, it also provides an accepted analytical solution against which

the numerical method can be validated. After deriving the necessary equa-
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tions from astrophysical fluid dynamics, giving a detailed review of solving the

steady-state spherical accretion problem, and developing the SPH methodol-

ogy, this work suggests solutions to the issues that must be overcome in order

to successfully employ the SPH methodology to reproduce steady-state spher-

ical accretion flow. Several techniques for setting initial data are addressed,

resolution requirements are illustrated, inner and outer boundary conditions

are discussed, and artificial dissipation parameters and methodologies are ex-

plored.

viii



Contents

Acknowledgments v

Abstract vii

List of Tables xiii

List of Figures xiv

Chapter 1 Introduction 1

1.1 Previous Work . . . . . . . . . . . . . . . . . . . . . . . . . . 4

Chapter 2 Astrophysical Gas Dynamics 8

2.1 Fundamental Concepts . . . . . . . . . . . . . . . . . . . . . . 8

2.1.1 Continuum Model . . . . . . . . . . . . . . . . . . . . . 8

2.1.2 Coordinate Systems . . . . . . . . . . . . . . . . . . . . 11

2.2 Continuity Equation . . . . . . . . . . . . . . . . . . . . . . . 14

2.3 Momentum Equation . . . . . . . . . . . . . . . . . . . . . . . 16

2.3.1 The Stress Tensor . . . . . . . . . . . . . . . . . . . . . 19

2.3.2 Viscosity and the Viscous Stress Tensor . . . . . . . . . 21

2.4 Gravity . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.5 Thermodynamics . . . . . . . . . . . . . . . . . . . . . . . . . 25

2.5.1 Heat Capacity . . . . . . . . . . . . . . . . . . . . . . . 27

2.6 Energy Equation . . . . . . . . . . . . . . . . . . . . . . . . . 29

2.7 Equation of State . . . . . . . . . . . . . . . . . . . . . . . . . 31

ix



2.7.1 Ideal Gas . . . . . . . . . . . . . . . . . . . . . . . . . 31

2.7.2 Adiabatic Ideal Gas . . . . . . . . . . . . . . . . . . . . 34

2.7.3 Isothermal Gas . . . . . . . . . . . . . . . . . . . . . . 40

2.8 Sound Waves . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

2.8.1 Sound Speed in an Adiabatic Gas . . . . . . . . . . . . 43

2.8.2 Mach Number . . . . . . . . . . . . . . . . . . . . . . . 44

2.9 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

Chapter 3 Steady-state Spherical Accretion 48

3.1 Steady State Radial Fluid Equations . . . . . . . . . . . . . . 50

3.1.1 Continuity Equation . . . . . . . . . . . . . . . . . . . 50

3.1.2 Momentum Equation . . . . . . . . . . . . . . . . . . . 51

3.2 Classes of Solutions . . . . . . . . . . . . . . . . . . . . . . . . 52

3.3 Bernoulli’s Equation . . . . . . . . . . . . . . . . . . . . . . . 56

3.4 Sonic Transition Radius and Velocity . . . . . . . . . . . . . . 58

3.5 Length and Time Scales . . . . . . . . . . . . . . . . . . . . . 59

3.6 Radial Dependence of Flow Variables . . . . . . . . . . . . . . 60

3.6.1 Dimensionless Accretion Rate . . . . . . . . . . . . . . 61

3.6.2 Dimensionless Flow Variables . . . . . . . . . . . . . . 62

3.6.3 Bondi Solution Summary . . . . . . . . . . . . . . . . . 66

3.7 Asymptotic Behavior . . . . . . . . . . . . . . . . . . . . . . . 68

Chapter 4 Methodology: Smoothed Particle Hydrodynamics 72

4.1 Function Approximation and Discretization . . . . . . . . . . 74

4.2 Smoothing Kernel . . . . . . . . . . . . . . . . . . . . . . . . . 77

4.2.1 Kernel Derivatives . . . . . . . . . . . . . . . . . . . . 79

4.3 Derivatives of Fields . . . . . . . . . . . . . . . . . . . . . . . 82

4.3.1 Gradient . . . . . . . . . . . . . . . . . . . . . . . . . . 82

4.3.2 Divergence . . . . . . . . . . . . . . . . . . . . . . . . . 83

4.4 Error Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

4.4.1 Improved Estimates of the Derivative . . . . . . . . . . 87

4.5 SPH Fluid Equations . . . . . . . . . . . . . . . . . . . . . . . 89

x



4.5.1 Density and Conservation of Mass . . . . . . . . . . . . 89

4.5.2 Momentum Equation . . . . . . . . . . . . . . . . . . . 91

4.5.3 Energy Equation . . . . . . . . . . . . . . . . . . . . . 92

4.5.4 Alternative Formulations . . . . . . . . . . . . . . . . . 93

4.6 SPH Equations of Motion from a Variational Principle . . . . 94

4.7 Variable Smoothing Lengths . . . . . . . . . . . . . . . . . . . 99

4.7.1 Choosing h . . . . . . . . . . . . . . . . . . . . . . . . 101

4.7.2 SPH Equations with Variable Smoothing Lengths . . . 104

4.8 Artificial Viscosity . . . . . . . . . . . . . . . . . . . . . . . . 108

Chapter 5 Computational Results and Discussion 114

5.1 Computational Model . . . . . . . . . . . . . . . . . . . . . . 114

5.1.1 System of Units . . . . . . . . . . . . . . . . . . . . . . 114

5.1.2 Numerical Equations . . . . . . . . . . . . . . . . . . . 115

5.1.3 Initial Data . . . . . . . . . . . . . . . . . . . . . . . . 118

5.1.4 Inner and Outer Boundaries . . . . . . . . . . . . . . . 119

5.2 Supermassive Accretor with γ = 1.01 . . . . . . . . . . . . . . 120

5.2.1 Maintaining Steady State Accretion . . . . . . . . . . . 121

5.2.2 Reproducing Steady State Accretion from Uniform Static

Initial Data . . . . . . . . . . . . . . . . . . . . . . . . 145

5.2.3 Parameter Study of Artificial Viscosity . . . . . . . . . 156

5.2.4 Varying Artificial Viscosity in Time and Space . . . . . 160

Chapter 6 Conclusions and Future Work 166

Appendix Numerical Details 170

A.1 Computation of Analytical Bondi Solution . . . . . . . . . . . 170

A.2 Generating Initial Data . . . . . . . . . . . . . . . . . . . . . . 174

A.2.1 Mass, Position, and Density . . . . . . . . . . . . . . . 175

A.2.2 Velocity . . . . . . . . . . . . . . . . . . . . . . . . . . 183

A.2.3 Internal Energy . . . . . . . . . . . . . . . . . . . . . . 183

A.2.4 Smoothing Length . . . . . . . . . . . . . . . . . . . . 183

xi



A.3 Visualization . . . . . . . . . . . . . . . . . . . . . . . . . . . 183

A.3.1 Single-dimensional Plots . . . . . . . . . . . . . . . . . 184

A.3.2 Multi-dimensional Images . . . . . . . . . . . . . . . . 185

Bibliography 188

Vita 197

xii



List of Tables

2.1 Number density (n), temperature (T ), mean free path (lmfp), and

physical length scales (lphy) for various astrophysical gases. . . . . 11

5.1 Run Parameters: “Bondi” initial data were constructed using the

steady-state spherically-symmetric analytical solution (see section

5.1.3). “Uniform” initial data were constructed with uniform density

and zero initial velocity. . . . . . . . . . . . . . . . . . . . . . . 126

xiii



List of Figures

3.1 Mach number vs. radius (in units of Bondi radius rB) for the γ = 1.4

case. Solution Types 1 through 4 are shown. The curves labeled (a)

are for a dimensionless accretion rate of 0.75λ and the curves labeled

(b) are for a dimensionless accretion rate of 0.25λ (the quantity λ is

defined in section 3.6.1). Both Type 1 and Type 2 pass through the

point (0.2, 1). . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55

3.2 Radial velocity vs. radius for three different values of γ. The hor-

izontal axis is in units of the Bondi radius rB . The vertical axis is

in units of a∞. In Bondi’s dimensionless variables, this is a plot of

y vs. x, as defined by equations (3.50) and (3.51). . . . . . . . . . 67

3.3 Density vs. radius for three different values of γ. The horizontal

axis is in units of the Bondi radius rB . The vertical axis is in units

of ρ∞. In Bondi’s dimensionless variables, this is a plot of z vs. x,

as defined in equations (3.50) and (3.52). . . . . . . . . . . . . . 68

3.4 Temperature vs. radius for three different values of γ. The horizon-

tal axis is in units of the Bondi radius rB . The vertical axis is in

units of T∞. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69

3.5 Mach number vs. radius for three different values of γ. The hori-

zontal axis is in units of the Bondi radius rB. The sonic radius for

the γ = 1.4 case is x = 0.2 and for the γ = 1.01 case is x = 0.4925. 70

xiv



5.1 Run #1: Density (top) and radial velocity (bottom) profiles after

t = 2tB . The horizontal bars depict the radial extent of the volume

represented by each plotted point. The analytic sonic transition

point occurs at rs ≈ 3 × 105. . . . . . . . . . . . . . . . . . . . . 123

5.2 Run #1: Pressure (top) and smoothing lengths (bottom) after t =

2tB . The horizontal bars depict the radial extent of the volume

represented by each plotted point. The analytic sonic transition

point occurs at rs ≈ 3 × 105. . . . . . . . . . . . . . . . . . . . . 127

5.3 Run #1: Internal energy (top) and temperature (bottom) after t =

2tB . The horizontal bars depict the radial extent of the volume

represented by each plotted point. The analytic sonic transition

point occurs at rs ≈ 3 × 105. . . . . . . . . . . . . . . . . . . . . 128

5.4 Run #2: Temperature (top) and radial velocity (bottom) after t =

2tB with no artificial dissipation. The horizontal bars depict the

radial extent of the volume represented by each plotted point. The

analytic sonic transition point occurs at rs ≈ 3 × 105. . . . . . . . 131

5.5 Run #2: Percent of smoothed particles with outward velocities after

t = 2tB with no artificial dissipation. . . . . . . . . . . . . . . . . 132

5.6 Path of a representative smoothed particle during t = 0 . . . 2tB for

Run # 1 with artificial dissipation (α = 0.8; top) and Run #2

without artificial dissipation (α = 0; bottom). The same smoothed

particle is plotted in each case. The sink radius is represented by a

black circle. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133

5.7 Run #3: Pressure (top) and smoothing lengths (bottom) after t =

2tB . The horizontal bars depict the radial extent of the volume

represented by each plotted point. . . . . . . . . . . . . . . . . . 137

5.8 Run #3: Radial velocity after t = 2tB (top) and computed value
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Chapter 1

Introduction

Accretion is the process by which an astronomical object attracts and col-

lects matter through gravitation. Accretion is important in a wide array of

astronomical phenomena, such as: star formation in molecular clouds, planet

formation in a protoplanetary disk, black hole formation and growth, quasars

and active galactic nuclei, type Ia supernova and cataclysimic variables, close

binary systems, and others. Many of these problems involve a mixture of

different physics, including gravitation, gas dynamics, radiation, electromag-

netic fields, nuclear physics, general relativity, and so on. The solution to

these complex multi-physics problems is frequently beyond the capabilities of

analytical approaches and therefore astrophysicists have turned to numerical

simulation as a standard method for solving problems. Numerical approaches

can be grouped into two broad categories: those that employ a mesh (or grid)

and those that don’t. Grid-based approaches are commonly called Eulerian

methods and gridless approaches are commonly called Lagrangian methods

(the reason for this terminology is described in section 2.1).

In an Eulerian method, the computational domain is discretized into a

collection of points that lie at grid intersections (or optionally cell centers, or

perhaps some combination of both). The differential equations to be solved

are then also discretized onto the mesh and thereby reduced to a system of

algebraic equations that are solved at each mesh point. The mesh can be
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constructed as a rectilinear grid with a fixed resolution, or resolution can be

varied in space by nesting higher-resolution grids within coarser grids (“fixed

mesh refinement” or FMR), or resolution can be varied in both space and

time by creating new high-resolution grids in mid-calculation as dictated by

the demands of the problem (“adaptive mesh refinement” or AMR). In addi-

tion to rectilinear “structured” grids, a non-rectilinear mesh can be designed

that mimics the geometry of the solution in a problem-dependent way (“un-

structured grids”). Eulerian methods are commonly used in continuum me-

chanics because a continuous medium is naturally discretized by the familiar

techniques used to discretize space (i.e., a mesh).

As an alternative to the grid-based approach, Lagrangian methods forgo

use of a grid and instead treat a physical system as a collection of discrete par-

ticles rather than a continuum. The equations of motion are then solved for

each particle and the location and properties of each particle are tracked on

a per-particle basis. Lagrangian methods have an advantage over Eulerian

methods in that mesh-construction strategies are no longer needed, and there-

fore Lagrangian methods are more straightforward to implement in problems

that exhibit complex and changing geometries. Nevertheless, the issue still

remains as to how to choose initial particle numbers and particle placement

(an issue which will be revisited again in depth). Lagrangian methods are

commonly used in discrete particle systems where a particle-based approach

is a natural model of the underlying physical system.

Some physical problems are modeled equally well as either a contin-

uum or as a collection of discrete particles, or they can exhibit properties of

both. For instance, in plasma physics a collection of charged particles (which

is most-naturally modeled as a discrete collection) both creates and is in-

fluenced by an electromagnetic field (which is most-naturally modeled as a

continuous field). Astrophysics also contains many similar examples; for in-

stance, a collection of discrete stars interacting with each other and with the

continuous gas distribution of the interstellar medium [39]. Therefore, hybrid

Lagrangian-Eulerian methods have also been developed. The Particle-In-Cell
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(PIC) method is a popular hybrid method used in plasma physics (this and

similar methods are described in Hockney & Eastwood [31]), and a method

that has gained widespread use in astrophysics is Smoothed Particle Hydrody-

namics (SPH) which was first proposed by Monaghan & Gingold (1977) [51]

and Lucy (1977) [44].

Smoothed Particle Hydrodynamics takes a Lagrangian approach and

applies it to a continuous medium. This is accomplished by discretizing the

continuous medium into a collection of discrete particles called “smoothed

particles.” These particles serve a dual role as both point masses and centers

of interpolation around which field quantities may be calculated. Therefore,

the smoothed particles are treated in a Lagrangian way as they carry mass and

move with the local flow, while also providing a set of interpolation points that

are used for computing variables that vary continuously in space. SPH has the

advantages of other Lagrangian methods since it does not require construction

of a mesh. In addition, SPH provides a “naturally adaptive” mesh since, in

most cases, the regions of greatest interest are the regions with the highest

density. And since mass is carried by the moving interpolation points, the

high-density regions will also contain the most interpolation points. In this

way, SPH particles naturally provide more interpolation points where it is

most important without requiring the mesh-refinement strategies of an AMR

scheme.

Both AMR and SPH remain popular methods in astrophysics due to

their nature as automatically-adaptive schemes, and yet they remain distinct

in their approaches as each possesses certain advantages and disadvantages.

Many studies have been performed over the years that compare the two tech-

niques (e.g., [14] [22] [34] [36] [61] [77]).

Regardless of the numerical method that is chosen, an important com-

ponent of computational science is methodology validation [60]. Because com-

puter methods are commonly resorted to whenever there is a lack of analytical

solution techniques, no analytical result exists for comparison with the results

of a theoretical computation. The process of validation involves choosing prob-
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lems for which analytical solutions are known and verifying that a computer

simulation can reproduce the accepted solutions in those cases before proceed-

ing to a case where no solution is known. For hydrodynamic problems, there

exist a few standard test problems for validating a computational technique,

such as the “shock tube” of Sod (1978) [75]. However, as mentioned, many

problems in astrophysics defy the analytical development of a known solu-

tion that can be used for validation purposes. The aforementioned accretion

problem, which possesses a large number of applications to problems in astro-

physics, provides an additional bonus which is that it does offer an analytical

solution: namely, the Bondi solution for steady-state, spherically symmetric

accretion [8].

This dissertation uses the steady-state, spherically symmetric accretion

problem as a validation test for Smoothed Particle Hydrodynamics. The re-

mainder of this introductory chapter reviews the relevant literature in which

both grid-based methods and the SPH method have been applied to accretion-

related problems. Chapter 2 derives the system of requisite astrophysical equa-

tions from basic physical principles. Chapter 3 applies those astrophysical

equations to the problem of steady-state spherical accretion and thoroughly

develops the Bondi solution. Chapter 4 derives and analyzes the Smoothed

Particle Hydrodynamics methodology, with some discussion of the historical

developments that have led to the modern formulation. Chapter 5 applies the

SPH methodology to the Bondi problem and discusses the results from a sam-

ple of numerical experiments that examine and improve the efficacy of SPH in

solving the steady-state spherical accretion problem. Finally, chapter 6 sum-

marizes the validation results and proposes avenues for future investigation.

1.1 Previous Work

Edgar 2004 [20] provides a good review of the many application areas where

accretion has been studied numerically. Some of these as well as more modern

studies will be reviewed now.
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Grid-based techniques are perhaps the most common approaches to

studying accretion. In a series of papers by Kley, Shankar, and Burkert from

1989 to 1995 [37] [76] [38], two-dimensional grid-based methods were applied

to studying a low-mass main sequence star accreting matter ejected by a nova.

A benchmark set of papers by Ruffert (1994-96) [69] [70] [71] [72] [73] pro-

vided a thorough test of accretion using grid-based fixed refinement (FMR)

methods. Ruffert concluded that grid-based numerical approaches can success-

fully reproduce accretion in various scenarios, and his results have provided a

baseline for comparison with other techniques. Proga & Begelman (2003) [65]

and Proga (2007) [66] used the grid-based code ZEUS to successfully simulate

three-dimensional accretion with a high degree of accuracy and for long time

scales.

Smoothed Particle Hydrodynamics (SPH) has also been applied to a va-

riety of accretion problems. Laguna, Miller, & Zurek (1993) [41] used SPH to

study spherical accretion onto a black hole using a curved background space-

time and had some success at resolving the sonic radius using 100 smoothed

particles in one-dimension. Their outer boundary conditions involved replen-

ishing the gas inflow by introducing new gas particles. A series of papers by

Taam & Bodenheimer from 1984 to 1989 [90] use two-dimensional SPH to

study a main sequence star engulfed by the envelope of a red giant. Several

studies by Bonnell, Clarke, Bate & Pringle between 1997 and 2001 [7] use a

three-dimensional SPH code to study gas accretion in young stellar clusters

in which newly-formed stars compete to accrete the residual cluster gas that

didn’t fragment and form stars. In their studies, due to the large volume scale

of the problem domain, the sonic radius is not resolved. In a paper by Struck

(1997) [87] and in two papers by Struck, Cohanim, & Willson in 2002 and

2004 [88] [89], two-dimensional SPH was used to study a brown dwarf or giant

planet orbiting in the atmosphere of a pulsating Mira variable star. They used

the standard SPH implementation of artificial viscosity and varied the value

of the adiabatic index. They tried two types of outer boundaries (a reflecting

outward-moving wall and a periodic boundary) and two types of inner bound-
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aries (a sink that carries gas and a vacuum boundary). The gas was resolved

down to roughly the Bondi radius or smaller in two-dimensions.

Another relevant study was reported in a paper by Moeckel & Throop

(2009) [50] in which three-dimensional SPH was used to simulate a system con-

sisting of a protoplanetary disk surrounding a star which is accreting gas from

the interstellar medium. Validation of the Bondi solution is not given, but

they resolve gas down to an order of magnitude smaller than a Bondi radius

using an alternative method of artificial viscosity that was proposed by Morris

& Monaghan (1997) [58]. Some of the challenges Moeckel & Throop faced

were appropriately setting the smoothing lengths and maintaining axisymme-

try when introducing new particles at the boundaries. They used at most 5

million smoothed particles and simulated a domain that extends 2.5 Bondi

radii in each direction, which amounts to about three orders of magnitude of

dynamic range.

SPH studies of accretion at cosmological scales typically do not resolve

gas down to the accretion scale due to the large length scales characteristic

of cosmology. For instance, Springel & Hernquist (2003) [83] and Springel, Di

Matteo, & Hernquist (2005) [82] model the formation of stars and growth of

black holes during galaxy formation and galaxy mergers by developing an ad

hoc model for the growth of such structures at the unresolved scales. Johans-

son, Naab, & Burkert (2009) [35] use SPH to simulate the evolution of super-

massive black holes during galaxy mergers by using a semi-analytical model

of Bondi accretion. Similarly, Dubois, Devriendt, Slyz, & Teyssier (2010) [18]

perform a study of active galactic nuclei in which the accretion region is not

resolved and therefore use the analytical Bondi solution to model the accre-

tion rate onto the supermassive black hole. This is a sample of SPH studies

of black hole accretion that do not resolve gas at the accretion length scale;

there are many others.

Despite these numerous applications of SPH to a variety of accretion

problems, very few authors have used accretion as a validation test for SPH.

In other words, SPH has been used to study accretion problems without prior
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validation as a technique for studying accretion, and/or the analytical Bondi

solution itself has been included as an underlying equation in the numerical

method.

SPH has been subjected to other validation tests. For instance, in a

2005 paper Volker Springel develops a three-dimensional SPH implementation

called GADGET-2 (which is the implementation that is used in this study)

and provides several validation tests (Sod shock tube, self-gravitating adiabatic

collapse, isothermal collapse, interaction of a strong shock with a dense gas

cloud), but accretion is not among them [81].

Two studies have attempted to use accretion as a validation test of

SPH. In two papers by Theuns, Boffin, & Jorissen (1993 and 1996) [92] [93],

steady spherical accretion was tested in three-dimensions. They reported an

accretion rate that was too low for the γ = 5/3 case and a “slightly better”

accretion rate for the γ = 1.1 case, although a quantitative discussion isn’t

given in the γ = 1.1 case. They claim without proof that their inaccuracies

are due in large part to the setup of the initial data. The most detailed study

to date of testing SPH using Bondi accretion is the paper by Barai, Proga,

& Nagamine (2011) [2]. Barai, et al. reported some success in resolving the

sonic radius and reproducing the analytical accretion rate for certain initial

conditions. However, they found lower than expected densities and velocities

and unwanted heating at smaller radii, which were attributed to shortcomings

of the methodology. Furthermore, they experimented with several non-vacuum

outer boundary conditions but found that all of their approaches ultimately

disrupted the spherical symmetry of the problem.

Chapter 5 will build on these previous validation efforts by address-

ing the issues of resolution, boundaries, symmetry, and artificial viscosity in

analyzing the effectiveness of SPH as a method to study accretion.
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Chapter 2

Astrophysical Gas Dynamics

This chapter derives the fundamental equations for astrophysical gas dynamics.

These equations are used frequently in the astrophysics literature, often with-

out derivation or citation. Some of these derivations can be found in textbooks

whereas some are omitted or left as exercises, in which case they are derived

here from basic principles. For the physicist wishing to read the astrophysics

literature, this chapter can serve as a concise, self-contained introduction to

the frequently-used equations of astrophysical gas dynamics.

2.1 Fundamental Concepts

2.1.1 Continuum Model

A fluid is any substance which can “flow,” such as liquids and gases. The

term liquid is usually applied to approximately incompressible fluids whereas

gas generally implies fluids which can readily change their volume. An ideal

fluid is a fluid in which heat conduction and viscosity are ignored. Until the

introduction of viscosity, the astrophysical gases desribed here will be taken

as ideal fluids.

When utilizing a continuum approach in fluid dynamics, the fluid con-

tinuum is conceptually subdivided into fluid elements. A fluid element is
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generally the smallest region over which macroscopic variables such as density,

pressure, and temperature can be meaningfully applied. In other words, a fluid

element is small enough to be treated as an individual fluid parcel, while being

large enough that it contains a great number of molecules (Nmolecules ≫ 1) and

having a length scale lelt that is much larger than the mean free path length

lmfp of the gas (i.e., lelt ≫ lmfp) [13] [42].

Astrophysical gas dynamics applies a continuum-based approach to the

study of astrophysical matter. At this point, it is worthwhile to consider

whether astrophysical gases do indeed lend themselves to a continuum model.

A fluid element, the smallest subdivision of the continuum, is required to have

a length scale lelt such that lelt ≫ lmfp. Furthermore, the length scale of the

physical domain lphy should be much larger than a fluid element. That is, we

require that

lphy ≫ lelt ≫ lmfp. (2.1)

Since the length scale of a fluid element lelt is purely conceptual and never

enters the equations of fluid dynamics, it suffices to show that lphy ≫ lmfp, in

which case it is then assumed that there exists an lelt between lphy and lmfp

that satisfies the criterion (2.1) [79].

Astrophysical gases exhibit an extremely wide range of densities and

temperatures [13] [23] [80]. By terrestrial standards, astrophysical gases are

on average very dilute. At standard terrestrial temperature (∼ 300 K) and

pressure (1 atm), the number density of Earth’s atmosphere is about 1025

particles per cubic meter. For comparison, the mean number density of the

interstellar medium (ISM) of the Milky Way is about 106 particles per cubic

meter. However, this average is taken over a wide range of scales. Field,

Goldsmith, & Habing (1969) [24] proposed a two-phase model of gas in the

ISM, which was latter expanded to a three-phase model by McKee & Ostriker

(1977) [46]. The three-phase ISM model consists of a cold, dense phase with

temperatures below 300 K (reaching as low as 10 K) and densities of 108
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particles per cubic meter (reaching as high as 1013 particles per cubic meter in

molecular cloud cores), a warm and rarified phase with temperatures around

104K and densities between 105 and 106 particles per cubic meter, and a

supernova-heated phase with temperatures of 106 K and densities as low as

1000 or even 100 particles per cubic meter.

Similarly, the intergalactic medium (IGM) has a range of densities and

temperatures. At the hottest, the IGM has temperatures as high as 107 K

and densities as low as 1 particle per cubic meter. In the “warm-hot” phase,

the IGM has temperatures of 105 K and densities of 100 particles per cubic

meter. It is this phase which is believed to contain 40− 50% of the baryons in

the universe [10]. The intracluster gas in galaxy clusters can reach densities

as high as 1000 particles per cubic meter.

All of these densities and temperatures are summarized in table 2.1.

Furthermore, table 2.1 shows the value of the mean free path length lmfp for

each of these domains, calculated using the formula

lmfp =
1

nσ
(2.2)

where n is the number density (in particles per m3) and σ is the scattering

cross-section (in m2). Since Hydrogen is the most abundant element in the

universe, σ is taken to be the cross-sectional area of the Hydrogen atom, which

is approximately (1Å)2 = 10−20m2.

As evidenced by the lmfp and lphy columns of the table, the continuum

approximation is fair since lphy is typically several orders of magnitude larger

than lmfp, especially for the IGM and cold ISM.

It is important to mention here that the hot ISM and hot IGM are

typically ionized, and therefore electromagnetic effects must be taken into

account when calculating the mean free path. Because electromagnetic effects

are neglected in this study, these corrections are not discussed here (see Shu

for details [79]) although it is stated without proof that a continuum model

can be used for fluids which include electromagnetic effects. This is the field
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Domain n [m−3] T [K] lmfp[m] lphy[m]

Terrestrial 1025 300 10 104

Hot ISM 103 106 1017 1019

Warm ISM 105 104 1015 1018

Cold ISM 108 100 1012 1018

Molecular cloud cores 1013 10 107 1017

Hot IGM 1 107 1019 1024

Warm-hot IGM 102 105 1015 1024

Table 2.1: Number density (n), temperature (T ), mean free path (lmfp), and phys-

ical length scales (lphy) for various astrophysical gases.

of “magnetohydrodynamics.”

2.1.2 Coordinate Systems

There are two fundamental approaches to defining coordinates in a continuum-

based problem:

1. Eulerian coordinates

In the Eulerian description of a fluid, a “fluid element” is a small volume

at a fixed position. Fluid variables are functions of this fixed position as

well as time. A change in any quantity at this position as a function of

time will be denoted with lowercase derivatives: d
dt

or ∂
∂t

.

The Eulerian approach is analogous to constructing a mesh over a prob-

lem domain and tracking macroscopic fluid variables as they change at

each of the mesh points.

2. Lagrangian coordinates

In the Lagrangian description of a fluid, a “fluid element” is a small vol-

ume of fluid that moves with the fluid flow. Fluid variables are functions

of time as well as a fluid label that denotes a particular fluid element.
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A change in any property of a Lagrangian fluid element as a function of

time will be denoted with uppercase derivatives: D
Dt

.

The Lagrangian approach is analagous to selecting a particular fluid ele-

ment and tracking the properties of this element as it progresses through

the fluid over time. Note that in the Lagrangian description of a fluid,

the position of an element may change with time, and therefore position

itself is also a function of time.

A simple analogy that illustrates the difference between these two view-

points is the following: When describing the water flowing in a river, one may

stand on the river bank and watch the changes in the river fluid as it flows

past that particular point. This is the Eulerian viewpoint. Alternatively, one

may ride in a canoe that drifts along with the river and observe fluid changes

in the vicinity of the canoe as the canoe progresses downstream with the fluid.

This is the Lagrangian viewpoint.

As a further illustration of the difference between these two viewpoints,

consider the case of steady flow, in which fluid elements are moving but flow

variables like density and flow velocity are constant at fixed positions in space.

In this situation, Eulerian derivatives ( ∂
∂t

) will be zero everywhere. However,

Lagrangian derivatives ( D
Dt

) will not necessarily be zero as a single fluid ele-

ment may change its density and flow velocity as it moves in the steady flow

situation.

It is a straightforward matter to convert between the Eulerian and La-

grangian descriptions of a fluid. The following derivation is adapted from

Clarke and Carswell [13]. Consider a quantity Q describing some property

of a fluid element as it moves from position r and time t to a new position

r + δr at a new time t + δt. The quantity Q then changes from Q(r, t) to

Q(r + δr, t + δt) and, using the definition of a derivative, the Lagrangian time

derivative may be written as

DQ

Dt
= lim

δt→0

Q(r + δr, t + δt) − Q(r, t)

δt
= lim

δt→0

δQ

δt
. (2.3)
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It is instructive here to rewrite the difference in the numerator as a sum

of two differences: first the spatial change in Q at fixed time and second the

temporal change in Q at a fixed position. This can be accomplished by adding

and subtracting Q(r, t + δt) in the numerator:

δQ = Q(r + δr, t + δt) − Q(r, t + δt) + Q(r, t + δt) − Q(r, t). (2.4)

The first two terms on the right-hand side are the spatial change in Q

at fixed time t + δt and the last two terms are the temporal change in Q at

fixed position r. These differences can be rewritten (to first order in δt and

δr) as:

δQ = δr · ∇Q(r, t + δt) + δt
∂Q(r, t)

∂t
. (2.5)

Next, expand the gradient in the first term on the right-hand side in a

Taylor series around t:

δQ = δr ·
(

∇Q(r, t) + δt
∂∇Q(r, t)

∂t
+ O(δt2)

)

+ δt
∂Q(r, t)

∂t
. (2.6)

= δr · ∇Q(r, t) + δt
∂Q(r, t)

∂t
+ O(δrδt), (2.7)

where in the second line δt and δr are treated as infinitesimal and therefore

terms that are second order in infinitesimals have been neglected. Now δQ

has been written solely in terms of derivatives of Q evaluated at r and t. The

above expression for δQ can be substituted back into the numerator in (2.3)

to give:

DQ

Dt
= lim

δt→0

δr · ∇Q(r, t) + δt∂Q(r,t)
∂t

δt
. (2.8)

Note in the equation above that the δt cancels in the second term and

so the second term is now independent of δt. ∇Q(r, t) is also independent of
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δt. These terms can therefore be moved outside the limit:

DQ

Dt
=

∂Q(r, t)

∂t
+

(

lim
δt→0

δr

δt

)

· ∇Q(r, t) (2.9)

The equation above can be made clearer by substituting the definition

of the flow velocity u:

u = lim
δt→0

δr

δt
(2.10)

Giving:

DQ

Dt
=

∂Q(r, t)

∂t
+ u · ∇Q(r, t) (2.11)

Equation (2.11) provides a formula for converting between Lagrangian

time derivatives ( D
Dt

) and Eulerian time derivatives ( ∂
∂t

). The second term in

the right-hand side of equation (2.11) is referred to as the “convective deriva-

tive” because it represents changes in Q due to the fluid element’s motion from

place to place as a result of moving with the flow velocity (i.e., changes due to

convection). Equation (2.11) is applicable regardless of whether Q is a scalar-,

vector-, or tensor-valued quantity.

2.2 Continuity Equation

The fluid equations will now be derived in a concise manner from the principles

of conservation of mass, momentum, and energy. The fluid equations will be

expressed in both Eulerian and Lagrangian coordinates since both of these

viewpoints will prove useful later.

The first of the fluid equations, the “continuity equation,” is derived

from the principle of conservation of mass.

Imagine a fluid element of volume V surrounded by a surface S. In the

absence of matter sources or sinks, the rate of change of the mass of the fluid
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element is given by

∂

∂t

∫

V

ρdV =

∫

V

∂ρ

∂t
dV = net inflow of mass across S. (2.12)

An expression is needed for the net inflow of mass across the surface

S. Let dS be the outward-pointing normal of surface S and first consider the

outflow of mass. In unit time, the volume of material crossing an infinitesimal

area |dS| of surface S is u · dS, and therefore the net mass crossing S in unit

time is ρu · dS. The inflow is equal to the negative of the outflow. Putting

this result into the previous equation yields

∫

V

∂ρ

∂t
dV = −

∫

S

ρu · dS = −
∫

V

∇ · (ρu) dV, (2.13)

where in the second equality the surface integral was converted to a volume in-

tegral using the Divergence Theorem. Since the volume V is a freely-specifiable

parameter, the above volume integrals must be equal for all integration do-

mains V . Therefore, the integrands must be equal:

∂ρ

∂t
= −∇ · (ρu) . (2.14)

This is the continuity equation in Eulerian coordinates.

The continuity equation in Eulerian coordinates (2.14) can be written

succinctly using index notation as

ρ,t +
(

ρui
)

,i
= 0. (2.15)

In the above notation, xi is the ith coordinate, ui is the ith component

of the vector u, a subscript , i indicates a partial derivative with respect to the

ith coordinate ( ∂
∂xi ), a subscript , t indicates an Eulerian time derivative ( ∂

∂t
),

and the Einstein summation convention is used in which sums over like upper

and lower indices are implicit.

To convert this to Lagrangian coordinates, begin with the relation (2.11)
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which converts between the two coordinate descriptions and, using (2.14),

replace the Eulerian derivative ∂ρ
∂t

with the right-hand side of (2.14):

Dρ

Dt
=

∂ρ

∂t
+ u · ∇ρ (2.16)

= −∇ · (ρu) + u · ∇ρ (2.17)

= −u · ∇ρ − ρ∇ · u + u · ∇ρ (2.18)

= −ρ∇ · u (2.19)

Equation (2.19) is the continuity equation in Lagrangian coordinates.

2.3 Momentum Equation

The next fluid equation is an expression of the principle of conservation of

momentum. Throughout this dissertation, momentum will be written as p

(lowercase) and pressure will be written as P (uppercase).

To start with, the momentum equation will be derived for an inviscid

fluid. By neglecting viscosity, there are then just two external forces currently

under consideration: the force on a fluid element due to pressure FP and the

force on a fluid element due to gravity Fg. That is, the net force F is given by

F = FP + Fg. (2.20)

Each of the terms in equation (2.20) will be written in terms of fluid

elements, starting with FP .

Return to the picture of a fluid element of volume V enclosed by surface

S with outward-pointing normal dS, as described in the previous section. The

pressure force from the surrounding fluid on an infinitesimal area |dS| of this

fluid element is given by −PdS, where the negative sign is included because

the pressure from the surroundings is an inward-pointing force whereas dS is

an outward-pointing normal.

Consider an arbitrary direction given by unit normal n̂ and project the
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pressure force onto that direction, thus giving the pressure force in an arbitrary

direction as −P n̂ · dS. Now integrate this quantity over the entire surface of

the fluid element S to find the net pressure force on the element:

FP · n̂ = −
∫

S

P n̂ · dS = −
∫

V

∇ · (P n̂) dV = −
∫

V

n̂ · ∇PdV. (2.21)

Equation (2.21) gives the net force on a volume element (in the n̂ di-

rection) due to pressure. Here the surface integral was again converted to a

volume integral using the Divergence Theorem. The integrand was then sim-

plified by taking advantage of the fact that n̂ is a constant vector and thus

moving it outside of the gradient.

Next, the net force F in equation (2.20) will be derived using Newton’s

Second Law and then re-written as a volume integral over a fluid element.

The total momentum p of a fluid element can be found by starting with

the momentum per volume, ρu. Project this onto an arbitrary unit direction

n̂ and integrate over the volume of the fluid element:

p · n̂ =

∫

V

ρu · n̂dV (2.22)

Now apply Newton’s Second Law (F = Dp

Dt
) to the fluid element. The

Lagrangian time derivative is used here because the net force on the fluid

element itself is being considered. Hence, the net force on a fluid element is

given by the Lagrangian time derivative of equation (2.22):

F · n̂ =
D (p · n̂)

Dt
=

D

Dt

∫

V

ρu · n̂dV. (2.23)

Finally, Fg is the last piece of equation (2.20) that needs to be rewritten

in terms of a volume integral over a fluid element. Fg is merely the gravita-

tional force per volume integrated over the volume of the fluid element, where

the gravitational force per volume is the fluid density ρ times the gravitational
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acceleration g projected onto an arbitrary direction n̂:

Fg · n̂ =

∫

V

ρg · n̂dV (2.24)

Collecting the integral for F ·n̂ as given by Newton’s Second Law (2.23),

the pressure force FP · n̂ (2.21), and the gravitational force Fg · n̂ (2.24), and

substituting these into the force equation (2.20) gives

D

Dt

∫

V

ρu · n̂dV = −
∫

V

n̂ · ∇PdV +

∫

V

ρg · n̂dV. (2.25)

Equation (2.25) is an expression of Newton’s Second Law, since any

changes in momentum (i.e., the left-hand side) must be accounted for by ex-

ternal forces (i.e., the right-hand side).

Moving the derivative on the left-hand side of (2.25) inside the integral

and evaluating the integrand yields

D

Dt
(ρu · n̂dV ) =

D

Dt
(ρdV )u · n̂ + ρdV

Du

Dt
· n̂. (2.26)

The first term on the right-hand side above must be zero since mass is

conserved; that is, D
Dt

(ρdV ) = 0 for an arbitrary volume element dV . This

leaves

D

Dt
(ρu · n̂dV ) = ρ

Du

Dt
· n̂dV. (2.27)

Substituting (2.27) into (2.25) gives a simplified momentum equation:

∫

V

ρ
Du

Dt
· n̂dV = −

∫

V

∇P · n̂dV +

∫

V

ρg · n̂dV (2.28)

=

∫

V

(−∇P + ρg) · n̂dV. (2.29)

All of the integrals above are evaluated over an arbitrary volume V and

therefore the integrand on the left-hand side must equal the integrand on the
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right-hand side. Taking this equality and canceling the common factor of n̂,

which was arbitrary to begin with, results in:

ρ
Du

Dt
= −∇P + ρg. (2.30)

Equation (2.30) is the momentum equation in Lagrangian coordinates.

To convert to Eulerian coordinates, it is a simple matter of using (2.11)

to replace the Lagrangian derivative with an Eulerian derivative:

ρ
Du

Dt
= −∇P + ρg (2.31)

ρ

(

∂u

∂t
+ u · ∇u

)

= −∇P + ρg (2.32)

∂u

∂t
+ u · ∇u = −1

ρ
∇P + g. (2.33)

Equation (2.33) is the inviscid momentum equation in Eulerian coor-

dinates. This equation is sometimes called the Euler equation. The Euler

equation can be rewritten in index notation as

ρui
,t = −ρujui

,j − δijP,j + ρgi. (2.34)

2.3.1 The Stress Tensor

Conservation of momentum can be expressed in “conservative” form by writing

it in terms of momentum density ρui (momentum per volume). Computing

the Eulerian rate of change of momentum density gives:

(

ρui
)

,t
= ρ,tu

i + ρui
,t (2.35)

= −
(

ρuj
)

,j
ui + ρui

,t (2.36)

= −
(

ρuj
)

,j
ui − ρujui

,j − δijP,j + ρgi. (2.37)

The continuity equation (2.15) was substituted in the second line above

and the momentum equation (2.34) was substituted in the third line. Grouping
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terms using an inverse product rule and then factoring out a partial derivative

results in:

(

ρui
)

,t
= −

(

ρuj
)

,j
ui − ρujui

,j − δijP,j + ρgi (2.38)

= −
(

ρuiuj
)

,j
− δijP,j + ρgi (2.39)

= −
(

ρuiuj + δijP
)

,j
+ ρgi. (2.40)

Note that ρuiuj has the same units as pressure (energy per volume)

and this quantity is sometimes called the “ram pressure.” Therefore, the en-

tire quantity in parentheses on the right-hand side has units of energy per

volume and is called the stress tensor. The stress tensor, hereafter denoted

σij , consists of ram pressure due to bulk motion (ρuiuj) plus pressure due to

thermal motions (δijP ).

The stress tensor has the following physical interpretation: the (i, j)-

component of the stress tensor is the stress (force per area) exerted in the

xi-direction on a surface with a normal in the xj-direction. For example, the

(x, y)-component is the stress in the x-direction exerted on a surface with a

normal in the y-direction. This physical interpretation can be seen by consid-

ering the ρuiuj term. ρui is the momentum (in the i-direction) per volume.

Multiplying this by uj gives the flux in the j-direction of the i-momentum.

Because of the presence of a Kronecker delta in the term for pressure due

to thermal motions (i.e., the δijP term), this pressure is diagonal in the stress

tensor. Using the physical interpretation of the stress tensor as described

above, this means that the pressure is always applied perpendicular to any

surface in the fluid. This is the expected behavior since random motions

should have no preferred direction and therefore must be isotropic.

Rewriting the last equation in terms of the stress tensor gives:

(

ρui
)

,t
= −σij

,j + ρgi (2.41)

where σij = ρuiuj + δijP. (2.42)
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Equation (2.41) is the momentum equation in conservative form and

(2.42) is the definition of the stress tensor. Equation (2.41) states that the

(Eulerian) time rate of change of the momentum density is equal to the force

(per volume) due to gravity minus the divergence of the stress tensor.

2.3.2 Viscosity and the Viscous Stress Tensor

Informally, viscosity is the internal friction of a fluid. More specifically, viscos-

ity is a fluid element’s resistance to changes in shape (i.e., shearing) or changes

in volume as a result of some mechanism that transfers momentum between

adjacent fluid elements. Shear viscosity is the transfer of momentum due to

shearing motion between adjacent fluid elements; that is, by the “rubbing” of

fluid elements moving past each other on parallel paths at different speeds.

Bulk viscosity is the transfer of momentum due to one fluid element expanding

into the volume of an adjacent fluid element.

In its simplest interpretation, the viscous stress is proportional to the

velocity difference between adjacent fluid elements. Take the velocity of the

fluid in a given element as u and the velocity of the fluid in a neighboring

element as u∗. The velocity u∗ may be approximated in a Taylor series to

first order as u∗ = u+∇u · δl, where δl is the spacing between fluid elements.

This approximation is fair as long as |δl| is small (i.e.,
∣

∣

∇u

u
· δl
∣

∣

2 ≪ 1). Then

the difference in fluid velocity between two adjacent elements is simply ∆u =

u∗ − u = ∇u · δl. From this argument one can conclude that, in its simplest

interpretation, the viscous stress is proportional to the gradient of the fluid

flow velocity, ∇u. This model of viscosity is called “linear viscosity” [42].

Since viscosity involves a transfer of momentum, and because the stress

tensor expresses the momentum flux (as discussed earlier), it is relatively

straightforward to include the effects of viscosity in the conservation of mo-

mentum equation (2.41) that has been written in terms of the stress tensor.

This is accomplished by writing a “viscous stress tensor” σ̃ij and adding it to

the stress tensor σij given in equation (2.42).
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To find the form of the viscous stress tensor, recall that the viscous

stress is proportional to the gradient of the fluid flow velocity. An additional

requirement will now be added, which is that the viscous stress must be sym-

metric: σ̃ij = σ̃ji. The reason for this requirement can be seen by recalling

that the (i, j) stress is the force (per area) in the i-direction on a surface with

a normal in the j-direction. By requiring this to equal the force (per area)

in the j-direction on a surface with a normal in the i-direction, this effec-

tively ensures there are no viscous torques on individual fluid elements. This

requirement is justified since the angular acceleration α ∝ τ/I, where τ is

the torque (τ ∼ FR) and I is the rotational inertia (I ∼ MR2). The force

F ∼ PA ∼ PR2, where P is the pressure. And the mass of a fluid element

M ∼ ρV ∼ ρR3. Therefore the angular acceleration α ∼ PρR−2 which goes

to infinity in the limit where the fluid element is taken to be arbitrarily small

(R → 0). So by enforcing symmetry of the viscous torques this eliminates the

possibility of recovering an arbitrarily high angular acceleration on arbitrarily

small fluid elements.

The most general form of σ̃ij that satisfies these two requirements (i.e.,

it is proportional to the gradient of the flow velocity and symmetric) is:

σ̃ij ∝ (ui
,j + uj

,i) (2.43)

where the constant of proportionality would have the necessary units of force×
time/area.

The viscous stress tensor in (2.43) is commonly divided into its shear

and bulk components. To do this, consider the trace of (2.43):

σ̃i
i ∝ ui

,i = ∇ · u, (2.44)

which represents compression or expansion. Therefore, the trace of σ̃ij is the

bulk component of the viscosity and the remaining traceless part of σ̃ij is the

shear component of the viscosity. Separating the trace and traceless parts of

the viscous stress tensor and introducing a constant of proportionality for each
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gives

σ̃ij = η

(

ui
,j + uj

,i −
2

3
δijuk

,k

)

+ ζδijuk
,k. (2.45)

η is called the coefficient of shear viscosity and ζ is called the coefficient of

bulk viscosity. Now, viscosity can be introduced into the momentum equation

(2.41) by adding the viscous stress tensor (2.45) to the stress tensor (2.42).

2.4 Gravity

In section 2.3, the gravitational acceleration g was introduced during the

derivation of the equation for momentum conversation. This section discusses

the calculation of g.

By definition, a conservative force is one in which the work done around

a loop is zero:

∮

F · dl = 0. (2.46)

Applying Stoke’s Theorem to the preceding equation gives

0 =

∮

F · dl =

∫

S

∇× FdS. (2.47)

Therefore, a conservative force is also irrotational since ∇×F = 0. And since

the curl of a gradient is always zero, then an irrotational force F can be written

as the gradient of some scalar function. Gravity is a conservative force, and

therefore the gravitational force per mass (i.e., gravitational acceleration) can

be written as the gradient of the gravitational potential Φ:

g = −∇Φ, (2.48)

where the negative sign is introduced to insure that the force acts in the

direction of diminishing potential. Therefore, the problem of finding the three
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components of g has been reduced to finding the scalar function Φ.

For a point mass m at a position x′, the gravitational potential is given

by:

Φ(x) = − Gm

|x − x′| . (2.49)

The gravitational potential of a collection of masses {mi} at positions {xi}
is the sum of the gravitational potentials {Φi(x)} of the masses. Therefore,

given a collection of point masses, Φ(x) can be found from equation (2.49):

Φ(x) = −
∑

i

Gmi

|x − xi|
. (2.50)

For a continuous distribution of mass, it is useful to invoke Guass’s Law

for gravity (see [13] for a derivation):

∫

S

g · dS = −4πGM, (2.51)

where M is the total mass contained within a Gaussian surface S. Using the

Divergence Theorem on the left-hand side of Gauss’s Law gives:

∫

S

g · dS =

∫

V

∇ · gdV (2.52)

Alternatively, one can consider a collection of point masses {mi} and

apply Gauss’s Law (2.51):

∫

S

g · dS = −4πG
∑

i

mi. (2.53)

In the continuum limit, the right-hand side above can be written as an integral:

∫

S

g · dS = −4πG

∫

V

ρdV. (2.54)
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Equations (2.52) and (2.54) have the same left-hand sides. Therefore, the right-

hand sides of each equation must be equal. These are both volume integrals

over arbitrary volumes, and so their integrands must be equal:

∇ · g = −4πGρ. (2.55)

Substituting g = −∇Φ in the preceding equation gives

∇2Φ = 4πGρ. (2.56)

Equation (2.56) is Poisson’s equation for the gravitational field. Given a

mass density field ρ(x), equation (2.56) can be solved to find the gravitational

potential Φ(x).

In summary, the gravitational potential of a discrete collection of point

masses can be found using equation (2.50). Or, the gravitational potential of

a continuous mass distribution can be found using equation (2.56).

2.5 Thermodynamics

Given the microscopic Hamiltonian for a system of particles, the density of

states can be constructed and the entropy S computed by taking the loga-

rithm of the density of states (up to an added constant). From the entropy,

a complete set of macroscopic variables can be constructed. In general, the

entropy is a function of the total internal energy ε (i.e., the random thermal

energy of the constituent particles), volume V , and number of particles N in

the system: S = S(ε, V, N). In principle, the function S can be inverted to

give ε = ε(S, V, N).

Internal energy ε = ε(S, V, N) is one example of a thermodynamic po-

tential from which all thermodynamic quantities can be computed. Other

thermodynamic quantities include the pressure P and temperature T . In fact,

there are just three independent thermodynamic variables, one of which is the

number of particles N and the other two of which can be chosen from volume
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V , pressure P , temperature T , and entropy S (see Padmanabhan [62] section

5.6 for a proof of this statement). If S is instead the thermodynamic potential,

ε takes its place as one of the thermodynamic variables.

Depending on which set of independent variables is chosen, a different

thermodynamic potential exists from which the thermodynamic quantities can

be computed. For instance, if the variables N , V , and S are chosen, the

thermodynamic potential is total internal energy ε. If N , V , and T are chosen

as variables, the thermodynamic potential is the free energy F defined by F ≡
ε−TS. If N , P , and S are chosen, the thermodynamic potential is the enthalpy

H defined by H ≡ ε+PV . And if N , P , and T are chosen, the thermodyanmic

potential is the Gibbs free energy G defined by G ≡ ε + PV − TS.

Unless otherwise stated, the number of particles N will hereafter be

treated as a constant rather than a variable. For instance, ε = ε(S, V ) or

S = (ε, V ). Thus, taking the differential of ε(S, V ) gives

dε =
∂ε

∂S
dS +

∂ε

∂V
dV, (2.57)

By defining pressure P ≡ − ∂ε
∂V

and temperature T ≡ − ∂ε
∂S

, the above

equation becomes

dε = TdS − PdV, (2.58)

the First Law of Thermodynamics. By the Carnot-Clausius relation [17]:

TdS = dQ, (2.59)

where dQ is the heat absorbed by the fluid element. Therefore (2.58) states

that the change in internal energy dε of a fluid is equal to the heat dQ ab-

sorbed by the fluid minus the work PdV done by the fluid on its surroundings.

Hence, the First Law of Thermodynamics is a statement of the principle of

conservation of energy.

26



2.5.1 Heat Capacity

Another useful quantity is the heat capacity which gives a relationship between

the heat absorbed by a system and the temperature change in the system. The

heat capacity is therefore defined by:

C ≡ ∂Q

∂T
(2.60)

Equation (2.60) can be rewritten as dQ = CdT which, when combined

with the Carnot-Clausius relation dQ = TdS, gives

dS =
CdT

T
. (2.61)

Using entropy as the thermodynamic potential, dS above can be ex-

pressed in terms of any desired independent thermodynamic variables. For

instance, by choosing T and V as the independent variables, dS can be ex-

pressed in terms of dT and dV , and equation (2.61) becomes:

(

∂S

∂T

)

V

dT +

(

∂S

∂V

)

T

dV =
CdT

T
, (2.62)

where the partial derivatives have subscripts that make it explicit which vari-

able is being held constant. Now taking volume V to be constant by setting

dV = 0, the previous equation yields

CV = T

(

∂S

∂T

)

V

, (2.63)

where again a subscript V has been included on the heat capacity C to make

it explicit that the volume is being held constant. Equation (2.63) is an ex-

pression for the heat capacity at constant volume.

A similar process will yield the heat capacity at constant pressure by

again using S as the potential but instead choosing T and P as the independent
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variables. Then dS is

dS =

(

∂S

∂T

)

P

dT +

(

∂S

∂P

)

T

dP =
CdT

T
, (2.64)

and holding pressure P constant by setting dP = 0 yields

CP = T

(

∂S

∂T

)

P

. (2.65)

Equation (2.65) is an expression for the heat capacity at constant pres-

sure.

Recall that CV was found by using T and V as independent variables,

whereas CP was found by using T and P as independent variables. A relation-

ship between CP and CV can therefore be derived by implementing a change

of variables (T, V ) → (T, P ) and then substituting the equations found above

for CV and CP .

First, change variables from (T, V ) → (T, P ) by writing V in terms of

(T, P ):

dV =

(

∂V

∂T

)

P

dT +

(

∂V

∂P

)

T

dP. (2.66)

Now substitute this expression into (2.62) and regroup terms by com-

mon differentials:

CdT

T
=

(

∂S

∂T

)

V

dT +

(

∂S

∂V

)

T

((

∂V

∂T

)

P

dT +

(

∂V

∂P

)

T

dP

)

(2.67)

=

((

∂S

∂T

)

V

+

(

∂S

∂V

)

T

(

∂V

∂T

)

P

)

dT

+

(

∂S

∂V

)

T

(

∂V

∂P

)

T

dP. (2.68)

28



Holding P constant in the above equation gives an expression for CP :

CP = T

((

∂S

∂T

)

V

+

(

∂S

∂V

)

T

(

∂V

∂T

)

P

)

(2.69)

= CV + T

(

∂S

∂V

)

T

(

∂V

∂T

)

P

, (2.70)

where the expression (2.63) for CV was substituted in the second line. There-

fore,

CP − CV = T

(

∂S

∂V

)

T

(

∂V

∂T

)

P

(2.71)

= T

(

∂P

∂T

)

V

(

∂V

∂T

)

P

, (2.72)

where one of Maxwell’s thermodynamic relations (∂S/∂V )T = (∂P/∂T )V was

substituted in the second line. Equation (2.72) gives a useful arithmetic rela-

tionship between CP and CV .

Dividing both sides of equation (2.72) by CV gives one more relation

which will be useful in section 2.7:

CP

CV
− 1 =

T

CV

(

∂P

∂T

)

V

(

∂V

∂T

)

P

, (2.73)

2.6 Energy Equation

In the previous section, the internal energy ε was introduced. The next issue

to address is the way in which the internal energy evolves in time. It will prove

useful to analyze the evolution not of the internal energy but of the specific

internal energy U , or internal energy per unit mass:

U ≡ ε

m
. (2.74)

The topic of specific internal energy will be returned to in section 2.7.2.

To see how the specific internal energy evolves, begin with the First
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Law of Thermodynamics (2.58) and divide through by the particle mass m to

obtain the “specific” version of the First Law:

dU =
TdS

m
− PdV

m
=

dQ

m
− PdV

m
. (2.75)

In the second equality, the Carnot-Clausius relation (2.59) was used. Each

term in the preceding equation is now in units of energy per mass. Because the

goal is to track the energy changes within a single fluid element, the above dif-

ferentials are taken in the “Lagrangian sense”; that is, they follow the changes

within a fluid element as it moves about the domain volume. These differen-

tials can be made into Lagrangian derivatives by dividing each differential by

Dt:

DU

Dt
=

1

m

(

DQ

Dt
− P

DV

Dt

)

. (2.76)

Utilizing the fact that V = m/ρ gives:

DU

Dt
=

1

m

DQ

Dt
− P

D

Dt

(

1

ρ

)

(2.77)

=
1

m

DQ

Dt
+

P

ρ2

Dρ

Dt
(2.78)

= q̇ +
P

ρ2

Dρ

Dt
(2.79)

In the last line q̇ was introduced as an abbreviation for the Lagrangian time

rate of transfer of heat into (or out of) the fluid element per unit mass.

Equation (2.79) is the evolution equation for the specific internal energy

in Lagrangian coordinates. An alternative form can be written by using the

Lagrangian continuity equation (2.19) to substitute for the Dρ/Dt on the

right-hand side, giving:

DU

Dt
= q̇ − P

ρ
∇ · u. (2.80)
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Now the Eulerian evolution equation for internal energy can be recov-

ered in the usual way by using (2.11) to replace the Lagrangian time derivative

on the left-hand side of (2.80) with an Eulerian time derivative:

∂U

∂t
+ u · ∇U = q̇ − P

ρ
∇ · u. (2.81)

2.7 Equation of State

So far, the equations of astrophysical dynamics involve a total of seven vari-

ables: the fluid density ρ, the three components of the flow velocity u, the

fluid pressure P , the specific internal energy U , and the gravitational poten-

tial Φ. Six equations in these variables have been derived so far: the continuity

equation (2.14), three momentum equations (2.33), the energy equation (2.81),

and Poisson’s equation (2.56). Therefore, this is as yet an underdetermined

system of equations. What is needed in order to close this system is one more

equation that relates ρ and P . Such an equation is called the equation of state.

2.7.1 Ideal Gas

One example of an equation of state is the ideal gas law:

P =
N

V
kBT, (2.82)

where N , V , and T are respectively the number of particles, volume, and

temperature as discussed in section 2.5, and kB is Boltzmann’s constant which

converts between units of temperature and units of energy.

Mass density can be substituted into this equation using N/V = ρ/m̄,

where m̄ is the average mass per particle.

Making these substitutions gives the ideal gas law in the following form:

P =
kB

m̄
ρT. (2.83)
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It is now apparent that (2.83) is an equation of state since it provides

a relationship between P and ρ. However, it also introduces a new variable

T . This new quantity will be related to the internal energy ε in section 2.7.2

using thermodynamics, and therefore the system of equations will once again

be closed.

Before continuing with the ideal gas law as the equation of state, it

is worth assessing the ideal gas law as a model for astrophysical fluids. The

majority of the fluid in the universe is found within stars, the interstellar

medium (ISM), and the intergalactic medium (IGM). The focus of this study

is on the ISM and IGM in particular, since these are the gases that will typically

be accreting onto an astronomical object.

The Hamiltonian of a classical ideal gas is given only by the sum of the

kinetic energies of the constituent particles and therefore the interactions be-

tween gas particles (other than inter-particle collisions) are assumed negligible

[33]. Therefore the ideal gas equation is appropriate for astrophysical gases

that are warm enough such that the total energy is dominated by particle

kinetic energies and/or dilute enough that inter-particle interactions are neg-

ligible. Referring back to table 2.1, it is apparent that all of the ISM and IGM

gases are many orders of magnitude more dilute than terrestrial gases, and

many are far hotter, meaning inter-particle potential energies are very weak

compared to mean kinetic energies. Therefore the ideal gas law is accepted as

a model for these gases.

Heat Capacity of an Ideal Gas

By the ideal gas assumption, interparticle forces are weak and therefore the

internal energy ε will be dominated by kinetic energy rather than potential

energy. As temperature is a measure of the average kinetic energy of particles,

the ideal gas assumption allows ε to be written as only a function of the

temperature T . Therefore ε = ε(T ) and the total differential dε is simply given

by dε = dε
dT

dT . Making this substitution in the First Law of Thermodynamics
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(2.58) yields

dε

dT
dT = dQ − PdV. (2.84)

Dividing through by dT and assuming the volume is fixed (i.e., dV = 0)

gives

(

dε

dT

)

V

=

(

∂Q

∂T

)

V

. (2.85)

Comparing this equation with the definition of C in equation (2.60), it

is apparent that, for an ideal gas:

CV =

(

dε

dT

)

V

. (2.86)

Equation (2.86) gives the heat capacity of an ideal gas at constant

volume.

Another useful quantity to compute for an ideal gas is the difference in

heat capacities CP −CV . Equation (2.72) gives the formula for this difference.

The derivatives in the right-hand side of (2.72) may now be computed by using

the ideal gas law given by (2.82). This results in:

(

∂P

∂T

)

V

=
N

V
kB (2.87)

(

∂V

∂T

)

P

=
N

P
kB =

V

T
, (2.88)

where in the last equality (2.82) was substitued back in for P .

Substituting (2.87) and (2.88) into (2.72) results in

CP − CV = NkB, (2.89)

which gives a simple arithmetic relationship for the heat capacities of an ideal

gas.
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2.7.2 Adiabatic Ideal Gas

An adiabatic process is one in which the entropy is constant for a fluid element

as it moves along a streamline. Therefore, under an adiabatic assumption,

sources of entropy such as viscosity and thermal conduction are considered

negligible or nonexistent.

An isentropic process is one in which the entropy is constant throughout

the fluid. An isentropic process is therefore one in which all streamlines have

the same constant entropy [25] [42]. An isentropic process is also an adiabatic

process although the reverse implication doesn’t necessarily hold.

When writing formulas for an adiabatic gas, it will be convenient to

define an adiabatic index γ as:

γ ≡
(

∂ ln P

∂ ln ρ

)

S

. (2.90)

As expected for an adiabatic process, the entropy S is held constant in the

above definition. As shown by Bisnovatyi-Kogan [5], γ can also be calculated

as

γ =
CP

CV

(

∂ ln P

∂ ln ρ

)

T

. (2.91)

For an ideal gas obeying equation (2.83), P ∝ ρT . In the derivative

in (2.91), T is held constant and therefore P ∝ ρ, in which case the above

derivative evaluates to 1. Expression (2.91) then evaluates to:

γ =
CP

CV
. (2.92)

Therefore, for an ideal gas the adiabatic index is given as the ratio of the heat

capacities.

Now the equation of state for an adiabatic ideal gas will be derived.

As an initial remark, the equation of state for an adiabatic ideal gas can be

recovered from the definition of γ already given in (2.90). By separating the
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variables P and ρ and integrating, one finds that (2.90) is equivalent to

P = A(S)ργ , (2.93)

where A(S) is a constant of integration that depends on the constant entropy.

This is the adiabatic gas law. However, a derivation is presented here which

shows explicitly that the above equation follows from the assumption of an

ideal gas in adiabatic conditions. In what follows, (2.92) is taken as the value

of γ and is used in the derivation.

Recalling the formula for the heat capacity of an ideal gas at constant

volume (2.86) and using it to write dε = CV dT , the First Law of Thermody-

namics (2.58) can be written CV dT = TdS − PdV and therefore

dT =
1

CV
(TdS − PdV ) . (2.94)

Taking the differential of the ideal gas law (2.82) gives

PdV + V dP = NkBdT (2.95)

= (CP − CV ) dT, (2.96)

where relation (2.89) was substituted in the second line.

Solving (2.96) for dT and equating it to the expression for dT from the

First Law of Thermodynamics as given in (2.94) results in:

1

CV

(TdS − PdV ) =
PdV + V dP

CP − CV

. (2.97)

Dividing through by P and V and grouping terms by dV , dP , and dS

gives

(

CV

CP − CV
+ 1

)

dV

V
+

CV

CP − CV

dP

P
=

T

PV
dS. (2.98)

Using (2.82) and (2.89) gives PV = NkBT = (CP − CV )T and there-
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fore the right-hand side above becomes dS/ (CP − CV ). Now multiplying

through by (CP − CV )/CV and employing the expression for γ of an ideal

gas (2.92) gives:

γ
dV

V
+

dP

P
=

dS

CV
. (2.99)

The above equation may be integrated to yield

V γP = K exp

(

S

CV

)

, (2.100)

where K is a constant of integration. The left-hand side can be rewritten since

V ∝ ρ−1 and therefore V γ ∝ ρ−γ :

P

ργ
= K exp

(

S

CV

)

, (2.101)

where K is now some new constant of proportionality which also involves the

total fluid mass. Notice that the right-hand side is solely a function of entropy

S (taking CV to be a constant of the fluid, which is valid only when the gas

has a constant number of degrees of freedom, for instance, in the absence

of ionizing radiation). The right-hand side will be written A(S) and will be

referred to as the entropic function since it is a function of entropy alone. The

ideal gas equation of state can now be written in this new form:

P = A(S)ργ . (2.102)

Recall that for an adiabatic process, the entropy S is constant along

streamlines and for an isentropic process the entropy is constant everywhere.

Therefore, in this cases the entropic function A(S) is constant and the equation

(2.102) is an expression of the adiabatic gas law:

P ∝ ργ, (2.103)

or, P ∝ V −γ . (2.104)
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Equation (2.103) is also sometimes called the barotropic equation of

state, since a fluid that obeys P = P (ρ) is called barotropic.

Numerous other forms of the adiabatic gas law (2.103) can be written

by employing the relationship between thermodynamic variables given by the

ideal gas law in (2.82). For instance, taking (2.104) and substituing it into

(2.82) yields V 1−γ ∝ NkBT , or

V ∝ T
1

1−γ . (2.105)

And, using ρ ∝ V −1 in (2.105) gives

ρ ∝ T
1

γ−1 . (2.106)

Specific Internal Energy

The adiabatic gas law in (2.102) was derived from the ideal gas law. The ideal

gas law may be again used to derive an equation for for the specific internal

energy, or total internal energy divided by total mass, of an adiabatic gas.

Equation (2.73) for an ideal gas forms a convenient starting place to

derive the specific internal energy of an adiabatic gas. Equation (2.73) can

first be simplified somewhat by introducing the adiabatic index of an ideal gas

given in (2.92) and then solving for CV to obtain:

CV =
T

γ − 1

(

∂P

∂T

)

V

(

∂V

∂T

)

P

. (2.107)

Now two different expressions for the heat capacity of an ideal gas

at constant volume have been derived: equation (2.107) above and equation

(2.86) from section (2.7.1). Equating these two expressions gives:

(

dε

dT

)

V

=
T

γ − 1

(

∂P

∂T

)

V

(

∂V

∂T

)

P

. (2.108)

The derivatives in the right-hand side above were already computed in
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section (2.7.1) and are given in equations (2.87) and (2.88). Plugging these

results into (2.108) gives

(

dε

dT

)

V

=
T

γ − 1

N

V

V

T
kB =

NkB

γ − 1
. (2.109)

The above equation may be readily integrated to give the internal energy

in terms of temperature:

ε =
NkBT

γ − 1
. (2.110)

The previous equation is another way of writing the equipartition theo-

rem from statistical mechanics [33]:

ε =
D

2
NkBT, (2.111)

where D is the number of degrees of freedom for a constituent particle of the

gas. By comparing equations (2.110) and (2.111), a formula that relates γ and

D may be obtained, which is that

γ =
D + 2

D
. (2.112)

For instance, a monatomic gas has three translational degrees of free-

dom (D = 3) and therefore by equation (2.112) a monotonic gas has γ = 5/3.

A diatomic gas has three translational degrees of freedom plus two rotational

degrees of freedom (rotation about the axis joining the atoms is not a signif-

icant component of the total rotational energy) plus one vibrational degree

of freedom (along the axis joining the atoms), giving D = 6. Therefore, a

diatomic gas has γ = 4/3. For a cold diatomic gas, the vibrational degree of

freedom is not significant and therefore D = 5 and so γ = 7/5 = 1.4. There-

fore, the nature of the constituent particles of a gas can modify γ which in

turn is reflected in the adiabatic equation of state (2.102) derived in section

2.7.2.
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Another important consequence of equation (2.112) is that it gives

bounds on the possible values of γ. As the degrees of freedom D → ∞,

γ → 1. In the opposite limit, the degrees of freedom D → 3 since a particle

of an ideal gas always has at least three degrees of freedom. In that limit,

γ → 5/3. Therefore, 1 ≤ γ ≤ 5/3.

The specific internal energy is the total internal energy divided by the

total mass. Taking the total mass to be Nm̄, the specific internal energy U is

U =
ǫ

Nm̄
=

kBT

m̄ (γ − 1)
, (2.113)

where equation (2.110) was used in the second equality. Equation (2.113) is

an expression for the specific internal energy of an adiabatic ideal gas.

It will also prove useful to express the pressure of an adiabatic gas – as

given by the ideal gas equation of state (2.83) – in terms of the specific internal

energy U instead of the temperature T . Solving (2.113) for T in terms of U

and substituting this result for T into (2.83) gives:

P = (γ − 1) ρU. (2.114)

Equation (2.114) gives the pressure of an adiabatic gas in terms of its

density and specific internal energy. Since γ is dimensionless, ρ is mass per

volume, and U is energy per mass, then the product of these is energy per

volume, which are the units of pressure P .

The specific internal energy can also be written in terms of the entropic

function A(S). Using the form of the ideal gas law in (2.114) and equating it

with the adiabatic gas law (2.102), gives:

P = A(S)ργ = (γ − 1) ρU. (2.115)
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Solving the above equation for U gives:

U =
A(S)ργ−1

γ − 1
. (2.116)

2.7.3 Isothermal Gas

Returning to the ideal gas law (2.82) and considering an isothermal gas in

which T is constant, the gas law reduces to P ∝ ρ. Comparing this to (2.103),

it is apparent that an isothermal gas obeys the adiabatic gas law only when

γ = 1.

Some of the above equations become singular as γ → 1, for instance

equations (2.113) and (2.116) for the specific internal energy. Also, equation

(2.114) gives zero pressure when γ = 1. These problems arise because isother-

mal processes will typically involve sources or sinks of heat in order to main-

tain constant temperature, and this heat exchange invalidates the adiabatic

assumption that was used in deriving these equations.

2.8 Sound Waves

The rate at which disturbances propagate through a fluid, called the sound

speed, is an important quantity of interest in astrophysics because it sets a

velocity scale around which fluid behaviors change. Supersonic flows behave

differently than subsonic flows, for instance, and this will become relevant in

chapter 3 when discussing matter that is falling onto a black hole. In this

section, sound waves will be shown to exist and thereby a formula will be

obtained for the sound speed of a barotropic fluid.

Consider a uniform fluid at rest in equilibrium. A “uniform” medium

is here defined as one in which all fluid quantities X are uniform in space:

∇X = 0. The uniform value of a quantity X will be denoted X0. Since the

fluid is at rest, then the flow velocity u0 = 0. And because it is in equilibrium,

then Eulerian time derivaties are 0 (i.e., ∂
∂t

= 0).
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At some point P in the fluid, perturb the quantity X by an amount

δX. Using the popular convention, δ will denote Eulerian perturbations and

∆ will denote Lagrangian perturbations. The two types of perturbations can

be related as follows: the Eulerian perturbation at a point P is equal to the

Lagrangian perturbation of the fluid element at P corrected by subtracting

the effect of an adjacent unperturbed fluid element moving to point P due to

fluid displacement. If the displacement vector is ξ, then this may be written

as [13]

δX = ∆X − ξ · ∇X. (2.117)

However, in the case of a uniform unperturbed fluid, ∇X = 0 and

therefore δX = ∆X.

Now, perturb the density, pressure, and velocity according to

ρ = ρ0 + δρ (2.118)

P = P0 + δP (2.119)

u = u0 + δu = δu, (2.120)

where the fact that the fluid begins at rest (u0 = 0) was used in the last line.

Substitute these into the continuity equation in Eulerian coordinates (2.14)

and neglect terms that are second order in the perturbations:

∂δρ

∂t
+ ∇ · [(ρ0 + δρ) (δu)] = 0 (2.121)

∂δρ

∂t
+ ρ0∇ · δu = 0. (2.122)

Now also substitute the perturbed fluid quantities into the momentum

equation in Eulerian coordinates (2.33):

∂δu

∂t
+ (δu) · ∇ (δu) =

−1

ρ0 + δρ
∇ (P0 + δP ) . (2.123)
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The second term on the left-hand side is second order in the perturba-

tions and will be dropped. On the right-hand side, ∇P0 = 0 by definition.

Expanding (ρ0 + δρ)−1 in a Taylor series around ρ0 gives ρ−1
0 +O(δρ). Making

these changes in the previous equation and dropping terms that are second

order in the perturbations:

∂δu

∂t
= −

(

1

ρ0
+ O (δρ)

)

∇δP (2.124)

=
−1

ρ0

∇δP. (2.125)

It is now assumed that the fluid is barotropic such that P = P (ρ)

and therefore δP = ∂P
∂ρ

δρ. Note that this means equation (2.103) was used

to determine a relationship between P and ρ, which implicitly assumed that

the entropy S is constant along streamlines (see section 2.7.2). Making this

substitution yields the perturbed momentum equation:

∂δu

∂t
+

∂P

∂ρ

∇δρ

ρ0

= 0. (2.126)

Equations (2.122) and (2.126) can be combined in order to eliminate

δu and obtain an evolution equation for the density perturbation δρ. Taking

the Eulerian time derivative of (2.122) and the divergence of (2.126) times ρ0

gives, respectively:

∂2δρ

∂t2
+ ρ0∇ · ∂δu

∂t
= 0, (2.127)

∂P

∂ρ
∇2δρ + ρ0∇ · ∂δu

∂t
= 0. (2.128)

Subtract these two equations to get:

∂2δρ

∂t2
− ∂P

∂ρ
∇2δρ = 0. (2.129)

Equation (2.129) is the familiar partial differential equation for wave
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propagation. Therefore, a perturbation to the density will propagate through

the medium as a wave, and this is a sound wave. The above process can be

repeated to derive a similar result for the other perturbed quantities.

By inspection of (2.129), the speed of sound squared is:

a2 =

(

∂P

∂ρ

)

S

, (2.130)

where the subscript is an explicit reminder that the entropy S was taken as

constant at one step in the derivation. Equation (2.130) is the formula for the

sound speed in a barotropic fluid.

2.8.1 Sound Speed in an Adiabatic Gas

It is now a straightforward matter to apply (2.130) to the adiabatic equation

of state given in section 2.7.2. Since the equation of state (2.103) is:

P = Kργ ,

then by (2.130) the sound speed squared for an adiabatic gas is:

a2 = γKρ(γ−1) =
γP

ρ
. (2.131)

The ideal gas equation in the form of (2.83) (stated in terms of density

ρ) can be substituted into the sound speed equation (2.131) above to obtain

an equation for the sound speed squared in terms of just the temperature and

a few constants:

a2 =
γkB

m̄
T (2.132)

Similarly, the sound speed can be related to the specific internal energy,

U . Since P has already been written in terms of U in equation (2.114), then
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this result can be substituted into equation (2.131) to obtain:

a2 = γ (γ − 1)U. (2.133)

Finally, via another application of the adiabatic equation of state, the

sound speed can be related to the density. By substituting equation (2.103)

(P ∝ ργ) into the sound speed equation (2.131), the sound speed squared is

then related to density as:

a2 ∝ ργ−1. (2.134)

Often the values of flow variables are given at infinity (for instance,

in section 3.6.1). Solving for the constant of proportionality in the previous

equation by evaluating the flow variables at infinity gives the useful relation:

(

a

a∞

)2

=

(

ρ

ρ∞

)γ−1

, (2.135)

2.8.2 Mach Number

The sound speed a provides a useful velocity scale when studying astrophysical

gases. Therefore, a natural dimensionless velocity that will be used often is the

local bulk velocity |u| divided by the local sound speed a. This dimensionless

velocity is called the Mach number and is defined as follows:

M ≡ |u|
a

. (2.136)

2.9 Summary

In this chapter, a complete set of equations has been derived from fundamental

conservation principles and the ideal gas law. For ease of reference, these

equations and several other useful relations are summarized below.
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The continuity equation in Eulerian coordinates:

∂ρ

∂t
= −∇ · (ρu) , (2.14)

the equation of motion in Eulerian coordinates:

∂u

∂t
+ u · ∇u = −1

ρ
∇P + g, (2.33)

and the evolution of specific internal energy in Eulerian coordinates:

∂U

∂t
+ u · ∇U = q̇ − P

ρ
∇ · u. (2.81)

And the continuity equation in Lagrangian coordinates:

Dρ

Dt
= −ρ∇ · u, (2.19)

the equation of motion in Lagrangian coordinates:

ρ
Du

Dt
= −∇P + ρg, (2.30)

and the evolution of specific internal energy in Lagrangian coordinates:

DU

Dt
= q̇ +

P

ρ2

Dρ

Dt
(2.79)

The gravitational potential of a discrete set of point masses:

Ψ(x) = −
∑

i

Gmi

|x − xi|
, (2.50)

and Poisson’s equation for a continuous distribution of mass:

∇2Ψ = 4πGρ, (2.56)
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from which the gravitational acceleration is calculated by g = −∇Ψ.

The equation of state for an ideal adiabatic gas:

P = A(S)ργ, (2.102)

where γ for an ideal adiabatic gas is:

γ ≡ CP

CV
, (2.92)

and its relationship to the degrees of freedom D of constituent particles of the

gas is:

γ =
D + 2

D
. (2.112)

All of the remaining relationships are given for an ideal adiabatic gas

obeying equation of state (2.102).

The specific internal energy in terms of temperature (which is a form

of the equipartition of energy):

U =
kBT

m̄ (γ − 1)
, (2.113)

The specific internal energy in terms of density:

U =
A(S)ργ−1

γ − 1
. (2.116)

The relationship between pressure, density, and specific internal energy:

P = (γ − 1) ρU. (2.114)

The square of the sound speed in terms of pressure:

a2 =
γP

ρ
, (2.131)
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in terms of temperature:

a2 =
γkB

m̄
T, (2.132)

in terms of specific internal energy:

a2 = γ (γ − 1)U, (2.133)

and in terms of density:

(

a

a∞

)2

=

(

ρ

ρ∞

)γ−1

. (2.135)
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Chapter 3

Steady-state Spherical

Accretion

Accretion is the process by which matter is gravitationally captured and ab-

sorbed by an astronomical object. The “accretor” can vary in size, from a

planet accreting matter from a protoplanetary disk, to a star or compact ob-

ject (white dwarf, neutron star, or black hole) accreting matter from the in-

terstellar medium, to a supermassive black hole accreting matter in a galactic

nucleus.

Here the study of accretion will include describing the profile of the

gravitational infall (i.e., the shape of the gas flow velocity curve) as well as the

effects of accretion on the gas density, temperature, and internal energy. The

effects of radiation and magnetic fields will not be considered.

This chapter will focus on accretion onto a black hole. The black hole

will be modeled as a point mass with a “sink radius” that approximates the

presence of an event horizon. The volume inside the event horizon will be

treated as an excision region; once matter passes inside the event horizon,

it will be removed from the domain. Therefore the black hole is treated as

a “matter sink” or “sink particle” where the sink radius acts as a vacuum

boundary. The radius of the event horizon is given by the Schwarzschild radius
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(labeled rG for “gravitational radius”) [49]:

rG =
2GM

c2
(3.1)

General-relativistic effects in the vicinity of the black hole, such as time dila-

tion, frame-dragging, etc, will not be considered now.

Modeling a black hole in this way differentiates it from other accreting

objects like stars, planets, neutron stars, and white dwarfs, in that the “sink

radius” or “sink horizon” is a boundary across which matter can pass freely, as

opposed to the “hard boundary” of a star or planet where accreting matter is

decelerated due to pressure forces and forms a boundary layer and an outgoing

shock wave [25] [32].

The problem of accretion onto a black hole can be simplified by using a

number of assumptions. The flow will be assumed to have acheived a steady

state (i.e., Eulerian time derivatives vanish) and the accreting gas will have a

spherical symmetry (i.e., in spherical coordinates, all gas variables are inde-

pendent of θ and φ and depend solely on r). The accretor will be treated as a

point mass and the mass of the accretor will be assumed to be much greater

than the mass of the infalling gas, and therefore self-gravity of the infalling

gas will be ignored. The infalling gas will be an ideal fluid that obeys the ideal

gas law, the equations for which were derived in Chapter 2. Since the fluid is

ideal there are no viscous forces, and therefore the only forces acting on the

gas will be gas pressure and gravity. Hereafter, this scenario will be described

as “steady spherical hydrodynamic accretion.”

The analytical solution for steady spherical hydrodynamic accretion was

first worked out by Bondi [8] in 1952 and is therefore commonly called Bondi

accretion.

The fluid equations for mass (2.14) and momentum (2.33) form the

starting point for studying Bondi accretion. These equations will be simplified

using the assumptions of steady-state and spherical symmetry.
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3.1 Steady State Radial Fluid Equations

3.1.1 Continuity Equation

Begin with the continuity equation in Eulerian coordinates (2.14) and assume

steady-state by dropping the Eulerian time derivative. Then expand the di-

vergence using the product rule and rewrite the divergence and gradient in

spherical coordinates. These steps are as follows:

0 = ∇ · (ρu) (3.2)

= ρ (∇ · u) + u · ∇ρ (3.3)

= ρ

(

dur

dr
+

2

r
ur

)

+ ur
dρ

dr
. (3.4)

Multiplying this by 1/ρur gives:

0 =
1

ur

dur

dr
+

2

r
+

1

ρ

dρ

dr
(3.5)

Equation (3.5) is an expression of the steady-state, spherically symmet-

ric continuity equation.

Another useful relation can be obtained by first integrating the steady-

state continuity equation (∇ · (ρu) = 0) over the domain volume:

∫

∇ · (ρu) dV =

∫

ρu · r̂dA = 4πr2ρur = D, (3.6)

where the Divergence Theorem was employed in the first equality and ρ and

ur are taken as constant on a surface of constant r due to the assumption of

spherical symmetry. D is a constant of integration.

Inspecting (3.6) and noting that 4πr2 is the surface area of a sphere of

radius r and ρur is the mass flux per time (i.e., mass per area per time) in the

radial direction, it is apparent then that D must be the mass flow per time

through a spherical surface of radius r. Therefore, D will be rewritten as Ṁ .
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Furthermore, in the steady state, the mass of fluid entering an infinitesimal

volume must equal the mass of fluid leaving that volume. Therefore, in the

steady state Ṁ must be constant throughout the volume.

Thus, the integral of the continuity equation in radial symmetry pro-

duces the expression that the mass flow Ṁ through any surface of constant r

is given by:

Ṁ = 4πr2ρur, (3.7)

where inward radial velocity is denoted by ur > 0. Taking the radial derivative

of (3.7) and dividing through by 4πr2ρur gives

8πrρur + 4πr2dρ

dr
ur + 4πr2ρ

dur

dr
= 0

2

r
+

1

ρ

dρ

dr
+

1

ur

dur

dr
= 0,

which recovers the expression found in (3.5), as expected.

3.1.2 Momentum Equation

Now consider equation (2.33) expressing the conservation of momentum in

Eulerian coordinates:

∂u

∂t
+ u · ∇u = −1

ρ
∇P + g. (3.8)

Assume steady state by dropping the Eulerian time derivative. Also as-

sume spherical symmetry by making all variables a function of r only. Making

these changes gives

u
du

dr
+

1

ρ

dP

dr
+

GM

r2
= 0, (3.9)

Setting the gravitational acceleration to gr = GM/r2 implicitly neglects

the self-gravitation of the infalling gas. This is a legitimate approximation
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given the assumption that the mass of the accretor is much greater than the

total mass of the infalling gas.

Equation (3.9) is the steady-state, spherically symmetric momentum

equation. From this point on, the subscript r will be dropped from ur since

the radial motion is implicit. The sign convention that u > 0 for inward motion

will be kept.

3.2 Classes of Solutions

By combining the two steady-state radial fluid equations (3.5) and (3.9) just

derived, it can be shown that solutions to the radial accretion problem will

fall into several classes [8] [25] [32]. This analysis is performed now.

First consider the steady-state momentum equation in radial symmetry

(3.9). The first term can be rewritten as follows

u
du

dr
= u2 1

u

du

dr
(3.10)

and the second term can be rewritten as

1

ρ

dP

dr
=

1

ρ

dP

dρ

dρ

dr
= a2 1

ρ

dρ

dr
, (3.11)

where the definition of the sound speed (2.130) was been employed in the last

equality.

Substituting these two terms back into the momentum equation (3.9)

gives

u2 1

u

du

dr
+ a2 1

ρ

dρ

dr
+

GM

r2
= 0. (3.12)

Now solving the the radial continuity equation (3.5) for ρ−1dρ/dr gives

1

ρ

dρ

dr
= −1

u

du

dr
− 2

r
, (3.13)

52



and substituting this into the momentum equation (3.12) and rearranging

gives:

u2 1

u

du

dr
+ a2

(

−1

u

du

dr
− 2

r

)

+
GM

r2
= 0 (3.14)

1

u

du

dr

(

u2 − a2
)

− 2a2

r
+

GM

r2
= 0 (3.15)

1

u

du

dr

(

u2 − a2
)

=
GM

r2

(

2a2r

GM
− 1

)

(3.16)

1

2u2

du2

dr

(

u2 − a2
)

=
GM

r2

(

2a2r

GM
− 1

)

. (3.17)

The last step was performed so that u appears only in squared form.

Therefore, equation (3.17) is invariant under the change u → −u and so it

applies to both inflow and outflow.

By considering equation (3.17), the solutions can be grouped into classes

(following the nomenclature of Frank, et al 2002 [25]).

At large radii, the factor (2a2r/GM − 1) on the right-hand side will

approach positive infinity since a2 → a2
∞ which is assumed finite whereas

r → ∞. Therefore the right-hand side will be positive for large r (and will

eventually approach 0 from the positive side).

If the gas flow velocity u is monotonically decreasing with increasing

radius then du2/dr < 0. Therefore, in order for the left-hand side to be

positive, it must be true that u2 < a2. In other words, the gas flow at large

radii is subsonic.

Now a similar analysis is done for small radii. As r → 0, then if a2

approaches a finite value the right-hand side of (3.17) becomes negative. Again

assuming u is monotonically decreasing with large radii, the left-hand side is

negative only when u2 > a2. Therefore, the gas flow at small radii is supersonic.

The situation in the above analysis will be called a “Type 1” solution,

and it is characterized by u2 → 0 as r → ∞, u2 < a2 at large r, and u2 > a2

at small r.

On the other hand, if u is monotonically increasing with large radii
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then the sign of the left-hand side flips in the above analysis and the flow is

subsonic at small radii and supersonic at large radii. Since the radial velocity

is large at large radii then this is characteristic of an outflow or stellar wind,

in which the outward pressure force dominates the inward gravitational force

and causes outflow of matter. This situation will be called a “Type 2” solution

and is characterized by u2 → ∞ as r → ∞, u2 > a2 at large r, and u2 < a2 at

small r.

What happens when the right-hand side of (3.17) is zero? This occurs

when r = 1
2
GM/a2. The left-hand side is zero either when u2 = a2 (i.e., the

radial flow speed has reached the sound speed) or when u2 is at an extremum

(i.e. du2/dr = 0). Consider first the case where u2 has no extremum. Then

u2 = a2 when r = 1
2
GM/a2 and this radius is called the sonic transition point

or transonic point since this is the radius where the flow speed reaches the

sound speed. Solving this expression for the sound speed (and therefore also

for the flow speed) at this radius gives:

a2
s = u2

s =
1

2

GM

rs

, (3.18)

where the subscript s indicates “sonic transition” and introducing the notation

us ≡ u(rs) and as ≡ a(rs).

Both Type 1 and Type 2 solutions as described above can pass through

the sonic point. Alternatively, if u2 has an extremum at rs, then the gas flow

need not undergo the sonic transition. If the gas flow is everywhere subsonic,

this is called a “Type 3” solution and is characterized by u2 < a2 everywhere

and du2/dr = 0 at rs. For inflow, a Type 3 solution is characteristic of a slowly

sinking atmosphere, and for outflow a Type 3 solution is characteristic of a

“stellar breeze.”

If the gas flow is everywhere supersonic, this is called a “Type 4” solu-

tion and is characterized by u2 > a2 everywhere and du2/dr = 0 at rs.

Types 1 through 4 are plotted for the γ = 1.4 case (i.e., a cold diatomic

gas; see equation (2.112) and discussion thereafter) in figure 3.1. The figure
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Figure 3.1: Mach number vs. radius (in units of Bondi radius rB) for the γ = 1.4

case. Solution Types 1 through 4 are shown. The curves labeled (a) are for a dimen-

sionless accretion rate of 0.75λ and the curves labeled (b) are for a dimensionless

accretion rate of 0.25λ (the quantity λ is defined in section 3.6.1). Both Type 1 and

Type 2 pass through the point (0.2, 1).

uses dimensionless axes: the x-axis is scaled by units of the Bondi radius

rB = GM/a2
∞ (see section 3.5). The y-axis is in terms of the Mach number,

M = u/a. Given γ = 1.4, the sonic radius (3.34) is rs = 0.2rB (see section 3.4).

Therefore, in these units the Type 1 and Type 2 solutions pass through point

(0.2, 1). There is only one Type 1 solution and one Type 2 solution, both which

exhibit a dimensionless accretion rate λ (see section 3.6.1). There is an infinite

family of Type 3 and Type 4 curves, parameterized by their dimensionless

accretion rate. The curves labeled (a) are for a dimensionless accretion rate

of 0.75λ and the curves labeled (b) are for a dimensionless accretion rate of

0.25λ. The method for obtaining these curves will be described in section 3.6
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and appendix A.1.

Finally, it is possible that du2/dr = ∞ at r = rs. In this case, the

velocity profile with respect to radius is either concave-right (i.e., r > rs

everywhere) or concave-left (i.e., r < rs everywhere). These cases will be

called “Type 5” and “Type 6” solutions, respectively.

In the case of astrophysical accretion onto a black hole, it was assumed

that the gas is at rest at infinity and therefore the flow is subsonic at large r.

This limits the focus to solution Types 1 and 3. Furthermore, it can be shown

(see, for example, [78]) that when general relativistic effects around a black

hole are included, the flow velocity profile must be monotonic. Therefore, the

solution of interest here is Type 1. Hence, the next step is to solve the fluid

equations for Type 1, which is done in the remainder of this chapter.

3.3 Bernoulli’s Equation

This analysis has so far been conducted without reference to any equation of

state, relying solely on the continuity equation and momentum equation using

the assumptions of steady state and spherical symmetry (i.e., steady radial

flow).

To compute the value of rs it is necessary to employ an equation of

state. Solving for rs will be convenient using Bernoulli’s equation, which will

now be derived from the radial fluid flow equations plus the equation of state

for an adiabatic gas (2.103).

To obtain the Bernoulli equation, integate the radial momentum equa-

tion (3.9) with respect to r. The first term is:

∫

u
du

dr
dr =

∫

udu =
1

2
u2. (3.19)

To integrate the second term, utilize the adiabatic ideal gas equation of
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state (2.103) and its corresponding sound speed equation (2.131):

a2 =
∂P

∂ρ
= γKργ−1 =

γP

ρ
.

Using this sound speed equation, the second term of (3.9) can be inte-

grated:

∫

1

ρ

dP

dr
dr =

∫

1

ρ
dP =

∫

1

ρ

dP

dρ
dρ (3.20)

=

∫

1

ρ
γKργ−1dρ (3.21)

=

∫

γKργ−2dρ (3.22)

=
γ

γ − 1
Kργ−1 (3.23)

=
a2

γ − 1
(3.24)

The third term of (3.9) integrates simply to −GM/r. Putting these

results together reveals that the the integral of Euler’s momentum equation

(3.9) is the Bernoulli equation:

1

2
u2 +

a2

γ − 1
− GM

r
= C, (3.25)

where C is a constant of integration. This is an expression of conservation of

energy (per unit mass): the first term is the kinetic energy, the second term

is the work done by pressure, and the third term is the gravitational potential

energy. Therefore C is equal to the total energy and Bernoulli’s equation

states that the the total energy is constant for a fluid element moving along a

streamline.

The constant C can be found by choosing a point in space and time and

evaluating (3.25). For instance, let r be infinity. The gravitational potential

at infinity, GM/r, is zero and it was assumed that the radial velocity of the
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fluid, u, is also zero at infinity. Then, (3.25) simplifies to

a2
∞

γ − 1
= C∞, (3.26)

in which case the Bernoulli equation is

1

2
u2 +

a2

γ − 1
− GM

r
=

a2
∞

γ − 1
. (3.27)

3.4 Sonic Transition Radius and Velocity

To find the value of the sonic transition radius, evaluate Bernoulli’s equation

(3.25) for r = rs. Then substitute as (the sound speed at rs) given by (3.18)

into the resulting equation and solve for rs:

1

2
u2

s +
a2

s

γ − 1
− GM

rs

= C (3.28)

1

2

(

1

2

GM

rs

)

+
1

γ − 1

(

1

2

GM

rs

)

− GM

rs
= C (3.29)

GM

rs

(

1

4
+

1

2(γ − 1)
− 1

)

= C (3.30)

GM

4(γ − 1)rs

(5 − 3γ) = C (3.31)

GM

4C(γ − 1)
(5 − 3γ) = rs (3.32)

This equation for the sonic radius holds whatever value of C is used.

The value of C depends on the total energy of the system. Note that rs = 0

when γ = 5/3. That is, for an adiabatic gas with an equation of state (2.103)

with γ = 5/3, the flow speed never reaches the sound speed except at the

origin.

If we evaluate rs by assuming that the gas starts at rest at infinity, we

can use the value C = C∞ in (3.26) which was found by letting r go to infinity
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in the Bernoulli equation. Substituting (3.26) into (3.32) gives:

rs =
GM

4C∞(γ − 1)
(5 − 3γ) (3.33)

rs =
GM (5 − 3γ)

4a2
∞

. (3.34)

Equation (3.34) is an expression for the transonic radius for gas falling

from rest at infinity onto a point mass.

The sonic transition velocity may now be found by substituting the

equation for rs given in (3.34) into the equation for a2
s = u2

s given in (3.18):

u2
s = a2

s =
GM

2rs
=

GM

2

4a2
∞

GM (5 − 3γ)
(3.35)

=
2a2

∞

5 − 3γ
. (3.36)

3.5 Length and Time Scales

An important length scale for Bondi accretion has just been introduced, which

is the radius for the sonic transition of gas falling from rest at infinity

rs =
GM (5 − 3γ)

4a2
∞

. (3.34)

Another important length scale is the Bondi radius, defined as:

rB =
GM

a2
∞

(3.37)

Comparison of (3.37) and (3.34) shows that the Bondi radius is at least (when

γ = 1) a factor of 2 larger than the sonic radius and at most (when γ = 5/3)

infinitely larger than the sonic radius.

An order of magnitude analysis will shed some light on the significance

of the Bondi radius. Using (3.37), one sees that the gravitational potential
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GM/r at the Bondi radius is a2
∞. Since the Bondi radius is outside the sonic

radius, then as > a & a∞ and the gravitational potential energy of a particle

with mass m at the Bondi radius is GMm/rB ≈ ma2
∞, which is roughly the

particle’s thermal energy. Therefore, the Bondi radius provides an order-of-

magnitude estimate of the distance at which the gravitational energy becomes

significant compared to the thermal energy.

In this sense, the Bondi radius represents an “effective range” for the

accretion process. Therefore, the Bondi mass MB will be defined as the mass

of accreting gas that is contained within a Bondi radius. For spherically sym-

metric flow, this is:

MB = 4π

∫ rB

0

r2ρdr. (3.38)

Therefore, to check the validity of the initial assumption that the gravitational

potential of the accretor dominates the gravitational potential of the accreting

gas, one needs to check that MB ≪ M . This check will be made for the

numerical simulations presented in chapter 5.

Finally, the relevant time scale for accretion problems is the sound-

crossing time of the Bondi radius. Using the sound speed at infinity, the

Bondi time tB is therefore given by:

tB =
GM

a3
∞

(3.39)

3.6 Radial Dependence of Flow Variables

Now the radial dependence of the flow variables u, ρ, a, T , U , and P will be

computed.
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3.6.1 Dimensionless Accretion Rate

To begin, a dimensionless parameter λ specifying the accretion rate (first writ-

ten down by Bondi [8]) is calculated using the method of Shapiro, et al [78].

Begin with the equation that relates density and sound speed by solving

(2.135) for ρ:

ρ = ρ∞

(

a

a∞

)
2

γ−1

. (3.40)

Substituting this for ρ in the equation for Ṁ (3.7) gives another expression

for Ṁ :

Ṁ = 4πr2uρ∞

(

a

a∞

)
2

γ−1

. (3.41)

Evaluate this equation at the sonic radius r = rs:

Ṁ = 4πr2
susρ∞

(

as

a∞

)
2

γ−1

. (3.42)

Applying formula (3.34) to eliminate rs and formula (3.36) to eliminate us = as

gives:

Ṁ = 4π

(

GM

a2
∞

)2(
5 − 3γ

4

)2(
2

5 − 3γ

)
1
2

a∞ρ∞

(

2

5 − 3γ

)
1

γ−1

(3.43)

= 4π

(

GM

a2
∞

)2

ρ∞a∞

[

(

5 − 3γ

4

)2(
2

5 − 3γ

)
1
2
+ 1

γ−1

]

. (3.44)

The factor in square braces is a dimensionless factor (since it depends only on

γ, which is dimensionless) that Bondi called λ. Doing some algebra to simplify

61



this factor gives an equation for λ:

λ =

(

5 − 3γ

4

)2(
2

5 − 3γ

)
γ+1

2(γ−1)

(3.45)

=

(

5 − 3γ

4

)2(
4

5 − 3γ

)
γ+1

2(γ−1)
(

1

2

)
γ+1

2(γ−1)

(3.46)

=

(

5 − 3γ

4

)
3γ−5

2(γ−1)
(

1

2

)
γ+1

2(γ−1)

. (3.47)

Given λ, the accretion rate in (3.44) may be rewritten as

Ṁ = 4πλ

(

GM

a2
∞

)2

ρ∞a∞ (3.48)

= 4πλG2M2ρ∞a−3
∞ . (3.49)

The importance of (3.49) is that it expresses the accretion rate onto the

black hole (or other compact object) solely in terms of gas quantities at infinity.

The accretion rate is therefore parameterized by gas quantities at infinity and

the dimensionless parameter λ which is a function only of γ. Therefore, λ will

be called the dimensionless accretion rate.

3.6.2 Dimensionless Flow Variables

Following Bondi (1952) [8], a dimensionless radius x, velocity y, and density

z are defined by scaling the flow variables with respect to flow quantities at

infinity as follows:

r = x
GM

a2
∞

(3.50)

u = ya∞ (3.51)

ρ = zρ∞. (3.52)

Note that (3.50) is the same statement as the definition (3.37) given
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earlier for the Bondi radius (hence its name). Bondi’s dimensionless radius x

is related to the sonic transition radius given in (3.32) by

x =
r

rs

(

5 − 3γ

4

)

, (3.53)

so that the sonic radius (r = rs) is

xs =
5 − 3γ

4
. (3.54)

Now, using equations (3.49) and (3.50) - (3.52) to substitute the dimen-

sionless variables x, y, z, and λ into the accretion rate formula, (3.7) becomes

4πx2

(

GM

a2
∞

)2

zρ∞ya∞ = 4πλG2M2ρ∞a−3
∞ , (3.55)

which, after cancelations, yields a simple equation for the dimensionless accre-

tion rate in terms of dimensionless variables:

x2yz = λ. (3.56)

This process will be repeated to derive a dimensionless version of the

Bernoulli equation (3.27). First, it is convenient to modify the Bernoulli equa-

tion to replace a2 with quantities at infinity. Using equation (2.135) to write

a2 in terms of ρ, the second term of the Bernoulli equation (3.27) becomes:

a2

γ − 1
=

a2
∞

γ − 1

(

ρ

ρ∞

)γ−1

, (3.57)

and therefore the Bernoulli equation (3.27) can be written as follows:

1

2
u2 − a2

∞

γ − 1
+

a2
∞

γ − 1

(

ρ

ρ∞

)γ−1

− GM

r
= 0 (3.58)

1

2
u2 +

a2
∞

γ − 1

[

(

ρ

ρ∞

)γ−1

− 1

]

− GM

r
= 0. (3.59)
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By the definition of x in (3.50), GM/r = a2
∞/x. Making this substi-

tution as well as u2 = y2a2
∞ by (3.51) and z = ρ/ρ∞ by (3.52), the common

factor of a2
∞ cancels and equation (3.59) becomes

1

2
y2 − 1

γ − 1

(

zγ−1 − 1
)

− 1

x
= 0. (3.60)

Equation (3.60) is the dimensionless Bernoulli equation.

In order to solve the dimensionless equations (3.56) and (3.60), it is

convenient to utilize another dimensionless velocity: the Mach number, intro-

duced in equation (2.136) of section 2.8.2. To write the Mach number M in

terms of Bondi’s dimensionless variables, it is once again convenient to use the

equation (2.135) that relates a2 and ρ in the following way:

M =
u

a
=

u

a∞

a∞

a
=

u

a∞

(

ρ

ρ∞

)−
(γ−1)

2

. (3.61)

Now substituting y and z as defined in (3.51) and (3.52) into the above equation

gives the Mach number in terms of Bondi’s variables:

M = yz−
(γ−1)

2 . (3.62)

It is possible to solve the accretion equations (3.56) and (3.60) in terms

of the Mach number and radius [8] [32]. Therefore, y and z must now be

written in terms of M and x.

First, y may be written in terms of M and x and the parameter λ by

eliminating z in (3.56) by solving (3.62) for z:

z =

(M
y

)
−2

γ−1

. (3.63)

Plugging this result for z into equation (3.56) gives

λ = x2M
−2

γ−1 y1+ 2
γ−1 = x2M

−2
γ−1 y

γ+1
γ−1 . (3.64)
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Solving this equation for y gives a formula for y in terms of M, x, and the

parameter λ:

y =

(

λ

x2

)
γ−1
γ+1

M 2
γ+1 . (3.65)

(Historical note: In Bondi’s 1952 paper, there is a typographical error that

gives the exponent of the Mach number in equation (3.65) as 2/ (γ − 1).)

Next, z may be written in terms of M and x and the parameter λ by

eliminating y in (3.56) by solving (3.62) for y:

y = Mz
γ−1

2 . (3.66)

Plugging this result for y into equation (3.56) gives

λ = x2Mz
γ−1

2 z = x2Mz
γ+1
2 . (3.67)

Solving this equation for z gives a formula for z in terms of M, x, and the

parameter λ:

z =

(

λ

x2M

)
2

γ+1

. (3.68)

(Historical note: In Bondi’s 1952 paper, there is a typographical error that

gives the exponent in equation (3.68) as 2/ (γ − 1).)

Equations (3.65) and (3.68) can now be substituted into (3.60) to obtain

the dimensionless Bernoulli equation in terms of x and M as follows:

1

2

(

λ

x2

)

2(γ−1)
γ+1

M 4
γ+1 +

(

λ

x2M

)

2(γ−1)
γ+1

=
1

x
+

1

γ − 1
. (3.69)

The next step is to solve equation (3.69), which is a nonlinear algebraic

equation that is implicit in the variables M and x. This equation must be

solved numerically, and the method for doing so is described in appendix A.1.
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3.6.3 Bondi Solution Summary

The Bondi solution can now be fully specified, given the values of the adiabatic

index γ, the density at infinity ρ∞, the temperature at infinity T∞, and the

mass of the accretor M .

First, given γ, the value of λ is calculated from the definition (3.47).

Then, the accretion rate Ṁ can be calculated from (3.49).

Given the value of T∞, the sound speed at infinity a∞ can be found

using equation (2.132). Therefore in the remainder of this section it will be

assumed that γ, M , ρ∞, T∞, and a∞ are known.

Once the dimensionless Bernoulli equation (3.69) has been solved for

M and x, the radial profile of the gas quantities can be constructed. The

remainder of this section also assumes that M and x have been found by

numerical solution of equation (3.69) as described in appendix A.1.

The radius r is recovered from the definition of x given in (3.50) and

the radial velocity u is recovered from the definition of y given in (3.51).

The dimensionless density z is calculated from (3.68). Then z is used

to find the density ρ from the definition given in (3.52).

Given ρ as just found, the sound speed a is calculated using formula

(2.135) which was derived from the adiabatic equation of state.

Again using ρ, the temperature T is found using (2.106) which, after

rearranging, states:

T = T∞

(

ρ

ρ∞

)γ−1

. (3.70)

Given the temperature T as just found, the specific internal energy U

is calculated using equation (2.113).

Given ρ and U as just found, the pressure P is calculated using equation

(2.114).

Figures 3.2, 3.3, 3.4, and 3.5 plot the Bondi solution for (respectively)

velocity, density, temperature, and Mach number for three different values of
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γ. The horizontal axis in each plot is scaled in units of the Bondi radius; that

is, the horizontal variable is x as defined in (3.50). The vertical axis of the

velocity plot is scaled by the sound speed at infinity a∞ (i.e., figure 3.2 is a plot

of y vs. x in Bondi’s dimensionless variables). The vertical axis in the density

and temperature plots are scaled by their values at infinity, ρ∞ and T∞ (and

therefore figure 3.3 is a plot of z vs. x in Bondi’s dimensionless variables).

It can also be seen in figure 3.5 that the Mach number approaches but

never reaches 1 in the γ = 5/3 case, as expected. In the γ = 1.4 case, the sonic

radius given by equation (3.54) is 0.2, and in the γ = 1.01 case the sonic radius

is 0.4925. The plots in figure 3.5 pass through these points, as expected.
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Figure 3.2: Radial velocity vs. radius for three different values of γ. The horizontal

axis is in units of the Bondi radius rB. The vertical axis is in units of a∞. In Bondi’s

dimensionless variables, this is a plot of y vs. x, as defined by equations (3.50) and

(3.51).
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Figure 3.3: Density vs. radius for three different values of γ. The horizontal axis

is in units of the Bondi radius rB. The vertical axis is in units of ρ∞. In Bondi’s

dimensionless variables, this is a plot of z vs. x, as defined in equations (3.50) and

(3.52).

3.7 Asymptotic Behavior

At this point, complete solutions have been derived for the steady-state spher-

ical accretion problem. In the vicinity of the sonic radius, the equations must

be found as described in section 3.6. However, as discussed, the resulting equa-

tions are implicit and must be solved numerically. Therefore, when looking at

asymptotic behavior far away from the sonic radius (i.e., for small and large

radii), it will also prove useful to have power law expressions for the behavior

of fluid quantities (especially u, ρ, and T ). These are derived now.
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Figure 3.4: Temperature vs. radius for three different values of γ. The horizontal

axis is in units of the Bondi radius rB . The vertical axis is in units of T∞.

Equating the two expressions (3.7) and (3.49) derived for Ṁ gives

λG2M2ρ∞a−3
∞ = r2ρu. (3.71)

In the limit where r gets large (r ≫ rs), the density ρ and sound speed a

approach the ambient values of ρ∞ and a∞. Equation (3.71) then gives an

expression for how the radial velocity u scales with r:

u = λa∞

(

GM

a2
∞

)2

r−2, r ≫ rs. (3.72)

Now consider the Bernoulli equation (3.27) in the limit where r gets

small (r ≪ rs). Since r ≪ rs then the gas is supersonic and u ≫ a. Therefore

the pressure term (which is proportional to a2) is negligible compared to the
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Figure 3.5: Mach number vs. radius for three different values of γ. The horizontal

axis is in units of the Bondi radius rB . The sonic radius for the γ = 1.4 case is

x = 0.2 and for the γ = 1.01 case is x = 0.4925.

kinetic energy term (which is proportional to u2). Furthermore, as r → 0, the

gravitational potential energy term increases without bound. Both the gravi-

tational potential energy term and the kinetic energy term will then dominate

the constant on the right-hand side of (3.27), meaning that only these two

terms remain and therefore u approaches the free fall velocity:

u =

√

2GM

r
, r ≪ rs. (3.73)

Therefore, well inside the sonic radius (where the gas is supersonic) gravity is

the dominant force.

The radial dependence of ρ for r ≪ rs can be found by substituting
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(3.73) for u into equation (3.71) and solving for ρ:

ρ =
λ√
2
ρ∞

(

GM

a2
∞

)3/2

r−3/2, r ≪ rs. (3.74)

Finally, the radial dependence of T can be found for r ≪ rs by using

the adiabatic equation of state (2.106) (i.e., the version which expresses T in

terms of ρ) and substituting (3.74) for ρ in (2.106), giving:

T = T∞

(

λ√
2

(

GM

a2
∞

)3/2
)(γ−1)

r−3(γ−1)/2, r ≪ rs. (3.75)

Notice that in the isothermal case when γ = 1, the preceding equation (3.74)

returns T = T∞ as expected.

When γ = 5/3, the analysis for r ≪ rs changes because now rs = 0. In

this case, return to the Bernoulli equation (3.27) and let γ = 5/3. Furthermore,

as r → rs = 0, then u → a. So, by also letting u = a in (3.27), this gives

2a2 − GM/r = 2a∞/3. As r → 0, then a ≫ a∞ and so:

u ≈ a ≈
√

GM

2r
, as r → 0 with γ = 5/3. (3.76)

Proceeding as before, (3.76) can be substituted in (3.71) to find:

ρ ≈ ρ∞

√
2

4

(

GM

a2
∞

)3/2

r−3/2, as r → 0 with γ = 5/3, (3.77)

and then substituting (3.77) into (2.106) gives:

T ≈ T∞

2

GM

a2
∞

r−1, as r → 0 with γ = 5/3. (3.78)

71



Chapter 4

Methodology: Smoothed

Particle Hydrodynamics

As mentioned in the Introduction, numerical approaches to solving the equa-

tions of Chapter 2 generally fall into two categories: mesh-based methods and

meshless methods. Mesh-based methods solve the fluid equations as given in

Eulerian coordinates (section 2.1) by discretizing the problem domain using a

three-dimensional mesh and solving for the fluid variables at the mesh points.

On the other hand, meshless methods treat the fluid as a collection of particles

(or fluid parcels) in three-dimensional space and solve the fluid equations as

given in Lagrangian coordinates (section 2.1) in order to find the values of the

fluid variables at each of the particle locations, then advect the particles by

calculating the net force on each particle. This chapter focuses on the meshless

method of Smoothed Particle Hydrodynamics (SPH).

As will be shown in this chapter, SPH can be formulated in a way that

manifestly conserves mass, energy, and momentum. And as discussed in the

Introduction, SPH exhibits “natural adaptivity” because smoothed particles

follow the flow and therefore will naturally provide the most interpolation

points in regions where the dynamics are most interesting, thereby obviat-

ing the need for complex mesh generation and mesh modification strategies.

(However, as will be discussed in section 4.7, SPH can also benefit from an

72



adaptive resolution strategy in which smoothed particles are allowed to change

the size of their interpolation domain.) Therefore, SPH is especially useful in

problems that exhibit no symmetry or have complex geometries. SPH also

handles vacuum boundary conditions naturally because it is a particle method

and therefore vacuum is simply modeled by the absence of any particles. Fur-

thermore, SPH is a convenient choice in problems that have a large dynamic

range, since once again particles will naturally follow the features of the prob-

lem and computational resources will not be wasted on simulating mostly

empty regions of space.

On the other hand, grid-based codes are adept at handling situations in

which symmetry plays a major role since it is a straightforward matter to de-

sign a mesh that mimics the symmetry of the problem. With mesh-refinement

strategies (such as FMR and AMR), grid-based codes can also manage a large

dynamic range by placing fewer grid points in mostly empty regions of space

and more grid points in denser regions, thereby saving computational time.

And finally, although vacuum boundaries must be enforced at the boundaries

of the mesh, grid-based codes are a more natural choice when the density (and

other quantities) are fixed at nonzero values at the boundaries and therefore

they can naturally handle situations of steady inflow.

Because of the large dynamic range and complex geometries character-

istic of many problems in astrophysics, and because boundary conditions are

often simply given as vacuum conditions at large distances where the gas den-

sity approaches zero, SPH has become a popular means of numerically solving

astrophysical problems. The problem of steady spherical accretion introduced

in the previous chapter is employed here as a validation test for SPH because

it has a known analytical solution.

This chapter presents the SPH formulation by deriving the numerical

equations that are to be solved computationally. This is done first in the

traditional heuristic manner, and then again with a variational principle that

produces equations of motion that manifestly conserve energy and momentum.

The chapter concludes with a presentation of additional important ingredients
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of the methodology, including adaptive smoothing lengths and artificial vis-

cosity.

4.1 Function Approximation and Discretiza-

tion

SPH discretizes a fluid into a collection of particles which move with the bulk

motion of the fluid. Each particle is treated as a center of interpolation around

which the fluid variables may be determined. For this reason, fluid particles

in SPH are typically called “smoothed particles” since they carry the values

of fluid variables not only at the particle center but also provide a means of

interpolating those values to nearby points.

To understand how this is acheived, consider the following identity for

the Dirac delta functional:

f(x) =

∫

V

f(x′)δ(x − x′)dx′. (4.1)

Here the delta functional is viewed as having “infinitesimal width,” or

support at just one point: x = x′. An approximation of f(x) (denoted using

angle brackets) can be obtained by replacing δ(x − x′) with another function

W (x − x′, h) having finite support:

〈f(x)〉 =

∫

V

f(x′)W (x − x′, h)dx′, (4.2)

where h is the radius of support of W . W (x − x′, h) will be called the SPH

kernel function or smoothing function and h the smoothing length. To make this

a viable approximation, the kernel function should approach a delta function

in the limit where h becomes small,

lim
h→0

W (x, h) = δ(x), (4.3)
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and the kernel function should be normalized:

∫

W (x− x′, h)dx′ = 1. (4.4)

As will become clear, the efficiency and simplicity of this methodology will be

enhanced if the kernel function is also chosen to have compact support:

W (x − x′, h) = 0 when |x − x′| > h. (4.5)

As one more requirement on W , if it is chosen to be an even function

of x then errors introduced by the SPH methodology will be reduced, for

reasons that will be explained in section 4.4 when error analysis of the SPH

approximation (4.2) is discussed. In general, W will often be made even by

making it spherically symmetric; that is, it will depend only on the magnitude

of its argument: W (x − x′, h) = W (|x − x′|, h).

Next, the integral in (4.2) is discretized by converting the integral to a

sum over the collection of smoothed particle centers {xj|j = 1 . . . N} where N

is the number of smoothed particles. The infinitesimal volume element dx′ is

replaced by the finite volume of particle j: dx′ ≈ ∆Vj = mj/ρj. Making these

changes, the integral becomes

〈f(x)〉 ≈
N
∑

j=1

fj
mj

ρj
W (x − xj, h), (4.6)

where the notation fj = f(xj) has been introduced.

The interpolation formula given in (4.6) is the basis for computing func-

tion values in SPH. This SPH interpolation formula can be used to find the

value of a field f at any point x in the domain. However, field quantities will

typically be evaluated at particle centers. If the center of particle i is denoted
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xi, then evaluating f(xi) = fi using (4.6) gives

fi =
N
∑

j=1

fj
mj

ρj

W (xi − xj , h). (4.7)

Because the kernel W has compact support, the sum in (4.6) need not

incorporate all N particles. Rather, only the subset of particles whose kernel

support contributes at the point x need be included in the sum. This quantity

will be called Nngb, indicating the number of neighbors. Since in general

Nngb < N , the method becomes more tractable computationally since not all

particles are needed in order to find function values at a point, and therefore

having a kernel with compact support is an attractive feature. An additional

complication is introduced, however, as a fast algorithm for finding the subset

of Nngb particles which contribute to the sum at a given x must be employed

for computation to be efficient. Such techniques are called neighbor finding

algorithms.

It may seem at first that one operation is replaced by another of equal

complexity, but neighbor finding can be done in O(logN) time as opposed to

the O(N) time required to sum over all particles. This is done, for instance,

by using an oct-tree subdivision of the domain to store particle locations.

In an oct-tree decomposition, the computational volume is subdivided into

eight equal cubes (octants). Each of those octants is further subdivided, and

the process is repeated recursively until each subdomain contains just one

smoothed particle. Then, given a smoothed particle i, its neighbors can be

found by traversing the oct-tree from the leaf node containing only particle i

to the parent node, since the parent node contains only those particles that

are spatially near to particle i. This upwards traversal is repeated until Nngb

are found.

From this point on, all sums in SPH interpolation formulas are assumed

to be from 1 to Nngb.
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4.2 Smoothing Kernel

Several requirements have already been placed on the smoothing kernel W (|x−
x′|, h). To review, it is desirable for the kernel to:

• approach a delta function as h tends to zero (4.3),

• satisfy the normalization condition (4.4),

• be an even function of x and/or be spherically symmetric (for reasons

to be discussed in section 4.4),

• and have compact support (4.5).

The original smoothing kernel chosen by Gingold & Monaghan (1977)

[51] was a three-dimensional Gaussian. This kernel has the advantage of being

infinitely-differentiable and also satisfies the first three critera in the list above.

However, it lacks the attribute of having compact support which is a desirable

feature for multiple reasons that were discussed in section 4.1. In particular,

a Gaussian has infinite support and therefore the evaluation of a field f(x) for

any point x when using the SPH interpolation formula (4.6) will necessarily

involve summing over the contributions of every smoothed particle in the simu-

lation. Not only is this computationally more expensive as already discussed,

but the hydrodynamic influence of particles on other particles that exist in

disjoint parts of the fluid will be small or negligible and can be reasonably

dropped without having a large impact on the accuracy of the approximation.

Despite having infinite support, the Gaussian function exhibits many

of the desired properties of a kernel function and therefore it inspired future

choices for the kernel. The Gaussian shape can be approximated by a spline

function with compact support; for instance a cubic spline, which is a piecewise

cubic polynomial that interpolates between a set of “knots” (i.e., interpolation

points) that has continuous 0th, 1st, and 2nd derivatives at each knot. The

most popular version of the kernel in modern implementations is the cubic
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spline proposed by Monaghan & Lattanzio (1985) [54], which in three dimen-

sions is:

W (r, h) = A



















1 − 6
(

r
h

)2
+ 6

(

r
h

)3
0 ≤ r

h
≤ 1

2

2
(

1 − r
h

)3 1
2
≤ r

h
≤ 1

0 r
h

> 1,

(4.8)

where A is a normalization factor. This kernel has compact support of radius

h by construction. It is spherically symmetric since it depends only on the

magnitude r. The normalization factor A is calculated by integrating W over

its domain:

∫

W (r, h)dV = 4π

∫ r=h

r=0

W (r, h)r2dr (4.9)

= 4π

∫ r=h/2

r=0

r2

(

1 − 6
( r

h

)2

+ 6
( r

h

)3
)

dr

+8π

∫ r=h

r=h/2

r2
(

1 − r

h

)3

dr (4.10)

= 4π

(

19h3

960

)

+ 8π

(

11h3

1920

)

(4.11)

=
πh3

8
. (4.12)

Therefore, the normalization factor A is

A =
8

πh3
. (4.13)

Finally, it remains to be shown that W given in (4.8) approaches a Dirac

delta as h → 0. By construction in the definition (4.8), the support of W

approaches zero width as h → 0. Furthermore, because the normalization

factor (4.13) is proportional to h−3, then W → ∞ as h → 0. Therefore, as

h → 0, W (r, h) → W (0, 0) = δ(0), as required.
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The choice of kernel function is an important decision when developing

an SPH implementation. Other kernels have been tried (for instance [91] [54]).

In a comparative study of several popular implementations for the kernel,

Steinmetz & Mueller (1993) [86] found that the cubic spline given in (4.8)

showed the best results.

The choice of smoothing kernel and its effect continues to be an area

of investigation. In general, the stability of the SPH methodology is closely

tied to the smoothness of the kernel function. Morris (1996) [57] showed (see

also Price (2005) appendix B [63] for a review) that higher order polynomials,

when combined with increased size of support, exhibit better stability and

therefore reduce disorder in the particle distribution. Therefore, quartic and

quintic spline kernels can be used in place of the cubic spline [57]. However,

Monaghan (1992) [55] demonstrated that these higher order kernels which

also satsify the imposed criteria (such as the normalization condition) have

a distinct disadvantage, which is that they become negative in part of their

domain and therefore when used in the SPH formula (4.6) can give a negative

value for a field variable, even if that variable is supposed to be positive definite

(e.g., density or temperature). Therefore, the cubic spline in equation (4.8)

has remained the most popular choice of kernel for its compromise among

accuracy, stability, and efficiency.

4.2.1 Kernel Derivatives

It will prove very useful later to evaluate the spatial and temporal derivatives

of an arbitrary kernel function W . Rosswog (2009) suggests an approach

for accomplishing this [68], which is implemented here. From here on, the
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following notation is employed:

xij ≡ xi − xj , (4.14)

xij ≡ |xij| = |xi − xj | (4.15)

x̂ij ≡ xij

xij
=

xi − xj

|xi − xj|
(4.16)

Wij ≡ W (xij) = W (|xi − xj |, h) (4.17)

∇k ≡ ∂

∂xk

. (4.18)

First, the following relation will be of use:

∇kxij = ∇k|xi − xj| = ∇k ((xi − xj) · (xi − xj))
1
2 (4.19)

=
(xi − xj)

xij
· ∇k (xi − xj) (4.20)

= x̂ij (δik − δjk) . (4.21)

Now, consider the spatial gradient of a kernel function Wij :

∇kWij =
∂Wij

∂xij

∇kxij (4.22)

=
∂Wij

∂xij

x̂ij (δik − δjk) (4.23)

= ∇iWij (δik − δjk) , (4.24)

where the first equality follows from the chain rule and the fact that xij is

the argument of Wij , the second equality follows from relation (4.21), and the

third equality follows from the fact that the argument of Wij is |xi − xj | and

also that the direction of ∇iWij is the same as the direction of xi − xj and

opposite the direction of ∇jWij .
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Another important result is the following:

∇iWij =
∂Wij

∂xij
∇ixij (4.25)

=
∂Wij

∂xij
x̂ij = −∂Wij

∂xij
x̂ji (4.26)

= −∂Wij

∂xij

∇jxij = −∇jWij , (4.27)

where the first equality follows from the chain rule and the fact that xij is

the argument of Wij , the second equality follows from relation (4.21) and the

fact that x̂ii = 0 by the definition of xij , the third equality uses the fact that

x̂ij = −x̂ji, and the last two equalities repeat the first two equalities in reverse.

The result in (4.27) shows that the gradient of the kernel is anti-

symmetric with respect to particle pairs (i, j). This will have an important

impact later as it will be responsible for making the SPH forces (4.74) anti-

symmetric between particles and will thereby enforce Newton’s Third Law and

conservation of linear momentum.

The (Langrangian) time derivative of xij is found as follows:

Dxij

Dt
=

D

Dt
((xi − xj) · (xi − xj))

1
2 (4.28)

=
1

2xij

D

Dt
((xi − xj) · (xi − xj)) (4.29)

=
1

xij
(ui − uj) · (xi − xj) (4.30)

= uij · x̂ij, (4.31)

where similar notation was used for u as has been used for x.

Using this result, the (Lagrangian) time derivative of the kernel is
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straightforward to calculate:

DWij

Dt
=

∂Wij

∂xij

Dxij

Dt
(4.32)

=
∂Wij

∂xij
uij · x̂ij (4.33)

= uij · ∇iWij , (4.34)

where in the first line the chain rule was again used, in the second line relation

(4.31) was used, and in the last line the definition of the gradient was used.

4.3 Derivatives of Fields

The next matter to address is how to compute derivatives of f(x) within the

SPH formalism.

4.3.1 Gradient

Return to the smoothing formula given in (4.2) and substitute the function

∇f for the function f :

〈∇f(x)〉 =

∫

∇′f(x′)W (x − x′, h)dx′, (4.35)

where the primed gradient is the gradient with respect to primed variables:

∇′ ≡ ∂/∂x′. Integrating by parts moves the gradient from f to W and in-

troduces boundary terms that are proportional to W . These boundary terms

vanish since they are evaluated at the boundaries of the computational do-

main where W is 0. This is an additional benefit of choosing kernel functions

that have compact support. After integrating by parts the derivative formula

obtained is then

〈∇f(x)〉 =

∫

f(x′)∇W (x − x′, h)dx′, (4.36)
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where the negative sign was dropped by changing the gradient from ∇′ to ∇
using relation (4.27). The above formula may now be discretized as before:

〈∇f(x)〉 ≈
∑

j

fj
mj

ρj
∇W (x − xj, h). (4.37)

This formula reproduces the general SPH interpolation formula (4.6)

except that a derivative appears on the kernel function. This is especially

convenient because, since the kernel W (x − x′, h) is known analytically, the

derivative ∇W (x−x′, h) may also be calculated analytically. Therefore, using

finite-difference-style techniques to compute the derivatives of fluid quanti-

ties from other previously-calculated fluid quantities is not necessary because

derivatives are analytical even in the discretized SPH equations.

As in (4.7), the SPH gradient formula (4.37) can be evaluated at the

center of particle i, giving the useful formula:

∇ifi =
∑

j

fj
mj

ρj
∇iWij , (4.38)

where ∇ = ∂/∂x became ∇i = ∂/∂xi since x was replaced with xi.

4.3.2 Divergence

A similar approach can be used to determine the divergence of a vector field

f(x). Use the formula (4.2) and substitute ∇ · f for the function f :

〈∇ · f(x)〉 =

∫

∇′ · f(x′)W (x − x′, h)dx′, (4.39)

where again ∇′ indicates the gradient with respect to primed variables. Now

integrate by parts using the vector identity ∇ · (fW ) = f∇W + W∇ · f and
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the previous equation becomes:

〈∇ · f(x)〉 =

∫

∇′ (f(x′)W (x− x′, h)) dx′

−
∫

f(x′) · ∇′W (x − x′, h)dx′. (4.40)

Applying the Divergence Theorem to the first term on the right-hand side

results in an integral over the boundary of the volume with W in the integrand.

Since the support of the kernel function W (x−x′, h) is compact, the integrand

will evaluate to zero at the boundaries and this boundary term vanishes. This

leaves

〈∇ · f(x)〉 = −
∫

f(x′) · ∇′W (x − x′, h)dx′ (4.41)

=

∫

f(x′) · ∇W (x − x′, h)dx′, (4.42)

where in the second line use was again made of the fact that ∇′W (x−x′, h) =

−∇W (x−x′, h) as shown in relation (4.27). Equation (4.42) provides a formula

for the SPH approximation of the divergence of a vector field. As expected,

formula (4.42) reproduces the SPH approximation of a function as did equation

(4.36) except with f · ∇W in place of f∇W . Proceeding to the discretizaton

step then yields:

〈∇ · f(x)〉 ≈
∑

j

mj

ρj
f j · ∇W (x − xj, h). (4.43)

Once again, this formula can be evaluated at x = xi to find the divergence of

a vector field at the center of the ith smoothed particle:

∇ · f i =
∑

j

mj

ρj

f j · ∇iWij. (4.44)

84



4.4 Error Analysis

The errors introduced by the SPH approximation in equation (4.2) can be

found by expanding f(x′) in a Taylor series around x:

〈f(x)〉 =

∫

[

f(x) + (x − x′)∇f(x) + O
(

(x − x′)2
)]

W (x− x′, h)dx′, (4.45)

where the gradient is with respect to non-primed variables. Since the integra-

tion variable is x′, the factors that depend solely on x may be factored out of

the integral:

〈f(x)〉 = f(x)

∫

W (x − x′, h)dx′

+ ∇f(x)

∫

(x − x′)W (x − x′, h)dx′

+

∫

O
(

(x − x′)2
)

W (x − x′, h)dx′. (4.46)

The first integral on the right-hand side is equal to 1 by the normaliza-

tion condition (4.4). The second integral on the right-hand side can be made

zero if the kernel function W is chosen to be an even function; since (x − x′)

is odd then if W (x−x′, h) is even the integrand will be odd and will integrate

to 0 when integrated over the entire domain. Therefore by choosing the kernel

to be an even function, the accuracy of the SPH approximation is:

〈f(x)〉 = f(x) +

∫

O
(

(x − x′)2
)

W (x − x′, h)dx′ (4.47)

= f(x) + O(h2)

∫

W (x − x′, h)dx′ (4.48)

= f(x) + O(h2), (4.49)

where in the second line use was made of the fact that, since the kernel W (x−
x′, h) has compact support of radius h (the smoothing length), then in general

x − x′ ≤ h. And in the third line the normalization condition (4.4) of the

85



kernel was again applied.

Therefore, the SPH approximation given in (4.2) introduces errors of

the order of the smoothing length squared. Since the smoothing length h repre-

sents the resolution of the SPH method, then (4.49) verifies that SPH exhibits

the desired behavior of a numerical method in that the errors introduced by

the method decrease with improved resolution (i.e., smaller h).

In addition to errors introduced by SPH interpolation (4.2), there are

errors introduced by discretizing the integral as in equation (4.6). Here it is

instructive to consider the SPH approximation of the unit function: f(x) = 1

[15] [43]. Applying equation (4.2) to the unit function gives:

〈1〉 =

∫

W (x − x′, h)dx′ (4.50)

= 1, (4.51)

where the normalization of the kernel function was used to arrive at the second

line. Therefore the SPH approximation formula introduces no errors for the

unit function. However, if one considers the discretized SPH interpolation

formula (4.6) for the unit function, the result is:

〈1〉 ≈
∑

j

mj

ρj
W (x − xj, h), (4.52)

which may or may not evaluate to 1 depending on the particle masses, densi-

ties, and positions.

Similarly for the gradient of the unit function, the SPH approximation

formula (4.2) will return the identity 0 = 0 but the discretized interpolation

formula for the gradient of a function (4.37) gives:

〈∇1〉 = 〈0〉 ≈
∑

j

mj

ρj

∇W (x − xj, h). (4.53)

Therefore, the discretization introduces errors even for the unit function.

This issue has been addressed via modifying the gradient formula as proposed
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by Monaghan (1992) [55] (Liu and Liu 2003 [43] and Cossins 2010 [15] also

provide reviews). The method for improving the gradient formula is described

next.

4.4.1 Improved Estimates of the Derivative

To begin, consider multiplying a constant A times a function f(x), then taking

its gradient:

∇ (Af(x)) = A∇f(x) + f(x)∇A. (4.54)

Solving for ∇f(x):

∇f(x) =
1

A
(∇ (Af(x)) − f(x)∇A) . (4.55)

Now let A = 1:

∇f(x) = ∇f(x) − f(x)∇1. (4.56)

Analytically, equation (4.56) is an identity. However, as was shown in

equation (4.53), the SPH evaluation of ∇1 can be nonzero. Rewriting the

right-hand side of (4.56) using both the equation (4.53) for ∇1 as well as the

SPH interpolation formula (4.37) for the gradient ∇f(x), gives

〈∇f(x)〉 ≈
∑

j

fj
mj

ρj

∇W (x − xj, h)

−f(x)
∑

j

mj

ρj
∇W (x− xj , h) (4.57)

=
∑

j

mj

ρj
(f(xj) − f(x))∇W (x − xj, h). (4.58)

Equation (4.58) is an SPH interpolation formula for the gradient which

was arrived at by starting with the original gradient formula (4.37) and sub-
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tracting the error associated with ∇1 given in (4.53). This new formula is an

improvement over the original because, as seen by inspection, it vanishes for

constant functions f(x).

Note that the f(x) factor on the right-hand side of (4.56) was not ap-

proximated with SPH; only the gradients were. This method (i.e., applying the

SPH interpolation formula only to the spatial derivative terms) will hereafter

be referred to as the SPH recipe. This heuristic is similar to traditional finite-

difference schemes in which differential equations are discretized and converted

to algebraic equations by substituting an approximation for all derivatives in

the differential equations. This heuristic will later be placed on a firm theoret-

ical footing when the SPH equations are derived using a variational formalism

in section 4.6.

A similar approach that was used to arrive at (4.58) can be used to

evaluate the divergence of a vector field f(x):

〈∇ · f(x)〉 ≈
∑

j

mj

ρj
(f(xj) − f(x)) · ∇W (x − xj, h). (4.59)

Again, this is an improved estimate since it vanishes for constant vector fields

f(x).

A particularly important application of equation (4.59) will be the eval-

uation of the velocity divergence. Letting f(x) = u(x) has the immediate

result:

〈∇ · u(x)〉 ≈
∑

j

mj

ρj
(u(xj) − u(x)) · ∇W (x − xj, h). (4.60)

Evaluating (4.60) at the center of particle i gives

(∇ · u)i =
∑

j

mj

ρj
(uj − ui) · ∇iWij (4.61)

= −
∑

j

mj

ρj

uij · ∇iWij , (4.62)
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where in the second line the relationship uij = −uji was employed. Equation

(4.62) is the SPH formulation of the divergence of the velocity field.

4.5 SPH Fluid Equations

The SPH formalism will now be applied to the equations of motion for a fluid.

For now, solely pressure forces will be considered. Gravity will be addressed

separately later.

The equations to be approximated and discretized using SPH are there-

fore the Euler equations for mass (2.19), momentum (2.30), and energy (2.79).

Because SPH is a Lagrangian-type method in which trajectories of individ-

ual fluid particles are tracked, the fluid equations in a Lagrangian coordinate

system will be used:
Dρ

Dt
= −ρ∇ · u, (2.19)

Du

Dt
= −∇P

ρ
(2.30)

DU

Dt
= q̇ +

P

ρ2

Dρ

Dt
(2.79)

The adiabatic assumption will be employed here, and therefore there is no heat

exchange between fluid elements (or smoothed particles). Therefore, q̇ = 0 and

the energy equation simplifies to:

DU

Dt
=

P

ρ2

Dρ

Dt
(4.63)

4.5.1 Density and Conservation of Mass

An important use of the SPH interpolation formula (4.6) is to let f(x) = ρ(x),

in which case the result is

〈ρ(x)〉 =
∑

j

mjW (x − xj , h). (4.64)
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Therefore, the density at a point x is computed by summing the contributions

from interpolating the mass of all smoothed particles that overlap point x.

This is the fundamental approach by which SPH discretizes a continuum.

Evaluating (4.64) at the center of particle i gives the simple formula

ρi =
∑

j

mjWij . (4.65)

It probably should not come as a surprise that the SPH method in-

herently conserves mass. Because it is a particle method, and because each

particle carries its own mass, then as long as there is no mechanism by which

particles change their masses (i.e., the {mi} are taken as fixed) then the total

mass of the system is a constant.

In addition to conserving total mass, the SPH density estimate in (4.65)

inherently satisfies the continuity equation, which will now be shown. Begin

by taking the Lagrangian time derivative of (4.65):

Dρi

Dt
=

∑

j

mj
DWij

Dt
(4.66)

=
∑

j

mjuij · ∇iWij , (4.67)

where in the first equality use is made of the fact that the particle masses

{mj} are fixed, and in the second equality equation (4.34) was used for the

time derivative of the kernel.

Comparing the right-hand side of (4.67) and the right-hand side of the

SPH estimate of the velocity divergence (4.62), it is apparent that the right-

hand side of (4.67) is in fact the negative of the velocity divergence times the

density and therefore (4.67) is the discretized form of the continuity equation

in Lagrangian coordinates (2.19).
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4.5.2 Momentum Equation

As a first pass at finding the SPH momentum equation, apply the SPH recipe

to the momentum equation (2.30):

Du

Dt
= − 1

ρ(x)

∑

j

mj

ρj
Pj∇W (x − xj) (4.68)

and evaluate this at the center of particle i (x = xi):

Dui

Dt
= − 1

ρi

∑

j

mj

ρj

Pj∇iWij . (4.69)

This was the result published by Gingold & Monaghan [51] and Lucy [44] in

their original 1977 papers that first proposed SPH. However, this formulation

for the momentum equation has the drawback that it is not anti-symmetric in

particles (i, j) and therefore will not enforce Newton’s Third Law. Therefore,

an improved anti-symmetric approach was sought.

In a 1982 paper by Gingold and Monaghan [26] the following approach

was proposed to derive an anti-symmetric formula (a comprehensive review of

this approach can be found in Liu & Liu [43]). The following is a heuristic

approach which was later put on a firm theoretical footing by Gingold &

Monaghan (1982) [26] and Monaghan & Price in 2001 [56] (for a review see

Springel 2010 [84]).

The alternative approach of Gingold and Monaghan begins with divid-

ing the pressure P by density ρ and taking the gradient:

∇
(

P

ρ

)

=
1

ρ
∇P − 1

ρ2
∇ρ. (4.70)

Rearranging gives

1

ρ
∇P = ∇

(

P

ρ

)

+
1

ρ2
∇ρ. (4.71)
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The left-hand side of (4.71) is the right-hand side of the momentum equation

in Lagrangian coordinates (2.30) and therefore equals −Du
Dt

. Now apply the

SPH recipe by using the SPH gradient interpolation formula on the gradients

on the right-hand side of (4.71):

Du(x)

Dt
= −

∑

j

mj

ρj

Pj

ρj
∇W (x − xj , h)

− 1

ρ(x)2

∑

j

mj

ρj
ρj∇W (x − xj, h). (4.72)

Evaluate this equation at the center of particle i (i.e., x → xi and ∇ → ∇i),

giving:

Dui

Dt
= −

∑

j

mj

ρj

Pj

ρj
∇iWij −

1

ρ2
i

∑

j

mj

ρj
ρj∇iWij (4.73)

= −
∑

j

mj

(

Pj

ρ2
j

+
Pi

ρ2
i

)

∇iWij, (4.74)

where the notation Wij = W (xi−xj, h) was used. Equation (4.74) is an alter-

native SPH interpolation formula for the momentum equation. This equation

is antisymmetric in particles (i, j): the P/ρ terms are symmetric in (i, j) while

the gradient of Wij is anti-symmetric in (i, j) as shown in (4.27). Therefore,

the pressure force from particle i on particle j will be equal and opposite the

pressure force from particle j on particle i, thus satisfying Newton’s Third

Law. This implies that equation (4.74) will inherently conserve linear momen-

tum and was the original motivation for beginning with ∇(P/ρ). Remarkably,

this same result will be obtained using a variational formalism in section 4.6.

4.5.3 Energy Equation

The SPH version of the evolution equation for specific internal energy in the

absence of heat conduction (4.63) will now be found. There are no spatial

gradients in (4.63) on which to apply the SPH recipe, therefore the SPH ap-
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proximation becomes a simple substitution of the SPH density formula (4.64)

into the right-hand side of (4.63):

DU(x)

Dt
=

P (x)

ρ2(x)

D

Dt

(

∑

j

mjW (x − xj , h)

)

. (4.75)

As before, evaluate the above equation at the center of particle i (i.e., let

x = xi):

DUi

Dt
=

Pi

ρ2
i

D

Dt

(

∑

j

mjWij

)

. (4.76)

Because the mass mj of a particle is fixed by construction, what remains is to

evaluate the Lagrangian time derivative of the kernel function using formula

(4.34):

DUi

Dt
=

Pi

ρ2
i

∑

j

mj
DWij

Dt
(4.77)

=
Pi

ρ2
i

∑

j

mjuij · ∇iWij . (4.78)

Equation (4.78) is the SPH formulation of the energy evolution equation.

Again, a basic application of the SPH recipe yields an equation that is not

anti-symmetric in (i, j). However, numerical studies have shown that the en-

ergy formula need not be anti-symmetric in order to conserve energy (see, for

instance, [85])

4.5.4 Alternative Formulations

The SPH fluid equations have been derived by starting with the equations of

fluid dynamics and then applying the “SPH recipe.” The recipe presented is

only one possibile heuristic, however, and historically many others have been

explored.
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Monaghan (1992) [55] noted that an infinite number of anti-symmetrized

forms of the SPH momentum equation can be derived using an approach sim-

ilar to that described in section 4.5.2. These formulae are parametrized by

σ:

Dui

Dt
= −

∑

j

mj

(

Pj

ρ2−σ
i ρσ

j

+
Pi

ρσ
i ρ2−σ

j

)

∇iWij. (4.79)

Hernquist & Katz (1989) [30] suggested achieving pairwise anti-symmetry via

geometric means rather than arithmetic means by beginning with the vector

identity (∇P )/ρ = 2
√

P (∇
√

P )/ρ. The resulting momentum equation is then:

Dui

Dt
= −

∑

j

mj

(

2

√

PiPj

ρiρj

)

∇iWij , (4.80)

which is also anti-symmetric in (i, j). A review of these and other formulations

of SPH can be found in [63] [43].

Finally, some have argued that anti-symmetric forces may not even be a

necessary ingredient in SPH and that it will still conserve momentum without

it, for instance Abel (2011) [1]. Clearly, the number of heuristics for applying

the SPH discretization to the fluid equations is virtually limitless, which is

why it is reasonable to resort to the well-established methods of the calculus

of variations for some guidance in prescribing the SPH equations of motion.

4.6 SPH Equations of Motion from a Varia-

tional Principle

The SPH equations for fluid dynamics have been derived by beginning with the

continuum equations and applying a heuristic to approximate and discretize

them. It has been discussed that several such heuristics exist. In this section,

an altogether different approach is taken to derive the SPH equations.
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It has been shown by Eckart (1960) [19] and others that the dynamical

equations for an ideal fluid can be obtained by starting with a Lagrangian and

applying the Euler-Lagrange equations. Therefore, an alternative approach

for SPH is to begin with the Lagrangian, discretize it using an SPH formula-

tion, and then apply the Euler-Lagrange equations to obtain the discretized

dynamical equations. This approach has the advantage that if the discretized

Lagrangian obeys the same symmetries as the underlying non-discretized La-

grangian, then the resulting equations will automatically obey the desired

conservation laws. The exact method of how to discretize the Lagrangian is

another open question. In what follows, the technique of Springel & Hernquist

(2002) [85] is used.

Eckart [19] showed that the dynamical equations for an ideal fluid can

be derived from the Lagrangian

L =

∫

ρ

(

u2

2
− U

)

dV, (4.81)

where, as before, u is the fluid flow velocity and U is the specific internal

energy. As mentioned earlier, the gravitational potential is not considered

here because it will be treated separately later.

To discretize this Lagrangian, a straightforward approach is to discretize

by letting ρdV = dm ≈ mi as before (see equation (4.6)) and convert the

integral into a sum over particle masses:

LSPH =
∑

i

mi

(

1

2
u2

i − Ui

)

. (4.82)

The quantities mi, ui, and Ui are respectively the mass, velocity, and specific

internal energy of the ith smoothed particle.

Now the equations of motion for the ith smoothed particle can be ob-

tained by applying the Euler-Lagrange equations:

D

Dt

(

∂LSPH

∂ui

)

=
∂LSPH

∂xi
. (4.83)
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First evaluate the partial derivative on the left-hand side of (4.83):

∂LSPH

∂ui
=

∂

∂ui

[

∑

j

(

1

2
mju

2
j − mjUj

)

]

(4.84)

=
∑

j

mjujδij = miui. (4.85)

Therefore, the left-hand side of (4.83) is the Lagrangian time rate of change

of the momentum of particle i:

D

Dt

(

∂LSPH

∂ui

)

= mi
Dui

Dt
. (4.86)

Now evaluate the right-hand side of (4.83):

∂LSPH

∂xi

=
∂

∂xi

[

∑

j

(

1

2
mju

2
j − mjUj

)

]

(4.87)

= −
∑

j

mj
∂Uj

∂xi

, (4.88)

where it has been assumed as before that the particle masses {mi} are con-

stants. The next step is to evaluate the gradient of Uj in the preceding equa-

tion. To do this, a relation describing the thermodynamics of the fluid is

required. For instance, if the fluid is taken to be an adiabatic ideal gas, then it

obeys the equation of state (2.102) (P = A(S)ργ) and the equations derived in

section 2.7.2 can be applied. In particular, the equation of state shows that for

an adiabatic process in which the entropy of each fluid element (or smoothed

particle) stays constant, then U is a function solely of ρ. In that case the

gradient of Uj above can be written using the chain rule:

∂Uj

∂xi
=

∂Uj

∂ρj

∂ρj

∂xi
(4.89)

To evaluate the first derivative on the right-hand side of (4.89), equation
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(2.116) will prove most convenient:

U =
A(S)ργ−1

γ − 1
. (2.116)

Therefore,

∂U

∂ρ
= A(S)ργ−2 =

(γ − 1)U

ρ
, (4.90)

where in the second equality (2.116) was reused. The right-hand side of (4.90)

can be expressed in terms of the pressure by solving equation (2.114) for U :

U =
P

(γ − 1) ρ
. (4.91)

Substituting (4.91) into (4.90) gives

∂U

∂ρ
=

P

ρ2
. (4.92)

and therefore (4.92) evaluated for particle j is

∂Uj

∂ρj

=
Pj

ρ2
j

. (4.93)

Now, to evaluate the other derivative on the right-hand side of (4.89) (the gra-

dient of ρj), start with the SPH density interpolation formula (4.64) evaluated

at xj (the position of particle j) and take the gradient:

∂ρj

∂xi
=

∑

k

mk∇iWjk (4.94)

=
∑

k

mk∇jWjk(δij − δik), (4.95)

where in the second line (4.24) was used.
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Substituting (4.93) and (4.95) into (4.89) gives

∂Uj

∂xi
=

Pj

ρ2
j

∑

k

mk∇jWjk(δij − δik) (4.96)

Now, substituting (4.96) into (4.88), the right-hand side of the discretized

Euler-Lagrange equations can be evaluated:

∂LSPH

∂xi

= −
∑

j

mj
Pj

ρ2
j

∑

k

mk∇jWjk(δij − δik) (4.97)

= −
∑

j

mj
Pj

ρ2
j

(

∑

k

mk∇jWjkδij − mi∇jWji

)

(4.98)

= −mi

(

Pi

ρ2
i

∑

k

mk∇iWik −
∑

j

mj
Pj

ρ2
j

∇jWji

)

(4.99)

= −mi

∑

j

mj

(

Pi

ρ2
i

+
Pj

ρ2
j

)

∇iWij, (4.100)

where the second line is the result of evaluating the δik inside the sum over k,

the third line is the result of evaluating the δij inside the sum over j, and in

the fourth line the dummy summation index k was relabeled to j, the sums

were combined, and Wij = Wji and equation (4.27) were used.

The discretized Euler-Lagrange equations therefore give, after substi-

tuting (4.86) for the left-hand side and (4.100) for the right-hand side and

canceling the common factor of mi:

Dui

Dt
= −

∑

j

mj

(

Pi

ρ2
i

+
Pj

ρ2
j

)

∇iWij. (4.101)

This is the SPH version of the fluid momentum equation. This equation ex-

hibits anti-symmetry in (i, j), meaning linear momentum should be conserved.

This was expected since the SPH Lagrangian (4.82) possessed the necessary

symmetry. This is the same as equation (4.74) which was derived via a heuris-

tic method. Therefore, the ad-hoc nature of the heuristic method has been
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placed on a firmer theoretical foundation.

4.7 Variable Smoothing Lengths

So far it has been assumed that the smoothing length h is constant in time and

the same for all particles. However, from the standpoint of both efficiency and

accuracy, it is desirable to allow h to vary as a function of space and time [30]

[4], since this allows a simulation to use fewer particles to represent regions of

dilute gas and thereby focus computational resources on higher density regions.

Hernquist & Katz (1989) [30] suggested two approaches for doing this,

which they named “scatter” and “gather.” Consider the density approximation

formula (4.65) and introduce an h which can vary from particle to particle.

The “gather approach” is to let h be the smoothing length of particle i:

ρi =
∑

j

mjW (xij, hi). (4.102)

The “scatter approach” is to let h be the smoothing length of particle j:

ρi =
∑

j

mjW (xij, hj). (4.103)

The gather approach therefore amounts to summing the contribution from all

particles that overlap any portion of the ith particle. In the scatter approach,

all neighbors (i.e., the j particles) are found whose smoothing length overlaps

the center of particle i. Hernquist & Katz show that either method introduces

errors of order O(h2), and so there seems to be no incentive to choose one

scheme over another. Therefore, in the fundamental SPH approximation for

the density (4.65), the gather approach of equation (4.102) will be used.

Concerning which approach to use in the other SPH interpolation for-

mulas (especially the equation of motion), Hernquist & Katz point out that

neither scheme is inherently symmetric in (i, j) and therefore in order to main-

tain Newton’s Third Law the equations must be symmetrized in hi and hj .
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They suggest symmetrizing by averaging the kernel functions rather than the

smoothing lengths themselves, thereby using

W̄ij =
1

2
(W (xij, hi) + W (xij , hj)) (4.104)

as the smoothing kernel. As another option, Evrard (1988) [21] advocated

using the average of the smoothing lengths themselves, therefore using

W̄ij = W (xij , h̄ij), (4.105)

as the smoothing kernel, where h̄ij is the average of hi and hj. Hernquist &

Katz argue that this averaging of smoothing lengths introduces issues because

it effectively changes the list of nearest neighbors. Still other versions have

been suggested over the years, prompting Thacker, et al (2000) [91] to perform

a comparative study of five different symmetrization techniques (including

geometric and harmonic means of hi and hj).

Furthermore, the introduction of spatially-varying smoothing lengths

forces one to revisit the SPH formula for the gradient (4.37). Introducing

h(x) means that, when evaluating ∇Wij , additional factors involving ∇h will

appear. Hernquist (1993) [29] showed that neglecting these “grad h” terms

results in a loss of energy conservation. Nelson & Papaloizou (1993) [59]

proposed a solution to this in which they include the ∇h terms in the equations

of motion in a way that maintains energy conservation.

Interestingly, the aforementioned debate over symmetrization heuristics

and issues regarding conserving energy while varying smoothing lengths was

again settled by turning to a variational formulation (see section 4.6), as shown

by Springel & Hernquist in 2002 [85]. This approach will be addressed in

section 4.7.2.
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4.7.1 Choosing h

When allowing for variable smoothing lengths, a logical next question to ad-

dress is how to choose the smoothing length hi of particle i. Hernquist &

Katz [30] suggest adjusting hi in a way that maintains a constant number of

neighbors Nngb for each particle.

Another alternative is to adjust the smoothing lengths so that each

particle maintains a constant mass inside its smoothing volume: ρih
3
i = const

[84]. Rewriting this rule gives:

hi = η

(

mi

ρi

)1/3

, (4.106)

where η is a constant. The difficulty in using (4.106) is that it requires knowing

ρi in order to compute hi, and yet calculating ρi using the SPH density estimate

(4.65) in turn requires knowing hi. This difficulty can be surmounted by

solving both equations simultaneously using a Newton-Raphson method [64]

as follows.

Solving (4.106) for ρi and equating this to the “gather” SPH estimate

for ρi given in (4.102) results in:

mi

(

η

hi

)3

=
∑

j

mjW (xij, hi), (4.107)

Moving the right-hand side to the left-hand side gives a function ζ(hi) for

which a root must be found:

ζ(hi) = mi

(

η

hi

)3

−
∑

j

mjW (xij, hi). (4.108)

Given an initial guess for hi a new estimate hi,new is found via the Newton-
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Raphson method:

hi,new = hi −
ζ(hi)

ζ ′(hi)
, (4.109)

where ζ ′ is the derivative of ζ with respect to h. Calculating this gives:

ζ ′(hi) =
∂ζ

∂h
(hi) (4.110)

= −3mi

hi

(

η

hi

)3

−
∑

j

mj
∂W

∂h
(xij, hi) (4.111)

= −3ρi

hi
−
∑

j

mj
∂W

∂h
(xij, hi) (4.112)

= −3ρi

hi

(

1 +
hi

3ρi

∑

j

mj
∂W

∂h
(xij , hi)

)

(4.113)

= −3ρi

hi

Ωi, (4.114)

where in the third line (4.106) was reused to substitute ρi back into the first

term. In the last two lines, the factor −3ρi/hi was factored out and the

following definition was introduced for Ωi:

Ωi = 1 +
hi

3ρi

∑

j

mj
∂W

∂hi
(xij , hi) (4.115)

The reason for this definition will become more clear in the next section when

another use for the quantity Ωi will be revealed. Substituting result (4.114)

back into (4.109) gives the iterative formula for finding hi:

hi,new = hi

(

1 +
ζ(hi)

3ρiΩi

)

. (4.116)

As a first guess for hi, the value from the previous time step can be used

because the smoothing lengths aren’t expected to change much between time

steps [64].
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The next issue to address in this iterative method is how to decide

when the iterative method has converged. To do this, consider again the idea

presented by Hernquist & Katz [30] in which a constant number of neighbors

is sought for each particle. This helps determine an appropriate value for the

constant η in equation (4.106) by rewriting it as [81]:

4

3
πh3

i ρi = Nngbm̄, (4.117)

where m̄ is the average mass per smoothed particle. In the case where smoothed

particles all have the same mass (mi = m̄), this effectively defines η in equation

(4.106) as

η =

(

Nngb

4
3
π

)
1
3

. (4.118)

This provides a stopping method for the Newton-Raphson iteration: the iter-

ation is complete when all particles have Nngb neighbors.

One final ingredient remains, which is how to set the {hi} at the begin-

ning of the simulation, in which case there is no hi from a previous time step

to use as an initial guess for the value of hi. Equation (4.117) can again be

used by setting m̄ = mi, the mass of the current particle. However, ρi must be

guessed since it cannot be calculated without first knowing hi. In this study,

the technique of Springel (2005) [81] is used. As mentioned in section 4.1,

particle neighbor-finding can be done in O(N log N) time by using an oct-tree

decomposition of the domain. Since this oct-tree data structure is already

built for neighbor-finding purposes, it can also be used to provide an initial

guess for the volume of particle i. The guess for the initial volume of particle

i is the volume of the oct-tree leaf node (or its parent node) that contains

particle i.
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4.7.2 SPH Equations with Variable Smoothing Lengths

When introducing variable smoothing lengths {hi} for each smoothed parti-

cle, the aforementioned gather approach in equation (4.102) is used for density

estimates. However, some questions have been raised as to which smoothing

length to use in the SPH equation of motion (see the discussion at the be-

ginning of section 4.7). This debate was resolved in 2002 when Springel &

Hernquist [85] used a variational method (like that used in section 4.6) to

derive the equations of motion with variable smoothing lengths.

The SPH equations are now derived when allowing for variable smooth-

ing lengths.

Density

Begin with the gather-version of the density estimate as given in (4.102)

ρi =
∑

j

mjW (xij , hi) (4.102)

and take the Lagrangian time derivative, taking account of the fact that both

the particle position and its smoothing length hi can now vary in time:

Dρi

Dt
=

∑

j

mj

(

∂Wij

∂xij

Dxij

Dt
+

∂Wij

∂hi

Dhi

Dt

)

(4.119)

=
∑

j

mj

(

∂Wij

∂xij

x̂ij · uij +
∂Wij

∂hi

Dhi

Dt

)

(4.120)

=
∑

j

mj

(

uij · ∇iWij +
∂Wij

∂hi

∂hi

∂ρi

Dρi

Dt

)

, (4.121)

where all of the Wij terms are functions of hi. To arrive at the second line,

equation (4.31) was used to rewrite the time derivative of xij . To arrive at

the third line, the time derivative of hi was rewritten in terms of the time

derivative of ρi by using the chain rule. Now Dρi/Dt appears on both sides
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of equation (4.121). Moving the Dρi/Dt terms to the same side gives

Dρi

Dt

(

1 − ∂hi

∂ρi

∑

j

mj
∂Wij

∂hi

)

=
∑

j

mjuij · ∇iWij . (4.122)

The ∂hi/∂ρi term can be calculated using equation (4.106), giving:

∂hi

∂ρi
= − hi

3ρi
. (4.123)

Substituting this into (4.122), one sees that the factor in parentheses on the

left-hand side of (4.122) is the quantity Ωi defined earlier in equation (4.115).

Therefore, (4.122) simplifies to:

Dρi

Dt
=

1

Ωi

∑

j

mjuij · ∇iW (xij, hi). (4.124)

Equation (4.124) is the equation for the time derivative of the density when

using variable smoothing lengths. Note that this is the same as equation (4.67)

found earlier without variable smoothing lengths except for the introduction

of the factor 1/Ωi and the fact that the kernel is evaluated at hi.

Energy Equation

Given the time derivative of the density already found in equation (4.124), the

SPH equation for energy evolution when using variable smoothing lengths can

now be found.

As before, begin with the equation for the evolution of internal energy

under adiabatic conditions as given in (4.63):

DU

Dt
=

P

ρ2

Dρ

Dt
. (4.63)

Evaluating this at the location of particle i and substituting (4.124) for the
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Lagrangian time derivative of the density gives:

DUi

Dt
=

Pi

ρ2
i

1

Ωi

∑

j

mjuij · ∇iW (xij , hi). (4.125)

Equation (4.125) is the SPH evolution equation for internal energy when using

variable smoothing lengths. As before, this differs from the original equation

(4.78) only by a factor of 1/Ωi and the fact that the kernel is evaluated at hi.

Equations of Motion

The SPH equations of motion when using variable smoothing lengths will

now be found by applying the Euler-Lagrange equations (4.83) to the SPH-

discretized Lagrangian (4.82). The procedure followed is essentially the same

as that used in section 4.6, except now the {hi} are introduced as a new set

of variables.

Recall from section 4.6 that the spatial derivatives of ρi were needed

to evaluate the Euler-Lagrange equations. Proceeding as before but including

spatial derivatives of hi gives:

∂ρj

∂xi
=

∑

k

mk

(

∇iWjk +
∂Wjk

∂hj

∂hj

∂ρj

∂ρj

∂xi

)

, (4.126)

=
1

Ωj

∑

k

mk∇iWjk, (4.127)

=
1

Ωj

∑

k

mk∇jWjk (δij − δik) , (4.128)

where all of the Wij terms are functions of hj and equation (4.24) was used in

the last line. Again, this equation differs from the earlier equation (4.95) only

by a factor of 1/Ωj.

Now the Euler-Lagrange equations (4.83) are evaluated. The left-hand

side of the Euler-Lagrange equations gives the Lagrangian time rate of change

of the momentum of particle i, as before. The right-hand side of the Euler-
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Lagrange equations is found by evaluating ∂Uj/∂ρj , as already done in (4.93),

as well as evaluating ∂ρj/∂xi, for which equation (4.128) can be used. There-

fore, the Euler-Lagrange equations give:

mi
Dui

Dt
= −

∑

j

mj
Pj

ρ2
j

1

Ωj

∑

k

mk∇jWjk(hj) (δij − δik)

= −
∑

j

mj
Pj

ρ2
j

1

Ωj

(

∑

k

mk∇jWjk(hj)δij − mi∇jWji(hj)

)

= −mi

(

∑

j

−mj
Pj

ρ2
j

1

Ωj
∇jWji(hj) +

∑

k

mk
Pi

ρ2
i

1

Ωi
∇iWik(hi)

)

= −mi

∑

j

mj

(

Pj

ρ2
j

1

Ωj
∇iWij(hj) +

Pi

ρ2
i

1

Ωi
∇iWij(hi)

)

, (4.129)

where the same steps were followed as those used earlier to determine equation

(4.100) except this time taking special notice of the indices on Ω and h when

evaluating the Kronecker deltas.

The SPH equations of motion using variable smoothing lengths are

therefore:

Dui

Dt
= −

∑

j

mj

(

Pj

ρ2
j

1

Ωj

∇iWij(hj) +
Pi

ρ2
i

1

Ωi

∇iWij(hi)

)

. (4.130)

By using a variational principle to derive the equations of motion with variable

smoothing lengths, the question has been settled as to how to handle different

smoothing lengths inside interpolation sums, once again obviating the need for

a debate over heuristic methods. Notice that the resulting method is neither

a simple averaging of hi and hj nor an average of the two kernels Wij(hi)

and Wij(hj), but instead is a weighted average of the two kernels. Also notice

that this equation of motion still produces anti-symmetric forces between (i, j)

particle pairs.
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4.8 Artificial Viscosity

A common issue in computational fluid dynamics is deciding how to handle

fluid shocks, in which changes to a fluid quantity (such as density, pressure, or

temperature) appear to be discontinuous (or nearly discontinuous) at macro-

scopic scales. When such a change occurs over a length scale that is smaller

than the resolution of the numerical method (i.e., in the case of SPH, the

smoothing length h), then the fluid quantity becomes double-valued at the

location of the shock front or, equally problematic for many numerical ap-

proaches, it has an infinite gradient.

von Neumann-Richtmyer and Bulk Viscosity Prescriptions

Many solutions have been proposed to deal with this issue. One such approach,

due to von Neumann & Richtmeyer (1950) [94], has gained widespread use

in hydrodynamic simulations as a result of its straightforward nature. Their

method involves introducing a new pressure term that acts to broaden a sudden

(i.e., nearly-discontinuous) change in a fluid quantity until it is wider than at

least the minimum resolution of the numerical method, while at the same time

making this artificial pressure disappear away from the shock front. They also

require that momentum and energy should be conserved before and after the

shock (i.e., the Rankine-Hugoniot conditions [42]) and that entropy should

increase from pre-shock to post-shock.

With these requirements in mind, von Neumann & Richtmyer suggested

an artificial pressure term that is proportional to the square of the velocity

divergence (and therefore it is triggered by local compressions or expansions

of the fluid). Given a characteristic length scale l, their expression for the

artificial pressure then is

PNR = βρl2 (∇ · u)2 , (4.131)

where β is a dimensionless constant of order unity. This expression has units
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of pressure. In SPH, the characteristic length scale is the resolution h. von

Neumann & Ricthmyer show that introducing this artificial pressure satisfies

the criteria for artificial dissipation just mentioned [94].

However, as shown by Landshoff (1955), the von Neumann-Richtmyer

viscosity does not damp unphysical oscillations that appear in the wake of a

shock [40]. He therefore introduces a second artificial pressure term which is

proportional to the first power of the velocity divergence. This then requires

multiplying by an extra factor of velocity, for which the local sound speed a

was used as a characteristic velocity. The resulting artificial pressure acts like

a bulk viscosity (see section 2.3.2) and is given by:

PB = −αρal (∇ · u) , (4.132)

where l is again a characteristic length (such as h) and α is a dimensionless

constant. The negative sign arises because the velocity divergence is negative

in the case of compressions. Since the von Neumann-Richtmyer dissipation

is dominant in the limit of large velocity differences (i.e., highly supersonic

shocks) and the Landshoff bulk viscosity is dominant in the limit of small

velocity differences, most SPH methods have adopted both of these terms by

adding them together:

PNR-B = βρl2 (∇ · u)2 − αρal (∇ · u) . (4.133)

To keep the list of adjustable artificial dissipation parameters at a managable

size, the value of β is typically set so that β = 2α.

SPH Formulation of Artificial Viscosity

Now consider introducing this type of artificial dissipation into SPH. Since

(4.133) is a pressure term, the typical approach is to simply add this pressure

to the existing pressure calculation. Using equation (4.101) as a guide, this
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would involve making the following substitution:

(

Pi

ρ2
i

+
Pj

ρ2
j

)

→
(

Pi

ρ2
i

+
Pj

ρ2
j

+ Πij

)

(4.134)

where the notation has been introduced:

Πij =

(

PNR-B

ρ2

)

ij

. (4.135)

It now remains to decide the manner in which (4.135) can be cast in

terms of discretized SPH quantities. Because local compressions or expansions

will be calculated between two particles, their relative velocity uij can be used

in the divergence terms in (4.133). Monaghan & Gingold (1982) [53] therefore

proposed using the following estimate of the velocity divergence:

∇ · uij ≈ uij

xij

(4.136)

≈ uij · xij

x2
ij + ǫh̄2

ij

. (4.137)

The second term in the denominator was introduced to prevent values that

increase beyond the floating point maximum when particle separations become

very small, and ǫ is a dimensionless constant that is typically set to 0.01 [63]

[68]. h̄ij is the average of the smoothing lengths of the two particles. One

reason for writing the divergence in this way is that the numerator contains

the dot product of the relative velocity of two particles and their separation

vector. Therefore, artificial viscosity can be “turned off” when two particles

are receding from each other (i.e., for expanding flows). This topic will be

returned to in the next subsection.

A few heuristic choices are now made as to how to evaluate (4.135) for

a pair of particles (i, j). Let the characteristic length l = h̄ij (i.e., the average

of the two smoothing lengths) and evaluate the density ρ and sound speed a as

the average of the two smoothed particle quantities (ρ̄ij and āij , respectively).
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Now defining the notation µij as

µij = h̄ij
|uij · xij|
x2

ij + ǫh̄2
ij

, (4.138)

then equation (4.135) can be written in SPH form as:

Πij =
βµ2

ij − αāijµij

ρ̄ij

. (4.139)

The absolute value in the numerator of (4.138) was introduced in order to make

µij symmetric in (i, j), as this will be important later. At the same time, the

presence of any negative sign resulting from uij · xij will still be utilized to

determine when particles are receding, as mentioned previously. This issue of

smoothed particles that recede or approach each other is addressed next.

Particle Inter-penetration

As discussed, a steep shock front can cause problems for numerical approaches

because fluid quantities appear to become double-valued at some point in

space. In a grid-based approach, this would correspond to having two different

quantities for the same variable at a single mesh point. In the SPH approach,

the equivalent situation is having two particles that coincide in space and

therefore carry different values of a quantity (like temperature or pressure) at

their coinciding particle centers. Therefore, one goal of artificial viscosity in

SPH is to prevent inter-particle penetration. An additional benefit of this is

that artificial dissipation therefore helps maintain particle order, which may

in fact make artificial dissipation a necessary ingredient of SPH (a topic that

is explored in more detail in chapter 5).

The form of (4.138) is convenient because the quantity uij · xij is neg-

ative when two particles are approaching and positive when two particles are

receding. Therefore, a simple check of the sign of uij · xij can enable SPH to

“turn off” artificial viscosity during expanding flows (when particles are reced-
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ing) and only trigger artificial viscosity when particles are approaching each

other. Therefore, the following form of Πij is adopted:

Πij =







(

βµ2
ij − αāijµij

)

/ρ̄ij uij · xij < 0

0 otherwise.
(4.140)

Equation (4.140) is the standard artificial viscosity prescription in SPH.

SPH Equations with Artificial Viscosity

One more heuristic must now be adopted, which determines the manner in

which (4.140) is introduced into the equations of motion (4.130) when the

smoothing lengths are variable in space and time. Because equation (4.130)

was derived using a variational principle, and since the resulting kernel func-

tions are part of a weighted average, it is not immediately clear how Πij can

be introduced. Based on the discussion at the beginning of section 4.7, the

smoothing lengths of the kernels are not averaged but instead the kernels them-

selves are averaged [84]. Therefore, denoting W̄ij = 1
2
(Wij(hi) + Wij(hj)) as

before, the acceleration due to artificial viscosity (denoted with the “AV” sub-

script) is:

(

Dui

Dt

)

AV

= −
∑

j

mjΠij∇iW̄ij. (4.141)

From equation (4.140) and the definition of µij given in (4.138), it is seen

that Πij is symmetric in (i, j), and therefore the anti-symmetric feature of the

forces between particles i and j is maintained. It is now seen why the absolute

value was adopted in the numerator of the definition of µij.

Finally, consider the evolution of energy in the presence of artificial

viscosity. The introduction of artificial dissipation means that kinetic energy

is being converted into thermal energy, and this must be accounted for in

the SPH energy equation in order to maintain overall energy conservation in
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the SPH method. By analogy with the energy equation (4.78), the change in

internal energy caused by artificial dissipation is:

(

DUi

Dt

)

AV

=
∑

j

mjΠijuij · ∇iW̄ij , (4.142)

where the average smoothing kernel W̄ij has been adopted as in (4.141).
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Chapter 5

Computational Results and

Discussion

5.1 Computational Model

5.1.1 System of Units

In what follows, the system of “natural units” has been adopted, in which

Newton’s gravitational constant G and the speed of light c are both set to 1.

All masses will be expressed in units of the central accretor M . These units

conveniently show the manner in which quantities scale as the mass of the

central accretor is changed.

Considering the formula for the Schwarzschild radius (or gravitational

radius) rG, this gives:

rG =
2GM

c2
= 2M. (5.1)

Therefore, distances will also be referred to in units of M . Because both mass

and distances are expressed in units of M , density will be expressed in units

of M/M3.

Now consider the unit time, which is the time required for light to travel
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the unit distance of 1M :

t =
1M

c
= 1M. (5.2)

Hence, because c = 1, time increments will also be expressed in units of M , and

one unit of time corresponds to the light-crossing time of half a Schwarzschild

radius.

Furthermore, all velocities will be expressed in units of c, including

radial velocity u and the speed of sound a. Specific internal energy is energy

per unit mass, which is in units of velocity squared and therefore will be

expressed in units of c2.

5.1.2 Numerical Equations

The accreting gas is modeled as an adiabatic ideal fluid that obeys the fluid

equations and equation of state set forth in chapter 2. These equations are

solved by discretizing the fluid into N smoothed particles with masses {mi}
and solving the numerical SPH equations derived in chapter 4. The GADGET-

2 code by Volker Springel (2005) [81] forms the code base for these numerical

experiments. GADGET-2 is a massively-parallel implementation of SPH and

therefore the runs described in this chapter have been performed on a super-

computing cluster using between 16 and 64 processors per run.

Smoothing lengths are allowed to vary in space and time (see section

4.7). The density ρi at the ith particle position xi is found using the “gather”

approach given by (4.102):

ρi =
∑

j

mjW (xij , hi) (4.102)

Once ρi has been found, the pressure at the ith particle position is found by

applying equation (2.114) to the ith particle:

Pi = (γ − 1) ρiUi. (5.3)
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Ui is initially assigned by choosing an initial temperature profile T (x) and then

applying equation (2.113) at the ith particle position:

Ui =
kBT (xi)

m̄ (γ − 1)
, (5.4)

after which Ui will be evolved as described below.

Once ρi and Pi are found, the acceleration due to fluid pressure of the

ith particle is given by equation (4.130)

Dui

Dt
= −

∑

j

mj

(

Pj

ρ2
j

1

Ωj

∇iWij(hj) +
Pi

ρ2
i

1

Ωi

∇iWij(hi)

)

, (4.130)

and the gravitational acceleration of the ith particle is found using Newton’s

law of gravitation:

Dui,grav

Dt
= G

N
∑

j=1

mj

x2
ij

. (5.5)

The specific internal energy of the ith particle is evolved using equation (4.125)

DUi

Dt
=

Pi

ρ2
i

1

Ωi

∑

j

mjuij · ∇iW (xij , hi). (4.125)

In the above evolution equations, the factor Ωi is gven by (4.115):

Ωi = 1 +
hi

3ρi

∑

j

mj
∂W

∂hi

(xij , hi) (4.115)

Artificial viscosity is defined by equations (4.140) and (4.138):

Πij =







(

βµ2
ij − αāijµij

)

/ρ̄ij uij · xij < 0

0 otherwise,
(4.140)

where µij = h̄ij
|uij · xij|
x2

ij + ǫh̄2
ij

, (4.138)
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and all quantities with an overbar are taken as the average between the values

for particles i and j. β is typically set equal to 2α, and potential values for α

are discussed later in this chapter. The acceleration due to (artificial) viscous

forces is given by (4.141)

(

Dui

Dt

)

AV

= −
∑

j

mjΠij∇iW̄ij. (4.141)

and the effect of artificial viscosity on internal energy is given by (4.142):

(

DUi

Dt

)

AV

=
∑

j

mjΠijuij · ∇iW̄ij , (4.142)

Everywhere that it appears, the kernel function Wij = W (|xi − xj |, h)

is the cubic spline function given by equation (4.8) using the normalization

factor in (4.13):

W (r, h) =
8

πh3



















1 − 6
(

r
h

)2
+ 6

(

r
h

)3
0 ≤ r

h
≤ 1

2

2
(

1 − r
h

)3 1
2
≤ r

h
≤ 1

0 r
h

> 1,

(4.8)

Because the kernel function is specified analytically, its spatial gradient ∇iWij

needed in equations (4.130), (4.125), (4.141), and (4.142), as well as its deriva-

tive ∂Wij/∂hi needed in equation (4.115), are also all known analytically.

Each smoothed particle maintains a constant number of neighbors Nngb

using an iterative Newton-Raphson approach given by (4.116):

hi,new = hi

(

1 +
ζ(hi)

3ρiΩi

)

, (4.116)

where ζ(hi) is found by substituting (4.118) for η into equation (4.108):

ζ(hi) =
m̄Nngb

4
3
πh3

i

−
∑

j

mjW (xij , hi), (5.6)
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where m̄ is the average mass of the Nngb neighbors of particle i. This iteration

is repeated until all particles have Nngb neighbors.

5.1.3 Initial Data

The approach to setting initial data in SPH differs from traditional grid-based

codes because the density ρ(x) at each spatial point is not assigned simply

by setting desired values at specific grid points but rather it is determined by

the collection of particle positions {xi}, masses {mi}, and smoothing lengths

{hi}, as given by equation (4.65). Therefore, setting initial data in SPH is

an exercise in choosing particle positions, masses, and smoothing lengths so

that the resulting density field matches the desired initial density field. Some

techniques for doing this have been developed using trial and error [28] but

finding an ideal method is generally problem-dependent.

Four different techniques for setting the initial density are investigated

here. These techniques can be subdivided into two categories: (1) choosing

particle positions to lie anywhere in the entire computational domain, or (2)

subdividing the computational domain into spherical shells and assigning par-

ticle positions to lie within the spherical shells. These techniques are further

subdivided in that one can choose the particle masses to be the same for all

particles or one can allow them to vary. Rosswog (2009) [68] has suggested

that allowing particles to have widely-varying masses can be problematic in

that the accelerations of smaller particles will become too large in the presence

of much higher mass particles.

The details for implementing each of the four techniques for setting

initial data are discussed in appendix A.2. Unless stated otherwise, the runs

described in this chapter use a Monte Carlo method to select radial positions

and Marsaglia’s algorithm to select θ and φ positions of smoothed particles

(see appendix A.2.1). This amounts to choosing particle positions randomly

in such a way that, with some statistical variation, they reproduce the desired

radial density profile and also maintain spherical symmetry. All particles are
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assigned equal mass, which is chosen to be Mgas/Npart where Mgas is the total

mass of the accreting matter and Npart is the user-defined total number of

particles.

Once the masses and positions have been chosen, the smoothing lengths

are calculated as described in section 4.7.1. The initial velocities and internal

energies are simply assigned to particles based on their radial positions by

using the analytical initial values at that particle’s radius.

5.1.4 Inner and Outer Boundaries

The inner boundary of the gas is given by the sink radius rsink. Several values

of rsink have been experimented with, as will be described. When a smoothed

particle reaches the sink radius (or “sink horizon”), the particle is accreted

by the sink and therefore deleted from the simulation. The particle’s mass

can then be added to the sink particle’s mass. Changing the sink particle’s

mass was deemed generally unnecessary, however, as the mass of an individual

particle is many orders of magnitude smaller than the mass of the sink and

therefore the sink particle’s mass will not change appreciably even if it accretes

the majority of the smoothed particles in the simulation.

The outer boundary of the gas is a vacuum boundary. In the steady-

state Bondi solution described in chapter 3, it is assumed that the gas falls in

from infinity and that there is an infinite reservoir of gas available to produce

a steady-state situation. In these experiments the gas is necessarily finite.

However, the outer boundary rout is set to be much larger than the Bondi

radius rB in order to approximate a large supply of gas far from the accretor.

Because of the vacuum boundary at rout, some gas will be pushed outwards by

gas pressure internal to the gas sphere. This gas leaves the simulation domain

and to improve computational efficiency it is then removed since it no longer

plays a role in the accretion process.
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5.2 Supermassive Accretor with γ = 1.01

Consider an accretor with mass comparable to the mass of a supermassive

black hole: M = 108M⊙ = 1.989 × 1041g.

For this accretor mass, the unit length of 1M = 1.477×1013 cm ≈ 1 au.

Therefore, 1pc ≈ 3.086×1018 cm = 209, 000M . And the unit time is the light-

crossing time of the unit length, which is 492.6 seconds (about 8 minutes).

A nearly-isothermal equation of state with γ = 1.01 (see section 2.7)

is used. This value of γ provides a good validation test for SPH because it

places the sonic radius well outside the sink radius where it can be resolved.

Furthermore, by setting γ > 1, the time evolution of thermal energy and sound

speed will not be supressed, providing further tests of the ability of SPH to

recreate steady-state spherical accretion.

The ambient conditions ρ∞ and T∞ are chosen to be comparable to

the conditions found in an active galactic nucleus where supermassive black

holes accrete matter [47]. Therefore, ρ∞ = 10−19 g/cm3 = 1.6188−21M/M3

and T∞ = 107 K. The ambient sound speed can be found from the ambient

temperature using equation (2.132):

a∞ =

√

γkB

m̄
T∞ = 0.0012558 c. (5.7)

The length and time scales are given by the sonic radius (3.32) and

Bondi time (3.39), respectively. For M = 108M⊙, γ = 1.01, and a∞ =

0.0012558 c, these are:

rs =
GM(5 − 3γ)

4a2
∞

= 312, 293M ≈ 1.5 pc, (5.8)

tB =
GM

a3
∞

= 5.05 × 108M = 7881 yrs. (5.9)

Therefore, in order to properly resolve the sonic radius, the inner radius

of the accreting gas must be smaller than 1.5 pc. In this study, the inner

radius rin was set to 20, 000M ≈ 0.065 pc and 2000M ≈ 0.0065 pc in separate
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trials. The outer radius rout must be much larger than rB and also provide

a sufficient reservoir of gas for the accretion process to acquire steady state,

and is therefore set to at least 4 × 106M ≈ 20 pc. The radius of the central

accretor (the “sink radius”) is set to be just smaller than rin.

In the steady-state solution presented in chapter 3, it was assumed that

the accretor dominates the gravitational potential. Therefore in the numerical

model it is important to consider the “Bondi mass” MB, which is the mass of

gas contained within a Bondi radius. The Bondi mass is found by numerically

integrating the Bondi density profile from rin to rB. The ratio MB/M should

be much less than one in order for the accretor mass M to dominate the

gravitational potential. See table 5.1 for the values MB/M .

The analytical prediction for the accretion rate is given by (3.49), where

λ is first found from (3.47). Given γ = 1.01, then λ = 1.107825 and therefore

Ṁ = 1.138 × 10−11 in natural units.

The total number of particles Npart to begin with is 2 million.

5.2.1 Maintaining Steady State Accretion

As a first test as to whether SPH can simulate the Bondi solution, the initial

conditions are set to the Bondi steady-state solution. The question then is

whether SPH will maintain this steady-state solution and/or reproduce the

analytical prediction for the accretion rate.

Run #1

Run #1 uses an inner radius of 2000M and an outer radius of 1.2 × 107M .

Figure 5.1 shows the results for the density (top) and radial velocity (bottom)

after running up to t = 2tB. These and all other figures were produced using

the methodology described in A.3.1.

The density profile calculated by SPH (the plotted points) has some

scatter around the analytical Bondi solution (the solid line) but it follows the

analytical steady-state solution fairly well down to at least r = 104M .
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The velocity profile understimates the analytical velocity, even though

(as evidenced by the figure) the initial data is set to correspond to the analyt-

ical steady-state solution. The deviation from the analytical solution becomes

greater as the radial positions get smaller.

It can also be seen on the right-hand side of the plots that the outer

boundary of the gas is moving inwards as the gas is accreted onto the sink.

Some of the outer gas (not pictured) is also moving away from the center.

Because the initial sphere of gas is surrounded by vacuum, the pressure internal

to the gas sphere is causing gas on the outer boundary to be “blown out.”

Some insights into the reason for the under-estimated radial velocity

can be gained by considering figure 5.2 for the pressure (top) and smoothing

lengths (bottom).

On average, the computed pressure follows the expected analytical trend.

The pressure becomes slightly over-estimated inside r ≈ 105M , where the rel-

ative error is on average 9% with a standard deviation of 24%. This is a result

of the over-estimate of the density (figure 5.1) and the internal energy (figure

5.3) since, by equation (5.3), P ∝ ρU . This excess pressure accounts for the

decrease in the radial velocity, as extra pressure will support the gas against

gravitational infall. The pressure also becomes under-estimated near the sink

radius of r = 2000M . This could be due to the fact that particles near the

sink have neighbors on only one side, since once a smoothed particle crosses

over the sink radius it is accreted and deleted from the simulation (see section

5.1.4). Therefore, in the vicinity of the sink radius there are fewer overlap-

ping particles contributing to the total density and therefore the pressure as

computed by equation (5.3) will also be under-estimated. The presence of the

inner boundary at rsink has some additional effects on the smoothing lengths,

as discussed in what follows.

From figure 5.2 (bottom), the smoothing lengths are shown to decrease

with decreasing radius. This is expected since, as the smoothed particles move

closer together due to radial infall, the particle number density will increase.

The smoothing lengths are therefore adjusted (using the technique described
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Figure 5.1: Run #1: Density (top) and radial velocity (bottom) profiles after

t = 2tB . The horizontal bars depict the radial extent of the volume represented by

each plotted point. The analytic sonic transition point occurs at rs ≈ 3 × 105.
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in section 4.7.1) to be smaller as the particles maintain a constant number

of neighbors. This is a desirable feature because higher resolution is then

enforced in the higher-density region near the sink horizon.

As the particles get closer to the sink horizon, figure 5.2 (bottom) shows

that there is a slight reversal of the decreasing trend of the smoothing length.

This is due to the presence of the sink horizon. Again, particles near the

horizon will have neighbors on just one side. In order to maintain a constant

number of neighbors, particles will therefore grow larger in order to accomo-

date this requirement.

The significance of y = x in figure 5.2 (bottom) stems from the fact that

the smoothing radius (depicted on the x-axis) and the radial position of the

particle center (depicted on the y-axis) are given in the same units. Therefore,

if the smoothing lengths cross above y = x, a smoothed particle will overlap

the origin without being accreted. In an extreme case, a smoothed particle can

overlap the entire sink radius and therefore contribute to the gas pressure on

the opposite side of the sink. A representative example using the value of the

leftmost point in figure 5.2 (bottom) is shown in figure 5.9 (top). Therefore, it

is desirable that the smoothing lengths remain as far below y = x as possible.

A final observation concerning the smoothing lengths is that they should

ideally become smaller than the sink radius before being accreted. The sink

radius is plotted as a horizontal line in figure 5.2 (bottom). If a smoothed

particle has a larger radius than the sink, then the sink is accreting a volume

of gas that is larger than the sink itself.

Both of these smoothing length requirements (smoothing lengths re-

maining below y = x and accretion of particles with a radius less than the

sink radius) are violated by Run # 1, as evidenced by figure 5.2 (bottom).

This could contribute to the over-estimated pressure seen in figure 5.2 (top).

Two methods are investigated to correct for these violations of the

smoothing length requirements. First, a larger sink radius can be instituted.

Second, more than 2 million particles can be used and thereby decrease the av-

erage smoothing length throughout the computational domain. These options
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are investigated in Runs 3 and 4, respectively.

Further insight into the excess pressure and reduced radial velocities is

gained by considering figure 5.3 for the internal energy (top) and tempera-

ture (bottom). There is excess heating and the deviation from the analytical

prediction increases as the radius gets smaller. For ease of comparison with

the pressure, the internal energy is plotted with the same log scale as figure

5.2 (top). The percent error of pressure and internal energy are within the

same order of magnitude, as expected from equation (5.3). The temperature

is plotted in a linear scale to better illustrate the range of the deviation. How-

ever, despite the apparent differences due to different scales, the pressure and

internal energy trends are the same because the internal energy and pressure

are proportional to each other by a constant factor as given by equation (5.4).
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Run #
Initial
Data

Nparts α rsink[M ] rout[M ]
MB/M
[×10−4]

1 Bondi 2 × 106 0.8 2000 1.2 × 107 4.53

2 Bondi 2 × 106 0 2000 1.2 × 107 4.53

3 Bondi 2 × 106 0.8 20000 4.2 × 106 4.36

4 Bondi 107 0.8 2000 4.2 × 106 4.53

5 uniform 2 × 106 0.8 2000 4.2 × 106 0.270

6 uniform 107 0.8 20000 4.2 × 106 0.270

7 Bondi 2 × 106 0.1 20000 4.2 × 106 4.36

8 Bondi 2 × 106 0.05 20000 4.2 × 106 4.36

9 Bondi 2 × 106 0.01 20000 4.2 × 106 4.36

10 uniform 2 × 106 0.1 - 0.8 20000 4.2 × 106 0.270

Table 5.1: Run Parameters: “Bondi” initial data were constructed using the steady-

state spherically-symmetric analytical solution (see section 5.1.3). “Uniform” initial

data were constructed with uniform density and zero initial velocity.
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Figure 5.2: Run #1: Pressure (top) and smoothing lengths (bottom) after t = 2tB .

The horizontal bars depict the radial extent of the volume represented by each

plotted point. The analytic sonic transition point occurs at rs ≈ 3 × 105.
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Figure 5.3: Run #1: Internal energy (top) and temperature (bottom) after t = 2tB .

The horizontal bars depict the radial extent of the volume represented by each

plotted point. The analytic sonic transition point occurs at rs ≈ 3 × 105.
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Run #2

The excess heating in Run #1 can be attributed to the artificial viscosity.

As the smoothed particles follow ingoing radial trajectories, they are moving

closer together and therefore artificial viscosity will be triggered by equation

(4.140). The artificial viscosity acts to prevent particle inter-penetration by

creating an artificial friction that converts kinetic energy into heat. Although

energy is still conserved in the SPH formulation, this spurious heat increases

the temperature and therefore the internal energy, which by equation (5.3)

increases the pressure.

To test this hypothesis, the artificial viscosity can be turned off by

setting α = 0 in equation (4.140). The resulting temperature and radial

velocity at t = 2tB for the resulting case without artificial dissipation are

plotted in figure 5.4. By comparing figures 5.3 (bottom) and 5.4 (top), it is

shown that turning off artificial dissipation causes a dramatic improvement in

the quality with which SPH approximates the analytical steady-state solution

inside a radius of 105M ; with artificial viscosity turned on, the relative error

has an average of 13% with a standard deviation of 20% from the analytical

temperature, whereas with artificial viscosity turned off the relative error has

an average of 0.6% with a standard deviation of 0.4%. From this it is concluded

that artificial viscosity is a key underlying cause of the unwanted heating.

Although turning off artificial viscosity has mitigated the spurious heat-

ing, figure 5.4 (bottom) shows that the radial velocities now deviate greatly

from the analytical result. This is due to a combination of inter-particle pen-

etration and the fact that the plotted velocities are the average velocities for

all particles at or near a given radius. If there are an equal number of positive

(ingoing) and negative (outgoing) velocities at each radius, this would account

for the average radial velocities being near zero as depicted. To confirm this,

figure 5.5 plots the percentage of particles at each radius that have outgoing

velocities. As can be seen in the figure, the percentage of outgoing particles is

nearly 50% throughout the volume, and above 50% for particles near the sink.

This split of ingoing and outgoing particles accounts for the average radial
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velocities being near zero in figure 5.4 (bottom).

Further evidence of this behavior is shown in figure 5.6, in which the

trajectory of a single, representative smoothed particle is traced for the case

with artificial dissipation (top pane) and without artificial dissipation (bottom

pane). The sink radius is represented by a black circle. The same particle is

traced in each case. In the case with artificial dissipation, the particle is

captured by the sink within 0.33tB. In the case without artificial dissipation,

the particle passes through the particles at smaller radii, misses the sink, and

is deflected by close-encounters with other particles into a chaotic orbit that

still continues after 2tB. Note that although it appears the particle passes

through the sink at some points, this plot is a projection onto the (y, z) plane

and the particle misses the sink in the x direction. The conclusion drawn here

is that artificial dissipation is a necessary component of the SPH method in

that it prevents particle inter-penetration and therefore allows pressure forces

to support the gas as they should.
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Figure 5.4: Run #2: Temperature (top) and radial velocity (bottom) after t = 2tB
with no artificial dissipation. The horizontal bars depict the radial extent of the

volume represented by each plotted point. The analytic sonic transition point occurs

at rs ≈ 3 × 105.
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Figure 5.5: Run #2: Percent of smoothed particles with outward velocities after

t = 2tB with no artificial dissipation.
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The sink radius is represented by a black circle.
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Run #3: Increasing the sink radius

So far, two issues have been raised: (1) whether the smoothing lengths are suf-

ficiently small (compared to y = x and compared to rsink just before accretion)

and (2) the unwanted effects but necessary presence of artificial dissipation.

The first of these will be addressed in this run and the next. The second issue

will be addressed in section 5.2.3.

The first approach that was suggested to address the issue of smoothing

lengths being too large was to increase the sink radius. In this run, rsink is

increased from 2000M to 20, 000M . Furthermore, decreasing the outer radius

will decrease the total gas volume and thus increase the resolution for an equal

number of particles. Both this run and the next will use an outer radius that

is a factor of 3 smaller. The drawback to this is that the gas reservoir “at

infinity” will be smaller and the lifetime of the run will be reduced.

The resulting pressure and smoothing lengths are plotted in figure 5.7.

The smoothing lengths still cross above y = x and still do not fall below

rsink; however, the smoothing lengths remain below y = x for the majority

of the volume and come within 38% of rsink as opposed to being an order of

magnitude larger as in Run #1. This results in some improvement in the

pressure computation inside r = 105M as the relative error is on average

10% with a standard deviation of 8% (as opposed to 9% with a standard

deviation of 24% in Run #1). As expected, this improves the radial velocity

computation (plotted in figure 5.8), as the relative error is on average -11 %

with a standard deviation of 3% (as opposed to -42% with a standard deviation

of 12%). Figure 5.9 (bottom) shows a scale drawing of the sink particle and an

innermost smoothed particle just before accretion, for comparison with Run

#1.

Figure 5.8 (bottom) plots the computed accretion rate as a function of

time for this run. After a brief initial ramping-up, the computed accretion rate

approaches the analytical prediction. After about t ≈ 5tB, the gas reservoir

becomes depleted and the accretion rate goes to zero. Just before the gas is

depleted, the accretion rate experiences a brief increase. The likely explanation
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for this is due to the outer boundary condition; since it is a vacuum boundary,

outermost layer of gas is blown off which results in a “back reaction” due to

momentum conservation that forces the next-outermost layer to move inward

faster than normal. The effective lifetime of the run is therefore the point just

before this final “gasp” of infall.

As a test of whether SPH is maintaining spherical symmetry, figure 5.10

(top) shows a 2D slice of log ρ through the x-y axis, which by inspection clearly

exhibits a spherical character. Figure 5.10 (bottom) plots the average ratio

(as a function of radius) of the tangential velocity over the radial velocity.

From this plot it is seen that the tangential velocities are at least an order

of magnitude smaller than the radial velocities up to a radius of r ≈ 106M .

Some randomness in the velocity direction is expected as the smoothed parti-

cles interact with each other through pressure forces. The behavior becomes

increasingly less radial at larger radii, where the gravitational pull from the

accretor is weaker and pressure forces become more dominant. From the dis-

cussion in section 3.7, gravity is expected to dominate pressure inside the sonic

radius. Given that the sonic radius is r ≈ 3 × 105 in this scenario, figure 5.10

(bottom) confirms that the velocities are mostly radial within the sonic radius

(the vertical line), as expected.

For further evidence that the gravitational forces are dominant inside

the sonic radius, consider figure 5.11, which shows the ratio of kinetic pressure

ρv2 to thermal pressure P . As expected, the thermal pressure is dominant out-

side the sonic radius. Near the sonic radius, the kinetic and thermal pressures

become roughly equal. Inside the sonic radius, the thermal pressure becomes

more and more insignificant as the gas approaches gravitational free fall.

In summary, increasing the sink radius has improved the overall ac-

curacy of the SPH computation as compared to the analytical solution with

respsect to radial velocity. The analytical accretion rate is reasonably-well

reproduced, spherical symmetry is maintained, and gravitational forces domi-

nate inside the sink radius. However, this approach has the drawback that gas

is being removed from the calculation within a radius that is several orders
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of magnitude larger than a Schwarzschild radius of 2M and therefore will not

resolve any phenomena very near a black hole horizon. It would be preferable

to keep the sink radius as small as can be allowed.
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Figure 5.7: Run #3: Pressure (top) and smoothing lengths (bottom) after t = 2tB .

The horizontal bars depict the radial extent of the volume represented by each

plotted point.
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Figure 5.8: Run #3: Radial velocity after t = 2tB (top) and computed value of Ṁ

as a function of time (bottom) compared with the analytical steady-state prediction

for Ṁ . Each increment on the x-axis represents 2tB (bottom).
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Figure 5.9: Run #1 (top) vs Run # 3 (bottom): Scale drawing of the sink particle

(shaded circle), a representative innermost smoothed particle (empty circle), and

their positions at the time that the smoothed particle is accreted.
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Figure 5.10: Run #3 test of spherical symmetry: Plot of log ρ as a slice through

the x-y axis (top) and average ratio of tangential velocity to radial velocity as a

function of radius (bottom). The vertical line in the bottom plot shows the location

of the sonic radius.
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Run #4: Increasing the particle number

The second approach to address smoothing lengths is to increase the number

of particles. In this run, the sink radius is kept at its original size (2000 M) but

the particle number was increased from 2× 106 to 107. The resulting pressure

and smoothing lengths are plotted in figure 5.12.

As before, the pressures are somewhat overestimated at small radii. The

smoothing lengths come within a factor of 4 times the sink radius. This is an

improvement over Run #1, in which the smoothing lengths were a factor of

40 times the sink radius. It can also be seen in figure 5.12 (bottom) that if the

sink radius were increased to 20, 000 M (as in Run #3), then the smoothing

lengths would drop well below the sink radius. Therefore, resolution must be

significantly refined in order to make the smoothing lengths smaller than the

sink radius when the sink radius is even a factor of 100 times larger than the

Schwarzschild radius.

Figure 5.13 shows the radial velocity and temperature for Run #4 after

t = 2tB. As expected, the excess pressure causes an understimate of the radial

velocities. Also as before, artificial viscosity has caused excess heating at small

radii. However, the artificial heating has been mitigated somewhat by smaller

smoothing lengths (for comparison, consider the 64% error at the innermost

radius in Run #1 versus the 34% error at the innermost radius in Run #4).

The reduction of the effects of artificial viscosity by higher resolution was

predicted by Meglicki, et al. (1993) [48] and has been confirmed here. This

convergent effect is important because, as one would expect from the discussion

in section 4.4, increasing the resolution should result in a better approximation

of the analytical solution. The artificial viscosity formulation of section 4.8,

although ad-hoc, does have this desirable convergent character.
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Figure 5.12: Run #4: Pressure (top) and smoothing lengths (bottom) after t = 2tB .

The horizontal bars depict the radial extent of the volume represented by each

plotted point.
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Figure 5.13: Run #4: Radial velocity (top) and temperature (bottom) after t =

2tB . The horizontal bars depict the radial extent of the volume represented by each

plotted point.
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5.2.2 Reproducing Steady State Accretion from Uni-

form Static Initial Data

An alternative way to test whether SPH can reproduce Bondi accretion is

to begin with a sphere of gas with uniform density that is initially at rest.

Ideally, after running for several Bondi times, the Bondi profile for all gas

quantities and the analytical Bondi accretion rate should be recovered. An

additional evaluation in this scenario is the accuracy of the prediction of the

transonic radius. This test was not performed in the previous runs because the

transonic radius was already set by the initial conditions and would therefore

be maintained as long as the analytical velocity and temperature (and therefore

sound speed and Mach number) profiles are maintained. On the other hand,

in these new runs the gas velocity begins at zero everywhere. As the radial

velocity and temperature (and therefore sound speed) increase, a Mach number

profile will evolve over time. The steady-state computed Mach number vs.

radius profile should cross through the point (r = rsink,M = 1).

The initial density is set to the ambient density ρ∞. The Bondi mass is

then

MB =
4

3
πρ∞

(

r3
B − r3

in

)

. (5.10)

The initial velocity is set everywhere to 0 and the initial temperature is set

everywhere to the ambient temperature T∞.

Run #5

Aside from using uniform initial conditions, Run #5 follows a similar format as

Runs #1 and #3: rsink = 2000M , rout = 4×106, α = 0.8, and Npart = 2×106.

Run #5 ran to a total time of t = 1.8 × 109M ≈ 3.6tB. Figure 5.14

shows the resulting density and radial velocity profiles. The density profile

shows that although the initial density was uniform, the steady-state analytical

profile was recovered quite well by SPH. Also, the outer boundary has moved
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inward much farther than in the earlier runs because this run lasted 80%

longer. The velocity profile also shows a fair reproduction of the steady-state

analytical profile, although it is somewhat under-estimated as before.

The radial velocities are again underestimated. However, it’s possible

that the run hasn’t had enough time to reach the steady state, as evidenced

by the plot of Ṁ vs. time in figure 5.15. The computed value of Ṁ appears

to be approaching the analytical value. Before it can reach it, however, the

gas reservoir runs out which results in the signature peak (as discussed in Run

#3) and the ensuing decay of the accretion rate. Therefore, it is possible that

this run would have reached the analytical rate if given more time, which in

turn would require a larger gas reservoir. Increasing the outer boundary would

solve this problem, however as shown in Runs #2 and #3, a suitably refined

resolution is required to maintain small smoothing lengths and therefore a

significant increase in particle number is required. This issue will be returned

to in Run #6.

As before, the temperature plot in figure 5.16 (top) shows evidence of

unwanted heating at smaller radii due to artificial viscosity because α = 0.8 in

this run. Figure 5.16 (top) is remarkably similar to the same figure (bottom

pane of figure 5.3) for Run #1 even though Run #5 started with different

initial data and ran 80% longer. Figure 5.16 (bottom) shows that this run

also has similar smoothing length issues that Run #1 had, although they are

slightly better. The data shown in figure 5.16 can account for the smaller than

expected radial velocities.

Finally for Run #5, consider the plot of Mach number vs. r/rs depicted

in figure 5.17. The SPH solution closely follows the analytical solution in the

vicinity of the sonic point. Near the sonic radius, the computed solution is

quite close to the analytical solution. At smaller radii, the computed Mach

number is smaller than the analytical Mach number. This can be understood

since the gas is nearly isothermal (γ = 1.01) and so the temperature (and

therefore sound speed) is nearly constant throughout the volume, however

the flow speed is underestimated, resulting in an underestimate of the Mach
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Figure 5.14: Run #5: Density and radial velocity profiles for static, uniform initial

conditions after t = 3.6tB . The horizontal bars on the intial data show the radial

span of the volume represented by each plotted point.
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Figure 5.15: Run #5: Ṁ vs. time. The steady-state analytical prediction of Ṁ is

given by the horizontal line.

number. At larger radii, the Mach number is over-estimated.

The analytical solution passes through (1, 1). The computed value of

the sonic radius is the intersection of the SPH curve and the M = 1 horizontal

line. The analytical sonic radius is rs = 312, 000M and the computed sonic

radius is rs,SPH = 301, 000M , giving an error of 3.51%.
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Figure 5.16: Run #5: Temperature (top) and smoothing lengths (bottom) for

static, uniform initial conditions after t = 3.6tB . The horizontal bars on the intial

data show the radial span of the volume represented by each plotted point.
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Figure 5.17: Run #5: Mach number M vs r/rs after t = 3.6tB . The horizontal line
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Run #6

For Run #6, the initial data remains uniform and static but the techniques

presented in Runs #3 and 4 for improving the smoothing length behavior are

applied: the sink radius is increased by an order of magnitude and the number

of particles is increased to 107.

This scenario ran to a final time of t = 8.20tB. Figure 5.18 shows the

computed value of Ṁ for the lifetime of the run. As in Run #5, the computed

value of Ṁ approached the analytical value but the useful lifetime of the run

ended before the analytical value could be reached. Based on figure 5.18, the

last usable time before the final burst of infall is t ≈ 2.25 × 109M = 4.45tB.

Therefore, this time will be used in the remainder of the plots for this run.

Another point to note about figure 5.18 in comparison to figure 5.15 is

that the computed accretion rate is nearly identical, except there is a reduction

in the ”noisiness” as a result of using more particles. Furthermore, while Run

#5 computed the analytical accretion rate with an error of 7.6%, the improved

resolution of Run #6 computed the accretion rate with a slightly better error

of 5.4%. The computed accretion rate was found by taking the last computed

value before the end of the run (i.e., just before the final peak of infall).

Figure 5.19 shows the density and radial velocity at t = 4.45tB. As

before, the density fits nicely and the radial velocities are slightly underesti-

mated. Figure 5.20 shows that the temperature is slightly overestimated in

the interior regions.

Figure 5.21 (top) plots the smoothing lengths for Run #6. These

smoothing lengths exhibit all of the desired resolution properties that were

set forth in the discussion in Run #1. Figure 5.21 (bottom) is a scale drawing

of the sink particle, an innermost smoothed particle, and their positions just

before the smoothed particle is accreted. Despite these desirable resolution

qualities, the radial velocities are still underestimated and the temperature

is still overestimated. The conclusion drawn is that resolution alone is not a

fix for the underestimated velocities. One must look to the artificial viscosity

prescription to recover the analytical solution for Bondi accretion. Artificial

151



 0

 2e-12

 4e-12

 6e-12

 8e-12

 1e-11

 1.2e-11

 0  1e+09  2e+09  3e+09  4e+09

computed
analytical steady-state

Figure 5.18: Run #6: Ṁ vs. time. The steady-state analytical prediction of Ṁ is

given by the horizontal line.

viscosity is the subject of the next two sections.
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Figure 5.19: Run #6: Density and radial velocity profiles for static, uniform initial

conditions after t = 4.45tB . The horizontal bars on the intial data show the radial

span of the volume represented by each plotted point.
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Figure 5.20: Run #6: Temperature for static, uniform initial conditions after

t = 4.45tB . The horizontal bars on the intial data show the radial span of the

volume represented by each plotted point.
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Figure 5.21: Run #6: Smoothing lengths (top) for static, uniform initial condi-

tions after t = 4.45tB . The bottom figure is a scale drawing of the sink particle

(shaded circle), a representative innermost smoothed particle (empty circle), and

their positions at the time that the smoothed particle is accreted.
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5.2.3 Parameter Study of Artificial Viscosity

As seen in the preceding two sections, SPH under-estimates radial velocities

because of excess pressure as a result of spurious heating caused by artificial

viscosity. As described in section 4.8, artificial viscosity is triggered when

particles move towards each other. This accounts for the spurious heating

occuring at smaller radii; since particles are following radial trajectories, they

are moving closer together by nature of the geometry of the scenario.

Runs #7 through #9

In the next set of runs, the analytical steady-state solution is used as the

initial data (as in Runs #1 through #4) but the parameter α that controls the

amount of artificial dissipation is varied. α = 0.8 and α = 0 were already tried

in Run #1 and Run #2 (respectively). The next set of runs will investigate

how close α can get to 0 and still maintain particle order. Run #7 uses α = 0.1,

Run #8 uses α = 0.05, and Run #9 uses α = 0.01. Otherwise, these runs are

identical to Run #3, and ran to a time of t = 2tB.

The temperature profile of these runs is shown in figure 5.22 (top),

along with that of Run #3 for comparison. In the figure it can be seen that

decreasing the amount of artificial dissipation improves the estimation of the

temperature, as expected. However, decreasing α too far eventually has an

adverse effect on the temperature prediction, as seen in the α = 0.01 case.

Similarly, figure 5.22 (bottom) shows that the radial velocity estimates

improve with decreasing α, until α gets too small. In particular, α = 0.1 has

a better result than either α = 0.05 or α = 0.01.

It is interesting to note that Morris & Monaghan (1997) [58] proposed

using a value of 0.1 as a minimum for the α parameter. Their justification

was that 0.1 is simply an order of magnitude smaller than the recommended

maximum value of 1. This parameter study has provided a more quantitative

reason for selecting 0.1 as a minimum value of α.

It therefore appears that α = 0.1 is an acceptable value for the prob-
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lem of spherical accretion. The reduced amount of artificial dissipation does

however result in more random particle behavior. As shown in figure 5.23

(top), as α gets smaller there is an increasing percentage of particles with out-

ward velocities, and this region of increased randomness grows to encompass

smaller radii. Values of α as low as 0.05 exhibit pure inflow behavior within

r = 5 × 105, whereas α = 0.01 shows some outflow even down to the sink

radius. This issue might be mitigated as the run continues, as shown in figure

5.23 (bottom), which illustrates that for the α = 0.1 case the size of the region

of purely ingoing particles is growing with time. This tendency to particle dis-

order with small α agrees with a recent study by Cullen & Dehnen (2010) [16]

in which they show the existence of a “clumping instability” (i.e., smoothed

particles perturbed from an equilibrium position will tend to clump together

rather than return to equilibrium) when α = 0.
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Figure 5.22: Runs#3,7-9: Comparison of the effects of varying α on temperature

(top) and radial velocity (bottom) after t = 2tB .
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α = 0.1 case.
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5.2.4 Varying Artificial Viscosity in Time and Space

Conclusions drawn about artificial viscosity so far include that it creates un-

wanted heating yet is needed to maintain order among smoothed particles, and

that α = 0.1 appears to provide some balance between maintaining particle

order and mitigating spurious heating.

Artificial viscosity is parameterized by a tunable dimensionless constant

α. So far, α has been fixed throughout the entire domain and for all time.

On the other hand, if different smoothed particles are each allowed to have

a separate value of α, then artificial viscosity can be tuned in a space- and

time-dependent manner. In principle, artificial viscosity can be triggered only

in regions where it is needed (i.e., near shocks), and left at some minimum

value everywhere else. This approach is investigated in the next set of runs.

Morris & Monaghan (1997) [58] first proposed the following scheme for

selecting α: Let αi for smoothed particle i start at some minimum value αmin.

Then evolve αi in time by solving the following differential equation:

Dαi

Dt
=

(αmin − αi)

τi
+ Si. (5.11)

This causes αi to decay back towards its minimum value with an e-folding

time of τi. Si is a spatially-varying source term that causes αi to increase in

the presence of a shock.

The proposed source term is the absolute value of the divergence of the

velocity, when the divergence is negative, and 0 otherwise:

Si =







|∇ · ui| ∇ · ui < 0

0 otherwise.
(5.12)

The velocity divergence of particle i is calculated in the usual SPH manner

using equation (4.62). Since α is dimensionless and the units of the velocity

divergence are inverse time, then this simple choice for a source term has the

right units for equation (5.11).
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The time scale τi can be taken to be some multiple of the sound-crossing

time of the particle’s smoothing radius:

τi =
hi

ξai
, (5.13)

where ξ is a dimensionless parameter.

A further modification to this scheme was suggested by Rosswog, Davies,

Thielemann, & Piran (2000) [67]. In their scheme, one also chooses an αmax

and rewrites equation (5.11) as:

Dαi

Dt
=

(αmin − αi)

τi
+ (αmax − αi)Si. (5.14)

In this way, αi increases due to the source term, but never above αmax. In the

absence of a source, αi decays back to αmin.

The approach of Rosswog, et al. has been implemented here by using

a backward Euler method. Begin by expressing the time derivative on the

left-hand side of (5.14) as a finite difference (the i subscripts will be dropped

for now):

α+ − α−

∆t
=

(αmin − α+)

τ
+ (αmax − α+)S+. (5.15)

The “+” subscripts denote quantities evaluated at the “current” timestep,

and the “-” subscripts denote quantities evaluated at the “previous” timestep.

Since this is a backward Euler method, all of the quantities on the right-hand

side have been evaluated at the current timestep. Now multiply through by

∆t and add and subtract αmin on the left-hand side:

α+ − αmin − (α− − αmin) = ∆t

[

(αmin − α+)

τ
+ (αmax − α+)S+

]

. (5.16)
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Defining y+ = α+ − αmin and y− = α− − αmin simplifies this to:

y+ − y− = ∆t
[

−y+

τ
+ (αmax − αmin − y+)S+

]

. (5.17)

Now solving for y+ gives the desired difference formula:

y+ = (y− + (αmax − αmin)S+∆t)

(

1 +
∆t

τ
+ S+∆t

)−1

. (5.18)

Run #10

Rather than having one parameter α to tune, the parameter space now includes

three parameters: αmin, αmax, and ξ. Previous results indicate that α = 0.1 is

a reasonable minimum value for maintaining particle order, whereas α = 0.8

should not be exceeded because it produces excess heating. A value of ξ = 0.2

sets τ to 5 smoothing radius sound-crossing times. These parameter values

are selected for Run #10.

The initial data is set to static, uniform initial conditions with rsink =

20, 000M and rout = 4.2 × 106M .

Figure 5.24 shows the behavior of α after t = 4.0tB. The positive

and negative velocity divergences have been separated in the figure and made

dimensionless by multiplying by the characteristic time scale τ . It can be

seen from the figure that the presence of a positive velocity divergence does

not influence the value of α; at large radii the divergence is mostly positive

and yet α remains close to its minimum value of 0.1. On the other hand, at

small radii inside the sonic radius (rs ≈ 300, 000M), the divergence grows in

the negative direction and α is increased accordingly. Furthermore, particle

order is being maintained because, as in the α = 0.8 case, the percentage of

particles moving outward is zero throughout the volume (see previous figure

5.23 for comparison). This is happening despite the fact that α = 0.1 in this

run for the majority of the volume, leading to the conclusion that α is being

increased only when it is needed in order to prevent particle inter-penetration.

Therefore, the implementation of a time- and space-varying α is behaving as
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expected.

Figure 5.25 shows the result of varying α on the radial velocity and

temperature. Run #5, which uses α = 0.8, is also included for comparison

purposes. The radial velocities are unimproved by allowing α to vary. The

temperatures are slightly improved, except for the innermost point which looks

identical. This is explained by looking again at figure 5.24: as radius decreases,

α approaches its maximum value of 0.8. Therefore, at the innermost point,

α = 0.8 for both Run #5 and Run #10, which explains why the temperature

at that point is the same for both runs.

From this it is concluded that, although varying α in time and space

has maintained particle order while keeping α small throughout most of the

volume as desired, α is still high in the supersonic region inside the sonic

radius due to convergent flows moving on radial trajectories, and that still

contributes to excess heating. Therefore, one needs to design a new trigger for

α that can differentiate between radial flow and particle inter-penetration.
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Figure 5.24: Run #10: α as a function of radius at t = 4.0tB for static, uniform

initial conditions. ∇ · u is also plotted with the positive and negative divergences

separated. The velocity divergence was made dimensionless by multiplying by the

characteristic time scale τ .
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Figure 5.25: Run #10: Radial velocity (top) and temperature (bottom) as a func-

tion of radius. Run #5, which uses α = 0.8, is also plotted for comparison.
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Chapter 6

Conclusions and Future Work

The modern formulation of SPH, as developed in Chapter 4, can accurately

reproduce the analytical steady-state density profile, both from static uniform

initial data and steady-state initial data. In an initially static uniform run

with high resolution (see Run #6), the analytical accretion rate is computed

to within 5.4% and the analytical sonic radius is reproduced to within about

3.5%.

Spherical symmetry can be recreated using a combination of rejection

methods as described in A.2. Spherical symmetry is maintained when using

vacuum outer boundaries, although these outer boundary conditions are lim-

iting in that one must strike a balance between increasing the useful lifetime

of the run (by using more particles) and easing the computational burden of

having a large gas reservoir “at infinity” (by using fewer particles).

Furthermore, it has been shown that the SPH method produces infall

that is dominated by gravitation within the supersonic regime and dominated

by pressure in the subsonic regime, as expected from the analytical Bondi

solution.

Some resolution requirements have been developed, in which the smooth-

ing radius of a smoothed particle should not exceed its positional radius and

the smoothing radius of a smoothed particle should be smaller than the sink

radius just before accretion. These two demands can be met; however to do
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so given the run parameters used here requires making the sink radius roughly

four orders of magnitude larger than the Schwarzschild radius. In order to

resolve gas closer to the event horizon of a black hole, significantly more par-

ticles than 107 are needed, which already exceeds the number of particles used

in recent SPH studies of similar accretion problems (for example, Barai, et al.

(2011) [2]). In a future set of runs, particle numbers will be increased another

order of magnitude and simulations will be run on more than 64 processors in

order to resolve gas closer to the sink radius.

The computational burden of resolving gas close to the sink radius can

also be eased by moving the outer boundary closer to the sonic radius. How-

ever, this results in reduced run lifetimes. This issue can be solved if a steady

inflow boundary can be implemented in SPH, for instance by regular introduc-

tion of new SPH particles at the outer boundary. Some attempts have been

made at doing this (notably Barai, et al. (2011) [2] and Moeckel & Throop

(2009) [50]), but in those cases the introduction of new particles disrupted

the symmetry of the problem. An area for further improving the ability of

SPH to reproduce steady accretion is therefore to address this outer boundary

issue and find a way to introduce smoothed particles in a way that preserves

symmetry. Using the same rejection methodology that was developed here for

setting spherically-symmetric initial data, it is likely that new particles can

be introduced at the outer boundary without disrupting spherical symmetry.

This will also be an avenue of future investigation.

Another significant outcome of this study is the nature of the role of

artificial viscosity inSPH. Artificial viscosity was historically invented to allow

computational fluid dynamics methodologies to resolve shocks. In SPH it

serves a secondary purpose in that it prevents particle inter-penetration in

order to maintain particle order. It was shown bothquantitatively (e.g., figure

5.5) and qualitatively (e.g., figure 5.6) that artificial viscosity is in fact a

necessary ingredient of the SPH approach, even in smooth flows like steady-

state spherical accretion.

However, it was shown quantitatively (e.g., in Run #2) that artificial
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viscosity has anunwanted side effect in that it causes unphysical heating of

the gas, especially in convergentregions of the flow, which then results in tem-

peratures and pressures that are overestimatedand therefore infall velocities

that are underestimated in the supersonic regime. In order totrigger artificial

viscosity only where it is needed (i.e., in the case of shocks and to prevent

particle inter-penetration), artificial viscosity was allowed to vary in time and

space (Run #10). This had the desired effect of keeping the average artifi-

cial viscosity at aminimal value while still maintaining particle order. On the

other hand, excess heating still occurred in the supersonic region because the

current artificial viscosity trigger cannotdifferentiate between flows that are

converging due to head-on particle collisions and flowsthat are converging due

to radial infall. Therefore, an improved artificial viscosity triggeris needed,

and this will be the subject of future investigation.

The effects of artificial viscosity have been carefully investigated, and

steps have been made towards reducing the unwanted effects of artificial vis-

cosity while preserving the wanted features. However, the historical motiva-

tion for including artificial dissipation in the first place was to resolve shocks.

Therefore, once artificial viscosity has been tuned as needed for radial flow,

it is important to also test whether the artificial dissipation scheme can still

resolve shocks. This can be tested by injecting energy into the gas at the

location of the sink particle, causing a blast wave to move outwards and shock

the gas. This scenario would also be interesting from the perspective of inves-

tigating the effect of a supernova shock wave moving through accreting gas.

This blast wave test will also be the subject of future work.

In the development of the modern formulation of SPH in Chapter 4, it

was shown that the many heuristic debates which arise when formulating the

methodology can be resolved by appealing to a variational principle. In other

words, rather than using discretization techniques on the equations of motion,

a fluid Lagrangian can be cast into a discrete form and then equations of mo-

tion can be derived from the discrete Lagrangian using a least-action principle.

This has the advantage that any symmetries inherent in the Lagrangian will
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be manifested as conservation properties in the equations of motion. There

is an additional benefit to this method of development, which is that new

physics can be naturally incorporated into the computational model by be-

ginning with a different Lagrangian. For instance, Monaghan & Price (2001)

[56] have started with the Lagrangian of a perfect fluid, discretized it using

the SPH formulation, and derived conservative SPH equations for the case of

special relativity. This approach can also be applied to the general relativistic

case of a static background spacetime (see Rosswog (2009) [68] for a review).

Therefore, within the variational framework, SPH can be adapted to

study the general relativistic effects on a fluid accreting onto a black hole. In

particular, Bardeen & Petterson (1975) [3] proposed that, in the case of an

accretion disk around a black hole in which the spin of the black hole is mis-

aligned with the spin axis of the disk, the presence of general-relativistic frame

dragging will cause the disk and black hole spin axes to become aligned. This

could have important consequences for the resulting gravitational wave radia-

tion emitted by a binary black hole merger [6] [11]. In order to demonstrate

this effect in SPH, a general-relativistic implementation of SPH in a Kerr black

hole spacetime is needed. SPH in a curved background is a suitable choice for

this type of problem because the axisymmetry of the accretion disk is disrupted

by warping due to the effects of frame dragging, and this lack of symmetry is

naturally handled by the particle nature of the SPH methodology.
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Appendix

Numerical Details

A.1 Computation of Analytical Bondi Solu-

tion

This appendix describes the numerical method used to solve the dimension-

less Bernoulli equation (3.69), which is a nonlinear algebraic equation that is

implicit in the variables M (Mach number) and x (dimensionless radius).

As can be seen in Figure 3.1, the solutions to (3.69) comprise a series of

trajectories that are parameterized by the dimensionless accretion parameter

λ. Therefore, for a given x, a numerical method can converge on any number

of trajectories within some numerical tolerance. Furthermore, trajectories 1

and 2 are both solutions to (3.69) when λ is given by equation (3.47). Since

trajectory 1 is the solution of interest here, care must be taken to stay on

trajectory 1 and avoid trajectory 2. This becomes especially relevant at or

near the critical point, x = xs as given in (3.54), because the trajectories cross

at x = xs. Therefore it is possible to approach x = xs on trajectory 1 and

leave x = xs on trajectory 2.

The general approach to numerically solving (3.69) is to move all terms

to one side, so that
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F (x,M) =
1

2

(

λ

x2

)

2(γ−1)
γ+1

M 4
γ+1 +

(

λ

x2M

)

2(γ−1)
γ+1

− 1

x
− 1

γ − 1
= 0, (A.1)

and then pick a value for x and find the value of M that satisfies F (x,M) =

0. By incrementing x through a desired range of values {xi|i = 0..N}, the

trajectory of F can be traced out in (x,M) space.

The bisection method is a numerical root-finding algorithm that is suf-

ficient for solving equation (A.1). For some x0, the value M0 that satisfies

F (x0,M0) = 0 can be found by “bracketing” the value of M0 between two

guesses (call these Ma and Mb) such that F (x0,Ma) and F (x0,Mb) have

opposite signs. If F (x,M) is continuous, then by the Intermediate Value The-

orem there must exist an intermediate value M0 between Ma and Mb such

that F (x0,M0) = 0.

In the bisection method, the value of M0 is found via a binary search

technique. The interval (Ma,Mb) is divided into two halves by finding the

midpoint Mc = (Ma + Mb)/2. The value of F (x0,Mc) is then evaluated.

If |F (x0,Mc)| = 0 to within some accuracy (i.e., if |F (x0,Mc)| < ACC for

some predetermined “ACC”), then M0 = Mc is kept as the desired root.

Otherwise, the search is continued in either of the subintervals (Ma,Mc) or

(Mc,Mb), depending on which has two endpoints that give opposite signs

when evaluting F (x,M) (i.e., the subinterval that contains the root).

One strength of the bisection method is that it is guaranteed to converge

to some solution [9]. However, it is not guaranteed to converge onto the desired

trajectory, which as mentioned is a concern in the present scenario. Therefore,

care must be taken to bracket the desired trajectory, and this is done by

starting with the sonic point because it is the only point already known to lie

on the desired trajectory.

The solution of (A.1) occurs in two phases: one which begins at the

sonic point and traces trajectory 1 to the left (i.e., towards smaller x) and

one which begins at the sonic point and traces trajectory 1 to the right (i.e.,
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towards larger x). The challenge in using the bisection method is in choosing

the bracketing values Ma and Mb at each x. A useful feature of function M(x)

is that it is monotonic (see [78] for a proof of this using relativistic arguments),

and this monotonicity will be taken into consideration when bracketing roots.

Begin at the sonic point (x,M) = (xs, 1), where xs is the sonic radius

given in equation (3.54). Bracketing around the sonic point itself cannot con-

verge, as there are two trajectories that cross at the sonic point and therefore

no matter how small the neighborhood that Ma and Mb form around M = 1

the signs of F (xs,Ma) and F (xs,Mb) will always be the same. Therefore it

is necessary to move to one side or the other. Suppose the trajectory is traced

to the left first, as mentioned previously. Then the procedure is as follows:

Choose a δ that is “small” (a suitable value of δ will be discussed later)

and then start the leftward trace at x0 = xs − δ. Since M(x) increases mono-

tonically as x decreases, and because M(xs) = 1, then M(x) must be greater

than 1 for all x < xs. Therefore, at the point x0 = xs − δ, the lower bound

L0 on the root M(x0) will be L0 = 1. The upper bound U0 can be taken as

U0 = 1 + ∆M (a suitable value of ∆M will be discussed later). After per-

forming the iterative bisection on the interval (L0, U0), a root M0 ∈ (L0, U0)

will be obtained which satisfies F (x0,M0) = 0 to within the desired accuracy.

Next, decrement x0 by an amount ∆x (the value of ∆x determines

the “resolution” of the trajectory that will eventually be traced out) and use

bisection to find a new root at x1 = x0 − ∆x. To bracket this new root, the

montonicity of M(x) can again be employed by noting that the new value

M1 = M(x1) must be larger than M0 = M(x0) since x1 < x0. Therefore,

the lower bound U1 on M1 can be taken as M0 and the upper bound U1

will be M0 + ∆M. The general recipe for bracketing when stepping left is

Ui+1 = Mi + ∆M and Li+1 = Mi. In this way, the solution to (A.1) can be

traced to the left by “stair-stepping” up along the trajectory and performing

bisection at each step.

A similar procedure can be used for tracing the trajectory to the right.

Begin at x0 = xs + δ. Since M(x) is monotonically decreasing with increasing
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x, the first upper bound is U0 = M(xs) = 1. The first lower bound is L0 =

1−∆M. Once the first root M0 is obtained from performing bisection on the

interval (L0, U0), then M0 becomes the new upper bound for the next root

and the new lower bound is M0 − ∆M. Again, the trajectory is traced by

“stair-stepping” M downwards as x increases, this time using the recipe that

Ui+1 = Mi and Li+1 = Mi − ∆M.

The methodology described above provides a means for solving the

Bernoulli equation (3.69) at a discrete set of points {xi,Mi}. However, it

is still of great utility to possess a numerical procedure for evaluating M(x)

for an arbitrary value x. One such procedure is described now.

First, compute the set {xi,Mi} using the stair-stepping bisection method

given above and store these values in a lookup table. In order to account for

boundary cases, it is recommended to broaden the domain by some arbitrary

factor. For instance, for a domain x ∈ (X1, X2) as before, tracing the trajectory

over a domain (0.8X1, 1.1X2) will prove useful. Next, given an arbitrary x, find

the values (x0,M0) and (x1,M1) such that x0 < x < x1. Then, by the mono-

tonicity of M(x), the desired value M must be such that M1 < M < M0.

Therefore, the values M1 and M0 form new bounds L and U to bracket an

interval for bisection. However, if ∆x was chosen sufficiently small, then the

interval (x0, x1) = (x0, x0 + ∆x) is small and the function M(x) can be ap-

proximated by a polynomial function on that interval. Therefore, (x0,M0)

and (x1,M1) form endpoints for interpolation to the point (x,M). Interpola-

tion with a higher-order polynomial is usually subject to excessive oscillation,

and moreover requires expanding the set of interpolating points to include

N − 1 values from the lookup table (where N is the order of the polynomial),

which could pose problematic at the boundaries of the domain (albeit partly

mitigated by broadening the domain as mentioned before). But if ∆x is small

enough, the function M(x) is nearly linear in the interval (x0, x0 + ∆x) and

low-order interpolation can provide a satisfactory means for finding (x,M).

In practice, given the discrete set {xi,Mi} with ∆x small, linear interpolation

between (x0,M0) and (x1,M1) provided a suitable method for finding M(x)
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at an arbitrary x.

Suitable values of δ, ∆M, and ∆x still remain to be discussed. As

mentioned, the value of ∆x determines how well the final solution will be

resolved and is therefore best determined by the demands of the application.

The value of δ can be made arbitrarily small since the only requirement is

that the sonic point itself isn’t within the search interval. Therefore, δ is used

to “excise” an arbitrarily small neighborhood around the sonic point. In this

study, values of roughly .001 and 0.1·∆M were used for ∆x and δ, respectively.

The success of this “stair-stepping” bisection method depends most

sensitively on the value chosen for ∆M. One strategy for choosing ∆M is

to utilize knowledge of the problem domain, such as the value of ∆x, the

range of values of M, and the range of values of x. Let the range of M be

(Y1, Y2) and the range of x be (X1, X2). Then given ∆X, the domain will be

subdivided into Nx = (X2−X1)/∆X intervals. The range of M will therefore

be subdivided into a similar number of intervals, so that a starting value for

∆M can be estimated by ∆M ≈ (Y2 − Y1)/Nx. In practice, about twice this

value proved sufficient for ∆M. Therefore, in this study a value of roughly

1.4 × 10−3 was used for ∆M.

A.2 Generating Initial Data

In a grid-based approach, constructing initial conditions is a matter of assign-

ing initial values of computed variables at each grid point. Constructing initial

conditions in Smoothed Particle Hydrodynamics is a less straightforward en-

deavor. Each smoothed particle occupies a particular position with a particular

velocity and carries other attributes through the flow: mass, smoothing length,

and specific internal energy (or equivalently, entropy). Given the Bondi solu-

tion for density ρB(r), radial velocity ur(r), and temperature TB(r) as derived

in section 3.6, the smoothed particles must be assigned position, velocity, mass,

smoothing length, and specific internal energy. The method for assigning each

of these attributes is described in this chapter of the appendix.
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A.2.1 Mass, Position, and Density

In the SPH formulation, density ρ(r) at some radial position r is determined

from the masses {mi|i = 1 . . . N} and positions {xi|i = 1 . . . N} of a collection

of N smoothed particles using the SPH density interpolation formula (4.64).

Therefore, matching the SPH density field ρ(r) to the Bondi density solution

ρB(r) boils down to choosing particle masses, positions, and smoothing lengths.

The positions and masses are assigned first, as described in this section, and

the smoothing lengths are assigned later as described in section A.2.4.

Four techniques for assigning positions and masses were tried, each with

its own pros and cons. Although method 4 was ultimately chosen for this study,

all four methods along with their strengths and weaknesses will be discussed.

The goal of each method below is to prescribe particle masses {mi} and

positions {xi} for N particles in order to match the analytical Bondi density

ρB(r). In each case, the particles occupy a spherical domain with an inner

radius rmin and outer radius rmax.

Method 1: Particle Placement by Spherical Shells

The first approach is to place smoothed particles of equal mass by subdividing

the domain into spherical shells and adding particles to each shell until the

shell’s density matches the Bondi density at that radius.

First, the mass of each particle must be determined. Given a target

number N of smoothed particles, the mass of the entire domain is calculated

and divided by N to determine the mass per smoothed particle. The mass of

the entire domain is given by:

M =

∫

V

ρBdV (A.2)

= 4π

∫ rmax

rmin

r2ρB(r)dr, (A.3)

where in the second line the spherical symmetry of ρB(r) was exploited to

175



convert the volume integral into an integral over radius.

There is no closed-form analytic solution for ρB(r). However, the value

of ρB(r) can be numerically obtained at any r by using the methodology

described in appendix A.1. Therefore, the integral in (A.3) can be evaluated

numerically. In this case, the GSL (GNU Scientific Library) implementation

of adaptive Gauss-Kronrod integration was used [27], which is a variant of

Gaussian quadrature that utilizes nested quadrature points. In practice, a

simple implementation of Simpson’s rule also produced equivalent results to

Gauss-Kronrod.

Once M is found by numerical integration, the mass per particle is

simply m = M/N .

Next, the particles must be assigned radial positions. This can be ac-

complished by subdividing the domain into spherical shells, each with radial

width ∆r. (Optionally, the domain can be subdivided into spherical shells

by choosing shells of constant volume Vs rather than constant radial extent

∆r.) Specifically, the shell centered on position r will encompass the volume

between radii r−1/2∆r and r+1/2∆r. Denote the volume of this shell by Vs(r).

Given the Bondi density ρB(r), particles of mass m can be added to this shell

until the shell’s density matches ρB(r). That is, n particles are needed where

n =
ρB(r)Vs(r)

m
, with Vs(r) =

4

3
π
(

(r + 1/2∆r)3 − (r − 1/2∆r)3
)

. (A.4)

Within each spherical shell, the radial position of each particle is cho-

sen from the interval (r − 1/2∆r, r + 1/2∆r). The simplest choice would be r.

However, this will produce a “banding” effect in which particles are present

only at a discrete set of radii within the volume. A placement strategy that

better fills the space within shells can be used by selecting radii from a Gaus-

sian distribution with bσ = 1/2∆r, where b is the desired number of standard

deviations that fit inside the spherical shell. The Gaussian tails can optionally

be truncated or not at the boundaries of the spherical shell. A third alterna-

tive is to draw particle positions from a uniform probability distribution on
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the interval (r − 1/2∆r, r + 1/2∆r).

In this way the radial positions of the smoothed particles are selected.

What remains is to choose random angles θ and φ that determine the particle

position in three-dimensional spherical coordinates in a way that approximates

spherical symmetry. In other words, the random points should uniformly cover

a sphere of radius r. This can be accomplished using a method published by

Marsaglia in 1972 [45], described in the next section and hereafter referred to

as “Marsaglia’s algorithm.”

Marsaglia’s Algorithm

To pick points that uniformly cover a sphere, it is insufficient to randomly

pick θ and φ from uniform distributions on (0, π) and (0, 2π), respectively.

Consider a ring on the surface of a sphere, which has area r2dθdφ. A ring that

is closer to the pole will have a smaller area, whereas one closer to the equator

will have a larger area. However, if points are placed by sampling uniformly

for θ and φ, all such rings will contain an equal number of points. Therefore,

a ring close to the pole will have a higher density of random points than a ring

close to the equator. Therefore, selecting θ and φ from independent uniform

distributions will place points on a sphere in a way that favors the poles.

The technique of Marsaglia [45] is a fast method for picking random

points that uniformly cover the unit sphere. The algorithm is as follows:

Pick x1 and x2 from uniform distributions on (−1, 1), and reject all

pairs for which x2
1 + x2

2 ≥ 1. For the accepted pairs (x1, x2), let X2 = x2
1 + x2

2

and calculate:

a = 2x1

√
1 − X2 (A.5)

b = 2x2

√
1 − X2 (A.6)

c = 1 − 2X2. (A.7)

The point (a, b, c) will lie on the unit sphere. To prove this, consider
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a2 + b2 + c2, which is:

a2 + b2 + c2 = 4x2
1(1 − X2) + 4x2

2(1 − X2) +
(

1 − 2X2
)2

(A.8)

= 4
(

x2
1 + x2

2

)2
(1 − X2) + 1 − 4X2 + 4X4 (A.9)

= X2(4 − 4X2) + 1 − X2(4 − 4X2) (A.10)

= 1, (A.11)

as required.

Furthermore, the collection of points {(a, b, c)} will have a uniform dis-

tribution on the unit sphere. Marsaglia proves this in his paper [45] and the

proof is not reproduced here.

Now given a point ~A = (a, b, c) on the unit sphere, a point ~X on a

sphere of radius r is obtained by simple scaling : ~X = r ~A. Hence, by iterating

over spheres with radii in the range (rmin, rmax), a spherical domain can be

uniformly filled.

Method 2: Uniform Placement with Variable Particle Masses

As an alternative to placing smoothed particles into spherical shells, the par-

ticle positions can be assigned such that they fill a sphere uniformly (ex-

cluding the interior region where radii are less than rmin). In particular,

each coordinate x, y, and z can be selected from a uniform distribution on

(−rmax,−rmin)∪(rmin, rmax), rejecting any position for which x2+y2+z2 > r2
max.

This obviates the need of something like Marsaglia’s algorithm because parti-

cles will automatically fill each spherical shell uniformly since a uniform dis-

tribution on any set will also be uniform on any of its subsets.

With particle positions chosen to uniformly fill a sphere, the challenge is

then to make the density of the particle collection adhere to the Bondi density

profile ρB. This can be accomplished by setting the masses of the particles.

Once again it is useful to subdivide the volume into spherical shells. For each

spherical shell, the number of particles that lie within that shell is counted.

178



The masses of these particles can then be assigned so that the density of a

spherical shell (which encompasses radius r) matches the Bondi density ρB(r)

by using the following formula:

ρB(r) =
Nsms

Vs

. (A.12)

Here, Ns is the number of particles that lie inside the shell, ms is the mass to

be assigned each of these particles, and Vs is the volume of the shell.

Method 3: Spherical Shell Placement with Variable Particle Masses

As a semi-hybrid of methods 1 and 2, particles can be placed in spherical

shells and the particle masses can be varied from shell to shell. This allows

the option of increasing the number of particles in the shells with smaller radii

that would otherwise be undersampled.

First, the domain is subdivided into spherical shells. For each spherical

shell, particle position radii are assigned as described in method 1 (section

A.2.1) and particle position θ and φ are assigned as in the Marsaglia algorithm

(section A.2.1). This is repeated until the desired number of particles Ns for

that shell is reached. The mass ms of these particles is determined as in

method 2 by using equation (A.12).

This gives the freedom of assigning Ns using any desired scheme. For

instance, letting Ns be a constant across all shells will ensure that an equal

number of particles fill each spherical shell subdivision of the domain.

Method 4: Monte Carlo

A third option is to use equal-mass particles, as described in method 1, but to

select particle radial positions randomly within the entire domain in a manner

that will automatically reproduce the Bondi density ρB(r).

First, determine the mass m = M/N of each particle by numerical

integration of the mass M of the entire domain and dividing by the desired

number N of smoothed particles (as in section A.2.1).
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Second, it is necessary to determine the probability P (R) that a smoothed

particle of mass m will lie between radii R and R + ∆r as given by the Bondi

density profile ρB(r). This probability will be equal to the mass contained in

the spherical shell bounded by R and R+∆r divided by the mass of the entire

domain. That is,

P (R) =

∫ r=R+∆r

r=R

ρBdV
∫ r=rmax

r=rmin

ρBdV

. (A.13)

The denominator of (A.13) is the mass of the entire domain as given in equation

(A.3) and will be denoted M , as before. The numerator can be simplified

by using spherical coordinates and exploiting the spherical symmetry of ρB.

Making these modifications gives

P (R) =
4π

M

∫ R+∆r

R

r2ρB(r)dr. (A.14)

Since a closed-form analytical solution of ρB(r) doesn’t exist, but ρB(r) can be

evaluated numerically (as in appendix A.1), then the probability (A.14) can

be integrated numerically.

Monte Carlo integration is a natural choice for integrating (A.14) for

reasons that will be seen shortly. Monte Carlo integration proceeds as follows:

Select a random r0 from a uniform distribution on the domain D of P , where

D = (rmin, rmax). Then select a random P0 from a uniform distribution on

the range R of P , where R = (P (rmin), P (rmax)). If the random point (r0, P0)

falls beneath the curve r2ρB(r) (i.e., if P0 < r2
0ρB(r0)), then the point is

“accepted.” Otherwise, it is “rejected.” Continuing in this fashion, the area

of D × P is uniformly populated by random points, but only those that fill

the area under the integrand are accepted. The fraction f of points that are

accepted give the area under the curve (the integral, I) in terms of the total

area as: I = (D × P) f .
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However, the value of the integral I itself need not be computed, as the

very process of Monte Carlo integration determines particle positions. Because

equation (A.14) states that the probability of finding a particle between R and

R+∆r is proportional to the area under the curve r2ρB(r), then for a random

point (r0, P0) to fall in this area and be “accepted” is the same as choosing and

accepting a random radial position r0. Hence, this process can be repeated

until (r0, P0) has been accepted N times, and this determines the N radial

positions of the particles.

Additionally, note that this process need only concern itself with eval-

uating the integral, and therefore the leading factor of 4π/M is not necessary.

This can be understood as follows: the actual value of the probability P (R)

is not needed, but rather only the probability of a particle appearing at one

radius relative to the probability of appearing at another radius. Since the

leading factor scales the probability at all radii equally, it does not change the

relative probabilities for particles at different radii.

Given a radial position using this Monte Carlo approach, what remains

to be done is to choose random angles θ and φ that determine the particle posi-

tion in three-dimensional spherical coordinates. As in Method 1, the Marsaglia

algorithm can be used to choose θ and φ in order to fill the domain in a way

that maintains spherical symmetry (see appendix section A.2.1 for details on

the Marsaglia algorithm).

Discussion of the Various Methods

Depending on the choice of the adiabatic index γ, the Bondi density profile

ρB(r) will vary with respect to r in different powers. When using equal mass

particles, consider how the number density N(r) varies with radius:

ρB(r) =
M

V
=

N(r)m

V (r)
∝ N(r)

r3
, (A.15)

and so N(r) ∝ r3ρB(r). Therefore, unless ρB(r) decreases with radius “faster”

than r−2, the number density N(r) will increase with radius. Hence, the
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interior region of the domain (i.e., closest to the center) will necessarily be

undersampled by smoothed particles. Unfortunately, the interior region is

often the region where the most interesting dynamics take place.

For this reason, because methods 1 and 4 use equal-mass smoothed

particles they will typically undersample the interior regions. Method 2 also

uses a uniform-filling technique and so smaller volumes (such as the interior

region) will automatically receive fewer particles. Only method 3, which uses

variable mass particles, provides better sampling in the interior region.

However, method 3 accomplishes higher resolution in the interior by

using less-massive particles in the interior and more-massive particles in the

outer regions of the domain. Therefore, in the case of spherical accretion, these

less-massive particles will be accreted first and only the more-massive particles

will then remain, effectively increasing the mass of all smoothed particles in

late stages of the run. Furthermore, since this is an infall problem, these

more-massive particles will also eventually occupy the interior regions that

were vacated by the less-massive particles, and the situation at later times

will look similar to a situation in which one had started with more-massive

particles to begin with.

Strict control of the total number of smoothed particles in the simulation

is important when considering overall resolution and runtime complexity of the

calculation. Because method 1 places particles by adding them to spherical

shells until the desired density is reached, strict control over the number of

particles is often not possible.

Methods 1, 2, and 3 all rely on using spherical shell subdivisions at some

stage. This can be problematic in cases where the total number of particles is

small and therefore the mass per particle is large. In the extreme case, imagine

just one particle is “sufficient” (as defined in the various criteria presented by

each method) to fill a spherical shell subdivision. Then the density of that shell

is given by m/Vs. Here it is clear that the density of the shell can be changed

simply by adjusting the size of the shell, and in the high resolution limit where

the size of the shell gets extremely small, the density can get extremely large.
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This density enhancement is purely an artifact of the resolution of the domain

subdivision and therefore it is desirable to avoid this, either by using method 4

or by ensuring that each spherical shell contains numerous smoothed particles

at the desired resolution (i.e., shell size).

A.2.2 Velocity

Given a particle’s radial position r, the magnitude of its radial velocity ur is

obtained from the Bondi solution ur(r) as described in section 3.6.3. Once

the position x of the smoothed particle is found using one of the techniques

described in appendix section A.2.1, the Cartesian components of the particle’s

velocity u are simply given by u = −urx/‖x‖.

A.2.3 Internal Energy

Given a particle’s radial position r, the Bondi temperature T (r) is obtained

as described in section 3.6.3. The specific internal energy U of the smoothed

particle is then computed from equation (2.113) and assigned to the particle.

A.2.4 Smoothing Length

Given the set of initial particle positions {xi|i = 1 . . . N}, the smoothing length

of each particle is computed via the standard neighbor-iteration technique

described in section 4.7.1.

A.3 Visualization

SPH is essentially a hybrid between a particle method and a continuum method.

Therefore, when extracting data from an SPH simulation, SPH has the ad-

vantage of being viewed as either a collection of particles or a set of values

defined throughout space. In the two visualization methods described here,
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SPH is treated as a particle method in one case and as a continuum method

in the other.

A.3.1 Single-dimensional Plots

In order to visualize a three-dimensional flow with a one-dimensional plot, the

symmetry of the Bondi problem is utilized. To view the radial dependence of

the fluid variables, the domain is subdivided into spherical shells. Each particle

is placed into the “bin” (spherical shell) in which the particle center falls.

Then, the quantity of interest is averaged within each bin. When plotting, the

average is plotted against the “middle” radius of the bin; that is, for a bin that

encompasses the volume between r1 and r2, the average is plotted at position

r = 1/2(r1 + r2).

In essence this method treats the smoothed particles as point particles.

This works only when the smoothing radius of a particle is small enough to

fit inside the spherical shell that it is “binned” into. A smoothed particle that

is near the boundary of its bin might overlap into the adjacent bin, but in

principle this will be averaged out since particles in the adjacent bin will also

overlap in the opposite direction.

There are two ways to divide the domain into spherical shells. The

first is to assume each spherical shell has the same radial extent ∆r. The

disadvantage to this method is that the bins that are nearer to the origin will

encompass less volume and therefore fewer particles will contribute to the fluid

average, potentially giving rise to greater deviations from the true underlying

average.

Therefore, an alternative method is to subdivide the domain into bins

of equal volume. This is accomplished in the following way: Begin with a

total volume V and a desired number of spherical shell bins Ns (which gives

the resulting number of data points to be plotted). Then the target volume of

each shell Vs is computed as Vs = V/Ns. Now, given a starting radius r, the
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goal is to find dr such that

Vs =
V

Ns

=
4

3
π
(

(r + dr)3 − r3
)

(A.16)

=
4

3
π
(

3r2dr + 3rdr2 + dr3
)

. (A.17)

The solution to this cubic equation in dr is:

dr =
X

2πNs

− r (A.18)

where X =
[(

8πr3Ns + 6V
)

π2N2
s

]
1
3 . (A.19)

This second method has the advantage that each bin has equal volume but the

disadvantage that it produces fewer grid points near the origin since spherical

shells with smaller interior radii r will require a larger dr in order to meet

the requirement in equation (A.17). Typically the regions of interest are those

closest to the origin, therefore the first method of generating spherical shell

bins is generally preferred over the second.

A.3.2 Multi-dimensional Images

The multi-dimensional images in this study were generated by treating SPH

as a continuum method. A three-dimensional structured grid is laid down over

the computational volume. At each point x on the grid, the density can be

found from the interpolation of the particle masses by using formula (4.64). To

visualize quantities other than the density, the density at the center of each

particle is first found using (4.65) and then the SPH interpolation formula

(4.6) is used to calculate the fluid quantity f at each grid point.

To speed up this process, each of the Npart smoothed particles is visited

just once. A bounding box for each smoothed particle is found by inscribing

the particle’s spherical domain inside a cube. Then, the quantity of interest

is accumulated at all grid points that lie inside the bounding cube. It takes

constant time to generate a bounding box and to find all grid points inside.
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Therefore, the computational complexity of this operation of order Npart ×
Ncube, where Ncube is the average number of points inside a bounding cube.

In the worst case (i.e., particles that occupy the entire grid), Ncube = Ngrid

and the computational complexity is O(Npart × Ngrid). In general, however,

Ncube ≪ Ngrid.

Because this can be a time-consuming process, it is often convenient

to create a bounding volume and place the grid only inside that bounding

volume. For instance, if one wishes to visualize a slice through the volume,

it isn’t necessary to use a grid that encompasses the entire three-dimensional

computational volume. As an example, to visualize a slice through the x-y axis

one can place a grid over a volume that includes the entire span of the x and

y dimensions but only a small span in the z direction. This can significantly

reduce computational time.

After constructing a bounding volume, one then considers each particle

on a case-by-case basis. If any portion of the particle overlaps the bounding

volume, it must be considered. The reason for this can be seen by considering

the alternative: suppose a smoothed particle is included only if its center lies

inside the bounding volume and any particles whose centers lie outside the

volume are “culled.” This has the effect that particles that are culled don’t

contribute to points inside the bounding volume even if they overlap those

points. This becomes most problematic when the bounding volume is changed

and smoothed particles that were previously culled are now included, which

results in fluid quantities that change depending on the choice of bounding

volume. In summary, the quantities that are interpolated to the grid should

be independent of the choice of bounding volume.

What remains then is to find a method for determining whether a par-

ticle overlaps the bounding volume. A fast method for determining sphere-

rectangular prism intersections can be found in a thorough computer graphics

textbook, for instance [74].

Finally, the resolution of the grid needs to be considered. Assuming no

a priori knowledge of the nature of the particle distribution, it is useful to have
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a method for automatically determining the spatial resolution of the grid. The

method employed here is to find the average smoothing length h̄ of all particles

that overlap the bounding volume. The spatial resolution in each dimension is

then chosen to be αh̄, where α is a user-defined parameter typically less than

1. In cases with extreme variation in the smoothing lengths this method has a

tendency to omit particles that are very small because their smoothing lengths

will be much smaller than h̄. However, in practice a value of α = 0.8 generally

resolves at least 95% of the particles, and a value of α = 0.6 typically resolves

at least 99% of the particles.
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