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Understanding the impact of changes made daily by development teams working 

on large-scale software products is a challenge faced by many organizations nowadays. 

Development efficiency can be severely affected by the increase in fragility that can 

creep in as products evolve and become more complex. Processes, such as gated check-

in mechanisms, can be put in place to detect problematic changes before submission, 

but are usually limited in effectiveness due to their reliance on statically-defined sets of 

tests. Traditional change-impact analysis techniques can be combined with information 

gathered at run-time in order to create a system that can select tests for change 

verification. This report provides the high-level architecture of a system, named Ratchet, 

that combines static analysis of C++ programs, enabled by the reuse of the Clang 

compiler frontend, and code-coverage information gathered from automated test runs, 

in order to automatically select and schedule tests that exercise functions and methods 

possibly affected by the change. Prototype implementations of the static-analysis 

components of the system are provided, along with a basic evaluation of their 

capabilities through synthetic examples. 
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1. Introduction 

Understanding the impact of code changes is especially challenging in the 

context of mature, complex products with large code-bases. It is my experience that 

such products have typically been forced to iterate quickly, in the face of ever-increasing 

market pressures, over a long period of time, leading to compromises in modularity and 

unit-level testing. As product complexity increases, so does the coupling between 

components, component boundaries become less clear, it becomes harder to add unit 

tests, and code ownership changes often. Still, it is necessary to verify such large 

systems, and product complexity leads to the reliance on system-level tests as the last 

and only line of defense for verification. In the case of my organization, many of these 

system-level tests have been automated, yet challenges remain regarding most of the 

user interface, where hundreds of tests still need to be performed manually.  The large 

number of overall tests means that a complete set of system-level tests can take days to 

execute.  

One of the consequences of this approach is that development team efficiency is 

affected by product instability, as the tight coupling between components and the 

dependency on system-level verification leads to “all or nothing” states in which it is 

necessary to have most of the system in working state in order to verify and validate its 

behavior.  Failures in any given subcomponent can create periods of time where the 

state of the overall product, and of any other subcomponent, cannot be verified. The 

typical reaction when this happens is to refrain from making further changes until 

critical issues are addressed, but as the number of components increases, so does the 

likelihood of the system being broken due to a subcomponent failure, leading to poor 

code throughput and waste of time that could be used to validate other parts of the 

product. Another way to mitigate this problem is to use a branching model where 

subcomponents try to isolate themselves from changes made in other branches, and 

only integrate their changes into the trunk once they have been verified. Integration 
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issues in tightly-coupled systems still lead to breakages as the changes made and 

verified in one branch are only validated with respect to that branch-owner interests, 

and may end up breaking functionality owned by other groups once the changes are 

integrated into the trunk. 

Unit testing and clear component boundaries are an important part of what 

allows developers to determine the effect of their changes before they are submitted. 

As system-level tests become the only way to determine the effect of code changes, 

developers are forced into a mode where the only way to see the effect of their changes 

is to submit them and wait for the result of the daily build and automated tests, or even 

worse, a manual test iteration. System-level tests for a complex product usually mean 

that the many parts of the product must be built, aggregated, packaged into an installer, 

installed, and exercised through test suites before the components themselves can be 

considered validated. Failures are often caught at build-, install-, and system-test-time. 

These system-level processes can detect issues on a daily basis, but they cannot prevent 

their introduction, and as the probability of instability remains unaffected, issues keep 

affecting the efficiency of the team as code submissions are throttled and testing is 

delayed due to the lack of a working system. 

It is in this context that I have decided to provide a way for my organization to 

reduce the number of daily breakages observed for the overall product, so that 

development, testing, and bug-fixing can continue all throughout the development 

cycle. I argue for the need to empower developers so that they are able to review the 

impact of their changes before they are submitted, be it at the branch or trunk level. 

Unfortunately, since ownership changes often as projects require developers to work on 

different parts of the product, developers are not necessarily familiar with all the tests 

that would exercise the code being changed. Part of the testing is also carried out by a 

separate team, not always immediately accessible. Such system-level tests are spread 

across a variety of frameworks and owned by many different groups, making this 
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requirement impractical and time consuming. A way to identify appropriate tests and 

execute them in a reasonable amount of time is then desirable if developers need to 

validate their changes before submission. 

Enforcement is also an important challenge when proposing that developers 

validate their changes. The ad-hoc execution of automated or manual tests means 

mistakes can be made when scheduling tests, usually leads to poor tracking of results, 

and makes it hard to gauge how hard a developer did try to comply. 

The above leads me to propose a system in which proposed changes are 

analyzed and appropriate tests are suggested so that the developer can validate these 

changes before submitting them. The system could schedule the execution of those 

tests for the developer, so that other tasks can be tackled while validation is taking 

place. The system can reject the proposed changes depending on the result of build-

time checks, static, and dynamic verification. 

Unfortunately, no similar tools seem to exist for C++ code, and many large, 

complex systems are written in that language. My research has found that existing 

gated check-in systems for C++ are not dynamic in the sense that they run a predefined 

subset of tests. C++ presents its own set of challenges when performing change impact 

analysis given that the language lacks many introspection and reflexivity features 

present in other languages such as Java and C#. 

The lack of existing gated check-in solutions for C++, with a dynamic test-

selection nature, leads me to attempt to design a system that can reuse existing tools 

and technologies to accomplish such a goal. This reports deals with the design of a 

prototype system for gated check-in of C++ code that should be capable of dynamically 

selecting a set of tests that exercise affected areas of the product, schedule their 

execution, and based on their result, allow the submission of the changes into the trunk.  

Such a system could also be used to provide metrics regarding the type and magnitude 

of the changes. 
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The scope the detailed design of such a system, or its complete implementation 

as a prototype, would surpass the scope of a Masters’ project and would probably be a 

multi-developer-year effort, but I still fell that such a system would be valuable to my 

organization and that I can take this opportunity to advance towards the overall goal as 

much as possible. Therefore, this report first presents the proposed design for the 

system, nicknamed “Ratchet”, along with a high-level overview of those components 

which I consider to less challenging to implement or those where existing tools can be 

reused. I will then provide an in-depth description and prototype implementation of 

those parts which I consider challenging and critical to the success of the system, mostly 

related to developing a C++ change-impact analysis subsystem that can process 

proposed changes and lead to test selection. Most of the technical content of this report 

will deal with the implementation of those components. 

Section 2 will lay out the system requirements and goals, as well as provide an 

overview of the system. A detailed description of the approach taken to implement the 

change-impact analysis components is provided in Section 3. Section 4 contains the 

analysis of the tests performed in order to determine the effectiveness of the prototype. 

Section 5 briefly reviews similar systems and some of the relevant change-impact 

analysis work for C++ and other languages. Conclusions are presented in Section 6, 

providing final thoughts, lessons learned, and outlining future work. 
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2. Approach 

This section deals with the design and implementation of the proposed gated 

check-in system based on change-impact analysis for test-selection, which is referred to 

as “Ratchet” throughout the rest of this document. The name alludes to a mechanism 

that keeps a system from slipping back into an undesired state. An ideal gated-check-in 

system would allow a development team to work towards their proposed goals while 

preventing the inclusion of code that negatively affects the build process or overall test-

suite pass rate. 

2.1. PROJECT SCOPE 

A complete prototype of Ratchet would exceed the scope of a Masters report, 

and, by my estimation, it could take a multiple developer-year effort to implement a 

fleshed out version within my organization. Nevertheless, I believe it is important to 

take the first steps towards such a system so that challenge areas can be identified and 

researched further.  

The application of basic software engineering practices such as goal definition 

and requirements gathering can go a long way towards influencing the architecture of 

the system. It is therefore my goal to present a brief description of the goals and 

requirements for a complete system, in order to provide the appropriate context for 

Ratchet, followed by an overview of the role and interaction between its components. 

This process allowed me to identify critical and challenging functionality that is further 

explored and implemented as one of the deliverables of this project.  

2.2. GOAL OF RATCHET  

The specific goal of Ratchet is to provide a system that can evaluate source-code 

changes by running an appropriate subset of the available automated tests, without 

requiring developers to have explicit knowledge of such tests.  
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2.3. RATCHET REQUIREMENTS 

2.3.1. Timeliness 

With respect to change evaluation, Ratchet must be able to identify affected 

sections of code, select an appropriate set of tests to exercise those sections, schedule 

the tests, and provide the results in an amount of time significantly shorter than it 

would take to execute complete auto-test suites for the product. For the sake of 

development efficiency, it becomes important to obtain a preliminary answer regarding 

the impact of proposed changes in an amount of time shorter than eight hours. I argue 

that a typical requirement for Ratchet would be for it to take no more than one to four 

hours to evaluate changes, depending on the level of thoroughness required. It is 

important to note that the overall goal includes the time it takes to build the proposed 

versions of the affected code, as well as to set-up the execution environment required 

by the selected tests. 

2.3.2. Soundness 

 In the context of test selection, soundness is here referred to as the ability of 

the system to correctly identify tests that exercise the changed segments of code, based 

on the code-coverage information provided, and taking into account the granularity of 

language constructs with which the system operates. Given that timeliness is an explicit 

requirement of the system, it is important for Ratchet to avoid selecting tests that do 

not exercise the affected code, meaning that it must aim to be sound with respect to 

test selection. 

It is understood that while coverage of a given piece of code is a requirement for 

its dynamic verification, it is not a sufficient condition for proper functional verification, 

given that functional intent can only be verified by procedures explicitly codified to take 

such intent into account. 



 
7 

2.3.3. Completeness  

With respect to test selection, completeness is here considered as the ability of 

the system to identify all tests that exercise the affected code, limited by the quality of 

the code-coverage information provided, and taking into account the granularity of 

language constructs with which the system operates. Ratchet must aim to identify a 

complete list of applicable tests from which it can then select a subset for change 

validation, in order to comply with timeliness constraints.  

2.4. PROCESS OVERVIEW 

Figure 1 offers a high-level interaction diagram of Ratchet with respect to other 

systems in the organization. Arrows indicate information exchange between these 

different systems. The following is a brief description of how information would flow for 

a typical Ratchet process: 

1. Developers submit changes for evaluation to the existing source-code control 

system. 

2. The source-code control provider informs Ratchet of the proposed changes, 

making available the current version of the affected source files as well as the 

new version with developer changes. 

3. An existing test code-coverage system has provided, in advance, information 

about which sections of code are covered by existing tests. 

4. Ratchet analyzes proposed changes and maps them to appropriate regression 

tests, schedules such tests by interacting with one or many existing test 

frameworks, and awaits their outcome.  

5. If regression-test results meet the desired policy requirements, it instructs the 

source-code control provider to allow the changes into the main code repository. 
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2.5. OVERVIEW OF INTERNAL FUNCTIONALITY 

This section provides an overview of the interaction between the internal 

components of Ratchet. A diagram of the internal design of Ratchet is shown in Figure 2. 

The main inputs to Ratchet are change-list descriptions, coming from the source-code 

control provider, and a mapping between existing tests and method or function names, 

coming from the code-coverage analysis system. Source-code coverage information is 

stored in the main database, using a schema that that allows Ratchet to map a given 

method or function name to a set of tests, each with its own coverage statistics. 

 

Figure 1:  Overview of the interaction of Ratchet with other systems within the 
organization. Ratchet uses code-coverage information from existing test-
suite frameworks to select tests that can evaluate the impact of changes 
proposed through the source-code control provider. 
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As soon as Ratchet is informed of code changes, it interacts with the source code 

control provider to obtain the current and proposed version of each changed file. The 

AST Generator tool is then used to create an in-memory abstract syntax tree (AST) for 

 

Figure 2:  Component overview of Ratchet. Code-coverage information and file 
revisions are processed in order to provide the test selector with the 
information needed to select tests, schedule them, and use their results to 
decide whether the proposed changes should be allowed into the code 
repository. The AST Generator and Change Distiller components were 
implemented as part of this work. 
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the current and proposed versions of each changed file. The AST Generator also creates 

method-override graphs that will be used by the change distiller to detect changes to 

dynamic-dispatch behavior. The Change Distiller compares the ASTs of each file, 

identifies a set of changes as changed nodes in the tree, and maps those nodes back to 

affected function or method names. Once changes are mapped to specific, globally-

identifiable methods and functions, the Test Selector queries the database for tests that 

cover the affected methods. Tests are selected according to the requirements defined 

by active policies, packaged as a coherent test request which is handed off to the Test 

Framework Manager. The Test Framework Manager interacts with existing test 

frameworks to schedule the execution of the desired tests, and once the results for 

those tests become available, or some early termination condition is hit, Ratchet 

compares the results with the requirements set forward by active policies and informs 

the developer about the outcome of the evaluation. Ratchet should also instruct the 

source-code control provider about whether the change-list is allowed to be committed 

into the repository. 

2.6. COMPONENT DESCRIPTION 

2.6.1. Source-Code Control Manager (SCCM) 

The role of the SCCM component is to interact with the existing source-code 

control provider in order to learn about proposed changes, obtain the current and 

proposed versions of the affected source, and let the provider know the results of the 

evaluation performed by Ratchet. 

The SCCM component, being an externally-facing component of Ratchet, must 

also decouple it from the specific source-code control provider used in the organization, 

so that the provider can be replaced with minimum impact to Ratchet if the need arises.  

This component allows Ratchet to obtain the necessary information about 

proposed changes by providing an abstract interface for source-code-control related 
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operations. It abstracts out the notion of a change-list, which is a data structure that 

describes a set of affected files, their current revision number, the developer 

responsible for the change, and a list of dependencies in case it is desirable to group 

related change requests for simultaneous analysis and submission.  

The SCCM achieves decoupling from the source-code control provider through a 

plug-in model in which a provider-specific adaptor is installed into Ratchet to allow it to 

interact with said provider.  

2.6.2. Test Code-Coverage Manager (TCCM) 

The role of the TCCM is to interact with an existing system in charge of extracting 

code-coverage information from automated test suites. This external system must be 

capable of obtaining per-test coverage information; it is not enough to have aggregate 

coverage information for a group of tests, as the contribution of individual tests must be 

known in order to be able to select tests for change evaluation. The TCCM is another 

externally-facing component of Ratchet, and as with the SCCM, it must represent 

abstractly the notion of code-coverage information so that the external system can be 

replaced with minimal impact. 

The TCCM provides code-coverage information as a set of records that uniquely 

identify a test, along with its execution and environment settings, mapping the test to a 

set of methods, globally identified by their class and namespace names. The record also 

carries along the absolute and percentage values for the code-coverage metric of choice 

(e.g., branch coverage). 

I have recently evaluated a commercial tool that can provide this kind of 

information, Bullseye Coverage [3]. I have been unable to find a similar open-source tool 

that can deliver the same functionality, performance, and result-reporting options. The 

tool provides branch and condition coverage information by class and method, which is 

extremely useful for the purposes of Ratchet. The tool also provides APIs that allow for 

precise control of the code-coverage collection process, allowing the code-coverage 
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system to determine per-test coverage contribution by taking a snapshot of coverage 

metrics and resetting them after each test is executed. 

2.6.3. AST Generator (ASTG) Overview 

Given a compilable source file, also referred to as a translation unit, the AST 

Generator will extract its abstract syntax tree. This is one of the two components 

actually implemented as part of this report, and is described in detail in the Section 3. 

The main duties of the ASTG can be summarized as follows: 

 Provide the extracted AST to the Change Distiller for change identification. 

 Provide information about method-override hierarchies that can be used to 

assess possible changes in dynamic dispatch behavior. 

The AST Generator accomplishes its goals by reusing an existing open-source C++ 

frontend to preprocess the code [16], and traversing the AST provided by the frontend 

to create its own in-memory version. 

2.6.4. Change Distiller (CD) Overview 

The role of the Change Distiller is to compare the current and proposed versions 

of affected source files at the AST level, in order to extract a summary of the changed 

methods or functions. This is the second of two the components actually implemented 

as part of this report. Ratchet’s approach is centered on coarse-grained change 

descriptions, limited to: 

 Methods whose contents have changed. 

 Functions whose contents have changed. 

 Addition and removal of methods which may affect program behavior through 

dynamic dispatch. 

 Class-hierarchy changes that may affect dynamic dispatch behavior. 

More details about the implementation of the Change Distiller are provided in 

Section 3 of this report.   
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2.6.5. Database Manager (DM) 

Ratchet will need an efficient and stable way to store large quantities of 

information, including: 

 Test coverage information that can be mapped to methods and functions. 

 Available tests and test frameworks that can execute them. 

 Method-override graphs. 

 Change-list details. 

 System log. 

 System policies. 

Ratchet will use a relational Database Management System (DBMS) to store the 

many tables that will be needed, accessed through the Database Manager component 

which provides each subsystem with an appropriate interface that decouples them from 

the actual DBMS. The following are some of the required interfaces: 

 The AST Generator must be able to submit information about method-override 

graphs.  

 The Change Distiller must be able to submit information about changed methods 

and functions for logging purposes. 

 The Source Code Coverage Manager must be able to submit information 

mapping tests to specific methods and functions. 

 The Test Selector must be able to extract information from the database in order 

to create test requests that validate the requested changes. 

 The Policy Manger must be able to retrieve stored policies. 

2.6.5.1. Database Schema 

Figure 3 describes part of the database schema used by Ratchet. The schema 

allows Ratchet to map affected methods to specific test cases and frameworks through 

code-coverage information. Topmost labels represent the table names, with column 
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names below them. Foreign-key attributes are italicized, and primary-key attributes are 

shown in bold.  

2.6.6. Test Selector (TS) 

The role of the Test Selector is to identify, schedule, and review the results of 

tests that can be used to evaluate the quality of the changes proposed by a given 

change-list. The test selector accomplishes this goal by taking the set of affected 

methods and functions from the Change Distiller and interacting with the Database 

Manager to query for the list of tests that cover such methods.  

When methods override other methods in a class hierarchy, there is potential for 

changes in dynamic dispatch behavior, and the Test Selector uses method-override 

graphs to identify changes in method-override hierarchies and select tests that 

 

Figure 3:  Partial Ratchet database schema. Tables relate uniquely-identified methods 
with code-coverage information linked to specific test cases. The test-cases 
are associated with their respective tests, and test execution frameworks. 
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appropriately exercise the new hierarchies.  

2.6.7. Test-Suite Framework Manager (TSFM) 

The Test-Suite Framework Manager is another externally-facing component in 

Ratchet. The TSFM receives test requests from the Test Selector and maps them to 

framework-specific requests, which it then sends to the appropriate frameworks. With a 

plug-in model, different test frameworks can be added to the system without coupling 

Ratchet to framework-specific details. These adapters allow the TSFM to schedule the 

tests and also receive notifications about their progress and results. The TSFM may have 

to interact with more than one test-suite framework at a time in order to validate the 

changes proposed by a change-list. 

2.6.8. Policy Manager (PM) 

The Policy Manager provides access to a set of policies that make up the criteria 

for allowing a set of changes to be committed. Policy sets can be enabled depending on 

the product development stage, so that later stages can, for example, have a more strict 

set of validation requirements for changes. 

Policies can be implemented in terms of the following parameters: 

 Percentage of scheduled tests that must pass. This will likely be set to 100% once 

the product has reached a relatively stable state, so that changes that cause new 

test failures are automatically rejected. 

 Coverage metric and threshold value that must be exceeded by the scheduled 

tests. A minimum amount of coverage might be required when product stability 

is critical, allowing Ratchet to immediately reject changes when the affected 

code has insufficient test coverage. 

 Percentage of applicable tests that must be scheduled. Many tests may be 

applicable for covering affected code sections. Not all tests necessarily bring 
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additional verification value to the parts of the code they cover. Executing only a 

percentage of the applicable tests may be acceptable. 

 Maximum amount of time to dedicate to change validation. The benefits that 

can be obtained by using Ratchet diminish if it takes an excessive amount of time 

to validate changes. This parameter allows the system to set an upper-bound on 

the amount of testing that will be performed. 

2.6.9. Gate Manager (GM) 

Given the active policy, and the results from the scheduled tests, the Gate 

Manager simply evaluates whether the results meet the requirements set forth by the 

active policy, it proceeds to inform the developer about whether the proposed changes 

are acceptable, and messages the SCCM so that the source-code control provider can 

handle the change-list accordingly.  

This relatively simple task has been turned into its own component in order to 

decouple the decision-making part of the process from the Policy Manager and Test-

Suite Framework Manager. 
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3. Implementation 

Specific characteristics of C++ make writing a parser for it particularly difficult. 

Reliance on the preprocessor by most C++ code means that a translation unit is not 

ready to be analyzed until it has been preprocessed. Macro expressions, preprocessor 

directives, and conditional definitions that change the code based on compilation target 

and compiler settings, all conspire against the possibility of using simple textual 

approaches for meaningful code analysis.  

Backwards compatibility with most aspects of C syntax means C++ inherits some 

of the same challenges present when attempting to parse C code; its syntax can be 

ambiguous [8] and type declarations hard to decode [2]. The language allows for 

multiple declarations, but one definition, of functions, classes, and methods, and many 

modifiers (e.g., “abstract”, “virtual”, and “const”) that need to be accounted when 

creating the respective signatures. 

The lack of reflexivity in the C++ language means that programs are incapable 

examining themselves or other pieces of code written in the same language, forcing 

static analysis to rely on the use of parsers and lexers, just as compilers do. 

The C++ language provides ways to express the powerful and complex concepts 

of object-oriented programming. Features such as generics (i.e., templates), multiple 

inheritance, and polymorphism, complicate static analysis of the code. 

There are two areas where Ratchet has to deal directly with source code: when 

trying to extract changes between versions and when trying to map code-coverage 

statistics to the syntactic constructs in the code. The latter is taken care by a commercial 

code-coverage analysis tool [3], which can deal with the challenges presented by C++ 

preprocessor directives. The tool uses a precompiler mechanism to instrument the code 

for coverage measurements. This precompilation step is smart enough to identify 

object-oriented features of C++ and uses that information to map the coverage metrics 

back to the code, presenting the results by fully-qualified function and method name. 
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This makes the implementation of Ratchet easier since the coverage information 

already exists at the method and function level, which is exactly the level of detail that 

Ratchet uses for change evaluation. 

The identification of source-code changes at a meaningful level represents the 

central challenge in the implementation of Ratchet. Text differencing tools can highlight 

changes, additions, and removals of text with remarkable accuracy. Unfortunately, text 

differencing tools do not really aim to analyze the meaning of the changes, and most are 

not even familiar with the syntax and constructs of the programming language. Human 

intervention is therefore required in order to evaluate the changes identified by a text 

differencing tool. If a machine is to perform change impact analysis, code must be 

processed and translated into structured information that allows the machine to gather 

further insight from it. Compiler-generated abstract syntax trees (AST) are an example 

of such structures, ASTs can be traversed and elements or sub-trees of interest can be 

flagged and further investigated. As with any graph, ASTs can be explored in order to 

find relationships between nodes. 

The following sections contain a detailed description of what I consider to be the 

most challenging components of Ratchet, which are those related to the extraction of 

ASTs and their use for static analysis and change identification.  

3.1. AST GENERATOR 

ASTs provide a higher-level, syntactic view of the code. ASTs can be very large 

because the complete content of included header files is considered to be part of the 

translation unit. The AST representation of the code is not exposed by most compilers, 

and those which do typically provide it in the form of XML, but given the fact that even 

trivial programs can generate large ASTs, due to included files, the XML representation 

of their AST can take a long time to generate. This cost is paid even when only some 

parts of the AST are of interest. Any tool that then attempts to use the XML-formatted 

AST will also have to deal with the cost of using an XML parser to import it into memory. 
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These operations can therefore become costly and slow down the process of change 

identification to the point where change impact analysis becomes impractical for the 

purposes of Ratchet. Ideally, the AST Generator (ASTG) component would have direct 

access to the AST generated by a compiler front-end, so that it can quickly create its 

own version of the AST, without having to go through an export and import process.   

Clang [19] is an open, well-documented compiler for the C family of languages 

(i.e., C, Objective C, and C++). Clang is designed to be modular and provides a great C 

interface [10] to its functionality. Clang’s C interface allows a program to reuse as much 

of the compiler infrastructure as it needs, and this is what the AST Generator 

component uses to preprocess and parse source code into an AST. The Clang C API 

exposes the AST through a visitor model, where each node is represented as a cursor on 

the AST, exposing the different language construct kinds (e.g., function declaration, 

member declaration, function implementation), their data types (i.e., all C and C++ types 

and type modifiers), and a structure that allows consumers to map the cursor back to 

the actual source code section that it represents. The API also exposes unique identifiers 

for cursors which can be correlated across different translation units, such as method 

invocations where the method has been defined in a different translation unit. 

Ratchet takes advantage of the Clang frontend interface to create its own 

version of the AST, simplified and adapted to meet its needs. The AST Generator uses 

the Clang C API to perform the basic translation-unit processing and then visit the 

generated AST, starting from the root node, which represents the translation unit itself. 

As the different nodes are visited, a parallel version of the AST is created. In order to cut 

down on the size of the AST to be used for analysis, the AST generator filters out those 

nodes defined in source files outside of the repository of interest, based on the 

assumption that we are interested in source code changes in the main repository and 

we can ignore those dependencies which change much less frequently.  
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Ratchet’s generated AST is, as implied, a tree, implemented as a special case of a 

directed acyclic graph, using the Boost Graph Library (BGL) [25], where vertices are 

decorated with information exposed by Clang, as well as other structures that facilitate 

the work of the Change Distiller when trying to perform AST matching.  

An AST Node class hierarchy is used to represent each cursor of interest. 

Ratchet’s AST uses “generic” node types for most nodes exposed by the Clang API. More 

specific node subclasses exist for the following cursor kinds, which are important to 

Ratchet’s functionality: 

 Namespace declarations: allow Ratchet to uniquely identify classes and 

functions. 

 Method declarations and implementations: Static and member methods are 

important to Ratchet because they represent the level of granularity at which 

Ratchet can report changes. Ratchet needs to be able to identify all methods 

implemented by all classes in the translation unit. Method implementation 

nodes provide a target for the propagation of detected changes. 

 Function declarations and implementations: Similarly to methods, it is 

important to be able to map changes back to specific functions so that they can 

be verified.  

One of the advantages of using the Boost Graph Library to implement the AST is 

that it provides a set of standard algorithms for graph traversal (e.g., depth- or breadth-

first search, spanning tree, shortest path) that are useful for extracting static 

information from the graph.  Once the AST is created, such algorithms can be used to 

traverse the AST for information that can help with change impact analysis.  

As Ratchet traverses the AST, it also generates method-override hierarchy 

graphs. Method-override graphs are a product of the inheritance relationship between 

classes. Since C++ allows multiple inheritance, these graphs are not simply trees but 

rather directed acyclic graphs (DAG) that can be stored in Ratchet’s main database for 
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future use. Method-override graphs can be used evaluate the impact of modifications 

that may lead to the execution of completely different code when inheritance is 

involved. An important use-case is when an existing member method is overridden in a 

subclass. The act of overriding the existing method introduces new code that potentially 

changes program behavior, yet none of the existing callers of the overridden method 

are explicitly modified, so there is no direct indication that those callers should be 

exercised.  

The problem is a subtle one and deserves further explanation. It is important for 

Ratchet to be able to detect this condition if it aims to provide method-level granularity 

in its change detection capabilities. Figure 4 depicts a small example of this condition. If 

a developer adds an implementation for methodA() in ChildClass, after the method 

already exists for ParentClass, the new implementation would get called instead of that 

in ParentClass when the run-time type of object is ChildClass, and since the change is 

contained in its own source file, Ratchet gets no indication about the need to exercise 

Caller::callerMethod(), given that no preexisting methods have changed. 

 

Figure 4:  Example of change that affects dynamic dispatch. When an implementation 
for methodA() is added to ChildClass, overriding the one already present in 
ParentClass, the actual implementation to be executed will depend on the 
run-time type of the object. 

ParentClass.cpp 

ParentClass 

virtual methodA():void 

Caller.cpp 

 

Caller::callerMethod (){ 

… 

ParentClass *object; 

object = new ChildClass(); 

object->methodA(); 

… 

} 
 

 

 

 

 

ChildClass.cpp 

ChildClass 

methodA():void //added 
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The solution requires taking method-override call graphs into account, so that 

when a new method implementation is added, we can find existing callers of the 

overridden method and mark them as possibly impacted by dynamic dispatch changes. 

Since the run-time type of object is not known at compile time, Ratchet must consider 

all potential callers of the overridden method as being affected, and therefore should 

consider all tests that exercise such callers for change validation. 

3.2. CHANGE DISTILLER  

Even when the respective ASTs are available, identifying the exact number and 

type of changes between code revisions can be challenging because the newer revision 

of the code could be the product of more than one set of change steps, i.e., there may 

be more than one equally-sized set of steps that can convert the old revision of the code 

into the newer one. Ultimately, the true meaning of the change is only known to the 

authors and reviewers, but programs such as Ratchet can aim to approximate that 

knowledge by carefully studying the differences between code revisions. This is 

precisely the role of the Change Distiller (CD) component, in charge of comparing two 

versions of the same source file at the AST level. The AST provides a convenient way to 

compare the structure of the code by differencing the trees. 

 There are multiple algorithms and methods for differencing trees of structured 

data. A common approach is to first find a match between unchanged or relatively 

unchanged sections of code, therefore providing reference points that can be used to 

correlate the code across the two revisions, so that differences with respect to those 

reference points can be identified.  

The Change Distiller component employs an algorithm largely modeled after the 

work by Fluri et al. [7], which is in turn based largely on the work by Chawathe et al. [4]. 

Their approach works by first attempting to match the leaves of the respective ASTs, 

and then proceeds from the leaves up to the root attempting to match inner nodes. 

Both works have as goal an optimal “change script”, i.e., the minimum sequence of 
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atomic changes needed to go from the earlier revision to the new one. Ratchet does not 

require a detailed description of the changes, but rather simply seeks to identify which 

functions or methods are affected by the changes. The process used by the Change 

Distiller component can therefore be summarized as: 

1. A leaf-matching stage, similar to that of Fluri et al. 

2. An inner-node-match stage, similar to that of Fluri et al. 

3. A change-propagation stage, to map unmatched and changed nodes to specific 

functions or methods. 

Each of these stages is described in more detailed in the following sections. 

3.2.1. Leaf-matching Stage 

As detailed in [7], matching of AST leaves is a critical part of the process of 

change identification, as leaves provide anchor points that can be used to identify 

common sub-trees and enable overall mapping of one AST reversion to the other.  

When attempting to compare nodes of structured data, such as those that 

represent source code, the approach in [4] assumes each node has two parameters, a 

label and a value. In this model, a label is used to identify the type of the node, while the 

value is usually the partial or complete text represented by the node. In the case of 

Ratchet’s AST, the node label is made up of the node kind and its attributes, when 

attributes are applicable, based on the kind and attributes exposed by Clang for each 

AST cursor. As an example, consider the declaration in Figure 5, the label is a pair made 

up of the cursor kind, which in this case is “Variable Declaration”, and an n-tuple of 

attributes that include the data type and any modifiers of the declaration, in this case 

the tuple is {const, unsigned, int}. The node value is the name of the declared variable, 

“itemcount”. 
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In this first stage of the matching process, every AST leaf belonging to the 

original revision of the file, which we will refer to as A, is compared against every AST 

leaf of the newer file revision, B. The comparison criterion takes into account both node 

label and value. In Fluri et al., labels must match exactly, and the measure of node 

similarity can take a value in the range of 0 to 1. Specifically, the similarity measure for 

two leaves, NAi and NBj, belonging to trees A and B respectively, is defined in [7] as 

presented by Equation 1, where textSim() is some predefined measure of string 

similarity and value(NAi) returns the textual value of node NAi. 

𝑙𝑒𝑎𝑓𝑆𝑖𝑚(𝑁𝐴𝑖
,𝑁𝐵𝑗

) =  
0 𝑖𝑓 𝑙𝑎𝑏𝑒𝑙(𝑁𝐴𝑖

) ≠ 𝑙𝑎𝑏𝑒𝑙(𝑁𝐵𝑗
)

𝑜𝑡𝑒𝑟𝑤𝑖𝑠𝑒 𝑡𝑒𝑥𝑡𝑆𝑖𝑚 𝑣𝑎𝑙𝑢𝑒(𝑁𝐴𝑖
), 𝑣𝑎𝑙𝑢𝑒(𝑁𝐵𝑗

) 
   (1) 

Ratchet deviates from this approach in order to take advantage of the fact that 

Clang exposes both the kind of the token and its kind-specific attributes, and defines 

leaf similarity as in Equation 2. 

𝑙𝑒𝑎𝑓𝑆𝑖𝑚  𝑁𝐴𝑖
,𝑁𝐵𝑗

 =
 𝐶𝑎𝑚 ×𝑎𝑡𝑡𝑟𝑖𝑏𝑀𝑎𝑡𝑐  𝑁𝐴𝑖

,𝑁𝐵𝑗
 +𝐶𝑘𝑚 ×𝑘𝑖𝑛𝑑𝑀𝑎𝑡𝑐  𝑁𝐴𝑖

,𝑁𝐵𝑗
   ×

𝑡𝑒𝑥𝑡𝑆𝑖𝑚  𝑣𝑎𝑙𝑢𝑒 (𝑁𝐴𝑖
),𝑣𝑎𝑙𝑢𝑒 (𝑁𝐵𝑗

) 
                (2) 

The term attribMatch() is a binary function, defined in Equation 3, that indicates 

whether the set of attributes is identical, and kindMatch() indicates whether the kind of 

the nodes is the same, as defined by Equation 4. 

𝑎𝑡𝑡𝑟𝑖𝑏𝑀𝑎𝑡𝑐(𝑁𝐴𝑖
,𝑁𝐵𝑗

) =  
0 𝑖𝑓 𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒𝑠(𝑁𝐴𝑖 

) ≠ 𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒𝑠(𝑁𝐵𝑗
)

1 𝑖𝑓 𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒𝑠 𝑁𝐴𝑖
 = 𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒𝑠(𝑁𝐵𝑗

)
  (3) 

 

𝑘𝑖𝑛𝑑𝑀𝑎𝑡𝑐(𝑁𝐴𝑖
,𝑁𝐵𝑗

) =  
0 𝑖𝑓 𝑘𝑖𝑛𝑑(𝑁𝐴𝑖 

) ≠ 𝑘𝑖𝑛𝑑(𝑁𝐵𝑗
)

1 𝑖𝑓 𝑘𝑖𝑛𝑑(𝑁𝐴𝑖 
) = 𝑘𝑖𝑛𝑑(𝑁𝐵𝑗

)
  (4) 

 

𝐶𝑎𝑚 + 𝐶𝑘𝑚 ≡ 1 (5) 

  
const unsigned int itemcount;  

 

Figure 5:  Variable declaration example. 
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Cam and Ckm must add up to one, and they represent the attribute- and kind-

match coefficients; they allow Ratchet to assign different weights to the matching of 

each part of the label.  The need for this flexibility is based on the assumption that it is 

more likely for an AST node to change some of its attributes after an edit than it is for its 

kind to change. The Change Distiller uses a value of 0.75 for Ckm to reflect this heuristic. 

This allows changes to still be matched if the value and kind are the same, but some 

node attributes changed. At the same time, it makes it harder for matches to occur 

when the node kind changes, as this is considered a larger semantic change. As an 

example, it is probably more likely for a variable declaration to have some its modifiers 

changed, by adding const for instance, than it is for it to turn into a function declaration. 

While loops may turn into for loops, but not without also having some of the other 

nodes associated with its parameters and predicates change as well. The partial result of 

Equation 2 is multiplied by the string similarity measure of the respective node values. 

The string similarity measure allows the Change Distiller to distinguishing between 

nodes with identical labels but different value.  

textSim() is meant to provide a generic abstraction for comparing textual values. 

It becomes clear across the literature that there are many ways to compute string 

similarity (e.g., Levenshtein, Hamming, Lee) and that their usefulness varies greatly 

depending on the application. Ratchet tries to abstract this notion so that the similarity 

measure can be configurable and replaceable without needing to make changes to the 

overall matching algorithm. In Fluri et al., text Similarity is implemented using n-gram 

similarity measure, based on the Dice coefficient [6], which works by treating a string as 

a bag of all its possible substrings of length n. Table 1 shows the 2-gram and 3-gram 

bags for a sample word. 
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The Dice coefficient is calculated by comparing the number of common 

substrings with respect to the overall number of substrings, as described by the 

Equation 6, shown below. 

𝑠𝑖𝑚𝑛𝑔  𝑠𝑎 , 𝑠𝑏 =
2× 𝑛𝑔𝑟𝑎𝑚𝑠 (𝑠𝑎 )∩𝑛𝑔𝑟𝑎𝑚𝑠 (𝑠𝑏 ) 

 𝑛𝑔𝑟𝑎𝑚𝑠 (𝑠𝑎 )∪𝑛𝑔𝑟𝑎𝑚𝑠 (𝑠𝑏 ) 
 (6) 

 

Ratchet uses a 3-gram similarity measure by default, although the 

implementation allows n as an input parameter. 3-gram similarity can improve the 

ability to discern between changes as strings become long, since the probability of a 

particular 2-gram randomly occurring in both strings increases more rapidly than when 

3-grams are considered. For example, given a one-character change to our running 

example, the similarity measures for 2- and 3-grams are shown in Table 2 and Table 3, 

respectively. 

 
Strings 2-grams 𝑠𝑖𝑚2𝑔 𝑠𝑎 , 𝑠𝑏  

sa = itemcount {it, te, em, mc, co, ou, un, nt} 
12

16
= 0.75 

sb = itemCount {it, te, em, mC, Co, ou, un, nt} 

Table 2:  2-gram similarity for one-character change.  

Strings 3-grams 𝑠𝑖𝑚3𝑔 𝑠𝑎 , 𝑠𝑏  

sa = itemcount {ite, tem, emc, mco, cou, oun, unt} 
8

14
= 0.57 

sb = itemCount 
{ite, tem, emC, mCo, Cou, oun, unt} 

 

Table 3:  3-gram similarity for one-character change. 

String 2-grams 3-grams 

itemcount {it, te, em, mc, co, ou, un, nt} {ite, tem, emc, mco, cou, oun, unt} 

Table 1:  Comparison of the 2-gram and 3-gram bags for the sample string. 
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If strings consist of a sequence of tokens, refactoring may lead to their 

reordering, in such case the similarity measures for 2- and 3-grams are shown in Table 4 

and Table 5, respectively.  

 
Strings 2-grams 𝑠𝑖𝑚2𝑔 𝑠𝑎 , 𝑠𝑏  

sa = itemcount {it, te, em, mc, co, ou, un, nt} 
14

16
= 0.875 

sb = countitem {co, ou, un, nt, ti, it, te, em} 

Table 4:  2-gram similarity for substring reordering example. 

Strings 3-grams 𝑠𝑖𝑚3𝑔 𝑠𝑎 , 𝑠𝑏  

sa = itemcount {ite, tem, emc, mco, cou, oun, unt} 
10

14
= 0.71 

sb = countitem {cou, oun, unt, nti, tit, ite, tem} 

Table 5:  3-gram similarity for substring reordering example. 

One could conclude that the n-gram similarity measure may end up favoring 

changes that involve token reordering over those where a small number of characters 

are changed. Once again, the problem of which string similarity measure is better 

depends on the application, and Ratchet defaults to using 3-gram string similarity, while 

at the same time making it easy to try alternatives in the future. 

Equation 2 is used by the Change Distiller to compare every AST leaf of the 

original revision against every AST leaf of the newer revision of the code. When the leaf 

similarity measure exceeds a certain threshold, the leaf pair becomes a match 

candidate, and is then added to a list along with its corresponding similarity coefficient. 

Once a list of candidate matches is compiled, pairs are sorted by similarity coefficient, 

from highest to lowest and then the list is visited, keeping the visited element and 

removing every other pair which contains any of the two leaf nodes referenced by the 

match. This effectively keeps only the first best match found for every leaf, agreeing 

with the approach in Fluri et al. where the authors assume that unchanged sections of 
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code will tend to be found in the same relative order, so given two equally-good 

matches, it is generally better to keep the first one. 

We can summarize the differences between the approach used by the Change 

Distiller and that used by Fluri et al. as: 

 The leaf match criterion is extended to include the comparison of additional 

parameters exposed by the Clang compiler. 

 The node kind is given larger weight with respect to node parameter matching. 

 3-gram similarity is used to reduce the likelihood that changes in repeating 

patterns may go unnoticed. 

3.2.2. Inner-node Matching Stage 

For inner-node matching, Ratchet again follows the mechanism described by 

Fluri et al., which relies on having a good set of leaf matches so that sub-trees can be 

mapped from one AST revision to the other. It is important to explain first how a 

possible inner-node match is evaluated, and after that we will cover the process of 

selecting inner-nodes for comparison. 

At a very high level, the inner-node matching process is based primarily on the 

number of common matching leaves that the two inner nodes share, measured against 

the total number of leaves reported by each inner node. If two inner nodes agree on 

more than a certain percentage of their leaves then the two nodes are considered a 

match. The process starts with the parents of the leaves matched during the Leaf 

Matching stage, and proceeds in bottom-up fashion, until an already-matched inner-

node is found, or until the root node is reached.  

The node similarity measure for inner-node matching is based on that presented 

by Chawathe et al. [4], shown in Equation 7.  

 𝑖𝑛𝑛𝑒𝑟𝑁𝑜𝑑𝑒𝐿𝑒𝑎𝑓𝑆𝑖𝑚(𝑁𝐴𝑖
,𝑁𝐵𝑗

) =
𝑐𝑜𝑚𝑚𝑜𝑛𝐿𝑒𝑎𝑣𝑒𝑠 (𝑁𝐴𝑖

,𝑁𝐵𝑗
)

max  𝑙𝑒𝑎𝑣𝑒𝑠 (𝑁𝐴𝑖
),𝑙𝑒𝑎𝑣𝑒𝑠 (𝑁𝐵𝑗

) 
 (7) 
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The expression commonLeaves(NAi,NBj) represents the number of leaves the two 

sub-trees, as defined by NAi and NBj, have in common. The expression leaves(N) is the 

number of leaves under node N. The complete criterion for inner-node matching by 

Chawathe et al. states that inner-node labels must match exactly, and 

innerNodeLeafSim(NAi,NBj) must exceed a predefined threshold, t, more formally defined 

in Equation 8.  

𝑖𝑛𝑛𝑒𝑟𝑁𝑜𝑑𝑒𝑀𝑎𝑡𝑐  𝑁𝐴𝑖
,𝑁𝐵𝑗

 =   𝑙𝑎𝑏𝑒𝑙 𝑁𝐴𝑖
 = 𝑙𝑎𝑏𝑒𝑙  𝑁𝐵𝑗

  ∧   𝑖𝑛𝑛𝑒𝑟𝑁𝑜𝑑𝑒𝐿𝑒𝑎𝑓𝑆𝑖𝑚  𝑁𝐴𝑖
,𝑁𝐵𝑗

 > 𝑡    (8) 

 
Fluri et al. extend this definition by taking into account string similarity for inner 

nodes. The text similarity measure adds an extra check that helps prevent the case 

where nested nodes with the same label (e.g., multiple if statements) end up matching 

at the wrong level only because they share enough common leaves to exceed the 

predefined threshold. The basic inner-node match criterion for Fluri et al. is shown in 

Equation 9. 

𝑖𝑛𝑛𝑒𝑟𝑁𝑜𝑑𝑒𝑀𝑎𝑡𝑐  𝑁𝐴𝑖
,𝑁𝐵𝑗

 =

 
 
 

 
  𝑙𝑎𝑏𝑒𝑙 𝑁𝐴𝑖

 = 𝑙𝑎𝑏𝑒𝑙  𝑁𝐵𝑗
   ∧

  𝑖𝑛𝑛𝑒𝑟𝑁𝑜𝑑𝑒𝐿𝑒𝑎𝑓𝑆𝑖𝑚 𝑁𝐴𝑖
,𝑁𝐵𝑗

 > 𝑡 ∧ 

 𝑡𝑒𝑥𝑡𝑆𝑖𝑚 𝑣𝑎𝑙𝑢𝑒(𝑁𝐴𝑖
), 𝑣𝑎𝑙𝑢𝑒(𝑁𝐵𝑗

) > 𝑓 

   (9) 

 
Fluri et al. extend inner-node matching criteria even further with a couple of run-

time adjustments. The first one depends on sub-tree size. For small sub-trees, t is 

adjusted dynamically. It is lowered in order to reduce the effect a few mismatched 

leaves can have when the overall number of leaves is small.  

The second adjustment applies when the text similarity measure fails, but the 

innerNodeLeafSim is high (greater than 0.8), in which case the match is still considered 

true. In the work by Fluri et al., this is done in order to allow a match even when the 

string similarity of the inner node, mostly the text that determines the outcome for a 

flow-control statement such as if structure or for loop, is below the desired threshold, 
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but the number of common leaves is high. This is not done by Ratchet because, as 

exposed by Clang, the contents of the flow-control predicate are themselves leaves, or 

sub-trees, if complex, and are therefore subject to regular tree-matching rules.  

The inner-node match criterion defined in Equation 9 is applied as inner-nodes 

are visited.  The algorithm performs a depth-first search on the AST of the earlier 

revision until the first leaf is found, and if the leaf has been matched, according to the 

leaf-match map generated during the Leaf Matching stage, the Change Distiller 

component will use the fields in the node decoration structure to mark it as matched. 

The algorithm also updates two parent node fields: the total leaf count and the set of 

match pairs for all leaves under that node. 

The BGL provides an algorithm for depth-first search where clients provide a 

1. If (leafMatchMap(NAi) is empty): 
1.1. NAi has no matched leaves, and will not match any NBj 

1.1.1. Outcome for NAi  is UNMATCHED 
1.2. Update parent(NAi) total leaf count and matched-leaves map 
1.3. Continue upward depth-first traversal of A  

2. Initialize VisitedNodeList to empty 
3. For each leaf match pair in leafMatchMap(NAi) 

3.1. Find the leaf’s corresponding match, its parent becomes NBj 
3.2. If NBj has been visited: 

3.2.1. Continue to next leaf match pair. Go to 3 
3.3.  Add NBj to the visited list 
3.4. If NBj has been matched: 

3.4.1. If NBj ≠ root(B): 
3.4.1.1. NBj ← parent(NBj ). Go to 3.2  

3.5. If NBj  has not been matched: 
3.5.1. If  innerNodeMatch(NAi, NBj): 

3.5.1.1. Mark NAj  as matched 
3.5.1.2. Mark NBj  as matched 
3.5.1.3. Add NBj  as the match for  NAi  
3.5.1.4. Add NAi  as the match for  NBj 
3.5.1.5. Update parent(NAi ) total leaf count and matched-

leaves map 
3.5.1.6. Continue upward depth-first traversal of A  

3.6. If NBj ≠ root(B)  
3.6.1. NBj  ← parent(NBj ). Go to 3.2 

3.7. Continue to next leaf match pair. Go to 3 
4. Finished with NAi 

4.1. Outcome for NAi is UNMATCHED 
4.2. Continue upward depth-first traversal of A  

Figure 6:  Inner-node matching algorithm. Matched leaves are used as starting points 
for comparison, progressing upwards towards the root. 
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visitor object which is notified as traversal events occur. The algorithm uses the 

traversal event that signals when all descendents of a given vertex (i.e., AST node) have 

been visited. When this event is triggered for inner nodes, the algorithm will proceed to 

try to match the node to its counterpart in the AST representing the other revision of 

the code as described by the pseudo-code in Figure 6. The pseudo-code refers to the 

two ASTs as A and B, and to their respective inner-nodes as NAi and NBj.  

The algorithm used by Ratchet does not deviate at a fundamental level from that 

presented by Fluri et al., but detailed pseudo-code is not provided in their work, and 

therefore it is possible that the implementation in Ratchet may actually be different 

from theirs. Optimizations were considered for the case where the inner-node matching 

algorithm discovers that counterpart nodes have already been matched, and therefore 

assumes that the rest of the upward path to the root is also matched, moving on to the 

next leaf match in search for an alternate path to a possible matching ancestor.  

3.2.3. Change Propagation Stage 

After the Inner-Node Matching stage, any AST nodes left unmatched suggest a 

source-code change, either because those nodes were themselves changed beyond a 

certain threshold, nodes were added or removed, or because there were enough 

changes in their descendents to make inner-node-matching fail. The goal of the Change 

Propagation stage is to map such changes to specific methods or functions, so that 

appropriate tests can be scheduled. Ratchet uses coarse granularity to perform change 

evaluation and test selection, looking for any change located inside a method or 

function. The following are the kind conditions that Ratchet will consider as changes: 

 Unmatched leaves: These are a sure sign of change, since the leaf-matching 

algorithm should be able to match any unchanged leaves. 

 Leaves with a match coefficient below 1: Even though a likely match was found, 

the leaf itself was changed. 
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 Unmatched Inner nodes or with a match coefficient below 1: These are 

unmatched because their string similarity failed or because there are unmatched 

nodes in the sub-trees they represent. Either condition reflects a possible sign of 

change at or below the node’s level.  

Ratchet ignores conditions where a method or function is renamed, due to 

refactoring, because it works under the assumption that callers and referrers of those 

methods would also have to be updated to reflect the refactoring change, and those 

changes would be used to schedule appropriate tests. Ratchet does have to watch for 

added or removed methods when class hierarchies are present, as they may represent a 

change in dynamic dispatch behavior. 

The Change Propagation stage performs another depth-first traversal of both 

revisions of the AST, propagating whether a change has actually occurred up the tree 

until it encounters a method or function definition. At that point, the function or 

method is considered changed if there was some indication of change in its 

descendants, and if that is the case, the method or function name is added to a list so 

that the Test Selector can schedule tests that exercise it. Changes that do not map to a 

method or function are outside of the scope of what Ratchet can evaluate. 
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4. Case Studies 

Two critical Ratchet components were implemented during the course of the 

project, the AST Generator and Change Distiller. This section demonstrates the 

capabilities and shortcomings of the components through eight case studies: 

 Section 4.1.1 details the capabilities of the AST Generator when creating its own 

trimmed-down ASTs, including their visualization through the use of Graphviz 

[13] and the DOT [9] language. 

 Section 4.1.2 shows an example of another responsibility of the AST Generator: 

the creation of method-override graphs, which will be used in section 4.2.5. 

 Section 4.2.1 demonstrates how the Change Distiller is able to identify changes 

related to the addition and removal of the basic elements that make up program 

statements, such as operands, operators, variables, constants, and literals.  

 Sections 4.2.2 and 4.2.3 showcase the change-detection capabilities of the 

Change Distiller component when modifications are made to textual values 

already present in the code. 

 Section 4.2.4 concentrates on changes that affect source code through 

preprocessor directives and definitions. 

 Section 4.2.5 shows the effect of method addition and removal in the context of 

dynamic dispatch behavior. The Change Distiller uses the method-override 

graphs demonstrated in section 4.1.2 to identify changes in the method-override 

hierarchy. 

 Section 4.2.6 talks about some of the kinds of changes that the Change Distiller 

component is not able to properly map to methods and functions due to their 

global nature.  
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4.1. AST GENERATOR  

4.1.1. Basic AST Generation and Graphing 

The AST Generator performs preprocessing of translation units and generates 

Ratchet’s own abstract syntax trees (AST). Figure 7 shows the generated AST graph for a 

relatively simple source file, Toy01.cpp, with its complete listing shown in Figure 8.  

For compactness, only node indexes are shown. Leaf nodes are particularly 

important to the program element matching process, and are therefore distinctly 

represented by green ovals. Function and method nodes use a double-edged octagon 

shape. The root node, representing the translation unit, is depicted using a gray file-

shaped icon. The rest of the inner nodes are simply drawn as rectangular boxes. 

 

Figure 7:  AST diagram created by the AST Generator component from the source of 
Toy01.cpp, shown in figure Figure 8. The two functions are represented by 
the double-edged octagons with node labels 3 and 36. 
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The AST Generator attempts to minimize the size of the AST by filtering out 

elements which reside outside of the repository of interest, as defined by the user. This 

is especially important given how common it is for programs to depend on existing 

libraries, such as the C++ STL, since the headers of such libraries are relatively large and 

rarely change. Even for the simple example of Figure 7, the AST Generator ignored 114 

nodes resulting from the inclusion of the STL Vector header. This number is already 

significant when compared to the 70 nodes that make up the graph, but pales in 

comparison to the number of nodes that would have been contributed by fully 

traversing the included STL header hierarchy. A quick experiment shows that the 

resulting graph for this simple example would have grown to 48,608 nodes had the AST 

Generator decided to fully traverse those 114 nodes it ignored. 

The ability to generate a graphical representation of the AST was added in order 

to help develop and debug the AST Generator and Change Distiller components; the 

same ability is also useful when evaluating their capabilities. The tool can create graphs 

with modest layout options by “pretty-printing” such graphs to DOT [9] language syntax, 

// toy01.cpp : Sample program 

#include <vector> 

 

int vectorSum(std::vector<int> &vector){ 

 int sum = 0; 

 for (unsigned int i=0;i<vector.size();i++) 

  sum += vector[i]; 

 return sum; 

} 

 

int main(int argc, char* argv[]) 

{ 

 std::vector<int> myVector; 

 for (unsigned int i=0;i<3355678;i++) 

  myVector.push_back(i); 

 

 int sum = vectorSum(myVector); 

 return sum; 

} 

Figure 8:  Code listing for example program Toy01.cpp. Each syntactic element of the 
code is represented by a node in the respective AST graph of Figure 7. 
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and then passing the generate DOT files to Graphviz [13] for the creation of the actual 

image. For small trees, it becomes practical to show node labels, which represent the 

node kind, data type, if available, and its value. Figure 9 shows the AST for Add.cpp, a 

simple source file with only one function. The source for Add.cpp is shown in Figure 10.  

4.1.2. Method-Override Graph Generation 

An additional responsibility of the AST Generator is to identify overridden 

methods in order to allow Ratchet to build accurate graphs that reflect the override 

relationships for related classes. This information is important when attempting to 

identify the effect of method and class addition and removal on dynamic dispatch 

behavior. Figure 11 shows the class hierarchy diagram for a synthetic example defined 

across five different source-file pairs. The existence of member method 

 

Figure 9:  Detailed AST graph created by the AST Generator based on the source code of 
Add.cpp, listed in Figure 10. Node labels show the node kind, as exposed by 
the Clang frontend, the data type, if available, and the string value associated 
with the node. 

// Add.cpp 

int add(int a, int b){ 

 return a+b; 

} 

Figure 10:  Source of Add.cpp, processed by the AST Generator to create Figure 9. 
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implementations at a given class hierarchy level, for methods m1 through m5, is 

represented by the rectangular with the respective method name.  

The example of Figure 11 shows the complex patterns that can emerge when 

single- and multiple-inheritance are combined with method overriding. Three levels of 

inheritance can be observed, with a common base class and simple inheritance forming 

the left side of the graph, combined with multiple-inheritance on the right.  A 

“diamond” pattern [26] is also present, representing a problematic configuration that is 

the source of much criticism with respect to multiple-inheritance, especially in the 

context of C++ [28]. 

Any program that includes ThirdA.h and ThirdAB.h will have the sub-graph shown 

in Figure 12, where nodes 3, 11, 19, 26, and 34 represent each of the five class 

declarations, and their leaves are the respective method declarations, including a 

default constructor and a default destructor. 

 

Figure 11:  Sample diagram of a class hierarchy distributed amongst five source files. The 
diagram shows a basic example of the method-override configurations that 
can arise when inheritance and method polymorphism are combined. 

SecondA  (SecondA.cpp and SecondA.h) 
 

SecondB  (SecondB.cpp and SecondB.h) 
 

ThirdAB    (ThirdAB.cpp and ThirdAB.h) 
 

ThirdA     (ThirdA.cpp and ThirdA.h) 
 

First    (First.cpp and First.h) 

m1 m2 m3 

Multiple-Inheritance 

Second generation 

Third generation 

Second generation 

m1 m3 m1 m2 

m1 m2 m1 m3 

m5 

m4 

m5 
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The resulting AST diagram does not convey information about the inheritance 

relationship between the classes, precisely because it is an abstract representation of 

the syntax in a translation unit.  Class inheritance is a concept that has more to do with 

the semantics and behavior of the code. Fortunately, the Clang front-end API exposes 

inheritance and method override information that can be used to identify methods that 

override other method implementations further up the inheritance graph, allowing the 

AST Generator to provide, as a side-product of AST generation, method-override 

diagrams for related classes. Figure 13 is the actual method-override graph produced by 

the AST Generator when processing code that includes the class hierarchy of the 

example. The diagram makes it easy to identify the method override relationships 

defined in Figure 11, including the “diamond” pattern for method m1. 

 

Figure 12:  AST graph resulting from including ThirdA.h and ThirdAB.h. The five class 
declarations, represented by nodes 3, 11, 19, 26, and 34, have equal rank in 
the AST hierarchy, in contrast with the inheritance diagram of Figure 11. 
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The importance of the method-override diagram is related to its ability to enable 

the identification of changes in dynamic-dispatch behavior due to addition or removal of 

methods from the override hierarchy, explained in the latter part of the Change Distiller 

section.  

4.2. CHANGE DISTILLER 

The Change Distiller uses the AST provided by the AST Generator for the two 

source code revisions and tries to match nodes between those revisions in order to 

identify changes. There is a vast number of modification types that can be performed on 

a given piece of source code, this section attempts to classify what I consider to be the 

most relevant change types and analyze the behavior of the Change Distiller when 

confronted with specific examples of such types.  

4.2.1. Leaf Addition and Removal 

Any change that adds or removes a token within a function or method will lead 

to structural changes in its AST representation. These structural changes will be 

comprised of the addition and removal of leaf nodes, as well as the possible addition or 

removal of inner nodes. The Change Distiller should be able to identify such changes and 

should be able to associate them with the containing function or method, when they are 

contained within such a construct.  

 

 

Figure 13:  Method-override diagram created by the AST Generator for the class 
hierarchy presented in Figure 11. 
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As an example of this kind of change, we review the effect of a simple change to 

Toy01.cpp, described in Table 6, where the compound assignment operator on line 7 is 

replaced by the semantically-equivalent assignment and addition operands, with the 

revised file being labeled Toy02.cpp. When provided with both revisions of the source, 

the Change Distiller component performs program element matching, identifies and 

propagates any detected changes, and decorates the respective AST nodes with 

information about each node’s respective match, if it exists. The decorated AST can then 

be visualized using a color-coded graph that highlights the results of the process. The 

result of comparing Toy01.cpp against Toy02.cpp is shown in Figure 14, while Figure 15 

shows the result of comparing Toy02.cpp against Toy01.cpp. The comparison is shown in 

both directions in order to verify that changes are identified correctly regardless of 

precedence, expecting the resulting graphs to be different but with similar implications 

in terms of affected functions and methods regardless of the order of comparison.  

The matching information that decorates the nodes is summarized by the color 

of the node, where green nodes represent matched nodes with a node similarity 

measure of 1. Orange nodes represent matched nodes with a similarity measure below 

1, indicating some change in value or substructure. Yellow nodes represent the upward 

propagation of the fact that a node value has changed, i.e., at least one descendant of a 

yellow node reports a change in value. Red nodes are unmatched nodes, typically the 

result of additions, removals, or extreme changes in node value, kind, or attributes. 

Additionally, the node label contains its unique identifier, and if a match exists, the 

matching node identifier along with the mutual similarity measure. 

Line# Toy01.cpp Toy02.cpp 
 

6 

7 

 
for (unsigned int i=0;i<vector.size();i++) 

  sum += vector[i]; 

 

for (unsigned int i=0;i<vector.size();i++) 

  sum = sum + vector[i]; 

 
 

14 

15 

 

for (unsigned int i=0;i<3355678;i++) 

 myVector.push_back(i); 

 

for (unsigned int i=0;i<4355678;i++) 

 myVector.push_back(i); 

 

Table 6:  Summary of the differences between Toy01.cpp and Toy02.cpp. 
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Figure 14: Decorated graph, generated by the Change Distiller, of the AST of Toy01.cpp 
matched against the AST of Toy02.cpp. 



 
42 

 

Figure 15:  Decorated graph, generated by the Change Distiller, of the AST of 
Toy02.cpp matched against the AST of Toy01.cpp. 
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For studying the case of leaf addition and removal, we concentrate on the 

change that affects line 7 of both file revisions, contained in the sub-trees defined by 

nodes A3 and B3. Node B24 in Figure 15 represents assignment operator (“=”) with no 

equivalent match in the tree for Toy01.cpp, in Figure 14. Similarly the algorithm has 

trouble matching one of the two references to the variable sum, represented by B27 

and B28, back to its single instance in Toy01.cpp, node A23. The changes cause the 

structure to change, yet some of the unchanged leaves can be matched, such as the 

ones in the sub-tree defined by nodes B29 and A26, which map to “vector[i]” on line 7 of 

both revisions of the code. The structural change propagates up the tree as a 

suboptimal Dice coefficient, caused by the difference in matching leaves for the inner 

nodes, passing through nodes A3 and B3, which represent the declaration (and 

definition) of the vectorSum function. 

4.2.2. Small Changes in Leaf Node Value 

The other important sub-trees of Figure 14 and Figure 15, defined by nodes B39 

and A39, exemplify the detection of a relatively small change in leaf node value, shown 

in Table 6 as the change of the loop condition constant on line 14 from 3355678 to 

4355678. This single-character change in the numeric literal leads to a mutual similarity 

measure below 1 for nodes A53 and B56. The change is then explicitly propagated 

upwards by the Change Distiller, depicted by the yellow nodes, eventually marking the 

main function declaration and implementation nodes, A36 and B39, as affected. 

4.2.3. Large Changes in Leaf Node Value 

If a large enough change is applied to a leaf node value, its similarity measure 

will drop below a minimum threshold and the leaf node, and respective equivalent 

partner, will be considered unmatched. Such a change is exemplified in Toy03.cpp, 

where the for loop literal on line 14 has four characters changed with respect to 

Toy01.cpp, as summarized in Table 7. 
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Line# Toy01.cpp Toy03.cpp 
 

14 

15 

 

for (unsigned int i=0;i<3355678;i++) 

 myVector.push_back(i); 

 

for (unsigned int i=0;i<6549678;i++) 

 myVector.push_back(i); 

 

Table 7:  Summary of the differences between Toy01.cpp and Toy03.cpp. 

The four-character change makes its respective AST node go unmatched. This 

can be observed in Figure 16, comparing Toy01.cpp against Toy03.cpp, where node A53 

is unmatched. The result of comparing Toy03.cpp against Toy01.cpp is not shown as it is 

practically identical except for node labels. The unmatched leaf node, A53, causes its 

parent, A52, to also go unmatched. The parent of node A52, A49, has enough common 

leaf matches with its counterpart, B49, to put their mutual Dice coefficient above the 

required threshold and therefore be considered a match. The structural change 

propagates upward, marking the main function declaration and implementation node, 

A36, as affected by the change. 

 

Figure 16:  Detail of the graph, decorated by the Change Distiller, of the AST of 
Toy01.cpp matched against the AST of Toy03.cpp. 
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4.2.4. Changes that Affect Source Code through the Preprocessor 

One reason for reusing a compiler frontend and rejecting a textual approach to 

change identification is avoiding the need to recreate the effects of the preprocessor on 

the source code. Of specific interest is the effect of changes to preprocessor definitions 

outside of the textual scope of functions and methods but referenced from within them, 

opening up the possibility that pre-preprocessing stages affect execution behavior in 

non-obvious ways.  

A simple example of preprocessor constructs is given in Macro01.cpp, where 

preprocessor directives are used to define a global lexical token, and code is 

conditionally enabled based on the value of the token. The relevant aspects of the 

example are shown in Table 8, where line 2 defines a preprocessor token, TOGGLE, to 

have a value of 0, and the preprocessor directives on lines 10, 12, and 14 control the 

conditional compilation of lines 11 and 14 based on the value of TOGGLE. 

Lines 11 and 12 are themselves macro-expansion expressions, defined in file 

MacroDef01.h, included on line 3, and shown in Table 9. TRUEMACRO and FALSEMACRO 

are simple print statements that reflect the status of the TOGGLE token.  

If MacroDef01.h is changed to match MacroDef02.h, the change will be 

contained in the textual context of MacroDef01.h, with no direct indication of the 

Line# Macro01.cpp 
 

2 

3 

… 

10 

11 

12 

13 

14 

 

#define TOGGLE 0 

#include "macrodef01.h" 

 

#if TOGGLE 

 TRUEMACRO 

#else 

 FALSEMACRO 

#endif 

 

Table 8:  Summary of preprocessor directives in Macro01.cpp and Macro02.cpp. 

Line# MacroDef01.h MacroDef02.h 
 

4 

5 

 

 

#define TRUEMACRO printf("TOGGLE is true\n"); 

#define FALSEMACRO printf("TOGGLE is false\n"); 

 

#define TRUEMACRO printf("TOGGLE is %d\n",TOGGLE); 

#define FALSEMACRO TRUE_MACRO_PRINT 

Table 9:  Definition of preprocessor macros in MacroDef01.cpp and MacroDef02.cpp. 
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implied change to the code defined in Macro01.cpp. By keeping track of which files 

include MacroDef01.h, it is possible to execute the Change Distiller process on 

Macro01.cpp before and after the change. The forward-revision result of this process is 

depicted in Figure 17, while the backward direction is represented in Figure 18. The 

latter shows an unmatched leaf, B16, representing the parameter to the printf function 

added after the revision.  

Unfortunately, the change to the string literal used for the first parameter of the 

printf function is not detected by the Change Distiller component. The string literal is 

represented by node A15 and its match, B15, but the Change Distiller fails to extract the 

textual value of those nodes, due to what seems to be a problem with the Clang 

interface when providing the textual offset and range of particular node types if they 

are defined in other files. Further investigation is required in order to solve this 

problem, since it seems like an important scenario that could lead to inaccurate change 

impact identification. 

 

Figure 17:  AST graph, decorated by the Change Distiller, of Macro01.cpp matched 
against itself after MacroDef01.h is changed to match MacroDef02.h. 
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Figure 18:  AST graph, decorated by the Change Distiller, of Macro01.cpp referencing 
MacroDef02.h matched against itself before MacroDef01.h is changed. 

4.2.5. Changes that Affect Dynamic Dispatch Behavior 

Polymorphism and inheritance are key features of object-oriented languages 

which enable developers to design powerful and flexible systems. This capability may 

come at the cost of increased complexity as class hierarchies grow in size, making it 

difficult to understand the impact of changes on overall program behavior. All of the 

scenarios analyzed so far are orthogonal to the existence of these key object-oriented 

concepts; this section aims to provide examples of how simple changes in class and 

method relationships can affect program behavior in a way that can be hard to detect at 

a purely textual level.  

4.2.5.1. Addition and Removal of Overridden and Overriding Class Methods 

The impact of method addition and removal can be observed by continuing the 

example of the class hierarchy previously modeled in Figure 11, where several methods 

are defined and redefined across the hierarchy. Run-time behavior will depend on the 

actual run-time type of the object being used to invoke a particular method, and this is 

demonstrated in Table 10 by a fragment from dynDispatch.cpp and its respective 

output. It can be observed that different implementations of the same method 

signature will be invoked depending on the run-time type of the object.   
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dynDispatch.cpp Output 
vector<First *> objects; 

First * baseObjectPtr;  

First first; 

SecondA secondA; 

SecondB secondB; 

ThirdA thirdA; 

ThirdAB thirdAB; 

  

objects.push_back(&first); 

objects.push_back(&secondA); 

objects.push_back(&secondB); 

objects.push_back(&thirdA); 

objects.push_back(&thirdAB); 

  

for (unsigned int i =0; i<objects.size(); i++){ 

 printf("-------------\n"); 

 baseObjectPtr = objects[i]; 

 baseObjectPtr->m1(); 

 baseObjectPtr->m2(); 

 baseObjectPtr->m3(); 

 baseObjectPtr->m4(); 

} 

------------- 

First::m1 called 

First::m2 called 

First::m3 called 

First::m4 called 

------------- 

SecondA::m1 called 

SecondA::m2 called 

First::m3 called 

First::m4 called 

------------- 

SecondB::m1 called 

First::m2 called 

SecondB::m3 called 

First::m4 called 

------------- 

ThirdA::m1 called 

SecondA::m2 called 

ThirdA::m3 called 

First::m4 called 

------------- 

ThirdAB::m1 called 

ThirdAB::m2 called 

SecondB::m3 called 

First::m4 called 

Table 10:  Code listing of dynDispatch.cpp and its output. The ouptut  shows that the 
method implementation actually being invoked depends on the run-time 
type of the object. 

The addition or removal of some of these method implementations can lead to 

changes of behavior that are not easy to foresee from a textual point of view, as those 

changes can be fully contained in separate files and yet lead to a different method-

override relationship and execution paths. As a concrete example, let us assume that 

the implementation of method m1 is removed from class SecondA, leading to a new 

revision of its file, here labeled SecondA1.cpp. The changes to the method hierarchy 

model are shown in Figure 19.  

The removal of method m1 from class SecondA is completely contained, from a 

textual point of view, within the two files that declare and define the member method 

implementation, and this means that Ratchet would only be presented with 

SecondA.cpp as the affected translation unit, not being informed of the fact that this 

change could impact other classes in the hierarchy. The Change Distiller will attempt to 

match the two revisions, and in this case generates the AST diagram of Figure 20, where 
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red nodes indicate the absence of a match for multiple items, including the missing m1 

method declaration, node A16, and respective implementation, node A25.  

The information presented in Figure 20 is an indication of a removed member 

method. Changes that result in method addition are identified in the same manner, by 

performing the AST-matching process in the opposite direction, so that the newly-added 

methods appear to be missing from the earlier revision.  Being able to detect the 

removal and addition of member methods offers useful indication of possible changes in 

execution behavior beyond the context of the file, but the critical piece of information 

that allows Ratchet to detect a possible change in dynamic-dispatch behavior is the 

change in the respective method-override graphs. Figure 21 shows the difference in the 

method-override graph for the running example, where it is possible to see the effect of 

removing method m1 from class SecondA.  

 

 

Figure 19:  Class and method override relationships after update to SecondA which 
removes the implementation for method m1. 
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Figure 20:  Decorated AST graph, generated by the Change Distiller, showing the missing 
method implementation for method m1, node A25, as well as its prototype 
declaration, node A7, after the update to class SecondA. 
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SecondA.cpp 

 

SecondA1.cpp 

 

Figure 21:  Method-override graphs, created by the AST Generator and decorated by the 
Change Distiller, before and after the removal of method m1 from class 
SecondA. 

Ratchet can use this information to mark classes First and SecondA as possibly 

having different dynamic-dispatch behavior, retrieve the original method-override 

graphs that involve those classes, depicted here again as Figure 23, and from those 

graphs identify other classes that could be affected by the change, reusing the AST 

Generator to create an updated method-override graph for them. The updated method-

override graph generated by the AST Generator is shown in Figure 22. 

Comparison of the complete method-override graphs in Figure 23 and Figure 22 

reveals that the method-override hierarchy for methods m2 and m3 is, as expected, 

unaffected by the change, but the hierarchy of m1 methods has changed substantially, 

and therefore should be subjected to further analysis by the Test Selector. The creation 

of method-override diagrams by the AST Generator, paired with the hints provided by 

the Change Distiller, provide the Test Selector component with the necessary 

information to assess which classes and methods may be affected by dynamic-dispatch 

changes. 



 
52 

In the case of removal of overriding methods, the Test Selector should consider 

tests that used to exercise the removed method, as those tests should now have a 

different execution path, most likely through the previously-overridden method.  

In the case of addition of an overriding method, the Test Selector should 

consider tests that used to exercise the overridden method, given that some of those 

tests, depending on the run-time type of the object used to invoke the overridden 

method, could end up executing the newly-added method implementation. 

The example has so far focused on the addition and removal of member 

methods, but could be equally applicable to the addition or removal of classes from the 

class hierarchy, as well as explicit changes to the inheritance relationship between 

existing ones, as both of these types of changes would result in modified method-

override graphs that could be used to select tests for verification.  

 

Figure 22:  Complete method-override graph, created by the AST Generator and 
decorated by the Change Distiller, after the removal of m1 from Second. 

 

Figure 23: Complete method-override graph, created by the AST Generator and 
decorated by the Change Distiller, before the removal of m1 from Second. 
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4.2.6. Changes outside the Scope of Functions and Methods 

The current design of Ratchet, with the functionality currently implemented in 

the AST Generator and Change Distiller components, is not capable of determining the 

possible impact of changes made outside the scope of the definition and 

implementation of functions and class methods. Changes to the initialization value of 

static member variables or globally-scoped variables are not currently mapped by 

Ratchet to a particular method or function, and therefore may not be exercised by the 

set of tests it picks. Additional static-analysis components could be added in order to 

determine functions and methods referencing the affected variables, possibly through 

dataflow graphs, and Ratchet could potentially use that information to determine the 

appropriate set of tests to exercise those functions and methods. 

Changes exclusively involving header files represent another shortcoming of the 

system as currently designed. Header file contents are not analyzed by Ratchet when 

not included as part of some translation unit also identified as changed. If a change is 

limited to a header file, Ratchet would not have a specific translation unit for 

processing, and would not be able to determine appropriate tests for verification. It is 

possible to add further functionality to Ratchet in order to track which header files are 

included by existing translation units, so that the information can then be used at later 

time to map header-only changes back to those translation units for further analysis.  
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5. Related Work 

The objective of this report was to design and prototype a framework for 

performing gated check-in based on change-impact analysis and test selection of C/C++ 

code repositories, aided by available code-coverage information. An overall design was 

given, and more in-depth development was done for the parts considered critical. 

During the early stages of the project, I considered tackling the problem of 

change-impact analysis of C++ programs using a pure textual approach to source 

differencing. It quickly became obvious that the task of mapping such changes to the 

names of meaningful language constructs, such as functions and methods, required the 

construction of a source-code parser, and given the qualities of the C++ language, such 

parser would have to be relatively complex if any reasonable level accuracy was desired. 

The object-oriented features of C++ make the task especially hard because of how 

inheritance and polymorphism can substantially change the behavior of the code. The 

problem with purely textual analysis of object-oriented languages is that changes may 

have effects beyond the local scope of the block of text being changed. The discussion in 

[22] implies that dynamic dispatch makes this task challenging because changes in the 

dispatch hierarchy have non-local effects and therefore it is hard to have a safe test-

suggestion mechanism based purely on text-differencing analysis. 

In the following sections I attempt to reference related works, both from the 

point of view of similar tool efforts and from the more detailed technical approach 

related to change-impact analysis used in the implementation of Ratchet components.  

5.1. CHANGE IMPACT ANALYSIS 

Chianti, [22], is good example of the type of analysis that needs to be performed 

by a tool aiming to assess the impact of changes in object-oriented source code. Chianti 

deals exclusively with code written in Java, with an emphasis on change-type 

categorization, change impact analysis, and some test selection. Some of the authors of 
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Chianti have laid out the theoretical groundwork for Chianti in an earlier paper [24]; 

Chianti is an actual implementation of a change-impact analysis tool based on the ideas 

presented in that paper. The aim of this project is to build a similar tool for C++ 

programs with an emphasis on test selection. Ratchet would not necessarily have to be 

complete or sound with respect to change detection and test suggestion, as any 

significant reduction in the number of late build/test failures would be enough for my 

organization to call this initial effort a success. Java has reflexivity and introspection 

features that allow Chianti to examine the code at a syntactic level, but this is not the 

case for C++, which makes implementing Ratchet more complicated than just simply 

creating a version of Chianti for C++ code. 

An earlier version of the research paper detailing Chianti [22] used statically-

derived call graphs in order to map changes to affected code and tests. The issue with 

static traces is that it becomes hard to accurately predict call graphs that would result 

from running a specific test, as this is effectively the same as performing symbolic 

execution [29] of such test and the code it exercises, which is hard to do in practice for 

large programs. A later publication, [23], used dynamic traces to build call graphs but 

the authors reported slow performance of the instrumented code used to gather those 

dynamic traces. Ratchet relies on the use of per-test code-coverage information in order 

to map coarse program constructs, functions and methods, to relevant tests. This is 

effectively a dynamic method, enabled by the use of a third-party tool, Bullseye 

Coverage [3], and made practical by the relatively good performance of the 

instrumented code it generates, as evaluated by me in the past [1]. Code-coverage 

information cannot provide the same amount of detail as dynamic or even static 

program traces can, as traces contain information about the flow of the program, while 

code-coverage information, when mapped to the source, is simply a collection of 

disjoint program structures (e.g., blocks, branches, statements) that were covered to a 

certain degree by the execution of the test. Comprehensive execution flow graphs are 



 
56 

not easily, or provably, derivable from code-coverage results. Nevertheless, Ratchet 

does not need such flow graphs to perform test selection at the method or function 

level. 

ChAT, [18], is a prototype change-impact analysis system for C++ programs. It 

was developed as a doctorate dissertation project and neither its source nor binaries 

seem to be available as a working, actively-maintained tool. ChAT focuses on change-

impact analysis rather than test selection, although the authors do mention regression-

test selection as one of the potential applications enabled by the output of the tool. 

ChAT provides an elaborate user interface for evaluating the impact of detected 

changes, and therefore seems to be geared towards interactive use. An interesting 

implementation idea behind ChAT is the reuse of an open and actively-maintained 

compiler, g++, of the gcc compiler tool family, in order to extract abstract syntax trees, 

inheritance and aggregation relationships, and static call graphs from the code. Ratchet 

takes a similar approach by using the Clang [19] compiler frontend, through its C-

interface library [10] to extract the necessary static information from the source code. A 

major focus of the Clang effort has been to make it easy for developers to use their 

libraries to extract such information [20]. Clang’s lexer, parser, preprocessor, AST 

generator, AST consumer model, and intermediate-representation code-generation 

engine [17], have all been designed to be as decoupled as the performance goals allow, 

with an eye towards reuse [16]. This makes Clang an ideal choice for implementing parts 

of Ratchet. This stands in contrast with the more complex and monolithic architecture 

of gcc [5]. 

5.2. REGRESSION TEST SELECTION 

Test selection from change impact analysis is not a new idea, just as the idea of 

using a subset of tests to gate code submissions is not new either. OpenGauntlet, [21], is 

an add-on to Microsoft’s Team Foundation Server (TFS) [30] that enforces a minimum 

set of passing unit tests before changes can reach the main production trunk. Tests are 
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automatically executed and changes are rejected if the desired conditions are not met. 

Microsoft is evolving this idea towards an automated test-selection mechanism coupled 

with distributed, automated, build and test systems, but their support is not yet 

available beyond experimental tools aimed solely at languages that are part of the .NET 

platform. These languages, when compiled for the .NET platform, use an intermediate 

language, similar to Java byte-code, which allows for easier mapping between 

executable and source code. A similar tool would be desirable for organizations with 

large amounts of legacy C++ code. 

5.3. PROGRAM DIFFERENCING 

Given the timeliness requirements outlined in previous sections, Ratchet 

depends heavily on having efficient algorithms for change identification. There is a vast 

amount of literature concerned with algorithms for change extraction and classification. 

Central to the problem of change extraction is the identification of unchanged elements, 

also called program element matching. As surveyed by Kim et al. [14], the approaches 

vary on several dimensions depending on the objectives of the algorithm, the desired 

granularity, the kind of changes it should handle, and the level at which the algorithm 

operates (e.g., textual, syntactic, call-flow, binary content, structural metrics). Having 

discarded textual approaches for being hard to map back to actual language constructs, 

syntactic approaches became the next best option for implementing Ratchet. 

There are many algorithms for syntactic program element matching, and most of 

them assume the existence of abstract syntax trees that serve as the data structure for 

analysis. Even within syntactic analysis, granularity and approach can vary. Many 

algorithms for change extraction rely on a top-down approach where root elements are 

matched first and then the matching proceeds towards the leaves. Top-down 

approaches have the advantage of starting from a point of absolute certainty, the root 

node, and can then proceed down the tree with ease as long as labels and values are 

not changed for multiple sibling nodes. If sibling nodes are changed, the algorithm must 
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decide between possibly similar matches, based only on those node labels and values, 

without any context with respect to the structure of the sub-tree they represent. A 

mistake when matching an inner-node could cause whole sub-trees to go unmatched, 

possibly leading to sets of supposed changes much larger than necessary. 

Bottom-up approaches have the advantage of being able to take into account 

the structure of the sub-tree represented by candidate inner-nodes, so that if most of 

the structure remains unchanged then the inner nodes will be correctly matched. 

Unfortunately, bottom-up approaches do not enjoy the certainty of starting from the 

root node, and depend heavily on the ability to match leaf nodes accurately. This can 

lead to cases where a few mismatched leaves can cause whole sub-trees to be 

mismatched, especially if those sub-trees are small. It can also lead to confusion in the 

case where one of many identical leaves is removed, leading to ambiguity when 

matching the larger leaf set to the smaller one, and could cause the wrong sub-tree to 

fail to match one of its leaves. Ratchet uses a bottom-up approach as discussed by Fluri 

et al. because it aligns itself better with the goal of upward change propagation towards 

function and method nodes, and because it seems to be more resilient to simple 

refactoring changes such as the renaming of methods and functions. 

The work by Fluri et al. was aimed at the generation of optimal edit scripts to 

describe changes identified by their tool. In contrast, Ratchet does not need to 

determine the exact sequence of steps that can turn one revision into the next, but 

rather is only concerned with trying to correctly identify whether a change occurred 

within the scope of a method or function. Although I cannot claim that the 

implementation of the Change Distiller component is completely original work, Ratchet 

does deviate from the work by Fluri et al. when considered appropriate, mostly either 

because additional information was made available by the Clang front-end, or because 

Ratchet’s goals differ from those of Fluri et al.  
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Even when program element matching is performed at the syntactic level, it is 

likely that some textual comparison would have to be done in order to detect the 

existence of small changes. Text matching and differencing techniques are the topic of 

extensive research, with different approaches yielding varying levels of success 

depending on the application objectives. The many existing ways to measure of text 

similarity go from simple distance measures (e.g., Hamming, Levenshtein, Dice) to long-

studied problems like the extraction of the longest common subsequence (LCS) [27]. 

Similarity measurements can be performed at the character or substring level; in [15], 

“seed” elements based on method names are split into tokens and matched based on 

longest-common sequence at the token level.  

It becomes clear that, given the abundance of long-running and still-active 

research on the topics of change identification and textual similarity measures, current 

design choices for Ratchet may not be optimal, and its architecture should allow for 

their improvement and replacement in a way that causes minimal disruption to how the 

rest of the system operates. This is one way in which the overwhelming amount of 

information on the subject helped define the requirements of the design. 
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6. Conclusions 

This report identified specific challenges faced by large-product development 

teams, based on industry experience. It is possible that other development teams may 

relate the background of this report to their own experience and will hopefully find the 

problem definition and proposed solutions useful. It is in this context that specific 

contributions are provided, including the initial design document for a complete gated 

check-in system that can determine the impact of proposed changes through test 

selection, aided by static analysis and code-coverage information. The design aims to be 

flexible and decoupled, both internally and with respect to external components, so that 

parts may be replaced and improved with minimal impact on the overall system 

architecture.  

Another contribution revolves around the prototype implementation of specific 

components, identified as challenging pieces that provide critical functionality to the 

system, and for which a practical, existing, and maintained equivalents could not found. 

It was exciting to get a chance to implement the algorithms and approaches outlined by 

the referenced work, providing first-hand experience with respect to the complexity and 

scope of the problem, as well as improving my understanding with respect to how this 

problem relates to existing challenges in software engineering, especially around the 

areas of software evolution, change-impact analysis, and test selection.  

The results obtained from the use of the prototyped components show that it is 

technically possible to extract the information necessary to make the proposed system 

work. The large size of the project, and the fact that I have already been able to identify 

specific limitations, shows that the work is not complete, and its evaluation could be 

expanded to consider additional scenarios, yet the overall effort looks promising enough 

to justify further work. Some of the identified limitations revolve around specific kinds 

of source-code changes, as outlined in the Case Studies section, that the system would 

not be able identify or analyze as currently designed. Part of the future work on this 
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project should include efforts to address those limitations, such as by adding further 

components that can perform other kinds of static analysis to augment the robustness 

and accuracy of the system. Future work should also involve a more detailed evaluation 

of the system, using larger, real-world code bases, including a performance evaluation 

that validates the system against the required timeliness requirements. It would also be 

important to try to incorporate the system into a production environment to 

understand its impact on development process flow, and attempt to measure possible 

efficiency changes. 

I have decided to make the code for the implemented components available 

under an open-source license on a Google Code repository [11] so that work can 

continue in a more open environment and the benefits may be shared by the 

community. The repository has an accompanying “WIKI” page [12] that can serve as the 

project’s documentation and execution portal as it moves forward. I am hopeful that an 

actual gated check-in system may one day be built upon the ideas explored through this 

work, as I consider this the first step on a long road towards increased overall team 

efficiency due to greater product stability during the development cycle. 
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