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Network Routing problems focus on exploiting the network-based struc-

ture of a mathematical optimization problem to establish efficient solutions

that are tailored to the problem at hand. The topic of this dissertation relates

to a specific class of network routing problems, those in which the properties

of the nodes and/or links in the network can be represented as instances of a

particular network-state realization, where the set possible network-state can

be represented by a discrete probability distribution. The main contribution

of this research is to formalize the definition of such families of network-states,

a construct we define as Stochastic-State Networks (SSN), and show that cer-

tain properties of such networks can allow for the systematic development of

exact and heuristic solution procedures for a speciric class of network routing

problems. The class of network problems considered are those in which dy-

namic routing decisions are seeked, and where information about the network

can only be gathered through direct observation of the instantiation of the
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stochastic elements of the network. Two specific instances of routing prob-

lems are considered: a dynamic instance of a Traveling Salesman Problem,

and a routing problem in the presence of stochastic link failures. Exact meth-

ods and heuristics are developed by exploiting the underlaying stochastic-state

network formulation and numerical results are presented.
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Chapter 1

Introduction

The use of network-based representations of mathematical problems is

widespread in today’s applied mathematics literature. Because of the intu-

itive nature and the opportunity for computational improvements that these

mathematical constructs represent, network-based formulations have become a

thriving field within the optimization community to address research problems

in areas such as transportation science, logistics, manufacturing, etc.

As these models, and the associated solution methodologies, have evolved

over the last several decades, the complexity of these models, namely their abil-

ity to capture and account for increasing layers of information, has increased.

At their most basic, classic network problems such as Shortest Path [24, 25],

Traveling Salesman [96], Minimum Spanning Tree [55, 87] and Minimum Cost

Flow, [29] were originally described in relatively simple contexts: the network

structure was assumed to be known a priori, as were all associated network

parameters. Furthermore, there was no concept of a dynamic time frame. In

contrast, present network problem formulations have been adapted to relax

these assumptions, as well as to incorporate many other real-world complexi-

ties.
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1.1 Background Information

The taxonomy of network problems has grown in complexity, with new

variations being constantly added to the existing literature. Although a uni-

versally accepted taxonomy does not exist for network problems, it is impor-

tant to establish some structure as to how the many problem variations in the

literature, such as the topic of this dissertation, fit within the general field

of network optimization. As such, the discussion that follows is intended to

provide the reader with a context in which to place the contributions of this

dissertation relative to the current state of knowledge in the area of network

optimization.

In order to properly develop such a context, it is necessary to first out-

line the elements that define a network problem. Section 1.1.1 discusses the

elements that compose the mathematical construct we refer to as a network,

while Section 1.1.2 identifies the elements that define a network optimization

problem, i.e. an optimization problem defined in terms of a network. Hav-

ing defined the basics of a network optimization problem, we then motivate

increasingly complex network optimization models based on the definition of

its basic elements, building towards the formal definition of a stochastic-state

network and associated dynamic stochastic-state network problems.

It is recognized that there is an inherent symbiotic relationship between

the definition of the problem objective and constraints, and the definition of

the elements of the network on which the problem is formulated. Although

2



the sections are presented sequentially, their definitions are conceptually con-

current.

1.1.1 Network Elements

We define the most basic form of a network as G = (N,A), that is, a

network G which is composed of a set of nodes N and a set of links A.

In addition to this basic structure, certain network problems require

specific node and link properties to be defined, i.e. for every element of i ∈ N

and (i, j) ∈ A we can define, for example, a property λi and γi,j, respectively.

In the case of a Shortest Path Problem, a link cost c(i, j) is defined as the cost

of one unit traveling in link (i, j). In a Minimum Cost Flow Problem a demand

b(i) is defined as the number of units that must arrive or depart at each node.

In general, these node and link properties can be defined as random variables

whose distribution is a function of a certain set of parameters.

Furthermore, properties of the abstracted units of flow can be defined.

In general, these properties will be defined based on what each unit of flow rep-

resents. These parameters can model, for example, the capacity of a delivery

vehicle, or the cost of acquiring an extra unit to be routed.

1.1.2 Network Flow Problem

A general class of problems commonly referred to as Network Flow

problems, introduced by Ford and Fulkerson in their seminal 1962 publication

“Flows in Networks” [29], introduces the concept of a link flow, that is, that

3



each link (i, j) has an associated measure of flow x(i, j), and that some type of

conservation of flow is enforced at each node. In its most basic form, the con-

servation of flow constraint can be written as
∑

∀j:(i,j)∈A

x(i, j)−
∑

∀j:(j,i)∈A

x(i, j) =

b(i),∀i ∈ N , where b(i) is the number of units of flow generated at i if positive,

or the number of units of flow absorbed at i if negative.

Network Flow models are particular powerful due to their ability to

represent a wide variety of real-life phenomena. While Network Flow models

are obviously attractive to use for modeling when tangible units of flow travel

along a physical network, their flexibility as a modeling tool lies in their abil-

ity to represent phenomena in which, rather than trying to model the physical

movement of units along a network, we are interested in examining the be-

havior of a processes where precedence relationships constrain the system at

hand. Shortest Path Problems, Traveling Salesman Problems and Minimum

Cost Flow are all examples of Network Flow Problems. What differentiates

them are the associated network elements, and problem specific constraints.

In particular, the Shortest Path Problem can be seen as a specific case of the

Minimum Cost Flow Problem, while the Traveling Salesman Problem can be

seen as a Minimum Cost Flow Problem with additional constraints, namely

constraints that prevent the formation of subtours.

1.2 Variations of Classic Network Problems

Having defined the basic elements of a network flow problem, we now

turn our attention to the relationship between the mathematical representa-
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tions of said elements and their effect on the resulting problem formulations

that arise given these representations. In particular, we focus on the solution

structures that arise as a result of the way the underlaying problem parameters

are defined. This section is not meant to be an exhaustive list of all possible

variations of any given Network Flow Problem, but rather an illustration of

how the way in which the elements of the problem is defined can affect the

nature of the resulting problem, building towards the type of problems which

are the focus of this dissertation.

In order to illustrate this relationship, we will focus first on the Shortest

Path Problem. The classical version of the problem, defined by Dijsktra [24],

consists of finding a path between a node s, the origin, and a node t, the

destination, such that the sum of the costs of the links used in said path is

minimized. Given that the network structure is known, that is that the sets N

and A are known a priori, and that the link costs are deterministically known

constants, each of the optimal solutions will consist of a single path between

s and t, which we will denote as p∗ = s, i1, i2, ..., in−1, in, t.

Additionally, several properties of this problem can be derived based

on these assumptions. For example, it can be shown that for each node i∗

in p∗, the subpaths ps = s, i1, i2, ..., in−1, in, i
∗ and pt = i∗, i1, i2, ..., in−1, in, t

solve the Shortest Path Problem between s and i∗, and i∗ and t, respectively.

This property, known as Bellman’s principle of optimality, is critical in the

development of algorithms for solving deterministic Shortest Path Problems.

However, deviations in the nature of the network elements that define the

5



problem can lead to problems in which this specific property does not hold,

such as in the case of stochastic, time varying networks [39, 67].

Variations of the Shortest Path Problem can be constructed by chang-

ing the way in which the problem parameters are defined. For example, if

link costs are represented as independent random variables rather than single

quantities, one can define a variety of problems that fall under the general

class of problems defined as Stochastic Shortest Path Problems. Introducing

stochasticity in the problem requires a reformulation of the problem objec-

tive, as the minimizing the sum of random variables is an ill-defined problem.

Potential problem objectives must define a utility function of the path cost

distribution. For example, one can seek to find the least expected cost path,

the path that minimizes the probability of exceeding a certain path cost, or the

path that minimizes the pth percentile of the path cost. The development of

this class of problems illustrates how the definition of the problem may require

the reformulation of the problem objectives, where such a definition may not

be unique nor trivial, and will greatly depend on the desired applications of

the problem.

The definition of the problem objective can in turn change the nature of

the solution structure of the problem. Consider again the problem of finding

the least expected cost path in a network where link costs are independent

random variables. It is trivial to show that this problem can be solved by

using the expected link costs, and solving a Shortest Path Problem in the

resulting network. As such, the optimal solution is still represented by a single

6



path. We can further relax the problem solution structure, and allow new

routing decisions to be made along the path being followed, i.e. recourse. One

can show that regardless of the link costs experienced while traversing each

link, the optimal strategy should not deviate from the original path. That

is the optimal decision with recourse is no better than the optimal decision

without recourse. Consider, alternatively, a problem in which we seek a path

of minimum cost such that the probability of exceeding a cost C is at most

α. In this setting a single path will generally be sub-optimal, and recourse

routing decisions have the potential to provide significant cost savings.

1.3 Motivation

The motivation of this dissertation is based on specific instances of dy-

namic stochastic-state network problems that arise naturally in the field of

logistics. While the specific instances in isolation provide a significant chal-

lenge from both a conceptual and computational standpoint, the desire is to

establish what effect stochastic-state networks have, both in terms of modeling

and solution approaches. In particular, the main objective of this dissertation

is to establish some overarching methodology to deal with this family of prob-

lems. While the specific implementations of the methodology may be problem

specific, the objective is to determine a general framework that allows for

systematic analysis of this problem and development of solution methods.

A second source of motivation for this dissertation is the application of

network models to allow for optimal use of resources in highly time-sensitive

7



circumstances. The two applications which form the core of this disserta-

tion are all motivated by real-life circumstances in which human lives may be

severely impacted by the way in which resources are used. As such, proper use

of available information, and optimal decision making based on that informa-

tion, becomes critical. The Search and Rescue problem described in chapter

3 and the Network Routing with Link Failures problem in 4 both have the

potential to benefit society by allowing for more efficient operations in the

presence of events which are both unexpected, highly stochastic and highly

time sensitive.

1.4 Contribution

The main contribution of this paper is to present specific notation and

properties of stochastic-state networks, with a focus on developing properties

that allow for the development of algorithms in settings where information is

gathered dynamically. In particular, the focus is on problems where informa-

tion about the problem can only be gathered through direct observation, i.e.

through visiting links and nodes. By defining stochastic-state networks as a

probability space where the individual instances of a random variable defined

in this space is a network itself, we develop properties of these constructs,

and further develop properties of network routing problems as defined in such

networks in chapter 2.

We then implement some of the concepts developed in chapter 2 in two

specific network routing problems:

8



In chapter 3 we consider a Stochastic Traveling Salesman Problem for-

mulated where demand stochasticity is represented as a stochastic-state net-

work. We consider a setting in which information is gathered about the state

of the network through routing only, and seek to develop an optimal set of

tours which satisfy all demands. We develop a Markovian Decision Process

formulation, as well as a heuristic based on a two-stage stochastic program

with recourse. Numerical results are presented which show that, though ex-

act solution methods are largely intractable, the heuristic performs reasonably

well while greatly reducing computational complexity.

In chapter 4, a shortest path problem with link failures is formulated

in which link failures imply a need to reroute a different unit from the origin.

The problem is formulated in a stochastic-state network, and the objective

is to develop a set of routes which, accounting for the risk and extra cost of

encountering a link failure, minimize the total expected cost of finding a feasi-

ble path between a given origin and destination. A base Markovian Decision

Process formulation is presented, which is then refined using structural prop-

erties of the problem. A heuristic procedure is then presented which makes use

of network-state aggregation to efficiently generate paths. Numerical results

are presented, which show that the heuristic again performs well while greatly

reducing computational complexity.
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Chapter 2

Stochastic-State Network Routing Problems

The focus of this chapter is to survey the literature on scenario based

analysis in stochastic problems, provide the definition of a Stochastic-State

Network as it will be used in this dissertation, define some properties of such

networks, and lay the foundation for the formulation of optimization problems

defined in such networks. Starting from a general definition of a Stochastic-

State Network, we identify specific type of Stochastic-State Networks which

have features that can be exploited within an optimization framework, build-

ing towards the specific Stochastic-State Networks on which the problems in

chapters 3 and 4 are defined.

2.1 Literature Review

While the focus of this research is on the topic of Routing Problems on

Stochastic-State Networks, this chapter attempts to frame the contributions

of this dissertation within the proper scope, and as such we present the rele-

vant work in the general field of stochastic optimization with an emphasis on

the work that is most closely related to the topic at hand, namely Routing

Problems in Stochastic-State Networks.
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Rockafellar and Wets [97] introduced the first structured view of sce-

nario based analysis for stochastic optimization problems. Their contribution

consisted of developing the framework for multi-stage stochastic programs in

cases where the stochasticity is represented by a discrete number of scenar-

ios, and where decision variables are linear. This stochasticity is revealed at

pre-specified points during the decision making process, which leads to the

definition by the authors of scenario bundles, which consist of scenarios that

are indistinguishable up to a pre-specified stage of the problem, and are used

to form a scenario tree. The authors develop a heuristic denoted as the Pro-

gressive Hedging Algorithm (PHA), which generates a non-linear version of the

single scenario problem that includes penalizing terms in order to encourage

solutions that are implementable, i.e. that satisfy the non-anticipativity con-

straints defined by the scenario tree and associated scenario bundles. The main

concept of the algorithm is that, by solving a simpler deterministic problem on

a single scenario problem, one can generate a set of admissible solutions, that

is, a set of solutions that solve the individual problems but do not necessarily

constitute an implementable solution.

A key element to the progressive hedging algorithm is the ability to

easily generate an implementable solution from the aggregation of admissible

solutions. This requires certain properties of the feasible region of imple-

mentable solutions and the deterministic versions of the problem, as well as

the nature of the variables. The authors illustrate the use of the PSA in

problems with linear or convex objective functions, and convex feasible re-
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gions which are the same across all scenarios. Under these circumstances, one

can easily generate an implementable solution by taking a weighted average

of admissible solutions at each stage: these aggregated solutions will satisfy

the non-anticipativity constraints, and because the feasible region is convex,

any linear combinations of them will also be feasible. It is these requirements

in particular that make the PHA ill-suited for problems where the feasible

regions are more complex, such as the case of Network Flow and Network

Routing problems, where the linear combination of a set of feasible solutions

is not generally a feasible solution itself. As such, the problem of generating

an implementable solution from a set of admissible solutions is by no means

trivial, and may in fact render the generation of admissible policies unneces-

sary, i.e. there is no reason that a procedure that tries to aggregate a set of

complex structures such as Hamiltonian tours our paths into a single tour or

path, is any more efficient that a procedure that constructs an implementable

solution independently.

Mulvey et al. [72, 73] provides a Linear Formulation for a Financial

Planning Problem, and solves it using the progressive hedging algorithm.

Hvattum et al. [42] formulates a Vehicle Routing Problem as a stochastic pro-

gram using scenario hedging concepts of [97] as a basis for a solution method-

ology, though the formulation itself does not use scenario based stochasticity,

but rather randomly generates customer scenarios at each stage of the problem

by randomly sampling from a given customer distribution. At each stage, the

customer that is visited the most often in each of the single scenario prob-
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lems defined by each of the random-sample generated problems is added to

set of customers to be visited, and this greedy algorithm continues until all

customers that need to be satisfied are included in the route. Havattum et al.

solve a variation of the Inventory Routing Problem in [41] that accounts for

stochastic travel times and demands using a variation of the PHA. However,

the actual set of variables that are used in determining an implementable so-

lution are the demands satisfied by each vehicle, and not the routing variables

themselves. As such, the computational results show that the solution meth-

ods present struggle to generate penalty terms that generate sets of admissible

solutions which are also implementable, which is related to the fact that in

general, the Traveling Salesman Problem solved on the set of implementable

variables generated by aggregating the admissible solutions will not often lead

to a tour or set of tours that satisfy the admissibility constraints of the indi-

vidual scenarios: While the tour generated from the implementable solution

may satisfy the weighted averaged of demands under the considered scenarios,

it is not likely to satisfy all demands under each demand scenario as well.

Mulvey and Ruszczyski [71] further develop a parallel decomposition

algorithm based on the use of non-linear terms in the subproblems of the

progressive hedging algorithm to enable coordination between the parallelized

components of the problem.

It is important to note that the scenario tree and scenario bundles

discussed in [97], upon which the rest of the work discussed are based, are

determined a priori: they do not depend on the solution vector itself, they
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just constrain the solution vector to satisfy implementability constraints, i.e.

non-anticipativity constraints on the decision variables. Furthermore, the fact

that the scenario tree can be developed a priori facilitates the use of a pre-

established number of stages in a multi-stage stochastic program, rather than

a Markovian Decision Process, where the scenario bundles and associated sce-

nario tree are effected by the decision variables at each stage. This charac-

teristic of the problem further complicates the implementation of a PHA-type

algorithm, beyond the issue of generating implementable solutions in the pres-

ence of integrality constraints and network flow constraints: The problem is

further complicated an implementable solution is defined by the constraints

effected by a particular scenario bundle, which is in turn defined by the solu-

tion itself. This cyclical definition of problem elements results in yet another

complication in generating implementable solutions, and furthermore, does not

guarantee that a PHA type procedure will converge.

While not explicitly accounting for the scenario-based approach pro-

posed in [97], other work has been explored in terms of routing problems

where problem information is gathered as part of the routing procedure itself.

Polychronopoulos and Tsitsiklis [81] consider a Shortest Path Problem with

Recourse on a scenario-based network where link costs are stochastic. Link

cost values are learned upon reaching the node from which the link emanates,

and remain fixed after being observed. The solution consists of finding a re-

course solution at each node which consists of the next node to be followed en

route to the destination. Some interesting properties of the problem are de-
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veloped, such as the fact that the optimal solution may include cycles. Waller

and Ziliaskopoulos [106] proposed a variation of the Shortest Path Problem

where link costs are stochastic variables subject to a new probability trial every

time the upstream node is visited, and where there is a one-step dependency

between the probability distribution of each link cost and the realization of

link cost of the preceding link in a path. Observing the realization of the

cost of a link therefore provides information about the probability distribution

of subsequent links. The algorithm presented in this work accounts for this

information structure in order to arrive at a routing policy that minimizes

the expected routing cost. Ruiz-Juri [50] explored a fleet routing problem in

which link costs are stochastic, but become fixed once observed. As such,

vehicles unveil information about the network as they navigate it, providing

subsequent vehicles in the fleet with an updated estimate of the least expected

cost. The optimal policy then consists of the set of routes to be followed by

vehicles accounting for the different link cost states each vehicle’s route may

reveal.

The key concept in these contributions as it relates to this dissertation

is the ability for routing units to gather information about the stochastic

elements in a network by directly observing the realization of such stochastic

parameters. Furthermore, it becomes important to account for the information

that each routing decision can reveal about the network, and develop solution

procedure that account for this information.
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2.2 Stochastic-State Framework

Let a Network G = (N,A, c, d), where N is the set of nodes, A is the set

of links, c : A→ < is the link cost function, and d : N → < is the node demand

function. Let Ω be the set of all possible networks. We define a Stochastic-

State Network SSN(Ω, P ) as a probability space (Ω, E = {H : H ⊆ Ω}, P ),

that is, the probability space where the sample space is equal to Ω, the set of

events is equal to all subsets of Ω, and an assignment P of probabilities to the

events in E.

We focus our attention on SSNs such that a finite number of outcomes

with positive probability exist, and P is therefore a discrete probability dis-

tribution with finite support. Intuitively, a SSN is a discrete, finite set of

networks ω ∈ Ω, each of which occurs with probability P (ω).

The way in which stochasticity manifests itself in the network defined

by a SSN depends on how the set Ω is defined, We can, for example, define a

SSN which represents a Stochastic Network Structure, by defining:

ΩA = {Gω = (N,Aω, c, d)} (2.1)

That is, the set N , and the functions c and d are the same for all

networks Gω ∈ Ω, while the set of links Aω is specific to each element of

Ω. Similarly we can define a network with Stochastic Demands or Stochastic

Link Costs, by defining SSNs Ωd = {Gω = (N,A, c, dω)} and Ωc = {Gω =

(N,A, c, dω)}, respectively.
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Figure 2.1: Illustration of the Stochastic-State Network Concept

While a more complex definition of the set Ω can result in significantly

more complex network systems than the ones described above, the focus of

this dissertation is on specific instances of SSNs such that their structural

properties, when embedded within an optimization context, can allow for more

efficient methods to be developed.

2.3 Stochastic-State Networks and Routing Problems

Properties of SSNs that are relevant to the optimization frameworks

we seek to develop are outlined in this section. We mainly focus on State

Reduction and State Aggregation properties, introducing many of the concepts

that will subsequently be used on the specific instances of SSNs considered in

chapters 3 and 4 to develop solution methods and heuristics.
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2.3.1 Routing-Induced State-Space Reduction

One of the features of Routing Problems defined on Stochastic-State

Networks is the ability to determine the true state of the network endoge-

nously through the observation of network elements. While information in

stochastic network problems can be obtained exogenously at predetermined

points during the routing procedure, we consider a variety of problems where

the true state of the network can be determined as part of the routing solution

itself. As such, and assuming no exogenous information being provided, truly

optimal solutions must account for the information that is gathered about the

network state during the routing procedure. This is one of the key differences

between the problems considered in this dissertation and those considered by

the formulations based on the work developed by Rockafellar and Wets [97],

where information is revealed independent of the routing decisions made.

As with most scenario-based depictions of uncertainty, the set of feasi-

ble network states can be assumed to decrease as more information is gathered:

at any point in time during the routing procedure, the information gathered

can only help us rule out specific network states. As such, there will be an

implicit balance between the value of information gathered through a certain

routing decision and the cost of the decision itself. The problems addressed in

this dissertation aim to provide a framework that can determine the optimal

solution knowing not just the distribution of problem variables, but also ac-

counting for the possible outcomes, i.e. unveiled information about the true

realization of the network state, of specific routing decisions. We denote this
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property of Routing Problems defined in SSNs as Routing Induced State-Space

Reduction.

This stochastic nature of problems formulated on Stochastic-State net-

works introduces the potential for recourse-based decisions in many of the

classical problems extended to be defined on such networks: while the deter-

ministic equivalent of the problem may have a solution consisting of a single

path, tour or tree, the optimal solution to many Stochastic-State routing prob-

lems will seek instead a routing policy, that is, a set of routing decisions which

are conditioned on specific observations of the state of the network. Because

observing the realization of stochastic variables provides us with information

about the true realization of the network state itself, this information can be

used as part of the routing procedure.

2.3.2 State Aggregation

The definition of SSNs presented in the previous section allows for fairly

intuitive aggregation schemes to be used as a way to approximate the behavior

of the system in either best or worst case scenarios, which can lead to useful

lower and upper bounds to be developed.

We define an Aggregated Network-State as network GS which represents

and replaces a set ωS ⊆ Ω, where GS = f(ΩS), where f : Ωn → Ω, that is,

the function f maps a set of networks into a single network. While this gen-

eral definition of an Aggregated Network-State accommodates a great variety

of aggregation schemes, we focus our attention on functions f with specific
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properties, namely functions f which decompose by network element (node,

link), and functions which generate networks that represent a best or worst

case scenario among the set of networks they represent.

Consider, for example, the function f(ΩS) = (N,∩ω∈ΩSA(ω)), c, d for

the stochastic network structure network presented in 2.1. The function f gen-

erates a network which only includes links that are present under all networks

in the SSN defined by ΩA, i.e. includes only links that are guaranteed to exist

under any possible State in the SSN. In the context of a network problem,

this constitutes a very restricted version of the original problem: solving the

reformulated problem on the aggregated network generated by the function f

would equate to finding a routing solution that only uses links available under

all scenarios. As such, there is no need for a recourse solution: since only

links which are deterministically present are used, no information about the

network is gathered through this solution, and as such no recourse is either

needed nor possible.

While the reformulated version of a network problem on an aggregated

state may seem restrictive, and indeed it is, it can often provide us with a

robust feasible solution, which can not only be used as part of a Dynamic

Programming context, but can also help us establish partial solutions to the

problem, which we can use to generate heuristics which account for the value

of their upper bound.

It is important to note that the definition of the problem to be solved

on a Stochastic-State network is what ultimately defines the appropriateness
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of different aggregation procedures as efficient procedures to develop useful so-

lutions, values or metrics. Depending on the type of stochasticity introduced

into the problem by the specific SSN used, and how this stochasticity affects

the structural constraints that define the set of feasible solutions to the prob-

lem, different aggregation procedures may produce lower or upper bounds,

approximate estimates, or useful solutions to the problem.

We now define some general properties that can be defined of a gen-

eral aggregating function f based on the properties of the elements of the SSN

under the Routing Problem defined on it. For all aggregation functions consid-

ered we define their behavior on vectors, such as link costs or node demands,

and on sets, such as the set of nodes and the set of links.

Definition 2.3.1. We denote a function f to be a Maximum Vector Scenario

(MaVS) aggregating function as one which, for each element of the vector

considered, takes on the maximum value of the realization of such element

across all network-states, and a Minimum Vector Scenario (MiVS) aggregating

function as one which, for each element of the vector considered, takes on the

minimum value of the realization of such element across all network-states.

Consider, for example, a MaVS aggregating function fc on the SSN

Ωc = (N,A, cω, d)}. Then f(Ωc) = (N,A, cmax, d), where cmax(i, j) = maxω c
ω(i, j).

Definition 2.3.2. We denote a Maximum Set Scenario (MaSS) aggregat-

ing function as one which, for the set being considered, takes on the union
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of the realizations of that set across all network-states. We denote a Mini-

mum Set Scenario (MiSS) aggregating function as one which, for the set being

considered, takes on the intersection of the realizations of that set across all

network-states.

Consider, for example, a MaSS aggregating function fA on the SSN

ΩA = (N,Aω, c, d)}. Then f(ΩA) = (N,
⋃
ω∈ΩA

Aω, c, d).

Under specific conditions, the aggregating functions described above

can be shown to generate single networks, the solutions of which provide upper

or lower bounds to the original multi-scenario problem.

Consider, for example, the link cost vector in a Shortest Path Problem

context. It is trivial to show that, if the original problem has a finite optimal

solution, increasing the value of any link cost will generate a problem such

that its solution will be no better than the original problem: either the new

solution contains only links that didn’t change, in which case it can be no

better than the original path; or it contains some links which did change. If

the link costs did change, then the cost of this path would be higher than in

the original problem, and as such higher than the optimal tour in the original

problem. Therefore, the cost of the new solution can be no better than the

original cost.

Let’s consider again the MaVS aggregating function fc in the context

of a Shortest Path Problem on the SSN Ωc = (N,A, cω, d). Take any two

scenarios ω1, ω2 ∈ Ωc. If we apply the function fc on the the SSN {ω1, ω2}, the
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cost of a Shortest Path Problem in fc({ω1, ω2}) will be greater than or equal

to the cost of both ω1 and ω2, because the aggregating function generates a

vector cmax that is, on an element by element basis, greater than or equal than

that of cω1 and cω2 . We can repeat this argument and show, by induction, that

applying the MaVS aggregating function in a Shortest Path Problem context,

to a SSN with any number of network-states results in a problem from which

we can extract an objective function value that is greater than or equal to

the objective function value of the Shortest Path Problem solution under each

specific link cost scenario.

We can show that the same is true regarding a MaVS aggregating

function fd in the context of a single vehicle, Uncapacitated Vehicle Routing

Problem assuming triangular link costs, on the SSN=Ωd = (N,A, c, dω). As-

suming that some demands can take a value of zero, increasing any entry of the

demand vector amounts to either increasing the demand at a node, or adding

a customer to the problem. If demand is increased at a node the original

tours are feasible. If, however, a customer is added to the problem, because

of the triangular link cost assumption, the cost of the solution will increase.

We prove this by contradiction: if the objective function value of the new

problem is lower, we can construct a tour to the original problem by following

the new set of tours, and skipping the newly added node, following the direct

link between the preceding and subsequent nodes in the route. Because of the

triangular cost assumption, this tour will have equal or lower cost than the

new solution, and as such violates the original assumption.
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If we consider a MaVS aggregating function fd in the context of a single

vehicle, uncapacitated vehicle routing problem on the SSN=Ωd = (N,A, c, dω),

and any two scenarios ω1, ω2 ∈ Ωd. If we apply the function fd on the the SSN

{ω1, ω2}, the cost of the problem in fd({ω1, ω2}) will be greater than or equal

to the cost of both ω1 and ω2, because the aggregating function generates a

vector dmax that is, on an element by element basis, greater than or equal than

that of cω1 and cω2 . We can repeat this argument and show, by induction, that

applying the MaVS aggregating function in this context, to a SSN with any

number of network-states, results in a problem from which we can extract an

objective function value that is greater than or equal to the objective function

value of the solution under each specific demand scenario.

While seemingly unrelated, both situations present a characteristic that

allows the same result to hold: that is that the optimal objective function value

of the deterministic optimization problem being considered is a non-decreasing

function of the vectors in question. As such, an aggregating procedure that

generates a vector that is greater than the originals element-by-element will

result in a network such that the optimal objective function value will be

higher.

The purpose of developing these properties is to introduce the concept

of network-state aggregation, which will be used to develop solution methods in

the problems considered in chapters 3 and 4. The problem considered in chap-

ter 3 makes use of a MaVS aggregating function to generate network-states

which represent worst case scenarios regarding demand, while the problem

24



considered in chapter 4 makes use of a MiSS aggregating function to generate

network-state which represent worst case scenarios regarding network connec-

tivity.
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Chapter 3

Search and Rescue

The problem presented in this chapter concerns a Dynamic Traveling

Salesman Problem formulated in a stochastic-state network setting. We con-

sider SSNs which introduce stochasticity at the demand level only, formulate

the problem as a MDP, and provide a heuristic solution based on a 2-stage

stochastic program with recourse solved on a set of aggregated networks gener-

ated using a Maximum Vector Scenario (MaVS) aggregating function. Subsets

of the feasible solutions obtained at each stage are fixed, and the heuristic is

used iteratively to further refine the routing policy.

3.1 Background Information

Recent natural disasters have highlighted the need for efficient emer-

gency response operations. Hurricanes Katrina and Rita exposed many flaws

in the US emergency plan, and no aspect received more attention than the

response time in search and rescue missions. US military leaders requested

a national search and rescue plan soon after the hurricanes, recognizing that

both natural disasters, as well as terrorist attacks, may occur at any moment,

leaving search and rescue task forces with little time to react ([85]).
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An emergency response plan can consist of many different operations,

which can be analyzed at various levels. Evacuation, search, rescue, delivery of

goods and rebuilding are all critical parts of an emergency response action. An

optimal emergency response plan would allocate resources to these different

operations so as to minimize the impact of an emergency on society. However,

due to the large amount of uncertainty and the large number of variables

involved in an emergency operation, modeling and solving such an allocation

problem becomes very difficult. As a result, it is important to find a way to

solve the related subproblems as efficiently and accurately as possible.

Search and Rescue (SAR) is one of the many subproblems of an emer-

gency response operation. The SAR problem consists in finding and rescuing

victims whose locations may or may not be known a priori. A proper SAR plan

will allocate the appropriate number of SAR units, the necessary resources to

allow for timely rescue of victims, and an efficient and flexible plan for units

to follow.

The focus of this chapter is to develop and solve a network-based math-

ematical model of the Search and Rescue problem that allows us to describe

characteristics of the problem that have not been explored in the past, namely

the way in which information affects the dynamics of a rescue operation. The

main two features that we are including in this model are referred to in the

literature as online information and late information. Under an online infor-

mation setting, we assume that problem information is disclosed throughout

the problem, thereby affecting the decisions that are made. In a late informa-
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tion [26] setting, we assume that some problem variables are not known until

they are directly observed. In the case of this problem, the late information

assumption refers to the node demands, i.e. the number of units to be rescued

at each node is not known until a routing unit visits the node itself.

We frame the problem as a traveling salesman problem, where the pres-

ence of victims at each node can be modeled as part of a stochastic-state

network, thereby implying an implicit correlation between these demand vari-

ables, which will affect the routing policies developed. We formulate the prob-

lem as a Markovian Decision Process (MDP). Due to the complexity of the

problem, we provide a heuristic based on a 2-Stage Stochastic Programming

approximation of the problem solved on an aggregated set of network states.

3.2 Motivation

The motivation for this project is two-fold:

• From an applications perspective, the problem is timely as has been

demonstrated by the many natural and man-made disasters that human-

kind has been exposed to in recent decades. The availability of real-time

information and advanced communication systems makes it imperative

to develop planning systems that allow us to optimize the use of re-

sources.

• From a methodological perspective, the motivation for this research lies

in the incredible growth in the logistics literature with respect to dynamic
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problems, and in particular the implied value of information that arises

from the ability of planners to use this information dynamically.

3.3 Literature Review

The search and rescue problem belongs to a more general class of prob-

lems, known in the logistics literature as Vehicle Routing Problems. The

Traveling Salesman Problem (TSP), in which one vehicle must visit every

node in a connected network through a tour of minimum cost, is regarded as

the archetypal vehicle routing problem. More generally, in a vehicle routing

problem we wish to find a set of maximum utility (minimum cost) paths for

a fleet of capacitated vehicles in order to satisfy a set of demand nodes in a

connected network. Changes in the nature of the given parameters, as well

as the timing of decisions and observations, define the many variations of the

Vehicle Routing Problem found in the literature. Of particular interest to the

topic in this dissertation are variations of the Traveling Salesman Problem and

Vehicle Routing Problem that account for dynamic decisions and stochasticity,

especially in the presence/absence of customers.

In the context of search and rescue problems, it is a natural assumption

to consider demands to be stochastic. The reason is that a critical part of the

problem is determining the exact state of the network, i.e., the location and

magnitude of the demands. Location and magnitude become our main two

sources of uncertainty. Although the nature of the uncertainty is different in

both cases, they can be incorporated into the problem simultaneously through
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appropriate probability distributions.

3.3.1 Stochastic Vehicle Routing

The Stochastic Vehicle Routing Problem (SVRP) is a more general case

of the VRP in which parameters of the problem are given as random variables.

As uncertainty is introduced into the problem, variations of the problems are

defined by: the objective which is defined in terms of these stochastic variables,

the corrective or recourse actions available in the face of uncertainty; and the

set of parameters which are stochastic.

Gendreau et al. [35] provides, as part of this survey on SVRPs, a

classification of the different work in the literature. In particular, uncertainty

is represented as stochastic demands, stochastic travel times, and stochastic

customers. While, technically speaking, a SVRP with stochastic customers

can be viewed as a specific instance of a stochastic demand problem where

demands can take on a value of zero, the distinction is made in the literature

between them, and problems where stochastic demands can take on a value

of zero, allowing the customer to be skipped under certain circumstances,

are referred to as VRPs with stochastic customers and demands (VRPSCD).

Of particular relevance to the problem presented in this chapter are those

problems that deal with stochastic customers, and in particular, those where

recourse actions are permitted.

From a general perspective, the stochasticity in the parameters can af-

fect the solution structure in two ways: it can affect a vehicle’s ability to satisfy
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customer demand; and it can affect the time it takes a vehicle to complete its

route. In circumstances where the stochasticity introduced into the problem

affects the feasibility of a priori routes, recourse may need to be allowed in

order to define proper solution structures. In general, simple recourse strate-

gies, such as replenishing when capacity is reached, or skipping customers if

they are not present, have been the focus of the literature, due to both the

computational simplicity relative to general recourse structures, and due to

the ease of implementability of such strategies.

These recourse actions, along with other stochastic elements such as

travel times, can also affect the completion time of routes, which requires

the definition of an appropriate objective function, as the use of the objective

functions of deterministic VRPs are not always applicable. Variations included

in the literature mostly deal with minimizing the expected routing cost, though

some work has considered chance constrained formulations, especially in VRPs

with stochastic travel times.

Uncertainty in travel and service times for the VRP was first introduced

by Lambert et al. [58] and Laporte et al. [60], respectively, where the problem

is posed both as a chance constrained program and a recourse stochastic pro-

gram. A capacitated version of the same problem was considered by Kenyon

[53].

Uncertainty in customer demands was first considered by Tillman [104],

who considers demands to be general independent random variables, and de-

velops a heuristic based on customer insertion savings. Bertsimas [10] consid-
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ers a VRP with stochastic demands, motivated by the problem of finding an

a priori sequence of customers to be visited so as to minimize the expected

routing cost. Two routing policies are considered: one in which all customers

in the sequence are visited, and one in which customers not requiring service

are skipped. The first strategy generalizes the classic TSP, while the second

strategy generalizes the probabilistic traveling salesman problem (PTSP) in-

troduced by Jaillet [45]. An algorithm is developed to determine the expected

length of a sequence of customers under each of the policies for a both a bi-

nary and a general demand setting. Bounds and a heuristic solution approach

are presented, as well as an analysis of the asymptotic behavior of the prob-

lem in the random euclidean model, i.e. the model in which demands occur

stochastically in a unit square and the depot is located at (0, 0).

Morton and Kenyon [52] summarized the work done in Stochastic Ve-

hicle Routing Problems (SVRP) from a Stochastic Programming Perspective.

In many VRP formulations, we can write an equivalent multistage stochastic

program, where the stages can be defined a priori, i.e. the number of stages are

not a function of the decision variables. It is clear, however, that this assump-

tion does not hold for many real life applications, as the timing of decisions is

often highly dependent on earlier decisions.

The VRP with stochastic demands is a very popular problem in the

literature. Pick up and delivery, taxi-cab dispatches, rescue operations, emer-

gency vehicle routing and garbage collection are some of the real life routing

applications in which the stochastic nature of the respective demands is a key
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aspect of the problem.

Jaillet [45] examines an instance of the TSP where on any instance of

the problem only k < n nodes must be visited, with k being a random vari-

able with known distribution. This probabilistic traveling salesman problem

(PTSP) is defined in two stages: in the first stage, a Hamiltonian tour must be

chosen through all nodes in the network. In the second stage, the sequence of

nodes corresponding to the tour developed in the first stage, but any customers

not present under the specific realization of the demand will be skipped. The

objective is then to find the optimal first stage Hamiltonian tour so that the

expected cost of the routing policy is minimized. The algorithm is meant for

applications in which reoptimization at every stage of the problem is either

infeasible or undesirable due to external constraints. Combinatorial properties

of the problem are developed, with particular focus on how solutions to the de-

terministic TSP perform as solutions to the PTSP, and asymptotic properties

of the problem.

Gendreau et al. [34] generalize the PTSP, extending it to the case

where the vehicle is capacitated and the demands at each node are not just

binary. The same recourse structure is considered: in the first stage a sequence

of customers is determined, and in the second stage this same sequence is

followed, while skipping absent customers, and replenishing capacity at the

depot if vehicle capacity is to be exceeded by the next customer. Laporte et

al. [59] develop a solution framework for the problem based on a stochastic

programming approach, formulating the problem as a two stage stochastic
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program with recourse, and using branch and cut methods to solve the problem

to optimality.

Dror et al. [26] examine two stochastic programming formulations in

the literature for the SVRP with stochastic demands, and propose a new

stochastic programming formulation, along with a Markovian Decision Process

formulation. The focus of the formulations presented are to quantify the cost

of exceeding capacity in a route under the uncertain realizations of demand

at each node. The MDP formulation itself is fairly generic: it incorporates

general concepts of stochasticity by defining generalized states, with no specific

mention of solution approaches other than recognizing that classical MDP

methods are ill-suited to solve instances of that problem due to the curse of

dimensionality, i.e. the growth in complexity of MDPs as a function of the

number of states and possible control policies.

3.3.2 Dynamic Vehicle Routing

The Dynamic Vehicle Routing class of problems is defined in the lit-

erature as the problem of optimizing a routing operation where solutions are

a function of information received or acquired over time. Time varying or

time dependent parameters may not necessarily imply a dynamic VRP, as the

solution to those problems may be determined a priori. For example, if the

objective function of a time varying problem is the set of routes that minimizes

the expected cost over all possible scenarios, then the problem is considered

static, even though the parameters themselves are dynamic. Dynamic and
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stochastic problems are, however, closely related, as often the parameters that

imply a dynamic solution are included such problems in the form of a proba-

bility distribution.

Psaraftis [89] provides some insight into the qualities of a problem that

indeed make it a Dynamic VRP:

• Time dimension is essential

• Problem may be open-ended

• Future information may be precise or unknown

• Near-term events are more important

• Information update mechanisms are essential

• Resequencing and reassignment decisions may be warranted

• Faster computation times are necessary

• Indefinite deferment mechanisms are essential

• Objective function may be different

• Time constraints may be different

• Flexibility to vary vehicle fleet size is lower

• Queueing considerations may become important

Malandraki and Daskin [64] formulate variations of the TSP and VRP

where the link costs are known step functions of time. Both problems are

formulated as integer programs, and heuristics are proposed. The concept of

asymmetry of tours is introduced in this paper. While in the deterministic
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version of both problems symmetric tours have equal cost, for more complex

variations, the direction in which is toured is followed affects the cost of the

solution. Bertsimas and Van Ryzin [9][8] consider a routing problem where

demands are revealed randomly over a bounded Euclidian plane. Haghani and

Jung [38] present a formulation for a routing problem with real-time service re-

quests and real-time variations in travel times between demands nodes, which

is solved using genetic algorithms. Jaillet and Wagner [46] examine an online

vehicle routing problem in which demands are revealed randomly over time on

a euclidean plane. The authors develop a competitive ratio algorithm.

3.3.3 Search and Rescue Operations

Although a comprehensive list of scenarios in which search and rescue

operations may be needed would be hard to gather, we present a summary

of the most important types of search and rescue operations, including their

relationship to the problem in this dissertation and information on the orga-

nization of such operations.

3.3.3.1 Urban Search and Rescue

From the FEMA website [28]:

Urban search-and-rescue (USAR) involves the location, rescue (ex-

trication), and initial medical stabilization of victims trapped in

confined spaces. Structural collapse is most often the cause of

victims being trapped, but victims may also be trapped in trans-
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portation accidents, mines and collapsed trenches.

Urban search-and-rescue is considered a “multi-hazard” discipline,

as it may be needed for a variety of emergencies or disasters, in-

cluding earthquakes, hurricanes, typhoons, storms and tornadoes,

floods, dam failures, technological accidents, terrorist activities,

and hazardous materials releases. The events may be slow in de-

veloping, as in the case of hurricanes, or sudden, as in the case of

earthquakes.

Of all search and rescue operations, urban search and rescue is one of

the best suited for a networks based algorithmic approach, as the locations of

victims can be described relatively accurately discrete ”points”, rather than

continuous physical areas. It is also the type of operations in which optimiza-

tion is critical, as the risks associated with routing rescue units through the

network are very high.

The CSS report for Congress [5] provides a good overview of the orga-

nization of USAR task forces. There exist 28 USAR task forces distributed

throughout the US, which can be deployed upon request by the Department of

Homeland Security. Issues involving these USAR task forces include the reg-

ularization of funding, as the current funding policies are not clear; normally

the task forces are funded by local governments, but in the case of large scale

natural disasters, DHS or congress may elect cover the expenses by the task

forces used in such operations.
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3.3.3.2 Search and Rescue in Military Applications

Military applications of network search problems are very direct and

could greatly benefit from improved routing algorithms. Scenarios similar

to USAR and Wilderness SAR fall under the classification of Combat SAR

(CSAR), but operations such as the detection of land mines and reconnais-

sance missions are variations of the original SAR problem that share similar

structures. Some of these operations may eventually be performed by intel-

ligent mechanical units, and as such, algorithms that do not depend on real

time input by human beings would be greatly beneficial.

The literature available to the public is much more extensive in the

case of Military SAR. In a jointly prepared document [77] by the US Army

and Navy, all aspects of a joint search and rescue operation are described, in-

cluding search methods, recovery methods, expected time-lines, coordination,

communication, etc.

3.3.4 Contribution

Three key properties of the problem considered in this chapter help

distinguish it from previous work in the literature:

• Decision stages are not determined a priori. The sequence of nodes that

are followed do not just constitute the solution to the problem, but also

determine the periods along the routing procedure where recourse will

be needed.
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• The SSN approach to the problem allows for optimal routing policies

which account for implicit correlations between demands at different

nodes.

• Late information [26], which implies that information about network

elements is only observable through visiting the element itself, or through

network-state reduction in the SSN context.

While problems satisfying some of these assumptions have been ad-

dressed in the literature, problems addressing all three have not, and in par-

ticular, the issue of routing-based information gathering has been largely ig-

nored.

3.4 Problem Definition

In this section we develop the mathematical formulation of the problem,

building from a motivating example towards a formal definition. Section 3.4.1

discusses the conceptual statement of the problem, Section 3.4.2 presents a

motivating example building towards the formal mathematical formulation in

Section 3.5.

3.4.1 Problem Statement

The problem addressed in this dissertation is the following:

Given a single vehicle, determine the optimal routing policy so as to

minimize the total expected routing costs.

39



We define an online policy to be the set of routing decisions conditional

on the information acquired at each stage of the problem. In order to clarify

the concepts presented in the definition of the problem, a motivating problem,

along with its solution are presented in 3.4.2.

3.4.2 Motivating Problem

In order to clarify the concept of an online policy, as well as the differ-

ence between online routing and online information. We define the following

problems in the network defined in 3.4.2.1, subject to the three demand sce-

narios defined in 3.1, all of equal probability.

3.4.2.1 Offline Traveling Salesman Problem

In this version of the problem, we must find an a priori single tour

through the network that satisfies all demands under all possible scenarios. In

the absence of recourse, and because the demand at each node is positive in

at least one scenario, the problem reduces to the classical Traveling Salesman

Problem.
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Table 3.1: Search and Rescue: Example Demand Scenarios

Demands
Scenarios 1 2 3

1 1 0 0
2 0 1 0
3 0 0 1

0

1

2

3

1
2

2

3

1

1

Figure 3.1: Search and Rescue: Example Problem

3.4.2.2 Limited Recourse Traveling Salesman Problem

Consider now a variation of the problem in which limited recourse is

available, i.e. a single recourse decision can be made upon arrival at the first

transition node. In order to illustrate a feasible solution, we consider the

option of visiting node 1 first.

If node 1 is visited first, two outcomes are possible:

• If the demand at node 1 is 1, which corresponds to demand scenario 1,
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we can conclude that no demand is present at either nodes 2 or 3, and

so the vehicle is routed back to the origin through the least cost path,

which is link (1, 0).

• If the demand at node 1 is 0, which can correspond to demand scenarios

2 or 3, we can conclude that either node 2 or 3 has a positive demand.

Because we are limited to a single routing recourse decision, the optimal

second stage decision consists of the least cost path between node 1 and

0 that includes nodes 2 and 3, which is 1, 3, 2, 0, with cost 4.

The expected cost of this strategy is equal to 1/3(4) + 2/3(6) = 5.33,

that is, the cost of the routing strategy under each of the possible information

scenarios at node 1. Similar strategies can be constructed for visiting nodes

2 or 3 in the first stage, which results in expected costs of 5.33 and 7.33

respectively.

3.4.2.3 Full Recourse Traveling Salesman Problem

In this version of the problem, we are allowed to make recourse decisions

at each transition point, i.e. upon arriving to each node in which more than

one demand value is possible. To illustrate the solution structure, we construct

a feasible solution based on visiting node 1 first.

If node 1 is visited first, 2 scenarios are possible:

• If the demand at node 1 is 1, which corresponds to demand scenario 1,

we can conclude that no demand is present at either nodes 2 or 3, and
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so the vehicle is routed back to the origin through the least cost path,

which is link (1, 0).

• If the demand at node 1 is 0, which can correspond to demand scenarios

2 or 3, we must determine not only which node we will visit next, but

also the routing strategy that will be followed based on the information

gathered at said node. Consider the strategy of choosing node 3 as the

subsequent node to be followed under this case. We are again faced with

two possible scenarios:

– If the demand at node 3 is 1, which corresponds to demand scenario

3, we can conclude that no demand is present at node 2, and so the

vehicle is routed back to the origin through the least cost path,

which is link (2, 0).

– If the demand at node 3 is 1, which corresponds to demand scenario

2, we can conclude that node 2 is the last node that must be visited,

and so a least cost path from node 3 to node 0 containing node 2

completes the solution.

The expected cost of this strategy is 4.66, which can be shown to be

the optimal strategy for this problem.

3.4.3 Solution Structure Properties

Several aspects of this solution structure are of interest in analyzing

the problem:
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• The solution to online problems is not a single tour, but rather a family

of tours that are dependent on the demand events we encounter during

the routing procedure. Alternatively, the routing policy can be described

as a binary decision tree.

• While the problem has several routing stages, the number of routing

stages is dependent on the realization of demands and the routing deci-

sions themselves.

• The solution to the Limited Recourse TSP and Offline TSP both consti-

tute feasible solutions to the Full Recourse version of the problem, and

as such establish upper bounds on the problem.

These properties are further explored in this chapter in the process of

determining appropriate solution methods.

3.5 Mathematical Formulation

This section focuses on a formal formulation of the Stochastic-State

Network Traveling Salesman Problem with Full Recourse.

3.5.1 Variable Definition

In this section we define the variables needed in order to formulate the

problem as a Markovian Decision Process.

Define a Stochastic-State Network SSNd(Ωd, P ), where the set Ωd is a

finite set of elements ω = (N,A, c, dω), where N is the set of nodes, where A
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is the set of links, c is the link cost vector, and d is the demand vector under

scenario ω. We assume that N , A and c are the same across all network-states.

3.5.2 Markovian Decision Process Formulation

In order to model this search and rescue problem as a Markovian De-

cision Process we must define four main concepts: state, control policy and

transition costs.

3.5.2.1 State

We define a state k, sk = (ik,Ωk, γk) as the combination of three vari-

ables: the current position of the routing unit, ik; the current subset of feasible

demand scenarios Ωk ⊆ Ω; and the current demand state at each node γk,

which is equal to 0 if the node has already been visited or if its demand is 0

under all remaining feasible demand scenarios, and 1 otherwise. We define the

initial state s0 = (0,Ω,~1) that is, the routing unit is at the origin, the full set

of demand scenarios are feasible, and all nodes may need to be visited, which

is represented by the vector ~1 = {1, 1, ..., 1, 1}. We define a unique terminal

state with cost zero as sf = (0, ωf ,~0), that is, a state in which the routing unit

is at the origin, some subset of scenarios is feasible (which we can show to be of

cardinality one if duplicate demand scenarios are not allowed), and no nodes

are left which need to be visited, represented by a the vector ~0 = {0, 0, ..., 0, 0}
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3.5.2.2 Control Policy

We define a control policy µ as a mapping from each state sk to a node

i ∈ N . That is, for every state, the control policy determines the next node to

be visited. Given a state sk and a control policy µ(sk), there will be transitions

with non-zero probability to at most two states:

• Transition Node: If γk(µ(sk)) = 1, that is, the node may need to be

visited under one of the remaining feasible demand scenarios, transitions

with non-zero probabilities are possible to two states, corresponding to

encountering demands of zero or one at µ(sk). Given a state sk and con-

trol policy µ, let these states be sk+1
0 (sk, µ) and sk+1

1 (sk, µ), respectively.

sk+1
α (sk, µ) = (µ(sk),Ωk+1

α , γk+1
α ) (3.1)

where:

Ωk+1
α = {ω ∈ Ωk : dω(µ(sk)) = i} (3.2)

γk+1
α (i) =

{
min{γk(i),maxω∈Ωk+1

α
{dω(i)}}, i 6= µ(sk)

0, i = µ(sk)
(3.3)

That is, the new set of feasible scenarios for sk+1
0 (sk, µ) and sk+1

1 (sk, µ)

is the set of scenarios under which the demand at node µ(sk) is zero or

one, respectively. The value of γ for node i is changed from 1 to 0 if

the node has a zero demand for all remaining scenarios or it has already

been visited, and remains at its original value otherwise. The transition

probability into each state is equal to P (Ωk+1
i ) =

∑
ω∈Ωk+1

i
p(ω).
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• Non-Transition Node If γk(µ(sk)) = 1, that is, the node need not be

visited under any remaining scenario or it has already been visited, there

will be a transition with probability one into state

sk+1(sk, µ) = (µ(sk),Ωk, γk) (3.4)

That is, a state with the same set of demand scenarios, and node demand

variables, but with a node location variable equal to µ(sk).

3.5.2.3 Transition Cost

The transition cost at each stage is equal to the cost of link (i, µ(sk)),

that is, the cost of traveling on the link between the current node and the node

chosen through the chosen control policy.

3.5.3 Network Representation of Control Policies

Because direct visualization of a feasible control policy to the MDP

formulation is not necessarily intuitive, it is important to establish the rela-

tionship between such a policy and the network-based representation of the

policy. Although many representations are possible, we chose to represent the

routing policy as a binary decision tree: starting at the origin, the control

policy specifies the next node that will be followed given what demand is en-

countered at the current stage. If the node demand can only be one value,

either 0 or 1, the routing decision will be unique. In the case that both values
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Table 3.2: Search and Rescue: Example Demand Scenarios

Demands
Scenarios 1 2 3

1 1 0 0
2 0 1 0
3 0 0 1

can occur with probability greater than zero, the routing policy will specify a

subsequent node for each case, which may or may not be the same.

Let’s consider the example in 3.4.2, shown again below for convenience:

0

1

2

3

1
2

2

3

1

1

Figure 3.2: Search and Rescue: Example Network

Let’s now consider the routing policy µ defined below:
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µ(0, {1, 2, 3}, [0, 1, 1, 1]) = 1

µ(1, {1}, [0, 0, 0, 0]) = 0

µ(1, {2, 3}, [0, 0, 1, 1]) = 3

µ(3, {2}, [0, 0, 1, 0]) = 2

µ(3, {3}, [0, 0, 0, 0]) = 0

µ(2, {2}, [0, 0, 0, 0]) = 0

The above policy can be represented by the following binary decision

tree:

0 1

0

3

0

2 0

1

0 1

0

Figure 3.3: Search and Rescue: Example Routing Policy
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Any path in the tree between the root node and a specific leaf node

corresponds to a specific demand scenario realization. As such we can see the

solution to the problem as a family of paths constrained by the demand sce-

nario information gathering process. As some statements about the problem

are clearer under this network-based representation, we will discuss the prop-

erties of the problem from both a control policy and decision tree standpoint.

3.6 Exact Solution Algorithm

In order to solve the MDP formulation proposed in the previous section,

standard MDP techniques can be used, such as dynamic programming. Given

the initial and terminal states defined above, the objective is to determine an

optimal control policy for each state that is reached with non zero probability

starting from the initial state.

What follows is the dynamic programming algorithm. The recursion

function can be defined as:

min
µ
V (0,Ω, 1) (3.5)

where:

V (sk) = min
µ(sk)∈N

c(ik, µ(sk)) +

{∑
P k+1
α V (sk+1

α (sk, µ)) dk(µ(sk)) = 1

V (sk+1(sk, µ)) dk(µ(sk)) = 0
(3.6)

where:
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P k+1
α =

∑
∀h:ω∈Ωk+1

α

P (ω). (3.7)

Furthermore, we define the set of terminal states, each with cost zero:

V (0, ωF , 0) = 0, (3.8)

where ωF is the final set of scenarios. Because all network-states are different,

and we are required to satisfy all demands for each instance of the problem, all

final states will be such that ωF will be a singleton equal to the true network-

state. There are therefore exactly |Ω| possible terminal states.

3.6.1 Properties of the MDP

In this section some properties of the MDP formulation that allow for

a more efficient solution algorithm to be developed are discussed.

We assume a complete network with non-negative link costs. Further-

more, we assume triangular link costs, that is, that c(i, j) ≤ c(i, k) + c(k, j).

While this may seem restrictive, one can transform any network with non-

negative costs to satisfy this requirement by setting c(i, j) to be the cost of

the shortest path between i and j.

These two assumptions, non-negativity and triangular link costs, allows

us to establish several important problem properties.

51



Lemma 3.6.1. For any state s = (i,Ω∗, 0), such that i 6= 0 and |Ω∗| = 1, then

there exists an optimal control policy µ∗: µ∗(s) = 0.

Proof. Assume an optimal control policy exists such that µ∗∗(s) = j 6= 0. We

prove the lemma by constructing a feasible solution of equal or lesser cost to

this control policy. Because all remaining transitions are given by (3.4), the

only terminal state that can be reached from state s is sf = (0,Ω∗, 0). As

such, any control policy that does not arrive at state sf with probability 1 will

have an unbounded cost, and cannot be optimal. Therefore, for any optimal

control policy, V (i,Ω∗, 0) = c(i, j) + C + c(l, 0), where C represents the cost

of all transitions between state s and state sl = (l,Ω∗, 0).

Consider a control policy µ∗ : µ∗(s) = 0. The recursive function value

V (s) is equal to c(i, 0), as V (0,Ω∗, 0) = 0. Since c(i, j) +C + c(l, 0) represents

the cost of a path between i and 0, and c(i, 0) represents the cost of the shortest

path between i and 0 because of the triangular cost structure assumption

Vµ∗(s) = c(i, 0) < c(i, j) + C + c(l, 0) = Vµ∗∗(s).

Lemma 3.6.2. There exists an optimal control policy which, at each stage

sk : |Ωk| > 1 chooses only nodes j : γk(j) = 1.

Proof. Consider an optimal policy µ∗ : ∃sk : γk(µ(sk) = j) = 0, which implies

a transition to state sk+1 = (j,Ωk, γk), given by equation 3.4. Let the routing

decision at this state be l = µ(sk+1). Two cases are possible:

• γk(l) = 0, in which case V (sk+1) = v
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• γk(l) = 1, in which case V (sk+1) = c(j, l)+P (Ω0)V (l,Ω0, γ0+P (Ω1)V (l,Ω1, γ1)

where Ωα = ω ∈ Ωk : ω(l) = α, and

dα(i) =

{
min{dk(i),maxω∈Ωα{ω(i)}}, i 6= l

0, i = l.
(3.9)

Because no transition occurs at node j, the probability distribution of

states at node l are given by the feasible set of scenarios at state sk, and the

vector d is determined is updated accordingly.

As such, V (sk) = c(i, j) + V (sk+1), or expanding the second term of

the right hand side:

V (sk) = c(i, j) + c(j, l) +

{
V (l,Ωk, dk), dk(l) = 0

P (Ω0)V (l,Ω0, d0) + P (Ω1)V (l,Ω1, d1), dk(l) = 1.

(3.10)

In order to establish a proof of the lemma, we show that a feasible

solution µ∗∗ can be constructed by bypassing node j, that is of equal or lesser

cost than µ∗. Let µ∗∗(sk) = l, that is, non-transition node j and state sk+1 are

bypassed in the path between ik and l. In this case the recursive function at

state sk is given by:

V (sk) = c(i, l) +

{
V (l,Ωk, γk) γk(l) = 0

P (Ω0)V (l,Ω0, γ0) + P (Ω1)V (l,Ω1, γ1) γk(l) = 1.
(3.11)
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We note that the expressions under policy µ∗ and µ∗∗ only differ in the

transition costs. Because of the triangular cost assumption, c(i, l) ≤ c(i, j) +

c(j, l), and so the cost of policy µ∗ is less than or equal to the cost of µ∗∗,

which implies that µ∗∗ is also optimal.

This lemma allows us to write a simplified version of the recursive

function:

V (sk) = min
µ(sk)∈N :γk(µ(sk))=1

c(ik, µ(sk)) +
∑
α=0,1

P (Ωk+1
α )V (sk+1

α ), (3.12)

where:

V (0, ωF , 0) = 0. (3.13)

Lemma 3.6.3. For a state sk : |Ωk| = 1, the value of the recursive function

V (sk) is equal to the minimum cost Hamiltonian path on the graph created

using only the vertices j ∈ N : γk(j) = 1 with origin ik and destination 0.

Proof. In the case of a state where only one demand scenario is possible, the

expression:

γk+1
α (i) =

{
min{γk(i),maxω∈Ωk+1

α
{dω(i)}}, i 6= µ(sk)

0, i = µ(sk)
(3.14)
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can be rewritten as:

γk+1
α (i) =

{
γk(i) i 6= µ(sk)

0, i = µ(sk).
(3.15)

That is, because the set of scenarios cannot be further narrowed down,

the vector γ will only change if a node i : γ(i) = 1 is visited, and only γ(i)

will be changed. As such, in order to generate a feasible solution, i.e. one

that arrives at a terminal state, all nodes i : dk = 1 will have to be visited.

Furthermore, as was shown previously, there exists an optimal policy such that

nodes j : γk = 0 are not visited. Therefore, the optimal policy needs to visit

a node i if and only if γk(i) = 1.

It is important to note that solving meaningful problems using the exact

algorithm is infeasible due to computational complexity. As such, we shift our

focus in the next section to developing a heuristic for the problem based on

establishing feasible solutions with upper bounds derived from a stochastic

programming approach.

3.7 Heuristic

The heuristic presented in this section is based on the concept of using

a MaVS (Maximum Vector Scenario) aggregating function in order to obtain

a simplified problem that can generate a feasible solution, and we use this

approach recursively to develop a routing policy that at each stage chooses

the lowest upper bound sub-route.
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3.7.1 Problem Properties

In this section we establish problem properties which will aid in building

towards the Stochastic Programming formulation for the subproblem which is

the basis for the heuristic presented in this section.

Lemma 3.7.1. Consider a state sk = (ik,Ωk, dk). Let ωmax : dω
max

(i) =

maxω∈Ωk ω(i). The optimal route which is the solution to the problem arg minV (smax),

where smax = (ik, ωmax, dk) is a feasible solution to the original problem, and

as such, is an upper bound to the original problem.

The demand scenario ωmax corresponds to a MaVS single aggregated

scenario over all remaining scenarios where, if node j must be visited under

any remaining feasible scenario, it must be visited in scenario ωmax. Therefore,

the optimal solution to the subproblem with a single feasible demand scenario

remaining consists of a route that satisfies the node demands for all remaining

nodes under all remaining scenarios, and as such is a feasible solution, and

because it is not guaranteed to be optimal to the original problem, constitutes

an upper bound.

Corollary 3.7.2. Consider a transition node j reached from state sk,and re-

place the set Ωk with two demand scenarios S0 and S1 such that:
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S0 : d§0(i) = max
ω∈Ωk:dω(j)=0

dω(i) (3.16)

S1 = max
ω∈Ωk:ω(j)=1

ω(i) (3.17)

P (S0) =
∑

ω∈Ωk:ω(j)=0

P (ω) (3.18)

P (S1) =
∑

ω∈Ωk:ω(j)=1

P (ω) (3.19)

The optimal solution to this new problem is a feasible solution to the

original problem, and as such provides an upper bound.

The solution to this modified problem consists of two routing stages: a

path between node i and j, and a second stage path corresponding to either

demand scenario S0 or S1. Because of the recursive nature of the problem, the

problem of finding the optimal second stage paths given a specific first stage

path has the same property derived in Lemma 3.7.1, and so the optimal route

for a single aggregated state is a feasible solution to the problem. The overall

routing is therefore feasible as well, and constitutes an upper bound.

Corollary 3.7.3. The solution to arg minµ V (smax) is the minimum cost Hamil-

tonian Path that visits all the nodes j : γk(j) = 1.

As we established in Lemma 3.6.3, the optimal solution to the subprob-

lem where the cardinality of the set of feasible demand scenarios is 1 is the

least cost Hamiltonian Path in the network comprised of the origin equal to

ik, destination equal to 0, and all nodes j such that d(j) = 1.
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3.7.2 Stochastic Programming Formulation for Two-Scenario States

In this section we present a 2-Stage Stochastic Program with Recourse

formulation for the Two-Scenario State problem. Consider a state sk =

(ik,Ωk, dk) such that |Ωk| = 2. The optimal solution to the subproblem

arg minµ V (sk) can be found by solving the following integer program:

SSTSP (sk, t) = min
x,yω

∑
(i,j)∈A

c(i, j)x(i, j) +
∑
ω∈Ωk

P (ω)c(i, j)yω(i, j) (3.20)
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such that: ∑
j

x(ik, j) = 1 (3.21)∑
j

yω(j, 0) = 1, ∀ω ∈ Ωk (3.22)∑
j

x(j, t) = 1 (3.23)∑
j

yω(t, j) = 1, ∀ω ∈ Ωk (3.24)∑
j

yω(i, j) = 1, ∀ω ∈ Ωk, i ∈ Sω (3.25)∑
j

yω(j, i) = 1, ∀ω ∈ Ωk, i ∈ Sω (3.26)∑
j

x(i, j) + yω(i, j) = 1, ∀ω ∈ Ωk, i ∈ R (3.27)∑
j

x(j, i) + yω(j, i) = 1, ∀ω ∈ Ωk, i ∈ R (3.28)∑
j

x(i, j)−
∑
j

x(j, i) = 0, ∀ω ∈ Ωk, i ∈ R (3.29)∑
j

yω(i, j)−
∑
j

yω(j, i) = 0, ∀ω ∈ Ωk, i ∈ R, yω ∈ {0, 1} (3.30)∑
i/∈S

∑
j∈S

x(i, j) + yω(i, j) ≥ 2, ∀S ⊂ {Sω ∪R ∪ ik ∪ 0} (3.31)∑
i∈S

∑
j /∈S

x(i, j) + yω(i, j) ≥ 2, ∀S ⊂ {Sω ∪R ∪ ik ∪ 0} (3.32)

where:

N ′ = {i : i ∈ N, dk(i) = 1} (3.33)

R = {i : i ∈ N ′, ω(i) = 1, ∀ω ∈ Ωk, i 6= t} (3.34)

Sω = {i : i ∈ N ′, ω(i) = 1, i /∈ R, i 6= t} (3.35)

59



The set N ′ represents the set of nodes that may need to be visited under

at least one of the remaining feasible demand scenarios. The set R represents

the set of nodes that must be visited under both scenarios, while the set Sω

represents the set of nodes that only need to be visited under demand scenario

ω.

Equations (3.21) ensures that one link departs from the origin in the

first stage, while and 3.22 ensures that one link will arrive at the destination

under each demand scenario. Equations (3.23) ensures that one link will enter

the transition node in the first stage, while equation (3.24) ensures that one

link will leave the transition node under each demand scenario. Equations

(3.25) and (3.26) guarantee that for each node that only needs to be visited

under a particular demand scenario will be visited as part of that scenario’s

second stage route. Equations (3.27) and (3.28) guarantee that each node in

R will be visited either in the first or second stage for each demand scenario,

while Equations (3.29) and (3.30) are the flow balance constraints in x and

yω. Finally, equations (3.32) and (3.31) prevent the formation of subtours in

the solution, by ensuring that for every subset of nodes has one link entering

and one link leaving it.

Intuitively, this mathematical programming formulation finds a mini-

mum cost solution combination of a first stage route from node ik to node t

using only nodes in R, and a set of second stage routes from t to the origin,

one for each possible demand scenario, that only visits nodes in R and Sω.

The set of variables x(i, j) represent the first stage routing decision, while the
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set of variables yω represent the second stage routing decisions under the now

known demand scenario.

The reasoning behind the formulation is that once we encounter the first

transition node, the demand scenario becomes known, and once this demand

scenario becomes known, we know the optimal solution is the Hamiltonian

path between the transition node t and the origin 0. As such, we must find

the optimal combination of a single path to the transition node, and one path

from the transition node to the origin for each possible demand scenario.

3.7.3 Heuristic Algorithm

In this section we outline the algorithm for the heuristic based on the

use of the Two-Stage Stochastic Program shown in the previous section. We

first provide a summarized outline of the algorithm, and then provide an in

depth description of the algorithm.

3.7.3.1 Algorithm Outline

The algorithm is based on three main steps: aggregating demand sce-

narios, solving a two-stage stochastic program, and using the first stage routing

solution of the stochastic program as a sub-path for the main solution.
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Main Recursion:

V (ι,Ω, γ)
Inputs: Root Node ι, Network-States Ω, Demand State Vector γ
optimalValue=INF
for all transition nodes i do
aggregate(i,Ω, γ)→ S0 and S1

stochasticProgram(s = (i, {S0, S1}, γ)), t)→ path = x
α = cost(x)
for all j ∈ N, j 6= i do
γ0(j) = min{γ(j), S0(j)}
γ1(j) = min{γ(j), S1(j)}

end for
for all j ∈ x do
γ0(j) = 0
γ1(j) = 0

end for
β[0] = V (ι = t,Ω = S0, γ0)
β[1] = V (ι = t,Ω = S1, γ1)
if alpha+ P (S0)β[0] + P (S1)β[1] < optimalV alue then
optimalV alue← alpha+ P (S0)β[0] + P (S1)β[1]
µ(ι,Ω, γ) = x

end if
end for
Output: optimalValue

Figure 3.4: Full Dynamic Programming Algorithm

The following sections focus on the specific implementation details of

the three main sections of the algorithm.

3.7.3.2 Demand Aggregation

The demand aggregation step generates two demand scenarios, S0 and

S1 given a transition node i, a set of feasible demand scenarios Ω and a set
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of demand states d. We use a MaVS function over all states such that the

demand value for the transition node is either 0 or 1, thereby generating two

aggregated states. The procedure is simple: group demand scenarios such that

ω(i) = 0 into the set Ω0, and group demand scenarios such that ω(i) = 1 into

the set Ω1. We then generate the aggregated demand scenarios according to

the following relationship:

Sβ(j) =

{
maxω∈Ωβ ω(j), d(i) = 1

0, d(i) = 0
(3.36)

The above relationships aggregate the scenarios in the sets Ω0 and Ω1

by taking the maximum value for each node among all elements of the set for

nodes i : γ(i) = 1, and assigning a value of 0 otherwise. As shown in Corollary

3.7.2, solving the problem where the demands are aggregated according the

the procedure in 3.36 provides us with a feasible solution to the problem, and

an upper bound. The following section discusses the Stochastic Program used

to solve the problem.

3.7.3.3 Stochastic Program

The Stochastic Program to be solved is based on the formulation devel-

oped in Section 3.7.2, where the inputs are given as the state information, i.e.

the current node, the 2 remaining feasible demand scenarios, and the demand

state vector. The output taken from this procedure is the chosen transition

node, as well as the path from the current node to the transition node.
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The Integer Programming formulation in 3.20 includes subtour elim-

ination constraints, the number of which grow combinatorially with respect

to the size of the network, which makes solving the problem directly infeasi-

ble. As such, we use an iterative subtour elimination procedure based on the

branch and bound algorithm developed in [16] for deterministic TSPs.

We first solve a relaxed version of the problem with no subtour con-

straints. If no subtours are found, the solution is optimal. If subtours are

found, a branching procedure is used to generate new problems, where the

smallest subtour is found, and for each link in said subtour, a new problem

is generated where that link is removed from the network. This branch and

bound procedure eventually leads to a set of feasible solutions, of which we

choose the one with least cost.

The relaxed version of the problem, RSSTSP is shown in 3.37.

RSSTSP (sk, t, RL) = min
x,yω

∑
(i,j)∈A

c(i, j)x(i, j) +
∑
ω∈Ωk

P (ω)c(i, j)yω(i, j)

(3.37)
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such that: ∑
j

x(ik, j) = 1 (3.38)∑
j

yω(j, 0) = 1, ∀ω ∈ Ωk (3.39)∑
j

x(j, t) = 1 (3.40)∑
j

yω(t, j) = 1, ∀ω ∈ Ωk (3.41)∑
j

yω(i, j) = 1, ∀ω ∈ Ωk, i ∈ Sω (3.42)∑
j

yω(j, i) = 1, ∀ω ∈ Ωk, i ∈ Sω (3.43)∑
j

x(i, j) + yω(i, j) = 1, ∀ω ∈ Ωk, i ∈ R (3.44)∑
j

x(j, i) + yω(j, i) = 1, ∀ω ∈ Ωk, i ∈ R (3.45)∑
j

x(i, j)−
∑
j

x(j, i) = 0, ∀ω ∈ Ωk, i ∈ R (3.46)∑
j

yω(i, j)−
∑
j

yω(j, i) = 0, ∀ω ∈ Ωk, i ∈ Rx, yω ∈ {0, 1} (3.47)

x(i, j) = 0,∀x(i, j) ∈ RL (3.48)

yω(i, j) = 0,∀yω(i, j) ∈ RL (3.49)

where:

N ′ = {i : i ∈ N, dk(i) = 1} R = {i : i ∈ N ′, ω(i) = 1,∀ω ∈ Ωk, i 6= t}
(3.50)

Sω = {i : i ∈ N ′, ω(i) = 1, i /∈ R, i 6= t} (3.51)

It is important to note that, because of the structure of the problem,
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that is, because the only nodes that can have both x and y flows through

it are the transition node and the origin (in the case the origin is also the

destination), all subtours that are formed will be formed within the same

routing stage. For practical purposes, this does affect the efficiency of the

Algorithm, as breaking a subtour in one routing stage is not likely to break a

subtour in a different stage.

Stochastic Program Solution:

function: stochasticProgram(sin, t)
Inputs: statesin, transitionNodet
RL← ∅ is the set of removed Links
z∗ ←∞ is the optimal cost
x∗ is the optimal first stage path
problemList = {(sin, t, RL)}
while problemList 6= ∅ do

Solve RSSRP (sin, t, RL)
if RSSRP (sin, t, RL) < z∗ then

if no subtours in solution then
z∗ ← RSSRP (sin, t, RL)
x∗ ← first stage path of RSSRP (sin, t, RL)

else
L = Smallest cycle or path
for all Links (a, b) ∈ L do

add problem = (sin, t, RL+ {(a, b)})
end for

end if
end if

end while
Output: optimalV alue = z∗, firstStagePath = x

Figure 3.5: Stochastic Programming Subproblem Algorithm
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3.8 Numerical Results

In order to test the performance of the algorithms presented in this

chapter, and because of the extremely high complexity of the exact solution

method, we first compare the performance of the heuristic in relation to the

exact method for small networks and show that the heuristic can provide very

good results for such cases. We then present results for larger networks solved

using the heuristic developed in section 3.7.

In order to contrast the performance of the exact and heuristic methods,

we test their performance on a set of randomly generated networks. Two sets

of networks were test:

• A complete network with N = 10 and |Ω| = 5

• A complete network with N = 10 and |Ω| = 10

Tables 3.3 and 3.4 shows a comparison of performance of the exact

method and the heuristic. We see that, for the set of networks where |Ω| = 5,

both the solution and computational run times are very similar. This can

be attributed to the relatively low number of recursive calls in the dynamic

program, which allows the stochastic programming sub problem to estimate

the true value of the recursion function relatively well. However, because of

the low number of stages, the computational efficiency gain is marginal. The

resulting routing policy for one specific network is shown in Figure 3.6.
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However, as we increase the number of network-states to 10 in the

second set of networks, we see that the computational effort required to solve

the problem exactly increases very rapidly. Only a small subset of networks

were examined, as the run times consistently exceeded 2 hours. The heuristic,

on the other hand, was able to achieve relatively good results with much lower

run times.

Exact Heuristic
Value Run Time(s) Value Run Time(s) Percent from Optimal

58 74 58 54 0.0
60 74 60 72 0.0
63 79 63 65 0.0
64 75 64 58 0.0
74 80 74 78 0.0
77 79 77 69 0.0
79 79 80 51 1.3
79 74 79 90 0.0
79 77 81 67 2.5
86 75 86 65 0.0
87 77 87 69 0.0
87 80 87 64 0.0
88 79 88 94 0.0
97 76 97 72 0.0
101 79 101 53 0.0
101 76 103 78 2.0
104 73 104 71 0.0
135 77 135 61 0.0

Table 3.3: Table of Results for Test Networks with 10 nodes, 5 network-states
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Exact Heuristic
Value Run Time(s) Value Run Time(s) Percent from Optimal
169 52.7 175 3.6 2.2
209 50.8 211 1.0 2.2
224 56.2 227 1.3 2.0
207 54.4 219 5.8 1.3
202 53.4 209 3.5 2.7

Table 3.4: Table of Results for Test Networks with 10 nodes, 10 network-states
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Figure 3.6: Routing Policies from Exact and Heuristic Methods

Despite the relatively low difference in run times for small instances

of the problem, the computational complexity of the exact method is such
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that increasing the size of the network past this point makes the problem too

computationally expensive to solve. As a frame of reference, for a complete

network with 15 nodes and 5 scenarios, the program causes a stack overflow,

i.e. there is not enough memory to continue to evaluate the program. In

contrast, the heuristic can solve these problems in relatively reasonable times.

Table 3.5 shows these results, while Figure 3.7 shows a sample routing policy

from one of these networks.

Heuristic Method
Value Run Time(min) Lower Bound Upper Bound

71 15.3 42 84
122 21.3 62 125
83 16.8 42 100
86 11.8 32 95
105 13.2 56 115
87 9.7 40 105
78 13.5 30 91
90 12.6 45 105
90 14.4 48 109
108 6.6 62 111
115 16.3 50 125
103 17.1 48 121

Table 3.5: Table of Results for Test Networks with 15 nodes, 5 network-states

It is difficult to provide further discussion on the results shown for

the 15 node, 5 network-state set of problems, as in general the lower bound

(obtained using a MiVS aggregating procedure) is not very tight.
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3.9 Discussion and Conclusions

The problem presented in this chapter addresses issues in the literature

that have been ignored from a modeling framework perspective. Furthermore,

the heuristic presented in this chapter, which exploits network-state aggrega-

tion in order to solve an approximation to the problem, allows us to obtain

good feasible solutions significantly more efficiently. It is of particular impor-

tance that the computational complexity of the heuristic is not affected nearly

as dramatically by the increase in the number of possible network-states. This

is due mostly because of the network-state aggregation procedure used as part

of the heuristic, which allows the heuristic to limit the effective computational

work required to generate a feasible solution.
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It is important to note, however, that the computational complexity

of the problem is such that, even a heuristic such as the one presented in

this chapter, will still only be tractable for relatively modestly sized problems.

As such, the need is recognized to develop solution methodologies which can

generate feasible solutions in larger networks. Of particular interest are other

forms of aggregation, such as node aggregation: rather than considering each

node’s individual demand, heuristics could be devised by grouping nodes which

share similar demand profiles across network-states, or developing clusters

based on network connectivity properties.

Alternatively, other heuristics can be devised based on decomposing

the problem into different decision stages. For example, an interesting related

problem, which falls out of the scope of this research, is the ability to de-

termine routes that allow the true demand realization of the network to be

determined. Being able to develop such a set of routes, optimized according

to some metric, would allow for a reformulation of the problem as a two stage

stochastic problem with recourse, in line with several formulations developed

in the literature. In every instance of the problem, regardless of the realiza-

tion of the network, the problem can be separated into two stages. In the first

stage, the real demand realization is determined through some chosen route.

In the second stage, the remaining demand is satisfied along minimum cost

routes. The second stage of this problem can be formulated as a deterministic

VRP. Although, in general, the true realization of the demand may not be

found until the last node is visited, it is possible this may happen at an earlier
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stage of the problem. While this reformulation of the problem itself may not

generate any computational time savings, it may be possible to devise viable

heuristics by using this problem property to develop a decomposition scheme.
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Chapter 4

Network Routing with Link Failures

The focus of this research is to develop minimum cost dynamic routing

policies that can identify connecting paths between nodes in a Stochastic-State

Network. In this particular context, the stochastic element of the network is

the network structure, i.e. the set of links that exist under each realization of

the network state. We furthermore assume that information about the true

network state can only be gathered endogenously through the routing decisions

themselves. As such, the objective becomes to find a dynamic policy that

accounts for information gathered in-route that minimizes the cost of finding

a viable path between a given origin and destination. We present an exact

solution method, based on a Markovian Decision Process, and then develop a

heuristic based on a Minimum Set State (MiSS) aggregating function.

Link failures in the context of networks imply a disconnection, or lack

of connectivity, between two previously connected components. Depending on

the context of the problem, this may involve physical or virtual failures. In the

context of transportation networks, a link failure may represent the structural

failure of a bridge, or the blocking of a road segment due to an accident. In the

context of communications networks, a link failure may represent the inability
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of two points in the network to send and receive information due to weather

or technical difficulties.

In the area of telecommunications, a large area of research has focused

on different mechanisms that allow the system to restore itself in the presence

of node or link failures. In IP networks, for example, a large area of research has

focused on network design and rerouting algorithms to optimize the process of

restoring paths between nodes disconnected due to a node or link failure [91].

The most common rerouting algorithms are IS-IS and OSPF, which are both

based on the Multi Protocol Label Switching mechanism [109], though new

methods based on the pure IP mechanism Multi-Topology routing have been

developed [66] [88], [90]. These mechanisms, however, are mostly reactive, i.e.

they don’t seek to make decisions anticipating future events, but rather just

react to spontaneous changes in network connectivity.

4.1 Motivation

The motivation for this research arises from the field of emergency rout-

ing, and is in great part related to the Search And Rescue Problem presented

in chapter 3. While in regular routing operations the network topology is

assumed to be known a priori, in circumstances where the topology of the net-

work may be affected in stochastic ways, for example in the case of natural or

man-made disasters, algorithms must be developed that can account for this

uncertainty in network structure. Furthermore, when the routing in question

is of a sensitive type, e.g., injured individuals, emergency resources, etc., the
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time savings that can be obtained from properly exploiting knowledge of the

probability distributions governing the failure of links could be significant.

A secondary source of motivation for this problem came from the field

of telecommunications, where link failures are much more common, and where

proper planning of information routing policies are necessary in a lot of cases

to maintain connectivity throughout the network. One main assumption in

the problem presented in this chapter that was taken from the field of commu-

nications is the need for the rerouting of units from an origin, i.e. the routing

representation of a lost routing unit, or in the case of telecommunication net-

works, information packets.

4.2 Literature Review

In this section we survey the literature of shortest path problems most

relevant to the problem presented in this chapter, namely stochastic shortest

path problems, in particular those problems where stochasticity affects the

network structure.

4.2.1 Stochastic Shortest Path Problems

Deterministic shortest paths problems seeks a path, or sequence of

nodes, that minimizes the generalized cost of traveling between a given origin

and destination. Stochastic shortest path problems introduce uncertainty in

the problem parameters so as to model the stochastic nature of such parame-

ters.
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In the classical deterministic shortest path problem, all problem pa-

rameters are constant, and no negative cost cycles exist. In this specific case,

it can be shown that at least one deterministic policy exists [24]. Several

variations of the problem have been developed since the original work by Di-

jkstra, including stochastic [20, 21, 30, 56, 67, 99], time dependent [67, 86, 113]

and recourse based [81, 106].

Frank [30] considered one of the earliest versions of a stochastic shortest

path. The focus of the research was to establish the probability distribution

of the length of the shortest path in a network where link costs are stochastic.

This research provides with a technique to perform a hypothesis test on the

distribution of the length of a shortest path in the presence of stochastic link

costs. Sigal et al. [99] consider a stochastic shortest path problem in which

link costs are independent random variables. The authors define an optimality

index, which is defined to be the probability that the cost of a certain path is

lower than all paths in the network between a given origin and destination, and

analytical properties of the problem are analyzed. Kulkarni [56], and Corea

and Kulkarni [20] formulate a version of the stochastic shortest path problem

where link costs are independent random variables which are exponentially

distributed. Corea and Kulkarni [21] develop methods to generate the distri-

bution of the length of the shortest path, based on analysis of discrete time

Markov Chains.

Stochastic shortest path problems in which the objective is to minimize

a given utility function of flows have received considerable attention in the
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literature. Loui [61] defines a shortest path problem in which the objective is to

find the highest utility path. Utility function properties are defined such that

tractable problem variations result. Eiger et al. [27] first considers a shortest

path in a stochastic setting and where the utility function for travel attributes

is nonlinear, and an exact solution methodology for quadtratic utility functions

is developed by Mirchandani and Soroush [68]. Murthy and Sarkar [75] also

consider quadtratic utility functions, and propose a solution procedure which

uses a relaxation based pruning technique.

Mirchandani [69] considers a problem where link costs are indepen-

dently distributed random variables, and developed an algorithm to find the

path with minimum expected cost. Mirchandani explicitly considers the prob-

ability of a link failure as a part of the measure of reliability, a concept which

is critical to the problem examined in this chapter.

Bertsekas and Tsitsiklis [7] first considered a Markovian Decision Prob-

lem approach to the case of a Stochastic Shortest Path, and use classic results

from the MDP literature to establish the existence of an optimal stochastic

policy, as well as a policy iteration solution methodology. While mathemat-

ically sound, the concern with the modeling of network problems as MDPs

is the size of the state and policy spaces. Due to the combinatorial nature

of routing problems, enumerating all possible states is computationally expen-

sive, and as such classical MDP methods such as policy and value iteration are

usually not computationally tractable for realistically sized routing problems.

The problem considered in this dissertation exploits the solution structure in
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order to reduce the set of decisions that need to be considered at each stage

in order to develop a more efficient solution procedure to the problem.

4.2.2 Shortest Path Problems with Recourse

Shortest path problems with recourse introduce a sequence of decision

making stages into the routing process, where information acquired up to that

point can be used in order to make such a decision.

While the literature on Shortest Paths algorithms is extensive, the focus

of this section is on shortest path problems in which the desired solution is

not a single route per se, but rather a routing policy. The need for a routing

policy arises in general as a result of stochasticity being introduced into the

problem, whether it be in the link costs, link existence or link travel times (in

the case where travel costs are different than link travel times).

Pretolani et al. [86] examine a shortest path problem in which link

costs are both stochastic and time-dependent. The problem is reformulated

in a time-expanded hypergraph, where the objective becomes to find the least

cost hyperpath. Waller and Ziliaskoupolos [106] and Polychronopoulos and

Tsitsiklis [81] consider versions of the shortest path problem where recourse

is available based on information gathered in route, i.e. the routing policy is

dependent of the particular realization of link costs that are encountered. Poly-

chronopoulos and Tsitsiklis assume that once a link cost is observed, it does

not subsequently change, whereas Waller and Ziliaskoupolos assume that each

visit to a link is a new random trial. Fu [31] considers a dynamic and stochastic
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shortest path problem, where the link costs are modeled as continuous-time

stochastic processes.

4.2.3 Stochastic Shortest Path Problems with Link Failures

The field of routing in the presence of link failures has received increas-

ing attention as the requirements of maintaining large networks connected has

increased in the telecommunications industry. Developing restoration proce-

dures, i.e. rerouting information in the presence of random link failures, is an

active area of research, as previously discussed. In this section we focus on

the literature on shortest paths under probabilistic link failures, which differ

from those discussed earlier in that they account explicitly for the risk of link

failure rather than just reacting to the failure of links.

Zhang et al. [112] use a Multiplication-to-Summation method for trans-

forming failure probabilities into additive link cost functions by taking the log-

arithm of the link failure probabilities. Using this techniques, Zhang identifies,

based on a minimum threshold of availability probability, which paths must

be protected from failure.

Lee and Modiano [70] attempt to determine sets of disjoint paths with

the lowest joint probability of failure in networks where link failures are prob-

abilistic and potentially correlated.
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4.2.4 Contribution

The majority of work on shortest path problems in the presence of

link failures has focused on finding sets of paths that have an ”acceptable”

probability of including at least one path not affected by failures. The problem

presented in this chapter focuses on the issue of routing in a network where

an available path is guaranteed to exist, however, as routing costs must be

accounted for, a balance must be established between the cost of a path and

its survivability. Intuitively speaking, a path with very high cost and low

probability of failure may be preferred over a path that is cheaper and yet

has a very high probability of failure. Furthermore, the problem is not chance

constrained in nature: we don’t seek to find a path in certain fraction of

problem instances. We indeed seek to find a path on every instance of the

problem.

While Markovian Decision Process formulations for shortest path prob-

lems have been explored in the literature, the formulation for the problem

presented in this chapter uses structural properties of the problem to reduce

its complexity. In particular, deterministic shortest path procedures are used

to identify the set of paths that need to be considered in order to identify non-

trivial transitions. We further propose a heuristic procedure based on identi-

fying feasible paths for aggregated network-states so as to efficiently generate

feasible solutions.
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4.3 Problem Definition

The objective of this section is to provide an informal definition of

the problem at hand, including the objective, decisions and constraints of the

problem, and a small illustrative example which helps motivate the problem,

leading towards the formal definition of the problem in Section 4.4.2

4.3.1 Problem Statement

The problem addressed in this sections is the following:

Given a single vehicle, determine the optimal a priori routing policy

that guarantees finding a feasible route between a given origin and destination

with minimum routing cost in a stochastic-state network, where the stochastic

parameter is the binary variable representing the availability of each link, and

routing must restart from the origin if a link failure is encountered as part of

a chosen path.

The requirement that units must be rerouted from the origin can be

interpreted in several ways within specific application contexts:

• Loss of the routing unit : this interpretation is relevant to routing opera-

tions in which the unit is lost or destroyed if it encounters a link failure.

Examples are routing of units in military operations, and routing of in-

formation in telecommunication networks.

• Unit-based service of link : this interpretation is relevant to routing oper-

ations where, in addition to establishing connectivity, it is also desirable
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to repair network elements so as to restore the original state of the net-

work.

• Rerouting mechanisms unavailable: this interpretation is relevant to

routing operations where the routing units used do not have an avail-

able rerouting mechanism, or where communication of such a rerouting

decision is not possible. Examples are routing of units with artificial in-

telligence not prepared to deal with the failure of paths, or cases where

information about the system are available to a central planning unit

but not the individual routing units.

We define an online policy to be the set of routing decisions conditional

on the information acquired at each stage of the problem. In order to clarify

the concepts presented in the definition of the problem, a motivating problem,

along with its solution are presented in 4.3.2.

4.3.2 Motivating Problem

Consider the network shown in figures 4.1 and 4.2, where each state

has equal probability.
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Figure 4.1: Shortest Path with Link Failures: Example - State A
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Figure 4.2: Shortest Path with Link Failures: Example - State B

If one were to route a unit from node 1 to node 6, the only path in the

network that is guaranteed to exist in both states is the path (1, 3), (3, 4), (4, 6),

as it is the only path that belongs to A ∩ B. The cost of this path would be

equal to 8.
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Figure 4.3: Shortest Path with Link Failures: Example -Strategy 1

Alternatively, one could route a unit through path (1, 2), (2, 4), (4, 6).

In the case that the network is in state A, the cost of the route is 4, which

happens with probability 0.5. If the network happens to be in state B, link

(2, 4) will be found as missing upon arrival (or as to have failed), which happens

with probability 0.5. The cost of reaching the failed link in this case is equal

to the cost of link (1, 2) plus the cost of link (2, 4), which is equal to 3. In

this case, knowing by process of elimination that the network is in state B,

the optimal second stage route is to choose path (1, 3), (3, 5), (5, 6), which has

cost 3. The overall cost of the strategy is then 0.5(4 + 6) = 5
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Figure 4.4: Shortest Path with Link Failures: Example -Strategy 2

One more strategy would be to route a unit through path (1, 3), (3, 5),

(5, 6). In the case that the network is in state B, the cost of the route is 3,

which happens with probability 0.5. If the network happens to be in state A,

link (3, 5) will be found as missing upon arrival (or as to have failed), which

happens with probability 0.5. The cost of reaching the failed link in this case

is equal to the cost of link (1, 3) plus the cost of link (3, 5), which is equal to

2. In this case, knowing by process of elimination that the network is in state
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A, the optimal second stage route is to choose path (1, 2), (2, 4), (4, 6), which

has cost 4. The overall cost of the strategy is then 0.5(3 + 6) = 4.5
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Figure 4.5: Shortest Path with Link Failures: Example -Strategy 3

It is clear even in this very simple example that what may be the most

reliable static path, i.e. a path which has probability 1 of existing, may not be

optimal in the case of sequential rerouting of units. The problem we are faced

with then is to find a set of routes that result in minimum expected cost and

guarantee finding a path between a given source and sink.
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4.4 Mathematical Formulation

To thoroughly define the problem mathematically, we first define the

network characteristics in Section 4.4.1, building towards the Dynamic Pro-

gramming Formulation in Section 4.4.2.

4.4.1 Stochastic-State Network

Define a Stochastic-State Network SSNA(ΩA, P ), where the set ΩA is

a finite set of elements ω = (N,Aω, c, d), where N is the set of nodes, where

Aω is the set of available links under scenario ω, c is the link cost vector, and

d is the demand vector, which is equal to 1 for the source node, and −1 for

the destination node. We assume that N , c and d are the same across all

network-states.

Given an origin r and destination t, we further assume that for every

scenario ω ∈ Ω there exists at least one path between r and t, that is ρω(r, t) 6=

∅, where ρω(r, t) is the set of paths between nodes r and t in scenario ω.

Furthermore, we define, for a set of scenarios H ⊆ Ω, ρH(r, t) =
⋂
∀ω∈H ρω(r, t),

that is, the set of paths between nodes r and t that exist under all network-

states ω ∈ H.

We further define the c(ρ) =
∑
∀(i,j)∈ρ c(i, j) as the cost of path ρ.

4.4.2 Markovian Decision Process

In order to model this routing problem as a Markovian Decision Process

we define four main concepts: state, control policies, decisions and transition

89



costs.

4.4.2.1 State

We define a state sk = (ik,Ωsk), where ik is the current location of the

routing unit, and Ωsk ⊆ Ω is the set of possible scenarios in state sk. We once

again emphasize the distinction between a state in the MDP formulation of

the problem and a network-state, which refers to the SSN representation of

the network.

4.4.2.2 Control Policies

We define a control policy µk as a mapping from sk into a path between

ik and t, where µs
k

is the path to be followed under state sk. We denote µs
k

i

as the ith link in path µs
k
.

4.4.2.3 Transition Costs and Probabilities

For a generic state sk and control policy µ : µ(sk) = j, transitions are

possible to two different states, corresponding to whether or not link (i, j) has

failed under each of the network-states in Ωsk :

• State sk+1
f = (r,Ωk+1

f ), where Ωk+1
f = ωf : (i, j) /∈ A(Ωsk), with transition

probability P (Ωk+1
f ) and cost c(i, j).

• State sk+1
o = (r,Ωk+1

o ), where Ωk+1
o = ωf : (i, j) ∈ A(Ωsk), with transition

probability P (Ωk+1
o ) and cost c(i, j).
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4.4.3 Problem Formulation

Given the states, control policies, transition costs and transition prob-

abilities defined above, the problem can be formulated given the following

recursive function:

minµV (0,Ω) (4.1)

where:

V (sk) = min
µ=(i,j)∈A:i=ik

c(i, j) + P (Ωk+1
f )V (sk+1

f ) + P (Ωk+1
o )V (sk+1

0 ) (4.2)

V (t,Ωf ) = 0 (4.3)

The recursive function consists of three terms: the transition cost,

which is equal to the link cost; the cost of rerouting a unit from the ori-

gin in the case of encountering a link failure, weighted by the probability of

such an event; and the cost of routing a unit to the origin from the next node,

in case that the link has not failed, weighted by the probability of such an

event.

Given this formulation, some problem properties are defined in the next

section.

4.5 Problem Properties

This section presents different characteristics of the problem that will

be exploited in developing the solution method outline in Section 4.7.2.
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Definition 4.5.1. We define a set of states T = {ω1, ω2, ω3,...ωγ} to be

consistent if, for a source r and sink t, ρT (r, t) 6= ∅, that is, if there is at least

one path that connects r and t in all scenarios in T .

Using this definition of consistent states, we can determines some prop-

erties of the problem:

Lemma 4.5.1. If states A, B and C are consistent then every pairwise com-

bination is consistent. However, every pairwise combination of A, B and C

does not necessarily imply that the overall set is consistent.

Lemma 4.5.1 indicates that, while a set of states being consistent im-

plies all subsets thereof to be consistent, it is not sufficient for a set of scenarios

to be pairwise consistent to guarantee that the overall set is consistent.

Lemma 4.5.2. Upper Bound If the set H is consistent then the cost of the path

ρ∗(H) = arg minρ∈ρH(r,t)c(ρ)] is a finite upper bound to the optimal solution,

and the path itself is a feasible solution to the problem.

Proof. Because the path ρ∗(H) is guaranteed to exist in all scenarios in the

set H because of the consistency assumption, then the path connects r and t

with probability 1, and as such it is a feasible path and policy. Its cost must

therefore be an upper bound on the cost of the optimal solution.

What Lemma 4.5.2 shows is that if there is a path which exists in

all scenarios, the path is itself a feasible routing strategy, and though policies
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involving paths that are not guaranteed to exist in all scenarios may be strictly

better solutions as part of a multi-stage routing procedure, the optimal routing

policy cannot have higher cost than ρ∗(H).

Lemma 4.5.3. For a set T = H ∪ L where H ∩ L = ∅, p(H)LB(H) +

p(L)LB(L) is a lower bound on the optimal solution for the set of scenarios

T , where LB(X) is a lower bound on the solution for the set of scenarios X.

Using induction, the above argument can be applied to the case where T =
⋃
i Ti

and
⋂
i Ti = ∅.

An informal proof to the lemma above can be constructed based on the

following argument: if one knew a priori whether the actual scenario realization

belonged to either H or L, one knows the lower bound on a decision given

that information is given by LB(H) and LB(L) respectively. Since H and L

occur with probability p(H) and p(L), we can construct a perfect information

solution with cost p(H)LB(H) + p(L)LB(L).

Lemma 4.5.4. For a set T = H ∪ L where H ∩ L = ∅ with p(H)c(ρ∗(H)) <

p(L)c(ρ∗(L)), then c(ρ∗(H)) + p(L)c(ρ∗(L)) is an upper bound on the optimal

solution for the set of scenario T .

Proof. To show this is an upper bound, we construct the following feasible

routing strategy: we follow path ρ∗(H) first. If we encounter a failed link, we

then follow path ρ∗(L) from the origin. With probability P (ω ∈ H) = p(H),

we will encounter no failed links in the first routing stage, in which case we will
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reach t with cost c(ρ∗(H)). If ω ∈ L instead, which occurs with probability

p(L), we will incur some fraction α ≤ 1 of the cost of ρ∗(H), as we will traverse

some number of links before we encountered the one that failed, plus the cost

of ρ∗(L). The total cost is equal to (p(H) + α)c(ρ∗(H) + p(L)c(ρ∗(L)) ≤

c(ρ∗(H) + p(L)c(ρ∗(L)).

4.6 Solution Algorithm

We present an algorithm for the problem defined in this chapter based

on developing upper and lower bounds based on the properties outlined in the

previous section within a dynamic programming framework. For illustrative

purposes, we first describe the structure of the algorithm for the case with

2 feasible scenarios in Section 4.6.1, building towards the general algorithm

presented in 4.6.2.

4.6.1 Algorithm for the Case of Two Possible States

We now construct an algorithm to find the optimal routing policy in

the presence of only 2 possible scenarios. Let the two scenarios be A and B.

The algorithm is based on the idea that encountered a failed link immediately

reveals the true network-state, at which point the optimal routing strategy

can be found using a deterministic shortest path.

Let SP (A) and SP (B) be the shortest path under scenarios A and

B respectively. We define a path ξ to be a sequence of links, that is ξ =

{ξ1, ξ2, ..., ξl}. In particular choose one path ξA = ξi :⊆ A,∀ξi ∈ ξA, that is, a
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path consisting only of links that belong to A.

Let z = minξAi i : ξAi /∈ B, that is, z is the first link in the path ξA that

would be encountered to have failed if the true network-state is B. The cost

c(ξA, SP (B)) of a routing policy consisting of path ξA followed by SP (B) in

the case of encountering a link failure is equal to:

c(ξA, SP (B)) =

 p(A)c(ξA) + p(B)

(
c (SP (B)) +

z∑
i=1

c(pi)

)
, ξA ⊆ B

c(ξA) , ξA ∩B 6= ξA

(4.4)

Proof. If all links in ξA also exist B, then the route will be completed with

probability 1, and the cost will be c(ξA). If one or more links in ξA do not

appear in B and scenario A is the actual network-state, which happens with

probability p(A), path ξA will reach the destination with cost c(ξA). If sce-

nario B is the actual network state, which happens with probability p(B),

path ξA will reach link ξz, which will have failed, incurring a cost of
z∑
i=1

c(pi).

Subsequently, path SP (B) will be followed with cost c(SP (B)).

An algorithm to find the optimal solution can be constructed as follows:

1. We determine the set C = A\B, that is, the set of links that exist in A

but not B, and D = A ∩ B, that is the set of links that exist in both A

and B.
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2. We determine, for every link (i, j) ∈ C, the shortest path between r

and t that uses only links in D between r and i, that is, paths that

will encounter link (i, j) to have failed if scenario B is the true network-

state. This can be done easily by finding the shortest path from r to

i in a network with only the links in D, and then finding the shortest

path from j to t using the links in A. We will denote such a path as

SP r,t
i,j (A,D), the shortest path between r and t through link (i, j), using

only links in D to reach i, and using only links in A to reach t.

3. We calculate SP r,t(A,D) = arg min
(i,j)∈C

c(SP r,t
i,j (A,D), SP (B)) using 4.4.

4. We repeat steps 1 to 3 defining C = B − A and D = A ∩B = B − C.

5. The optimal strategy is arg min
i={SP r,t(A,D),SP r,t(B,D)}

c(i).

The algorithm described above exploits a couple of structural properties

of the problem:

• If a link that exists in A but not in B is encountered to exist, the reminder

of the path should consist only of links in A, as scenario B can be ruled

out as a possible scenario realization, and as such, scenario A is the

true network-state with probability 1, and SP (B) is the optimal routing

strategy.

• The second stage cost is the same for all paths that contain links in A−B.

While the cost of the first routing stage will differ, once a link in A−B is
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encountered to have failed, the second stage cost is the same regardless

of which such link was found to fail, as the link failure determines B to

be the real network-state.

4.6.2 Full Algorithm

Based on the algorithm for the case where only two network states

are possible, presented in the previous section, we can develop an outline of

the algorithm for the general case of multiple scenarios. In order to provide a

formal definition of the algorithm, we return to the recursive function presented

in Section 4.4.3:

V (sk) = min
µ=(i,j)∈A:i=ik

c(i, j) + P (Ωk+1
f )V (sk+1

f ) + P (Ωk+1
o )V (sk+1

0 ) (4.5)

The main concept used in the development of the algorithm is that there

is a subset of links which are transition links, i.e. links that will partition the

set of network-states, and as such encountering any particular transition link

requires the solution of two subproblems corresponding to the outcomes of a

link failure and a link survival. We provide a formal definition of a transition

link:

Definition 4.6.1. Let a link (i, j) be a transition link under state sk = (ik,Ωk

if (i, j) /∈
⋂
ω∈Ωk A

ω and (i, j) /∈
⋃
ω∈Ωk A

ω, that is, if link (i, j) does not exist

in at least one network-state, and it exists in at least one network-state.
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The definition is motivated by the fact that a non-transition link tran-

sitions into a single state with probability 1 as either P (Ωk+1
f ) or P (Ωk+1

o )

will be equal to zero. We further define the transition that occurs when a

non-transition link is chosen as a trivial transition. We further note that a

sequence of trivial transitions beginning at state sk comprises a deterministic

path between ik and the tail node of either a transition link or a link that

arrives at the destination.

As such, we do not need to consider all outgoing links at a particu-

lar state, but can rather focus on the least cost paths that lead to either a

transition link or the destination. We define this set of paths below:

Definition 4.6.2. Let the Closest Transition Path Set (CTPS) of a state sk,

µ ∈ CTS(sk) : µ = (ik, jµ, lµ) be the set of least cost paths which use only non-

transition links between ik and either the destination or the downstream node

of each transition link that can be reached from the initial node ik, where the

link (j, l) is the link arriving at the destination or the transition link reached,

respectively.

We reformulate the equation above to account for the fact that, at every

state, we only need to consider paths in CTPS:

V (sk) = min
µ∈CTPS(sk)

c(µ) + P (Ωk+1
f )V (sk+1

f ) + P (Ωk+1
o )V (sk+1

0 ) (4.6)

where c(µ) : µ ∈ CTPS(sk) is the cost of the path µ.
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To provide an interpretation of the formulation, we note that, at each

state, the optimal decision can be either: a path to a transition link such

that the routing cost to and including that transition link plus the expected

cost of the resulting states is minimized; or the least cost path between the

current node and the destination that uses only non-transition links. Because

the path followed to a transition link (i, j) ∈ CTS(Ωk) is of no importance as

it, by definition, cannot include any transition links, we must only consider

the shortest path to each such transition link.

We know provide an outline of the general algorithm:
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Main Recursion:

V (ik,Ω)
Inputs: current Node, current set of link-failure scenarios,
optimal Value:z∗ ←∞, optimal Solution:µ∗

find Closest Transition Path Set = CTPS
for all µ ∈ CTPS do

if jµ = destination then
ztemp ← c(µ)

else
Partition Ω:
Set Ωf = scenarios where link (jµ, lµ) failed
Set Ωo = scenarios where link (jµ, lµ) did not fail
ztemp ← c(µ) + P (Ωf )V (0,Ωf ) + P (Ωf )V (j,Ωo)

end if
if ztemp < optimalV alue then
µ∗ ← µ
z∗ ← ztemp

end if
end for
Output: z∗, µ

Figure 4.6: Shortest Path with Link Failures: Full Dynamic Programming
Algorithm

At each iteration, we identify the set of reachable transition links, and

for each transition link, calculate the value of the recursive function. We

can determine the worst case complexity of the algorithm by noting that at

most |Ω| − 1 transition links will need to be visited in any one instance of

the problem in order to establish the true network-state, and as such, the

depth of the recursion will be O(|Ω|). Because within each iteration we will

need to calculate the set of reachable transition links, a procedure which has

complexity O(n2), and a set of at most m recursive function evaluations, the
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overall complexity of the algorithm will be O(m|Ω|−1n2).

4.7 Heuristic

In this section we present a heuristic developed for the problem which

allow tractability in much larger networks. The heuristic is based on the

concept of determining consistent subsets of network-states using a sequential

Minimum Set State aggregation procedure, and using guaranteed paths in such

subsets so as to obtain feasible solutions.

We provide an intuitive view of the main concept behind the heuristic,

and then provide a rigorous definition of the algorithm.

4.7.1 Motivating Example

The main idea behind the heuristic is that, for a given set of network-

states Ω, a feasible solution is a family of paths such that for each possible

network-state, at least one such path is feasible. As such, we can think of any

feasible solution as a partitioning of the set of possible scenarios into consistent

subsets, with one path assigned to each partition, and the paths followed in

a specific order. The critical issue is how both the sequence of paths and the

partitions are determined.

The MDP formulation show in this chapter seeks the sequence of paths

that minimizes expected cost, but only addresses the partitioning implicitly:

the paths effect the partition. The main concept behind this heuristic is think-

ing of the procedure in the exact opposite way: the partitions are first deter-

101



mined, and then path policies are generated so as to generate feasible solutions.

The issue then becomes to systematically generate these partitions so that a)

the generation of partitions is efficient, b) the generation of paths given the

partitions is efficient. The focus of the heuristic presented in this section is

to choose the partitions so that the paths can be generated according to a

simple shortest path procedure. In order to guarantee this, the way in which

we choose to partition the set of feasible network-states so as to generate these

subsets is of particular importance. Specifically, the objective is to generate

partitions such that the individual partitions form consistent sets, allowing for

the determination of simple paths using a shortest path procedure.

Consider the example SSN shown in 4.7.1. It is easy to see that, under

this set of network-states, no guaranteed path exists between the origin and

destination.
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(c) Scenario 3

Figure 4.7: Shortest Path with Link Failures: Motivating Example for Heuris-
tic

As such, we know that a single path cannot constitute a feasible solu-

tion. We can therefore conclude that at least one transition link will have to

be visited under any feasible solution, resulting in an implicit network-state
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S1 S2 S3

{1, 2, 3} ∅ ∅
{1} {2, 3} ∅
{2} {1, 3} ∅
{3} {1, 2} ∅
{1, 2} {3} ∅
{1, 3} {2} ∅
{2, 3} {1} ∅
{1} {2} {3}
{1} {3} {2}
{2} {1} {3}
{2} {3} {1}
{3} {1} {2}
{3} {2} {1}

Table 4.1: Possible Partitions for Shortest Path with Link Failures Heuristic

partitioning. Rather than looking at the possible families of paths that result

in a feasible solution, we focus on the family of static partitions that can be

generated, that is, partitions that don’t depend on the path followed. Because

3 network-states exist, the possible partitions are defined by all combinations

of the elements of the set Ω, and their respective complements:

Each partitioning implies that we will determine one path that is fea-

sible for each partition, and that the paths will be followed in the order of the

partitions if link failures are encountered. While obviously not optimal, this

procedure provides us with feasible solutions.

Consider, for example, the partition {1, 2}, {3}: in order to generate

a feasible solution, we must find a path that is feasible under both scenarios

1 and 2, and a second path that is feasible under scenario 3. We can find
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the optimal paths under these restrictions by solving a shortest path in the

aggregated network generated from the intersection of links in scenarios 1

and 2, and solving another shortest path in the network corresponding to

scenario 3. The resulting paths are (1, 3, 5, 6) and (1, 3, 4, 6). Path (1, 3, 5, 6)

is guaranteed to exist under scenario 1 and 2, therefore any route failure will

imply that the true network-state is 3, and so path (1, 3, 4, 6) is guaranteed

to exist, and will be followed upon encountering the link failure of link (3, 5).

This solution has an expected cost of 7+7+12
3

= 8.66.

Consider now the partition {1}, {2}, {3}. Finding the shortest path for

each partition results in paths (1, 2, 4, 6), (1, 3, 5, 6) and (1, 3, 4, 6), respectively.

This is a feasible solution: if path 1 fails, we follow path 2. If path 2 fails, we

follow path 3. Because at least one of the paths is feasible for each state, one

of the 3 paths will be feasible under any of the 3 possible network-states. The

cost of this solution is 4+10+14
3

= 9.33

While the solution is feasible, we can easily generate a better heuristic

solution by identifying the actual transitions that the paths produce. If we

encounter a route failure in link (1, 2) in path 1, the failure transition will be to

a state where the only possible network-state is 3. As such, it is unnecessary

to follow path (1, 3, 5, 6), as we know that the true network-state is not 2.

Likewise, if we encounter a route failure in link (2, 4), the failure transition

will be to a state where the true network-state will have been determined to be

2, not 3, and as such path (1, 3, 5, 6) can be followed. If we account for these

transitions, and adjust our solution strategy accordingly, the new solution cost

105



is 4+10+10
3

= 8. Again, this can be done easily because we need not calculate

new paths, just determine which network-states are not necessary to consider.

The examples shown in this section are meant to illustrate two issues

that must be addressed in the implementation of this approach: developing

the set of partitions, and accounting for the true transitions once the partitions

are determined.

4.7.2 Heuristic Algorithm

In this section we describe the elements of the heuristic based on the

concepts described in the previous section, building towards the full heuristic

algorithm.

We can divide the algorithm into three parts: the state partitioning al-

gorithm, the path sequencing procedure, and the re-optimization of the path

sequence algorithm. Because this is a heuristic, and as such meant to be

significantly more tractable that the optimal algorithm, we focus on a state

partitioning procedure that is computationally simple, but produces good re-

sults.

4.7.2.1 State Partitioning and Path Generation

The procedure developed to generate the state partitioning is a greedy,

sampling based algorithm which attempts to generate consistent subsets by

sequentially using a Minimum Set State (MiSS) aggregated network. Start-

ing from a subset consisting of a randomly chosen, feasible network-state, we
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randomly add other feasible network-states, generating an aggregated network-

state using a MiSS aggregating function, and ensure that we maintain a con-

sistent subset by checking that a path exists in such a network-state. If no

network-state can be added such that the subset remains consistent, we begin

constructing a new subset, and we repeat this procedure until every feasible

network-state belongs to one subset. This ensures that the subsequent path

generating procedure will generate a feasible path for each network-state.

Formalizing the procedure, we describe the algorithm in 4.8
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State Partitioning:

SP (Ω)
Inputs: Set of feasible network-states Ω
List of Partitions Q, list of Paths Θ
k ← 0
while Ω 6= ∅ do
qk = {i} where i a random element chosen from Ω
θk ← ∅
Remove i from Ω
Set temp=Ω
while temp 6= ∅ do

Choose random network-state j ∈ temp
Remove j from temp
θk ← shortest path in qk ∪ j
if Path exists then
qk ← qk ∪ j

end if
end while
Add qk to Q, and add θk to Θ
Remove elements of qk from Ω
k ← k + 1

end while
Output: List of Partitions Q, List of Shortest Paths Θ

Figure 4.8: Shortest Path with Link Failures: State Partitioning Algorithm

The algorithm takes as input the set of feasible states Ω and outputs

a partition, i.e. a group of subsets qk :
⋃
∀k q

k = Ω and qi ∩ qj = ∅, and an

associated feasible path for such partition. Having this sequence of partitions

and paths, we now must determine the sequence in which these paths will be

followed.
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4.7.2.2 Path Sequencing

The three main properties of each partition are

1. Cardinality of the Partition: Intuitively speaking, a partition which has

a large cardinality will provide with a feasible path in a larger number

of network-states, and thus will have a lower probability of route failure.

2. Failure Profile of the Associated Path: We define the failure profile of

the path θk as the frequency with which each link in the path will be

the first to fail under scenarios which are not qk. A path such that its

earlier links are the first to fail more frequently are desirable, as a shorter

portion of the path will need to be traveled before it’s recongized that a

rerouting from the origin will be needed.

3. Path Cost: Because the objective is to minimize expected costs, paths

of lower cost are preferred.

The path sequencing heuristic in this section attempts to account for

these three factors in determining a sequencing of partitions/paths. The

heuristic is based on estimating the cost of a route failure based on the cost of

alternative paths and number of partitions, and then choosing the path with

the lowest cost of route completion plus route failure. Doing this one routing

stage at a time, we can develop a path sequence.

Consider a routing stage u, and an associated list of candidate parti-

tions/paths Qu such that the set of feasible network-states in Ωu ⊆ Ω, as some
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network-states may have been ruled out in earlier routing stages. We use as

our estimate of the failure cost of each path the worst case scenario cost, i.e.

the sum of the costs of all other paths in the list of possible paths. This rep-

resents the event such that, if a route failure is encountered, each subsequent

path will be followed until its last link before encountering a failure, which

constitutes an upper bound.

In order to determine the failure profile of a path θk, we create a set Γi

of network-states corresponding to all network-states in which link θki will be

reached. In order to calculate this set for each i, we initialize the set Γ0 = Ω,

and each iteration we record the magnitude of Γi, weight it by the cost of the

link c(θki ), and determine the set Γi+1 by removing the network-states in which

link θki does not exist. The sum of all these terms divided by the magnitude

of Ωu give us an expected cost of routing before failure over all states.

We can now generate an estimate of the cost of each path, and as such,

choose the partition/path combination with minimum heuristic cost:

η(u) = min
q∈Qu

 |q|c(θq)|Ωu|
+

(
1− |q|
|Ωu|

) ∑
j∈Qu,j 6=q

c(θj) +

|θq |∑
i=0

fp(i)c(θqi )

|Ωu|

 . (4.7)

We rewrite the formulation above in order to provide a clearer picture

of the terms:
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η(u) = min
q∈Qu

(
|q|c(θk) + (|Ωu| − |q|)(ctotal − c(θq)) + fp

|Ωu|

)
(4.8)

fp =

|θq |∑
i=0

fp(i)c(θqi ) (4.9)

ctotal =
∑
j∈Qu

c(θj) (4.10)

The first term in the expression is the cost of the path weighted by the

probability of successfully traversing the path. The second term represents an

upper bound on the remaining cost of routing, weighted by the probability

of encountering a link failure. The final term represents the expected cost of

routing before encountering a link failure.

Starting with u = 0, Ω0 = Ω, we can calculate this value for each

stage, fix the path, and then perform the same procedure on the next stage

with a reduced number of partitions/paths. This will take |Ω| iterations in the

worst case, where each iteration can be performed with polynomial worst case

complexity.

We present the formal algorithm in 4.9
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Path Sequencing:

PS(Ω, Q,Θ)
Inputs: Network-States Ω, Partitions Q and Paths Θ
Q0 ← Q
Ω0 ← Ω
Sequence of Paths ξ ← ∅
for u = 0;u < |Qu|;u+ + do

min=∞, tempPath ← ∅
sum← 0
for q ∈ Qu do
sum+ = c(θq)

end for
for q ∈ Qu do
fp← 0
for i to |θq| do
fp = fp+ |Ω|c(θqi )
Ωu+1=ω ∈ Ωu : θqi ∈ Aω

end for
if |q|c(θq) + (|Ωu| − |q|)(sum− θq) + fp then

min=|q|c(θq) + (|Ωu| − |q|)(sum− θq) + fp
tempPath ← θq

end if
end for

end for
Output: Ordered Q and Θ

Figure 4.9: Shortest Path with Link Failures: Path Sequencing Algorithm

Once this sequence of paths has been determined we can perform the

last step of the heuristic, namely the reoptimization of the path sequence by

accounting for the real transitions given a specific path sequence.
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4.7.2.3 Path Sequence Re-Optimization

In order to further optimize the previously developed path sequence,

we aim to remove unnecessary paths from the sequence, i.e. paths correspond-

ing to partitions which will not be reached under the sequence of link failures

established by the path sequence chosen. The re-optimization procedure is a

recursive function that determines which links along each path will result in

transitions, and ensures that only paths with a positive probability of comple-

tion are used.

This step is required as the sequencing of paths shown in the previous

section allows for earlier paths to be feasible in more network-states than just

the partition for which the path was determined. The original partition/path

combinations are sequenced in an order such that earlier paths cannot be

feasible for network-states in later partitions, but as this order is changed, this

property holds no more, and there is a possibility to improve our solution by

eliminating paths which have a success probability of zero, i.e. paths that were

meants for a specific partition, the network-states of which are all no longer

feasible. The algorithm is shown in Figure 4.10.
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Path Sequencing Re-Optimization:

PSRO(s,Q,Θ, π)
Inputs: Input State s = (Ω, ι), Network-States Ω,
Inputs: Partitions Q, Paths Θ, current Partition π
flag=false, UB ←∞
if Ω ∩Qπ = ∅ then
UB = PSRO(sk, Q,Θ, π + 1)

else
L = Ω
ρ ← ∅
for each link (i, j) ∈ Θπ do
UB+ = c(i, j)|Ω|
failureScenarios = scenarios in L where link (i, j) fails
successScenarios = scenarios in L where link (i, j) does not fail
if failureScenarios= ∅ then

Add link (i, j) to path ρ
if j = destination then
µ(s)← ρ

end if
else
µ(s)← ρ
UB+ = PSRO((failureScenarios, rootNode), Q,Θ, π + 1)
L ← successScenarios
clear ρ

end if
end for

end if
return UB/Ω
Outputs: Routing Policy, Routing Policy Cost

Figure 4.10: Shortest Path with Link Failures: Path Sequencing Re-
Optimization Algorithm
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4.7.2.4 Full Algorithm

The advantage of the heuristic algorithm proposed here is that it can

be implemented as a subroutine within the original MDP formulation. As the

heuristic provides with both an upper bound and a feasible solution to the

problem, we choose to approximate both the solution vector and the value of

the recursive function at any point in time by the value of the heuristic.

The full heuristic consists of performing a predetermined number of

iterations of the cycle of procedures listed in this section, where each itera-

tions corresponds to a specific partition. Because the partitions are developed

by randomly choosing nodes, each iteration can potentially yield a new parti-

tion, a partition which may result in a better solution. The full algorithm is

presented in 4.11.

Full Heuristic Algorithm:

FH(sk)
Inputs: state sk

UB ←∞
for j < numberIterations do
Q,Θ← SP (Ωk)
Q,Θ← PS(Ωk, Q,Θ)
ztemp ← PSRO(sk, Q,Θ, 0)
if ztemp < UB then
UB ← ztemp

end if
end for
return UB
Output: Upper Bound, Routing Policy

Figure 4.11: Shortest Path with Link Failures: Path Sequencing Re-
Optimization Algorithm
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In order to illustrate the format of the solutions returned by the exact

and heuristic methods, we show example routing policies for 2 networks: a

25 node, 15 network-state network, and a 25 node, 20 network-state network.

The sample policies are illustrated in Figures 4.12 and 4.13 for the 15 node

network, and in Figures 4.14 and 4.15 for the 20 node network. The networks

themselves are not included due to space constraints, as both the input files

and the networks themselves are very large.
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Figure 4.15: Routing With Link Failures: Heuristic Decision Tree for Network
with 25 Nodes and 20 States

4.7.3 Heuristic as Upper Bound

As mentioned in the previous section, the heuristic procedure developed

in the previous section can be easily implemented within the MDP-based algo-

rithm developed in Section 4.6.2. This can be done by determining a specific

number of transitions α before we stop the evaluation of future recursions and

instead use an upper bound and policy generated using the heuristic.
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We present this variation of the algorithm in 4.16.

Main Recursion:

V (sk, lev)
Inputs: current Node, current set of link-failure scenarios,
optimal Value:z∗ ←∞, optimal Solution:µ∗

if lev < α then
find Closest Transition Path Set = CTPS
for all µ ∈ CTPS do

if jµ = destination then
ztemp ← c(µ)

else
Partition Ω:
Set Ωf = scenarios where link (jµ, lµ) failed
Set Ωo = scenarios where link (jµ, lµ) did not fail
ztemp ← c(µ) + P (Ωf )V ((0,Ωf ), lev + 1) + P (Ωf )V ((j,Ωo), lev + 1)

end if
if ztemp < optimalV alue then
µ∗ ← µ
z∗ ← ztemp

end if
end for

else
z∗, µ∗ ← FH((ik,Ωk))

end if
Output: z∗, µ

Figure 4.16: Shortest Path with Link Failures: Dynamic Programming Algo-
rithm with Heuristic Subproblem

4.8 Numerical Results

We show a comparison of numerical results for 3 sets of randomly gen-

erated networks:
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• N = 25 and |Ω| = 10

• N = 25 and |Ω| = 15

• N = 50 and |Ω| = 5

The networks were randomly generated, using a probability of 0.2 that

a link exists between any two nodes, and a probability of 0.2 that each link will

exist under each particular scenario. The results for each network are shown

in Tables 4.2, 4.3 and 4.4. The number of iterations used for the heuristic

was set at the number of feasible network-states squared. We found that the

number of new partitions developed after that number decreased significantly,

and did not improve results significantly.

The numerical results confirm that the heuristic not only requires sig-

nificantly lower computational times, but that it can also provide extremely

accurate results for relatively low values of the number of steps used in the

heuristic. In particular, we see that when the number of steps of the heuristic

is set at values of 2 or higher, the percentage from optimality approaches zero

in most cases.

4.9 Discussion and Conclusions

The focus of this chapter was to develop a MDP based formulation for

a shortest path problem with link failures, showing that specific properties of

the SSN formulation allow for a more efficient solution procedure, and finally
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Exact Solution Heuristic - α = 1 Heuristic - α = 2 Heuristic - α = 3 Heuristic - α = 4
Value time(s) Value ∆ time(s) Value ∆ time(s) Value ∆ time(s) Value ∆ time(s)

9.4 35 13.8 46.8 5 9.9 5.3 5 9.6 2.1 19 9.4 0.0 27
29.9 4 29.9 0.0 2 29.9 0.0 1 29.9 0.0 2 29.9 0.0 4
29.9 5 29.9 0.0 2 29.9 0.0 1 29.9 0.0 3 29.9 0.0 4
5.8 19 5.8 0.0 2 5.8 0.0 3 5.8 0.0 4 5.8 0.0 4
19.6 204 24.1 23.0 8 21.2 8.2 12 19.6 0.0 22 19.6 0.0 49
13.5 30 13.7 1.5 3 13.7 1.5 5 13.5 0.0 7 13.5 0.0 14
12.6 22 14.6 15.9 3 12.8 1.6 3 12.6 0.0 8 12.6 0.0 17
11.1 67 12.2 9.9 3 11.1 0.0 4 11.1 0.0 11 11.1 0.0 27
11.1 66 12.2 9.9 3 11.1 0.0 4 11.1 0.0 10 11.1 0.0 27
29.5 76 31.5 6.8 2 30.6 3.7 2 29.5 0.0 6 29.5 0.0 12
9.0 11 11.9 32.2 3 11.5 27.8 5 9.0 0.0 5 9.0 0.0 11
12.0 131 15.8 31.7 11 14.3 19.2 20 12.1 0.8 22 12.0 0.0 55
12.3 42 13.5 9.8 4 13.5 9.8 4 13.9 13.0 13 12.3 0.0 17
12.3 43 13.5 9.8 3 13.5 9.8 4 13.9 13.0 12 12.3 0.0 16
21.3 10 24.5 15.0 4 24.9 16.9 6 21.3 0.0 3 21.3 0.0 6
10.3 25 12.1 17.5 2 10.3 0.0 3 10.3 0.0 5 10.3 0.0 16
14.6 188 15.9 8.9 5 15.3 4.8 10 14.6 0.0 23 14.6 0.0 53
14.6 192 15.9 8.9 5 15.3 4.8 10 14.6 0.0 21 14.6 0.0 54
19.3 130 24.9 29.0 4 19.3 0.0 7 19.3 0.0 20 19.3 0.0 50
12.7 78 14.3 12.6 5 12.7 0.0 6 12.7 0.0 19 12.7 0.0 49
15.8 32 15.8 0.0 3 15.8 0.0 4 15.8 0.0 10 15.8 0.0 21
18.5 25 23.9 29.2 3 21.6 16.8 4 18.5 0.0 6 18.5 0.0 18
18.5 25 23.9 29.2 3 21.6 16.8 3 18.5 0.0 6 18.5 0.0 12
19.8 181 22.3 12.6 9 19.8 0.0 10 19.8 0.0 26 19.8 0.0 79
19.3 95 24.0 24.4 6 22.5 16.6 12 19.3 0.0 25 19.3 0.0 59
9.8 5 9.8 0.0 1 9.8 0.0 1 9.8 0.0 2 9.8 0.0 5
9.8 5 9.8 0.0 0 9.8 0.0 1 9.8 0.0 2 9.8 0.0 5
17.5 26 19.6 12.0 4 17.5 0.0 5 17.5 0.0 13 17.5 0.0 34
15.4 28 17.3 12.3 2 16.0 3.9 6 16.0 3.9 10 16.0 3.9 18
2.0 8 2.0 0.0 1 2.0 0.0 1 2.0 0.0 6 2.0 0.0 9
13.1 25 15.7 19.8 4 16.7 27.5 5 13.1 0.0 6 13.1 0.0 17
13.1 25 15.7 19.8 4 16.7 27.5 4 13.1 0.0 6 13.1 0.0 14
11.5 11 12.4 7.8 4 12.4 7.8 4 11.5 0.0 7 11.5 0.0 9
9.0 66 9.0 0.0 2 9.0 0.0 3 9.0 0.0 16 9.0 0.0 26
11.9 32 15.1 26.9 5 14.1 18.5 10 11.9 0.0 13 11.9 0.0 31
13.0 35 13.0 0.0 4 13.0 0.0 2 13.0 0.0 9 13.0 0.0 12
20.6 100 24.2 17.5 4 22.5 9.2 9 20.6 0.0 20 20.6 0.0 43
20.6 100 24.2 17.5 4 22.5 9.2 9 20.6 0.0 22 20.6 0.0 41
6.4 32 9.6 50.0 1 8.8 37.5 3 6.4 0.0 9 6.4 0.0 23
7.2 16 8.3 15.3 2 7.7 6.9 3 7.9 9.7 7 7.2 0.0 14
13.3 7 14.7 10.5 2 13.3 0.0 1 13.3 0.0 3 13.3 0.0 16
13.3 7 14.7 10.5 2 13.3 0.0 2 13.3 0.0 4 13.3 0.0 8
10.0 62 12.3 23.0 3 10.0 0.0 5 10.0 0.0 11 10.0 0.0 43
8.0 19 8.7 8.7 2 8.0 0.0 2 8.0 0.0 3 8.0 0.0 9
19.8 135 24.3 22.7 7 20.1 1.5 7 19.8 0.0 18 19.8 0.0 56
19.8 135 24.3 22.7 6 20.1 1.5 9 19.8 0.0 19 19.8 0.0 52
13.0 31 15.9 22.3 3 13.4 3.1 5 13.0 0.0 8 13.0 0.0 23
13.7 49 14.3 4.4 2 14.3 4.4 4 13.7 0.0 9 13.7 0.0 27
13.7 48 14.3 4.4 2 14.3 4.4 8 13.7 0.0 9 13.7 0.0 27
13.3 82 14.6 9.8 3 14.3 7.5 6 13.3 0.0 12 13.3 0.0 31

Table 4.2: Results for randomly generated networks, N = 25, |Ω| = 10. Time
represents the run time in seconds, and ∆ represents the percentage of the
value from the optimal solution
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Exact Solution Heuristic - α = 1 Heuristic - α = 2 Heuristic - α = 3
Value time(s) Value ∆ time(s) Value ∆ time(s) Value ∆ ime(s)

3.3 153 3.3 0.0 8 3.3 0.0 12 3.3 0.0 22
20.5 2509 25.3 23.4 11 20.5 0.0 25 20.5 0.0 57
3.7 233 4.5 21.8 4 3.7 0.0 8 3.7 0.0 12
26.3 2206 29.5 12.2 22 28.2 7.1 38 28.2 7.1 85
16.5 474 18.0 8.9 10 16.5 0.0 13 16.5 0.0 16
6.9 313 7.6 10.7 8 7.6 10.7 16 7.3 5.8 25
13.5 320 17.0 26.2 16 13.7 1.5 20 13.5 0.0 29
10.1 30 12.9 27.0 6 12.0 18.4 2 10.1 0.0 4
12.2 64 14.6 19.7 3 12.2 0.0 6 12.2 0.0 8
11.8 56 12.8 8.5 8 11.8 0.0 9 11.8 0.0 7
15.2 118 16.6 9.2 3 16.6 9.2 13 16.6 9.2 23
9.2 796 10.2 10.9 8 9.2 0.0 17 9.2 0.0 22
20.8 363 24.3 16.7 9 22.4 7.7 13 22.4 7.7 41
18.9 216 26.1 38.2 17 18.9 0.0 12 18.9 0.0 22
14.1 595 15.3 8.0 7 15.3 8.0 13 14.1 0.0 25
14.4 138 17.1 18.5 10 15.9 10.6 16 14.4 0.0 24
5.2 168 5.2 0.0 7 5.2 0.0 9 5.2 0.0 15
2.5 201 2.5 0.0 4 2.5 0.0 2 2.5 0.0 7
13.1 98 16.7 26.9 10 13.1 0.0 6 13.1 0.0 10
10.3 1756 19.7 92.2 13 13.1 27.3 45 10.3 0.0 70
13.2 136 14.0 6.1 11 13.4 1.5 9 13.2 0.0 12
13.8 1109 17.0 23.2 16 13.8 0.0 24 13.8 0.0 37
15.1 47 16.2 7.0 5 15.9 4.8 9 15.1 0.0 5
5.8 110 5.8 0.0 4 5.8 0.0 10 5.8 0.0 10
17.9 380 23.1 28.6 10 20.5 14.5 23 20.3 13.0 40
15.3 407 20.2 32.3 7 15.3 0.0 11 15.3 0.0 24
3.5 39 4.3 25.0 6 3.5 0.0 6 3.5 0.0 4
6.1 21 7.0 15.4 5 6.1 0.0 4 6.1 0.0 4
9.4 1086 11.4 21.3 16 10.3 9.9 25 9.4 0.0 31
12.5 1535 14.4 14.9 11 13.3 5.9 25 12.5 0.0 45
10.1 49 12.9 27.0 11 12.3 21.7 11 10.1 0.0 28
12.3 177 15.3 24.3 11 12.9 4.9 9 12.3 0.0 13
8.9 903 11.5 29.3 23 8.9 0.0 28 8.9 0.0 52
11.3 247 13.5 18.8 9 11.3 0.0 12 11.3 0.0 16
10.3 531 11.9 15.6 13 11.9 15.6 39 10.3 0.0 35
14.1 1324 17.1 20.8 10 14.1 0.0 24 14.1 0.0 48
7.7 1228 7.9 2.6 7 7.9 2.6 13 7.7 0.0 27
4.3 9 4.9 12.3 3 4.9 12.3 2 4.3 0.0 6
12.3 909 15.3 24.5 16 12.3 0.5 15 12.3 0.5 28
4.1 1279 5.1 22.6 10 4.1 0.0 6 4.1 0.0 18
10.0 71 10.0 0.0 5 10.0 0.0 5 10.0 0.0 9
10.4 307 11.0 5.8 5 10.4 0.0 8 10.4 0.0 11
9.8 373 10.1 2.7 5 9.8 0.0 20 9.8 0.0 27
16.0 195 17.0 6.3 4 16.5 2.9 13 16.0 0.0 18
8.2 12 8.2 0.0 3 8.2 0.0 3 8.2 0.0 2
10.0 136 10.0 0.0 7 10.0 0.0 13 10.0 0.0 9
18.2 10005 18.6 2.2 11 18.6 2.2 24 18.2 0.0 82
16.0 146 19.3 20.8 7 19.3 20.8 20 16.0 0.0 20
16.6 914 20.1 20.9 11 19.5 17.7 18 17.6 6.0 29
11.1 228 13.3 19.9 6 11.7 5.4 6 11.1 0.6 28

Table 4.3: Results for randomly generated networks, N = 25, |Ω| = 15
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Exact Solution Heuristic - α = 1 Heuristic - α = 2
Value time(s) Value ∆ time(s) Value ∆ time(s)

72 252 75 4.2 19 72 0.0 55
39 168 39 0.0 26 39 0.0 41
30 119 30 0.0 26 30 0.0 44
40 151 40 0.0 26 40 0.0 56
58 308 58 0.0 22 58 0.0 94
20 156 20 0.0 24 20 0.0 42
25 34 25 0.0 20 25 0.0 25
62 49 62 0.0 17 62 0.0 33
33 61 33 0.0 0 33 0.0 20
40 196 51 27.5 27 41 2.5 59
31 129 31 0.0 20 31 0.0 46
35 77 35 0.0 19 35 0.0 31
38 154 44 15.8 30 38 0.0 52
31 17 36 16.1 0 31 0.0 12
40 126 45 12.5 19 40 0.0 31
19 39 25 31.6 21 19 0.0 29
55 236 59 7.3 17 55 0.0 41
62 251 62 0.0 23 62 0.0 76
10 63 10 0.0 19 10 0.0 22
44 249 49 11.4 21 44 0.0 76
51 172 51 0.0 25 51 0.0 52
50 123 53 6.0 26 50 0.0 23
40 154 43 7.5 23 40 0.0 48
40 320 40 0.0 25 40 0.0 78
39 55 41 5.1 26 39 0.0 30
28 123 28 0.0 28 28 0.0 41
47 75 47 0.0 19 47 0.0 34
33 222 33 0.0 23 33 0.0 52
34 134 34 0.0 18 34 0.0 43
47 320 47 0.0 21 47 0.0 45
40 272 40 0.0 24 40 0.0 112
35 155 35 0.0 19 35 0.0 64
43 257 51 18.6 16 43 0.0 59
21 35 21 0.0 20 21 0.0 23
42 96 42 0.0 23 42 0.0 38
30 98 30 0.0 24 30 0.0 26
41 235 41 0.0 25 41 0.0 74
36 44 38 5.6 28 36 0.0 32
27 199 27 0.0 24 27 0.0 53
36 186 36 0.0 21 36 0.0 53
60 244 68 13.3 20 60 0.0 40
58 80 75 29.3 1 59 1.7 32
33 53 33 0.0 27 33 0.0 32
15 84 15 0.0 20 15 0.0 34
37 86 37 0.0 24 37 0.0 45
43 48 43 0.0 19 43 0.0 35
35 165 35 0.0 26 35 0.0 38
87 360 95 9.2 21 87 0.0 69
47 193 69 46.8 24 47 0.0 36
41 164 41 0.0 21 41 0.0 45

Table 4.4: Results for randomly generated networks, N = 50, |Ω| = 5
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presenting a heuristic based on aggregation of network-states so as to solve

more realistically sized problems.

The numerical results show that the heuristic does indeed perform well,

and much more efficiently than solving the Dynamic Programming formulation

exactly. Furthermore, we show that a hybrid version of the algorithm, were

the heuristic is used to bound evaluation of subproblems along the dynamic

program, can be adjusted so as to provide increasing levels of accuracy, while

still performing more efficiently than the exact method.

Through the development of the research presented in this chapter, it

became apparent that several natural extensions of the problem could pose

interesting research problems:

• Failure Costs: This research assumed the availability of routing units

such that no decision must be made on the number of routing units to

be deployed or the number of units allowed to fail from a cost standpoint.

A more realistic scenario is one in which there is a fixed cost to add a

unit to the routing procedure, and one where there is an associated cost

with a vehicle experiencing a link failure.

• Multiple Coordinated Vehicles: This research assumes a sequential rout-

ing of vehicles. A more complex, though interesting problem, is the par-

allel routing of multiple units. While a MDP formulation of the problem

can be seen as an extension of that presented in this chapter, the problem

quickly becomes intractable. Whether or not variations of the heuristic
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presented in this chapter are suitable for the multi-vehicle setting is an

interesting research question.
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Chapter 5

Conclusions and Future Research

The main focus of this dissertation was two-fold: to formalize the con-

cept of stochastic-state networks and some of their properties; and to explore

solution methods for network routing problems in stochastic-state networks

with dynamic information gathering by exploiting the properties of SSNs.

In particular, the focus of the solution methodologies was on aggregation of

network-states, exploiting the ability to generate upper and lower bounds by

solving simpler versions of the problem on a reduced number of network-states.

The heuristics developed based on this approach allow for the calcu-

lation of good solutions while remaining computationally tractable for medium

sized problems. The computational complexity of these heuristics is of paramount

importance, as the computational effort required to solve the problems to op-

timality restricts the instances of the problem that can be solved to be very

small networks. Furthermore, the nature of the heuristics allows for more flex-

ible levels of optimization. Because intermediate solutions at each stage of

the problem constitute feasible solutions, we can find a balance between com-

putational accuracy and complexity by deciding at which point the heuristic

solution to each sub-problem is acceptable.
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While the heuristics presented in this thesis provide with run times that

are significantly better than those of exact solution methods, it is important

to note that for implementation in large scale networks, it will be necessary to

develop heuristics with even lower computational complexity. Although this

is expected of stochastic combinatorial problems, this research is meant to not

only provide one set of possible solution methods, but hopefully provide with

a base approach on which future solution methods can be expanded.

One outcome of this research that should encourage further solution

methods is the development of different aggregation schemes within the SSN

framework. While the aggregation schemes presented in this thesis were based

on the instantiation of stochastic network parameters, further opportunities

exist in developing aggregation procedures at the node level, and furthermore

using aggregating procedures which do not necessarily produce upper or lower

bounds, but rather produce provably good approximations.

Further research will also be done in applying the methods described

herein to other network routing problems, as well as extending the models

developed to account for increased levels of complexity. One extension that is

very natural to the general class of network routing problems is the introduc-

tion of multiple routing units. Whether the heuristics developed in this thesis

can be extended to multi-vehicle variations is an outstanding question, which

should prove a very challenging area of research.
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