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Toward an Aristotelian Liberalism

James Arthur Sherman, Ph.D.
The University of Texas at Austin, 2011

Supervisor: Daniel Bonevac

My dissertation develops and defends a contemporary Aristotelian form of
political liberalism. I articulate an Aristotelian interpretation of individual autonomy as
excellence in deliberating about ends, and develop a decision-theoretic model for
representing this type of deliberation. I then provide a precise characterization of
individual freedom, building on Amartya Sen‘s neo-Aristotelian theory of freedom as
capability. I argue that we should understand individual liberty, the guiding value of
political liberalism, as a compound of autonomy and freedom as I have articulated these
notions. I then argue that liberty in this sense is the proper focus of a liberal theory of
distributive justice. I provide a teleological justification of the state‘s authority to pursue
a liberty-based program of distributive justice, and argue for a liberty-based interpretation
of the harm principle as the appropriate limitation on state action.
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General Introduction
Toward an Aristotelian Liberalism
In my dissertation I lay the foundation for a distinctively Aristotelian variety of
political liberalism. The theory I develop belongs to the liberal tradition insofar as it
endorses the following principles:
1. The Principle of Liberty: The primary goal of the state is to promote, preserve,
and protect individual freedom and autonomy.
2. The Principle of Competitive Value Pluralism: There are many equally good
ways of life, which are incompatible insofar as leading one excludes leading
others, and the values that structure some conflict with the values that
structure others.
3. The Harm Principle: The only adequate justification for state interference in
individuals‘ lives is the prevention of harm in the form of restrictions on other
individuals‘ freedom or autonomy.
My theory is Aristotelian in its interpretations of the key notions of an agent‘s freedom,
autonomy, and well-being:
A. Substantive Agent Freedom: The extent of an agent‘s freedom is the extent of
that agent‘s capability set—the set of ways of life he has a real opportunity to
lead. These ways of life are constituted by the valuable functionings—the
valuable states of being, actions and activities, and projects and goals—which
the agent has a real opportunity of realizing.
B. Agent Autonomy: An agent is autonomous insofar as he exercises the capacity
of autonomy, the core component of which is the capacity for deliberating
about ends. Ideal competence in exercising this capacity is the hallmark of the
Aristotelian phronimos.
C. Agent Well-being: An agent‘s well-being consists in his willing pursuit and
achievement of valuable functionings, chosen through deliberation from an
adequate range of options.
The work is divided into three parts, each of which contains two chapters.
Part I: Autonomy and Practical Reasoning
1

Part I is concerned with the capacity of autonomy, the development and exercise
of which are important aspects of agents‘ freedom and well-being. In Chapter 1, I
develop a new decision-theoretic framework for representing instrumental reasoning in
novel and complex circumstances. These are circumstances in which the agent is
incapable of identifying the range of possible outcomes of his available actions—that is,
he cannot envision precisely what outcomes might result from the courses of action open
to him. I begin with a philosophical critique of the theory of case-based reasoning
developed by economists Itzhak Gilboa and David Schmeidler, the only existing theory
of decision-making in these types of circumstances. I then propose a new, more orthodox
Bayesian theory, which does not suffer from the flaws of case-based reasoning, and has a
number of distinct advantages. My theory identifies various types of evidence the agent
may use to form a judgment of how good the outcomes of his available actions are likely
to be, without knowing which specific outcomes might result from those actions. This
theory makes a significant contribution to characterizing the capacity of autonomy, since
leading an autonomous life involves filling in one‘s life-plan over time by selecting
appropriate means to self-chosen goals, and many important choices must be made in
complex circumstances. The greater significance of this framework, however, is that it
serves as the foundation for a new framework of ends-deliberation.
In Chapter 2, I develop the first precise decision-theoretic framework for
representing the deliberation of ends. I argue that the central component of individual
autonomy is the capacity to deliberate about ends. Excellence in exercising this capacity
is, I contend, the hallmark of the Aristotelian phronimos. My framework enables me to
provide an account of the process an autonomous agent engages in when he determines
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which goals to adopt and pursue, and thus to provide a more thorough characterization of
the capacity of autonomy than has yet been developed. I begin by reflecting on some
promising ideas that have been offered by Amartya Sen, David Kreps, and others,
regarding the way in which such a framework should be constructed. I then critique two
philosophical approaches to ends-deliberation: those developed by Henry Richardson and
Elijah Millgram. Finally, I develop my framework in some detail, drawing on a number
of the techniques employed in Chapter 1. I argue that we should understand an agent‘s
ends-deliberation as the process of determining, on the basis of various types of evidence,
which potential ends are most likely to make the greatest contribution to his well-being.
The notion of well-being with which the agent begins is a thin one, which does not bias
his reasoning in favor of any specific ends. Nonetheless, the evidence he can access
regarding how choiceworthy his potential ends are relative to one another allows him to
begin making rational choices among potential ends. As he begins to adopt some ends
rather than others, the agent gradually formulates a more and more specific conception of
a good life, and the body of evidence he may draw on when making future choices
becomes more robust.
Part II: Freedom and Justice
Part II addresses issues concerning freedom and distributive justice in light of the
theory of autonomy articulated in Part I. Chapter 3 develops an enhanced version of a
neo-Aristotelian capabilities-based characterization of individual freedom, building
primarily on the work of Amartya Sen. I argue that we should understand individual
freedom in terms of the opportunities that an agent has to autonomously choose to
develop and exercise his capabilities over the course of his life. I show that my view of
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freedom overcomes a number of deficiencies and limitations in Sen‘s account. I then turn
to the question of how individual freedom should be measured. Drawing on recent
developments in social choice theory, I propose a comprehensive way of assessing how
much freedom an individual has, taking both the number and the diversity of his
opportunities into account. Finally, I argue that we should understand individual liberty,
the guiding value of political liberalism, as a compound of individual autonomy and
freedom, as I have articulated these notions.
In Chapter 4 I use this compound characterization of individual liberty (as
capability-freedom combined with autonomy) to argue that equality of liberty is the
appropriate goal of the state‘s distributive efforts. In assessing alternative approaches to
distributive justice, I focus on the familiar problem of properly recognizing that in some
cases agents should be held responsible for differences in their levels of well-being. In
those cases it is unjust to attempt to erase those differences through redistributive efforts.
Stating this problem precisely requires a satisfactory way of specifying when agents
should bear this responsibility. I argue that my theory of autonomy enables us to do this. I
first assess the equality of welfare and prioritarian approaches to distributive justice, and
argue that it fails to account adequately for agent responsibility. I then turn to Ronald
Dworkin‘s equality of resources approach. Dworkin is explicitly concerned with the issue
of agent responsibility, and tries to argue that agents are responsible for outcomes that
result from their autonomous preferences. I argue, however, that his theory relies on a
naïve and unsatisfactory view of autonomy, and so fails to provide a plausible and
ethically appealing way of identifying the differences in well-being for which agents
should be held responsible. I then provide a partial defense of John Roemer‘s equality of
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opportunity for welfare approach. I argue that Roemer has succeeded in developing a
plausible and sophisticated transitional account for a theory of distributive justice—an
account of the distributive mechanism we ought to adopt in order to move society from a
state of injustice to a state of justice. But Roemer‘s theory is not suitable as an
aspirational account—an account of the workings of the truly just society. Finally, I
develop my own Equal Liberty theory of distributive justice, and argue that it succeeds in
integrating a commitment to equality with an appropriate sensitivity to the importance of
agent responsibility.
Part III: The Authority of the State and Its Limits
Part III is concerned with whether the State has the authority to pursue the sort of
approach to distributive justice that I have been defending. In Chapter 5, I develop a new
teleological interest-based account of individual rights, taking Joseph Raz‘s influential
but problematic view as my point of departure. I argue that an individual‘s moral rights
emerge from the duties that are owed to him in virtue of his interests. I discuss four
features an individual‘s interest must have in order to ground a duty that can be
justifiably enforced. The individual has a moral right in virtue of being owed such a duty.
I then use this account as the foundation for a new account of legitimate authority. I
discuss the conditions under which a political authority‘s interest in maintaining social
order is sufficient to ground a duty of compliance on the part of those subject to the
authority. When this duty can be justifiably enforced, the authority has a right to that
compliance, and is therefore legitimate. I argue that my account succeeds in grounding
the right of a legitimate authority to pursue the sort of approach to distributive justice that
I have been defending.

5

Chapter 6 addresses the issue of the appropriate limits on a legitimate authority‘s
use of coercive power. I argue that Raz‘s autonomy-based interpretation of the harm
principle fails to set plausible limits on state authority, due to the fact that his
understanding of autonomy deprives it of intrinsic value. My theory of autonomy,
however, allows us to view the development and exercise of the capacity of autonomy as
intrinsically valuable. I then provide my own freedom- and autonomy-based
interpretation of the harm principle. I argue that it succeeds in setting plausible limits on
authority which are consistent with my account of individual rights, while still enabling
the state to engage in the sort of liberty-based approach to distributive justice that I have
defined and defended.

6

Part I
Introduction
Autonomy and Practical Reasoning
One plausible way to characterize autonomous agents is to claim that their
preferences are authentic in the sense that they are reflectively endorsed.1 In response to
the objection that one‘s second-order preferences do not necessarily reflect an authentic
self any more so than one‘s first-order preferences,2 some authors have developed criteria
for the history of, and influences on, an agent‘s reflective endorsements that only
autonomous agents satisfy.3 But no one has yet succeeded in articulating a framework
that represents the process through which an autonomous agent determines whether to
endorse his preferences. My goal in Chapters 1 and 2 is to develop a more robust and
more precise characterization of the capacity of autonomy—the capacity to lead an
autonomous life, one that is self-ruled or self-governed—than has yet been offered. I will
be concerned exclusively with the rational dimension of this capacity: the capacity to
choose and organize one‘s own goals, to form intentions to pursue those goals, to
construct plans to achieve those goals out of those intentions, and to fill in those plans
over time by selecting means.4 I begin here with a brief review of the work of Gerald
Dworkin and Joseph Raz on the nature and value of autonomy. Their work provides an

1

G Dworkin (1988) The Theory and Practice of Autonomy (Cambridge: CUP); H Frankfurt (1988)
―Freedom of the Will and the Concept of a Person‖ in The Importance of What We Care About
(Cambridge: CUP) 11-25
2
I Thalberg (1989) ―Hierarchical Analyses of Unfree Action‖ in The Inner Citadel Essays on Individual
Autonomy (J Christman, ed. New York: Oxford UP) 123-136
3
J Christman (1991) ―Liberalism and Individual Positive Freedom‖ Ethics 101:3, 343-359; A Mele (1995)
Autonomous Agents: From Self-Control to Autonomy (New York: Oxford UP)
4
Autonomy also requires a capacity for self-control—i.e. some kind of ability to control one‘s emotions
and their influence over one‘s actions, at least to some extent, and to stick to one‘s goals and plans in the
face of temptation to do otherwise. An autonomous agent need not be virtuous, but he must, at least for the
most part, be enkratic. For an interesting study of this dimension of autonomy, see A Mele (1995).
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excellent starting point for my task, while also bringing the deficiencies of prior accounts
of autonomy into focus.
Raz takes autonomy to be ―an ideal of self-creation…An autonomous person‘s
well-being consists in the successful pursuits of self-chosen goals and relationships.‖5 In
order to possess the capacity of autonomy, a person ―must have the mental abilities to
form intentions of a sufficiently complex kind, and plan their execution. These include
minimal rationality, the ability to comprehend the means required to realize his goals, the
mental faculties necessary to plan actions, etc.‖6 Raz emphasizes what can be called the
competence aspect of autonomy. The autonomous person, as the author of his own life,
must be competent at exercising the capacities for rational thought which Raz
enumerates.
According to Dworkin, the autonomous person‘s goals are self-chosen insofar as
his intentions to pursue those goals are formed after critical reflection on his initial
preferences, which he then either endorses or changes on the basis of that reflection. On
this view, ―[A]utonomy is conceived of as a second-order capacity of persons to reflect
critically upon their first-order preferences…and the capacity to accept or attempt to
change these in light of higher-order preferences and values.‖7 This capacity is a
prerequisite for the agent‘s forming intentions autonomously. Dworkin thus emphasizes
what can be called the authenticity aspect of autonomy. The preferences of an
autonomous agent are his own, in the sense that he reflectively endorses those
preferences.

5

J Raz (1986) The Morality of Freedom (Oxford: Clarendon Press) 370
Ibid. 372-373
7
G Dworkin (1988) 20
6
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What is the nature of this capacity to reflect critically on one‘s preferences, and
then either endorse or revise them? The guiding thought of the next two chapters is that
this capacity is a species of the capacity for practical reasoning. Specifically, it is the
capacity for deliberating about ends. The authenticity aspect of autonomy therefore
derives from competence in the exercise of one type of rational capacity. My ultimate
goal for the next two chapters is to develop a precise framework for representing
competence in exercising this capacity. It is ideal competence in exercising this capacity
that I will investigate; my framework will characterize the ideal of autonomy, rather than,
to borrow Stanley Benn‘s term, the more normal capacity of autarchy.8 As in many other
cases, modeling the ideal is the first step toward rigorous understanding, and once that
step has been taken a model of the bounded capacity we ordinarily encounter may be
possible.
Raz asserts that ―[R]eason affects our choice of ends…just as much as it affects
our deliberations,‖9 though he has little to say about how exactly an agent goes about
reasoning about what ends to choose. Both Raz‘s and Dworkin‘s remarks on the value of
autonomy also suggest that the core of the capacity of autonomy is a capacity for endsdeliberation.10 They both locate the value of autonomy in the fact that the autonomous
agent gives meaning to his own life by choosing his own goals and commitments and
constructing his life-plans for himself. But for these choices to count as the agent‘s way
of constructing the meaning of his life, they must be reasoned choices. An agent cannot
be said to determine for himself the meaning of his own life if these choices simply
reflect preferences that the agent finds himself having. And it is hard to see how agents
8

S Benn (1988) A Theory of Freedom (Cambridge: CUP)
J Raz (1999) 73
10
J Raz (1986) 377; G Dworkin (1988) 20
9
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could reflectively endorse or revise their preferences in the way required for autonomy, if
not as a result of a process of deliberating about what goals they should have for their
lives and what options are worth choosing. Reflective endorsement accounts of
authenticity are vulnerable to the objection that these second-order attitudes are not
necessarily any more authentic than the agent‘s first-order preferences.11 John
Christman12 and Alfred Mele13 both defend the second-order approval account—which
they take from Harry Frankfurt14—by articulating conditions regarding the influences on,
and history of, this wanting and willing that only autonomous agents satisfy. But neither
they nor anyone else has developed a precise framework for representing the process of
examing, and reaching conclusions about, one‘s preferences. This is precisely what I will
do.
I suspect that the difficulty of modeling reasoning about ends is responsible for
the fact that so many authors with this general view of the nature and value of autonomy
have failed to connect the capacity of autonomy with ends-deliberation. In Chapter 2, I
offer a precise framework for representing the process of reasoning an agent engages in
when he deliberates about what ends to adopt. This framework will thus represent the
core component of the capacity of autonomy. The framework will be modeled on a novel
framework for deliberating about means in novel and unforeseen circumstances, which I
develop in Chapter 1. Developing this framework for instrumental reasoning is itself a
significant contribution to the task of characterizing the capacity of autonomy. An
autonomous agent makes his own plans for his life. Plans are necessarily partial, since

11

See, for example, I Thalberg (1989).
J Christman (1991)
13
A Mele (1995)
14
H Frankfurt (1988)
12
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agents must often deal with unforeseen events and novel circumstances. Since the
capacity of autonomy includes not only the capacity to select goals and devise plans but
also the capacities required to fill in those partial plans over time with specific means to
the chosen goals, an autonomous agent must be capable of deliberating about how best to
proceed toward his goals even in novel circumstances in which he cannot predict what
the consequences of his available actions will be. Developing a satisfactory framework
in which the process of instrumental reasoning in novel situations can be represented is
thus one important aspect of characterizing the capacity of autonomy.
Since the capacity of autonomy is, at least in its rational dimension, the capacity
to adopt goals and construct plans to pursue them, it is natural to ask how a theory of
autonomy such as mine relates to Michael Bratman‘s Planning Theory of practical
reasoning. Much of the background for my framework for ends-deliberation is shared by
the Planning Theory. Bratman describes the structure of plans as partial (insofar as the
agent fills in the details of his plan as he proceeds) and as hierarchical (we plan to
achieve some goals for the sake of achieving larger ones). This matches my discussion of
the nature of an ultimate end, the content of which is filled in as the agent selects the final
ends which are constitutive of it. Bratman identifies two reasons for structuring plans in
this way: the need to coordinate one‘s life subject to a limited capacity for
reconsideration, and the need to cope with unforeseen events. I accept these as reasons
for conceiving of one‘s ultimate end as an initially thin end that becomes more robust as
its constituent ends are selected on the basis of deliberation. I also accept his constraints
on plans as constraints on acceptable sets of final ends. These constraints are (1) internal
consistency (it should be possible for one to achieve all of one‘s final ends); (2) strong
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consistency relative to one‘s beliefs (the beliefs that one‘s final ends are attainable and
are at least as choiceworthy as the other available ends should be consistent with one‘s
other beliefs); and means-ends coherence (as time goes by, the agent should select final
ends and acceptable means to those ends).
Bratman‘s central question is how to assess the rationality of forming an
intention. Since intentions are the building blocks of plans,15 this question has a grander
form: how to assess the rationality of the plans an agent makes for his life. Bratman
observes that one characteristic of intentions is that they set ends for further
deliberation.16 Deliberating about what intention to form, then, can involve deliberating
about what end to adopt, not just deliberating about what means to an end to adopt. So
Bratman‘s theory can be taken as an attempt to characterize the same competences in
exercising rational capacities as my theory is concerned with—capacities that are integral
components of autonomy. Bratman, and I, however, approach this question in very
different—though complementary—ways.
The Planning Theory culminates in the Historical Principle of Deliberative
Rationality.17 This principle states that:
If A at t1 forms the intention to  at t2 on the basis of deliberation at t1, then it is rational
of A at t1 to intend to  at t2 iff:
(1) for those intentions of A‘s that play a direct role as a background of A‘s deliberation,
it is rational of A at t1 so to intend; and
(2) A reasonably supposes that  is at least as well supported as its relevant, admissible
alternatives.

My theory of the capacity of autonomy provides specific answers to the questions which
this very general principle leaves unanswered. Each part of the principle presumes that it
is possible to characterize the varieties of practical reasoning that my theory is concerned
15

M Bratman (1987) Intention, Plans and Practical Reasoning (Cambridge: CUP) 29
Ibid. 24
17
Ibid. 85
16
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with. The first part states that the intentions that serve as the background of a new
deliberation must themselves be rational. Presumably, whether or not they are will be
assessed by means of this same principle. The problem is that Bratman‘s theory is silent
about how to assess the rationality of the process of deliberation that leads from rational
background intentions to a new rational intention. When the content of the new intention
is to take some instrumental means to the end set by the background intentions,
Bratman‘s theory will rely on a theory of instrumental deliberation in novel and
unforeseen circumstances. When the content of the new intention is to adopt a
constituent final end (which it could be, since intentions set ends), a theory of endsdeliberation is required to assess the rationality of the intention. The second part of the
principle states that the option settled on by the agent must be at least as well supported
as the other relevant, admissible options. Again, whether the agent is filling in a plan by
selecting a means, or adopting a new end, the assessment of rational support will have to
be made in the light of a theory like mine.

13

Chapter 1
Autonomy and Instrumental Reasoning
I: Introduction
Standard philosophical theories of instrumental reasoning do very little to
illuminate the nature of reasoning about the selection of means even in cases where the
agent knows what the potential outcomes of his available actions are. Bayesian decision
theory does a much better job than the standard philosophical theories when potential
outcomes are known, but is not designed to deal with novel situations. I provide a
comparative analysis of Bayesian decision theory and the standard philosophical view,
which is instructive insofar as it reveals the radical shift in perspective that one must
make in moving from the one to the other. Decision theory must be recognized as an
alternative view of instrumental reasoning, rather than a formalized version of the
familiar philosophical understanding. The main purpose of my discussion of Bayesian
decision theory, however, is to provide the background required for my discussion,
analysis, and critique of the model of case-based reasoning of Itzhak Gilboa and David
Schmeidler.18 Case-based reasoning is a model of instrumental reasoning designed to
handle novel and unforeseen circumstances, but it suffers from a number of philosophical
problems and limitations. My aim in this chapter, therefore, is to offer an orthodox
Bayesian alternative to the Gilboa-Schmeidler framework that avoids those problems and
is free from those limitations. This new framework, which will itself be a significant
contribution to a robust and precise characterization of the capacity of autonomy, will

18

I Gilboa and D Schmeidler (1995) ―Case-Based Decision Theory‖ The Quarterly Journal of Economics
110:3, 605-639; and (1997) ―Act-Similarity in Case-Based Decision Theory‖ Economic Theory 9:1, 47-61
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then serve as the starting point for the next chapter‘s construction of a framework for
ends-deliberation.
II: The Standard Philosophical View
In a recent book, Robert Audi offers the following basic schema for practical
reasoning:
Major premise – the motivational premise: I want 
Minor premise – the cognitive (instrumental) premise: My A-ing would
contribute to realizing 
Conclusion – the practical judgment: I should A.19

Audi notes that the term ―want‖ in the major premise must be understood ―in the broad
sense of ‗want‘ encompassing any kind of motivation, intrinsic or extrinsic,‖20 and that in
the minor premise ―‗contribute to‘ must be taken to encompass many kinds of beliefs,
including…constitutive means-ends beliefs.‖21 Audi‘s schema is a useful way to
represent the most popular philosophical view of instrumental practical reasoning, and I
will refer to it as part of the ―standard model‖ of instrumental reasoning. The process it
represents is reasoning insofar as it is the drawing of a conclusion from premises; it is
practical insofar as its conclusion concerns what the agent should do; and it is
instrumental insofar as the action recommended by the conclusion is a means, and is
recommended as a means, to the agent‘s stated goal.
Let us see what we can learn from the standard model about the process of
reasoning that leads the agent to believe that A-ing would contribute to her realizing ,
i.e. the process of reasoning about what means to select. On this point the model is not
entirely silent. Audi offers a number of variants of the basic schema that at least provide
19

R Audi (2006) Practical Reasoning and Ethical Decision (New York: Routledge) 96
Ibid. 92
21
Ibid. 97
20
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us with some additional information about means. The first is a necessary condition
schema, which Audi believes has the following valid form:
I have an overriding want to ;
A is necessary to realizing , and is the only unrealized necessary condition for
;
So I should, all-things-considered, A.22

Also valid, according to Audi, is the optimality schema, in which the major premise is the
same, and the minor premise expresses that A is the best way to realize (ibid). If we
replace the minor premise with the assertion that A is sufficient for realizing , the only
conclusion that follows is that I have some reason to A, since some other means might be
preferable.23 Audi notes that in many (if not most) cases of practical reasoning, the agent
is in a position in which she needs to determine what to do, not merely what she has some
reason to do, and so she draws a conclusion to this effect which does not follow
deductively from her premises. In such cases, we can evaluate how reasonable the
inference is, where reasonableness is understood in terms of whether we are warranted in
believing that the conclusion is more likely to be right than not.24 He offers three grades
for reasonableness. A piece of practical reasoning exhibits minimal adequacy if the
conclusion is no less likely to be true than false, given the premises; standard adequacy if

22

Ibid. 141
Ibid.
24
Ibid. 142. Audi refuses to understand reasonableness in terms of how probable it is that the conclusion is
correct; but his insistence that probabilities cannot be assigned here stems from a misunderstanding of the
nature of such a probability assignment. He seems to have in mind our frequent inability to determine
―objective‖ probabilities for the potential outcomes of a choice situation. But the existence of objective
probabilities is unnecessary to a probabilistic description of what he calls reasonable inferences. Subjective
probabilities, elicited from preferences via Ramsey‘s method of offering wagers, are all that is needed to
model decisions made under uncertainty. I outline Ramsey‘s theory in Section III.
23
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it is more likely to be true; and cogency if the degree to which it is more likely to be true
exceeds that required by standard adequacy.25
So the standard model has a little to tell us about what sorts of means figure in
practical inferences (necessary, best, etc). and about the nature of the inferences in which
those different sorts of means appear (how to make them valid, when they are invalid but
reasonable, etc). But not much has been said about how to deliberate about selecting
means. All we can yet assert is that if there is some available means whose selection we
recognize will make our practical inference valid, we should choose that means; and if
not, we should choose the one that will make the inference as reasonable as possible.
Perhaps no deliberation is required to select the means that will render the necessary
condition schema valid—if such a means is available, we either recognize that it is the
final necessary ingredient for achieving our end or we do not. But we should want more
than this. Studying instrumental reasoning should enable us to say something about how
to determine whether a means is better than all of the other recognized alternatives, and
about how to make a reasoned selection between two (or more) individually sufficient
means.
III: Bayesian Decision Theory
For progress on these fronts, we must move to the framework of contemporary
Bayesian decision theory. Doing so will require that we speak in terms of an agent‘s
preferences and the utilities of those preferences. Some background in the content of
these notions and the implications of appealing to them is needed in order to steer clear of
a number of philosophical confusions. The first important point is that a preference
simpliciter (or a first-order preference—later on we will have need of second-order
25
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preferences which will require a different interpretation) is nothing like a desire in the
philosophical sense of that term. Preferences are beliefs about what is worth choosing.
To prefer a to b is to believe that a is more worthy of choice than b.26 Preferences are
subjective insofar as different agents may have different beliefs of this sort, and be led to
these different beliefs by their different circumstances. Given the particular situation of
one agent as opposed to another, moreover, it may be true that one option is more
choiceworthy for one agent but less choiceworthy for another. More appropriate than the
language of subjectivity and objectivity is Sen‘s terminology of position-dependence and
author-invariance.27 What is most choiceworthy for an agent depends on the position,
the particular circumstances, of that agent. These include his particular tastes and
interests. But there is still a fact of the matter about what is worth choosing for an agent,
given all the particularities of his position; this is the author-invariance of
choiceworthiness. Anything that can be more or less choiceworthy can appear in a
preference-ranking. Thus, we can have preferences not only over acts and consequences
of acts narrowly construed, but over outcomes in a broader sense, including ends and
goals. One can prefer to pursue or achieve one goal rather than another, can believe that
26

I will simply assume that preferences are beliefs of this kind, rather than desires. This is arguably the
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pursuing or achieving one goal is more worthy of choice than pursuing or achieving
another.
A utility function is a real-valued function that represents an agent‘s preferences
numerically.28 Any strict partial ordering can be represented numerically. Given any set
of alternatives, if it is true of any two members of that set a and b that either ab or ba ,
and that ab and bc implies ac , then we can assert that ab  f (a)  f (b) for
some function f.29 For an agent‘s preferences to be representable in terms of a cardinal
utility function those preferences need only satisfy a few additional requirements. The
simplest such set of requirements is the one formulated by von Neumann and
Morgenstern.30 The von Neumann-Morgenstern requirements are stated in terms of
preferences over lotteries, where a lottery L is a set of options over which the agent has
preferences, with a probability associated with attaining each option within the lottery.
The conditions are:
1.
2.
3.
4.

Completeness: For all lotteries L and M either LM or M L
Transitivity: If LM and M N then LN
Continuity: If LM N then there is a 0 ≤ p≤1 such that p(L) + (1-p)(N) ~ M
Independence: If L~M then p(L) + (1-p)(N) ~ p(M) + (1-p)(N)

If these requirements are met, the agent‘s preferences can be numerically represented by
the values of a utility function such that ab  u(a)  u(b) . This function is cardinal
insofar as differences in magnitude between values of the function are significant.

28

Given my interpretation of preferences, my interpretation of utility functions is closer to what Sen calls
valuation functions than to most authors‘ (who give desire- or choice-based interpretations of preference)
understanding of utility functions.
29
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We should note two philosophically important points about the process of
constructing a utility function. The first is that although utility values are often given a
hedonist, or utilitarian, or at least consequentialist interpretation, they need not be. In a
given decision problem, available actions can be ranked according to how well supported
by reasons they are, or how virtuous they are, or how well they conform to the moral law,
etc. Outcomes can be ranked according to the extent to which they will be achieved
virtuously, or through responsiveness to reasons, or by conforming to the moral law,
etc.31 The agent is free to base his preferences on whatever normative foundation he likes,
or on none at all—his beliefs about what is more choiceworthy than what may be based
on nothing more than what happens to strike him as more choiceworthy.
The second point is that all we have to assume in order to construct a cardinal
utility function is that the items in the preference ranking are comparable, and that those
comparisons satisfy the requirements of a representation theorem (such as the von
Neumann-Morgenstern requirements). We did not have to assume that the agent‘s
preferences are ―commensurable,‖ either in the sense that there exists some unique,
universal currency into which the values of all options can be precisely converted, or in

31

Bayesian decision theory reaches fruition in the work of L. J. Savage, whose representation theorem,
which builds on Ramsey‘s work, includes the construction of a subjective probability assignment (von
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the sense that all of the agent‘s preferences are jointly realizable.32 The numerical value
of the utility function that is associated with each item in the preference-ranking,
moreover, should not be interpreted as the number of units in some fundamental currency
which each item in the ranking is worth. Again, in constructing a utility function, we did
not need to assume that acts or outcomes were ranked according to how pleasant they are,
or how happiness-conducive, or what have you. So there is no reason to take utility
values to be numbers of ―happiness points.‖ Cardinal utility is simply a numerical
representation of ordinal preferences that satisfy the requirements of a representation
theorem. Nor does representing preferences in terms of utilities commit us to a
―compositional‖ view of goodness.33 Since the utility function is not tracking the amount
of any fundamental value present in all the items in the agent‘s preference-ranking, there
is no reason to assume that more—in the quantitative sense—will always be better.
Though the agent may prefer eating a scoop of ice-cream to eating a slice of cake, it need
not be the case that he prefers eating 19 scoops of ice-cream to eating a slice of cake.
Though it is true that a higher utility vale is always better, this means no more than that
what is more choiceworthy—higher in the preference-ranking—is always better than
what is less choiceworthy.34
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Isaiah Berlin uses ―commensurability‖ in this sense. See I Berlin (1998) The Crooked Timber of
Humanity (Princeton: Princeton UP).
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Michael Stocker argues at length against maximizing theories of decision which do endorse a
compositional view of goodness. See M Stocker (1990) Plural and Conflicting Values (Cambridge: CUP)
281-309. He then admits, however, that modern utility theory is not committed to this view (Ibid. 310).
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Stocker‘s other argument against maximizing theories of decision is a defense of the claims that it is
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decided against doing what is best is irrational (Ibid. 310-342). I certainly have no objection to the first
claim. Decision theory is simply not concerned with, and not equipped to answer, the question of how
much good one must do, in comparison with how much good one could do, in order to do what is morally
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deserve to be called irrational than that he occasionally decides against doing what he views as best, so long
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The philosophical notion of commensurability, which has been cast as a sort of
boogeyman in many discussions of reasoning and decision,35 is in fact so hopelessly
imprecise and unnecessary that it should be abandoned. What most philosophers who
worry about commensurability seem to associate with that term is what decision theorists
study under the guise of the ―measurability‖ of a utility function.36 Measurability comes
in levels—ordinal, cardinal, and so on, up to perfect measurability. A utility function‘s
level of measurability denotes the kind of information captured by the function‘s utility
values qua numerical representations of the agent‘s preferences. If utility is perfectly
measurable, for example, then there is a single unique function that assigns a unique
numerical value to each of every person‘s preferences, representing the utility of that
alternative. Each preference of each agent is then fully comparable with all other
preferences of all other agents, and there are no adequate alternative scales with which to
represent agents‘ preferences. This sort of utility function thus captures the most
information possible about agents‘ preferences. Arguing that utility is perfectly
measurable probably does amount to arguing that there is some single fundamental value,
some universal currency, in terms of which all alternatives must be evaluated. This is the
likely target of philosophical worries about commensurability. But I am claiming
nothing of the sort. In developing a framework for ends-deliberation, I will only assume
that utility is cardinally measurable. Cardinal utility is not necessarily comparable across
agents (and I do not assume that it is), and a non-comparable cardinal utility function is
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See, for example E Anderson (1997) ―Practical Reason and Incommensurable Goods,‖ and S Lukes
(1997) ―Comparing the Incomparable: Trade-offs and Sacrifices,‖ both in Incommensurability,
Incomparability and Practical Reason (R Chang, ed. Cambridge, MA: Harvard UP); as well as H
Richardson (1986) Practical Reasoning about Final Ends (Cambridge: CUP).
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unique only up to a positive affine transformation. There are an infinite number of utility
functions that represent a given agent‘s preferences equally well, assigning different
utility values to those preferences. Using a cardinal utility function to represent
preferences simply cannot commit one to claims like ―option a is exactly 2.34 units better
than option b‖; that measure of distance between the values of the two options simply is
not meaningful.
There is an objection looming. Perhaps the worry regarding commensurability is
actually that the sort of comparisons among options the agent must make in order to have
a preference-ranking that satisfies the requirements of a representation theorem would not
be possible unless the agent were able to commensurate these options. It would then not
be enough to point out that ordinal comparisons, suitably restricted, suffice for a cardinal
utility representation. What would be needed is an argument that the existence of these
comparisons themselves does not tacitly rely on the commensurability of the options
being compared, in the sense that the value of those options can be precisely specified in
some common coin. At the heart of this objection is the worry that one‘s preferences
could not be anything but arbitrary unless one were able to commensurate one‘s options.
If we were to reject the idea that we are able to commensurate our alternatives, then we
would lose the ability to make non-arbitrary comparisons as well.
As Ruth Chang points out, however, the assumption behind this worry is that
comparison must itself be a calculative process.37 It will only be the case that comparing
alternatives presupposes that they are commensurable if the act of comparing them is the
act of determining how much of some value, in a precise quantitative sense, they have.
Why should we think this? Why should we assume that in judging one thing better than
37
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another, we must be able to say exactly how much better it is? One reason would be a
commitment to a compositional view of goodness. If we think that if something is
valuable, then more of it—in a quantitative sense—must be better, then we might be led
to the conclusion that comparison is an essentially quantitative exercise. But we have
good reason to reject a compositional view. Though I recognize the value of friendliness
and prefer that a stranger who interviews me be fairly friendly rather than unfriendly, I
also prefer that he be fairly friendly rather than extremely friendly.38 And once we reject
the view that what makes one alternative more choiceworthy than another is its greater
quantity of some value, it is hard to see why we should think of comparing as essentially
quantitative. This holds even if we are committed to representing preferences in terms of
cardinal utilities. Such a representation does not imply that agents arrive at their
preference judgments in the first place by assigning quantitative utilities to their available
options. Rather, the point of the representation is that we can interpret the agent‘s
decisions between items in his preference-ranking as if he were attempting to maximize
the value of a function. As we are about to see, this sort of representation significantly
enhances our ability to study the process of rational decision-making.
By committing myself to using cardinal utility functions to represent agents‘
preferences, I am committing myself to the claim that the values of an agent‘s available
alternatives are comparable—that it is possible for an (acceptably idealized) agent to have
a complete, non-arbitrary preference-ranking. The deepest objections to the use of utility
functions are thus objections to comparability itself. Chang does an excellent job of
disarming the most popular objections to comparability one by one, until only an

38

Ibid. 17

24

objection posed by Joseph Raz remains.39 Raz‘s objection is as follows. There are some
cases in which we cannot say either that one alternative is better than the other, or that
they are equally good, or that if one were to be slightly improved it would then be better
than the other. Suppose, for example, we were to try to compare the talent of
Michelangelo with the talent of Mozart. Raz believes we would be right to resist the
claim that either is better than the other, or that they are exactly as good as one another.
Now suppose that there were an artist who was very nearly identical to Michelangelo,
only slightly better than he. Call this artist Michelangelo+. Although Michelangelo+ is
more talented than Michelangelo, Raz claims that we would still be right to resist the
claim that he is better, worse, or exactly as good as Mozart. So the case of Michelangelo
and Mozart is, according to Raz, a case of genuine value incomparability.40
Chang does offer a response to Raz, which involves formulating a fourth
comparative relation (alongside better than, worse than, and indifferent to): the relation of
being on a par with.41 Intriguing as this response is, I will not discuss it here. Rather, I
maintain that Raz‘s claim, even if it is correct, does not impact my use of preferencerankings and utility functions. For I need not claim that all values are comparable. In
Raz‘s example, the type of value in question is aesthetic value—how good Mozart and
Michelangelo are qua artists, or how good their works are qua works of art—and the
comparative judgment the agent is attempting to make is an aesthetic one. I do not claim
to offer a theory of aesthetic judgment, and I am happy to concede that in some cases,
aesthetic values may be incomparable. My concern is with preference-rankings of
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potential actions; and an objection of the sort Raz makes does not seem to count against
the claim that the values of an agent‘s potential actions are comparable. The relevant
parallel case to the one Raz describes would be that of an agent who must choose
between attending an exhibit of Michelangelo‘s work or a performance of Mozart‘s.
Even if the aesthetic greatness of these two artists is incomparable, this fact does not
render a reasoned preference between these two alternatives impossible. The possible
bases for such a choice might include the frequency of opportunities to attend exhibits
and performances in this agent‘s community; the agent‘s own interest in music and the
visual arts; or the other factors contributing to the overall quality of the experiences such
as the venues at which the events will take place. There is thus no intuitive force to the
claim that an agent, taking account of the various particulars of his circumstances and
interests, would be incapable of making a reasoned comparison and choice between two
aesthetic experiences of incomparable aesthetic value.
We can of course recast Raz‘s objection so that it does apply to my assumptions.
The objection would then assert the possibility of an agent being faced with a choice
between two courses of action, being unable to rank them with respect to each other, and
still being unable to rank one of them against a slightly better (or worse) version of the
other. Why should we insist on such a possibility? My hunch is that the motivating
concern must be an epistemic one. There may be cases in which one cannot find any
grounds for preferring one or the other of two options, but in which it just seems
implausible to claim that each is exactly as good (or as bad) as the other. This is why the
second part of the objection, involving the slightly better (or slightly worse) version of
one option is important. If this second pair could be ranked, one would be pushed toward
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a judgment regarding the appropriate ranking of the first pair, however implausible that
judgment may have initially seemed.
I believe, however, that I can accommodate the concern that fuels this objection
while retaining my assumption of comparability. One key component of my framework
for deliberation will be the ability of agents to assign probabilities to their preference
judgments representing their credence in the correctness of those judgments. I can thus
represent the sort of situation Raz has in mind as one in which the agent is completely
undecided between the three possible preference judgments he could make: p1 (a>b), p2
(a~b), p3(a<b), where p1 = p2 = p3. It seems to me that a rational agent who finds himself
in this position should be said to have the preference a~b.42 But we must be sure not to
interpret this preference as a confident assertion that the options really are exactly equal.
When the agent then considers an option a+ slightly better than a, and compares it to b,
his credence shifts in favor of the superiority of a+, but only slightly. We might say, for
instance, that he still judges p1 (a+>b) < p2 (a+~b) + p3(a+<b), or that he still judges p1
(a+>b) < 0.5. In this scenario he will have an (admittedly slight) preference for a+ over
b. If the epistemic concern which, I have conjectured, underlies Raz‘s objection can be
satisfied in this way, we will need some other distinct and serious worry to tempt us away
from an assumption as useful as comparability. Since I do not know of one, I am content
to retain this assumption.
Along with the controversial notion of utility, Bayesian decision theory employs
the perhaps equally controversial notion of subjective probability. The subjective
interpretation of probability takes an agent‘s assignment of a probability to the
42
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occurrence of an event as a measure of that agent‘s degree of partial belief, or credence,
that the event did/will occur. One of the great accomplishments of Frank Ramsey was to
show that given certain requirements on an agent‘s preferences over outcomes (or rather
over values, or sets of indifferent outcomes), not only can those preferences be
represented by a utility function, his qualitative judgments of the likelihood of those
outcomes—judgments to the effect that outcome r seems more likely than outcome r’—
can be represented quantitatively via a probability function.43
Ramsey begins by defining what he calls an ―ethically neutral‖ proposition—one
whose truth is believed with probability 0.5. x is an ethically neutral proposition if an
agent prefers a to b but is indifferent between the conditional gambles (1) a if x is true, b
if x is false; and (2) a if x is false, b if x is true.44 The proposition x describes a state of
the world which may or may not obtain, so far as the decision-maker knows. In the first
of these conditional gambles, the agent receives outcome a if that state does obtain, and b
if it does not. Ramsey then uses this definition to find a way to determine that the
difference in value (or choiceworthiness) between a and b according to the agent is the
same as the difference between two other outcomes c and d. Let x and y be ethically
neutral propositions. Suppose the agent is indifferent between the conditional gambles
(1) a if x, d if –x; and (2) b if x, c if –x. Then the agent is also indifferent between the
conditional gambles (3) a if y, d if –y; and (4) b if y, c if -y. The fact that the agent is
indifferent between (1) and (2) and between (3) and (4) implies that the difference in
43
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value between a and b is the same as that between c and d. This is represented by ab=cd.
The following axioms are imposed on the structure of the agent‘s preference-ranking:45
1. There is an ethically neutral proposition x believed to degree ½
2. If x, y are such propositions and the option aif x, dif not-x is equivalent to
bif x, c if not-x, then the option aif y, d if not-y is equivalent to bif y, cif
not-y
Def. In the above case we say that abcd
Theorem. If abcd, then badcacbdcadb
aIf abcd, then a>bis equivalent to c>dand a=b is equivalent to c=d
If option A (where an option is a chance at an outcome, as in (2) above) is
equivalent to option B and B to C, then A to C
Theorem. If abcd and be=fc then ae=fd
If abcdcd=ef, then ab=ef
a,b,cE!(z)(az=bc
abE!(z)(az=zb)
7. Axiom of continuity: Any progression has a limit (ordinal)
8. Axiom of Archimedes: For any real number x there exists a real number n>x
These assumptions suffice for a cardinal utility representation of the outcomes in
the agent‘s preference-ranking.46 It is the fact that the agent has preferences over these
conditional gambles, and not merely over simple outcomes, that enables the utility
representation to preserve cardinal information. Ramsey then goes on to show that if an
agent is indifferent between the option of a for certain and b if x is true but c if x is false,
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then the agent‘s degree of belief in x can be defined as u(a)-u(c)/u(b)-u(c); and
furthermore, that the measure of partial belief thus obtained is a probability measure, as it
obeys the Kolmogorov axioms. We can thus interpret the agent‘s partial belief in the
truth of x as a probability judgment.47 A preference for one act over another can then be
represented in terms of the expected utility of the acts (the sum of the products of the
utility of the act‘s possible outcomes and the probability that the act will produce each of
those outcomes). Acts are interpreted as functions from states of the world to outcomes.
The expected utility of choosing conditional gamble (3), for instance, will be
u(a)p(y)+u(d)p(-y). This will equal the expected utility of choosing conditional gamble
(4): u(b)p(y)+u(c)p(-y). Since these are equal, the agent will be indifferent between the
act of choosing gamble (3) and the act of choosing gamble (4). Ramsey‘s result
generalizes to yield the expected utility result, according to which a rational agent‘s
preferences over available actions (say a and b) can be represented in terms of the
expected-utilities of those actions. The expected utility of an act a is given by:
n

E[u (a)]   u[a( xi )] p( xi ).
i 1

So we have as our decision rule:
n

n

i 1

i 1

ab  E[u (a)]  E[u (b)]   p( xi )u[a( xi )]   p( xi )u[b( xi )].

Decision theory does provide us with a deliberative method by which we may
select the best means to our end, given sufficient information. Let us take one of
Jeffrey‘s simple examples:48 you have been invited to dinner, you have one bottle of red
and one of white, you can only bring one of them (perhaps your roommate has requested
47
48
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one of either color be left for him), and you are uncertain whether beef or chicken is
being prepared (though you are certain it is one of the two). Suppose you are also
confident, though not certain, that the cooking will begin after you arrive, and what is
prepared will be selected to match the wine. Assume your preferences are [chicken &
white ~ beef & red > chicken & red > beef & white]. That is, with respect to the end of
eating a delicious meal (which serves as the covering value for your preference
judgment), you judge the constitutive means of eating a meal of chicken with white wine
or beef with red wine to be equally good, and each better than chicken with red, which is
in turn better than beef with white. Assign values representing these preferences49:

White
Red

Chicken
1
0

Beef
-1
1

Now represent the probabilities you assign to the various possible outcomes50:
White
Red

Chicken
.75
.25

Beef
.25
.75

The probabilities reflect your confidence that if you bring white, it is more likely than not
that chicken will then be prepared, (and likewise for red). Your goal is to eat either a
meal of chicken with white or beef with red. These experiences rank highest of the ones
available to you, insofar as they are realizations of the more general end of eating a good
meal this evening. Bringing a bottle of wine that will complement the dish is the
instrumental means to this end over which you can exercise control. The question is
which means to select—bringing red or bringing white—given all this information, and
our framework allows us to work out an answer. We can calculate the expected value of
49
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bringing white wine at 0.5 and that of bringing red wine at 0.75, based on the above
preferences and probabilities. So bringing a bottle of red wine is a better means to your
end than bringing a bottle of white. You have a better shot at getting the delicious meal
you are aiming at if you bring red. Bayesian decision theory, then, does provide us with a
very limited model of deliberating about selecting means. Given (a) a list of the potential
outcomes of one‘s available actions; (b) a preference ranking over those outcomes; and
(c) a probability distribution relating each means to each outcome, decision theory tells us
how to determine which available means is best.
The relationship between Bayesian instrumental reasoning and the standard model
illustrated by Audi has not received the careful attention it deserves from philosophers.
With respect to action-directed practical reasoning, Bayesianism dramatically shifts our
perspective on decision-making from the perspective of the standard model. As we will
see, appreciating the nature of this shift is an important step toward developing a model
of ends-deliberation. There is no special work to be done in the Bayesian model by the
notions of necessary or sufficient means. We are now concerned only with the best
available means, understood as the one with the highest expected value. Deductive
validity is now off the table even as an ideal to which practical reasoning should try to
approach. Audi‘s deductive model for practical reasoning has been replaced by a
probabilistic one, which is akin to his notion of reasonable practical inference, though
there are important differences. Audi‘s division of reasonable inference into the
minimally adequate, the standardly adequate, and the cogent can be left behind, along
with the notion that practical reasoning is itself a form of ―inference‖ traditionally
conceived. Bayesian deliberation yields an expected value for each available action, and

32

then recommends the action with the highest such value as the best available means, and
so as the action that the agent should perform. The conclusion that is the action the
agent should perform is no longer derived from a set of premises in the way Audi
imagines it to be. That the agent should is now merely another way of stating that ing has the highest expected value. If there is any sort of action-directed practical
inference here, it is nothing like Audi‘s, but rather the following rather uninteresting one:
1. I should do that which has the highest expected value. 51
2. -ing is that which has the highest expected value.
3. Therefore, I should .

This inference is valid insofar as it is nothing more than a straightforward
substitution. Since the inference is valid, it does not make sense to ask whether the
conclusion is more likely to be true than false given the premises; so we do not need
Audi‘s grades of reasonableness. But notice how different the first premise is from the
one in Audi‘s inference. Rather than stating a want, the first premise here already makes
an assertion about what action should be done—the fairly innocuous assertion that one
should do that which is the best means to one‘s end. Which particular end one has settled
on is relevant to the determination of which action has the highest expected value. We
see the influence of the chosen end in the fact that -ing, and not some other action,
appears in the second premise. -ing appears there for the reason that it is the best means
to the particular end chosen by the agent. But all the deliberative work is done behind the
scenes, as it were, in determining which action to put in the second premise—in
determining that it is -ing that is the best means. It is in making that determination that
the agent uses his preferences over potential outcomes, the ―wants‖ which Audi places
within the inference to action itself. Insofar as this chain of reasoning is a probabilistic
51
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one, it bears some resemblance to Audi‘s ―reasonable inferences‖; but Bayesian
reasoning terminates in the selection of a means, and its structure does not even
approximate that of a valid deductive inference. The Bayesian model is thus primarily a
model of deliberation about means-selection. Rather than being an alternative to or a
more precise version of the standard model, it is an attempt to capture a different process:
the process of determining which means is best given one‘s end, rather than drawing an
inference to the action one should perform given an end and a means.
The simple illustration of Bayesian decision theory presented thus far assumes
that the agent has access to a great deal of information about the choice he is facing. A
richer model of deliberation would tell us something about how means should be selected
when some of this information is not available. One potentially unwelcome assumption
is that the agent knows what the outcome of each of his possible actions will be. If the
agent in our example brings white wine, he will drink white wine with his dinner,
whether that be chicken or beef. And in either case, he knows how choiceworthy he finds
the potential outcomes—he has ordered preferences over the set of outcomes. Some of
the most difficult and interesting practical decisions, however, occur in contexts that are
novel to us. In such cases, we may be ignorant even of what outcomes our available
actions could lead to. In these cases, deliberation about which means to select becomes
more complex. We need a method of deliberation that will produce conclusions about
which actions are most likely to lead to the most choiceworthy outcomes, information
which we were simply able to read off of the above example and use as a deliberative
input in our reasoning about what means to select. There is such a model: Case-Based
Decision Theory. But it is caught up in some philosophical difficulties, and I believe a
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better alternative is possible. I turn now to the task of critiquing case-based reasoning
and developing that alternative. Once we have a philosophically satisfying framework
for novel instrumental deliberation, we will be in a position to begin constructing a model
of ends-deliberation.
IV: Case-based Reasoning and Its Limits
Itzhak Gilboa and David Schmeidler have developed a model for representing
rational decision in what they call novel circumstances, which are choice situations
characterized by precisely this sort of ignorance of potential outcomes.52 They refer to
their model as Case-Based Decision Theory (CBDT), and to the type of reasoning
employed by an agent in novel circumstances as case-based reasoning. Their theory,
however, is beset by certain philosophical problems, which undermine their claim that it
successfully represents the decisions of a rational agent in novel circumstances. I have
two goals in the remainder of this chapter. The first is to provide a philosophical critique
of CBDT, and thereby establish that an alternative approach to understanding rational
deliberation in novel circumstances is needed. The second is to provide just such an
alternative, by suggesting a way in which Frank Ramsey‘s model of choice under
uncertainty53 can be extended to encompass decisions made in novel circumstances.
The basic idea behind CBDT is as follows. Many decisions are made in novel or
unfamiliar situations. CBDT represents these situations as ones in which the agent must
determine which action to perform when facing a decision-problem that he has not
encountered before. He needs some way of choosing an action in response to the
problem, despite not knowing what outcomes the available actions may bring. The agent
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is assumed to have a memory M of previously encountered cases. A case is a triple
(q,a,r) composed of an action a taken in response to a problem q with the outcome r.54
The rational way for the agent to proceed is by relying on his past experiences. As a
(somewhat imprecise) approximation, the agent with memory M who is faced with a
novel problem p* should choose the available action that yielded the best outcomes in the
past, in response to the problems that are most similar to his present problem. More
precisely, the agent compares the weighted sums of the utilities of the outcomes his
available actions have yielded in the past. The weighting factor is the degree of similarity
between his present decision-problem and the past problems in which he performed his
currently available actions. Formally, he should choose the action, say a, with the highest
anticipated utility U(a), where
U (a)  U p*,M (a)  ( q ,a ,r )M s( p*, q)u(r )

for all cases (q,a,r) in the memory M. Here, s(·) is a similarity function which measures
the extent of the similarity between past problems and the current problem p*.
As a simplifying assumption, the choiceworthiness of outcomes is taken to be
perfectly measurable,55 and each outcome is assigned a real number (which can be taken
to lie on the interval [0,1]). In choosing an action, then, the agent is selecting a means to
attaining the available outcome with the highest utility-value. Faced with a novel
problem p*, the rational agent will choose the action that yielded the best outcome in the
most similar past situation, maximizing the sum on the right-hand side of the expression.
Gilboa‘s and Schmeidler‘s main result is a proof that, given certain axioms which restrict
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the agent‘s preference-ranking over actions, there exists a similarity function assigning a
number on the interval [0,1] to any pair of problems such that
a p*,M b  qH s( p*, q)u(a(q))  qH s( p*, q)u(b(q))

for all problems q in the set H of all problems appearing in the agent‘s memory. u(a(q))
is equal to the utility of the result of action a taken in response to some past problem q,
and likewise for u(b(q)).56 The rational agent‘s choice of action is thus modeled as a
decision based on judgments of similarity and the utility-value of past outcomes.
The model can be generalized such that the agent makes judgments of the
similarity between act-problem pairs, rather than just problems.57 This makes
information about any past problem at least potentially relevant to the agent‘s current
decision. Under this more general model, an agent with a memory M will prefer action a
to action b in response to novel problem p* iff:



q , cE

s(( p*, a), (q, c))u(c(q))  q,cE s(( p*, b), (q, c))u(c(q))

for all problem-act pairs (q,c) in the set E of all such pairs appearing in the agent‘s
memory.
One further generalization is possible: the agent may judge the similarity of whole
cases, by imagining every possible outcome as resulting from each of his available
actions, and comparing each possible outcome to the already-attained outcomes in his
memory.58 The agent with memory M will then prefer a to b in response to novel
problem p* iff:



rR



q , c , tM

s(( p*, a, r ), (q, c, t ))u(r )  rR
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q , c , tM

s(( p*, b, r ), (q, c, t ))u(r )

This model of decision-making does succeed in eliminating the standard Bayesian
model‘s unwelcome assumptions about the agent‘s knowledge of the specific range of
potential outcomes in his choice situation. An agent whose decisions are represented by
this model learns what he can from his past experiences, and uses that knowledge as the
basis for making decisions in novel circumstances. The rationality of the model is
supposed to lie in this idea of using what one has learned from the past to make decisions
when faced with a murky future.
V: Problems with Case-Based Decision Theory
I will discuss three problems with CBDT, which suffice to cast serious doubt on
the claim that it succeeds in representing rational decision-making in novel
circumstances. The first difficulty concerns one of the axioms of CBDT. The second
difficulty is that of justifying the interpretation of the ―similarity‖ function as a
meaningful measure of some intuitively appealing and relevant notion of similarity
between decision-problems. The third is that there are cases of deliberating in novel
circumstances in which it is clear that the agent should prefer one available action over
another, but in which CBDT would have the agent be indifferent between the two
options.
Before I develop these criticisms, I wish to say something about the method of
critiquing a decision-theoretic model. The basic components of the model are the set of
axioms and the decision rule. Ideally, the axioms would all be plausible and would
collectively give a complete characterization of some species of rationality, and the
decision rule would be intuitively appealing. If the axioms are compelling, this gives us
some reason to accept an unappealing decision rule. Likewise, if the decision rule is very
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appealing, this gives us some reason to accept the axioms even if they seem somewhat
problematic. In my first two criticisms of CBDT, I come at the theory from both ends.
First I draw attention to a problematic implication of one of CBDT‘s axioms (which
Gilboa and Schmeidler themselves have noticed, though they seem insufficiently troubled
by it), and then I present some reasons for thinking that the decision rule fails to represent
rational decision in novel circumstances. Each side of the theory thus fails to give reason
to overlook the defects of the other side. My third criticism concerns the completeness of
the CBDT approach. It fails to take into account all the factors that are relevant to
representing rational decision in novel circumstances.
A. Learning how to reason in novel circumstances
CBDT requires an axiom of combination, which states the following. Suppose an
agent with memory M1 weakly prefers a to b in response to problem p. And suppose and
agent with memory M2 has the same preference. Then an agent with memory M1 + M2
must also weakly prefer a to b. Gilboa and Schmeidler discuss an example which brings
out the problematic nature of this axiom.59 Suppose Sarah is trying to decide which of
two movies, a and b, she should see. We consider two memories Sarah might have. In
M1, Sarah has a case which was related to her by her friend. He had to choose a movie to
see, chose a, and liked it. In M2, Sarah has memories of seeing several movies, and
memories of what her friend related to her about those same movies, but neither movie a
nor movie b appears. Every movie which Sarah liked her friend disliked, and vice versa.
Gilboa and Schmeidler suggest (I think rightly) that with M1 Sarah would prefer a, and
with M2 she would be indifferent. According to the combination axiom, she must weakly
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prefer a to b with memory M1 + M2. But this seems wrong. For if Sarah knows that she
and her friend never agree on movies, and that he liked a, she should prefer to see b.
Gilboa and Schmeidler identify the problem as the fact that in this example ―one
learns how to learn from experience.‖60 With the combined memory, Sarah is able to see
that a case in which her friend liked a movie counts against her seeing the movie, rather
than counting in favor of seeing it. She learns what it is that a case of her friend liking a
movie has to teach her. Gilboa and Schmeidler refer to this as ―‘second-order‘
induction…the process by which the decision-maker learns…how to judge the similarity
of problems.‖61 The combined memory should allow Sarah to learn that there is a very
low degree of similarity between the pairs (friend must choose movie, friend sees movie
a) and (I must choose movie, I see movie a). But as Gilboa and Schmeidler admit ―The
current version of CBDT does not model this process. Moreover, it implicitly assumes
that it does not take place at all.‖62 Instead, CBDT simply assumes that the agent has
some understanding of what it means for two situations to be similar, and that this
understanding is not open to revision. 63
I believe this to be a significant problem with CBDT, one which undermines the
claim that it models rational decision-making. We will see below that my alternative
approach to decision in novel circumstances does not suffer from this considerable
defect.
B. Interpreting the ―similarity‖ function
60
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We have just seen that CBDT assumes that the agent knows how to judge the
similarity of choice-situations, and that this knowledge is static. The so-called
―similarity‖ function which Gilboa and Schmeidler construct, however, does not
obviously capture any notion of similarity between decision-problems. As Ariel
Rubinstein points out, ―there are no restrictions on the similarity function. It might be, for
example, that s(p*, p**) =1, whereas s(p**, p*)=0, making the interpretation of the
numbers {s(p, p′)} as a similarity measure questionable.‖64 Gilboa and Schmeidler are of
course free to call their function whatever they want. But we must have some reason to
believe that the numbers this function returns should be interpreted as representing an
agent‘s judgments of the degree of similarity (in some sense that is relevant to decisionmaking) between decision-problems. Only if we interpret the function in this way does
the decision rule that results from the CBDT axiomatization have any level of intuitive
appeal. And that interpretation is certainly not justified simply by the fact that the
function takes decision-problems as arguments and is referred to as a ―similarity
function.‖
Rubinstein overlooks the fact that Gilboa and Schmeidler do formulate a
symmetry constraint and consider imposing it on their similarity function.65 But they
decide against doing so. They leave it out on the grounds that psychological research has
shown that there are situations in which people‘s ascriptions of similarity are not
symmetrical. The example they cite is from Tversky66: most individuals are willing to
assert that Luxembourg is similar to Belgium, but not that Belgium is similar to
Luxembourg. The most likely explanation of this, I think, is that in this case, the subjects
64
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are thinking of Belgium as an exemplar of the class of small Western European nations.
They understand the assertion that Luxembourg is similar to Belgium as the assertion that
Luxembourg is similar to the standard example of a small Western European nation, and
so belongs in that class. They likely refuse to assert the converse because they take it that
by placing ―Luxembourg‖ in the second position, Luxembourg is being asserted to be the
exemplar of the class, an assertion they deem false.
This experimental result, however, is no reason to resist symmetry as a restriction
on the similarity function in CBDT. The notion of similarity that is relevant to the theory
must be a sort of practical similarity between choice situations—a notion of similarity
that is relevant to decision-making. What the agent wants to know is whether things will
go as well for him now as they did on some earlier occasion, and forming a judgment of
the similarity between two decision-problems must be related to trying to answer this
practical question. Presumably, the more confident he is that the answer to this question
is affirmative, the more similar he should judge the two choice situations to be—this is
the notion of similarity that is relevant to him. Whether one problem in the pair is seen as
an exemplar of some class of problems is irrelevant to the question of how similar they
are in this sense. First, it is unclear whether it makes sense to speak of some decisionproblems as being exemplars of their classes of problems. But let us assume that this
does make sense. If one of the problems is some sort of exemplar, it may be most
convenient for the agent to ask himself how similar the other problems he is considering
are to it. But this is a fact about how a finite agent should pose the question to himself so
as to arrive at a judgment as speedily and easily as possible; it has nothing to do with the
issue of whether the relevant notion of similarity is symmetric.
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Suppose, for the sake of argument, that there is a class of decision-problems
which may be referred to as ―fidelity-tests,‖ and that the exemplar of this class is a
decision-problem in which one must choose whether to remain faithful to one‘s spouse
when confronted with a tempting proposition. Call the act of being faithful f. Our agent
encounters one of these problems (call it p*), and recognizes it as an exemplar of its
class. He had previously faced a problem, q, in which he was vying for a promotion.
One member of the management offered him a chance to secretly pass on any negative
information he had about the other candidate. His manager would then have brought this
information up during the deliberations. The agent chose not to engage in this tactic, and
won the promotion fairly (a preferable outcome). The agent now recognizes that q was
also an instance of a fidelity-test—one in which his loyalty to a colleague was tested (by
the situation itself, if not by his manager). Like the test-subjects who judged
Luxembourg similar to Belgium, the agent now judges (q,f) very similar to (p*,f).
Should he judge (p*,f) to be just as similar to (q,f)? That is, should his similarity
judgments be symmetric? Recall what a judgment about the similarity between a novel
situation and one already experienced must track if it is to be relevant to the agent‘s
choice of action. It must track the agent‘s confidence that, given his prior experience, he
will now attain an outcome whose utility-value is close to the utility-value of the prior
outcome—the more similar he judges the situations to be, the closer he should expect the
outcome-values67 to be. One way to cash out this idea is by taking similarity judgments
to track the difference between the earlier outcome-value and the agent‘s conditional
expectation of the outcome-value he will presently attain given the fact that the earlier
outcome-value was what it was. Note that this is not by any means what the Gilboa67

I will use the term ―outcome-value‖ to refer to the utility-value assigned to a particular outcome.
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Schmeidler similarity function is doing—I am not offering this as an interpretation of
their function. Rather, I am suggesting this as one possibility for what a similarity
function should track if similarity judgments are to be practically relevant in the way that
Gilboa and Schmeidler want them to be. We can represent this idea as follows:
s((p*,a),(p,c))>s((q*,b),(q,d))
. And if the value of the first expression on the right of the
biconditional, for example, is 0, it should be the case that s((p*,a),(p,c))=1; these two
situations should be judged exactly similar if, given the prior outcome, the agent expects
that he will presently attain an exactly equal outcome-value by choosing action a.
Let us accept that if the similarity function were to behave in this way, then
similarity judgments like would be practically relevant and useful in the agent‘s decisionmaking. Now we must return to our original question. The agent has judged the situation
in which he remained loyal to his colleague (q,f) very similar to his present situation in
which his fidelity to his wife is being tested (p*,f). And he recognizes the latter as the
exemplar of a class to which the former belongs. Should he judge (p*,f) to be just as
similar to (q,f)? When the agent makes the first similarity judgment, he is considering the
outcome-value he expects from action f in p* as his starting point, and then judging how
great is the difference between that expected value and the outcome-value of action f in q.
By judging (q,f) very similar to (p*,f), then, he is judging that the difference between the
expected value and the already realized value is small. So his judgment is tracking
. When he judges how similar (p*,f) is to (q,f),
he is simply doing the reverse; he is making a judgment that should track
. These two expressions must be equal, since |a-b| = |b-a|.
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So the agent should judge s((q,f),(p*,f))=s((p*,f),(q,f)). Practically relevant judgments of
similarity should be symmetric.
We must be careful about one point. Suppose the order of events were reversed,
and the agent had first encountered p*--the test of fidelity to his wife—and then
encountered q—the test of loyalty to his colleague. Let us call this Sequence 2, and the
one above Sequence 1. In Sequence 2, the difference which the agent will be concerned
with is

. And this need not equal
. So the similarity judgments made by the agent

in Sequence 1 need not match those made in Sequence 2. But within Sequence 1, the
agent‘s judgments should be symmetric; and likewise within Sequence 2. The fact that
an agent may make different judgments between alternate life-histories does not affect
the point about symmetry within a single life-history.
So we should accept symmetry as a restriction on a similarity function. But
symmetry by itself is not enough—similarity is not the only symmetric relation. The
Gilboa-Schmeidler function might, for example, be taken to measure the spatial or
temporal proximity between decision-problems, instead of their similarity (in some sense
relevant to decision-making) to one another. That is to say, the agent operating within
the model of CBDT might, for all we have been told, be judging how close (or distant) in
time his current choice situation is to the ones he has previously encountered, or how
close (or distant) in space are the locations at which these situations were encountered.
These judgments would assign values to comparisons of decision-problems in a way that
exactly paralleled the symmetric version of the Gilboa-Schmeidler ―similarity‖ function.
Nothing, therefore, would preclude us from interpreting the function in one of these
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ways. But such judgments need not be at all relevant to the agent‘s decision. The rule
―Do what you did most recently‖ is hardly a rational rule for decision-making.
But even if we could justify interpreting the Gilboa-Schmeidler function as a
measure of similarity between decision-problems, that would still leave us with plenty of
room to doubt whether CBDT represents rational decision-making in novel
circumstances. For there is very little reason to think that judgments of the overall
similarity between decision-problems are a sound basis for decision-making. Decisionproblems might be similar in all sorts of ways that have very little to do with the question
of whether they should be handled in the same way. They might, for instance, involve
sets of people with the same first names. What Gilboa and Schmeidler need (but fail) to
do is to justify interpreting their function as a measure of similarity in a sense relevant to
decision-making. And since we are not justified in taking the judgments of a case-based
reasoner to be judgments of the relevant similarity between past and present decisionproblems, we cannot conclude that CBDT successfully represents the decisions of a
rational agent in novel circumstances.
C. Use of general testimony
The third problem with CBDT is that we can describe situations in which it is
intuitively clear that the agent should choose one option over another, and yet CBDT says
that he should be indifferent between them. Let us take as a sample case a decisionmaker who has encountered four decision-problems, p, q, s and t. The agent had a choice
between actions a and b each time. He responded to p and q with action a, and responded
to s and t with action b. He attained outcomes r1, r2, r3 and r4, respectively. Assume
u(r1)=u(r3)>u(r2)=u(r4). The agent is now faced with a new problem p*, and again has
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actions a and b available. He judges that s((p,a),(p*,a))=s((q,a),(p*,a))=
s((s,b),(p*,b))=s((t,b),(p*,b)). According to CBDT, the agent should be indifferent
between a and b. But suppose that action a is being honest and action b is lying, and that
the agent has been taught (at his mother‘s knee, as it were) the maxim that ―honesty is the
best policy.‖ He does not have any other experience of the benefits of honesty in his
memory (which would have to be incorporated into his calculation in the case-based
model). He does not have any testimony of particular cases in which honesty led to good
outcomes (which would be absorbed into his memory M in the model and then
incorporated into his calculation). The rule in question does not summarize information
about any particular range of cases—it does not tell him that in cases like this telling the
truth yields a better outcome than lying.68 Nor will he interpret it as telling him that in all
cases honesty yields better outcomes—he knows from experience that this is not true.
What the agent has is testimony of a different kind—a rule of thumb that tells him that in
general, honesty will lead to better outcomes than mendacity. Rather than endorse this
maxim as itself a hard-and-fast rule for decision-making (and thus always tell the truth),
he takes it to be good evidence that some degree of bias toward honesty should be
incorporated into his decision-making. CBDT is simply not designed to incorporate this
sort of evidence. And if we think that the agent in this example has all the reason he
needs for a justified belief that being honest is the superior choice in this situation, then
CBDT fails to represent the deliberations of a rational decision-maker in this type of case.
VI: An Alternative Theory
A. The conceptual framework
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Having examined the problems attached to CBDT, I will now begin developing
an alternative approach to representing rational decision in novel circumstances with the
aim of avoiding these difficulties. My approach is a more orthodox Bayesian one, but it
incorporates some of the important insights of CBDT. The basic idea is that when a
rational agent is faced with novel circumstances, he judges how probable it is that the
outcome of each of his available actions, whatever that outcome may turn out to be, will
be one he will judge to be better than, worse than, or just as good as some outcome
already known to him. This probability judgment takes the place of the overall similarity
judgment found in CBDT. The agent may update his probability judgment in the light of
various kinds of evidence. The question the agent should ask himself about the
relationship between his present choice situation and one in his memory, therefore,
should not be ―How similar is my present situation to that past one?,‖ but rather, ―Does
the fact that things went so well (or poorly) for me on that occasion in the past constitute
any evidence that things will go well (or poorly) for me in the present?‖ The best way to
answer this question will rarely have anything to do with making a judgment of the
degree of overall similarity between the two situations. Section IV is devoted to laying
out the basic structure of my alternative model. In Section V, I will further develop and
elaborate on the model, and illuminate its numerous advantages over CBDT, including its
ability to incorporate diverse types of evidence, and to track how relevant an agent takes
an observed similarity(or difference) between individual features of choice situations to
be, via the mechanism of probability-updating. I also show that it avoids the problems in
CBDT discussed above.
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Developing this model requires various modifications to the conceptual
background of Standard Bayesian Decision Theory. In SBDT, the agent is uncertain
which state of the world he is in, but he knows the range of states he might be in, and he
knows what outcome each of his actions will lead to under the assumption that he is in
one state or another. Since the agent in novel circumstances does not know what
outcomes his available actions might result in, he cannot, in the same way as in the
standard case, identify the range of states of the world which he might occupy. What he
can identify is the decision-problem he is facing. We now understand a decision problem
to be an incomplete state of the world—that is, there are many possible states of the
world that are consistent with any decision problem. The agent simply lacks the
knowledge of all the ways that his problem could be filled out into complete states of the
world, and so he does not know the range of states he might occupy or the range of
potential outcomes his available actions might have. We understand the problem facing
the agent to consist of those features of his state of affairs—whatever they may be—that
he takes to be relevant to the question of which course of action he should take. An
agent‘s description of a past problem, then, can change as his experience increases—he
may find that features of a prior situation were relevant to a past decision which he did
not take to be relevant at the time, and he may revise his judgment of what he should
have done given his new characterization of the problem.
We still understand actions to be functions from states of the world to outcomes
(as in SBDT). Suppose an agent was previously in state s1, and let q denote the
incomplete state constituted by the features of s1 which the agent took to be relevant to a
choice of action (i.e. q is the problem which the agent faced). Suppose the agent
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performed action a and achieved result a(s1)=r. Let s2 denote the agent‘s current state,
and assume that he does not know what state this is, nor is he able to identify the range of
states he might presently occupy. Let p* denote the incomplete state constituted by the
features of s2 which the agent recognizes and takes to be relevant to a choice of action
(i.e. p* is the new problem the agent is facing). Suppose that a is again an available
action. As in SBDT, the action a is a function assigning an outcome to every state of the
world (a null-outcome is assigned to states in which a is not an available action). Any
consequence assigned by a will either be preferred by the agent to r, held by the agent to
be indifferent to r, or dispreferred by the agent to r (where r is the consequence of a in
s1). One of my main assumptions is that when an agent encounters a new problem, the
location in his preference-ranking which the outcome of his course of action (whatever it
may be) will come to occupy is fixed. If the agent did know what the outcome would be,
he would include it in his preference-ranking, and the experience of performing the action
and attaining the outcome would have no effect on the location of that outcome in his
ranking. There is thus a set of states of the world from which the action a will yield an
outcome which the agent will judge indifferent to r, and the agent‘s current state either
will or will not be a member of this set. Call Sa,~r the set of states from which action a
will yield an outcome which the agent will rank as indifferent to a(s1)=r.
The agent faced with p* does not know what the consequence of choosing a or
any other available action might be. So what he does in this situation is make a judgment
of how probable it is that the state he is now in is a state from which his action a will
yield a result as good as r—how probable it is that his current state is a member of Sa,~r.
He will likewise judge how probable it is that his current state is a member of Sb,~r (where
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b is another available action), or a member of Sa,~r’ (where r’ is another known outcome),
and so on. He will then choose action a over action b if, and only if, he thinks it more
likely that the state he currently occupies (whatever it is) is one from which a will yield a
higher-valued outcome than b. Now, it may be that all states of the world consistent with
problem p* are states from which actions a and b will yield outcomes indifferent to r; but
we do not assume that the agent knows this, and so he may believe it more (or less)
probable that his current state is a member of Sa,~r than that it is a member of Sb,~r. It
need not be the case, moreover, that outcome r resulted from action b for the agent to ask
himself how likely it is that his current state is a member of Sb,~r. The agent is judging
how probable it is that action b will now have an outcome as good as r, whatever action r
may have resulted from.69 It is important to note that the agent occupies exactly one state
at any given time. The state he occupies is described as a state from which action a will
yield an outcome of a certain value, a state from which action b will yield an outcome of
a certain value, etc.
B. An alternative approach to modeling decision in novel circumstances
We begin constructing the alternative model by adopting Ramsey‘s axioms for
preference-rankings.70 I use Ramsey‘s model here because I find it more intuitive and
straightforward than, say, Savage‘s, even though it is less mathematically rigorous. The
development of my alternative approach to decision in novel circumstances proceeds in a
fairly natural, conceptually clear, and philosophically perspicuous way from Ramsey‘s
theory. I do believe that a more rigorous presentation of the approach I develop here is
possible; but mathematical rigor is not my present primary concern. My task is rather to
69

This point is perhaps analogous to Gilboa‘s and Schmeidler‘s point that any two problem-act pairs may
form the basis for a similarity judgment.
70
FP Ramsey (1931) 178-179.
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provide a clear and philosophically illuminating introduction to how the formal
representation of decision in novel circumstances ought to proceed. This is essential if, in
the future, there is to be a model which is not only rigorous but also intuitively appealing
and philosophically interesting.
Recall that the agent is assumed to have a preference-ranking R over what
Ramsey calls values: sets of outcomes which the agent judges indifferent to some given
outcome. If a preference-ranking of values obeys Ramsey‘s axioms, then the items in
that ranking can be assigned cardinal utility-values, and these values can be used to
derive a subjective probability assignment for any arbitrary proposition x. As we have
seen, Ramsey‘s result generalizes to yield the expected-utility result, according to which
a rational agent‘s preferences over available actions (say a and b) can be represented in
terms of the expected-utilities of those actions:
n

n

i 1

i 1

ab  E[u (a)]  E[u (b)]   p( xi )u[a( xi )]   p( xi )u[b( xi )].

The first step toward extending Ramsey‘s model to encompass novel
circumstances is to draw a distinction between known and unknown outcomes. In
addition to the known outcomes—which may be known potential outcomes or already
experienced outcomes—we include in the agent‘s preference-ranking unknown possible
outcomes 12An unknown possible outcome is simply defined as an outcome
which, whatever it may be, is just as choiceworthy as a given known outcome which
belongs to the same value. Unknown possible outcomes are included in every value, or
set of indifferent outcomes, in the agent‘s ranking. The presence of these unknown
outcomes thus represents the perfectly ordinary fact that the agent is aware of the
possibility of being presented with new potential outcomes which could occupy any
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location in his preference-ranking.71 The preferences in this expanded ranking R* are
subject to the same requirements as those in the conventional ranking. A novel decision
problem is then one in which the potential outcomes are this set of unknown outcomes.
Now we can speak in terms of how likely the agent takes it that the outcome of a
in p* or the outcome of b in p*—whatever they may turn out to be—will be better,
worse, or exactly as good as a given known outcome appearing in his preference ranking.
For we can speak in terms of how likely the agent takes it to be that the outcome of a
given action in the novel situation will belong to the same value as the unknown outcome
occupying one place in his extended preference-ranking versus another—that the
outcome of a in response to p*, for example, will turn out to be in the same value as x
rather thany.72 There is no difficulty in representing this expanded preference-ranking
with a cardinal utility function. Recall that Ramsey constructs a cardinal utility function
for suitably restricted rankings of values—i.e. sets of indifferent outcomes. We may
derive a utility-value for any member of such a set—that is, we may construct a utility
function using a preference-ranking which consists of only one known member of each
set of indifferent outcomes—and then assume that the same utility-value belongs to all
the other members of the set. Since an unknown outcome is simply defined as an
outcome which the agent would judge to be indifferent to a known outcome, we are free,
given a known outcome, to assign the same utility-value to an unknown outcome as is
assigned to a known outcome which belongs to the same value.
71

The introduction of unknown outcomes into my model is similar to the way in which Gilboa and
Schmeidler form the most general version of the decision rule in CBDT. Recall that an agent who makes
judgments of case-similarity imagines every possible outcome resulting from each of his currently available
actions, and then compares each one to the already-attained outcomes in his memory. See I Gilboa and D
Schmeidler (2001) 52.
72
The outcome of the agent‘s action, no matter what it turns out to be, cannot fail to belong to one of the
values in the ranking. Ramsey‘s axioms, in particular (5) and (6), guarantee this.
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The agent in a novel circumstance has a partial belief that he is currently in a state
of the world from which one of his available actions (say a) will yield an unknown
outcome of a certain value (say x). We must now show that partial belief in a
proposition like this (call it proposition x) can be represented quantitatively as a
probability judgment. First, we should note that this proposition has well-defined truthconditions. The agent currently occupies exactly one state. Since actions are functions
from states to outcomes, the action a will yield exactly one outcome from whatever state
it is that the agent currently occupies. The outcome that results from a either will or will
not occupy the same position as x in the agent‘s preference-ranking—i.e. the agent
either will or will not rank it as indifferent to the known outcomes with respect to which
x is defined—and whether or not it will do so is assumed to be fixed at the time the
agent encounters the problem The proposition x, therefore, specifies a well-defined set of
states of the world, and the agent‘s current state either will or will not belong to this set.
Now, for partial belief in this sort of proposition to be represented as a probability
judgment, the proposition must pick out a state (or an event—a set of states) that belongs
to a sample space. But how can the agent identify the sample space, if, finding himself in
novel circumstances, he cannot identify the range of states of the world he might
currently occupy? The answer is that there is a description under which the range of
possible states is known to the agent, but that this description does not allow him to
determine the range of potential outcomes of each available action (thus preserving the
fact that he is in novel circumstances). The i‘s exhaust the possible locations in the
agent‘s preference-ranking for outcomes of the agent‘s action. Any outcome the agent
attains from his action will belong to the same value as some i in his preference-ranking,
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and which value it will belong to is, again, assumed to be fixed before the agent acts.





Therefore, the set of events S = , S , 1 , S ,  2 ,...S ,  m ,... -- where  may take the
value of any one of the agent‘s available actions (so long as it is the same action for each
occurrence of ), and the null-event represents states in which that action is not
available—exhausts the possible states of the world that the agent faced with a novel
problem could find himself in.73 The set S thus constitutes a sample space. Each event
in this set is simply defined as the set of possible states from which a particular available
action will yield an outcome of a particular value. For example, an agent who has a as
one of his available actions will consider the possibility that he is in a state from which a
will yield an outcome belonging to the same value as 1; and he will consider the
possibility that he is in a state from which a will yield an outcome belonging to the same
value as 2; and so on. This definition of the set S generalizes the notion of a set Sa,~r
of states from which action a will yield an outcome equivalent to some particular
outcome r. There will be a subset  of the powerset of S, moreover, which is nonempty and closed under both complementation and countable unions.  will thus be a
–algebra on the sample space. We can thus define a probability function p(·) which will
map the members of  onto the interval [0,1]. So we can assign a corresponding
probability to the agent‘s degree of belief in a proposition like x.
If, then, an agent is indifferent between the option of a for certain and b if x is true
but c if x is false, where x is a proposition of the type specified above, then the agent‘s
degree of belief in x can be defined as u(a)-u(c)/u(b)-u(c), and this measure of the agent‘s
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Again, any outcome the agent attains from his current state will belong to the same value as one of the
unknown outcomes. See note 25 supra.
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degree of belief will, as Ramsey has shown, correspond to a value assigned by a
probability function. If we can represent the agent‘s degree of belief in propositions like
x with a probability function and his preferences over unknown outcomes with a cardinal
utility function, then we can represent a preference like a p*b , whatever the outcomes of
those actions may turn out to be, in terms of the sums of the products of the utility-values
of those unknown outcomes and the probabilities of the agent being in the states in which
his actions yield those outcomes. And so, with the more perspicuous representation of
events in the probability function rather than the propositions that pick out those events,
we will be able to assert:




i 1

i 1

a p*b   p( Sa ,  i )u ( i )   p( Sb,  i )u ( i )

This is a classical expected-utility representation of the choice between a and b, adapted
to acknowledge the fact that the agent finds himself in novel circumstances. The agent
should prefer action a to action b if, and only if, the expected value of the unknown
outcome of action a is greater than that of the unknown outcome of action b.
VII: Further Development and Advantages of the Bayesian Approach
One great advantage of interpreting the agent‘s judgments about his circumstances as
probability judgments rather than as a similarity judgment is that this enables him to
update those judgments in a variety of ways in the light of evidence. The agent may
begin with one subjective probability assignment, and then adjust that assignment upon
learning about further relevant features of his choice situation. And here, the notion of
similarity between choice situations does have a role to play.74 When an agent finds
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I can thus agree with Gilboa and Schmeidler that observations of similarities are often involved in the
formation of probability judgments. See I Gilboa and D Schmeidler (2001).
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himself in a novel circumstance, he perceives as much as he can about the state he is in,
and construes the problem he faces by identifying those features of his state which he
takes to be relevant to the decision he must make. His observations of those features are
pieces of evidence that may have an impact on his judgments of how likely he is to attain
various outcome-values. The agent may then compare the features that constitute his
current problem with features of problems he has encountered in the past. He may
likewise take these comparisons to be pieces of evidence that bear on the question of
what outcome-values he is likely to attain from his available actions. If we call one such
comparison Ex, then p(Ex) is the agent‘s degree of belief that he has compared the feature
of his present problem and the feature of his past problem accurately. The agent‘s
p( S ,  x Ex ) then reflects how relevant the agent takes this comparison to be—i.e. what

impact the comparison has on his confidence that if he performs some action  he will
attain an outcome that will occupy the location of x. If the agent previously achieved an
outcome indifferent to x and pnew ( S ,  x ) increases, then we may take Ex to have been an
observation of similarity between the features of the present and past problems; if it
decreases, we may take it to have been an observation of the difference between these
features. We will see how these interpretations are justified (and the extent to which they
need to be justified) as we proceed.
In general, then, an agent may update his judgment of how probable it is that he is
in a state from which one of his available actions will yield an outcome of a certain value,
by means of the usual method for probability updating:
n

pnew ( Sa ,  x )   pold ( Sa ,  x Ei ) pnew ( Ei ).
i 1
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We will now be able to talk about the total impact that comparisons of the similarity and
difference between features of the agent‘s present problem and features of a past problem
have on his confidence that he will attain a particular outcome-value. This is as close as
we can come to locating the notion of an overall similarity judgment within my theory—
and it does seem fairly close. But there are several important differences which help
show the ways in which my approach is less problematic than CBDT.
First, because I take problems to be constructed by the agent from those features
of his state that he takes to be relevant to his decision, the agent in my model never
makes a truly overall judgment of similarity (where this sort of judgment would include
all sorts of irrelevant similarities and differences between choice situations). The agent in
my model compares problems feature-by-feature. The total impact of these comparisons
on his probability judgment—which is what is analogous to the Gilboa-Schmeidler
overall similarity judgment—does not correspond to any basic element of my model, but
rather emerges from the effects of the individual comparisons. Comparisons which the
agent takes to be irrelevant are thus excluded from having any impact on the agent‘s
decision, since they will not affect his probability judgment. Second, the agent‘s featureby-feature comparisons of similarity or difference, which I do need to make sense of,
need not be taken to be quantitative, and the impacts they have on his probability
judgment are not measures of how similar or different he takes the features to be. Rather,
the shift in the agent‘s probability judgment tracks how practically relevant he takes a
comparison to be—how much it increases or decreases his confidence that he will attain a
given outcome-value from a particular action. This is a desirable feature of my view,
since it allows that an agent may find two features to be very similar, and to believe that
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the similarity is practically relevant, but that it is nonetheless not especially important.
This sort of nuance is lost when we model the agent‘s decision with an overall judgment
of similarity. Third, I do not need to provide any direct justification for my interpretation
of these comparisons as assessments of similarity and difference in some practically
relevant sense. Nor do I need to provide an account of objective similarity. As far as the
model is concerned, we need not take any view whatsoever on the content of the
comparisons which the agent in my model uses as evidence.
To see this, let us suppose that the agent does not attain an outcome with the
outcome-value he expected. His response to this may be to doubt the accuracy of one or
more of his comparisons of features from the decision-problems. If we call the outcome
he actually obtained r, the agent may have pnew ( E x )  pold ( E x r ) p new (r )  pold ( Ex ) . The
agent may, on the other hand, think that his comparison was perfectly accurate, but that
he was wrong about how relevant it was. That is, he may judge that it was a bad
predictor of attaining an outcome-value x. Let us call Hx the agent‘s hypothesis that
p( S ,  x Ex )  n , where n is some number on the interval [0,1]. In light of the outcome he

actually attained, the agent may update the probability of Hx:
pnew ( H x )  pold ( H x r ) p new (r )  pold ( H x ) . Such an agent would have concluded that

the comparison he drew was less important than he initially thought—it was not as good
evidence for believing he would attain an outcome indifferent to some previously attained
outcome as he had thought it was. Finally (and most drastically), the agent may conclude
that there was something defective about his construal of the problem itself—that there
were features of his state of affairs that were relevant to his decision, and that had an
impact on the outcome-value he attained, to which he did not attend in his deliberation.
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The problem, after all, is in a sense just another hypothesis (call it Hp*). This hypothesis
is the agent‘s view regarding what features of his current state are relevant to his
decision, and this view may be confirmed or disconfirmed, depending on whether the
agent attains the outcome-value he is expecting or not. So the agent may conclude, given
the outcome attained, that there was likely some important similarity or difference which
he missed.
At this point, we can see that my approach can incorporate the idea of learning
how to learn from experience, which Gilboa and Schmeidler admit CBDT cannot handle.
We say that CBDT assumes that the agent employing case-based reasoning knows how to
judge similarity between choice-situations, and that this knowledge does not develop,
increase, or get refined as he accumulates more experiences. CBDT includes no
mechanism for self-correction which could guide an agent whose expectations are
repeatedly frustrated to change his notions of what sorts of comparisons between
problems are relevant to decision-making, or to come to new conclusions regarding the
ways in which they are relevant. But my theory allows the agent to formulate and update
hypotheses at any level. He can begin with one conception of how to learn from
experience—of what various elements of his experiences are trying to teach him—and
revise and refine that conception as he goes.
Now we can return to the question of how to interpret the observations and
comparisons which the agent factors into his decision-making. I assume (and this seems
incontrovertible) that there are such things as good and bad (or reliable and unreliable, or
what have you) pieces of evidence that things will go as well for one as they did on some
prior occasion should one act in some particular way. To observe that features of one‘s
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present situation are relevantly similar to features of a past situation is a good such piece
of evidence (though, as I discuss below, it is not the only sort of good evidence, a fact
which counts against the case-based model). To observe that the person one is currently
dealing with has the same first name as someone with whom one dealt previously, on the
other hand, is not. So there is no need to make any assumptions about the contents of the
comparisons made by the agent in my model. If he is managing to track features of his
states that are good indicators of the outcome-values he should expect, he will judge it
highly probable that he is in a state from which his action will yield an outcome-value
close to the one he will actually attain. This experience will then confirm that he is
attending to features of his states that serve as good predictors of outcome-value.
Moreover, even if we stipulate that one of the things the agent does is compare features
of his present problem with features of past problems, there will be no need to specify the
criteria for making a judgment of similarity (or difference) between features of problems
that is relevant to the task of decision-making. Again, if the agent does a good job of
anticipating the outcome-values his actions yield, he must be doing a good job of noticing
relevant similarities and differences and factoring them into his deliberations. There is
simply no need to specify at the outset the sense of ‗similarity‘ that is relevant to
decision-making, or the elements of choice situations which are relevant to assessments
of practical similarity. The failure to do so does not in any way affect my interpretation
of the sort of judgment the agent in my model is making about his situation. He is
making a particular sort of probability judgment, which is perfectly well-defined without
any appeal to the notion of similarity.
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Let us turn, then, to the other major flaw in CBDT. The example which I
introduced at the end of Section V was one of an agent facing a choice between lying and
telling the truth. The agent has previously faced four other decision-problems, in two of
which he lied and in two of which he told the truth. The cases are such that according to
CBDT, the agent should be indifferent between lying and telling the truth in his current
situation. The agent, however, also has a high degree of belief in the maxim that honesty
is the best policy. As a result of his confidence in this piece of general testimony, he has
reason to believe that two of his past cases are outliers: the case in which he told the truth
and attained a bad outcome, and the case in which he told a lie and attained a good
outcome. It seems that these are considerations which a rational agent should factor into
his present decision, and that if he does so he will not be indifferent between lying and
telling the truth.
The problem for CBDT is that it cannot incorporate all the evidence that is
relevant here. There is no way to incorporate the agent‘s confidence in this type of
testimony. My approach, however, has no such difficulty. To translate the situation into
the terms of my theory (in which there are no overall similarity judgments), let us assume
that the agent initially judges that no matter whether he lies or tells the truth, it is equally
probable that he will attain an outcome indifferent to a previous good outcome or to a
previous bad one. He then updates these probabilities given the testimony. In light of
this testimony, the agent should increase the probability he assigns to being in a state in
which telling the truth will yield an outcome indifferent to the good outcome he
previously attained by telling the truth, and lower the probability he assigns to being in a
state in which telling the truth will yield an outcome indifferent to the bad outcome he
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previously attained by telling the truth (and vice-versa for the lying cases). Once he has
done this, he will judge the expected value of telling the truth in his present circumstance
to be higher than that of lying. The agent will then choose to tell the truth, which is what
we would expect a rational agent to do under the circumstances.
At this point, it should be clear that although we have abandoned the limited
scope of CBDT, we have preserved its basic insight in a more general framework. We
are still discussing novel decision-problems in which the agent does not know what
outcomes his actions might lead to, and thus cannot rank the possible outcomes. But we
are now viewing the agent as having access to various species of evidence, and in the
light of this evidence the agent makes probabilistic judgments about how good or bad
will be the outcomes of his various available actions—whatever those outcomes may turn
out to be. That features of his present problem are similar to features of a past problem is
one such species of evidence. But observations of similarity are no longer the only type
of evidence that can be accommodated. Other forms of evidence, as in the ―rule of
thumb‖ example above, can be incorporated, and based on these other forms of evidence
the agent can adjust his probability judgments with respect to what values the outcome of
an available action are likely to take.
VIII: Summary Statement of the Proposed Model
I have developed and argued for an alternative to the CBDT approach to
representing instrumental reasoning in novel circumstances. The elements of my model
can be stated as follows:
1. An agent facing a novel decision-problem p*, in which he must choose one
action from a set of available actions whose potential outcomes are unknown
to him.

63

2. A set of actions A = {a, b,…} some subset of which will be available in any
given decision problem.
3. An expanded preference-ranking of values R*, which includes an unknown
outcome from the set in each value.
4. Ramsey‘s axioms governing the structure of R*.





5. A sample space S = , S , 1 , S ,  2 ,...S ,  m ,... with respect to each action
in A.
6. A -algebra  on each S.
7. A subjective probability function p: [0,1].
8. A body of evidence E = {E1, E2,…} which includes observations of features of
the problem facing the agent, comparisons drawn by the agent between
features of his current problem and features of past problems, past outcomes,
and relevant testimony.
The agent in novel circumstances p* then follows the decision rule:




i 1

i 1

a p*b   p( Sa ,  i )u ( i )   p( Sb,  i )u ( i )

with the update rule:
n

pnew ( Sa ,  x )   pold ( Sa ,  x Ei ) pnew ( Ei ).
i 1

The agent may also update his confidence in the accuracy of a comparison or piece of
testimony
(Ex) in the light of an outcome attained (r):
pnew ( E x )  pold ( E x r ) p new (r )

or his view (Hx) on how relevant a piece evidence was:
pnew ( H x )  pold ( H x r ) p new (r ).
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And finally, he may update his confidence in the very way in which he characterized a
problem he has encountered (Hp*):
pnew ( H p* )  pold ( H p* r ) p new (r ).

IX: A Modest Conclusion
My approach to representing rational decision in novel circumstances has a
number of advantages over CBDT. It eliminates the Gilboa-Schmeidler similarity
function, which we are unjustified in interpreting it as a measure of similarity. It does not
rely on overall judgments of similarity between decision-problems, which are a poor
guide for decision-making. My model allows the agent to attend to and compare
whatever features of decision-problems he takes to be germane to his decision, and to
adjust his judgments based on how relevant he takes these comparisons to be, rather than
on the extent of similarity or difference he perceives. The model can admit types of
evidence other than assessments of similarity and difference, thus avoiding another
significant problem in CBDT. It also allows the agent to update his confidence in the
accuracy of his comparisons and the trustworthiness of testimony, as well as in the
relevance of evidence and in the appropriateness of his characterization of the problems
he has encountered. Finally, the fact that my view takes a more orthodox Bayesian
approach to this topic, by understanding the agent in novel circumstances as making a
particular sort of subjective probability judgment, makes the connection between
reasoning in novel circumstances and reasoning in standard choice situations less
mysterious than it is from the perspective of CBDT. The significance of this last point
should not be underestimated. Even if the specifics of our theories of rational choice
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must vary with the different structures of the choice situations we are interested in, a
unified foundation for these theories is surely desirable.
It is unlikely that actual decision-makers explicitly formulate and self-consciously
test such theories about the features of situations that form an appropriate basis for these
probability assignments. If these were things that I myself did, I would be able, without
much difficulty, to give a fairly specific account of what features tend to play this role
successfully. It is more likely that as we accumulate experiences we develop a sense for
what features are important which guides our relevant similarity judgments, despite not
being able to make explicit just what features we attend to or why we have singled those
features out. The process of theory construction and evaluation that the agent in the
model goes through is an idealization in this respect. But it is an idealization that does
not take us so far from reality as not to be useful. The model provides us with a precise
framework for studying an explicit version of a process that would remain implicit in a
more realistic incarnation of a rational decision-maker. The key point is that it is
plausible to regard this idealized process as what would result were the real implicit
process that guides these judgments to be made explicit and freed from defects of
imperfect rationality. We need not view it as an outright alternative to the real process of
instrumental reasoning in novel circumstances which we all employ.75
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There is some evidence, however, that this sort of probabilistic model may be a fairly accurate
representation of our neural processes when we weigh options and make decisions. See, for example, J
Lauwereyns (2010) The Anatomy of Bias (Cambridge, MA: MIT Press). We may, in fact, engage in this
sort of neurologically-based probabilistic calculation from a very early age. See A Gopnik (2010) The
Philosophical Baby (New York: Farrar, Strauss & Giroux).
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Chapter 2
Autonomy and Deliberating about Ends
I: Introduction
Let us take stock of our progress so far. We have been developing a model of
deliberation about instrumental means that will serve as a blueprint for a new model of
deliberation about ends. In the instrumental model, the agent chooses the action—that is,
the means—that will yield the outcome (whatever it may turn out to be) with the greatest
expected utility, where this expectation is based on various sources of partial evidence
(the potential outcomes being unknown). These sources of evidence include observations
of the features of the problem facing the agent and of the similarities and differences
between features of past and present decision problems; knowledge of the values of the
outcomes of past actions; and testimony about the sorts of outcomes that one type of
action generally yields as opposed to other types. Each time the agent acts, he learns
what outcome results and recognizes how good it is. In the light of this new information,
the probabilities in light of which he acted are updated. He may, for example, determine
that he overestimated the relevance of the similarity between features of two choice
situations; or he may determine that his testimony is more or less reliable, or more widely
or narrowly applicable, than he thought. The modifications he makes to his beliefs in
light of his newly acquired experience will affect his next decision.
This model will serve as a blueprint for a new model of ends-deliberation.

I

begin by reviewing the attempts of Henry Richardson76 and Elijah Millgram77 to work
out a theory of ends-deliberation. Though neither succeeds, both contribute important
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H Richardson (1986) Practical Reasoning about Final Ends (Cambridge: CUP)
E Millgram (1997) Practical Induction (Cambridge, MA: Harvard UP)
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insights which I will incorporate into my own theory. I will then be suitably positioned
to develop my own model of ends-deliberation.
II: Specification, Practical Induction, Preference for Flexibility and Metapreference
Richardson and Millgram have made the only recent attempts at developing a
theory of ends-deliberation. David Kreps has successfully modeled a type of deliberation
which resembles the sort of ends-deliberation that I am interested in. 78 And finally, Sen
has made some suggestions regarding the form a model of ends-deliberation should take
which, though they only amount to a bare sketch, are nonetheless a useful starting point
for my enterprise.79 In constructing my model, I wish to take advantage of the work they
have already done and adopt whatever in their theories will aid my own project.
I begin with Richardson. His central claim is that deliberation about ends
proceeds by what he calls specificational reasoning, a type of reasoning distinct from
means-ends reasoning. He begins by introducing the assertion that, given some valuable
end q, most actions necessary to achieving q ought to be done. Specificational reasoning
takes us from that assertion to the assertion that most actions necessary to achieving some
end p should be done, where the latter assertion (regarding end p) is a specification of the
former (regarding end q). Richardson calls these assertions end-norms. Every end-norm
has what he calls an absolute counter-part, which is formed by replacing ―most actions‖
in the original norm with ―all actions.‖80 End-norm p then counts as a specification of
end-norm q iff: (a) every instance of the abs.-counterpart of p counts as an instance of the
abs.-counterpart of q; (b) end-norm p contains a description of end p which is one
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D Kreps (1979) ―A Representation Theorem for ‗Preference for Flexibility‘‖ Econometrica 47:3, 565577
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A Sen (1982) Choice, Welfare and Measurement (Cambridge, MA: MIT Press)
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possible narrower or more specific description of end q, or asserts where, when, why,
how, by whom or for whom end p (which may be the same as end q) is to be pursued,
where these details are absent in end-norm q; (c) none of these additions to the original
end-norm found in the specified end-norm is substantively irrelevant to the original endnorm.81
Richardson‘s theory is complex, and he elaborates it in great detail. But the
essential points are as follows. We use specificational reasoning to deliberate about
which ends to adopt and pursue in three different practical contexts. First, we use it to
promote merely instrumental means to final ends. Richardson gives the example of a
politician who identifies helping the homeless as an effective means to winning reelection. At first, he sees this as a merely instrumental means, and so he decides he will
help the homeless provided that there are reporters around, that the situation is not too
unpleasant, and that he gets a boost in the polls as a result. He also plans to stop once
elected. When he begins to help the homeless, however, he is suddenly disgusted with
himself for failing to see that activity as valuable in its own right. He then decides that he
will help regardless of who is watching, no matter how unpleasant the situation may be,
and that he will continue helping whether or not he is elected.82
The politician in Richardson‘s example begins by viewing an action as a merely
instrumental means, realizes he should not view it in that way, and starts viewing it as a
final end. He uses specificational reasoning to move from his first, highly restrictive
specification of the norm ―do most actions necessary to help the homeless,‖ to a much
less restrictive specification that reflects his new view of that action as a final end. But it
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seems that Richardson has simply passed over the most important aspect of this example.
If what we want is a theory of ends-deliberation, than the question we need to answer is:
how did the politician arrive at the conclusion that he was wrong to view helping the
homeless as a merely instrumental means to election, and that it is in fact an end in itself?
All Richardson has to tell us is that the politician suddenly felt disgusted with himself,
and then he knew he should value helping the homeless as an end in itself. But it is
precisely that process of moving from one belief to the other, in which his observation of
his feeling of self-disgust certainly plays a role, that we should be trying to model in a
theory of ends-deliberation.
In this example, then, specification is not the process of reasoning whereby an
agent determines that his beliefs regarding what is choiceworthy are wrong, and then
arrives at a new judgment about what is choiceworthy. Rather, specification kicks in
after the agent has already re-ordered his preference-ranking. Given that the politician
now prefers getting elected and helping the homeless to getting elected and not helping
them, he needs to figure out the best means to helping them from among a wide set of
available means to helping them, rather than from among the much smaller set of means
to helping them that will also increase his chances of winning the election. In this
example, then, specificational reasoning is the process by which the politician determines
how to expand the set of means to helping the homeless from which he will choose. This
is quite different from deliberating about ends.
Richardson‘s second role for specification in ends-deliberation is the dissolution
of conflict between ends. He argues that when ends conflict, we need not choose
between them without altering them, and thus be forced to decide that one is more
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important than the others. We can specify one or more of the conflicting ends in such a
way that the conflict dissolves.83 The problem, which Richardson acknowledges, is that
there may be several ways of doing this, and we need some way of choosing one
specification (or set of specifications) over the others. His answer is to choose the
specification that best coheres with one‘s other ends which are not currently under
consideration.84 I will have something to say about Richardson‘s notion of practical
coherence after I have presented my own account in full. For now, we should note that
once again, specification is not playing the role of the sort of reasoning we engage in
when we deliberate about ends. This time, it is a precursor to that deliberation. It
provides the agent with a set of alternately specified groups of ends, from which he must
then choose. The process of engaging in specificational reasoning in this content,
therefore, is itself a determinate means in Aristotle‘s sense—it is an act of determining
more precisely what the end which the agent will go on to pursue consists in. But it is
how the agent chooses between these ends that is the concern of a theory of endsdeliberation.
The third role for specification involves sets of settled, non-conflicting ends.
Richardson claims that we use specificational reasoning in determining which ends are
pursued for the sake of which other ends—that is, in order to work out the hierarchical
structure of our set of ends.85 If an agent has two final ends which are each a means to
the other, than deciding that one is pursued for the sake of the other is a way of further
specifying both of those ends. But again, the crucial question for a theory of endsdeliberation is how the agent goes about determining which end is pursued for the sake of
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which. Richardson‘s answer in this case also invokes coherence—it may cohere better
with one‘s other ends and the way they are structured to say that this end is pursued for
the sake of that one, rather than vice-versa.86 As I said, I will return to the possible role
of the notion of practical coherence in a theory of ends-deliberation. For now, we should
note that in this case there does not seem to be any specificational reasoning whatsoever.
The agent somehow deliberates about which of these two ends best coheres with his other
ends, and simply in virtue of reaching a conclusion in that deliberation, finds that those
two ends have been further specified insofar as one is now pursued for the sake of the
other. The question of how he deliberates about these ends has once again been passed
over.
We have found that Richardson‘s specificational reasoning is not the sort of
reasoning an agent employs when he deliberates about ends. Rather, it is the sort of
reasoning he employs after he engages in ends-deliberation resulting in the promotion of
a new final end, in order to determine how to expand the choice set of available means to
achieving the newly promoted end; and it is the sort of reasoning he employs before he
engages in ends-deliberation to resolve conflicts between ends. We found, moreover,
that deliberating about which ends are pursued for the sake of which others results in
ends that are further specified, but that specificational reasoning does not seem to play a
role in this process. Let us proceed, then, to Millgram‘s theory, which he calls Practical
Induction. As we will see, this theory offers a couple of basic insights that are crucial for
developing a more exact model of ends-deliberation.
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Millgram defines practical induction as the type of reasoning we engage in when
we determine what is choiceworthy based on our particular lived experiences.87 Such
reasoning requires premises, and the premises will have to take the form of practically
relevant observations. But are there any such observations? He explains that ―the sense
in which we need to show that practical observations can be taken seriously is just this:
there are practical judgments of particulars, formed in response to, and reflecting,
experience, that can be legitimately used as premises in practical inductions.‖88 Millgram
then focuses his discussion of practical observation on observations of pleasure, which he
understands as the feeling that things are going well, and which he takes to be an
indication that things really are going well.89
From this short summary of Millgram‘s view, we can extract two key ideas. The
first is that we arrive at conclusions regarding what is choiceworthy on the basis of
experience, and the second is that the relevant experience takes the form of observations
of evidence that support claims of the form that one available option is more
choiceworthy than another. By introducing the idea that we can determine what is
choiceworthy based on experience, he widens the horizon of a theory of ends-deliberation
well beyond where it was set by Richardson‘s appeals to practical coherence.
One major flaw in his view is that he fails to appreciate the variety of types of
evidence that may play this role—a subject that I explore below—and instead focuses
solely on observations of feelings of pleasure. He spends most of his book arguing that
this sort of reasoning is something that must be possible, and that we must engage in,
rather than developing a precise model of it, as I will do. Moreover, his arguments, like
87
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Richardson‘s, mostly take the form of vignettes meant to illustrate someone engaging in
this type of reasoning. These vignettes are never analyzed with sufficient care to reveal
the structure of the deliberations they are meant to illustrate. He succeeds in illustrating,
for example, the case of an agent deciding to adopt a new final end on the basis of
experience,90 and the case of an agent learning from experience that he should promote
an end.91 But in his analysis of these cases, he fails to distinguish them from each other,
or from cases in which an agent learns from experience which means to an end is best,92
or in which an agent resolves a conflict of ends by choosing, again based on experience,
one specified end rather than another.93 All of these cases, which my theory will succeed
in analyzing, are lumped together by Millgram under the heading of learning what is
choiceworthy from experience. Despite these flaws in his view, something like the
notions of practical induction and observation that make up his view‘s core will be key
components in my model of ends-deliberation.
Kreps considers the case of an agent who is trying to choose between available
menus (i.e. non-empty subsets of a choice set).94 The choice of one item from within a
menu cannot occur until some time in the future. The problem the agent faces is that he
is aware that his preferences may be different at that future time from what they are now,
but he is uncertain as to what exactly his preferences will be.95 Kreps‘ goal is to model
what he calls a ―preference for flexibility‖—a preference for the menu of options which
contains the options the agent is most likely to end up preferring. He introduces a set of
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states S which he identifies as the possible moods or tastes of the agent.96 The agent is
assumed to know the probability distribution over S. The agent‘s utility function is
assumed to be state-dependent: the utility of a given item depends on the state the agent is
in when he obtains that item. Kreps shows that it is possible to represent current
preferences over menus in terms of the expected utility of choosing a given item from a
given menu in a future state, where the probability of being in that state in the future is
known.
Kreps‘ model is a more substantial move in the right direction as far as
constructing a model of deliberation about ends. Kenneth Arrow has argued that
something like Kreps‘ model can be used to model the capacity of autonomy in roughly
the way I have conceived of it.97 The autonomous agent, on this view, would decide
what preferences to have now on the basis of probability judgments regarding what his
preferences will be in the future, so that the choices he makes now will move him toward
outcomes which will be most preferable to him at the time that he achieves them. The
agent is supposed to be autonomous insofar as he is using a rational decision procedure to
determine what he should prefer. However, as Sen has argued, this is a poor way to
represent the exercise of autonomy understood as the ability to reflect on what one should
prefer and form preferences on the basis of that reflection.98 The agent in Arrow‘s
scenario does not determine for himself, on the basis of relevant considerations, what
preferences he should have. Rather, he forms his current preferences based on his
predictions of what acting on those preferences will eventually lead to, and on what he

96

Ibid. 566
K Arrow (1995) ―A Note on Freedom and Flexibility‖ in Choice, Welfare and Development: A
Festschrift in Honor of Amartya K. Sen (K Basu, P Pattanaik & K Suzumura, eds. Oxford: OUP) 7-16
98
A Sen (2002) Rationality and Freedom (Cambridge, MA: Harvard UP) 619-620
97

75

will happen to want in the future. This is why my own model will take preferences to be
judgments of choiceworthiness, and apply probabilities to those judgments being, from
the position of the agent, correct. The autonomous agent will then adjust his preferences
based on updating those probabilities in the light of relevant evidence, rather than
forming his preferences based on the probability of finding himself in a given state, the
inhabiting of which he cannot control.
Sen has argued that multiple preference rankings, and orderings of those rankings
themselves, are a key feature in representing the deliberation of autonomous agents.99 An
autonomous agent, he claims, must be one who is free to entertain different preferencesrankings, and free to revise his preferences on the basis of his own relevant
considerations. Autonomous agents must be represented, then, as deliberating over
possible preference-rankings and choosing between them. I am in full agreement with
Sen that this is the key to representing the exercise of the capacity of autonomy. The
remainder of this chapter is devoted to constructing a model for representing precisely
this process.
III: A Framework for Ends-deliberation: Understanding Ends
I am now in a position to develop a precise account of ends-deliberation. I begin
by making our talk of ends more precise, and by characterizing them using our theoretical
apparatuses of probability distributions and preference rankings. I take means to be
actions and ends to be outcomes of actions which are preferred to the indifferent outcome
e v -e. Actions can be ends in themselves, insofar as performing an action is a means to
that action being or having been performed, and this can itself be an end. What we want
is to find a way to characterize an agent‘s ends in terms of the agent‘s preference-ranking
99
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and probability-distribution, and to do so in a way that will allow us to capture the
relations between ends and means, and between ends and the further ends for the sake of
which they are pursued. To do this, I draw on the framework for conditional expected
utility developed by R. Duncan Luce and David Krantz.100 An action is understood
within a decision-theoretic framework as a function from states of the world to outcomes.
The probability that an action will yield an outcome is just the probability that the agent
is currently in the state of the world in which the action will yield that outcome. We
should expect, however, that most of an agent‘s ends, especially the high-ranking ones,
will only be achievable through long chains of actions. There will often be no action
available to the agent that will take him from his current state, whatever it may be,
directly to his end. Alternatively put, the probability that the agent is in a state from
which one of his available actions will take him to his end is often zero or close to zero.
The path to one‘s ends proceeds through many intermediate outcomes. In order to
capture the nature of the relationship between means, ends, and further ends, we need to
be able to represent these paths.
This is where the theory of Luce and Krantz comes into play. They define the
conditional expected utility of an action given the occurrence of a past event as
follows:101
E[u ( f A A)]   u[ f A ( x A)]dP( x A) 102
A

When an agent pursues an end, he begins in some state of the world. Call his initial state
s1. Say the agent performs action a and arrives at outcome a(s1)= s2. This outcome is a
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member of a subset A of the set of all possible states S, which s1 was not a member of.
The agent cannot be expected to know exactly what state his action has resulted in, down
to the last detail; what he does know about the state he has moved to defines the subset A.
Given that the agent‘s new state is now in A, there are actions available to him which
were not available in s1. The agent proceeds in this way from outcomes to outcome, with
new actions becoming available at each stage, until he reaches a subset of S in which an
action that will enable him to achieve his end is available (where the particular action that
will result in the end is determined by what exact state within that subset he is in). The
framework of Luce and Krantz enables us to represent the agent‘s decision at each
juncture in terms of the conditional expected utility of his available actions, given the
subset of S he has moved into via his last action.
We can now interpret the familiar suggestion that a means to an end raises the
probability that the end will be realized. Using the variable a to represent both an action
and the state of affairs in which an action is performed, we can assert that if a is a means
to end e, then p(e a)  p(e). 103 If e is itself the outcome of a for the state the agent is in,
then the probability of e being realized given that a has been performed will be 1. If a is
one link in a chain of means leading to e, the fact that a has been performed moves the
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agent into a subset of S in which new actions leading to e become available. By moving
into this subset of S, the probability increases that the agent‘s is in, or is able to arrive at
through further actions, a state in which there is an action available whose outcome is the
agent‘s end. In such cases, p(s x A)  p(s x ), where sx is a state in which an action b is
available such that the outcome b(sx) is the agent‘s end. Performing the action a that
moves the agent into A thus increases the probability that e will be realized by increasing
the probability that the agent is in a state from which it is within his power to perform an
action that will result in e directly.
If a is a merely instrumental means, we can fully characterize it in terms of its
relation to its end in both the agent‘s preference-ranking and his probability distribution.
This will be the case if e  a s.t.e  a  e  a and p(e a)  p(e). If a and b are both
merely instrumental means to some end e, we can say that p(e a)  p(e b) to express the
fact that a is a more effective means to e than b is. If a is the best instrumental means to
e, we will say: e  a s.t. e  a  e  a and p(e a)  p(e) and  x s.t. p(e x)  p(e a).
(Recall that the best means simpliciter is the one with the highest expected value,
calculated by taking the product of the utility of the end and the probability of achieving
the end given that the means is taken. This allows us to compare means to distinct ends).
We can express the basic idea that a is a final end with:
a  a and e  a : p(e a)  p(e). Here, a-ing is preferred to not a-ing despite the fact

that this action does not increase the probability of attaining any other end. We value
many of our final ends, however, not only for themselves, but also as means to other
ends. We can then express the idea that a is valued both as an end in itself and as a
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means to a further end with: e  a s.t. e  a  e  a and p(e a)  p(e). Here, a-ing
makes some other end more likely, and attaining that end in addition to a is preferred to
attaining that end without a, which implies that a-ing is itself preferred to not a-ing and
thus that performing a is valued in its own right.
Merely instrumental means are always taken for the sake of achieving their end.
But a final end which is also a means need not be pursued for the sake of that to which it
is a means—the agent may deem it more valuable than whatever it is a means to. We can
express the idea that end a is not pursued for the sake of end e despite being a means to it
with: e  a s.t. e  a  e  a  e  a and p(e a)  p(e). Here a is valued in its own
right, is a means to e, but is also valued at least as highly as e. If a is intrinsically
valuable but is also pursued for the sake of achieving some end e, we will instead say:
e  a s.t.e  a  e  a  e  a and a  a and p(e a)  p(e).

We can describe one sense in which we deliberate about ends without expanding
our model at all. Suppose an agent has a complete preference-ranking, and is trying to
decide between two ends e1 and e2 which are each also means to further ends e3 and e4,
respectively. The expected value of each course of action is easily obtainable. For the
first, it is u(e1 )  p(e3 e1 )u(e3 ); and likewise for the second end. But this is not the sort
of ends-deliberation we are interested in. We want a framework for deliberation about
what preferences to have—what to value, what ends to pursue—in the first place. To get
closer to our topic, we must enrich our framework by adding the notions of ultimate ends
and constitutive means.
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I take it that the ultimate end of life is to lead a good one. Here I mean ―good‖
to be taken as a very thin notion. I begin with no assumptions about what the content of a
good life is—it may be a virtuous life, or an optimally pleasant one, or one lived in strict
accordance to the moral law, etc. We can characterize this thin ultimate end of leading a
good life (call it G) in the following way:
x(( x  ( x   x)  p(G x)  p(G  x)).  .  y  G s.t. x  ( x   x)  p( y x)  p( y  x)).

The ultimate end is simply that to whose realization every other end would contribute,
and there is nothing other than the ultimate end to whose realization every other end
would contribute. But we must be careful about the sense in which realizing other ends is
a means to realizing the ultimate end of leading a good life. ―A good life,‖ as Michael
Stocker observes, ―is not a single value.‖104 The other final ends whose realization is a
means to the ultimate end of leading a good life are not instrumental means to that
ultimate end. There is no state distinct from them, a state of leading a good life, which is
linked by nomological causation to their realization. Rather, they are constitutive means
to that ultimate end—to lead a good life just is to lead a life in which one pursues and
attains what is of value. Pursuing and realizing enough of those other final ends
constitutes leading a good life, and so realizing one of them is a part of (and in that sense
a means to) leading a good life.
We begin, then, with an ultimate end in life, but this end is so thin as to be devoid
of any particular content. To deliberate about ends, in the sense that we are interested in,
is to deliberate about which final ends one should select as the constituents of that
ultimate end—to deliberate about which ends one should pursue in one‘s attempt to lead
104
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a good life. The result of such a deliberation is that one or more ends which one could
pursue are ranked above one or more other ends in one‘s preference-ranking. As the
results of one‘s ends-deliberations accumulate, one‘s ultimate end, as it were, starts to
thicken. The process of choosing which ends to pursue is the process of filling in a
conception of leading a good life—and thus, of giving content to the thin ultimate end
one with which one began. A fully worked-out conception of a good life can be seen as
an aspirational goal of a life guided by ends-deliberation. My account for endsdeliberation, therefore, will not assume a full conception of the good-life at the outset.
This is something that is pieced together along the way, and whether it is desirable or
even possible to complete such a conception is not a question I need address here.
The next element in the framework is the Aristotelian notion of a constitutive
means. A brief look at Aristotle‘s theory, through the lens of John Cooper‘s careful
exegesis and interpretation, will help to identify the role played by this notion in a theory
of ends-deliberation, as well as illuminate the thoroughly Aristotelian character of my
project.
One of Aristotle‘s familiar assertions is that ―We do not deliberate about the
ends but about what bears on the ends.‖105 It is surprising, then to claim that Aristotle
had a theory of ends-deliberation. To see that he does, Cooper draws our attention to two
important points. The first is that Aristotle admits that we have many ends, and allows
that any end may be pursued for its own sake, though we must also say that it is pursued
for the sake of the ultimate end.106 Cooper thus asserts that ―what is an end in one
practical context, and so not deliberated about, is a means in another, where it is a subject
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of deliberation.‖107 We deliberate about ends insofar as we deliberate about which of two
ends is a better means to a higher end which is attainable through either, and insofar as
we choose among conflicting ends by determining which of the conflicting ends serves
the highest end.108
Thus far, it may sound as if Aristotle can only accommodate ends-deliberation in
the uninteresting sense discussed above, which can be modeled without any significant
expansion of the standard Bayesian model. But we can resist this conclusion so long as
we understand precisely what Aristotle includes under the heading of ―means.‖ The
Greek phrase that is normally so translated is ―ὰὸὰέ,‖ literally, ―the things
toward the ends.‖ The phrase ―covers more than just ‗means‘; it signifies ‗things that
contribute to‘ or ‗promote‘ or ‗have a positive bearing on‘ an end.‖109 In particular,
included in the Aristotelian class of means are constituent parts of an end—thus the
figures which form parts of a larger figure being constructed are ―means‖ to the end of
constructing that larger figure110—and definitions of what exactly an end consists in—
thus providing a definition of what health consists in is a ―means‖ toward the doctor‘s
end of making a patient healthy.111
We should note that constitutive means can be accommodated by my probabilistic
interpretation of means in general just as well as instrumental means. Given that an agent
has achieved a part of his end, our confidence that he will achieve the end should be
higher than it was before he achieved that part. The characterization of final ends that are
also pursued for the sake of some further end given above assumes that the first end is an
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instrumental means to the second. If it is a constitutive means, we can say
ae s.t. Pae and e  e  a and a  a and p(e a)  p(e) (where Pxy is the mereological

relation of parthood).112 The third kind (which we can call a determinate means, since it
involves making a sharper determination of what one‘s end consists in) also fits the
probabilistic interpretation. Given that an agent has arrived at a sharper understanding of
what exactly his end consists in, our confidence that he will achieve that end should be at
least slightly higher than before.
That Aristotle understands means to ends in this expanded sense brings his theory
closer to the sort of theory of ends-deliberation that I will develop. But even if he can
allow for deliberation about what end to adopt qua constituent part of some already fixed
end, or about how to specify what an already fixed end consists in, it does not necessarily
follow that he will admit the possibility of deliberating about which final ends one should
adopt as constituents of the ultimate end. Can his theory allow even for this? According
to Cooper, the answer is: yes and no. There are two distinct questions here. First, does
the phronimos arrive at his conception of a good life on the basis of deliberation; and
second, can the phronimos give something like a deliberative chain of reasoning that
supports his conception, even if his commitment to it is not based on that reasoning.113
Aristotle answers the first question in the negative, but for an idiosyncratic reason
that we need not adopt. Aristotle understands scientific reasoning as proceeding from
undemonstrable first principles of which the scientist must have intuitive knowledge
112
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(ῦ.114 Aristotle‘s refusal to allow that the phronimos‘ particular conception of the
ultimate end is arrived at through deliberation is derived from his treating deliberation as
the practical analogue of scientific reasoning: what the ultimate end consists in must be
known intuitively, and then what lower-order ends promote it, and what those lowerorder ends consist in, can be demonstrated through deliberation.115 In addition to
deliberation, however, Aristotle also emphasizes the importance of dialectical reasoning,
reasoning which begins from facts of observation and leads back to the first principles of
the sciences.116 When the phronimos does moral philosophy, he begins with a thin notion
of the ultimate end, and then provides dialectical reasons which are meant to convince
others that the particular conception of a good life that he has grasped is the one that they
should adopt.117 So Aristotle does allow for the constituent final ends of the ultimate end
can be reached through some sort of process of reasoning.
My approach to ends-deliberation is essentially an attempt to make explicit and
precise the dialectical process through which an agent arrives at a conception of a good
life. It differs from Aristotle‘s theory in two ways which, though important, do not
prevent it from retaining a fundamentally Aristotelian character. The first difference is
that my theory does not assume that there is some one conception of the good life to
which one would necessarily be led if one were sufficiently skilled in reasoning about
ends. In my discussion of the types of evidence that could support a claim that one end is
more choiceworthy than another, the sort of metaphysical-biological considerations that
drive Aristotle toward a very narrow conception of the good life will be conspicuously
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absent. Second, I reject Aristotle‘s distinction in the practical realm between deliberative
and dialectical reasoning. I do not admit the existence of an intellectual faculty through
which one could directly grasp the particular conception of the good life that one should
pursue. I take ends-deliberation to be essentially dialectical in nature, and so will
represent it as a variety of probabilistic reasoning in which hypotheses regarding what is
choiceworthy are updated in the light of acquired evidence. I take this sort of
probabilistic reasoning to be the modern counterpart to dialectic.
IV: A Model of Deliberation about Ends:
Preferences, Evidence, and Updating
We are finally in a position to articulate a precise account of the process of
exercising the capacity of autonomy, in a way that satisfies one of this project‘s basic
Aristotelian commitments:
Agent Autonomy: An agent is autonomous insofar as he exercises the
capacity of autonomy, the core component of which is the capacity for
deliberating about ends. Ideal competence in exercising this capacity is
the hallmark of the Aristotelian phronimos.
In deliberating about his ends, an agent is not engaged in a very different sort of
reasoning than he is when he is deliberating about instrumental means. Recall the
situation of the agent who is engaging in instrumental reasoning in novel circumstances.
He has some courses of action available to him and is trying to decide which is best
despite not knowing what outcomes they will produce, and thus not knowing which
means will help him to obtain which of his ends. The ends-deliberator is in a similar
situation. He too has some courses of action available to him—he has an opportunity to
judge one end more choiceworthy than another, and to form an intention to pursue one
end rather than another. Which intention he forms will be based on which end he judges
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more choiceworthy. Making such a judgment and forming such an intention is one
course of action open to him—these are mental acts.118 The agent has as many courses of
action open to him as there are ways for him to rank the ends available to him. He is
trying to decide which choice is best, which ends are more choiceworthy for him than
which other ends, given his particular situation.
But we have seen that we can just as well describe his situation as one of choosing
between available means. The ends he has to choose from are constitutive means to his
ultimate end. His conception of the ultimate end, however, is a thin one—it is just the
end of leading a good life. So just as the agent in novel circumstances cannot choose
which instrumental means is best based on its outcome, since this is unknown to him, the
ends-deliberator cannot choose which constitutive means is best based on how great a
contribution that means will make to his ultimate end. He does not know what his
ultimate end is under any description that would allow him to make that sort of
determination. The process of filling in the content of his conception of the ultimate end
is itself the process of selecting final ends which are constitutive means to that ultimate
end. The rational agent in novel circumstances proceeds by gathering evidence that one
course of action will produce a better outcome than another, whatever those outcomes
may turn out to be. As Millgram has suggested, the ends-deliberator should likewise
proceed by gathering evidence that one end is more choiceworthy than another.
Suppose an agent is trying to determine which of two potential ends a and b is
more choiceworthy. There are three preference judgments he could make:

a  b, a ~ b, a  b. To begin deliberating, the agent needs to assign both a subjective
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probability to the content of each of these judgments: to assign a subjective probability of
p1 to a being more choiceworthy than b; a probability of p2 to a and b being equally
choiceworthy; and a probability of p3 to a being less choiceworthy than b. What will
enable him to do this? As he begins to fill in his conception of a good life, the endsdeliberator must start from somewhere. The probabilities he assigns to these initial
preference judgments must be derived from some source. This requires an assumption
about the deliberating agent. Agents do not begin to deliberate about ends from a state of
impartial detachment. They begin with pre-deliberative attachments to at least some of
the ends available to them. These initial attachments provide the raw inputs for the
process of ends-deliberation.
These initial pre-deliberative attachments take the form of both first- and secondorder preferences. Thus far, I have characterized first-order preferences as beliefs about
choiceworthiness. But initial, pre-deliberative first-order preferences are more like
emotional attachments (or, if we must, desires). They are the sort of things which an
agent may simply find himself with. A pre-deliberative second-order preference is a sort
of hope. The agent is considering different ways that his world could turn out to be. He
may hope that it turns out one way rather than the others. He may hope that he learns, for
example, that a is more choiceworthy than b, and be glad if he does learn that this is so.
This second-order preference reflects the agent‘s own attachments and tracks his sense of
subjective satisfaction. He is attached to a, and a discovery that a really is the more
choiceworthy option would be followed by a greater feeling of satisfaction than would
follow the other possible discoveries.
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A full set of second-order preferences will constitute a meta-preference-ranking R
over possible preference-rankings R1, R2… This is precisely what Sen has suggested as
the starting point for an account of autonomous deliberation. In general, assuming that an
agent‘s meta-preference-ranking obeys Ramsey‘s requirements, these meta-preferences
can be represented by a utility function—or rather, in this case, by a desirability
function.119 Utility functions represent an agent‘s preferences over the outcomes of his
actions. Desirability functions represent preferences over the truth of propositions or the
obtaining of facts generally. A desirability function thus measures how welcome the
news that some proposition is true would be to the agent.120 The items in the agent‘s
meta-preference-ranking are potential facts about the choiceworthiness of options—or,
alternatively, statements that represent those facts—rather than being the options
themselves. They concern statements of the form ―a is at least as choiceworthy as b,‖
which the agent may or may not discover to be true.

We can thus derive a subjective

probability distribution over the agent‘s meta-preferences from the desirability-values
that attach to those meta-preferences. We do this as follows, using x to denote a
statement which expresses one of the agent‘s second-order preferences:
p(x)

= des (x v -x) – des(-x) /

des(x) – des(-x)121

So the agent can assign subjective probabilities to represent how likely he takes it to be
that a is more choiceworthy than b, etc.
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The process of deliberating about ends is then the process of choosing (or
endorsing) a first-order preference-ranking on the basis of the subjective probabilities and
desirability-values assigned to the meta-preferences. Most of the work of deliberating
about ends—like most of the work of deliberating about means in novel circumstances—
involves updating the relevant probability judgments in the light of evidence. The
rational agent will endeavor to gather evidence that bears on the question of which of his
possible first-order preferences he should actually reflectively endorse—evidence that
one end actually is more (or as) choiceworthy than (as) the other. At the beginning of his
inquiry into the choiceworthiness of possible ends, the evidence the agent gathers will
only support the thin conclusion that pursuing one end is likely to be more conducive to
leading a good life than is pursuing another end. As the agent fills in a conception of a
good life by selecting final ends, he will be able to search for evidence that a potential
end will make a significant contribution to his conception of a good life. Evidence of the
choiceworthiness of ends, as best I can tell, comes in six forms: consequences, reasons,
emotional responses, the actualization of capacities, testimony, and coherence with other
ends. Let us discuss these in turn.
If an end one is pursuing really is a constituent of leading a good life, one would
expect certain sorts of consequences to result from that pursuit. One would expect, for
example, that others would benefit in some way as a result of one‘s pursuit of an end, at
least if that pursuit is going well. The effects of pursuing a choiceworthy end should, on
the whole, aid others in pursuing their ends, rather than hinder and harm their efforts. If
one finds that one‘s pursuit of an end has, on the whole, beneficial effects on others‘
pursuits of their ends, then it would be reasonable for one to interpret that as some
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evidence that the end one is pursuing is genuinely choiceworthy, that it really is
conducive to leading a good life. If, on the other hand, one‘s pursuit of an end
consistently frustrates others‘ pursuit of their ends, this should be taken as some evidence
that the end one has chosen is not part of leading a good life.122 Another sense in which
consequences are relevant involves how well suited one is to pursuing one‘s end. One
consequence of pursuing a choiceworthy end should be a fairly full realization of that
end. If one is more likely to achieve one end than another given one‘s circumstances and
natural capacities, or to realize one more fully than another, that is evidence that one
should choose to pursue that end rather than the other. And if one‘s pursuit of an end is
going poorly, and has been for some time, despite one‘s best efforts, this is evidence that
the end one is pursuing is less choiceworthy than its alternatives. One leads a good life
not just by pursuing choiceworthy ends, but by achieving at least some of the ends one
pursues.
Reasons are another sort of evidence that bear on the question of whether one has
selected a genuinely choiceworthy end.123 We pursue our ends through individual actions
performed in individual circumstances. When an available action would advance an
agent toward his end, the fact that it would do so will pretty much always be taken by the
agent as a reason to do it. But there may be many other reasons, favoring various actions,
122

Two caveats are needed. First, if one is pursuing an end that can only be realized by one person or
group, and is competing with others who are pursuing the same end, the fact that one‘s pursuit frustrates
theirs should not be taken as evidence against the choiceworthiness of the end. Second, in a perverse
community in which the majority aims to exploit and oppress the minority, pursuit of a genuinely
choiceworthy end will hinder most others‘ pursuit of their ends. But we need only remember that the
presence of the sort of consequences I am discussing is only one type of evidence that an end is
choiceworthy, and that this sort of evidence may be contradicted and outweighed by other sorts.
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In general, I understand reasons to be facts which, when they obtain, count in favor of performing some
action. I do not assume that for A to have a reason to , A must actually be motivated to . A fact that
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material resources necessary for -ing.
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which must be taken into account in determining what he has most reason to do. These
reasons may derive from his other ends, or they may be categorical. When an agent is
first attempting to determine which potential ends will contribute to his thin ultimate end,
and thus has no other ends of his own from which to derive reasons, he will still have
categorical reasons to consider. These apply to him regardless of what ends he has or
will eventually adopt. If the reasons that favor pursuing one‘s end are consistently
outweighed by reasons favoring some other action, this should be taken as evidence that
one has not selected a choiceworthy end. If, for example, pursuing one‘s end consistently
requires lying or breaking promises (actions which we often have reason not to do), and
the reasons that favor the action that advances one‘s end (including the fact that it
advances one‘s end) do not outweigh the opposing reasons in favor of telling the truth or
keeping the promise, this is good evidence that one‘s end is not choiceworthy. On the
other hand, if the balance of reasons consistently supports the action that will advance
one‘s end, this is evidence that that end is conducive to leading a good life.
The third type of evidence is one‘s emotional responses in the course of pursuing
one‘s ends and contemplating one‘s potential ends. If the end one is pursuing is
choiceworthy, one would expect that the pursuit would be accompanied by positive
emotions.124 There would be feelings of pleasure, fulfillment and pride that accompanied
one‘s efforts to achieve the end. If one were pursuing an end that was not conducive to
leading a good life, one would instead expect to be left feeling dispirited and unfulfilled
by that pursuit. It is important to note that I am not assuming that beneficial
consequences to others or one‘s own feelings of satisfaction are themselves the ultimate
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end for the sake of which other ends are sought. Rather, these positive consequences are
by-products of the pursuit of an end that is conducive to leading a good life, and are types
of evidence that the end pursued is a constituent of a good life. They may, in addition, be
constituents of a good life in themselves. It may be that pleasure, self-satisfaction, and
furthering the pursuits of others are part of any good life. We need only be careful not to
assert that they are the whole of the ultimate end, or that when they result from the
pursuit of any other end, they are the point of that pursuit. An individual agent might
reach this conclusion in the process of filling in a hedonistic or utilitarian conception of
the ultimate end. But arriving at such a conception is no guarantee of my framework,
which is neutral with respect to fleshed-out normative theories of the good life.
The fourth type of evidence is the degree to which pursuing an end requires that
the agent exercise, and thus have developed, his various capacities—physical,
psychological and intellectual. Worthwhile ends, I will assume, are often challenging.
And to say that they are challenging is to say that pursuing and achieving them requires
that one deploy skills and abilities—such as stamina, focus, problem-solving, abstraction,
inference, etc.—to a relatively high degree. When pursuing one end requires a greater
degree of skill and ability than pursuing another, or requires that the agent exhibit several
such skills and abilities in concert, as opposed to just one or two, this is good evidence
that the one end is more choiceworthy than the other. For pursuing and achieving such
an end involves a greater realization of the agent‘s potential for self-development. The
ability to pursue effectively and achieve such ends is the result of a commitment to
personal excellence. We have good reason to think, then, that such ends are part of what
constitutes a worthwhile life. Ends which require the exercise of high-level capacities,
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moreover, are often ends whose active pursuit will elicit positive emotional responses in
the agent.125
The fifth type of evidence is testimony. One agent can often observe that a
second agent‘s pursuit of his ends results in beneficial consequences to others,
consistently leads to the achievement of the end pursued, is usually supported by the
reasons that apply in the situations in which he acts, and induces positive emotional
responses in him. This is all good evidence for the first agent to think that the second
agent is pursuing genuinely choiceworthy ends. This, in turn, is a good reason for the
first agent to take what the second agent has to say about what is choiceworthy in life
seriously. The testimony of such agents is thus another important source of evidence.
Because preference-rankings of ends are subjective—insofar as what is choiceworthy for
one agent may not be so for another, due to differences in circumstances and natural
capacities—incorporating such testimony into one‘s judgments is somewhat tricky. I
return to this point below.
The final type of evidence that one end is more choiceworthy than another is how
well those ends cohere with the others ends of the agent. Coherence among ends is
something stronger than the consistency that Bratman discusses. When an agent‘s ends
cohere, it is not just the case that it is possible for him to achieve them all. Coherent ends
‗support‘ one another in some way. This sort of coherence among ends is what
Richardson appeals to when he discusses resolving conflict between ends.126 I will have
little to say about it here. The main problem is that no one has yet developed a precise
way to measure, or even to characterize, coherence among ends. Richardson says that
125
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ends cohere when they provide each other with explanatory support—that is, when the
fact that an agent is pursuing one end helps to explain why he is pursuing another.127 But
he has little to say beyond that. I am inclined to think that a probabilistic measure of
coherence among ends could be developed, but that task will have to wait for another
time.128
Recall that our ends-deliberator began with a meta-preference-ranking over
possible first-order preference-rankings, and that each element of the meta-ranking was
assigned both a utility-value and a subjective probability. The result of his exposure to
evidence that bears on which ends are more choiceworthy than which is that he updates
these initial probabilities. This process of probability updating in the light of evidence
acquired through experience is the engine of ends-deliberation. Thus do we transform
Millgram‘s basic insight that we learn what matters from experience into a framework for
precisely representing the process of deliberating about ends. When the probability of a
hypothesis is updated in the light of new evidence, the updating proceeds by means of
generalized conditionalization, as it did in the case of instrumental deliberation in novel
circumstances. The main benefit of using generalized, rather than simple,
conditionalization is that we need not assume the agent is certain about his evidence. Our
ends-deliberator, for instance, may be fairly confident that the balance of reasons in his
present situation supports his pursuit of his end, but not certain that it does. When a
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hypothesis is updated on non-testimonial evidence, updating by generalized
conditionalization proceeds as follows:129
n

p new ( H )   pold ( H Ei ) p new ( Ei )
i 1

Here, the hypothesis concerns the choiceworthiness of available ends—for example, H
might be that ab. The new, updated probability which the agent assigns to the truth of
that judgment depends on the old probability and the agent‘s confidence in his
observations of relevant evidence.
Updating by incorporating testimonial evidence is slightly more complicated than
updating on other forms of evidence. Suppose A is deliberating about whether to pursue
a given end. He believes with a certain degree of confidence (pold) that performing an
action necessary to achieving that end is supported by the balance of reasons. His friend
B, who did pursue and then abandon a similar end, initially agrees. After learning more
from A about A‘s situation, however, he revises his judgment. He tells A that although he
(B) was also confident at the time that his actions were supported by the applicable
reasons (p’old), subsequent experiences made him more sensitive to his obligations, and
led him to believe that pursuing that end conflicted with his obligations. He took that as
good evidence that the end was less choiceworthy than he thought (p’new). After learning
more about A‘s circumstances, B judges that A is under the same sorts of obligations as
he was, and so judges that the end is not as choiceworthy for A as A takes it to be. A
currently has a high degree of confidence that the balance of reasons supports pursuing
his end, but he trusts B, and wants to update his probability (to some pnew)on the basis of
B‘s advice. He does not, however, want simply to adopt B‘s revised judgment about how
129
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choiceworthy the end is for someone in his circumstances. A is more confident that his
pursuit is supported by the reasons that apply to him than B was in the past that his (B‘s)
pursuit was supported by the reasons that applied to him (pold ≠ p’old). What he wants to
do, then, is to update his current probability on the basis of the change in B‘s probability
effected by B‘s subsequent experiences, but to ignore B‘s prior probability (which he
takes to be lower than his). He can do this as follows:130
n

p new ( H )    ' ( Ei ) pold ( H  Ei )
i 1

Here, ’(Ei) is B‘s probability factor for Ei, equal to the ratio of B‘s old and new
probabilities on Ei: p’new(Ei)/ p’old(Ei).
By updating the initial probability distribution over his second-order preferences
on the basis of evidence, the agent can begin to construct a deliberative ranking of ends.
In constructing such a ranking, the agent is essentially developing a theory of what is
choiceworthy. A hypothesis regarding what is choiceworthy is updated on the kinds of
evidence relevant to that hypothesis. I suggest that this construction would proceed as
follows:
n

n

i 1

i 1

ab   pold (ab Ei ) p new ( Ei )   pold (ba Ei ) p new ( Ei )
The agent should prefer a to b if and only if he judges it more probable, on the basis of
the available evidence, that a is more choiceworthy than b than that b is more
choiceworthy than a. a preference for a over b is itself a more choiceworthy preference
than a preference for b over a.
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If all we are interested in is the agent‘s preference between a and b—his belief
about which of a and b is the more choiceworthy end—then we need only attend to his
probability judgments concerning the choiceworthiness of these ends. It is on these
judgments alone that his preference should be based. But if ends-deliberation is to be a
truly practical activity, it cannot end at the moment when a preference—a belief about
choiceworthiness—is adopted. The agent is deliberating about what ends to select, and
the process of selecting an end comes to a close only when the agent forms an intention
to pursue that end, or to integrate it into his more general plans and projects for his life.
Now suppose the agent has determined that a is somewhat preferable to b, but he is
nonetheless very attached to b—so des (ab) is very low. If we wish to characterize
practical rationality as a realizable achievement, as a trait which ordinary human beings
are capable (perhaps with difficulty) of exemplifying, then it seems to harsh to insist that
rationality requires the agent in this situation to adopt an intention to pursue a as the more
choiceworthy end. And so if we are interested in the process of deliberation that leads to
the agent adopting an intention to pursue a rather than b (assuming he cannot pursue
both), then we must attend to the desirability to the agent of a preference for a as well as
to the probability judgments which support that preference. With ―i(a)‖ representing the
action of forming an intention to pursue end a, we would then have:
n

n

i 1

i 1

i(a)i(b)  des new (ab) pold (ab Ei ) pnew ( Ei )  des new (ba) pold (ba Ei ) p new ( Ei )
Here, the agent‘s second-order preferences—representing his pre-deliberative
attachments to the ends in his preference-ranking—are taken into account. We thus avoid
the claim that an agent who forms an intention to pursue anything other than the very best
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ends available to him is thereby acting irrationally.131 But why desnew( ab ),rather than
des( ab )? The agent has acquired evidence relevant to the question of whether a is in
fact more choiceworthy than b. In the process of acquiring that evidence, his initial
second-order preference for ab over ba may change. In Richardson‘s example of the
politician running for re-election, the politician‘s emotional response to his plan to use
helping the homeless as a mere means to re-election is evidence that he should value
helping the homeless more highly. Though Richardson does not then describe the
politician as incorporating this evidence into a process of genuine ends-deliberation, he
does convey the effect of observing this evidence on the politician‘s non-deliberative
attachments. The politician suddenly revises his second-order preference (which reflects
his non-deliberative attachments and tracks his subjective feelings of satisfaction), and
becomes someone who would rather that it be the case that helping the homeless but not
winning re-election is at least as choiceworthy as winning re-election but not helping the
homeless. The term des new (ab) stands for the desirability-value that represents the
revised second-order preference. If he now engages in ends-deliberation by incorporating
that evidence and updating his probability assignment, he may conclude that helping the
homeless really is at least as choiceworthy as winning re-election.
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Now, suppose we alter Richardson‘s example, so that the politician experiences
the same negative emotional reaction, but is so attached to his goal of winning re-election
that he does not revise his second-order preference—he remains someone who would
rather that it be the case that winning re-election is more choiceworthy than helping the
homeless. Such an agent, as I have said above, should not necessarily be labeled
irrational for failing to adopt an intention to help the homeless even at the expense of
winning re-election. In the context of the example, the politician will need to be swayed
by observations of consequences other than his negative emotional reaction, or by
reasons, testimony, etc. At some point, however, he will be presented with so much
evidence that his preferred preference judgment is wrong that the desirability he attaches
to it—the degree to which he wants it to be right—will be overwhelmed. At that point,
the only rational thing for him to do will be to form the deliberative preference judgment
that helping the homeless is at least as choice-worthy as winning re-election, and to
revise his intentions accordingly. In the best-case scenario, the process of acquiring this
preponderance of evidence regarding the choiceworthiness of helping the homeless will
also affect the politician‘s second-order preference. He will develop an attachment to the
goal of helping the homeless and will not be disappointed by his recognition that doing so
is at least as choiceworthy as winning re-election.
I have been developing a model for representing the competence aspect of
autonomy—the capacity to choose and organize ends and means in such a way that
making those choices will count as an agent‘s determining for himself, and giving
meaning to, the course of his own life. Before completing this model, I want to pause for
a moment to address the other component of autonomy: authenticity. My theory as
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developed so far allows for a more precise characterization of the authenticity component
than has so far been offered. Dworkin and Frankfurt characterize authentic agents as
ones who make reflective second-order endorsements of their first-order preferences.
According to my theory, authenticity is achieved when an agent who prefers one option
to another (ab) makes that preference judgment on the basis of a judgment that that
preference more likely than not reflects what is actually choiceworthy according to the
available evidence ( p(ab)  p(ba)), and is satisfied at finding this to be the case
(des (ab)  des (ba)). The potential for achieving authenticity thus rests on developing

competence in exercising the rational capacity for ends-deliberation.
Once the agent has a deliberative ranking of ends, the process of ends-deliberation
can take on a variety of forms, each of which is designed to solve a type of practical
problem that requires selecting ends. As we will see, some instances of endsdeliberation are quite similar in structure to instrumental reasoning in novel
circumstances. The three main varieties of ends-deliberation after the initial stage are (1)
deliberating about promoting ends, (2) deliberating about adopting new ends, and (3)
deliberating between specifications of ends. I will discuss each in turn.
Deliberation that results in the promotion of an end is the easiest to model. It is
essentially the same process as the initial round of ends-deliberation. An agent promotes
an end within his preference-ranking on the basis of evidence that something he is
pursuing is more choiceworthy than he has been taking it to be. Recall that we have
defined ends purely in terms of the preference relations between outcomes in the agent‘s
preference ranking. These relations determine whether one end is taken to be more, less,
or as choiceworthy as another, and whether one end is sought for the sake of another.
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The process of promoting ends, then, is just the process of modifying the existing
preference relations between outcomes in the preference ranking. This is done via the
method of ends-deliberation described above. The agent can thus arrive at various
updated conclusions concerning the status of his current ends through the same
deliberative process that produced the initial deliberative ranking of ends.
Both Richardson132 and Millgram133 discuss cases in which an agent promotes
what had been for him a merely instrumental means to a final end.134 To promote a
means to an end is to adopt a new end, so we can cover this case by discussing in general
the deliberative process of adopting a new end. Agents do not have non-deliberative
attachments to all the ends that they end up selecting on the basis of deliberation. Once
an agent has an initial deliberative ranking of ends drawn from the set of ends to which
he had a non-deliberative attachment, he is in a position to adopt new ends and continue
filling out his conception of what a good life is. This process is quite similar to that of
instrumental reasoning in novel circumstances.
In the model of instrumental reasoning in novel circumstances, we used the
variable to represent the unknown potential outcomes that might result from an
available course of action. To describe deliberation about which new end to adopt, we
will use variables 2, … to represent positions in the agent‘s current ranking of ends that
a new end could occupy. Like the i‘s, there will be i‘s that are as choiceworthy as any
of the ends that appear in the agent‘s preference-ranking. Each x will receive a utility
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value, along with each end already appearing in the ranking. Given two new ends e and f,
the agent will then judge that one is more choiceworthy than the other, and form his
intentions accordingly, as follows:
n

n

i 1

i 1

i(e)i( f )   p(e ~  i )des (e ~  i )   p( f ~  i )des ( f ~  i )
For any new end e, we can assert that des(e~x)>des(e~y) iff u(x)>u(y). The reasoning
behind this is as follows. The agent does not have any prior attachment to a new end—it
is, after all, new. So how welcome the news would be that a new end belongs to a
particular value should simply track the position of that value in the agent‘s preferenceranking. In the absence of a prior attachment, we should simply be pleased to learn that a
newly available end is good and choiceworthy, and to be more pleased the more
choiceworthy we learn it is.
The probability that the choiceworthiness of end e will be represented by the
position in the ranking occupied by a particular x is based on the evidence that bears on
how choiceworthy end e is:
n

p new (e ~  x )   pold (e ~  x Ei ) p new ( Ei )
i 1

So we can represent a preference for e over f which is based on evidence that supports
that preference with:
n

n

i 1

i 1

i(e)i( f )   pnew (e ~  i )des (e ~  i )   p new ( f ~  i )des ( f ~  i )
If f is an end that was already present in the agent‘s preference-ranking, and no new
evidence bearing on its choiceworthiness has come to light, then pnew(f~i) will be the
same as pold(f~i), where the latter will simply represent the agent‘s degree of belief that
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he has located f in the appropriate place in his ranking. In judgments of the
choiceworthiness of new ends, there is room for an additional type of evidence not
discussed above. The agent might make a similarity judgment similar to the one he
makes in the case based model, and thus judge that there is a certain probability that a
new potential end will be as choiceworthy, and thus make as significant a contribution to
his leading a good life, as one of his current ends.
Finally, the agent can place the new ends into his pre-existing deliberative
preference-ranking. In doing so, he integrates his newly discovered options into the
general scheme of ends which structure his life and activity. He accomplishes this
integration by placing each new end into one of the values (in Ramsey‘s sense) of his preexisting deliberative preference-ranking. The agent determines the value into which a
new end is to be placed by determining which i satisfies the following:
max p(e~i)des(e~i).135
The last variety of ends-deliberation is deliberating to choose between alternate
specifications of ends. The sort of deliberation is employed in the context of resolving
conflicts between ends. As far as I can tell, the process of choosing between alternate
specifications of an end will be essentially the same as either the process of repositioning
an end or the process of deliberatively adopting a new end. My discussion will thus
focus on my reasons for thinking that the same processes applies. First, we need a
reasonably precise characterization of conflicts between ends. Let us begin with another
one of Richardson‘s examples.136 An environmentalist parent is trying to decide whether
to but cloth or plastic diapers. He is struggling, because both have environmental pros
135
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and cons, and he has realized he has no clear and reliable way of weighting these against
each other. The first step toward resolving this problem is to specify his guiding norm
(―protect and preserve the environment‖), in different ways, each of which supports one
of his two possible decisions but not the other. He engages in some specificational
reasoning, and formulates two specifications: (1) preserve the as-yet untouched portions
of the wilderness; and (2) protect the integrity of urban environments by minimizing
pollution. He observes that the first norm supports using cloth diapers (the production of
which causes more pollution but leaves pristine wilderness untouched), while the second
supports using disposables (the production of which requires access to petroleum, much
of which lies beneath protected wildlife reserves). The agent must now select one of
these two specifications. Richardson‘s theory is of little help to us here—it simply tells
us that the agent should realize which of these two ends better coheres with his other
ends.137 My theory, however, has more to offer.
Richardson‘s example can be given the following characterization. An agent has
attempted to choose between two actions—i.e. buying cloth diapers and buying
disposables—but has failed to come to a conclusion. Let us refer to these two actions as
a and b respectively. He is unable to determine the extent to which the evidence supports
doing the former and the extent to which it supports doing the latter, and so is unable to
determine which is more likely to serve his end. His first problem is that his end is not
specific enough. If it were more specific, he would be better able to determine the
strength of the evidence that a would better serve his end, and likewise for b. So he
engages in specificational reasoning, and produces two specified versions of his end
(preserving untouched wilderness and reducing urban pollution). Let us refer to them as
137
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e and f, respectively. It is clear that if his end is e, the evidence supports the conclusion
that a is the best means; but if his end is f, the evidence supports the conclusion that b is
the best means. He cannot pursue these ends jointly, since pursuing one requires an
action that precludes the action that would enable him to pursue the other. So he must
now choose between these two specifications. He must judge either that e  f , or that

e  f , or that e~f. This is where Richardson‘s theory runs out.
At this point, there seem to be two possibilities. One is that the agent realizes,
once he considers the alternate specifications, that it is one and not the other to which he
has really been committed all along. He would then replace his vague end of helping the
environment with the appropriate specified end. Having done that, however, he should
consider whether that is really the right place for it in his preference-ranking. After all, it
may be that there is even more evidence supporting the choiceworthiness of the newly
specified version of the end than there was for the original vague end. The agent would
then follow the first procedure discussed above for re-evaluating the position of an end in
one‘s deliberative preference-ranking.
The other possibility is that the agent finds himself without a strong commitment
to either of the newly specified ends, and that this prompts him to look at them with fresh
eyes. In this case, the agent can carry on according to the same procedure I have outlined
for incorporating any new end into a preference-ranking. If the relevant evidence
supports the conclusion that pursuing e is more likely to make a greater contribution to
his ultimate end, then he will prefer e and thus prefer action a. Likewise for f and b. If
both potential ends are equally supported, he will find both options acceptable. We can
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then interpret Richardson‘s talk of coherence in terms of what has already been said
about the types of evidence that are relevant to this decision.
V: A Concluding Example
In order to survey at one glace the whole picture of deliberation that has emerged,
let us work through a fairly complex and realistic example from beginning to end. Adam
Smith is a university student trying to figure out what he wants to do with his life. His
pre-deliberative attachment is to the sciences—it is to science, rather than the humanities,
that he feels naturally drawn. So in his pre-deliberative preference-ranking, sci  hum .
He knows that he likes some areas of science more than others, but he has not yet
seriously deliberated about which would be best for him to pursue. He also thinks he
should have some more solid basis for choosing not to pursue study in the humanities,
since his experience of them thus far has been limited. Every course of study at Smith‘s
university includes an extensive core-curriculum, and so Smith has ample opportunity to
expose himself to a broad range of fields. He concludes on the basis of his level of
enjoyment of these classes (E1) and the outcome of his best efforts in them (E2) that the
sciences are in fact a better choice for him than the humanities:
pnew (sci  hum)des new (sci  hum)  pnew (hum  sci)des new (hum  sci)

where
2

pnew ( sci  hum)   pold ( sci  hum Ei ) pnew ( Ei ) .
i 1

He then deliberates about which scientific field to pursue. He begins with a bit of
specificational reasoning, identifying all of the alternatives available to him. He then
engages in another round of ends deliberation to choose between these potential
specifications. In particular, he chooses medicine over engineering, on the basis of his
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level of enjoyment of his pre-med classes (E1); his past observations that he enjoys
helping others in a close, personal way, as doctors do (E2); the outcome of his best efforts
in his pre-med and engineering classes (E3); and, what he sees as a weighty reason, the
fact that his area has a far greater need for doctors than for engineers (E4):




i 1

i 1

 pnew (doc ~  i )des(doc ~  i )   pnew (eng ~  i )des(doc ~  i )
where
4

pnew (doc ~  x )   pold (doc ~  x Ei ) pnew ( Ei )
i 1

and the i‘s occupy positions in his initial deliberative ranking of ends (which we assume
included various types of non-professional ends as well).
Having selected the end of being a doctor and formed the intention to pursue that
end, Adam applies to medical school and gains admission to the University of Wellington
and Nelson University. He must now decide between them. Doing so will require
deliberating about which school is the best means to his end of succeeding in the
profession of medicine. In a sense, he knows what the outcome of a decision to attend
either school would be—he would attend that school. But he does not know what the
outcome of either decision would be under a description that would enable him to rank
those outcomes. He does not know what it would be like to attend either school. So he
must engage in some generalized case-based reasoning. The deadline for his decision is
drawing near, and he is busy finishing his undergraduate courses, so he is unable to learn
much about either school. He knows only that Nelson University has a small student
body and that the University of Wellington has a large student one. He compares the
decision to attend each medical school with his past decisions to attend high school and
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college, and the outcomes of those decisions. His high school was a large magnet school,
whereas his college was a small institution. He observes that he enjoyed the atmosphere
of his college far more (E1), and that his superior performance in college was partly due
to the ample opportunities for class participation that a smaller school affords (E2). He
also speaks with his biology professor who attended graduate school at Nelson, and with
his chemistry professor who did his graduate studies at Wellington. The former tells him
that Nelson is a wonderful place to pursue medicine and the life sciences (E3), whereas
the latter expresses reservations about Wellington (E4).
Adam then judges the probability that the outcome of each of his options will be
as choiceworthy as each of the possible unknown outcomes in his expanded preferenceranking of outcomes, in the light of the relevant evidence:
2

p new ( s NU ,  x )   pold ( s NU ,  x Ei ) p new ( Ei )  ' ( E3 ) pold ( s NU ,  x  E3 )
i 1

2

p new ( sUW ,  x )   pold ( sUW ,  x Ei ) pnew ( Ei )  ' ' ( E4 ) pold ( sUW ,  x  E4 ) .
i 1

Finally, he judges that Nelson University is the better option:


p
i 1



new

( s NU , i )u (  i )   p new ( sUW , i )u (  i ) .
i 1

Adam‘s series of deliberations—beginning with his early deliberations regarding
what he wants to do with his life, and ending with his decision to attend Nelson
University Medical School—is thus represented within the framework of my theories of
ends-deliberation and generalized case-based-reasoning. Adam, moreover, has exhibited
competence in the very rational capacities that, in part, constitute the capacity of
autonomy. And by exercising his capacity for ends-deliberation, he exhibits authenticity.
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He chooses, endorses, and revises his preferences on the basis of his own deliberative
judgments about what in his life is worth pursuing; and in so doing, he incorporates and
balances his own natural inclinations, attachments, and emotional responses with a
variety of other considerations that bear on which of his options are most worth choosing.
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Part II
Introduction
Well-being, Freedom and Agency
We now have at our disposal a far more robust and precise conception of
individual autonomy than has ever been developed. In the next chapter I will articulate a
similarly robust and precise conception of individual negative freedom, which, when
conjoined with autonomy, constitutes individual liberty, the guiding value of political
liberalism. In Chapter 4 I will then argue for a theory of distributive justice that takes
liberty to be the appropriate object of the State‘s distributive concerns.
One of the questions which will command our attention in Chapter 4 is that of
why we should take liberty rather than welfare or well-being (whether in the utilitarian‘s
sense of maximum utility, or G.A. Cohen‘s sense of ―mid-fare,‖ or in some other sense)
to be the appropriate object of the State‘s distributive concerns. While the full answer
will have to wait until the point in the dialectic when the question itself naturally
emerges, I should declare at the outset that the reason is not that well-being is a matter of
little concern according to my view. Far from it. The conception of liberty which I am
developing is unintelligible apart from a view of what constitutes well-being—for as we
shall see, one of the ways in which my conception of liberty may be fairly characterized
is as the liberty to pursue and achieve well-being. In this introductory section, therefore,
I will briefly discuss the view of well-being which serves as a foundation for my views of
liberty and justice.
A. Ground-clearing
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What I cannot offer here is a full-fledged philosophical argument for the
correctness of my view of individual well-being, or for the defectiveness of rival views.
With respect to the latter task, there are simply too many views; and even if I were to
isolate the other ―major‖ contenders and focus exclusively on them, the time that would
be required to discuss any of them fairly and thoroughly would take me far beyond the
scope of my purpose here, which is to develop a theory of liberty, justice, and the
authority of the State. A theory of well-being is meant here to serve as a background
against which this project may be carried out. One might well ask why I embarked on
this task without working out that background theory of well-being first; and this brings
us to the problematic nature of the former task, that of setting out a positive argument for
any theory of well-being. It is not that I believe we are left merely to grasp in the dark in
our efforts to construct any such argument. We have, for example, a very good way of
determining which theories to exclude as contenders: those which identify the worthwhile
life with a manner of living that is physically or psychologically unavailable to most
normally functioning adults.138 We can narrow things down a bit further by making use
of the subjective responses to survey questions which now form the basis of the
burgeoning field of ―happiness studies.‖ These results, however, do not get us very far. I
do think it is safe to say that a mode of living which people widely report as making them
miserable is no contender for the title of a worthwhile way of life, whatever theoretical
considerations may be devised to support it. But the number of those living in abject
poverty, or under the constant threat of domestic abuse, who claim that they are, on the
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whole, content with their lot, is high enough to conclude that we are fully capable of
being wrong about whether or not our lives are good.139
But if we lack the evidence to determine on empirical grounds what mode (or
modes) of life are good and worthwhile, can we not turn to ethical theorizing? Here I will
indulge in a brief survey, not of conceptions of the worthwhile life themselves, but of the
major approaches to constructing such conceptions.
I am unable to see how, in the 21st century, we would be able to take seriously the
original Aristotelian idea of ―metaphysical biology,‖ as Alistair MacIntyre calls it.140 So I
simply assume that there is no proper function or end of man as such, waiting to be
discovered through a careful examination of human nature. The good life (or good lives)
for man cannot be determined from any set of facts about the human species, nor can any
single definitive set of universal virtues be so determined. Though we may be able to
come to some solid conclusions about the absolutely necessary elements of any full and
worthwhile life, these elements vastly underdetermine a complete conception of the good
life.
The Kantian approach, in contrast, remains viable so far as I can tell, but I know
of no ultimately convincing development of it. Kant‘s fundamental ethical claim—that
every free and rational agent, insofar as he is free and rational, wills that he act in
accordance with the universal moral law, and does so on the basis of his recognition that
it is his duty so to act—is at least a claim of the right sort to serve as a foundation for a
139
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partial account of the good life. For if Kant were correct, then right actions performed
from good will, which are an important part of any good life, would be rationally
necessary—one could not succeed in leading a life appropriate to a rational agent while
failing to lead a morally good life. But it would be an understatement to say that I am not
alone in being ultimately unconvinced by Kant‘s attempts to establish the rational
necessity of moral action as he conceives of it.
The 20th century proponents of a Kantian approach—most prominently Rawls,
Scanlon, and, the most sophisticated of the lot, Habermas—do not seem to have
succeeded where Kant failed. By ―a Kantian approach,‖ I mean any approach to ethical
theorizing that takes general and universal (or at least widely applicable) moral principles
to be the basis for moral action, and sees these principles as either themselves principles
of rationality, or as following demonstrably from principles of rationality, or at least as
discoverable through a process of rational deliberation and debate that will result in the
stable resolution of all reasonable moral disagreement. It remains mysterious (to me at
least), why we should think that the early-Rawlsian process of reflective equilibrium
should in fact ever reach a stable equilibrium state,141 or why we should expect there to
be anywhere near as much content in the late-Rawlsian overlapping consensus as Rawls
himself seems to have expected. And it is similarly mysterious why, on Scanlon‘s view,
we should expect, under any circumstances, to come to stable and widely-shared
conclusions about which moral principles are ―reasonably rejectable,‖ and which are not.
Habermas fares much better in this regard. He begins from a particular theory of

141

See D Bonevac (2004) ―Reflection without Equilibrium‖ The Journal of Philosophy 101:7, 363-388.

114

linguistic meaning and the very conditions of intelligibility of communication.142 He thus
takes us out of the Kantian world of individual rationality and relocates us in the social,
intersubjective world of communicative rationality. He then constructs a careful and
detailed argument that the possibility of universal, deliberative agreement on moral
principles follows from the assumption of thorough adherence by the participants in the
discourse to the principles that underlie the very possibility of communication.143 So just
as on Kant‘s view the good life turns out to be, at least in part, the life of individual
rationality, on Habermas‘ view it turns out to be the life of communicative rationality.
This view, however, relies on a problematic and highly controversial view of linguistic
meaning and the nature of communication, which is inconsistent with other promising
views on these issues (game-theoretic semantics, for example). So again, I am hardly
alone in finding this approach ultimately unconvincing.
We are left, then, with Mill, and though I am by no means a utilitarian, I do accept
Mill‘s view of the nature of ethical theorizing. The principle of utility, Mill tells us, is
exactly as susceptible of receiving the ultimate sanction of morality as is any other ethical
first principle—the external sanction of freedom from just retribution for those actions
performed in accordance with it, and the internal sanction of greater personal peace and
satisfaction with the life lived in accordance with it than with other modes of life.144 But
as a first principle, its legitimacy cannot be established through argument or
demonstrative proof. It is rather the beginning of such arguments and proofs in ethics.
All we can do is look to what the principle tells us we should value, and to the sort of life
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that it tells us we should lead, as compared with other potential objects of value and
modes of life, and judge, after all due consideration and scrutiny, whether we are better,
and are living in a better world, for having lived in accordance with the principle of
utility rather than in some other mode.145
I believe that if we were to live according to any specification of the principle of
utility, we would find much to be dissatisfied with in ourselves and the world we had
created.146 I will not devote much time to articulating my reasons for thinking this,
though I will, in Chapter 4, give some reasons for preferring my own approach to
distributive justice over a utilitarian approach (among others). My goal here has not been
to give a detailed critical discussion of any of the theories of well-being or approaches to
ethical theorizing which I reject. It has instead been merely to provide a brief explanation
of that very decision not to undertake any such detailed critical discussion. But I do
accept Mill‘s approach to ethical theorizing as the best that we can hope for, and so I
adopt it here. The ultimate, and only, test of the background conception of well-being
which I will now briefly outline is whether we would, after all due consideration and
scrutiny, judge ourselves to be better and to live in a better world for having pursued and
achieved the goals that this view recommends to us, than we would judge ourselves and
our world to be had we pursued and achieved the goals recommended by some other
view. The critical discussion which will come in Chapter 4 will thus be limited to
reasons for rejecting some theories of distributive justice which have been erected against
the backgrounds of competing views of the good life.
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B. Outline of a background conception of well-being
The conception of well-being that I will outline here owes much to the work of
Amartya Sen and Joseph Raz—unsurprisingly, perhaps, given that the of either the one or
the other can be seen in most parts of this work. The conception is the neo-Aristotelian
interpretation of agent well-being given in the Preface:
Agent Well-being: An agent‘s well-being consists in his willing pursuit
and achievement of valuable functionings, chosen through deliberation
from an adequate range of options.
Functionings are the activities and states of being which the agent achieves. The
idea behind taking functionings as the appropriate constituents of well-being is simple—a
person‘s well-being must be a matter of what sort of life he is managing to lead, and this
means it is a matter of what he has managed, and is managing, to do and to be. The
deliberative selection of which achievements to pursue is, we have seen, the exercise of
the capacity of autonomy. The agent‘s range of options is represented by his capability
set—his abilities, access to resources, and opportunities to achieve functioning. The
levels of achievement, the number of functionings achieved, the extent of the capability
set, the number of choices made autonomously, and the excellence of the exercise of
autonomy are all potentially relevant to the goodness of the life lived. The notion of
autonomy has already occupied our attention for quite some time. The notions of
functioning and capability will be examined in the next chapter. I will limit myself here
to some general remarks on the sense in which I take the value of functionings to be
objective, and on the range of factors which can contribute to one‘s well-being.
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Sen makes a crucial distinction between the ―position relativity‖ of valuations and
the ―authorship invariance‖ of values.147 Valuations—the judgments which one reaches
regarding the values of states and activities—are and should be sensitive to differences in
the positions of the agents making those valuations—their differing circumstances,
talents, interests, etc. So there is a sense in which valuations are subjective. Nonetheless,
a valuation from a particular position is either correct or incorrect—the identity of the one
making the valuation, apart from the aspects of his position which are relevant to making
that valuation (which may include his tastes, interests, abilities, talents, etc.), does not
matter. So the value of the state or activity to an agent in a given position is invariant,
and so in a sense objective.
Sen‘s notion of authorship invariance dovetails nicely with Raz‘s antitransparency thesis: it is not the case that nothing can contribute to an agent‘s well-being
unless the agent recognizes it as so contributing,148 and it is not the case that whatever the
agent believes is contributing to his well-being is so contributing.149 Rather, an agent‘s
well-being depends on the actual value of his goals and achievements.150 Raz
occasionally makes claims which appear overly subjective, such as the claim that to
evaluate someone‘s well-being is to ask how successful his life is from his point of
view.151 Given his commitment to anti-transparency, however, it is best to interpret
―point of view‖ in this context as referring to the agent‘s position in Sen‘s sense.
Both Sen and Raz, and any theorist with an objective view of value, are left with
the question of what sorts of functionings are truly valuable and, and how can this be
147

A Sen (1985) ―Well-being, Agency and Freedom‖ Journal of Philosophy 82:4, 169-221; 183
J Raz (1986) The Morality of Freedom (Oxford: Clarendon Press) 308
149
Ibid. 303
150
Ibid. 298
151
Ibid. 289
148

118

determined. This is one of many points on which my work on autonomy has much to
contribute. By constructing a model of excellent ends-deliberation, I have made available
an answer to this question which is procedural, so to speak, rather than substantive.
Those functionings, those achievements, which are genuinely valuable from a particular
position are those that could be adopted and pursued by an agent in that position as the
result of a well-executed course of ends-deliberation. The assumption of authorship
invariance guarantees that which functionings these are can be known by others outside
the agent‘s position, since the answer does not depend on who the agent is beyond the
aspects of himself relevant to defining his position. Given enough information about that
position, the result of a well-executed course of ends-deliberation can be known to
anyone.152 So rather than providing a theory-driven list of valuable functionings, my
approach provides a precise representation of the method by which we succeed in
determining what sorts of states and activities are truly valuable from a given position.
We should not expect to be able to identify those functionings except through careful
deliberation and with adequate information about the position from which the valuation is
to be made.
Both Sen and Raz self-consciously attempt to steer a middle course between
subjective and objective theories of well-being, and this effort is to be both commended
and imitated. Sen sees capability-based approaches to well-being as meriting the
moniker ―Aristotelian.‖ For any capability-based approach focuses its attention primarily
152
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on human potential and its excellent development and exercise in valuable activity. But
Sen is wary (and rightly so) of too much authentic Aristotelianism. Quoting Martha
Nussbaum, he notes that on a plausible reading of Aristotle, Aristotle believes ―that there
is just one list of functionings (at least at a certain level of generality) that do in fact
constitute good human living.‖153 Nussbaum challenges Sen to develop a fully specified,
objective, normative account of human functioning, and a complete method for
evaluating the contribution of any functioning to a good human life.154 Sen remarks that
his refusal to attempt such a feat stem from his concerns that the resulting view of human
life could not help but be ―tremendously oversimplified,‖ and he points out that we do not
need to commit ourselves to a unique set of functionings in order to maintain that the
value of functionings is objective.155 Behind these is concerns is, I believe, a commitment
to one of the central principles of my own project, a principle which is of considerable
important for political liberalism:
The Principle of Competitive Value Pluralism: There are many equally
good ways of life, which are incompatible insofar as leading one excludes
leading others, and the values that structure some conflict with the values
that structure others.
As we will see in Chapter 4 when the issue of ―liberal neutrality‖ arises, a commitment to
competitive value pluralism will prove essential to defending a conception of liberalism
that rests on an even moderately perfectionist conception of well-being from the
objections of the deontological tradition.
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A final point of agreement between Sen and Raz, and a point which I also adopt,
is that there is a close relationship between a person‘s well-being and how free he is. Sen
explicitly endorses the claim, which is obviously a pillar of liberalism, that the good life
is, in large part, a life of freedom.156 And in discussing the range of factors which matter
to an agent‘s well-being, Raz includes not only factors which affect the agent‘s pursuit
and achievement of his actual goals, but also those that affect his ability and opportunity
to adopt or pursue any other valuable goals.157 The full articulation of the conception of
freedom which I believe is the concern of political liberalism will come in Chapter 3.
Chapter 4 will begin with a discussion of the nature of the value of this freedom, and the
contribution of freedom to well-being.
Sen falters, however, in attempting to draw a distinction between an agent‘s wellbeing and his ―agency-goals.‖158 Sen understands the sort of functioning, or flourishing,
that constitutes well-being in a relatively narrow sense, such that agent‘s may adopt,
pursue and achieve all sorts of valuable goals that have nothing to do with their wellbeing, and that may even conflict with it. On Sen‘s view, for example, any diminishment
of physical health detracts from one‘s well-being. Thus, if an agent is working tirelessly
in pursuit of some valuable goal to which he attaches great importance, and the goal
cannot be achieved without a level of effort sufficient to diminish his physical health
somewhat, Sen would say that the agent is pursuing an agency-goal that is in conflict
with his own well-being. Sen‘s attempt to distinguish between types of goals (such as
good health) whose achievement always contributes to an agent‘s well-being, and other
types of goals which, however valuable or important to the agent they may be, do not
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contribute to well-being (and may conflict with it), seems to me to be unmotivated. It is
certainly plausible that to sacrifice one‘s health to some very great extent will necessarily
detract from one‘s well-being; but this does not mean that the dedicated pursuit of any
goal which requires any sacrifice of health must be placed outside the realm of well-being
altogether. An agent‘s life is going well, as Raz says, when he is at peace with himself
and is pursuing valuable goals whole-heartedly.159 And I would add that his life is better,
at least up to a point, the greater is his freedom to choose which valuable goals to
pursue.160 But as Raz points out, there is no essential connection between well-being and
behavior that can be fairly described as self-sacrificing.161 We have no reason to exclude
the whole-hearted pursuit of any valuable goal the class of contributors to well-being, and
no reason to deny that one can sacrifice certain aspects of one‘s life to such a pursuit
without doing so to the point where one‘s overall well-being begins to diminish. I
therefore side with Raz in taking a broad view of well-being and of the range of pursuits
and achievements which can contribute to it.
Finally, I concur with Raz‘s assertion that ―One can profit from, one‘s well-being
can be served by, compliance with, or the attempt to comply with, any moral
consideration.‖162 In my view, this is so because a normal human life is always and
inevitably a life of moral agency, and I assume—I hope plausibly—that one of the
necessary constituents of any good human life whatsoever is functioning well qua moral
agent. I do not assume that an agent‘s well-being is diminished whenever he fails to
make the best moral choice he could, all things considered. I do maintain, however, that
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at the very least, one‘s well-being is diminished when one fails to satisfy one‘s perfect
moral duties—this is substantial failure to function well qua moral agent.163
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Chapter 3
Freedom and Capability
I: Introduction
My goal in this chapter is to articulate a conception of individual liberty that will
serve as the basis for the liberty-based account of distributive justice which I will develop
in Chapter 4, and as the basis for the limitations on state intervention which I will
develop in Chapter 6. I argue that we should understand liberty as compound concept,
constituted by the possession of both a developed capacity of autonomy (as this has been
explicated in Part I) and a degree of negative freedom. I begin by examining the debate
over rival ‗concepts‘ of freedom—negative, positive, and so-called ‗third concepts‘—and
argue that the positive concept of freedom is not a way of understanding freedom at all,
and that the most prominent candidates for a third concept of freedom all reduce to
specific conceptions of negative freedom. This leaves us with the negative concept of
freedom as the only appropriate characterization of freedom. The issue then becomes one
of defining a specific conception of negative freedom from which, along with my account
of the capacity of autonomy, I will construct my conception of individual liberty. I
discuss Matthew Kramer‘s recent ―pure‖ view of negative freedom, and argue that while
it does include some valuable insights that should be preserved, it fails on multiple counts
as a complete account of negative freedom. I then develop my own view of negative
freedom, focusing on four aspects: the agent‘s effective freedom, as represented by the
extent of his capability set; the agent‘s republican freedom, understood as his degree of
immunity from being deprived of his particular freedoms; the agent‘s autonomy-freedom
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(his freedom to develop and exercise the capacity of autonomy); and the extent of the
diversity of choice present in the agent‘s set of available functionings.
II: Concepts of Freedom
A. Negative freedom
In a very influential article, Gerald MacCallum argues that there is only one
concept of freedom—the one usually denoted the ‗negative‘ concept.164 MacCallum
offers the following tri-partite analysis of having a particular freedom:165
An agent A is free from a constraint C to (not) do/(not) become an action/state E.
This understanding of freedom is a negative one insofar as freedom is always
taken to be freedom from some sort of constraint or impediment. MacCallum then
identifies three sources of controversy over how to understand the concept of freedom,
based on the three relata in his analysis of freedom.166 The first sort of controversy
concerns the question of who counts as an agent. Agency here may be narrowly
construed to include only what Anglo-American law refers to as ‗natural persons‘,
excluding both ‗artificial persons‘ (such as corporations) and non-human animals (which
are taken to fall outside the scope of personhood). Alternatively, we may understand
agency broadly, so as to include both of these groups (and perhaps others as well). The
second sort of controversy concerns the kinds of things that count as constraints. On one
influential view, the only genuine constraints on one‘s freedom are the interfering actions
of other persons (and perhaps only when these actions are intentional). A less narrow
view might allow for the presence of interfering factors other than the actions of others to
count as constraints on freedom. And one broader still would allow not only the presence
164

G MacCallum (1967) ―Negative and Positive Freedom‖ Philosophical Review 76:2, 312-334
Ibid. 314
166
Ibid. 320-323
165

125

of interfering factors to count as constraints on freedom, but the absence of enabling
factors as well. Finally, a third source of controversy concerns the sorts of things from
which agents can be constrained when they are being deprived of a particular freedom.
Again, there is an influential narrow view that claims that when one‘s freedom is limited,
it is simply the case that there is some action that one is prevented from performing.
Broader views would allow that one‘s freedom is limited when one is prevented from
developing a trait, becoming a certain sort of person, occupying a certain state of affairs,
or entering into a certain set of circumstances.
Any precise account of negative freedom must make clear what restrictions it
places on the ranges of the variables in MacCallum‘s triadic relation. Specifying these
ranges will be one important aspect of developing my own view. But for now, we may
continue on to the concept of positive freedom, and determine whether there is any way
to define it such that it does not collapse into some conception of negative freedom.
B. Positive freedom
While Isaiah Berlin describes his conception of negative freedom quite clearly (it
is the freedom of persons from the directly or indirectly interfering actions, whether
intentional or not, of other persons to perform actions),167 his definition of positive
freedom is not nearly so easy to lay out. He begins with the suggestion that freedom in
the positive sense ―consists in being one‘s own master.‖168 This, as he notes, is not such a
very different notion than the notion of being free from the interfering actions of others.
The divergence between the negative and positive concepts of freedom is due, rather, to
the rather peculiar historical development of the meaning of ‗self-rule.‘ Let us first briefly
167
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examine how the development of this idea leads to a supposedly distinct concept of
freedom. We will then be in a position to settle two issues which are important for our
current purposes. First, whether it is possible to formulate a concept of freedom that falls
outside MacCallum‘s analysis of negative freedom; and second, whether there is reason
to think that a society that values and promotes self-rule on the part of its citizens is
necessarily doomed to embody the sort of totalitarianism that Berlin means for his work
to help us avoid.
Positive freedom, according to Berlin, is the sort of freedom that is invoked to
justify coercion—the very activity which deprives one of negative freedom. The first
step toward a pernicious concept of positive freedom is the observation that we can be
prevented from doing what we wish, or what we think we ought to do, by the presence of
urges and passions with which we do not identify, and which we cannot easily control.169
Such passions, then, are among the constraints which limit our available actions, and
from which we can be freed. Historically, this observation developed into the idea that
the self is fragmented. There is the true, rational self, and the oppressive, passion-ridden
self. To be freed from the internal constraints of our passions is to defeat this lower self
and liberate the rational self. The next step is what Berlin famously calls ―the retreat to
the inner citadel.‖170 If freedom includes freedom from the passions which one‘s rational
self does not endorse, then it is natural to believe that the path to freedom is the rational
self‘s gaining control over the passions. Whenever desire serves as a constraint on
reason‘s ability to direct the will, that constraint can be surmounted through rational
control over the impinging desire, rather than through satisfaction of it. Berlin sees this
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idea at the core of Kantian ethics.171 The autonomous will is not guided by inclination; it
is a ruler over the inclinations that arise to confront it. This will is rational, insofar as it
obeys the moral law which is discovered through pure practical reason; and it is free,
insofar as it imposes this moral law on itself, and remains uncoerced by any force.
In Kantian ethics, we are left with the view that coercion is the greatest of evils,
precisely because the dignity of man is due to his possessing an autonomous will, and to
coerce him is to deny this autonomy. We will have to move on from Kant, then, in order
to continue the development of the positive concept of freedom. But an important
Kantian idea is carried over into the next, Hegelian step toward positive freedom. This is
the idea that freedom is attained through the comprehension by individual reason of
rational laws.172 Such laws include not only things like mathematical rules, but laws of
morality and social order as well. These laws set out what individual and social life must
be like if individuals and societies are to function at all—that is, if they are not to operate
irrationally, and thus chaotically. Reason‘s comprehension of rational laws is liberating
insofar as it frees one from desiring the impossible—from desiring modes of individual
and social life which cannot be made to function. To this idea, we must add another: that
at some fairly fine-grained level of description, there can be only one rational mode of
life for the individual and for society, and that these two modes of life are in perfect
agreement. The rational organization of society just is the result of each and every one of
its members leading a rational life.173 This implies that the rational course of life for each
individual in society must be compatible with the rational course of life of every other
individual.
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This, then, is the positive concept of freedom. One is free in the positive sense
when one is living the rational life—the mode of life that follows from comprehension of
the rational laws of morality and society; and to live this life requires that all others in
one‘s society also live the rational life (lest their irrational behavior disrupt the course of
one‘s own rational life in some unavoidable way). For all the members of a society to
live such a life together amounts to a rational life for that society as a whole. And from
here, it is only one very short further step to the justification of coercion. Anyone who is
not succeeding at living such a life threatens the very functioning of society. Though it
would be best if they were able to bring themselves into conformity with the laws of
reason, they may not be able to do so. So those of us who do comprehend the rational
functioning of society have no choice but to bring them into conformity by force.174 And
in so doing, we are not in fact coercing them into acting in their own best interest. For
we are merely compelling them to do what they would freely choose to do themselves,
were they capable of liberating their true rational selves from their unruly passions. And
we will succeed in making them truly free when, as a result of our coercion, these
passions are finally extinguished—when we have, as it were, beat their devils out of
them. We can thus claim that far from coercing them, we are rather forcing them to be
free.175
With a firm grip on the content of the positive concept of freedom, we can now
ask whether this is really a distinct concept from the concept of negative freedom
analyzed by MacCallum. Quentin Skinner does a nice job of isolating what exactly it is
about the positive concept that is supposed to distinguish it so radically from the negative
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concept. Skinner identifies Bernard Bosanquet and T. H. Green as the two philosophers
whose writings on freedom serve as the main inspiration for Berlin‘s explication of the
positive concept.176 Bosanquet discusses ― the ‗real‘ or ‗ideal‘ self whose activity is
identical with freedom.‖177 Green identifies freedom as ―an end-state‖ in which man has
attained an ideal level of self-realization.178 For these neo-Hegelian thinkers, the living
of a fully rational life itself is the only thing that frees us from ―the constraints and
obstacles to the realization of our full potential,‖ and is thus the only thing that ―makes us
fully free.‖179 Freedom itself is then the achievement of this ideal state of self-realization
that one comes to by way of leading a rational life.
Skinner concludes that Berlin has succeeded in articulating a distinct concept of
freedom on the basis of the neo-Hegelian tradition:
[T]he freedom of human agents consists in their having succeeded in
realizing an ideal of themselves. But this is not to speak of a condition
in which someone is free to do or become something, as required by
MacCallum‘s analysis. It is to speak of a condition in which someone
has succeeded in becoming something. Freedom is not being viewed as
absence of constraint on action; it is being viewed as a pattern of action
of a certain kind.180

The neo-Hegelian conception of freedom that Berlin articulates is certainly a
distinctive one, and is at quite some distance from most other influential conceptions of
freedom. But Skinner is nonetheless wrong to conclude that it is really a distinct concept.
It is not, as he thinks, outside of MacCallum‘s triadic analysis. Freedom, on the neoHegelian view, is a particular state which an agent can inhabit—a state from which an
agent‘s actions will constitute leading a particular sort of life. The third variable in
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MacCallum‘s relation may range not only over actions an agent could perform or things
an agent could become; it may also range over states of the agent, things the agent could
be. The second variable, likewise, is not restricted to constraints on action. It may range
over any type of constraint (to action, becoming, or being), and it may include absences
as well as the presence of interfering factors. In order to analyze the neo-Hegelian
conception of freedom then, we must take the value of the third variable to be the state of
ideal self-realization, and take the value of the second variable to be the trivial constraint
on inhabiting this state: namely, the absence of the state itself.
Now, there is much that is unsatisfactory about this analysis. The main problem
is the idea that we may assign trivial values to the second variable. For this would imply
that there is a sense in which I am not free to perform some action whenever I am not
performing it (since the doing of the action is absent), and a sense in which I am not free
to become that which I am not presently engaged in becoming (since the becoming is
likewise absent). The adherent of MacCallum‘s analysis has two options here. First, he
could accept that the analysis allows for trivial conceptions of freedom, according to
which one is free to perform some action (or what have you) only so long as the doing of
that action is not absent from the agent—that is to say, only so long as the agent is
performing that action. We would then, of course, be entitled to say that this conception
of freedom is not a useful or significant one, is not what anyone actually means when
they speak of freedom, etc. Some might argue, however, that an analysis of the concept
of freedom that allows for such conceptions must be defective in some way. If this is
right, then the range of the second variable must be limited so that it cannot take as a
value the mere absence of whatever occupies the third place in the relation. This is the
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second option. If we accept this restriction, and so rule out the trivial conceptions, can
we still accommodate the neo-Hegelian notion of freedom within the framework of
negative freedom? I believe that we can.
If the absence of the state of ideal self-realization is always due to some other
interfering factors, then these interfering factors can be identified as the constraints which
prevent self-realization (rather than identifying the mere absence of that state as the
relevant constraint). And the neo-Hegelians do seem to think that there are distinct
constraints that prevent us from attaining self-realization: namely, the irrational passions.
So we might be tempted to conclude that for the neo-Hegelians, when we are free from
the last vestiges of irrational passion, that is when we are free to attain self-realization,
and the freedom to attain self-realization is the conception of individual freedom that they
subscribe to. In fact, the issue is somewhat more complicated than this. Once one has
relinquished all irrational passion, and is actually succeeding in living a life governed by
reason and the comprehension of rational laws, one is by that very fact leading a life of
self-realization. That is just what a life of self-realization is, on this account. So it is not
as if self-realization is something that would finally be open to us once our reason had
conquered all of our irrational passions (waiting, as it were, only for us to reach out and
grab it); rather, it is something we would have attained in virtue of that victory. As
Skinner puts it, ―if and only if we actually follow the most fulfilling way of life [that is, a
fully rational one] shall we overcome the constraints and obstacles to our realization of
our full potential, and thereby realize our ideal of ourselves. The living of such a life
alone frees us from such constraints.‖181
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What this suggests is that for the neo-Hegelians, freedom from the constraints of
irrational passions is freedom not to become self-realized, but rather to be self-realized.
Once we are free from passion, we are free to inhabit the state of ideal self-realization.
To this conception of freedom, the neo-Hegelians add the claim that there is no
distinction to be drawn between being free to inhabit this state and actually inhabiting
it—no distinction between being free to be self-realized and being self-realized. But this
just falls out of the way they understand self-realization. If to be self-realized is just to
win the final victory of reason over passion, then it follows that the state of selfrealization will be achieved at the same moment that the last trace of the constraints on
self-realization vanish—one becomes self-realized precisely when one becomes free to be
self-realized. The neo-Hegelians, in other words, have defined the third relatum in the
freedom relation in such a way that its achievement follows directly from the absence of
the second. And it is this fact that makes intelligible their definition of freedom itself as
an end-state, as the actual achievement of self-realization. Their conception of freedom
is the freedom from irrational passion to be self-realized, and there is no space, given
their account of self-realization, in which to drive a wedge between being self-realized
and being free to be self-realized: ―Liberty consists in following that way of life in which,
all passion spent, we finally achieve harmony with nature.‖182
I conclude, then, that even the neo-Hegelian notion of freedom can be brought
within the concept of negative freedom as analyzed by MacCallum: An agent A is free
when he is free from the constraints of irrational passion to be self-realized. The nature
of the state of self-realization makes it the case that one is free to be self-realized if and
only if one is self-realized. The so-called positive concept of freedom has proved to be
182
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one conception of negative freedom among many. Let us turn, then to the second
question Berlin‘s work has left us: are we doomed to walk the path toward totalitarianism
if we embrace a conception of freedom that diverges from his own and shares the
concerns of the tradition that produced the neo-Hegelian conception?
Recall that the positive tradition began by emphasizing the importance of the
freedom to exercise self-rule. One can hardly argue that there is anything pernicious
about this notion of self-rule in itself. It is a plain fact of life that we all find within
ourselves wants, urges and temptations for things which we firmly believe are not good
for us. Likewise, we all find ourselves subject to pressures and influences from our
societies and cultures which push us in directions we do not judge choiceworthy. And we
are better off for not simply choosing to follow these urges and pressures wherever they
lead. To determine for oneself what goals are worth pursuing, and act on that
determination, is an important aspect of a valuable life. To accept this does not commit
one to the absurd claim that one‘s freedom increases every time one successfully
eliminates a preference for something one cannot presently attain. For the preference
may be a deliberate one, rather than one resulting from an unwelcome urge or
influence.183
So where exactly did the positive tradition go wrong? In tracing the history of this
tradition, Berlin rightly identified Kant as the pivotal figure. For Kant, a free person is a
person possessing an autonomous will—a person who chooses his pursuits via the
exercise of his reason, rather than simply following his inclinations (or, we might add, his
socio-cultural influences). This understanding of freedom was supposed to make the evil
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of coercion perfectly evident: coercion is just that activity which violates an individual‘s
autonomy, which is the basis of his dignity and of the respect that is owed to him. So far,
so good. But from this point, a path to justifying coercion in the name of freedom opens
up through the Kantian understanding of reason. It is by understanding the exercise of
reason in terms of the discovery of moral and social principles of universal validity that
we start down this path.
The pernicious turn in the positive tradition, then, comes at the moment when the
rational life is understood in terms of a set of universally valid moral and social principles
which is sufficiently comprehensive to exclude the possibility that a society may embrace
competitive value pluralism and still function well. Recall that one of the liberal
principles to which we are committed is:
The Principle of Competitive Value Pluralism: There are many equally
good ways of life, which are incompatible insofar as leading one excludes
leading others, and the values that structure some conflict with the values
that structure others.
According to competitive value pluralism, the multitude of good forms of life are not all
perfectly compossible. It may be that the achievement of a particular goal by one person
leading one form of worthwhile life is incompatible with the achievement of another goal
by another person leading a different but equally worthwhile form of life. The positive
tradition post-Kant rules out this possibility, by asserting that the universal moral and
social principles that structure a rational life are extensive enough to allow for only one
form of rational life for all individuals, and only one form of rational life for any society
(which is realized when all the members of a society lead rational lives).
So it is not in valuing self-rule that the positive tradition courts totalitarianism.
Rather, it is in rejecting competitive value pluralism as a result of adopting a particular
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understanding of the exercise of practical reason. Our question then becomes: can we
value self-rule without committing ourselves to this post-Kantian view of practical
reason? It seems clear that we can. Self-rule is just the ability and opportunity to act for
one‘s own purposes and on one‘s own reasons. The characterization of autonomy I have
developed in Part I is just as compatible with this notion as the Kantian characterization
of autonomy is. But on my view, the process of deliberating rationally about ends need
not take the form of discovering any universally valid moral and social principles. The
agent deliberates about what he should judge choiceworthy based on his own situation,
interests, talents, etc. His deliberation proceeds by incorporating evidence from a broad
range of sources. There are many equally reasonable conclusions he may come to, and
his conclusions may differ significantly from the conclusions of another, differently
situated agent without being any less reasonable. So my account of autonomy as the
capacity for ends-deliberation is perfectly consistent with competitive value pluralism.
There is reason to think, in fact, that the development of autonomy as I have
characterized it requires a pluralistic society. In evaluating the choiceworthiness of a
potential goal, one of the sources of evidence the autonomous individual relies on is how
well pursuit of that goal would cohere with his other values, commitments and pursuits.
Stanley Benn characterizes the autonomous person as one who is committed to a ―critical,
creative, and conscious search for coherence within his system of beliefs,‖184 where we
may take an agent‘s system of beliefs to include his preferences (as we understand a
preference to be a belief about the choiceworthiness of an option). Benn argues that only
within a pluralistic society can an individual pursue coherence in the way required for
autonomy. The traditions of a society or culture may present its members with an
184
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extensive and coherent ready-made system of beliefs, but those who adopt the traditional
views will not be autonomous in virtue of being coherent. Autonomy requires that one
arrive at one‘s commitments deliberately. This means weighing the considerations that
favor different commitments, which in turn requires that the agent be sensitive to those
contrasting considerations. That sensitivity needs a pluralistic environment in order to
develop and flourish; otherwise, individuals are unlikely to receive the necessary
exposure to differing sets of commitments and the considerations that favor them. ―A
monolithic system…would simply lack the incoherences which leave space for
autonomous development. Where there is no work to be done, none can claim credit for
doing it.‖185
My theory of autonomy, then, provides a way of understanding the idea of selfrule which makes the value of this attribute clear. The theory does not justify the ―retreat
to the inner citadel‖ according to which even deliberate and reasonable preferences ought
to be jettisoned if they are difficult to satisfy. It is consistent with competitive value
pluralism and even requires a pluralistic society in order for individuals to develop the
capacity of autonomy. It thus avoids the mistake which originally led the positive
tradition down the path to totalitarianism. It should be clear that as I have characterized
autonomy, the very idea of coercing someone into being more autonomous is nonsense.
If one has been coerced into adopting a preference, then one has not adopted that
preference on the basis of one‘s own deliberations.186 Is my theory of autonomy, then,
itself a theory of freedom in the positive tradition? It is not. Unlike many in the positive
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tradition since Kant, I do not take my theory of autonomy itself to articulate the
conception of freedom that is fit to play the role of a guiding ethical and political
value.187 I do not, for that matter, take it to articulate any conception of freedom at all.
Freedom and autonomy are separate concepts. But they are closely related, and as we
shall see, my theory of autonomy will guide my development of a conception of freedom.
But before I proceed to argue that freedom and autonomy should be kept conceptually
distinct, and to discuss the important relationship between these two concepts, I will
examine some recently proposed ―third‖ concepts of freedom. If they too prove to be
additional conceptions of freedom falling within the negative concept, we should be
content, at least for the time being, that one concept of freedom is sufficient.
C. ―Third‖ concepts of freedom
Samuel Fleischacker takes negative and positive freedom to be two distinct
concepts of freedom. He draws the distinction between them along Kantian lines.
Negative freedom is the freedom to do what one desires to do, or to follow one‘s
inclinations.188 Positive freedom is the freedom to follow the dictates of one‘s rational
will.189 He sees both types of freedom as defective in various ways, and seeks to
articulate a third, by appealing to the third Kantian faculty: judgment. He describes
judgment as ―a ‗mediating‘ faculty, by which I may identify myself either with my
desires or with my will.‖190 He identifies the exercise of judgment with autonomy, or
self-rule: ―For rule over oneself is quintessentially the exercise of judgment or phronesis,
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the making of choices guided by judgment.‖191 As in Benn‘s characterization of
autonomy, the gradual search for coherence among one‘s commitments is an important
part of exercising judgment.192 Fleischacker‘s third concept of freedom, then, is the
freedom to develop, exercise, and act on one‘s capacity for judgment. One crucial aspect
of this type of freedom is the freedom to ―change our desires in a reasonable way, and not
merely to act on whatever desires we already happen to have.‖193 In so changing our
desires, however, the bounds of what is reasonable are not drawn by the dictates of the
rational will. The exercise of judgment is also ―open to the influence of cultures or
traditions.‖194
Like many philosophers in the positive tradition since Kant, Fleischacker
identifies the ethically and politically relevant conception of freedom as the freedom to
develop and exercise the capacity of autonomy, and to act autonomously. He identifies
the capacity of autonomy as the capacity for judgment in a Kantian sense, but there is
good reason to think that what he has in mind is something close to my characterization
of autonomy as the capacity to deliberate rationally about ends. His emphasis on the
reasonable revision of preferences, and the relevance of a broad range of evidence
including cultural traditions to this process, bring out the similarity nicely. His view,
however, suffers from two important defects, one conceptual and one of content. First,
there is no reason to delimit distinct concepts of freedom along such narrow Kantian
lines. Fleischacker‘s purported third concept of freedom is actually one more conception
of negative freedom, the only concept of freedom we require. It is the freedom from
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certain constraints (at least including the interfering actions of other people) to exercise,
develop and act on a particular capacity. Second, Fleischacker‘s characterization of the
faculty of judgment is lacking in content. As we shall see below, my own conception of
negative freedom is fairly close to Fleischacker‘s. But he has failed to develop a precise
theory of how an agent would go about making reasonable revisions to his preferences,
taking into account social and cultural factors, emotional responses (which Fleischacker
might class as desires or inclinations) and other sorts of relevant considerations along
with categorical reasons. Constructing such a theory is precisely what I have done in Part
I. We may move on from Fleischacker, then, recognizing that he has managed to focus
our attention in the right area as we search for an adequate conception of negative liberty,
and that he has seen the importance of a theory of autonomy of the kind I have
developed.
The other main candidate for a third concept of freedom is the concept of
―republican freedom‖ articulated in the work of Quentin Skinner and Philip Pettit.195
Skinner identifies this concept of freedom as the one adopted by the Republican
opponents of the King‘s unlimited prerogative in 17th century Britain.196 The basis for
the unlimited royal prerogative is the idea that the King is the fount of all authority. He
then has the power to apportion subsidiary powers as well as duties, rights, immunities
and liberties as he sees fit. For an Englishman to have a liberty, then, is simply for it not
to be the case that the King has placed a particular duty on him. But if the royal
prerogative is unlimited, the King may cancel the liberties of his subjects at any time.
His subjects would have no immunities against the exercise of his power. The
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Republican opposition, which believed in certain inherent rights and liberties of
Englishmen, disputed the idea that the royal prerogative is unlimited. They claimed that
the people did not really possess the liberties they were entitled to, so long as the King
had the power to revoke those liberties. It is this second-order freedom, this
independence from authority for the preservation of one‘s first-order freedoms, that
Skinner and Pettit identify as a distinct third concept of freedom.
We can, however, perfectly well understand this notion of independence from
authority as an instance of negative freedom. Recall that MacCallum‘s analysis allows
for absences to count as constraints. Those subject to an unlimited royal prerogative lack
legal immunities against the King‘s exercise of power. In lacking such immunities, they
are placed under a constraint which deprives them of the freedom to do all manner of
things. Persons in such a position are not really free to do or say anything which will
lead the King to revoke their purported freedom and then punish them. This was the
substance of the Republicans‘ complaint. It was meaningless to say that they possessed
certain freedoms, if exercising those freedoms in ways that displeased the Crown would
lead to the revocation of those purported freedoms and to punishment for the offending
acts.197 In the terms of MacCallum‘s triadic analysis, the English people lacked the
freedom from the absence of legal immunities against the Crown to exercise their other
(purported) freedoms in ways that might displease the Crown.
Republican freedom, then, is not a distinct concept of freedom. It is, however, an
extremely important instance of negative freedom from a moral and political perspective.
If one does not possess republican freedom—that is, if one does not possess an immunity
against the arbitrary exercise of the power to limit ones other freedoms—one can hardly
197
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be said to have those freedoms in the first place. Republican freedom then makes
possible the possession of other freedoms in a way that other instances of negative
freedom do not. The lesson to be drawn then is that any adequate conception of freedom
as a guiding social and political value must include republican freedom. It is important to
note that republican freedom does not require that one‘s other freedoms be unlimited or
absolute. It requires only that one have an immunity against the arbitrary exercise of
power to limit one‘s freedom. Limitations on freedom through due process are consistent
with republican freedom, so long as one retains an immunity against infringement on
those freedoms which have not been so limited.
III: A Compound Concept of Liberty
We have examined a number of proposals for how to articulate a concept of
liberty distinct from the negative one, and have found that none succeed. We may
conclude then, that at least until some new proposal is made, a single negative concept of
liberty will suffice. But in examining these other proposals, we have learned some
important lessons. The task that lies ahead is that of articulating a conception of negative
freedom which is fit to play the role of a guiding ethical and political value. We have
found two instances of negative freedom which must be part of any such conception.
First, freedom from impediments (of a still-to-be-specified range) to develop, exercise,
and act on the capacity of autonomy. And second, freedom from susceptibility to
arbitrary authority to exercise one‘s other freedoms. Before we proceed to the task of
articulating a conception of negative freedom that incorporates these elements (and
others), there is a question left over from the discussion of the positive tradition that must
be answered: should we regard the concept of autonomy itself as a distinct positive
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concept of freedom? This question provides an opportunity to discuss the relationship
between the concepts of freedom and autonomy, and the ways in which freedom and
autonomy are themselves parts of a larger ethical and political value.
John Christman identifies positive freedom with autonomy, or more precisely,
with autonomous preference-formation and preference-change.198 Christman articulates a
set of conditions which are meant to articulate autonomous preference-formation and
change,199 and takes these conditions to be constitutive of positive freedom.200 Christman
requires a) that the autonomous agent be in a position to reflect on the process that
generates his preference; b) that he not resist that process (or would not were he to attend
to it); c) that his non-resistance is not the result of any factor that inhibits self-reflection;
and d) that the process of self-reflection by which he decides whether to resist the process
of preference-formation be self-consistent, and the preference that results be minimally
rational—e.g. that the newly generated preference fit into the agent‘s preference-ranking
in a way that preserves transitivity. Christman, like Fleischacker and myself, sees
autonomy as fundamentally a matter of how an individual comes to have the preferences
they have.201 And like Fleischacker, he fails to provide a rigorous treatment of how this
process of reflecting on and modifying one‘s preferences might proceed—though he does
affirm that the autonomous agent‘s process of self-reflection is a deliberative one.202
Christman articulates his conditions in a way that allows the process of
preference-formation itself to be strictly causal and non-deliberative—his agent may be
understood as observing a process in himself which he did not initiate, and deciding
198
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whether or not to intervene. He very quickly, however, makes it clear that in general,
preferences formed in this strictly causal way cannot be autonomous, since the agent
would likely not be able to resist them even given a detailed knowledge of the causal
process that was occurring.203 Christman‘s difficulty on this point stems from his failure
to separate the concept of a preference—a belief about what is choiceworthy—from the
philosophical concept of a desire—which combines the concept of preference with that of
non-cognitive affect-response.204 If he had kept preference and affect separate, he would
not have phrased his conditions for autonomy so as to allow preferences to simply befall
agents, and then had to retreat from the idea that preferences formed in this way without
any place for deliberation could count as autonomous. The object that stimulates an
affect-response can only become the object of a preference if the agent deliberates and
judges the object choiceworthy (or would judge the object choiceworthy if he were to
deliberate on it—my model of autonomy provides us with a way of representing
autonomous preference-formation; an agent counts as autonomous so long as his
preferences are formed as if he were actually engaging in the process described in the
model). The agent may of course act to pursue the object of an affect-response without
coming to prefer it—this would simply fail to be a case of acting autonomously.205
But Christman‘s understanding of autonomy is close enough to mine that we must
examine his argument for identifying autonomous preference-formation and change with
a distinct concept of positive freedom, and determine whether it succeeds. Christman‘s
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argument relies on the familiar example of the ―oppressed housewife.‖206 Imagine a
woman who grew up in a culture which strongly inculcated the idea that women should
not pursue enterprises or activities outside their homes. Such a woman is clearly not
autonomous—her preferences have in a sense been forced on her, and she lacks the
ability to modify them on the basis of her own deliberations. Suppose she is then
transplanted into a society in which women enjoy all the same opportunities as men.
Christman claims that this woman would then enjoy a great deal of negative freedom, but
would nonetheless remain unfree in an important sense. She would be severely
constrained by her own preferences, in whose development she had no say.
This example, however, is not sufficient grounds for identifying autonomy with a
distinct positive concept of freedom. Let us examine this situation more carefully.
Initially, this woman‘s negative freedom is clearly limited—there are numerous valuable
opportunities which her culture denies her. But one of the most important instances of
negative freedom which she lacks is the freedom to develop the capacity of autonomy.
The pressures and influences of her culture act as constraints on this process of
development which make it practically impossible. As a result, she reaches adulthood
without having developed the capacity of autonomy, and so is not an autonomous
individual. This is what explains her inability to act autonomously once she enters a freer
society—she continues to lack the capacity of autonomy. This should not surprise us; we
would not expect the change in cultural climate to magically invest her with this capacity.
Does she lack freedom in any important sense in her new environment? If we imagine her
new society as one which merely affords the freedom to act autonomously to those who
happen to have the ability to do so (as Christman seems to do), then the answer is yes.
206
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But in that case, the freedom she lacks is the freedom to develop the capacity of
autonomy. But if her society is one which provides her with the resources she needs to
develop this capacity, and helps her to acquire the ability to transform those resources
into a developed capacity, then she does have the freedom to become autonomous. This
sort of freedom—freedom from the lack of the resources and abilities needed to achieve
some way of being—is often called ―effective freedom‖ or ―capability-freedom.‖ As I
discuss in the next section, this is yet another important aspect of negative freedom
(along with the freedom to exercise one‘s autonomy and republican freedom). And we
have already seen that, should she become autonomous, she will have the freedom to
exercise and act on her autonomy. So assuming that she now has the effective freedom to
become autonomous and to exercise and act on her capacity of autonomy once it is
developed, in what important sense does she remain unfree?
It remains possible that, despite these effective freedoms, she will not in the end
develop the capacity of autonomy, or will not exercise it if she does, and will continue to
live as she did in her former oppressive culture. We could then interpret Christman as
claiming that in a case like this, she remains unfree insofar as she is not living
autonomously, despite having all the negative freedom she could hope for. This would
give Christman‘s position the same structure as the neo-Hegelian position. There would
be an end-state in which one had developed and was exercising the capacity of autonomy,
and positive freedom would be identical with attaining this end-state. So long as one was
not actually autonomous, one would not be positively free. The neo-Hegelian state of
self-realization, however, was a state which was blocked by identifiable constraints—the
irrational passions. The reason it made sense to identify being in this state as one way of
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being free was that one entered this state as soon as one became free to enter it—as soon
as the irrational passions which constrained one‘s freedom to enter this state were
overcome. As we saw, there was no room to drive a wedge between being free to be selfrealized and being self-realized. But the state of being autonomous—whether we take
that to mean having the capacity of autonomy, exercising it, or acting on the conclusions
of its exercise—it not like this. One can be free to develop or exercise autonomy without
doing so. And if the woman in our example simply fails to occupy the state of being
autonomous, then this does not imply the presence of any constraint that prevents her
doing so—unlike in the neo-Hegelian case, in which the failure to be self-realized
automatically implies the presence of irrational passions. So it does not make sense to
speak of the mere fact that she has not actually developed the capacity of autonomy as a
way of being unfree. If there were some constraint on her becoming autonomous, then
she would lack the effective freedom to be autonomous; and again, I shall argue in the
next section that effective freedom is a crucial species of negative freedom, just as I
argued that freedom from irrational passion is an instance of negative freedom.
It would be unjustified for Christman to simply insist, then, that failing to be
autonomous is one way of being unfree. The concepts of freedom and autonomy are
distinct, and should be kept so. Nonetheless, Christman would be right to point out that
the life of the woman in our example is far from the ideal of the liberal society. And she
falls short of this ideal precisely insofar as she fails to live autonomously despite being
free, in every relevant sense, to do so. So the lesson to be drawn from Christman‘s
discussion is, I think, not that autonomy constitutes a distinct concept of freedom, but
rather that freedom—in the negative, and only, sense of the word—cannot by itself be the
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central value of liberalism. Autonomy also plays a central role. But freedom and
autonomy are intimately connected in the liberal ideal of the good life. This is the ideal
of a life that is lived through the autonomous selection of valuable ends from a range of
ends which one has the freedom to pursue. I suggest, then, that we distinguish between
freedom and liberty, and reserve the term liberty to refer to this joint realization of
freedom and autonomy. In the next chapter, I shall argue that the distribution of liberty in
this sense is the proper distributive concern of the state. But first, I must articulate my
own conception of negative freedom, drawing together the strands that have emerged in
this section—the freedom to become autonomous, the effective freedom to pursue ends,
and republican freedom. Integrating a worked-out conception of negative freedom with
my account of autonomy will produce a fully articulated conception of liberty.
IV: A Conception of Negative Freedom
A. Kramer‘s neutral view
Matthew Kramer has recently developed a thorough conception of negative
freedom.207 I will briefly discuss Kramer‘s view before proceeding to develop my own
conception. Kramer‘s view suffers from two sorts of difficulty: it has a number of
internal problems, and it is fails to articulate a conception of freedom that could serve as
a guiding moral and political value.
Kramer states that his goal is to provide a politically and morally neutral analysis
of the concept of individual freedom.208 This goal must be interpreted carefully. Kramer
does see freedom as an appropriate object of moral and political concern. He
acknowledges that we ought to care about how much freedom people have, and that we
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should sometimes act for the sake of increasing the freedom of others. But he wishes to
carry out an exercise in conceptual; analysis that does not rely on any of the normative
commitments of any particular moral or political theory. To this end, he focuses ―not on
freedom as a normative condition, but on freedom as a physical fact.‖209 He thus offers
the following definitions of being free, unfree, and not-free:
A is free to  iff it is physically possible for A to .
A is unfree to  iff (1) A is directly or indirectly prevented from -ing by
some action(s) or disposition(s) to act of some other person(s) and (2) A
would be able to  in the absence of (1).
A is not-free to  iff it is not physically possible for A to .210
Kramer extends the definition of ‗physically possible‘ to include what is mentally and
psychologically possible, as mental and psychological states supervene on physical
ones.211 So an agent will not be free to do what he cannot do on account of a
psychological barrier or a mental limitation (including being in a state of ignorance), even
if his body is capable of performing the required movements.
The following five points should help to fill-out and clarify this basic account.
First, Kramer counts an agent as free to eschew X so long as it is physically possible for
the agent to do so, even if the agent is ―irresistibly obliged‖ to do X.212 Second, there is
no place for the concept of preference in the account. An agent‘s freedom is solely a
matter of what he is physically capable of doing, regardless of his judgments of the
choiceworthiness of his actions.213 Third, Kramer allows that one may be free or unfree
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not only to perform actions, but to become/be/remain/undergo states and events.214
Fourth, Kramer denies that particular freedoms can come in degrees. Whether or not it is
physically possible for one to  is not a matter that admits of degrees.215 Fifth, Kramer
offers the following ratio as a measure of the extent of an individual‘s overall freedom:
F2/(F+U), where F is equal to the number of freedoms the individual has, and U is equal
to the number of unfreedoms (i.e. the number of freedoms the individual lacks on account
of the actions or dispositions of others).216
Having set out Kramer‘s view, we may proceed to a brief discussion of its most
significant flaws. The first concerns the very idea that freedom can be exhaustively
understood in terms of what it is physically possible for an agent to do, and so strikes
right at the heart of the account. Suppose I am walking through Benjamin Bannekar park
in Washington, D.C., and I happen to spot General David Petraeus walking his dog. Let
us pose the following question: am I free to walk up to General Petraeus and order him to
withdraw all U.S. military personnel from Iraq? I am physically capable of walking up to
the General, and having done so, of uttering the words ―I order you to withdraw all
military personnel from Iraq‖ loudly enough for him to hear them. But this does not
amount to giving the order—only to aping the speech-act which would constitute giving
the order were that act to be performed by the President, rather than myself. I cannot
order the General to do anything, because I lack the requisite authority.217 And so it
seems plausible to say that I am not free to give the General this order—that act is not
among the things that I can do. But lacking the requisite authority is not a physical (or
214
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mental or psychological) inability of any kind. It is a matter of certain institutional facts
failing to obtain. If, through some extraordinary chain of events, the President were to
invest me with the authority to issue orders to General Petraeus, this act of the President‘s
would not amount to making it physically possible for me to do anything that I was not
physically capable of doing before. The moral here is that a physical description of an
agent‘s movements, no matter how detailed and precise, is often insufficient to answer
the question of whether or not he has performed an action; and a description of his
physical abilities is often insufficient to answer the question of whether it would be
possible for him to perform an action. Answering these questions often requires
knowledge of the background of institutional facts against which the agent‘s motions take
place. Kramer‘s account is thus blind to one of the most important aspects of human
action in social environments.
The second major internal problem with Kramer‘s account is that he fails to
justify his analysis of unfreedom. He refuses to allow that the omissions of others can be
sources of an agent‘s unfreedom, on the grounds that doing so would make it impossible
for the agent‘s own actions to result in unfreedom.218 For if an omission were a source of
unfreedom in a case where an agent‘s own action leaves him unable to do something,
then performing the omitted action would have prevented the agent from rendering
himself unable. There is a ready response to this concern, and Kramer is aware of it. We
could allow omissions of actions as sources of unfreedom only if those actions should
have been performed, all things considered (or, more restrictive still, only if those actions
were morally obligatory). Kramer‘s reason for rejecting this option is totally
unsatisfactory. He rejects it solely on the grounds that it would require a moral theory to
218
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determine whether an omitted action should have been performed, or was morally
obligatory. It would thus spoil his efforts to provide a morally neutral analysis of the
concept of freedom (ibid). But the fact that recognizing certain omissions as sources of
unfreedom would spoil his project is hardly any reason to conclude that we would be
wrong to recognize them as such. Rather, it is a reason to think that we have reached a
point at which the integrity of Kramer‘s project begins to break down. And given how
problematic is his understanding of freedom as purely a matter of physical fact, it is far
from clear that we should make any extraordinary sacrifices in order to save the project.
I take Kramer‘s rejection of preference-based account of freedom to be a third
problem with his account, as it rests on the erroneous view that freedom is of independent
value. But I shall not discuss this point here. Kramer adopts this position from Ian
Carter, and I will discuss the concept of independent value and Carter‘s view of the value
of freedom in the next section. A fourth problem with Kramer‘s view concerns his
proposal for measuring the extent of an individual‘s freedom. Recall that Kramer offers
the following ratio as a measure of the extent of an individual‘s overall freedom:
F2/(F+U), where F is equal to the number of freedoms the individual has, and U is equal
to the number of unfreedoms (i.e. the number of freedoms the individual lacks on account
of the actions or dispositions of others).219 The idea that the extent of one‘s freedom
should be measured by a ratio, which Kramer adopts from Hillel Steiner,220 has some
plausibility. The ratio F/(F+U) would express the extent of an individual‘s freedom by
comparing the number of things he is free to do with the number of things he would be
free to do but for the actions of others. Kramer recognizes that this ratio is problematic,
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insofar as it would attribute equal freedom to an agent who was free to do one thousand
things and unfree to do another thousand, and an agent who was free to do one thing and
unfree to do one other. Kramer‘s way out of this problem is to square the numerator. But
as Martin van Hees and Keith Dowding have pointed out, this is an utterly ad hoc
solution.221 Kramer claims that by squaring the numerator, we recognize that in judging
the extent of someone‘s freedom, we ought to place a greater emphasis on what the
person is free to do than on what he is unfree to do.222 First, it is unclear why we ought to
do this. Second, even if this were something we ought to do, there is no reason to think
that the right way to do this is by squaring the number of freedoms in the numerator of
the ratio. Why not cube it, or raise it to the power of 3/2? Kramer cannot answer these
questions, because he does not derive his measure in any principled way. He simply
takes Steiner‘s measure, which is intuitively appealing, and devises a quick fix for one of
its most significant shortcomings.
Let us proceed, finally, to a difficulty of another sort which besets Kramer‘s
account. The conception of freedom he develops is unfit to play the role of a guiding
moral and political value. I do not take this to be an internal flaw of his view, despite the
fact that he intends his analysis to preserve an important place for the concept of freedom
in moral and political discussion. If the account did not suffer from the other problems
just discussed, it would be a perfectly fine conception of freedom, despite its inability to
play this role. It would simply fail to be the conception we are looking for, if we are
looking for a conception that can play this role. But since Kramer believes it is fit to play
this role, it is worth briefly discussing why it fails on this front.
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There is some sense in making a distinction between those things that an agent is
unfree to do and those that he is not-free to do. There are things that no human being is
capable of doing, and, probably, things which no sane person would want to do. Being
unable to do such things is not something that should concern us. So if we refer only to
such things as ones we are not-free to do, then in judging the extent of an individual‘s
freedom (which I take to be a morally and politically important feature of an individual),
we are right to concern ourselves only with the individual‘s freedoms and unfreedoms.
But as we have seen, Kramer does not define unfreedoms in such a way that only actions
of these types are excluded. He defines unfreedoms as freedoms an individual lacks on
account of the actions or dispositions of others. Even if he were willing to include
freedoms an individual lacks on account of omitted actions whose performance was
morally obligatory (or even just morally right), his account of unfreedom would still be
severely flawed. And this flaw is what makes his account ideologically defective in
addition to being internally problematic.
If we are interested, from a moral and political point of view, in how much
freedom individuals have (and both Kramer and I think we are), then we are interested in
the distribution of freedom. And to be concerned for the distribution of freedom, like a
concern for the distribution of anything else (be it resources, wealth, happiness, rights,
opportunities or what have you), is to be concerned with justice. The world is filled with
natural injustices—disadvantages which befall individuals through no doing of their own
or anyone else‘s. There is simply no principled reason why we should treat these natural
injustices any less seriously than other disadvantages—there is nothing inherently just
about the natural lottery whatsoever. So the fact that an individual lacks a freedom on
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account of bad luck, rather than on account of the action or blameworthy omission of
himself or another person, is no reason, from the perspective of one interested in justice,
to discount that lack of freedom in judging how much freedom that individual has.
But this is precisely what we do in following Kramer‘s account. One may lack
freedoms of great importance to one‘s ability to lead a worthwhile life, without that lack
having any direct impact on the extent of one‘s freedom. There will be an indirect
impact, insofar as the total number of one‘s freedoms will be smaller than it would
otherwise be. But this indirect impact is minimized, given the fact that Kramer squares
the numerator of his ratio, and the fact that a smaller number of total freedoms makes for
a smaller value in the denominator. Kramer‘s understanding of freedom and unfreedom,
therefore, fails to capture both the importance of freedom (and the lack thereof), and the
nature of our concern for individual freedom from the perspective of an interest in justice.
His account thus fails to articulate a conception of freedom fit to play the role of a
guiding moral and political value.
B. Elements of the right account
1. Preference
The idea that preference has some role to play in determining both the extent and
the value of someone‘s freedom is a familiar one. Amartya Sen observes that it is at least
counterintuitive that a person whose only options are misery and super-misery is just as
free as a person whose only two options are happiness and super-happiness, despite the
fact that both of these individuals have exactly two options.223 Richard Arneson points
out that Berlin considered the extent of a person‘s freedom to depend, among other
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factors, on the importance of each available option to the individual‘s plan of life.224 And
Arneson himself argues both that ―the individuation of options is relative to what matters
to us,‖ and that an individual‘s freedom increases with an increase in his vital options—
those options whose very availability results in a preference for them.225
I do not deny that there are perfectly coherent conceptions of freedom which
leave no role for the agent‘s preferences to play.226 But we are after a particular sort of
conception of freedom, one which is fit to play the role of a guiding moral and political
value. And it seems clear that a conception of freedom which would consider the two
individual‘s in Sen‘s example equally free is not the sort we are looking for. But we
encounter no shortage of problems when we try to find a way to incorporate preference
into our conception of freedom. We certainly do not want to endorse what Arneson calls
―the desire thesis‖ (and which we might rename ―the preference thesis‖): that the extent
of an individual‘s freedom varies directly with the extent to which his preferences are
satisfiable under the options available to him. A few considerations suffice to show why
this thesis is stronger than anything we want to endorse.
First, there are the concerns we inherit from Berlin: we must avoid justifying the
retreat to the inner citadel, and endorsing tyranny in the name of freedom. If we interpret
―preference‖ as used in the above thesis to mean any preference whatever, regardless of
how it was formed, then that thesis becomes compatible with precisely the scenario
Berlin warned us of. In Section II, we found that we could value self-rule without
condemning ourselves to this ignoble end, so long as we understood self-rule in terms of
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exercising the capacity of autonomy as I have defined it. We might think that this result
points the way toward an acceptable revision of the preference thesis: that the extent of
one‘s freedom varies directly with the extent to which one‘s deliberative preferences are
satisfiable under the options available. But this will not do either. Being free does not
depend on successfully exercising, or even successfully developing, the capacity of
autonomy. One can be free to do both of these things (and many other things besides),
without actually doing either. We must not forget, moreover, that autonomy is a capacity
that must be developed, and that developing it requires living in a pluralistic environment
in which many different sorts of options are open. This is just to say that developing the
capacity of autonomy in the first place requires a certain degree of freedom, and so we
cannot determine the extent of an individual‘s freedom in a way that presumes that this
capacity has already been developed and exercised. Second, there is the familiar problem
of ―rich tastes.‖ We do not want a conception of freedom which requires that we judge as
relatively unfree those whose top preferences are for luxurious living but who do not
have access to that lifestyle.
What role, then, should preference play in our conception of freedom? To answer
this question, we must proceed to the next element in the account.
2. Capabilities and effective freedom
In discussing the distinction between freedom and autonomy, we saw that one
important aspect of an individual‘s freedom is what is referred to as effective freedom.
An individual has the effective freedom to do something or be some way when he has the
resources necessary to do or be it and the capabilities required to transform those
resources into performing that action or attaining that way of being (and so is free from
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the absence of those resources and capabilities). We can begin to elaborate on the idea of
effective freedom by introducing the concept of a functioning. A functioning is a pattern
of actions or ways of being. I assume that there are functionings which are genuinely
valuable, and those which are not. Substantive criteria for identifying valuable
functionings, however, are unnecessary; procedural criteria will suffice. We may
characterize valuable functionings as ones which would be chosen by agents as the result
of a well-executed course of ends-deliberation. This procedural method of identifying
valuable functionings is only made possible by the thorough and precise account of endsdeliberation accomplished in Part I. It is the various forms of evidence which are taken
into account in the course of such deliberation that support the claim that the functionings
chosen through this process are actually valuable. Characterizing valuable functionings
in this way allows us to maintain the liberal commitment to competitive value pluralism.
Different agents in different circumstances will find different functionings to be most
valuable, since much of the evidence that guides these conclusions is positiondependent—the evidence takes into account the importance of various factors which are
particular to each individual agent. The way we characterize functionings themselves
must be fairly broad—we must include, for instance, reference to the sort of environment
in which a pattern of actions or ways of being is pursued as a component of that
functioning. In some (rather dire) circumstances, for instance, success at a life of petty
theft will count as a valuable functioning; but it will not so count in all circumstances.
Antonio Romero-Medina has developed an axiomatic approach to characterizing
the extent of effective freedom offered to an agent by a set of options.227 I will discuss
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the formal aspect of Romero-Medina‘s proposal below; for now, the important point is
that his method ranks sets of options according to how many valuable functionings each
set of options offers, and he identifies valuable functionings as those a reasonable person
might choose (though without, of course, offering the sort of account I have developed of
the process of arriving at such choices).228 Romero-Medina‘s account thus puts us on
solid ground in adopting the notion of effective freedom, understood in terms of the
valuable functionings available to an agent, with procedural criteria for identifying
valuable functionings provided by my account of ends-deliberation. Romero-Medina‘s
result allows us to compare sets of options from precisely this perspective and guarantees
that we will end up with a ranking of opportunity sets that is complete, transitive and
reflexive. This is extremely important because without this result, we could not be sure
that in embracing the concept of effective freedom, we were working with a conception
of freedom which would allow us to say, of any two opportunity sets, how the extent of
freedom offered by one compares with that offered by the other.
We can now answer the question which the discussion of preference left off with.
By focusing on effective freedom, we focus on the presence of valuable functionings in
an agent‘s opportunity set, and we understand these functionings as one‘s which could be
chosen as a result of a well-executed course of ends-deliberation. It is fair, then, to
describe valuable functionings as patterns of actions and ways of being that a rational and
reasonable agent might prefer. We thus avoid the counter-intuitive consequences of
characterizing the extent of an individual‘s freedom in a way that pays no attention to
preference (we no longer need deem the choice between misery and super-misery as
offering the same degree of freedom as the choice between happiness and super228
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happiness), and fortify our view of freedom from the threats described by Berlin, while at
the same time avoiding the problem of rich tastes. A functioning can count as valuable,
and thus make a difference to the extent of an individual‘s freedom, even if it does not
match that individual‘s specific tastes, and is not attuned to his particular emotional
responses. It need only be a functioning which could be deliberatively chosen by an
individual in similar (external) circumstances—circumstances which will themselves be
referred to in the description of the functioning.
Effective freedom, then, seems a promising candidate for the conception of
negative freedom we are searching for. But important issues remain unresolved. First,
what exactly does it mean to have a valuable functioning as an available option? And
second, what about the other important aspects of freedom which we uncovered in
Section II—republican freedom and the freedom to develop and exercise the capacity of
autonomy? I devote the remainder of the discussion of effective freedom to answering the
first of these questions. The second will be answered in the remaining points of Section
III.
For the answer to this first question, we must turn to the work of Amartya Sen.229
Sen begins by discussing commodities—the resources which are required for any given
activity or to sustain any given way of being. Commodities all have various properties,
or characteristics. Food, for example, is a commodity which may have the the
characteristics of being hunger-satisfying, nourishing, gastronomically pleasant, etc. Sen
understands functionings as patterns of use of the characteristics of commodities.230 A
functioning—a pattern of action or way of being—is thus identified with the use to which
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an individual puts the characteristics of commodities necessary to that pattern. To make
use of the characteristics of certain commodities in one way rather than another is to
achieve one type of functioning rather than another.
Sen then defines what it means for a functioning to be open to a person in terms
of the capabilities possessed by that person, and identifies the effective freedom of an
individual with that individual‘s capability set. Essentially, a capability is an ability to
transform the characteristics of a given set of commodities which are necessary to a
functioning into that functioning—an ability to use one‘s resources to successfully
perform activities and initiate or sustain ways of being. We can formulate the notion of a
capability set more precisely with the following terminology.231 Let xi be a commodity
vector—i.e. a particular bundle of commodities, and let Xi be a set of such vectors. Let
c(·) be a function that converts actual commodities into their characteristics, and let f(·) be
a function which yields one pattern of use (one functioning) to which an agent can put the
commodities accessible to him and Fi be a set of such functionings. Define a way of
being of an agent as: bi=fi(c(xi). A way of being is thus the achievement of a functioning
chosen by an agent, where that functioning is a pattern of use of the characteristics of the
commodities in some commodity vector accessible to him. Now, suppose an agent has
access to any of the commodity vectors in the set Xi. We can then define the set of
feasible functionings for that agent: Qi(Xi)={bi│bi=fi(c(xi)) for some fi ϵ Fi and for some xi
ϵ Xi}. This is the set of functionings which the agent can actually attain given the
commodity vectors accessible to him. Qi is therefore this agent‘s capability set—the set
of functionings that are open to this agent.
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With the notion of a capability set thus defined, we can return to RomeroMedina‘s model of the extent of an agent‘s effective freedom. For a valuable functioning
to belong to an agent‘s opportunity set, and thus count towards the extent of the agent‘s
effective freedom, is for that functioning to be a member of the agent‘s capability set.
This means that they agent has both the resources necessary to attain that functioning and
the ability to convert those resources into the functioning itself.
Before moving on to discuss the republican aspect of freedom, let us draw some
threads together. We identified effective freedom as one important aspect of a suitable
conception of individual freedom. Effective freedom is the freedom to pursue and
achieve valuable functionings. There were a series of questions which had to be
answered in order to ensure that this notion of effective freedom could be made precise.
The first was whether this notion of freedom could be characterized in such a way that we
would be able to determine, with respect to any two opportunity sets, whether or not one
offered at least as much freedom as the other. Romero-Medina‘s axiomatic
characterization of effective freedom, the technical details of which will be discussed
later on, ensures that we can indeed do this. The next question was how to identify which
functionings were to count as valuable. We saw that my account of ends-deliberation is
well-suited to provide a precise answer to this question. My account also allowed us to
answer the third question, concerning the role of preference in determining the extent of
an agent‘s freedom. Finally, we had to ask what exactly it meant to say that a valuable
functioning was an option open to an agent. Here, Amartya Sen‘s account of freedom as
capability provided the answer. We are thus well on our way to articulating a conception
of freedom that satisfies one of this project‘s basic Aristotelian commitments:
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Substantive Agent Freedom: The extent of an agent‘s freedom is the extent
of that agent‘s capability set—the set of ways of life he has a real
opportunity to lead. These ways of life are constituted by the valuable
functionings—the valuable states of being, actions and activities, and
projects and goals—which the agent has a real opportunity of realizing.
Let us proceed, then, to incorporate some important additional refinements into the
conception of freedom developed thus far.
3. Republican freedom
Republican freedom is the aspect of freedom which the opponents of the
unlimited royal prerogative were concerned with. As discussed above, it is freedom from
one specific and important constraint: the lack of an immunity against another person‘s
arbitrary exercise of power. As Skinner‘s discussion of republican freedom pointed out,
when one lacks this important immunity, there are all sorts of things one is constrained
from saying and doing. Since republican freedom is an important aspect of individual
freedom, the question we are now faced with is how to integrate this notion with the
account of effective freedom just discussed. On this point, we can turn to the work of
Phillip Pettit.232 Pettit has helpfully observed that Sen, by characterizing individual
freedom in terms of an individual‘s capability set, has understood possessing the freedom
to do something as having a decisive preference for doing it.233 When one has a
functioning in one‘s capability set, one has a viable opportunity to achieve that
functioning. All that one need do in order to pursue that functioning with a realistic
chance of success, then, is settle on that functioning as the object of one‘s preference.
Insofar as this is true regardless of which functionings in one‘s capability set one prefers,
and regardless of what the powers-at-be in one‘s society would prefer that one do, one‘s
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preference is decisive. Pettit calls the first of these two conditions content-independence,
and the second context-independence.234 I would add that Sen‘s account does not
incorporate full content-independence for preferences, since it judges the extent of the
agent‘s freedom based on the valuable functionings present in the agent‘s capability set.
We should say, then, that the capability approach understands having a freedom as
having a decisive deliberative preference—i.e. a preference for a valuable functioning
from one‘s capability set, one that might result from a well-executed course of endsdeliberation by a similarly situated agent.
If this is the right way to understand possessing a freedom according to the
capability approach (and I think it is), then the door is open to incorporating republican
freedom into our account of effective freedom. For as Pettit observes, to possess
republican freedom is to have preferences which are decisive independent of context, and
this is one aspect of having a preference for a functioning that is within one‘s capability
set.235 More specifically, republican freedoms are freedoms which are decisive
independent of favoring. If freedoms are bestowed via the exercise of sovereign power,
and the sovereign prerogative is unlimited, then to possess a freedom is to be granted a
favor which may be revoked at any time. If one were to exercise a freedom in a way that
displeased the sovereign power, that freedom could simply be extinguished through the
imposition of a new duty or set of duties. Since, in this situation, one‘s preference would
not be decisive independent of favoring, one‘s preferred functioning would not belong to
one‘s capability set, and so one would not have the effective freedom to pursue and
achieve that functioning. This pursuit could be absolutely and arbitrarily thwarted by the
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action of another at any time. Republican freedom is thus encompassed by the
understanding of freedom in terms of capabilities. And as we saw above, Sen‘s
capability approach is one prominent component of our account of effective freedom.
We can thus see republican freedom as one dimension of effective freedom—an agent
who has the effective freedom to pursue and achieve some functioning has the republican
freedom to do so as well.
4. Autonomy-freedom
The next important aspect of individual freedom which we must integrate into
the conception we are developing is autonomy-freedom. This sort of freedom comes in
two varieties. The first is capacity-of-autonomy-freedom. This is the freedom which an
individual requires in order to develop the capacity of autonomy. The second is exerciseof-autonomy-freedom. This is the freedom to exercise one‘s developed capacity of
autonomy by both forming preferences through ends-deliberation and making choices on
the basis of those preferences.236 In what follows, I will argue that exercise-of-autonomyfreedom is a somewhat restricted version of effective freedom, and that the restriction is a
welcome one. The conception of freedom we have been searching for, therefore, will
turn out to be the freedom to develop and exercise the capacity of autonomy, where this
capacity is understood according to the account I have developed in Part I. Once this has
been shown, I will introduce one final element into this conception—the element of
diversity of choice.
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Sebastiano Bavetta and Francesco Guala have developed an axiomatic
characterization of autonomy-freedom.237 I will argue for the proposed relation between
autonomy-freedom and effective freedom by showing that the formal structure of their
account is a restricted version of the formal structure of Romero-Medina‘s account of
effective freedom. This will also allow me to fulfill my earlier promise to discuss the
formal aspect of Romero-Medina‘s account.
Bavetta and Guala understand the capacity of autonomy in the same way that I do.
They accept the claim that the capacity of autonomy is the capacity to deliberate about
which preference-ranking to adopt from a range of possible preference-rankings.238 They
are, however, unable to see how this process of deliberating over preference-rankings
could be formally represented without smuggling in controversial assumptions about
higher-order preferences.239 My account avoids this problem in virtue of its basic
Aristotelian structure. The only assumption made is that the agent wishes to figure out
how to lead a worthwhile life. But pre-deliberation, the concept of a worthwhile life is a
thin one; no assumptions are made about what leading a worthwhile life amounts to.
Rather, the agent fills in a conception of a worthwhile life through the process of
deliberation itself.
Bavetta and Guala give a fairly straightforward characterization of capacity-ofautonomy-freedom. This type of freedom strictly increases as the number of options of
which an agent is aware increases. They define awareness of an option as knowledge of
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what it would be like to choose that option.240 By this they seem to mean something like
the ability to successfully imagine what it would be like to choose an option of that kind.
They give the example of choosing between seeing an action movie and an avant-guard
French film. The agent is aware of both of these options so long as he can successfully
imagine what it is like to see a film of either type, even though he has not seen either one
of these particular films and does not know any specific details about either one.241 They
allow that one‘s awareness of an option may be based either on one‘s own past
experience of a similar option, or on testimony about options of a certain type.242 They
also allow that testimony may play a role in the deliberative process in which one
determines which preferences to adopt—as it does in my account of ends-deliberation.243
This leads them to recognize the same connection between autonomy and pluralism that
was recognized by Benn. If we value autonomy, we have good reason to promote a
pluralistic society. Since no one person can have every sort of experience, access to the
testimony of others who have had experiences that are very different from one‘s own is
an invaluable means by which to increase one‘s own autonomy-freedom. Only in a
pluralistic society will each individual have access to such a diverse store of testimony.
According to Bavetta and Guala, then, the extent of an agent‘s capacity-ofautonomy-freedom is simply the cardinality of the set of options he is aware of. This
account is almost right; but the criterion of awareness is too stringent. The point of
introducing the notion of awareness is to make room in the account of autonomy for the
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importance of informed choice.244 In exercising the capacity of autonomy, one makes an
informed choice of a preference-ranking from among a set of possible preferencerankings. So the process of developing the capacity of autonomy is, in part, the process
of gathering relevant information about possible ends. Being free to develop this
capacity is thus a matter of having access to information about possible ends. The more
possible ends one has access to information about, the freer one is to develop the capacity
of autonomy. But one can have access to relevant information about a possible end
without having the ability to successfully imagine what it would be like to choose that
end. One need simply have evidence of one sort of another that bears on how
choiceworthy the end is, as the agent in my model of ends-deliberation is represented as
having. So we should identify the freedom to develop the capacity of autonomy with the
cardinality of the set of possible ends concerning whose choiceworthiness the agent has
access to some evidence.245
Let us proceed, then, to examine the formal account of freedom. Both accounts
have the same structure. They define ― AB ‖ as ―opportunity set A offers at least as
much freedom as opportunity set B.‖ They each propose three axioms which restrict this
―as much freedom as‖ relation. They then each show that if and only if this relation
obeys these axioms, there will be a complete, transitive and reflexive ordering of
opportunity sets according to how much freedom they offer which can be represented by
the cardinality of the set of relevant options in each opportunity set. In both cases, we
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can take a relevant option to be one which an agent might most prefer as a result of a
well-executed course of ends-deliberation.
The first pair of axioms is:
R-M 1:  x,y ϵ X, if #max({x}) = #max({y}) then {x}~{y}
S&B 1:  x,y ϵ X and  (A,i),(B,j) ϵ P(X) x P(), if maxi(A)={x} and
maxj(B)={y}then (A,i)~(B,j)
In both cases, X is the universal set of options, and x and y are individual option within
that set. {x} {y} A and B are all opportunity sets—they are all members P(X), of the
power set of X.  is the set of all deliberative preference-rankings the agent could
possibly have. The members of the power set of  (i.e. i, j,…) are each sets of
possible preference-rankings. i is the set of all the deliberative preference-rankings
which are possible given some set i of options in X of which the agent is aware (or rather,
concerning whose choiceworthiness the agent has access to some evidence; from here on,
this is what I shall mean by ―being aware of an option‖). maxi(A) refers to the options
within the opportunity set A which an agent might most prefer as the result of a wellexecuted course of ends-deliberation—i.e. the options which appear at the top of at least
one preference-ranking within the set i. Such an option is a maximal element in A.
#maxi(A) is the number of maximal elements contained in the set A.
R-M 1 tells us that two opportunity sets {x} and {y} offer the same amount of
effective freedom if they both contain one maximal element—i.e. an option which an
agent might most prefer as the result of a well-executed course of ends-deliberation.
S&B 1 tells us that the opportunity set-preference-ranking pair (A,i) offers the same
amount of exercise-of-autonomy-freedom as the pair (B,j) if A contains one maximal
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element according to the preference-rankings in i and B contains one maximal element
according to those in j. The only difference between the two axioms, then, is that S&B
1 limits the agent‘s possible preference-rankings to those that are composed of options of
which the agent is aware. It is thus somewhat more restrictive than R-M 1. But this is a
welcome restriction. Let us consider the consequence of failing to adopt it.
An agent has some opportunity set which includes options which he (or some
similarly situated agent) might most prefer as the result of a well-executed course of
ends-deliberation, if evidence concerning the choiceworthiness of those options were
available. But as it turns out, no such evidence is available for some of these options.
According to Romero-Medina‘s account, those options still count towards the extent of
the agent‘s effective freedom. But in this case, although the agent is free to choose these
options, and although these options are valuable, the agent is not free to make an
informed choice of them—the unavailability of evidence is an obstacle to his doing so.
And to insist that only valuable options contribute to an agent‘s freedom, without
requiring that the agent be free to make an informed choice among those options, is to
recognize what is important about individual freedom while failing to acknowledge an
important requirement for the valuable exercise of that freedom.
The second pair of axioms is:
R-M 2:  A,B ϵ P(X) if A  B and max(A\B)  0 then A  B; if A  B and
max(A\B)=0 then A~B
S&B 2:  (A,i) ϵ P(X) x P() and  x ϵ X\A if
y  A Rh   i s.t. xRh y & Rk   i s.t. yRk x
then ( A  {x},  i )  ( A,  i )
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Both of these axioms make the same claim. The extent of freedom offered by a given
opportunity set increases only if a new element is added to that set which is most
preferred according to some possible deliberative preference-ranking. The difference,
again, is that S&B 2 requires that the agent facing the expanded opportunity set be aware
of the new option.
The third pair of axioms is:
R-M 3:  A,B,C,D ϵ P(X) s.t. A∩C = B∩D = 0 and A,B,C,D  max(X)
if A  B and C  D, then A  C B  D;
if A  B and C  D, then A  C  B  D
S&B 3:  A,B,C,D ϵ P(X),  ij ϵ P() s.t. maxi(A)∩maxi(C) =
maxj(B)∩maxj(D) = 0
if (A,i)  (B,j) and (C,i)  (D,j), then ( A  C,i) ( B  D,j)
These two axioms also make the same claim. If A, B, C, and D are all opportunity sets
containing maximal elements, and A offers at least as much freedom as B and C offers at
least as much freedom as D, then the union of A and C offers at least as much freedom as
the union of B and D. R-M 3 assumes that the opportunity sets in question are composed
entirely of maximal elements, whereas S&B 3 speaks only in terms of the maximal
elements within the opportunity sets, but these two formulations come to the same thing,
given that it is the maximal elements in an opportunity set that count toward the freedom
offered by that set on both approaches. Again, the real difference is that in the S&B
model, the maximal subsets of opportunity sets are limited to options of which the agent is
aware.
Both sets of axioms suffice for the same basic result. The axioms are satisfied just
in case one opportunity set is said to offer at least as much freedom as another if, and only
if, it contains at least as many maximal elements as the other. Satisfying either axiom set
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suffices for a complete, transitive, and reflexive ordering of opportunity sets according to
how much freedom they offer; so we can take any two opportunity sets and compare them
in this respect. We are thus assured that when we work with the notions of effective
freedom and autonomy-freedom, we are able to speak precisely of the extent of freedom
offered to an agent by a set of opportunities.
We have been developing a conception of negative freedom which is fit to play the
role of a guiding moral and political value. Our findings thus far are as follows.
Individual freedom is:
(1) The freedom to develop the capacity of autonomy. The extent of this type of
freedom strictly increases with the cardinality of the set of ends concerning
whose choiceworthiness one has access. Such access requires (a) the
capability to acquire such evidence and (b) the basic practical rationality that
would be required to carry out ends-deliberation in light of that evidence.
And:
(2) The freedom to exercise and act on the capacity of autonomy. The extent of
this type of freedom strictly increases with the cardinality of the set of those
valuable functionings (a) of which the agent is informed and (b) which the
agent is capable of achieving. Valuable functionings are those which might be
most preferred by the agent (or a similarly situated agent) as the result of a
well-executed course of ends-deliberation.
We may now proceed to complete this conception of freedom with the addition of one
final element.
5.Diversity of choice
Martin van Hees has investigated attempts to incorporate the notion of diversity
into measures of the extent of freedom offered by an opportunity set.246 He suggests that
we conceive of how different one option in a set is from another as a matter of how distant
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the two options are, as represented by a distance function. A distance function is a
function d which satisfies the following four criteria:
(i) d(x,x) = 0
(ii) d(x,y) = d(y,x)
(iii) d(x,z) < d(x,y) + d(y,z)
(iv) if x ≠ y, d(x,y) > 0
An extended distance function measures the distance between an option and a set of
options. We obtain the basic extended distance function by adding a fifth criterion:
(v) x,y ϵ X ({x},y) = d(x,y)
We can then develop more sophisticated metrics, according to our views on the best way
to capture the distance between a set of options and a new option which might be added
to the set. What we are interested in is being able to determine, given an existing
opportunity set and a range of potential additions, which addition would most increase
the freedom offered to an agent by the set. We could, for instance, take the distance
between a new option x and a set A to be the distance between x and the member of A
closest to x:
min(A,x) = minyϵA d(y,x);
or between x and the member of A farthest from x:
max(A,x) = maxyϵA d(y,x);
or as a weighted average of these two:
mm (A,x) = min(A,x)) + (1-max(A,x)), 0<<1.
And we can design still more sophisticated metrics, which take the average distance
between x and the members of A:
av(A,x) = 1/#A ∑yϵA d(x,y);
or the sum of the distances between x and the members of A:
173

sum(A,x) = ∑yϵA d(x,y).
And we can combine these different approaches. Van Hees considers, for example, a
combination of the min and sum approaches:
‘ms (A,x) = min(A,x)) + ‘sum(A,x)),  > 0, ‗ > 0.
The problem with all of these approaches, is that none of them are able to satisfy a set of
plausible axioms which characterize the contribution of diversity to the extent of freedom
offered by an opportunity set. As van Hees proves, a complete, transitive and reflexive
ordering of opportunity sets cannot be had from adopting any of these metrics and then
assuming that the following axioms hold.
vH 1: for all distinct x,y ϵ X {x,y}  {x}
Van Hees takes X to be the universal choice set. We, however, may interpret it as the set
of options that would contribute to the agent‘s autonomy-freedom, as described above.
The first axiom then simply claims that freedom increases with the addition of a relevant
option.
vH 2: A,B ϵ W and x ϵ X –
if A ~ B, then

if A  B, then



The second axiom claims that if two opportunity sets off the same amount of freedom,
and the same new option is added to each of them, the extent of freedom offered by the
two sets will fail to remain equal if, and only if, that new option was more distant from
one set than it was from the other. If one set offers more freedom than another, it will
continue to do so as long as the new option is at least as distant from it as from the other
set.
vH 3: A,B ϵ W and x  A and y  B
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if A ~ B, then
if A  B, then




The third axiom claims that if two opportunity sets off the same amount of freedom, and
new and different options are added to each one, then the extent of freedom offered by
the two sets will fail to remain equal if, and only if, there is a discrepancy in the distance
between the sets and their new options. If one set offers more freedom than another, it
will continue to do so as long as the option added to it is not closer to it than the option
added to the other set is to the other set.
vH 4: There are positive numbers g,k (k > g) s.t. A ϵ W and x,y  A
if
, and
for some
, then

The fourth axiom is what van Hees calls the principle of insensitivity to small
differences. At some point, a new option is so close to an option already included in the
opportunity set, that it cannot increase the freedom offered by that set more than another
new option which is not that close to any already included option.
As noted above, none of the metrics introduced by van Hees can satisfy all of
these axioms. Since all the axioms are fairly plausible, this is bad news for the suggested
metrics. And without a metric capable of satisfying plausible axioms to yield a proper
ordering of opportunity sets, we have no hope of integrating diversity into our conception
of individual freedom. So we need a new metric. In order to begin constructing one, we
need a clear idea of the source of the trouble for the metrics already introduced. It will be
most instructive to examine what goes wrong for av and sum. Suppose we have a set A
with three equally spaced options:
x

y

z

Now, we add a new option w which is very close to x (i.e. d(w,x) < g):
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wx

y

z

Consider the two sets {x,y,z} and {w,x,z}. If we use either av or sum, then according to
vH 3, {w,x,z} offers more freedom than {x,y,z}. But according to vH 4, {x,y,z} offers
more freedom than {w,x,z}.
The problem with the distance metrics introduced thus far is that they are all
borrowed from other contexts in which the notion of distance receives a very different
interpretation from the one that is relevant for our purposes. By ―distance,‖ we mean
how different one option is from another, and we are interested in finding a way to
capture the extent to which adding a new option will increase the diversity of the options
offered by an opportunity set. So we need to start by sharpening our understanding of the
notion of diversity. First, suppose a new option is introduced which lies somewhere
between two prior options:
x

y

z

The position of y which adds the most diversity in this case is the position which is
exactly in between x and z. If there are another two options a and b which are even
farther apart than x and z, then placing y exactly in between them will introduce even
more diversity:
a

y

b

x

z

And it seems plausible to assume that y need not be exactly in between a and b for its
location between them to be preferred to a location exactly in between x and z. It need
only be the case that y is at least as far from either a or b then it would be from either x or
z, were it located exactly between x and z.
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But of course, the new option need not be located in between any two prior
options. It might extend the ―length‖ (so to speak) of the opportunity set itself:
y

a

b

x

z

The main problem we face in constructing a metric adequate to measure diversity of
choice is that there does not seem to be any single formula capable of measuring the
contribution to diversity of a new option in both of these situations. In these last two
cases, if we assume that the distance between y and a is > g in both, then av and sum
will consider the second set to be more diverse than the first. But if y is still relatively
close to a in the second case, and quite far from a and b in the second, we may be
justified in resisting this result. We need to acknowledge that there is an important
difference between the way diversity is enhanced by the addition of options internal to a
set and by the addition of options which extend a set.
Let us define the ―neighbors‖ of a potential new option to be the prior options
which would be located directly to its left and right. More precisely, given a set A and a
potential new option xn:
xn is a neighbor of x0 ϵ A =def.
New options which are internal to a set will have two neighbors, whereas options which
extend a set will have one. We then define a new distance metric:

We use

(x,A) to measure the distance between a new option x and a set A when x has

one neighbor in A, and

(x,A) when it has two. We then define
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as:

On the left hand side of this expression, we have the distance between the new option and
the nearest prior option. On the right, we have the ratio of the distance between the new
option and the farthest prior option, and the length of the string of prior options. This
metric represents a plausible approach to measuring the extent to which the diversity of
an opportunity set has been extended. We take the increase in the length of the string
which results from adding the new option, and multiply it by a ratio which expresses the
factor by which the length of the string is increased due to the addition of the new option.
Suppose A = {x,y} and d(x,y) = 2. We then add z, such that d(z,x) = 1 and d(z,y) = 3:
z

x

y

The addition of z lengthens the string by 1, and increases the length of the prior string by
a factor of 3/2. The metric thus takes into account both the novelty of z (how far it is
from anything already offered by the opportunity set—in this case, 1 unit of distance),
and the extent to which the length of the whole string is increased by the addition of z.
For internal additions, we define

as:
such that

<1

The left-hand side of this expression is the average distance between the new option and
its two neighbors. The right-hand side is the ratio of these two distances, with the larger
distance in the denominator. The metric thus takes two factors into account. First,
greater diversity is added when we add an option in between prior option which are far
apart. Second, greater diversity is added when the new option is close to being exactly in
between the two prior options. The left-hand ratio takes the first of these factors into
account, and the right-hand ratio takes the second.
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I have not worked out whether this distance metric manages to yield a complete,
transitive and reflexive ordering given van Hees‘ axioms. But it does seem to resolve the
problem encountered by av and sum. Again, consider the string
wx

y

z

and the sets {w,x,z} and {x,y,z}. Assume d(x,y)=d(y,z)= 1, and d(w,z) is some very small
number < g = 0.1. Then dc (w,{x,z}) = (.1)(2.1/2) = 0.105, and dc (y,{x,z}) = (1)(1) = 1.
And {x,y,z} will offer more freedom than {w,x,z} according to both vH 3 and vH 4
(which is the result we wanted but failed to obtain for av and sum).
6. Reconciling autonomy-freedom and diversity
If my distance metric does succeed in capturing the notion of diversity of choice
within an opportunity set, then only one task remains to complete the development of the
conception of negative freedom we have been searching for. Autonomy-freedom has
been characterized by a set of axioms governing the ―offers as much freedom as‖
relation. Another set of axioms has been proposed by van Hees which govern this
relation with respect to the impact of introducing greater diversity. But these two sets of
axioms are inconsistent. In particular, S&B 3 conflicts with vH 2-4. To see this,
and A  B.

consider the following case. A and B are both maximal sets,

 ,B and D = {y}  A,B. C and D are both maximal sets. According to S&B
3, it should therefore be the case that



But suppose dc (x,A) is very small

and dc (y,B) is very large. We might then want to claim that
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A promising beginning to solving the problem of reconciling these two measures
of freedom has been made by Antonio Romero-Medina and Vito Peragine. Their strategy
247
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is to define a reflexive and symmetric binary relation S over the choice set X: xSy is to be
interpreted as ―option x is similar to option y.‖ A choice set A ϵ P(X) will then be said to
be a homogenous choice set iff

. A similarity-based partition of a choice

set A can then be formed by breaking the set A up into subsets such that each subset is
homogenous. There may be many similarity-based partitions of a single choice set, and
these are denoted as (A)‘(A)‘‘(a), etc. (A) is the set of all similarity-based
partitions (A) such that for every similarity-based partition ‘(a), #‘(A)>#(A). So
(A) is the set of all the smallest similarity-based partitions of A—it is the set of all the
ways of breaking A up into homogenous subsets, such that the fewest number of subsets
possible are needed.
An option x will be said to be similar to a choice set A iff xSa
with A homogenous, A does not mimic B iff, for all (B)

for all A, B
exists

such that, for all subsets Bi

. Finally,
(b), there

(b), it is not the case that aSBi. In other

words, a homogenous choice set A fails to mimic a choice set B iff there is at least one
element in A which is not similar to any subset of any smallest similarity-based partition
of B.
This terminology is introduced so that the following four axioms may be stated:248
R-M & P 1:

)~(y,

This first axiom states that two sets of one single option each always offer an equal
degree of freedom.
R-M & P 2:

248
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The second axiom simply states that adding an option which is not a maximal option
according to any reasonable preference profile does not increase the amount of freedom
offered by a choice set.
R-M & P 3:

And

So according to the third axiom, if a choice set A is homogenous, then adding an option x
which is similar to A will not increase the freedom offered by A, even if x is a maximal
element according to some reasonable preference profile. But if x is not similar to A, then
adding it will increase the freedom offered by A if it is a maximal element.
R-M & P 4:

[
[
This final axiom states that if one choice set offers at least as much freedom as another, it
will continue to do so when a homogenous, non-mimicking choice set is added to each of
the original sets, so long as the set added to the first original set offers as much freedom
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as the set added to the second original set. If one choice set offers more freedom than
another, it will continue to offer more freedom under this condition.
Romero-Medina and Peragine prove that if a ranking of opportunity sets obeys
these four axioms, then the following holds:249

In order to rank any two opportunity sets according to how much freedom they offer,
then, we look at the smallest similarity-based partition of the set of maximal elements
from each of those two sets. We then look at how many subsets are contained within
each of those smallest similarity-based partitions. The set whose partition contains a
greater number of subsets offers more freedom.
Now, I have described this approach to reconciling the cardinality-approach and
the diversity-approach to measuring freedom as a promising beginning. The main
difficulty that plagues it should be obvious, given the critical discussion of the GilboaSchmeidler similarity function in Chapter 1. There is no reason to interpret the binary
relation S employed by Romero-Medina and Peragine as a similarity relation, given that
they only require that it be reflexive and symmetric. Much more than this is required, if
we are to be justified in interpreting this relation as a similarity relation in any relevant
sense. Fortunately, we have somewhere to turn to for guidance in articulating the
conditions which a binary similarity relation should satisfy, guidance that was lacking in
the case of the similarity function. Ariel Rubinstein has offered a set of six requirements
that do seem to adequately characterize a binary similarity relation.250 Define the
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similarity relation, ~, as a binary relation on the set I = [0,1]. The restrictions Rubinstein
proposes are:
Reflexivity: for all a  I, a ~ a.
Symmetry: for all a,b  I, if a ~ b then b ~ a.
Continuity: the graph of ~ is closed in I x I.
Betweenness: if a≤b≤c≤d and a ~ d, then b ~ c.
Nondegeneracy: -(0 ~ 1) and for all 0<a<1 there are b and c so that b<a<c and a ~
b and a ~ c. For a=1 there is b<a so that a ~ b.
Responsiveness: Denote by a* and a* the largest and smallest elements in the set
that are similar to a. Then a* and a* are strictly increasing functions (in a) at any
point at which they obtain a value different from 0 or 1.
This is the point at which the above discussion of distance metrics and the
formulation of a metric designed specifically to capture our intuitions about diversity of
choice pays off. If we interpret ―a is similar to b,‖ as meaning ―the distance between a
and b, d(a,b), is less than some maximum distance m‖ we will have an interpretation of
the similarity relation that fulfills all of Rubinstein‘s requirements. The similarity-based
partitions that figure in Romero-Medina‘s and Peragine‘s model, therefore, should be
taken to be subsets of a choice set, none of whose elements exceed the maximum distance
from one another. And we may extend this idea to include similarity between a new
option and a choice set:

We may then take the extended distance

metric  to be my metric dc. If we understand the notion of similarity between a new
option and a prior choice set in this way, we will both be justified in taking ourselves to
have successfully captured a notion of similarity which is relevant in this context (since
all of Rubinstein‘s requirements will be satisfied), and to have isolated a metric for
measuring the distance between options and sets which shows maximum respect to our
intuitions about the way in which freedom is increased by the addition of greater diversity
of choice.
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My final proposal, then, is that we replace Romero-Medina‘s and Peragine‘s
notion of similarity between an option and a set, xSA, with a threshold on the distance
between an option and a set as measured by my distance metric, dc(x,A) < . We will
then define a choice-set A as homogenous iff
We can then avail ourselves of their axioms and the decision rule that follows from them.
Their decision rule suffices for a complete, transitive and reflexive ordering of
opportunity sets according to how much freedom they offer. My account of endsdeliberation allows us to specify exactly what it means for an option to count as maximal
according to a reasonable preference profile, and my distance metric provides a precise
and plausible way of cashing out the idea that an agent‘s freedom never increases with
the addition of an option which is too much like other options already available to the
agent. The result is a single model for measuring the amount of freedom offered by
opportunity sets which is both wide-ranging in the considerations it takes into account,
and philosophically satisfying in the way it incorporates those considerations.
V: Conclusion
Our search for a conception of individual negative freedom which is fit to play the
role of a guiding moral and political value is thus at an end. The conception of freedom
that has been developed may be summarized as follows:
(1) The freedom to develop the capacity of autonomy. The extent of this type of
freedom strictly increases with the cardinality of the set of ends concerning
whose choiceworthiness one has access. Such access requires (a) the
capability to acquire such evidence and (b) the basic practical rationality that
would be required to carry out ends-deliberation in light of that evidence.
And:
(2) The freedom to exercise and act on the capacity of autonomy. The extent of
this type of freedom strictly increases with the cardinality of the set of those
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valuable functionings (a) of which the agent is informed, (b) which the agent is
capable of achieving, and (c) which contribute sufficiently to the diversity of
the agent‘s opportunity set. Valuable functionings are those which might be
most preferred by the agent (or a similarly situated agent) as the result of a
well-executed course of ends-deliberation.
I have now developed rigorous and precise accounts of the capacity of autonomy
and of the negative freedom to develop, exercise and act on that capacity. I have argued
that the life of liberty is a life in which one both has a great deal of autonomy-freedom,
and takes advantage of that freedom by actually developing, exercising and acting on
one‘s autonomy. My next task is to argue that the distribution of liberty, in precisely the
way that I have conceived of it, ought to be the central concern of a liberal society.
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Chapter 4
Liberty, Equality and Justice
I: Introduction
The work of the last three chapters has given us a rigorous account of autonomy
and a precise and measurable conception of freedom. The aim of the present chapter is to
develop the essential elements of a theory of distributive justice that takes liberty—that
is, autonomy combined with autonomy-freedom—as the focus of the State‘s distributive
concerns. As will become clear below, the theory developed here is faithful to the basic
ethos of egalitarianism, and so I will refer to it as the ―Equal Liberty‖ theory of
distributive justice.
I will not devote much attention to the question of method, except to say that I
have no commitment to the method of contractarianism/contractualism, so popular from
Hobbes to Rawls, Habermas and Scanlon. I do not assume that the approach to
distributive justice developed here is one that a community of self-interested (or not
especially altruistic) agents would converge on as the result of joint negotiation, whether
behind a veil of ignorance, in an ideal speech situation, or what have you. My method for
developing and supporting my view will be the familiar, general philosophical one: I will
criticize influential rival views, respond to potential objections to the positive account I
will construct, and rely, in the end, on having articulated a view which is plausible and
attractive, and which captures what we want out of a theory of distributive justice. The
question of the ground of the State‘s authority to pursue such a scheme of distributive
justice, given my disavowal of the contract approach, will be the subject of Part III.

186

This chapter, then, will proceed for the most part as a discussion with, and an
interrogation of, a series of interlocutors representing rival distributive theories. The
views that will receive the most attention are Derek Parfit‘s recently developed
Prioritarianism (an attempt to solve the distributive problems of Utilitarianism in a way
that improves on strict egalitarianism); and Ronald Dworkin‘s resource-egalitarianism.
Somewhat more cursory will be my treatment of Rawls‘ Justice as Fairness. I do not
believe that my approach to distributive justice opens the way to any objections to Rawls‘
view that have not been made before. My discussion of Rawls, then, will be brief and
largely limited to registering agreement with objections that have already been made and
that are consistent with and supported by my own approach. The construction of my own
positive account will then proceed as follows. I begin with a simple statement of the
basic egalitarian ethos, and defend its appropriateness as an expression of pure social
justice. I frame the development of the equal liberty account as an attempt to flesh out
the basic idea behind egalitarianism in a way that avoids the pitfalls of the other views
discussed. As I develop my account, I will introduce and respond to numerous objections
that have been raised by Richard Arneson against opportunity-egalitarianism—a family
of theories of distributive justice to which Equal Liberty belongs, and to which Arneson
himself subscribed until recently.
II: Theories, Ideal and Non-ideal
It is currently popular to ask of a theory of distributive justice whether it is an
―ideal theory‖ or a ―non-ideal theory.‖ This question, however, lacks the clarity needed
for its answer to be interesting and significant. In this section I briefly articulate what I
take to be the distinction between an ideal and a non-ideal theory of justice (or rather the
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distinctions between various ways in which a theory may qualify as ideal or non-ideal),
and locate my own theory on this spectrum.
The best way to approach the issue of ideal vs. non-ideal theories is to begin by
specifying the elements of a full-blooded theory of distributive justice—an exercise
which is also useful in developing any such theory, regardless of which side of this divide
it falls on. At the most basic level, there are three such elements:
(1) The aspirational account: This is the picture of what a just society looks like,
according to the theory. It describes the just distribution and the effects of
that distribution on the lives of the members of the society. It includes both
(a) maintenance principles, which guide the return to the aspirational scenario
after a departure caused by an exogenous shock; and (b) preservation
principles, which ensure that the aspirational scenario will continue to be
realized in future generations.
(2) The descriptive account: This is a model of the current, less-than-just system
of social organization, including the principles that maintain and preserve that
system.
(3) The transitional account: This is the statement of the principles of distribution
and social organization that society ought to adopt in order to begin
transforming itself into a just society.
We can now identify four types of theories along the ideal/non-ideal spectrum according
to the way they characterize each of these elements. The first type, which I will call
―strong ideal theory,‖ constructs an aspirational account which is insensitive to normal
human psychological and behavioral limitations. The transformation principles offered
by such an account are identical to the aspirational principles of maintenance and
preservation. An account of this type says, in essence, that a just society looks like this,
that the way to realize a just society is simply to start behaving in the way that just agents
would behave, and that if the members of our society cannot do this because their
commitment to justice will never be enough to motivate them to this behavior, then ―their
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very make-up is unjust: they cannot help being unjust.‖251 In his most recent (and, sadly,
final) work, G.A. Cohen has moved toward a theory of this type. Such a theory, he
claims, is the only kind capable of capturing pure justice. Theories which are guided by a
recognition of human psychological limitations are not theories of justice in stricto sensu,
but are instead theories of optimal social regulation. ―The impossibility of justice‖ he
asserts, ―whether or not it is due to a flaw in human nature, is insufficient for the justice
of the possible.‖252
The second type of theory, which I will call ―weak ideal theory,‖ does take
ordinary human psychological limitations into consideration when constructing its
aspirational account. Such a theory endorses and is concerned with the justice of the
possible. But theories of this second type maintain that the principles that maintain and
preserve the aspirational scenario are identical to the transitional principles which will
transform an unjust society into a just one. On this view, an aspirational account of
justice does not only tell us what we are aiming for; it also guides us to that aim. Rawls
subscribes to weak ideal theory, asserting that whatever precise transitional principles
turn out to be most appropriate for a given society, an outline of an ideal theory of
distributive justice is needed in order to formulate them, since it is the ideal principles of
justice that must guide the transition.253
The third type of theory, which I will call ―hybrid theory,‖ differs from weak ideal
theory in rejecting the latter‘s assumption of the relevance of ideal principles to the
formulation of transitional principles. A hybrid theory recognizes the possibility that, for
a given society, the principles which will best govern the transition from injustice to
251
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justice will differ considerably from the principles that will maintain and preserve the
aspirational scenario one it has been realized.
The fourth and final type of theory, for which I will reserve the term ―non-ideal‖
theory, claims that we can, and should, devise transitional principles which will move
society in the direction of greater justice without first constructing an aspirational
account. Such a theory is meant to proceed by identifying sub-optimal outcomes within
the current system of social organization, identifying the policy or policies that cause
those outcomes, and then altering them so that they no longer cause those undesirable
outcomes. The problem with non-ideal theory, as I have defined it, is obvious. In the
absence of an aspirational account, there is no basis for robust and specific descriptions
of what it is about the undesirable outcomes that makes them undesirable; there is no
framework in which to pose the question of how the policies that result in undesirable
outcomes should be changed; there is no ground for ranking proposed changes or
determining which proposed change will yield the greatest improvement. Without an
aspirational count to set our aim, there is no basis for formulating a transitional strategy.
The reason for this is simple: to debate the merits of different policy choices and courses
of action in the absence of a conception of the just society is nothing more than to debate
about means without any clear idea of the end being aimed at.
I thus reject non-ideal theory. There is something to be said for strong ideal
theory, at the other end of the spectrum. I believe that Cohen is right to maintain that we
cannot dismiss a priori the possibility that human nature is simply incompatible with the
creation and preservation of a truly just society. And I recognize the attempt to articulate
the conditions of pure justice as a legitimate philosophical project. But it is not the

190

project that interests me here. And even if we must draw a distinction between pure
justice and ―the justice of the possible,‖ I do not think it an abuse of language to refer to a
theory concerned with the latter as a theory of justice. At the very least, the claim that we
may use the term ―justice,‖ and speak of just societies, in both these senses has the
greatest of historical pedigrees. Plato‘s Republic, recall, contains descriptions of not one
just city-state, but two. The first is the simple polis, and Socrates is finished constructing
it half-way through Book II. The great early turning point in that work is the moment
when Glaucon responds to Socrates‘ outline of the just and simple polis by pointing out
that Socrates ―would make these men have their feasts without relishes,‖254 and accuses
him of having constructed a polis fit for pigs. Socrates accepts the objection and goes on
to search for justice in the luxurious or ―feverish‖ polis. The world we live in is a
feverish one and it may well be that there is nothing we can do to ultimately and
permanently change that. If that is so, I side with Socrates, and against Cohen, in
thinking that we can, and should, search for the form of justice that is appropriate to our
circumstances.
My own approach, then, falls under the heading of hybrid theory. I reject weak
ideal theory on the grounds that I see no reason to assume that ideal principles are the
only appropriate source of guidance for transitional principles. My work in this chapter
will in fact focus almost exclusively on the construction of an aspirational account. But I
will discuss the work of the economist John Roemer, who has formulated a social welfare
function for an approach to distributive justice he calls ―equality of opportunity for
welfare.‖ Roemer‘s account leaves something to be desired if it is taken to be an
aspirational account of distributive justice, and many have criticized assuming that that is
254
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what it is supposed to be. Whether Roemer himself conceives of it in that way will not
concern me. But I will suggest that Roemer‘s social choice mechanism may be well
suited to play the role of a transitional principle within a theory of distributive justice that
includes my aspirational account. As we will see, the principles that maintain and
preserve equal liberty are not identical to Roemer‘s distributive principle. But this is just
what we should expect in a hybrid theory. Moreover, the criticisms that have been
directed at Roemer‘s work, criticisms which miss the mark if we assume that Roemer is
not engaged in constructing an aspirational account, do not hold against the genuine
principles of Equal Liberty.
III: Neutrality, Pluralism and Liberalism
A. The principle of neutrality and the perfectionist critique
The approach to distributive justice which I will develop can be fairly classified
as a liberal perfectionist one. It is a liberal theory not only in the literal sense of focusing
on liberty, but also in the contemporary sense of being broadly egalitarian—its goal is
equality of liberty, a notion that I will flesh out considerably later on. It is a perfectionist
theory insofar as it takes liberty—or at least, the sort of liberty that we should be
concerned with morally and politically—to be the liberty to achieve a high level of wellbeing, and the theory of well-being that has been adopted is a perfectionist one. Wellbeing is understood as consisting in the pursuit and achievement of valuable goals
through the excellent development and exercise of one‘s abilities and capacities.
For the past 25 years at least, there has been an intense debate over whether a
political theory could be both liberal and perfectionist.255 The debate has centered on the
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question of whether political liberalism requires a commitment to the Principle of
Neutrality.256 Thanks to the valiant efforts of perfectionists during this debate, the
weaknesses of the arguments in favor of neutrality have been exposed. An attempt on my
part at an original critique of the pro-neutrality position would add very little to the state
of the debate at this point. My first task in this section, then, will merely be to set out as
clearly as possible the claims and arguments of the pro-neutrality side, and then briefly
discuss the main objections advanced by perfectionists. Having done that, I will proceed
to examine some problems which threaten to arise when we abandon neutrality and
embrace perfectionism. These problems have not received adequate attention from
perfectionists, and original solutions are needed.
The Principle of Neutrality comes in various forms. The two most plausible
forms, which we can call the ―Intention-neutrality Principle‖ and the ―Argumentneutrality Principle,‖ are as follows:
(A) Intention-neutrality
(i)
Citizens are free to accept policies for their own reasons, based on their
own comprehensive worldviews.
(ii)
Policy-makers are free to address different arguments for policies, tailored
to different worldviews, to different groups.
(iii) Policy-makers, however, must intend and design their policies exclusively
to promote generally shared values.
(B) Argument-neutrality
(i)
(ii)
(iii)

Citizens are free to accept policies for their own reasons, based on their
own comprehensive worldviews.
Policy-makers are free to intend and design their policies to promote
controversial values.
Policy-makers, however, must only adopt policies that can be justified
using arguments that contain as premises only generally shared beliefs and
value-assertions.
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To see the conflict between neutrality and broadly perfectionist political theories, we can
look to Steven Wall‘s characterization of perfectionism:257
(1) Political authorities should take an active role in creating and maintaining
social conditions that best enable their subjects to lead valuable lives.
(2) Some ideals of human flourishing are sound and can be known to be so.
(3) The State is presumptively justified in favoring these ideals.
(4) A sound account of political morality will be informed by these ideals.
(5) There is no general moral principle forbidding the State from favoring these
ideals, and enforcing conceptions of political morality informed by them,
when these ideals are controversial or subject to reasonable disagreement.
It is the fifth perfectionist claim that conflicts with neutrality. To see this, note that both
versions of the neutrality principle forbid policy-makers from adopting certain sorts of
policies, even if those policies are among those that would best enable citizens to lead
valuable lives. The first neutrality principle excludes any policy designed to favor a
sound but controversial ideal, and the second excludes any policy that cannot be justified
without recourse to controversial premises, which the justification of perfectionist
policies may require.
Obviously claims (A)(iii) and (B)(iii) are the ones that stand in need of argument.
Wall has isolated the primary arguments that have been offered by the pro-neutrality side
for each of these claims. The primary argument for (A)(iii) is Rawls‘ argument from the
value of political toleration. Closely related to this argument is Dworkin‘s argument
from the value of equal concern and respect.258 Rawls‘ argument can be summarized as
follows:259
(1) A reasonable person is one who recognizes that others can reasonably
disagree with him even when he is correct.
(2) We must tolerate reasonable people and reasonable disagreement.
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(3) To tolerate reasonable people and reasonable disagreement is to adopt policies
designed to promote values about which we do not reasonably disagree.
(4) So we must only adopt policies designed to promote values about which we
do not reasonably disagree.
Wall‘s objection to this argument, and thus his objection to the first neutrality principle,
focuses on the second premise.260 Toleration, he observes, has a cost. If there is
reasonable disagreement about some of those policies that would best enable the
members of a society to lead valuable lives, then the cost of Rawls‘ political toleration is
abandoning these policies and losing the benefits to society that they would bring.
Rawls‘ argument seems to require that we assert that the value of toleration always
outweighs the costs. But no argument for this very strong claim is forthcoming, and it is
highly implausible that toleration, however good it may be, is a special sort of good
deserving of the lexical priority this argument must effectively grant it. The same goes
for the value of Dworkin‘s notion of showing equal concern and respect, with which
toleration may be replaced in the above argument.
There is an argument for intention-neutrality which does not require the
implausible claim that the value of tolerating reasonable disagreement (or of showing
equal concern and respect) always outweighs the costs of these actions. One might argue
that intention-neutrality is necessarily constitutive of liberalism itself, so that if we
abandon these policies for the sake of other social goods, even just occasionally, we will
have effectively abandoned liberalism. Insofar as we are committed to liberalism then,
we will have to, as it were, put up with the fact that we are sometimes prevented from
promoting the good of society by this very commitment.261 Such an argument would have
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to proceed by establishing that without being committed to the Principle of Intentionneutrality, one could not be committed to the Principle of Liberty and the Harm Principle:
The Principle of Liberty: The primary goal of the state is to promote, preserve,
and protect individual freedom and autonomy.
The Harm Principle: The only adequate justification for state interference in
individuals‘ lives is the prevention of harm in the form of restrictions on other
individuals‘ freedom or autonomy.
I will defer considering this argument until the next section.
Let us proceed then to the second neutrality principle. The primary argument for
(B)(iii) is Rawls‘ publicity argument:262
(1) All citizens are owed an honest and publicly accessible justification for the
use of political power in their society
(2) So our conception of justice must be publicly accessible.
(3) In order for our conception of justice to be publicly accessible, it must be
justified by arguments that exclusively incorporate generally accepted beliefs
and value-assertions.
(4) So our conception of justice must be justified by arguments that exclusively
incorporate generally accepted beliefs and value-assertions.
Wall‘s objection to this argument focuses on (3). He makes the useful distinction
between arguments that are publicly accessible, publicly understandable, and publicly
acceptable.263 An argument is publicly accessible just in case it makes exclusive use of
reasons and evidence that can be publicly stated and evaluated. An argument which
appeals to the apprehensions of a particular person‘s private moral sense, for example,
would not be publicly accessible. An argument is publicly understandable just in case it
is publicly accessible and it does not include premises that the average member of the
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society is unable to understand. Finally, an argument is publicly acceptable just in case it
is publicly understandable and not subject to reasonable disagreement.
Wall observes that Rawls‘ argument does not go through if we only insist on
publicly accessible arguments. The argument requires that we rely exclusively on
publicly acceptable arguments. I think there is a strong case to be made for the claim that
the members of a society are owed honest and publicly accessible arguments for the
exercise of political power. But this does not conflict with perfectionism. To insist on
publicly understandable arguments may already eliminate much good policy—the world
is, after all, a very complicated place—and that may be too high a cost to justify in some
cases. Why, then, should we go even further and insist on public acceptability, and thus
accept argument-neutrality? Rawls‘ answer is that public acceptability is required to
realize the value of ―full political autonomy‖—a state of affairs in which every member
of a society endorses and identifies with the social conception of justice.264
Wall‘s objection to this argument parallels his objection to the argument from
toleration. The argument seems to require the implausible claim that the value of full
political autonomy will always outweigh the cost. But again, there is another possibility.
One might argue that a commitment to argument-neutrality is a necessary constituent of a
liberal political theory. Again, I defer considering this possibility until the next section.
B. Perfectionism and liberty
Can a perfectionist theory of justice commit itself to the essential tenets of
liberalism without thereby becoming incoherent? My goal in this section and the next is
to take us a significant portion of the way toward answering this question in the
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affirmative. We will be left, however, with one objection whose resolution will have to
wait until Chapter 6.
I begin with a very brief presentation of the thoroughgoing Aristotelianism of
Martha Nussbaum‘s view of distributive justice, which she has named ―Aristotelian
Social Democracy.‖265 I then introduce David Charles‘ liberty-based objection to
Nussbaum‘s view,266 and argue that Nussbaum‘s response is inadequate.267 I argue that
though Nussbaum‘s political perfectionism cannot cope with the objection, the liberal is
not thereby forced to embrace neutrality. A perfectionist theory that accepts the Principle
of Competitive Value Pluralism, instead of the Principle of Neutrality, can avoid the
objection. Finally, I consider Richard Arneson‘s argument that a commitment to value
pluralism lends no support to liberalism, and argue that it does not apply to my
formulation of value pluralism.
The two Aristotelian claims that lie at the heart of Nussbaum‘s theory of
distributive justice are as follows:
(1) A political arrangement of a society is good just in case, and to the extent that,
it secures for each of the members of that society the necessary conditions of
the good life.268
(2) At some suitable level of generality, there is just one list of functionings that
constitute the good life, and the contribution of any given functioning to the
good life can be objectively assessed.269
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The characteristic feature of Nussbaum‘s view, then, is its monism; she rejects the idea
that good human lives come in many forms, at least some of which are mutually
exclusive.
Charles‘ liberty-based objection to Nussbaum‘s view focuses on the fact that her
view endorses the claim that we can rank-order possible forms of life according to their
level of excellence by assessing the extent to which each of the functionings that
constitute those forms of life contributes to the good life. Charles asks ―If the
perfectionists [sic] considers some lives as better than others, can he avoid favouring
coercion to force people into excellence?‖270 Although he recognizes ―Aristotle‘s
insistence…on choice at the final stage of development,‖ he observes that ―this seems in
no way to lessen the possibility of unwarranted coercion at the earlier stages.‖271
Nussbaum‘s only response to this is to assert that Aristotelian habituation ―need not‖ be
coercive, and that it might in fact be essential to developing the capacity to make free
choices.272 Both these claims may very well be true. But the problem remains of what
should be done, on Nussbaum‘s view, when someone does not, in the end, come around
to freely choosing the good life.
Charles suggests that the only way to avoid an endorsement of coercion in cases
where it is intuitively unwarranted is to go the route of the nineteenth century British
perfectionists such as T.H. Green, who believed that ―proper excellence can only be
achieved by the free choices and actions of the people themselves.‖273 It is not clear,
however, that Nussbaum‘s view could justifiably integrate a commitment to free choice
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as a necessary constituent of the good life. The reason for this is her view‘s endorsement
of value monism. In order for free choice to be part of a good life, it must be possible to
freely choose to lead a good life. But freedom of choice requires access to a range of
options. If there is a single form of life that is the good human life, as Nussbaum claims,
then the free choice of a good life will require that various inferior forms of life remain
accessible as well. More than this, the State that has as its goal creating the conditions
that will best enable its subjects to lead good lives will have to actively preserve the
accessibility of inferior forms of life, so that the possibility of freely choosing the good
life is also thereby preserved. And if this is the cost of integrating the value of free
choice into a monistic perfectionism, it is doubtful Nussbaum will be willing to pay it.
This cost can be avoided, however, without abandoning perfectionism, if we
reject value monism. Consider a perfectionism that endorses the Principle of
Competitive Value Pluralism:
There are many equally good ways of life, which are incompatible insofar
as leading one excludes leading others, and the values that structure some
conflict with the values that structure others.
The competitive aspect of the principle ensures that there is no level of generality at
which we can say that there is really only one good form of life, and thus lapse back into
monism. To endorse value pluralism is to endorse the claim that from the perspective of
a society as a whole, there are many different forms of life that are equally good. This is
consistent with the claim that individual members of a society, from their differing
positions, will come to different conclusions about what sort of life is most choiceworthy
as the result of engaging in ends-deliberation. The perspective of the pluralistic society is
that any form of life which could be most preferred by one agent in the society, given that
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agent‘s position and as a result of a well-executed course of ends-deliberation, is just as
good as any form of life that could most preferred by another agent in the society, again
given his position and as the result of a well-executed course of ends-deliberation.274 A
perfectionism that endorses competitive value pluralism can commit itself to preserving
access to a broad range of options for all members of a society without committing itself
to preserving options which, from the perspective of the society as a whole, are not worth
choosing.
There is, however, a deeper problem. Let us suppose that it is beyond our powers
to eliminate all options that are not worth choosing without adversely affecting the ability
of individuals to pursue choiceworthy options. Even if we endorse competitive value
pluralism, access to some options not worthy of choice will remain. Let us further
suppose that some individuals, despite the best efforts of the society, persist in choosing
these options, but do so without causing harm to anyone else. Then Charles‘ concern
about unwarranted coercion still stands: unless we assert that free choice is a sine qua
non of a valuable life, how can we, from within a broadly perfectionist framework,
oppose coercing those who are wasting their lives into pursuing excellence? And as
Charles recognizes, the claim that a life that is not freely chosen is not valuable, no matter
what achievements it contains, is highly implausible.275 So the liberal perfectionist must
find some way to oppose coercion in this case without relying on an over-inflated
conception of the value of freedom. This is precisely the task to which Chapter 6 is
dedicated. If it were true that the liberal perfectionist could not find a satisfactory way to
do this, then there would be reason to believe, as suggested in the last section, that a
274

The social preference-order over forms of life in a pluralistic society, then, is not an Arrovian aggregate
of individual preference-orders—in fact, it is entirely separate from them.
275
D Charles (1988) 203

201

commitment to neutrality about conceptions of the good life is a requirement of
liberalism after all. But I will argue that it is not.
Before proceeding to discuss a different threat to the conjunction of liberalism and
perfectionism, I want to discuss briefly the relationship between liberalism and value
pluralism. I have just suggested that if the anti-coercion argument of Chapter 6 succeeds,
liberals will be able to make due with a commitment to competitive value pluralism and
stop short of a commitment to neutrality. Richard Arneson, however, has argued that a
commitment to value pluralism does not support liberalism over totalitarianism in the
least. Arneson accepts William Galston‘s characterization of the thesis of value
pluralism. According to Galston, among the set of potential ends and goals of human
life, ―there are multiple goods that differ qualitatively from one another and that cannot
be rank-ordered.‖276 Galston belies that the fact of value pluralism as he defines it entails
that ―Any public policy that relies on, promotes, or commands a single conception of
human good or excellence for all individuals is on its face illegitimate.‖277 Arneson
argues, quite correctly, that nothing like Galston‘s conclusion follows from adherence to
value pluralism understood in this way:
If there are plural values and no ranking of them can be defended, then one cannot claim
that in organizing society to maximize the single value X one is maximizing what is best.
But equally no one can object to making X the politically privileged value on the ground
that better outcomes would be obtained if we let a thousand flowers bloom, so values A
through W would be achieved, the great flourishing of these values being more than
adequate for the loss in achievement of X that would accompany the liberalization of
society…Incommensurability entails that we lack a scale on which such measurements
could be made.278
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The desired conclusion, however, is precisely what follows from adherence to value
pluralism as I have defined it. The difference between my thesis and Galston‘s is that I
deny, as Arneson‘s argument shows the liberal must, the claim that the potential ends and
goals of human life are incomparable.279 My version of pluralism, again, is that any form
of life which could be most preferred by one agent in the society, given that agent‘s
position and as a result of a well-executed course of ends-deliberation, is just as good
from the perspective of society as a whole as any form of life that could most preferred
by another agent in the society, again given his position and as the result of a wellexecuted course of ends-deliberation. And this entails the rejection of incomparability.
On my view, then, we are perfectly entitled to claim that the great flourishing of values A
through W will more than compensate for the loss of achievement of X that would
accompany liberalization.
C. Perfectionism and distribution
Contemporary liberalism is generally thought to be at least partly constituted by a
commitment to some form of egalitarianism—there must be some way in which all
members of a liberal society are treated equally. Charles‘ second objection to the claim
that liberalism and perfectionism are compatible focuses on this issue of equality.
Charles issues two challenges to the liberal perfectionist:
(i)
(ii)

[W]hat resources can [perfectionism] allocate to those who lack the capabilities
for a fully functioning human life, or more radically for any part of that life?
What role can perfectionism give to the satisfaction of the basic needs of less
well-endowed people?280

Charles challenges are in need of clarification and refinement. First, let us distinguish
between the basic functionings required for survival, and the higher functionings which,
279
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together with the basic functionings, constitute the good life. Then, let us distinguish
between those who, according to a monistic account like Nussbaum‘s, are not capable of
achieving every sort of functioning which is part of the good life, and those who are not
capable of achieving any of these functionings beyond the basic functionings required for
survival. The first challenge then has the following two parts: (a) Can the perfectionist
justify allocating resources to those who lack the capabilities needed to achieve all the
higher functionings that constitute the good life? And (b) Can the perfectionist justify
allocating resources to those who lack the capabilities needed to achieve any of the higher
functionings that constitute the good life? The second challenge, which is simply a more
radical version of the first, likewise has two parts: (a) Can the perfectionist justify
satisfying even the basic needs of those who lack the capabilities to achieve all the higher
functionings that constitute the good life? And (b) Can the perfectionist justify satisfying
even the basic needs of those who lack the capabilities to achieve any of the higher
functionings that constitute the good life? Charles fears that the answer to the challenges
must be ‗No.‘ He argues that ―The perfectionist must consider some lives (taken as a
whole) as of greater value than others. If so, can he avoid directing most resources to
those with the best abilities and most valuable inclinations (in conditions of scarcity)? It
seems not.‖281 Instead, the perfectionist must prefer the greatest amount of excellent
activity ―measured either in average in or quantity terms.‖282
Nussbaum responds to this charge by asserting that ―[I]f having his people reach
eudaimonia is…the legislator‘s goal, then, even if eudaimonia does admit of degrees (a
very unclear issue), the legislator will direct his energies to bringing as many people as
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possible above the threshold, rather than to augmenting the eudaimonia of those who are
already above.‖283 This ‗satisficing egalitarian perfectionism‘ is vulnerable to a number
of objections, and has been criticized by Richard Arneson in the course of his defense of
Prioritarianism.284 I will postpone discussion of these problems until I come to my
examination of the prioritarian view. There I will show that the prioritarian view cannot
be formulated in a way that is well-motivated, mathematically consistent, and distinct
from utilitarianism, and so Arneson‘s arguments for what he wrongly takes to be a
coherent view are superfluous. His criticisms of satisficing egalitarian perfectionism,
however, are quite instructive, and will help us to identify a number of pitfalls to avoid.
For now, I conclude this section with my own response to Charles‘ challenges.
Charles is right that the perfectionist must consider some lives better than others. Even
given a commitment to competitive value pluralism, it will be the case that some forms of
life are judged from the perspective of society as a whole as not worthy of choice. But it
does not follow from this, or from any other feature of perfectionism, that the
perfectionist must favor the distribution that leads to the greatest amount of excellent
activity, whether on average or in the aggregate. Charles‘ mistake is his failure to
distinguish between dividendum—the object of the State‘s distributive concern285—and
modus dividendi—the scheme according to which the State seeks to distribute that which
it is concerned with distributing. Let us assume for the time being that the perfectionist is
concerned with the distribution of achieved functioning—I argue below that this is not
283
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quite right, and that the perfectionist can, should, and must be concerned with the
distribution of the liberty to achieve functioning. There is nothing about the nature of
achieved functioning qua dividendum that makes it the case that maximizing average
functioning or aggregate functioning is what the perfectionist must be committed to. This
point is completely general. There is likewise nothing about pleasure, utility, primary
goods, material resources, income, or any other possible object of distributive concern
that implies a commitment to a maximum average or a maximum aggregate (or a
maximum product, a maximum median, etc). An advocate of any dividendum can
perfectly coherently advocate, for example, a modus dividendi according to which the
goal is the greatest attainable equal distribution.
The notion of a greatest attainable equal distribution is a familiar one in modern
welfare economics, which takes utility—understood in terms of the satisfaction of
ordinally ranked revealed preferences—as the object of distributive concern. The Pareto
frontier is the set of attainable utility-distributions such that it is impossible to increase
the utility of one agent without decreasing the utility of another—i.e. the set of Pareto
efficient (or equivalently, Pareto optimal) distributions. On the graph below, the greatest
equal distribution is the point on the Pareto frontier at which the utility of Agent 1 is
equal to the utility of Agent 2.
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Pareto Frontier

Agent 1
Utility

Greatest Equal Distribution

Agent 2 Utility
Figure 4.1

Because the Pareto frontier in this case is concave, the greatest equal distribution
maximizes neither average utility nor aggregate utility. But it remains a perfectly
justifiable policy goal nonetheless for the advocate of utility as the appropriate object of
distributive concern. What makes the perfectionist a perfectionist is the fact that he is
concerned with valuable functioning—whether actual achievement of functioning or the
liberty to achieve it. The assertion that the perfectionist must be an average or aggregate
maximizer, and so cannot be an egalitarian, rests on a confusion.
IV: Priority and Equality
A. Prioritarianism
Derek Parfit has proposed an approach to distributive justice, which he calls ―the
priority view,‖ and which has come to be known as ―Prioritarianism,‖ which seeks to
provide an elegant way of eliminating the counter-intuitive demands of Utilitarianism.286
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Utilitarianism, taken as a distributive theory, is both a theory of the best scheme of
distribution and a family of theories of what the object of our distributive concern should
be. The distributive scheme is simple aggregate maximization. The candidate objects of
distributive concern are pleasure, happiness, or ―utility‖—understood as either actual
preference satisfaction, or ―ideal‖ preference satisfaction. The last of these is often
thought to make for the most plausible version of Utilitarianism, with the ideal agent
understood as one who is fully rational and informed. If we take the satisfaction of the
preferences that agents would have if they were fully rational and informed to be the
utilitarian‘s concern, then, his view has three essential parts: (a) that something satisfies a
preference of a fully rational and informed agent makes it the case that it is good—and
the higher the preference, or the more agents whose preferences it satisfies, the better it
is; (b) the best social arrangement is the one that maximizes aggregate ideal preference
satisfaction; and (c) preference satisfaction can be represented by cardinally measurable
and interpersonally comparable utility-values (this is needed in order to make sense of
aggregate maximization). Claim (b) does not follow from claim (a) straightaway—one
could argue, given (a), that we ought to maximize the average level of ideal preference
satisfaction, or aim for the highest attainable level of equal satisfaction, or what have you.
One goes from merely being an ideal preference theorist to being an ideal preference
utilitarian when one endorses simple aggregate maximization of preference satisfaction.
Though I doubt it is often thought of in these terms, it seems to me that to endorse
ideal preference theory—to endorse the claim that what makes something good is the fact
that it is preferred by a fully rational and informed agent—is actually to embrace—to
wrap oneself around, as it were—one of the horns of the Euthyphro dilemma. For
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suppose (1) that an omniscient god exists and (2) that this omniscient god has preferences
over the ways that the lives of each of his creatures could go. This god is fully rational
and informed, if anyone is. In fact, by defining ideal preferences in terms of the
preferences of such a god, we eliminate any objections to the theory based on the limited
cognitive capacities of human beings. So a very strong way to formulate ideal preference
theory would be to say that, supposing such a god existed, the fact that something
satisfied one of his preferences for one of his creations would make it the case that that
thing is good—and the higher the preference satisfied, or the greater the number of
preferences satisfied with respect to a greater number of his creations, the better it is. But
this is exactly analogous to the first horn of the Euthyphro dilemma—what is pious is so
because the gods love it, and the more they love it, the more pious it is. The
contemporary ideal preference theorist is in just as bad a position as Euthyphro was to
explain why the love of the gods makes anything good; and even more difficult, surely,
would it be to explain why the love of men, however rational and informed they may be,
is capable of doing so.
We can, however, leave Utilitarianism behind, and focus solely on aggregate
maximization. Suppose we have a sound theory of well-being—of what makes a life
good. Our distributive goal could be to maximize aggregate goodness, whatever view of
goodness we take. This approach is often thought ethically unappealing, and for familiar
enough reasons. If the aggregate can be maximized by enslaving a small portion of the
population, so that the rest are free to lead lives of great value without having to worry
about how their own basic needs will be met, then the aggregate maximizing approach
recommends this arrangement. Parfit‘s priority view, then, is best seen as an attempt to
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eliminate the counter-intuitive demands of any aggregate maximizing approach,
utilitarian or otherwise. Parfit‘s guiding idea is that greater moral worth attaches to
aiding those who are in need than attaches to doing a good turn for those who are already
reasonably well-off. Suppose we have a society made up of a set of individuals I = 1,
2,…n. We are distributing resources among the members of this society, and we are
interested in how good a life each individual will be able to lead given a particular bundle
of resources. Let g1 be the resource given in individual 1, and v1(g1) be the value to
individual 1, in terms of the goodness of the life they enable him to lead, of those
resources. The aggregate maximizer tells us to distribute such that:

The priority view, however, defines a moral worth coefficient, w. The coefficient w1
represents the moral worth of giving individual 1 the resources he is being given. The
prioritarian, then, tells us to distribute such that:

And the prioritarian stipulates that the worse-off someone is, the more moral worth
attaches to aiding him—priority for the worse-off is built into the view. In the familiar
example of the small slave population, the prioritarian‘s welfare function would almost
certainly return a greater value if those who are enslaved were set free and a drastic
scheme of downwards redistribution put into effect. This is because the moral worth of
giving to those who have very little would be extremely high, whereas the moral disworth of taking from those who have a lot would be very low.
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Despite its apparent appeal, I will argue that we should not adopt Prioritarianism
as our theory of distributive justice. More specifically, I will argue that the view faces a
trilemma. Either (a) it is unmotivated; (b) it collapses into simple aggregate
maximization; or (c) it is mathematically inconsistent.
The first thing we must do is make a distinction between two possible
interpretations of Prioritarianism—the welfarist interpretation and the non-welfarist
interpretation. On the non-welfarist interpretation, the valuation functions, vi, capture the
full extent of the value of a given distribution for a given set of agents. The value of the
moral worth coefficient, then, does not capture the fact that giving a certain amount of aid
to someone who is badly-off does more good for that badly-off individual, in the sense
that it makes a bigger difference to the value of the life he will be able to lead, than
giving the same amount of aid to someone who is already well-off would do. The fact
that the aid will mean more to the one who is badly-off is already taken into account by
the valuation function. On the non-welfarist interpretation, then, the distributive goal of
the prioritarian is to maximize a universal valuation function V, which is equal to the sum
of the individual valuation functions weighted by moral worth as judged from the
perspective of the universe. But the universe‘s judgments of moral worth are not in any
way connected to the question of how big a difference to the goodness of someone‘s life
one distribution will make as opposed to another. If this is how Prioritarianism is to be
interpreted, then the view needs some way to motivate its claims about moral worth. The
whole point of the view is, after all, to capture the moral importance of prioritizing those
who have less, even when we could do as much or more to enrich the lives of those who
are already doing well. For the prioritarian, this is no easy task. Surely the primary
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reason why it is so important to prioritize those who have less is that what we do for them
makes a bigger difference to the quality of their lives than what we could instead do,
given the same resources, for those who are already well-off; and it makes such a big
difference in virtue of the fact that at present they have so little. But the non-welfarist
prioritarian must ground the moral worth of prioritizing the worse-off in something other
than that consideration. I can see one other way of grounding this priority. If we face a
choice between aiding someone badly-off and aiding someone well-off in a way that will
benefit the latter as much or even more than the former, we might prefer to aid the former
because we value equality, and recognize it as a demand of justice that we progress
toward greater equality. And there is good reason to adopt this position. There is a
growing body of empirical evidence that indicates that the more equal a society is, the
better it functions—valuing equality is a key to a well-functioning society.287 And the
idea that equality of some sort is a demand of justice is supported by the Enlightenment
view, accepted in all contemporary developed liberal societies, that there is some morally
significant respect in which all individuals are equal, and thus deserving of equal
treatment. But this is precisely what the prioritarian cannot assert, since his view does
not recognize equality as a demand of justice. For the prioritarian, prioritizing the worseoff is offered as a replacement for valuing equality and working toward realizing it. This
is clear from the fact that the view allows for great benefits to the well-off to outweigh
small benefits to the badly-off even given the disparity in the moral worth attending
benefits of these types. The justification for this priority, then, cannot itself flow from the
value or significance of equality. The prioritarian must, therefore, search for another
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ground for his claims about the moral worth of aiding the worse-off. What this
alternative ground might be is unclear. Such is the first horn of the trilemma.
The non-welfarist prioritarian might, in order to avoid this horn, claim that
―priority treatment for the worse-off‖ is itself a value worth endorsing, and that this value
should replace both goodness-maximizing and equality as our guiding distributive
consideration.288 Richard Arneson suggests as much when he claims that if the benefit
that could be secured for the worse-off of two agents is small enough, and the benefit that
could instead be secured for the better-off of two agents is large enough, then we ought to
prefer benefitting the better-off.289 Arneson admits, however, that this is simply an
intuition on his part, and the example that he uses to fuel the intuition seems to me unduly
restrictive. He asks us to consider a case of two agents, the worse-off of whom is in
possession of some flower seeds that are of barely any value to him, and the better-off of
whom would derive a profound aesthetic experience from the flowers that could be
grown from those seeds. Arneson suggests that if our only options are leaving the seeds
with the first agent, or transferring them to the second, we should prefer the latter. I do
not share Arneson‘s intuition even I this case, but that is beside the point. What is
significant is that he is only able to fuel the intuition by assuming the absence of an
exchange economy. If Arneson has in fact shown that Prioritarianism is the superior
view under that assumption, then so be it. He has failed to give us a reason to favor it
within any more advanced socio-economic arrangement.
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Let us suppose, then that the welfarist interpretation is the correct one. The
individual valuation functions, vi, do not capture the full extent of the value to a given
individual of a given distribution. The moral worth coefficients, wi, do tell us that a given
distribution makes a bigger difference to the life of someone badly-off because he is
badly-off, and a smaller difference to the life of someone better-off. The obvious
objection from the simple aggregate maximize is then: why complicate things in this
way? There is no reason why we shouldn‘t build all relevant considerations into the
valuation functions, so that the values they return reflect the full extent of the value to a
given individual of a given distribution. These extra coefficients are completely
unnecessary, and once we eliminate them, we are left with simple aggregate
maximization (which, in virtue of the reality of diminishing marginal utility, arguably
already has some sort of bias toward the worse-off already built in, at least in practice).290
This is the second horn of the trilemma: Prioritarianism collapses into simple aggregate
maximization.
But perhaps the aggregate maximize is being too hasty. Perhaps there is some
reason why the valuation functions by themselves are, must be, insufficient—some
reason why they cannot reflect all of the considerations relevant to determining how
much better for a given individual one distribution is than another. So the true value to
agent 1 (not just from the perspective of the universe) of a given distribution is given by
w1[v1(g1)]. This might seem like an attractive move for the prioritarian to make—though
he would have to supply some reason for thinking that the individual valuation functions
on their own were insufficient. But it makes the view mathematically inconsistent. To
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see why, we need to understand what it means for a valuation function (or a utility
function) to be cardinally measurable and interpersonally comparable. The prioritarian
needs his valuation functions to have these two features, just as the simple aggregate
maximizer does. In fact, simple aggregate maximization can be seen as one instance of
Prioritarianism—the degenerate instance in which the moral worth coefficients are
always identical. For the sum of values which both the aggregate maximizer and the
prioritarian want to perform to be meaningful, those values must convey information that
is cardinally measurable and interpersonally comparable. So let us assume that the
valuation functions in the prioritarian‘s social welfare function have both those features.
Valuation functions can convey information of various types. That information
can be ordinally, cardinally, ratio-scale, or perfectly measurable. It can be noncomparable, unit-comparable, or fully comparable. There is a way to rigorously specify
what sort of information is conveyed by a given valuation function. We do this by
specifying a group of acceptable transformations. Given a valuation function v, a new
valuation function v’ will preserve all the information conveyed by v so long as v’ can be
obtained by subjecting v to a transformation that belongs to the group of acceptable
transformations. If v is cardinally measurable and fully interpersonally comparable, then
the group of acceptable transformations is the group of positive affine transformations.
That is to say, if vi(gi) = x, then vi’(gi) conveys the same information so long as vi’(gi) =
ax+b, a

ℝ b

ℝ .

This creates a fatal problem for the welfarist prioritarian who is trying to
distinguish his view from simple aggregate maximization. He must assume that
individual valuation functions are cardinally measurable and interpersonally comparable.
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And this assumption does allow him to transform any given set of individual valuation
functions by affixing coefficients to them. But it does not allow him to affix disparate
moral worth coefficients to the individual valuation functions within a given set of such
functions. In order to retain cardinal measurability and interpersonal comparability, the
individual valuation functions must all be subjected to one single positive affine
transformation at a time. And this means that if a coefficient is to be affixed to any
individual valuation function, the very same coefficient must be affixed to every
valuation function. Otherwise interpersonal comparability is lost, and the sum of
valuations across individuals ceases to be meaningful. For the welfarist prioritarian to
maintain that his individual valuation functions are cardinally measurable and
interpersonally comparable—as he must—and yet to insist that he can assign disparate
moral worth coefficients to those valuations—as he must if he is to avoid becoming a
simple aggregate maximize—is to assert an inconsistency.
Since the non-welfarist interpretation of Prioritarianism is unmotivated, and the
welfarist prioritarian cannot endorse a mathematically inconsistent position, I conclude
the Prioritarianism collapses into simple aggregate maximization, with all of its attendant
distributional problems.
B. Strict and satisficing egalitarianism
I have concluded that there is no consistent and philosophically motivated
interpretation of Prioritarianism. But that conclusion does not preclude learning from the
arguments put forward by those who take themselves to be the view‘s adherents.
Prioritarians were prompted to attempt to formulate their view by the problems they
identified in various types of egalitarianism. Since the view I will ultimately present is a
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species of egalitarianism, I would do well to highlight these problems—they are pitfalls
which I must be careful to avoid. If there is no way to formulate an egalitarian principle
so as to avoid these problems, then that failure may itself be a reason to adopt nonwelfarist Prioritarianism, at least provisionally, despite the problem of grounding its
notion of moral worth. I will here discuss objections to two types of egalitarianism: strict
egalitarianism, according to which we should always prefer an equal distribution of the
object of our distributive concern to an unequal one; and satisficing egalitarianism, which
we have already seen Martha Nussbaum advocate in a perfectionist context. I will not
answer these objections here. I doubt that they can be answered by the views against
which they are directed. I will show that they do not affect the view I endorse, but this
must wait until I have completed my critical survey of rival views and presented my own
view. The objections are, as I said, pitfalls to be avoided; my purpose here is to register
them and to use them to show why neither strict nor satisficing egalitarianism will do.
The objection to strict egalitarianism that motivated the priority view is the
―leveling-down‖ objection.291 Consider a society with two groups of equal size, A and B.
Now consider the following two possible distributions (of resources, functioning, utility,
or what have you):
(1) Each member of group A – 1
Each member of group B – 1
(2) Each member of group A – 9
Each member of group B – 8
It seems that the strict egalitarian view would have us prefer distribution (1) to
distribution (2). Distribution (1) is equal, while distribution (2) is not. But a theory of
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distributive justice that prefers (1) to (2) is hardly plausible. So any form of
egalitarianism we endorse must repudiate the leveling-down method of attaining equality.
Richard Arneson, who converted to Prioritarianism after a long period of
advocating equality of opportunity for welfare, frames another important objection
against strict egalitarianism. The objection has two parts: (a) there are cases in which it is
best not to transfer resources from the better-off to the worse-off; and (b) there are cases
in which it is best to transfer resources from the worse-off to the better-off. For a case of
type (a), consider an island society in which one group is living barely above subsistence,
and the other is starving to death. If the distribution of food were equalized, those who
are starving to death would not receive enough to avoid starvation, but those who are
currently subsisting would also starve. In this case, strict equality is certainly not morally
appealing.292 For a case of type (b), consider a group of badly-off individuals who are in
possession of some crop seeds which cannot grow in the soil where these individuals live.
The seeds, however, would sprout in the soil where a group of better-off individuals live.
Assume it is possible to transport the seeds but not possible to relocate the badly-off
individuals. Arneson believes, I think correctly, that the best thing would be to give the
seeds to the better-off, even though this would be a move away from equality.293
Nussbaum‘s satisficing egalitarianism does not advocate leveling-down. On that
view, the goal is to bring as many individuals as possible past a threshold level of
capability. We are not justified in taking so much from those who are above the
threshold that they fall below it, unless we thereby achieve a net gain in the number of

292

R Arneson (2000) 55
It should be evident, however, that only resource egalitarianism is threatened by this second objection.
If the seeds do not contribute to the freedom, opportunity, well-being, functioning, pleasure or preferencesatisfaction of the worse-off, then taking them away does not diminish equality.
293

218

individuals who are above the threshold. And once everyone is above the threshold,
inequalities are no longer significant. Despite avoiding the leveling-down objection,
satisficing egalitarianism has some weaknesses, and has been criticized by Arneson from
a prioritarian perspective. He makes two significant objections. The first concerns a
choice between helping those who are just under the threshold and helping those who are
well beneath it. Suppose we could either bring one person above the threshold, or do
even more to help someone who was well below it without quite bringing him up to it.
On Nussbaum‘s view, we must help the first person—our goal is to bring as many
individuals as possible past the threshold. But Arneson plausibly counters that if we can
instead do as much or more for someone who is worse off, then that is what we ought to
do.294 Next, consider a choice between helping someone who is just past the threshold
and someone who is well above it. On Nussbaum‘s view, at least as she has articulated it,
these two options are equally good. Both have attained a satisfactory level of capability,
and so there is no reason to favor one over the other. But again, it seems that we should
prefer helping the worse-off.295 In addition to the leveling-down objection, then, a
plausible version of egalitarianism must deal satisfactorily with the cases proposed by
Arneson.
V: Equality of What?
A. Well-being, liberty and desert
I have argued that those who seek to avoid the distributional problems of
maximizing approaches to justice should not adopt the prioritarian approach. I will now
discuss a variety of egalitarian views. Any broadly egalitarian theory of justice must
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answer two questions. First, what are we seeking to equalize? And second, should we
always favor an equal distribution to an unequal one—and thus embrace strict
egalitarianism—or should our efforts to establish equality be made within the confines of
some principle that specifies which trade-offs are justified in the name of greater equality
and which are not? The present discussion concerns the first question. I will argue that
we should take liberty as our equalisandum. For the present, we can define liberty-based
egalitarianism as the view that the State should distribute resources so as to most
effectively promote the equal development of autonomy, and equal freedom to exercise
that autonomy by choosing, developing and exercising comparable sets of capabilities. In
Section VI, I will discuss liberty-based egalitarianism in greater detail, and address the
question of trade-offs.
In addition to liberty—which is to say, the liberty to achieve well-being—we have
the option of taking well-being itself, or the resources required to achieve well-being—
that is, the desirable material conditions of life—as the appropriate equalisandum of an
egalitarian theory of justice. The equality of liberty approach might be seen as standing
between the other two, since the liberty to achieve well-being includes access to the
required resources as well as the ability to transform those resources into functioning, the
freedom to choose the functionings that will constitute one‘s way of life, and the capacity
to deliberate well about which functionings to pursue. I begin my critical discussion with
the equal well-being approach. Two possible forms of egalitarianism that I will not
discuss are pleasure egalitarianism and preference-satisfaction egalitarianism. I do not
think there is any good argument for the former, and I have already argued against
preference-satisfaction as the appropriate object of the State‘s distributive concern.
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There is one argument against equality of well-being itself which we should be
careful not to make, since it rests on a confusion. There is a sense in which each person‘s
achievement must be his own—though this does not ground an argument for the absolute
value of freedom, as Green though it did.296 If an achievement is to be mine, then there
must be some point at which I set my own limbs and my own mind in motion—whether I
do so for fear of sanction or for any other reason is beside the point—in order to attain
that achievement. If I gain rewards by taking credit for the work of others, or if I am
physically compelled to perform some task in the sense that another overpowers me and
moves my limbs for me, then I have achieved nothing. But it does not follow from the
fact that each person‘s achievement of well-being must be his own in this sense that a
society cannot be concerned with the distribution of well-being itself, but only with the
freedom to achieve well-being. What the State actually distributes is always resources,
where this includes not only material resources but also access to services, human capital,
and offices. The reason for this is simple: resources are what we can actually move
around. But the State may very well take as its distributive goal equality of achieved
well-being, and seek to distribute resources, broadly construed, so as to maximize the
likelihood of this distributive goal being reached. The fact that each person‘s
achievement of well-being must ultimately be his own does not show this goal to be an
incoherent one.
The problem with the equality of well-being approach is that it does not take into
account the issue of desert. If different individuals expend different levels of effort, and
those individuals are responsible for the levels of effort they expend, then it is not just for
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every individual to be enabled to achieve the same level of well-being. A sophisticated
egalitarianism must be sensitive to this concern. We might even express the central ethos
of egalitarianism thus:
The only thing about people‘s labor that would validate the justice of a difference in the
level of well-being they get from it is a difference in the burden of that labor, broadly
construed.297

The central idea of a sophisticated egalitarianism is that how well one‘s life goes should
depend on how much effort one chooses to put into one‘s life, and not on features of
oneself or one‘s environment that are ―morally arbitrary,‖ such as the fact that one was
born into a wealthy family or an excellent school district.298 The simple equality of wellbeing approach, then, is not really a serious contender. But one might argue that the
appropriate object of the State‘s distributive concern is well-being subject to desert. How
does this view compare to one that advocates equality of liberty to achieve well-being?
One might be tempted to argue that, at the end of the day, a desert-based
egalitarianism collapses into a liberty-based egalitarianism. Such an argument would run
thus. It ought to be that those who deserve to achieve equal levels of well-being do
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achieve equal levels of well-being. We deserve what we work for, which is to say, how
much we deserve in life depends on how much effort we expend, provided that we are
responsible for our own level of effort. But we are responsible for our level of effort
when we freely and autonomously choose what goals to devote ourselves to and how
much effort to put into pursuing our goals. So the way to promote equality of well-being
subject to desert just is to promote the conditions of equal liberty, in which every
individual has an equal degree of freedom to autonomously select and pursue his own
goals. If this argument goes through, and we do in fact promote equal well-being subject
to desert via promoting equal liberty, then we might still want a reason to consider the
view under the guise of liberty-based egalitarianism rather than desert-based
egalitarianism. And an excellent reason is ready to hand: namely, the fact that we now
have at our disposal a rigorous, precise, and measurable conception of individual liberty.
We gain a great deal of clarity by understanding deserved achievement as achievement
attained from an initial position of liberty to achieve which is equal to the position of
everyone else.
But not everyone will find this argument convincing. Some will insist that a
focus on the distribution of liberty is inessential to a theory concerned with well-being
subject to desert.299 And I am inclined to think that the argument is at least a bit too
quick. It may very well be that a particular individual is doing exactly as well in life as
he deserves to be doing, based on his level of effort for which he is responsible, even
though he lives in society in which the liberty to achieve well-being is not equally
distributed. It may even be that every individual in that society is doing as well as he or
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she deserves to be doing. But then we have a very good reason to doubt that equal wellbeing subject to desert suffices for distributive justice. The level of effort which it is
reasonable to put into one‘s life depends on the goodness of the life one could
realistically hope to lead, and on the quality of one‘s chances for leading that sort of life.
If one‘s initial liberty to achieve well-being is limited compared to that of other members
of one‘s society, it may simply be unreasonable for one to expend the same level of effort
as they do, since one‘s own chances of leading the sorts of lives that are open to them are
so slim.300 So if desert and equal liberty really do come apart, the desert-based theory will
always leave us with a troubling counter-factual. If a given individual‘s liberty to
achieve well-being had been greater or less than it was, due either to distribution up or
distribution down for the sake of realizing equality of liberty, would he have achieved as
much or as little as he has, and would he still deserve as much or as little as he has, in
virtue of the level of effort that he would have expended in the counter-factual scenario?
The danger of a desert-based theory that is divorced from a central concern for the
distribution of liberty is that only for those who begin with a morally arbitrary head-start
will it be reasonable to expend a high level of effort, and thereby deserve by the lights of
the theory the high level of well-being which they achieve. Such a theory is forced to
speak in terms of desert while turning a blind eye to the morally arbitrary differences in
the positions from which individuals begin to strive for a good life. To speak of desert
without concern for these differences is, at best, perverse, since the disparate starting
points are not themselves deserved, and are likely to have a large impact on the levels of
well-being that are ultimately achieved. If we are really concerned with well-being
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subject to desert, we ought to be concerned with desert all the way down. And this
means being concerned with creating the conditions of equal liberty.
I have been arguing that if we believe that individuals should be able to lead lives
as good as they deserve to lead, then the focus of our distributive concern should be on
creating the conditions of equal liberty. But what one deserves is a function of the effort
that one has expended for which one is responsible. Does making this argument, then,
require affirming a connection between liberty and responsibility? And if so, does the
argument run afoul of Frankfurt-style objections?301 I think not. In Frankfurt‘s famous
example, an individual faces a choice between two options. He has received a neural
implant, unbeknownst to him, which will cause him to choose the option preferred by the
mad scientist who inserted the implant should he be on the verge of choosing the
dispreferred option. If he chooses the preferred option on his own, the implant will
remain inactive.302 The point of the example is to show that one can be responsible for
one‘s choices even if one does not have access to any alternatives—even if one lacks
freedom of choice. The individual is supposed to be responsible for the choice of the
scientist‘s preferred option in the case in which the implant remains inactive. But if this
is so, it is presumably because that choice is autonomous—if the choice were the result of
preferences that were coercively, oppressively, or manipulatively instilled in the agent,
the issue of his responsibility for the choice would at least be considerably less clear.
The Frankfurt argument does not give us reason to doubt the relevance of
autonomy to responsibility, even if it does give us reason to doubt the relevance of

301

For a concern of this kind, see K Lippert-Rasmussen (1999) ―Arneson on Equality of Opportunity for
Welfare‖ Journal of Political Philosophy 7:4, 478-487
302
See H Frankfurt (1988) ―Alternative Possibilities and Moral Responsibility‖ in The Importance of What
We Care About (Cambridge: CUP) 1-10

225

freedom of choice to responsibility. But even with respect to the latter connection, the
force of the argument is limited. For in order for an agent to become autonomous, he
must have the freedom required to develop that autonomy. And the development of
autonomy, as discussed in Chapter 3, does require access to a broad range of options that
enable the agent to perform a variety of experiments in living. And broad freedom of
choice is required not only for the agent in question, but also for the other members of his
society, whose testimonies about their own experiments in living are invaluable input to
the agent‘s own process of autonomy-development. Broad freedom of choice, then, is
required for one to become the kind of person who is capable of being responsible for his
choices. And if the extent to which one deserves one‘s lot in life is a function of the
extent to which one is responsible for one‘s choices and the level of effort one chooses to
expend, then desert presupposes liberty.
Questions about the relationship between responsibility, freedom of choice, and
autonomy inevitably lead to questions about the (in)compatibility of individual freedom
and physical determinism. It is fair to ask whether the account of individual liberty I
have developed, and the notion of responsibility I will make use of in filling out the equal
liberty approach to distributive justice, are compatible with determinism. I believe that
they are, but postpone this discussion until Subsection D., where it arises in connection
with John Roemer‘s work.
B. Dworkin‘s resource egalitarianism
I have been arguing against the idea that we can formulate a plausible theory of
distributive justice that focuses on equalizing well-being subject to desert but that does
not collapse into a theory that focuses on equalizing liberty. The consideration that drove
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us to consider equality of well-being subject to desert, rather than simple equality of wellbeing, was the fact that there are cases (or at least, it is possible for there to be cases) in
which an individual is responsible for the fact that his life is not going as well as another
person‘s. The notion of desert was introduced into the welfare-equalizing view in an
attempt to make room for individual responsibility. But the inadequacy of well-being
subject to desert as a focus of distributive concern does not show that we must focus on
the distribution of liberty to achieve well-being in order to accommodate the importance
of individual responsibility. Ronald Dworkin‘s resource egalitarianism is designed
specifically to deal with the problem of incorporating individual responsibility into a
broadly egalitarian framework.303 I will briefly outline Dworkin‘s view, and then make
two objections against it.
In discussing the idea of well-being subject to desert, I spoke of desert as a
function of the amount of effort a person chose to put into his life, and began to argue
that we cannot fairly say that a person has gotten what they deserve in life relative to
someone else unless both individuals chose which pursuits to dedicate themselves to and
how much effort to put into those pursuits from a position of equal liberty, using the
rough characterization of the conditions of equal liberty given at the beginning of Section
V. The suggestion was that desert is a matter of the effort for which an individual is
responsible, and responsibility for one‘s choices, at least in the very robust sense that a
theory of distributive justice should be concerned with, requires liberty. Without
conditions of equal liberty, those who start out already behind will always be able to
complain, with justification, about the fact that they had to make their choices under a
handicap, and so are at least not solely responsible for the outcomes.
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This view of desert, however, is incomplete, and one of the merits of Dworkin‘s
view is to identify another important consideration in judging desert and responsibility.
Desert is not simply a function of chosen effort. One of the things we may choose to do
in life is to take risks. If a risk is accepted freely and knowingly304 by someone with
access to all the available information relevant to deciding whether to take the risk, and
the outcome turns out to be a bad one, then no amount of effort on the part of the agent
will make it the case that a better outcome was deserved. Dworkin draws a distinction
between what he calls ―brute luck‖ and ―option luck.‖ Option luck concerns the outcomes
of risks accepted freely, knowingly, and with access to all available information. Brute
luck concerns the outcomes of actions and events under uncertainty in cases where the
risk was not so accepted. One of Dworkin‘s central ideas is that it is just for individuals
to be compensated for the negative outcomes of cases of brute luck, but not for the
negative outcomes of cases of option luck. We are responsible for the risks we accept, as
well as for the amount of effort we choose to put into our lives.
Dworkin‘s task, then, is to construct a scheme of distributive justice in which all
individuals are treated equally, are held equally responsible for their own option luck and
the amount of effort they choose to put into their lives, but are not held responsible for
their brute luck. Dworkin begins by envisioning the members of a society placed behind
a ―thin‖ veil of ignorance—the sense in which the veil is thin will become clear below.
He distinguishes between the circumstances of each agent, on the one hand, and his
preferences and ambitions on the other. An agent‘s circumstances consist in his bundle
of comprehensive resources, which include his talents and genetic advantages (or
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handicaps and disadvantages). Behind the veil of ignorance, each agent knows his own
actual preferences and knows the overall distribution of various talents, advantages,
handicaps and disadvantages in his society (hence the thinness of the veil) but does not
know what talents/handicaps he has. Each individual is given an equal amount of
currency (which Dworkin refers to as ―clamshells‖). They may then use this currency for
two purposes. First, to purchase external, transferable resources which will help them to
lead the sort of life they deem valuable, based on their preferences (which, again, are
known to them). And second, to purchase insurance against being handicapped or
disadvantaged. The idea here is that an agent will accept a conditional insurance contract
only if the contract specifies that, should he find himself with a handicap or disadvantage
when he steps out from behind the veil, he will receive some bundle of external,
transferrable resources which, to his mind, compensates him adequately for his brute bad
luck. When the members of the society emerge from behind the veil, their purchases and
conditional insurance contracts, made from behind the veil with equal initial monetary
allotments, will induce a distribution of resources in the actual world. This, Dworkin
claims, is the just distribution.
The first objection against Dworkin‘s view concerns his treatment of preferences
and ambitions. Behind the thin veil, what purchases an agent makes and what insurance
contracts he accepts are determined by his preferences. Dworkin must thus see
preferences as something for which the agents can be fairly held responsible. He claims
that an agent is responsible for one of his preferences so long as the agent identifies with
the preference—so long as he is glad that he has it. But this makes Dworkin‘s view
vulnerable to the ―oppressed housewife‖ objection advanced by Sen against preference-
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satisfying versions of Utilitarianism. That someone identifies with his preferences is
hardly a plausible standard for judging that he is responsible for them.305 For one to be
responsible for one‘s preferences, those preferences must be autonomous. And as I will
argue below, they must be autonomous in precisely the way that is specified by my own
view of autonomy. So a theory of distributive justice simply cannot begin where
Dworkin starts, with a set of agents who are held responsible for their actual preferences
whatever they may be, and however they may have been formed, so long as each agent
identifies with the preferences he has. Justice must begin with progress toward creating
an environment in which every agent is free to develop his capacity of autonomy, and to
reflect on and refine his preferences in an autonomous way.
The second objection against Dworkin‘s view concerns the idea of compensating
for disadvantages via the transfer of external resources. Part of the difficulty with this
component of Dworkin‘s view is related to the first objection. It is supposed to be the
case that an agent behind the thin veil will accept a conditional insurance contract if he
judges that it offers adequate compensation. But this judgment will be based on his
preferences, and so the problem of holding him responsible for those preferences crops
up again. But let us assume for the moment that the agent‘s preferences were formed
through autonomous deliberation. Let us further assume, as I think Dworkin wants to,
that the external resources that would be transferred to the agent according to the terms of
the contract include access to services, offices and human capital in addition to material
resources and additional income. In order for the compensation received by an agent
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who finds that he is disadvantaged to be just, he must receive a bundle of resources that
will enable him to have the same chance of leading a valuable life, judged from his
position, as anyone else has. This is why the bundle that is transferred to him must
consist of resources in the broad sense, as opposed to cash and consumer goods alone.
But if that is right, then the judgment of whether compensation for brute bad luck is just
or not depends on the nature and extent of the capability set which the agent has the
opportunity to develop as a result of the resource transfer. So long as we are concerned
not merely with what people have, but with whether they are in a position to take what
they have and use it in the course of leading a worthwhile life, the ultimate object of our
distributive concern must be capability-freedom rather than resources.
So if compensation in Dworkin‘s system is understood in terms of resources
broadly construed, an understanding motivated by an ultimate concern for the sorts of
lives individuals will be capable of leading, then it turns out that what his theory actually
does is to give each agent an equal opportunity to maximize his own capability-freedom
by insuring himself against the possibility of being handicapped or disadvantaged.
Dworkin‘s view is a species of freedom-based egalitarianism, rather than a rival to it. If
compensation is instead understood in terms of resources narrowly construed—cash
transfers and consumer goods—the view loses its plausibility and its ethical appeal. But
even on the first interpretation, Dworkin‘s mechanism for achieving a just allocation of
resources is defective, for the reason given in the first objection. The critical examination
of Dworkin‘s thinly veiled original position points toward the conclusion that an
egalitarianism focused on the conditions for freedom and autonomy is required if we are
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to incorporate the importance of personal responsibility into an egalitarian approach to
distributive justice.
C. Rawlsian equality of liberty and opportunity
As I discussed in the introduction, I have little to offer in the way of original
criticism of Rawls‘ principles of justice. All I wish to do in this section is briefly register
my agreement with complementary criticisms of Rawls‘ Principle of Fair Equality of
Opportunity made by Arneson and Cohen, and then say something about the problematic
nature of the Difference Principle from the perspective of economic implementation—a
perspective from which it is rarely discussed.
Rawls‘ Principle of Fair Equality of Opportunity concerns access to offices and
employment. It states that individuals of equal talent and ambition should all have an
equal chance to vie for such positions, where this includes the chance to acquire the
education and training required for them.306 Those who are talented and ambitious among
the economically disadvantaged should have access to the same opportunities for
education and training as the better-off. Among a pool of equally talented and ambitious
applicants for a given position, placement should be determined solely by the particular
requirements of the position with respect to skills and experience. This principle is
lexically prior to the Difference Principle, which I will discuss below, and the Principle
of Basic Liberties is lexically prior to it. The Principle of Basic Liberties guarantees to
every member of a society the most extensive scheme of political and civil liberties that
is consistent with an equally extensive scheme of such liberties for every other member.
It is doubtful whether the lexical priority of this principle can successfully be defended
even given the assumptions that structure the original position (in the early Rawls) or the
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overlapping consensus (in the later Rawls). This is not a debate that I wish to engage. At
any rate, it is implausible that this priority could be justified outside the contractualist
tradition. Political and civil liberties are of very little use to those who do not have
enough to eat, and so without the requirement of unanimous agreement to a social
contract, it is hard to see what compelling reason we have to give lexical priority to
establishing and protecting them. I thus make no separate discussion of this first
principle, but rather treat it as of a kind with the principle of Fair Equality of Opportunity.
The Principle of Basic Liberties is concerned with equality of opportunity for
participation in political and civil society, and the Principle of Fair Equality of
Opportunity is concerned with equality of opportunity for educational and professional
advancement.
My central question, then, is: does the Principle of Fair Equality of Opportunity
succeed in capturing the sort of equality of opportunity that we would expect to find in a
just society? I think not. As Arneson has pointed out, this principle is beset by ―the
problem of stunted ambition.‖307 The problem is that Rawls‘ principle takes talent and
ambition as given, and is totally insensitive to the fact that the potential for talent must be
actualized and ambition must be developed and nurtured. As Arneson vividly explains:
Fair Equality of Opportunity …is compatible with a further, disturbing description [of
society]: all individuals are socialized to accept an ideology which teaches that it is
inappropriate, unladylike, for women to aspire to many position of advantage, which are
de facto reserved for men, since only men come to aspire to them. 308

The nurturing of talent and ambition is a process which is sensitive to social conditions.
And as G.A. Cohen has forcefully argued, these social conditions extend well beyond the
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basic structure of society, to which Rawls‘ principles are limited.309 The Principle of Fair
Equality of Opportunity fails to capture the conditions of equality in the distribution of
opportunities for educational and professional advancement. Those born into cultural
environments that nurture talent and foster ambition have an advantage in gaining access
to these opportunities, and it is an advantage that is based on features of their lives that
are morally arbitrary and beyond their control. And once again, we are moved toward the
conclusion that what justice requires is that we focus on creating the conditions of equal
opportunity for autonomy-development and capability-freedom. These are precisely the
conditions which are lacking in the scenario envisioned by Arneson.
What, then, of the Difference Principle? Let us assume that the first two principles
are already being observed. The Difference Principle then tells us that economic activity
in a just society should be organized so as to maximize the worst-off person‘s share of
primary goods. Primary goods include rights and liberties, health, income and the social
bases of self-respect. But as a matter of fact, the Difference Principle will be concerned
almost exclusively with income. The recognition of one‘s rights and liberties is secured
by the first principle. Such recognition is one of the most important social bases of selfrespect. The opportunity to seek meaningful work is another, but this falls within the
province of the Principle of Fair Equality of Opportunity. The other important bases of
self-respect, such as the ability to appear in public without shame, are best understood in
terms of the power to purchase particular commodities. This is a point first observed by
Adam Smith, in his discussion of the material needs of English as opposed to Scottish
and French peasants:
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By necessaries I understand not only the commodities which are indispensably necessary
for the support of life, but whatever the custom of the country renders it indecent for
creditable people, even of the lowest order, to be without…Custom…has rendered leather
shoes a necessary of life in England. The poorest creditable person of either sex would be
ashamed to appear in public without them. In Scotland, custom has rendered them a
necessary of life to the lowest order of men; but not to the same order of women, who
may, without any discredit, walk about barefooted. In France they are necessaries neither
to men nor to women, the lowest rank of both sexes appearing there publicly, without any
discredit, sometimes in wooden shoes, and sometimes barefooted.310

If we interpret health, considered as a primary good, as access to quality healthcare, then
this will either be a function of income—needed to purchase care—or of the State‘s level
of tax revenue—needed to fund an adequate system of healthcare. If we take the primary
goods with which the Difference Principle is concerned to be income and access to basic
services, then, it seems that there are two very general possibilities for the economic
implementation of the principle within a market economy. The first, and more obvious,
is to set the marginal tax rate which is imposed on the highest earners to the rate which is
most likely to maximize government tax revenue. This would give the Rawlsian
government the greatest capacity for downward redistribution of wealth and for the
maintenance of basic services within a given generation. It is likely, however, that such a
policy will reduce total government tax revenues over the long run, since it is likely that
the top marginal tax rate that will maximize government tax revenue within a given year
is somewhat higher than the rate that is most conducive to maximizing GDP.311 Choosing
that rate is the second policy option. Given that the agents in the original position are not
assumed to be altruistic, it is unlikely that the second policy would be adopted rather than
the first. This makes the implementation of the Difference Principle problematic. It is
supposed to capture concern for the absolute position of the worst-off. But if the absolute
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position of the worst-off is maximized in the first generation (or even in the first year),
the highest attainable share of the worst-off members of society in the long-run will be
diminished. Yet this diminishment cannot be avoided without failing to maximize the
share of primary goods of the worst-off members of society in the first generation, which,
it seems, the Difference Principle instructs us to do, at least on the interpretation of it that
is most likely to emerge from the original position.
This problem aside, however, there is a much deeper and simpler criticism of the
Difference Principle. The principle, as we have seen, is primarily concerned with
maximizing the income of the worst-off member of society. There is a substantial body
of empirical evidence that speaks against this as a sensible policy goal. Past a modest
threshold, there is a very weak correlation between increases in income and
improvements in physical and emotional health, subjective satisfaction and contentment,
and other important components of overall well-being.312 This is precisely the
consideration that drove Sen to shift the focus of distributive justice from resources to
capabilities—the valuable forms of life that an individual has the ability to realize given
the resources he has access to. Rawls‘ principles, then, fail both to capture the conditions
of genuine equality of opportunity, and to provide a sound guide for the distribution of
resources and wealth.
D. A partial defense of Roemer‘s ―equality of opportunity for welfare‖
John Roemer has developed a robust and sophisticated approach to resource
distribution that takes the opportunity to lead a valuable life as the appropriate
equalisandum. I will begin by briefly outlining his theory. I will then focus on the
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conception of individual responsibility that Roemer makes use of, and the way in which
his model seeks to capture the role that individual autonomous effort plays in determining
the level of well-being an individual manages to achieve. I will argue, contra Mathias
Risse, that Roemer can consistently adhere to a plausible compatibilist conception of
responsibility. But I will then argue that Roemer‘s view fails as an aspirational account
of justice. That Roemer takes himself to be constructing an aspirational account may be
inferred from the fact that he sets his theory up as a competitor to the theories of justice
advanced by Rawls, Sen, Cohen, and other aspirational theorists. Considered as an
aspirational account, Roemer‘s view is deeply problematic. But the possibility remains
that the view is well suited to play the role of a transitional account; and I will argue at
the end of this chapter that Roemer‘s view, considered as a transitional account, is an
excellent match for my own aspirational account of Equal Liberty.
Roemer‘s view is quite complex, and I will only give a fairly brief and somewhat
simplified overview of it.313 The key idea is that individuals all find themselves in the
midst of circumstances beyond their control, and the nature of these circumstances affects
the amount of effort that they choose to put into making their own lives go well. He
suggests that we divide society into types, based on external features that are outside the
control of individuals, and which we recognize as being relevant to an individual‘s
responsibility for the amount of effort that he or she chooses to put into pursuing his or
her goals. In a society in which men and women are not viewed as equally capable, for
example, gender is one such relevant feature. Other may include ethnic background,
parents‘ annual income, etc. Let I = 1,2,3… be the set of types into which society is
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divided. Within each type, there will be a distribution of effort. Some individuals within
a given type will put more effort into their lives than others. We may then speak in terms
of the percentile of effort that a given agent falls in within his type. Roemer suggests that
when we have succeeded in identifying all the external factors that are relevant to a fair
judgment of an individual‘s personal responsibility for his own level of effort, we will see
identical distributions of effort across types. If we see a higher average or median effort
in one type than in another, we should take this as a sign that we have not yet captured all
of the relevant external factors, and thus that we are not yet in a position to judge fairly
individuals‘ personal responsibility for their efforts.
Let  = [0,1] be the set of effort-percentiles in any given type. Let  be a scheme
of distributing resources. And let v(·) be a valuation function, measuring level of wellbeing achieved. Roemer‘s claim is that we should choose the distribution of resources
EOp that satisfies:

That is to say: We begin by looking at the minimum level of well-being achieved by
those in each effort-percentile across all types. We then choose the distributive scheme
that maximizes the average of those minimum values from each effort-percentile across
all types. The justification for this is as follows. We cannot reasonably expect to see the
same absolute amount of effort exerted by an average member of a disadvantaged type as
is exerted by an average member of an advantaged type. It would not be reasonable for
the member of the disadvantaged type to exert the same absolute level of effort as the
member of the advantaged type, since society effectively tells him that his efforts will (in
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all likelihood) not be rewarded past a given point, which is lower than the point the
member of the advantaged type can reasonably hope to reach. Roemer directs our
attention, then, to the relative degree of effort exerted by an individual compared with the
effort exerted by other individuals within the same type. And his central message is that
we should redistribute resources in such a way that any two individuals who exert an
average degree of effort for their own types should receive the resources they require in
order to attain equal levels of well-being. Or, if there is a distribution which will
maximize the average well-being of the worst-off members of each effort-percentile
across types, but which differs from the distribution that equalizes the well-being of
members of each effort-percentile across types, we should prefer the maximining
distribution. In this way, we distribute resources so that the level of well-being an
individual is able to achieve for himself depends only on his degree of autonomous effort,
and he has the opportunity to achieve the highest feasible level of well-being given his
degree of autonomous effort. A more accurate label for Roemer‘s approach would thus
be ―maximining well-being subject to degree of autonomous effort.‖
Roemer‘s view differs in an important way from the equality of well-being
subject to desert view discussed above. The crucial difference is his focus on the degree
of autonomous effort made by an individual within a type, and the suggestion that
individuals who belong to the same effort-percentile across types should receive the
resources they need in order to have an equal chance at achieving an equal level of wellbeing, despite the fact that their absolute levels of effort may differ. What was
objectionable about the sort of view considered above was that it tied desert to an
individual‘s absolute level of effort, and was not sensitive to the fact that morally
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arbitrary inequalities affect the level of effort which it would be reasonable for an
individual to make. Roemer‘s approach avoids this problem by compensating for those
undeserved disadvantages, and tying that compensation to the degree of effort exerted by
an agent as compared with other members of his own type.
As it stands, Roemer‘s model suffers from an important and obvious defect. It
does not take into account accepted risk. Within a given type, two agents may work
equally hard, but one may choose to enter into riskier ventures than another. If the risk is
accepted, or avoided, freely, knowingly, and with access to the available relevant
information, and the outcomes of the two choices differ, this difference is not one that a
theory of distributive justice should be concerned with. The fact that Roemer‘s model is
insensitive to accepted risk is, I suspect, the problem at the heart of a number of
criticisms his view has received.314 It suffices for my purposes to register this concern as
the source of a needed amendment to Roemer‘s proposal. We must look not only at the
levels of well-being achieved by the members of each effort-percentile across types, but
also at the risks they freely, and knowingly accept—careful all the while to keep in mind
that those in disadvantaged types will be more likely to take on risks within an
atmosphere of social pressure, without knowing exactly what risks they are taking on, or
without having access to all the available information relevant to that decision. We
should then turn our attention to the minimum level of well-being achieved within a
particular effort-percentile and a particular risk-acceptance-percentile across all types.
In the remainder of this section, I consider two objections to Roemer‘s view. The
first, made by Mathias Risse, charges that Roemer‘s theory both commits to and is
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inconsistent with a compatibilist position on determinism and responsibility. I will argue
that Risse‘s objection rests on a mistake. The second is my own objection to the
adequacy of Roemer‘s theory as an aspirational account of distributive justice. I will
argue that it is instead a transitional account, and one which, as we will later see,
complements my own aspirational account nicely.
Roemer explicitly commits himself to a compatibilist position with respect to
determinism and responsibility. More specifically, he adopts a Scanlonian view of
responsibility, and cites Scanlon‘s own account of what is and is not required for an
individual to be responsible for his own decisions and actions:
What is required [for responsibility] is that what we do be importantly dependent on our
process of critical reflection, that the process itself be sensitive to reasons, and that later
stages of the process be importantly dependent on conclusions reached at earlier stages.
But there is no reason, as far as I can see, to require that this process itself not be a causal
product of antecedent events and conditions. 315

The Scanlonian account of individual responsibility is the one that I accept as well. This
is why I tie responsibility to the possession of the capacity for autonomy, and the freedom
to exercise that capacity and act on one‘s autonomous conclusions. My account of
autonomy just is an account of the process of critical reflection which Scanlon identifies
as the basis for responsibility—an account which is far more rigorous and precise than
any other currently on offer.
Let us look, then, at Risse‘s argument for the claim that one who holds Roemer‘s
view of distributive justice cannot also be a compatibilist. For if Risse turns out to be
right, I will not be able to adopt Roemer‘s view as my preferred transitional theory while
maintaining a Scanlonian view of responsibility. According to Risse, the problem for
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Roemer‘s view arises in virtue of his assumption that once we have identified all the
external circumstances that affect an individual‘s effort for which he is not responsible,
we will see identical distributions of degree of effort across types. Risse claims that only
a believer in libertarian free will should expect to see this. I quote his argument in full:
Libertarians hold that choice is uncaused and, thus, that there is no causal relationship
between those aspects of a person‘s condition for which she is responsible and those for
which she is not.
Therefore, they also deny that there is any correlation between effort distribution curves
and types. For if there were such a correlation, it would presumably have to be explained
by a common cause, which would conflict with the libertarian idea of uncaused choice.
So according to the libertarian idea of uncaused choice, effort curves will be independent
of types, and thus for large types, those curves will be identical ―almost certainly,‖ as
probability theorists say.316

A compatibilist, on the other hand, is supposed to have no grounds for expecting identical
distributions across types, a phenomenon that Risse refers to as ―No-Variance‖:
Yet compatibilists reason differently. They acknowledge that aspects of a person‘s
condition for which she is responsible are themselves caused. If choices are caused, they
will ultimately be caused by or at least be correlated with aspects of a person‘s condition
for which she is not responsible (her circumstances). Thus for a compatibilist to accept
No-Variance would be to accept that, although she conceives of choices as caused, the
effort distribution curves are shaped as if the set of possible causes (her circumstances)
were irrelevant to it, that is, as if choices were uncaused. Thus not only is a compatibilist
(unlike a libertarian) lacking any positive reason for finding No-Variance more plausible
than any other claim about the shape of the distribution curves; but, what is more, in
virtue of rejecting the idea of uncaused choice, a compatibilist also finds it immensely
plausible that the effort distribution curves will vary across types. That is just what it is to
be a compatibilist. (A compatibilist would also be keenly aware that the acceptance of
any other thesis about the shape of the distribution curves would lead Roemer‘s theory to
entirely different policies; it may well be true that most any policy could be the
recommendation of Roemer‘s theory given a suitable thesis of that sort). So a
compatibilist has merely an incredulous stare for a theorist who asks her to endorse NoVariance over other theses about the shape of the effort curves. 317

Risse‘s mistake is his claim that the compatibilist can only accept No-Variance if
he accepts that effort distribution curves are shaped as if choices are uncaused. To see
why this is wrong, let us begin with a simple example. Suppose we have a fair roulette
wheel. We also have large containers of metal roulette balls. The balls in one container

316
317

M Risse (2002) ―What Equality of Opportunity Could Not Be‖ Ethics 112:3, 720-747; 729
Ibid.

242

differ from those in another only in being a different color, a difference which has no
impact on the way they interact with the wheel. Let us call balls of one color ―type 1‖
balls, balls of another color ―type 2,‖ and so on. We play each ball of each type, and
record the slot it falls in, so that we have a distribution associated with each type. The
type and the distribution are independent—being of type 1 makes it neither more nor less
likely that a ball will fall in a given slot than being of type 2 would. Given enough balls
of each type, we will in the long run see identical distributions. Playing the balls of the
various types thus yields a set of independent identical distributions.
Now here is the important point: The roulette balls do not possess libertarian free
will. For any given play, a fully deterministic process determines which slot the ball falls
in. Roemer‘s point is that there are aspects of our circumstances that both determine our
absolute levels of effort and affect our responsibility for those levels of effort, and there
are aspects of our circumstances that determine our levels of effort without affecting our
responsibility for those levels of effort. When we have taken all the former into account,
so that we are rightly (on the compatibilist view) held responsible for where we fall on
the typed effort distribution, we are still left with the latter, and these latter aspects of our
circumstances do causally determine our levels of effort. But at this point, we are like
roulette balls with respect to where we fall on the effort distribution curve for our type.
Where we fall is, in fact, random. Each effort-percentile is like a slot on the wheel. The
effort distribution for each type is independent of the type to which it belongs. Given an
individual plucked from a particular type, what type he belongs to has nothing to do with
our expectation regarding where on the effort distribution curve he will fall. This is in
fact the criterion of success for defining the types. If almost all of the members of an
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advantaged type are found together at the upper edge of the range of effort found from
members of that type, and almost all the members of a disadvantaged type are found
together at the lower edge for their type, then the types have not taken into account all the
external features which affect agents‘ output of effort. We know we have defined types
properly when such discrepancies disappear, and the members of one type are no more
likely to be found in a given effort-percentile than the members of another—the
distributions will be type-independent. And, again like the distribution on the roulette
wheel, we should expect the effort distributions to be identical across types. If they were
not identical, that would be a sign that some factor was differentially affecting effort
output within different types, and that factor ought to be accounted for in the definitions
of the types. Roemer actually assumes that we would see not an equal distribution of
degrees of effort—as we would see an equal distribution on a fair roulette wheel—but
rather a Gaussian distribution. That is, within any given type, many people will fall in
the 50th percentile, with fewer and fewer as we move out toward the 1st and the 99th. This
is a common assumption for the distribution of any sort of measurable human behavior.
A closer analogy would thus be a ―Gaussian roulette wheel,‖ with a large slot at 50 and
progressively smaller slots as we move out to 1 and 99. Given enough individuals within
each type—enough plays on the Gaussian wheel—we should expect to see a set of
identical independent Gaussian distributions, just as Roemer assumes we will. And at no
point do we have to assume that humans—or roulette balls—have libertarian free will.
All we need do is make the (reasonable) assumption that relative degree of autonomous
effort is a random variable distributed normally throughout the total population. To reject
No-Variance—to hold that some groups simply and ineliminably have a higher
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proportion of members who work hard by the standards appropriate to the circumstances
of the group—amounts to prejudice. And the compatibilist can reject prejudice just as
well as the libertarian.
So much for Risse‘s objection. Let us conclude, then, by considering whether
Roemer‘s theory is adequate as an aspirational account of justice. It seems to me that it is
not, for one simple reason. It makes individuals dependent on the State in the wrong way
for the provision of the opportunity for leading a good life to which all are equally
entitled. Consider an example. Suppose we have a society that currently has well crafted
anti-discrimination laws that are effectively enforced. There might nonetheless be very
good reason within such a society to incentivize affirmative action hiring and school
admission practices. This might be so if a particular ethnic group has historically been
marginalized and disadvantaged within the society. But that hardly shows that
affirmative action policies would be part of a truly just society. In fact, it is hardly
plausible that they would be. The reason is that in a truly just society, we should expect
affirmative action practices to be unnecessary. This is not a utopian aspiration. It does
not require that prejudice itself be eliminated. It does not even require that enforcement
of anti-discrimination laws be perfect. What it does require is the creation of the social
conditions in which members of the historically marginalized group have the same
opportunities for self-development as those in historically advantaged groups and the
same incentives to exert absolute levels of effort comparable to those associated with the
members of historically advantaged groups. These conditions can be realized despite the
persistence of a limited amount of prejudice within a society, and the occasional
unpunished violation of anti-discrimination laws. Affirmative action policies are
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valuable insofar as they are part of a transitional scheme. Their goal is to bring us closer
to becoming a society in which the new generations of groups that were historically
marginalized have those equal opportunities for self-development and incentives for
effort.
Roemer‘s model of equality of opportunity for welfare is like affirmative action
writ large. It is a distributive scheme that seeks to equalize (or maximin) the level of
well-being that individuals who exert the same relative degree of effort are able to
achieve. This lifting-up of those who find themselves, for reasons beyond their control,
in disadvantaged groups is precisely what is required to move a fundamentally unjust
society closer to being just. It is what is required to create, gradually over successive
generations, the conditions in which all individuals enjoy the equal opportunities for selfdevelopment and incentives for effort which they deserve. And I will give some reason
to think that it is a transitional account which dovetails nicely with my own aspirational.
But it is just that: a transitional theory. But like affirmative action, there is no place for
Roemer‘s distributive policies within a truly just society. We would expect a just society
to focus on maintaining and preserving conditions of equal opportunity and incentive for
effort for all, rather than on equalizing chances for well-being by compensating those
who have been denied those very conditions.
VI: The Goals of Equal Liberty
The critical discussion just completed has repeatedly pointed us toward the
conclusion that what distributive justice demands of us is that we work toward creating
conditions in which every individual has equal freedom to develop and exercise his
capacity of autonomy, and to act on the conclusions of that exercise by choosing which
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valuable capabilities to develop and exercise from among a broad range of options. Each
individual deserves to have an equal chance at leading a valuable life, and society should
be organized in such a way that two individuals who put equal amounts of effort into
their lives achieve equal levels of well-being, subject to their free and informed
acceptance of risk. The theory of distributive justice I will now articulate and defend is a
member of the equal opportunity family of views. It is an aspirational counterpart to
Roemer‘s transitional account. And it reflects a basic commitment to the Principle of
Liberty:
The primary goal of the state is to promote, preserve, and protect
individual freedom and autonomy.
I begin by stating the set of policy goals that characterize my account. Each subsection
will then provide a more detailed discussion of one of these policy goals, and each will
respond to objections found in the philosophical literature against equal opportunity
views in general. In each case, I will argue that the objection does not undermine the
specific aspirational account that I am advancing.
At the beginning of the last section, I defined Equal Liberty roughly as the view
that the State should distribute resources so as to most effectively promote the equal
development of autonomy, and equal freedom to choose, develop and exercise
comparable sets of capabilities. It is time for a more sophisticated characterization. The
specific policy goals of Equal Liberty are as follows:
1. Equality of basic functioning
2. Equality of opportunity to develop the capacity of autonomy, and equal
promotion and encouragement of that development.
3. Equality of opportunity for capability development.
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4. Equality of capability subject to effort and capability choice.
5. Equal freedom for capability exercise
6. Equality of achieved functioning subject to effort and accepted risk.
7. Trade-offs made with a strict preference for greater equality within the scope
of a principle of No Resource Waste.
In what follows I will often use the expressions ―opportunity for development‖ and
―opportunity for functioning/well-being‖ rather than ―freedom to develop‖ and ―freedom
to achieve functioning/well-being‖ when the former phrasing is more natural. In either
case, the conception of freedom developed in Chapter 3 applies.
A. Equality of basic functioning
I assume that there exists, at least for a given society at a given point in history, a
set of functionings which could be called ―basic,‖ in the sense that they are the successful
exercise of ―the (nearly) universal capacities, i.e. those necessary for all or almost all
valuable pursuits.‖318 The task of enumerating the basic functionings for the members of
a particular society at a particular time is not one for philosophy, but for the combined
resources of the biological and social sciences. Nonetheless, this set is sure to include
―the basic physical and mental abilities of controlled movement and, where disability
deprives one of them, appropriate substitutes‖ and the mental abilities required to ―form,
pursue and judge goals and relationships.‖319 It will also include being adequately
nourished, being able to protect oneself from the elements, and, in many societies, being
literate and having basic mathematical skills. Basic functionings are achieved by
exercising the capabilities to achieve them. This requires that one develop the necessary
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abilities (or capacities), have access to the resources needed to exercise them successfully
(at which point one may be said to have the capability to achieve the functioning), and
then exercise those capabilities to achieve those functionings.
What counts as the achievement of basic functioning will be position dependent
for a given individual, as well as relative (to an extent) to one‘s society and historical
period. For the severely developmentally disabled, for instance, it may be impossible for
the realization of the mental abilities required to form, pursue and judge goals and
relationships to extend past the point where they would in a non-disabled child of four or
five years. These individuals are to count as having achieved basic functioning when
their mental abilities are developed to the point that matches the age of mental maturity
that it is possible for them to reach, as determined by appropriate diagnostics. But we
will have failed them if we have not required them with the resources, aid and
environment required for them to achieve the level of development that is possible for
them. In some cases, individuals are so severely disabled that they cannot hope to achieve
anything like the mental functioning that Raz describes. It seems that we are forced to
judge that a truly human way of life is beyond the reach of these individuals. Our
responsibility to them is to provide them with the resources, aid and environment they
require in order to lead lives of as much activity and as little pain as is possible for them.
I have made the first policy goal of Equal Liberty equality of basic functioning,
rather than equality of capability for basic functioning. This may seems an odd choice,
as it opens the view to the following objection:
The Ascetic Life: A liberal society should respect the choices of those who
willingly lead lives of spiritual asceticism, even though such forms of life
may include or lead to undernourishment and other physical impairments.
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This objection, however, does not undermine a commitment to equal basic functioning.
The key point is that what must be respected, as the objection acknowledges, is the
choice to lead an ascetic life. But for the agent to choose asceticism, a choice which
should be respected (and for which he should be held responsible), the agent must
possess and exercise the mental abilities necessary for freely and deliberately making that
choice. And developing those mental abilities requires a basic level of physical health
and wellness.320 Basic functioning is required for all of the life choices that liberal society
recognizes as worthy of respect. We simply must assume, therefore, that an individual
who has never achieved the basic level of functioning has not chosen a life of saintly
denial, but has rather been unjustly deprived of the first requirement of a valuable life.
And our first goal should be a distribution of resources, services, hands-on aid and
education that results in the achievement of basic functioning for every individual.
But why should equal—rather than, say, maximin—basic functioning be our goal.
The simple answer is that I do not see basic functioning as something that can be
maximized. There is a (position-dependent) level at which an individual can be said to be
achieving basic functioning. Achievements beyond this level are not basic. There are, in
other words, degrees of failure to achieve basic functioning—some individuals are much
worse off than others, even though none in the group may be said to achieve basic
functioning. But there are no degrees of achievement.
B. Equal opportunity and promotion for autonomy development
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William Galston has argued that liberal societies are concerned with three aspects
of the lives of their citizens: need, desert, and choice.321 What has emerged from our
discussion so far is that these three aspects are interrelated in a number of ways. The
concern for basic functioning corresponds to need. The provision of basic functioning is
a necessary prerequisite for the ability to make choices for which one can be held
responsible, including choices about what risks will one accept, and the level of effort
one will exert in pursuit of one‘s goals. The latter is the main determinant of the level of
well-being one deserves to achieve in one‘s life. But even though one may have achieved
basic functioning, one may still be incapable of making choices for which one can be
held fully responsible. The ability to make such choices is an ability one must cultivate,
and its cultivation requires that basic functioning already be achieved.
The theory of Equal Liberty sees the distributive goal of the State as that of
creating the conditions in which individuals are capable of making choices for which they
are responsible, and in which the level of well-being achieved by an individual will be
determined by the level of effort he freely and autonomous puts into his own life, subject
to the risks he freely and knowingly accepts. After basic functioning, then, the theory is
concerned with the distribution of the freedom to develop the capacity of autonomy—the
capacity to make choices about what goals to pursue, and with what level of dedication to
pursue them—and with the distribution of promotion and encouragement for this
development. Agents must possess this capacity in order to exercise the freedoms which
a liberal society affords them in a way for which they are responsible.

321

W Galston (1991) 184 et seq.

251

The freedom to develop one‘s capacity of autonomy for those who have achieved
basic functioning is only available within a society that recognizes the importance of,
and endorses, competitive value pluralism. As Stanley Benn has argued:
It appears, then, that autonomy is an ideal available only within a plural tradition, for it
requires that two conditions be satisfied. In the first place, it requires that the subject‘s
beliefs be coherent and consistent; secondly, their coherence must be the outcome of a
continuing process of critical adjustment within a system of beliefs in which it is possible
to appraise one sector by canons drawn from another. A monolithic system, in which, for
instance…ways of acting have been routinized by a kind of natural selection process for
all major eventualities…would simply lack the incoherences which leave space for
autonomous development.322

Benn takes autonomy to be an ideal, a perfection attained, and so requires that the
autonomous agent have a system of belief which is perfectly consistent and coherent. I
have developed a theory of autonomy that takes the autonomous agent to be one who is
filling in a conception of the good life in a certain way, strengthening its coherence and
consistency as he goes—the sort of agent that Benn would refer to by the unlovely term
―autarchic.‖ Benn‘s second condition, however, is a nice statement of the environment
that is required for the development of autonomy—one that fits nicely both with my view
of autonomy and my theory of distributive justice. We develop autonomous preferences
as a result of conducting what Mill called ―experiments in living.‖ We can only conduct
these experiments if we have access to a suitable laboratory. The competitively
pluralistic society is that laboratory.
In the first place, it is the fact that society endorses competitive value pluralism
that offers agents the freedom they require to develop the capacity of autonomy.
Autonomous reasoning about ends, as I have modeled it, is not a unique or exotic sort of
reasoning. It is structurally quite similar to instrumental reasoning—especially in novel
circumstances, as we have seen—and requires the same sort of responsiveness to
322
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evidence that is required in developing any informed beliefs about any aspect of the
world. Those who are capable of reasoning instrumentally and of responding to evidence
that bears on their beliefs are also capable of reasoning about ends—no more mysterious
power is required. And the mental fitness required for these abilities is a good candidate
for inclusion in the set of basic functiongs (at least in cases where severe disability is not
present). But also required for autonomous preference formation is access to data.
Excellent reasoning about ends requires information about potential ends, and truly
autonomous preference formation requires access to a good deal of information about a
wide variety of potential ends. This information is gathered both through one‘s own
experiments in living, and from the testimony of others. The more freedom an agent has
to experience at least a taste of a variety of valuable pursuits that could be incorporated
into his own conception of the good life, and the more freedom others have to do the
same, and then share their evaluations of their experiences, the greater the agent‘s
opportunity to develop his own capacity of autonomy.
The development of autonomy requires the presence in society not only of
pluralism, but of competitive pluralism. And this is for the reason Benn identifies in his
second consideration. Suppose one were to live in a society that permitted its members to
pursue a variety of values, but that the permitted values were all complementary, in the
sense that they could all be pursued and realized within a single life. Such a society
would eliminate the need for its members to make trade-offs and compromises—to
confront the options that are available to them, and work to determine what is really
important to them and what they out to forgo, even if they can see the value in it. This
process, however, of trade-offs and compromises, of dealing with conflict between values
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and determining how to structure one‘s life based on one‘s conclusions about what is
really important to one—this is precisely what the process of autonomous preference
formation amounts to. It is a process of conflict resolution—conflict between the claims
of competing specifications, conflict between old ends and new ones, conflict between
established preferences and new evidence that threatens to upset them. It is thus by
building a society that recognizes, respects and endorses competitive value pluralism that
we create the conditions in which agents are free to develop the capacity of autonomy.
The second policy goal of Equal Liberty, however, is not merely equality of
opportunity to develop one‘s autonomy. I have also included equal promotion and
encouragement of that development. Suppose we succeed in organizing society in such a
way that every individual achieves basic functioning (including developing the mental
abilities required for autonomous preference formation), and every individual enjoys
equal freedom to develop their autonomy. There is equal access to the data required for
forming autonomous preferences, as each individual has a broad range of opportunities to
expose himself to valuable pursuits that he could incorporate into his plan of life, as well
as access to the views, judgments and evaluations of others regarding their own
experiments in living. Despite having the necessary abilities and access to the necessary
resources, some groups of individuals may still fail to develop into autonomous agents.
This might be for cultural reasons—such as the prevalence of oppressive views on what
is ‗ladylike‘ considered by Arneson. Now, I argued above that the liberal egalitarian
should be concerned with the freedom to achieve well-being, rather than with the
achievement itself, because the liberal State should aim to create conditions in which
individuals are responsible for the effort they put into their own lives, and thus deserve
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the well-being they achieve. In the case of autonomy development, however, freedom is
not enough. On the Scanlonian view of responsibility that I endorse, autonomy, at least
as I have defined it, is precisely what is required for responsibility. So actively
promoting and encouraging the development of individual autonomy is part of creating
the conditions that the liberal State strives for.
What does actively promoting the development of individual autonomy amount
to? Answering this question is one occasion on which we affirm the place of Equal
Liberty within the tradition of perfectionist liberalism. Actively promoting autonomy
requires a greater degree of perfectionist intervention by the State than securing equality
of freedom for autonomy development. There is no reason to believe that a policy of
laissez-faire will result in an equality of access to the broad range of experiences and
information required for autonomy development. Equal freedom for autonomy
development will require public funding of performing arts centers, museums, parks,
libraries, and other sources of those experiences and information. These are among the
many laboratories in which experiments in living may be conducted. But access to these
resources is not enough if the goal is to promote and encourage the members of a society
to undertake these experiments. The use of these resources must be incentivized. And it
is through incentivizing participation, over and above maintaining access, that we pursue
the goal of actively promoting autonomy. An argument made by Arneson, which he
takes to be an argument in favor of equality of well-being rather than the freedom to
achieve well-being, is of interest on this point:
Suppose that we could use funds from general taxation to subsidize opera (substitute
some other good you deem genuinely valuable if you like) for adult citizens. We could do
this in either of two ways. The first option devotes all available resources to enhancing
people‘s capabilities (e.g. providing opportunities to see performances) and achieves a
higher level of capability for all. The second option devotes some resources to
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propaganda aimed to persuade individuals to avail themselves of the provided operagoing opportunities. The first option provides more capability; the second secures more
achieved functioning…I submit that when we imagine a clear case in which it is clear
that by providing less capability for flourishing we could get more flourishing fairly
distributed, one ought to opt for more flourishing. 323

There is a problem with this argument which, once resolved, reveals one of the
advantages of Equal Liberty over views that are concerned with the distribution of wellbeing itself and other views that are concerned with the distribution of freedom. The
most significant problem involves Arneson‘s use of the term ―propaganda‖—which is to
say, methods of communication that exploit cognitive biases and non-cognitive emotional
responses for the sake of producing a willingness to engage in the sort of activity desired
by the communication‘s author. There is good reason to think that Arneson means what
he says here, and is not merely exaggerating for emphasis. Genuine propaganda is what
one would need if one were seeking a reliable, causally efficacious means to produce
activity of a specific sort (such as attending the opera). But then Arneson is wrong to
conclude that the propaganda-option will result in more flourishing—despite the
likelihood that it will result in more participation. I argued above that even though there
is a sense in which each individual‘s achievement must be his own, this fact does not
undermine distributive concern with the actual achievement of well-being. It does,
however, undermine Arneson‘s suggestion that such achievement can be secured through
propaganda. This is because illiberal policies like the use of propaganda ―undermine the
general character needed for excellence,‖ the ability to achieve flourishing that is ―inner
and active‖ by recognizing the value in valuable activities and choosing them ―partly for
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themselves rather than just as a means to something beyond them.‖324 Hurka illustrates
this point with a quote from Humboldt:
The evil results of too extensive solicitude on the part of the state, are still more strikingly
shown in the suppression of all active energy, and the necessary deterioration of the
moral character…The man who is often led, easily becomes disposed willingly to
sacrifice what remain of his capacity for spontaneous action. He fancies himself released
from an anxiety which he sees transferred to other hands, and seems to himself to do
enough then he looks to their leadership and follows it. 325

Propaganda, precisely because it relies on exploiting cognitive biases and soliciting noncognitive emotional responses, accomplishes the ―suppression of all active energy‖ that
Humboldt describes. To grow accustomed to propaganda is to grow accustomed to being
manipulated, rather than confronted with reasons which one must then respond to as a
rational agent.
If we suppose, on the other hand, that Arneson does not really mean
―propaganda,‖ but instead means something like incentivizing participation in, and
raising public awareness of the value of, an activity, then he runs into an equally serious
problem. For such incentivizing is precisely what is required by a view, such as mine,
that focuses on the distribution of freedom and autonomy and is sensitive to the
importance of desert. What Arneson‘s argument actually shows, then, is that a view like
mine is superior to one that focuses exclusively on the distribution of access to
opportunities.
I conclude the discussion of this policy goal by considering one final objection.
Roemer claims that ―the formation of preferences…can never be autonomous.‖
―Preferences,‖ he argues, ―are necessarily in large part imprinted in persons from their
environments, in particular from looking at the preferences of other people in their social
324

T Hurka (1993) 155, 152, 154
W von Humboldt (1969) The Limits of State Action (JW Burrow, trans. Cambridge: CUP) 25; cited in T
Hurka (1993) 155.
325

257

environments.‖326 If this objection held up, it would in fact by detrimental to Roemer‘s
own view. As we have seen, Roemer‘s theory requires that we be able to speak of the
autonomous effort of individuals, and hold them responsible for the relative degree of
effort they autonomously exert. But given the Scanlonian understanding of
responsibility, the autonomous formation of preferences is precisely what is required for
this to be possible. Fortunately, the objection does not hold up. For it assumes that
preference formation can only be autonomous if it occurs outside of any social, cultural,
or institutional context—an independent exercise in pure practical reason. But there is no
reason to think that this is required. My own model of autonomous preference formation,
in fact, must assume that individuals begin with a set of brute attachments—explained
genetically, socially, culturally, or what have you. What matters for autonomy is the
nature of the process whereby these brute attachments are transformed into deliberative
preferences; and input from other members of one‘s social environment is indispensable
to this process.
And so my own view of distributive justice requires establishing the conditions in
which individuals will be capable of developing the ability to engage in this process and
encouraged to do so. The second policy goal of Equal Liberty, then, is met when two
conditions are met. First, each individual is equally free to develop his autonomy. Each
individual then enjoys equal access to a comparable set of varied and valuable options for
engaging in experiments in living, though the option sets of different individuals may
differ. There are a handful of options that must be included in every agent‘s option set.
These are the opportunities to learn about, and learn the importance of, exercising what
Rawls has identified as the basic civil and political freedoms. Just as the basic
326
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functionings are required for any valuable life whatsoever, equal capability to exercise
these freedoms is required for any actively participatory life within a liberal society.
Their actual exercise is not required—I do not assume that one must vote, for example, in
order to lead a worthwhile life within a liberal society. But one must have the freedom to
do so—to be denied this is intolerable. The option sets are ―comparable,‖ when they are
of equal cardinality, and the options that constitute them are ones that could be most
preferred by similarly positioned agents as the result of well-executed courses of endsdeliberation. We determine whether this condition is met by employing the model for
measuring opportunity sets developed in Chapter 3. Secondly, resources are distributed
so that there is equal promotion of autonomy development. Each individual then enjoys
comparable incentives to engage in these experiments in living. This is consistent with a
differential distribution of resources, since we need not assume that comparable
incentives can be instituted at equal cost in all communities. We may prefer a
maximining policy to an equalizing one with respect to the second policy goal. For
example, a child born in a rural community may have greater access to the performing
arts in a society that has major performance companies installed in the biggest cities,
which then go on tour during part of the season, than he would given a more equal
distribution of access year-round. My view, then, does not advocate ―leveling-down‖ the
cultural life of major urban centers. I will address the issue of leveling-down in detail in
Subsection F.
C.

Equality of opportunity for capability development
The criteria for including an option in an agent‘s option set with respect to his

opportunity for autonomy development are fairly weak. The agent must have sufficient
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opportunities to experience and learn about the option so that he can gauge his own
responses to it, estimate his potential for pursuing it successfully, consider how well it fits
with other options he is coming to value, understand the testimony of others regarding its
virtues and benefits, etc. An agent who has developed autonomous preferences, having
been given the freedom and the encouragement to do so, must then have ample
opportunity to act on these preferences. He does so by autonomously choosing which
capabilities for functioning to develop for himself. The next policy goal of Equal
Liberty, therefore, is equal opportunity for capability development.
The criteria for including an option in an agent‘s option set with respect to his
opportunity for capability development are more demanding. To have a capability, as we
have seen, is to have the resources required for some type of valuable function plus the
ability to transform those resources into that functioning. An opportunity for capability
development, then, is an opportunity to develop the ability that is part of a given
capability, including access to the resources required for that development. As I define
such opportunities, moreover, they are opportunities to choose which abilities to develop,
to make those choices autonomously, and to make those choices from a broad range of
valuable options (where the options are, in this case, abilities one might develop). They
are thus opportunities to exercise one‘s capacity of autonomy with respect to a range of
options, and act on one‘s autonomous conclusions by beginning to develop one‘s
preferred abilities. Since the agent‘s choice and selection of what abilities to cultivate are
to be autonomous, they must be based on the agent‘s deliberation about what abilities
will be required for realizing the conception of the good life he is developing for himself,
and not be the result of threats or manipulation. To act on the conclusions one has
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reached autonomously is itself to exercise a capability—the capability for autonomous
action. As such, it requires not only that the agent have developed the ability to choose
autonomously, but also that the agent possess the resources needed to act on this
choice—to transform autonomous choice into autonomous action. Included in the
resources necessary to the exercise of this ability is recognition of and respect for the
agent‘s moral freedom by the other members of his society. Recall the discussion in
Chapter 3 of the idea that the notion of republican freedom is subsumed by the notion of
capability-freedom. The reason for this was that the preference for -ing of someone
with the capability to  was supposed to be decisive. And this preference can only be
decisive if the agent is not under a duty to refrain from-ing, if he has a right to noninterference with the exercise of his freedom to , and if he has an immunity from these
rights and freedoms being altered. We can, at this point in our discussion, see that this
characterization of capability was insufficiently refined. The capable agent‘s preference
need not be absolutely decisive—his achievement of -ing must be subject to the level of
effort he exerts in exercising his capability, and to the amount of risk involved in the way
he chooses to go about attempting to . But having the moral freedom to  remains a
necessary part of having the capability to  This concept of moral freedom will occupy
us throughout Part III.
Agents enjoy equal opportunity for capability development when they have
comparable sets of valuable abilities which they may choose to develop, along with equal
access to the resources required to develop those abilities. Again, the sets are comparable
when they are of equal cardinality, and are made up of options which similarly positioned
agents could most prefer as the result of well-executed courses of ends-deliberation. The
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model for measuring option sets developed in Chapter 3 thus applies to this policy goal as
well. The option sets accessible to two different agents may differ, and the only
capabilities that all agents must have the opportunity to develop are the capabilities
required for participation in liberal political and civil society. Nor need option sets
contain the options that the agents themselves would actually most prefer if they could
have any set of options whatever. What is required, again, is that they contain options
that could reasonably be most preferred, as the result of a well-executed course of endsdeliberation, by a similarly positioned agent—an agent of similar background, natural
potential, interests, etc.
I will now discuss three objections to equality of opportunity for capability
development as a policy goal. The first is often referred to with a less-than-sensitive
label:
Resource vacuums: Equality of opportunity for capability development
would require that we devote implausible amounts of resources to creating
opportunities for the disabled, to the detriment of society as a whole.
The simplest response to this objection is that it ignores the point just made about
position-dependence. Nothing about my view requires that society pour resources into
pursuing the impossible goal of creating an environment in which the disabled are able to
develop all the capabilities of the non-disabled, or one in which those of limited natural
potential are able to develop all the capabilities of those born with the potential for
extraordinary mental powers or physical prowess. What is required is that each agent
have a comparable set of opportunities for development judged from his own position (or
a position similar to his). Many of the capabilities which might properly be accessible to
an agent of extraordinary gifts would be completely out of place in the opportunity set of
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an individual who was developmentally disabled. But this is not, in itself, a problem for
a theory of distributive justice. The goal is for the developmentally disabled individual to
have the same freedom to realize his potential as the gifted individual has to realize his.
As Raz puts it:
Whenever we are given a choice we aspire to choose wisely, to make the best decision
open to us in the circumstances. We can aspire to no less. But nor can we aspire to
more. If a person does so successfully then his life is successful to the highest
degree…Achievements which are beyond [one] are irrelevant to a judgment of [one‘s]
personal well-being.327

The objection, however, is not quite so easy to dismiss. There are some
individuals who are so severely disabled, that the number of abilities which are even
remotely within their reach is far smaller than the number of abilities which most
individuals ought to have an opportunity to develop. Here again, what threatens
egalitarianism is the leveling-down objection. As I said above, I discuss this problem in
Subsection F.
The second objection is as follows:
Expensive tastes: Some individuals would prefer to cultivate such refined
abilities as the ability to discriminate the delicate honey notes of a
Glenlivet from the pungent heather honey of a Highland Park. But such
individuals have no claim on the rest of society to keep them well stocked
in single malts.
This objection does not pose a problem for my view. As I stated above, it is not a
requirement of my theory that individuals be given the opportunity to develop the
abilities that they would actually most prefer to develop, whatever they may be. This is
because the development and exercise of those very abilities are not necessary to the
agent‘s well-being—the background theory of well-being that I endorse does not affirm
the tight connection between well-being and top-preference satisfaction that some other
327
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theories do. What is required by distributive justice is that each individual have a broad
range of valuable capabilities from which to choose autonomously. An agent who has
this has all he needs in order to lead a life that is, as Raz says, successful to the highest
degree. He is left with nothing to complain of, even though he may lack the ability to
pursue the luxurious past-times that sit atop his actual preference-ranking.
With that said, my theory is consistent with providing some individuals the
opportunity to develop capabilities whose exercise requires a great deal of costly
resources—and this is a virtue of the view, not a vice. Biomedical research, to take one
example, is an endeavor which requires access to a great deal of costly equipment. Those
who are developing the ability to conduct it must have access to these costly resources
during their training, as well as later on during their own independent work. The expense
that must be undertaken in order to preserve the opportunity for this sort of work is
justified, and not just in virtue of the fact that it is the sort of work that can properly be
placed at the center of a flourishing life. A theory of distributive justice that seeks to
equalize opportunities for capability development must be sensitive to the fact that the
advanced pursuit of knowledge—in a wide variety of fields—is indispensable to a
society‘s ability to secure more valuable opportunities for all its members, both in a given
generation and for generations to come. A differential allocation of resources, including
some extremely costly resources, is therefore not only consistent with Equal Liberty, but
is required by it for the sake of maintaining equality throughout society and preserving
that equality indefinitely into the future.
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Finally, there is the following objection, based on one of Arneson‘s concerns about
Nussbaum‘s view:328
The threshold: A view that aims to maximize the number of agents who are
above the threshold for opportunity/freedom/capability will have to favor
those who are very close to that threshold over those who are very badlyoff.
Equal Liberty is a view that must make use of thresholds. The goal is to afford each
agent a comparably broad range of valuable option—enough so that they count as free to
autonomously choose what capabilities to develop. The goal is not to maximize the
number of options individuals have, and in fact, the theory is perfectly consistent with the
claim that at some point one has too many options, and is worse-off for it.329 Freedom can
be constitutively valuable, and yet, its marginal value can diminish, vanish, and then even
turn negative. It is no part of my theory, however, that our primary goal should be to
maximize the number of agents who do have sufficiently extensive opportunity sets. This
is the feature of Nussbaum‘s view that makes her vulnerable to Arneson‘s objection, and
it is not a feature my view shares with hers. I discuss the way that my theory handles
distributive choices of the kind Arneson has in mind below, when I come to the issue of
trade-offs.
D. Equality of capability subject to effort and capability choice
If the first three policy goals of Equal Liberty are met, then we have a society of
individuals who are autonomous, and who have equally broad ranges of opportunities to
develop valuable capabilities. The capabilities which any given agent has the opportunity
to develop will be ones that a similarly positioned agent—one with similar background,
328
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natural potential, and interests—could most prefer to develop as the result of a wellexecuted course of ends-deliberation. Within the set of capabilities, any one of which an
agent could choose to develop, there will be subsets of capabilities, all of whose members
the agent can develop together, given a sufficient and achievable level of effort, and the
resources required by the agent for that development. Let us call these subsets the
agent‘s feasible capability sets. Just as a particular capability set is a set of functionings
which an agent is capable of achieving, the set of feasible capability sets is the set of
capability sets the agent is capable of developing. If the first three policy goals of Equal
Liberty are met, then, each agent will be situated to make an autonomous choice of which
capability set he will develop from among all his feasible capability sets. He will do this
by exercising his capacity for ends deliberation to create a preference-ranking of feasible
capability sets. The particular capabilities he chooses to develop will be the ones that
enable him to achieve the functionings that constitute his conception of the good life. Of
course, we need not assume that every, or even any, agent makes a choice of a whole
capability set all at once. An agent may choose to work toward developing capabilities
one at a time, until, over some period, he has filled in a complete feasible capability set
through his choices. We do not, after all, start with a complete conception of the good
life; rather, we fill one in, piece by piece, over the course of our lives.
Equality of opportunity for capability development required that an agent have
access, in one sense, to the resources he would require in order to develop any of the
capabilities in his option set. The sense in which he must have access to those resources
is this: should he decide to develop a particular capability, the resources required for that
development would then be dedicated to him. My view does not require that the
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resources that would be required for the development of every capability in the set of
capability an agent has the opportunity to develop be dedicated to that agent. The agent,
in all likelihood, cannot develop all of those capabilities together—he must choose one or
another of the feasible subsets. The fourth policy goal of Equal Liberty concerns the
actual dedication of resources for the sake of capability development. Each agent should
receive the resources he requires in order to develop the capabilities in the feasible
capability set he has chosen. For any given agent, then, the capability set he actually
ends up with will depend only on the level of effort he autonomously chooses to exert in
developing those capabilities. The fourth policy goal of Equal Liberty will have been
met when this is the case.
My theory is thus, unsurprisingly, concerned with the distribution of capabilities.
Given sufficient resources, the only thing standing between an agent and development of
his preferred feasible capability set is his own effort. If we assume that every agent in the
society works equally hard, then given sufficient resources, every agent would end up
equally developing his preferred capability set. If we further assume that the feasible
capability sets chosen by the agents in this society are of equal cardinality, then every
agent will end up equally developing an equal number of capabilities. This would be true
equality of capability. Since we cannot make these two assumptions, I call the fourth
goal equality of capability subject to effort and capability choice. Arneson has
formulated two important objections to theories of distributive justice that are concerned
primarily with the distribution of opportunities for well-being. Mine is one of these
theories, since to have a capability is to have an opportunity for functioning—that is, a
freedom to achieve that functioning, on my conception of freedom—and well-being
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consists in the pursuit and achievement of valuable functionings. I examine each of these
objections in turn.
We can express the first objection as follows: 330
Wanting fewer options: Egalitarian theories concerned with the
distribution of opportunities for well-being must advocate providing an
equal number of such opportunities to each agent. But an agent might
wish to lead a life in pursuit of only one or two goals, and receive the
resources required for those pursuits, and not have the resources relevant
to those pursuits diluted for the sake of a greater number of opportunities.
Arneson may be right that some egalitarian theories of this kind must advocate an equal
distribution of opportunities to achieve well-being. But my theory does not do so, nor
must it. What my theory requires is that each individual receive the resources he requires
in order to develop the feasible capability set of his choosing, and that his selfdevelopment depend only on his own autonomous effort. My theory does not require that
each agent receive the resources required to develop the same number of capabilities as
any other agent is developing. The sizes of feasible capability sets may vary widely, and
an agent is perfectly free to choose to develop a large one—with many fairly easily
attainable capabilities, or perhaps ones that are complementary and reinforcing—or to
develop a small one, in which each capability requires a great deal of time and effort to
develop. Insofar as mine is a liberal theory, it must respect the freedom of autonomous
agents to make choices like these.
Here is the second objection:331
Fetishizing Freedom: Suppose we could provide an agent with the
resources he would require in order to have an additional valuable
opportunity to achieve well-being. We know in advance, however, that the
agent will never take advantage of this opportunity. It seems we have no
330

See R Arneson (1999a) ―Equality of Opportunity Defended and Recanted‖ Journal of Political
Philosophy 7:4, 488-497; 495.
331
See R Arneson (1999a) 495-496.

268

reason to provide those resources. But a theory that is primarily
concerned with the distribution of opportunities must advocate providing
them, since it must see opportunities as valuable in themselves.
The problem with this objection is in its assumption that a theory primarily concerned
with the distribution of opportunities, or freedoms, must take them to be intrinsically, or
independently, valuable. But this is false. Nor is a commitment to this view required in
order to justify focusing on the distribution of opportunity. As I have already argued,
focusing on opportunity—that is, on the freedom to achieve well-being, rather than on
well-being itself—is justified by the need for sensitivity to the importance of desert,
autonomous effort, accepted risk, and responsibility. No assumption that freedoms or
opportunities are finally or independently valuable is needed. Even if we take freedom to
have constitutive value, as I will argue in Chapter 6 that it does, it does not follow that a
life is always improved by the addition of another freedom to achieve well-being. If an
agent has already chosen the particular capabilities he prefers to cultivate from a broad
range of valuable options, and we assume, with Arneson, that we know he would make
no use of a further one should he be given the resources to develop and exercise it, then
we do indeed lack reason to provide those resources. The additional freedom will not
contribute to the goodness of the agent‘s life.
E. Equal freedom for capability exercise and equality of achieved functioning
subject to effort and accepted risk
The fifth policy goal of Equal Liberty concerns the exercise of the capabilities
that the agents in a society have developed. All individuals are to have equal freedom to
exercise their capabilities in pursuit of their valuable projects and goals. Positions are to
be open to all (with scarce positions open to all on a competitive basis), and are to be
awarded on the impartial basis of relevant merit and qualification. We might refer to the
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policy required for this fifth goal as ―Careers Open to Capabilities.‖ Rawls considers a
principle of ―Careers Open to Talents‖—one of the slogans of the French Revolution—as
a candidate for one of the basic principles of justice, but rejects it in favor of the Principle
of Fair Equality of Opportunity, which I have criticized above. The reason for rejecting
the latter principle was that it failed to capture genuine equality of opportunity. There is
no problem, however, with endorsing a version of Rawls‘ weaker policy in the present
context, since the first four policy goals of Equal Liberty provide just the background
needed to make the policy of Careers Open to Capabilities a just one—the background
that Rawls (unsuccessfully) tried to fill in when he formulated the Principle of Fair
Equality of Opportunity. Careers Open to Capabilities is here just one piece in a larger
puzzle. Maintaining a policy of Careers Open to Capabilities will require that the moral
freedom of each individual to exercise his capabilities in pursuit of his goals is
recognized and respected by the other members of society—just as we require that agents
be morally free to conduct wide-ranging experiments in living as they develop their
autonomy, and morally free to choose what capabilities to develop.332 Again, the nature
of moral freedom, and the sources of limitations on it, will concern us throughout Part III.
The final policy goal of Equal Liberty is concerned with outcomes—the levels of
functioning actually achieved by agents in a just society. The next (and last) subsection
discusses a principle that guides trade-offs in conditions of scarce resources within the
Equal Liberty framework, rather than a policy goal.
We have learned two important lessons from our discussion of egalitarian theories
of distributive justice. The first is that such theories must be sensitive to desert—which is
to say, autonomous effort, the effort for whose expenditure an agent can fairly be held
332
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responsible. The ultimate objective of the policies of Equal Liberty thus far have been to
articulate the conditions in which each agent receives the equal chance at a good life that
he deserves, and in which he can be fairly held responsible for the level of effort he puts
into his own life. The second lesson is that egalitarian theories must also be sensitive to
freely, knowingly accepted risk, when the agent has access to the available information
which is relevant to his decision to accept the risk. In a society of equal capability
subject to effort and capability choice, these two factors—the effort one exerts, and the
risks one accepts—ought to be the only determinants of one‘s achievement of positiondependant well-being. To realize this outcome—equal achieved functioning for equal
effort, subject to accepted risk—is the final policy goal of Equal Liberty. Equality of
functioning is judged from the perspective of a society as a whole that endorses
competitive value pluralism. Thus, any two agents that successfully exercise their
capabilities to the fullest extent possible for them count as achieving equal levels of
functioning.
Sensitivity to effort and sensitivity to risk cannot, to my mind, be discussed
separately. Here is why. Suppose an agent possesses a feasible capability set, and goes
about exercising those capabilities. Suppose he exerts an optimal level of effort in that
exercise, and yet fails to achieve the level of functioning that is possible for one who is
exerting that level of effort in exercising the capabilities in that set—his achievement is
suboptimal. For this to be the case, some adverse happenings must have befallen him.
Now suppose that we are considering a world of no risk. What this means is that every
agent knows the outcomes that would result from every course of action that is open to
them on every occasion. In such a scenario, this agent‘s sub-optimal level of

271

achievement is of no concern for a theory of distributive justice. The agent knew in
advance that he would encounter adverse circumstances, and he knew precisely how that
encounter would turn out. He retains responsibility for his sub-optimal achievement
despite the fact that he has exerted an optimal level of effort. There is no reason, from
the perspective of distributive justice, to compensate him.
This, of course, is not the world we live in. We live in a world pervaded by risk.
The relevant question, then, is always whether the risk of encountering the adverse
circumstances that account for sub-optimal achievement, given the agent‘s level of
autonomous effort, was a risk that the agent accepted in the appropriate way.
Compensation for sub-optimal achievement is appropriate when the answer to this
question is ―No.‖ Compensation is adequate, from the perspective of Equal Liberty, when
it consists in the resources that a capable agent requires in order to move from the suboptimal level of functioning he has achieved to the optimum achievable level of
functioning, given the level of autonomous effort he has exerted.
A society in which individuals are regularly compensated for faultless suboptimal achievement is not, I should think, the sort of society we should aspire to. The
State‘s task in realizing the sixth policy goal is, rather, to create conditions in which
agents do know what risks face them, do have access to the available information
relevant to deciding whether to take those risks, and are free to choose to accept a given
risk or not. Under these conditions, the amount of compensation required will be
minimized (though not eliminated), and we will have the greatest attainable correlation
between achieved functioning and deserved functioning. These seem like sensible goals
for a just society to have. If it is just a fact about our world that there is some risk
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involved in every decision and every action—if there really is no sure thing—then we
must count agents as free to take a given risk or not even in cases in which there is no
riskless option that could choose instead, for there will be no such options.
There are two issues that I would like to explore with respect to the creation of
compensation minimizing conditions. The first concerns whether we have reason to
believe that the interventions on the part of the State that will likely be needed for these
conditions to be created will lead to relatively Pareto-inefficient outcomes. The second is
whether a concern for the operation of competitive markets, which is implied by a
concern with Pareto-inefficiency, is one that a liberal perfectionist egalitarian should take
seriously. Addressing the first concern requires introducing some concepts and results
from contemporary welfare economics. I will keep this discussion fairly brief and
informal, since greater detail is not necessary for my present purposes. My goal is simply
to summarize a few economic results that give us good reason to be optimistic about the
Pareto-improving potential of the sorts of State actions that would be required for
realizing, maintaining and preserving the sixth policy goal of Equal Liberty.
First, a few key concepts. We can informally understand a general (or
Walrasian) equilibrium for an economy to be a state of that economy in which all
markets clear. A market clears when the price of the goods offered in that market settle
at a point at which the aggregate supply of those goods (the total number of individual
goods offered for sale in by all firms that offer those goods) equals the aggregate demand
for those goods (the total number of individual goods that all consumers want to buy).
When prices are too low, there is excess demand, and the result is a shortage. When
prices are too high, there is excess supply, and the result is a surplus. A general
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equilibrium is thus marked by the absence of shortages and surpluses throughout the
economy. An allocation of goods (resources, commodities) is Pareto-efficient when
there is no agent who can be made better-off through a transfer of goods that does not
also make some other agent worse-off. The first fundamental theorem of welfare
economics states that, given certain assumptions, every general equilibrium results in a
Pareto-efficient allocation of goods. One important assumption of the theorem is that
markets are complete: every agent has the ability to exchange every good with every
other agent. Another important assumption is that all markets in the economy are
perfectly competitive. A perfectly competitive market is one in which all market
participants are price-takers: no participant has the power to set the price of any good.
The assumption that markets are perfectly competitive requires, in turn, a number of
assumptions. The one that we will be concerned with is the assumption of perfect
information: every agent is assumed to know the quality and the equilibrium price of
every good offered in every market. If information is perfect, then, no agent is in doubt
about what any given commodity is worth, and no agent is ignorant of any feature of any
commodity that affects its worth.
Just as the world we live in is far from riskless, it is far from being a world of
perfect information. An extreme example of a market in which some agents have far
from perfect information is the used-car market—what economist George Akerloff
famously wrote of as ―the market for lemons.‖333 The concern is as follows. Given that
we live in a world of imperfect information, and that markets of imperfect information
fail to reach Pareto-efficiency, do we have reason to believe that State intervention can do
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more harm than good in seeking to correct this situation. There are various ways,
through tax-funded programs and legislated regulations, that the State could seek to
improve the distribution of information within markets. But many forms of government
taxation and regulation increase inefficiency, rather than decreasing it. A high tax on a
commodity, for example, distorts the behavior of consumers. Large subsidies distort the
behavior of firms, by artificially inflating profit margins. Price-ceilings often lead to
shortages.
The problem with the idea that State intervention always reduces efficiency,
however, is that it is premised on the claim that markets are already perfectly
competitive. If markets were perfectly competitive, then any intervention on the part of
the State would decrease efficiency (though this would not in itself be a conclusive
argument against intervention, unless we added the further strong assumption that
efficiency is society‘s only appropriate economic goal). But perfectly competitive
markets are nearly non-existent—after all, they require perfect information, and markets
of perfect information are nearly non-existent. So the appropriate question is: given
inefficient markets which suffer from imperfect information (perhaps among other
problems), do we have reason to believe that there are often forms of State intervention
available that will be Pareto-improving, due to the fact that they will make markets less
inefficient by improving the distribution of information? And it turns out the answer to
this question is ―Yes.‖ The result that established this is now called the GreenwaldStiglitz theorem, after Bruce Greenwald and Joseph Stiglitz, its authors.334 As Stiglitz
explains:
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[W]henever information is imperfect or markets (including risk markets) are
incomplete—that is, essentially almost always—competitive markets are not constrained
Pareto efficient. Taking into account the cost of improving information or creating
markets, some individuals could, in principle, be made better off without making anyone
else worse off.335

And these improvements can often be attained through available courses of
interventionist State action:
[I]n many cases, not only can it be demonstrated that there exist Pareto-improving
government interventions, but also that the kind of intervention required can be simply
related to certain parameters that, in principle, are observable. 336

There will be room for Pareto-improving State intervention so long as there are negative
effects of market inefficiencies whose removal more than outweighs the deadweight loss
created by the market distortion introduced by a tax or regulation.337 Creating a better
distribution of information—so that individuals have greater knowledge of what risks
they may be exposed to, and better access to the available information relevant to their
risk-taking decisions—is the key piece of interventionist State action required for the
creation of the conditions in which the sixth policy goal of Equal Liberty can be realized.
The new economics of information gives us good reason to believe that progress toward
this goal is indeed possible. Greenwald and Stiglitz do not identify conditions in which
government intervention will lead to an actually Pareto-efficient allocation. However,
although it may be desirable to achieve a high degree of Pareto-efficiency, some residual
inefficiency may be required in a liberal society. Amartya Sen has argued that full
Pareto-efficiency is inconsistent with a commitment to the existence for each agent of a
purely personal sphere in which the agent is able to satisfy his preferences without the
threat of interference from any other agent. Sen refers to this result as ―the impossibility
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of the Paretian liberal,‖ and has ably defended it against a number of attempts to diffuse
it.338 I discuss Sen‘s principle in the Introduction to Part III. We must also be careful to
remember that for a given economy, there will be many Pareto-efficient distributions, and
they will not all be equal from the standpoint of justice. It is possible for an allocation to
be Pareto-efficient and yet horribly unjust. A society with a small wealthy class and a
large slave population will be Pareto-efficient, so long as giving anything more to the
slaves would require taking something from the wealthy. We should only make greater
Pareto-efficiency itself a priority once we have achieved the policy goals of Equal
Liberty. The important point to take away is that we ought not conclude that the sort of
State intervention required by Equal Liberty will condemn us to an objectionable and
wasteful level of inefficiency. In fact, the sorts of actions required to achieve these goals
can themselves improve efficiency.
I now consider an objection to an assumption that I have made thus far: namely,
that a liberal perfectionist egalitarian should be concerned with preserving competitive
markets. Should a liberal egalitarian see competition as a good thing? If not, a concern
with preserving the operation of competitive markets, to any extent, will be out of place.
Galston discuss this objection, which he attributes to John Schaar: ―[Competition] is a
defective mode of existence. It sets human being apart from each other and pits them
against one another, in an essentially destructive struggle.‖339 Galston provides three
good responses to this objection:
[N]ot all forms of competition are bad. Some competition brings human beings closer
together, into communities of shared endeavor and mutual respect…Moreover,
competition can be mutally beneficial. Scientific competition may produce simultaneous
discoveries, neither of which would have occurred without the presence of the
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competitor…And finally, the traditional antithesis between competition and community
is too simple. Community rests on some agreement. A competitive system can be a form
of community if most participants are willing to accept the principle of competition. 340

Any form of competition, even the good kinds that Galston identifies, will involve
disappointment and frustration on the part of some agents on some occasions. If there is
competition, we will not all succeed at everything all the time. This, however, does not
count against the value of competition from the perspective of a perfectionist liberalism.
As Raz has observed, ―[A]nguish, frustration, and even suffering are often part and parcel
of rewarding activities and experiences, which depend [in part] on the suffering, etc., for
their meaning, and therefore for their value as well…[F]rustration and anxiety, or at least
the ever-present risk of them, are common elements in most of the relationships,
activities, and undertakings of human life…‖341
I conclude by considering an observation made by Hurka. The liberal
perfectionist egalitarian, he says, must claim that
perfection is not entirely competitive. If it were always a necessary condition of one
person‘s reaching a level of perfection that others do not, there could never be a universal
advance in excellence, and there would be no point in pursuing such an advance by
distributing resources equally. 342

Hurka argues for the stronger claim that perfection is co-operative—the development of
one member of a society is encouraged by, and encourages, the development of others.343
Among the arguments he gives for this claim is one that invokes the value of
collaborative activity.344 Nothing I have said thus far regarding the value of preserving
competitive markets, or the importance of endorsing competitive value pluralism, is at
odds with these claims. In the first place, it is possible in a competitive arena for all
340
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participants to improve their level of functioning, just as every firm in a perfectly
competitive market operates at a normal profit. Second, there is ample room within my
theory to recognize the value of co-operation and collaboration. Extensive co-operation
is required for creating the conditions in which each of the policy goals of Equal Liberty
are achieved. The duty of each individual to contribute to this project will be examined
in Chapter 6. The fact of competitive value pluralism, moreover, does not count against
the possibility or the value of co-operation. The most effective collaborations often take
place among individuals whose lives are structured by very different values. It is those
different values that lead them to develop a wide range of abilities that no one person
could master. So long as there is mutual respect among participants, it is the combination
of those different abilities that produces the most productive and innovative collaborative
enterprises.345
F. Trade-offs and the Principle of No Resource Waste
The six policy goals of Equal Liberty characterize the just distribution of
resources in a society whose available resources are sufficient to achieve these goals. But
the just society is not immune to natural disaster, military aggression, negative exogenous
market shocks, and other events that strain its resources and upset the delicate balance of
a just distribution. The just society must also weigh the current claims of its present
members against the requirements for maintaining the conditions of Equal Liberty over a
generation, and preserving those conditions for future generations. The theory, then,
requires a principle to guide the making of trade-offs in situations that demand them. We
have seen that a principle of strict egalitarianism—in which the distribution that brings us
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closer to equality is always preferred—is implausible and vulnerable to serious
objections. In this final subsection, I offer a trade-off principle that constrains progress
toward equality without substituting some other value (such as priority treatment for the
worse-off) for equality as the guiding distributive value. By accepting this principle, we
can avoid the objections to strict egalitarianism. As we will see in Chapter 6, something
like this principle must be accepted by the State, in order for the State to possess the
legitimate authority to maintain policies of Equal Liberty.
Let us begin by returning to the ―leveling-down‖ objection, the main threat to
strict egalitarianism. We were asked to consider a society with two groups of equal size,
A and B, and the following two possible distributions:
(1) Each member of group A – 1
Each member of group B – 1
(2) Each member of group A – 9
Each member of group B – 8
At this point, we need to ask a question which, to my knowledge, is never asked in the
literature on Prioritarianism. What would we have to do in order to achieve distribution
(1), given that distribution (2) is attainable? I submit that there are two answers to this
question. Either (a) a large portion of the resources at our disposal would have to be
destroyed, so that what was left was just enough to effect distribution (1); or (b) that same
portion of our resources would have to be kept from the populace by the State. I refer to
(a) as a case of resource destruction. If there is no good reason for keeping resources
from the populace, I refer to case (b) as a case of resource hoarding, and to both (a) and
(b) as cases of resource waste. Far from pushing us toward Prioritarianism, the leveling-
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down objection suggests that we endorse egalitarianism subject to the Principle of No
Resource Waste:
Do not waste resources that could be used to enhance the well-being, or
the liberty to achieve well-being, of present or future members of society.
An egalitarianism that endorses this principle will thus affirm:

Egalitarianism subject to No Resource Waste (ENRW): We should prefer
the distribution that brings us closest to equality, subject to the Principle
of No Resource Waste.
An egalitarianism tempered with this principle allows us to prefer distribution (2) over
distribution (1), avoid the leveling-down objection, and retain a commitment to equality
as the guiding distributive value.
It seems likely, moreover, that the intuitions that appear to support the welfarist
prioritarian approach do in fact support ENRW. I have argued that the welfarist version
of Prioritarianism either collapses into aggregate maximization or is inconsistent. But the
idea which I suspect is behind the (failed) attempt to articulate a welfarist Prioritarianism
is a sound one. The idea is this: the policy recommendations of aggregate maximization
must be reconciled with the fact of diminishing marginal utility. Most of the time, the
way to maximize utility given a fixed bundle of resources to be distributed is to distribute
them to the worst-off—the benefit that they receive from them will be greater than the
benefit the well-off would receive, because they currently have so little. So, most of the
time, there is no need to work out what course of action will result in the greatest total
good. We should generally distribute down to the worst-off. In fact, as Abba Lerner has
argued, given a static economy with a fixed initial endowment of resources, the
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distribution that maximizes aggregate advantage is the strict egalitarian one.346 But we do
not live in a world of static economies and fixed endowments. This is the fact that makes
it possible for aggregate advantage maximizing views to produce such horribly unjust
distributions. It also makes strict egalitarian distributions undesirable. Lerner
acknowledges that in a dynamic production economy ―the principle of equality would
have to compromise with the principle of providing such incentives as would increase the
total of income [or resources generally] available to be divided.‖347 What drives
Prioritarianism, then, is a recognition of the need to avoid the vices of aggregate
maximization and strict egalitarianism within a dynamic production economy. This is
precisely what ENRW can do, so long as ―resource waste‖ is appropriately defined.
Arneson suggested that it was an advantage of the prioritarian approach that it
favored aiding the well-off in cases in which a profound benefit could be given to one
who was well-off, whereas only a small benefit could be given to one badly-off. We saw
that Arneson‘s example required the absence of even an exchange economy. If we
assume that a developed, production economy exists, there are still cases in which it will
be possible to use available resources to greatly benefit the well-off or only slightly
benefit the badly-off. But a closer examination of these circumstances will show that
benefiting the well-off is not the appropriate course of action. Given diminishing
marginal utility,348 cases in which we face this choice will be ones in which tremendous
transaction costs attach to aiding the badly-off. For instance, in the event of a natural
disaster, or in the aftermath of military aggression, there may be a part of the population
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that is cut off from the usual lines of communication. Simply reaching these individuals,
so that aid can be delivered to them, may involve tremendous costs. The amount of
resources available for aid at any given time will be fixed. If the transaction costs are
high enough, then, the amount of aid that is actually delivered to those in need may be
quite small. But no argument should be needed to assert that we should not then choose
to give those resources to the better-off instead, even though they would likely benefit
them more, precisely because they could be transferred to them directly with very little
lost to transaction costs. The right decision is to balance the urgent need to deliver a
subsistence level of aid and the need to begin immediate reinvestment in infrastructure,
so that future aid can be delivered at lower cost. Over time then, the situation will be
transformed into the normal one in which greater benefit can be done for the badly-off
than for the well-off, given the resources available at any given time.
Two arguments of Arneson‘s, already introduced, are left to refute. The first
involves the two island populations. Consider a group of badly-off individuals who are
in possession of some crop seeds which cannot grow in the soil where these individuals
live. The seeds, however, would sprout in the soil where a group of better-off individuals
live. Assume it is possible to transport the seeds but not possible to relocate the badly-off
individuals. If it really is the case that the seeds are of no use to the badly-off, then
giving them to them, or allowing them to keep them, counts as resource waste. ENRW
then has no problem with this case. The second involves two groups, one of which is just
above subsistence, and the other of which is just below, and in danger of beginning to die
off. Assume that we cannot transfer enough from the better-off to keep them above
subsistence while also raising the worse-off above subsistence. An equal distribution

283

would then condemn all to death. However, if we do not possess enough resources to
bring an individual above subsistence, and have no reason to believe that we will in the
near future (near enough so that he will still be alive), then the transfer of resources to
him should also count as resource waste—though we should perhaps strive for gentler
language to describe such a tragic scenario. I thus expand my definition to include this
scenario as case (c) of resource waste.
There are two other species of resource waste that must be included in the
definition. There is (d) wasted long-term productivity due to excessive disincentivization.
And there is (e) wasted long-term productivity due to insufficient resource conservation
and insufficient incentivization of sustainable growth.349 In addition to maintaining
conditions of Equal Liberty within any given generation, and seeking to return to those
conditions after exogenous shocks, the just society must seek to preserve those conditions
across generations. For any given generation, we can expect the revenue that the State
will require in order to maintain the conditions of Equal Liberty to be high. We might
suppose, then, that the optimal tax policy for such a State will be the policy that
maximizes tax revenue. The problem with such a policy is that the tax rate that will
maximize tax revenue in a given year is almost certainly higher than the tax rate that will
maximize GDP. Past a certain point, there is some sacrifice of growth in return for
higher tax revenues. The consequence of slower growth in the long run will be some
diminishment in the tax; by using the revenue-maximizing rate every year, the State will,
at some year in the future, take in less revenue than it could have taken in during that
year, had it applied a tax rate closer to the one at which growth is maximized:
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Tax revenue

Time
Growth-maximizing rate
Per-year revenue-maximizing rate
Figure 4.2

I mentioned above that this poses a problem for the Difference Principle. It poses a
problem for ENWR as well. It may be that the State can only do an optimal job of
maintaining the conditions of Equal Liberty within a generation if it acts so as to diminish
its ability to do an optimal job of preserving those conditions in future generations.
But the problem may not be a severe one for ENWR. Economist Emmanuel Saez
has convincingly argued that the elasticity of taxable income is very low—i.e. the
demand for taxable income remains high in the face of high tax rates.350 For low income
earners, in fact, it is almost perfectly inelastic. What really matters for tax revenues, then,
is the top marginal tax rate. Saez estimates that the top marginal rate that would
maximize tax revenues in the United States is approximately 69%.351 Remarkably little
has been written about the top marginal tax rate that would maximize long-term GDP.
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But although it is very unlikely that this rate is as high as the revenue-maximizing rate,
there is some reason to think that the distance between these two rates may not be so
great.352 We saw in our discussion of the work of Greenwald and Stiglitz that the
benefits, in the form of increased efficiency, of taxation that funds better distributions of
information and the creation of more complete markets can outweigh the deadweight loss
that results from the taxation. Avoiding the fourth species of resource waste requires taxfunded action of precisely these kinds. Conservation and sustainable growth are
promoted primarily through (1) the internalization of the negative external costs of
environmentally harmful practices—whether this be accomplished through a direct
pollution tax (such as the ―fee-and-dividend‖ approach to limiting carbon emissions) or
the creation of a market for buying and exchanging scarce pollution rights (such as the
―cap-and-trade‖ approach); and (2) the incentivizing of the development of sustainable
methods of production in the absence of current market demand for them. The latter
compensates for the short-sightedness of the economy by creating a market that has not
yet emerged on its own for methods of production that will be needed down the road. For
if we were to wait for market demand to emerge, we might find ourselves unable to
develop the methods needed to avert environmental crisis in time.
If the distance between the revenue-maximizing rate and the long-term growth
maximizing rate is not too great, then I suggest that a rate in between these two count as
satisfying the Principle of No Resource Waste, and thus not be considered excessively
disincentivizing. The reason for the compromise is that, although the just State must be

352

Economic statistician Michael Kimel has recently constructed a regression model according to which the
average top marginal tax rate that would maximize GDP in the United States over the period of 1929-2010
is 59%. See M Kimel (2011) ―The Tax Rate that Maximizes Economic Growth Part 3‖ available at
http://www.presimetrics.com/blog/?p=294.

286

concerned with its ability to realize the conditions of Equal Liberty in the future, the wellbeing of those currently living matters as well. The importance of maintaining the
conditions of Equal Liberty within a given generation should not be wholly discounted
for the sake of having higher growth (and more resources to distribute) in the future.
How exactly this compromise should be made will of course vary from one economic
scenario to another.
VII: Conclusion – Equal Liberty and Roemer‘s Equality of Opportunity for Welfare
The final policy goal of Equal Liberty is equality of achieved functioning subject
to effort and accepted risk. What remains to be specified is a social welfare function
specifying how remaining resources, collected in a way consistent with the Principle of
No Resource Waste, ought to be distributed once the first five goals of Equal Liberty are
achieved. And I can see no serious objection to the claim that, with the first five goals of
Equal Liberty achieved, we should, as Roemer suggests, maximin the average level of
well-being achieved by the members of each effort percentile, so long as we retain
sensitivity to accepted risk, even if this requires occasional departures from equality for
agents who are equal in effort and accepted risk. I therefore propose the following
distribution:

Here, the achieved well-being of the agent—measured by the valuation function v(·)—is
a function of the bundle of resources possessed by the agent (), his the percentile of
autonomous effort ( ), and his percentile of accepted risk ( ).
What we are maximizing, however, is not the minimum level of achievement for each

287

effort-percentile, but rather the minimum product of achievement and risk-percentile
within each effort-percentile. This is an attempt to capture sensitivity to accepted risk.
For a given percentile of effort, the lowest-achieving agent may be one who took on a
tremendous amount of risk. But there may be another agent whose level of achievement
is only slightly higher, but who has accepted very little risk—an agent, perhaps, who fell
victim to some unforeseen mishap against which he had no opportunity to insure himself.
It is to the latter that available resources should be distributed. And it is the latter who
will have the lower product of well-being and accepted risk, so long as his level of wellbeing is not much higher than the risk-taker‘s.
What should be immediately obvious is that this closely resembles Roemer‘s
distribution, with sensitivity to risk added in. What is different is the fact that EL is not
sensitive to types. This is not, of course, because in the just society individuals will cease
to have features that distinguish them from one another. It is rather because in the just
society, those features will not be correlated with diminished or enhanced opportunities
for self-development and incentives for effort. The need to recognize types in the
distributive theory will be eliminated. And this goal—the goal of equalizing
opportunities for development and incentives for effort across types—can plausibly be
seen as the goal of Roemer‘s theory, considered as a transitional account. After all, the
point of affirmative action, for example, is presumably to create a society in which
policies like affirmative action are unnecessary. What remains, then, for a complete
theory of distributive justice, is an argument that given the current state of our society—
what would be specified in a descriptive account—Roemer‘s transitional policies are the
appropriate ones to adopt with the goal of transforming society into a society of Equal
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Liberty. This is a task not for political philosophy, but for the combined powers of the
social sciences.
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Part III
Introduction
Moral Freedom and Moral Rights
We have been occupied with the capacity of autonomy, and the freedom to
develop and exercise that capacity and to act on the conclusions reached through its
exercise, for quite some time now. As we shift our attention from the question of what
the State‘s distributive ideal should be to the question of what grounds the State‘s
authority to pursue a scheme of distributive justice, and what limits on that authority
should be in place, we must begin to consider a distinct but related type of freedom,
which I will call ―moral freedom.‖ An agent is morally free to perform an action  if, and
only if, that agent is not under a moral duty to refrain from -ing. The following chapters
include a detailed discussion of the nature of moral duty and of the features that make it
the case that one agent has a moral duty to another, including the moral duty to comply
with the directives of a practical authority. In this introductory section, I limit myself to
three brief tasks. First, I will say a few words about the relationship between autonomyfreedom and moral freedom. Second, I will provide a short introduction to the
Hohfeldian analysis of rights. And third, I will discuss the relationship between the
Hohfeldian formulation of rights and the social choice-theoretic formulation of rights.
Although the apparatus and methods of social choice theory have thus far proved
invaluable in formulating a precise characterization of autonomy-freedom, my final two
chapters will deal with rights solely from a Hohfeldian perspective. Nonetheless, the
social choice-theoretic approach to rights complements the Hohfeldian approach in an
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important way, by providing a way of evaluating whether an individual‘s purported rights
are actually being recognized and respected by his society.
A. Autonomy-freedom and moral freedom
In assessing the extent of an agent‘s autonomy-freedom, we focused on the range
of valuable options available to him. A valuable option was taken to be one which might
be most preferred by some agent as the result of a well-executed course of endsdeliberation. It is plausible that the options that count toward the measure of an agent‘s
freedom should be restricted to those that the agent is morally free to pursue—those
options which can be pursued by the agent without the agent having to perform any
action which he is under a moral duty to refrain from performing. The question is
whether this actually constitutes an additional restriction, or whether it is implied by the
method for determining the extent of an agent‘s freedom that is already in place. For as I
discussed in Chapter 2, a well-executed course of ends-deliberation takes into account
considerations such as the categorical reasons that the agent recognizes as applying to
him, and the agent‘s judgments regarding the impact of his pursuit of his available
options on the lives of others. So we have some god reasons to think that the options that
end up counting toward the extent of the agent‘s autonomy-freedom will simply end up
being options which the agent is also morally free to pursue. Nevertheless, I do not wish
to fully commit myself to this claim. The types of considerations just mentioned are not
definitive, and we may want to leave open the possibility that they are overcome by other
types of considerations even in a well-executed deliberation—perhaps an agent‘s
emotional engagement with a particular pursuit is exceptionally strong, the goal‘s fit with
his other goals is particularly tight, and he is encouraged by misguided or misleading, but
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still very convincing, testimony. I am willing, therefore, to accept a requirement of moral
freedom as an additional restriction on the range of options that can count toward an
agent‘s autonomy-freedom. As I said above, the features of a situation that make it the
case that an agent is (or is not) morally free to take a course of action will receive careful
attention in the next chapter.
B. The Hohfeldian analysis of rights
The standard taxonomy of rights is due to the jurist Wesley Newcombe
Hohfeld:353
Claims: A has a claim against B that B  iff B has a duty to A to 
Liberties: A has a liberty to  iff A is not under a duty to refrain from  -ing.
Powers: A has a power over B iff A has the ability to confer a claim-right or a
liberty on B, or to strip B of a claim-right or a liberty, or to confer on B the ability
to do likewise to C, or to strip B of that ability.
Immunities: A has an immunity against B iff B lacks some power over A.
Hohfeld intended his analysis to apply to legal rights, but it may be understood as
an analysis of either legal or moral rights. Moral claim-rights and moral liberty-rights, on
this understanding, are defined in terms of moral duties. Powers, from a moral
perspective, are normative powers—they are abilities to act in such a way that one affects
what reasons for action are had by other agents. A moral claim-right of one agent, for
example, may be created or extinguished through actions which affect the moral duties of
another agent. And any action which affects what moral duties an agent has will thereby
affect what moral liberty-rights he possesses. In Chapter 5, I discuss the incomplete
nature of the simple Hohfeldian characterization of claim-rights, at least in the case of
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moral claim-rights. I also discuss morally legitimate practical authority as a combination
of a specific type of normative power with a claim-right held against those subject to the
authority. Chapter 6 explores the sources of the limitations of the exercise of legitimate
authority—that is, the sources of the moral immunities retained even by those who are
subject to a legitimate authority. But for now, these basic definitions will suffice. My
final task here is to relate the Hohfeldian characterization of rights to the social-choice
theoretic formulation which allows us to evaluate whether an agent‘s exercise of his
rights has the appropriate effect within the context of his society.
C. Social choice theory and the structure of rights
Amartya Sen has offered the following social choice-theoretic axiom as a
plausible requirement on any society that claims to respect its members‘ freedom of
choice:
Minimal Liberty (ML): Each individual in a society should have a
recognized personal sphere in which his preferences and his alone would
count in determining the social preference. Formally, for all individuals i
in a society S, and for all outcome-types x,y within a choice set Cps
constituting the individual‘s recognized personal sphere, xPSy iff xPiy. 354
The term ―social preference‖ requires some explanation. Though a number of
interpretations are possible, I will take social preference to indicate the outcomes that are
actually obtained within a society. Suppose, for example, that one member of a society
would like to read a particular novel—he prefers reading the novel to not reading it.
Suppose further that he has the ability to read the novel (he is literate), he has time to read
it, he has access to a bookstore and enough money to purchase it, etc.—in short, he has
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the capability to satisfy his preference. Other members of the society, however, would
prefer it if no one in their society were permitted to possess and read this novel (perhaps
because they find its content objectionable). If the actual outcome which obtains in this
society is that the one who would like to read the novel does not end up reading it—he is
prohibited from acquiring it and others are prohibited from furnishing him with it—then
the social preference is that he not read the novel. We may then interpret requirement
ML as follows. The way in which decisions are made in a society should be so organized
that each member of that society has a recognized personal sphere within which his
preferences are decisive. That is to say, society should be organized in such a way that
each individual is left perfectly unobstructed in his exercise of his capabilities for the
sake of satisfying certain of his preferences. In these cases the social preference—the
outcome that actually obtains—will match the individual‘s preference—the outcome
which the individual prefers.
The point of requirement ML is to capture a plausible and intuitive understanding
of the right to self-determination of a member of a free society. In some cases—those
that fall within a recognized personal sphere—an individual should be the sole
determinant of what happens. We have, to stay with the example, a right to read the
novels we would like to read, and this right ought to be respected by society. But ML
does not specify either a particular right, or type of right, or even the form of a right that
we believe individuals have and that ought to be respected. Rather, it specifies the
relation which holds between an individual‘s preferences and particular outcomes in
those cases in which the individual‘s right to self-determination is respected, and it
asserts that in a free society there ought to be some such cases. It provides us with a
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criterion of success for respecting individuals‘ rights. But what is it precisely that we
must recognize in order for ML to be satisfied? What is the structure of the sort of right
we must respect in order for the ML relation between preferences and outcomes to
obtain? And how must society be organized so that individual preferences within a
recognized personal sphere are indeed decisive?
We can answer these questions from a Hohfeldian perspective. Let us begin by
assuming that we are able to identify the options which ought to be included in an agent‘s
personal sphere (we will be able to jettison this assumption shortly). Our focus for the
moment will be on the legal rights which must be recognized and respected in order for
ML to be satisfied. First, and fairly obvious, is that it must be the case that the agent has
a liberty-right to act on his preference for x over y (for reading the novel over not reading
it, say), by choosing x (reading the novel). But a great deal more than this is required.
The agent must have a claim-right against every other member of the society that they not
interfere with his reading the novel (with appropriate qualifications—that they not
interfere with his reading during his own leisure time, say). Now suppose that someone
does interfere—by spotting him reading this novel in the park and confiscating it from
him. There must be someone with the power to impose on the confiscator the duty to
return the book, and to enforce that duty. The agent must be at liberty to petition this
person to exercise that power. And, we might further insist, the one who has this power
must have a duty to exercise it in this way, once he has determined that our agent‘s claim
right has been violated. And perhaps the agent must, in addition, have immunities
protecting his liberty to read the novel, his claim-right against interference by other
individuals, and his liberty to seek redress should that claim-right be violated.
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The Hohfeldian and social choice-theoretic approaches to rights, then, are
complimentary in an important way. Social choice theory specifies what ought to happen
when society is organized so that the freedoms of its members are properly recognized
and respected. Hohfeld‘s analytical framework then allows us to sketch the structure of
the required social organization. This framework also enables us to answer the question
of what determines the appropriate contents of the personal sphere. They are those
options which the agent is morally at liberty to choose, and concerning which the agent
has a moral claim-right of non-interference, a right which a legitimate authority would
have the normative power to protect and enforce, etc. The purpose of the following
chapters is to explore the grounds for the moral rights, freedoms, and duties of
individuals within a society, including the duty to comply with legitimate authoritative
directives, as well as the ground and appropriate limitations of the authority to create new
moral duties and to enforce existing moral rights and duties. The theory that emerges
will provide a cogent account of the moral basis for a scheme of social organization that
respects the moral rights and freedoms of individuals within the context of establishing
equal opportunity for well-being.
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Chapter 5
Rights, Reasons and Legitimate Authority355
I: Introduction
In order for the State to pursue a perfectionist approach to distributive justice,
some coercive measures—if only in the form of a redistributive scheme of taxation
backed up by a system of penalties—are required. All acts of coercion require
justification. Sometimes the fact that the good that will result from the coerced act
outweighs the harm to the person coerced is sufficient. But the justification for enforcing
a right must be more complex than this. One way in which we can be harmed by
coercion is by being deprived of the freedom to determine our own actions. That one
person has a right, however, implies that another is under a duty, and thus is not at liberty
to refrain from satisfying the interest protected by the right. The justification for
enforcing a right, then, must demonstrate that the violator lacks this freedom in this
particular case, rather than showing that the harm of violating this freedom is outweighed
by some other good. Any theory that explains why individuals have rights must also
explain why the right-holder and/or members of his community have this particular sort
of justification for enforcing his rights. This follows from the fact that rights just are the
sort of thing whose enforcement is justified in this way; that is part of what needs to be
explained. Let us call this the justification constraint on theories of rights.
In a political society, the appropriate agent for enforcing rights is a political
authority. If such an authority is legitimate, he does not merely have the power to
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enforce the rights of others on their behalf. He normally also has a moral right of his own
that those subject to his authority obey his directives, and depending on the scope of his
authority, these directives may not be limited to orders to satisfy violated rights. My
ultimate goal is to explain, in a way that satisfies the justification constraint, why a
legitimate authority has such a right. I begin by offering a new account of the ground of
moral rights, and then turn to the question of justifying legitimate authority. I follow the
meticulous argument of A. John Simmons in condemning as hopeless all attempts other
than the Contract Theory at establishing a political obligation—as opposed to a moral
duty—to obey the state.356 Since, as Simmons also argues, the Contract Theory is
practically inapplicable, I focus on grounding a moral duty to obey the directives of a
legitimate authority, and the right to compliance of such an authority. Raz‘s Normal
Justification Thesis explains under what conditions those subject to an authority have a
moral duty to obey his directives, but does not address the issue of an authority‘s right to
compliance with his directives. With my theory of rights as a foundation, I argue for an
teleological justification of authority that explains why legitimate authorities have a right
to compliance, thus yielding a fuller and more plausible account of legitimate authority.
II: Laying the Groundwork
A. Background
I begin with a few conceptual points about rights, duties and interests. My
discussion of rights is limited to moral claim-rights. Person A has a moral claim-right
that person B  if, and only if, (1) B has a moral duty (or obligation—see below for the
distinction) to A to  and (2) B‘s duty to  is justifiably enforceable. For the duty to be
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justifiably enforceable means that there is (a) some attainable state of the world in which
there would be (b) some morally justifiable way for (c) some person or group to enforce
the duty. Condition (2) is required because, as Matthew Kramer points out in his
exegesis of Hohfeld‘s jural relations, ―A genuine right or claim is enforceable.‖357 That
claim-rights are justifiably enforceable is what distinguishes them from mere demands,
even demands that someone do what he in fact has a duty to do.358 If this is correct (and I
am inclined to think that it is), we cannot say that one person has a moral right against
another unless, were that right violated, it would be possible for the right to be justifiably
enforced.
One need not, however, endorse this conceptual thesis in order to hold the view
that we should not say that someone has a moral right unless that person‘s claim is
justifiably enforceable. There is a moral argument, recently articulated by Raymond
Geuss and further developed by Susan James, for restricting our attribution of rights in
this way.359 The basic premise of the argument is that ‗rights are best understood as
practical entitlements which make a difference to the lives of those who hold them‘.360 If
that is the best way to understand rights, then to insist that some person or group has a
right to receive some benefit when there is no way for that purported right to be
justifiably enforced is empty rhetoric; and in many cases it amounts to ‗a bitter mockery
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of the poor and needy‘.361 Enforceable rights are the only sort that are capable of making
a real practical difference to people‘s lives. And there is something morally and
politically perilous about claiming that someone has a right whenever there is some
benefit that we think he ought to be provided with.362 Doing so allows us to insist that we
recognize the basic interests of all people, and this sounds like some sort of moral
achievement. But this practice may distract us from two morally significant facts. First,
the political systems under which many people live fail to secure for their citizens the
possession of enforceable rights, even while they declare that they recognize those rights.
Second, in some cases there is no one who could plausibly be identified as the bearer of
an enforceable duty to provide another person with some important benefit. In these
cases, claiming that those in need are right-holders does nothing to bring us closer to a
social arrangement in which their needs are met. Those who are unconvinced by the
Hohfeldian conceptual claim or by this moral argument may take me to assume that
moral rights are justifiably enforceable, and consider my argument to incorporate that
assumption.
The right and the duty that can be justifiably coerced are correlative: one exists if,
and only if, the other does. A claim-right is thus always a right held against some
distinct person or group, the bearer of a duty to the right-holder. A few points are worth
noting. First, this definition is neutral with respect to the explanatory relation between
correlative rights and duties. It does not imply that we have duties in virtue of the rights
of others, or vice versa. Second, many traditional ‗rights‘ do not fall within my use of the
term, most notably the civil liberties (though rights that others not interfere with one‘s
361
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exercise of one‘s liberties are included). Finally, not every moral duty need have a
correlative right. Only those duties one can be justifiably coerced into fulfilling do. I
will occasionally refer to such duties simply as ‗correlative duties.‘
Like Raz, I hold that someone‘s interests are aspects of his well-being—her
formation, pursuit and achievement of valuable goals and relationships.363 Advancing
one of his interests makes a constitutive contribution to his well-being. I also agree with
Raz that a duty is a pre-emptive reason364 for a distinct person or class to perform an
action. A pre-emptive reason for action is both a reason to perform some act (this is its
first-order component) and a reason to disregard other reasons that compete with its firstorder component (this is its second-order ―exclusionary‖ component).365 Any reason
with this structure is a protected reason for action. A pre-emptive reason is a protected
reason with a first-order component that favors performing the act that is supported by
the overall balance of reasons.366
The exclusionary component of a pre-emptive reason captures the notion that
when one is under a duty, one lacks the liberty to do something. We are morally at
liberty to  so long as the reasons for -ing are accessible to us—though if those reasons
are outweighed, -ing will not be what we ought to do. Reasons, even if they are
outweighed, are accessible so long as they are not excluded; they are excluded when
there is sufficient second-order reason to disregard them—that is, when they fall within
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the scope of an exclusionary reason. For example, when one is given an order by one‘s
superior officer to execute a task in a certain way, the order is not just a reason to execute
the task in that way, which should be weighed against the reasons for executing it in other
ways. That one was so ordered is also a reason to disregard the reasons for executing the
task in other ways—the order is an exclusionary reason. To fail to recognize it as one is
to fail to take seriously the authority of one‘s superior officer.367 When all the reasons for
-ing are excluded, we then lack the moral liberty to . Moral duties are pre-emptive
reasons because when one is under a moral duty to  one both has a reason to that
accords with the balance of reasons (-ing, as one‘s duty, is what one ought to do) and
lacks the moral liberty not to since all the (already outweighed) reasons against -ing
are also excluded.368
I maintain the usefulness of distinguishing between obligations and duties. I
understand an obligation to be a protected369 reason that is created by a voluntary action
of the person who acquires the obligation. The typical example of an obligation is the
obligation to keep a promise. That one has promised to do something is not just a reason
to do it. The point of making a promise is to bind oneself so that one is not free to refrain
from performing the promised act, even for reasons that would be perfectly legitimate in
the absence of the promise. Promising accomplishes this by creating a reason to
disregard reasons that compete with the reason to do what one has promised to do;
367
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promises create protected reasons. No voluntary action, on the other hand, is needed to
generate a duty. Duties exist when the facts of the situation one finds oneself in are a
pre-emptive reason for one to perform an action. I do not claim that all rights are
correlative with duties. Some rights are correlative with obligations. In this paper, I am
concerned only with rights that are correlative with duties.
B. Status theories vs. Teleological theories
The difference between status and teleological theories is a difference in the
structure of the explanation each gives for the existence of rights. For status theories,
showing that someone has a right does not necessarily involve demonstrating that having
that right is, or is likely to lead to, a benefit for the potential right-holder. A status
theorist‘s argument that someone has a right begins by observing that the potential rightholder possess certain essential properties—usually the properties of rationality,
autonomy, and dignity—and then attempts to establish the existence of a right based on
the possession of these properties. teleological theories, on the other hand, take it that
demonstrating that a right is or is likely to lead to a benefit for the potential right-holder
is necessary for establishing that he has that right. Teleological theorists may of course
view the development, preservation, and exercise of one‘s rationality, autonomy, and
dignity as valuable, and thus as potential grounds for rights. They may even view it as
essential to human beings that we have an interest in exercising these characteristics.
Nonetheless, for the teleological theorist it is not the fact that we possess these
characteristics, but the fact that we have an interest in exercising them—that doing so
constitutes a benefit to us—that is the ground of rights that would enable us to exercise
them.
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Contemporary status theories give a contractualist explanation of the existence of
rights.370 They claim that rights exist in virtue of a binding moral contract between all
rational autonomous agents, a contract that entitles each agent to make certain demands
of the others. In the contract, each member of the moral community also commits to
enforcing the legitimate demands of the others. It is the fact that the agents are rational,
autonomous, and equal in dignity that gives them standing to enter into such a contract,
and the terms of the contract are those that would be reached by agents who viewed each
other solely as beings possessing these properties. These essential properties thus serve
as the ground of the contract that establishes the rights of the agents. Though it is only
hypothetical, the contract is taken to be binding because it is one we all would agree to if
we treated each other solely on the basis of our moral standing as rational autonomous
agents, and thus it is the moral standard to which we should be held. This account does
satisfy the justification constraint. Each agent lacks the liberty to refuse to meet the
legitimate demands made on them, since they are all bound by the contract. The other
parties to the contract would thus not have to weigh a violator‘s interest in selfdetermination against the good of securing the right held against him in order to justify
coercing him. The fact that the violator is a party to the moral contract is then supposed
to be sufficient to outweigh any other reasons against coercing him. The contract that
establishes rights thus provides just the sort of justification for enforcing those rights that
we are looking for—it provides a justifying reason for coercion that undermines, rather
than outweighs, the coerced person‘s interest in being free to determine his own actions.
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One of the reasons for rejecting a contractualist status theory is the fact that such a
theory must employ this hypothetical moral contract. Many objections have been made
to this, and it is not my purpose to discuss them here or to add any new ones. My goal is
to argue that a teleological account, which need not employ such an exotic theoretical
apparatus, can satisfy the constraint just as well. I begin by examining Raz‘s influential
version of the teleological theory and arguing that no view with its structure can meet the
constraint. According to Raz, the value of someone‘s having a right, which derives from
the value of satisfying the interest which the right would protect, explains why that
person has the right.371 Not every interest‘s satisfaction, however, has a value that is
sufficient to ground a right of the interest-holder. Raz identifies three features common
to interests generally thought fit for protection by rights: the interests are especially
important to the interest-holder, they are ―relevant to some person or class of persons so
that they rather than others are obligated to the right-holder,‖372 and advancing them
―serves[s] the common or general good.‖373 He argues that these features make the value
of satisfying an interest great enough to ground a right.
Raz takes the first two of these features over from Mill, who in turn followed a
venerable tradition in the English common law. Mill‘s utilitarianism is not essential to
his theory of rights; whatever criterion for the rightness of action one uses, one may
begin, as Mill does, with the observation that we are not duty-bound to perform the right
action in every case.374 Mill uses the features of importance and relevance to identify the
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class of right actions which we are under a duty to perform,375 and then, like my theory,
grounds rights on duties.376 Raz‘s theory and my own are two alternate ways of
developing Mill‘s theory into a more satisfactory theory of rights. Raz reverses the
priority of duties and rights, whereas I side with Mill on this point. Both Raz and I
provide our own interpretations of Mill‘s features, and add additional ones.
The first of these two features picks out especially valuable interests, the ones
whose satisfaction makes enough of a difference to the interest-holders to make them
candidates for protection by rights. The second feature is necessary because every right
is a right against some particular person or group, so there must be some person or group
that is particularly relevant to the interest‘s satisfaction against whom a right protecting
that interest would be held. Raz‘s important and original contribution is in observing that
the value to the interest-holder of satisfying an interest is often insufficient to justify
recognizing a right that the interest be protected. Rights are grounded, he argues, only
when satisfying the interest also contributes to the common good, when there is a
―harmonious relationship‖ between individual and public interest.377 In this case, the
combined value to both the interest-holder and the public is sufficient to justify securing
the interest coercively, and thus to ground a right. Having derived rights from interests,
Raz then derives duties from rights. He claims that rights are ―intermediate conclusions
in arguments from ultimate values to duties.‖378 Rights are thus a ground of duties, ―a
reason for judging a person to have a duty, and…reasons for imposing duties on him.‖379
Raz acknowledges that duties may have grounds other than rights, but notes that the
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duties grounded on rights are significant among duties, in that all duties owed to
individuals to advance their interests are grounded on rights of those individuals.380
There are two problems with Raz‘s account. The first is fairly easy to remedy.
We are not always justified in coercing someone who is in a position to do a great good
but is unwilling to do it, even if the act in question would advance the common good as
well as the good of some particular individual. A fourth feature, which I will discuss in
the next section, must be added to Raz‘s list: the negative social impact of securing an
interest of that type coercively must not outweigh the good, to both the interest-holder
and the public, of the interest‘s satisfaction.
The second problem, however, is a deep structural one, and it confronts the
Razian view (or any view with a similar structure) with a dilemma. The great value of
satisfying an interest with the four features just discussed gives the interest-holder and his
community a strong reason to secure his interest coercively if necessary. This value will
likely outweigh the harm of coercion, including the harm to the person coerced of being
deprived of his freedom to determine his own actions. But now we have run afoul of the
problem we started with: this is the wrong sort of justification for enforcing a right. In
order to escape this horn of the dilemma, the teleological theorist must argue that the
interest-relevant in this case is not morally free to refrain from satisfying the interest. He
must thus argue that the interest-relevant has an exclusionary reason. Let us try to
modify the Razian view in this way, and say that (1) the great value of satisfying an
interest with the four features will only ground a right if that interest also grounds an
exclusionary reason for the interest-relevant to disregard all reasons not to satisfy the
interest. Then the ground of the right would also ground the right sort of justifying
380
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reason for enforcing the right, and the constraint would be met. But now we must
remember Raz‘s claims that (2) when duties are correlative with rights the duties are
derived from the rights, and that (3) duties are pre-emptive reasons. For the Razian to
maintain all three of these claims, he must argue that only once a right against the
interest-relevant has been grounded does the overall balance of first-order reasons favor
the interest-relevant advancing the interest protected by the right. The right would then
be part of the ground of the pre-emptive reason to advance that interest, and thus be part
of the ground of the correlative duty.
I will show that such a position is untenable. An interest cannot ground the
needed exclusionary reason without also grounding a first-order reason consistent with
the overall balance of reasons. In grounding the exclusionary reason, therefore, the
interest actually grounds a duty. This is the second horn of the dilemma: in order to
satisfy the justification constraint, the Razian must argue that the great value of satisfying
an interest with the four features can only ground a right if that interest first grounds a
duty for the interest-relevant to satisfy it. This violates the Razian priority of rights. The
grounding of a duty to advance an individual‘s interest is here part of the explanation of
why that individual has a right, rather than the other way around.
That a Razian view suffers from this structural flaw will become clear as I
develop my own theory. In doing so, I will embrace the second horn, and endorse the
explanatory priority of duties. I will first give my own, more precise account of the
content of the three features Raz discusses. I will argue that interests ground pre-emptive
reasons for the interest-relevant to advance them in virtue of possessing these features. I
will then argue that interests with all four features ground justifiably enforceable duties—
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duties whose fulfillment should be secured coercively, and which are correlative with
rights. The justification for this coercion undermines, rather than outweighs, the coerced
person‘s interest in being free to determine his own actions, and outweighs all other
reasons against coercion. The argument that interests ground such duties will not assume
that the interest-holders possess any rights. I will argue that individuals have rights
simply in virtue of being owed these duties, and that enforcing these rights is justified just
insofar as exacting these duties is justified. Since exacting these duties is justified in the
right way, this explanation of the existence of rights satisfies the constraint. Finally, I
will address Raz‘s arguments that when duties are correlative with rights, the duties must
be grounded on the rights. By giving duties explanatory priority, we can keep interests at
the root of the explanation of why we have rights and succeed in justifying the
enforcement of rights.
III: From Interests to Duties to Rights
A. Interests as a ground of duties
My claim that some interests ground duties is just the claim that some interests
ground pre-emptive reasons for distinct persons or classes to satisfy them. To establish
this claim I must argue for three points. First, that some interests ground first-order
reasons that normally outweigh competing considerations. These are important interests.
Second, that some important interests ground stronger reasons for some distinct person or
class to satisfy them than they do for others outside that class. These interests are both
important and relevant. And third, that some important and relevant interests ground
exclusionary reasons to disregard all competing considerations. There is a fundamental
difference between my approach to developing a teleological theory and the approach of
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Raz and other teleological theorists. Interests are a ground of both value and reasons. An
interest is a ground of value insofar as a state of the world in which someone‘s interest is
satisfied is, ceteris paribus, a good one. An interest is a ground of reasons insofar as the
fact that someone has an interest in some act being performed is, ceteris paribus, a reason
to perform that act. As we have seen, teleological theorists typically focus on interests as
grounds of value, and attempt to ground rights on that value. I focus on interests as a
ground of reasons—and of duties specifically—and then ground rights on those duties.
The first feature an interest must have if it is to ground a duty is importance to the
interest-holder. As pre-emptive reasons, duties are reasons to do what is supported by the
overall balance of reasons. If a duty to advance someone‘s interest exists, that interest
must ground a reason to advance it which is normally sufficient to outweigh competing
considerations to perform some other act instead. I define an important interest as one
that grounds such a reason. I will address the few cases in which a reason grounded on
an important interest can be outweighed by a reason not so grounded. Because these
cases exist, interests cannot successfully ground duties without the other features
discussed below. Nonetheless, importance to the interest-holder is a necessary feature,
and a natural place to start, for grounding duties. To give content to this notion of
importance, what we need are some criteria for determining whether an individual‘s
interest is capable of grounding this sort of reason. Raz‘s account offers little help here,
telling us only that important reasons are especially valuable to the interest-holder.
A plausible place to begin is with interests whose satisfaction is necessary to the
interest-holder‘s pursuit of his valuable projects and goals. Given that our resources are
finite, a reason to advance one person‘s well-being often competes with other good
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reasons for action. These competing considerations may take the form of agent-neutral
reasons to advance the interests of some other person, agent-relative reasons to advance
the interests of oneself or of those close to one, or obligations to perform some other
action. Suppose that A and B each have some interest, that I am capable of advancing
either but not both, and that each interest grounds only an agent-neutral reason for me to
advance it (we will involve agent-relativity when we come to the feature of relevance). I
want to know which one I have more reason to advance. Now suppose that satisfying
A‘s interest, by -ing, is required for his (continued) pursuit of his valuable projects and
goals, while satisfying B‘s interest, by -ing, will contribute to his well-being but is not
necessary to it. This is a start, but B‘s interest could still very well ground a stronger
reason for me than A‘s. A‘s interest could be one which he should satisfy for himself.
This will be so if A can and either (1) A has an interest in A’s -ing (over and above his
interest in someone -ing), or (2) -ing would involve no significant sacrifice for A. So
let us further assume that A cannot  or that -ing would be a significant sacrifice for
him. The next question is whether it is A‘s fault that he is in this position, whether his
inability to satisfy this interest is due to his own recklessness or negligence. If not, then
A‘s interest will normally outweigh B‘s. If it is A‘s fault, then the last thing we need to
know is whether this is an interest which must be satisfied if A is to lead any sort of
valuable life, regardless of whether that life accords with his own plans and goals. This
would be an interest in the bare necessities for leading a worthwhile life, and would again
normally outweigh B‘s interest.
So we can draw a preliminary conclusion. An important interest is one which (1)
(a) is necessary to the interest-holder‘s (continued) pursuit of his valuable projects and
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goals, (b) the interest-holder cannot satisfy for himself without significant sacrifice and
(c) the interest-holder‘s inability to satisfy is not his fault; or (2) is an interest in the bare
necessities for leading a worthwhile life which the interest-holder cannot satisfy for
himself. To these two I must add a third: if satisfying A‘s interest is necessary to his
well-being and A should satisfy it for himself, then A has an important interest in not
being prevented from doing so even if B‘s interest could be advanced by such
interference. In this case too, the reason grounded on A‘s interest will normally outweigh
the one grounded on B‘s. I persist in claiming that if A‘s interest is important and B‘s is
not, A‘s interest will only normally outweigh B‘s. B‘s interest might ground an agentrelative reason for me, or the common good might be advanced by the satisfaction of B‘s
interest more than by the satisfaction of A‘s despite the lesser impact on B‘s own wellbeing. I address these cases below.
We now have to ask whether only interests that are necessary to the interestholder‘s (continued) pursuit of his valuable projects and goals meet the definition of an
important interest. It seems not. In addition to one‘s current projects, there are the
numerous other valuable projects that one could incorporate into one‘s life, whether at
present or in the future, and whether in addition to or in place of one‘s current projects.
So long as one has not incorporated a project into one‘s life, one cannot be said to have
an interest in achieving its end, and one‘s interests will not ground reasons for others to
help one achieve that end. But provided that it is a project one could incorporate into
one‘s life, one does have an interest in not being prevented or prohibited by others from
pursuing it. This is just one‘s interest in exercising some degree of control over the
course one‘s life takes, and in determining which valuable ends to dedicate oneself to.
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This too is an important interest. Normally, if one of B‘s interests could be advanced by
violating this interest of A‘s, the reason to advance B‘s interest will be outweighed. The
interest in being free to determine one‘s valuable ends thus joins the ranks of important
interests.
The second feature an interest must have in order to ground a duty is relevance to
a distinct person or class. When an interest has the feature of relevance, it grounds a
stronger reason for a distinct person or class to advance it than it does for anyone outside
that class. Let this be our definition of relevance. Since all duties have bearers, only
interests with this feature can ground duties. There may be several individuals who are
capable of satisfying someone‘s important interest; that interest can only ground a duty if
it grounds an especially strong reason for someone in particular to advance it, so that this
person could be identified as the bearer of the duty. In my account, then, relevance
actually plays a role in shaping the sort of reason that is grounded on the interest.
Contrast this with its role in theories that attempt to ground rights on the value of
satisfying interests. There, the fact that someone is relevant to the interest‘s satisfaction
has no impact on the value of satisfying it, which is what is supposed to ground the right.
That the interest must also be relevant to someone is added ad hoc because a right must
be held against someone. As with the feature of importance, we need some precise way
of determining when an individual or class is relevant to satisfying an interest.
There are two main ways in which one can be interest-relevant. The first is by
being singled out by an interest. A is singled out by B‘s interest if B has an interest not
only in someone -ing, but in A -ing. For example, children have important interests in
being cared for in all sorts of ways. But over and above these interests, they have
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interests in being cared for by their parents in particular. These interests single their
parents out. A child whose parents fail to care for him may still be well cared for, but
nonetheless he has interests that have not been met. Being singled out in this way,
parents have a stronger reason to care for their children in particular than they do to
contribute to the care of others. In this case the interests ground agent-relative as well as
agent-neutral reasons; some of the reasons grounded by the interests cannot be specified
without reference to the agent for whom they are reasons.
An interest need not ground an agent-relative reason for there to be some distinct
person who is relevant to its satisfaction. The second way in which one can be relevant
to satisfying an interest is by being especially well-situated to satisfy that interest. To be
especially well-situated is to be either necessary to the satisfaction of an interest, or to be
significantly more likely to succeed in satisfying it (or in satisfying it to a greater degree)
than anyone else, on account of one‘s resources, abilities, or proximity to the interestholder (rather than on account of being singled out by the interest). Suppose someone
were to faint at a party at which only one guest was a medical doctor. The person who
fainted has an interest in being looked after, and this interest grounds an agent-neutral
reason for someone to look after him. Everyone at the party has this reason to do so. But
the doctor, in virtue of his special training, has a much stronger reason than anyone else
to be the one who looks after him—only he has a reason to insist that he be the one who
looks after him. Here, there is a distinct person who is relevant to the interest‘s
satisfaction, even though the interest does not ground an agent-relative reason.
In discussing importance, I placed a restriction on A‘s and B‘s interests that they
only ground agent-neutral reasons for someone else to advance them. I can now lift that
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restriction. If A‘s important interest is also relevant to some distinct person or class, then
the reason for that person or class to advance A‘s interest will normally outweigh the
reason for that person or class to advance B‘s interest, even if they are also relevant to
satisfying B‘s interest. One great benefit of my account is that it allows us to delineate a
plausible limit to how much partiality is morally permissible. Suppose B is a close friend
or relative of mine with a non-important interest that I in particular do something for him.
Alternatively, B could be me myself, in a position to advance my own interest. The
agent-relative reason this interest grounds for me may outweigh a stranger‘s important
interest which I am also capable of satisfying. But if I and only I am well-situated to
satisfy the stranger‘s important interest, then even my agent-relative reason is
outweighed. My view also provides plausible guidance concerning the permissibility of
violating obligations. Obligations, as I have defined them, are agent-relative reasons—if
I make a promise to B to , my reason for -ing is that I promised to do so. If the action I
promised to perform does not advance one of B‘s important interests, however, and
keeping that promise would prevent me from advancing an important interest of someone
else to which I am relevant, then it is morally permissible for me to break my promise.
Though the promise is a protected reason, and excludes some competing reasons (such as
my reasons to spend the day relaxing at home) its exclusionary scope does not capture all
competing considerations. Competing reasons that are grounded on interests with the
features of importance and relevance are an intuitively plausible set to place outside an
obligation‘s exclusionary scope, when that obligation does not concern an important
interest. If A‘s interest is both important and relevant to me, there is then only one
scenario in which the balance of reasons will tip in favor of satisfying B‘s non-important
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interest. That is if satisfying B‘s interest makes a greater contribution to the common
good than does satisfying A‘s interest, despite the lesser impact on B‘s own well-being.
This brings us to the third feature.
The third feature Raz identifies is that of contributing to the common good. That
satisfying an interest merely contributes to the common good, however, is not enough for
that interest to ground a duty (and not enough for the value of satisfying that interest to
ground a right, as Raz believes). The interests that ground duties—or at least, that ground
duties which are candidates for coercive enforcement381—are the ones whose satisfaction
is necessary to the flourishing of society. The reason for this additional restriction is that
in order to ground a duty (or, on the revised Razian account, a right), an interest must
ground an exclusionary reason for someone to advance it. I will first argue that interests
whose satisfaction is necessary to the common good ground exclusionary reasons. Then I
will argue that interests with all three of the features I have discussed ground first-order
reasons that are supported by the overall balance of reasons, and thus that interests with
these features ground duties. Once this has been established, I will argue that despite
grounding duties, interests with only these three features fail to ground rights.
Here is a (fairly Aristotelian) argument that interests ground exclusionary reasons
when their satisfaction is required for society to flourish. That the interests in this class
be satisfied is a requirement for a society to function well, for the collective life of that
society to be a healthy one. For (almost) all of us, part of leading a good life is leading a
social life. If society is not functioning well—due to wide-spread violence, disorder,
discrimination, poverty, or what have you—it will be impossible for many, if not all, of
the members of that society to lead healthy social lives. Since this is part of leading a
381
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good life, living in a well-functioning society is a condition of possibility for leading a
good life. Now, it may be possible in a particular instance to advance one person‘s
interest by violating another‘s even when the latter interest is of the sort that must in
general be satisfied for society to flourish. But to violate an interest of this type is to
undermine the healthy functioning of society, and thus to undermine part of what makes
any good (non-solitary) life possible. That violating these requirements undermines what
makes a good life possible is a reason not to act on the reasons to advance one
individual‘s well-being when doing so conflicts with these requirements. Acting for
reasons of that type undermines that for the sake of which one would act for reasons of
that type. This is itself a reason not to act for those reasons. Therefore, interests whose
satisfaction is necessary to a flourishing society, in virtue of that necessity, ground not
only reasons for others to advance them, but also reasons not to act for competing
reasons, even when the competing reasons are grounded on other genuine interests.
These interests, moreover, also ground reasons for the rest of society to actively
discourage their violation, and to blame and censure those who do violate them.
An interest possessing the three features I have discussed will ground a reason
that outweighs any competing agent-neutral or agent-relative reason grounded on a nonimportant interest, and any obligation to advance a non-important interest, even if acting
for the competing reason would also contribute to the common good. It will, moreover,
outweigh such reasons even if they are likewise grounded on important interests, so long
as acting for them is not also necessary to the common good. Therefore, a reason with
these three features will only fail to ground a first-order reason supported by the overall
balance of reasons when it conflicts with another reason possessing all three features. In
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such a case, there may be no one action one ought to perform, all-things-considered. Or,
if one of the conflicting reasons is agent-relative but the other is not, the agent-relevant
reason may win out. But in either of these cases of conflict, the crucial point is that
neither a duty nor a right will be grounded: since both interests are necessary to the
common good, neither reason will exclude the other, and the agent caught in the conflict
will be morally free to act on either.382 So in every case in which an interest possessing
the three features fails to ground a duty by failing to ground the required first-order
reason, the interest must also fail to ground a right. And whenever an interest possesses
the features of importance and relevance and succeeds in grounding the exclusionary
reason required by the revised Razian account, that interest does ground a duty. I will
now argue that interests possessing only these features fail to ground rights despite
grounding duties, and thus that the grounding of a duty is an intermediate step in an
interest-based account of the existence of rights.
Coercion is not necessarily justified whenever a duty is violated. As Mill rightly
observed, some of them should be secured not through coercive means but through the
effects of ―the opinions of [our] fellow creatures.‖383 Duties grounded on interests with
these three features should at least be secured through non-coercive social pressure. But
not all of them should be coercively exacted. It is possible that a society would fare even
worse if all such duties were exacted than it would be if it tolerated occasional failures to
fulfill some of them, and sought to minimize these failures through customary norms.
This is the first flaw in Raz‘s theory. Interests with only the first three features do not
382
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ground a sufficient reason for coercion when they are violated, and so possessing these
three features is insufficient for an interest to ground a right. This is why I add a fourth
feature to Raz‘s list. In some cases, coercing those who fail to do their duty has a
negative social impact that outweighs the benefit, to both the interest-holder and the
public, of securing the duty. For an interest to ground a justifiably enforceable duty, this
must not be the case.384
Let me illustrate this point with an example. A democratic government has a
moral duty to permit each of its citizens to vote, and to protect their exercise of that
liberty, regardless of their sex, race, or religion. Suppose such a government fails to do
this. We want to know whether this duty can be justifiably exacted from the government.
If it can be, the disenfranchised individuals, along with those who support them, will
have to exact it from the state themselves. Civil disobedience may not be enough to
accomplish the task—some coercive measures may be necessary. There will thus be a
cost associated with exacting the duty. Some level of social disruption will follow. In a
case like this, however, the duty is enforceable. The cost in social disruption is
outweighed by the harm of continuing to disenfranchise a segment of the population.
The situation is intolerable. The exactability of the duty is of course qualified; the harm
caused by continued disenfranchisement does not outweigh all possible coercive means
to exact the duty, however extreme. But the duty is enforceable nonetheless.
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Contrast this duty with the duty we each have to show a minimal level of respect
for the differing cultures, ethnicities, and religions of those around us. A society in which
this duty is not fulfilled is not a healthy one. But to live in a society that punishes
everyone whose actions express prejudice is worse than to live in one that tolerates such
views up to a point and attempts to minimize them by non-coercive means. I do not
mean to deny that there is some level of respect that is enforceable. I am only claiming
that it is possible to fail in one‘s duty of respect without there being sufficient reason to
exact the duty. This is so even though I ground duties on interests whose satisfaction is
essential to a flourishing society. A community can make some group within it feel so
unwelcome—without making them feel that they are ever in any danger—that all
members of the group gradually move somewhere else. Their actions make it impossible
for all the members of that community to live together, by denying some members
entrance into the life of the community. They fail to fulfill an important duty and thus do
a great wrong. It is entirely appropriate that they be discouraged from, and censured for,
doing so. But it is doubtful whether it would be possible to for a society to use coercion
to discourage and correct such behavior without thereby creating an atmosphere in which
its members fear persecution for expressing disapproval of others, which can be perfectly
legitimate. In this case, then, coercion is unjustified even though an interest with the first
three features is violated. The value of satisfying such interests cannot, as Raz claims, be
sufficient to ground rights.
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An interest with all four of these features not only grounds a duty, it grounds a
duty whose fulfillment can be justifiably coerced.385 The justification, moreover, satisfies
the constraint. The bearer of the duty is not morally free to refrain from satisfying the
interest—the interest grounds an exclusionary reason for him to disregard any reasons
that compete with his reason to satisfy the interest. So there is no valid objection to
coercion based on his interest in being free to determine his own actions. In virtue of
possessing the fourth feature, the interest grounds a reason for coercion which outweighs
any remaining reasons against using coercion. In grounding enforceable duties on
interests, I have nowhere assumed that the interest-holders possess any rights to have
their interests satisfied. By the correlativity of rights and duties, for one to be owed a
duty whose fulfillment can justifiably be secured with coercion implies that one has a
right against the duty-bearer. It follows that the existence of rights can be explained in
terms of interest-holders being owed duties grounded on interests with these four
features. The ground of these duties also grounds the right sort of justifying reason to
exact the duties, and so enforcing their correlative rights is likewise justified; the first
justification is tantamount to the second.
We can now see that the second flaw in Raz‘s theory, which I introduced at the
end of the last section, is a deep structural one present in any teleological theory with a
structure similar to his. Recall that Raz makes three claims: 1) rights are grounded on the
value of satisfying the interests they protect; 2) when duties are correlative with rights,
the duties are based on the rights; and 3) duties are pre-emptive reasons. There is good
reason to accept the third claim, and I do accept it. We saw that to satisfy the justification
385
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constraint, the first claim would have to be modified, so that a right would only be
grounded if the interest also grounded an exclusionary reason for the interest-relevant to
disregard any reasons against satisfying it. In order to preserve claim 2), the Razian
would then have to argue that a reason to advance the interest that is supported by the
overall balance of reasons is not grounded until the right is grounded. But I have shown
this claim to be false. An interest that meets Raz‘s criteria (of important, relevance, and
contribution to the common good), and grounds the required exclusionary reason (by
being necessary to the common good), also grounds a first-order reason that is supported
by the overall balance of reasons. That is, the interest grounds a duty. An interest with
only the first three features, furthermore, fails to ground a right even though it succeeds
in grounding a duty. A right does not come into existence until a justifiably enforceable
duty is grounded by an interest possessing all four features. So we cannot explain the
existence of rights by appealing to the interests rights protect without establishing, as an
intermediate step, the fact that those interests ground duties. My theory reverses the
usual order of explanation between rights and duties, and succeeds in explaining the
existence of justifiably enforceable duties—and thus in explaining the existence of
rights—in a way that satisfies the justification constraint.
B. Defending the direction of explanation
In addition to justifying the enforcement of rights, there is another advantage my
theory has over one like Raz‘s, which attempts to ground rights on the value of satisfying
interests. Raz and I agree that rights are not absolute. In my case, this is because an
interest that grounds an enforceable duty in one set of circumstances may fail to do so
under other circumstances in which the interest does not possess the fourth feature. For
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Raz, the interests that normally ground a right may be defeated by stronger opposing
considerations.386 When a right is defeated, the force of the interests on which the right is
grounded are weakened or overcome—when this happens, ―no one could justifiably be
held to be obligated on account of those interests.‖387 Duties collapse along with the
rights that justify them. This is a consequence of claiming that duties exist in virtue of
rights. Though Raz acknowledges that not all duties are based on rights, those that are—
the duties to advance individuals‘ interests—must fall with the rights on which they rest.
If conflicting considerations lead us to deny that someone has a right to something,
because his interests cannot support a right, we must also deny that those interests ground
a duty to her. If we wanted to maintain the existence of a duty, we would have to find
some other way to ground it. This is an undesirable result. We should be able to
acknowledge that someone‘s right is defeated in a particular case without denying the
force of the interests on which that right usually rests and without denying that those
interests are still capable of grounding a duty. Since my theory claims that rights exist in
virtue of duties, it has the happy consequence that a claim to a right can be defeated
without eliminating the corresponding duty. We can recognize what we owe to each
other even when it is not for the best to recognize a right to what is owed.
Raz has two arguments for the claim that when a duty corresponds to a right, the
duty exists in virtue of the right. Neither argument undermines the view I am offering, so
I will only address them briefly. The first is that ―one may know of the existence of a
right and of the reasons for it without knowing who is bound by duties based on it or
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what precisely are those duties.‖388 Raz gives the example of a child‘s right to education:
we may know that children have a right to education without knowing what sort of
education or who has a duty to provide it. Raz claims that even if knowledge of the
content of a right is incomplete, it still counts as knowledge that someone has a particular
right.389 One cannot know of a duty, however, without knowing who bears it and to
whom it is owed. I do not wish to dispute any of this. This sort of epistemic priority is
not what I am interested in. The fact that rights have this sort of priority over duties does
not show that they have explanatory priority, which is what concerns me. There is no
inconsistency in claiming both that we have rights in virtue of being owed duties, and that
one may learn of a right‘s existence without also learning who bears the duty correlative
with that right. Raz goes on to argue that ―If a duty is based on a right, on the other hand,
then it trivially follows that one cannot know the reason for it without knowing of the
right (or without knowing that the interest which it protects is sufficient to be the ground
of a duty—which is the definition of a right).‖390 I do not deny that one cannot know the
reason for a duty without knowing that the duty protects an interest that is sufficient to
ground it. Instead, I am questioning the claim that rights are grounded on the value of
satisfying the interests they protect.
The second argument is based on the fact that rights are dynamic: what it means
to have a right to education, for example, may change over time.391 Raz makes the
further claim that ―With changing circumstances, [rights] can generate new duties.‖392
But we need not infer from the dynamic character of rights that rights give rise to duties.
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It is not because children possess a right to education that new duties toward them arise
with changing circumstances. Rather, with changes in circumstances come changes in
interests, and in whether a given interest possesses the features it needs to ground a duty.
Raz is correct that in a sense a right, such as the right to education, may persist through
these changes, even if the duties that correspond to it change. This simply indicates that
the duties grounded on the changing interests continue to give rise to what is at some
level of generality a right to education. The precise content of the right, however,
changes with the duties on which it rests. Changes in interests can also alter duties in
such a way that new rights emerge, or that old rights are extinguished. Interests, duties
and rights are all dynamic. This dynamic quality does not, however, support an
explanatory priority of rights over duties.
IV: Rights and Authority
My teleological theory of rights justifies the enforcement of rights. I now argue
that it also succeeds in explaining why a legitimate authority, the appropriate agent of
rights-enforcement in a political society, has a moral right of his own to compliance with
his authoritative directives. Joseph Raz‘s Service Conception of Authority is one of the
most influential contemporary accounts of the conditions under which the powerful
exercise their power legitimately. Raz has recently clarified and refined various aspects
of his view, and responded to many of the numerous objections to his position that have
accrued over the years.393 Problems do remain, however, which those of us who wish to
defend the Service Conception, or something very close to it, must address. My goal is to
resolve some of these problems by integrating the insights of the Service Conception into
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my broader framework for understanding moral rights and duties. After briefly
reviewing the content of the Service Conception, I introduce three problems which a
complete account of legitimate authority must answer, and which are not addressed by
Raz‘s view. By incorporating the main elements of the Service Conception into my
account of moral rights and duties, I construct a theory of legitimate authority with the
resources needed to provide solutions to the problems I introduce. I conclude by
resolving each of the problems from the perspective of this new theory.
V: The Service Conception
A legitimate authority is one who has ‗a right to rule, where that is understood as
correlated with an obligation to obey on the part of those subject to the authority‘.394 The
Service Conception attempts to give an account of the conditions under which an
authority‘s directives create duties for those subject to the authority to do what they have
been directed to do. It is important to note that the Service Conception is concerned with
the moral legitimacy of authority (as opposed to legal or political legitimacy). It
construes a legitimate authority as a practical authority who imposes moral duties on
those subject to his authority.395 A de facto authority‘s exercise of power is legitimate if,
and only if, his directives succeed in creating such duties. Raz understands de facto
authority as the power to exert direct influence over others‘ actions, combined with a
claim that one‘s authority is legitimate—i.e. that one is entitled to exercise that power.396
Legitimate authority is then a species of normative power: a legitimate authority is a de
facto authority who influences others‘ actions by creating new duties for them. A
legitimate authority creates new duties by issuing authoritative directives. By creating
394
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these new duties, the authority changes the normative situation of those subject to his
authority, rather than merely identifying the normative situation they are already in, or
pressuring them to do what they already ought to do. The authority‘s directives thus
make a difference to the normative situation of those subject to his authority, and it is in
making such a difference that his exercise of normative power consists.397
The Service Conception consists of three theses and a definition of ‗duty‘. The
three theses are the Dependence Thesis (DT), the Normal Justification Thesis (NJT), and
the Pre-emption Thesis (PT):
DT: Authoritative directives should be based on the balance of relevant
reasons that already independently apply to those subject to the
directives.398
NJT: Authoritative directives should make those subject to the authority
likely better to comply with the relevant, independently applying reasons
by accepting and following the directives as authoritative, rather than by
trying to follow the applicable reasons on their own. Demonstrating this is
the normal way to justify an exercise of authority.399
PT: If DT and NJT are satisfied, then the fact that an authority has issued a
directive is a reason to do what is directed which excludes and replaces (at
least some of) the relevant, independently applying reasons.400
These theses are then interpreted in the light of Raz‘s characterization of duties as preemptive reasons for action. According to the Service Conception, therefore, a legitimate
authority is a de facto authority whose directives create new pre-emptive reasons for
action, and thus new duties, for those subject to the authority.401
VI: Three Problems
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I think the Service Conception is correct, so far as it goes. I will not, therefore,
attempt to add to Raz‘s recent defense of it against the objections it has already faced.
My concern, rather, is with certain problems that any complete account of legitimate
authority must resolve, and which Raz‘s account does not address. I now introduce three
such problems.
A. Legitimate authority and enforceable duties
The first problem facing Raz‘s view concerns the nature of the duties that are
imposed by legitimate authorities. Practical authorities, at least within politically
advanced societies, act within legal systems. Their authoritative directives impose legal
duties and confer legal rights correlative with these duties. Fulfillment of these duties
can be exacted, coercively if necessary, by practical authorities through the use of legally
conferred powers. But when we seek to determine whether an authority is legitimate, we
are not concerned with the question of whether his authoritative directives succeed in
imposing legal duties according to the legal system within which he acts. We are
concerned instead with whether his directives create moral duties. The point that the
Service Conception overlooks in attempting to specify conditions under which moral
duties are created is the fact that unlike legal duties, moral duties are not necessarily
correlative with claim-rights, and are not necessarily justifiably enforceable through the
exercise of any power. To explain how authorities create moral duties, then, is not
necessarily to explain how they create justifiably enforceable moral duties or confer
moral rights.
We have already seen that unlike moral rights, there are many moral duties that
cannot be justifiably enforced. We do not simply understand legitimate practical
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authorities as authorities who create moral duties. We understand them as authorities
who create justifiably enforceable moral duties. When a duty generated by a legitimate
directive is violated, it is morally justified that the violator be compelled, coercively if
necessary, either to fulfill the duty or to give compensation for having violated it.
The Service Conception, however, merely specifies the conditions under which an
authority‘s directive creates a moral duty for the one subject to the directive. It fails to
make clear why such a duty is justifiably enforceable. If part of being a legitimate
practical authority is having the power to impose justifiably enforceable duties, as it
surely is, we should be able to explain what makes this the case. Such an explanation
will have two parts. It will first distinguish between those duties that can be justifiably
enforced and those that cannot, by articulating relevant differences in the pre-emptive
reasons for action that constitute duties of these types. It will then demonstrate that
directives issued by legitimate authorities ground justifiably enforceable duties. The
Service Conception does neither. The view I will develop succeeds in doing both. In
addition, legitimate authorities are normally morally justified in enforcing the duties
which they have imposed, coercively if necessary. A complete account of legitimate
authority must explain why they are justified in doing so; and as Raz acknowledges, the
Service Conception does not attempt to do this.402 My account will address this issue as
well.
B. Practical and theoretical authority
The second problem concerns the difference between practical and theoretical
authorities. A theoretical authority is an expert. The proclamations of theoretical
authorities on matters within their areas of expertise are pre-emptive reasons to believe
402
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the contents of those proclamations. Suppose, for example, that an international team of
climate scientists proclaims that the current rate of global warming will lead to a rise in
the sea level of 18cm-59cm by the year 2100.403 Climate science is an extraordinarily
complicated field, and a great deal of specialized training is required for one to correctly
gather and interpret the evidence that bears on the rate of climate change and the most
likely effects of that change. Even an intelligent, well-educated non-climate scientist
would have a much better chance of holding true beliefs about climate change by
accepting the proclamations of the experts as authoritative. To do so is not only to take
their status as experts as a reason to believe what they say; it is also to take it as a reason
not to weigh the evidence on either side of the issue for oneself. Recognizing them as
authorities is in part a matter of recognizing that one‘s own attempts to interpret and
weigh all the relevant evidence would be much less likely to succeed—would instead
likely result in error and confusion. The fact that the experts have reached a consensus
replaces the independent reasons on which that consensus is founded as the basis for the
average person‘s belief in the experts‘ conclusions.
Theoretical authorities do more than report their findings to the public; they also
advise on the best course of action to achieve goals related to their areas of expertise.
Climate scientists might determine, for example, that the most effective way for the
average American to combat global warming is to stop taking his car on trips that
measure less than 2km in total. They might then advise that all Americans do this as a
way to advance efforts to combat global warming. Raz observes that we do not consider
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merely theoretical authorities to have any authority over us.404 Though they may advise,
they are not entitled to command. They may provide us with pre-emptive reasons for
belief, and it may be true that if what we want is to achieve the goals to which their
expertise is relevant, we ought to accept what they say as authoritative. But they do not
provide us with pre-emptive reasons for action, as practical authorities do. They do not
impose duties on us. I think all this is perfectly true, but a complete account of legitimate
practical authority must explain why only practical authorities are capable of imposing
duties.
Raz‘s account fails to give such an explanation. To see this, let us consider the
following hypothetical example. Suppose the chairman of the Intergovernmental Panel
on Climate Change appears on television, orders the American people to stop taking their
cars on trips that total less than 2km, and claims he is entitled to give this order. We
should say, as Raz no doubt would, that his order is impotent—it does not impose on the
American people a duty to refrain from driving very short trips. But why so?405 Just as
the Dependence Thesis seems to require, the order he has given is (let us say) based on
the balance of relevant, independently applying reasons. And just as the Normal
Justification Thesis seems to require, those who are ordered are likely better to comply
with the balance of relevant independently applying reasons by accepting the order as
authoritative and following it, than they would be if they attempted to follow those
reasons on their own. Why then should the Pre-emption Thesis not hold in this case, and
a duty thus be imposed on those to whom the order is addressed?
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Raz does have a ready response to this concern.406 Insofar as the Dependence and
Normal Justification Theses concern de facto practical authorities, they set up the
conditions under which such authorities exercise their power legitimately. These theses
are meant to specify the conditions under which practical authorities create moral duties
of compliance. These theses do also specify the requirements for being a theoretical
authority. But merely theoretical authorities are distinguished from practical authorities
precisely by the fact that the former do not have the power to directly influence the
actions of others, and cannot create duties for others.407 This response, however, defers
the crucial question, rather than answering it. It is true that a merely theoretical authority
does not possess the power to directly influence the actions of others. What must be
explained is why power should be what accounts for the practical authority‘s ability to
impose moral duties on others through his directives, versus the theoretical authority‘s
lack of this ability. In the example above, the climate scientist claims to be entitled to
exercise authority over others, and succeeds in issuing a directive which, if accepted and
followed as authoritative, would lead its addressees to better comply with the relevant,
independently applying reasons. All he lacks is practical, effective power over them. It
is not immediately clear why the possession of power should make this kind of normative
difference—should enable the powerful to create duties, something which the expert
cannot do. The second problem facing the Service Conception is thus to provide a
plausible explanation of this difference.
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C. Pre-existing moral duties
The third problem concerns a thesis which the Service Conception aims to
undermine: what Raz calls the No Difference Thesis.408 This thesis states that the
directives of legitimate authorities make no difference to the normative situations of their
addressees. A legitimate directive simply tells its addressee to do what he ought to do
anyway. The Service Conception counters this by claiming that legitimate directives
replace the independent reasons for whatever action they direct, and furthermore, that
they replace these first-order reasons with a reason of a different kind—a pre-emptive
one. Authoritative directives thus ‗turn ―oughts‖ into duties‘, and in this way are
supposed to make a significant difference to the normative situation of their
addressees.409
Raz has recently responded to a challenge to the Service Conception which
focuses on the existence of moral reasons which are independent of authoritative
directives.410 Independent of any authoritative directive, it is the case that we ought not to
murder other people. Furthermore, it seems implausible to assert that the fact that we are
directed not to murder others replaces our independent reasons for not murdering them.
The best reason for not murdering others is not the fact that the law so directs; it is the
value of human life, or some similar consideration. Raz acknowledges that this point is
perfectly correct, and asserts that it is no problem for the Service Conception to admit
that individuals should sometimes be guided by independent reasons, rather than by the
directives of authorities. In these cases, he claims, the role of the directive is merely to
ground an exclusionary reason—a reason to ignore any reasons there may be which
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conflict with the reason we ought to act on.411 By serving this exclusionary function, the
directive turns an ‗ought‘ into a duty.
It is not merely the case, however, that I ought not, on balance, murder other
people. I have a moral duty not to do so; and I have this duty independent of any
authoritative directive. So it cannot be the case that when the law directs me not to
murder others, it is turning one of my ‗oughts‘ into a duty. Raz‘s response, then, seems
to imply that in cases of pre-existing moral duties, the only normative difference made by
an authoritative directive is to place the addressee under a second, redundant, less
normatively significant duty. Assuming that a second duty to perform (or refrain from)
the action in question really is imposed, then perhaps this response still manages to reject
the No Difference Thesis. But this is certainly not the kind of normative difference that
Raz originally set out to establish. We might say that, at least in cases of pre-existing
moral duty, the response brings the Service Conception in line with a Not Much
Difference Thesis: authoritative directives only serve to generate redundant, relatively
insignificant moral duties. This clearly runs counter to the spirit of the Service
Conception and the idea that acts of legitimate authority make a real normative
difference. The view of legitimate authority I will develop succeeds in establishing that
even in cases of pre-existing moral duty, the normative difference made by the exercise
of legitimate authority is significant.
VII: Incorporating the Service Conception
In this section I lay out an account of legitimate practical authority that
incorporates the insights of the Service Conception into my general framework of moral
duty. To facilitate the development of my account, I will sketch some simple examples
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of a practical authority exercising his power, and then fill in the account of legitimacy
with reference to these examples. Suppose that Solomon is the king of a small nation,
whose population consists of only a couple of tribes.412 Solomon is the supreme practical
authority within his kingdom. He makes the laws of the kingdom by issuing
proclamations; he serves as magistrate when disputes arise between his subjects; and he
commands the kingdom‘s security forces. All official acts, regardless of who carries
them out, are done in his name.413
Solomon‘s kingdom is under threat of attack by a neighboring state. An
accomplished military strategist, he has examined the possible paths of approach and
determined that the enemy will most likely attack from the southwest. He orders Joab,
one of his field marshals, to occupy a hill on the southwestern border of the kingdom, so
that his forces will have the higher ground in battle. We are interested in the question of
whether Solomon has legitimate authority over Joab. We should say that Solomon does
have legitimate authority over Joab if the fact that he has given Joab an order is (1) a preemptive moral reason for Joab to perform the action that he has ordered Joab to perform;
and (2) sufficient to justify coercive action by Solomon if Joab refuses to carry out the
order. For this would mean that by commanding Joab, Solomon places him under an
enforceable moral duty to comply with the order, and that Solomon has a moral right to
his compliance with the order, and would be justified in obtaining that compliance
coercively.
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According to the account of moral duty sketched in the previous section, we
should determine whether Joab owes Solomon an enforceable moral duty by examining
the nature of Solomon‘s interests. Solomon is a de facto practical authority who has
issued a command to one over whom he claims authority, and within an area which he
claims falls within his authority. As such, he has an interest in compliance from the one
whom he has ordered. Our question is: is this interest sufficient to ground a justifiably
enforceable duty for Joab? The account of moral duty just outlined provides a precise
guide for determining the answer to this question. We first ask whether Solomon‘s
interest in compliance should be classified as an important one. As the supreme practical
authority within his kingdom, commanding the security forces is one of the primary
functions Solomon performs. Since leading his kingdom is the primary project he is
engaged in, and serving as military commander is one of the major aspects of that project,
Solomon cannot be said to succeed in his primary project without serving as an effective
commander of the military, and doing all that he can to preserve his kingdom‘s security.
Since he cannot be an effective military commander if his subordinates do not comply
with his orders, there is a strong prima facie case for classifying his interest in their
compliance as an important one.
In order to determine definitively whether Solomon has an important interest in
compliance, however, we must incorporate one of the insights of the Service Conception.
If Solomon were unfit to command, due to ineptitude in military matters, compliance
with his orders would not further his overall project of being a successful leader. Such
compliance might, rather, result in defeat and serious harm to his kingdom. We will only
conclude, then, that he has an important interest in exercising his de facto authority if his
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use of that authority satisfies the Dependence Thesis. The authoritative directives that he
issues must depend on and reflect the relevant independently applicable first-order
reasons.
That Joab is relevant to the satisfaction of this interest is clear. The order was
given to him. Let us proceed, then, to the question of whether the satisfaction of
Solomon‘s interest in compliance is necessary to the flourishing of his kingdom. First we
must ask whether the arena within which authority is being exercised is one which is of
great significance to the welfare of the society. Military command certainly meets this
condition, as do many of the arenas within which authority has traditionally operated, and
continues to operate, in most societies. So given that we are assuming Solomon exercises
his authority in accordance with the Dependence Thesis, we have good grounds for
asserting that in exercising his authority he will contribute to the common good. But
according to the account of moral duty laid out in the previous section, his order will only
ground a duty of compliance if it is necessary to the common good that he exercise his
authority effectively. Here we must incorporate another of the Service Conception‘s
basic insights. If it were the case that Joab would be just as likely to make the right
military decision if left to his own devices, then Solomon‘s exercise of authority would
not be necessary. However, if Joab would be more likely to perform the correct action by
accepting Solomon‘s order as authoritative and acting on it than he would be if he were to
consider the relevant reasons himself, then we have good reason to say that Solomon‘s
exercise of authority is (practically) necessary to the common good. And this is just to
say that as an authority, Solomon satisfies the conditions of the Normal Justification
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Thesis. As an authority who satisfies the NJT, therefore, Solomon‘s interest in
compliance is sufficient to ground a duty of compliance for his subjects.
For this duty to be enforceable, the interest must be of such central significance to
social welfare that the cost of allowing it to go unsatisfied outweighs any costs associated
with enforcing the duty. Again, in the case of military command and many of the other
arenas in which authority has traditionally operated, this condition is satisfied. The duty
of compliance with Solomon‘s order is enforceable, and Solomon therefore possesses a
right to compliance correlative with this duty. And in virtue of his position within the
military, Solomon‘s interest in compliance grounds sufficient justifying reason for him
himself to obtain compliance coercively, should that be necessary. As de facto authority,
he is capable of doing so with minimum disruption to social order. Qua military
commander, therefore, Solomon is a legitimate practical authority.
This is the basic account of legitimate authority I have to offer on basis of my
general account of moral duty. But the basic account does not succeed in explaining the
nature of all exercises of legitimate authority. A slightly different account, still based in
the incorporation of the Service Conception into the basic framework for moral duty, is
needed to accommodate one of the central ways in which legitimate adjudicative
authority is exercised. To see this, let us consider another example. Solomon is the
magistrate within his kingdom. He settles disputes between his subjects, and does so
according to the laws which he himself has proclaimed. Because he values the rule of
law, he considers himself to be bound by these laws in his capacity as magistrate. Now,
suppose that two of his subjects, Cain and Abel, appear before him to argue a claim.
Abel claims that Cain has failed to fulfill a contract, and Cain disputes this, maintaining
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that he has fulfilled their contract‘s terms. Solomon hears the evidence offered by both
sides, and rules in Abel‘s favor. He orders Cain to compensate Abel according to the law
governing defaults on contracts.
In delivering his judgment, Solomon is exercising his practical authority as
magistrate. Since we want to know whether he is exercising that authority legitimately,
we need to know whether Cain has a moral duty to comply. But there are important
disanalogies between this case and the case of Solomon and Joab. If Solomon‘s authority
is legitimate, then the fact that Solomon has delivered this verdict makes it the case that
Cain now has a moral duty to provide Abel with compensation. But to whom is this duty
owed? From a contemporary legal perspective, we would say that Cain owes a legal duty
to Abel, and that Abel has a claim-right against Cain that this duty be fulfilled. If Cain
fails to compensate Abel, Abel would be at liberty to request that his claim-right be
enforced by the court. The court would then have a duty to Abel to do so by exercising
its power of enforcement. However—and here is the important point for our purposes—
Cain would not have a legal duty to the court to comply with the ruling, since the court
would have no claim-right to compliance against Cain. If Cain should fail to provide
compensation to Abel, his government would not be free to exact compliance from him
on its own. From a moral perspective, this is as it should be. It is plausible to claim that
the state would be wrong to interfere in a private dispute in this way. The
responsibility—moral and legal—for taking action against Cain lies with Abel in this
case.
Assuming again a moral perspective on our example, it seems we should claim
that Solomon‘s authority is legitimate if the following are true: (1) The fact that Solomon
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has issued a ruling is a moral pre-emptive reason for Cain to comply with that ruling—
i.e. the ruling places Cain under a moral duty of compliance to Solomon; (2) Once the
ruling has been issued, Cain has a justifiably enforceable moral duty to compensate Abel
(who has a moral right against Cain correlative with this duty); and (3) if Cain should fail
to comply and Abel should request that his right be enforced, Solomon would be morally
justified in enforcing Abel‘s right against Cain (in fact, he would have a moral duty to
Abel to do so). Cain does not, however, owe an enforceable moral duty to Solomon;
Solomon himself does not have a right to compliance against Cain.
Can my theory of moral duty serve as a guide for constructing an account of
legitimate practical authority in this case as well? The first point to note is that my theory
does not wrongly entail that Solomon has a moral right that Cain comply with his ruling.
Let us assume that as a magistrate Solomon exercises his authority in accordance with the
Dependence and Normal Justification Theses. The judgments he delivers are morally
sound—they reflect the balance of first-order moral reasons. By complying with these
judgments, moreover, those to whom they are addressed are significantly more likely to
do what they ought to do, than if they attempted to determine what they ought to do on
their own. Solomon has a refined sense of fairness, and an excellent capacity for
evaluating evidence and working out the normative implications of the facts of the cases
he adjudicates. If this is so, then the fact that Solomon has ruled against him is a preemptive moral reason for Cain to comply with that ruling; the ruling does place Cain
under a moral duty to Solomon. Solomon‘s interest in compliance is sufficient to ground
that duty. But his interest does not ground a justifiably enforceable moral duty in this
case. The reason for this is that if the winning side of an adjudicated dispute decides
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against requesting that their right be enforced, very little social good would result from
the state enforcing the ruling anyway, on the basis of its interest in obtaining compliance
with the judgments of the courts. And whatever good might result would certainly be
outweighed by the social harm of a living under a state which indulged in that level of
interference in private affairs. My theory, therefore, can account for Solomon‘s lack of a
moral right to compliance in this sort of case.
Nonetheless, if Solomon is acting as a legitimate authority, then it must be the
case that Cain is now under a justifiably enforceable duty to compensate Abel, and
Solomon must be morally justified in enforcing Abel‘s right should Abel request that he
do so. If Solomon‘s authority is legitimate, then, his ruling must in some way contribute
to the formation of a justifiably enforceable duty owed by Cain to Abel. Can my account
of legitimate authority explain how this happens? To begin, the account can certainly
establish Cain‘s moral duty to compensate Abel. If as a matter of fact Cain did violate
their agreement, then Abel has an interest in being compensated by Cain which is
sufficient to ground a moral duty. It is of prime importance both to the parties involved
and to society as a whole that contracts be honored, and that when they are not honored,
that appropriate compensation be rendered.
Cain thus has a moral duty to compensate Abel before any authority intervenes in
their dispute.414 But would Abel be justified in compelling Cain to fulfill this duty? At
this point the existence of a practical authority, and the quality of that authority, becomes
relevant. If there is a practical authority to whom Abel could bring his complaint, and
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this authority exercises his power in a way that satisfies the Dependence and Normal
Justification Theses, then it would certainly be better, both for the parties involved and
for society as a whole, for Abel to bring his complaint to this authority, rather than seek
satisfaction on his own. In fact, given that such an authority exists, the social harm that
Abel would cause by enforcing the contract on his own would outweigh the good of
having the contract enforced. By taking matters into his own hands, Abel would strike a
blow against the integrity of the important social institution of the magistracy. So we
should conclude that given that a practical authority like Solomon exists, Cain‘s duty to
Abel is not enforceable by Abel.
But for a duty to be enforceable it need only be the case that there is someone who
would be morally justified in securing its fulfillment coercively. So far I have given
reason for believing that it would be preferable for Solomon to enforce Cain‘s duty,
rather than for Abel to do so. Our next question is whether Solomon is really morally
justified in doing this, and in particular, whether my account of legitimate authority can
explain why this is so. Abel‘s interest in receiving compensation certainly grounds some
reason for Solomon, qua adjudicative authority, to exact that compensation on his behalf.
We should deny that Solomon is morally justified in enforcing Cain‘s duty to Abel if, and
only if, there is some non-excluded reason which outweighs Solomon‘s reason to enforce
the duty.
We can assert that Cain‘s interest in not being coerced fails to ground such a
reason, since he is under a duty to compensate Abel. To have a morally relevant interest
in not being coerced into doing something, one must be morally free to refrain from
doing it. We have already seen that Abel would do more harm than good if he were to
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enforce the duty himself instead of having Solomon do it. In reaching that conclusion,
we assumed that Solomon the magistrate was a de facto authority who satisfied the
Dependence and Normal Justification Theses. It seems now that all we have left to
inquire is whether, given these assumptions, the social good of Solomon‘s coercive
enforcing of Cain‘s duty will outweigh the social harm. If it does not, then there would
be a strong reason for Solomon not to enforce the duty either. But it is clear that in this
case, the good does outweigh any harm. The worries which applied to the case of Abel
enforcing the duty for himself do not apply here. Because Solomon is a de facto
authority, his act of enforcement would contribute to social stability, rather than weaken
it. And since Solomon exercises his power in accordance with the Dependence and
Normal Justification Theses, no social harm could result from his coercive act of
enforcement that would outweigh the good of his securing just compensation for Abel in
an orderly fashion. Solomon alone, qua magistrate, is therefore morally justified in
enforcing Cain‘s duty to Abel.415
Let us now assemble these individual conclusions into one coherent picture.
Abel‘s interest in compensation grounds a moral duty for Cain, but one which is not
initially enforceable. Once an authority like Solomon has determined that Cain has
violated the contract, Cain is placed under a second moral duty to Solomon to
compensate Abel. This duty is not enforceable either—Solomon has no right against
Cain. But should Cain fail to compensate Abel, and should Abel file another complaint
with Solomon, Solomon would be morally justified in enforcing Cain‘s duty to Abel.
This implies that once Solomon has delivered his ruling, Cain‘s duty to Abel becomes an
415
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enforceable one—there is now someone who would be morally justified in coercively
securing the duty‘s fulfillment. And this further implies that Abel is now in possession of
a right to compensation against Cain. The fact that Solomon is a de facto practical
authority who satisfies the Dependence and Normal Justification Theses, then, makes it
the case that (1) his rulings create moral duties of compliance that are owed to him; (2)
his rulings transform duties owed in private disputes into justifiably enforceable duties
(and thus confer correlative rights to compensation); and (3) he is morally justified in
coercively enforcing those rights on behalf of the right-holders. These are precisely the
conditions Solomon had to meet in order to qualify as a legitimate authority. By
incorporating the insights of the Service Conception into my general framework for
moral duty, my account succeeds in uncovering the moral ground of the authority to
resolve private disputes and to enforce those resolutions.
VIII: Objections and Replies
Before proceeding to use my account of legitimate authority to resolve the
problems posed at the beginning, I want to briefly address two objections to the position I
have developed. Both objections concern the claim, central to my account, that the moral
duty to comply with a legitimate authority‘s directives is ultimately grounded in the
authority‘s interest in compliance. The first is that this claim runs counter to the spirit of
the Service Conception, which my account is meant to preserve.416 The basic idea behind
the Service Conception is that authorities are legitimate only insofar as they exercise their
power for the good of those subject to their authority. If my account rested on the claim
that what ultimately justifies authority is the benefit of exercising power to those who
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possess it, the account certainly would run counter to the spirit of the Service Conception.
But I make no such claim. I am not arguing that an authority‘s directives ground a duty
of compliance because he would, in his own estimation, be personally benefitted if his
directive were obeyed.
The interest an authority has in having his directives obeyed is just part of his
interest in maintaining social order. Because of the special social role he occupies, an
authority‘s interest in maintaining social order can ground a duty of compliance, while no
such duty would (normally) be grounded were an ordinary citizen to start issuing
commands even if those commands were conducive to social order. The authority‘s
interest in compliance exists in virtue of the fact that he cannot succeed qua authority
unless he obtains compliance with his directives. But the authority‘s interest only
succeeds in grounding a duty because the authority cannot successfully serve the public
unless he promotes and preserves that interest: every member of the public possesses an
interest in living in an orderly society, and this is one of the interests that authorities are
rightly entrusted to protect. An authority‘s interest in compliance, therefore, is simply
one aspect of his interest in serving the public.
The second objection is that my account of legitimate authority commits me to the
claim that an authority can only be legitimate if he views success in his work as
contributing to his well-being, and that this claim is implausible.417 The objection
proceeds as follows. I have understood a person‘s interests as aspects of his well-being,
and have grounded duties of compliance with authoritative directives in authorities‘
interests in successfully and effectively serving the public. An authority who views
success at his post as an important component of his own well-being clearly has the sort
417

My thanks to A. P. Martinich for raising this objection.

345

of interest that figures in my account. But this is not an essential feature of all
authorities, or even of all authorities who satisfy the Dependence and Normal
Justification Theses. And there does not seem to be any necessary connection between
possessing legitimate authority and being a practical authority who views success at
serving the public as an important component of his well-being.
This objection, however, relies on an assumption which I join Raz in rejecting:
the Transparency Thesis.418 According to the Transparency Thesis, an aspect of a
person‘s life can contribute to his well-being only if he recognizes it as doing so. Since I
reject this thesis, I am not committed to the claim featured in the objection. I need not
assert that authorities can only be legitimate if they view success in their work as
contributing to their well-being. Rather, I need only assert that those who hold positions
of authority must be said to have an interest in obtaining compliance with their
authoritative acts, since failing to do so means failing in one of their central projects.
And it is important to note that this recognition and respect is nowhere near sufficient to
make it the case that a person of authority has been successful in his capacity as an
authority. He must also exercise his authority well, in the way that is spelled out by my
account. This objection, therefore, fails to make contact with my claim that duties of
compliance are ultimately grounded in the interests of authorities.
Raz does claim that in order for an activity to contribute toward one‘s well-being,
one must be engaged in that activity to some extent.419 I agree with this claim. This
condition of engagement, however, is simply meant to exclude as contributors to wellbeing activities which, when performed, induce ‗self-hatred, pathological self-doubt, and
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alienation‘.420 If the objection aimed at my position is that it is possible for an effective
de facto authority who satisfies the requirements of the Service Conception to suffer from
one of these conditions insofar as he acts as an authority, then my response is that I find
the objection fat too implausible. These conditions are, in all likelihood, incompatible
with the ability to regularly and effectively serve the public interest in a position of
practical authority.
IX: The Problems Resolved
Having developed my account of legitimate authority, I will now proceed to argue
that it has the resources to resolve the three problems for Raz‘s account that were posed
at the outset.
A. Legitimate authority and enforceable duties
The resolution of the first problem has already been provided in full in the course
of developing the account. I have articulated the conditions which a de facto authority‘s
interest in compliance must meet if that interest is to ground a justifiably enforceable
duty, as well as a justifying reason to exact compliance coercively if necessary. Let us
then proceed straight away to the second problem.
B. Theoretical and practical authority
The key to resolving the second problem is the claim, central to my account, that
the duty of compliance owed to legitimate authorities is grounded in their interest in
successfully and effectively serving the public. This is an interest that they possess qua
de facto authorities. It is an interest which cannot be satisfied unless they obtain
compliance with their authoritative directives (though this is not sufficient for its
satisfaction). The interests of theoretical authorities are different. They include an
420
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interest in arriving at the truth, in assembling the most convincing and well-supported
argument possible on behalf of their conclusions, and in sharing their findings. But a
theoretical authority who has done all of this cannot be said to have failed qua theoretical
authority if his findings are not translated into policy or do not end up serving as a guide
for the actions of others. One has not failed qua climate scientist just because one‘s
scientific findings do not serve as an effective catalyst for the development of sensible
climate change policy. This failure, rather, lies with the politicians. A given scientist
may make it one of his personal goals to effectively influence policy, and count it as a
personal failure if he does not do so successfully. But insofar as his central project is to
do good science and not to create good public policy (as evidenced by the fact that he is
working actively in his chosen scientific field and has not set aside this work in favor of
taking up public office), the impact on his well-being of his failure to contribute to public
policy is necessarily limited.
Since theoretical authorities do not have the same sort of interest in influencing
the actions of others as practical authorities, no duty of compliance is grounded in their
case. To return to our earlier hypothetical, a climate scientist who publicly ordered the
American people to stop taking their cars on trips totaling less than 2km would lack the
sort of interest in compliance needed to ground a duty owed to him by the American
people. As a matter of fact, the American people may be under such a moral duty, one
which each owes to the rest of the planet‘s inhabitants. Such a duty, if it exists, would be
grounded in the interest we all have in sustaining the earth. But this duty would have
nothing to do with the interests or proclamations of climate scientists qua theoretical
authorities.

348

C. Pre-existing moral duties
The problem for my account which is posed by pre-existing moral duties is that of
refuting the No Difference Thesis. Raz had originally attempted to refute this thesis by
arguing that the directives of legitimate authorities ‗turn ‗oughts‘ into duties‘.421 But this
strategy will not work in cases of pre-existing duties, as opposed to pre-existing reasons
that are not themselves duties. To see how my view enables me to refute the thesis, let us
return to the example of Cain and Abel.
If Cain has in fact violated his agreement with Abel, then he has a moral duty to
compensate him. As I have already observed, they need not be subject to any practical
authority for this to be the case. I have shown in my discussion of this example,
however, that the existence of such an authority does make a significant difference to
their normative situation. The fact that there is an authority who satisfies the
requirements of the Service Conception makes it the case that Abel would not be justified
in compelling Cain to fulfill the duty owed to him on his own. Cain‘s duty to Abel is
initially not justifiably enforceable. Once the authority has issued a ruling in Abel‘s
favor, however, that duty becomes justifiably enforceable (by the authority on Abel‘s
behalf). This is the normative difference which is made when an authority issues a
directive in a case where a moral duty already exists. The authoritative directive changes
the status of the duty, making it justifiably enforceable.
Though this should be enough to reject the No Difference Thesis, there is a
further point to be made. I have argued that given the existence of an authority who
satisfies the requirements of the Service Conception, someone in Abel‘s position would
not be justified in exacting fulfillment of the duty owed to him on his own. But in many
421
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cases, it is at least arguable that duties which would be justifiably enforced by an
authority could not be justifiably enforced in the absence of one. Let us suppose that
Cain has a duty to compensate Abel and that there is no authoritative person or
communal body to whom they are subject. If the duty is to be fulfilled, Abel (perhaps
with the assistance of his kinsman) will have to enforce it. Now, Abel may be perfectly
capable of determining how much compensation he is owed, and which of Cain‘s
possessions would add up to that amount. But to enforce the duty owed to him justly, he
must have a way of obtaining his compensation which is morally permissible and
appropriate to the importance of the duty owed to him. Abel may very well have no way
to do this, precisely because he lacks the resources and recognized power of an effective
practical authority. It is probable that the means of collecting which are available to him
will either be morally justified but unlikely to succeed, or highly effective but
disproportionate and morally impermissible.422 In cases like this, authoritative directives
have an even more significant impact on the normative situations of those subject to
them. They make duties justifiably enforceable which could not, practically speaking, be
justifiably enforced in the absence of an authority.
X: Conclusion
We now have at our disposal a detailed account of the moral grounds of
individual rights and duties, and of the powers of legitimate authorities over the
individuals in their jurisdictions. We are thus properly situated to address the question of
whether the State does indeed have the authority to act for the sake of providing all of its
422
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citizens with equal opportunity for well-being, and if so, what makes this the case. This
question, however, is but one side of a coin. On the flipside is the question of what
principle, if any, limits the authority of the State to intervene in the lives of individuals,
and what grounds such a principle. The answer that I will offer takes both these
questions at once. It is, in brief, that the proper limit on State authority leaves to the State
exactly the space to act that it requires in order to maintain conditions of Equal Liberty. I
will therefore postpone the application of the theory of authority just developed, until
after we have examined some important, but ultimately unsuccessful, attempts to
delineate the appropriate realm of State intervention. I will then address together the
tasks of laying out the ground of the State‘s authority to pursue its distributive aim and
the ground of the proper limitation on State action.
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Chapter 6
The Scope and Limits of State Authority
I: Introduction
A liberal society must be no less interested in setting appropriate limitations on
State power than it is in enabling public action for the sake of achieving distributive
justice. The other side to our investigation of the proper moral grounds of political
authority, therefore, is an investigation of these limitations. John Stuart Mill presents the
Harm Principle as a strict constraint on state interference in the lives and actions of
individuals.423 The utilitarian argument with which he supports the principle, however,
gives to the term ―harm‖ an alarmingly wide range of meanings. The argument leaves
open the possibility of advocating extensive state control over individual life while still
legitimately claiming to endorse Mill‘s liberal political philosophy. This possibility runs
counter to the spirit of liberalism, and excluding it is one of the goals of Joseph Raz‘s
alternative autonomy-based argument for the Harm Principle.424 But Raz‘s version of
moral perfectionism prevents him from seeing autonomy as intrinsically valuable, and his
argument remains vulnerable to a commitment to extensive state control, if only this
control can be achieved in a sufficiently efficient and subtle way. I begin by discussing
Mill‘s utility-based argument and some of its most severe defects. I then elicit this
―efficiency problem,‖ as I shall call it, from Raz‘s argument. Raz makes a few brief
indications as to how he might respond to this problem, but none of these is sufficient to
diffuse it. I argue that given Raz‘s understanding of the nature and value of autonomy, he
cannot avoid the susceptibility to extensive state control that he identifies in Mill. I then
423
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advance my own liberty-based interpretation and defense of the Harm Principle, using the
conception of liberty developed in Parts I and II. I begin by considering the nature of the
value of liberty. I then provide an account of the ground of the State‘s authority to
establish the conditions of Equal Liberty. Finally, I argue that a liberty-based version of
the Harm Principle is the appropriate limit on the exercise of this authority.
II: Mill‘s Utility-based Argument and Its Defects
Mill claims that the ―sphere of action…comprehending all that portion of a
person‘s life and conduct which affects only himself, or, if it also affects others, only with
their free, voluntary, and undeceived consent…is the appropriate region of human
liberty.‖425 This region is divided into three parts: one‘s own thoughts and the expression
of them, one‘s tastes and plans for the development of one‘s life and character, and one‘s
associations with other people.426 Within this region of human action, interference from
the state should be limited to the prevention of harm to other people. Mill argues this
point by first establishing that these liberties generally tend to increase total utility, and
then arguing that they only generally tend to decrease utility when they result in harm to
others. Rather than attempt to define harm at the outset, we should allow Mill‘s
understanding of harm to emerge from the development of his argument by identifying
the kinds of actions the argument recognizes as legitimate targets of state interference.
Mill does not give special attention to the freedom of association, since this
freedom is in the service of the other two. If people wish to come together in group, their
purpose is either to express and exchange their thoughts on some matter, or to pursue
some activity in accordance with their tastes or plans, or both of these. One could hardly

425
426

JS Mill (1869/1978) 71
Ibid.

353

claim to have defended the liberties of expression and planning one‘s life if the defense is
limited to expression in the absence of other people and plans that can be achieved in
total isolation. An adequate defense of the first two liberties will thus accomplish a
defense of the third.
As a utilitarian, Mill‘s argument for the harm principle must be grounded in the
principle of utility, and he asserts early in his essay that this latter principle is ―the
ultimate appeal on all ethical questions; but it must be utility in the largest sense,
grounded in the permanent interests of man as a progressive being.‖427 His argument for
freedom of expression is based on epistemic utility. Knowledge is both intrinsically and
instrumentally useful: the acquisition of knowledge is itself one of the greatest pleasures
humans can experience, and the application of knowledge can result in great material
benefit for a great number of people. A suppressed idea may be wholly true, partially
true, or false. If it is true in whole or in part, the disutility of its suppression is obvious—
we can neither enjoy its possession nor benefit from its application. Mill considers the
objection that leaders of state must assume their views are right in order for those views
to guide their conduct, and once they have made this assumption they have sufficient
reason to suppress opposing views that may lead to subversive conduct. For rational
people, however, this assumption of rightness must be justified, and this justification is
only attained when there is ―complete liberty of contradicting and disproving our
opinion.‖428 Only a view that can be defended in such a hostile environment deserves to
guide our actions.
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The epistemic utility of asserting some false propositions is also very great. Mill
asserts that ―the cultivation of the understanding…is surely in learning the grounds of
one‘s own opinions.‖429 Seeking to understand the justification of the truths one is taught
fosters ―that generally high scale of mental activity which has made some periods of
history so remarkable.‖430 To accept what is taught without seeking its justification
produces mental laziness on the part of the student. This laziness decreases the
likelihood of discovering new truths, since discovery depends so heavily on intellectual
vigor. We cannot fully understand the justification for a view, or have complete
confidence in its truth, until we have identified the flaws in all the objections to that view.
The objections must therefore be publicly stated and argued as vigorously as possible.
Nor can we ever declare that some matter has been settled once and for all431. There is no
way to determine whether every objection has been answered, since new ones may
always be contrived in the future.
Freedom of expression is therefore generally beneficial to the well-being of
societies and the individuals that constitute them. The principle of utility will only allow
this freedom to be infringed in cases in which this general benefit is outweighed by some
disutility. For Mill, this can only happen when the disutility is a harm to another person.
Again, I am postponing the discussion of what exactly this means until the end of the
examination of Mill‘s argument. Let us proceed then to his argument for freedom in the
planning of one‘s own life.
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Mill‘s key observation in this part of the argument is that human beings differ
greatly in their ―sources of pleasure, their susceptibilities of pain, and the operation on
them of different physical and moral agencies.‖432 These differences necessitate the
availability of a wide range of life-plans. Those who are not able to live the kind of life
that suits the idiosyncrasies of their natures will not ―obtain their fair share of happiness,
nor grow up to the mental, moral, and aesthetic stature of which their nature is capable‖
(ibid). In general, we maximize utility—both our own and what we contribute to the
lives of others—when we live lives that suit our individual natures. The principle of
utility at least demands the promotion of individuality. The freedom to plan one‘s life,
however, is more than the freedom to live the life one is most suited to. It is the freedom
to choose for oneself what kind of life to lead, even at the risk of choosing a life that does
not develop one‘s nature and fulfill one‘s potential. Mill gives three arguments for why
this freedom tends to maximize utility: an epistemic argument, an argument from
personal dedication, and an argument from the significance of choice.
The epistemic argument has two parts. First, in many cases the individual is by
far the best judge of what kind of life will be most suited to his character. Mill
acknowledges the importance of education and the value of humanity‘s past experiences
in helping each of us determine what kind of life is worthwhile. Only the individual
himself, however, can ―find out what part of recorded experience is properly applicable
to his own circumstances and character.‖433 No one can acquire greater familiarity with
one‘s own character and circumstances than oneself. One is thus naturally in the best
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epistemic position to determine, from a range of worthwhile options, what kind of life
will yield the greatest happiness for oneself and other people.
Nonetheless, there are some people who are so bad at determining what kind of
life would best suit them that they reject all worthwhile options and choose a life that is
of no good or use to anyone, themselves included. Why should these people not be
forced to pursue some worthy project? Mill claims that when the public interferes in
purely personal behavior ―odds are that it interferes wrongly and in the wrong place.‖434
The state or the public in general would only be justified in interfering if it could be
counted on to improve the situation. We should not be so quick, however, to accept this
reply. It seems unlikely that there is no class of cases in which the state is competent to
judge that those whose lives belong to that class contribute nothing positive to society. It
does not seem a mere prejudice to say that someone who devotes all his available free
time to the consumption of alcohol or recreational drugs, working just enough to supply
himself with his chosen diversion, is an unproductive member of society. Mill must
argue that the principle of utility supports the right to waste one‘s life, provided that
doing so does not result in harm to others. Since there seem to be some cases in which
not much doubt attaches to whether a life is being wasted, this conclusion will have to be
supported by his other two arguments.
The argument from dedication to one‘s projects gets us some way toward the
desired conclusion. Mill observes that ―A person whose desires and impulses are his
own…is said to have character…If, in addition to being his own, his impulses are strong
and under the government of a strong will, he has an energetic character.‖435 The
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possession of an energetic character is important from the viewpoint of utility because
―more good may always be made of an energetic nature than of an indolent and
impassive one.‖436 If the State were to coerce those who waste their lives into pursuing
valuable projects, it is unlikely that they would make any significant progress toward
accomplishing them. They would be alienated from their impulses to pursue these
projects, since they would be responding to the coercion rather than the value of what
they are working toward, and their impulses would be weak to begin with. The utility of
forcing them to make some small contribution would have to outweigh the cost of
implementing the coercion.
We can make two responses to this argument. The first is to deny the accuracy of
Mill‘s initial observation. It probably is true that many people will act from an ―indolent
and impassive nature‖ when they are first coerced into doing something. It is possible,
however, that if the project really is valuable they will come to embrace it over time (this
possibility will play an important role is Raz‘s argument). We should not assume that the
implementation costs will never be outweighed by the benefit. The second is to say that
even if most people cannot be coerced into making a significant contribution with their
lives, perhaps some can. There may be some for whom this kind of impetus is all they
need to become productive members of society. As a rule utilitarian, it might be enough
for Mill if most people do not fit into this class. The best policy would then be one of
non-coercion, provided that the implementation costs of coercion are significant. If the
state could determine, however, how likely someone was to embrace eventually a project
they were forced into, rule utilitarianism would have to allow coercion in that class of
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cases, unless there were an additional countervailing reason. Providing such a reason is
the purpose of Mill‘s third argument.
Mill‘s argument from the significance of choice attempts to respond to the
suggestion that someone might eventually embrace a way of life into which he was
coerced. Mill tries to exclude this possibility by insisting on a connection between
energy and choice. He claims that we exercise our faculties only when we make free
choices.437 A project can only be pursued energetically if it engages our faculties,
because ―if the inducements to an act are not such as are consentaneous to his own
feelings and character…it is so much done towards rendering his feelings and character
inert and torpid instead of active and energetic.‖438 Thus, we can only put our energy into
plans we have chosen. When one is coerced, one fails to deploy one‘s faculties ―other
than the ape-like one of imitation‖ in the pursuit of one‘s project.439 An activity that is
not of one‘s choosing will necessarily fail to engage one‘s nature. For Mill, this initial
lack of engagement rules out the possibility of the project being embraced later on. The
development of an individual human nature must take place ―according to the tendency
of the inward forces which make it a living thing.‖440 To develop as people, the projects
we pursue must be set by our own internal natures. In asserting that ―in proportion to the
development of his individuality, each person becomes more valuable to himself, and is,
therefore, capable of being more valuable to others‖ he indicates his belief that one
cannot come to value a project into which one is coerced.441 Since a coerced project is
not part of the self-development of one‘s individuality, one cannot value the work one
437
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contributes to it. If the project is not valued, we cannot expect it to be pursued
energetically. This makes it very likely that the cost of implementation will outweigh the
increase in utility gained from the pursuit of the coerced project.
We need not dwell long on the flaws of this argument. Mill must assume that the
performance of the activity itself, even if initially resisted, could not eventually spark the
interest of the one coerced, and through this interest lead to a willful acceptance of the
project. There is no reason to assume this kind of obstinacy in human psychology. Mill
fails to block the state‘s justification for interfering in purely personal behavior in all
cases. The principle of utility not only justifies state interference in some (albeit specific
and limited) kinds of personal behavior, it allows for a very broad definition of what
constitutes a harm to another person. We know that the liberties of expression and of
planning one‘s life are generally supported by the principle of utility. Since Mill is a
rule-utilitarian, the harm principle cannot allow for state interference in just any instance
in which allowing someone one of these liberties will result in a decrease in total utility.
Harms must be that class of acts that generally tend to decrease utility, to lead to less total
happiness or pleasure.442 The decrease in utility must, moreover, be felt by people other
than the agent. Mill provides two definitions of this class of actions. He first tells us that
a harm is an action that ―violate[s] a distinct and assignable obligation to any other
person or persons.‖443 An obligation of this special sort has been violated whenever an
action leads to ―a definite damage, or a definite risk of damage, either to an individual or
to the public.‖444 The term ―definite damage‖ requires explication, which we are now in a
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position to provide. Whenever someone acts, the consequences of the action fall into one
of five possible categories: utility-maximizing, imperfect utility-increasing, neutral,
imperfect utility-decreasing, or utility-minimizing. Given Mill‘s attempt to defend one‘s
right to waste one‘s life, the Millian definition of a ―definite damage‖ must be a
consequence that falls into either the fourth or the fifth category (and usually the fourth,
given the rarity of someone‘s doing an action which, given the circumstances, causes the
most pain that could possibly be caused). Actions that fail to produce any utility, or
produce very little, do not count as harm, even when these actions fail to prevent easily
preventable disutility to other people.
We have seen that Mill fails to establish the claim that the principle of utility
forbids state interference in the lives of those whose actions are mainly neutral or
productive of very little utility. His definition of harm itself yields a wide range of
acceptable cases of state interference. To say that no assignable obligation has been
violated, or no definite damage done, is to say that the actions of an individual ―neither
violates any specific duty to the public nor occasions perceptible hurt to any assignable
individual except himself,‖ nor do they pose any clear risk of having one of these
consequences.445 We must add this point about risk, since Mill has already identified the
risk of definite damage as a condition that legitimates state interference. But there are
many actions that pose a risk of causing perceptible hurt to one or more individuals. Mill
cites gambling, drunkenness, idleness and uncleanliness as acts that fall outside the realm
of what should be prohibited by law.446 But drunkenness brings with it the possibility of
injury to other people, and gambling by someone with a family to support constitutes a
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violation of an assignable obligation. Severe uncleanliness in public can contribute to the
spread of disease. Even idleness can cause perceptible harm to the public, if the state has
any kind of welfare system. Mill makes explicit that he views certain causes of taxation
and state expenditure as perceptible harms to the public. He asserts that if one has a
child, one should be compelled by the state, as far as is possible, to feed, clothe and
educate it at one‘s own expense. Anything less is a crime against society as well as the
child.447 Mill‘s argument certainly does not allow us to view all taxation as harm. Some
services necessary to the well-being of every individual in a society, such as police and
fire departments, can only be provided by the state. Some welfare programs are also
justifiable. Whenever someone requires financial assistance as a result of circumstances
beyond his foresight or control, the principle of utility demands that the public as a whole
bear the cost of helping him. But idleness and gambling by those who cannot afford
them, and private drunkenness that results only in injury to oneself, provided that the
injury must then be treated by publicly funded medical care, are actions that, at least
initially, lie within our control. They are the kinds of actions, moreover, that generally
tend to result in financial demands on the public, at least in a society with the kind of
welfare system that the principle of utility would demand. The only alternative to
providing the idler, the drunk, and the gambler with some basic care and support is for
the state to turn a blind eye and simply let them suffer the consequences of their actions.
This is unjustifiable from a utilitarian point of view, given that the amount of suffering
that would result can hardly be expected to be outweighed by the inconvenience of higher
taxes.
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By allowing the state to interfere based on the risk of harm, and counting the
burden of taxation as a harm to the public when it results from actions that could have
been avoided, Mill‘s theory shrinks the freedom to plan one‘s life, and implies the
acceptability of coercion even in some cases that he explicitly wants his theory to place
outside the realm of state authority. One might object to my extension of Mill‘s remarks
on the duties of parents into the cases of the idler, drunk, and gambler. The parent has a
duty to another person, and if he or she fails at it, the state has the right to intervene. But
in the other cases, although there is the risk of perceptible harm to others, only duties to
self are being violated. This objection misses the point. For Mill, the duties we have to
ourselves are the duty to preserve our dignity and the duty to develop our natural
abilities.448 He does claim that his harm principle prevents the state from forcing anyone
to perform these duties. I have not, however, been arguing that the harm principle allows
for the coercion of the idler, private drunk, and gambler on account of their lack of
dignity or unfulfilled potential. If we suppose that they are independently wealthy, and
thus in no need of societal support, there is no way to advocate coercing them based on
the risk they pose to others. But once they become the source of financial harm to the
public, the fact that this harm results from a violation of purely personal duties is
irrelevant. For Mill‘s principle, only the resulting public harm matters. As soon as the
risk of ―perceptible hurt‖ is present, interference is justified.
Mill‘s broad definition of harm places severe restrictions on the freedom to plan
one‘s life as one chooses, including some restrictions he explicitly denies endorsing.
Because Raz‘s refashioning of Mill‘s argument aims primarily at resolving Mill‘s
problems in establishing this freedom, I will say relatively little about the impact of the
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definition of harm on the freedom of expression. Mill certainly gets the desired result of
being able to restrict expression that poses a risk of causing immediate harm to the health
or interests of other people. His broad understanding of harm, however, is evident in this
region of freedom as well. He allows for the prohibition of ―violation[s] of good
manners‖ and ―offenses against decency.‖449 This may place some limitation on the
vigor with which ideas are allowed to be debated.
III: Raz‘s Autonomy-based Argument
Joseph Raz refashions the argument for the harm principle in a way that seeks to
avoid the difficulties inherent in Mill‘s defense of the freedom to plan one‘s own life.
Rather than argue from the principle of utility, Raz makes an argument from the reality of
competitive moral pluralism and the value of autonomy. After examining his
development of this argument, I will comment on the ways in which it improves on
Mill‘s, and then discuss the problems that remain for it.
According to Raz, to be autonomous is to be a part author of one‘s life. This
requires that ―many morally acceptable, though incompatible, forms of life be available
to a person.‖450 The available forms of life must be incompatible, because being a part
author of one‘s life requires having a range of choices concerning the kind of life one will
lead. Without incompatible options, there is no need to make a choice about one‘s life,
and one cannot be an author of one‘s life if one never has an opportunity to choose one
way of life over another. Autonomy is something more than the lack of coercion. It is
possible for someone to have only one form of life available to him and, as luck would
have it, to be enthusiastic about leading that kind of life. Such a person has not been
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coerced, but he is not autonomous. Everything has been set for him whether he likes it or
not. Raz stresses that autonomy requires an adequate range of options, but does not
require any one option. The key is that of all the forms of life available to an individual,
some group of them be lives he actually wants to lead. But one can be autonomous even
if the way of life one wants most of all is not available.
The range of available forms of life must be morally acceptable as well as
adequately diverse. A range of options that does not include any morally acceptable ones
is obviously inadequate, since many people will fail to find in such a range any life that
they want to lead. The real point of this moral requirement is in what it excludes. The
presence of morally repugnant options is not a requirement of autonomy.451 Raz
acknowledges that morally good individuals are ―able to cope with the temptations and
pressures normal in their society,‖ and thus that ―vices and moral weaknesses are
logically inseparable from the conditions of a human life that can have any moral
merit.‖452 He does not, however, think it is possible to eliminate these problems, and so it
is no requirement of respect for autonomy to ensure that they are available. We shall
return to this point when we examine the difficulties faced by Raz‘s argument.
Raz does not believe that autonomy is valuable in itself. An autonomous pursuit
of evil or vice is more worthy of blame than a similarly evil but coerced pursuit. The
value of autonomy lies in choosing to pursue a good form of life.453 A good life is a life
of self-realization, a life that develops some of one‘s valuable capacities. Autonomy is
not required for self-realization, and being autonomous means being able to choose a life
of self-realization or reject it. Autonomy itself has no value if the wrong choice is made.
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An autonomous life of self-realization, however, is better than a non-autonomous selfrealizing life. In accordance with the condition of autonomy that incompatible forms of
life be available, there must be many different, incompatible ways of self-realizing. We
cannot develop all our capacities fully, so it must be morally acceptable and consistent
with autonomy to have to forego developing some in favor of others. This requirement
forges a connection between autonomy and value pluralism. A morally acceptable form
of life exhibits certain virtues to a high degree and others to a lesser degree. For there to
be incompatible morally acceptable forms of life, there must be incompatible virtues.
Choosing to lead a life that exhibits one set of virtues to a high degree means giving up a
life that exhibits others virtues. The different virtues exhibited by these forms of life
provide the competing reasons for choosing them. Autonomy requires that available
forms of life be equally morally acceptable. Being autonomous requires being able to
make one of several choices, none of which is worse overall than the others. Otherwise,
there would be a sense in which the situation made the choice for one, provided one was
committed to leading the most morally valuable life one could.
The link between respect for autonomy and toleration is made through
competitive value pluralism (a view to which both Raz and I are committed). This view
―admits the validity not only of distinct and incompatible moral virtues, but also virtues
which tend, given human nature, to encourage intolerance of other virtues.‖454 Raz claims
that in addition to tolerating behavior we view as bad, we can also tolerate people‘s
limitations, when these limitations result from the choice to develop certain virtues at the
expense of others. If I have chosen a life that allows me to cultivate the virtues of
decisiveness and expedience in action, I will probably be tempted toward intolerance of
454
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those whose lives have cultivated the virtues of cooperation and careful deliberation. My
awareness of the different but equal value of this other form of life, which is incompatible
with mine, gives me a reason to tolerate the other person‘s limitations, and to expect that
my own limitations will be tolerated.
If we respect autonomy as one component of a good life, we must value moral
pluralism. The diversity of human virtues makes it likely that this pluralism will be
competitive. Our respect for autonomy thus provides a reason to value toleration. The
final step in Raz‘s argument is to show that the appropriate principle for limiting the
scope of autonomy-based toleration is the harm principle. Raz distinguishes his version
of the harm principle from Mill‘s defining it as one which ―regards the prevention of
harm to anyone ([the agent] included) as the only justifiable ground for interference with
a person.‖455 Raz gives a narrow and a broad sense to the notion of harm. In the narrow
sense, someone is harmed when his prospects are limited or his efforts toward a project
he has already begun are frustrated.456 In the broad sense, harm includes physical injury
that is not incapacitating and reasonably endurable offense.457
The argument from autonomy is an argument for the narrow understanding of the
harm principle. Harm in the narrow sense just is restriction on autonomy. This is one
great improvement over Mill‘s argument from utility. Many of the acts that must count
as harms to the public based on Mill‘s argument will not so count on Raz‘s, because they
do not meet the more stringent requirement of restricting the autonomy of others. The
argument from autonomy thus preserves more of the spirit of liberalism that the harm
principle is supposed to embody. Raz‘s argument also provides justification for a broader
455
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system of welfare than Mill allowed. Raz identifies three duties essential to the
promotion of autonomy.458 The first is the negative duty of refraining from coercing
others. The other two are positive duties: we must help others cultivate the capacities that
a good life requires, and help make an adequate range of good lives available to others.
Basing the harm principle in a respect for autonomy means ―establish[ing] that the
autonomy-based duties never justify coercion where there was no harm.‖459 Raz
considers the objection that the existence of positive autonomy-based duties requires the
state to coerce its citizens into contributing to the autonomy of others (most likely
through compulsory taxation), and that the failure of someone to make such a
contribution does not constitute a harm. His reply is that this objection relies on an
unjustifiably narrow definition of harm, and he asserts that ―one can harm another by
denying him what is due to him.‖460 Because autonomy is valuable when it is part of a
life of self-realization, we have a duty to promote it by making acceptable options
available to others. If we fail in this, other people will have fewer prospects than if we
had succeeded—fewer prospects than they should have had, since the value of autonomy
makes its promotion a duty. The central meaning of harm is limiting someone‘s
prospects. We harm others when we fail to fulfill our autonomy-based duties, because
our actions result in some people having an insufficient range of valuable prospects, and
thus in those people being denied the possibility of good lives. The existence of stateenforced autonomy-based duties, therefore, does not contradict the harm principle.
IV: Raz‘s Perfectionism and the Efficiency Problem
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I will accept Raz‘s defense of the compatibility between the harm principle and
the duties of autonomy. I want to focus on whether his conception of autonomy allows
for coercion in cases where there is no harm even by his lights, cases in which none of
the three autonomy-based duties are violated. Two of Raz‘s claims about autonomy give
us prima facie reason for thinking his conception is defective in this way: his claim that
respect for autonomy does not require the preservation of any morally repugnant options,
and his claim that autonomy is not valuable in itself, but only as part of a life of selfrealization. Suppose someone has chosen to reject a life of self-realization, but without
doing anything that significantly limits or frustrates the autonomy of others—we may use
the examples from Mill of the idler, drunk, or gambler. It would be consistent with a
general respect for autonomy to eliminate the circumstances that allow for these
worthless choices, so long as we eliminate them in the right way. If we completely
eliminate alcohol, or gambling, or try to enforce a universal prohibition on idleness of
any kind, we will likely violate the valuable autonomy of many people who are leading
lives of self-realization. Why not, then, make it public policy to coerce these nonrealizing individuals into leading different lives, lives that include the pursuit of some
worthy project? Doing so would allow us to continue respecting the autonomy of those
who make moderate use of alcohol, or occasionally participate in gaming or recreation, as
part of a good life (and these activities certainly can be part of one). Raz claims that ―a
moral theory which values autonomy highly can justify restricting the autonomy of one
person for the sake of the autonomy of others or even of himself in the future…But it will
not tolerate coercion for other reasons.‖461 But the ―high value‖ Raz‘s theory gives to
autonomy is strictly conditional: if one pursues a life of self-realization, then one‘s
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autonomy is very valuable. That kind of life is much more valuable when it is
autonomous than when it is not. But the cases we are considering are cases of wasted
lives. The autonomy of these individuals is not valuable. Raz must give some reason for
us to respect it beyond the mere fact of its being autonomy.
As far as I can tell, Raz has three responses to this problem. One is a Millian
epistemic response. He asserts that the fact that the state considers anything to be
valuable or valueless is no reason for anything. Only its being valuable or valueless is a
reason. If it is likely that the government will not judge such matters correctly then it has
no authority to judge them at all.462 The problem with taking this claim as a response to
the present problem is that in the cases we are considering, it is implausible that the
judgment that these lives are wasted is wrong. This was the same problem Mill had in
making a similar response. For these lives to be valuable, there must be some valuable
capacity which they cultivate. But clearly there is not. It is a fact that we can waste our
lives, and the harm principle is not supported by any position that cannot produce an
argument against coercing those who choose to waste their lives.
The second response focuses on the efficiency of coercion. Raz claims that
―forms of coercion…all invade autonomy, and they all, at least in this world, do it in a
fairly indiscriminate way. That is, there is no practical way of ensuring that the coercion
will restrict the victims‘ choice of repugnant options but will not interfere with their other
choices.‖463 If we coerce the drunk to change his way of life by locking him away, we
have done nothing to improve matters. Imprisoning him will do just as good a job, if not
better, of preventing him from leading a life of self-realization as he was previously
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doing on his own. We now have some reason for thinking that the implementation costs
of coercion in this kind of case are unjustifiably high. Let us even assume that at present
all our practical means of coercion suffer from this inefficiency. It is still possible that in
the future we will develop more sophisticated and subtle means. If we do, how can Raz‘s
argument justify withholding those means from individuals who have chosen to waste
their lives?
This objection is what I referred to above as the ―efficiency problem‖ for Raz‘s
argument. He does consider and respond to this objection, but his response is far from
adequate. He asks ―what if it became possible to coerce people to avoid immoral but
harmless conduct without limiting them in any other way,‖ and then insists that ―it is an
advantage of [his] argument that it does depend on contingent features of our world…I do
share the reluctance of supporters of the harm principle to say that in the imagined
circumstances the enforcement of harmless immorality is justified,‖ however, ―it is
impossible for us to say how the change would affect the merits of the issue.‖464 One of
the relevant contingent features of our world is that we do make progress in developing
subtler, more efficient, more focused means of coercively affecting behavior. It does not
require such a disorienting stretch of the imagination to consider a world in which the
possibility Raz considers is realized. If we believe in the harm principle we believe that
it should guide the actions of the state even in circumstances such as this. Otherwise, it is
no more than a practical requirement of the moment, which should be abandoned as soon
as we have the means to implement a superior principle. Raz‘s admission of reluctance
shows that he leans toward the former position. To support the harm principle from
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within a perfectionist framework, then, we must find a way to defend it even in this
hypothetical situation.
V: The Value of Liberty
Thus far we have examined the classic attempt of John Stuart Mill, and the
influential contemporary attempt of Joseph Raz, to identify and justify a principle that
specifies a general limit on the authority of the State to intervene in the lives of
individuals. Though both attempts have been found wanting, I do think that Raz‘s
autonomy-based interpretation of the harm principle is on the right track. My strategy for
the remainder of this chapter is as follows. As I discussed in the introduction to Part II, it
is part of my background theory of well-being that a good life is, in part, a life of
freedom. Though this claim will remain a background assumption and will not receive a
general defense here, I will now address the issue of the nature of the value of freedom. I
will defend a particular view of the sort of value freedom has against the recent and
influential theory of Ian Carter. I will then discuss the nature of the value of liberty—
freedom combined with autonomy in the way I have described. A clear understanding of
the sort of value that liberty has is what we need in order to proceed to examine the moral
ground of the State‘s authority and the limits which are justifiably set on the exercise of
that authority. My third task, then, will be to fulfill the promise of the conclusion to the
last chapter, by applying that chapter‘s model of how practical authority is morally
justified to the task of justifying the State‘s pursuit of Equal Liberty. Finally, I will
advance a liberty-based interpretation of the harm principle and argue that it can be
justified in a way that avoids the problems of Raz‘s view.
A. The value of freedom
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The view I argue for in this section is that the value of freedom is dependent—
that is, the value of the freedom to  derives from, though is not identical to, the value of
-ing. The freedom to  is not valuable simply insofar as it is a freedom, without this
value being related in any way to the value of -ing. Carter‘s position, on the contrary, is
that freedoms have independent value—value that derives from the simple fact that they
are freedoms, without any regard for what actions they are freedoms to perform. For the
purposes of this section, we should take ―freedom‖ to refer to negative freedom in
Berlin‘s sense, rather than to my much more restrictive notion of autonomy-freedom.
Arguing for the independent value of freedom is not Carter‘s ultimate goal.
Rather, his goal is to argue against what he calls the specific freedom thesis in each of its
three forms:
(1) Ontological: There is no such thing as overall freedom.
(2) Epistemic: Overall freedom cannot be measured.
(3) Normative: There is no point in measuring overall freedom.
Carter is interested in arguing for freedom‘s independent value primarily because he
believes that (a) the specific freedom thesis in all of its forms is wrong; and (b) the
specific freedom thesis is wrong if and only if freedom has independent value. Carter
never states (b) explicitly, but he does come close several times. For instance, he claims
that if we deny that freedoms have independent value, we cannot be interested in how
much freedom a person has overall, and we cannot justify a concern for the distribution
of freedom. 465 This rather profound confusion runs through the whole of Carter‘s work.
That it is a confusion should be evident from our work in Part II. The claim that the
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value of freedom is dependent is built into the social-choice theoretic approach to
measuring the extent of an agent‘s freedom. It is, after all, the cardinality of the set of
valuable options (or of similarity partitions of such options) that count toward the extent
of an agent‘s freedom in the models we have examined. Freedoms to choose worthless
options do not count at all toward that measure, and thus cannot be said to have any value
as freedoms; and this is precisely to deny the claim that freedoms themselves have some
value which is quite independent of the value of what they are freedoms to do. The social
choice-theoretic approach, moreover, yields a true measure of the overall freedom of
agents despite its built-in assumption of freedom‘s dependent value. It allows us to
answer precisely the question of whether one agent‘s opportunity set offers him more,
less, or just as much freedom as another agent‘s. And we have seen that it is perfectly
intelligible to place a concern for the extent of agents‘ overall freedom at the heart of a
theory of distributive justice, all the while working with a measure of freedom that has
the dependent value assumption built in.
I therefore dismiss both the specific freedom thesis and Carter‘s main argument
for the independent value of freedom (namely, that the existence of such value is implied
by the falsity of the specific value thesis). The work of Part II already amply supports
this dismissal. I turn, then, to Carter‘s other arguments for the independent value of
freedom. These may be grouped into two categories: (1) arguments that freedoms have
instrumental independent value; and (2) arguments that freedoms have constitutive
independent value. I address them in this order. I will not, however, discuss every one of
Carter‘s arguments. A number of them rely on the assumption that the specific freedom
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thesis is false if and only if freedom has independent value. These will be passed over in
silence.
Carter has two arguments for the instrumental independent value of freedom that
deserve our attention. The first is an argument from personal ignorance.466 He observes
that we are often enough in a position in which we know that we will have additional
goals in the future, but we do not yet know what specific goals they will be. Suppose that
at time t, I have the freedom to pursue option a, an option which I might adopt as one of
my important goals. I value this freedom. Later on, however, at t+1, I have chosen not to
pursue a—I have decided that I am not especially interested in a after all, and have
adopted other goals from within my set of available choices. Carter points out, rightly,
that this does not make it the case that I was wrong, at t, to value my freedom to pursue a.
But he is wrong to think that this is an argument in favor of the independent value of
freedom. The dependence thesis does not claim that only freedoms to pursue goals that
an agent ends up valuing are valuable. It claims that only freedoms to pursue valuable
goals are valuable. If a is a valuable goal—which means, from the perspective of my
theory, a goal which an agent might adopt as the result of a well-executed course of endsdeliberation—then the freedom to pursue a is a valuable freedom, whether or not an
agent ends up actually adopting a as one of his goals. No one has time to engage in every
pursuit whose value they recognize. Those who accept the dependence thesis must claim
that if a is not a valuable goal, then the freedom to pursue it is not valuable—not valuable
at time t+1, when the agent has realized that a is not valuable, and not valuable at t, when
the agent does not know that a is not valuable and still counts a as a potential goal whose
choiceworthiness he has yet to examine. Carter does indeed reject this claim, all he
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offers in rebuttal is the counter-claim that we are unwarranted in ruling out any of an
agent‘s available actions as worthless or not valuable.467 This is patently absurd. What is
true is that there are cases in which no one knows whether a particular goal or action is
valuable or not. To say that so long as this remains unknown, we have some reason to
protect these freedoms, is not to concede that freedom has independent value. If it
becomes clear at some point that one such action or goal is without value, it will still be
the case that we were right to protect the freedom to pursue it up to that point, but not
because the freedom has some value which is totally unrelated to the value of that which
it is a freedom to do. Rather, we will have been right precisely because we did not know
whether the freedom was a valuable one or not, and that itself was a very good reason for
protecting the freedom, on the chance that we would discover it to be a valuable one.
Carter‘s second argument is that freedom has independent value as a means to
bringing about the social good of progress. This argument also appeals to ignorance—
social ignorance, in this case. As a society, we do not know which freedoms will prove
important for achieving the goal of social progress, and so the most effective way to
pursue progress is to afford everyone the greatest possible freedom.468 The structure of
this argument is similar enough to that of the first that the same criticisms apply.
Moreover, Carter completely overlooks the fact that in addition to learning, as a society
and over the course of generations, that some freedoms are especially important for
pursuing progress, we also learn that some freedoms are antithetical to progress. There
was a time when it was the opinion of the U.S. Supreme Court that various regulations
regarding working conditions were an impermissible restriction on the freedom to
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contract.469 I hope it is not too optimistic to claim that we have since learned that such
restrictions on freedom are in fact essential to social progress.470
We can use one of Carter‘s own examples of independent instrumental value to
identify the feature of the bearers of such value which is missing in the case of
freedom.471 Suppose I have a ticket which entitles me to $100 worth of chocolate. The
value which this ticket has for me is dependent. If I love chocolate, it will be worth a lot
to me (perhaps even more than a $100 bill, which I might not be able to justify spending
entirely on chocolate). If I hate chocolate or am allergic to it, it will be worth nothing to
me.472 Now suppose I have a $100 bill. I can use this to buy any bundle of goods priced
at $100. The value of the bill does not depend on how valuable any given bundle of
goods is to me. Its value is independent of the value to me of anything I can use it to buy,
even though it is only valuable instrumentally, as a means to acquiring other things.
Carter thinks that more freedom is valuable in the same way that more money is
valuable, and since the value of money is independent, so is the value of freedom. His
argument for this analogy is similar enough to the two arguments already discussed that
we need not examine it. But it is instructive to observe that money has independent value
precisely in virtue of certain features which freedom lacks. These features are in fact the
defining properties of money: it is a store of value, a unit of account and a medium of
exchange. These properties are what make its value independent. If my income is
increased and there is no worthwhile acquisition to be made, I may save my extra money
until one comes along. And when one does come along, it will not matter what it is—it
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will be priced, and I will be able to exchange money for it. But freedom is not like this.
Every individual freedom is a freedom to perform some specific action, to pursue some
specific goal, to occupy some specific state—as Carter himself acknowledges. There are
no ‗freedom tickets,‘ granting the bearer the freedom to perform one action, whatever it
may be. Carter often uses the term ‗non-specific value‘ as a synonym for independent
value. Money has non-specific value because it is itself non-specific—not connected to
any specific bundle of goods. And it is non-specific in virtue of its defining properties.
As freedom lacks these properties, the comparison with money, pace Carter, gives us
reason to doubt the claim that freedom has independent or non-specific value.
Carter‘s arguments for the independent instrumental value of freedom are
insufficient. Let us turn, then, to his argument for freedom‘s independent constitutive
value. The claim here is that having freedoms is valuable as a constituent of a good life
independent of what those freedoms are freedoms to do. The argument for this claim is
as follows. Exercising one‘s agency, determining what one will do and what one will not
do, and thus taking responsibility for the course of one‘s life, are part of leading a good
life. Carter‘s crucial further claim is that ―the more freedom we have, the greater the
sense in which we can be called agents, and thus responsible for what we do, because the
greater the number of times that we can say ‗no‘.‖473 Carter is making a basic mistake
here, and once that mistake is corrected, the argument no longer supports the claim that
freedom has independent value. It is true that saying ―no,‖ deciding what one will not do
and refraining from doing it, is essential to the robust exercise of agency. But it is false
that the more often one says ―no,‖ regardless of what one is saying ―no‖ to, the greater
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the sense in which one can be said to be an agent. And it is the latter claim that Carter
makes and needs for his argument.
To see this, consider a simple example. Suppose Arthur is a diplomat, and so has
diplomatic license plates on his car. These plates allow him to park wherever he likes.
But as it happens, the city where his embassy is located has plentiful parking. So it is
rarely if ever the case he cannot find a convenient parking spot which is legal for anyone
to use. Suppose that he does park in general-use parking spots whenever he does not
have a pressing reason not to. By doing so, he spares his neighbors a variety of minor
inconveniences. Arthur is saying ―no‖ several times a day. But it is just not plausible
that doing so counts as an exercise of his agency of any significance. There is nothing
valuable about the option he is saying ―no‖ to, no reason for choosing it, no temptation to
choose it. His agency would not suffer in the least if diplomats in the country he works
in were to suddenly lose their special parking privileges.
Carter‘s assertion, then, that any freedom enhances agency in a valuable way just
in virtue of the fact that it gives the agent a chance to say ―no,‖ is not a plausible one.
This is enough to cast doubt on the claim that freedom has independent constitutive
value, at least in the absence of another suggestion as to what such value might result
from. But there is, we have noted, a related and much more plausible claim: that
deciding what one will not do and refraining from doing it are essential to the robust
exercise of agency. Is this claim consistent with the dependence thesis? Two
considerations show that it is. First, as I have already mentioned, it is a mundane fact of
life that we do not have the time and the energy that would be required to pursue every
valuable endeavor that we might conceivably pursue, even if we did have the resources
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and abilities need to pursue each and every one of them. Operating strictly within the
range of freedoms to pursue valuable goals, we have ample opportunity to decide not to
engage in certain activities and then to refrain from engaging in them—ample
opportunity, that is, to exercise our agency and take responsibility for our lives in just the
way Carter is concerned with. If this were not the case, then there might be some value
in the simple act of saying ―no‖ to some options regardless of what they were. But there
is simply too much in this world that is worth doing for our agency to be so easily
threatened. Second, it is perfectly reasonable to count acts of moderation, temperance,
and self-restraint as part of a good life. So there is value in having the freedom to act in
these ways. But such acts add value to our lives in the context of refraining from
overindulging in good things, or devoting ourselves to some worthy pursuits to the
exclusion of others which would add much needed balance to our lives. If I never have
an opportunity to help orchestrate a genocide (to take a fairly extreme example), and so
never have the opportunity to refrain from helping to orchestrate a genocide, this does not
detract from the value of my life in the slightest. If anything, my life is better for never
having included such a repugnant opportunity (hence the choice of such an extreme
example). Far from having some independent value, some freedoms have nothing but
dependent disvalue.474
B. The value of liberty
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What about the opportunity to help stop a genocide? The freedom to do this would certainly be very
valuable, as would doing it successfully, assuming that there was a genocide taking place. In such
circumstances, it might in fact be impossible to lead a good life without having the freedom to help stop the
genocide and taking advantage of that freedom. These claims are consistent with the fact that it would have
been better, for the agent as well as humanity as a whole, if the genocide had never taken place, and thus if
this achievement and the freedom to achieve it had never existed.
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I have argued, against Carter, that freedom does not have independent value. This
conclusion is an important one for the discussion of the ground and limits of the State‘s
authority that is to follow. If freedom, in the broad sense of negative freedom as
understood by Berlin, does not have independent value, than the mere fact that social,
political and legal institutions which are organized to promote equality of opportunity for
well-being restrict such freedoms is not in itself a strike against such institutions. We
must always look to the specific freedoms that have been restricted in order to determine
whether there is any ground for objection. This section will focus on the distinction
between instrumental and non-instrumental value, which clearly cuts across the
distinction between dependent and independent value. I will briefly consider the question
of whether freedom, in my sense of autonomy-freedom, has merely instrumental value.
But my primary concern will be the nature of the value of liberty, as I have articulated
this notion.
Richard Arneson has argued that the value of freedom (in Sen‘s sense, and thus in
a sense which is sufficiently close to mine) is instrumental:
[F]reedom is an instrumental, not a fundamental [i.e. final] value… If I know for certain
that provision of opportunities would be pointlesss or counterproductive, then any moral
obligation I might be under to provide those opportunities lapses. This means that even
in the normal case where provision of opportunities raises the expectation that the
beneficiary will put the opportunities to good use, the opportunities and resultant
freedoms are properly regarded as means to a further goal, morally significant not for
their own sakes but as means to individual good. 475

I have already argued, in Chapter 4, that a liberty-centered approach to distributive justice
need not, as Arneson seems to think, treat opportunities themselves as final goods, or see
each and every opportunity as a valuable constituent of every (or any) good life. Arneson
now claims that to deny that freedoms and opportunities have final value implies that
475
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their value is merely instrumental. But there is no reason whatsoever to think this.
Freedoms and opportunities do of course have instrumental value. But having a suitably
broad range of valuable freedoms and opportunities may also have constitutive value: this
may be an integral part of a good life, and it may be that two lives equal in achieved
functioning may fail to be equally good, because only in one—the better one—was that
functioning achieved through the agent‘s choice of goals from a broad range of valuable
options. This is, of course, part of the background theory of well-being which I have
been working from, and Arneson fails to give us any reason to doubt it. This view is
perfectly consistent with the (eminently plausible) claim that more freedom, even more
valuable freedom, does not always make a life better, and thus that we often lack any
obligation, or even any reason, to procure a given opportunity for an individual (as
Arneson observes). We have already seen that a liberty-centered approach to distributive
justice need not deny these claims. We should also recognize that in accepting them,
such an approach does not forfeit its right to claim the freedoms and opportunities have
more than just instrumental value.
I have looked at Arneson‘s reason for thinking that freedoms and opportunities
have merely instrumental value primarily because it links up in interesting ways with
various other claims of his which I have already argued against. I will refrain from
further examining the reasons why someone might take freedom to have merely
instrumental value. Nor will I offer a positive argument for the constitutive value of
freedom—again, this is one plank of my background theory of well-being, and it will
remain in the background. It is, however, important for my discussion of the authority of
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the State to discuss the nature of the value of liberty, as I have developed this notion. It is
to this question that I turn for the remainder of this section.
The argument for the constitutive value of liberty is already familiar to us. It is
essentially the argument that Carter used in his (failed) attempt to establish the
independent constitutive value of freedom. I will not address the question of whether
liberty has independent value in addition to dependent value. This is mainly because I do
not see how such a project would proceed. The sort of freedom which is partly
constitutive of liberty does not include the freedom to pursue worthless options. So if
autonomy-freedom does have some value which is totally unrelated to the value of the
options which one is free to choose, it seems impossible to tease apart these two types of
value in practice. There may be some good reason to insist nonetheless that autonomyfreedom does have both these types of value. But this is a search to which I do not wish
to apply myself. I will assume, then, that the value of autonomy-freedom is only
dependent and that it is at least instrumental. Likewise, I will assume that the value of
exercising one‘s autonomy is only dependent—its value derives from the value of what is
autonomously chosen. If one chooses a bad option because one has deliberated badly—
not in the sense of sloppily, but rather in the sense that one has knowingly discounted
strong considerations against one‘s choice and exaggerated weak considerations for it—
despite having the capacity and the access to evidence required to deliberate well, no
value attaches to one‘s choice merely in virtue of its being a deliberate one. Such a
deliberate choice may in fact be worse than a bad choice made through sloppy
deliberation or one made unreflectively. I also assume that its value is at least
instrumental—since the autonomous choice and pursuit of a valuable goal are steps on
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the path to realizing that goal. I maintain only that liberty—the exercise of autonomy
within a space of autonomy-freedom—has constitutive value as well as instrumental
value.
Carter‘s argument rests on a consideration advanced by Thomas Hurka.476
Hurka‘s idea, as we have seen, is that the fact that an agent is free to choose which goal
to pursue from a range of options, and is responsible for the life he goes on to lead as a
result of his choices in virtue of having chosen it, is the sort of fact that can add value to a
life. A self-determined life, a life which is the product of one‘s agency and the exercise
of one‘s reason, a life for which one can take credit and for which one must take
responsibility, is, ceteris paribus, a more valuable and worthwhile life. It is instructive
that the title of Hurka‘s piece from which Carter draws is entitled ―Why Value
Autonomy?‖ rather than ―Why Value Freedom?‖ Hurka‘s conception of acting
autonomously, particularly what he refers to as the Aristotelian goal of ―deliberated
autonomy,‖477 is strikingly close to my own neo-Aristotelian conception of exercising
one‘s liberty—that is, acting autonomously within a suitably spacious realm of
autonomy-freedom. I may remain agnostic, then, on the issue of whether freedom by
itself—even autonomy-freedom—has constitutive value. Autonomy-freedom in isolation
would simply be the capability-freedom to choose one‘s goals autonomously provided
that one happens to be able to make autonomous choices. This is a sort of freedom, that
is, that can perfectly well be had both by those who can make autonomous choices and by
those who cannot. Whether it is constitutively valuable or not will likely turn on whether
capabilities to achieve functionings are constitutively valuable or not. I believe that they
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are, but I will not argue the point. I am inclined to think that the exercise of autonomy in
the absence of autonomy-freedom—i.e. the autonomous choice of an option that is
accessible from a set whose other members are options that merely appear to be
accessible—is constitutively valuable. But since, as I argued in Chapter 4, the
development of autonomy requires a good deal of autonomy-freedom, the question of
whether autonomous choice in isolation has constitutive value is of little practical interest
or importance. It is the constitutive value of liberty that is important for our examination
of the authority of the State.
VI: Equal Liberty and the Authority of the State
A. The moral ground of state authority
We can now return to the question with which we concluded Chapter 5. We want
to know whether the model developed in that chapter for justifying the State‘s exercise of
its authority can be used to justify the State‘s pursuit of policies of Equal Liberty. I
propose to do two things in this section. The first is to show that based on the model of
Chapter 5, the State has a duty to each and every one of its citizens to create the
conditions of Equal Liberty, so far as it is able and consistent with a plausible limit which
I will outline. The second is to show that the State has a right to compliance with Equal
Liberty policies from its citizens, again within a certain limit. As we will see in the next
section, that limit will turn out to be a liberty-based version of the harm principle.
With respect to the first task, we should begin by recalling the definition from
Chapter 5 of an important interest. Such interests fall into one of four categories:
(1) An interest in the bare necessities for leading any worthwhile life which the
interest-holder cannot satisfy for himself, whether by his own fault or not.

385

(2) An interest in being free to choose which projects and goals will structure
one‘s life.
(3) An interest in being free to pursue the constituents of one‘s well-being when
one is able to do so for oneself.
(4) An interest which (a) is required for the interest-holder‘s (continued) pursuit
of his valuable projects and goals, (b) the interest-holder cannot satisfy for
himself without significant sacrifice and (c) the interest-holder‘s inability to
satisfy is not his fault.
These four species of interests dovetail exactly with the policies behind the Equal Liberty
distribution. The first is satisfied by the guarantee of equal basic functioning, a guarantee
that does not depend on whether one is responsible for one‘s failure to achieve that level
of functioning. The second is satisfied by equal promotion of autonomy and equal
opportunity for capability development. The goal of these policies just is to secure each
person‘s freedom to determine his own valuable projects and goals along with the ability
to exercise that freedom. The third is satisfied by the policies of comparable capability
subject to effort and capability choice, and equal freedom for capability exercise. The
goal of these policies is to secure each person‘s freedom—in the robust sense of
capability-freedom—to pursue his valuable goals. To possess this freedom is to have
access to the resources required to pursue those goals, the ability (developed through
one‘s own effort) to use those resources in order to pursue those goals, and an
environment of fair competition in which to pursue those goals if they are competitive.
Finally, the fourth is satisfied by the policies of equal achievement of functioning subject
to effort, accepted risk, and fair competition. These policies leaves room for
compensation in precisely the sort of case which the fourth species of interest identifies.
The policies behind the Equal Liberty approach to distributive justice, then, are
exceptionally well-suited as responses to the four species of important interests. That the
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State is the entity which is suited to the task of implementing and pursuing these policies
should be clear enough. The development of infrastructure, the logistical coordination,
the uniformity of administration, the de facto authority, and the impartiality toward each
citizen which are required in the pursuit of any remotely plausible scheme of distributive
justice all single-out the State as the entity that is fit to pursue such a scheme. Whether or
not the State, considered as an agent, has an agent-relative reason to pursue Equal Liberty
(or distributive justice more generally) for its citizens is a question I need not address.
Finally, if the approach to distributive justice developed in Chapter 4 is convincing, then
a truly flourishing society will be a society of Equal Liberty, and a society that falls short
of this goal to some extent will fail to flourish by a like degree. We should conclude,
then, that the State does have a duty to each and every one of its citizens to create and
preserve conditions of Equal Liberty.
For the State to successfully pursue the goal of Equal Liberty, those subject to the
State‘s authority will have to cooperate with its efforts and comply with its directives. If
we assume (as we ought) that the proper goal of the State is to establish the conditions
required for a society to flourish, and we are convinced by the Equal Liberty account of
what it is for a society to flourish, then it is progress toward establishing the conditions
for Equal Liberty that is required for the State to count as functioning well. If
cooperation and compliance from its citizens is required for the State to make progress
toward this goal (as they are), then the State, considered as an agent, has an important
interest in this compliance—it is necessary to the pursuit of the State‘s proper goal. The
State‘s interest in compliance clearly grounds an agent-relative reason for the members of
the body politic to comply—it is their compliance which the State has an interest in, after
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all. And this compliance is necessary to the flourishing of society, in that it is required
for the State‘s establishment of the conditions of Equal Liberty, which, so long as the
Equal Liberty view is convincing, are the prerequisites for social flourishing.
Once we see, therefore, that the policies of the Equal Liberty approach are an
ideal fit for the role of responding to each of the species of important interest which are
capable of grounding moral duties, the duty of the State to pursue those policies, and the
duty of the citizenry to cooperate in that pursuit, quickly follow. But it is presumably not
any and every attempt to realize this goal on the part of the State that would fulfill its
duty, nor any and every attempt that would generate a duty of compliance. It is not the
mere fact that the State is pursuing this goal that makes it the case that its duty is
discharged, or that a duty of compliance is generated. The goal must be pursued, at the
very least, in a way that makes success more likely than failure (and at most, in a way
that maximizes the chances of success). And this success, the realization of the
conditions of Equal Liberty, must not be transitory. Progress toward this goal—or, if the
goal is ever reached, the preservation of it—must be both stable and sustainable in the
long-term if the State is to count as fulfilling its duty.
For the State to have a right to compliance, moreover, the actions it takes toward
reaching this goal must result in more good than harm. These two requirements are
related. We must consider the question of whether the actions of the State are the source
of more good than harm from two perspectives. One is the perspective of the society as a
whole, both synchronically and diachronically. From the synchronic perspective, the
harm caused by the State‘s actions exceeds the good when the State‘s progress toward its
distributive goal is unstable. This will be the case when, at a given point in time, it is
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unlikely that the State will be able to continue to progress toward its distributive goal (or
to preserve the conditions it has established if the goal has been met) even in the shortterm, given the course of action it is currently pursuing. The crisis of confidence on the
part of the citizenry that is likely to result under this scenario will itself help to fulfill the
expectation that the policies being pursued are unstable and hasten their failure. From the
diachronic perspective, the actions of the State cause more harm than good when, despite
the short-term or even medium-term stability of the outcomes of the State‘s policies,
those policies are unsustainable in the long-term—i.e. their long-term effect is to make it
even more difficult for the State to reach its distributive goal (or to preserve the
conditions under which that goal is met) than it was at the time when the policies were
first implemented.
For the State that is pursuing the conditions of Equal Liberty (or, having
established those conditions, seeking to preserve them) to have a right to compliance
from its citizenry, then, its pursuit must be both stable and sustainable. This means, at the
very least, that the State‘s pursuit of this goal must be guided by the basic principles of
sound economic policy: sensible inflation targeting, a counter-cyclically fluctuating debtto-GDP ratio within a generally low-risk range, regulatory transparency, etc.478 Since the
right to compliance is the mark of a legitimate State, adherence to such principles in the
course of seeking to establish (or preserve) the conditions of Equal Liberty is a
requirement of the State‘s authority to pursue this goal.
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The other perspective from which we must consider whether the actions of the
State result in more good than harm is the perspective of the individual within the society.
And this brings us from the discussion of the ground of the State‘s authority to pursue
Equal Liberty, and the general constraints of stability and sustainability on that pursuit, to
the question of what limits should be set on the State‘s power to interfere with the lives of
individuals.
B. A liberty-based interpretation of the Harm Principle
Despite its defects, Raz‘s argument for an autonomy-based interpretation of the
Harm Principle moves us a significant distance in the right direction. Raz‘s notion of
autonomy is closer to my notion of liberty than it is to my notion of autonomy—it
includes the availability of a range of valuable options and the development of the
capacities needed to take advantage of those options, in addition to autonomous choice
from among those options. My account of liberty provides us with a far more robust and
precise understanding of the value that Raz and I are both interested in; but the contours
of his notion of autonomy match those of my notion of liberty well enough for us to see
that it is one and the same value that interests us. Having already developed and
defended my notion of liberty at length, I propose that we begin with a simple
terminological shift. Like Raz, I will argue for a narrow reading of the Harm Principle,
but on this narrow reading, harm will be taken to be restriction on liberty as I have
explicated this notion. This gives us the version of the principle stated in the Preface:
The Harm Principle: The only adequate justification for state interference
in individuals‘ lives is the prevention of harm in the form of restrictions on
other individuals‘ freedom or autonomy.
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That we all bear duties of liberty—corresponding to Raz‘s duties of autonomy—
should be clear from the previous section. The citizens of the State that seeks to establish
the conditions of Equal Liberty in a stable and sustainable way have an enforceable moral
duty to comply with those of the State‘s directives that are aimed at progressing toward
that goal. The liberty-based reading of the Harm Principle sets a limit on the sort of
action that generates such a duty. The redistributive actions of the State, which are
essential to realizing the conditions of Equal Liberty, must not be of such a rate or
magnitude that those who are succeeding in leading lives of broad valuable functioning
are left unable to continue (or excessively disincentivized from continuing) to exercise a
range of valuable capabilities commensurate with their past effort in developing those
capabilities. This limit is consistent with the Equal Liberty policies developed in Chapter
4, and thus leaves ample room for State action, allows for significant duties of liberty,
and makes considerable progress toward Equal Liberty possible. Moreover, the sort of
restraint imposed by this limit is the same as what is already necessitated both by the
commitment to pursue conditions of Equal Liberty without wasting resources and by the
fact that the State‘s pursuit of these conditions must be both stable and sustainable if it is
to be legitimate. All three of these considerations—the Principle of No Resource Waste,
the ground of the State‘s right to compliance with the duties of liberty it imposes, and the
liberty-based reading of the Harm Principle—thus work in concert, and are mutually
reinforcing. The limitations on State action which make it possible for the State to pursue
its distributive goal in the long-term (captured by the Principle of No Resource Waste)
are also the limitations which the State must respect in order for its authority to pursue
that goal to be legitimate; and by respecting these limits, the State remains within the
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confines of the liberty-based version of the Harm Principle as it imposes and exacts
duties of liberty for the sake of progressing toward its distributive goal.
There remains, however, the looming objection to the Harm Principle, even in its
liberty-based form, which is already familiar from our examination of Raz‘s argument:
the efficiency problem. Let us assume that liberty does in fact have constitutive value—
that the good life is, among other things, a life of liberty—but that this value is strictly
dependent—there is no value in access to worthless or bad options, or in the choice of
such options through the bad or sloppy exercise of one‘s autonomy. Let us also assume
that liberalism can countenance coercion for the sake of enforcing duties of liberty, and
focus our attention solely on the issue of coercing agents who are engaged in harmless
but worthless or immoral activity into some valuable activity. And let us acknowledge
that when our available methods of coercion are course—consisting in legal threats,
sanctions and punishments—we are very likely to undermine the coerced agent‘s chances
at achieving functioning, rather than enhancing them, and are also likely to disrupt
without any justification the lives of those who are doing well. But now let us suppose
that we acquire far more subtle and efficient means of coercion—subtle enough, let us
say, that the one being coerced is not explicitly conscious of the presence of any threat or
the fear of sanction or punishment.479 The point of the thought-experiment is to see
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whether the liberal can succeed in repudiating coercion itself, irrespective of its effects,
without denying that a life of valuable functioning is good to at least some (perhaps
considerable) extent even if it is not a life of liberty.
The threat to the liberal‘s anti-coercion stance comes from the fact that, as Hurka
observes, we ―cannot plausibly treat autonomy [or liberty] as special among goods,‖480 by
denying the plausible claim made above about a life that lacks liberty. If we do simply
see liberty as one good among others, then we are already set up to see our concerns
about liberty as vulnerable to the problem of trade-offs with other goods. And at this
point, unless we exaggerate the relative value of liberty, we will have to be prepared to
yield our concern for liberty in the face of efficient, subtle and effective means of
coercion. In this scenario, the harm caused by depriving the agent of liberty will more
likely than not be outweighed by the good of causing him to engage in some valuable
activity. The suggestion which I will develop as I conclude this chapter is that this view
gets things wrong at the start, and that recognizing this error does not require endorsing
any implausible claims about the value of liberty. What is required, rather, is a proper
understanding of the special relationship that liberty stands in to other potential
constituents of the good life, which belies the claim that it is simply one good among
others. And this is something we can recognize without taking liberty itself to be special
among goods in any dubious way.
the value of what he has been coerced into doing and would choose it autonomously if he had the
opportunity to do so. He thus inverts one of the Millian anti-coercion arguments discussed above. I
maintain that even in this scenario, it is still the case that the agent is not leading an autonomous life in the
fullest sense, since he did not in fact autonomously choose to live the way of life which he now wholeheartedly accepts and identifies with—he was denied the opportunity to do so when he was coerced. And if
there is any promise of defending a more robust sort of liberalism than this—one that places great value on
leading a life of freedom and autonomy in the fullest sense—our goal should be to find a way to do so,
rather than settling for the more limited variety of liberalism that Sher finds acceptable. See G Sher (1997)
Beyond Neutrality: Perfectionism and Politics (Cambridge: CUP), especially chapters 3 and 4.
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The structure of the conception of liberty which I developed over the first three
chapters, set against the background theory of well-being I have adopted, makes the
special relationship between liberty and other goods explicit. Recall that the full account
of the good life is as follows: a life of valuable functionings, autonomously chosen from a
broad set of capabilities to function. Whether a functioning counts as valuable for an
agent depends on the position of the agent. Though not necessarily the functionings the
particular agent would (or should) most prefer, all things considered, the functionings
which count as valuable for that agent are the ones that a similarly positioned agent—one
with comparable natural abilities and subject to similar duties, obligations and
responsibilities, though not necessarily one with identical tastes and interests—could
reasonably include in his most preferred set of functionings. These functionings fall
within the scope of the thesis of competitive value pluralism. Functionings which fit this
characterization are to be judged equally choiceworthy from the perspective of society—
though they are not so judged from the positions of the individual agents that belong to
that society. Insofar as we embrace value pluralism, we acknowledge that there is no one
form of life whose adherents have a special claim to society‘s support. Insofar as we
accept a competitive pluralism, our finite resources require that we make trade-offs—in
distributing support to an agent engaged in one valuable form of life, we choose not to
support, even indirectly, others engaged in another valuable form of life, and the effect of
that support may be to increase competition for some type of achievement. The scope of
the thesis of competitive value pluralism, however, is limited to the valuable functionings
which constitute the sets of options from which agents may make autonomous choices. It
does not extend to the value of having broad freedom of choice among capabilities for
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functionings, or the value of developing and exercising autonomy or making autonomous
choices. Liberty is not only a constitutive good, in the same way that the myriad varieties
of valuable functionings are. It is also a complementary good with respect to each and
every one of these other goods. That is to say, the constitutive value of any functioning is
enhanced when that functioning has been chosen autonomously from a broad range of
valuable options. And the sort of conflict that can arise between the pursuit of different
functionings—the conflict that is recognized by the thesis of Competitive Value
Pluralism—does not arise between the functioning chosen and the liberty to choose it.
Wherever there is valuable functioning, the value of that functioning increases in virtue
of its being freely and autonomously chosen.481
The significance of this point about the complementary relationship between
liberty and functioning is that there is a fundamental difference between trade-offs
between functionings (which arise in virtue of competitive value pluralism) and tradeoffs between functioning and liberty (as envisioned in the efficient coercion scenario). In
the first case, the elements in the trade-off are in some way incompatible. In the second,
there is no such incompatibility forcing our hand. The power behind the argument for
coercion in the efficient coercion thought-experiment derives from the fact that there are
some individuals who are failing to achieve valuable functioning, but who would (in all
481
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likelihood) achieve it if they were coerced into valuable activity. Once we venture down
that path, even if we are successful and the agent does achieve a significant level of
valuable functioning, and even if the agent comes to embrace the activity he was coerced
into, we will have deprived him of one of the main constituents of a good life. It will
never be the case that the agent chose his form of life, valuable as it may be, through the
exercise of his autonomy and from a position of freedom. Liberty and coercion are
incompatible.
This is a familiar enough counter-argument. But what appreciating the
complementary relationship between liberty and functioning reveals to us is that this is
never a trade-off we are forced to make—unlike the trade-offs that must be made
between valuable forms of life that are in competition with one another. There is always,
at least in principle, another option—the option of directing our efforts toward ensuring
that the agent has access to a suitable range of genuinely valuable options, and changing
the conditions in which the agent finds himself, such that we promote the excellent
development and exercise of his capacity of autonomy. The likely result is not only an
increased chance that the agent will end up achieving a significant level of valuable
functioning, but also the preservation of the possibility that the agent will end up leading
a good life in the most robust sense—a life that is also a life of liberty. Why should we
think that promoting the conditions of liberty is likely to have this positive result, rather
than to result in an autonomous but idle or wasteful life? Here, another aspect of my
theory of liberty becomes essential. On Raz‘s view, for example, an autonomous choice
of valuable functioning is just as much an exercise of autonomy as an autonomous choice
of idleness. But according to my theory, autonomy is an excellence, and the excellent
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exercise of autonomy cannot be separated from the value of the ends that are chosen
autonomously. If the choice to waste one‘s life is an autonomous one, it is nonetheless
the result of a defective exercise of one‘s capacity of autonomy. To contribute to the
conditions of liberty is, as far as the autonomy aspect of liberty is concerned, to alter the
environment of the agent in such a way that it becomes more likely that he will develop
and exercise his capacity of autonomy well. A similar point can be made with respect to
the freedom aspect of liberty. Only valuable options count toward the measure of the
degree of freedom possessed by the agent. So to bring about an increase in the agent‘s
freedom is to increase the number of worthwhile options he could pursue, and is perfectly
consistent with eliminating some of the various ways in which he could waste his life.
Ultimately, then, the enhanced liberal defense of the Harm Principle rests on two
claims. First, the fact that the trade-off between liberty and functioning is not one we can
be forced to make by the sort of incompatibility that necessitates other trade-offs. And
second, the fact that the extent of an agent‘s freedom, and the quality of his exercise of
autonomy, are tied to the value of the ends that he chooses to pursue. The plausibility of
both of these claims derives from the structure of the account of liberty that I have
developed. What my account cannot do is enable me to demonstrate decisively that even
successful efficient coercion is intrinsically wrong. But what it does do is enable me to
draw a weaker, but I believe still satisfactory, conclusion: we ought, as a society, to have
a dominant preference for contributing to the conditions of Equal Liberty over employing
efficient coercion. So long as we have not done all we can to create the conditions in
which an agent will lead a life of freedom, autonomy, and achievement, contributing to
the creation of those conditions is the preferred option over coercion (even of the efficient
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variety). It is preferred from the perspective of the agent, who receives support from
society that further enables him to lead a good life without being subject to coercion.
And it is preferred from the perspective of society, since by contributing to the conditions
of liberty we both increase the chances that the individual will lead a life of value and
preserve the possibility that the life he leads will include all of the major features of a
good life—freedom and autonomy in addition to achievement. To be a liberal is
precisely to believe that the constitutive value of liberty is great enough to justify this
preference.
And what if we judge that we have done all we can for a particular agent, and are
unlikely to further increase his chances of leading a life of liberty and achievement? We
may, of course, be forced to make a trade-off between agents—say between one agent
whose life is spent in worthless pursuits and one who requires greater access to resources
in order to continue exercising the capabilities he has worked to develop. We may,
justifiably, conclude at some point that we should no longer continue to expend resources
on promoting the proper growth of the first agent‘s autonomy, and leave him to his
idleness. But there is nothing illiberal about this course of action. In fact, it is precisely
the right course of action if we are committed to promoting equality while adhering to the
Principle of No Resource Waste. The essential point remains that the complementary
relationship between liberty and functioning, and the fact that both are major constituents
of the good life, make it the case that in the envisioned trade-off between liberty and
efficient coercion, the preference for liberty dominates.
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Conclusion
Impressions there may be which are fitted with links and which may
catch hold on each other and render some sort of coalescence possible.
-John Livingstone Lowes
The Road to Xanadu

In the Preface, I set out a group of commitments that characterize a political
theory as both liberal and Aristotelian. We can now see all the basic components of this
theory assembled:
1. A rigorous and precise theory of autonomy, understood as excellence in
exercising the capacity to plan one‘s life through deliberate choice of ends,
and rational selection of means to those ends even in the complex and
unpredictable circumstances that one so often encounters in life.
2. A theory of freedom—understood as the freedom to develop and exercise
one‘s autonomy, and to act autonomously in choosing the path one‘s life will
take from a broad range of valuable options—which allows us to measure the
extent of an agent‘s freedom.
3. An aspirational account of distributive justice, which advocates the equal
distribution of liberty, understood as autonomy plus the freedom to choose
and act autonomously.
4. A theory of the ground of the State‘s authority to realize, maintain, and
preserve the Equal Liberty distribution.
5. A theory of the limits of State authority according to which State intervention
is justified only insofar as it is needed to realize, maintain and preserve the
conditions of Equal Liberty.

Much work remains to be done regarding the feasibility of designing and implementing
policies that will move us toward greater social justice. But I hope to have framed a goal
worth aiming for.
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