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With the proliferation of laptops, smart phones, sensors and other small
devices, our physical environment is increasingly networked. Applications in
a variety of problem domains (e.g., intelligent construction, traffic monitoring,
smart homes, etc.) need to efficiently and seamlessly execute on top of such
emerging infrastructure. Such infrastructure tends to be unreliable, and the
network configuration changes constantly (network hosts depart and reemerge
frequently). Consequently, software has to be able to react to these changes
continuously and change its behaviors accordingly. In this dissertation, I introduce PAQ (Persistent Adaptive Query), a middleware designed to ease the
programming burden associated with writing such applications. PAQ employs
a novel style of query-driven application development that allows programmers
to build pervasive applications by employing persistent queries–queries that
continuously monitor the environment. The dissertation discusses the design
and implementation of a new middleware model that allows programmers to
write high level specifications abstracting away several tedious implementation
viii

details. PAQ employs both novel protocols that automatically tag the quality
of information obtained from the network and statistical techniques to postprocess and smooth the data. The goal of this research is to ease the software
engineering challenges encountered during the construction and deployment of
several applications in emerging pervasive computing environments thorough
the use of a query-driven application development paradigm.
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Chapter 1
Introduction

Miniaturization has enabled computation to be performed in a variety
of devices of varying form factors. In recent years, there has been an extraordinary proliferation of laptops, PDAs, and other non-traditional computing
devices. The increasing deployment of sensor networks consisting of tiny battery operated environmental sensors highlights the continuation of this trend.
At the same time, wireless communication technologies have also made great
strides. The convergence of computation and communication provides the
potential to support truly pervasive computing. Information and computing
power will be increasingly embedded in the physical environment, and our
primary means of interacting with the environment will be through the use of
the wireless medium.
These developments have led to heightened interest in designing softwareintensive systems for such environments. Despite recent strides in technology,
the ability to obtain data, process it, and expose meaningful information to
applications in such environments remains a major software engineering challenge. An abstraction that can help simplify the process of discovery in such
applications is a query. Query processing masks the details of complex net-
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work communication required to discover information and services distributed
across the environment. Query use in such open settings is particularly appropriate, as queries eliminate the unrealistic assumption of knowing in advance
the location or exact nature of the desired information. Queries thus provide
a natural software engineering tool for exploring the surrounding world.
This dissertation explores issues pertaining to query processing in these
emerging environments. Successful query processing mandates that two operations are accomplished. The first determines how the query interacts with the
environment, e.g., determining which devices should actively participate and
how often they should respond with data. The second is to ensure that the
response is interpreted correctly. Both operations have unique challenges in
pervasive computing environments that are not prevalent in traditional query
processing systems. To understand these challenges, we first enumerate some
salient characteristics associated with these environments.

1.1

Characteristics of Emerging Environments
Emerging pervasive computing environments tend to share the follow-

ing features:
• Self-Organization: Hosts in these environments interact opportunistically, creating networks of collaborating hosts based on application requirements and wireless connectivity. These networks are commonly
referred to as Mobile Ad Hoc Networks (MANETs). More often than

2

not, there is no centralized infrastructure for devices to operate on.
• Distribution of Computation: Individual hosts in the network have builtin computational capabilities. Also, communication cost is much greater
than the computation cost. Consequently, applications are motivated to
distribute the computational logic into the devices in the network. Thus
techniques like in-network aggregation, where messages are aggregated
along a predefined structure imposed on the network (e.g., a routing
tree) are frequently employed to minimize communication overhead.
• Device Failures: Device failures are more pronounced in these networks
because participating hosts are typically battery-operated. When a device is drained of its battery resources, it ceases to be a part of the
network. Such failures are the norm rather than the exception.
• Mobility: Mobility is common to many applications that use opportunistic networks. Users with PDAs and laptops move with their devices.
Similarly, sensors attached to cars are, in effect, mobile sensors.
The characteristic self-organization, mobility, frequent host failures,
and distribution of computation renders these networks dynamic—the network infrastructure constantly evolves in response to these changes. Coping
with frequent environmental dynamics is thus a fundamental requirement of
query processing in mobile ad hoc networks. A dynamic environment makes
it particularly difficult to interpret the query response correctly. This dissertation delves into these issues in detail. However, the environmental dynamics
3

Construction site boundary

Crane

Monitoring
center

Mobile vehicle
Palette
of materials

Mobile worker
w/ handheld

Figure 1.1: Intelligent Construction Site

impact applications and users differently depending on the type of interaction
the application requires with the physical environment.

1.2

Types of Interaction
To elucidate the different types of interactions that an application

querying a dynamic environment may demand, we begin with a motivating
application example. Consider an application querying a network spanning
an intelligent construction site as depicted in Figure 1.1. Such intelligent
construction sites are becoming increasingly commonplace, connecting sensors
distributed around the site to measure environmental and structural conditions with small mobile devices carried by workers and inspectors and more
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powerful stationary computers. Construction workers move at walking speeds
and carry handheld devices. Mobile vehicles are outfitted with sensors that
keep track of the amount of material (e.g., number of bricks) in the vehicle.
Different structures like cranes and buildings are also outfitted with sensors.
Embedding these devices allows workers on the site to directly interact with
information from the environment.
There are broadly two types of interactions that can take place in such
a construction site. The first type transpires just once and commences immediately. We refer to these types of interactions as one-shot or one-time queries.
For example, a construction worker can ascertain whether the crane is operating within safety conditions by querying for readings from sensors attached to
the crane. He can inquire about the number of bricks in the construction site
by issuing a query that computes the sum of all sensor readings originating
from structures holding bricks. The second type of interaction entails periodic interactions with the environment and is referred to as a persistent query.
Applications interested in observing the environment over an extended period
of time employ persistent queries. For example, a monitoring station may be
interested in long term asset and operations management. A persistent query
can be issued to analyze equipment usage on the site over the period of a few
weeks. This information can be used to determine the frequency with which
maintenance operations are performed on different equipment. The type of
interaction plays an important role in deciding how to process the query and
how to interpret the response.

5

1.3

Query Requests and Responses
The processes of requesting information and interpreting the response

differ depending on the type of query. For one-time queries, the devices of
interest are typically in the immediate surroundings of the query issuer. Thus,
scoping the query to the area of interest is sufficient. However, when interpreting the response, it is critical that the response returned is a reflection of
the actual state of the environment. Host failures and mobility can obscure
this information. For example, when a construction worker queries for the
number of bricks on the site, it is important to ensure that the value from a
single truck is not counted multiple times. This can happen if a truck that has
already contributed to the response moves to a new location where it receives
and processes the query again, i.e., if the speed of the truck is faster than the
processing of the query. Similarly, when querying for crane safety, if one of the
sensors that acts as an information relay malfunctions, the answer returned
is circumspect. An important challenge for query processing in dynamic networks is to understand the uncertainty associated with the query response. It
is important to convey to the user whether and how dynamics impacted the
query response.
Applications employing persistent queries, on the other hand, are typically interested in studying patterns of change in the environment over a
period of time. For example, an application may be interested in determining
the number of bricks that has been consumed since the operation started, or
how frequently the number of bricks on the site reduces to a predefined value.
6

The process of requesting information must be nimble enough to involve different devices at different times. Interpreting the response correctly is mostly a
function of accurately identifying the changes taking place in the environment.

1.4

A Query Processing Middleware for Dynamic Networks
In this dissertation, we present a framework to systematically address

the challenges associated with requesting information and interpreting the response for both one-time and persistent queries in the form of a middleware
called PAQ—Persistent Adaptive Queries middleware. Figure. 1.2 provides a
high level overview of our approach. The first component of our middleware
is referred to as an inquiry strategy. The role of this component is to generate
a protocol that is applied to the network, potentially in conjunction with an
aggregation strategy. The aggregation strategy dictates how in-network aggregation is employed by the protocol. The resulting protocol dictates which
devices are involved in query processing. Executing the protocol on the network produces a response that is returned to the application if the application
requested a one-shot response. For persistent queries, a history of responses
is maintained, and an aggregation of this history is used to provide the application with a response through a process called the integration strategy. The
final component is called the introspection strategy, and it pertains to using
the history of responses to identify responses that are interesting, i.e., those
not within the bounds of what the application typically expects. This com-
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Figure 1.2: Adaptive Query Processing Middleware

ponent allows the middleware to provide feedback that allows an application
to modify the protocol applied onto the network over a period of time. An
application employing a persistent query can thus be adapted based on environmental changes and application needs by varying the the inquiry strategy
for successive one-shot queries. The rest of this dissertation will study the
need for and realization of these components in detail.

1.5

Goals
Parts of this dissertation have been published in conferences and jour-

nals [44, 46–50]. It addresses the challenges raised above by making the following contributions explicity:
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1. We provide a formal model to reason about changes taking place in
dynamic networks. One way to think about mobile systems is to abstract
the environment as an evolving set of named entities with associated
attributes, over which queries may be evaluated. We call this abstraction
a configuration. The evolution of the system is modeled as a transition
between successive configurations [44, 48].
2. We present a flexible mechanism, called an inquiry mode that provides
the building blocks of the inquiry strategy. An inquiry mode specifies the
kind of protocol used and determines how a query is evaluated across a
dynamic network. An inquiry strategy can be expressed as a time series
of inquiry modes coupled with the rate at which one-shot queries are
issued. Flexibility in defining inquiry modes allows applications employing persistent queries to exercise control and match the level of accuracy
desired [48].
3. We design a protocol to assess the query quality for one-shot queries
qualitatively and quantitatively. When computation is distributed in a
dynamic environment, the resulting response may not be consistent—i.e.,
it may not be an accurate reflection of the ground truth. Traditionally,
database query semantics have been precisely defined to ensure that executing a query results in a single, correct answer, usually requiring a
transaction that upholds the ACID properties of atomicity, consistency,
isolation, and duration. Providing these guarantees is unrealistic in dynamic networks. In addition, when an aggregation strategy is employed,
9

the semantics are very difficult to express because the answer returned is
typically a single value calculated over a set of individual responses. We
numerically quantify the uncertainty by providing a range of possible
answers to the query in addition to the providing relevant qualitative
semantics for aggregate one-shot queries [47].
4. We formally introduce the concept of integration strategies that allow
persistent queries to be answered from a series of one-time responses. In
addition, we identify integration constructs useful in developing mobile
applications [49].
5. We formally define the concept of introspection to characterize normal
and deviant query responses. This allows applications to assess the fitness of a particular inquiry mode by comparing query responses against
expectations or responses obtained from previous queries. In addition,
it provides an application-specific trigger mechanism for adaptation. We
identify a number of useful introspection metrics that can be used by
application developer [48, 49].
6. We present a practical realization of the models described through a
middleware called PAQ that provides an interface for adaptive query
processing. We use PAQ to demonstrate the feasibility of our formalization. In addition, we evaluate the effectiveness of the concepts introduced in this dissertation for real application scenarios. PAQ has eased
the programming burden associated with adaptive pervasive computing
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applications substantially [49].
7. Finally, we demonstrate how the use of simple statistical techniques like
interpolation and regression can be used to reduce the resource overhead
associated with query processing of adaptive applications. These techniques are built into PAQ and provide an additional knob for application
developers to configure easily [50].

The remainder of this dissertation is organized as follows. Chapter 2
provides a model to represent mobile ad hoc networks and the dynamics they
entail. Chapter 3 introduces inquiry modes, which provide applications the
ability to specify which devices should be used to collect information for onetime queries. Chapter 4 provides a mechanism to interpret the response for
one-shot aggregate queries and assess its quality. Chapter 5 formally defines
integration, the ability to compose answers to persistent queries from a history of one-time responses. It also introduces introspection, the ability to use
meta-information to augment analysis given a history of such information. Finally, the same chapter describes PAQ, a middleware for query processing in
dynamic networks using the foundations presented in this dissertation. Chapter 6 shows how basic statistics can be used to trade resource consumption for
query response quality in PAQ, and Chapter 7 concludes.
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Chapter 2
Model of Query Execution

In this chapter, we introduce the concepts that lay the foundation for
our study of query processing in mobile environments. The idea is to model
the evolution of the system as transitions between successive configurations
and to relate new concepts (e.g., integration, introspection) to this model. By
modeling configurations as sets of mobile entities with associated attributes,
we provide a model that is general and flexible enough to capture different
types of queries over different types of mobile entities independent of a query
specification language, and we can easily express mobility and time as state
transitions. In the rest of this dissertation, we use this model to precisely define
the query processing guarantees that can be offered to queries in dynamic
mobile computing environments.

2.1

Modeling the Environment
We view a mobile ad hoc network as a closed system of hosts where each

host h has a location and a single data value (though a single data value may
represent a collection of values). A host is represented as a tuple (ι, ν, ζ), where
ι is a unique host identifier, ν is the host’s data value, and ζ is the host’s context
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element. In a simple model, the context can be simply a host’s location. In
more complicated models, the context may include a list of a host’s neighbors,
routing tables, and other system or network information. The global abstract
state of a mobile ad hoc network, which we call a configuration, is simply a
set of host tuples. Formally, we describe a configuration as:
C≡

H
[

(ι, ν, ζ)i

i=0

where H is the number of hosts in the network.
To capture network connectivity, we define a binary logical connectivity
relation, K, to express the ability of one host to communicate with a neighboring host. Using the values of the fields of a host triple, we can derive physical
and logical connectivity relations. As one example, if the host’s context element, ζ, includes the host’s location, λ, we can define a physical connectivity
relation based on communication range. A physical connectivity relation that
represents a connectivity model with a circular, uniform communication range
can be defined as:
(h1 , h2 ) ∈ K ⇔ |h1 .ζ.λ − h2 .ζ.λ| ≤ d
We use the . operator to deference a named field in the tuple. It is possible
to model other physical connectivity models in a similar fashion. It should be
noted that K is not necessarily a symmetric relation; in the cases that it is
symmetric, K specifies bi-directional communication links.
The environment, however, is not static; it evolves as the network topology changes, value assignments occur, and hosts exchange messages. We model
13

network evolution as a state transition system where the state space is the set
of possible system configurations, and transitions are configuration changes.
Specifically, a single configuration change consists of one of the following:
• value change: a single host can change its stored data value, ν. Formally,
this is:
value change ≡ h∃h : h ∈ Ci :: h∃h0 , v : h0 ∈ Ci+1 ∧
v 6= h.ν :: h0 = (h.ι, v, h.ζ)ii1

• neighbor change: the change in a host’s location impacts the logical connectivity of the network; as a result, some host in the network will experience a change in its set of logically connected neighbors. A neighbor
change occurs when a host is no longer connected to a previous neighbor (i.e., the pair of hosts no longer belongs to the connectivity relation
K) or becomes connected to a new neighbor (i.e., the pair of hosts now
belongs to the relation). We formally describe this as:
1

In the three-part notation: hop quantified variables : range :: expressioni, the variables
from quantified variables take on all possible values permitted by range. Each instantiation
of the variables is substituted in expression, producing a multiset of values to which op
is applied. If no instantiation of the variables satisfies range, the value of the three-part
expression is the identity element for op, e.g., true if op is ∀.
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neighbor change ≡ hh1 , i : h1 ∈ Ci ::
hh01 , h2 , l : h01 ∈ Ci+1 ∧ h2 ∈ Ci+1 ::
h01 = (h1 .ι, h1 .ν, l) ∧ l 6= h1 .ζ ∧
(((h01 , h2 ) ∈ K ∧ (h1 , h2 ) ∈
/ K)) ∨
(((h01 , h2 ) ∈
/ K ∧ (h1 , h2 ) ∈ K)))ii
• message exchange: the exchange of a message between any pair of hosts
constitutes a configuration change because it changes the information
available in the network. We will formalize concepts related to propagation and reception of messages in Chapter 3.
We can now define a configuration change as:
∆C ≡ hvalue change ⊕ neighbor change ⊕ message exchangei
The exclusive-or notation ⊕ indicates that we model one change at a time.
From a global perspective, system evolution can be viewed as a sequence of
configurations associated with successive transitions.
To refer to the connectivity relation for a particular configuration in
this evolution, we assign configurations subscripts (e.g., C0 , C1 , etc.) and use
Ki to refer to the connectivity relation for configuration i. We build on K to
define reachability across configurations. The reachability relation, R(i,j) , is a
binary relation on host tuples that indicates the potential of one-way multi-hop
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communication between them that starts no earlier than the ith configuration
and completes no later than the j th configuration:
h∀k : i ≤ k ≤ j :: h ∈ Ck ⇒ (h, h) ∈ R(i,j) i
h∀h1 , h2 , k : i ≤ k ≤ j :: (h1 , h2 ) ∈ Kk ⇒ (h1 , h2 ) ∈ R(i,j) i
h∀h1 , h2 , h3 , k : i ≤ k < j :: ((h1 , h2 ) ∈ R(i,k) ∧ (h2 , h3 ) ∈ Kk+1 ) ⇒
(h1 , h3 ) ∈ R(i,j) i
First, every host is always reachable from itself. Second, if one host (h1 )
is connected to another (h2 ) in any configuration between i and j inclusive,
then h2 is reachable from h1 . Finally, we recursively define reachability across
configurations.

2.2

Defining Queries and Results
We use this model of an evolving system to reason about the results of a

one-shot query issued over a mobile ad hoc network. Consider the sequence of
configurations shown in Figure 2.1. A single query may span such a sequence,
starting with the configuration in which the query is issued (the query initiation
bound, C0 ) and ending in the configuration that corresponds to the delivery
of the result (the query termination bound, Cn ). We define hC0 , C1 , . . . Cn i
as the set of configurations over which a query is executed. No configuration
outside these bounds can impact the query’s result. We extend our definition of
reachability to define query reachability, which, informally, determines whether
it was possible to deliver a query to and receive a response from some host h
16
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Figure 2.1: Query bounds and configurations
within the sequence of configurations. Given the host who issues the query, h,
query reachability for query q, Rq , is defined as:
(h, h, i) ∈ Rq ⇔ (h, h) ∈ R(0,i) ∧ (h, h) ∈ R(i,n)
It is not only necessary that h was reachable from the query issuer during the
query, but also that, after h was able to receive the query, h was reachable
from h, ensuring that it was possible for h’s response to reach the query issuer.
Informally, i, is some configuration where the host, h, can receive and process
the query.
A query’s result, ρ, is a subset of a configuration. It is a collection of
host tuples that constitute responses to the query. No host in the network is
represented more than once in ρ, though it is possible that a host is not represented at all (e.g., because it was never reachable from the query issuer). Any
result must have satisfied the aforementioned property of query reachability.
This ensures that both forward and reverse paths exist for query propagation
and response collection. Formally, given a reference host, h (the query issuer):
h ∈ ρ ⇒ h∃i :: (h, h, i) ∈ Rq i
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This model allows us to examine the relationship between the result
configuration ρ of a query and the configurations that contributed to the
query’s evaluation.

2.3

Related Work
Several related approaches to modeling dynamic environments rely on

process calculi [5,31] or petri nets [63]. The former tend to focus on evolutionary changes (like our configuration changes), but make it difficult to capture
the impact of time, space, and other constraints on query processing. The latter focus on low-level aspects of the environment such as packet transmission
and energy consumption, lacking constructs to capture query processing behavior. Our purpose in proposing this model is to lay down the foundations of
how a changing environment impact the process of information retrieval from
the network. Other models tend to focus on aspects like safety and liveness
properties. We will use this model to provide precise semantics to describe how
the changing network impacts query processing. More closely related work on
coordination techniques for mobile and disconnected environments defined a
concept similar to our reachability [52]: disconnected routes, which allow decoupling of mobile communication in space and time. The model, however,
focuses on using the availability of motion profiles to plan nodes’ interactions
over time. Our model is more generic and does not require the use of motion
profiles.
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2.4

Chapter Summary
This chapter presented a formal model (through the use of relations

holding state information) to express how a query can interact with a changing environment. Network changes, data value changes and message passing
can all impact the response an application receives for its query. The model
presented in this chapter will provide the foundations to reason about the
impact of the changing environment on the query response. In the model
presented in this chapter, every host that is reachable from the query issuer
contributes to the query response. In Chapter 3, we will relax the model presented here and augment it with the ability to scope the hosts participating
in the query based on application requirements.
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Chapter 3
Requesting Information: The Nature of
Inquiry

The formalization presented in the previous chapter required that every
host in the network that is reachable from the query issuer is involved in processing the query as there is no scoping of reachable hosts in the relation, Rq .
This is highly restrictive for a variety of applications. This chapter focuses on
the ability to specify which devices are involved in query processing. Applications employing mobile ad hoc networks demand flexible and timely access to
spatially correlated information about the highly dynamic environment. Because the information is distributed, accessing it entails the evaluation of a
distributed query over a rapidly evolving network. By knowing how a query
is processed, one can gain important semantic information about the data it
returns. For example, a construction site supervisor can specify that a query
will be evaluated by sampling across the entire site or by acquiring values from
all devices within a smaller local area. Even though the queries may return
identical results, the supervisor may interpret the data differently.
We provide applications with a new set of query processing tools meant
to enable flexible control over the spatiotemporal dimension of query process-
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ing. In the rest of this chapter, we introduce an inquiry mode as the means
to specify how a query is evaluated across a MANET. We identify several inquiry modes that relate to different semantic interpretations of results, and we
offer both a general formalization of the concept and specific query processing
protocols associated with each mode.

3.1

Model of Inquiry Modes and Query Results
Informally, an inquiry mode specifies the subset of hosts that contribute

to resolving the query. Different inquiry modes may generate vastly different
results for the same query. Each inquiry mode entails its own costs and benefits. We formalize the specification of queries, their inquiry modes, and their
results and provide concrete examples of how real protocols can be expressed
using this formalization.
An inquiry mode is the technique used to process a query over a set
of configurations. An inquiry mode is defined by a forward-function and a
respond-function, both of which use a host’s state to make an independent decision about whether to propagate or respond to a query, respectively. From
any host’s perspective, an inquiry mode is simply the application of two independent functions: I , hf, ri. Each of f and r is a boolean function over
a host tuple h. In the same atomic step in which a host receives a query, it
evaluates both f and r given the particular query and the host’s state. Since
a message exchange constitutes a configuration change that takes the network
from some configuration Ci to Ci+1 , the two functions are evaluated on the
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receiving host’s tuple in configuration Ci+1 .
Next, we define a trio of relations over host tuples that allow us to
formalize a query’s result. Briefly, the forwards relation, Φq , identifies pairs
of senders and receivers of the query and the configuration of reception; the
receptions relation, Γq , identifies hosts that received the query and the relevant configuration; and the responses relation, Ψq , identifies whether hosts are
qualified to generate a response.
The forwards relation is a ternary relation over host tuples and configuration numbers. Specifically, (h1 , h2 , i) ∈ Φq if the host identified by h1 .ι
forwarded the query q in a configuration in which h1 captured its state, and
the host identified by h2 .ι received the query in a configuration in which h2
captured its state. In addition, the host that forwarded the query (h1 ) must
have satisfied the query’s forward-function, q.f in the state that it received
the query identified by i. Formally:
(h1 , h2 , i) ∈ Φq ⇒
h∃j, h01 : i < j ∧ h01 .ι = h1 .ι :: (h01 , i) ∈ Γq ∧ q.f (h01 ) ∧ (h1 , h2 ) ∈ Kj i
In this formalization, i and j identify configurations; i is the configuration in
which the host h01 received the query, and j is the configuration in which the
forwarding occurred. Forwarding the query caused the transition Cj → Cj+1 .
We next define the receptions relation, Γq . A host is in the receptions
relation if it was the target of a forward or if it is the query issuer:
(h, i) ∈ Γq ⇒ (h = h ∧ i = 0) ∨ h∃h0 :: (h0 , h, i − 1) ∈ Φq i
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This requires that for a host other than the query issuer to receive a query in
Ci , the query must have been forwarded by a neighboring host in Ci−1 .
Finally, the responses relation, Ψq , defines the hosts that received the
query and generated a response to it. To generate a response, the host must
receive the query and satisfy the respond-function. Formally, Ψq is:
h ∈ Ψq ⇒ h∃i :: (h, i) ∈ Γq ∧ q.r(h))i
A query’s result, ρ, is a subset of a configuration: it is a collection of
host tuples that constitute responses to the query; no host in the network is
represented more than once in ρ. However, it is possible that a host is not
represented at all (e.g., because it was never reachable from the query issuer).
The constraints defining a query’s result stem from the concepts derived above.
First, a result present in the query must come from a host that responded to
the query:
h ∈ ρ ⇒ h ∈ Ψq

(3.1)

Second, any result must have satisfied the property of query reachability. Recall our definition of query reachability:
(h, h, i) ∈ Rq ⇔ (h, h) ∈ R(0,i) ∧ (h, h) ∈ R(i,m)
This ensures that both forward and reverse paths exist for query propagation
and response collection. Formally, given the query issuer, h:
h ∈ ρ ⇒ h∃i, j : i ≤ j :: (h, i) ∈ Γq ∧ (h, h, j) ∈ Rq i

(3.2)

Thus, hosts satisfying these two constraints become a part of the response.
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3.2

Examples of Application Protocols
The ability to specify the inquiry mode with which a query executes

gives an application fine-grained control over the hosts participating in query
processing. Consider an application that has some requirement for query
quality. Given the availability of forward and respond function definitions,
the application can construct a variety of possible query processing protocols,
homing in on the implementation best suited to the combination of the application’s requirements and the query environment. We now show how query
processing protocols that are commonly used in mobile ad hoc networks can
be represented using inquiry modes and their components.
Flooding Inquiry Mode: Flooding based queries are the most common type of queries in mobile applications [21, 45]. The sending node broadcasts the query to all of its one-hop neighbors, who in turn propagate the
message to their neighbors. A query is very likely to reach every node in the
network. This approach can be very expensive in terms of the message overhead [40]. Approaches also exist that constrain the flooding to some region of
the network [53]. Because a basic flooding protocol is deterministic, it cannot
be parameterized, so no protocol parameters are included in the inquiry mode.
However, a constrained flood can be parameterized by specifying the number
of hops across which the query is flooded. Figure 3.1(a) shows a sample network and Figure 3.1(b) shows the messages sent by and the nodes responding
to a flooding inquiry constrained to nodes within two hops of the query issuer.
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Figure 3.1: Potential inquiry modes. Solid lines indicate available connections,
dashed lines indicate sent messages. (a) A sample network. (b) Flooding.
Every node within the constraint (2 hops) retransmits the query. (c) Probabilistic. Every node within the constraint (3 hops) that receives the packet
retransmits it to 2 random neighbors. (d) Location Based. The query reaches
the nodes in region A. (e) Random. The query reaches any 5 nodes.
Expressing the flooding inquiry mode using our formulation is trivial:
Iflooding = htrue, truei

This query reaches all hosts but at a significant communication overhead.
Probabilistic Inquiry Mode: Probabilistic techniques distribute the
query with a lower message overhead by reducing the number of nodes involved
in query propagation. Figure 3.1(c) depicts an example, where each node receiving a query retransmits it to two randomly selected neighbors. A more
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common variant is to use a probability function to determine whether a particular node should rebroadcast a received message [40]. Additional parameters
can be used to determine how many times to retransmit a message [27].
Here, the respond function is identical to flooding’s respond function—
any node receiving the query will respond. The forward function ensures that
only a fraction of messages propagate. Every host generates a random number
(rand ) and passes it as an argument to the fprobabilistic function, which is used
to determine satisfiability:
fprobabilistic (θ) , (θ < p)
Iprobabilistic = hfprobabilistic (rand), truei
In this inquiry mode, the query reaches only a probabilistically selected set of
hosts, which comes with added complexity but reduced overhead.
Location-based Inquiry Mode: If location information is available,
it can direct queries to particular regions. Figure 3.1(d) demonstrates a location based query targeting region A. In this inquiry mode, it is important to
be able to compute a logical function that determines whether a given node
satisfies the query’s location requirements. Satisfiability is determined by testing whether a given pair of location coordinates fall within the area covered
by a rectangle representing the locations of interest.

rlocation (x1 , y1 ) , (xref ≤ x1 ≤ xref + width ∧ yref ≤ y1 ≤ yref + height)
26

Ilocation = htrue, rlocation (h.ζ.λ.x, h.ζ.λ.y)i
The parameters come from the host’s location (λ) stored in its context (h.ζ).
The query targets hosts in a specific location, reducing the communication
overhead but requiring increased computation and resource demands.
Random Inquiry Mode: At the far end of the spectrum, a random
sampling algorithm may just randomly select a fraction of hosts to reply to the
query, as depicted in Figure 3.1(e). These protocols can be parameterized by
specifying how many or what fraction of nodes should take part in the query.
The forward function is the same as in flooding. However, the respond
function needs to ensure that only k% of the query receptions are replied to:
rrandom (θ) , (θ < k)
Irandom = htrue, rrandom (rand )i
The value of k is used as decision criteria, and a randomly generated number,
rand , is passed in as a parameter. The random inquiry mode reaches all
the hosts but only a randomly selected set of hosts respond with the result.
Initially, this might seem very similar to the probabilistic protocol. However,
random sampling does not suffer from local bias like the probabilistic protocols.
In a probabilistic protocol, a host at level n in a chain will forward the message
with probability pn . Thus, hosts further down the chain are less likely to
forward the message leading to samples that are not uniform [46]. Random
sampling, in contrast, will provide a more uniform sample of all available
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devices in the network. A powerful feature of our abstraction is the ability to
combine different forward and respond functions to create a protocol tailormade to suit application needs.

3.3

Chapter Summary
This chapter presented a new perspective on query processing in mo-

bile and pervasive computing networks. We presented the formalism for the
concept of an inquiry mode that defines which devices participate in query
resolution. We showed how our model can be used to specify a variety of real
world inquiry modes and adequacy measures. In Chapter 5, we will demonstrate how inquiry modes can be adapted to suit the needs of an application.
The work presented in this chapter provides the foundations of one component
of an adaptive query processing system.
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Chapter 4
Interpreting One-Shot Query Responses

In this chapter, we explore the challenges associated with interpreting
query responses in face of network dynamics. We begin with the simplest
type of interaction discussed in Chapter 1, the one-time query. In previous
work [43, 44], we defined the notion of consistency to evaluate the quality of a
one-time query (this work is not included in this dissertation). Informally, a
query response is consistent if it is an exact, accurate reflection of the ground
truth—the actual state of the environment in query execution. We provided
a range of semantics that identified the different kinds of changes that took
place in the environment during query execution. Our notion of consistency
provides a mechanism to qualitatively reason about the meaning of a returned
query response.
Reasoning about imperfections in the query response becomes even
more complex when in-network aggregation is employed to minimize network
communication, since only a single aggregate value is returned. We extend
our previous work to provide semantic tags to reason about the quality of an
aggregate query. In addition, we provide a quantitative measure of imprecision
associated with the query response. In this chapter, we provide a protocol
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that performs in-network aggregation while simultaneously generating quality
assessments for the returned query result. The protocol provides a convenient
mechanism to interpret the semantics associated with an aggregate query’s
execution in pervasive computing environments.

4.1

Motivation
An important class of queries in pervasive computing networks are ag-

gregate queries, where the user receives a summary of the information rather
than raw data values. Aggregate queries are particularly popular in these
dynamic networks because they provide a basis to perform in-network aggregation [26, 33, 36]. In-network aggregation builds on the realization that
computation is significantly cheaper than communication in terms of resource
consumption. Thus in the parlance of Chapter 3, an aggregation operator is
specified in conjunction with the inquiry mode. Individual hosts try to aggregate as much of the raw data as possible, thereby reducing the communication
overhead associated with collecting query results.
However, the unpredictable and possibly frequent changes in connectivity that characterize mobile ad hoc networks make it difficult to ensure that
a query’s result is consistent, i.e., the result completely and accurately reflects
the environment during query execution. Recall the intelligent construction
site application scenario presented in Chapter 1. To intelligently perform asset and operations management, a site supervisor may want to monitor the
amount of some material present on the site (whether stationary or mobile,
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e.g., in a delivery truck) to determine when to order more of the material. Each
pallet of the material may be tagged with a device that represents the count
(or weight) of the material present on that pallet. The supervisor may issue
a simple aggregate query that returns the sum of all of this material across
the site. While a query is executing, pallets are being moved around the site,
which may cause a particular pallet’s value to be counted more than once or
not counted at all. This results in the total reported to the site supervisor
being inconsistent with the actual total of the material on the site.
Figure 4.1 shows an example of such an occurrence. In the figure, each
node contains the amount of the material in question at different locations on
the site. The amount of material present in each node is the value inside the
circle. Most information gathering protocols in mobile ad hoc networks use two
waves—a query request wave and a reply wave. The query is first repeatedly
broadcast to all nodes in the network, forming a routing tree structure in the
process. When a boundary node receives the query, it sends its data value
as the query response to its predecessor in the tree. Every intermediary node
applies the aggregate function (Sum in the example) to its value and the value
of its children. In this way, the answer (the total amount of material) is
propagated to the query issuer at a reduced message overhead. In-network
aggregation can be severely affected by the presence of dynamics. In the
example, the node with data value four, replies to the query (Figure 4.1(b))
once and then moves to a new location where the query has not yet reached.
At this new location, it replies to the query with its data value four again.
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Figure 4.1: The figure demonstrates how values from hosts can be double
counted using standard in-network aggregation protocols. The downward (red)
arrows represent query prorogation and the upward (maroon) arrows represent
reply prorogation. In (a) the query is distributed down a routing tree. (b)-(d)
shows how the node with value 4 contributes twice to the eventual answer,
once in (b) and once in (d). The answer returned to the user for a sum query
is thus 32 instead of the correct value of 28.
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Thus the sum returned to the user is 32 instead of the correct value of 28.
Dynamics can impact aggregate queries in other ways. A host failure at any
level of the tree removes the contribution of the sub-tree rooted at that host.
For example, if the host with data value two fails during query execution, the
response provided to the user will be 11 short of the correct value. Thus, the
answer can be arbitrarily incorrect depending on where failures occur.
Traditionally, delivering query results with strong consistency semantics is achieved through distributed locking protocols, which are ill-suited for
use in dynamic networks. Most existing practical solutions, therefore, rely on
“best-effort” queries, which make no guarantees about the quality of the result.
When a query response represents the ground truth to an arbitrary degree, it
is difficult for an application to know with certainty how to use the results, and
it is virtually impossible to automate responses to uncertain results. Thus, a
fundamental requirement for building applications that depend on aggregate
queries is the ability to interpret the imperfections associated with retrieving
data from dynamic networks.
In the rest of this chapter, we formally define semantics for a basic set
of aggregate queries (min, max, count, sum, and average) and demonstrate a
query processing protocol that can automatically attach an intuitive indicator
of the semantics achieved to the query result. We define query semantics
qualitatively in terms of consistency and quantitatively in terms of numeric
imprecision in the query result. Consistency semantics allow a user to reason
about whether different types of environmental change impact his query result,
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while numeric bounds provide a concrete measure of their impact.
The rest of this chapter is organized as follows: In Section 4.2, we define
a conceptual model for estimating numerical bounds that define a query’s
imprecision and demonstrate how our framework can be used to express the
semantics of aggregate queries. Section 4.3 develops a protocol that computes
imprecision in aggregate queries while simultaneously assessing the semantics
achieved by the query execution; this assessment is attached to the result
to support reasoning about the returned value. In Section 4.4, we provide
a prototype implementation that we evaluate through simulation. This work
enables software designers to implement pervasive computing applications that
automatically interpret the robustness of data collected in these inherently
dynamic networks, which can be instrumental in facilitating the adoption of
pervasive computing applications.

4.2

Quality of a One-Shot Aggregate Query
We first explore the integration of approaches to in-network aggrega-

tion and the definition of consistency semantics for queries issued in pervasive
computing environments. Performing aggregation in the model presented in
Chapter 2 is straightforward. We apply the aggregation operator used to perform in-network aggregation on the response set, ρ. We further adapt this
model to return a bounded aggregate value as the result. The bounds convey
the degree to which the provided query result reflects the ground truth (i.e.,
the state of the environment during query execution). The bounded aggre34

gate is simply a triple: [L, A, U ], where L is a lower bound, U is an upper
bound, and A is the aggregate value computed over the results available in
the network during the entire query execution, i.e., hosts that experience no
change in state during the entire query execution. We define a relation stable,
Sq , that contains all hosts whose state did not change during query execution.
Formally:

h ∈ S q ⇒ h∀i, j, k : i ≤ j ≤ k ≤ m ::

(h, i) ∈
/ Γq ∧
(h, j) ∈ Γq ∧
h∀h0 , v :: (h0 .ι = h.ι) ∧ (h0 .v = h.v) ∧
(h, h0 , k) ∈ Rq ii

Informally, hosts that satisfy the stable relation observe the property
of not changing state or connectivity once they receive the query. Specifically,
their data values do not change and they remain connected to the query issuer
for the duration of the query. In the formalization, (h, i) ∈
/ Γq ∧ (h, j) ∈ Γq ,
ensures that the host satisfies this property from the earliest possible configuration, i.e., the configuration in which it received the query. Given a configuration j, where the host satisfied the receptions relation, the constraint ensures
that there is no prior configuration where it had satisfied the receptions relation. The final constraint ensures that there is no configuration after j (the
configuration where it is first reachable), where the host changes its data value
or its ability to respond to the query.
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4.2.1

Bounding Aggregate Imprecision
We first provide a generic framework for expressing aggregate query

results. We relax our definition of a query result (ρ) to allow for computation
of imprecision bounds. In this work, instead of being a set of host tuples, our
query result has two components: hA, Excessi, where A is the aggregate result
given a particular aggregation operation (examples are provided in the rest of
this section), and Excess is a set containing tuples of the form: ht, hi, where the
first component, t, is the type of dynamics and is either a or d, indicating that
the tuple represents an addition or a departure, and the second component
h is a host tuple. In the aggregation examples in Section 4.2.3 below, we
do not use the a and d designations explicitly. However, these labels are
necessary for computing the comparability class of a query result (discussed in
Section 4.4), and future aggregation operations may use them directly. Each
element in Excess was present in at least one of the configurations but missing
from another:

e ∈ Excess ⇒ h∃i : i ≤ m :: (h, e.h, i) ∈ Rq ∧ e.h ∈
/ Sqi
If a particular host’s value changed multiple times or the host moved multiple
times during execution, there may be multiple tuples in Excess for the same
host. Duplicate-sensitive aggregation operators like sum and average have different results when the value from a single host is used multiple times. Consequently, duplicate-sensitive aggregates must explicitly account for these dupli36

cate items [33], and special care has to be taken when dealing with duplicatesensitive operators in the Excess set.
4.2.2

Qualitative Consistency Tags for Aggregate Queries
Our previous work used consistency semantics to communicate to a

querier the degree to which a query result is known to match the ground
truth in the network [43]. Specifically, we defined a set of semantics that
lie between the common atomic (i.e., an exact representation of the ground
truth) and weak (i.e., best effort) semantics. We demonstrated that, in many
situations, the association of this meta-information with the query result aids
an application in determining the usefulness of the result.
We build on our previous work to associate meta-information with aggregate queries. Our consistency semantics can be divided into two classes:
comparable and non-comparable. In the first class, comprised of the stronger
consistency semantics, all the elements of the computed aggregate are from a
temporal snapshot—they are guaranteed to have existed at the same time. In
the weaker class of semantics, all of the component values in the result set are
guaranteed to have existed at some time during the query execution, but nothing can be said about the temporal relationships between the individual items
in the result. With respect to an aggregate query, a comparable consistency
semantic communicates that there were no additions in the Excess set. Conversely, a non-comparable semantic might have aggregated data values from
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hosts that were added during query execution. Formally:
ρ ∈ C q ⇒ ρ ⊆ S q ∨ h∀e : e ∈ Excess :: e.t 6= ai
In our construction example, consider a query that tries to determine
the truck with the fewest pallets. If material is transferred from one truck to
another during query execution, then the answer may not in fact point to the
truck with the least amount of material. Because an additive configuration
change occurs (transfer of material between trucks), the query may aggregate
values from each truck that are not comparable, e.g., the value from one truck
before the transfer and the other truck after the transfer. Conversely, if there
was no configuration change, one can be assured that the answer returned
is the correct one. Adding this piece of semantic information incorporates
a great deal of clarity to the query response. For the rest of this section, we
treat these two groups (comparable and non-comparable) in the same manner;
in our evaluation, we revisit this concept to see how the classes impact the
consistency of aggregation.
4.2.3

The Semantics of Aggregation
Every query result comprises a conservative estimate of the aggregate

(A) along with a means to measure its imprecision. For the latter, each aggregation type includes a different method for using the Excess set to calculate
bounds. We next look at several types of aggregation and show how bounds
are calculated for each to define the triple [L, A, U ].
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4.2.3.1

Set Union Aggregation

In our previous work [43, 44], we effectively used set union to return
results to the query issuer. This union operation can be expressed as an
aggregation operation over the elements in the network, where A contains the
stable subset of query results, i.e., results from those hosts that experienced
no changes during the execution of this query. Formally:
[
A = h h : h ∈ S q :: hi
Excess contains all other values that were present at some point during
query execution but were either added or removed (or both) during execution.
We define the set of host tuples that are part of the Excess set as:
[
E = h e : e ∈ Excess :: e.hi
A set union query returns [A, A, A ∪ E]. When no changes have occurred in the network, Excess is empty, and, therefore, so is E (i.e., the upper
bound is the same as the estimate). In our construction example, the set A
would consist of the values for all pallets of material on the site whose data
value or network connectivity did not change during query execution. The
upper bound, in contrast, will contain data values for pallets of materials that
may have been delivered or consumed during query execution.
4.2.3.2

Minimum/Maximum Aggregation

The simplest aggregation types are minimum and maximum. When
the aggregate query returns, A contains the minimum (or maximum) value
39

calculated as part of the in-network aggregation. In our construction example,
a minimum aggregation can tell the site supervisor what area of the site may
be lacking a particular material. This is effectively the minimum value of the
stable portion across all of the configurations during which the query executed:
A = hMIN h : h ∈ S q :: h.νi
To compute the bounds on this estimate of the minimum, we need only to inspect the elements in Excess. If any result in this set is less than the estimated
minimum (A), it is the lower bound. That is:
MINexcess = hMIN e : e ∈ Excess :: (e.h).νi
Informally, the right hand side says: take the minimum of the values that are
stored in host tuples that are represented in Excess. A minimum aggregate
query returns [min(MINexcess , A), A, A]. When the Excess set is empty or does
not contain a value less than A, this query returns [A, A, A]. The definition
for a MAX query is similar.
4.2.3.3

Counting Aggregation

A counting aggregate should return the number of hosts present. The
counting aggregate is the first of our aggregates that is duplicate sensitive, and
so it should attempt to avoid counting a value for the same host more than
once. When the aggregate query returns, A contains the number of items that
were present in every configuration.
A = h+h : h ∈ S q :: 1i
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We use Excess to place an upper bound on the number of items that could
have been present. We use the host’s identifier to ensure that a value from the
same host is not over counted. By definition, it is impossible for an element
in Excess to contain a value that has already been accounted for in S q .
Cexcess = h+i : h∃e :: e ∈ Excess ∧ (e.h).ι = ii :: 1i
Because A is a conservative estimate, it is not possible to underestimate
the counting aggregation. Therefore, the result returned to the querier is
[A, A, A + Cexcess ]. If Excess is empty, the upper bound will be the same as
the estimate. The site supervisor can use the conservative estimate A if he or
she is interested in the number of pallets of material guaranteed to be on site.
Alternatively, he can use the upper bound if he is concerned about avoiding
left-over material.
4.2.3.4

Summation Aggregation

An aggregate summation query should represent the sum over all hosts
receiving the query. A contains the sum of items that were present in every
configuration.
A = h+h : h ∈ S q :: h.νi
The members of Excess are used to place bounds on a sum that is calculated
using items that could have been present during query execution. In this
case, the upper and lower bounds are calculated based on the worst possible
scenario. We create all of the different permutations of elements of Excess,
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combine their sums with A, and take the minimum of these (if less than A) as
the lower bound and the maximum of these (if greater than A) as the upper
bound. In calculating these permutations, we must also suppress duplicates;
any potential sum should include only one value from any particular host.
We first define a set of sets, P which contains all relevant permutations of the
elements of Excess. This is effectively a duplicate sensitive power set of Excess.
Formally, P contains all possible sets p that satisfy the following constraints:
|p| =
6 0
h∀h : h ∈ p :: h∃e : e ∈ Excess :: e.h = hii
h∀h1 , h2 : h1 ∈ p ∧ h2 ∈ p :: h1 .ι 6= h2 .ιi
Informally, p is a legal permutation if 1) p is not empty; 2) every element in
p corresponds to an element in Excess; and 3) no two elements in p are from
the same host. Then USUM can be defined as:
USUM = hMAX p :: p ∈ P :: h+h : h ∈ p :: h.νi + Ai
USUM = MAX(USUM , A)
LSUM is defined similarly, using min instead of max. A summation aggregation
query returns [LSUM , A, USUM ].
4.2.3.5

Average Aggregation

Our final aggregation type, average aggregation, is similar to summation. As with all of the other basic aggregation types, A is the aggregate over
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all of the stable results. However, to be able to recalculate averages for bound
computations, we must also keep track of how many results contribute to the
aggregate average. So in this case, A is a tuple: A = hA0 , Ci, where C is simply
a count of contributors to A0 , and the aggregate value is calculated as:
A0 = hAVG h : h ∈ S q :: h.νi
We use the elements of the Excess set to calculate all of the potential
average values after removing duplicates. That is, we define the same set of
permutations, P, as we did for the summation aggregation, and calculate the
upper bound, UAVG as:

UAVG



h+p : p ∈ N :: p.νi + A0
= MAX N : N ∈ P ::
C + |N |
UAVG = MAX (UAVG , A)

LAVG is defined similarly using min. Assuming LAVG < A0 and UAVG > A0 ,
an aggregate average query returns [LAVG , A0 , UAVG ]. In our construction site
example, if the amounts of available material on queried pallets varies during
query execution, the site supervisor can use the range provided by the upper
and lower bounds to determine how much credibility to attribute to his query
response.
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4.3

Assessing Aggregation Imprecision
We next present a query execution protocol that performs in-network

aggregation while continuously monitoring environmental changes during query
execution to dynamically calculate error bounds on the aggregate result.
4.3.1

Protocol Overview
Query protocols that provide well-defined semantics lock data values

to ensure strongly consistent results, but these protocols are often impractical
in dynamic networks. Our protocol can provide different semantics under
different operating conditions, while at the same time dynamically assessing
the imprecision of the result. Our self-assessing protocol makes an initial
examination of data values that are accessed during aggregate computation
and maintains state about the values during query processing. This state
information is used to determine the consistency class and to compute bounds
associated with the result.
To execute our protocol, we employ the flooding inquiry mode twice
successively. We employ controlled floods in two phases—Pre-Query and Aggregation Assessment. The Pre-Query phase establishes the set of query participants (setting the query initiation bound). Additionally, it computes and
caches partial aggregates at each participant. The Aggregation Assessment
phase performs the in-network aggregation and provides a conservative aggregate result. Establishing participants in the first phase provides a reference
that our protocol can use to observe changes that impact the query execu44

Phase 1: Pre-Query
Phase 2: Assessnent

Wave 1

Wave 2

request

response

Wave 1

Wave 2

request

response

Figure 4.2: Protocol Phases and Waves

tion semantics, and the cached partial aggregates can be used to provide error
bounds on the returned aggregate.
As shown in Figure 4.2, each phase consists of two waves: the first
disseminates a request, and the second returns the response. Each node that
forwards a request waits for its children to respond before sending its own
response. Participating hosts monitor changes in state that can impact the
query’s imprecision. Changes in data values or connectivity that occur behind
the second wave of the Pre-Query and in front of the second wave of the
Aggregation Assessment may impact the semantics of the aggregate query.
Table 4.1 describes how such changes relate to the computation of and the
consistency class achieved by the aggregate; data value changes are modeled
as a departure followed by an arrival.
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Changes
No changes
Departing Participants

Departing
and
Arriving Participants

Analysis
all possible results are included in aggregate
not all participants contributed; aggregate is computed from results that existed at the same time
not all participants contributed; aggregate is computed from results that did
not necessarily co-exist

Impact
comparable consistency;
precise bounds
comparable consistency;
bounds include values of
departed nodes
non-comparable
consistency; bounds include
departed and added values,
prevent double-counting

Table 4.1: Impact of Dynamics

In Section 4.3.2, we provide a detailed description of this self-assessing
query execution protocol. In practice, flooding an entire network can be prohibitively expensive and may cause unreasonable response times. One way to
control this cost is to limit the query’s scope. In our approach, flooding is
constrained by a query’s logical connectivity relation K. Previous work provides practical solutions for scoping [22, 24, 54]; these can easily be adapted
to provide foundational execution support for our protocol. We assume the
use of a reliable message delivery mechanism (research on reliability continues
to advance, e.g., [23, 55, 61]). Also, we assume that each host can detect connection and disconnection of its neighbors using one of the mentioned scoping
approaches.
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4.3.2

Self-Assessing Aggregation
Figure 4.3 shows the protocol’s state variables for node A; each query

has a duplicate set. The protocol’s behavior is defined using I/O Automata
notation [32]. We show the behaviors of a single host, A, indicated by the subscript A on each behavior. Each action (e.g., ParticipationRequestReceived A (r)
in Figure 4.4) has an effect guarded by a precondition. Actions without preconditions are input actions triggered by another host. Each action executes
in a single atomic step. We abuse notation slightly by using, for example,
“send ParticipationRequest(r) to Neighbors” to indicate a sequence of actions
that triggers ParticipationRequestReceived on each neighbor.
id
neighbors
membership
monitoring
parent
replies-waiting
participants
op
data-val
estimated-val
actual-set
actual-val
count
child-yield(x)

–
–
–
–
–
–
–
–
–
–
–
–
–
–

A’s unique host identifier
A’s logically connected neighbors (given K)
boolean, indicates A is in the query
boolean, indicates A is preparing result
A’s parent in the tree
neighbors still to respond
A’s participating descendants
query’s aggregation operator
A’s local data
estimate of applying op on A’s subtree
data values of A and A’s neighbors
conservative aggregate value computed
number of nodes in subtree rooted at A
contributions of child x to the aggregate

Figure 4.3: State Variables for Protocol
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4.3.2.1

Pre-Query Phase

Conceptually, the Pre-Query establishes a baseline that can be used
to determine how well the query’s aggregate result compares to the “ground
truth.” Pre-Query establishes the set of participants by creating a spanning
tree rooted at the query issuer. The query issuer initiates the phase by sending a ParticipationRequest message. Figure 4.4 depicts a host’s behavior upon
receiving such a request. Generally, each host forwards the request to its neighbors, waiting for their responses before replying.1 This wave continues until
a participation request reaches a host at the network boundary (defined by
the network logical connectivity K). A boundary host caches its current data
value as an estimated aggregate result. All nodes also compute the number of
nodes currently in their subtree; for a boundary node, this count is one. The
boundary node then initiates the second wave of the Pre-Query by packaging
the estimated aggregate and the counter into a ParticipationReply message
that it sends to its parent.
When a host receives a ParticipationReply (Figure 4.5), the reporting
child is considered to be committed to the query. Any future changes related
to this child impact the quality of the returned aggregate result. On receiving
this message, a host locally stores the child’s estimated aggregate and count
values. After all its children have reported, it computes the partial aggregate
1

If a node receives more than one participation request for a query (possibly along different communication paths), the node cancels the duplicate request and notifies the sender,
removing the node from the sender’s subtree. This action is omitted for brevity.
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ParticipationRequestReceivedA (r )
Effect:
if ¬membership then
membership := true
parent := r .sender
op := r .op
if (neighbors − r.sender) 6= ∅ then
for each B ∈ (neighbors − r .sender )
send ParticipationRequest(r) to B
replies-waiting := neighbors − r .sender
else
estimated-val := data-val
count := 1
send ParticipationReply to parent
else
send CancelParticipationRequest to r.sender
Figure 4.4: ParticipationRequestReceived Action
for its subtree (estimated-val), and forwards it to its parent. Locally cached
values from children can be later used to assess a departed child’s contribution
to the imprecision bounds.
The Pre-Query ends when the querier has collected ParticipationReply
messages from all of its children. The estimates of aggregates established in
Pre-Query allow each node to capture a local “snapshot” of the environment
and aid in calculating the aggregate query result’s imprecision.
4.3.2.2

Aggregation Assessment Phase

Once the Pre-Query completes, the query issuer initiates the Aggregation Assessment phase. As before, a parent waits for responses from all
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ParticipationReplyReceivedA (r )
Effect:
replies-waiting := replies-waiting−r.sender
participants := participants ∪ {r.participants}
child-yield(r.id) := (r.estimated-val, r.count)
if replies-waiting = ∅ then
child-yield(id) := (data-val, 1)
(estimated-val, count) := op(child-yield(∗))
if r.requester 6= id
send ParticipationReply to parent
else
send Query to neighbors
Figure 4.5: The ParticipationReplyReceived Action
of its children before sending its own reply, and boundary hosts initiate the
second wave of the phase. Only results from nodes that were present in both
phases of the protocol and without any value change can contribute to the
final aggregate response. This value for each subtree is stored in actual-val
at the root of each subtree and propagated up the tree to the query issuer.
The actual-val (i.e., A in our framework) returned to the user reflects a conservative aggregation of values that were present during query execution, as
defined by the consistency class associated with the query’s execution. Once
the query issuer has received QueryReply messages from all of its children, it
prepares the result. The protocol dynamically assesses and tags a query result
with bounds indicating the aggregate query’s imprecision and the achieved
consistency class.
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NeighborAddedA (B )
Precondition: connected (A, B) ∧ B 6∈ neighbors
Effect:
neighbors := neighbors ∪ {B}
if membership then
if ¬monitoring ∧ (replies-waiting 6= ∅) then
send ParticipationRequest to B
replies-waiting := replies-waiting ∪{B}
else
send EstimateRequest to B
NeighborDepartedA (B )
Precondition:¬connected (A, B) ∧ B ∈ neighbors
Effect:
neighbors := neighbors − {B}
if membership then
if B = parent then
[reset state]
else if ¬monitoring ∧ (replies-waiting 6= ∅) then
replies-waiting := replies-waiting −{B}
else if ¬monitoring then
participants := participants − {B}
send EstimateReply(B) to parent
else
replies-waiting := replies-waiting−{B}
send EstimateReply(B) to parent

Figure 4.6: Actions for Neighbor Changes
4.3.2.3

Handling Dynamics

Figure 4.7 illustrates network dynamics for an aggregate query that
computes an average value. In the first three scenarios, the nodes are participating in the Aggregation Assessment phase but have not yet sent their
replies. The first graph shows the set of established participants. The second
graph illustrates that a node with a value of 20 departs. The neighboring
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Figure 4.7: Example Average Query
node detects the departure and uses locally cached values to compute an EstimateReply sent to the query issuer. In the third graph, a node with a value
of 0 departs, and a similar process ensues. The final graph depicts the final
computation of the protocol. The values that were present and unchanged
throughout the query’s execution are used to perform in-network aggregation,
which results in the average A = 10.
Computation of bounds on the aggregate result is performed using the
EstimateReply messages (arrows in Figure 4.7) which carry the “excess” values
to the querying host. Specifically, we calculate all potential average values
after removing duplicate contributions. In this example, the lowest possible
average includes the node with value 0 that departed, yielding an average of
8.89. The highest possible average is 11.11; this is the average yielded by
the configuration that included the departed node with value 20 but not the
departed node with value 0. Therefore, the numerical result for this average
aggregate query would be [8.89, 10, 11.11]. In addition, because the query
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issuer has recorded EstimateReply messages that indicate node departures but
no additions, the query achieved comparable consistency, and the estimated
bounds were computed using comparable values, i.e., values that existed at
the same time.
In general, the result returned to the query issuer includes the actual
aggregate result, bounds on the result, and an assessment of the result’s consistency semantics. Application developers can use the protocol in different
network settings and receive different query replies and their associated semantics and bounds. This enables users to intuitively reason about the uncertainty
associated with their query responses.

4.4

Evaluation
We have prototyped our protocol using OMNeT++ and its mobility

framework [29, 60]. Our protocol executes a query, establishes its consistency,
and provides bounds on the response. We evaluate how well our reference
protocol accomplishes this task in different situations.2
We executed our protocol in a 1000m x 900m rectangular area with
50 nodes (a network of moderate density and good connectivity). The nodes
move according to the random direction mobility model, in which each node
is initially placed randomly in the space, chooses a random destination, and
moves in the direction of the destination at a given speed. Once a node reaches
2

The source code and settings used are available at http://mpc.ece.utexas.edu/
AggregationConsistency/index.html
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the destination, it repeats the process. We used the 802.11 MAC protocol.
When possible, 95% confidence intervals are shown on the graphs.
4.4.1

Using Aggregate Imprecision: An Application Scenario
We first demonstrate how an application might apply our protocol using

our previous construction asset management application example. We define
an example scenario in which materials are delivered to the site over a period of
time and then consumed. Devices attached to the pallets of material measure
the amount of available material, and the pallets may move around the site
as they are positioned for use. Data for this scenario is generated by initially
assigning nodes data values based on a Gaussian distribution with a mean and
variance of 0 and 20 respectively. The value increases in steps of 10 for 50
seconds (representing material delivery); then reduces to its original value in
steps of 10. We model a dynamic scenario where all devices are mobile and
move at 20 m/s. A node selected to be the query issuer requests the sum of the
amount of material across the site every 10 seconds. This represents multiple
one-shot queries being issued over a period of time. The response of each
one-shot query is independent of the others. Figure 4.8 plots three lines: our
protocol’s conservative estimate of the aggregate value (A); the actual sum of
the material amounts at each time slot (the “oracle”); and the summation value
that would be calculated by an existing state-of-the-art best-effort querying
technique (e.g., [33]). The shaded region contains values between our upper
and lower bounds, and it represents the imprecision range associated with our
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Figure 4.8: An Application Example
result. The relationships between the lines are of more interest than the data
itself.
The plot confirms that best effort solutions often differ (sometimes significantly) from the truth. Our approach provides both a stated consistency
semantic (here, the results are non-comparable) as well as bounds of imprecision in the reported aggregate. While our aggregate result is conservative and
may also differ from the oracle, the range gives the user an indication of the
space of all possible answers. The behavior exhibited here is true for all other
operators as well. The upper and lower bounds typically encapsulated the
oracle value. In relatively static networks, the aggregate value (A) returned is
close to the oracle, and the distance between the upper and lower bounds is
small. In highly dynamic networks, the aggregate value tends to be closer to
the lower bound, and the imprecision range is wider. An exception to this gen-
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Figure 4.9: Imprecision Change with Dynamics
eralization is in very dense networks, where the oracle tends to be higher than
our upper bound due to the significant numbers of packets dropped because
of contention in the wireless medium.
4.4.2

Impact of Mobility
While the previous results demonstrate our protocol’s capabilities, we

next show how our imprecision measures change with changing network conditions. We evaluated all five of our aggregation operators but use the average
operator to elucidate the impact of mobility. The shaded region in Figure 4.9
represents the percentage of query responses that were comparable as node
speed increased. When the network is static, all the query results are comparable because the configuration remains the same throughout query execution.
However, as mobility increases, dynamics render the results increasingly noncomparable.
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Figure 4.9 also shows the impact of mobility on the aggregate imprecision. The line shows the size of the imprecision range obtained by executing
our protocol3 . As mobility increases, the imprecision range widens. Using
a best effort protocol can produce responses that vary significantly from the
ground truth; we found that the difference between the oracle and best effort
responses varies from 0 to 27%. This shows that, in a highly dynamic environment, the query responses of current protocols can be a poor reflection of
the ground truth. By explicitly exposing the degree of uncertainty, we allow
applications to reason about their received results effectively.
4.4.3

Protocol Performance
Finally, we measured our protocol’s performance with respect to over-

head (the number of bytes transmitted to evaluate a query) and latency (the
time to process a query). With respect to overhead, our protocol effectively
runs the best effort protocol twice, so the overhead is about double that of the
best effort protocol. In addition, our overhead increases slightly with mobility
due to the additional information sent with the aggregate value and used to
calculate the bounds. The implementation of our protocol relies on exchange
of beacon messages to detect changes in the neighbor table. When the overhead from beacons is also included, our protocol is typically three times as
expensive as the best effort protocol for beacon rates typical in the ad hoc
3

The line in Figure 4.9 plots the difference between the upper and lower bounds normalized by the answer returned by a best effort protocol.
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Figure 4.10: Protocol Overhead
networks literature. The beacon rate can be lowered to reduce the overhead if
the environment is not very dynamic.
Figure 4.10 shows that our protocol does not incur significant delays
in reporting the semantics and imprecision bounds. Although our protocol
is clearly more expensive than current best-effort techniques, it provides significantly more information to enable applications to effectively reason about
results of aggregate queries in dynamic pervasive computing environments.

4.5

Related Work
Data consistency has been explored in several areas such as databases,

file systems and memory management, and consistency has been expressed in
terms of precise metrics defining numerical error, order error, and services [64].
This work explores elements in the design space between strong consistency
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and no consistency for data access in replicated file systems. In contrast, we
focus on aggregation of (non-replicated) data items and provide an accuracy
range for a given query result. Similarly, completeness describes the probability
that a node’s data will be included in a query result [57]. This has been applied
only to a distributed shared memory system with no concern for mobility.
Recent work has explored the impact of in-network aggregation on consistency, defining the “single site validity” principle, in which a query result
appears to be equivalent to an atomic execution from the query issuer’s perspective [4]. In essence, a query response is valid if every host that was connected to the querier during the querying interval contributed. In a complementary manner, we categorize contributions from nodes depending on the
type of environmental change (host addition or deletion), which allows us
to provide a range of semantics. More recent work exposes inconsistency in
query results through network imprecision [20]. This work, like ours, provides
a network monitoring approach that reports the network imprecision with the
query result. Information indicating network imprecision includes the number
of reachable nodes and the number of potentially over-counted nodes. Both
these approaches are designed for static networks. Since the impact of dynamics is significant, these architectures are not feasible in mobile ad hoc networks
that commonly support pervasive computing. In addition, we combine a measure of consistency with a measure of imprecision providing a more complete,
yet intuitive, way to convey query semantics.
Researchers in sensor networks have explored a model-driven approach
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to query processing for the purposes of energy conservation [14,39]. Each node
constructs a local model of the data in the network and estimates the error
in the model. If the estimated error of the local model is acceptable, a node
conserves energy by querying the local model. Another popular approach in
the sensor network community is to provide approximate answers that trade
accuracy for energy efficiency [12]. We calculate the error on demand at query
time because pro-actively maintaining local models can be very expensive in
mobile environments. Our work observes changes in the network and quantifies
the impact of these changes in a mobile network.

4.6

Chapter Summary
In this chapter, we presented an approach to defining semantics for

aggregate queries issued in dynamic pervasive computing networks. Our approach combines a qualitative measure of consistency and a quantitative measure of imprecision to provide a more intuitive way of communicating the
meaning of a query’s aggregate result. To make this approach more accessible
to developers of query-based applications, we developed an automated process
for query execution that simultaneously assesses the aggregate query’s semantics while performing in-network aggregation and returns the assessment along
with the aggregate query result. This chapter demonstrated that, even for simple one-shot queries, the answer returned may not be an accurate reflection of
the environment, and interpreting the response has to be handled with care.
In the next few chapters, we will use responses from one-time queries as a basis
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to answer persistent queries and explore the impact of network dynamics on
persistent queries.
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Chapter 5
Continuous Query Applications

The previous chapter dealt with requesting and interpreting immediate
information from the environment. However, pervasive computing applications often entail continuous monitoring tasks, issuing continuous or persistent
queries that return continuously updated views of the operational environment.
As such, applications are often designed to monitor changes in information or
conditions in the surrounding environment. As examples, an application on a
construction site may monitor for the presence of a hazardous materials leak
to ensure safety conditions, and a driver’s navigation system may monitor a
network of vehicles to detect traffic conditions that could impact the planned
travel route.
Programming applications that monitor information across an open and
rapidly changing network can be challenging. A persistent query is an abstraction that can simplify the development of applications that require continuous
monitoring. A persistent query allows a programmer to describe the data of
interest to the application without requiring him to specify network communication details. At the abstract level, a persistent query may be defined as the
continuous reporting of relevant state changes in a dynamic network. However,
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accurate evaluation of a persistent query that continuously reports all state
changes is feasible only in relatively static networks; the cost of continuous
monitoring is prohibitive in the face of networks that exhibit rapid change.
To support application development using persistent queries, we introduce the Persistent Adaptive Query (PAQ) middleware. PAQ introduces
strategies that approximate a persistent query using a sequence of reports generated by successive one-time queries, i.e., queries evaluated once at a given
time over some portion of the network. Although query processing systems
exist which execute long-lived queries in this manner [8, 19, 33, 34], the results are typically presented to the application in a traditional static database
format. In contrast, PAQ presents the results in a way that more closely simulates continuous monitoring, conveying the dynamic and streaming nature of
the persistent query. Key to supporting this is a new abstraction called an
integration strategy, which specifies how the history generated by consecutive
one-time queries is transformed into a semantically precise approximation of
the corresponding persistent query. Integration strategies go beyond capturing
simple aggregation schemes, such as those in [19, 33], allowing the programmer to specify compositions of one-time query results that relate to spatial,
temporal, and semantic properties of the collected information. For example,
a developer can specify an integration strategy in which the result delivered
to a construction site supervisor shows materials that were not used throughout the day (i.e., the result includes data items that remained available and
unchanged throughout the execution of a persistent query).
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A key insight in our work is that the suitability of an inquiry strategy
(partially introduced in Chapter 3 and further developed here), which controls
when, how, where, and what type of one-time queries are issued, depends on
the application’s needs with respect to overhead and the desired degree of
accuracy in the approximated persistent query result. For example, an application that requires a high degree of accuracy and can tolerate significant
overhead may employ a query that floods the entire network, while an application with stricter overhead constraints may employ an inquiry strategy that
randomly samples a set of network nodes. To balance these tradeoffs, PAQ allows an application developer to specify an inquiry strategy that is best suited
to serve the application’s needs. More important, however, is the realization
that the suitability of the inquiry strategy changes as the dynamics of the
network change. Therefore, PAQ provides a programming abstraction called
an introspection strategy, which assesses properties of a persistent query’s execution as well as returned results to determine its suitability. For example, an
introspection strategy may use the locations of responding hosts to determine
if the query adequately covers a desired area. Based on the value of such introspection metrics, an application can use an adaptation strategy to dynamically
adjust its inquiry strategy.
The rest of this chapter is organized as follows. Section 5.1 presents an
overview of the PAQ middleware. Details on PAQ’s abstractions for query execution appear in Section 5.2, while Section 5.3 describes abstractions related to
adapting query execution. Section 5.4 describes our prototype implementation
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using two application examples, and Section 5.5 presents a performance evaluation. Section 5.6 reviews related work on query processing and adaptation
while Section 5.7 concludes.

5.1

The PAQ Perspective
A persistent query should provide a reflection of the “ground truth,”

the actual state of the world during query execution. This is equivalent to
a complete picture of all of the states of the environment that exist during
the persistent query’s execution. We approximate the results by modeling a
persistent query as a sequence of non-overlapping one-time queries, or queries
that appear to be issued over a single state of the environment. In this section,
we introduce foundational concepts to create and control this kind of approximated persistent query. We make use of the model introduced in Chapter 2
to precisely define the PAQ perspective and its abstractions.
Recall from Chapter 2 that a configuration, C, is a snapshot of the
global abstract state of a network. It is simply a set of host tuples, one for
every host in the network. The environment evolves as the network topology
changes, value assignments occur, and hosts exchange messages. Network
evolution was modeled as a state transition system where the state space is
the set of possible configurations and transitions are configuration changes.
Also recall that a host’s response to a one-time query is a copy of its host
tuple. A one-time query’s result (ρ), then, is a subset of a configuration: it is
a collection of host tuples that constitute responses to the query.
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Figure 5.1: A Persistent Query Framework

Given this setting, ideally, a persistent query reflects the ground truth.
An exact reflection of the ground truth is equivalent to acquiring all of the
configurations (C0 . . . Cj ) of the persistent query’s execution. Since providing
such accuracy is feasible only in relatively static networks, we extend our model
to approximate a persistent query as a sequence of non-overlapping one-time
queries. Figure 5.1 (reprinted from the Introduction) provides an overview of
our middleware model, described below.
In evaluating a persistent query’s component one-time queries, it is
important to understand the behavior of an underlying query processing protocol. For example, flooding may be expensive but may achieve strongly consistent results, while randomly sampling a few nodes provides much weaker
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consistency, but is much less expensive. The manner in which we query the
environment, the inquiry strategy, includes not only the one-time query protocol (the inquiry mode introduced in Chapter 3) but also the frequency of the
one-time queries.
A persistent query’s result is formed from the component queries using
an integration strategy: a function f evaluated (and reevaluated) over the
sequence of one-time query results. We denote the results of the sequence
of one-time queries as ρ0 . . . ρi , and the result of a persistent query after the
results of the ith component query have been incorporated as πi = f (ρ0 . . . ρi ).
This result is still a set of host tuples, but without the constraint that the set
contain only one result from any single host.
As application requirements and conditions change, applications must
determine the suitability of their particular inquiry strategy. We define an
introspection strategy also as a function over host tuples. However, in the
introspection strategy, a function, d, generates not a set of host tuples but
instead a value for a metric that describes the quality of that history. Based
on the value of this metric, an application can specify adaptation strategies
that govern how the inquiry strategy is changed. In the remainder of this
chapter, we discuss how inquiry, integration, introspection, and adaptation
work together to enable applications to process expressive persistent adaptive
queries over dynamic mobile networks.
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5.2

Two Abstractions for Persistent Query Processing
We next present PAQ abstractions that are essential to creating a per-

sistent query result. Using these, applications can specify how to retrieve
information from the network and how to combine intermediate results over
time.
5.2.1

Inquiry Strategies
A persistent query’s inquiry strategy comprises the inquiry mode—the

protocol used to disseminate the one-time queries—and the frequency with
which one-time queries are issued, represented as a tuple hI, freqi. The PAQ
interface is:
Listing 1: InquiryStrategy
public class InquiryStrategy{
public InquiryStrategy(InquiryMode mode, int frequency);
}

Defining an inquiry mode effectively entails generating a routing protocol that defines how the query and its replies propagate in the network.
Chapter 3 pictorially showed several routing protocols that can be generated
through PAQ. To specify an inquiry mode in PAQ, we rely on the specification of a combination of a forward and a respond function. These functions
use a host’s state to determine whether the host should propagate the query
and respond to it, respectively. In PAQ, we leverage these abstractions to
allow developers to create new inquiry modes as a combination of forwards
and responds functions as described in Chapter 3.
68

5.2.2

Integration Strategies
A PAQ application can define an integration strategy, which dictates

how a history of one-time query results are transformed into a persistent query
result. An integration strategy’s execution is managed by the PAQ middleware. As we will see, since a one-time query’s result is a set of host tuples, a
natural way to express integration is through the use of set operations.
In the PAQ middleware, an application developer can introduce a new
integration strategy by implementing the IntegrationStrategy interface:
Listing 2: IntegrationStrategy
public interface IntegrationStrategy{
QueryResult integrate(Vector<QueryResult> history);
}

In the above, history is the complete set of historical one-time query results.
Next, we present a set of integration strategies; this set is not exhaustive, but
instead demonstrates PAQ’s ability to address the needs of a variety of queries.
The simplest way to get a persistent query result from a sequence of
one-time queries’ results is to simply return all results to the application. Such
cumulative integration is useful when a persistent query is intended to generate
a picture of all results available over the query’s lifetime. For example, on a
construction site, the supervisor may want to monitor the identities of all
workers and visitors to the site. In this case, the persistent query result is:
πi = πi−1 ∪ ρi . Cumulative integration is depicted in Figure 5.2.
A cumulative integration strategy that uses only a specified window of
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persistent query
result (πi)

component query results (ρi)

Figure 5.2: Cumulative Integration. The query issuer is white. Other colors
indicate data values. Between the first two queries, two nodes were added and
two departed. Between the last two queries, two nodes’ values changed.

the history of one-time query results to construct a persistent query result can
be expressed by providing an implementation for the IntegrationStrategy
interface, and, most importantly, defining the integrate method1 :
Listing 3: WindowedCumulativeIntegration
public QueryResult integrate(Vector<QueryResult> history){
//omitted: define top and bottom of history window
QueryResult temp = new QueryResult();
for(int i = top; i>=bottom; i--){
QueryResult nextResult = history.elementAt(i);
Vector<HostResult> results = nextResult.getResults();
for(int j = 0; j < results.size(); j++){
if(!temp.getResults().contains(results.elementAt(j)))
temp.addResult(results.elementAt(j));
}
}
return temp;
}
}

1

Here we provide only an example of an integration strategy implementation . Section 5.4
demonstrates their use, and the complete PAQ implementation can be found at http:
//mpc.ece.utexas.edu/AdaptiveFramework/index.html.
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persistent query
result (πi)

component query results (ρi)

Figure 5.3: Stable Integration. The query issuer is white. Other colors indicate
data values. Between the first two queries, two nodes were added and two
departed. Between the last two queries, two nodes’ values changed.

Cumulative integration may result in delivering an overwhelming amount
of data to an application, much of which may not be required. More tailored
strategies may better serve the needs of specific applications; we give examples
below.
Stable Integration (Figure 5.3). A stable integration gives the results
that have not changed during the query. A construction site supervisor may
want to know which materials are not commonly used and thus available for
reallocation. A stable integration’s persistent query result is: πi = πi−1 ∩ ρi .
This result depends only on the result at the previous stage and the result of
the current query.
Additive and Departure Integration (Figures 5.4 and 5.5). Two
additional integrations collect results that have added or departed since the
start of the query. The former allows the construction supervisor to monitor
materials that have been delivered, while the latter allows him to keep track
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Figure 5.4: Additive Integration
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Figure 5.5: Departure Integration

of assets that have been consumed. An additive integration is the difference
between the current result and the first result: πi = ρi − ρ0 . A departure
integration is the difference between the first and current results: πi = ρ0 − ρi .
These compare results for two instances in time; they cannot collect transient changes. More sophisticated (and therefore potentially more expensive)
transient integrations can capture these semantics.
Transient Additive and Departure Integration. Transient addi-
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Figure 5.6: Transient Additive Integration
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Figure 5.7: Transient Departure Integration
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Figure 5.8: Returns Integration

tive 5.6 integration provides a complete view of all assets added to the site,
even if they were subsequently consumed: πi = (πi−1 ∪ ρi ) − ρ0 . Transient departure integration 5.7 monitors results that departed, even if they returned.
For example, a construction supervisor may keep track of tool usage since
frequently used equipment may require maintenance. Recursively, this is:
πi = πi−1 ∪ (ρ0 ∩ (ρi−1 − ρi )). A straightforward extension would count the
number of times a particular result departed, the result πi being a set of pairs.
Returns Integration (Figure 5.8). A returns integration gives exactly those results that departed, but have since returned; this could give a
construction site supervisor a picture of all of the tools used today. The returns integration is more difficult to state in terms of previous persistent query
results, but the result is directly related to a transient departure integration.
A returns integration simply checks whether a departed result is present in
the current query result:
t departs
πi = πi−1 ∪ hset p : p ∈ ρi ∧ p ∈ πi−1
:: pi2
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The negation of this could monitor tools that went missing during the query.
This example demonstrates the power of integration; by defining fundamental
integration strategies, new strategies can be defined.

5.3

Two Abstractions for Persistent Query Adaptation
Different inquiry strategies entail different tradeoffs. A programmer

must be able to evaluate these tradeoffs in light of his application needs. We
describe PAQ’s two abstractions for query adaptation: introspection and adaptation. The former specifies when to adapt and the latter defines how. We
define an introspection strategy as the use of information about a persistent
query’s execution to determine how well-suited the associated inquiry strategy is. An introspection strategy examines the persistent query’s history and
compares it to an idealized result.
5.3.1

An Informal Introduction to Query Introspection
Different inquiry modes provide different sets of tradeoffs as they col-

lect information from a distributed network. Table 5.1 summarizes some of
the tradeoffs of employing the inquiry modes discussed in Chapter 3. The
inquiry mode selected depends on an application’s needs; how well a particular inquiry mode meets the needs of the application is dependent, in part,
2

In the three-part notation: hop quantified variables : range :: expressioni, the variables
from quantified variables take on all possible values permitted by range. Each instantiation
of the variables is substituted in expression, producing a multiset of values to which op
is applied. If no instantiation of the variables satisfies range, the value of the three-part
expression is the identity element for op, e.g., true if op is ∀.
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on the environment during query execution. For example, a query issued by a
construction site supervisor may determine the concentration of a dangerous
compound on a construction site. If it is important to minimize the query’s
overhead, the application may use a random inquiry mode to collect concentration readings from randomly selected hosts across the site. However, given
the environmental conditions in which the query operates, the random inquiry
mode may not provide results that are accurate enough. In a dense network of
spatially-correlated values, a random inquiry mode would likely provide a representative result; the same query may not provide an accurate enough view
of a sparse network to enable a decision about site safety.
Inquiry
Mode
Flooding

Accuracy

Costs

query reaches all hosts

significant
communication
overhead, simple store and
forward approach
reduced communication, additional complexity in forwarding strategy
reduced
communication,
fairly complex implementation of store and forward
strategies
reduced communication, additional complexity in forwarding strategy

Probabilistic query reaches only probabilistically selected hosts
Locationbased

query reaches only hosts
meeting location constraints

Random

query reaches only hosts selected at random

Table 5.1: Inquiry Mode Tradeoffs

Analysis presented in the table above can be supported through query
introspection, using feedback about query execution to determine if an inquiry
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mode is appropriate for an application at a given time. The ideal approach
to evaluating an inquiry mode’s tradeoffs is to determine how well the results
reflect the ground truth of the environment during the query’s execution, but
this is expensive, as shown in the previous chapter. Instead, query introspection examines query results directly, using a history that may include results
for this query and for queries recently executed using the same inquiry mode.
Since each host’s contribution to a query result contains information about its
context, we can consider properties of the execution environment relevant to
the application’s query execution needs. For example, when using a random
sampling inquiry mode to collect a sample of spatially correlated sensor readings, query introspection can be based on context information that describes
the density of the network around each responding node to determine if the
results are representative.
Using a history of query results, we can approximate a view of the
world that can be used to determine if an inquiry mode is appropriate in the
current environment given the application’s needs. Query introspection, then,
can be achieved by applying an adequacy metric over similar queries’ results.
In the next section, we formalize query introspection and provide examples of
adequacy metrics that can be used in the introspection process.
5.3.2

Formalizing Query Introspection
Query introspection is the process of determining if an inquiry mode

is suitable. This decision is often related to a tradeoff between the desired
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properties of the result and the cost of query execution. A desired property
may be that the results are representative samples; another is that the results
are relatively stable and do not change rapidly over time. Variability in the
network topology, the query’s execution context, and randomness introduced
by the inquiry mode can impact how well results delivered by a query reflect
the desired properties.
To support quantifiable introspection, we apply adequacy metrics to
query results. An adequacy metric, d, measures the logical distance between
the desired property of a query’s execution and the actual properties of the
achieved query result. For each distance function, an associated threshold (δ)
can be defined by the application to aid in evaluation. This simple construction
supports expression of arbitrary adequacy metrics that can enrich decisionmaking processes.
We identify two categories of adequacy metrics. The first measures
the quality of the data captured by a query based on the variability between
successive queries. The second compares an idealized property of the execution environment to the environment’s measured state during query execution. This set of metrics is not exhaustive; rather, we intend to illustrate
applications’ needs and to provide a framework for identifying and expressing
adequacy metrics.
Although introspection strategies may often be similar to integration
strategies, the purpose is fundamentally different. While the result of integration answers an application-level question, the result of introspection measures
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the quality of that answer. In PAQ, an application developer can introduce a
new introspection strategy through the following interface:
Listing 4: IntrospectionStrategy Interface
public interface IntrospectionStrategy{
double introspect(Vector<QueryResult> history);
}

5.3.3

Data Capture Quality Metrics.
Often, decisions regarding the appropriateness of an inquiry strategy

are related to the desired quality of the result. One way to measure the quality
of query results is to define an adequacy metric based on a measurement of
the changes in the captured data due to network variability during query
execution. This type of adequacy metric can be supported by constructing a
baseline for comparison using the results of a previously executed query. In
general, this kind of distance metric can be expressed as: d(Pj (ρj ), Pk (ρk )),
where ρj is the result for the jth query issued in a sequence of queries that
employ the same inquiry mode, Pj maps a desirable property of the result to
a numerical value, and j ≤ k.
Set Difference. Consider a construction site supervisor who uses
a probabilistic inquiry mode to return an inventory of available materials;
however, the supervisor realizes that when the network is highly dynamic,
this type of inquiry mode is not sufficient to achieve a high-quality result
that presents an accurate view of the inventory. To support this kind of
introspection, the quality of results can be assessed by measuring variability
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between different collections of results. The set difference metric quantifies the
percentage of items returned by a query that are newly available, have been
modified, or are no longer reachable in comparison to previously collected
results. We can express a distance metric that determines the fraction of new
results as:
d=

| ρk |
| ρk − ρj |

where the k th query is the most recently issued in a sequence of queries using
the same inquiry mode, and j < k. The threshold δ associated with this metric
depends on application needs.
The set difference operator can similarly be used to describe how many
result elements have departed between the submission of a previous query and
the current query. In our construction site scenario, the amount of bricks
available on-site is likely to remain steady until a job consuming them begins,
so the construction site supervisor may initially use a random sampling inquiry
mode to check the inventory of bricks. The supervisor can use the departure
distance function to determine when a job on the site that consumes bricks
has begun and can alter the inquiry mode if necessary to more closely track
brick use.
We can also define an adequacy metric based on a cumulative view
across an entire sequence of returned results. For example, we can define an
adequacy metric based on transitive additions, which counts the fraction of
hosts that have arrived between the beginning of the execution of query i and
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the conclusion of query k. This can be captured as:
| ρk |

d=
|(

k
[

ρi ) − ρ0 |

i=1

Transitive departures can be specified similarly. These transitive distance
metrics allow a construction site supervisor, for example, to make a decision
regarding the use of the inquiry mode to more closely monitor inventory after
an influx of supplies due to a delivery or the departure of supplies to another
site.
Aggregate distances.

Another way to describe the quality of a

query’s result is to measure the distance between the aggregated numerical
values of a previous result and the aggregated values for the current result.
Such aggregate distance measures can define adequacy metrics based on trends
in the reported results. For example, a construction site supervisor may initially use a probabilistic inquiry mode to monitor the total level of hazardous
chemicals. If the hazardous chemical level rises at a rate that implies a leak,
the probabilistic inquiry mode may no longer be suitable; given the potential
danger, an inquiry mode which gives a more accurate view of the world is
needed regardless of the associated cost. To make this kind of assessment, an
aggregate distance metric can compute the distance of an aggregate (e.g., a
total) between two queries:
d = |hsum p : p ∈ ρi+1 :: pi − hsum p0 : p0 ∈ ρi :: p0 i|
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Variations on this metric can be applied to other aggregates such as count,
minimum, maximum, and average.
Semantic Discovery. It may also be desirable to determine inquiry
strategy suitability based on the presence of a particular value:
n = hsum p : p ∈ ρi ∧ p = v :: 1i
where v is the desired value. A distance metric can be specified as d = 1 − n.
For an application that wishes to be alerted to the presence of a single value,
the associated threshold is specified as δ = 0. The listing below shows the
PAQ implementation of this strategy.
Listing 5: SemanticDiscoveryIntrospection
double introspect(Vector<QueryResult> history)
QueryResult newResult = history.elementAt(history.size()-1)
Vector<HostResult> results = newResult.getResults();
for(int i = 0; i < results.size(); i++){
if(results.elementAt(i).getValue().equals(value))
return 1;
}
return 0;
}

The value of interest may not be directly related to a query’s reported
result. Instead, causal relationships between different values may be the basis
for adaptation. For example, the discovery of smoke on a construction site
implies the presence of fire. If smoke is detected, then an inquiry mode that
trades accuracy for overhead should be abandoned in favor of one that provides
a higher accuracy in a search for a fire. These causal relationships can be
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captured in an adequacy metric by collecting and evaluating a metric over
causally related values in the context field ζ of responding hosts.
Data Change Rate Introspection. In many cases, the suitability
of an inquiry strategy depends on the data dynamics. Our data change rate
introspection measures the rate at which values change over time. For example,
if the data values in the network are relatively stable, an expensive flooding
based high frequency strategy may not be necessary. Similarly, we define
additive data change rate introspection as a running percentage of data values
that have been added to the persistent query’s result. The introspection metric
relates to the use of the history of results to describe the achieved quality in
defining P:
i
X
j=i−k+1

|

hset ν : (ι, ζ, ν) ∈ ρj :: νi − hset ν : (ι, ζ, ν) ∈ ρj−1 :: νi
|
hset ν : (ι, ζ, ν) ∈ ρj :: νi
k

When k = i, this measures the rate since the beginning of the persistent
query. This introspection can be specified for departures and changes in a
similar fashion. In measuring the rate of change due to newly arriving hosts,
we instead sum the number of data values associated with new unique host
identifiers.
Finally, each of our integration strategies can be translated into a semantic introspection metric that quantifies the kinds of changes that occur.
In general, this is captured by quantifying the difference between the query
result at stage k and a windowed history of previous results. For example, we
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can define an introspection metric based on stable integration. The interesting
part of this metric describes an evaluation over the history of results; here, P
is defined as:
k−1
[

P =| hsetν : (ι, ζ, ν) ∈ ρk :: νi−

hsetν : (ι, ζ, ν) ∈ ρi :: νi |

i=j

where k is the current stage of the persistent query, and 0 ≤ j < k − 1.
5.3.4

Environmental Property Metrics.
The adequacy metrics in the previous class were concerned with the

quality of a query’s result. These metrics defined the distance between the
most recent query result and an approximate view of the ground truth. Here,
we describe adequacy metrics that evaluate the distance between a query result
and a desired property of the execution environment during query processing.
These metrics can be defined in terms of the distance between an ideal environment and the conditions under which the query executed, as captured by
the context field ζ for each host tuple in the result. In general, this kind of
distance metric can be expressed as d = (γ, P), where γ is the ideal property
and P is a function over the history of query results. The context-aware computing community has performed introspection over context data successfully
in the past. For example, context-aware tour guides adapt displays according
to a tourist’s location and interests [11]. Some examples of such introspection
strategies are enumerated below.
Network Coverage. In some cases, a query’s network coverage is
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important in determining the suitability of its inquiry mode. A query covers
an area if the elements of the result form a connected graph that spans the
associated geographic region. In regions of the network where the data is dense,
an area can be covered by an inquiry strategy that selects a small subset of
hosts. This would yield a query result that is representative of the data in
the region while reducing the associated overhead. In sparse regions of the
network, a query result may cover a region only if all hosts in the region report
results. The query issuer can use query introspection to determine if results
obtained using a particular inquiry mode provide a reasonable representation
of the surrounding area.
While finding the minimum set of nodes that cover a geographic region
is an NP-hard problem, it is still possible to provide an adequacy metric based
on whether the results approximately satisfy a network coverage constraint
using information about the density of results. We can get a rough estimate
of this density through average numbers of neighboring results; a relatively
high average result suggests that the results are dense, while a low average
suggests that results are sparse. To provide an example based on location, we
first define a connectivity relation over host locations that defines the existence
of communication links between hosts. A physical connectivity relation that
represents a connectivity model with a circular, uniform communication range
can be defined using the location variable λ from a host’s context ζ:
(hι0 , hι1 ) ∈ K ⇔ |(hι0 .ζ.λ) − (hι1 .ζ.λ)| ≤ b
where b refers to a bound on the distance between two hosts to consider them
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connected. We can roughly determine the density of the query results by averaging across the number of one-hop neighbors, which we compute by applying
the connectivity relation to hosts in the query result. This characterization of
network density can be expressed as:
n=

hsum hι0 , hι1 : hι0 ∈ ρi ∧ hι1 ∈ ρi ∧ (hι0 , hι1 ) ∈ K : 1i
hsum h : h ∈ ρi :: 1i

The distance metric can be expressed simply as the difference between n and
the ideal number of neighbors (i.e., d = |ideal−n|). The application can dictate
how the average connectedness measure relates to ideal network density and
define a threshold that determines adequacy.
Spatial Coverage Introspection. Applications may require queries
to provide sensing coverage of a physical area. For example, a persistent query
that monitors a chemical’s dissipation across a construction site to ensure readings are within safety guidelines will have to acquire readings from across the
entire site. We can determine the spatial coverage achieved by the persistent
query using the location information included in the context associated with
query results. We can then compare this achieved spatial coverage to the
desired spatial coverage to determine whether or not the inquiry strategy is
appropriate in the current operational environment. The distance metric can
be expressed simply as the difference between the achieved spatial coverage
region s and the ideal region (i.e., d = |ideal − s|).
For example, a construction supervisor may describe the desired coverage area as a circle centered at some point on the site. For each component
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query, we can find the radius of the region by finding the maximum distance
between a pair of points using the location information λ in the context variable ζ:
r = hmax ζ.λ, ζ 0 .λ0 , i : (ι, ζ.λ, ν) ∈ ρi ∧ (ι, ζ 0 .λ0 , ν) ∈ ρi ::| ζ.λ − ζ 0 .λ0 |i
We can then find the center of the circle; using the center of the spatial coverage
area and the radius, we can plot the actual circular coverage area achieved by
the component query. We can then determine the amount of overlap between
the circle that represents the achieved spatial coverage region and the circle
that represents the ideal spatial coverage region.
5.3.5

Adaptation Strategies
Applications can use introspection to assess the quality of the persistent

query’s reflection of the environment. If the persistent query’s result does
not meet the application’s requirements, adaptation strategies can be used
to change the persistent query to achieve, for example, higher quality results
or to process the persistent query at a lower cost. In general, an adaptation
strategy is:
hhI, freqi, d, δ +/− , hI ∗ , freq ∗ ii,
where hI, freqi is the persistent query’s current inquiry strategy, d is the introspection strategy used when the persistent query uses this particular inquiry
strategy, and δ +/− is a threshold on the value resulting from applying d to the
history of one-time query results. If the superscript on δ is +, the adaptation is triggered if the value of d exceeds δ; if the superscript is −, then the
87

adaptation is triggered if the value of d falls below δ. The persistent query
switches to the new inquiry strategy, hI ∗ , freq ∗ i, when the computed value of
the introspection strategy, d, goes either above or below the threshold δ.
As a simple example of how an adaptation strategy could be employed,
consider a persistent query using the basic flooding inquiry mode in which the
component one-time queries are issued every 10 seconds. The application may
associate with this persistent query an introspection strategy that changes the
frequency of the one-time queries if the rate of change between the component
queries grows too large. This adaptation policy would be defined as:
hhIflooding , 10si, ddata

+
change rate , 0.05 , hIflooding , 5sii

where the initial inquiry strategy hIflooding , 10si adapts to be hIflooding , 5si when
the data rate of change introspection strategy indicates a greater than 5% rate
of change in the data reported for successive one-time queries.
To define adaptation strategies in the PAQ middleware, an application developer instantiates an AdaptationStrategy that comprises a set of
AdaptationPolicy instances. Specifically, to create an AdaptationStrategy,
the interface presented to the developer is:
Listing 6: AdaptationStrategy
public class AdaptationStrategy{
public AdaptationStrategy();
public addAdpatationPolicy(AdaptationPolicy toAdd);
public removeAdpatationPolicy(AdaptationPolicy toRemove);
}

The interface to construct an AdaptationPolicy is:
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Listing 7: AdaptationPolicy
public class AdaptationPolicy{
public AdaptationPolicy(InquiryStrategy start,
IntrospectionStrategy introspect,
double threshold, InquiryStrategy end);
}

More complex realizations of adaptation policies are also possible; for example, the adaptation may change not only the inquiry but also the integration
strategy.

5.4

The PAQ Middleware: Example Applications
This section describes our Persistent Adaptive Query (PAQ) Middle-

ware and demonstrates its use and performance through a pair of application
examples.
5.4.1

Monitoring Hazardous Conditions
We first explore an application for an instrumented construction site

that would allow monitoring, recording, and reacting to the presence of a
dangerous volatile organic compound (VOC). If a VOC leak occurs, the area
of the incident may spread as liquid chemicals spill and as airborne droplets
are released. A site supervisor wants emergency response crews to have as
much and as accurate information about the incident as possible to facilitate
containment and response.
The application issues a persistent query over sensors scattered across
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the construction site. If there is not a high risk for or evidence of a leak, the
application should be conservative in its use of network resources to perform
background monitoring of hazardous materials. So the query initially uses
random sampling with a low frequency to sample over the entire construction
site. If the query detects a dangerous concentration, the supervisor requires
additional information to determine if the reading is anomalous or indicative
of an actual leak. Therefore, this query will use introspection for detection of
a particular value (a high concentration) and will adapt the query to a much
more frequent flood of the entire site to attempt to corroborate the initial
detection. To summarize:
• Inquiry strategy: random sampling with a low probability (e.g., k =
0.5), low frequency (e.g., 5 seconds)
• Integration strategy: windowed cumulative integration, to acquire all
concentrations that were sampled over the last 20 seconds
• Introspection strategy: semantic discovery of any dangerous reading
• Adaptation strategy: upon detection of a value over the threshold,
change the approach to flood the network with high frequency
In the PAQ middleware, defining this persistent query requires instantiating each of the strategies and creating and starting the persistent query.
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Listing 8: Initial Query
private void startQuery(){
myInquiry = new Inquiry(new RandomSampling(0.5), 5000);
myIntegration = new WindowedCumulativeIntgration(4);
myIntrospection =
new SemanticDiscoveryIntrospection(new Integer(thresh));
PersistentQuery initialQuery =
new PersistentQuery(myInquiry, myIntegration,
myIntrospection, initialAdaptation);
}

The initial adaptation (initialAdaptation) takes the persistent
query from this query strategy to its second phase. In this second phase,
the application is alerted to a potential hazardous leak and begins a more
expensive but robust detection to corroborate the initial detection. This new
query is:
• Inquiry strategy: flooding with a high frequency (e.g., 0.5 seconds)
• Integration strategy: cumulative integration, to acquire all concentrations sampled since adapting the persistent query
• Introspection strategy: semantic additive change rate to measure the
rate of discovery of corroborating detections
• Adaptation strategy: if more than 10% of the sensors are newly detecting a leak, localize the persistent query around the area of detection
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Listing 9: Flooding Query
private void adaptQuery(){
...
myInquiry = new Inquiry(new Flooding(), 500);
myIntegration = new CumulativeIntegration();
myIntrospection =
new SemanticAdditiveIntrospection(new Integer(thresh));
PersistentQuery initialQuery =
new PersistentQuery(myInquiry, myIntegration,
myIntrospection, leakAdaptation);
}

This second adaptation policy (leakAdaptation) changes the query
strategy from this second phase to target the persistent query exactly around
the area of the detected leak. This allows the network’s resources and the
application’s attention to be focused on exactly the desired sensing area. The
persistent query continues to monitor this area, adapting the size and scope
of the target area as the detected values change. This phase of the query
continues until the danger dissipates, when the query returns to the original
random sampling:
• Inquiry strategy: location-based flooding, focused around the leak
• Integration strategy: windowed cumulative, to acquire the readings
over the threshold in the last 60 seconds
• Introspection strategy: spatial coverage, to ensure the area around
the leak is well-covered
• Adaptation strategy: adjust the flooding area if the coverage is poor;
return to random sampling if the leak disappears
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Listing 10: Location Query
private void adaptQuery(){
...
myInquiry = new Inquiry(new LocBased(mid.x, mid.y, radius),
500);
myIntegration = new WindowedCumulativeIntegration(6);
myIntrospection =
new SpatialCoverageIntrospection(mid.x, mid.y, radius);
PersistentQuery initialQuery =
new PersistentQuery(myInquiry, myIntegration,
myIntrospection, locationAdaptation);
}

Here, mid is the location at the center of the detected leak and radius is
the sensed spread of the leak. This application and the PAQ middleware
are available for download3 . Figure 5.9 shows a sequence of screenshots that
demonstrate the three phases described above.

Figure 5.9: A sample execution for a network of 25 nodes. The values of black
nodes are unknown. The values of green nodes are below the threshold. The
values of red nodes are above the threshold. The left shows a snapshot in the
middle of the first phase of the persistent query; the middle shows a snapshot
in the middle of the second phase; the right shows a snapshot in the middle
of the third phase.

3

http://mpc.ece.utexas.edu/AdaptiveFramework/index.html
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5.4.2

Road Traffic Monitoring
Most cities have troublesome spots that have periodic episodes of jammed

traffic. We next use the PAQ middleware to construct an application for intelligent traffic monitoring. The application monitors an area of interest and
informs the application if there is a backlog of vehicles. We imagine a scenario where both vehicles and stationary objects are equipped with networked
sensors.
The application issues a persistent query over sensors that have been
scattered across the an area of interest to monitor location information of the
vehicles in the area. Initially, the query probes only the area of interest to
conserve the battery of the hosts in the area. If the application detects several
stationary vehicles in the monitored area for an extended period of time, it can
be deduced that a traffic jam has indeed occurred. Therefore, this query will
use an introspection strategy that checks whether a certain number of hosts
are present in several continuous query results. Once the traffic jam has been
detected, the application performs a random sample of the entire network to
detect alternative routes for the application. This phase can be summarized
as:
• Inquiry strategy: location-based random sampling, focused on a known
traffic trouble spot, low frequency query (e.g., 20 seconds)
• Integration strategy: None
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• Introspection strategy: windowed stable integration to measure whether
the same cars remain in the query area in multiple consecutive queries
• Adaptation strategy: upon detection of a value over the threshold
indicating stranded cars, change the approach to random sampling of
the entire network with higher frequency
In the PAQ middleware, defining this persistent query requires instantiating each of the strategies and creating and starting the persistent query:
Listing 11: Initial Query
private void startQuery(){
myInquiry = new Inquiry(new LocBased(mid.x, mid.y, radius),
20000);
myIntegration = null;
myIntrospection =
new WindowedStableIntrospection(3, new Integer(thresh));
PersistentQuery initialQuery =
new PersistentQuery(myInquiry, myIntegration,
myIntrospection, trafficjamAdaptation);
}

This adaptation (trafficjamAdaptation) is invoked if the initial query
notices an unacceptable number of stranded cars. It takes the persistent query
from this query strategy to its second phase in which the application issues
randomly distributed queries to find alternate routes to re-route the stalled
traffic:
• Inquiry strategy: random sampling with a relatively low probability
(e.g., k = 0.5) but a higher frequency (e.g., 5 seconds)
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• Integration strategy: cumulative integration, to observe all elements
of all of the roadways and get a picture of where to reroute the stranded
cars
• Introspection strategy: counting introspection, to ensure that this
particular component query has been issued a given number of times
(e.g., 5)
• Adaptation strategy: when the query has sent alternate routes to the
jammed cars (not part of the persistent query), return to monitoring the
initial area to ensure that the traffic is clearing.
Aside from its use of CountingIntrospection, this query is similar to the
initial query in the first application.
This second query’s adaptation policy changes the query strategy to
once again target the original location to see if the rerouting instructions are
causing it to clear of traffic. This phase continues unless the re-route did not
succeed, and cars cleared from this location are returning:
• Inquiry strategy: location-based flooding, focused on the original location
• Integration strategy: windowed cumulative integration, to acquire the
readings over the threshold (i.e., returning a number of cars indicative
of a traffic jam) in the last 60 seconds
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• Introspection strategy: windowed returns introspection, to see if cars
that were instructed to reroute are in fact returning to the trouble spot
• Adaptation strategy: if the process has failed to clear the traffic,
repeat by resampling for rerouting possibilities
Listing 12: Location Based Query
private void adaptQuery(){
...
myInquiry = new Inquiry(new LocBased(mid.x, mid.y, radius),
5000);
myIntegration = new WindowedCumulativeIntegration(10);
myIntrospection =
new WindowedReturnsIntrospection(5, new Integer(thresh));
PersistentQuery locationQuery =
new PersistentQuery(myInquiry, myIntegration,
myIntrospection, trafficjamAdaptation);
}

This query employs WindowedReturnsIntrospection, which checks for
vehicles that return to the trouble spot. If many of the same vehicles return, (trafficjamAdaptation) is used again, and the process repeats.
An application may also define a more complex persistent query that becomes
increasingly aggressive about finding alternate routes as it cycles through the
process.

5.5

Evaluating the PAQ Middleware
In addition to the middleware implementation, we also prototyped PAQ

and tested it on a popular simulator and an actual testbed.
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5.5.1

Robust Simulation Analysis
PAQ was tested for robustness using the OMNeT++ Simulator [29,

60]. We executed the described applications, modeling the network space as
a 1000m × 900m rectangular area. We used the 802.11 MAC protocol.4 The
included graphs show 95% confidence intervals.
We used the first example application to explore PAQ’s performance in
the absence of mobility. We implemented two different types of adaptation:
“moderate” and “aggressive.” Given a leak detection, the “aggressive” version
immediately starts issuing flooding queries at a high frequency. The “moderate” adaptation increases the query rate more slowly (i.e., by increasing the
query rate by one every five seconds). We compare the behavior of these two
adaptive approaches with two standard query styles: “flooding,” a query that
floods all of the time, and “sampling,” a query that always samples half of the
reachable hosts.5 Figure 5.10 highlights the value of employing adaptation to
lowering overhead.
Allowing applications to adapt leads to substantially lower overhead,
especially as network density increases. The moderate version has lower overhead than randomly sampling. At first glance, the overhead of the aggressive
approach is similar to flooding; however, the aggressive version issues three
times as many queries because it adapts the query rate after leak detection
4

The source code and settings used are available at http://mpc.ece.utexas.edu/
AdaptiveFramework/index.html.
5
While we experimented with different values of k for the random sampling approach,
k = 0.5 provides representative results.
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based on the application’s requirements. Even the moderate version issues 30%
more queries in certain time periods but still transmits far fewer messages.
These performance benefits may come at a cost to accuracy. Since the
nodes are initially randomly sampled, it is possible for the leak to go undetected if relevant sensors are not sampled. Figure 5.11 shows the percentage
of times the leak is successfully detected for the different versions. In sparse
networks, none of the versions are very effective because the leak is often in an
unreachable network partition. The moderate approach does not flag a leak
unless two values pass the semantic introspection test while the aggressive
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version requires only one detected leak value before switching to a flooding
based inquiry. Consequently, the moderate version misses more leaks. Both
the aggressive and flooding approaches produce a highly accurate picture. A
similar effect can be observed when the leak detection latency is compared. A
flooding strategy detects the leak slightly faster than the aggressive strategy
which in turn is slightly faster than the moderate strategy.
Using our second application scenario (the traffic monitoring example),
we have also evaluated the impact of mobility on PAQ’s query processing
capabilities. In our experiment, the query is issued from a central station
at one end of the 1000m × 900m field. The simulation consists of a well
connected network with 150 hosts. One-half of these hosts are on vehicles
while the remaining one-half half represent sensors on stationary objects (e.g.,
traffic signals). A location is deemed to be “jammed” if more than five vehicles
are stationary at a region of interest over three consecutive queries. In this
experiment, we varied the speed at which hosts are moving from very slow
(5mph) to reasonably fast (45 mph).
Figure 5.12 shows rates of traffic jam detections. Regardless of the
strategy used, some traffic jams go undetected due to the network dynamics.
This is corroborated by the consistent downward slope for all of the approaches
with increasing mobility. However, in addition to maintaining its lower overhead, the adaptive strategy achieves a slightly better traffic jam detection
success rate than flooding. This is because the flooding approach generates
many more messages in the network, resulting in more messages dropped due
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to collision. Our adaptive strategy targets only a particular area of the network, thereby reducing the number of messages in the network. Consequently,
fewer messages are dropped leading to better detection.
From these results it can be seen that having a flexible mechanism
for adaptation is beneficial to application developers. The PAQ middleware
provides software developers a flexible and simple API that allows domain
experts to specify their design choices in a powerful way, allowing applications
to explicitly consider performance tradeoffs in developing their query uses.
5.5.2

Testbed Evaluation
In addition to the quantitative evaluations presented above, we have

also performed some qualitative evaluation of PAQ. The goal was to perform
a feasibility study outlining the use of PAQ. Three graduate students (Divya Gopinath, Bishal Barman and Nurhan Pinar Turgat) at The University
of Texas, volunteered to write an intrusion detection system using our PAQ
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Figure 5.13: Model Home fitted with SunSpot Sensors

middleware. In this section, we show that it was easy for relative newcomers
to the world of networked embedded systems to write fairly sophisticated applications in a short duration of time and perform experimental evaluations
on their prototype application.
5.5.2.1

Prototype Implementation

Consider a house instrumented with SunSpots [37] (equipped with motion sensors) at intelligent points around the house as shown in Figure 5.13.
The students chose to perform a fesibility study by writing an intrusion detection system on such an aware home, using PAQ and actual SunSpot devices.
The intrusion detection system consisted of three distinct phases similar to the other applications outlined in this dissertation. In fact, the three
phases are extremely similar to the hazard monitoring application presented in
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the previous section. The inquiry, integration, and introspection strategies are
identical in each phase. The values of the different thresholds used are, however, different to suit the application needs of an intrusion detection system.
For example, in the first phase, the application defines the threshold representing the number of motion events beyond which an intrusion can be deemed
to have occurred. The students were able to write this application, with very
little help and were able to execute it on actual SunSpot devices. They employed the RadioGram protocol (a part of the SunSpot software distribution)
as their MAC level protocol so as to employ multi-hop communication. In
addition, they made changes to the PAQ library as they deemed necessary to
support their application. For instance, they modified the existing Semantic
Additive Change Rate Introspection strategy to return the exact location of the
existing SunSpots. These changes will be discussed in detail in the following
paragraphs.
After implementing the intrusion detection application using PAQ, the
students realized that there were some limitations with the application that
they had developed. Specifically:

• In the flooding phase, when it is discovered that the motion events detected were due to a spurious signal rather than a valid intrusion, the
original application did not possess the logic to move back to the random
sampling phase. This makes the application vulnerable to getting stuck
in the expensive flooding mode even when there is no intrusion.
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• The design decision to use the semantic additive change rate introspection strategy, which corroborates a trigger as an intrusion only if a certain
number of SunSpots are detecting new movements, exposed the application to the possibility of missing some intrusions. Specifically, intrusions
that are relatively static with respect to the sensitivity or the resolution
of the motion sensor can go undetected.
• The localization scheme’s logic was conservative. It considered every
device detecting movements above some threshold as the center of a
distinct intrusion. This leads to unnecessary wastage of resources when
more than one node is detecting movement from the same intrusion.
• The localization phase of the original application focuses only on the
portion of the network where an intrusion has been detected while ignoring the rest of the network. This can lead to late detection or failure
of detection itself during the localization phase in a different part of the
network.
Due to these shortcomings, the students improved both the intrusion
detection application and some features of PAQ. They called the modified application and their middleware modifications together as i-PAQ. The students
made the following changes.
• There can be more than one condition to stop a particular persistent
query and move to another. Hence the Persistent Query class was updated such that a single query, using a particular inquiry strategy, could
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contain multiple change packages of integration, introspection and adaptation strategies. A separate Adaptation Strategy interface was added
to encapsulate the logic to move from the current persistent query to
another for a particular change package. Using these additions, the Persistent Query for the Flooding phase was updated to contain two change
packages—one that contained the logic to move to the Localization phase
and another to move back to the Random phase of operation if no intrusions were detected for a given time period.
• The Semantic Additive Change Rate introspection strategy was updated
to return true, even if a single node was detecting the same sensor readings (above the threshold) continuously for a specified period of time, so
that the application can catch relatively static intrusions as well.
• After obtaining the locations of nodes detecting movement events above
the threshold in the flooding phase, the intrusion detection application
was updated to group nodes based on their spatial proximity into those
detecting the same intrusion and those detecting distinct intrusions. Separate localization queries are started to cover every distinct intrusion.
• Since there can be multiple spatially distributed persistent queries executing on the network at the same time, the intrusion detection application was updated to maintain and manage the co-ordination amongst
a list of persistent queries executing in parallel. The Random Sampling
strategy was updated to dynamically adjust the list of SunSpots for sam-
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pling based on their locations and availability. Further, when creating
the persistent query for localization, the corresponding SunSpots were
marked as already in use, which enabled the default query to execute
in parallel but randomly sample only the free SunSpots, thus providing
good coverage of the network even while localizing on a specific intrusion.
The entire intrusion detection application and the modifications outlined above
were completed by the students as a term project. The duration of the project
was less than eight weeks. The students were able to write a networked application and modify it so as to add more sophisticated features within a matter
of weeks. This shows the power of PAQ. Using PAQ, it is now feasible for
programmers with limited exposure to embedded devices to write and execute
high level applications in a short duration of time. This project serves as a
feasibility study showing that the ideas outlined in this dissertation can, in
fact, be used by programmers to write real deployable applications.
5.5.2.2

Experimental Design

In addition, the students performed a more quantitative analysis of
PAQ on real SunSpots with our help. The experimental setup consisted of 14
SunSpots spread over a rectangular area of 35 cm x 25 cm. In an attempt to
simulate different sensor deployment scenarios based on the layout of the house
under consideration, we experimented two different topologies. Figures 5.14
and 5.15 show the two topologies used: Peripheral and Grid.
The locations of SunSpots were plotted using a two dimension coordi106

Figure 5.14: Peripheral Topology of the sensor network covering a 35 cm x 25
cm rectangle.

Figure 5.15: Grid topology of the sensor network
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nate system with the left-most bottom corner of the rectangle as the reference
point. Since the default transmission range of the SunSpots exceeded 10 meters, we explicitly simulated a real world multi-hop network by shrinking the
physical space. This was done by forcing SunSpots and the base-station to
ignore packets from each other by setting the radio.blacklist property of
the radio. For instance, out of the fourteen deployed SunSpots, if nine were
deemed to be one-hop from the base-station and five categorized as two-hops
away, the base station address was added to the blacklist of the SunSpots that
are two-hops away and vice versa. This explicitly forced the packets to get
routed via the SunSpots that are one-hop away. A pure flooding based strategy was used as a baseline for comparison with PAQ. Hence, for every type
of signal and topology evaluated, we collected performance metrics for pure
flooding, the original PAQ application and the modified i-PAQ application.
In these experiments we have used light sensors to detect motion as
we were unable to obtain the requisite number of motion sensors for this purpose. We tried to simulate different types of intrusion via four different sets
of light-signals. The first set consists of signals that are spurious. This was
done to test the level of granularity of detection and to ascertain how effective
our applications are against a false alarm. In this set, the location to apply a
light-source was chosen at random. But once randomly decided, the same location was used throughout to obtain results under consistent input variables.
The duration of the light-source rarely exceeded 17 seconds and was generally
restricted in the range of 3-17 seconds. To be flagged as an intrusion, a light
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Figure 5.16: Types of mobile light intrusions. The arrow shows the direction
of movement for each type, ten in total.

signal had to stay on a particular grid location for more than 30 seconds.
Our second signal-set consisted of signals having a duration of more
than 30 seconds (range of 30-45 seconds) and were designed to detect the
accuracy and latency of all the three paradigms under consideration. The lightsource was applied to 10 different locations, mostly situated on the periphery
of the rectangular zone. This set simulates an intruder who is always in the
same room.
The third set was designed to reflect mobile intrusions. Figure 5.16
shows the different types of mobile signals considered. We had 10 different
directions of movement and given a particular path (as shown by arrows in
the figure), the duration of application of light along that path lasted in the
range of 30-45 seconds (same as stationary intrusion). Our aim here was to
model an intruder who is walking at a constant pace.
The final set was more sophisticated and had two different kinds of
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subdivisions. The first part had two consecutive light signals where the first
signal was applied for a few seconds, immediately followed by the second signal
applied for another duration of time. This was designed to simulate scenarios
like when the intruder is moving from the balcony to the bedroom. The second
part, once again, had two different light sources, but this time, both the signals
were applied simultaneously on two different locations in the network. We now
use these light signals to perform evaluations on the deployed applications.
5.5.2.3

Experimental Evaluation

Similar to earlier experiments that were based on simulations, we performed quantitative evaluation using the intrusion detection application deployed on the SunSpots. Using the signals described above, we performed our
experiments for pure flooding, and the intrusion detection applications written
using PAQ and i-PAQ. Both topologies, peripheral and grid, were used in all
cases. The performance metrics evaluated were the accuracy of intrusion detection, and the drop in battery power for the SunSpots. We also measured the
message overhead. However, the battery level is a more direct measurement
of energy consumption. Consequently, those results are reported here.
Algorithm False
Positive
Flooding
25%
PAQ
0%
i-PAQ
0%

False
Negative
1.38%
22.22%
15.27%

Accuracy
73.61%
75%
84.72%

Table 5.2: Accuracy for Grid topology
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Algorithm False
Positive
Flooding
26.38%
PAQ
0%
i-PAQ
0%

False
Negative
1.37%
29.16%
16.66%

Accuracy
72.23%
70.83%
83.33%

Table 5.3: Accuracy for Peripheral topology

Accuracy is once again defined as the ratio of total number of intrusions detected minus false positives and false negatives to the total number
of intrusions. False positives were the spurious signals erroneously detected
as intrusions. False negatives are valid intrusions that the application failed
to detect. The average accuracies for the three strategies are summarized in
Tables 5.2 and 5.3. While Flooding and the intrusion detection applications
written using PAQ are both comparable in accuracy, when one considers the
impact of false positives on a purely flooding based strategy, it is clear that
applications written using PAQ have a superior performance.
Finally, we measured the actual battery power remaining in the SunSpots
to understand the relative energy efficiencies of the different strategies. The
percentage drop in the power values is shown in Figures 5.17 and 5.18 for the
grid and peripheral topologies, respectively. The X axis represents the identifier for each individual SunSpot device (there are 14 devices in total). The
Y axis represents the percentage of power drop in their corresponding battery
levels. Flooding, with its near-continuous level of sampling, incurs a pretty
high degree of power consumption. While the drop in battery levels has con-
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Figure 5.17: Battery level percentage drop in grid topology

siderable variation, it is clear that applications using PAQ or iPAQ drain less
energy from the network. A caveat to note is that the decrease in power in
the devices is extremely non-linear. Less power is spent when the SunSpots
are fully charged as compared to when they have been half-drained. However,
regardless off the initial level of batteries, we have typically observed applications written using middlewares like PAQ are more energy efficient than those
employing non-adaptive logic.
In this section, we have demonstrated the power of our PAQ middleware. We have demonstrated that several applications can be written using
PAQ. Further, the library can be easily extended and modified by programmers when required. In addition, our experimental evaluations show that
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Figure 5.18: Battery level percentage drop in the peripheral topology

using PAQ allows applications to constantly trade costs and benefits in an
application dependent manner.

5.6

Related Work
Our work has some similarities to what can be broadly categorized

as stream processing systems. Some of this work has explored model-driven
query processing [14] where each node constructs a local model of the data
available. If the estimated error of the model is below a threshold, a node
processes a query over the local data model to avoid consuming resources.
A model driven approach is less suitable for mobile environments because of
the inherent unpredictability of movement. Our formalization of introspection
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provides a more systematic approach to exposing relevant adequacy metrics
(both data and network related) to facilitate adaptivity. By evaluating these
metrics over values, informed decisions can be made on the trade-off between
the cost of executing a particular query against application needs and switch
inquiry modes as application requirements change.
In the sensor networks and database communities, several query processing systems provide some version of persistent queries [19, 33, 34]. Persistent queries (also called “continuous queries”) are typically implemented
either as 1) a continuous push of updated data from sensors to a collector
with queries executed over the collected data, or 2) as a sequence of one-time
queries periodically propagated over the network. The “push” approach requires maintenance of a distributed data structure, which can be costly in
dynamic settings. In addition, this method often requires that a query issuer
interact with a collector that is known in advance and reachable at any instant,
which is often an unreasonable assumption. Therefore, we think of a persistent
query as being approximated by a sequence of one-time queries issued with a
given frequency from any node.
Researchers have recognized that a query’s environment changes over
time and that query processing should adapt [15]. The focus is typically to
change the order of query operations to optimize for the dynamics. For example, Continuous Queries (CACQ) [35] relies on eddies [1] to determine the order
in which tuples are processed by different operators. Similarly, SteamMon [2]
adapts the query plan to accommodate arbitrary changes in the data stream.
114

These approaches use system-defined adaptations. Alternate approaches use
a model that suppresses the amount of data collected from the network. In
model-driven approaches [14], a local model of the environment is constructed
and used to answer queries. The model obtains data from the network only
when it cannot answer a query. Adaptive filters [41] uses a model of the network to adjust the rate of updates that stream from each node in the network
to a collector as part of a persistent query; the adjustment is based on acceptable tradeoffs between an application’s tolerance of numerical imprecision and
the current cost of sending updates. A centralized coordinator periodically adjusts the bounds of each update filter on each node to suit application needs.
Such model-based approaches are not well-suited for dynamic environments
because they are computationally expensive. Also, these systems lack nonrelational operators for the temporal analysis. The advantage of a database
solution for some people is its declarative basis. We believe that a large class
of programmers will be more comfortable with an imperative middleware like
PAQ that uses Java. However, there is nothing about the concepts developed
in this dissertation that cannot be converted to execute declaratively. The
choice of Java was largely an implementation choice based on convenience.
None of the above approaches to adaptive query processing provide general support for dynamically adapting a persistent query based on applicationspecified strategies. For example, while using numerical precision bounds as
a trigger for adaptation is useful, support is still needed for expressing richer
types of adaptation triggers, such as “does the query cover an adequate area
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of the network”, that would be useful in applications deployed in dynamic
environments. We focus on providing the tools required to expose information about changes taking place in a dynamic environment and the ability to
respond to them.
In general, this ability to inspect and act is called reflection [6, 7], and
the PAQ middleware embodies our effort to systematically provide abstractions for reflection on persistent queries in dynamic networks. Consequently,
we provide programming abstractions that support the construction of applications that dynamically evaluate the cost of executing a query in the current
environment and adjust the query’s processing according to the application’s
needs. Our work recognizes the importance of reflection to the adaptivity of
mobile applications and provides a formal foundation for exposing information
about query results to applications through a principled use of introspection.

5.7

Conclusions
In this chapter, we introduced the PAQ middleware to help program-

mers quickly construct applications that use adaptive persistent queries in
dynamic networks for long running applications. We highlighted the different
abstractions (and class implementations) in PAQ that support simple specification of policies for adaptive applications. Integration allows programmers
to create application-specific methods of composing and interpreting approximate one-time query results into a result that resembles streaming data. Inquiry strategies elegantly dictate how data should be gathered from a net116

work. PAQ’s introspection strategy abstraction provides programmers with
the power to specify arbitrary methods of assessing the quality of achieved
results as the persistent query executes; this assessment can be used to trigger
adaptation of the query. Our evaluation of PAQ through the implementation of two adaptive applications indicates that our approach is feasible and
can support adaptivity, and can potentially reduce persistent query costs. In
the next chapter, we will show how to further trade overhead and fidelity by
augmenting PAQ with some basic statistical post processing.
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Chapter 6
Blurring Snapshots

The previous chapter discussed our contribution to the ability to continuously monitor the environment. Central to this is the capability to monitor
some condition and its evolution over a period of time. On a construction site,
the amount of an available material at a particular time may be useful, but it
may be just as useful to monitor how that material is consumed (and resupplied) over time. Such trends are usually measured through continuous queries
(the terms continuous query and persistent query are used interchangably in
this dissertation) that are often registered at the remote information sources
and periodically push sensed data back to the consumers [8,19]. Such a “push”
approach to continuous query processing requires maintaining a distributed
data structure, which can be costly in dynamic settings. In addition, this
often requires that a query issuer interact with a collector that is known in
advance and reachable at any instant, which is often unreasonable. In the
previous chapter we showed that it often makes sense to generate a continuous
query using a sequence of snapshot or one-time queries (the terms snapshot
and one-time are used interchangably in this dissertation). A snapshot query
is distributed through the network at a particular point in time, takes measurements of the target phenomenon, and sends the results back to the the
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query issuer. In our model, a continuous query is the integration over time
across a sequence of snapshot queries.
In generating a continuous and accurate reflection of an evolving environment, uncertainty is introduced in several ways [44, 47]. First, there
is a significant tradeoff between the cost of generating the continuous query
result and the quality of the result. For instance, the more frequently the
snapshot queries execute, the more closely the continuous query reflects the
ground truth, but the more expensive it is to execute in terms of communication bandwidth and battery power. In addition, the snapshot queries can
be executed using different protocols that consider the same tradeoff (e.g.,
consider the differences in quality and cost of a query flooded to all hosts in
the network and one probabilistically gossiped to some subset). On a more
fundamental level, the quality of any interaction with a dynamic network is inherently affected by the unreliability of the network—packets may be dropped
or corrupted, and communication links may break. The fact that a continuous
query fails to sense a value at a particular instant may simply be a reflection
of this inherent uncertainty.
Even when these uncertainties weaken a continuous query, applications
can still benefit if the query processing can provide some knowledge about the
degree of the uncertainty. For example, in a continuous query on a construction site for the amount of available material, it would be useful to know that,
with some degree of certainty (i.e., a confidence) there is a given amount of
available material. This may be based on information collected directly from
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the environment (in which case the confidence is quite high), historical trends,
or knowledge about the nature of the phenomenon. Model-driven approaches
that estimate missing data using mathematical models can alleviate these uncertainties [14, 16]. In these approaches, the goal is to build a model of the
phenomenon being observed and to query the network to rebuild the model
only when the confidence in the model has degraded such that relying on it is
counacceptable. Section 6.5 examines these approaches and the relationship
to our work in more detail.
Because we build a persistent query from a sequence of snapshot queries,
handling uncertainty is twofold. First, we must be able to provide estimates of
the persistent query result between adjacent snapshot queries. Second, even
if we fail to sample a data point in a given snapshot, we may have some information about that data point at a previous time (and potentially a future
time) that we may use to infer something about the missing data. In both
cases, we are not actually changing the amount of information available to
the application; instead we are blurring the snapshot queries and associating
a level of confidence with inferred results.
Our approach relies on a simple abstraction called a decay function
(Section 6.1) that quantifies the temporal validity associated with sensing a
particular phenomenon. We use this decay function as the basis for performing
model-assisted inference (Section 6.2) to use sampled data values from the
snapshot queries to infer values into the past and future. This inference can
allow us to fill in gaps in the sequence of snapshot queries to enable trend
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analysis on the components of the persistent query. The inference and its
associated confidence can also provide the application a concrete sense of what
the degree of the uncertainty is. Finally, by smoothing across the available
data, this inference makes the information that is available more viewable and
understandable by the application and its user. We examine these benefits in
Sections 6.3 and 6.4.
Our novel contributions in this chapater are threefold. First, we introduce decay functions that allow applications to define temporal validity in a
principled way. Second, we build a set of simple statistical models that allow
us to effectively blur snapshot queries into persistent queries and use them
to study the use of model-assisted inference for a variety of different types
of dynamic phenomena. Finally, we demonstrate through an implementation
and evaluation and a set of usage scenarios the efficacy and usefulness of using inference to fill in missing data in real world situations. If the network
supporting data collection is highly dynamic, our approaches help mitigate
the impact of the dynamics on the inherent uncertainty; however, even in less
dynamic situations, our approach helps applications reasonably trade off the
cost of executing persistent queries for the quality of the result.

6.1

Modeling Uncertainty
Our approach to query processing allows users to pose persistent queries

to an evolving network and receive a result that resembles a data stream even
though it is obtained using discrete snapshot queries. This stream can then
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be analyzed to evaluate trends in the sensed data. However, missing and
uncertain sensed items can be a bane to this process, especially in monitoring
the evolution of the data. For example, on a construction site, a site supervisor
may use a persistent query to monitor the total number of available bricks on
the site. This query may be accomplished by associating a sensor with each
pallet of bricks; the snapshot queries collect the identity of the pallets and
the number of bricks the pallet holds. If consecutive snapshot queries do not
sample the same subset of pallets, the sums they report are not comparable,
resulting in inconsistent information supplied to the site supervisor.
Reconsider the persistent query depicted in Figure 6.1. The three networks on the left of the dark line show the results of the persistent query’s
first three snapshot queries. Each circle represents a host; a circle’s color represents the host’s data value; and lines represent connectivity. Throughout
the persistent query, some hosts depart, some arrive, and others change their
data value. In this case, the trend the application is analyzing is the data
items that remain available and unchanged throughout the persistent query
(stable integration in the parlance of the previous chapter). When our snapshot queries are not impacted by any missing or uncertain data, the stable set
the trend analysis generates is the actual stable set.
Consider, however, what happens when data is missing or uncertain, as
depicted in Figure 6.2. In this situation, the ground truth (i.e., what the snapshot queries should have returned) is equivalent to that shown in Figure 6.1,
but due to network dynamics or other sources of uncertainty, the sample from
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Figure 6.1: A persistent Query (Stable Integration)
host A was not collected in the second snapshot query (ρ1 ), and the sample
from host B was not collected in the third snapshot query (ρ2 ). Consequently
the result of the trend analysis in Figure 6.2 is quite different from that in Figure 6.1. On a construction site, if the data items represent pallets of bricks,
this trend analysis may cause the site supervisor to have additional supplies
delivered when it is unnecessary or even impractical.
One way to handle this uncertainty is to blur the snapshot queries. In
Figure 6.2, given the fact that we know the network to be dynamic, we can say
with some confidence that host A should have been represented in ρ1 ; the level
of this confidence depends on the temporal validity of the phenomenon sensed
(i.e., how long we expect a data value to remain valid), the frequency with
which the snapshot queries are issued, and the degree of network dynamics.
The fact that A “reappeared” in ρ2 further increases our confidence that it
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Figure 6.2: Stable persistent Query with Missing Data
may have, in fact, been present in ρ1 as well. Figure 6.3 shows a simple
example of how this inference can be used to project data values into future
snapshots (e.g., from ρ1 to ρ2 ) and into past snapshots (e.g., from ρ1 to ρ0 ).
In this figure, the black circles represent hosts the snapshot query directly
sampled; gray circles represent hosts for which data values have been inferred.
The question that remains, however, is how to determine both the values that
should be associated with the inferred results and the confidence we have in
their correctness. We deal with the former concern in the next section; here
we introduce decay functions to ascribe temporal validity to observations and
calculate confidence in unsampled (inferred) values.
To address temporal validity, we rely on the intuitive observation that
the closer in time an inferred value is to a sensed sample, the more likely it
is to be a correct inference. For example, in Figure 6.3, the value projected
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Figure 6.3: Projection Forward and Backwards in Time
from ρ0 to ρ1 is more likely to be correct than the value projected from ρ0 to
ρ2 . If the sample missing in ρ1 is also missing in ρ2 , it becomes increasingly
likely that the host generating the sample has, in fact, departed. We exploit
this observation by allowing applications to specify the temporal validity of
different sensed phenomena using a decay function that defines the validity of
a measured observation as a function of time.
Formally, a decay function is a function d(t) = f (|t − tl |) where t is
the current time and tl is a time from either the future or the past of the
nearest (in time) actual sample of the data value. The period |t − tl | is the
period of uncertainty; the larger the period of uncertainty, the less likely it
is that the sampled value retains any correlation with the actual value. The
decay function’s value falls between 0 and 1; it is a measure of percentage
likelihood. These decay functions are an intuitive representation of confidence

125

and are easy for application developers to grasp. It is also straightforward to
define decay functions to describe a variety of phenomena. For instance, on a
construction site, a moving truck’s GPS location might be associated with a
decay function of the form: d(t) = e−(|t−tl |) , which is a rapid exponential drop
in confidence over time. On the other hand a GPS mounted on a stationary
sensor on the site might have a decay function of the form: d(t) = 1 because
the location value, once measured, is not expected to change. Possibilities for
formulating decay functions are numerous and depend on the nature of the
phenomenon being sensed and the sensing environment.
Given a user-defined decay function, it is straightforward to determine
a confidence measure of an inferred value. We measure this confidence probabilistically. At any time instant t, the inferred data value’s degree of confidence
p, is updated using the following rule.
• if time t is the time at which an actual data reading was acquired, then
the value of p at time t is set to 1;
• otherwise, p is updated using the formula: pt = d(t).
Thus, at every point in time an data value of interest has an imprecision that
ranges from one to zero depending on when it was last sampled. The further
in time the inferred value is from an actual sensed value, the less confidence it
has. With this understanding, we look next at how to estimate how a sampled
value may have changed during periods where it is not sampled, allowing us
to infer its value.
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6.2

Temporal Inference for persistent Queries
Decay functions allow applications to define the validity of projecting

information across time. We now address the question what the value of that
projected data should be. Specifically, we present a suite of simple techniques
that estimate inferred values. We also demonstrate how this inference can be
combined with decay functions to associate confidence with inferred values. In
later sections, we evaluate the applicability of these inference approaches to
real phenomena.
6.2.1

Nearest Neighbor Inference
For some applications, data value changes may be difficult to predict,

for instance when the underlying process observed is unknown or arbitrary.
These changes are usually discrete; at some instant in time, the value changes
to some potentially unpredictable value. Consider a construction site where
pallets of bricks are distributed to different locations around the site for storage
and use. A distributed query may execute across the site, measuring how
many bricks are present at each location at query time. The bricks are laid
and restocked during the day as trucks and construction workers perform their
tasks. Without any knowledge of the project’s goals and the rate of brick laying
at different sites, it is difficult to create a model that effectively estimates the
number of bricks at any given location for instants that have no recorded
observations.
In such cases, one technique to estimate missing data is to assume
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the sampled value closest in time is still correct. As the temporal validity
decays, the sensed value is increasingly unreliable. Consider again the pallets
of bricks on a construction site and an application that samples the number
of available bricks periodically (e.g., every 10 minutes). The application then
sums across all of the data readings to generate a total number of bricks on the
site. Figure 6.4 shows an example where the value for the number of pallets
at node A changes between the two samples. Up until t = 5, the total number
of pallets is estimated using the original sample; after that, it is assumed that
the value is the sample taken at t = 10.
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Figure 6.4: Nearest Neighbor Inference for Uncertain Data

The example in Figure 6.4 focuses on uncertain data; i.e., inferring data
values that the application did not attempt to sample. The same approach
can be used to infer missing data, e.g., if the application failed to sample a
value for node A at time t = 10 but did resample it at time t = 20. This
example also demonstrates the importance of inferring missing data. Because
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this data is used to monitor the total number of pallets of bricks on the site, if
data values are missing from a particular snapshot, the site supervisor might
observe radical fluctuations in the number of bricks that actually did not occur.
6.2.2

Interpolation and Regression
The evolution of many pervasive computing phenomena can be fairly

accurately represented by continuous functions. If a truck is driving at a
steady speed across the site, and we sample its location at t = 0 and t = 10 it
may be reasonable to infer that at t = 5, the truck was at the midpoint of a
line drawn between the two sample points. In such cases, standard statistical
techniques like interpolation and regression can be employed to infer data
across snapshots. In interpolation, the observed values are fit on a function,
where the domain is typically the time of observation and the range is the
attribute’s value. For any point in time where there is no recorded observation,
the value is estimated using the function. Interpolation approaches range from
simple (e.g., linear interpolation) to complex (e.g., spline interpolation).
Linear interpolation connects consecutive observations of a data item
with a line segment. Polynomial interpolation generalizes the function to a
degree higher than one; in general, one can fit a curve through n data points
using a function of degree n−1. Spline interpolation breaks a set of data points
into subsets and applies polynomial interpolation to each subset. Figure 6.5
shows an example of interpolation. The data values sensed are the locations of
the devices on a 3x4 grid; the moving truck’s data is missing from snapshots
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ρ1 and ρ3 . The bottom figures show how linear interpolation and an example
of polynomial interpolation estimate the missing data.
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Figure 6.5: Interpolation of Missing Location Data

Regression identifies relationships between a dependent sensed variable (e.g., location or temperature at a particular device) and an independent
variable (e.g., time). However, regression does not try to fit a curve or a function through every observed data point. Instead, the end result of regression
encodes an approximation of the relationship between the independent and
dependent variables. As with interpolation, regression comes in several flavors
ranging from simple techniques like linear regression to more complex non130

linear variants. Effectively, regression provides a “looser fit” function for the
data; this can be effective when the underlying data is noisy (e.g., when the
samples may contain errors), and it may not be useful to fit a curve through
every observed data point, since those data points may not be an accurate reflection of the ground truth. Figure 6.6 demonstrates the differences in nearest
neighbor inferencing, interpolation, and regression pictorially.
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Figure 6.6: Comparison of Types of Inference

6.2.3

Determining Inferencing Error
When employing statistical techniques like interpolation and regression,

the observed data acts as the only source of ground truth and serves as input
to generate a function that estimates missing or uncertain data. To measure
how well the model fits the ground truth, we choose metrics that estimate
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the distance between the model and reality. For regression models, a common
metric is the root mean squared error, which is the difference between the actual observation and the value predicted by the regression . Similar measures
of error for interpolation are difficult to define because the interpolation function is defined such that there is no error in fitting the sampled points to the
function. However, as Figure 6.7 demonstrates, wildly different interpolation
functions (e.g., polynomials of different orders) can fit the same set of sampled points. The standard technique for determining the error of interpolation
is to favor minimizing the derivative. That is, from among the interpolation
functions that “fit” the data, we favor those that minimize the function’s rate
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Figure 6.7: Interpolation Error

6.2.4

Computing Confidence from Decay and Error
Our goal is to associate with our inference of missing and uncertain

data a confidence in the quality of that estimate using a combination of decay
functions and the error measures defined above. This confidence can impact
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applications and users who use sensed data to support decision making processes.
It is simple to combine nearest neighbor inference with decay functions
to provide a measure of confidence in inferred values. A benefit of doing so is
understanding how frequently to sample a phenomenon. If the application is
inferring values between samples with low confidence, it should likely increase
the frequency of sampling. If the decay function is uniform in decaying values
into the past and into the future, the persistent query result the application
receives is what is shown on the right of Figure 6.4 coupled with a temporal
validity representation of the confidence. For instance, if the associated decay
function is linear in both directions, the result for the application in Figure 6.4
would look something like shown in Figure 6.8, where the shaded area indicates
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Figure 6.8: Nearest Neighbor Inference and Confidence

If the decay function is not uniform in its application to past and future

133

values, the combination of that confidence with nearest neighbor inference
effectively generates a new definition of “nearest.” For example, if a sample
is more reliable in predicting future values than it is in predicting past values,
then we will rely on the past measurements for more than just half of the time
difference between samples, i.e., the “step” in Figures 6.4 and 6.8 would move
further to the right.
Things are slightly more complicated for interpolation and regression.
In addition to applying the decay function to the area between successful
samples, we can also use information about the estimated inferencing error to
strengthen or weaken our confidence in inferred values. Minimizing error like
the root mean squared error of a regression or the derivative of an interpolation
can increase the confidence in an inferred value. Figure 6.9 demonstrates
how this works for interpolation. The diamonds are sampled values; since
observations can be lost or unsampled, the series may not be sampled with a
fixed periodicity. The confidence plots at the bottom of the figure communicate
the confidence an application has in the values inferred at times 7, 24, and 36.
The gray areas show the application of the decay function from the sampled
values. The lines measuring the slope of the interpolation provide a crude
measure of the error associated with interpolation; the further the slope is
from 0, the more rapidly the function is changing, and therefore the less likely
it is to be predictable1 . At time 24, we can generate an inferred value with
1

The use of slope as a representation of error here is for demonstration purposes only;
the use of this type of error metric may not be entirely applicable for non-differentiable
points in linear interpolation.
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high confidence, while the same is not true at time 36 or time 7.
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Figure 6.9: Associating Confidence with Inferred Values

6.3

Usage Scenarios
This approach to inferring missing and uncertain data applies to a wide

variety of pervasive computing applications that are increasingly supported by
sensor networks. In this section, we provide some example queries that benefit
from the use of our temporal validity metric; we use these queries in the next
section to evaluate our approach.
In the introduction, we overviewed an intelligent construction site,
where people, vehicles, pieces of equipment, parts of the building, and as-

135

sets are all equipped with sensors that can monitor conditions on the site and
share information with applications. Within the intelligent construction site,
there are many opportunities for the use of a persistent query. For example, every user on the site may carry a personal computing device that can
communicate with locally embedded sensors monitoring hazardous chemical
emissions. The site supervisor may continuously monitor the movement of all
the cranes on the site for potentially dangerous conditions or collisions. Sensors associated with pallets of bricks can be continuously monitored to map
the the positions of the assets and understand their consumption and delivery
to plan the project.
Broadly speaking, given a series of snapshot queries formed into a persistent query, an application can issue two types of requests for information
from the persistent query: point requests, for a value of the persistent query at
a single point in time, and range requests, that monitor the persistent query
over a specified period of time. Both are issued over a persistent query that
monitors the dynamic environment.
A point request is most useful when an application is interested in what
the value of the monitored phenomenon is or was at a particular instant. These
include requests for the current value (whether it was actually sampled or not),
requests for historical information, and requests that project the persistent
query into the future. An example for our intelligent construction site is:
Q1: How many trucks will be available at time t?
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This request asks to look into the future of the persistent query. The response to this query can be used to plan the movement of assets in the future,
especially if the answer comes with a high degree of confidence.
A range request over a persistent query specifies the time duration of
interest, and we use the inference approaches described previously to generate
a function that represents the persistent query over that time period. This
is also associated with two measures of confidence: decay functions and error
metrics. An example range request is:
Q2: How many pallets of bricks were available between t1 and t2 ?
This requests information about discrete measurements; the number of
available pallets of bricks is likely to change by large jumps as deliveries arrive
and bricks are used. It may prove difficult to use a continuous function to infer
missing values for this type of phenomenon; we also define a third query that
more intuitively fits a continuous function:
Q3: What was the maximum value of the concentration of a hazardous gas between time t and now?
Requests of both types can also be used to adapt the strategy underlying the persistent query, for example to change the frequency with which the
snapshot queries are issued or to change the manner in which they execute.
Adaptation can change the confidence our approaches have in the quality of
the inferred missing or uncertain results.
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6.4

Evaluation
We have prototyped our framework using OMNeT++ and the MiXiM

framework [38, 60]. We implemented the queries given in the previous section
and evaluated our framework’s performance. In this prototype, requests are
flooded through the network, and each node has a reply probability of 0.5,
i.e., every sensor node responds to half of the requests it receives. We have
implemented many inference approaches in our framework, but we use three
of these approaches to drive our discussion: nearest neighbor inference, linear
interpolation, and polynomial regression. We focused on a simple uniform
−tl
where
linear decay function for all of these results; specifically, d(t) = 1 − tn30

tn is the current time and tl is the time for the nearest observation. Each
experiment was repeated for at least 50 runs.
In general, 45 nodes roamed in a 1000m x 900m space. A 100m “buffer”
around the edge of the simulation area was considered “off-site;” the construction site itself was a rectangle of size 800m x 700m. The nodes were divided
into mobility classes: 6 “truck” nodes moved at 15m/s; 10 “people” nodes
moved at 5m/s, and the remaining 29 nodes were stationary. To construct a
continuous view of the dynamic phenomena, we issued snapshot queries every
30 seconds for 1000 seconds; we performed inference at 5 second intervals.
We generated a gas leak at a random location on the site; the leak lasted for
200 seconds, and a node’s value for gas concentration was a function of its
distance from the location of the leak. Bricks were located either on trucks
or at designated storage locations around the site (i.e., one of the stationary
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sensors). Trucks moved randomly; when they left the construction site, bricks
were randomly added to or removed from the truck. When trucks encountered
a fixed storage location, they transferred bricks to the storage location.
6.4.1

Measuring Confidence
We first evaluate the correctness and usefulness of applying our decay

functions to determine confidence in inferred responses. We executed all three
queries described previously and attempted to infer missing and uncertain data
for each of them using each of the three aforementioned inference strategies.
Figure 6.10 plots the inferencing error versus the confidence reported by our
decay function; specifically the figure shows the results for applying linear
interpolation to the results of Q3. The other combinations of queries and
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inference approaches had similar trends and features.
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Figure 6.10: Reported Confidence vs. Actual Error
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1

When our framework reports a higher confidence in an inferred value,
the error of that value from the ground truth should be lower. As shown in
the figure, the framework behaves as expected; regardless of the inference type
and the query, the general trend is that our framework does in fact report
higher confidence in values whose error (on inference) is lower. These initial
experiments served simply to validate our query inferencing and decay function
framework.
6.4.2

Cost Savings
Employing inference models allows applications to trade expense for er-

ror. Given that our models allow us to blur across these dynamics, we are able
to query the network far less frequently. In addition, instead of querying every
node in the network, we can intentionally skip some nodes in each snapshot
query, also reducing the communication overhead. We achieve approximately
a 6x reduction in communication overhead in comparison to a flooding approach that queries the network frequently enough to catch every significant
change in the dynamic data (which we estimate to be every 5 seconds in our
case). This reduction in communication translates directly to a reduction in
energy expenditures, a significant concern in resource constrained pervasive
computing networks.
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6.4.3

Application Performance
We next evaluate the usefulness of blurring the snapshot queries in

forming a persistent query. Consider the delivery and consumption of bricks
on the construction site and Q2 that requests the total number of bricks
available over a time window. Figure 6.11 plots the number of bricks sampled
and inferred for a single node over time.
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Figure 6.11: Number of Bricks Sampled and Inferred for One Host

This figure shows the behavior of our inferencing approaches on a single
sample. Notice that regression performs quite poorly while nearest neighbor
and linear interpolation mimic the real data well. This is due to the fact that
the phenomenon under observation here is subject to very local and discrete
data changes. Regression assumes trends that are observable over an entire
time frame. Therefore more local approaches to inference perform better for
this data.
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Figure 6.12 plots the total number of bricks, an aggregate measure that
sums samples from multiple nodes. The line through the middle of the figure
shows the ground truth, i.e., the total number of bricks actually on the site
over time. The dots show the raw data values collected from the network
every 30 seconds; these values are below the ground truth because our approach intentionally does not sample every node each time instant. The other
show our three inference methods (nearest neighbor, linear interpolation, and
regression, respectively). In all cases, these inference methods overestimate
the total number of bricks because they are incorporating “stale” readings
that were measured in previous or future samples but may not be valid at the
reported time instant.
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Figure 6.12: Inferring an Aggregate over Time

We also evaluated the use of the decay function in combination with
inferencing. For Q2 with inferencing alone, the site supervisor does not know
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what degree of confidence to associate with each request response. Our framework combines this inference with a confidence measure, generating a picture
such as shown in Figure 6.9 for the time window of interest. To understand
how well these approaches combine, we took the application aggregation query
(in this case for the sum of bricks on the site) and evaluated the error achieved
in generating this aggregate. Figure 6.13 shows the results. The x-axis plots
the minimum confidence required of a reading to be included in the aggregate,
e.g., at p = 0.8, the sum was only calculated from readings with confidence
greater than 0.8.
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Figure 6.13: Inferencing Error vs. Confidence

It is clear that blurring the snapshots offers a significant benefit over
relying on the available samples. No single inferencing technique performs
consistently better, but they all perform better than relying on the sampled
data itself. Overall, regression performs slightly worse than nearest neigh-
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bor and linear interpolation.2 We expected nearest neighbor inference to be
preferred in this situation due to the discrete data; it would likely be the application’s choice due to its consistent performance and simplicity in comparison
to interpolation. Another interesting trend in this figure is that the error of
aggregate inferencing is not linear with confidence. In Figure 6.13, a lower
confidence appears to generate a lower error, which increases up to a point
(p = 0.6) before decreasing again. This is due to the fact that, although the
individual samples contributing to the aggregate response individually have a
low confidence, the fact that there are many of them smooths out their error.
In the midrange, there is a smaller number of values contributing to the aggregate, so the increasing confidence in individual data items is overshadowed
by the decreasing sample size. Our framework overcomes this challenge when
it reaches a high confidence; at p = 0.8; even though the sample size is small,
the individual estimates are robust enough to lower the overall aggregate error.
These observations open an important piece of future work. While our decay
function provides a strong measure of confidence for individual data estimates,
it is possible to develop a more sophisticated metric for confidence in aggregate
estimates that combine data values to produce a combinatorial measure (e.g.,
a sum, average, maximum, etc.). Refining our confidence metric to account
for aggregate measures is left as future work.
2

We tried different basis functions in support of regression; we report the best results
here.
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6.5

Related Work
Our work relates to a variety of approaches from querying sensor net-

works to understanding uncertainty in databases. Deshpande et al. use modeldriven querying in sensor networks [14] to construct a stochastic model of the
phenomenon being observed at a base station and to acquire live data from the
network only when the model proves inadequate. In addition to associating a
probability density function with every entity, their model also specifies correlations between sensed attributes through conditional distributions. These
models can be used to retrieve estimates of the data under observation (associated with an uncertainty measure). This differs from our approach in
applicability; our use of persistent queries to monitor the underlying sensor
network presupposes that the observed phenomena are significantly dynamic;
in the face of such extreme dynamics, rebuilding of the local model would
occur too frequently for the approach to be effective.
Kanagal et al. extend model-driven data acquisition using more complex dynamic probabilistic models (e.g., hidden markov models and Kalman
filters) instead of simple probability density functions [25]. Similarly, particle
filtering approaches enable event queries [28,51,62] of the form of a notification
upon a condition, e.g., “Alert the user when entity X enters room A.” At any
instant, the location of entity X is stored as a probability distribution using
particle filtering. The query is then evaluated probabilistically to provide a
bound on the likelihood that X is, in fact in room A at the given time. Variants of this approach have also been used to process and manipulate streams
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of RFID data [13, 58]. Cheng et al.’s work on uncertainty associates with every mobile entity a probability density function of the entity’s location [9, 10].
Results to queries for locations of mobile entities can then be associated with
an estimate of the result’s validity.
The above approaches construct a single, centralized model of an observed phenomenon, usually relying on an a priori understanding of the phenomenon observed. They execute in a centralized manner because the techniques required to generate the probability models (e.g., particle filters) are
computationally intensive. In contrast, our decay models are similar but can
be exercised on resource-constrained sensor nodes or personal computing devices. In addition, these pieces of existing work focus exclusively on answering
instantaneous queries and associating with them an uncertainty metric; our
focus is instead on persistent queries. These approaches have not been applied
to queries that collect information over a period of time; it would be difficult to
do efficiently using only probability density functions for single instants, and
computing probability density functions for temporal queries is expensive in
practice. Our approach can execute temporal queries capable of understanding trends in data, even in the presence of missing and uncertain information.
Finally, these existing models also typically require an intensive learning or
training phase used to establish the model’s parameters; retraining the model
in the face of dynamics and unpredictability is very expensive.
Our work also overlaps with systems that use statistical models for
different purposes. Tulone et al. [59] employ time series forecasting built on
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regression models to predict local values. The application uses these models
and input from the sensors about outliers to understand the observed phenomenon. Distributed regression [17] uses kernel linear regression in which
the sensors share a general model and communicate constraints on that model
that fit their data. These approaches both focus on observing phenomena
with predictable degrees of low dynamics (e.g., sensing temperature reduction
at night) rather than highly dynamic phenomena. MauveDB [16] provides
database style interactions with uncertain sensor data, using interpolation and
regression to remove irregularities. In these approaches it is unclear how often
the underlying model is (or should be) updated to reflect dynamics; we have
demonstrated how our approach can be used to provide such guidance. In
addition, existing techniques do not support the simple temporal validity our
decay function provides, which enables us to process temporal range queries.
Another project similar to ours in spirit involves the use of data-driven
processing to suppress sensor network communication when data values do not
deviate significantly from expected ranges [56]. This work does not rely on a
priori models fit to the sensed data but on the live data itself. However, the
focus of their work is on the use of models to distinguish between suppression
and failure when employing suppression based techniques for data reduction;
we instead focus on filling in the missing pieces using statistical inference. Statistical inference using decay has been explored in other domains like storage
and inventory management before [18]. The notion of perishability is discussed
to optimize large scale distributed systems. Concepts like perishability should
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be captured as first class citizens in pervasive computing applications, and our
decay model is one step towards that process.
Finally, there has been some work in pervasive computing to infer highlevel patterns or behaviors from low-level data [3, 42]. These approaches use
sophisticated models to represent higher level tasks that are inferred from lower
level observable phenomena. In their application to date, these models must
be generated for each application domain, which is infeasible in application to
general sensor network inference. In addition, it is unclear how efficient these
models are when performing temporal inference in a very large network.

6.6

Chapter Summary
Pervasive computing is increasingly supported by sensor networks that

perform continuous monitoring of network or physical phenomena. However,
continuous monitoring can be expensive in terms of communication and energy costs. Therefore, persistent queries in pervasive computing applications
inevitably contain missing or uncertain data items. Attempting to understand
trends and patterns in measuring these continuous phenomena is hindered
by this inherent uncertainty. In this chapter, we designed a framework that
employs statistical modeling to both infer missing and uncertain data and
to understand the degree of confidence an application should place in that
inferred information. We demonstrated how applications can use both inference and confidence to create robust and meaningful queries of continuously
monitored dynamically changing phenomena in an efficient manner. The ad148

dition of these easy to understand validity metrics provides a powerful level to
understanding and employing continuous monitoring in pervasive computing
applications.
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Chapter 7
Conclusion

This dissertation explored techniques to acquire and process information embedded in the physical environment. The ability to do so is an integral
part of all envisioned pervasive computing applications. These applications
will have to execute on lightweight, resource-constrained sensors that are powered by a battery source. These devices self-organize to form a network as they
get in one-another’s proximity. This self-organization, coupled with frequent
device failures, results in deployed applications executing on top of very dynamic networks where network changes are the norm rather than the exception.
The need to support these kind of applications calls for a fundamental rethinking of the application development process. In this dissertation, we presented
a formal model to reason about changes occurring in a dynamic environment
in a principled manner. We used this model to address two classes of applications that are frequently employed in pervasive computing environments—one
class that requires an immediate response to an application query and another
where the application is interested in observing a phenomena over a period
of time. We presented and evaluated a novel protocol that self-assesses the
quality of a response for applications demanding immediate answers. In addition, we created a middleware that allows applications to constantly trade
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fidelity for overhead in a principled manner while explicitly reasoning about
the changes occurring in the pervasive environment. Finally, we augmented
the middleware with a basic statistics package and showed how it provides an
additional knob to enhance the power available to the application developer
to tailor specific applications.
The work presented in this document has made the following contributions to software engineering research:
1. The formal model presented lends clear semantics to the changes occurring in a dynamic network. The model is general and flexible enough
to capture different types of queries over different types of mobile entities independent of a query specification language and can easily express
mobility and time as state transitions. The model provides a theoretical
foundation to analyze changes in the network that can be used to reason about other problems encountered in mobile pervasive computing as
well.
2. The automatic self-assessing protocol developed is grounded in formal
theory and allows application developers to interpret the quality of their
one-shot queries by presenting a range of possible answers instead of
best-effort answers to aggregate queries. It lays the groundwork for the
development of similar protocols that automatically provide additional
semantics to the user thereby making the notion of reliability central to
the software engineering of such applications.
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3. We presented several foundational concepts used to write adaptive applications for long running queries. Inquiry modes define how a query
interacts with the environment. The formalism presented provides the
foundations for converting a specification of how devices should behave
during query processing into protocols that execute the desired behavior.
Integration provides a methodology to combine component query results
to meaningfully approximate persistent queries. Introspection provides
the ability to specify an application specific change of interest that allows
detection of trigger points for adaptation. Adaptation is performed by
closing the loop and changing the inquiry strategy.
4. The PAQ middleware provided a toolkit allowing application developers
to write adaptive query processing systems. We demonstrated its usefulness through practical application scenarios. The PAQ middleware
demonstrated the feasibility of building adaptive pervasive computing
applications by novice and experienced programmers. In addition, it
serves as an example implementation for other abstractions to build pervasive computing applications.
5. Finally, PAQ builds into it techniques to mitigate the inherent uncertainty in pervasive computing environments. Sensory readings are typically unreliable and for persistent query applications, they tend to exhibit strong temporal correlations. PAQ demonstrated that even using
simple statistical techniques for post-processing can go a long way to
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cleaning the data. In addition, based on our experiments we believe
that simpler models work better for pervasive computing environments
especially when the changes taking place in the environment are discrete. The work done here provides a basis to build on for the pervasive
computing community. Dealing with uncertain data will be an integral
part of any application written to act on sensor data. PAQ provides one
point in the possible design space of such solutions.
The research done in this dissertation can be built on directly along
several directions. PAQ has shown to ease the programming burden associated with writing adaptive applications. One open question is the correct
granularity for identifying a state change of interest that constitute the rules
of adaptation. PAQ provides a rich middleware that users can extend to write
their own strategies for identifying state changes of interest. An interesting
study would be understanding what kind of constructs application developers end up writing themselves and how many can be directly leveraged from
the middleware. Identifying the core abstractions that constitute conditions
for adaptation will provide a convenient library. Another interesting area of
study is the comparison to declarative networking that is becoming increasingly popular in the research community (e.g., [30]). While declarative networking promises to ease programming burden considerably, a vast majority
of programmers are still comfortable with imperative constructs such as the
one offered in the PAQ middleware. An interesteing avenue of investigation is
whether there is a middle ground for application development where programs
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are easier to construct and reason about using middleware techniques but can
borrow the automation capabilities of some of the declarative techniques.
Another line of investigation is to do with the correctness of the adaptive programs. Pervasive computing applications constantly change their behavior due to changes in the operating environment. In PAQ, the inquiry
strategy is changed as a mode of adaptation. As future work, we would like
to provide guarantees that the code implementing such adaptation is conflict
free. Borrowing techniques from static analysis and other run time checking
techniques, there is a need to provide software engineering tools that guarantee
at design time that different rules used by the same or different applications
do not lead to infinite loops, deadlocks, and other harmful behvior.
PAQ provides a prototype to experiment with different design concepts pertaining to writing and deploying pervasive computing applications.
It provides application developers with the tools to incorporate sensing and
actuation of their physical environment. Providing intuitive and reliable techniques for interaction with the physical environment is a non-trivial challenge,
and the work in this dissertation is a step towards addressing some of those
challenges.
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