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Chapter 1

Introduction

This research focuses on maintenance optimization, and is motivated by and applied

to nuclear power generation. Nuclear power provides a significant portion of the

world’s energy supply. As of 2004, nuclear power accounted for over 15% of the

world’s electricity. France, for instance, relies on nuclear power for over 80% of its

electricity as of 2006. USA receives approximately 20% of its electricity from nuclear

power, and produces the most nuclear energy, about 30% of the world’s total (see

Pascuala et al. 2006). Many countries are actively developing nuclear power and

advances in nuclear power technology. Some believe that increases in fossil fuel

prices, the effect of greenhouse gases associated with fossil fuels, as well as other

economic, political, and environmental factors will result in increased demand for

nuclear power in the future.

Proper and safe operation are major concerns for any nuclear power plant.

An inefficiently functioning plant costs more to operate and produces less energy.

Also, incidents such as Three Mile Island and Chernobyl have raised public concerns

about the safety of nuclear power plants around population centers (Ahearne 1987).

Plant operators must ensure that all of the components of the plant function effi-

ciently and safely. Repairs and replacements for nuclear plant components can be

1



expensive and disruptive to production; poor maintenance scheduling can lead to

higher costs and loss of productivity. Thus, proper maintenance of a nuclear plant

is vital to its success.

1.1 Problem Statement

A nuclear power plant is a highly complex system. Usually it can be broken down

to a collection of subsystems that interact and work together. This research may be

applied to subsystems and individual components; we will use the term “item” to

refer to both subsystems and single components. The level of detail is left for the

decision maker to choose.

We consider two general types of maintenance that an item can undergo.

Should an item fail or stop functioning properly, it must be repaired or replaced; this

is known as corrective maintenance (CM). Items may also be periodically inspected,

updated, or replaced before they fail; this is known as preventive maintenance (PM),

(see Popova et al. 2005).

While maintenance is being carried out on some component or equipment,

it is usually out of service for that time period. This may affect other components

of the plant that rely on that part. Specifically, this may cause the plant to limit

the capacity at which it operates or even completely stop producing energy while

the key component is being fixed. There are significant costs incurred by the plant

operators when the plant operates at a limited capacity and the resultant production

losses. There are also costs associated with plant maintenance, such as parts and

labor. Disruptions to normal plant operations also raise safety issues; there are costs

associated with addressing these as well. Plant operators must ensure that they

properly address all of these maintenance issues; they also usually have a limited

maintenance budget. Thus, a nuclear plant must have a maintenance policy that

balances proper plant operation and cost-effectiveness. The general maintenance
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scheduling problem is well-known in literature, (see Popova and Popova 2007), and

is as follows:

Definition: A maintenance policy π is a decision making rule that defines

the time and type of replacement of an item or a system such that an objective

defined by the decision maker is optimized.

The main characteristics of any maintenance policy are:

• Objective function - A common criteria in deciding when to perform mainte-

nance is economically justified, i.e. a cost function, G(x), is optimized with

respect to a set of parameters. Examples are the smallest average maintenance

cost per unit time or the total discounted cost. Alternative objectives are the

maximum reliability, minimum net present cost, internal rate of return, or any

general utility function defined by the decision maker.

• Time of maintenance - Maintenance can be performed: as soon as the item

fails (CM), before failure (PM), or in a certain amount of time after failure.

The time of maintenance will be one of the objective function’s parameters,

T .

• Type of maintenance - The item can be repaired, replaced with a new one,

or with an old (used) one. This is another one of the objective function

parameters, denote it by a. As before, we would like to find the age of the

system with which we will replace the ”old” one that optimizes the objective

function.

• Failure time - The failure occurrences are assumed to be random following a

general counting stochastic process {N(t), t ≥ 0}, see Rausand and Høyland

(2004). The ”failure time” will be the time between two consecutive failures.

We can formulate the general stochastic optimization problem of finding the

3



optimal replacement policy π = (T∗,a∗) as

min
T,a∈R+

n

E[G(T,a, t)] (1.1)

where E stands for the expectation operator taken with respect to the counting

process N(t). The decision variables are T - times of replacement and a - ages of

the replacing items.

A maintenance policy π essentially answers several questions: what compo-

nent should be maintained, how that component should be maintained, and when

that component should undergo maintenance. The main focus of this research is

determining policy π which is optimal with respect to a pre-specified objective func-

tion. In this work, the objective function is defined in terms of expected cost of

operation, which reflects costs of occurring events (such as failures or maintenances)

over a finite time horizon.

1.2 Background And Literature Review

Problems addressed in this work are motivated by and applied to a real nuclear

power plant, the South Texas Project (STP) Electric Generation Station located in

Bay City, TX.

STP is one of the newest and largest nuclear power plants in the US, and is an

industry leader in safety, reliability and efficiency. STP has two nuclear reactors that

together can produce 2,500 megawatts of electric power. The reactors went online

in August 1988 and June 1989, and are the sixth and fourth youngest, respectively,

of more than 100 such reactors operating nationwide. STP consistently leads all US

nuclear plants in the amount of electricity its reactors produce.

The STP Nuclear Operating Company (STPNOC) manages the plant for its

owners, who share its energy in proportion to their ownership interests, which as of
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June 2010 are: Austin Energy, The City of Austin, 16%, City Public Service of San

Antonio, 40%, and Texas Genco LP, 44%. All decisions that the board of directors

make are finite time since every nuclear reactor is given a license to operate. In the

case of STP, 18 and 19 years remain on the licenses for the two reactors, respectively

(source: http://www.stpnoc.com/about.htm).

Equipment used to support production in long-lived (more than a few years)

installations such as those at STP requires maintenance. While maintenance is

being carried out, the associated equipment is typically out of service and the system

operator may be required to reduce or completely curtail production. In general,

maintenance costs include labor, parts and overhead. In some cases, there are

safety concerns associated with certain types of plant disruptions. Overhead costs

include hazardous environment monitoring and mitigation, disposal fees, license

fees, indirect costs associated with production loss such as wasted feed stock, and

so forth.

STPNOC works actively with the Electric Power Research Institute (EPRI)

to develop more robust methods to plan maintenance activities and prioritize main-

tenance options. Existing nuclear industry guidelines, Bridges and Worledge (2002),

Gann and Wells (2004), Hudson and Richards (2004), INPO (2002) recommend es-

timating reliability and safety performance based on evaluating changes taken one

at a time, using risk importance measures supplemented by heuristics to prioritize

maintenance. However, the nuclear industry may be able to do better. For exam-

ple, Liming et al. (2003) propose instead investigating “packages” of changes, and

in their study of a typical set of changes at STPNOC, the projected plant reliabil-

ity and nuclear safety estimates were found to be significantly different than when

changes were evaluated one at a time. STPNOC is working with EPRI to improve

its preventive maintenance reliability database with more accurate distributions in

further support of quantifying the results of preventive maintenance.
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Much literature has been written concerning the optimization of maintenance

policies. Reliability theory deals with analysis of systems dependant on their com-

ponents, and system maintenance plays an important role in this study. Fault tree

analysis and reliability block diagrams have become a staple in identifying compo-

nents critical to system failure and designing maintenance methodologies that avoid

triggering system failure or at least minimize downtime. Such analysis is well docu-

mented in reliability theory textbooks (such as Rausand and Høyland 2004) and is

fundamental to maintenance policy design.

Graber (2004) talks about the importance of tailoring a maintenance policy

to the specific facility. Plant-specific information can help make the policy more

realistic and may suggest areas with improvement potentials.

Preventing or decreasing the damage done by system failure is the most im-

portant criterion, the associated maintenance policy cost is another one. Tam et al.

(2007) propose a framework to manage power station parts maintenance based on

output capacity, compliance with various safety regulations, and overall cost. They

conclude that all three categories must be considered when designing a maintenance

policy. However, they do not arrive at any kind of concrete approach to optimize

these dimensions. Goel et al. (2003) take a look at the reliability of a system prior to

any maintenance policy. They analyze the system to see if its initial reliability could

be improved in a cost-effective way - therefore reducing the costs associated with

maintenance. This approach makes sense for many types of systems; however, re-

designing a nuclear plant based on smaller repair costs may not be practical. Similar

studies focus on optimizing some indicator of the operating efficiency of a system.

Some examples include Barlow and Hunter (1960), where the authors maximize the

ratio of system availability to system downtime, or Li and Brown (2004), who seek to

optimize system reliability as well as prioritize maintenances based on costs. Block

et al. (2003) analyze initial and asymptotic behavior of systems of components or
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subsystems of components. Their approach is mostly theoretical, but they derive

some interesting results relating the failure rate of a system to the failure rate of

the subsystems.

Pascuala et al. (2006) analyze a formulation that minimizes the overall cost

of a system maintenance policy. Their approach incorporates capacity loss into the

overall cost function. They propose a policy that performs preventive maintenance

at fixed time intervals and corrective maintenance at fixed time intervals. They

formulate this task with a non-linear integer program and show how the overall cost

can be minimized. Their approach, however, assumes that if a component fails, it

can wait until the next scheduled corrective maintenance time to be fixed - which

may not comply with the nuclear power plant’s safety code. Also, a better solution

may involve variable inter-maintenance time intervals rather than constant time in-

tervals. Limbourg and Kochs (2006) acknowledge that variable time intervals may

give a better solution but recognize the computational complexity of such a scenario.

They propose other representations of schedules and suggest an genetic algorithm

heuristic to solve this problem. They show that such solution representations can

lead to improvements in the performance of their algorithm, which uses binary string

representation for a schedule. However, it is only a first investigation into this area,

and they consider a small, simple system. Their algorithm cannot yet be readily

applied to a real-world scenario. Levitin and Lisnianski (2001) analyze genetic algo-

rithms in maintenance optimization. They optimize over the design of the system to

increase reliability and over the maintenance process of the resultant system. They

also implement a universal generating function to quickly estimate the reliability of

their system. (A universal generating function is used to represent the probability

density function of multi-state systems, see Levitin and Lisnianski (2001) for more

details.) They tested their algorithm on a small system, but it could be extended to

a larger example. Hariga and Azaiez (2006) develop models for scheduling inspec-
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tions for facilities with increasing failure rates, and show how various global search

heuristic methods can be applied to provide good solutions efficiently. Li and Brown

(2004) consider the scenario that not all repairs are equally important - that some

repairs should have a higher priority than others. They approach this problem by

ranking maintenance tasks based on their marginal benefit-to-cost ratio. Kobbacy

(2004) gives an overview of [hybrid] intelligent maintenance optimization systems

([H]IMOS); these are rule-based systems that select various models for items’ failure

behavior and rule-based maintenance optimization recommendations.

Most authors work with deterministic costs, which is often unrealistic. Buchera

and Frangopolb (2006) attempt to improve the problem formulation by modeling

the costs associated with downtime and other factors as stochastic rather than de-

terministic. They use Monte Carlo simulation to model stochastic costs, and they

use probabilistic constraints in their formulation. They apply this approach to a rel-

atively simple scenario; introducing such stochastic costs to the models mentioned

in the papers above would lead to greatly increased computation time. Kong and

Frangopol (2005) consider uncertainties associated with the effects of maintenance

and the deterioration of components. The authors address these uncertainties by

considering the present value of maintenances and failures over a time period. They

provide various insights into probabilistic maintenance optimization to facilitate the

development of an algorithm. van Noortwijka and Frangopolc (2004) also discuss

incorporating uncertainty into maintenance optimization models. They show the

benefits and drawbacks of introducing uncertainty and discuss various methods to

either increase or decrease the uncertainty of a model.

Many papers also tend to assume prior knowledge of failure time distribu-

tions and use various moments of the distributions (such as the expected value)

in their models. This assumption of failure time distributions, which is great for

computational ease, often does not hold, and authors use various techniques to es-
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timate information related to failure times. Monte Carlo simulation is a popular

tool for estimating component failure time distributions as well as evaluating main-

tenance policies using simulation (see, for example, Grall et al. 2002, Marseguerra

et al. 2002). As it is often impractical to test maintenance policies on real systems,

Monte Carlo simulation is used to estimate system performance. Laud et al. (1996),

for example, show how to use Markov Chain Monte Carlo simulation to model an

extended gamma (EG) process that could describe failures in a simulated run. It

should be noted that there are studies which test policies and derive models by

experimenting on real systems or components. For example, Barlow (1982) discuss

accelerated life tests and the qualities of models that rely on them.

Bedford (2004) deal with uncertain failure distributions in a different way.

Their paper discusses observing the effects of censoring resulting from preventive

maintenance, and try to come up with a way of improving the distribution estimate

using copulas. Their work is mostly theoretical, but worth considering when trying

to guess a distribution while performing preventive maintenance. Bunea and Bed-

ford (2002) also look at how censoring affects the distribution estimators and the

model. They analyze the uncertainty that can arise from censorship and introduce

it into the model as an additional cost. They use very simple models to illustrate

their approach, but it may be worth investigating for larger systems.

Marseguerra et al. (2002) analyze unknown component failure time distri-

butions as well. They turn to Monte Carlo simulation to describe the evolution

of the degrading system, and use genetic algorithms to simultaneously maximize

the system’s revenue and availability. The authors test their algorithm on a simple

model, but this could be extended to larger systems. The paper points out that the

relevant factors behind degradation processes can be very complicated, and thus

makes a case for the use of Monte Carlo simulation. Barata et al. (2002) discuss

condition-based preventive maintenance. They try to optimize the maintenance
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process through thresholds which determine whether a component should undergo

maintenance. The authors use Monte Carlo simulation to arrive at a model for their

systems, and this approach could be applicable to larger systems with unknown fail-

ure time distributions. Grall et al. (2002) also analyze a condition-based approach

to maintenance scheduling. They consider a model where the inspection schedule

for corrective maintenance and preventive maintenance thresholds are decision vari-

ables. They apply this approach to a small, simple system with fixed costs, and

provide insights for how different costs influence the solution.

Damien et al. (2007) address the problem of unknown item failure distribu-

tions through Bayesian semi-parametric models. The authors use Markov Chain

Monte Carlo simulation to estimate the expected number of failures in given time

horizons, and they use Polya trees to generate random distributions and use Bayesian

updates to improve their estimations. Because they use non-parametric models they

are able to simulate a wider range of distributions.

Marquez and Heguedas (2002) turn to dynamic programming to solve main-

tenance optimization problems. They discuss the concerns of large problem sizes

associated with dynamic programming, and offer ideas on how to effectively manage

the trade-off between model flexibility and complexity. Dynamic programming is

a popular tool to optimize maintenance schedules using simulation; for instance,

Robelin and Madanat (2006) explore the use of dynamic programming to optimize

bridge maintenance.

Something that many maintenance optimization works often ignore is the

impact of maintenance on the future failure behavior of the system. A decision

to perform maintenance always affects the system, and sometimes fundamentally

alters it by changing item failure distribution or by changing relationships between

components. Cooper et al. (2006) show that ignoring these effects can result in

progressively worse decisions in a general optimization process.
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Chapter 2

Maintenance Models

We begin by analyzing maintenance optimization for a single component under

increasing failure rate (IFR), which is a usual assumption in most maintenance-

related papers. We will refer to components as items. Finite time horizon is also

assumed. We say that the item has failure time distribution f if the time to failure

from when the item is “new” has probability density function f(t). We first consider

the problem of optimizing a PM schedule under the following assumptions:

• inter-PM times are constant,

• the failure rate is increasing and the item’s failure distribution depends only

on the last time the item was reset to a “new” state,

• maintenance decisions do not change the probability of future failures.

We then evolve this model by considering variable times between maintenances and

considering more general failure rate functions. The results are then evaluated using

simulated and real data.
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Notation

• CM corrective maintenance

• PM preventive maintenance

• Cd expected cost of downtime

• Ccm expected cost of corrective maintenance

• Cpm expected cost of preventive maintenance

• IFR increasing failure rate

2.1 Single Item, Fixed Time Intervals

Suppose we wish to optimize a maintenance schedule for an item. We will assume

that the problem has a finite time horizon L over which this schedule must be

optimized, and that the item has IFR. Galenko et al. (2005) show that if the time

interval T between PM is fixed and the probability that the item’s failure causes

total system failure, Ptrip, is constant, the cost of maintenance can be expressed as

C(T ) =

{
Cpm

⌈
L

T

⌉
+ [PtripCd + (1− Ptrip)Ccm]

⌊
L

T

⌋
E[N(T )]

+Cpm + [PtripCd + (1− Ptrip)Ccm]

⌊
L

T

⌋
+ E[N(L− T

⌊
L

T

⌋
)]

}
.

Minimizing C(T ) with respect to Tε[0, L] yields the optimal maintenance schedule.

d·e is the “ceiling” (round up to nearest integer) function, and b·c is the “floor”

(round down to nearest integer), E[N(T )] denotes the expected number of item

failures during time interval T, and the costs are explained at the beginning of the

chapter. Galenko et al. (2005) develop an algorithm for solving this problem when

the item has IFR.
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Barlow and Hunter (1960) derive an interesting result. Suppose that CM

restores the item to a good-as-old state, and PM restores the item to a new state

(as we are assuming). Suppose also that the item is new at time t0, and is not

renewed until some time t1 > t0 or later. Then, the expected number of failures

between t0 and t1 is

E[N(t0, t1)] =

∫ t1−t0

0
z(t)dt. (2.1)

Here, z(t) = f(t)∫∞
t f(u)du

is known as the failure rate function, and f(t) is the proba-

bility density function of the item’s failure distribution. This is an important result

that will be used extensively throughout this work.

2.2 Single Item, Variable-Length Time Intervals: A Dy-

namic Programming Approach

Suppose we allow variable time intervals between PM instead of a constant time

interval T . The continuous time interval [0, L] can be approximated as a collection

of discrete points in time. In other words, the continuous interval is represented by

M equally spaced time indices {1, 2, ...,M}, with a function mapping each index to a

point on the continuous time interval. We denote this function as H(i), iε{1, ..,M},

with H(1) = 0 and H(M) = L. Increasing the number of indices allows for a

better approximation of the continuous interval. At each index we can choose to

either perform PM or not perform PM. In this problem, we want to obtain the

number of PM as well as the indices at which PM are performed that minimize the

overall cost of the maintenance schedule. This problem can be modeled and solved

using dynamic programming (DP) (see, for example Marquez and Heguedas 2002).

Denoting E[N(t1, t2)] as the expected number of failures between times t1 and t2,

and assuming that a PM must be performed at time L, the minimal cost at time

index iε{1, ..,M} is:

13



• At index i = M : C(M) = 0

• At index i = M − 1:

C(M − 1) = Cpm + [PtripCd + (1−Ptrip)Cm]E[N(H(M − 1), H(M))] +C(M)

• At a general index i, 1 ≤ i < M :

C(i) = min
j∈{i+1,...,M}

{Cpm + [PtripCd + (1− Ptrip)Cm]E[N(H(i), H(j))] +C(j)}

(2.2)

where C(M) = 0, j denotes the very next index when PM is performed, and C(j)

is the minimal cost of maintenance over the interval [j, L]. Since the DP algorithm

works backwards from index M to index 1, at a given index i, C(j) is known for

every j > i. The minimization problem in (2.2) is solved by explicitly considering

every jε[i + 1, ...,M ]. In other words, at each index i, the DP algorithm looks at

costs at indices jε[i + 1, ...,M ], and selects j that minimizes (2.2); this is used to

compute C(i), which is then used by the DP algorithm for indices k < i. Solving

this DP at each index iε[1, ...,M ] yields the optimal PM times T1, T2, ..., Tn, where

n is the number of PM to be performed. The computational effort to solve this DP

is O(M2), as for each i the DP algorithm considers all j in the interval [i+ 1,M ].

2.2.1 Improving Dynamic Programming Approach

Consider the time interval [0, L], and suppose there exist time indices h, i, j, and k

such that 0 < h < i < j < k < L (See Figure 2.1 below).

Figure 2.1: Time horizon of length L with indices h, i, j, k.
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Suppose that the DP algorithm is at index i. It will look at all of the indices

between i and M , and determine the index after i at which PM should be performed

so that the cost of the schedule at i is minimized. It may also decide that it is more

cost-effective to perform no PM between i and M . In either case, DP will have to

examine solutions for every j ∈ {i + 1, ...,M}. If we can make this search through

solutions more efficient, we can improve the performance of DP.

Suppose DP solves the problem at i, and obtains j∗, the optimal time index

to run a PM after i. From (2.2), the resultant cost of performing PM at i is:

C(i) = Cpm + [PtripCd + (1− Ptrip)Cm]E [N (H(i), H(j))] + C(j). (2.3)

For now, let us assume that Cd, Cpm, and Ccm are constant; in other words, these

costs do not vary with time, previous decisions, or other factors. These costs are

used to compute C = [PtripCd + (1− Ptrip)Cm], the expected cost of failure.

In this model, we have two failure modes (ordinary failure and trip, with

expected costs Ccm and Cd respectively). This model can be easily extended to

cover an arbitrary number of failure modes with different costs, and probabilities

of a particular failure mode given that a failure occurred; we would simply adjust

our computation of C to include these failure modes. For example, suppose an item

has n failure modes, with expected costs C1, C2, ..., Cn, and associated probabilities

P1, P2, ..., Pn. The expected cost of a failure becomes C =
∑n

i=1CiPi.

We re-write (2.3) as

C(i) = {Cpm + CE[N(H(i), H(j))] + C(j)}. (2.4)

It will be profitable to perform a PM at j if either j = M, or if there exists an index
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k after j (see 2.1 above) such that PM is performed at k and

Cpm + CE[N(H(i), H(k))] + C(k) >

2Cpm + C(E[N(H(i), H(j))] + E[N(H(j), H(k))]) + C(k). (2.5)

The left-hand side represents the cost of doing PM at i and k, and the right-hand

side represents the cost of doing PM at i, j, and k. Simplifying yields

E[N(H(i), H(k))] >
Cpm

C
+ E[N(H(i), H(j)) + E[N(H(j), H(k))] (2.6)

Therefore, given that we perform a PM at k, it will be profitable to perform a PM

at j given that (2.6) holds. The best such j can be obtained by solving

min
j∈{i+1,...,k}

E[N(H(i), H(j))] + E[N(H(j), H(k))] (2.7)

s.t. E[N(H(i), H(k))] >
Cpm

C
+ E[N(H(i), H(j)) + E[N(H(j), H(k))] (2.8)

If there is no j that satisfies the constraints in this problem, then performing PM

between i and k is not profitable.

Suppose we have found a j∗ that solves (2.7) and satisfies (2.8), but now

choose not to perform PM at i, but at index h, h < i (see 2.1 above). Doing PM at

j∗ will still be profitable if

E[N(h, k)] >
Cpm

C
+ E[N(H(h), H(j∗)) + E[N(H(j∗), H(k))] (2.9)

Equivalently,
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Cpm

C
< E[N(H(h), H(k))]− E[N(H(h), H(j∗))− E[N(H(j∗), H(k))] (2.10)

Proposition 1 If PM is performed at index h, and

E[N(H(i), H(k))]− E[N(H(i), H(j∗))] < E[N(H(h), H(k))]− E[N(H(h), H(j∗))]

(2.11)

for all h < i, then it will still be profitable to perform PM at j∗ even if we don’t

perform PM at i.

Proof

Since PM at j∗ is profitable if we do PM at i, we know (2.8) holds. Rear-

ranging yields

Cpm

C
< E[N(H(i), H(k))]− E[N(H(i), H(j∗))− E[N(H(j∗), H(k))] (2.12)

Adding (2.12) to (2.11) yields (2.9). �

Proposition 2 If the item has IFR, then for time indices [h, i, j, k|h < i < j < k],

(2.11) must hold.

Proof:

Let t1 and t2 be any two time points during the continuous time horizon

[0, L], such that 0 < t1 < t2 < L (See Figure 2.2 below).

Figure 2.2: Time horizon of length L with time points t1, t
∗, t2.
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Let the function g represent the expected number of failures between the two

time points t1 and t2, so that E[N(t1, t2)] = g(t2− t1). We can do this because if we

assume PM took place at t1 and no PM occurs until t2, E(N(t1, t2) depends only

on (t2 − t1) as this process has independent increments. Also, by definition of IFR,

(see, for example Rausand and Høyland 2004), g is an increasing, convex function.

Reverting back to discrete indices, we rewrite E[N(H(h), H(k))] as g(k − h) and

E[N(H(h), H(j∗))] as g(j∗ − h). This means that

g(k − h)− g(j∗ − h)

k − j∗
(2.13)

is the rate of change in g from (j∗ − h) to (k − h). A similar procedure yields

g(k − i)− g(j∗ − i)
k − j∗

(2.14)

as the rate of change from (j∗− i) to (k− i). As we have IFR and (k− i) < (k−h),

g(k − i)− g(j∗ − i)
k − j∗

<
g(k − h)− g(j∗ − h)

k − j∗
. (2.15)

Multiplying both sides by (k − j∗) and rewriting in terms of expected number of

failures yields (2.11).�

Thus, if we are at an index i, and PM is performed at some time index k > i,

we can replicate the results from DP if we can:

• solve the minimization problem specified in (2.7), and find an index j∗ before

k such that performing PM at j∗ minimizes the schedule cost at i, or

• determine that no j satisfies the constraints specified by (2.8), and therefore

PM should not be performed between i and k.

If we can efficiently deal with these two scenarios, we could use this technique at

every index within the time horizon. If we can do this faster than DP, then this
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algorithm will improve on the quadratic complexity of the DP.

2.2.2 Efficiently Solving the Minimization Problem

Efficiently dealing with the minimization problem means: (i) quickly solving the

problem, and (ii) quickly identifying an infeasible problem in case no solution is

possible. We will first analyze these issues for the case when failure time probability

distribution is Weibull(α, β). This is commonly done in the literature (see Damien

et al. 2007). IFR in the Weibull case occurs when β > 1. The Weibull hazard (or

failure) rate is z(t) = β
α( tα)β−1. The expected number of failures between two time

indices t1 and t2, given that PM is performed at t1, is

E[N(t1, t2)] =

∫ t2−t1

0
z(t)dt =

∫ t2−t1

0

β

α

(
t

α

)β−1

dt =

(
t2 − t1
α

)β
(2.16)

The minimization problem of finding t∗ ∈ [t1, t2] (see equations (2.7) and

(2.8) ) becomes

min
t∗∈[t1,t2]

(
t∗ − t1
α

)β
+

(
t2 − t∗

α

)β
(2.17)

s.t.

(
t2 − t1
α

)β
>
Cpm

C
+

(
t∗ − t1
α

)β
+

(
t2 − t∗

α

)β
(2.18)

When β > 1, we can analytically find the minimum. Taking the derivative with

respect to t∗ and setting it to 0 yields

d

dt∗

[(
t∗ − t1
α

)β
+

(
t2 − t∗

α

)β]
(2.19)

= β

(
1

α

)β−1 [
(t∗ − t1)β−1 − (t2 − t∗)β−1

]
= 0 (2.20)

Simplifying yields

t∗ =
t2 + t1

2
(2.21)
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(2.21) means that t∗ that minimizes the sum of the expected failures in [t1, t2] directly

bisects that period (provided that PM is performed at t∗). For PM to be profitable

at t∗, (2.18) must be satisfied. If t∗ does not satisfy (2.18), it is not profitable to

perform PM at any point in [t1, t2]. If t∗ does satisfy (2.18), then PM should be

performed at t∗. As the available time indices may not exactly coincide with t∗,

the index closest to t∗ should be selected, and condition (2.18) should be re-verified

for that index. This can be done efficiently. Thus, the issues of quickly identifying

infeasibility and optimality are illustrated for the Weibull case.

Suppose that the failure time distribution of the item is unknown, but it

is known that the item has IFR. Over a finite time horizon [0, L], (2.7) and (2.8)

describe the problem of finding the next time index to perform PM that minimizes

the maintenance cost.

Proposition 3 The optimal solution to the minimization problem of (2.7) is the

time t∗ ∈ [t1, t2] that directly bisects it.

Proof: This can be shown by considering the minimization problem described in

terms of the failure rate, z(t). In that case, (2.7) becomes

min
t∗∈[t1,t2]

∫ t∗−t1

0
z(t)dt+

∫ t2−t∗

0
z(t)dt (2.22)

Denoting
∫
z(t)dt as z(t) yields

min
t∗∈[t1,t2]

z(t∗ − t1)− z(0) + z(t2 − t∗)− z(0) =

min
t∗∈[t1,t2]

z(t∗ − t1) + z(t2 − t∗)− 2 ∗ z(0)

If t∗ that minimizes the above does not exactly bisect [t1, t2], then either
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t∗ − t1 > t2 − t∗ (2.23)

or

t∗ − t1 < t2 − t∗ (2.24)

Suppose that the latter case is true, i.e. (2.24) holds, and we perturb t∗

toward the center by a small amount ε > 0 such that

[(t∗ + ε)− t1] < [t2 − (t∗ + ε)] (2.25)

In other words, t∗ is perturbed no further than the middle. Since (2.24)

holds, and we have IFR:[∫ t∗+ε−t1

0
z(t)dt−

∫ t∗−t1

0
z(t)dt

]
<

[∫ t2−(t∗+ε)

0
z(t)dt−

∫ t2−t∗

0
z(t)dt

]
(2.26)

This is equivalent to

E[t1, t
∗ + ε]− E[t1, t

∗] < E[t∗, t2]− E[t∗ + ε, t2] (2.27)

Multiplying by -1 yields

E[t1, t
∗]− E[t1, t

∗ + ε] > E[t∗ + ε, t2]− E[t∗, t2] (2.28)

And after rearranging, we get

E[t1, t
∗] + E[t∗, t2] > E[t1, t

∗ + ε] + E[t∗ + ε, t2] (2.29)

Which means that perturbing t∗ by ε toward the middle of [t1, t2] produces a better

solution than t∗, which leads to a contradiction of t∗ being the minimizing solution.
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A similar approach in the case of (2.23) holding shows that shifting the solution

toward the middle by perturbing t∗ by ε also yields a better solution. The only

scenario in which we cannot improve on our solution is when the maximum possible

ε is 0, which corresponds to t∗ directly bisecting the interval [t1, t2]. �

Once we have obtained the point that minimizes (2.7), we can check if this

t∗ satisfies (2.8) by verifying that

E[N(t1, t2)] >
Cpm

C
+ E[N(t1, t

∗)] + E[N(t∗, t2)] (2.30)

So for the general case, when the failure time distribution is unknown but the IFR

condition is satisfied, we know that by bisecting a given time interval we obtain the

best possible time to perform PM, and by considering (2.30), we can decide whether

or not to perform that PM. Should we choose to perform PM, we can consider the

left and the right portions of the time interval and decide whether or not to perform

PM during those subintervals. This leads to a more general shortcut algorithm:

1. Set t2 to L, t1 to 0, UB to L, LB to 0.

2. Set t∗ to t2+t1
2 . Select j, the potential PM time index closest to t∗.

• Check if index j satisfies (2.30).

– If j satisfies (2.30), record j as a PM index. Repeat Step 1 for t2 =

j, t1 = LB, UB = j, LB stays the same; then perform Step 1 for t2

= UB, t1 = j, UB stays the same, LB = j.

– If j doesn’t satisfy (2.30), there are no profitable points to perform

PM in this interval, and no more indices in the interval should be

selected for PM.

This algorithm will keep bisecting a given time interval until no more profitable times

to do PM can be found. It will record the indices at which PM is profitable. If there
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are no profitable times to do PM, the algorithm will figure this out during the first

iteration, which is an improvement to the DP algorithm. Also, the only requirements

for the algorithm are i)IFR and ii)ability to compute or approximate E[N(t1, t2)].

One does not need to know the actual failure rate or the failure probability density

function - all that is needed is the approximation of the expected number of failures

during a given time interval.

Note: this shortcut algorithm does not guarantee an optimal solution to

the original maintenance problem. Rather, it gives a near-optimal profitable main-

tenance schedule, with less computational effort than the dynamic programming

approach, and only in the IFR case. The quality of the solution depends on the

number of PM to be performed during the time horizon. This is because the first

time index of PM chosen by the bisection algorithm is always in the middle, and the

next point will be at a quarter of the time horizon, and so on. However, if there are

many PM to be performed, and one is sufficiently near the middle, then the quality

of the solution should be close to the optimal.

Also note that if E[N(t1, t2)] can be analytically expressed as a function

of time, then the problem becomes easy and one does not need to resort to any

algorithm. One can analytically compute the minimal profitable interval between

PM. This time interval, T ∗, must satisfy:

E[N(0, 2T )] =
Cpm

C
+ E [N (0, T ∗)] + E [N (T, 2T ∗)] (2.31)

and one can solve (2.31) to obtain T ∗. One would then schedule PM at indices

separated by at least T ∗, and obtain a profitable maintenance schedule. If T ∗ does

not evenly divide the time horizon L, we can simply round T ∗ up to the nearest

integer divisor of L. If

L ≤

(
L⌈
L
T ∗

⌉) ,
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then no PM is profitable over the interval [0, L].

If E[N(t1, t2)] can be evaluated for different t, then one can obtain T ∗ to

arbitrary accuracy ε > 0, using a general bisection search algorithm, such as Algo-

rithm 1. Since Algorithm 1 bisects the search area at every iteration, it executes in

O [log(L)] time.

2.2.3 Application of the Algorithm and Results

We analyze the effectiveness of the shortcut algorithm by comparing its performance

with the DP approach. We first consider a scenario where the inter-failure times

for an item are distributed with parameters Weibull(α, β). We assign the following

values to the objective function parameters:

• Cpm = 10.0

• Cd = 400.0

• Ccm = 8.0

• Ptrip = 0.1

• α = 1
5

• β = 1.01

Note that since β > 1.0 and the inter-failure times are Weibull, the item has

IFR. Suppose we fix the time horizon L as 120 time units long, and break it up into

points where PM can be performed. Evaluating (2.31) yields:

(
2T

0.2

)1.01

= 0.2119 + 2

(
T

0.2

)1.01

(2.32)

Solving (2.32) gives T ∗ = 2.965 time units; this is the shortest profitable interval.

To accommodate for L, we round T ∗ up to 3.0.
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Algorithm 1 Bisection algorithm

Input: expression for E[N(t1, t2)], time horizon L.
Output: profitable and near-optimal inter-PM interval T ∗.
Set T = L

2 .
Evaluate (2.31).

if E[N(0, 2T )] >
Cpm
C

+ E [N (0, T )] + E [N (T, 2T )] then

PM is profitable in an interval of length 2T .

if T − T/2 < ε then

Return T

else

Set T = T
2 , and repeat Step 4.

end if

else if E[N(0, 2T )] <
Cpm
C

+ E [N (0, T )] + E [N (T, 2T )] then

PM is not profitable in an interval of length 2T .
if 2T = L then

It is not profitable to perform any PM; return L.

else if 2T − T+2T
2 < ε then

Return 2T .

else
Set T = T+2T

2 , and repeat Step 4.
end if

else

Return T

end if
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As the number of such points increases, our discrete approximation of the

continuous time horizon improves, and, in theory, better solutions can be found.

Both approaches did tend to find better solutions as the number of indices increased,

as can be seen from Figure 2.3.

Figure 2.3: Maintenance Cost for Time Horizon of Length 120

The solutions found by both approaches for each number of points were

within 0.005% of each other. The DP approach suffered a bit more from some small

rounding errors during the implementation of the algorithm. For practical purposes,

the quality of the solutions is the same, but the time effort for DP is significantly

greater. Figure 2.4 below compares the CPU clock cycles required for DP and the

shortcut algorithm to arrive at a solution.
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Figure 2.4: Time Efforts for Time Horizon of Length 120

We can see that the time DP takes increases as the number of possible

indices increases. This illustrates the dependency of DP on the number of potential

points. The algorithm seemingly takes a constant time; this is because the algorithm

depends only on the length of the time horizon.

Suppose that the distance between two consecutive indices is fixed, and the

time horizon L is increased and more indices are added to represent the extended

time horizon. The time effort for both DP and the algorithm should increase. This

can be observed in Figure 2.5.
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Figure 2.5: Time Efforts for Time Horizon of Variable Length

Maintenance scheduling cost should grow linearly with the increase in the

time horizon L. Both approaches found identical solutions, as can be seen from

Figure 2.6 below.

Figure 2.6: Maintenance Cost for Time Horizon of Variable Length

We see that the time effort for the algorithm is significantly less than that

for DP. The running time of the Algorithm 1 depends only on the length of the time
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horizon, while DP depends on the number of points. This explains why the time

effort for the algorithm increases only when the time horizon is extended, while the

time effort for DP increases whenever the number of points is increased. Also notice

that the increase in computational effort for DP is quadratic, while the increase in

computational effort for the algorithm is logarithmic.

Note that DP approach will have an advantage over this algorithm when the

time horizon is increased, but the number of points remains the same. However, in

practical applications it is unlikely that the same number of points would be used for

a longer time interval. More likely scenarios would involve increasing the number

of points for a set time horizon to closer approximate a continuous interval, or

increasing the number of points as the time horizon increases to maintain the same

density of points per time periods. In both of these cases this algorithm performs

much faster than DP.

If the indices are equally spaced, the algorithm can be tweaked to perform

even faster. Consider a time horizon where it is profitable to perform PM. The

algorithm will split the horizon into two equal parts, perform PM at the index

closest to the bisection, and then find the optimal indices for each half. If the

indices are all equally spaced, these sub-intervals will be identical, and the optimal

schedule for the first half must be optimal for the second half. This means that we

would need to only find the optimal schedule for one sub-interval and impose that

schedule on the other. This should result in a lesser increase in time effort as the

time horizon is extended.

Note that if we are dealing with a continuous time horizon instead of a

horizon partitioned by points, we can use the bisection search algorithm mentioned

in (2.2.2) and quickly obtain the optimal time horizon within an arbitrary ε.
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Chapter 3

Single Item Maintenance

Optimization Methods

Let us consider again the problem of developing the optimal maintenance policy for

a single item. We assume that the item is in a new state at time 0, and is restored

to a new state by PM. The time to failure for the item from when the item is “new”

has probability density function f(t). We also assume that the item’s failure rate

function z(t) = f(t)∫∞
t f(u)du

depends only on the time of the last renewal, and is not

affected by time shifts. Recall from the previous section that N(t1, t2) represent the

number of times the item fails in the interval (t1, t2), and E[N(t1, t2)] represents

the expected number of such failures. Under these assumptions, we again have the

result from Barlow and Hunter (1960):

∫ t2

t1

z(u)du = E[N(t1, t2)]. (3.1)

Should an item fail, it is restored to a good-as-old state by CM. Items can fail in

many ways, with effects and resulting costs of varying magnitude. Let C represent

the expected cost of an item failure. This expected cost can account for an arbitrary
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number of failure modes. For a given number of failure modes, their probabilities

{P1, P2, P3, ...}, and their costs {C1, C2, C3, ...}, we have

C = [P1C1 + P2C2 + P3C3 + ...].

A similar approach allows us to view Cpm as the average cost of preventive main-

tenance. We again consider the possible PM actions, their probabilities, and their

costs, and use Cpm to represent the weighted average cost of PM. We wish to op-

timize our maintenance schedule by minimizing the expected cost. Our decision

variables are:

• n, which represents the number of intervals between PM (and n−1 is therefore

the number of PM), and

• T1, . . . , Tn, which represent the length of the time intervals between PM.

We can express our maintenance optimization problem as a two-stage minimization

problem:

min
n≥1

(n− 1)Cpm + min
T1, . . . , Tn ≥ 0∑n
i=1 Ti = L

n∑
i=1

C̄E[N(0, Ti)]

 . (3.2)

In this formulation, we first make a decision with respect to n, the number of inter-

PM intervals, where n− 1 is the number of PM to be performed. Once the decision

regarding the number of PM is made, we make decisions with respect to T1, . . . , Tn,

the intervals between PM. We optimize this problem over all positive integer n, and

all possible arrangements of T1, . . . , Tn for all possible n. As is, this formulation leads

to an extremely difficult mathematical program. However, if certain other aspects

of the problem are known (for example, if we know that the item in question has an
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increasing failure rate), this formulation can be simplified and efficiently solved.

3.1 General Case

Suppose that we make no assumptions on the shape of the failure rate of an item

except that the failure distribution has a probability density function, and we wish

to find an optimal maintenance schedule for the item. If we fix n and denote the

resulting objective function as X(T1, . . . , Tn), we get:

min
T1,...,Tn,

∑
i Ti=L

(n− 1)Cpm +
n∑
i=1

C̄E[N(0, Ti)] = min
T1,...,Tn,

∑
i Ti=L

X(T1, . . . , Tn).

Denoting the constraint
∑n

i=1 Ti = L as g(T1, . . . , Tn) = L, and writing the La-

grangian relaxation necessary optimality condition yields

∇X(T1, . . . , Tn) + λ∇g(T1, . . . , Tn) = 0. (3.3)

Breaking equation (3.3) up for each Ti yields:

C̄z(T1) + λ = 0

C̄z(T2) + λ = 0

...

C̄z(Tn) + λ = 0

meaning that

z(T1) = z(T2) = · · · = z(Tn). (3.4)

This means that at optimality, the failure rate at PM times is the same for any

n. Again, Condition (3.4) holds under fairly general conditions on the failure rate

(differentiability). In the general case, it does not uniquely identify an optimal
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solution T ∗1 , . . . , T
∗
n , because in general, there may be many feasible non-optimal

solutions that satisfy this condition. However, it is a necessary condition - any

optimal solution must satisfy it. Also, if we know that the failure rate satisfies

certain other conditions, Condition (3.4) may be a sufficient condition for optimality,

or at least may help solve our maintenance optimization problem.

3.2 Increasing Failure Rate, Single PM

Consider the problem of scheduling exactly one PM for an item with a strictly

increasing and stationary failure rate on [0, L]. In this case, n = 2; there are 2

inter-PM intervals, and 1 PM. Denote the inter-PM intervals as T1 and T2. Since

these intervals must add up to L, T2 = L − T1. This means that we only need to

consider one inter-PM time interval, which we will denote as T . We can therefore

express this problem as:

min
T∈A

[
X(T ) = Cpm + C (E[N(0, T )] + E[N(0, L− T )])

]
, (3.5)

where A = [0, L]. While the set A could impose further constraints on the main-

tenance times, we do not consider any such restrictions. Model (3.5) requires that

we perform a single maintenance. Given the optimal solution T ∗ to model (3.5), we

can compare X(T ∗) and C̄E[N(0, L)], the expected cost of not performing a PM,

and choose the alternative with smaller expected cost.

The objective function in model (3.5) is convex in T . We can show this

by rewriting it in terms of the failure rate, z(t). The objective function in (3.5)

becomes:

X(T ) = Cpm + C

(∫ T

0
z(t)dt+

∫ L−T

0
z(t)dt

)
.
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Differentiating with respect to T yields

dX(T )

dT
= C[z(T )− z(L− T )]. (3.6)

Increasing failure rate means that z(T ) and −z(L − T ) are both increasing in T .

Since we have C > 0, (3.6) is increasing, meaning that X(T ) is convex. Therefore,

setting (3.6) to 0 and solving for T yields T ∗, the global optimal solution to (3.5).

Setting (3.6) to 0 yields

z(T ∗) = z(L− T ∗). (3.7)

Since the failure rate is increasing, the only T ∗ that satisfies this condition is L/2.

Therefore, if we are required to schedule exactly one PM in the interval [0, L] under

IFR, it should directly bisect that interval. Note that we could have also obtained

(3.7) from Condition (3.4).

3.3 Increasing Failure Rate, Multiple PM

In the previous section, we considered the problem of scheduling exactly 1 PM on a

given interval for an item with IFR. With respect to our formulation in (3.2), this

corresponded to fixing n = 2, and optimizing the resulting problem. We will now

consider optimizing with respect to n and T1, . . . , Tn for an item with IFR.

Proposition 4 Suppose we schedule more than one PM over the interval [0, L] for

an item with IFR. Then, the optimal PM schedule will have equally spaced PM.

Proof: We show this by contradiction. Suppose that there exists an optimal

schedule with at least two adjacent but different intervals between PM. In other

words, suppose that PM is performed at times t1 and t2 after a renewal at some

time t0 (see Figure 3.1). If we only change t1 and fix the renewals at times t0 and

t2, we will only affect the interval from t0 to t2. Using the result that the optimal
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Figure 3.1: PM over interval [t0,t2].

time for a single PM is at the interval’s midpoint, we can shift the PM at t1 to the

midpoint of [t0, t2] and arrive at a lower cost schedule over that subinterval. But

since this does not affect the cost outside this subinterval, then shifting PM at t1

decreases the total cost of the maintenance schedule, contradicting our supposition

of optimality.2

Thus, an optimal schedule with multiple PM (assuming an increasing failure

rate) must have equal intervals between PM. Note that if the failure rate is strictly

increasing, Condition (3.4) is satisfied only if the intervals between PM are the same.

If we write the problem for a general number of PM intervals, n ≥ 1, we can

get:

min
n≥1

(n− 1)Cpm + min
T1,...,Tn,

∑
i Ti=L

n∑
i=1

C̄E[N(0, Ti)].

Knowing the PM are equally spaced at optimality reduces this problem to:

min
n≥1

[
(n− 1)Cpm + nC̄E[N(0, L/n)]

]
.

Ignoring the fact that we must have T = L/n, we can write a relaxation of this as:

min
T≥0

[
(LT−1 − 1)Cpm + LT−1C̄E[N(0, T )]

]
.

Differentiating with respect to T , and setting the result to zero yields the condition:

Cpm
C̄

= Tz(T )− E[N(0, T )], (3.8)
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which has a single root, as the right-hand side of (3.8) is increasing in T . Solving

Condition (3.8) will yield the optimal solution to the relaxed problem, where L/T

may not be integer. However, using the quasi-convexity results from Galenko et al.

(2005), we can obtain the global minimum by considering the integer solutions

immediately adjacent to T ∗, and selecting the solution with the lowest cost.

Given an analytic expression of the failure rate function, z(T ), we may be

able to solve (3.8) explicitly for T ∗, the optimal inter-PM interval for the relaxed

problem. Consider, for example, the Weibull distribution with parameters α > 0

and β > 1, and density function f(t) = β
α( tα)β−1e−(t/α)β , for t > 0. The Weibull

failure rate is then z(t) = β
α( tα)β−1, which is increasing as β > 1 (see §4.2.1 for

more details). The expected number of failures between two time indices 0 and T

(assuming that the system was restored to a new state at time 0, and restored to a

good-as-old state by maintenance through time T ) is:

E[N(0, T )] =

∫ T

0
z(t)dt =

∫ T

0

β

α

(
t

α

)β−1

dt =

(
T

α

)β
(3.9)

Under a Weibull distribution, Eqn. (3.8) is:

Cpm
C̄

= T
β

α

(
T

α

)β−1

−
(
T

α

)β
=

(
T

α

)β
(β − 1), (3.10)

which yields

T ∗ = α

[
Cpm

C̄(β − 1)

] 1
β

. (3.11)

As discussed earlier, T ∗ is the optimal solution to the relaxed problem, as it may not

evenly divide L. If L/T ∗ happens to be integer, then T ∗ is the optimal solution to the

integer program. If not, we can obtain the optimal integer solution by considering

the integer solutions immediately adjacent to T ∗, namely L
dL/T ∗e and L

bL/T ∗c , and

selecting the interval with the lower objective function cost.
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Connection To Algorithm 1

We present an example to illustrate this approach and compare it to Algorithm

1. Recall the example from §2.2.3, where we had an item with a Weibull failure

distribution with the following costs and parameters:

• Cpm = 10.0

• Cd = 400.0

• Ccm = 8.0

• Ptrip = 0.1

• L = 120 time units

• α = 1
5

• β = 1.01.

Using Algorithm 1, we obtained a schedule with inter-PM intervals of length 3.0.

Solving Equation (3.11), we get

T ∗ = α

(
Cpm

C̄(β − 1)

) 1
β

= 4.21.

This is the optimal solution to the relaxed problem; selecting the best adjacent

integer solution gives the optimal inter-PM interval at 4.0 time units - this is the

optimal solution. The objective function with inter-PM interval at 3.0 is approx-

imately $29487, and at 4.0 it is $29471. Although Algorithm 1 did not find the

optimal solution, it came close; the objective function evaluated at 3.0 is within

0.05% of the true optimal cost.
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It may be the case that an analytic expression for the failure rate is not

available, or Condition (3.8) cannot be explicitly solved using the analytical expres-

sion. Such cases could arise, for example, if we have an empirical model for the

failure rate. We can deal with such cases through numerical methods, as long as

we can numerically evaluate or approximate the failure rate function z(t), as well

as evaluate or approximate its definite integral. In such cases, we can compute T ∗

using Algorithm 2. This algorithm finds the optimal solution of Model (3.2) by

Algorithm 2 Bisection Algorithm for Increasing Failure Rate

Input: instance of model (3.2) with increasing z(t), Cpm, C, and L
Output: (T ∗, . . . , T ∗), optimal solution of model (3.2)

T ← 0, T ← L

repeat

T ← 1
2(T + T )

if
Cpm
C̄

< Tz(T )− E[N(0, T )] then

T ← T

else

T ← T

end if

until (dL/T e − bL/T c ≤ 1)

n∗ ← bL/T c

T ∗ ← arg minT∈{ L
n∗+1

, L
n∗ }

h(T )

return (T ∗, . . . , T ∗)

finding the root of Condition (3.8), and picking the best adjacent integer solution.
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The complexity of this algorithm is O (log(L)), as each step reduces the solution

space by half. Again note that the solution found by solving for T ∗ that satisfies

(3.8) is optimal for the relaxed problem and may not be optimal for the original

problem where n = L/T must be integer. Using the result from Galenko et al.

(2005), we know that the optimal solution for the original problem is one of the

integer solutions immediately adjacent to T ∗.

There has been work employing similar models (see, for example, Damien

et al. 2007, Grall et al. 2002), where the authors use various techniques to decide

when to schedule PM. However, if an item has an increasing failure rate, the fact

that the optimal PM schedule is equally spaced greatly reduces the difficulty in

solving this problem. Specifically, if explicitly computing the root of Condition

(3.8) is feasible, the problem can be solved with just a few computations. If not, we

provide an algorithm to solve the problem in O (log(L)) time.

3.4 Strictly Decreasing Or Constant Failure Rate

We consider the case when an item has a constant or a decreasing failure rate (DFR)

z(t).

Proposition 5 Suppose an item with a constant or decreasing failure rate is new

at time t1. Suppose a PM schedule over time interval [t1, t2], t1 < t2, contains a

single PM, performed at time tε[t1, t2]. Then, canceling the PM at t will result in a

cheaper maintenance schedule.
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Proof: The cost of the schedule over [t1, t2] as is:

Cost with PM = C

(∫ t−t1

0
z(u)du+

∫ t2−t

0
z(u)du

)
+ Cpm

> C

(∫ t−t1

0
z(u)du+

∫ t2−t

0
z(u)du

)

≥ C

(∫ t−t1

0
z(u)du+

∫ t2−t

t−t1
z(u)du

)

= C

(∫ t2−t1

0
z(u)du

)
= Cost without PM.

2

Proposition 5 means that if we have a constant failure rate or DFR, removing

a PM from a given interval results in a cheaper schedule.

Proposition 6 Suppose an item has a constant or decreasing failure rate. Then,

an optimal schedule will contain no PM.

Proof: Suppose that an optimal schedule for an item with a constant failure rate

or DFR contains at least one PM. By Proposition 5, we arrive at a less expensive

schedule by removing that PM, leading to a contradiction on the optimality of the

original schedule.2

From Proposition 6, we see that if an item has a constant failure rate or

DFR, the optimal decision is to schedule no PM. Most real-world items do not have

a strictly decreasing or constant failure rate. After operating for a long enough

period of time, even the most durable items tend to start breaking down; even if

their failure rate was initially decreasing, it begins to increase after enough time

passes. However, it is often the case that a decision maker only cares how an item
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Figure 3.2: Bathtub failure rate.

functions for a certain time horizon. If over that time horizon the item has a constant

or decreasing failure rate, then the optimal decision is not to schedule any PM on

the item.

3.5 Bathtub Failure Rate, Single PM

We now turn to the case when an item has a bathtub failure rate function, i.e., it

decreases strictly on [0, I], and increases strictly on [I, L], for some I ∈ (0, L) (see

Figure 3.2). We can once again express the problem of scheduling a single PM as

in (3.5) from §3.2, but since z′(t) is not always greater than 0, we do not have the

convexity result as in the increasing failure rate case in §3.2.

Proposition 7 Let T̂ ∈ [0, L] be a feasible solution to (3.5). Then, scheduling a

single PM at L− T̂ yields an identical cost; i.e. X(T̂ ) = X(L− T̂ )

Proof: Writing out the cost function in terms of the hazard rate z(t), we get

X(T̂ ) = Cpm + C
(∫ T̂

0 z(t)dt+
∫ L−T̂

0 z(t)dt
)

, and

X(L− T̂ ) = Cpm + C
(∫ L−T̂

0 z(t)dt+
∫ T̂

0 z(t)dt
)

= X(T̂ ).2

From Condition(3.4), we know that z(T ∗) = z(L − T ∗) at the optimal T ∗.

This does not identify a unique solution as it does for the IFR case, because there

can be many T that satisfy this condition in the bathtub case. However, we can say

that the optimal solution T ∗ can occur in two possible ways:
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1. T ∗ = L/2 = L− T ∗, where L/2 ≥ I (if L/2 < I, no PM is optimal), or

2. T ∗1 < I, and L− T ∗1 > L− I (this is identical to T ∗2 > L− I, and L− T ∗2 < I

by Proposition 7).

As we can see, in the single PM case for an item with a bathtub failure rate, it is

possible to have a schedule with inter-PM intervals of one length, or two different

lengths. The next section will discuss a more general version of this result, and how

it can be used to solve the original PM scheduling problem where an item has a

bathtub failure rate.

3.6 Bathtub Failure Rate, Multiple PM

We now turn to the case when we allow any number of PM to be performed in the

interval [0, L] for an item with a bathtub failure rate. Let us denote the scheduled

PM times as t1, t2,...,tn (see Figure 3.3).

Figure 3.3: Multiple PM over the interval [0,L].

Proposition 8 An optimal solution for the multiple PM bathtub case must either

1. have equal inter-PM intervals (T1 = T2 = ... = Tn), or,

2. have exactly two possible lengths of inter-PM intervals, T̂ and Ť . In this case,

if T̂ > I, Ť < I; and vice versa.

Proof: We know that an optimal solution must satisfy Condition (3.4). Consider

the set of feasible solutions that satisfy Condition (3.4), and let us focus on some
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solution k from that set. According to Condition (3.4), for this solution k,

z(T1) = z(T2) = · · · = z(Tn) = λk, (3.12)

where λk is some positive constant. There can be at most two possible lengths of Ti

that can satisfy this condition, because z(t) has a bathtub shape and can take on the

value λk for two values of t at most. The only way we can have T̂ and Ť of different

lengths satisfy Condition (3.4) is if one these intervals is less than I, and the other

greater. This corresponds to Case 2. It is also possible that z(t) = λk at only one

value of t. Then, all inter-PM intervals are of the same length, corresponding to

Case 1.2

This result is an extension of the result obtained in the single PM bathtub

case. In the following sub-subsections we discuss the two possible solution types,

and work toward an algorithm to solve the bathtub problem.

3.6.1 Equal inter-PM intervals

Proposition 9 Suppose we somehow know that for a given bathtub failure rate prob-

lem, an optimal solution has equal inter-PM intervals (corresponding to Case 1). In

this case, we know that the optimal length of intervals T ∗ ≥ I.

Proof: Assume that an optimal schedule with equal inter-PM intervals has T ∗ < I.

If we lengthen one interval while shortening another by some small amount ε > 0

such that T ∗ + ε < I, we will only affect the schedule cost over those two intervals.

Specifically, our cost will change by

∆ cost = C

[∫ T ∗+ε

0
z(t)dt+

∫ T ∗−ε

0
z(t)dt− 2

∫ T ∗

0
z(t)dt

]

= C

[∫ T ∗+ε

T ∗
z(t)dt−

∫ T ∗

T ∗−ε
z(t)dt

]
< 0.
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The change in cost is negative because z(t) is decreasing over [0, I]. Therefore,

this perturbation yields a less expensive schedule and contradicts T ∗ < I being an

optimal interval.2

Assuming that we somehow know that an optimal solution has equal inter-

PM intervals, from Prop. (9) we know that T ∗ ≥ I. We can therefore re-write the

optimization problem as

min
n≥1

[
(n− 1)Cpm + nC̄E[N(0, I)] + nC̄E[N(I, L/n)]

]
. (3.13)

Re-writing Equation (3.13)in terms of T , we get

min
T≥I

[
(LT−1 − 1)Cpm + LT−1C̄E[N(0, I)] + LT−1C̄E[N(I, T )]

]
. (3.14)

Taking the derivative and setting it to 0 yields

Cpm = C̄(Tz(T )− E[N(0, I)]− E[N(I, T )]) (3.15)

Since the right-hand side of Equation (3.15) is increasing in T , only one root can

satisfy it. Therefore, Condition (3.15) will uniquely identify an optimal solution to

the relaxed (since we are not forcing T to evenly divide L) bathtub problem when

we know that an optimal solution has equally spaced PM.

For another way to look at the original bathtub failure rate problem, when

we know the optimal intervals are equally spaced, consider reformulation (3.14). We

can re-write it as

min
T≥I

[
−Cpm + (LT−1)

(
Cpm + C̄E[N(0, I)]

)
+ LT−1C̄E[N(I, T )]

]
. (3.16)
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Now recall our formulation for the increasing failure rate case:

min
T≥0

[
(LT−1 − 1)Cpm + LT−1C̄E[N(0, T )]

]
.

We can see that we can re-formulate (3.16) as an increasing rate problem, where the

cost of a single PM is now Cpm+ C̄E[N(0, I)]. Writing out the optimality condition

(by taking the derivative and setting it to 0) for the increasing rate reformulation

again yields (3.15).

Note that T ∗ that solves (3.15) is not necessarily optimal for the bathtub

problem where an optimal solution has equally spaced inter-PM intervals, as T ∗

may not evenly divide L. Using quasi-convexity results from Galenko et al. (2005),

we check the integer solutions immediately around T ∗ to obtain an optimal solution

to the problem. Again, we are assuming that we know in advance that an optimal

schedule has equal inter-PM intervals.

3.6.2 Different inter-PM intervals

Suppose now we somehow know that an optimal solution has two different lengths

of inter-PM intervals (corresponding to Case 2). In this case, we know that these

intervals, T̂ and Ť , have lengths such that T̂ > I, Ť < I, according to Prop (8).

Proposition 10 Suppose we know that an optimal solution has two different inter-

PM lengths, T̂ > I, Ť < I. Then, this solution contains only one interval of length

Ť , and the rest of the intervals have length T̂ .

Proof: Assume that there are at least two intervals of length Ť . Similar to the

proof for Prop 9, lengthening one of these intervals, while shortening the other by

the same small amount ε > 0, such that T ∗ + ε < I, leads to a less expensive

solution, thus giving us the desired contradiction.2
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If we know that an optimal solution has two different inter-PM lengths,

T̂ > I, Ť < I, we can re-write the original problem as follows:

min
T̂≥I,Ť∈(0,I)

[
(L− Ť )T̂−1Cpm + (L− Ť )T̂−1C̄E[N(0, I)] + (L− Ť )T̂−1C̄E[N(I, T̂ )] + C̄E[N(0, Ť )]

]
.

(3.17)

The Hessian matrix for this problem is not positive semi-definite, so setting the

gradient to 0 and solving for T̂ and Ť is not sufficient for identifying a global

minimum solution.

From Prop 10, we know that an optimal solution will have exactly one inter-

PM interval Ť ∗, and the rest will be of length T̂ ∗. Since swapping the order of

inter-PM intervals doesn’t affect the overall cost, we can place the interval of length

Ť ∗ in the end of our schedule. Then, we have a time interval [0, L], where L = L−Ť ∗,

when we only have inter-PM intervals of length T̂ ∗. If L is large, then the schedule

over L will dominate the cost of our objective function.

Proposition 11 Let (T̂ ∗, Ť ∗) be an optimal set of inter-PM intervals over [0, L].

Then, T̂ ∗ optimizes the PM schedule over [0, L]

Proof: Assume that T̂ ∗ doesn’t optimize the PM schedule over [0, L], but (T̂ ∗, Ť ∗)

is an optimal set of inter-PM intervals over [0, L]. Then, if we optimize the PM

schedule over [0, L] and append an inter-PM interval of Ť ∗ at the end, we will con-

struct a cheaper schedule over [0, L], leading to a contradiction about the optimality

of our solution (T̂ ∗, Ť ∗). 2

Proposition 11 means that, given L, an optimal schedule over [0, L] has inter-

PM intervals of the same length, and we can use Condition (3.15) to find that

optimal interval. This would be an effective way to find the optimal schedule for the

original time horizon [0, L]; however, this involves somehow knowing an optimal L

in advance. Knowing an optimal L would essentially be equivalent to knowing the

optimal schedule in advance, because Ť ∗ = L − L, and there is a unique T̂ ∗ that
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satisfies z(T̂ ∗) = z(Ť ∗). However, we can use this idea to solve for optimal schedules

for various L ranging from L−I to L, and use the solution with the lowest objective

cost. We can make our answer arbitrarily close to an optimal solution to the original

bathtub problem by computing optimal schedules for an arbitrary number of L in

the range [L − I, L]. It is possible that an optimal schedule for the entire time

horizon [0, L] will involve inter-PM intervals of the same length; this will correspond

to the case when L = L yields the schedule with the lowest cost. This approach is

illustrated in Algorithm 3.

Algorithm 3 Algorithm for Bathtub Failure Rate

Input: Instance of model (3.2) with bathtub z(t), I, Cpm, C, L, and grid resolu-
tion ε > 0
Output: Near-optimal solution (T̂ , . . . , T̂ , Ť ) of model (3.2)

Initialize T̂ ← L, Ť ← 0

for i = 0 to dI/εe do

L̄← L− I + iε

Solve (3.14) to obtain T̂i using Algorithm 2 with L̄ instead of L and (3.15)
instead of (3.8)

Ťi ← L− T̂i.

if X(T̂i, . . . , T̂i, Ťi) < X(T̂ , . . . , T̂ , Ť ) then

T̂ ← T̂i, Ť ← Ťi.

end if

end for

return (T̂ , . . . , T̂ , Ť ).
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Because we can efficiently find the optimal interval over a given L̄ either

analytically, or using numerical methods such as Algorithm 2, Algorithm 3 has

complexity O(I/ε). The PM schedule corresponding to its output intervals will be

within z(0)ε of the optimal PM schedule. Also note that if we are unable to compute

I exactly, we can use an upper bound I ′ ≥ I in our algorithm. This upper bound

will guarantee that the optimal solution is in our search region, but will increase the

region over which we have to search for feasible solutions. However, especially if the

I ′ is close to I, using an upper bound should not result in a significant increase in

computation time.
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Chapter 4

Failure rate models and

estimation

The research presented in this work relies on high-quality models of a given item’s

failure rate. In §1.2, we explored studies employing various types of failure rate

models. The most common modeling methodology are parametric methods, where

a particular distribution is assumed for the failure behavior of an item. For in-depth

background information on parametric methods, see Casella and Berger (2002).

There are many examples of parametric models in literature; for example, Hariga

and Azaiez (2006) and Block et al. (2003) employ parametric models by assuming

a Weibull distribution in their analysis. Given a set of observations, researchers

using these models estimate the values of the parameters of the assumed distribu-

tion (for example, using maximum likelihood estimators). In Bayesian parametric

approaches, researchers assume a particular failure distribution with random pa-

rameters, assume prior distributions on these parameters, collect observations, and

use Bayes’ theorem to compute the posterior distributions (see Bernardo and Smith

1994). In §3, we show how our methods can be applied in parametric models.

Specifically, given an analytic expression of the failure rate function z(t), we present
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algorithms for explicitly or numerically computing the optimal intervals between

PM, when z(t) is increasing or bathtub-shaped.

One disadvantage of a parametric approach can be the assumption of the

distribution governing failure times. If the true distribution form is generally known,

parametric methods do well. If the true underlying distribution of failure times is

significantly different from the assumed distribution, then the results of analysis

may be misleading. In general, it may not be reasonable to assume that an item has

a failure distribution that is well-known. For example, Popova et al. (2006) analyze

fitting a Weibull distribution to component failure times and show that for many

components, the Weibull distribution is not a good fit by the Kolmogorov-Smirnov

goodness-of-fit test.

Non-parametric models attempt to counter this drawback by dropping the

assumption on a specific distribution. In the case of estimating the failure rate of

an item, a general Bayesian non-parametric model considers the failure rate to be

a random function, takes a continuum of some class of distributions (possibly all

distributions) as the state space, and uses Bayesian updates to select a distribution

to serve as a model for the failure rate. Dykstra and Laud (1981) discuss using

the extended gamma (EG) process as a prior on either monotonically increasing

or monotonically decreasing functions. In the case of an increasing failure rate,

this means taking the continuum of monotonically increasing functions as the state

space. However, it is difficult to analytically compute the posterior process unless

the sample size is small, because the posterior process is a complicated expression

of multi-dimensional variables. Laud et al. (1996) propose a Monte Carlo method

to simulate from the posterior of the EG process. It is a Gibbs sampler (see Roberts

and Polson 1994) that provides a Bayesian solution to non-parametric modeling and

analysis of the failure rate using the EG process. Given a nonparametric posterior

model of z(t), the methods described in §3 can also be used to numerically compute
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the optimal PM schedule for items with increasing or bathtub-shaped z(t). We

utilize computational techniques and results of Laud et al. (1996) and Dykstra and

Laud (1981) that describe an MCMC algorithm to simulate from the posterior of

a failure rate function, using failure and censored observations. In this chapter, we

adapt their approach to set up our failure-rate model, whose output is used in the

optimization analysis.

4.1 Extended Gamma Process

The density of a gamma distribution, given parameters α > 0 and β > 0 is

Gamma(x|α, β) = xα−1βα
e−βx

Γ(α)
, (4.1)

where x > 0. In developing the extended gamma (EG) process we extend the

scalar parameters α and β in (4.1) to functions. Specifically, let α(t), t ≥ 0, be

a non-decreasing, left-continuous function such that α(0) = 0, which implies non-

negativity. Let β(t), t ≥ 0, be a positive, continuous function, bounded away from

0 and ∞. Define Z(t), t ≥ 0, to be a gamma process with parameter α(·). In other

words,

• Z(0) = 0,

• Z(t) has independent increments,

• for t > s, Z(t) − Z(s) ∼ Gamma(α(t) − α(s), 1) (increments may be non-

stationary).

Then, the EG process is the process h(t), t ≥ 0, where

h(t) =

∫
[0,t]

[β(s)]−1dZ(s). (4.2)
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The distribution of this process is used as a non-parametric prior for increasing

functions; specifically, we use it as a prior for an increasing failure rate function

z(t).

To simulate from the EG process, the first step is to discretize the (contin-

uous) time. The idea is that in the limit, as the discretization becomes finer, the

process converges to the failure-rate process in (4.2). Of course, the finer the parti-

tion, the better the approximation. However, too fine of a partition can make the

simulation quite difficult to execute, since the Gibbs sampler has to iterate in a very

high-dimensional space. We empirically consider the trade-off in detail at the end

of this section. Let 0 ≤ s0 < s1 < · · · < sM = L denote a set of times along the

time interval [0, L]. Then, let [0, s1), [s1, s2), · · · , [sM−1, sM ) denote a partition of

the time axis, dividing it into intervals of lengths s1, s2−s1, s3−s2, · · · , sM −sM−1.

Let δi be the increment of the failure rate function over the ith interval (si−1, si],

for i = 1, 2, ...,M ; i.e., h(sj) =
∑i=j

i=1 δi. The prior distribution for each δi is defined

by the parameters of the EG process; i.e.,

δi ∼ Gamma(α(i), β(i)). (4.3)

To ease notation, we refer to this prior density of δi, for i = 1, 2, ...,M , as f∗δi ; in

other words,

δi ∼ f∗δi .
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From reliability theory, the failure rate function z(t) relates to the cumulative failure

distribution function, which we denote F (t); using h(t) to model z(t), we have

F (t) = 1− exp

[
−
∫

[0,t]
h(u)du

]

≈ 1− exp

− ∑
j:sj∈[0,t]

δj(sj − sj−1)

 .

Let di be the number of observed failures in the ith interval (si−1, si], for i =

1, 2, ...,M . Using Bayes’ theorem, the posterior of ∆ = (δ1, δ2, ..., δM ) can be ex-

pressed as follows:

[∆|observations] ∝
M∏
j=1

exp

[
−dj

j−1∑
i=1

δi(sj−1 − si−1)

]

(
1− exp

[
−(sj − sj−1)

j∑
i=1

δi

])dj
f∗δj . (4.4)

Some items may still be operating by the time we stop observing the system.

We account for these items by using them as special observations recorded at the

time when we stop observing the items. These observations, known as right-censored

observations (see, for example, Rausand and Høyland 2004), provide additional

information that is useful in modeling the failure rate. We account for right-censored

data by updating the parameter β(si), i = 1, ...,M . Consider n identical right-

censored items, and let xc1, x
c
2, ..., x

c
n be the censored times. Then, β(si) is updated

as follows:

β(si)← β(si) +
∑

j∈[1,...,n],xcj≥si

(xcj − si). (4.5)
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The posterior distribution described in (4.4) is difficult if not impossible to

explicitly compute or numerically estimate, for a reasonably-sized sample and a

moderately-dense grid. Instead, we use an MCMC algorithm that samples from

that posterior distribution. We can re-write the posterior distribution (4.4) as:

[∆|observations] ∝
M∏
j=1

(
1− e−Tj(∆)

)dj
f∗δje

−ajdj (4.6)

where

• aj =
∑j−1

i=1 δi(si−1 − sj−1), and

• Tj(∆) = (sj − sj−1)
∑j

i=1 δi.

Now, consider the following random multi-dimensional variables:

• mj = (mj1,mj2, ...,mjj), independent multinomials, where each mj is a j-cell

multinomial of dj independent trials, with the probability of the kth cell being

pjk = δk∑j
i=1 δi

, and

• gj = (gj1, gj2, ..., gjdj ), a collection of independent exponential random vari-

ables, with mean 1
Tj(∆) , and truncated at 1.

We define m = (m1, ...,mM ) and g = (g1, ...,gM ), and re-express the posterior

distribution (4.6) with m and g as:

[∆|observations,g,m] ∝
M∏
j=1

δ
∑M
i=j mij

j exp

−
aj +

M∑
i=j

(si − si−1)

dj∑
k=1

gik

 δj

 f∗δj .
(4.7)

We can then sample from the posterior of ∆ using the following Gibbs sampling

algorithm:
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Algorithm 4 Gibbs sampling algorithm

Input: the number of iterations k, failure/censored data, prior distributions
f∗δj , j = 1, ...,M .

Output: simulated observations of ∆.

Counter i = 0.

for i < k do

Simulate [gj , 1 ≤ j ≤M |observations,∆,m] ∝ vectors of exponential random
variables with means 1

Tj(∆) , truncated at 1, j = 1, ...,M .

Simulate [mj , 1 ≤ j ≤ M |observations,∆,g] ∝ vectors of j-cell multinomial
random variables of dj trials, probability of kth cell = δk∑j

i=1 δi
, j = 1, ...,M .

Simulate and output [δj , 1 ≤ j ≤ M |observations,m,g] ∝ Gamma(αsj , βsj )
random variables with a rejection algorithm using f∗δj as the importance sam-

pling function (described in detail in the appendix of Laud et al. 1996), for
j = 1, ...,M .

i← i+ 1.
end for
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Table 4.1: Computation times required to generate simulated observations of ∆.

Number of simulation observations Dimension of ∆ Time (Seconds)

1000 5 27
1000 10 74
5000 5 135
5000 10 366
10000 5 556
10000 10 736

4.1.1 Numerical Examples Of EG Model Using Simulated Data

We implemented Algorithm 4 on a Xeon(TM) 3.00 GHz CPU with 2 Gb of RAM, us-

ing Microsoft Visual C++ .Net (Microsoft Development Environment 2003). Tech-

niques for simulating from gamma, exponential, uniform, and other distributions

are well-known (see, for example, Law 2007). We use this algorithm to simulate

from the posterior distribution of the failure rate function of a generated test data

set; because we know the actual failure rate function of the test data set, we can

better evaluate the performance of our implementation. For our test data set, we

generated 50 observations from a Weibull (600,3) failure distribution. We treated

30 observations as exact observations and 20 as censored observations.

Algorithm 4 runs fairly efficiently; as expected, it is sensitive to the dimension

of ∆ and the number of iterations performed. We found that the algorithm performs

faster, and is less prone to overflow issues, when the time horizon L is re-scaled to 1.

Table 4.1 shows the computational effort our implementation of Algorithm 4 required

to simulate ∆. The MCMC algorithm seems to converge fairly quickly in mean;

i.e. the means of simulated δ’s seem to converge quickly to the actual failure rate

increments. Figure 4.1 shows an example of convergence for a particular component

of ∆; typically, the mean converges after a few hundred iterations. Nevertheless,

we use a much larger “burn-in” period of 1000 or more iterations. Figure 4.2 shows
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the empirical distribution of that particular component of ∆. Not surprisingly, this

distribution (as well as the distributions for other components of ∆) mimics a gamma

density, suggesting that it may be possible to approximate the gamma/rejection

algorithm simulation step (step 12 of Algorithm 4) with a draw from a gamma

distribution. Figure 4.3 compares various failure rate models generated using the

MCMC algorithm to the failure rate of our Weibull (600,3) generated test data set.

It is not necessary to always use the means of the components of ∆ to ap-

proximate the desired failure rate. One of the advantages of Bayesian simulation

methodology is the ability to look at certain percentiles of the posterior of the failure

rate. Figure 4.3 shows the results of using the medians as well as the upper and

lower quartiles of the MCMC simulated variates to model the failure rate of our

test data set. For real data, especially when observations are scarce, empirical fail-

ure rate estimates can over-fit the sample and differ greatly from the actual failure

rate. Bayesian simulation allows us to consider various percentiles of the failure rate

increments for more robust results.

In addition to providing failure rate models, this Bayesian methodology pro-

vides a tool for evaluating maintenance policies. It is often too expensive or imprac-

tical to test a maintenance policy on a real system, and decision makers must turn to

simulation. The simulated variates of this MCMC algorithm can represent possible

realizations of the failure rate. A given maintenance policy can then be evaluated on

these variates. Decision makers would then have estimates for the maintenance pol-

icy’s performance at certain percentiles of the failure rate estimates, as well as have

the ability to predict the probability that a maintenance policy will exceed a certain

cost. This is useful because often decision makers do not wish to simply optimize

with respect to the expected cost of a policy; sometimes they would rather incur a

higher expected cost, at the benefit of reducing the probability of incurring some

extreme catastrophic cost, or another detriment associated with excessive failures.
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4.2 Parametric Models

In this section, we briefly describe the parametric failure rate models used in this

research.

4.2.1 Weibull Distribution

For items with monotonic failure rates, we employ the Weibull(α, β) failure distri-

bution, with probability density function

f(t|α, β) =
β

α

(
t

α

)β−1

e−(t/α)β , t > 0. (4.8)

The failure rate of the Weibull(α, β) is

z(t) =
β

α
(
t

α
)β−1. (4.9)

This failure rate is increasing for β > 1, decreasing for β < 1, and constant for

β = 1.

We use two methods for fitting a Weibull distribution to a set of failure data.

One of the methods is maximum likelihood estimation (MLE). MLE for Weibull

parameters is well known in literature (see, for example, Law 2007). Although it

involves solving two non-linear equations for α and β, there are well-documented

techniques to do this efficiently, including heuristics for starting points as well as

line search algorithm setups (such as Newton’s method).

The second method used in this research involves matching the mean and

the median of a set of data to the mean and median of a Weibull distribution. We

will refer to this method as the mean-median method. The mean of a Weibull(α, β)

distribution is

µ = αΓ

(
1 +

1

β

)
(4.10)
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where Γ(·) is the Gamma function. The median of a Weibull(α, β) distribution is:

m = α(ln(2))1/β. (4.11)

These are well-known properties of the Weibull distribution. Given µ and m, the

mean and median of the data, we can approximate µ and m, and solve for α and

β. To ease the computational difficulties associated with the Gamma function, we

use a first order Laplace’s formula approximation (see Nemes 2007). Aside: one

may use a higher order approximation to obtain greater accuracy. We then re-write

Equation (4.10) as

µ ≈ α

(
1 + 1

β

e

)1+ 1
β
(

2π

1 + 1
β

)1/2

. (4.12)

Using µ and m, we can numerically solve Equations (4.12) and (4.11). Dividing

Equation (4.12) by Equation (4.11) yields

µ

m
=

(
1+ 1

β

e

)1+ 1
β
(

2π
1+ 1

β

)1/2

(ln(2))1/β
. (4.13)

Notice that we have eliminated α. We re-write Equation (4.13) as

(
1 +

1

β

)
ln

(
1 +

1

β

)
−
(

1 +
1

β

)
ln(e ln(2))−1

2
ln

(
1 +

1

β

)
−ln

(
µ

m(2π)1/2 ln(2)

)
= 0.

(4.14)

We can numerically solve Equation (4.14) with Newton’s method or another line

search algorithm for β, and use β to analytically solve for α using Equation (4.11).

To test the quality of a Weibull fit, we use the Kolmogorov-Smirnov goodness

of fit test for the Weibull distribution. The test statistic can be easily computed,

and the testing procedure is straightforward (see, for example, Law 2007).

We typically use the MLE method to fit Weibull parameters. However, this

method requires evaluating the product of observations raised to various exponents;
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this can result in overflow issues. For those cases, we turn to this mean-median

method. In general, the mean-median method yields parameters similar to the MLE

method. For example, we simulated 50 data points from a Weibull(600.00, 3.00)

distribution, and used both methods to fit a Weibull distribution to the data points.

The MLE method gave α = 560.54 and β = 2.88. The mean-median method gave

α = 591.85 and β = 3.61. In another example, we used both methods on a data

set from a real component (whose underlying failure distribution is not necessarily

Weibull) with 101 observations. The MLE method gave α = 1415.94 and β = 1.46,

and the mean-median method gave α = 1490.15 and β = 1.45.

4.2.2 Exponentiated Weibull Distribution

For items with bathtub-shaped failure rates, we use the exponentiated Weibull dis-

tribution (see Mudholkar and Srivastava 1993) with parameters α, θ, and σ. The

shape of the distribution is determined by α and θ, while σ is a scale parameter.

For this distribution to have a bathtub shape, it must have θ < 1 and α > 1. Its

probability density function is

f(t) =
αθ

σ

[
1− e−(t/σ)α

]θ−1
e−(t/σ)α

(
t

σ

)α−1

, 0 ≤ t <∞. (4.15)

Its cumulative density function is

F (t) =
[
1− e−(t/σ)α

]θ
, 0 ≤ t <∞. (4.16)

The failure rate of an exponentiated Weibull is

z(t) =
αθ
σ

[
1− e−(t/σ)α

]θ−1
e−(t/σ)α

(
t
σ

)α−1

1−
[
1− e−(t/σ)α

]θ , 0 ≤ t <∞. (4.17)
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Mudholkar and Srivastava (1993) provides a technique for using MLE to fit the ex-

ponentiated Weibull to a set of data. This involves solving three nonlinear equations

for α, θ, and σ. We solved these equations numerically using Mathematica 6; we

found that selecting good starting points for the parameters was important.

In our optimization algorithms, we often need to evaluate
∫ t

0 z(u)du. Using

Equation (4.17), this becomes

∫ t

0
z(u)du = − ln

[
1−

(
1− e−(t/σ)α

)θ]
. (4.18)

Writing out the optimality condition (3.15), using Equations (4.17) and (4.18), we

get:

Cpm
C̄

= T
αθ
σ [1− exp(−(T/σ)α)]θ−1 exp(−(T/σ)α)(Tσ )α−1

1− [1− exp(−(T/σ)α)]θ
+ln[1−(1−exp(−(T/σ)α))θ]

(4.19)

which can be numerically solved for T̂ for various L̄.

Testing the quality of an exponentiated Weibull fit is not as straightforward

as in the Weibull case. Mudholkar and Srivastava (1993) show how to compute

the chi-squared test statistic for the exponentiated Weibull, but do not provide a

method to compute the Kolmogorov-Smirnov statistic. In our research, we use the

two sample Kolmogorov-Smirnov goodness-of-fit test; this technique is well-known

(see Gideon and Mueller 1978). We simulate from the fitted exponentiated Weibull

distribution using the inverse transform simulation technique (see Law 2007), and

compare the sample to the original data. In future work, it may be beneficial to

derive a method for computing the single sample Kolmogorov-Smirnov statistic.

It may also be worth exploring other distributions that permit modeling bathtub,

multimodal, or other interesting failure rate functions.
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Figure 4.1: Convergence of the MCMC simulated mean to the actual δ.
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Empirical Distribution of MCMC Generated δ
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Figure 4.2: Empirical distribution of a single component of ∆.
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Failure Rate Models For Weibull (600,3) Simulated Test Data
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Figure 4.3: Comparison of failure rate estimates.
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Chapter 5

Implementation At STP

We demonstrate our methods at the STP nuclear power generation plant. STP

keeps extensive records of item histories, some dating back to 1988 or earlier. En-

gineers at STP typically schedule maintenances based on recommendations from

system engineers or other experts in the field. These experts weigh manufacturer

suggestions, safety guidelines, past item failure history, the importance of the item

to plant operation, as well as many other factors when designing maintenance sched-

ules. This approach results in somewhat subjective maintenance schedules, where

items are sometimes maintained too often or not often enough. On the other hand,

our methods provide objective data-driven recommendations that should result in

optimal or near-optimal maintenance schedules.

We present numerical results for real items from STP, that illustrate our

techniques for preventive maintenance scheduling optimization for items with vari-

ous types of failure rates. We also demonstrate our implementation of the nonpara-

metric extended gamma failure rate model discussed in §4.1.

Some of these methods were implemented at STP via software currently

deployed on STP’s local area network (LAN). We describe the software functionality

and implementation. Note that since the software is currently used and maintained
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at STP, the current version may differ somewhat from the version described here.

5.1 Numerical Examples

5.1.1 Nonparametric IFR Optimization Using STP Data

We demonstrate our methods using a MCMC nonparametric model on an on-line

chemistry analytical device measuring plant cooling water salinity. In this case, the

item tended to fail more and more with age. STP provided 25 exact observations

taken from February 2001 to August 2009. Figure 5.1 shows the median, upper

quartile, and lower quartile models compared to a Kaplan-Meier survivor function-

based empirical failure rate estimate of the failure rate. We see that the empirical

estimator of the failure rate function behaves erratically toward the end of the time

horizon, showing a failure rate of 0 at approximately 7000 days. It is unlikely

that this is an accurate estimate of the true failure rate function at that time;

this illustrates an advantage of the nonparametric model over empirical estimators,

which may over-fit the data. Also note that with the nonparametric approach, we

can select and analyze various percentiles of the simulated failure rate for more

robust results. We use L = 14600 days (or 40 years), Cpm ≈ $2000, and C ≈ $8000

as parameters for Algorithm 2. We select the median model of the failure rate and

numerically evaluate the solution to Condition (3.8). This yields T ∗c = 3709 days -

this is the solution to the relaxed problem. As we discussed in §3.2, the optimal PM

interval must divide L. Evaluating the objective function at the adjacent integer

solutions and selecting the lower of the two, we get T ∗ = 3650 days or 10 years.

The current PM schedule for this item at STP is performing no PM (only perform

maintenance if something breaks).

We may also consider the upper and lower quartiles of the failure rate es-

timation model to approximate upper and lower bounds of the optimal inter-PM
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intervals. These failure rate models are illustrated in Figure 5.1, and the expected

costs of PM, CM, as well as the time horizon L, are the same as in the previous

paragraph. Using the upper quartile failure rate model, we get T ∗c = 1479 days, and

T ∗ = 1460 days (or 4 years). For the lower quartile, we get T ∗c = 4183 days, and

T ∗ = 4867 days (or 13 years and 3 months). These bounds indicate that the true

optimal maintenance schedule probably involves doing PM between 3 and and 10

times during the item’s 40 year time horizon.
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Figure 5.1: MCMC simulated vs empirical failure rate using medians, top quartiles,
and bottom quartiles.
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5.1.2 Parametric IFR Optimization Using STP Data

For a parametric example of our methods in the IFR case, we again consider the

on-line chemistry analytical device measuring plant cooling water salinity, using

the 25 exact observations taken from February 2001 to August 2009. We first

demonstrate our methods using a parametric Weibull model of the failure rate.

Estimating the Weibull parameters using maximum likelihood estimation (MLE)

yielded α = 6128.20, β = 4.13. The Kolmogorov-Smirnov test provided a p-value

of 0.45, allowing us to not reject the MLE-fitted Weibull distribution as a good fit

with probability of Type I error at 0.1. Estimating the Weibull parameters using the

mean-median method yielded α = 6597.64, β = 3.10. The Kolmogorov-Smirnov test

provided a p-value of 0.24, allowing us to not reject the mean-median method-fitted

Weibull distribution as a good fit with probability of Type I error at 0.1. Figure 5.3

shows a Kaplan-Meier survivor function-based empirical failure rate estimate of the

item in question as well as the MLE Weibull model and the mean-median Weibull

model. The failure rate was increasing for both models, and we used our increasing

failure rate methodology to solve for the optimal PM schedule for L = 14600 days

(or 40 years), Cpm ≈ $2000, C ≈ $8000. Figure 5.2 shows the relaxed objective

function for the MLE and the mean-median models. The objective functions for

these models seem almost identical.

Solving for the minimum of the MLE relaxed objective funtion, using Condi-

tion (3.8), yields T ∗ = 3323 days. This number does not evenly divide L, so we check

the integer solutions immediately adjacent to T ∗; this procedure yields T ∗ = 3650

days, or 10 years.

Solving for the minimum of the mean-median relaxed objective funtion, using

Condition (3.8), yields T ∗ = 3321 days, very similar to the solution to the relaxed

problem with the MLE Weibull model. This number does not evenly divide L, so

we check the integer solutions immediately adjacent to T ∗; this procedure yields
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T ∗ = 3650 days. This result is identical to the MLE Weibull model result.

As stated in the previous subsection, the current PM schedule for this item

at STP is performing no PM (only perform maintenance if something breaks).
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0

50000

100000

150000

200000

250000

300000

350000

0 1000 2000 3000 4000 5000 6000
Inter-PM Interval (days)

C
os

t (
$)

MLE Model Mean-Median Model

Figure 5.2: Relaxed objective function of chemistry analytical device as a function
of T, using fitted Weibull distributions.
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Figure 5.3: Failure rate models of a chemistry analytical device with seemingly
increasing failure rate.

5.1.3 Parametric Bathtub Optimization Using STP Data

For a bathtub failure rate example, we turn to one of STP’s containment doors low

pressure switches. We use an exponentiated Weibull distribution as a parametric

model of the item’s bathtub hazard rate. Figure 5.4 shows a Kaplan-Meier survivor

function-based empirical failure rate estimate of the item. Using 9 observations

taken from January 1991 to August 2009, we fitted an exponentiated Weibull (for
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details, see Mudholkar and Srivastava 1993). Using Mathematica (Version 6) to fit

the distribution using MLE we get α = 5.46, σ = 1259.15, θ = 0.10; this distribution

indeed has a bathtub failure rate. Figure 5.4 shows the fitted failure rate as well

as the empirical failure rate models for this item. To test the quality of the fit,

we sample 30 data points from the fitted exponentiated Weibull distribution and

use the two-sample Kolmogorov-Smirnov goodness-of-fit test on the sample and the

real observations. This yields a test statistic of 0.39, with p-value 0.20; we thus

fail to reject that the data points and the sample points all came from the same

distribution, with probability of Type I error at 0.1.

It is difficult to exactly solve for I for the exponentiated Weibull by setting

the derivative of the failure rate to 0, so we use I = 300 days for our algorithm. This

is not the exact I for this distribution, but it is an upper bound for the exact value,

which will not affect our optimization result. We use costs Cpm ≈ $500, C ≈ $2000,

and time horizon L = 40 years as inputs for Algorithm 3. Using ε = 100 days, we

compare feasible solutions for L ranging from 14300 days to 14600 days. Numerically

solving (using Mathematica 6) Condition (3.8) yields an interval of length 765 days

between PM; this is the solution to the relaxed problem. The feasible solution with

the lowest cost has L = 14600 days, corresponding to the case when every inter-

PM interval has the same length. Selecting the adjacent integer solution with the

lowest cost yields T ∗ = 730 days (or 2 years). The current PM rate for this item is

approximately once every 3.5 years.

5.1.4 Parametric DFR Optimization Using STP Data

We briefly touch on the case when an item has decreasing failure rate. For an

example, we use a differential pressure indicator used in the lubricating oil system of

a feed-water pump driven by a steam turbine that seemed to fail less with age. Figure

5.5 shows a Kaplan-Meier survivor function-based empirical failure rate estimate of
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Low Pressure Switch Failure Rate Models
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Figure 5.4: Empirical and exp. Weibull failure rate models of containment door low
pressure switch.

the item; one can see that a large number of failures occurred soon after the item

was renewed. STP provided 14 exact failure observations to be used in modeling the

failure rate, taken over the period from August 1989 to August 2009. The modeled

Weibull distribution (using MLE method) yielded parameters α = 319.16, β = 0.78.

The Kolmogorov-Smirnov goodness-of-fit test yielded a p-value of 0.27; thus, we fail

to reject the hypothesis that the MLE-fitted Weibull is a good fit, with probability
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of Type I error at 0.1. Figure 5.6 shows the relaxed objective function using this

Weibull model; the cost decreases as the inter-PM interval increases. Because the

failure rate of the fitted Weibull distribution is decreasing, our solution is that

no PM should be performed. The current PM schedule for this item at STP is

approximately one PM every 3 years.

It should be noted that the results of these analyses are entirely driven by the

failure data, and by the fitted Weibull model. When we compute the optimal PM

schedule, we do not take into account other important factors, such as government

regulations and expert opinions. It is possible for items to have future behavior that

would not be accurately predicted by analyzing available current data. Designers of

the item, regulators, and experts in the field may have additional important infor-

mation that is key to optimal maintenance. Therefore, these optimization results

should be used as recommendations to help experts make the best maintenance

scheduling decision.

5.2 Software Implementation

The software is written in Visual Basic using Microsoft Visual Studio 2008. It

works as a client application, and communicates with the STP database via the

LAN. All of the computations are performed client-side. The software reads the

required data (failure times, maintenance times, associated costs) from the STP

database using Microsoft ActiveX Data Objects (ADO), and temporarily stores it

on the client machine for the necessary computations. The data is then discarded;

at no point does the program modify the STP database. Additionally, the user must

authenticate themselves in order to access the database.

The user starts at the Login form, where the user is authenticated to the

Oracle database. Here, the user inputs their Oracle credentials to establish a read-

only connection with Oracle (see Figure 5.7). Once authenticated, the user proceeds
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Figure 5.5: Empirical failure rate of differential pressure indicator with seemingly
decreasing failure rate.

to the next screen, where they can specify the data to be used in PM optimization.

At this screen (see Figure 5.8), the user can perform basic PM optimization analysis

on various components at STP. The user can select an individual item by its unique

identifier (known as a TPNS), and specify what type of maintenance work will be

treated as PM. The user may also search for an item by specifying a system, and

selecting the desired item from a drop-down menu. STP contains many components

that are identical, and perform similar tasks; the software gives a user an option

to consider these identical components when performing PM optimization analysis

for a given item. The user may also select an item by specifying its manufacturer
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Differential Pressure Indicator Relaxed Objective Function
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Figure 5.6: Relaxed objective function of differential pressure indicator, using MLE-
fitted Weibull failure distribution.

Figure 5.7: PM optimization software Login screen.
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Figure 5.8: PM optimization software SelectComponent screen.

and model number. As STP may have a number of items that have an identical

manufacturer and model number, this analysis will consider data from all of these

items. Finally, a user may choose to run the PM optimization analysis on every

item within some system; the output of this analysis is written to a file.

For a more in-depth analysis, a user may build an advanced query through

the screen in Figure 5.9. Here, a user may query the database for various items,
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Figure 5.9: PM optimization software CustomQuery screen.

specifying exactly which items will be considered in the analysis. The data from

the query is displayed in the corresponding columns, and the user may edit, remove,

and add inter-failure times, to ensure the analysis is performed on the exact data

set desired by the user. The user may also specify the ratio between costs of failure

and preventive maintenance.

The results of the PM optimization analysis are displayed on a screen shown

in Figure 5.10. The software models the failure behavior of an item with a Weibull

distribution at the request from STP engineers. (For our algorithms, the failure

behavior may be modeled using any parametric or nonparametric methods.) This

means that as far as the software is concerned, an item may only have an increasing,

decreasing, or constant failure rate. The software uses MLE methods to estimate the

parameters of the Weibull distribution. Should the MLE methods fail (usually due

to overflow issues associated with a large amount of data), the mean-median method

is used. The software displays the parameters of the fitted Weibull distribution, the

77



Figure 5.10: PM optimization software Results screen.

optimal interval between PM (as the software only considers a Weibull failure rate,

the optimal solution contains inter-PM intervals of the same length), the optimal

interval for the relaxed problem, and the costs. For sensitivity analysis, the software

reports the optimal intervals for upper and lower bounds of the cost ratios. It also

displays the items, manufacturers, and models involved in the analysis.

Future directions for the software could involve different failure rate models.

In addition to parametric models, the software could implement the nonparametric

model described in this work, or other nonparametric models. The software may

also be modified to model bathtub failure rates and use our bathtub methodologies

to compute optimal schedules for items with bathtub failure rates. The software

would use a goodness-of-fit test to select the best fitting model from its arsenal.
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Chapter 6

Conclusion And Directions Of

Future Research

6.1 Conclusion

We present several single item maintenance optimization methods and their deriva-

tions. Our basic assumptions are (i) at any time, we can perform preventive main-

tenance (PM) and restore an item to a new state, and (ii) should an item fail, we

must perform minimal repair to restore it to an operational state just before the

failure occurred, as well as potentially incur additional costs associated with failure.

We incur cost for each PM, as well as for each corrective maintenance (CM); in our

models, these costs may be constant, or may represent the expected cost for PM,

CM, and failures.

We first present a dynamic programming approach to solving the ; here, we

discretize the time horizon of interest, solve a small optimization problem at every

discrete point, and perform PM at time points that result in the lowest expected

cost. This approach allowed us to consider variable time intervals between PM.

When we used the DP approach on items with an increasing failure rate (IFR), we
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find that the intervals between PM in the optimal schedule varied by at most one

discrete point. After analyzing the subproblems solved at each discrete time point,

we show that an optimal schedule must have equally spaced PM. Using this fact,

we present a bisection algorithm that finds (to an arbitrary precision) the shortest

time interval over which PM is profitable. Using this algorithm, we construct a

PM schedule that is not necessarily optimal, but is guaranteed to be profitable,

and can be obtained with significantly less computational effort than a dynamic

programming approach.

We then present a reformulation of the maintenance scheduling problem.

We show how using this reformulation, we can solve the problem to optimality

if the item in question has IFR. We show that if the item has IFR, the optimal

maintenance schedule must contain equally spaced PM. We derive a necessary and

sufficient optimality condition for the optimal inter-PM interval in the IFR case.

If an analytic expression of the item’s failure behavior is available, this condition

may be used to explicitly compute the optimal inter-PM interval; we demonstrate

this computation for the Weibull distribution. Otherwise, if some model for the

item’s failure rate is available, we present an algorithm that computes the optimal

inter-PM interval in O [log(L)] time (where L is the time horizon), to an arbitrary

precision. We demonstrate this algorithm on various parametric and nonparametric

models using real data from STP.

The reformulation is also used for the bathtub failure rate. We provide

a necessary (but not sufficient) optimality condition, and use it to show that an

optimal PM schedule for an item with a bathtub failure rate can have at most

2 different inter-PM lengths. We derive an algorithm that, given an analytic or

numeric model of the failure rate, computes an optimal PM schedule to an arbitrary

accuracy. We demonstrate our algorithm with a parametric model using real data

from STP.
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These methods are illustrated with parametric methods. Additionally, we

adapt a nonparametric model for IFR, based on the extended Gamma process. It is

a MCMC algorithm that provides a Bayesian solution to non-parametric modeling

and analysis of the failure rate using the EG process. We use this algorithm to

sample from the posterior distribution of the failure rate. This algorithm allows

us to consider various percentiles of the failure rate; this is useful for sensitivity

analysis. Also, this algorithm can be used to test the performance of a maintenance

policy, using simulation. We implemented this MCMC algorithm and demonstrate

it using real STP data; we use the resultant model with our optimization methods

to compute optimal maintenance schedules.

We derive a new method of fitting a Weibull distribution to a set of failure

data; this mean-median method solves for the Weibull parameters using the sample

mean and median. This method offers an advantage to the maximum likelihood

estimation technique for the Weibull distribution, because it does not involve the

computation of a product of the failure observations raised to powers, or other com-

putations prone to overflow issues. This mean-median method offers a complement

to the MLE fitting method for the Weibull distribution; it is useful, for example, at

times when the number of observations is very large.

These methods are implemented at STP via software deployed on STP’s

LAN. This software queries the STP database for inter-failure times, maintenance

times, and costs of failure and maintenance of STP’s components. Users may query

the database by unique component identifiers, component types, manufacturer and

model numbers, as well as design custom queries where they may enter, remove, and

edit times and costs. The software models items’s failure behavior using a Weibull

distribution (meaning the model has an increasing, decreasing, or constant failure

rate), and recommends the optimal inter-PM interval (or, in the case of a decreasing

or constant failure rate, that no PM should be performed). We use this software to
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compute results for the real-data examples from STP.

The optimization methods presented in this work can be used to efficiently

compute optimal maintenance schedules for single items. These methods rely on

fairly standard assumptions in the literature, and provide useful recommendations

to maintenance decision makers. The MCMC nonparametric model can be used to

model failure behaviors of items with increasing failure rates, this avoiding potential

issues with parametric models, and letting decision makers work with a probabilistic

model where they may consider various scenarios. These methods can be imple-

mented in a software package (similar to the one presented in this work) in virtually

any setting where maintenance optimization is required.

6.1.1 Contributions

This section ends with a brief summary of the contributions of this research to the

science of Operations Research.

• A new nested optimization model and general necessary optimality condition

for the single item maintenance optimization problem. This research demon-

strated them in optimization algorithms for items with certain failure rate

functions. Ultimately, this model and necessary condition may be used for

other maintenance optimization results.

• New effective maintenance optimization algorithms for items with increasing

and bathtub-shaped failure rates. These algorithms are presented in a manner

that should allow for straight-forward implementation in real-world environ-

ments. These methods are demonstrated on real items with various modeling

approaches.

• A study of various failure rate modeling techniques. This research demon-

strates various types of failure rate function models and fitting methods, from
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maximum likelihood estimation techniques for well-known parametric models,

to Bayesian approaches for nonparametric models. These models are illus-

trated via implementations for real items.

6.2 Direction of Future Research

A natural extension of this work is to continue working with various failure rate func-

tions and develop optimization techniques. In this work, we present optimization

algorithms for increasing, constant, decreasing, and bathtub failure rates, as well as

a general necessary optimality condition. The next natural steps could involve an

algorithm for a general failure rate function, or an algorithm for other commonly

occurring failure rate function types.

In this work, we consider a single, isolated item; however, it is not always

reasonable to consider an item individually, without considering other items that

directly affect it. It may be possible to expand this research to consider systems of

items. One possible approach could be to consider a system as a single item, and

derive its failure rate function as a function of the failure rates of its components.

This could allow for the direct, or only slightly modified, use of methods described

in this work for system maintenance optimization. Another approach could involve

modeling relationships between items, and deriving optimization methods based on

these models. For example, consider a system with two items, A and B. We could

model the failure rate of item A, conditioned on the failure rate of B, and model

the failure rate of B, conditioned on the failure rate of A. It may be worthwhile to

explore such failure rate models, and the resultant optimization schemes.

We present an adaptation of a nonparametric MCMC-based Bayesian in-

creasing failure rate model. This algorithm may be adapted for general monotone

failure rate functions, although it might not be interesting to model a decreasing

failure rate function. However, there are similar schemes for nonparametric models
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of general (non-monotonic) failure rate functions. It would be interesting to explore

such schemes for the bathtub failure rate, or general failure rate functions. There are

numerous advantages of nonparametric models; MCMC-based Bayesian modeling

algorithms have added benefits of probabilistic models and evaluation through sim-

ulation. Such a model, coupled with the bathtub optimization algorithm presented

in this paper, would provide a valuable tool for computing optimal PM schedules

for bathtub rates. For general failure rate functions, these models would provide

techniques for evaluating PM algorithms, and perhaps lead to insights for general

failure rate PM scheduling optimization algorithms.
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Appendix A

Software Description And

Documentation

A.1 Simulation Algorithm

We implemented a C++ program that reads failure and censored data from a .csv

file, assigns a prior distribution to the increments of the failure rate, and uses the

MCMC Gibbs sampling technique described in Laud et al. (1996) to sample incre-

ments (which we will also refer to as δ’s) from the posterior distribution. The main

file of the program is DamSim1.cpp. The simulated variates for each increment are

stored in .txt files. This program is designed for ease of analysis on a single set of

input data.

The main steps and variables for this implementation are in the main func-

tion,

int _tmain(int argc, _TCHAR* argv[]),

so the user is able to easily set break points, and observe the status of the process.

There is a number of auxiliary functions that perform some of the busywork for

85



certain steps in the algorithm, simulate from known probability distributions, and

assist with input and output.

The following are some of the key auxiliary functions that play a major role

in the process:

• vector <double> simDelts(const vector <double>& sj, int N,

const vector <vector <double> >& gammapars,const vector <float>&

cens,double prev1)

- this function simulates a set of δ’s, given the grid sj, the variable N (which

controls the number of simulated exponentials, see the appendix in Laud et al.

(1996)), the hyperparameters of the increments in gammapars, the censored ob-

servations in cens, and the uniform random variable necessary for simulation

in prev1. This function does the majority of the legwork of the algorithm.

• int readData(string fname, vector <int>& data,

vector <double>& sj, vector <float>& censored)

- this function handles the input; it reads the data from the .csv file specified

in fname. It stores the observations in data, sets up the grid sj, and records

the censored times in censored.

• double getEntB(double t2, double interval, const vector <double>\& data)

- this function is used to compute E[N(0, t2)], the expected number of failures

between times 0 and t2, given the failure rate function evaluations in data,

and the time interval between the evaluations in interval. It uses Simpson’s

rule to numerically compute the expectation. This function may be used in

calculating the optimal time interval between PM.

The input for this program must be in a .csv file. Below is a sample input file:

0.055, 1
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Censored,0

0.11, 2

Censored,2

0.165, 3

Censored,1

0.22, 2

Censored,4

0.275, 5

Censored,3

The program understands this input to mean the following:

The first line says that between times 0 and 0.055, there was 1 exact observation.

The second line says that no data was censored at time 0.055. The third line says

that between times 0.055 and 0.11, there were 2 exact observations. The fourth line

says that 2 observations were censored at time 0.11, and so forth. The program will

create 5 grid points at times 0.055, 0.11, 0.165, 0.22, and 0.275. There will be 5 δ’s,

corresponding to the increments between the grid points. The increment at the first

grid point 0.055 corresponds to the increment between that time and 0.

We found that the algorithm performs better when the observation times

are re-scaled. In practice, we typically re-scale the observation times so that the

upper bound is somewhere between 0.5 and 1.0. To scale the increments/δ’s back,

one must multiply them by the scaling ratio. For example, suppose there are two

observations: 100 days and 500 days. The highest observation time was 500 days.

We could re-scale this time to 0.5 by dividing 500 by 1000 (the scaling factor).

Then, we would have two observations at 0.1 and 0.5. After the program outputs

the sample δ’s, they must be re-scaled by dividing the δ’s by 1000. All of this must

be done outside the program right now; however, this can be implemented in the

program as well.

87



The user must also decide on the size of the variable N , the number of

exponential random variables needed during the Gibbs step that simulates δ’s. For

our re-scaling, we found that setting N = 3 works well. N is represented by the

variable NN in the code, fairly early in the main function:

//testing delta generation

int NN = 3;

The user specifies the desired input file; in the code this appears as

string fname = "ORpaper5binInter.csv";

The user may then specify desired NN (as is, NN = 3). The input file, as shown above,

determines the size of the grid and the distance between grid points. The program

will then compute the initial values for various parameters.

The user may specify the number of iterations that the program will run.

This is how many sets of δ’s the program will generate. This is determined by the

upper bound on the counter ”dam”, in the main function, as follows:

for (int dam = 0; dam < 1000; dam++){

As is, the program runs for 1000 iterations.

The user may also specify the burn-in period. Essentially, variates generated in the

iterations during the burn-in period are discarded. The code to do this is as follows:

//After burn-in of 500 iterations, record

//deltas for analysis

if (dam > 500){

gammadelts.push_back(predelts);}

As is, the burn-in period is set to 500.

The output will be a collection of files, each representing the generated vari-

ates for a specific δ. Right now, the file names are hard-coded to be“Interval0.txt”,
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“Interval1.txt”, and so on, corresponding to increments between the first grid

point and 0, the second grid point and the first grid point, and so on. As mentioned

before, if the observations were scaled, the output has to be scaled back. Here is a

snippet of the sample output using the sample input, from file Interval0.txt””:

1.03528

0.88888

0.725792

0.453245

1.59741

0.359601

0.758101

Each of these numbers is a simulated realization of the increment in the failure rate

function, between times 0 and 0.055.

There are a number of ways to use this output. To simply model the failure

rate function, one may select some statistic of the simulated realizations, and use

it as a model. For example, one may compute the mean of each increment’s sim-

ulations, and use the means as estimates of the actual failure rate increments. In

our example, the mean of the snippet of the sample output for the first increment

is about 0.83; our model would have z(0.055) = 0.83.

Another way to use this output would be to consider various percentiles of the sim-

ulated realizations for sensitivity analysis. For example, one could consider the 50th

percentile (the median), the top quartile, and the bottom quartile of the simulated

realizations to construct models of the failure rate; then, one could compare the

optimal maintenance decisions for each model.

Finally, given a maintenance policy, one could evaluate it using simulation. Each

iteration provides a realization of all increments. Using each iteration as a model

for the failure rate function, one can evaluate the cost of the maintenance policy for
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a number of models, and analyze the cost results.

A.2 Simulation Library

We wrote a library of functions used for our adaptation of the MCMC Gibbs sam-

pling algorithm. The following is a list and brief description of some of the key

functions in the library. Note that many simulation functions use an additional

double variable, usually called prev. This is a value between 0 and 1, used to

simulate a required random variable.

• double gammaFunction(double x)

- this function evaluates the Gamma function for a given x.

• double gammaPDF(double x, double a, double b)

- this function evaluates the Gamma(α, β) probability density function at x,

with parameters α = a+1 and β=b.

• double expPDF (double x, double L)

- this function returns the Exponential(λ) probability density function with λ

= L, evaluated at x.

• double Uniform(double prev)

- this function simulates a Uniform (0,1) random variable.

• double exponential (double lambda, double prev)

- this function simulates an Exponential(λ) random variable, with parameter

λ = lambda.

• double uniform(double a, double b, double prev)

- this function simulates a Uniform (a, b) random variable.
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• double gamma (double alpha, double beta, double prev)

- this function simulates a Gamma(α, β) random variable, with parameters α

= alpha, β = beta.

• double weibull(double alpha, double beta, double prev)

- this function simulates a Weibull(α, β) random variable, with parameters α

= alpha, β= beta.

• vector <int> multinomial(const vector <double>& p, int numTrials, double prev)

- this function simulates a Multinomial random variable, with numTrials num-

ber of trials, and probability of each outcome stored in vector p.

• double truncExp(double L, double a, double prev)

- this function simulates an Exponential(λ) random variable with parameter

λ = L, truncated at a.

• int readData(string fname, vector <int>& data, vector <double>& sj,

vector <float>& censored)

- this function reads data from file fname, and stores observations in vector

data, the grid in vector sj, and the censored observations in censored.

• vector <double> simDelts(const vector <double>& sj, int N,const vector

<vector <double> >& gammapars,const vector <float>& cens,double prev1)

- this function simulates a set of δ, given the grid sj, the variable N (which

controls the number of simulated exponentials, see the appendix in Laud et al.

(1996)), the hyperparameters of the increments in gammapars, the censored ob-

servations in cens, and the uniform random variable necessary for simulation

in prev1.

• int DamienSim(vector <vector <double> >& gammadelts, string fname, int NN,
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int numIter, double start)

- this function uses the function simDelts to read data from file fname, run

the algorithm for numIter iterations, and store the results in gammadelts. NN

is the number of exponentials required for the MCMC algorithm step that

simulates the δ’s. The variable start can be an arbitrary number between 0

and 1; it is used for simulation.

A.3 Weibull Parameter Estimation Software

We develop a collection of functions that fit a Weibull distribution to sets of failure

data.

• int WeibullMLE(const vector <double>& ftimes, vector <double>&

weibparams)

- this function does maximum likelihood estimation of the Weibull parameters,

given the failures stored in ftimes. It stores its results in weibparams.

• int estWeibullMedMean(const vector <double>& prevparams,

vector <double>& newparams)

- this function estimates Weibull parameters by matching the median and the

mean of the data, using the mean-median method described in §4.2.1. Vector

prevparams stores starting points for the Weibull parameters, the mean, and

the median. The results are stored in newparams.

A valid input file will be of a .csv format, and will look like this:

KEROTEST

2226(2.00IN)

1165

1172
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867

662

836

850

846

850

The first two lines are descriptions. Lines 3 and below have failure times. In this

example, there are actually 101 failures, but we only include 8 in the illustration.

Output will be written to a file specified by the user in the main function. Here is

the output for the sample input provided (for all 101 failures):

Weibull Analysis Results

Manufacturer: KEROTEST, Model: 2226(2.00IN)

Number of observations: 101

Weibull Parameters using Mean/Median method:

Weibull Parameters:

Lambda = 1490.95, Beta = 1.44535

Mean/Median method Median time to failure (posterior): 1157

Weibull Parameters using MLE method:

Weibull Parameters:

Lambda = 1415.94, Beta = 1.45744

Mean/Median method Median time to failure (posterior): 1101.11

The second set of parameter estimates is the mean/median method, and the second

one is the MLE method. All methods provide the median failure time of the fitted

model for a sanity check. It is possible to run into overflow/underflow problems

during computation. In that case, the output will look something like this:
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Weibull Parameters using MLE method:

Weibull Parameters:

Lambda = -1.#IND, Beta = -1.#IND

Mean/Median method Median time to failure (posterior): -1.#IND

The user can then select a different method to use, or use a different set of data.
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