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Previous research has shown that causal attributions can be made from patterns of
covariation (Cheng, 1997). While the study of how humans learn contingencies goes
back decades (e.g., Ward & Jenkins, 1965), cue interaction effects, involving covariations
with two or more cues, have taken on particular importance (e.g., Shanks, 1985), due to
their rich potential for theoretical insights.

One such effect is causal discounting

(Goedert & Spellman, 2005): People believe a cue is less contingent if they learned
about it in the presence of a more contingent cue.
Using a new method for investigating covariation detection, the steamed-trial
technique (Allen et al., 2008), Art Markman, Kelly Goedert and I (Laux et al., 2010) have
established that differences in bias underlie causal discounting. We argued that this
implies discounting is an effect of a process employed to make causal judgments after
learning has occurred.

Analyses of how different theories account for discounting,

especially simulations of associative models, establishes that this is not necessarily
correct; several learning models can reproduce our data. However, model and data
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explorations show that the key feature of those data is that they track relative, not
absolute, magnitudes.
My dissertation extends this work establishing the plausibility of a comparative
judgment process as the locus of causal discounting.

I replicate the finding that

responding tracks relative magnitudes. By conducting experiments that parametrically
manipulate the contingency of the alternative cue (and thereby the relative contingency of
the cues), I show that causal discounting is due to responding to contingencies as a linear
function of their relative magnitude.

I further verify that discounting manifests

identically in response to contingencies presented via summary tables. Because summary
tables do not afford the series of experiences necessary to build an association, this
enhances the credibility of the theory that discounting is due to a shared process
employed subsequent to learning—namely, a judgment process. These investigations
reveal that discounting is not a cue interaction effect at all, but rather is a manifestation of
a fundamental aspect of the systems that subserve covariation detection.
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Chapter 1: Introduction
OVERVIEW
It is a truth universally acknowledged, that an animal which possesses the ability
to perceive and act upon its environment, must be able to detect patterns of cooccurrences and utilize that information in guiding its behavior. This core ability has
been one of the oldest subjects of inquiry in cognitive science. Understanding the
possibilities for detecting patterns of covariation is a major subject in fields like
philosophy, computer science, and statistics, but especially in experimental psychology, it
has been recognized as one of the fundamental building blocks of the mind that underpins
abilities such as associative learning, causal reasoning and categorization. Thus, even
beyond its well recognized ecological value, understanding how people detect patterns of
covariation has great theoretical importance for cognitive science.
One of the areas in which this interest is clearest concerns human contingency
learning. Researchers have long wondered what makes people think a cue is more or less
causal, and differing degrees of contingency is an intuitively appealing candidate (e.g.,
Cheng, 1997; Kelley, 1967). However, situations with multiple covarying cues offer
greater potential for theoretical insights: There are more levers to manipulate in trying to
discern the underlying mental mechanisms by which patterns of co-occurrences are
recognized. Moreover, the result of having (for example) two cues is not simply the
same phenomena as single cue situations, but twice over: Rather, qualitatively different
phenomena manifest contingent on the relationships that obtain amongst the cues. That
is, multiple cues interact to create a variety of ‘cue interaction phenomena’. In addition,
multi-cue situations are likely to better reflect the typical circumstances in which
environmentally important correlations must be learned. For these reasons, multi-cue
1

situations have a long history of study within experimental psychology, particularly
centered on Kamin’s (1968) blocking effect.
However, blocking may not be the ideal test bed on which to develop a theoretical
understanding of the fundamental aspects of contingency learning. That is, blocking may
rely in part, on processes that are peripheral to the core of covariation detection.
Potential problems with blocking have been pointed out before (e.g., Hannah et al., 2009;
Price & Yates, 1995). The stimuli presented in a blocking experiment almost always
consists of having the outcome never occur, followed by it always occurring after the
initial cue, followed by it always occurring after both the initial cue and blocked cue are
presented together. The blocked cue is not presented on its own. Moreover, estimating
the degree of covariation between the initial cue and the outcome is trivial; it is unlikely
to tax the system that extracts patterns of covariation from the environment—if it
employs such a system at all. Blocking centers on a trick in which participants are given
sufficient information to assess the relationship between the initial cue and the outcome,
but no independent information concerning the blocked cue. Thus, the picture of the
underlying mechanism derived from studying blocking might not be the most veridical.
Recent research has provided some support for the idea that blocking—at least in
humans—may rely on processes other than those that are a central part of the task of
covariation detection. For example, it has been shown that the blocking effect does not
occur when the cues are described as possible effects signaling a cause rather than causes
potentially producing a common effect, even though the contingencies and presentation
of the cues are otherwise identical (e.g., Waldman, 2000; Waldman & Holyoak, 1992).
In addition, over the past fifteen years, evidence for a crucial role of abstract knowledge
and explicit reasoning processes in blocking has accumulated rapidly (De Houwer et al.,
2005), and the difficulty of these findings for traditional accounts has been noted (e.g.,
2

Pineno & Miller, 2007). For instance, De Houwer (2002) obscured part of the stimuli
during the first phase such that it was not clear that the blocked cue was not also present.
After all the stimuli had been presented, some participants were told that the blocked cue
had been there and some were told that it had not. The blocking effect was contingent
upon this subsequent, verbal information. These studies, among others, strongly imply
that the blocking effect is due primarily to the influence of other information or reasoning
processes interacting with more basic processes of covariation detection.
None of this, however, diminishes the case for using multiple cue situations to
better understand human contingency learning.

Rather, it suggests that some other

phenomenon be used as the most basic. Intuitively, the most fundamental multi-cue
situation would simply be to have two probabilistic cues that are uncorrelated with each
other (and to have only one outcome).

In this situation, the relationships are not

deterministic and there are no tricks. Such a case has been studied (albeit very little, e.g.,
Goedert & Spellman, 2005), and yields an effect known as causal discounting.
Specifically, when a target cue is paired with a stronger alternative cue, it is considered
less causal than when a target cue with the same contingency is paired with a weaker cue.
I assert that this phenomenon has the potential to yield fundamental insights into the
processes subserving covariation detection, and that the field should devote more
attention to it. (Indeed, this dissertation can serve as an existence proof of this claim.)
I recently published important new research on this phenomenon (Laux, Goedert,
& Markman, 2010). Approaching the topic from the perspective of a two-systems theory,
we argued that our findings indicated that the effect is due to judgment processes.
Subsequent theoretical and modeling analyses (reported here for the first time) suggest
that our findings were insufficient to establish that conclusion, but nonetheless hinted at
exciting new insights. Specifically, that causal discounting is due to the mind using
3

relative magnitudes, instead of absolute magnitudes, in the tracking of covariation,
perhaps analogous to the Weberian nature of simple perceptual phenomena.
This dissertation unpacks the analysis of our findings from the perspective of
several representative major theoretical approaches, and conducts three experiments to
test the insights gathered from them. Based on the results of the theoretical analyses and
the new experiments, I argue that discounting is an expression of a elemental component
of the systems that perform covariation detection.
PLAN OF THE DISSERTATION
The remaining chapters will be structured as follows: In Chapter 2, I provide a
brief explanation of what is known and theorized about human contingency learning. I
begin by giving a short overview of the historical development of its academic study; in
particular, I emphasize the pivotal role that the blocking effect has played. In the bulk of
Chapter 2, I describe some of the major approaches that have been applied to covariation
detection. I try to include at least one prominent theory within each major grouping. As
there have been a huge number of theories (reflecting the tremendous, and ongoing,
interest in the topic) this unfortunately takes considerable space. I try to be as succinct as
possible while still providing a basic understanding of how each approach addresses the
main issues, as well as describing some of the key studies related to each theory.
Chapter 3 gives an in-depth overview of the phenomenon of causal discounting,
the focus of this project. Most of the research on covariation detection has focused on
either single cue-outcome relations, or on blocking; much less is known about causal
discounting. I will describe what is known about this phenomenon based on the handful
of studies that have been done. I will explicate how it is related to other cue interaction
phenomena, and I will sketch a normative analysis that has been applied to it.
Importantly, I will argue that there are actually two different kinds of discounting to
4

clarify the phenomenon that is the focus of this investigation (i.e., causal discounting
proper).
In Chapter 4, I will provide an abridged summary of the prior research I
conducted with Kelly Goedert and Art Markman (Laux et al., 2010) on causal
discounting.

These two studies will provide the material for developing a fuller

understanding of what underlies this important phenomenon.
Chapter 5 contains the origin of the central insights of this project. I apply the
theories and models introduced in Chapter 2 to the data gathered from the studies
reported in Chapter 4. I take a different approach to modeling than is typical in cognitive
science: rather than focusing on one model and testing a prediction it makes, I focus on
one phenomenon and apply many different models to it. It will be shown that not all
approaches are equally helpful in understanding these data; model fits using the
prototypical models of the various associative approaches provide the greatest clarity. I
argue that finding the commonalities among the models that can account for causal
discounting (and which are distinct from those that cannot) provides an important clue to
understanding why discounting occurs, and thus, to the nature of covariation detection.
In Chapter 6, I describe three new studies based on these insights. These studies
replicate the key findings discussed in Chapter 5 across a broader range of contingency
structures. Of particular importance, I demonstrate that the key feature of data from
discounting is invariant to the mode of presentation of contingency information. I argue
that this fact should be taken as evidence that the locus of discounting lies within a shared
process (i.e., judgment).
Finally, Chapter 7 brings the dissertation to a close, summarizing the most
important insights for human contingency learning.

5

Chapter 2: Human Contingency Learning
HISTORY
Much of the research on human contingency learning over the last four decades
has drawn its original inspiration from the work of Herbert Jenkins and William Ward
(Jenkins & Ward, 1965; Ward & Jenkins, 1965). They conducted studies on how people
perceived contingency both between their own actions and outcomes (Jenkins & Ward,
1965), and between external cues and outcomes (Ward & Jenkins, 1965). Also of note
from this early period is Kelley’s (1967, 1973) influential ANOVA theory. Kelley (1973,
p. 109) held that “the man in the street, the naive psychologist, uses a naïve version of the
method used in science. Undoubtedly, his naive version is a poor replica of the scientific
one—incomplete, subject to bias, ready to proceed on incomplete evidence, and so on.
Nevertheless, it has certain general properties in common with the analysis of variance.”
Most of the early research focused on finding the ‘rules’ (i.e., the mathematical
equation) that underlied people’s responses. A typical approach would be to record
participants’ responses to various contingency structures and correlate them with
different objective statistics. For example, Ward & Jenkins examined rules like number
of confirming cases, number of successes, percent successes, etc. They argued that
“subjects do not employ a single rule with complete consistency, but rather are influenced
systematically by information which their rule does not take into account” (1965, p. 238).

C
~C

O
a
c

Figure 2.1: A 2x2 contingency matrix.
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~O
b
d

Some coherence was added to this paradigm as various rules were formalized. In
particular, Allan (1980) laid the groundwork for understanding and objectively
classifying the degree of contingency that exists between two variables.

She

demonstrated that contingency is indexed by the change in the probability of the outcome
depending on the existence of a cue. Because a cue can either be present or not, with an
outcome that is either present or not, there are four different possible cue-outcome
combinations. The frequencies of the four possibilities defines a contingency structure,
often represented by a 2x2 matrix (see Figure 2.1). The number of events in which both
the cue and the outcome are present is a. The number of events in which the cue is
present, but the outcome is not, is b. When the cue is not present, the number of present
outcomes is indexed by c, and absent outcomes by d.

This allows the change in

probability (ΔP) to be defined:

(2.1)

Allan specified that this rule yields the normative classification of contingency, not how
participants actually evaluate contingency, warning that “judgments about contingent
problems that appear accurate do not necessarily indicate that the judgment is based on
the appropriate information” (1980, p. 149).
Other rules were also formulated. Based on Smedslund (1963), Δr, the ratio of
the diagonals was introduced. Rules based primarily on simple counts were especially
popular. Ideas from Inhelder and Piaget (1958) inspired the Δd rule. Progressively
simpler possibilities included Δf, and the a counting rule. Numerous other rules were
investigated as well.
7

(2.2)
(2.3)
(2.4)

Although responding correlates well with ΔP, a common finding from that
paradigm was that unscaled rules, in particular Δd (and sometimes even simple counts),
often correlated better (e.g., Allan & Jenkins, 1980, 1983). Especially noticeable was the
fact that participants appeared to be paying more attention, or giving more weight, to the
a cell frequency than to the other cell frequencies (e.g., Jenkins & Ward, 1965; Allan &
Jenkins, 1980). Schustack and Sternberg (1981) elaborated and confirmed this finding
using regression modeling predicting participant responding from cell frequencies. They
found that the most weight was given to cell a, and the least to cell d, with b possibly
greater than c in the middle.
Other deviations from objective contingencies were also found in responding.
Two other effects are worth noting: the outcome density effect, and the cause density
effect. Specifically, responding increases as the probability of the outcome, i.e. P(O),
and/or the probability of the cause, i.e. P(C), increases, even if ΔP is held constant (Allan
& Jenkins, 1983).
The dominance of the statistical approach was not to last, however. In 1984,
Anthony Dickinson, David Shanks, and John Evenden introduced ideas about associative
learning into the human literature.

They replicated the outcome density effect and

demonstrated blocking, a classic associative phenomenon from the animal learning
literature (Figure 2.2; Kamin, 1968). This generated enormous interest in the insights
associative accounts might offer for the understanding of human covariation detection.
8

Phenomenon

Experimental Condition

Control Condition

Result

A+; AB+

AB’+

B < B’

Conditioned Inhibition

A+; E+; AI-

E+; AI’-

EI < EI’

Superlearning

A+; AI-; SI+

AI-; S’I+

S > S’

AX+; BX-

AX’+/-; BX’+/-

X < X’

Blocking

Relative Validity

Figure 2.2: Classic associative phenomena.
Other aspects of the associative account were also confirmed in humans. For
example, contiguity has traditionally been understood as a requirement for the
development of associations (Hume, 1738). Shanks and Dickinson (1991) demonstrated
that causal judgments deteriorated with increasing delay between participant action and
the subsequently induced outcome, even though ΔP was held constant at 0.9. Chapman
and Robbins (1990) replicated blocking and demonstrated conditioned inhibition (Figure
2.2; Rescorla, 1969). Aitken, Larkin, and Dickinson (2000) added superlearning (Figure
2.2; Rescorla, 1971) to the list of animal learning phenomena that obtained in humans.
Research attempting to establish associative learning phenomena in human
contingency learning also generated new insights that fed back into theorizing about
associative mechanisms. Shanks (1985) replicated the blocking effect of Dickinson et al.
(1984), but also discovered backward blocking, initiating the now prevalent research into
blocking related phenomena (Figure 2.3). This novel finding was inconsistent with
associative models that were popular at the time (notably the Rescorla-Wagner model).
Van Hamme and Wasserman (1994) extended this finding by showing that ratings of
cues made after each trial changed even for cues that were not presented on that trial.

9

They posited a Modified Rescorla-Wagner model that could account for these
phenomena.
Phenomenon

Experimental Condition

Control Condition

Result

Forward Blocking

A+; AB+

AB’+

B < B’

Backward Blocking

AB+; A+

AB’+

B < B’

Recovery from Overshadowing

AB+; A-

AB’+

B > B’

Prevention of Overshadowing

A-; AB+

AB’+

B > B’

Figure 2.3: Blocking related phenomena.
Interest in statistical approaches was rekindled in the early 1990’s by elaborated
theoretical accounts and new empirical findings. The blocking effect had been the
impetus behind the theoretical shift towards associationist accounts; its force was
undermined two ways.

First, Cheng and Novick (1990, 1992) formulated the

Probabilistic Contrast Model, which stipulates that contrasts (i.e., the P(O|C) vs. P(O|~C)
in ΔP) are not carried out irrespective of other events, but are evaluated relative to a
specified ‘focal set’. The focal set is all events in which the set of background cues are
held constant.

Thus, for the blocked cue, the contrast is between P(O|A&B) and

P(O|A&~B). Note that such a contrast leads to the inference that B is not causal, and this
conclusion is invariant with respect to when the A+ events occurred.
The Probabilistic Contrast Model led to the development of Cheng’s (1997)
Power PC theory, an influential new account and the most sophisticated normative
analysis to date. Specifically, Cheng showed that ΔP is typically not the appropriate
measure of a cue’s independent causal strength, but rather only indexes its effect in the
observed context. The Power PC theory has been shown to correlate with people’s causal
judgments (Buehner et al., 2003). The theory has been extended to account for statistical
10

interactions (Novick & Cheng, 2004), and has been instantiated within a Bayesian model
(Lu et al., 2008). Although, the Power PC theory has critics (e.g., Allan, 2003; Lober &
Shanks, 2000), the focus of these criticisms is primarily on whether people actually use
causal power in their judgments, not on the normative force of the theory. The Power PC
theory remains very influential.
The second finding that called into question the support from the blocking effect
for associative theories of human contingency learning was discovered by Waldman and
Holyoak (1992). They reasoned that people combine the covariational information they
have gleaned from experience with other top-down conceptual knowledge. Thus, they
predicted that when the same events were observed, but described differently, a different
pattern of inductions would result. Specifically, they demonstrated that forward blocking
occurs when people perceive the cues as causes of a common outcome, but not as effects
of a common cause (Figure 2.4); that is, the model of the causal situation that a person
holds in mind matters.

Common Cause Model

Common Effect Model

Cause 1

Effect 1
Effect

Cause

Cause 2

Effect 2

Figure 2.4: Causal models.

Causal model theory spawned a lively debate in the literature (e.g., Shanks &
Lopez, 1996; Matute et al., 1996; Waldman, 2000, 2001), and became part of the
inspiration for propositional accounts of cue interaction phenomena. The propositional,
11

or inferential, approach (Mitchell et al., 2009, De Houwer, 2009) posits that people form
propositions to represent relationships between cues in the world, and operate over those
propositions with explicit processes similar to, and including, deductive reasoning.
Much of the research from the inferential paradigm has focused on blocking
related phenomena, and has further served to weaken the link between it and associative
accounts. For example, the blocking effect is dependent on an initial learning phase in
which an alternative cue, A, is paired with the outcome by itself. However, when the
experiment is structured such that participants are not sure whether B was also present,
blocking is attenuated, even though the set of experienced events is the same (De
Houwer, 2002). Additionally, the magnitude of blocking is diminished by a simultaneous
working memory intensive task (De Houwer & Beckers, 2003).
Perhaps the clearest evidence that inferential processes can play a role in
contingency learning was provided by Shanks and Darby (1998).

For example, in

Experiment 2, they had participants learn A-, B-, AB+, C+, D+, CD-, E+, F+, EF-, G-, H-,
GH+, plus I+, J+, KL-, M-, N-, and OP+ relations in a learning phase. (Note that IJ, K, L,
MN, O, and P were not presented during learning.) Participants were shown each cue /
cue combination and asked to predict whether the outcome would occur. Participants
were categorized by how well they performed in their last learning block into low,
medium and high learners. All participants were tested on IJ, K, L, MN, O, and P.
Participants who had learned best tended to respond in accordance with the rule that
compounds flip the occurrence of the outcome, a pattern inconsistent with associative
accounts.
Shanks and Darby’s results can also be seen as supporting a two-process account
in which there is a simple associative learning process whose output is assessed by a
subsequent judgment process (possibly in conjunction with other information). This is
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because low learners responded by featureal similarity (e.g., since I+, and J+, therefore
IJ+, and KL-, therefore K-, and L-), and the medium group fell in between. Researchers
have recently begun to posit that humans may sometimes bring more than one cognitive
process to bear on contingency learning and causal induction.

The move towards

multiple-process accounts in human contingency learning mirrors developments
elsewhere in cognitive psychology. Multiple-process theories have been proposed in
reasoning (e.g., Evans, 2008; Sloman, 1996), memory (e.g., Poldrack & Packard, 2003),
and categorization (e.g., Ashby et al., 1998; Maddox & Ashby, 2004), among others.
Different researchers who have suggested this idea appear to differ on the exact
nature of the underlying processes and the relations among them. Moreover, a grand
theoretical statement of this position does not appear to exist yet in the literature.
Nonetheless two-process accounts have become prevalent as dissociations have been
noted in research findings. The most commonly noted dissociation is between trial-bytrial predictions, which appear to have an associative basis, and global causality
judgments, which appear to incorporate other knowledge, inferential processes and biases
(e.g., Matute et al., 2002; Perales et al., 2005; Tangen & Allan, 2004; Vadillo & Matute,
2007).
It is fair to say that today there is no dominant theory or approach in the study of
human contingency learning. Propositional and dual-process approaches are becoming
more influential, inhibiting purely associative approaches. Statistical approaches, notably
causal power and Bayesian causal network models, are resurgent, and non-normative
statistical models continue to have devotees (e.g., Perales & Shanks, 2007; White,
2003a).

13

THEORETICAL APPROACHES
In this section, I will elaborate on a number of theories of covariation detection. I
do not attempt an exhaustive survey; there are simply too many theories that have been
proposed. Instead, I try to satisfy two goals: present a prototypical account from each of
the major approaches, while focusing primarily on models that I will apply to research I
have conducted on causal discounting. For each model, I will explain how it attempts to
account for human contingency learning.
Statistical
Here I briefly introduce three models that I will discuss again later in the
dissertation: Perales and Shanks’ (2007) Evidence Integration rule (EI), Cheng’s (1997)
Power PC theory, and its extension, Lu et al.’s (2008) SS Power theory. I will not further
discuss the many other statistical rules that have been proposed, as they are either no
longer held as serious candidates, or are sufficiently similar to EI. I will also not
individually discuss causal model based approaches, such as Griffith and Tenenbaum’s
(2005) support model, as those insights have been incorporated into SS Power.
Evidence Integration
Of the many non-normative, or heuristic, rules that have been proposed, Δd has
perhaps gotten the most attention. Two criticisms can be leveled against Δd in its simple
form, however.

First, it is well established that people differentially weight the

information born by the four cells in a contingency matrix (e.g., Kao & Wasserman,
1993; Levin et al., 1993; Mandel & Lehman, 1998; Schustack & Sternberg, 1981; White,
2000, 2003a), specifically wa > |wb| > |wc| > wd, whereas Δd implies equal weighting.
Thus, weighted versions, such as the weighted Δd model have been proposed (Catena et
al., 1998). The other problem with Δd is that it is unscaled, implying that strength
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judgments will increase infinitely as experience accrues, a plainly absurd notion. White
(2003b) put forward the proportion of confirming instances rule (pCI), a scaled, but not
weighted, version of Δd.
Based on these considerations, Perales and Shanks (2007) proposed the evidence
integration rule (EI):

(2.5)

With the weights subject to the ordering constraint noted above. This is a simplification
of an idea put forth by Busemeyer (1991). White (2004) added weights to his pCI rule to
update his evidential evaluation theory, yielding a model substantially the same as EI. He
extended (White, 2005) this weighted pCI version to apply to multi-cue situations,
however he has stated (P.A. White, personal communication, October 6, 2009) that he no
longer believes in that model and is in the process of making another.
Power PC
Cheng’s (1997) Power PC theory draws its origin from a normative analysis of
causal induction from probabilistic information. Like a mathematical deduction, the
normative analysis follows from several assumptions. First, no effect can happen without
being caused. This has the implication that the d cell in a contingency matrix measures
the collective strength of all the causes that exist in the background of the context in
which a contingency is presented. A related assumption about the causes that may exist
in the background is that, taken collectively, they can work to generate an effect, but
cannot collectively have a preventative force. The third, and most important assumption
is that a cause has a power, a degree of causal strength that, in the absence of any other
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causally related force, can generate the effect with a certain probability. That is, the
Power PC theory wades deeply into the metaphysics of causality, and strongly asserts that
causality is probabilistic in nature. (Of course, causes can also be preventative, in which
case their power refers to the amount of generative power of another cause they can
counteract, but I focus here primarily on generative causes.) Another assumption is that
the incidence of all causes is independent of their powers. The fifth, and last, assumption
of the original theory was that all causes exert their powers independently, that is, causes
do not work together to exert their powers only conjointly. (Novick and Cheng (2004)
have extended the theory to address this type of situation.)
When these assumptions are met, causal powers can be specified, at least in the
abstract, in relation to covariance structures.

Because the theory—as it has been

developed—refers to binary events, once an effect has been generated, it exists and
cannot exist ‘more’.

Thus, the probability of an effect is simply the union of the

probabilities of the effect given all the possible causes. If the incidence of all the causes
are independent of each other, the equation is quite simple and falls out of basic
probability theory. For example, if cause i occurs with probability P(i) and exerts power
qi when it occurs (and so on for all causes of a particular effect), and we collapse all
causes except one focal cause into the background context, then:

P ( E ) = P ( f )q f + P (b)qb − P ( f )q f P (b)qb

(2.6)

Note that the€terms of ΔP are easy to specify within this framework:
P ( E | f ) = q f + P (b | f )qb − q f P (b | f )qb

€
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(2.7)

P ( E |~ f ) = P (b |~ f )qb

(2.8)

This has a very convenient
implication: These terms can be rearranged algebraically
€
allowing the exact power of a cause to be easily specified:

qf =

ΔPf
1− P ( E |~ F )

(2.9)

Similar derivations are possible
for preventative causes, but I do not focus on them here
€
(c.f., Cheng, 1997).
These equations make salient a fact that people may not immediately recognize
about such causal situations: The ability of a cause to produce an effect is scaled relative
to the context in which it occurs. For example, when a cause with the power to produce
an effect 25% of the time exists in the presence of a set of background causes that
together produce the outcome 20% of the time, the effect will actually occur 40% of the
time, not 45%, as might otherwise be assumed. Put another way, when ΔPf=.2, and
P(E|~F)=.2, qf=.25, and if P(E|~F)=.4, then qf=.33, etc. This counterintuitive result is
because the theory deals with binary effects; the effect simply happens or it does not. If
you have a headache, you might take an aspirin (a focal cause that sometimes gets rid of
your headaches) and you might lay on the couch and relax (a background cause that also
sometimes gets rid of your headaches). Either one of these alone might be sufficient to
get rid of your headache, but if both of them are on this particular occasion, you simply
do not have a headache just as if only one of them had worked. From a more technical
standpoint, this is called a noisy-or function (c.f., Glymour, 1998).
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Thus, causal power gives the normatively appropriate answer to the question of
how probable the outcome would be in a situation in which no other causes existed
(Buehner et al., 2003). However, ΔP is the normative response to the question of how
much more likely the cause makes effect in the context in which it was perceived, or in
similar contexts (Perales & Shanks, 2007).
That qc grows as P(E) does (and therefore P(E|~F) does, Figure 2.5), provides a
simple and elegant explanation of the outcome density effect. Moreover, the Power PC
theory correlates well with data under such conditions (Buehner et al., 2003). Another
implication of the theory is that nothing can be determined about causal power if
P(E|~F)=1, a prediction that has been experimentally confirmed (Wu & Cheng, 1999).
On the other hand, Power PC does not account for why the outcome density effect holds
when ΔP=0 (Buehner & Cheng, 2005). It is also inconsistent with the cause density
effect, a less commonly studied—but nonetheless reliable—phenomenon, because
although ratings increase with P(C), power decreases (Figure 2.5). Finally, Power PC is
a computational model in the sense of Marr’s levels (Marr, 1983). As such it does not
speak to the actual process(es) subserving causal induction in people, nor does it attempt
to explain basic, related phenomena like learning curves.
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q
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P(E|C) = .60
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ΔP
q
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Figure 2.5: Contingency structures that vary in P(O) and P(C), while holding N
and ΔP constant. Note that, from A to B, P(O) increases and q
increases with it, whereas from A to C, P(C) increases but q decreases.

SS Power
The SS Power model (Lu et al., 2008) is a synthesis of the Power PC theory with
directed graph representations and a Bayesian inference process. There are thus three
components: a generating function using causal powers to link causes to effects, causal
graphs representing possible models of the causal situation, and a Bayesian inference
engine. The causal power conception of the generating function is identical to that used
in the Power PC theory discussed above.
Using directed graphs to represent causal situations allows the model to address
both causal strength judgments (which are estimates of graph parameters), and causal
structure judgments (which constitutes selecting the best from among the possible causal
graphs). In a simple situation with one focal candidate cause, and a background cause
(known to exist because P(E|~F)≠0), determining whether the candidate is actually causal
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amounts to choosing which graph (i.e., A or B) from Figure 2.6 best represents the causal
situation. On the other hand, if the focal candidate is known to be causal, determining its
power amounts to estimating the wf parameter in Figure 2.6A.

A. Focal candidate is causal
Model

F

wf

B. Focal candidate is not causal
Model

F
E

B

wb

E
B

wb

Figure 2.6: Possible directed graphs for representing a simple causal situation.

Bayesian inference is the application of Bayesian probability theory to statistical
inference. At its core is Bayes’ rule:

(2.10)

Bayes’ rule allows a probability to be updated in the light of new information, or data.
The probability of a hypothesis before learning about the new data, called the prior, is
P(H). The probability of the hypothesis after learning about the new data, called the
posterior, is P(H|D). The probability of the data given the hypothesis is P(D|H), and is
divided by the probability of finding those data under any possible state of the world,
P(D). The quotient indexes how informative the data are with respect to that hypothesis.
Of particular importance in Bayes’ rule, especially with respect to the SS Power
model, is the concept of the prior. The central idea of the model is that people tend to
have generic expectations about causal situations that are brought to bear on causal
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induction in a manner consistent with Bayes’ rule.

That is, people have a prior

probability distribution that is updated by experiences in the world when causality is
inferred. Specifically, the model posits that people believe causes are sparse and strong.
In other words, people believe that there are typically very few causal forces that come to
bear on a situation, but that, if a candidate is actually a cause, it will have a high power.
Lu et al. (2008) marshal a wide range of evidence from the psychological literature in
support of this idea.
The priors employed by the SS Power model differ slightly depending on whether
the inference concerns the power of a candidate cause or whether or not the candidate is
actually causal. The bias towards strong and sparse causes exists in the prior regarding
the magnitude of the power of the candidate causes.

For example, the prior for

generative causes in the simple situation described above (i.e., Figure 2.6) is:

P ( w b ,w f | Figure2.6A) ∝ e

−αw b −α (1−w f )

+e

−α (1−w b )−αw f

(2.11)

The sum of€the two exponential distributions yields a surface that is fairly flat and close
to zero except at the points (1, 0) and (0, 1), where the surface goes up sharply. This
implies a belief that causal situations will either have a background cause that is perfectly
causal and a focal candidate that is not actually causal, or vice versa. The degree to
which people believe this is controlled by the α parameter, with higher values implying
greater preference. Zero yields a uniform prior distribution, indicating no preference of
any kind. Lu et al. report α=5 gives the best fit to real data.
The bias towards sparse causes gets an additional boost when the existence of
causal links in the graph representation is at issue. The idea is that, no mater what the
estimate of wb (the power of the background cause) is, people will conclude the focal
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candidate is not causal unless its power is close to 1 (and/or they have good evidence to
believe otherwise). The prior for such inferences is:
− β 1−w
P ( w b ,w f ) ∝ e ( f )

(2.12)

The force of this prior to influence
judgments is indexed by β, with Lu et al. stating that
€

β=20 yields the best results.
Merging these priors creates the full SS+ prior:

P ( w b ,w f ) =

(

− β 1−w
−αw −α 1−w
−α 1−w −αw
e ( f ) e b ( f ) + e ( b) f

Z (α , β )

)

(2.13)

(Note that€ this is no longer simply a proportional prior; by adding Z(α,β) as a
normalization term, the integral of the prior equals 1.)
Lu et al. (2008) describe a number of results that reflect favorably upon the SS
Power model. They testify that it fits data, including the range of studies employed by
Perales and Shanks (2007) for their meta-analysis, better than other leading models. It is
consistent with the fact that power is more determinant of judgments than sample size.
Notably, it correlates with subtle and complex asymmetries between generative and
preventative judgments in which the contingencies are otherwise identical. Although the
parameter fits control the magnitude of these asymmetries, they are a necessary
consequence of the model that are not predicted by other existing models. Furthermore,
the SS Power model addresses some gaps in the explanatory power of the Power PC
theory. For example, Lu et al. report initial work on an extension to handle sequential
changes in judgments that accounts for learning curves.
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Associative
Associative theories primarily come from the animal learning literature, although
work with humans has informed this tradition, and some researchers work with both
humans and non-human animals to refine their theories. There have been very many
associative theories, but they can loosely be grouped into three classes: pure learning
theories, attentional theories and performance theories.

I will elaborate on a few

representative models here, in preparation for modeling work in subsequent chapters. It
is intended that these few models are sufficiently diverse to appreciate the range of
theories that exist to explain covariation learning.
Pure Learning
Pure learning models assume that differences in learning associations between
cues is the primary, or only, proximate cause of differences in behavior. I will briefly
introduce the Bush-Mosteller model, which is no longer held to be a serious account but
is the grandfather of most existing associative models, the Rescorla-Wagner model,
which is the predominant learning model, and an updated version, the modified RescorlaWagner model.
Bush-Mosteller
Bush and Mosteller (1951) first attempted to provide a mathematical model of the
structure of simple learning. They argued that a simple linear operator could govern the
probability of responding with a given response within a given interval. Although, I will
not walk through their derivation or unpack all its implications, I will describe its basic
structure. Their operator can be written as1:

1

I am omitting most of their development, as it is not relevant for my purposes. Furthermore, although this
is mathematically equivalent, their operator is not presented in the form of Equation 2.14 anywhere in Bush
and Mosteller (1951).
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Δpn = β ( λ − pn )

(2.14)

In this version, only the change
€ in the probability of the response (i.e., p) on a given trial
(i.e., n) is described. The variable β is free to take on whatever value is appropriate to the
event that occurred on that trial (in other words, β can be a larger or smaller value
depending on what happened in the trial). Finally, λ is 1 for reinforcers and 0 for nonreinforcement or various punishments. This form is manifestly similar to the models that
follow, and makes plain the influence of this idea on the history of associative modeling.
Thus formulated, the Bush-Mosteller model (BM) can (only) account for simple
phenomena. In particular, it can account for learning and extinction curves. On the other
hand, it was unequivocally disproven as it can account for neither Rescorla’s (1968)
discovery that learning is ultimately driven by contingency rather than contiguity, nor
phenomena from multiple cue situations, most importantly Kamin’s (1968) discovery of
blocking.
Rescorla-Wagner
Robert Rescorla and Allan Wagner updated the Bush-Mosteller model to address
its problems (Rescorla & Wagner, 1972; Wagner & Rescorla, 1972). Although the
Rescorla-Wagner model (RW) makes only small adaptations to the mathematical
structure of the Bush-Mosteller model, it is first and foremost an implementation of a
psychological theory, whereas BM was intended as a purely mathematical description of
certain manifest phenomena. Moreover, as a theory of learning in the animal learning
tradition, the central construct is that of an association. Associations between cues are
learned from experiences in the world. Behavior, in turn, is driven by the strength of the
relevant associations. The pertinent issue is how associations change in strength as a
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result of experience. The major insight embodied by the model is that changes in
association strength are driven not only by the present strength of that association and the
content of perceived events, but also by the associative strengths born by all other cues
present during the event. Metaphorically, cues are competing with one another in the
learning process. (One legacy of the influence of the Rescorla-Wagner model is that the
cue interaction phenomena that arise from various multiple cue situations are often called
cue competition effects.)
The model expands on an earlier insight by Kamin (1969). Specifically, the
associations between all present cues and an outcome are integrated to generate an
expectation. The difference between that expectation and what actually happens (i.e., the
outcome occurs or does not) generates a surprise. By virtue of that surprise, associations
are updated, with greater surprise yielding larger changes. Notably, however, there is
only one value of ‘surprisingness’, which is ultimately a function of all the present cues.
(This yields the metaphor of the cues competing with each other.) In addition to the fact
that the model represents a meaningful theory, it is this recognition of the nonindependence of cues that advances the Rescorla-Wagner model over Bush-Mosteller.
The Rescorla-Wagner model is instantiated in the formula for updating
association strengths:

(2.15)

In this equation, X stands for a particular CS (the cue), and VX is the strength of the
association between X and the US (the outcome). The sum of the association strengths
between all present cues and the outcome is VTotal, and constitutes the expectation. When
the outcome occurs λ=1, and when it does not λ=0. The difference between λ and the
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expectation is the degree to which the organism is surprised. Included in the equation are
two free parameters that measure saliencies, αX represents the salience of X, and βUS
stands for the salience of the outcome. Together, they establish the maximum learning
rate that pair can afford. The saliencies are subject to certain constraints: they must lie
between 0 and 1, there can be a different α for each different cue (as appropriate), and β
takes on two different values βyes and βno (depending on whether the outcome occurred),
with βyes>βno.
With the model specified in this way, it can account for an impressive array of
phenomena. It can reproduce learning and extinction curves. It can also explain how an
animal will come to ignore a novel cue that is actually uncorrelated with an outcome,
even if it was initially presented in conjunction with the outcome.

Importantly, it

accounts for the blocking effect. It also accounted for a couple of other cue competition
effects that were known at the time, including overshadowing (Pavlov, 1929),
conditioned inhibition (Rescorla, 1969) and the relative validity effect (Wagner et al.,
1968). In fact, it was immediately recognized that the Rescorla-Wagner model predicted
a priori a wide range of cue competition phenomena. A notable early success was the
prediction of superlearning (Rescorla, 1971; but see Navarro et al., 1989).
The Rescorla-Wagner model has been very successful. This is due to both its
many successful a priori predictions, and to its tremendous clarity and elegance.
Nonetheless, another consequence of the ease with which it can generate predictions and
the excitement it generated, is the number of falsifications that it has accrued. The
Rescorla-Wagner model has mis-predicted or failed to predict many phenomena (Miller
et al., 1995). Many failures centered around two ideas: that extinction constitutes an
association strength going to zero, which is inconsistent with, for example, spontaneous
recovery from extinction (Robbins, 1990); and that inhibition is simply the mirror image
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of excitation (albeit negatively valued), which is inconsistent with, for example, the
failure of conditioned inhibitors to extinguish with typical procedures (Zimmer-Hart &
Rescorla, 1974). Another group of difficulties concerns the inability of the model to
account for the influence of a cue’s associative history, a topic I will take up in the
following sub-subsection on attentional models. There are many other phenomena with
which the Rescorla-Wagner model is inconsistent, for example, phenomena which
computational associative models in general are not well equipped to handle, such as the
finding that all CSs and USs are not equally associable with each other (Domjan &
Wilson, 1972).
Despite these known inconsistencies, the Rescorla-Wagner model continued to be
tremendously influential in the literature on human covariation learning (Siegel & Allan,
1996). It is often held out as representative of associative approaches to the topic (e.g.,
Allan & Tangen, 2005), and is often the only associative approach discussed.
Modified Rescorla-Wagner
The modified Rescorla-Wagner (MRW) model was precipitated by the discovery
of backward blocking (Shanks, 1985).

Although the Rescorla-Wagner model can

account for the blocking effect (now called forward blocking), it cannot account for
backward blocking. This is because when the alternative cue A is reinforced in the
second phase of learning, the blocked cue B is not present and according to the model its
associative strength cannot be updated.
Van Hamme and Wasserman (1994) presented college students with stimuli in
accordance with the relative validity effect. (In the relative validity effect, either AX or
BX are presented on each trial, with varying levels of reinforcement such that P(O|AX)P(O|BX) can vary across conditions, but P(O|X) is always the same). Importantly, they
asked participants for ratings of all cues on every trial, even cues that were not presented.
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They found that ratings for non-present cues changed as other information was updated.
Wasserman and Berglan (1998) replicated the central idea when they found that ratings
for non-present cues similarly changed in a backward blocking design.
Based on their findings, Van Hamme and Wasserman (1994) proposed a
modification of the Rescorla-Wagner model.

They argued that once an association

between the cues existed (i.e., once they had been presented together) the person would
expect that the cue should be present when the outcome was present. This is similar to
Markman’s (1989) insight that an expected, but not present, cue could be explicitly
represented as missing. Thus, that cue’s association strength could be updated in that
situation as well. However, the salience of that cue must meet special constraints: The
salience must be negative (i.e., 0>αno>-1), as the association strength decreases in such a
situation; and because the presence of something is more salient than its absence, the
absolute value of the present cue’s salience should be larger (i.e., |αyes|>|αno|).
Attentional
Attentional models accept the premise that associations between cues are learned,
and that differences in learning can be the proximate cause of differences in behavior.
However, they posit that different levels of attentional salience can also be learned, and
that shifts in attention amongst cues can be the primary cause of differences in learning
(and thus, behavior). In this section, I will discuss Mackintosh’s theory, the PearceKaye-Hall model, Le Pelley’s hybrid model, and Le Pelley’s extended Mackintosh
model.
Mackintosh
Mackintosh (1975) suggested that organisms shift their attention towards cues that
are more predictive of outcomes relative to other present cues. By virtue of this process,
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these cues become more salient (i.e., their salience parameters go up) making it easier for
the organism to learn about the relations that exist between them and various outcomes.
Mackintosh recognized that increments in associative strength must change as a
function of their difference from what happens in the world:

(2.16)

(In this equation, θ is a simple learning rate parameter.) Notice that this equation
assumes that updating each association strength is done independently (as in BM—not
RW). Instead, the explanation for cue competition phenomena comes from how the
associability parameter (i.e., αA) for each cue changes over the course of the organism’s
conditioning history. After each trial, the associability of each cue is updated, just as the
associations themselves are:

is positive if

(2.17)

is negative if

(2.18)

(In this equation, VX is the associative strength of all the cues present on that trial except
A.) Mackintosh supposes that the magnitude of the changes would be proportional to the
difference between the terms in each equation.

He further supposes that these

associability values may influence the performance of behaviors in addition to learning
associations, although he does not specify how this would work.

He posits that

associability would take initial values proportional to their intensity and could only
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fluctuate within the range from 0 to 1, although he recognizes that their real behavior
would have to be much more complicated.
As the above statements make clear, the Mackintosh ‘model’ is not really a fully
specified model at all. Instead, it is a body of interrelated ideas. This is not to say that
these ideas are not worthwhile. They continue to be discussed within the animal behavior
literature (e.g., Holmes & Harris, 2009), and have influenced psychological theorizing
outside of that literature. In particular, many prominent categorization models have
adopted the idea that attention shifts towards predictive feature dimensions (e.g.,
Kruschke, 1992; Love et al., 2004).
Mackintosh’s ideas also help to make sense of empirical findings. They can
account for standard cue competition phenomena like the blocking effect. However, the
primary findings supporting this notion of attentional learning revolve around an
organism coming to recognize that one stimulus is important for something and that
another stimulus is irrelevant.
Researchers had noticed that, in switching to a new task, animals learned the cueoutcome relation faster with the previously attended cues than the previously ignored
ones. Shepp and Eimas (1964) trained rats to discriminate between stimuli based on
color but to ignore form, or vice versa. For example, a rat might need to discriminate
between a rectangle and a triangle, but ignore the vertical or horizontal stripes with which
it was covered.

Transfer problems required the rats to use the ignored dimension

(perhaps stripes of different widths) or the same dimension (e.g., a cross versus a circle),
although all cues used somewhat novel features on these dimensions. Rats who worked
with the same dimensions learned the transfer problems faster. Shepp and Schrier (1969)
extended this finding with monkeys. With relatively little initial training, there was no
difference between the same and ignored dimensions on transfer problems, but after
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training to criterion (by which point they had presumably come to attend closely to the
relevant dimension), transfer problems with the same dimensions were learned much
faster.
Pearce-Kaye-Hall model
Pearce and Hall (1980) agreed that the primary explanatory principle manifesting
in associative phenomena was changes in the associability of cues (i.e., CSs). However,
based on their own research, they disagreed with Mackintosh’s conception of how
associabilities change. Hall and Pearce (1979) trained rats with A+ or B+ in phase I. In
phase II, both groups were exposed to A++, but the former group learned the association
less well. Because A predicted the outcome well in phase I for the first group, according
to Mackintosh’s notion, its associability should have remained high. They noted the
implication of these findings: cues lose associability as the association strength increases.
Thus, Pearce and Hall developed a new theory of changes in associability centered on the
idea that the attention paid to a cue (i.e., its associability) is inversely related to how well
it is understood.
Pearce and Hall (1980) formalized their ideas in a computational model.
However, their initial model could only deal with continuously reinforced cues. Thus,
Pearce, Kaye and Hall (1981) put forward a revised version of the model that could
handle the full range of experimental preparations, including partial reinforcement
schedules. The Pearce-Kaye-Hall model (PKH), contains two associations between a cue
and the outcome: an excitatory association and an inhibitory ‘anti-association’. How the
animal will behave is driven by the relative value of the sums of each of these two
associations for all present cues2:
2

The way I specify the PKH model is based on how it is specified in Le Pelley (2004), which is slightly
different from Pearce et al. (1981). I do this to maximize continuity and because of how I will use
modeling results later in chapter 5.
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(

R = λ − ΣV − ΣV

)

Each cue individually €can also be understood in this way.

(2.19)

For instance, the net

associative strength of a cue is:

VANET = VA − V A

(2.20)

The associations for each€cue are updated in the light of experiences with the cues, but
only one of the associations (i.e., the excitatory one or the inhibitory one) is changed.
Which one is determined by whether R is positive (meaning that the associations are
weaker than they ought to be and excitatory learning is appropriate) or negative
(inhibitory learning is necessary). If R is positive:

(2.21)

On the other hand, if R is negative (and the expected outcome is greater than what really
happens), the inhibitory anti-association is changed:

(2.22)

Note that β differs depending on whether the change in the associations are excitatory or
inhibitory; they are constrained such that βE>βI, and must fall within the range from 0 to
1. In addition, the magnitude of increments to the excitatory association is contingent
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only on the current level of associability, whereas the anti-association increment is also
dependent on the level of total mis-expectation.
Finally, the associabilities are updated:

Δα A = γ R + (1− γ )α A

(2.23)

The result of this equation
€ is that as the amount of error in prediction remains low (i.e.,
small |R|), the associability of the cue will gradually diminish. It will not immediately
collapse though, as some proportion of the previous value will be preserved. Thus, the
rate at which it will diminish is governed by the parameter γ. Unless γ is set at 1 or 0 (its
boundaries), it will act as the rate parameter in a exponential decay function.
Alternatively, when γ=1, the associability is determined entirely by its predictive value on
the last trial, and could fluctuate wildly, and when γ=0, the associability will never
change from its starting value.
Le Pelley’s extended Mackintosh model
Le Pelley (2004) set out to make a hybrid model joining the insights of
Mackintosh and Pearce, Kaye, and Hall. However, as I noted above, the ‘Mackintosh
model’ is really a set of related insights, not a fully specified model. Thus, Le Pelley had
to formulate a complete model consistent with Mackintosh’s ideas to blend with PKH.
Le Pelley refers to the result as the ‘extended Mackintosh model’ (exMac). Although
other attempts to create a finished version may be closer to Mackintosh’s original ideas
(e.g., Moore & Stickney, 1980), I will briefly introduce exMac here, as I will use it in
Chapter 5 below to bolster one of my arguments.
In several ways, exMax parallels PKH. For example the concept of an excitatory
association and an inhibitory ‘anti-association’ is preserved, with identical formulas for R
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and

. The association for each cue is updated in the light of experiences with the

cues and outcomes, but which association depends on the sign of R. For a trial in which
R is positive:

(

)

(2.24)

(

)

(2.25)

ΔVA = α A β E 1− VA + V A ⋅ R

If R is negative:

€
ΔV A = α A β I 1− V A + VA ⋅ R

Several things should€ be noted about these equations. First, error (or ‘surprise’, in
Kamin’s terms) is represented in two different ways: |R| measures the total amount of
mis-prediction on that trial, whereas the parenthetical term stands for the degree to which
that cue—in isolation—was off. This is done to account for the finding that both ways of
looking at error seem to matter in how associations are updated (Rescorla, 2000).
Second, the αA parameters constitute the current level of associability of that cue,
whereas the β parameters are a generic learning rate, similar to PKH.
Once the associations are incremented, the associabilities of the cues must be
updated as well. When R is positive:

(

)

(2.26)

(

)

(2.27)

Δα A = −θ E λ − VA − V A − λ − VX − V X

When R is negative:
€

Δα A = −θ I R − V A − VA − R − V X − VX
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€

The θ parameters are learning rates for changes in the associability of cues. They are
subject to the constraint that θE>θI, and are bounded within the range from 0 to 1.
Furthermore, α is also bounded, 0.05≤α≤1. The term VX refers to all other present cues.
The extended Mackintosh model, in this form, can account for the phenomena
that are held as supporting Mackintosh’s ideas (Le Pelley, 2004).
Le Pelley’s hybrid model
Le Pelley’s hybrid model (lPhyb) marries PKH and exMac. Le Pelley argues that
while there is a great deal of evidence suggesting that an organism’s experiences with a
cue influence its ability to learn about that cue, the evidence appears inconsistent. Some
findings support the idea that greater attention is paid to more predictive cues (e.g., the
intra-dimensional shift advantage), but other findings imply less attention is paid. It is
simply true that the evidence in favor of Mackintosh’s ideas counts against PKH, and
vice versa. Instead of finding these results contradictory, he argues that they can be made
to work together: “we can see the Mackintosh alpha as allowing an animal to pick out
which stimuli it should learn about and the Pearce-Hall alpha as determining how much
should be learnt about those stimuli” (Le Pelley, 2004, p. 226).
Thus, Le Pelley’s hybrid model employs both attentional mechanisms. To avoid
confusion, he uses σ to stand for the α in PKH. In addition, their ranges are bounded
differently, viz. .05≤α≤1 and .5≤σ ≤1. Other than these nominal changes, the formulae
for updating associabilities are identical to exMac and PKH. Association strengths are
incremented using exMac’s equations with σ included. When R is positive:

(

)

ΔVA = α Aσ A β E 1− VA + V A ⋅ R

€
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(2.28)

When R is negative:

(

)

ΔV A = α Aσ A β I 1− V A + VA ⋅ R

(2.29)

With the model
€ specified in this manner, lPhyb can account for a vast range of the
known attentional phenomena (Le Pelley, 2004). Importantly, it is not simply a model
that can fit anything; Le Pelley details two novel predictions that distinguish lPhyb from
other associative models. At present, however, it is not clear that these predictions have
been tested.
Performance
Performance models also accept the idea of differences in learning associative
strengths between cues. However, like attentional models, they demote the primacy of
this in explaining behavior and associative phenomena. In its place, cue competition
phenomena are seen as varieties of failure to retrieve or act upon associations at the time
of performance. The predominant performance theory is Miller’s comparator hypothesis.
Here I will briefly develop the extended comparator model (Denniston et al., 2001).
Extended comparator model
The origin of the comparator hypothesis lay in the discovery that responding to a
cue could be changed by changing the association of the outcome with another cue after
learning about the first cue was complete. This is true for conditioned inhibition (e.g.,
Kasprow et al., 1987), and the phenomenon known as recovery from overshadowing (i.e.,
phase I: AB+, phase II: B-, yielding increased responding to A; Kaufman & Bolles, 1981;
Matzel et al., 1985). While other theorists would later interpret similar phenomena as
indicating that association strengths are changed after they are learned (e.g., Van Hamme
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& Wasserman, 1994, above; see also, Dickinson & Burke, 1996), Miller and Matzel
(1988) elaborated on Kaufman and Bolles’ (1981) suggestion that the issue is whether an
association generates a response. The comparator model was inspired by an analogy to
the interference phenomena in memory (Miller et al., 1986).
The basic idea behind the comparator hypothesis can be put simply: As the
association between a cue and the outcome goes up, responding should go up. However,
as the associations between that cue and another, comparator cue, increases, and the
association between the comparator and the outcome increases, responding to the original
cue should go down. Associations are viewed in a manner similar to the Bush-Mosteller
model: they can only be excitatory (i.e., positive) and are formed by contiguity. The
comparator hypothesis is supported by retrospective reevaluation phenomena (i.e.,
backward blocking and recovery from overshadowing). On the other hand, the model
does not provide an account of why retrospective phenomena are typically less robust
than forward versions (e.g., Dickinson & Burke, 1996) as the comparator hypothesis
views these as symmetrical.
The comparator hypothesis was generalized as the extended comparator
hypothesis (Denniston et al., 2001). This more comprehensive version allows not only
for comparators for a target cue outcome association, but comparators for the
comparator cue associations as well. As these second order comparator associations
grow stronger, they weaken the ability of the first order comparator to inhibit the
target outcome association, yielding greater responding.

The extended comparator

model (ECM) can thus account for a wide variety of second order retrospective
reevaluation phenomena, a track record no other model can match.
Denniston and colleagues illustrated this with a study they had conducted
(ultimately published as Denniston et al., 2003, Experiment 4). In it, they employed an
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extended chain of associations: in phase I, AX S, phase II, XY S, phase III,
A <nothing>, phase IV, S+.
decreased.

Relative to appropriate controls, responding to Y

According to ECM, the extinction of the association between A and S

diminishes the ability of A to inhibit associations with X (i.e., recovered X from
overshadowing). This, in turn, increases the ability of X to interfere with associations
with Y (i.e., retrospectively blocked Y from S), breaking the chain from Y to S to the US.
Pure learning models, such as MRW, predict increased responding to Y, because the
extinction of A would activate a representation of Y via X, increasing the strength of its
association.
The extended comparator model is like BM (and Mackintosh’s original ideas) in
that it employs a separate error term rather than a summed error term (as in RW).
Additionally, it explicitly models the formation of within-CS associations (a notion
entailed but not formally modeled in many theories, for example MRW).

Finally,

associations are one-way; that is, the ability of A to activate the representation of B need
not be equal to the ability of B to activate A. With these facts in mind, the basic
equations for associations can be given3. When two cues are present, both associations
between them are incremented, for example:

ΔVs1,s2 = s1s2 (1− Vs1,s2 )

(2.30)

In this equation, sX stands€for the salience of cue X; its possible range is bounded by 0
and 1. On the other hand, if only one cue is present, the ability of the present cue (S1) to
evoke the absent cue (S2) is decremented:
3

There are no equations given in Denniston et al. (2001). Rather, the formulae presented here are adapted
from SOCR (Stout & Miller, 2008), with the switching operator dropped out. (The switching operator is
the main theoretical advance between ECM and SOCR, but it is not relevant to my project.)

38

(2.31)

In this equation, k1 constitutes the rate of decrement; it is bounded from 0 to 1.
The extended comparator model’s most striking innovation is the seriousness with
which it takes responding. Given a set of inter-cue associations, the responding driven by
the presentation of cue X is predicted by:

RX = VX ,O − k 2 * min{Σr(VX , j ) * r(V j,O ),1}

(2.32)

In this equation,€k2 (bounded by 0 and 1) denotes the degree to which comparators are
able to inhibit the X O association, whereas j is a variable that can represent any other
cue that participates in a relevant association.

The function r(VX,j) represents the

interfering potential of the first order comparator association after the relevant second
order associations have interfered with it. For example:

r(VX , j ) = VX , j − k 2 * min{ΣVX ,i *Vi, j ,1}

(2.33)

This process could€conceivably be repeated over and over, presumably with diminishing
returns, but this is as far as I go in employing the model in Chapter 5 below.
Propositional
The most recent theoretical perspective on human covariation detection is the
propositional approach (De Houwer, 2009; Mitchell et al., 2009). The propositional
approach is posited in opposition to dual process approaches (see below), and, in fact, to
the entire idea of associative approaches. The most basic idea within associative
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approaches is that of an association. This is the notion that a link forms between mental
representations such that the activation of one representation tends to activate the other.
The propositional approach does not deny the existence of links between representations,
but rather holds that all links are propositional in nature. That is, whereas an associative
link merely connects two ideas: e.g., John↔Mary, a proposition has semantic content:
e.g., “John is in chemistry class with Mary”, “John thinks Mary is cute”, “John
daydreams about kissing Mary”, “the last time they were at a party together, Mary threw
her drink in John’s face”, and so on. Mitchell et al. (2009, p. 186) state: “According to
the propositional approach, associative learning depends on effortful, attentiondemanding, reasoning processes.

The process of reasoning about the relationship

between events produces conscious, declarative, propositional knowledge about those
events.” Inferences are made via a controlled reasoning process operating over those
propositions, i.e., deduction.
Under this account, associative learning (i.e., the fact of associative phenomena,
not the acquisition processes posited by various associative theories) has certain
necessary characteristics. First, Mitchell et al. state unequivocally that learning cannot
take place outside of awareness and that all knowledge (i.e., beliefs represented as
propositions) is consciously accessible. Secondly, learning is held to be cognitively
demanding. De Houwer (2009) lists the sources of the content of such propositions. The
information contained can come from prior knowledge and deduction, instruction,
intervention, and, of course, experience. What De Houwer stresses, however, is that no
learning can take place without such propositions being formed, or, equivalently, that the
knowledge gained from learning is stored (always and only) in explicit propositions.
Furthermore, De Houwer argues that the processes involved in forming and employing
propositions cannot be automatic.

He clarifies that this means the processes are
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dependent on “(1) awareness; (2) cognitive resources; (3) time; and (4) goals” (2009,
p.9).
With respect to contingency learning, researchers are typically interested in some
graded measure of associative strength. The propositional approach posits that ratings
and other such measures are some mixture of two sources, the believed level of
contingency and the level of confidence in that belief. How experiences are translated
into the content of such propositions is not clear, nor is the form or source of the metapropositional information (i.e., the confidence). Mitchell et al. (2009) note that there are
many models of reasoning and memory that could be consistent with their ideas.
However, this is not to say that the propositional approach is incapable of prompting new
research and certain kinds of specific hypotheses. Indeed, although the statement of these
ideas is hot off the press, research motivated by these ideas has made a prominent
contribution to the understanding of human contingency learning over the last ten years.
The propositional approach has made its strongest contribution regarding
blocking and other cue competition phenomena related to blocking (e.g., backward
blocking, release from overshadowing, and the prevention of overshadowing, Figure 2.3).
Because the propositional approach holds that people use “the knowledge they have
learned about individual cues to generate an inference about a particular cue in the same
way as they solve other reasoning tasks” (Lovibond, 2003, p. 98), they expect
manipulations that affect the way causal situations are understood to influence causal
inductions. This idea has been tested in a number of ways in relation to blocking and
related phenomena, and the results have been supportive of the propositional approach.
First, it should be noted that this approach makes sense of research within the causal
model program (e.g., Waldman & Holyoak, 1992) discussed above.

Second, it is

consistent with research on higher-order retrospective revaluation phenomena that have
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been conducted within the comparator hypothesis tradition (e.g., Denniston et al., 2003).
Finally, Lovibond (2003) found similar release from overshadowing effects on both
ratings and physiological CRs whether participants experienced trials or were merely told
about them.
The propositional approach has also prompted novel experiments and led to new
discoveries regarding the processes that subserve blocking-related phenomena.

For

example Beckers et al. (2005, Experiment 2) tested for the blocking effect after having
first shown participants that outcomes are typically additive or not (using other cues, of
course; additive: G+, H+, GH++, I+; subadditive: G+, H+, GH+, I++). Knowing that
cues are typically subadditive diminished blocking, whereas additivity enhanced it.
Another telling study was conducted by De Houwer and Beckers (2003), who used a
simultaneous reaction time task with two levels of difficulty to deplete the cognitive
resources available for assessing covariation. They found that the difficult RT task
decreased blocking relative to the easy task only when it occurred both at learning and at
test.

Moreover, blocking was decreased via increased effectiveness ratings for the

blocked cue only, effectiveness ratings for the other cue was similar.
Dual-Process Approaches
While there may be some die-hard behaviorists who believe that associationism
accounts for everything, the standard contrary position to the propositional approach is
some form of dual-process approach. As Shanks (2007, p. 297-8) has written:
It is important to realise that when arguing for a contribution of associative
processes, supporters of this approach have never denied that rational causal
thinking takes place. Of course, this would be absurd, and students of learning
have been grappling with the relationship between association and “higher”
mental processes for almost a century… Rather, the question is whether all causal
thought is of this form, or whether instead there might be a separate type of
thinking (associative) when people make intuitive judgements under conditions of
less reflection. This is the question that has been at the heart of work on causal
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learning for the past 20 or so years. Thus the contrast is… between rational and
intuitive thought… the focus of work on human contingency learning has been on
intuitive covariation or causal judgements.
Unfortunately, no comprehensive theoretical statement of this approach has been
published that I know of. It is, however, an idea that has existed in the background of
many researchers’ thinking about covariation detection for some time. Moreover, it has
been mentioned explicitly by several researchers (e.g., Perales et al., 2005) and is
bolstered by the discovery of numerous dissociations. A simple—and typical—version
of this approach is that there is a low-level associative learning process that interacts with
other processes, heuristics, explicit background knowledge, and biases at the time of
judgment.
Most of the discussions of dual-process possibilities have been in response to
dissociations.

Dissociations between trial-by-trial predictions and global causality

judgments have been very common. Tangen and Allan (2004) noted that judgments
differed based on whether the situation was described as a common-cause or commoneffect, but that predictions followed an associative pattern. Using only trials with cues
present (i.e., a and b cell trials), Matute and colleagues (2002) noticed that predictions
and judgments are differently sensitive to the content of the most recent events.
Specifically, predictions drop off much faster under extinction trials, while causal
judgments appear to be integrated over all trials. Similarly, Vadillo and Matute (2005)
showed that when all cells are employed, predictions on cue present trials did not differ
based on the recent relative frequency of c and d cell trials, but causal judgments did.
Finally, Price and Yates (1995) found cue competition effects in causal judgments, but
not in frequency estimates, despite the fact that judgments would presumably be derived
from frequency estimates.
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SUMMARY
Human contingency learning has been a central area of interest in experimental
psychology for decades. Approaches to explaining these phenomena have ranged from
looking for (possibly flawed) statistical rules, to associative theories drawn from the
animal learning literature (based on similarities between human and non-human animal
performance). Recently, the radical idea that all information is encoded in explicit
propositions, and that all inferences are the result of controlled, effortful processes has
promoted research yielding new insights into blocking and related phenomena. Many
researchers, however, continue to believe that associative processes play some role,
holding a dual-process view, the perspective that I take in this project. Dual-process
approaches typically assume there is an (intuitive) associative learning mechanism, that
can interact with other types of knowledge and reasoning when judgments are made.
In chapter 3, I will discuss one cue competition phenomenon, causal discounting,
in depth.
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Chapter 3: Causal Discounting
INTRODUCTION
Causal discounting refers to the observation that a person will judge a cue to be
less causal (and/or will be less likely to suspect a causal relationship exists) when it is
learned about in the presence of a more contingent cue relative to how it is judged in the
context of a less contingent cue. This phenomenon has also been called by different
names: e.g., judgmental overshadowing (e.g., Price & Yates, 1993, 1995), and
simultaneous one-phase blocking (e.g., Tangen & Allan, 2004).
It is related to some classic cue competition phenomena, namely, overshadowing
and the relative validity effect. The term overshadowing has been used in at least two
different ways. It has sometimes referred simply to the fact that it is harder to learn about
a cue when two cues (i.e., it and another) must be learned about simultaneously relative
to learning about the same cue in isolation (e.g., Arcediano et al., 2005; Waldman, 2001).
More classically, it refers to the fact that less is learned about a cue when it is learned in
the presence of a more salient cue (e.g., Pavlov, 1929). If a more contingent cue in
human covariation learning is taken to be analogous to a more salient cue in animal
learning, causal discounting can be seen as similar to overshadowing.
The first demonstration of causal discounting was inspired by the relative validity
effect (Baker et al., 1993). The relative validity effect was first discovered by Wagner
and colleagues (1968). In the relative validity effect, animals learn about a target cue in
compound with two other cues, but not in isolation (i.e., AT and BT). In one condition,
both compounds are reinforced 50% of the time. In the other condition, one of the
compounds is reinforced much more often than the other (e.g., AT: 100% and BT: 0%).
Critically, the target cue is reinforced 50% of the time, on the whole. In this sense, the
45

target cue has an equal reinforcement history in both conditions. However, it is only
reinforced in conjunction with another cue (that is always reinforced), in the second
condition. When the target cue is presented later in isolation, animals trained in the
second condition will respond to it much less than will animals trained in the second
condition. This phenomenon may also be seen as similar to causal discounting, although
it is not truly the same (n.b., that the degree of contingency of the cues is undefined).
Causal discounting is also related to other topics of interest to research
psychologists. Notably, it has a strong conceptual and historical link to research on the
discounting principle studied by social psychologists in the attribution literature. This
notion was first suggested by Kelley: “the role of a given cause in producing a given
effect is discounted if other plausible causes are also present” (1973, p. 113). It was
intended to describe the process by which candidate causes are chosen to explain a single
observation when the explainer has abstract knowledge about similar types of events.
Thus, the discounting principle differs from causal discounting in several important ways.
The discounting principle primarily involves how participants understand the semantics
of the causes proffered; learning does not play a prominent or obvious role. On the other
hand, causal discounting uses novel cues and refers to inaccurate judgments concerning
the level of covariation between the cues and outcomes that participants have learned
about.
FOUNDATIONAL RESEARCH ON CAUSAL DISCOUNTING
The empirical investigation of discounting in covariation detection began with the
work of Baker et al. (1993). An extended series of studies established that people give
ratings to a target cue that are well below its ΔP when it is paired with a stronger
alternative. Importantly, these ratings are also well below the ratings given to the target
cue (i.e., with an identical ΔP) in a second condition when it is presented with a weaker
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alternative. (It is the latter fact that defines causal discounting and which is discussed in
the literature, however, it is notable that mean ratings normally track ΔP very closely
when biases—such as this one—are not experimentally induced.)

For example, in

Experiment 1, when the target’s ΔP=.5 and the alternative’s ΔP=1, mean rating for the
target was -6 (SE=8) and for the alternative was 92 (SE=5); whereas when the target’s
ΔP=.5 and the alternative’s ΔP=0, target mean rating was 49 (SE=8) and alternative mean
was 1 (SE=11).
Baker et al. showed that the effect held when the alternative was probabilistic
(i.e., ΔP=.8). It also obtained whether the cues were preventative, or constituted a mix of
both generative and preventative cues. In addition, Baker et al. tested a counter-intuitive
prediction of the Rescorla-Wagner model, namely when the moderate cue has a partial
reinforcement schedule (i.e., P(O|T)=.5 and P(O|~T)=0, instead of P(O|T)=.75 and
P(O|~T)=.25), a stronger generative alternative will elicit discounting but a stronger
preventative alternative cue will not. The results were consistent with this prediction,
supporting the RW model over competing explanations. Baetu et al. (2005, Experiment
2) also replicated the basic discounting effect as part of a control condition in a project
using a creative application of the relative validity effect to test the Rescorla-Wagner
model.
The Baker et al. studies employed a video game format in which a tank was trying
to safely cross a minefield. The target cue was a camouflage paint job the participant
could provide for the tank by pressing the spacebar. The paint job might make the tank
more or less likely to hit a land mine. The alternative cue was a spotter plane that might
help the tank avoid mines or make it more likely to hit them. (Baker et al. do not discuss
how participants reacted to the implausibility of this cover story, but it does not seem to
have had any substantive effect.) The experiments were thus analogous to instrumental
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learning tasks frequently employed in the animal learning literature. Glymour (1998)
criticized Baker et al.’s experiments for this reason. He argued that the causal model
participants must have inferred was a causal chain, not a common-effect model (see
Figure 3.1), and based their ratings on that instead. However, a number of other studies
of discounting have been conducted that have employed what might be called a
‘Pavlovian’ preparation, and have replicated the discounting effect. For example, Price
and Yates (1993) used a trial-by-trial format analogous to classical—not instrumental—
conditioning.

A.
Space Bar

Camouflage
Survive
Plane

B.
Camouflage

Space Bar

Plane

Survive

Figure 3.1: The causal model of the Baker et al. experiments (A) envisioned by the
authors, and (B) suggested by Glymour.
Price and Yates were interested in whether the effect was due to the mode of
judgment employed. As such, they asked for ratings, but they also asked the participants
to judge the probability of the outcome in the presence, i.e. P’(O|T), and absence, i.e.
P’(O|~T), of the cue. Discounting occurred in both ratings and the judged probability of
the outcome given the target cue. A useful implication of this format is that a pseudo-ΔP,
i.e. ΔP’=P’(O|T)-P’(O|~T), can be computed from a participant’s two judged
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probabilities; discounting occurred in this metric as well.

Interestingly, judged

probabilities of the outcome in the absence of the target were higher in the strong
alternative condition, albeit not significantly so. Price and Yates replicated these findings
in several experiments.

They also found discounting in the product of the judged

probabilities—i.e. P’(O|T)*P’(T|O)—another metric called the implied association index.
They determined that neither the order of judgments, nor the existence of trial-by-trial
predictions affected the phenomenon. Price and Yates (1995) garnered more support for
discounting with an additional metric: Discounting occurs when participants are asked
what proportion of the events that they saw produced the outcome for each of the
different cue combinations.
Price and Yates also established some boundary conditions on causal discounting.
For example, they gave participants information about only one of the cues on each trial,
whereas the presence or absence of the other cue was withheld (Price & Yates, 1993,
Experiment 3). Under these conditions, no discounting occurred, demonstrating that the
effect is contingent upon the cues being experienced together. Also constraining possible
explanations of causal discounting is the fact that it does not occur when participants are
asked to estimate the raw frequencies of co-occurrences between the target cue and the
outcome ignoring the alternative cue (Price & Yates, 1995, Experiment 2). This finding
implies that people may store information about events in multiple different formats, and
that in making, for example, conditional probability estimates, they are not calling up raw
frequencies and running computations over them.
Price and Yates (1995) also conducted two final experiments to address the causal
model approach initiated by Waldman and Holyoak (1992). They provided participants
with a common effect model via the cover story, but on each trial asked some to predict
whether or not the effect would occur after having been shown the status of the causes
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and others to predict each candidate cause separately after having been told about the
status of the effect. They found that discounting occurred only when one cue (i.e., the
effect) was predicted based on information about two cues (i.e., the causes), a finding
consistent with associative accounts. Lastly, Price and Yates explored the case where
two cues predicted one outcome, but switched the cover story so that for one condition it
was described as a common effect model and for the other a common cause model. This
differed from Waldman and Holyoak’s studies in that the phenomenon used was
discounting rather than blocking and by using an abstract cover story about switches and
lights. Discounting was significant, but the interaction was not, meaning that the same
degree of discounting occurred in both the predictive and diagnostic conditions.
Tangen and Allan (2004) were also interested in how the causal model
perspective would relate to discounting. They crossed common effect vs. common cause
models with order of presentation (i.e., cause(s) first or effect(s) first) in a trial-by-trial
format, requiring only one response at the end.

Consistent with the causal model

account, participants discounted only in the common effect conditions, but regardless of
order. Subsequent experiments used only the 2C→1E and 2E→1C scenarios, but had
participants make predictions on each trial.

The prediction data did not vary with

scenario. Thus, ratings were consistent with the causal model account, but predictions
were consistent with an associative account. In their last experiment, they replicated this
using more trials and found that the effect of the described causal scenario wears off but
the associative pattern within the data became stronger over time.
Allan and her colleagues have recently been developing a new method for
presenting contingency information so as to be able to apply signal detection theory
(SDT), viz. the streamed-trial technique (e.g., Allan et al., 2008). (Signal detection theory
and streamed-trials are discussed in detail in Chapter 4.) Hannah et al. (2009) established
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the validity of extending this technique to multiple-cue situations. They did so, in part,
by replicating discounting (Experiments 1 & 2). Siegel et al. (2009) showed that SDT
can profitably be applied to data collected from an experiment using the streamed-trial
technique. They replicated discounting and argued that it was due to bias, not learning.
Finally, Fugelsang and Thompson (2001) conducted a study related to
discounting.

They were interested in how information about covariation might be

interpreted in the light of differing levels of belief about the candidate causes. They
normed causal stories and then gave participants summary information about a possible
cause of middling plausibility and contingency. After participants made a rating, they
were given summary information about another candidate cause which could be greater
or lesser in plausibility and of higher, lower or identical contingency. The question of
interest was how ratings of the initial candidate would change in light of the additional
information. Both the plausibility and the contingency of the alternative causal story had
an effect, but the effects were additive. Thus, the discounting effect may be independent
of other factors known to influence causal reasoning.
CONDITIONALIZING VERSUS DISCOUNTING PROPER
Most of the causal discounting studies discussed above employed contingency
structures in which the incidence of the cues were confounded (but not Price and Yates,
1993, Experiment 3, or Fugelsang and Thompson, 2001). Specifically, in the strong
alternative structures, both of the cues tend to occur or neither do (see Figure 3.2 for an
example drawn from Tangen and Allan, 2003). In this situation, ΔPs based on marginal
probabilities (Equation 2.1) cannot equal ΔPs based on conditional probabilities
(Spellman, 1996a). Conditional ΔPs are computed over a subset of all events given some
specific criteria.

For example, in a situation with two cues and one outcome, the
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conditional ΔP can be calculated given the presence of the other cue (Equation 3.1), or
given its absence (Equation 3.2):

(3.1)

(3.2)

T
~T

Unconfounded
A
~A
9
3
.67
9
9
6
0
.33
9
9
.83
.17
N=36

T
~T

Confounded
A
~A
12
0
15
3
3
3
3
15
.83
.17

ΔPT = .33
ΔPA = .67

ΔPT = .33
ΔPA = .67

ΔPT|A = .33
ΔPT|~A = .33

ΔPT|A = -.2
ΔPT|~A = -.2

ΔPA|T = .67
ΔPA|~T = .67

ΔPA|T = .8
ΔPA|~T = .8

.67
.33
N=36

Figure 3.2: Two contingency structures with the same marginal probabilities and total
number of events. In the unconfounded structure, the number of each type
of event is equal, but in the confounded structure, the incidences of the cues
are correlated r =.67. Note that in the unconfounded structure the
conditional ΔPs equal the marginal ΔPs, but that this is not true of the
confounded structure.
Research has suggested that the confounded contingency structures are crucial to
the effect. Following on Novick and Cheng’s (1992) notion of the importance of focal
sets, Spellman (1996a) realized that some cue interaction effects might be normatively
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appropriate judgments under a more nuanced analysis. She argued that when cues are
confounded, the conditional ΔP was the appropriate measure of contingency, not
marginal ΔP.
Spellman derived some counter-intuitive mathematical properties of ΔP. For
example, the sum of the marginal ΔPs in a two-cue situation is bounded by -2 and 2
(Property 2). Importantly, when there is no interaction and the cues are not confounded,
the marginal and conditional ΔPs are equal (Property 4) and their sum is bounded by -1
and 1 (Property 3).

Thus, covariation detection in an environment where cues are

confounded is a special state of affairs. (When the conditional ΔPs for a cue given the
presence and absence of the other cue are not equal, there is a statistical interaction, such
circumstances have been discussed (Novick & Cheng, 2004), but not much attention has
been focused on these situations in the empirical literature.)
Spellman (1996a) reported preliminary findings substantiating the claim that
people know to, and do, attend to conditional contingencies when cues are confounded.
Spellman (1996b) demonstrated that people preferentially use conditional ΔPs by
showing that judgments of causal efficacy varied when conditional ΔPs varied but
marginal ΔPs did not, and that ratings did not vary when conditional ΔPs were held
constant, even though marginal ΔPs did vary.
More elaborate evidence was subsequently provided by Spellman, Price, and
Logan (2001). When participants were given summary tables containing only marginal
counts, their ratings were equivalent, but their confidence was significantly lower than
when complete information was given and the cues were not confounded. Likewise,
when complete information was given, but cues were confounded such that marginal and
conditional ΔPs disagreed, participants were also less confident, but rated cues according
to their conditional contingencies. The use of conditional ΔPs also showed up in both
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participant ratings and predictions using a trial-by-trial format. Finally, Spellman et al.
conducted a clever experiment employing a trial-by-trial format in which the target cue
was a potential plant food that was confounded with a star emblem on the side of flower
pots. Some participants were given a cover story that plausibly linked the emblem to
plant growth, others were told to look for the star because it might be important, whereas
the star was not mentioned to a third group. The first group conditionalized, but the third
did not, and the middle group showed an intermediate pattern. This demonstrates that
conditionalization depends on awareness of confounded cues.
Similarly, Kim, Grimm, and Markman (2007) showed that conditionalization is
not automatic, but depends on self-construal. Some participants were primed with an
interdependent self-construal (i.e., thinking of one’s self as closely connected with friends
and family). Those participants were more sensitive to context and conditionalized fully.
Other participants were primed with independence and discounted the least; they
provided ratings closer to marginal ΔP than conditional ΔP. An unprimed group fell in
between.
A final implication of this perspective was tested by Tangen and Allan (2003).
They noted that under Spellman’s account, discounting should not occur when marginal
probabilities are held constant, but the cues are not confounded. In their experiment,
participants in the unconfounded condition did not discount, but those in the confounded
condition did. In addition, Tangen and Allan demonstrated that the Rescorla-Wagner
model predicts conditionalization at asymptote.
Thus, this line of research throws some doubt on the studies discussed in the
previous section: Perhaps there were no proper cue interaction effects at all, but rather,
because the target and alternative cues were confounded, participants were normatively
basing their ratings on the conditional ΔP. This is not to say that people are necessarily
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extracting the conditional ΔP as a statistical rule and basing their judgments on it
explicitly. The debate over whether rules or associative processes underlie covariation
has a contentious and unresolved history (see Chapter 2). Instead, I only claim that
whatever people are doing, it is equivalent to conditional ΔP, and that this can be
normatively justified. Interestingly however, a couple of studies are not consistent with
this interpretation: for example, the last two experiments of Price and Yates (1995),
discussed above. Issues raised by the failure of Price and Yates to find conditionalizing
(or to not find it) where causal model theory suggests it should, have been addressed in
subsequent research (e.g., Waldman, 2000, 2001). Moreover, the crucial predictions of
causal model theory have been found in discounting (Tangen & Allan, 2004). The most
interesting anomaly for the conditionalizing account is the experiment conducted by
Siegel and colleagues (2009).
Siegel et al. employed eight contingency structures: four levels of target ΔP (i.e.,
.2, .4, .6, and .8) crossed with two levels of ΔP for the alternative, 0 and 1. However,
when the alternative’s ΔP was 1, the contingency structures always used confounded
cues—like most research on discounting—and the target’s conditional ΔP always equaled
0. Yet for each participant, the probability of responding ‘strong’ to the target increased
as a lawful function of its marginal ΔP.

Moreover, the slope of the probit (1/σ,

interpreted as an index of the participant’s ability to learn the structures and differentiate
between weak and strong contingencies) was the same as the slope for unconfounded
contingencies for all participants. This is striking, given that there have been a number of
studies of discounting using confounded cues with different levels of marginal ΔPs (e.g.,
.2/.6, .5/.8, .5/1, etc.) and all other results have been consistent with conditional ΔPs. It is
not clear at this time how Siegel et al.’s findings should be reconciled with the findings
from the other studies of conditionalizing discussed above. Nevertheless, there is good
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reason to believe that people’s judgments track conditional ΔP when cues are
confounded. On the whole, the literature provides solid evidence for this even when
conditional ΔP is less than marginal ΔP (i.e., discounting).
Goedert and colleagues have shown that there is discounting beyond
conditionalization, however.

In a series of studies, Goedert and Spellman (2005)

established that people discount a cue in the presence of a stronger cue even when the
cues are not confounded. This form of discounting, which may be called discounting
proper, does not consist of matching the conditional ΔP, but constitutes ratings that are
below ΔP (in either form, since they are equal when the cues are unconfounded).
Goedert and Spellman found proper discounting in both summary table and trial-by-trial
formats, and with different cover stories.

However, they notably failed to find

discounting when using the same cover story and trial-by-trial format that Tangen and
Allan (2003) had used.

This replicated Tangen and Allan’s finding.

Goedert and

Spellman hypothesized that the cover story and the nature of the effect in Tangen and
Allan’s materials caused the discrepancy. To substantiate this hunch, they modified the
way the effect was presented to participants, and discounting was observed. Finally, in
one last interesting experiment, they used a cover story involving the clinical trials of two
experimental medications for a disease. One group of participants was told that the
stronger alternative was so expensive that sick people would not be able to afford it, even
if it worked; the other group was told both medications were cheap. Participants in the
expensive drug condition did not discount, a finding that suggests discounting can be
counteracted.
Goedert et al. (2005) showed that the two kinds of discounting are due to two
different underlying processes.

A simultaneous verbal working memory load task

impeded conditionalizing but did not affect discounting proper, whereas a spatial dual
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task blocked discounting proper but did not disrupt conditionalizing. Thus, while both
effects are discounting in the sense that they involve giving lower ratings than marginal
ΔP, they are distinct effects. For example, it can be argued (cf., Spellman, 1996a,
Goedert & Spellman, 2005) that conditionalizing is, in fact, normative, but that
discounting proper is non-normative.
Unfortunately, there has been very little research on discounting proper.

In

addition to the studies mentioned, Busemeyer et al. (1993a) arguably addresses the same
effect. Busemeyer and colleagues investigated how people learn a prediction equation
with continuous predictors and a continuous response variable. They were particularly
interested in the case where the predictors did not interact, but had an additive
relationship. They used five levels of each predictor variable, fully crossed within each
participant (that is, the cues were unconfounded). They found that, even after learning
asymptoted, participants were responding (i.e., making predictions) as though the target
predictor variable were less correlated with the response variable when the other
predictor was more strongly correlated, than when the other was less correlated.
Although this project was discussed differently (i.e., it came from a line of research
addressing different questions) and looks different on the surface, the phenomenon is
mathematically equivalent to contingency learning with binary variables. Moreover,
since the phenomenon manifests the same, it appears to be psychologically equivalent as
well, at least in this respect. Thus, discounting proper has been demonstrated with
continuous variables.
SUMMARY
Causal discounting is related to phenomena that have long been of interest in the
animal learning literature, experimental psychology, and social psychology.

The

discounting that occurs when cues are confounded (i.e., conditionalizing) has been
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investigated in a handful of studies and found to be reliable with different experimental
formats, cover stories, ΔPs, and forms of judgment as dependent variables. In these
situations, people’s responses track the conditional ΔP, and this is arguably normative.
A distinct form of discounting (i.e., discounting proper) lies beyond
conditionalization, however. In this case, participants’ ratings of a target cue are lower
when in the presence of a stronger cue, but are not consistent with conditional ΔP. This
appears to reflect a fundamental aspect of cognition, but very little research has been
conducted on discounting proper. Beyond the three studies discussed at the end of the
last section, there is only one other study of this phenomenon, conducted by Laux,
Goedert, and Markman (2010). This study will be discussed in detail in Chapter 4.
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Chapter 4: Prior Experiments
INTRODUCTION
Kelly Goedert, Art Markman and I investigated the source of discounting4. We
were working from the perspective of the two-systems approach advocated by
researchers such as David Shanks (2007). As discussed in Chapter 2, this line of thinking
posits that covariation detection is subserved by a learning process (usually assumed to
be a simple associative process).

Associative strengths and other information are

subsequently combined (possibly with intrinsic biases) by a later process to produce a
judgment. The advent of the two-systems idea necessarily prompts the question of
whether any particular cue interaction phenomenon is due to learning processes or
judgment processes.
We hoped to answer that question concerning causal discounting proper. It may
just be difficult to learn much about the target cue in the context of a stronger alternative.
For instance, the stars cannot be seen during the day because the sun outshines them, and
perhaps the effect of the stronger alternative cue is like this. Alternatively, perhaps
judgments change with context. After all, the smartest kid in high school can look dumb
when starting at an elite college—because what constitutes ‘smart’ has suddenly
changed—even though everyone can tell that those kids are not dumb. We noted that one
promising approach to finding the locus of the effect lay in the use of methods derived
from signal detection theory (SDT).

Signal detection analyses allow researchers to

4

This chapter constitutes an abridged report on the studies discussed in Laux et al. (in press). For more
information, interested readers should consult that publication.
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establish whether changes in output reflect changes in the ability to detect evidence of
covariation, or shifting standards by which that evidence is assessed.
Signal Detection Theory
Signal detection theory (Green & Swets, 1966; Macmillan & Creelman, 2005)
provides tools for data analysis that make it possible to decompose observed responses
into two latent variables: a participant’s sensitivity to the stimuli (measured by the
variable d’) and their bias to respond ‘yes’ to any stimulus (tracked by the variable C5).
The basic idea can be conveyed with a simple example. Think of a prototypical memory
experiment given to students in an introductory statistics class. The class is partitioned
into three groups: the first and second groups are told to read through a word list, the
third is told to form a mental picture of each word as they go down the list. After a brief
interval, the groups are given a recognition memory test with the old words mixed with
new words, however the second group is told that they are getting extra credit points but
they will lose a point for each old word that they do not check off. In a situation like this,
the control group (i.e., 1) might remember 60% of the old words (called the ‘hit rate’, h),
but also believe that they remember 40% of the new words (called the ‘false alarm rate’,
fa). The extra credit group (2) might say they remember 90% of the old words, but have
fa=70%; after all, they really do not want to miss any old words. The picture group (3)
might have h=75% and fa=25%. It is clear from these numbers that the picture group
better remembers the words; they can more easily differentiate between words they had
studied and those they had not. On the other hand, the extra credit group does not
remember the words any better than the control group despite having a higher hit rate.
Instead, the extra credit group is biased to say ‘yes’ to nearly everything (and rightly so),
5

In the published paper (i.e., Laux et al., in press), we used ln(β) as the index of bias. However, Snodgrass
and Corwin (1988) have shown that C is a better metric. Thus, the data are reanalyzed using C and
presented in that manner here. This has no substantive impact on the findings.
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whereas the other two groups are unbiased—they say ‘yes’ and ‘no’ equally often.
Signal detection theory is simply a more advanced way to work with these ideas.
A more sophisticated analysis of hit and false alarm rates requires making
assumptions about the underlying metal processes, and SDT does so. It is assumed that
the strength of evidence for something (e.g., a memory trace, the contingency between
two variables, etc.) is represented along a continuum. This representation is not perfect,
however, and contains some noise. As a result, some value is represented even when
there is no objective evidence. This value can bounce around due to the ambient noise
and is normally distributed (see the N distributions in Figure 4.1). When a signal occurs
(meaning that the individual perceives some evidence), the ambient value is incremented
to a degree proportional to the strength of the signal. Thus, there is a signal distribution
(see the S distributions in Figure 4.1) with the same shape as the noise distribution, but
moved to the right. The distributions are separated by a distance called d’:

d'= z( h ) − z( fa)

(4.1)

The inverse cumulative €
distribution function of the ‘yes’ rates are taken, yielding zscores. Essentially, this is using a z-table in reverse: the probability of responding ‘yes’
is found and the corresponding z-score is recorded. When the z-scores are subtracted, the
distance between the means of the distributions is computed in units of the distributions’
standard deviation. This measures how easy it is for the person to distinguish between
signals and noise (i.e., old words and new, or covarying and non-covarying cues).
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Figure 4.1: Illustrations of SDT noise (N, solid red lines) and signal (S, dashed blue
lines) distributions consistent with the numbers used in the simple example:
(A) control group, (B) extra credit group, and (C) picture group.
Signal detection theory further assumes that people establish a criterion (see the
vertical lines in Figure 4.1) when they must translate the evidentiary value into a binary
judgment. That is, a person draws a ‘line in the sand’, saying any value greater than that
probably came from the signal distribution (i.e., was a legitimate instance of correlated
cues). In theory, the criterion could be drawn anywhere, but the person will maximize
their accuracy if they place it where the distributions cross. This is because, although
shifting it further to the left will yield more hits, it will also yield more false alarms, and
total accuracy will decrease.

Furthermore, if the criterion is placed where the

distributions cross, they will say ‘yes’ and ‘no’ equally often: they will be unbiased. It is
possible to calculate where each participant has placed their criterion relative to this
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unbiased point.

This is done by subtracting the optimal point from the z-score

corresponding to the false alarm rate:

C = z( fa) −

d'
2

(4.2)

Since d’ runs from the noise
€ distribution’s mean to the signal distribution’s mean (and
normal distributions are symmetrical), the halfway point is where the distributions cross.
When C is positive, the person is biased in that they are too hesitant to say ‘yes’;
conversely, if it is negative, they are too eager (such as those in the extra credit group, see
Figure 4.1B).
The simple example given above also makes clear an intuitively transparent
analysis that avoids SDT’s assumptions. This quasi-SDT analysis is obvious: the easier it
is to tell the difference between signal and noise trials, the greater the difference between
the hit and false alarm rates should be. Furthermore, a person’s general tendency to say
‘yes’ can be measured by the probability of ‘yes’ without reference to whether a response
was to a signal or a noise trial. That is, the average of h and fa. These are conceptually
similar to SDT indexes, but not based on the same assumptions and not computed using
the same mathematical machinery.

They can be used to augment SDT analyses,

especially for data that do not meet SDT’s stringent requirements.
Streamed Trial Technique
Allan et al. (2008) developed the streamed-trial technique to allow contingency
learning experiments to be commensurate with SDT analyses. In a streamed trial, all the
events are rapidly presented to the participant, one after another, in an unbroken stream
without the participant responding (see Figure 4.2). Once the events have streamed by,
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all of the information in the contingency structure has been presented. Thus, there is a
correct answer to the question of whether or not the cues were correlated. Because of the
rapidity of the streamed-trials, many judgments can be made in one experimental session.
This allows ‘yes’ rates to be estimated for each person. Crump et al. (2007) established
the validity of the streamed-trial method with single cue situations by showing that
contingency learning phenomena manifest the same way with this method as with
traditional methods. Hannah et al. (2009) did the same for multi-cue situations.

Figure 4.2: An example of a streamed trial using stimuli drawn from Experiment 1.
METHODS
The methods used in Experiments 1 and 2 will be described together, as the
experiments are the same except for using different cover stories, stimuli, and
participants.
Participants
In Experiment 1, 90 students from the University of Texas at Austin participated
in exchange for course credit. In Experiment 2, 193 undergraduates from the Psychology
Department’s subject pool were given course credit for participating.
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Figure 4.3: The contingency structures employed in Experiments 1 and 2. Within the
cells, the denominator indicates how many times that particular combination
of cues was presented, whereas the fraction lists how often the outcome
went with that that cue combination.
Design & Contingency Structures
Both experiments used a single factor with two levels. The strength (i.e., ΔP) of
the alternative cue was manipulated to create a Strong Alternative condition (SA;
ΔPA=.33) and a Weak Alternative condition (WA; ΔPA=.00). As explained above, SDT
requires equal numbers of trials in which the answer is objectively ‘yes’ and ‘no’. Thus,
within each condition, we created two contingency structures such that in one, the target
was causal (ΔPT=.22), and in the other, the target was not causal (ΔPT=.00). As a
consequence, we had four contingency structures in total. Within each condition, ΔPA
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was held constant but ΔPT varied; however between conditions ΔPT was matched in
strength. Figure 4.3 displays the contingency structures we used.
Cover Story & Stimuli
The cover stories varied between the two experiments. Experiment 1 required
participants to determine whether each of two liquids made flowers more likely to bloom.
The stimuli for Experiment 1 were drawings of a plant with a blue watering can on the
right, left, both, or neither side. In some drawings, the plant was flowering, and in some
it had a closed, green bud. Above where the watering cans were displayed was a
pronounceable three-letter non-word (taken from Rastle, Harrington, and Coltheart, 2002)
that named the liquid in accordance with the cover story. They changed with every
streamed-trial. The point of these letters was to reinforce the idea that the trials were
independent, and this was explained in the initial instructions.
In Experiment 2 we asked participants to imagine that they were medical
researchers and were interested in finding a cure for a certain deadly disease. The stimuli
for Experiment 2 were drawings of a smiley face or a sickly green face, with a picture of
a pill on one, both or neither sides. The same letters were displayed above the pills and
varied with every streamed-trial. As in Experiment 1, this was done to continually
reemphasize the idea that the trials were unrelated, and this was explained in the
instructions.
Procedure
Participants were run individually on computers in a room designated for
experiments. They first read extensive instructions complete with example stimuli and
example questions. Then participants were presented with a series of 72 streamed-trials.
Thirty-six of the streamed-trials contained causal targets, and 36 were non-causal. Each
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streamed-trial contained 36 events, with the numbers of the different kinds of events
distributed in accordance with one of the contingency structures shown in Figure 4.3.
Each event was displayed for 550ms, with a 100ms inter-stimulus interval in between.
Thus, each streamed-trial lasted 23.4 seconds.
Participants began each streamed-trial by pressing ‘enter’. After the events had
streamed by, participants were asked if they thought the left cue, and then the right cue,
increased the probability of the outcome. We always asked about the left cue first, and
this was mentioned twice in the instructions. The side that the target was on (i.e., left or
right) was counterbalanced within participants.
RESULTS
The closer two values are to each other, the harder it is to tell them apart. Delta-p
is no different, and values of .00 and .22 are tough to discriminate. This is an unfortunate
fact, but I had spent a month designing, running, redesigning and rerunning the
experiment to find values such that participants sometimes said ‘yes’ and sometimes said
‘no’ to all four contingency structures. In truth, these structures work quite well, but a
number of participants were not able to differentiate between causal and non-causal
targets. Specifically, 12 subjects from Experiment 1 (3 in SA, and 9 in WA) and 44 from
Experiment 2 (23 in SA, and 21 in WA) yielded d’ values ≤0. Negative values are due to
chance alone, according to the theory that underlies SDT and such people presumably
have a true value of d’=0. (That is, unless participants can tell the difference between the
cues and are deliberately being antagonistic.)

Moreover, when a person cannot

distinguish between stimuli, there is no signal distribution and bias is meaningless.
We thought it best if analyses for sensitivity and bias were conducted over the
same people, thus non-learners were filtered from analyses of bias as well as d’.
However, just as values slightly below zero are likely due to chance (but actually 0),
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values just above zero may well also be due to chance and cannot be considered very
reliable. Thus, those participants who said ‘yes’ to only one more causal target trial than
non-causal trial were excluded as well (in Experiment 1: SA 3, WA 2, in Experiment 2:
SA 1, WA 6). Finally, I was concerned that some effects may have been driven by the
presence of outliers; these (Experiment 1: SA 3, WA 1; Experiment 2: SA 5, WA 1) were
filtered as well in the SDT analyses reported below. The outliers in each group were in
the direction of effects found, thus the same pattern of effects and significances is found
if they are not filtered, but the magnitudes of the effects would be larger. In total, 21
participants (SA 9, WA 12) were filtered from the SDT analyses in Experiment 1, and 57
(SA 29, WA 28) in Experiment 2. I firmly believe that these data afford the most
accurate picture.
However, some skepticism is understandable when some participants are filtered.
First, chi-square analyses suggest participants were equally likely to be filtered in both
conditions; only the relative frequencies of non-learners in Experiment 1 was marginally
significant χ2(1)=3.5, p=0.06. Next, I conducted a simple Monte Carlo simulation using
the mean sensitivities and biases to determine if these non- and low-learner rates might be
expected. This analysis assumes all participants are equally able and trying equally hard
(assumptions not likely to be true, e.g., a least a couple of participants almost certainly
did not take the task seriously/make a good faith effort). The simulation results was
similar to the profile of observed data. These analyses establish that the experiments
were not intrinsically flawed. Nonetheless, an argument could be made that perhaps
some useful information was contained in the excluded data. For this reason, I also
analyzed, and report, the quasi-SDT analyses, described above, for all data.
Other than issues pertaining to the difficulty of the experimental task, the data
were solid. There was no evidence of learning or fatigue for participants as the trials
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went by. We correlated the trial number with accuracy. The combined distribution (i.e.,
for both experiments) of rs was normal with a mean of -.01 and a standard deviation of
.12. Likewise, the participants understood that the trials were independent. We ran lag-1
autocorrelations for both the right and left cues. The distribution of autocorrelations was
also normal (M=-.01, SD=.14).
Table 4.1 displays the data for untransformed ‘yes’ rates. Figure 4.4 shows the
SDT parameters. Both use the filtered data. Figure 4.5 exhibits the quasi-SDT values
using all data.
Exp 1

Exp 2

Strong

Weak

Strong

Weak

Target (causal)

.44 (.14)

.60 (.16)

.48 (.15)

.68 (.13)

Target (not causal)

.29 (.13)

.37 (.15)

.29 (.13)

.47 (.14)

Alternative (target causal)

.55 (.15)

.35 (.14)

.61 (.14)

.42 (.19)

Alternative (target not)

.61 (.18)

.37 (.15)

.69 (.14)

.51 (.14)

Table 4.1:

Means (and SDs) of ‘yes’ rates for Experiments 1 & 2. Note that these ‘yes’
rates are the means of, for example, h and fa. Mean d’ and C cannot be
calculated from mean ‘yes’ rates, because they must be calculated for each
participant first (involving a non-linear transformation), and then averaged.
A

B

Figure 4.4: Mean SDT parameters from Experiments 1 & 2 for: (A) sensitivity, and (B)
bias.
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B

A

Figure 4.5: Mean quasi-SDT parameters from Experiments 1 & 2 for: (A) difference,
and (B) average.
Experiment 1
Using the most basic standards, discounting occurred. The causal target was
called ‘causal’ less often in SA than WA: t(67)=4.1, p<.001, d=.71. Curiously, this was
true for the non-causal target as well: t(67)=2.4, p=.02, d=.41. That is, in both cases,
participants said ‘yes’ more often to the target in WA than SA.
The effect of the alternative’s strength on sensitivity was ambiguous. The weak
alternative group had larger d’ values: t(51.3)=2.1, p=0.04, d=0.53. However, the data
were heterogeneous, with WA having higher variance, as Levine’s test confirmed:
F(1,67)=8.6, p=0.01. Because d’ cannot go below 0, when values are low and one group
is more variable, the distribution is skewed. The standard Welch-Satterthwaite correction
(employed above) adjusts the degrees of freedom to address differences in variance, but
does not account for differences in skew. Thus, we examined the median as well. The
strong alternative condition’s median (Med=0.44) was very similar to WA’s (Med =
0.50); a bootstrap analysis of the difference between these two values was not even
marginally significant, p=0.21.
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The analysis of bias did not present these difficulties. There was a large effect on
bias, t(67)=3.3, p=.002, d=-.79.

Participants in the strong alternative condition had

placed their decision criterion more conservatively than in WA; they were more hesitant
to say that the target was causal.
This experiment was designed as a between-subjects manipulation, but a withinsubjects manipulation was built in as well. Specifically, the alternative always had the
same ΔP, but was sometimes judged in the presence of a causal target and was sometimes
judged in the presence of a non-causal target. That is, we can think of the alternative as a
kind of ‘target’ and assess how participants evaluate it as its ‘alternative’ varies in
strength. Because the objectively correct answer to the alternative was either always
‘yes’ (in SA), or always ‘no’ (in WA), signal detection analyses cannot be conducted.
Nonetheless, simple analyses can be run over the untransformed ‘yes’ rates. Participants
called the alternative causal more often when the target was non-causal in both SA:
t(35)=2.7, p=.01, d=.43, and WA: t(32)=3.3, p=.002, d=.57. In keeping with the results
of the SDT analyses above, these findings suggest that participants may be shifting their
decision criterion on every trial—assessing each cue relative to the other.
We also analyzed all of the data using the quasi-SDT analyses developed above.
The ease with which the causal and non-causal targets can be differentiated can be
indexed by the difference between h and fa. These differences did not vary between SA
and WA: t(88)=.6, p=.52, d=.13. On the other hand, bias can be understood as someone’s
overall tendency to say ‘yes’, which is measured by their average ‘yes’ rate. This metric
differed substantially between the conditions: t(88)=3.6, p<.001, d=.76.
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Experiment 2
As in Experiment 1, discounting occurred, even when using the most basic notion.
Participants were less likely to say ‘yes’ in SA to both causal targets, t(136)=8.5, p<.001,
d=1.02, and non-causal targets, t(136)=7.6, p<.001, d=.92.
Unlike Experiment 1, the role of sensitivity was unmistakable in Experiment 2.
There was none, t(136)=1.2, p=.22, d=.21.
Also straightforward was the role of bias. Like Experiment 1, the alternative’s
strength had a tremendous effect on bias: t(136)=8.6, p<.001, d=1.46.
Within-subjects analyses of responding to the alternative also paralleled
Experiment 1. Participants said ‘yes’ more often when the target was non-causal than
when it was causal in both SA: t(67)=4.6, p<.001, d=.56, and WA: t(69)=4.8, p<.001, d=.57.
Finally, quasi-SDT analyses also bolstered the conclusions of Experiment 1. The
difference between hit and false alarm rates did not vary between SA and WA: t(193)=.4,
p=.66, d=.06. However, the average level of responding did differ drastically between
the conditions: t(193)=10.9, p<.001, d=1.39.
DISCUSSION
These findings suggest that causal discounting proper is driven by changes in bias
alone. Although the influence of the alternative’s strength on participants’ sensitivity
was ambiguous in Experiment 1, the failure to find a difference in sensitivity in
Experiment 2 reinforces this conclusion. Doubling the number of participants led to a
smaller effect and non-significance.
Interestingly, the change of cover story may have had an effect on task
performance. In Experiment 1, the weak alternative group’s placement of the criterion
could not be differentiated from 0; that is, they were unbiased. In Experiment 2 however,
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WA was significantly biased along with SA, except in the other direction: they were
overeager to say ‘yes’. This can be clearly seen in Figure 4.4B. It appears that the cover
story motivated these participants to try to find some cure for the (admittedly fictitious)
‘patients’.
As we were coming from the two-systems approach to covariation detection, we
interpreted the change in bias to indicate that discounting proper is a judgment
phenomenon. Our argument was that if sensitivity and bias were mapped onto a learning
and a judgment process, the most straightforward approach is to draw correspondences
between learning and sensitivity, and between bias and judgment. The argument is
simple. If a person has learned a great deal about a cue, they will have little difficulty
determining whether it is causal or not, leading to large d’s. On the other hand, once the
available information about a cue has been learned, whether or not to call it causal is a
judgment and whatever influences the judgment process could show up as bias.
Subsequent theoretical and modeling analyses however, discussed extensively in the next
chapter, show that this is not so simple.
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Chapter 5: Theoretical Analyses
INTRODUCTION
In this chapter I discuss how I applied the various theories introduced in Chapter 2
to the data gathered from the experiments described in Chapter 4.

The goal is to

determine whether these theories can account for how the alternative cue causes the
decision criterion to shift. The content of this chapter will perhaps be easier to follow if I
foreshadow the insights that resulted from applying these theories to the data. From
working with the associative models in particular, I came to recognize that, at an abstract
level, all that the models had to work with were the ΔPs of the cues and the difference
between the cues’ ΔPs. That is, there is the ΔP of the cue being judged, and the
difference between the cue being judged and the other cue present on that trial. For
example, when a model is assessing the weak alternative on a causal target trial, the ΔP
of that cue is 0, and the difference between its ΔP and the ΔP of the other cue (i.e., the
causal target, ΔPT=.22) is -.22. The theoretical analyses I report in this chapter suggest
that models that use relative magnitudes, no matter how the model is instantiated, fit the
data, whereas theories that are focused on an absolute metric do not capture this effect.
I should also say something here about my philosophy of modeling. A researcher
who is primarily a modeler will often work extensively with a particular model. For
example, they might find a phenomenon predicted by their model that is not predicted by
other models and test this prediction experimentally. Another approach is to fit several
important phenomena with two different models, show that one fits them better and use
this fact to argue that one model is correct. These are reasonable endeavors, however,
neither of these approaches is similar to what I am doing here. I am not trying to
establish that any one model is the correct one. As such, I do use a model selection
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metric, like the AIC, to argue that one model is better than another. Indeed, I do not tend
to think that any of the theoretical analyses reported in this chapter, in isolation,
constitutes a hard and fast proof of any point. Rather, I view these analyses as largely
exploratory—closer in essence to what philosophers of science have referred to as the
‘context of discovery’ than to the ‘context of justification’. On the whole, I argue that:
(a) different theoretical analyses offer up different insights, (b) there are several different
models that adequately fit the data and several that do not, and (c) what the former set
share in common, but that are not shared by the latter, suggests a particularly important
revelation. The primary specific conclusion that I think is proven by these analyses is
that my argument from Laux et al. (2010), that differences in bias imply discounting must
be a judgment effect, was premature. To best understand my approach toward modeling
in this chapter, perhaps it is useful to remember the proverb about the finger pointing at
the moon: the finger is just a tool to help focus your attention on what you really care
about.
Figure 5.1 displays the mean ‘yes’ rates from Experiments 1 & 2.6 The pattern of
responses is similar from Experiment 1 to Experiment 2.7 To strengthen the parallel
between the modeling reported in this chapter and the signal detection modeling reported
in Chapter 4, I transformed each participant’s ‘yes’ rates into z-scores, averaged them,
and transformed the mean zs back. Thus, the ‘yes’ rates used here are fundamentally the
same as the values that underlay the SDT analyses. Notice the arrangement of the values
on the x-axis in Figure 5.1: ‘yes’ rates are listed in descending order of ΔP (e.g., ‘yes’
rates for the strong alternative, with ΔP=.33, are listed first). To create contrast with
6

In both cases, I am using the filtered data.
Due to this fact, and to save space, I will only plot the data, and model fits, from Experiment 2 throughout
the rest of the chapter. For many models, the pattern I discuss is clearer in Experiment 2’s data, but similar
in Experiment 1. In addition, because there are approximately twice as many participants in Experiment 2,
its data are likely to better reflect the true population distributions (i.e., smaller standard errors).
7
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these descending values, I list ‘yes’ rates with the same ΔP in ascending order of the
difference in ΔP. Thus, the first two are ‘yes’ rates for the strong alternative when the
target was causal (difference: .33-.22=.11), and then when the target was non-causal
(difference: .33-0=.33), respectively. I will use this format throughout the chapter.

Figure 5.1: Mean ‘yes’ rates for Experiment 1 & 2. ‘Yes’ rates are plotted in
descending order of ΔP, but by ascending order of the difference in ΔP,
when ΔP is equal.
STATISTICAL
In this section, I will apply the statistical approaches introduced in Chapter 2 to
the data. None of these approaches provides a satisfactory account. The Power PC
theory fares best, although I will argue against it.
ΔP
Figure 5.2 shows the predicted values from the best fitting model regressing
Experiment 2’s observed mean ‘yes’ rates8 onto ΔP, with the predicted values from the

8

Mathematically, ‘yes’ rates, like any probabilities, cannot be a linear function of any variable. Unless
otherwise noted, all such regressions in this dissertation are based on transforming the ‘yes’ rates into odds
and taking the natural logarithm; the predicted values are then transformed back into probabilities.
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optimal regression based on the difference in ΔP. Note that the gray line representing the
difference in ΔP looks similar to the actual data in blue.

Figure 5.2: Experiment 2’s predicted ‘yes’ rates based on ΔP, and the difference in ΔP.
The idea that the data track a relative metric can be understood from examining
the semi-partial coefficient of determination (i.e., sr2). This is the amount of variance in
the dependent variable that one predictor can explain after another predictor has
accounted for as much as it can. It is related to the idea of incremental validity: Having
addressed one issue, do you also need to consider something else to fully understand
what is going on, or is the first issue sufficient by itself? Using all the filtered data (i.e.,
not just the means), I fit regression models based on ΔP and the difference in ΔP. Then I
regressed the residuals onto the other predictor (see Figure 5.3). The difference in ΔP
explains a significant amount of the variance left over after ΔP has been applied, whereas
when the difference in ΔP goes first, it is sufficient on its own and ΔP explains none of
the residual variance. In other words, ΔP correlates significantly with the data only
because it is strongly correlated with the difference in ΔP.
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Figure 5.3: Jittered plots of ‘yes’ rates with the best fitting regression lines. The bottom
row plots use the residuals from the model in the top opposite corner.
The fact that ΔP correlates very strongly, but spuriously, with the data raises an
important issue about how we should evaluate the models discussed in this chapter. It
implies that mechanically checking correlations will not yield an appropriate
understanding of how the models are related to what is happening. Nor does it make
sense to check whether one of a model’s predicted ‘yes’ rates differs ‘significantly’ from
another. Because the number of model runs can easily be increased indefinitely, any
difference in rates, no matter how small, can be made ‘significant’. Although I list the
correlations for all of the models at the end of this chapter, my primary method is
qualitative. I check to see if the key contrasts show up: that is, I look to see if, for
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example, the causal target is called ‘causal’ more often when the alternative is weak than
when it is strong. The other key contrasts include higher rates for the non-causal target in
WA, and that alternatives get higher rates when the target is non-causal. These aspects of
the output are primarily qualitative; however, I also check to see if the effect magnitudes
are similar. This additional criterion is only relevant for assessing the Rescorla-Wagner
model, and I will discuss it more thoroughly in the sub-subsection for RW.
Evidence Integration
The Evidence Integration (EI) rule is designed to be applied to single cue
situations. One intuitive way to apply it to a multiple cue situation is to simply ignore
(i.e., collapse over) the other cue. This is analogous to the marginal ΔP. There is some
justification for this approach in that, with discounting proper, the cues are unconfounded
and there is no statistical interaction in their relationship with the outcome. The question
I am asking is, can the simple fact that people tend to differentially weight the four
different kinds of evidence (i.e., the cells a – d, see Figure 2.1) account for the pattern of
data we find?
It cannot. Although the causal target is given a higher value in WA than SA,
many aspects of the data are not fit (for example, the alternatives are not given a higher
value when the target is causal than when it is non-causal). Figure 5.4 displays the best
fitting predicted values from EI with the data from Experiment 2.

The Evidence

Integration rule was fit by minimizing SSE via the Newton-Raphson gradient descent
algorithm, subject to the constraints mentioned in Chapter 2 (i.e., descending weights,
bound by .001 and 1). The optimal parameters were: wa=1.0, wb=.474, wc=.001, wd=.001.
(It is also worth recognizing that the parameters required to fit the data do not do a good
job of capturing the idea that underlies EI.)
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Figure 5.4: Best fitting predicted ‘yes’ rates from the Evidence Integration rule for
Experiment 2’s data.
Power PC
Causal power (i.e., q) is the result of an adjustment to ΔP. As a result, is typically
neither the same as, nor independent of, ΔP. One consequence is that, although we held
ΔP constant across conditions in our experiments, q was not quite equivalent. Therefore,
q can correlate differently with the observed ‘yes’ rates. In fact, it correlates better.
However, causal power cannot account for the fact that people are reliably more likely to
call the weak alternative (q=0) causal when its ‘alternative’ (i.e., the target) is non-causal
than when it is causal. Nonetheless, causal power performs well with our data.
On the other hand, the difference in q is even more strongly related. Thus,
although we cannot determine from these data whether ΔP or q better tracks the
underlying generative function, this is more evidence for a relative metric of some kind.
(It is perhaps worth noting that although q correlates better than ΔP, the difference in ΔP
correlates better than the difference in q.) The best fitting predicted values based on q
and the difference in q are displayed in Figure 5.5.
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Figure 5.5: The best fitting ‘yes’ rates predicted from q and the difference in q for
Experiment 2’s data.
SS Power
The SS Power model provides an account of causal discounting, whereas other,
similar Bayesian based approaches do not (Lu et al., 2008). Namely, the SS Power
model posits that people have firm expectations that causal situations are structurally
simple. Thus, when two potentially causal cues are manifest, people will assume that
probably only one of them is actually causal, unless there is overwhelming evidence to
the contrary. One implication is that people will tend to discount the weaker candidate
cause; another is that the evaluations of the two cues will not be independent. In other
words, participants are going to be inclined to say ‘yes’ to only one cue and once they
have done so, they will be predisposed to say ‘no’ to the other. Of course, the weight of
evidence can minimize the influence of this prior on their judgments, but then, according
to the theory, discounting should no longer occur.
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Therefore, the SS Power model would be falsified if two conditions
simultaneously obtained: first, discounting occurs, and second, the judgments of the two
cues are independent of each other. As discussed in Chapter 4, discounting occurred in
both experiments, so the relevant question is whether participants’ judgments were
independent. To begin with, our participants regularly believed both cues were causal:
Overall, participants said ‘yes’ to both cues about 28% of the time when both were
correlated, and nearly 22% of the time even when they were not both correlated. Only
one participant (from a total of 207) never said ‘yes’ to both cues on any trial.
To assess the (in)dependence of the judgments more formally, I computed
correlations between judgments of the causal status of the target with the alternative for
each participant. (That is, I coded responses to the cues as 1 when the participant said
‘yes’ on that trial, and 0 when they said ‘no’, and then correlated the vectors.) Collapsing
over both experiments, the distribution of rs was centered near zero with M= -.05 and
SD=.31. This distribution was not truly normal: it was somewhat negatively skewed and
leptokurtotic (i.e., there were ‘too many’ values near zero and ‘too many’ extreme
values).

Given that there were 72 streamed-trials, a correlation with an absolute value

greater than .236 would be significant at the .05 level. There were 48 participants whose
judgments appeared to be significantly negatively correlated (and 35 positively such).
Only the non-correlated group in Experiment 2 had enough participants for
statistical testing to be meaningful. Those participants were more likely to say the causal
target was causal in WA than SA, t(81)=6.4, p<.001, d=1.03. Similarly, participants in
WA were more likely to say ‘yes’ to the non-causal target, t(81)=6.1, p<.001, d=.99. In
the strong alternative condition, participants thought the alternative was more likely to be
causal when the target was not, t(39)=3.6, p<.001, d=.60. Finally in WA, participants
also were more likely to believe the alternative was causal when the target was non82

causal, t(42)=3.8, p<.001, d=.60. Thus, the discounting effect is prevalent even when
participants evaluate each cue independently.
The ‘yes’ rates for the three different groupings of participants from Experiment 1
are reported in Table 5.1. Those for Experiment 2 are listed in Table 5.2. Examining
these tables reveals the robust nature of discounting proper relative to participants’
assumptions about the independence of the cues. The overall pattern is identical from
Experiment 1 to Experiment 2, and nearly identical across the three groupings.
Considering only the point estimates of the means, ‘yes’ rates for causal targets in SA
always appear to be lower than WA. The same appears to be the case for non-causal
targets, again in both experiments and across all groupings. ‘Yes’ rates for the alternative
also appear consistently larger when the target is non-causal than when it is causal,
except for the positively correlated group in both experiments. In that case, the ‘yes’ rate
seems to be just barely larger when the target is causal. This conspicuously reliable
pattern of discounting is validated by a sign test, p<.001 (i.e., the probability of a
binomial yielding at least 20 out of 24 comparisons in the predicted direction).

Negatively
correlated
Strong
Weak
N

Non-significantly
correlated
Strong
Weak

Positively
correlated
Strong
Weak

5

9

24

17

7

7

Target (causal)

.55 (.09)

.65 (.07)

.45 (.13)

.61 (.15)

.35 (.17)

.48 (.21)

Target (not causal)

.37 (.05)

.46 (.06)

.29 (.13)

.35 (.15)

.23 (.16)

.29 (.20)

Alternative (target causal)

.56 (.11)

.32 (.12)

.57 (.15)

.35 (.14)

.51 (.17)

.38 (.20)

Alternative (target not)

.76 (.14)

.44 (.17)

.61 (.16)

.42 (.12)

.50 (.21)

.35 (.20)

Table 5.1:

Means (and SDs) of ‘yes’ rates for participants from Experiment 1
partitioned by their Target x Alternative judgment correlations.
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Negatively
correlated
Strong
Weak
N

Non-significantly
correlated
Strong
Weak

Positively
correlated
Strong
Weak

17

17

40

43

11

10

Target (causal)

.42 (.15)

.70 (.11)

.49 (.15)

.69 (.11)

.53 (.13)

.64 (.21)

Target (not causal)

.25 (.11)

.45 (.12)

.30 (.14)

.48 (.13)

.33 (.14)

.43 (.21)

Alternative (target causal)

.55 (.16)

.33 (.18)

.62 (.12)

.44 (.17)

.65 (.16)

.47 (.26)

Alternative (target not)

.69 (.12)

.54 (.10)

.70 (.13)

.52 (.13)

.62 (.20)

.42 (.18)

Table 5.2:

Means (and SDs) of ‘yes’ rates for participants from Experiment 2
partitioned by their Target x Alternative judgment correlations.

The pattern of effect sizes is also interesting. (Unlike t, Cohen’s d is less precise
when there are fewer participants, but otherwise unaffected by low n.) These values
show that the discounting effect diminishes somewhat as assumptions move from the
cues being inversely related, to unrelated, to positively related. The magnitude of the
effects for the causal targets declines across the groupings in Experiment 1 (.83, .83, .47)
and in Experiment 2 (1.55, 1.03, .41), and for non-causal targets in both experiments
(1.19, .33, .25, and 1.18, .99, .43). On the other hand, the SS Power theory would suggest
that discounting occurs when negatively correlated, does not occur for uncorrelated
participants, and that causal augmentation would occur with positively correlations.
The within-subjects effects for the ratings of the alternatives are perhaps even
more intriguing: They decline much more sharply for SA in Experiment 1 (2.44, .35,
-.12) and Experiment 2 (1.03, .60, -.27), and WA in both experiments (.98, .76, -.34, and,
1.30, .60, -.50). Thus, there is a difference in how discounting manifests when examined
between-subjects versus within-subjects. This is most apparent when considering the
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positively correlated group. When comparing their judgments for the alternative, they
were slightly more likely to call it causal given that they thought the target was causal,
but when compared to how participants behaved in the other condition, they still
discounted targets somewhat.
Whereas Lu et al. believe that most or all participants will be negatively
correlated, this pattern of findings suggests that only a minority of participants may have
a priori expectations about how the cues will be related to each other. In addition,
contrary to the position of Lu et al., roughly equal numbers of participants will make the
two opposite assumptions. Moreover, it is reasonable to model these expectations as a
prior probability distribution, but the prior is unlikely to be the reason for discounting.
Instead, the effect of the prior may simply be added on top of the discounting effect,
which in turn appears to be more fundamental. These findings are perhaps similar to the
results of Fugelsang and Thompson (2001) who showed that the effect of a priori
plausibility was additive with discounting.
ASSOCIATIVE
I evaluated the associative models with a unified framework. Trying to apply
associative models to our data presents two difficulties. First, associative models are
deterministic: Given a series of events, and a set of parameter values, the same final
associative strength will result every time the model is run. Second, the final associative
strengths constitute a continuous range of values, whereas the result of our task on each
trial was a binary judgment.
These concerns can be addressed in a reasonable way, however.

First, all

associative models are order-dependent and the order of presentation for the events in the
contingency structures were shuffled randomly for each trial; the same can be done for
each run of the associative models, causing them to output a probability distribution.
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Second, although animal learning theorists have primarily been interested in modeling
continuous outcomes (e.g., rates of bar pressing), some attention has been paid to binary
outcomes.

Spence (1938) attempted to resolve a controversy between associative

theorists and gestalt theorists by positing that although associations can increase
continuously, apes will not be able to solve an insight problem until the association
crosses a threshold. This assumption provided a good fit to his data, and I employ it here.
That is, I assume, for the sake of employing associative models, that people have a
threshold for associations beyond which they will say ‘yes’ when a binary response is
required. Note that, although this seems similar, it is not the same idea as the decision
criterion assumed in SDT. For example, I fit one threshold for each model which is held
constant across all contingency structures; I do not allow it to ‘shift’.
To fit these models to the mean ‘yes’ rates from our data, I used a genetic
algorithm to search the parameter space.

A genetic algorithm generates a set of

‘chromosomes’ (i.e., parameter sets) and evaluates their fit to the data (Negnevitsky,
2002). The best fitting chromosomes are ‘naturally selected’ (i.e., those with the lowest
SSE were retained), and become the ‘parents’ of the next ‘generation’ of chromosomes.
This is done by ‘breeding’ them (i.e., mixing their elements) and ‘mutating’ them by
adding Gaussian noise. Over the generations, adaptive parameter values proliferate,
whereas poorly performing ones are eliminated. I stopped the process when the top ten
parameter sets were all very similar to each other (e.g., when the first eigenvector
accounted for >90% of the variance). Then I picked the best performing parameter set as
optimal, and took the corresponding predicted ‘yes’ rates as the model’s optimal output.
Pure Learning
In this subsection I fit models that assume all differences in output are driven by
differences in learning. The premier such model is the Rescorla-Wagner model, I also
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briefly discuss MRW. It is widely understood that the Bush-Mosteller model cannot
account for cue interaction effects (e.g., Miller et al., 1995; Rescorla & Wagner, 1972), as
such I make no attempt to fit it.
Rescorla-Wagner
The Rescorla-Wagner model is premised on the idea that learning is driven by the
difference between what is expected and what happens, but that the expectation is derived
from the total picture; it could come from either cue, or both. An attempted explanation
of discounting proper based on RW would suggest that because the strong alternative cue
is reinforced more often, more would be learned about it, and this would suppress
learning about the target.
Unfortunately for RW, it provides a poor fit to the observed data. It largely
misses the key features, perhaps because the alternative did not get a ‘head start’ as in the
blocking effect. The causal target is assented to only slightly less often in SA. The same
is true of non-causal targets, and judgments of the alternatives based on the causal status
of the targets9. These barely visible effects are swamped by the different levels of ΔP of
the cues. This should not be too surprising, as it has been proven that at asymptote, RW
converges on ΔP (Cheng, 1997), or conditional ΔP when they differ (Tangen & Allan,
2003).

Whereas effects like conditionalizing are normative, discounting proper is

arguably not. One implication of this analysis is that discounting proper is probably not
due to insufficient learning: Although it is difficult to determine how much experience is
required for people to reach asymptote, the model suggests that more learning would not

9

RW actually does match the qualitative pattern of effects (i.e., higher rates for targets in WA, and for
alternatives when the target is non-causal). Moreover, by increasing the number of model runs, it can be
shown that this is not by chance due to the probabilistic nature of these fits. However, RW is not able to
make the magnitude of these contrasts any larger than a miniscule difference, whereas humans reliably
evidence very large effects. As a result, I argue that RW does not truly capture the effect.
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help here. The model is required to closely approximate its asymptotic values in order to
best fit people’s behavior. The predicted ‘yes’ rates are plotted in Figure 5.6.

Figure 5.6: The best fitting ‘yes’ rates based on the Rescorla-Wagner model for
Experiment 2’s data.
The model’s optimal parameters were: αcues=.88, αcontext=.22, βyes=.89, βno=.71,
threshold=.17. The distribution of final associative strengths was very nearly normal10.
As a result, I calculated means and standard deviations for the distributions, fit Gaussians
to those values, and based predicted ‘yes’ rates on them11. This increased the stability of
the model’s predictions.

The mean paths of the association strengths with their

distributions of final values are displayed in Figure 5.7. Although such figures are
common, it should be noted that they are slightly misleading; no actual path looks like
these. They are computed by running thousands of iterations and averaging over the
10

Because it is easy to increase the numbers of iterations run in these simulations, it can be shown that they
are not perfectly normal. As they move away from being centered on 0, they become slightly negatively
skewed. In addition, they are slightly platykurtotic. However, these differences are trivially small.
11 The corresponding distributions for the other models are not normal, so I only used this procedure with
RW. For the other models, I simply calculated the percentage of runs that end above the response threshold
as the model’s predicted ‘yes’ rate.
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values at each event number. Two typical, actual paths for each contingency structure are
shown in Figure 5.8. The variability and sharp changes are striking; they are also similar
to plots of human trial-by-trial changes in ratings (e.g., Van Hamme & Wasserman, 1994,
Figures 3-5)12.

Figure 5.7: Mean paths for association strengths for the Rescorla-Wagner model trained
on Experiment 2’s data.

12

This nature of actual paths is a feature of all models analyzed. Since there is no more insight to glean
from them, such plots will not be presented for the other models.
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Figure 5.8: Two actual paths for association strengths from each contingency structure
for the Rescorla-Wagner model.
Modified Rescorla-Wagner
Given that RW does not provide a good account of discounting proper, it is
reasonable to ask if adjustments to the model, such as those contained in MRW that
extended its viability in the past, will save it here. They do not. Allowing unseen cues to
be updated based on the expectation that they ‘ought’ to have occurred does not change
the fundamental character of RW with respect to discounting proper. Predicted ‘yes’
rates are plotted in Figure 5.9. The fitted parameters were: αcues-present=.88, αcontext=.23,
αcues-absent= -.35, βyes=.90, βno=.83, threshold=.13.
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Figure 5.9: Best fitting ‘yes’ rates for the Modified Rescorla-Wagner model with
Experiment 2’s data.
Attentional
Attentional models are more complex than pure learning models; they contain
more moving parts. What is important for these models is not primarily how association
strengths change, but how the associability (i.e., salience) of the cues changes. Another
feature of the models discussed here is that they contain both associations and ‘antiassociations’, with behavior driven by the net association strength. In this subsection, I
fit the Pearce-Kaye-Hall model, Le Pelley’s ‘extended Macintosh model’, and Le
Pelley’s hybrid model. As discussed in Chapter 2, the original Macintosh ‘model’ is not
fully specified, so I do not fit it here. However, I do examine exMac and its relation to
lPhyb to illuminate one of the conclusions I will draw from the theoretical analyses
reported in this chapter.
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Pearce-Kaye-Hall
The Pearce-Kaye-Hall model contains the crucial insight that the attention paid to
the different cues is relative. The mechanism by virtue of which differing amounts of
attention are paid out is based on how well each cue is understood at the moment.
Although it may not be immediately clear how this particular mechanism would lead to
discounting proper, it clearly does. Predicted ‘yes’ rates are displayed in Figure 5.10.

Figure 5.10: Best fitting ‘yes’ rates for the Pearce-Kaye-Hall model with Experiment 2’s
data.
The optimal parameter values were: βexcitatory=1, βinhibitory=.49, γ=.75, threshold=.24.
The mean paths of the net association strengths are shown in Figure 5.11. Jagged shifts
reliably occur early in learning, and the distributions of final net association strengths are
not Gaussian. The distributions are strongly skewed, often with different cues having
distributions skewed in opposite directions. The mean paths of the cue saliences is
displayed in Figure 5.12.

Notice how markedly irregular the distributions of final

saliences are. The paths start high, never drop very low, and differ little on average.
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According to this analysis, unlike RW, participants typically feel like they do not fully
understand the cues. However, the relative positions of the net association strengths are
fairly stable from early in the streamed-trial to the end. Thus PKH, like RW, suggests
that more experience with the cues would not radically change the nature of the effect.

Figure 5.11: Mean paths for association strengths for the Pearce-Kaye-Hall model trained
on Experiment 2’s data.
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Figure 5.12: Mean paths for association saliences for the Pearce-Kaye-Hall model trained
on Experiment 2’s data.
Extended Macintosh
Le Pelley’s ‘extended Macintosh’ model also posits that relative amounts of
attention are paid to the different cues. However, exMac assumes that more attention is
allocated to cues that better predict the outcome. This approach also yields good fits to
the data. Predicted ‘yes’ rates are shown in Figure 5.13.
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Figure 5.13: The best fitting predicted ‘yes’ rates for Le Pelley’s extended Macintosh
model with Experiment 2’s data.
The parameters required to produce this fit were: βexcitatory=.57, βinhibitory=.21,
θexcitatory=.55, θinhibitory=.32, threshold=.26. The mean paths for the net association strengths
is displayed in Figure 5.14. Notice that the shapes of the distributions are neither normal
nor necessarily similar to each other. Regarding the paths, a small bump for the context
appears typical early in learning. The mean paths for the associabilities of the cues is
displayed in Figure 5.15. Saliences clearly drop off smoothly from their high initial
starting position at a rate determined by the cues’ relative ΔP. Lastly, the resulting
distributions of final salience values are not well behaved.
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Figure 5.14: Mean paths for the net association strengths for the extended Macintosh
model trained on Experiment 2’s data.
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Figure 5.15: Mean paths for association saliences for the extended Macintosh model
trained on Experiment 2’s data.
Le Pelley’s Hybrid
Le Pelley’s hybrid attentional model combines the attentional mechanisms from
both PKH and exMac. Since both of those models already match the observed data well,
the extra complexity barely improves the fit. The model’s predicted ‘yes’ rates are
displayed in Figure 5.16.
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Figure 5.16: The best fitting predicted ‘yes’ rates for Le Pelley’s hybrid model with
Experiment 2’s data.
The parameters that produced these rates were13: βexcitatory=.92, βinhibitory=.40,
θexcitatory=.58, θinhibitory=.51, γ=.34, threshold=.27. The mean paths for the net association
strengths and the two different kinds of saliences are not very different from those of the
preceding attentional models; therefore, I do not present them here.
Performance
Performance models are based on the idea that differences in behavior are due to
differences in how associations are retrieved and implemented at the time the behavior is
performed. In this subsection, I discuss the extended comparator model.
Extended Comparator Model
The extended comparator model holds that responding should increase as the
association between a cue and an outcome strengthens. However, responding should
13

Fitting lPhyb required making an extra assumption that increments to associations and anti-associations
cannot be greater than 1 on any trial. This idea is not mentioned in Le Pelley (2004), but the issue would
not arise in modeling the phenomena discussed in that paper; there is no reason to suspect that this
additional assumption contradicts the main ideas instantiated in the model.

98

decrease to the degree that that cue evokes other cues that can also explain the presence
of the outcome. This possibility is indexed by the cue’s ‘comparator’, and this implicit
process directly takes account of the relative degree of contingency. Thus this model fits
the data well. Predicted ‘yes’ rates, derived from ECM, are displayed in Figure 5.17.

Figure 5.17: The best fitting ‘yes’ rates for the extended comparator model with
Experiment 2’s data.
These rates were predicted when the model’s14 parameters were15: scues=.99,
scontext=.23, soutcome=.21, kdecrement=.67, kperformance=.42, threshold=.08. The mean paths for the
strength of responding to the different cues is displayed in Figure 5.18. The mean paths
for the variables’ comparators is shown in Figure 5.19. In both cases, the mean paths
seem fairly smooth and stable from early on, but the distributions of final values are not
well behaved.
14

Fitting ECM required using an additional rule that association strengths could not go below zero. This is
consistent with the ideas behind the model (e.g., Stout & Miller, 2008), but is not part of the mathematical
formalism.
15 Here I used the optimal parameters and rates from the generation that preceded the last in the genetic
algorithm as they were more plausible on their face. This does not change the substance of the fit or the
interpretation.
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Figure 5.18: Mean paths for the strength of responding for extended comparator model
trained on Experiment 2’s data.
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Figure 5.19: Mean paths for the cues’ comparators for the extended comparator model
trained on Experiment 2’s data.
DISCUSSION
Throughout this chapter, I have been alluding to the way different theories focus
on absolute or relative magnitudes, using ΔP and the difference in ΔP as proxies. The
idea has been to highlight their possible roles in the processes that underlie covariation
detection. I do not make the strong claim that these particular variables are the ‘right’
ones with regard to how covariation is represented in the mind. For example, both the
difference in EI and the difference in q outperform their siblings and could be reasonable
candidates. Furthermore, a ratio, rather than a difference, may be more appropriate
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(although how to implement this is tricky because 0 cannot be a divisor). I used these
variables primarily because ΔP is the normatively appropriate answer regarding the
degree of contingency in the set of events that were experienced, and the difference in ΔP
is a transparent extension of it. Finally, the difference in ΔP correlates better with our
data than either the difference in EI, or the difference in q (albeit not significantly so, the
correlations are almost identical).
The fact that the difference in ΔP correlates nearly perfectly with mean ‘yes’ rates
has an important implication. After all, it does not have to be that way. The definition of
discounting proper is that a target cue will be rated lower in the presence of a stronger
alternative cue than in the presence of a weaker one. This turns out to be true, but it is
not the whole truth. Experiments 1 and 2 also found that the non-causal target was
thought causal less often in SA than WA, but in addition, the alternatives were thought
causal less often when the target was causal. In SA, the alternative was stronger than the
target both when the target was causal and when it was not, nonetheless, the assessment
of the alternative was influenced by the presence of the target. The first notion of
discounting was mentioned by Kelley (1973): the idea was that once someone could
explain the presence of the outcome, other candidate causes became superfluous. The
underlying intuition is related to the idea that people are cognitive misers. It is also
similar to the way Lu et al. (2008) thought about the phenomenon. The data show that
the phenomenon is deeper than that. But the fact that the difference in ΔP correlates so
well demonstrates that it is deeper still. It establishes that the magnitude of the effect in
one contrast can be predicted from knowing something about the other contrasts. That is,
the increment in ‘yes’ rates from, e.g., difference= -.33 to -.22 would be the same as from
.11 to .22, and moreover that this is true for contrasts that never occurred to us to check
(e.g., the non-causal target in SA vs. the alternative in WA when the target is causal).
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That this phenomenon tracks the difference in ΔP means that discounting proper is not
just another cue interaction effect to add to the long list of such known effects (as implied
by the definition above), but that this reflects something very fundamental about the
nature of the systems that underlie covariation detection in humans.
To clarify the degree to which different models were emphasizing absolute or
relative magnitudes, I list each model’s predicted ‘yes’ rates with r scores indicating how
well it correlates with the observed data, ΔP, and the difference in ΔP. The results of the
model fits for Experiment 1 are given in Table 5.3, and for Experiment 2 in Table 5.4.
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Alternative
(target not)

Correlation with
observed data

Correlation with ΔP

correlation with the
difference in ΔP

WA

Target
(not causal)

WA

Alternative
(target causal)

WA

Target
(not causal)

SA

Target
(causal)

WA

Target
(causal)

SA

Alternative
(target not)

SA

Alternative
(target causal)

SA

Experiment 1 data

.56

.62

.44

.60

.27

.33

.36

.41

1.00

.89

.93

ΔP

.59

.59

.51

.51

.34

.34

.34

.34

.89

1.00

.72

difference in ΔP

.51

.63

.57

.27

.33

.44

.44

.93

.72

1.00

Evidence Integration

.56

.56

.47

.56

.28

.38

.38

.38

.97

.92

.86

Causal Power

.57

.61

.49

.56

.34

.34

.34

.34

.94

.98

.78

Rescorla-Wagner

.58

.59

.48

.51

.31

.33

.34

.34

.93

.99

.78

Mod RescorlaWagner

.59

.49

.51

.33

.34

.35

.35

.92

1.00

.76

Pearce-Kaye-Hall

.58

.64

.42

.57

.27

.33

.39

.39

.99

.90

.94

extended Macintosh

.60

.63

.45

.25

.34

.40

.41

.99

.90

.94

Le Pelley’s hybrid

.57

.61

.42

.58

.26

.33

.40

.40

.99

.88

.95

Extended Comparator

.58

.63

.46

.58

.27

.32

.39

.38

.99

.93

.92

Table 5.3:

.59

.38

.58

Fits for all models with Experiment 1’s data.
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Alternative
(target not)

Correlation with
observed data

Correlation with ΔP

correlation with the
difference in ΔP

WA

Target
(not causal)

WA

Alternative
(target causal)

WA

Target
(not causal)

SA

Target
(causal)

WA

Target
(causal)

SA

Alternative
(target not)

SA

Alternative
(target causal)

SA

Experiment 2 data

.60

.70

.48

.69

.27

.40

.48

.51

1.00

.77

.98

ΔP

.66

.66

.58

.58

.41

.41

.41

.41

.77

1.00

.72

difference in ΔP

.59

.72

.44

.66

.30

.37

.52

.52

.98

.72

1.00

Evidence Integration

.62

.62

.54

.62

.36

.45

.45

.45

.93

.92

.86

Causal Power

.64

.68

.56

.62

.40

.40

.40

.40

.83

.99

.78

Rescorla-Wagner

.67

.67

.56

.58

.37

.38

.39

.39

.81

1.00

.77

Mod RescorlaWagner

.66

.66

.57

.57

.41

.42

.42

.42

.78

1.00

.74

Pearce-Kaye-Hall

.67

.72

.50

.66

.31

.39

.45

.46

.96

.90

.94

extended Macintosh

.67

.70

.53

.64

.31

.39

.45

.46

.95

.92

.92

Le Pelley’s hybrid

.66

.71

.50

.65

.29

.38

.45

.46

.97

.89

.94

Extended Comparator

.66

.70

.53

.65

.33

.40

.47

.45

.96

.92

.93

Table 5.4:

Fits for all models with Experiment 2’s data.

These results affirm that models that incorporate relative values in some form
(thus correlating more strongly with the difference in ΔP) fit the observed pattern of
responses better than models that focus on an absolute metric. Moreover, as shown
throughout this chapter, it is these models that capture the key effects, viz., target cues are
rated lower in the presence of the stronger alternative, and alternatives are rated lower
when the target is causal. However, the exact nature of the role such a relative magnitude
plays cannot be specified on the basis of our data. Models that capture the phenomenon
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employ relative values in very different ways. It is difficult to determine which way is
ultimately correct.
There are good reasons to believe that the mind employs intricate mechanisms
and models that hope to explain an ever wider range of phenomena often grow in
complexity. Le Pelley’s hybrid model is an example of this. Although it can account for
many cue interaction phenomena and does fit our data better than other models, it is
likely that the improvement in fit is outweighed by the increased flexibility that comes
with greater complexity (e.g. see: Pitt et al., 2002). Instead, the primary value of lPhyb
to this project is its modularity—the way it can be taken apart and have its components fit
to the data. Those analyses underpin the conclusion (and actually sparked the insight)
that what matters is that relative magnitudes are used somehow, but that exactly how
cannot be determined from the experiments conducted so far.
Some approaches could not be applied to our data. In particular, the propositional
approach is too vaguely specified to assess with respect to discounting. It is easy to see
how the propositional perspective can be applied to blocking as it is typically
implemented in human experiments (viz., few events, ΔPs=1, with one cue never
presented independently creating ambiguity about its role). It is not at all clear how
explicit propositions would be formed upon watching many events rapidly streaming by
with middling probabilities and small—and closely valued—ΔPs, nor is it obvious why
computationally intensive deductive processes operating over those propositions would
generate discounting. Moreover, it is not clear on its face that the case made for the
propositional account proves that all covariation detection is slow, explicit and resource
depleting. For example, De Houwer and Beckers (2003) found that a simultaneous
working memory task interfered with the evaluation of the blocked cue, but not the
blocking cue.

In addition, De Houwer (2009) describes an unpublished study by
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Vandorpe and colleagues in which blocking made RTs for the blocked cue slower, but
not for the blocking cue. These studies do not suggest that all judgments of contingency
are slow and resource depleting, but only that judgments of the blocked cue are. Of
course, it is possible that the propositional approach could provide an account of
discounting proper. However, until advocates provide a model sufficiently well specified
to evaluate (and which produces the effect), skepticism appears to be the most reasonable
attitude.
Another theoretical position not explicitly applied in this chapter is the dualprocess approach. At present, there is no grand statement laying out how this approach
would be applied to discounting, or other cue interaction phenomena. Moreover, there
are many possibilities for how these ideas could be instantiated.

For example, the

extended comparator model could be considered a dual-process approach: It has a basic
associative learning process based on the Bush-Mosteller model, and it has, at the point
when a response is to be initiated, an implicit comparison process that could be
considered a subsequent judgment process. If ECM is categorized as a dual-process
theory, then such accounts can explain discounting. On the other hand, there are other
ways that a dual-process theory could be specified and some such might not be able to
account for the effect.

Moreover, this raises a criticism that I must acknowledge:

Although I favor a dual-process approach (and more or less along the lines of ECM,
albeit enhanced with additional features), research such as Experiments 1 and 2 are
insufficient to establish that this is the appropriate approach.
Indeed, this highlights an issue at the core of this entire chapter. Based on the
signal detection analyses for Experiment 1 and 2’s data, I concluded that people are
shifting the placement of their decision criterion and that discounting proper was an
effect driven by judgment processes. I was not alone in drawing this type of conclusion:
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Lorraine Allan and her colleagues developed the streamed-trial technique for the express
purpose of being able to address this kind of question (Allan et al., 2008). In fact, Siegel
et al. (2009) applied the technique to conditionalizing and drew the same conclusions
(viz., that there were changes in bias but not sensitivity, that the phenomenon is due to a
judgment process, and they favored the comparator hypothesis as well). Thus, I started
applying prominent theories to our data (as reported in this chapter) with the goal of
understanding why people shift their decision criterion in this situation.

What is

important to recognize is that none of the theoretical approaches analyzed herein features
a shifting criterion.

Many do not feature a criterion of any sort.

Something

metaphorically similar to SDT’s decision criterion was employed (of necessity) with the
associative models so that they could be applied to our task. However, it was implicitly
assumed that people came to the task with a response threshold already set, on average, at
a given value. The threshold was not allowed to ‘shift’; that is, it was held in the same
place for all four contingency structures.

Thus, a model’s ability to reproduce the

phenomenon depended on how it generated the shape and arrangement of the
distributions of its final values relative to the pre-set response threshold. Some models
(e.g., PKH) have no appreciative judgment process, and yet were able to appear to ‘shift
the decision criterion’. (Note that, although I did not conduct any SDT analyses here, if
the same ‘yes’ rates were input, SDT would yield the same output.) Therefore, the SDT
results from Experiments 1 and 2 do not necessarily establish that people are shifting
their decision criterion or even that there is a subsequent judgment process at all. Instead,
the theoretical analyses reported in this chapter show that relative magnitudes are
employed somehow in covariation detection, and it is this fact that underlies discounting
proper.
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The theoretical analyses provide many interesting insights, but they do not
provide support for the idea that discounting is a judgment phenomenon. To determine
the role of judgment processes in discounting proper requires further experimentation.
To that end, I conducted new experiments, which are discussed in Chapter 6.
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Chapter 6: New Experiments
INTRODUCTION
The results from Chapter 5 show that signal detection analyses of Experiments 1
and 2 alone cannot establish the role of judgment processes in discounting proper. Thus,
the same question remains: Is discounting most likely due to learning processes or
judgment processes?

What is needed are additional experiments that approach the

question from different angles. Then, whether judgment processes underlie discounting
can be determined by triangulation.
Comparing how the phenomenon manifests with data gathered from streamedtrials and from summary tables is an attractive approach. Summary tables are a simple
means of presenting contingency information in which the numbers of different types of
events are described rather than experienced. They have been employed commonly in
human contingency learning (going all the way back to Ward & Jenkins, 1965).
Moreover, phenomena arising from them cannot be due to learning of an associative
nature, as there is no series of experiences over which an association could build.
Additionally, Goedert and Spellman (2005) provided evidence that discounting occurs in
both the trial-by-trial prediction task and summary tables. Of course, it is possible that it
is more difficult to assess the influence of a cue, given summary information, when there
is also information about another, stronger cue. Moreover, this could be a proximate
cause of discounting proper in that situation. However, it is far from clear how this
would accord with the theoretical analyses undertaken in Chapter 5. Those analyses
suggested that discounting proper was not actually a cue interaction effect at all, but
rather is a manifestation of a process that appears to be tracking the difference in ΔP.
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Even if we assume that ‘yes’ rates tracked the difference in ΔP because it is
intrinsic to the nature of the associative learning process, there is no a priori reason to
expect that whatever process extracts and calculates summary information must be
consistent in this regard. This is especially true since the best fitting learning models
relied on attentional processes shifting as a result of early learning so as to reduce
subsequent learning—processes less likely to have an analog among the processes that
extract and calculate summary information. Thus, the goal here is to determine whether
discounting manifests in the same way using both experimental methods in accordance
with the key findings revealed by the theoretical analyses just discussed. If discounting
does manifest in the same way, this is most likely due to a shared process, i.e., the
judgment process.
At least two experiments are required. The primary goal is to see if discounting
will show the same signatures in responses when the method of presentation differs.
First, however, it would be helpful to have a broader base of ‘yes’ rates from streamedtrials, against which the comparison could be made. A parametric manipulation of
alternative strength would help to ensure that the right function has been picked out, and
allow the consistency of responding to be assessed. For example, it would address a
limitation intrinsic to Experiments 1 and 2 with respect to applying signal detection
analyses: Namely, is there something special about those levels / contingency structures
used that produced the effect?

It is typically recommended that signal detection

experiments have equal numbers of cases in which the answer is objectively ‘yes’ and
‘no’, as unequal frequencies tend to induce biases (e.g., Boynton et al., 1997).
Experiments 1 and 2 met this requirement—but only with respect to judgments of the
target cue. However, the participants did not know that there was an ‘alternative’ cue and
a ‘target’ cue (or that the latter was the one we ‘really cared about’). Although we did
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not provide feedback, which should have minimized this issue, if participants assumed
(quite reasonably) that we would be presenting causal cues about half of the time,
nuisance aspects of the contingency structures we employed could have induced bias.
This is because, in fact, 75% of all cues were contingent in SA but only 25% were in
WA16. Replicating the basic findings of Experiments 1 and 2, and the new key findings
suggested by the theoretical analyses, with a parametric manipulation will address this
concern. If these factors did underlie our results, we would find a curvilinear relationship
between bias and alternative strength. Moreover, as C is computed from target ‘yes’
rates, curvilinear relationships could occur there as well.

Aside from this issue, a

parametric manipulation will create a more stable base for comparing with results
gathered from summary tables.
Several other questions can profitably be engaged with these experiments. For
example, the results of the theoretical analyses suggested that ΔP plays no independent
proximal role in determining levels of ‘yes’ rates.

Intuitively, this does not seem

plausible. With a broader array of contingency structures it is possible to have cases in
which the difference in ΔP is held constant, but absolute levels of ΔP vary, providing
leverage that can help to determine if absolute ΔP actually does influence rates.
A different issue has perhaps greater potential theoretical importance.

As

discussed at the end of Chapter 5, I have been using the difference in ΔP largely as a
proxy for the idea that the system is tracking a relative metric. Using a simple difference,
however, is not necessarily the most likely metric. Although the notion of a relative
metric has not been prominent in the human contingency learning literature, it is a well

16

This is the primary—but not the only possible—manner in which the conditions we used could have
been special in an unintentional way and induced a spurious finding of bias. Note that, analytically, it is
not possible to establish that there is not something special about one condition that produces an effect
when only two conditions are used (as opposed to a parametric manipulation).
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established, and necessary, feature of perceptual processes (and covariation detection is at
least metaphorically perceptual). Moreover, the perception of quantities (e.g., mass,
brightness, loudness, etc.) is Weberian; that is, they track a ratio. It is not entirely clear
how to construct a Weber fraction appropriate to our task as it differs in key ways from
traditional experimental tasks used to study the Weberian nature of perception.

In

addition, the mathematical nature of ΔP differs from that of, say, brightness (e.g.,
brightness is unbounded). However, it would help to assess the possibility that this
system is Weberian if the influence of even a simple ratio could be evaluated. In
Experiments 1 and 2, the ratio of the ΔP of the cue being judged to the ΔP of other cue
can be formed only for the causal target trials in SA. A parametric manipulation would
entail additional cases and would afford limited evaluations of the fits of the difference
and the ratio of ΔPs. Thus, a parametric manipulation would create an opportunity to
begin thinking about the question of whether this system tracks a relative metric because
it is fundamentally Weberian.
EXPERIMENT 3
Methods
The methods used in Experiment 3 are largely similar to Experiment 1, except
that it employs a broader range of contingency structures. Due to the similarity with
Experiment 1, and to save space, in this subsection I only discuss those aspects of the
methods that differ.
Participants
One hundred and seventy-one undergraduates from the University of Texas at
Austin participated in exchange for course credit.
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Lesser
Alternative
Target
Causal

T
~T

A
6
9
4
9
0.56
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Alternative

~A
5
9
3
9
0.44

0.61

T

0.39

~T

ΔPT=.22
ΔPA=.11

Target
Not Causal

T
~T

A
5
9
5
9
0.56

A
7
9
4
9
0.61

~A
4
9
3
9
0.39

0.61
0.39

ΔPT=.22
ΔPA=.22

~A
4
9
4
9
0.44

ΔPT=.00
ΔPA=.11

0.50

T

0.50

~T

A
6
9
6
9
0.67

~A
4
9
4
9
0.44

0.56
0.56

ΔPT=.00
ΔPA=.22

Figure 6.1: The new contingency structures employed in Experiment 3.
Design & Contingency Structures
The experiment employed a parametric manipulation of the alternative’s ΔP.
There were four conditions, a weak alternative (WA; ΔPA=.00), a lesser alternative (LA;
ΔPA=.11), an equal alternative (EA; ΔPA=.22), and a strong alternative (SA; ΔPA=.33).
As before, there were two contingency structures within each condition (ΔPT=.00;
ΔPT=.22). Thus, there were eight contingency structures total. The four contingency
structures for WA and SA were the same as Experiments 1 & 2, and are pictured in
Figure 4.3; the new contingency structures are depicted in Figure 6.1.
Procedure
Participants were shown 80 streamed-trials, instead of 72; otherwise the
procedure was the same as Experiment 1.
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Results
Many participants appeared unable to discriminate between causal and non-causal
targets. I used the same filtering regime here as in Experiments 1 & 2. Thirty-five
participants had estimated d’ values less than or equal to 0 (WA: 7, LA: 9, EA: 11, SA:
9), and another 14 participants said ‘yes’ only once more to causal targets than noncausal targets (WA: 6, LA: 4, EA: 2, SA: 2). As described in Chapter 4, these ‘low
learners’ are precariously close to d’=0 and cannot be considered to have reliably learned
the contingencies.

The rates of non- and low-learners did not differ by condition,

χ2(3)=0.4, p=.94. Additionally, there were 2 outliers (LA:1, SA: 1). All analyses (except
the quasi-SDT analyses) are conducted over the filtered data, which are listed in Table
6.1. Aside from these issues, the data meet the basic assumptions. Participants neither
improved nor worsened over the course of the experiment: Correlations between trial
number and accuracy were normally distributed (M= -.01, SD=.13).

Participants

recognized the independence of the trials: Collapsing over the two sides, the lag-1
autocorrelations were normally distributed (M=.01, SD=.14).

Alternative Strength
Weak

Lesser

Equal

Strong

Target (causal)

.54 (.19)

.56 (.13)

.52 (.13)

.45 (.16)

Target (not causal)

.37 (.18)

.35 (.12)

.32 (.13)

.28 (.15)

Alternative (target causal)

.31 (.14)

.42 (.14)

.51 (.13)

.60 (.16)

Alternative (target not)

.39 (.19)

.51 (.13)

.53 (.13)

.67 (.17)

Table 6.1:

Means (and SDs) of ‘yes’ rates for Experiment 3.

Looking at simple ‘yes’ rates, there is repeated evidence of discounting. Causal
targets are thought causal increasingly less often as the alternative’s strength increases,
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b= -1.12, F(1,117)=4.8, p=.03. The same holds of ‘yes’ rates for non-causal targets, b=
-1.28, F(1,117)=4.2, p=.04. ‘Yes’ rates for the alternative are slightly trickier to assess; it
is important to respect both the within-subjects nature of each participant’s alternative
‘yes’ rates and also the fact that these are regression data. I calculated a difference
between these two rates by subtracting log odds of ‘yes’ for the alternative when the
target was not causal from when it was for each participant. If discounting occurred
there, the difference would be negative. Note also, that although ΔPs change, this
computation equates all of the differences in ΔP (the differences in ΔP for the alternatives
are: in WA, -.22 and 0; in LA, -.11 and .11; in EA, 0 and .22; and in SA, .11 and .33; the
differences between all these difference in ΔP values equal -.22). Thus, if discounting
occurs, the regression line should lie below 0 and if such ‘yes’ rates are based only on the
difference in ΔP the regression line would be perfectly flat. In fact, the regression line is
flat, b=0.09, F(1,117)=.04, p=.84, and the intercept is significantly different from 0, b= .29, F(1,117)=8.8, p=.004. This means that participants are saying ‘yes’ less often to the
alternative cues when the target cue is causal, but that the degree to which this occurs is
not influenced by the alternative’s own ΔP.
The signal detection analyses replicate the findings of Experiments 1 and 2 with a
broader set of alternative ΔPs. Sensitivity did not vary across the different levels of
alternative ΔP, b=.08, F(1,117)=.14, p=.71 (Figure 6.2). Bias did vary according to
alternative ΔP, b=.74, F(1,117)=5.4, p=.02 (Figure 6.3). The quasi-SDT analyses, using
the unfiltered data, support these conclusions. The difference between the log odds for
causal target ‘yes’ rates, and those for the non-causal target did not change as a function
of alternative ΔP, b=.79, F(1,117)=2.5, p=.11. However, the average of the two did, b=
-1.62, F(1,117)=7.1, p=.008.
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Figure 6.2: Mean sensitivities for Experiment 3.

Figure 6.3: Mean biases for Experiment 3.
One of the main goals of this experiment was to determine whether the effects
would vary at a constant rate over differing levels of the alternative’s ΔP. If there was
something special about the levels used in those experiments, there should be a curved—
not straight—function. Unfortunately, the data are ambiguous on this issue. A squared
term for the alternative’s ΔP (used to fit a curve) was neither significant for causal target
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‘yes’ rates, b= -8.5, F(1,116)=2.7, p=.10, nor for non-causal targets, b= -6.6,
F(1,116)=1.1, p=.30, nor for C, b= 4.3, F(1,116)=1.8, p=.19. However, it is always
difficult to interpret a null finding, especially in cases such as this one, in which the
effects do not look linear (see, e.g., Figure 6.3). With respect to target ‘yes’ rates, if they
were linear, we would expect the increments to be similar as we moved from one level of
alternative ΔP to the next. But for the causal target, they first go up and then decrease at
an accelerating rate: LA-WA=.02, EA-LA= -.04, and SA-EA= -.06. These findings make
it difficult to feel confident that the underlying relationship is linear, although they are
also not consistent with the hypothesis that participants’ biases are driven by the total
proportion of contingent cues.
One of the advantages of this experiment’s design is that there are a number of
‘yes’ rates based on the same difference in ΔP, but with different levels of absolute ΔP.
For example, the difference in ΔP is 0 both for the cues in the WA non-causal
contingency, and for the cues in the EA causal contingency. However, the absolute ΔP is
0 in the former and .22 in the latter. Perhaps because this design advantages ΔP, it
correlates better than the difference in ΔP (r=.54, r=.51, respectively), unlike in
Experiments 1 and 2. However, the difference in ΔP still correlates significantly even
after ΔP has accounted for as much of the variance as it can, sr=.13, p=.004. The rates
also correlate with q and the difference in q (r=.53, r=.49, respectively), although ΔP
fares better.
This dataset also affords a comparison between the fits achieved by the difference
in ΔP and the ratio of ΔPs. Although ratios obviously cannot be formed with ΔPs=0, the
six ‘yes’ rates from causal target trials in LA, EA and SA can form proper ratios. Using
these rates, the difference in ΔP correlates better than the ratio of ΔPs (r=.37, r=.33,
respectively). However, neither can explain a significant amount of the residual variance
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(sr=.07, p=.37, sr=.02, p=.76, respectively), possibly due to lower power and the strong
correlation between the difference and the ratio (r=.94).
Another issue pertains to the explanation proffered by the SS Power model: viz.
do participants evaluate the target and alternative cues independently? As discussed in
Chapter 5, I determined whether each participant tended to say ‘yes’ to one of the cues
but then ‘no’ to the other (i.e., negatively correlated), to either both cues or neither (i.e.,
positively correlated), or if their judgment of one cue was unrelated to their judgment of
the other cue on each trial (i.e., uncorrelated). The distribution of correlations is centered
near 0, but does not appear to be a null distribution (M=.04, SD=.35). With 80 streamedtrials, correlations greater than r=.224 are significant. Twenty-five participants were less
likely to call a cue causal after having affirmed the other (WA: 5, LA: 3, EA: 7, SA: 10).
These frequencies did not differ by condition, χ2(3)=4.4, p=.22. Thirty-one participants
tended to call either both cues causal or neither (WA: 8, LA: 4, EA: 14, SA: 5).
Curiously, these frequencies did differ by condition, χ2(3)=9.5, p=.02, with the EA
condition having approximately half of the filtered participants significantly positively
correlated. In fact, less than a third of the participants in EA were uncorrelated.
Using only uncorrelated ‘yes’ rates, there is still ample evidence of discounting.
Rates for causal targets are influenced by the alternative’s ΔP, b= -2.2, F(1,61)=18.0,
p<.001, as are rates for non-causal targets, b= -2.5, F(1,61)=13.7, p<.001. In addition,
the differences between rates for the alternative depending on the status of the target are
still different from 0, b= -.32, F(1,61)=7.6, p=.008, but not influenced by the alternative’s
own ΔP, b=.005, F(1,61)<.001, p>.99.

Moreover, the uncorrelated ‘yes’ rates

preferentially track the difference in ΔP (r=.62)—better so than ΔP, q or the difference in
q (r=.56, r=.56, r=.60, respectively). Although ΔP still correlates significantly after the
difference in ΔP has accounted for its maximal variance, sr=.14, p=.02.
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Discussion
The results of Experiment 3 begin to address several lingering questions. They
reaffirm the findings of Experiments 1 and 2, and of the theoretical analyses from
Chapter 5. From the perspective of signal detection theory, discounting proper is a
manifestation of changing bias. Judgments appear to track the difference in ΔP very well
and this undergirds the consistency among not only target ‘yes’ rates, but alternative ‘yes’
rates as well. Discounting was not due to participants basing their judgments on the
expectation that only one cue was probably causal as suggested by the SS Power model.
Participants’ ‘yes’ rates did correlate with causal power, but in this case less strongly than
ΔP, unlike in the previous experiments.

In addition, this experiment allowed the

difference in ΔP to be compared to the ratio of ΔPs for the first time, albeit with a subset
of the data. Curiously, the ratio did not fare as well.
These results do not perfectly answer all of our questions, however. One issue
was whether there might be something special about some of the contingency structures
we used that created the effects spuriously. This would have manifested as a curved
function rather than a straight one. A curved term was not significant, and moreover the
data appeared to be curving in the wrong direction (i.e., concave up rather than concave
down), however the effects did at least appear curved. Furthermore, one of the new
conditions, the equal alternative condition, did appear to have distinct psychological
effects. Specifically, the fact that the target and alternative ΔPs were often the same,
seems to have induced participants to suspect that either both cues were causal or neither
were. Although this did not appear to distort the larger pattern of results, we could be
more confident of our findings if they replicate in a new sample.
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EXPERIMENT 4
Experiment 4 attempts to replicate the findings of Experiment 3, and in particular
to clarify whether bias and target ‘yes’ rates are curvilinear.
Methods
The methods used in Experiment 4 are largely the same as those from Experiment
3, except that the equal alternative contingency structures were replaced and the cover
story and stimuli from Experiment 2 was used. Once again, to save space, in this
subsection I will only discuss new elements.
Participants
One hundred and forty-seven undergraduates from the University of Texas at
Austin participated in exchange for course credit.
Target
Causal

Double
Alternative

T
~T

A
8
9
5
9
0.72

~A
3
9
2
9
0.28

ΔPT=.22
ΔPA=.44

Target
Not Causal

0.61

T

0.39

~T

A
7
9
7
9
0.78

~A
3
9
3
9
0.33

0.56
0.56

ΔPT=.00
ΔPA=.44

Figure 6.4: The additional contingency structures for Experiments 4. Note that unlike
previous figures, the target causal contingency structure is on the left and the
non-causal structure is on the right.

Design & Contingency Structures
This experiment also used a parametric manipulation of the alternative’s ΔP.
However the equal alternative was replaced by a double alternative (DA; ΔPA=.44);
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otherwise the design and contingency structures were the same. The four contingency
structures for WA and SA are pictured in Figure 4.3, LA in Figure 6.1, and the new
contingency structures for DA are depicted in Figure 6.4.
Results
Forty participants had estimated d’ values less than or equal to 0 (WA: 8, LA: 6,
SA: 9, DA: 17), and another 9 participants said ‘yes’ only once more to causal targets
than non-causal targets (WA: 2, LA: 1, SA: 2, DA: 4). This distribution of non- and lowlearners differs significantly from what might be expected, χ2(3)=14.3, p=.003, with DA
having surprisingly many poor learners. The question of whether the DA is special is
ambiguous, how the different relevant data speak to this question is discussed below in
conjunction with the rest of the discussion of those aspects of the data. There were 3
outliers (WA:1, LA: 1, DA: 1). The filtered data are used for all—except the quasiSDT—analyses; they are listed in Table 6.2. Participants did not tend to get better or
worse over the course of the experiment; trial by accuracy correlations were
approximately normally distributed and centered near 0 (M= -.03, SD=.11). In addition,
participants judged the trials independently of each other; lag-1 autocorrelations were
roughly normally distributed and centered on 0 (M= -.01, SD=.13).
Alternative Strength
Weak

Lesser

Strong

Double

Target (causal)

.67 (.11)

.56 (.13)

.46 (.16)

.39 (.19)

Target (not causal)

.45 (.09)

.37 (.12)

.30 (.17)

.23 (.15)

Alternative (target causal)

.43 (.16)

.43 (.14)

.55 (.15)

.59 (.13)

Alternative (target not)

.50 (.10)

.49 (.13)

.64 (.17)

.76 (.16)

Table 6.2:

Means (and SDs) of ‘yes’ rates for Experiment 4.
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Unprocessed ‘yes’ rates show evidence of discounting. Participants believed
causal targets were causal less often as the alternative’s ΔP increased, b= -2.65,
F(1,93)=39.5, p<.001. The same was true of non-causal targets, b= -2.51, F(1,93)=28.5,
p<.001. Unlike Experiment 3, the difference between ‘yes’ rates for the alternative
depending on the causality of the target changed with the alternative’s ΔP, b= -1.12,
F(1,93)=6.5, p<.001, however, this appears to be due to the larger gap between the
alternative’s ‘yes’ rates for DA. When DA is excluded from the analysis, there is no
effect of the alternative’s ΔP on the magnitude of the difference between the two
alternative ‘yes’ rates, b= -.40, F(1,79)=.5, p=.47.

Either model has the intercept

differing significantly from 0, for example, for the full model: b= -.25, F(1,93)=5.3,
p=.02; moreover, because the slope was decreasing, all pairs of alternative ‘yes’ rates
differed, not just WA.
The basic SDT analyses are consistent with previous findings. There was no
effect of alternative strength on d’, b= -.17, F(1,93)=.8, p=.38. There was a large effect
on bias, b=1.54, F(1,93)=39.7, p<.001. Unlike Experiments 1-3 however, the quasi-SDT
analyses, using all of the data, are not quite consistent with these findings. The difference
between the ‘yes’ rates17 for the causal and non-causal targets did vary with the
alternative’s ΔP, b= -.29, F(1,145)=19.2, p<.001. In this case, the effect was not due to
DA alone; a significant effect remains when the DA condition is filtered, b= -.21,
F(1,109)=4.5, p=.04. Instead, the effect seems to be due to the many non-learners; a
similar model using the filtered data and the difference in ln odds for targets showed no
effect, b= -.13, F(1,93)=.2, p=.69. The average of the ‘yes’ rates for the targets was

17

In this case, due to the many ‘yes’ rates of 0 among non-learners, I did not first transform the rates into
ln odds.
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unambiguous and followed the pattern of the SDT analyses just as in previous
experiments, b= -.42, F(1,93)=37.2, p<.001.

Figure 6.5: Mean sensitivities for Experiment 4.

Figure 6.6: Mean biases for Experiment 4.
Experiment 4 shows clearly that ‘yes’ rates and bias are a linear function of
alternative strength; there was nothing special about the WA and SA contingency
124

structures in producing these effects. A curved term was not significant for causal target
‘yes’ rates, b=3.03, F(1,92)=.6, p=.44, non-causal target rates, b= -.26, F(1,92)=.003,
p=.95, and for C, b= -.98, F(1,92)=.2, p=.67. Unlike Experiment 3, these results are not
even close to marginally significant. Moreover, the descriptive results (see Table 6.2 and
Figure 6.6), provide no reason for uneasiness about affirming the null hypothesis.
In contrast to Experiment 3, absolute levels of ΔP do not do a good job of
predicting ‘yes’ rates. Just as in Experiments 1 and 2, the difference in ΔP correlates
better with rates than ΔP (r=.61, r=.49, respectively), and ΔP cannot account for a
significant amount of the variance left over (sr=.05, p=.31). The data correlate with q
and the difference in q (r=.52, r=.61, respectively), although the difference in ΔP is still
best. The difference in ΔP also correlates better with ‘yes’ rates when compared to
ratios18 (r=.40, r=.39, respectively). As with Experiment 3, neither can explain the
other’s residual variance, however (sr=.04, p=.62, sr=.01, p=.93, respectively).
The distribution of correlations between judgments of the target and of the
alternative was fairly normal, albeit peaked (M= -.01, SD=.29); however it was clearly
not a null distribution. Seventeen participants were significantly negatively correlated
(WA: 4, LA: 3, SA: 9, DA: 1), and 17 were positively such (WA: 7, LA: 4, SA: 6, DA:
0).

In neither case did these frequencies vary significantly across conditions, with

χ2(3)=7.2, p=.07, and χ2(3)=5.0, p=.17, respectively.
As with the previous three experiments, there is substantial evidence that
discounting proper exists and that it tracks the difference in ΔP, even when analyzing
data only from participants who were uncorrelated. Uncorrelated participants were less
likely to call the target causal as alternative ΔP increased for both targets that were
actually causal, b= -2.95, F(1,55)=36.9, p<.001, and those that were not, b= -2.36,
18

In both cases, I used the causal target contingencies from LA, SA and DA.
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F(1,55)=19.4, p<.001. As above, the case of the difference in rates for the alternative
depending on the target is more complicated. With the uncorrelated participants, these
differences depend on alternative ΔP, b= -1.69, F(1,55)=9.7, p=.003, but this effect
seems to be driven by the DA group. When only uncorrelated participants from WA, LA
and SA were analyzed, there was no effect, b= -.38, F(1,46)=.29, p=.59, but the intercept
did differ from 0, b= -.26, F(1,46)=4.5, p=.04. These participants’ sensitivities were
marginally significant when regressed onto alternative strength, b= -.44, F(1,55)=3.8,
p=.06. Importantly, bias increased strongly as a function of alternative strength, b=1.60,
F(1,55)=31.7, p<.001.
Discussion
Unfortunately, neither the data from Experiment 3 or 4 was perfectly consistent.
In Experiment 3, the EA group differed from the norm, although this does not appear to
have affected the primary analyses. In Experiment 4, the DA was distinct; this may have
been due to the combination of the very saliently contingent alternative and the fact that
~40% of participants consistently have target by alternative judgment correlations.
Taken together, these factors may have wiped out all such correlated participants in DA.
(It is noteworthy, that there was only 1 correlated participant in DA after filtering, and
that the numbers of expected, but missing, correlated participants in DA was roughly
similar to its additional poor learners.)
Nonetheless, several facts about the nature of discounting proper appear robust
when considering these data in conjunction with the data from Experiments 1-3.
Discounting proper is associated with changes in SDT’s bias parameter, meaning that
participants are saying ‘yes’ more or less often overall. This is not a result of something
special about one of the factor levels such as the proportion of contingent cues. The
relationship is clearly a linear function. For the most part, the difficulty of the task does
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not vary with alternative strength. The double alternative case is disappointing, but
ambiguous on this issue. Significantly more participants did not learn the structure of the
correlations in DA, which would seem to imply that it was more difficult. However, if
we only examine those participants who did, there was no change in participants ability
to differentiate causal target trials from non-causal. Moreover, these findings are now
consistent across four experiments and five different levels of alternative strength.
‘Yes’ rates are primarily driven by a relative metric, consistently correlating best
with the difference in ΔP. When considering all four experiments together, the role of
absolute levels of ΔP is ambiguous. Although, it is reasonable to imagine that it does
have some very small residual effect, this only appears in Experiment 3. Finally, even
though more participants are not judging the cues independently of each other than would
be expected from a true null distribution, this fact is not responsible for any of the
primary effects that have been established. Taken together, Experiments 3 and 4 provide
a sufficient basis for comparisons with data acquired from summary tables.
EXPERIMENT 5
Experiment 5 comprises an attempt to replicate the findings of Experiments 3 and
4 using summary information as the method of presentation to participants. There are
several difficulties entailed in this endeavor. First, if I present multiple contingency
structures to participants (e.g., one target causal and one non-causal) in order to get
multiple responses, the responses are much more likely to be influenced by other
summary table (i.e., other than the one being judged) than is true for streamed-trials.
That is because the exact numbers are much more identifiable.

To counter this

possibility, I presented each participant with only one contingency structure, but ran
many more participants. The second difficulty is that simply asking whether the cues are
contingent constitutes a considerably less appropriate response mode. Instead, I ask
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participants to rate the effectiveness of the cues—the typical response mode for research
on human contingency learning. I use the most common scale, from -100 to 100, which
can make the responses potentially comparable. The final difficulty is that the exact
contingency structures used previously would be inappropriate. The contingencies in
which ΔP is 0 are simply too obvious (especially the target not causal contingency
structure in WA); they would evoke little beyond a long list of 0 ratings. On the other
hand, these contingency structures are an integral part of the larger scheme. My solution
was to increase the ΔP of each cue in all contingencies by .11. This has an interesting
side effect, while all of the differences in ΔP are preserved, all other indices that might be
determinative of ratings change. For example, the levels of causal power, the difference
in q, and ratios of ΔP (which can now be formed for all contingencies) are all different
from previous values.
Methods
Participants
Three-hundred and twenty-eight undergraduates from the University of Texas at
Austin participated in exchange for course credit.
Design & Contingency Structures
Experiment 5 employed a 2 X 4 design, with both factors randomized betweensubjects: target strength (ΔPT=.33 vs. ΔPT=.11), and alternative strength (ΔPA=.11 vs.
ΔPA=.22 vs. ΔPA=.44 vs. ΔPA=.55).

Each condition was composed of only one

contingency structure. As discussed, these new contingency structures were created by
adding .11 to the ΔPs of the contingency structures from Experiment 4. They are
displayed in Figure 6.7.
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Figure 6.7: The contingency structures used in Experiment 5.
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0.61
0.50

Cover Story & Stimuli
The cover story from Experiments 2 and 4 was adapted for use in this experiment.
There were no images. The cover story was provided via a brief paragraph, and the
contingency information given in a series of four sentences, each on a separate indented
line, describing the number of patients with a specific combination of cues and the
number who got better. The response scale was explained next. Specifically, participants
were to rate the effectiveness of the two cues (i.e., drugs) from -100 (a perfect inhibitor
that keeps patients from getting better) through 0 (no effect) to 100 (a perfect cure). In
addition, the materials included blanks for the ratings and a brief demographic
questionnaire. All of this information was presented on the front of a single sheet of
paper.
Procedure
Participants were handed a sheet of paper corresponding to their condition, and
asked to read it and answer the questions.

The entire procedure typically took

participants about 5 minutes.
Results
Although the explanation of the rating scale clearly stated that negative ratings
meant the drugs made patents less likely to get better, and the numbers provided
indicated that both drugs in all conditions did make patents more likely to improve, 12
participants made negative ratings anyway. These individuals were filtered. Descriptive
statistics for the filtered data are listed in Table 6.3.
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ΔPA=.11

Alternative Strength
ΔPA=.22 ΔPA=.44

ΔPA=.55

Target (ΔPT=.33)

56 (18)

57 (13)

44 (16)

31 (10)

Target (ΔPT=.11)

44 (21)

38 (19)

29 (20)

31 (19)

Alternative (ΔPT=.33)

29 (16)

43 (13)

60 (15)

64 (17)

Alternative (ΔPT=.11)

43 (22)

52 (21)

69 (15)

76 (17)

Table 6.3:

Means (and SDs) of ‘yes’ rates for Experiment 5.

These ratings show evidence of discounting in multiple ways. Ratings for targets
when ΔPT=.33 decrease as ΔPA goes up, b= -57.9, F(1,160)=74.6, p<.001. Ratings for
targets when ΔPT=.11 behave similarly, b= -46.8, F(1,152)=26.4, p<.001. Moreover, it is
clear that these slopes do not differ, because when both sets of ratings are entered into the
same regression model, the interaction is not significant, b= -11.1, F(1,312)=2.0, p=.33.
Likewise, when ratings for the alternative are regressed onto both ΔPT and ΔPA, ΔPT is
clearly influencing the ratings, b= -52.7, F(1,312)=8.4, p=.004. However, the interaction
is not significant, b= 8.8, F(1,312)=.03, p=.86.
As with previous experiments, the ratings correlate best with the difference in ΔP.
The difference in ΔP correlates stronger than ΔP (r=.64, r=.54, respectively), although
ΔP still accounts for some residual variance (sr=.09, p=.03). The difference in q is also
correlated with these data, as is causal power itself, albeit not as strongly as the difference
in ΔP (r=.64, r=.59, respectively). One nice feature of the contingency structures used in
this experiment is that ratios of ΔP can be formed for both cues in all conditions. Ratios
do not correlate as well as the difference in ΔP (r=.57), and cannot account for any
residual variance after the difference in ΔP has been applied (sr=.004, p=.92).
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The most important question addressed by Experiments 3-5 is whether
discounting proper appears to driven by the same underlying process in the same way,
irrespective of how participants experience cue co-occurrences. That is, does it matter if
the data come from streamed-trials, in which an associative process is reasonable, or
summary tables, in which an associative mechanism is less plausible? The ratings from
Experiment 5 afford an interesting opportunity to address this question in that the
difference in ΔPs are the same as Experiment 4, but all of the contingency structures are
different. To answer this question I first divided all of the ratings from Experiment 5 by
100, to put them on the same scale as the data from Experiments 3 and 419. Then I
entered the data from all three experiments into a regression analysis, dummy coding for
experiment of origin. The means of the different responses are displayed in Figure 6.8.

Figure 6.8: Means of responses for Experiments 3-5 plotted against the difference in
ΔP.

19

Because these numbers are not probabilities, I did not convert them into ln odds, all numbers were
analyzed as is.
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The results are remarkable. Despite the fact that these data come from different
groups of participants, with different cover stories, contingency structures (e.g., ΔPs, qs,
ratios of ΔPs, etc.), modes of presentation and modes of responding, their dependence on
the difference in ΔP is identical and very strong, b=.63, F(1,1482)=508.9, p<.05.
Moreover, neither the dummy code for Experiment 4, b= -.01, F(1,1482)=2.3, p=.13, or
Experiment 5, b=.01, F(1,1482)=1.9, p=.16, differs significantly, meaning that the
intercepts are all the same. Similarly, neither the interaction term for Experiment 4, b=
-.07, F(1,1482)=1.7, p=.19, or Experiment 5, b= -.08, F(1,1482)=3.0, p=.08, is
significant, meaning that the slopes are also the same. Nor is lack of statistical power
likely to be the cause of these null findings; 1482 residual degrees of freedom supply a
level of power rarely seen in experimental psychology.
Discussion
The data from Experiment 5, based on the presentation of contingency
information via summary tables, followed the same pattern as before. Discounting is
robust and is a manifestation of the fact that judgments follow the difference in ΔP.
Absolute magnitudes of ΔP do have a small residual effect, but this is nominal. The same
pattern holds of causal power.
As with previous experiments, the difference in ΔP correlates very slightly better
than the difference in q. These differences are not significant; the two correlations are
very close because the difference in ΔP and the difference in q are highly correlated.
This fact means that it will not be possible to determine whether people are ultimately
using ΔP or q as their basic measure of contingency by looking for a significance.
Nonetheless, while the two correlations have to be very close, it does not mean that one
or the other must be higher, and it is interesting that the difference in ΔP is consistently
stronger. Thus, although we cannot specify the underlying generative function from
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these experiments, we can say with confidence that an absolute metric, including causal
power, cannot account for discounting proper. A relative metric (possibly the difference
in q) is required.
The data from Experiment 5 allow the possible role of a ratio to be explored more
thoroughly. It is clear that ratios of ΔP are not the specific relative metric that underlies
discounting. This is interesting in that it implies that this system may not be Weberian.
That is, the mechanism that causes responding to follow a relative metric is likely to be a
different kind of mechanism from that which produces the relative nature of simple
perception.
GENERAL DISCUSSION
These experiments establish that discounting proper is quite robust. The former
definition of discounting proper, that a cue is downgraded when in the presence of a
stronger cue, is incomplete. It is not simply another cue interaction effect to be added to
the long list of such effects that have been discovered over the past four decades. Instead,
it appears to be a manifestation of how cues are assessed (at least when there are multiple
similar cues present in spatial and temporal proximity).
The fact that discounting is so consistent, even when other factors vary (e.g., ΔP,
cover stories, mode of judgment, etc.), cannot be minimized. In particular, the fact that
the mode of presentation of contingency information is irrelevant (e.g., streamed-trials vs.
summary information), is especially important for theoretical development. It is very
unlikely that the same process would extract contingency information from both a series
of experienced episodes (i.e., the trial-by-trial prediction task or streamed-trials) and a
verbal description (e.g., summary tables); only statistical theories have posited that.
However, I have shown, in these experiments and in Chapter 5, that statistical theories
cannot account for discounting proper.
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Instead, I favor a two-process approach, in which there is a process that learns
contingencies from patterns of covariation (e.g., a simple associative process) and that
passes off some value indexing the degree of contingency to a judgment process. The
judgment process, in turn, can integrate that with other information taken from other
sources (and/or with biases, prior beliefs, etc.).

The results of this dissertation are

consistent with this perspective, in particular, the idea that a simple procedure comparing
the input vales is central to the judgment process. This is an idea that comes from
Miller’s comparator hypothesis, a model that fits discounting very well (see Chapter 5).
Of course, Miller’s exact theory, as specified (e.g., Stout & Miller, 2008), is too limited
to account for the fact that discounting occurs with summary tables, as it has an
associative process as the only available learning process. This is because Miller is
primarily concerned with animal learning; there is no reason to assume that inputs to the
judgment process could not have multiple possible sources in humans, an idea that has
been suggested by Shanks (1991). Although these findings on their own are not capable
of establishing that this perspective must be the correct one, they are more consistent with
this theoretical approach than any of the other approaches currently in discussion.
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Chapter 7: Conclusion
I began this dissertation by arguing that covariation detection in situations with
two unconfounded, probabilistic cues ought to be considered the most basic multi-cue
learning task. On that basis, I contended that investigating this state of affairs had the
potential to uncover fundamental aspects of the processes that perform contingency
learning. The results reported herein have established that this assertion was correct. It is
perhaps useful to contrast this with the case of the blocking effect: As discussed in
Chapters 1 and 2, although blocking has historically been treated as the most important
cue interaction effect, it is not clear that the mechanisms that underlie it have much to do
with how patterns of covariation are detected.
This dissertation is a continuation of a project initiated earlier (i.e., Laux et al.,
2010). The original question was whether causal discounting proper was due to learning
processes or judgment processes. I held that the effect was due to judgment. Although
the theoretical analyses discussed in Chapter 5 demonstrate that my earlier efforts were
insufficient, the findings from Chapter 6 persuasively substantiate that conclusion.
However, this dissertation has revealed more than just the locus of discounting;
several other relevant facts have been elicited. For example, discounting is not due to
people having a prior expectation that causal situations are structurally simple; a
possibility that forms the crux of the SS Power model (Lu et al., 2008). Across all the
studies reported here, the results of analyses correlating judgments of the target cue with
judgments of the alternative are highly consistent. There are reliably many participants
who have significantly negative correlations, but also a roughly equal number who are
positively correlated. Although the distributions of these correlations do not match a true
null, the majority of participants are uncorrelated and discounting is robust even with this
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group. Another intriguing fact is that the type of relativity involved in discounting does
not seem to track a ratio. This is interesting, because it suggests that the mechanism that
underlies this phenomenon is distinct from that which generates the relative nature of
other well-known phenomena (e.g., in perception).
Most notably, the true nature of discounting has been determined. Specifically
that causal discounting proper is not a cue interaction effect at all (at least not in the sense
that the term has typically been understood).

The former definition—that a cue is

considered less contingent when it is experienced in the context of a more contingent
alternative—was too limited; the actual phenomenon is much broader. Instead, it is
simply the case that cues are assessed relatively when more than one cue exists in spatial
and temporal proximity. It has been pointed out that whereas experimental psychologists
used to find ‘laws’ of behavior commonly, over time these behavioral regularities have
been shown to conditional, and researchers have appropriately come to make more
hedged and narrow claims (Roediger, 2008). Ironically, this case was different, the
conception of the phenomenon was insufficiently general.
The impressive consistency and generality of this phenomenon suggests that
discounting is the result of some very fundamental aspect of the systems that detect
patterns of co-occurrences. Inspired, in part, by Miller’s comparator hypothesis, I suspect
that values representing the degree of contingency are contrasted with other, similar cues.
Given that the difference in ΔP reliably correlates best with the data, it may simply be
that a value approximating ΔP is generated and stored, and that, at the point of judgment,
these are retrieved and compared before responding. Although the experiments discussed
here are not capable of proving that this exact theory is the right one, it is consistent with
the findings.

Future research will ascertain the viability of this account, and the

generality and utility of discounting for the understanding of covariation detection.
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