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Semiconductor scaling has been largely driven by advancements in lithographic 

technologies. However, the lack of a viable next generation lithography solution 

since the 180nm node has driven the industry to printing sub-wavelength features. 

This has led to rising manufacturing costs and diminishing chip yield. In traditional 

methodologies, manufacturing and design are relatively insulated, with a layout 

being the only means of communicating design intent to the foundry. In this 

dissertation, we describe several techniques which utilize electrical information to 

improve properties of manufactured structures. We aim to show that a bi-directional 

flow of information between design and manufacturing is key to increasing chip 

yield. In particular, we target the mask data preparation flow of lithography. We 

develop an electrically-driven optical proximity correction (ED-OPC) tool that 

performs electrical matching as opposed to geometric matching in order to achieve 

lower post-lithography delay error. We then demonstrate how to harness ED-OPC to 

compensate electrical variability arising from non-lithographic sources as well. We 

then describe a technique to manufacture circuits with less timing violations across 

the process window by using design-aware shape tolerances generated from timing 

information. Finally, we observe that local wiring has low impact on design 

properties and use this information to modify target wire shapes themselves in order 

to improve their manufacturability in the presence of process variations. 
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CHAPTER 1 

Introduction 

The handoff between design and manufacturing steps is made in the form of a 

layout. This entity is composed of several levels of polygons which define electrical 

structures such as transistors, diffusion areas, contacts, vias and wires. The 

generation of this layout marks the end of the design process and the handover to 

manufacturing [3]. The information about what can and cannot be made 

manufacturable is encoded in the sets of design rules which communicate the 

capabilities of the process technology to the designer. In past technologies such 

design rules were deemed sufficient to design reliably manufacturable circuits.  

However, as feature sizes have scaled into the sub-micron domain, manufacturing 

circuits reliably has increasingly become a problem [1,4,7]. Circuit yield has been 

limited by higher sensitivity of designs to manufacturing variations [2,9]. 

Consequently, we have seen an increase in the flow of manufacturing information to 

the design side. This has led to the popularity of design for manufacturability 

(DFM) techniques for improvement of chip yield [4,5,6]. Some proposed DFM 

methods include (i) use of extremely regular layout fabrics for improved yield (ii) 

modeling impact of manufacturing processes such as lithography on electrical 

properties of transistors (iii) lithography aware detailed routing (iv) via doubling for 

improved functional yield (iv) statistical analyses/timing to deal with random 

variation such as random dopant fluctuation (RDF) (v) modeling impact of stress on 

channel mobility of transistors, and (vi) use of metal fills to provide improved 

planarity after chemical mechanical polish (CMP) [7,8,11,12,13]. In addition, there 

has been significant progress in the development of accurate numerical simulators 

of manufacturing steps such as lithography [2] and CMP [10]. Both lithography and 
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CMP have exhibited an increasing impact on variability in electrical parameters of 

circuits with technology scaling, necessitating advances in modeling these 

processes. 

However, there has been little flow of information in the opposite direction and 

manufacturing is still highly decoupled and insulated from design. In fact, layout 

still remains the only means of communicating design intent to the fab. In this 

dissertation, our aim is to demonstrate that manufacturing can be improved by 

utilizing design information in addition to simple layout data. The primary technical 

contribution of this thesis is the development of techniques that: 

• Improve the electrical properties of fabricated circuits – we show that 

manufacturing circuits using only layout data can lead to delay 

inaccuracies. We develop manufacturing techniques that reduce such 

timing errors by using transistor current or delay slack information. 

• Improve the manufacturability of layout shapes – we show that certain 

layout shapes, such as local interconnects, have very low impact on design 

properties. We then develop methods to re-target such shapes in order to 

improve their printability without affecting design values. 

The focus of this dissertation is specifically on the process of lithography. In 

Section 1.1, we look at optical microlithography and the reason why it has become a 

critical yield loss step in the manufacturing flow. Section 1.2 describes the physics 

involved in transferring an image from mask to wafer. In Section 1.3, we examine 

the mask data preparation step in the lithographic process, and lay the background 

for our work in driving this stage with design information. 

1.1. Lithography 

Lithography is the process of transferring a given pattern on to the wafer. The 

input to lithography is a layout consisting of polygons, and the resulting output of 

lithography is the transfer of this layout on to silicon. Optical microlithography is 
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the mainstream process for this pattern transfer [2]. It works by using a 

photographic process, where a light sensitive substance called a photoresist is 

exposed to a pattern using light. The final resist pattern has the same shape as that of 

the intended pattern. These photoresist shapes are then used in subsequent 

manufacturing steps such as implant or etch to build electrical structures. For 

example, when creating transistor source or drain, uncovered regions are selectively 

doped to the required concentration, while the resist covered regions block out the 

dopants. Lithography is the key common step for manufacturing each layer of the 

layout, making it a critical manufacturing process to control and optimize.  

Substrate

Photoresist Coat

Exposure

Mask

Incident Light

Develop

Bake

 

Figure 1.1: Simplified overview of the optical microlithography process  

Figure 1.1 shows the key steps in the optical lithography process leading to the 

transfer of the mask pattern on to the resist. The first step is to clean and prepare the 

substrate for the lithographic process. This is followed by a spin coated application 

of the photoresist on the substrate. The spin coating procedure allows close control 

over uniformity of photoresist thickness. The resist is then stabilized by reducing its 

solvent content in a pre-exposure bake step. This is followed by the exposure of the 



 4

resist using a mask, which is a template of the patterns to be printed. This template 

is formed by using a combination of opaque features (such as chrome) on a 

transparent substrate (such as fused quartz). The mask is used in conjunction with an 

optical system of lens that focuses light from an incident source on to the mask, and 

also transmitted light from the mask on to the photoresist. We will shortly describe 

the various procedures involved in making the mask such that it leads to transfer of 

the desired pattern. For now, it suffices to say that the mask produces a spatial 

distribution of light intensity on the photoresist, which closely matches the pattern 

intended for transfer. The resist itself responds to this intensity distribution by 

undergoing a chemical change. Current processes use chemically amplified resists 

[2] which contain a photoacid generator (PAG) which generates an acid upon 

exposure to high intensities of light. Portions of the resist exposed to low light 

intensities do not undergo this chemical reaction. The wafer is then put through a 

post-exposure bake step, where the generated acid acts as a catalyst that changes the 

solubility of the resist. For a positive photoresist, the exposed portions of the resist 

become soluble, while for a negative photoresist, the reverse happens. The next 

stage of lithography uses this difference in solubility by covering the surface of the 

resist with a developer. This is a substance that has the capability to dissolve and 

remove the soluble portions of the photoresist, leaving behind the desired patterns. 

Spray or puddle development are popular techniques used at this stage [2]. The 

patterns are baked one last time to harden them in preparation for subsequent 

processing steps such as implant or etch. A final pattern inspection is performed to 

check for defects before proceeding to other manufacturing steps. 

There exist alternatives to optical microlithography, such as: 

(i) Electron beam (e-beam) lithography [15] – This technique transfers a given 

pattern to resist using a scanning beam of electrons. This allows it to print 

extremely small features without the use of a mask, but is a slow process 

with low throughput. 
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(ii) X-ray lithography [16] – This technique uses short wavelength light in the 

X-ray region of the light spectrum to pattern features on to photoresist. The 

major drawback of this approach is that lens materials cannot focus light at 

X-ray wavelengths. This makes it necessary to use masks which are the 

same size as the features being printed, which are prohibitively expensive. 

(iii) Nanoimprint lithography [17] – This is a low cost alternative to optical 

lithography, where a pattern is transferred from mask to an imprint resist, by 

bringing them in physical contact. While successful for the mass production 

of certain circuits such as flash memories, high defect rates have been a 

deterrent to it being adopted in mainstream manufacturing [17]. 

Optical microlithography has been popular in comparison to these alternative 

lithographic techniques mainly because of its reliability, low cost and high 

throughput in mass production of wafers. 

 

Figure 1.2: Feature scaling vis-a-vis scaling of wavelength of imaging (data source [1])  
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The prime reason for focusing our research on lithography is because optical 

microlithography technologies have not been scaling at pace with Moore’s Law, 

despite its criticality in the manufacturing process. This has led to lithography being 

a major contributor to variability in current processes. Figure 1.2 shows the scaling 

of printed feature sizes over time, and compares it to the reduction of wavelength of 

light used in the corresponding lithographic technology [1]. It demonstrates how 

semiconductor scaling has primarily been driven by advances in lithographic 

technologies allowing the printing of increasingly smaller feature sizes. In fact, the 

minimum feature size (CDmin) that can be printed in a given technology is closely 

coupled to the wavelength of light (λ) used for imaging and is given by the Rayleigh 

criterion (Eq. 1.1) [2]. 

min
CD k

NA

λ
=

1
      (1.1) 

Here numerical aperture (�A) represents the range of angles over which the optical 

system can collect light. It can be written in terms of the largest angle of incident 

light it can accept (θ) and the refractive index of the medium (n) as: 

NA n sin θ=            (1.2) 

The above equation shows that �A has a fundamental limit of 1 for imaging in air 

or vacuum (for which n=1) [2]. k1 is a proportionality constant set by the imaging 

technology and has been shown to have a fundamental limit of 0.25 [18]. 

Combining these two factors means that the smallest feature size that can be printed 

with a given wavelength of light is fundamentally constrained. In previous 

technology generations, the feature size being imaged was larger than the 

wavelength of light (Fig. 1.2). However, economic factors have driven the industry 

to a situation where the shapes being printed are a small fraction of the wavelength 

of light being used. This scenario is referred to as low-k1 lithography or sub-

resolution imaging or sub-wavelength imaging. 

Fig. 1.2 also highlights the point at which we are now and the projected drop in 

wavelength on moving to the next lithographic technology. However, a number of 
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technical and financial challenges have, thus far, prevented migration to more 

advanced lithographic technologies. The predicted shift to 154nm lithography is yet 

to occur due to scattering problems at that wavelength and has in fact been almost 

discarded as a next generation lithography (NGL) solution. The currently dominant 

approach is to use immersion of the optical system in water to prolong the life of the 

current 193nm wavelength lithography. This is an effective strategy because 

immersion in water raises the refractive index of the imaging medium [14]. But 

immersion is yet to find suitable second-generation fluids of high refractive index to 

scale further. Another alternative – electron beam lithography [15] suffers from low 

throughput, making it commercially infeasible. Extreme ultraviolet (EUV) 

lithography uses light of wavelength 13.5nm for imaging and has emerged as the 

most likely NGL solution. However, the move still involves overcoming key 

technical challenges. One major obstacle for EUV is the fact that lens materials 

absorb light at small wavelengths [19]. This necessitates a shift in the optical 

system, where one needs to use reflective mirrors, as opposed to refractive lens, in 

order to focus light from the source on to the wafer. Additionally, EUV is facing 

significant challenges from low source power, poor resist sensitivity and high mask 

defectivity [20, 21]. Nevertheless, at the time of writing this dissertation, EUV is the 

most promising candidate to replace 193nm immersion in the full production flow. 

This is unfortunately predicted to be no earlier than the year 2014, by which time 

the industry will have progressed to the 16nm or even 11nm technology node. 

Printing increasingly small features with essentially the same optics involves 

overcoming significant technical challenges such as high sensitivity to manufacturing 

variations [4,7,8,9], higher mask defect inspection effort and rising mask costs [42]. 

Variations in the lithographic process can be classified into three categories: (a) dose 

errors, which are modeled as a variation in the intensity of light incident on the 

wafer (b) focus errors, which arise due to variations in the plane of the wafer during 

manufacturing (c) mask errors, which occur during the process of creating the mask 

or overlay errors, which are reflected as misalignment between the masks used to 
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pattern different levels. A more detailed description of the nature and source of each 

category of variation is provided in Chapter 5. The increase in sensitivity to focus 

and dose variations with technology scaling is highlighted in Figure 1.3, where we 

performed a scaling experiment on the metal1 level of a latch layout. We started with 

the layout in 65nm technology and observed its printability in the presence of dose 

and focus variations. This layout was found to be printable without errors in this 

technology. We then scaled the layout to 45nm technology and quantified its 

printability with 45nm process models. These process models are calibrated to 

accurately capture the impact of the exposure and resist systems within a lithography 

simulator. In the presence of focus and exposure variations, this layout showed some 

tendency towards pinching of metal lines. We then scaled one step further to 32nm 

and performed the same lithography simulations. At this process node, we observed 

large areas of bridging and pinching indicating extremely poor printability in the 

presence of manufacturing variations. 

65 NM

45 NM

32 NM

 

Figure 1.3: Problems of scaling under constant wavelength imaging  
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Under such circumstances, with Moore’s Law driving scaling despite the path to 

the next generation of lithography not being commercially viable, the only way 

forward for technology scaling is the aggressive use of Resolution Enhancement 

Techniques (RET) [22,23,24]. Some RET processes such as sub-resolution assist 

features (SRAF), phase-shift masking (PSM) and optical proximity correction 

(OPC) have become vital to ensuring high lithographic yield at the current 193nm 

lithography node. RET steps are all part of the mask data preparation, or “dataprep”, 

step in the manufacturing flow, which we will examine in greater detail in 1.3. 

1.2. Transfer of Image from Mask to Resist 

The transfer of a pattern from a mask to resist is a nonlinear process. It leads to 

the phenomenon that what one sees on the mask is not what one gets on the wafer. 

For imaging that uses partially coherent light, distribution of intensity (I(x,y))at the 

plane of the wafer can be expressed as a function of the mask and is given by 

Hopkins’ equations [2, 103]: 

( ) ( ) ( ) ( )I x,y f ' f ,g' g; f ',g' F f ' f ,g' g F* f ',g' df 'dg'τ−  = ℑ + + + +  ∫ ∫1
 (1.3) 

Here (x,y) represents a point at the wafer plane, while (f,g) represents a point in 

the frequency domain. F(f,g) represents the Fourier transform of the mask 

transmission function (M(x,y)) (Eq. 1.4), while τ(f,g) is called the transmission cross 

coefficient (TCC). It is a function of the type of illumination used at the light source 

(S(f,g)) and the transfer function of the projection system (P(f,g)) (Eq. 1.5). 

( ) ( )( )F f ,g M x,y= ℑ      (1.4) 

( ) ( ) ( ) ( )f ',g '; f ",g" S f ,g P f f ',g g ' P * f f ",g g" dfdgτ = + + + +∫ ∫   (1.5) 

The transfer function of the projection system (P(f,g)), is band-limited in nature 

[2]. If one considers the diffraction pattern of the light transmitted from the mask, 

then this means that only a few orders of diffracted light, which lie within the pupil 
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of the objective lens are transmitted through to the wafer. The pupil function can be 

written as: 

( )
f g

P f ,g
f g

 + ≤=  + >

2 2

2 2

1 1

0 1
     (1.6) 

 

Figure 1.4: Degradation of aerial image intensity as number of diffraction orders 

transmitted through lens pupil decreases. 

This loss of diffraction orders in the imaging process leads to loss of image 

information. Figure 1.4 shows the increased distortion introduced in printing a 

rectangular one-dimensional shape as fewer diffraction orders are transmitted 

through the lens. This loss is especially pronounced in sub-wavelength imaging, 

where usually only the 0
th

 and 1
st
 diffraction orders of light are used to reconstruct 

the image. This loss of image information is partially compensated by the 
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photoresist. Eq. 1.7 shows the final resist image (R(x,y)) as a function of the aerial 

image intensity (I(x,y)). An ideal constant threshold resist (CTR) has the impact of a 

thresholding function (ρ) [79] such that any points with intensity greater than a 

certain threshold (Ith) print on the wafer, and all other points do not (Eq. 1.8). 

( ) ( )( )R x,y I x,yρ=      (1.7) 

( ) th

th

I I
I

I I
ρ

 ≥=  <

1

0
     (1.8) 
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Figure 1.5: Traditional mask data preparation (dataprep) flow. 

1.3. Mask Data Preparation 

Due to the highly non-linear nature of transfer from mask to wafer, the target 

layout itself cannot be used as a mask for manufacturing. We need to pre-

compensate for the transfer function of the lithographic process by modifying the 
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mask itself. Mask data preparation or “dataprep” is the series of steps that a design 

layout undergoes to be converted to a mask for use in manufacturing. It includes the 

above mentioned resolution enhancement techniques. Figure 1.5 shows the key 

aspects of a traditional dataprep flow. Our research focuses specifically on utilizing 

electrical information in the dataprep stage of manufacturing. This makes it 

necessary for us to provide a more in-depth explanation for some key dataprep steps 

in order to provide the reader with a clearer understanding of the background. 

(i) Phase Shift Masking (PSM) – In previous technologies, whilst the 

feature size being printed was greater than the wavelength of light, the 

primary masks in use were binary masks. These are masks in which there 

are only regions of transmittivity 0 and 1 i.e. a region of the mask either 

fully absorbs or fully transmits all incident light. However, such masks 

provide poor image contrast in the sub-wavelength imaging regime. 

Contrast (C) is expressed in terms of the minimum intensity (Imin) and 

maximum intensity (Imax) produced in the resist (Eq. 1.9). 

max min

max min

I I
C

I I

−
=

+
     (1.9)  

Higher contrast makes it easier for the developer material to 

differentiate between light and dark regions. In addition, higher contrast 

means lower minima (Imin) and higher maxima (Imin), which improves the 

slope of transition from light to dark regions. This slope largely 

determines the sensitivity of features to variation in focus and dose errors 

[2, 79, 90]. Higher slope provides more robustness to variations in focus 

and exposure. Hence it is critical to improve image slope, and hence 

contrast. Image contrast in sub-wavelength lithography is improved by the 

use of phase-shifted masks (PSM) [25, 26, 27] in which different 

transmittivities compared to binary masks are used. In particular, two 

forms of PSM are popular:  



 13

 

Figure 1.6: Comparison of aerial image intensity for binary masks and phase shifted masks 

(attenuated and alternating). 

a. Alternate PSM (alt-PSM) in which transmittivities of -1, 0 and +1 are 

used. A transmittivity of -1 indicated full transmission of incident 

light, but with a phase shift of 180
o
. The use of such a scheme 

leverages the destructive interference of light between neighboring 

features to provide lower minimum intensity (Imin) in the dark regions 

as compared to binary masks. From Eq. 1.9, it is clear that this 

provides higher contrast aerial images after exposure of the mask to 

light. This is illustrated in Fig. 1.6, where we compare the aerial image 

intensity due to alt-PSM masks to binary masks. At the target edge, the 

use of alt-PSM provides sharper transitions, which aids in improving 
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printability of features. However, the task of splitting the mask into 

three different transmittivity regions is a computationally involved 

process. In particular, one requires an automated design system that 

can accept large layouts and assign opposite phases adjacent to 

features, with the capability to automatically resolve phase conflicts by 

introducing phase boundaries [25]. Automatic resolution of phase 

conflicts is not always guaranteed and such regions go through 

iterations of re-design. In addition, alt-PSM masks are difficult to 

manufacture due to the fact that regions of 180
o
 phase shift are 

produced by recessing the mask mechanically to an exact depth. Due 

to these key reasons, the use of alt-PSM is primarily confined to 

manufacturing electrically critical layers like transistor gates [102] 

which require tight control of linewidth in the presence of dose and 

focus variations. 

b. Attenuated PSM (att-PSM) in which two transmittivity regions are 

used – one which allows all incident light through (transmittivity of 

+1), and one which allows a small fraction of the incident light [27]. 

This method is also provides lower minimum intensity in the dark 

regions and higher maximum intensity in the light regions leading to 

higher contrast aerial images compared to binary mask (although not 

as good as alt-PSM). Fig. 1.6 shows a comparison of aerial image 

intensities from binary and att-PSM masks, where we find that att-

PSM masks provide better minima in the dark regions. In fact, att-

PSM is very similar to binary masks with the only difference that the 

“dark” region still transmits a small portion of light. The shift in 

methodology from binary mask to att-PSM does not involve the 

computational complexities that are inherent in alt-PSM. In particular, 

one avoids solving for phase assignments or having to resolve phase 
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conflicts, which are tedious and complicated tasks. This has made att-

PSM a popular choice for implementation in production flow. 

In our experiments, we exclusively use att-PSM masks. Chapter 6 has a 

more detailed discussion of how we utilize mask transmittivity values to 

improve robustness of features to process variation. 

(ii) Sub-Resolution Assist Feature (SRAF) Generation – The optics of a 

system are usually tuned for features at a single pitch. Pitch is defined as 

the distance between the center lines of adjacent polygons. Features at this 

optimized single pitch have the lowest sensitivity to manufacturing 

variations. Recent work has in fact suggested moving to a more regular 

grid-based design style using features at a constant pitch [28]. However, it 

becomes overly restrictive from a design point of view to be confined to 

the use of just one pitch to construct a layout. The yield benefits are often 

outweighed by the area penalty incurred by such a rigid design style. 

Hence a compromise is reached between design and manufacturing 

whereby features may be constructed with a certain set of widths and 

spacings (as opposed to just a single width and single spacing). This legal 

set of width/spacing combinations is passed in the design rules. On the 

manufacturing side, we accept this layout with this variety of width and 

spacing combinations and attempt to make it look like features at the 

optimized single pitch by adding sub-resolution assist features (SRAF) 

[29,30,31]. These assist features are small enough such that they do not 

print on the wafer themselves, but have the effect of modulating the 

intensity of light to make a layout “appear” to be at single pitch. Fig. 1.7 

shows an example of assist features inserted into a metal layout having 

multiple different pitches. The SRAFs are the narrow rectangular shapes 

surrounding the features being printed. In the dataprep flow, the 

generation of assist features is currently performed based on a set of rules 
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[29]. Given a layout, the rules determine (a) how many assist features and 

(b) width of each SRAF to insert between any two given polygons. There 

has been significant research in the field of model-based assist feature 

generation as well [30,31]. However, the benefits of model-based assist 

feature generation in terms of improved robustness to process variation are 

outweighed by the runtime penalties incurred. This has made rule-based 

assist feature generation the popular choice for production. 

(iii) Fragmentation – Once the polygons are ready to be processed to generate 

a mask, the process of fragmentation is used to break up the periphery of 

each polygon into independently movable edges. These edges, also called 

fragments, are used subsequently during the process of optical proximity 

correction to generate a mask. It is worth mentioning here that SRAF are 

not fragmented. The fragmentation procedure is also based on a set of 

rules [34]. These rules specify different parameters such as (a) minimum 

and maximum fragment lengths (b) fragment length at line ends, and (c) 

fragment lengths around concave or convex corners. Importantly, these 

rules provide for differentiating between straight edges and corners by 

allowing more fine grained fragmentation (with smaller fragments) on 

corners which are more difficult to control during the lithography process 

[33,34]. Fragmentation rules need to be highly optimized because 

decreasing the size of fragments allows better control over features during 

OPC, but at the cost of more mask data (and hence higher mask cost). In 

Chapter 4 of this dissertation we will explore how one can utilize electrical 

data to perform fragmentation in order to overcome this issue of rising 

mask costs without sacrificing electrical accuracy. 
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(a) 

 

(b) 

Figure 1.7: Metal layout (a) before and (b) after insertion of SRAF. 
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Figure 1.8: Target, mask and wafer contour after OPC and SRAF generation. 

(iv) Optical Proximity Correction (OPC) – Once the polygons have been 

fractured to generate movable fragments we perform OPC. This is the 

process of moving fragments so as to ensure that the wafer contour closely 

matches the required target [32,33,34,35] (Fig. 1.8). This is mainly 

necessary because in low-k1 lithography, what one sees as a target layout 

is rarely what is achieved on the wafer. It becomes necessary to modify 

the mask to pre-compensate for the non-linear distortions introduced by 

the imaging system (Section 1.2). Much of our research is focused on the 

process of OPC, and hence we will take a closer look at this process. 
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In the early days of performing OPC, it was implemented based on a set 

of rules [32]. These rules described various fragment scenarios and the 

prescribed amount of movement for such a fragment. This rule-based 

approach quickly became cumbersome upon scaling into the low-k1 

regime. Not only did the number of rules explode, but also the complexity 

of descriptions increased because the image at a particular point began to 

interact with a larger portion of the neighborhood. In fact this distance of 

interaction, also called the radius of influence has been evaluated to be as 

large as 1µm in current technologies. This led to the advent of model-

based OPC [34, 35]. This technique utilizes models of the lithographic 

process – including the optical and resist systems – to predict the image of 

the mask on the wafer, followed by optimization of the mask fragments so 

as to minimize the error between the image and the intended target. More 

recently, it has been proposed that starting with pre-fragmented polygons 

restricts the feasibility space for finding an optimal mask solution. 

Consequently, we have seen the introduction of mask optimization and 

inverse lithographic techniques (ILT) [36, 37, 38] which attempt to use 

more computation-intensive methods to find a mask solution. Such 

optimization techniques bypass the fragmentation and work with pixels or 

mask rectangles instead to provide a mask solution which provides better 

printability. However, due to its low runtime and implementation costs, 

model-based OPC is still the technique of choice for use in current 

production flows. Since much of our work is targeted at improving this 

process, it is worth taking a closer look at how model-based OPC works. 

Model-based OPC starts by simulating the image of the fragmented 

mask on the wafer. It uses two types of models within a lithography 

simulator: (a) an optical model, which accurately simulates the behavior of 

the exposure system used produce an aerial image from the mask pattern 

in the resist (Section 1.2) (b) a resist model, which reproduces the 
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response of the photoresist to the spatially varying light intensity produced 

by the exposure stage. Using the optical and resist models, we obtain a 

wafer contour which represents the printed wafer shape. From this 

contour, we obtain an error metric called the edge placement error (EPE) 

which is defined as the geometric difference between the contour and the 

target. The EPE is defined for a particular fragment. It can be defined at a 

single point on the fragment, but it is more common to average the EPE 

along the fragment length by taking multiple discrete samples. The cost 

function for OPC is then defined as the summation of the EPEs across the 

fragments (Eq. 1.3) [35].  

OPC i
i
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Figure 1.9: Illustration of edge placement error (EPE) and mask movement. 

Figure 1.9 shows the definition of EPE (ei) at different sites in a sample 

testcase where the mask is depicted in blue, the target in green and the 

contour in gray. With the knowledge of these values, the goal of model-

based OPC is to predict the amount of fragment movement ((di) required 

at each site. For this purpose, the most commonly used approach is a 

greedy algorithm. In this method, we implicitly assume that the EPE at a 

particular fragment depends largely on the movement of that fragment 
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itself, and consequently write the fragment movement as a fraction of the 

EPE at the site (Eq. 1.4), in a direction that reduces the EPE [35]. 

i i
d e∆ η= −      (1.3) 

Although not completely accurate (since it neglects interactions between 

neighboring fragments), this method converges over a few iterations of 

image simulation and fragment movement. The model-based OPC method 

runs for a pre-specified number of iterations, at the end of which it outputs 

the mask solution for use in manufacturing. There are several other 

techniques which have been proposed for model-based OPC. We will take 

a closer look at one of these techniques in Chapter 2. We will also 

examine how we can use electrical information, as opposed to pure 

geometric data, to drive the OPC engine for a mask solution that provides 

wafer contours with better electrical properties. 

(v) Optical Rule Checking (ORC) – After performing OPC, we have a mask 

solution that prints a wafer contour that closely resembles our target 

layout. But the caveat here is that the target is matched only under nominal 

process conditions. We still need to ensure that the wafer contours do not 

violate essential design properties at other process conditions. In particular 

we want to ensure that there are no regions of possible electrical violations 

– such as shorts and opens – when variations in exposure, focus or overlay 

is taken into account. Such regions are called layout hotspots. Optical rule 

checking (ORC) has recently become prominent as a powerful tool to 

predict, and hence, avoid such lithographic hotspots [39,40]. 

The lithographic process window is defined as the range of dose, focus 

and mask errors in the process. In ORC, we utilize models of the optical 

and resist systems characterized at different corners, as opposed to just 

nominal. These models are used to predict the wafer contours across the 

lithographic process window and compile a process variability band (PV-
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band) [39]. The PV band contains useful information about the sensitivity 

of features to variability. The inner edge of the PV band represents the 

smallest that a contour can print, while the outer edge represents the 

largest that it can print (Fig. 1.10) in the presence of process variations. 

Optical rule checks use these PV bands to generate error markers in 

regions of potential pinching (narrowing) or bridging (shorting). Such 

error markers are then used to re-work the layout or the mask in order to 

avoid such layout hotspots from occurring on the wafer. This concept of 

PV bands is used extensively in Chapters 5 and 6 in order to compare our 

work to previous efforts. 

 

Figure 1.10: PV Bands for a metal layout (red), with ORC error markers (gray). 

With this background in place, we now move on to describing our research efforts 

in the various aspects of mask data preparation. In Chapter 2, we will describe how 

transistor electrical properties may be improved by driving OPC directly with 

electrical information. We call this technique electrically-driven OPC (ED-OPC) 
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Chapter 3 looks at harnessing ED-OPC to compensate electrical variability arising 

from non-lithographic sources as well. In Chapter 4, we use design timing 

information to drive the fragmentation process. We examine how to minimize 

leakage with a reduced set of mask fragments using timing slack. Chapter 5 then 

moves on to describe how we can manufacture circuits with less timing violations 

across the process window by using design-aware shape tolerances generated from 

timing information. Finally, in Chapter 6, we observe that local wiring has low 

impact on design properties. We use this information to modify target wire shapes 

themselves in order to improve their manufacturability in the presence of process 

variations. 
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CHAPTER 2 

Electrically-Driven Optical Proximity 

Correction (ED-OPC) 

Optical proximity correction has been in use for many years and is now 

considered a critical step in the manufacturing flow to ensure pattern transfer 

fidelity [94]. As described in Chapter 1, OPC is the technique of distorting mask 

features to ensure that layout features print according to specifications. It may be 

looked upon as reverse engineering based on the knowledge of the transfer function 

between the mask and the wafer. It has evolved from a rule-based method to a 

model-based technique where models capture the pattern modification due to the 

optical and resist systems. The model-based OPC flow typically in use today 

consists of contour generation followed by optimization to reduce geometric error 

between the resist contour and target feature. However, recent experiments [41] 

have demonstrated that minimizing edge placement error does not necessarily 

guarantee desired electrical behavior of a particular feature.  

The essential reason is that in 45nm processes, even the most extensive 

conventional OPC that minimizes EPE cannot produce intended polygonal shapes. 

This is due to several factors including diffraction-limited optics, mask errors, finite 

mask grid size and variations in process conditions. Geometric mismatch leads to 

the inability to guarantee ideal electrical behavior, which in turn affects timing 

accuracy and parametric yield.  

The limitations of existing OPC flows with respect to timing accuracy have been 

highlighted previously [41, 43]. Experimental results have shown up to 36.4% 

increase in worst-case slack due to residual OPC errors [43]. This highlights the 

importance of capturing manufacturing-time variations during timing closure. The 
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idea of choosing from several available OPC recipes on the basis of matching 

transistor currents has been explored [41]. In this work, the authors observe that for 

the OPC solution with the best timing match, degradation in leakage is observed. A 

technique to pass cell timing information to the OPC engine has also been proposed 

[42]. This is achieved by establishing a relationship between timing slack and EPE 

tolerance, which is subsequently used as input to a conventional OPC algorithm. 

While experiments are a pointer to the possibilities of tuning the OPC engine to 

meet design requirements, both approaches do not change the existing OPC 

algorithm.  

Additionally, at the 45nm technology node, using OPC to print perfect polygons 

leads to highly complex masks which suffer from high cost and mask errors. In [42], 

the overhead due to OPC is cited as 4-8X increase in data volume coupled with 

several days of CPU simulation time. The major mask manufacturing steps affected 

are (i) mask data preparation (ii) the mask-writing process using e-beam mask 

writers and (iii) mask defect inspection. The latter two processes have super-linear 

dependence on the mask data volume, making it clear that reducing mask data is of 

great importance, although not at the cost of yield. Techniques such as target 

smoothing [49] have been used on electrically non-critical features to reduce mask 

complexity by relaxing the constraints on EPE. However, such approaches have 

drawbacks in terms of disturbing electrical properties when used on electrically 

critical features.   

In this chapter, we explore the possibility of modifying the objective of OPC to 

directly minimize the electrical error, rather than edge placement error. It has 

traditionally been assumed that the designer communicates his intent to 

manufacturing in the form of lengths and widths of transistors, which translate to 

rectangles in a layout. While existing lithographic technologies made this possible 

in previous technology generations, we have already outlined why the nature and 

cost of lithography are making the printing of such perfect rectangles increasingly 

difficult. In this work we point out that design-intent may be communicated in 
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alternative electrical forms e.g. drive current of transistors, thus relaxing the 

lithographic constraints for printing perfectly polygonal shapes. We explore the 

possibility of printing non-rectangular contours which satisfy electrical 

requirements. For this purpose, we utilize previously developed electrical contour 

models [44-47] to predict timing and leakage performance of individual transistors. 

A rigorous linear programming formulation is then developed for computation of 

optimal fragment movements to compensate for the electrical error over the entire 

shape. This contrasts to conventional OPC, where fragments are moved 

independently to correct for local geometric errors. In addition to improving 

electrical accuracy, this technique lowers mask complexity since not all features on 

a mask are electrically critical. This potentially leads to lower mask costs and lower 

probability of mask errors.  

The flows for the ED-OPC and a conventional EPE-based OPC are compared in 

Fig. 2.1. The key points of difference between a conventional OPC flow and the 

electrically-driven OPC flow are: 

(i) The replacement of the EPE extraction step with an electrical extraction 

step to determine the electrical performance of a resist contour. This is 

further used to determine the difference in electrical properties between 

contour and target features. The models used for determining electrical 

behavior of transistor contours are described in Section 2.1. 

(ii) Movement of fragments based on this electrical difference. In Section 2.2, 

we show how to use a linear-programming based edge movement strategy 

that finds the optimal set of fragment movements in order to correct for 

electrical properties. 

Section 2.3 displays timing results obtained from applying the algorithm to logic 

gate layouts at the polysilicon level, together with results for convergence and 

runtime of the proposed algorithm. 



 27

Assist Feature Generation + Etch Bias

Fragmentation

Lithography Simulation

Edge Placement Error (EPE) Calculation

EPE in control?

Accept Layout

Y

Site-Specific Edge 

Movements to Reduce EPE

N

Layout

 
(a) 

Assist Feature Generation + Etch Bias

Fragmentation

Lithography Simulation

Extraction of Electrical Characteristics

Power/Performance 

Within Spec?

Accept Layout

Y

LP-Based Edge Movement to 

Minimize Electrical Error

N

Layout

 

(b) 

Figure 2.1: (a) Flow for conventional OPC; (b) Proposed flow for electrically driven OPC 

(broken lines represent changes in the flow).  
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Most effort in design for manufacturability (DFM) has thus far been concentrated 

in pushing manufacturing information upstream in the form of simulators 

(lithography, CMP). Using electrical objectives directly (as opposed to geometric 

objectives) enables the communication of design information, including criticality 

of cell blocks, downstream. It opens up the possibility of passing timing or leakage 

information to the OPC engine, allowing the prioritization of either timing accuracy 

or leakage reduction with respect to mask costs, which we will explore in 

subsequent chapters. 

2.1. Electrical Models for Non-Rectangular Gates 

Electrically-driven optical proximity correction (ED-OPC) is based on the 

matching of electrical properties (Fig. 2.1). To enable electrical matching, we first 

need accurate models to predict the electrical performance of any printed shape. 

From a cell timing point of view, transistor gates are critical in determining cell 

delays. Any change in transistor gate dimensions has a much higher impact on cell 

delay than change in dimensions of other non-critical structures such as metal lines 

and contacts. In the layout, the transistor gate corresponds to polysilicon 

overlapping diffusion area. The problem with current circuit simulators, such as 

SPICE, is that they implicitly assume the transistor gate to be rectangular. This is 

based on the assumption that process capabilities are good enough to match the 

drawn layout exactly. This allows a single value of gate length and gate width to 

describe the transistor. However, as described before, perfect polygons are 

impossible to achieve in low-k1 lithography.  

One example of the fundamental challenges involved in printing polygons is the 

impact of line edge roughness (LER) on transistor shapes. A known source of LER 

is the random walk of acid developer molecules during the development process of 

a chemically amplified resist [2, 48, 49]. LER has been becoming an increasingly 

larger percentage of the critical dimension (CD) with every subsequent technology 
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generation. International Technology Roadmap for Semiconductors (ITRS) predicts 

LER to be 2.4 nm at the 45nm node [1]. For 40nm CD, this corresponds to as much 

as 6% of the minimum CD, which means LER has the capability to introduce as 

much as 6% uncertainty in gate length. Coupled with other manufacturing 

limitations, this uncertainty implies that we need accurate models to predict the 

electrical behavior of non-rectangular transistors. 

Fragment
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Figure 2.2: Use of slicing to predict on-current through a polysilicon contour overlapping 

active area (representing a transistor). 

We use a previously proposed slicing technique [45] to model electrical behavior 

of a poly contour. The model represents a gate as a set of parallel transistors (slices). 

Fig. 2.2 shows a contour, which is sliced along the width into segments of equal 

width Wseg. Each slice can be visualized as an individual transistor with its own 

drive current capability. The slice width (Wseg) is assumed to be small enough such 

that the slice can be assumed to be of constant length L(x). We define unit current 

as saturation current per unit width of a transistor. For each slice, the unit current 

can be computed as unit current of a transistor with constant Lgate = L(x) (Eq. 2.1): 
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I x f L x( )= [ ( )]              (2.1) 

The dependence of this current on gate length is pre-characterized via circuit 

simulation to speed up evaluation. Fig. 2.3 shows the nature of this dependence for 

NMOS and PMOS. In the simplest form, if we assume the current density to be 

uniform across the width of the transistor, the total shape current is then given by: 

∑shape seg
x

I = I x W( )                (2.2) 
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Figure 2.3: SPICE pre-characterization of unit current as a function of gate length. 

In performing this extraction, one also needs to account for the non-uniformity of 

current density across the width of the transistor [6]. One of the main sources of 

threshold voltage (VT) non-uniformity in shallow-trench isolation (STI) processes is 

the extension of the gate over the isolation area. This leads to fringing capacitances 

between the gate, STI sidewall and active area, which lowers VT towards the edges 

of the transistor [46]. This is called the reverse narrow width effect (RNWE). It has 

the effect of increasing both on and off-currents at the edges of the transistor, which 

leads to the breakdown of our assumption of uniform current density in Eq. 2.2.  

To capture this effect, we use SPICE models calibrated to capture RNWE. A 

series of SPICE simulations are performed to characterize the unit current as a 
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function of width. The derivative of this function [47] gives the dependence of unit 

current on location [e(x)]. Fig. 2.4 shows this dependence. 
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Figure 2.4: Saturation current per unit width of transistor as a function of slice location 

with corresponding piecewise linear fit. 

A piecewise linear model is used to represent e(x) analytically: 
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Here we, I0 and I1 are technology-specific fitting parameters while W is the 

transistor width. A convenient way to account for different impact of slices at 

various locations is to use an edge effect weighting factor w(x): 
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The piecewise linear model of e(x) allows analytical computation of the above 

integral. The total current for the contour is now: 

∑shape
x

I = I x w x( ) ( )      (2.5) 

The slice width has been absorbed into the edge effect factor w(x). Finally, the 

equivalent (effective) gate length can now be extracted based on the total transistor 

current (Eq. 2.6). This can be computed from the same pre-characterized 

dependence shown in Fig. 2.3. 

-1
eff shapeL = f I /W( )     (2.6) 

The main reason for determining an effective gate length (EGL) is that it provides 

an easy means of communication with compact SPICE models. By supplying 

effective gate lengths of transistors in a cell to its corresponding SPICE netlist, we 

can now estimate post-lithography cell timing behavior. Specifically, we utilize it to 

compare timing numbers for ED-OPC against a conventional approach. While the 

above model has been used to describe timing behavior of a transistor, it can be 

extended to calculate transistor leakage as well, by using similar models for unit off-

current in place of saturation current. 

The choice of slice width (Wseg) represents a tradeoff between model accuracy and 

speed of computation. Since we assume each slice to be of constant gate length, 

higher slice width would lead to inaccuracies in this assumption. On the other hand, 

smaller slice widths would lead to a larger number of slices and correspondingly 

higher model evaluation time. Similar to the determination of fragmentation strategy 

in OPC, the slice width need to be analyzed over a set of features to find the best 

value to use. This concludes model development for determining post-OPC 

electrical behavior of transistors. With the knowledge of difference in electrical 
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performance between printed and target shapes, we now proceed to develop 

fragment movement algorithms to correct for this electrical mismatch.  

2.2. Linear-Programming Based Fragment Movement 

The key difference between a conventional OPC and ED-OPC is the way 

fragment movements are determined.  As described in Chapter 1, fragmentation is 

the process of generating movable mask edges to control the shape of the contour. 

In conventional OPC, fragmentation is usually adaptive in nature. Smaller fragments 

are generated for features that are more difficult to print, such as 90
o
 corners and 

pads, to allow closer control over such features. Conversely, larger fragments are 

generated for straight features that are easier to print. Conventional OPC computes 

edge placement error (EPE) at a number of measurement locations called sites, and 

moves edges to minimize total EPE across all sites. Several approaches have been 

developed to compute fragment movements based on minimization of EPE.  

Matrix OPC is one commonly used EPE-based technique for PSM and complex 

illumination schemes [50]. In this approach, fragment movement is done on a per-

site basis and is based on mask enhancement factor (MEEF). In [50], MEEF is 

defined as the sensitivity of edge placement error at a particular site to fragment 

movement at the same or neighboring sites, and can be expressed as: 

∂
∂

i
ij

j

e
MEEF =

d
             (2.7) 

The edge placement error ei at a given site i is a complex function of the mask. 

Given a set of n fragments, a first-order Taylor series expansion is used to 

determine ei as a function of mask edge movements (∆dj, 1 ≤ j ≤ n) [50]. 
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The partial derivative (∂ei / ∂dj) is computed numerically from the Hopkins 

partial coherence equations [35, 50]. For ease of computation, it can be assumed that 

the EPE at a site is primarily affected by the movement of the fragment at the same 

site i.e. self-MEEF is dominant. This simplifies Eq. 2.8 to include just one partial 

derivative term. 
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The mask edge movement at a given site is then determined by setting EPE to 

zero which computes ∆di as: 

∆
∂ 
 ∂ 

i0
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i

i

e
d = -

e
d

                            (2.10) 

The algorithm for conventional OPC is summarized as: 

Algorithm:  Conventional Optical Proximity Correction 

Inputs: L – a drawn cell layout 

 F – set of mask fragments 

 E – set of edge placement errors corresponding      to each fragment 

 iter – maximum number of iterations 

Output: L’ – proximity corrected layout 

1. Initialize D ← 0 (set of mask edge movements)  

2. for j ← 1 to iter 
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3.      foreach ∈if F  

4.             compute ∈id D (Eq. 2.10) 

5.      end 

6.      L’ ← Move_Edges(D) 

7. update E ← Litho_Simulation(L’) 

8. next j 

9. Output L’ 

 

Although the above approach allows fast computation for a large number of 

fragments, it has three main drawbacks. Firstly, the objective of conventional OPC 

is minimization of EPE, which as discussed earlier, leads to substantial electrical 

error and a larger mask cost. Secondly, the result of correcting for EPE on a per-site 

basis provides sub-optimal results because the interaction between sites is not 

captured. This issue is addressed at a higher computational cost [50] by including 

cross-MEEF terms as well in Eq. 2.9. However, specifically in the case of electrical 

matching the electrical metric depends on the entire shape and not just one 

particular fragment. This means for the same EPE a better solution may be found if 

a global electrical metric is optimized. Thirdly, this approach spends an equal 

amount of computational effort on electrically non-critical features which may not 

require a tight degree of control. In fact, all polysilicon non-overlapping diffusion 

may be considered electrically non-critical as long as catastrophic failures such as 

opens (pinching) and shorts (bridging) are prevented. The electrically driven 

formulation for edge movement based on linear programming that we advance 

solves these problems.  

Our premise in formulating ED-OPC is that increasing accuracy of timing is 

equivalent to minimizing the difference in saturation currents of the contour and 
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target shape (Ion,contour and Ion,tgt respectively). For this purpose, we define the 

electrical shape error as: 

≤ ≤i on,contour,i on,tgt,i  ESE = I - I 1 i n            (2.11) 

where n is the number of transistors in the layout. It is also important to ensure that 

leakage current is not made worse by ED-OPC since in this case EPE is not directly 

minimized. The dependence of leakage on gate length is exponential. In allowing a 

non-rectangular contour, we enable the possibility of producing regions of narrow 

gate length. Such regions will suffer from very high leakage, increasing the leakage 

of the overall transistor. Hence, we formulate electrically driven OPC as the 

algorithm to minimize the total electrical shape error for all shapes, while ensuring 

leakage is not significantly increased: 

≤ ≤ ≤

∑
n

i
i=1

off,i off,max,i

min ESE

   s.t. I I 1 i n

       (2.12) 

The parameter Ioff,max,i may be supplied by the designer according to how much 

leakage degradation is tolerable, or may be simply set to the nominal transistor 

leakage if no degradation is allowed. Higher allowed leakage degradation expands 

the feasibility region for finding an optimal solution.  

In order to solve the above optimization program, we need to relate ESE to 

fragment movement. Consider a pair of parallel mask edges of length wfrag as shown 

in Fig. 2.5. Henceforth, we will use the term electrical fragment to describe such a 

structure. Given a set of n shapes, each with mi electrical fragments (1 ≤ i ≤ n), we 

can further express ESE for each shape in terms of individual electrical fragment 

currents as: 

≤ ≤∑
im

i on,frag,ij on,tgt,i
j=1

  ESE = I - I 1 i n             (2.13) 
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Figure 2.5: Computing electrical fragment current as a function of mask edge movements. 

For a given electrical fragment, a first-order Taylor series expansion is used to 

predict change in the on-current as a function of mask edge movements: 

 ∂ ∂
∆ ∆ ∆  ∂ ∂ 

on on
on,frag frag left right

left right

i i
I = w d d

d d
+         (2.14) 

Similar to Eq. 2.9, we assume that electrical fragment current is primarily affected 

by the movement of the two edges abutting the fragment. The electrical fragment 

width (wfrag) is factored out of this expression and the partial derivatives are written 

in terms of current per unit length (ion). This allows incorporation of edge effects 

into the term wfrag using the model described in Section 2.1. 

We refer to the partial derivative (∂ion/∂d) as electrical MEEF (E-MEEF). 

Applying chain rule, we can write the electrical MEEF as: 
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∂ ∂ ∂∂ ∂      
      ∂ ∂ ∂ ∂ ∂      

on on oni i ie e
E -MEEF = = =

d e d L d
           (2.15) 

Eq. 2.15 describes E-MEEF as a product of electrical (∂ion/∂L) and optical (∂e/∂d) 

sensitivities. Electrical sensitivities are obtained from SPICE pre-characterized 

dependence of current on gate length (Fig. 2.3), while optical sensitivity is the 

MEEF. We now rewrite Eq. 2.14 as: 

 ∂ ∂∂
∆ ∆ ∆  ∂ ∂ ∂ 

left righton
on,frag frag left right

left right

e ei
I = w d d

L d d
+        (2.16) 

A similar expression is used to determine the change in the electrical fragment 

off-current due to edge movements: 

 ∂ ∂ ∂
∆ ∆ ∆  ∂ ∂ ∂ 

off left right

off,frag frag left right

left right

i e e
I = w d d

L d d
+           (2.17) 

Using Eq. 2.16, changes in ESE due to mask edge movements can be rewritten as: 
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Finally, using equations 2.17 and 2.18, we rewrite Eq. 2.12 as: 
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The above formulation leads to a linear program (LP) which can be solved for a 

set of mask edge movements (∆dij) that minimize electrical error. The ability to 

solve a single iteration of the OPC algorithm as an LP allows it to be done 

efficiently. The electrical fragment currents Ion,frag,ij and Ioff,frag,ij are obtained using 

the contour models described in Chapter 2. The assumption of linearity of the 

functions Ion,frag and Ioff,frag in equations 2.14 and 2.17 is only valid over a small 

range. We limit this range by imposing constraints (η) on the magnitude of allowed 

mask edge movements (∆dleft, ∆dright). This helps reduce modeling error-related 

inaccuracies and oscillations in the solution. 

The algorithm for ED-OPC is summarized as: 

Algorithm:  Electrically Driven Optical Proximity Correction 

Inputs:  L – a drawn cell layout 

F – set of electrical fragments 

Se – set of EPE sensitivities corresponding   to each electrical fragment 

Ion – set of electrical fragment on-currents 

Ioff – set of electrical fragment on-currents 

iter – number of iterations 

Output:  L’ – proximity corrected layout 

1. Initialize D ← 0 (set of mask edge movements) 

2. for j ← 1 to iter 

3.      D ← LP_Solve(Se, Ion, Ioff ) (Eq. 2.19) 

4.      L’ ← Move_Edges(D) 

5.      update Se, Ion, Ioff  ← Litho_Simulation(L’) 

6. next j 

7. Output L’ 
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With the algorithm for ED-OPC now in place, we now move on to describing the 

experimental setup used to determine the benefits and drawbacks of this technique in 

comparison to a conventional OPC algorithm. 

2.3. Experimental Results 

The algorithm for ED-OPC was implemented using the Calibre Workbench suite 

of tools. The Matrix-OPC functionality available in Calibre OPCPro [96] was used 

to generate self-MEEF values for electrical fragments. Image simulation was 

performed using the Calibre OPCPro framework in conjunction with 45nm 

lithographic process models. The optical system modeled was a high-NA water 

immersion system, while the resist system modeled was a variable threshold 

chemically amplified resist with antireflective coating layers. GNU Linear 

Programming Kit (version 4.20) [99] was used to solve the linear program using 

primal-dual interior point algorithms. All electrical fragment processing was 

performed by converting contour and OPC layers to text-form, which was then 

handled using Perl scripts. Experiments were performed on logic cells in 45nm 

technology using a constant size fragmentation scheme over gate regions. 

Simulations were run on a 400MHz IBM PowerPC POWER3 processor with 

512KB L1 cache. 

To demonstrate the improvements in timing accuracy achievable by ED-OPC, we 

first analyzed post-lithography delays for each of the logic cell testcases. Table 2.1 

shows these cell timing numbers. Delay values are normalized to unit inverter delay. 

Worst-case (Tpd) and best-case (Tcd) delays were generated for each cell using 

SPICE, assuming all gate lengths at nominal. OPC was then performed on the cell 

layout, followed by generation of the final resist contour from which the effective 

gate length (Leff) was extracted and used in a SPICE simulation to determine cell 

delays after OPC/lithography. This was done for both conventional (Conv. OPC) 

and electrically-driven OPC (ED-OPC) in order to compare the delay results. Table 
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2.1 shows that while a conventional OPC provides timing accuracy to within 2.04% 

on an average, ED-OPC improves the timing accuracy to within 0.44%. 

Cell 
Device 

Count 

Nominal 

(SPICE) 

Tpd / Tcd 

Conv. OPC  

Tpd / Tcd 

Timing 

Error  

(Con-OPC) 

(%) 

ED-OPC  

Tpd / Tcd 

Timing 

Error  

(ED-OPC) 

(%) 

INV 2 1.06 / 1.00 1.03 / 1.03 -2.68 /  2.84 1.07 / 0.99 0.59 / -1.24 

BUF 4 1.10 / 1.09 1.11 / 1.11 0.90 /  1.92 1.09 / 1.09 -0.96 /  0.58 

NAND2 4 1.48 / 0.79 1.48 / 0.83 -0.52 /  5.16 1.49 / 0.80 0.24 /  0.75 

NOR3 6 1.80 / 0.72 1.78 / 0.74 -1.25 /  2.50 1.79 / 0.72 -0.30 / -0.22 

AND2 6 1.54 / 1.07 1.62 / 1.11 4.75 /  3.23 1.55 / 1.07 0.16 /  0.02 

AND3 8 1.76 / 0.99 1.76 / 1.02 0.18 /  2.45 1.75 / 1.00 -0.22 /  0.96 

AND4 10 1.98 / 0.95 2.01 / 0.96 1.56 /  0.60 1.98 / 0.95 0.07 / -0.69 

XNOR2 10 1.51 / 1.28 1.54 / 1.28 1.75 /  0.17 1.50 / 1.28 -0.53 /  0.13 

XOR2 11 1.54 / 1.26 1.54 / 1.28 -0.15 /  1.71 1.53 / 1.26 -0.69 /  0.32 

Half 

ADDER 
14 1.83 / 1.15 1.95 / 1.18 6.60 /  2.23 1.84 / 1.15 0.47 / -0.38 

Full 

ADDER 
28 1.18 / 0.96 1.19 / 0.98 1.05 /  1.97 1.18 / 0.97 0.12 /  0.13 

Average Absolute Error  2.04  0.44 

Table 2.1: Electrical (Timing) Accuracy achieved by Conventional OPC (Con-OPC) and 

ED-OPC (Normalized). 

Further, leakage numbers were computed for best timing match for each cell. This 

was done using a similar approach as described above, but by calculating the 

effective gate length for leakage (Leff,lkg) in place of Leff. In the optimization 

formulation for ED-OPC, we used a maximum allowable leakage degradation 

(Ioff,max) of 25% of the nominal leakage per transistor. Results show a 9.3% average 

increase in pull-up (Pleak) and pull-down (�leak) leakage for the best timing match 
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(Table 2.2), thus exhibiting that the ED-OPC formulation does not allow significant 

leakage degradation at the cost of higher timing accuracy. 

Cell 

Ideal 

(SPICE) 
( )leakleak P� /  

Con-OPC 
( )leakleak P� /  

Leakage 

Degradation 

(Conv. OPC) 

(%) 

ED-OPC 
( )leakleak P� /  

Leakage 

Degradation 

(ED-OPC) 

(%) 

INV 1.31 / 1.00 1.02 / 1.09 -22.2 /   8.6 1.47 / 1.08 12.7 /  8.1 

BUF 2.12 / 2.16 1.69 / 1.97 -20.1 /  -9.2 2.35 / 2.56 10.6 / 18.5 

NAND2 0.09 / 1.73 0.09 / 0.82    4.9 / -52.6 0.09 / 1.83 -0.2 /  5.7 

NOR3 2.96 / 0.05 2.36 / 0.05 -20.5 /   3.8 2.92 / 0.06 -1.6 / 15.0 

AND2 1.00 / 2.34 0.62 / 1.78 -38.7 / -23.7 1.20 / 2.20 19.1 / -5.9 

AND3 0.96 / 2.92 0.59 / 2.03 -38.6 / -30.4 1.14 / 2.85 18.5 / -2.2 

AND4 0.95 / 3.50 0.58 / 2.30 -39.2 / -34.5 1.04 / 3.60 9.5 /  2.7 

XOR2 4.90 / 4.97 4.07 / 4.29 -16.8 / -13.6 6.14 / 6.12 25.4 / 23.1 

XNOR2 5.59 / 5.62 5.26 / 4.95  -5.9 / -11.9 5.51 / 5.86 -1.4 / 4.1 

Half 

ADDER 
5.69 / 6.68 4.16 / 5.17 -26.9 / -22.7 6.35 / 7.34 11.6 / 9.9 

Full 

ADDER 
5.94 / 6.90 4.59 / 5.56 -22.7 / -19.4 5.73 / 7.05 -3.7 / 2.1 

Average   -20.5  8.6 

Table 2.2: Leakage Degradation (Normalized) at OPC Solution with Best Timing Match. 

Runtime overhead of ED-OPC due to the additional contour modeling and LP-

based edge movement computation was evaluated. To enable a fair comparison, a 

text-based version of conventional OPC was implemented using the algorithm 

described in Chapter 3. Results (Table 2.3) indicate that runtime increase due to ED-

OPC is less than 25% in all test cases. Despite the additional overheads of electrical 

computations, higher electrical accuracy was achieved with fewer fragments in 

comparison to a conventional OPC. This is one of the main reasons why runtime 
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degradation is not high. The complexity of mask shapes produced by both 

conventional and ED-OPC was further calculated. This was done by extracting the 

transistor gate regions and counting the number of vertices on the OPC (mask) 

layer. The conventional OPC tool uses an adaptive fragmentation scheme with a 

minimum fragment size of 24nm, while ED-OPC uses constant sized fragments of 

40nm width. Up to 40% reduction in mask complexity was achieved in the case of 

ED-OPC (Table 2.3). 

Cell 

Conventional OPC ED-OPC Runtime 

Increase 

(%) 

Mask 

Complexity 

Reduction 

(%) 

Fragment 

Count 

Runtime 

(s) 

Fragment 

Count 

Runtime 

(s) 

INV 76 37.44 46 39.64 5.9 39.5 

BUF 144 36.33 102 40.82 12.4 29.2 

NAND2 148 35.95 124 44.35 23.4 16.2 

NOR3 224 35.54 192 44.25 24.5 14.3 

AND2 160 41.72 112 45.93 10.1 30.0 

AND3 222 36.83 156 44.11 19.8 29.7 

AND4 276 67.57 212 76.07 12.6 23.2 

XNOR2 380 59.72 304 71.49 19.7 20.0 

XOR2 336 40.29 190 50.67 25.8 43.5 

Half 

ADDER 
624 66.85 430 79.91 19.5 31.1 

Full 

ADDER 
1326 115.11 796 140.45 22.0 40.0 

Average     17.8 28.8 

Table 2.3: Mask Complexity and Runtime Analysis for Conventional OPC and ED-OPC. 

 In order to observe convergence of the ED-OPC algorithm the electrical error 

after each OPC iteration was measured. This was done by extracting the effective 

gate lengths at each step and running a SPICE simulation to generate delays. The 



 44

results are shown in Fig. 2.6, where the timing error is plotted as a function of the 

iteration number for the first six iterations. It is seen that the timing error quickly 

converges to within 2% in the specified number of iterations for all test cases.  
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Figure 2.6 (a) and (b): Timing error from ED-OPC plotted for first 6 iterations. 



 45

Cell 
Avg. EPE (Con-OPC) 

(normalized) 

Avg. EPE (ED-OPC) 

(normalized) 

INV 0.53 3.02 

BUF 1.16 4.32 

NAND2 1.69 2.52 

NOR3 1.32 4.98 

AND2 1.89 5.68 

AND3 0.90 8.62 

AND4 1.76 8.25 

XOR2 1.68 2.36 

XNOR2 0.97 3.44 

Half ADDER 1.11 3.25 

Full ADDER 1.03 4.18 

Average 1.28 4.60 

Table 2.4: Comparison of Average Edge Placement Errors. 

To highlight the difference in resist contours produced by conventional OPC and 

ED-OPC, the average edge placement errors for the final resist contours produced 

by both flows (Table 2.4) was calculated. It is clear that ED-OPC produces contours 

which have higher EPE, but as evident from Table 2.1, give more accurate delays. 

This lends weight to the argument that minimization of EPE is not the right 

objective from a timing perspective. This further becomes evident in Fig. 2.7, where 

EPE histograms for conventional and ED-OPC were compared for the same layout. 

The shift of EPE to higher bins for ED-OPC is evident. Fig. 2.8 contrasts generated 

contours for transistors in the XOR2 cell using conventional OPC and ED-OPC 

respectively. The non-rectangular shape of the contour generated using ED-OPC is 

clearly visible. 
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Figure 2.7: Edge placement error histograms for (a) NOR3 and (b) XOR2 for 

conventional and ED-OPC 
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ED-OPC Contour Conventional OPC 

Contour

 

(a) 

 

(b) 

Figure 2.8 (a) and (b): Generated resist contours for ED-OPC (solid) and conventional 

OPC (hatched) 

In this chapter, we have demonstrated how post-manufacturing delay accuracy of 

logic cells may be improved by modifying the OPC objective to directly minimize 

electrical errors. For this purpose, one needs to provide the fab with transistor 

SPICE models in addition to just the layout data. Currently, designers account for 

lithographic errors at the design side by guard-banding for optical effects. This leads 

to designs being overly pessimistic. Using ED-OPC has the potential to reduce this 

guard-banding, leading to more optimal designs. Also, the reduction of post-

lithography delay errors will help improve parametric yield of circuits. Additionally, 
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the reduction in mask complexity that we achieve potentially leads to lower mask 

costs and mask error probabilities. In subsequent chapters, we will explore how we 

can adapt the ED-OPC tool to specifically target leakage or mask cost reduction 

utilizing more circuit information. 
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CHAPTER 3 

Compensating Non-Optical Effects using 

Electrically-Driven OPC 

Semiconductor scaling has led to an increase not only in the complexity, but also 

in the number sources of manufacturing variation. As elucidated in Chapter 1, 

process variability can be classified as random or systematic in nature. The 

existence of systematic or layout-dependent variability leads to reduction of chip 

yield. There are two mainstream approaches to dealing with systematic variability. 

The first and most widely used approach is to model the variation at the design 

stage. The incorporation of models of systematic variation into commercial timing 

and design tools allows the designer to “design-out” such phenomena. The second 

approach is to compensate for variability at the manufacturing stage itself by using 

techniques such as gate length biasing [52] and metal-fills
 
[60]. In this chapter, we 

discuss a new technique to deal with variability at the manufacturing stage which 

combines the knowledge of the nature of variability with the existing framework for 

electrically-driven optical proximity correction to manufacture robust circuits. 

Systematic process variability can be broadly classified into two categories: 

(i) Optical/Lithographic Effects – These originate from the lithographic 

process during manufacturing. It includes the steps of resist spin, 

exposure, bake and etch. Sources of variation in lithography are well-

modeled in commercial lithography simulators. Optical effects such as 

pitch-dependent linewidth variations, flare, corner rounding and line-end 

shortening [2] all affect electrical properties of devices. These are further 

mitigated by well-developed methods such as optical proximity correction 
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(OPC), phase shift masking (PSM) and sub-resolution assist feature 

(SRAF) insertion [94].  

(ii) %on-optical or %on-lithographic Effects – These originate from 

manufacturing processes other than lithography – such as implant, doping 

and anneal. Some examples of layout-dependent non-optical effects are 

mobility variations due to stress [57] and threshold voltage (VT) variations 

due to well-proximity effect [54] and rapid thermal anneal (RTA) [55]. 

SPICE models are capable of capturing some layout-dependent variations 

such as stress and well proximity. However, some others such as RTA 

cannot be captured in device models due to lack of knowledge of the cell 

neighborhood and hence cannot be accounted for at design time. Such 

non-optical effects are usually compensated via gate length biasing
 
[52]. 
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Figure 3.1: Modified electrically-driven optical proximity correction (ED-OPC) flow to 

compensate for non-optical effects 
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During the process of OPC, we have the complete layout in hand and hence have 

complete information regarding the neighborhood of a cell. Using the appropriate 

models for non-optical effects, one can therefore predict the impact on electrical 

parameters. However, in the conventional geometric-matching based OPC 

methodology, one cannot compensate for this electrical variation, since the shapes 

are fixed entities. On the other hand, the development of electrically-driven OPC 

(ED-OPC) opens up the possibility of compensating for such non-optical effects by 

incorporating the appropriate models into the OPC flow as shown in Fig. 3.1. In 

Section 3.1, we take a closer look at the steps of implant and anneal and the impact 

on threshold voltage due to these two processes. We also examine the impact of 

stress on fluctuations in transistor channel mobility. We then demonstrate, in 

Section 3.2, how such variations can be compensated using ED-OPC. We end in 

Section 3.3 by showing our experimental data comparing cell delay errors in the 

presence of non-optical effects for ED-OPC and conventional OPC. 

3.1. Non-Optical Effects 

In this section, we describe three major sources of systematic variation which are 

non-optical in nature and their impact on electrical parameters. These are (a) well 

proximity effect (b) rapid thermal annealing (RTA) variations and (c) stress 

variations. 

a) Well Proximity Effect 

 Current CMOS processes use deep well implants (called retrograde wells) to 

improve device properties. These implants primarily help in the improvement of 

short channel effects in transistors by suppressing VT roll-off and thus allowing 

enhancement of drive current without increasing leakage [62]. Retrograde wells also 

improve device immunity to punchthrough, CMOS latchup and soft errors [54]. 

Since the impurity concentration due to the implanted well peaks deep below the 

surface of the device, it does not significantly affect transistor channel properties 
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like threshold voltage. However, this does not hold true for transistors close to the 

well mask edge. This is because during the process of implantation, the mask edge 

is surrounded by resist which causes scattering of implant ions [54, 56], as depicted 

in Fig. 3.2. These scattered ions, instead of being buried deep in the channel, are 

implanted close to the silicon surface. This leads to a shift in threshold voltage of 

the transistors near the mask edge. The amount of shift in VT depends on several 

layout parameters in addition to the implant energy and angle of scattering. 

Experiments have shown that threshold voltage may be impacted up to 1µm from 

the edge of the well. In Section 3.2, we show how to compensate for such 

predictable shifts in threshold voltage of individual transistors, given accurate 

models for predicting ∆VT due to well proximity. 

 

Figure 3.2: Scattering of implant ions from the edge of the well implant mask 

b) Rapid Thermal Anneal 

Transistor scaling for increased drive current has led to the need for ultra-shallow 

source/drain junctions with low sheet resistance. Annealing is the process of heating 

the wafer leading to the activation of dopants in the source/drain regions. Dopant 

activation requires high temperatures, but at such temperatures over long times the 

dopant atoms diffuse to increase the depth of the junction, leading to increased 

junction leakage. High temperature anneal is also necessary to remove damage from 

the junctions in order to reduce sheet resistance. A tradeoff between dopant 
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diffusion and activation is reached by annealing at the highest possible temperatures 

for short period of time. This process is called rapid thermal anneal (RTA) [55, 56] 

and is a critical manufacturing step. 

Annealing at high temperatures for short time periods however does not allow the 

wafer to reach thermal equilibrium. In rapid thermal annealing over a time period t, 

the length over which thermal equilibrium is achieved is approximately in the order 

of [σ/cv*t]
1/2

, where σ is the thermal conductivity and cv is the specific heat of silicon 

[55]. Due to reduction of annealing time, the length of equilibrium also becomes 

significantly less than die size. This leads to intra-die variations in local anneal 

temperatures, which is a function of thermal reflectivity of different regions. At 

higher local anneal temperatures junctions diffuse to a larger extent in the vertical as 

well as lateral direction. This compensates to a certain extent the halo doping. Also, 

it effectively shortens the channel length leading to higher short channel effects. 

Both the above phenomena combine to reduce the effective threshold voltage of the 

transistor. The physical distance over which anneal temperature changes is 

significantly larger than the area of a single cell, but also significantly less than the 

die area. This leads to a group or block of cells being impacted similarly, i.e. 

experiencing a similar shift in threshold voltage. Given models to predict the impact 

of RTA on different regions of the layout, one can harness ED-OPC to compensate 

for VT shifts by adjusting the contour current to meet design specifications as 

described in Section 3.2. 

c) Stress 

To improve drive current, mechanical stress has been used in transistor channels 

to improve carrier mobility [56, 57, 59]. Stress is either compressive or tensile in 

nature. Compressive stress enhances hole mobility in PMOS while tensile stress 

improves electron mobility in NMOS. It is induced in either of two ways (a) use of 

epitaxially grown SiGe in source/drain regions for PMOS or (b) use of stress liners. 

Dual stress liner (DSL) is one of the popular techniques in use for CMOS where 
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compressive and tensile silicon nitride liners are used for PMOS and NMOS 

transistors respectively. 
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Figure 3.3: Impact of compressive/tensile stress on a transistor. The plot shows the inverter 

delay as a function of change in the width of the N-well around the PMOS 

The use of stress liners leads to an increased interaction with the layout 

neighborhood of the transistor because the stress in the liner film is determined by 

adjoining layout structures in addition to the transistor itself. Since transistor current 

is determined by the liner stress, it also increases the dependence of the drive 

currents on layout. Instead of the currents being simply determined by the gate 

length and width of the transistor, one can now see dependencies on the number and 

distance to neighboring transistors. While exact channel stress is difficult to 

determine due to complexity of interaction between the liner and different 
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processing layers, approximate expressions are available to determine channel 

mobility as a function of layout [57, 59]. These are determined on the basis of a 

number of parameters, such as polysilicon to active area boundary distance, 

polysilicon-to-polysilicon distance and distance to DSL boundary. Fig. 3.3 shows 

the variation in delay of an inverter when the width of the n-well surrounding the 

PMOS is changed. While under normal circumstances, one would expect no impact 

of this layout parameter on device performance, the presence of stress interactions 

can in fact cause as much as a 3% deviation in performance for the inverter. 

In current design methodologies, stress is dealt with at the design stage. Designers 

are required to run layout to netlist extraction tools which incorporate the impact of 

stress on individual transistors in the form of modified channel mobilities. However, 

iterating over this extraction tool can be cumbersome and layout modifications to 

meet design specifications can often be non-intuitive due to the complexity of stress 

interactions. We show how this issue can be overcome using ED-OPC coupled with 

models of mobility variation to compensate for errors in transistor drive current at 

the manufacturing side instead. 

3.2. Non-Optical Effects Aware ED-OPC 

Having explored some non-optical effects and their impact on electrical properties 

of transistors, we now look at how such effects may be compensated at the 

manufacturing side. Gate length biasing [52] is the primarily used technique for 

such purposes. This involves addition of small biases in length to transistor gates 

which changes the transistor drive current to match designer intent. This corrects for 

variation in other electrical parameters such as threshold voltage. In this section we 

demonstrate electrically-driven optical proximity correction (ED-OPC) may be used 

to compensate for such electrical variation. 

With the above models in place, we now describe how to incorporate the impact 

of change in electrical parameters in the optimization formulation. As already 



 56

described in Section 3.1, well-proximity effect, RTA variations and can be modeled 

as a shift in threshold voltage of the transistors. This impacts the electrical 

sensitivity term (∂ion/∂L) in Eq. 2.16, which we now write as a function of the 

threshold voltage shift ((VT). 

( ) ( ) left righton
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We can now use Eq. 3.1 to express ESE as a function of the threshold voltage 

shift: 
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Figure 3.4: On-current (Ion) versus channel length (L) characterized at different threshold 

voltages 

The individual fragment currents and electrical sensitivities are calculated using a 

set of pre-characterized on-current (Ion) versus gate length (L) curves as shown in 

Fig. 3.4. This data is generated using SPICE simulation at different threshold 

voltage levels. A given VT shift predicted using well-proximity or RTA models can 
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then be mapped to one of these curves with negligible discretization error. 

Expressions similar to the above coupled with a set of pre-characterized off-current 

(Ioff) versus L curves at different VT can be used to express Ioff as a function of VT 

shift. The optimization formulation for ED-OPC to compensate for threshold 

voltage shift can finally be written as: 
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We have further observed in Section 3.1 that variation in channel stress is 

observed as a change in channel mobility (µ) of individual transistors. Eq. 3.1 and 

3.2 can be modified to write ESE and leakage currents as a function of channel 

mobility to compensate for the mobility variation. In this case, we use a set of pre-

characterized curves for Ioff and Ion versus L extracted at different channel mobilities 

for calculation of ESE and leakage currents (Fig. 3.5). 
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Figure 3.5: On-current (Ion) versus channel length (L) characterized at different channel 

mobilities 

In addition, we pre-characterize the electrical sensitivity term (∂ion/∂L) which is 

also a function of threshold voltage and mobility shift ((VT, (µ). This data can in 
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fact simply be obtained from the above plots (Fig. 3.4 and Fig. 3.5) by calculating 

the slope of the line at each data point. Fig. 3.6 shows the nature of variation of this 

term with threshold voltage and mobility. 

3.3. Experimental Results 

The same experimental setup as Section 2.3 was used to demonstrate the benefits 

of non-optical effects-aware ED-OPC. Experiments were performed on logic cells 

in 45nm technology using a constant size fragmentation scheme over gate regions. 
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Figure 3.6: Pre-characterization of sensitivity terms. 

For the first set of experiments, we applied different shifts in threshold voltage to 

the individual logic cells. For well-proximity effect, different transistors in the same 

cell may have different magnitudes of shift, whereas for RTA all NMOS/PMOS can 

be assumed to have the same VT shift. For simplicity, we assumed the same 

magnitude of shift for all transistors in a particular cell, although the existing 

framework can be extended to capture intra-cell variability of VT. We generated 

worst-case (Tpd) and best-case (Tcd) delays for each cell using SPICE assuming that 

all gate lengths and VT are at nominal. We then performed OPC on the cell layout, 

generated the final contour, extracted the effective gate length (Leff) and used this in 
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a SPICE simulation to determine cell delays after OPC with the given VT shift. This 

is done for both conventional and VT- aware electrically-driven OPC in order to 

compare the delay results. Fig. 3.7 shows this contrast of delay errors. Results show 

that while a conventional OPC provides timing accuracy to only within 5.03%, on 

an average, in the presence of VT variability, ED-OPC improves the timing accuracy 

to within 1.12%. 
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Figure 3.7: Delay error comparisons for ED-OPC (VT Aware) and Conv. OPC 

In the second set of experiments, we applied different mobility multiplication 

factors to individual logic cells. For simplicity, we once again assumed the same 

mobility multiplier for each transistor in the cell. Results are shown in Fig. 3.8, 

where we compare ED-OPC and conventional OPC in a similar way as above. Since 

conventional OPC has no knowledge of electrical parameters, it provides electrical 

accuracy to only within 3.85% in the presence of stress variations while ED-OPC 

improves the accuracy to within 1.05% on an average. The last set of results shown 

is for a MUX2 cell with 14 transistors on which we have used an extraction tool to 
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extract mobility multipliers for individual transistors using IBM stress models. 

These multipliers are then fed to the ED-OPC tool, which is used to compensate the 

mobility variation. Comparison to conventional OPC shows that electrical accuracy 

is improved by up to 5% using ED-OPC. 
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Figure 3.8: Delay error comparisons for ED-OPC (µ Aware) and Conv. OPC 

Currently the design process deals with well-proximity effect and stress by 

incorporating the corresponding models in extraction tools. Designers are required 

to achieve timing closure post-extraction before design closure. This is often a 

tedious task requiring several iterations of design, while in some cases fixes are also 

non-intuitive. Also, for effects like RTA, no current models exist in timing 

methodologies to capture the impact on timing. Using ED-OPC provides a 

promising methodology to deal with and compensate such variation at the 

manufacturing stage instead. The above technique has potential benefits in terms of 

reduction of intra-die variation and increase in chip yield. The primary advantage of 

using ED-OPC to compensate for non-optical effects is that it allows more fine-

grained tuning of electrical parameters as opposed to existing methods such as gate 
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length biasing. In selective gate length biasing, only discrete amounts of gate length 

bias can be applied, limited by the mask grid. The process of fragmentation in OPC 

allows a larger number of variables for tuning transistor properties, thus allowing a 

more optimal solution in terms of power and performance. Secondly, the process of 

gate length biasing still requires conventional OPC as an additional step, the 

electrical disadvantages of which already has been elucidated in Chapter 2. 
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CHAPTER 4 

Leakage Minimization with Reduced Mask 

Cost using Electrically-Driven OPC 

The increase of leakage or standby power with technology scaling has become of 

primary importance [62]. The exponential increase of leakage with reduction in gate 

length is one of the primary driving factors behind this trend. Fig. 4.1 shows the 

leakage of an NMOS and PMOS transistor through four technology generations, 

measured using predictive technology models (PTM) [61]. This data was generated 

keeping the supply voltage constant and simply scaling the transistor itself. The plot 

shows that the leakage increases by approximately an order of magnitude with each 

generation of scaling. High leakage leads to reduction in device performance and 

reliability as well as shortening of battery life. This has led to focused research on 

both device and circuit-level techniques for reducing leakage. In this chapter, we 

describe techniques to reduce leakage during manufacturing by utilizing design 

information. 
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Figure 4.1: Exponential increase of leakage with technology scaling 
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Circuit-level techniques such as transistor stacking or the use of sleep transistors 

have been used effectively to reduce leakage in fully custom designs. For cell-based 

design (semi-custom), multiple techniques have been studied for reduction of 

leakage during the design stage, including gate-sizing [65, 74] and use of multiple 

threshold (VT) and supply voltages [73], all of which trade circuit slack for 

reduction of power. Due to design and manufacturing costs, the gate library size and 

levels of VT are limited. Experiments show the existence of residual slack in designs 

post-closure. Figure 4.2 shows the distribution of cell slack for two purely 

combinational IBM designs – SWP0 and SWP1 – synthesized using a 45nm dual-VT 

SOI library. Slack available at the output nodes has been redistributed to individual 

cells using a static timing analysis algorithm [72]. The histogram indicates that most 

cells have small slack (<2% of clock cycle). However, there is a small number of 

cells on paths with low logic depth that are already minimum-sized and use high-VT 

cells which have large (>8% of clock cycle) slack. 
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Figure 4.2: Residual cell slack for two sample industrial designs. 

The existence of even small residual slack can be exploited in a post-design hand 

off stage to reduce leakage due to the fact that small increments of gate length can 

significantly reduce leakage at the cost of small delay increments. This point is 

highlighted in Fig. 4.3 which shows the sensitivity of transistor on-current and off-
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current to the change in gate length for 45nm technology. The technique of reducing 

transistor leakage by sizing up gate length is called is selective gate length biasing 

[52] and is the only existing method for leakage reduction after design handoff to 

the foundry. It uses a pre-characterized library of cells with biased Lgate, in 

conjunction with a conventional sizing algorithm [63] to replace cells with sufficient 

slack with their lower-leakage equivalent. The biased Lgate layout finally passes 

through a series of dataprep steps for mask manufacture. The first drawback of this 

technique is that the Lgate-biased cells still have to pass through OPC for mask 

manufacture. In Chapter 2, we have already highlighted that conventional OPC is 

insufficient to guarantee accurate delay matching due to the inability to print perfect 

polygons in low-k1 lithography. Our experiments show that in fact OPC may add 

significant errors in delay to the biased cell (Table 4.1), causing it to exceed timing 

constraints. Secondly, the bias can only be applied to the entire transistor gate in 

integral multiples of the mask grid size. We have also demonstrated in Chapter 2 

that threshold voltage, and hence leakage, is non-uniform across the width of the 

transistor and a more optimal solution may be obtained by selectively biasing the 

regions of higher leakage. 
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Figure 4.3: Relative sensitivity of transistor on- and off-current to gate length 
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In addition to increasing leakage, the scaling of layout feature sizes at the current 

193nm wavelength lithography requires the extensive use of OPC and RET to 

guarantee printability. This has led to an explosion in the complexity of masks used 

in manufacturing. The shrinking of feature sizes has led to a larger number of 

polygons are packed into the same area of the mask. In addition, the RET algorithms 

themselves require more assist features, while the OPC tool requires smaller 

fragments, increasing the number of mask vertices per polygon. This manifests itself 

in the form of increased mask costs, mask write times and mask defect inspection 

times [42, 68, 69]. This is of particular importance in low-volume manufacturing as 

the cost of masks cannot be prorated over a large number of products.  

 

Figure 4.4: Target smoothing on metal1 (M1) to reduce mask complexity 

One approach to mask cost reduction is to relax constraints on the edge placement 

error (EPE) which allows the use of less fragments to reach a feasible OPC solution. 

Target smoothing [51] (Fig. 4.4) is one such approach that is used on electrically 

non-critical features such as local metal wires. For electrically-critical features such 

as transistor gates, several methods have been explored to relax EPE constraints on 

logic cells based on their criticality in the design [42, 68]. These methods suffer 

from the drawback that they do not explicitly control fragmentation, but are reliant 
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on conventional OPC to recognize relaxed EPE constraints and perform 

fragmentation accordingly. A recent device performance-based OPC (DPB-OPC) 

algorithm [69, 70] proposed simplifying an entire transistor to two mask fragments 

(one representing each edge of the transistor). This algorithm can change the 

spacing between the two fragments in steps limited by the mask grid size, and thus 

obtains only coarse tuning of transistor properties. 

In this chapter we demonstrate how ED-OPC can be harnessed to reduce both 

mask cost and leakage at the manufacturing stage by using design data. The original 

algorithm (Chapter 2) was used to minimize delay error for logic cells by using on-

current matching of transistors, while using off-current as a constraint. It also used 

conventional fragmentation and dedicated equal OPC effort to each cell, irrespective 

of its criticality in the design. We further show how to exploit circuit slack to reduce 

both mask cost and leakage using ED-OPC. We first derive an electrical model-

based fragmentation scheme that determines the minimum number of mask 

fragments necessary for a logic cell to meet its timing constraints. This has the dual 

advantage of reducing mask cost as well as OPC runtime. We then drive OPC itself 

with electrical information to tune circuit leakage. We use lithography simulation 

coupled with existing electrical shape models [45, 46, 47] to predict leakage and cell 

delays for a design. We modify the algorithm of ED-OPC to minimize total leakage 

under timing constraints. The current work advances beyond Chapter 2 in the 

following crucial respects: (1) it uses gate-level timing analysis to drive ED-OPC, 

(2) it demonstrates how ED-OPC can be used to reduce post-design handoff leakage 

power; (3) it shows how ED-OPC can be used to minimize mask cost through a 

reduction of movable fragments. 

Compared to existing mask cost reduction algorithms, our fragmentation 

algorithm provides the advantage of explicitly defining fragment locations based on 

electrical sensitivity instead of relying on conventional fragmentation. In contrast to 

gate biasing, mask fragments allow more degrees of freedom to tune transistor 

properties, thus allowing us to find the optimal transistor shapes for minimum 
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leakage [53]. This technique also ensures that timing constraints are met post-OPC 

by directly optimizing for post-lithography cell delay. In section 4.1, we show the 

electrical model-based fragmentation scheme for reduction of mask fragments 

based. Section 4.2 describes the models used to express leakage and timing in terms 

of fragment movements and formulates fragment movement for leakage 

minimization under timing constraints as a linear program. Section 4.3 shows results 

of applying this technique on individual logic cells and compares with the existing 

gate length biasing technique. We also present results of running the OPC algorithm 

on industrial macros. 

4.1. Electrical Model-Based Fragmentation 

We propose an electrical model-based fragmentation scheme for logic cells which 

utilizes electrical slack for reduction in the number of transistor fragments. As 

elucidated in Chapter 1, fragmentation is the process of decomposing a layout into 

smaller movable mask edges, which are then controlled during OPC to reduce the 

geometric error between contour and target. While OPC traditionally uses rule-

based fragmentation, the concept of model-based fragmentation has also been 

explored to provide more control over sites exhibiting high aerial image ripples 

[71]. We focus on polysilicon overlapping active area which represents the 

transistor gate and is thus critical for electrical performance and start with a constant 

fragmentation on these areas. Since the ED-OPC framework contains electrical 

edge-sensitivities, this allows us to predict and bound the electrical error incurred on 

merging adjacent fragments. We further describe a method to merge the maximum 

number possible for a given allowable cell delay error. The primary motivation for 

performing this analysis prior to OPC is that it helps reduce fragment movement 

runtime [35] in addition to reducing mask costs. It is important that this 

fragmentation scheme is not specific to ED-OPC, but can also be utilized by 

conventional OPC for subsequent movement of fragments. 
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Figure 4.5: Adjacent fragment positions before and after OPC (a) when merged (b) when 

independent. 

An electrical fragment is defined as a pair of opposing mask fragments abutting a 

transistor (Chapter 2). Fig. 4.5(a) represents a pair of adjacent electrical fragments. 

The change in fragment current for each can be related to the movement of the mask 

edges on the left and right (∆d
l
, ∆d

r
) (Eq. 4.1) using our previously developed linear 

models.  

0 l l r r 0 l l r r
1 1 1 1 1 1 2 2 2 2 2 2I I s d s d I I s d s d= =+ + + +∆ ∆ ∆ ∆        (4.1) 

For simplicity, let us assume that only the left edge of each electrical fragment 

can move, keeping the opposite edge constant. On merging the two fragments, the 

edges are constrained to move together. Let the magnitude of edge movement at the 

end of OPC be ( (Fig. 4.5(a)). In this case, the merged fragment current is given by 

the summation of the individual fragment currents {I1,merged, I2,merged}, which can be 

written as: 

0 l 0 l
1,merged 1 1 2,merged 2 2I I s I I s= =+ +∆ ∆       (4.2) 

However, if the fragments were not merged, the edges could move by 

independent amounts. Assuming the same amount of electrical correction was 

required for the pair of fragments, a more optimal solution may have been possible 
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if the magnitude of movement for the un-merged fragments at the end of OPC were 

given by ((+η1) and ((-η2) respectively [η1, η2 >0] (Fig. 4.5(b)). In this case, the un-

merged fragment currents are given by: 

( ) ( )0 l 0 l
1,optimal 1 1 1 2,optimal 2 2 2I I s I I s= =+ + + -η η∆ ∆    (4.3) 

Pick η=max(η1, η2) Then the maximum absolute electrical error incurred upon 

merging is given by: 

( ) ( )

l
merge 1,optimal 2,optimal 1,merged 2,merged

0 l 0 l 0 l 0 l
1 1 2 2 1 1 2 2

I I I I

I s I s I s I s

 - -

+ + + + - + + +

= +

=

ε

η η∆ ∆ ∆ ∆   −   
   

l l l l
1 2 1 2 maxs s s s- -= η η≤                                                 (4.4) 

where ηmax(>0) is the maximum allowed edge displacement in the OPC algorithm. 

A similar expression may be derived for the right edge of the electrical fragment. 

This gives us an upper bound on the current error observed on merging adjacent 

electrical fragments (Eq. 4.5). We refer to this as the merge current error (εI). 

 

( )

l r
I merge merge

r l l
merge merge 1 2 1 2 max      s -s s -s

=

l r r

ε ε ε

ε ε η

+

≤ + ≤ +
                        (4.5) 

We further use a linear model (Eq. 4.6) to determine the impact of change in 

transistor on-current (∆Ion,j) on the delay of the logic cell (with � transistors). For 

simplicity, we assume only one delay arc is critical from a timing point of view, but 

the expressions can be extended to include multiple delay arcs as well. A detailed 

description of the sensitivity terms (ej) are provided in Section 4.2. 

N

j on,j
j=1

t e I∑∆ ∆=                                           (4.6) 

( )l l r r
d,max,ij j I,i j 1,i 2,i 1,i 2,i maxe e s - s s - s+= =ε ε η      (4.7) 
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total d,max,ij d,max,ij
i i

=ε ε ε≤∑ ∑               (4.8) 

Using Eq. 4.6 to write cell delay error in terms of the merge current error for 

fragment pair i of transistor j allows us to place an upper bound on its absolute value 

(Eq. 4.7). We refer to this bound as the merge delay error (εd,max). It can be shown 

the total delay error is bounded by the sum of individual merge delay errors (Eq. 

4.8). 

Let the nominal delay of the cell be given by dnom. We define cell error budget to 

be the maximum absolute delay error that a cell can tolerate i.e. the maximum value 

of εc (>0) such that the cell delay (dcell) can lie in the interval [dnom-εc, dnom+εc] while 

still satisfying design timing constraints. This represents the largest interval 

centered at dnom that cell delay can lie in without violating design timing. Let the 

available slack at the output of the cell be given by Sc (≥0). Then the delay of the 

cell can increase at most to (dnom + Sc) without timing violations. Further, assuming 

there are no hold time critical paths, the cell delay can theoretically be reduced to 

zero. It is reasonable to assume that residual slack is small, such that Sc ≤ dnom or 

(dnom-Sc) ≥ 0, which gives us one possible lower bound on the delay as (dnom - Sc). 

Then the largest interval centered at dnom, in which the cell delay can vary is given 

by [dnom-Sc, dnom+Sc] (Eq. 4.9). From the definition of cell error budget we observe 

that εc=Sc i.e. cell error budget is equal to the slack available on the cell. 

cell nom c nom c nom c
d ,d S d S d S,∈ + ⊇ − +         0        (4.9) 

Maximum reduction in number of mask fragments is possible when we are able to 

merge the most number of electrical fragments for a given cell error budget. Since 

merge delay errors are additive (Eq. 4.8), this corresponds to merging fragment 

pairs with the least merge delay error, until the error budget is exhausted. Cell slack 

(Sc) can be determined by static timing analysis [72, 73]. Our merging strategy starts 

by setting εc=Sc and sorting the pairs of electrical fragments in ascending order of 
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εd,max. We then proceed to (i) merge the pair of fragments with least merge delay 

error (εd,max,0), (ii) subtract εd,max,0 from the cell error budget and update εc and (iii) 

recompile the fragment list with the newly formed electrical fragment. This flow is 

depicted in Fig. 4.6. The above process continues until the cell error budget has 

been exhausted (i.e. while εc>0). Results of implementing this algorithm on logic 

cells are presented in Section 4.3. 
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Figure 4.6: Adjacent fragment positions before and after OPC (a) when merged (b) when 

independent. 

 



 72

4.2. Linear Programming-Based Fragment Movement 

for Leakage Reduction 

In the previous section, we examined how to determine the minimum set of 

fragments necessary to guarantee that the increased delay is below slack. We now 

describe a technique based on electrically-driven OPC to move this set of fragments 

so as to minimize design leakage under the given delay constraints. For a logic cell 

(i) with mi transistors, the change in total cell leakage can be approximated in terms 

of the change in leakage of the individual transistors using a first-order Taylor series 

expansion (Eq. 4.10). 

i off,cell,i

off,cell,i off,nom,cell,i off,ij

off,ij

i off,cell,i j

off,nom,cell,i off,ij

off,ij j

m I
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j=1 I

I Lm
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j=1 I L

∂
∑ ∆

∂

∂ ∂
∑ ∆
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      (4.10) 
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Figure 4.7: Electrical fragment with EPEs and mask edge movements depicted. 

Total leakage through a transistor (j) is the summation of the individual electrical 

fragment off-currents (Ioff,frag) (Eq. 4.11). The location-dependent weighting term 

sleak,k is introduced to account for the non-uniformity of leakage over the length of 
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the transistor, primarily due to the non-uniformity of threshold voltage as a result of 

the reverse narrow width effect [67]. Fig. 4.8 shows the SPICE calibration of this 

weighting term to which we fit a piecewise linear equation (similar to Chapter 2). 

j

leak,k off ,frag,ijk
off ,ij

l
s I

k
I ∑=

=1
              (4.11) 
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Figure 4.8: SPICE calibration of sleak 

Given the knowledge of edge placement errors (eleft, eright) and off-current per unit 

width (ioff,frag) through an electrical fragment (Fig. 4.7), we use previously derived 

equations to express the change in fragment off-current in terms of the mask edge 

movements (∆dleft, ∆dright) (Chapter 2). This gives the total cell leakage in terms of 

individual mask fragment movements: 

x
i off,cell,i j

off,nom,ioff ,cell ,i
off,ij j

j off left right

frag left rightleak
left right

I Lm
I = I

j=1 I L

l i e e
s w d d

k=1 L d d
ijk
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∑+

∂ ∂

∂ ∂ ∂
∑ ∆ + ∆

∂ ∂ ∂

      
                   

 (4.12) 
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We use a similar expansion to relate cell delay for timing arc p (ti,p) to change in 

on current of individual transistors (Eq. 4.13). This linear model is also used in the 

electrical model-based fragmentation algorithm (Eq. 4.6). 

j i,p

i,p i,p,nom on,ij

on j

m t L
t t I
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The change in on-current is related to fragment movements using similar 

expressions (Chapter 2). This gives the cell delay for the p
th

 timing arc directly in 

terms of the fragment movements (Eq. 4.14). The partial derivative terms (∂ti/∂L) 

and (∂Ion/∂L) are pre-computed for each transistor of each cell in a complete library 

using SPICE. For pre-characterization of the leakage sensitivity term (∂Ioff,cll;/∂L) we 

assume each set of inputs for the cell to be equally likely and compute the change in 

average cell leakage on changing the gate length of a transistor. The partial 

derivative term (∂e/∂d) represents the sensitivity of resist to mask movement and is 

known as the mask-error enhancement factor (MEEF) [50]. It is a property of the 

optical system and is derived numerically from the Hopkins equations. The partial 

derivative term (∂i/∂L) represents the sensitivity of unit current to gate length, which 

can be pre-computed using SPICE. With these linear equations for cell delay and 

leakage in place, we now formulate leakage minimization of a cell under timing 

constraints as a linear programming problem for slack redistribution similar to [73].        

Let D be a set of variables that can be tuned in the circuit. In our case, these 

variables are the fragment movements ((dleft,ijk, (dright,ijk) in OPC. Leakage 
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minimization under timing constraints can be written as the following mathematical 

program based on static timing analysis [72, 73]: 
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 (4.15) 

Here ap represents the arrival time at the output of the p
th

 cell, while RAT is the 

required arrival time at a primary output. PI and PO are the set of primary inputs 

and outputs of the design respectively. Combining Eq. 4.15 with 4.12 and 4.14, we 

formulate fragment movement for leakage minimization under timing constraints as 

a linear program (Eq. 4.16). This formulation does not require gates to be sized for 

maximum delay (unlike [73]), but utilizes residual slack in a closed design instead. 

Note that the optimization formulation bounds the edge movements (ηmax). There 

are two key reasons for this. Firstly, the transistor is normally biased at the “knee” 

of the Ioff-voltage curve [52]. This means that maximum gain in leakage reduction is 

achieved for small biases. Secondly, from a manufacturing point of view, the 

bounds are necessary to ensure the gate does not short with any neighbouring 

structures such as contacts and vias. The above optimization further allows selective 

biasing of areas of the transistor which are regions of high leakage. This is made 

possible by the inclusion of the location-dependent weighting function for leakage 

(Eq. 4.11). In order to account for input signal slew and output load, we compute the 

cell delay values assuming the worst input slew and output load on each cell. Since 

the maximum fragment movement is constrained, we effectively also limit the Lgate 

for each transistor in the design. The input slew for each cell is then calculated by 

assuming the cell driving the input has all transistors biased at the worst case Lgate. 
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Similarly, the output load for each cell is calculated by assuming each cell loading 

the output has transistors biased at the worst Lgate. 
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While the LP-based solution is more computationally involved than conventional 

OPC algorithms, it is in line with recent mask synthesis strategies such as inverse 

lithography [36, 37, 38] which use higher computational effort to fully exploit the 

capabilities of existing lithographic technologies. 

4.3. Experimental Results 

We first evaluated our approach of leakage minimization at reduced mask cost 

against the existing technique of gate length biasing followed by conventional OPC. 
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We used four testcases – INV, NAND2, NOR3 and AOI21. We placed each cell in 

10 different random contexts in order to observe convergence of the ED-OPC 

solution in varying lithographic environments. A context is defined as the 

surrounding optical neighborhood of a cell and is generated by picking neighboring 

cells at random from an existing library. For each case we observe the reduction in 

fragment count and leakage for different slack values. Since gate length biasing uses 

exhaustive search to determine biased configurations, the characterization effort 

involved made it necessary to limit ourselves to a finite set of gates for the purposes 

of comparison. However we expect the results of this assessment to be illustrative of 

larger designs as well, due to the large combination of cell types, lithographic 

environments and slack values used. 
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Figure 4.9: Fragment count reduction as a function of allowable cell delay error. 

The experimental setup was similar to the one described in Section 2.3. Fig. 4.9 

shows the result of reduction in mask fragments achieved for each input cell error 

budget. A key observation is that the rate of reduction in fragments is steepest for 

very low values of error budget, thus showing that even small amounts of residual 
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slack provide significant reduction of mask fragments. For the cells with reduced 

fragments, we then analyzed the magnitude of leakage reduction observed for 

different slack values using our ED-OPC strategy.  

Gate 
Slack 

(norm.) 

GLB + OPC ED-OPC 
% 

Runtime 

Reduction 

Average 

Delay 

Error (%) 

% Lkg. 

Red.  

Average 

Delay 

Error (%) 

%Lkg. 

Red. 

I%V 0.006 -1.00 -16.2 0.12 -3.0 6.4 

 0.032 2.44 21.6 -0.13 5.1 12.3 

 0.065 1.18 30.7 -0.70 7.8 8.7 

%A%D2 0.006 -0.98 -13.2 0.32 37.3 34.6 

 0.032 -0.05 6.2 -0.18 40.0 12.8 

 0.065 -3.35 40.6 -1.03 41.9 16.4 

%OR3 0.006 -1.14 -9.3 0.13 14.2 31.1 

 0.032 -1.23 21.1 -0.74 16.7 17.0 

 0.065 -1.65 23.3 0.20 16.1 15.6 

AOI21 0.006 -0.78 70.9 -0.55 68.6 12.8 

 0.032 1.65 76.5 -0.77 70.9 11.4 

 0.065 -0.14 76.7 -0.32 73.5 18.4 

Avg.  1.30 27.4 0.43 32.4 19.6 

Table 4.1: Leakage Reduction for Cells in Random Context 

We further implemented a gate length biasing tool based on [52]. The biased cells 

were proximity corrected using Calibre DenseOPC. Lithography simulation for the 

final OPC solutions was performed using Calibre OPCVerify. Post-lithography 

delay and leakage values after (i) ED-OPC and (ii) gate biasing followed by 

conventional OPC were extracted using the methods developed in Chapter 2 and 

averaged over the 10 different contexts. We evaluated delay accuracy with respect 

to nominal delay plus slack in each case since we expect each leakage reduction 

technique to push cell delay toward this limit. Table 4.1 shows that ED-OPC 

provides greater average reduction in leakage as well as lower average delay error as 
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compared to gate length biasing followed by regular OPC. Comparisons to the 

original ED-OPC strategy with no fragment reduction further shows 19.6% average 

reduction in fragment movement runtime at similar average delay accuracy (0.44% 

in [2]). 

Design 
# of 

Cells 

# of Gate 

Vertices 

(Conv. 

OPC) 

# of Gate 

Vertices 

(ED-

OPC) 

% 

Reduction 

in Gate 

Vertices 

Lkg. 

(SPICE) 

(norm.) 

Lkg. 

(ED-

OPC) 

(norm.) 

% Lkg. 

Reduction 

(ED-OPC) 

DEC_PR 37 23850 3318 86.1 2.65 2.05 22.6 

INC_PR 45 23700 3070 87.1 2.31 1.88 18.9 

IFPTR0 194 59994 5508 90.8 4.76 3.49 26.6 

IFPTR2 157 13010 3336 74.4 1.38 1.00 27.5 

SWP1 188 168350 27718 89.8 5.67 4.77 15.5 

SWP0 187 163662 16204 90.1 4.82 3.90 18.9 

IFFGM 364 85200 12884 84.9 4.79 3.52 26.5 

Average   86.2   22.3 

Table 4.2. Leakage and Mask Vertex Reduction for Test Macros using ED-OPC 

We next performed experiments on industrial test macros synthesized using a 

45nm SOI dual-VT library. We first pre-characterized the entire library of 286 gates 

for sensitivities of cell delay and average leakage to change in gate length of 

individual transistors and stored these in the form of lookup tables. We then ran 

static timing on the design using EinsTimer to extract required arrival times at the 

primary outputs as well as input slew and output load capacitances on each of the 

cells. Fragmentation for each gate was performed using our electrical model-based 

strategy. Fragment movement was implemented using G�U Linear Programming 

Kit v4.2 [99]. Post-lithography leakage was derived similar to above and compared 

to the expected design leakage. The expected design leakage was computed 
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assuming no gate length biasing and an ideal OPC capable of matching the exact 

transistor shape accurately. We also computed the number of polysilicon mask 

vertices on transistor gate regions (or gate vertices) for both ED-OPC and 

conventional OPC. We observed 22.3% reduction in leakage power on an average, 

accompanied by 86.2% average reduction in gate vertices (Table 4.2). 

Manufacturing-time techniques for leakage reduction have been less researched as 

compared to design-time methods like gate-sizing and VT assignment. The 

advantage of using OPC for leakage reduction lies in utilizing the large number of 

degrees of freedom available for optimization in the form of OPC fragments. The 

flow of electrical information to OPC allows us the opportunity to tune circuit 

parameters even after closure and hand-off of design to the foundry. 
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CHAPTER 5 

Shape Slack: A Methodology for Propagating 

Design Tolerances to Shape Tolerances for 

Use in Manufacturing 

In current manufacturing methodologies, the target layout passed from design to 

manufacturing is assumed to be a fixed requirement for lithography. The 

semiconductor industry has aggressively pursued the scaling of feature sizes in 

accordance with the Moore’s Law. However, as mentioned in Chapter 1, the 

wavelength of light in use for manufacturing has remained constant at 193nm. The 

printing of sub-resolution features combined with the use of diffraction-limited 

optics and variations in manufacturing conditions makes it difficult for lithography to 

meet a fixed target requirement. 

In reality, treating target layout shapes as a fixed requirement for lithography 

unnecessarily over constrains the problem. It is because for many shapes, there exist 

a range of layout configurations that can provide electrical performance within the 

design requirements. In the absence of a clear understanding of manufacturing 

effects, the designer picks one layout which satisfies ground rules as opposed to a 

lithographically optimal layout. For example, for a cell on a non-critical path, 

transistor dimensions such as gate width and gate length can vary within certain 

bounds without breaking timing. Additionally a manufacturing-optimal configuration 

for such transistors may be obtained within such bounds. The benefits of propagating 

tolerance bands based on net criticality information for manufacturing metal lines 

have been explored [78]. This method used a pre-specified large tolerance for non-

critical nets and no tolerance for critical ones. Previous work has also pointed out 

benefits of using tolerance bands for lithography of transistors [75]. However, the 
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current state-of-the-art to generate the same is to simply assume constant tolerances 

on each transistor (e.g. +/-10% of drawn dimension), which may be derived from 

across chip linewidth variation (ACLV) specs for polysilicon [2]. In reality, however, 

the tolerance on a particular transistor depends on its criticality in the design and can 

be highly asymmetric. For example, a transistor on a slow critical path can tolerate 

printing smaller (which causes the transistor to speed up) but cannot tolerate printing 

larger. The reverse is the case for a transistor on a hold-time critical path. In this 

chapter, we propose to quantify the amount of tolerance on individual layout shapes 

using knowledge of electrical slack available in the design. 

We call our proposed methodology shape slack in order to differentiate it from 

previous work. This is because slack signifies flexibility and the focus of our 

research is to quantify flexibility in layout shapes. Our proposed methodology 

generates shape slack from design information using the notion of both electrical 

sensitivity and lithographic process window. Electrical sensitivity is a measure of 

how critical a particular shape is from the design point of view. Some examples of 

critical shapes are transistors and interconnects on timing-critical paths. Variations in 

manufacturing that perturb the electrical properties of these shapes may have an 

adverse effect on the timing of the design. In order to improve parametric yield, we 

require that the tolerances on such shapes be small. Conversely lithographic process 

window is a measure of the degree of difficulty in printing a certain shape [2]. The 

smaller the process window for a shape, the more difficult it is to print in the 

presence of process variability. Some examples of shapes with low lithographic 

process window are line-ends and layout hot-spots [82 - 86]. Such shape constructs 

require greater flexibility (higher tolerances) in order for lithography to find a robust 

solution. 

In this chapter, we focus on propagating shape tolerances to transistors. There are 

two key reasons for this: 

(i) Transistors are the most electrically critical shapes to be printed on a wafer. 

Any variability in transistor dimensions from manufacturing leads to 
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variability in both power and performance. To quantify this, we performed 

an experiment in 32nm to compare the relative impact of transistors and 

wires, which are the next most electrically critical shapes. We connected 

two buffers with a length of wire such that the wire delay was equal to the 

buffer delay. We then observed the buffer-to-buffer delay as a function of 

transistor variability assuming constant wire delay. This histogram is 

shown in Fig. 5.1, where it is compared to the same buffer-to-buffer delay 

as a function of wire variability keeping the buffer delay constant. This 

experiment demonstrated that transistors have approximately 3X more 

impact on delay variability than wires. 
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Figure 5.1: Comparison of delay variability due to transistors and wires 

(ii) Transistor gate length represents the smallest critical dimension (CD) to be 

printed on the wafer. Additionally, such features are printed at a tight pitch 

to minimize area. Lithography of such small features represents a 

significant challenge in the manufacturing flow. In fact, CD control over 

the wafer is a key indicator of process variability [2]. 

Figure 5.2 illustrates these two key components in the depicted flow of the 

proposed methodology. Our research focuses primarily on analysis and optimization 

of shape tolerance information. Firstly a pre-characterization our library of cells is 
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performed to generate sensitivity of delay and slew to variation in transistor gate 

length. We propose a two-step strategy for generation of shape slack. In the first step, 

we re-allocate delay slack available at the primary outputs of the design to generate 

delay bounds on individual cells using a previously proposed static timing-based 

slack budgeting algorithm. More details of this algorithm are given in Section 5.1. In 

the second-step, we translate these delay bounds at the cell-level to tolerances on 

individual layout shapes. This problem is solved locally for each cell as a quadratic 

program. Further details are provided in Section 5.2. 
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Figure 5.2: Flow for generation of tolerance bands 

Inner Tolerance

Outer TolerancePV Band 

(Conv. OPC)

PV Band 

(PWOPC)

 

Figure 5.3: Benefits of using tolerances with PWOPC 
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The tolerance bands generated for each cell are to be used as input to a process-

window OPC tool. A conventional OPC tool typically optimizes for the image at a 

single (nominal) point and hence does not provide a solution that is robust to 

variations in the lithographic process. Process-window OPC (PWOPC) is a mask 

generation technique that increases lithographic yield by improving image quality at 

multiple process corners [75, 76, 77]. This method computes the aerial image 

contours at a number of different lithographic process points and uses a weighted 

sum of EPE as the cost function for minimization. When tolerances are specified, the 

algorithm optimizes for weighted EPE until a contour at a certain corner exceeds the 

bounds, at which point the computational effort shifts to optimization at that corner 

alone [95]. In Figure 5.3 we show a transistor with a small outer tolerance and a large 

inner tolerance. This condition is typical of devices on slow critical paths because 

printing larger causes the transistor to slow down and hence increase the possibility 

of it exceeding its delay specifications. We performed both regular OPC and 

PWOPC on this feature. We then generate lithographic contours at different process 

corners and compile the process variability (PV) band which represents the 

outermost and innermost aerial image contours in the presence of variability. It can 

be seen that the use of OPC cannot ensure that contours across the process window 

will lie within acceptable shape tolerances, whereas the use of PWOPC moves the 

PV bands to lie within the shape slack. The former case would cause design 

violations whereas the latter case avoids such issues, thus helping overcome 

parametric yield issues arising from the OPC tool. This demonstrates the 

effectiveness of using tolerance bands in conjunction with variation-aware 

manufacturing tools. 

Section 5.1 describes the pre-characterization effort for the cell library. We also 

examine the first phase of the shape slack algorithm, which uses a linear 

programming formulation to budget electrical slack at primary outputs to delay 

bounds on individual cells. In Section 5.2 we describe models for lithographic 

process window followed by an optimization formulation for converting delay 
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tolerances to physical shape tolerances at the cell-level. Section 5.3 describes the 

experiments performed using a 45-nm dual-VT cell library to quantify the benefit of 

using such a methodology. 

5.1. Pre-Characterization Effort and Generation of 

Delay Bounds 

We describe here the library pre-characterization necessary in order to enable the 

shape slack methodology. We characterize the library of logic cells for sensitivity of 

cell delay and slew to shape perturbations within the cell. From a timing point of 

view, the critical shape dimensions are transistor gate length and width. In this 

chapter, we focus on transistor lengths, but the methodology can be extended to 

transistor widths as well. The primary reason for concentrating on gate lengths is that 

they are defined by the polysilicon layer, and are usually the smallest feature sizes to 

be printed on the wafer. These structures consequently suffer from high sensitivity to 

variations in the lithographic process, making them difficult to control. 
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Figure 5.4: Example of sensitivity pre-characterization for a NAND2 cell 

For each cell in the library, we update the delay and slew models to capture the 

dependence on gate length. We achieve this by running circuit simulation on the cell 



 87

in question at different values of gate length and fitting the resulting slew (SL) and 

delay (D) values using linear canonical models as shown in Eq. 5.1. We found linear 

delay models to be adequate for capturing this dependence over the expected range 

of gate length variation. This pre-characterization is necessary for all possible timing 

arcs and at different values of input slew and output load for a particular cell, but is a 

one-time operation for the entire library. 
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Figure 5.5: Two-phase approach for Shape Slack generation 

We adopt a two-phase approach for distributing electrical slack in a design to 

tolerances on individual shapes (Fig. 5.5). In the first step, we utilize the delay slack 

available at the primary outputs of a design to generate delay bounds on individual 
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cells. For this purpose we use a previously proposed slack budgeting algorithm [65, 

73]. The original algorithm uses a mathematical program to generate upper bounds 

on cell delays based on timing constraints. We propose a modification which allows 

us to simultaneously generate both upper and lower bounds on cell delays. For each 

cell i in the design with a nominal delay of Di, we wish to find a slack combination 

(Si, Hi) [Si≥0, Hi≤0] such that its delay can vary in the interval (Di+ Hi, Di+ Si) 

without violating design timing constraints. Delay bound generation can be written 

as a mathematical program based on static timing analysis (Eq. 5.2). Both the 

objective and the constraints are in linear form. Hence this program can be solved for 

the optimal set of delay bounds on individual cells (Si, Hi) using linear programming. 
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Here ai
S
 represents the slowest arrival time at the output of the i

th
 cell, while 

RATmax is the latest required arrival time at a primary output. Similarly, ai
H
 is the 

fastest arrival time at the output of the i
th

 cell and RATmin reflects the earliest the 

signal may arrive at a primary output without violating timing. For a design with 

latches/flops, RATmax and RATmin are the setup time and hold time requirements at the 

input of data capturing sequential elements, respectively. PI and PO are the set of 

primary inputs and outputs of the design respectively. In the original formulation 

[73], delays are computed at nominal slew and load values. However, after 
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assignment of shape slack, we may perturb the output slew of certain cells, which 

may cause timing violations. In order to account for the impact of slew, we constrain 

the output slew of each cell to be within a certain fraction (η) of its nominal value. 

This constraint is maintained during shape slack assignment in phase 2. This allows 

us to have a worst-case estimate of the input slew for each cell. We compute the cell 

delay (Di) for use in phase 1 at this value of input slew. This technique ensures that 

slew propagation does not cause timing infractions. A similar method may be 

adopted to deal with load capacitances. 

5.2. Generating Shape Slack from Delay Bounds 

With the knowledge of how much delay error each cell can tolerate, we now 

describe a method to generate tolerance bands on individual transistors which 

maximizes the robustness of features to lithographic process variability. We develop 

models for the sensitivity of transistor critical dimension (CD) (which is synonymous 

to the gate length) to variations in lithographic process conditions. Sources of 

variation in optical lithography can be broadly classified into four categories [2]: 

(i) Dose errors - These originate from variations in the intensity of light used 

for imaging and can occur from a number of sources such as lens heating 

or pre/post bake temperature non-uniformity.  

(ii) Focus errors (or defocus) – These arise from variations in the plane of the 

wafer during printing, e.g. due to resist or antireflective coating (ARC) 

thickness variations. Non-planarity may be a result of previous processing 

steps such as CMP and etch as well. 

(iii) Mask/Overlay errors – Mask errors occur during the process of writing the 

mask itself, while overlay errors are caused by misalignment between 

masks for different processing layers.  

For the purpose of this work, we concentrate on dose and defocus only, although 

the models may be extended to capture the impact of mask/overlay errors as well. 
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Figure 5.6: Ring oscillator frequency as a function of lithographic dose and defocus 
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Dose errors and defocus not only modify the printed shape on the wafer, but their 

impact also depends on layout parameters such as feature width and feature pitch. 

They are thus a primary source of layout dependent systematic variability. 

Modification of the printed shape further has the effect of perturbing the electrical 

parameters of the design. To further illustrate this point, we implemented a set of 

ring oscillators to measure the impact of lithographic dose and defocus on electrical 

parameters. A ring oscillator is essentially an odd number of inverters connected in 

series. When triggered with an input signal, the output of a ring oscillator is a square 

wave with a characteristic frequency that is proportional to the number of inverters in 

the ring and the electrical properties of each inverter. Over a large number of 

inverters, random variability in the process has a tendency of averaging out, leaving 

behind the impact of the systematic variability under consideration. In the set of 

experiments designed, our objective was to gauge the impact of dose and defocus on 

the transistor gatelength, which in turn impacts the ring oscillator frequency.  

The ring oscillators were designed in 45nm technology with 127 inverters each. 

We implemented inverters with two sets of lithographic environments. In each set the 

inverter transistors were implemented with a single polysilicon finger overlapping a 

diffusion area and the transistors were placed at 3X the minimum pitch from each 

other. However, in the first set of inverters, which we refer to as “dense inverters”, 

the polysilicon features were separated by several dummy poly at minimum pitch. 

The second set had no such dummies and are referred to as “isolated inverters”. The 

results of running lithographic simulation followed by electrical extraction to 

determine the ring oscillator frequency is shown in Figure 5.6. 

The experiments show that for a given dose error, the isolated inverter ring 

oscillator is much more sensitive to defocus than the dense inverter. This is in fact 

because at a constant pitch, the optics of the process are tuned to reduce sensitivity of 

features to defocus – a fact which is later utilized in this chapter. Additionally, we 

observed that both the dense and isolated ring oscillators are equally sensitive to dose 

errors. 
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Lithographic robustness of a feature is determined by its process window [2, 75, 

79]. We define the process window for a feature as the maximum and minimum 

values of dose and focus at which the features print within their tolerances [2]. We 

can formulate this as the following problem: find the dose/focus pair PW = {(dmax, 

fmax), (dmin, fmin)} such that for all D Є {dmin, dmax} and all F Є {fmin, fmax}, we get CD 

Є {CDmin, CDmax}. The range of dose {dmin, dmax} is called the exposure latitude], 

while the range of focus values {fmin, fmax} is called the depth of focus [2, 79]. It is 

clear that larger the tolerances (CDmin and CDmax) that can be assigned to a particular 

feature, the greater its process window (PW) or robustness. However assigning of 

larger tolerances to a particular feature may also cause timing (both delay and slew) 

constraints to be exceeded. Hence we formulate shape slack assignment as an 

optimization (Eq. 5.3). The objective is to assign tolerances such that the sum of 

process windows across the shapes is maximized, while ensuring that delay remains 

within the bounds specified from phase I and also the slew stays within a specified 

fraction (η) of the nominal slew. 
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We now describe how to model the process window for polysilicon features, 

representing transistor gate length. As a simplification, we assume that polysilicon 

features are placed on a grid at constant pitch. This design restriction is in fact one 

that is being employed increasingly in industry, since performing lithography at fixed 

pitch allows us to tune the optics for this value, hence allowing better control over 

linewidth behavior (Fig. 5.6). Consider the cross section of a target polysilicon 

feature as shown in Fig. 5.7. The distribution of intensity of light for this particular 

feature is depicted. As mentioned before, dose errors (∆d) are modeled as variation 

in the intensity of incident light. Figure 5.7 also shows the same intensity distribution 
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shifted by an amount ∆d. Assuming a constant threshold resist (CTR) model [76, 79] 

with a threshold Ith, the position of the printed edge shifts to x=CD/2+(x. We can 

analytically determine this value of shift (x in terms of the image log slope (ILS) by 

using a first-order Taylor series expansion for the intensity term (Eq. 5.4) [79]. 

Ith

Target
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∂I/∂x
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Fig. 5.7: Modeling the effect of dose errors on wafer image 
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The image log slope is a function of both the feature size (CD) and the focus (f). 

As evident from Eq. 5.4, higher the slope, the greater is the exposure latitude of the 

feature. Errors in focus have the effect of degrading this slope, thus reducing the 

exposure latitude. ILS is also a function of the pitch at which the features are placed, 

but our assumption of polysilicon features on a constant pitch allows us to reduce the 

number of variables involved. Figure 5.8 shows the dependence of ILS on variation 

in focus for different feature sizes. The parabolic nature of dependence leads us to 

use a quadratic polynomial (Equation 5.5) to model ILS as a function of defocus ((f) 
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and feature size. This polynomial is found to fit the experimentally obtained data 

with an R
2
-value of 0.88. 
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Fig. 5.8: Dependence of image slope on defocus 

We add a term for deviation from nominal CD in the above expression ((CD) to 

deal with the fact that the use of PWOPC may cause a shift in the nominal printed 

image (at zero dose error). As opposed to regular OPC, which attempts to match a 

given target, PWOPC works to print contours at different process points within the 

specified tolerances (Figure 5.3). If such tolerances are asymmetric about the target 

the nominal image will be shifted with respect to the target. Such asymmetry is in 

fact typical of most transistors on critical paths since they can afford to print smaller 

(making the devices faster), but not larger. The converse is true of speed paths 

causing hold time violations, where transistors can print larger (making the devices 

slower) but not smaller. 
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For an outer tolerance of (CDmax (≥0) and an inner tolerance of (CDmin (≤0), we 

assume that the PWOPC algorithm will print the nominal image at approximately the 

center of the tolerances. In reality, focus variation will cause small amounts of 

change in CD from this value, but our experiments show that at a fixed pitch, the 

lithography process may be tuned sufficiently to reduce sensitivity of features to 

defocus (Fig. 5.6), hence making this assumption a reasonable one.  

max min
CD CD

CD
∆ ∆

∆
+

=
2

      (5.6) 

Using Eq. 5.4, the maximum error in dose (∆dmax) that may be tolerated by a 

feature at a certain defocus (∆f) can be related to the outer tolerance ((CDmax) as: 

nom max
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We can similarly write the minimum tolerable dose error ∆dmin (≤0) in terms of the 

inner tolerance ((CDmin): 
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         (5.8) 

The process window of a feature can be written as the rectangular area in the 

dose/focus space in which the feature prints within tolerances. However, there are 

multiple such rectangular windows that may define the process window. There exists 

an inherent trade-off between the exposure latitude and depth of focus of a feature. A 

feature may be able to tolerate higher defocus if the dose is restricted, while 

alternatively it may be able to tolerate higher dose errors if defocus can be controlled. 

Figure 5.9 shows the locus of dose and focus points for polysilicon between which 

features print within +/-5% of the nominal CD. As depicted in the figure, there are 

numerous rectangular process windows which may be defined for these tolerances. 

An optimal shape process window is one which maximizes the area (in the 
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dose/focus space) over which the features print in spec. Hence a cost function which 

maximizes the process window can be defined as: 

( )max min max min
PW CD ,CD f d d∆ ∆ ∆= −             (5.9) 
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Fig. 5.9: Different process windows for sample tolerances 

However, expanding this function in terms of the tolerances makes the function a 

fourth-order polynomial which is computationally expensive to solve. We make a 

further simplifying assumption that the defocus in the process can be controlled 

within (-∆fmax, ∆fmax). Variations in most processing steps which contribute to 

defocus, such as resist and ARC spin coating [2], are bounded in nature, making this 

a reasonable assumption. Since ILS degrades monotonically with defocus, 

maximizing the exposure latitude at worst focus will also guarantee greater 

robustness to dose variation at other intermediate focus values. Hence the problem of 

maximizing the process window can be simplified to maximizing the exposure 

latitude at worst focus (Eq. 5.10). 

( )max min max minmax
PW CD ,CD f d d∆ ∆ ∆= −             (5.10) 
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Expanding this cost function in terms of the tolerance bands, we can write it as a 

polynomial function: 
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Eq. 5.11 shows that our cost function is quadratic in ∆CDmin and ∆CDmax. Also, in 

our optimization formulation (Eq. 5.3), the cell delay can be written in terms of linear 

functions of the tolerances (Eq. 5.12). These functions utilize the pre-characterized 

sensitivity information from Section II. It may be noted that in the absence of 

elements with feedback (e.g. latch, SRAM cell), the delay behavior with change in 

dimension is monotonic i.e. an increase in gate length increases the cell delay and 

vice versa. Similar expressions may also be written to express the output slew in 

terms of the tolerances. 
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Using Eq. 5.11 and 5.12, we can now write the final form of the mathematical 

program for generating shape slack, given the delay bounds on a cell (Eq. 5.13). The 

objective function is quadratic in the decision variables, while the constraints are in 

linear form. Since this optimization is solved locally for each cell, the number of 

variables involved is small (in the order of the number of transistors in a cell). Hence 

this formulation can be solved efficiently as a quadratic program at fast runtimes. 

The delay constraints ensure that the cell delay remains within the bounds generated 

in phase 1, while the slew constraints guarantee that the output slew is not degraded 

beyond a certain fraction of the nominal value. This fact has already been utilized in 
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phase 1 for slew propagation. We further add constraints to ensure that the bounds 

generated are within certain limits. Such confinement is necessary to preserve the 

validity of the linear models used in Eq. 5.1. Additionally, the maximum bounds help 

prevent such manufacturing errors as poly-to-poly shorting or poly-to-contact 

shorting, which may occur if the contour deviates significantly from its nominal 

value. The minimum bound comes from leakage considerations since transistor 

leakage increases exponentially with reduction of gate length (Chapter 4). 
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The algorithm for shape slack generation is summarized as: 

Algorithm:  Shape Slack Generation 

Inputs: G – logic gate library 
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 RATmin, RATmax– min/max required arrival times at primary outputs 

                    SLi, Di – nominal slew/delay for each cell 

                    ILS – model for image log slope 

Output:  (CDmax,ij, CDmin,ij) – tolerance bands 

8. ∂D/∂L, ∂SL/∂L ← Pre_Characterize(G)  (Eq. 5.1) 

9. (Si, Hi) ← LP_Solve(Di, SLi, RATmax, RATmin, η)   (Eq. 5.2) 

10. for i ← 1 to num_of_cells 

11.   CDmax,ij, CDmin,ij ← QP_Solve(∂D/∂L, ∂SL/∂L, Si, Hi, ILS) (Eq. 5.13) 

12.      for j ← 1 to num_of_devices(i) 

13.           Annotate_Layout(CDmax,ij, CDmin,ij) 

14.      next j 

15. next i 

5.3. Experimental Results 

We evaluated our approach of shape slack generation on real benchmark netlists. 

We used a 45-nm dual-VT library, for which we pre-characterized the sensitivity of 

delay and slew of each cell to change in gate length of each transistor for different 

timing arcs using circuit simulation. Such characterization was done at a number of 

different output load and input slew points and stored in the form of lookup tables. 

We used least squares fitting to generate canonical delay and slew models of the 

form of Eq. 5.1 for each cell in the library. We synthesized our benchmark netlists 

and ran timing on them using EinsTimer. This step gives us the nominal delay and 

slew values for each cell, as well as the required arrival times at the primary outputs. 

After generation of the synthesized benchmarks and associated timing constraints, 

we ran the first phase of optimization to distribute delay slack at primary outputs to 

delay bounds on the individual cells in the design. Linear programming was 

performed using G�U Linear Programming Kit v4.2 [99]. Results of this phase are 

shown in Table 5.1, which lists the average upper and lower delay bounds across the 
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cells in the design. Values shown in the table are normalized with respect to the 

value of the clock period. The average upper delay bound is a small number due to 

the presence of a large number of critical paths in the designs. On the other hand, 

the average lower delay bound is a large number due to the relative absence of hold 

time critical paths in the designs. The table shows only the average delay bounds for 

all cells though it should be noted that each cell in the design is assigned a different 

delay bound in proportion to its timing criticality. Now once we have assigned the 

appropriate delay bounds to individual cells, we generate shape tolerance bands on 

each transistor in the design using our quadratic programming formulation (Eq. 

5.13). Figure 5.10 shows the distribution of shape slack for two sample designs. The 

figure shows that these designs have sufficient margin for generating shape slack, 

which leads to most transistors getting significant amount of shape tolerance. This is 

despite the presence of a significant number of critical paths in the designs. This 

presence of tolerance has previously been little used in manufacturing. We now 

show how this shape slack information can be exploited during manufacturing to 

reduce delay errors arising from variations in the lithographic process. 

Design %o. of Cells 
Avg. Upper Delay 

Bound (Si) 

Avg. Lower Delay 

Bound (Hi) 

Macro1 37 0.030 0.320 

Macro2 45 0.049 0.214 

Macro3 194 0.181 0.223 

Macro4 157 0.195 0.293 

Macro5 188 0.035 0.177 

Macro6 187 0.064 0.446 

Macro7 364 0.083 0.347 

Average  0.091 0.288 

Table 5.1: Distribution of Delay Slack after Phase I. 
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Fig. 5.10: Distribution of shape slack in sample designs 

In order to demonstrate the benefits of shape slack during manufacturing, we 

chose a set of representative cells from each design with the lowest upper delay 

bounds. These cells were used as example test-cases to demonstrate the efficacy of 

using electrically driven shape tolerances during OPC. For these testcases, we 

passed the shape tolerance bands obtained in the previous stage to a process window 

optical proximity correction (PWOPC) tool. From the final OPC solution, we 

generated lithographic contours at a number of different dose/focus combinations 

using aerial image simulations. For each transistor contour, we determined the 

effective gate length (Leff) using previously developed contour-to-Leff models 

(Chapter 2). The extracted Leff values were used as inputs to the PowerSpice circuit 

simulation tool to obtain the delay at the particular process corner. This flow gives 

us the range of delay variability across the lithographic process window, from which 

we obtain the maximum delay error. To compare the benefits of our method to 

conventional approach, we also performed a regular OPC on each of the cells in 

question and followed a similar method to obtain the maximum delay error in the 

presence of dose/focus variations. To enable a third comparison, we further 

performed PWOPC assuming constant tolerances (CT) on each transistor. The 

magnitude of tolerance assumed was +/-10% of the nominal feature width and is 
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consistent with the previous work on generating tolerances [75]. Table 5.2 shows 

the results of our experiments where delay errors have been compiled for the three 

outlined approaches. It can be seen that shape slack aware manufacturing reduces 

average delay error to 1.4% as compared to 3.4% in the case of regular OPC and 

3.6% in the case of PWOPC with constant tolerances. Fig. 5.11 also shows the 

runtime of Phase II for the different testcases. We observed an average runtime of 

109 ms per testcase, which demonstrates the low computational overhead of this 

methodology.  
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Fig. 5.11: Runtime of the quadratic program for different testcases 

Further, the quadratic program for each gate can be solved independent of the 

other gates in the design, making it a natural candidate for parallelization. This 

means that the total runtime cost can be amortized over a cluster of processors using 

a customized parallelization of the implementation of Phase II. Due to the number 

of OPC operations, lithographic simulations, and Leff computations involved (at 

multiple process corners) in demonstrating the benefits of the method, we found it 
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necessary to limit the assessment to a set of representative individual cells from the 

test macros. Table 5.2 further shows that the delay numbers using our method were 

consistently better than the regular OPC flow. Though not explicitly reported, we 

expect the benefits of the shape slack approach evident from the cell level analysis 

to translate into improved timing yield for larger designs as well. 

Design Cell 

Upper 

Delay 

Bound (Si) 

(ps) 

% Max. 

Delay 

Error 

(OPC) 

% Max. Delay 

Error  

(PWOPC + 

Const. Tols. ) 

% Max. Delay 

Error  

(PWOPC + Shape 

Slack) 

Macro1 AOI21 0.01 3.18 3.39 1.15 

 %OR2 0.02 3.37 3.67 1.15 

 I%V 0.02 3.05 3.33 1.15 

 OAI21 0.06 2.89 3.24 1.08 

 %A%D2 0.08 3.37 3.54 1.25 

Macro2 %A%D4 0.28 4.06 4.15 1.72 

 OAI21 0.32 3.51 3.88 1.58 

 %A%D2 0.34 3.47 3.76 1.58 

 %A%D3 0.47 4.04 4.15 2.03 

 %A%D2 0.54 4.34 4.67 2.21 

Macro5 I%V 0.11 3.44 3.59 1.14 

 I%V 0.12 3.24 3.34 1.10 

 I%V 0.21 3.35 3.48 1.55 

 I%V 0.26 3.19 3.35 1.24 

 I%V 0.33 3.06 3.20 1.24 

Macro6 I%V 0.06 3.05 3.17 2.01 

 I%V 0.06 3.86 4.03 2.64 

 I%V 0.12 2.83 2.96 0.93 

 I%V 0.13 3.47 3.61 1.23 

 I%V 0.21 3.17 3.34 1.24 

Average  3.4 3.6 1.4 

Table 5.2: Delay results with and without Shape Slack usage during dataprep. 
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The primary aim of using such a methodology is to guide manufacturing to make 

more design-aware decisions while printing features in the presence of lithographic 

variations. This technique potentially improves lithographic yield at small 

computation overheads compared to conventional manufacturing approaches. In 

future research we wish to explore shape slack generation for other layers such as 

active area (which defines transistor widths).  Since layout tolerances are additive in 

nature, there is a natural trade-off between the amount of slack that may be 

apportioned to the various manufacturing layers. We further wish to observe how 

much dimensional tolerance is available in the presence of statistically varying 

quantities such as threshold and supply voltages. 
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CHAPTER 6 

Model-Based Retargeting of Features for Improved 

Lithographic Yield 

The printing of sub-resolution features with the use of diffraction-limited optics 

and variations in manufacturing conditions leads to poor lithographic yield. This 

problem is exacerbated in lower level metals (such as metal1) which are used mainly 

for intra-cell wiring. Such layers allow bi-directional free-hand routes with a wide 

variety of width and spacing due to the intricacies of local routing. In reality, during 

creation of the layout for such local wiring, little knowledge of lithographic effects is 

used. The designer or router simply uses a set of design rule checks (DRC) that 

outlaws certain width and spacing constructs, but leaves a sufficiently large space of 

legal combinations. For a given route, the designer/router selects one width and 

spacing pair that satisfies DRC as opposed to choosing a lithographically optimal 

one. Having a lithographically non-optimal layout leads to shape constructs with 

high sensitivity to manufacturing variations, and consequently low functional yield. 

This problem is highlighted in Fig. 6.1 which shows a metal1 (M1) layout which 

cannot be printed reliably across the process window despite the use of extensive 

OPC and RET. This layout suffers from the problem of the M1 lines pinching out 

under certain process conditions. 

The task of finding the best manufacturing solution for a layout is left to mask data 

preparation, which includes OPC. The standard OPC algorithm optimizes for 

geometric error between contour and target under nominal lithographic conditions. 

This can lead to problems with lithographic hotspots in the presence of variations in 

dose or focus [82 - 86]. Process window OPC [75 - 78] overcomes this problem by 
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optimizing for the error at multiple process corners. Fig. 6.2 shows a layout in M1 

which does not print reliably using OPC, but which can be fixed using PW-OPC.  

 

Figure 6.1: Printing M1 reliably in the presence of process variation is difficult. 

OPC PW-OPC

 

Figure 6.2: Certain reliability problems may be solved by PW-OPC 

However, PW-OPC is a runtime intensive approach involving numerous image 

simulations. An alternative approach is to improve process window of features by 

modifying the target layout prior to OPC. This process is called retargeting [80, 81, 
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87] and is currently performed by using a pre-defined set of rules, which makes it 

extremely fast compared to PWOPC. Such rules identify shape constructs that are 

troublesome for manufacturing and modify width and/or spacing appropriately. 

There are two primary drawbacks to performing rule-based retargeting. Firstly, the 

number of retargeting rules increases rapidly with scaling, necessitating a shift to a 

more scalable approach. Secondly, it is practically impossible to cover the entire 

space of possible two dimensional constructs during rule development, especially 

given that amount of retargeting varies with context. Model-based retargeting [81] 

has been previously proposed as a way to overcoming these problems. This method 

is similar to hotspot fixing approaches [75, 76] and uses optical and resist models 

calibrated at several process corners to determine process window (PW) of individual 

layout features and modifies target features wherever violations/hotspots are 

detected. However, this requires extensive image simulation, and also multiple 

iterations of OPC and retargeting to reach a final mask solution. This makes such an 

approach computationally extremely expensive. 

We propose two alternative approaches to model-based retargeting which 

overcomes the problem of computational complexity while maintaining the benefits 

of scalability. In both cases we use image slope at the wafer plane as a measure of 

process window [50, 90] and perform retargeting to improve this quantity. In the first 

approach, we perform target modifications using the normalized image log slope 

(NILS) information. This quantity is chosen as a metric for optimization because it is 

available at no extra cost during image simulation. We describe heuristics to move 

target edges based on NILS values that enables us to improve robustness of layout 

features to lithographic variation. Such retargeting is performed after each OPC 

iteration, when the image information is available. However, the two processes of 

OPC and retargeting are still kept as separate entities in this method. 

In the second approach, we proceed one step further to integrate the processes of 

OPC and retargeting. There are two key reasons for this solution (a) image slope is 

available at no extra computational cost at the time of image generation in OPC, (b) 
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the ability to modify target as well as mask shapes gives us an extra degree of 

freedom to find an optimum set of wafer shapes that meet design requirements even 

in the presence of lithographic variation. We refer to this technique as simultaneous 

mask and target optimization (SMATO). For this purpose, we develop a lithographic 

cost function with the objective of maximizing contour fidelity to target as well as 

image slope. We then demonstrate how to analytically determine the change in cost 

for small movements in mask and target edges. We show how this computation may 

be sped up with the use of lookup tables. We finally use a local search algorithm that 

uses the above equations to minimize the cost function and converge to the optimal 

mask and target solution. Fig. 6.3 compares the SMATO process to both the NBR 

flow and the conventional dataprep flow. Compared to previous work on model-

based retargeting and hotspot fixing [81 - 83], our use of image slope as measure of 

process window allows retargeting to occur with the use of just one image 

simulation, thus greatly reducing runtime. We also allow simultaneous modification 

of both the mask and the target as opposed to optimizing each individually in 

separate iterations. There has also been previous effort on improving image gradient 

using OPC [50, 90]. However, the target was assumed to be inflexible in this 

approach, and one could only maximize the gradient at the fixed target edge. 

Modifying the target edge allows us to increase the feasibility region for obtaining a 

mask/target combination with improved lithographic process window. 

Cell 
No. of M1 

Lines 

Max. Delay 

Variation (%) 

Min. Delay 

Variation (%) 

INV 3 0.06 0.03 

NAND2 4 0.07 0.90 

NOR2 4 0.35 0.05 

NAND3 8 0.10 0.37 

NOR3 8 0.41 0.10 

Average  0.20 0.29 

Table 6.1:   Delay Dependence on Metal1 Width change 
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Figure 6.3: (a) Flow for conventional dataprep (b) Flow for NILS-based Retargeting (c) 

Flow for Simultaneous Mask and Target Optimization (SMATO) 

Retargeting is possible for local wiring due to their low electrical impact on design 

properties. Metal1 (M1) wires are primarily used for within-cell routing and have 

resistances and capacitances that are an order of magnitude lower than transistor 

impedances. Thus, cell delays are primarily dominated by device delays. We 

performed experiments on sample cells from an advanced technology library, where 
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we perturbed all the M1 wires in the layout between +/- 10% of their nominal 

designed width. We then ran an extraction tool to calculate parasitics, followed by 

SPICE simulation to obtain the cell delay post-perturbation. Table 6.1 shows the 

results of our experiments. It can be seen that metal width modification had less than 

1% impact on cell delay.  

Section 6.1 describes the NILS-based retargeting flow and related heuristics used. 

In Section 6.2A we develop a cost function to drive SMATO and describe a local 

search algorithm to minimize this function. Section 6.2B advances a set of analytical 

equations to predict the change in cost function upon moving mask and target. This is 

used by the local search to speed up evaluations of the cost function. In Section 6.3, 

we demonstrate results of applying the NBR and SMATO approaches on M1 clips 

from a 32nm cell library. 

6.1. NILS-Based Retargeting (NBR) using Heuristics 

In this retargeting work we concentrate primarily on improving process window 

in the presence of variations in lithographic dose and focus, although the work may 

be extended to other sources of variation as well. In this NILS-based retargeting 

(NBR) approach, we develop an integrated approach to model-based mask and 

target optimization by embedding retargeting steps in the OPC flow. The design 

shapes provided by the designers are used as initial target shapes for OPC. The OPC 

algorithm moves mask fragments to minimize deviation of resist contour from the 

desired target. The joint OPC and retargeting flow performs a certain number of 

initial OPC iterations. These initial iterations are followed by a measurement of the 

normalized image log slope (NILS) for each target fragment. NILS is defined as the 

product of the feature width (w) and the image log slope (ILS) at a particular site 

(Eq. 6.1) [2]. ILS has already been explained in Section 5.1. 

w I
NILS

I x

∂
=

∂
      (6.1) 
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The target fragments with low NILS are identified and displaced in small 

increments to generate a new target for subsequent OPC iterations. The flow uses 

NILS to guide retargeting operations. NILS tagging is used to identify potential 

candidate sites for retargeting. Higher NILS indicates that the features are more 

robust to lithographic variation and do not require any retargeting. Lower NILS, on 

the other hand, indicates increased susceptibility of the shapes to lithographic 

process variability.  The robustness of these features is enhanced by target 

perturbation. Once the target has been modified, the next set of OPC iterations are 

performed with the new target. This process continues and may include one or more 

subsequent NILS measurements and retargeting steps in the future OPC iterations. 

The process stops when either edge placement error (EPE) and NILS are under 

control or they cannot be further improved through OPC or retargeting. 

The magnitude of displacement for a target fragment is determined from its NILS 

value and is based on heuristics. We use an optimization algorithm that bins target 

fragments according to their NILS values and applies different retargeting to the 

fragments in different bins. The fragments in the lowest bin receive the maximum 

retargeting while the fragments in the higher bins are not displaced. The direction of 

the displacement depends on the ratio of target width and spacing. For each target 

fragment, we measure and compare NILS for width (WNILS) and spacing (SNILS). 

The NILS for spacing is simply the product of the spacing and the image log slope 

at a point (similar to Eq. 6.1). The fragments with low WNILS are identified as 

potential pinch sites and are corrected by outward displacement of the target. 

Similarly, fragments with low SNILS indicate potential bridge locations and are 

moved inward to improve yield. In addition the amount of retargeting is inversely 

proportional to the value of WNILS or SNILS. Edges which lie in the lower bins of 

SNILS get moved inward by a larger amount than edges which lie in the higher bins 

of SNILS. Similarly, edges which have lower WNILS receive higher amount of 

retargeting than edges with higher WNILS. In the case of a conflict, where NILS is 

low and the features are at minimum width and spacing, no retargeting is performed. 
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Figure 6.4 shows an example retargeting scheme where the amount and direction of 

retargeting is determined based on width (WNILS) and space (SNILS). 
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Figure 6.4: (a) The internal flow for NILS-based retargeting (b) Retargeting heuristics 

based on NILS measurements 

The runtime overhead of model-based retargeting over model-based OPC is 

minimal. This is because retargeting is embedded in the OPC flow and can re-use 
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the same aerial image calculations that OPC needs for mask optimization. Some 

run-time overhead may occur if the modified OPC requires a higher number of 

iterations to converge to the final solution. However, this overhead is relatively 

small compared to process variation aware resolution enhancement methods such as 

PWOPC, which usually require multiple image simulations during OPC iterations. 

The run-time is also significantly smaller than any brute-force model-based method 

for retargeting or hot-spot fixing that performs full OPC and process window 

verification to identify lithographic hot-spots and iteratively fix these through 

retargeting [81 - 83]. However, the movement of mask fragments in OPC and the 

movement of target edges in retargeting are still kept as separate processes. The 

mask is modified to the match changed target in the subsequent OPC iteration. One 

could potentially speed up the process by capturing the interactions between mask 

and target modifications. To overcome this problem, in the next two sections, we 

describe how to integrate the two processes to optimize mask and target 

simultaneously. This has added benefits in allowing us extra degrees of freedom 

because we can now move target edges in addition to mask fragments, to get a more 

robust wafer image.  

6.2. Simultaneous Mask and Target Optimization 

(SMATO) 

A. Cost Function and Optimization Approach 

In this section we develop a cost function to drive simultaneous mask and target 

optimization (SMATO) with the dual purpose of ensuring the wafer contour matches 

the target and is robust in the presence of variability. Consider a target structure and 

its corresponding mask in one dimension as shown in Fig. 6.5. The intensity profile 

from the mask is also depicted. We assume a constant threshold resist model (CTR) 

[76, 79] such that any intensity above a certain level (Ith) can be assumed to print on 
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the wafer. Image slope is the gradient of the image (∂I/∂x) as measured at the target 

edge. The edge placement error (∆e) corresponding to this particular image is also 

shown in Fig. 6.5. It can be seen that for the CTR, minimizing edge placement error 

is equivalent to minimizing the error between the intensity at the target edge (Itgt) and 

the threshold intensity (∆I) (Eq. 6.2). We henceforth refer to this as the intensity 

error. It is defined for a particular evaluation site and is used to develop a cost 

function to drive OPC [38]. Given � sites in a layout, the cost function is defined as 

the mean square error (MSE) of intensity across these points (Eq. 6.3). The MSE 

form allows the use of tractable optimization techniques to minimize the cost 

function [38]. 
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Figure 6.5: (a) Definition of intensity error and image slope (b) Image profile in presence 

of dose errors 

tgt th
I I I∆ = −       (6.2) 
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    (6.3) 

Minimizing the above cost function improves fidelity of the wafer contour to the 

target at nominal process conditions. However, it cannot guarantee adequate process 

window for features in the presence of variability. This is because the intensity is 
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only computed at a single process point and does not account for dose errors or 

defocus. Dose errors (∆d) are modeled as variation in the intensity of incident light. 

This causes a shift in the position of the edge of the image ((x), which manifests 

itself in the form of feature width variations. For a CTR resist model, (x can be 

approximated in terms of the image slope (Eq. 6.4) [79]. This equation shows that 

sensitivity of feature size variation to dose can be reduced if the image slope is high. 
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Figure 6.6: Variation of image slope with defocus for M1 lines 

Further, we know that slope degrades with variation in focus (∆f) from nominal 

conditions [2]. Fig. 6.6 shows variation of the gradient with defocus for four different 

features from a sample layout. An observation from Fig. 6.6 is that higher image 

slope ( I∇ ) at nominal focus (fnom) translates to higher slope at defocus i.e. 

( ) ( )nom nom
I f f I f f∆ ∆∇ + ≥ ∇ +
1 2

if ( ) ( )nom nom
I f I f∇ ≥ ∇
1 2 ( ) ( )nom nom1 2

I f I f∇ ≥∇  

This means reduced sensitivity to dose errors not only at nominal focus, but also at 
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defocus - which translates to improved process window of features. The added 

advantage of using image slope over full PW simulation is that it is readily available 

during image simulation at no extra computational cost. 

We therefore propose a modified cost function for SMATO which satisfies the 

dual objective of minimizing mean square intensity error for maintaining fidelity and 

maximizing slope for improving process window of layout features (Eq. 6.5). 

( ) ( )N
jj

j tgt,i thSMATO
i

w
C w I I

Ii=

−
−

∇

 
 = +   

∑
2

1

1

                (6.5) 

Due to complex optical interactions, there may exist situations where moving 

mask/target improves slope but degrades fidelity or vice versa [9]. We introduce an 

iteration (j) dependent weighting function (0 ≤ wj ≤ 1) that may be utilized to 

prioritize one over the other. A discussion of this weighting function is provided in 

Section 6.4. We further minimize this cost function by using a local search 

algorithm. For this purpose we utilize the fact that the intensity profile at a site (for 

binary/att-PSM masks) is most impacted by the movement of the fragment at that site 

[50, 89, 90]. This allows us to write the cost function at each site (i) purely in terms 

of mask movement (λ) and target movement (η) at that site: 

( ) ( )( ) ( )
( )j j j j

j j

jj

j tgt,i thSMATO,i
i

w
C , w I , I

I ,
λ η λ η

λ η

−
−

∇
= +

2 1

  (6.6) 

In Section 6.3 we show how the above function can be evaluated analytically for 

small modifications in mask and target. Given this knowledge, we describe here the 

local search algorithm used to minimize the cost function. At each iteration we pick 

three movements of the target {-λj, 0, λj} and three movements of the mask {-ηj, 0, 

ηj}. For each mask/target combination, we analytically evaluate the cost function. 

We then pick the pair of target and mask movement that provides the local minimum 

of the cost function. In this implementation we have restricted our local search 

algorithm to search a total of nine combinations of mask/target modifications, but the 
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framework can easily be extended to a larger number of combinations. There are two 

key reasons for using local search to solve the problem: (a) The non-linear nature of 

optical interactions makes it difficult to predict apriori what will be the best direction 

of mask and target movement to minimize the cost function. The degree of difficulty 

is increased because in some cases reducing intensity error degrades slope and vice 

versa [90]; (b) Only small perturbations are allowed in the target, in order to not 

disturb the electrical properties significantly. Such modifications are also limited to 

be in steps of the mask grid (typically 1nm), consequently limiting the search space. 

The algorithm for SMATO is summarized as follows: 

Algorithm:   Simultaneous Mask and Target Optimization 

Inputs: L – input layout 

Output:  R – retargeted layout 

              M – mask to print retargeted layout 

16. F ← Fragment_Layout(L) 

17. set M ← L  

18. for j ← 1 to num_of_iterations 

19.   Image_Simulate(M) 

20.   T ← { -ηj, 0, ηj } 

21.   D ← { -λj, 0, λj } 

22.   for i ← 1 to num_of_fragments 

23.        Cmin ← Max_Cost 

24.        foreach η ε T and foreach λ ε D 

25.           Evaluate_Cost_Function(C
j
SMATO,i(λ, η)) (Eq. 6.6) 

26.            if Cj
SMATO,i(λ, η) < Cmin  

27.                  Cmin ← C
j
SMATO,i(λ, η) 

28.                  Set_Mask_Movement(Fi) = λ 

29.                  Set_Target_Movement(Fi) = η 

30.   next i 
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31. Move_Fragments(F) 

32. Update_Mask(M, F) 

33. next j 

 

B. Analyzing Impact of Mask/Target Movement on the Aerial Image 

We now describe how to analytically evaluate the effect of movement in a mask or 

target edge on the SMATO cost function. The development of these equations in 

based on using Hopkins equations applied to the grid-based simulation system [89]. 

Previous work [50] has shown how to analytically predict the impact of mask 

movement on edge placement error (EPE). However, such work was concentrated 

within the “Sparse OPC” framework, where intensity computation was only 

performed at fixed sites [35, 88]. Since the 65nm node, however, the OPC tool has 

progressed to a pixel-based method for simulation, also referred to as the “Dense 

OPC” framework [89]. The shift was necessitated by the computational advantages 

and accuracy improvements in performing grid-based simulations in the presence of 

an increasingly large number of polygons. We advance the analytical equation 

development to this pixel-based framework, and further show how to predict the 

impact of both mask and target movement on image slope and intensity. 

Fig. 6.7 shows a fragment of length nl pixels, where the mask edge is at a distance 

md pixels from the target edge. This fragment is vertical and hence constrained by the 

OPC tool to move only along the horizontal direction (x-direction). We assume that 

intensity measurement is performed at the midpoint of the target fragment (m0,n0) 

although the analysis can be extended to multiple measurement sites along the 

fragment. The intensity at this point can be written using the sum of coherent systems 

(SOCS) decomposition of Hopkins equations [35, 88] (Eq. 6.7). 

( ) ( ) ( )
K

*

k k k
k
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1

   (6.7) 
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The electric field due to the k
th

 optical kernel (Ek) at the measurement site is a 

convolution of the mask with the kernel: 

( ) ( ) ( )
x y

k x y k x y
t t

E m ,n M t ,t h m t ,n t

∞ +∞

=−∞ =−∞

= − −∑ ∑0 0 0 0    (6.8) 

We can approximate the gradient of the electric field at a given site as the 

difference between the pixel and neighbor. For a vertical fragment, the slope of 

interest is in the x-direction. Hence this difference must be taken with respect to its 

horizontal neighbor, for which the field is: 

( ) ( ) ( )
x y

k x y k x y
t t

E m ,n M t ,t h m t ,n t

∞ +∞

=−∞ =−∞

+ + − −= ∑ ∑0 0 0 0
1 1     (6.9) 
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Figure 6.7: Definition of terms for vertical fragment 

Then the slope in the x-direction of the field at (m0,n0) is given by: 
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We refer to this term h∇ k as the difference kernel. In the horizontal direction it is 

computed as: 

( ) ( ) ( )x

k k k
h m,n h m ,n h m,n∇ = − −1     (6.11) 

This allows us to write the slope of the field as a convolution of the mask and the 

difference kernel. Now, let the mask edge be moved outward by λ pixels. This 

corresponds to appending an increment [D(tx,ty)] to the mask function M(tx,ty) which 

can be quantified as: 

( ) ( ) l l
x y d dx yl

d

n n
D t ,t T t m m ,m m , t n ,n

T otherwise

λ+ +
  = ∈ + ∈ − +   

=

0 0 0 0
2 2

  (6.12) 

Here Tl represents the transmission of the mask region, while Td is the transmission 

of the background. For binary masks these values are 1 and 0 respectively, but can be 

different for masks that use attenuated phase shift masking (att-PSM) [27]. We can 

calculate the new electric field at (m0,n0) analytically as: 
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    (6.13) 

The additional field due to mask movement can therefore be written in terms of the 

optical kernel only (Eq. 6.14). This increment (Hk) can be pre-computed for various 

combinations of mask movement (λ), fragment length (nl) and fragment distance 

(md). Such pre-computations are stored in lookup tables for fast retrieval during 

image computation. 
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1 2
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 121

We can similarly write the change in slope of the k
th

 electric field using similar 

expressions combined with the difference kernel from Eq. 6.11. The slope increment 

is similarly pre-computed and stored in lookup tables. 
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    (6.15) 

Using Eq. 6.7, we can now write the new image intensity at the target edge in 

terms of the modified fields as: 
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   (6.16) 

We make a further simplifying assumption that the movement of the mask edge is 

small enough such that the increment in field is small in comparison to the 

magnitude of the field itself i.e. |Hk|<<|Ek|. Expanding Eq. 6.16 and neglecting the 

small |Hk|
2
 term, we can write the change in image intensity as: 

( ) ( ) ( ) ( ) ( )
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k k k d l k k d l
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   (6.17) 

Eq. 6.17 allows us to predict the impact of a small amount of mask movement on 

the magnitude of intensity at the target edge. To observe the impact on slope, we first 

obtain an expression for image gradient in terms of the electric field slopes by 

differentiating Eq. 6.7. 
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   (6.18) 

We make a similar assumption as above that the alteration in mask position is 

small enough such that change in slope is small compared to the magnitude of the 

slope. We can expand the above expression using Eq. 6.15 to write the change in 

image gradient in terms of the optical kernels (Eq. 6.19). The increment terms for  
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intensity and slope are available from lookup tables, while the field and slope terms 

are obtained during image simulation. 
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The above set of equations has been derived for a vertical fragment. Similar 

expressions can also be developed for horizontal fragments, with the primary 

difference being that the intensity slope is now computed in the vertical direction 

using the appropriate difference kernel. We also wish to gauge the effect of 

movement in target edge on the profile of the intensity. Since the intensity 

measurements are made at the target edge, a movement of the target edge 

corresponds simply to a shift in the measurement site (m0,n0). With these equations in 

place, we now revisit the expression for the SMATO cost function (Eq. 6.6). For the 

same fragment shown in Fig. 6.7, let us assume that we wish to evaluate a target 

movement of η pixels and mask movement of λ pixels. In this case, the cost function 

for the fragment can be written as: 
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      (6.20) 

We have already seen how to analytically derive each of the terms in the above 

expression. The development of equations has been to capture the impact of fragment 

movement on the simulation site at the fragment itself. However, the set of equations 

can be extended to capture cross-effects as well [50] where one can predict the 

impact of moving neighboring fragments on the image profile at a site. The 

evaluation of the cost function happens during the time of generating the image, but 

the use of lookup tables ensures we add only a small overhead to the image 

generation runtime. 
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6.3. Experimental Results 

The NILS-based retargeting algorithm was implemented using the Calibre 

Workbench suite of tools with immersion lithography optical and resist models. The 

algorithm was tested on several 1x metal (M1) layouts. The M1 layer was chosen 

because it usually contains a large number of layout configurations that are 

particularly challenging for OPC and rule-based retargeting methods. The 

robustness of these metal configurations can be improved through minor 

modifications in the target layout. The first level metal layer is also ideal for model-

based target optimization because it has little or no impact on electrical 

performance, as demonstrated in Table 6.1.  

Areas of 

Pinching

No Retarget

Post-Retarget

 

Figure 6.8: Target shapes and PV-bands without retargeting (top) and with NILS-based 

retargeting (bottom) 



 124

Figure 6.8 shows an example experiment where we compare standard EPE-driven 

OPC with the proposed integrated approach, which combines NILS-based 

retargeting with the EPE-based OPC. First we consider the case where conventional 

EPE-based OPC was performed without any retargeting. The figures on the top 

show the original target and the corresponding process variability bands (PV-bands) 

as obtained by performing multiple aerial image simulations across the expected 

range of dose and defocus values. The PV-bands clearly indicate that the standard 

OPC solution without retargeting is not sufficient to yield a lithographically robust 

solution for this pattern. Next we look at the output of the NBR flow. The figures on 

the bottom show the modified target obtained after displacing certain fragments in 

the original target. The figures also show that the new PV-bands do not exhibit any 

lithographic violations in the printed contours. This demonstrates the yield benefits 

of using a model-based retargeting approach over conventional dataprep. 

In the next set of experiments we compared our results against a rule-based 

retargeting flow. The retargeting rules used were part of an IBM production flow. 

These rules were developed through extensive pre-characterization on representative 

patterns. Figure 6.9 shows the comparison results for the 1x metal layer of an 

example latch layout. The figure shows that the rule-based flow does a good job in 

retargeting several constructs. However, the rule-based flow fails to correct a few 

lithographically weak constructs that can be easily fixed by retargeting. This 

example shows that the rule-based approach may be inadequate in addressing the 

wide range of layout patterns that are typically present in real designs and can 

benefit from retargeting. As mentioned before, rule development for rule-based 

retargeting is a cumbersome process requiring several iterations of OPC and PV 

band simulation. Rule development costs are only more likely to be exacerbated 

with technology scaling due to a rapid increase in the number of problematic layout 

constructs, which may necessitate a shift to such scalable model-based retargeting 

operations. 
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Figure 6.9: Original target shapes, modified target shapes, and PV-bands from (a) rule-

based retargeting and (b) NILS-based retargeting. 

We next evaluated our approach of simultaneous mask and target optimization on 

sample designs in an advanced process node. Due to limitations of modifying target 

layouts in Calibre, we developed our own tool using C. Our experiments used a 

pixel size of 1nm x 1nm. Lithography simulation was performed using an in-house 

simulator with appropriate process models. We first generated lookup tables for 

intensity and slope increments (Eq. 6.14 and 6.15) using the optical kernels for this 
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process. This was obtained for a range of mask movements and fragment lengths. 

We applied a simple fragmentation scheme based on [95] with a minimum fragment 

length of 40nm and a maximum fragment length of 60nm. For the CTR we assumed 

a threshold intensity of 0.225. Our experiments used 6% attenuated phase shift mask 

[27]. Fig. 6.10 shows the iteration dependent weighting scheme as well as the values 

for target movement utilized in the local search algorithm. These numbers are based 

on the assumption that the target edge can be displaced between +/-5nm of the 

drawn edge. We assume that such minor modification of the target layout is not 

large enough to significantly perturb its designed values. We optimize purely for 

mean square intensity error in the first 5 iterations to bring the contour close to the 

target, before we begin the process of retargeting. In total we ran the SMATO 

algorithm for 15 iterations. Computations were performed on a 2.6 GHz AMD 

Opteron with 1024KB L1 cache.  

Clip 
Area 
(µm

2) 
PMI 

[OPC] 
PMI 

[PWOPC] 
PMI 

[SMATO] 

% PMI 
Red. 
over 
OPC 

% PMI 
Red. 
over 

PWOPC 

R.T. 
Red. 
over 

PWOPC 

% R.T. 
Incr. 
over 
OPC 

1 2.2 6.95 5.85 5.66 18.5 3.3 2.5X 3.7 

2 2.9 5.57 4.90 4.68 16.0 4.7 2.5X 6.1 

3 3.0 3.46 3.31 3.11 10.2 6.5 2.4X 5.9 

4 4.5 7.24 6.56 6.29 13.1 4.3 2.6X 3.1 

5 4.9 6.36 5.77 5.54 12.9 4.1 2.7X 8.4 

6 7.2 5.18 4.90 4.63 10.5 5.9 2.7X 7.2 

7 8.2 8.24 7.24 6.96 15.5 4.1 2.7X 7.6 

8 8.7 8.27 7.29 6.92 16.4 5.3 2.3X 4.8 

9 8.8 7.72 6.85 6.43 16.8 6.5 2.6X 5.0 

10 9.3 7.96 6.91 6.58 17.3 5.0 2.7X 4.4 

Average 15.4 4.6 2.6X 5.5 

Table 6.2:   Comparison of OPC, PWOPC and SMATO for Sample Clips 
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We further implemented both an OPC and a PWOPC algorithm for comparison. 

The OPC method [35] was based on optimizing for EPE across sites, while the 

PWOPC tool [95] optimized for average EPE across three process points. The EPE 

from each point was weighted uniformly and these corners were selected to be at (i) 

nominal dose/focus (ii) +2% dose and nominal focus (iii) -2% dose and +25nm 

defocus. Both algorithms utilized the same fragmentation scheme and also ran for 

the same number of iterations as SMATO. For the purpose of comparison, we took 

the final mask solutions from OPC, PWOPC and SMATO and simulated the 

contours at different process conditions. We assumed defocus values of +/-25nm 

and dose errors of +/-2%. These contours were used to compile the process 

variability (PV) band [92] which represents the outermost and innermost resist 

features in the presence of dose and focus variations. 

The area of PV band is indicative of the degree of robustness of a mask to 

lithographic variations. We used a previously proposed Process Manufacturability 

Index (PMI) [93] metric as a basis for comparison. For a single layer, PMI is 

defined as the ratio of the area of PV band to the total layout area i.e. PMI = 

Area(PVBand)/Area(Layout). Lower PMI indicates better lithographic process 

window. Results (Table 6.2) show that the use of SMATO reduces the PMI by 

15.4%, on average, over OPC. Further, this improvement is achieved at a low 

(5.5%) average runtime overhead. Compared to PWOPC, we obtained a runtime 

reduction of 2.6X. We also observed modest average reduction in PMI (4.6%) for 

the range of dose and focus values used. PWOPC may provide a better solution for 

larger variations in focus since it deals with defocus directly by including it in image 

simulation, while our method only deals with the second-order effect of defocus by 

accounting for its impact on image slope. It is possible to incorporate the effect of 

defocus in SMATO by using a weighted average of the cost function over several 

defocus corners (Eq. 6.21) [90]. This would require additional image simulations 

(though fewer than PWOPC), thus increasing the overall runtime of the technique. 
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Figure 6.10: Weighting function and target movements for SMATO 
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To enable further comparison we implemented a set of optical rule checks (ORC) 

(Chapter 1) on the PV bands. Such checks determine the presence of hotspots 

leading to shorting of metal lines or opening of a wire at different process 

conditions. Results are shown in Fig. 6.11 where it is clear that SMATO reduces the 

number of ORC violations over OPC. On an average, SMATO was able to reduce 

the number of hotspots by 69% compared to OPC. 
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Figure 6.11: Comparison of hotspots for OPC and SMATO 
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Figure 6.12: (a) EPE Histogram (b) Slope Histogram comparison for OPC and SMATO 

for Clip 1 

We also measured, for the mask solution of Clip 1, the EPE distribution across the 

fragments. This was compared to the EPE distribution for the same layout after 

SMATO (Fig. 6.12(a)). We then calculated the distribution of slope across the 
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fragments (Fig. 6.12(b)) for this layout. Contrasting between OPC and SMATO 

leads us to the conclusion that while both algorithms are capable of matching the 

nominal contour to the target fairly accurately, the greater robustness of the mask 

from SMATO arises from the improvement in image gradient due to retargeting. 

Finally, we also display the PV bands for Clip 1, for both OPC and SMATO (Fig. 

6.14). This clip represents a design rule clean logic gate layout that has several 

irregular M1 patterns which are especially difficult to print. It can be seen that 

performing only OPC leads to several lines pinching off at low dose and defocus. 

The use of SMATO helps eliminate these hotspots. We have also compared the 

target layout and the retargeted layout for this clip which illustrates the point that 

small modifications in target layout can greatly benefit manufacturing.  

Clip 1 represents the 1x metal level of a latch in 32nm technology. We first ran 

extraction on the original layout to determine the parasitic resistance and 

capacitances of the metal wires. These parasitics were subsequently used in a SPICE 

simulation to determine the latch delay from the input clock signal (CLK) and the 

input data (D) to the output (Q). We then updated the latch layout with the modified 

layout produced by SMATO and re-evaluated the parasitics. This was once again 

used in SPICE to determine the updated latch delay values. Figure 6.13 shows the 

comparison of data to output (D-Q) and clock to output (CLK-Q) delays before and 

after retargeting. We observed 0.11% change in CLK-Q delay and 0.06% change in 

D-Q delay. This level of perturbation is well below the expected noise from other 

sources of cell delay variation, such as transistor threshold voltage and gate 

dimension variations. This proves that small perturbations of local wire dimensions, 

as produced by our SMATO approach, does not significantly alter the electrical 

properties of the design. 

One potential limitation of this work is that we do not consider contact overlap, 

which may degrade in the attempt to improve process window. In the future, we 

wish to incorporate penalties for such overlay violations by appropriate 

enhancement of the cost function. We also do not account for mask or overlay errors 
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in our formulation. Overlay errors will be particularly important in dealing with the 

aforementioned contact overlap, since the contact and metal are patterned with 

separate masks which may have some overlay error between them. Obtaining an 

optimal mask and target solution in the presence of overlay errors is an important 

direction for future research on this topic. 
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Figure 6.13: (a) CLK to Out Delay (b) Data to Out Delay pre-and post-SMATO for Clip 1 
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(a)

(b)

(c)

(d)
 

Figure 6.14: (a) PV Bands for OPC (b) PV Bands for SMATO (c) Comparison of target 

before and after retargeting  for Clip 1 (d) Mask from SMATO 
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CHAPTER 7 

Conclusion 

In the preceding chapters, we have demonstrated how current manufacturing 

methodologies suffer from poor functional and parametric yield. A major portion of 

this yield loss has been shown to be due to continued scaling with the use of 

inadequate lithographic technologies. Whilst feature scaling has continued apace 

with Moore’s Law leading to smaller features being printed on the wafer, 

lithographic technologies have hit a wall at a wavelength of 193nm using ArF. The 

next generation of lithography is predicted to be extreme ultraviolet (EUV) using 

13.5nm wavelength light, but is currently facing a race against time to be ready in 

time for the 16nm technology node. 

In order to enable more cost-effective technology scaling, some design-

manufacturing co-optimizations will be needed in the future. This has given birth to 

the new trend of design for manufacturability (DFM) where models of the 

manufacturing process are utilized to make design optimizations for compensation 

of yield loss. For this purpose, there has been a vast flux of knowledge from 

manufacturing to design in various forms such as design rules, lithography 

simulators and stress models. However, the flow of information has traditionally 

been unidirectional. Currently in industry, the only information passing from design 

to manufacturing is a layout which consists of a set of polygons describing various 

electrical structures. We have shown through the course of this dissertation that this 

amount of information is inadequate to guarantee the best manufacturing solution 

for integrated circuits. In the process we have examined several techniques to 

optimize manufacturing by utilizing design information over and above just simple 

layout data. Electrical information such as transistor currents, timing data or design 

tolerances has been utilized in these developed techniques. We have demonstrated 
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that parametric yield – limited by high leakage or timing errors – can be improved 

by effectively utilizing such design knowledge. As an added benefit, we have also 

shown how manufacturing cost itself can be reduced. In this chapter, we summarize 

our findings and potential benefits and drawbacks of using these techniques. We 

also elucidate future directions for research on this broad topic of utilizing design 

information in manufacturing. 

In Chapter 2, a method for electrically driven optical proximity correction (ED-

OPC) was presented. This technique uses current-matching, as opposed to edge 

placement errors, as an objective to improve timing accuracy. The method is based 

on contour generation coupled with electrical modeling to predict saturation and 

leakage currents. This is followed by a linear-program based calculation of mask 

edge movements to compensate for the difference in contour and target currents. 

Results show up to 5% improvement in timing accuracy using LP-based ED-OPC. 

Low runtime overheads have been demonstrated along with convergence to within 

2% timing accuracy in a small number of iterations. Higher EPE for ED-OPC 

contours show that while conventional OPC does a good job of shape matching, it 

falls short in terms of electrical performance. The benefits of an increase in timing 

accuracy can be observed in the form of reduced guard-banding for optical effects 

on the design side, leading to less pessimistic designs. 

In Chapter 3, we developed a methodology for compensating non-lithographic 

intra-die variation in electrical parameters using the electrically-driven optical 

proximity correction (ED-OPC) tool. The three main non-optical effects targeted 

were well-proximity effect, rapid thermal anneal and stress but the algorithm can be 

extended to correct for other sources of variation as well. The technique uses, as 

input, the value of an electrical parameter such as threshold voltage or mobility that 

is computed for each logic cell. The ED-OPC method is then based on contour 

generation coupled with electrical modeling to predict saturation and leakage 

currents. This is followed by a linear program based calculation of mask edge 

movements to compensate for the difference in contour current (at the given value 
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of the electrical parameter) and target current. Results show up to 4% improvement 

in timing accuracy over conventional OPC in the presence of systematic variations 

in threshold voltage and stress. This technique has potential benefits in terms of 

reduction of intra-die variation and increase in chip yield. 

In Chapter 4, we showed how the ED-OPC algorithm can be reformulated for 

minimizing design leakage with reduced mask cost at the manufacturing stage. This 

was achieved by utilizing complete design timing information. Towards the goal of 

reducing mask costs, we developed an electrical model-based fragmentation 

algorithm which determines the minimum number of fragments necessary for a cell 

to meet its timing objectives. We further formulated a fragment movement strategy 

based on linear programming to minimize design leakage under timing constraints. 

Cell-level comparisons to the alternative existing technique of gate length biasing 

show 5% average improvement in leakage reduction at lower average delay error. 

Experiments on industrial test macros synthesized using a 45nm dual-VT library 

show an average of 22.3% reduction in leakage power with a corresponding 86.2% 

average reduction in gate vertices. Manufacturing-time techniques for leakage 

reduction have been less researched as compared to design-time methods like gate-

sizing and VT assignment. The advantage of using OPC for leakage reduction lies in 

utilizing the large number of degrees of freedom available for optimization in the 

form of mask fragments. The flow of electrical information to OPC allows us the 

opportunity to tune circuit parameters even after closure and hand-off of design to 

the foundry. 

Thus far, algorithm development efforts in ED-OPC have been focused mainly on 

transistor gate regions, which is critical from a performance and power point of 

view. However, the remaining polysilicon region is also important from the point of 

view of electrical failures. A future direction of our research is to come up with an 

electrically-driven strategy to produce the mask layout for these areas as well. Even 

though the requirement to lay out perfect polygons may be relaxed for these regions, 

adequate margins for pinching (electrical opens) and bridging (electrical shorts) still 
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need to be ensured. Fig. 7.1 shows the application of ED-OPC to the gate region 

alone for a simple NAND2 gate. The remainder of the polysilicon was simply sized 

up by a constant amount, and no fragmentation was performed. The final resist 

contours show a tendency towards bridging near the two pad areas. This was solved 

by simply moving the two facing pad edges apart. Note that no new mask fragments 

were generated in order to solve this problem, thus showing that less complicated 

fragmentation is possible on electrically non-critical regions to meet certain basic 

electrical constraints, thereby enabling simpler and cheaper masks. Another 

direction for continuing this work is to extend the ED-OPC algorithm to metal and 

contact layers as well. Metal wires in particular are difficult to print reliably and one 

may be able to produce a more optimal patterning solution for such structures by 

matching their electrical properties instead of geometric properties. 

One caveat for using ED-OPC is model accuracy. By performing pure geometric 

matching in a conventional OPC approach, the only source of modeling errors are in 

the optical and resist models used for simulation. However, in ED-OPC, a third 

source of modeling errors is the electrical SPICE models used to characterize 

saturation and leakage current against gate length. Additionally, in using ED-OPC it 

is important to ensure that sacrificing geometrical matching in favor of electrical 

matching does not affect manufacturing steps further downstream in the flow. 

Several manufacturing processes that follow lithography assume that shapes will be 

approximately polygonal in nature, and are optimized under such an assumption. 

Since ED-OPC allows non-rectangular shapes, it may require penalizing any 

geometric forms that interfere with other processes such as implant or doping. This 

can be achieved by appropriately modifying the electrical shape error (ESE) cost 

function, and is one direction for future research. In particular, we wish to 

implement test structures on silicon to judge whether the electrical benefits obtained 

from ED-OPC will in reality be compensated by introducing non-optimality in other 

manufacturing processes. Demonstrating the validity of this methodology on silicon 

is a prime point on the agenda for future research in this topic. 
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(a) 

 

(b) 

Figure 7.1: (a) NAND2 cell without OPC on pads (circled) shows tendency for bridging 

(b) NAND2 cell with the two facing pad edges moved 5nm apart shows no bridging 

In Chapter 5, we presented a methodology for converting design slack to 

tolerances on individual shapes in the layout for use in manufacturing. This 

technique uses a two-phase optimization. The first step converts delay slack available 

at the primary outputs of a design to delay bounds on individual cells in the design. 

In the second phase, we use a mathematical program to convert these delay bounds to 
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shape slack on transistor dimensions. The objective of this optimization is to 

maximize the process window of shapes, while ensuring that the delay does not 

exceed the bounds generated from phase 1. We run shape slack generation on sample 

designs, which demonstrates that a large percentage of shapes in a design are in fact 

non-critical and may possess significant shape slack. We also show that the shape 

slack information can be utilized during manufacturing through a shape tolerance 

aware process-window optical proximity correction (PWOPC) flow. Our 

experiments on individual cells using PWOPC in conjunction with shape slack show 

that delay errors can be reduced by 50% on an average. 

The primary aim of using such a methodology is to guide manufacturing to make 

more design-aware decisions while printing features in the presence of lithographic 

variations. This technique potentially improves lithographic yield at small 

computation overheads compared to conventional manufacturing approaches. In 

future research we wish to explore shape slack generation for other layers such as 

active area (which defines transistor widths).  Since layout tolerances are additive in 

nature, there is a natural trade-off between the amount of slack that may be 

apportioned to the various manufacturing layers. We further wish to observe how 

much dimensional tolerance is available in the presence of statistically varying 

quantities such as threshold and supply voltages. 

In Chapter 6, we showed that cell delays are relatively insensitive to perturbations 

in local wiring. At the same time, such bi-directional wires are extremely difficult to 

print reliably. Modifying the target wire shapes helps improve printability without 

affecting design properties significantly. Such “retargeting” is currently rule-based, 

which is not scalable. To overcome this limitation, we proposed a model-based 

retargeting strategy that utilized the normalized image log slope (NILS) information 

of the aerial image of the mask. This approach – called NILS-based retargeting 

(NBR) – uses a set of heuristics to modify the target in regions where the aerial 

image suffers from poor NILS. Results show that NBR can improve printability over 

conventional methods, while being scalable in comparison to rule-based retargeting. 
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We further developed a technique for simultaneously performing retargeting and 

mask generation during dataprep to improve lithographic process window of layout 

features. This technique – referred to as simultaneous mask and target optimization 

(SMATO) - utilizes a lithographic cost function with the dual objective of 

minimizing mean square intensity error and maximizing image gradient. We then 

develop analytical equations to predict the change in the cost function due to mask 

and target movement. Such evaluation is performed during image simulation and 

sped up with the use of lookup tables. Using this framework, we employ a local 

search algorithm to evaluate multiple mask/target modification combinations and 

pick the pair of movements that minimizes the cost function. Our experiments on 

32nm M1 layouts shows that the variability in layout features across dose and focus 

errors can be reduced by 16.3% on an average compared to OPC. We also 

demonstrate that the number of layout hotspots can be greatly curtailed by the use of 

this technique. Compared to previous approaches on model-based retargeting that 

require multiple image simulations, SMATO incurs only a small computational 

overhead over OPC because it uses the image gradient information available from a 

single image simulation. In the future, we also wish to incorporate other sources of 

variation such as mask and overlay errors into the formulation. Additionally, in this 

work we do not consider contact overlap, which may degrade in the attempt to 

improve process window. In the future, we wish to incorporate penalties for such 

overlay violations by appropriate enhancement of the cost function. 

The methods developed in this dissertation are generic in nature and independent 

of particular lithographic technologies. Although the primary motivation is to allow 

continued scaling in the absence of a suitable next generation lithographic 

technology, the work is by no means confined to such a situation. We believe that 

this work will aid manufacturing, both in the short and the long term, to prolong the 

history of scaling. 
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