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To improve quality of software systems, change-based fault prediction and scope-

bounded checking have been used to predict or detect faults during software 

development. In fault prediction, changes to program source code, such as added lines or 

deleted lines, are used to predict potential faults. In fault detection, scope-bounded 

checking of programs is an effective technique for finding subtle faults. The central idea 

is to check all program executions up to a given bound. The technique takes two basic 

forms: scope-bounded static checking, where all bounded executions of a program are 

transformed into a formula that represents the violation of a correctness property and any 

solution to the formula represents a counterexample; or scope-bounded testing where a 

program is tested against all (small) inputs up to a given bound on the input size. 

Although the accuracies of change-based fault prediction and scope-bounded 

checking have been evaluated with experiments, both of them have effectiveness and 

efficiency limitations. Previous change-based fault predictions only consider the code 

modified by a change while ignoring the code impacted by a change. Scope-bounded 
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testing only concerns the correctness specifications, and the internal structure of a 

program is ignored. Although scope-bounded static checking considers the internal 

structure of programs, formulae translated from structurally complex programs might 

choke the backend analyzer and fail to give a result within a reasonable time.  

To improve effectiveness and efficiency of these approaches, we introduce local 

semantic analysis into change-based fault prediction and scope-bounded checking. We 

use data-flow analysis to disclose internal dependencies within a program. Based on these 

dependencies, we identify code segments impacted by a change and apply fault 

prediction metrics on impacted code. Empirical studies with real data showed that 

semantic analysis is effective and efficient in predicting faults in large-size changes or 

short-interval changes. While generating inputs for scope-bounded testing, we use 

control-flow to guide test generation so that code coverage can be achieved with minimal 

tests. To increase the scalability of scope-bounded checking, we split a bounded program 

into smaller sub-programs according to data-flow and control-flow analysis. Thus the 

problem of scope-bounded checking for the given program reduces to several sub-

problems, where each sub-problem requires the constraint solver to check a less complex 

formula, thereby likely reducing the solver’s overall workload. Experimental results show 

that our approach provides significant speed-ups over the traditional approach.  
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Chapter 1:  Introduction 

While software systems become more and more complex, reliability becomes 

more and more important. The cost from software faults has become tens of billions of 

dollars within one year. And even worse, the cost is expected to increase very fast 

according to the increase of size and complexity of software systems. To improve the 

quality of software systems, researchers and developers put great efforts in predicting and 

detecting faults in software development. 

In software development, faults can be introduced in every phrase: requirements, 

design, implementation, and maintenance. Since program source code is the ultimate 

definition of the behavior of a software system, we believe predicting or detecting faults 

in program source code is likely to be an effective and efficient way to improve software 

system quality. Approaches have been proposed to predict or detect faults in program 

source code. 

In fault prediction, source code changes have been widely used to build metrics 

that predict potential faults. For example, change size has been used for fault prediction 

in Graves et al. [35], Hassan and Holt [39], Mockus and Weiss [66], Nagappan and Ball 

[70], Ostrand et al. [71], and Purushothaman and Perry [75]. Previous studies of source 

code changes are based on textual analysis or syntactic analysis. Textual analysis focuses 

on changed text fragments while syntactic analysis focuses on changed syntactic entities. 

Both of them have demonstrated their advantages with experimental results. 

In fault detection, scope-bounded checking of programs is an effective technique 

for finding subtle faults. The central idea is to check all program executions up to a given 

bound on the size of input data. The technique takes two basic forms: scope-bounded 

static checking, where bounded executions of a program are transformed into a formula 
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that represents the violation of a correctness property and any solution to the formula 

represents a counterexample; or scope-bounded testing where a program is tested against 

all (small) inputs up to a given bound on the input size.  

Although successes of change-based fault prediction and scope-bounded checking 

have been evaluated with experiments, traditional approaches have effectiveness and 

efficiency limitations. Traditional change-based fault prediction schemes only consider 

the code modified by a change while ignoring the parts impacted by a change. Faults in 

impacted code segments are likely more dangerous because they are not as obvious as 

change themselves. Traditional scope-bounded testing only concerns the constraints on 

inputs. Without knowledge about internal structure of program, scope-bounded test 

generation is expensive for code coverage. While scope-bounded static checking is 

applied to structurally complex programs, traditional approaches [21][49][99] translate 

the whole program into a big formula might choke the backend analyzer and make it 

difficult to get a result within a reasonable time. 

To improve the effectiveness and efficiency of these approaches, we introduce 

local semantic analysis into change-based fault prediction and scope-bounded checking. 

We use data-flow analysis to disclose internal dependencies within a program. Based on 

the dependencies, we identify code segments impacted by a change and apply fault 

prediction metrics on impacted code. With constraints from control-flow, we guide 

scope-bounded test generation to be more efficient for code coverage. With control-flow 

and data-flow analysis, we split a bounded program into relatively smaller sub-programs. 

Since each sub-program requires the constraint solver to check a less complex formula, 

the overall workload to constraint solver is reduced. To trade off the cost and effect, we 

only apply semantic analysis within a local scope, within a function or method in a 

software system. 
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1.1 FAULT PREDICTION WITH SOURCE CODE CHANGES 

Changes to source code have become a critical factor in fault predictions. 

Previous studies on source code changes are based on textual or syntactic analysis. 

Textual analysis focuses on changed text fragments, while syntactic analysis focuses on 

changed syntactic entities. Although both of them have demonstrated their advantages in 

experimental results, they only study the changes themselves, i.e., code fragments 

modified during changes. Because of semantic dependencies within programs, we believe 

that code fragments not modified but impacted by changes are also effective in fault 

prediction. Given a source code change, we identify its semantic impact by program 

slicing along data dependencies.  

To evaluate the effectiveness and efficiency of our local semantic analysis 

approach for fault prediction, we designed and implemented two empirical evaluations. 

First, we identify interferences between changes by checking overlaps between their 

semantic impacts and match the semantic interferences with faults. Second, we compare 

the fault density in changed code and impacted code according to different sizes of the 

change. 

1.1.1 Fault Prediction by Change Itself 

In change-based fault prediction, metrics from textual or syntactic approaches 

have been widely used. Textual analysis treats the source code as just a piece of text and 

builds change rules according to the textual properties of changes. For example, Hassam 

and Holt [39], Mockus and Weiss [66], and Nagappan and Ball [70] analyze how many 

lines added or deleted in a change and associate change size with faults. Syntactic 

analysis uses syntactic entities, such as classes, methods, and fields in Zimmermann et al. 

[112], the number of incoming and outgoing function calls in Knab et al. [56], and the 

association or sequence of function calls in Breu and Zimmermann [10] and Kim et al. 
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[52]. These approaches extract change rules or patterns on syntactic entities and relate 

them to faults. 

Although the advantages of textual and syntactic approaches have been 

demonstrated with experimental results, both approaches only focus on the code modified 

during changes. Text and syntax are inherently limited in clarifying the meaning, or 

delineating the implications, of changes. Neither approach considers the semantic 

dependencies within a program. For example, introducing a statement assigning a value 

to a variable may adversely impact subsequent statements using the value of that variable. 

We believe these impacted statements (i.e., the change impacts) are extremely helpful in 

detecting or predicting faults. A semantic approach provides us with an inherently deeper 

understanding of both the meaning and the implications of changes [72]. 

To evaluate the effectiveness of semantic impact of source code change in fault 

prediction, we conduct an empirical study of local data-flow analysis of the change 

history of a successful industry project, the 5ESSTM system. For each sampled change, we 

identify its impact by program slicing along the variable def-use chains. We group 

changes according to change size and compare fault density of change impacts and 

changes themselves across groups. In this study, we address three questions:  

For small changes and large changes, 

1) Is there any difference in the size of their impacts? 

2) Is there any difference in the ratio of impact size to change size? 

3) Is there any difference in the fault densities in change impacts and in 

change themselves? 

1.1.2 Fault Prediction by Change Interferences 

Parallel development has become a common phenomenon in the development of 

large-scale software systems. Multiple developers work on the same module or program 
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at the same time. The need for parallel development has come about for a variety of 

reasons, including: 

• the size of the software systems are too large, 

• time to market brings pressure to develop new features or new products in a 

very short time, 

• code ownership management is too expensive, 

• globalization of software development is increasing, and 

• developers are increasingly geographically distributed. 

While parallel development increases productivity, it also causes problems. When 

developers work in parallel, it is likely that their changes may unintentionally interfere 

with each other. 

Previous work [73] [74] has delineated the phenomena of, and the problems 

related to, parallel changes. In a subsystem of Lucent Technologies’ 5ESSTM Telephone 

Switching System, high degrees of parallelism happened at multiple levels. To disclose 

the relationship between parallel changes and faults, we studied prima facie conflicts at 

the textual level, checking the overlap between the lines changed by different developers. 

We found two important results: 

1) 3% of the changes made within 24 hours by different developers 

physically overlapped others’ changes. 

2) There was a linear correlation between the degree of parallelism and the 

likelihood of a defect in the changes.  

Since only few change conflicts were detected at the textual or syntactic level, we 

believe that there are more conflicts at the semantic level.  

Based on data dependency analysis and program slicing, a semantic interference 

detection algorithm [92] [93] has been proposed to explore this hypothesis. The data 
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dependency analysis discloses the semantic structure of the program, while the program 

slicing identifies semantic structures impacted by changes. Given two changes, their 

conflict is detected by comparing the overlap of the impacted parts of the two changes. 

To evaluate the effectiveness of this algorithm in fault prediction, we designed an 

experiment in the context of 5ESS. We first mine change and version management 

repositories of the project to find sample versions with different degrees of parallelism. 

We investigate the interference between the versions with this algorithm. We then mine 

the change and version repositories to find out what faults were discovered subsequent to 

the analyzed interfering versions. We use the match rate between semantic interference 

and faults to evaluate the effectiveness of this algorithm in fault prediction. 

From the observation and implications from previous studies, we want to address 

the following three questions: 

1) Is semantic interference more likely in the presence of higher degrees of 

parallel changes? 

2) Is semantic interference in the presence of high degrees of parallel 

changes closely related to the occurrence of faults? 

3) Is semantic interference detection a light-weight and efficient approach? 

1.2 FAULT DETECTION WITH SCOPE BOUNDED CHECKING  

Scope-bounded checking is an effective technique for finding subtle faults in 

programs. The central idea is to check all program executions up to a given bound. The 

technique takes two basic forms: scope-bounded static checking, where all bounded 

executions of a program are transformed into a formula that represents the violation of a 

correctness property and any solution to the formula represents a counterexample, or 

scope-bounded testing where a program is tested against all (small) inputs up to a given 

bound on the input size. The two forms are complementary and have their respective 
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strengths. For programs with a large number of valid inputs, scope-bounded static 

checking is likely to be more effective than scope-bounded testing since testing is 

required to run each test, whereas a formula captures the executions of all tests (within 

the bounds). For programs that have complex control-flow that results in large formulas, 

scope-bounded testing is likely to be more effective since the complexity of the program's 

entire control-flow is irrelevant, rather the complexity of one path is of relevance. 

1.2.1 Scope Bounded Testing 

Scope bounded testing is an effective technique for finding subtle faults in 

programs. Given a program, all (small) inputs up to a given bound on the input size are 

generated. Scope bounded testing makes extensive use of specifications, e.g., to specify 

test inputs or test oracles (correctness criteria). In unit testing of object-oriented code, 

preconditions, which define constraints on legal method inputs, and postconditions, 

which define expected behavior and outputs, form an integral part of the specifications 

TestEra [61] is a specification-based, scope-bounded testing framework for Java 

programs. Given a method’s precondition, TestEra automatically generates all 

nonisomorphic test inputs up to a given bound, executes the method on each test input, 

and uses the method’s postcondition as a test oracle to check the correctness of each 

output. A key strength of TestEra is its ability to generate inputs that represent 

structurally complex data, such as balanced binary search trees, which are often 

implemented in library classes. 

Although TestEra provides efficient enumeration of structurally complex data 

structures according to given constraints, it does not generate a minimal test suite with 

respect to some code coverage metrics. A precondition only specifies a method’s 

expected inputs and not the method’s implementation details. For example, consider the 

contains() method of Java class java.util.LinkedList; four tests are enough to 
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cover all the branches. However, TestEra generates 120 nonisomorphic tests using a 

bound of up to three elements and three non-sentinel nodes. 

We create a novel framework, Whispec, which builds on TestEra and focuses on 

maximizing code coverage, thereby enabling a specification-based framework for white-

box testing. As in TestEra, Whispec requires the user to provide the method’s 

precondition as a declarative constraint. However, in contrast with TestEra, Whispec 

systematically integrates the precondition with the control flow of the method and 

generates test inputs that maximize code coverage.  

In Whispec, the specifications are declared as relational first-order logic formulas. 

As an enabling technology, Whispec uses the Alloy toolset. Alloy [46] is a first-order 

declarative language based on sets and relations. The Alloy Analyzer [48] is an automatic 

tool that finds instances of Alloy specifications, i.e., it finds assignments of values to the 

sets and relations in the specification such that the specification formulas evaluate to true. 

Whispec translates Alloy instances into concrete test inputs. 

The key insight of Whispec is the integration of preconditions and path conditions 

with relational logic so that they are solved together for test generation. Given the 

precondition of the method under test, we first solve it with the Alloy Analyzer. The 

solution is concretized to a test input. Next, we execute the method on that input, observe 

its execution path, and build path conditions by negating the branch predicates in the 

execution path. We run the analyzer on a conjunction of the precondition and one of the 

generated path conditions. The solutions are translated into further test inputs, which 

exercise previously unexplored paths and trigger the next round of the test generation 

process. An iterative execution of this approach can systematically enumerate inputs that 

maximize code coverage. 
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Experiments using a variety of data structure implementations from the Java 

libraries show that our framework generates significantly smaller test suites (while 

maximizing coverage) than those generated by previous specification-based approaches 

1.2.2 Scope Bounded Static Checking 

Scope-bounded static checking [9][19][21][30][40][51], i.e., systematic checking 

for a bounded state-space, using off-the-shelf solvers [24][58][69], is becoming an 

increasingly popular methodology for software verification. The state-space is typically 

bounded using bounds (that are iteratively relaxed) on input size [9] and the length of 

execution paths [30]. 

While existing approaches that use off-the-shelf solvers have been used 

effectively for finding bugs, scalability remains a challenging problem. These approaches 

have a basic limitation: they require translating the bounded code segment of the entire 

program into one input formula for the solver, which solves the complete formula. Due to 

the inherent complexity of typical analyses, many times solvers do not terminate in a 

desired amount of time. When a solver times out, e.g., fails to find a counterexample, 

typically there is no information about the likely correctness of the program checked or 

the coverage of the analysis completed. 

This dissertation uses a divide-and-solve approach, where smaller segments of 

bounded code are translated and analyzed—even if the encoding or analysis of some 

segments time out, other segments can still be analyzed to generate useful results. Our 

insight is that bounded code segments, which can be viewed as a set of (possible) 

execution paths, naturally lend to incremental checking through a partitioning of the set, 

where each partition represents a sub-set of paths. The partitions can be checked 

independently, and thus the problem of scope-bounded checking for the given program 
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reduces to several sub-problems, where each sub-problem requires the constraint solver 

to check a less complex formula, thereby likely reducing the solver’s overall workload. 

We develop our approach in the context of the Alloy tool-set [46]—a lightweight 

formal method—and the Java programming language. The Alloy specification language 

is a first-order logic based on sets and relations.  The Alloy Analyzer [45] performs 

scope-bounded analysis for Alloy formulas using off-the-shelf SAT solvers.   

Previous work [21][23][49][99] developed translations for bounded execution 

fragments of Java code into Alloy’s relational logic. Given a procedure Proc in Java and 

its pre-condition Pre and post-condition Post in Alloy, the following formula is solved 

[49][99]: 

( )Pre translate Proc Post∧ ∧ ¬  

Given bounds on loop unrolling (and recursion depth), the translate() function 

translates the bounded code fragments of procedure Proc from Java into a first order 

logic formula. Using bounds on the number of objects of each class, the conjunction of 

translate(Proc) with Pre and Post is translated into a propositional formula. A SAT 

solver is then used to search solutions for the formula. A solution to this formula 

corresponds to a path in Proc that satisfies Pre but violates Post, i.e., a counterexample to 

the correctness property. 

In our view, the bounded execution fragment of a program that is checked 

represents a set of possible execution paths. Before translating the fragment into 

relational logic, our approach implicitly partitions the set of paths using partitioning 

strategies, which split the given program into several sub-programs—each representing a 

smaller bounded execution fragment—such that 

1

( ) ( )
n

i

i

path Proc path Sub
=

=∪  
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The function path(Proc) represents the set of paths for a bounded execution 

segment Proc. Sub1, …, Subn are sub-programs corresponding to path partitioning. To 

check the procedure Proc against the pre-condition Pre and the post-condition Post, we 

translate bounded execution fragment of each sub-program into a first order logic formula 

and check correctness separately:  

1( ){ ,  ...., ( )  }nPre translate Sub Post Pre translate Sub Post∧ ∧ ¬ ∧ ∧ ¬  

Thus, the problem of checking Proc is divided into sub-problems of checking 

smaller sub-programs, Sub1, …, Subn. Since the control-flow in each sub-program is less 

complex than the entire procedure, we expect the sub-problems to represent easier SAT 

problems. 

The key insight of our incremental approach is a “sliding rule” that allows 

controlling the complexity of the sub-formulas to check based on the capabilities of the 

underlying solvers. Since the complexity of the formulas comes from both control-flow 

and data-flow, we embody the sliding rule by control-flow based splitting and data-flow 

based splitting.  

In our control-flow based splitting strategy, with a given vertex in the control-

flow graph, we split the computation graph of the program into two sub-graphs: go-

through sub-graph and bypass sub-graph. The go-through sub-graph has all the paths that 

go through the vertex, and the bypass sub-graph has all the paths that bypass the vertex. 

We propose to use the number of branch statements as a heuristic to compute an analysis 

complexity metric of a program. To effectively divide the analysis complexity of a 

program, the heuristic selects a vertex so that the number of branch statements in each of 

the sub-programs is minimized. 

To improve scalability, we also developed a data-flow based splitting strategy. 

Given multiple definitions of a variable, we split the program into multiple sub-programs 
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to separate different definitions. The splitting leads to a reduction in the number of 

variables in the resulting formulas.  

To evaluate these incremental optimizations to scope-bounded static checking, we 

performed an evaluation with Java methods operating on complex data structures and a 

real world application. Experimental results show that both control-flow-based splitting 

and data-flow-based splitting can effectively divide the workload placed on backend 

constraint solvers and achieve significant speedup over traditional approaches. 

1.3 CONTRIBUTIONS 

To improve the effectiveness and efficiency of fault prediction and detection, this 

dissertation introduces semantic analysis. We performed two empirical studies to 

evaluate semantic impacts and interferences of source code changes in fault prediction. 

We also apply data-flow and control-flow analysis to optimize scope-bounded testing and 

checking. 

The dissertation’s specific contributions to change-based fault prediction are: 

• We demonstrate that semantic analysis is effective in predicting faults in short 

interval changes or large size changes.  

• We demonstrate that the precision of our semantic change analysis is affected 

by pointer analysis, variable renaming, and control-flow changes.  

• We demonstrate that semantic change analysis is also an efficient approach. 

Compared with the time used in compilation, the overhead of calculating 

change impacts and their overlap is relatively small.  

• Finally, our studies also exemplify how to mine software repositories rather 

than use artificial cases for rigorous experimental evaluations. 

This dissertation’s specific contributions to scope-bounded fault detection are: 
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• We develop a method for efficient scope-bounded test generation for desired 

level of code coverage. We combine a method’s precondition (a declarative 

formula in first-order logic) with path conditions derived from the method’s 

control-flow and use a SAT solver to generate test inputs. Compared with 

traditional scope-bounded testing, significantly fewer test cases are generated 

to achieve the same branch coverage. 

• Our approach enables incremental scope-bounded static checking by splitting 

the control-flow graph of a large program into smaller ones. By partitioning 

paths, the workload placed on backend constraint solvers is effectively 

reduced.  

• Finally, we optimize incremental scope-bounded static checking with data-

flows analysis. By separating different definitions of the same variable into 

different sub-programs, the complexity of the ensuing formulas is effectively 

reduced and the scalability of increment scope-bounded static checking is 

significantly increased. 

1.4 ORGANIZATION 

Empirical study of faults in semantic impact of source code change is described in 

Chapter 2 and the study of semantic interference between changes is presented in Chapter 

3. Chapter 4 describes efficient test generation for scope-bounded testing with control-

flow analysis. Chapter 5 describes incremental optimization to scope-bounded static 

checking by splitting a program into sub-programs with control-flow and data-flow 

analysis. Related work is discussed in Chapter 6. Conclusions are described in Chapter 7, 

and future works are discussed in Chapter 8. 
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Chapter 2:  Empirical Study of Semantic Impact of Changes 

Changes to source code have become a critical factor in fault predictions. Text or 

syntactic approaches have been widely used. Textual analysis focuses on changed text 

fragments, while syntactic analysis focuses on changed syntactic entities. Although both 

of them have demonstrated their advantages in experimental results, they only study code 

fragments modified during changes. Because of semantic dependencies within programs, 

we believe that code fragments impacted by changes are also helpful. Given a source 

code change, we identify its impact by program slicing along the variable def-use chains.  

To evaluate the effectiveness of change impact in fault detection and prediction, 

we compare impacted code with changed code according to size and fault density. Our 

experiment [85] on the change history of a successful industrial project shows that: fault 

density in changed and impacted fragments is higher than other areas; for large changes, 

their impacts have higher fault density than the changes themselves; interferences within 

the impact of a change contribute to the high fault density in large changes. Our study 

suggests that, like change itself, change impact is also a high priority indicator in fault 

prediction, especially for changes of large scales. 

This chapter is organized as follows. Section 2.1 illustrates the identification of 

semantic impact of a source code change. The context of our empirical study is described 

in Section 2.2. The study and its results are described in Section 2.3. Validities are 

discussed in Section 2.4. 
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2.1 SEMANTIC IMPACTS OF SOURCE CODE CHANGES 

To identify the impact of source code changes, we combine local data-flow 

analysis 1  and program slicing. Local data-flow analysis discloses the internal 

dependencies between semantic structures in a program, while program slicing identifies 

semantic structures impacted by changes. Figure 2.1 illustrates our semantic analysis of 

change impact.  

Figure 2.1: Semantic analysis of change: v1�v2 

Given two versions (the first is the original version, the second is the changed 

version), we first calculate the control flow graph for each version. From each control 

flow graph, we identify the dependencies based on variable definition and use. Each 

variable def-use pair is represented as a triple (var: def, use), where var is the variable on 

which the dependence is built, def is the line that defines variable var, and the use line 

uses the variable defined at def line. Dependences in version v1 are {(a: 1, 3), (b: 2, 4), 

(i: 3, 5), (j: 4, 5)}.  

                                                 
1“Local data-flow analysis” means we only analyze dependencies within the local context, not the transitive 
closure that includes all callee functions. See [93] for further clarification. 
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With the variable def-use dependency analysis on the two versions, the semantic 

impact of a change can be calculated by forward slicing from the changed lines. In this 

example, change v1�v2 modified Line 1 from “a = 0” to “a = 1”. According to the 

variable def-use chains, {(a: 1, 3), (i: 3, 5)}, Line 3 and 5 are impacted. So the semantic 

impact of change v1�v2 is {3, 5}. 

2.2 STUDY CONTEXT 

The data in this study comes from the change and version management history of 

the Office Automation (OA) subsystem in 5ESSTM, an ultra-large-scale, successful 

industrial project. 

The 5ESSTM change history has been widely used for various studies, such as 

inferring change effort from a configuration management database [36], automatically 

extracting reasons for changes [65], studying the semantic impact of parallel changes [74] 

and small changes [75]. Such a widely used data source increases the content validity of 

our study.  

2.2.1 Change and Version Management Repositories 

In 5ESSTM, changes are managed in a layered hierarchy (Figure 2.2): Feature, 

Initial Modification Request (IMR), Modification Request (MR) and delta. A feature is 

the fundamental unit of extension to the system. Each feature is implemented by a set of 

IMRs that represent problems to be solved. An IMR is a change for fixing a fault, 

perfecting or improving some aspect of the system, or adding new features to the system. 

In 5ESSTM, IMRs are recorded in the IMR Tracking System (IMRTS).  

Each IMR is implemented by one or more MRs. Each MR represents a solution, 

or part of a solution, to an IMR’s problem. An MR is usually owned by one developer 

and can represent all or part of the developer’s contribution to the solution to an IMR. 
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Information about MRs is kept in an ECMS [97] database. For each MR, the ECMS 

records the data such as the date it was opened and closed, its developer, and a short text 

abstract of the change purpose.  

Figure 2.2: Change and version management repositories of 5ESSTM 

In the context of an MR, every change made to a file was recorded as a delta in 

SCCS [78]. A delta records the actual lines added or deleted in a file. For each delta, the 

ECMS also record its date, the developer, and the MR it belongs to.  

Data used in this study are: the lines added or deleted on source code files and the 

purpose for the changes. These data can be retrieved from the ECMS and SCCS systems.  
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2.2.2 Change Classification 

Changes can be classified according to the purpose of the change. In our study, 

the purpose-based classification of MRs was derived from the work by Mockus and Votta 

[65]. They classified MRs according to the keywords in the textual abstract of a change. 

For example, if keywords like “fix,” “bug,” “error,” and “fail” were present, the change 

was classified as corrective. There are four classes of changes: 

• Inspection changes: found in code inspections. 

• Perfective changes: changes to improve performance, make a piece of code 

more maintainable, or generally improve the quality of the code.  

• Adaptive changes: changes to add new features and functionality into the 

system. 

• Corrective change: changes to fix faults. 

Given a change, its class is the class of the MR it belongs to. For example, a 

Corrective MR represents one fault and all the changes belonging to a Corrective MR are 

Corrective changes for that fault. In this study, Corrective changes are used to identify 

faults.  

2.3 STUDIES AND RESULTS 

To address the three questions mentioned in Section 1.1.1, we propose three 

hypotheses: 

1) H1: Larger changes impact more lines than smaller changes; 

2) H2: Larger changes have a lower impact size to change size ratio than 

smaller changes; 

3) H3: With respect to fault density of impacted code, larger changes have a 

higher density than smaller changes; but with respect to fault density of 

changed code, larger changes have a lower density than smaller changes. 
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Fault density of changed or impacted code is higher than that of the code 

fragments that are neither changed nor impacted by changes. 

2.3.1 Constructs 

To evaluate these three hypotheses, we need to define constructs to represent 

change, change impact, and fault. 

Change: Change has different meanings in different contexts. In this study, 

change is represented as the difference in lines between the old version and the new 

version. Given a change, change size is the number of the lines added, deleted, and 

modified in the change. Since the SCCS system only records the number of lines inserted 

or deleted during a change, modifications to existing lines are tracked as old lines being 

replaced by new lines (delete and insert). We use the maximum of added or deleted lines 

as change size. 

Change impact: Given a change, its impact is represented as the lines that have 

local data dependencies on changed lines. According to the variable def-use chains, the 

impact of a change is identified by forward slicing from the changed lines. Impact size is 

the number of lines in a change impact.  

Fault: A fault is the collection of all lines changed in a Corrective type change. 

2.3.2 Studies 

In this study, 273 changes were sampled from four modules in the 5ESSTM change 

repository. The size of each version is around 1000 lines. All the changes are classified 

into seven groups according to change size. For all groups, their distributions of different 

change purposes (adaptive, corrective, and perfective) are very similar. 
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To evaluate the three hypotheses, we performed three studies to compare these 

groups according to following three metrics: impact size, ratio of impact size to change 

size, and fault density. 

2.3.2.1 Impact Size 

According to the sampled changes and their impacts, Figure 2.3 shows the 

distribution of impact size for each group. The x-axis is change size, and the y-axis is 

impact size. For each group, the vertical line is the box-plot representation of the 

distribution of impact size within that change-size group. On each vertical line, the box 

shows the central 50% of the distribution. The upper and lower ends of the box mark the 

upper and lower quartiles. The bold dot shows the mean of the distribution. The solid 

horizontal line in the box shows the median of the distribution. The dashed vertical lines 

attached to the box indicate the tails of the distribution. The vertical lines above and 

below the box are the maximum and minimum. This figure shows that, with the increase 

of the change size, the change impact size also increases accordingly. For small changes 

that modified fewer than five lines, the median and mean of their impact size are 0 and 

2.587413. For large changes modifying more than 100 lines, the median and mean of 

their impact increase to 42 and 60.5. 

For all sampled changes, statistical analysis on their change size and impact size 

shows that they are strongly correlated. Their correlation coefficient is R = 0.75, with a 

very high significance p <= 3.24e-48. In the t-test for the significance of the coefficient, 

t = 18.76 with Degrees of Freedom = 271. 

The results from statistical analysis and Figure 2.3 support hypothesis H1: large 

changes impact more lines than small changes.  
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This result supports a previous study of small changes [75]. In the change history 

of this subsystem of 5ESSTM, less than 4% of small (one-line) changes result in faults. 

According to the result from H1, impacts of small changes are also small. Because there 

is little effect on the semantics of the program, small changes are not likely to introduce 

faults. 

Figure 2.3: Distribution of impact size of sampled changes 

2.3.2.2 Ratio of Impact Size to Change Size 

For each group, we also calculate the ratio of impact size to change size. Figure 

2.4 illustrates the results. The x-axis is the change size, and the y-axis is the ratio of 

impact size to change size. The x and y coordinate of each point represents the average of 

change size and ratio for each group. The trend shows that, with the increase of change 

size, the ratio goes down quickly. For changes less than 10 lines, their impact size is 

larger than change size. For changes around 70 lines, the impact size is only half the 
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change size. Statistical analysis shows a nearly linear relation between change size (on a 

logarithmtic scale) and the ratio of impact size to change size. Their correlation 

coefficient is R = -0.951, p <= 0.00103. In the t-test for the significance of the coefficient, 

t = 6.874 with Degrees of Freedom = 5  
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Figure 2.4: Ratio of impact size to change size 

The results of our statistical analysis and Figure 2.4 support hypothesis H2: Large 

changes have lower impact size to change size ratio than small changes. The relatively 

small impact size suggests that, to detect or predict faults in large changes, checking the 

change impact is cheaper than checking the change itself. 

This result also discloses the internal interference phenomena of large changes. 

For a large change, the impacts of different changed lines highly overlap with each other. 

In a program, a change on one line usually touches at least one variable def-use chain. 

With the increase of change size, more and more variable def-use chains are touched. 

However, the size of change impact, the union of all lines in all touched variable def-use 



 23 

chains, increases very slowly. For changes less than 5 lines, the impact size is larger than 

change size, and their impact-change ratio is 1.47. For changes less than 100 lines and 

greater than 50 lines, the impact size is much smaller than change size; their ratio is only 

0.49. With the increase on change size, more and more lines are shared by the impacts of 

different changed lines. Since more and more affected variable def-use chains overlap or 

converge, their interference degree becomes higher and higher. According to the trend in 

Figure 2.4, the interference within large changes is very significant.  

2.3.2.3 Fault Density 

To evaluate the effectiveness of change impact in fault prediction, we compare 

the fault density in impacted code with changed code across the seven groups. 

Identify Fault in Change, Impact and Other Parts 

To find faults introduced by a change, we search for Corrective MRs subsequent 

(in time) to this change in ECMS. Then, in SCCS, we identify faults as the code 

fragments changed in deltas belong to these Corrective MRs. 

Given a change, whether Corrective or not, we divide it into two sets of source 

code lines: added lines and deleted lines. Modified lines can be defined as added new 

lines and removed old lines.  

For a Change c: vi� vj, 

Added-lines(c) = {Line n | Line n exist in version vj but not in version vi}; 

Deleted-lines(c) = {Line n | Line n exist in version vi but not in version vj}; 

Impacted-lines(c) = {Line n | Line n in version vj and Line n in forward slicing of 

change c}.  

Other-lines(c) = {Line n | Line n in version vj} ─ Added-lines(c) ─ Impacted-

lines(c). 
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Given a Change c and a subsequent Corrective MR m, the fault in change, its 

impact, and other parts are defined as following: 

Change-Fault-Match(c, m) = Added-lines(c) ∩ Deleted-lines(m). 

Impact-Fault-Match(c, m) = Impacted-lines(c) ∩ Deleted-lines(m). 

Other-Fault-Match(c, m) = Other-lines(c) ∩ Deleted-lines(m). 

The intersections are calculated by textual matching source code lines.  

If Change-Fault-Match(c, m) ≠ Ø, a fault is found in Change c. Fault in change 

impact or other parts are identified in the similar way. Note that we do not capture faults 

of omission (that is, faults that are corrected only by adding lines); deleted lines represent 

changes to fix faults. 

Compare Fault Density of Change, Impact and Other Parts 

Given a version in a change, the source code can be partitioned into three parts: 

change, impact and other parts. For each part, we calculate its fault density. For each 

change, the ratio of fault size to impact size is the fault density of the impact; the ratio of 

fault size to change size is the fault density of the change itself; the ratio of fault size to 

the size of these code fragments is the fault density of other parts. 

Figure 2.5 illustrates the fault density of change impact and change itself 

according to size groups. The x-axis is the change size, while the y-axis is fault density. 

With the increase of change size, the fault density in change impact increases and fault 

density in change itself decreases. For changes less than 5 lines, their average change size 

is 1.5 lines and the fault density in their change impact is only 3.7%, while fault density 

in change itself is about 9.1%. For changes less than 100 lines and greater than 50 lines, 

their average change size is 70 lines. Their fault density in change impact increases to 

7.1%. But the fault density in change itself drops to 4.6%. 
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Figure 2.5 also shows that, although the fault density in change and its impact 

varies according to change size, both of them are higher than fault density parts that are 

not changed or impacted. For all change groups, the fault densities in other parts are 

always around 4%. It is roughly equal to the lowest fault density of changed or impacted 

code of all change size groups. 

We performed statistical analysis on the correlation between change size (on a 

logarithmic scale) and the ratio of impact fault density to change fault density. Their 

correlation coefficient is R = 0.92, p <= 0.003339. In the t-test for the significance of the 

coefficient, t = 5.351 with Degrees of Freedom = 5 
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Figure 2.5: Fault density in change and impact 

The results of our statistical analysis and Figure 2.5 support hypothesis H3: for 

fault density in change impacts, large changes are higher than small changes; but for fault 

density in the change themselves, large changes are lower than small changes. The high 
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fault density in change impact suggests that, to detect or predict faults in large changes, 

checking the change impact is more effective than checking the change itself. 

Combining hypothesis H2 and H3, we come to a conclusion: change impacts can 

be complementary to changes themselves in detecting or predicting faults. For large 

changes, checking change impact is efficient because of its relatively small size and high 

density; for small changes, checking the change themselves is more efficient. Checking 

changes or their impacts is more efficient than checking other parts. 

2.3.3 Result Analysis 

Our study shows that large changes are dangerous, not only because of the large 

change scope, but also for the high fault density in their impacts. It is more severe in that 

change impacts are not as easily identified as changes themselves. 

Because of the high internal interference found in impacts of large changes, we 

suggest that internal interference contributes to the fault density of change impact. In a 

large change, modified lines are distributed across a large scope and their impacts highly 

overlap with each other. It is difficult for a developer to identify all of the impacts and 

their high degree of interference.  

Statistical analysis on the relation between internal interference and fault density 

in change impact also supports our suggestion. We use the ratio of change size to impact 

size as the metric for internal interference. A larger ratio value means higher internal 

interference. Figure 2.6 shows this result. The x-axis is the ratio of change size to impact 

size, and the y-axis is the fault density in change impact. The x and y coordinate of each 

point represents the average of change-impact ratio and fault density of each group. The 

trend shows that, with increasing change-impact ratio (interference), the fault density in 

change impact increases. For low interference where the ratio is 0.67, the fault density is 

less than 4%. For high interference where the ratio is 3.6, the fault density is almost 8%. 
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The correlation analysis between change-impact ratio and fault density shows that their 

correlation coefficient is R = 0.877, p <= 0.01149. In t-test for the significance of the 

coefficient, t = 4.081, with Degrees of Freedom = 5.  

There might be multiple reasons for large change with small impact. For example, 

for a larger size change, its impact, which is a subset of the unchanged code fragment, is 

likely to be smaller because we only analyze change and its impact locally, within a 

function. However, whatever the actual reason is, the high ratio between change size to 

impact size indicates that large changes are more dangerous than expected. 

Figure 2.6: Internal interference and fault density in change impacts 

2.4 VALIDITY ANALYSIS 

To analyze the soundness of this experiment, we discuss its construct, internal, 

and external validity. 

0%

1%

2%

3%

4%

5%

6%

7%

8%

9%

0 0.5 1 1.5 2 2.5 3 3.5 4

change size/impact size

fa
u

lt
 d

e
n

s
it

y
 i

n
 c

h
a

n
g

e
 i

m
p

a
c

t 
  

 

 



 28 

Construct validity concerns in our studies center around the identification of 

changes and faults. In this experiment, changes are identified by textual comparison and 

change impacts are identified by program slicing along the variable def-use chains. Both 

of them are widely used constructs in program analysis. Identification of changes by 

textual comparison can introduce false positives. For example, breaking a statement from 

one line into two lines is a change according to text comparison. But such changes have 

no syntactic or semantic affect. However, we found such changes often when we 

manually checked our change impact analysis results. Faults are identified by the MR 

classification tools [65] with reasonable reliability. Previous studies [74][75] showed that 

such classification is reasonable.  

The data used in our study comes from a real industrial project and can be 

considered completely reliable. All the data in our study comes from an original history 

without any artificial instrumentation or modification.  

Our fault identification approach might introduce some noise. If a fault is found in 

the impact of a change, the faulty code should also match at least one line in the previous 

change that introduced the faulty code into code base. One fault is counted twice, one in 

change and one in change impact. Another source of noise is that a fault in the impact of 

a change may not be directly related to this change. We believe that this is unlikely as 

corrective MRs are written only for single faults. 

To improve accuracy, we group multiple changes that belong to the same MR into 

to one change while matching with Corrective MRs. Grouping changes according to their 

MR is reasonable because an MR is a logical group of changes made by one developer to 

solve one task (or in the case of corrective MRs, one fault). 

Although the faults found in the impact of a change maybe not directly be related 

to this change, it is still worth checking change impact. First, fault density in change 
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impact is high and it is almost impossible for a developer to check all previous changes 

while submitting a new change. Second, change impact is helpful to find change 

interference. If a piece of code added by one change was impacted by another change, the 

two changes interfere with each other. Our previous study [82] shows that such 

interferences between changes are important in predicting potential faults. 

With respect to internal validity, we believe that our results are consistent with 

our previous studies. For the semantic impact of changes, one would intuitively expect 

that small changes usually touch few semantic entities and affect only a small part of a 

program. In this study, the statistical analysis of correlation coefficients, significant 

levels, and t-tests shows a strong correlation between change size and change impact size. 

The matching between change impact and faults has already been successfully used in the 

previous study of change interference [82]. These consistencies are strong support for the 

internal validity. Thus, we do not believe there are alternative explanations for our 

results. 

Although our study is based on the history data in a pessimistic version control 

system, SCCS, this approach can be easily extended to optimistic version control 

systems, such as Concurrent Versions System (CVS), which is widely used in open 

source projects. CVS can supply the same kinds of data as SCCS for our change impact 

analysis algorithm.  

A threat to the validity of our study is that 5ESS is a very large-scale, real-time 

project with a large number of developers who are geographically distributed. We argue, 

however, that the subsystem we studied is perhaps by itself more representative of a 

typical large project. It is developed with programming languages (C and C++) under a 

UNIX environment. Both of them are very common in software developments. For a 
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large project like 5ESSTM, well-trained developers and well-organized development 

processes, organization, and management are required. 

Replicating our study is not difficult under other change or version management 

systems. This study needs two kinds of data: versions and delta information (lines added, 

deleted or changed) and change classification. Our data comes from two repositories: the 

version management system (SCCS) and the change management system (ECMS). Like 

SCCS current version management systems such as CVS and Subversion can support 

versions and delta information. To classify change according to purposes, the text 

explanations of current version management systems can be used. The automatic 

classification approach in Mockus and Votta [65] can also be applied on these new 

version management systems. A widely used tracking system, such as BugZilla, can also 

be used to classify changes, especially the corrective changes for bug-fixing. In our study, 

the classification is based on MRs, a group of changes made together for a same purpose. 

Although MRs are not supported in CVS or Subversion, there are still other approaches 

to group changes. Subversion supports change transactions. Although CVS does not 

support transactions, other effective approaches, such as sliding windows, have been used 

to identify transactions. With the help from current version and change management 

systems, our study can be easily replicated. 
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Chapter 3:  Empirical Study of Semantic Change Interferences 

Parallel development has become a common phenomenon in the development of 

large-scale software systems. Multiple developers work on the same module or program 

at the same time. The need for parallel development has come about for a variety of 

reasons: 

• the size of the software systems are too large, 

• time to market brings pressure to develop new features or new products in a 

very short time, 

• code ownership management is too expensive, 

• globalization of software development is increasing, and 

• developers are increasingly geographically distributed. 

While parallel development increases productivity, it also causes problems. When 

developers work in parallel, it is likely that their changes may unintentionally interfere 

with each other. 

Previous work [73] [74] delineated the phenomena of, and the problems related 

to, parallel changes. In a subsystem of Lucent Technologies’ 5ESSTM Telephone 

Switching System, high degrees of parallelism happened at multiple levels. To disclose 

the relationship between parallel changes and faults, we studied prima facie conflicts at 

the textual level, checking the overlap between the lines changed by different developers. 

We found two important results: 

1) 3% of the changes made within 24 hours by different developers 

physically overlapped each others’ changes. 

2) There was a linear correlation between the degree of parallelism and the 

likelihood of a defect in the changes.  
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Since only few change conflicts were detected at the textual or syntactic level, we 

believe that there are more conflicts at the semantic level.  

3.1 SEMANTIC INTERFERENCE DETECTION ALGORITHM  

To detect change interferences at the semantic level, we combine data dependency 

analysis and program slicing [92] [93]. Data dependency analysis discloses the semantic 

structure of the program, while program slicing identifies semantic structures impacted 

by changes. A semantic interference is found if there is overlap between the impacted 

parts of the two changes. 

To evaluate the semantic interference detection algorithm in fault prediction, we 

implement a lightweight static analyzer, SCA. SCA only focuses on the local data flow 

dependencies related to variable def-use pairs.  

Given two changes to be checked, SCA calculates the impact of each change 

according to the variable def-use dependencies. (The details of identifying semantic 

impact of a change have been discussed in Section 2.1.) After mapping the impacted 

fragments of the two changes into the final version, we determine their interference by 

checking their overlaps.  

Figure 3.1 illustrates the semantic interference detection algorithm. Given two 

adjacent changes:  v1�v2 and v2�v3, their semantic interference is detected in the 

following four steps: 

1) For each version, calculate the data dependency by identifying the variable 

def-use pairs. In this example, dependency in v1 is {(a: 1, 3), (b: 2, 4), (i: 3, 5), (j: 4, 

5)}; dependency in v2 is {(a: 1, 3), (b: 2, 4), (i: 3, 5), (j: 4, 5)}, and dependency in 

version v3 is {(a: 1, 3), (b: 2, 4), (i: 3, 5), (j: 4, 5)}; 

2) For each change, identify the changed lines. In change v1�v2, Line 1 was 

changed, and in change v2�v3, Line 2 was changed;  
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3) Calculate the semantic impact of the two changes by forward slicing from 

the changed lines. So, Impact (v1�v2) = {3, 5} and Impact (v2�v3) = {4, 5}; 

4) Compare the impacted lines of the two changes. In this example, change 

(v1�v2) and (v2�v3) overlap on Line 5 and therefore have semantic interferences. 
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Figure 3.1: Semantic change interference detection 

3.2 STUDY CONTEXT  

In this study, the data repository from our previous study constitutes the base 

environment in which to evaluate our semantic interference detection algorithm.  

3.2.1 Change and Version Management Repositories 

This study is based on one of the 50 subsystems of 5ESSTM, a successful 

industrial project with high degrees of parallel changes. 5ESSTM is a telephone switch 

project developed by Lucent Technologies [62] and has about 100,000,000 lines of C and 

C++ code and another 100,000,000 lines in header files and makefiles. Its project 

structure (feature development) contributed to the high degree of parallel changes during 

the development process. In this subsystem, the number of developers reached 200 at its 
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peak and dropped to a low of 50. Two products, one for US and one for international 

customers, were developed separately although some files are common for both of them. 

The version and fault history data for our study comes from the change 

management system of 5ESSTM. In Lucent Technologies, the evolution of 5ESSTM is 

managed by a two-layered system: a change management layer, ECMS [97], to initiate 

and track changes to the product, and a configuration management layer, SCCS [78], to 

manage the versions of files needed to construct the appropriate configurations of the 

product.  

In 5ESSTM, the changes are recorded in a layered hierarchy: Feature, Initial 

Modification Request (IMR), Modification Request (MR) and delta. A feature is the 

fundamental unit of extension to the system, and each feature is composed of a set of 

IMRs that represent problems to be solved. All changes are handled by ECMS and are 

initiated using an IMR, which may have one or more MRs (each of which represents a 

solution, or part of a solution, to an IMR’s problem), whether the change is for fixing a 

fault, perfecting or improving some aspect of the system, or adding new features to the 

system. Each functionally distinct set of changes to the code made by a developer is 

recorded as an MR by ECMS. For each MR, there is a short abstract written by 

developers describe its purpose. Details about change management hierarchy are 

discussed in Section 2.2. 

When a change is made to a file in the context of an MR, SCCS keeps track of the 

actual lines added, changed, or deleted.  This set of changes is known as a delta.  For 

each delta, ECMS records its date, the developer who made it, and the MR to which it 

belongs. With ECMS and SCCS, we can get both the actual changes on the source code 

and the purpose for the changes. 
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SCCS is a pessimistic version control system. At a given time only one developer 

can check out and modify a program. Changes representing different MRs are often 

interleaved with each other, providing a sequential set of changes but which represent 

logically parallel changes. We extend our definition of logically parallel changes further 

to include those changes made independently and committed by different developers 

within a short time interval. 

3.2.2 Parallel Change Studies on the Repository 

We chose this 5ESSTM subsystem to evaluate our semantic conflict analyzer 

(SCA). Previous study [74] on this 5ESSTM subsystem found that: 

• There are multiple levels of parallel development. Each day, there is ongoing 

work on multiple MRs by different developers solving different IMRs 

belonging to different features within different releases of two similar 

products aimed at distinct markets. 

• Activities within each of these levels cut across common files. 12.5% of all 

deltas are made by different developers to the same files within a day of each 

other, and some of these deltas interfere with each other. 

• Over the interval of a particular release, the number of files changed by 

multiple MRs is 60% that are concurrent with respect to that release.  These 

parallel MRs may result in interfering changes – though we would expect the 

degree of awareness of the implications of these changes to be higher than 

those made within one day of each other. 

Furthermore, previous study also found that there is a significant correlation 

between files with a high degree of parallel development and the number of faults. High 

degrees of parallel changes tend to have more faults. The analysis of variance strongly 
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indicates that, even accounting for the faults correlated with lifetime, size and numbers of 

deltas, parallel changes were a significant factor (p < .0001). 

Since high degrees of parallel changes and a direct correlation between parallel 

changes and faults were found in this repository, we believe that this repository serves 

well to adequately evaluate the utility and effectiveness of the methods, techniques and 

tools that detect interference between parallel changes. 

Change interferences have been studied at a textual level [73][74]. However, only 

3% of the deltas made within 24 hours by different developers physically overlap 

another’s change. The ineffectiveness of textual conflict detection is one of the major 

reasons to develop a semantic level interference detection algorithm and conduct 

empirical studies of its effectiveness using industrial/historical data.  

3.2.2 Implementation Issues 

In [92][93], semantic interference was discussed between adjacent versions and 

between non-adjacent versions In this study, we implemented and evaluated using 

adjacent analysis. Non-adjacent analysis needs an extra assumption: the second change 

should start from a tested and accepted version. According to our knowledge about the 

5ESSTM history, this is difficult to guarantee and may not be feasible in practice. To make 

our study as sound as possible, we used adjacent analysis, which does not require that 

assumption.  

From an analysis on the 5ESSTM code as well as our personal industrial 

experience, it is clear that industrial projects make significant use of pointers. Because of 

this we extended our interference analysis one step further to that of de-referenced 

variables. We consider this still to be a form of “direct” semantic interference because we 

are not doing pointer analysis as such but still focusing on def-use pairs to determine 
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interference. Given the efficiency of local analysis and the avoidance of pointer analyses, 

we believe it is a useful trade-off.  The results of our study support that claim. 

The implementation of the data dependency calculation and program slicing is 

based on GrammaTech’s CodeSurfer [34]. For pointer analysis, we select CodeSurfer’s 

option that distinguishes individual fields in a referenced structure. This will use the most 

precise pointer analysis Codesurfer offers. The C compiler is Visual C++ 6.0.  

The C language used in 5ESSTM does not conform to ANSI C. Among other 

things, the macro “#feature” is not supported by standard C compilers. Thus we made 

textual changes to the source so that the program could be compiled by Visual C++. Our 

preprocessing does not change the semantics of the studied programs. 

The study is done on a Pentium III 800MHz PC with 256M RAM and Microsoft 

Windows 2000. 

3.3 STUDIES AND RESULTS  

From the observation and implications from the previous study, we propose three 

hypotheses in this evaluation: 

• H1: semantic interference is more likely in higher degrees of parallel changes. 

• H2: semantic interference is closely related to faults in the presence of high 

degrees of parallel changes. 

• H3: semantic interference detection is light-weight and efficient.  

We prepared three sets of changes that represent these different degrees of 

parallelism. We ran the semantic conflict analyzer on each set. We compared the results 

from the three sets to evaluate the effectiveness of the detection algorithm on different 

degrees of parallel changes. We also estimated the overhead by considering the execution 

time consumed in running the analyzer. 
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Our study has five steps. We introduce the results and their analyses according to 

those steps. 

3.3.1 Samples with Different Degree of Parallelism 

In this step, we prepared changes to be studied. To supply changes of differing 

degrees of parallelism, we constructed three equivalent sets of parallel changes from the 

change and version histories:  

1) For the control set, we randomly selected versions that have no parallel 

changes with respect to a particular release, that is, the interval between 

the versions are so long—greater than 1 month—that they cannot be 

viewed as a parallel changes. 

2) For the low degree of parallelism set, we randomly selected versions that 

are logically parallel with a reasonable interval of time (from 1 week to 1 

month).  In this case, we claim the developers have sufficient time to 

understand the implications of the changes made by others.  

3) For the high degree of parallelism set, we randomly selected versions that 

are logically parallel with a very short interval time—less than 1 week. In 

this case, it is difficult, we claim, for the developers to fully understand the 

changes made by others in such a short time. 

To maximize internal validity, we sample versions for the three sets with nearly 

identical distribution of different change purposes (adaptive, corrective, and perfective), 

average size of changes (in number of changed lines), and average size of the source file 

(in lines of code, LOC). For the sampled versions in the three sets, the composition of the 

three sets is shown in Figure 3.2. In the High, Low and Control set, the composition of 

perfective changes, corrective changes and adaptive changes are very similar. The 

average size of changes and average size of the source file are shown in Figure 3.3. The 
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size of changes is in LOC (Line Of Code) and the size of file is in KLOC (Kilo- Lines Of 

Code). The size of changes and files are similar for High, Low and Control sets. 

 

Figure 3.2: Distribution of change purposes. 

Figure 3.3: The average size of changed lines and files. 
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Table 3.1: Detected semantic interferences. 

3.3.2 Semantic Interference Identification 

In each set of parallel versions, we run SCA to detect the semantic interference 

between versions. The results are in Table 3.1.  

To quantify the relationship between semantic interference and parallelism, we 

calculate the Density of Interference and the Frequency of Change for each set.  

Density of Interference = detected interferences/ # of versions; 

Frequency of Change = 1 / average interval time of the changes. 

The result in Figure 3.4 shows that the Density of Interferences increases 

according to the increase of the Frequency of Changes. The x-axis is the frequency of 

changes in changes per-day, and the y-axis is the density of interference in interferences 

per-version. This supports Hypotheses 1: semantic interference is more likely where there 

are high degrees of parallelism. This result is congruent with our earlier findings in with 

respect to the degree of concurrency and the likelihood of faults [73][74]. 

This result also supports for our belief that more conflicts happened at the 

semantic level than at the textual level. In the previous study, in high degree parallel 

changes, only 3% interference can be detected in the textual level. The results in Table 

3.1 show that, compared with textual interference, semantic level analysis can disclose 

significantly more interference than the textual analysis. 

 

Set Versions Interference versions Avg. change interval  (days) 

High  46 19 2.3 
Low 27 8 18.4 

Control 17 2 265.1 
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Figure 3.4: Density of interference and frequency of changes. 

3.3.3 Fault Identification 

Semantic interference by itself does not indicate a fault. The interference might 

well be intended to correct a fault or to add new processing. It is unintended interference 

that is likely to represent a fault. Using semantic interference as a predictor of faults, 

some interferences represent faults while others do not (i.e., are false positives). The 

critical part of this experiment is to evaluate the effectiveness of the semantic interference 

in fault prediction. 

We use the code fragments that are changed in Corrective MRs to represent faults. 

For each set of parallel versions (each with its set of semantic interferences), we first 

mine the change management history to look for Corrective MRs subsequent to and 

dependent on these versions with interference. Then we mine the version management 

system to get the changed code fragments in these Corrective MRs. We note that 

regression analysis of our data indicates the results are significant (p < .001). 
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3.3.4 Effectiveness Evaluation of Semantic Interference Detection  

The effectiveness of the detection algorithm is based on the match between 

semantic interference and faulty code. We checked the accuracy of the predictions by 

checking the defect MRs written against those versions with interference. We also 

studied the semantic properties of our evaluation results. We divide the evaluation into 

two sections:  1) where SCA detects semantic interference and there is a fault, and 2) 

SCA detects interference and there is no fault, or where there is a fault but no detected 

interference. 

3.3.4.1 Match: Semantic Interference and Faults 

 For each of the three sets, we compare the semantic interference fragments 

obtained in Section 3.3.2 with the faulty code fragments determined in Section 3.3.3. We 

classify the results into three groups: 

• Hit - detected interferences found in faulty code fragments; 

• False positive – detected interferences that have no faulty code fragments 

associated with them; 

• Miss – faulty code fragments that have no detected interferences associated 

with them. 

Table 3.2 shows the results of matching semantic interferences with faults. To 

compare SCA’s effectiveness in the three sets, we calculate the Density of Fault 

(=Fault-related changes / # of versions) and the hit ratio (= Hits / Interferences) for each 

of the three sets. Figure 3.5 shows that the hit ratio in high degree parallel changes is 

much higher than that in low degree parallel changes, although their fault density is very 

similar. 
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Table 3.2: Match semantic interference with faults 

Figure 3.5: Fault density and hit ratio of in the three sets. 

3.3.4.2 Analysis: False Positives and False Negatives 

Besides the comparisons above, we also analyzed the semantic properties of the 

hits, misses, and false positives groups in Table 3.2 according to the classification of 

errors found in [91]. 

1) In hit group where the detected interference is found in the faulty code, all 

the 10 matched interferences are non-pointer variable faults.   

<  i = pos_no;   

>  i = pos_no++;  
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In a more specific error classification, all of them are incorrect variable used 

faults. Eight of the 10 faults are path selection faults. This means an error in variable 

usages represents a fault in the computation where the program selected a wrong path. 

Two of the 10 are computation faults, which means the incorrect variable usage generates 

erroneous  outputs.  

2) In the false positive group, semantic interferences are detected but are not 

matched with any faults. Because the noise level is critical for a static analysis tool like 

SCA, we give a further classification of the 19 false positives: 

a) Eight of the 19 are variable or type renaming cases. For example,  

< quote_ptr->osps_aq.acronym[i] =msg_ptr-> text.my_mgacqs.htl_acrnym[i]; 

> quote_ptr->tsps_aq.acronym[i] = msg_ptr-> text.my_mgacqs.htl_acrnym[i]; 

b) Five of the 19 are fault-fixing cases 

This kind of semantic interference is intentionally introduced to fix a fault. 

c) Three of the 19 are false identification of changes. For example,   

< (CRoaddrtbl[cid.crindx]->ospsff & 0xfffffffe) | ((DMUNLONG) 1); 

>( CRoaddrtbl[cid.crindx]->ospsff & 0xfffffffe) | 

>          ((DMUNLONG)1); 

This kind false positive is an artifact of CodeSurfer and comes from the incorrect 

identification of same vertex in two versions. In this detection algorithm, the 

corresponding vertex in the two versions is identified by its type and the associated text. 

So, in the change above, we view the two statements as different, although only spaces 

were added in the second version. We did not use semantic equivalence evaluation as 

found in [108] because it is too expensive to compute in a real project. 

3) The miss group shows the fault-related versions that are invisible to our 

interference detection algorithm. There were 17 faults that were invisible, i.e., that were 
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undetected by SCA. We classify these invisible faults according to their semantic 

properties. This can guide users to utilize our interference detection approach in effective 

ways.   

a) Eight of the 17 are control flow faults.  

<  if ( i < 5) 

>  if ( i <= 5)  

Such a change has no impact on variable definition and use. So our interference 

detection algorithm cannot identify such faults that are related to control flow errors. 

b) Five of the 17 are faults related to pointer variables. 

We reviewed the sampled versions and found some pointer arithmetic operations 

changed the target objects of pointers. Such changes are ignored in our algorithm because 

Codesurfer assumes that pointer arithmetic will not change the pointer-to set.  

c) Four of the 17 are basically other faults.  

In summary, the match between semantic interferences and predicted faulty code 

supports Hypothesis H2. Moreover, the semantic analysis on false positives also confirms 

that SCA suffers the same problems as many other static analysis tools. If static analysis 

can give a more precise analysis than for the pointers, SCA can also give a more precise 

prediction of potential faults. 

3.3.5 Efficiency Evaluation of Semantic Interference Detection 

While evaluating the efficiency of SCA, we use the time used in calculating 

semantic interference as the overhead. In analyzing the semantic interference on the 

sample versions, the average time is about two minutes. In this overhead, 83% is spent on 

the program dependency analysis with CodeSurfer, and the time for the calculating and 

detecting interferences is even smaller.  The average time to compile the analyzed 
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version is 1.8 minutes. This result supports Hypothesis H3: semantic interference is a 

lightweight and efficient fault prediction approach.  

Based on these results, we can claim that the use of SCA is both effective and 

efficient and will aid developers in finding and fixing faults.  As soon as a developer 

finishes a new version, SCA can give instant feedback about conflicts. The immediate 

warnings can remind developers to check or fix faults in the new version while they are 

still familiar with what changes have been made in this new version as well as the reasons 

for making them. For the versions we studied, it is usually 150 days on average after the 

fault-inducing changes were made when they were found by various means such as 

testing, etc. The use of SCA will save the effort of having to rediscover or recall what 

was done 5 months earlier. 

3.4 VALIDITY ANALYSIS  

To analyze the soundness of this experiment, we discuss its construct, internal, 

and external validity.  

3.4.1 Construct Validity 

We focus on a specific and well-defined form of semantic interference between 

versions.  Given that there are multiple levels of parallelism in a large-scale 

development, we feel that our distinction between high, low and no degrees of 

parallelism is justified for this study evaluating the efficiency and effectiveness of our 

analyzer.  We also claim the delay time construct is well defined and justified: the time 

from the version commit until the opening of the fault MR. The problematic time 

construct is the fix time.  First, one should view that as a maximum possible time where 

only a portion of that time is actually spent finding and fixing the fault.  Second, only a 
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portion of the actual time is spent in finding the problem and rediscovery; it is this time 

that would be saved by our analyzer 

3.4.2 Internal Validity 

In evaluating the effectiveness and efficiency of the interference detection 

algorithm, we used the comparisons among sets of different degrees of parallelism. To 

filter out factors other than parallelism, we have checked the similarity among the sets in 

the distribution of changes of different purposes, the file sizes, the change sizes, and the 

density of fault-related changes.  We argue that the equivalence of these factors rules out 

confounding variables. 

We believe that our results are consistent with what one would intuitively expect 

about parallel changes and what is supported with our earlier studies: highly parallel 

changes do not allow time for developers to adequately understand the implications of 

changes, and hence programs are more prone to faults as a result of these changes.  Our 

current results are consistent with our earlier results: there is a significant correlation (p < 

.001) between the degrees of parallelism, semantic interferences and faults.  The new 

and interesting results here also agree with one’s intuition about adaptive changes: there 

are likely to be more interfering changes made to add new functionality than in correcting 

faults or improving existing functionality. 

3.4.3 External Validity 

Although our study is based on the history data in a pessimistic version control 

system, SCCS, this approach can be easily extended to optimistic version control system, 

such as Concurrent Versions System (CVS), which is widely used in open source 

projects. CVS can supply the same kinds of data as SCCS for our semantic interference 

detection algorithm. The only variation in the evaluation process is the use of non-
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adjacent versions of the interference detection algorithm. This is because, in CVS, the 

sequential order introduced by the check-in time in SCCS will not be valid.  

A threat to our study is that 5ESSTM is a very large-scale real-time project with a 

large number of developers, geographically distributed. We argue, however, that the 

subsystem we studied is perhaps by itself more representative of a typical large project. 

The critical factor, however, is the issue of parallel changes to the same files by different 

people, i.e., feature ownership rather than code ownership.  This form of development is 

becoming more prevalent, and this supports our claim for external validity. 
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Chapter 4:  Efficient Test Generation for Scope-bounded Testing 

Software testing, the most commonly used technique for validating the quality of 

software, is a labor intensive process, and typically accounts for about half the total cost 

of software development and maintenance [5]. Automating testing not only reduces the 

cost of producing software but also increases its reliability. 

Scope bounded testing is an effective technique for finding subtle faults in 

programs. Given a program, all (small) inputs up to a given bound on the input size are 

generated. Scope bounded testing make extensive use of specifications, e.g., to specify 

test inputs or test oracles (correctness criteria). In unit testing of object-oriented code, 

preconditions, which define constraints on legal method inputs, and postconditions, 

which define expected behavior and outputs, form an integral part of the specifications. 

TestEra [61] is a specification-based, scope-bounded testing framework for Java 

programs. TestEra provides efficient enumeration of structurally complex data structures 

according to given constraints. However, it does not generate a minimal test suite with 

respect to some code coverage metrics. A precondition only specifies a method’s 

expected inputs and not the method’s implementation details.  

We propose a novel framework, Whispec, which builds on TestEra and focuses 

on maximizing code coverage, thereby enabling a specification-based framework for 

scope-bounded testing. As in TestEra, Whispec requires the user to provide the method’s 

precondition as a declarative constraint. However, in contrast with TestEra, Whispec 

systematically integrates the precondition with the control flow of the method and 

generates test inputs that maximize code coverage. Insight of Whispec is the integration 

of preconditions and path conditions with relational logic so that they are solved together 

for test generation. 
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4.1 EXAMPLE  

This section presents a small illustrative example. Suppose we want to test the 

contains() method of the class IntList (which is based on 

java.util.LinkedList) shown in Figure 4.1.  

An object of IntList represents a doubly-linked list. The header field 

represents a sentinel node in the list. Objects of the inner class Entry represent list 

nodes. The field value represents the (primitive) integer data in a node. The field next 

points to the next node while the field prev pointes to the previous node in the list.  

The precondition for the method contains() is given in Alloy as a comment in 

the source code. This precondition specifies that the structure pointed to by the implicit 

input parameter, this, should be a valid doubly-linked list.  

The constraint ‘all e1, e2: this.header.*next | e1=e2.next <=> e2 = e1.prev’ defines the 

transpose relation between the next and prev fields. In Alloy, the operator‘.’ denotes 

the relational join/composition, ‘*’ denotes reflexive transitive closure, and ‘:’ denotes 

membership (mathematically, the subset relation). The expression ‘this.header.*next’ thus 

denotes the set of all nodes reachable from the header node of list this following 0 or 

more traversals along the next field. The quantifier all stands for universal 

quantification. ‘<=>’ denotes logical equivalence. This constraint specifies that, for every 

entry e1 and e2 in relation ‘this.header.*next, if e2.next = e1, e1.prev = e2’, and vice versa.  
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Figure 4.1: Class IntList (with contains() method). 

The constraint ‘all e : this.header.*next | some e.next && some e.prev’ defines the 

circularity of a list. For each entry e in relation ‘this.header.*next, e.prev’ and ‘e.next’ should 

also be an entry within the list.  The constraint ‘this.size = #(this.header.*next – this.header)’ 

defines the size of a list. The number of entries in the expression ‘this.header.*next’ 

minus one should equal the value of ‘this.size’. 

Given the precondition, we generate tests for contains() as follows. First, 

Whispec solves the precondition and translates a solution into a test input. Figure 4.2 
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shows an example input, which exercises the path P0: <25, 26, 27, 30, 26, 32> in 

contains(). P0 has three branch statements: 26, 27, and 26. Let symbols IntList_0 

and Int_0 represent the initial values of the input variable this and i. Then the three 

predicates in path P0 are: 

IntList_0.header.next != IntList_0.header  

Int_0 == IntList_0.header.next.value  

IntList_0.header.next.next != IntList_0.header 

Figure 4.2: A test generated from the precondition. 

For Path P0, the decision on the first predicate is true and the decision for each of 

the other two is false.  A conjunction of the predicates or their negations defines a path 

condition—an input that satisfies a path condition exercises that path. 

To generate inputs that take different paths, Whispec constructs new path 

conditions by changing the decisions on the predicates. The conjunction of a new path 

condition and the precondition is passed to a constraint solver, the Alloy Analyzer, and 

the solution it generates is concretized into a new input.  

In this example, we negate each of the three branch decisions in path P0 and 

construct three new path conditions (Table 4.1). To illustrate, the conjunction of 

path_condition_3 and the precondition generates a new input shown in Figure 4.3. This 
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input exercises a new path: <25, 26, 27, 30, 26, 27, 30, 26, 32>.  Continuing the 

exploration, Whispec generates four inputs that exercise all four paths in the method 

contains() (within one loop-unrolling). 

Table 4.1: New path conditions 

Figure 4.3: A test generated from precondition and path_condition_3. 

4.2 BACKGROUND 

In Whispec, all the constraints, the preconditions and path conditions, are 

specified in Alloy. Whispec uses the recently developed Kodkod model finder [95][96] to 

solve the constraints. In this section, we give a brief overview of Alloy and Kodkod. 

4.2.1 Alloy 

Alloy is a first-order declarative language based on sets and relations. The Alloy 

Analyzer is a tool for automatically analyzing models written in Alloy. The analyzer 

Path predicate_0 predicate_1 predicate_2 

Path P0 True False False 

path_condition_1 False   

path_condition_2 True True  

path_condition_3 True False True 

 

 



 54 

translates Alloy models into boolean formulas and uses off-the-shelf SAT technology to 

solve the formulas. The analyzer consists of: a front-end that parses Alloy models into an 

intermediate representation (IR), a set of optimizations on this IR, and a back-end that 

translates the IR into boolean formulas. 

Each Alloy model consists of data (i.e., several sets and relations), several facts 

(i.e., formulas that put constraints on the data) and an assertion (i.e., a formula to check 

on the data). These formulas can be structured using functions (i.e., parameterized 

formulas that can be invoked elsewhere), which the analyzer inlines into the facts and the 

assertion. Additionally, each analysis specifies a scope (i.e., a bound on the size of basic 

sets within which to check the formulas). The analyzer translates a conjunction of all 

facts and the negation of the assertion into a boolean formula such that the boolean 

formula has a solution if and only if there are some sets and relations that satisfy all the 

facts and the negation of the assertion (thus providing a counterexample for the 

assertion). 

Alloy is a relational language; every expression in Alloy denotes a relation (or a 

set in the case of a relation of arity one). Even scalars are represented as singleton sets. 

More details of the Alloy language are available elsewhere [46]. 

4.2.2 SAT 

Given a propositional formula over a set of boolean variables, the boolean 

Satisfiability Problem (SAT) asks whether there exists a variable assignment that makes 

the formula evaluate to true. SAT is a classical NP-Complete problem; therefore, it is 

unlikely that there is a polynomial algorithm for solving the SAT problem. However, due 

to its practical importance in areas such as theorem proving, formal verification, and AI 

planning, much research effort has been put into developing efficient algorithms for 

solving SAT problems. Although in the worst case these algorithms require exponential 
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time, in practice current state-of-the-art SAT solvers can often determine the satisfiability 

of boolean formulas with tens of thousands of variables in a reasonable amount of time 

[111]. 

Modern SAT solvers determine the satisfiability of a formula by systematically 

searching the entire boolean space of the formula. They typically require the input 

formula to be in the Conjunctive Normal Form (CNF), i.e., a conjunction of clauses, 

where each clause is a disjunction of literals. A literal is either a positive or negative 

occurrence of a boolean variable. Some recent SAT solvers can operate without the CNF 

requirement [29], but the Alloy Analyzer translates all formulas into CNF. 

4.2.3 Kodkod Model Finder 

Kodkod is the latest version of Alloy’s translation to SAT. Kodkod provides 

several new optimizations in the translation, as well as an API to construct Alloy models 

and to specify the scope, which consists of an upper bound and a lower bound for each 

relation. The upper bound specifies the tuples that a relation may contain and the lower 

bound specifies the tuples that the relation must contain. Whispec uses the Kodkod API 

to run the Alloy Analyzer. 

4.2.4 Symbolic Execution 

In Whispec, path conditions are generated by symbolic execution. Symbolic 

execution is a technique for executing a program on symbolic values [53]. There are two 

fundamental aspects of symbolic execution: (1) defining semantics to operations that are 

originally defined for concrete values and (2) maintaining a path condition for the current 

program path being executed—a path condition specifies necessary constraints on input 

variables that must be satisfied to execute the corresponding path. 
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Figure 4.4: An absolute value calculation program. 

As an example, consider a program (Figure 4.4) that returns the absolute value of 

its input.  

To symbolically execute this program, we consider its behavior on a primitive 

integer input, say I. We make no assumptions about the value of I (except what can be 

deduced from the type declaration). So, when we encounter a conditional statement, we 

consider both possible outcomes of the condition. To perform operations on symbols, we 

treat them algebraically, e.g., the statement on line 4 updates the value of result to be     

-1 * I. Of course, a tool for symbolic execution needs to modify the type of result to note 

updates involving symbols and to provide support for manipulating expressions, such as  

-1 * I. 

Symbolic execution of the above program explores the following two paths: 

Path 1, [I < 0]:  <2, 3, 4, 6> 

Path 2, [I >= 0]: <2, 3, 5, 6> 

Note that for each path that is explored, there is a corresponding path condition 

(shown in square brackets). While execution on a concrete input would have followed 

exactly one of these two paths, symbolic execution explores both. In general, symbolic 

execution can systematically explore all program paths up to a bounded path length. 

Tools that implement such exhaustive exploration often use iterated Depth First Search 

[30][32][81], where the search depth is iteratively increased, until a sufficiency criterion 
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for exploration has been met. However, in Whispec, we use Breadth First Search in order 

to cover different branches as early as possible. 

Figure 4.5: The Whispec Framework  

Figure 4.6: Whispec test generation algorithm 

4.3 FRAMEWORK 

Whispec is a novel framework for automatic test generation for Java programs. 

We built Whispec on top of a mini Java Virtual Machine, sJVM, to generate path 
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conditions and the Alloy Analyzer to solve the constraints from path conditions and 

preconditions. 

4.3.1 Framework Outline 

Figure 4.5 illustrates the main components of Whispec and Figure 4.6 gives an 

overview of the test generation algorithm. The inputs to the algorithm are the method 

under test and its precondition. Before running Whispec to generate tests, we instrument 

the method so that symbolic execution can be performed during the concrete execution.  

With the instrumented method and its precondition, Whispec generates tests in the 

following steps (Figure 4.6). First, we initialize the pcs, a list of path conditions, with 

only a special boolean formula, true (line 3), so that, in the first round execution of the 

while loop, the constraint solved by Alloy.solve() is only the precondition. Then we 

fetch a path condition from the pcs (line 5). With the Alloy Analyzer, we solve the 

conjunction of the precondition and the fetched path condition (line 6-7). A solution, 

sol, is concretized into a Java object, input (line 8). By running the method with the 

input, we get the new path conditions and add them into pcs (line 9). Next we fetch a 

path condition from pcs and start the next cycle of the test generation process. 

4.3.2 Path Condition Generation  

In the framework of Whispec, path conditions are a critical component. They are 

generated from the symbolic execution of the current test input and are used to generate 

new test cases. For a given path, the path condition is the conjunction of branch 

predicates that are required to hold for all the branches along the path 

4.3.2.1 Instrumentation  

In Whispec, path conditions are generated through symbolic execution [53]. 

Whispec implements symbolic execution through code instrumentation. Before running 
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Whispec, we instrument a method as follows. For each bytecode instruction in the 

original program, we add a bytecode sequence that performs the same operation on 

symbolic values. 

Table 4.2 illustrates the spirit of Whispec’s instrumentation. For most of the Java 

bytecode instructions in the original program, Whispec just instruments code to repeat the 

same operation on sJVM (Symbolic Java Virtual Machine). For example, in the original 

code, instruction aload_0 loads the local variable 0 onto the operand stack of JVM. In 

the instrumented code, we add an instruction, sJVM.exec_aload(0), to load the 

symbolic value of local variable 0  onto the operand stack of sJVM.  

The instrumentation on branch instructions requires additional code. In the last 

row of Table 4.2, we add extra code to save the predicate decision from concrete 

execution into a boolean variable bc. 

Table 4.2: Bytecode instrumentation 
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4.3.2.2 Symbolic Execution on sJVM 

sJVM, the execution engine of the instrumented code, is a mini Java Virtual 

Machine. To accurately emulate the concrete execution, sJVM has a very similar 

structure to a real JVM. 

To effectively represent concrete data values with symbols, we add a value field 

to symbols that representing primitive type values. For a class type value, the symbolic 

value has a fields_table which has the same fields as the class it represents.  

To emulate the heap in a real JVM, sJVM uses an array, symbolic_heap, to hold 

all the symbolic values. In sJVM, all symbolic values are referred by their index in the 

symbolic_heap. Corresponding to the frame stack in real JVM, frames in sJVM has a 

local_variable_table to keep symbolic values for local variables and an operand_stack to 

support evaluations on symbolic values. All the frames are kept in a frame_stack. When a 

method is invoked, a new stack frame is created and is put on the frame stack. When the 

callee method returns, the top frame is destroyed. 

With the heap and the frame stack, sJVM supports a subset of the instruction set 

of the real JVM. sJVM can execute most of the load and store instructions, integer 

arithmetic instructions, object creation and manipulation instructions, operand stack 

management instructions, control transfer instructions, method invocation and return 

instructions. 

4.3.2.2 Generation of New Path Conditions  

With the support from instrumentation and symbolic execution on sJVM, a path 

condition will be generated whenever a path is exercised.  

Given a path condition, Whispec invokes generatePathConditions() 

(Figure 4.7) to construct new path conditions for neighboring paths. For example, given a 
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path condition pc = {bp1, bp2, bp3,…, bpn} where bpi is a branch predicate along 

the path, Whispec could generate a set of new path conditions:  

{negate(bp1)},  

{bp1, negate(bp2)},  

{bp1, bp2, negate(bp3)},  

 …,  

{bp1, bp2, bp3, …, negate(bpn)}.  

Figure 4.7: Path condition generation algorithm 

In fact, Whispec does not negate all branch predicates, from bp1 to bpn. During 

our iterative test generation process, a predicate is likely to be visited multiple times. 

Switching back and forth on the same predicate will generate duplicate path conditions. 

To avoid it, we setup a parameter, level, to generatePathConditions(). In the path 

condition pc, only predicate bplevel+1, bplevel+2, …, bpn are negated to 

construct new path conditions.  
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Since all path conditions are kept in a FIFO queue, Whispec uses the BFS 

(Breadth First Search) strategy to explore the neighboring paths of the current execution 

path. BFS is efficient in path condition generation. During one round of test generation, 

Whispec usually generates multiple path conditions. For loop intensive programs, BFS 

tries to explore new branches as early as possible, rather than going through the same 

loop condition many times. In Whispec, most of the path conditions are generated from 

partial paths, not full paths that go from entry to exit. If the path is invalid, no effort will 

be spend on further exploration. This optimizes symbolic execution. To avoid visiting the 

same path twice, Whispec marks generated path conditions. With a given bound on the 

size of path condition, Whispec always terminates. 

4.3.3 Abstraction and Concretization 

In Whispec, the program under testing is in Java while the constraints are 

specified in Alloy. To translate between Java expressions and Alloy constraint 

specifications, we use a relational view of the heap [44]. During abstraction, the path 

conditions, specified with Java expressions, are translated into Alloy formulas. During 

concretization, the solution to the constraints will be translated back into concrete Java 

objects as test inputs. 

Table 4.3 illustrates the abstraction with the IntList class defined in Section 

4.1. The translation scheme is type-based. A Java class is mapped to an unary relation, in 

other words, a set. The fields of a class are translated to binary, functional relations that 

map objects of this class to the object of the target type. With the mapping from classes 

and their fields to relations, we can directly translate the logic expressions in predicates 

into Alloy logical expression.  

The solutions to the preconditions and path conditions are specified as a binding 

of relations to the tuples of a universe of atoms. We also use the IntList class defined 
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in Section 4.1 to illustrate how we concretize the solutions into Java inputs (Table 4.4). 

According to the mapping between Java and Alloy in the abstraction phase, we can 

translate the tuples of atoms back to objects and their fields. This is just the reverse of 

abstraction. For each relation representing a class, we construct a concrete object of that 

class for each atom in the tuple set bounded to the relation. For each relation representing 

the field of a class, we set the values to the corresponding objects’ fields. With the 

concretization of solutions, we construct new test cases to explore unvisited paths. 

Table 4.3: Abstraction 

Table 4.4: Concretization 

Java expression Alloy expression 

Class:  
IntList, Entry  

Unary relation:  
list, entry  

Variable: 
so1, so2 

Singleton unary relation: 
r_so1, r_so2 

Field: 
next, prev 

Binary relation: 
next, prev 

Logic expression:  
so1 > so2  

Logic expression:  
r_so1.value > r_so2.value 

 

Alloy solution Java data structure 

Unary relation:  
entry =  
[[a1],[a2],[a3]] 

Instance:  
Entry  
e1 = new Entry(), 
e2 = new Entry(),   
e3 = new Entry(); 

Binary relation:  
next =  
[[a1, a2], [a2, a3]]  

Field value:  
e1.next = e2; 
e2.next = e3; 

 



 64 

4.4 EXPERIMENT 

To evaluate the effectiveness of Whispec, we run tests on some methods of Java 

classes: LinkedList, TreeMap, and BinarySearchTree. LinkedList implements 

doubly-linked circular lists in the Java Collections Framework. Each list has a size field 

and a header node, which is a sentinel node. TreeMap implements the Map interface 

using red-black trees. This implementation uses binary trees with parent pointers. Each 

node (implemented with inner class Entry) has a key and value.  

BinarySearchTree is an implementation of binary search tree. Each node has an 

integer value. A tree satisfies binary search constraints: left subtree of a node contains 

only values less than the node's value, and the right subtree of a node contains only 

values greater than or equal to the node's value. 

Given a limit on the number of entries in a data structure and the number of 

predicates in a path condition, we run Whispec to generate tests to cover all the branch 

decisions. We use Kodkod API to specify the constraints and select miniSAT [24] as the 

SAT solver. We performed the experiments on an Intel Pentium D processor with 1GB 

RAM.  

Table 4.5 shows the experimental results. In the setting of the experiment, the 

scope is the limit on the entries in a data structure. The length is the limit on the 

predicates in a path condition. The time taken includes both the test generation and test 

execution because these two parts are mixed together in Whispec. To maximize coverage, 

we try to cover all the branches with both true and false decisions. For the methods 

invoked inside the methods under test, we also explore the branches inside the callee 

methods.  

For most of the methods, Whispec can generate test cases covering all the branch 

decisions within 2 minutes. The exception is the put() method of TreeMap where 3 of 
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the 48 branch decisions are not covered. After manually checking the uncovered branch 

decisions, we found that all the 3 branch decisions are unsatisfiable and the paths that go 

through them are infeasible.  

Table 4.5: Evaluation of Whispec in test generation 

To evaluate the efficiency of Whispec, we also compared the number of tests 

generated by Whispec with the number that TestEra (or Korat) generates. TestEra needs 

to construct all the non-isomorphic data structures for every input parameter (include the 

implicit parameter this), and combine them using a cross-product to produce test cases. 

The results in Figure 4.8 show that, with the same branch decision coverage, Whispec 

generates significantly fewer test cases than TestEra.  For example, to cover the 45 valid 

branch decisions in the put() function of TreeMap, Whispec generates 53 test cases 

while TestEra generates 4011 test cases. 

 

 

 
Data 

Structure 
Method Scope1 Length

2 
Test 
cases 

Explored 
branches 

Decision 
coverage3 

(%) 

#Primary 
variables 
(average5

) 

#Clauses 
(average5

) 

Time4 
(ms) 

Unsatfy 
path 

condition 

contains 3 4 4 3 100 17 83 484 0 

indexOf 3 6 6 5 100 10 43 496 0 

remove 3 6 6 5 100 10 43 500 0 

Linked 

List 

lastIndexOf 3 6 6 5 100 10 43 500 0 

firstEntry 3 4 3 2 100 15 198 250 0 

lastEntry 3 4 3 2 100 15 198 266 0 

successor 6 4 6 5 100 38 856 578 0 
TreeMap 

put 7 20 53 24 93.8 286 13670 102891 65 

firstEntry 3 4 3 2 100 13 60 496 0 

lastEntry 3 4 3 2 100 13 60 453 0 

Binary 

Search 

Tree successor 6 4 6 5 100 27 158 625 0 

Scope1: the limit on the number of entries in a data structure. 
Length2: the limit on the number of predicates in a path condition 
Decision coverage3: the coverage for both the true and false decisions for all the branches, including the functions directly or 
indirectly called by the function under test. 
Time4: total time for test generation and test execution. 
Average5: the average of # variables or # clauses over all test cases. 
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Figure 4.8: Comparison of test generation for code coverage 

4.5 LIMITATION 

This section addresses some limitations of Whispec. 

Primitive types, such as integer, are very commonly used in preconditions and 

implementations. However, Alloy Analyzer, the constraints solver of Whispec, does not 

efficiently support primitive type arithmetic operations, such as integer addition. A 

promising approach is proposed in [23] to handle larger integers with relational logic. 

The use of this technique could extend the application of Whispec.   

We envision enabling the Whispec framework to use (in conjunction with SAT 

solvers) specialized decision procedures for handling operations on a variety of primitive 

types. One way to do so is to partition the constraints that describe an input according to 
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whether they constrain a primitive type or a reference type, and use a SAT solver to solve 

the structural constraints and use appropriate decision procedures for solving constraints 

on primitive data.  

Our current implementation does not support checking the exceptional behavior 

of programs or generating inputs with multi-dimensional-array-based components.  

Inheritance is fundamental in object-oriented programming. So far, we have not 

addressed how to utilize class hierarchies in test generation. 

Multi-threaded programming is common in software development.  Dynamically 

checking the correctness of multi-threaded programs for deadlocks and race conditions 

requires the ability to control thread scheduling. We envision using a model checker in 

conjunction with a SAT solver to check such programs 
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Chapter 5:  Incremental Optimization to Scope-bounded Static 
Checking 

In software verification, scope-bounded static checking [9][19][21][30][40][51] of 

programs has become an effective technique for finding subtle bugs. Given bounds (that 

are iteratively relaxed) on input size [9] and length of execution paths [30], a program 

and its correctness specifications are translated into a formula, which is solved using off-

the-shelf solvers [24][58][69]. A solution to the formula usually represents a 

counterexample to the correctness specification. 

Previous work [21][23][49][99] developed an approach based on the Alloy 

specification language (a first-order logic based on sets and relations) and the Alloy 

Analyzer [46] for scope-bounded checking for Java programs. Given a procedure Proc in 

Java and its pre-condition Pre and post-condition Post in Alloy, the approach solves the 

following formula [49][99]: ( )Pre translate Proc Post∧ ∧ ¬ . Given bounds on loop 

unrolling (and recursion depth), the translate() function encodes both control-flow and 

data-flow of the bounded code fragment into an Alloy formula. Using bounds on the 

number of objects of each class, the conjunction of translate(Proc) with Pre and ¬ Post 

is translated into a propositional formula and is solved by off-the-shelf SAT solvers used 

by the Alloy Analyzer. A solution to this formula corresponds to an execution path in 

Proc that satisfies Pre but violates Post, i.e., a counterexample to the correctness 

property. 

The scalability and effectiveness of scope-bounded checking in bug finding 

critically depends on the capabilities of the underlying constraint solvers. The traditional 

approaches [21][23][49][99] translate the bounded code segment of the whole program 

into one input formula. For non-trivial programs, the translated formulas can be quite 
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complex and the solvers can fail to find a counterexample in a desired amount of time. 

When a solver times out, typically there is no information about the likely correctness of 

the program checked or the coverage of the analysis completed. 

5.1 INCREMENTAL APPROACH TO SCOPE-BOUNDED STATIC CHECKING 

To increase efficiency and scalability of scope-bounded static checking, we 

introduced an incremental approach [87]. The key idea is to partition the set of 

executions of the bounded code fragment into a number of subsets and encode each 

subset into a sub-formula. We split the program into smaller sub-programs, which are 

checked according to the correctness specification. Thus, the problem of scope-bounded 

checking for the given program reduces to several sub-problems, where each sub-

problem requires the constraint solver to check a less complex formula. To illustrate, let 

Proc be split into sub-programs Sub1, …, Subn. Then, checking formula 

( )Pre translate Proc Post∧ ∧ ¬  is equivalent to checking a set of sub-formulas 

1( ){ ,  ...., ( )  }nPre translate Sub Post Pre translate Sub Post∧ ∧ ¬ ∧ ∧ ¬ . 

To guarantee the semantic consistency between the original program and the sub-

programs, we proposed a vertex-based splitting framework. Given a vertex in the control-

flow graph, we split the computation graph of the program into two sub-graphs: go-

through sub-graph and bypass sub-graph. The go-through sub-graph has all the paths that 

go through the vertex and the bypass sub-graph has all the paths that bypass the vertex. 

Our vertex-based path partitioning can guarantee the semantic consistency between the 

original program and the sub-programs.  

The key insight of our incremental approach is a “sliding rule” that allows 

controlling the complexity of the sub-formulas based on the capabilities of the underlying 

solvers. Our work [87] supports splitting strategies to embody the sliding rule. Since the 
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complexity of the formulas comes from both the data-flow and the control-flow, we 

proposed control-flow based splitting strategy and data-flow based splitting strategy.  

For control-flow based splitting strategy, we propose to use the number of branch 

statements as a heuristic to compute an analysis complexity metric of a program [87]. To 

effectively divide the analysis complexity of a program, the heuristic selects a vertex so 

that the number of branch statements in each of sub-programs is minimized  

Beyond control-flow based splitting strategy, we also proposed data-flow based 

splitting strategy [88]. We hypothesize that the use of data-flow in defining splitting 

strategies is likely to further reduce the workload of the constraint solvers. To evaluate 

the hypothesis, we introduce a splitting strategy based on variable-definitions. 

Specifically, we split the program based on different definitions of the same variable into 

sub-programs, which leads to a reduction in the number of variables in the resulting 

formulas. Experimental results show that use of variable-definitions effectively reduces 

variables in the formulas solved by the backend constraint solvers and significantly 

improves scalability. 

5.1.1 Example 

This section presents a small example to illustrate our path partitioning and 

program splitting algorithm. Suppose we want to check the contains() method of class 

IntList in Figure 5.1 (a): 

An object of IntList represents a singly-linked list. The header field points to 

the first node in the list. Objects of the inner class Entry represent list nodes. The value 

field represents the (primitive) integer data in a node. The next field points to the next 

node in the list. Figure 5.1 (b) shows an instance of IntList. 

Consider checking the method contains(). Assume a bound on execution 

length of one loop unrolling. Figure 5.2 illustrates the splitting of program contains() 
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based on Vertex 11. Figure 5.2 (a) shows the program and its computation graph [49] for 

this bound.  

Figure 5.1: Class IntList (contains() method and an instance) 

Our program splitting algorithm uses the computation graph and is vertex-based: 

Given a vertex in the computation graph, we split the graph into two sub-graphs—(1) go-

through sub-graph and (2) bypass sub-graph. The go-through sub-graph has all the paths 

that go through the vertex and the bypass sub-graph has all the paths that bypass the 

vertex. In Figure 5.2, broken lines in sub-graph indicate edges removed constructing this 

sub-program during splitting. Gray nodes in a sub-graph denote that a branch statement 

in original program has been transformed into an assume statement. In programs below 

computation graph, the corresponding statements are show in Italic. Black nodes denote 

the statements removed during splitting. Given the computation graph in Figure 5.2 (a), 

splitting based on vertex 11 generates the go-through sub-graph shown in Figure 5.2 (b) 

and the bypass sub-graph shown in Figure 5.2 (c). Thus the problem of checking the 

      
(a)                   (b) 
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contains method using a bound of one loop unrolling is solved using two calls to SAT 

based on the two computation sub-graphs. 

 

 

Figure 5.2: Splitting of contains() based on Vertex 11. 
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5.1.2 Background 

The goal of our computation graph splitting algorithm is to optimize traditional 

bounded exhaustive checking of programs using constraints in relational logic. The 

traditional approach [21][49][99] translates the entire bounded Java code segment into 

one relational logic formula. The conjunction of the code formula and the negation of 

correctness specifications are passed to a relational logic constraint solver. Solutions are 

translated back to executions that violate the specification.  

5.1.2.1 Relational Logic and SAT-based Analysis 

Traditional approaches use a subset of Alloy [46] as the relational logic for Java 

code translation. Alloy is a first-order declarative language based on relations. A relation 

is a collection of tuples of atoms. A relation can have any finite arity. A set is viewed as a 

unary relation, and a scalar is a singleton set.  

In Alloy, expressions are formed by relations combined with a variety of 

operators. The standard set operators are union (+), intersection (&), difference (-). Unary 

relational operators are transpose (~), transitive closure (^), and reflexive transitive 

closure (*), which have their standard interpretation. Binary relational operators are join 

(.), product (->), and update (++).  

Expression quantifiers turn an expression into a formula. The formula ’no e’ is 

true when e denotes a relation containing no tuples. Similarly, ’some e’, and ’one e’ are 

true when e has some, and exactly one tuple respectively. Formulas can also be made 

with relational comparison operators: subset (in), equality (=) and inequality (!=). So ’e1 in 

e2’ is true when every tuple in (the relation denoted by the expression) e1 is also a tuple 

of e2. Alloy provides the standard logical operators: conjunction (&&), disjunction (||), 

implication (⇒ ), bi-implication ( ⇔ ), and negation (!).  
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A model of an Alloy formula is an assignment of relational variables to sets of 

tuples built from a universe of atoms within a given scope. So Alloy Analyzer is a model 

finder for Alloy formula.  

The Alloy Analyzer uses a scope, i.e., a bound on the universe of discourse, to 

perform scope-bounded analysis: the analyzer translates the given Alloy formula into a 

propositional satisfiability (SAT) formula (w.r.t. the given scope) and uses off-the-shelf 

SAT technology to solve the formula. 

5.1.2.1 Java to Relational Logic Translation 

A relational view of the program heap [49] allows translation of a Java program 

into an Alloy formula using three steps: (1) encode data, (2) encode control-flow, and (3) 

encode data-flow.  

Encoding data builds a representation for classes, types, and variables. Each class 

or type is represented as a set, domain, which represents the set of object of this class or 

values of this type. Local variables and arguments are encoded as singleton sets. A field 

of a class is encoded as a binary, functional relation that maps from the class to the type 

of the field. For example, to translate the program in Figure 5.2 (a), we define four 

domains: List, Entry, integer, and boolean. Field header is a partial function from List to 

Entry, and field next is a partial function from Entry to Entry. Field value is a function from 

Entry to integer.  

Data-flow is encoded as relational operations on sets and relations. Within an 

expression in a Java statement, field deference is encoded as relational join, and an 

update to a field is encoded as relational override. For a branch statement, predicates on 

variables or expressions are encoded as corresponding formulas with relational 

expressions. Method calls are encoded as formulas that abstract behavior of the callee 

methods. 
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Given a program, encoding control-flow is based on computation graph. Each 

edge (vi→vj) in the computation graph is represented as a boolean variable Ei,j. True value 

of edge variable means the edge is taken. The control flow from one statement to its 

sequential statement another is viewed as relational implication. For example, code 

segment {A; B; C;} is translated to ’EA,B⇒ EB,C’. Control flow splits at a branching 

statement—the two branch edges are viewed as a relational disjunction. For each branch 

edge, a relational formula is generated according to the predicate. Only data that satisfied 

the relational formula can take this edge. In Figure 5.2 (a), control flow at vertex 3 is 

translated into ’(E2,3⇒ E3,4 || E3,5) and (E3,4⇒ e.value = key) and (E3,5⇒ !(e.value = key))’. If 

the control flow takes then branch E3,4, the constraint ’(E3,4 ⇒ e.value = key)’ should be 

satisfied. An assume statement is translated into the formula for its predicate. For 

example, at vertex 10 of Figure 5.2 (a), the control-flow is encoded as ’(E10,3 ⇒ no e)’. 

This constraint restricts that this edge is taken only when e is null.  

In our splitting algorithm, sub-graphs are constructed by removing branch-edges 

at selected branch statements. According to the translation scheme, a branch statement is 

equivalent to two assume statements with complementary predicates. So removing one 

branch can be implemented as transforming the branch statement into an assume 

statement. In Figure 5.2 (a), removing the then branch of vertex 3, branch statement 

’if(e.value == key)’ will be transformed to ’assume !(e.value == key)’.  Its 

relational logic translation is ’(E2,3⇒ E3,4) and (E3,5⇒ !(e.value = key))’. The semantics 

of else branch is preserved after the transformation to an assume statement. 

With encoding of data-flow and control-flow, the conjunction of all generated 

formulas is the formula for the code segment under analysis. A model to this code 

formula corresponds to a valid path of the code fragment. 
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Figure 5.3: Sub-program-based checking algorithm 

5.1.3 Sub-program Based Checking Algorithm 

We developed a vertex-based sub-graph analysis technique which can preserve 

the semantics (w.r.t. to the given scope) of a program while splitting it into sub-programs. 

Given a vertex, we construct two sub-programs: one sub-program has all paths that go 

through the vertex and the other sub-program has all paths that bypass that vertex. Our 

vertex-based path partitioning guarantees behavioral equivalence and consistency 

between the original program and sub-programs.  

Definition. Given a vertex v in a computation graph cg, go-through-sub(v) is a 

sub-graph of cg that has and only has all paths that go through vertex v; and bypass-

sub(v) is a sub-graph of cg that has and only has all paths that bypass vertex v. 
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The implementation and correctness proofs for the go-through-sub() and bypass-

sub() functions are discussed in Section 5.1.4.  

In our splitting technique, vertex selection is critical. We propose a set of 

heuristics for vertex selection. In Figure 5.3, we propose a generic framework of our sub-

program analysis while a splitting strategy is implemented as a splitter. 

Given program p, we check it as following steps: 

1. Translate p into p’ where p’ represents the computation graph [49] of p, 

i.e., the loops in p are unrolled and method calls in-lined to generate p; 

2. Represent p’ as a graph CG = (V, E) where V is a set of vertices such that 

each statement in p’ has a corresponding vertex in V, and E is a set of 

edges such that each control-flow edge in p’ has a corresponding edge in 

E. For each edge e = (u, v), u=e.from, and v = e.to;  

3. Apply a splitting strategy (a Splitter) to split CG into sub-graphs CG1 CG2, 

…, and CGn 

4. Recursively split each sub-graph CGi if needed; 

5. With the given specifications and bounds to scope, translate each of them 

into a CNF formula; 

6. Sort formulas according to clauses, variables, and primary variables;  

7. Call solver to solve these formulas sequentially until a solution is found or 

all formulas are solved.  

5.1.4 Proof of Vertex-based Program Splitting 

Recall a computation graph has one Entry vertex and one Exit vertex for the 

program. Entry has no predecessor and Exit has no successor. A vertex v representing a 

branch-statement has two successors: vertex v.then and vertex v.else. Vertices that do not 

represent branch-statements have only one successor, v.next. The computation graph of a 
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program is a DAG (Directed Acyclic Graph). An execution path in the computation graph 

is a sequence of vertices from Entry to Exit through edges in E. 

 

Definition. Given a CG = (V, E) and a set of edges S ⊂ E,  

then-branch-predecessor(S) =  

{ u | u∈V, u is a branch-statement, at least one edge in S is reachable from 

u.then, but no edge in S is reachable from u.else} 

else-branch-predecessor(S) =  

{ u | u∈V, u is a branch, at least one edge in S is reachable from u.else, but 

no edge in S is reachable from u.then} 

Sub-CG(S) = (V’, E’) 

V’ = V, and 

E’= E – {e | e∈E, e = u→u.else if u is in then-branch-predecessor(S), or e 

= u→u.then if u is in else-branch-predecessor(S)} . 

 

Theorem 1. Given a computation graph CG=(V, E) and a set of edges S ⊂ E, an 

execution path p visits at least one edge in S if and only if p is a path in Sub-CG(S) = (V’, 

E’). 

Proof. Sub-CG(S) is a sub-graph of CG with fewer edges. An execution path in 

CG is still in Sub-CG(S) if and only if this path does not contain any edge in E - E’. 

⇒ Assume that there is a path p in CG that visits an edge in S but is not in the 

sub-graph. Suppose p visits an edge vi→vj that has been removed. According to the 

definition of the sub-graph, none of the edge in E is reachable from vi→vj, i.e., a 

contradiction.  
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⇐ Assume p is a path in CG that does not visit any edge in S. Let P = {q | q is a 

path of CG, q visits S}. Since S is not empty, P is not empty. For each path q in P, match 

p and q according to their vertex sequence. Let vi be the last vertex in p that matches a 

vertex in P. vi must be a branch vertex. Let edge vi→vj and edge vi→vj’ be the two 

branches from vi. Suppose edge vi→vj is in p. vi→vj cannot reach any edge in S. Since vi is 

the last vertex-match with paths in P, vi→vj’ can reach an edge in S. So vi→vj should be 

removed according to definition of then-branch-predecessor (S) or else-branch-

predecessor (S). So any path that does not visit an edge in S will be removed from sub-

graph.                ■ 

Since the computation graph of the program is a DAG after loop unrolling, we 

can linearly order the vertices using a topological sort. 

Given a computation graph CG, let order represent topological-sort(CG) such 

that order[Exit] =0; order[Entry] = n-1; and n is number of vertices in CG. 

 

Definition. Let u be a vertex in CG. Define the set go-through-edge(u) = {e | 

e∈E, e.to = u }. 

 

Theorem 2. Given a vertex u in CG, a path visits u if and only if the path visits an 

edge in go-through-edge(u). 

Proof. Since CG is a directed graph, all paths visiting vertex u will go through an 

edge whose end point is u.                                  ■ 

 

Definition. Given a vertex u in CG, bypass-edge(u) = {e | e∈E, order[e.from] > 

order[u] and order[e.to] < order[u]}.  
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Theorem 3. Given a vertex u, a path p bypasses u if and only if p visits an edge in 

bypass-edge(u). 

Proof. ⇒  Let path p: v0→ v1→v2→ …→vm be a path in CG, v0 = Entry and vm = 

Exit. According to the topological sort, order[v0] > order[v1] > order[v2] > … > order[vm]. 

For vertex u, if u ≠ Entry and u ≠ Exit, then order[u] < order[Entry]  and order[u] 

>order[Exit]. Since u is not in p, there must be two vertices vi and vj in p such that 

order[vi] > order[u] and order[vj] <order[u].  By definition, edge vi→vj is in bypass-

edge(u). 

⇐  Let path p: v0→ v1→v2→ …→vm be a path in CG, v0 = Entry and vm = Exit. 

Since p visits a path in bypass-edge(u) there exist an edge vi→vj such that order[vi] > 

order[u] and order[vj] <order[u]. According to the topological sort, order[vk] > order[vi] > 

order[u] if k < i, and order[vk] < order[vj] < order[u] if k>j. So path p can not visit u.    ■ 

 

Theorem 4. Given a vertex u in CG, a path visits u if and only if the path is in           

Sub-CG (go-through-edge(u)). 

Proof. Follows from Theorem 2 and Theorem 1. Since paths that visit u are the 

paths that visit go-through-edge(u) and paths that visit go-through-edge(u) are the paths 

in Sub-CG(go-through-edge(u)), therefore paths that visit u are the paths in Sub-CG(go-

through-edge(u).                                                                     ■ 

 

Theorem 5. Given a vertex u in CG, a path bypasses u if and only if the path is in       

Sub-CG(bypass-edge(u)). 

Proof. Follows from Theorem 3 and Theorem 1. Since paths that visit u are the 

paths that visit bypass-edge(u) and paths that visit bypass-edge(u) are the paths in Sub-
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CG(bypass-edge(u)), therefore paths that visit u are the paths in Sub-CG(bypass-

edge(u)).                                                                              ■ 

Figure 5.4: Control-flow based splitting algorithm 

5.2 CONTROL-FLOW BASED INCREMENTAL CHECKING 

Our vertex-based path splitting guarantees the consistency between the original 

program and sub-programs. For a heuristic measure of the complexity of checking, we 

propose a control-flow based splitting strategy. We select a vertex so that the number of 

branches in each of sub-programs is minimized. 

5.2.1 Algorithm 

In the control-flow based splitting strategy, we use the number of branches as the 

heuristic measure of the complexity of checking. To effectively divide the analysis 

complexity of a program, we select a vertex so that the number of branch statements in 

each of sub-programs is minimized. Figure 5.4 shows the branch-based splitting strategy.  
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Given a program represented by a computation graph cg, we split it as follows: 

1. For each vertex v of cg, construct two sub-graphs: cg.go-through(v) and 

cg.bypass-sub(v). Count the number of branch nodes in each sub-graph 

and use the larger value as the split-complexity for the splitting based on 

the vertex v. 

2. Perform step 1 on all vertices and select the vertex that has the minimum 

split-complexity.  

3. Split cg based on the selected vertex. 

Compared with whole program analysis, the overhead of Branch-based sub-

program analysis compose of three parts: 

T1: Calculate reachability. Given a vertex, go-through and bypass sub-graph can 

be constructed by changing some branches statements reachable to the vertex into assume 

statements. 

T2: Calculate number of branches for the each vertex-based splitting. 

T3: Split according to selected vertex. 

Given a computation graph CG = (V, E), T1 can be achieved by BFS (Breadth 

First Search). So the time complexity is O (|V| + |E|). T2 is the sum of branches can reach 

each vertex. Since branch statements reaching a vertex is a subset of V, T2 is not more 

than (|V|2). With the same reason, T3 is no more than (|V|). Since |E| is no more than O 

(|V|2), the summary of T1, T2, and T3 is at most O (|V|2). 

5.2.2 Experiment 

To evaluate our approach, we compare performance of our sub-program-based 

incremental analysis and the traditional entire program analysis. We select the Forge 

tool-set [21] as the baseline, since it is the most recent implementation of the traditional 
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approach from the Alloy group at MIT. We piggyback on Forge to implement our 

incremental approach.  

Experimental evaluation is based on checking four procedures in Java library 

classes: contains() of LinkedList (a singly-linked acyclic list), contains() of 

BinarySearchTree, add() of BinarySearchTree, and topologicalsort() of 

Graph (directed acyclic graph).  

In relational logic based bounded verification, the bound specifies the numbers of 

loop unrolling, scope, and bit-width—the number of bits used to represent an integer 

value. While translating integer into propositional logic, we set the bit-width to 4 in all 

the four experiments. Scope defines the maximum number of nodes in a list, tree, or 

graph. Unrolling specifies the number of unrollings for a loop body. For contains() of 

LinkedList and contains() of BinarySearchTree, we check them with fixed 

scope and varied unrolling. For add() of BinarySearchTree, and 

topologicalsort() of Graph, we check them with fixed unrolling and varied scope.  

For each bound, we run our incremental analysis and the traditional entire 

program analysis to check a procedure against its pre-condition and post-condition, 

which represent the usual correctness properties including structural invariants. In 

incremental analysis, we did two round splitting and generated four sub-programs. While 

checking each sub-program, we record the checking time, number of branches, variables 

and clauses of CNF formula. The total time is the sum of the checking time of all sub-

programs. For the traditional analysis, we similarly record the checking time, number of 

branches, variables and clauses of CNF formula. The speedup is the ratio of the checking 

time of the traditional analysis to the total checking time of our incremental analysis. 
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We ran experiments on a Dual-Core 1.8GHz AMD Opteron processor with 2 GB 

RAM. We selected MiniSAT as the SAT solver. We run each experiment three times and 

use the average as the final result. The results are showed in the tables that follow. 

 
unrolling  sub0 sub1 sub2 sub3 total entire speedup 

time (sec.) 2 1 82 1 86 343 3.99X 

# branch 1 2 2 2  10 

# variable 4655 4149 4731 3969  4740 

5 

# clauses 10081 8353 10167 7563  14271 

 

time(sec.) 8 1 173 7 189 653 3.46X 

# branch 2 2 2 3  12 

# variable 4911 4149 4985 4226  4996 

6 

# clauses 10945 8353 11031 8436  15213 

 

time(sec.) 66 1 428 3 498 4541 9.12X 

# branch 2 3 3 3  14 

# variable 5165 4406 5242 4226  5252 

7 

# clauses 11809 9218 11904 8436  16155 

 

time(sec.) 179 1 359 44 583 21414 36.73X 

# branch 3 3 3 4  16 

# variable 5422 4406 5496 4484  5508 

8 

# clauses 12674 9218 12768 9310  17097 

 

Table 5.1: Incremental checking of LinkedList.contains() 

 
unrolling  sub0 sub1 sub2 sub3 total entire speedup 

time(sec.) 564 552 390 388 1894 6468 3.42X 

# branch 4 4 3 4  12 

# variable 7776 7369 6961 6724  7808 

4 

# clauses 20734 19185 17635 16726  21193 

 

time(sec.) 1 2427 1745 301 4474 15015 3.36X 

# branch 7 7 5 4  15 

# variable 8151 8151 7376 6724  8224 

5 

# clauses 22170 22178 19300 16726  22859 

 

time(sec.) 698 1879 546 936 4059 18982 4.68X 

# branch 7 5 5 6  18 

# variable 8599 8192 7539 6976  8640 

6 

# clauses 23941 22400 19822 17861  24525 
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time(sec.) 1 2535 2834 686 6056 28435 4.71X 

# branch 11 11 6 7  21 

# variable 8975 8975 7784 7140  9056 

7 

# clauses 25386 25394 20850 18392  26191 

 

time(sec.) 794 1085 1289 623 3791 18703 4.94X 

# branch 13 13 7 7  24 

# variable 9384 9384 7948 7140  9472 

8 

# clauses 26945 26953 21381 18392  27857 

 

Table 5.2: Incremental checking of BinarySearchTree.contains() 

 

 
scope  sub0 sub1 sub2 sub3 total entire speedup 

time(sec.) 2 3 1 3 9 43 4.78X 

# branch 5 6 6 7  11 

# variable 4878 5092 4692 5083  9686 

4 

# clauses 16132 17393 15079 17397  36929 

 

time(sec.) 13 15 3 9 40 249 6.23X 

# branch 5 6 6 7  11 

# variable 6705 7038 6446 6653  12837 

5 

# clauses 22457 24308 20990 22973  49623 

 

time(sec.) 140 316 30 19 505 4339 8.59X 

# branch 5 6 6 7  11 

# variable 8689 9161 8349 8340  16335 

6 

# clauses 29414 31943 27487 28965  63809 

 

time(sec.) 1675 6409 863 76 9023 109730 12.16X 

# branch 5 6 6 7  11 

# variable 11030 11661 10601 10247  20380 

7 

# clauses 37703 40998 35270 35738  80187 

 

Table 5.3: Incremental checking of BinarySearchTree.add()  
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scope sub0 sub1 sub2 sub3 total entire speedup 

time(sec.) 183 152 118 1 454 1436 3.16X 

# branch 1 1 1 1  7 

# variable 269908 197682 125456 53230  269962 

7 

# clauses 1073479 785037 496595 208153  1084273 

 

time(sec.) 210 199 114 1 524 1422 2.71X 

# branch 1 1 1 1  7 

# variable 299104 219070 139036 59002  299158 

8 

# clauses 1197974 875832 553690 231548  1210304 

 

time(sec.) 214 278 157 1 650 2113 3.25X 

# branch 1 1 1 1  7 

# variable 357978 262236 166494 70752  358032 

9 

# clauses 1457783 1065867 673951 282035  1471649 

 

time(sec.) 357 255 187 2 801 2844 3.55X 

# branch 1 1 1 1  7 

# variable 402696 295010 187324 79638  402750 

10 

# clauses 1659106 1212870 766634 320398  1674508 

 

time(sec.) 611 341 263 2 1217 3694 3.04X 

# branch 1 1 1 1  7 

# variable 439783 322189 204595 87001  439837 

11 

# clauses 1829579 1337181 844783 352385  1846517 

 

time(sec.) 558 519 247 2 1326 4372 3.31X 

# branch 1 1 1 1  7 

# variable 476935 349417 221899 94381  476989 

12 

# clauses 2003834 1464198 924562 384926  2022308 

 

Table 5.4: Incremental checking of Graph.TopologicalSort () 

Table 5.1 shows the incremental checking of contains() of LinkedList with 

different loop unrolling while bit-width is 4 and scope is 8. Table 5.2 show the 

incremental checking of BinarySearchTree.contains()with different loop 

unrolling while bit-width is 4 and scope is 7. Table 5.3 shows incremental checking of 

BinarySearchTree.add() with different scope while bit-width is 4 and loop unrolling 
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is 3. Table 5.4 shows incremental checking of Graph.TopologicalSort() with 

different scope while bit-width is 4 and loop unrolling is 7. 

Results from the four experiments showed that our splitting algorithm gave at 

least a 2.71X performance improvement over the traditional approach, whereas the 

maximum speed-up was 36.73X.  

The results also show that our splitting algorithm scales better. As unrolling 

increasing from 5 to 8, speedup of checking contains() of LinkedList increases from 

3.99X to 36.73X. As scope increasing from 4 to 7, speedup of checking add() of 

BinarySearchTree increases from 4.78X to 12.6X.   

 The relative lower speedup in contains() of BinarySearchTree and 

topologicalsort() of Graph show a limitation of our approach. Compared with 

traditional approach which checks correctness against specifications only once, our 

divide-and-solve approach requires multiple correctness checking, one checking for one 

sub-program. In case the complexity of specification formula is much heavier than code 

formula, the benefit from dividing the code formula will be reduced largely by the 

overhead from multiple checking specification formulas. However, even with 

specification of complex data structure invariants, our approach still shows 5X speedup 

in contains() of BinarySearchTree with 8 unrolling and 7 nodes.  

The results show that our splitting heuristic is effective at evenly splitting the 

branches. Moreover, the smaller number of variables and clauses for the incremental 

approach shows the workload to SAT has been effectively divided by splitting entire 

program into sub-programs using our approach. 

5.3 DATA-FLOW BASED INCREMENTAL CHECKING 

In scope-bounded static checking, complexity of the formulas comes from both 

the data-flow and the control-flow. Control-flow based sub-program analysis discussed in 
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Section 5.2 uses solely the program’s control-flow to define the strategies, and is 

therefore limited to the syntactical structure of the program and fails to exploit the 

program semantics. 

To extend scalability of sub-program based scope-bounded checking, we 

hypothesize that the use of data-flow in defining splitting strategies is likely to further 

reduce the workload of the constraint solvers. To evaluate the hypothesis, we introduce a 

splitting strategy based on variable-definitions. Specifically, we split the program based 

on different definitions of the same variable into sub-programs, which leads to a 

reduction in the number of variables in the resulting formulas. Experimental results show 

that use of variable-definitions effectively reduces variables in the formulas solved by the 

backend constraint solvers and significantly improves scalability. 

5.3.1 Example 

To compare with control-flow based program splitting strategy, we use the same 

example (Section 5.1.1) to illustrate the variable-definition-based program splitting 

algorithm. This example checks the contains() method of class IntList  

Consider checking the method contains() of class IntList in Figure 5.1 (a). 

Assume a bound of one loop unrolling on the execution length. Figure 5.5 (a) shows the 

program and its computation graph [49] for this bound. 

Our program splitting strategy is variable-definition based. Given a variable in the 

computation graph, we split the graph into multiple sub-graphs such that each sub-graph 

has at most one definition that can reach the Exit statement. Definitions of this variable 

in each of the sub-graphs are different.  

In Figure 5.5 (a), the definition of variable this and key is empty set {}. 

Definitions of variable return are provided by statement set {4, 8, 11}, and definitions 
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of variable e are provided by statement set {1, 5, 9}. All of these definitions can reach the 

Exit statement.  

 

 

Figure 5.5: Splitting of contains() based on definitions of e 

Suppose we select definitions of variable e (which has the maximum number of 

definitions) to split the computation graph. We construct three sub-programs: Figure 

5.5(b), 5.5(c), and 5.5(d). Each sub-program only contains one definition of variable e. 

Broken lines in sub-graph indicate edges removed constructing this sub-program during 

splitting. Gray nodes in a sub-graph denote that a branch statement in original program 
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has been transformed into an assume statement. In the programs below the computation 

graphs, the corresponding statements are shown in Italic. Black nodes denote the 

statements removed during splitting. Subgraph (a) is program contains() and its 

computation graph after one-round unrolling. At exit, there are three definitions of 

variable e: Statement 1, 5, 9. Subgraph (b) is based on definition of variable e at 

statement 1. Subgraph (c) is based on definition of variable e at statement 5. Subgraph 

(d) is based on definition of variable e at statement 9. 

 

 

Figure 5.6: Data-flow based splitting algorithm 
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5.3.2 Algorithm 

In the variable-definition-based splitting strategy, we select vertices defining 

values of a given variable to split a program. We separate variable definitions so that each 

sub-program has at most one variable definition that can reach Exit statement. In different 

sub-graphs, definitions of the variable reaching Exit statement are different.  

Definition. Given a statement s in a program, reach-definition(s) = {(var, Def)}, 

where Def is a set of statements such that for each statement d in Def, variable var is 

defined at statement d, and there is a control-flow path from d to s such that there is no 

other definition of variable var along that path. 

Given a program, its reaching definitions can be calculated by BFS (Breadth First 

Search) of its computation graph. 

Figure 5.6 shows our variable-definition-based splitter. Given a program 

represented by a computation graph cg, we split it as follows: 

1. Compute definitions reaching the Exit statement of cg. 

2. Select the variable v, which has the most number of definitions reaching 

the Exit statement. 

3. For each definition d of variable v, construct a sub-graph cg.go-

through(d). This sub-graph has all the paths that visit d. 

4. For each definition d and its go-through sub-graph sub, calculate 

definitions of variable v that can reach Exit statement. If there is another 

definition k for the same variable below d in sub, call sub.bypass-sub(k) to 

remove definition k. Repeat this process until d is the only definition of 

variable v in sub-graph sub.  

5. Call the bypass-sub function on every definition of variable v in the entire 

cg, to construct a sub-graph that has no definitions for the variable. 
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Steps 4 and 5 yield smaller sub-graphs from the variable-definition based 

splitting.  

Compared with whole program analysis, the overhead of Variable-Definition 

based sub-program analysis composes of three parts: 

T1: Identify variable definition vertices that can reach Exit statement.  

T2: Construct go-through and bypass sub-graphs for these definition vertices. 

Given a vertex, go-through and bypass sub-graph are constructed by transforming the 

branches statements into assume statements. 

T3: Split the computation graph according to selected variable definitions. 

Given a computation graph CG = (V, E), T1 can be achieved by BFS (Breadth 

First Search). So the time complexity is O(|V| + |E|). T2 can also be achieved by BFS, 

and its complexity is also O (|V| + |E|). T3 is the time on identifying variable definitions 

and branches can reach these definitions. Since variable definitions and the branch 

statements are subsets of V, T3 is not more than (|V|2). Since |E| is no more than O (|V|2), 

the summary of T1, T2, and T3 is at most O (|V|2). 

5.3.3 Experiment 

To evaluate these approaches, we compare performance of our sub-program-

based incremental analysis strategies with the traditional whole program analysis on four 

Java methods mutating complex data structures and a real world application, the KOA 

remote voting system. We select the Forge tool-set [21] as the baseline, since it is the 

most recent implementation of the traditional approach from the Alloy group at MIT. We 

piggyback on Forge to implement our incremental approach.  
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5.3.3.1 Experiments with Complex Data Structures 

We use four methods that were previously used to evaluate the Forge tool [21]: 

contains() of LinkedList (a singly-linked acyclic list), contains() of 

BinarySearchTree, add() of BinarySearchTree, and topologicalsort() of 

Graph (directed acyclic graph).  

For these four methods, bounds are defined as the number of loop unrollings, 

scope, and bit-width—the number of bits used to represent an integer value. We set the 

bit-width to 4 in all the four experiments. Scope defines the maximum number of nodes 

in a list, tree, or graph. In contains() of LinkedList, scope = 8. In contains() of 

BinarySearchTree, scope = 7. In add() of BinarySearchTree, scope = 5. 

topologicalsort() of Graph, scope = 8. With these scopes, the checking time for 

each program is between minutes and hours. It is large enough to minimize the affect of 

noise. Unrolling specifies the number of unrollings for a loop body. We increase the 

number of unrollings to evaluate the scalability of our sub-program based analysis. 

For each bound, we run our incremental analysis and the traditional whole 

program analysis to check a procedure against its pre-condition and post-condition, 

which represent the usual correctness properties including structural invariants. For the 

incremental analysis, we evaluated two different splitting strategies: variable-definition-

based (introduced in this paper) and branch-based (introduced in our previous work). For 

each strategy, we split the given program with one round. 

For each method and an analysis approach, we recorded the time taken by the 

backend SAT solver to solve the formula from whole program analysis or all sub-

formulas from a sub-program analysis. We use the ratio of time spent on whole program 

analysis to the time spent on sub-program analysis as the speedup.  

Speedup = Twhole-analysis/Tsub-program-analysis.  
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We ran experiments on a Dual-Core 1.8GHz AMD Opteron processor with 2 GB 

RAM. We selected MiniSAT as the SAT solver. We ran each experiment three times and 

use the average as the final result. 

Figure 5.7 shows that both splitting strategies can get speedup in the four 

procedures and variable-definition-based strategy performs better than branch-based 

strategies. For example, in the BinarySearchTree.add() procedure, variable-

definition strategy can get 147X speedup with four unrolling while branch-based strategy 

can only achieve 2.7X speedup.  

These results also show that variable-definition has better scalability. For 

example, in BinarySearchTree.add(), when the unrolling increases from one to 

four, speedup from variable-definition strategy increases from 0.7X to 147X, while the 

speedup of branch-based strategy only increase from 0.7X to 2.7X.  

For Graph.topologicalSort(), the speedup of variable-definition strategy is 

almost 540X. This procedure is part of the examples provided with the original Forge 

implementation. Faults in a short path are the reason of high speed up. Since the sub-

graphs are checked in the increasing order of complexity, sub-graphs with fault are 

checked early and the fault is detected very soon. On one side, with the increase of 

unrolling, the fault detection time remains almost constant (especially for the VarDef 

strategy) even. On the other side, the complexity of the whole program analysis increases 

as the number of loop unrollings increase. So the speedup increases so fast. The inference 

is that faults in short paths can be detected much faster by sub-program analysis rather 

than by traditional whole program analysis. The time taken by sub-program analysis is 

also more resistant to increase with the size of the computation graphs and hence is more 

scalable than the traditional approach.  
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To evaluate the effectiveness of the variable-definition-based strategy in reducing 

the size of the formulas, we also analyze the number of variables in the CNF formula 

translated from specifications and sub-programs. Given a splitting strategy and a bound, 

we record the average of variables in CNF formulas translated from sub-programs.  

The results in Figure 5.8 show that, with the increase of loop unrolling, the 

number of variables in the CNF formulas from variable-definition based splitting 

approach increase much slower than those from branch-based strategy and whole 

program analysis. This indicates that the variable-definition based splitting strategy can 

effectively combat state space explosion as the program scales up in size. 

Compared with the traditional whole program analysis, the overhead of our sub-

program analysis is computational graph splitting and sub-formulas translation. Before 

invoking constraint solvers, our sub-program analysis transforms the whole computation 

graph into multiple sub-programs and translates each of them into a formula. We use the 

difference in the transformation and translation times of a sub-program analysis and the 

traditional whole program analysis as a measure of the overhead. In all these 

experiments, this overhead is less than 1.8% of the solving time saved by sub-program 

analysis. The benefit of sub-program analysis in reducing the solving times overshadows 

the increase in cost of transformation and translation. 



 96 

 

Figure 5.7: Comparison of speedup for control-flow based and data-flow based splitting 
algorithms. 
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Figure 5.8: Comparison of CNF variables for control-flow based and data-flow based 
splitting algorithms. 
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5.3.3.2 Experiment with a Sub-system in KOA System 

In order to evaluate the efficacy of the incremental approach on a full-fledged 

application with sufficient magnitude, a case-study was performed on the KOA Voting 

application. KOA (acronym for the "Kiezen op Afstand" in Dutch) [54] is a Remote 

Voting Application used in the 2004 public elections of Netherlands. We selected the 

Dutch Tally sub-system, to run the analysis with the proposed strategies. This sub-system 

was developed by the Security of Systems (SoS) group at the University of Nijmegen and 

performs ballot processing and vote tallying. As part of the development phase, the code 

was thoroughly annotated with specifications in the Java Modeling language and tested 

using the ESC/Java2 tool and jmlunit [13]. KOA system has previously been used to 

evaluate Forge [22] with the traditional whole program analysis.  

The Dutch Tally Voting subsystem comprises of eight main classes, having a total 

of 169 methods. We chose 67 of these methods with sufficient complexity and size for 

our analysis. The analysis was run with a scope of 2, bit width of 3 and number of 

unrollings 1. These bounds were determined to be the minimum required to detect the 

counter-examples [22]. The translation time to convert the specifications and code to 

constraints in boolean logic, the solving time of the SAT solver and the total checking 

time of the Forge tool representative of its response time were recorded for each of the 

methods. 

On about 33% of the methods, the solving times for the whole program analysis 

and our incremental analysis approaches were almost the same (approximately 5% 

difference). Branch-based strategies perform best on 13% of the methods and variable-

definition-based strategy performs best only on 9% of the methods. The total checking 

times of the whole program analysis were lesser than the incremental analysis strategies 

on 50% of the methods due to the overhead in the translation times. The average 
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translation time for the branch based technique was around 729 ms higher than the 

traditional approach and for the variable definition based technique it was 1583 ms 

higher. 

Analysis of the results revealed that the methods wherein the whole program 

analysis performed the best had very less lines of code (1.4 lines of code on an average). 

In such methods, there wasn’t much scope for dividing the computation graph into sub-

graphs to optimize performance. Thus the time overhead of analysis for splitting the 

control flow graph overshadowed the benefit obtained by solving smaller sub-graphs. On 

the other hand, even a small increase in the complexity and size of the methods (4.7 lines 

of code on an average) degraded the performance of the traditional analysis and it had the 

worst performance amongst the three approaches. For instance, for KiesKring.make 

(), a method with six lines of code, variable-definition-based strategy achieved 23X 

speedup versus the whole analysis.  

Though the overall results of this case-study don’t showcase improved 

performance due to the application of incremental analysis, they help us make the 

following significant inferences about the technique and guide future work in this 

domain.  

• The incremental analysis approach is to be mainly targeted towards 

applications with significant code complexity. The KOA application 

comprises of numerous methods but most of them are single lined and don’t 

have much syntactic or semantic complexity. In fact, the reason for not 

increasing the “unrolls” parameter beyond one is that most methods don’t 

have any loops or recursive calls. The semantic complexity in terms of the 

number of variable redefinitions is also less. But even in such an application, a 

small increase in the number of lines of code results in the incremental 
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analysis outperforming the whole program analysis. This highlights the poor 

scalability of the traditional approach and shows that the incremental approach 

is a promising alternative. 

• The complexity and size of the specifications of the methods were often 

higher than the size of the methods themselves. Our current analysis doesn’t 

focus on the specifications which also add to the complexity of the constraints 

to the solver. Slicing of specifications based on the control flow splitting and 

specification driven control flow slicing are two significant areas for future 

work. 

• While in the earlier evaluation, the variable-definition based splitting 

strategies clearly outperformed the branch based splitting approach, in this 

case-study they perform almost equally with the latter approach 

outperforming the former in some cases. This drives future work towards 

focusing on combining the semantic and syntactic based approaches and also 

determining a rationale to choose between the two splitting approaches based 

on the data and control flow complexity of the code. 
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Chapter 6:  Related works 

6.1 FAULT PREDICTIONS WITH SOURCE CODE CHANGE 

In studies on semantic program differencing, dependence graphs and program 

slicing are widely used. Horwitz [42] performs semantic program differencing by 

partitioning the components of the two programs according to equivalent behaviors. The 

algorithms based on this approach can provide high precision semantic differencing. 

Binkley [6] uses system dependence graph and inter-procedural slicing to identify the 

impacted parts of source code changes. Yang et al. [108] increased the soundness of 

semantic conflict detection with semantic preserving transformations. These semantic 

differencing approaches are based on the comparison on the whole dependency graph. 

Their workload is heavy and difficult to use in practice. While performing analysis on 

whole programs, the false positive in one procedure will be propagated and amplified. 

Our change impact identification approach only focuses on local data-flow analysis. The 

cost is very inexpensive. Limiting our analysis scope to local context can reduce the false 

positive rate. Such a compromise can reduce the cost and improve the applicability in 

large programs. The benefits of our approach have been demonstrated in Chapter 3.  

Change impact analysis proposed by Ren et al [77], Ryder et al [79], and 

Mtoerzer et al [90] are based on atomic change classifications and their association with 

test cases. They work at the method level and compare two abstract syntax trees, thus 

providing more precision but paying a higher overhead. Our semantic analysis of change 

impact works at the statement level, comparing the vertices by variable def-uses and 

associated text. Our approach is more narrowly focused on significantly less overhead.  

Dynamic slicing is also an important approach in impact analysis. Program 

chopping [37] can minimize possible fault inducing code fragments. Compared with 
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static program slicing we used in this study, dynamic slicing can improve the precision 

for pointer analysis and reduce false positives in semantic interference detection. 

However executable versions are required beforehand. This imposes a significant build 

overhead in a large system like 5ESSTM. Further, 5ESSTM’s need for a complex hardware 

context may make this approach virtually impossible. 

Abstract-syntax-tree-based approaches were proposed by Fluri et al. [27], 

Raghavan et al.[76], and Yang [107]. Given two programs, their abstract syntax trees are 

compared with tree-matching algorithms. These approaches identify changes on syntax 

entities, but do not calculate impacts from changes. 

Similar to our work, Jackson and Ladd [47] check the variable def-use 

dependency within a program. However changes are identified only by added or deleted 

dependencies. Impacted dependencies are not counted.  

In empirical evaluation to semantic differencing algorithms, Binkley et al. [7] 

applied the system dependence graph and inter-procedural slicing based semantic 

differencing algorithm on 10 programs. On average, the identified impact is 37% less 

than the whole program. The relatively small size of change impact supports the 

application of semantic differencing in practical use. However, this work does not 

consider the affect of change size on change impact and does not relate change impact 

with faults.  

The relations between change size and faults have been studied in Graves et al. 

[35], Hassan and Holt [39], Mockus and Weiss [66], Nagappan and Ball [70], Ostrand et 

al. [71], and Purushothaman and Perry [75]. The risks of large changes were also 

observed in these studies. But all of them are based on changes themselves, rather than 

the impact of changes. 
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Sliwerski et al. [89] use fault localization to identify changes from the version 

management system and a fault database and correlate them as fault-inducing changes. 

However, our approach is based on the semantic analysis on the changes and their 

interference, while their approach focuses on relating the events in version histories with 

fault databases. 

Passed and failed test cases are used by Zeller [109] to filter out non-related test 

cases and to select possible fault-inducing changes. That work focuses on the localization 

of fault-inducing changes by running test cases, while our approach focuses on the 

prediction of faults with static analysis of changes that semantically interfere. 

In empirical studies with version control repositories, Atkins et al. [3] use change 

history and an effort estimation model proposed by Graves and Mockus [36] to calculate 

the effort that has been saved using the Version Editor (VE). This study illustrates an 

important point:  the versions found in the repository were separated into two groups 

based on a criterion that was useful in the empirical study and a significant result was 

obtained on the basis of this differentiation. The quantitative results provide evidence 

showing the usefulness of the software tool. However, the origin of the data in our study 

is quite different from theirs. In the construction of the control and treatment groups, they 

were able to differentiate the historical data into VE and non-VE related groups.  

Without that extra-repository distinction (i.e., the VE footprint instrumented into the 

histories), the evaluation would not have been possible. Thus, while this empirical study 

did use historical data from version and change management, it was, in a real sense, 

instrumented data. While in our evaluations, all of the data was not instrumented, but data 

readily available in the repositories. 

Graves et al. [35] and Zimmermann et al. [113] proposed fault prediction with 

mining change histories. The granularity of Graves et al. [35] is larger than our approach. 
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They count the number of changes on a file, or the number of lines changed in a period of 

time. They do not consider interference between changes, whether at the textual level or 

the semantic level. Zimmermann et al. [113] focus on structure-related entities, such as 

fields or functions in a file, or files in a directory, and predict faults from the incomplete 

changes.   We, on the other hand, focus on the semantics of the code, predicting faults 

from semantic interference. 

6.2 AUTOMATIC TEST GENERATION 

As a hybrid approach, Whispec has similarities with both black-box testing and 

white-box testing approaches. White-box testing uses the internal structures (such as 

control-flow or data-flow) of programs. Black-box testing uses an external interface. 

In black-box testing, the closest approaches are TestEra [61] and Korat [9]. In 

TestEra, structural constraints are specified with Alloy and solved with SAT solvers. 

TestEra prunes isomorphic solutions to effectively reduce redundant test cases. Korat 

uses constraints specified in Java. Korat performs a systematic search of the space of 

possible structures and uses the given constraints as a basis for efficiently pruning its 

search and generating valid structures. QuickCheck, a product of QuviQ AB, is also a 

specification-based test generation tool.  QuickCheck is developed from Claessen and 

Hughes’ earlier QuickCheck tool for Haskell [14] and a re-design for Erlang [2]. QuviQ 

QuickCheck uses high-order functional languages, such as Haskell or Erlang, to specify 

the properties, such as pre-/post-conditions, a program should satisfy. According to the 

property specification, QuickCheck randomly generates test inputs. Different from 

Whispec, none of them considers the constraints from path conditions, and therefore they 

are not efficient at generating tests that focus on maximizing coverage.     

In white-box testing, symbolic execution and branch negation are in common use 

for test generation [53]. DART [32] combines concrete and symbolic execution to collect 
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the branch conditions along the execution path. DART negates the last branch condition 

to construct a new path condition that can drive the function to execute on another path.  

However, DART focuses only on path conditions involving integers. To overcome the 

path explosion in large programs, SMART [31] introduced inter-procedural static 

analysis techniques to reduce the paths to be explored by DART. CUTE [81] extends 

DART to handle constraints on references.  CUTE can in principle be used with 

preconditions on structural inputs. In [60], random searching is integrated with CUTE to 

increase the ability to get deep paths. Although Whispec also uses symbolic execution 

and negates branch conditions, it differs from approaches based on DART and CUTE in 

constraint solving and new path exploration. Whispec uses first-order logic formulas to 

specify the constraints whereas DART and CUTE require imperative assertions as 

specifications. Whispec conjoins the precondition and path condition and solves them 

together, whereas CUTE handles them separately. CUTE explore a much larger number 

of paths since it must explore paths within the precondition as well as those within the 

method body. DART does not handle preconditions. In addition, Whispec uses breadth-

first search (BFS), rather than the depth-first search (DFS) that is used in DART and 

CUTE, to cover different branches as early as possible. This approach is particularly 

effective in generating tests for branch coverage. For loop intensive programs, DART and 

CUTE will go inside loops and repeat the same branch condition until reaching the 

bound. Whispec prefers the path going out of the loop first and can reach new branches 

earlier.  

Agitator [8], a commercial tool that can automate test generation, performs static 

and dynamic analysis on Java code and generates tests according to the identified 

behaviors. In Agitator, the constraints are provided by Daikon [25]’s dynamic invariant 

detection algorithm, and path conditions are solved by data type specific constraint 
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solvers such as string and integer solvers. In contrast with Whispec, Agitator does not 

focus on data structure constraints. 

EGT [11] and EXE [12] also use the negation of branch predicates and symbolic 

execution to generate test cases. They increase the precision of the symbolic pointer 

analysis to handle pointer arithmetic and bit-level memory locations. However, neither 

handles preconditions or class invariants.  

A combination of model checking and symbolic execution is proposed to do 

white-box testing in [51] [101]. To solve the constraints from path conditions and 

preconditions, they do symbolic execution on both code in the function under test and 

code for path conditions. While this approach provides a tight integration of 

preconditions and path conditions, it requires preconditions to be given in Java and its 

efficiency depends heavily on how the user writes the preconditions.  

Csallner’s DSD [18] uses the invariant inference tool Daikon [25] to get class 

invariants, ESC/Java [26] to do static checking, CnC [17] to solve constraints, and 

JCrasher [16] to generate and run tests. Although both static analysis and dynamic 

execution are used, they work separately in the whole process. The symbolic execution is 

not integrated with concrete execution, and the effectiveness in pruning false positives 

also depends on the invariant inference tool.   

Symstra [104] generates unit tests for complex data structures through symbolic 

state exploration and symbolic execution. Its performance is much better than its 

predecessor Rostra [103], which is a concrete execution approach. However, Symstra 

requires a complete implementation and does not consider preconditions. 

There are various other approaches for generating test cases based on program 

paths. In [38], tests are generated by iteratively switching branch conditions to cover 

different branches. In [102], the shape of an input data structure is constructed by solving 
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aliases between object references. In [106][110], approaches do symbolic execution and 

analyze structure pointers and array index expressions to generate test cases going 

through designated paths. In [38], test cases are generated by constructing the control 

flow graph, searching paths to specified points and solving the constraints for the selected 

path. However, none of these approaches propose the integration of preconditions with 

test generation. 

6.3 SCOPE-BOUNDED STATIC CHECKING 

Our work is based on previous research that models a heap-manipulating 

procedure using Alloy and finds counterexamples using SAT. Jackson et al. [49] 

proposed an approach to model complex data structures with relations and encode control 

flow, data flow, and frame conditions into relational formulas. Vaziri et al. [99] 

optimized the translation to boolean formulas by using a special encoding of functional 

relations. Dennis et al. [21] provided explicit facilities to specify imperative code with 

first-order relational logic and used an optimized relational model finder [96] as the 

backend constraint solver. Our algorithm can reduce the workload on the backend 

constraint solver by splitting the computation graph that underlies all these prior 

approaches and dividing the procedure into smaller sub-programs. 

DynAlloy [28] is a promising approach that builds on Alloy to directly support 

sequencing of operations. We believe our incremental approach can optimize DynAlloy’s 

solving too. 

Bounded exhaustive checking, e.g., using TestEra [50] or Korat [9] can check 

programs that manipulate complex data structures.  Testing, however, has a basic 

limitation that running a program against one input only checks the behavior for that 

input. In contrast, translating a code segment to a formula that is solved allows checking 

all (bounded) paths in that segment against all (bounded) inputs. 
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The recent advances in constraint solving technology have led to a rebirth of 

symbolic execution [51][53]. Guiding symbolic execution using concrete executions is 

rapidly gaining popularity as a means of scaling it up in several recent frameworks, most 

notably DART [32], CUTE [81], and EXE [12]. While DART and EXE focus on 

properties of primitives and arrays to check for security holes (e.g., buffer overflows), 

CUTE has explored the use of white-box testing using preconditions, similar to Korat [9]. 

Symbolic/concrete execution can be viewed as an extreme case of our approach where 

each sub-program represents exactly one path in the original program.  As the number of 

paths increases, the number of calls to the constraint solver increases when using 

symbolic execution.  Our approach is motivated by our quest to find a sweet spot 

between checking all paths at once (traditional approach) and each path one-by-one 

(symbolic/concrete execution). 

Model checkers have traditionally focused on properties of control [41][63].  

Recent advances in software model checking [30][100] have allowed checking properties 

of data.  However, software model checkers typically require explicit checking of each 

execution path of the program under test. 

Slicing techniques [94] have been used to reduce the workload of bounded 

verification. Dolby et al. [23] and Saturn [105] perform slicing at the logic representation 

level. Millett et al. [64] slice Promela programs for the SPIN model checker [41]. Visser 

et al. [100] and Corbett et al. [15] prune the parts that are not related to temporal 

constraints and slice at the source code level. Since slicing is based on constraints, the 

effectiveness depends on the properties to be checked. Statements that do not manipulate 

any relations in properties will not be translated into the formula for checking. If 

constraints are so complex that all the relations show up, no statements will be pruned. 
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Our program-splitting algorithm can still reduce workload to backend constraint solvers 

because our path partitioning algorithm is independent of constraints to be checked. 

Sound static analyses, such as traditional shape analysis [55][81] and recent 

variants [57], provide correctness guarantees for all inputs and all execution paths 

irrespective of a bound. However, they typically require additional user input in the form 

of additional predicates or loop invariants, which are not required for scope-bounded 

checking, which provides an under-approximation of the program under test. 



 110 

Chapter 7:  Conclusions 

In software development, change-based fault prediction and scope bounded fault 

detection are important approaches to improve software system quality. Given the source 

code of a program, traditional approaches check changes of source code to predict 

potential faults or check the whole program within a given scope to detect violations to 

correctness specifications.  

Although advantages of these approaches have been demonstrated with 

experiments, they still have limitations in effectiveness and efficiency. Traditional 

change-based fault predictions only consider the code modified by a change while 

ignoring the parts impacted by a change. Scope-bounded testing only concerns the 

correctness specifications and ignores the internal structure of a program. Although 

scope-bounded static checking considers the internal structure of programs, formulas 

translated from structurally complex programs might choke the backend analyzer and 

difficult to give a result within a reasonable time.  

To improve the effectiveness and efficiency of these approaches, we introduce 

local semantic analysis into change-based fault prediction and scope-bounded checking. 

We use data-flow analysis to disclose internal dependencies within a program. Based on 

these dependencies, we identify code segments impacted by a change and apply fault 

prediction metrics on impacted code. With control-flow analysis, we split a bounded 

program into relatively smaller sub-programs and check each of them separately. 

We presented two empirical studies to evaluate the effectiveness and efficiency of 

semantic analysis of change impacts and change interferences. We also presented and 

evaluated algorithms to optimize scope-bounded checking with control-flow analysis or 

data-flow analysis.  
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7.1 EMPIRICAL STUDY OF SEMANTIC IMPACT OF CHANGES 

We performed empirical study to use local data-flow analysis on the history of a 

successful industry project. Our studies show that: 

• Large changes impact, not surprisingly, more lines than small changes; but 

• Large changes have smaller impact size to change size ratio than that of small 

changes; and 

• For fault density of impacted code, large changes are higher than small 

changes; but for fault density of changed code, large changes are lower than 

small changes. Fault density in change or its impact is higher than fault 

density in other parts. 

For large changes, our experiment found a high degree of interference within their 

impacts. It is difficult for a developer to identify all of the impacts and their high degree 

of interference. We suggest that the high degree internal interference contributes to the 

high fault density in the impact of large changes.  

The high fault density found in impacts aggravates the danger of making large 

changes. For large changes, the fault density in changes themselves has already become 

very dangerous. Lezak et al. [59] suggest that a component should be rewritten if more 

than 25% of the code is changed. The high fault density in impacts intensifies the danger 

of large changes because change impacts are not as easily identified as the changes 

themselves. 

7.2 EMPIRICAL STUDY OF SEMANTIC CHANGE INTERFERENCES 

Our empirical study of semantic interference shows that: 

• Semantic interference is significantly higher in high group (twice the other 

two); 
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• Semantic interference detection is effective in predicting non-pointer variable 

faults from the detected interferences in versions changed within short time 

periods; 

• Of the detected semantic interferences, 40% in the high group matched with 

known faults, 25% in the low group (33% in both);  

• The overhead of using our semantic interference detection approach is very 

low and can help developers to find faults very early; and,  

• The preciseness of pointer analysis, identification of variable renaming, and 

control-flow changes are the major factors that affect the effectiveness in 

detecting interference and predicting faults. 

Our experimental design itself is a significant contribution to providing rigorous 

evaluation of tools.  We avoid the invalidity problems of contrived faults.  Change and 

version management repositories provided a large enough population to obtain a variety 

of sample data such as change purpose, size of changed code, and size of source file.  By 

classifying the sampled data according to the degree of parallelism, we constructed a 

control group and two treatment groups.  

To provide an effective evaluation, the fault sets were mined from the version and 

change management repositories, rather than intentionally introduced. This “mundane 

realism” not only removes the internal validity problems associated with fault seeding 

(the representativeness of the faults seeded, the placement of those faults, and the 

frequency of fault occurrence, etc.), but also increases the external validity or the study. 

7.3 EFFICIENT TEST GENERATION FOR SCOPE-BOUNDED TESTING  

We presented a novel framework, Whispec, for white-box testing of methods that 

manipulate structurally complex data, such as those that pervade library classes. Given 

method preconditions as declarative constraints, our framework systematically generates 
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test inputs for the methods to maximize their code coverage. The constraints are written 

in Alloy, a first-order language based on relations. To test a method, given its 

precondition constraint, we first solve that constraint using the Alloy Analyzer and 

translate a solution into a test input.  Next, we execute the method on that input and build 

the path condition for the resulting execution path. Then we run the analyzer on a 

conjunction of the precondition and a new path condition that represents a previously 

unexplored path. The solution is translated to a new test input, which triggers the next 

round of test generation. The iterative execution of Whispec can systematically 

enumerate inputs that maximize code coverage. Experiments using a variety of data 

structure implementations from the Java libraries showed that our framework generates 

significantly smaller test suites (while maximizing coverage) than those generated by 

previous specification-based approaches 

7.4 INCREMENTAL OPTIMIZATION TO SCOPE-BOUNDED STATIC CHECKING 

Scalability is a key issue in scope-bounded checking. Traditional approaches 

translate the bounded code segment of the entire program into one input formula for the 

underlying solver, which solves the complete formula in one execution. For non-trivial 

programs, the formulas are complex and represent a heavy workload that can choke the 

solvers.  

We presented a divide-and-solve approach, where smaller segments of bounded 

code are translated and analyzed. Given a vertex in the control-flow graph, we split the 

computation graph of the program into two sub-graphs: the go-through sub-graph and the 

bypass sub-graph. The go-through sub-graph has all the paths that go through the vertex, 

and the bypass sub-graph has all the paths that bypass the vertex. Our vertex-based path 

partitioning can guarantee the semantic consistency between the original program and the 

sub-programs. We propose to use the number of branch statements as a heuristic to 
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compute an analysis complexity metric of a program. To effectively divide the analysis 

complexity of a program, the heuristic selects a vertex so that the number of branch 

statements in each of the sub-programs is minimized.  

We evaluated our divide-and-solve approach by comparison with the traditional 

approach by checking four Java methods against pre-conditions and post-conditions 

defined in Alloy. The experimental results show that our approach provides significant 

speed-ups over the traditional approach. 

The results also show other potential benefits of our program splitting algorithm. 

Because all sub-graphs are independent, they can be checked in parallel. Since our 

program splitting algorithm can effectively divide the workload, parallel checking the 

sub-programs would likely introduce significant speedups. Incremental compilation and 

solving are likely to provide further optimizations. 

This paper introduces the use of data-flow to optimize the incremental approach, 

specifically using a splitting strategy based on variable definitions. Experiments show 

that our use of variable definitions improves the scalability of the incremental approach; 

it effectively reduces the complexity of the ensuing formulas and provides more efficient 

analysis. 
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Chapter 8:  Future Works 

8.1 SEMANTIC ANALYSIS OF SOURCE CODE CHANGE  

The results from our empirical studies suggest ways of combining our approach 

with that of others to improve the effectiveness of the semantic analysis algorithm. As 

complementary approaches to static analysis tools, dynamic analysis techniques, such as 

dynamic slicing [37] or symbolic execution [51], can identify control flow dependencies 

and analyze dereferences with more precision. And light weight compilation techniques, 

such as Island Grammars [67] [68], can reduce the workload for semantic analysis by 

eliminate the requirement on compilation. 

Since our semantic interference detection algorithm can effectively detect 

interference in high-degree parallel changes, integrating semantic interference detection 

into current Software Configuration Management (SCM) systems can help developers to 

find more faults. We propose to integrate semantic interference checking into SCM 

system [84]. Semantic interferences detected during check in can alert developers to 

potential faults. 

To integrate semantic interference detection, an SCM system needs to change its 

repository and procedures for check-in and check-out. 

• Repository: add a dependency graph for each version of every source file.  

• Check-out procedure: record the base version number in local work space.  

• Check-in procedure: add semantic interference detection to the existing 

textural interference detection. Promote submitter to solve detected textural or 

semantic interference. 

Figure 8.1 illustrates an example of the check-out and check-in procedure in a 

SCM with semantic interference checking. Given a version Vi, Vi.s represents the source 
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code file and Vi.d represents the variable def-use dependency within version Vi. In Figure 

8.1, V0 is the base version when a developer checks out a program file. After making 

changes on V0, the developer wants to check in a new version Vc. At this moment, Vn is 

the latest version in repository.  

Figure 8.1: Version evolution in a SCM with semantic interference detection 

8.2 SCOPE-BOUNDED CHECKING 

Scalability is a key challenge for scope-bounded checking. For non-trivial 

programs, the formulas translated from control-flow and data-flow can be quite complex 

and the ensuing heavy workload can choke the solvers. Our previous work used control-

flow as the basis for an incremental approach to scope-bounded checking by splitting 

program into smaller sub-programs and checking each sub-program separately, and 

demonstrated significant speed-ups over the traditional approach. This paper introduces 

the use of data-flow to optimize the incremental approach, specifically using a splitting 

strategy based on variable definitions. Experiments show that for programs with 

sufficient size and complexity, our use of variable definitions improves the scalability of 

the incremental approach; it effectively reduces the complexity of the ensuing formulas 

and provides more efficient analysis.  

In ongoing work, we are exploring strategies for applying semantic and syntactic 

analysis based splitting algorithms in tandem such that customized splitting techniques 
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could be applied to programs which strike a trade-off between reducing the complexity of 

the resulting constraints and minimizing the translation time overhead. Our focus is also 

on incremental unrolling of loops (especially nested loops) such that the tool doesn’t get 

unnecessarily choked when bugs can be detected at lesser heap coverage. In general, 

incremental checking of programs opens up the following avenues for future work: 

• Parallel solving of sub-programs: The sub-graphs produced by the splitting 

algorithms are syntactically and semantically independent of each other and 

could be solved in parallel. This would especially benefit in reducing the 

response time when there are no counter-examples. Hence combination of 

incremental and parallel algorithms would help scale scope bounded checking. 

• Synergy of specification slicing and control flow graph slicing: The evaluation 

of the real-world KOA application highlighted that pre and post condition 

specifications of a method may be much more complex than the constraints 

from the code of the method. Semantic based splitting strategies (especially 

variable definitions based) has the potential of driving specification slicing on 

based on the selected variables. Similarly, relational specification slicing 

techniques [98] which leverage on the strengths of the Kodkod model finder 

(especially the use of partial instances and solutions) could also act as the 

basis for the program splitting strategies. This would aid in checking relevant 

portions of the program earlier and thus reduce the time to detect subtle bugs. 

• Interfacing with Incremental SAT solvers: The strategy for splitting could be 

designed towards supplying relational constraints in an incremental fashion to 

SAT solvers which are geared towards achieving high performance by 

incremental refinement of constraints [4]. 
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