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Black  hole  Visualization  and  Animation  is  a  problem  of  raytracing  over  curved 

spacetimes. This paper discusses the physics of  light in curved spacetimes, the geometry of  

black  holes,  and  the  appearance  of  objects  as  viewed through a  relativistic  camera  (the 

Penrose-Terrell effect). It then discusses computational issues of  how to generate images of  

black holes with a computer. A method of  determining the most efficient series of  steps to  

calculate the value of  a mathematical expression is described and used to improve the speed 

of  the program. The details of  raytracing over curved spaces not covered by a single chart 

are described. A method of  generating images of  several black holes in the same spacetime  

is discussed. Finally, a series of  images generated by these methods is given and interpreted. 
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1 Introduction

1.1 Summary

In  this  paper  I  shall  explain  the  application  of  physical  and  computational  principles  to  the  generation  of

black hole images and then comment on the images thereby produced, noting their salient features. The program

herein described is capable of producing beautiful images that illustrate the physics of black holes, but may also

be easily extended to other spacetime metrics. 

There are a number of innovations to my approach which improve on prior raytraced black hole images.  I

describe a program written in Mathematica which generates the optimal series of steps to calculate the value of an

expression;  this  is  used  to  improve  the  speed  of  the  black  hole  program.  Previous  approaches  have  limited

themselves to images of the Schwarzschild spacetime; I show how to extend their methods to the Kerr spacetime.

Since the Kerr spacetime is  not covered by a single chart,  unlike the Schwarzschild spacetime, I  discuss how to

raytrace smoothly over the entire spacetime. I have used an image of the globe of the Earth as the background in

all my images because, since the Earth is round, it can be used to represent the entire sky at a distance of infinity.

Around a black hole, one sees the entire sky; therefore it is necessary to use an image as a background which can

be mapped over the entire sky. Finally, I use a method of approximating a spacetime with several black holes in it

to generate the first images having two or more black holes together. 
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1.2 Literature Review

Black, 2009  gives  a  comprehensive  bibliography  of  general  relativistic  visualization,  but  there  are  only  two

projects  similar  in  scope  to  mine.  Hamilton, Polhemus, 2009  have  made  a  number  of  images  and  animations

which are available at http://jila.colorado.edu/~ajsh/insidebh/schw.html. Borchers, et al, 2006 have made some

brilliant  visualizations  of  special  and  general  relativity,  including  images  of  Schwarzschild  black  holes  and  the

Penrose  Terrell  effect.  There  are  some  animations  of  a  camera  moving  in  Schwarzschild  space  available  at

http://videos.komando.com/2010/02/13/.  They  had  a  brilliant  image  to  illustrate  Schwarzschild  space  which

was unlike anything I  had imagined in which a Schwarzschild space is  chopped into several  small  blocks which

are placed in flat space; it can then be seen how they do not fit together in flat space. It would be interesting to

see if there were a way for this principle to be used to illustrate time distortions as well. 

There  is  a  discrepancy  between  my  and  Borchers,  et  al's  images  on  the  one  hand  and  Hamilton  and

Polhemus's images on the other. Upon nearing a black hole in my images and the Germans', the view of the rest

of the universe shrinks to a tiny circle in the sky, whereas in the Hamilton and Polhemus images, the black hole

appears to cover half the celestial sphere regardless of how near one gets to it, even after falling in. 

I do not know how to explain the descrepancy, but my images must be correct. There is a distance from the

Schwarzschild black hole at which light orbits in perfect circles around it. At this distance, the black hole should

cover  precisely  half  the  celestial  sphere,  and  the  rest  of  the  sky  should  take  up  the  other  half.  Nearer  to  the

horizon,  it  follows  that  light  rays  that  are  initially  moving  perpendicular  to  the  radius  of  the  black  hole  should

now spiral into the black hole, since the gravitational pull is stronger at closer distances. Hence, it does not make

sense that the apparent size of the black hole should cover only half the celestial sphere. 

The discrepancy might be explained by the Penrose-Terrell effect. An object which one approaches at near-

light speeds appears contracted. It is therefore possible that the apparent size of the black hole could be altered

by  just  the  right  amount  so  that  it  covers  exactly  half  the  celestial  sphere.  However,  this  effect  would  not  be

observed in general. 

2

b

b



2 Theory

2.1 Geodesics

The  path  of  a  particle  which  moves  within  a  manifold  M  may  be  modeled  as  a  parametric  function

f HΤL : R ® M. If this particle is rotationally symmetric and M  has more than two dimensions, the particle will, if it

is  not  interacting  with  anything  else,  always  continue  along its  present  direction,  for  there  is  no other  direction

which distinguishes itself from any other. There are an infinite number of directions perpendicular to its present

path  and  a  rotational  symmetry  between  them.  It  cannot  deflect  along  any  one  of  these  because  there  is,  by

hypothesis, nothing it is interacting with to break the symmetry. The only direction which in any way stands out

from the others is that which it is already following. There is an exception to this rule for two-dimensional spaces

because in this case, there are directions other than the direction of the particle's motion which are not symmetric

to any other.

This argument does not rule out the possibility that the particle may accelerate along its direction of motion.

However,  in  relativistic  physics,  the  parameter  Τ  is  not  physical.  The  path  f HΤL  may  be  reparameterized  to

f ¢HΤL º f HzHΤLL  and still  refers to the physically identical trajectory in spacetime. Acceleration of a particle along

its  direction  of  motion  can  be  parameterized  away.  In  relativistic  physics,  therefore,  a  rule  that  a  particle  must

move along its direction of motion determines completely the motion of the particle. 

Whereas in Newtonian physics the law of inertia must be taken as a postulate for a lone particle interacting

with nothing else, in relativistic physics there are no alternatives, with exceptions in two-dimensional spacetimes.

Mathematically, the law of inertia is expressed as the law that a particle moves along the curve that is generated by

parallel transportation along itself.  

1T
Α Ñ Α T

Β µ T
Β

Here the differential operator is covariant to coordinate changes in M  and T Α  is the tangent vector to the curve

f .  The worldline of a relativistic particle being equivalent to any reparameterization of itself,  the only physically

meaningful  conditions  that  may  be  applied  to  T Α  are  those  that  remain  unchanged  under  reparameterizations.

Hence T Α T Α  may be required to be positive, negative, or zero but it is not worthwhile to be any more specific

than that! Because the photon is a massless particle, its initial condition satisfies 
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Here the differential operator is covariant to coordinate changes in M  and T Α  is the tangent vector to the curve

f .  The worldline of a relativistic particle being equivalent to any reparameterization of itself,  the only physically

meaningful  conditions  that  may  be  applied  to  T Α  are  those  that  remain  unchanged  under  reparameterizations.

Hence T Α T Α  may be required to be positive, negative, or zero but it is not worthwhile to be any more specific

than that! Because the photon is a massless particle, its initial condition satisfies 

2T
Α

T Α � 0 .

The worldline of a photon cannot be parameterized by proper time because the proper time is zero. Hence it is

parameterized by time in some reference frame. The geodesic equation 

3T
Α Ñ Α T

Β � 0
Β

is  therefore four differential  equations, but only three are independent. In this frame, the frequency of the light

ray varies with T0. 

Infinitesimally nearby geodesics are given by the geodesic deviation equation 

4a
a � -Rc b d

a
X

b
T

c
T

d

where  Xa  is  an  infinitesimal  displacement  vector  perpendicular  to  T a  that  tells  where  the  infinitesimally  nearby

geodesic  is  and  aa  is  the  acceleration  of  that  geodesic.  With  these  equations,  a  geodesic  can  be  tracked  across

curved spacetime, and two nearby geodesics can be tracked alongside. The three rays form a triangular prism; a

cross section of this  prism thus can represent an infinitesimal area of a wavefront of light.  This can be used to

track the change in intensity of the light-ray. Since intensity has units of energy �area, the intensity of the light-ray

should vary with the frequency over the area of a triangular cross section: 

5I µ
T0

A
.

In this way, the motion, color, and intensity of light can be tracked over a curved spacetime.1
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2.2 Geometric Optics

In modeling the photon as a massless particle, one assumes that the wavelength of light is much smaller than

the typical scale on which its amplitude, polarization, and wavelength vary. It must also be much smaller than the

radius of curvature of spacetime. 

Thus, the effects of interference and diffraction are ignored. This seems like a reasonable assumption, but it

may fail when looking very near to a black hole. Since the light from that object will be so heavily redshifted, it

may  be  necessary  to  view  the  object  at  very  long  wavelengths  where  the  effects  of  interference  would  be

significant. 

2.3 Lorentz Transformations

The Penrose Terrell  effect  refers  to the fact  the appearance of  a  relativistic  universe is  quite  different from

the  space-contracted  and  time-dilated  universe  that  physics  students  learn  about  in  special  relativity.  Although

these  effects  are  physically  present,  they  are  not  directly  experienced.  Instead,  moving  objects  tend  to  appear

distorted  in  different  ways  and  appear  to  be  in  different  locations  from  where  they  really  are.  The  next  two

sections explain the reasons for this effect and how it can be simulated. 

A snapshot, for the our purposes, is simply a point in spacetime and the set I of null rays traveling through

it.2 Since null rays have no definite length, the rays can be represented as vectors all having the same length in the

t0  coordinate. It makes more sense to make this distance negative because then the vectors point along incoming

null  rays.  Since  the  light  that  the  snapshot  detects  would  come from the  past  into  the  snapshot  at  the  present,

these are the correct directions along which to trace the rays that enter the snapshot. The snapshot is therefore

represented by the sphere 

6S
- º 9tΜ tΜ ' I tΜ t

Μ � 0 and t0 � -1M=
for some point p. This sphere is also known as the celestial sphere. 
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Figure 1. The past and future celestial spheres.

Since  one  might  very  well  wish  to  see  things  from  the  perspective  of  a  moving  camera,  it  is  necessary  to

determine the effect a Lorentz transformation on a snapshot. Since the snapshot only sees the past light cone, I

derive  the  effect  of  a  Lorentz  transformation  directly  on  the  past  celestial  sphere  even  though  the  standard  in

general relativity literature is to use the future celestial sphere. A rotation in space is simply a rotation of S-, but a

boost applied to the points of S- transforms the sphere into an ellipsoid; to determine the effect of a boost on I,

therefore,  it  is  necessary  to  scale  the  transformed  points  of  S-  to  a  new  sphere  about  p.  The  effect  of  such  a

transformation  on  I  is  necessarily  conformal  because  it  is  an  orthogonal  transformation  followed  by  a

diffeomorphism. As it  shall  turn out,  there is a one-to-one correspondence between Lorentz transformations in

spacetime and conformal transformations on I. 

I can be treated as a Riemann sphere because there is a bijective map between it and S-, and a bijective map

between S- and the Riemann sphere. It can be shown that Lorentz transformations form the group of conformal

transformations  over  the  Riemann  sphere.  By  definition,  the  Riemann  sphere  is  simply  a  sphere  that  has  been

projectively mapped to the complex plane with a single point at infinity; hence every point on the sphere may be

regarded as a complex number. 
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I can be treated as a Riemann sphere because there is a bijective map between it and S-, and a bijective map

between S- and the Riemann sphere. It can be shown that Lorentz transformations form the group of conformal

transformations  over  the  Riemann  sphere.  By  definition,  the  Riemann  sphere  is  simply  a  sphere  that  has  been

projectively mapped to the complex plane with a single point at infinity; hence every point on the sphere may be

regarded as a complex number. 

One way of projectively mapping a sphere to the complex plane is to center a unit sphere about the origin of

the plane, and then trace the line from the north pole of the sphere N  to a point P on the sphere. The point P is

mapped to the point Ξ on the plane where it intersects the line NP. 

Figure 2. The Riemann Sphere. 

I use x, y, and z for the coordinates of P and this produces the map 

7Ξ �
x + ä y

1 - z

Using the following formulas, 
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8

Ξ + Ξ �
2 x

1 - z
,

Ξ - Ξ �
2 ä y

1 - z
,

Ξ Ξ �
x2 + y2

H1 - zL2
�

1 - z2

H1 - zL2
�

1 + z

1 - z

the inverse transformations are easy to find. 

9x �
Ξ + Ξ

Ξ Ξ + 1

, y � -ä
Ξ + Ξ

Ξ Ξ + 1

, z �
Ξ Ξ - 1

Ξ Ξ + 1

There is now a one-to-one map between the points of I and the complex plane with infinity. This is all well

and  good,  but  how does  this  mapping  work  on  a  given  past  null  vector  HT , X , Y , ZL?  An observer  sees  this

vector as equivalent to H1, X �T , Y �T , Z �T L, which is a point in I. Therefore, I scale by T . 

10Ξ �
x + ä y

1 - z
�

X � T + ä Y � T

1 - Z � T
�

X + ä Y

T - Z

In order to show that Lorentz transformations become conformal transformations on I, it is necessary first

to look at the effects of those conformal transformations. It is well known that the conformal transformations of

the complex plane are the group of fractional linear transformations: 

11Ξ Þ
Α Ξ + Β

Γ Ξ + ∆
Α ∆ - Β Γ � 1

where the normalization condition ensures that a given transformation is  described uniquely.  A fractional linear

transformation can be represented by a matrix

12A =
Α Β

Γ ∆
Α ∆ - Β Γ � 1

which is sensible because fractional linear transformations compose like these matrices. These matrices form the

group SLH2, CL, the group of unit determinant complex linear transformations. The difference between SLH2, CL
and conformal transformations on the Riemann sphere is that an element of SLH2, CL can be multiplied by -1 to

produce a distinguishable element of SLH2, CL, whereas the corresponding conformal transformation to both of

them is the same. 

These matrices must act on vectors in some vector space. If H�, �L is such a vector, then Ξ �
�
�  is some point

on the Riemann sphere. These vectors are called spin vectors. Like null rays in spacetime, they can be multiplied

by an overall factor without changing their physical meaning, except in this case that factor may be complex. 
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These matrices must act on vectors in some vector space. If H�, �L is such a vector, then Ξ �
�
�  is some point

on the Riemann sphere. These vectors are called spin vectors. Like null rays in spacetime, they can be multiplied

by an overall factor without changing their physical meaning, except in this case that factor may be complex. 

There is a correspondence between spin vectors and null rays that can be exploited to determine the effect a

Lorentz  transformation  has  on  the  celestial  sphere.  Equation  (9)  can  be  rewritten  using  the  coordinates  of  the

spin vector to get 

13x �
� � + � �

� � + � �
, y � -ä

� � - � �

� � + � �
, z �

� � - � �

� � + � �

The quantity T  can be allowed to be some common factor of all of these so that 

14

T �
� � + � �

2

, X �
� � + � �

2

,

Y � -ä
� � - � �

2

, Z �
� � - � �

2

This means that 

15V =
T + Z X + ä Y

X - ä Y T - Z
�

� � � �
� � � �

�
�
�

H � � L
Knowing how to  construct  a  null  vector  from the  corresponding spin  vector,  it  is  now possible  to  see  the

effect a spin transformation H�, �L ® H�¢, �¢L has on the corresponding null vector in three space. If a spin vector

is  transformed by  multiplying  it  by  a  spin  matrix  A,  it  follows that  the  corresponding transformation on a  null

vector is 

16

T ¢ + Z¢ X ¢ + ä Y ¢

X ¢ - ä Y ¢ T ¢ - Z¢ �
�¢ �¢ �¢ �¢

�¢ �¢ �¢ �¢ �
�¢

�¢ I �¢ �
¢ M

� A

�¢

�¢ I �¢ �
¢ M A

* � A

T + Z X + ä Y

X - ä Y T - Z
A

*

where A*  denotes the conjugate transpose of A. This transformation is linear, real, the form T2 - X2 - Y 2 - Z2

invariant.  Hence,  it  defines a Lorentz transformation on V ,  and the group of Lorentz transformations that the

group of spin transformations correspond to shall be denoted by G. 
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where A*  denotes the conjugate transpose of A. This transformation is linear, real, the form T2 - X2 - Y 2 - Z2

invariant.  Hence,  it  defines a Lorentz transformation on V ,  and the group of Lorentz transformations that the

group of spin transformations correspond to shall be denoted by G. 

SLH2, CL has six generators: 

17

0 1

1 0
,

0 -ä

ä 0
,

1 0

0 -1

0 ä

ä 0
,

0 1

-1 0
,

ä 0

0 -ä

The corresponding generators of G are 

18

0 0 0 0

0 0 0 0

0 0 0 -ä

0 0 ä 0

,

0 0 0 0

0 0 0 ä

0 0 0 0

0 -ä 0 0

,

0 0 0 0

0 0 ä 0

0 -ä 0 0

0 0 0 0

0 1 0 0

1 0 0 0

0 0 0 0

0 0 0 0

,

0 0 1 0

0 0 0 0

1 0 0 0

0 0 0 0

,

0 0 0 1

0 0 0 0

0 0 0 0

1 0 0 0

These are the generators of the restricted Lorentz transformation, and therefore this is the group G. 

2.4 The Penrose-Terrell Effect

It  is  now possible  to  construct  the  effect  of  a  Lorentz  transformation on the  celestial  sphere.  It  should  be

clear that a Lorentz rotation produces a rotation of the celestial sphere, so it is really only necessary to construct

the effect of a boost. 

It is well known that conformal transformations map circles to circles; therefore a circular object will always

be  seen  as  a  circle  no  matter  from  what  relative  velocity  one  views  it.  This  has  been  called  the  'invisibility  of

Lorentz contractions' but I find it to be somewhat misleading. Lorentz transformations are perfectly visible; the

reason for the Penrose-Terrell effect is that at any given moment the observed light rays did not originate from

the objects we are seeing at the same time. We look down the light cone, not at constant-time slices of spacetime.

If  one  accounts  for  that  to  reconstruct  the  appearance  of  an  object  at  a  given  instant,  then  it  will  appear

contracted just as the special theory of relativity predicts. 
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It is well known that conformal transformations map circles to circles; therefore a circular object will always

be  seen  as  a  circle  no  matter  from  what  relative  velocity  one  views  it.  This  has  been  called  the  'invisibility  of

Lorentz contractions' but I find it to be somewhat misleading. Lorentz transformations are perfectly visible; the

reason for the Penrose-Terrell effect is that at any given moment the observed light rays did not originate from

the objects we are seeing at the same time. We look down the light cone, not at constant-time slices of spacetime.

If  one  accounts  for  that  to  reconstruct  the  appearance  of  an  object  at  a  given  instant,  then  it  will  appear

contracted just as the special theory of relativity predicts. 

The  Penrose  Terrell  effect  can  be  visualized  with  a  diagram  similar  to  that  used  to  visualize  the  Doppler

effect. In the diagram below, at the center is an object moving to the right at half the speed of light. The circles

surrounding it  are  incoming wavefronts  of  light,  carrying with them information about  sixteen infinitely  distant

objects evenly arranged around the origin. The rays from the center of the diagram intersect each circle such that

the angular distances between them are the same for each circle. Each circle therefore represents a picture of the

sixteen objects evenly spaced. However, from the standpoint of the dot in the center, the sixteen objects appear

to have different angular distances from one another. The thick circle is centered around the moving object and

represents a picture of what the moving observer sees. 
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Figure 3. Successive incoming wavefronts around an observer moving to the right. The bold 

circle around the observer suggests how the image seen by the observer will be distorted due to 

the Penrose-Terrell effect. 

The  Penrose-Terrell  effect  can  be  visualized  with  a  3D  spacetime  diagram  and  looking  at  the  effect  of  a

Lorentz transformation on the past light cone. In the diagram, the apex of the light cone represents an observer,

the red objects are the worldlines of small spheres, and the black wire cone is the celestial sphere of the observer.

The right image is the boosted version of the left. 
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Figure 4. A Lorentz transformation of a world containing an observer and two red objects. 

The circle around the observer's past light cone depicts how the celestial sphere is transformed. 

On one side the circle is stretched, and on the other the circle is squashed. 

The Penrose-Terrell effect can be seen here as the effect of one's vision of an object being delayed from the

time of the event being viewed. The effect of a boost applied to some observer will change the apparent locations

of the objects around it according to the rules of Lorentz contraction, but the boost has a very different effect on

the  change  in  the  locations  of  the  intersections  of  the  surrounding  objects  with  the  observer's  past  light  cone.

This  is  what  causes  the  Penrose-Terrell  effect.  Since  this  effect  is  caused  by  a  Lorentz  boost,  no  extra

programming should be necessary to implement it; it will be visible as long as the snapshot is being generated and

transformed correctly. 

2.5 The Kerr Black Hole

The axially symmetric vacuum solution to Einstein's equation gives the metric of the Kerr black hole metric.3  In

spherical coordinates, the metric is given by 

19

âs
2 � Ρ2

âr2

D
+ â Θ2 + Ir2 + a

2M sinHΘL2 â Φ2 - â t
2 +

2 m r

Ρ2
Ia sinHΘL2 â Φ - â tM2

Ρ2 � r
2 + a

2
cosHΘL2

D � r
2 - 2 m r + a

2
.

The parameter m is the mass of the black hole and the angular momentum is given by a m.
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The parameter m is the mass of the black hole and the angular momentum is given by a m.

There  are  several  important  regions  in  Kerr  spacetime.  First,  there  are  two  regions  where  the  metric  is

singular: at the 3-surfaces r± º r � m ± m2 - a2 , where D � 0, and also where r � 0. The vector 
¶

¶Ρ
 has length 

20
¶2

¶ Ρ2
âs

2 �
Ρ2

D
�

r2 + a2 cosHΘL2

r2 - 2 m r + a2
.

When r- £ r £ r+, this value is imaginary, and is otherwise real. Therefore between r- and r+, the direction toward

smaller  r  is  timelike,  whereas otherwise it  is  spacelike.  This  indicates  that  the surfaces r±  are  horizons,  and that

between them objects are drawn inexorably toward smaller values of r  until  they reach the interior of r-.  When

a � 0,  the  inner  horizon  is  r � 0,  and  the  outer  horizon  is  r � 2 m.  When  a2 � m2  then  r- � r+ � m.  When

a2 > m2, then both r± both have complex values and are no longer physical. 

The vector 
¶

¶t
 has length 

21
¶2

¶ t2
âs

2 �
1

r2 + a2 cosHΘL2
- 1 .

When re± º r � m ± m2 - a2 cosHΘL2 ,  the vector 
¶

¶t
 is lightlike. The region inside between re±  is known as the

ergosphere. Inside, 
¶

¶t
 is spacelike, whereas outside it is timelike. It is therefore impossible to stand still inside the

ergosphere;  in  fact  it  is  only  possible  to  move  in  the  direction  that  the  black  hole  rotates.  When  a � 0  or

cosHΘL � 0 then re � r+; otherwise re > r+ as long as there is an outer horizon. A cross-section of the black hole in

spherical  coordinates  for  the  values  m � 1,  a � .95  is  shown below.  The  solid  lines  represent  horizons  and  the

dotted lines represent the boundaries of the ergosphere. 
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Figure 5. The cross-section of a Kerr black hole, as viewed in polar coordinates. 

It  is  possible  with  a  coordinate  transform  to  show  that  the  horizons  are  coordinate  singularities,  not  real

ones. Let 

22âu± � â t ±
r2 + a2

D
âr â Φ± � â Φ +

a

D
âr .

Changing to these coordinates, the metric has the form 

23

âs
2 � Ρ2 â Θ2 - 2 a sinHΘL2 âr â Φ± + 2 âr âu± +

Ir2 + a2M - D a2 sinHΘL2

Ρ2
â Φ±

2 -

4 a m r

Ρ2
sinHΘL2 â Φ± âu± - 1 -

2 m r

Ρ2
âu±

2
.

This metric  is  not singular  at  r±,  but  it  is  still  singular  at  r � 0.  This  is  necessarily  a  true singularity  because the

scalar curvature blows up as one approaches it along the equatorial plane. By integrating around Φ, this singularity

is observed not to be a point. 
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24à
0

2 Π

â Φ
¶2

¶Θ2
âs

2 � à
0

2 Π

â Φ . Ir2 + a
2M sinHΘL2 +

2 m r

r2 + a2 cosHΘL2
a

2
sinHΘL4

When  r � 0  and  Θ � Π �2,  the  circumference  is  2 Π a.  So  although  the  singularity  appears  to  be  a  point  in  this

coordinate system, it really is something else. A further coordinate system gives us a better picture of its interior. 

25

x + ä y � Hr + ä aL sinHΘL expKä à Kâ Φ +
a

D
ârOO

z � r cosHΘL t � à â t +
r2 + a2

D
âr - r

This integration can only be performed when a2 > m2, but the resulting metric is still sensible in the more general

case. The metric then has the form 

26âs
2 � ΗΜ Ν â x

Μ â x
Ν + 2 HHxΑL lHxΑLΜ lHxΑLΝ â x

Μ â x
Ν

where ΗΜΝ is the metric of Minkowski space, H is a scalar function given by 

27H �
m r

r2 + a2 cosHΘL2
,

and l Μ is an ingoing vector, null both in the background and in the full metric given by 

28lΜ � :1,
r x + a y

r2 + a2
,

r y - a x

r2 + a2
,

z

r
> ,

where r  is the same as the coordinate r  in spherical coordinates and is given by 

29r
2 �

1

2
IΡ2 - a

2M +
1

2
IΡ2 - a

2M2
+ a

2
z

2
,

and where 

30Ρ � x
2 + y

2 + z
2

.

In  these  coordinates,  surfaces  of  constant  r  are  ellipses  whose  limit  is  the  disk  x2 + y2 £ a2,  z � 0.  The

singularity  at  r � 0,  it  turns  out,  is  only  the  rim of  this  disk,  and the  curvature  does  not  blow up except  in  the

limit  of  x2 + y2 � a2,  z � 0.  If  one  passes  through  the  ring,  one  can  apparently  reach  negative  values  of  r

uninhibited. From the Kerr metric in spherical coordinates, one can see that replacing r  by -r  has the same effect

as replacing m  by -m.  Therefore one would seem to end up within a "white hole" rather than a black one, and

would feel an anti-gravitational force. There would be another pair of horizons, only between these one would be

forced away from the center, rather than towards. 
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In  these  coordinates,  surfaces  of  constant  r  are  ellipses  whose  limit  is  the  disk  x2 + y2 £ a2,  z � 0.  The

singularity  at  r � 0,  it  turns  out,  is  only  the  rim of  this  disk,  and the  curvature  does  not  blow up except  in  the

limit  of  x2 + y2 � a2,  z � 0.  If  one  passes  through  the  ring,  one  can  apparently  reach  negative  values  of  r

uninhibited. From the Kerr metric in spherical coordinates, one can see that replacing r  by -r  has the same effect

as replacing m  by -m.  Therefore one would seem to end up within a "white hole" rather than a black one, and

would feel an anti-gravitational force. There would be another pair of horizons, only between these one would be

forced away from the center, rather than towards. 

If  one should go around to the other  side  of  the ring and through it  again,  would one end up back in  the

original  universe  or  in  a  third  universe?  This,  of  course  is  unanswerable  because  either  case  would  be  a  valid

solution  of  Einstein's  equations.  It  is  generally  best  to  work  with  the  space  that  is  the  maximal  covering  of  all

possible topologies because then one can later identify some parts of the manifold to talk about other topologies.

Therefore for the present purposes I assume that to go through the ring, around to the other side, and through it

again leads to a third universe. 

If a2 � m,  then r+ � r-.  If a2 > m,  then r±  are imaginary and the ring singularity is visible from infinity. The

inner  and  outer  ergospheres  merge  into  a  torus-shaped  surface.  The  diagram  shows  a  cross-section  of  a  Kerr

black hole in Cartesian coordinates for different values of a �m. 
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a�m�0.001 a�m�0.701 a�m�0.901

a�m�0.941 a�m�0.981 a�m�0.991

a�m�0.999 a�m�1.001 a�m�1.201

Figure 6. Cross sections of the Kerr black hole with successively higher values of a, as viewed 

using Cartesian coordinates. 

An advantage of Cartesian coordinates is that they naturally generalize to a moving black hole.4  It is simply

necessary to boost the metric like so:

31âs
2 � ΗΜ Ν â x

Μ â x
Ν + 2 HHxΑL lHxΑLΣ lHxΑLΡ LΣ

Μ LΡ
Ν â x

Μ â x
Ν

where LΜ
Ν  is a Lorentz transform that rotates the metric into its desired orientation and boosts it to the desired

velocity.

A  natural  generalization  of  this  metric  that  would  approximate  multiple  black  holes,  as  long  as  they  are

sufficiently distant from one another is a superposition of the form 
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32
âs

2 � ΗΜ Ν â x
Μ â x

Ν + â
i

2 Hi liΣ liΡ Li
Σ

Μ Li
Ρ

Ν â x
Μ â x

Ν
.

where  i  is  an  index running over  all  black  holes  and Hi  and li Μ  are  functions  of  xΑ - x i
Α,  such that  x i

Α  is  the

location  of  the  center  of  the  ith  black  hole.  The  interactions  of  the  black  holes  can  be  treated  with  the  post-

Newtonian approximation. 

Such  a  metric  would  not  precisely  satisfy  Einstein's  equation  because  the  interaction  of  the  black  holes  is

nonlinear.  For  sufficiently  distant  black  holes,  however,  these  would  be  weak  enough  that  their  effect  on  the

whole system would be tiny. 

2.6 Conformal Structure of a Black Hole

None of the coordinates given here cover the entire space of a black hole. It is useful therefore to look at the

conformal structure of a black hole so as to get a qualitative picture of the entire space. 

The  Kerr  black  hole  has  at  most  three  different  kinds  of  regions.  There  is  the  asymptotically  flat  region

containing the ordinary universe outside the black hole, and this is labeled region I.  Inside the first horizon is a

region between the two horizons called region II. Inside that is the region containing the ring singularity labeled

region III. Through the singularity one finds that region III is also asymptotically flat. Depending on the values of

the parameters a and m, some of these regions may disappear or change shape. 

The simplest  case  is  that  of  a2 > m2.  In  this  case,  space is  divided by no null  surfaces,  so there  is  only  one

region. It can be drawn as a square, rather like the conformal structure of flat space, except that the left and right

edges of the square are not identified. There are two spacial infinities, one for each asymptotically flat direction;

region II disappears because the pair of horizons are at imaginary radii, and region I has merged with region III.

At r � 0 is the ring singularity, which one can pass through to reach the other universe. 
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Figure 7. A conformal diagram of a kerr black hole with a2 > m2

The  next  simplest  case  is  the  Schwarzschild  black  hole,  a � 0.  In  this  case,  region  III  has  shrunk  down to

nothing and there is a spacial singularity in region II. The horizon is a null surface, so there must be both a future

and past horizon, one sloping diagonally up, the other sloping diagonally down. Region I is therefore drawn as a

square with two sides representing the future and past horizons. Beyond each of these is a region II, one of which

contains a past singularity and the other a future singularity.  Inside the future region II one can see outside the

black hole into region I and, in the other direction, one can see out to another region just like the first region I.

The singularities are two spacelike lines on the top and bottom. 

II

II

II

Figure 8. A conformal diagram of a kerr black hole with a2 � 0; also known as a 

Schwarzschild black hole. 

The  next  case  is  a2 � m2.  In  this  case  there  is  no  region  II,  but  regions  I  and  III  are  still  separate.  From

region I,  therefore,  there is  a  past  and future horizon beyond which one finds a  region III.  Inside a  region III,

one  finds  future  and  past  horizons  each  of  which  leads  to  a  region  I.  Beyond  the  ring  singularity,  one  finds

another spacial infinity. 
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I

I

I

I

Figure 9. A conformal diagram of a kerr black hole with a2 � m2.

The most complicated case is 0 < a2 < m2. In this case all regions are present. Inside region I there are once

again past and future horizons, these ones leading to region II. Inside region II, the future always points toward

the  inner  horizon.  From  the  standpoint  of  someone  inside  region  II,  there  are  therefore  two  future  horizons,

each one leading to a region III. There are also two past horizons, each leading from a region I. These two future

horizons are like the past and future horizons that one sees outside the black hole, only that someone in region II

must move away from both of them toward the center of the black hole. Inside region III, one finds a region II

in the past and future on one side of the ring, and asymptotic flatness on the other side. 
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Figure 10. A conformal diagram of a kerr black hole with 0 < a2 < m2.

One would like to be able to view the black hole from within any region under any of the cases described here. 
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3 Software

3.1 The Program Programming Program

Between  theory  and  execution  I  found  great  frustration.  I  found  great  difficulty  in  not  only  deriving  the

proper expressions from the metric but in entering them into the computer, much less optimizing them to make

them  faster.  Once  derived,  the  expressions  for  the  H,  la  and  their  derivatives  were  horrendously  complicated

tensor  expressions.  It  was  a  painstaking  process  to  translate  these  tensor  expressions,  which  took  up  pages  of

space in a notebook, into C code.  A tensor expression, of course,  can be shorthand for many expressions,  and

the C code, therefore, invariably looked very dissimilar to the original expressions. 

Once entered, invariably errors had snuck in. I wasted far too much time in combing my code searching for

misplaced symbols. Each time the program crashed or produced implausible results I would have to go through

pages and pages of C expressions to search for the problem, and yet always the possibility loomed that the error

was not in the coding, but in deriving the original derivation. If no error could be found in the code, the original

derivation would turn out to have an error, and once that was corrected, the whole process would start over. 

And yet,  the program may still  have errors and yet produce images with subtle problems that did not draw

attention  to  themselves.  Therefore,  I  conceived  a  new  level  to  the  project  which  would  entirely  circumvent  all

these  problems.  Starting  with  the  expressions  for  H,  la,  the  connection  coefficient  and  the  Riemann  tensor,

Mathematica  would generate the derivatives itself,  optimize the expressions for faster commutation, and translate

them into C code. 

23

b

b



3.2 Tensor Operations

The  first  step  in  the  project  was  to  give  Mathematica  the  ability  to  use  tensor  expressions  and  perform

coordinate derivatives. I decided to program Mathematica to do tensor calculus myself rather than use one of the

tensor packages available  because then I  could be sure that  my program would work exactly  the way I  wanted,

whereas another package would take time to learn and ultimately prove to be deficient in features. The three key

features I wanted in this program were that it

è use  the  abstract  index  notation,  including  recognizing  identical  tensors  with  differently  named

indices; 

è take derivatives of tensor expressions; 

è determine the symmetries of tensor expressions under permutations of indices. 

The first of these is important to make it intuitive to use so that I would have to think as little as possible in

translating an expression from a notebook to the computer, the second to save on work performing derivations,

and the third is important to save time on numerical calculations in the final program. Once it is recognized that a

tensor  has  symmetries,  it  is  no longer  necessary  to  calculate  all  parts  of  the  tensor;  all  tensor  expressions to  be

converted into C can be adjusted to use the correct parts of a tensor. 

The  program  can  deal  with  tensor  expressions  in  two  different  ways;  as  symbols  or  with  each  part  given

explicitly. For example, a vector may be written as va or more explicitly as 

339v1
, v

2
, v

3= .

When tensors are given simply as symbols, the program treats tensor expressions algebraically, and when they are

given as boxes of numbers, the program generates a new box from any tensor expression.

Given  some tensor  expression,  the  program is  able  to  count  repeated  indices  and  therefore  see  what  is  an

index and what is a summation. It can therefore identify the rank of any tensor expression. 

The program can add and multiply tensor expressions correctly. Multiplication is easy because it is exactly the

same  as  ordinary  multiplication.  To  handle  addition,  the  program  must  check  that  two  terms  are  of  the  same

tensor rank and have indices with the same names. If the index names are given in a different order, the program

will correctly transform the tensor correctly before adding. In other words, 
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The program can add and multiply tensor expressions correctly. Multiplication is easy because it is exactly the

same  as  ordinary  multiplication.  To  handle  addition,  the  program  must  check  that  two  terms  are  of  the  same

tensor rank and have indices with the same names. If the index names are given in a different order, the program

will correctly transform the tensor correctly before adding. In other words, 

34T
abc + T

acb
.

will result in a tensor that is symmetric in its last two indices. 

One  of  the  most  useful  features  of  my  tensor  package  is  that  different  kinds  of  indices  can  have  different

purposes specified for them. For example, Roman letters could be Lorentz indices, Greek letters could be spinor

indices,  Cyrrilic  letters could be gauge indices,  and so on.  Mathematica  can handle arbitrary expressions with any

combination of different kinds of indices and will apply the correct rules for derivatives to them. 

3.3 Tensor Derivatives

Mathematica  knows  how  to  take  derivatives,  but  a  few  extra  rules  are  needed  to  perform  coordinate

derivatives properly. The program first must know that 

35
¶

¶ xΜ
x

Ν � ∆Μ
Ν

,

and it must know that xa � gab xb  is a function of xa. Finally, the program must have some way of representing

the coordinate derivative of a function whose explicit form is not given. 

Tensor  functions  are  necessarily  functions  of  xa.  Hence,  once  these  rules  are  implemented,  the  program is

able  to  calculate  any  coordinate  derivative  because  xa  is  the  only  object  with  respect  to  which  one  can  take

coordinate  derivatives  at  all.  All  other  issues  can  be  resolved  by  the  normal  rules  of  taking  derivatives.  For

example, the derivative of a product of a vector with itself can now be found using the product rule. 

36
¶

¶ xΜ
x

Α
xΑ �

¶

¶ xΜ
gΑ Β x

Α
x

Β � gΑ Β I∆Α
Μ x

Β + x
Α ∆Β

ΜM +
¶

¶ xΜ
gΑ Β x

Α
x

Β � 2 xΜ

(Here  
¶

¶ x Μ  is  not  the  covariant  differential  operator  but  simply  a  coordinate  derivative.)  Now  that  it  is

possible to do coordinate derivatives, covariant derivatives can be done by calculating the appropriate connection

coefficient. 
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(Here  
¶

¶ x Μ  is  not  the  covariant  differential  operator  but  simply  a  coordinate  derivative.)  Now  that  it  is

possible to do coordinate derivatives, covariant derivatives can be done by calculating the appropriate connection

coefficient. 

Derivatives with respect to parameters rather than coordinates are calculated in the ordinary way.

3.4 Tensor Symmetries

A tensor may be symmetric or antisymmetric over the exchange of some indices. When it is, the information

in the tensor may be far less than the number of parts of the tensor. For example, the Riemann tensor obeys the

following constraints:

37

Ra b c d � -Rb a c d

Ra b c d � -Ra b d c

Ra b c d � Rc d a b

Ra @b c dD � 0 .

where @D represents the antisymmetric sum of all permutations of the indices within the brackets. 

Because  of  these  constraints,  in  four  dimensions  it  has  256  parts  but  is  determined  by  only  20  different

numbers.  In  order  to  save  time  in  doing  calculations,  I  chose  to  write  a  program  that  would  automatically

determine the symmetries of any tensor expression and generate code in C that uses only the independent parts

of the tensor. 

The program works recursively to test all ways of exchanging indices for symmetries; to perform one test, it

exchanges some set of indices with another and tests the resulting expression algebraically to see if it is equal to

the original expression or its negative. As an argument it takes information on the symmetries of all tensors in the

algebraic  expression  and  correctly  adjusts  the  expression  to  account  for  these.  For  example,  one  could  not

determine that the expression for the Christoffel symbol was symmetric in two indices unless one already knew

that the metric tensor was symmetric in its indices. 

It  first  tests  exchanges  of  pairs  of  indices  for  symmetry  or  antisymmetry.  Since  symmetry  or  antisymmetry

under  exchange  of  pairs  of  indices  is  a  transitive  relation  on  indices,  the  program  does  not  have  to  test  every

single  pair  individually.  If  a  tensor  is  symmetric  under  the  exchange  of  a  and  b,  and  of  b  and  c,  the  program

recognizes that a, b, and c are a set of which the tensor is symmetric under any permutation. 
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It  first  tests  exchanges  of  pairs  of  indices  for  symmetry  or  antisymmetry.  Since  symmetry  or  antisymmetry

under  exchange  of  pairs  of  indices  is  a  transitive  relation  on  indices,  the  program  does  not  have  to  test  every

single  pair  individually.  If  a  tensor  is  symmetric  under  the  exchange  of  a  and  b,  and  of  b  and  c,  the  program

recognizes that a, b, and c are a set of which the tensor is symmetric under any permutation. 

Similar  groups  of  indices  are  then  tested  themselves  for  symmetry.  For  example,  if  a  tensor  is  symmetric

under indices a and b, and also of c  and d , then it might also possibly be symmetric under the exchange of a and b

with c  and d . The Riemann tensor is an example of a tensor with a symmetry of this type; it is symmetric under

the  exchange of  the  first  two indices  with  the  last  two.  The program continues  to  check for  higher  and higher

symmetries until no more are possible. 

Once  all  symmetries  of  a  tensor  are  known,  then  only  those  unique  parts  of  a  tensor  are  ever  used  or

calculated in any of the C code later generated by the program. 

My program does not test for constraints like those of the fourth one on the Riemann tensor. Consequently

my program stores  the  Riemann tensor  with  21  numbers  instead of  20,  but  I  did  not  see  that  as  a  big  enough

problem to worry about. 

3.5 Simplifying Calculations by Searching for Subexpressions

Given some complicated  mathematical  expression whose  value  for  different  parameters  must  be  calculated

many, many times, it is prudent to find ways of generating its value the quickest. The particular expressions in my

program  were  huge  and  filled  with  many  repeated  subexpressions.  This  presented  an  opportunity  for

optimization by computer.

An expression of the form 

38F = a + b +
1

a + b

has a repeated subexpression, a + b. If it is desired to calculate the value of F , it makes more sense, therefore, to

do it in two steps so as to calculate the repeated subexpression only once. 
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39

c = a + b ; and then,

F = c +
1

c

The  expressions  for  H,  la  and  their  derivatives  were  enormous  and  Byzantine,  and  full  of  these  repeated

subexpressions.  Calculating  these  expressions  in  steps  as  in  the  example  above  could  make  the  program

considerably faster, but to create a series of steps for these expressions would be absurdly laborious. Therefore, I

wrote  a  function  called  ExpressionHierarchy  in  Mathematica  that  can  generate  the  series  for  me.  The

function searches  an  expression for  repeated subexpressions  and determines  the  optimal  way  of  calculating  the

big expression. 

In Mathematica  and other functional  languages,  algebraic expressions are represented as trees.  The necessary

elements  of  ExpressionHierarchy,  therefore,  are  easy  to  state:  it  must  first  recursively  traverse  the  tree

representing an expression P, cataloging every subexpression pi  as it goes. 

A  complication  arises  if  there  are  operations  in  P  which  are  associative  or  commutative.  If  there  were  an

expression pi � A B C  where A, B, and C  are matrices, according to the way the function is described above, the

subexpressions of pi  are just A, B, and C . However, it is possible that the expression p j � A B may appear more

than once in P, but, not knowing that HA BL C � A B C , and therefore not considering p j  to be a subexpression

of pi , the matrices A and B will end up being multiplied more than once. Logically, for an associative operation

Ä and an expression z � a1 Äa2 Ä…Äan, any expression of the form ai Äai+1 Ä…Äai+m  should be considered

a  subexpression of  z .  If  Ä  were  also  commutative,  any  ai1
Äai2

Ä…Äai
b
 where  1 £ i j £ n  for  every  j  is  also  a

subexpression.

Once this is allowed, however, it  becomes possible for a subexpression to be mistakenly counted too many

times. For example, if  a + b + c,  the subexpression c  appears in both a + c  and b + c,  so it  will  be counted twice

even though it appears in the larger expression only once. The solution to this problem is that in expressions like

a + b + c,  expressions  like  a + b  and  b + c  are  identified  as  subexpressions  but  have  no  further  recursion  done

upon them, whereas subexpressions like a, b, and c continue to be examined recursively. 

An expression with many commutative operations with many factors  can result  in  so many subexpressions

that  the  computer  runs  out  of  memory  merely  finding  them  all.  A  product  of  n  expressions  will  have  2n - 2

subexpressions. It is often necessary to limit the length of subexpressions of sums and products it checks so that

it does not crash. 
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An expression with many commutative operations with many factors  can result  in  so many subexpressions

that  the  computer  runs  out  of  memory  merely  finding  them  all.  A  product  of  n  expressions  will  have  2n - 2

subexpressions. It is often necessary to limit the length of subexpressions of sums and products it checks so that

it does not crash. 

The next step is to order the remaining subexpressions by depth and then by length. This ensures that no pn

is a subexpression of pm  unless n < m.  For every n  from the beginning to the end of the list, pn  is replaced by a

symbol  �n  for  every  instance  it  appears  in  each  pm  where  m > n.  Finally,  all  �n  that  appear  only  once  are

removed from the list and replaced with pn.  This at last results in an ordered list of expressions for which each

expression should go more than once in later expressions, and no subexpression is calculated more than once; at

the end of the list is the new form of P, the expression to be calculated. 

This  algorithm  ensures  that  no  expression  is  ever  calculated  more  than  once,  and  every  expression  that  is

calculated as a separate step is used at least twice. However, it is far too slow and wasteful to be useful. There are

tweaks that can be used to make it faster. 

First, as the expression tree is being traversed, it makes sense to check expression to see if it has been found

before. Each subexpression is logged in a hash table, and every subexpression is checked against the hash table. If

a  subexpression  pi  is  already  in  the  table,  the  program  need  not  continue  any  deeper  into  pi  because  the

subexpressions of pi  would already have been found. 

Second,  it  makes  sense  to  count  each time a  subexpression is  encountered.  A pi  that  has  only  been found

once during the entire traversal  of  the tree can be removed from the list  of  pis  without checking it  against  any

prior  subexpressions  because  it  cannot  possibly  appear  more  than  once  anywhere  else.  This  allows  some

subexpressions to be eliminated more quickly, but on the other hand, a subexpression that is counted more than

once may still be rejected later on. This saves time because a subexpression pa  may appear several times in P  yet

be  only  counted once;  this  happens  if  pa  appears  once  in  some pb  that  appears  multiple  times  in  P,  and in  no

other contexts. 

Third,  it  makes  sense  to  associate  each  subexpression  with  a  unique  number,  and  associate  the  number  of

each  subexpression  with  the  numbers  of  its  immediate  subexpressions.  This  way,  it  is  much  quicker  to  check

whether one subexpression is an immediate subexpression of another. 

29

b

b



Third,  it  makes  sense  to  associate  each  subexpression  with  a  unique  number,  and  associate  the  number  of

each  subexpression  with  the  numbers  of  its  immediate  subexpressions.  This  way,  it  is  much  quicker  to  check

whether one subexpression is an immediate subexpression of another. 

Once these tweaks are included, ExpressionHierarchy runs much faster. 

There  is  one  extra  rule  that  must  be  implemented.  Because  this  function  works  with  tensor  expressions,  it

correctly  recognizes  that  two  expressions  are  the  same  if  they  differ  by  merely  having  indices  with  different

names. 

3.6 Applications

This  new  system  is  capable  of  quickly  generating  from  only  the  metric  tensor  not  only  the  connection

coefficient, Riemann tensor, and Ricci tensor, but also optimized code in C. With this, the C program could easily

be enhanced to use many other metrics. 

The problems of translating the expressions required for a computational problem must be quite general, and

hence my solution has wide applications. 

The  ExpressionHierarchy  function,  in  particular,  has  applications  everywhere  there  are  byzantine

expressions  to  be  calculated.  Physical  simulations  are  rife  with  such  things,  so  it  seems  likely  that  many  people

would be interested in this software.  

3.7 Numerical Differential Equation Solving

My C  program uses  a  5th-order  Runge  Kutta  algorithm with  step-size  analyzer  to  track  light  rays  across  a

curved spacetime. 

Each light ray that the program tracks has three possible outcomes. The first is that it falls into a black hole.

Because the  Kerr  black hole  in  spherical  coordinates  is  singular  around the horizon,  this  program cannot  track

light rays across a horizon and into the black hole. Instead, the differential equation becomes so stiff that the step

size approaches zero. If this happens to a light ray, the corresponding pixel is rendered as black. 

A light ray may also escape and proceed to infinity. In practice of course, the program detects if the light ray

has  reached  a  certain  large  radius  r¥  from  the  origin.  In  order  to  draw  pixels  for  light  rays  that  escape,  the

program determines the position of the light ray exactly at r¥,  not simply where it ended up the first time it was

further away. This is important because otherwise there are visible ripple-like effects in the final image along the

boundary of pixels that took a different number of steps to reach the furthest distance. A light ray's position at

radius  r¥  can  then  be  converted  into  spherical  coordinates,  and  the  corresponding  pixel  is  then  drawn  as  the

color of the pixel in the background image at those spherical coordinates. 
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A light ray may also escape and proceed to infinity. In practice of course, the program detects if the light ray

has  reached  a  certain  large  radius  r¥  from  the  origin.  In  order  to  draw  pixels  for  light  rays  that  escape,  the

program determines the position of the light ray exactly at r¥,  not simply where it ended up the first time it was

further away. This is important because otherwise there are visible ripple-like effects in the final image along the

boundary of pixels that took a different number of steps to reach the furthest distance. A light ray's position at

radius  r¥  can  then  be  converted  into  spherical  coordinates,  and  the  corresponding  pixel  is  then  drawn  as  the

color of the pixel in the background image at those spherical coordinates. 

A possible objection to this  procedure is  that  a  light  ray at  radius r¥  has a  position and  a  direction,  so is  it

sufficient  to  consider  only  its  position  to  draw  the  pixel?  The  answer  is  yes,  for  a  sufficiently  large  r¥  the

directions of the light rays will  be close enough to being perpendicular to the sphere of constant r  that it is not

necessary to consider them. The first part of the proof is that for sufficiently large radii, Kerr space becomes flat.

This  can  be  seen  from  the  fact  that  the  Kerr  black  hole  in  Cartesian  coordinates  approaches  the  Minkowski

metric as r ® ± ¥.  The second part  of the proof is  that  the angle any straight line makes with the tangent to a

circle centered at the origin approaches a right angle as the radius of the circle approaches infinity. (It is necessary

only to consider two dimensions because a line in three dimensions must lie on some plane that bisects any given

sphere.) Hence the angle which a geodesic intersects a sphere of radius r¥  will be arbitrarily close to its angle at

infinity for a sufficiently large sphere. 

The  third  outcome  for  a  light  ray  is  that  it  may  neither  approach  infinity  nor  fall  into  a  horizon  after  the

program has  performed  a  maximum number  of  iterations.  Because  there  are  unstable  orbits  that  null  rays  can

follow around a Kerr black hole, there are light rays for any given finite length of time which are still near to the

black hole but have not fallen in. As one zooms in on the edge of the black hole with the camera, one sees light

rays which have orbited the black hole more and more times. Thus there must always be a cut-off time for pixels

that take too long. These pixels are rendered as bright blue.
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3.8 The Snapshot

Ray tracing a single ray of light is  one thing,  but aiming many rays so that they make a recognizable image

when they are all put together is another. It takes several steps to set up a snapshot properly in a curved space. 

The  initial  direction  of  a  light  ray  will  be  a  null  four-vector.  Because  of  this,  it  has  only  three  independent

quantities,  the  fourth  being  given  by  the  requirement  that  the  vector  be  null.  The  light  ray  will  therefore  be

defined as the spacial vector a i
Ó

+ b j + c k, where i
Ó
, j , and k are orthogonal unit vectors in 3-space.

There are two kinds of snapshots that one might want. In the first one, there is some vector in the direction

of  the  snapshot,  i
Ó
,  and  perpendicular  vectors  j  and  k  which  determine  the  right  and  up  directions  of  the

snapshot respectively. The lengths of j  and k are related to the size of the image and the number of pixels in it.

The direction of each light-ray is then proportional to 

40i
Ó

+ n j
Ó

+ m k

where  n  and  m  determine  which  pixel  is  to  be  drawn.  This  sort  of  snapshot  is  more  closely  related  to  a

physical snapshot, in which an image is projected on a flat screen behind an aperture. 

The other possible kind of snapshot is one for which from left to right and from up to down, every pixel is

aimed  an  equal  angle  from  its  neighbors.  In  this  case,  there  must  be  some  arbitrary  choice  about  how  pixels

diagonal  to  one  another  are  related.  A  typical  choice  is  to  map  the  directions  of  pixels  to  lines  of  latitude  and

longitude on a sphere, such that the angle between the pixels that are vertically adjacent is the same for the entire

image, whereas the angle between pixels that are horizontally adjacent is smaller at higher and lower parts of the

image. 

For example, if the middle pixel p
00

 were aimed toward the direction 81, 0, 0<, then p
mn

 would be aimed at 
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This  sort  of  snapshot  gives  an  image  as  if  it  had  been  projected  on  a  sphere  instead  of  a  flat  plane,  and

therefore more closely resembles images seen by the human eye. My program is capable of using both kinds of

snapshots, and the second has been used for all the panoramic scenes. 
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This  sort  of  snapshot  gives  an  image  as  if  it  had  been  projected  on  a  sphere  instead  of  a  flat  plane,  and

therefore more closely resembles images seen by the human eye. My program is capable of using both kinds of

snapshots, and the second has been used for all the panoramic scenes. 

The snapshot can be generalized by removing the requirement that i
Ó
,  j ,  and k  be orthogonal. If they were

not,  this  might  represent  a  snapshot  whose  aperture  did  not  point  orthogonally  onto  its  film.  However,  these

vectors will be orthogonal under all ordinary circumstances and as used in my program. 

Since  this  snapshot  exists  in  spacetime  and  therefore  may  be  boosted  to  high  velocities,  it  must  be  aimed

using 4-vectors rather than 3-vectors. If vΜ  is a 4-vector pointing in the direction of motion of the snapshot, and

i
Ó
, j , and k are 3-vectors as above, then the null ray corresponding to the mnth pixel will be pΜ + Λ vΜ where pΜ is

a 4-vector whose spacial coordinate points in the direction of p
mn

 and Λ is determined by the requirement that the

sum be null. 

Why would one want to boost the camera rather than the metric of the black hole? Both options are allowed,

and  the  difference  between  a  moving  camera  and  moving  black  holes  is  that  if  the  camera  moves,  the  viewer

appears to be moving with respect to the background image, whereas if only the black hole is boosted, then the

viewer is at rest with regard to the background image.

3.9 Raytracing Over a Manifold Not Covered by a Single Chart

All the coordinate systems used to describe the black hole have coordinate singularities that prevent light rays

from being tracked in certain directions. A related problem is that the full spacetime of a rotating black hole has

many different regions but no coordinate system covers all of them. Radial coordinates and Cartesian coordinates

have coordinate singularities at the future and past event horizons of the black hole. Radial coordinates are also

singular  at  r � 0.  Radial  coordinates  cover  a  region  I,  II,  and  III,  whereas  Cartesian  coordinates  only  cover  a

region of r > 0 or one of r < 0.

Past Eddington–Finkelstein coordinates have coordinate singularities at the future horizons. Future-directed

geodesics appear to approach a region of infinite acceleration when approaching the horizons. There is of course

a  corresponding  problem  with  future  Eddington–Finkelstein  coordinates.  In  addition,  both  Eddington–

Finkelstein coordinates and radial coordinates have a coordinate singularity at Θ � 0 or Θ � Π, the axis of rotation

of the black hole. This is not a problem across most of space unless the snapshot is located precisely along the

axis. Otherwise the snapshot can be aimed so that no light ray which enters it is aimed directly at the axis. This,

however,  is  a  problem due to another coordinate singularity at  r � 0,  which squashes the entire area within the

ring  singularity  down  to  one  point  in  the  coordinate  system.  Null  geodesics  which  should  go  through  the  ring

must be drawn directly toward the axis of rotation of the black hole, and therefore to the coordinate singularity

along it. 
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Past Eddington–Finkelstein coordinates have coordinate singularities at the future horizons. Future-directed

geodesics appear to approach a region of infinite acceleration when approaching the horizons. There is of course

a  corresponding  problem  with  future  Eddington–Finkelstein  coordinates.  In  addition,  both  Eddington–

Finkelstein coordinates and radial coordinates have a coordinate singularity at Θ � 0 or Θ � Π, the axis of rotation

of the black hole. This is not a problem across most of space unless the snapshot is located precisely along the

axis. Otherwise the snapshot can be aimed so that no light ray which enters it is aimed directly at the axis. This,

however,  is  a  problem due to another coordinate singularity at  r � 0,  which squashes the entire area within the

ring  singularity  down  to  one  point  in  the  coordinate  system.  Null  geodesics  which  should  go  through  the  ring

must be drawn directly toward the axis of rotation of the black hole, and therefore to the coordinate singularity

along it. 

Radial coordinates are nowhere nonsingular where any other coordinate system is singular, so there is never

any reason to use them. 

Eddington–Finkelstein coordinates can be used over the horizons, but in region II, there will always be light

coming  to  the  snapshot  from  a  region  I  in  both  directions,  and  only  one  of  these  directions  is  covered  by

Eddington-Finkelstein  coordinates.  The  program  must  therefore  switch  between  two  different  Eddington-

Finkelstein  coordinates,  one  for  each  direction.  Then  the  program  can  switch  between  them  if  necessary.  For

each ray traced, the program monitors the step size, and if it becomes too low, it switches to the other coordinate

system and checks if the step size is any better. If so, it uses the other coordinate system. 
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II

II

II

IIIIII

II

Figure 11. An observer in Region II requires two overlapping regions covered by Eddington—

Finkelstein coordinates in order to see everything.

The  problem  of  crossing  through  the  ring  can  be  solved  by  using  Cartesian  coordinates  over  the  region

0 < r < r-.  A  light  ray  which  crosses  through  the  ring  during  one  step  can  then  be  returned  to  Eddington–

Finkelstein coordinates. 
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3.10 Features Implemented in the Program

Originally, the black hole program was intended to have all the features described in this thesis, but a bug I

have not been able to fix in version 2 has forced me to use version 1 to produce all the images displayed in the

next  session.  Version  2  is  capable  of  raytracing  an  image  with  the  camera  placed  anywhere  in  Kerr  space.

However, there is at present a bug in the program that I have not been able to discover which causes the images

to have spurious ripples around the black hole. I believe the problem is with the differential equation solver. 

Version 1 is not able to change coordinates to allow a light ray to pass through singularities that are apparent

in one coordinate system but not another. All images simply use the Cartesian coordinate system, and rather than

passing through the horizon, the light rays simply stop once the differential equations become too stiff. 

It would be nice to have an animation of a camera that falls through the ring singularity, but at this point the

desire to finish the project overrode the hopes of completing this next step. 
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4 Images

4.1 Units

My  program  uses  natural  units  with  c � 1  and  G � 1.  Therefore  for  a  given  unit  of  length  L,  time  is

measured in 
L

c
 and mass is measured in L

c2

G
. 

4.2 Background

It  is  important  that  the  black  hole  images  use  as  their  background  something  that  can  be  mapped  to  the

entire  sky,  not  just  the  region  behind  the  black  hole;  since  light  rays  can  be  scattered  by  the  black  hole  in  any

direction, every part of the sky is visible in the area around the black hole. The background ought therefore to be

something  spherical  rather  than  rectangular.  It  is  also  helpful  if  the  background  is  something  extremely

recognizable  so  that  the  viewer  can  instantly  have  an  idea  where  the  light  he  is  seeing  originally  came  from.  I

therefore have chosen the surface of the Earth as an appropriate background that satisfies these criteria. 

However,  it  is  now necessary  to  explain  how to  interpret  the  background;  otherwise  people  think  that  the

black hole is  in the vicinity of Earth. The Earth is  not located near the black hole—the shapes one sees are an

infinite  distance  away,  and  do  not  correspond to  any  actual  planet.  What  looks  like  the  Earth  is  really  the  sky.

One  can  think  of  the  Earth  as  having  been  turned  inside  out  and  expanded  to  be  infinitely  large  around  the

observer.

4.3 Nonspinning

In Figure 12, there are three pictures in which the mass of the black hole varies from 1 to 5. The black hole is

a distance of 100 away from the snapshot and the angle of the field of view is an angle of Π �2. At these masses,

the  black  hole's  radius  should  vary  from 2  to  10.  A sphere  of  this  radius  and at  that  distance  would  appear  to

have between 1/50 and 1/10 of the width of the picture; however the black hole appears larger than that. At a

mass of 5, the black hole fills up nearly 1/3 of the width of the image! 

Clearly  visible  around  the  black  hole  is  an  Einstein  ring.  The  ring  is  caused  by  light  rays  that  are  initially

parallel but have been deflected to converge at the point of the snapshot. Inside the ring are rays that have been

deflected even more than that. Closer to the black hole is a second ring made of light that orbited the black hole

once before being deflected into the snapshot. If the image were larger, one could see nearer still a ring of light

that orbited 3/2 times. 
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Clearly  visible  around  the  black  hole  is  an  Einstein  ring.  The  ring  is  caused  by  light  rays  that  are  initially

parallel but have been deflected to converge at the point of the snapshot. Inside the ring are rays that have been

deflected even more than that. Closer to the black hole is a second ring made of light that orbited the black hole

once before being deflected into the snapshot. If the image were larger, one could see nearer still a ring of light

that orbited 3/2 times. 

Figure 12. Black holes of masses 1, 2, and 5. 
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4.4 Moving

Figures 13 and 14 are a series of images taken with a camera moving at varying speeds so as to illustrate the

Penrose-Terrell effect. These images use a panoramic snapshot; the right and left sides of each image can connect

with one another for a 360° view. In Figure 13, there are no black holes and the distortion is entirely due to the

Penrose-Terrell effect caused by the camera moving relative to the background. In Figure 14 there are eight black

holes in a ring around the snapshot. The images are clearly recognizable as a conformal transformation. 

Objects  which  the  camera  is  moving  towards  appear  smaller  in  the  boosted  images  because  their  past

locations,  at  the  time  the  light  from  them  was  emitted,  are  farther  away  from  the  snapshot  than  in  the  non-

boosted images. Similarly, objects opposite the direction of the camera's motion appear larger because they were

closer to the snapshot's present location in its boosted reference frame. 

The direction of the camera's movement is the part of the images where everything is squashed. This is about

1/4 of the way from the left sides of the image.
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a.

b.

c.

d.

e.

f .

Figure 13. A series of images illustrating the Penrose–Terrell effect. In the top image, the 

camera is stationary with respect to the background, and in each image the speed increases by .2, 

except in the last image the speed is .97. The direction of the camera is 1/4 the distance from the 

left sides of the images.

Figure 14 illustrate the "invisibility" of Lorentz transformations. The black holes all appear as a circle in every

image. However, as explained above, this invisibility is really just an effect of seeing light from different parts of

the object at different times. The Lorentz contractions are perfectly visible if one makes sure to take simultaneous

measurements. 
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Figure 14 illustrate the "invisibility" of Lorentz transformations. The black holes all appear as a circle in every

image. However, as explained above, this invisibility is really just an effect of seeing light from different parts of

the object at different times. The Lorentz contractions are perfectly visible if one makes sure to take simultaneous

measurements. 

At higher speeds, something goes wrong with the program and light does not enter the black hole. Instead it

bounces and goes off to infinity. At high speeds, greater precision is necessary with the program in order to make

an accurate image. This problem could be fixed by increasing the estimated precision with each time step at the

cost of making it take much too long to produce. 
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a.

b.

c.

d.

e.

f .

Figure 14. The same series of images, except in these the camera is surrounded by black holes. 
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4.5 Spinning

In figure 15,  the black hole has a  mass of 5 and the snapshot is  100 away.  In each image the parameter a,

which determines the fraction of the maximum rotation, increases from 0 to .99 with intervals of .33. The black

hole's angular momentum points upward in these images; thus the black hole is rotating counterclockwise when

viewed from above. 

The  axis  of  rotation  points  up  in  the  image.  Although  a  rotating  black  hole  is  squashed  along  its  axis,  the

appearance is  that  it  is  stretched along the axis.  The appearance of  the  black hole  is  assymmetric.  The left  side

does not look the same as the right! It is therefore possible to infer the rotation of a black hole from its apparent

shape. 

: , , >

Figure 15. Rotating black holes as seen from the equitorial plane.

In figure 15, the black hole has a mass of 4 and the snapshot is taken a distance of 250 away. In each image

the parameter a, which determines the fraction of the maximum rotation, increases from 0 to .99 with intervals of

.33. The black hole's axis of rotation is perpendicular to the snapshot and points up in the image. 

When seen from above, the continents observed inside the Einstein ring appear twisted from their positions

in the sky outside the ring. This is because of frame dragging; the light passing near the black hole is twisted in

the direction of the black hole's rotation. 

Next, in figure16, are a series of images in which the axis of the black hole is rotated in successive angles of

30°. In the first image, the camera is above the equator of the black hole and in the last, it is directly above the

axis of rotation. An interesting effect is that the black hole appears much larger in the final image than in the first

one,  even  though  the  camera  is  the  same  distance  away  in  all  cases.  Depending  on  from  what  direction  light

arrives, it is more easily deflected into the black hole. 43
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Next, in figure16, are a series of images in which the axis of the black hole is rotated in successive angles of

30°. In the first image, the camera is above the equator of the black hole and in the last, it is directly above the

axis of rotation. An interesting effect is that the black hole appears much larger in the final image than in the first

one,  even  though  the  camera  is  the  same  distance  away  in  all  cases.  Depending  on  from  what  direction  light

arrives, it is more easily deflected into the black hole. 

: , , >

Figure 16. Rotating black holes as seen from above. 

4.6 Perspective

In figure 17, there are two black holes both of mass 3, colinear with the camera. The origin is between them,

and  they  are  each  a  distance  of  20  away  from  it.  The  distance  from  the  snapshot  to  the  origin  is  successively

doubled, while the view angle of the snapshot is successively halved. The black holes have the same apparent size

in  each  image  because  the  proportion  of  the  camera's  view  angle  that  they  take  up  remains  the  same.  The

snapshot begins at  a distance of 100 and ends up a distance of 800 away,  reading the images from left  to right

and then top to bottom. 
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Figure 17. In this series of images, the camera dollys out while zooming in. The sequence goes 

from left to right and then top to bottom. With each image, the outermost Einstein ring (marked 

in blue) expands. 

There is  an Einstein ring marked in blue surrounding the black holes which grows larger in each image.  In

the final image, it is too large to be seen. As the snapshot becomes more distant from the black hole, the larger

the outermost Einstein ring appears in relation to it. An Einstein ring occurs when parallel light rays are deflected

by  gravity  so  as  to  converge  at  the  observer's  eye,  and  as  less  deflection  is  required  for  initially  parallel  rays  to

converge on a more distant point, so the more distant one is from the black hole, the larger the Einstein ring will

appear in relation to it. 

The  further  black  hole  appears  as  a  black  ring  around  the  nearer  one.  If  one  looks  closely,  one  can  see

thinner  black  rings.  These  correspond  to  photons  that  have  taken  more  complicated  paths  before  entering  a

black hole. There is a thin ring around the further black hole; this is the first black hole again. This is where light

first goes around the second black hole before reaching the snapshot. 
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The  further  black  hole  appears  as  a  black  ring  around  the  nearer  one.  If  one  looks  closely,  one  can  see

thinner  black  rings.  These  correspond  to  photons  that  have  taken  more  complicated  paths  before  entering  a

black hole. There is a thin ring around the further black hole; this is the first black hole again. This is where light

first goes around the second black hole before reaching the snapshot. 

4.7 Orbiting

Figure 18 depicts a series of images attemptng to simulate two black holes in close circular orbit around one

another. An interesting effect can be seen if one compares the apparent location of a black hole with its image as

seen deflected around its mate. The deflected image does not appear directly across from its mate, but rather at

an angle. This effect is explained by the delay in the time it takes for light to travel directly to the snapshot or via

the more circuitous route around the mate. The deflected image shows the black hole at an earlier time when it

had not revolved as far in its orbit. 

Figure 18. A sequence of images of two black holes in orbit around one another. 

Next is one of these images again, only much larger. In this image it is possible to see that the black holes are

actually  moving  around one another.  Near  to  each black  hole  is  a  little  black  speck.  These  specks  are  each the

other black hole as seen with deflected light. For light to shine directly from a black hole to the camera takes less

time than to be deflected around the other black hole first. Thus, the deflected images of the black holes are a bit

further  in  the  past  than  compared  to  the  images  seen  directly.  The  deflected  images  can  clearly  be  seen  to  be

coming from a slightly different location than the black hole that is seen directly; this is an effect of the motion of

the holes. 
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Next is one of these images again, only much larger. In this image it is possible to see that the black holes are

actually  moving  around one another.  Near  to  each black  hole  is  a  little  black  speck.  These  specks  are  each the

other black hole as seen with deflected light. For light to shine directly from a black hole to the camera takes less

time than to be deflected around the other black hole first. Thus, the deflected images of the black holes are a bit

further  in  the  past  than  compared  to  the  images  seen  directly.  The  deflected  images  can  clearly  be  seen  to  be

coming from a slightly different location than the black hole that is seen directly; this is an effect of the motion of

the holes. 

Figure 19. In this larger image, one can see little black specks near to each black hole. These 

are each the other black hole as seen with deflected light. 

4.8 Falling
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4.8

Falling

Figure  20  has  a  series  of  images  from an  animation  of  a  camera  that  was  dropped  into  a  black  hole.  The

black  hole  has  a = 0 but  the  camera  is  dropped with  some orbital  angular  momentum.  It  orbits  twice  before  it

falls in. The animation stops just before the camera passes the horizon. 

a.

b.

c.
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d.

e.

f .

Figure 20. 
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5 Conclusion

In this paper, I have explained the theory of raytracing over curved spacetime and of the creating a snapshot

of that spacetime. I  have described the Penrose-Terrell  effect and how it  works in the program because images

raytraced over a spacetime manifold cannot be interpreted properly without understanding it. I have applied the

theory  to  the  spacetime  of  the  Kerr  black  hole  and  have  proposed  principles  for  raytracing  over  spacetime

manifolds that cannot be covered by a single chart. Finally, I have generated images using Kerr black holes, the

likes of which have never been seen before.

In  addition,  described  a  powerful  program  I  wrote  which  does  tensor  algebra  and  finds  efficient  ways  of

calculating the values of complicated expressons. 

As to future work in the visualization in physics, I have always thought it would be fun to make a video game

which takes place in a Riemannian or Lobichevskian universe, or even a de Sitter or Anti de Sitter space. 

As far as I  know, there has been very little work done around the visualization of objects in quantum field

theory. It is hard to imagine how this could be done, but there must be a way. 
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6 Endnotes

1. The motivation given here has been intuitive and practical, but these principles can also be derived more

rigorously using the expansion of geometric optics as in Misner, Thorne, Wheeler, 1986, pp. 570-577.

2. This section follows Ellis, Hawking, 1986, pp. 8-18.

3. This section follows Penrose, Rindler, 1973, pp. 161-168.

4. Huq, Matzner, Shoemaker, 1997.
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