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The Gravity Recovery and Climate Experiment (GRACE) project has two 

primary goals: to determine the Earth’s mean gravitational field over the lifetime of the 

mission and to observe the time-variable nature of the gravitational field.  The Center for 

Space Research's (CSR) Release 4 (RL04) GRACE solutions are currently created via a 

least-squares process that assimilates data collected over a month using a simple boxcar 

window and determines a spherical harmonic representation of the monthly gravitational 

field.  The nature of this technique obscures the time-variable gravity field on time scales 

shorter than one month and spatial scales shorter than a few hundred kilometers. 

A computational algorithm is developed here that allows increased temporal 

resolution of the GRACE gravity information, thus allowing the Earth's time-variable 

gravity to be more clearly observed.  The primary technique used is a sliding-window 

algorithm attached to a weighted version of batch least squares estimation.  A number of 

different temporal windowing functions are evaluated.  Their results are investigated via 

both spectral and spatial analyses, and globally as well as in localized regions.  In 

addition to being compared to each other, the solutions are also compared to external 

models and data sets, as well as to other high-frequency GRACE solutions made outside 

CSR. 



 vii 

The results demonstrate that a GRACE solution made from at least eight days of 

data will provide a well-conditioned solution.  A series of solutions made with windows 

of at least that length is capable of observing the expected near-annual signal.  The results 

also indicate that the signals at frequencies greater than 3 cycles/year are often smaller 

than the GRACE errors, making detection unreliable.  Altering the windowing technique 

does not noticeably improve the resolution, since the spectra of the expected errors and 

the expected non-annual signals are very similar, leading any window to affect them in 

the same manner. 
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Chapter 1:   Introduction 

The Gravity Recovery And Climate Experiment (GRACE) is a scientific satellite 

mission jointly implemented by the National Aeronautics and Space Administration 

(NASA) and the Deutsches Zentrum für Luft und Raumfahrt (DLR).  Since 2002, the two 

polar-orbiting GRACE satellites have circled the Earth.  The satellites travel along near-

identical orbits, approximately 220 kilometers apart from one another in the along-track 

direction and 480 kilometers above the surface.  Through the use of an extremely 

accurate inter-satellite ranging system, the satellites can measure the distance between 

themselves to less than 10 micrometers.  The two satellites are not physically connected 

in any fashion, so external forces, including the gravity field of the planet, affect each 

satellite individually.  As such, a gravity disturbance in the path of the satellites will 

influence the foremost satellite first, followed later by the effect on the trailing satellite.  

By continually observing the changing distance between the two satellites, GRACE data 

can be used to determine the perturbations in the gravity field produced by the planet 

underneath.  By repeating this type of gravitational measurement, the long-wavelength 

components of Earth's mean gravity field can be determined with accuracies several 

orders of magnitude better than those constructed from previous geodetic data [Tapley et 

al 2004]. 

In addition to the creation of a high-resolution mean gravity model, GRACE is the 

first mission able to construct short-term estimates of the global gravity field.  These 

estimates represent changes in the Earth’s gravitational field as a series of piecewise 

continuous constants, released to the public at monthly intervals.  Each of the monthly 

GRACE fields is created via a least-squares analysis process, where the K-band range-

rate data, GPS tracking information, satellite attitude data, and accelerometer 

measurements are combined with models to best estimate the gravitational potential of 

the Earth in terms of spherical harmonics.  These estimates have prompted improvements 

in the understanding of hydrology [i.e. Strassberg et al 2007, Rodell et al 2007, Swenson 

et al 2008b], ocean modeling [Chambers 2006b, Ponte 2007], long-term seismological 
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effects and inner-Earth dynamics [Han and Simons 2008], and snow mass and the 

cryosphere [Chen et al 2006, Niu et al 2007, Chen et al 2007].  Both the mean gravity 

field and time-variable field will be incorporated into the next generation of geophysical 

models [Niu and Yang 2006, Syed et al 2008]. 

Over the past seven years, applications in these fields have shown the value of 

GRACE measurements.  However, with almost no exceptions, they have focused only on 

low-frequency signals from GRACE – particularly slopes and annual signals.  Partly, this 

is because the slopes and seasonal cycle are the largest signals in most places, and thus 

the most important.  But also, it is an effect of the product definition and release cycle of 

the GRACE analysis centers.  The Center for Space Research (CSR) and the 

GeoForschungsZentrum (GFZ, the German research center for geosciences) both create 

non-overlapping estimates of the gravity field typically using one month of data.  This 

monthly pattern of solutions, chosen to contain a sufficiently long series of observations 

to produce stable products, means that the greatest frequency resolution that users of 

GRACE data can determine is bimonthly, and that leaves no allowance for statistical 

clean-up.   

With the GRACE monthly solutions now widely used by the community, it is 

time to look beyond the seasonal cycle.  In this report, a sliding-window technique will 

be implemented to make higher-frequency GRACE determinations and gain temporal 

resolution.  Window choices will vary in length (where shorter windows allow better 

resolution of higher-frequency signals) and type (where a better transfer function means 

more signal in the main lobe and less leakage in higher-frequency side lobes).  The 

question of how short the window can be and still produce realistic GRACE solutions 

will be considered.   

At the same time, this report aims to determine whether the high-resolution 

GRACE signals from these windowed solutions are physically meaningful, or if they are 

dominated by noise.  This question proves far harder to answer.  Part of the difficulty 

comes from the fact that there are few ground-based sources to compare with which 

measure on the daily or weekly scale over regions large enough for GRACE to resolve, 
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and models are uncertain in the same regime.  The difficulty is also due to the nature of 

GRACE satellite and orbital noises, which are of similar magnitude and spectra as the 

expected non-annual signal.  This investigation will highlight those difficulties and 

describe the challenge of resolving a meaningful – versus just realistic-looking – high-

frequency GRACE signal. 

1.1:  A BETTER TRANSFER FUNCTION  
 

The use of a limited number of data points with equal weights is customarily 

defined as a uniform, or “boxcar”, window.  Since the data used for the standard CSR and 

GFZ GRACE solutions are not weighted based on order in time, such a term describes 

the observation collection for any single GRACE solution.  A boxcar window, including 

the monthly one used with GRACE, is by nature a low-pass filtering device, emphasizing 

the low-frequency components of the data while damping the higher-frequency 

components.  Of the various low-pass filter windows possible, the boxcar window is the 

most simple.  It is also one of the poorest acting.  Though the main lobe’s size and 

amplitude make it a viable filter, the side lobes of boxcar windows are larger than other 

comparable low-pass windows.  A signal windowed by a boxcar will contain a significant 

amount of high-frequency signal, at those frequency bands passed through.  If a GRACE 

solution is to imply an “average” or low-pass representation of the gravity field over a 

certain time span, the extra high-frequency components that bleed in through the boxcar 

side lobes are undesirable. 

In preparation for this dissertation, other types of low-pass windows were 

considered.  The primary type discussed here is the Gaussian window, which 

preferentially weights the middle of the time span over the edges.  The gentle tapering of 

a Gaussian window’s edges in the time domain leads to far better properties in the 

frequency domain – some four orders of magnitude less high-frequency side lobe gain 

than similar boxcar windows.  A GRACE series created with a Gaussian window shows 

less aliasing and has better low-pass characteristics than one created using a comparable 
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boxcar window.  In this dissertation, the properties of Gaussian windows comparable to 

known boxcar windows are shown, and their positive effects on series of GRACE data 

quantified.  Specifically, a Gaussian replacement is determined for the monthly boxcar 

window currently in use at CSR, capable of revealing the same low-frequency gravity 

field knowledge while better reducing the sub-monthly signal. 

 

1.2:  HIGHER-FREQUENCY GRACE RESOLUTION 
 

Replacing the boxcar window used for the monthly solutions with a comparable 

Gaussian window will reduce high-frequency errors in the GRACE solutions, but will not 

make submonthly signals any more visible.  Temporal resolution is a major limitation of 

the GRACE solutions.  Previous to GRACE's launch, the best global gravity maps were 

of long-term means, so one map per month represents a tremendous improvement.  Still, 

a series of monthly solutions means that time-variable signals faster than about 6 

cycles/year (cpy) cannot be observed – or, worse, they can alias into much longer 

apparent signals.  This is unfortunate from the point of view of many GRACE users, who 

would appreciate gravitational signals on the same time scales as the meteorological, 

oceanographic, or hydrological data they ingest (daily or even hourly values for 

precipitation, temperature, or pressure data, for example).  Monthly averages provide a 

good estimate, but they are not always sufficient for such tasks, especially for regional 

analyses or in places where other geophysical data is sparse.  One of the goals of this 

investigation is to determine if the temporal resolution of GRACE can be increased 

without unacceptable costs in accuracy. 

Increasing the temporal resolution of the GRACE series can be obtained by 

solving for the gravity field over a shorter range of days.  Instead of solving for a 30-day 

“monthly” solution, three adjacent 10-day solutions could be determined instead, or six 5-

day solutions, or even thirty 1-day ones.  In theory, having fewer days in a solution 

means higher-frequency signals can be resolved.  In practice, however, there is a lower 
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bound to the amount of data needed for a meaningful global solution, corresponding to 

the length of time needed to get full groundtrack coverage over the Earth.  The choice of 

a maximum degree of 120 for the initial release of the GRACE monthly solutions led to a 

minimum data length of about 16 days under good groundtrack conditions, more when in 

a deep repeat pattern where the groundtrack repeats in overlapping tracks within that 

time.  To be safe, CSR began producing solutions once a calendar month.  For solutions 

with a maximum degree of 60, a minimum of only eight days of data is needed to get full 

coverage, except in deep repeats.  It therefore becomes possible to think about decreasing 

the length of data used – or, in other terms, shortening the window used. 

A shorter window means a transfer function where the middle frequencies have 

more gain and a solution series where sub-monthly geophysical changes can be 

recognized.  For this reason, several centers have recently begun releasing data with 

shorter data spans.  Among these, CNES/GRGS has released a constrained series of 10-

day GRACE averages running to degree and order 50 [Biancale 2008, Lemoine 2007].  

GFZ produces a weekly version of their EIGEN-GRACE05S solutions [Dahle 2008], 

which run to degree 30-50 depending on orbit configuration and data availability.  

Goddard Space Flight Center has a 10-day solution series based on mascons [Rowlands 

2005, 2008], which they are also converting into spherical harmonics to degree 120.  The 

Universität Bonn has two series (ITG-GRACE03 and ITG-GRACE2010) which can be 

sampled to daily resolution [Mayer-Guerr 2009, Kurtenbach et al 2009].  As the 

accuracy of the various background models increase and investigators get more 

experience working with the GRACE data, other high-frequency series are likely to 

appear as well.   

In this report, a set of shorter windows is tested: Gaussian windows comparable to 

10-day, 20-day, and 30-day (“monthly”) boxcar windows.  The process of creating 

shorter-windowed series is simple enough.  This means the primary question is not 

whether higher-frequency resolution is possible with GRACE, but whether the sub-

monthly information garnered is meaningful, or primarily noise.  To determine this, the 

signal-to-noise ratio is estimated for each of these windowed series, using several 
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different techniques.  The high-frequency windowed series are also compared to external 

models, in situ data, and to other high-frequency GRACE estimates. 

 

1.3  ORGANIZATION OF THIS DISSERTATION   
 

The basics of the GRACE series creation used in this paper are described in the 

next chapter.  This includes the software systems used for data analysis at CSR, sliding 

windows theory, and weighting techniques.  Section 2.4 lists the six primary windows 

used: three boxcar windows 10, 20, and 30 days in length, and three comparable 

Gaussian windows.  The end of the chapter goes over several analysis tools and filtering 

techniques, which will be used throughout the following chapters. 

The direct comparison of the boxcar to Gaussian-windowed series takes place in 

Chapter 3.  Since the GRACE solutions are designed as low-pass “averages”, the low-

frequency portion of the boxcar and Gaussian transfer functions are matched as closely as 

possible, leaving the higher frequencies to act according to window type.  The rule of 

thumb given in Section 3.1 is simple, but allows for quick determination of whether any 

pair of boxcar- and Gaussian-windowed series can be reliably compared.  Section 3.2 

uses this rule to make meaningful differences and comparisons between the boxcar and 

Gaussian GRACE data series. 

Chapter 4 focuses on defining the minimum length required to produce a 

meaningful GRACE solution, based on orbit and observability qualities.  The manner in 

which the solutions’ condition numbers and stability degrade as the window length 

decreases is evaluated.  Section 4.3 shows by example the impact poor system 

observability has on series made with the shortest of windows.  However, a creative use 

of Gaussian windowing can correct for the worst of this impact. 

In Chapter 5, the three primary Gaussian-windowed GRACE series are compared.  

Global and regional techniques are used to show the differences in amplitude, spherical 

harmonic distribution, and frequency spectra of the three windowed series.  A constrained 
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version of the windowed series is also considered and shown to be preferable over the 

unconstrained cases in many ways. 

While the signal of GRACE is defined by Chapter 5, the errors of GRACE are 

quantified in Chapter 6.  Three techniques are used to do this.  The first utilizes a noise-

only simulation to estimate lower bounds to each windowed GRACE series.  The 

technique of Section 6.2 uses the actual GRACE series themselves, basing the upper 

bound error estimates on the high-frequency variability in the open ocean.  The spread of 

the estimated signals between the CSR windowed series and two other high-frequency 

GRACE series provides a third estimate of the error levels.  The three error estimates are 

computed locally, by basin, and vary significantly from each other, resulting in a range of 

possible noise levels. 

Chapter 7 combines the signal estimates of Chapter 5 and the error estimates of 

Chapter 6 to calculate the signal-to-noise ratios for the windowed series.  These are 

divided into low-frequency (below 3 cycles/year) and high frequency (above 3 

cycles/year) components, due to the typical shift in GRACE signal quality around that 

frequency.  The signal-to-noise ratios are also computed regionally, as is appropriate for 

the spatially-varying gravity signal. 

In Chapter 8, the overlapping windowed solutions used throughout this paper are 

compared with external series.  The beginning of the chapter uses the GLDAS-Noah 

global hydrological model as comparison.  Section 8.2 details the signal differences seen 

between the CSR windowed series and the two other GRACE series used in the error 

analysis.  Finally, a comparison to in situ groundwater and soil moisture is made over 

Illinois.  Again, each of these comparisons is made over two frequency regimes: above 

and below 3 cycles/year.  The final section of the chapter looks at a slightly different type 

of signal: that of known ocean tide errors in GRACE.  The residual Mf tidal errors are 

shown to be measured differently by using different windows, evidence of the limits and 

accomplishments of the sliding window technique.   
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Conclusions and recommendations for further study are given in chapter 9.  The 

appendices cover the option of using an asymmetric window to decrease solution latency, 

and the impact of limited groundtrack coverage on the solutions. 
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Chapter 2:  Creation of the Windowed Data Series  

 

This chapter characterizes the mathematics upon which the rest of the dissertation 

is based.  Section 2.1 describes the basic processing of GRACE data at CSR, including all 

input data used for the solutions shown later.  The sliding windows technique is 

explained in Section 2.2, and the window-based weighting of GRACE observations in 

Section 2.3.  In Section 2.4, the windows used throughout the rest of the paper are 

introduced.  Section 2.5 defines a set of useful statistical tools and the final section 

discusses spatial smoothing techniques used with GRACE solutions. 

 

2.1:  FULL-ARC SATELLITE DATA IN THE CSR ESTIMATION PROCESS 
 

The basic unit of data for this dissertation is the information created from a 

collection of satellite measurements and model residuals.  This collection is computed for 

each “arc” – a unit of time no longer than one day, defined by a new set of initial 

conditions.  Processed data within each arc is stored independently, as created by the 

regular, monthly RL04 processing stream. 

That stream begins with the GRACE satellite data: the K-band range-rate (KBR) 

measurements along with the double-differenced GPS, accelerometer, and attitude 

measurements for each satellite.  CSR’s Multi-Satellite Orbit Determination Program 

(MSODP) uses these along with a series of force models to compute the precise 

trajectories of the GRACE satellites’ orbits over the time of each arc.  Full details of the 

orbit determination phase can be found in Kim [2000]. 

Using these orbits, the observation deviations or residuals, y, are computed.  

These are defined as the difference between the observations and the values of the 

observation model along the nominal orbit.  The MSODP also calculates the system’s 
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matrix of observation partials, H.  H is a mapping function relating the observation 

deviations (y) to the state deviations (x) in the following linear manner: 

 

        2.1 

 

Here, ε refers to the noise in the observations, and is assumed to be a random vector of 

zero mean.  For the GRACE system, the state deviation vector, x, includes updates to the 

set of spherical harmonic coefficients, (Clm, Slm), comprising the gravity field. 

Using an iterative batch approach described in Tapley et al [2004], multiple days 

of data are collected and combined.  Altogether, m observations are used in y to solve for 

n parameters in x.  A diagonal matrix of observation weights, W, is defined using the 

optimal weighting method described in Kim [2000].  The estimation of the solution is 

found through the minimization of J, the observation errors’ weighted squared sum: 

 

 

€ 

J = εTWε
       2.2 

 

Which, though the inclusion of Equation 2.1, becomes:  

 

 

€ 

J = y −Hx( )TW y −Hx( )      2.3 

 

QR factorization is employed, defining an orthogonal matrix, Q, and inserting it as 

follows: 

 

 

€ 

J = y −Hx( )TW 1/ 2QTQW 1/ 2 y −Hx( )     2.4 

 

or 

 

 

€ 

J = QW 1/ 2 y −Hx( )
2      2.5 
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Q is chosen such that the following two statements hold: 

 

       2.6 

 

        2.7 

 

where R is an upper-triangular matrix of rank n, 0 is a null matrix, b is a column vector of 

length n, and e is a column vector of length m-n. 

Equation 2.5 then simplifies to: 
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0
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b
e
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      2.8 

 

 

€ 

J = Rx − b 2
+ e 2       2.9 

 

The transformed residuals, e, are independent of x.  To minimize J, the optimal state 

deviation vector must be: 

 

         2.10 

 

The task of solving this massive matrix inversion at CSR falls to the Advanced 

Estimation Solver for Parallel Systems, or AESoP, programmed by Brian Gunter [2004].  

The month’s spherical harmonic solutions is a subset of the solution state vector, x.  At 

the end of the estimation process, the final iteration’s R matrix and b vector are separated 
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by arc and saved.  This data is accumulated into “full-arc” files of optimally-weighted 

information, along with the arc’s error estimate, eTe.  One such file is created for each arc. 

Such files can be used to quickly re-make a solution.  Additionally, new 

combinations of full-arc files can be accumulated to create a solution over a different set 

of days.  For example, the last 15 full-arc files from a January run could be re-

accumulated with the first 15 full-arc files from February.  Solving Equation 2.10 with 

the combined information would result in a “monthly” gravity solution over the new time 

period, with near-optimal weights applied to each day’s observations.  (There is a slight 

loss in optimality, since the optimal weights are defined for the months independently, 

not relative to the individual days.  However, the weights are similar enough between 

adjacent months to avoid the necessity of multiple iterations.)  The sliding-window 

process described in the next section uses this ability to make new, overlapping solutions 

within only a few minutes. 

 

2.2  THE SLIDING WINDOW TECHNIQUE  
 

Currently, GRACE results are released once per month by CSR and GFZ.  The 

solutions are made end-to-end, such that a “January” solution runs from January 1-31, 

followed by a “February” solution from February 1-28, etc.  The information going into 

one solution is totally separate from the information going into the next solution.  As 

mentioned in the last section, however, the use of full-arc files makes it possible to 

quickly create solutions using part of the data from one month and part from the next.  

This allows the use of a sliding windows process, which can make series of overlapping 

GRACE solutions.  The prime benefit of the technique is a far higher sampling rate than 

can be had otherwise. 

Sliding window series are made beginning with a single solution, using days 1 

through N of data.  The next solution then ‘slides over’ τ days, using days (1+τ) through 

(N+τ).  The third slides again to use (1+2τ) through (N+2τ), and so on.  If τ = N, the 
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series will be end-to-end.  If τ > N, the series will have gaps of unused data between 

solutions.  If τ < N, the solutions in the series will use overlapping data.  The choice of τ 

< N dictates the sampling frequency and amount of overlap between neighboring 

solutions.  Figure 2.1 shows a representation of sliding window solutions where the 

window is 10 days long and τ = 2 days.  Only the data inside the shaded region is used in 

each solution (the first four solutions are depicted in Figure 2.1). 

 

 
Figure 2.1:  A schematic of the sliding windows process. 

 

The series discussed in this report will use a sample rate of τ = 1 day between 

solutions.  This means more solutions can be created – about 365 per year, rather than 12 
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for the monthly end-to-end series.  The larger sample population means better statistical 

reliability in analyses.  However, the overlapping nature of the series produces high 

correlations with nearby solutions.  These correlations are not necessarily due to the 

similarity of the signal from one day to the next, but rather are an effect of multiple 

solutions using the same data in the solution process.  It is beneficial to think of the 

sliding windows process as a way of interpolating between non-overlapping solutions.  

An overlapping solution made using half of one month’s data and half of the next’s could 

be considered an idealized interpolation between the non-overlapping solutions of the 

two months.   

While thus far the explanations of the sliding process have tacitly implied a 

constant weight for each day – a boxcar window – in truth, any weight distribution may 

be used.  Throughout this report, both boxcar weightings and Gaussian weightings will be 

applied.  Using a non-uniform window in a sliding window process means that, while a 

single day of data may be used in many solutions, each time it will have a different 

weight relative to the neighboring days.  This is also depicted in Figure 2.1, where the 

height of the daily data in each solution represents its weight relative to the rest of the 

solution. 

GRACE’s occasional data outages cause a small practical problem when creating 

any data series.  When days of GRACE data were missing, prohibiting a solution at a 

one-day interval, the coefficients were estimated from the surrounding solutions using a 

linear interpolator.  Gaps are rare (only nine days in 2005, six in 2006, and 25 in 2007) 

and short relative to the characteristic signals seen in GRACE data, so a more 

complicated interpolation scheme proved unnecessary. 

 

2.3:  WINDOWING AS A FORM OF DAILY WEIGHTING  
 

A typical monthly solution contains between 25-31 days of information in it, 

depending on data outages.  These data are weighted relative to each other based on a 
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best-fit optimizing process.  (If using the full-arc files, this optimal weighting has already 

been applied internally.) 

It is possible to apply a second set of weights to the data; to make a conscious 

choice over which days of data should be most emphasized.  For example, when Lemoine 

et al [2007] initially applied a weighted average to their sets of three ten-day solutions, 

they chose to give double the weight to the central solution.  This encouraged the gravity 

solution to appear more like the gravity field at the center of their time span, with lesser 

changes due to the outer data.  For the same reason, this dissertation experiments with 

giving the central portions of data relatively higher weights.  However, a smoothly-

varying Gaussian curve is preferred over an abrupt step function.  The rationale was two-

fold. 

First, one goal of this dissertation is to limit the focus of the window, so as to 

improve the temporal resolution of GRACE.  However, a minimum number of 

observations is necessary to make a good GRACE solution.  As detailed in Chapter 4, 

estimating a gravity solution using too few observations compared to the number of 

unknown parameters reduces the observability of the solution.  The H matrix of such 

solutions can become rank-deficient (or nearly so), resulting in solutions with unrealistic 

values.  This is a particularly bad problem in months with few days of data or sparse 

groundtrack patterns.  As the number of observations increase (or the number of 

parameters decrease), the solution quality improves rapidly. 

However, if solution quality makes it unacceptable to use a boxcar window below 

a certain length, it might still be possible to use a Gaussian window capable of producing 

the desired spectral effects without such observability problems.  The weights on the tails 

of Gaussian windows are very small, so data there will have limited effect on the 

solution.  Yet, even while heavily down-weighted, they can provide much needed 

stability to the estimation process, by increasing the number of independent observations 

and keeping the H matrix full-rank.  This is particularly valuable for very short windows, 

and also for solutions made during poor groundtrack coverage comparable to those made 

during fuller coverage.   
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The second reason to apply a time-based weighting to the partials is to reduce the 

high-frequency content of the solution series.  As typically created, the monthly CSR 

fields use a time-based weighting that is constant – a boxcar window with weights of 

identically 1.0.  However, the sharp cutoffs of such uniform windows produce sinc-

function artifacts in the frequency domain, whereby some high frequencies will be passed 

through with relatively high gains.  The use of a weighting scheme with tapered edges, 

such as a Gaussian window, greatly reduces the amplitude of the portion of the spectra 

beyond the Nyquist frequency.   

To meet the dual criteria of a short, centralized weighting scheme and gradual 

tapering in time, Gaussian windows are used to weight the full-arc files.  These windows, 

as well as comparison boxcar windows, are described in the following section. 

 

2.4:  SELECTED WINDOWING FUNCTIONS   
 

Two classes of windows are considered here: boxcar (or rectangular) and 

Gaussian.  For the boxcar, only one parameter can be varied: the window length.  Boxcar 

windows will be labeled ‘B’ for ‘Boxcar’ followed by the length in days.  For example, a 

20-day boxcar window would be labeled B20. 

The Gaussian windows have two parameters to choose from: the length and the 

full-width at half maximum (FWHM).  The FWHM is the number of days which have 

50% or more of the window’s maximum power associated with them.  From these 

parameters, the points of a Gaussian curve may be found at times t relative to the 

midpoint, tmid, as:  

 

  

€ 

wgauss(t) = exp −
2(t − tmid )
FWHM

⎛ 

⎝ 
⎜ 

⎞ 

⎠ 
⎟ 
2⎡ 

⎣ 
⎢ 

⎤ 

⎦ 
⎥      2.11 

 
The Gaussian cases here are chosen so that they taper off to near-zero at the 

edges.  Similar to the boxcar windows, the Gaussian windows will be sorted by the letter 
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‘G’ for Gaussian followed by the window length in days.  Attached to this is the FWHM, 

also in days.  Thus, a Gaussian window of length 30 and FWHM 15 days would be 

named G30-15.  In future sections, the length of a boxcar window will sometimes be 

labeled Lbox and that of a Gaussian, Lgauss. 

Table 2.1 lists the primary windows used in this report.  Three boxcar windows 

are used as control cases, against which to test similar Gaussian windows.  The 30-day 

case (B30) was chosen to mimic a sliding windows series similar to the nominal monthly 

solutions.  Windows longer than the monthly case will not be able to see sub-monthly 

signals, so they were not tested.  However, it is possible to see higher-frequency gravity 

signal without changing away from a boxcar window, simply by shortening that 

window’s length.  The 10-day case (B10) was chosen as the shortest boxcar case, due to 

the minimum window length limitation found in Chapter 4.  Theoretically, this series 

should have three times the temporal resolution of the B30 series, allowing fortnightly 

signals to be seen.  Case B20 is used to give a better view between those two extremes 

and to give an idea of how quickly the spectra changes.  These 10-, 20-, and 30-day 

windowed series will be used as standards to measure against, so that an appropriate 

range of window lengths can be found for use with GRACE data.   

Table 2.1:  The six primary windows to be compared. 
Label Length 

(days) 
FWHM 
(days) 

*Nyquist 
Freq. (cpy) 

Full Description 

B10 10 N/A 18 10-day boxcar window 

B20 20 N/A 9 20-day boxcar window 

B30 30 N/A 6 30-day boxcar window 

G14-07 14 7 ~18 14-day Gaussian with FWHM = 7 days 

G30-15 30 15 ~9 30-day Gaussian with FWHM = 15 days 

G46-23 46 23 ~6 46-day Gaussian with FWHM =23 days 

*Nyquist limit is for the non-overlapping case.  Sliding windows series can see higher 
frequencies than the Nyquist, but at reduced gain. 
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Also listed in Table 2.1 are three comparable Gaussian windows.  These six 

windows are plotted together in Figure 2.2, and their transfer functions (normalized to 

zero decibels at zero-frequency) shown in Figure 2.3.   

 

 
Figure 2.2:  The six primary windows. 

 

These three Gaussian windows were intentionally chosen to closely match the 

low-frequency gain of their boxcar partners, a process described in Section 3.1.  The 

main lobe of G14-07 has the same frequency spectrum as the main lobe of B10.  

Similarly, the boxcar case B20 is paired with the Gaussian case G30-15, and B30 with 

G46-23.  Such matching makes direct comparisons possible between boxcar-windowed 

GRACE series and Gaussian-windowed GRACE series, since they will see a similar 

same low-frequency signature.   
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Figure 2.3:  Comparison of boxcar (left) and Gaussian (right) transfer functions. 

 

However, while the main lobes match closely, the two families of windows have 

notably different characteristics at high frequencies.  The side lobes on the boxcar cases 

are always higher than those for the corresponding Gaussian window.  These side lobes 

are evidence of a known boxcar window difficulty, whereby the sharp edges in time 

mutate into sinusoidal artifacts hidden within the frequency results – and also hidden in 

the series of GRACE solutions. 

The Fourier transform of an N-day boxcar window wN(t) is: 

 
  

€ 

WN ( f ) = N sinc(Nf )        2.12 
 
The signal seen in the GRACE harmonics, a(t), can be approximated as the multiplication 

of the window’s weight at each time t and the measured value at that time. 

 
  

€ 

a(t) = wN (t)x(t)       2.13 
 

The frequency-space representation of the GRACE series, A(f), can thus be written as the 

convolution of WN(f) and the Fourier transform of the true signal, X(f): 

 
  

€ 

A( f ) = Nsinc(Nf )∗X( f )       2.14 
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Nsinc(Nf) is thus the gain that any real series sees when weighted by an N-day boxcar 

window.  The amplitude of the side lobes decrease with frequency, but at the highest 

frequencies, the gain of each boxcar window is four orders of magnitude (40 dB) larger 

than the similar Gaussian case.  As GRACE solutions are intended as piecewise constant 

estimates, artifacts at higher frequencies than the solution length are undesirable.  (This is 

a simplification, since it ignores the impacts of the least-squares process on the data, but 

it is a fair approximation.  As Table 3.3 will show, side lobe effects occur in the estimated 

GRACE series at nearly the values predicted in Equation 2.14.) 

An ideal Gaussian window would be infinitely long and have edges which trail 

infinitely slowly to zero amplitude.  This would prevent side lobes at any frequency.  

Unfortunately, no real-life window can be infinite.  The Gaussian windows end abruptly 

at small but non-zero values.  Effectively, this means multiplying a boxcar window of 

length Lgauss times the infinite Gaussian series.  In the frequency domain, this means the 

Gaussian transfer function becomes convolved with a low-amplitude sinc function.  As a 

result, Gaussian-windowed results show similar side lobe patterns to boxcar-windowed 

ones, but at a much smaller amplitude.  This topic is returned to in Section 3.1, as 

decreased high-frequency gains are one of the primary benefits of using Gaussian 

windows over boxcar windows in GRACE processing. 

 

2.5:  ANALYSIS TOOLS  
 

When dealing with a series that varies both in space and time, it can be difficult to 

measure improvements or changes in a comprehensible manner.  This section will discuss 

several measurements of power – that is, different ways of characterizing the behavior of 

a series relative to its mean.  Three dimensions are implicit within the series of gravity 

solutions considered here: two in space and one in time.  This is complicated by the fact 

that each of these coordinates has an equally used and equally useful transformation: 
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latitude/longitude to degree/order and time to frequency.  Both transformations are 

considered in this section. 

In general, consider a series of GRACE gravitational fields written in their 

customary spherical harmonic form.  Using complex notation to separate the independent 

parts, the series at any time t, degree n, and order m can be written as:   

 
  

€ 

˜ a nm
t = ˜ c nm

t + i˜ s nm
t        2.15 

 
where t, the time-tag of each solution, is typically assigned to the midpoint of the solution 

(exceptions are in Appendix A, when dealing with asymmetric windows).   

The mean of such series is of no relevance to time-variable gravity and, moreover, 

is hardly affected by the choice of window.  It is therefore removed before any further 

analysis:  

  
  

€ 

anm
t = ˜ a nm

t − < ˜ a nm
t >       2.16 

 

2.5.1:  Harmonic- and Frequency-based Power Spectra 
 

Since mapping a series with three-dimensional input coordinates plus one output 

is difficult at best, the results must be collapsed.  Summing over all orders at a particular 

degree is typical.  When frequency is included as a coordinate, this becomes the “degree-

frequency power spectrum” or DFPS, named for the two remaining coordinates. 

To create the DFPS, the Fourier transform of the zero-mean series is used.  The 

expansion of the spherical harmonics in terms of geoid shape is accomplished by the 

multiplication of the series by the radius of the Earth, ae:  

 
  

€ 

Anm
f = FFT [ae ⋅ anm

t ]       2.17 
 
The result is a set of 

€ 

Anm
f  where the frequency, f, ranges between the positive and 

negative Nyquist frequency.  Here, τ represents the total time span used, and to and tf are 

the starting and ending times of the series, respectively.  To simplify matters, the positive 
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and negative frequencies are summed in a squared sense, as is typical. The summation 

over order, enacted as follows, results in the final DFPS: 

 

  

€ 

DFPS( f ,n) = Anm
f( )2 + Anm

− f( )2
m=0

n

∑      2.18 

 
Plots of the DFPS are three-dimensional, sometimes making them hard to 

interpret.  Instead, several flat graphs can be used collectively.  The first is made by 

summing the squares of all DFPS elements of a particular order, as in Equation 2.19.  

This two-dimensional plot is the “degree power spectrum”, or DPS.  It gives the power at 

each degree, over all orders and frequencies. 

 

  

€ 

DPS(n) = Anm
f( )2 + Anm

− f( )2
m=0

n

∑
⎡ 

⎣ 
⎢ 

⎤ 

⎦ 
⎥ 

f =0

Fnyq

∑      2.19 

 
On the other hand, stacking all elements of 

€ 

Anm
f  at a particular order, as in 

Equation 2.20, results in a two-dimensional plot of the order power spectrum, or OPS.  

The OPS gives the power of the series at each order, for all degrees and frequencies. 
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OPS(m) = Anm
f( )2 + Anm

− f( )2
n=0

nmax
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∑     2.20 

 
And finally, summing over degree and order instead gives the frequency power 

spectrum, FPS.  This gives the power over the full set of spherical harmonics, at each 

frequency.  

 

  

€ 

FPS( f ) = Anm
f( )2 + Anm

− f( )2
m=0

n

∑
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∑     2.21 

 
Fortunately, the geophysical data GRACE measures changes fairly smoothly with 

degree, order, and frequency, and so do the GRACE errors.  As such, nearly all the 
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information contained in the full DFPS can be seen by plotting the three degree, order, 

and frequency plots instead. 

 

2.5.2:  Total Signal Variance  
 

To view and compare large quantities of multi-dimensional series at once, it is 

helpful to have a single statistic to look at.  For this, the total variance of the signal can be 

used.  This is the summed product over degree, order, and frequency for the series: 

 

 total signal variance =

€ 

Anm
f( )2 + Anm

− f( )2
m=0

mmax

∑
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⎢ 
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⎦ 
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⎣ 
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⎤ 

⎦ 
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f =0

FNyq

∑   2.22 

 

The same result can be determined in the time domain, by summing over degree, order, 

and position in time. 

This total variance proves most useful when viewing differences between many 

sets of solutions.  When used for such a purpose, instead of differencing a series from its 

mean in Equation 2.16, the difference between two series is used.   

 

2.5.3:  Spatial Variance  
 

The previous algorithms are based upon the spherical harmonic representation of 

the GRACE data.  For many purposes, this is a valuable way to look at things, but it is 

also valuable to know the behavior of the signal at individual locations.  By converting 

the spherical harmonic series into a latitude-longitude grid, h(φ, λ, t), for every time, the 

variance at each grid point (φ, λ) can be found as: 

 

  

€ 

v(φ,λ) =
1
T

h(φ,λ,t) − h (φ,λ)( )2
i=1

T

∑     2.23 
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where 

€ 

h (φ,λ)  is the mean value at each grid point, and T is the number of solutions used.   

The result of this spatial variance is a geographical map, showing the amount of 

variation in the data in each latitude/longitude bin.  As the geophysical signals GRACE is 

measuring are more properly a function of position than spherical harmonic degree and 

order, such a view can provide insight into the causes behind certain signal behaviors. 

 

2.5.4:  Basin Averaging  
 

The previous analysis tools have been based on variances because that is one of 

the few clear metrics to use with a time-varying spatial series.  Time-varying changes of a 

two-dimensional signal are difficult to show globally.  However, the solutions’ changes 

are more easily visualized in localized regions.  Using a process described by Swenson 

and Wahr [2002], GRACE results can be analyzed as averages over specific geographic 

regions.  As the name “basin averaging” might suggest, that study focused on river 

basins, where the gravitational changes, once converted to units of average water height 

change, can be directly compared to the modeled or measured hydrological net water 

change.  However, the same procedure can be used to find a regional averages over any 

shaped area at any location. 

The goal is to compute the average change in water height over a defined region 

or basin, given GRACE input.  The basin function, B, is defined in terms of latitude, φ, 

and longitude, λ, such that:  

 

 

€ 

B(φ,λ) =
0 outside the basin
1 inside the basin
⎧ 
⎨ 
⎩ 

      2.24 

 
GRACE data, on the other hand, is typically given in spherical harmonics, such that the 

geoid height at a point can be written as:  
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€ 

ΔN(φ,λ) = ae Plm (cosφ) ΔCnm cos(mλ) + ΔSnm sin(mλ)[ ]
m=0

n

∑
n=0

∞

∑   2.25 

 

Basin averages are usually measured in terms of equivalent water thickness.  That is, the 

thickness of the basin-sized water layer required to create an equal mass change to that 

described by (ΔClm, ΔSlm).  This calculation requires the density of water, ρw; the average 

density of the Earth, ρE; and the degree-dependant Love numbers (kl).  The resulting 

water thickness calculation is:  

 

 

€ 

Δw(φ,λ) =
aeρE
3ρW

(2n +1)
(1+ kl )

Plm (cosφ) ΔCnm cos(mλ) + ΔSnm sin(mλ)[ ]
m=0

n

∑
n=0

∞

∑   

          2.26 
 

Using this, the average geoid height change over the basin can be found by integrating 

the part of equation 2.21 contained within the basin over the globe:  

 

 

€ 

Δw region (φ,λ) =
1

Ωregion

Δw(φ,λ)B(φ,λ)d
sphere
∫ Ω    2.27 

 
where Ωregion is the total area of the region, calculated as: 

 
 

€ 

Ωregion = B(φ,λ)d
sphere
∫ Ω       2.28 

 
and dΩ = sin φdφdλ is an element of solid angle. 

Inserting the global equation for Δw(θ,λ) into the regional average results in the 

following equation for the average water thickness across the area:   
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Δw region =
1
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aeρE

3ρW
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Pnm (cosφ) ΔCnm cos(mλ) + ΔSnm sin(mλ)[ ]
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           2.29 
 
Defining the spherical harmonic parts of the basin function as follows, things simplify: 
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such that:  
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B(φ,λ) = P nm (cosφ) Bnm
c cos(mλ) + Bnm

s sin(mλ)[ ]
m =0

n

∑
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∞

∑    2.31 

 
This makes Equation 2.29 much more concise: 
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∑   2.32 

 
This is the average water height change over the basin.   

Jianli Chen [personal communication, 2006] provided geographic bounds for 53 

large-scale hydrologic basins, which were used to make the original regional 

comparisons.  Additional basins or regions, including ocean areas, were added to 

complete the study.  The six primary basins considered repeatedly in latter chapters are 

shown in Figure 2.4.  These are arranged in the tables from largest (Amazon) to smallest 

(Bangladesh) in size.  Except for the Amazon, the basins all lie between 20° and 40° 

latitude. 

For all regional averages in this report, a 300 km Gaussian spatial smoothing has 

been applied to the data.  300 km will not eliminate the effects of the north-south stripes; 

for that a smoothing radius of 700 km (or more) is needed.  However, basin averaging, by 

definition, employs its own spatial smoothing.  The Amazon and Mississippi regions used 

in this example are large enough that even with no smoothing, the basin-averaged results 

appear reasonable in both magnitude and temporal variability.  The basins are so large 

that when one positive stripe crosses them, a second negative stripe is likely to be 

crossing somewhere else.  While the stripes make unsmoothed latitude/longitude maps 

difficult to use, the basin averaging technique makes even unsmoothed data meaningful 

over larger basins.  Unfortunately, the likelihood that any given stripe is “cancelled out” 
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by another opposite stripe is reduced with basin size (or rather, longitudinal extent).  

Experimentation has shown that applying a pre-averaging smoothing of 300 km produces 

far more reliable results in small basins and no appreciable change in larger ones.  Using 

a larger smoothing level (like the 500 or 700 km appropriate for mapping individual 

solutions) hardly changes basin average results from the 300 km level.  For this reason, 

all regional averages used in this paper will use 300 km-smoothed data. 

 
a) 

 

b) 

 

c) 

 

d) 

 

e) 

 

f) 

 

Figure 2.4:  Maps of the six primary basins.  From a through f, in order of decreasing 
size: Amazon, Sahara, Mississippi, Ganges, Southern US, Bangladesh. 
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2.5.5:  Degree Autocorrelation 
 

Autocorrelation is a technique which tests how similar a time series is to a 

delayed version of itself.  The normalized autocorrelation of a discrete series x(t) at lag 

time τ is described by Equation 2.33.  The total length of time considered is denoted by T. 
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R(τ) =

1
T -τ

x(t)x(t +τ)
t=1

T −τ

∑
1
T

x(t)x(t)
t=1

T

∑
     2.33 

 
The GRACE series are typically written in spherical harmonic form.  

Autocorrelations of each spherical harmonic component can be found as follows: 
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The data in spherical harmonic series is often viewed by summing over all orders 

at a particular degree, as in the DPS above.  Following this convention, the degree 

autocorrelation function of a GRACE series can be computed.  The formulation is given 

below. 

  

€ 

Rl (τ) = (rnm
c (τ))2 + (rnm

s (τ))2
m=0

n

∑      2.36 

 
Since autocorrelation is an even function, positive and negative lags produce the 

same correlation.  Tests are therefore made only in the positive direction. 
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2.6:  SPATIAL FILTERING TECHNIQUES 
 

The spatial resolution of a global GRACE solution depends on the maximum 

degree used in its spherical harmonics.  A maximum degree of 180 gives a resolution of 

around 100 km near the equator, while a maximum degree of 60 cannot differentiate two 

masses which are closer than 300 km apart.  More generally, the spatial resolution, λ (in 

km), implied by a maximum degree, n, is given by [van Hees 2000]: 

 

  

€ 

λ ≈
22600km
n +1

       2.37 

 
This approximation is useful if the spherical harmonics up to the maximum 

degree are reasonably noiseless.  Unfortunately, the error in the estimate of the spherical 

harmonics from GRACE increases with degree.  The increasing variance of the signal-

plus-errors beyond degree 20 or 25 limits the effective spatial resolution further than 

Equation 2.37 would suggest.   

Moreover, early in the mission, a peculiar error characteristic was noted in the 

GRACE data.  Solutions that seemed otherwise valid were contaminated by high-

degree/order patterns which show up as longitudinal stripes.  It is presumed that these 

stripes are due to GRACE’s near-polar orbit.  Since the intersatellite measurements are 

made along-track, they are especially sensitive in the north-south direction.  These stripes 

are a well-known problem within all spherical-harmonic-based GRACE fields.  They can 

be smoothed out using a variety of techniques, but only by accepting a loss of signal as 

well.  Three such techniques are described in this section and used in later chapters. 

2.6.1:  Gaussian Spatial Smoothing 
 

The simplest way to remove short-wavelength error is to truncate the series of 

harmonics at a low degree and order.  However, this not only loses any signal beyond the 
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cutoff degree, but may also induce ringing in areas where a truncated spherical harmonic 

series is insufficient to contain the full signal.  Instead, the most common way of 

reducing the errors in the GRACE series has become smoothing by an isotropic Gaussian 

filter, where the only parameter is the wavelength desired for the cutoff, λ.  Jekeli [1981] 

and Wahr et al [1998] present recursive functions for the smoothing function.  A 

numerical approximation is given in Equation 2.38 for use with spherical harmonics of 

degree n.  The radius of the Earth is symbolized by ae.  The smoothing radius is variable, 

depending on the signal searched for, but empirical analysis suggests 300-1000 km is 

appropriate for most CSR RL04 applications.   
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Figure 2.5 shows the impact of different levels of Gaussian smoothing on a 

typical GRACE solution with the long-term mean removed.  While some smoothing 

clearly reduces the striping seen in the upper-left, unsmoothed image, it is possible to 

over-smooth.  Doing so results in significant signal amplitude loss.  It also spreads signal 

from its actual location into nearby areas, a phenomenon known as “leakage”. 
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Figure 2.5:  Effect of Gaussian spatial smoothing on a 30-day boxcar solution.  

Smoothing radii from top-left to bottom-right: 0km, 200km, 400km, 600km.  Units are 
mm geoid height. 

 

To get around this limitation, more complicated smoothing techniques have been 

created.  For example, Han et al [2005] proposed an order-based, anisotropic filtering, 

Seo et al [2006]  experimented with two dynamic filtering techniques using modeled and 

GRACE-derived signal and noises, Davis et al [2008] tested a statistical filtering method 

based on seasonal variability, and Klees et al [2008] designed an optimal filter from 

GRACE and simulated covariance matrices.  Regionally, techniques such as spherical 

wavelets [Schmidt 2006, Schmidt 2007, Fengler 2007] and “mascons” [Lemoine 2007, 

Rowlands 2008] can also be used to produce cleaner results.  Each of these tactics has 

benefits in reducing noise, but each also has an effect on the signal.  For this paper, only 

the simple Gaussian smoother will be used. 
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2.6.2:  Destriping 
 

In 2006, Swenson and Wahr [2006b] developed a technique to reduce longitudinal 

stripes.  They noted that any signal correlated in space must also be correlated by 

spherical harmonic.  They demonstrated that, for a given order, even-degree GRACE 

coefficients typically vary smoothly as they are plotted in order of increasing degree.  

Similarly, the odd-degree coefficients of each order tend to change in a coherent group 

fashion.  However, the odd- and even-ordered coefficients are typically not correlated 

with each other.  The correlation by parity does not appear to occur in the lower orders, 

but is typical above about order 8 and becomes more obvious at higher orders. 

Swenson and Wahr utilized this correlative behavior to construct a spatial 

smoothing mechanism.  They fit a quadratic polynomial to the even-degree coefficients 

of each higher order, and another quadratic to the odd degrees.  In their 2006 paper, they 

demonstrate that this fitting acts as a spatial filter with a predominant north-south main 

lobe of negative amplitude and north-south side lobes of positive amplitude.  Together, 

these act to reduce the amplitude of longitudinal signals in any spherical harmonic series.  

By using the fit of the coefficients, rather than the original coefficients, stripe errors can 

be greatly diminished. 

Swenson and Wahr chose to use a moving window technique to create their 

polynomial fit.  In this dissertation, the technique of Chambers [2006a] is used instead.  

The degrees of each higher order are fit all at once, using a least-squares fit to a sixth-

order polynomial.  For the series here, the destriping fit begins at order 12. 

As an example of the technique, consider the plots of a single G30-15 solution in 

Figure 2.6, which contain only the frequencies above 3 cpy.  On the top is the field 

without destriping.  In the middle is the destriped field (with destriping beginning at order 

12).  Below is the difference between the fields.  In all cases, the C20 signal has been 

removed and the results smoothed to 500 km. 
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Figure 2.6:  Effect of destriping upon one day of the G30-15 series.  C20 signal removed.  
Top: un-destriped field.  Middle: destriped field.  Bottom: the stripes that were removed.  

500km smoothing applied.  Units: mm geoid height.   
 

There are some weaknesses and problems associated with the destriping method 

described here.  First, as the spatial representation of the destriping filter (Figure 4 of 

Swenson and Wahr 2006b) shows, the method leaves a band of small side lobes at low 

latitudes.  This leads the method to undersmooth at the equator, meaning more stripes 

survive in places like the Amazon, even after destriping has been applied.  The filter also 

has limited power at the poles, such that destriping has little effect there.  While the latter 



 34 

is less critical for use with GRACE, since GRACE errors are smaller over the poles, the 

equatorial weakness can lead to problems.   

More troublesome, destriping tries to remove all longitudinal patterns – regardless 

of whether they are signal-based or error-based.  This means that when hunting for a 

signal with a strong north-south pattern, destriping may do more harm than good.  

Despite this, when dealing with non-longitudinal signals, destriping has generally shown 

good results. 

 

2.6.3:  Regularization 
 

Save [2009, 2010] recently constructed a regularization method for use in CSR’s 

estimation process.  The technique, based on Tikhonov regularization, adds a constraint 

matrix to the least squares equations.  Un-regularized least squares solves the equation: 

 
  

€ 

J =min( Hx − y 2)       2.39 
  
to get:  

 
  

  

€ 

 x = (HT H)−1(HT y)       2.40 
 
Tikhonov regularization solves the similar problem: 

 
  

€ 

J =min( Hx − y 2
+ µ Mx 2)      2.41 

  
and gets the result:  

 
  

  

€ 

 x = (HT H + µMT M)−1(HT y)      2.42 
 

Here, M is a matrix regularization operator, μ is the regularization parameter, and 

the double bars represent a vector norm.  The matrix MTM provides a type of pseudo-

information, determined by the user based on prior knowledge of the problem.  Save 

defines an M matrix that applies a weaker constraint to degrees under 10 compared to 
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those above 10.  Additionally, the method implements an order-based scheme which 

reduces the constraint on the zonals and increases the constraint on the sectorials.  The 

latter is designed to cut down on the striping problem.   

Save selects the scalar parameter, μ, using the L-Ribbon method [Calvetti et al 

2005].  This technique involves plotting an “L-curve” – the curve of 

€ 

log Mx  versus 

€ 

log Hx − y .  This curve typically looks something like an L, and the optimal μ occurs at 

the bend in that L, where the curvature is maximized.  At this point, the estimated least 

squares solution (

€ 

log Hx − y ) has an optimal amount of freedom.  Lessening the 

constraint will lead to decreased observability.  Tightening it will unnecessarily weaken 

the solution.   

The best constraint matrix is still under investigation.  The regularization 

parameter must be tailored for each new type of solution, as different types of 

windowing, different maximum degrees to solve for, etc, all produce different error 

characteristics.  For full details on the original choices of μ and of the M matrix, see 

Chapter 3 of Save [2009].  The regularized results shown here use an approach similar to 

the original, but tailored to a degree-60 solution and the windowing functions chosen. 

The outward effects of regularization are similar to those of destriping.  Figure 2.7 

shows the same solution used in the destriping example, again with the low-frequency 

terms removed.  The top image is the original G30-15 field and the middle one the field 

after regularization.  The bottom image is the difference of the two.  All three use 500 km 

smoothing and have C20 dropped for ease of visualization. 
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Figure 2.7:  Effect of regularization upon one day of the G30-15 series.  C20 signal 
removed.  Top: un-destriped field.  Middle: regularized field.  Bottom: the stripes that 

were removed.  500km smoothing applied.  Units: mm geoid height.   
 

Visual inspection with Figure 2.6 shows that stripes are removed from roughly the 

same places as in destriping.  The regularized map eliminates more of the stripes 

(especially around the equator).  This is generally good, but as with destriping, the 

weakness of regularization is that it cannot distinguish stripe-like signal from stripe-like 

error.  Where possible, regularization will be used in this dissertation over destriping. 
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2.7:  CHAPTER SUMMARY 
 

The creation of GRACE solution series is a complex process, lengthy to describe 

and involving the work and ideas of many.  This chapter was designed as an introduction 

to the process, though it is certainly not a complete summary.  The method of gravity 

series creation has been discussed, as well as the introduction of weighted sliding 

windows into the GRACE processing scheme.   Additionally, the six primary windows to 

be used in the next chapter were introduced.  These include three boxcar windows (B10, 

B20, B30) and three comparable Gaussian windows (G14-07, G30-15, G46-23).   

A number of practical analysis techniques, designed for a variety of purposes and 

comparisons, were explained, as were three methods of post-processing clean-up.  The 

chapter as a whole was designed for reference, as the techniques here will be used 

without further explanation in future chapters.   
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Chapter 3: Definition of Gaussian Windowing Parameters 

 

In the previous chapter, six windows were described: three boxcars and three 

Gaussians, set up in matching pairs.  This chapter describes the process used to match 

each boxcar window with a “best-fit” Gaussian window (or vice versa).   

As GRACE solutions are always averages over time, it is imperative to compare 

only windows with similar averaging properties.  Comparing series made using windows 

with different main lobe power would be like comparing apples to oranges, providing 

different representations of the GRACE signal and obscuring the real differences between 

boxcar and Gaussian windows.  To test window type, rather than window length, it is 

important to keep the low-frequency signal as similar as possible. 

Section 3.1 accomplishes this by matching the low-frequency part of boxcar and 

Gaussian transfer functions.  This is primarily a function of the FWHM of the Gaussian 

window.  A rule-of-thumb equation is determined, relating the FWHM of a Gaussian 

window with the length of the best-fitting boxcar window.  The impact of the Gaussian 

window length is considered at the end of the section. 

In Section 3.2, the three pairs of best-fitting boxcar and Gaussian series are 

compared in both spectral and spatial domains.  These tests use the GRACE data series 

and are used to demonstrate that the Gaussian series used for the rest of the report are 

faithfully measuring low-frequency gravity signal, while reducing the power at sub-

weekly frequencies over similar boxcar-windowed series.  Such solutions act as better 

piecewise-constant gravity measurements than the boxcar-windowed series do. 

 

3.1:  DETERMINATION OF BEST-FITTING GAUSSIAN AND BOXCAR PAIRS  
 

When speaking of rectangular windows, it is appropriate to talk about windows 

with a single parameter: a 10-day or 30-day window, for example.  Gaussian windows 
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require more information to define them.  A “thirty day Gaussian window” is unclear, but 

a “thirty day Gaussian window with a FWHM of ten days” is uniquely defined.  

Unfortunately, the fact that it takes two numbers to describe a Gaussian window means 

that it is not straight-forward to compare such windows with rectangular ones.   

Given GRACE’s use as a time-averaged gravity product, the definition of window 

equivalence must focus on the lower frequencies.  A Gaussian window and a boxcar 

window with similar gains below the boxcar window’s Nyquist frequency will be 

considered “comparable” in this report, even though their high-frequency transfer 

functions differ significantly.  Two windows that filter lower frequencies in similar ways 

will measure the primary geophysical signal that GRACE sees similarly, separating the 

effects of the window type from the effects of differing low-frequency transfer functions.  

This definition assumes that retrieved signals significantly above Nyquist frequency are 

primarily error-driven, while those below are hoped to be real.   

 

3.1.1:  Low Frequency Match of Transfer Functions  
 

Transfer function plots show that an N-day Gaussian does not behave like an N-

day boxcar: the Gaussian has a power spectrum with significantly higher amplitude at 

low frequencies.  To match the low-frequency spectra, windows of different lengths are 

required. 

A Gaussian window’s transfer function proves to be less affected by the window’s 

length than the window’s aspect ratio, which is defined by the FWHM.  This is true so 

long as the window is long enough that its first and last values are small (i.e.: there is no 

sudden jump from a large value to zero at the edge of the window), which is the case for 

all of the windows used here.  (Situations where this is not true will be covered in 

Sections 3.1.4 and 3.1.5.)  As such, the only parameter used in this section is the FWHM, 

which will be varied to find a close low-frequency match with known boxcar transfer 

functions.  The window length will be fixed to twice the FWHM. 
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The complexities of the transfer functions for both boxcar and Gaussian windows 

make it difficult to compute the best-fit windows analytically, but a simple empirical test 

can be used to match the window types adequately.  Figure 3.1 shows, in red, transfer 

functions of the three boxcar windows used in this dissertation: B10, B20, and B30.  The 

five windows with integer FWHM values which have the most similar low-frequency 

gains are shown in the picture as well. 

 

 
Figure 3.1:  Families of Gaussian transfer functions with varying FWHM, as compared to 

three boxcar transfer functions.  Comparison boxcars, shown in red, are (top) B10, 
(middle) B20, (bottom) B30.  Best-fitting Gaussians, shown in blue, are (top) G14-07, 

(middle) G30-15, (bottom) G46-23. 
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No two transfer functions match exactly.  Still, the transfer function in blue is 

consistently among the closest to the red boxcar curve.  The FWHM of this Gaussian 

window follows the following rule-of-thumb: 

 

   

€ 

FWHM ≈ 3/4 ∗Lbox     3.1 

 

The term “effective length”, when applied to a Gaussian window, will refer to the length 

of the best-fitting boxcar window, Lbox.  This ¾ ratio was used to determine the best-

fitting Gaussian FWMH for the three windows described in the previous chapter. 

The full transfer functions of the best-fitting Gaussian and boxcar windows are 

shown in Figure 3.2.  At higher frequencies, the Gaussian curves all fall to one steady 

level, which always has less gain than a comparable boxcar.  Since the gains at low-

frequencies roughly match, a Gaussian window will always have less total power than a 

comparable boxcar one. 
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Figure 3.2:  Families of Gaussian transfer functions with varying FWHM, as compared to 

three boxcar transfer functions.  Comparison boxcars, shown in red, are (top) B10, 
(middle) B20, (bottom) B30.  Best-fitting Gaussians, shown in blue, are (top) G14-07, 

(middle) G30-15, (bottom) G46-23. 
 

 

3.1.2:  Verification of the Effective Length of a Gaussian Window 
 

To verify Equation 3.1 in the presence of realistic geophysical signal, a daily 

sampling of the GLDAS-Noah hydrological model is used.  It is a reasonable 

approximation of the type of signal GRACE can expect to see over land.  The top image 
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of Figure 3.3 shows the differences in total variance between the three boxcar cases (B10, 

B20, and B30) and a suite of Gaussian cases with different FWHM.  In all cases, the 

Gaussian window length is twice as long as its FWHM.  This test confirms the value of 

Equation 3.1, even when the higher frequencies are included in the sum.  The three 

boxcar windows match most closely with Gaussian windows with FWHM ~ ¾ Lbox.   

 

 

 
Figure 3.3: Total Error Variance of GLDAS (top) and GRACE (bottom) Windowed 

Series.  Units are left in coefficient space. 
 

The bottom half of the figure shows the same test, but using the GRACE 

windowed series from 2005 instead.  Gaussian series were created with FWHM from 1 to 

23 days, again using Lgauss/FWHM = 2.  Each of these fields was differenced with the 
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three boxcar-windowed GRACE series, and the total average variance of that difference 

computed.  The minima are more difficult to pinpoint, probably due to the amelioration 

of the weighting scheme under least squares estimation.  However, they still roughly 

align with the rule of Equation 3.1.  The closest fit windows for both the GRACE and 

GLDAS examples are given in Table 3.1. 

Table 3.1:  Best-fit Gaussian Windows to Given Boxcars, for 
GLDAS and GRACE 

Window Best-fit FWHM  

FWHM = 3/4*Lbox 

GLDAS closest 

boxcar fit 

GRACE closest 

boxcar fit 

B10 7.5 days G16-08 G14-07 

B20 15 days G30-15 G30-15 

B30 22.5 days G46-23 ~G46-23 

 
 

The GRACE and GLDAS plots of Figure 3.3 differ significantly for the shortest 

windows.  As the window length decreases from the minimum point, GLDAS differences 

increase linearly, but GRACE differences grow exponentially, culminating in a refusal to 

even calculate some solutions with FWHM = 1 day.  This is not a result of the 

windowing, per se, but a recognition that the least squares process cannot solve for an 

unconstrained 60x60 gravity solution with only one or two days of observations.  Based 

on Figure 3.3, around six days (FWHM of at least three days) data are required for the 

Gaussian windows to produce solutions of geophysically meaningful quality.  The same 

difficulty occurs when making very short boxcar-windowed solutions (not shown).  

Further discussion on solution stability versus window length can be found in Chapter 4. 
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3.1.2:  Autocorrelative Effect of Overlapping Window 
 

Using Equation 3.1, a Gaussian window can be created which produces a solution 

most like that from a particular boxcar window.  But while such individual solutions may 

be similar, how do they compare to neighboring solutions made in the same way?  One 

might expect temporally close solutions to be similar for two reasons.  First, a 

geophysical process which causes a particular signal one day might remain present the 

next day, resulting in a scientifically interesting similarity between the fields.  Second, 

the use of the overlapping sliding windows technique means that nearby solutions will 

use much of the same data, resulting in highly correlated fields for artificial reasons. 

The degree autocorrelation function is used here to demonstrate the latter, 

window-dependent correlations.  Knowledge of such correlation can suggest when 

apparent geophysical similarity is simply due to the windowing method, and when it 

implies something more interesting.  Autocorrelations of the unsmoothed GRACE 

windowed series are shown in Figure 3.4 for lags between 1 and 34 days.  The left-hand 

side shows the boxcar-windowed series and the right shows their comparable Gaussians.   

There are three distinct features to these plots.  The first is the decreasing degree 

autocorrelation with lag time (τ) up to the effective window length.  This is particularly 

obvious at high degrees.  The correlations for τ = 1 day are very high, but as τ increases, 

the correlation drops to zero.  The time it takes for this drop to occur depends on the 

window length.  Boxcar-windowed series fall to a stable state at precisely their window 

length (i.e.: the lines begin to cluster at 10, 20, and 30 days in these examples).  

Gaussian-windowed series take a day or two longer than their effective length to stabilize 

– the effect of their long tails.  Additionally, especially for short lags (τ < 2/3Leff ), the 

Gaussian series show higher autocorrelations than the boxcar series.  This means that a 

Gaussian solution will be more like its one-day-shifted neighbor than a similar boxcar 

series will be like its neighbor.  Beyond the effective length of the window, boxcar and 

Gaussian series can be expected to change in a similar manner. 
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Figure 3.4:  Degree autocorrelations of GRACE windowed series for short lag times.  
Boxcars are on the left (top to bottom: B10, B20, B30) and Gaussians are on the right 
(G14-07, G30-15, G46-23).  No smoothing has been applied.  Lag (tau) is measured in 

days.   
 

The second feature is the changing autocorrelation at the lower degrees (below 

about degree 30) as τ increases.  This can be more clearly seen in Figure 3.5, where the 

B20 and G30-15 autocorrelation plots are shown for higher lag times.  The family of 

curves shown here represents the autocorrelations from 15 days to 180 days.  As τ 
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increases, the lowest-degree autocorrelation drops from +1 (at τ = 0, not shown), through 

zero (at τ ~ 90 days), to about -0.8 (at τ = 180 days).  If plotted further (not shown), the 

trend then reverses, nearing an autocorrelation of zero at approximately 270 days, and 

back toward +1 (really around +0.8) after around 360 days have passed.  In short, the low 

degrees register the global annual signal.  

 

 
Figure 3.5:  Degree autocorrelations of GRACE windowed series for longer lag times.  

Boxcars B20 is on the left and Gaussian G30-15 is on the right.  No smoothing has been 
applied.  Lag (tau) is measured in days. 

 
The third feature is the shape of the “annual” autocorrelation curves.  There is a 

sharp drop toward zero autocorrelation at degree 15, for all windows and lag times.  This 

is the first of the orbital resonances, a place where increased errors are known to enter the 

solutions.  Layered on top of that, between degrees about 5 and 30, there is a continual 

decrease in the amplitude of the annual-frequency correlation.  After about degree 30, the 

autocorrelation of all windows is approximately zero, for lag times longer than the 

effective window length.  The slow decline may have two causes.  First, GRACE is 

measuring more than just the annual signal.  In localized areas – more represented by 

higher degrees than lower ones – non-annual signals exist.  These will generally act to 

decrease the global autocorrelation, since (unlike the annual signal) they will occur at 

different frequencies in different places.  Secondly, as degree increases, GRACE’s orbital 

and measurement errors increase, which will decrease the autocorrelation as well.  
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According to Figure 3.5, the annual signal is too small globally beyond degree 30 to be 

separated from the non-annual signals and noises in such a gross analysis as this. 

These features are true regardless of whether boxcar windows are used or 

Gaussian ones.  The only difference occurs when the lag time is less than the effective 

length of the window used, at which point the Gaussian-windowed series have slightly 

larger autocorrelations than the boxcar-windowed series do.  Once beyond the effective 

length of any window, the best-fit pairs have equivalent autocorrelations.  Though the 

Gaussian windows are longer than their effective lengths, the additional length has no 

bearing on autocorrelation.  That is, for the 30-day long G30-15 window, which has an 

effective length of 20 days, two solutions less than 20 days apart will have high 

correlations due to the windowing of the data.  But two solutions greater than 20 days 

apart (even those between 20 and 30 days) will not act be correlated due to windowing.   

 

3.1.4:  Acceptable Minimum Gaussian Window Length, Given FWHM 
 

For Equation 3.1 to hold, the Gaussian windows must exceed a certain minimum 

length.  This caveat follows since defining a window length requires truncating the 

Gaussian series, as demonstrated by the sample windows of Figure 3.6.  The sharp edges 

at the truncation transform into high-frequency patterns in the spectral domain.  In fact, 

the truncation acts as a boxcar window of length Lgauss multiplying the infinite Gaussian 

series, so the resulting spectral properties contain sinc-function effects convolved with 

the usual Gaussian transfer function. 
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Figure 3.6:  Windows G07-07, G14-07, G16-07, G20-07, G30-07, and infinite Gaussian 

of FWHM=7 days 
 

 
Figure 3.7:  Gains of the above windows 

 
Figure 3.7 shows the transfer functions of the same Gaussian windows.  Each has 

a FWHM of seven days, but the lengths vary from 7 to 30 days, as well as the ideal 

Gaussian window.  The transfer function of this infinitely-long window (based on 

Weisstein, 2010)  is given by:  
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€ 

W ( f ) = 2πσ 2e−2π
2σ 2 f 2    3.2 

 
where 

 

   

€ 

σ =
FWHM
2 2ln(2)

     3.3 

 
The larger the drop-off at the edges of the window in the time domain, the more boxcar-

like the transfer function becomes and the more high-frequency artifacts will occur in any 

series made using the window. 

 

 
Figure 3.8:  Low-frequency portion of the transfer function of Gaussian windows with 

FWHM = 7 days. 
 

The previous section estimated the effective window length based on FWHM 

alone.  However, the ratio of Lgauss to FWHM has an impact on effective window length as 

well.  A low-frequency close-up of the above transfer functions is given in Figure 3.8, 

showing the spectral region we might reasonably hope GRACE to resolve.  Notice that 

while the shortest two of the Gaussian windows separate from the theoretical curve, the 

transfer functions of all the longer windows are similar to the ideal Gaussian window.  A 

similar look into Gaussian windows with other FWHM suggests that for windows useful 

to GRACE, using Lgauss/FWHM > 2 gives Gaussian-like low-frequency results, rather than 
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boxcar-like results.  Additionally, a higher Lgauss/FWHM always means a lower high-

frequency gain. 

The GLDAS results indicate the same characteristics.  The total error variance of 

GLDAS data windowed by Gaussians of FWHM = 7 days and varying lengths is shown 

by the red line of Figure 3.9.  These are the variances of the difference between the 

unwindowed (true) GLDAS series and the windowed versions.  The shortest windows 

have almost no error, because they average so few days together and are thus similar to 

the unwindowed series.  That error grows as the window becomes longer, until after a 

Gaussian window length of about 15 days (Lgauss/FWHM > 2), when the errors begin to 

stabilize.  Stabilization occurs since adding weights of near-zero to the tails of a window 

has little effect on the solution.   

The stabilization denotes a transition point between a boxcar-like window and a 

Gaussian-like window.  For a Gaussian window with FWHM = 7 days, this stabilization 

point is about Lgauss = 15 days.  Windows shorter than this act more like boxcar windows.  

Longer windows behave more like the infinite Gaussian curve. 

 
 

 
Figure 3.9:  Windowing Errors Caused by Varying Gaussian Window Length, with 

FWHM = 7 days.  Units are left in coefficient space. 
 

Additionally, in Figure 3.9, the error levels for a 7-day, 9-day, 11-day, and 13-day 

boxcar windowed series are shown.  These are the total error variances between the 



 52 

unwindowed, daily GLDAS data and each boxcar-windowed GLDAS version.  

According to Equation 3.1, a Gaussian series using a window FWHM of 7 days should 

produce results that are similar to a boxcar window with Lbox ~ 9.33 days.  This is 

approximately where the windowing errors of Figure 3.9 lie as well, for windows longer 

than 15 days.  Windows shorter than this length are more similar to shorter boxcar 

windows.  The GLDAS results confirm that estimates like Equation 3.1 are relevant only 

for Gaussian windows with “appropriate” Lgauss/FWHM ratios.  For a Gaussian window to 

be most effective, it must have a length, Lgauss of at least: 

 

     3.4 

 
Combined with Equation 3.1, this suggests that a boxcar window of length Lbox is 

best compared with a Gaussian window of at least length  

 

€ 

Lgauss >1.5∗Lbox     3.5 
 

Gaussian windows shorter than this will contain significant boxcar-like spectral effects. 

 

3.1.5:  Expanding the Gaussian Length Beyond the Minimum 
 

Extending the Gaussian window length further and further beyond the minimum 

value suggested in Equation 3.5 will result in a time series which asymptotically 

approaches the theoretical results for a Gaussian window with the chosen FHWM.  Based 

on GLDAS simulated results, windows longer than Lgauss/FWHM = 2 do appear to provide 

some additional benefit in terms of the reduction of the high-frequency amplitude 

reduction (recall Figure 3.9).  However, the processing time required is dependent on the 

amount of data used in a GRACE solution.  The improvements found by using longer 

GRACE solutions for a given FWHM may not be large enough to warrant their lengthier 

creation. 
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To evaluate this effect, the standard G14-07 series was compared to three 

Gaussian-windowed GRACE series with the same FWHM (7 days), but with 16, 20, and 

30 day lengths.  Where the G14-07 case uses precisely Lgauss/FWHM = 2, case G30-07 

gives an Lgauss/FWHM ratio of 4.28.  This is well into the stable part of the curve in Figure 

3.9, so it will show any significant signal lost or changed between the cases. 

The DPS (top image of Figure 3.10) and OPS (middle image) show slightly more 

power for the shorter windows, at all degrees and orders, which is expected since shorter 

windows provide less averaging for each solution.  The FPS comparison, in the bottom 

image, shows that the differences are small relative to the signal at low frequencies, and 

grow to be a significant portion of the signal only beyond ~50 cpy.  A glance back at the 

transfer function of the four series (Figure 3.7) shows that separation from the ideal case 

occurs around 40 cpy for G14-07 and 100 cpy for G30-07. 

When plotted over the globe using the spatial variance technique, as in the right-

hand side Figure 3.11, the differences between the four Gaussian windows with a 7-day 

FWHM show random-looking patterns on the 1 mm geoid height level.  These patterns 

are broken by high-degree vertical stripes and are largest within 45° of the equator.  The 

full spatial variances for the four series are largest in this area as well (excluding the 

annual hydrological signal), reaching over 5 mm in geoid height.  These are plotted in the 

left column of Figure 3.11.  On this 6 mm scale, the 1-mm-level differences between 

G30-07 and G14-07 are barely noticeable.   
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Figure 3.10:  Degree (top), Order (middle) and Frequency (bottom) Power Spectrum of 

Gaussian Windows with FWHM = 7 days. 
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Figure 3.11:  Spatial Variance of the G14-07, G16-07, G20-07, and G30-07 (left, top to 
bottom) and their differences from G30-07 (right).  Units are mm geoid height. 

 
A look at the differences of the gravity fields at specific times shows that 

lengthening the window but keeping the same FWHM creates only half-millimeter geoid 

height changes.  Figure 3.12 shows examples of G14-07 versus G30-07 differences in 

individual gravity solutions on two different days, plotted with 300 km smoothing.  The 

differences are changes in striping, not recognizable signal, and their amplitude is below 

the expected several-millimeter sensitivity of GRACE. 
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Figure 3.12:  Differences between G14-07 and G30-07 on two example days in 2005.  

Units are mm geoid height.  300km smoothing applied. 
 

As a demonstration of the similarities between these windowed series, Figure 3.13 

shows the basin average for 2005 over the Amazon Basin, for frequencies above 3 cpy 

only.  Series G14-07 and G30-07 give similar results, even though G30-07 is over twice 

as long.  The largest difference, around t=90 days, is an interpolation difference due to a 

multiple-day data gap.   
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Figure 3.13:  Basin average (top), difference (middle), and FFT (bottom) over the 

Amazon Basin for series G14-07 and G30-07 for frequencies > 3cpy.  300 km smoothing 
applied.  Error bars shown are 2-sigma levels, as determined in Section 6.1 and 6.2. 
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In conclusion of the topic, the original caveat should be repeated: estimates like 

Equation 3.1 are relevant only for Gaussian windows with “appropriate” Lgauss/FWHM 

ratios.  Windows shorter than Lgauss = 2*FWHM  will act more like a boxcar of length L-

gauss than a Gaussian.  For Gaussian windows with lengths useful for GRACE (effective 

lengths longer than a week), the exact window length is not very important.  The errors 

caused by a window of minimum “acceptable” length will only produce differences of 

half-millimeter stripes (in geoid height) relative to a much longer window of the same 

FWHM.  So long as the window is long enough to give a smooth drop-off to zero at the 

window edges, it does not need to be rigorously optimized. 

 

3.2:  COMPARISON OF GRACE GAUSSIAN-WINDOWED SERIES TO GRACE BOXCAR-
WINDOWED SERIES 
 

This section presents the analysis of the six GRACE series filtered by the 

windows described in Chapter 2.  The Gaussian windows were specifically chosen 

because they fulfill the equivalency requirements of Equation 3.1 and the length 

requirement of Equation 3.4.  Specifically, G14-07 is tailored to match B10, G30-15 to 

B20, and G46-23 to B30.  Each series has been created using a sampling frequency of 

one day, meaning that there are 1056 individual solutions run for each series in 2005-

2007.  There are a total of 40 interpolated solutions due to GRACE data gaps: 9 in 2005, 

6 in 2006, and 25 in 2007.   

The analysis here is meant as a double demonstration.  First, the “apples to 

apples” nature of the Gaussian and boxcar windows chosen is shown, whereby each set 

of best-fit windowed solutions resolves the same low-frequency GRACE signal.  

Secondly, the high-frequency benefits of using a Gaussian window over a comparable 

boxcar window are shown.  After this chapter, only the Gaussian-windowed series will be 

used. 

The analysis shown here was carried out on un-regularized, un-destriped CSR 

RL04 GRACE series.  Similar results were obtained using the regularized data. 
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3.2.1:  Degree-Frequency Power Spectra 
 

To gain a broad overview of the similarities and differences between the series, 

consider the six three-dimensional DFPS plots in Figure 3.14.  At low frequencies and 

low degrees, the power spectra of all the series are similar.  The highest power in each of 

the plots is at degree 2 with annual frequency.  The lowest power is seen around degree 

10 and at the highest frequencies.  A third similarity is the ridges built along the resonant 

degree lines: 15, 30/31, and 46.  However, while these ridges all appear in the same 

locations, they have different magnitudes.  Similarly, though the minima of the plots 

occur in similar places, these low places are not the same size or width.  Of each best-fit 

pair, the Gaussian-windowed series has significantly lower power at mid- to high-

frequencies – those beyond 10 or 20 cpy.  Whether there is more or less change at 

different degrees is hard to tell from these plots, as is the exact nature of the changes by 

frequency.  Further details can be more easily seen in the two-dimensional degree, order, 

and frequency power spectrum plots of the next two sections. 
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Figure 3.14: Degree-Frequency Power Spectra of 6 Windowed Series.  The boxcar fields 
are on the right, from top to bottom: B10, B20, and B30.  The Gaussian fields on the left 

are: G14-07, G30-15, and G46-23.  Units are mm of geoid height. 
 

3.2.2:  Power Spectra by Frequency 
 

Two-dimensional spectra are used to look more closely into the degree-, order-, 

and frequency-based aspects of the series.  The Frequency Power Spectra (FPS) is plotted 
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first, in Figure 3.15.  Matching boxcar/Gaussian windows pick up a similar signal (less 

than 20% variation from the boxcar signal) through the boxcar Nyquist frequency.  

Beyond the Nyquist, the boxcar- and Gaussian-windowed FPSs separate, quickly 

reaching 100% differences between the series.  The percentage difference between best-

fit pairs is shown for several frequencies in Table 3.2, as a fraction of the boxcar FPS. 

Table 3.2:  FPS Difference between best-fit boxcar and Gaussian 
series, as a percentage of the boxcar FPS. 

Frequency B10 – G14-07 
Nyquist ~ 18cpy 

B20 - G30-15  
Nyquist ~ 9cpy 

B30 – G46-23 
Nyquist ~ 6cpy 

3 cpy 17.3 % 11.3 % 12.1 % 
6 cpy 16.0 % 12.4 % 15.1 % 
10 cpy 17.2 % 18.6 % 40.2 % 
30 cpy 49.4 % 102.1 % 105.8 % 
60 cpy 100.0 % 103.0 % 104.9 % 
100 cpy 112.6 % 104.8 % 95.0 % 
180 cpy 90.0 % 107.1 % 91.1 % 

 

Beyond their Nyquist frequencies, the boxcar plots show bumps at evenly-spaced 

frequencies, whereas the Gaussian FPS declines smoothly until much later.  A closer look 

at these bumps shows that they occur at the intervals predicted by the gain of each 

window (see Section 2.4).  Table 3.3 gives the actual period of these sinc-function effects 

next to the theoretical period computed by Equation 2.4, which match closely. 
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Figure 3.15:  Differences between best-fitting boxcar-Gaussian pairs’ frequency power 
spectra.  Series shown: (top) B10 - G14-07, (middle) B20 - G30-15, (bottom) B30-G46-

23.  
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Table 3.3:  Period of Sinc-function Artifacts in 
Boxcar Windows, Observed and Theoretical 

Series Predicted Period Measured Period 

B10 36.6 cpy ~33 cpy 

B20 18.3 cpy ~20 cpy 

B30 12.2 cpy ~12 cpy 

 
The FPS indicates the primary motivation for moving away from a rectangular 

window: the sinc-functions of a boxcar window’s gain produce unrealistic high-

frequency signals in the output GRACE fields, which can be misconstrued as real time-

variable gravity.  The customary once-monthly series has a Nyquist frequency of just 6 

cpy, meaning that anything – real or artificial – with a temporal change faster than 6 cpy 

will be aliased when looking only at a series of monthly fields.  The boxcar windows, 

with their significantly larger high-frequency gain, are affected by this aliasing more than 

Gaussian windows are. 

 

3.2.3:  Power Spectra by Harmonic 
 

The Degree Power Spectra (DPS) of the best-fitting boxcar/Gaussian pairs and 

their differences are shown in Figure 3.16.  All curves show the same general trends.  

Below degree 15, the FPS begins high and declines with degree.  This decline is the 

expected degree-based pattern of gravity signals in hydrology, the oceans, and the 

atmosphere [Wahr et al 1998, Thompson 2004].  Degree 15 marks the first of the orbital 

resonances, and is accompanied by a sharp spike in the DPS.  Further error is absorbed at 

the later resonant degrees of 30/31 and 46.  The minimum DPS for all windowed series 

occurs around degree 25.  This marks the point where the various GRACE errors have 

grown larger than the signal measured.  Between degrees 25 and 60, the DPS grows, 

signifying the increasing errors at increasing degrees. 
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Figure 3.16:  Differences between best-fitting boxcar-Gaussian pairs’ degree power 

spectra.  Series shown: (top) B10 - G14-07, (middle) B20 - G30-15, (bottom) B30-G46-
23. 

 

The switch to a best-fit Gaussian window lowers the DPS at all degrees, but acts 

most strongly beyond the resonant degree 15.  Differences between the boxcar and 

Gaussian windows are shown as a percentage of the boxcar DPS in Table 3.4.  Between 



 65 

degrees 14 and 15, the relative change between the boxcar and Gaussian increases by 10-

15% in all three cases.  This means that by degree 15, the impact of changing window 

types is 35-43% of the original, boxcar-windowed DPS amplitude.  After degree 20, the 

relative difference stabilizes, remaining between 40% and 50% through the maximum 

degree of 60.   

Using a Gaussian window cuts out much of the high-frequency error (and signal) 

of a similar boxcar window.  Those cuts have the largest effect at the higher degrees 

beyond the first resonance, but are spread across the lower degrees too.  An error at high-

frequency – such as the sinc-function artifacts of the boxcar windows – will impact all 

degrees, even below degree 20 or 30, where GRACE is expected to resolve true signal. 

Table 3.4:  DPS Difference between best-fit boxcar and 
Gaussian series, as a percentage of the boxcar DPS. 

Degree B10 – G14-07 B20 - G30-15  B30 – G46-23 

2 16.1 % 11.2 % 9.2 % 
10 17.5 % 12.1 % 10.0 % 
14 32.8 % 23.6 % 20.2 % 
15 42.7 % 38.6 % 35.4 % 
20 46.9 % 37.4 % 32.8 % 
30 53.1 % 44.9 % 40.4 % 
40 49.8 % 43.4 % 41.1 % 
50 51.5 % 46.3 % 45.9 % 
60 46.3 % 40.5 % 40.1 % 

 

The Order Power Spectra (OPS) show similar results.  In Figure 3.17, the OPS of 

the best-fit series and their differences is shown.  The highest point in the OPS is at order 

zero, which is followed by a quick decline through order 10 or 12.  This, again, is the 

typical power spectrum of the natural signals which impact gravity.  After order 12, the 

decline halts and a slow rise begins, punctuated by wide peaks surrounding the orbital 

resonances at orders 15, 30/31, and 46.  It is expected that much of the power in this 

region is caused by noise, rather than signal. 

 



 66 

 

 

 
Figure 3.17:  Differences between best-fitting boxcar-Gaussian pairs’ order power 

spectra.  Series shown: (top) B10 - G14-07, (middle) B20 - G30-15, (bottom) B30-G46-
23. 

 

As in the DPS, best-fitting Gaussian-windowed series have slightly less power at 

all orders than their boxcar equivalent.  The difference in especially large beyond order 

10, reaching 50% of the boxcar amplitude at resonant orders.  Table 3.5 lists the 

percentage differences relative to the boxcar DPS power at certain orders. 
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Table 3.5:  OPS Difference between best-fit boxcar and 
Gaussian series, as a percentage of the boxcar OPS. 

Order B10 – G14-07 B20 - G30-15  B30 – G46-23 

0 12.5 % 9.9 % 8.2 % 
2 9.8 % 7.9 % 6.8 % 
6 19.9 % 14.8 % 13.2 % 
10 33.1 % 24.2 % 20.6 % 
15 50.7 % 46.2 % 45.0 % 
20 47.4 % 38.4 % 35.6 % 
30 54.6 % 51.8 % 50.5 % 
40 48.9 % 41.4 % 40.5 % 
46 53.8 % 52.8 % 53.0 % 
50 47.4 % 41.5 % 41.5 % 
60 50.1 % 41.5 % 39.1 % 

 

Changing the window type from boxcar to Gaussian will change the retrieved 

power at all degrees and orders.  Though the higher harmonics and resonant harmonics 

are more sensitive to the windowing changes, even the lowest degree and order signals 

are altered by around 10%.  The previous section demonstrated that the changes are 

primarily at frequencies above the Nyquist frequency for the each boxcar window, which 

is a regime expected to have a low signal-to-noise ratio.  However, the DPS and OPS 

measurements demonstrate that such changes have significant impacts at all degrees and 

orders – even those considered most trustworthy.  Using a Gaussian window instead of a 

boxcar window helps eliminate high-frequency, high-noise signal from these valued 

harmonics, as well as from the high-degree or resonant harmonics which are typically 

thought of as noise-driven. 

 

3.2.4:  Spatial Analysis  
 

The previous section provides useful information by harmonic degree and order, 

but does not show how those harmonics interact when laid across the globe.  That 
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interaction is shown in Figure 3.18, using the spatial variance of the difference between 

the best-fitting Gaussian and boxcar series, with no smoothing or destriping applied.  The 

primary impression of these RMS plots is one of latitude dependence.  The maximum 

variance of the boxcar-Gaussian differences lies at 30° N and S (roughly 30% of the 

boxcar non-annual spatial variance) in all three cases.  Intermediate values (5-15% of the 

boxcar variance) occur near the equator and between 30-60° latitude.  Nearer the poles, 

the difference between boxcar and Gaussian is less than 5% the boxcar variance.  The 

clear ±30° maxima is caused by variability in the high degrees and orders, and can be 

eliminated by applying Gaussian spatial smoothing to the data, or by destriping or 

regularizing.   

Each Gaussian solution also has a lower spatial variance across the open ocean 

than its best-fit boxcar partner (the B20 vs. G30-15 example is shown in Figure 3.19).  

The differences above are not simply the effect of stripe-like errors being moved around 

by the windows.  Instead, the majority of the change is a reduction in variability caused 

by reducing undesirable high-frequency spectral artifacts.  Given that the differences of 

Figure 3.18 show no large-scale geophysical correlation, and that they can be greatly 

reduced by destriping or smoothing the data spatially, these differences must illustrate a 

true improvement, which occurs by changing from a boxcar to a Gaussian windowing 

scheme. 
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B10 – G14-07 
 

Mean:  1.43 
Stdev:  0.537 
Max:   2.66 

 
 
 
 

 

B20 – G30-15 
 

Mean:  0.862 
Stdev:  0.276 
Max:   1.46 

 
 
 
 

 

B30 – G46-23 
 

Mean:  0.676 
Stdev:  0.215 
Max:   1.14 

 
 
 
 

Figure 3.18: Spatial variance of the best-fit boxcar-Gaussian differences, all frequencies, 
no smoothing or destriping.  From top to bottom, the series are B10-G14-07, B20-G30-

15, and B30-G46-23.  Units: mm geoid height. 
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Figure 3.19:  Spatial variances of B20 (top) versus G30-15 (bottom).  No smoothing or 

destriping applied.  Units: mm geoid height. 
 

3.2.5:  Regional Analysis 
 

Using the six basins of Figure 2.4 and 50 other hydrological regions defined by 

Jianli Chen [personal communication 2006], regional comparisons were made using the 

sliding window series.  Results from all 56 basins showed similar trends in regards to the 

effects of different windows, so only two will be considered here, the Amazon and 

Mississippi.  Figure 3.20 and Figure 3.21 show those basin averages for the middle-

length cases, B20 and G30-15.  At the scales required to see the large near-annual signal 

in these basins, it is difficult to see the difference between the boxcar and Gaussian pairs.  

The Gaussian-windowed series is smoother than the boxcars.  The other window pairs 

give similar results (not shown). 
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Figure 3.20:  Basin averages over the Amazon basin, comparing best-fitting windows 

B20 and G30-15.  All frequencies included.  300km smoothing applied. 
 

 
Figure 3.21:  Basin averages over the Mississippi basin, comparing best-fitting windows 

B20 and G30-15.  All frequencies included.  300km smoothing applied. 
 

If the near-annual signals are removed by highpass-filtering using an FFT with a 

cutoff frequency of 3 cpy, the scale allows more details to be seen.  One year of the high-

frequency portion of the Amazon series is shown in Figure 3.22, and the similar series 

over the Mississippi is given in Figure 3.23.  These figures demonstrate the local effects 

of changing from a boxcar to a well-matched Gaussian window: the low- and mid-

frequency portion of the signal remains essentially the same, while the high-frequency 

part is greatly calmed.  The FFT plot of Figure 3.24, made for the Mississippi region, 
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demonstrates that the divergence between best-fitting boxcar and Gaussian series occurs 

at the same frequency regionally as it did globally. 

This temporal smoothing effect occurs in all basins.  The level of difference 

between each boxcar and Gaussian pair depends not only on the effective length of the 

windows, but also the basin considered.  In large basins the size of the Amazon and 

Mississippi regions, the difference between the windows is typically less than 1 cm for 

the shortest windows and less than 0.5 cm for the longest windows.   

Figure 3.25 shows the differences (including all frequencies) between the best-

fitting boxcar- and Gaussian-windowed series across the Mississippi basin.  The 

differences across the Amazon and other large basins are of similar scale.  Times of 

largest difference (such as near days 350 and 740) are during multi-day data gaps, which 

have been interpolated through.  2-σ error estimates (determined in Chapter 6) 

demonstrate that the change from boxcar to Gaussian windowing is a significant part of 

the GRACE high-frequency errors. 
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Figure 3.22:  Basin averages over the Amazon basin, comparing best-fitting windows.  

Only frequencies > 3cpy included.  300km smoothing applied. 
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Figure 3.23:  Basin averages over the Mississippi basin, comparing best-fitting windows.  

Only frequencies > 3cpy included.  300km smoothing applied. 
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Figure 3.24:  FFT of the Mississippi basin averages, comparing best-fitting windows.  

300km smoothing applied. 
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Figure 3.25:  Differences in basin averages over the Mississippi basin, for best-fitting 

windows.  All frequencies included.  300km smoothing applied.  Error bars shown are 2-
sigma levels, as determined in Section 6.1 and 6.2. 
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3.3:  REVIEW:  IMPACT OF WINDOW TYPE  
 

Switching to a Gaussian window has significant benefits for GRACE processing.  

Boxcar windows contain larger high-frequency sidelobes, which negatively impact the 

final GRACE results and can easily be avoided through the use of a better window.  The 

FWHM of the Gaussian window has been shown to be the most important parameter in 

the choice of such a window, determining the majority of the transfer function properties 

and thus the effect of the window on GRACE.  The choice of FWHM must be 

determined by the science of the problem, and specifically by the level of signal 

compared to error in the GRACE data. 

To match a boxcar-windowed series with the closest Gaussian-windowed series 

possible, the Gaussian window must have a FWHM approximately 75% as long as the 

length of the boxcar window.  The length of the Gaussian window must be at least twice 

the FWHM and a window slightly longer than that is preferred.  This leads to a Gaussian 

window which uses at least 50% more observations than the original boxcar window 

would, but where the outermost observations have little weight.  When specifically 

applied to the 10, 20, and 30-day boxcar windows, the rules of thumb determined in 

section 3.1 dictate comparing with the Gaussian windows G14-07, G30-15, and G46-23 

(respectively).  Longer versions with the same FWMH could also be used with no loss of 

information and nominally better high-frequency characteristics. 

Such “best-fit” Gaussian windows produce GRACE time series with similar low- 

and mid-frequency content to the matching boxcar-windowed series, but with much less 

high-frequency noise.  This is true both globally and locally.  Decreasing the power at 

high frequencies via windowing lowers the power at all degrees and orders.  Though the 

higher and resonant harmonics are most strongly affected, switching from a boxcar to a 

Gaussian window will mean less power at even the spherical harmonics associated with 

“clean” GRACE data.  Conversely, continuing to use a boxcar window will mean 

continuing to include questionable high-frequency signals in the portion of the GRACE 
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results most relied upon.  Using a Gaussian window of appropriate length and FWHM 

can reduce this problem without noticeably affecting the low-frequency signal. 

Upon first glance, especially at the basin averages, one might wonder whether the 

Gaussian windows are over-smoothing the series, since they remove so much of the sub-

monthly variability relative the boxcar windows.  Is it possible that some of the fast-

moving changes seen by the boxcars are meaningful, brought on by weekly or daily 

physical processes?  This is certainly possible.  However, the predominant feature in the 

spatial variance maps of the change between boxcar and Gaussian was observed to be 

latitudinal banding.  It is hard to imagine a high-frequency geophysical signal which 

occurs identically across land and sea, at all longitudes.  This spatial uniformity makes it 

more likely that the changes are predominantly error-based, rather than a loss of 

meaningful signal.  The high-frequency variations in the boxcar-windowed basin 

averages are only symptoms of the inferior low-pass characteristics of the windows, 

relative to the comparable Gaussian windows.   

Sub-monthly variability does exist in the real gravity signal, and some of it is 

probably measurable by GRACE.  However, the choice of window type does not 

determine which signals can be seen in GRACE data.  Altering the effective window 

length is required for that.  If such high-frequency resolution is desired, the appropriate 

way to get it is to use a shorter Gaussian window, not a boxcar window with a less-

rigorous transfer function.  Because Gaussian windows give a better low-pass 

representation of the geophysical signal than boxcars, only Gaussian-windowed data will 

be considered from now on.   
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Chapter 4: Minimum Recommended Window Length Based on the 
Observability of the System 

 

In this chapter, a single question is considered: “What is the minimum number of 

observations needed to get a geophysically-reasonable GRACE solution?”  Basic 

estimation theory states that to solve for n parameters, a minimum of n independent 

observations are needed.  For real-world observations with noise and incomplete 

independency, it is best if the number of observations, m, is significantly larger than n.  

Because of the changing nature of the geophysical signal, GRACE does not measure a 

stationary signal, meaning that a longer observation series may not give the most desired 

results.  Nonetheless, the mathematics of estimation remain the same: there are a 

minimum number of observations required to create a valid GRACE solution.  In the 

context of this investigation, this minimum number of observations is equivalent to a 

minimum window length.  This section aims to determine that window length, to an 

integer number of days.   

Intuitively, a “reasonable” solution is one in which the global annual signal can be 

clearly seen, and where typical solutions do not have large variability over low-signal 

areas like the open oceans.  However, these qualities are inexact.  Further formalization is 

required.  Section 4.1 uses the condition numbers found during the estimation process to 

separate “reasonable” from “unreasonable” solutions, while 4.2 looks at the stability of 

the formal solution covariance sigmas.  Section 4.3 considers the impact of windows 

which are too short on maps of the series’ spatial variance.  From these analyses, a 

minimum number of days is determined, with which a global GRACE solution should be 

made.  Section 4.4 asks whether a Gaussian window with extended tails could ameliorate 

some of the problems found in series of very short FWHM windows. 
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4.1:  CONDITION NUMBERS AS WINDOW LENGTH CHANGES 
 

One rigorous method of looking at the problem of worsening solution quality 

from too few independent observations uses the condition number of the solutions.  

Condition number is a measure of the system’s responsiveness to perturbations in the 

observed input.  Consider a general system with observations y and an estimated solution 

x: 

 
    

€ 

x = My      4.1 
 
An error or perturbation, εy, in y will produce a similar perturbation in x: 

 
    

€ 

εx = Mεy      4.2 
 
Using the induced matrix norm, the following inequality can limit the perturbations: 

 
    

€ 

εx ≤ M εy
     4.3 

 
And similarly: 

 
    

€ 

x ≤ M y      4.4 
 
When inverted, the latter becomes: 

 

    

€ 

1
x
≤ M −1 1

y
    4.5 

 
Combining Equations 4.3 and 4.5, the relative errors in x and y are bounded by: 

 

    

€ 

εx
x

≤ M M −1 ⋅
εy
y

    4.6 

 
For a given y and εy, the relative impact of the perturbation is always bounded by the 

condition number, ρ, of the system:   
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€ 

ρ = M M −1      4.7 
 
If the matrix M is not singular, the condition number can be calculated directly from the 

singular values of the inverse of M:  

 

    

€ 

ρ =
σmax (M

−1)
σmin (M

−1)
    4.8 

 
The GRACE solution partials form such a matrix.  The condition number of any 

GRACE solution can thus be found by singular value decomposition.  The results of the 

singular value decomposition are shown in Figure 4.1 for Gaussian cases of varying 

lengths.  The long, slow decline in singular values is typical of a discrete ill-posed 

system, in which the matrix is not rank-deficient but is nonetheless poorly conditioned.  

The very shortest cases stand out from the others in that their singular values drop 

towards zero much more quickly.  The declining magnitudes of the higher singular values 

is a measure of observability.  N singular values of zero would mean the system is rank-

deficient in N rows/columns.  In the case of GRACE, the last seven singular values 

decrease drastically, but are not zero.  This indicates near rank deficiency.  As Hinga 

[2004] demonstrated, removing these last seven values from the solutions does not 

significantly improve the results, since they are only seven out of thousands of singular 

values. 
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Figure 4.1:  Singular Values of Gaussian-windowed GRACE solutions.  (Maximum 

degree = 60.) 
 

After at least five days are included in a solution, altering the window no longer 

affects the number of poorly-observed singular values.  Once this point is reached, there 

are no more sudden jumps in solution quality as the windows lengthen.  Instead, all 

changes are gradual.  This gradual nature can be seen in a plot of condition number 

versus window length, shown in Figure 4.2.  The poor observability in the shortest 

windows is seen as very high condition numbers for lengths below about ten days.  After 

a window lengths of about 10 days, the condition numbers settle in for a slow decline.   
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Figure 4.2:  Condition numbers of boxcar and Gaussian windows, by full window length. 

 

4.2:  STABILITY OF FORMAL SIGMAS AS WINDOW LENGTH CHANGES 
 

Changes in the formal sigmas of the solutions are a second way of separating 

“acceptable” from “not acceptable” solutions.  For this, a series of solutions centered on 

the same day but using different window lengths was created.  These were made with 

Gaussian windows between 2 and 90 days long, with the FWHM equal to half the 

window length.  Along with the spherical harmonic coefficients, the CSR solutions also 

include an estimate of the estimated errors, or “formal sigmas” at each harmonic.  Figure 

4.3 shows the formal sigmas of a G30-15 solution, arrayed by degree and order.  The 

patterns are much the same for all windows longer than a few days.  The overall 

amplitude of the sigmas decreases gradually with window length.  

Plots of individual coefficients’ sigmas versus window length follow a familiar 

pattern.  In the poorly-observed region of very short windows, the sigmas are very high, 

but once about ten days are in the solution, the sigmas follow a long, slow decline.  

Between window lengths of 5 and 60, the sigmas typically drop by about a factor of five.  

Between window lengths of 10 and 60, that change is only a factor of two.  This is 

identically true for the zonal sigmas, sectorial sigmas (including resonant harmonics), and 
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tesseral sigmas.  A more composite image can be formed by summing the squares of each 

sigma for a given degree.  This formal error variance may be seen in Figure 4.4 for 

degree 40 and boxcar windows of varying lengths.  The asymptotic behavior seen there is 

characteristic of the sigmas at all degrees. 

 

 
Figure 4.3:  Triangle plot of G30-15 formal sigmas.  Negative order denotes an Snm value. 

 

 
Figure 4.4:  Error Variances at Degree 40, for Lengthening Gaussian Windows. 

 
Figure 4.5 shows the formal sigma error variances over all degrees for a family of 

Gaussian windows.  The top plot shows the shortest windows, beginning with a three-day 

Gaussian and extending through G14-07.  The bottom plot shows the continuation to 

longer windows.  There is a large jump between G03-01 and G04-02, followed by a 

smaller one between G04-02 and G06-03.  As the length of the window increases beyond 
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that, the summed sigmas always decrease, but more and more slowly.  This supports the 

previous section’s conclusion that windows shorter than about five days are poorly 

observed and their results should not be trusted.  It also suggests that it will take windows 

longer than 90 days to get to the point where adding one more day of data will add no 

information to the solution. 

 

 

 
Figure 4.5:  Formal Sigma Variances by Degree for Gaussian cases. 

 

4.3:  IMPACT OF WORSENING SYSTEM CONDITIONING ON SPATIAL VARIANCES  
 

As the previous sections have demonstrated, there is a change in the behavior of 

GRACE windowed series as the window becomes very short and the system becomes 



 86 

poorly observed.  The results are unbelievable solutions.  Considering the spatial 

variances of GRACE series made with different windows.  Figure 4.6 shows the average 

of the spatial variance across the globe versus the Gaussian window length.  As in Figure 

4.4, the curve is asymptotic, so there is no sharp cut-off between “acceptable” and “not 

acceptable”.  However, windows shorter than G06-03 stand out, having significantly 

larger spatial variances than longer-windowed series.  The G06-03 case, which has an 

effective length of 4 days, appears from this to be the shortest useful Gaussian window.  

Its average spatial variance is about three times that of the G46-23 case.   

 

 
Figure 4.6:  Average of Spatial Variances Across the Globe. 

 
A closer look belies the security of the G06-03 window, however.  Figure 4.7 

shows the spatial variance for the 2005 GRACE data, made with the shortest Gaussian 

windows.  Measurements of equivalent water height are used and the data is destriped, to 

accent the windows in which strange behavior occurs.  The very shortest windows (G04-

02 and the unshown G02-01) have spatial variances so large that they cannot be plotted 

on the same scales as the rest of the series.  The G06-03 spatial variances look generally 

better, but still show unrealistic spatial patterns in several localized places, the most 

obvious being at about 90° longitude near the equator.  Patterns like this erupt when a 

group of harmonics varies wildly – in this case, mostly harmonics above order 45.  Such 

behavior suggests an instability in the series, due to observability problems.  Individual 
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short-window gravity field maps show oddities in the same places the spatial variances 

do.  Similarly, basin averages in the relevant regions show a large separation between 

G06-03 and the longer windows.  For this reason, the G08-04 window is proposed as the 

shortest Gaussian window to give geophysically-meaningful results. 

 

 

 

 
 

Figure 4.7:  Spatial variances of shorter windows: G04-02 (top), G06-03 (middle), and 
G08-04 (bottom).  Fields are destriped with no smoothing applied.  Units are cm of 

equivalent water height.  Note the change of scale between the first and later images. 
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4.4:  USING A LONG-TAILED GAUSSIAN AS A VERY SHORT WINDOW 
 

The previous commentary assumes that the Gaussian windows have a length-to-

FWHM ratio dictated by Equation 3.4.  While this gives good results for windows 

beyond a length of eight days, a longer Gaussian window proves more appropriate for 

very short FWHM.  In previous examples, case G04-02 was demonstrated to be of 

unacceptable quality.  However, lengthening the window while keeping the FWHM the 

same can result in better observability without losing the high-frequency resolution 

associated with a FWHM of 2 days. 

To demonstrate this, the G04-02 case is compared to G14-02.  The two windows 

and their gains are shown in Figure 4.8, along with the standard G14-07 case as a 

baseline, and the boxcar B02 case for comparison.  The central weights of G14-02 are 

identical to those of G04-02.  The theoretical gains of G04-02 and G14-02 are similar.  

Both have their first pole at the same frequency as the two-day boxcar does.  Based only 

on the plot of the theoretical gains, one would assume that windows G04-02 and G14-02 

would behave very similarly. 

 

  
Figure 4.8:  Windows (left) and gains (right) for the G14-07, G14-02, G04-02, and B02 

windows. 
 

However, basin averages show significant differences.  Figure 4.9 shows the basin 

averages over the Amazon of the two basins.  The differences between G14-02 and G04-
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02 are moderate most of the time, but occasionally, G04-02 registers sharp, unrealistic 

spikes.  This is an effect of a weakly-observed system.  G14-02 does not show these 

spikes, while still picking up the higher-frequency signal that G04-02 can see and G14-07 

cannot.  By extending the Gaussian window length from 4 to 14 days, the series has gone 

from giving unreasonable values to reasonable ones.   

 

 
Figure 4.9:  Basin Averages over the Amazon for windows G04-02 and G14-02, 

compared to G14-07.  300km smoothing applied. 
 

This is not to suggest that G14-02 is an ideal window, but it demonstrates that by 

using appropriately tailored Gaussian windows, it is possible to obtain meaningful values 

at a much higher level of frequency resolution than would otherwise be possible.  

Whether the information content at these high frequencies is actual signal, as opposed to 

instrument or orbital noise, is a separate issue to be taken up Chapter 6-8.  Stability in the 

sense of obtaining values of reasonable magnitudes can be improved by using a long 

Gaussian window with a short FWHM, even though the end days have seemingly-

negligible weights. 

 

4.5:  RECOMMENDED MINIMUM LENGTH FOR GRACE GAUSSIAN WINDOWS 
 

Due to limited system observability, the absolute minimum length for a GRACE 

Gaussian window is eight days.  Beneath this limit, GRACE solutions will occasionally 
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give unreasonable results in the form of sudden, non-geophysically-correlated variability.  

Gaussian windows may have effective lengths (based on their FWHM) shorter than and 

still produce reasonable results, but the window length itself must still be eight days or 

longer.  Boxcar-windowed tests (not shown) similarly give a minimum of about eight 

days. 

This practical rule of thumb matches closely with the theoretical estimate.  In his 

dissertation, J.-R. Kim [2000] explains that, to give acceptable sampling for the sectorials, 

the minimum number of orbital revolutions per batch estimation process should be 

greater than twice the maximum degree.  For a maximum degree of 60 and assuming 15 

or 16 revolutions per day, this results in a theoretical minimum data span of 7.5-8 days.  

Due to possible data gaps, data quality issues, and a recognition that deep repeat times 

occur, when considering Gaussian windows near this seven- or eight-day limit, it seems 

wiser to err on the side of caution and use a slightly longer window than the FWHM 

theoretically requires.  (The issue of groundtrack spacing and its impact on the GRACE 

signal is discussed in Appendix B.)  The dual concerns of data gaps and worsening data 

quality during times of poorer groundtrack coverage stimulated use of the G14-07 

window as the shortest window in the following comparisons, rather than the minimum 

eight-day length found in this section. 
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Chapter 5: The Measured Signal of the Windowed GRACE Series 

 

The high-frequency geophysical signals GRACE measures have similar expected 

signatures by frequency, whether they come from the atmosphere, ocean, or hydrology 

over land.  Consider Figure 5.1, the FPS of terrestrial water storage from two years of the 

global hydrology model GLDAS-Noah (which will be described in further detail in 

Section 8.1).  The majority of the hydrology model’s power comes at low frequencies and 

particularly at the annual frequency.  The solid lines of Figure 5.2 show the GLDAS-

Noah DPS and OPS.  In terms of spherical harmonics, the lowest degrees and orders 

contain most of the power.  A generally smooth reduction in modeled signal amplitude 

occurs as the frequency, degree, and order increase.  This smooth decline is typical of 

other globally-modeled geophysical signals as well (see Thompson [2004], for further 

examples). 

 
Figure 5.1:  FPS of the daily GLDAS hydrology model from 2005-2006.   
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Figure 5.2:  Formal GRACE errors for a typical G30-15 solution (black dotted) compared 

the OPS (blue) and DPS (green) of the GLDAS hydrology model. 
 

The GRACE signal includes hydrologic processes such as this, as well as all other 

gravity-field changes.  Added to this are the uncorrected GRACE errors.  The dashed line 

of Figure 5.2 depicts the formal errors (summed square of the solution sigmas) for a 

typical G30-15 solution.  Such formal errors are a measure of how well the observation 

data fits the final estimated solution.  The actual errors will be larger, as some 

measurement noises will be absorbed into the solution.  Errors are expected to increase 

with degree, while the geophysical signal decreases with degree.  The two curves cross 

between degrees 15-20, after which point, GRACE results are largely error-driven.  The 

interplay between these signals and errors determines the regimes where GRACE is most 

useful. 

Before any signal-to-noise calculations can be made, though, the signal must be 

found.  The signal from the original, uncorrected windowed GRACE series have been 

shown previously in comparison with the various boxcar-windowed series.  Section 5.1 

compares the G14-07, G30-15, and G46-23 series to each other, so the effect of 

windowing on the signal can be seen.  The same comparison is made using the 

regularized Gaussian-windowed series in 5.2.  The GRACE errors will be estimated in 

the following chapter, and the signal-to-noise ratio (SNR) of the GRACE series estimated 

from there. 
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5.1:  SIGNAL OF THE UNCORRECTED WINDOWED GRACE SERIES 
 

Figure 5.3 shows the FPS, DPS, and OPS of the uncorrected windowed GRACE 

series, including both geophysical signal and errors.  The shorter the window used, the 

more total power will be had.  Longer windows have greater averaging capabilities, 

which damp down the signal power at high frequencies.   

While the FPS shows the cause of the difference between the three series, the 

OPS and DPS show the results of the windowing differences.  As in the boxcar-versus-

Gaussian comparisons of Section 3.2, differences at high frequencies mean differences at 

all degrees and orders, but the middle and higher ones disproportionately.  Figure 5.4 

shows the differences between the shortest and longest windows’ DPS and OPS as a 

percent of the G14-07 values.  The DPS differences are less than 35% the size of the 

G14-07 signal until degree 11 and less than 50% that until degree 14.  Relative OPS 

differences generally remain below 35% of G14-07 until order 6 and pass the 50% level 

at order 10.  After that point, the DPS and OPS differences between G14-07 and G46-23 

ramp up to 80% of the G14-07 signal by degree/order 15 and remain there through 

degree/order 60. 

The break which occurs between degrees 11-15 and orders 6-15 is visible in the 

DPS and OPS plots as a separation of the three windows.  This is the transition zone 

between signals which are largely geophysical and signals which are largely noise-

derived.  At this point, both DPS and OPS slow their downward trends and begin to curve 

up again, periodically punctuated by spikes at the resonant harmonics. 
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Figure 5.3:  Power spectra of the three Gaussian windows.  Top: FPS.  Middle: DPS.  

Bottom: OPS.  No smoothing or destriping applied.  Units are mm geoid height. 
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Figure 5.4:  Relative change in DPS (purple) and OPS (orange) between G14-07 and 

G46-23 series.  Units are percent of G14-07 DPS or OPS. 
 

The change in window length does not eliminate those noise-derived portions of 

the signal.  Altering the frequency spectra cannot change only some spatial patterns while 

leaving others alone, unless those patterns exist at in a frequency band that no others do.  

To accomplish this, a spatial or harmonic filter would be required instead.  Nonetheless, 

by acting relatively more strongly on the degrees and orders above 15, frequency-based 

filtering in the form of a longer Gaussian window may still indirectly improve the SNR.  

In the process, any real signal above degree/order 15 will be as much reduced as the noise 

is.  If the majority of the signal is in the lower harmonics, a longer Gaussian window will 

improve the overall SNR of the series.  If there is real signal at the higher harmonics or if 

there is notable noise at the lower ones, a longer window may act worse than a shorter 

one. 

Spatially, the variability within each of the three windowed GRACE series can be 

seen in Figure 5.5.  The left column shows the spatial variance before any smoothing is 

applied to any of the series.  Two predominant types of variability overlap.  The first is 

the expected low-frequency (mostly annual) signal in places like the Amazon, 

southeastern Asia, and central Africa, as well as long-term trends in areas like Greenland.  

These are places where large time-variable gravity is expected.  However, 4-5 cm RMS 

changes in geoid height are not expected across the open ocean [Wahr et al 1998, Wahr 

et al 2002].  Smoothing with a 300 km Gaussian smoother (in the right-hand plots) or 
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destriping (not shown) removes the latitudinally-correlated portion of the variability, 

leaving high RMS measurements in only geophysically-correlated locations. 

 

 

 

 
Figure 5.5: Spatial variance of windowed Gaussian series: G14-07 (top), G30-15 

(middle), and G46-23 (bottom) including all frequencies.  Images on the left have no 
smoothing or destriping applied.  Images on the right have 300km smoothing applied.  

Units are mm geoid height. 
 

Slow-moving hydrologic and oceanographic signals dominate the GRACE 

measurements and are well-captured by GRACE [Wahr et al 2004, Swenson et al 2006c, 

Strassberg et al 2007].  Removing the annual along with all other frequencies below 3 

cpy results in the unsmoothed spatial variances shown in the left-hand side of Figure 5.6.  

With the largest geophysical signals filtered out, the latitudinal dependence and 

unrealistic appearance of what remains is even more striking.  With the exception of the 
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Arctic coastline near 180° longitude, the high-frequency signal is concentrated towards 

the equator and smallest at the poles, which matches with the standard error estimates for 

GRACE data (see, for example, Figure 2 of Swenson [2006a]). 

 

 

 

 
Figure 5.6: Spatial variance of windowed Gaussian series: G14-07 (top), G30-15 

(middle), and G46-23 (bottom) for frequencies > 3cpy.  Images on the left have no 
smoothing or destriping applied.  Images on the right have 300km smoothing applied.  

Units are mm geoid height. 
 

The longer the window is, the less widespread unsmoothed, high-frequency 

variability there is.  The spatial variances from the G14-07 window exceed 4 mm geoid 

height in places, while those for G30-15 are typically below 2.5 mm and those of G46-23 

are below 2 mm.  After 300 km smoothing has been applied, as in the right-hand plots of 

Figure 5.6, the maximum non-Arctic high-frequency spatial variances of all three series 
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drops below 1.5 mm.  Even after smoothing, the longer windows are distinctly quieter 

across desert regions and the open ocean, where large variability is unexpected. 

Basin averages can be used to look at details on a more local scale.  Figure 5.7 

shows the basin averages across the Mississippi basin.  All the windowed series capture 

the annual signal, but because of its magnitude, further details are hard to pick out.  

Filtering out the signal below 3 cpy pares it down to something more manageable.  This 

high-frequency portion is shown in the center plots of both images, over a one-year time 

span.  The FFT of the signal is shown in the bottom image of each plot.  The regional 

power declines with frequency, similar to the global FPS. 

The high-frequency plots show extra variability in the shorter windows, especially 

G14-07.  While the longer-term trends of all three windows match closely, additional 

variations occur in the shorter windows which the longer ones average through.  The 

typical period of the added layer of signal is the window’s effective length.  The 

frequency spectra in the Mississippi is typical of medium to large hydrological basins: the 

majority of the signal occurs at or near the annual period, but significant power exists at 

higher frequencies which are more affected by the choice of window.  
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Figure 5.7:  Basin average series in the Mississippi basin.  Top panel: all frequencies.  

Middle panel: only frequencies > 3cpy.  Bottom panel:  FFT of the basin average series. 
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5.2:  SIGNL OF THE REGULARIZED WINDOWED GRACE SERIES 
 

Applying the regularization of Save [2009b] results in cleaner GRACE series 

without the need of Gaussian smoothing.  The spatial variance plots of the regularized 

windowed series, shown in Figure 5.8, show none of the high variability across the 

oceans that was seen in the unsmoothed un-regularized cases.  At the same time, the 

variability over regions with large hydrologic changes is only slightly reduced. 

 

 

 

 
Figure 5.8:  Spatial variance of windowed Gaussian series: G14-07 (top), G30-15 

(middle), and G46-23 (bottom) including all frequencies.  Series are regularized.  Units 
are mm geoid height. 
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The three power spectra of the regularized series are shown in Figure 5.9.  While 

there is a reduction of amplitude at all amplitudes, compared to the unregularized series, 

the reduction is most obvious after 4-5 cpy.  The reduction in amplitude at the annual 

frequency is 5-9% of the un-regularized amplitude for all three windows, while at 10 cpy, 

it is 71-75%.  This occurs because the majority of the stripe-like errors exist at the higher 

frequencies.  This loss of power occurs beyond degrees and orders 10 (as was set by 

Save’s regularization matrix).  Instead of curving back up due to high-harmonic errors, 

the regularized series’ curves decline continually through degree and order 60.   

In terms of basin averages, the regularized series tend to behave much as the un-

regularized series did.  The similarities are due to the natural smoothing effects of a 

basin-wide average, which tend to reduce the impact of striping and other short spatial-

scale errors.  Figure 5.10 shows the regularized average over the Mississippi.  The 

changes are predominantly a matter of slightly lower amplitude.  For example, the 

Mississippi’s annual amplitude decreases by about 9% from the non-regularized case, but 

the phase is unchanged. 
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Figure 5.9:  Power spectra of the three Gaussian windows.  Top: FPS.  Middle: DPS.  

Bottom: OPS.  Series are regularized.  Units are mm geoid height. 
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Figure 5.10:  Regularized basin average series in the Mississippi basin.  Top panel: all 
frequencies.  Middle panel: only frequencies > 3cpy.  Bottom panel:  FFT of the basin 

average series. 
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5.3:  SUMMARY:  WINDOWED SIGNAL VARIANCE ACROSS SIX BASINS  
 

Table 5.1 lists the variance of the basin-averaged windowed series over six test 

basins.  When all frequencies are included, the difference between the un-corrected and 

regularized series is typically small (less than 10% the un-corrected variance, where the 

un-corrected series has more variability).  An exception is the southeastern US basin, 

where the changes are 35-50% the un-corrected signal variance.   

Table 5.1:  Variance of CSR-GRACE windowed basin averages at all frequencies.  
300km smoothing.  Units: cm water layer. 

Window Amazon Sahara Miss. Ganges S.E. US Bangladesh 
Un-corrected 

G14-07 12.35 1.48 3.79 8.41 7.24 15.20 
G30-15 12.24 1.24 3.68 8.26 6.05 14.40 
G46-23 11.57 1.10 3.71 7.84 4.07 13.57 

Regularized 
G14-07 11.04 1.34 3.83 7.31 3.57 12.15 
G30-15 11.46 1.18 3.77 7.73 3.92 13.24 
G46-23 12.13 1.15 3.62 8.14 5.63 14.14 

 

The same statistics are shown for the higher frequencies (above 3 cpy) in Table 

5.2.  Shorter windows tend to produce more highly varying series.  The increased signal 

in the shorter windows occurs primarily at frequencies above 6 cpy (the G46-23 non-

overlapping Nyquist limit). 
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Table 5.2:  Variance of CSR-GRACE windowed basin averages at frequencies > 3 
cpy.  300km smoothing.  Units: cm water layer. 

Window Amazon Sahara Miss. Ganges S.E. US Bangladesh 
Un-corrected 

G14-07 1.42 0.99 1.27 1.73 4.19 5.93 
G30-15 1.03 0.63 0.87 1.21 2.45 3.77 
G46-23 0.79 0.45 0.60 0.80 0.90 1.44 

Regularized 
G14-07 1.18 0.79 0.91 1.12 1.23 1.76 
G30-15 0.96 0.58 0.68 0.92 1.05 1.65 
G46-23  0.84 0.47 0.69 0.99 1.81 2.55 

 

At high frequencies, the impact of regularization is much larger and varies more 

by basin (the smallest two basins have 50-100% changes due to regularization, while the 

largest two have 5-20% changes).  The un-corrected high-frequency variances are much 

larger in the southeastern US and Bangladesh than in the larger basins, whereas 

regularization produces more even results as a function of basin size.  This suggests that 

the signal above 3 cpy has a higher percentage of noise, which would be affected by 

regularization.  Conversely, the portion below 3 cpy must contain more true signal in 

relation to the noise, so as not to be greatly affected by the regularizing technique.  

Despite a small power loss at low frequencies, the reduction in striping and variability 

across the open ocean (Figure 5.5 vs. Figure 5.8) makes the regularized series valuable, 

especially in small basins or in comparison to external series with no orbit-related errors.  

An alternative cleaning method would be to destripe the series or use other post-

processing error reduction techniques, all of which result in similar amplitude losses.  

Future focus will fall on the regularized series. 
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Chapter 6: Determination of the GRACE Error Characteristics  

 

One of the more difficult parts of dealing with GRACE data is determining what 

the actual solution errors are.  Formal covariance sigmas are released with every solution, 

but these only tell how well the observed data fits the final set of spherical harmonics, not 

how well those harmonics represent the true gravitational signal.  In the past, most 

researchers have focused on long-term signals from GRACE, such as the multi-year 

mean, the slope, or the annual cycle.  In such studies, it is appropriate to approximate the 

signal as the mean, trend, and annual (and maybe semi-annual) terms, and declare 

everything else “error”.  Researchers such as Wahr et al [2006], Strassberg et al [2007], 

Swenson et al [2008b], and Horwath and Dietrich [2009] all use this method of error 

estimation.  This is sufficient for use with annual and longer signals, but clearly will not 

work when focusing on signals at the monthly and weekly level. 

Others [Kurtenbach et al 2009, Bruinsma et al 2010, Liu et al 2010] have used a 

slightly more subtle method of error estimation, where the sub-annual GRACE signal in 

the Sahara desert is denoted as pure noise.  Because the Sahara desert is expected to have 

very little signal in it, this is perhaps a better approximation.  However, most GRACE 

errors are orbit-based and therefore differ in variance from the poles to the equator.  The 

error level in the Sahara may not be appropriate for use in the Amazon or Greenland.   

In this chapter, two separate methods are used to determine the errors in GRACE 

at sub-annual frequencies.  Both focus on the errors of basin averages, rather than point-

based errors or global errors.  The first method looks at the windowed GRACE solutions 

over a quiet area of the ocean.  Everything moving faster than 3 cpy is considered error.  

The spatial patterns from noise-only simulations are used to scale the errors by latitude, 

to better match the true errors in each basin.  As with the Sahara test used by others, this 

will tend to overstate the true errors, since some real signal will remain in even the 

quietest location above 3 cpy. 
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The second method of error determination uses several different GRACE series, 

created by different centers using different processing techniques.  One is the regularized 

series described here.  The others are the spline-based ITG-GRACE03 series, which is 

sampled at a daily rate, and the Goddard Space Flight Center (GSFC)’s 10-day “mascon” 

solutions.  These comparison series are described in the beginning part of Section 6.2.  

Because all three series are based on the same raw GRACE data, they provide roughly 

the same results, especially at annual and slower frequencies.  At the same time, there are 

notable differences between the series, particularly at higher frequencies.  It is assumed 

(perhaps incorrectly) that similarities between the three GRACE solutions imply true 

signal, while divergence surely means uncertainty. 

These two methods result in different estimated errors for the high-frequency part 

of GRACE.  An additional type of error, only indirectly measured by either of these 

methods, is caused by the time-varying GRACE groundtrack patterns.  This topic is 

picked up in Appendix B. 

 

6.1:  ESTIMATED OPEN-OCEAN ERRORS FROM THE SOUTHERN PACIFIC 
 

As the spatial variances in Figure 5.6 showed, over long time spans, the expected 

errors of GRACE are predominantly latitude-dependent and are almost independent of 

longitude.  Because of this, GRACE basin errors ought to be relatively constant across 

the globe as long as changes in latitude are recognized and the shape and size of the basin 

remain constant.  For an upper-bound estimate of the GRACE errors, a region of minimal 

true high-frequency hydrologic or oceanographic signal was assumed to contain no true 

signal above 3 cpy, only noise 

Two regions were considered: the Sahara desert (used by Kurtenbach et al 2009, 

Bruinsma et al 2010, and Liu et al 2010) and a region of ocean off the coast of Chile 

thought to contain relatively little signal [personal communication, Don Chambers 2009].  

The same procedure was followed over both regions and determined similar error 
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bounds.  Since the oceanic region is both larger and farther away from corrupting 

hydrologic sources, those results will be used.  This region of quiet ocean can be seen in 

Figure 6.1.  The spatial variance in the region is below 2 cm of water height. 

 

 
 

Figure 6.1:  Left: Region of quiet ocean used to determine upper-bound error bars.  Right: 
Spatial Variance in the region, using G30-15 window with 300km smoothing, destriped.  

Units: cm water height. 
 

To compute the upper-bound error bars for, say, the Bangladesh region, the 

following process is applied.  First the basin is translated across the world and placed at 

the center of the quiet region (see Figure 6.2).  The highpass-filtered (f > 3 cpy) standard 

deviation of the GRACE basin average is computed at this location.  The Bangladesh 

basin is then translated 5° in each compass direction and the standard deviation of the 

GRACE series recomputed at those locations, resulting in eight additional measurements 

of variability in the ocean (to the north, northeast, east, etc. of the central Bangladesh-in-

ocean placement).  The average of the nine measurements is taken as the variability of a 

Bangladesh-sized basin in the middle of this quiet ocean area.  This averaging process 

has little effect on basins the size of the Amazon or Ganges, but larger effects on small 

basins where individual stripes may greatly affect the basin’s signal.  The result is the 

GRACE variability in the quiet ocean area over basins which look like (in this case) 

Bangladesh. 
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Figure 6.2:  Bangladesh basin after translation into the region of quiet ocean  
 
This variability contains no accountability for latitude as of yet.  To remedy that, 

simulations of GRACE’s orbital and instrument noises were used.  Furun Wang created a 

series of inputs meant to represent the different noise characteristics of GRACE, then 

used an altered version of MSODP to allow the creation of GRACE-like simulated series.  

He estimated error sources in the GPS double difference range, accelerometer, KBR 

measurements, and star camera [Wang, personal communication, 2009].  These do not 

represent the full errors seen in GRACE.  Additionally, the errors targeted are not the full 

errors seen in the GRACE measurements, but those measured by the formal errors of the 

GRACE solutions.  This makes the simulation significantly understate the true errors.   

Nonetheless, the spatial variances appear appropriately proportionate by latitude 

(as determined by plots of the spatial RMS).  A ratio of the simulated variability of the 

Bangladesh basin average to the simulated variability in the Bangladesh-in-ocean basin 

average is thus assumed to represent the true ratio of error variability in those two 

regions.  This ratio was further strengthened by averaging the simulation variances at 

twelve longitudes (λ) each 30° apart around the globe, thus preventing any single large 

simulated stripe from biasing the ratio.  Mathematically, the latitude ratio between the 

actual latitude of a basin, φactual, and the central latitude of the quiet ocean region φocean 

was determined as follows: 
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Here, BAvar is an abbreviation standing for the variance of a basin average. 

The final error variance is computed by multiplying the variance of the basin-in-

ocean basin average by this latitude ratio.  Regularized error variances were created using 

regularized basin-in-ocean basin averages, scaled with the uncorrected latitude ratios 

(since there is no regularized simulated data and a destriped simulation is inappropriate 

near the equator).  The scaled variance is used as the one-sigma upper-bound error bar for 

the GRACE basin averages.  Because this method defines all of the signal in the test 

region above 3 cpy as noise, it is an upper-bound estimation of the errors.   

 

6.1.1:  Open-Ocean Upper-Bound Errors for Basin Analysis 
 

The upper-bound error variability based on the high-frequency oceanic signal was 

computed over the six test basins.  Table 6.1 shows the original variability, followed by 

the regularized variability in Table 6.2. 

Table 6.1:  Basin-wide Open-Ocean Un-corrected Error Variances.  Highpass 
filter with 3cpy cutoff.  300km smoothing.  Units: cm water layer. 

Window Amazon Sahara Miss. Ganges S.E. US Bangladesh 
G14-07 1.21 1.28 1.44 1.87 3.93 5.63 
G30-15  0.87 0.98 1.02 1.11 2.35 3.07 
G46-23 0.75 0.70 0.79 0.77 1.58 2.18 

Table 6.2:  Basin-wide Open-Ocean Regularized Error Variances.  Highpass filter 
with 3cpy cutoff.  300km smoothing.  Units: cm water layer. 

Window Amazon Sahara Miss. Ganges S.E. US Bangladesh 
G14-07reg 1.02 1.07 1.24 1.21 1.41 1.29 
G30-15reg  0.86 0.92 1.02 0.90 1.13 1.02 
G46-23reg 0.77 0.68 0.82 0.67 0.89 0.85 
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The uncorrected series have higher error variances than the regularized examples.  

This change is small for the larger three basins (Amazon, Sahara, and Mississippi).  But 

the difference between the uncorrected and regularized error variances is 40-65% the 

uncorrected signal in the Ganges basin, 10-35% in the southeastern U.S., and 60-75% 

across Bangladesh.   

Additionally, longer windows have smaller error variability than shorter ones.  

For the uncorrected cases, the change between the G14-07 and G46-23 case is 48-61%, 

where the smaller basins see the largest relative change due to windowing.  After 

regularization is applied, the change from shortest to longest windows is only 24-45%.  

The difference is caused by the increased noise of the shorter-windowed solutions, which 

affect the averages of smaller basins much more than larger ones. 

 

6.2:  ERROR VARIANCE OF MULTIPLE HIGH-FREQUENCY GRACE SERIES  
 

Two comparison series will be used to create a second estimate of the windowed 

series’ error levels.  These are alternative high-frequency GRACE solutions made at 

different centers using significantly different techniques.  The ITG-GRACE03 field, 

discussed in section 6.3.1, is the Universität Bonn’s spline-based spherical harmonic field 

to degree 40 which can be created to a one-day time step.  Goddard Space Flight Center’s 

“mascon” solutions, introduced in 6.3.2, have a 10-day coarseness to them and are only 

available over continental regions. 

Because these two series begin with the same raw data that the CSR windowed 

series do, the source of the satellite and instrument errors must be identical.  However, 

those noises may be convoluted differently based on the different centers’ processing 

schemes.  In places where the three series disagree, logic suggests that at least two of the 

three must be wrong – and possibly all three.  It is reasonable to denote the differences 

between the series as a measure of the error.  Conversely, places where the three series all 

converge must be places where the errors are either small or consistent between the 
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series.  Choosing three series created using very different processing methods will reduce 

the occasions when similarity exists because of consistent errors. 

Measuring the variability between the windowed CSR, ITG-GRACE03, and 

GSFC Mascon series provides a second estimate of GRACE errors.  It is likely to 

understate the true errors, due to correlations between the series noises.  Combined with 

the previous upper-bound estimate, limits can be drawn around GRACE’s true error 

levels. 

 

6.2.1:  ITG-GRACE03 Spline-Based GRACE Series  
 

The Universität Bonn’s Institut für Geodäsie und Geoinformation has created a 

GRACE series capable of daily sampling.  To get the effect of a sliding window – that is, 

the ability to create a solution at any point in time – they use quadratic splines as basis 

functions in time.  Spherical harmonic splines are created twice a month and then used as 

the nodes for later interpolation.  The spline-based solutions are regularized during the 

estimation process and published to only degree 40.  This results in a series which needs 

little post-processing smoothing and no destriping.  For further processing details, see 

Mayer-Guerr et al [2007].  The ITG-GRACE03 data set ends in April 2007, so only the 

2005-2006 portion is used here. 

ITG’s website (http://www.geod.uni-bonn.de/itg-grace03.html) provides 

instructions on how to compute daily spherical harmonic coefficients from spline-

formatted data.  A normalized time index τ is computed for daily center times, t, using 

Equation 6.2.  In that equation, the nodal times surrounding t are listed as Tk.   

 

  

€ 

τ =
t −Ti
Ti+1 −Ti

       6.2 

 
Using the spline-based ITG-GRACE03 coefficient values at nodal points Tk, the value for 

cnm(t) is then given by: 
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€ 

cnm (t) = 0.5τ 2 −τ + 0.5( )cnmspline (Ti−1) + −τ 2 +τ + 0.5( )cnmspline (Ti) + 0.5τ 2( )cnmspline (Ti+1)   
          6.3 
 
And similarly for snm(t).  Using t’s separated by one day results in a daily series of ITG-

GRACE03 coefficients in spherical harmonic form, which is directly comparable to the 

CSR sliding window series. 

ITG-GRACE03 uses spline data from three nodes spaced a total of thirty days 

apart.  However, it acts neither as a 30-day boxcar window nor a Gaussian with a FWHM 

of 30 days.  Figure 6.3 shows the spectra of the ITG series by frequency, degree, and 

order relative to the regularized CSR windowed series.  At mid-frequencies (3-30 cpy), 

the FPS of ITG-GRACE03 falls between the G30-15 and G46-23 regularized FPSs.  At 

high degrees, ITG has the same power spectrum as those two series – which is markedly 

lower than G14-07’s.  Running a degree autocorrelation for frequencies above 3 cpy 

shows that points less than 24 days from each other remain correlated due to overlapping 

data.  A 24-day effective window length also lies between the G30-15 and G46-23 

values.  For an apples-to-apples comparison to be made, ITG-GRACE03 is better 

compared to the longer two windowed series, not G14-07. 

The ITG-GRACE03 fields contain no power above degree 40 and minimal power 

above order 30, due to the constraints applied.  For the same reason, ITG contains less 

power than the regularized CSR windowed series beyond degree 20 and order 15.  Of 

greater concern, ITG-GRACE contains markedly less power at the lowest degrees (25% 

the power of the CSR series at degree 2, 55% at degree 3, and 60% at degree 4).  The 

low-order components of the OPS are similarly underpowered (50% at order 0 and 60-

80% for orders 1-6).  The ITG FPS aligns with the regularized series after 3 cpy, but is 

only 70-75% the amplitude at lower frequencies. 

 



 114 

 

 

 
Figure 6.3:  Power spectra of the ITG-GRACE03 series versus the three regularized 

Gaussian windows.  Top: FPS.  Middle: DPS.  Bottom: OPS.  Units are mm geoid height. 
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This lessening of low-harmonic and low-frequency power could be due to 

decreased noise in the ITG-GRACE03 solutions.  For example, the decrease in the 161-

day hump (at about 2.3 cpy) in the FPS is presumably an improvement in model aliasing.  

However, part of the decrease could also be a lessening of signal amplitude due to the 

ITG constraint technique.  ITG-GRACE03 is to be a lovely series in many regards, with a 

well-functioning constraint system capable of removing the north-south stripes from 

GRACE while inducing little leakage from the land into the ocean.  Unfortunately, the 

cost for better ITG’s spatial resolution and complete destriping is a decrease in signal 

amplitude. 

 

6.2.2:  GSFC’s 10-day Mascon GRACE Series  
 

Goddard Space Flight Center (GSFC) currently provides a 10-day non-

overlapping series of GRACE solutions.  Unlike the other GRACE solutions shown here, 

they do not report their results in terms of spherical harmonics, but rather in “mass 

concentration blocks” or “mascons”.  With the goal of eliminating or reducing errors like 

GRACE’s north-south stripes, GSFC solves for gravity over blocks on the Earth’s 

surface.  At the moment, only 4°x4° continental blocks are publicly available, though 

further series are planned [Rowlands et al 2008]. 

GSFC’s estimation scheme is quite different from the one used at CSR, as they 

use only the KBR data (no GPS) to estimate the orbits and solve for the mascon 

solutions.  Additionally, as they solve for localized regions rather than a global product, 

they use only local KBR data.  This is an attempt to keep orbital or mismodeling errors in 

one region away from the results of other distant regions.  GSFC has included no 

empirical parameters, but has calibrated their accelerometer data before estimating by 

removing outlying values as well as biases and trends from it.  Further details on their 

processing techniques are found in Rowlands et al [2005]. 
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Additionally, GSFC applies a constraint to their mascon series in both space and 

time.  For two mascons, i and j, at a distance dij from each other and with a time-tag 

difference of tij, GSFC constrains the mascons based on the weight: 

 

   

€ 

Wij = exp 2 −
dij
D
−
tij
T

⎛ 

⎝ 

⎜ 
⎜ 

⎞ 

⎠ 

⎟ 
⎟ 
    6.4 

 
The solutions here use a correlation distance D of 250 km and a correlation time T of 10 

days.  This constraint acts as a simultaneous temporal and spatial smoother, keeping 

mascon blocks neighboring in time or space more similar than they would otherwise be. 

Since the GSFC mascon solutions are released only in limited continental areas 

and in 4°x4° cells, care must be used when comparing them with spherical harmonic 

series.  The limited spatial coverage makes FPS, OPS, and DPS impossible to 

meaningfully compute.  Fortunately, the mascon technique lends itself well to basin 

averaging.  If the mascon cells are subdivided into 1°x1° bins, so as to fit the basin mask 

resolution, a weighted average of the Mascon data can be performed over the desired 

region which is most comparable to a spherical-harmonic-based basin average. 

The FFTs of the basin average results over the Mississippi basin are shown in 

Figure 6.4.  Because the mascon series have a sampling resolution of 10 days, rather than 

the daily sampling of the windowed CSR series, higher-frequency comparisons cannot be 

made.  At mid-frequencies, the mascon series is most like the regularized G14-07 case, as 

might be expected given that ten days of data is used in each Mascon solution. 
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Figure 6.4:  FFT of the Mississippi basin averages, for GSFC Mascons as compared to 

the CSR windowed series. 
 

6.2.3:  A Brief Comparison of the Series 
 

An understanding of the ways these two series are like and unlike each other and 

the windowed CSR series is necessary for measurements of the variance between them to 

have any practical meaning.  The spatial variances of the three types of GRACE series 

are shown in Figure 6.5.  While the CSR and ITG solutions exist globally, the Mascon 

solutions have only been released over the portions of the world shown.  The broad 

spatial patterns are similar between CSR and ITG, but somewhat different for the 

Mascons.  For example, the Mascons show western Alaska as having a larger variance 

than southern Alaska, and southeastern Asia as a bimodal pattern rather than having a 

single central region of highest variability.  The spatial variances of CSR and ITG are 

more similar, though ITG has generally less amplitude.  Across the open ocean, ITG also 

has less amplitude than CSR, which is likely an indication of lesser noise. 
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cm water height 
Figure 6.5:  Spatial Variances of CSR G30-15 regularized (top), ITG-GRACE03 (middle) 

and the GSFC Mascons (bottom). 
 

Figure 6.6 shows maps of solutions over North America centered on the same day 

(26 March 2005) for four series.  Panel (a) shows the uncorrected CSR G30-15 solution, 

with 500km smoothing applied.  The regularized G30-15 solution is shown in panel (b), 

with only 300km smoothing, as this is the minimum needed to reduce the stripes so the 

broader spatial patterns can be seen.  The ITG-GRACE03 (panel c) and GSFC Mascon 

(panel d) series are already spatially constrained, so no further smoothing has been 

applied.  All four series show the same general tendencies, but the details differ.  In part 

because of the additional Gaussian smoothing, the CSR solutions are more isotropic.  
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Both the Mascons and ITG-GRACE03 spread the signal wider across longitudes than the 

CSR series do.  ITG in particular avoids significant continental leakage into the oceans, a 

frequent problem with any smoothed CSR series.  As the Mascons do not exist over the 

oceans, their leakage effects cannot be determined. 

 
a) 

 

b) 

 
c) 

 

d) 

 

 cm water height 
Figure 6.6:  Map over North America of solutions centered on 26 March 2005.  Series:  
(a) CSR G30-15 uncorrected, 500km smoothing, (b) CSR G30-15 regularized, 300km 

smoothing, (c) ITG-GRACE03, no smoothing, (d) GSFC Mascons, no smoothing. 
 

The same solutions are plotted for only those frequencies above 3 cpy in Figure 

6.7.  Residual stripes are evident in both the uncorrected and regularized CSR G30-15 

series, even after limited smoothing has been applied.  Stripes are also visible in the 

Mascon solution.  The positioning of the Mascon stripes in longitude is similar to that of 

the CSR fields, suggesting that the cause is the same.  ITG-GRACE03 shows no trace of 

stripes, on this day or others.  Instead, irregular spots often appear, as the ones shown 

here.  As these do not typically align with modeled hydrology, these spots are presumably 

the way the GRACE errors are manifested in the ITG fields. 
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a) 

 

b) 

 

c) 

 

d) 

 

cm water height 
Figure 6.7:  Map over North America of high-frequency (f > 3cpy) portion of solutions 

centered on 26 March 2005.  Series:  (a) CSR G30-15 uncorrected, 500km smoothing, (b) 
CSR G30-15 regularized, 300km smoothing, (c) ITG-GRACE03, no smoothing, (d) 

GSFC Mascons, no smoothing. 
 

The correlations between the CSR, ITG, and Mascon series differ depending on 

frequency regime.  At low frequencies, including the annual, correlations between the 

series’ basin averages are very high (Table 6.3).  Only in the Sahara desert do the 

correlations between the series drop below 90%.  The total peak-to-peak annual 

amplitude change in that basin is around 5 cm of water for either CSR or ITG (10 cm for 

the Mascons), which is 10-30% that of any of the other basins.  This small signal 

amplitude makes the effects of different processing schemes much more noticeable in the 

Sahara desert than elsewhere (see Figure 6.8).  Conversely, the very high correlations 

between different GRACE series in the other basins suggest that any errors are 

considerably smaller than the low-frequency signal. 
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Table 6.3:  Lowpass-only (f < 3cpy) correlations of the windowed GRACE series 
with the GSFC mascons/ITG-GRACE03 series. 

Window Amazon Sahara Miss. Ganges S.E. US Bangladesh 
G14-07reg 
vs. mascons 0.99 0.60 0.96 0.98 0.96 0.99 

G30-15reg 
vs. ITG 0.99 0.10 0.99 0.99 0.91 0.99 

G46-23reg 
vs. ITG 0.99 0.11 0.99 0.99 0.91 0.99 

 

 
Figure 6.8:  Basin averages over the Sahara Desert, for CSR G30-15 regularized (green), 

ITG-GRACE03 (red), and the GSFC Mascons (purple).  All frequencies shown. 
 

Despite the high correlations, the amplitude effects in other basins are worth 

noting.  Figure 6.9 compares the three series’ basin averages over the Amazon, with the 

CSR and ITG series decimated to only those days when the Mascon data is known.  

Figure 6.10 and Figure 6.11 show the same over the Ganges and Mississippi basins, 

respectively.  The Mississippi and Southeastern US (not shown) basin averages track 

roughly the same signal amplitude between the three series.  However, in the Amazon, 

Ganges, and Bangladesh (not shown) regions, at least one series is notably underpowered 

relative to the other two.  In the Amazon, the underpowered series is ITG-GRACE03.  In 

the Ganges and Bangladesh basins, it is the GSFC Mascons.  This is presumably an effect 

of the different constraints used in each series.  Both ITG-GRACE03 and the GSFC 
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mascons use a stronger constraint than Save’s regularization.  This is helpful in the sense 

that no a posteriori smoothing is required, which reduces leakage and makes the signal 

more localized.  However, just as Save’s regularization diminishes the annual signal 

slightly, the ITG and GSFC techniques appear to do the same, to a greater degree in some 

basins.  Further comparison of these series to the CSR cases will be covered in Chapter 8. 

 

 
Figure 6.9:  Basin averages over the Amazon Basin, for CSR G30-15 regularized (green), 

ITG-GRACE03 (red), and the GSFC Mascons (purple). 
 

 
Figure 6.10:  Basin averages over the Ganges Basin, for CSR G30-15 regularized (green), 

ITG-GRACE03 (red), and the GSFC Mascons (purple). 
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Figure 6.11:  Basin averages over the Mississippi Basin, for CSR G30-15 regularized 

(green), ITG-GRACE03 (red), and the GSFC Mascons (purple). 
 

Correlations for the higher frequencies (Table 6.4) are similarly varied: between 

25-50% in most places, but with maxima of 60-70% in specific regions.  Figure 8.9, 

Figure 8.10, and Figure 8.11 in the up-coming chapter depict the high-frequency portion 

of the basin-averaged series themselves.   

Table 6.4:  Highpass-only (f  > 3cpy) correlations of the windowed GRACE series 
with the GSFC mascons/ITG-GRACE03 series. 

Window Amazon Sahara Miss. Ganges S.E. US Bangladesh 
G14-07reg 
vs. mascons 

0.70 0.15 0.36 0.31 0.42 0.41 

G30-15reg 
vs. ITG 

0.33 0.27 0.33 0.61 0.39 0.76 

G46-23reg 
vs. ITG 

0.29 0.30 0.39 0.52 0.40 0.76 

 

6.2.4:  Multi-Series Errors for Basin Analysis 
 

The three series (CSR-regularized, ITG-GRACE03, and the GSFC Mascons) can 

be used in the following way to estimate a third type of error bar.  The assumption here is 

that any divergence between the series denotes an error, while any similarity denotes non-
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error.  The multi-series error bars are defined by the variance of the three series’ basin 

averages away from their ensemble mean at each time.  This is defined as:  

 

€ 

error =
x ITG (t)2 + x Mascon (t)2 + x CSR (t)2

t =1

T
∑

3T
   6.5 

 

where for each series, represents a mean-removed version, defined by: 

 

   6.6 

 

Table 6.5 and Table 6.6 list the 1-σ error bars found in this way, using the 

uncorrected and regularized CSR series, respectively.  Because the Mascon data exists 

only every 10 days, the other two types of GRACE series have been decimated to contain 

only solutions centered at the same points.  As with the open-ocean errors, the multi-

series results vary greatly by basin.  The shortest window contains the largest errors, 

though the impact of the two external series makes the differences between G14-07 and 

G46-23 relatively small, especially once regularization has been applied. 

Table 6.5:  Multi-series Un-corrected Noise Variances: RMS around the mean of the 
CSR, ITG-GRACE03, and GSFC Mascon series, freqs > 3cpy.  Units: cm water layer. 

Window Amazon Sahara Miss. Ganges S.E. US Bangladesh 
G14-07 0.67 0.59 0.70 0.87 1.98 2.68 
G30-15 0.58 0.44 0.57 0.73 1.23 1.89 
G46-23 0.56 0.39 0.55 0.69 1.04 1.52 
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Table 6.6:  Multi-series Regularized Noise Variances: RMS around the mean of the 
CSR, ITG-GRACE03, and GSFC Mascon series, freqs > 3cpy.  Units: cm water layer 
Window Amazon Sahara Miss. Ganges S.E. US Bangladesh 

G14-07reg 0.62 0.47 0.61 0.62 0.87 1.11 
G30-15reg  0.56 0.41 0.54 0.58 0.82 1.08 
G46-23reg 0.54 0.38 0.53 0.58 0.80 1.07 

 

6.3:  REVIEW OF THE BASIN-AVERAGED ERROR MEASUREMENTS 
 

The two types of GRACE errors estimated in this chapter come from different 

sources.  Because the multi-series comparisons do not take into account errors correlated 

between the three series, those estimates will tend to understate the errors.  The error 

estimate created using high-frequency GRACE data over the open ocean will always 

overstate the errors, since it neglects any true signal faster than 3 cpy.  The actual error 

estimates support this logic, with the open-ocean technique typically creating larger error 

estimates than the multi-series technique.   

Smaller error estimates are obtained from longer windows.  The open-ocean 

errors estimate that the G14-07 basin averages have 1.5-2.5 times the noise as the G46-23 

ones do.  (The multi-series errors cannot be used for such a statistic, since the windowing 

characteristics of ITG and the Mascon series cannot be altered.) 

GRACE error-related stripes are closer to the size scale of the smaller basins used 

here (Southeastern US and Bangladesh), while over larger basins (Amazon, Mississippi, 

etc) the averaging kernel reduces their effects.  For this reason, the difference in errors 

due to windowing is much larger in smaller basins than large ones.  For the same reason, 

regularization moderately reduces the error level in large basins, but greatly reduces it in 

small ones. 

For basins typified by the six used here, 1-σ errors should be expected to be 

between 0.5-1.5 cm for the regularized windowed cases.  As this will only include about 

68% of the series variance, in the next chapter, 2-σ errors (95% variance) are plotted.  
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These are 1-3 cm, where smaller basins and/or shorter windows will lead to the larger end 

of that range. 
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Chapter 7: Localized GRACE Signal-to-Noise Ratios 

 

The signal-to-noise ratio (SNR) over a region is a measure of the quality of the 

GRACE signal in that region.  The variance of the windowed CSR basin average will be 

denoted as the “signal” as is typical (though in truth, it includes both signal and error).  

The errors will be those discussed in Chapter 6.  The SNR measurement used here is 

then: 

 

   

€ 

SNRbasin =
var(GRACE basin average)

error variance
   7.1 

 

An SNR of 1.0 implies a GRACE “signal” that has no more power than the expected 

errors.  SNRs greater than 1.0 imply that GRACE is seeing more than just noise. 

The regularized series’ SNRs are tabulated in Section 7.1, using both error 

estimates.  In Section 7.2, the full CSR-GRACE signals are visualized with the two bands 

of expected errors drawn around them.  The chapter summary ends with a list of 

guidelines as to which windows and frequency bands are advised for use in the different 

basins. 

 

7.1:  SIGNAL-TO-NOISE RATIOS  
 

Table 7.1 gives the un-regularized and regularized SNRs of the full signal, 

including the annual.  The full-field SNRs are quite large, especially in basins with large 

annual signals, like the Amazon.  SNRs are smaller using the open-ocean estimates than 

the multi-series.  Longer windows give significantly higher SNRs than shorter windows 

(typically a 50-200% increase between the G14-07 and G46-23 window, depending on 

the basin and error estimate type). 
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As many others have shown [Wahr et al 2004, Swenson et al 2006c, Strassberg et 

al 2007, etc], GRACE is able to distinguish long-period signal, especially in larger 

basins.  The only basin where the errors approach the level of signal is in the Sahara 

desert.  The Mississippi and southeastern US basins are noisy, but the primary signal 

should be readily apparent.  In the Amazon, Ganges, and Bangladesh regions, the low-

frequency signal dominates the errors. 

Table 7.1:  Signal-to-noise ratio of regularized basin-wide variances.  All 
frequencies.  300 km smoothing. 

Window Amazon Sahara Miss. Ganges S.E. US Bangladesh 
Open-Ocean Estimation (upper bound on errors) 

G14-07  10.82 1.25 3.09 6.04 2.53 9.42 
G30-15  13.33 1.28 3.70 8.59 3.46 12.98 
G46-23  15.76 1.68 4.41 12.16 6.32 16.63 

Multi-Series Estimation (probably understates the errors) 
G14-07  17.81 2.84 6.28 11.79 4.10 10.95 
G30-15  20.47 2.87 6.99 13.33 4.77 12.26 
G46-23  22.47 3.01 6.82 14.04 7.03 13.21 

 

However, the primary interest of this paper is not the long-period signals.  Those 

are well-determined by the monthly GRACE products.  The higher-frequency signals, 

those above the semi-annual, are the reason for using a sliding window solution.  Table 

7.2 shows the SNRs over the basins after a 3 cpy high-pass filter has been applied to the 

RL04 series.  In this frequency regime, the variability of the signal is typically the same 

size as the open-ocean estimates of the errors.  The SNRs are in the 1-2 range when using 

the multi-series error estimate.   

Interestingly, there seems to be little basin-dependency on the high-frequency 

SNR values, despite the fact that the error estimates tended to vary inversely with basin 

size.  This would imply that high-frequency signal increases as the errors do in the 

smaller basins.  Additionally, while window length is still a relevant parameter for the 

smaller basins, it has a moderate effect in the largest basins, probably an effect of the 

spatial averaging technique. 
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Table 7.2:  Signal-to-noise ratio of regularized basin-wide variances.  Frequencies 
> 3 cpy.  300 km smoothing. 

Window Amazon Sahara Miss. Ganges S.E. US Bangladesh 
Open-Ocean Estimation (upper bound on errors) 

G14-07  1.15 0.74 0.73 0.92 0.87 1.36 
G30-15  1.11 0.63 0.67 1.03 0.93 1.62 
G46-23  1.09 0.69 0.85 1.48 2.03 2.99 

Multi-Series Estimation (probably understates the errors) 
G14-07  1.90 1.69 1.49 1.80 1.42 1.58 
G30-15  1.71 1.40 1.27 1.59 1.28 1.53 
G46-23  1.55 1.24 1.31 1.71 2.26 2.38 

 

7.2:  GRACE SIGNALS WITH ERROR BARS  
 

The following sections allow for visualization of the SNR statistics in the 

different basins.  These will be broken into two sections: lowpass and highpass, with a 

dividing line of 3 cpy.  Due to the monthly nature of the released solutions, it has been 

customary for GRACE users to use the annual (1 cpy) frequency as the dividing line 

between low and high frequencies.  This works well in many basins.  In the Amazon, for 

example, 90% of the daily GLDAS-Noah modeled hydrologic variance is explained by 

the signal at and below 1 cpy.  Similarly, 92% of the modeled Mississippi signal is 

explained by signals at or below the annual frequency.  

However, in basins where the predominant signal is yearly, but skewed rather 

than strictly sinusoidal, significant signal exists just above 1 cpy.  The Ganges basin is an 

excellent example of this.  84% of the signal is explained by the portion at or below 1 

cpy, but 99% is explained if frequencies up to 3 cpy are included.  In the Sahara, the 

modeled variance explained jumps from 79% at 1 cpy to 98% at 3 cpy.  (The percent 

variance explained beneath 3 cpy is above 99% in the Amazon and 98% in the 

Mississippi basins.) 
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In the basins looked at here, the “near-annual” signal (between 1-3 cpy) typically 

repeats yearly.  It is a significant part of the seasonal cycle in many places.  For that 

reason, it is logical to group it with the low-frequency part of the signal (which largely 

repeats on a yearly cycle), rather than the high-frequency portion (which does not).  This 

was not practical previously because of the monthly sampling of GRACE, but the daily 

nature of the windowed series makes it possible. 

 

7.2.1:  Low-Frequency Signals vs. Error Bars 
 

Regardless of the window type or error estimation technique used, the low-

frequency part of GRACE can be safely retrieved.  The next six figures show the full 

signal (all frequencies) of the regularized CSR windowed series in the different basins.  

(Note that the scales differ from one figure to the next.)  Laid on top of that are two sets 

of 2-σ error bars, defined by the variances found in the previous chapter.  These error 

bars are centered around the low-passed (f < 3 cpy) GRACE signal.  The figures confirm 

that, with the possible exception of very dry regions like the Sahara desert, it is easily 

possible to determine long-period and near-annual terms from GRACE. 
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Figure 7.1:  Regularized series’ basin averages over Amazon Basin, with 2-σ error bars.  

Top plot: G14-07.  Middle: G30-15.  Bottom: G46-23.  Units are cm water height. 
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Figure 7.2:  Regularized series’ basin averages over Sahara Basin, with 2-σ error bars.  

Top plot: G14-07.  Middle: G30-15.  Bottom: G46-23.  Units are cm water height. 
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Figure 7.3:  Regularized series’ basin averages over Mississippi Basin, with 2-σ error 

bars.  Top plot: G14-07.  Middle: G30-15.  Bottom: G46-23.  Units are cm water height. 
 



 134 

 
Figure 7.4:  Regularized series’ basin averages over Ganges Basin, with 2-σ error bars.  

Top plot: G14-07.  Middle: G30-15.  Bottom: G46-23.  Units are cm water height. 
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Figure 7.5:  Regularized series’ basin averages over Southeast US Basin, with 2-σ error 
bars.  Top plot: G14-07.  Middle: G30-15.  Bottom: G46-23.  Units are cm water height. 
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Figure 7.6:  Regularized series’ basin averages over Bangladesh Basin, with 2-σ error 

bars.  Top plot: G14-07.  Middle: G30-15.  Bottom: G46-23.  Units are cm water height. 
 

GRACE can clearly retrieve the long-period and near-annual signal.  However, in 

this frequency domain, there are few benefits to the daily sampling created by the 
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windowing technique.  A monthly sampling, using the same Gaussian windowing, can 

determine the f < 3 cpy signal equally as well as daily sampling (see Figure 7.7 for the 

Mississippi case), and with 1/30th the processing effort.  For the sliding-window series to 

be valuable, something additional must come from the daily resolution.  Otherwise, a 

monthly-sampled Gaussian-windowed series, with appropriate interpolation, would work 

equally well. 

 

 
Figure 7.7:  Mississippi G46-23 regularized series for frequencies < 3 cpy.  Black line: 

daily sampling.  Red stars: low-pass series calculated using every 30th day (monthly 
resolution), with linear interpolation between points.  Units are cm water height. 

 

One possible benefit of daily resolution is additional information in terms of high-

frequency signal.  This will be explored next section.  A second valuable asset of the 

sliding-window technique exists even at the annual level: the ability to better determine 

errors in the solution.  With only 12 solutions per year, a variance estimate of the high-

passed signal would be poorly defined.  365 solutions, however, are sufficient to make a 

fair estimate.  Additionally, in smaller basins with smaller signals, like the southeastern 

US (Figure 7.5) high-frequency “bumps” can be a significant portion of the annual 

amplitude, creating potential aliasing problems if sampled only monthly.  These bumps 

have characteristic periods on the order of 10-60 days, so daily sampling is sufficient to 

de-alias them. 
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Finally, daily-sampled windowing acts as an ideal interpolator for GRACE 

(without including external constraints), since each solution is the optimal least squares 

solution of the original satellite data around that point.  If daily resolution is required, it is 

wiser to take the daily-sampled GRACE series and temporally or spatially smooth it to 

reduce the errors, than to take monthly-sampled GRACE series (which contain the 

identical processing errors, just less obviously) and externally interpolate it down to a 

daily level. 

 

7.2.2:  High-Frequency Signals vs. Error Bars 
 

The high-frequency (f > 3 cpy) portion of the windowed GRACE basin averages 

are shown in the next six figures.  The 2-σ error bars are once again drawn in.  

Additionally, dotted black lines denote the equivalent level of variability in the actual 

basin average (twice the GRACE high-frequency RMS).  That RMS often lies within the 

cluster of error variances, demonstrating the reason the SNRs of these high-frequency 

signals lie near 1.0.  Please note that the y-scale varies for the different basins and 

windowings.  In each plot, it has been pegged to the signal RMS, to allow for meaningful 

signal-vs.-noise comparisons of each series. 
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Figure 7.8:  Regularized series’ basin averages over Amazon Basin for f > 3cpy, with 2-σ 

error bars.  Top plot: G14-07.  Middle: G30-15.  Bottom: G46-23.  Units are cm water 
height. 
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Figure 7.9:  Regularized series’ basin averages over Sahara Basin for f > 3cpy, with 2-σ 
error bars.  Top plot: G14-07.  Middle: G30-15.  Bottom: G46-23.  Units are cm water 

height. 
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Figure 7.10:  Regularized series’ basin averages over Mississippi Basin for f > 3cpy, with 

2-σ error bars.  Top plot: G14-07.  Middle: G30-15.  Bottom: G46-23.  Units are cm 
water height. 
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Figure 7.11:  Regularized series’ basin averages over Ganges Basin for f > 3cpy, with 2-σ 

error bars.  Top plot: G14-07.  Middle: G30-15.  Bottom: G46-23.  Units are cm water 
height. 
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Figure 7.12:  Regularized series’ basin averages over Southeast US Basin for f > 3cpy, 

with 2-σ error bars.  Top plot: G14-07.  Middle: G30-15.  Bottom: G46-23.  Units are cm 
water height. 
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Figure 7.13:  Regularized series’ basin averages over Bangladesh Basin for f > 3cpy, with 

2-σ error bars.  Top plot: G14-07.  Middle: G30-15.  Bottom: G46-23.  Units are cm 
water height. 

 

Though the type of windowing used alters the amount of signal registered by 

GRACE, it does not appreciably change the relative positions of the error bars compared 

to the signal size.  This is reflected in the insensitivity of Table 7.2’s RMS values to 

window type. 
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In most basins, even the greatest peaks and troughs lie within the outermost error 

bars.  An occasion when GRACE can probably determine high-frequency signal occurs 

in the overlapping Ganges and Bangladesh basins around days 180-220.  This is the only 

example in the six basins and three years seen here where the GRACE signal clearly 

emerges from both error bars.  On the other hand, several other GRACE peaks are larger 

than one of the error estimates, but not both.  Since the open-ocean error estimate 

(usually the largest) is an upper bound, there might be additional recognizable signal 

within these basins as well. 

Unfortunately, given the similarity between the high-frequency RMS and the 

error variances, it would be inappropriate to attribute meaning to most of the GRACE 

high-frequency information shown here.  GRACE signal probably shows true hydrologic 

change during some of the larger peaks.  However, without external confirmation, the 

exact times this is true cannot be reliably determined.   

 

7.3:  THE QUALITY OF GRACE SOLUTIONS BASED ON SNR  
 

The SNR calculations show three general types of basin.  The first includes basins 

like the Sahara desert, where even the annual signal is on the level as the satellite errors.  

Then there are the majority of basins, like the Amazon and Mississippi, where the low-

frequency signal is significantly stronger than the noises and is clearly discernable by 

GRACE, but where the higher frequency signal is near the level of the satellite errors.  At 

times, the signal strength may be large enough to allow GRACE to see the true signal, but 

additional information is required to determine when this is true.  The third type of basin 

is one like the Ganges region, where even above 3 cpy, some signal is recognizable over 

the noise.  In these areas, not all of the GRACE high-frequency signal is necessarily true, 

but the largest peaks or dips are likely to be. 

The ability of GRACE to resolve true time-variable signal is not as much 

dependent on the frequency of the signal as it is on the amplitude of that signal relative to 



 146 

the local noise level.  It is important to take into account the background noises, which 

are typically 1-3 cm.  Because long-term, annual, and near-annual geophysical signals 

tend to be large, they are represented well by GRACE.  Faster-moving signals will only 

be visible over the errors if they are large (greater than 5 cm peak-to-peak change).  This 

implies that, in general, week-to-week changes visible within the sliding windows 

solutions should not be trusted.  Similarly, not much should be read into the month-to-

month changes in the official monthly-sampled series where they diverge from an low-

frequency fit.  Despite exceptions, it is safest to say that GRACE cannot reliably separate 

signal from noise unless the signal is more than 5 cm in amplitude and/or propagates for 

at least 4 months (3 cpy). 
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Chapter 8: Comparison with High-Frequency Models and Data 

 

The previous section concluded that basin-wide errors seem to be at about the 

same level as basin-wide high-frequency signals.  This chapter uses three forms of 

comparison as verification: a model, an internal comparison of GRACE solutions, and a 

set of ground data.  In Section 8.1, the windowed series are compared to the GLDAS-

Noah hydrology model.  In Section 8.2, the comparison is to the ITG-GRACE03 and 

GSFC mascon series.  In situ soil moisture and groundwater data are used in Section 8.3 

to determine the true state of affairs in the state of Illinois. 

A fourth, somewhat different example is included at the end.  The Mf tidal errors, 

an example of a fort-nightly signal, affect the GRACE signal differently depending on the 

window used.  That comparison is shown here, as a reminder that the choice of window 

can have an effect, if a high-frequency signal is large enough relative to the noises.  

While an error signal is used here, if geophysical signals of similar size, frequency and 

spatial extent can be found, GRACE should also be able to resolve them – but only if an 

appropriate window is chosen. 

 

8.1:  COMPARISON TO THE GLDAS-NOAH HYDROLOGY MODEL 
 

NASA’s Global Land Data Assimilation System (GLDAS) is a global model for 

hydrology.  It combines land surface models with ground- and satellite-derived 

observations using a complex modeling and assimilation technique.  The output products 

include such information as surface and soil temperatures, the evaporation/transpiration 

of water, and the rate of snow/rain fall.  For a full listing of the GLDAS output fields, or 

for general information on other GLDAS topics, see Rodell et al [2004]. 

The version of GLDAS here uses the Noah land surface models.  The data comes 

in the form of 1° latitude/longitude bins every three hours.  The terrestrial water storage 
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(TWS) portion of the model was created by summing the four layers of soil moisture 

(maximum depth: 2 m), the snow-water equivalent (SWE), and the canopy water storage 

[Mirador Earth Science Data Search Tool, 2010]. 

Unfortunately, the SWE component has a known problem where the snowpack in 

a few grid points incorrectly accumulates without melting for long periods of time 

(Matthew Rodell, personal communication, 2010).  This results in anomalously large 

values for TWS over very localized areas.  To correct this, the SWE grids were assessed 

during the local summer (August for the northern hemisphere and January for the 

southern hemisphere).  Any grid cells which registered more than 10 cm of SWE during 

those months were considered suspect and their data eliminated for the entire span of 

time used.  These holes were filled in using a weighted average of the surrounding data, 

with Gaussian weightings and a halfwidth radius of 3°.  The result is a SWE map with no 

unreasonable accumulations of snow during the local summers.  This correction applies 

only to the SWE; the soil moisture and canopy water components have no smoothing or 

corrections applied.   

For the sake of comparison with GRACE, daily averages of the TWS were 

computed.  Windowed versions of the GLDAS data were also created to match the G14-

07, G30-15, and G46-23 windowed versions of GRACE.  Additionally, the GLDAS 

series have been converted from their gridded format into 60x60 spherical harmonics, 

which has the effect of spatially smoothing them.  As none of the GRACE series contain 

degree 0 or 1 terms, those have also been removed from GLDAS for this analysis.  

Because GLDAS does not model the mass balance of ice sheets, Greenland and 

Antarctica are not considered. 

The spatial variance of the daily GLDAS series for 2005-2007 is shown in Figure 

8.1, in cm of water layer.  If the frequencies below 3 cpy are removed (bottom plot), the 

remaining variability across most of the world is less than 3 cm in water height (less than 

0.5 mm in geoid height). 
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Figure 8.1:  Spatial variance of the daily GLDAS hydrology model from 2005-2007.  

Top: all frequencies.  Bottom: frequencies > 3 cpy.  Units: cm water height. 
 

The primary question about GLDAS is whether, as a model, it contains all the 

pieces of the hydrological signal and whether it represents them correctly.  In general, 

GLDAS is trusted to pick up at least the form of the annual and seasonal hydrology 

[Wahr 2004, and see also the CSR/GLDAS comparisons in Figure 8.2 through Figure 

8.7).  However, because it excludes surface water and ground water, the GLDAS model 

may underestimate the amplitude of TWS (Niu et al 2006, Güntner et al 2008).  Lower 

seasonal amplitudes are particularly likely in regions where significant mass transport is 

conducted by surface water, as Wahr et al [2004] found to be true in the Amazon.  This 

results in a loss of signal amplitude in such regions and as a possible phase shift as well, 

as Figure 8.2 (Amazon) and Figure 8.7 (Bangladesh) demonstrate.  These changes are 
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most certain on long time scales, but similar problems should be expected over short time 

scales (i.e.: high frequencies) as well.  

 

 

 
Figure 8.2:  Amazon basin averages for GLDAS-Noah versus GRACE series.  Both 

series were windowed with G30-15, smoothed to 300km, and contain no degree 0 or 1 
terms.  Top plot: all frequencies.  Bottom: frequencies > 3 cpy. 
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Figure 8.3:  Sahara basin averages for GLDAS-Noah versus GRACE series.  Both series 
were windowed with G30-15, smoothed to 300km, and contain no degree 0 or 1 terms.  

Top plot: all frequencies.  Bottom: frequencies > 3 cpy. 
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Figure 8.4:  Mississippi basin averages for GLDAS-Noah versus GRACE series.  Both 
series were windowed with G30-15, smoothed to 300km, and contain no degree 0 or 1 

terms.  Top plot: all frequencies.  Bottom: frequencies > 3 cpy. 
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Figure 8.5:  Ganges basin averages for GLDAS-Noah versus GRACE series.  Both series 
were windowed with G30-15, smoothed to 300km, and contain no degree 0 or 1 terms.  

Top plot: all frequencies.  Bottom: frequencies > 3 cpy. 
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Figure 8.6:  Southeastern US basin averages for GLDAS-Noah versus GRACE series.  

Both series were windowed with G30-15, smoothed to 300km, and contain no degree 0 or 
1 terms.  Top plot: all frequencies.  Bottom: frequencies > 3 cpy. 
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Figure 8.7:  Bangladesh basin averages for GLDAS-Noah versus GRACE series.  Both 
series were windowed with G30-15, smoothed to 300km, and contain no degree 0 or 1 

terms.  Top plot: all frequencies.  Bottom: frequencies > 3 cpy. 
 

The top portions of the previous six figures show that GLDAS and GRACE 

correlate fairly well when looking at near-annual and longer signals.  These correlations 

are formalized in Table 8.1.  Despite the lesser modeled amplitude and occasional phase 

shifting, the two series have greater than 90% low-frequency correlation in all basins 

except the Sahara desert.  Even there, the correlation is 75%.  Windowing has no 

noticeable impact on these f < 3 cpy results. 
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Table 8.1:  Lowpass-only (f < 3cpy) correlations of the windowed GRACE series 
with similarly-windowed GLDAS. 

Window Amazon Sahara Miss. Ganges S.E. US Bangladesh 
G14-07reg 
vs. GLDAS 0.92 0.76 0.95 0.99 0.93 0.96 

G30-15reg 
vs. GLDAS 0.92 0.75 0.96 0.98 0.96 0.97 

G46-23reg 
vs. GLDAS 0.93 0.75 0.96 0.98 0.96 0.97 

 

For faster-moving signals, the correlations are not as good (Table 8.2).  

Correlations are typically between 40-70% (and effectively zero across the Sahara 

desert).  The bottom plots of the previous figures visually demonstrate that some basins 

are more tightly correlated than others.  The Ganges and Bangladesh regions show fairly 

good high-frequency agreement with the model.  The Amazon, Mississippi, and 

Southeastern US basins are more hit-and-miss.  Another way to view this information is 

by looking at the percentage of the GRACE variance that is not explained by GLDAS.  

Mathematically, this is: 

 

   8.1 

 

The percentage of high-frequency signal not explained by the GLDAS model is always 

above 70% (see Table 8.3) and is also basin-dependent.  Slightly more signal is generally 

explained in the longer-windowed cases, due to the decrease in GRACE errors 

(exceptions are the Sahara and Southeastern US basins). 
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Table 8.2:  Highpass-only (f > 3cpy) correlations of the windowed GRACE series 
with similarly-windowed GLDAS. 

Window Amazon Sahara Miss. Ganges S.E. US Bangladesh 
G14-07reg 
vs. GLDAS 

0.34 -0.055 0.42 0.64 0.51 0.69 

G30-15reg 
vs. GLDAS 

0.44 -0.077 0.57 0.70 0.51 0.70 

G46-23reg 
vs. GLDAS 

0.56 -0.19 0.65 0.68 0.35 0.71 

Table 8.3:  Percent of highpass-only (f > 3cpy) GRACE variance left unexplained 
by similarly-windowed GLDAS. 

Window Amazon Sahara Miss. Ganges S.E. US Bangladesh 
G14-07reg 
vs. GLDAS 

96% 102% 90% 77% 88% 73% 

G30-15reg 
vs. GLDAS 

90% 103% 81% 71% 89% 74% 

G46-23reg 
vs. GLDAS 

79% 101% 74% 71% 103% 73% 

 

The coherence spectrum of two time series is a measure of their correlation at 

specific frequencies.  It is mathematically defined as:  

 

€ 

Cxy ( f ) =
Pxy ( f )

2

Pxx ( f )Pyy ( f )
   8.2 

 

where Pxx and Pyy are the power spectral densities of series x and y, and Pxy is the cross 

power spectral density.  If the two series are highly correlated at a frequency, f, the 

coherence there will be near one.  Uncorrelated frequencies have a coherence near zero.  

When computing coherences of sliding-windowed series, the window length plays a role.  

Below the non-overlapping Nyquist frequency, the coherence spectrum of the series 

proceeds as expected.  However, above the non-overlapping Nyquist frequency of the 

chosen window, the coherence rises artificially high, because identical window artifacts 

in GLDAS and CSR dominate over the signals there, resulting in an apparent coherence 
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of ~1, when the signal strength is ~0.  For this reason, coherence spectra of the windowed 

GRACE series versus similarly the windowed GLDAS series are only shown though 18 

cpy (the Nyquist frequency for the G14-07 case), in Figure 8.8. 

 

 
Figure 8.8:  Coherence spectra of windowed CSR series versus the similarly-windowed 

GLDAS model, over six hydrological basins.  Top panel: G14-07.  Middle: G30-15.  
Bottom: G46-23. 
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The drop-off characteristics of the coherence spectra do not appreciably change 

with window type below the Nyquist frequencies of the windows.  This is a sign that the 

choice of window length does not obscure hydrological signal, except in the sense of 

limiting the maximum frequency able to be viewed. 

In all but the Sahara desert (orange line) and southeastern US (purple) basins, 

coherence with GLDAS is above 0.8 for frequencies lower than about 5 cpy.  The 

remaining two basins have correlations with GLDAS of about 0.6 at the lowest 

frequencies.  With the exception of the Ganges basin (blue line), the coherence falls 

below 0.5 between 6-9 cpy, and then continues dropping to near zero.  In the Amazon 

and Mississippi basins, the drop between high coherence and low coherence is very 

sharp, suggesting that either GLDAS or GRACE (or both) are no longer measuring much 

reliable signal above about 6 cpy.  In the Ganges basin, and to a lesser extent in the 

Bangladesh and southeastern US basins, coherence remains relatively high until the 

approach of the G14-07 Nyquist limit.  In these areas, GRACE is seeing portions of the 

same signal that GLDAS models predict, suggesting there may occasionally be value in 

localized GRACE measurements through 12-15 cpy, at least during limited portions of 

the time series. 

 

8.2:  MULTI-SERIES COMPARISONS 
 

The ITG-GRACE03 and GSFC Mascon GRACE series were used in Section 6.3 

to estimate the multi-series high-frequency errors.  Here a fuller analysis will be made of 

those series in relation to the G30-15 regularized CSR series.  G30-15 was picked 

because it is an intermediate value between the ~10 day effective windowing of the 

Mascons and the ~24 day effective windowing of the ITG series.  However, since the 

multi-series noise variances (Table 6.6) did not change greatly with different CSR 

windowing, the exact window is not crucial.  Because the Mascon solutions exist only 
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every ~10 days, the other series were decimated to the same sample dates for these 

computations. 

The comparison for the G30-15 regularized case is shown in the following figures 

over the different basins.  Yellow error bars denote the 2-σ multi-series errors around the 

three-series mean in each basin.  In some basins, including the Sahara and southeastern 

US regions (Figure 8.9), the differences between the three series are as large as any of the 

series’ amplitudes themselves.  There, the 2-σ errors mean an effectively zero-signal 

result.  This is no surprise in the Sahara desert.  However the GLDAS model was fairly 

well-correlated with the CSR results in the southeastern US basin (51%).  Such 

correlation is not evident among the three GRACE series.  The correlations between any 

pair of the GRACE series range between 16-39% (see Table 8.4), among the lowest seen 

in the six basins. 

Table 8.4:  Highpass-only (f  > 3cpy) correlations of the CSR G30-15 regularized, 
ITG-GRACE03 and GSFC Mascon GRACE series, and the G30-15 windowed 

GLDAS-NOAH modeled series.  Correlations were made using decimated data at 
Mascon dates. 

Window Amazon Sahara Miss. Ganges S.E. US Bangladesh 
G30-15reg 

vs. ITG 
0.28 0.24 0.41 0.65 0.39 0.74 

G30-15reg 
vs. Mascon 

0.62 0.12 0.31 0.41 0.29 0.48 

Mascon vs. 
ITG 

0.27 0.32 0.20 0.38 0.16 0.47 

       
G30-15reg 
vs. GLDAS 

0.50 -0.10 0.51 0.77 0.60 0.74 

ITG  
vs. GLDAS 

0.12 0.32 0.33 0.62 0.63 0.75 

Mascons  
vs. GLDAS 

0.48 0.29 0.26 0.46 0.22 0.49 
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Figure 8.9:  Basin averages over the Sahara (top) and Southeastern US (bottom) basins 

for the CSR G30-15 regularized, ITG-GRACE03, and the GSFC Mascon series.  Yellow 
error bars represent the 2-σ multi-series errors around the ensemble mean. 
 

In the Amazon and Mississippi basins (Figure 8.10), the signal is obscured much 

of the time, but occasionally all three series will align for the period of 2-3 months.  In 

the Amazon, the CSR and Mascon series are particularly well-correlated (62%), while 

ITG only has a 27-28% correlation with either of them.  Across the Mississippi basin, 

CSR and ITG are best-correlated (41%) while the Mascons and ITG match worst (20%).  

Again, these correlation values are lower than those found when comparing the CSR case 

to GLDAS (Amazon: 44%; Mississippi: 57%).  Still, in both of these basins, there are 

times when all three GRACE series align.  For example, see days 360-420 in the 

Amazon, and days 120-180 in the Mississippi. 
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Figure 8.10:  Basin averages over the Amazon (top) and Mississippi (bottom) basins for 

the CSR G30-15 regularized, ITG-GRACE03, and the GSFC Mascon series.   
 

In the overlapping Ganges and Bangladesh basins (Figure 8.11), coherence 

between the three types of GRACE series is higher, making for a signal that temporarily 

stands out from behind the multi-series error variance.  Correlations between the GRACE 

series are highest in these basins (38-65% and 47-74%), as was the correlation between 

CSR and the GLDAS model (70%).  In both places, the CSR and ITG series most 

resemble each other (65% and 74% correlation) and the Mascons differ (~40% and 47% 

correlation).  The feature between days 120 and 240 is clearly recognizable in all three 

GRACE series, and was also seen in the GLDAS modeled data.  In Bangladesh, an 
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equally large feature occurs between days 480-660.  Each of these signatures is at least 2-

3 months in length (4-6 cpy) and of greater amplitude than the surrounding signal. 

 

 
Figure 8.11:  Basin averages over the Ganges (top) and Bangladesh (bottom) basins for 

the CSR G30-15 regularized, ITG-GRACE03, and the GSFC Mascon series.   
 

The bottom portion of Table 8.4 gives the decimated correlations with respect to 

the G30-15-windowed GLDAS-Noah data.  In general, the CSR case matches the model 

best, followed closely by ITG.  The Mascons have the weakest model correlations, 

overall.  Altering the GLDAS window length to better approximate the ITG and Mascon 

effective window lengths makes very little difference in the correlation results, because 

the largest signals are all at frequencies below 6-10 cpy, where all the windows have 

sufficient gain. 
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A better frequency bound between the correlated and uncorrelated GRACE 

regimes can be found using the coherence spectra.  Figure 8.12 shows the coherence of 

each pair of GRACE series, using only the decimated data.  ITG and CSR are better 

correlated at frequencies below ~9 cpy, compared to the Mascons.  (An exception is in 

the Ganges basin, where CSR and the Mascons remain above 50% coherency through 13 

cpy.)   

Bear in mind that GRACE’s results do not depend directly on the frequency 

regime looked at.  Instead, the relevant parameter when looking at hydrology is the size 

of the expected signal compared to the GRACE errors.  In basins with low signal (like the 

Sahara desert), the noise makes it difficult to discern even the annual signal.  In basins 

where significant 3-9 cpy signal is present (like the Ganges basin), the windowed series, 

ITG-GRACE03, and GSFC’s mascons can all see it, as can the GLDAS model.  

However, as the amplitude of hydrological spectra is expected to decrease with 

frequency, it should be anticipated that true signal will typically be harder to resolve at 

higher frequencies. 
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Figure 8.12:  Coherence Spectra of GRACE series over six hydrological basins.   Top:  
CSR G30-15 vs ITG-GRACE03.  Middle:  CSR G30-15 vs GSFC Mascons.  Bottom:  

ITG-GRACE03 vs GSFC Mascons. 
 

8.3:  COMPARISON TO GROUNDWATER AND SOIL MOISTURE IN ILLINOIS  
 

A comparison with modeled data will only be as useful as the model is accurate, 

and a recursive problem exists when using other GRACE series to validate GRACE.  

Another way of testing the windowed solutions is to compare with reliable in situ data: in 
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this case, a combination of soil moisture (SM) and groundwater (GW) readings.  

Unfortunately, while many SM and GW series exist, few exist over regions large enough 

to compare with GRACE (at least several hundred kilometers radius), and of those, fewer 

contain both a SM and a GW series over the GRACE time span.  Those which do exist 

are almost always monthly-sampled series, useful for determining the near-annual effects, 

but nothing faster. 

One place where adequate in situ SM and GW series both exist is over the state of 

Illinois.  The low-frequency components of this signal have already been explored by 

Swenson et al [2006c], but the higher-frequency parts have not yet been compared with 

GRACE.  The question is whether GRACE can see sub-monthly changes in terrestrial 

water storage (TWS), as measured by ground data.  The assumption here is that TWS = 

GW + SM, which ignores smaller components such as water stored within vegetation and 

snow pack, as well as non-hydrologic signals in GRACE (i.e.: atmospheric or solid earth 

changes). 

Bob Scott from the Illinois State Water Survey provided the Water and 

Atmospheric Resources Monitoring program’s SM data [personal communication, 2009].  

This is multi-layer data, with daily SM readings taken at 5, 10, 20, 50, 100, and 150 cm 

beneath the surface at 16 sites spread around Illinois.  One station was disregarded due to 

large data gaps during the 2005-2007 time frame.  Integration of the other sites’ data 

produced 15 time series of water height changes around the local SM mean.   

A weighted average of those time series was computed, using a 300km-smoothed 

version of the Illinois-shaped basin shown in Figure 8.13 (the same basin is used later for 

GRACE basin averages).  The weighted average of the SM series is shown in Figure 

8.14.  The black dotted lines are the individual time series at the different SM stations.  

The blue line is the weighted average.  Because the basin kernel is underweighted due to 

its small size and limited spherical harmonic representation, the average is similarly 

under power.  The red line is a scaled version countering this.  However, the GRACE 

basin averages will not be rescaled here, so the blue SM curve is the appropriate one to 

consider.   
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Figure 8.13:  Basin of Illinois, after 300km smoothing has been applied. 

 

 
Figure 8.14:  Soil moisture over Illinois.  Blue line is the basin-weighted average.  Red 

line shows the rescaled value, which gives the actual mean of the 15 black series. 
 

The (unscaled) SM average has a large annual component, roughly 6 cm peak-to-

peak.  While the average SM curve captures the seasonal aspects of the individual curves, 

significant variability between one SM station and the next remains at the sub-seasonal 

level.   
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In situ groundwater data comes in the form of daily measurements of shallow well 

water depths.  The Illinois Climate Network publishes this information on their website 

(http://www.isws.illinois.edu/warm/cdflist.asp?typ=a).  Of the 19 well sites they sample 

data at, only 12 contained both sufficient quantity and quality of data over the 2005-2007 

time span.  Figure 8.15 shows the change in well depth for those 12 wells, centered at the 

mean depth of each well.  Again, a seasonal cycle is clear, though significant variability 

exists. 

 

 
Figure 8.15:  Changes in well height over Illinois. 

 

These changes in well depths are converted to changes in GW storage using a 

yield multiplier of 0.08, as computed by Yeh et al [1998].  The basin-based weights were 

again used to average the GW series across the state of Illinois.  The result is the green 

line of Figure 8.16.  Summing the GW and the SM (blue line) averages results in an 

estimate of the TWS changes over Illinois (black line).  The SM and GW signals are 

approximately the same size, slightly out of phase, and have different monthly-scale 

variability.  Both are required to get a meaningful estimate of TWS. 
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Figure 8.16:  Changes in water height over Illinois due to GW and SM, based on in situ 

data. 
 

In Figure 8.17, the Illinois basin averages from the G14-07, G30-15, and G46-23 

windowed GRACE series are compared to the in situ TWS.  The three regularized 

GRACE series have had geocenter terms added (a linear interpolation of monthly data 

created using Swenson et al [2008a]) and GIA corrected for [Paulson et al 2007].  

Because there is some concern about the GRACE J2 terms [for example, Chambers 

2006b], those have been replaced with the SLR values [Cheng and Tapley 2004].  While 

the general shapes of the GRACE and in situ series are the same, month-to-month 

changes are evident on the order of a few centimeters.  A seasonal phase shift even 

occurs in 2005.  The level of these differences is similar to the monthly differences 

discovered in Swenson et al’s [2006c] TWS estimate in Illinois, Strassberg et al’s [2007] 

work in the High Plains Aquifer, and Swenson et al’s [2008] estimates in Oklahoma.   

 



 170 

 
Figure 8.17:  In situ TWS in Illinois versus basin averages from windowed GRACE 

series. 
 

Windowing the TWS signal to make it more spectrally comparable to each 

individual GRACE series alters the match up very little.  Correlations between any of the 

windowed GRACE series and the similarly-windowed TWS estimate are about 90%.  If 

only the parts of the signals with frequencies less than 3 cpy are considered, the 

correlation between GRACE and the in situ data rises to 92-93%, for any of the three 

windowings considered.  As Swenson et al [2006c] found previously, GRACE is capable 

of correctly measuring the annual signal of Illinois. 

On the other hand, the correlations for those portions of the signal with 

frequencies greater than 3 cpy plummet to 31%, 25%, and 19% for the three windows 

(shortest to longest).  The plots of those high-frequency parts of the signals are shown in 

Figure 8.18 for each of the windowed comparisons. 
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Figure 8.18:  Windowed in situ TWS in Illinois versus basin averages from windowed 

GRACE series.  Only frequencies > 3 cpy considered. 
 

Similar in situ comparisons can be made with ITG-GRACE03 and the GLDAS 

model (Figure 8.19).  The full-signal in situ TWS correlations are 85% for ITG and 94% 

for GLDAS.  If only the high-frequency (f > 3 cpy) portion is considered, GLDAS and 

the in situ TWS remain fairly well correlated (73%).  However, ITG and the unwindowed 

in situ data are completely uncorrelated, and the correlation between ITG and the G30-
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15-windowed in situ data (not shown in Figure 8.19) is only 21%.  This suggests the 

problem lays not only in the CSR processing methods, but is a wider GRACE problem. 

 

 
Figure 8.19:  In situ TWS in Illinois versus basin averages from GLDAS model and ITG-

GRACE03 data.  Top plot: all frequencies.  Bottom plot: only frequencies > 3 cpy. 
 

Overall, the comparison of GRACE to ground-truth TWS estimates shows high 

correlation between the two at seasonal and longer timescales.  At the monthly and sub-

monthly level, however, there is little correlation in the Illinois area.  There are no high-

frequency signals above about 2 cm water height in this region during the span of time 

considered, while GRACE’s errors are expected to be at least that large in a region so 

small.  The poor correlations thus confirm the anticipated low GRACE SNR in such 

basins, for frequencies above 3 cpy. 
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8.4:  INVESTIGATION OF THE RESIDUAL MF TIDAL SIGNATURE 
 

The previous evidence has shown that shorter windows have slightly lower SNRs 

and slightly worse correlations with the GLDAS model.  There is, however, one 

countering example in favor of short windows.  The previous analysis has all been based 

upon hydrologic signals, which generally have small amplitude beyond ~10 cpy.  

Schrama and Visser [2007] similarly demonstrate that while expected slow-moving 

ocean bottom pressure signals might be as large as one millimeter geoid height in some 

locations, signals faster than 3 months have a maximum expected amplitude of only a 

half millimeter geoid, about the same as the high-frequency hydrologic signal.  So the 

general ocean signal is also unlikely to contain large high-frequency components.  

However, on both land and in the ocean, there could still be large, fast-moving spatially-

localized signals.  If the spectral patterns of such signals are known or assumed, their 

amplitudes could be determined, even through the background noise. 

A limited search has failed to turn up any conclusive signal of this type, though 

that work continues.  However, in the form of an example, consider one high-frequency 

“noise” signal which GRACE appears to pick up very well: the Mf ocean tide error. 

CSR uses an ocean tides model to remove the expected impact of the tides prior to 

the estimation of the gravity field.  This is necessary since the majority of tidal action 

occurs at the diurnal and semidiurnal frequencies, which are fast compared to GRACE’s 

~15 orbits per day and far longer repeat period.  The quicker motion of the tides means 

that they will be badly aliased in the GRACE data.  Removing as good a tidal estimate as 

possible before the gravity estimation prevents most of this unwanted aliasing. 

For the diurnal and semidiurnal tides, CSR-GRACE uses the FES2004 model 

[Lyard et al 2006].  For the long-period tides, including the fortnightly Mf tide, CSR uses 

the tides’ self-consistent equilibrium (SCEQ) values.  In general, this works well, and the 

SCEQ approximation is similar to other models.  However, Ray and Cartwright [1994] 

showed that especially at high latitudes, the accuracy of the SCEQ assumption breaks 

down. 
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Using the sliding windows series, it can be shown that GRACE sees a strong 

signal at the Mf frequency (26.7 cpy) in the locations where such tidal errors are 

expected.  Figure 8.20 shows the spatial variances for only the frequency band between 

26-28 cpy, which will include any errors in the 26.7 cpy SCEQ Mf tide.  The suspected 

residual Mf fortnightly tide signals are only seen by the shortest of the three CSR 

windows, G14-07 (the top panel).  Over most of the globe, the G14-07 spatial variance is 

small.  However, specific places have 1 cm signals: the Hudson Bay, off the tip of 

Patagonia and the region of Antarctica adjacent to it, small coastal regions along Asia and 

Australia, and the large arctic signal at 160° longitude.  All of these locations are known 

tidal trouble spots, and the arctic region in particular is known to be problematic for Mf. 

The G14-07 regularized series sees such signal clearly.  However, the longer 

windows do not see it at all.  This is evidence that the windowing is working exactly as 

intended.  The frequency of the Mf tide is 26.7 cpy.  This is far above the 6 cpy Nyquist 

limit of the (non-overlapping) G46-23 or the 9 cpy limit of G30-15.  It is even above the 

18 cpy Nyquist limit of a non-overlapping G14-07 series.  However, the G14-07 series 

used here is not non-overlapping, so it can pick up signal beyond 18 cpy, just with a 

lesser gain.  Figure 5.9 shows that G14-07 has an order of magnitude more power at 26.7 

cpy than either of its sister windowed series – enough to pick the Mf tidal errors out of the 

background noise, as demonstrated here. 

The G14-07 series contains more noise than either of the longer series.  But it 

contains that noise due to its increased gain at higher frequencies.  This increased high-

frequency gain is often detrimental when looking for hydrological signal.  That is not 

because the window is bad, but rather because there is little hydrological signal to see 

above ~10 cpy.  Where significant high-frequency signal exists, such as the 26.7 cpy Mf 

tidal errors, only shorter, noisier windows can be useful. 
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Figure 8.20:  Global and arctic spatial variances for the frequency band between 26-28 

cpy.  Top panel: G14-07.  Middle panel: G30-15.  Bottom panel: G46-23.  All series are 
regularized.  Note the change in scale between the top panel and the other two. 
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8.5:  SUMMARY OF COMPARISON RESULTS 
 

The GRACE solutions are capable of resolving signals at the annual and longer 

scale in almost all basins.  Only over the driest deserts do the errors begin to corrupt such 

measurements.  Unfortunately, comparisons with in situ hydrology data, a hydrologic 

model, and other GRACE series all suggest that higher frequency signals cannot be 

resolved with such clarity.  Correlations for frequencies above 3 cpy are low (0.2-0.5) 

with relation to GLDAS, ITG-GRACE, the GSFC Mascons, and in situ TWS 

measurements in Illinois.  Frequency-based coherence falls from around 90% at 3 cpy to 

20% at 6-9 cpy, in most of the basins considered. 

However, this judgment is general.  The true limiting factor for GRACE validity 

is the SNR.  That typically follows the frequency-bounded rules just stated.  However, in 

rare places, like the Ganges basin, significant signal continues through 6-9 cpy, raising 

the high-frequency SNR and correlation between the modeled and GRACE series, and 

making it more likely that variations in the basin average will be meaningful at these 

frequencies.  It is likely that other areas also exist where, at least for limited times, 

higher-frequency signal will be large enough to reach above the GRACE errors.  Such 

signal should be visible with GRACE. 

A sliding window series might still be used for high-frequency analysis in 

specialized situations.  If, for example, a signal is expected at a specific frequency with a 

specific spatial pattern to it, modeling and fitting to that signal might bring it out from 

behind the GRACE errors.  Those errors are spread roughly equally across a wide range 

of frequencies and global spatial extent.  A signal with a known, more limited range 

might be visible, even at considerably higher frequencies than 3 cpy.  The 26.7 cpy Mf 

tidal error demonstrates that this is possible. 

However, such signals have proven difficult to find, either on land or in the ocean.  

The gravity signal does change significantly between the beginning and end of a month, 

as the ITG group has made note of [Kurtenbach et al 2009].  Most of the change, 

however, is the continuation of long-term (usually annual) signals.  Creating a low-pass 
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fit to monthly data and using the fit to interpolate to sub-monthly time steps determines 

this part of the sub-monthly change as well as the “daily” windowed series does.  

Improvements in GRACE coming from the use of sub-monthly sampling must be more 

than this.  Unfortunately, such improvements are not typically seen in the sliding-

windowed CSR cases, regardless of the window length picked.  Nor are they found in the 

ITG-GRACE03 or GSFC Mascon GRACE series. 

It is critical that users of “daily” GRACE series realize that the weekly or even 

monthly-scale variability in the series is primarily noise.  As a general rule of thumb, 

GRACE signal above 3 cpy should be looked at with caution, and signal above 6 cpy 

should not be trusted.  Without external knowledge of the physical system, long-period 

signal and signal near the annual frequency is typically all that is reliable. 
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Chapter 9: Conclusions and Future Work   

 

The primary goal of this dissertation was to determine a process that would create 

meaningful high-frequency GRACE data with better than monthly sampling.  The high-

frequency part was met through the use of Gaussian sliding windows.  However, making 

those series “meaningful” was a more difficult task.  Much of the dissertation focused on 

determining a realistic estimate of SNR for the high-frequency part of the new GRACE 

series.  Unfortunately, with the current error levels in RL04 GRACE, most of the high-

frequency signal was obscured. 

 

9.1:  HIGH-FREQUENCY SAMPLING VIA THE SLIDING WINDOWS TECHNIQUE 
 

To meet the requirement of increased GRACE sampling frequency, a sliding 

windows technique was chosen.  This has been demonstrated to provide realistic signal so 

long as the window is at least eight days in length.  The sliding windows technique has 

the benefit of being simple in concept, as well as fairly short in execution, after the initial 

creation of the daily full-arc partials files.  It is also a flexible concept, allowing for a 

variety of window types and lengths to be used, depending on the specific intent of the 

series and the current level of GRACE errors.   

Even using a nominal 30-day “monthly” boxcar weighting, making overlapping 

solutions at a one-day sampling frequency has an impact.  Beneath the non-overlapping 

Nyquist limit (~6 cpy), the sliding windows technique provides only limited additional 

information, due to the correlated nature of neighboring series.  However, daily sampled 

data allows the GRACE errors to be seen, estimated, and understood, rather than invisibly 

aliased into a monthly-sampled series.  The sliding window process does not change 

those errors, but it allows them to be measured (and possibly smoothed over or removed) 

in a way that cannot be done in the nominal monthly-sampled GRACE series. 
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9.2:  A BETTER TRANSFER FUNCTION 
 

Gaussian windows were tested and found to give a better low-pass (“average”) 

representation of the gravity field over the time span than the current boxcar windows.  

The large side lobes of boxcar windows otherwise provoke significant gains at unwanted 

high frequencies.  A simple rule of thumb was devised to match a Gaussian window to 

any pre-conceived boxcar window, whereby the FWHM of the Gaussian should be 

roughly 75% the length of the targeted boxcar window.  The Gaussian window length 

must be at least twice the FWHM for optimal transfer function impact.  At least 50% 

more data is needed for a Gaussian window, compared to its best-fitting boxcar.  While 

this could be of significance for a near-real-time product (see Appendix A), the extra 

delay is unlikely to cause difficulties in the regular line of GRACE processing.  Using 

these two rules, it is easy to make a Gaussian-windowed series which contains the same 

low-frequency spectra as any desired boxcar-windowed series, but significantly reduced 

variability at high frequencies (above 30 cpy). 

The changes caused by switching from a boxcar window to a matching Gaussian 

one are moderate and occur only at frequencies beyond the non-overlapping Nyquist limit 

of the boxcar window.  This means they do not affect the mean, slope, or annual signals 

that typical GRACE users look at (except possibly through rare aliasing events).  

However, the direction of change is always beneficial, tending to reduce the stripe-related 

noise across the entire globe.  While changing from a boxcar to a Gaussian window is 

non-critical for the purposes of most users, it has also been shown to do no damage, 

either spectrally, spatially, or in the form of regional averages.  Because the variability 

removed by converting from a boxcar to a comparable Gaussian window is not 

geophysically-correlated and occurs only at high, unwanted frequencies, it is advised to 

change windows, even if most users will never notice the difference.  For experiments on 

signals beyond the near-annual frequency, a Gaussian window is strongly preferred. 
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9.3:  SPECTRAL IMPLICATIONS FROM GRACE’S SIGNAL-TO-NOISE RATIOS 
 

With the use of the sliding window technique, it is easy to create high-frequency 

GRACE series.  The complicated question is whether those series are seeing anything 

real at those higher frequencies.  To test this, the SNR was computed, using two different 

estimates of the GRACE errors.  Comparisons with external models, in situ data, and 

other GRACE series confirm that in places and regimes where the SNR is high, GRACE 

signal is reliable.  In places and regimes where the SNR is near 1.0, it is not.  Though 

there are exceptions, SNR values tend to fall into the two categories based on frequency.  

Low-frequency signals (f < 3 cpy) are generally visible and reliable.  High-frequency 

signals are generally unreliable, though in specific areas and at limited times there may 

be valid signal visible. 

For the unconstrained solutions, there was a moderate inverse correlation between 

window length and SNR.  However, in regularized series, that correlation vanishes.  

Regularization thus properly reduces the correlated errors (“stripes”) which 

disproportionately impact shorter-windowed series.  What error remains is windowed in 

proportion to the signal, making SNR values roughly equal by window length.  For the 

same reason, regularized SNR values are insensitive to basin size.  There is more 

estimated error in the smaller basins and shorter windows, and also more retrieved signal.  

The result is equivalently low SNRs at high frequencies. 

To be clear, GRACE SNRs are low above 3 cpy in frequency not because of any 

frequency resolution difficulties, but because few natural signals are large enough on 

GRACE-sized spatial scales to clear the error levels inherent in GRACE RL04.  (This 

difficulty is amplified since atmospheric and high-frequency ocean responses, which 

often occur above 3 cpy, have been reduced during the processing stage through the use 

of a dealiasing model.)  When the signal is large enough relative to the noise (as in the 

Ganges basin, for a time), GRACE is able to retrieve it.  However, in the hydrological 
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basins looked at, all recognizable signal occurred in the 0-10 cpy frequency range, and 

most of it was in the 0-3 cpy range. 

 

9.4:  FUTURE STUDIES  
 

Because of the SNR limitations, future work with high-frequency GRACE series 

will need to be carefully tailored.  If details of the expected signal are known, information 

might be extracted, even if the signal is relatively small.  One tactic is to limit the search 

to a narrow frequency band, wherein the expected signal is larger than the errors in that 

band.  The Mf ocean tide error test used this method to show find a 27 cpy signal.  This 

method will only work if the signal is larger than the GRACE errors in the frequency 

band, and if the window used has significant gain in the transfer function at those 

frequencies.  For the Mf tide, this required the shortest G14-07 window.  Other 

frequency-specific signals might also be visible.  For example, research is now ongoing 

in the Arctic Ocean, where Morison [1991, and personal communication] has picked up a 

~19-day basin-wide bottom pressure cycle.  Over such a large region, this frequency-

specific signal might be visible in the high-frequency GRACE series. 

A second way that a signal might be extracted from the GRACE noises is through 

use of knowledge about its expected spatial pattern.  In the Argentine ocean basin off the 

coast of Argentina, a rotating wave has been measured by local bottom pressure recorders 

and altimeters [Hughes et al 2007, Tai and Fu 2005].  The frequency of the wave (~18 

cpy) is known, so it might be possible to use a parameter fitting to high-frequency 

GRACE data to solve for the amplitudes and phases at various locations in the basin, as 

well as for a more exact wave frequency.  Other spatially-specific patterns might be 

found and estimated for similarly. 

Both of these techniques require pre-existing knowledge of a local situation.  This 

need comes from the fact that GRACE has large high-frequency errors which are spread 

across all frequencies and all spatial points.  The most obvious way to be able to see more 
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real signal with GRACE would be to reduce the error level.  To make better use of a 

windowing analysis, the GRACE error levels must be decreased by at least a factor of 

two.  This will make the remaining primary hydrological signal in the 3-10 cpy range 

visible, as well as make it easier for even higher frequency signals (like the two ocean 

signals previously mentioned) to be determined. 

In the upcoming Release 05 processing, better background signal modeling will 

help with this.  Filtering the KBR data prior to the least squares process has also been 

proposed.  Since noise-only simulations show that much of the GRACE error stems from 

noise within the KBR data, reducing that would aid greatly in observing high-frequency 

signal with GRACE.  Reducing the estimation residuals by removing the best estimate of 

the largest global signals (such as the annual and some slopes) may help.  Save’s 

regularization will as well, once it is fine-tuned to the final parameterization.  If one or all 

of these things can accomplish a significant reduction in noise, high-frequency GRACE 

analysis will become far more useful. 

A promising area of future research is in localized analysis.  As basin average 

differences between the Sahara desert region and the Ganges region demonstrate, 

different locations have signals with very different spectra.  Because of that, windowing 

that is appropriate for one area may be inappropriate for another.  Solving for a single 

global gravity series cannot take these regional variations into account.  However, solving 

for a localized solution using a linear function of the spherical harmonics would allow 

different temporal windows to be applied, such that the appropriate filter would be fit to 

the signal of each region.  (Different spatial filters could also be applied, as seems 

appropriate locally.)  Several groups, including JPL, GSFC, and Bonn’s ITG team have 

travelled down this general path.  In particular, ITG-GRACE03’s localized solutions 

show no stripes and hug geophysical boundaries such as coastlines better than global 

solutions do.  They may have taken a step in the right direction.  It would be useful to see 

if other, similar tactics could produce even better results. 
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9.5:  SUGGESTIONS FOR FUTURE GRACE PROCESSING 
 

Without yet knowing the full reduction in errors that the future processing will 

accomplish, it is impossible to absolutely confirm the best choice of window for 

forthcoming GRACE products.  Still, it seems likely that two separate products might be 

appropriate. 

The first would be a replacement for the current RL04 monthly product, targeting 

those majority of users who wish to look for long-term or near-annual gravity changes.  

For that, a G46-23 window is recommended.  A shorter window will not improve the 

collection of such low-frequency signals, but will increase the increase the total amount 

of error.  For the purposes of most traditional GRACE users, there simply is no need for 

this.  Even the choice of a Gaussian over a boxcar window is more a choice of aesthetics 

than need, since boxcar-derived errors are predominantly high-frequency as well. 

A harder question to answer is whether such a solution should be released at 

monthly intervals or more frequent ones – should a sliding window be used, in other 

words?  The primary benefits to releasing data on a daily or weekly time scale would be 

to allow the users a better calculation of the errors in the solution, to decrease the amount 

of signal aliasing, and to provide an ideal interpolation between monthly nodes.  The 

latter is less important, when only near-annual and slower signals are focused upon.  

Better calculation of the GRACE errors could be useful, though, as could the reduction in 

aliasing.  To counter this, however, is the realistic concern that a daily or weekly released 

product could be misused.  Less-informed users might assume that since the product is 

released daily, every daily change in signal is meaningful – something that the SNRs 

make clear is untrue.  This potential misuse can be altogether eliminated by only 

releasing the GRACE product at the usual monthly intervals (a period where GRACE 

should see mostly realistic changes).  If the goal of this first product is to allow the 

estimation of long-period and near-annual gravity signals, it may be best to use a 

monthly-released G46-23 window.  Error estimates could be provided on the side, based 
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on internal calculations.  Alternatively, a sliding-window version of the series could be 

provided to those more knowledgeable users who ask for it. 

The second product that CSR might consider releasing is a high-frequency series.  

This could be advertised as more of an “experimental” series, with the clear recognition 

that the SNRs at higher frequencies are poor and that changes between one day and the 

next should not be looked upon as meaningful.  Something like a G20-07 window could 

be used for this – the same FWHM as the short G14-07 window used here, but with extra 

low-weight days on the edges to stabilize the solution in the case of gappy data.  To show 

the high-frequency signal, this series must be produced in sliding-window fashion with a 

daily release frequency.  (It does not, however, need to be a near-real-time product.)  This 

sort of a product would be of use for more experienced users who wish to look for 

specific signals of the type described in the previous section. 

However, users of any high-frequency product need to be aware that many 

GRACE changes which look like signal are really noise.  For near-annual signals, this 

will not cause a problem, because the SNR is so large.  For faster-moving signals, users 

must recognize that the noise is often as large as the signal being searched for.  It is very 

easy to see a sudden 3 cm jump in a basin average plot and assume it means that mass has 

been added to the basin, perhaps through a precipitation event.  However, the experience 

of Chapters 6-8 suggest that this is often not the case.  Any high-frequency GRACE 

series will need to be accompanied by a large warning, noting this. 

Distinction between the two product types is essential to limit misuse at high 

frequencies.  However, fear of misuse is not a good reason to avoid releasing GRACE 

data at higher frequencies.  There are valid uses for a high-frequency GRACE product, 

and hopefully the reduced error levels in the next CSR release will increase the successful 

number of those uses.  Producing a second series, in addition to the now-standard 

monthly one, seems the fullest way for the capabilities of CSR’s processing to be utilized 

in all frequency regimes. 
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Appendix A:  Alternate Asymmetric Windows for Near-Real-Time 
Processing  

 

There is interest in creating a series of “quick-look” gravity solutions.  This series 

will be created as near to real-time as possible, with only a few days lag between the 

release of a solution and the last observation used to make it.  These quick-look solutions 

would be created each day, using the sliding window technique.  

If only the near-annual signal can be reliably determined by a windowed solution 

series, there would be no reason to release the GRACE results in a near-real-time manner.  

Waiting a month or two makes little difference, if the shortest period the data can 

guarantee is six or twelve months.  So to meet its proposed uses, a near-real-time series 

must be able to accurately distinguish sub-monthly signal.  This requires a sliding-

window processing scheme as well as a window shorter than the nominal thirty-day 

monthly solutions, making the windowing schemes discussed earlier in this dissertation 

applicable. 

Different logic must apply when creating a near-real-time solution than a monthly 

one.  Critically, the input data used for orbit determination and modeling would be less 

accurate than for the monthly solutions, as more precise products require longer 

processing times to create.  The noise within the quick-look solutions is thus expected to 

be higher than that within the monthly solutions [Himanshu Save, personal 

communication, 2009].  To counter this, the fields would be regularized. 

While the monthly solutions are intended to be symmetric in time and centered on 

the midpoint date, for these near-real-time solutions, it would be preferable to have a 

highly asymmetric window.  All other things equal, it would be best to weight the later, 

newer data much more highly than the earlier data – thus better representing the current 

situation, rather than the situation a week or two ago.  Section A.1 describes a few such 

“negatively-skewed” windows.  Section A.2 looks into the unusual question of data 

latency via the group delay.  Surprisingly, the use of a window with its maximum weight 
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even on the very last day has a zero-frequency group delay of only 3-4 days more than a 

symmetric window.  As such, latency becomes less relevant, leaving noise and window 

gains the most important characteristics. 

 

A.1:  FUTURE-LOOKING (NEGATIVELY-SKEWED) WINDOWS  
 

One way to reduce the delay inherent in a near-real-time solution series is to 

weight the later data more highly than the early data.  A Gaussian or boxcar window (or 

any other symmetric window) will have a delay time of half the window length.  But by 

moving the time of greatest weight towards the end of the series, an asymmetric window 

can have a smaller delay time.  Such a future-looking window is termed “negatively-

skewed” in statistics.  Four types of windows will be considered here: the boxcar B10 and 

Gaussian G15-07 for comparison, a negatively-skewed Rayleigh window (R16), and a 

half-Gaussian window (HG15-12).  The Rayleigh and half-Gaussian windows are chosen 

to best match the gains of B10 and G15-07 at low-frequencies.  The final windows are 

shown in Figure A.1, with their gains in Figure A.2. 

A half-Gaussian window is precisely what its name implies: the left half of a 

standard Gaussian window, chopped off at the point of maximum weight.  The left-hand 

side of the window tapers smoothly down to zero weight, but the right-hand side drops 

sharply from a maximum weight of 1.0 to zero after the window ends.  This sudden drop-

off, identical to the ending drop-off of a rectangular window, causes large high-frequency 

gains.  The half-Gaussian found to give the most similar low-frequency profile is HG15-

12: a 15-day window with a FWHM of 12 days. 
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Figure A.1:  G15-07 and B10, along with Half-Gaussian HG15-12 and Rayleigh R16 

Windows. 
 
 

The Rayleigh windows drop off more smoothly than comparable half-Gaussian 

windows, but pay for it with a more centralized maximum weight.  Rayleigh windows 

follow the formula:  
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where the time of the ith weight, ti, is defined as: 
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where T is a scale factor, set to 3.5 here.  The choice of T = 3.5 makes the series’ left tail 

taper off towards zero.  Additionally, at i = 0, the above formula always equals precisely 

zero.  This is undesirable since it shortens the length of the window.  Omitting the point 

leaves the window with a sharp drop-off on the right tail, which is undesirable from a 

spectral perspective.  So instead, the weight of the last point was made equal to the 
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weight at the first point.  The set of weights is then normalized by the maximum weight, 

to produce a series with a maximum weight of 1.0, comparable to the other windows.  

The 16-day-long Rayleigh window, R16, best matched windows B10 and G15-07 at low 

frequencies. 

 

 

 
Figure A.2:  Gains of Windows G15-07, B10, HG15-12, and R16.  Bottom panel focuses 

on low frequencies only. 
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A.2:  LATENCY AND GROUP DELAY  
 

When dealing with averaged data, a single time must be picked with which to tag 

the data.  For a boxcar window, the choice is obvious: center the data on the time halfway 

through the series.  Similarly, Gaussian windows are symmetric in time, so the decision 

to pick the central point for time-tagging makes sense. 

For asymmetric windows, the best location of the time-tag is less clear.  Two 

obvious choices are the halfway time and the time of maximum weighting.  A third 

choice is the centroid of the data, as defined by the weighted average:  

 

        0.3 

 
(Assuming weights wi and times associated with those weights ti.)  The first three data 

columns of Table A.1 show the three different possible time-tags, which differ for the 

asymmetric cases.  Because the four windows have differing numbers of days in them, all 

columns are measured relative to the last day in the window.  This is particularly 

relevant, since it tells the mean latency of the GRACE product at the time of production. 

Table A.1:  Possible Time-Tags for B10, G15-07, HG15-12, and R16.  Times are 
measured in days from the final point. 

Window Halfway 
Time 

Time at 
Max Weight 

Centroid 
Time  

Zero-freq. 
group delay 

Avg. High-freq. 
group delay 

B10 5.5 5.5 5.5 5.5 5.5 
G15-07 8 8 8 8 8 
R16 8.5 6 6.7 6.7 1.0 
HG15-12 8 1 4.7 4.7 0.5 

 
The final two columns of Table A.1 list the group delays at low and high 

frequencies for these windows.  Group delay is defined as negative the derivative of the 

window’s phase, Θ, with relation to frequency, ω.  Or mathematically: 
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     0.4 

 
The group delay acts as a delay in time, though its cause is phase-based.  Assume that for 

each frequency, ω, a series x(t) is written as a single cosine with a gain of A(ω) and phase 

delay of Θ(ω), such as:  

 
     0.5 

 
The phase delay can be converted into a time delay (Δtgrp) as follows:  

 

    0.6 

 
Figure A.3 shows the phase plot of the four windows listed above.  For the 

symmetric windows (B10 and G15-07), phase varies linearly with frequency.  But the 

phases of the asymmetric windows drop non-linearly.  This is demonstrated more clearly 

in the group delays of Figure A.4.  For the sake of comparison, these are plotted relative 

to the last data point (rather than relative to the first, as is customary).  This is thus a plot 

of frequency-driven data latency, rather than group delay. 

At zero-frequency, the group delay of any window is equivalent to its centroid 

time.  At higher frequencies, the group delay of the asymmetric windows departs from 

that value.  The R16 and HG15-12 windows are both forward-leaning, so their delays at 

high frequencies are larger than that at zero-frequency, meaning that their latency relative 

to the final point is short.  This means that when windowed by Rayleighs or half-

Gaussians, higher frequency signals are delayed longer than low-frequency signals.  For 

R16, the average signal above 60 cpy appears to take place one day prior to the end of the 

window, and for HG15-12, it occurs during the final window point itself. 
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Figure A.3:  Phases of Windows B10, G15-07, HG15-12, and R16. 

 

 
Figure A.4:  Window Latency (Length Minus Group Delay), for Windows B10, G15-07, 

HG15-12, and R16. 
 

However, as Figure A.4 shows, the added delay only really begins to affect 

signals above the once-per-month (12 cpy) frequency.  The latencies of the Rayleigh 

window (which has better spectral characteristics than the half-Gaussian) remain above 
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the comparable boxcar latency for about twice that long.  The lowest latencies are 

reached only after ~40 cpy – but by that point the windows have reduced the amplitude of 

the signal by four orders of magnitude.  Better data latency is of no value, if the signal at 

those frequencies has no power. 

Despite the instinctive appeal of a negatively-skewed window for use with a real-

time product, there would be little gain in latency at the lower frequencies which contain 

most of the signal.  For the half-Gaussian, less than a day would be gained over the 

simple boxcar, and only 3-4 days over G15-07.  The Rayleigh window, which is better 

spectrally, has a day longer latency than the boxcar and only 1-2 days less than G15-07.  

(And recall that the Gaussian window could be shortened to G13-07 with little loss in 

spectral characteristics, but a full day’s gain in latency.)  The purpose of using a 

negatively-skewed window was to move the effective center of the windowed data closer 

to the end-point, but even with the most skewed window (HG15-12), only a few days are 

gained.  Compared to this small benefit, the spectral costs of using such sharp-edged 

windows are prohibitive. 

So if near-real-time solutions are desired, Gaussian windows are advised.  

However, the SNR lessons of Chapters 7-8 still apply.  For a near-real-time product to be 

of value, the sub-monthly signal must be meaningful – otherwise users must wait 1-2 for 

months of data before knowing if the signals they see can be trusted.  But the RL04 CSR 

product does not reliably resolve much geophysical signal above 6 cpy.  Certainly the 

SNR of any signal above 12 cpy will be near 1.0 in almost all places.  If that is true, then 

the goals of a near-real-time product cannot be met regardless of the window chosen.  

Since the sub-monthly signal is not meaningful in any reliable way, it would be better for 

those users to wait those 1-2 months for a more polished product, instead. 

A near-real-time product will only be useful when the GRACE errors decline such 

that the 6-12 cpy SNR rises significantly above 1.0 across much of the world.  GRACE is 

not yet at that point. 
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Appendix B:  Effects of Groundtrack Coverage on Windows of Varying 
Lengths 

 

Throughout the course of the mission lifetime, the GRACE satellites have been 

decreasing in orbit altitude, from an initial height of just under 500 km.  For the 2005-

2007 data period primarily used in this report, the satellites’ height above the Earth 

ranged between about 470-460km.  This slow decline means that the patterns of 

groundtracks on the Earth have varied slowly throughout the mission as well.  At some 

points, GRACE’s groundtracks are well-separated.  Other times, GRACE repeats nearly 

the same pattern on the ground over and over within a month.  For example, during 

August-November 2004, the satellites fell into a deep repeat track, where they crossed 

almost the same territory every 61 revolutions or 4 days.  This sparseness in geographical 

coverage resulted in a weakening of the solutions for that period [Klokočník et al 2008]. 

The 2005-2007 time span used in this dissertation was chosen so as not to suffer 

this unusual spatial weakness.  Instead, the following three images show the typical 

groundtrack behavior throughout the span used.  Figure B.1 shows the actual 

groundtracks on used in one G14-07 solution in 2005.  Figure B.2 shows the 

groundtracks for the G30-15 window centered on the same day, and Figure B.3 shows 

them for G46-23.  The separation between tracks is typical of the 2005-2007 time span. 
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Figure B.1:  Typical groundtrack coverage for the G14-07 window. 
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Figure B.2:  Typical groundtrack coverage for the G30-15 window. 
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Figure B.3:  Typical groundtrack coverage for the G46-23 window. 

 

The colors of the tracks refer to the placement in time within the window.  Lighter 

colors mean that data is at the beginning or end of the windowed time span, and is thus 

given little weight.  Groundtracks with darker colors are those where the data is central, 

and given the most weight in the solution.  The G30-15 and G46-23 groundtracks have 

repeated coverage over the same basic track pattern.  However, the G14-07 tracks are 

only covered once.  While the longer two windows’ groundtracks are evenly spread 

across the globe, there are occasional gaps in the G14-07 pattern.  The GRACE satellites 

do not quite finish an entire repeat pattern within 14 days (at the chosen satellite altitude).  
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The lack of redundancy is particularly worrisome when it occurs at the edges of the 

window (the lighter-colored tracks), as the low weights given to that data mean signals 

there are downweighted and may be missed in the final GRACE solution.  This weakness 

could show itself as poor local behavior.  The longer windows will not have this problem.   

Any such problems will be exacerbated when there are data outages.  

Additionally, the analysis here was made for the well-conditioned 2005-2007 orbital 

period.  This time span contains no very short repeat periods, which cannot be said for the 

entire mission (as the 61/4 repeat orbit of 2004, described above, attests to).  Windows 

shorter than G14-07 will contain increasingly larger coverage gaps, even during periods 

of good groundtrack distribution.  These patterns of groundtrack coverage suggest that, 

perhaps, the G14-07 case is near a borderline between “acceptable” coverage and “not 

acceptable”, at least for a degree-60 solution.   

 

B.1:  POSSIBLE CORRELATION BETWEEN LOCAL GROUNDTRACK COVERAGE AND 
GRACE HIGH-FREQUENCY ERRORS 

 

It is reasonable to wonder if poor groundtrack coverage correlates with poor 

solution quality.  In the broader sense, this is known to be true – Klokočník et al [2008] 

demonstrated with CSR RL04 data and by simulation that the calibrated errors of 

solutions during the 61/4 deep repeat of September 2004 were higher than those of fuller 

groundtrack coverage.  This demonstrates that during times of poor coverage, the 

observations do not fit the solution as well. 

Klokočník et al used global statistics to measure this, but less dense spatial 

coverage might cause even larger local problems.  A basin might see a less-realistic 

signal if it underlies a groundtrack gap.  Alternatively, a basin directly underneath a deep-

repeat groundtrack might see less error during the last half of 2004, since it would be 

overflown more regularly.  The question of how, precisely, a “bad” groundtrack affects a 

basin-averaged signal compared to a “good” groundtrack has not been convincingly 

answered.  To test it, the nominal GRACE groundtracks were computed over 2004-2005.  
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This time span includes the 61/4 deep repeat (roughly days 180-330 of 2004), the 

transition into and out of that pattern, and almost a full year of “normal” groundtrack 

coverage in 2005.  An idea of the changing spatial coverage can be seen in Figure B.4, 

where the groundtracks of September of 2004 (the center of the 61/4 deep repeat) are 

compared to those during same month of 2005. 

 

   
Figure B.4:  Groundtracks for a the month of September in 2004 (left) and 2005 (right). 

 

High-frequency (f > 3 cpy) unconstrained GRACE solutions were made with each 

of the three windows over the same time span.  A 10°x10° square region in the middle of 

the Sahara desert (Figure B.5) was picked as a sample region, in which basin averages 

were computed.  (A pair of 5°x5° basins – roughly the size of the small Bangladesh 

region – were also tested, giving similar results.  Basins much smaller than 5° are poorly 

resolved by 60x60 harmonics and are too corrupted by external leakage to make such 

testing meaningful.)  The 20-30° latitude makes this basin near the location of maximum 

distance between parallel tracks during the 2004 repeat. 
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Figure B.5:  10°x10° square test basin in the Sahara desert. 
 

The amount of time that the satellites spent directly over the basin was computed 

each day.  This tends to be a quantized value, related to the number of orbital passes over 

the area each day.  For the 10°x10° basin above, 0, 1, or 2 passes were usually made, 

corresponding to roughly 0, 2.6, or 5.2 minutes of overhead time each day (see the black 

dots in Figure B.6). 

 

 
Figure B.6:  Amount of time the satellites spent per day directly above the 10°x10° 

Sahara test basin. 
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The time spent overhead was windowed using the G14-07, G30-15, and G46-23 

windows to create a running weighted average of groundtrack coverage (measured in 

average time per day).  The results are shown in Figure B.6.  The averaged coverage 

consists of a sinusoid with a varying beat frequency made from the altering number of 

satellite passes each day.  The beats grow in amplitude as the window length decreases.  

Over most of 2005, the coverage is relatively constant, despite the beats.  However, a 

markedly different behavior occurs in the latter half of 2004, during the deep repeat 

period.  A little counter-intuitively, for basins at least 5° wide (less in areas where the 

tracks diverge less), the deep repeat increases the amount of time spent over the basin, 

though that time is all spent carving out the same orbital rut.  The least amount of time 

spent over the basin occurs as the satellites move into and out of the deep repeat. 

One might expect the quality of the GRACE basin-averaged signal to change 

during or just before or after the deep repeat.  Alternatively, one might think that the data 

might worsen periodically in 2005, during the minimum parts of the coverage beat 

pattern.  However, no such clear behavior occurs, either in this 10°x10° basin or the 5° 

basins not shown here.  The Sahara desert was chosen because of the small anticipated 

high-frequency geophysical signal there.  Figure B.7 plots this (left axis, red line) along 

with the appropriately-windowed orbital coverage (right axis, black line) for each of the 

three windows. 

There is no particular connection between times of sub-monthly groundtrack 

repeat and unusually good or bad basin average variability.  5-10 cm basin average 

changes occur both during the middle of the deep repeat period and during non-repeat 

periods.  Nor do the ~20 day beats in 2005 correlate with sudden, unpredictable increases 

or decreases in the basin averages, even using the shortest window.  Cross-correlations 

between the coverage duration and basin average signals are scattered across all different 

frequencies at different portions of the time series.  In short, changes in the high-

frequency part of the gravity signal cannot be directly linked to groundtrack spacing 

issues, for basins at least 5° wide and Gaussian windows at least 14 days long. 
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Figure B.7:  Basin averages vs. time spent above the test basin.  Top: G14-07.  Middle: 

G30-15.  Bottom: G46-23.  GRACE series were 300 km smoothed. 
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Yet Klokočník et al and others have clearly shown the September 2004 GRACE 

solutions to be of poorer quality than those during times of better groundtrack coverage.  

Why does this not come across in the Sahara basin averages?  Klokočník et al show the 

highest degrees being affected by the poor coverage more than the lower ones, so perhaps 

the impacts are lessened by the use of a spatial average of the basin, which will tend to 

lessen high-degree and high-order signals.  Perhaps a thinner basin, placed between the 

groundtracks of the 61/4 repeat orbit, might see a bigger difference when the groundtrack 

shifts. 

Such a basin could be no more than about 3° wide, in order to avoid the 

groundtracks from August to November 2004.  If GRACE was a classic altimetry 

mission, it would be a reasonable question to ask what the solutions would look like 

inside and outside of that 3° basin.  When dealing with nadir-pointing instruments, like 

satellite altimeters, changes in groundtrack coverage drastically affect the signal seen.  

But groundtracks may not have as great an impact on GRACE because of the nature of 

the signal: the gravity changes in a basin will affect the satellite not only as it overflies 

the basin, but also as it flies along passes to the east and west.  This means that narrowing 

the basin will not truly avoid the surrounding satellite passes, even though they would not 

go directly overhead. 

Additionally, the CSR GRACE solutions are global fits to spherical harmonics, 

not local fits.  Therefore they are negatively impacted by sparser groundtrack coverage 

globally, not locally as an altimeter would be.  Poor spacing of observations creates a 

difficulty estimating 60x60 harmonics, which results in the poor fits that Klokočník et al 

and others have noted.  The local solutions will, in some way, also be worse.  But 

because of the global nature of the gravity signal and the global nature of spherical 

harmonics, that worsening quality is not directly related to the number of groundtracks 

that cross directly above a basin. 
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Glossary of Acronyms 

AESoP Advanced Estimation Solver for Parallel Systems 

cpy cycles per year  

CSR  Center for Space Research 

DFPS Degree-Frequency Power Spectrum 

DLR Deutsches Zentrum für Luft und Raumfahrt (German Aerospace 
Center) 

DPS Degree Power Spectrum 

FPS Frequency Power Spectrum 

FWHM Full-Width at Half-Maximum 

GFZ GeoForschungsZentrum (German Research Center for Geosciences) 

GLDAS Global Land Data Assimilation System 

GPS Global Positioning System 

GRACE Gravity Recovery and Climate Experiment 

GSFC Goddard Space Flight Center 

GW Ground Water  

KBR K-Band Ranging 

MSODP Multi-Satellite Orbit Determination Program 

OPS Order Power Spectrum 

RL04 GRACE Release 4  

SM Soil Moisture 

SNR Signal-to-Noise Ratio 

SWE Snow-Water Equivalent 

TWS Terrestrial Water Storage  
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