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This dissertation addresses the problem of excessive power dissipation 

during scan testing.  High power dissipation problems can be classified into two 

types: high average power dissipation and high peak power dissipation.  New 

techniques are presented in this dissertation to deal with both kinds of problems.  

All steps in a typical test generation and application flow were looked at for 

opportunities to reduce power consumption during testing.  Five techniques are 

presented in this dissertation.  A heuristic technique for static test vector 

compaction is presented, which can be applied very early in the test flow.  A 

technique to modify vectors to reduce peak power, which can be applied after test 

pattern generation has been completed, is presented.  This method requires no 

changes to the test generation software or to the circuit-under-test.  Two simple 

design-for-test techniques that can be used to reduce peak power are presented. 

These techniques require modifications to the circuit-under-test.  A vector-
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modification technique that can be applied to circuits having scan chains with 

separate clocks (a common case) is presented.  This is a middle-ground technique 

in which an existing feature of the circuit-under-test is exploited to reduce power 

consumption during testing. 
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Chapter 1: Introduction 

The topic of this dissertation is the reduction of power consumption when testing 

very large scale integration (VLSI) chips. This chapter explains why excessive power 

consumption during test is a problem that needs to be solved. 

VLSI chips dissipate heat during operation.  The amount of heat produced 

depends on the amount of power consumed by the chip.  If the heat produced is not 

removed from the silicon, the chip can overheat and be destroyed.  The heat dissipation 

during test is higher than during normal mode.  If heat dissipation during test is not 

controlled, expensive methods like special cooling mechanisms on the test floor or bigger 

packages to dissipate the extra heat might be required.  Hence there is a need for cost 

effective methods to ensure that the heat dissipation during testing is kept at manageable 

levels. 

The amount of power consumed by a CMOS circuit is proportional to the 

switching activity in the chip.  Heat dissipation problems are caused due to the average 

power consumption during testing being higher than the chip package’s ability to 

dissipate heat.  We present two techniques to alleviate the heat dissipation problem in this 

dissertation. 

High power consumption even in a single cycle in the test session can cause 

problems.  We refer to such problems as “peak power problems”.  Peak power is the 

maximum power consumed in a single cycle, over all cycles in the test session.  Peak 

power problems can occur even if there is no heat dissipation problem. 

High power consumption in a single cycle can result in much higher di/dt in that 

cycle than during normal operation (di/dt is the rate at which current is drawn by the 

chip).  The power supply architecture of the chip may not be able to supply current fast 

enough.  This can result in some memory elements changing state or in a phase locked 
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loop malfunctioning.  Either of these can cause the chip-under-test to produce values 

different from expected values for that cycle.  Such a chip would be flagged as faulty and 

discarded.  The chip might be able to work perfectly under the worst-case di/dt of 

functional mode and might be failing only because of the excessive di/dt during testing.  

Hence, high peak power during test can result in good chips being rejected, thereby 

decreasing yield and increasing cost per good chip. 

Reducing peak power is a harder problem than reducing average power, since no 

cycle is allowed to violate the peak power limit.  We present three techniques to reduce 

peak power in this dissertation. 

The industry is moving towards scan-based testing to decrease the time spent in 

the test generation process and to get high fault-coverage on complex designs.  The 

adoption of scan-based testing exacerbates the problem of power consumption during 

test. 

During shifting, each flip-flop takes the value of its predecessor in the scan chain.  

In normal mode, the value a flip-flop gets depends on the combinational logic and the 

values in the other flip-flops.  Since flip-flops get new values during scan shifting in a 

radically different manner than functional mode, there can be a much greater amount of 

switching activity during scan shifting compared to functional mode.  This can result in 

both the peak power and average power during scan testing being much greater than that 

during functional mode. 

The obvious way to solve the problem of excessive heat dissipation is to test at a 

lower frequency (i.e., use a lower clock speed than functional mode).  The heat 

dissipation will be spread over a longer period of time.  If the frequency of testing is 

made low enough, the average heat dissipation during test will match that during 

functional mode, enabling testing without improving the chip package or using extra 
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cooling mechanisms.  This method trades off power consumption for increased test time.  

Since test time is expensive, this solution unattractive. 

An obvious solution to the peak power problem involves trading off fault 

coverage for peak power.  The original test set is run and power consumption of all 

cycles is measured.  All cycles in the test session in which the power consumption is 

unacceptably high are noted.  Each of those cycles would be associated with some test 

pattern that was being shifted in.  If such test patterns were simply removed from the test 

set, the high-power cycles would likely be eliminated.  However, if the test patterns were 

removed, the faults detected by those patterns, but no other pattern, would not be detected 

any longer, leading to a decrease in fault coverage.  If the decrease in fault coverage is 

acceptable, such a method could be adopted.  However, experimental results show that 

between 30% and 100% of the original test patterns may need to be discarded for a 30% 

reduction in peak power.  This would lead to an unacceptable decrease in fault coverage.  

Hence the need for other solutions. 

To summarize, the problems of excessive heat dissipation and excessive peak 

power during test lead to increased cost for semiconductor manufacturers.  Hence there is 

a need for solutions to these problems.  Obvious solutions lead to unacceptable tradeoffs.  

This motivates research into better solutions. 

The rest of this dissertation is organized as follows.  Chapter 2 gives an overview 

of the mechanism by which power is consumed in CMOS technology and explains the 

method used to estimate power in this dissertation.  Chapter 3 explains the reasons for 

test power being higher than functional mode power.  Chapter 4 contains a broad 

classification of the possible approaches to solving the test power problem.  Chapter 5 is 

a survey of previous work. 

Chapters 6 and 7 describe techniques to deal with the problem of excessive heat 

dissipation during the test generation phase.  The method described in Chapter 6 biases 
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the static compaction algorithms of test pattern generation to generate vectors that result 

in low power consumption during scan shifting.  In Chapter 7, flip-flops are divided into 

scan chains and average power is reduced by ensuring that only some of the scan chains 

are used simultaneously. 

Chapters 8 through 10 focus on the problem of peak power reduction.  In Chapter 

8, a method is described to modify vectors generated by a test pattern generator without 

losing fault coverage such that the peak power of the modified test set is reduced.  In 

Chapter 9, a method to selectively insert test points at the outputs of certain scan elements 

in order to reduce peak power is described.  In Chapter 10, an innovative multi-phase 

clocking scheme is proposed to achieve very high reduction in peak power. 
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Chapter 2: Power Consumption in VLSI Circuits 

Complementary metal-oxide semiconductor (CMOS) technology is the most 

popular method used to manufacture very large scale integrated (VLSI) circuits.  This 

chapter provides an overview of the mechanisms by which power consumption takes 

place in CMOS circuits.  Methods to estimate power consumption in CMOS circuits are 

also discussed. 

2.1. POWER DISSIPATION IN CMOS 

An inverter designed using static CMOS style of design is shown below. The load 

capacitance CL is used to model the capacitance of the next logic stage to which the 

inverter is connected. The power dissipation characteristics of static CMOS circuits will 

be explained using the inverter as a representative circuit. 

VoutVin

CL

VoutVin

CL

 
Figure 1. Static CMOS Inverter 

When the input voltage Vin is at Vdd, the voltage level used to represent logic 1, 

the pMOS transistor circuit cuts off and the nMOS transistor operates in linear mode (i.e., 

it is turned on). A conducting path from Vout to ground is created through the nMOS 

transistor, thereby causing Vout to be pulled down to 0. When Vin is at Vss, the voltage 

level corresponding to logic 0, the nMOS transistor cuts off and the pMOS transistor is 
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turned on. A conducting path from Vdd to Vout is created through the pMOS transistor, 

thereby pulling up the output node to Vdd. 

When the input is held steady at either Vdd or Vss, one of the transistors is turned 

off, leading to zero drain current in that transistor. Due to KCL (Kirchchoff’s current law) 

and the structure of the circuit, no drain current can flow in other transistor either.  This 

leads to zero current through the output capacitor, leading to zero power consumption 

when the input is held static at logic 0 or logic 1. 

Consider the case when a Vss to Vdd transition is applied to Vin. When the input 

voltage switches from low to high, the pMOS transistor is turned off and the nMOS 

transistor starts conducting. The nMOS transistor is conducting as long as the load 

capacitance is being discharged through the nMOS transistor. Thus, the capacitor current 

is equal to the instantaneous drain current of the nMOS transistor. 

When the input switches from high to low, the pMOS transistor conducts. During 

that transition, the output load capacitance is charged up through the pMOS transistor. 

The capacitor current equals the instantaneous drain current of the pMOS transistor. 

Since electric charge from the capacitor is being transported to ground (low to 

high transition) or being transported to the capacitor (high to low transition), work is 

being done by the external power supply. In other words, dynamic power is consumed by 

circuit.  

When a square wave is applied to the input, the average power of the inverter 

turns out to be Pavg = CL Vdd2 f , where f is the frequency at which the input switches. 

A generalized static CMOS circuit to implement a combinational function g is 

shown in the figure below. Static CMOS circuits are formed by creating a parallel-

connected n-net (nMOS network) and a series-connected complementary p-net. The same 

signals (variables of the combinational function being implemented) are applied to both 

the logic blocks. 
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pMOS 
Logic 

nMOS 
Logic 

Vout 

C L 

 
Figure 2. Generalized Static CMOS circuit 

The nMOS block is designed so that it creates a conducting path for values of the 

variables for which g is 0. The pMOS block is designed so that it creates a conducting 

path for values of the variables for which g is 1. 

This circuit behaves in a manner similar to a CMOS inverter. For all possible set 

of inputs, only one of the blocks creates a conducting path. If those values are held 

steady, there is no drain current leading to zero power dissipation. When the inputs 

switch in a manner that changes the output value, current flows to ground or from Vdd to 

discharge or charge the output load capacitance leading to power consumption. 

2.2. LEAKAGE POWER 

There is a small amount of power that is consumed all the time.  This is due to 

subthreshold current, which is mainly due to diffusion between the source and the 

channel of the transistors.  However this current is orders of magnitude smaller than the 

current during switching.  Its contribution to total power consumption is very small.  

Hence this work does not consider the effect of leakage power when reductions in power 

consumption during testing are computed. 
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To summarize: The static power consumption of CMOS circuits is almost zero. 

CMOS circuits consume power when the outputs change state. The rate at which energy 

is consumed is proportional to rate at which inputs switch and the magnitude of the 

capacitances being charged and discharged. 

2.3. ESTIMATING POWER CONSUMPTION 

Given a logic circuit, the power consumed by the circuit can be estimated at 

various levels of detail. The most accurate results are obtained when the circuit is 

simulated at the layout level. At this level very accurate values for capacitive loads and 

other factors can be obtained. Secondary effects like capacitive coupling can be 

accounted for. Transistor-level simulations can be used to get less accurate results. 

Secondary effects are harder to account for since the actual layout is not known. Tools 

like SPICE can do transistor-level power estimation. The drawback of these two methods 

is that they are very computation-intensive and time-consuming. They cannot be used to 

estimate the power consumption of industrial-scale circuits as whole. They are used only 

on pieces of the circuit. 

2.4. GATE-LEVEL POWER ESTIMATION 

Gate-level power estimation is attractive because it provides good performance 

and hence can be applied to whole circuits. [Najm94] provides a survey of power 

estimation techniques. 

In most gate-level simulation methods, logic gates are assumed to be implemented 

using static CMOS. Power is assumed to be consumed in a logic gate only when the 

gate’s output changes value. 

Assuming a zero-delay model results in a simple model of power consumption. 

The zero-delay model assumes that circuit outputs settle to their final values in zero time. 

In reality, even though the inputs to a circuit may settle to their final values immediately, 
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internal nodes may make several transitions before settling to their final values.  This is 

because of the inputs to a gate may arrive at different times, due to which the output can 

transition before setting to its final value.  Each of these “wasted” transitions consumes 

power. The zero-delay model does not account for this power. These spurious transitions 

usually account for only about 20% of the power dissipated in a circuit, though it has 

been observed to be as high as 70% [Najm 94].  Accounting for power consumption due 

to glitches, requires access to the timing information of a circuit, which is not always 

available for a gate-level circuit. 

For the zero-delay model, the average power dissipated in a circuit is: 

1
2Tc

Vdd2∑
i=1

n
CiPt(xi) 

where Tc  is the clock period Ci  is the total capacitance at node xi  and n  is the 

total number of circuit nodes that are outputs of logic gates or cells. Pt(x)  is defined as 

the average fraction of clock cycles for which the value at node x  is different from its 

original value. 

Under the zero-delay model, for a single transition in the final value at the output 

a gate, the power consumed is proportional to Vdd2 CL , where CL  is the load presented 

by the gate’s fanouts. If all gates are assumed to have approximately the same input 

capacitance, CL  will be proportional to the number of fanouts, Nf , the gate has.  Hence 

the power consumed for a single transition is proportional to Nf  (since Vdd  is a constant, 

it can be ignored). 

To model the capacitances of gates in the zero delay model, a transition is 

weighted by the number of fanouts of the gate on whose output the transition occurred.  

The total power consumed in the whole circuit is formed by summing the power 

consumed in each gate in the circuit.  This is the model of power consumption used in 

related literature and in this dissertation also. 
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Chapter 3: Test Power 

Power consumption during test is of a different kind and magnitude compared to 

power consumption during functional operation.  The mechanisms in functional mode 

that are used to reduce power consumption during normal mode may not be usable in test 

mode.  This chapter explains why power consumption during test is higher than power 

consumption during normal mode.  The effects of high power consumption are also 

described, hence motivating why high test power is a problem that must be addressed. 

3.1. TEST POWER VS. FUNCTIONAL POWER 

Test power is power consumed during manufacturing test of VLSI circuits. 

Functional power is the power that is dissipated during normal operation. As explained in 

the previous chapter, the power dissipated in a circuit is proportional to the amount of 

switching activity that takes place.  It has been observed that the power consumed by a 

VLSI circuit during test is more than that during normal operation because, during test, 

more switching takes place in test mode than during functional mode. 

In functional mode, relatively few flip-flops change between consecutive states. 

However a large number of flip-flops can change between consecutive states in test 

mode. This is because shifting values into the scan chains can result in a large number of 

simultaneous transitions (e.g., scanning in a pattern like 1010…).  Many more transitions 

are being injected into the circuit through the scan elements, which cause transitions to 

occur in the combinational logic of circuit, leading to more power consumption than 

during normal mode. 

Furthermore, since the test pattern can contain arbitrary values, shifting can place 

the circuit in high-power states that it would never have reached in normal mode.  This 

can result in high power consumption even with relatively few transitions at the inputs. 
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The power dissipation during normal mode is less than the maximum possible 

because not all of the logic of the circuit is exercised at all times. For example, in a 

microprocessor, several units may be idle waiting for dependences or memory operations 

in every cycle. 

However this is not necessarily the case in test mode.  Since testing is an 

expensive process, test sequences are designed to be as small as possible while 

simultaneously being as exhaustive as possible.  In order to keep the length of the test 

session as small as possible, test generation programs generate vectors that exercise and 

test several sub-units of a chip simultaneously.  This can lead to test power being higher 

than functional power. 

3.2. PROBLEMS DUE TO EXCESSIVE TEST POWER 

Excessive heat dissipation during test causes two problems [Wang 97a, Johnson 

00]. One is that chips can be permanently damaged due to excessive heat.  If the test 

power is high, special cooling equipment might be required on the test floor to cool chips 

as they are tested, in order to non-destructively test them.  This can add to test cost. 

During test, power is supplied to the circuit-under-test through probes, which 

have higher inductance than the connections in a system.  The power/ground noise 

experienced by the chip is given by Ldi/dt where L is the inductance of the probe and 

di/dt is the rate of change of current through the probe.  If the di/dt is higher than during 

normal operation, the increased noise can erroneously change the state of logic lines, 

thereby causing some good chips to fail the test.  This failing chip might work perfectly 

under the di/dt limits of functional operation and may fail only because of the high di/dt 

of test. 
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3.3. AVERAGE TEST POWER PROBLEMS 

Research into test power reduction techniques is important because solving test 

power problems using the obvious solutions costs money. 

There are two obvious solutions to the average test power problem.  Upgrading 

the package to make it capable of removing test power will solve the problem of 

excessive heat generation during test. This is not a viable solution because larger 

packages are more expensive. Since test is a one-time event for the vast majority of chips, 

this cost increase is hard to justify. 

The second option is to simply test the chip at a lower frequency.  Since the total 

switching activity is spread over a longer period of time, the average power is reduced.  

The problem with this solution is that at-speed tests meant to detect delay faults cannot be 

run.  More importantly, decreasing test frequency directly increases test time. Since tester 

socket time is very expensive, this solution results in an increase in test cost and is hence 

unattractive. 

3.4. PEAK POWER PROBLEMS 

The problems caused due to the high di/dt are referred to in this dissertation as 

“peak power problems”.  Peak power is the maximum power consumed in any single 

cycle in the test session.  In this section, we show that reducing the peak power reduces 

the maximum di/dt by a proportional amount. 

The power consumption in a single shift cycle during scan testing of an ISCAS89 

benchmark circuit when all scan elements are shifting is shown in Figure 3.  Figure 4 

shows the power consumption for the same cycle when half the scan elements are shifting 

and the other half are held at their old values.  These graphs were obtained by simulating 

the shift cycle using SPICE.  The graphs for other circuits look very similar to these. 

The power before the clock edge at 10ns is zero and rapidly reaches the 

maximum.  It falls back to zero very soon after the clock edge is applied.  The maximum 
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value of power in Figure 4 is about half of that in Figure 3.  This corresponds to the 

maximum current in the second case being half of the maximum current in first case.  A 

key observation is that the time taken to reach the maximum value is the same (about 

0.2ns) in both cases. 

di/dt depends on the difference between the initial and final values of current and 

on the time taken to reach the final value.  The time taken is the same and the initial value 

is 0 in both cases.  Therefore if the peak power is reduced, the peak di/dt during the test 

session will also be reduced. 
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Figure 3. Power Consumption with all Scan Elements Shifting 
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Figure 4. Power Consumption with Half of Scan Elements Shifting 
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In summary, high average power dissipation during test can result in chips being 

destroyed during test and high peak power problems can result in good chips being 

marked as faulty.  Hence there is a need for efficient methods to solve these problems. 
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Chapter 4: Classification of Solution Approaches 

This chapter describes the categories into which solutions to the test power 

problem can be classified. 

Test generation oriented methods: Automatic test pattern generation tools (ATPG) 

are used to generate test patterns for the circuit to be tested.  The heuristics in an ATPG 

can be skewed in such a manner that the test set produced by the ATPG will result in 

lower average or peak power when applied.  We refer to such methods as test-generation 

oriented methods. 

Test application oriented methods:  It may not possible to change the heuristics in 

an ATPG due to unavailability of its source code.  Or the test set may be supplied by the 

vendor of a core used in a system-on-chip and the customer may be unable to generate a 

new test set for the core due to lack of information about the internals of the core.  In 

these cases, one way to reduce test power is by post-processing the pre-generated test set 

to derive a new test set.  The post-processing should be done in such a manner that 

average- or peak power is reduced without sacrificing fault coverage.  We refer to such 

methods as test application oriented methods. 

Design-for-test oriented methods:  Modifications can be made to the circuit being 

tested in such a manner that test power is reduced.  We refer to such methods as design-

for-test oriented methods. 

In this dissertation, approaches to solving test power problems from all three 

categories are presented. We now describe the advantages and disadvantages of the three 

approaches. 

4.1. TEST GENERATION ORIENTED METHODS 

This approach is highly suitable for combinational circuits.  This is because the 

ATPG knows in detail what the sequence of values that will be applied to the inputs of 



 16 

the circuit during the test session is.  Since the tester directly controls the inputs to the 

circuit in every clock cycle (see Figure 5), the ATPG has the freedom to assign arbitrary 

values in every clock cycle to the inputs of a combinational circuit. 
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Figure 5. Testing a Combinational Circuit 

Due to the detailed knowledge available to the ATPG and ease with which 

arbitrary inputs can be controlled at arbitrary clock cycles, test generation oriented 

solutions are successful for combinational circuits. [Wang 97a] describes such a 

technique. 

However, applying test generation based techniques to reduce peak power in 

circuits with scan is much harder.  The assignments made by ATPG affect only the 

capture cycles.  However power consumption in shift cycles must also be considered 

since peak power problems can occur during shift cycles too.  The ATPG would have to 

consider peak power problems when a vector it generates is shifted in and its response 

shifted out.  A different assignment to the inputs will have to be considered for each shift 

cycle.  If there were a large number of scan elements, there would be large number of 

shift cycles to be considered for every vector.  ATPGs generate tests by incrementally 

assigning values to the inputs of the circuit.  Power violations for all cycles would need to 

be checked after every assignment to the inputs, which is expensive. 

ATPGs use dynamic and static compaction to reduce test set size.  These steps 

will have to become more complicated if peak power guarantees are to be met.  

Moreover, during shifting a scan chain contains both the contents of current vector and 
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the response of the previous vector.  If this is ignored, a peak power violation could still 

occur while shifting a vector that would not have had violations when shifted with all 

scan elements preset to zero or one.  Due to these reasons, solving peak power problems 

during ATPG is hard. 

4.2. TEST APPLICATION ORIENTED METHODS 

Post-processing-based methods are suitable for scan designs, where handling the 

problem in ATPG is too complicated.  Techniques like splitting a single vector into 

multiple vectors that detect all faults detected by the original vector, reassignment of 

unspecified bits and reordering patterns can be used to solve power problems.  Since 

these methods work on an already generated test set, the degrees of freedom available are 

less and hence these techniques are simpler to implement as post-processing steps than as 

heuristics in the ATPG. 

An advantage of these methods is that the user can supply limits on test power 

and operations can be carried out until the limits are satisfied. 

4.3. DESIGN-FOR-TEST ORIENTED METHODS 

In methods of this type, the causes for test power problems are analyzed and 

modification are made to the circuit such that the test power problems are alleviated.  

Usually, the design modification results in fewer transitions being injected into the circuit 

than would be the case if the modification were absent. 

These methods are of two types.  The modifications to be made can independent 

of the test set. Or the modifications can be made in an automated manner by considering 

the test set that will applied and tuning the modifications to work well with that test set. 

A disadvantage of most methods in this category is that the methods cannot be 

adjusted at a fine-grain level to satisfy user-supplied limits on test power.  Making 

changes to a circuit results in additional hardware overhead.  Hence it is useful to be able 
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to have fine-grain control over the method to limit the amount of overhead incurred.  

Changes will have to made at very high level if the reduction in test power is found to be 

unsatisfactory (e.g., if the method depends on partitioning the circuit, and splitting into 

two partitions does not help enough, the circuit would have to be divided into three 

partitions.) 

However, a DFT technique that can be adjusted in a fine-grain manner to reduce 

peak power to less than a user-supplied limit is described in this dissertation. 
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Chapter 5: Survey of Related Work 

There has been previous research into how test power can be reduced. This 

chapter summarizes some of the previous work. See [Bonhomme 02] for a more detailed 

survey. 

5.1. WANG AND GUPTA, “ATPG FOR HEAT DISSIPATION MINIMIZATION 

DURING TEST APPLICATION” 

Wang and Gupta [Wang 94] proposed a modified ATPG algorithm to generate a 

test with reduced power dissipation without losing fault coverage. The ATPG algorithm 

is based on PODEM [Goel 81]. The method proposed is applicable to circuits where the 

tester directly controls all circuit primary inputs and directly observes all primary outputs 

i.e., non-scan circuits. 

Three new cost functions are defined. Transition Controllability Cost of a line is 

the minimum number of transitions required to set that line to a desired logic value. 

Transition Observability Cost is minimum number of transitions required to propagate a 

fault to some primary output. Test Generation Cost is the sum of transition controllability 

cost and transition observability cost.  These functions depend on the previous vector that 

was generated and need to recalculated for each node after each vector is generated by 

the algorithm.  The PODEM algorithm’s choice of which path to propagate the fault is 

affected by these cost functions.  The authors show a reduction in average weighted 

transitions between successive vectors of between 2 and 23 times. 

5.2. WANG AND GUPTA, “ATPG FOR HEAT DISSIPATION MINIMIZATION 

DURING SCAN TESTING” 

Wang and Gupta [Wang 97b] proposed a modified ATPG algorithm to reduce the 

power dissipation of scan circuits. There are some inputs of the CUT (e.g., primary inputs 
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of a sequential circuit) that are directly controllable and observable and others that are 

controlled and observed using scan (e.g., state flip-flops). 

The key idea is that during scan-in and scan-out operations, the directly 

controllable primary inputs are unused and idle. Arbitrary assignments can be made to the 

directly controllable inputs. Judiciously chosen values can block the transitions caused 

due to the shifting of bits in the scan chain as the old outputs are scanned out and new 

inputs are scanned in, hence saving power.  The unspecified values of the ATPG are 

further specified in a manner that reduces the number of transitions when vectors are 

shifted in. 

5.3. DABHOLKAR AND CHAKRAVARTY, “TECHNIQUES FOR MINIMIZING POWER 

DISSIPATION IN SCAN AND COMBINATIONAL CIRCUITS DURING TEST APPLICATION” 

There are two factors that affect the dissipation of power in a full scan circuit. 

One is the order in which vectors are applied to the circuit and the other is the ordering of 

flip-flops in the circuit. Dabholkar and Chakravarty proposed a method that accounts for 

both factors [Dabholkar 98]. 

A graph is constructed with each vector in the test set corresponding to a node. 

The edge weights of the edge (a,b) is the power that is dissipated when vector b is applied 

after vector a. This is a complete graph. The problem of finding a test vector order that 

minimizes power consumption reduces to finding a Hamiltonian path through the graph 

such that the sum of the edge weights is minimized. They achieve between 1.2% and 

13.8% reduction in average number of transitions per vector. 

To account for the effect of scan cell ordering on power consumption, 50 random 

permutations of scan flip-flops are considered. Each permutation is optimally reordered 

using the previously described approach. The permutation with the least power 

consumption is declared to be the best ordering of flip-flops. They achieve between 7.9% 

and 19.2% decrease in average number of transitions per vector. 
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A more systematic method is to initially choose a random ordering and use 

simulated annealing used to arrive at a better ordering. At each step, two vectors are 

chosen to exchange places. This corresponds to the selection of a random neighbor in 

simulated annealing. Reduction in transitions is between 11% and 26% are achieved. 

5.4. WANG AND GUPTA, “DS-LFSR: A NEW BIST TPG FOR LOW HEAT 

DISSIPATION” 

Wang and Gupta proposed a method to reduce power consumption during BIST 

[Wang 97a] for combinational circuits.  The key idea is to have two smaller LFSRs 

instead one larger LFSR.  One LFSR operates at normal speed and the other operates at a 

fraction of the other’s speed. 

The values produced by a 4-bit LFSR can be rearranged as follows: 0101, 0110, 

0111, 0100, 1001, 1010, 1011, 1000, 1101, 1110, 1111, 1100, 0001, 0010, 0011, 0000.  

For combinational tests, the order in which vectors are applies doesn’t matter.  Consider a 

2-bit LFSR that is operated at normal speed to produce the sequence 01, 10, 11, 00 and 

another 2-bit LFSR that operates at ¼ of normal speed to produce 01, 10, 11, 00. 

The reordered values for the 4-bit vector can be created by using the output of the 

slow LFSR as the 2 most significant bits of the test pattern and bits of the normal speed 

LFSR as the two least significant bits. 

In this scheme, the most significant two bits only change value once every 4 

cycles.  Since the number of transitions in those bits is reduced, there will be reduction in 

power consumption if the reordered test set were applied to a circuit. 

The paper gives heuristics to decide which bits of the test pattern should be put in 

the slow LFSR and what should be sizes of the normal speed and slow LFSR. 
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5.5. WANG AND GUPTA, “LT-RTPG:  A NEW TEST-PER-SCAN BIST TPG FOR 

LOW HEAT DISSIPATION” 

Wang and  Gupta proposed a method to reduce power dissipation during BIST of 

serial scan designs [Wang 99]. Consider a CUT being driven by an m-stage LFSR. The 

conventional technique is to drive the scan chain input with the output of the last stage of 

the LFSR. In the proposed method k of the LFSR’s stages are tapped and ANDed 

together. The resulting output is used to drive a T flip-flop. The output of the T flip-flop 

drives the scan chain. 

The T flip-flop holds the previous value until the input of the flip-flop is assigned 

1. Since the T flip-flop input is driven by an AND gate, the probability of a 1 appearing at 

the T flip-flop’s input is 1/2k .  The number of transitions in the scan chain is reduced, 

and hence test power is also reduced. 

The properties of the patterns generated by the LT-RTPG depend on k and also on 

which stages of the LFSR are tapped. Considerations when choosing the stages to be 

tapped are given. Experimental results show that the modified LT-RTPG has about 50% 

of the transitions of that of an unmodified LFSR with negligible degradation in fault 

coverage. 

5.6. KAJIHARA ET AL, “TEST VECTOR MODIFICATION FOR POWER REDUCTION 

DURING SCAN TESTING” 

In this method, bits of test patterns that can be reassigned to new values without 

decreasing fault coverage are identified [Kajihara 02].  These bits are assigned new 

values in such a manner that switching activity is reduced when these vectors are shifted 

in.  Input values of scan elements close to the scan output pin are prioritized for 

reassignment because the values of the scan elements will be shifted through many scan 

elements before arriving at their final destination.  Reduction in average power of 

between 30% and 50% are reported for compacted test sets. 
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5.7. LEE, “ADAPTING SCAN ARCHITECTURES FOR LOW POWER OPERATION” 

[Lee 00] describes method to add extra hardware to divide a single long physical 

scan chain into multiple shorter logical scan chains.  The interface to the tester is 

unchanged, so the modified CUT appears to have a single long scan chain when viewed 

from the external world.  Extra circuitry is added to the CUT to ensure that the virtual 

scan chains are shifted in one at a time.  Since only one of the scan chains is shifting at 

any one time, the number of transitions injected in to the circuit during scan shifting is 

reduced, thereby reducing power consumption.  The internal circuitry uses a counter to 

decide what scan chain should be loaded.  In [Lee 01], an enhancement to this method 

was proposed that obviates the need for the counter. 

5.8. GERSTENDÖRFER  AND WUNDERLICH, “MINIMIZED POWER CONSUMPTION 

FOR SCAN-BASED BIST” 

This method is targeted average power and is applicable to scan chains with mux-

D scan cells [Gerstendörfer 99].  An extra gate is added to the output of the scan cell to 

hold the value applied to the combinational part of the circuit at a constant value of either 

logic 1 or logic 0 during shifting.  Due to this, the number of transitions introduced into 

the circuit during shifting is zero, resulting in a drastic reduction in average power.  The 

disadvantage of this approach is that the extra gate present in the functional path of the 

circuit, where it can have an adverse performance impact.  Reduction in average power of 

between 70% and 85% is reported. 

5.9. BASTURKMEN AND REDDY, “A LOW POWER PSEUDO-RANDOM BIST 
TECHNIQUE” 

The scan chains in a circuit are divided into groups say G1, G2, G3 .. GK, each of 

which can contain multiple scan chains [Basturkmen 02].  The BIST controller operates 

group G1 for N1 cycles, then group G2’s contents are replaced once.  After G1 is operated 

for N1 more cycles, G2’s contents are replaced again.  After G2’s contents are replaced N2 
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times, group G3’s contents are replaced once and so on.  After GK has been replaced NK 

times, one phase of testing is said to have been completed.  In the next phase, G2 takes 

the place of G1, G2 takes the place of G3 and so on (G1 takes the place of GK).  Rotating 

the groups’ priorities ensures that the same number of pseudo-random bits is applied 

through every group. 

Power consumption is reduced because only of the groups of scan chains is used 

at any time.  The drawback of this scheme is that a substantial increase in test time is 

required to maintain fault coverage.  Reduction in average power of about 60% and 

reduction in peak power of between 30% and 45% is reported. 
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Chapter 6: Static Compaction Techniques to Control Scan Vector 
Power Dissipation 

In this chapter, we describe a method to reduce average power dissipation.  We 

introduce a new heuristic for static compaction that be used to reduce the power 

consumption of the compacted test set.  This heuristic can be incorporated into existing 

automatic test generation tools.  This is a test generation oriented approach to the test 

power problem.  This work was published at the VLSI Test Symposium, 2000 

[Sankaralingam 00]. 

6.1. INTRODUCTION 

It has been observed in industry that compacting scan vectors greatly increases the 

power dissipation for the vectors (generally the power becomes several times greater).  

The compacted scan vectors often can exceed the power constraints and hence cannot be 

used.  Going back to the uncompacted scan vectors solves the power problem, but the 

uncompacted test set needs a lot of tester memory.  Tester memory reloads are very time 

consuming and greatly increase test costs.  We looked into how scan vector compaction 

increases power consumption and developed a procedure to compact scan vectors as 

much as possible without exceeding the constraints on average power and peak power. 

Note that it is always possible to reduce average power during scan testing by 

simply scanning at a lower frequency.  However, this comes at the cost of test time, and it 

does not help with the problem of peak power.  Another solution is to add additional 

circuitry to the scan elements to hold the outputs at a constant value during scan.  The 

drawback of this approach is the area and performance overhead that it incurs. 

The method described here works by changing the heuristics used during static 

compaction of test vectors.  The proposed static compaction procedure minimizes power 

without adding additional hardware. 
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6.2. OVERVIEW OF STATIC COMPACTION 

After an ATPG tool finds test cubes, static compaction is performed to reduce the 

number of test cubes.  Static compaction is the process of merging two compatible test 

cubes into one.  Test cubes are compatible if in every bit position where either of the test 

cubes has a specified value (1 or 0), the other test cube either has the same specified 

value or an unspecified value (X).  For example, 11XX0 is compatible with 1X0X0 but is 

not compatible with 011X1 because there is a conflict in the first and last bit position.  A 

conflict arises when two test cubes have opposite specified values in a particular bit 

position.  Merging two compatible test cubes involves forming a single test cube in which 

only bit positions where both test cubes have X’s remain as X’s.  In all other bit 

positions, one or both of the test cubes have a specified value, which is incorporated into 

the merged test cube.  For example, merging 11XX0 with 1X0X0 forms the test cube 

110X0.  During static compaction, test cubes are considered two at a time, and 

compatible test cubes are merged to form a single test cube.  This continues until no pair 

of test cubes can be merged. 

After static compaction is performed, the remaining X’s are filled with specified 

values and the test vectors are fault simulated in reverse order.  Any test vector that 

doesn’t detect any new faults is removed from the test set.  The conventional approach 

for filling the X’s in the test cubes is to do a random fill (R-fill).  R-fill involves replacing 

the X’s randomly with 1’s and 0’s.  The idea behind R-fill is that it increases the chance 

of detecting additional faults with a single test cube to hopefully eliminate the need for 

other test cubes so they will be dropped from the test set when it is reverse fault 

simulated.  R-fill is a sub-optimal heuristic in terms of power, however.  Randomly 

filling the X’s may result in a lot of transitions when scanning the vectors into the scan 

chain, which may result in a lot of switching activity in the circuit.  When power is a 

consideration, it is generally better to use a minimum transition fill (MT-fill).  MT-fill 
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involves filling strings of X’s with the same value to minimize the number of transitions.  

For example, when filling the test cube 01XX10, it would be best to fill the string of X’s 

with 1’s, i.e., 011110.  For each string of X’s in a test cube, if the specified bits on either 

side of the string have the same value, then the string of X’s should be filled with that 

value to minimize the number of transitions.  If they have opposite values, then it doesn’t 

matter which value the string of X’s is filled with.  For example, when filling 

0XX01X1X0, the first two X’s should be filled with 0’s, the third X should be filled with 

a 1, and the last X could be filled randomly with either 0 or 1.  While MT-fill minimizes 

power, the drawback is that it may not be as effective as R-fill for detecting additional 

faults.  Consequently, the reverse fault simulation step may not drop as many test vectors 

from the test set when MT-fill is used compared to when R-fill is used. 

If the initial test cubes are not statically compacted, but simply filled with MT-fill, 

then the resulting test set will provide the minimum number of transitions per test vector 

for that initial set of test cubes.  When two test cubes a and b are merged, the number of 

transitions in the resulting test cube c is never less than the maximum number of 

transitions in either a or b after MT-fill.  This is because test cube c can be formed by 

specifying X’s in either test cube a or b.  There is no way to specify X’s in either test 

cube a or b so that there are fewer transition than MT-fill.  Hence, the peak power is 

minimum for the initial test cubes, and it monotonically increases as static compaction is 

performed, i.e., it can never decrease. 

Before presenting the static compaction procedure for minimizing power, we first 

discuss how we the estimate power consumed by a scan vector as it is shifted in. 

6.3. ESTIMATING POWER FOR SCAN VECTORS 

We assume an architecture in which the circuit-under-test (CUT) is embedded in a 

larger design and that its flip-flops and primary inputs are both fed from scan chains.  In 
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such an architecture, all switching activity during scan-in is due to the transitions in the 

scan chain. 

Consider the case of a CUT with four scan flip-flops and a vector 1011 being 

scanned in.  Let the scan flip-flops be initially set to 0000.  After the first clock when first 

input has been scanned in, the scan flip-flops will be 1000.  The state of the first flip-flop 

will have changed from 0 to 1.  This change in the flip-flop will cause other gates in the 

CUT to switch.  The number of circuit elements that switch depends on the actual circuit.  

At the second clock, the flip-flops will be 1100.  This change now results in a change in 

the second flip-flop but no change in the first flip-flop.  At the third clock, the flip-flops 

will be 0110.  The first, second and third scan flip-flops now switch. 

This process continues until the complete test vector has been scanned in.  The 

test vector is then applied to the CUT and the output response is captured back in the scan 

chain.  As the next scan vector is scanned in, the output response from the previous 

vector is scanned out to the tester.  Transitions in the output response being scanned out 

will also cause switching activity.  We can divide the power dissipation during scan test 

into two parts.  The scan-in power, which is due to transitions in the test vectors, and 

scan-out power which is due to transitions in the output response. 

The proposed static compaction procedure attempts to find a test vector set that 

minimizes the power dissipated during scan testing.  In order to do this, a means for 

comparing the power dissipated by two vectors is needed.  The most accurate results 

would be obtained by using a circuit simulator to actually find the number of circuit 

elements that switch when a vector is scanned in.  This process of using a simulator is 

expensive in terms of execution time.  A simple heuristic is needed for comparing the 

power dissipated by two vectors.  We present such a heuristic below. 

Every vector does not dissipate the same amount of power.  Consider the scan 

vector in Figure 6.  It has two transitions.  When this vector is scanned into the CUT, 
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Transition 1 passes through the entire scan chain. This transition dissipates power at 

every flip-flop in the scan chain. On the other hand, Transition 2 dissipates power only at 

the first scan flip-flop during scan in.  The number of scan flip-flop transitions caused by 

a transition in a test vector being scanned in depends on its position in the test vector.  In 

this example where there are 5 scan flip-flops, a transition in position 1 (which is where 

Transition 1 is) would be weighted 4 times more than a transition in position 4 (which is 

where Transition 2 is).  The weight assigned to a transition is the difference between the 

size of the scan chain and the position in the vector in which the transition occurs.  

Similar reasoning can be applied for scan-out vectors. 

1 0 0 0 1 Scan Chain

Transition 1

Transition 2  
Figure 6. Transitions in Scan Vector 

 

Hence, the power dissipated when applying two vectors can be compared by 

counting the number of weighted transitions in the vector. The number of weighted 

transitions is given by: 

Weighted_Transitions = Σ (Size_of_Scan_Chain - Position_of_Transition) 

Given a vector, we apply the weighting rule and derive the number of weighted 

transitions.  If vector a has more weighted transitions than vector b, then vector a is 

assumed to dissipate more power than vector b. 

We present a graph to validate this heuristic.  A series of test vectors was applied 

to a circuit using a digital circuit simulator that simulates the scan-in and scan-out 

operations.  As the vectors were applied, we counted the number of circuit elements 

(gates) in the circuit that changed state.  This is a measure of how much power would be 

actually dissipated in the circuit. We then calculated the number of weighted scan-in 

transitions and weighted scan-out transitions. We plotted a graph of the sum of average 
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weighted scan-in transitions and average weighted scan-out transitions versus average the 

number of circuit elements that make transitions in the CUT.  The results can be seen in 

Figure 7.  The two quantities are closely correlated.  In our algorithm, when we need to 

estimate the power dissipated by a vector, we use the number of weighted transitions as 

the measure.  For the remainder of the chapter, we will measure power in terms of flip-

flop transitions. 

The degree of freedom that we have in static compaction is in how to specify the 

X’s in the test cubes.  Trying to minimize both the scan-in and scan-out power during 

static compaction is a difficult problem.  Scan-in transitions can be directly controlled by 

filling the X’s in the test cubes in a way that reduces the number of transitions.  Scan-out 

vectors are dependent on the scan-in vectors and the relationship between the two 

depends on the function implemented by the CUT.  Determining the effect of filling X’s 

in the test cubes on the scan-out vectors requires circuit simulation.  In order for the static 

compaction procedure to be efficient enough to use for industrial designs, we cannot 

afford the time required to compute the effect of each decision on the scan-out vectors.  

Hence, we just focus on minimizing scan-in power. 
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6.4. STATIC COMPACTION PROCEDURE FOR MINIMIZING POWER 

During static compaction, test cubes are merged and unspecified X values get 

specified.  Let Tran_Count(A) be the number of transitions in test cube A, and 

Tran_Count(B) be the number of transitions in test cube B. Then if test cube A and B are 

merged to form test cube C, then the number of transitions in test cube C, 

Tran_Count(C), will be greater than or equal to the maximum of Tran_Count(A) and 

Tran_Count(B): 

Tran_Count(C) ≥ MAX [Tran_Count(A), Tran_Count(B)] 

In some cases, the number of transitions in the merged test cube can be much 

larger than in either of the original test cubes.  Consider the case where the test cube:  

0X0X0X is merged with X1X1X1 to form 010101.  The original test cubes had 0 

transitions, but the merged test cube has 5 transitions. 

Conventional static compaction procedures randomly merge compatible test 

cubes.  However, merging some pairs of test cubes can result in a test cube with a large 

number of transitions whereas merging others would not increase the number of 

transitions by much.  If the wrong test cubes are merged, the power can increase 

dramatically.  So the idea behind our proposed static compaction procedure is to direct 

the process of selecting which test cubes to merge in a way that avoids generating merged 

test cubes with large numbers of transitions.  In so doing, we try to minimize power in the 

final test set.  

Our procedure for static compaction can be stated as follows. 
 

Create_Cost_Graph(); 

While vectors_can_be_combined() Begin 

 Select_a_pair_to_be_combined(); 

 Combine_the_vectors(); 

 Update_Cost_Graph(); 

End 
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We begin by forming a cost graph.  There is one node for each test cube.  For 

each pair of compatible test cubes (a, b), an edge is placed between the corresponding 

nodes.  The weight attached to the edge is the increase in power that results from 

removing a and b from the test set and applying the merged vector ab instead.  

In each iteration of the procedure, we select a pair of test cubes to be combined.  

The objective is to pick pairs of test cubes so that the average power or peak power is 

minimized.  The problem is complex as the graph changes each time a test cube pair is 

merged because two nodes are replaced by a single node.  The procedure chooses the test 

cube pair using a greedy heuristic.  The pair of nodes with the smallest edge weight is 

selected in each iteration.  When two test cubes are combined, the graph can be quickly 

updated.  The old nodes and their edges to other nodes are no longer valid.  The two 

nodes are removed and a new node representing the combined vector is created.  The 

procedure continues until no two vectors can be combined. 

If there is a constraint on average power during test for some CUT, the average 

power can be monitored during each iteration of the static compaction procedure and the 

procedure can stop if the average power reaches a certain threshold. 

If there is a constraint on peak power for some CUT, the procedure is modified in 

the following way.  When the edges are added to the cost graph, a check is made to see if 

merging a pair test cubes would cause the peak power to exceed the constraint.  If so, 

then the edge between the corresponding nodes is not added to the graph.  This prevents 

the static compaction procedure from violating the peak power constraint. 

If there are N test cubes, then the cost graph has N(N-1)/2 nodes.  Thus the 

procedure is quadratic in the number of test cubes.  If the number of test cubes is large, 

the procedure can be sped up by not constructing the full graph.  A graph that is linear in 

the number of test cubes can be used instead.  In every iteration, one test cube is 
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randomly selected.  Only edges between the selected test cube and all the other test cubes 

are computed.  The minimum cost edge is then selected. 

6.5. EXPERIMENTAL RESULTS 

We implemented the proposed static compaction procedure and compared it with 

conventional static compaction where test cubes are randomly merged.  In both cases, all 

remaining X’s were filled with Minimum Transition Fill as described in Sec. 6.2.  The 

number of vectors remaining and the average weighted scan-in power and the peak power 

was recorded at every step in the algorithm.  The results for some of the largest ISCAS 89 

circuits [Brglez 89] are shown in the figures. 

We show two plots for each of the circuits. We show a plot of average power 

versus the number of test vectors. As the number of vectors decreases the average power 

increases. This is because the average number of transitions per vector increases due to 

the merging of vectors.  For all circuits, the average power of the proposed static 

compaction procedure is much less than that of conventional static compaction.  All the 

circuits have a characteristic “knee” in the graph where the average power rises rapidly 

with a small decrease in the number of test vectors. Looking at graphs like these, the 

designer can decide to sacrifice a small amount of compression and gain a lot in power 

savings. We have marked two points of interest on the graph. One is where there is a 

large difference (2 to 3 times) in the power between conventional static compaction and 

the proposed procedure. The other point is when our procedure terminates. We compare 

the power dissipated at that point in our procedure and in conventional static compaction. 

We show another plot of the peak power of the test set versus number of vectors. 

The peak power is the maximum number of transitions that occur in a single test vector in 

the entire test set at that stage. The average number of transitions per vector increases 

when vectors are combined. Hence as expected, the peak power increases as the number 
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of vectors decrease. For all circuits the proposed static compaction procedure has much 

lower peak power compared to conventional static compaction. 
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Figure 8. Results for s9234 
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Figure 9. Results for s13207 
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Figure 10. Results for s15850 
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Figure 11. Results for s38584 
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Chapter 7: Reducing Power Dissipation During Test Using Scan 
Chain Disable 

We describe a method that can be used to reduce average power consumption 

during testing.  This work was published at the VLSI Test Symposium [Sankaralingam 

01].  This method exploits a commonly present feature of designs to reduce average 

power consumption.  This method is falls in the middle ground between of test 

application oriented methods and design-for-test oriented methods.  It partly a test 

application oriented method because vectors generated by an ATPG are used.  It is partly 

a design-for-test oriented method because it requires that a certain feature be present in 

the circuit to be tested. 

7.1. INTRODUCTION 

The core of the method described in this chapter idea is that given a full scan 

module or core that has multiple scan chains, the test set can be generated and ordered in 

such a way that some of the scan chains can have their clock disabled for portions of the 

test set.  Disabling the clock prevents flip-flops from transitioning, and hence reduces 

switching activity in the circuit.  Moreover, disabling the clock also reduces power 

dissipation in the clock tree, which often is a major source of power.  The only hardware 

modification that is required to implement this approach is to add the capability for the 

tester to gate the clock for one subset of the scan chains in the core.  A procedure for 

generating and ordering the test set to maximize the use of scan disable is described.  

Experimental results are shown indicating that the propose approach can significantly 

reduce both logic and clock power during testing. 

There are two sources of power dissipation during scan testing.  One is the power 

dissipated when the outputs of logic gates in the circuit switch, which will be referred to 

here as “logic power”, and the other is the power dissipated in the clock tree each time 
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the clock makes a transition, which will be referred to here as the “clock power.”  The 

total power during scan testing includes both the logic power and the clock power.  

Results in [Pouya 00] suggest that clock power is a significant component of the total 

power during testing.  The approach presented here reduces both logic power and clock 

power. 

The idea proposed here is that given a module or core that has multiple scan 

chains, we generate and order the test set in such a way that some of the scan chains can 

have their clock disabled for portions of the test set.  For example, suppose a core has 8 

scan chains and 300 test vectors.  If we can generate and order the test vectors in such a 

way that we do not need to clock 4 of the scan chains for 200 of the test vectors, then we 

can reduce the total power (both logic power and clock power) during test by roughly 

33%.  When the clock is disabled for 4 of the scan chains, the contents of those scan 

chains remain constant, which reduces circuit switching hence reducing logic power.  

Moreover, the clock power is reduced by a factor of two because half of the scan 

elements in the circuit are not clocked. 

The reason the proposed approach is highly effective is that most of the test 

vectors in a test set target a small set of hard faults which are localized in certain hard-to-

test regions of the circuit with poor controllability or observability.  The scan elements 

that are not needed for driving the inputs or capturing the outputs of the hard-to-test 

regions of the circuit can have their clock disabled for many of the test vectors in the test 

set without losing fault coverage.  This fact is exploited to reduce both logic power and 

clock power in the proposed method 

This methodology can be used for full scan cores having multiple scan chains.  

Two procedures are described for obtaining a test set for which some of the scan chains 

in the core can be disabled for a portion of the test set.  The only hardware modification 
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that is required to implement this approach is to add the capability for the tester to gate 

the clock for one subset of the scan chains in the core. 

Note that the methodology described in this chapter is different from the 

conventional notion of test scheduling [Chou 94].  The conventional approach for test 

scheduling is to schedule groups of cores to be tested concurrently under the test power 

constraints imposed by the package.  The methodology described here is applied to a 

particular core to reduce its power dissipation during test.  This allows more cores to be 

tested concurrently without violating test power constraints imposed by the package. 

7.2. OVERVIEW OF PROPOSED SCHEME 

The scan chains in the core are divided into two sets, set A and set B.  An extra 

“disable” input is added to the core, as illustrated in Figure 12, which allows the tester to 

control when the clock is disabled to the scan elements in set B.  For Mux-D type scan 

elements, the system clock is gated and controlled by the disable input so that when the 

disable input is activated, the scan chains in set B will neither shift in scan mode, nor 

capture in system mode.  They are not clocked, and simply hold a constant value.  If there 

is a separate scan clock, then both the system clock and scan clock are gated and 

controlled by the disable input.  So in either case, when the disable input is activated, the 

scan chains in set B will not receive any clock transitions either in scan mode or system 

mode and no clock power will be dissipated for those scan chains.  Note that the scan 

chains in set A are never disabled and operate normally at all times. 
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Figure 12. Block Diagram of Proposed Scheme 

In scan mode, the tester can either load/unload all scan chains (when the disable 

signal is deactivated), or load/unload only the scan chains in set A (when the disable 

signal is activated).  In system mode, the tester can either capture in all scan chains (when 

the disable signal is deactivated), or capture only in the scan chains in set A (when the 

disable signal is activated).  The key is to generate and order the test vectors in such a 

way that for many of the scan and capture operations, the tester does not need to use the 

scan chains in set B and hence it can activate the disable signal to save power.   

The way the disable signal is used is as follows.  Some test vector t1 is shifted in 

using all scan chains.  Then the disable signal is activated before the capture cycle.  In the 

capture cycle, only the scan chains in set A capture the response to test vector t1.  The 

disable signal remains activated as the next test vector t2 is shifted in, so only the scan 

chains in set A are loaded with new values as their captured response is shifted out.  The 

scan chains in set B retain the same value that they had for test vector t1.  Before the 

capture cycle for test vector t2, the disable signal can be deactivated so that all scan 

chains will capture the response for test vector t2.  So there are two requirements that 

must be satisfied in order for it to be possible to activate the scan disable signal between 

test vector t1 and t2: 
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Requirement 1:  It must be sufficient to partially capture the response of test 

vector t1 only in the scan elements in set A without reducing the overall fault coverage of 

the test set. 

Requirement 2:  Test vector t1 and t2 must have the same specified values for the 

scan elements in set B. 

By carefully choosing which scan elements to include in set B, it is possible to 

generate and order the test vectors in a way that allows frequent use of the disable signal 

to save power.  This process is described in the following sections. 

7.3. CHOOSING THE SET OF SCAN CHAINS FOR DISABLE FUNCTIONALITY 

As explained in the previous section, the clock for one set of scan chains, set B, 

can be disabled by the disable signal.  One of the key issues is deciding which set of scan 

elements to include in set B.  This is done by performing ATPG (automatic test pattern 

generation) for the core-under-test and analyzing the resulting test cubes.  Test cubes are 

deterministic test vectors in which the unassigned inputs are left as X’s. 

Consider a matrix in which each row corresponds to a test cube, and each column 

corresponds to a scan element.  Each entry is either a 0, 1, or X.  Let a rectangle in the 

matrix be defined as a set of columns and rows in which the entries in each column of the 

rectangle are either all 0’s and X’s or all 1’s and X’s for each row in the rectangle.  

Consider the example in Figure 13 containing 5 test cubes.  An example of a rectangle in 

this matrix would be the rectangle that includes the rows {2, 3, 4} and columns {3, 4, 5, 

6}.  Consider column 3, it has all X’s and 1’s for the set of rows in the rectangle.  

Column 6 has all 0’s and X’s.  Row 1 could not be added to this rectangle because it 

would cause a conflict in column 3 because it has a 0 in that column whereas the other 

rows in the rectangle have either a 1 or an X in that column.  Note that while the rows 

and columns in this example rectangle are consecutive, that need not be the case in 

general. 
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1 1 0 0 X 0 X 0 1
1 0 X 0 1 X 0 1 0
0 1 1 0 X 0 X X X
1 1 X 0 X 0 1 0 0
0 1 0 1 X 0 0 1 1  

Figure 13. Example of a Rectangle in a Test Cube Matrix 

The two requirements that must be satisfied in order to use the disable signal 

between test vector t1 and t2 were explained in Sec. 7.2.  The second requirement is that 

the test vectors must be compatible in the scan elements in set B.  A good heuristic for 

choosing which scan elements to include in set B is to find the largest rectangle in the test 

cube matrix and include the scan elements corresponding to the columns of the rectangle 

in set B.  The reason for this is that all of the test cubes corresponding to the rows in the 

rectangle would be candidates for using the disable signal because they would be 

compatible in the scan elements in set B.  So using the largest rectangle ensures that a 

large number of test vectors are candidates for using the disable signal.  Note that the 

number of columns in the largest rectangle can always be pruned down so that it is a 

multiple of the number of scan elements per scan chain.  If there are going to be 100 scan 

elements per scan chain and the largest rectangle has 312 columns, then 12 of the 

columns could be removed from the rectangle so that it corresponds to exactly 3 scan 

chains.  Finding the largest rectangle in a matrix is an NP-complete problem, however 

there are good approximate algorithms for it [Brayton 87]. 

So using the heuristic of finding the largest rectangle in a test cube matrix, we can 

select the set of scan elements that should be included in set B, and then the remaining 

scan elements should be included in set A.  So all of the scan elements are partitioned into 

two sets, A and B.  When the scan chains are stitched together, the scan elements in set A 

should be used to construct one set of scan chains, and the scan elements in set B should 

be used to construct the other set of scan chains.  The actual scan ordering does not 

matter and can be optimized to reduce routing complexity.  
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7.4. TEST GENERATION AND ORDERING 

In this section, we present a procedure for generating and ordering the test set to 

maximize the use of the disable signal.  The first step is to perform ATPG.  Random test 

generation is done first to detect the easy faults, and then ATPG is performed to generate 

test cubes for the remaining faults.  The random test vectors (which can be thought of as 

test cubes with no unspecified values) that detected faults are combined with the test 

cubes for the hard faults to form the complete set of test cubes that covers all faults.  The 

test cubes are statically compacted, i.e., compatible test cubes are merged together.  The 

largest rectangle in these test cubes is then identified and used to partition the scan 

elements into set A and set B as described in Sec. 7.3.  The test cubes are then divided 

into disjoint “B-compatible” groups where all the test cubes in a “B-compatible” group 

have non-conflicting values for the scan elements in set B.  An example of dividing a set 

of test cubes into B-compatible groups is shown in Figure 14.  The first 5 bit positions 

correspond to the scan elements in set A, and the last 5 bit positions correspond to the 

scan elements in set B.  The test cubes are grouped together so that there are no conflicts 

in the last 5 bit positions between any test cubes in the same group.  Note that the 

grouping of test cubes into B-compatible groups is not unique, different groupings can be 

obtained because B-compatibility is not a transitive relation. 

The test cubes are now partitioned into two sets which we will refer to as the full 

observability and controllability (FOC) set and the partial observability and 

controllability (POC) set.  The B-compatible groups containing more than one test cube 

are placed in the POC set, and the rest of the test cubes are placed in the FOC set.  The 

test cubes in the POC set are candidates for using the disable signal because they can 

satisfy Requirement 2 as explained in Sec. 7.2, while the test cubes in the FOC set cannot 

possibly use the disable signal because they are not compatible with any other test cube 

for the scan elements in set B. 
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For the test cubes in the POC set, any X’s for scan elements in set B are specified 

with the appropriate value (either 0 or 1) such that all the test cubes in each B-compatible 

group have the same specified value for each scan element in set B.  How the 

B-compatible groups from Figure 14 would be specified is shown in Figure 15.  After this 

is done, any remaining X’s in any of the test cubes in either the POC or FOC set are 

randomly filled with 0’s and 1’s.  At this point, the test cubes are all fully specified test 

vectors.  Fault simulation is done assuming full observability of all test vectors, and any 

test vector that does not detect any new faults is dropped.  The order of the test vectors is 

reversed, and fault simulation is repeated again to drop any test vector that does not 

detected any new faults.  
Set A Set B

1 1 0 0 X 0 X 0 1 0
1 0 X 1 1 X 1 0 1 X
0 1 1 0 X 0 X X X X
1 1 X 0 X 0 1 0 X X
0 1 0 1 0 1 X 1 1 1
1 X 0 0 X X X 1 1 X
X 1 1 0 X 0 0 X 0 X
0 1 0 X X 0 X 1 0 X
X 1 0 1 X 1 0 0 0 X
1 1 0 1 X 0 1 1 1 X

B-Compatible Group 1

B-Compatible Group 2

B-Compatible Group 3

B-Compatible Group 4
B-Compatible Group 5  

Figure 14. Example of Dividing Test Cubes into B-Compatible Groups 

Set A Set B
1 1 0 0 X 0 1 0 1 0
1 0 X 1 1 0 1 0 1 0
0 1 1 0 X 0 1 0 1 0
1 1 X 0 X 0 1 0 1 0
0 1 0 1 0 1 0 1 1 1
1 X 0 0 X 1 0 1 1 1
X 1 1 0 X 0 0 1 0 1
0 1 0 X X 0 0 1 0 1
X 1 0 1 X 1 0 0 0 X
1 1 0 1 X 0 1 1 1 X

B-Compatible Group 1

B-Compatible Group 2

B-Compatible Group 3

B-Compatible Group 4
B-Compatible Group 5

POC Set

FOC Set
 

Figure 15. Specifying Test Cubes in B-Compatible Groups of POC Set for Example in Figure 14 
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Fault simulation is then done for the test vectors in FOC set and all of the detected 

faults are removed from the fault list.  Fault simulation with the reduced fault list is then 

done for the POC set assuming full observability.  The faults that are detected by the 

POC set assuming full observability will be referred to as F(POC)full_observe.  Fault 

simulation with the faults in F(POC)full_observe is then done for the POC set assuming 

observability only at the outputs that are captured in the scan elements in set A.  The 

faults that are detected by the POC set assuming partial observability will be referred to 

as F(POC)partial_observe.  The faults that are contained in F(POC)full_observe, but not in 

F(POC)partial_observe, are the faults that would go undetected if the “scan” disable signal 

was used when applying the candidate test vectors in the POC set.  In order to detect 

these faults, we need to do one of two things: 

Approach 1:  Move some of the scan elements in set B to set A, so they will be 

observed when the disable signal is activated to detect the faults. 

Approach 2:  Keep set B as it is, but move some of the candidate test vectors in 

the POC set to the FOC set so they will be applied with full observability to detect the 

faults. 

The steps for the two approaches will be described in detail in the following two 

subsections. 

7.4.1. Approach 1 (Move Scan Elements from Set B to Set A) 

Because the response of the test vectors in the POC set are only observed at the 

scan elements in set A, some faults may not be detected.  Approach 1 ensures detection of 

those faults by moving a sufficient set of scan elements from set B to set A so that those 

scan elements can be observed when the scan disable signal is activated and hence enable 

detection of all the faults.  To determine which of the scan elements in set B need to be 

moved to set A to achieve complete fault coverage, fault simulation with the faults in { 

F(POC)full_observe - F(POC)partial_observe } is done for the POC set assuming full 
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observability.  For the first test vector that detects each fault, the faulty response is 

compared with the fault-free response to determine which scan elements the fault effect is 

propagated to.  An observability matrix is formed where each row corresponds to a fault 

in { F(POC)full_observe - F(POC)partial_observe } and each column correspond to a scan element 

in set B.  Each entry in the matrix is set to a ‘1’ if the fault corresponding to the row can 

be propagated to the scan element corresponding to the column, and is set to a ‘0’ 

otherwise.  The minimum set of columns that cover all of the rows of the observability 

matrix gives the minimum set of scan elements that need to be moved from set B to set A 

to detect all the faults, where a column c is said to cover a row r if the matrix entry (r,c) 

is a ‘1’.  Finding the minimum column cover of a matrix is an NP-complete problem, 

however, some very efficient heuristic algorithms exist [Coudert 99]. 

7.4.2. Approach 2 (Move Test Vectors from POC Set to FOC set) 

Instead of moving scan elements from set B to set A, an alternative approach is to 

move test vectors from the POC set to the FOC set to detect the faults.  In this approach, 

the size of set B is not reduced, but rather a sufficient set of test vectors is moved from 

the POC set to the FOC set so that they will be applied with the scan disable signal 

deactivated and hence can be fully observed and allow detection of the faults.  To 

determine which of the candidate test vectors in the POC set must be moved to the FOC 

set to achieve complete fault coverage, fault simulation with the faults in { 

F(POC)full_observe - F(POC)partial_observe } is done for the POC set assuming full 

observability.  Any test vector in the POC set that detects one of these faults is moved to 

the FOC set.  This ensures that all faults will be detected when the remaining test vectors 

in the POC set are applied with the disable signal activated, and the test vectors in the 

FOC set are applied with the disable signal deactivated. 
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7.5. ORDERING TEST VECTORS 

After using either of the two approaches described above to obtain the POC set 

and FOC set, the last step is to order the test vectors in a way that allows maximal use of 

the disable signal.  The test vectors in each B-compatible group are ordered sequentially 

with the ones in the POC set coming before the ones in the FOC set.  If all of the test 

vectors in a B-compatible group are in the POC set, then the last one in the sequence is 

moved to the FOC set since the disable signal cannot be used for this vector because the 

subsequent test vector is not B-compatible with it. 

When the test set is applied, the disable signal is activated when any of the test 

vectors in the final POC set are applied, and it is deactivated when any of the test vectors 

in the final FOC set are applied. 

7.6. EXPERIMENTAL RESULTS 

Experiments were performed on the largest ISCAS89 benchmark circuits [Brglez 

89] using both of the test generation approaches described in Sec. 7.4.  It was assumed 

that the primary inputs and primary outputs of each circuit where part of a core boundary 

scan chain (i.e., “core wrapper”) and hence were not considered when partitioning the 

scan elements into set A and set B.  Only the flip-flops in the benchmark circuits were 

considered as candidates for scan disable. 

The results for Approach 1 where scan elements are moved from set B to set A to 

provide 100% fault coverage of detectable faults are shown in Table 1.  For each circuit, 

the total number of scan elements is shown, and then results are given for using the 

proposed approach and for using the conventional approach.  For the proposed approach, 

the number of flip-flops in Set B is shown, followed by the total number of test vectors in 

the test set, and the number of test vectors for which the disable signal can be activated.  

The total number of flip-flop output transitions that occur when applying all the test 

vectors with the proposed approach is shown, followed by the total number of flip-flop 
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clock transitions that occur.  These two transition counts give an approximate measure of 

the power that will be dissipated during test.  The more flip-flop output transitions that 

occur, the more gates in the circuit that will switch, and the more flip-flop clock 

transitions that occur, the more power that is dissipated in the clock tree.  The 

conventional approach involves doing normal ATPG with random fill of all the X’s, and 

then applying all test vectors with no clock disable taking place.  The number of test 

vectors and the number of flip-flop and clock transitions that occur when applying the 

test are shown.  As can be seen, the total number of test vectors for the proposed 

approach is usually slightly larger than that for the conventional approach.  The reason 

for this is that in the proposed approach, for the test cubes in the POC set, the X’s for the 

scan elements in set B are not filled randomly.  This results in fewer test vectors being 

dropped during reverse fault simulation than the conventional approach where all the X’s 

are filled randomly.  However, as can be seen, the effect of this slight reduction in 

randomness results in only a small increase in the number of test vectors.  The additional 

transitions that occur due to the extra vectors are more than offset by the reduction from 

the scan disable.  It is interesting to note that for circuit s15850, the number of test 

vectors was actually smaller for the proposed method.  This means that the constrained 

fill was actually better for detecting faults than the random fill for that particular circuit. 

 

Table 1 Results for Approach 1 for Generating Test Vectors for Scan Disable 

 
Circuit Proposed Approach 1 Conventional Approach 

Name Scan 
Elements 

FFs in 
Set B 

Total 
Vectors 

Vectors 
with  
Scan 

Disable 

FF Output  
Transitions 
(million) 

FF Clock 
Transitions 
(million) 

Test 
Vectors 

FF Output 
Transitions 
(million) 

FF Clock 
Transitions 
(million) 

S9234 228 81 296 227 2.92 6.84 289 3.53 7.59 
s13207 638 313 329 288 19.2 38.7 320 33.0 65.9 
s15850 534 217 233 181 12.8 23.7 244 17.2 34.9 
s38417 1636 658 364 307 156 373 348 205 471 
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Table 2 Reduction in Transitions During Test Using Approach 1 versus Conventional Approach 

 

 Power Reduction 
Circuit 
Name 

FF Output 
Transitions 

FF Clock 
Transitions 

s9234 17.2% 9.8% 
s13207 41.8% 41.2% 
s15850 25.3% 32.1% 
s38417 24.1% 20.9% 

 

 

Table 3 Results for Approach 2 for Generating Test Vectors for Scan Disable 

 
Circuit Proposed Approach 2 Conventional Approach 

Name Scan 
Elements 

FFs in 
Set B 

Total 
Vectors 

Vectors 
with  
Scan 

Disable 

FF Output  
Transitions 
(million) 

FF Clock 
Transitions 
(million) 

Test 
Vectors 

FF Output 
Transitions 
(million) 

FF Clock 
Transitions 
(million) 

S9234 228 81 296 227 3.33 7.3 289 3.53 7.59 
s13207 638 313 329 288 22.0 44.0 320 33.0 65.9 
s15850 534 217 233 181 13.6 27.85 244 17.2 34.9 
s38417 1636 658 364 307 170 398 348 205 471 

 
 

Table 4 Reduction in Transitions During Test Using Approach 2 versus Conventional Approach 

 
 Power Reduction 

Circuit 
Name 

FF Output 
Transitions 

FF Clock 
Transitions 

s9234 5.5% 3.6% 
s13207 33.3% 33.2% 
s15850 20.5% 20.3% 
s38417 17.1% 15.5% 
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Table 2 shows the power reduction in terms of percentage reduction in the number of 

flip-flop output transitions and flip-flop clock transitions of the proposed approach 

compared to the conventional approach.  As can be seen, the proposed approach provides 

a substantial reduction in switching activity in the circuit, and hence reduction in power.  

Both logic power and clock power are reduced substantially. 

The results for Approach 2 where test vectors are moved from the POC set to the 

FOC set to provide 100% fault coverage of detectable faults are shown in Table 3.  The 

number of flip-flops in the B set is larger compared with Approach 1, but the number of 

vectors applied with scan disable goes down.  Table 4 shows the power reductions 

compared with the conventional approach.  As can be seen, in all cases the results were 

better for Approach 1 than for Approach 2. 
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Chapter 8: Controlling Peak Power During Scan Testing Through 
Vector Modification 

This chapter describes a test application oriented method that can be used to 

reduce peak power during testing.  This work was published at the VLSI Test 

Symposium [Sankaralingam 02b].  This method can take a limit on peak power as input 

and produce a test set that has less peak power than the user-supplied limit.  This method 

is applicable to cases where it is not possible to modify the test pattern generation 

software or the circuit-under-test – no extra design-for-test (DFT) hardware is required. 

8.1. IDENTIFYING PEAK POWER VIOLATIONS IN A TEST SESSION 

The peak power in each clock cycle during scan testing can be estimated through 

cycle by cycle simulation of the switching activity that occurs in the circuit.  If the peak 

power in a clock cycle exceeds a specified limit (which depends on the amount of peak 

power that can be safely handled without causing a failure that would not occur during 

normal functional operation) then a “peak power violation” occurs in that clock cycle.  

During scan testing, each scan vector is scanned into the scan chain(s) and then there is a 

capture cycle in which the output response of the circuit is captured in the scan chain(s).  

The output response is then scanned out as the next scan vector is scanned in.  There can 

be a peak power violation during either scan shifting or during scan capture.  A peak 

power violation can occur during scan capture if a scan vector places the circuit in a state 

that it would never go into during normal functional operation, and that state caused peak 

power in excess of what could occur during normal functional operation. 
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Figure 16. Distribution of Peak Power during Scan Testing of s9234 Benchmark Circuit 

Figure 16 shows a plot of the peak power as measured by the number of weighted 

gate transitions during each clock cycle when scan testing the s9234 benchmark circuit.  

During each clock cycle, the number of gate transitions that occur was weighted by the 

number of fanouts of each gate.  The plot in Figure 16 shows the number of weighted 

gate transitions in the x-axis, and the number of clock cycles with that number of 

weighted gate transitions in the y-axis.  Note that it looks like a normal curve, which is a 

common characteristic for most circuits.  The maximum peak power during scan testing 

occurs at the tail end of the curve and hence is caused by a relatively small number of 

scan vectors. 

Circuit-Under-Test

Scan Chain

ti-1 responseti input

 
Figure 17. Scan vector ti being scanned in and response of scan vector ti-1 being scanned out 
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Note that during scan shifting the scan chain contains part of the scan vector, ti, 

being scanned in and part of the output response of the previous scan vector, ti-1, which is 

being scanned out (as illustrated in Figure 17).  Consequently, the number of flip-flop 

transitions (and hence the amount of switching activity in the circuit as a whole) depends 

on the ordering of the scan vectors.  For full scan, the ordering of the scan vectors does 

not affect the fault coverage, and hence changing the ordering of the scan vectors is one 

approach that can be used to reduce peak power (this will be explored in Sec. 8.2).  

Another approach to reduce peak power would be to place a “dummy vector” that has 

few or no transitions (e.g., a scan vector of all 0’s) before or after some scan vector ti so 

as to reduce the peak power that occurs when scanning in ti or scanning out its output 

response.  However, even with using dummy vectors before or after some scan vector ti 

there still may be a peak power violation during scan shifting. 

During simulation of scan testing, if there is a clock cycle in which a peak power 

violation occurs, we will classify the peak power violation into one of the following four 

categories: 

1. Scan capture problem 

2. Order dependent problem – scan shifting problem which can be solved by 

using dummy vectors or reordering the scan vectors 

3. Scan-in problem – scan shifting problem in which scanning in the vector 

cannot be solved by using a dummy vector 

4. Scan-out problem – scan shifting problem in which scanning out the 

output response cannot be solved by using a dummy vector 

If the peak power violation occurs during scan capture, then it is a scan capture 

problem.  If the peak power violation occurs during scan shifting, then further simulation 

is done using dummy vectors to classify it.  Consider the case where the peak power 

violation occurs during scan shifting when the scan chain contains a part of scan vector, 
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ti, which is being scanned in, and a part of the output response of the previous scan 

vector, ti-1, which is being scanned out  (as illustrated in Figure 17).  We first simulate the 

case where scan vector ti is shifted into the scan chain and the output response of the 

previous scan vector, ti-1, is a dummy vector that causes few transitions as it is scanned 

out.  If there is a peak power violation, then we classify scan vector ti as a “scan-in 

problem.”  Then we simulate the case where the output response of scan vector, ti-1, is 

scanned out, and a dummy vector that does not cause any transitions is scanned in (e.g., a 

vector of all 0’s).  If there is a peak power violation, then we classify scan vector ti-1 as a 

“scan-out problem.”  If there is neither a scan-in nor a scan-out problem, then we classify 

the scan vector pair (ti, ti-1) as an “order dependent problem” because the peak power 

violation could be eliminated by either reordering the scan vectors or placing a dummy 

vector between test vectors ti and ti-1. 

So the overall procedure is to simulate the entire scan test and identify all the 

clock cycles in which peak power violations occur.  We then classify each peak power 

violation as described above.  The end result is a list of individual scan vectors that cause 

scan capture problems, scan-in problems, and scan-out problems, and a list of scan vector 

pairs that cause order dependent problems.  The next section describes the procedure for 

how we modify the set of scan vectors to eliminate these peak power violations. 

8.2. OVERVIEW OF PROCEDURE FOR ELIMINATING PEAK POWER VIOLATIONS 

After the peak power violations have been classified, the next step is to eliminate 

the problems.  The order dependent problems are the easiest to solve since they do not 

require modifying the scan vectors themselves.  However, the other problems require 

modifying the scan vectors.  This needs to be done in a way that preserves the fault 

coverage.  The proposed approach involves bit-stripping the scan vectors to introduce 

unspecified values (i.e., X’s) and then reassigning the values of the X’s in a way that 

reduces the peak power. 
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Bit-stripping is an operation that is performed on a scan vector, t.  Fault 

simulation is done to drop all the faults that are detected by all the scan vectors in the test 

set except for t.  Then t is fault simulated to determine the set of faults Ft that are only 

detected by t and by no other vector in the test set.  Then the first bit in t is changed to an 

X and 3-valued fault simulation is performed to see if all the faults in Ft are still detected.  

If so, then the bit is kept as an X, otherwise it is returned to its previous value.  This 

process is repeated for all the bits in t.  The end result of the bit-stripping operation is that 

a number of X’s are introduced into t without reducing the overall fault coverage of the 

test set.  If the number of X’s is still not sufficient, it can be increased by partitioning Ft 

into subsets, and then bit-stripping t with respect to only one subset of Ft at a time.  If Ft 

is partitioned into n subsets, then t will be replaced by n different 3-valued vectors.  Each 

of the n vectors will have more X’s because they are targeting a smaller set of faults, and 

by including all of them in the test set, the overall fault coverage will remain the same. 

The steps of the procedure for eliminating peak power violations are as follows: 

Step 1:  Identify and classify peak power violations 

This was described in Sec. 8.1.  Simulation is done to identify the peak power 

violations, and then classify them into scan capture problems, scan-in problems, scan-out 

problems, and order-dependent problems. 

Step 2:  Eliminate scan-in problems 

Scan-in problems occur when a scan vector causes excessive switching activity in 

the circuit as it is scanned in.  This can happen if there are a lot of transitions in the scan 

vector.  If there is a scan-in problem for scan vector t, then bit-stripping is done to 

introduce X’s into t.  The X’s are then reassigned to new values that result in fewer 

transitions.  The procedure for reassigning the X’s to reduce peak power during scan-in 

will be described in detail in Sec. 8.3.1.  Note that reassigning the X’s in t to eliminate a 

scan-in problem may cause a scan capture, scan-out, or order dependent problem because 
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t is now a different vector.  So simulation must be done to check if t now has a scan 

capture, scan-out, or order dependent problem. 

Step 3:  Eliminate scan capture problems 

Scan capture problems occur because a scan vector may place the circuit into a 

state that would not occur during normal functional operation.  When the output response 

is captured in the scan chain, an excessive number of flip-flop transitions may occur 

which can cause a peak power violation.  Scan capture problems are much less likely than 

scan-in and scan-out problems because the number of transitions during scan capture will 

tend to be similar to what occurs during functional operation.  In general, scan capture 

problems will be a rare occurrence.  If there is a scan capture problem, then bit-stripping 

is done to introduce X’s, and then the X’s are reassigned to new values to reduce peak 

power during scan capture without causing a scan-in problem.  The procedure for 

reassigning the X’s to reduce peak power during scan capture will be described in detail 

in Sec. 8.3.2.  The procedure for reassigning the X’s ensures that the resulting vector will 

not have a scan-in problem.   However, simulation must be done to check if the modified 

scan vector now has a scan-out or order-dependent problem. 

Step 4:  Eliminate scan-out problems 

Scan-out problems occur when the output response of a scan vector causes 

excessive switching activity in the circuit as it is scanned out.  This can happen if there 

are a lot of transitions in the output response of a scan vector.  To reduce the number of 

transitions in the output response of a scan vector, bit-stripping is done to introduce X’s 

in the input, and then the X’s are reassigned to new values that result in fewer transitions 

in the output response without causing a scan-in or scan capture problem.  The procedure 

for reassigning the X’s to reduce peak power during scan-out will be described in detail 

in Sec. 8.3.3.  After the X’s are reassigned, simulation must be done to check if the 

modified scan vector now causes any order dependent problems. 
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Step 5:  Eliminate order dependent problems 

Once all the scan capture, scan-in, and scan-out problems have been eliminated, 

the last step is to eliminate any order dependent problems that may exist.  Order 

dependent problems occur for a pair of vectors where shifting in test vector ti 

concurrently with shifting out the output response of test vector ti-1 results in a peak 

power violation.  First an attempt is made to eliminate an order dependent problem by 

simply moving scan vector ti so that it comes after a different scan vector whose output 

response has fewer transitions and moving test vector ti-1 so that it comes before a scan 

vector that has fewer transitions.  If this does not eliminate the problem, then a dummy 

vector is inserted in between test vector ti-1 and ti to solve the problem.  If it is important 

not to increase the size of the test set by adding a dummy vector, then another option is to 

reduce the number of transitions in either test vector ti or the output response of test 

vector ti-1 by modifying the vectors in the same way as for solving scan-in or scan-out 

problems. 

This gives an overview of the procedure for modifying the scan vector test set to 

eliminate the peak power violations.  Note that the number of scan vectors in the test set 

may be slightly increased by this procedure.  The procedure is not guaranteed to be able 

to eliminate all peak power violations.  It is possible that there could be a fault that cannot 

be detected during scan testing without causing a peak power violation, however this is 

unlikely to occur.  It would only happen if there was a fault that required a large 

percentage of the scan elements to be at a specified value in order to be detected.  If such 

a fault does exist, then the only way to eliminate all peak power violations would be to 

drop coverage of that fault.  Otherwise, the procedure will eliminate all peak power 

violations while preserving fault coverage. 
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8.3. REASSIGNING VALUES TO ELIMINATE PEAK POWER PROBLEMS 

In the procedure described in Sec. 8.2, peak power violations are eliminated by 

modifying the scan vectors that cause them.  Modifying a scan vector involves bit-

stripping the vector to introduce X’s into it, and then reassigning the X’s depending on 

which type of problem the scan vector is causing:  scan-in, scan capture, or scan-out.  

This section describes how the X’s are reassigned to eliminate each of the types of peak 

power problems that can occur. 

8.3.1. Eliminating Scan-In Problems 

The first class of peak power problems that are eliminated are the scan-in 

problems.  A scan-in problem occurs because a scan vector has too many transitions in it 

resulting in excessive switching activity as the vector is scanned in.  To eliminate scan-in 

problems, the number of transitions in the vector needs to be reduced by reassigning 

input values.  This is done by first bit-stripping the scan vector to introduce X’s, and then 

doing a minimum transition fill (MT-fill) of the X’s.  MT-fill involves filling strings of 

X’s with the same value to minimize the number of transitions.  For example, when 

filling the vector 01XX10, it would be best to fill the string of X’s with 1’s, i.e., 011110.  

For each string of X’s in a vector, if the specified bits on either side of the string have the 

same value, then the string of X’s should be filled with that value to minimize the number 

of transitions.  If they have opposite values, then it doesn’t matter which value the string 

of X’s is filled with.  For example, when filling 0XX01X1X0, the first two X’s should be 

filled with 0’s, the third X should be filled with a 1, and the last X could be filled with 

either 0 or 1.  Figure 18 shows an example of reducing the number of transitions in the 

original vector by first bit-stripping and then doing an MT-fill of the X’s.  After doing 

MT-fill, simulation is done to check if the resulting vector still causes a peak power 

violation when it is scanned in.  If there is still peak power violation, then reverse bit-

stripping is performed which involves doing bit-stripping again, but processing the inputs 
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in the reverse order from the original bit-stripping.  This will tend to introduce a different 

set of X’s into the vector.  After reverse bit-stripping, MT-fill is done again, and a check 

is made to see if there is still a peak power violation.  If there is still a peak power 

violation, then the set of faults, Ft, that the scan vector, t, is targeting is partitioned into 

subsets so that bit-stripping will produce more X’s.  The scan vector t is bit-stripped with 

respect to each subset to produce a multiplicity of scan vectors each of which has more 

X’s than t while together providing the same fault coverage as t.  If the original set of 

faults, Ft, is small enough, then bit-stripping can be done with respect to each individual 

fault in Ft.  Otherwise, Ft can be randomly divided into two subsets, and then repeatedly 

divided as necessary.  The number of additional scan vectors that results from 

partitioning the fault set can be reduced by static compaction.  The static compaction 

procedure can be constrained so that the number of transitions in the merged vector never 

exceeds some threshold [Sankaralingam 00].  For example, suppose that bit-stripping 

scan vector t resulted in a vector that had 100 transitions in the specified bits (the X’s are 

assumed to be filled with MT-fill).  However, by partitioning Ft into 8 subsets, the 

resulting 8 vectors after bit-stripping all have fewer than 50 transitions in the specified 

bits.  At this point, static compaction can be used to merge some of the 8 vectors back 

together under the constraint that the resulting vectors after merging still have no more 

than 50 transitions in the specified bits. 

Original Scan Vector: 1 0 0 1 0 1 1 0 1 0 1 0 0 1 0 0 1 1 0
   (13 transitions)

After Bit-Stripping: X X 0 1 X 1 X 0 1 0 X X X 1 0 0 1 1 X

After MT-Fill: 0 0 0 1 1 1 1 0 1 0 0 0 0 1 0 0 1 1 1
  (7 transitions)

 
Figure 18. Example of Eliminating Scan-In Problem 
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8.3.2. Eliminating Scan Capture Problems 

The second class of peak power problems that are eliminated are the scan capture 

problems.  A scan capture problem occurs because an excessive number of flip-flops 

transition after scan capture.  The flip-flops that transition after scan capture are those for 

which the input value differs from the output value.  Given a scan vector, fault-free 

simulation can be done to determine its corresponding output response vector.  To 

eliminate scan capture problems, the number of input/output differences in the vector 

needs to be reduced by reassigning input values.  This is done by first bit-stripping the 

scan vector to introduce X’s.  The bit positions with X’s will be referred to as “free 

inputs” because they can be freely reassigned without affecting the fault coverage.  The 

rest of the bit positions, which do not have X’s, are “fixed inputs.”  Once the set of free 

and fixed inputs has been determined via bit-stripping, we go back to original fully 

specified scan vector as our starting point.  Figure 19 shows an example.  The goal now is 

to reassign some of the free inputs so that the number of input/output differences is 

reduced.  A hill climbing approach can be used.  We identify one free input whose value 

is different from the corresponding output.  The value of the free input is complemented.  

Fault-free simulation is done on the altered input vector to obtain the new output 

response.  A check is made to see if the number of input/output differences has 

decreased.  If so, then the change is kept, if not then it is undone.  This is repeated for all 

the free inputs.  While this only explores a subset of the exponential number of possible 

free input assignments, it has the advantage of tending to minimize the number of 

changes to the original scan vector and thereby reducing the chance of creating a scan-in 

problem (since the original scan vector did not have a scan-in problem).  After the inputs 

are reassigned in this manner, simulation is done to see if the scan capture problem has 

been eliminated and no scan-in problem has been created.  If not, then reverse bit 

stripping can be done to identify a different set of free inputs and the procedure can be 
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repeated.  If still no solution, then bit-stripping with partitioning the fault set can be used 

to further increase the number of free inputs until a solution is found. 

Original Scan Vector: 0 1 1 1 0 1 1 0 1 0 1 0 0 0 1 0 1 1 0
Output Response: 0 0 1 0 1 0 1 0 0 1 0 1 1 1 0 0 0 1 1
   (13 transitions)

After Bit-Stripping: 0 X 1 X X 1 X 0 1 0 X 0 X X 1 0 1 1 0
Free Inputs

After Reassigning Inputs: 0 0 1 1 1 1 1 0 1 0 0 0 0 1 1 0 1 1 0
Output Response: 0 0 0 1 1 0 1 0 1 1 0 0 1 1 0 0 0 1 1
  (7 transitions)

 
Figure 19. Example of Eliminating Scan Capture Problem 

8.3.3. Eliminating Scan-Out Problems 

The third class of peak power problems that are eliminated are the scan-out 

problems.  A scan-out problem occurs because the output response of a scan vector has 

too many transitions in it resulting in excessive switching activity as it is scanned out.  To 

eliminate scan-out problems, the number of transitions in the scan vector’s output 

response needs to be reduced by reassigning input values.  This is done by first bit-

stripping the scan vector to introduce X’s, and identifying the set of free inputs whose 

value can be changed without affecting the fault coverage.  Once the set of free and fixed 

inputs has been determined via bit-stripping, we go back to original fully specified scan 

vector.  The goal now is to reassign some of the free inputs so that the number of 

transitions in the output response is reduced.  Figure 20 shows an example.   

A key component that we use for reassigning the inputs is a line justification 

procedure like the one used in PODEM [Goel 81] except with a modification to the 

controllability cost function.  Normally a cost of 1 is assigned for controlling each of the 

primary inputs to either a logic 0 or logic 1, and then the circuit is traversed from the 
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primary inputs to the primary outputs to compute the controllability cost function at each 

individual node based on these initial values for the primary inputs.  In our case, since we 

cannot change the value of the fixed inputs, if we have a fixed input at a logic 1 (0), then 

we assign a cost of infinity (zero) for controlling that input to a logic 0 (1), and assign a 

cost of zero (infinity) for controlling that input to a logic 1 (0).  For the free inputs, we 

assign a cost of 1 for controlling the input to its original value, and a cost of 10 for 

controlling the input to the complement of its original value.  The reason for this is to bias 

the procedure towards reducing the number of changes to the original scan vector in order 

to reduce the chance of creating a new scan-in or scan capture problem (since the original 

scan vector did not have any scan-in or scan capture problem to start with). 

We use a hill climbing procedure for reducing the number of transitions in the 

output response.  We look at the output response and identify all the bit positions where 

the controllability value for complementing the output value is less than infinity.  These 

are the candidate outputs whose value can be changed by reassigning free inputs.  We 

identify the candidate output with the lowest controllability value where complementing 

its value would eliminate a transition.  The line justification procedure is used to find an 

assignment of inputs that complements this output’s value.  All the input assignments to 

fixed inputs made by the line justification procedure will be the same as their original 

value by definition of our controllability cost function.  Some of the input assignments to 

the free inputs will be different than their original value and some may be the same.  

After the input assignments have been made, fault-free simulation is done to obtain the 

new output response.  If the number of transitions in the output response decreases, then 

the input changes are kept, otherwise they are undone.  If the input changes are kept, then 

all free inputs that required assignments to justify the output (regardless of whether they 

were the same or different than their original values) become fixed inputs.  The 

controllability values are then recalculated and the process repeats until a point is reached 
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where no more candidate outputs can be reassigned to reduce the number of transitions.  

At this point, simulation is done to see if the scan-out problem has been eliminated while 

not creating any scan-in or scan capture problems.  If not, then reverse bit stripping can 

be done to identify a different set of free inputs and the procedure can be repeated.  If still 

no solution, then bit-stripping with partitioning the fault set can be used to further 

increase the number of free inputs until a solution is found. 

Original Scan Vector: 1 1 0 1 0 1 0 1 1 0 0 1 1 1 0 0 0 0 0
Output Response: 0 1 0 1 1 0 0 1 1 0 1 0 0 1 0 0 1 0 1
   (13 transitions)

After Bit-Stripping: 1 X X 1 0 1 X 1 1 0 X X X 1 0 0 X 0 X
Free Inputs

After Reassigning Inputs:  1 0 0 1 0 1 1 1 1 0 0 0 1 1 0 0 0 0 1
Output Response: 0 0 1 1 1 0 0 0 1 0 0 0 0 1 0 0 1 1 1
  (7 transitions)

 
Figure 20. Example of Eliminating Scan-Out Problem 

8.4. EXPERIMENTAL RESULTS 

Experiments were performed on the largest ISCAS89 benchmark circuits [Brglez 

89].  The primary inputs and primary outputs were included in the scan chain.  A test set 

was generated for each circuit using a commercial ATPG tool with maximum 

compression and MT-filling of the X’s.  For each circuit, scan testing was simulated 

using the test set.  For each new bit scanned in, the circuit was evaluated to calculate the 

number of internal gates that change state.  Each gate transition was weighted by the 

number of fanouts of the gate.  After all the bits for one scan vector are scanned in, the 

scan capture cycle is simulated.  The output response is then shifted out as the next vector 

is scanned in.  This simulation process was used to find the maximum number of 

weighted transitions in any cycle during scan testing. 
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Table 5 Results for Reducing Peak Power by 10% 

Circuit Number of Scan Vectors with Each Type of Problem Number of Scan Vectors 
Name Scan 

Elements 
Scan-In Scan-Out Scan 

Capture 
Order 

Dependent 
Original Final 

s9234 247 5 4 0 27 154 156 
s13207 700 2 8 0 16 240 246 
s15850 611 2 11 0 0 118 120 
s38417 1664 0 0 0 2 96 98 

 
 

Table 6 Results for Reducing Peak Power by 20% 

Circuit Number of Scan Vectors with Each Type of Problem Number of Scan Vectors 
Name Scan 

Elements 
Scan-In Scan-Out Scan 

Capture 
Order 

Dependent 
Original Final 

s9234 247 7 76 0 55 154 156 
s13207 700 2 76 0 59 240 246 
s15850 611 1 23 0 42 118 120 
s38417 1664 8 3 0 4 96 98 

 

The proposed procedure was then used to modify the scan vector test set to reduce 

the maximum peak power by 10% (shown in Table 1) and by 20% (shown in Table 2).  

The number of scan vectors that cause each type of peak power violation are shown in the 

tables for the respective maximum peak power limits.  In our experiments, we did not 

encounter any scan capture problems.  All of the peak power violations occurred during 

scan shifting.  The proposed procedure modified the scan vectors to eliminate the scan-in 

and scan-out problems, and then reordered or added dummy vectors to eliminate the scan 

dependent problems.  The original number of vectors in the test set is shown in each table 

followed by the final number of vectors after using the proposed procedure.  There is a 

slight increase in the number of vectors due to adding dummy vectors and bit-stripping 

vectors with respect to partitioned fault sets (as described in Sec. 8.3). 

As can be seen from the results, the procedure is able to significantly reduce peak 

power without the use of DFT hardware.  The only cost is a small increase in the test set 

size. 
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Chapter 9: Inserting Test Points to Control Peak Power During Scan 
Testing 

In this chapter, we describe a design-for-test (DFT) solution to the problem of 

high peak power during test.  This work was published at the Defect and Fault Tolerance 

in VLSI Systems Symposium [Sankaralingam 02a].  We present an automated method to 

insert test points into a circuit such that peak power during test of a given test set will be 

less than a user specified limit, without decreasing fault coverage.  The advantage of a 

DFT solution over a test generation- or test application oriented method is that DFT 

solutions have the ability to reduce peak power more. 

9.1. INTRODUCTION 

If the power in a clock cycle during scan testing exceeds a specified limit (which 

depends on the peak power the chip has been designed to supply), a “peak power 

violation” is said to occur. Given a set of vectors, simulation is used to identify the cycles 

in which peak power violations occur (called “violating cycles”).  Power is consumed 

during test because of transitions being injected into the circuit from the scan elements.  

We can reduce the number of transitions injected through the scan elements by inserting 

control-0 or control-1 test points the outputs of some of the scan elements.  However, in 

order to keep the hardware overhead low, test points should be inserted on as few scan 

elements as possible.  We present a technique that accomplishes this. 

Note that whereas the method in [Gerstendörfer 99] uses a scan architecture in 

which a control-0 point is effectively placed at the output of all scan elements, the 

proposed method inserts test points on only a subset of the scan elements and both 

control-0 and control-1 points are considered.  While the method in [Gerstendörfer 99] 

targets average power, the proposed method targets peak power.  An advantage of the 
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scheme described here over [Gerstendörfer 99] is that rules can be incorporated to 

prohibit test points on scan elements in the critical path of the circuit. 

9.2. INSERTING TEST POINTS INTO MUX-D SCAN ELEMENTS 

The well-known multiplexer-D (mux) scan cell is shown in Figure 21.  When the 

Scan Enable signal is active, the flip-flop gets its input from the previous cell.  Scan 

Enable is kept at logic 1 until all the values of the vector are shifted into the scan 

elements.  To capture the response, the Scan Enable is set to logic 0 and the circuit is 

clocked once.  This cycle is called the capture cycle.  Scan Enable is at logic 1 in all 

clock cycles except the capture cycles. 

FF

CLK

Scan 
Enable

Scan-In

Response
Stimulus

Scan Out

 
Figure 21. A mux-D scan element 

As a vector is scanned into the circuit though the scan cell, the value in the flip-

flop is applied to the combinational part of the circuit.  If the value in the flip-flop is 

different in consecutive shift cycles (say cycle t0 followed by cycle t1), a transition will 

be injected into the combinational part of the circuit through that flip-flop.  The value of a 

flip-flop will differ in t1 and t0 if the value of the previous flip-flop in the scan chain in 

cycle t0 is different from the value already present in that flip-flop at cycle t0.  Due to 

scan shifting, a large number of scan elements may change state in every shift cycle, 

thereby injecting a large number of transitions into the combinational part of the circuit. 
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An effective way to reduce the number of transitions injected during shift cycles 

is to add test points to a subset of the scan elements to hold the output of the flip-flop at a 

constant value during shift cycles.  Inserting control-0 or control-1 test points at the 

output of the scan element shown in Figure 21, results in scan elements as shown in 

Figure 22 and Figure 23. 
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Figure 22. Scan element with control-0 test point 
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Figure 23. Scan element with control-1 test point 

The Test Point Enable signal is activated during scan shifting to prevent changes 

in the value of the flip-flop from propagating into the combination part.  It is deactivated 

in the capture cycle to apply the values specified by the test vector to the combinational 

part.  The protocol for activating and deactivating Test Point Enable will be explained in 

detail in Sec. 9.7 

9.3. MAPPING TO INTEGER LINEAR PROGRAMMING 

Given a test set and circuit, we do cycle-by-cycle simulation of all cycles in the 

test session.  Using this procedure, the power consumed in every clock cycle can be 
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determined.  The user specifies a limit on peak power.  All cycles with power 

consumption greater than the specified limit are termed violating cycles.  The goal is to 

insert control-0 and control-1 test points at the output of as few scan elements as possible 

to eliminate the violating cycles.  Clearly, this is an optimization problem in which we 

attempt to minimize the number of test points. 

There are two candidate test points per scan element, since we can insert either a 

control-0 test point or a control-1 test point at that scan element.  For each candidate test 

point, we estimate the reduction in power caused by that test point by simulating the 

independent insertion of that test point during the test session.  If there are Nv violating 

cycles and 2S candidate test points (i.e., S scan elements), we get the reduction in power 

when each of the 2S test points is independently inserted in the Nv violating cycles.  We 

use an event-driven, selective trace simulation procedure to estimate the power reduction 

[Ulrich 94].  This process is fast since this method does not result in evaluating the whole 

circuit and also because only a small fraction of the total cycles are violating cycles. 

An Nv by 2S matrix A can be formed where each column corresponds to one of 

the 2S candidate test points and each row corresponds to one of the Nv violating cycles.  

Each element in the matrix A(r,2i) gives the reduction in power when a control-0 test 

point is inserted at the ith scan element for the rth violating cycle.  A(r,2i+1) gives the 

reduction for a control-1 test point. 

Each of the test points can either be selected or not selected.  The optimization 

problem is to decide which test points to select.  Since we have 2S candidates, we need 

2S variables.  Let x be a 2S-sized column vector of variables which is used to represent 

which of the candidate test points are selected in the optimal solution.  The elements of x 

can be either 0 or 1.  x(j) is 1 if the jth test point is selected and 0 otherwise. 

We select test points to satisfy the condition that the power consumed in all cycles 

should be under a specified limit, L.  For each violating cycle, during simulation we can 
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calculate by how much the power consumption exceeds the limit.  These values can be 

put in a column vector.  For Nv violating cycles, an Nv-sized column vector R results. 

We assume that if two test points are selected, the resulting reduction in power is 

the sum of the reductions due to each.  In general, this is not true and Sec. 9.6 gives a 

procedure to deal with this.  The goal is to select as few test points as possible such that 

the reduction due to these test points is greater than the required reduction.  Given the 

matrices A, x and R, the conditions that the optimal solution must satisfy to eliminate all 

violating cycles is given by the following inequality: 

A x ≥ R 

This is an optimization problem where the objective is to minimize Σx(j).  The 

constraints on the optimal solution are linear equations in x(j).  Since the variables in x 

are restricted to taking values 0 or 1, this is an integer linear program. 

Consider the following example where a circuit has 4 scan elements (i.e., S=4) 

and 5 violating cycles (i.e., Nv=5).  We would get a matrix A with 5 rows and 8 columns.  

The power reduction for each candidate test point is shown below.  Let the required 

reduction in power for this example be R = [8, 22, 40, 1, 20]. 

 

Table 7 Reduction in power due to each test point candidate 

 c-0 at 
scan 

element 
0 

c-1 at 
scan 

element 
0 

c-0 at 
scan 

element 
1 

c-1 at 
scan 

element 
1 

c-0 at 
scan 

element 
2 

c-1 at 
scan 

element 
2 

c-0 at 
scan 

element 
3 

c-1 at 
scan 

element 
3 

Violating Cycle 1 10 20 11 0 5 5 23 2 
Violating Cycle 2 12 15 0 13 14 21 34 43 
Violating Cycle 3 6 27 33 23 4 9 15 32 
Violating Cycle 4 15 29 13 22 19 17 2 15 
Violating Cycle 5 22 12 7 14 20 47 3 16 

 

The procedure is stated as pseudo-code below: 
For each violating cycle VCc, c = 1..Nv 
 Pow = Num. Weighted Transitions 
 R(c) = L – Pow 
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 For each scan element Si, i = 1..S 
  Si = S0  // Try control-0 test point 
  Simulate circuit 
  Pow0 = Num. Weighted Transitions 
  A(c,2i) = Pow – Pow0 
   
  Restore State 
 
  Si = S1  // Try control-0 test point 
  Simulate circuit 
  Pow1 = Num. Weighted Transitions 
  A(c,2i+1) = Pow – Pow1 
 
  Restore State 
 EndFor 
EndFor 

9.4. PREVENTING CONFLICTS IN TEST POINT SELECTION 

The optimization condition as stated above does not prohibit selection of both a 

control-0 and control-1 test point at the same scan element.  This would happen if both 

x(2i) and x(2i+1) were set to 1 in the optimal solution. 

Prohibiting such cases can be easily accomplished by adding more conditions.  

Let Si be the ith scan element.  We can express the condition that if selected, Si should be 

selected either as a control-0 or control-1 test point, but not both, as x(2i) + x(2i+1) ≤ 1.  

Negating throughout, we get -x(2i) -x(2i+1) ≥ -1.  Making sure that this condition is 

satisfied can be accomplished by adding an extra row to A with –1 in columns 2i and 

2i+1 and 0 elsewhere.  An extra corresponding row is added to R containing –1.  Since 

there are S scan elements, S extra conditions result. 

For the example shown above, the inequalities are shown in Figure 24.  The rows 

with R set to –1 are those that were added to prevent both control-0 and control-1 test 

points at the same scan element. 
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Figure 24. Inequalities for the example 

9.5. AVOIDING TEST POINTS ON CRITICAL PATHS 

If certain scan elements are known to be on the critical path, it is very easy to 

prevent test points from being inserted on those scan elements. If scan element Si is on 

the critical path, simply setting the 2ith and (2i+1)th columns in all rows of A to zero will 

prevent that scan element from being selected for test point insertion. 

9.6. SELECTION OF TEST POINTS 

In principle, a solution to eliminate all violating cycles can be derived by just 

giving the integer linear programming (ILP) solver the matrices A (which contains the 

estimates of power reductions of the candidate test points) and R (which contains the 

required power reductions).  However, if A has a very large number of rows and columns 

(corresponding to a large number of violating cycles and scan elements), the ILP solver 

may require large amounts of memory and take an unacceptably long time to solve the 

optimization problem.  To reduce run time and memory requirements, we adopt the 

heuristic procedure described below. 

Let us derive new matrices AK and RK, which contain the data corresponding to 

the top K of the violating cycles, with the violating cycles sorted in decreasing order of 

required power reduction.  The number K should be chosen such that the resulting 

matrices AK and BK can be solved by the ILP solver in a reasonable amount of time.  
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Fixing these violating cycles requires that AK 
x ≥ RK.  If K is much smaller than the total 

number of violating cycles, the size of the new problem is much smaller the original one. 

The ILP solver will be able to solve this problem much more quickly.  Let xK be the set 

of test points the IP solver returns.  The reason behind targeting the top K violating cycles 

is that test points that solve the power problem for high-power vectors are also likely to 

solve the power problems of many more violating cycles with less power consumption. 

We insert the test points of xK into the circuit and simulate all test cycles again.  

For violating cycles that still remain, we simulate the independent insertion of all test 

points not already selected by xK.  This procedure results in two new matrices A2 and R2.  

Since many of the violating vectors not explicitly targeted by xK would have been 

eliminated, A2 and R2 and are usually much smaller than A and R (10-30 times smaller). 

If A2 and R2 are sufficiently small, the problem can be solved in its entirety.  Otherwise 

the top K’ violating cycles from A2 and R2 can be extracted to derive some more test 

points.  This process is repeated until all violating cycles are eliminated. 

The elements of A, which are the estimates for the power reduction produced by 

the candidate test points, are accurate only if the candidate test point is the only one 

present.  While solving the optimization problem, if selecting one test point is not enough 

to fix all peak power violations, multiple test points are selected.  The assumption that is 

made is that the power reduction of a set of test points is equal to sum of the reduction 

due to each test point in the set.  If some violating cycles are not eliminated, we add more 

test points to eliminate them.  While performing simulation to estimate the power 

reduction of new test points, the presence of already-inserted test points is accounted for. 

Hence the accuracy of later iterations is more than that of earlier iterations. 

9.7. SCHEME FOR ACTIVATING AND DEACTIVATING TEST POINTS 

The test points fix the outputs of certain scan elements to a constant value if the 

Test Point Enable signal is active.  However to prevent a decrease in fault coverage, the 
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values applied to the circuit-under-test during the capture cycle should be the same values 

that are specified by the vector.  In order to accomplish this, the test points should be 

deactivated in the capture cycle. 

9.7.1. Operation of Conventional Scan 

The clocking scheme for conventional scan using the mux-D scan cell is shown in 

Figure 25 (positive edge triggered logic).  The vector is shifted into the scan cells by 

clocking the scan chain with Scan Enable set to logic 1 so that the scan cells behave as a 

shift register.  The mux-D scan cell immediately applies the scanned value to the circuit-

under-test at every clock cycle.  Hence setting Scan Enable to logic 0 and applying the 

clock once will capture the values from the circuit-under-test into the scan element on the 

positive edge.  Setting Scan Enable to logic 1 in subsequent cycles will ensure that the 

captured response is not overwritten as it is shifted out. 

 

captureshift shift

Scan enable

Clock

 
Figure 25. Clocking scheme in conventional scan 

9.7.2. Adapting Conventional Scan in the Presence of Test Points 

For the proposed scheme, the Test Point Enable signal should be logic 0 during 

the capture cycle.  This can be accomplished by setting Test Point Enable to logic 0 in 

the last shift cycle.  This will ensure that the values that are applied to the circuit-under-

test.  The required waveforms are shown in Figure 26. 
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Figure 26. Clocking scheme with test points present 

The advantage of this scheme is that there no extra test cycles are needed to 

accommodate the presence of test points and not much extra logic is required since the 

Scan Enable signal can be connected to Test Point Enable in all scan elements.  

However, in the last shift cycle transitions are injected into the circuit due to two reasons.  

Some transitions are injected into the circuit due to transitions in the scan chains due to 

the last shift cycle.  In addition to this, the test points are deactivated, due to which some 

scan elements switch from a constant 1/0 to the value specified in the test vector.  

Because of this some more transitions are injected into the circuit.  The reason some scan 

elements were candidates for insertion of test points is that inhibiting transitions on those 

scan elements results in a large reduction in power consumption.  Hence transitions in 

those scan elements in addition to the transitions due to the scan chain shifting can result 

in a peak power violation in the last shift cycle.  A similar argument applies to the first 

shift cycle after the capture cycle, where transitions due to the first shift and those due to 

test point activation are injected into the circuit. 

9.7.3. Preventing Violations in Last and First Shift Cycles 

To prevent peak power violations, the last shift before the capture cycle must be 

decoupled from the test point deactivation and the first shift cycle after the capture cycle 

must be decoupled from test point activation to prevent peak power violations.  We 

propose the clocking scheme shown in Figure 27 to avoid peak power problems in the 

capture cycle.  In this scheme, test points are deactivated one cycle after the last shift.  
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The extra clock cycle delay is to allow the change in inputs due to the last shift to 

propagate through the combinational logic before the test points are deactivated.  This 

decouples the two sources of transitions in the circuit so that they don’t occur in the same 

cycle where they may cause peak power violations.  The same idea is used for activating 

the test points after the capture cycle.  An extra cycle is placed after the capture cycle to 

decouple the activation of the control points. 
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Figure 27. Clocking scheme to avoid power problems in capture cycles 

Note that the architecture described here does not suffer from the problem of 

excessive power consumption in the capture cycles as in [Gerstendörfer 99].  Since only a 

subset of the scan elements transition from a fixed value to the value specified by the 

vector during test point activation and deactivation, the power consumed is much lower 

than would be case if all scan elements switched. 

9.7.4. Test Time Overhead 

Typically there are hundreds of scan shifts for every capture cycle.  Most of the 

test time is spent in scan shifting.  The overhead of this scheme is two cycles for every 

capture cycle.  Hence the extra test time required for this scheme is very small compared 

to the total test time. 
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9.7.5. Implementation of Proposed Scheme 

The implementation of the proposed scheme is very simple.  The Scan Enable 

signal and the Test Point Enable signal can be made identical as illustrated in Figure 26 

and Figure 27.  Hence Test Point Enable is simply connected to Scan Enable and there 

is no need to route a separate global signal for it.  Since the tester controls the clock 

signal of the circuit-under-test, the proposed clocking sequence can be easily 

implemented in the tester program. 

9.8. EXPERIMENTAL RESULTS 

We implemented the proposed method on several of the largest ISCAS-89 

benchmark circuits [Brglez 89].  We assumed a conventional full scan architecture.  The 

primary inputs of the circuit were also assumed to be part of the scan chain.  We 

generated test vectors for the full-scan versions of the circuits using a commercial 

automatic test pattern generation (ATPG) tool.  The unspecified values in the test cubes 

from the ATPG tool were filled such that the number of transitions during scan-in would 

be as low as possible (i.e., minimum-transition fill [Sankaralingam 00]).  Simulation was 

done to identify the violating cycles and the power reduction due to the candidate test 

points.  A commercial ILP solver was used to select test points.  Simulation and the ILP 

solver were used together to eliminate all violating cycles as described in Sec. 9.6.  Test 

points were inserted to reduce the peak power of the ATPG generated test set by 30%.  

There was no increase in the number of vectors in the test set or decrease in fault 

coverage. 
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Table 8 Results for ISCAS89 benchmarks for 30% reduction in peak power 

Circuit 
Percent. 

Violating 
Cycles 

Percent. 
Violating 
Vectors 

Num. 
Scan 

Elements 

Num. 
Test 

Points 

Decrease 
in Peak 
Power 

Decrease 
in Average 

Power 
s5378 70% 100% 216 23 30% 27% 
s9234 16% 100% 247 15 30% 29% 
s13207 8% 75% 700 42 30% 29% 
s15850 10% 66% 611 8 30% 32% 
s38417 8% 27% 1664 119 30% 33% 

 

The experimental results are shown in.  The first column shows the name of the 

benchmark circuit.  The second column gives the percentage of cycles that violated the 

peak power constraint among all test cycles.  As can be seen, the percentage of cycles is 

small in most cases.  The third column shows the percentage of test vectors which had at 

least one violating cycle during scan-in of that vector.  As can be seen, a very large 

number of vectors have at least one violating cycle.  This is because the small number of 

violating cycles are distributed over a large number of vectors.  If a simple approach like 

dropping all vectors with violating cycles were resorted to, a significant decrease in fault 

coverage would result since a significant number of vectors would need to be dropped.  

The fourth column shows the number of scan elements in the circuit.  The fifth column 

shows the number of scan elements that were converted to test points.  This column gives 

the number of test points that were necessary to reduce peak power by 30%.  The sixth 

column gives the reduction in average power.  As can be seen, the reduction in average 

power is not as much as reported in [Gerstendörfer 99] since the number of test points is 

much lower.  However, the reduction in peak power is much greater than the reduction in 

peak power for that scheme. 
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Chapter 10: Reducing Instantaneous Peak Power During Scan 
Testing Using Multi-Phase Shifting 

We present a design-for-test (DFT) method that reduces peak power during 

testing.  The method is test set agnostic and hence can be applied to both deterministic 

testing and test-per-scan built-in-self-test (BIST).  The advantage of a test set agnostic 

DFT scheme is that it can be implemented very early in the design process, before test 

generation has been completed. 

10.1. INTRODUCTION 

A chip’s power and ground distribution system is generally designed for handling 

the instantaneous peak power during normal functional operation, and it may not be able 

to handle the much larger instantaneous peak power that can occur during scan testing.  If 

the instantaneous peak power during test is too large, then the large di/dt in the power and 

ground lines will result in a Vdd drop/ground bounce that may cause problems (e.g., 

memory elements may lose their state or a phase-lock loop may malfunction). 

There are three factors that contribute to instantaneous power:  transitions in the 

clock-tree, transitions in the scan elements, and transitions in the combinational logic 

driven by the scan elements.  Generally, the instantaneous power will peak in two 

locations.  This is illustrated in the SPICE [Vladimirescu 93] plot shown in Figure 28 

which is plotting instantaneous power on the y-axis versus time on the x-axis.  This is for 

the benchmark circuit s9234 [Brglez 89] with two scan chains implemented in a 0.25 

micron process.  The first peak is due to the simultaneous switching in the clock-tree and 

scan elements, and the second peak is due to the switching in the combinational logic as 

the scan element output transitions ripple through the combinational logic.  The first peak 

occurs right around the clock edge, while the second peak occurs a little later as the 

transitions propagate through the combinational circuit and reach a point where a 
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maximal number of gates are simultaneously switching.  The shape of this plot will vary 

depending on the particular circuit and technology.  The relative magnitude of the two 

peaks and the distance between them depends on the number of levels of logic in the 

combinational circuit between the flip-flops, the circuit design style, and a host of other 

factors.  The trend towards shorter clock periods with more shallow logic between flip-

flops suggests the first peak will be of increasing importance.  This is supported by the 

results presented in [Pouya 00].  The design-for-test (DFT) technique described here 

significantly reduces all three components of instantaneous peak power. 
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Figure 28. Power consumption during scan shift clock edge 

One common strategy to solve power problems during scan shifting is to use more 

complex scan elements that are capable of holding their output values constant during 

scan shifting.  This approach helps solve the problem of average power dissipation during 

scan shifting, and will eliminate the contribution of combinational logic switching 

towards instantaneous power.  However, it does not reduce the instantaneous power due 

to transitions in the clock-tree and scan elements themselves.  The instantaneous peak 
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power may still be too high even without the contribution from the combinational logic.  

The first peak in Figure 28 will still be present. 

10.2. PROPOSED DFT TECHNIQUE 

We propose a DFT scheme that reduces instantaneous peak power during scan 

shifting.  This method is applicable to both scan testing using deterministic vectors as 

well as test-per-scan BIST.  The existing scan chains in the CUT are divided into N 

groups of scan chains.  Each group can contain multiple scan chains.  The scan clock of 

each group is designed so that it is separately controllable.  If there are N groups, a single 

shift clock period is divided into N phases.  N clock signals are generated, one for each 

group of scan chains, either by on-chip logic or by the tester.  These clock signals are 

generated such that only one of them at a time has an edge that triggers its scan elements 

(e.g., negative edge for negative-edge triggered scan elements) in any phase during scan 

shifting.  Since the edges of different groups’ clocks are separated in time, on any clock 

edge, only the transitions in the scan elements belonging to the group of scan chains 

driven by that clock will occur.  Thus, the proposed approach reduces all three 

components of instantaneous power compared with conventional scan testing.  The 

transitions in the clock-tree are reduced since the clock-tree for each group of scan chains 

is transitioned separately.  The simultaneous transitions in the scan elements are reduced 

since only one group of scan chains are clocked at the same time.  And, the simultaneous 

transitions in the combinational logic are reduced since only the combinational logic 

driven by one group of scan chains is active at the same time. 
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Figure 29. Division of single shift clock period into multiple phases 

Figure 29 shows an example of how a single scan shift clock period is split into 

three phases.  The out-of-phase clocks clk0, clk1 and clk2 are such that only one of them 

has an edge in any phase.  One group of scan chains is shifted on each clock’s negative 

edge.  The scan elements are assumed to be negative-edge triggered.   In the conventional 

method, all the scan chains would be shifted simultaneously on the negative edge of the 

signal shift clock.  In the proposed method, the first group of scan chains is shifted on the 

negative edge of clk0, the second group on the negative edge of clk1, and the third group 

on the negative edge of clk2.  In the capture cycle, all groups of scan chains are clocked 

simultaneously to ensure that the correct response is captured. 

The advantages of the proposed approach are the following.  There is no increase 

in test time since all the phases fall in a conventional single shift clock period.  The fault 

coverage is unaffected since there is no modification made to the test vectors themselves.  

There are no modifications or constraints placed on the scan chain architecture other then 

that groups of scan chains have separate scan clocks.  Only a small amount of hardware 

overhead is required for latching the tester channel inputs and generating the multi-phase 

clocks. 
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10.3. PEAK POWER DURING SCAN SHIFTING AND SCAN CAPTURE 

During scan testing, there are two modes of operation for the scan chains.  One is 

scan shifting and the other is scan capture. 

10.3.1. Scan Shifting 

Scan shifting is done to shift in a test vector into the scan chains and 

simultaneously shift out an output response.  The number of flip-flops making transitions 

in each clock cycle during scan shifting depends on the sequence of 1’s and 0’s in the test 

vector/output response pair that is being shifted (as test vector ti is being shifted in, test 

vector ti-1 is being shifted out, as illustrated in Figure 30).  In the worst-case, if the 

contents of the scan chains is alternating one’s and zero’s (101010…) then all the flip-

flops would make transitions during scan shifting.  Typically, for some test set, the scan 

vector/output response combination with the largest number of transitions that gets 

shifted in the scan chain will cause a much larger percentage of flip-flops to transition 

then would ever occur during functional operation.  This is the reason why the 

instantaneous peak power during scan shifting may exceed the capabilities of the power 

distribution system which is designed only to support functional operation. 

If the peak power problem during scan shifting were to be solved by an automatic 

test pattern generator (ATPG), the ATPG would have to guarantee that no peak power 

violations would occur when a vector it generates is shifted in and response shifted out.  

Input assignments would need to consider the impact both on the number of transitions in 

the input vector as well as the number of transitions in the output response.  This would 

be a very hard problem.  Since it is not easy to address peak power problems during scan 

shifting via ATPG, a DFT hardware based solution is needed. 
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Figure 30. Scan Vector ti being Scanned in and Response of Scan Vector ti-1 being Scanned Out 

10.3.2. Scan Capture 

The other mode of operation for the scan chain is scan capture.  When a test 

vector has been loaded into the scan chains, then scan capture is done to load the output 

response back into the scan chain.  If the test vector corresponds to a valid state of the 

circuit during functional mode, then the number of flip-flops making transitions during 

scan capture will be the same as during functional mode and hence will not cause any 

peak power problems.  However, if the test vector places the circuit into a state that it 

would never enter during functional operation, then it is possible that the peak power 

during scan capture could be greater then during functional operation.  It is much less 

likely that there will be peak power problems during scan capture then during scan 

shifting since it is very similar to functional operation, but it could still potentially be a 

problem because of illegal states. 

Solving peak power violations during scan capture via ATPG is much easier than 

for scan shifting.  The ATPG procedure can be constrained to avoid illegal states where 

the number of transitions during scan capture is excessive. 

Since peak power during scan capture is comparable to the peak power during 

functional operation and can be relatively easily controlled during test generation, we 

focus on the more difficult problem of reducing peak power during scan shifting.  The 

DFT scheme described in this chapter can be used to bring the peak power during scan 

shifting down to the levels that occur during functional operation and thereby avoid 

problems with overloading the power distribution system. 
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10.4. MULTI-PHASE SHIFTING 

As was previously illustrated in Figure 29, the key idea of this method is to shift 

groups of scan chains in different phases within a single scan clock period.  Figure 31 

shows an example SPICE plot of power consumption with conventional scan shifting 

where all scan chains shift on the falling edge of the clock (this is for the benchmark 

circuit s9234).  Note that all of the power consumption occurs within a 2.5ns time 

window after the shift clock edge.  The idea with multi-phase shifting is to spread the 

power consumption out so that it does not cause such a large di/dt all at once. 

A scan shift clock period is usually much longer than a functional mode clock 

period.  There are one or more reasons why this generally is the case.  One reason is that 

to minimize the overhead and design time for scan, the scan clock trees and scan stitching 

are often not optimized for high frequency operation.  Another reason may be to keep the 

average power consumption down so the chip doesn’t overhead during scan testing.  A 

third reason may be that if a low cost tester channel is used for driving the scan pins, it 

may not be able to drive the scan pins with high enough accuracy at the functional mode 

operating frequency. 

Obviously, the internal logic of a circuit is designed to settle to the correct logic 

values within a single period of the functional mode operating frequency.  Since the scan 

shift frequency is less than the functional mode frequency, a key observation is that the 

time taken by the circuit to settle to its correct logic values after the inputs are changed is 

very short compared to a scan shift clock period.  Since most of the power is consumed 

when the circuit switches, it follows that power is consumed only during a small part of 

the scan shift clock period (as illustrated in Figure 31).  The rest of the scan shift clock 

period is “wasted time” which is present only because either of the tester or scan chain 

cannot operate fast enough.  The key idea here is to exploit this “wasted time” to reduce 

the instantaneous peak power in a test cycle. 
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The instantaneous power consumption in the circuit is correlated with the number 

of scan elements making transitions since this affects both the switching activity in the 

scan elements as well as the switching activity in the combinational logic driven by the 

scan elements.  If the scan chains in the circuit were divided into two groups and each 

group was shifted separately on different clock edges, then the instantaneous peak power 

around both clock edges would be lower then the original instantaneous power 

consumption where all the switching occurred around a single clock edge.  Furthermore, 

if the scan shift clock period is at least twice as long as the functional mode clock period, 

then the scan shift clock period could be divided into two phases where one group of scan 

chains could be clocked in one phase and the other group of scan chains could be clocked 

in the other phase.  Thus, there will be no increase in test time.  All the scan chains will 

be shifted by the end of each scan shift clock period. 
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Figure 31. Power consumption with all scan chains clocked on same clock edge 
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Figure 32. Power consumption with 2 groups of scan chains clocked separately 

For the same scan shift example shown in Figure 31, the scan chains were divided 

into two groups and clocked in different phases of the scan shift clock period.  Figure 32 

shows a SPICE plot of the power consumption when the two groups are clocked 

separately.  One group is clocked at 10ns and the other group is clocked at 14ns.  The plot 

shows that there is a decrease in instantaneous peak power consumption during the shift 

clock period of about 40% compared to the conventional method shown in Figure 31. 

The multi-phase scan shifting scheme shown in Figure 32 is conservative.  The 

power consumption time windows of the two clock edges need not be completely non-

overlapping to reduce instantaneous peak power.  Peak power reduction can be achieved 

even if the clock edges are separated just enough so that the times when the peaks of the 

power consumption occur are not coincident. This is shown in Figure 33, where the clock 

edges are separated by 1.5ns.  The peak power is very similar to that of Figure 32.  This 

implies that it is possible to divide a single scan shift clock period into a number of 

phases. 

It should be noted that multi-phase shifting does not reduce average power.  

Approximately the same amount of energy is consumed in each scan clock period in both 
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cases, but instead being concentrated on a single clock edge, it is spread out over the 

entire clock period.  The average power for the entire clock period remains unchanged. 
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Figure 33. Groups of scan chains clocked 1.5ns apart 

10.5. IMPLEMENTATION OF MULTI-PHASE SHIFTING 

To implement multi-phase shifting, a single scan shift clock period should be 

divided into multiple phases and sub-clocks generated such that in each phase only one of 

the sub-clocks has an edge that triggers scan elements (e.g., negative edges for negative-

edge scan elements). 

In this section, we describe different schemes for generating the sub-clocks for 

each group of scan chains in which the amount of on-chip hardware and the number of 

extra tester channels required for the proposed scheme can be traded off. 

A key feature of the proposed schemes is that the existing scan architecture can be 

used as is.  The modifications are only made to clock signals driving the scan chains.  No 

modifications are needed to any other aspect of the scan architecture. 
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10.5.1. Implementation with No Extra Tester Channels 

Tester channels are a valuable resource, especially when testing chips with large 

pin counts.  This section describes a scheme in which no extra tester channels are needed 

to support multi-phase shifting.  All sub-clock generation is done with on-chip logic.  The 

block diagram of this scheme is shown in Figure 34.  The shaded block is the extra 

hardware that is present to generate sub-clocks in test mode. 
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Figure 34. Scheme with no tester channel overhead 

The six scan chains in the CUT are divided into three groups.  A sequential 

machine is synthesized and placed inside the CUT to divide each scan clock period into 

three phases and generate out-of-phase sub-clocks such that only one of them has an edge 

in any phase.  In this scheme, for every period of the scan clock, the sequential circuit has 

to go through multiple states.  Since a synchronous circuit cannot transition more rapidly 

that its clock, we need a faster clock than the scan clock to be used as the system clock of 

the sequential machine. 

High-speed circuits typically take a slow reference clock as input and have on-

chip hardware to generate a high-quality fast clock from this reference.  This fast clock 

can be simply divided and used as the clock of the sequential machine.  Note that the scan 

clock is used as a data input by sequential machine (it is not used as the sequential 
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machine’s clock).  In capture mode, all scan chains must be clocked simultaneously.  The 

sequential machine uses the Scan Enable signal as an input to ensure that. 

The input waveforms scan enable and scan clock and output waveforms clk0, 

clk1 and clk2, are shown in Figure 35.  The figure shows the last shift cycle of one vector, 

followed by capture, followed by the first shift after capture. The scan elements are 

assumed to be negative-edge triggered. 
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Figure 35. Input and output waveforms of on-chip sub-clock generator 

The Scan Data In signals of scan chains driven by clk1 and clk2 should have valid 

data during the negative edges of those signals.  However, the tester may not have valid 

data available at that time because it might make the assumption that all data would be 

latched on the scan clock’s negative edge.  This problem can be solved by latching the 

Scan Data In signals of all scan chains during the scan clock’s negative edge and using 

the latched values during the sub-clock edges. 

A sequential machine implementing the state transition diagram shown in Figure 

36 can generate the required waveforms.  The notation A/B on the edges of the diagram 

means that the transition happens if the conditions in A are met, and when the transition 

happens the output assignments in B are carried out.  If A is “-”, then the transition 

occurs unconditionally in the next clock cycle.  The sequential machine should be driven 
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by a clock that is at least three times as fast the scan clock (the scan clock signal is used a 

data input).  Scan clock is abbreviated as “sc” and scan enable as “se” in Figure 36. 
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Figure 36. State Transition Diagram 

10.5.2. Implementation with No On-chip Hardware 

If additional tester channels are available, then it is possible to eliminate the need 

for the on-chip clock generator for multi-phase shifting.  In this case, all the intelligence 

is transferred to the tester.  Instead of one scan clock, the tester outputs as many sub-

clocks as there are groups of scan chains.  The tester is responsible for generating the 

multi-phase clocking scheme and ensuring that all chains are clocked simultaneously in 

the capture cycle.  The disadvantage of this scheme is that some tester channels have to 

be dedicated for providing the sub-clocks.  The block diagram of this scheme is show in 

Figure 37. 
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Figure 37. Implementation with no on-chip hardware 

10.6. EXPERIMENTAL RESULTS 

The proposed method was implemented on several of the largest ISCAS-89 

benchmark circuits [Brglez 89].  A conventional full scan architecture was assumed, and 

the primary inputs of the circuit were also assumed to be part of the scan chains.  Test 

vectors for the full-scan versions of the circuits were generated using a commercial 

ATPG tool.  The unspecified values in the test cubes from the ATPG tool were filled 

such that the number of transitions during scan-in would be as low as possible (i.e., 

minimum-transition fill [Sankaralingam 00]).  Simulation of scan testing was done to 

identify the peak power for conventional scan testing.  To simulate the proposed multi-

phase scan shifting, the original circuit’s scan chains were divided into groups of scan 

chains.  Scan testing was simulated and the peak power during scan shifting was recorded 

using multi-phase shifting with different numbers of groups.  The instantaneous peak 

power during scan capture and the average power of the test session are the same in both 

the conventional approach and the proposed approach, only the instantaneous peak power 

during scan shifting is different. 

In Table 1, results are shown where the power is estimated by using a weighted 

transition model.  When a node changes state (i.e., a transition occurs), power is 

consumed.  The transition is weighted by the number of fanouts of the node.  The first 

column shows the name of the benchmark circuit.  The second column shows the number 
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of scan elements in the circuit.  The third column shows the peak power during 

conventional scan shifting.  The remaining columns show the peak power during multi-

phase scan shifting with different numbers of groups along with the percentage reduction 

in peak power that is achieved compared with the conventional case. 

In Table 2, a more detailed analysis using SPICE for the worst-case shift cycles 

for the case with two scan groups was done in the proposed and conventional cases, as 

identified by the weighted transition model.  The ISCAS-89 circuits were converted into 

SPICE netlists based on the Virginia Tech VLSI for Telecommunications (VTVT) 

Standard Cell Library [Sulistyo 02]. 

The experimental results show that a significant decrease in instantaneous peak 

power can be achieved with the proposed approach.  Note that there is a significant 

difference between the results using the weight transition model and the actual SPICE 

results.  This arises because the weighted transition model does not account for the 

reduction in clock power whereas the SPICE results do. 
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Table 9 Reduction in peak power using weighted transitions to estimate power 

Proposed Method 

Two Groups Three Groups Four Groups 
Circuit 

Num. 
Scan 

Elements 

Original 
Peak 

Power 
(weighted 

transitions) Peak Power 
(weighted 

transitions) 

Decrease 
in Peak 
Power 

Peak 
Power 

(weighted 
transitions) 

Decrease 
in Peak 
Power 

Peak 
Power 

(weighted 
transitions) 

Decrease 
in Peak 
Power 

s9234 247 3799 2577 32% 2150 43% 1858 51% 

s13207 700 5259 3285 37% 2396 54% 1911 63% 

s15850 611 6384 4874 23% 4402 31% 4053 36% 

s38417 1664 14467 8491 41% 6508 55% 5104 64% 

s38584 1467 16841 13058 22% 11608 31% 10728 36% 

 

Table 10 Reduction in peak power using SPICE to measure power for two scan groups 

Circuit 
Num. 
Scan 

Elements 

Orig. Peak 
Power (mW) 

New Peak 
Power (mW) 

Decrease 
in Peak 
Power 

s9234 247 212 110 48% 

s13207 700 590 311 47% 

s15850 611 376 197 47% 

s38417 1664 1287 648 49% 

s38584 1467 1124 566 49% 
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Figure 38. Frequency distribution chart of power consumption for s13207 

Figure 38 shows the frequency distribution chart of power consumption during 

scan test for s13207 for conventional scan and for the proposed method using two scan 

groups.  The x-axis is the number of weighted transitions in a single cycle divided by 10, 

and y-axis is the number of cycles in which the corresponding number of weighted 

transitions occurred. 

For the conventional method, the distribution is a heavy tailed distribution with a 

maximum of 5259 (i.e., 525 in graph).  For the proposed method, the maximum is 3285 

(i.e., 328 in the graph).  As seen in the graph, the heavy tailed original distribution has 

been converted into a distribution with a flatter tail. 
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