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Chapter 1

Introduction

The lattice agreement problem, introduced in [41] to solve the atomic

snapshot problem [6] in shared memory systems, is an important decision

problem in distributed systems. In this problem, processes start with input

values from a lattice and need to decide values which are comparable to each

other. The lattice agreement problem is a weaker decision problem than the

consensus problem, in which processes need to decide on one common value.

In synchronous message passing systems, the consensus problem cannot be

solved in fewer than f + 1 rounds [95], but lattice agreement can be solved in

log f rounds [217]. In asynchronous systems, the consensus problem cannot

be solved even with one failure [108], whereas the lattice agreement problem

can be solved in asynchronous systems when a majority of processes is correct

[101, 216]. Conventionally, consensus based algorithms such as Paxos [156] are

used in the state machine replication technique [191] to implement distributed

fault-tolerant services. Since lattice agreement is a weaker problem than con-

sensus, then it may be possible to apply lattice agreement based algorithms

to implement some kind of replicated state machines with better throughput

and latency but weaker properties.
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Lattice agreement in message passing systems is useful due to its ap-

plications in atomic snapshot objects and fault-tolerant replicated state ma-

chines. Efficient implementation of atomic snapshot objects in crash-prone

message passing systems is important because they can make the design of

many algorithms in such systems easier (examples of algorithms in message

passing systems based on snapshot objects can be found in [204],[184] and [45]).

As shown in [41], any algorithm for lattice agreement can be applied to solve

the atomic snapshot problem in a shared memory system. They present an

algorithm to transform any lattice agreement algorithm to implement atomic

snapshot objects in shared memory systems. We note that [44] does not di-

rectly use lattice agreement to solve the atomic snapshot problem, but their

idea of producing comparable views for processes is essentially lattice agree-

ment. Adapting the general transformation given in [41] for shared memory

systems to work in crash-prone message passing systems is not non-trivial.

With this transformation, algorithms for lattice agreement problem can be

directly applied to implement atomic snapshot objects in crash-prone message

passing systems.

State machine replication (RSM) [191] is the foundation of many dis-

tributed applications today: it allows some applications to be deployed on

multiple servers in order to guarantee its correct functioning despite possible

faults. In RSM, clients issue requests to a set of distributed servers imple-

menting the replicated application. The servers run a distributed protocol to

decide the order of requests and provide clients with outputs. Each server
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would execute all the requests issued by clients in the same total order. Con-

ventionally, RSM applies consensus based protocols to agree on the order of

requests issued by clients. Since there are no deterministic algorithms for the

consensus problem, however, the ordering module becomes a bottleneck in

RSM. This led the research community to study and develop alternative solu-

tions based on the relaxation of some of the constraints of RSM. In particular,

Faleiro et al [101] and Chordia et al [82] propose a restricted type of repli-

cated state machines called Update-Query (UQ) state machines. In this type

of replicated state machines, only two operations are supported: update and

query. An update operation consists of only commands that modify the state

of the machine (write command) and a query operations consists of only com-

mands that read the state of the machine (read command). Hence, UQ state

machines do not support operations that consist of both write commands and

read commands. In addition, all update operations have to be commutative,

i.e., the ordering of applying any two update operations do not matter. One

such example is a replicated add-only set data structure which supports adds

and reads. As we can see, applying add(a), add(b) and add(b), add(a) would

result in the same set of {a, b}. Thus, the add operations are commutative.

Faleiro et al. in [101] demonstrates how to apply lattice agreement protocols

to implement UQ state machines. To implement a linearizable and serializable

UQ state machines, we can first design the underlying data structure to be

conflict-free replicated data types (CRDT) [193]. A CRDT is a data structure

which can be replicated across multiple processes, where each replica can be
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updated independently and concurrently without coordination. All updates

for a CRDT are commutative. Then, protocols for lattice agreement can be

directly applied on top of CRDT to provide linearizability and serializability.

1.1 System Model

We assume a distributed message passing system with n processes

(nodes) with unique ids in {1, 2, ..., n}. The communication graph is com-

pletely connected, i.e., there is a direct communication channel between each

pair of processes. We assume that all communication channels are reliable,

i.e., if process i sends a message to process j, then process j must be able

to receive the message even if process i dies after sending the message. We

assume that there can be at most f faulty processes in the system.

Two basic types of systems are considered: synchronous systems and

asynchronous systems. In a synchronous system, processes run in lock step

and messages sent in one step are received in the next. Specifically, time

can be divided into intervals of length ∆ where ∆ is an upper bound on the

message delay known by each process in the system. Each such interval is a

round. Protocols in such systems can be viewed as a sequence of rounds. In

each round, every process sends messages to other processes, receives messages

sent to it in that round, and then perform some local computation. In an

asynchronous system, there are no bounds on message delays or relative speeds

of processes. In such a system, it is impossible to detect missing messages;

there is no way to distinguish between a “slow” message and a message not
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sent. Protocols for asynchronous systems can also be viewed as a sequence

of rounds. In each round, every process sends messages to all others, waits

for only n− f messages of that round, and performs local computation. The

processes cannot wait for more than n−f messages in a round since there is a

possibility that all f faulty processes do not send any message in that round.

We consider two types of process failures: crash failure and Byzantine

failure.

• Crash Failure: If a process has a crash failure at some time t, then it

follows the protocol before time t and stops executing the instructions

of the protocol after time t.

• Byzantine Failure: If a process is Byzantine, it can deviate arbitrarily

from the protocol, in particular it can fail to send messages when it

should and can send spurious and contradictory messages. A group of

Byzantine processes can collaborate to break the protocol.

We use parameter fa to denote the actual number of faulty processes

in an execution of the protocol. By our assumption, we must have fa ≤ f . We

consider both systems with and without digital signatures. In a system with

digital signatures, Byzantine processes cannot forge the signature of correct

processes.
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1.2 Contributions

1.2.1 The Lattice Agreement Problem

Let (X, ≤, t) be a finite join semi-lattice with a partial order ≤ and

join t. Two values u and v in X are comparable iff u ≤ v or v ≤ u. The

join of u and v is denoted as t{u, v}. X is a join semi-lattice if a join exists

for every nonempty finite subset of X. As customary in this area, we use

the term lattice instead of join semi-lattice in this thesis for simplicity. More

background on join semi-lattices can be found in [85].

In the lattice agreement problem [41], each process pi can propose a

value xi in X and must decide on some output yi also in X. An algorithm

is said to solve the lattice agreement problem if the following properties are

satisfied:

Downward-Validity: For all i ∈ [1..n], xi ≤ yi.

Upward-Validity: For all i ∈ [1..n], yi ≤ t{x1, ..., xn}.

Comparability: For all i ∈ [1..n] and j ∈ [1..n], either yi ≤ yj or

yj ≤ yi.

Figure 1.2.1 shows a lattice agreement example with process inputs and

outputs. In the example, there are three processes: p1, p2 and p3. Their input

values are {a}, {b} and {c} from the boolean lattice formed by the power set

of set {a, b, c}. The right part shows one possible output. p1 outputs {a}, p2

outputs {a, b} and p3 outputs {a, b, c}. Clearly, the outputs satisfies the three

properties.
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{a,b,c}

{a,b} {a,c} {b,c}

{a}p1 {b}p2 {c}p3

{}

=⇒

{a,b,c}p3

{a,b}p2 {a,c} {b,c}

{a}p1 {b} {c}

{}

Figure 1.1: A Lattice Agreement Example

Chapter 2 studies the lattice agreement in synchronous message passing

systems. We present three algorithms for the lattice agreement problem which

can tolerate up to f < n crash failures. In the first algorithm, we assume

that the height of the input lattice X, denoted as h(X), is known by each

process as a priori. With this assumption, the algorithm takes O(log h(X))

rounds. The second algorithm does not assume the knowledge of the height of

the input lattice. It applies the first algorithm as a building block and takes

O(log f) rounds where f is the maximum number of crash failures. In some

cases, the height of the input lattice can be quite small. It would be good to

have some algorithm with complexity depending on both f and h(X). The

third algorithm takes O(log2 h(X)) rounds, which applies the first algorithm as

a building block. As a byproduct, using the ideas from the second algorithm,

we obtain an algorithm which takes O(log2 fa) rounds where fa is the number

of actual faulty processes in an execution.

Chapter 3 presents algorithms for the lattice agreement in asynchronous

message passing systems. We first present an double-collect fashion algorithm

7



that takes min{h(L), f + 1} round-trips where L is the minimal join-closed

subset of X that includes all the input values. Then, we propose an algorithm

that takes O(log f) rounds, which achieves exponential improvement compares

to previous work.

1.2.2 The Byzantine Lattice Agreement

In the Byzantine lattice agreement problem, each process pi can propose

a value xi in a finite semi-join lattice (X, ≤, t) and must decide on some

output yi also in the lattice while there are at most f Byzantine processes in

the system. Let C denote the set of correct processes. An algorithm is said to

solve the Byzantine lattice agreement problem if the following properties are

satisfied:

Comparability: For all i ∈ C and j ∈ C, either yi ≤ yj or yj ≤ yi.

Downward-Validity: For all i ∈ C, xi ≤ yi.

Upward-Validity: t{yi | i ∈ C} ≤ t({xi | i ∈ C}∪B), where B ⊂ X

and |B| ≤ fa.

Remark 1.2.1. The Upward-Validity given by Attiya et al [41] is not suitable

in the presence of Byzantine processes, since the input value for a Byzantine

process is not defined. Thus, the extra B set is used to accommodate for pos-

sible values from Byzantine processes. The above Upward-Validity is similar

to the Non-Triviality defined in [90]. The only difference is that the extra B

set in [90] is required to have size at most f , which is the resilience parameter.

One may argue that if a Byzantine process proposes the largest element of the
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input lattice, then correct processes may always decide on the largest element.

For applications, we can impose an additional constraint on the initial proposal

of all processes. For example, in the case of a Boolean lattice, we can require

that the initial proposal for any process must be a singleton. More generally,

we can impose the requirement that the initial proposal of any process must

have the height less than some constant.

Chapter 4 studies the Byzantine lattice agreement problem in syn-

chronous message passing systems. We first present an early-stopping algo-

rithm that takes O(
√
fa) rounds, which applies the Gradecast algorithm [102]

as a building block. Our second algorithm takes O(log n) rounds and is not

early-stopping. Based on the second algorithm, we present the third algorithm

that takes O(log f) rounds. All the algorithms assume that f < n
3
.

1.2.3 Linearizable and Sequentially Consistent Snapshot Objects

The snapshot object is made up of n segments (one per node), and

provides two operations: Update and Scan. Node i invokes Update(v) to

write value v into the i-th segment of the snapshot object. We adopt the

single-writer semantic, i.e., only node i can write to the i-th segment. The

Scan operation allows a node to obtain an instantaneous view of the snapshot

object. The Scan returns a vector Snap, where Snap[i] denotes the value of

the i-th segment of the object.

In this work, we consider two consistency requirements for the snapshot

object: sequential consistency and linearizability (atomicity). An implemen-
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tation of the snapshot object is sequentially consistent if for each execution of

the implementation, there exists an equivalent sequential execution for each of

its history. An implementation of the snapshot object is atomic if there exists

an equivalent sequential history for each of its history such that the real time

ordering of operations are preserved.

In chapter 6, we first present an early-stopping algorithm for the lattice

agreement problem in asynchronous message passing systems, which is the

first such algorithm. Then, we present a framework to implement an atomic

snapshot object and sequentially consistent snapshot object by adapting the

early-stopping lattice agreement algorithm. Our implementation guarantees

that (i) for atomic snapshot objects, each operation (Update or Scan ) takes

O(
√
fa · D) time where D is the upper bound on the message delay, and

(ii) for sequentially consistent snapshot objects, each Update operation takes

O(
√
fa ·D) time and each Scan operation takes O(D) time. Thus, when there

are no crash failures, each operation in our implementation takes O(D) time

for both types of snapshot objects.
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Chapter 2

Lattice Agreement in Synchronous Systems

In this chapter, we present algorithms for the lattice agreement problem

in synchronous message passing systems1.

2.1 Introduction

In a synchronous message passing systems, each pair of processes com-

municate by sending messages through a private communication channel. We

assume that all communication channels are reliable, i.e., if process i sends a

message to process j then process j must be able to receive the message even

if process i crashed after sending the message. Synchronous means that there

is a known upper bound on the message delay, denoted as ∆. In addition, we

assume that local computation time is negligible compared to message delays.

Thus, we can divide time into consecutive slots of length ∆. At each such time

slot, each process sends some messages to other processes at the beginning of

the slot and wait to receive messages sent by other processes at the end of the

1A preliminary version of this chapter appears in the following paper. Xiong Zheng,
Changyong Hu, and Vijay K Garg. Lattice agreement in message passing systems. In 32nd
International Symposium on Dis-tributed Computing (DISC 2018). Xiong Zheng is the
main contributor of the paper.
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slot, then performs some local computation. We call each slot as a synchronous

round. We measure the time complexity of our algorithms using synchronous

rounds. In our following algorithms, when a process sends a message to all, it

also sends this message to itself.

We assume processes can only have crash failures, i.e., fail-stop. We

assume a upper bound on the number of processes that can possibly crash,

denoted as f . We say a process is faulty in a run if it crashes and correct

or non-faulty otherwise. We use fa to denote the actual number of processes

that have crashed in an execution of our algorithm. Clearly, we have fa ≤ f .

We say an algorithm is early-stopping if its round complexity depends on fa

instead of f .

Lattice agreement, introduced in [41] to solve the atomic snapshot prob-

lem [6] in shared memory, is an important decision problem in distributed

systems. In this problem, processes start with input values from a lattice and

need to decide values which are comparable to each other. Lattice agreement

problem is a weaker decision problem than consensus. In synchronous sys-

tems, consensus cannot be solved in fewer than f + 1 rounds [95], but lattice

agreement can be solved in log f + 1 rounds (shown by an algorithm we pro-

pose). In asynchronous systems, the consensus problem cannot be solved even

with one failure [108], whereas the lattice agreement problem can be solved in

asynchronous systems when a majority of processes is correct [101].

Let (X, ≤, t) be a finite join semi-lattice with a partial order ≤ and

join t. Two values u and v in X are comparable iff u ≤ v or v ≤ u. The
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join of u and v is denoted as t{u, v}. X is a join semi-lattice if a join exists

for every nonempty finite subset of X. As customary in this area, we use the

term lattice instead of join semi-lattice in this thesis for simplicity.

In the lattice agreement problem [41], each process pi can propose a

value xi in X and must decide on some output yi also in X. An algorithm

is said to solve the lattice agreement problem if the following properties are

satisfied:

Downward-Validity: For all i ∈ [1..n], xi ≤ yi.

Upward-Validity: For all i ∈ [1..n], yi ≤ t{x1, ..., xn}.

Comparability: For all i ∈ [1..n] and j ∈ [1..n], either yi ≤ yj or

yj ≤ yi.

In this thesis, all the algorithms that we propose apply join operation

to some subset of input values. Therefore, it is sufficient to focus on the

join-closed subset of X that includes all input values. Let L be the smallest

join-closed subset of X that includes all input values. L is also a join semi-

lattice. We call L the input sublattice of X. All algorithms proposed in this

thesis are based on L. Since the complexity of our algorithms depend on the

height of lattice L, we give the formal definitions as below:

Definition 2.1.1. The height of a value v in a lattice X is the length of longest

path from any minimal value to v, denoted as hX(v) or h(v) when it is clear.

Definition 2.1.2. The height of a lattice X is the height of its largest value,

denoted as h(X).
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Each process proposes a value from a boolean lattice. Thus, the largest

value in this lattice is the set consists of all the n values. From the definition

2, we have h(L) ≤ n.

2.2 Related Work

In synchronous message passing systems, the first algorithm for the

lattice agrement problem was proposed by Attiya et al. in [41]. Their al-

gorithm takes log n rounds and O(n2) messages and tolerates up to n − 1

process failures. The basic idea of their algorithm is to divide processes into

two groups based on ids and let processes in the first group send values to

processes in the second group. Each process in the second group takes join

of all received values. Then, this procedure continues recursively within each

subgroup. Their algorithm can tolerate at most n − 1 crash failures. Later,

[170] gave an algorithm with round complexity of min{O(h(X)), O(
√
f)}, for

any execution where at most f < n processes may crash. Their algorithm has

the early-stopping property and is the first algorithm with round complexity

that depends on the actual height of the input lattice.

In this chapter, we present algorithms for the lattice agreement problem

in synchronous systems. We first present an algorithm that takes O(log h(X))

rounds if we assume that the height h(X) of input lattice X is known by each

process. Then, based on this algorithm, we present an algorithm that takes

O(log f) rounds and an algorithm that takes O(log2 fa) rounds. Table 2.1

summarizes the related work and our results. In the table, h(X) is the height
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of the input lattice X. In algorithm LA-Alpha, we assume that h(X) is known

by all processes in advance. Algorithm LA-Beta and LA-Gamma both work

without this assumption.

Table 2.1: Previous Work and Our Results

Protocol Round Complexity Message Complexity
[41] O(log n) O(n2)
[170] min{O(h(X)), O(

√
f)}

# of rounds · n2LA-Alpha O(log h(X)) 2

LA-Beta O(log f)
LA-Gamma min{O(log2 h(X)), O(log2 f)}

2.3 Lattice Agreement with Known Height

In this section, we first consider a simpler version of the standard lat-

tice agreement problem by assuming that the height of the input lattice X

is known in advance by each process, i.e, h(X) is known by each process.

We propose an algorithm, LA-Alpha, to solve the lattice agreement problem

in log h(X) rounds. In section 2.4, we give algorithms to solve the lattice

agreement problem when the height is not known based on this algorithm.

Algorithm LA-Alpha runs in synchronous rounds. At each round, by

calling a synchronous classifier procedure (described below), processes within

the same group (to be defined later) are classified into two subgroups: the slave

group and the master group. The classifier procedure guarantees the value of a

process in the slave group is at most the value of a process in the master group.

Then, processes in each subgroup recursively invoke the classifier procedure
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within themselves. Eventually, all processes have comparable values. We

present the algorithm by first introducing the fundamental classifier procedure.

2.3.1 The Synchronous Classifier Procedure

Our synchronous classifier procedure, named as SYNC-Classifier, is in-

spired by the classifier procedure given by Attiya and Rachman in [44], called

AR-Classifier, where it is applied to solve the atomic snapshot problem in the

shared memory system.

Algorithm 1 SYNC-Classifier(v, k)

v: input value k: threshold parameter

1: Send message (v, k) to all processes, receive messages of the form (−, k)
.exchange values within the group

2: U ← the set of values contained in received msgs

/* Early Termination */
3: if |U | = 0 or ∀u ∈ U : v ≤ u ∨ u ≤ v .Decision Condition

4: return (v, −, true)

/* Classification */
5: w ← t{u : u ∈ U}
6: if h(w) > k .Height of w in X greater than k
7: return (w, master, false)
8: else
9: return (v, slave, false)

The pseudo-code is given in Algorithm 1. It takes two parameters as

inputs: the input value v and the threshold parameter k. The output is com-

posed of three items: the output value, the classification result and the decision

status. The process which calls SYNC-Classifier should update their value to
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be the output value. The classification result is either master or slave. The

decision status is a Boolean value which is used to inform whether the invoking

process can decide on the output value or not. The main functionality of the

classifier procedure is either to tell the invoking process to decide, or to classify

the invoking process as a master or a slave. Details of SYNC-Classifier are

shown below:

Line 1-2: The invoking process sends a message with its input value v and

the threshold parameter k to all. It then collects all the received values asso-

ciated with the threshold parameter k in a set U . Processes use the threshold

parameter attached with a message to identify the processes that are invoking

the same classifier procedure, i.e., in the same group

Line 3-4: It checks whether all values in U are comparable to its input

value. If they are comparable, it terminates the procedure and returns the

input value as the output value and true as the decision status.

Line 5-9: It performs classification based on received values. Let w be the

join of all received values associated with the threshold parameter k. If the

height of w in lattice X is greater than the threshold parameter k, then the

procedure returns w as the output value, master as the classification result

and false as the decision status. Otherwise, it returns the input value as the

output value, slave as the classification result and false as the decision status.

From the classification steps, it is easy to see that the processs classified as

master have values greater than those classified as slave because w is the join

of all values in U .

17



SYNC-Classifier vs AR-Classifier: There are four main differences

between the SYNC-Classifier and AR-Classifier: 1) AR-Classifier is based on

the shared memory model whereas our algorithm is based on synchronous

message passing. 2) SYNC-Classifier allows early termination which is the key

to obtain our early stopping algorithm later, whereas AR-Classifier does not

3) Each process in the AR-Classifier needs values from all processs whereas

SYNC-Classifier uses values only from processs within its group. 4) AR-

Classifier requires the invoking process to read values of all processs again

if the invoking process is classified as master whereas processs in the same

group only need to send values to each other once.

2.3.2 Algorithm LA-Alpha

Algorithm LA-Alpha takes at most log h(X) + 1 rounds. It assumes

knowledge of H = h(X), the height of the input lattice. Each process has a

label l, which is initially set to H
2

. At each round, a process invokes SYNC-

Classifier with its current value as input value and its label as the threshold

parameter k. Based on the returned values, a process chooses to either decide

on its current value or update its value and label depending on whether it is

classified as a master or a slave. Now we formally define label and group as

below.

Definition 2.3.1 (label). Each process has a label, which serves as a knowl-

edge threshold and is passed as the threshold parameter k whenever the process

calls the SYNC-Classifier procedure.
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Definition 2.3.2 (group). A group is a set of processs which have the same

label. The label of a group is the label of the processs in this group.

Algorithm 2 LA-Alpha(H, x)

H: given height x: input value

1: v1 ← x .value at the beginning of round 1

2: l← H
2

.initial label

3: decided← false .decision status

4: for r ← 1 to logH + 1 do
5: (vr+1, cls, decided) ← SYNC-Classifier(vr, l)
6: if decided then
7: return vr+1

8: else if cls = master then
9: l← l + H

2r+1

10: else
11: l← l − H

2r+1

12: end if
13: end for
14: return v

A process has decided if it has set its decision status to be true. Oth-

erwise, it is undecided. At each round r, an undecided process invokes SYNC-

Classifier with its current value and its current label as input parameters v

and k, respectively. Since each process passes its label as the threshold param-

eter k when invoking SYNC-Classifier, line 1 of SYNC-Classifier is equivalent

to receiving messages from processes within the same group; that is, at each

round, a process performs the classifier procedure within its group. processes

which are in different groups do not affect each other. At round r, by invoking

SYNC-Classifier, each process updates v, class and decided to the returned
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output value, the classification result and the decision status. Each process

first checks the value of decided. If it is true, it decides on v and terminates

the algorithm. Otherwise, if it is classified as a master, it increases its label

by H
2r+1 . If it is classified as a slave, it decreases its label by H

2r+1 .

Proof of Correctness: We denote that a variable v belongs to process i

by attaching to it the subscript i. We attach to a variable the subscript r to

denote its value at the beginning of round r in the algorithm. For example, vri

denotes the value of variable v in process i at the beginning of round r.

Let G be a group of processs at round r. Let M(G) and S(G) be the

group of processs which are classified as master and slave, respectively, when

they run the Classifier procedure in group G. We say that G is the parent

of M(G) and S(G). Thus, M(G) and S(G) are both groups at round r + 1.

process i ∈ M(G) or i ∈ S(G) indicates that i does not decide in group G at

round r. Initially, all process have the same label H
2

and are in the same group

with label H
2

. When they execute SYNC-Classifier, they will be classified into

different subgroups.

We first present some useful properties given by the classifier procedure.

Lemma 2.3.1. Let G be a group at round r with label k. Let L and R be two

nonnegative integers such that L ≤ k ≤ R. If L < h(vri ) ≤ R for every process

i ∈ G, and h(t{vri : i ∈ G}) ≤ R, then

(p1) for each process i ∈M(G), k < h(vr+1
i ) ≤ R

(p2) for each process i ∈ S(G), L < h(vr+1
i ) ≤ k
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(p3) h(t{vr+1
i : i ∈M(G)}) ≤ R

(p4) h(t{vr+1
i : i ∈ S(G)}) ≤ k, and

(p5) for each process i ∈M(G), vr+1
i ≥ t{vr+1

i : i ∈ S(G)}

Proof. (p1)-(p3): Immediate from the classifier procedure.

(p4): Since S(G) is a group of processs which are at round r+ 1, all processs

in S(G) are correct (non-faulty) at round r. So, all processs in S(G) must

have received values of each other in the Classifier procedure at round r in

group G. Thus, h(t{vr+1
i : i ∈ S(G)}) ≤ k, otherwise all of them should be

in group M(G) instead of S(G), according to the condition at line 9 of the

Classifier procedure.

(p5): Since all processs in S(G) are correct at round r, all processs in M(G)

must have received values of all processs in S(G) in the Classifier procedure

at round r. Any process which proceeds to group M(G) takes the join of

all received values at round r, according to line 10. Thus, for every process

i ∈M(G), vr+1
i ≥ t{vr+1

i : i ∈ S(G)}.

Lemma 2.3.2. Let x be a value from a lattice L, and V be a set of values

from L. Let U be any subset of V . If x is comparable with ∀ v ∈ V , then x is

comparable with t{u | u ∈ U}.

Proof. If ∀u ∈ U : u ≤ x, then t{u | u ∈ U} ≤ x. Otherwise, ∃y ∈ U : x ≤ y.

Since y ≤ t{u | u ∈ U}, so x ≤ t{u | u ∈ U}.

Lemma 2.3.3. If process i decides at round r on value yi, then yi is comparable

with vrj for any correct process j.
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Proof. Let process i decide in group G at round r. Consider the two cases

below:

Case 1: j 6∈ G. Let G′ be a group at the maximum round r′ such

that both i and j belong to G′. Then, either i ∈ M(G′) ∧ j ∈ S(G′) or

j ∈M(G′)∧ i ∈ S(G′). We only consider the case i ∈M(G′)∧ j ∈ S(G′). The

other case is similar. From (p5) of Lemma 5.3.2, we have t{vrp : p ∈ S(G′)} ≤

yi. Since j ∈ S(G′), then vrj ≤ t{vrp : p ∈ S(G′)}. Thus, vrj ≤ yi. For the

other case, we have yi ≤ vrj . Therefore, yi is comparable with vrj .

Case 2: j ∈ G, since process j is correct, then i must have received

vrj at round r. Thus, by line 5 of the Classifier procedure, we have that yi is

comparable with yrj .

Now we show that any two processs decide on comparable values.

Lemma 2.3.4. (Comparability) Let process i and j decide on yi and yj, re-

spectively. Then yi and yj are comparable.

Proof. Let process i and j decide at round ri and rj, respectively. With-

out loss of generality, assume ri ≤ rj. At round ri, from Lemma 2.3.3

we have yi is comparable with vrk for any correct undecided process k. Let

V = {vrik | process k undecided and correct}. Since rj ≥ ri, yj is at most

the join of a subset of V . Thus, from Lemma 2.3.2 we have yi and yj are

comparable.

22



Now we prove that all processs decide within logH+1 rounds by show-

ing all processs in the same group at the beginning of round logH + 1 have

equal values, given by Lemma 4.5.5 and Lemma 2.3.6.

Lemma 2.3.5. Let G be a group of processs at round r with label k. Then

(1) for each process i ∈ G, k − H
2r
< h(vri ) ≤ k + H

2r

(2) h(t{vri : i ∈ G}) ≤ k + H
2r

Proof. By induction on r. When r = 1, k = H
2

, the lemma is straightforward,

since any value has height smaller than or equal to H. For the induction step,

assume the above lemma holds for all groups at round r − 1. Consider an

arbitrary group G at round r > 1 with parameter k. Let G′ be the parent

group of G at round r−1 with parameter k′. Consider the Classifier procedure

executed by all processs in G′ with parameter k′. By induction hypothesis, we

have:

(1) for any process i ∈ G′, k′ − H
2r−1 < h(vr−1i ) ≤ k′ + H

2r−1

(2) h(t{vr−1i : i ∈ G′}) ≤ k′ + h
2r−1 .

Let L = k′ − H
2r−1 and R = k′ + H

2r−1 , then (1) and (2) are exactly the

conditions of Lemma 5.3.2. Consider the following two cases:

Case 1: G = M(G′). Then k = k′ + H
2r

. From (p1) and (p3) of Lemma

5.3.2, we have:

(1) for any process i ∈ G, k − H
2r
< h(vri ) ≤ k + H

2r

(2) h(t{vri : i ∈ G}) ≤ h(vri ) ≤ k + H
2r

.
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Case 2: G = S(G′). Then k = k′− H
2r

. Similarly, from (p2) and (p4) of

Lemma 5.3.2, we have the same equations.

Lemma 2.3.6. Let i and j be two processs that are within the same group G

at the beginning of round r = logH + 1. Then vri and vrj are equal.

Proof. Let G′ be the parent of G with parameter k′. Assume without loss of

generality that G = M(G′). The proof for the case G = S(G′) follows in the

same manner. Since G′ is a group at round logH, by Lemma 4.5.5, we have:

(1) for each process p ∈ G′, k′ − 1 < h(vlogHp ) ≤ k′ + 1, and

(2) h(t{vlogHp : p ∈ G′}) ≤ k′ + 1

Since i ∈ G′ and j ∈ G′, (1) and (2) hold for both process i and j. By

the assumption that G = M(G′), at round logH, process i and j execute the

Classifier procedure with parameter k′ in group G′ and classified as master and

proceed to group G = M(G′). Let L = k′−1 and R = k′+1, then by applying

Lemma 5.3.2(p1) we have k′ < h(vlogH+1
i ) ≤ k′+1 and k′ < h(vlogH+1

j ) ≤ k′+1,

thus h(vlogH+1
i ) = h(vlogH+1

j ) = k′+1. Similarly, by Lemma 5.3.2(p3), we have

h(t{vlogH+1
i , vlogH+1

j }) = k′ + 1. Thus, vlogH+1
i = vlogH+1

j . Therefore, vri and

vrj are equal at the beginning of round r = logH + 1.

Lemma 2.3.7. All processs decide within logH + 1 rounds.

Proof. From Lemma 2.3.6, we know any two processs which are in the same

group at the beginning of round logH + 1 have equal values. Then, the

condition in line 5 of Classifier procedure is satisfied. Thus, all undecided

processs decide at round logH + 1.
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Remark 2.3.1. Since at the beginning of round logH+1 all undecided processs

have comparable values, LA-Alpha only needs logH rounds. For simplicity,

one more round is executed to make all processs decide at line 5 of the Clas-

sifier procedure.

Theorem 2.3.8. There is an algorithm for the lattice agreement problem

which takes logH rounds and O(n2 logH) messages and tolerates f < n fail-

ures.

Proof. We show that LA-Alpha satisfies all the properties defined for the lat-

tice agreement problem. Downward-Validity follows from the fact that the

value of each process is non-decreasing at each round. For Upward-Validity,

each process either keeps its value unchanged or takes the join of the values

proposed by other processs which could never be greater than t{x1, ..., xn}.

Comparability follows from Lemma 2.3.4 and Lemma 2.3.7.

Complexity: Time complexity is logH rounds. For message com-

plexity, since each process sends n messages per round, logH rounds results in

n2 logH messages in total. Notice that the number of messages can be further

reduced by keeping a set of processs which are not in its group. If a process

p receives a message from process q with a threshold parameter different from

its own threshold parameter, it knows that q is not in its group. Each process

does not send messages to the processs in this set.

25



2.4 Lattice Agreement with Unknown Height

In this section, we consider the standard lattice agreement problem

in which the height of the lattice is not known to any process. We propose

algorithm LA-Beta by applying algorithm LA-Alpha as a building block.

2.4.1 Algorithm LA-Beta

Algorithm LA-Beta runs in log f + 1 synchronous rounds. Instead of

directly agreeing on input values which are taken from a lattice with unknown

height, LA-Beta first does lattice agreement on the failure set that each process

knows after one round of exchanging values. The set of all failure sets forms

a Boolean lattice with union as the join operation and with height equal to f

(since there are at most f failures). Details of LA-Beta are shown as below.

Lines 1-3: each process sends its input value to all and receive input values

from other processs. Each process stores the values received in set V . A

process includes process j into its failure set F if it does not receive a value

from process j.

Lines 4-6: each process invokes algorithm LA-Alpha with f as the known

height and its failure set F as input. After that, each process decides on a new

failure set F ′ such that the new failure sets of all correct processs satisfy the

properties of lattice agreement. Then, at line 5, each process removes values

it received from processs in its new failure set F ′ and decides on the join of

the remaining values.

Proof of Correctness: The following lemma shows that any two processs
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Algorithm 3 LA-Beta(x)

x: input value

/* Exchange Values and Record Crashed Processes */
1: Send value x to all processes and receive values from other processes
2: V ← the set of values received
3: F ← the set of processes crashed .Whose values are not received

/* LA with Known Height f */
4: F

′
:= LA-Alpha(F, f) .The possible sets of faulty processes

form a lattice with height f
5: U ← the set of values received from processes in F ′ at line 1
6: Decide y := t{v | v ∈ V − U}

decide on comparable values.

Lemma 2.4.1. (Comparability) Let process i and j decide on yi and yj, re-

spectively. Then yi and yj are comparable.

Proof. Let C = V − U at line 6. We show that either Ci ⊆ Cj or Cj ⊆

Ci. According to comparability of LA-Alpha, we have that F
′
i and F

′
j are

comparable. Suppose F
′
i ⊆ F

′
j , without loss of generality. By Downward-

validity of LA-Alpha, we have Fi ⊆ F
′
i and Fj ⊆ F

′
j . Consider any value

v ∈ Cj. Then, value v is not sent by some process in F
′
j . Thus, value v is

not a value sent by some process in F
′
i since F

′
i ⊆ F

′
j . This implies v ∈ Ci.

Thus, Cj ⊆ Ci. Therefore, yi = t{v : v ∈ Ci} must be comparable with

yj = t{v : v ∈ Cj}.

Theorem 2.4.2. There is an algorithm for the lattice agreement problem that

takes log f + 1 rounds and O(n2 log f) messages, and tolerates f < n failures.
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Proof. We show that LA-Beta satisfies all the properties of lattice agreement.

Downward-Validity. Initially, for correct process i, vi = xi. After

the first round of exchanging values, since process i is correct, so process i is

not in any failure set of any process. process i invokes algorithm LA-Alpha

with failure set as the input value. Thus, according to the Upward-Validity of

LA-Alpha, i is not included in F
′
i . So, xi ∈ Ci. Therefore, xi ≤ yi.

Upward-Validity is immediate from the fact that each process re-

ceives at most all values by all processes.

Comparability follows from Lemma 2.4.1.

Round complexity and message complexity are straightforward.

2.4.2 Algorithm LA-Gamma

Algorithm LA-Beta solves the lattice agreement problem in log f +

1 rounds whereas Algorithm LA-Alpha solves lattice agreement in log h(X)

rounds assuming h(X) is given. We now propose an algorithm, LA-Gamma,

to solve the lattice agreement problem which has round complexity related

to h(X) even when h(X) is not known. We will show this algorithm can be

easily modified to obtain an early-stopping algorithm for the lattice agreement

problem.

LA-Gamma takes O(log2 h(X)) rounds. The basic idea of LA-Gamma

is to “guess” the height of input lattice X and apply algorithm LA-Alpha

using the guessed height as input. The algorithm is composed of two phases.
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If LA-Alpha is invoked with the right height, all processs must decide. The

termination condition in LA-Alpha also guarantees that processs that decide

in different invocation of LA-Alpha must have comparable outputs, which will

be clear in the correctness proof. The details of LA-Gamma are shown as

below.

Lines 3-8: each process sets its initial guess of h(X) as 2 and its current value

v as its input value x. Then, each process invokes LA-Alpha with its guessed

height and its current value as inputs. After that, it updates its current value

v to be the value returned by the LA-Alpha invocation. The decided variable

is updated at line 5 of LA-Alpha. If a process is not decided, then it doubles

its guess and starts next iteration.

Algorithm 4 Algorithm LA-Gamma(x)

x: input value

1: decided← false .decision status

2: v ← x .initial value

/* Guessing Height */
3: guess := 2 .initial guess of the height

4: while (decided = false)
5: v := LA-Alpha(guess, v)
6: guess := 2 ∗ guess .double the height guess

7: endwhile
8: Decide y := v

We call the i-th execution of LA-Alpha as iteration i. Notice that the

guessed height of iteration i is 2i. We have the following lemma.

Lemma 2.4.3. All undecided processs must decide after iteration dlog h(X)e.
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Proof. Since 2dlog h(X)e ≥ h(X), Lemma 4.5.5 and 2.3.6 still hold. Thus, all

undecided processes must have the same value at the last round of iteration

dlog h(X)e. Therefore, all undecided processs decide after iteration dlog h(X)e.

We now show that two processes decide on comparable values irrespec-

tive of whether they both decide on the same iteration of LA-Alpha.

Lemma 2.4.4. (Comparability) Let i and j be any two processs that decide

on value yi and yj, respectively. Then yi and yj are comparable.

Proof. Assume process i decides on yi at round ri of execution ei of LA-Alpha

and process j decides on yj at round rj of execution ej of LA-Alpha. If ei = ej,

then yi and yj are comparable by Lemma 2.3.4. Otherwise, ei 6= ej. Without

loss of generality, suppose ei < ej. Consider round ri of execution ei of LA-

Alpha. Since process i decides on value yi at this round, then from Lemma

2.3.3, we have that yi is comparable with vrk for any correct process k. Let

V = {vrk | k is correct}. Then, yj is at most the join of a subset of V . From

Lemma 2.3.2, it follows that yi is comparable with yj.

Theorem 2.4.5. There is an algorithm for the lattice agreement problem that

takes O(log2 h(X)) rounds and O(n2 log2 h(X)) messages, and tolerates f < n

failures.

Proof. We show that LA-Gamma satisfy all the properties of lattice agreement.

Downward-Validity follows from that fact that the value of each process
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is non-decreasing along the execution. Upward-Validity follows since each

process can receive at most all values from all processs. Comparability holds

by Lemma 2.4.4.

Complexity: From Lemma 2.4.3, we know that LA-Gamma has at

most dlog h(X)e iterations. Thus, the algorithm takes log 2 + log 4 + ... +

dlog h(X)e = (dlog h(X)e+1)∗(dlog h(X)e)
2

rounds in worst case. Each process sends

n messages at each round, thus message complexity is O(n2 log2 h(X)).

Corollary 2.4.6. There exists an early-stopping algorithm for the lattice agree-

ment problem that takes O(log2 fa) rounds and O(n2 log2 fa) messages, and

tolerates f < n crash failures, where fa ≤ f is the actual number of crash

failures in an execution of the algorithm.

Proof. To obtain such an algorithm, we can use the similar idea as algorithm

LA-Beta. First, all processes exchange their input values and record the fail-

ure set in the first round. Then, processes do lattice agreement on failure

sets. Since there is fa crash failures in an execution, the height of the input

sublattice is bounded by fa. Then, by invoking algorithm LA-Gamma, all cor-

rect processs output comparable failures sets in O(log2 fa) rounds. At last, all

processes use the same technique as algorithm LA-Beta to obtain comparable

values from these comparable failure sets.
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2.5 Summary

In this chapter, we present three algorithms for the lattice agreement

problem in synchronous message passing systems. The first algorithm requires

processes to know in advance the height of the input lattice. The algorithm

has advantages in cases where the height of the input lattice is small. The

second algorithm does not assume the knowledge of input lattice height. Its

round complexity only depends on f . So it works better in networks where

process failure is not that common. The third algorithm has round complexity

depends on both the height of the input lattice and f , which a trade-off for

the first algorithm and the second algorithm.
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Chapter 3

Lattice Agreement in Asynchronous Systems

In this chapter, we present algorithms for the lattice agreement problem

in synchronous message passing systems1.

3.1 Introduction

In many real world distributed systems, processes usually don’t have

well synchronized clocks and networks are usually unstable. A message sent

from one process to another process can take arbitrarily long time. Processes

run in possibly quite different speeds. Such distributed systems are called

asynchronous systems. In asynchronous systems, the upper bound on message

delay is not known by each process, i.e., a process does not know how long it

would take to send a message to another process.

In this chapter, we study the lattice agreement problem in asynchronous

systems. As in synchronous case, processes can only experience crash failures.

We use f to denote the maximum number of possible crash failures in the

1A preliminary version of this chapter appears in the following paper. Xiong Zheng,
Vijay K. Garg, and John Kaippallimalil. Linearizable replicated state machines with lattice
agreement. In 23rd International Conference on Principles of Distributed Systems, OPODIS
2019. Xiong Zheng is the main contributor of the paper.
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system and fa < f to denote the number of actual faulty processes in an

execution of our algorithm. We measure the time complexity of our algorithm

using asynchronous rounds. In each asynchronous round, a process can send

messages to other processes, wait for acknowledgements from n − f different

processes and perform some local computation afterwords. Note that since

f is the maximum number of possible crash failures in the system and each

message can take arbitrarily long time to deliver, a process can only wait for

n− f acknowledgements at each round.

In asynchronous systems, the lattice agreement problem is also a quite

weaker problem than consensus. As proven in [108], consensus cannot be

solved in asynchronous systems even in the presence of one crash failure. For

the lattice agreement problem, we show that there exists a O(log f) rounds

algorithm when f < n
2
. The primary implication of this result is that lattice

agreement based replicated state machines algorithms may give rise to better

performance than consensus based algorithms.

3.2 Related Work

The lattice agreement problem in asynchronous message systems was

first studied by Faleiro et al. in [101]. This work first presents a double-collect

[7, 45, 105] fashion algorithm for the lattice agreement problem which takes

O(n) rounds in the worst case. In their algorithm, a process keeps sending its

current value, which is updated at each round, to all other processes until the

value is accepted by a majority of processes. When a process receives a value,
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it accepts the value if it is greater than or equal to its own value. Otherwise, it

rejects the value and sends its own value back to the sender. In this chapter, we

present two algorithms: ALA-Alpha and ALA-Beta. The round complexity

of algorithm ALA-Alpha depends on height of L and f , whereas the round

complexity of ALA-Beta only depends on f . Related work and our results are

summarized in Table 3.1.

Table 3.1: Previous Work and Our Results

Protocol Round Complexity Message Complexity
[101] O(n) O(n3)

ALA-Alpha min{O(h(L)), O(f)} O(n2 ·min{O(h(L)), O(f)})
ALA-Beta O(log f) O(n2 log f)

3.3 Algorithm ALA-Alpha

Before we present our algorithm, we first observe the following impos-

sibility result.

Theorem 3.3.1. The lattice agreement problem cannot be solved in asyn-

chronous message systems if f ≥ n
2
.

Proof. The proof follows from the standard partition argument. If two par-

titions have incomparable values then they can never decide on comparable

values.

On account of Theorem 3.3.1, we assume that f < n
2
. We first present

a simple algorithm, ALA-Alpha, that takes O(min{h(L), f + 1}) where L is
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the join-closed subset of X of all the input values and h(L) is the height of

L. Algorithm ALA-Alpha proceeds in round-trips. A round-trip is composed

of sending messages to all processes and receiving n − f acknowledgement

messages back. In ALA-Alpha, each process i uses variable maxV to keep

track of the largest value in input lattice X known by process i. At each round-

trip, a process sends a “value” message containing its maxV to all processes

and waits for n−f “ack” messages. When process i receives a “value” message

M from process j, if the value contained in M is greater than or equal to its

maxV value, it sends back a accept “ack” message and updates its maxV

value to be the value contained in M . Otherwise, it sends back a reject “ack”

message containing its maxV value. If a majority of these “ack” messages

are accept, then it decides on its current maxV value. Otherwise, it updates

its current maxV value to be the join of all values received and starts next

round-trip.

Let maxV r
i denote the maxV value of process i at the beginning of

round r. Let L(r) = {u | (u ∈ L) ∧ (∃i : maxV r
i ≤ u)}, i.e, L(r) denotes the

join-closed subset of L that includes the accept values held by all undecided

processes at the beginning of the round-trip r. Notice that L(1) = L.

Lemma 3.3.2. For any round-trip r, h(L(r+1)) < h(L(r)).

Proof. If a process decides at round-trip r, its value is not in L(r+1). So, we

only need to prove that h(maxV r
i ) < h(maxV r+1

i ) for any process i which

does not decide at round-trip r. The fact that process i does not decide at

36



Algorithm 5 ALA-Alpha(x): code for process i

x: input value

1: maxV ← x .largest value known, initialized to be input x
2: for r ← 1 to f + 1 do
3: Send (“value”,maxV, r) to all processes
4: wait until receiving n− f (“ack”,−,−, r) messages
5: V ← the set of values contained in reject ack messages
6: tally ← the number of accept ack messages
7: if tally > n

2
then

8: Decide on maxV
9: else

10: maxV ← maxV t {v | v ∈ V }
11: end if
12: end for

Upon receiving (“value”, v, r) from process j:
13: if v ≥ maxV then
14: Send (“ack”, “accept”,−, r)
15: maxV ← v
16: else
17: Send (“ack”, “reject”,maxV, r)
18: end if
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round-trip r implies that i must have received at least one reject ACK with

a greater value. Since maxV r+1
i is the join of all values received at round-trip

r, maxV r
i < maxV r+1

i . Hence, h(maxV r
i ) < h(maxV r+1

i ) for any undecided

process i. Therefore, h(L(r+1)) < h(L(r)).

Lemma 3.3.3. All process decide within min{h(L), f+1} asynchronous round-

trips.

Proof. We first show that h(L(2)) ≤ f . At the first round-trip, each process

receives n−f ACKs, which is equivalent to receiving n−f values. Therefore,

h(L(2)) ≤ f . Let rmin = min{h(L), f+1}. Combining the fact that h(L(2)) ≤ f

with Lemma 3.3.2, we have h(L(rmin)) ≤ 1. This means that undecided correct

processes have the same value. Thus, all of them receive n−f ACK messages

with accept and decide. Therefore, all processes decide within min{h(L), f+1}

round-trips.

We note here that the algorithm in [101] takes O(n) message delays for

a value to be learned in the worst case. A crucial difference between LAδ and

the algorithm in [101] is that LAδ starts with the accepted value as the input

value. Hence, after the first round-trip, there is a significant reduction in the

height of the sublattice, from n initially (in the worst case) to f . In [101],

acceptors start with the accepted value as null. Hence, there is reduction of

height by only 1 in the worst case. Since in their algorithm, acceptors are

different from proposers (in the style of Paxos), acceptors do not have access

to the proposed values.
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Theorem 3.3.4. Algorithm ALA-Alpha solves the lattice agreement problem

in min{h(L), f + 1} round-trips.

Proof. Down-Validity holds since the accept value is non-decreasing for any

process i. Upward-Validity follows because each learned value must be the

join of a subset of all initial values which is at most t{x1, ..., xn}. For Com-

parability, suppose process i and j decide on values yi and yj. There must be

at least one process that has accepted both yi and yj. Since each process can

only accept comparable values. Thus, we have either yi ≤ yj or yj ≤ yi.

Complexity. From Lemma 3.3.3, we know that LAδ takes at most

min{h(L), f + 1} round-trips, which results in 2 · min{h(L), f + 1} message

delays, since one round-trip takes two message delays. At each round-trip,

each process sends out at most 2n messages. Thus, the number of messages

for all processes is at most 2 · n2 ·min{h(L), f + 1}.

3.4 Algorithm ALA-Beta

In this section, we present algorithm ALA-Beta, which takes O(log f)

asynchronous rounds. This algorithm is inspired by the algorithms for syn-

chronous setting. The basic idea is to apply an asynchronous classifier pro-

cedure to divide nodes into master and slave groups and ensure that any

node in the master group have values greater than or equal to any node in the

slave group. Then, by recursively applying the classifier procedure within each

subgroup, eventually all nodes have comparable values. Equivalently, we can
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think of the above recursive procedure as letting all nodes traverse through a

virtual binary classifier tree. Each node of this tree has a classifier procedure

with a specific threshold value. When traversing through a node in this tree,

the nodes will invoke the classifier procedure at this node. Some nodes will be

classified as master and go to the right child, and others will be classified as

slave and go to the left child. The threshold value associated with the classi-

fier procedure is used to decide which nodes should be classified as master and

which should be classified as slave. By carefully setting the threshold value

for each classifier procedure in the virtual tree, we can make sure all nodes

eventually have comparable values.

The main difficulty of the above recursive procedure lies in constructing

a classifier procedure to divide a group of nodes into two subgroups such that

nodes in one subgroup have values greater than or equal to nodes in the other

subgroup. In asynchronous systems, it is not straightforward to design such

a classifier procedure, since we cannot guarantee that the value of a slave

node is received by each master node. Our primary idea for such a classifier

procedure in asynchronous systems is as follows. In an asynchronous system,

at each round, each node can only wait for n − f . If we can guarantee that

(1) the value of a slave node is stored in at least n− f nodes at some point,

and (2) each master node reads from at least n − f nodes, then the value of

each slave node must be known by each master node. This claim holds since

any two group of n− f nodes have at least one node in common, if we assume

f < n
2
.
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The virtual classifier tree is built based on the knowledge of the height

of the input lattice, which is unknown. Thus, instead of directly agreeing on

the input value lattice, we first agree on a view lattice, which has a known

maximum height.

We associate each node i with a view vi, which is an array composed

of n entries. Each entry of the view corresponds to the input value of each

node known by node i. Initially, vi[i] = xi and ∀j 6= i, vi[j] = ⊥, where

xi is the input value of node i. We say ⊥ is smaller that any input value.

For any two views v and u, we say v dominates u, if for all i, v[i] ≥ u[i].

Consider the lattice formed by the initial views of all nodes with the order

defined by the domination relation, i.e, v ≤ u iff u dominates v. We call this

lattice the view lattice. This view lattice has its smallest element (or bottom)

equal to [⊥, ...,⊥] and the top element equal to [x1, ..., xn]. The height of

the view lattice is n (the length of the longest chain). We say v and u are

comparable if either v ≤ u or u ≤ v. The join of any two views is defined

as the component-wise maximum. The height of a view v, denoted as h(v),

is defined as the number of components which are not ⊥, i.e, the number of

nodes whose values are contained in this view. Since the ith entry of any view

is either the input value of node i or ⊥, if a view v ≤ u, then view u contains all

input values contained in view v. That is, in the original input lattice, we have

t{v[i] : i ∈ [1..n]} ≤ t{u[i] : i ∈ [1..n]} if v ≤ u. Thus, if all correct nodes can

output comparable views from the view lattice, they can output comparable

values from the input value lattice by taking join of all values contained in its
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output view. Therefore, in our algorithm, instead of directly working on the

input value lattice, we apply the classifier approach on the view lattice.

3.4.1 The Asynchronous Classifier Procedure

We present an asynchronous classifier procedure, ASYNC-Classifier. It

has three input parameters: the input view, the threshold value, and the round

number. Each node keeps a label. Whenever a node invokes the classifier

procedure, it passes its current view, its label and the current round number

as the parameters. We say any two nodes i and j are in the same group at a

certain round if they invoke the classifier procedure with the same threshold

value, i.e, they have the same label. When nodes are classified into different

subgroups, they update their labels accordingly (to be explained later). Since

nodes pass their labels as the threshold value of the classifier procedure, we

use label or threshold value interchangeably henceforth. Details of ASYNC-

Classifier are shown as below.

Variables: Each node has a variable actV al, which is used to store the set

of view-label pairs received from all nodes for each round. For each round r,

actV al[r] is a set which stores all the view-label pairs received through write

or read messages for round r. Note this variable is not a local variable to the

ASYNC-Classifier procedure. We put it in the variable section of ASNYC-

Classifier for ease of presentation.

Line 1-2: Node i sends a write message with its current view v and the

threshold parameter (current label) k to all nodes and waits for n−f writeAcks.
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This step is to ensure that the value and label of node i is in the actV al[r] set

of at least n− f nodes.

Line 3-5: Node i sends a read message with its current round number r to

all nodes and waits for n−f readAcks. It collects all received views associated

with the same label k in a set U , i.e, collects all views from nodes within the

same group. It may seem that lines 3-5 perform the same functionality as

lines 1-2 and there is no need to have both. However, this part is actually

the key of the classifier procedure. The reason will be clear in the correctness

proof section.

Line 6-14: Node i performs classification based on the views received from

nodes in the same group. Let w be the join of all received views in U . If the

height of w is greater than k, then node i sends a write message with w, k

and r to all and waits for n − f writeAcks with round number r. Then in

line 10-12, it takes the join of w and all the views contained in the writeAcks

from the same group, denoted as w′. It returns (w′,master) as output of the

asynchronous classifier procedure in which master indicates its classified into

master group in the next round. Otherwise, it returns its own input view v

and slave.

Message Handlers: All the message handlers are running on background,

even if the current classifier has returned. When node i receives a write

message for round r from node j, it includes the 〈view, label〉 pair contained

in the message into its actV alrj set and sends a writeAck message containing

the current actV alrj back. When node i receives a read message for round rj
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from node j, it sends a readAck message containing its current actV alrj back.

Basically, the write message is used to ensure at least n − f nodes know the

current view and label of a node and the read message is used to retrieve the

knowledge of at least n− f nodes.

Note that when a node which is invoking the classifier at round r re-

ceives a write or read message with a round number r′ > r, it buffers this

message and delivers it when it reaches round r′.

3.4.2 The Main Algorithm

Now let us look at the main algorithm, ALA-Beta. The basic idea is

to let all nodes recursively invoke the asynchronous classifier procedure with

labels updated the same way as the synchronous classifier. The algorithm runs

in log f + 1 asynchronous rounds.

At round 0, all nodes exchange their views. The purpose of round 0 is

to allow us to construct the virtual classifier tree with height equal to log f .

In this way, the recursive invocation of the asynchronous classifier procedure

terminate in log f rounds. The reason is as follows. After round 0, the view of

each correct node must have height at least n−f in the view lattice. Since the

height of the view lattice is n, the join-closed subset that includes all current

views after round 0 (which is also a lattice) has height at most f . Then we

can construct a the binary classifier tree with height equals to log f by setting

the threshold value of the root node to be (n−f)+n
2

= n− f
2

in the virtual tree.

We say the root asynchronous classifier is at level 1. For any node at level r
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Algorithm 6 ASYNC-Classifier(v, k, r)
Local variables:

v .input view

k .threshold value

r .round number

actV al .A set of value-label pairs. Initially, actV al = ∅

/* Write Step */
1: Send (“write”, v, k, r) to all processes
2: wait until receiving n− f (“writeAck”,−,−, r) messages

/* Read Step */
3: Send (“read”, k, r) to all
4: wait until receiving n− f (“readAck”,−, k, r) messages
5: U ← the set of views contained in messages of the form (“readAck”,−, k, r)

.“readAck” messages sent by processes with label k

/* Classification Step*/
6: w ← t{u : u ∈ U} .w is the join of all views in U
7: if h(w) > k then
8: Send (“write”, w, k, r) to all
9: wait until receiving n− f (“writeAck”,−,−, r)

10: U ′ ← the set of views contained in messages of the form (“readAck,−, k, r”)

11: w′ ← w t {u : u ∈ U ′}
12: return (w′, master)
13: else
14: return (v, slave)
15: end if

/* Message Handlers. Running on background*/
Upon receiving (“write”, v, k′, r) from node j
16: actV al← actV al ∪ 〈v, k′〉
17: Send (“writeAck”,⊥, k, r) to node j

Upon receiving (“read”, k′, r) from node j
18: U ← the set of value-label pairs with label k′ in actV al
19: Send (“readAck”, U, k′, r) to node j

45



of the tree with threshold value k, we set the threshold value of its right child

to be k+ f
2r+1 and the threshold value of its left child to be k− f

2r+1 . Thus, we

can easily see that the height of the tree is log f . Note that the initial label of

each node is n− f
2
, which means all nodes are at the root of the tree.

From round 1 to log f , each node simply traverses the virtual classifier

tree. At round r, each node is at level r of the tree. For node node i, it

invokes the classifier procedure with its current view vri , current label li and r

as parameters. Based on the output of the asynchronous classifier procedure,

node i adjust its label to be the threshold value of the asynchronous classifier

procedure it will invoke at next round. If it is classified as master, then it

increases its label by f
2r+1 , i.e, it goes to the right subtree of the virtual asyn-

chronous classifier tree. Otherwise, it reduces its label by f
2r+1 , i.e, it goes to

the left subtree of the virtual asynchronous classifier tree. At the end of round

log f , node i outputs the join of all values contained in its current view as its

decision value.

3.4.3 Proof of Correctness

Let us prove the correctness of algorithm ALA-Beta. Let wri be the

value of w at line 6 of the asynchronous classifier procedure at round r. Let

G be a group of nodes at round r. Recall that a group G at round r is a set of

nodes which have the same label at round r. The label of a group is the label of

the nodes in this group. Let M(G) and S(G) be the group of nodes which are

classified as master and slave, respectively, when they run the asynchronous
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Algorithm 7 ALA-Beta(x) B Code for process i

Local Variables:
x .Input value

l .Label of node i, initially l = n− f
2

v .View of node i, an array of size n. Initially,

v[i] = x, v[j] = ⊥,∀j 6= i

/* Initial Round */
1: Send (“view”, v) to all processes
2: wait until receiving n− f (“view”,−) messages
3: Let U denote the set of views contained in the received messages
4: v ← t{u | u ∈ U}

/* Round 1 to log f */
5: for r ← 1 to log f do
6: (v, cls) := ASYNC-Classifier(v, l, r)
7: if cls = master then
8: l := l + f

2r+1

9: else
10: l := l − f

2r+1

11: end if
12: end for

13: Decide y ← t{v[j] |j ∈ [n]}
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classifier procedure in group G. Recall that h(v) denote the height of view v

in the view lattice. The following lemma presents the key properties of the

classifier procedure, with detailed proof given in the full paper [216].

Lemma 3.4.1. Let G be a group at round r with label k. Let L and R be two

nonnegative integers such that L ≤ k ≤ R. If L < h(vri ) ≤ R for every node

i ∈ G, and h(t{vri : i ∈ G}) ≤ R, then

(p1) for each node i ∈M(G), k < h(vr+1
i ) ≤ R

(p2) for each node i ∈ S(G), L < h(vr+1
i ) ≤ k

(p3) h(t{vr+1
i : i ∈M(G)}) ≤ R

(p4) h(t{vr+1
i : i ∈ S(G)}) ≤ k, and

(p5) for each node i ∈M(G), vr+1
i ≥ t{vr+1

i : i ∈ S(G)}

Proof. (p1)-(p3): Immediate from the asynchronous classifier procedure.

(p4): Prove by contradiction. Let us assume that h(t{vr+1
i : i ∈ S(G)}) > k.

Since vr+1
i = vri for each node i ∈ S(G), we have h(t{vri : i ∈ S(G)}) > k.

Consider the execution of classifier at round r. Let j be the last node in S(G)

to complete line 2. When j starts executing line 3, all other nodes in S(G)

have already written their values to at least a majority of nodes, that is, for

any node i ∈ S(G) ∧ i 6= j, a majority of nodes have included < vi, k >

into their actV al[r] set. Thus, node j would receive < vi, k > for any node

i ∈ S(G)∧i 6= j, since any two majority of nodes have at least one intersection.

Then, we have wrj = t{vri : i ∈ S(G)}. Thus, h(wrj ) = h(t{vri : i ∈ S(G)}) >

k, which means j ∈M(G), a contradiction. From the above proof, we can also
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see why we need both line 1-2 and line 3-4. If we only have line 1-2, we may

not find such a node j which learn all the views of nodes in S(G).

(p5): To prove (p5), we need to show for any node i ∈ M(G) and j ∈ S(G),

vr+1
i ≥ vr+1

j = vrj . Consider i′s execution interval of line 8-9 and j′s execution

interval of line 1-2. There are the following three cases based the relative order

of the above two intervals.

Case 1: when i completes line 9 and j has not started line 1. In this case,

node j would receive < wri , k > from at least one node at line 4, since any

two majority of nodes have at least one node in common. Then j would be in

M(G) instead of S(G), contradiction.

Case 2: when j completes line 2 and i has not started line 8. In this case, i

would receive < vrj , k > from at least one node. Then, vr+1
i ≥ vr+1

j .

Case 3: i and j are executing line 1-2 and line 8-9 concurrently. In this case,

there exists a node k which receives both < wri , k > and < vrj , k >. If k receives

i first, then j would receive < wi, k >, contradiction. If k receives j first, then

i would receive < vrj , k >, which indicates vr+1
i ≥ vr+1

j .

From the above properties, we can derive the following lemma.

Lemma 3.4.2. Let G be a group of nodes at round r with label k. Then

(1) for each node i ∈ G, k − f
2r
< h(vri ) ≤ k + f

2r

(2) h(t{vri : i ∈ G}) ≤ k + f
2r

Proof. By induction on round number r. When r = 1, label k = n − f
2
, it is

straightforward to have n − f < h(vri ) ≤ n, since each node receives at least
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n−f values and the height of input lattice is at most n. For the induction step,

assume lemma 4.5.5 holds for all groups at round r− 1. Consider an arbitrary

group G at round r > 1 with parameter k. Let G′ be the parent group of G at

round r−1 with parameter k′. Consider the asynchronous classifier procedure

executed by all nodes in G′ with parameter k′. By induction hypothesis, we

have:

(1) for any node i ∈ G′, k′ − f
2r−1 < h(vr−1i ) ≤ k′ + f

2r−1

(2) h(t{vr−1i : i ∈ G′}) ≤ k′ + h
2r−1 .

Let L = k′ − f
2r−1 and R = k′ + f

2r−1 , then (1) and (2) are exactly the

conditions of Lemma 5.3.2. Consider the following two cases:

Case 1: G = M(G′). Then k = k′ + f
2r

. From (p1) and (p3) of Lemma

5.3.2, we have:

(1) for any node i ∈ G, k − f
2r
< h(vri ) ≤ k + f

2r

(2) h(t{vri : i ∈ G}) ≤ h(vri ) ≤ k + f
2r

.

Case 2: G = S(G′). Then k = k′− f
2r

. Similarly, from (p2) and (p4) of

Lemma 5.3.2, we have the same equations.

Lemma 3.4.3. Let i and j be two nodes that are within the same group G at

the end of round r = log f . Then vr+1
i and vr+1

j are equal.

Proof. Let G′ be the parent of G with label k′. Assume without loss of gener-

ality that G = M(G′). The proof for the case G = S(G′) follows in the same

manner. Since G′ is a group at round log f , by Lemma 4.5.5, we have:
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(1) for each node p ∈ G′, k′ − 1 < h(vlog fp ) ≤ k′ + 1, and

(2) h(t{vlog fp : p ∈ G′}) ≤ k′ + 1

Since i ∈ G′ and j ∈ G′, (1) and (2) hold for both node i and j.

By the assumption that G = M(G′), at round log f , node i and j execute

the asynchronous classifier procedure with parameter k′ in group G′ and be

classified as master and proceed to group G = M(G′). Let L = k′ − 1 and

R = k′ + 1, then by applying Lemma 5.3.2(p1) we have k′ < h(vlog f+1
i ) ≤

k′ + 1 and k′ < h(vlog f+1
j ) ≤ k′ + 1, thus h(vlog f+1

i ) = h(vlog f+1
j ) = k′ + 1.

Similarly, by Lemma 5.3.2(p3), we have h(t{vlog f+1
i , vlog f+1

j }) = k′+ 1. Thus,

vlog f+1
i = vlog f+1

j . Therefore, vri and vrj are equal at the beginning of round

r = log f + 1.

Lemma 3.4.4. Let node i decides on yi. Let G be a group at round r such

that i ∈ S(G), then yi ≤ t{vr+1
i : i ∈ S(G)}.

Proof. Immediate from (p2) and (p4) of Lemma 5.3.2.

Since the value of a node is non-decreasing at each round, from (p5)

of Lemma 5.3.2 and Lemma 3.4.4, we have that once two nodes are classified

into two subgroups, their values must be comparable. We immediately have

the following lemma.

Lemma 3.4.5. Let i and j be any two nodes in two different groups Gi and

Gj at the end of round log f , then yi is comparable with yj.
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Proof. Since Gi 6= Gj, there must exist a group which contains both i and

j. Let G be such a group with biggest round number r. Without loss of

generality, assume i ∈ S(G) and j ∈ M(G). From Lemma 5.3.2(p5), we have

vr+1
j ≥ t{vr+1

i : i ∈ S(G)}. From Lemma 3.4.4, we have yi ≤ t{vr+1
i : i ∈

S(G)} ≤ vr+1
j . Note that the value held by any node is non-decreasing. Thus,

yj ≥ yi. Therefore, we have yi is comparable with yj.

Theorem 3.4.6. There exist an algorithm for the lattice agreement problem

in asynchronous systems that takes O(log f) rounds and O(n2 log f) messages,

and tolerates f < n
2

crash failures.

Proof. We show that algorithm ALA-Beta satisfy all the properties of lattice

agreement. Down-Validity holds since the value held by each node is non-

decreasing. Upward-Validity follows because each learned value must be

the join of a subset of all initial values which is at most t{x1, ..., xn}. For

Comparability, from Lemma 2.3.6, we know that any two nodes which are

in the same group at the end of ALA-Beta, they must have equals values. For

any two nodes which are in two different groups, from Lemma 3.4.5 we know

they must have comparable values.

Complexity: Each invocation of ASYNC-Classfier takes at most three

round-trips. Therefore, log f invocation of ASYNC-Classfier results in at most

3 log f round-trips. Thus, the total time complexity is 3 log f + 1 round-trips.

For message complexity, each node sends out O(n) messages in each classifier

invocation. Therefore, the message complexity is O(n2 ∗ log f).
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3.5 Summary

This chapter presents two algorithms for the lattice agreement problem

in asynchronous message passing systems. The first algorithm has linear round

complexity but is simpler to understand and implement. It essentially applies

the double-collect technique which is widely used to implement atomic snap-

shot objects. The second algorithm takes logarithmic number of rounds and

is more involved. It applies the similar recursion framework as the algorithms

for the synchronous case but uses a completely different classifier procedure

designed for asynchronous systems.
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Chapter 4

Byzantine Lattice Agreement in Synchronous

Systems

In this chapter, we present algorithms for the Byzantine lattice agree-

ment problem in synchronous message passing systems1.

4.1 Introduction

The Byzantine failure model was first considered by Pease, Shostak,

and Lamport [158] in their study of the Byzantine agreement problem. In

the Byzantine failure model, if a process is Byzantine, then it can perform ar-

bitrary operations including deliberately sending malicious messages to other

processes, not following protocol execution, etc. In real world scenario, a pro-

cess can experience Byzantine failure due to program fault, total break down,

or outside attacks, etc. In a distributed system where processes can experi-

ence Byzantine failures, a process does not know whether it can trust another

process or not. Even worse, a group of Byzantine processes can coordinate

1A preliminary version of this chapter appears in the following paper. Xiong Zheng and
Vijay K. Garg. Byzantine lattice agreement in synchronous message passing systems. In
34th International Symposium on Distributed Computing, DISC 2020. Xiong Zheng is the
main contributor of the paper.
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with each other in order to mislead other processes to reach wrong decision.

Therefore, proposing algorithms for many distributed system problems that

can tolerate Byzantine failures become is a critical but challenging task.

The Byzantine Lattice Agreement (BLA) Problem: Let (X, ≤,

t) be a finite join semi-lattice with the partial order ≤ and the join operation

t. Two values u and v in X are comparable iff u ≤ v or v ≤ u. The join of u

and v is denoted as t{u, v}. X is a join semi-lattice if the join exists for every

nonempty finite subset of X. As customary in this area, we use the term lattice

instead of join semi-lattice in this paper for simplicity. More background on

join semi-lattices can be found in [85].

In the Byzantine lattice agreement problem, each process pi can propose

a value xi in X and must decide on some output yi also in X in the presence

of at most f Byzantine processes in the system. Let C denote the set of

correct processes. Let fa denote the actual number of Byzantine processes

in the system. An algorithm is said to solve the Byzantine lattice agreement

problem if the following properties are satisfied:

Comparability: For all i ∈ C and j ∈ C, either yi ≤ yj or yj ≤ yi.

Downward-Validity: For all i ∈ C, xi ≤ yi.

Upward-Validity: t{yi | i ∈ C} ≤ t({xi | i ∈ C}∪B), where B ⊂ X

and |B| ≤ fa.

Remark: The Upward-Validity given by Attiya et al [41] is not suitable

in the presence of Byzantine processes, since the input value for a Byzantine
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process is not defined. Thus, the extra B set is used to accommodate for pos-

sible values from Byzantine processes. The above Upward-Validity is similar

to the Non-Triviality defined in [90]. The only difference is that the extra B

set in [90] is required to have size at most f , which is the resilience parameter.

One may argue that if a Byzantine process proposes the largest element of the

input lattice, then correct processes may always decide on the largest element.

For applications, we can impose an additional constraint on the initial proposal

of all processes. For example, in the case of a Boolean lattice, we can require

that the initial proposal for any process must be a singleton. More generally,

we can impose the requirement that the initial proposal of any process must

have the height less than some constant.

4.2 Related Work

For the lattice agreement problem in Byzantine failure model, Nowak

et al [178] give an algorithm for a variant of the lattice agreement problem

on cycle-free lattices that tolerates up to f < n
(h(X)+1)

Byzantine faults in

asynchronous systems, where h(X) is the height of the input lattice X. In their

problem, the original Downward-Validity and Upward-Validity requirement

are replaced with a different validity definition, which only requires that for

each output value y of a correct process, there must be some input value x

of a correct process such that x ≤ y. With their validity definition, however,

corresponding algorithms are not suitable for applications in atomic snapshot

objects and linearizable replicated state machines, since each process would
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like to have their proposal value included its output value. A more closely

related work is the preprint by Di Luna et al [90], which proposes a reasonable

validity condition and presents the first algorithm for asynchronous systems.

Their algorithm takes O(f) rounds. The basic idea of their algorithm is to first

use the asynchronous Byzantine reliable broadcast primitive [61, 200] to let

all correct processes disclose their input values to each other, based on which

each correct process constructs a set of safe values. This set of safe values are

the only values a correct process will possibly deliver in future rounds. After

the disclosure phase, the remaining steps are similar to the algorithms given

in [101, 217] for the lattice agreement problem in crash failure model, except

that each process delivers a message only if all the values included in it are

contained in its safe value set. Our algorithms assume synchronous systems

but achieve exponential improvement in terms of round complexity. Related

work and our results are summarized in Table 4.1.

Table 4.1: Related Work and Our Results

Reference Round Complexity Resilience
[89] O(log f) f < n

4

This paper
min{3h(X) + 6, 6

√
fa + 6}

f < n
3

3 log n+ 3
4 log f + 3

4.3 An Early-Stopping Algorithm

In this section, we present an early stopping algorithm for the BLA

problem, which applies a slightly modified version of the Gradecast algo-
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rithm given by Feldman et al [102] as a building block. The algorithms takes

min{3h(X)+6, 6
√
fa+6} rounds, where h(X) is the height of the input lattice

X and fa is the actual number of Byzantine processes in an execution. Our

algorithm has two primary ingredients which are quite different from the algo-

rithm given in [101, 217] for the crash failure model. In the Byzantine failure

model, correct processes can receive arbitrary values from a Byzantine process.

In order to guarantee Upward-Validity, we do not want correct processes to

accept arbitrarily many values sent from a Byzantine process. The idea in

[90] is to construct a safe value set, which stores the values reliably broad-

cast by each process at the first round. Later on, each process only delivers

a received message if the values included in this message are contained in its

safe value set. In this way, correct processes would not deliver arbitrary values

sent by Byzantine processes. However, this idea can only provide O(f) rounds

guarantee.

To obtain the O(
√
fa) rounds guarantee, our first idea is to let each

correct process in our algorithm keep track of a lattice, which we call the safe

lattice, instead of just a set of values. At each round, each correct process

ignores all values received which are not contained in this safe lattice. By

carefully updating this safe lattice of each correct process, our algorithm en-

sures that the value sent from a correct process is always in the safe lattice

of any other correct process and Byzantine process cannot introduce arbitrary

values to break the Upward-Validity condition. To get the O(
√
fa) bound,

another crucial ingredient of our algorithm is to apply the Gradecast algorithm
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at each round to detect the Byzantine processes which sends different values to

different correct processes and let each correct process ignore messages from

these processes. This idea is used in [56] to solve the Byzantine consensus

problem in synchronous systems.

4.3.1 The Modified Gradecast Algorithm

Gradecast [102] is a three-round distributed algorithm that ensures

some properties similar to those of broadcast. The Gradecast procedure has

two parameters. The first one specifies the leader of the Gradecast and the

second one represents the value that the leader would like to send. The output

of process i in the Gradecast of leader p is a triple 〈p, vip, cip〉 where vip is the

value that process i believes the leader p has sent and cip is the score assigned

by i for the leader and the value. The score assigned by process i for the leader

is among {0, 1, 2}.

For our purpose, we do a slight modification of the Gradecast algorithm

from [102] to enable processes to filter out some invalid values received and

ignore messages from known Byzantine processes. The modified Gradecast

algorithm is shown as Algorithm 8. We do the following modifications: 1) Let

each process store a lattice to filter out all received values which are not in

the lattice. We call this lattice: the safe lattice. Specifically, each process i

keeps a safe value set, denoted as SVi. This set is updated by process i at each

round of the main algorithm. From SVi, each process i constructs L(SVi), the

safe lattice as the join-closed subset of X which includes all values in SVi. 2)
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Let each process store a bad set, which stores the Byzantine processes known

by this process. Each process ignores the messages sent by processes in this

set in the modified Gradecast algorithm. This bad set is also updated at each

round of the main algorithm.

At round 1 of Gradecast, the leader broadcasts its value to all. At

round 2, each process sends the value received from the leader if it is valid to

all. At round 3, each process computes the most frequent value received at

round 2 and sends this value to all if its frequency is at least n − f . Then,

each process performs the grading step. It again computes the most frequent

value received at round 3. If this value has frequency at least n − f , then it

grades this leader with score 2 and sets the corresponding value to be the most

frequent one. Otherwise, if the frequency is at least f + 1, it grades the leader

with score 1 and sets the corresponding value to be the most frequent value

received at round 3. Otherwise, it grades the leader with score 0 and sets the

value to null (denoted by ⊥).

We assume that a correct leader always gradecasts a value which lies in

the safe lattice of each correct process and the bad set of each correct process

does not contain any correct process. We will show that these assumptions

hold when we invoke the modified Gradecast algorithm as a substep in our

main algorithm.

Lemma 4.3.1. Assume that a correct leader always gradecast some value v

which lies in the safe lattice of each other correct process and the bad set of

each correct process does not contain a correct process. Then the modified
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Algorithm 8 Gradecast(q, v)

q: the leader v: the value needs to be sent by leader q
Each process p ∈ [n] stores the variables below:
SV .The safe value set, a set of values considered as valid

by p
L(SV ) .The safe lattice, derived from SV and defined as the

join-closed subsets of X including SV .
B .A set of Byzantine processes known by process p. Process

p ignores the messages sent by processes in B

Round 1:
1: Leader q sends value v to all processes

/* Each process p executes round 2 and round 3 */
Round 2:

2: Process p sends the value received from leader q to all processes

Round 3:
3: U ← the multiset of values received at round 2
4: maj ← the value that occurs most in U
5: #maj ← the number of occurrences of maj in U
6: if #maj ≥ n− f then
7: process p sends maj to all processes
8: end if

/* Grading */
9: U ′ ← the multiset of values received at round 3

10: maj
′ ← the value that occurs most in U ′

11: #maj
′ ← the number of occurrences of maj′ in U ′

12: if #maj
′ ≥ n− f then

13: vp ← maj′, cp ← 2
14: else if #maj′ ≥ f + 1 then
15: vp ← maj′, cp ← 1
16: else
17: vp ← ⊥, cp ← 0
18: end if
19: Return 〈q, vp, cp〉
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Gradecast algorithm satisfies the following properties.

1. If the leader p is non-faulty then vip = v and cip = 2 for any non-faulty i;

2. For every non-faulty i and j: if cip > 0 and cjp > 0 then vip = vjp;

3. |cip − cjp| ≤ 1 for every non-faulty i and j.

Proof. Proof of property 2 and 3 is the same as the proof of the original

Gradecast algorithm. For property 1, since we assume that the value of a

correct process is in the safe lattice of each other correct process and a correct

process is not in any bad set, then no correct process would ignore its value.

Therefore, in the grading phase, each correct process will grade a correct leader

with score 2 and deliver the same value from the correct leader.

4.3.2 The Main Algorithm

The main algorithm, shown as Algorithm 9, runs in synchronous rounds.

For ease of presentation, we use rounds to mean the iterations in the for loop

of the main algorithm. We call the rounds taken by the Gradecast step as sub-

rounds. We assume for now that there is an upper bound F on the number of

rounds of the main algorithm. We will establish the accurate value of F later

and show that each process must decide on an output by round F . Initially,

the bad set Bi and the safe value set SVi for each process i are empty. Process

i regards any value received as valid in the gradecast of the first round.

At each round, each process invokes the modified Gradecast algorithm

with its current value and acts as the leader. So there are at least n − f

Gradecast instances running at each round, with each instance corresponding
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Algorithm 9 Early-Stopping Algorithm for the BLA Problem B Code for
process i

Local Variables:
v .value held by i during the algorithm, initially v = x
B .A set of Byzantine processes known by process i, initially

empty

SV .A set of safe values for process i

1: for r ← 1 to F do
2: Gradecast(i, v) .process i also participates in the gradecast

of other process

3: Let 〈j, uj, cj〉 denote that process j gradecast uj with score cj
4: U1 ← {uj | 〈j, uj, cj〉 ∧ cj ≥ 1, j ∈ [n]}
5: U2 ← {uj | 〈j, uj, cj〉 ∧ cj = 2, j ∈ [n]}
6: B ← B ∪ {j |〈j, ∗, cj〉 ∧ cj ≤ 1, j ∈ [n]} .Byzantine processes

7: SV ← U1

8: if v is comparable with each value in U2 then
9: Decide on v, but continue execution

10: end if
11: v ← t{u | u ∈ U2}
12: end for
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to one correct process. After the Gradecast phase, each process i has a set of

triples, one for each process which invoked Gradecast as the leader. A triple

consists of the leader id, the value sent by the leader, and the score assigned by

i. From these triples, processes i updates its bad set Bi and safe value set SVi

as follows. At line 5, process i includes all processes which are assigned score

at most one into its bad set Bi and ignores all messages sent from processes

in Bi at future rounds. Process i also updates its safe value set SVi to be the

union of all values gradecast by processes with score at least one. By updating

the safe value set in this way, we can ensure that the current value of a correct

process is in the safe lattice of every other correct process. Thus, the value

gradecast by a correct process in the next round is valid for every other correct

process, which implies property 1 of Gradecast. On the other hand, this safe

value set also prevents Byzantine processes from gradecasting an arbitrary

value, i.e, Byzantine processes can only gradecast values that belong to the

safe lattice.

For the deciding condition at line 7, each process decides on its current

value at a certain round if all values gradecast by processes with score 2 are

comparable with its current value. A process keeps executing the algorithm

even if it has decided on an output. It updates its current value to be the join

of all values gradecast with score 2 and starts the next round.
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Table 4.2: Notations for the Early-Stopping Algorithm

vri Value of process i at the end of round r

vr Auxiliary variable, defined as vr := t{vri | i ∈ C}
SV r

i The safe value set held by process i at the end of round r
Sr Auxiliary variable, defined as Sr = ∪{SV r

i | i ∈ C}
sr Auxiliary variable, defined as sr = t{v | v ∈ Sr}

4.3.3 Correctness and Complexity

We now prove the correctness of our algorithm. The variables used

for the proof are defined in Table 4.2. The main algorithm has the following

properties.

Lemma 4.3.2. Let i and j be any two correct processes. For any 1 ≤ r ≤ F ,

the main algorithm satisfies the properties below.

(p1) vri ∈ L(SV r
j )

(p2) vr ∈ L(SV r
i )

(p3) vr ≤ sr

(p4) vr−1i < vri if process i is undecided at the end of round r

(p5) vr < vr+1 if not all correct processes have decided at the end of round r

(p6) L(Sr+1) ⊆ L(Sr)

(p7) sr+1 ≤ sr

(p8) For each correct process i, its bad set Bi never contains a correct process

(p9) vr ≤ vr+1
i

Proof. (p1): From line 11 and 5, vri is the join of a set of values gradecast by

other processes and assigned score of 2 by process i. Consider an arbitrary
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value u in this set. Suppose process t gradecasts value u. Since cit = 2, property

3 of Gradecast in Lemma 4.3.1 implies that cjt ≥ 1. Hence, from line 7 of the

main algorithm, we have u ∈ SV r
j . Since u is some arbitrary value, we have

vri ∈ L(SV r
j ).

(p2): Implied by vr = {vrj | j ∈ C} and vrj ∈ L(SV r
j ) by (p1).

(p3): Since L(SV r
j ) ⊆ L(Sr) and sr is the largest element in L(Sr), we have

vr ∈ L(Sr) and vr ≤ sr.

(p4): By the deciding condition, if process i has not decided at the end of

round r, then it must receive at least one value which is incomparable with its

current value. After taking joins, its new value must be greater than its old

value.

(p5): Immediately implied by (p4).

(p6): Suppose L(Sr+1) 6⊆ L(Sr), then there must be some value v gradecast

by some process b at round r + 1 such that v ∈ L(Sr+1) ∧ v 6∈ L(Sr). Then,

we have v 6∈ L(SV r
i ) for any correct i. However, in the Gradecast step at

round r, for any correct process i, all received values which are not in L(SV r
i )

are ignored. Thus, each correct process grades value v sent by b with score

0. Thus, no correct process will include v into their safe value set. Therefore,

v 6∈ SV r+1
i for any correct i, a contradiction to v ∈ L(Sr+1).

(p7): Immediately implied by (p6).

(p8): Proof by induction on the round number r.

Base case (r = 1). At the first round, the safe lattice of each correct process is

empty and each process accepts any message from any process. Then, by the
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Gradecast algorithm, the value of a correct leader will be graded with score 2.

Thus, the bad set of each correct process does no contain a correct process.

Induction case: Assume that the property holds for all rounds before round

r. At round r, since each correct leader is not in the bad set of any correct

process, its value will be graded with score 2. Thus, it will not be included in

a bad set of any correct process.

Property (p1) and (p8) immediately justify the assumption in Lemma

4.3.1. Thus, all properties of Gradecast are satisfied. Property (p3) indicates

that the join of all values of correct processes is less than the join of all values

in the safe value sets of all correct processes at any round. Property (p4) and

(p5) imply that the join of all values of correct processes is strictly increasing.

Property (p7), implied by (p6), indicates that the join of all values in the

safe value sets of all correct processes is non-increasing. Then, we must have

vr = sr at some round r. After this round, the deciding condition must be

satisfied for each process.

Lemma 4.3.3. For any round r, Sr contains at most one value gradecast by

each process i (possibly Byzantine) at round r.

Proof. For a correct process i, the claim is obvious. For a Byzantine process

i, suppose Sr contains two different values vi and ui gradecast by process i at

round r. Then there are two correct processes p and q such that p includes vi

into SV r
p and q includes ui into SV r

q . From line 7 of the algorithm, we have
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cip ≥ 1 and ciq ≥ 1 for two correct processes p and q at round r. Then the fact

that vi 6= ui contradicts property 2 of Gradecast.

Now we show the algorithm satisfies all the properties required by the

BLA problem. For now we assume that each process decides within F rounds.

We show the accurate value of F when we analyze the round complexity.

Lemma 4.3.4. The values decided by correct processes satisfy all the properties

of BLA.

Proof. Downward-validity. Immediate from property (p4) of Lemma 4.3.2.

Comparability. We show that for any two correct processes i and

j, either yi ≤ yj or yj ≤ yi. Let processes i and j decide at the rounds ri

and rj respectively. Assume ri ≤ rj, without loss of generality. Consider the

following two cases.

Case 1: ri = rj. By the deciding condition, yi must comparable with yj.

Case 2: ri < rj. Ar round ri, the decided value of i must be received by

process j with score 2, by property 1 of Gradecast. Since j does not decide at

this round, it must take join of the decided value of i. Thus, yi ≤ yj.

Upward-Validity. From property (p3) and (p7) of lemma 4.3.2, we

have that t{yi | i ∈ C} ≤ vF ≤ sF ≤ s1. To bound s1, from Lemma

4.3.3, we know that S1 contains at most fa extra values not from correct

processes, since there are at most fa Byzantine processes. Then, we have

s1 ≤ t({xi | i ∈ C} ∪ B) for some B ⊂ X and |B| ≤ fa. Hence, t{yi | i ∈

C} ≤ t({xi | i ∈ C} ∪B) for some B ⊂ X and |B| ≤ fa.
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We now analyze the round and message complexity of our algorithm.

We first show that the value of a correct process at a later round is at least

the join of all values of correct processes in a previous round. Recall that vr

is defined as the join of all values of correct processes at the end of round r.

Lemma 4.3.5. For any round r and correct process i, vr ≤ vr+1
i .

Proof. Since vr = t{vrj | j ∈ C}, each vrj is gradecast by correct process j at

round r + 1 and by property 1 of Gradecast, process i assigns score of 2 for

process j. Hence, process i takes join of vrj for any correct j at line 11, which

implies vr ≤ vr+1
i .

The following lemma along with property (p5) and (p7) of Lemma 4.3.2

guarantees the termination of our algorithm. It can be derived from (p1), (p7),

and (p9) of Lemma 4.3.2 and the decision condition.

Lemma 4.3.6. If vr = sr at the end of some round r, then all undecided

correct processes decide in at most 2 more rounds.

Proof. Consider round r + 1, for each correct process i, we have vr ≤ vr+1
i

from lemma 4.3.5 and vr+1
i ≤ sr+1 ≤ sr from property (p1) and (p7). Since

vr = sr, we must have vr = vr+1
i = sr for each correct process i. Then, at

round r + 2, each valid value received by i must be less than or equal to its

current value, since its current value vr = sr is the largest value in the whole

safe lattice. Thus, the deciding condition is satisfied.
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Lemma 4.3.7. F ≤ h(X) + 2, where h(X) is the height of input lattice X.

Proof. From property (p7) of lemma 4.3.2, the height of sr in lattice X is

non-increasing as r increases, whereas from property (p5), the height of vr in

lattice X is strictly increasing if there is at least one undecided process as r

increases. Along with property (p3) of lemma 4.3.2, which shows that vr ≤ sr

for each round r, we must have vr = sr in at most h(X) rounds. By lemma

4.3.6, after h(X) rounds, all undecided processes decide in at most 2 more

rounds. Thus, F ≤ h(X) + 2.

We now show that the algorithm takes O(
√
f) rounds. We first observe

that if a process is in the bad set of each correct process, then it will be graded

with score 0 by each correct process if it invokes the Gradecast procedure as

the leader. We introduce the notion of terrible processes as below.

Definition 4.3.1. (Terrible Process) A process is terrible at round r if it is

graded with score 2 by at least one correct process in each round before r and

no correct process grades it with score 2 at round r.

From the above definition, we observe that the terrible processes at

each round must be included into the bast set Bi of each correct process i

at line 6 of the algorithm. Therefore, a Byzantine process can be terrible

at most once. Let Lr denote the lattice formed by the safe value set at the

end of round r, i.e, Lr = L(Sr). Let V r denote the set of values which are

assigned score of 2 by at least one correct process at round r. We observe that
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vr = t{u | u ∈ V r}, since each value in V r must be contained in the set U2
i

for some correct process i at line 4 of the algorithm. We also observe that

V r ⊆ Sr.

Lemma 4.3.8. Suppose there are fr terrible processes at round r, then each

process decides within r + fr + 2 rounds.

Proof. To prove the lemma, we first show the following claim. Let Br
i denote

the bad set of process i at the end of round r.

Claim 4.3.9. For any process b ∈ ∩{Br−1
i | i ∈ C}, each correct process

grades b with score 0 in the Gradecast with b as the leader at round r.

Proof. In the Gradecast algorithm, all correct processes ignore values sent by

processes in their bad sets.

Let Lr denote the lattice formed by the safe value set at the end of round

r, i.e, Lr = L(Sr). Let V r denote the set of values which are assigned score of 2

by at least one correct process at round r. We observe that vr = t{u | u ∈ V r},

since each value in V r must be contained in the set U2
i for some correct process

i at line 4 of the algorithm. We also observe that V r ⊆ Sr.

We first show that hLr(sr)−hLr(vr) ≤ fr by showing that |Sr−V r| ≤ fr.

Consider round r of the algorithm. Let p be an arbitrary process. Consider

the following three cases.

Case 1. p ∈ ∩{Br−1
i | i ∈ C}. From Lemma 4.3.9, we know that both V r and

SV r do not contain a value from process p.
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Case 2. p 6∈ ∩{Br−1
i | i ∈ C} and p is not terrible. In this case, process p must

gradecast a value u and assigned score of 2 by at least one correct process.

Due to property 3 of Gradecast, each correct process must assign score at least

1 for value u. Then, value v must be contained in both V r and Sr.

Case 3. p is a terrible process. By Lemma 4.3.3, we know that p can only

introduce at most one value into set Sr.

From the above three cases, we can conclude that the values which are

in Sr but not in V r must be gradecast by terrible processes at round r. Thus,

we have |Sr − V r| ≤ fr. Since vr is the join of values in V r and sr is the join

of values in SV r, we must have hLr(sr)− hLr(vr) ≤ fr.

On the other hand, from property (p5) of lemma 4.3.2, we have hLr(vt+1) >

hLr(vt) for any round t ≥ r. From property (p7) of lemma 4.3.2, we have

hLr(st+1) ≤ hLr(st) for any round t ≥ r. Thus, we have that hLr(vr+k) =

hLr(sr+k) for some k ≤ fr. Along with property (p3), we have that vr+k = sr+k

for some number k ≤ fr. Then, by lemma 4.3.6, all undecided correct pro-

cesses decide within at most 2 rounds. Therefore, each correct process decides

within r + fr + 2 rounds.

Remark 4.3.1. The crucial argument in the proof of Lemma 4.3.8 is that the

difference between hX(sr) and hX(vr) is at most fr in a round r with at most

fr terrible processes. If each process stores a safe value set instead of the safe

lattice, this claim does not hold.
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Lemma 4.3.10. F ≤ 2
√
f +2, where f is the maximum number of Byzantine

failures in the system such that n ≥ 3f + 1.

Proof. Consider the first
√
f rounds. At least one of these rounds has less

than
√
f terrible processes. By Lemma 4.3.8, starting from that round, each

undecided process needs at most
√
f + 2 more rounds to decide. Thus, the

total number of rounds is at most 2
√
f + 2.

The obtain the O(
√
fa) rounds guarantee, we let each correct process

dynamically update its termination round, which denotes the round number

such that a correct process terminates the algorithm in any case. Specifically,

if a process includes t Byzantine processes into its bad set, then this process

runs
√
t+ 2 more rounds and terminate.

Theorem 4.3.11. There is a min{3h(X) + 6, 6
√
fa + 6}) rounds algorithm

for the Byzantine lattice agreement problem in synchronous systems, which

can tolerate f < n
3

Byzantine failures. fa is the actual number of Byzantine

failures. The term h(X) is the height of the input lattice X. The algorithm

takes O(n2 min{h(X),
√
fa}) messages.

Proof. The round complexity follows from lemma 4.3.7 and 4.3.10 and the fact

that the Gradecast step takes 3 sub-rounds. For message complexity, each

Gradecast instance takes O(n2) messages. Since we have at most n Gradecast

instance at each round, each round takes O(n3) messages in total. Thus, the

total number of messages is O(n3 min{h(X),
√
fa}). By combining messages
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of different instances of Gradecast, the message complexity for n instances of

Gradecast can be reduced from O(n3) to O(n2). Each message is a vector

corresponding to n instances of Gradecast. The message size can be reduced

from O(n) to O(f) using techniques based on error correcting codes as shown

in [64].

Early-Stopping: To obtain the early stopping property, we let each

correct process dynamically update its termination round, which denotes the

round number such that a correct process terminates the algorithm in any case.

Let ti denote the termination round of the correct process i, initially set to be

F . The value of ti is updated at each round in the following way. Consider a

round r. Suppose kri processes are included into the bad set of i at this round,

then we set ti := min{ti, r + kri + 2}. Suppose we have k actual Byzantine

processes during an execution of the algorithm. Consider the first
√
k rounds

for an arbitrary correct process i, there must be a round r′ such that at most
√
k processes are included into the bad set of i, then the termination round is

at most r′ +
√
k + 2. Thus, the termination round of i is at most 2

√
k + 2.

Since the above argument applies for any correct process, all correct process

must terminate in at most 2
√
k + 2 rounds.

Corollary 4.3.12. There is a min{4h(X) + 8, 8
√
fa + 8} rounds algorithm

for the authenticated (allow digital signatures) BLA problem in synchronous

systems, which can tolerate f < n
2

Byzantine failures. The algorithm takes

O(n2 min{h(X),
√
fa}) messages.
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Proof. Using the 4-round Gradecast algorithm [138] in the authenticated set-

ting that tolerates f < n
2

Byzantine failures immediately gives the result.

4.4 O(log n) Rounds Algorithm for the BLA problem

The 3 log n + 3 round algorithm shown in this section is inspired by

algorithms proposed for the crash failure model in [41, 217]. The basic idea is

to divide a group of processes into the slave subgroup and the master subgroup

based on process ids, and ensure the property that the value of any correct

process in the slave group is at most the value of any correct process in the

master group. With the above property, if we recurse within each subgroup,

then all correct processes can obtain comparable values in O(log n) rounds.

In the Byzantine failure model, however, simply ensuring the above

property is not enough. For example, suppose we divided a group of processes

G into the slave group S(G) and the master group M(G) such that the above

property is satisfied. Suppose there is a Byzantine process in S(G), it might

send a value to some correct process in S(G) in a later round such that the

value is not known by correct processes in M(G). Then, a correct slave process

might have a value which is greater than some master process.

In order to prevent such cases, our algorithm introduces two novel ideas.

First, when we divide a group into the slave subgroup and the master subgroup,

we apply a modified Gradecast algorithm to guarantee that the value of a slave

process is at most the value of a master process. The Gradecast algorithm

serves the same purpose as the Classifier procedure as given in [217, 216].
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A nice property of the modified Gradecast algorithm is that if some correct

process assigns score 2 for the value gradecast by the leader, then each other

correct process assigns score at least 1 for this value. Suppose we let each

process in a group gradecast its value. Let U2 denote the set of values assigned

score of 2 by some correct process. Let U1 denote the set of values assigned

score of at least 1 by some correct process. Then, we must have U2 ⊆ U1. If

each process in the master group updates their value to U1 and each process

in the slave group updates their value to U2, then it is guaranteed that the set

of all values of the slave group is a subset of the values of each master process.

However, the above property is only guaranteed at the current recursion

level. Suppose there is a Byzantine process in the slave group, then it can

gradecast a new value, which is not contained in the value set of some master

process, to correct processes in the slave group. Then, the above property that

the value of any correct slave process is at most the value of any correct master

process does not hold any more. We need to ensure that the values of all slave

processes are always a subset of the values of each master process when the

recursion within each subgroup continues. To achieve that, we introduce a

second novel idea. We let each process keep track of a safe value set for each

other process and regard any value received from that process but not in the

safe value set as invalid. This is also different from the algorithm in previous

section, where each process just keeps track of one single safe lattice for all.

These safe values sets are used to restrict what values a process in a slave

group can send. If we can guarantee that the union of all safe value sets for
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processes in the slave group is a subset of the value set of each master process,

then we can ensure that the above property continues to hold.

4.4.1 The SetGradecast Algorithm

In the 3 log n+ 3 rounds algorithm, a process needs to gradecast a set

of values instead of just one single value. Thus, we propose the SetGrade-

cast algorithm, shown as Algorithm 10, which is similar to the Gradecast

algorithm, except that it is used to gradecast a set of values. In the 3 log n+ 3

rounds algorithm, each process i keeps track of a safe array Si of size n with

Si[j] being a safe value set for process j. Process i considers a value v received

from process j as valid if v ∈ Si[j], otherwise invalid. Process i uses Si to filter

out invalid values received from any process in the SetGradecast algorithm.

We show how to construct and update the safe value array for each process in

the main algorithm.

In the SetGradecast algorithm, we assume that the leader needs to

gradecast a set of distinct values, which can be guaranteed by introducing

some unique tags for each value. With this assumption, if a process receives a

message which contains duplicate values from some leader, the leader must be

Byzantine. It ignores the message. Each process i returns a tuple 〈j, Rj, Cj〉

when process j invokes the SetGradecast as the leader. The set Rj is the set

of values gradecast by process j with score at least 1 and the map Cj stores

the score assigned by process i for each value in Rj. Let v be an arbitrary

value gradecast by the leader. Let civ denote the score of v assigned by process
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Algorithm 10 SetGradecast(q, V )

q: the leader V : a set of values need to be sent by leader q
Each process p ∈ [n] stores the variables below:
S .An array of size n. S[j] is a safe value set for j.
B .A set of Byzantine processes known by process p.

Round 1:
1: Leader q sends the value set V to all processes

/* Each process p executes round 2 and round 3 */
Round 2:

2: Vq ← the set received from leader q at round 1 with invalid values removed

3: Process p sends Vq to all other processes
Round 3:

4: Vj ← the set received from process j at round 2 with invalid values removed

5: Define multiset U ←
n⋃
j=1

Vj

6: U ′ ← ∅, R← ∅ .R is the set of values to be returned

7: for each unique value v ∈ U do
8: fv ← the number of occurrences of v in U
9: if fv ≥ f + 1, then cpv ← 1

2
, add v into R .v must be in the safe

value set of at least one correct process

10: if fv ≥ n− f , then add v into U ′

11: end for
12: Process p sends U ′ to all processes
Grading:
13: Vj ← the set received from j at round 3 with invalid values removed

14: Define multiset U ←
n⋃
j=1

Vj

15: for each value v ∈ U do
16: fv ← the number of occurrences of value v in U
17: if fv ≥ n− f then
18: cpv ← 2, R← R ∪ v
19: else if fv ≥ f + 1 then
20: cpv ← 1, R← R ∪ v
21: end if
22: end for
23: C ← the map storing the score for each value v ∈ R, i.e., C[v] = cpv
24: Return 〈q, R,C〉 .Each process p returns such a tuple
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i. Then, we have the following lemma.

Lemma 4.4.1. Algorithm SetGradecast has the following properties.

1. If a value v gradecast by a correct leader i is in the safe value set

of each correct process j for i, i.e., v ∈ Sj[i] for each correct j ∈ [n], then the

score of v assigned by each correct j must be 2, i.e., cjv = 2.

2. Let v be an arbitrary value gradecast by the leader. Then |civ−cjv| ≤ 1

for any two correct process i and j.

3. If a value v gradecast by a leader i is not in the safe value set of any

correct process for i, i.e., v 6∈ Sj[i] for any j ∈ C, then cjv = 0 for each j ∈ C.

4. For a value v returned by SetGradecast, v must be in the safe

value set of at least one correct process.

Proof. For property 1, since the leader is correct, it must send the same value

v to each process at round 1. Since v is contained in the safe value set of each

correct process j for the leader, then at round 2 each correct process j will

receive v from each correct process. It then sends v to each process at round

3. At round 3, each correct j receives v from each correct process, thus the

score of v assigned by each correct j must be 2.

For property 2, we only need to show that if any correct j has cjv = 2,

then any other correct process k must have ckv ≥ 1. Since j has cjv = 2, then

process j must have received v from at least n−f processes at round 3, which

contains at least n− 2f correct processes. Thus, for any other correct process
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k, it must have received v from at least n − 2f correct processes, which is at

least f + 1 by the assumption of n ≥ 3f + 1. Therefore, ckv ≥ 1.

For v to be assigned score at least 1 by a correct process j, process j has

to receive this value from at least f + 1 different processes at round 3. Since

each correct process j considers any value from i but not in Sj[i] as invalid

and there are at most f Byzantine processes, any correct process can receive

v from at most f different processes. Thus, it must be assigned score of 0.

For property 4, the score assigned for value v must be either 1
2
, 1,

or 2. Thus, value v must be received for at least f + 1 processes at line 4

or SetGradecast, among which at least one process must be correct. For a

correct process to forward value v, value v must be in its the safe value set.

4.4.2 The Main Algorithm

The 3 log n + 3 rounds algorithm is shown Algorithm 11. In the algo-

rithm, each process i stores a value set Vi which is updated at each round.

Initially, Vi = {xi}. Each process i keeps track of a safe array Si of size n with

Si[j] being the safe value set for process j. Process i regards any value received

from process j that is not in Si[j] as invalid and thus ignores it. Different pro-

cesses may have different safe value sets for a process j. Initially, all processes

are in the same group, denoted as G1. During the algorithm, processes might

be divided into different groups. The algorithm proceeds as follows.

The initial round at lines 1-5 is used to build the initial safe array of

80



Algorithm 11 The 3 log n+ 3 Rounds Algorithm for the BLA Problem

Gr .The set of groups at round r, initially G1 = {G1}
Each process i ∈ [n] stores the variables below:
x .Input value

V .A set of values. Initially, V := {x}
S .An array of size n with S[j] being the safe value set for

process j

/* Build the Initial Safe Array */
1: for each process i, in parallel do
2: Process i invokes Gradecast(i, x)
3: 〈j, vj, cj〉 ← the tuple returned from the gradecast of process j
4: S[k]← {vj | cj ≥ 1, j ∈ [n]} for each process k ∈ [n]
5: end for

6: for r ← 1 to log n do
7: Divide each G ∈ Gr into the slave subgroup S(G) and the master sub-

group M(G) based on process ids
8: Gr+1 ← the set of new groups
9: Each slave process p executes SetGradecast(p, Vp)

10: for each process i, in parallel do
11: 〈j, V alij, Ci

j〉 ← the tuple returned from the gradecast of process j
12: Ri

j ← {v ∈ V alij | Ci
j[v] = 2} .The set of values assigned score

2 by process i in the gradecast of process j
13: for each group G ∈ Gr do
14: U1 ← the set of values gradecast by processes in S(G) with score

≥ 1, i.e., U1 ←
⋃

j∈S(G)

V alij

15: U2 ← the set of values sent by processes in S(G) with score 2, i.e.,
U2 ←

⋃
j∈S(G)

Ri
j

16: Si[j]← U2 for each process j ∈ S(G)
17: Si[j]← Si[j] ∪ U1 for each process j ∈M(G),
18: if i ∈ S(G) then Vi ← U2

19: elif i ∈M(G) then Vi ← U1

20: end for
21: end for
22: end for
23: Output yi ← t{v ∈ Vi}
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each process i. At this round, each process i invokes the Gradecast algorithm

to send its input value xi to all. Each process i constructs the same initial safe

value set for each process j, which includes all values gradecast by some process

and assigned score of at least 1 by process i. Hence, process i’s initial safe value

sets for all process are the same. We will show later that this initial round of

Gradecast guarantees Upward-Validity of the BLA problem. Intuitively,

this is because each Byzantine process can only introduce one value into the

safe value sets of all correct processes by properties of Gradecast.

In lines 6-22, at each round r from 1 to log n, each group G is divided

into two subgroups: the slave group S(G) and the master group M(G), where

S(G) contains all processes in G with ids in the lower half and M(G) contains

all processes in G with ids in the upper half. Each process in S(G) invokes

SetGradecast to gradecast its current value set to all processes. Processes

in M(G) do not gradecast their value sets. After this step, for each group G,

process i obtains a set of values gradecast by processes in S(G). From line 13

to line 20, process i updates its safe value set Si and its value set Vi based the

values obtained in all SetGradecast instances. At line 16, process i updates

its safe value set for each process j ∈ S(G) to be the values gradecast with

score 2 by some process in S(G). At line 17, it updates the safe value set for

each process in M(G) to be the values gradecast with score at least 1 by some

process in S(G). If process i is a slave process in S(G), it updates its value

set to be the set of values gradecast by processes in S(G) and assigned score

of 2. If it is a master process in M(G), it updates its value set to be the set
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of values gradecast by processes in S(G) with score at least 1.

Table 4.3: Notations for the O(log n) Algorithm

C The set of non-faulty processes in an execution.
V r
i The value set held by process i at the end of round r.
Sri The safe value array of i at the end of round r.

SF r
j

Auxiliary variable. The union of the safe value sets of all
correct process for j at the end of round r, i.e., SF r

j :=
⋃
i∈C

Sri [j]

SF r
G

Auxiliary variable. The union of the safe value sets of all correct process
for processes in group G at the end of round r, i.e., SF r

G :=
⋃
j∈G

SF r
j

4.4.3 Correctness and Complexity

Now we analyze the correctness and complexity of our algorithm. For

any group G, let S(G) and M(G) denote the slave group and the master group

obtained when dividing G. The variables we use for analysis are given in Table

4.3.

Lemma 4.4.2. Let G be a group that is divided into S(G) and M(G) at round

r. Then

(p1) SF r
S(G) ⊆ SF r−1

G

(p2) SF r
M(G) ⊆ SF r−1

G

(p3) For each i ∈ G ∩ C, V r
i ⊆ SF r−1

G

Proof. (p1): At round r, processes in group S(G) gradecast their values to

all. Consider an arbitrary value v ∈ SF r
S(G). From line 16, we know that v

must be gradecast by some process in S(G) and assigned score of 2 by at least
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one correct process. This implies that value v must be in the safe value set of

at least one correct processes for j at the beginning of round r by property 3

of SetGradecast. Thus, value v must be in SF r−1
G .

(p2): From line 17 of the algorithm, for an arbitrary process j ∈M(G),

each correct process i sets Sri [j] := Sr−1i [j]∪U1, with U1 being the set of values

gradecast by some process in S(G) at round r and assigned score of at least 1

by process i. Thus, any value v ∈ U1 must be in the safe value set for j of at

least one correct process by property 3 of SetGradecast. Then, U1 must be

in SF r−1
G . Therefore, SF r

M(G) ⊆ SF r−1
G .

(p3): From line 18-19, we know that V r
i is either updated to be the set

of values assigned score 2 or score at least 1 by process i at round r. Then, by

property 3 of SetGradecast, V r
i ⊆ SF r−1

G .

The following lemma shows that if a value of correct process i is con-

tained in the safe value set of each correct process for process i, then this value

remains in the value set of process i. It also implies Downward-Validity.

Lemma 4.4.3. Consider an arbitrary value v ∈ V r
j of correct process j. If it

is contained in Sri [j] for each correct process i, then we have (1) v ∈ Sti [j] for

each correct process i and t ≥ r. (2) v ∈ V t
j for any t ≥ r.

Proof. (1). By induction on the round number. For the base case t = r, the

claim holds. Consider round t > r and assume that (1) and (2) are satisfied for
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any round before t. In the algorithm, Si[j] can only shrink at line 21 and Vj can

only shrink at line 24, which happens when process j is divided into the slave

group at round t. Then Si[j] is updated to be the set of values gradecast by

some process in the group of j and assigned score of 2 by process i. At round

t, since v ∈ V t−1
j by induction hypothesis and j is slave at round t, process j

must gradecast value v. Since v is in the safe value set of each correct i by

induction hypothesis, we must have civ = 2 by property 1 of SetGradecast.

Thus, value v must be included into Si[j] by each correct i at line 16 and v

must included into V t
j at line 18 by process j.

The following lemma shows that the union of all safe value sets of

correct processes for slave processes will always be a subset of the values of

each master process.

Lemma 4.4.4. Let G be a group which is divided into S(G) and M(G) at

round r. Then SF r
S(G) ⊆ V t

j for each correct j ∈M(G) and any round number

t ≥ r.

Proof. Consider round r of the algorithm. Consider an arbitrary value v ∈

SF r
S(G). The value v must be gradecast by some process in S(G) and assigned

score 2 by some correct process by line 16 of the algorithm. That is, there

exists a correct process p with cpv = 2. Then, we have ckv ≥ 1 for any correct

process k by property 2 of the SetGradecast algorithm. Hence, v ∈ Srk[j] for

any correct process k by line 17 of the algorithm. Also, we have v ∈ V r
j by

line 19. By Lemma 4.4.3, we can derive that v ∈ V t
j for any round number
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t ≥ r. Since v is an arbitrary value from SF r
S(G), we must have SF r

S(G) ⊆ V t
j

for any round number t ≥ r.

Theorem 4.4.5. There is a 3 log n + 3 rounds algorithm for the Byzantine

lattice agreement problem in synchronous systems, which can tolerate f < n
3

Byzantine failures. The algorithm takes O(n2 log n) messages.

Proof. Comparability. We show either V logn
i ⊆ V logn

j or V logn
j ⊆ V logn

i .

Let G denote the last group both processes i and j belong to. Let r be the

round when G is divided into S(G) and M(G). Without loss of generality,

suppose i ∈ S(G) and j ∈ M(G). By repeatedly applying (p1), (p2) and (p3)

of Lemma 4.4.2, we have V logn
i ⊆ SF r

S(G). By Lemma 4.4.4, we know that

SF r
S(G) ⊆ V logn

j . Therefore, V logn
i ⊆ V logn

j .

Downward-Validity. Property 1 of SetGradecast and Lemma 4.4.3

ensures that the input value of process i remains in Vi. Thus, xi ≤ yi.

Upward-Validity. Since Byzantine processes can only send values in

the safe value sets of correct processes, at most fa values can be introduced

into the outputs of correct processes. Then, we have SF 0
G1
⊆ ∪{xi | i ∈ C}∪B,

where B ⊂ X and |B| ≤ fa. For each correct process i, by repeatedly applying

(p1), (p2) and (p3) of Lemma 4.4.2, we have V logn
i ⊆ SF 0

G1
. Thus, t{yi | i ∈

C} ≤ t({xi | i ∈ C} ∪B), where B ⊂ X and |B| ≤ fa.

Corollary 4.4.6. There is a 4 log n+4 rounds algorithm for the authenticated

BLA problem in synchronous systems which can tolerate f < n
2

Byzantine
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failures, where n is the number of processes. The algorithm takes O(n2 log n)

messages.

4.5 O(log f) Algorithm for the BLA Problem

In this section, we present an algorithm for the BLA problem which

takes 4 log f + 3 synchronous rounds. The O(log f) algorithm by Xiong et al.

in [217] for the crash failure model uses a crash-tolerant classifier procedure.

The idea of using a classifier procedure to obtain comparable views is initially

applied to implement atomic snapshot objects in shared memory systems by

Attiya et al. [44]. Their crash-tolerant classifier procedure divides a group of

processes into two subgroups: the master group and the slave group based on

a threshold parameter k and guarantees the following properties. (C1) The

value of any slave process ≤ the value of any master process. (C2) The value

of any master process has height in the input lattice > k. (C3) The join of all

slave values has height ≤ k.

With the above properties, the classifier procedure can be recursively

applied within each subgroup and all processes have comparable values af-

ter O(log f) rounds by setting the knowledge threshold k in a binary way as

follows. Initially, all processes are in the same group with initial knowledge

threshold n − f
2
. Consider a group G at level r with knowledge threshold k,

then the slave group of G has knowledge threshold k − f
2r+1 and the master

group of G has knowledge threshold k + f
2r+1 . If all processes exchange their

values before recursively invoking the classifier procedure, each correct pro-
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cess must have at least n − f values and have at most n values. Then, after

log f levels of recursion, by applying property (C1) and (C2) recursively, all

processes in different groups must have comparable values and all processes in

the same group must have the same value.

The crash-tolerant classifier procedure in [217] is quite simple. All pro-

cesses within the same group exchange their current values. If a process obtains

a value set with size greater than k, it is classified as a master. Otherwise, it

is classified as a slave. A slave process keeps its value unchanged. A master

process updates its value to be the join of all values received.

In presence of Byzantine processes, however, properties (C1)-(C3) are

not sufficient for subgroups to invoke the classifier procedure recursively due

to the following reason. Even if we can guarantee (C1) and (C3) at the cur-

rent classifier, Byzantine processes can introduce additional values into the

slave group when processes in the slave subgroup invokes the classifier within

themselves. Then, properties (C1) and (C3) can be violated.

In our algorithm, we apply a Byzantine-tolerant classifier procedure to

divide a group of processes into two subgroups: the slave group and the master

group. A group of processes apply the Byzantine-tolerant classifier procedure

to update their value sets and decide which subgroup they are classified into.

In our algorithm, each process i keeps track of a value set Vi: a set of values,

which is updated in the classifier procedure. Similar to the O(log n) algorithm,

we let each process store a safe value set for each group which restricts the

values that processes in this group can send. If SF is the union of the safe

88



value sets of all correct processes for the slave group, then, our algorithm

guarantees that the value set of any slave process must be always a subset of

SF . The following properties are guaranteed after a group of processes invoke

the Byzantine-tolerant classifier procedure within themselves. (B1) The union

of the safe value sets of all correct processes for the slave group is a subset of

the value set of a master process. (B2) The value set of any master process

has size > k. (B3) The union of the safe value sets of all correct processes for

the slave group has size ≤ k.

Property (B1) guarantees that the value set of a slave process is always

a subset of the value set of a master process starting from the point when

they are classified into different subgroups. For property (B3), our algorithm

maintains the following variant: a value is considered as valid by a correct

process if it is in the safe value set of some correct process. Thus, property

(B3) restricts what values a group of processes can ever send, which are also

the values processes in the group can ever have (will be more clear in our

algorithm).

To guarantee (B1) and (B2), similar to the O(log n) algorithm, we use

the SetGradecast algorithm as a communication primitive and update the

safe value sets of correct processes carefully. To guarantee (B3), dividing into

the slave subgroup and the master subgroup in our algorithm is based on the

safe value sets of processes.

From property (B1) and (B3), we can observe that the Byzantine-

tolerant classifier procedure for a group of processes depends on not only pro-

89



cesses in the group but also other processes in the system (via the safe value

sets). Thus, in our presentation, we do not present the Byzantine-tolerant

classifier procedure as a separate procedure, instead we present it inside the

main algorithm and call it as a classification step.

In the O(log n) algorithm, we divide a group into slave subgroup and

master subgroup based on process ids. A Byzantine process cannot lie about

its group identity, i.e., whether it is in the slave group or the master group.

In the O(log f) algorithm, the classification is based on the values received

at each round. So, process i does not know whether process j is classified

as a slave or a master at any given round. Thus, a Byzantine process can

lie about its group identity and the O(log f) algorithm needs a mechanism to

prevent such lies. In the O(log f) algorithm, each process i ∈ [n] has a label li,

which serves as the threshold when it performs the classification step and also

indicates its group identity. We require that when a process sends a value, it

needs to attach its label.

We formally define a group as a set of processes which have the same

label. The label of a group is the label of the processes in this group. The

label of a group is also the threshold value processes in this group use to do

classification. We also use label to indicate a group. We say a process is in

group k if its value is associated with label k. Initially all processes are within

the same group with label k0 = n− f
2
.

Consider the classification step for group G with label k. There are two

main differences between the O(log n) algorithm and the O(log f) algorithm.
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First, in the O(log n) algorithm, only processes in the slave group of G invoke

the gradecast primitive to send its current value set. In the O(log f) algorithm,

all processes in group G invoke the gradecast primitive. Second, in the O(log n)

algorithm, the classification is based on process ids. In the O(log f) algorithm,

we let each process send its safe value set for group G to all processes in G

and each process in G performs classification based on the safe sets received.

If the union of the received safe sets has size > k, the process is classified as

a master, otherwise as a slave. Each slave process updates its value to be the

set of values with score 2. Each master process updates its value to be the

union of its current value and the set of values with score at least 1. The safe

value set is updated in a similar manner to the O(log n) algorithm.

In the O(log f) algorithm, each process i ∈ [n] keeps track of a safe

value map Fi with Fi[k] being the safe value set of process i for group k, i.e.,

Fi[k] is an upper bound on the values with label k that process i considers

valid. Define s(k, r) = k− f
2r+1 and m(k, r) = k+ f

2r+1 . The algorithm is shown

in Fig. 12.

In lines 1-6 of the algorithm, each process first invokes Gradecast to

send its input value to all. Then, it constructs its value set as the set of values

gradecast with score 2 and its initial safe value set for the initial group as the

set of values gradecast with score at least 1. Lines 1-6 serve two purposes:

1) To construct the safe value set for the initial group with label k0 = n − f
2

and ensure that each Byzantine process can introduce at most one value in

the safe value sets 2) Ensure that there are at most f values unknown to each
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Algorithm 12 The 4 log f + 3 Rounds Algorithm for the BLA Problem

Each process i ∈ [n] Stores the Variables Below:
xi .input value for process i
Vi .value set of process i. Vi := {xi} initially

k0 .The label of the initial group. k0 = n− f
2
.

li .Label of process i. li := k0 = n− f
2
initially

Fi .A map. Fi[k] is the safe value set for group k

/* Build the Initial Safe Map and Value Set */
1: for each process i, in parallel do
2: Execute Gradecast(i, xi)
3: Let 〈j, vj, cj〉 denote that process j gradecasts vj with score cj
4: Fi[k0]← {vj | cj ≥ 1 ∧ j ∈ [n]} .Safe value set for group k0
5: Vi ← {vj | cj = 2 ∧ j ∈ [n]}
6: end for
7: for r ← 1 to log f do
8: for each process i, in parallel do
9: Execute SetGradecast(i, Vi, li)

10: L← the set of labels received in all SetGradecast instances
11: for each label k ∈ L do
12: Uk

i ← the set of values returned by all SetGradecasts with label k
13: Uk

i,1 ← the set of values in Uk
i with score ≥ 1

14: Uk
i,2 ← the set of values in Uk

i with score 2
15: Fi[m(k, r)]← Fi[k] ∪ Uk

i , Fi[s(k, r)]← Uk
i,2

16: Send Uk
i,2 to processes who gradecast its value with label k.

17: end for
18: Rj ← the set of values received from process j at line 15
19: T ← ∪{Rj | Rj ⊆ U li

i,1, j ∈ [n]}
/* Classification */

20: if |T | > li then
21: Vi ← U li

i,1, li ← li + f
2r+1 .master process

22: else
23: Vi ← U li

i,2, li ← li − f
2r+1 .slave process

24: end if
25: end for
26: end for
27: yi ← t{v ∈ Vi}
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correct processes. Then, log f recursion levels suffice for all processes to obtain

comparable values.

In lines 7-25, at each round, each process invokes SetGradecast to

send its current value to all and performs classification. When a process invokes

the SetGradecast to send its current value set, its current label is attached.

After the gradecast step, for each process j ∈ [n], process i obtains a value-

score-label triple from the gradecast of process j. Then, process i executes

line 11-15 for each group at the current round. Specifically, for the group with

label k, process i obtains the set of values with score at least 1, Uk
i,1, and the

set of values with score 2, Uk
i,2, from the gradecast of processes with label k.

Then, process i updates its safe value set for group m(k, r), i.e., the master

group of group k, to be the union of its safe value set for group k and Uk
i,1.

It also updates its safe value set for group s(k, r), i.e., the slave group, to be

Uk
i,2. Due to property 2 of SetGradecast, we must have Uk

i,2 ⊆ Uk
j,1 for any

process i and j. This step is to ensure that if a master process j obtains a

value in Uk
i,2, this value will be in the safe value set of each correct process for

j. Then, when the master process tries to send this value using SetGradecast,

it must be assigned score of 2 by each correct process, due to property 3 of

SetGradecast. At line 15, process i sends its safe value set for the slave group

to the processes in group k.

Lines 16-21 are only executed by processes in group k. They obtain

the set of values sent by all processes at line 15 and do classification based

the size of this set. To prevent a Byzantine process from sending arbitrary
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values at line 15, each process in group k only accepts the set Rj from process

j if Rj is a subset of Uk
i,1. If process j is correct, this condition must hold by

property 2 of SetGradecast. So the sets sent from correct processes will always

be accepted. Then, the set T at line 18 must contain all the sets sent from

correct processes. Since each such set is the safe value set of a process for the

slave group, each process in group k is actually doing classification based on

the safe sets of processes for the slave group. Lines 20-21 is the classification

step. If the size of T is greater than k, then the process is classified as a master

and updates its value to be the set of values gradecast by processes in group

k with score at least 1. Otherwise, its value is updated to be the set of values

gradecast by processes in group k with score 2. Its label is updated based on

whether the process is a master or a slave.

Table 4.4: Notations for the O(log f) Algorithm

C The set of non-faulty processes in an execution.
V r
i The value set of process i at the beginning of round r

F r
i

The safe value map of i at the beginning of round r.
F r
i [k] denotes process i’s safe value set for group k

Sri

Auxiliary variable, array of size n derived from F r
i . Sri [j] is

process i’s safe value set for process j at the beginning of
round r i.e., Sri [j] = F r

i [kj] where kj is the label of j at round r

SF r
k

Auxiliary variable, the union of the safe value set of each
correct process for group k at the beginning of round r.
i.e., SF r

k := {F r
i [k] | i ∈ C}

T ri The value of variable T in process i at line 18 of round r

For any group G with label k, let S(G) and M(G) denote the slave

group and the master group. Let s(k, r) denote the label of S(G) and m(k, r)
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denote the label of M(G). The variables we use for the proof are given in

Table 4.4. The classifier procedure has the following properties.

Lemma 4.5.1. For any two correct processes i and j, V r
i ⊆ Srj [i] for any

round r > 0

Proof. Proof by induction.

• Base case: r = 1. Any value v ∈ V 1
i is gradecast by some process

assigned score of 2 by process i. Thus, v must be assigned score of at

least 1 by process j by the property of gradecast. Therefore, v ∈ S1
j [i].

• Inductive case. Suppose that V r
i ⊆ Srj [i] for each 1 ≤ r ≤ t− 1, need to

show that V t
i ⊆ Stj[i]. Let G be the group that process i belongs to at

round t− 1. Consider the two cases below.

Case 1: process i is classified as a slave process. Then, V t
i is equal to

a set of values that are gradecast with score 2. Hence, any value in V t
i

must be included into Stj[i].

Case 2: process i is classified as master process. Then, V t
i is equal to a

set of values that are gradecast with score at least 1. Let v be such a

value. Value v must be received from at least f + 1 processes at round

3 of SetGradecast, among which at least one process is correct. Let p

denote such a process. From round 2 of SetGradecast, we know that

process p must receive value v from at least n−f processes, among which

at least n− 2f ≥ f + 1 are correct. Thus, process j must have received
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value v from at least f + 1 processes at line 9 in SetGradecast. Then,

process j must add value v into the set it returns. Thus, v ∈ Stj[i].

Corollary 4.5.2. For each correct process i and round number r, V r
i ⊆ V r+1

i .

Lemma 4.5.3. Let G be a group at round r with label k and G ∩ C 6= ∅. Let

L and R be two nonnegative integers such that L ≤ k ≤ R. If L < |V r
i | ≤ R

for each correct process i ∈ G, and |SF r
k | ≤ R, then

(p1) For each correct process i ∈M(G), k < |V r+1
i | ≤ R

(p2) For each correct process i ∈ S(G), L < |V r+1
i | ≤ k

(p3) SF r+1
m(k,r) ⊆ SF r

k

(p4) SF r+1
s(k,r) ⊆ SF r

k

(p5) |SF r+1
m(k,r)| ≤ R

(p6) |SF r+1
s(k,r)| ≤ k if S(G) ∩ C 6= ∅

(p7) For each correct process j ∈M(G), SF r+1
s(k,r) ⊆ V r+1

j

(p8) For each correct process i ∈ G, V r+1
i ⊆ SF r

k

Proof. (p1): Since process i ∈ M(G), we have T ri ⊆ V r+1
i . |T ri | > k implies

that |V r+1
i | > k. The fact that V r+1

i ⊆ SF r
k implies |V r+1

i | ≤ R.

(p2): Immediate from the classifier procedure and Corollary 4.5.2.

(p3): Consider line 14 of round r. Each correct process p updates its

safe value set for group m(k, r) as Sp[m(k, r)] := Sp[k] ∪ Uk
p,1, with Uk

p,1 being

96



the values gradecast by processes in group k with score at least 1. Thus, any

value v ∈ Uk
p,1 must be in the safe set for group k of at least one correct process

by property 3 of the SetGradecast procedure. Then, we have Uk
p,1 ⊆ SF r

k .

Hence, SF r+1
m(k,r) ⊆ SF r

k

(p4): Consider an arbitrary value v ∈ SF r+1
s(k,r). From line 14 of round

r, we know that v must be gradecast by some process in group k with score

2 at round r, which implies that value v must be in the safe value set for

group k of at least one correct process. Then, value v must be in SF r
k . Thus,

SF r+1
s(k,r) ⊆ SF r

k .

(p5): Immediately implied by (p3) and the condition that |SF r
k | ≤ R.

(p6): Consider an arbitrary correct processes i ∈ S(G) at round r. We

first show that Sp[s(k, r)] ⊆ T ri for each correct process p ∈ [n]. At line 14,

Sp[s(k, r)] is updated to be Uk
p,2, the set of values gradecast by processes in

group k with score 2. At line 15, process p send its Uk
p,2 to process i. At line

17, process i must receive Rp = Uk
p,2 from process p and Rp must be a subset

of Uk
i,1 of process i since p is correct. Thus, Sp[s(k, r)] ⊆ T ri . Therefore, we

have SF r+1
s(k,r) ⊆ T ri . Since i ∈ S(G), we have |T ri | ≤ k, which implies that

|SF r+1
s(k,r)| ≤ k.

(p7): Consider an arbitrary value v ∈ SF r+1
s(k,r), from line 14 of the

algorithm, v must be gradecast by some process in G at round r and assigned

score of 2 by at least one correct process. By property 2 of the SetGradecast

algorithm, the score of v assigned by any correct process must be at least 1.
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Specifically, the score of v assigned by process j must be at least 1, which

means v must be included into V r
j by process j at line 20.

The following lemma guarantees that if a value in the value set of a

correct process is contained in the safe value set of each correct process, then

this value remains in the value set of the correct process.

Lemma 4.5.4. Consider an arbitrary value v ∈ V r
j of correct process j at

round r. If v ∈ Sri [j] for each correct process i, then we have (1) v ∈ Sti [j] for

each correct process i and any round t ≥ r. (2) v ∈ V t
j for any round t ≥ r.

Proof. By induction on the round number. For the base case t = r, the claim

holds. Consider round t > r and assume that (1) and (2) are satisfied for any

round before t. At round t, since value v ∈ Sti for each correct process i and

v ∈ V t
j by induction hypothesis, then value v must be gradecast by process

j and assigned score of 2 by each correct process i at round t, by property 1

of SetGradecast. Thus, v must be included into St+1
i [j] by each correct i at

line 14 and v must included into V t+1
j at line 20 or 21 by process j.

The following lemma will be applied to prove that at the end of round

log f , any two correct processes in the same group must have the same set of

values.

Lemma 4.5.5. Let G be a group of processes at round r with label k and

G ∩ C 6= ∅. Then we have

(1) for each correct process i ∈ G, k− f
2r
< |V r

i | ≤ k+ f
2r

(2) |SF r
k | ≤ k+ f

2r
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Proof. By induction on round number r. Consider the base case with r = 1,

k = k0 = n − f
2
. After the initial round, each correct process i must have

at least n − f values in its value set V 1
i . By the property of gradecast, each

process (could be Byzantine) can only introduce one value into the value sets

of all correct processes at the initial round. Thus, |V 1
i | ≤ n. So, (1) is proved.

For (2), similarly, each process (could be Byzantine) can only introduce one

value into SF r
k0

. Thus, |SF 1
k0
| ≤ n = k0 + f

2
.

For the induction step, assume the above lemma holds for all groups

with at least one correct process at round r − 1. Consider an arbitrary group

G at round r > 1 with label k. Let G′ be the parent group of G at round r−1

with label k′. Consider the Classifier procedure executed by all processes in

G′ with label k′. By induction hypothesis, we have:

(1) for each correct process i ∈ G′, k′ − f
2r−1 < |V r−1

i | ≤ k′ + f
2r−1

(2) |SF r−1
k′ | ≤ k′ + f

2r−1 .

Let L = k′ − f
2r−1 and R = k′ + f

2r−1 , then (1) and (2) are exactly the

conditions of Lemma 4.5.3. Consider the following two cases:

Case 1: G = M(G′). Then k = m(k′, r − 1) = k′ + f
2r

. From (p1) and (p5) of

Lemma 4.5.3, we have: (1) for each correct process i ∈ G, k− f
2r
< |V r

i | ≤ k+ f
2r

(2) |SF r
k | ≤ k + f

2r
.

Case 2: G = S(G′). Then k = s(k′, r − 1) = k′ − f
2r

. From (p2) and (p6) of

Lemma 4.5.3, we have the same equations.

Lemma 4.5.6. Let i and j be two correct processes that are within the same
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group G at the beginning of round log f + 1. Then V log f+1
i = V log f+1

j .

Proof. Let G′ be the parent of G with label k′. Assume without loss of gener-

ality that G = M(G′). The proof for the case G = S(G′) follows in the same

manner. Since G′ is a group at round log f , by Lemma 4.5.5, we have:

(1) for each correct process p ∈ G′, k′ − 1 < |V log f
p | ≤ k′ + 1, and (2)

|SF log f
k′ | ≤ k′ + 1

Since i ∈ G′ and j ∈ G′, (1) holds for both process i and j. By the

assumption that G = M(G′), at round log f , process i and j execute the

Classifier procedure with label k′ in group G′ and are classified as master.

Let L = k′ − 1 and R = k′ + 1, then by applying Lemma 4.5.3(p1) we have

k′ < |V log f+1
i | ≤ k′+1 and k′ < |V log f+1

j | ≤ k′+1, thus |V log f+1
i | = |V log f+1

j | =

k′ + 1. Similarly, by (p8) of Lemma 4.5.3, we have V log f+1
i ⊆ SF log f

k′ nd

V log f+1
j ⊆ SF log f

k′ . Hence, |V log f+1
i ∪ V log f+1

j | ≤ k′ + 1. Thus, V log f+1
i =

V log f+1
j .

Theorem 4.5.7. There is a 4 log f + 3 rounds algorithm for the Byzantine

lattice agreement problem in synchronous systems which can tolerate f < n
3

Byzantine failures, where n is the number of processes in the system. The

algorithm takes O(n2 log n) messages.

Proof. Downward-Validity. After the initial round, the input xi of process

i must be in the safe value set of each correct process for process i. Then, by

Lemma 4.5.4, xi ∈ V log f+1
i . Thus, xi ≤ yi.
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Comparability. We show either V log f+1
i ⊆ V log f+1

j or V log f+1
j ⊆

V log f+1
i . Let G denote the last group with label k that both i and j belong

to. Let r be the last round that both i and j belong to group G. Without loss

of generality, suppose i ∈ S(G) and j ∈ M(G). By repeatedly applying (p3),

(p4) and (p8) of Lemma 4.5.3, we get V log f+1
i ⊆ SF r

s(k,r). Consider round r of

the algorithm. We now show that SF r
s(k,r) ⊆ V log f+1

j . Consider an arbitrary

value v ∈ SF r
s(k,r). The value v must be gradecast by some process with label

s(k, r) and assigned score 2 by some correct process by line 14 of the classifier,

i.e., there exists a correct process p with cpv = 2. Then, we have ckv ≥ 1 for any

correct process k by property 2 of the SetGradecast algorithm. So, v ∈ Srk[j]

for any correct process k by line 14. Also, we have v ∈ V r
j by line 20. By

Lemma 4.5.4, we can derive that v ∈ V log f+1
j . Since v is an arbitrary value in

SF r
s(k,r), we have SF r

s(k,r) ⊆ V log f+1
j . So, V log f+1

i ⊆ V log f+1
j .

Upward-Validity. After the initial round, we have SF 1
k0
⊆ {xi | i ∈

C}∪B, where B ⊂ X and |B| ≤ fa, since each process can introduce at most

one value in SF 1
k0

by property 1 of gradecast. Since V log f+1
j ⊆ SF 1

k0
for each

j ∈ C, we have t{yi | i ∈ C} ≤ t({xi | i ∈ C} ∪ B), where B ⊂ X and

|B| ≤ fa.

Corollary 4.5.8. There is a 5 log f+4 rounds algorithm for the authenticated

BLA problem in synchronous systems which can tolerate f < n
2

Byzantine

failures, where n is the number of processes. The algorithm takes O(n2 log n)

messages.
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4.6 Summary

This chapter first presents an early-stopping algorithm for the Byzan-

tine lattice agreement problem. The early-stopping property comes from the

idea of using Gradecast to detect Byzantine processes on the fly. Then, we

present two algorithms that takes O(log n) and O(log f) rounds, respectively.

The primary difference is that the O(log n) rounds algorithm applies a classi-

fication procedure that divides processes based on ids and the O(log f) rounds

algorithm applies a classification procedure that divides processes based on

knowledge.
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Chapter 5

Byzantine Lattice Agreement in Asynchronous

Systems

In this chapter, we present algorithms for the Byzantine lattice agree-

ment problem in asynchronous systems1.

5.1 Introduction

In asynchronous message passing systems, there are no deterministic al-

gorithms for Byzantine agreement problem even in the presence of one Byzan-

tine process [107]. Many deterministic Byzantine agreement algorithms in

practice such as [68] relies on the assumption that the system eventually be-

comes synchronous for liveness. The primary implication of this design is

that for applications such as replicated state machines, progress is not guar-

anteed when the communication network is unstable. On the other hand,

deterministic algorithms for the Byzantine lattice agreement problem exist in

asynchronous message passing systems [90] when f < n
3

of processes can be

1A preliminary version of this chapter appears in the following paper. Xiong Zheng and
Vijay K. Garg. Byzantine lattice agreement in asynchronous systems. In 24th International
Conference on Principles of Distributed Systems, OPODIS 2020. Xiong Zheng is the main
contributor of the paper.
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Byzantine. Thus, we can apply lattice agreement based protocols to imple-

ment some special replicated state machines without sacrificing progress in

case of unstable networks.

5.2 Related Work

Di Luna et al. [90] first proposes an algorithm that takes O(f) rounds

and tolerates f < n
3

Byzantine failures. In this section, we first present an al-

gorithm that takes O(log f) algorithm and tolerates f < n
5

Byzantine failures.

Then, we assume the existence of digital signatures and present an algorithm

that takes O(log f) rounds and tolerates f < f
3

Byzantine failures. Related

work and our results are summarized in Table 5.1.

Table 5.1: Related Work and Our Results

Reference DS? Round Complexity Resilience
[90] No O(f) f < n

3

Our Work
No

O(log f)
f < n

5

Yes f < n
3

5.3 Algorithm without Digital Signatures

In this section, we present an algorithm for the BLA problem in asyn-

chronous systems which takes O(log f) rounds of asynchronous communica-

tion and tolerates f < n
5

Byzantine failures. Our algorithm applies a recursive

approach similar to the algorithms designed for crash failure model in [217],

which is inspired by the algorithm in [44] designed for atomic snapshot objects
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in shared memory systems. The high level idea of the recursive approach is to

apply a classifier procedure to divide a group of processes into the slave sub-

group and the master subgroup and update their values such that the values

of the slave group is less than the values of the master group. Then, by recur-

sively applying such a classifier procedure within each subgroup, eventually all

processes have comparable values. In crash failure model, the classifier pro-

cedure only needs to guarantee the following two properties: (C1) The value

of a correct slave process is at most the value of any correct master process,

(C2) The size of the union of all values of correct slave processes is at most

k, which is a threshold parameter associated with the classifier procedure and

serves as knowledge threshold.

Suppose we have a classifier procedure in the crash failure model with

properties (C1) and (C2). The binary tree in Fig. 5.1 shows how processes

invoke the classifier procedure recursively. Each node in the tree represents

a classifier procedure with its threshold parameter k shown above the node.

Before all processes traverse the tree and recursively invoke the classifier pro-

cedures along the way, an initial round is used to let all processes exchange

their input values. After the initial round, each process obtains at least n− f

values. The threshold parameters of classifier procedures in the tree are set

in a binary way with low equal to n − f and high equal to n. The threshold

parameter of the classifier procedure at the root node is set as n− f
2
. Given a

node with threshold parameter equal to k, the threshold parameter of its left

child node and right child node are set as k − f
2r+1 and k + f

2r+1 , respectively.
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Then, all processes traverse the binary tree starting from the root and invoke

the classifier procedures along the way. After a specific classifier procedure

invocation, processes classified as slave traverses to the left subtree and pro-

cesses classified as master traverse to the right subtree. We can observe that

all labels in the binary tree up to level log f are unique. The above prop-

erties (C1) and (C2) of the classifier procedure and our method to set the

threshold parameter of each classifier procedure in the tree guarantee that 1)

at level log f + 1, processes in different nodes have comparable values, 2) at

level log f+1, processes within the same node must have the same value. This

will be formally proved when we present our algorithm.

n− f
2

n− 3f
4

n− f
4

n− fn− f + 1 nn− 1

level 1 :

level 2 :

level log f + 1 :

...
. . .

Figure 5.1: The Classification Tree

In presence of Byzantine processes, (C1) and (C2) are not enough for

recursively applying such classifier procedure within each subgroup. A Byzan-

tine process in a slave group can introduce new values which are not known

by some master process. To prevent that from happening, we introduce the

notion of admissible values for a group (to be formally defined later), which

is the set of values that processes in this group can ever have. We present a

Byzantine tolerant classifier procedure with threshold parameter k which pro-
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vides the following properties: (B1) Each correct slave process has ≤ k values

and each correct master process has ¿ k values. (B2) The admissible values

of the slave group is a subset of the value of any correct master process. (B3)

The union of all admissible values in the slave group has size ¡ the threshold

parameter k.

Suppose now we have a Byzantine tolerant classifier which guarantees

the above properties.The main algorithm, shown in Algorithm 13, proceeds

in asynchronous rounds. The Byzantine tolerant classifier procedure can take

multiple rounds. For ease of presentation, we call each round in the classifier

as a subround. Each process i maintains a value set Vi which contains a set

of values and is updated at each round by invoking the classifier procedure.

Each process i has a label li, which is used as the threshold parameter when

it invokes the classifier procedure. Initially, each process has the same label

k0 = n− f
2
. The label of a process is updated at each round according to the

classification tree. Each process i also keeps track of a map Si, which we call

the safe value map. Si[k] denotes the set of values that process i considers valid

for label k. This safe value map is used by process i to restrict the admissible

values of a group. In the main algorithm, a process uses the reliable broadcast

primitive efined by Bracha [61] to send its value. When process i receives a

value broadcast by process j that is not in Si[j], it will not send echo this

value to other processes. In the reliable broadcast primitive, a process uses

RB broadcast to send a message and uses RB broadcast to reliably deliver

a message. This primitive guarantees many nice properties. In our algorithm,
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we need the following two main properties: 1) If a message is reliably delivered

by some correct process, then this message will eventually be reliably delivered

by each correct process. 2) If a correct process reliably delivers a message from

process p, then each correct process reliably delivers the same message from p.

Algorithm 13 O(log f) Rounds Algorithm for the BLA Problem Code for
process i:

Local Variables:
x .input value

y .output value

l .label of process i, initially, l = k0 = n− f
2

V r .the value set held by process i at the beginning of r
S .A map. S[k] denote process i’s safe value set for group k

/* Initial Round */
1: RB broadcast(x), wait until RB deliver(j, xj) for n− f different j
2: V 1 ← the set of values reliably delivered

/* Round 1 to log f */
3: for r ← 1 to log f do
4: (V r+1, class)← Classifier(V r, l, r)
5: if class = master then
6: l← l + f

2r+1

7: else
8: l← l − f

2r+1

9: end if
10: end for
11: y ← t{v ∈ V log f+1}

/*Running on the Background*/
Upon RB deliver(j, xj)
12: S[k0] := S[k0] ∪ xj .The safe value set for the initial group

In the initial round at lines 1-2, process i RB broadcast its input xi to
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all and waits for RB deliver from n− f different processes. Then, it updates

its value set to be the set of values reliably delivered at this round. When

reliable delivering a value, process i adds this value into its safe value set for

the initial group k0 = n − f
2
. The reliable delivery procedure is assumed to

be running in background. So, the safe value set for the initial group keeps

growing. By the properties of reliable broadcast, this safe value set can only

contain at most one value from each process. This is used to ensure Upward-

Validity.

After the initial round, we can assume that all values in the initial

safe value set of each process are unique, which can be done by associating

the sender’s id with the value. At line 3-8, process i executes the classifier

procedure (to be presented later) for log f rounds. At each round, it invokes

the classifier procedure to decide whether it is classified as a slave or a master

and then updates its value accordingly. At round r, if process i is a master,

it updates its label to be li := li + f
2r+1 . Otherwise, if updates its label to be

li := li − f
2r+1 .

By applying properties (B1)-(B3), we can show that any two correct

process i and j in the same group at the end of round log f must have the

same set of values. For any two processes in different group, by recursively

applying property (B2), the values of one process must be subset of the values

of the other process.
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5.3.1 The Byzantine Tolerant Classifier

We present a classifier procedure that satisfies (B1)-(B3), shown in

Algorithm 15, which is inspired by the asynchronous classifier procedure given

in [216] for the crash failure model. In the classifier procedure, each process

stores a set of values received from other processes. We say a process writes a

value to at least n − f processes if it sends a “write” message containing the

value to all processes and waits for n− f processes to send acknowledgement

back. We say a process reads from at least n− f processes if it sends a “read”

message to all and waits for at least n−f processes to send their current values

back. We say a process performs a write-read step if it writes its value to at

least n− f processes and reads their values.

In the asynchronous classifier procedure for the crash failure model

[216], to divide a group into a slave subgroup and a master subgroup, each

process in the group first writes its value to at least n− f processes and then

reads from at least n − f processes. After that, each process checks whether

the union of all values obtained has size greater than the threshold parameter

k or not. If true, it is classified as a master process, otherwise, it is classified

as a slave process. Slave processes keep their values the same. To guarantee

the value of each slave process is ≤ the value of each master process, each

master process performs a write-read step to write the values obtained at the

read step to at least n − f processes and read the values from them. Then

it updates its value to be the union of all values read. The second read step

guarantees the size of the union of values of slave processes is < k, since the

110



last slave process which completes the write step must have read all values of

slave processes.

Constructing such a classifier procedure in presence of Byzantine pro-

cesses is much more difficult. In order to adapt the above procedure to work

in Byzantine setting, we need to address the following challenges. First, in

the write step or read step, when a process waits for at least n − f different

processes to send their values back, a Byzantine process can send arbitrary

values. Second, simply ensuring that the values of a slave process is a subset

of values of each master process is not enough, since a Byzantine process can

introduce some values unknown to a master process in the slave group. For

example, even if we can guarantee that the current value of each slave process

is less that the value of each master process, in a later round, a Byzantine

process can send some new value to a slave process which is unknown to some

master process. This is possible in an asynchronous systems since messages

can be arbitrarily delayed. Third, ensuring that the union of all values in the

slave group has size at most k is quite challenging. A simple second read step

does not work any more since the last process which completes the write step

might be a Byzantine process.

To prevent the first problem, in the Byzantine classifier procedure, when

a process wants to perform a write step or read step, it applies the reliable

broadcast primitive to broadcast its value. When a process waits for values

from at least n−f processes, it only accepts a value if the value is a subset of the

values reliably delivered by this process. By property of reliable broadcast, this
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ensures that each accepted value must be reliably broadcast by some process,

which prevents Byzantine processes from introducing arbitrary values.

To tackle the second and third problem, the key idea is to restrict the

values that a Byzantine process, which claims itself to be a slave process, can

successfully reliable broadcast in later rounds. To achieve that, first we require

that that a slave process can only reliable broadcast the value that it has reli-

ably broadcast in the previous round. This prevents Byzantine processes from

introducing arbitrary new values into a slave group. Second, we require each

process which claims itself as a slave process to prove that it is indeed classified

as a slave at the previous round when it tries to reliable broadcast a value at

the current round by presenting the set of values it used to do classification.

To enforce the above two requirements, we add a validity condition when a

process echoes a message in the reliable broadcast primitive. However, this is

not enough, since the value of a Byzantine slave process might not be known

to a master process if the value of the Byzantine process is arbitrarily delayed.

To ensure that the value a Byzantine process reliably broadcast is read by each

correct master process, we force a Byzantine process who wants to be able to

reliable broadcast a value in the slave group at next round to actually write

its value to at least bn+f
2
c+ 1− f correct processes, i.e., at least bn+f

2
c+ 1− f

correct processes must have received the value of a Byzantine process before

each correct master process tries to read from at least n−2f correct processes.

These two sets of correct processes must have at least one correct process in

common since f < n
5
.
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Algorithm 14 BRB broadcast(type, pf, v, k, r)

Local Variables:
type .the type of message to be sent, either “write” or “read”
pf .Array. Proof of sender’s group identity

v .The value to be broadcast

k .The label of the sender

r .The round number

1: Broadcast INIT(i, type, pf, v, k, r) to all

Upon receiving INIT(j, tj, pfj, vj, kj, rj)
2: if (first reception of INIT(j, tj,−,−,−, rj) then
3: wait until valid(tj, pfj, vj, kj, rj) .The valid function is defined

in Algorithm 16

4: Broadcast ECHO(j, tj, pfj, vj, kj, rj) to all
5: end if

Upon receiving ECHO(j, tj, pfj, vj, kj, rj)
6: if ECHO(j, tj, pfj, vj, kj, rj) is received from at least bn+f

2
c + 1 processes

∧ READY(j, tj, pfj, vj, kj, rj) has not yet broadcasted then
7: Broadcast READY(j, tj, pfj, vj, kj, rj) to all
8: end if

Upon receiving READY(j, tj, pfj, vj, kj, rj)
9: if READY(j, tj, pfj, vj, kj, rj) received from f + 1 processes ∧

10: READY(j, tj, pfj, vj, kj, rj) has not been broadcasted then
11: Broadcast READY(j, tj, pfj, vj, kj, rj)
12: end if
13: if READY(j, tj, pfj, vj, kj, rj) received from 2f + 1 processes ∧

(j, tj, pfj, vj, kj, rj) has not been delivered then
14: BRB deliver(j, tj, pfj, vj, kj, rj)
15: end if
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Each process which is classified as master is not required to prove its

group identity but the value it tries to broadcast has to be a subset of safe

value sets of correct processes. To ensure that the value of a slave process

is less than the value of a master process, a master process needs to do a

write-read step after it is classified as a master process.

Bounded Reliable Broadcast: Before explaining the Byzantine classi-

fier procedure in detail, we modify the reliable broadcast primitive by adding

a condition when a process echoes a broadcast message. This condition re-

stricts the admissible values for each group. For completeness, the modified

reliable broadcast procedure is shown in Algorithm 14. When a process reli-

able broadcasts a value, it also includes the round number, its current label

and a proof of its group identity. The proof is an array of size n denoting

the values read by the sender at previous round, which will be explained in

detail when we present the classifier procedure.When a process i receives a

broadcast message from process j, it waits for the validity condition to hold

and then echoes the message. We say a process BRB broadcasts a message if

it executes BRB broadcast procedure with the message. We say a process

BRB delivers a message if it executes BRB deliver with this message.

Groups and Admissible Values: In our algorithm, each process i has a

label li, which serves as the threshold when it invokes the classifier procedure.

The notion of group defined as below is based on labels of processes.

Definition 5.3.1 (group). A group is a set of processes which have the same

114



label. The label of a group is the label of the processes in this group. The

label of a group is also the threshold value processes in this group use to do

classification.

We also use label to indicate a group. A process is in group k if its

message is associated with label k. Initially all processes are within the same

group with label k0 = n− f
2
. The label of each process is updated at each round

based on the classification result. For group k at round r, let s(k, r) = k− f
2r+1

and m(k, r) = k + f
2r+1 . We introduce the notion of admissible values for a

group, which is the set of values that processes in the group can ever have.

Definition 5.3.2 (admissible values for a group). The admissible values for

a group G with label k is the set of values that can be reliably delivered with

label k if they are reliably broadcast by some process (possibly Byzantine)

with label k.

In our classifier, each process in group k updates its value set to a

subset of the values which are reliably delivered with label k. Thus, the value

set of each process in group k must be a subset of the admissible values for

group k.

5.3.2 The Classifier Procedure

The classifier procedure for process i ∈ [n], shown in Algorithm 15,

has three input parameters: V is the current value set of process i, k is the
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threshold value used to do the classification, which is also the current label of

process i, and r is the round number.

In lines 1-2, process i writes its current value set to at least n − f

processes by using the BRB broadcast procedure to send a “write” message.

If process i is classified as a slave at the previous round, it needs to include

the array of values it read from at least n− f processes at previous round as

a proof of its group identity. This proof is used by every other process in the

valid function to decide whether to echo the “write” message or not. When

process i BRB delivers a “write” message with label k at round r, it includes

the value in it into its safe value set for group m(k, r). The safe value set is used

to restrict the set of values that can be delivered in the master group m(k, r).

Due to this step, we can see that the admissible values in the master subgroup

must be a subset of the admissible values at the current group. Process i

also includes the value contained in the “write” message into ACV r
i [k], which

stores the set of values reliably delivered with label k at round r.

From line 3 to line 4, process i reads values from at least n−f processes

by using the BRB broadcast procedure to send a “read” message to all. In

the valid function, each process j echos a “read” message from process i only

if it has BRB delivered the “write” message from process i sent at line 2. This

step is used to ensure that for any process, possibly Byzantine, to read from

other processes, it must have written its value to at least bn+f
2
c+1−f correct

processes, otherwise it cannot have enough processes echo its “read” message

in the BRB broadcast. When process i BRB delivers a “read” message
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Algorithm 15 ASYNC-BLA-Classifier(V, k, r) B Code for process i

V : input value set k: threshold value r: round number

Each process i ∈ [n] stores the variables below:
LBr .Array of size n. LBr[j] is the label of process j at

round r
S .A map. S[k] is process i’s safe value set for group k
ACV r .A map. ACV r[k] is a set of values reliably delivered

with label k, initially empty

RV r .Array of size n. RV r[j] denote the values process i
read from process j at round r at line 4

RT r .Array of size n. RT r[j] is the values process j read

from process i at round r

/* write step*/
1: if isSlave(i, k, r) then pf ← RV r−1

i else pf ← ∅
2: BRB broadcast(”write”, pf, V, k, r), wait for n−f (“wack”,−, r) msgs

/* read step*/
3: BRB broadcast(“read”,−,−, k, r), wait for n − f (“rack”, Rj, r) s.t.
Rj ⊆ ACV r[k] from pj

4: RV r[j]← Rj if Rj ⊆ ACV r[k], otherwise RV r[j]← ∅

/* Classification */

5: T ←
n⋃
j=1

RV r[j]

6: if |T | > k then
7: Send (“master”, T, k, r) to all processes, wait for n−f mack(Rj, r) from

pj s.t. Rj ⊆ ACV r[k]
8: Define T ′ := ∪{Rj | Rj ⊆ ACV r[k], j ∈ [n]}
9: Return (T ′, master)

10: else
11: Return (V , slave)
12: end if
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Algorithm 16 Message Handlers and Helper Functions

Upon BRB Deliver(j, “write”,−, v, k, r)
1: S[m(k, r)]← S[m(k, r)] ∪ v .Construct safe value set for group

m(k, r)
2: ACV r[k]← ACV r[k] ∪ v
3: Labelr[j]← k .Record the label of a process at round r
4: Send message (“writeAck”,−, r) to process j

Upon BRB Deliver(j, “read”,−,−, k, r)
5: RT r[j]← ACV r[k] .Record the set of values sent to a process

6: Send message (“readAck”, RT r[j], r) to process j

Upon receiving (“master”, T, k, r) from process j
7: wait until T ⊆ ACV r[k] .Eventually happens if j is non-faulty

8: Send message (“mack”, ACV r[k], r) to process j

/* Helper Functions */
function valid(j, type, pf, v, k, r) for process i:

9: Return true if one of the conditions below holds, otherwise return false
10: (i) (type = “write” ∧ ¬isSlave(j, k, r) ∧ v ⊆ Si[k])
11: (ii) (type = “write” ∧ isSlave(j, k, r)∧

BRB deliver(j, “write”,−, v, labelr−1[j], r − 1) ∧ pf [i] =

RT r−1[j] ∧
n⋃
j=1

pf [j]| ≤ labelr−1[j])

12: (iii) type = “read”∧ BRB deliver(j, “write”,−,−, k, r)

function isSlave(j, k, r) for process i:
13: if k = labelr−1[j]− f

2r
then

14: Return True
15: else
16: Return False
17: end if
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with label k from process j at round r, it records the set of values it has

reliably delivered with label k in RT ri [j]. Then process i sends back a rack

message along with the set of reliably delivered values with label k at round

r to process j. At line 3, after the “read” message is sent, process i has to

wait for valid rack message from n − f processes. A rack message is valid if

the value set contained in it is a subset of ACV r
i [k], which is the set of values

reliably delivered with label k at round r. Consider a rack(Rj, r) message

from a correct process j. Since j is correct, each value in Rj must have been

reliably delivered by process j. By property of reliable broadcast, each value

in Rj will eventually be reliably delivered by process i, thus Rj ⊆ ACV r
i [k].

Thus, eventually process i can obtain n−f valid rack message. To implement

line 3, we need a concurrent thread to check the wait condition whenever a

new message is reliably delivered and added into ACV r
i [k]. At line 4, process

i records the set of valid Rj’s obtained at line 3 into array RV r
i . So, this array

stores the values reliably delivered with label k that process i read from all

processes. This array is used to do classification in line 5-11 and also used as

the proof of group identity of process i when it writes at next round.

Line 5-11 is the classification step. Process i is classified as a master

process if the size of the union of valid values obtained in the read step is

greater than its label k, otherwise, it is classified as a slave process. If it is

classified as a slave process, it returns its input value set. If it is classified as

a master process, process i performs a write-read step by sending a master

message which includes the set of values it uses to do classification to all and
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wait for n − f valid mack message back at line 7. Similar to line 3, a mack

message is valid if each value contained in it has been reliably delivered with

correct label. When a process receives a master message with value set T and

label k at round r, it first waits until all values in T are reliably delivered. Then

it sends back a mack message along with the set of values reliably delivered

with label k at round r. The waiting is used to ensure that each value in

T is valid, i.e., be reliably delivered, because a Byzantine process can send

arbitrary values in its master message at line 7. By a similar reasoning as

line 3, process i will eventually obtain valid mack message from at least n− f

different processes. After the write-read step, at line 8, process i updates its

value set to be the union of values obtained at line 7.

The valid function is shown in Algorithm 16. In the this function,

we first consider the “write” messages. If the message has been sent by a

process that claims to be a master, then it is considered valid if the value v in

this message is contained in the safe value set Si[k]. If the message has been

sent by a process that claims to be a slave, then process i checks (1) whether

process i has BRB delivered the “write” message containing the same value

at the previous round, (2) whether the ith entry in pf array matches the value

process j read from i in the previous round, and (3) whether the the number

of values contained in the proof pf is at most k. The condition (1) ensures

that a slave process sends the same value as the previous round since a correct

slave process must keep its value same as in the previous round. The condition

(2) ensures that the proof sent by the slave process uses values that it read at
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round r−1. The condition (3) checks that the sender classified itself correctly.

If the message is a “read” with label k at round r, process i considers

it as valid if it BRB deliverd a “write” message with label k at round r from

the sender. This is used to make sure that the sender (possibly Byzantine)

must complete its write step in line 1-2 before trying to read at line 3-4.

The isSlave function invoked in the valid function simply checks whether

the label of the sender matches the label update rule by comparing it with the

label at previous round.

5.3.3 Proof of Correctness

We first define the notion of committing a message. Due to space

limitation, we omit the proof of most lemmas. The notations used in our

proof are listed in Table. 5.2. We say a process commits a message if

it reliably broadcasts the message and the message is reliably delivered. A

process commits a message at time t if this message is reliably delivered by

the first process at time t.

By properties of reliable broadcast, we observe that each process (pos-

sibly Byzantine) can commit at most one “write” message and at most one

“read” message at each round. Define s(k, r) = k− f
2r+1 and m(k, r) = k+ f

2r+1 .

The variables we use in the proof are shown in Table. 5.2. Consider the clas-

sification step in group k at round r. The following lemma shows that if a

Byzantine process wants to commit a “write” message m at round r + 1 with

a slave label, then it must commit a “write” message m′ which contains the
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Table 5.2: Notations

G A group of processes at round r with label k
slave(G) The slave subgroup of G, i.e., the set of processes with label

s(k, r) at round r + 1
master(G) The master subgroup of G, i.e., the set of processes with label

m(k, r) at round r + 1
V r
i The value set of process i at the beginning of round r
Sri The safe value map of process i at the beginning of round

r. Sri [k] is the safe value set of process i for group k at the
beginning of round r

U r
k The set of admissible values for group k at round r, i.e., the set

of values that can be committed along with a “write” message
at round r with label k

same value as m and a “read” message at round r with label k. Also, it must

commit its “read” message before its “write” message at round r with label k.

Lemma 5.3.1. Suppose that process i (possibly Byzantine) commits a write

message (i, “write”,−, Vi, s(k, r), r + 1). Then

1) The message (i, “read”,−,−, k, r) and the message (i, “write”,−, Vi, k, r)

must be committed by process i.

2) Let t denote the time that message (i, “read”,−,−, k, r) is committed.

Then, the message (i, “write”,−, Vi, k, r) must have been reliably delivered by

at least bn+f
2
c+ 1− f correct processes before time t.

Proof. For a correct process i, the claim is obvious. Suppose i is Byzantine.

For it to commit a message with label s(k, r) at round r + 1, its broadcast

message has to be echoed by at least bn+f
2
c + 1 different processes. Thus, it

has to prove the values it read at round r to at least bn+f
2
c + 1 − f different
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correct processes, which implies that it must commit (i, “read”,−,−, k, r).

For its read message to be reliably delivered, by the condition to echo a read

message, we know that process i’s write message with label k and value Vi at

round r must be reliably delivered by at least bn+f
2
c+ 1− f correct processes.

The above lemma guarantees that if a Byzantine process wants to in-

troduce some values in the admissible values of a slave subgroup of group k, it

must first complete its write step and then complete its read step. Enforcing

this order guarantees that the last slave process (possibly Byzantine) which

completes its write step at line 2 must be able to read all values committed by

slave processes in its read step at line 3. This set of values are exactly the set

of admissible values for the slave group, since a slave process can only commit

a “write” message which contains the same value as its “write” message at

previous round by the valid function. Then, since this last slave process is

a valid slave process, which is verified in the valid function, the union of all

admissible values for the slave group has size at most k.

The following lemma shows that the classifier provides the properties

we defined.

Lemma 5.3.2. Let G be a group at round r with label k. Let L and R be two

nonnegative integers such that L < k ≤ R. If L < |V r
i | ≤ R for each correct

process i ∈ G, and |U r
k | ≤ R, then

(p1) For each correct i ∈ master(G), k < |V r+1
i | ≤ R
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(p2) For each correct i ∈ slave(G), L < |V r+1
i | ≤ k

(p3) U r+1
s(k,r) ⊆ U r

k (p4) U r+1
m(k,r) ⊆ U r

k

(p5) |U r+1
m(k,r)| ≤ R (p6) |U r+1

s(k,r)| ≤ k

(p7) For each correct j ∈ master(G), U r+1
s(k,r) ⊆ V r+1

j

(p8) Each correct i ∈ slave(G) can commits its value set at round r + 1, i.e.,

V r+1
i ⊆ U r+1

s(k,r)

(p9) Each correct j ∈ master(G) can commit its value set at round r+ 1, i.e.,

V r+1
j ⊆ U r+1

m(k,r)

(p10) | ∪ {V r+1
i | i ∈ slave(G)∩C}| ≤ k (p11) | ∪ {V r+1

i | i ∈ master(G)∩

C}| ≤ R

Proof. (p1)-(p2) : Implied by how processes are classified as slave or master

in the classifier.

(p3): A slave process can only commit the write message that it has

reliably broadcast at previous round.

(p4): The safe value set of each correct process for group m(k, r) is the

union of values reliably broadcast by processes in group k at round r. Thus,

U r+1
m(k,r) ⊆ U r

k .

(p5): Immediate from (p4)

(p6): (Sketch) Let P denote the set of processes who can commit a

write message at round r + 1 with label s(k, r). Part 2) of Lemma 5.3.1

implies that the write message of each i ∈ P at round r must have been

reliably delivered by at least bn+f
2
c+ 1− f correct processes. Let l ∈ P be the
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last process s.t its write message at round r is reliably delivered by at least

bn+f
2
c+1−f correct processes. Process l must have read all the values written

by processes in P at round r due to quorum intersection. Due to quorum

intersection and the condition to which processes echo write messages, process

l must have read all values in U r+1
s(k,r) at round r and l is classified as slave at

round r, which indicates that U r+1
s(k,r).

(p7): (Sketch) Let P denote the set of processes who commit a “write”

message at round r+ 1 with label s(k, r). Lemma 5.3.1 implies that the write

message of each process in P must have been reliably delivered by at least

bn+f
2
c + 1 − f correct processes. The condition to which correct processes

echo write messages implies that at round r + 1, each process in P sends the

same value as round r in its write message. Quorum intersection guarantees

that each master process must have read the values of each process in P in its

reading step at round r. Thus, U r+1
s(k,r) ⊆ V r+1

j for each j.

(p8): Since process i is correct, at round r, it must read from at least

n− 2f correct processes. Let Q denote this set of correct processes. Then, at

round r+ 1, each process in Q will echo i’s write message. Thus, there will be

≥ n − 2f echo messages. Since f < n
5
, we have n − 2f ≥ bn+f

2
c + 1. Hence,

the write message of i will be eventually reliably delivered.

(p9): (Sketch) Any value in V r+1
j will eventually be reliably delivered

by each correct process and be included into the safe value set of each correct

process for the group with label m(k, r). V r+1
j will be reliable delivered by

each correct process at round r + 1.
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(p10)-(p11): (p10) is implied by (p8) and (p6). (p11) is implied by

(p9) and (p5).

The following lemma shows that the value set of a correct process is

non-decreasing.

Lemma 5.3.3. For any correct process i and round r, V r
i ⊆ V r+1

i .

Proof. A slave process keeps its value set unchanged and a master process

updates its value set to be the set of reliably delivered values which contains

its own value set.

The following lemma is used later to show that processes in the same

group at the end of the algorithm must have the same set of values.

Lemma 5.3.4. Let G be a group of processes at round r with label k. Then

(1) for each correct process i ∈ G, k− f
2r
≤ |V r

i | ≤ k+ f
2r

(2) |U r
k | ≤ k+ f

2r

Proof. By induction on round number r and apply (p1)-(p2) and (p5)-p(6) of

Lemma 5.3.2.

Lemma 5.3.5. Let i and j be two correct processes that are within the same

group G with label k at the beginning of round log f + 1. Then V log f+1
i and

V log f+1
j are equal.
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Proof. Let G′ be the parent of G with label k′. Assume without loss of gener-

ality that G = M(G′). The proof for the case G = S(G′) follows in the same

manner. Since G′ is a group at round log f , by Lemma 5.3.4, we have:

(1) for each correct process p ∈ G′, k′ − 1 < |V log f
p | ≤ k′ + 1 (2) |U log f

k′ | ≤

k′ + 1

Since i ∈ G′ and j ∈ G′, (1) and (2) hold for both process i and j.

By the assumption that G = M(G′), process i and j execute the Classifier

procedure with label k′ and are both classified as master. Let L = k′ − 1 and

R = k′+ 1, then by applying Lemma 5.3.2(p1) we have k′ < |V log f+1
i | ≤ k′+ 1

and k′ < |V log f+1
j | ≤ k′ + 1, thus |V log f+1

i | = |V log f+1
j | = k′ + 1. By (p11) of

Lemma 5.3.2, we have |∪{V log f+1
i , V log f+1

j }| ≤ k′+1. Thus, V log f+1
i = V log f+1

j .

Therefore, V r
i and V r

j are equal at the beginning of round log f + 1.

Lemma 5.3.6. (Comparability) For any two correct process i and j, yi and

yj are comparable.

Proof. If process i and j are in the same group at the beginning of round

log f + 1, then by Lemma 5.3.5, yi = yj. Otherwise, let G be the last group

that both i and j belong to. Suppose G is a group with label k at round r.

Suppose i ∈ slave(G) and j ∈ master(G) without loss of generality. Then,

V log f+1
i ⊆ U r+1

s(k,r) ⊆ V r+1
j ⊆ V log f+1

j , by (p8), (p6) (p7) and (p5) of Lemma

5.3.2 and Lemma 5.3.3.

Theorem 5.3.7. There is an O(log f) rounds algorithm for the BLA problem

in asynchronous systems which can tolerate f < n
5

Byzantine failures, where
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n is the number of processes in the system. The algorithm takes O(n2 log f)

messages.

Proof. Downward-Validity. After the initial round, xi ∈ V 1
i . By Lemma

5.3.3, we have V 1
i ⊆ V log f+1

i . Thus xi ∈ V log f+1
i . Since yi = t{v ∈ V log f+1

i },

we have xi ≤ yi.

Comparability follows from Lemma 5.3.6.

Upward-Validity. In the initial round, reliable broadcast is used to

construct the safe value set for the initial group with label k0. By property of

reliable broadcast, each Byzantine process can introduce at most one value into

the safe value set for group k0. After the initial round, all admissible values

for each group must be subset of the values reliably delivered at the initial

round. Thus, the union of all value sets held by correct processes must subset

of the union of {xi | i ∈ C} and a set B ⊂ X such that |B| ≤ fa. Therefore,

t{yi | i ∈ C} ≤ t({xi | i ∈ C} ∪B), where B ⊂ X and |B| ≤ fa.

Remark 5.3.1. The reliable broadcast primitive we use can be replaced by

a more efficient one proposed by Imbs et al [133], which can only tolerate

f < n
5

Byzantine failures but takes 2 asynchronous communication rounds.

This suffices for our application.

5.4 Summary

This chapter presents algorithms for the Byzantine lattice agreement

problem in asynchronous message passing systems. The reliable broadcast
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algorithm with some minor adaptations is used as a building block for the

algorithms. Both algorithms take O(log f) rounds. The first algorithm does

not use digital signatures and can tolerate f < n
5

Byzantine failures. The

second algorithm use digital signatures and tolerates f < n
3
, which is the

optimal resilience in the asynchronous setting.
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Chapter 6

Application in Atomic Snapshot Objects

6.1 Introduction

The atomic snapshot object (ASO) is a concurrent object well studied

in shared memory, e.g., [7, 22, 27]. An ASO is partitioned into n segments, one

for each node. Node i can either update the i-th segment (single-writer model),

or instantaneously scan all segments of the object. ASO is a powerful abstrac-

tion that has a wide spectrum of applications, such as update-query state ma-

chines [101] and linearizable conflict-free replicated data types (CRDT) [197].

Prior works also use ASO for solving approximate agreement [43], random-

ized consensus [25, 26], and implementing wait-free data structures in shared

memory [123, 26]. In message-passing systems, ASO can be used for creating

self-stabilizing memory, and detecting stable properties to debug distributed

programs (other example applications can be found in [204, 184, 45]). Re-

cently, Guerraoui et al. [119] use ASO to implement a cryptocurrency. In

essence, ASO simplifies the design and verification of many distributed algo-

rithms and concurrent data structures.

In message-passing systems, there are many algorithms for emulating

atomic read/write registers in the presence of crash faults, e.g., [161, 30, 31,
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45]. A simple way to implement an ASO is to first build n SWMR (single-

writer/multi-reader) atomic registers, and then apply an ASO implementation

designed for the shared memory model, e.g., [7, 41, 44, 134]. As pointed

out by Delporte et al. [88], this simple stacking-based approach has a few

drawbacks: (i) it introduces unnecessary design and engineering complication

due to the stacking; and (ii) the complexity metric is often obscure. The prior

shared-memory ASO algorithms (e.g., [7, 22, 27, 47]) are optimized for step

complexity (i.e., the number of steps taken by each process) and number of

shared memory objects used, whereas in message-passing systems, message and

time complexities (measured in message delays) are usually more important,

and it is not clear how shared-memory ASO algorithms behave due to the

complication introduced by stacking, especially for those algorithms that use

more powerful memory operations like Test&Set (e.g., [41]).

In 2018, Delporte et al. [88] present the first algorithm for directly im-

plementing an ASO in asynchronous message-passing systems. In their imple-

mentation, each Update operation takes constant time, and each Scan op-

eration takes linear time. In 2020, Attiya et al. [42] propose a store-collect

object in dynamic networks with continuous churn. The object can be used to

build an ASO, which takes linear time for both Update and Scan operations.

Another approach is to apply lattice agreement algorithms to implement ASO

in shared memory [41]. In Appendix A, we present Algorithm TC-ASO, which

combines the framework in [41] with a message-passing lattice agreement algo-

rithm [216] to derive an ASO implementation with logarithm time complexity.
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While the high-level idea is straightforward, there are a few non-trivial modi-

fications to achieve the desired time complexity.

Inspired by the observations in [88], we investigate approaches to di-

rectly implement snapshot objects in crash-prone message-passing systems.

A natural extension of ASO is relaxing its consistency property. We pro-

pose a new snapshot object that satisfies sequential consistency, instead of

the linearizability required by ASO. The resulting object is named sequential

snapshot object (SSO).

Consider an asynchronous message-passing systems with n nodes, with

up to f < n
2

crash faults. We propose a framework of implementing ASO and

SSO:

• Our ASO implementation achieves amortized constant time complexity if

there are Ω(
√
k) operations, where k ≤ f is the number of actual failures

in an execution.

• Our SSO implementation has the same complexity for Update, and en-

joys fast Scan operations, i.e., nodes complete Scan operations locally

without any communication.

• When there is no failure in an execution, both algorithms have constant

time complexity unconditionally.

Following [177, 149, 37], we measure time complexity and delays in time units

of some global clock, which is only visible to an outside viewer. No node
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has access to the global clock or any form of clock. We further assume that

a message between any pair of nodes takes at most D units of time to be

delivered, and there is no lower bound on the message delay. Note that D

is only used for analyzing the algorithms. Nodes do not have the knowledge

of D, nor can they measure it. Hence, our algorithms work correctly in the

typical assumption of asynchronous systems [161, 45].1

Our algorithms are not round-based like the ones in [30, 88]; hence,

we express the time complexity of our snapshot object algorithms in terms

of D. The comparison between two closely related works in message-passing

systems [88, 42], the fastest ASO implementation in shared memory [47], and

our algorithms are presented in the table below. The implementation in [47]

uses only atomic read/write registers; hence, a message-passing version can be

derived by stacking it on top of the ABD algorithm [31].

Time vs. Round Complexity One common measure of performance in

asynchronous message-passing algorithms is the round complexity [161, 45],

which counts the number of rounds to complete an operation. Most asyn-

chronous algorithms is round-based, where nodes proceed to next rounds after

receiving a certain number of messages from other nodes (e.g., from a quorum

or a majority of the nodes). Two prior ASO algorithms in message-passing

systems [88, 42] belong to this category of algorithms. In contrast, AC-ASO

1Reference [37] proved that consensus is also impossible in this model even with the
assumption of a global clock and the time bound D.
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does not have a clear round-based structure, as the progress depends on when

the equivalence quorum is satisfied, which, as we show earlier, depends on the

failure pattern (i.e., failure chain). Therefore, we use the notion of message

delay D to analyze our time complexity, which has also been applied in prior

works [177, 149, 37]. Observe that round complexity implies time complexity,

because potentially each round takes O(D) time to complete. This is also

how we obtain the time complexity of prior algorithms in Chapter 1. Inter-

estingly, deviating away from the usual round-based structure allows us to

reduce the time complexity by adopting the approach of proactive forwarding

new information and checking the equivalence quorum predicate.

6.2 Related Work

The work by Attiya, Bar-Noy and Dolev [31] (usually referred as the

ABD algorithm) is the first work to implement atomic read/write registers on

top of crash-prone asynchronous message-passing systems. In 2016, Ekström

et al. [99] presents an algorithm for implementing sequentially consistent reg-

isters. ASO and SSO can be viewed as an extension of atomic and sequentially

consistent registers, respectively.

ASO in Shared Memory ASO is a well studied problem in the shared

memory literature. It was first studied by Afek et al. in [7], where they propose

the well known double-collect technique. References [45, 161, 105, 22, 23, 47]

present ASO implementations using variations of double-collect on n single-
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writer multi-reader (SWMR) registers. Among these algorithms a recent work

[47] achieves the best time complexity – logarithm time complexity in both Up-

date and Scan operations. Attiya et al. in [41] presents an algorithm which

transforms any algorithm for lattice agreement to an algorithm for atomic

snapshot object. Attiya et al. in [44] later presents an implementation that

takes O(n log n) operations on SWMR atomic registers. Inoue et al. [134]

presented an algorithm that requires only a linear number of read and write

operations on multi-writer multi-reader (MWMR) registers. Our ASO algo-

rithm, AC-ASO, is inspired by the framework introduced in [41]. Our tight

conditions are inspired by the observations and proofs in these prior works;

however, we are not aware of any prior results on tight conditions.

ASO in Message-Passing A simple way to implement an ASO is to first

build n SWMR atomic registers, say using the ABD algorithm, and then use

a shared-memory ASO algorithm that only operates read/write registers. As

argued in [88], this stacking approach has a few drawbacks. Lattice agreement

(LA) [41] is an agreement problem closely related to ASO. Many LA algorithms

have been proposed recently [217, 216, 214, 213, 90, 89]. The work [41] presents

a general transformation from a LA algorithm to an ASO implementation

in shared memory. Appendix A adapts the general transformation to work

in message-passing with a suitable LA algorithm [216]. This approach gives

an ASO implementation with O(log n · D) time complexity. AC-ASO uses

lattice operation, instead of an existing LA algorithm. Moreover, the proactive
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forwarding and equivalence quorum help AC-ASO achieve amortized constant

time complexity.

Delporte et al. [88] presents the first algorithm for directly implement-

ing an ASO in crash-prone asynchronous message-passing systems. In their

implementation, each update operation takes a constant time, and each scan

operation takes up to O(n · D) time. A recent paper by Attiya et al. [42]

presents a protocol for implementing a store-collect object in dynamic networks

with continuous churn (where nodes may join and leave continuously). They

present how to use the store-collect object to build an ASO which achieves

linear time complexity for both operations. Both works use the double-collect

technique. Our algorithm achieves amortized constant time complexity by us-

ing the approach of forwarding values and checking equivalence quorum are

significantly different.

Table 6.1: Previous Work and Our Results

Reference
Time Complexity

Update Scan
[88] O(D) O(n ·D)
[42] O(n ·D) O(n ·D)

[47] and [31] amortized O(log3 n ·D) amortized O(log3 n ·D)
TC-ASO O(log n ·D) O(log n ·D)
AC-ASO amortized O(D) amortized O(D)

SSO-Fast-Scan amortized O(D) O(1)
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6.2.1 The Snapshot Object

The snapshot object is made up of n segments (one per node), and

provides two operations: Update and Scan. Node i invokes Update(v)

to write value v into the i-th segment of the snapshot object. We adopt

the single-writer semantic, i.e., only node i can write to the i-th segment.

The Scan operation allows a node to obtain an instantaneous view of the

snapshot object. The Scan returns a vector Snap, where Snap[i] denotes

the value of the i-th segment of the object. Before we formally introduce

the consistency property, we present useful notions from the literature [46]

to facilitate the discussion. We will use Figure 6.1 as a working example to

present the notations.

Figure 6.1: (Top) An example execution history; (Middle) A sequential-
ization of the example history that is not a linearization; (Bottom) A
linearization of the example history.

A history is an execution of the snapshot object, which can be repre-

sented using a partially ordered set (H,<H). Here, H is the set of invocation
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(inv) and response (resp) events of the Update and Scan operations, and <H

is an irreflexive transitive relation that captures the real-time “occur-before”

relation of events in H. In Figure 6.1, the left (right) edge of the box repre-

sents the invocation (response) event. Formally, for any two events e and f ,

we say e <H f if e occurs before f in the execution. For two operations op1

and op2, we say op1 → op2 if resp(op1) <H inv(op2). For example, op1→ op2

in Figure 6.1.

A history is sequential if the first event is an invocation event, and

every invocation event (except possibly the last) is immediately followed by

the matching response event. Let H|i denote the set of all events that occur

at node i in H. Two histories S and H are equivalent, denoted as S ' H, if

and only if S|i = H|i, for each i ∈ [n].

Definition 6.2.1. (Sequential Specification) The sequential specification of

the snapshot object consists of all sequential history S where each Scan op-

eration sc in S returns a vector Snap such that

• Snap[i] = v, if Update(v) is the most recent Update operation by node

i that appears before scan sc in S; and

• Snap[i] = ⊥, if no such Update exists.

Definition 6.2.2. (Legal History) A history is legal if it belongs to the se-

quential specification of the snapshot object.

We are now ready to formally define the snapshot objects:
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Definition 6.2.3 (SSO). • A history (H,<H) of the snapshot object is

sequentially consistent if there exists a legal sequential history S such

that S ' H. We say that S is a sequentialization of H.

• An implementation of the snapshot object is sequentially consistent if

every history is sequentially consistent. We call such a snapshot object

as a sequential snapshot object (SSO).

Definition 6.2.4 (ASO [7]). • A history (H,<H) of the snapshot object

is linearizable if there exists a legal sequential history L such that L ' H

and L preserves the real-time order of operations in H, i.e., if op → op′

in H, then op is placed before op′ in L. We say L is a linearization of H.

• An implementation of the snapshot object is linearizable (or atomic) if

every history is linearizable. We call such a snapshot object as atomic

snapshot object (ASO).

Figure 6.1 illustrates an example history, along with its sequentializa-

tion and linearization. Two ordering differ in the order of operation op1 and

op2. A sequentialization of a history only needs to preserve process order.

Since op1 and op2 occur concurrently on different nodes, their order does not

matter. A linearization needs to preserve real-time order of all operations.

Since op1 → op2 in this history, op1 must be placed before op2 in the lin-

earization.
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6.3 Necessary and Sufficient Conditions for ASO and
SSO

In this section, we identify tight conditions for implementing ASO and

SSO. These conditions also shed light on challenges in implementing snapshot

objects. Concretely, our conditions consider a partial order on Update and

Scan operations in a given execution of a snapshot object implementation

A. If an ordering satisfy our conditions, we provide a mechanism to identify

serialization points so as to satisfy the atomicity property of A. Hence, if all the

possible executions of A satisfy our conditions, then A correctly implements

ASO. We also show that the conditions are necessary by arguing that if our

conditions are violated, then A is incorrect.

6.3.1 Useful Definition and Lemmas

To facilitate the discussion, we define the notion of base of a Scan op-

eration. Without loss of generality, we assume that all Update operations

are unique.2 Consider a given a history of the snapshot object H. Let Ui,H

denote the set of Update operations by node i in history H. For any Update

operation op ∈ Ui,H , we use U≤opi,H to denote all Update operations in Ui,H that

occurs before op and includes op. For completeness, we also introduce a special

operation that writes ⊥ to each segment at initialization, called a NULL oper-

2This can be easily achieved by piggybacking a sequence number and a writer ID. More-
over, since each node is assumed to be sequential, i.e., at most one pending operation at
any point of time, Update operations originating from the same node can be ordered se-
quentially. That is, for any two updates originating from the same node, one can tell which
update occurs earlier (by comparing the sequence number).
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ation. If op is an NULL operation, then U≤opi,H = ∅. Since each node is assumed

to be sequential, so U≤opi,H is well defined. In Figure 6.1, U1,H = {Update(1),

Update(4)}, and U
≤Update(4)
1,H = {Update(1), Update(4)}. Now we are

ready the define the notion of base of a Scan operation with respect to history

H.

Definition 6.3.1 (Base of Scan). Consider a Scan operation sc that returns

the vector Snap in H. For each i ∈ [n], let opi denote the Update operation

at node i that writes the value Snap[i] or a NULL operation if Snap[i] = ⊥.

The base of sc with respect to H is then defined as the set
n⋃
i=1

U≤opii,H .

For a given history, denote by Bsc the base of a Scan operation sc. For a

slight abuse of terminology, we use Bsc[i] to denote the set of updates by node

i in Bsc.

By definition, the base of a Scan operation is a set of update oper-

ations. In Figure 6.1, the base of Scan at Node 2 (op5) is {Update(1),

Update(2), Update(3), Update(4)}. The base of the first Scan at Node 3

(op4) is {Update(1), Update(2), Update(3)}.

Definition 6.3.2 (Comparable Bases). The bases U and V of two Scan op-

erations are comparable if either U ⊆ V or V ⊆ U .

Before we proceed, we first introduce two simple observations on se-

quentially consistent histories.
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Lemma 6.3.1. Let H be a history of the snapshot object and sc be a Scan op-

eration with base Bsc in H. If there exists a sequentialization S of H, then

we have (i) each Update operation in Bsc must be placed before sc in S, (ii)

each Update operation not in Bsc must be placed after sc in S.

Proof. Let Snap denote the vector returned by sc in H.

(i) Consider a node i, we show that each Update operation in Bsc[i]

must be placed before sc in S. Let opi denote the Update operation that

writes value v = Snap[i]. Clearly, opi must be placed before sc by the sequen-

tial specification of the snapshot object. By Definition 6.3.1, all operations

other than opi in Bsc[i] must occur before opi. Since S satisfies process order,

all of them must be placed before opi in S. Thus, each operation in Bsc[i] must

be placed before sc in S.

(ii) Let op denote an Update operation by node i and op 6∈ Bsc. Let

op′ denote the operation that writes value Sanp[i]. By Definition 6.3.1, we

have op 6= op′ and op′ precedes op. Sequential specification implies that op′

must be placed before sc and sc must be placed before op in S.

Lemma 6.3.2. Let H be a history of the snapshot object. If there exists two

Scan operations sc1 and sc2 in H such that their bases are not comparable,

then H is not sequentially consistent.

Proof. Let B1 and B2 be the base of sc1 and sc2. Let Snap1 and Snap2 be the

vectors returned by sc1 and sc2 in H, respectively. By assumption, here exists
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two Update operations opi and opj such that opi ∈ B1−B2 and opj ∈ B2−B1,

and the value Snap1[i] is written by opi and the value Snap2[j] is written by

opj. Suppose by contradiction that there exists a sequentialization S of H.

Then, by Lemma 6.3.1, we must have (i) opi is placed before sc1 and opj is

placed after sc1 in S, (ii) opj is placed before sc2 and opi is placed after sc2 in

S. By (i) we have opi is placed before opj in S, whereas by (ii) we have opj is

placed before opi in S, a contradiction.

6.3.2 Necessary and Sufficient Conditions for ASO

We present the tight conditions for ASO in Theorem 6.3.3. Our condi-

tions are inspired by previous work on atomic snapshot objects [41, 44, 42, 88].

Theorem 6.3.3. An implementation of the snapshot object is linearizable if

and only if all of the following conditions are satisfied in each history H:

(A1) The bases of any pair of Scan operations in H are comparable.

(A2) The base of a Scan operation contains all Update operations that pre-

cedes the scan in H.

(A3) For two Scan operations sc1 and sc2, if sc1 → sc2 in H, then the base

of sc2 is at least the base of sc1, i.e., Bsc1 ⊆ Bsc2.

(A4) If an Update op belongs to the base of a Scan sc, then all Updates

that precedes op in H must belong to base of sc.
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Lemma 6.3.4. (Sufficiency) If an implementation of a snapshot object satis-

fies conditions (A1)-(A4), then it is linearizable.

We prove the lemma above by presenting Algorithm 17, inspired by

[41], to construct a linearization L for any given history H that satisfies our

conditions. The basic idea of Algorithm 17 is to first order all Scan operations

based on the (subset-)inclusion order of their bases. Then we consider all

Update operations, and place each Update before all the Scan operations

that contain the Update in their bases, and after all Scan operations that do

not contain Update in their basis. Finally, we order these Update operations

between any pair of Scan operations according to the→ relation. Concretely,

we build dependency graphs to capture the ordering that should be respected

between each pair of operations. Then, we order the operations according to

a topological ordering of the constructed graph.

Lemma 6.3.5. The sequence L returned by Algorithm 17 is a linearization of

history H.

Proof. To prove the lemma, we need to show two claims: (I) L is a legal

sequential history such that L ' H; and (II) L preserves the real-time order

of operations in H.

• Claim (I): Let sc be a Scan operation in history H that returns vector

Snap. Let opi denote the Update operation by node i that writes value

Snap[i]. Let Bsc denote the base of sc. By Definition 6.3.1, we know
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Algorithm 17 Construct a linearization for a given history

Input: a history H of any ASO implementation that satisfies (A1)-(A4)
Output: a linearization L of H
/* Stage I : construct a sequence L′ containing all Scan operations in H */

1: G ← (V,E), where (i) V contains a node for each Scan operation in H;
and (ii) E is an empty set. Construct the edge set E as follows

2: for each pair of Scan sci and scj with bases Bi and Bj in H do
3: if Bi ⊂ Bj then add an edge from node sci to node scj into E
4: else if Bj ⊂ Bi then add an edge from node scj to node sci into E
5: else .Condition (A1) implies that Bi = Bj in this case

6: if sci → scj then add an edge from node sci to node scj into E
7: else if scj → sci then add an edge from node scj to node sci into E
8: end for
9: L′ ← a topological ordering of the node set V in G

/* Stage II : construct L by inserting all Update operations into L′ */
10: L← L′

11: Add an artificial Scan sc⊥ with base equal to ∅ at the start of L
12: Add an artificial Scan sc> with base equal to the set of all Update

operations in H at the end of L
13: // Temporarily place Update operations between Scan operations
14: for each Update operation op do
15: sc′ ← the first Scan in L whose base contains op
16: sc← the Scan right before sc′ in L .By definition, op 6∈ Bsc

17: Place op after sc and before sc′ in L
18: end for
19: for each set of Update operations O placed between the same pair of

Scan operations in L do
20: G′ ← (V ′, E ′), where (i) V ′ contains a node for each operation in O; and

(ii) E ′ is an empty set. Construct the edge set E ′ as follows
21: for each pair of Update operations op and op′ in O do
22: if op→ op′ then add an edge from node op to node op′ into E ′

23: else if op′ → op then add an edge from node op′ to node op into E ′

24: end for
25: π ← a topological ordering of the node set V ′ in G′

26: Operations in O are “reordered” in L according to π
27: end for

28: Remove sc⊥ and sc> from L
29: Return L
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that opi ∈ Bsc. Then, from Stage II of Algorithm 17, we observe that

(i) opi appears before sc in L, (ii) any operation by node i that occurs

before opi is placed before opi in L, and (iii) any Update operation op′i

by node i that occurs after opi must be placed after sc in L; otherwise,

we must have op′i ∈ Bsc[i], which contradicts Definition 6.3.1. Thus,

the value Snap[i] returned by sc is the value written by the most recent

Update by node i in L.

• Claim (II): Consider two operations opi and opj. Let node i and node j

denote the nodes where opi and opj take place, respectively. Note that i

may be equal to j. We then consider the following four cases.

– opi = Update(v) and opj = Update(u):

If opi and opj are placed between the same pair of Scan operations,

then they are ordered according to → (lines 19-26). Hence, opi

appears before opj in L. Otherwise, there exists a Scan operation

sc with base Bsc placed between opi and opj in L. Suppose, by way

of contradiction, that opj is ordered before opi. In other words, sc

appears after opj and appears before opi in L. Then, opi 6∈ Bsc

and opj ∈ Bsc (implied by lines 14-17). On the other hand, since

opi → opj and opj ∈ Bsc, Condition (A4) implies that opi ∈ Bsc, a

contradiction.

– opi = Update(v) and opj = Scan : Let Bscj denote the base of

opj. By Condition (A2), we have opi ∈ Bscj . By lines 14-17, opi
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must be placed before opj in L.

– opi = Scan and opj = Scan : Let Bsci and Bscj denote the base of

opi and opj, respectively. Condition (A3) implies that Bsci ⊆ Bscj .

If Bscj 6= Bscj , opi is placed before opj in L by line 3 of Algorithm

1. Otherwise, since two Scan operations with the same base are

ordered according to → (lines 6-7), opi is ordered before opj in L.

– opi = Scan and opj = Update(v): Let Bsci denote the base of opi.

Since opi completes before opj starts, by Definition 6.3.1, opj 6∈

Bsci . Therefore, opj appears after opi in L.

Lemma 6.3.6. (Necessity) If an implementation of the snapshot object is

linearizable, then conditions (A1)-(A4) must hold for each execution history

of the implementation.

Proof. Proof by contradiction.

• Suppose (A1) does not hold for some history H. Then we have two

Scan operations sc1 and sc2 such that their bases are not compara-

ble. Lemma 6.3.2 implies that H is not sequentially consistent thus not

linearizable, a contradiction.

• Suppose (A2) does not hold for some history H. Then there exists a

Scan operation sc whose base does not contain all Update operations
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that precedes sc. Let op denote such an Update operation by node i

that precedes sc and is missing in the base of sc. By assumption, there

exists a linearization L of H. Lemma 6.3.1 indicates that op must be

placed after sc in L, whereas real-time order requires that op must be

placed before sc in L since op→ sc, a contradiction.

• Suppose (A3) does not hold for some history H. There exists two

Scan operations sc1 and sc2 with bases Bsc1 and Bsc2 such that sc1 →

sc2 and Bsc2 ⊂ Bsc1 . Then, there exists an Update operation op ∈

Bsc1 −Bsc2 . By assumption, there exists a linearization L of H. Lemma

6.3.1 implies that op must be placed before sc1 and after sc2 in S. On

the other hand, since sc1 → sc2, sc1 must be placed before sc2 in L, a

contradiction.

• Suppose (A4) does not hold for some history H. Then there exists two

Update operations op1 and op2 and a Scan operation sc with base Bsc,

such that op2 ∈ Bsc, op1 → op2 and op1 6∈ Bsc. In any linearization of H,

we observe that (i) op1 must be placed before op2 due to the real-time

order requirement, (ii) since op2 ∈ Bsc, Lemma 6.3.1 implies that op2

must be placed before sc. (i) and (ii) together imply that op1 must be

placed before sc in any linearization of H. On the other hand, the fact

that op1 6∈ Bsc and Lemma 6.3.1 imply that op1 must be placed after sc

in any linearization of H, a contradiction.
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6.3.3 Necessary and Sufficient Conditions for SSO

The tight conditions for SSO is presented in Theorem 6.3.7.

Theorem 6.3.7. An implementation of the snapshot object is sequentially

consistent if and only if the following conditions hold for each history:

(S1) The bases of any two Scan operations are comparable.

(S2) The base of a Scan operation by node i contains all Update operations

by node i that occur before the scan operation.

(S3) For two Scan operations sc1 and sc2 by the same node, if sc1 occurs

before sc2, then the base of sc2 is at least the base of sc1, i.e., Bsc1 ⊆ Bsc2.

Lemma 6.3.8. (Sufficiency) If an implementation of the snapshot object sat-

isfies conditions (S1)-(S3), then the implementation is sequentially consistent.

We prove the above lemma by presenting Algorithm 18 to construct a

sequentialization of any given history.

Lemma 6.3.9. The sequence S returned by Algorithm 18 is a sequential his-

tory such that S ' H.

Proof. We need to show that S|i = H|i for each i ∈ [n]. Since H|i is totally

ordered, we only need to show that for any two operations op and op′ of node

i, if op → op′, then op is placed before op′ in sequence S. We consider the

following cases.
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Algorithm 18 Algorithm for constructing a sequentialization

Input: a history H of any SSO implementation that satisfies (S1)-(S3)
Output: a sequentialization S of H
/* Stage I : construct sequence S ′ containing all Scan operations */

1: G ← (V,E), where (i) V contains a node for each Scan operation in H;
and (ii) E is an empty set. Construct the edge set E as follows

2: for each pair of Scan operations sci and scj with baseBi and Bj in H do
3: if Bi < Bj then add an edge from node sci to node scj to E
4: else if Bi > Bj then add an edge from node scj to node sci into E
5: else .Condition (A1) implies that Bi = Bj in this case

6: if sci → scj then add an edge from node sci to node scj to E
7: end for
8: // Construct an ordering for all Scan operations
9: S ′ ← a topological ordering of the node set V in G

/* Stage II : construct S by inserting all Update operations into S ′ */
10: S ← S ′

11: // Temporarily place Update operations between Scan operations
12: for each Update operation op do
13: Find the first Scan operation sc′ in S whose base contains op
14: Let sc be the Scan right before sc′ in S .By definition, the base

of sc does not contain op
15: Place op after sc and before sc′ in S .At this point, the order

between Update’s is irrelevant

16: end for
17: // Reorder Update operations
18: for each set of Update operations O placed between the same pair of scan

operations in S do
19: G′ ← (V ′, E ′), where (i) V ′ contains a node for each operation in O; and

(ii) E ′ is an empty set
20: for each pair of Update operations op and op′ in O that occur on the

same node do
21: if op→ op′ then add an edge from node op to node op′ in E ′

22: else if op′ → op then add an edge from node op′ to node op in E ′

23: π ← a topological ordering of the node set V ′ in G′

24: Operations in O are “reordered” in S according to π
25: end for
26: end for

27: Return S
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• op = Update(v) and op′ = Update(u): If op and op′ are placed between

the same pair of Scan operations, then they are ordered by their process

order. Hence, op appears before op in S. Otherwise, there exists a

Scan operation sc with baseHsc between op and op in S. Suppose, by

way of contradiction, that op′ is ordered before op in S. In other words,

sc appears after op′ and appears before op in S. Then op 6∈ Hsc and

op′ ∈ Hsc. Since op′ ∈ Hsc and op occurs before op′ on node i, by

Definition 6.3.1, op ∈ Hsc, a contradiction.

• op = Update(v) and op′ = Scan : Let H ′ denote the baseof op′. By

Condition (S2), we have op ∈ H ′. By the construction of S, op must be

placed before op′ in S.

• op = Scan and op′ = Scan : Let H and H ′ denote the baseof op and

op′, respectively. Condition (S3) implies that H ⊆ H ′. If H 6= H ′, op

is ordered before op′ by construction. Otherwise, since two Scan oper-

ations with the same baseare ordered according to their program order,

op is ordered before op′ in S.

• op = Scan and op′ = Update(v): Let H denote the baseof op. Since

the execution of each node is sequential, op 6∈ H. Since, by construction,

op′ appears after op in S.

Lemma 6.3.10. The sequence S returned by Algorithm 18 is a legal history.
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Proof. Let sc be a Scan operation in H that returns vector Snap. Let op

denote the operation that writes value Snap[i]. Let Hsc denote the baseof sc.

We show that op is the last Update operation by node i that is placed before

sc in S. Suppose by contradiction that there exists an Update operation op′

by node i that is placed after op and before sc in S. By how we construct S,

we have op′ ∈ Hsc. We consider the following two cases.

Case 1. op′ occurs after op. By Definition 6.3.1, we know that op′ 6∈ Hsc,

a contradiction.

Case 2. op′ occurs before op. By Lemma 6.3.9, we know that S|i = H|i,

which implies that op′ must be placed before op in S, a contradiction.

Lemma 6.3.11. (Necessity) If an implementation of the snapshot object is

sequentially consistent, then conditions (S1)-(S3) hold for each history.

Proof. Proof by contradiction.

• Suppose (S1) does not hold for some history H. Then we have two

Scan operations sc1 and sc2 such that their bases are not compara-

ble. Then, Lemma 6.3.2 implies that H is not sequentially consistent, a

contradiction.

• Suppose (S2) does not hold for some history H. Then there exists a

Scan operation sc by some node i in H whose basedoes not contain all

Update operations that occur before sc on node i. Let op denote such

an Update operation by node i that occurs before sc and is missing in
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the baseof sc. Lemma 6.3.1 indicates that op must be placed after sc in

any sequentialization of H. On the other hand, since op occurs before sc,

op must be placed before sc in sequentialization of H, a contradiction.

• Suppose (S3) does not hold for some history. There exists two Scan op-

erations sc1 and sc2 by some node i with bases B1 and B2 such that sc1

occurs before sc2 and B2 ⊂ B1. Then, there exists an Update operation

op ∈ B1 − B2. Lemma 6.3.1 implies that op must be placed before sc1

and after sc2 in any sequentialization of H. On the other hand, since sc1

occurs before sc2, sc1 must be placed before sc2 in any sequentialization

of H, a contradiction.

6.4 An Early Stopping Algorithm for Lattice Agree-
ment in Asynchronous Systems

In this section, we present an early-stopping algorithm for the lattice

agreement in asynchronous systems, which is the first such algorithm that

we are aware of. The algorithm takes O(
√
fa · D) time in the worst case

where fa is the number of actual faulty processes in an execution. The main

technique of the algorithm is to let each process proactively forwards values to

all other processes and decides on a local predicate is satisfied. We formalize

our approach as the the equivalence quorum.
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6.4.1 Main Technique: Equivalence Quorum

The equivalence quorum technique is inspired by the stable vector by

Attiya et al. [32] and Mendes et al. [171]. Each node i maintains a vector of

value sets Vi for storing incoming values forwarded by each node (including

ones from i). If i is clear from the context, we often omit it for brevity. For

node i, Vi[1, . . . , n] is a vector of size n, where for each j ∈ [n], Vi[j] is a set of

values. We then define the predicate EQ(V, i) that needs to be checked locally

by node i.

Definition 6.4.1 (Predicate EQ(V, i)). EQ(V, i) is true iff ∃Q ⊆ {1, · · · , n} s.t.

|Q| ≥ n − f ∧ V [j] = V [i],∀j ∈ Q. When the predicate is true, we call Q as

the equivalence quorum and V [i] as the equivalence set.

Consider an example with n = 3. Suppose node 1’s vector is as follows:

V1[1] = {u, v}, V1[2] = {} and V1[3] = {u, v}. In this case, EQ(V1, 1) holds.

{1, 3} forms a equivalence quorum, and {u, v} is the equivalence set.

6.4.2 Algorithm ELA

We present Algorithm ELA (Early-stopping Lattice Agreement) in Al-

gorithm 19. Each node i is given an input x, and at all times, i maintains a

vector of sets, Vi[1 · · ·n], where Vi[j] (j 6= i) stores the set of values received

from node j and Vi[i] stores the set of values received from all nodes. We

denote that a variable v belongs to node i by attaching to it the subscript i,

for example vi. When the node identity is clear from the context, we often

omit the subscript.
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The ELA algorithm has two main parts: exchange all values known so

far, and determine when it is “safe” to output a value using a decision rule.

One key challenge is to identify the decision rule to enable the early-stopping

property. We use the equivalence predicate defined in 6.4.1 as the decision

rule. In ELA, node i decides when the predicate EQ(Vi, i) becomes true for the

first time. Intuitively, EQ(Vi, i) becomes true when node i learns about ≥ n−f

nodes (including i) with identical sets of values. Then, node i decides on the

join of all values in the corresponding equivalence set.

Algorithm 19 ELA (Early-stopping Lattice Agreement): Code for node i
Local Variables:

x .input at node i
V [1, · · · , n] .vector of sets at node i, initially, V [j] = ∅ ∀j 6= i,
V [i] = {x}

1: Send (x, i) to all
2: Wait until EQ(V, i) = true
3: V ∗ ← the equivalence set
4: Decide y ← t{v | v ∈ V ∗}

/* Event handler: executing atomically

in background */
Upon receiving (v, j) from node j:

5: Add v into V [j], V [i]
6: if (v, i) has not been sent before then
7: Send (v, i) to all
8: end if

Correctness of ELA: Consider any execution of Algorithm 19. We show

that the outputs of correct nodes satisfy the three properties required by lattice

agreement. Downward-validity and upward-validity are straightforward from

the code. Lemmas 6.4.1 is key for proving comparability in Lemma 6.4.2. For

any two sets U and V , we say U and V are comparable if either U ⊆ V or

V ⊆ U .
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Lemma 6.4.1. For any two nodes i and j, fix time t and t′, and then the set

Vi[s] at time t and the set Vj[s] at time t′ are comparable for each node s.

Proof. The value of set Vi[s] is modified only when i receives a message from

node s. Since s is a non-faulty node and the communication is FIFO, the set

Vi[s] at time t must be the same as the set Vs[s] at some time ti and the set

Vj[s] at time t′ must be the same as the set Vs[s] at some time tj. The set

Vs[s] is non-decreasing. Thus, Vi[s] at time t must be comparable with Vj[s]

at time t′.

By applying Lemma 6.4.1 and the decision rule, we have the following

lemma.

Lemma 6.4.2. [Comparability] For any two nodes i and j, yi and yj are

comparable.

Proof. Let Vi denote the vector at node i and Vj denote the vector at node j

when nodes i and j decide. The statement of the lemma is proved if we show

that Vi[i] and Vj[j] are comparable.

The predicate at line 2 ensures that there exists a set Qi of size at least

n− f such that Vi[i] = Vi[s] for each s ∈ Qi and a set Qj of size at least n− f

such that Vj[j] = Vj[s] for each s ∈ Qj. Since f < n
2
, there exists a correct

process s ∈ Qi∩Qj. Lemma 6.4.1 implies that Vi[s] and Vj[s] are comparable.

This leads to the conclusion that Vi[i] (which is equal to Vi[s]) is comparable

to Vj[j] (which is equal to Vj[s])
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Time Complexity: For simplicity, we assume that every node initiates the

ELA algorithm at the same time.

Definition 6.4.2 (Exposed value in an interval). We say a value v is an

exposed value in interval [t, t+D) if some non-faulty node receives v in interval

[t, t+D), and no non-faulty node has received v before time t.

Lemma 6.4.3 follows from the observation that if there is no exposed

value in the [t, t+ 2D) interval, then at the end of the interval, for each node

i, we must have Vi[j] = Vi[i] for each non-faulty j. Thus, the equivalence

predicate at line 2 must be satisfied.

Lemma 6.4.3. [Termination] For an arbitrary interval [t, t + 2D). If there

does not exist any exposed value in this interval, then all undecided non-faulty

nodes decide by time t+ 2D.

Proof. Let node i be an undecided node at time t that does not crash by t+2D.

We show that by time t+2D, we have Vi[j] = Vi[i] for each q ∈ C. As a result,

the predicate EQ at line number 2 becomes true, and node i decides at Line 4.

Proof by contradiction. Suppose there exists a value v ∈ Vi[i] − Vi[j] at time

t+ 2D. Since by assumption, value v is not an exposed value in this interval,

it must be received by some correct node s at some time ts < t. Thus, value

v must be sent to all by node s at time ts and received by all correct nodes

by time ts + D < t + D, including node j. Thus, node i must receive value v

from node j by time t+ 2D, and add v into Vi[i] and Vi[j], a contradiction to

the assumption that v ∈ Vi[i]− Vi[j].
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Now we introduce the notion of failure for an exposed value, which is

the key of our time complexity.

Definition 6.4.3 (Failure chain of an exposed value). A sequence of nodes

p1, p2, ..., pm is said to form a failure chain of an exposed value v if (i) p1, p2, . . . , pm−1

are faulty, and pm is correct; (ii) the input value of p1 is v; (iii) pi receives value

v from pi−1; and (iv) For 1 ≤ i < m − 1, pi crashes while sending (v, pi) to

other nodes, i.e., p1 crashes when executing line 1 and p2, ..., pm−2 crash when

executing line 7.

Lemma 6.4.4. If value v is an exposed value in interval [t, t+D), then value

v has a failure chain with length at least t
D

+ 1.

Proof. Since v is an exposed value in interval (t, t+D], there has to be a failure

chain ending with a correct process that receives value v in interval (t, t+D].

Let p1, · · · , pl−1, pl denote such a failure chain for value v, where p1 · · · pm−1

are faulty and node pl is non-faulty.

Assume by contradiction that the length of this failure chain l ≤ t
D

.

Since D is the message delay upper bound in the execution, node pi (in the

failure chain) hears about v at time ti ≤ i ·D. Thus if l ≤ t
D

, the correct node

pl hears about v at time tl ≤ t
D
·D = t making v an exposed value occurring

in an interval before time t. This contradicts the assumption in the statement

of the lemma that v is an exposed value in interval (t, t+D].

The following lemma can be derived from condition (iv) of Definition

6.4.3.
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Lemma 6.4.5. For any two exposed value v and u with failure chain Pv and

Pu, the first |Pv|−2 nodes in Pv and the first |Pu|−2 nodes in Pu are disjoint.

Proof. By Condition (iv) of the definition of failure chain for an exposed value

(Definition 6.4.3), the first |Pv| − 2 nodes in the failure chain of v crashed

while sending v to other nodes at line 7. Since line 5 to line 7 are executed

atomically, these nodes cannot crash while sending value u at line 7.

Lemma 6.4.6. Algorithm ELA takes at most 2
√
fa ·D time, where fa is the

number of actual faulty processes in an execution.

Proof. Let us assume that the algorithm takes 2
√
fa + 1 intervals of length D

to terminate. By Lemma 6.4.3, we know that to prevent the algorithm from

terminating, there has to be at least one exposed value every two intervals.

Lemma 6.4.4 gives us the length of any failure chain and Lemma 6.4.5 states

that a faulty node (except for the last two nodes in a failure chain) can be a

part of only one failure chain. Thus if the algorithm takes 2
√
fa + 1 intervals,

the number of faulty nodes must be at least 1+3+ · · ·+2
√
fa−1 > fa, leading

to a contradiction.

6.5 Algorithms for ASO

In this section, we present two algorithms for implementing an atomic

snapshot object in crash-prone asynchronous message-passing systems with

f < n
2
.
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6.5.1 General Transformation from Lattice Agreement to ASO

Attiya et al. [41] gave an elegant algorithm that transforms any wait-

free lattice agreement algorithm to a wait-free atomic snapshot object in the

shared memory systems. Their key idea is to invoke a sequence of lattice

agreement instances to obtain comparable snapshots.

To adapt the algorithm in [41] for message-passing systems, we need to

make two main modifications: (i) Replace each read or write step in shared

memory by sending a read or write message to all nodes and waiting for n− f

acknowledgements; and (ii) Add another write step (sending the input to at

least n − f nodes) before invoking a lattice agreement instance. Since the

algorithm is similar to the algorithm in [41] except for these two changes, we

present the algorithm, TS-ASO, and its proof in Appendix A. Applying the

lattice agreement algorithm (ALA-Beta) in Chapter 3 in our transformation

gives an implementation of atomic snapshot objects that takes O(log n · D)

time for both Update and Scan operations.3

One drawback of our transformation is that it does not necessarily

“preserve” the time complexity of the lattice agreement algorithm. This is

because the time complexity analysis of some lattice agreement algorithms

depends on the assumption that each node starts around the same time and

different nodes might participate in the same lattice agreement instance at

3Note that the Algorithm ALA-Beta actually has round complexity O(log f); however, if
we plug in the original version, our transformation becomes O(n) rounds. We need to make
a simple modification of the algorithm to get O(log n) round complexity.
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different times in TS-ASO. Therefore, directly using the ELA algorithm in the

transformation gives a time complexity of O(n ·D).4 To address this issue, we

propose our second atomic snapshot algorithm that applies our ELA algorithm

as a building block.

6.5.2 Algorithm with Constant Amortized Round Complexity

Our second atomic snapshot algorithm, AC-ASO (amortized constant

atomic snapshot object), uses the equivalence quorum technique and a novel

mechanism of invoking lattice agreement instances to ensure amortized round

complexity. In addition, TS-ASO requires message size overhead of O(n),

because each node needs to collect the states of at least a quorum of nodes

before participating in a particular lattice agreement instance. AC-ASO only

incurs O(1) message size overhead. As a byproduct, we obtain an algorithm to

implement linearizable update-query state machines [101, 82] that take amor-

tized O(1) rounds for each update and query command and O(1) message size

overhead, shown in Appendix B.

6.5.2.1 Main Techniques of AC-ASO

Among the four conditions identified for a correct ASO implementation

(Section 6.3.2), condition (A1) is the most non-trivial to achieve efficiently.

Condition (A1) essentially requires that the sets of Update operations ob-

4The time complexity guarantee of Algorithm ALA-Beta does not depend on the as-
sumption that all nodes start the algorithm around the same time.
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served by each pair of Scan operations should be comparable, which is exactly

what lattice agreement is about. Our algorithm AC-ASO is inspired by [41],

i.e., invoking a sequence of lattice agreement instances to implement atomic

snapshot. The key technical contribution is to identify how to tightly glue

different components together to obtain amortized constant time complexity.

In our discussion below, we call an instance of lattice agreement a

lattice operation for brevity. We will use a tag (or a logical timestamp) to dis-

tinguish different lattice operations in AC-ASO. Hence by “nodes participate

in lattice operation with the same tag,” we mean that these nodes are in the

same instance of the lattice agreement algorithm. As in the ELA algorithm,

all nodes will proactively forward any new values received to other nodes.

Each node keeps track of a vector V , where V [j] stores the values received

by node j. Different from the ELA algorithm, each value is associated with

a tag number. For any node j, we use V [j]≤r to denote the subset of values

in V [j] with tag at most r. When participating a lattice operation with tag

r, node i needs to collect values to satisfy the equivalence predicate EQ(V r, i)

where V ≤r = [V [1]≤r, V [2]≤r, . . . , . . . , V [n]≤r] and then return the equivalence

set. We call the equivalence set returned as the view of a lattice operation

(formally defined later).

To ensure condition (A1), we require each node to participate in lattice

operation(s) to complete its Scan and Update operations. Each Update

or Scan operation must keep invoking lattice operations (with different tags)

until obtaining a view that is “safe” to return. Specifically, to ensure condition
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(A1), AC-ASO maintains the following invariant.

Invariant 6.5.1. In AC-ASO, the views returned by any two lattice operation

are comparable.

Due to the property of lattice agreement, lattice operations with the

same tag return comparable views, i.e., when both EQ(V r, i) and EQ(V r, j) are

true, the two corresponding equivalence sets are comparable. The difficulty of

ensuring the above invariant lies in how to ensure that lattice operations with

different tags return comparable views. For two different tags r and r′, when

both EQ(V r, i) and EQ(V r′ , j) are true, the two corresponding equivalence sets

are not necessarily comparable. To ensure lattice operations with different

tags return comparable views, we use the following techniques.

(T1) After EQ(V ≤ri , i) becomes true, node i does not immediately return the

corresponding equivalence set. Instead, it checks whether tag r is the

largest tag that it has received so far. If yes, node i returns the equiva-

lence set; otherwise, it continues to wait EQ(V ≤r
′

i , i) to hold, where r′ > r

is the largest tag it has received so far.

(T2) If node i keeps receiving a larger tag due to a concurrent Update, its

equivalence quorum predicate might never be satisfied. We use the “bor-

rowing” technique – node i borrows an equivalence set from another node

after it has already satisfied the equivalence predicate for three different

tags.
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We formally abstract the above techniques in the LatticeRenewal pro-

cedure below.

Lattice Renewal: We introduce the LatticeRenewal() procedure to guar-

antee Invariant 6.5.1. LatticeRenewal() is a mechanism to invoke a sequence

of lattice operations to provide the following desirable properties:

(P1) LatticeRenewal() invokes at most three lattice operations in a row.

(P2) If any of the lattice operations does not observe a higher tag, then

LatticeRenewal() returns the view obtained by that particular lattice

operation, namely direct view.

(P3) If all three lattice operations observe a larger tag, then LatticeRenewal()

fails to find a direct view. It will then wait to borrow a view from a lattice

operation invoked by other nodes, namely indirect view.

(P4) Views returned by LatticeRenewal() are comparable with each other.

(P1) is mainly for correctness and improved round complexity as we

will explain next. (P2) to (P4) jointly guarantee Invariant 6.5.1. Due to the

properties of lattice agreement, views returned by the lattice operation with

the same tag are comparable. For lattice operations with different tags, we

rely on (P2) and (P3). (P2) implies that a lattice operation returns a view

iff it does not observe a lattice operation with a higher tag. This together

with our approach of obtaining tags ensure that the view returned by a lattice
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operation with a smaller tag must be known by a lattice operation with a

larger tag. Therefore, when the lattice operation with a larger tag starts, its

view is at least as large as the view of any lattice operation with a smaller tag.

This allows later lattice operations to learn older views.

Due to message delays and concurrent Updates, it is possible that all

three lattice operations fail to return a view. In this case, we rely on (P3) to

ensure that LatticeRenewal() is able to obtain an indirect view. Moreover, our

design guarantees that such an indirect view can be borrowed within a constant

amount of rounds. In Lemma 6.5.9, we formally prove that properties (P2) to

(P4) are enough to maintain Invariant 6.5.1.

In AC-ASO, a Scan and Update operation invokes LatticeRenewal()

(after some preprocessing) and the operation is completed when LatticeRenewal()

obtains a view. Condition (A1) is guaranteed by invariant 6.5.1. Conditions

(A2)-(A4) can be ensured by typical quorum intersection techniques.

6.5.2.2 AC-ASO Description and Pseudocode

The pseudocode of AC-ASO is presented in Algorithm 20 and 21.

We first describe key variables used, followed by the procedures and message

handlers.

Variables: Each value (written by an Update operation) is associated

with a timestamp of the form 〈r, j〉, where r is the tag and j is the ID of the

writer who initiates the Update. The exact value of the tag in the timestamp

is determined in the Update operation. For brevity, we often use value to
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Algorithm 20 ASO: Code for node i
Local Variables:

V [1 · · ·n] .vector of views. V [j] is the set of values received from

j
maxTag .integer, largest tag ever seen via “writeTag”, “echoTag”
messages.

D[1 · · ·n] .vector of views from good lattice operations.

Derived Variable:
V ≤r ← [V [1]≤r, V [2]≤r, . . . , . . . , V [n]≤r] .vector of views w/ tag ≤ r

Initialization:
1: V ← [∅, ∅, · · · , · · · , ∅]
2: D ← [∅, ∅, · · · , · · · , ∅]
3: maxTag ← 0

When Update(v) is invoked:
4: r ← readTag()
5: ts← 〈r + 1, i〉
6: Send (“value”, 〈v, ts〉) to all
7: Lattice(r) BPhase 0

8: r′ ← max{r + 1,maxTag}
9: updateV iew ← LatticeRenewal(r′)

10: Return ACK

When Scan() is invoked:
11: r ← readTag()
12: scanV iew ← LatticeRenewal(r)
13: Return extract(scanV iew)

/* Helper procedures */
Procedure Lattice(r):
14: writeTag(r)
15: Wait until EQ(V ≤r, i) = True

/* Execute lines 16-21 atomically */
16: V ∗ ← the equivalence set
17: if maxTag ≤ r then
18: Send (“goodLA”, r) to all
19: Return (true, V ∗)
20: else
21: Return (false, ∅)
22: end if

Procedure LatticeRenewal(r):
23: for phase← 1 to 3 do
24: (status, view)← Lattice(r)
25: if status = true then
26: Return view BDirect View

27: else if phase = 3 then
28: Break
29: end if
30: r ← maxTag
31: end for
32: Wait until receiving (“goodLA”, r)

from some node j
33: Return D[j] BIndirect View
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Algorithm 21 Message Handlers and Helper Procedures

Procedure extract(S): /* S is a set of values */
1: Snap← [1, · · · , n]
2: for j = 1 to n do
3: Uj ← the subset of values in S written by node j
4: Snap[j]← the value in Uj with the largest tag
5: end for
6: Return Snap

Procedure readTag():
7: Send (“readTag”) to all
8: Wait until receiving ≥ n− f (“readAck”, ∗) messages
9: Return the largest tag contained in the readAck messages

Procedure writeTag(tag):
10: Send (“writeTag”, tag) to all
11: Wait until receiving ≥ n− f (“writeAck”, tag) msgs

/* Event handlers: executing atomically in background */
Upon receiving (“value”, 〈u, ts〉) from j:
12: Add 〈u, ts〉 into V [j], V [i]
13: if 〈u, ts〉 has not been seen before then
14: Send (“value”, 〈u, ts〉) to all
15: end if

Upon receiving (“writeTag”, tag) from j:
16: maxTag ← max{maxTag, tag}
17: Send (“echoTag”, tag) to all
18: Send (“writeAck”, tag) to j

Upon receiving (“echoTag”, tag) from j:
19: maxTag ← max{maxTag, tag}

Upon receiving (“readTag”) from j:
20: Send (“readAck”,maxTag) to j

Upon receiving (“goodLA”, r) from j:
21: D[j]← V [j]≤r .borrow j’s view
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denote a value-timestamp pair. For a set of values H, we use H≤r to denote

the set of values with tag at most r.

At all time, each node i keeps track of a vector Vi of size n, which

represents the vector of “view” at node i. Formally, for j ∈ [n], Vi[j] is

the set of written and/or forwarded values that i has received from node j.

In our design, each node i needs to forward a value it receives for the first

time. In this case, we say a value is forwarded by i. Two other variables are

related to Vi: (i) V ≤ri is the vector of views with tag at most r, i.e., V ≤r =

[V [1]≤r, V [2]≤r, . . . , . . . , V [n]≤r]; and (ii) Di[j] is a particular view borrowed

from node j that can be “safely” returned. The meaning of “safe” will become

clear when we discuss the lattice operation.

Each node also keeps track of a variable maxTag, which represents

the largest tag it has ever received via “writeTag” messages or “echoTag”

messages. Note that it is possible that there are some values with tag larger

than maxTag in Vi.

Procedures: We explain two helper procedures, Lattice(r) and LatticeRenewal(r),

and two interface procedures, Update(v) and Scan(). Other procedures are

fairly straightforward from the pseudocode.

Lattice(r): Each node uses the Lattice(r) procedure to run the r-th

instance of lattice agreement, or in our terminology, lattice operation with tag

r. The goal of a lattice operation is to solve lattice agreement, except that it

is associated with an input tag r and the termination condition depends on r
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and the messages received, especially those with tag ≤ r.

Consider a Lattice(r) invocation at node i. Node i first writes the

input tag r to at least n−f nodes. Then it waits until the equivalence quorum

predicate (Definition 6.4.1) becomes true for the first time. After that if the

maxTag value is strictly larger than r, then the lattice operation returns

〈false, ∅〉. Otherwise, it returns 〈true, V ∗〉 where V ∗ = V ≤r is the vector that

satisfies the equivalence quorum predicate. In this case, Lattice(r) is said to

be a good lattice operation, as defined next. An important design choice here

is that line 16 to 21 are executed atomically. Therefore, once V ∗ satisfies the

equivalence quorum predicate for the first time, no other value is added to V ∗.

Definition 6.5.1 (Lattice Operation). We call each execution of the Lattice(r)

procedure as a lattice operation with tag r. A lattice operation is good if it

returns true at line 19.

LatticeRenewal(r): The LatticeRenewal(r) procedure is also given

a parameter r. It contains at most three lattice operations. If some lattice

operation is good, it returns the view obtained by the good lattice operation,

i.e., direct view. If the first two lattice operation are not good, then by defini-

tion, it means that node i has observed a larger tag, i.e., condition at line 17

returns false. Therefore, node i initiates the next lattice operation with tag

equal to maxTag. If the third lattice operation is also not good, then node i

waits for a “goodLA” message from some other node j to obtain a view from

j’s good lattice operation. In this case, the view is called an indirect view or

a borrowed view.
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It is fairly straightforward to see that our design satisfies the (P1) to

(P3) stated earlier in Section 6.5.2.1. (P4) and the round complexity are less

obvious, and depend on how we combine different components together. Both

Update and Scan operations use the LatticeRenewal() procedure to obtain

a view. This approach works owing to (P4). Intuitively, the moment that

Update and Scan obtains a view is the synchronization point.

Update(v): To write value v, node i first obtains a tag by reading from

at least n − f nodes. Let r denote the largest tag in the received readAck

messages. Then, i constructs the timestamp of value v as the 〈r + 1, i〉 tuple.

It sends value v with its timestamp to all nodes. Then, a lattice operation

with tag r is invoked. This step is called the phase 0 lattice operation of

the Update operation. After the phase 0 lattice operation, the Update

obtains a new tag r′ and executes LatticeRenewal(r′). The view returned by

LatticeRenewal(r′) is not used; and hence discarded. Node i returns the ACK

to complete the Update.

In addition to the LatticeRenewal() procedure, another subtle point

is to execute the phase 0 lattice operation before invoking LatticeRenewal().

The way we devise them ensures that for each tag, there is a good lattice

operation. Recall that a lattice operation is good if it returns true at line 17.

Lemma 6.5.3 presented later explains this statement in more details.

Scan(): The code for a Scan operation is quite simple. It first ob-

tains a tag r similarly. Then, it executes the LatticeRenewal(r). After

LatticeRenewal(r) returns a view scanV iew, the node takes the most re-
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cent value by each node in scanV iew by executing the extract(scanV iew)

procedure.

Message Handlers: Message handlers are presented in Algorithm 16.

• Upon receiving a “writeTag” message: node i updates its maxTag to

be the maximum of its current maxTag and the received tag. Then, it

responds a writeAck.

• Upon receiving a “echoTag” message: node i updates its maxTag to be

the maximum of its current maxTag and the received tag.

• Upon receiving a “value” message from node j: node i adds the value

into Vi[i] and Vi[j]. It then forwards this value to all other nodes if it

has never done so before. It is important to note that a node does not

update its maxTag variable when it receives a value with a larger tag

from a “value” message. The maxtTag variable is only updated when a

node receives a “writeTag” message or “echoTag” message.

• Upon receiving a “readTag” message: node i responds a readAck mes-

sage along with the largest tag it has ever seen via writeTag messages.

• Upon receiving a “goodLA” message with tag r from node j: node i

borrows the view from node j by recording Vi[j]
≤r. Our design ensures

that the borrowed view is identical to the view from j’s good lattice

operation. By assumption the communication is FIFO, and node j sends

the message (“goodLA”, r) right after its view satisfies the equivalence
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predicate at line 15; thus, Vi[j]
≤r must be the same as the view of the

particular good lattice operation at node j.

6.5.3 Proof of Correctness

For correctness, we show that each operation in AC-ASO terminates,

and each possible execution history of AC-ASO satisfies conditions (A1)-

(A4) presented in Section 6.3.2. First, we formally define important terms

and concepts used throughout our proof.

We define the tag of an operation and value as following.

Definition 6.5.2 (Tag of Update or Scan ). The tag of an Update or

Scan operation is the tag of its last lattice operation.

Definition 6.5.3 (Timestamp/Tag of a value). The timestamp of a value is

the 〈r+ 1, i〉 (tag-ID tuple) at line 2 in the Update(v) procedure. The tag of

a value is defined as the tag contained in its timestamp. For value v, we use

tsv to denote its timestamp.

Now we introduce an important concept, view.

Definition 6.5.4 (View). We define the views for a node and operations as

below:

• For a node i, its view at some time t is defined as the set Vi[i] at time t.

• For a good lattice operation with tag T (Lattice(T )) by node i, its view

is defined as the set of values it returns.
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• For an Update or Scan , its view is defined as the set of values returned

by its LatticeRenewal() call. We say that an Update or Scan operation

obtains a direct view if its LatticeRenewal() call returns at line 26;

otherwise it obtains an indirect view.

Termination: We first show that each Update or Scan operation in AC-

ASO terminates. Later in Section 6.5.4, we show that a lattice operation takes

O(
√
fa ·D) time to complete, where fa ≤ f is the number of actual faults in

an execution. Since each lattice operation terminates, the only blocking part

left in AC-ASO is line 32 of the LatticeRenewal() procedure. To show line

32 eventually returns, we show that there exists a good lattice operation for

each tag. The following lemma is straightforward from how we assign tags to

values.

Lemma 6.5.2. The tags of values are non-skipping, i.e., if there is a value

with tag T ≥ 1, then there is also a value with tag T − 1.

Proof. By line 8, the tag of values increases by at most one when an Update

operation is invoked.

Lemma 6.5.3. If the largest tag in the system is T at time t, then for each

1 ≤ z ≤ T − 1, there exists a good lattice operation with tag z before time t.

Proof. To prove the lemma, we first prove the following claim.
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Claim 6.5.4. If the largest tag in the system is T at time t, then there exists

a good lattice operation with tag T − 1 that completes before t.

Proof of Claim 6.5.4. Observe that a value with tag T must be sent by some

node, since we consider only crash failures. Let node i be the first node that

sends tag T to all other nodes inside the writeTag procedure in operation

Op. Since Op is the first operation to send tag T , Op must be an Update

operation. Let L0 denote the phase 0 lattice operation inside Op. When Op

executes line 8, we have maxTagi < T , and ri = T when line 8 completes.

This implies that ri = T − 1 at line 4. Thus, the phase 0 lattice operation L0

of Op at line 7 must have tag T − 1. That is, node i invokes Lattice(T − 1) as

the phase 0 lattice operation.

Since by assumption, Op is the first operation that proposes tag T and

it proposes tag T after line 8 (through the writeTag step at line 14), no node

has proposed tag T before the execution of line 8. Hence, during the execution

of the phase 0 lattice operation L0 at line 7, we have maxTagi ≤ T−1 . Recall

that the tag of L0 is T − 1. This implies that at line 17 inside L0, we have

maxTagi ≤ T − 1 = ri. Thus, L0 is a good lattice operation. Moreover, by

assumption, L0 completes before time t. This proves Claim 6.5.4.

Since tags are non-skipping by Lemma 6.5.2, applying Claim 6.5.4 in-

ductively gives us that for each 1 ≤ z ≤ T − 1, there exists a good lattice

operation with tag r before time z.
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Lemma 6.5.5. [Termination] If each lattice operation eventually terminates,

then each Update or Scan operation in AC-ASO eventually terminate.

Proof. We only need to show that each LatticeRenewal invocation terminates.

Let Op denote the LatticeRenewal() procedure at node i. We only need to

show that the condition at line 32 is eventually satisfied if Op has not returned

earlier, since the condition is the only blocking code inside Op. Consider the

phse 3 lattice operation L3. Since Op continues to line 32 with phase = 3, L3

is not a good lattice operation. This means that the for loop of Op breaks

at line 28; hence, ri at line 32 is equal to the tag used by L3. Since L3 is not

a good lattice operation, and it returns false, we have maxTagi > ri at line

17. In other words, at this point of time, the largest tag in the system is at

least maxTagi. Lemma 6.5.3 implies that a good lattice operation with tag ri

must be completed before L3 executes line 17. By assumption of the reliable

communication channel, node i is able to receive a (“completed”, ri) message

from the good lattice operation. After receiving the message, condition at line

32 is satisfied, and hence, LatticeRenewal() terminates.

Conditions (A1)-(A4): Now we are ready to show that each history of AC-

ASO satisfies condition (A1)-(A4). We first present a one-to-one mapping

between the view of a Scan operation and its base. For any Scan operation

sc with view V iewsc, we use V Bsc to denote the set of Update operations

if we replace each value in V iewsc with its corresponding Update operation.

We call V Bsc as the “view-induced base” of sc.
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Lemma 6.5.6. For any Scan operation sc, its base Bsc is the same as its

view induced base V Bsc.

Proof. Let Snap be the vector returned by sc. We prove that Bsc[i] = V Bsc[i]

for each i ∈ [n]. Let Update(v) denote the Update operation that writes the

value Snap[i] = v. Clearly Update(v) ∈ V Bsc[i]. Let Update(u) be another

Update operation by node i. Then, Definition 6.3.1, we only need to show

that (i) if Update(u) occurs before Update(v), then Update(u) ∈ V Bsc[i]

and (ii) if Update(u) occurs after Update(v), then Update(u) 6∈ V Bsc[i].

For (i), we show that u ∈ V iewsc. Since v ∈ V iewsc and the tag of

v is bigger than the tag of u, we have u ∈ V iewsc. For (ii), since v is the

value from node i with the largest tag in V iewsc (line 4 of Algorithm 16) and

if Update(u) occurs after Update(v), value u must have a bigger tag than

value v, thus u 6∈ V iewsc. Therefore, Update(u) 6∈ V Bsc[i].

The following lemma is derived from the assumption that communica-

tion is FIFO.

Lemma 6.5.7. For any two nodes i and j and tag T , fix any time t and t′,

the set Vi[s]
≤T at time t and the set Vj[s]

≤T at time t′ are comparable for each

node s.

Proof. The value of set Vi[s]
≤T is modified only when i receives a new value

with tag ≤ T from node s. Since the communication is FIFO, the set Vi[s]
≤T

at time t must be the same as the set Vs[s]
≤T at some time ti and the set
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Vj[s]
≤T at time t′ must be the same as the set Vs[s]

≤T at some time tj. The set

Vs[s]
≤T is non-decreasing. Thus, Vi[s]

≤T at time t must be comparable with

Vj[s]
≤T at time t′.

The following observation is obtained from the view definition.

Observation 6.5.8. The view of an Update or Scan operation is the same

as the view of some good lattice operation.

Due to the above observation and the one-to-one mapping between the

view of a Scan operation and its base, to prove condition (A1), we only need

to show the following lemma.

Lemma 6.5.9. The views of any pair of good lattice operations are comparable.

Proof. Consider two good lattice operations Opi with tag Ti by node i and

Opj with tag Tj by node j. Let V iewi and V iewj denote node i and j’s

view, respectively, after they complete line 15. Recall that by Definition 6.5.4,

V iewi = V ∗i = Vi[i]
≤Ti and V iewj = V ∗j = Vj[j]

≤Tj right after the equivalence

quorum predicate is satisfied.

To prove the lemma, we need to show that either V iewi ⊆ V iewj or

V iewj ⊆ V iewi. Assume without loss of generality Ti ≤ Tj. Then consider

two following cases.

• Case 1 : Ti = Tj = T . Intuitively, both nodes participate in the same

instance of lattice agreement, and thus, they will obtain comparable

outputs (views).
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Formally, let Wi and Wj denote the equivalence quorum of lattice op-

eration Opi and Opj, respectively. Thus, there exists a nonfaulty node

s ∈ Wi∩Wj such that V iewi = Vi[i]
≤T = Vi[s]

≤T and V iewj = Vj[j]
≤T =

Vj[s]
≤T . Lemma 6.5.7 implies that Vi[s]

≤T and Vj[s]
≤T are compara-

ble. Thus, V iewi must be comparable with V iewj, since to satisfy the

equivalence quorum predicate, V iewi = Vi[i]
≤T = Vi[s]

≤T and V iewj =

Vj[j]
≤T = Vj[s]

≤T .

• Case 2 : Ti < Tj. In this case, we show that V iewi ⊆ V iewj. Roughly

speaking, we want to show that lattice operation with a larger tag start

with a view that is at least as large as the view of any lattice operation

with a smaller tag. we rely on Property 2 of LatticeRenewal() and the

way we update maxTag’s to prove the claim.

We make the following observations:

– Obs. 1 : the tag Tj is not known by node i when Opi completes line

15.

This is because (i) Opi is a good lattice operation, and the condition

maxTagi ≤ ri at line 17 of Opi must return true; and (ii) line 15

and 17 are executed atomically, and hence V ∗i = Vi[i]
≤Ti does not

change during this block of code.

– Obs. 2 : There exists a node s such that V iewi ⊆ Vs[s]
≤Ti and

Vs[s]
≤Ti ⊆ Vj[j]

≤Tj .
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Let Wi denote the equivalence quorum of Opi. Let Qj denote the

set of at least n − f nodes that sent the “writeAck” messages in

responding to the “writeTag” message of Opj. Since both set are

of size at least n− f , there exists a node s ∈ Wi ∩Qj such that (i)

V iewi = V ∗i = Vi[s]
≤Ti (due to the equivalence predicate); and (ii)

node s ∈ Qj.

By Obs. 1, and the assumption of FIFO communication, node

s must have received all values in Vi[s]
≤Ti before receiving the

“writeTag” message of Opj. Otherwise, Opi would observe tag

Tj at line 17. Thus, node s must send out all values in Vi[s]
≤Ti

to all before sending writeAck for the “writeTag” message of opj.

Then, when node j receives the writeAck from node s, it must also

receive all values in Vi[s]
≤Ti , i.e., the view of node j contains all val-

ues in Vi[s]
≤Ti after line 14 of opj completes. Since V iewj is the set

of values with tag at most Tj > Ti in the history of node j when opj

completes line 15, Vi[s]
≤Ti ⊆ V iewj. Therefore, V iewi ⊆ V iewj.

Corollary 6.5.10. The views of any two Update or Scan operations are

comparable.

The key to prove conditions (A2)-(A3) is the following lemma.

Lemma 6.5.11. Consider any two operations Opi by node i and Opj by node j

with views V iewi and V iewj, respectively. If Opi → Opj, then V iewi ⊆ V iewj.
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The prove Lemma 6.5.11, we first show the following lemmas. The proof

of the Lemma 6.5.12 explains why we need to have three lattice operations in

the LatticeRenewal() procedure.

Lemma 6.5.12. Let Op be an Update or Scan operation by node i with

tag T and view V iewOp. Let V iew denote the view of node i right before Op

executes its LatticeRenewal() invocation. Then, V iew≤T ⊆ V iewOp.

Proof. We assume that Op is an Update operation. The proof for the other

case is similar. The following observation is immediate from the algorithm.

Observation 6.5.13. For a good lattice operation Op by node i with tag T

with view V iewOp, let V iew denote the view of node i right before Op execute

line 15. Then, V iew≤T ⊆ V iewOp.

We consider the following two cases.

• Case 1: Op is a direct Update operation. Then, Op obtains its view di-

rectly from a good lattice operation. Then the above observation implies

that V iew≤T ⊆ V iewOp.

• Case 2: Op is an indirect Update operation.

Then Op must continue to phase 3. Let R1, R2 and R3 denote the tags for

each of the three lattice operations inOp’s invocation of LatticeRenewal(),

respectively. Then, by Definition 6.5.2, T = R3, the tag of the last lat-

tice operation in Op. Moreover, Op must have received (“goodLA”, R3)
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message from some other node j. Let Lj denote this particular lattice

operation by node j. By construction, Lj is a good lattice operation

with tag R3. Then, we prove the following claim.

Claim 6.5.14. Tag R3 was not known by node i during its phase 1 lattice

operation.

Proof of Claim 6.5.14. First observe that R1 < R2 < R3, since none of

the lattice operation in i’s LatticeRenewal() is good. The fact that Op

obtains tag R2 such that R2 < R3 during phase 2 implies that when

Op completes its phase 1, it has not learned R3; otherwise, it would not

proceed to phase 2 with tag R2, since R2 < R3.

Let Li denote the lattice operation by Op in phase 1 at node i. Con-

sider the writeTag procedure in Li and Lj. Let Qi and Qj denote the

set of nodes that sent the “writeAck” messages in responding to the

“writeTag” message of Li and Lj, respectively. Since both set of nodes

are of size at least n− f , there exists a nonfaulty node s ∈ Qi ∩Qj such

that node s must have received the “writeTag” message from Lj after

sending “writeAck” message in responding to the “writeTag” message

of Li. Otherwise, Op would obtain tag R3 for phase 2, a contradiction

to Claim 6.5.14.

Since communication is reliable and FIFO, and node i sends all values

in V iew before sending the “writeTag” message in lattice operation Li,

node s must receive all values in V iew and sends out to all other nodes
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before sending the “writeAck” message in responding to the “writeTag”

message of Lj. Thus, node j must have received all values in V iew before

it completes line 14 of Lj. Let V iewj denote the view of lattice operation

Lj. Since Lj is a good lattice operation, Observation 6.5.13 implies that

V iew≤R3 ⊆ V iewj.

By assumption, node i borrows j’s view after it has received (“goodLA”, R3)

at line 32. Thus, V iewj ⊆ V iewOp. Therefore, V iew≤R3 = V iew≤T ⊆

V iewj ⊆ V iewOp.

The above lemma immediately implies that the value of an Update

operation must belong to the view obtained by the Update operation.

Corollary 6.5.15. Let op be the Update operation that writes value v. Then,

v ∈ V iewop.

Proof of Lemma 6.5.11: Let Ti and Tj denote the tag of Opi and Opj,

respectively. Consider the following two cases. Let V iew denote the view of

node j right before Opj invokes LatticeRenewal(). Lemma 6.5.12 implies that

V iew≤Tj ⊆ V iewj. To prove the lemma, we show that V iewi ⊆ V iew≤Tj . We

consider the following two cases. The following observation is straightforward

by the usage of the writeTag and readTag procedures.

Observation 6.5.16. For any two operations Opi with tag Ti and Opj with

tag Tj, respectively. If Opi → Opj, then Ti ≤ Tj.
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• Case 1 : Opi obtains a direct view.

Consider Opi’s last lattice operation Li. Then Li is a good lattice op-

eration with tag Ti. By definition, V iewi is also the view of Li. Let Qi

denote the equivalence quorum for Li. Then, we have V iewi = Vi[w]≤Ti ⊆

Vw[w]≤Ti for each node w ∈ Qi when Li completes. Let Qj denote the

set of nodes which send “readAck” for the first “readTag” message of

Opj. Since Opj starts after Opi completes, there exists a nonfaulty node

s ∈ Qi∩Qj such that node s sends out all the values in its current view,

which must include all the values in V iewi, to all the other nodes before

sending the “readAck” message for Opj’s first “readTag” message. By

FIFO channels, node j must have received all the values in V iewi before

it completes the writeTag procedure of Opj. Observation 6.5.16 implies

that Tj ≥ Ti. This together with the fact that the largest tag in V iewi

is Ti, we have V iewi ⊆ V iew≤Tj .

• Case 2 : Opi obtains an indirect view.

The view V iewi of Opi is the same as the view of some good lattice

operation L and Opi must have received the “goodLA” message sent by

L. Thus, when Opi completes, L have completed its execution of line 18.

Then, by a similar argument in case 1, V iewi ⊆ V iew≤Tj .

Lemma 6.5.17. Conditions (A1)-(A4) hold for each history of AC-ASO.

Proof. • (A1): This is based on (i) one-to-one mapping between view and
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view-induced base; (ii) the observation that view of a Scan operation is

same as the view of some good lattice operation; and (iii) Lemma 6.5.9.

• (A2): Let op = Update(v) be an Update operation and sc be a

Scan operation such that op → sc, we need to show that op ∈ Bsc.

We claim that v ∈ V iewop (which is implied by Corollary 6.5.15 in Ap-

pendix). Lemma 6.5.11 implies that V iewop ⊆ V iewsc. So, we have

v ∈ V iewsc. Thus, op ∈ Bsc by the one-to-one mapping.

• (A3): Let sc1 and sc2 be two Scan operations such that sc1 → sc2,

we show that V Bsc1 ⊆ V Bsc2 . This can be immediately obtained from

Lemma 6.5.11.

• (A4): Let sc be a Scan operation, Update(u) and Update(v) be

any two Update operations such that Update(u) → Update(v) and

Update(v) ∈ Bsc. We need to show that Update(u) ∈ Bsc. Let node i

be the node that executes Update(v). Since Update(u)→Update(v),

we know that before Update(v) starts, value u has been received by a

quorum of nodes and sent out to all. Thus, when Update(v) reads tag

(via a “readTag” message) from a quorum of nodes at line 4, node i must

have received value u from at least one node due to the assumption of

FIFO channel. Hence, node i must send value u to all before sending

value v. Therefore, any node which receives value v must have already

received value u. Thus, Update(u) ∈ Bsc.
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Lemma 6.5.17 together with the result in Section 6.3.2 imply that AC-

ASO correctly implements ASO.

6.5.4 Time Complexity

Now we analyze the time complexity of our algorithm. We assume the

local computation time is negligible compared with the message delay. We

show that each lattice operation takes O(
√
fa ·D) time.

Lemma 6.5.18. Suppose there exists a lattice operation that starts at time t

with tag r, then any Update operation starting after time t+D must assign

a tag > r for its value. Thus, all values with tags at most r must have been

sent out to all nodes by time t+D.

Proof. Let operation op denote such a lattice operation. Since op sends its tag

r to all nodes in the writeTag function at line 14, by time t+D, each correct

node must have received tag r. Thus, any Update operation that starts after

time t + D must obtain a tag greater than T for its value. Thus, all values

with tags at most T must come from Update operations that start before

time t+D. Since local computation does not take time, all such values must

be sent out at line 6 before time t+D.

Lemma 6.5.19. Let Op denote Update(v) operation. If Op completes before

time t, then for each nonfaulty node i, 〈v, tsv〉 ∈ Vi[j] for each nonfaulty node

j by the end of time t+ 2D.
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Recall that the exposed value is introduced in Definition 6.4.2.

Lemma 6.5.20. Each lattice operation takes O(
√
fa ·D) time.

Proof. Let Li be a lattice operation at node i. Suppose Li starts at time t

with tag r. According to the condition at line 15, the termination of Li only

depends on values with tags at most r. Thus, we do not need to consider

the values from Update operations that start after time t + D by Lemma

6.5.18. That is, for the termination of Li, we only need to consider Update

operations that start before time t+D. Now, we prove an important claim.

Claim 6.5.21. There are at most fa exposed values with tag ≤ r in intervals

after time t+ 4D.

Proof of Claim 6.5.21. By Lemma 6.5.19, all values with tags at most r from

Update operations that have completed before t + D must be contained in

Vi[j] for each pair of nonfaulty nodes i and j by time t + 3D, i.e., known by

all nonfaulty nodes. Thus, by definition of the exposed values, we have that

values from Update operations that have completed before time t+D cannot

be exposed values in intervals after time t+3D. Since the values from Update

operations that start after time t+D must have tag greater than r, only values

from Update operations that start before time t+D and have not completed

by time t + D can be exposed values in intervals after time t + 3D. Let U

denote the set of these values. Moreover, by definition, there can at most one

such Update operation per node.
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Consider an arbitrary value v ∈ U and the Update(v) operation. We

show that if Update(v) is from a nonfaulty node, then value v cannot be

an exposed value for intervals after time t + 3D. Consider lines 4 to 6 of

Update(v), since local computation takes negligible time, and line 4 takes at

most 2D time, value v must be sent to all other nodes at line 6 before time

t + 3D. Thus, by time t + 4D, value v must be known by all nodes that

have not crashed at this time, including all the nonfaulty nodes. Therefore, v

cannot be an exposed value in intervals after time t + 4D. Thus, a value in

v ∈ U can be an exposed value for intervals after time t + 4D iff Update(v)

is from a faulty node. This proves the claim.

The above Claim implies that after time t + 4D, if we only consider

values with tag at most r, Lemma 6.4.3, 6.4.4 and 6.4.5 still hold. Thus,

similar to the proof in Lemma 6.4.6, Li takes O(
√
fa · D) time in the worse

case.

The proof of Claim 6.5.21 also explains why we need to put line 6 before

the initial lattice operation at line 7. If we switch the order of line 6 and line

7, then we cannot guarantee that value v is sent to all the other nodes before

time t+ 3D, even though Update(v) starts before time t+D.

Theorem 6.5.22. There exists an implementation of atomic snapshot objects

in message-passing systems such that each Update or Scan operation takes

O(
√
fa ·D) time, where fa is the number of actual faults in the system. Thus,
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each Update or Scan takes constant time when there are no crash failures

and takes amortized constant time if each node has Ω(
√
fa) operations.

6.6 Algorithm for SSO

In this section, we present Algorithm 22 for implementing SSO. In

our SSO algorithm, a Scan operation only needs local computation and an

Update operations takes O(
√
fa · D) time where fa is the number of actual

faulty nodes in an execution. With the same time analysis in Section 6.5,

Update operations complete in amortized constant time.

We use the same framework of AC-ASO for our SSO algorithm. For

brevity, we only present the adaptions in Algorithm 22, and omit all the

helper procedures and message handlers. Note that Update is essentially

identical; however, for SSO, we cannot discard the view returned by the

LatticeRenewal() at line 6 in Algorithm 22, since it will be used in completing

a Scan operation.

Termination: The proof is the same as the proof for the termination of

algorithm ASO. Specifically, Lemma 6.5.2 and Lemma 6.5.3 still hold. The

time complexity analysis of ASO also applies to SSO-Fast-Scan. Thus, each

Update only needs local computation and each Scan operation takes O(
√
k ·

D) time.

Conditions (S1)-(S3): Since SSO-Fast-Scan does not change the Lattice(r)

and the LatticeRenewal(r) procedures, properties associated lattice opera-
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Algorithm 22 SSO-Fast-Scan: Code for node i
Local Variables:

All variables used in AC-ASO
lastV iew .a set of values, view obtained by the latest Update
operation

Derived Variable:
V ≤r ← [V [1]≤r, V [2]≤r, . . . , . . . , V [n]≤r] .vector of views w/ tag ≤ r

When Update(v) is invoked:
1: r ← maxTag
2: ts← 〈r + 1, i〉
3: Send (“value”, 〈v, ts〉) to all
4: Lattice(r) BPhase 0

5: r′ ← max{r + 1,maxTag}

6: lastV iew ← LatticeRenewal(r′)
7: Return ACK

When Scan() is invoked:
8: Return extract(lastV iew)

tions still hold. Specifically, Lemma 6.5.9 and Lemma 6.5.12 still hold. Thus,

condition (S1) is implied by the fact that each Scan operation returns a view

from some good lattice operation and Lemma 6.5.9. The only place that dif-

fers lies on Lemma 6.5.11 since an Update operation does not read from a

quorum of nodes to obtain a tag for its value, instead it simply uses its local

maxTag variable (line 1). However, to show conditions (S2) and (S3), we only

need a simpler version of Lemma 6.5.11 as follows.

Lemma 6.6.1. For any two Update operations Op1 and Op2 by some node

i with views V iew1 and V iew2, respectively. If Op1 → Op2, then V iew1 ⊆

V iew2.

Proof. Let T1 and T2 denote the tag of Op1 and Op2, respectively. Obviously,

T1 < T2. Let V iew denote the view of node i right before Op2 executes
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LatticeRenewal() (line 6). Lemma 6.5.12 implies that V iew≤T2 ⊆ V iew2. To

prove the lemma, we show that V iew1 ⊆ V iew≤T2 . We consider the following

two cases.

• Case 1 : Op1 obtains a direct view.

Consider Op1’s last lattice operation L1. Then L1 is a good lattice op-

eration with tag T1. By definition, V iew1 is also the view of L1. Let t1

denote the time that the equivalence predicate at line 16 of L1 is sat-

isfied. Then, we have V iew1 = Vi[i]
≤T1 at time t1. Let t2 denote the

time right before Op2 executes its LatticeRenewal()) procedure at line

6. Then we have Vi[i]
≤T1 at time t1 is a subset of Vi[i]

≤T1 at time t2 since

t2 > t1. On the other hand, T2 > T1 implies that Vi[i]
≤T1 at time t2 is a

subset of Vi[i]
≤T2 at time t2. Thus, V iew1 ⊆ V iew≤T2 .

• Case 2 : Opi obtains an indirect view.

Then view V iew1 of Op1 is the same as the view of some good lattice

operation L. When L completes, there exists a quorum Q with size

≥ n − f such that V iew1 ⊆ Vj[j] for each j ∈ Q . Consider the phase

0 lattice operation L′ of Op2 at line 4. When L′ completes its writeTag

procedure, it must have received a writeAck message from a quorum of

nodes Q′ with size ≥ n − f . Thus, there exists a node s ∈ Q ∩ Q′ such

that node s has sent all values in the set Vs[s] to node i. Therefore,

V iew1 ⊆ V iew≤T2 .
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We show that Algorithm 22 satisfies the conditions given in Section

6.3.3.

Lemma 6.6.2. Each history of Algorithm SSO-Fast-Scan satisfies conditions

(S1)-(S3).

Proof. • Condition (S1): implied by the fact that each Scan returns a

view of some good lattice operation and Lemma 6.5.9 and 6.5.6.

• Condition (S2): implied by the fact that each Scan returns the view of

the most recent Update operation by the same node.

• Condition (S3): Let sc1 and sc2 be two Scan operation by some node i

such that sc1 → sc2. If there is no Update operation between sc1 and

sc2 on node i, then V iewsc1 = V iewsc2 . Thus, their bases are the same.

Otherwise, suppose sc1 returns the view of Update(1) and sc2 returns

the view of Update(2). Since Update(1) → Update(2), Lemma 6.6.1

implies that V iewsc1 ⊆ V iewsc2 . Hence, Bsc1 ⊆ Bsc2 .

Theorem 6.6.3. There exists an implementation of sequentially consistent

snapshot objects in message-passing systems such that each Update operation

takes O(
√
fa ·D) time and each Scan operations only takes local computation,

where fa is the number of actual faults in the system. Thus, each Update takes

constant time when there are no crash failures and takes amortized constant

time if each node has Ω(
√
fa) operations.
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6.7 Summary

This chapter presents algorithms for implementing linearizable and se-

quentially consistent snapshot objects in asynchronous crash-prone message

passing systems by using an early-stopping lattice agreement algorithm as a

building block. The algorithms presented are not round based, thus their time

complexity depend on the actual maximum message delay D in the network.

In both algorithms, each update and scan operation takes amortized constant

time, except the scan operation in the algorithm for sequentially consistent ob-

jects which takes only local computation. Besides, this chapter also presents

necessary and sufficient conditions for implementing linearizable and sequen-

tially consistent snapshot objects, which might be of independent interest.
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Chapter 7

Conclusion

In this dissertation, we present algorithms for the lattice agreement

problem in distributed systems. We also demonstrate the close relationship

between lattice agreement and linearizable and sequentially consistent snap-

shot objects implementation by presenting algorithms based on lattice agree-

ment. For future work, deriving some lower bound for the round complexity of

lattice agreement would be quite interesting. Our conjecture is that O(log f)

is the best we can have. Besides, application of lattice agreement in building

replicated state machines can be further explored. At last, Rachid Guerraoui

et al. in [119] demonstrates how to use atomic snapshot objects to implement

a cryptocurrency. It is worthwhile and interesting to see how the algorithms

proposed in this paper can be applied to that setting.
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Appendix A

General Transformation in Message Passing

Systems

In this section, we show how to adapt the transformation given by

Attiya et al. in [41] for shared memory systems to work in message passing

systems. The transformation algorithm, TS-ASO, is shown in Algorithm 23

and 24.

In the algorithm, each node p keeps track of a vector Snap of size n,

which is the local view of the shared object, i.e., Snap[q] stores the most recent

value written by node q known by node p. The variable V is a map from tag

number to snapshot. V [r] is the snapshot vector obtained for tag r. Variable r

denotes the tag number of the last lattice agreement instance that node p has

completed. maxTag keeps track of the largest tag ever seen by a node. ts is a

sequence number for values, which is increased by one when a new value needs

to be written. Each value is associated with a timestamp. For any value v,

we use tsv to denote its associated timestamp. If a variable belongs to node i,

we use the subscript i to denote it. For example, maxTagi denotes the value

of variable maxTag at node i.

Scan() operation: a Scan operation invokes at most two lattice oper-
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ations to obtain a view. We call the two for loops as its two phases. At each

phase, it first decides which lattice agreement instance to run by reading the

largest tag from at least n−f nodes at line 2. Then, it writes the tag obtained

to at least n − f nodes at line 4. At line 5, it reads the local state from at

least n − f nodes and the join of all states received will be used as input for

its lattice agreement. At line 6, it writes the join of all states read at line 5 to

at least n− f nodes. Then, it invokes the lattice agreement instance with the

tag obtained at line 2 and the vector obtained at line 5 as input parameters.

After completion of the lattice agreement, if it does not observe a higher tag

number, then it directly returns the view obtained from its lattice agreement

invocation. If it does not return a view after lattice agreement invocation, it

borrows a view from some other node, which is guaranteed to exist.

Update(v) operation: To write value v, node p increases tsp by one

and assign it to be the timestamp of v. It writes value v with its timestamp

to at least n − f nodes. Then, it executes a Scan operation. The view

returned by the Scan operation is not used. The Scan operation acts as a

synchronization point.

A.0.1 Proof of Correctness

In this section, we show that atomic object implementation is lineariz-

able by explicitly constructing a linearization of all update and scan operations.

We can first obtain the following lemma regarding to the views returned by

all operations. We say a view returned by an operation is a direct view if
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Algorithm 23 TS-ASO: code for node p.
Local Variables:

Snap .vector of size n, local view of the shared object.

V .snapshots obtained. V [r] is the snapshot obtained for tag r
r .tag number for lattice agreement

maxTag .Integer, largest tag ever seen

ts .timestamp for value

Procedure Scan():
1: for phase := 1 to 2 do
2: readTag()
3: r ← max(maxTag, r + 1)
4: writeTag(r)
5: input← readState()
6: writeState(input)
7: output := LA(r, input)
8: readTag()
9: if maxTag ≤ r then

10: V [r] := output
11: writeV iew(output, r)
12: return V [r]
13: else if phase = 2 then
14: wait until V [r] 6= ∅
15: return V [r]
16: end if
17: end for

Procedure Update(v):
18: ts← ts + 1
19: writeV alue(〈v, ts〉)
20: return Scan()

Procedure readTag():
21: Send (“readTag”) to all
22: Wait until receiving
≥ n− f (“readTagAck”, ∗) msgs

23: maxTag ← largest tag received

Procedure writeTag(tag):
24: Send (“writeTag”, tag) to all
25: Wait until receiving

≥ n− f (“writeTagAck”, tag) msgs

Procedure writeValue(〈v, ts〉):
26: Send (“value”, 〈v, ts〉) to all
27: Wait until receiving

≥ n− f (“valueAck”) msgs

Procedure readState():
28: Send (“readState”) to all
29: Wait until receiving

≥ n−f (“readStateAck”, ∗) msgs
30: Let Sj denote the state vector received

from j

31: return
n⊔
j=1

Sj

Procedure writeState(S):
32: Send (“writeState”, S) to all
33: Wait until receiving

≥ n− f (“writeStateAck”) msgs

Procedure writeView(view, r):
34: Send (“writeV iew”, view, r) to all
35: Wait until receiving

≥ n− f (“viewAck”) msgs
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Algorithm 24 Event Handlers: code for node p.

/* All event handlers execute atomically */
Upon receiving (“value”, 〈u, ts〉) from q:

1: Snap[q]← max(Snap[q], 〈u, ts〉)

Upon receiving (“writeTag”, tag) from q:
2: maxTag ← max(maxTag, tag)
3: Send (“writeTagAck”, tag) to q

Upon receiving (“readTag”) from q:
4: Send (“readTagAck”,maxTag) to q

Upon receiving (“readState”) from q:
5: Send (“readStateAck”, Snap) to q

Upon receiving (“writeState”, S) from q:
6: Snap← Sanp t S
7: Send (“writeStateAck”) to q

Upon receiving (“writeV iew”, U, r) from q:
8: V [r]← V [r] t U
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this view is returned in the first phase of the scan procedure. Otherwise, we

call this view as an indirect view. We can readily see that a direct view of pi

is obtained from an execution of lattice agreement of pi. An indirect view of

node i is direct view of some other node j. We call an invocation of a lattice

agreement with tag r as a lattice operation with tag r.

Lemma A.0.1. Consider a lattice operation op by node p with tag r, suppose

op returns Vop at time t. Then, for each j, there exists a set of nodes Qj with

size at least n− f such that Vop[j] ≤ Snapi[j] for each i ∈ Qj at time t.

Proof. Let P denote the set of nodes which invokes the lattice operation op

before or at time t. By Upward-Validity, we have that Vop[j] = inputp[j] for

some node p ∈ P . By line 6, there exists a set of nodes Qj with size at

least n − f such that inputp ≤ Snapq for each i ∈ Qj. Therefore, Vop[j] =

inputp[j] ≤ Snapi[j] for any i ∈ Qj.

Lemma A.0.2. If two operations return viewi and viewj, then viewi and

viewj are comparable.

Proof. We only need to show that viewi and viewj are comparable if they are

direct views. Let opi and opj denote the two operations that return viewi and

viewj, respectively. We have the following cases.

Case 1. viewi and viewj are obtained from the same lattice operation.

By comparability of lattice agreement, viewi and viewj are comparable.
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Case 2. viewi are obtained from lattice operation with tag ri and viewj

is obtained from lattice operation with round rj. Assume that rj > ri, w.l.o.g.

Assume that opi obtains viewi in first phase. The case that opi returns viewi

in second phase is symmetric. Then, in line opi finds no nodes with tag

number greater than ri. Therefore, opi obtains viewi before opj completes

line 4. Then, when opj starts to read states of at least n − f nodes at line

5, it must be able to read viewi[j] for each j, by Lemma A.0.1 and quorum

intersection. Thus, viewi is less that or equal to the input of opj for the lattice

operation with tag rj. By Downward-Validity of lattice agreement, we have

viewi ≤ viewj.

Now, we associate an view with the beginning of an operation. For

operation op, the view associated with the beginning of op is view view′ such

that view′[j] is the largest value written by pj which is contained in the local

state of at least n− f nodes.

Lemma A.0.3. Assume operation op returns view and let view′ denote the

view associated with the beginning of op, then view′ ≤ view.

Proof. Consider the following two cases.

Case 1. op return view directly from lattice operation with tag r.

W.l.o.g, assume that op returns view in the first phase. The case where

op returns view in the second phase is symmetric. Let input denote the

input of op for the lattice operation with tag r at line 7. By definition of

view′, when op executes line 5, it must be able to read all values in view′.
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Since nodes write increasing values to the snapshot object, view′ ≤ input.

By Downward-Validity of lattice agreement, we have input ≤ view. Thus,

view′ ≤ view.

Case 2. op returns view indirectly. Then, op must continue to phase 2.

Let r1 and r2 denote the tag number op obtains at line 3 of phase 1 and phase

2, respectively. We have r1 < r2. Consider the second phase, the condition

at line 9 is satisfied and op borrows a view of some other nodes for tag r2.

view must be a direct view of some operation op′ for tag r2. W.l.o.g, assume

that op′ returns view in the first phase. The case where op′ returns view in

the second phase is symmetric. Since r1 < r2, op
′ must start line 5 after

op starts. Otherwise, op would obtain tag number r2 instead of r1 for its first

phase. By the definition of the view associated with an operation, op′ must

be able to read all values in view′ at line 5. Downward-Validity of lattice

agreement implies that view′ ≤ view.

Lemma A.0.4. Consider two operations opi and opj that return viewi and

viewj, respectively. If opi → opj, then viewi ≤ viewj.

Proof. Let view be the view associated with the beginning of opj. By Lemma

A.0.3, view ≤ viewj. Since opi obtains viewi before the beginning of opj,

Lemma A.0.1 implies that viewi ≤ view. Thus, viewi ≤ viewj.

Lemma A.0.5. Let up be an Update operation by node p that writes value

v, and returns viewp. Then, 〈v, tsv〉 ≤ viewp[p].
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Proof. Let view be the view associated with the beginning of the Scan oper-

ation embedded in up. Since up writes 〈v, tsv〉 to at least n− f nodes before

its embedded Scan operation, then 〈v, ts〉 ≤ view[p]. By Lemma A.0.3, we

have view ≤ viewp. Thus, 〈v, tsv〉 ≤ viewp[p].

The linearization sequence of the scan and update operations is con-

structed in the same way as the one given in [41]. First, we construct a

sequence σ′ which only includes all scan operations. The sequence also in-

cludes the scan operations embedded in the update operations. The scan

operations are ordered in σ′ according to the order of the views returned by

them. Specifically, for any two scan operations sci and scj that return viewi

and viewj, respectively, if viewi < viewj, then sci appears before scj in σ′. If

viewi = viewj and sci → scj, then sci appears before scj in σ′. Otherwise, sci

and scj are ordered arbitrarily.

Now we create a linearization sequence σ from σ′ by inserting all update

operations into σ′. Consider an operation opi that writes value v. We insert

op after all scan operations that return a value strictly smaller than v and

before all scan operations that return a value greater than or equal to v. That

is, op is inserted just before the first scan operation that returns a view which

contains v. For any two operations op1 and op2 that fit between the same pair

of scan operations. If op1 → op2, then we put op1 before op2 in sequence σ.

Otherwise, op1 and op2 are ordered arbitrarily.

As long as we have the above lemmas, the proof which shows that σ is
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a linearization is the same as the proof in [41].

Theorem A.0.6. There exists an atomic snapshot object implementation in

asynchronous crash-prone message passing systems, which requires O(log n)

message delays per update or scan operation, where f < n
2

is the maximum

number of crash failures in the system.

Proof. The paper [216] presents an O(log f) rounds algorithm for the lattice

agreement problem in asynchronous crash-prone message passing systems. Di-

rectly plugging in their algorithm into our transformation result inO(n) rounds

complexity for update and scan operations, since their algorithm requires all

nodes to start around the same time. Their algorithm can be simply modified

to run in O(log n) rounds even if nodes start at different times.
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Appendix B

Linearizable Update-Query State Machines

In this section, we show how to implement a linearizable update-query

state machine using our ASO algorithm. A update-query state machine only

supports two types of operations: update and query. It does not support

update and query mixed operations. It also assume that all updates are com-

mutable, so the order of updates does not matter. Many data structures such

as sets, sequences, certain types of key-value tables, and graphs [194] can be

designed with commuting updates.

The implementation, shown in Algorithm 25, is almost same as the

atomic snapshot implementation in Algorithm 20, except that we let the

Scan operation return its view, i.e., the set obtained at line 12. The view

is a set of update commands from clients. Each element in the vector Vp

is a command. For an update command up from a client, node p invokes

Update(up). When receiving a query command from a client, node p in-

vokes the modified Scan () to return a set of commands and then apply these

commands and return responses accordingly.

The following theorem implies that each command takes O(D) time if

there is no crash fault. O(1) message size overhead means that if we assume
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Algorithm 25 Linearizable UQ State Machines

Upon receiving update cmd:
1: Update(cmd)
2: Respond OK to client

Upon receiving query:
3: view := Scan ()
4: reply := Apply(view)
5: Respond reply to client

that the size of each command is O(1), then each message in the implementa-

tion has size O(1).

Theorem B.0.1. There exists an implementation of linearizable update/query

state machines such that each command takes O(
√
fa ·D) time and O(1) mes-

sage size overhead, where fa is the actual number of crash failures in the sys-

tem.
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Proceedings of the 26th Annual ACM Symposium on Principles of Dis-

tributed Computing, pages 119–128, 2007.

[122] Indranil Gupta, Tushar Deepak Chandra, and Germán S. Goldszmidt.

On scalable and efficient distributed failure detectors. In Proceedings

of the Twentieth Annual ACM Symposium on Principles of Distributed

Computing, PODC 2001, Newport, Rhode Island, USA, August 26-29,

2001, pages 170–179, 2001.

[123] Maurice Herlihy. Wait-free synchronization. ACM Trans. Program.

Lang. Syst., 13(1):124–149, 1991.

224



[124] Maurice Herlihy. A methodology for implementing highly concurrent

objects. ACM Trans. Program. Lang. Syst., 15(5):745–770, 1993.

[125] Maurice Herlihy, Dmitry Kozlov, and Sergio Rajsbaum. Distributed

computing through combinatorial topology. Newnes, 2013.

[126] Maurice Herlihy, Sergio Rajsbaum, and Mark R Tuttle. Unifying syn-

chronous and asynchronous message-passing models. In Proceedings

of the seventeenth annual ACM symposium on Principles of distributed

computing, pages 133–142, 1998.

[127] Maurice Herlihy and Mark R. Tuttle. Lower bounds for wait-free compu-

tation in message-passing systems. In Proceedings of the Ninth Annual

ACM Symposium on Principles of Distributed Computing, Quebec City,

Quebec, Canada, August 22-24, 1990, pages 347–362, 1990.

[128] Maurice P Herlihy and Jeannette M Wing. Linearizability: A correct-

ness condition for concurrent objects. ACM Transactions on Program-

ming Languages and Systems (TOPLAS), 12(3):463–492, 1990.

[129] Maurice P. Herlihy and Jeannette M. Wing. Linearizability: A correct-

ness condition for concurrent objects. ACM Transactions on Program-

ming Languages and Systems, 12(3):463–492, July 1990.

[130] Maurice P. Herlihy and Jeannette M. Wing. Linearizability: A correct-

ness condition for concurrent objects. Trans. on Prog. Lang. Sys.,

12(3):463–492, July 1990.

225



[131] Martin Hutle. An efficient failure detector for sparsely connected net-

works. In Proceedings of the IASTED International Conference on

Parallel and Distributed Computing and Networks, Innsbruck, Austria,

February 17-19, 2004, pages 369–374, 2004.

[132] Martin Hutle. An efficient failure detector for sparsely connected net-

works. In Proceedings of the IASTED International Conference on

Parallel and Distributed Computing and Networks, Innsbruck, Austria,

February 17-19, 2004, pages 369–374, 2004.

[133] Damien Imbs and Michel Raynal. Trading off t-resilience for efficiency in

asynchronous byzantine reliable broadcast. Parallel Processing Letters,

26(04):1650017, 2016.

[134] Michiko Inoue, Toshimitsu Masuzawa, Wei Chen, and Nobuki Tokura.

Linear-time snapshot using multi-writer multi-reader registers. In Inter-

national Workshop on Distributed Algorithms, pages 130–140. Springer,

1994.
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able state machine replication of state-based crdts without logs. arXiv

preprint arXiv:1905.08733, 2019.

[198] João Sousa, Alysson Bessani, and Marko Vukolic. A byzantine fault-

tolerant ordering service for the hyperledger fabric blockchain platform.

In 48th Annual IEEE/IFIP International Conference on Dependable Sys-

tems and Networks, DSN 2018, Luxembourg City, Luxembourg, June

25-28, 2018, pages 51–58, 2018.

[199] Alexander Spiegelman and Idit Keidar. On liveness of dynamic storage.

CoRR, abs/1507.07086, July 2015.

[200] TK Srikanth and Sam Toueg. Simulating authenticated broadcasts to

derive simple fault-tolerant algorithms. Distributed Computing, 2(2):80–

94, 1987.

236



[201] N V Stenning. A data transfer protocol. Computer Networks (1976),

1(2):99 – 110, 1976.

[202] Andrew S. Tanenbaum. Computer networks, 4th Edition. Prentice

Hall, 2002.

[203] Andrew S Tanenbaum and Maarten Van Steen. Distributed systems:

principles and paradigms. Prentice-Hall, 2007.

[204] Gadi Taubenfeld. Synchronization algorithms and concurrent program-

ming. Pearson Education, 2006.

[205] Gene Tsudik. Message authentication with one-way hash functions.

Computer Communication Review, 22(5):29–38, 1992.

[206] Gene Tsudik. Message authentication with one-way hash functions.

SIGCOMM Comput. Commun. Rev., 22(5):29–38, October 1992.

[207] Robbert van Renesse, Yaron Minsky, and Mark Hayden. A gossip-

style failure detection service. In Proceedings of the IFIP International

Conference on Distributed Systems Platforms and Open Distributed Pro-

cessing, Middleware ’98, pages 55–70, London, UK, UK, 1998. Springer-

Verlag.

[208] Robbert van Renesse, Yaron Minsky, and Mark Hayden. A gossip-

style failure detection service. In Nigel Davies, Seitz Jochen, and Kerry

Raymond, editors, Middleware’98, pages 55–70, London, 1998. Springer

London.

237



[209] Marko Vukolic. Quorum Systems: With Applications to Storage and

Consensus. Synthesis Lectures on Distributed Computing Theory. Mor-

gan & Claypool Publishers, 2012.

[210] Marko Vukolic. The quest for scalable blockchain fabric: Proof-of-work

vs. BFT replication. In Open Problems in Network Security - IFIP

WG 11.4 International Workshop, iNetSec 2015, Zurich, Switzerland,

October 29, 2015, Revised Selected Papers, pages 112–125, 2015.

[211] Da-Wei Wang and Lenore D. Zuck. Tight bounds for the sequence trans-

mission problem. In Proceedings of the Eighth Annual ACM Symposium

on Principles of Distributed Computing, Edmonton, Alberta, Canada,

August 14-16, 1989, pages 73–83, 1989.

[212] Shinae Woo, Justine Sherry, Sangjin Han, Sue Moon, Sylvia Ratnasamy,

and Scott Shenker. Elastic scaling of stateful network functions. In 15th

USENIX Symposium on Networked Systems Design and Implementation

(NSDI 18), pages 299–312, Renton, WA, April 2018. USENIX Associa-

tion.

[213] Xiong Zheng and Vijay K. Garg. Byzantine lattice agreement in asyn-

chronous systems. In Quentin Bramas, Rotem Oshman, and Paolo

Romano, editors, 24th International Conference on Principles of Dis-

tributed Systems, OPODIS 2020, December 14-16, 2020, Strasbourg,

France (Virtual Conference), volume 184 of LIPIcs, pages 4:1–4:16. Schloss

Dagstuhl - Leibniz-Zentrum für Informatik, 2020.

238



[214] Xiong Zheng and Vijay K. Garg. Byzantine lattice agreement in syn-

chronous message passing systems. In Hagit Attiya, editor, 34th Inter-

national Symposium on Distributed Computing, DISC 2020, October 12-

16, 2020, Virtual Conference, volume 179 of LIPIcs, pages 32:1–32:16.

Schloss Dagstuhl - Leibniz-Zentrum für Informatik, 2020.

[215] Xiong Zheng and Vijay K. Garg. Byzantine lattice agreement in syn-

chronous message passing systems. In Hagit Attiya, editor, 34th Inter-

national Symposium on Distributed Computing, DISC 2020, October 12-

16, 2020, Virtual Conference, volume 179 of LIPIcs, pages 32:1–32:16.

Schloss Dagstuhl - Leibniz-Zentrum für Informatik, 2020.

[216] Xiong Zheng, Vijay K. Garg, and John Kaippallimalil. Linearizable

replicated state machines with lattice agreement. In 23rd International

Conference on Principles of Distributed Systems, OPODIS 2019, Decem-

ber 17-19, 2019, Neuchâtel, Switzerland, volume 153 of LIPIcs, pages

29:1–29:16, 2019.

[217] Xiong Zheng, Changyong Hu, and Vijay K Garg. Lattice agreement in

message passing systems. In 32nd International Symposium on Dis-

tributed Computing (DISC 2018). Schloss Dagstuhl-Leibniz-Zentrum

fuer Informatik, 2018.

239



Index

Appendix

Lerma’s Appendix, 195

Bibliography, 239

Introduction, 1

240


	List of Tables
	List of Figures
	Chapter 1. Introduction
	System Model
	Contributions
	The Lattice Agreement Problem
	The Byzantine Lattice Agreement
	Linearizable and Sequentially Consistent Snapshot Objects

	Chapter 2. Lattice Agreement in Synchronous Systems
	Introduction
	Related Work
	Lattice Agreement with Known Height
	The Synchronous Classifier Procedure
	Algorithm LA-Alpha

	Lattice Agreement with Unknown Height
	Algorithm LA-Beta
	Algorithm LA-Gamma

	Summary


	Chapter 3. Lattice Agreement in Asynchronous Systems
	Introduction
	Related Work
	Algorithm ALA-Alpha
	Algorithm ALA-Beta
	The Asynchronous Classifier Procedure
	The Main Algorithm
	Proof of Correctness

	Summary

	Chapter 4. Byzantine Lattice Agreement in Synchronous Systems
	Introduction
	Related Work
	An Early-Stopping Algorithm
	The Modified Gradecast Algorithm
	The Main Algorithm
	Correctness and Complexity

	O(logn) Rounds Algorithm for the BLA problem
	The SetGradecast Algorithm
	The Main Algorithm
	Correctness and Complexity

	O(logf) Algorithm for the BLA Problem
	Summary

	Chapter 5. Byzantine Lattice Agreement in Asynchronous Systems
	Introduction
	Related Work
	Algorithm without Digital Signatures
	The Byzantine Tolerant Classifier
	The Classifier Procedure
	Proof of Correctness

	Summary

	Chapter 6. Application in Atomic Snapshot Objects
	Introduction
	Related Work
	The Snapshot Object

	Necessary and Sufficient Conditions for ASO and SSO
	Useful Definition and Lemmas
	Necessary and Sufficient Conditions for ASO
	Necessary and Sufficient Conditions for SSO

	An Early Stopping Algorithm for Lattice Agreement in Asynchronous Systems
	Main Technique: Equivalence Quorum
	Algorithm ELA

	Algorithms for ASO
	General Transformation from Lattice Agreement to ASO
	Algorithm with Constant Amortized Round Complexity
	Proof of Correctness
	Time Complexity

	Algorithm for SSO
	Summary

	Chapter 7. Conclusion
	Appendices
	Appendix A. General Transformation in Message Passing Systems
	Proof of Correctness
	Appendix B. Linearizable Update-Query State Machines
	Bibliography
	Index



