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Abstract 

 

The crossroads of working memory, attention, and perception: How 

distraction impacts short-term memories 

 

Remington Ray Mallett, PhD 

The University of Texas at Austin, 2021 

 

Supervisor:  Jarrod A. Lewis-Peacock 

 

Everyday experience consists of a constant tradeoff between perceiving external 

information while retaining internal information in memory. These two sources of 

information – internal and external – are used simultaneously to guide complex and goal-

directed behavior. How do these two contrasting sources interact? This dissertation 

specifically addresses how the internal maintenance of information (i.e., memory) is able 

to function efficiently despite the processing of incoming information (i.e., perception). 

The following studies focus on (1) how working memory prioritization impacts the 

influence of memory on distracting perceptual processes, (2) how working memory 

prioritization impacts the influence of distraction on neural memory representations, (3) 

how incoming perception alters internal memory representations, and (4) how overloading 

perceptual processing impacts memory retention. Collectively, these works speak to the 

various consequences of distraction on working memory. By focusing on both the 

behavioral and neural consequences of distraction, this dissertation aims to contribute to a 

more comprehensive understanding of how the brain handles complex internal cognitive 

tasks amidst a dynamic external environment. 
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INTRODUCTION 

Everyday experience consists of a constant tradeoff between perceiving external 

information while retaining internal information in memory. These two sources of 

information – internal and external – are used simultaneously to guide complex and goal-

directed behavior. How do these two contrasting sources interact? Here, I will specifically 

address how the internal maintenance of information (i.e., memory) is able to function 

efficiently despite the processing of incoming information (i.e., perception). 

Working memory is defined as the short-term maintenance and manipulation of 

information (Cowan, 2017). Prominent models of working memory follow the sensory-

recruitment hypothesis, which states that the brain uses perceptual systems to retain 

working memory representations (D’Esposito & Postle, 2015). While this model has 

overwhelming empirical support, it raises the question of how we are able to successfully 

remember recent information while simultaneously (and successfully) perceiving novel 

information (Xu, 2017). One important consideration is that we can retain multiple 

memories simultaneously, and that how we allocate priority among those memories 

influences the way the brain represents them (LaRocque et al., 2014). When we prioritize 

a memory item, there are neural and behavioral consequences to both the prioritized and 

de-prioritized memory items. Previous work has demonstrated that focusing internal 

attention on a single memory representation (i.e., prioritizing it) benefits behavioral 

performance and ensures that the brain implements a persistent neural firing mechanism 

for maintenance (Sreenivasan & D’Esposito, 2019). Importantly, it has yet to be explored 

how these manipulations of prioritization amongst working memory items impacts the way 

they interact with perception. The following studies focus on (1) how working memory 

prioritization impacts the influence of memory on distracting perceptual processes, (2) how 
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working memory prioritization impacts the influence of distraction on neural memory 

representations, (3) how incoming perception alters internal memory representations, and 

(4) how overloading perceptual processing impacts memory retention. 

The first study investigated how attentional prioritization in working memory 

impacts automatic perceptual processes (Mallett & Lewis-Peacock, 2018). When a single 

item is retained in working memory, it automatically biases perceptual processing towards 

matching stimuli in the environment. We had participants remember multiple colors over 

a short delay period while they simultaneously performed a perceptual color task. As our 

main manipulation, we cued participants to prioritize a subset of the memory items (by 

informing them of probe likelihood) while they performed the perceptual task. We found 

that only the prioritized memory item biased perceptual processing, while the other 

memories that were retained but de-prioritized did not influence perception. These results 

suggest that memory prioritization plays an important role in how we perceive the world. 

The second study tested how these same memory prioritization manipulations 

change the way distraction impacts the brain’s memory representations (Mallett & Lewis-

Peacock, 2019). Participants were asked to remember two images and then a cue informed 

them which of the two memories to prioritize during the delay period. Then, during the 

delay period, participants performed a demanding change-detection task before answering 

the original memory probe. Our analysis focused on the recovery of both high- and low-

priority memories after the change-detection “distraction task.” Using multivariate pattern 

analysis to track the neural representations of each memory over the course of a trial, we 

found that both high- and low-priority memories were disrupted during distraction and then 

recovered afterwards. However, we found that memories that were prioritized during 

distraction showed less representational recovery, suggesting that the benefits of memory 
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prioritization from previous literature might also impart additional costs such as increased 

susceptibility to distraction. 

The third study focused on how distraction can systematically bias memories 

towards or away from distracting information (Mallett et al., 2020). Previous research has 

reliably shown that when participants hold a low-level feature in working memory (e.g., 

an orientation or color), if they perceive a similar feature during the maintenance period it 

biases the neural representation and behavioral response towards the distracting feature 

(Lorenc et al., 2018). To test whether these effects are specific to low-level features or a 

general characteristic of working memory, we investigated this effect in complex stimuli. 

We had participants remember a single face, and then presented them with a distracting 

face (that differed slightly in age and gender) during the maintenance period. As predicted, 

we found that memory responses were biased towards the direction of the distractor. These 

results suggest that biases occur in working memory at both high- and low-level 

representations, and we can extrapolate that a similar neural mechanism is involved in the 

maintenance of faces as low-level features. 

The fourth study investigated how overloading perceptual input during the 

encoding of memory items can negatively impact retention (Mallett & Lewis-Peacock, in 

prep). Recent models of working memory propose that under increased memory loads there 

are increased feature-location binding errors, where a memory feature is remembered 

correctly but bound to the wrong location (Ma et al., 2014; Schneegans & Bays, 2019). 

The evidence for these so-called “swap errors” come from modeling of behavioral results, 

and it is unclear whether the brain contains the mis-remembered location information 

during swap errors. To test these ideas using neuroimaging, we applied another 

multivariate analysis method – inverted encoding models (Brouwer & Heeger, 2009; 

Sprague et al., 2015) – to test if participants retained neural information of the incorrect 
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memory target on swap error trials. Participants encoded six colored discs and were probed 

on their memory for one of the items after a lengthy delay period. We found that when 

participants responded accurately, there was delay-period information in early visual 

regions of the cued memory location. Importantly, we found no information of the cued 

location on trials that were labeled as swap errors by behavioral modeling, but instead 

found information in early visual cortex and parietal areas representing a mis-remembered 

target location. These results are consistent with models of working memory that propose 

feature-location binding errors occur under high memory load conditions (Schneegans & 

Bays, 2017a). 

Collectively, these works speak to the various consequences of distraction on 

working memory. By focusing on both the behavioral and neural consequences of 

distraction, we hope to contribute to a more comprehensive understanding of how the brain 

handles complex internal cognitive tasks amidst a dynamic external environment. 
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Chapter 1:  Behavioral decoding of working memory items inside and 
outside the focus of attention1 

 

ABSTRACT 

How we attend to our thoughts affects how we attend to our environment. Holding 

information in working memory can automatically bias visual attention toward matching 

information. By observing attentional biases on reaction times to visual search during a 

memory delay, it is possible to reconstruct the source of that bias using machine learning 

techniques and thereby behaviorally decode the content of working memory. Can this be 

done when more than one item is held in working memory? There is some evidence that 

multiple items can simultaneously bias attention, but the effects have been inconsistent. 

One explanation may be that items are stored in different states depending on the current 

task demands. Recent models propose functionally distinct states of representation for 

items inside versus outside the focus of attention. Here, we use behavioral decoding to 

evaluate whether multiple memory items – including temporarily irrelevant items outside 

the focus of attention – exert biases on visual attention. Only the single item in the focus 

of attention was decodable. The other item showed a brief attentional bias that dissipated 

until it returned to the focus of attention. These results support the idea of dynamic, flexible 

states of working memory across time and priority. 

 

                                                
1 Published in Annals of New York Academy of Sciences, doi: 10.1111/nyas.13647 
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INTRODUCTION 

What is on our mind influences what we attend to in our environment. Evidence for 

this comes from findings in which external attention is automatically biased toward 

information matching the contents of working memory. People are slower to respond on a 

visual search task when an item matching an item held in working memory is presented as 

a distractor (attentional capture; (Soto et al., 2008)). A broad range of mental states and 

processes can bias our attention, including visual working memory (Downing, 2000; Soto 

et al., 2005), verbal working memory (Kawashima & Matsumoto, 2017; Mannan et al., 

2010; Soto et al., 2012; Soto & Humphreys, 2007), long-term memory (Fan & Turk-

Browne, 2016; Rosen et al., 2014; Summerfield et al., 2006; Woodman & Chun, 2006), 

associative knowledge (Moores et al., 2003; Sun et al., 2015), implicit memory (Johnson 

et al., 2007), and reward (Anderson et al., 2011). Studies have found converging evidence 

for attentional capture when the working memory load is held to a single item (although 

see (Carlisle & Woodman, 2011; Woodman & Luck, 2007)), which has spurred important 

discussions about the overlap of working memory and attention (Awh & Jonides, 2001; 

Chun et al., 2011; Gazzaley & Nobre, 2012; Kiyonaga & Egner, 2013). 

Previous models of visual working memory (Olivers et al., 2011) have been built 

around experiments suggesting that only a single representation is capable of biasing 

attention (Downing & Dodds, 2004; Houtkamp & Roelfsema, 2006; van Loon et al., 2017; 

van Moorselaar et al., 2014). These findings have recently been challenged by studies 

reporting attentional capture from multiple working memory items (Bahle et al., 2017; 

Beck et al., 2012; Beck & Hollingworth, 2017; Chen & Du, 2017; Hollingworth & Beck, 

2016). However, there is no clear consensus on this issue. Notably, these studies vary in 

their experimental procedures and definitions of what constitutes “multiple items” in 

working memory. Some use a single memory item and a search target that varies by trial 
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(Downing & Dodds, 2004; Houtkamp & Roelfsema, 2006) and is therefore considered to 

be in working memory (Grubert et al., 2016; Wolfe, 1994). Others use the same logic with 

equal-priority search targets (Beck et al., 2012; Beck & Hollingworth, 2017), while still 

others use two working memory items of equal priority (Chen & Du, 2017; Hollingworth 

& Beck, 2016; van Moorselaar et al., 2014). 

While much theoretical debate is devoted to working memory capacity limitations 

(Cowan, 2010; Ma et al., 2014; Oberauer et al., 2016), there is also emphasis on dynamic 

representational states within working memory that are differentiated not only by capacity 

limits but also by priority and goal relevance (Cowan, 1988; McElree, 1998; Nee & 

Jonides, 2013; Oberauer, 2002; M. G. Stokes, 2015). Indeed, neuroimaging work suggests 

that high-priority, task-relevant working memory representations are maintained via 

sustained internal attention with persistent neural firing, while lower priority 

representations are maintained via alternative storage mechanisms (e.g., possibly synaptic 

weight changes; (Barak & Tsodyks, 2014; Mongillo et al., 2008)). To date, there have been 

few instances (Greene et al., 2015; van Moorselaar et al., 2014) of investigating attentional 

bias effects across these different states of working memory representations. (van 

Moorselaar et al., 2014) found that memory for two items did not bias visual search as did 

memory for one item; however, if one of those two items was prioritized with a cue after 

encoding, only that item once again affected visual search. (Greene et al., 2015) 

manipulated item priority with an n-back task and concluded that the lower priority 

representation (the 1-back item) did not show attentional capture, while the higher priority 

item (2-back) did. 

Recently, (Dowd et al., 2015, 2017) devised an approach to leverage sustained 

attentional capture effects in order to successfully decode the contents of working memory 

during a memory delay. The authors developed a method of “behavioral decoding” that 
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aggregates small attentional biases in responses times (RTs) across a series of 12 visual 

search trials and uses machine learning to predict the identity of the working memory item 

responsible for the observed pattern of RTs. Here, we extend this approach to investigate 

whether items outside the focus of attention in working memory could be decoded from 

the pattern of attentional biases during visual search. Our task used retro-cues (Souza & 

Oberauer, 2016) to manipulate the priority of items such that they are either inside the focus 

(cued as relevant for the upcoming memory test) or outside the focus (cued as irrelevant 

for the first test, but potentially relevant for a second test) of attention (Oberauer, 2002; 

van Moorselaar, Olivers, et al., 2015). Indeed, neuroimaging work has used this paradigm 

to emphasize the degree to which these representations are differentiable (LaRocque et al., 

2013; Lewis-Peacock et al., 2012, 2015; Sprague et al., 2016) and also observed that lower 

priority representations are latent but still have different response properties than 

permanently irrelevant items (Rose et al., 2016; Wolff et al., 2015, 2017). 

In experiment 1, we replicated the findings of (Dowd et al., 2017) using a smaller 

sample of in-laboratory participants (N = 16 in laboratory versus N = 100 online). In 

experiment 2, we extended this procedure to include multiple memory items with a double 

retro-cue manipulation, and we investigated the existence of attentional capture from items 

that are inside versus outside the focus of attention. We used the patterns of RTs during 

two sets of visual searches from the first and second memory delays of each trial to decode 

the identities of the two memory items, and we also explored the time course of attentional 

capture across each delay period. Our data show that a single item in the focus of attention 

can bias visual attention toward matching perceptual items for quite a while (at least 24 s), 

whereas a memory item that is cued as (temporarily) task irrelevant shows only brief 

attentional capture effects (up to ∼ 3 s) while it is being removed to a lower priority state 

outside the focus of attention. At this point, it becomes behaviorally silent (i.e., it no longer 
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systematically biases visual attention so as to be behaviorally decodable), unless it is cued 

as task relevant and re-enters the focus of attention, shortly after. 

 

EXPERIMENT 1 

The purpose of experiment 1 was to replicate the recent findings of (Dowd et al., 

2017), which demonstrated the ability to decode the contents of working memory from 

attentional biases on RTs across multiple visual search trials during a memory delay. 

Successful behavioral decoding of a working memory item indicates that it was 

systematically biasing visual attention. While their study used a large online participant 

sample from an Amazon Mechanical Turk population (N = 100), we sought to replicate 

their results with a smaller laboratory sample. 

 

Materials and methods 

Participants 

Sixteen participants between the ages of 18 and 21 (five males) were recruited from 

the undergraduate student body of the University of Texas (UT) at Austin using the SONA 

system provided by the Department of Psychology. Participants were compensated with 

course credit for their participation in the 60-min experiment. Written informed consent 

was obtained in a manner approved by the UT Austin Institutional Review Board. 

Participants with overall memory accuracy below 2 SD of the mean were excluded (n = 1). 

No participants fell below 2 SD of the mean of visual search accuracy, and so no additional 

exclusions were made. All analyses were conducted on the remaining participants (N = 15). 
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Stimuli and procedure 

Experiment 1 replicated the dual-task procedure from (Dowd et al., 2015, 2017) 

(Fig. 1A). Participants performed a simple memory recognition task including four colors. 

Each color was presented as the memory target 20 times, shuffled across all blocks. 

Embedded within the delay period of each memory trial was a series of 12 visual search 

probes, where participants were asked to choose the direction (left or right) of a tilted line. 

Each search display consisted of one of 12 two-color combinations. This allowed, in every 

search set, for each of the four colors to surround the search target (three valid trials), to 

surround the distractor (three invalid trials), and to be absent from the search display (six 

neutral trials). The same combination of search displays was presented on each trial in 

randomized order, with the location (top/bottom) and tilt direction (left/right) of the target 

also randomized such that three targets appeared in each of the four combinations of 

top/bottom and left/right. Importantly, this randomization allowed for an equal amount of 

search targets presented within each of the four colors. 

 

 

Chapter 1, Figure 1: Task procedures. 
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(A) Experiment 1 was a replication of an experiment performed by Dowd et al.46 that 
required participants to hold a single item in working memory while performing an 
intervening sequence of 12 visual search trials. (B) Experiment 2 extended this paradigm 
to include two memory delays with retro-cues selecting which of two memory items 
would be tested after the delay (cue 1: a vertical line either left or right of center, which 
selected the item that had appeared on that side; cue 2: “STAY” or “SWITCH”). During 
each delay period, participants performed a randomized sequence of 12 visual search 
trials (identical to procedure in experiment 1). 

Participants practiced on one block of four memory trials before performing 10 

blocks of eight trials in the experiment. For each memory trial, a central fixation cross was 

presented for 500 ms, followed by central presentation of the memory target for 1000 ms, 

with text above the target saying “Remember this color!” After a 1000-ms delay, the search 

task was presented, followed by another 1000-ms delay before the memory probe. The 

probe consisted of a four-alternative forced-choice task with four colored rings, one of each 

color, in which participants were to choose the color of the memory item that was presented 

at the beginning of the trial. The probe was presented for 3000 ms (until response), and 

feedback was presented (“Correct!” or “Incorrect.”) for 1000 milliseconds. 

Within a search set, each search probe began with a central fixation dot for 500 ms, 

followed by a search display with two potential search targets separated vertically (the 

center of each search target was 2.34° from center). One search display item contained the 

search target (a white line tilted 45° from vertical), and the other contained the distractor 

(a vertical line). Participants were instructed to respond as quickly as possible by choosing 

left or right as the direction of the tilted line. They could respond at any point during the 

300-ms search display or following the 1200-ms blank delay period. Only negative 

feedback was provided (“Incorrect.”). Stimuli were presented on a 21.5” iMac using 

Matlab 2014a and the Psychophysics Toolbox 3 extensions (Brainard, 1997). Responses to 

the search task were made using the left and right arrow keys with the right hand, and 

memory responses were made using the 1, 2, 3, and 4 keys with the left hand. All responses 
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were collected using a standard USB keyboard. Stimuli were presented on a black 

background, and all text was presented in white. All fixations and search target lines were 

also white. Memory and search display rings were either red (RGB = 277, 2, 24), blue (48, 

62, 152), green (95, 180, 46), or yellow (251, 189, 18). All rings (memory target, search 

displays, and memory probes) had a diameter of 2.34° (to outer edge) with a line thickness 

of 0.16°. All fixations had a diameter of 0.47°, and the search target lines had a diameter 

of 1.41° with a thickness of 0.16°. 

 

Analysis 

Multivariate behavioral classification 

Multivariate classification methods were modeled after (Dowd et al., 2015, 2017). 

Before training the classification algorithm, RTs were preprocessed across all participants 

simultaneously. After removal of incorrect memory trials (8.1% of all trials), we replaced 

all RTs to inaccurate search probes (7.85% of all probes) with the mean RT of accurate 

search responses to effectively remove the influence of incorrect responses on the 

classifier. We also accounted for minor differences between colors by removing each 

color's deviation from the mean (M = 0.01 ms) to aid the normalization process. Next, we 

detrended all RTs run-wise, and finally all RTs were rescaled to [0:1]. We report results 

here without the addition of polynomial features based on the original 12 RTs on each trial, 

as was done by (Dowd et al., 2015). Our results were not affected by the addition of these 

features, and therefore they were excluded. After preprocessing, a multinomial logistic 

regression classifier with L2 regularization (implemented via sci-kit learn; (Pedregosa et 

al., 2011)) was trained and tested using a leave-one-subject-out cross-validation procedure. 
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To gauge the statistical significance of classifier performance, we used a permutation test 

(10,000 iterations) to derive the empirical null distribution, in which we randomly shuffled 

the labels in our sample and recomputed classifier accuracy for each iteration. We reported 

P values as the proportion of shuffled scores that were higher than our observed score. To 

assess the population-level reliability of the classifier performance, we also ran a bootstrap 

resampling test (10,000 iterations) in which we resampled data from participants with 

replacement and recomputed classifier accuracy for each sample. 

Time course of attentional capture 

Search probes where the memory target surrounded the distractor in the search 

display are referred to as invalid probes (which should produce longer RTs), and valid 

probes are those where the memory target surrounded the search target (which should 

produce shorter RTs). We quantified the effect of attentional capture by calculating the 

difference metric d for each participant by subtracting the mean RT on valid probes from 

the mean RT on invalid probes. Before this difference calculation, the RTs were first 

preprocessed as described in the previous section, but without rescaling (to maintain 

temporal interpretation). If there was no attentional capture effect present, this metric 

would be close to zero. We evaluated the statistical significance of attentional capture 

across the entire search set using a one-sample t-test against zero (where each participant 

contributed a single difference metric d). To investigate the time course of the effect, we 

repeated this difference metric calculation, testing separately for each quartile of the search 

set with false discover rate (FDR) multiple-comparison correction applied. Each quartile 

was an amalgamation of nearby search responses (Q1: searches 1–3, Q2: 4–6, Q3: 7–9, and 

Q4: 10–12). 
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Results 

Behavioral performance 

Participants performed the tasks well, with a memory accuracy of 91.9 ± 1.6% SEM 

and a visual search accuracy of 92.2 ± 1.0% SEM across all trials. 

Multivariate behavioral classification 

The classifier was able to aggregate small deflections in RTs that arise from 

attentional capture effects from the item in working memory throughout the delay period. 

The memory target from experiment 1 was classified correctly across participants with an 

accuracy of 35.1% (Fig. 2). This accuracy was significant against shuffled-label 

permutation tests (P < 0.001). These results successfully replicate the findings of (Dowd 

et al., 2017), who decoded working memory items with 36.5% accuracy under similar 

conditions. 

 

 

Chapter 1, Figure 2: Behavioral decoding accuracy. 
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Data with error bars represent the mean and 95% bootstrapped confidence intervals of 
classifier accuracy from leave-one-subject-out cross-validation analysis. Experiment 1 
had only a single (cued) memory item, whereas experiment 2 had both a cued and uncued 
item in both the first delay period (del. 1) and the second delay period (del. 2). The 
dashed line represents theoretical chance accuracy (25%). Colored bars along the top 
indicate significant classification performance (P < 0.001). 

Time course of attentional capture 

To investigate the time course of attentional capture throughout the search set 

during the memory delay, we analyzed each quartile of the search set separately. There was 

an attentional capture effect when averaging the RTs across all search probes (Fig. 3A). 

This effect was also present at each quartile of the search set (Fig. 3B, all P values < 0.01). 

Notably, the effect of attentional capture decreased across the search set (R2 = 0.19, P < 

0.001). 

 

 

Chapter 1, Figure 3: Attentional capture effects. 
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RT differences between valid and invalid search probes are shown for both experiments 1 
and 2, averaged across the entire delay period (A), and separated into quartiles (three 
searches) of the 12-trial visual search set (B, C, D). Data and error bars represent mean 
and SEM. Colored bars along the top indicate significant effects (P < 0.05 (FDR 
corrected)). 

 

EXPERIMENT 2 

The purpose of experiment 2 was to use the behavioral-decoding procedure from 

experiment 1 to test for potential attentional bias effects from lower priority, temporarily 

irrelevant items outside the focus of attention in working memory (LaRocque et al., 2013). 

We used a modified Sternberg task with two retro-cues (Oberauer, 2005) to experimentally 

manipulate the state of working memory items to be either inside or outside the focus of 

attention. Experiment 2 included two memory items per trial, with retro-cues selecting 

which item would be tested in the subsequent delay period. The 12-trial visual search task 

from experiment 1 was inserted into each delay period, and we used behavioral decoding 

to test whether an attentional bias could be detected from the relevant item in the focus, as 

well as from the irrelevant item outside the focus. 

 

Materials and methods 

Participants 

Thirty participants between the ages of 18 and 34 (13 males) were recruited from 

the undergraduate student body of UT Austin using the SONA system provided by the 

Department of Psychology. Participants were compensated with course credit for their 

participation in the 90-min experiment. Written informed consent was obtained in a manner 

approved by the UT Austin Institutional Review Board. Participants were excluded if they 



 17 

had memory accuracy below 2 SD of the mean (n = 3), or visual search accuracy below 2 

SD of the mean (n = 2). All analyses were conducted on the remaining participants (N = 

25). 

Stimuli and procedure 

Experiment 2 modified the task from experiment 1 to include two memory delay 

periods with retro-cues (Fig. 1B). Retro-cue paradigms are used in working memory 

research as a tool to manipulate the priority of working memory items (Souza & Oberauer, 

2016). Two memory items were presented on each trial, followed by a first retro-cue that 

indicated (with 100% validity) which item would be tested by the first memory probe. After 

this test, a second retro-cue indicated which item would be tested by a second memory 

probe (again, with 100% validity). Specifically, the cue indicated whether the participant 

should stay with the same memory item or switch to the other item for this second test, 

with equal likelihood of receiving each cue across the experiment. This procedure produces 

a situation in which, during the first memory delay, the uncued item is only temporarily 

irrelevant, because it is potentially relevant for the second memory test. This item can be 

temporarily removed (Lewis-Peacock et al., 2018) from the focus of attention into an 

operationally defined low-priority state sometimes referred to as unattended (LaRocque et 

al., 2013), secondary or accessory (Olivers et al., 2011), or activity-silent (M. G. Stokes, 

2015). The uncued item during the second delay period, in contrast, is no longer needed 

and can be permanently removed from working memory. 

Software, stimulus dimensions, and stage timings were identical to those of 

experiment 1 unless otherwise noted. Experiment 2 started with a practice block of four 

trials, followed by 12 blocks of eight memory trials each. After initial fixation, two memory 

targets were presented simultaneously on alternate sides of the central fixation cross (2.34° 
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from center). Memory cues were presented such that each color combination (e.g., green 

and yellow) was presented equally often and balanced across the experiment as to whether 

a color was cued or uncued on the left or right. A fixation cross immediately followed 

encoding for 500 ms, and then a retro-cue appeared on either the left or right side of fixation 

for 1000 ms, indicating which of the two memory targets would be tested first. After a 

1000-ms blank delay, the first search set began, followed by a delay and the first memory 

probe. Immediately afterward, a fixation cross was shown for 500 ms, followed by a second 

retro-cue: centrally fixated text that read either “STAY” or “SWITCH.” After a 1000-ms 

blank delay, the second search set was presented, and the trial was concluded with the 

second (and final) memory test of the trial. 

 

Analysis 

All analyses from experiment 1 were repeated for experiment 2. Each analysis was 

performed separately for the four conditions of delay (first/second) × cue (cued/uncued). 

We excluded trials if the response was incorrect on either the first or second memory probe 

(16.63% of trials). 

Multivariate behavioral classification 

The same classification procedures were used as described in experiment 1, with 

an added modification of using different labels for each trial depending on which item 

(cued or uncued) was being decoded. For example, the pattern of RTs from a given search 

set would be labeled green if the green ring was cued for that delay period and we were 

training a classifier to decode all cued items. However, the same data from that trial would 

be labeled yellow in a separate classifier if the yellow ring was uncued for that delay period 
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and we were training a classifier to decode all uncued items. This cue-dependent labeling 

procedure allowed us to independently investigate cued and uncued items. During 

preprocessing of the visual search RTs, 6.86% of incorrect search probe RTs from the first 

delay period and 7.03% from the second delay period were replaced with mean search RTs. 

The mean RT deviation from the mean by color was 0.02 milliseconds. 

Time course of attentional capture 

To compute the difference measure d to quantify attentional capture (see 

experiment 1 for details), we wanted to account for the potentially counteractive bias effect 

of the other memory item when both memory targets were present on a search trial (e.g., 

when a green cued ring contained the distractor and a yellow uncued ring contained the 

target, or vice versa). Therefore, we removed any search trials that included both memory 

items (50% of all search trials) from the calculation of attentional capture (d) separately for 

each memory item. 

 

Results 

Behavioral performance 

Overall memory accuracy was at 93.9 ± 1.0% SEM, and overall search accuracy 

was at 94.5 ± 0.7% SEM. Memory accuracy between the first delay (95.5 ± 0.8% SEM) 

and the second delay (92.3 ± 1.3% SEM) differed significantly (t(24) = 3.46, P < 0.01), as 

did accuracy between stay trials (95.5 ± 1.13% SEM) and switch trials (89.17 ± 1.8% SEM) 

after the second delay period (t(24) = 4.01, P < 0.001). 
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Multivariate behavioral classification 

Classifier results are presented in Figure 2. During the first delay period, 

classification accuracy was 31.1% for the cued item, indicating significant decodability of 

this memory item in the focus of attention (P < 0.001). However, we were unable to 

behaviorally decode the uncued item (24.6%), putatively outside the focus of attention, 

during the first delay period (P = 0.49). In the second delay period, as in the first delay 

period, the cued item was successfully classified, with a mean accuracy of 31.8% (P < 

0.001). Once again, however, the uncued item was undecodable during the second delay 

period (24.7%; P = 0.48). 

Time course of attentional capture 

Averaging across all search trials in the first delay period, we found evidence for 

significant attentional capture for both cued and uncued items (Fig. 3A). These effects were 

strongest during the beginning of the search set for both items (Fig. 3C). For the cued item, 

there was significant attentional capture during the first three quartiles (all P values < 

0.001), but not in the final quartile (P = 0.79). For the uncued item, there was evidence of 

significant attentional capture in the first quartile (P < 0.01), similar in strength to the effect 

from the cued item (P = 0.27), but this effect was absent for the remainder of the delay 

period. In the second delay period (Fig. 3D), we observed significant attentional capture 

for the cued item averaged across the entire delay period, and also separately for each 

quartile. No significant attentional capture was observed for the uncued item during the 

second delay period. 
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DISCUSSION 

The primary goal of the current study was to investigate whether unattended items 

held in working memory exert a bias on visual attention. To test this, we combined a novel 

behavioral decoding method (Dowd et al., 2015, 2017) that analyzes patterns of response 

time biases during visual search to decode the contents of working memory, with a retro-

cueing paradigm (Lewis-Peacock et al., 2012; Oberauer, 2005) that manipulates whether 

an item is inside or outside the internal focus of attention in working memory. If a memory 

item (here, a colored circle) biases attention during visual search, that item (i.e., its color) 

should be decodable using this procedure. Our results indicate that, when two items are 

held in working memory, only the item inside the focus of attention consistently biases 

visual attention and is behaviorally decodable, whereas an item outside the focus does not 

bias attention sufficiently to be decoded. However, if that item is cued as relevant for a 

second memory test, it re-enters the focus and exerts an attentional bias, while the formerly 

relevant but now irrelevant item no longer does. These results provide further evidence for 

a functional distinction between items held inside and outside the focus of attention, and 

they demonstrate how preserving the richness of behavioral data by aggregating rather than 

averaging across responses can corroborate findings from neuroimaging studies of working 

memory (LaRocque et al., 2013; Lewis-Peacock et al., 2012; Lewis-Peacock & Postle, 

2012; Rose et al., 2016; van Moorselaar et al., 2018). 

In experiment 1, our ability to behaviorally decode the identity of a single item held 

in working memory replicates recent findings from (Dowd et al., 2017) and is consistent 

with a large body of work pointing to an automatic capture of attention for items matching 

the contents of working memory (Soto et al., 2008). Further analysis of our data revealed 
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a decrease in this automatic attentional capture over the time course of the visual search 

trials (Fig. 3B), suggesting that there was some attenuation of the memory representation 

during the delay period. This attenuation is consistent with recent neuroimaging findings 

(Kiyonaga, Dowd, et al., 2017) showing the attenuation of the neural trace of working 

memory items and slowed response times across a filled delay period. This attenuation was 

even more pronounced when the delay-period task was more demanding on visual 

attention. These data suggest that both time and concurrent attentional demands influence 

the representational strength and the resulting attentional biases of a single task-relevant 

item in working memory. In experiment 2, we replicated the results from experiment 1 

using a retro-cue to select, from a set of two memory items, a single item that was relevant 

for a first memory test. After this cue, the conditions were identical between the two 

experiments, except for the addition of a second memory item (in experiment 2) that could 

become relevant for testing after the first delay period. The cued item was behaviorally 

decodable during this delay period (Fig. 2) and showed a similar time course and 

attenuation of attentional bias throughout the delay as did a single memory item in 

experiment 1 (Fig. 3B and C). The uncued item, however, was not behaviorally decodable 

during this delay. We did find a brief attentional capture effect from this item early in the 

search set (across the first three search trials, lasting about 3 s), but this dissipated quickly 

and did not return. This suggests that the item was removed from the focus of attention, at 

which point it ceased to actively bias visual attention. The removal time for this item is 

consistent with behavioral (Oberauer, 2001) and neural estimates (LaRocque et al., 2013) 

of removing information from working memory. 

Our finding of (albeit brief) attentional capture due to the uncued memory item 

contrasts with earlier investigations of multiple template representations in working 

memory that found an attentional bias limited to only one of two items (Downing & Dodds, 
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2004; Greene et al., 2015; Houtkamp & Roelfsema, 2006; van Loon et al., 2017; van 

Moorselaar et al., 2014). They converge, however, with more recent results that show a 

bias from multiple items during increased loads (Bahle et al., 2017; Beck et al., 2012; Beck 

& Hollingworth, 2017; Chen & Du, 2017; Hollingworth & Beck, 2016). These studies all 

have in common the investigation of attentional capture when multiple items are in working 

memory. But, importantly, there are often subtle task differences. For example, the finding 

that only a single representation can bias attention comes mostly from studies using a single 

memory item and an independently varying search template ((Downing & Dodds, 2004; 

Houtkamp & Roelfsema, 2006) but not (van Moorselaar et al., 2014)). In contrast, studies 

that involve two simultaneous working memory (Chen & Du, 2017; Hollingworth & Beck, 

2016) or search items (Beck et al., 2012; Beck & Hollingworth, 2017) typically find an 

effect of attentional capture of both items. When a search target changes from trial to trial, 

participants typically maintain an active representation, or template, of the search target in 

sensory regions (M. Stokes et al., 2009; M. G. Stokes, 2011; Wolfe, 1994), similar to 

models of “sensory recruitment” storage for working memory items (D’Esposito & Postle, 

2015). Yet, when the search target remains constant across trials, the target representation 

is thought to be stored in long-term memory (Carlisle et al., 2011; Grubert et al., 2016; 

Reinhart & Woodman, 2015; Woodman & Chun, 2006). Indeed, active search templates 

and working memory representations are largely similar, although they possibly differ in 

the effort required for their maintenance (Gunseli et al., 2014; Olivers & Eimer, 2011). Our 

paradigm is most similar to previous studies that have explicitly assigned a higher priority 

to one of two memory items (and thus a lower priority to the other item; (Greene et al., 

2015; van Loon et al., 2017; van Moorselaar et al., 2014)). Results from these studies are 

consistent with a model of visual working memory that proposes that attentional bias is 

limited to a single mnemonic representation (Olivers et al., 2011). While our behavioral 
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decoding results support this model, our results showing a brief effect of attentional capture 

from low-priority items do not (at least on the surface). We address each of these past 

results separately. 

(Greene et al., 2015) had participants respond to a 2-back memory task and found 

that the higher priority memory target that was 2-back biased attention, while the 1-back 

target did not. Stimuli used were similar to those in the current study (this has been 

suggested as the cause of previous conflicting results; (Olivers, 2009)). The different 

results likely can be attributed to different task paradigms: our retro-cue task versus their 

n-back task. The n-back task is a significantly more demanding task requiring continual 

updating of working memory contents, and its convergent validity with established tests of 

working memory has been challenged (Kane et al., 2007). The increased cognitive load of 

the n-back task may have obscured attentional biases that are captured in our retro-cueing 

paradigm. 

Results from (van Loon et al., 2017) come from a paradigm that explicitly 

manipulates priority, although there is no memory task per se, but rather both targets are 

retained for search (i.e., as attentional templates). Using metrics of eye movements rather 

than RTs, they found that a lower priority (search) target does not bias attention. The 

sensitivity of their metrics provides compelling results, yet there are no directly comparable 

investigations using memory tasks. Experiment 4 by (van Moorselaar et al., 2014) is largely 

similar to the current paradigm, and they found no attentional capture from a lower priority 

(memory) item. The task employed by (van Moorselaar et al., 2014) (as well as (van Loon 

et al., 2017)) used a continuous probe to promote the use of visual working memory. In 

contrast, our design was a four-choice categorical color decision, which might have 

allowed for subjects to recode one (or both) items into verbal working memory, as recoding 

is sometimes performed strategically (Lewis-Peacock et al., 2015). Verbal working 
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memory representations have been shown to bias attention (Kawashima & Matsumoto, 

2017; Mannan et al., 2010; Soto et al., 2012; Soto & Humphreys, 2007), and thus visual-

to-verbal recoding (of either item) could underlie our finding of brief attention biases from 

both high- and low-priority memory items, while also remaining consistent with recent 

models of a single biasing representation in visual working memory (Olivers et al., 2011). 

Returning to our discussion of experiment 2 in the present study, we now consider 

the effects from the second delay period. After the first delay period, a retro-cue selected 

which of the two memory items would be tested by the second (and final) memory test of 

that trial. The cued item – regardless of whether it was the same item or a different item 

than was selected by the first cue – was behaviorally decodable during this delay period. 

Not only did a task-relevant item in working memory maintain its automatic attentional 

bias across a second filled-delay period (for an additional ∼ 12 s), but a task-irrelevant item 

that lost its attentional bias during the first delay regained it and retained it throughout the 

second delay period. This reloading of the unattended item into the focus of attention, 

which has been shown to reinstate its active neural trace (LaRocque et al., 2013; Lewis-

Peacock et al., 2012, 2015), also reinstates its biasing influence on visual attention. The 

consequences of this flexible unloading and reloading of task-relevant items in working 

memory (Rerko, Souza, et al., 2014) support the idea of an overlap between internal and 

external attention, where not only does the demand on external attention influence the 

quality of representations in working memory (Kiyonaga, Dowd, et al., 2017), but the focus 

of attention in working memory also influences the automatic biasing of external attention. 

As found in the first delay period, the uncued item in the second delay period did 

not systematically and reliably bias visual attention, and it was therefore not behaviorally 

decodable. Interestingly, whereas we found an early, brief (∼ 3 s) attentional bias for the 

uncued item during the first delay, there was no such effect during the second delay (Fig. 
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3D). There are two likely reasons for this. First, half of the trials had a second cue that 

matched the first cue, and thus the uncued item from the first delay (which was removed 

from the focus of attention and quickly lost any bias on visual attention) remained outside 

the focus during the second delay and never regained any attentional bias. Second, this 

difference may reflect the outcome of two different forms of removal after the first and 

second cues (Lewis-Peacock et al., 2018). During the first delay period, two potentially 

relevant items in the (broad) focus of attention were separated by the retro-cue into one 

relevant item (that remained in the focus) and another item that was (temporarily) removed 

from the focus. This item was not forgotten and did not lose its binding to the trial context, 

because it could be reinstated into the focus if selected by the second retro-cue. Following 

the second retro-cue, the item that was uncued would never become relevant again, and 

was therefore a candidate for permanent removal from working memory (Lewis-Peacock 

et al., 2018). If this process operates more quickly than temporary removal (see (Lewis-

Peacock et al., 2018)), this could diminish any attentional capture effects from the removed 

item during the second delay period. 

Indeed, using retro-cues that indicated the uncued memory item could be dropped 

from memory, (van Moorselaar, Battistoni, et al., 2015) found that attentional capture of 

the uncued (permanently irrelevant) item was absent at stimulus onset asynchronies 

(SOAs) as low as 100 milliseconds. The current work suggests that, when the item is cued 

as only temporarily irrelevant, a low-priority representation has an early effect of 

attentional capture. This contrast supports the separable processes of temporary and 

permanent removal (Lewis-Peacock et al., 2018). However, other recent work found no 

attentional capture effects from low-priority items at SOAs ranging between 1000 and 1900 

milliseconds (van Loon et al., 2017; van Moorselaar et al., 2014). The SOA in the current 

study (between the retro-cue and onset of the search task) was 1000 ms, and it is possible 



 27 

that longer SOAs might allow the process of temporary removal of the low-priority item 

to complete, thus eliminating its influence on visual attention. Future work investigating 

the effects of SOA on attentional capture from low-priority items would be helpful to 

clarify these inconsistencies. 

We interpret our results according to models of working memory that describe 

multiple representational states and invoke some notion of the “focus of attention” to 

describe the most central, task-relevant component (Cowan, 1995; Oberauer, 2002). 

Alternatively, we could attempt to reconcile our results with a model of visual working 

memory (Olivers et al., 2011) that describes “attentional templates” that guide visual 

search. The temporarily irrelevant, uncued items that briefly bias attention in our study 

likely map onto either secondary or accessory items in this model. However, it is important 

to again highlight that our paradigm did not require the visual storage of memory items per 

se. The memory items could easily (and are likely to) have been recoded into verbal forms 

(Lewis-Peacock et al., 2015; Wickens, 1973), for example, by remembering “red” instead 

of maintaining a visual representation of the red circle that was presented as the memory 

item. Many forms of mental representation beyond visual working memory have been 

observed to bias attention. Of particular relevance, biases can originate from verbal 

working memory (Kawashima & Matsumoto, 2017; Mannan et al., 2010; Soto et al., 2012; 

Soto & Humphreys, 2007). 

The absence of evidence does not imply evidence of absence. Without 

neuroimaging data, it is impossible to draw any conclusions about how the representation 

of temporarily irrelevant items in working memory might be stored in the brain. Even with 

brain data, the most we have been able to accomplish to date is to identify brief echoes of 

silent working memory items through exogenous stimulation with transcranial magnetic 

stimulation (Rose et al., 2016) or perceptual perturbations (Wolff et al., 2015, 2017). 
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Despite the absence of a true smoking gun, it seems plausible that these items are indeed 

stored in an activity-silent fashion and retained for brief intervals by short-term changes in 

synaptic plasticity (Barak & Tsodyks, 2014; Mongillo et al., 2008; but see Schneegans & 

Bays, 2017b). In summary, our present findings suggest that working memory 

representations outside the focus of attention, which are known to become (reversibly) 

neurally silent, also become (reversibly) behaviorally silent in terms of not exerting 

automatic biases on visual attention. 
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Chapter 2:  Working memory prioritization impacts neural recovery 
from distraction2 

 

ABSTRACT 

The ability to protect goal-relevant information from disruption over short intervals 

is a hallmark of working memory. Recent behavioral data suggest that high-priority items 

in working memory are more vulnerable to disruption. We used functional magnetic 

resonance imaging to evaluate the hypothesis that prioritization of working memories 

might impact the recovery of their neural representation(s) after distraction. A delay-period 

retrospective cue informed participants which of two memory items (a face or a scene) to 

prioritize during a first delay period. Consistent with prior work, and confirming successful 

prioritization, multivoxel pattern classifier evidence in perceptual brain regions was higher 

for cued versus uncued memory items. A distraction task was then imposed before a second 

retrospective cue informed participants to either “stay” remembering the previously cued 

item or “switch” to the previously uncued item. This allowed for the evaluation of recovery 

for high-priority items (on stay trials) and also low-priority items (on switch trials). 

Classifiers showed successful reinstatement of both high- and low-priority items after 

distraction, but only low-priority items recovered to their pre-distraction representational 

levels. Moreover, the degree of prioritization before distraction predicted the amount of 

disruption for high-priority items after distraction, suggesting that the more a participant 

prioritized the cued item, the greater the impact of distraction. Our data provide neural 

evidence that prioritizing working memory information in perceptual regions makes that 

information more vulnerable to disruption. 

                                                
2 Published in Cortex, doi: 10.1016/j.cortex.2019.08.019 
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INTRODUCTION 

Working memory—the short-term retention of goal-relevant information—is a 

crucial component of cognition. Despite a broad range of brain regions being implicated in 

working memory (Christophel et al., 2017), the ‘sensory recruitment’ hypothesis proposes 

that regions involved in perception are also recruited for working memory (D’Esposito, 

2007; D’Esposito & Postle, 2015; Pasternak & Greenlee, 2005; Postle, 2006). This overlap 

of perceptual and mnemonic resources raises the important question of how – or to what 

degree – a memory persists during ongoing perception and distracting events. Despite the 

overlap of resources, working memories still often show recovery after distraction. For 

example, neural representations have been shown to be reinstated after a perceptual 

distractor (Derrfuss et al., 2017; Lewis-Peacock et al., 2012; Yoon et al., 2006), and 

behavioral performance is often spared after brief task-irrelevant distractors (Xu, 2017). 

Distraction resistance for visual working memory has been proposed to occur either 

through active storage in parietal areas (Bettencourt & Xu, 2016)  or through shifted 

representational patterns in occipital areas (Derrfuss et al., 2017). 

However, multiple mechanisms may underlie working memory maintenance 

(LaRocque et al., 2014; Myers et al., 2017; Olivers et al., 2011). Working memory 

representations follow dynamic trajectories that depend on task demands and internal 

attention (M. G. Stokes, 2015). When internal attention is directed towards a subset of 

working memories, such prioritized information is often found to be retained in perceptual 

regions, while other low-priority representations may be retained in parietal and frontal 

regions (Christophel et al., 2018), via activity-silent mechanisms (LaRocque et al., 2017; 

Lewis-Peacock et al., 2012; Rose et al., 2016; Sprague et al., 2016; Wolff et al., 2017), 

with active low-level firing (Christophel et al., 2018; Schneegans & Bays, 2017b), or in 

inverted representations in occipital regions (van Loon et al., 2018). Furthermore, previous 
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work has shown that while memories interact with subsequent perception through 

attentional biasing (Gayet, Paffen, et al., 2017; Soto et al., 2008), the degree of interaction 

differs for high- and low-priority representations (Olivers et al., 2011). Evidence that high-

priority representations exert greater influences on perception (Mallett & Lewis-Peacock, 

2018) suggests that the reverse may also be true; subsequent perception may have a greater 

impact on high- than low-priority memory representations. 

Recent literature suggests that task-irrelevant perceptual interference presented 

during a delay period has a greater negative impact on behavioral performance for 

prioritized items (Allen & Ueno, 2018; Hitch et al., 2018; Hu et al., 2014, 2016), providing 

support of a vulnerability account for prioritized memoranda. These results are in 

accordance with a model of working memory where privileged access is given to high-

priority representations at the cost of susceptibility to interference, and is consistent with 

findings that a high-priority representation has more interaction with sensory processing 

than low-priority representations (Mallett & Lewis-Peacock, 2018; Olivers et al., 2011). 

However, behavioral experiments using single retrospective cue (“retro-cue”) paradigms 

often support a protection account, whereby cued representations are protected against 

interference, relative to neutral cues, both during the delay period (van Moorselaar, 

Gunseli, et al., 2015) and at test (Makovski et al., 2008; Souza et al., 2016). Thus, it remains 

unclear as to whether high- or low-priority memory items are more protected from 

interference. 

Here, we apply functional magnetic resonance imaging (fMRI) and multivoxel 

pattern analysis (Norman et al., 2006; Tong & Pratte, 2012) to the question of working 

memory distraction recovery. To investigate the effects of distraction on differently 

prioritized memory representations, participants were shown two visual images to 

remember on each trial, and a retro-cue informed them which item should be prioritized. 
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Replicating past research (LaRocque et al., 2017; Lewis-Peacock et al., 2012; Rose et al., 

2016), our data show that the retro-cue was successful in separating the two items into 

high- and low-priority states. To investigate the vulnerability of items in these two priority 

states, a distracting visual change-detection task appeared during the delay period on 2/3 

of trials. Then, a second retro-cue instructed participants to either “stay” with the same 

memory item or “switch” to the previously low-priority memory item for testing after a 

second delay period. We used fMRI pattern classification during this post-distraction delay 

period to track the recovery of previously high- and low-priority working memory 

representations. Our analyses revealed stronger neural recovery for low-priority memories 

(on switch trials) compared to high-priority memories (on stay trials). In line with recent 

behavioral work (Allen & Ueno, 2018; Hitch et al., 2018), our results support a model of 

visual working memory in which high-priority representational patterns maintained in 

occipital and temporal regions are preferentially susceptible to disruption from distraction. 

 

MATERIAL AND METHODS 

Participants 

Seventeen healthy participants between the ages of 20 and 30 years of age (M = 

24.8 ± 3; 10 females) were recruited from the University of Texas at Austin community in 

accordance with the University of Texas Institutional Review Board. Sample size was 

based on previous research with similar designs and methods (e.g., (LaRocque et al., 2013; 

Lewis-Peacock et al., 2012; Rose et al., 2016). Participants provided written consent and 

received $20/h in compensation. 
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General procedure 

After task training, participants completed 1 fMRI session consisting of 3 localizer 

runs (18 trials and 6 min per run) followed by 10 memory task runs (12 trials and 6.1 min 

per run), for a total scan time of approximately 100 min including the structural scan. One 

participant completed 9 memory task runs due to time constraints. Another participant 

completed only 3 memory task runs due to scanner discomfort and was therefore not 

included in analyses. 

Stimuli 

Experiment displays were scripted and presented using PsychoPy software (J. 

Peirce & MacAskill, 2018; J. W. Peirce, 2007). All stimuli were presented on a gray 

background. A central fixation point (dark gray filled circle, .15° radius) was always on 

screen unless a target or probe stimulus was being centrally presented, or during an inter-

trial-interval (ITI). In all tasks, target and probe stimuli (faces/scenes/objects; 1.5° radius) 

were presented either centrally (localizer task and memory task probe) or above/below 

fixation (memory task encoding; 2° from fixation to the center of target stimulus), and 

surrounded by a thin white border, which turned red or green at the end of each trial to 

provide response accuracy feedback. The first retro-cue was a white filled rectangle (1° W 

x .2° H) placed above or below (.55°) fixation. The second retro-cue was a centered word 

(“STAY” or “SWITCH”). Letter stimuli in the distraction task were random consonants, 

placed equidistant along an invisible circle (1.75° radius) around central fixation. All letters 

and text were white. 

Face stimuli were from the 10k US Adult Faces database (Bainbridge et al., 2013). 

Of the face images with memorability scores, we first selected those images in the lowest 

40% percentile of memorability scores. Then we excluded images based on idiosyncratic 
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features (e.g., removing famous faces and faces with excess facial hair or makeup). Images 

from this database are vertically rectangular and framed with a white oval border. To make 

the face images conform to the scene images which do not have an image border, we 

cropped each image to be a square where each side was 75% of the original image width. 

Scene stimuli were both indoor/outdoor images selected from a large corpus of 

subcategorized scenes (Konkle et al., 2010). Object images were selected from a large 

corpus of object stimuli (Brady et al., 2008). All images were converted to grayscale. 

Tasks 

The memory task (Fig. 1A) consisted of 3 conditions (early/stay/switch), with each 

task run containing 4 trials per condition in a randomized order. In brief, participants 

encoded two memory items, and were cued retrospectively as to which item would likely 

be tested with an upcoming probe. On early trials, participants were probed on the cued 

target after a single delay period. On the other two thirds of trials, a distracting change-

detection task was presented after the first delay, and then a second retro-cue informed 

participants whether they should “stay” with the previously cued memory target for the 

upcoming probe, or “switch” to the previously uncued target. Thus, on all trials, a single 

memory item was prioritized in the first delay period, as distraction was presented. After 

the second retro-cue, on stay trials participants were required to “recover” a memory target 

that was prioritized during the presentation of a distracting task, and on switch trials recover 

a previously low-priority target. To encourage adherence to the cue, early trials were 

included and all retro-cues were 100% valid (i.e., on switch trials participants were 

informed of the switch before the probe). 
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Chapter 2, Figure 1: Tasks and behavioral results. 

A) Memory task design. After encoding two images, a retro-cue indicated which item 
would likely be tested after an 8-sec delay. On 33% of trials (early), this item was tested. 
On the remaining trials, a distraction task appeared instead, and then a second retro-cue 
indicated which item (33% stay, 33% switch) would be tested after another 9-sec delay. 
Probes were masked to cover a random half of the image. B) Localizer task design and 
fMRI classifier training confusion matrix. Each trial consisted of a stream of 5 images 
on/off (1.5/1 sec, respectively) from a single category (faces/scenes/objects). MVPA 
classifiers could easily distinguish between faces/scenes/objects/rest in VTC (M = 92 ± 
6% across all categories). C) Behavioral performance. Participants performed worse on 
later trials (stay and switch) than early trials, but performance did not differ for stay 
versus switch trials. Dashed line represents chance performance. 
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Each trial began with central fixation (.2 sec) followed by an encoding period (3 

sec) where 1 face and 1 scene were presented simultaneously above and below central 

fixation. To disentangle stimulus category and location, face and scene images were 

equally likely to be above/below fixation. Following a pre-cue delay (.3 sec), a rectangular 

retro-cue appeared either above or below fixation (.5 sec), indicating the spatial location of 

the memory item that should be prioritized during the first delay. Retro-cues were 

presented equally above/below fixation within each run. After the first delay (8 sec), early 

trials concluded with a memory probe (2 sec) of the cued item. All memory probes were 

either same as the target (50%) or a different item from the same category, and participants 

were instructed to press a button with the index finger of their right hand if it was the same, 

or a button with their middle finger if it was different. Feedback was provided with a red 

or green border around the probe image, indicating an incorrect or correct response, 

respectively. On stay and switch trials, the first delay was followed by distraction in the 

form of a change-detection task (6 sec in total) involving an array of 8 random consonants 

(B. Wang et al., 2018). These 8 consonants were presented equidistant around fixation (1 

sec), followed by a delay (2.5 sec) and a probe display (2 sec) containing another 8 

consonants, and then a brief delay (.5 sec). Each probe display had a 50% chance of 

including one changed consonant in any position. Participants were instructed to press a 

button with the index finger of their right hand if there was no change (i.e., “same”), or a 

button with their middle finger if there was a change (i.e., “different”). To promote task 

engagement, feedback was provided with a red or green border around fixation upon 

response. The distraction task was followed by a second retro-cue for the memory task (1 

sec), a second delay period (9 sec), and finally a memory probe (2 sec). All memory probes 

were 50% masked (randomly top/bottom/left/right) to enhance task difficulty by 

discouraging a mnemonic strategy of focusing on an idiosyncratic image feature at 
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encoding. All trials were separated by an ITI (6 sec). For both the distraction and memory 

tasks, if a response was provided within the allotted response time window, accuracy 

feedback was provided for the remainder of the window. 

The localizer designed to train category-specific fMRI pattern classifiers was a 1-

back memory task (Fig. 1B). Each trial consisted of 5 serial stimulus presentations (1.5 sec 

on, 1 sec off), followed by an ITI (7.5 sec). Participants were asked to respond with a button 

press whenever a stimulus repeated (33% of probes within each run). Each run consisted 

of 6 trials per stimulus category (faces/scenes/objects) in a pseudo-randomized order, 

where each trial included only images of the respective category. All participants saw the 

same sequence of images (see Perception-trained decoding). 

fMRI acquisition, preprocessing, and region-of-interest 

Participants were scanned in a Siemens Skyra 3T scanner with a 32-channel head 

coil. Each scan session included a single high-resolution T1-weighted anatomical image 

(MEMPRAGE; FoV 256 mm, 256 × 256 matrix, 176 sagittal slices; TE = 

1.64/3.5/5.36/7.22 sec). All functional scans were acquired using the same EPI sequence 

(TR = 2 sec; 76 slices; 3 × 3 × 3 mm voxel dimensions; 2x multiband factor). For each scan 

session, the mean of the first fMRI memory task run was used as a reference functional 

image template for rigid body motion correction using FSL's MCFLIRT (Jenkinson et al., 

2012). Each run was then independently temporally detrended and z-scored using 

PyMVPA (Hanke et al., 2009). All primary fMRI analyses were carried out within a ventral 

temporal cortex (VTC) region-of-interest, based on its functional role in item 

categorization (Grill-Spector & Weiner, 2014). Based on recent research (e.g., (Bettencourt 

& Xu, 2016; Christophel et al., 2018), we performed additional exploratory analyses in 

intraparietal sulcus (IPS). Masks were determined anatomically for each participant 
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individually using surface reconstructions in FreeSurfer (Fischl, 2012). The VTC mask was 

a combination of the inferior temporal, parahippocampal, and fusiform labels available in 

FreeSurfer (Desikan et al., 2006; Fischl et al., 2004). The IPS mask was a combination of 

IPS0-5 using a probabilistic retinotopic map (L. Wang et al., 2015). Left and right 

hemispheres were included in both region-of-interest masks, totaling 2938 ± 279 voxels in 

VTC and 768 ± 69 in IPS across participants. Pycortex (Gao et al., 2015) was used for 

region-of-interest visualizations (Fig. 3B). 

Multivariate pattern classification 

Classification analyses were implemented using scikit-learn (Pedregosa et al., 

2011) and PyMVPA (Hanke et al., 2009). A multi-class L2-penalized logistic regression 

classifier (scikit-learn, one-vs-rest, regularization parameter C = 1.0) was used for all 

classification analyses. Feature selection involved an ANOVA-based voxel selection 

process, where F values assessed whether each voxel's activity varied significantly between 

conditions. The top 1000 features (highest F values) were maintained. The IPS analyses 

used a smaller feature count of 500 due to the generally lower number of voxels in IPS 

compared to VTC. Both classification analyses described below were performed on a 

subset of TRs that were most likely to represent memory-related brain activity, given the 

hemodynamic lag: the last 2 TRs from each trial epoch of interest (all data unshifted). All 

TRs were treated as independent samples during classification (i.e., TRs were not 

averaged). For the pre-distraction period (i.e., first delay), we included the 5th and 6th TRs 

(8–12 sec) of all trial types. All trials were collapsed together for the pre-distraction 

analysis because trials did not differ across conditions (early/stay/switch) until 12 sec into 

the trial, where either a probe (early trials) or a distracting task (stay and switch trials) 

would appear. Analyses of the distraction period included the 8th and 9th TRs (14–18 sec) 
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of both stay and switch trials. To investigate memory representations during recovery from 

distraction (“post-distraction”), we included the 13th and 14th TRs (24–28 sec), separately 

for stay and switch trials. 

Perception-trained decoding 

The main decoding analysis involved training a classifier on data from the localizer 

task and testing on data from the memory task. This analysis is based on the idea that 

patterns of voxel activity measured during stimulus perception are similar to those recruited 

during working memory retention (Harrison & Tong, 2009; Serences et al., 2009), and thus 

was performed only in category-selective VTC (Grill-Spector & Weiner, 2014) for each 

participant. For these perception-trained classification analyses, fMRI pattern classifiers 

were trained (including feature selection) on the localizer task data and then applied to the 

memory task data, separately for each participant. The last 3 TRs of each localizer trial (6–

12 sec) were used independently for classifier training, labeled according to the stimulus 

category of that trial. Additionally, single TRs from the end of each localizer ITI (18–20 

sec) were labeled as “rest” and used for classifier training. This allowed for equal training 

samples for each of the four classes (face/scene/object/rest). Probability estimates from the 

logistic regression classifiers (“classifier evidence”) were retrieved for each class during 

the delay periods (pre- and post-distraction) and also during the distraction period of the 

memory task. To prevent classifier evidence (or lack-thereof) of one trial-relevant class 

impacting the other, the classifiers were also trained on classes that were task-irrelevant 

(object/rest) and probability estimates were not normalized across classes (to prevent 

summing to one). To quantify the classifier's ability to distinguish between the categories 

of the two memory items (one face, one scene), we calculated a separation metric defined 

as the classifier evidence for the most recently cued category minus the classifier evidence 
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for the uncued category. This provided a single metric to assess the relative prioritization 

between cued and uncued items before distraction, and the relative recovery of these items 

after distraction. Note that prior to this analysis, we trained and tested our classifier on 

localizer data only using a leave-one-run-out cross-validation scheme to verify the 

classifier's ability to distinguish categories (Fig. 1B). 

Memory-trained decoding 

Recent evidence suggests there may be representational formats in working 

memory that are unique to the delay period, that either augment (Derrfuss et al., 2017) or 

replace (Yu & Shim, 2018) those which are more similar to perception. To account for this 

possibility, we performed a second classification analysis where classifiers were trained 

and tested on cued versus uncued memory categories separately within each trial epoch of 

interest. Typically, this analysis might involve aggregating within-participant classifier 

accuracies after a leave-one-run-out cross-validation classification scheme for each 

participant. Due to an insufficient number of trials on the memory task per participant, we 

used a functional alignment procedure known as hyperalignment (Haxby et al., 2011, 2014) 

to align voxel activity for each participant into a “common space” and then combined data 

across participants and performed between-participant classification by using a leave-one-

participant-out cross-validation procedure. This procedure, described in detail elsewhere 

(Guntupalli et al., 2016, 2018; Haxby et al., 2011), first uses a subset of data to create a 

“common” or reference space via an iterative participant transformation-and-averaging 

process, which all participants will be aligned to. After the common space is formed, a 

Procrustean transformation matrix is derived for each participant which rotates, scales, and 

shifts their temporal voxel trajectories into the common space. The transformation matrices 

are then applied to a held-out dataset to align all participants into a common unified space 
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for further analyses. This procedure provided the classifiers with more training and testing 

data for each cross-validation fold, and reduced the variance of the estimated null 

distributions from permutation testing to be more tightly coupled with theoretical chance 

performance (50%, Fig. 3). As all participants viewed the exact same sequence of images 

in the localizer task, we used these data to build the common space model with the 

PyMVPA toolbox (Hanke et al., 2009). For each participant, we first used localizer data to 

perform feature selection and then iteratively derived Procrustean transformation matrices 

for each participant to bring them into alignment with a common space (Haxby et al., 2011). 

The feature selection and transformation matrices were then applied to the memory task 

data for each participant. Then all participants were concatenated into a single common-

space dataset, and finally the concatenated dataset was z-scored across participants. We 

then performed the leave-one-participant-out cross-validation scheme separately for each 

relevant epoch of the memory trials (pre-distraction, distraction, and post-distraction). 

Statistical analyses 

All data in-text are presented as mean ± SD. Statistical analyses were conducted 

using R statistical software. For all comparisons of classification results across different 

trial epochs (pre-distraction, post-distraction stay, post-distraction switch), we conducted 

repeated-measures ANOVAs followed by planned two-way comparisons. We used one-

sample t-tests to determine if perception-trained classifier separation metrics were non-

zero and if behavioral performance on the distraction task was above chance (50%). 

Behavioral accuracy on the memory task was assessed using a repeated-measures ANOVA 

across trial types (early, stay, switch) with planned two-way comparisons. All ANOVAs 

and t-tests were two-tailed. We used permutation tests to determine if memory-trained 

classifier accuracy was above chance. A null distribution of “chance” accuracy scores was 
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derived after hyperalignment by shuffling classifier labels and re-training/testing the 

classifier 1000 times. For each condition, the p-value represents the proportion of null 

distribution scores that were above the true mean accuracy of all test folds. Specifically, 

this is calculated as (C+1)/(N+1), where C is the number of permutation scores greater than 

or equal to the mean of test scores and N is the number of permutations. The +1 in the 

numerator and denominator accounts for the possibility of zero permutation scores being 

above the mean test score. 

 

RESULTS 

Behavioral performance differed across trial types in accuracy (F(2,30) = 5.7, p = 

.0079; Fig. 1C) and reaction times (F(2,30) = 17.3, p < .0001). Accuracy on early trials (M 

= 91 ± 6%) was higher than both stay trials (M = 87 ± 10%; p = .0366) and switch trials 

(M = 86 ± 9%; p = .0034), but did not differ between stay and switch trials (p = .7215). 

Reaction times on early trials (M = 971 ± 107 msec) were higher than both stay (M = 877 

± 139 msec; p < .0001) and switch (M = 876 ± 120 msec) trials, but did not differ between 

stay and switch trials (p = .998). Accuracy on the change detection task (M = 66 ± 11%) 

was above chance (t(15) = 5.7, p = .00004), confirming that participants were engaged in 

the distraction task on stay and switch trials. 

To verify the prioritization of cued memory items over uncued memory items 

before distraction, we measured the difference between fMRI pattern classifier evidence in 

category-selective VTC for these items during the first delay period (Fig. 2A). Consistent 

with previous work (LaRocque et al., 2014), the cued items were associated with higher 

classifier evidence than the uncued items (M = .17 ± .11, t(15) = 6.3, p = .00002; cued = 

.41 ± .11, uncued = .24 ± .06). This confirmed our ability to evaluate the impact of 
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distraction separately for high- and low-priority items in working memory. We designed 

our experiment such that stay trials and switch trials would require the recovery of a high-

priority or a low-priority memory item, respectively. To quantify the neural recovery of 

these working memory representations after distraction, we measured the same classifier 

separation index during the second delay period. 

 

 

Chapter 2, Figure 2: Perception-trained decoding in VTC. 

A) Separation of classifier evidence for cued and uncued memory items. Delay 1 showed 
clear separation, consistent with past literature that the cued memory has a prioritized 
neural representation. During recovery from distraction in the second delay (‘post-
distraction’) there was greater separation of memory items on switch trials, in which a 
low-priority memory item had to be recovered. B) Across-participant relationship 
between prioritization and low-priority recovery benefit. The more a participant 
prioritized the cued representation during the first delay, the greater they benefited when 
recovering a low-priority representation on switch trials. Post-distraction cost is switch 
trial separation minus stay trial separation, both from the second delay. 

There was no classifier separation, and thus no evidence of memory prioritization, 

during the distraction period (M = .01 ± .04, t(15) = 1.2, p = .2361; cued = .21 ± .09, uncued 

= .20 ± .08), yet both stay trials (M = .08 ± .06, t(15) = 4.8, p = .0002; cued = .29 ± .07, 
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uncued = .20 ± .07) and switch trials (M = .16 ± .12, t(15) = 5.2, p = .0001; cued = .35 ± 

.10, uncued = .19 ± .08) showed successful recovery of the relevant item post-distraction. 

Classifier separation measures differed significantly across the pre-distraction and both 

post-distraction epochs (F(2,30) = 6.0, p = .0065, Fig. 2A). Importantly, the classifier 

separation scores post-distraction were higher for switch trials than for stay trials (p = 

.0153). Furthermore, recovery of high-priority items on stay trials failed to reach pre-

distraction levels of classifier separation (p = .0041), as was observed for low-priority items 

on switch trials (p = .9140). These results indicate that recovering the neural representation 

of a low-priority memory item after distraction was more successful than recovering a high-

priority item after distraction. 

Despite a difference in neural measures, behavioral performance was similar across 

stay and switch trials. The behavioral similarity might have resulted from a variety of 

reasons (see Discussion), but to investigate the behavioral relevance of the separation 

metric, we correlated classifier separation (cued minus uncued item classifier evidence) 

with behavioral accuracy and reaction times across participants. When relating classifier 

separation in the second delay to behavioral performance on late trials (stay and switch), 

we found trending correlations in the positive direction for accuracy (r = .44, p = .087) and 

negative direction for reaction time (r = −.42, p = .107), suggesting higher classifier 

separation metric is indicative of better behavioral performance, even if our current sample 

did not detect differences in performance across stay and switch trials. There was a similar 

trend between classifier separation and accuracy (r = .42, p = .101) on early trials but not 

for reaction times (r = −.30, p = .254). 

From these data, the “cost of prioritization” for distraction recovery can be 

estimated by comparing the neural measures of recovery (classifier separation) for high-

priority items versus low-priority items. We found that these cost estimates were correlated 
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with the degree of prioritization prior to distraction (r = .50, p = .0496; Fig. 2B). This 

indicates that the more a participant prioritized one item over another in working memory 

prior to distraction, the more susceptible that item's neural representation was to distraction. 

Neural results presented thus far have described the degree to which category-level 

fMRI pattern classifiers that were trained on data from a perceptual task could detect 

working memory representations reinstated after distraction. While the 1-back task used in 

the localizer had a memory component, the sluggish fMRI activity recorded from that fast 

event-related design was dominated by perceptual signals. Therefore, to investigate neural 

recovery of memory representations that may be unique to the delay periods (i.e., 

potentially separate from perceptual reinstatement), we trained and tested classifiers within 

each trial epoch of the memory task (see Memory-trained decoding in Methods). In VTC, 

the memory-trained classifiers (Fig. 3A) showed successful decoding of the cued memory 

category pre-distraction (M = 58 ± 4%, p = .0010) and post-distraction for switch trials (M 

= 58 ± 9%, p = .0010). However, these classifiers failed to discriminate between the cued 

and uncued categories during the distraction period (M = 49 ± 4%, p = .7792) and during 

the post-distraction period of stay trials (M = 51 ± 7%, p = .2358). Classifier accuracy 

differed significantly across the pre-distraction and both post-distraction periods (F(2,30) 

= 5.5, p = .0094), showing a significant drop post-distraction for stay trials (p = .0101) but 

not for switch trials (p = .9948). In line with results from the perception-trained classifiers, 

switch trials showed greater classifier accuracy than stay trials in the post-distraction period 

(p = .0136). Together, these results provide further support that working memories held in 

a high-priority state are more vulnerable to distraction, or conversely, that working 

memories held in a low-priority state are better protected from distraction. 
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Chapter 2, Figure 3: Memory-trained decoding in VTC and IPS. 

After functional alignment of fMRI data from all participants into a common space, a 
classifier was trained and tested within each trial period. A) VTC decoding. Similar to 
perception-trained decoding, the information about the cued item was present before and 
after distraction, with more post-distraction information on switch trials than stay trials. 
B) Region-of-interest masks. Cortical VTC and IPS masks of a representative participant. 
C) IPS decoding. IPS allowed for successful decoding of cued items before but not after 
distraction. Error bars represent ±1 SEM across leave-one-participant-out cross-
validation. Vertical light-gray distributions represent null permuted distributions created 
with shuffled labels. Horizontal dashed lines represent theoretical chance. 

Recent work has implicated IPS in demanding working memory tasks (Bettencourt 

& Xu, 2016; Christophel et al., 2018; Lorenc et al., 2018). Thus, although our task was not 

designed to detect such representations (see Discussion), we repeated the memory-trained 

decoding analysis in IPS for exploratory purposes (Fig. 3C). Consistent with results from 

VTC, hyperaligning participants into a common space using localizer data from IPS 

allowed for successful decoding of the cued memory category pre-distraction (M = 54 ± 
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4%, p = .0010). This demonstrates that IPS was sensitive, as was VTC, to the manipulation 

of working memory prioritization. Yet after the onset of distraction, there was no successful 

decoding in IPS during distraction (M = 50 ± 3%, p = .4316) and no evidence of recovery 

post-distraction (stay: M = 49 ± 5%, p = .6763, switch: M = 49 ± 7%, p = .6404). 

 

DISCUSSION 

We showed that the prioritization of a working memory item via retrospective 

cueing impairs the ability to recover the neural representation of that item after a distracting 

event. This extends the growing body of neuroscientific evidence in the working memory 

literature that a retro-cued memory item receives a prioritized neural representation 

(LaRocque et al., 2014; Myers et al., 2017; Olivers et al., 2011), and it bridges to more 

recent behavioral work suggesting that prioritized memory items are more susceptible to 

distraction (Allen & Ueno, 2018; Hitch et al., 2018; Hu et al., 2014, 2016). We trained 

fMRI pattern classifiers on independent data from a category localizer task to track memory 

representations of faces and scenes in ventral temporal cortex during a working memory 

task with distraction. Before distraction, classifier evidence was higher for the cued (i.e., 

high-priority) item, replicating past work and confirming that in our experimental design, 

items entered distraction in (and subsequently recovered from) different priority levels. 

The distraction consisted of a change-detection task for an array of letters, which disrupted 

the neural decoding of the memory representations, but they recovered afterwards, and we 

found that recovery of low-priority items was more successful (greater neural separation 

of relevant vs irrelevant information) than recovery of high-priority items. Additionally, 

across participants, the degree of prioritization of cued items prior to distraction was 

predictive of the impaired recovery of these items relative to low-priority items. This 
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suggests that the more an item was prioritized before distraction, the more susceptible it 

was to the negative consequences of distraction. Together, our results suggest that the 

performance benefit of prioritizing an item in working memory (Souza & Oberauer, 2016) 

comes at the cost of increasing its neural vulnerability to disruption. 

The sensory recruitment hypothesis (D’Esposito, 2007; D’Esposito & Postle, 2015; 

Pasternak & Greenlee, 2005; Postle, 2006) has faced criticism ((Xu, 2017); although see 

(Gayet, Paffen, et al., 2017; Scimeca et al., 2018)), and mnemonic representational formats 

may differ substantially from perception (Derrfuss et al., 2017; Yu & Shim, 2018). 

Therefore, we also evaluated classifiers that were trained and tested within individual 

epochs of the working memory task, offering an avenue to detect memory representations 

that either mimic perception or take their own representational pattern. These memory-

trained classifier results replicated those of the perception-trained classifiers, in that 

classification in ventral temporal cortex was more successful during the post-distraction 

recovery of low-priority items relative to high-priority items. This provides further support 

for an increased vulnerability to distraction of high-priority working memory 

representations in perceptual regions. 

Behavioral results regarding retro-cues and interference are mixed. While the 

current study utilized retro-cues (Griffin & Nobre, 2003) to assign prioritization to memory 

items, working memory items can be prioritized in a variety of ways (Niklaus et al., 2019), 

for example via recency after serial item presentation (McElree & Dosher, 1989) or reward 

values (Klyszejko et al., 2014). Accordingly, (Hu et al., 2014, 2016) presented task-

irrelevant perceptual distractors during a working memory delay after serial item encoding, 

and found that the most recent item was preferentially impacted by the distractor. (Hitch et 

al., 2018) and (Hu et al., 2016) extended this finding by showing that the earliest presented 

memory items were not impacted by distraction, unless cued for prioritization. This was 
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the case even when multiple working memories were prioritized (Hitch et al., 2018). Using 

similar distractors, (Allen & Ueno, 2018) assigned varying reward values to each of four 

memory items, and found that the items of higher reward value were most negatively 

impacted by distraction. Taken together, these experiments confirm that working memories 

can be prioritized using a variety of methods, and in each case prioritization results in 

increased performance (in the absence of distraction) at the cost of increased vulnerability 

to distraction. 

In contrast, behavioral work using a single deterministic retro-cue to direct attention 

to memory items has provided mixed results. When attention is directed towards a single 

memory item as compared to equal prioritization of the entire set, attention seems to have 

a protective effect (Souza & Oberauer, 2016). When a task-irrelevant distractor is presented 

during a delay, the negative consequences on behavior are often dampened by a retro-cue 

(Barth & Schneider, 2018; Krefeld-Schwalb, 2018; Makovski et al., 2008; Schneider et al., 

2017; Souza et al., 2016; van Moorselaar, Gunseli, et al., 2015), but not always (Souza et 

al., 2014). More akin to the current study, when the distractor is cognitively demanding, 

retro-cues still aid behavior but no longer interact with distraction effects (Hollingworth & 

Maxcey-Richard, 2013; Rerko, Souza, et al., 2014), except in one case where retro-cues 

preferentially diminished swap errors (Makovski & Pertzov, 2015). The discrepancy 

between these opposing accounts of prioritization (protective vs vulnerable) has been 

attributed to different cueing procedures (Allen & Ueno, 2018; Myers et al., 2018), as the 

representational consequences to an uncued memory item may depend on the 

method/reliability of the retro-cue (Atkinson et al., 2018; Dube et al., 2018; Gunseli et al., 

2015; Lewis-Peacock et al., 2018; Williams et al., 2013). It seems that studies testing 

multiple states of prioritization often support the notion that prioritized items are 
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preferentially susceptible, while this is less the case for studies that compare the 

prioritization of a single item against broad attention to the whole item set. 

We used an engaging secondary task based on (B. Wang et al., 2018), who argued 

that performance of such a task removes an item from the focus of attention in working 

memory. They and others (Bae & Luck, 2018) have found that when the distracting task 

was presented during the delay and the working memory probe immediately followed, 

performance was impaired. In both of these experiments, the distracting task in a sense 

placed the (single) memory item into a low-priority state during distraction. It is possible 

that our task put both items in a low-priority state during distraction. Indeed, our lack of 

memory signal during distraction suggests this was the case. We emphasize that our results 

relate to the priority of working memory representations prior to distraction, and their 

subsequent recovery after distraction. Further research focusing on representational 

formats during distraction – exploring the possibility of persistent, distraction-resistant 

representations – could offer additional insight into the representational protection of 

prioritized working memories. 

The notion that prioritization leads to distraction susceptibility is consistent with a 

common finding that working memory prioritization leads to more memory-driven 

attentional capture (Olivers et al., 2011). Attentional capture by memory matching items is 

an exemplary case of how working memory representations impact perception, and the 

current finding reflects the inverse of this relationship (i.e., that perception impacts working 

memory representations). Previous work has shown that when four items are held in 

working memory, only the prioritized representation impacts perception (van Moorselaar 

et al., 2014). In a dual retro-cue paradigm imparting high- and low-priority to multiple 

memory items, the high-priority memory representation impacts perception to a larger 

degree (Mallett & Lewis-Peacock, 2018). (Xu, 2017, 2018) has argued that this interaction 
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between memory items and perception is a distinct disadvantage of the sensory recruitment 

account of working memory (D’Esposito & Postle, 2015). In showing that prioritization in 

sensory regions promotes susceptibility to distraction, our data seem to lend support to this 

argument. However, perceptual biases from mental representations offer a functional 

benefit in many situations (Gayet, Paffen, et al., 2017; Kiyonaga, Scimeca, et al., 2017), 

and we found no negative behavioral consequences in our experiment. It is possible that 

our behavioral measures were not sensitive enough to detect any negative consequences of 

prioritization. Still, if present, such negative impacts might be a necessary cost of an 

otherwise efficient system (Kiyonaga, Scimeca, et al., 2017). Furthermore, memory 

representations in alternate (e.g., parietal) regions might be a viable alternative in 

particularly demanding scenarios (Bettencourt & Xu, 2016; Christophel et al., 2018; 

Lorenc et al., 2018), but we found no evidence of this possibility in the current study (see 

below). 

There have been many recent proposals as to how working memories of different 

priority levels are represented in the brain. Double retro-cue paradigms that track working 

memory representations using multivoxel pattern analysis often reveal classifier evidence 

of the high-priority representation, but not the low-priority representation ((LaRocque et 

al., 2013, 2017; Lewis-Peacock et al., 2012; Rose et al., 2016; Sprague et al., 2016; Wolff 

et al., 2017); although see (Christophel et al., 2018; Schneegans & Bays, 2017b; van Loon 

et al., 2018)). These findings have developed alongside propositions of “activity-silent” 

working memory representations (M. G. Stokes, 2015) that are maintained via synaptic 

weight patterns (Barak & Tsodyks, 2014; Mongillo et al., 2008) rather than the canonical 

view of persistent firing (Joaquin M. Fuster & Alexander, 1971). The persistent activity of 

high-priority representations is consistent with the increased interaction with perception 

(see above), and thus also accounts for our data suggesting that perception interacts with 
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active working memory representations more than inactive ones. Others have argued that 

a lack of evidence for low-priority representations in sensory regions is not a result of 

activity-silent storage, but rather reduced or altered activity, which is not detectable with 

commonly used methods or designs (Christophel et al., 2018; Schneegans & Bays, 2017b). 

Our data suggest only that more activity is associated with more distraction susceptibility 

at the neural level, and thus are in accord with either account. Another possibility is that 

lack of detection of low-priority memory items results from brief intermittent “bursts” of 

activity (Lundqvist et al., 2016), which might offer a more distraction-resistant mechanism 

of maintenance (E. K. Miller et al., 2018). A dynamic coding framework (M. G. Stokes, 

2015) where neurons switch their coding profiles before, during, and after distraction 

(Jacob & Nieder, 2014; Parthasarathy et al., 2017; M. G. Stokes et al., 2013) might also 

result in null distraction decoding with fMRI. Additional support for a vulnerability of 

prioritized items comes from two experiments where delay-period transcranial magnetic 

stimulation disrupts high- but not low-priority memory representations (Zokaei, Manohar, 

et al., 2014; Zokaei, Ning, et al., 2014), potentially as a result of active maintenance of the 

high-priority representation. 

It is possible that low-priority memory representations are maintained via persistent 

firing in parietal/frontal regions(Christophel et al., 2018). The use of neural resources less 

essential to perception might aid in distraction-resistance (Xu, 2017). Consistent with this, 

a recent finding suggests that pattern representations in early visual but not parietal regions 

are impacted by a perceptual distractor (Lorenc et al., 2018). Previous research using a 

single memory item (i.e., no different prioritizations) found classifier evidence for the 

memory item in parietal but not early visual regions during distraction (Bettencourt & Xu, 

2016). In the present study, we found evidence for the prioritized memory item in both 

ventral temporal cortex and intraparietal sulcus prior to distraction, but only in ventral 
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temporal cortex after distraction. These results would suggest that intraparietal sulcus is 

not a crucial region for working memory storage, yet for the following reasons our design 

may not have been optimal for decoding in parietal regions. Our main analysis relies on 

perception-trained decoding, and parietal memory representations are less likely to mimic 

perception than those in visual regions (Yu & Shim, 2018). Our memory-trained decoding 

analysis would be more likely to detect parietal representations, yet the hyperalignment 

procedure we used relied heavily on perceptual activity from the 1-back localizer task to 

align participants into a common space (Haxby et al., 2011), and therefore might be less 

effective in parietal regions (note, however, that pre-distraction decoding using this 

procedure was successful, Fig. 3C). Further, most previous research showing successful 

decoding of working memory representations in intraparietal sulcus used low-level visual 

stimuli (e.g., orientations or spatial locations), and therefore we had no strong a priori 

predictions about the success of categorical face/scene decoding in this region. 

A more recent proposition for low-priority representation is that of persistent firing 

in sensory regions, albeit with broad representational patterns that are systematically 

transformed until re-prioritized and reverted back to a form mimicking perception (van 

Loon et al., 2018). (van Loon et al., 2018) propose this format might have protective 

properties, which is consistent with our results. An experiment that did not investigate 

effects of prioritization but examined neural representations during distraction found a 

similar shift and re-shift of representational patterns during and after distraction (Derrfuss 

et al., 2017). Our lack of successful mnemonic decoding during distraction suggests that 

there was no active maintenance during distraction, which is consistent with previous work 

of a single memory item ((Clapp et al., 2010; Lewis-Peacock et al., 2012); although see 

(Bettencourt & Xu, 2016; Derrfuss et al., 2017)). Alternatively, it is possible that the 

memory items were equally prioritized above baseline during distraction (i.e., the high-
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priority item dropped to low-priority status) because both items were equally likely to be 

tested after distraction. However, our study was not designed to optimize the observation 

of representational status during distraction. The visual stimuli presented during distraction 

likely degraded our ability to decode the categories of the visual memories, which is 

precisely why a long post-distraction delay period (10 sec) was chosen to allow for 

observation of the recovery of these representations. Future work using an alternate design 

and/or analysis strategy should directly address the question of whether visual working 

memories persist during, rather than just recover from, a distracting event. 

Our study is also unable to make claims about the specific form of representational 

maintenance before distraction. That is, lower classifier evidence for the low-priority 

representation might result from activity-silent maintenance of this item, but there are other 

plausible alternatives. The current experiment was not designed to quantify the specific 

type of alternate representation between high- and low-priority memory representations. 

It remains a possibility that prioritized working memory items are susceptible to 

interference due to their being maintained via persistent firing (Allen & Ueno, 2018; Xu, 

2017). This notion is based on potential pattern disruption or overwriting that results from 

overlapping cortical resources of similar representations (Franconeri et al., 2013). Lower-

priority representations, through their alternate storage location (Christophel et al., 2018), 

transformed pattern activation (van Loon et al., 2018), or activity-silent storage (Lewis-

Peacock et al., 2012; Rose et al., 2016; Wolff et al., 2017), no longer share the 

representational space with the perceptual input or cognitive demands of the distracting 

task. The conflict might arise in two ways. One possibility is that, based on the overlap of 

mnemonic and perceptual representations (D’Esposito & Postle, 2015), the active memory 

representation and incoming distraction representation might compete for resources. In our 

study, the memory items were faces and scenes while the distracting stimulus was a letter 
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array. Even if verbalized, the letter array and memory targets might share a portion of 

cortical resources (Lewis-Peacock et al., 2012). Another (non-exclusive) possibility is that 

the cognitive attentional and mnemonic demands of the distracting task are the interferer. 

Attention and memory resources are largely overlapping (Awh & Jonides, 2001; Chun et 

al., 2011; Kiyonaga & Egner, 2013), and the resources recruited for the distraction task 

might interfere with the “online” or “active” resources being recruited for maintenance of 

the high-priority memory item. 

Another limitation of the current design is the use of categorical fMRI pattern 

classifiers. A possible re-interpretation of our data is that during recovery on switch trials, 

participants re-instated the category of the low-priority memory representation, but not the 

actual memory target. While plausible, the high behavioral performance on switch trials 

suggests otherwise. If participants were unable to recover the low-priority representation 

on switch trials, we would expect performance on the probe to suffer relative to stay trials, 

but this did not occur. Furthermore, recent work suggests correspondence between 

category- and item-level fMRI decoding results (LaRocque et al., 2017). Yet still, 

categorical decoding serves as a proxy rather than a direct measure of item-level 

processing. Future work using a similar design with either item-level decoding or stimulus 

reconstruction methods (Sprague et al., 2015) could provide additional insights into neural 

distraction susceptibility. Such a design might also afford more behavioral performance 

sensitivity. 

While we found no differences in behavior between stay and switch trials, our use 

of faces and scenes rather than low-level feature stimuli possibly prevented any detection 

of subtle differences that have been previously found between high- and low-priority 

representations (e.g., LaRocque et al., 2015). Working memory experiments often use 

continuous response measurements of low-level features for modeling purposes, 
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potentially offering detection of more subtle response profiles (Ma et al., 2014). Moreover, 

our design required a lengthy post-distraction delay period to account for the hemodynamic 

lag involved in fMRI measurements, which is inconsistent with all behavioral work under 

discussion. Based on this disparity and previous research suggesting that behavioral 

consequences of distraction are fleeting (B. Wang et al., 2018), we did not expect a strong 

behavioral effect between stay and switch trials. Rather, we anticipated the likelihood that 

other storage mechanisms would be involved in retaining and/or recovering working 

memory items and thus sparing behavioral performance (Lewis-Peacock et al., 2012, 

2015). Furthermore, the existing literature effects of behavioral high-priority susceptibility 

observe an interaction where the negative impact of distraction on low-priority memories 

is greater than that on high-priority memories, while raw performance is still equal or 

higher for high-than low-priority working memories after distraction (Allen & Ueno, 2018; 

Hitch et al., 2018). Thus, it is possible that the “susceptibility” of high-priority 

representations is more appropriately described as a loss of benefit. Without a comparable 

no-distraction condition for stay and switch trials in the current study we were unable to 

investigate this possibility. 

In summary, perception-trained fMRI pattern classifiers in ventral temporal cortex 

showed successful recovery of both high- and low-priority visual working memory items 

after distraction, but only low-priority items recovered to pre-distraction levels. Moreover, 

across participants the degree of prioritization before distraction predicted the degree of 

disruption for high-priority items after distraction. Together, our results suggest that 

prioritizing a working memory increases the vulnerability of its neural representation to 

distraction. 
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Chapter 3:  Distraction biases working memory for faces3 

 

ABSTRACT 

Working memory persists in the face of distraction, yet not without consequence. 

Previous research has shown that memory for low-level visual features is systematically 

influenced by the maintenance or presentation of a similar distractor stimulus. Responses 

are frequently biased in stimulus space towards a perceptual distractor, though this has yet 

to be determined for high-level stimuli. We investigated whether these influences are 

shared for complex visual stimuli such as faces. To quantify response accuracies for these 

stimuli, we used a delayed-estimation task with a computer-generated “face space” 

consisting of 80 faces that varied continuously as a function of age and sex. In a set of three 

experiments, we found that responses for a target face held in working memory were biased 

towards a distractor face presented during the maintenance period. The amount of response 

bias did not vary as a function of distance between target and distractor. Our data suggest 

that, similar to low-level visual features, high-level face representations in working 

memory are biased by the processing of related but task-irrelevant information. 

 

 

INTRODUCTION 

Visual working memory (VWM) comprises the brief maintenance and 

manipulation of visual information. Visual perception and VWM work in tandem to 

construct a singular and comprehensible visual experience (Fischer & Whitney, 2014; 
                                                
3 Published in Psychonomic Bulletin & Review, doi: 10.3758/s13423-019-01707-5 
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Kiyonaga, Scimeca, et al., 2017). The reliance of VWM and perception on similar and 

overlapping neural resources (D’Esposito, 2007; D’Esposito & Postle, 2015; Joaquı ́n M 

Fuster, 1997; Pasternak & Greenlee, 2005; Postle, 2006; Serences, 2016) highlights their 

interdependence (Awh & Jonides, 2001; Kiyonaga & Egner, 2013). Accordingly, previous 

research has shown that information retained in VWM biases perceptual attention towards 

similar features in the external environment (Olivers et al., 2011; Soto et al., 2008), and 

conversely that perceptual information impacts VWM retention (Yoon et al., 2006). 

Perceptual interference can impact VWM by a general disruption of performance 

(Allen & Ueno, 2018; Bae & Luck, 2018; Clapp et al., 2010; Magnussen et al., 1991; 

Magnussen & Greenlee, 1992; Marini et al., 2017; Yoon et al., 2006). A distractor 

presented during the maintenance period negatively impacts performance when retaining 

low-level features in VWM such as color (Nemes et al., 2012; Nilsson & Nelson, 1981), 

spatial frequency (Bennett & Cortese, 1996; Magnussen et al., 1991; Nemes et al., 2011), 

spatial location (Marini et al., 2017), or motion (Magnussen & Greenlee, 1992; McKeefry 

et al., 2007; Pasternak & Zaksas, 2003). These negative consequences are often restricted 

to situations where the distractor and memoranda are from an overlapping feature-space 

(Magnussen et al., 1991; Magnussen & Greenlee, 1992, 1999). Effects of general working 

memory disruption have been shown using complex stimuli such as faces and scenes (Berry 

et al., 2009; Bettencourt & Xu, 2016; Clapp et al., 2010, 2011; Clapp & Gazzaley, 2012; 

Feredoes et al., 2011), and in some cases such consequences were dependent on target-

distractor similarity (Jha et al., 2004; Jha & Kiyonaga, 2010; Yoon et al., 2006). 

When perceptual distractors and memoranda are from the same low-level feature 

space, and within a certain range of similarity, memory responses show an attractive bias 

towards the distractor. This finding has been demonstrated with color (Nemes et al., 2012), 

orientation (Rademaker et al., 2015), spatial location (Van der Stigchel et al., 2007), and 
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spatial frequency (Dubé et al., 2014; J. Huang & Sekuler, 2010a; Nemes et al., 2011). 

Recently, neuroimaging evidence suggests that neural VWM representations indeed shift 

towards the distractor in accordance with an attractive response bias (Lorenc et al., 2018). 

To date, these perceptual biasing effects have not been tested using complex stimuli, which 

can offer insight into how these effects might apply to VWM in a more naturalistic setting. 

To address this gap in the literature, we had participants remember faces under 

different conditions of distraction. Target and distractor faces were drawn from a 

continuous face space made of 80 computer-generated faces that varied continuously along 

the dimensions of age and sex (Lorenc et al., 2014). A delayed-estimation task with a 

method of adjustment response was used to quantify the accuracy of memory judgments. 

In three experiments, participants retained a single memory item while a task-irrelevant 

visual distractor was presented during maintenance. The three experiments varied only in 

their distance between the memory target and distractor in feature space (from 45° up to 

135°). We predicted that responses would be biased towards the distractor, because this 

would be consistent with findings from similar paradigms that use low-level visual features 

as memoranda (e.g., Rademaker et al., 2015). The goals of this research were to relate the 

consequences of distraction on complex memoranda to findings for low-level stimuli, and 

to add to the broader consensus on the bidirectional relationship between perception and 

working memory. 
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MATERIALS AND METHODS 

Participants 

Participants were recruited from the undergraduate student body of the University 

of Texas at Austin through the SONA system provided by the Department of Psychology. 

Ninety adults participated in total (30 in each of three experiments; age range 18–22 years, 

60 females). All experiments lasted approximately 60 min, and participants were 

compensated with course credit for their participation. Written informed consent was 

obtained in a manner approved by the University of Texas Institutional Review Board. 

Stimuli 

Stimuli were identical for all experiments. Memory targets were selected at random 

from a continuous face space consisting of 80 computer-generated faces ((Lorenc et al., 

2014); Fig. 1). As there were 80 unique faces in the continuous space, all distances were 

converted to a 360° space for interpretability (distance between two faces = 4.5°). The 

three-dimensional rendered faces were gray-scaled and varied continuously along the 

dimensions of age and sex. Stimuli were presented on a 21.5-in. iMac using PsychoPy (J. 

W. Peirce, 2007). Stimuli were presented on a gray background, and all text and fixation 

points were white. 
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Chapter 3, Figure 1: Stimulus face space. 

Stimuli were 80 computer-generated faces that varied along dimensions of age and sex. 
Eighty slices around the wheel provide visualization of how much circular space each 
face occupied, and were not present during the experiment. 

Procedure 

The procedure was identical for all experiments except for the distance between the 

memory target and distractor (Fig. 2A). Participants performed a delayed-estimation task 

with a method of adjustment response. Each trial began with a fixation cross (500 ms, 0.5° 

radius) followed by a centrally presented memory target (1,000 ms, 5° radius). Participants 

were instructed to remember the memory target as precisely as possible over the remainder 

of the trial. Stimulus presentation was followed by a delay period with a central fixation 

dot (3,000 ms, 0.05° radius). In the middle of the delay, a task-irrelevant distractor face 

was presented (1,000 ms, 5° radius) in the same spatial location as the memory target. The 

distractor face was clockwise (50% of trials) or counterclockwise of the memory target by 
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approximately 45° (9–11 faces, uniformly randomized) in Experiment 1, 67.5° (14–16 

faces) in Experiment 2, and 135° (29–31 faces) in Experiment 3. During training, 

participants were instructed to ignore the task-irrelevant distractor face while maintaining 

fixation. They were not informed of any relationship between the distractor and the 

memory target. Following the delay, participants selected the memory target from a 

continuous wheel using a computer mouse (< 30 s). The probe stage began with the 

computer cursor positioned centrally, and a dark gray wheel was presented (6.5° radius, 3° 

thickness) surrounding a face that morphed continuously (across all 80 faces of the face 

space) as the cursor moved around the wheel. The orientation of the face space was rotated 

randomly along the wheel every trial, and a face was not presented centrally until the cursor 

made contact with the wheel. Following response via mouse click, participants were 

provided feedback with a green indicator of the correct location of the memory target on 

the probe wheel (500 ms). Trials were separated with a 1,000-ms blank inter-trial-interval 

(ITI). Each participant completed a single training run and then eight experimental runs of 

24 trials each. 
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Chapter 3, Figure 2: Task and error distributions. 

(A) Experiment 1 task design. Participants encoded a single memory target and 
responded after a distractor-filled delay. Experiments differed only in the distance 
between target and distractor. (B) Response error distributions. Response errors were 
normally distributed around the target and absolute response error was similar across all 
experiments. 

 

Analysis 

Each trial’s error was calculated as the difference in degrees in the continuous face 

space between the response and the target. To quantify bias for each trial, we extracted the 

absolute response error in degrees, and assigned it a positive sign if the error was in the 

same direction as the distractor, and a negative sign otherwise. Therefore, a positive value 

indicates an attractive bias (i.e., a response towards the distractor), and a negative value 

represents a repulsive bias (i.e., a response away from the distractor). In all experiments, 

this bias metric inherently collapses across clockwise and counterclockwise distractors. 

When evaluating whether a response bias was present, we performed a one-sample t-test 
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against zero, where each participant contributed a single bias metric. To compare absolute 

response errors and biases across experiments, we performed between-subjects ANOVAs 

using the Pingouin Python package (Vallat, 2018). All statistical tests were two-tailed, and 

effect size dz was calculated for all one-sample tests (Cumming, 2013). For each 

experiment, we removed outliers whose response biases across all trials were beyond 1.5 

standard deviations from the mean (Exp. 1: N=2, Exp. 2: N=5, Exp. 3: N=4) to account for 

“swapped’ responses where participants might have responded to the probe by selecting 

the distractor. Trials with no response in the time provided were removed (Exp. 1: five 

trials, Exp. 2: two trials, Exp. 3: no trials). All in-text descriptive statistics are reported as 

mean and standard deviation. 

 

RESULTS 

Mean absolute response error was similar across experiments (F(2,76)=0.6, 

p=0.55) with 29.3 ± 9° in Experiment 1, 28.4 ± 8° in Experiment 2, and 31.1 ± 11° in 

Experiment 3 (Fig. 2B). In Experiment 1, average response bias was reliably positive 

(M=1.34 ± 3.2°, t(27)=2.23, p=0.034, dz=0.42), reflecting a tendency of memory responses 

to be attracted towards the perceptual distractor (Fig. 3). This effect was replicated in 

Experiment 2 in which there was an increase from 45° to 67.5° in the distance between 

memory target and distractor (M=1.62 ± 2.5°; t(24)=3.31, p=0.003, dz=0.66). Similarly, the 

effect was present when the target-distractor distance increased to 135° (M=1.71 ± 2.1°; 

t(25)=4.12, p<0.001, dz=0.81). While effect size increased with distractor distance, the 

magnitude of the bias effect did not differ across experiments (F(2,76)=0.1, p=0.87). 
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Chapter 3, Figure 3: Bias results from each experiment. 

Responses were similarly biased towards perceptual distractors across all experiments. 
The bias metric represents combined bias across all trials within each experiment. (error 
bars represent SEM; violin plots show density of individual participant data points; 
*p<.05) 

 

DISCUSSION 

In three experiments, we tested the hypothesis that perceptual distraction presented 

during the delay of a visual working memory (VWM) task biases memory for faces. We 

found this to be the case across all experiments (total N=90). Our finding that working 

memories of complex stimuli are biased towards the perceptual distractor is consistent with 

previous results with low-level features as memoranda (Dubé et al., 2014; J. Huang & 

Sekuler, 2010b; Nemes et al., 2011, 2012; Rademaker et al., 2015; Van der Stigchel et al., 

2007). Previous serial dependence research suggests that face perception is influenced by 
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recently viewed faces (Liberman et al., 2014; Taubert et al., 2016). Here we show the 

reverse, that perceived faces impact recently encoded working memories of faces. 

Our findings of VWM response bias towards a perceptual distractor that is matched 

in feature space replicate previous findings that used color (Nemes et al., 2012), orientation 

(Rademaker et al., 2015), spatial location (Van der Stigchel et al., 2007), or spatial 

frequency (Dubé et al., 2014; J. Huang & Sekuler, 2010a; Nemes et al., 2011). Thus, our 

finding that this effect generalizes to complex stimuli like faces suggests that these stimuli 

share similar representational properties as basic features in VWM. It is possible that our 

observed bias resulted from low-level features that varied across the face stimulus set. 

However, this is unlikely given that facial recognition is frequently characterized as a 

holistic process, in that there is a tendency to perceive faces as an integrated whole rather 

than a composite of individual features (Farah et al., 1998; Taubert et al., 2011). Regardless 

of whether the attractive bias we found across all experiments resulted from basic features 

or complex representations, the influence of perceived faces on memorized faces is 

consistent with the sensory recruitment account of VWM where perceptual resources are 

recruited for VWM storage (D’Esposito, 2007; D’Esposito & Postle, 2015; Joaquı ́n M 

Fuster, 1997; Pasternak & Greenlee, 2005; Postle, 2006; Serences, 2016). 

We found no effect of target-distractor distance on the magnitude or direction of 

working memory biases. Previous work has shown that increasing target-distractor 

distance increased memory bias (Rademaker et al., 2015); however, this was tested within 

target-distractor distances all below 45°, which was the lowest target-distractor distance in 

the current study. In previous work investigating the biasing effects between multiple 

VWM representations, the attractive/repulsive biasing effects are largely dependent on 

target-distractor distance (Bae & Luck, 2017; Myers et al., 2018). Biasing complex stimuli 

such as faces might be weaker than the biasing of low-level visual features. Furthermore, 
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the “distance” between targets and distractors might be more ambiguous because these 

stimuli vary across more than one dimension, unlike the typical unidimensional and 

continuous feature space of low-level stimuli. Additionally, some categorical and/or verbal 

recoding (Lewis-Peacock et al., 2015) of the remembered faces might have occurred 

(Smyth et al., 2005), possibly preventing the subtle differences in bias as a function of 

distance. Notably, the similarity in bias across target-distractor distances provides further 

support that our results are unlikely to have resulted from “swapped” representations of 

target and distractor. 

Our current design is unable to rule out the possibility of categorical recoding along 

the dimensions of age and sex (e.g., “old-ness” or “male-ness”). Indeed, this is also the 

case for similar experiments using low-level features. Even low-level features are recoded 

into categorical representations during working memory tasks (Bae et al., 2015; Hardman 

et al., 2017). Furthermore, in another situation where memory and perception interact, 

categorical verbal information in working memory can bias visual attention (Mannan et al., 

2010; Soto et al., 2012; Soto & Humphreys, 2007). Together, this suggests that if individual 

faces were recoded into categorical and/or verbal representations, we might still have 

detected these biasing effects. Note that participants were never explicitly informed about 

the two dimensions of age and sex that differed within the face space, which makes 

categorical recoding less likely. Future work using either neuroimaging or tasks that 

prevent verbal rehearsal (e.g., articulatory suppression) might help to determine how 

recoding influences biasing. 

Face perception – like low-level features – is susceptible to visual adaptation, or 

“after-effects” (Jeffery & Rhodes, 2011; Strobach & Carbon, 2013; Webster & MacLeod, 

2011). After-effects alter perception of images based on recent encoding of related 

material. As with low-level features, perception of faces can influence processing such that 
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perception is biased away from the initially encoded face (e.g., adaptation to a male face 

resulting in a female bias; (Webster et al., 2004)). These effects have been found in face 

perception for both age (Schweinberger et al., 2010) and sex (Webster et al., 2004). After 

encoding the target face in the current experiments, perception of the distractor face might 

have been biased away from the target as a result of face-adaptation effects. Such a 

perceptual effect (either attraction or repulsion) might have influenced our results, but 

because the attractive biases we found were markedly smaller than the actual distance 

between target and distractor, we are unable to determine exactly how the distractor face 

was perceived. 

Neuroimaging work has proposed a variety of neural mechanisms supporting 

maintenance during distraction periods of a VWM task. Proposals range across active 

maintenance in early visual (Lorenc et al., 2018) or parietal (Bettencourt & Xu, 2016; 

Lorenc et al., 2018) regions, activity-silent mechanisms (Lewis-Peacock et al., 2012) 

(Lewis-Peacock, Drysdale, Oberauer, & Postle, 2012), connectivity between frontal and 

occipital regions (Clapp et al., 2010), or systematically modulated activity patterns 

(Derrfuss et al., 2017; van Loon et al., 2018). Recently, (Lorenc et al., 2018) showed that 

a perceptual distractor presented during a memory delay exerted an attractive bias on both 

behavioral responses and the neural representation in early visual areas. This suggests that 

the attractive biasing effects that arise in behavior correspond with active neural 

maintenance, yet the influence of neural overlap between target and distractor 

representations is still an open question. 

As a final note, our use of faces as memoranda aids in the ecological validity of 

these results (Leopold & Rhodes, 2010). The biases demonstrated here in VWM might be 

applicable to important issues such as eyewitness testimony. Eyewitness testimony – 

primarily studied in the context of episodic memory (Chan et al., 2009; Thomas et al., 
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2010) – is vulnerable to interference and misinformation (Butler & Loftus, 2018; 

Echterhoff et al., 2005), specifically during suspect lineups. Suspect lineups require 

witnesses to choose a target face from a series of simultaneously or sequentially presented 

faces with similar critical features (Huff & Umanath, 2018). Our findings of perceptual 

distraction suggest that working memory may play a role in these decisions and impact the 

reliability of eyewitness testimony. 

In summary, the current study contributes to a growing literature consensus that 

VWM representations are biased by distractors that vary along a goal-relevant feature 

dimension, and more generally that VWM and perception systematically influence each 

other. Our findings using a stimulus set that varies along complex feature dimensions 

suggests that the biasing effects of distractors on memories is a general characteristic of 

VWM that affects representations beyond those of low-level features. 
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Chapter 4:  Working memory swap errors have identifiable neural 
representations4 

 

ABSTRACT 

Working memory performance suffers under demanding circumstances, such as 

trying to remember too many items at once. While it is clear that working memory failures 

occur, the mechanisms by which these failures occur is still under debate. Behavioral 

modeling has proposed two distinct types of response errors that underlie most working 

memory failures. Guess errors are fairly self-explanatory, in that participants have 

forgotten a memory entirely and make a guess when tested. The presence of swap errors is 

perhaps more contentious, though proposed as a contextual binding error between item 

features that manifests at some point during encoding, retention, or at test. Here, we 

combined behavioral response modeling and fMRI pattern analysis to search for active 

neural maintenance of a misremembered memory target (i.e., an error representation) 

during trials that appear behaviorally as swap errors. After the encoding of six spatial 

locations, a centrally presented retro-cue indicated which location would be tested after a 

memory retention period. Trials were binned post-hoc into accurate and swap trials using 

mixture modeling, and then we attempted to find memory representations of each trial type 

using a stimulus reconstruction approach. We quantified the presence of the true memory 

location on all trials, but critically, on model-labeled swap trials, we additionally measured 

the neural evidence of error representations (i.e., the most likely swap candidate location). 

We found reliable memory representations of the true target location in early visual cortex 

and intraparietal sulcus during accurate trials. In these same brain regions, we found 

                                                
4 Publication currently being prepared. 
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reliable error representations during the retention period of swap trials, suggesting the 

active maintenance of the incorrect memory item prior to response on swap error trials. 

Participants also reported their subjective confidence at the end of each trial, and we found 

that despite more guesses reported during model-labeled swap trials, the majority of trials 

were reported as having high or low confidence in their response. Together, these results 

suggest that the majority of responses modeled as swap errors are indeed a result of binding 

failures that result in the active maintenance of an incorrect memory representation and 

perpetuate throughout the retention interval. 

 

INTRODUCTION 

Working memory serves to aid in the execution of short-term behavioral goals (G. 

A. Miller et al., 1960), be that for action planning (Myers et al., 2017) or the stabilization 

of perception into a coherent experience (Kiyonaga, Scimeca, et al., 2017). Importantly, 

there are limitations within and across individuals as to how much information can be 

maintained and manipulated in working memory (Luck & Vogel, 2013; Oberauer et al., 

2016). When working memory capacity is breached, errors occur. Traditionally, this 

capacity limitation has been quantified as percent-correct across multiple trials (e.g., Luck 

& Vogel, 1997), though the application of continuous response measures to working 

memory tasks (e.g., Wilken & Ma, 2004; W. Zhang & Luck, 2008) radically shifted the 

field towards behavioral response models that quantify more subtle and differentiable 

response profiles (Ma et al., 2014). Such modeling of working memory behavior has shown 

that responses can be largely described by a mixture distribution composed of one uniform 

component (representing guess responses) and two normal components (representing 

accurate and swap error responses) (Bays et al., 2009). This analysis method, referred to as 
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mixture modeling, has since been widely implemented, extended, and challenged 

(Schurgin et al., 2020). 

While the interpretation of guess responses is intuitive (as complete loss of memory 

information), swap errors are interpreted as a result of misbinding of feature dimensions 

between a target and non-target memory item (Schneegans & Bays, 2019). Perceiving an 

object requires the binding of an item’s content with its features (Treisman, 1996). Working 

memory paradigms begin with an encoding stage, where a set of memory items are encoded 

for later test. Each memory item consists of multiple features (e.g., a color and a location), 

one of which will be tested and the other will be used during the probe stage to indicate 

which item is being tested. Swap errors are theorized to result from improper binding 

between the target and probe dimension of a working memory item, occurring either at the 

encoding, delay, or probe stage. This misbinding leads participants to – when confronted 

with the probe feature – incorrectly recall a different memory target. Note that in this case, 

participants “swap out” the correct memory target for a different memory target from the 

set, as opposed to a completely random response (i.e., a guess). The occurrence of swap 

errors is estimated to range from 16% (van den Berg et al., 2014) to upwards of 30% (Bays, 

2016) of all trials, and such confusion errors are considered a “benchmark” trait of working 

memory (Oberauer et al., 2018). 

Most theoretical discussion around swap errors and working memory models 

revolves around behavioral data and neural modeling (Schneegans & Bays, 2019). Without 

any neuroimaging evidence for the existence of swap errors, recent work has called into 

question the swap error interpretation of mixture model output (L. Huang, 2019; Pratte, 

2018). In the current experiment, we set out to test whether the memory delay period of 

model-labeled swap error trials contain neural information related to a potentially swapped 

memory item. We designed a behavioral task to maximize swap error rates and measured 
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participants’ brain activity with functional magnetic resonance imaging (fMRI) while they 

completed multiple sessions of the task. To optimize detection of memory-related neural 

activity, the task involved maintenance of specific locations because early visual cortex is 

recruited during spatial working memory tasks (Awh et al., 2000; Blacker & Courtney, 

2016; Brignani et al., 2010; Munneke et al., 2010; Peters et al., 2015; Pratte & Tong, 2014; 

Sprague et al., 2014). We used a multivariate inverted encoding model (IEM) approach to 

reconstructing spatial information across the entire memory trial (Sprague et al., 2014, 

2016). When reconstructing stimulus information on swap error trials, we found that early 

visual cortex and intraparietal sulcus contained information regarding the swapped 

stimulus as opposed to the cued stimulus, suggesting the neural maintenance of a swapped 

memory representation and supporting the feature misbinding interpretation of swap errors. 

 

METHODS AND MATERIALS 

Participants 

Twelve participants were recruited to the prescreening portion of the experiment, 

six of whom (3 female, 3 male) fit our swap rate criterion (between 20-40% of trials) and 

accepted invitation to participate in the fMRI portion of the experiment. Participants were 

financially compensated at an hourly rate for the behavioral prescreening ($12) and fMRI 

($20) portions of the experiment. The study was approved by the University of Texas 

Institutional Review Board. 

Task 

All participants completed two fMRI scanning sessions, each of which included an 

anatomical scan, four mapping task runs (not used in the current analysis), and a variable 
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amount of memory task runs (runs were continued until the 2-hour time limit was reached 

or upon participant request). The memory task (Figure 1) was a version of a continuous 

response delayed estimation task (Ma et al., 2014; Wilken & Ma, 2004). To increase the 

likelihood of swap errors, all trials had a high set size (Bays, 2016) that breached typical 

working memory capacity (Oberauer et al., 2016). After initial trial fixation (0.1° radius, 

light gray; 500 ms), participants encoded an array of eight colored discs (0.4° radius) 

presented 3.5° from center fixation (i.e., placed on an invisible ring with 3.5° radius). 

Locations were chosen uniformly between 0-359° (integers only), with the only restriction 

that all discs from a single trial be separated by at least 45° on the invisible ring. This 

minimum distance was implemented so that we could reconstruct each disc/location 

separately in the fMRI analysis. Each disc was colored with a unique hue from HSV color 

space (saturation and value/brightness were held constant at 1), similarly sampled 

uniformly from integers 0-359°. Minimum distance between hues of a single trial was 20° 

to minimize perceptual confusion. After encoding, a pre-cue delay (4300 ms) was 

presented before fixation changed color to match one of the eight target discs, serving as a 

retro-cue (500 ms) to inform participants which of the eight disc locations to recall for the 

upcoming probe. Then a 12-second delay prefaced the memory probe, where participants 

were given six seconds to move a probe disc (0.4° radius, black outline) around the 

invisible ring. Participants used their right hand to move the probe disc around the wheel 

using the four buttons on a Cambridge Research Systems MRI-compatible “curved right” 

4-button box. Buttons 1 and 2 (pushed with index and middle finger, respectively) were 

used to move the disc around the wheel clockwise (button 2) or counter-clockwise (button 

1) at a coarse rate of 120° per second, while fine judgements could be made at 24° per 

second with buttons 3 (counter-clockwise) and 4 (clockwise) (ring and pinky finger, 

respectively). A subset of “drop” trials had a black retro-cue, indicating that there would 
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be no memory test, but instead a perceptual task where participants would simply move 

the unfilled circle to be placed on top of a separate black disc placed randomly along the 

ring. After six seconds, wherever the probe disc was located was taken as their response. 

Immediately after the location probe, participants reported how confident they were about 

the accuracy of their response by choosing either “guess” (button 1), “low” (button 2), or 

“high” (button 3). Below each text option was a white ring that would fill in upon response 

selection. Participants were free to select and change their response for three seconds. After 

both location and confidence probes, location feedback was provided by showing the target 

disc overlaying the probe disc for one second. A 2-second inter-trial interval (ITI) ended 

every trial. The central fixation dot (0.1° radius, light gray) was present throughout the 

entire task except for ITIs, and participants were instructed to maintain strict fixation 

whenever it was on screen. During fMRI sessions, experimental displays were projected 

onto a screen using a VPixx Technologies PROPixx MRI projector. All experimental 

displays were coded and presented using PsychoPy software (Peirce, 2007, 2009) and 

presented on a gray background. 

 

 

Chapter 4, Figure 1:  Memory task. 

Participants encoded 6 colored discs, and in the middle of a lengthy delay were informed 
(via retro-cue) which location they would be tested on. All times in seconds. 
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MRI acquisition parameters 

Participants were scanned in a Siemens Skyra 3T scanner with a 32-channel head 

coil. Each scan session included a single high-resolution T1-weighted anatomical image 

(MEMPRAGE; FoV 256 mm, 256 x 256 matrix, 176 sagittal slices; TE=1.64/3.5/5.36/7.22 

s). All functional scans were acquired using the same EPI sequence (TR=2 s; 76 slices; 

3x3x3 mm voxel dimensions; 2x multiband factor). 

MRI processing 

All anatomical and functional MRI data was preprocessed using fMRIprep 

(Esteban et al., 2019, 2020). The following text is a direct copy/paste from their output, per 

the authors’ request. 

Results included in this manuscript come from preprocessing performed using 

fMRIPrep 20.2.1 (Esteban et al., 2019), which is based on Nipype 1.5.1 (Gorgolewski et 

al., 2011). 

T1-weighted (T1w) images were corrected for intensity non-uniformity (INU) with 

N4BiasFieldCorrection (Tustison et al., 2010), distributed with ANTs 2.3.3 (Avants et al., 

2008). The T1w-reference was then skull-stripped with a Nipype implementation of the 

antsBrainExtraction.sh workflow (from ANTs), using OASIS30ANTs as target template. 

Brain tissue segmentation of cerebrospinal fluid (CSF), white-matter (WM) and gray-

matter (GM) was performed on the brain-extracted T1w using fast (FSL 5.0.9, Y. Zhang et 

al., 2001). A T1w-reference map was computed after registration of 2 T1w images (after 

INU-correction) using mri_robust_template (FreeSurfer 6.0.1, Reuter et al., 2010). Brain 

surfaces were reconstructed using recon-all (FreeSurfer 6.0.1, Dale et al., 1999), and the 

brain mask estimated previously was refined with a custom variation of the method to 

reconcile ANTs-derived and FreeSurfer-derived segmentations of the cortical gray-matter 
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of Mindboggle (Klein et al., 2017). Volume-based spatial normalization to one standard 

space (MNI152NLin2009cAsym) was performed through nonlinear registration with 

antsRegistration (ANTs 2.3.3), using brain-extracted versions of both T1w reference and 

the T1w template. The following template was selected for spatial normalization: ICBM 

152 Nonlinear Asymmetrical template version 2009c (Fonov et al., 2009; TemplateFlow 

ID: MNI152NLin2009cAsym). 

For each of the BOLD runs found per subject (across all tasks and sessions), the 

following preprocessing was performed. First, a reference volume and its skull-stripped 

version were generated using a custom methodology of fMRIPrep. Susceptibility distortion 

correction (SDC) was omitted. The BOLD reference was then co-registered to the T1w 

reference using bbregister (FreeSurfer) which implements boundary-based registration 

(Greve & Fischl, 2009). Co-registration was configured with six degrees of freedom. Head-

motion parameters with respect to the BOLD reference (transformation matrices, and six 

corresponding rotation and translation parameters) are estimated before any spatiotemporal 

filtering using mcflirt (FSL 5.0.9, Jenkinson et al., 2012). BOLD runs were slice-time 

corrected using 3dTshift from AFNI 20160207 (Cox & Hyde, 1997). The BOLD time-

series (including slice-timing correction when applied) were resampled onto their original, 

native space by applying the transforms to correct for head-motion. These resampled 

BOLD time-series will be referred to as preprocessed BOLD in original space, or just 

preprocessed BOLD. Several confounding time-series were calculated based on the 

preprocessed BOLD: framewise displacement (FD), DVARS and three region-wise global 

signals. FD was computed using two formulations following Power (absolute sum of 

relative motions, Power et al., 2014) and Jenkinson (relative root mean square displacement 

between affines, Jenkinson et al., 2002). FD and DVARS are calculated for each functional 

run, both using their implementations in Nipype (following the definitions by Power et al. 
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2014). The three global signals are extracted within the CSF, the WM, and the whole-brain 

masks. Additionally, a set of physiological regressors were extracted to allow for 

component-based noise correction (CompCor, Behzadi et al., 2007). Principal components 

are estimated after high-pass filtering the preprocessed BOLD time-series (using a discrete 

cosine filter with 128s cut-off) for the two CompCor variants: temporal (tCompCor) and 

anatomical (aCompCor). tCompCor components are then calculated from the top 2% 

variable voxels within the brain mask. For aCompCor, three probabilistic masks (CSF, 

WM and combined CSF+WM) are generated in anatomical space. The implementation 

differs from that of Behzadi et al. in that instead of eroding the masks by 2 pixels on BOLD 

space, the aCompCor masks are subtracted a mask of pixels that likely contain a volume 

fraction of GM. This mask is obtained by dilating a GM mask extracted from the 

FreeSurfer’s aseg segmentation, and it ensures components are not extracted from voxels 

containing a minimal fraction of GM. Finally, these masks are resampled into BOLD space 

and binarized by thresholding at 0.99 (as in the original implementation). Components are 

also calculated separately within the WM and CSF masks. For each CompCor 

decomposition, the k components with the largest singular values are retained, such that 

the retained components’ time series are sufficient to explain 50 percent of variance across 

the nuisance mask (CSF, WM, combined, or temporal). The remaining components are 

dropped from consideration. The head-motion estimates calculated in the correction step 

were also placed within the corresponding confounds file. The confound time series 

derived from head motion estimates and global signals were expanded with the inclusion 

of temporal derivatives and quadratic terms for each (Satterthwaite et al., 2013). Frames 

that exceeded a threshold of 0.5 mm FD or 1.5 standardised DVARS were annotated as 

motion outliers. All resamplings can be performed with a single interpolation step by 

composing all the pertinent transformations (i.e. head-motion transform matrices, 
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susceptibility distortion correction when available, and co-registrations to anatomical and 

output spaces). Gridded (volumetric) resamplings were performed using 

antsApplyTransforms (ANTs), configured with Lanczos interpolation to minimize the 

smoothing effects of other kernels (Lanczos, 1964). Non-gridded (surface) resamplings 

were performed using mri_vol2surf (FreeSurfer). 

Many internal operations of fMRIPrep use Nilearn 0.6.2 (Abraham et al., 2014), 

mostly within the functional processing workflow. For more details of the pipeline, see the 

section corresponding to workflows in fMRIPrep’s documentation. 

Copyright waiver. The above boilerplate text was automatically generated by 

fMRIPrep with the express intention that users should copy and paste this text into their 

manuscripts unchanged. It is released under the CC0 license. 

Regions-of-interest 

Region-of-interest masks were determined anatomically for each subject 

individually using a probabilistic retinotopic atlas (L. Wang et al., 2015) based on 

FreeSurfer surface reconstructions (see, MRI preprocessing). The early visual cortex 

(EVC) mask combines bilateral V1-V3a/b and hV4, whereas the intraparietal sulcus (IPS) 

mask combines bilateral IPS0-5. 

 

Behavioral mixture modeling 

Each participant’s responses were modeled as coming from a mixture distribution 

composed of three component distributions (Eq. 1).  represents the von Mises distribution 

with mean zero and concentration parameter #.  denotes the location response on a given 

trial, where $ is the target location and {$&, $(, … , $*} are the , non-target locations of the 
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same trial (note , is constant at 5 for all trials in the current experiment). Maximum 

likelihood estimates of accurate (-), swap error (.), and guess (/) response proportions 

were obtained for each subject using a non-linear optimization algorithm (Nelder & Mead, 

1965). Data was aggregated across both scan sessions for each subject. This model is as 

described in (Bays et al., 2009) and the Analogue Report Toolbox was used for analysis 

(https://www.paulbays.com/toolbox/). 

 01$23 = -561$2 − $3 + .
1

,
: 56($2 − $<) + /

1

2?

*

<
 (Eq. 1) 

For trial-level parameter estimates, we implemented the model as described in 

(Schneegans & Bays, 2016). Briefly here, this model takes, for each subject, the best-fitting 

mixture model parameters (described above) and uses Bayes theorem to derive the 

probability that a given trial came from each of the three mixture distributions (target, 

swap, and guess). The result is three probabilities, each of which corresponds to the 

probability of the trial coming from the target, swap, or guess distribution. Our post-hoc 

trial binning consisted of labeling each trial with the trial type of the highest probability. If 

the trial was labeled as a swap trial, we treated the nearest non-target memory item as the 

most likely swap candidate. This modeling was also performed using the Analogue Report 

Toolbox. 

fMRI modeling 

Memory representations were evaluated using an inverted encoding model 

(Brouwer & Heeger, 2009; Sprague et al., 2014, 2015, 2018; Sprague & Serences, 2013). 

For each participant, using all fMRI runs concatenated across both sessions, we used a 

leave-one-run-out cross-validation procedure where we iteratively trained the encoding 

model on only the accurate trials of all but one run and built reconstructions on all trials of 
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the held-out run. For the main analysis, to increase signal-to-noise ratio prior to modeling, 

we built a single memory representation for each trial by averaging the BOLD signal across 

the final three TRs of the delay period of a given trial. For each cross-validated iteration of 

model training, linear regression was applied (Eq. 2) to all the training data (@&: , voxels 

X A trials) to extract the weights (B: 36 channels X , voxels) – at each voxel – for each 

of 36 hypothetical location basis functions that together comprise any given location (C&: 

36 channels X , voxels). The 36 derived location channel weights of each voxel were then 

applied (Eq. 3) to the held-out test data (@() to “reconstruct” a spatial location for each 

memory trial (C(). For a secondary analysis, this procedure was repeated at each TR across 

the trial to generate a timecourse of memory representation. Critically, each reconstruction 

was co-registered/rotated to a central location (3.5°, 0°) that allows for averaging across 

trials. This aspect of the encoding model is what allowed us to separately quantify 

information for different memory locations. Altogether, we coregistered trials in four 

different ways: (1) on model-labeled accurate trials, we coregistered reconstructions with 

respect to the true memory target; on model-labeled swap trials, we coregistered 

reconstructions (2) with respect to the most likely swap candidate (i.e., nearest non-target) 

and (3) with respect to the true memory target (as a null condition); (4) on drop trials, we 

coregistered reconstructions with respect to the perceptual probe (unknown prior to probe). 

 B = @&C&
D(C&C&

D)E& (Eq. 2) 

 C( = (BDB)E&BD@( (Eq. 3) 

To quantify the model reconstructions, we performed a resampling procedure 

across all trials and participants. For each condition, 1,000 times we took 240 random trials 

across all participants and averaged the co-registered two-dimensional reconstructions. We 

drew 240 samples to account for the mismatch of trial counts between accurate, swap, and 



 82 

drop trials (drop trials were frequently the lowest count at 40 trials per subject, so we 

multiplied this by number of subjects). At each iteration, the average reconstruction was 

converted to a one-dimensional vector representation by extracting the values that 

encompassed the ring of stimulus representations on-screen (3.5±0.6° from center) and 

then converted to a representational fidelity measure (Sprague et al., 2014). 

Representational fidelity is the vector mean of the one-dimensional reconstruction (Eq. 4), 

where F< is the reconstruction value at theta G for each of H = 220 ring segments. Thus, 

above-zero fidelity represents a peaked and “successful” reconstruction, whereas a fidelity 

of zero implies no memory representation. This procedure was repeated via resampling 

across all trials and participants to generate group statistics, and p-values were generated 

by taking the fraction of resampled fidelity values above zero, and the fraction below zero, 

and multiplying the smallest fraction by two to account for a two-tailed test (Sprague et al., 

2014, 2016). Timecourse p-values were corrected for multiple comparisons (Benjamini & 

Hochberg, 1995). The inverted encoding model analysis was implemented with custom 

Python code using the SciPy stack (Oliphant, 2007), Pandas (McKinney, 2010), and 

Nilearn (Abraham et al., 2014; Pedregosa et al., 2011). 

 

 J =
1

H
:F< cos G

N

<O&

 (Eq. 4) 

 

RESULTS 

Behavior 

Mixture modeling revealed that participants continued to show a roughly 30% swap 

rate (M = .298, SEM = .02) during fMRI sessions (Figure 2). Trial-level parameter 
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estimates resulted in an average of 53 swap trials (SEM = 4) per participant (min = 36, max 

= 65). Raw response error tracked well with subjective confidence, suggesting a level of 

metacognition about their performance (Figure 3A). Error on reported high-confidence 

trials (M = 27°, SEM = 4.8°) was lower than that of low-confidence trials (M = 47°, SEM 

= 3.3°; t(5) = 4.5, p = .006, CLES = .94) and guess trials (M = 68°, SEM = 5.4°; t(5) = 5.3, 

p = .003, CLES = 1.00). Reported low-confidence trials also had lower error than guess 

trials (t(5) = 4.0, p =.0100, CLES = .97). 

 

 

Chapter 4, Figure 2: Mixture modeling results. 

Each participant shows a roughly 30% swap rate across the 2 fMRI sessions. 

 

To compare mixture model output with subjective confidence, we compared the 

proportion of guess, low confidence, and high confidence responses within each of model 

“correct” and model “swap” trials. For each of correct and swap trials, we resampled 1,000 

trials with replacement, each time calculating the proportion of trials that were guess, low 

confidence, or high confidence. Resampled distributions within each confidence response 
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were compared by resampling differences measures 1,000 times with replacement. Low 

confidence responses made up most of the trials, with equal proportions in model accurate 

and model swap trials (M = -.05, CI = [-.11, -.02], p = .156). Participants reported more 

high confidence (M = .17, CI = [.12, .23], p < .001) and less guessing (M = -.12, CI = [-

.18, -.07], p < .001) on accurate trials than swap trials, suggesting a shift to more guesses, 

albeit with most responses still reported as low confidence. 

 

 

Chapter 4, Figure 3: Confidence results. 

(A) Raw response error tracks well with reported confidence. (B) Mixture model 
parameter proportions within each of model-labeled accurate and model-labeled swap 
trials. Participants report low confidence at similar rates for accurate and swap trials, 
whereas confidence shifts from high confidence to guess for swap trials. ** p < .01, *** p 
< .001 

fMRI reconstructions 

We applied an inverted encoding model to delay-period BOLD data in an attempt 

to reconstruct a variety of spatial locations in early visual cortex (EVC) and intraparietal 

sulcus (IPS) across different trials types (Figure 4). On accurate trials, we found reliable 

memory representations during the delay period of the true memory target location in EVC 
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(Mfidelity = .046, CI = [.033, .058], p < .001) and IPS (Mfidelity = .042, CI = [.027, .057], p < 

.001). On drop trials, when participants were not asked to remember anything, we 

attempted to reconstruct the probe location unsuccessfully in EVC (Mfidelity = .012, CI = [-

.001, .024], p = .076) and IPS (Mfidelity = .010, CI = [-.008, .028], p = .306). Importantly, 

on model-labeled swap trials, we found reliable representations of a non-target location in 

EVC (Mfidelity = .033, CI = [.018, .046], p < .001) and IPS (Mfidelity = .036, CI = [.022, .050], 

p < .001). 

 

 

Chapter 4, Figure 4: Memory delay reconstructions. 

(A) Raw two-dimensional reconstructions averaged across all trials and participants, in 
early visual cortex (EVC) and intraparietal cortex (IPS). (B) The same reconstructions 
translated to representational fidelity measure through resampling procedure. Violins 
represent resampled mean distributions and black bars are means. *** p < .001 tested 
against zero 

To look further into non-target error representations on swap trials, we attempted 

to separately reconstruct both the most-likely swap candidate and the true target location 

across the trial timecourse. In early visual cortex, error representations emerged on swap 

trials midway through the delay period (note data is not shifted to account for 

hemodynamic lag; Figure 5). 
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Chapter 4, Figure 5: Swap trial timecourse reconstructions in early visual cortex. 

Top panel shows the timecourse of reconstructions across a swap trial, where IEM is 
trained and test through cross-validation at each timepoint/TR. Data is tested on swap 
trials only, coregistering reconstructions to either the most-likely swap location (purple) 
or the true memory location (green). Bottom panel shows the resampled one-dimensional 
reconstructions, which is a middle step in analysis between the raw two-dimensional 
reconstructions and the final fidelity measure. * p < .05, ** p < .01, *** p < .001, FDR-
corrected 
 

DISCUSSION 

The goal of the current study was to investigate the presence of actively maintained, 

albeit incorrect, memory representations during the retention period of work memory swap 

errors. Participants were scanned while they performed a working memory task that 

induced a high rate of swap errors. After labeling trials post-hoc as accurate or swap errors 

using behavioral modeling (Schneegans & Bays, 2016), we used an inverted encoding 

model to test for neural information during memory retention periods (Sprague et al., 

2015). We extended previous work showing that early visual areas and intraparietal sulcus 

contain memory-related information for spatial material (Curtis, 2006; Sprague et al., 

2014) by revealing how information for a non-target memory item is similarly present 

during the memory delay during swap errors. 
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An important critique of mixture model interpretations is that model-labeled swap 

errors are (educated) guesses rather than swaps (L. Huang, 2019; Pratte, 2018). Our data 

contribute to this discussion in two ways. First, the active neural trace of swap candidates 

on swap trials – prior to response – suggests that swap trials are indeed driven by binding 

errors where participants confuse memory item features. Second, participants in our study 

reported only a small proportion of swap trials as subjective guesses. Previous work has 

shown that participants are metacognitively aware of their working memory performance 

(Rademaker et al., 2012; van den Berg et al., 2017), even if slightly overconfident at times 

(Adam & Vogel, 2017). In the current study, there was a higher proportion of subjective 

guesses on swap trials than accurate trials. This is consistent with the view that at least a 

subset of model-labeled swaps were in reality educated guesses (Pratte, 2018), but our 

finding that accurate and swap trials share a high proportion of low-confidence responses 

suggests that the majority of model-labeled swap trials had nonzero confidence. Perhaps a 

better comparison would be to include the confidence of model-labeled guesses, though 

we didn’t have enough model-labeled guess trials for such a comparison. 

With the current data, we were not able to disentangle from a variety of leading 

candidates of the neural mechanism behind swap errors. Some neural models propose that 

a separate neural population is dedicated to the binding of each individual feature, which 

have their own dedicated neural representations (Swan & Wyble, 2014). Other conjunctive 

coding models propose that a single neural population represents both features in tandem 

(Matthey et al., 2015; Oberauer & Lin, 2017; Schneegans & Bays, 2017a). With 

conjunctive models, it’s possible that binding errors occur as a result of neural noise 

accumulation prior to the response probe (Bays, 2015; Schneegans & Bays, 2017a), and 

other findings suggest that error in decoding the probe cue impacts swap error rate (Bays, 

2016; Emrich & Ferber, 2012; Rajsic & Wilson, 2014; Rerko, Oberauer, et al., 2014). In 
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the current task, the retro-cue serves as a response selection period, and it is plausible that 

participants guessed a selection and maintained the memory throughout the delay period. 

Thus, we can’t definitively rule out an “educated guess” interpretation of swap trials 

(Pratte, 2018). However, given the length of the delay period between retro-cue and 

response (12 seconds), it seems more likely that participants would guess towards the end 

of the delay period rather than early on and during maintenance. 

We found the presence of memorized location representations in both early visual 

cortex and intraparietal sulcus, consistent with much previous work characterizing the wide 

range of brain regions involved in short-term memory maintenance (Christophel et al., 

2017). The redundant coding of memory representations along the visual hierarchy might 

be fundamental to resisting distraction (Lorenc et al., 2021), in addition to intraparietal 

sulcus serving an explicit role in aiding feature binding demands (Cai et al., 2020; 

Gosseries et al., 2018). In the current work, we held constant the context-binding demands, 

and thus could not perform a similar analysis. 

Working memory misbindings are an important component of healthy and clinical 

memory decline (Schneegans & Bays, 2019) and play a critical role in any effective 

working memory model (Oberauer et al., 2018). In the current study, we applied 

neuroimaging to validate and extend the interpretation of swap errors in working memory 

as misbindings between item features. Our results are most consistent with a case where 

the majority of mixture modeled trials labeled as swap errors indeed result from confusion 

between memory items that occur at or before the time of response selection. 
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CONCLUSION5 

Maintaining information in working memory is crucial for the effective execution 

of goal-directed behavior throughout the day. Somehow, our brains manage this task 

effectively despite the simultaneous task of perception and other cognitive distractions 

(Lorenc et al., 2021). The current studies provide a detailed account of how manipulating 

internal attention within working memory impacts our ability to properly navigate such 

distractions. In doing so, the work converges on a theoretical account of working memory 

that involves a shared mapping space with perception and is heavily influenced by 

attention. The experiments described above all contribute to this perspective, and do so 

through a variety of approaches, including the investigation of (1) both neural and 

behavioral measures of working memory maintenance, (2) multiple stages of working 

memory tasks, and (3) unique types of response errors. 

A modern view of working memory is that there are different neural mechanisms, 

dependent on internal attention and task demands, that support the brain’s maintenance of 

information (Christophel et al., 2017; Leavitt et al., 2017; Masse et al., 2020; Sreenivasan 

& D’Esposito, 2019). Under this account of multiple neural storage mechanisms, an 

important next step becomes the understanding of when and why these separate storage 

mechanisms are implemented. For example, why might it be beneficial to store a memory 

via persistent neural firing in early visual cortex, rather than areas higher in the visual 

processing hierarchy, or perhaps even prefrontal regions? Towards this goal, the presented 

series of studies involved challenging working memory demands in a variety of ways (e.g., 

by overcrowding stimulus encoding) and manipulating the way that memories are stored 

(e.g., by directing attention). I quantified performance across such varying attentional 

                                                
5 Excerpts published in Trends in Cognitive Sciences, doi: 10.1016/j.tics.2020.12.004 
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demands and evaluated the timecourse of memory representations in the brain prior to error 

responses. The presented studies focus in particular on situations of perceptual distraction, 

as this manipulation offers a clear ecological example of how working memory and 

perception interact during real-world use (Lorenc et al., 2021). 

A ‘spotlight’ of internal attention can be directed toward a subset of remembered 

information, resulting in memory representations that vary in attentional priority. Priority 

manipulations have yielded mixed effects on distractor susceptibility. When a 

postencoding retrocue indicates with complete certainty which item will be tested, allowing 

extraneous information to be removed from memory, the cued item benefits from improved 

resilience to both delay-period distraction (Barth & Schneider, 2018; Makovski & Jiang, 

2007; Makovski & Pertzov, 2015; Schneider et al., 2017; van Moorselaar, Gunseli, et al., 

2015) and test interference (Makovski et al., 2008; Souza et al., 2016; Souza & Oberauer, 

2016). Such findings accord with prominent working memory models that include a limited 

but protective ‘focus of attention’ that shields memories from distraction (Oberauer & Lin, 

2017). However, when multiple items are assigned graded priorities, either with a pre-cue 

(Allen & Ueno, 2018; Hitch et al., 2018; Hu et al., 2014) or based on recency in sequential 

encoding (Hitch et al., 2018; Hu et al., 2014, 2016), higher-priority items do not experience 

the same benefit. 

Instead, distraction reduces performance more for higher-priority than lower-

priority items (Allen & Ueno, 2018; Hitch et al., 2018; Hu et al., 2014, 2016). Although 

this could reflect a floor effect in which low-priority information does not receive a cueing 

benefit that can then be reduced by distraction, a review of these findings suggests that this 

simple interpretation is unlikely (Hitch et al., 2020). Instead, it argues that prioritized 

memories are vulnerable to interference from perceptual input that enters and competes 

with information in the limited focus of attention. Results from Chapters 1 and 2 provide 
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support for this account in a variety of ways. In Chapter 1, participants focused their 

attention on a single memory item while retaining another outside the focus of attention. 

When performing a secondary task during memory retention, participants’ external 

attention was biased only towards perceptual distractors that matched a prioritized memory 

item. That is, while a memory item was retained outside the focus of attention, it had little-

to-no interaction with perception. Participants similarly retained memories inside and 

outside the focus of attention in the study of Chapter 2. Here, we found that a perceptual 

distracter had less influence on internal representations when they were outside the focus 

of attention. 

Recent work is accumulating support for this bidirectional account of working 

memory and perception (Kiyonaga & Egner, 2013; van Ede, 2020). Perhaps the clearest (if 

not oldest) example of working memory’s influence on perception is attentional capture, 

whereby the contents of working memory bias perceptual attention towards matching 

stimuli in the environment (Soto et al., 2008). This bias from memory contents even mirrors 

the inhibitory surround pattern of visual attention, in that perception is biased towards 

memory-related features in the environment but shows a small bias away from items just 

nearby in feature space (Kiyonaga & Egner, 2016). Furthermore, the classic Stroop effect 

(color words presented in an incongruently colored font take longer to read) is also present 

when the incongruent color is instead held in memory (Kiyonaga & Egner, 2014; Pan et 

al., 2019). Even more precisely, the contents of working memory can change how visual 

features are perceived (Kang et al., 2011; Teng & Kravitz, 2019) through an alteration of 

neural response profiles in visual areas (Bahmani et al., 2018; Gayet, Guggenmos, et al., 

2017; Merrikhi et al., 2017). Chapters 1 and 2 of the current work extend this account by 

further characterizing how focused internal attention modulates and increases this 

interaction. The influence of working memory on perception is not equal for all memory 
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items, and neither is working memory equally influenced by all items in the visual field. 

Attentional biases induced by working memory are largely restricted to a single prioritized 

memory item (Mallett & Lewis-Peacock, 2018; Olivers et al., 2011; Ort & Olivers, 2020). 

Working memory content influences what is consciously perceived in the environment 

(Gayet et al., 2013) and, analogously, only consciously perceived distractors influence 

working memory (Rademaker et al., 2015; Wildegger et al., 2015). Together, these findings 

help to clarify that memory can be disrupted by the concurrent processing of perceptual 

inputs, and perceptual attention can also be disrupted by the active maintenance of 

information in working memory. 

What might be the neural basis of reduced perceptual interaction for memories 

retained outside the focus of attention? Sustained delay-period firing in prefrontal regions 

and early visual areas that overlap with perceptual neural resources are considered a 

hallmark of working memory (D’Esposito & Postle, 2015; E. K. Miller et al., 2018; 

Pasternak & Greenlee, 2005). Importantly, this account of working memory storage applies 

primarily, if not exclusively, to prioritized memory items in the focus of attention. While 

such persistent firing (in PFC) has traditionally been implicated in stabilizing persistent 

activity in the face of distraction (Compte et al., 2000; Riley & Constantinidis, 2016), novel 

ideas about alternate coding strategies offer alternate accounts. Chapter 2 of the current 

work addresses this possibility by measuring neural memory representations before and 

after distraction. 

Working memory representations need not be static; they may evolve over time, 

with contributions from different subpopulations of neurons (E. K. Miller et al., 2018) that 

together provide stable coding at the population level (Cavanagh et al., 2018; Murray et 

al., 2017). There is evidence for such dynamic coding in numerous regions, including the 

lateral PFC (Parthasarathy et al., 2017, 2019) and sensory regions (Sreenivasan et al., 
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2014). Importantly, mnemonic representations can persist in lateral PFC even when delay-

period distractors cause changes in population codes (Parthasarathy et al., 2017), 

potentially because PFC neurons display mixed selectivity that allows them to respond to 

distractors while still maintaining remembered information in a stable low-dimensional 

representational ‘subspace’ (Parthasarathy et al., 2019). Another prominent account of 

alternate memory storage is that of synaptic weight-based memory representations; in this 

model, top-down oscillatory influences allow rhythmic bursts of spiking to refresh synaptic 

representations (E. K. Miller et al., 2018). Compared with sustained spiking, this temporal 

sparsity is hypothesized to yield improved resistance to interference. Results from Chapter 

2 show that a higher quality of neural decoding during the retention period is associated 

with negative consequences of distraction. This would be consistent with either accounts 

of working memory storage here (dynamic or synaptic weight-based), which we were 

unable to disentangle due to limitations inherent in our methods (fMRI). 

Yet another possibility is that distraction-resistant working memory may also be 

supported by parallel coding of memoranda in multiple brain regions. Working memory 

storage is distributed throughout the brain (Christophel et al., 2017), and these 

representations may vary in format and quality. For instance, sensory representations may 

be analog and more precise, while representations in parietal and prefrontal regions may 

be coarser, more abstract/categorical (Lee et al., 2013) or transformed into action-based 

codes (Myers et al., 2017). This division of labor may have special relevance for distraction 

resistance (Bettencourt & Xu, 2016). In a recent study, early visual representations were 

substantially biased toward delay-period distractors while parietal representations were 

unbiased and persisted only when distraction occurred, appearing to mitigate its behavioral 

impact (Lorenc et al., 2018). Chapter 3 of the current work extends such work on subtle 

behavioral biases. 
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The use of continuous report paradigms has propelled working memory research 

by offering a more sensitive way to assess memory quality, compared with traditional 

methods requiring detection of a discrete change between a sample and a test probe (Ma et 

al., 2014). This approach can reveal more subtle effects of distraction, such as systematic 

biases in memory reports, rather than total memory loss. A series of recent investigations 

using this approach revealed that the presentation of a task-irrelevant orientation shifts a 

memory representation toward the distractor, resulting in a small attractive bias in memory 

(Lorenc et al., 2018; Rademaker et al., 2015; Sun et al., 2017). Chapter 3 of the current 

work showed that these findings extend to more complex stimuli, such as human faces 

(Mallett et al., 2020). In that study, participants only held a single item in memory and we 

did not measure neural activity, therefore we can’t draw any direct conclusions about 

neural maintenance. However, based on previous work suggesting that a single item held 

in memory defaults to a privileged state in the focus of attention, and that parahippocampal 

regions involved in face perception are also recruited to maintain memories of faces, we 

speculate that this memory bias resulted from overlapping neural codes involved in 

memory and perception. 

While the previous chapters have emphasized the effects of distraction during the 

memory maintenance phase, there are also many negative consequences of distractors 

presented during the initial encoding of memoranda (Liesefeld et al., 2020). Presentation 

of irrelevant stimuli can hinder performance, as can the presentation of memory items 

similar in feature space and in large numbers. In particular, crowding at encoding has 

resulted in increased amounts of “swap errors” (Emrich & Ferber, 2012), which are 

responses centered around an incorrect memory item (Bays, 2016). These responses are 

hypothesized to result from errors in feature binding (typically the binding of location with 

either color or orientation) (Schneegans & Bays, 2019), though not without controversy 
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(Pratte, 2018). In Chapter 4 of the current work, we induced large amounts of swap errors 

through crowding a large amount of memoranda during encoding. Tracking the timecourse 

of neural representations provided support for a leading hypothesis that such distracting 

contexts can induce binding errors that result in active –albeit incorrect – memory 

maintenance. 

In conclusion, the presented works emphasize the varied consequences of 

remembering amidst perception and other cognitive demands. While our internal and 

external worlds are inextricably linked, their entanglement can be lessened through 

unfocused attention. The converging view of the field is that working memory 

representations are both stable and dynamic, and this is largely dependent on task demands 

and internal attention (Christophel et al., 2017; D’Esposito & Postle, 2015; Leavitt et al., 

2017; Masse et al., 2020; Sreenivasan & D’Esposito, 2019; M. G. Stokes, 2015). Here, I 

extend this model of memory to describe how those attentional fluctuations and resulting 

neural signals and behavior are impacted by distraction. Understanding how distraction 

impacts working memory is essential to preserving cognition in today’s increasingly 

distracting environment. More broadly, memory resilience should be an explicit 

component in any model of working memory, and efforts to link the behavioral and neural 

correlates of distraction will be essential for building a comprehensive understanding of 

real-world human working memory function. 
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