
The Dissertation Committee for Christopher Ryan Runyon

Certifies that this is the approved version of the following Dissertation:

Using Multisite Instrumental Variables to Estimate

Treatment Effects and Treatment Effect Heterogeneity

Committee:

James E. Pustejovsky, Supervisor

S. Natasha Beretvas

Adam C.Sales

Tiffany A. Whittaker



Using Multisite Instrumental Variables to Estimate

Treatment Effects and Treatment Effect Heterogeneity

by

Christopher Ryan Runyon

Dissertation

Presented to the Faculty of the Graduate School

of The University of Texas at Austin

in Partial Fulfillment

of the Requirements

for the Degree of

Doctor of Philosophy

The University of Texas at Austin

May 2020



”To those who may benefit from reasoning” - Daniel Perdue, 1950 - 2013



Acknowledgments

Thank you to my partner, Becca, my parents, Larry and Michal, my pets, Delilah,

Daisy, Dorcas, and MikeySweets, and the rest of my family and friends.

I want to especially thank my advisor, James Pustejovsky. His guidance and

feedback during the dissertation process was invaluable, and his passion and love of

research and statistics inspired me to continue my graduate study at the University of

Texas at Austin. I also want to thank several other people that made strong impres-

sions on my academic and professional development while I was at The University

of Texas at Austin, James Madison University, Virginia Commonwealth University,

or The University of Virginia: Barbara Dodd, Tasha Beretvas, Tiffany Whittaker,

Keenan Pituch, Jodi Casabianca, Tetyana Pudrovska, Adam Sales, Erin Dolan, Chris

Brownson, David Troutman, Richard F. West, Bill Knorpp, Tom Adajian, Tracy

Lupher, Debbie Bandalos, Keston Fulcher, Dena Pastor, Sara Finney, Liane Brad-

shaw, Jeff Dyche, Michael Hall, Daniel Perdue, Ken Akiba, John Mahoney, Eugene

Mills, Anthony Ellis, Jeff Green, Karen Lang, Hun Lye, and Jeffrey Hopkins.

iv



Abstract

Using Multisite Instrumental Variables to Estimate

Treatment Effects and Treatment Effect Heterogeneity

Christopher Ryan Runyon, Ph.D.

The University of Texas at Austin, 2020

Supervisor: James E. Pustejovsky

Multisite randomized trials (MSTs) are an attractive research design to test the

efficacy of an educational program at scale. Population models examining data from

MSTs can provide information on the range of possible treatment effects that sites

(such as schools) can expect from an educational program, even for those sites not

included in the study. However, when some individuals at a site do not comply

with their treatment assignment, conventional multilevel and meta-analytic estima-

tion methods do not provide information on the effect of actually participating in

the educational program. Instrumental variables (IV) is a method that can produce

consistent estimates of the causal effect of participating in an educational program for

those individuals that comply with their treatment assignment, an estimand called

the complier-average treatment effect (CATE). IV methods for single-site trials are

well understood and widely-used. Recently multisite IV models have been proposed

to estimate the CATE and CATE heterogeneity across a population of sites, but the

performance of these estimators has not been examined in a simulation study. Us-

ing Monte Carlo simulation, the current study examines the performance of three IV

estimators and two conventional estimators in recovering the CATE and CATE het-

erogeneity under simulation conditions that resemble multisite trials of well-known

educational programs.
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Chapter 1

Introduction

The aim of many educational programs is to create an effective learning experience.

The program may be designed to reduce an educational disparity, improve current

practices, or close a gap in the current curriculum. Educational researchers can

employ well-designed studies in order to obtain information on the efficacy of an

educational program at a single site - the location at which a study takes place. One

rigorous design for doing so is a randomized experiment, where individuals in a study

are randomly selected to either be a part of the educational program (the treatment)

or some control group. When correctly implemented, randomized experiments can

limit alternative explanations for gains in learning which can provide support for

making causal claims about an educational program. However, results from studies

performed at a single site may only reflect the effectiveness of the program with

respect to the characteristics of that site. Contextual factors such as site-specific

demographic characteristics (e.g., location, public/private, percent eligible for free

lunch, etc.) and the specific educator implementing the educational program can

limit the generalizability of the study. Demographic and implementation factors are

likely to vary across sites, and these factors may influence the effectiveness of the

program at scale.

Educators and policymakers often want to know how well an educational program

will perform at scale before deciding to fund or adopt an educational intervention.

Multisite randomized controlled trials (MSTs) are an appealing design for testing

educational programs because they “can be regarded as a ‘fleet’ of randomized exper-
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iments” (Raudenbush & Bloom, 2015, p. 477) or a “planned meta-analysis” (Bloom,

Raudenbush, Weiss, & Porter, 2017, p. 818). MSTs can provide information on the

effectiveness of an educational program at scale because the program is tested in

multiple locations. One popular research design employed within MSTs are block-

randomized controlled trials, where individuals within each block are randomized to

treatment and control groups. One example of this design is when students within

each of several schools are randomly assigned to attend a new educational program

(Gerber & Green, 2012). The results across multiple sites can be collected to estimate

the average effect of the program, and also estimate the treatment effect heterogeneity

across sites (Bloom, 2005, Raudenbush & Bloom, 2015). Understanding how much

the effects of an educational program vary across sites is an important step toward

better understanding populations and contexts in which the treatment is most ef-

fective (Reardon & Stuart, 2017). This natural treatment effect heterogeneity can

be leveraged to understand the features to that lead to effective programs (Rauden-

bush & Bloom, 2015, Reardon & Stuart, 2017, Zvoch, 2016). It is also important for

researchers, educators, and policy-makers to recognize that different contextual fea-

tures will be inherent in any large-scale educational program. Consequently, explicitly

modeling the treatment effect heterogeneity across sites provides valuable information

to these stakeholders (Olsen, 2017).

In recent decades MSTs have become a popular research design to examine the

effects of educational programs. In a 2009 study examining the design characteristics

of 55 randomized controlled trials conducted by the Institute of Education Sciences,

72% of the 55 studies examined from 2002 to 2006 included a multisite component

(Spybrook & Raudenbush, 2009), a trend that has continued (Spybrook, 2013). An-

other review examining the prevalence of randomized controlled trials in education
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identified 1017 published studies using RCTs from 1980 to 2016 (Connolly, Keenan,

& Urbanska, 2018). Of these, almost 58% had a cluster-randomized component. The

authors also identified a sharp increase in the number of publications using RCTs since

1980, with 799 (79%) of the publications using RCTs occurring in the last decade and

an average of 90 publications per year reporting RCTs from 2011-2016.

Estimating average treatment effects is straightforward when all participating in-

dividuals are randomly assigned to either the treatment or control group and all

individuals comply with their treatment assignment. In a single site, one possible

estimator of the average treatment effect is to simply calculate the difference of the

average outcomes between those individuals that received the treatment and those

that did not (Gerber & Green, 2012). When the study takes place across multi-

ple sites, traditional multilevel modeling or meta-analytic approaches may be used

to determine the average treatment effect and expected range of treatment effects

across sites (Borenstein, Hedges, Higgins, & Rothstein, 2011, Raudenbush & Bloom,

2015, Raudenbush & Bryk, 2002). One method of estimating treatment effects across

multiple sites is to create a weighted average, where site-level treatment effects are

weighted by the number of individuals at that site.

However, individuals do not always comply with their treatment assignment. Some

individuals may not participate in the educational intervention (e.g,. a researcher may

not obtain a parent’s consent). Others may receive the intervention even when they

were not assigned to do so (e.g., a parent asks the school to allow their child to

participate in the educational program, even though the student was not offered the

program). When either of these scenarios occur, a common approach is to ignore

the noncompliance and to analyze the groups based on treatment assignment. This

method preserves the randomization process, but the estimand is the effect of being
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assigned to the treatment, and not the effect of treatment receipt. A different estima-

tion strategy must be adopted in order to understand the causal effects of actually

participating in the educational program under conditions of imperfect compliance.

One strategy that has been proposed to handle noncompliance is instrumental

variables estimation (IV; e.g., J. D. Angrist, Imbens, & Rubin, 1996, Bloom, 1984;

2005). This strategy relies on the identification of a suitable instrumental variable.

An instrumental variable is a variable that is related to the outcome of interest only

through the treatment. The instrument affects selection into treatment, but has no

other effect on the outcome. In the context of a multisite RCT, treatment assignment

may be an instrument for treatment receipt.

The use of instrumental variables allows one to quantify the average effect of

the treatment for those that complied with their treatment assignment, an estimand

called the Complier Average Treatment Effect (CATE1). The CATE is commonly

estimated via two-stage least squares (2SLS), where the treatment receipt is regressed

on the treatment assignment (the instrument) in the first stage (J. D. Angrist &

Pischke, 2008). The second stage regresses the outcome on the fitted values for

treatment receipt. The fitted values for treatment receipt are used because this reflects

the variation in take-up induced by the random assignment process (the likelihood

that a participant complies with their treatment assignment). Researchers have also

proposed IV estimation methods for MSTs that capture the cross-site variation in the

CATE (Raudenbush, Reardon, & Nomi, 2012, Reardon, Unlu, Zhu, & Bloom, 2014).

The CATE is already being being reported in educational research in trials where

1The same treatment effect has been called the complier average causal effect in other educational
research literature (e.g., Weiss et al., 2017). In econometrics the effect of receiving the treatment for
those that comply with their treatment assignment is often called the local average treatment effect,
or LATE (e.g., J. Angrist & Imbens, 1995). I choose to use CATE to emphasize that the treatment
effect of interest is the result of a binary treatment for those who comply with their treatment
assignment.
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not all individuals comply with their treatment assignment. For example, Clark,

Gleason, Tuttle, and Silverberg (2015) used IV analysis and 2SLS to examine the

effects of a lottery to attend a charter middle school in 13 different states. In this

study charter school attendance vouchers were randomly assigned to individuals (the

instrument) in order to estimate the effect of attending a charter school on measures

of student achievement. They found there was not a statistically significant effect on

average, but that there was was significant variation of the effects of attending charter

school. Kim, Capotosto, Hartry, and Fitzgerald (2011) studied the effects of being

assigned to a voluntary after-school literacy program, where several individuals that

were assigned to attend the program did not do so, and other individuals in the reg-

ular after-school program participated in the intervention. These researchers found

the voluntary literacy program to be effective in improving vocabulary and reading

comprehension scores for elementary, middle, and high school students. Lynch and

Kim (2017) used IV and found differences in engagement, but not achievement, in a

study examining the effects of a online mathematics program. Other examples of IV

and 2SLS use include studies investigating the effects of an optional college academic

coach (Bettinger & Baker, 2014), a computer-based training to help students with

language-based learning impairments (Borman, Benson, & Overman, 2009), and sug-

gested remediation coursework for college students (Boatman & Long, 2018). Thus,

educational researchers addressing a variety of topics are using IV and 2SLS in order

to estimate the effects of treatment receipt in situations where there is participant

noncompliance. Some of these studies that used IV to in order to handle noncompli-

ance were MSTs (e.g, Bettinger & Baker, 2014, Kim et al., 2011), but these researchers

did not attempt to model the cross-site variation in treatment effects.

The CATE is recognized as a valid measure of causal treatment effects by the
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Institute of Educational Sciences, who provided guidelines on reporting the CATE as

an estimate of causal effects in randomized experiments (Schochet & Chiang, 2009).

In addition, the most recent version of the What Works Clearinghouse (WWC) Stan-

dards Handbook now includes standards for reporting the CATE in randomized con-

trolled trials, specifically in those instances of imperfect compliance (Version 4.1,

Section II.D.; U.S. Department of Education, 2020). The technical criteria required

by WWC for researchers to report the CATE include include using 2SLS estimation

(or equivalent) to estimate the CATE, modeling the treatment receipt as a binary

variable (with any dosage of the treatment indicating treatment receipt), and the use

of a binary indicator for treatment and control group assignment. Thus, researchers

wishing to develop grant proposals or report research findings under conditions of

imperfect compliance now have guidance on how to do so.

Even though Institute for Education Sciences, has developed standards for report-

ing the CATE, there is only a small (but growing) body of literature on investigating

the performance of IV methods for estimating the CATE and CATE heterogeneity

in multisite randomized trials. Several researchers have written articles that discuss

the importance of understanding treatment effect heterogeneity in MSTs (Bloom et

al., 2017, Olsen, 2017, Raudenbush & Bloom, 2015, Schochet, Puma, & Deke, 2014,

Tipton & Hedges, 2017, Weiss, Bloom, & Brock, 2014, Weiss et al., 2017). Rauden-

bush et al. (2012) proposed three estimators for using IV in a multisite setting to

estimate the CATE and CATE heterogeneity. Reardon et al. (2014) reported on the

performance of using IV to estimate treatment effects in MST when a key assumption

is violated.

Of notable absence is a thorough examination of the performance of the MSTIV

estimators in recovering the CATE and the CATE heterogeneity in a simulation study.
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Previous research has included comparisons of the different multisite IV methods on

real MST data (Raudenbush et al., 2012) or comparisons of IV estimates to other

treatment effect estimates with real data (Clark, Gleason, et al., 2015, Kim et al.,

2011). It is unknown how well these IV methods are able to recover the CATE

and the CATE heterogeneity under conditions that resemble multisite educational

research trials. Raudenbush et al. (2012) introduced three MSTIV estimators and

demonstrated their performance with real data, but did not examine how well these

methods performed in a simulation study. Reardon et al. (2014) completed a simula-

tion study examining the performance of two novel MSTIV estimators under a limited

set of conditions in which a key assumption of MSTIV estimation was violated, but

only examined the recovery of average treatment effects. Moreover, the work by

Raudenbush et al. (2012) and Reardon et al. (2014) conceptualized program partici-

pation as a continuous variable, so this work is not directly informative for researchers

wanting to employ IV methods in MSTs while adhering to WWC standards.

The present study will evaluate the performance of three MSTIV estimation meth-

ods for recovering the CATE and CATE heterogeneity across a host of simulation

conditions. These simulation conditions are based on the characteristics of multisite

trials of well-known programs, such as Head Start (Bloom & Weiland, 2015, Puma et

al., 2010), Welfare-to-Work (Bloom, Hill, & Riccio, 2003a), and After School Math

(Black, Somers, Doolittle, Unterman, & Grossman, 2009a). An important feature of

the simulation study is that both the instrumental variable and the treatment receipt

variable will be modeled as binary variables, consistent with WWC standards. The

other parameters to be varied include include the number of sites, within-site sam-

ple size, the degree of noncompliance, treatment effect magnitude, treatment effect

heterogeneity, and the magnitude of bias induced by the noncompliance. Previous
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research has only considered a single balanced site size condition with a constant

treatment allocation (Reardon et al., 2014). While having balanced data has desir-

able statistical properties (e.g., increased power of statistical tests, different Sums of

Squares should be used in some calculations), it is reasonable to think that many

MSTs will not be able to have perfectly balanced designs in practice. As such, the

present study will include conditions with unbalanced site sizes and unbalanced treat-

ment allocations to better portray data resulting from MSTs.

The manuscript will proceed as follows. First I will review the use of potential

outcomes for defining causal effects, the analytic framework that will provide the

foundation of the rest of the manuscript. Not only does this framework facilitate the

definition of treatment effects, it is also used by the IES and the National Institutes

of Health to define causal effects (Roberts, 2016). In that discussion I will make the

important distinction between finite-sample inference and superpopulation inference,

as the statistical models vary depending on the scope of the inference to be made. I

will then review the estimation of treatment effects when all individuals in a study

comply with their treatment assignment, first at a single site and then in a multisite

setting, including a review on the importance of modeling treatment effect hetero-

geneity in multisite settings. I will next review how instrumental variables can be

used to define and estimate the effects of actually receiving the treatment when some

individuals do not comply with their treatment assignment. Afterward I detail four

estimators that have been proposed to estimate the CATE and CATE heterogeneity

in MSTs, noting the nuanced differences in the assumptions required by each esti-

mator. I then review the methodological study by Reardon et al. (2014), which is

the only simulation study examining MSTIV estimation methods to date. I will then

state the specific research questions that are the impetus for the present study, and in
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the subsequent methods section I detail a simulation study designed to answer these

questions. This simulation study will examine the performance of 5 estimators for

recovering the CATE and CATE heterogeneity: one based on the naive calculation

of a treatment effect when the randomization is broken, one based on estimating the

effects of treatment assignment, two of the MSTIV estimators introduced by Rau-

denbush et al. (2012), and one of the MSTIV estimators proposed by Reardon et al.

(2014). The performance of these estimators will be tested across a set of simulation

conditions that are informed by published MSTs funded by IES grants (Weiss et al.,

2017).
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Chapter 2

Literature Review

This first portion of this chapter outlines the analytic framework that will serve

as the basis for the rest of the manuscript. The process of defining and estimating

treatment effects can vary based on discipline or analytic approach, so in this chapter I

will clearly define what is meant by the“causal effect of participating in an educational

program.”

2.1 Randomized Experiments

The goal of educational research is often to understand the causal effect of an

educational program on an outcome. The difficulty in trying to make causal claims

about some treatment is in isolating the effect of the causal variable of interest.

One way to isolate this effect is through the use of a randomized experiment, where

the researcher has control over the assignment mechanism and can determine the

treatment and control groups through randomization (Smith & Sugden, 1988). Using

a randomized process for treatment assignment creates groups that are considered

equal on expectation of all variables, measured and unmeasured. That is, with large

enough samples, the unmeasured characteristics between the treatment and control

groups should be equal, leaving the educational program as the only explanation for

the observed differences in outcomes between the groups.

Imbens and Rubin (2015) identify four necessary criteria of the treatment assign-

ment mechanism that must be met in order for an experiment to be classified as a

randomized experiment. The first is that the assignment process must be individu-
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alistic, meaning that the assignment of a given participant to either the treatment

or control group is not related to the assignment or outcomes of the other partici-

pants in the study. This criterion does allow for a limited dependence of assignment

in situations where the number of individuals to be assigned to the treatment and

control are fixed, such that the assignment of an individual to a specific treatment

group changes the probability of assignment for those individuals that have yet to be

assigned. What is important is that this relationship of the assignment mechanism

to other individuals is based purely on the assingment process, and is not related to

any other variables (e.g., demographic covariates or outcomes). Second, the process

must be probabilistic, meaning that each individual must have a non-zero probability

of being assigned to the treatment group and also a non-zero probability of being

assigned to the control group. Moreover, if the probability of an individual being

assigned to the treatment group is equal to the proportion of individuals that are

allocated to be assigned to the treatment group, this is a special case of a randomized

experiment called a completely randomized experiment.

It should be noted that in a completely randomized experiment where the number

of individuals that are assigned to the treatment and control groups is fixed, the

assigment of an individual to one of the groups does change the probability of group

assignments for subsequent individuals. This is not a violation of the first criterion;

the relationship stipulated in the first criterion is specifically about

The third criterion is that the assignment process must be unconfounded, such

that an individual’s treatment assignment is unrelated to that individual’s expected

outcome in either the treatment or control group. An example of a violation of this as-

signment process would be a well-meaning teacher who assigns those individuals with

lower reading abilities to participate in a new reading program with the idea that the
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program will help these individual more than the control. And, lastly, the assignment

mechanism must have a known distribution that is controlled by the researcher. This

means that the researcher has control of the assignment process and knows (or can

determine) the probability that each unit will be assigned to the treatment condition

or to the control condition. Knowledge of the randomization criterion is useful for

understanding the distinction between observational studies and experiments, but it

is not sufficient to enable researchers to define and discuss the causal effect of an

educational program.

2.2 Potential Outcomes

I will use the potential outcomes framework (Holland, 1986, Rubin, 2005) through-

out this manuscript. This framework, also referred to as the Rubin Causal Model,

was developed to provide a statistical basis for causal inference (Holland & Rubin,

1983, Rubin, 1974; 1977; 1978; 1980). The potential outcomes system of notation

facilitates defining the target parameter of interest, the treatment effect. For this and

all subsequent discussion, I assume that individuals must receive either all or none

of a treatment. This means that the treatment is described by a binary indicator

variable, and the treatment cannot take on continuous (or multiple) values.

The framework is called ”potential outcomes” because it is based on the idea that

an individual has the potential to receive the treatment and has the potential to be

a member of the control condition (Holland, 1986). Accordingly, each individual also

has a outcome associated with each potential treatment condition. The potential

outcomes under treatment and in the absence of treatment do not necessarily have

to be different values (i.e., there could be no treatment effect for an individual), but

what is important is that each potential outcome is strictly associated with a specific
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treatment group.

In the potential outcomes framework, yi(1) is individual i’s potential outcome

if they receive the treatment and yi(0) is individual i’s outcome in the absence of

treatment. The causal effect for an individual participating in an educational program

is the difference between these two outcomes,

δi = yi(1)− yi(0), (2.1)

where δi is the causal effect of the treatment for individual i. Table 2.1 shows the

potential outcomes for 10 hypothetical individuals, where we are able to observe the

individual’s outcome under both treatment and control, and thus each individual’s

causal effect of receiving the treatment.

Table 2.1: Hypothetical potential
outcomes for 10 individuals.

Individual yi(0) yi(1) δ

1 5 7 2
2 3 6 3
3 7 5 -2
4 3 7 4
5 7 7 0
6 2 4 2
7 7 5 -2
8 3 5 2
9 5 6 1
10 9 9 0

Mean 5.10 6.10 1.00

A key assumption in using the potential outcomes framework is the Stable Unit

Treatment Value Assumption; SUTVA (Cox, 1958, Rubin, 1986). This assump-

tion, also called non-interference, stipulates that the potential outcome for a given
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individual depends only on the treatment assignment of that individual; it does not

depend on the treatment assignment of any other individuals in the study. It is

“stable” in the sense that the potential outcomes for an individual remain the same

regardless of which other individuals are assigned to the treatment. This can also be

seen in Table 2.1, as the potential outcomes for each individual are known and do

not depend upon whomever else is a member of either the treatment or control group

(Gerber & Green, 2012).

The potential outcomes framework can enable researchers to make causal claims

about the effectiveness of an educational program, but it does not imply a specific

estimation strategy for the treatment effect. In identifying an appropriate estima-

tion strategy, a researcher needs to first identify the scope of inference they wish to

make. Two options for the possible scopes of inference are finite-sample inferences

and superpopulation inferences. Finite-sample inferences are concerned with making

inferences about some treatment effect only within the population of units (persons

or sites) selected to be a part of the study. This is often the case in an efficacy trial,

where the treatment under investigation is rendered under a highly controlled set of

conditions so that the observed variation in outcomes can only be attributed to the

treatment (Singal, Higgins, & Waljee, 2014).

In contrast, superpopulation inferences view the units selected for a study as being

representative of some larger population, which is usually considered to be infinite.

In this case the scope of the inference is to extend to all possible units. If the units

in a study are not representative of the larger population, the study is in jeopardy

of sampling bias (Roberts, 2016). This means that the results of the study will not

generalize well to units that are not part of the sample, and thus sampling bias is a

threat to a study’s external validity.

14



2.3 Estimating Treatment Effects at a Single Site

Let us first consider the finite-sample treatment effect in the context of an exper-

iment conducted at a single site. We assume that we have a completely randomized

experiment, where N1 individuals from the overall sample N are part of the treat-

ment group, so N0 = N −N1 individuals are part of the control group. The following

also assumes SUTVA and, importantly, perfect compliance - that all individuals that

are assigned to receive the treatment do, in fact, receive the treatment, and those

individuals assigned to the control group do not receive the treatment.

A straightforward definition of a treatment effect is the impact of participating in

an educational program. A simple estimator of the treatment effect is the difference

in average outcomes between a randomly-assigned treatment and control group at

a single site, such as when a new educational program is piloted within a single

classroom. The target of this inference is to only extend to this single classroom. The

only random component in the finite-sample inference framework is the treatment

assignment vector generated by the random assignment mechanism. This makes

the observed average treatment effect a function of which individuals are randomly

assigned to the treatment group and which individuals are assigned to the control

condition.

Following Imbens and Rubin (2015), who use Neyman’s (1923) approach to sta-

tistical inference, the ideal estimand is the difference between the average potential

outcomes for each individual under both treatment and control:

δFS =
N∑
i=1

(yi(1)− yi(0))/N = ȳ(1)− ȳ(0), (2.2)

where ȳ(1) is the average potential outcome of all individuals in the sample under
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treatment, and ȳ(0) is the average potential outcome of all individuals in the sample

in the absence of treatment. The FS subscript indicates that this is for finite samples.

However, we are only able to observe one outcome for a given individual. The

observed outcome for a given individual is

Y obs
i = (1−Di)yi(0) +Diyi(1), (2.3)

where Di is the binary treatment receipt indicator, with D = 1 when an individual

is part of the treatment group and D = 0 when an individual is part of the control

group (Gerber & Green, 2012). An uppercase Y is used to denote observed outcome

values, whereas lowercase y will be used to designate potential outcome values.

Under random assignment to treatment and control groups, the treatment effect

can be estimated as the difference in treatment and control group means,

δ̂FS = Ȳ obs
1 − Ȳ obs

0 , (2.4)

where Ȳ obs
1 is the observed mean outcome of individuals in the treatment group and

Ȳ obs
0 is the observed mean outcome for individuals in the control group.

This estimated difference is an unbiased estimate of the sample average treat-

ment effect because of the randomization process. This can be seen in the following

definition,

ED[δ̂FS|y(0),y(1)] =
1

N

N∑
i=1

(
ED[Di] · yi(1)

N1/N
− ED[1−Di] · yi(0)

N0/N

)

=
1

N

N∑
i=1

(yi(1)− yi(0))

= δFS

(2.5)
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where the expectation is indexed by the treatment assignment array, D, y(0) and

y(1) denote the fixed potential outcome vectors of the conditional expectation, N0

represents the number of individuals assigned to the control condition, and N1 repre-

sents the number of individuals assigned to the treatment condition (Imbens & Rubin,

2015).

Now suppose we have a super-population consisting of NSP individuals, where NSP

is very large. In this superpopulation estimation approach, the potential outcomes

for each individual are still fixed, but there are now two random components. The

first random component is still the treatment assignment randomization within the

sample. The second random component, unique to the superpopulation estimation

strategy, is the selection of N individuals from the superpopulation NSP (Imbens &

Rubin, 2015).

The superpopulation individual-level treatment effect, δSP , is defined as

δSP = ESP [yi(1)− yi(0)]. (2.6)

The superpopulation expectation of the finite-sample treatment effect is the super-

population treatment effect.

ESP [δFS] = ESP [ȳ(1)− ȳ(0)] =
1

N

N∑
i=1

ESP [yi(1)− yi(0)] = δSP . (2.7)

The estimate of the superpopulation average treatment effect is the same as the

estimate of the finite sample average treatment effect. That is, equation (2.7) shows

that the expectation of the finite-sample average treatment effect is equal to the

superpopulation average treatment effect. And, since δ̂FS is an unbiased estimator

for δFS, it follows that the estimate of the finite-sample average treatment effect,
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Ȳ obs
1 −Ȳ obs

0 , is an unbiased estimator for the superpopulation average treatment effect:

E[δ̂FS] = δFS and E[δFS] = δSP , therefore E[δ̂FS] = δSP .

The superpopulation variance of the estimated unit-level treatment effect (when

NSP =∞) is

VSP = VSP (δ̂) =
σ2

0

N0

+
σ2

1

N1

(2.8)

where σ2
0 and σ2

1 are the population-level variances for the potential outcomes under

the control and treatment conditions (Imbens & Rubin, 2015), which are respectively

defined as

σ2
0 = VSP (yi(0)) = ESP [(yi(0)− ESP [yi(0)])2]

σ2
1 = VSP (yi(1)) = ESP [(yi(1)− ESP [yi(1)])2].

(2.9)

The superpopulation variance can be estimated by

V̂ SP =
s2

0

N0

+
s2

1

N1

, (2.10)

where s2
0 and s2

1 are the sample counterparts to σ2
0 and σ2

1, respectively, and are

themselves defined as

s2
0 =

1

N0 − 1

∑
i:Di=0

(
yi(0)− Ȳ obs

0

)2
=

1

N0 − 1

∑
i:Di=0

(
Y obs
i − Ȳ obs

0

)2

s2
1 =

1

N1 − 1

∑
i:Di=1

(
yi(1)− Ȳ obs

1

)2
=

1

N1 − 1

∑
i:Di=1

(
Y obs
i − Ȳ obs

1

)2
.

(2.11)

18



2.4 Treatment Effects and Treatment Effect Heterogeneity

in Multisite Trials

Studying the effectiveness of an educational program at multiple sites has the

benefit of providing researchers with several estimates of the effect of the educational

program. Researchers can then synthesize these treatment effects to arrive at a single

point estimate for the average treatment effect by using either multilevel modeling or

meta-analytic procedures (Borenstein et al., 2011, Hedges & Olkin, 2014, Raudenbush

& Bryk, 2002). Multisite trials can increase the generalizability of the treatment effect

estimates because inferences about a program’s effectiveness are not limited to the

contextual features of a single site. The variety of contexts in which a program is

tested allow for researchers to understand the range of possible treatment effects

of an educational program. In addition, contextual factors can be identified that

indicate in what settings a program is most effective, and details about program

administration can be collected to learn about how to ideally implement the program

at scale (Raudenbush & Bloom, 2015, Reardon & Stuart, 2017, Schochet et al., 2014).

An important consideration in modeling data from multisite trials is the scope of

the inference to be made with respect to the J sites included in the study (Tipton &

Hedges, 2017). The use of multisite finite-sample estimators allow researchers to only

make inferences about the effectiveness of a program for those sites that are included

in a study. On the other hand, multisite superpopulation estimators allow researchers

to make inferences about treatment effects for a larger population of sites, including

those not included in a study. A feature of multisite superpopulation models is that

they can produce estimates of the variability in treatment effects across sites, which

is important for understanding the possible range of effects that may be observed
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when an educational program is implemented at scale (Raudenbush & Bloom, 2015).

Below I first review the recent literature on the importance of measuring treatment

effect variability in multisite trials of educational programs. I then review a finite-

sample estimator of treatment effects in multisite trials, and conclude the section by

reviewing a superpopulation model introduced by Bloom et al. (2017) to estimate

treatment effects and treatment effect heterogeneity in MSTs.

2.4.1 The Importance of Studying Treatment Effect Hetero-

geneity

The need for developing statistical models that appropriately capture cross-site

treatment effect variation in multisite trials grew from a series of conferences between

researchers and research funders discussing what was necessary to improve education

science (Raudenbush & Bloom, 2015). One of the outcomes of the meeting was the

understanding that just having knowledge about average treatment effects was not

sufficient (or only weakly informative) for research and policy purposes, especially

when there is cross-site treatment effect heterogeneity. Instead, statistical models

should be developed to learn more about and from the distribution of treatment

effects in multisite trials testing educational interventions.

Learning about the distribution treatment effects entails capturing cross-site treat-

ment variability. This information provides stakeholders with a reasonable expecta-

tion of the range of effects that may be observed when implementing an educational

program at scale. In addition, multisite trials allow for the assessment of program

equity. Examining the cross-site correlation between treatment effects and control

group means provides information on whether a program may reduce educational in-

equality. Researchers can also examine site-specific impacts to obtain a sense of how
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effective an educational intervention could possibly be, especially if specific features

of program implementation at effective sites may be adopted as best practices for

program implementation (Raudenbush & Bloom, 2015).

Learning from the distribution of effects entails constructing studies to find the

ideal conditions for a particular educational program to be implemented (Reardon &

Stuart, 2017). Once one is able to understand what factors can be ascribed to causing

the treatment effect heterogeneity, this information can be leveraged to better target

educational interventions. Raudenbush and Bloom (2015) suggest that multisite trials

exhibiting cross-site treatment effect heterogeneity are ripe for moderator analyses to

identify for whom a program is effective and mediator analyses to identify why a

program is effective.

The Journal of Research on Educational Effectiveness recently published a special

issue on variation in treatment effects in educational studies (Reardon & Stuart,

2017). In it, Weiss et al. (2017) present an analysis of the variation in treatment

effects across 16 MSTs, including well-known research programs like Head Start, which

helps to prepare young children for schooling (Bloom & Weiland, 2015, Puma et al.,

2010) and the Tennessee STAR program that compared small-sized classes, regular-

sized classes, and regular-sized classes with aides (Word et al., 1990). The number

of sites (9 to 317) and total participants per study (1,405 - 69,399) varied widely

across included studies, with the average number of participants per site varying

widely as well (13 to several hundred). Four groupings of cross-site treatment effect

variation were found: consistent near-zero impact of sites, near-zero average impacts

with substantial variation in impacts, consistent positive impacts, and large positive

impacts with substantial variation in impacts.

Bloom and Spybrook (2017) further examine the issue of statistical precision in

21



multisite trials with treatment effect heterogeneity. The authors develop a priori

power analyses for the necessary conditions for researchers to estimate a minimally

detectable treatment effect and the necessary conditions for detecting various degrees

of treatment effect heterogeneity. All things held equal, they demonstrate a trade-off

between the number of sites and number of individuals per site for detecting treatment

effects and treatment effect heterogeneity. Their research indicates that when sample

sizes are composed by a large number of small sites, one is able to detect smaller effect

sizes than when a sample is composed by a small number of large sites. The inverse is

true for detecting treatment effect heterogeneity; one is able to detect smaller standard

deviations in the treatment effect across sites when a sample is composed of a small

number of large sites instead of when a sample is composed of a large number of small

sites.

The role of the sample in treatment effect heterogeneity is emphasized in a com-

mentary by Tipton and Hedges (2017), further underscoring the careful theoretical

considerations researchers must take when selecting, analyzing, and generalizing their

findings. The authors show that the use of convenience samples can result in under-

estimates of the treatment effect heterogeneity. This underestimated heterogeneity

also impacts the ability of studies to detect moderators, as the power to do so is

diminished.

2.4.2 Estimating Treatment Effects in Multisite Trials

I will now review how we can extend the definitions of finite-sample and superpop-

ulation treatment effects to a multisite setting. I am assuming a block-randomized

multisite design where individuals at each site are randomized to the treatment and

control group. I will continue to use the potential outcomes notation in this section,
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but additional notation is necessary to denote site membership. In a multisite study

there are total of N individuals in the study across the J sites. Each site has Nj

individuals for sites j = 1...J . Within each site n0j individuals are assigned to the

control group and n1j individuals assigned to the treatment group. The proportion

of individuals within a given site that are randomly assigned to the treatment con-

dition, the treatment allocation (pj), is given by pj = n1j/Nj. Let Dij represent the

treatment group indicator of individual i at site j such that Dij = 1 if the individual

is part of the treatment group at site j and 0 otherwise. The potential outcomes for

unit i at site j are yij(1), yij(0), the individual treatment effect for individual i at

site j is δij = yij(1) − yij(0), and the observed outcome for individual i at site j is

Yij = (1−Dij)yij(0)−Dijyij(1).

The two average potential outcomes within a given site j are:

µ0j =
1

Nj

Nj∑
i=1

yij(0), µ1j =
1

Nj

Nj∑
i=1

yij(1), (2.12)

where µ0j is the mean potential outcome in the absence of treatment for individuals

at site j and µ1j is the mean potential outcome under treatment for individuals at

site j. The accompanying variances are

σ2
0j =

1

Nj − 1

Nj∑
i=1

(yij(0)− u0j)
2, σ2

1j =
1

Nj − 1

Nj∑
i=1

(yij(1)− u1j)
2, (2.13)

where σ2
0j is the variance of the potential outcomes in the absence of treatment for

individuals at site j and σ2
1j is the variance of the potential outcomes under treatment

for individuals at site j (Gerber & Green, 2012).

The finite-sample average treatment effect in a multisite trial (also referred to as
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the SATE; the sample average treatment effect) is defined as

δmsFS =
1

N

J∑
j=1

Nj∑
i=1

(yij(1)− yij(0)), (2.14)

where the ms superscript designates that this definition is for the multisite setting.

This is equivalent to the weighted average of the treatment effect at each site,

δmsFS =
J∑
j=1

Nj

N
δ•j, where δ•j =

1

Nj

Nj∑
i=1

(yij(1)− yij(0)). (2.15)

One definition of the superpopulation treatment effect in a multisite setting is

δmsSP =
1

NSP

JSP∑
j=1

Nj∑
i=1

[yij(1)− yij(0)], (2.16)

where NSP is all of the individuals in the superpopulation, Nj is number of individuals

at site j, and JSP is the infinite number of sites in the superpopulation.

The difference between the finite-sample treatment effect and the superpopula-

tion treatment effect in a multisite setting is similar to the corresponding difference

in a single-site setting. Namely, the SATE is an unbiased estimate of the PATE

(population-average treatment effect) if the sites included in the study can be consid-

ered a simple random sample of all possible sites.

Bloom et al. (2017) propose the following model for estimating superpopulation

treatment effects in a multisite setting

Yij = αj + δjDij + eij, (2.17)

where Yij is the outcome for individual i at site j, αj is the mean outcome of individ-
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uals in the control group at site j, δj is the average treatment effect of the educational

program at site j, Dij is a binary treatment receipt indicator for individual i at site

j, eij and is random error that varies across individuals in sites. In this formulation

the control group means are allowed to vary across sites in an arbitrary way, without

posing a further distributional assumption. The treatment effect, however, can vary

across sites and has a level-2 equation of δj = δ + dj, where δ is the grand mean

treatment effect and dj is difference between the mean treatment effect at site j and

the grand mean treatment effect.

The within-site estimate of δ is δ̂j = δj + rj, where rj is the site-specific error of

δ̂j. Combining the level-2 model with the within-site model of δ̂j, we get

δ̂j = δ + dj + rj. (2.18)

What is important to note in this superpopulation estimate is that there are two

sources of variance in the estimated treatment effect at site j: dj, which is the site-

specific deviation from the overall average treatment effect, and rj, which is the site

specific error. The expectation of the treatment effect at a single site is the overall

treatment effect, E[δ̂j] = δ. Assuming that rj is independent of dj, the variance of

δ̂j can be found by taking the variance of each of the parts of the right-hand side of

equation (2.18):

V ar(δ̂j) = V ar(δ) + V ar(d) + V ar(r)

= τ 2
δ + Vj,

(2.19)

where τ 2
δ is the variance of the average treatment effect across sites and Vj is the

within-site error variance of the estimate of δj at site j (Bloom et al., 2017).

The average treatment effect is estimated in Bloom et al. (2017) by precision-
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weighting the site-specific estimates,

δ̂ =
J∑
j=1

(τ 2
δ + Vj)

−1δ̂OLSj

J∑
j=1

(τ 2
δ + Vj)−1

, (2.20)

where δ̂OLSj is the site-specific OLS estimate. This estimator relies on knowledge of

Vj and τ 2
δ , so these quantities must first be estimated. Bloom et al. (2017) propose

re-arranging the variance components in (2.19) to back out a limited estimator of τ̂ 2
δ ,

first at a single site and then by pooling the estimates,

τ̂ 2
δ̂(j,LIMITED)

= (δ̂OLSj − δ)2 − Vj

τ̂ 2
δ̂(POOLED)

=
J∑
j=1

[(
ˆ̂
δOLSj − δ)2 − Vj]

J

(2.21)

Bloom et al. (2017) then incorporate precision weight into the formula for τ̂ 2
δ(POOLED)

to arrive at a final estimator for τ 2
δ ,

τ 2
δ(FINAL) =

J∑
j=1

wj[(
ˆ̂
δOLSj − δ)2 − Vj] (2.22)

where the optimal weight (wj) is
(τ2
δ̂

+Vj)
−2∑

j=1J (τ2
δ̂

+Vj)−2 , as in a random-effects meta-analysis

(Hedges & Olkin, 2014, Raudenbush, 1994, Raudenbush & Bryk, 2002). The equation

above for estimating δ̂, (2.20), depends on knowing τ 2
δ . The estimator for τ 2

δ , (2.22),

depends on knowing δ. Maximum likelihood estimation iterates between the two

equations to arrive at final estimates (Bloom et al., 2017).
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The within-site error variance, Vj, is

Vj =
σ2

1j

n1j

+
σ2

0j

n0j

, (2.23)

where σ2
1j and σ2

0j are the same as in equation (2.13). The usual assumption is that

with within-site outcome variance is equal for both the treatment and control groups,

but this assumption is unlikely to obtain when treatment effects are allowed to vary

across sites (Raudenbush & Bloom, 2015). These unequal group variances can bias

estimates of τ 2
δ , and estimating group outcomes within each site can result in inflated

estimates of τ 2
δ (Bloom et al., 2017). Bloom et al. (2017) suggest aggregating the

treatment and control group members across sites to calculate the within-site error

variance,

V̂j =
σ̂2

1

n1j

+
σ̂2

0

n0j

, (2.24)

where σ̂2
1j = σ̂2

1 and σ̂2
0j = σ̂2

0 for all j.

I have presented formulations for both a finite-sample and a superpopulation ap-

proach to estimating treatment effects in multisite trials. It is important to note that

there is no consensus on which approach is generally more appropriate. Schochet

(2008) believes that the finite-sample approach should be used because usually the

sites chosen for a study are selected for important logistical considerations (such as a

willingness to participate in the study, an adequate number of individuals that could

participate in the program, etc.), and thus are not representative of a broader popula-

tion of sites. Bloom et al. (2017) do not share the same sentiment, and instead argue

that even convenience samples are chosen because they represent a larger population

of sites that are of interest, and that the ultimate goal of most studies is to generalize

findings beyond the observed sites.
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In addition to considering the representativeness of the sites when choosing to

employ a finite-sample or superpopulation framework, one must also consider the ex-

pected performance of the treatment across settings. When considering the effects

of participating in a new educational program, one may expect that the effect of

the treatment may vary for a variety of reasons, such as treatment delivery and site

characteristics. It may then be important to model these treatment effects in a super-

population framework in order to obtain estimates of the true variation of treatment

effects. Or, conversely, if the educational program can be uniformly administered,

such as through a computer program, it may be more appropriate to consider cross-

site variation as measurement error of a constant treatment effect (such is the case

in medical trials involving the administration of pharmaceutical drugs; Brown and

Prescott 2014). In this case one may argue that a finite-sample approach is more

appropriate.

2.5 Noncompliance and the Intent-to-Treat Estimate

Thus far the description of estimating treatment effects has assumed the random

assignment of individuals to the treatment and control groups, and, importantly, that

all individuals act in accordance with their treatment assignment. However, in ed-

ucational research individuals often do not comply with their treatment assignment

(e.g., those studies mentioned in the introduction that estimate the CATE). Individu-

als that do not comply with their treatment assignment are said to be noncompliant,

and studies where some individuals do not comply with their treatment assignment

are said to have imperfect compliance. This specific sense of “noncompliance” simply

means that an individual’s treatment assignment and treatment receipt status are not

the same value (Gerber & Green, 2012).
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Noncompliance can take one of two forms. One-sided noncompliance occurs when

some individuals in either the treatment or control group (but not both) do not com-

ply with their treatment assignment; the non-compliance only occurs in one of the two

treatment arms in the study. For example, in some medical and educational trials,

the treatment is only offered to a select group of individuals and the control group

does not have access to the treatment, ensuring at least one treatment arm complies

with their treatment assignment. Noncompliance may also occur in the treatment

arm when receipt of the treatment requires additional effort on the part of the indi-

vidual to participate. This was the case in Kim et al. (2011), which investigated the

effects of a voluntary after-school program on reading and comprehension. Because

of the voluntary nature of program, students could opt out of receiving the program

at will and not all students received the same dosage of the program. This exam-

ple demonstrates why this type of noncompliance is often called a ”failure-to-treat”

scenario.

Two-sided noncompliance occurs when some individuals in both the treatment

and control groups do not comply with their treatment assignment. This may occur

in educational studies because it may be difficult for all individuals assigned to the

treatment to obtain permission from their parents to participate, and parents may

ask that their child receive the treatment, even though the child was assigned to the

control group. This was the case with Clark, Gleason, et al. (2015), where 19% of

the students that won the charter school lottery did not attend a charter school and

9% of the students that did not win the charter school lottery attended one of the

charter schools in the study.

Noncompliance introduces difficulty into the estimation of the effect of receiving

the treatment. This occurs because the randomization process has been broken.
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When individuals are randomly assigned to a treatment or a control group, the groups

created by this randomization are necessarily equal on expectation on all variables,

measured and unmeasured. When individuals do not comply with their randomization

there are two consequences: (1) comparing the treatment and control groups, as

randomized, no longer provides information about the actual effects of treatment

receipt; and (2) the group of participants who actually receive the treatment are no

longer necessarily equal in expectation to the group of participants who do not receive

the treatment.

One method for handling noncompliance is to estimate the treatment effect based

on actual treatment receipt, where the control group is now all individuals who did

not receive the treatment, regardless of their treatment assignment status, and the

treatment group is all individuals who received the treatment, regardless of their

treatment assignment status. The problem with such an analysis (sometimes called

the “as-treated ” analysis) is that the interpretation of the treatment effect is unclear

because the two groups being compared are not necessarily equivalent in expectation

on all unmeasured variables. That is, the treatment observed effect may not only be

attributable to the treatment, as some unmeasured variable that is unequal between

the two groups may be related to the outcome (e.g., interest in the program, pre-

intervention academic performance, etc.).

A second potential method for analyzing data from a study with imperfect compli-

ance is to examine only those individuals that complied with their treatment assign-

ment, referred to as a per protocol analysis (Imbens & Rubin, 2015) or an on-treatment

analysis (Lewis & Warlow, 2004). This discards all noncompliers and analyzes the

retained individuals as if they are the product of a randomized experiment. The

per protocol analysis compares groups that are no longer equal on expectation, so
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the interpretation of the treatment effect is unclear and subject to internal validity

threats.

The general problem in analyzing data from a study with imperfect compliance

using either the as-treated or per-protocol method is that of selection bias, where the

effects of receiving (or not receiving) the treatment for an individual can be corre-

lated with that individual’s potential outcome. To illustrate why this is problematic,

consider a hypothetical scenario of a randomized trial at a school that draws from fam-

ilies that span the socioeconomic continuum. Randomly-selected individuals within

a school are offered access to a treatment, and this particular treatment requires that

individuals stay after school or travel to a secondary site in order to receive the in-

tervention. It may not be feasible for individuals coming from families with a lower

socioeconomic status to receive this treatment because the family may not have the

luxury of being able to arrange a later pickup or alternative transportation for the

student. Because of this socio-economic factor, the treatment group will be comprised

of mainly higher socio-economic individuals, whereas the control group is comprised

of (1) those individuals from all socioeconomic backgrounds who were assigned to

the control condition, and (2) the lower socioeconomic individuals assigned to the

treatment who were not able to arrange to receive the treatment. In this scenario, if

an individual’s socioeconomic status is associated with the outcome, estimating the

difference in outcomes between the control and treatment groups, as observed, will

result in a biased estimate.

In the above case socioeconomic status is a confounding variable, as it is related to

both an individual’s compliance status and the outcome. Using ordinary least squares

(OLS) with the as-treated method or per protocol method under conditions of con-

founding can result in biased and inconsistent estimates of the effect of participating
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in the educational program. This means that the OLS estimate will systematically de-

viate from the population parameter (bias), and it will not converge on the population

parameter even as the population size increases to infinity (the property of consis-

tency for an estimator). Thus, neither the as-treated or the per-protocol approach

provides accurate information on the actual effect of receiving the treatment.

A third method to handle noncompliance is to simply ignore the noncompliance. In

this case the treatment and control groups created by the randomization are left intact

and are still considered equal on expectation. However, these groups are only equal

based on treatment assignment, so a corresponding adjustment to the interpretation

of the treatment effect estimate must be made. The treatment effect estimate now

represents the causal effect of being assigned to the treatment, and not the actual

treatment receipt. This estimand is known as the intent-to-treat effect ; the ITT.

If one considers the ITT to be the treatment effect of interest, all of the methods

described in the previous sections can be applied to estimate the ITT in the case of

a study with imperfect compliance. Of the three approaches mentioned in dealing

with noncompliance thus far, estimating the ITT is the only one in accordance with

the WWC standards that stipulate that subjects must be analyzed according to their

treatment assignment (U.S. Department of Education, 2020).

The ITT has utility to researchers and policy makers because it provides some

information on the general effectiveness of a treatment, no matter how large or small

the actual treatment uptake (Gerber & Green, 2012). In addition, the ITT estimand

is appealing to educational researchers because of its relative ease of computation.

For example, Weiss et al. (2017) reported on the degree of heterogeneity in treatment

effects across 16 large-scale multisite trails, using the ITT as the treatment effect

of interest. In the description of their analytic approach, the authors note that the
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ITT was the target parameter because its properties were well understood and using

methods that handle noncompliance in multisite trials “are more complex, less well

developed, less well understood, and require more assumptions” (Weiss et al., 2017,

p. 844). Thus, a different analytic approach is necessary if one is interested in the

estimating actual effects of receiving the treatment in studies with noncompliance.

2.6 Instrumental Variables

This section introduces instrumental variables (IV) estimation, which can be used

to estimate the effects of treatment receipt when there is imperfect compliance. The

IV method has been suggested by Bloom (1984) to handle one-sided noncompliance in

educational research and by J. D. Angrist et al. (1996) to handle two-sided noncom-

pliance. Instrumental variables estimation results in consistent estimates of the effect

of treatment receipt for those who comply with their treatment assignment. The IV

approach works by the selection of a third variable that only affects the outcome

through the causal variable of interest. In the context of a multisite trial, receipt

of the treatment is instrumented by treatment assignment. The treatment effect is

then determined by measuring the change in the outcome that can be attributed to

the variation in the treatment receipt caused by the treatment assignment process

(Morgan & Winship, 2014). The interpretation of the estimate produced by IV es-

timation is the average effect of receiving the treatment for those that comply with

their treatment assignment, and is called the CATE - the complier average treatment

effect. The IV estimation method is a second way that a researcher can analyze data

from a study and be in accordance with the WWC standard of analyzing individuals

with respect to their treatment assignment (U.S. Department of Education, 2020).
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2.6.1 Notation and Assumptions

I will first review the instrumental variable approach for a single site before ex-

tending the exposition to a multisite setting, starting with the additional notation

and assumptions that are necessary for IV estimation. It is now necessary to make

the distinction between treatment assignment and treatment receipt. Thus far I have

used Di for the treatment receipt status of individual i, with Di = 1 if the individ-

ual is part of the treatment group, and 0 otherwise. I will continue to use Di as an

indicator of treatment receipt. I will now use Zi to denote an individual’s treatment

assignment status, with Zi = 1 if an individual is assigned to the treatment, and

0 otherwise. As with the definitions of treatment effects in the analytic framework

section, the SUTVA (Rubin, 1986) assumption is still necessary for all that follows.

I also assume that individuals cannot have partial compliance (i.e., only receive part

of the treatment), and that compliance is modeled as a binary indicator variable.

The introduction of the treatment assignment variable changes the potential out-

comes notation, as the outcome of an individual can depend on both their treatment

assignment and the treatment actually received. The potential outcome for individ-

ual i is now yi(z, d) if assigned to Zi = z and treatment receipt is Di(z) = d. The

probability that Di = 1 instead of Di = 0 is a function of the treatment assignment,

Zi. An individual’s observed treatment receipt is defined as

Dobs
i = (1− Zi)Di(0) + ZiDi(1). (2.25)

We can remove the dependence of the potential outcome on treatment assignment

if we assume that the treatment assignment affects the potential outcome only through

treatment receipt (the effect of Zi on Yi is fully mediated by Di). This implies that
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the treatment has no effect on the outcome for individuals whose treatment status is

not influenced by their treatment assignment status (Imbens & Rubin, 2015). This

assumption is known as the exclusion restriction because it excludes potential

outcomes from responding to treatment assignments (J. D. Angrist et al., 1996, Gerber

& Green, 2012) and implies the following equalities:

yi(Zi = 0, Di = 0) = yi(Zi = 1, Di = 0)

yi(Zi = 0, Di = 1) = yi(Zi = 1, Di = 1).

(2.26)

The top equality states that if an individual does not receive the treatment, their

potential outcome will be the same irrespective of their treatment assignment. Sim-

ilarly, the bottom equality states that if an individual receives the treatment, their

potential outcome will be the same regardless of their treatment assignment group.

The potential outcomes for an individual can now be written yi(0) if the individ-

ual does not receive the treatment (Di = 0) and yi(1) if the individual receives the

treatment (Di = 1). The observed outcome for an individual is then:

Y obs
i = (1−Di)yi(0) +Di(yi(1)). (2.27)

2.6.2 Principal Strata

The possible combinations of Di(0) and Di(1) imply four subgroups of individuals

that exist in a population with two-sided noncompliance. The four groups are referred

to as principal strata, where stratum membership is latent because it can only be

partially observed (J. D. Angrist et al., 1996). These four strata are:

� Compliers: These are individuals who comply with their treatment assign-

ment; Di(0) = 0 and Di(1) = 1.
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� Always-takers: These are individuals who will receive the treatment regardless

of their treatment assignment; Di(0) = 1 and Di(1) = 1.

� Never-takers: These are individuals who will not receive the treatment re-

gardless of their treatment assignment; Di(0) = 0 and Di(1) = 0.

� Defiers: These are individuals who do the opposite of their treatment assign-

ment, such that they receive the treatment when assigned to control, Di(0) = 1,

and do not receive the treatment when assigned to the treatment group, Di(1) =

0.

The principal strata are considered partially observed because one can only con-

clude that an individual is a member of one of two latent strata based on their observed

behavior. For example, if an individual i is assigned to the treatment condition and

also receives the treatment (i.e., Zi = 1 & Di = 1), it cannot be distinguished if

they are a complier or an always-taker. Similarly, if individual i is assigned to the

treatment but does not actually receive the treatment (i.e., Zi = 1 & Di = 0), the

individual could be either a never-taker or a defier.

The defiers subgroup implies that there is a negative effect of Z on D for some

individuals; (Di(1) = 0) − (Di(0) = 1) = −1, such that Di(0) > Di(1) for one

or more units i. The presence of defiers can complicate understanding the effects of

receiving the treatment. However, in most educational studies it is often reasonable to

assume that assignment to treatment will not lead any individuals to forgo treatment

that they would otherwise have taken. We can thus restrict the sign of the effect

of treatment assignment to be positive, removing the defiers from consideration of

the treatment effect. This is the monotonicity assumption, which states that for

all individuals the assignment to treatment has a non-negative effect on treatment
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receipt, Di(0) = 1 ≤ Di(1) = 1 (J. D. Angrist et al., 1996, J. D. Angrist & Pischke,

2008).

Two additional assumptions are necessary allow us to define the effect of receiving

the treatment for those that comply with their treatment assignment. The first as-

sumption is that of instrument effectiveness and it requires a positive relationship

between the instrument and causal variable, E[Di(0)] < E[Di(1)]. This implies that,

on expectation, assignment to the treatment increases the likelihood of treatment

receipt in the sample being considered, whether it be finite or a superpopulation. An

effective instrument also implies that there is a positive relationship between the in-

strument and causal variable of interest in the sample, Cov(Zi, Di) > 0. The strength

of an instrument, in this case the extent to which assignment induces take-up, is very

important in the estimation of the CATE and will be discussed at length in a subse-

quent section.

The second assumption is that of ignorable treatment assignment, which is

the assumption that

Di(0), Di(1) |= Zi

Yi(Di(0)), Yi(Di(1)) |= Zi.
(2.28)

The ignorable treatment assignment is important because it provides the benefits

of randomization to the treatment assignment mechanism. If the individuals in an

educational study are truly randomly assigned to the treatment and control groups,

then this assumption is met by design.

To summarize, only the subgroup of compliers can provide information pertaining

to the causal effect of receiving the treatment on the outcome. All other groups are

noncompliers of different types, and they either do not provide information on the

causal effect of the treatment or they are removed from the analysis by assumption.
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For both the always-takers and never-takers, one will never be able to know the

difference in their potential outcomes because for these groups only one outcome will

ever be observed. Defiers are removed by assumption. The only stratum left to provide

information on the average treatment effect are the compliers, and it is for this reason

that this specific treatment effect is called the complier average treatment effect. I

will denote this treatment effect as δCATE in the subsequent statistical notation in

this section.

Several important definitions can now be presented to facilitate how to define and

estimate δCATE. First, let γ equal the average effect of treatment assignment Zi on

treatment receipt Di (sometimes called the ITTD, as it is the effect of treatment

assignment on the treatment receipt variable; Gerber & Green, 2012). This equals

the proportion of compliers,

γ = E[Di(1)−Di(0)] = Pr[Di(0) < Di(1)], (2.29)

where Di(1) − Di(0) = 1 for the compliers. Next, let β equal the total effect of

treatment assignment on the outcome. This estimand is is the ITT effect, and is

sometimes also notated as ITTY. Now δCATE can be defined as the average effect of

treatment assignment on the outcome for compliers,

δCATE = E[Yi(Di(1))− Yi(Di(0))|Di(0) < Di(1)] =
β

γ
. (2.30)

Combining equations (2.29) and (2.30) above, it can be shown that expectation of

the treatment assignment on the outcome is equal to the CATE times the expected
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proportion of compliers:

E[Yi(Di(1))− Yi(Di(0))] = δCATE × E[Di(1)−Di(0)].

β = δCATE × γ
(2.31)

This formula can be rearranged to isolate δCATE and more easily show that the com-

plier average treatment effect is a ratio of the average effect of treatment assignment

on the outcome divided by the average effect of treatment assignment on treatment

receipt:

δCATE =
E[Yi(Di(1))− Yi(Di(0))]

E[Di(1)−Di(0)]
. (2.32)

Given ignorability of the instrument, the right-hand side of equation (2.32) can be

conditioned on their respective treatment assignment status and be shown to equal

to β
γ
:

δCATE =
E(Yi|Zi = 1)− E(Yi|Zi = 0)

E(Di|Zi = 1)− E(Di|Zi = 0)
=

Effect of Z on Y

Effect of Z on D
=

ITTY

ITTD

=
β

γ
. (2.33)

Another presentation of defining the CATE is done via a ratio of covariances and

regression coefficients (e.g., J. D. Angrist & Pischke, 2008, Wooldridge, 2015). This

notation is not presented here because it is not used in what follows, but can be found

in Appendix A.
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2.6.3 Single Site Instrumental Variables Estimation

For ease, I will now use δ instead of δCATE for the rest of the manuscript; it

implied that the estimand in IV analysis is δCATE. The estimation of δ at a single

site is straightforward, as all of the values in equation (2.33) are observed quantities.

That is, δ̂ can be estimated by

δ̂ =
Ȳ1 − Ȳ0

D̄1 − D̄0

(2.34)

where Ȳ1 is the average outcome for individuals assigned to the treatment, Ȳ0 is the

average outcome for individuals assigned to control, D̄1 is the proportion of individ-

uals that were assigned to the treatment that received the treatment, and D̄0 is the

proportion of individuals that were assigned to the control that received the treat-

ment. In the case of perfect compliance, D̄1 = 1 and D̄0 = 0, so Ȳ1− Ȳ0 is an unbiased

estimate of the treatment effect, as demonstrated in equation (2.4).

In practice two-stage least squares (2SLS) is commonly used to estimate δ instead

of calculating the constituent parts of equation (2.34). 2SLS is a specific case of

structural equation modeling, and has also been called a ‘dummy endogenous variable

model’ (J. D. Angrist et al., 1996, Heckman, 1977, Heckman & Robb Jr, 1985). The

2SLS estimator consists of a pair of regression equations, the second of which uses the

outcome of the first equation as a predictor. The first stage of the 2SLS estimation

procedure captures the relationship between the instrument and the causal variable

of interest:

Di = γ0 + γZi + ei, (2.35)

where treatment receipt, Di, is a function of the treatment assignment, Zi. The mag-

nitude of this relationship is captured by γ, with ei representing all other exogenous
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variation in the treatment receipt not induced by treatment assignment. The second

stage equation is

Yi = δ0 + δDi + ui, (2.36)

where Yi is the outcome for individual i, δ0 is the average outcome for the group that

did not receive the treatment, δ is the complier-average treatment effect, and ui is

the residual error term for individual i.

A key component of 2SLS is that it uses the fitted values for treatment receipt

(D̂) in the estimation of the second equation (2.36). This is important because it

removes any correlation between D and ui, so Cov(D̂i, ui) = 0. The removal of this

covariance allows for IV estimation to obtain consistent estimates of δ.

2.6.4 Finite Sample Bias

It is important to discuss an inherent bias in IV estimation prior to extending

instrumental variables estimation to a multisite setting, This bias arises due the fact

when using IV in practice one is always using a finite sample, no matter how large the

actual sample size may be for a given study. Hence, this bias is referred to as finite

sample bias (FSB; Bound, Jager, & Baker, 1995; Bloom, Zhu, Unlu, 2010; Richardson,

1968; Sawa, 1969; Staiger & Stock, 1997; Stock & Yogo, 2002) and alternatively as

mismatch bias (Bloom, Zhu, & Unlu, 2010b) or “bias that arises from treatment

selection on levels” (Reardon et al., 2014, p. 504). As shown in Appendix B, Morgan

and Winship (2014) present an alternative formulation of the population-level formula

for δ as:

E[Y |Z = 1]− E[Y |Z = 0]

E[D|Z = 1]− E[D|Z = 0]
= δ +

E[ε|Z = 1]− E[ε|Z = 0])

E[D|Z = 1]− E[D|Z = 0]
. (2.37)
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The left-hand side of the equality is a reformulation of the ratio given in (2.33).

The first term in the right-hand side of the equation is the complier average treatment

effect, here simply represented by δ. The finite sample bias arises from the second

term on the right-hand side of the equation. The numerator represents the difference

in expectations in the population between the errors of the treatment and control

groups, whereas the denominator represents the effect of the treatment assignment

on treatment receipt in the population. Each of the two components in this second

term contributes to the bias when considering a finite sample. First, due to sampling

error, the numerator, as measured in the sample, will most likely not be equal to

zero resulting from natural variation in the randomization process. As sample size

increases the expected difference between the errors will decrease, but will still likely

be non-zero even in large samples. More plainly, both the of the numerator and the

denominator of the second term must be estimated, and the ratio of two unbiased

estimators is not itself unbiased.

The denominator of the second term represents the instrument strength, and is

a measure of the effectiveness of the treatment assignment process. It captures the

magnitude of the relationship between treatment assignment and treatment receipt

in the population. The degree of FSB is directly related to the strength of the in-

strument, with the bias in the direction of the ordinary least squares estimate of the

treatment effect (Bound, Jaeger, & Baker, 1995). The instrument strength and finite

sample bias have an inverse relationship, all else held equal. The stronger the instru-

ment, the smaller the FSB. When a weak instrument is present an extremely large

sample size may be necessary to mitigate the FSB.

The equation above shows the true importance of selecting a strong instrument.

To illustrate, take a hypothetical sample with a population treatment effect of 5 and
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an observed difference of 1 between the errors of the treatment and control groups in

the sample. With a high level of compliance, where denominator of the ratio would

be equal to 0.9, the overall value of the second term in the right-hand side of equation

(2.37) would be 1.11̄, resulting in an estimated treatment effect of 6.11. Now consider

a scenario with lower levels of compliance where the instrument induces less take-up,

resulting in a value of 0.5 for the denominator in the second term. This would result

in the second term now being equal to 2 and an estimated treatment effect of 7.

Because the numerator is the same in both cases, the larger bias is purely a function

of the weaker instrument.

The strength of the instrument is characterized by the F statistic, which quantifies

the amount of variation in the causal variable attributed to the instrument. The

numerator of the F statistic is the variation between treatment conditions in the

causal variable, with the denominator as the amount of error-induced variance. The

F statistic for the first-stage (equation (2.35)) is calculated as

F =
MSB

MSE
, (2.38)

where MSB is the mean-square of the variation the instrument uptake among the two

assignment groups and MSE is the mean-square error is the variation in treatment

uptake within each of the two assignment groups (Lomax & Hahs-Vaughn, 2013).
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The MSB is calculated by

MSB =
SSB

Q− 1

SSB =

Q∑
q=1

nq∑
i=1

(D̄q − ¯̄D)2

=

Q∑
q=1

nq(D̄q − ¯̄D)2.

(2.39)

where where Q is the total number of treatment conditions. In the present case of

considering instrument strength at a single site, the denominator of MSB reduces to

1, as the two treatment conditions are those individuals assigned to treatment and

those individuals assigned to control.

The MSE is found by dividing the error variation (SSE, the sum-of-squares error)

by the total sample size minus the number of treatment groups:

MSE =
SSE

N −Q

SSE =

Q∑
q=1

nq∑
i=1

(Diq − D̄q)
2

=
J∑
q=1

(nq − 1)s2
q

(2.40)

with s2
q representing the sample variance of the treatment receipt for group q. Thus,

when there is a strong assignment mechanism that induces uptake of the treatment

for individuals assigned to the treatment group and individuals in the control are not

induced to uptake the treatment, SSE will be very small and SSB will be very large,

resulting in a large F statistic.

Early work on FSB suggested that an F statistic larger than 10 was sufficient
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identify a strong instrument (Staiger & Stock, 1997), as 10% of the variability in the

estimate of δ may be attributed to using the finite sample.

2.6.5 Multisite Instrumental Variables Estimation

The aim of the literature review thus far has been to provide the statistical frame-

work necessary to help the reader move from understanding how to estimate treat-

ment effects at a single site with perfect compliance to understanding how to estimate

treatment effects in multisite trials with imperfect compliance. In the process I have

reviewed how superpopulation MST models can model treatment effect heterogeneity,

and I have also reviewed how IV estimation can result in consistent estimates of the

CATE. This section combines these methods, but first introduces the assumptions

necessary to do so. Although using IV in educational research is not a new sugges-

tion (e.g., J. D. Angrist et al., 1996, Bloom, 1984; 2005), only in the last decade has

more work been done to advance the use of superpopulation MSTIV models (e.g.,

Raudenbush et al., 2012, Reardon & Raudenbush, 2013, Reardon et al., 2014).

It is necessary to again include the subscript j to denote that a given individual

i is from site j for sites j = 1...J . Following the first-stage notation in formula (2.35)

above, the average effect of treatment assignment on treatment receipt at site j is γj,

with the overall average as E(γj) = γ. The same extension is made to the second-

stage equation (formula (2.36)), with the average effect of treatment receipt on the

outcome as δj, with E(δj) = δ.

Two additional assumptions must be made to extend instrument variables estima-

tion to a multisite setting. In the earlier exposition on defining δ, in equation (2.31)

I asserted β = δγ, which defines the overall effect of treatment assignment on the

outcome (β) as a product of the effect the complier-average treatment effect (δ) and
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the compliance level (γ). Following the definition of the expectation of a product,

Raudenbush et al. (2012) show that E[δγ] is equal to

β = E(δγ) = E(δ)E(γ) + Cov(δ, γ)

= δγ + Cov(δ, γ).

(2.41)

In this formulation we have the additional term of Cov(δ, γ), which is the covari-

ance between the compliance level and the effect of the treatment. Raudenbush et al.

(2012) show how the monotonicity assumption removes this covariance for IV estima-

tion at a single site. However, this compliance-effect covariance term also exists at

the site level when considering IV effects in a multisite setting and the monotonicity

assumption does not remove it:

β = E(βj) = E(δjγj) = E[δj]E[γj] + Cov(δj, γj) = δjγj + Cov(δj, γj). (2.42)

Cov(δj, γj) represents the between-site compliance-effect covariance, indicating that

there could be a correlation between the effectiveness of the instrument and the effec-

tiveness of the treatment at the site level. For example, it could be the case that some

sites that have higher compliance rates also demonstrate stronger treatment effects

due to effective and motivated administrators. The problem with this covariance is

that it adds an additional bias (i.e., beyond the finite sample bias) to the estimate

of the complier-average treatment effect. The magnitude and direction of this addi-

tional bias mirrors the magnitude and direction of Cov(δj, γj) (Reardon et al., 2014).

Identification of the overall treatment can proceed if we assume that Cov(δ, γj) = 0;

that there is no between-site compliance-effect covariance.

The second assumption necessary to extend IV analysis to the multisite setting
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concerns the effectiveness of the instrument. The single-site assumption is that γj > 0

for site j. The multisite extension of this assumption can take several different forms,

such as the instrument must be effective at each site, the instrument must be effective

on average, or the instrument must be effective in at least one site. Which version

of the multisite extension of this assumption is necessary depends on the specific

estimator that is used (Raudenbush et al., 2012).

Stock and Yogo (2002) showed that the general rule of F > 10 is not appropriate

for assessing the strength of the instrument in all cases, especially in those situations

where there are multiple instruments. As will be reviewed below, one MSTIV esti-

mator requires the use of j site-by-treatment instruments, where j equals the number

of sites. The Stock and Yogo (2002) paper demonstrates that the necessary strength

of the instrument should be based on the number of instruments used, number of en-

dogenous regressors, and allowable bias relative to the OLS estimate. As the number

of instruments used increases, the necessary first-stage F statistic for an instrument

to be deemed sufficiently strong also increases. Thus, the use of specific MSTIV

estimators require an F statistic greater than 10.

We can now define the multisite finite sample complier average treatment effect.

It can be understood as a combination of equation (2.14), which defines treatment

effects in a multisite trial setting, and a variant of equation (2.31), that defines δ as

overall treatment effect times the proportion of compliers:

δMS =
1

αFSN

J∑
j=1

Nj∑
i=1

[yij(1)− yij(0)]× I(Dij(1) > Dij(0)), (2.43)

where I() is an indicator function to designate the compliers within a specific site and
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αFS is the overall proportion of compliers across all sites:

αFS =
1

N

J∑
j=1

Nj∑
i=1

I(Dij(1) > Dij(0)). (2.44)

Just as equation (2.14) can be rewritten as the weighted average of site-specific

treatment effects (equation (2.15)), the multisite finite-sample CATE can also be

written as a weighted average of the site-specific CATEs. In the multisite IV finite

sample setting, the weights are informed by the number of compliers in each site,

rather than the number of participants, as the CATE is only informative for compliers.

If δj is the CATE for site j and αj is the proportion of compliers at site j, we can

rewrite (2.43) as (Raudenbush & Bloom, 2015):

δMS =

∑J
j=1 Njαjδj∑J
j=1Njαj

. (2.45)

Following Raudenbush et al. (2012), the multisite super-population IV treatment

effect is simply

δMS
SP = ESP [δj] (2.46)

where δj is the site-specific complier-average treatment effect at site j, so δMS
SP is the

average of δj across all sites in the superpopulation.

The variance of the treatment effect estimate in the multisite superpopulation IV

framework also captures the true variability of treatment effects across sites and the

sampling variability of the treatment effect. Raudenbush et al. (2012) start to develop

this model by first presenting a random coefficient model for predicting an outcome
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at site j as

Yij = δ0j + δjDij + εij

= δ0j + δDij + (δj − δ)Dij + εij

(2.47)

where δ0j is the mean outcome for individuals who do not receive the treatment at

site j, δj is the added treatment effect for individuals receiving the treatment at site

j, Dij is a treatment receipt indicator for individual i at site j, and εij is error for

individual i at site j. In the superpopulation framework δjDij may be rewritten as

δDij + (δj − δ)Dij to explicitly model the treatment effect variation at site j from

the overall treatment effect; δj − δ. Let the deviation from the overall treatment

effect at site j be Uj, with V ar(Uj) ≡ τ 2
δ . This quantity represents the variance

of the treatment effect across the sites in a superpopulation and is unique to the

superpopulation IV approach.

Raudenbush et al. (2012) present the estimate for the reduced-form equation at

each site, βj, which regresses the outcome Yij on treatment assignment, Zij. This is

the multisite equivalent to equation (2.31) above that introduced the total effect of

treatment assignment on the focal outcome. This is defined as

β̂j =

n∑
i=1

(Zij − Z̄j)Yij
n∑
i=1

(Zij − Z̄j)2

(2.48)

where Zij is the treatment assignment indicator for individual i at site j and Z̄j is

the treatment allocation at site j. Substituting the right-hand side of equation (2.47)
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for Yij in equation (2.48) yields

β̂ =

n∑
i=1

(Zij − Ẑj)Yij
n∑
i=1

(Zij − Ẑj)2

=

n∑
i=1

(Zij − Ẑj)[δ0j + δZij + (δj − δ)Zij + εij]

n∑
i=1

(Zij − Ẑj)2

=

δ0j

n∑
i=1

(Zij − Ẑj) + δ
n∑
i=1

(Zij − Ẑj)Zij + (δj − δ)
n∑
i=1

(Zij − Ẑj)Zij +
n∑
i=1

(Zij − Ẑj)εij
n∑
i=1

(Zij − Ẑj)2

= δγ̂j + (δj − δ)γ̂j + Ej

(2.49)

where γ̂j is the average effect of Z on D at site j and Ej is the site-level sampling

error. Equation (2.49) is important because it shows that β̂, the effect of Z on Y , is a

linear function of γ̂, the estimated effect of Z on D. Equation (2.49) can be rewritten

to emphasize its variance components:

β̂j = δγ̂ + Uj γ̂j + Ej, (2.50)

where E[Uj] = E[Ej] = 0, V ar(Uj) = τ 2
δ , V ar(Ej) = Vj, and Cov(UjEj) = 0 (by the

no compliance-effect covariance assumption).

Raudenbush et al. (2012) introduce three possible methods to estimate superpop-

ulation treatment effects in multisite trials using instrumental variables. These three

different estimation approaches differ by how the linear relationship defined in equa-

tion (2.49) may be interpreted. The discussion below closely mirrors the discussion in

Raudenbush et al. (2012); the notation has been changed for clarity and consistency

with the rest of this document.
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2.6.5.1 MSTIVaveraged

Raudenbush et al.’s (2012) first proposed MSTIV estimator is constructed by

dividing β̂ by γ̂ at each site and averaging the treatment effect estimates across sites.

δj is first estimated at each site,

δ̂j =
β̂j
γ̂j

= δ + Uj +
Ej
γ̂j
.

(2.51)

This provides J estimates of δ̂j, one for each of the J sites in the analysis. Uj

provides the site-specific deviation of the treatment effect from the grand mean of

treatment effects, and its variance (τ 2
δ ) is measure of treatment effect heterogeneity.

Ej
γ̂j

is the site-specific sampling variability of the treatment effect that is conditional

on that site’s estimated compliance levels. The simple average of these sites is an

estimate of the average effect of the treatment:

δ̃ =
1

j

J∑
j=1

δ̂j = δ +
1

j

J∑
j=1

(Uj + Ej/γ̂j). (2.52)

This variance of this estimator, conditional on γ̂j, is

V ar(δ̃) =
1

j2
V ar

( J∑
j=1

(Uj + Ej/γ̂j)
)

=
1

j
τ 2
δ +

1

j2

J∑
j=1

Vj/γ̂
2
j ,

(2.53)

where Vj is the sampling variance of the treatment effect, V ar(Ej).

MSTIVaveraged does not require researchers to make assumptions about the between-
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site compliance-effect covariance, but it does require that the site-level instrument be

effective at each site. In this estimation approach instrument strength is important

because when the value of γ̂j is small (i.e., there is low compliance at a site), it can

cause V ar(δ̃) to be large. In addition, sites with weak instruments will have greater

finite sample bias, which also influences the average treatment effect estimate.

To mitigate the problems introduced by sites with low compliance, Raudenbush

et al. (2012) suggest constructing an estimator that uses precision weights, with the

weight for site j calculated as a function of γ̂j:

Wj =
1

(τ 2
δ + Vj/γ̂2

j )

=
γ̂2
j

γ̂2
j τ

2
δ + Vj

.

(2.54)

Because the variance of the treatment effect is directly related to the level of com-

pliance at a given site in this approach, sites with higher compliance are given more

weight in the estimation of the overall treatment effect. The compliance-weighted

average treatment effect estimate (δ̂CW ) and it’s variance (conditional on compliance

levels) then becomes

δ̂CW =

J∑
s=1

Wj δ̂j

J∑
s=1

Wj

, V ar(δ̂CW |γ̂) =
1

J∑
s=1

Wj

. (2.55)

In order to use the estimator in equation (2.55), one needs to use estimates of

τ 2
δ and Vj in equation (2.54). In studies where there are few sites or when the true

value of the treatment effect variance in the population across sites is small, τ 2
δ will be

poorly estimated or be very close to zero. When τ 2
δ is poorly estimated the advantage
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of using the precision-weighted estimator may be lost.

A second difficulty in using the estimator defined in equation (2.55) is that site-

level treatment effects may be correlated with their weights, so the assumption of “no

site-level compliance-effect covariance”is again necessary to have an unbiased estimate

of the average treatment effect when using the compliance-weighted estimator. The

unweighted estimator didn’t have this problem, as all sites were weighted equally.

Instantiating MSTIVaveraged in practice requires several steps. The first step in the

procedure is to estimate δj at each site. This can be accomplished via 2SLS estimation

that is available in most statistical software packages. Although D̂ij is used instead of

Dij in the second-stage equation, Dij (rather than D̂ij) is used when calculating the

standard error, as is customary in 2SLS estimation (Wooldridge, 2015). The standard

error of δ, Sδ̂j , is found by

σ̂2
j =

n∑
i=1

(Yij − δ̂0j − δ̂jDij)
2

n− 2

Sδ̂j =

√
σ̂2
j

n
.

(2.56)

One now has both a point estimate (δ̂j) and an associated standard error (Sδ̂j)

for each site and can proceed by assuming that the square of the estimated standard

error is a known sampling variance at each site, Vj = Sδ̂
2
j . Thus, we now have an

effect size (δj) and sampling variance (Vj) for each of the j sites. Raudenbush et al.

(2012) now recast the problem in the following multilevel framework:

Level 1 : δ̂j = δj + Ej, Ej ∼ (0, Vj)

Level 2 : δj = δ + Uj, Uj ∼ (0, τ 2
δ )

(2.57)
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where δ and τ 2
δ can be estimated using any statistical software package that can

estimate multilevel models with an option to set the level-1 variance as “known.”

This procedure is equivalent to a random-effects meta-analysis.

2.6.5.2 MSTIVpooled

A second MSTIV estimator proposed by Raudenbush et al. (2012) ignores indi-

vidual site membership, pools the data together, and then obtains global estimates

of β and γ to arrive at an overall treatment effect estimate,

δ̂pooled =
β̂pooled
γ̂pooled

, (2.58)

where β̂pooled the global ITT (ignoring site membership) and γ̂pooled is the overall com-

pliance - the estimated average effect of treatment assignment on treatment receipt

when the effects are pooled across sites. This estimator has a variance of

V ar(δ̂pooled) ≈
V ar(β̂pooled)

γ̂2
pooled

, (2.59)

where V ar(β̂pooled) is the sampling variance of β̂pooled across sites. The constituent

quantities for (2.58) and (2.59) can be estimated using multilevel modeling. One is

able to obtain βpooled and V ar(βpooled) by regressing Z on Y in multilevel model. A

second multilevel model regressing Z on D estimates the overall compliance, γ̂pooled,

and its variance, V ar(γj). As Raudenbush et al. (2012) note, this approach is the

similar to using 2SLS on pooled data with a single instrument.

Researchers can obtain estimates of the treatment effect heterogeneity across sites

(τ 2
δ ) by backing out this information from already-obtained estimates. Raudenbush
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et al. (2012) show that

V ar(βj) ≡ τ 2
β = V ar(Ujγj)

= (γ2 + V ar(γj))τ
2
δ + δ2V ar(γ).

(2.60)

Thus, we have all of the constituent parts of equation (2.60) except for τ 2
δ , but this

can be found by simply re-arranging the above quantities:

τ̂ 2
δ =

(V ar(β̂)− δ̂2V ar(γ̂)

(γ̂2 + V ar(γ̂)
. (2.61)

The MSTIVpooled approach does not require the assumption of strong instruments

within each site, as the data are pooled, but does require that the instrument is

sufficiently strong on average across sites.

2.6.5.3 MSTIV2SLS

The third MSTIV estimator proposed by Raudenbush et al. (2012) revisits equa-

tion (2.50), the variance-components regression model with β̂j as the outcome. How-

ever, instead of using ordinary least squares, MSTIV2SLS uses weighted least squares

with precision weights constructed using known variances. Raudenbush et al. (2012)

motivate this approach by showing that the expectation of (2.50), conditional on γ̂j,

is

E(β̂|γ̂j) = E(δγ̂j + Uj γ̂j + Ej|γ̂j)

= δγ̂j + γ̂jE(Uj|γ̂j) + E(Ej|γ̂j)

= δγ̂j.

(2.62)

The move from the second line to the third line is done through assumption; E(Uj|γ̂j) =

0 through the no between-site compliance-effect covariance assumption andE(Ej|γ̂j) =
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0 given random assignment to the treatment assumption. The variance of the condi-

tional expectation β̂|γ̂j is

V ar(β̂|γ̂j) = γ̂2
j τ

2
δ + Vj, (2.63)

which explicitly notes the two sources of treatment effect variation, τ 2
δ and Vj.

With known variances, the weight for this approach is calculated as

Wj = 1/(γ̂2
j τ

2
δ + Vj). (2.64)

By incorporating the weights, the estimators for the treatment effect and variance

are:

δ̂ =

J∑
j=1

Wj γ̂jβ̂j

J∑
j=1

Wj γ̂2
j

V ar(δ̂|γj) =
1

J∑
j=1

Wj γ̂2
j

. (2.65)

This approach requires knowledge of τ 2
δ and Vs beforehand. They are not known,

but they can be estimated and treated as known. Raudenbush et al. (2012) describe

this as a multi-step process. First, one uses 2SLS within a multilevel framework,

constructing J site-by-treatment interactions as the first-stage instruments. The es-

timates of γ0j and γj at each site are retained. Next, the D̂ij is calculated using the

retained γ0j and γj; D̂ij = γ̂0j + γ̂jZij. The estimated values for Dij are then used in

a multilevel 2SLS equation,

Yij − Ȳj = δj(D̂ij − D̄j) + eij − ēj, δj ∼ N(δ, τ 2
δ ). (2.66)

Finally, Dij can be substituted for D̂ij in equation (2.66) and δ̂ held constant so σ2
e

and τ 2
δ can be re-estimated, but Raudenbush et al. (2012) found this to be generally

unnecessary.
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The MSTIV2SLS estimation strategy closely mirrors that of MSTIVaveraged, as the

definitions of the estimated treatment effects in equations (2.55) and (2.65) are iden-

tical with known weights. The difference between these two approaches are the steps

necessary to instantiate the two estimators. MSTIVaveraged requires using 2SLS at

each site and then averages the resulting site-level estimates, whereas the MSTIV2SLS

uses J site-by-treatment instruments to achieve this same aim. The two estimators

also differ in the assumptions necessary to use them; MSTIVaveraged requires that the

instrument be sufficiently strong at each site, whereas MSTIV2SLS only requires that

the instrument be sufficiently strong in at least one site. Raudenbush et al. (2012)

assert that MSTIV2SLS has more flexibility in its variance estimation because τ 2
δ is a

natural output of the procedure and does not need to be calculated via a separate pro-

cess, suggesting that this method may be preferred when the necessary assumptions

about instrument strength are reasonable.

2.6.6 Raudenbush, Unlu, Zhu, and Bloom (2014)

At the time of this writing, the only simulation study examining the performance

of MSTIV estimators in multisite trials was completed by Reardon et al. (2014) in

the paper “Bias and Bias Correction in Multisite Instrumental Variables Analysis of

Heterogeneous Mediator Effects.” The main focus of that manuscript was to first

discuss and demonstrate the additional treatment effect bias introduced by the viola-

tion of the no site-level compliance effect covariance assumption (shown in equation

(2.42)), and then examine two novel MSTIV estimation methods that could be used

to mitigate the site-level compliance-effect covariance bias. The discussion and sub-

sequent simulation study by Reardon et al. (2014) was in the context of multisite

causal mediation, where assignment to treatment was a binary indicator variable but
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the treatment (the mediator) was a continuous variable.

There are two parts of the Reardon et al. (2014) study that are important for

present purposes. The first is the introduction of the bias-corrected estimators. Al-

though the estimators were introduced specifically to mitigate the additional bias in

the treatment effect estimates caused by the site-level compliance-effect covariance,

one of the estimation methods is suitable as a fourth MSTIV estimation method. This

method has the potential to estimate treatment effects while mitigating some of the

finite sample bias inherent in instrumental variables estimation. The second impor-

tant feature of Reardon et al. (2014) is the set of simulation parameters selected for

their simulation study, as these mark the bounds of what simulation work has been

completed on examining MSTIV estimators thus far. I will now discuss each of these

topics in turn.

Recall that the total effect of the treatment assignment on the outcome at a single

site is βj = γj × δj. Reardon et al. (2014) motivate their bias-corrected estimator by

presenting a alternative formulation for δj that assumes a linear relationship between

δj and γj,

δj = α0 + α1γj + νj, νj ∼ N(0, σ2
ν). (2.67)

Substituting the right-hand side of the above equation into the equation for the total

effect of the treatment assignment, we get

βj = γj × δj

= γj(α0 + α1γj + νj)

= α0γj + α1γ
2
j + γjνj.

(2.68)

The quantities of α0 and α1 can now be estimated to obtain an estimate of δ.
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However, a complication in using equation (2.68) is that βj and γj are also estimated,

so the estimates of α0 and α1 will themselves be biased. In addition, the use of finite

samples means that the sampling errors for βj and γj are likely to be correlated, which

will also introduce bias into the estimates of α0 and α1. To correct for the problem,

Reardon et al. (2014) suggest regressing β̂j on shrunken estimates of of γj and γ2
j .

These shrunken estimates are estimated by adjusting the estimated values of γ by the

reliability of γ in the first-stage equation of a 2SLS approach.

Reardon et al. (2014) does not explicitly detail how to find τ 2
δ in this estimation

method, but finding τ 2
δ can be accomplished by adjusting the MSTIV2SLS approach so

the shrunken estimates of γ are used in the second-stage equation. This is in the style

of an empirical Bayes meta-analysis (Raudenbush & Bryk, 1985), and the resulting

estimator produces both a bias-corrected average treatment effect estimate and an

estimate of the variability of the bias-corrected estimates.

The simulation parameters selected by Reardon et al. (2014) demonstrated the

observed bias in 2SLS and OLS estimation when the no compliance-effect covariance

assumption is violated, and also show the reduction in bias by utilizing their novel

bias-corrected estimation methods. Reardon et al. (2014) derive an a priori approxi-

mation for the expected 2SLS bias,

E[δ̂2SLS]− δ = ρ
ω

σ

( 1

F

)
, (2.69)

where ρ is the correlation between the first-stage and second-stage errors in 2SLS, σ

is the standard deviation of first-stage errors, ω is the standard deviation of second-

stage errors, and F is the population F -statistic of the first-stage equation. This F
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is found by

F =
np(1− p)

σ2
(γ2 + τγ) + 1, (2.70)

where n is the number of individuals at a site, p is the treatment allocation, and τγ

is the standard deviation of γ in the first stage equation.

It is important to note that the above approximation of the F -statistic relies on a

completely balanced design.Reardon et al. (2014) use a constant n of 200 individuals

per site and a constant treatment allocation, p, of 50% across all sites. The data-

generating model also used a constant value of σ2 in all conditions, while the other

parameters were varied in the different constellations (combinations of simulation

conditions) of the simulation parameters. Thus, is it unknown if the approximation

for expected bias in equation (2.69) is correct in scenarios with unbalanced site sizes

and treatment allocations.

To summarize, the superpopulation MSTIV model was introduced by Raudenbush

et al. (2012) as a method to quantify (1) the effects of treatment receipt, and not just

treatment assignment, on some outcome, and (2) the variation in treatment receipt

effects across sites. This model aims to solve the problems of estimating the effects

of treatment receipt introduced by imperfect compliance while also incorporating the

recent call to model treatment effect heterogeneity in multisite educational trials (e.g.,

Raudenbush & Bloom, 2015, Schochet et al., 2014, Weiss et al., 2014; 2017). How-

ever, there has been little investigation of how the MSTIV estimators may perform

in multisite trial settings like those examined in Weiss et al. (2017). Raudenbush

et al. (2012) did not examine their proposed methods in a simulation study, so it is

unknown how well (or under what conditions) these estimators work best. The only

simulation study to date on using MSTIV methods, Reardon et al. (2014), was de-

signed to test the performance of two novel compliance-effect covariance bias-reducing
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estimators, and these novel estimation methods introduced did not explicitly capture

treatment effect heterogeneity. The limited scope of simulation parameters consid-

ered by Reardon et al. (2014) included a data-generating process that: (1) only used

a fixed number of sites and simulees per site across all conditions; (2) had balanced

within-site sizes and equal treatment allocations across sites across all conditions; and

(3) modeled the treatment as a continuous variable. These first two points provide

limitations on the inferences researchers can make about the performance of MSTIV

estimation methods in contexts different from the selected simulation parameters.

The final point is important because the current WWC standards are only for stud-

ies in which both the instrument and treatment are binary “all-or-nothing” variables.

Thus, Reardon et al. (2014) is not directly informative for researchers wishing to use

MSTIV estimation methods in accordance with WWC standards.
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Chapter 3

Methods

The present study examines the relative performance of five estimators in estimat-

ing the treatment effect and treatment effect heterogeneity under simulation constel-

lations that resemble the features of the large-scale multisite trials in education, such

as those examined in Weiss et al. (2017). In order to assess the relative performance

of the five estimators, a Monte Carlo simulation study was designed where factors

known to impact treatment effect and treatment effect heterogeneity estimation were

manipulated to assess the effect on each estimator.

The first three estimators to be examined are all MSTIV estimators. These MSTIV

estimators were introduced to specifically capture the treatment effect and treatment

effect heterogeneity when there is imperfect compliance. The estimators differ in their

assumptions and use of IV, and have not yet been comparatively examined in a simu-

lation study. The first multisite IV estimator under investigation is MSTIVpooled. It is

the second estimation method suggested by Raudenbush et al. (2012). This construc-

tion of this MSTIV estimator pools the data across sites (ignoring site membership)

and the treatment effect is estimated by dividing the global estimate of the ITT by

the global rate of compliance. The variability of the treatment effect is then found by

using variances estimated in the global ITT and compliance models. This utilization

of IV in a multisite setting only requires the instrument to be sufficiently strong on

average across sites.

The second MSTIV estimator under study is MSTIV2SLS, and it is the third esti-

mator suggested by Raudenbush et al. (2012). The first and third estimation meth-
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ods suggested by Raudenbush et al. (2012) are identical with known variances, but

Raudenbush et al. (2012) note that MSTIV2SLS has more flexibility in its variance es-

timation. This model uses J site-by-treatment interactions as instruments, and only

requires that the instrument be sufficiently strong at one site.

The final multisite IV estimator under study is inspired by one of Reardon et al.’s

(2014) bias-corrected 2SLS multisite estimators, which I call MSTIVEB
1. Although

Reardon et al. (2014) did not explicitly develop this model for the estimation of

treatment effect heterogeneity, estimates of τ 2
δ can be obtained by plugging in the

shrunken estimates of γ in a random-effects multilevel model of the second-stage

2SLS equation. Using the shrunken estimates may help mitigate some of the finite

sample bias in the treatment effect point estimate (as demonstrated in Reardon et

al., 2014), but the performance of this estimator of treatment effect heterogeneity is

unknown.

The estimator outlined in Bloom et al. (2017), a the hybrid model with fixed

intercepts and random treatment coefficient (hereafter “ITT”) is the fourth estimator

under study. This model provides an estimate of the intent-to-treat effect (aka the

“as randomized” estimate) and ITT heterogeneity across sites. The ITT model is

implemented as outlined in Weiss et al. (2017) and described in the section reviewing

superpopulation inference in multisite trials (equation (2.20)). I choose to implement

the ITT estimator as described in Bloom et al. (2017) to remain consistent with

the previous description of the ITT in this manuscript instead of using a random

effects multilevel model where the variables are centered within each cluster (Enders

& Tofighi, 2007).

1This is inspired by δbc in Reardon et al. (2014). The other estimator presented is δpi, where one
estimates the bias incurred by the non-zero compliance-effect covariance and “plugs in” this value to
be removed from the treatment effect estimate.
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The ITT model is included because it is used to estimate treatment effects in

MSTs (e.g., Vaden-Kiernan et al., 2018) and What Works Clearinghouse states that

this estimator is a permissible method of estimating treatment effects when the ran-

domization in a study has been compromised (U.S. Department of Education, 2020).

Although ITT estimates are known to be downwardly-biased (conservative) estimates

of the treatment effect, the size of the difference between ITT and MSTIV estimates

has not been examined in settings that resemble multi-site trials in education. In

addition, the estimates of the treatment effect heterogeneity between the ITT and

MSTIV estimators have not been compared.

The final estimator under study is a hierarchical linear model based on the “as-

treated” approach (hereafter the “AsTreated” model). This estimator will be imple-

mented exactly as the ITT estimator (i.e., with fixed intercepts and random treatment

coefficients) with the notable exception that the treatment indicator variable will cor-

respond to whether or not the simulee actually received the treatment. The AsTreated

estimate is being obtained in the same manner as the ITT estimate in order to inves-

tigate the differences between the ITT and AsTreated estimates merely by changing

what the treatment indicator variable represents.

The AsTreated model does not respect the integrity of the treatment assignment

process and thus is not in accordance with WWC standards (U.S. Department of

Education, 2020 ). However, this estimation method is included because a recent

econometrics working paper showed that IV estimates have a higher mean-squared

error than OLS estimates using the “as-treated” approach (Young, 2018). Young re-

examined 31 studies that reported a total of 1359 2SLS regressions. Using the same

publicly-available data and the exact model specifications as the original authors,

Young employed Monte Carlo simulations and multiple forms of bootstrapping to

64



demonstrate that many of the statistical tests reported in 2SLS IV studies were often

dependent on a very small number of observations. Young found that one of the

primary causes of the weakened inference was non-iid (heteroskedastic) errors, which

significantly impact first-stages estimates in 2SLS, suggesting that using F -statistics

as the only measure of the quality of an instrument may not be sufficient. Young

demonstrates that although OLS estimates are biased, 2SLS point estimates are “suf-

ficiently inefficient ... [and do] not often provide meaningfully different information

[than OLS estimates].” (Young, 2018, p. 47). The OLS estimates in Young were the

result of an estimator that used treatment receipt as the treatment variable, so there

is some evidence that in certain conditions an AsTreated estimator, although biased,

may be more accurate than a 2SLS estimator. In the current study the multilevel

AsTreated model does not use OLS estimation, but the AsTreated estimator is of in-

terest given this recent study comparing the performance of an AsTreated estimator

and an IV estimator. It is unknown how the results in Young (2018) may generalize

to multisite estimators under conditions similar to well-known MSTs.

3.1 Research Questions

In the present study I compare the treatment effect estimates and treatment effect

heterogeneity estimates of the five estimators. To be more explicit, the first research

question examines how well the superpopulation MSTIV estimators, ITT estimator,

and AsTreated estimator recover the average treatment effect in multisite trial designs

under conditions of noncompliance. How well do the different MSTIV estimators

recover the true effect of receiving the treatment, and how do these treatment effect

estimates compare to the ITT and AsTreated estimates? Secondly, how well do the

super-population MSTIV estimators, the ITT estimator, and AsTreated estimator
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recover the true variability in treatment effects across sites in multisite trials with

imperfect compliance? Having knowledge of the true treatment effect heterogeneity

is important for researchers and other stakeholders in having a more comprehensive

understanding of the performance of an educational program at scale.

The relative performance of the different models is the focus of the present study

because it is not expected that any of the models will result in exactly unbiased es-

timates of the true treatment effect. Under conditions with imperfect compliance,

each of the methods is subject to some degree of bias. It is known that IV estimators

are not exactly unbiased due to the use of finite samples in the estimation process.

The ITT, AsTreated, and MSTIV estimates will not be equal unless there is perfect

compliance, which is not considered in the present study. With imperfect compliance,

the ITT estimator provides a downwardly-biased estimate of treatment effect. The

AsTreated estimator has biased treatment effect estimates under conditions of imper-

fect compliance, the magnitude of which is directly proportional to the strength of the

correlation between an individual’s latent stratum and their potential outcome (i.e.,

selection bias - when groups are unequal on an unmeasured confounding variables).

3.2 Data Generating Model

Six different parameters are varied in the data-generating model for the present

study. These parameters are (1) the overall complier average treatment effect, (2)

treatment effect heterogeneity across sites (in standard deviations), (3) the average

compliance level across sites, (4) the magnitude of selection bias, (5) the number of

sites, and (6) the average number of simulees per site. Using a fully-crossed design,

this results in a six-way (3 x 3 x 2 x 3 x 4 x 4) design with 864 total conditions.

See Table 3.1 for a full enumeration of these varying data-generating parameters. I
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will first discuss the data-generating process and then subsequently detail each of the

levels of the data-generating parameters.

Table 3.1: Enumeration of Simulation Conditions

Parameter Description Simulation Conditions

TxEff Treatment Effect Size 0, .3, .7
TxHetero Treatment Effect Heterogeneity (sd) 0, 0.1, 0.25
Compliance Compliance 0.9, 0.75
SBias Magnitude of Selection Bias Constant .1, .25, .5
nSites Number of Sites 200, 100, 50, 20
nPerSite Average Number of Simulees Per Site 200, 100, 50, 20

The data-generating model consists of two stages. In the first stage, site-level

values are generated for all sites according to the combination of simulation condi-

tions of the generating parameters, and in the second stage the within-site values are

generated in accordance to their respective site-level values. To generate the site-level

values, a dataframe is created with site identification numbers from 1:J, where J =

the number of sites for that particular condition. Next, the number of simulees per

site is generated. The present study assumes an unbalanced design, where the number

of simulees per site is is drawn from a uniform distribution with a range that is ±20%

of the mean site size. For example, if the average number of simulees per site is set

to 100, the number of simulees per site is drawn from U(80, 120) with each site size

having an equal probability of being selected. A uniform distribution was arbitrarily

chosen to create unbalanced sites. Next, the degree of compliance at each site is

selected, which is also varied across sites in the same manner, but the bounds of this

uniform distribution were set to ±10% of the average compliance level. For example,

in the 75% compliance condition, the distribution is 75%±7.5%, so U(67.5%, 82.5%).

The true treatment effect is drawn from a normal distribution, δj ∼ N(δ, τ 2
δ ), where
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δj is the complier average treatment effect at site j and τ 2
δ is the variance of the

treatment effect across the sites. Finally, a site-level intercept for each site is drawn

from a standard normal distribution. This results in a data frame with the following

5 pieces of information for each site: the nominal site number identifier, a site-level

intercept, the site-level treatment effect, the number of simulees at that site, and the

site-specific level of compliance.

The second stage generates participant-level data at each site based the site-level

values generated in the first stage. The second stage starts by generating an array of

treatment assignment indicators (Zi) that is equal to the number of simulees at that

site, where Zi = 1 for if the simulee is assigned to the treatment, 0 otherwise. The

treatment allocation was drawn from a uniform distribution U(45%, 55%), resulting in

an average of 50% of the simulees assigned to the treatment. A uniform distribution

was arbitrarily chosen to introduce variability in site-level treatment allocations. This

process fixes n1 and n0 at each site, consistent with the site-level values generated in

the first stage of the data-generating process.

A simulee’s treatment receipt indicator is determined by their latent strata mem-

bership. Three latent strata of compliers, never-takers, and always-takers are present,

and it is assumed that never-takers and always-takers are equally likely. Thus, for a

condition where there is 90% compliance and 100 simulees per site, 90 simulees will be

compliers, 5 will be never-takers, and 5 will be always-takers. In the case that there

is an odd number of noncompliers, the extra noncomplier is modeled as a never-taker.

It is important to note that this compliance level is not the level of non-compliance

that is actually observed at the site; some simulees may be randomly assigned to the

condition that is in accordance with their latent strata membership, such as when an

always-taker is assigned to the treatment group. Due to random assignment, the ex-
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pectation is that the number of simulees designated as an always-taker or never-taker

that are assigned to the condition consistent with their behavior is directly related to

the treatment allocation at a site. For example, with a treatment allocation of 55%,

55% of the always-takers are expected to be assigned to the treatment condition and

45% of the never-takers are expected to be assigned to the control condition.

The outcome score for each simulee at a given site depends on their latent stratum.

The formula for generating individual-level outcomes is

Yij = δ0j +X(alwaystakerij)−X(nevertakerij) + δj ∗Dij + eij, (3.1)

where δ0j is the site-level intercept for site j, X is the selection bias constant,

alwaystakerij is an indicator that simulee i at site j is part of the alwaystaker la-

tent strata, so the selection bias constant is added, nevertakerij is an indicator that

simulee i at site j is part of the nevertaker latent strata, so the selection bias con-

stant is subtracted, δj is the site-specific complier average treatment effect, Dij is

the treatment receipt indicator for simulee i at site j, and eij is random error drawn

from a standard normal distribution for simulee i at site j. This second-stage process

repeats for each of the j sites in the simulation study.

It important to note that the data-generating process assumes that there is no

compliance-effect covariance present. The present study is designed to examine the

relative performance of the five estimators in the absence of any violations of major

MSTIV assumptions, so the data-generating process is built with the assumption that

the average compliance-effect covariance is zero. The data-generating process also as-

sumes that the correlation between site-specific intercepts and site-specific treatment

effects is zero. This correlation provides information about for whom a program may
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be effective. A positive correlation indicates that larger treatment effects are observed

at sites that have higher control group scores, which suggests that the treatment may

broaden an achievement gap. A negative correlation indicates that larger treatment

effects are observed at sites with lower control group scores, which suggests that a

treatment may be effective in reducing achievement gap. A zero correlation was as-

sumed so the performance of the estimators could be evaluated in the absence of this

correlation. Additionally, although this correlation may impact the performance of

the estimators, no studies were found that reported observed values for this correla-

tion, so the selection of a particular value would have been arbitrary.

Data for each of the simulation constellations is generated 2000 times, with each

dataset being examined by the 5 estimation methods outlined above. R (R Core

Team, 2018) will be used for the entire simulation. In addition to the base R software,

the AER (Kleiber & Zeileis, 2008), doParallel (Corporation & Weston, 2019), dplyr

(Wickham, François, Henry, & Müller, 2018), foreach (Microsoft & Weston, 2019),

ggplot2 (Wickham, 2016), kableExtra (Zhu, 2019), knitr (Xie, 2014; 2015; 2020a),

lme4 (Bates, Mächler, Bolker, & Walker, 2015), markdown (Allaire, Horner, Xie,

Marti, & Porte, 2019), MASS (Venables & Ripley, 2002), metafor (Viechtbauer, 2010),

mvtnorm (Genz & Bretz, 2009, Genz et al., 2020), papaja (Aust & Barth, 2018), plyr

(Wickham, 2011), purrr (Henry & Wickham, 2019), rmarkdown (Allaire et al., 2020,

Xie, Allaire, & Grolemund, 2018), and tinytex (Xie, 2019; 2020b) packages are used

for either the data-generating model, implementing the estimators, making tables and

figures, or creating the present manuscript. The R syntax that was used for the data-

generating model can be found in Appendix C. The R syntax used to implement each

of the 5 estimators is included in Appendix D.
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3.3 Simulation Parameters

3.3.1 Treatment Effect

One of the two focal parameters in the present study is the treatment effect. Three

levels of this parameter are included: 0, 0.3, and 0.7. A null treatment effect has been

observed in large-scale multisite trials, such as portions of the of Career Academies

program (Kemple, 2001, Kemple & Willner, 2008), and it will be of interest to see

if any estimators produce non-zero estimates, suggesting the presence of a treatment

effect when one does not exist. The second level of the treatment effect is 0.3. This

value is close the mean effect size for an elementary-school interventions (0.33; Hill,

Bloom, Black, & Lipsey, 2008), is the upper bound of the mean effect size range (0.2

- 0.3) for a multitude of settings (Hill et al., 2008), and is close to the upper-bound of

the lower third of effect sizes found in a review by Lipsey (1990). The third value of

0.7 is chosen to be an example of a large effect size. This value falls near the middle

of the upper third of effect sizes in the review by Lipsey (1990) and is similar to many

of the demographic achievement gaps on mean NAEP scores (Hill et al., 2008).

3.3.2 Treatment Effect Heterogeneity

The variability in treatment effects is the second focal parameter for the present

study. Three values of τδ are chosen: 0, .1, and .25. These values are similar to some

of reported effect size standard deviations in Weiss’s (2017) review of the variability

of treatment effects in multisite trials, which ranged from 0 to 0.3. The value of 0

allows for the super-population estimators to be compared in the absence of treatment

effect heterogeneity. This value was observed for the reading outcome for the Teach

for America program (Clark, Isenberg, et al., 2015, Decker, Mayer, Glazerman, et
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al., 2004b) and the “earned high school diploma” outcome of the Career Academies

program (Kemple, 2001, Kemple & Willner, 2008). The value of 0.1 is similar to those

studies reviewed in Weiss (2017) that had some small (but significant) variability in

treatment effects across sites, such as the year 1 GRADE reading comprehension

exam in the Enhanced Reading Opportunities program (0.12; Somers et al., 2010),

the Welfare-to-Work program (0.09; Bloom, Hill, & Riccio, 2003b), and much of the

Job Corps outcomes (0.4-0.14; Schochet, 2001, Schochet, Burghardt, & McConnell,

2008). Large treatment effect heterogeneity is represented by the value of 0.25, such

as is observed in Head Start Impact Study early reading outcomes (0.27; Bloom

& Weiland, 2015, Puma et al., 2010) and the Tennessee STAR math and reading

outcomes (0.26 and 0.23, respectively; Word et al., 1990).

Three additional levels of treatment effect heterogeneity were generated only to

facilitate graphical representations of the trends in the results. These values were τδ

= 0.05, 0.15, and 0.20. This allows for effect of different levels of treatment effect

heterogeneity to be more easily interpreted, as τδ increases in 0.05 increments from

0 to 0.25. These additional levels of treatment effect heterogeneity were not crossed

with all of the combinations of simulation conditions. They were only generated with

the other conditions included in the figures presented in the results chapter. The

observed bias and RMSE by estimator for these values of τδ are not presented in any

of the main results table and are not reported.

3.3.3 Site-level compliance

Site-level compliance level is the percent of simulees at each site that comply with

their treatment assignment. For the purposes of the present study it is arbitrarily

assumed that two-sided noncompliance is present, with an equal probability of non-
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compliance occurring in each study arm. IV estimators should produce less biased

estimates of receiving the treatment than the AsTreated and ITT estimators as the

degree of non-compliance increases.

The first level of compliance is 90% compliance, representing minimal levels of

noncompliance. This value is comparable to the levels of noncompliance found in

such studies as Baker et al. (2018), who evaluated a program designed to improve

reading and school engagement. Baker et al. reported an overall noncompliance rate

of 6.5%, with 12.7% of the treatment group failing to receive the treatment and 4.7% of

the control group managing to receive the treatment. This low level of noncompliance

is included to inform the degree of bias incurred by using the ITT estimand as the

treatment effect when there is minimal noncompliance in a study.

The second level of compliance is 75% compliance, which is similar to the levels of

noncompliance reported in school voucher studies reviewed by Cowen (2012). Among

the voucher programs described in this review are two voucher program in Washing-

ton, DC, that had an 80% compliance rate (Wolf, 2010) and a 68% compliance rate

(Howell, Wolf, Campbell, & Peterson, 2002), and also a voucher program in Dayton,

Ohio, that had a 78% compliance rate (Howell et al., 2002).

3.3.4 Selection Bias

The magnitude of the selection bias constant reflects the degree to which unmod-

eled variables are correlated with potential outcomes. These unmodeled variables are

confounding variables - unobserved determinants of treatment uptake (i.e., noncom-

pliance) that are also related to the outcome. In the present study, the values of the

selection bias parameter are added to the outcomes of always-takers and subtracted

from the outcomes of the never-takers, which introduces bias into AsTreated estimate
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of the treatment effect. In those conditions where there is no treatment effect of

the hypothetical program and there is imperfect compliance, the selection bias can

potentially show up as a treatment effect if this treatment effect is estimated by the

AsTreated estimator. The AsTreated estimator will be upwardly biased, indicating

a positive treatment effect that is proportional to the size of the selection bias and

noncompliance. The magnitude of the selection bias controls the size of the distance

between the MSTIV and AsTreated estimators.

Three degrees of selection bias constants were chosen: .1, .25, and .5. These

values were selected in consideration of the magnitude of the treatment effects that

were chosen. The smallest value of 0.1 represents the omission of a small confounding

variable and is smaller in magnitude than both of the two non-zero treatment effects.

The second value, 0.25, was chosen to be similar to the smaller non-zero treatment

effect value of 0.3. The largest value selection bias value, 0.5, was chosen to be larger

than the middle treatment effect value of 0.3 but smaller than the large treatment

effect value of 0.7. It cannot be determined if these values of selection bias are

similar to what may be observed in educational research because these values represent

unmodeled or unmeasured confounding variables.

3.3.5 Number of Sites

Four values for the number of sites were chosen: 200, 100, 50, and 20. These

values were determined by empirical and theoretical considerations. The review of

multisite trials by Weiss et al. (2017) reported multisite trials that ranged in size from

9 (Career Academies; Kemple, 2001, Kemple & Willner, 2008) to 318 (Head Start

Impact Study; Bloom & Weiland, 2015, Puma et al., 2010), although the majority of

studies reported has less than 100 sites. The largest condition, 200 sites, was chosen
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because it is large and will be indicative of the behavior of the estimators toward their

asymptotic values. The second largest number of sites, 100, is similar to the number

of sites in the Job Corps Program (Schochet, 2001, Schochet et al., 2008) and has

been shown to be sufficient for group-level variance estimates in multilevel modeling

(Van der Leeden, Busing, & Meijer, 1997). The value of 50 sites is close to the number

of sites observed in the Teach for America study examining mathematics outcomes

(Clark et al., 2013), is the number of sites used in the simulation study in Reardon et

al. (2014), and is considered a“frequently occurring number [of sites] in organizational

and school research” (Maas & Hox, 2005, p. 88). The final number of sites, 20, was

chosen to exemplify studies with fewer sites and is similar to two studies reported in

Weiss et al. (2017): the After School educational program (25 sites; Black, Somers,

Doolittle, Unterman, & Grossman, 2009b) and the Communities in Schools program.

(28 sites; Corrin, Parise, Cerna, Haider, & Somers, 2015). The small number of sites

is also similar to the number of sites reported in the Reading Buddies program (14

sites; featured in McNeish Stapleton, 2016).

3.3.6 Average Number of Simulees Per Site

The number of simulees per site were also chosen by empirical and theoretical

considerations. Four values were chosen: 200, 100, 50, and 20. These values are

similar to many values observed in studies (as reported below), but also were chosen

to mirror the number of sites. This allows for comparisons to be made when samples

sizes are equivalent but composed in different ways, providing information on if it may

be more beneficial to have more sites or a larger number of simulees per site (Bloom

& Spybrook, 2017). For example, a total sample of 5000 simulees is represented by

both (1) 50 sites and an average of 100 simulees per site; and (2) 100 sites and 50
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simulees per site.

The largest condition, two-hundred simulees per site, was again chosen for asymp-

totic considerations, but is also similar to the number of participants per site in the

Early College High School study (Edmunds et al., 2017). One-hundred simulees per

site is similar to the average site size of programs like Job Corps (100 - 102 per site;

Schochet, 2001, Schochet et al., 2008). 50 simulees per site is similar to the number of

individuals per random assignment blocks in the Teach for America: Math program

(Clark et al., 2013) and the Enhanced Reading Opportunities GRADE reading pro-

grams (Somers et al., 2010). The smallest value, 20, was chosen to be an example of a

study focused on classroom-based interventions; Project STAR in Tennessee program

investigated “small” (12-17) and “regular” (22-25) classrooms (Word et al., 1990).

These values each represent the average number of simulees per site; the number of

simulees per site is drawn from a uniform distribution where the range is set by ±20%

of the mean value (i.e., U(160, 240), U(80, 120), U(40, 60) and U(16, 24)). Previous

research (e.g., Reardon et al., 2014) has only examined the performance of the MSTIV

estimators under conditions with balanced site sizes and it is reasonable to assume

that the number of individuals will vary across sites in a multisite trial.

3.4 Performance Evaluation

The performance of the 5 estimators are examined with respect to their average

treatment effect estimates and the estimated treatment effect heterogeneity. These

estimates are evaluated by assessing the bias and the root mean-squared error (RMSE)

for each simulation constellation.
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3.4.1 Bias

The bias represents the difference between the estimated parameter and value of

the population parameter in the data-generating process. It is simply calculated as

Bias =
¯̂
θ − θ, (3.2)

where
¯̂
θ is mean of the estimated parameter over the all the replications for a given

simulation constellation and θ is the true value of the parameter from the data-

generating process. The bias indicates how close an estimate of a parameter is to

its generating value on average, and also provides information on whether a given

estimator systematically under-estimates or over-estimates a given parameter.

The ITT estimator and the AsTreated estimator result in estimates that are not

intended to be the CATE, thus it may be a misnomer to deem any deviations in these

estimates from the population parameter as ”bias.” However, since the target param-

eter in the data-generating process is the CATE, I consider the ITT and AsTreated

estimates to be biased with respect to the CATE (when applicable).

3.4.2 Root Mean-Square Error

The bias of an estimator does not incorporate information about how much the

values of the estimator differ from its average value. This information can be obtained

by examining the variance of an estimator (S2
θ̂
), and an overall evaluation of the

accuracy can be found by incorporating an estimator’s bias and variance together in

the mean-square error (MSE). The MSE is calculated as

MSE = (
¯̂
θ − θ)2 + S2

θ̂
. (3.3)
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It is helpful to take the square root of the MSE, a quantity called the root-mean-

square error (RMSE), as this value is on the same metric as the quantities being

investigated (i.e., θ):

RMSE =

√
(
¯̂
θ − θ)2 + S2

θ̂
. (3.4)

Bias and RMSE can be used together to make absolute and relative judgments

about the performance of an estimator. An ideal estimator would have both low bias

and low RMSE, indicating that the average parameter estimate is consistently close

to its data-generating value. Comparatively, estimators with low RMSE are preferred

to estimators with high RMSE. If two estimators have similar RMSE values, then the

estimator with less absolute bias is generally preferred.
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Chapter 4

Results

This chapter presents the results of a simulation study that investigated differ-

ences in bias and RMSE of three multisite IV estimators, an ITT estimator, and an

AsTreated estimator in estimating average treatment effects and treatment effect het-

erogeneity in settings that resemble educational multisite trials that have imperfect

compliance. In order to best compare the influence of each of the design factors on

the resulting bias and RMSE, the tables presenting the results have been organized

such that one level of each of the design factors is used as the reference condition.

Each of the design factors are then varied individually, with all other levels of the

design factor held constant at the reference level. The selected reference values are:

compliance of 75%; treatment effect of 0.3; selection bias of 0.25; number of sites

of 50, and an average of 50 simulees per site. The lower compliance level was cho-

sen because this is the condition in which the estimates provided by the multisite

IV, ITT, and AsTreated models should most strongly be in contrast. The treatment

effect and selection bias values were chosen because they are the median values for

each of these design factors. The number of sites and average number of simulees per

site were chosen to represent a middle value; the estimators are expected to perform

better with greater sample sizes (200, 100) and perform worse with smaller sample

sizes (20).

The organization of the following six tables is thus. The first three tables examine

the bias and RMSE of the estimators of the complier average treatment effect, infor-

mation relevant to the first research question. The tables differ by treatment effect
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heterogeneity in the population data-generating model. Table 4.1 presents the bias

and RMSE by estimator on CATE estimates when there is no treatment effect het-

erogeneity across sites in the population data-generating process. Table 4.2 presents

results when τδ = 0.10 across sites in the population, and Table 4.3 presents results

when τδ = 0.25 in the population. Tables 4.4-4.6 report on the bias and RMSE of the

estimators of the treatment effect heterogeneity, information relevant to the second

research question. Tables 4.4-4.6 differ in the same manner as Tables 4.1-4.3, where

τδ is 0, 0.10, and 0.25 across sites in the population, respectively.

Table 4.1 shows that across all conditions presented in the table, all three MSTIV

estimators produce generally unbiased estimates of the treatment effect and have

similarly low RMSE; the MSTIV2SLS estimator, IV2 in Table 4.1, has a very slight

positive bias in some conditions, whereas MSTIVpooled and MSTIVEB are similarly

unbiased across all conditions. The ITT estimator consistently under-estimates the

treatment effect and has larger RMSE, and the AsTreated estimator consistently over-

estimates the treatment effect, is more biased, and has a larger RMSE than the ITT

estimator, except when there is little selection bias present in the data-generating

process.
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Table 4.1: Bias and RMSE of Estimators for the Complier Average Treatment Effect when Treatment Effect Hetero-
geneity is 0

DGM Values Bias RMSE

Treatment
Effect

Compliance
Selection

Bias
Number of

Sites

Number of
Simulees
Per Site

IV1 IV2 IV3 ITT AsTreat IV1 IV2 IV3 ITT AsTreat

Panel 1: Treatment Effect Size Varies
0.7 0.75 0.25 50 50 -0.002 0.002 -0.002 -0.177 0.125 0.053 0.053 0.053 0.181 0.131
0.3 0.75 0.25 50 50 -0.001 0.003 -0.001 -0.076 0.125 0.055 0.055 0.055 0.086 0.132
0.0 0.75 0.25 50 50 0.001 0.005 0.001 0.001 0.125 0.055 0.055 0.055 0.041 0.131

Panel 2: Compliance Varies
0.3 0.90 0.25 50 50 0.000 0.001 0.000 -0.030 0.050 0.044 0.044 0.044 0.050 0.064
0.3 0.75 0.25 50 50 -0.001 0.003 -0.001 -0.076 0.125 0.055 0.055 0.055 0.086 0.132

Panel 3: Selection Bias Varies
0.3 0.75 0.50 50 50 0.000 0.007 0.000 -0.075 0.251 0.055 0.056 0.055 0.086 0.254
0.3 0.75 0.25 50 50 -0.001 0.003 -0.001 -0.076 0.125 0.055 0.055 0.055 0.086 0.132
0.3 0.75 0.10 50 50 0.000 0.001 0.000 -0.075 0.051 0.055 0.055 0.055 0.086 0.065

Panel 4: Number of Sites Varies
0.3 0.75 0.25 200 50 0.001 0.005 0.001 -0.074 0.125 0.026 0.027 0.026 0.077 0.127
0.3 0.75 0.25 100 50 -0.001 0.003 -0.001 -0.076 0.125 0.038 0.038 0.038 0.081 0.128
0.3 0.75 0.25 50 50 -0.001 0.003 -0.001 -0.076 0.125 0.055 0.055 0.055 0.086 0.132
0.3 0.75 0.25 20 50 -0.003 0.000 -0.003 -0.077 0.124 0.085 0.084 0.085 0.101 0.139

Panel 5: Number of Simulees Per Site Varies
0.3 0.75 0.25 50 200 0.000 0.001 0.000 -0.075 0.126 0.027 0.027 0.027 0.077 0.127
0.3 0.75 0.25 50 100 0.001 0.003 0.001 -0.074 0.126 0.038 0.038 0.038 0.080 0.129
0.3 0.75 0.25 50 50 -0.001 0.003 -0.001 -0.076 0.125 0.055 0.055 0.055 0.086 0.132
0.3 0.75 0.25 50 20 -0.002 0.008 -0.002 -0.076 0.124 0.085 0.085 0.085 0.100 0.140

Note: Treatment effect heterogeneity = 0 for all cells. DGM = data-generating model, IV1 = the MSTIV estimator that uses the pooled data,
IV2 = the MSTIV estimator that uses 2SLS estimation in a multilevel framework, IV3 = the MSTIV estimator that uses shrunken second-stage
estimates in a multilevel framework, ITT = Intent-to-Treat estimator, AsTreat = AsTreated estimator. The maximum Monte Carlo standard er-
ror across all bias estimates = 0.002. The maximum Monte Carlo standard error across all RMSE estimates = 0.001. Results are based on 2000
replications of each simulation condition.
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Panel 1 in Table 4.1 shows the effect of different magnitudes of the treatment

effect on the treatment effect estimates of the five estimators. All three MSTIV

estimators produce unbiased estimates of the treatment effect, and the underlying

value of the treatment effect does not affect the bias of MSTIV estimators. The

ITT estimator underestimates the true CATE, as expected, and the degree of bias is

proportional to the size of the true treatment effect. In each of the rows, the observed

bias is the true treatment effect multiplied by the proportion of noncompliers. For

example, the expected bias in the first row is 0.7 × 0.25 = 0.175. The AsTreated

estimator consistently over-estimates the CATE across all levels of true treatment

effect sizes, and the bias is not proportional to the size of the true treatment effect.

The RMSE values observed in Table 4.1 Panel 1 mirror the patterns observed for bias,

and all indicate that the MSTIV estimators are equally effective and best recover the

treatment effect in these conditions. In this all and other panels in Table 4.1, the

three MSTIV estimators perform equally well to one another and thus are referred to

as a set.

The second panel in Table 4.1 shows the effect of compliance on the treatment ef-

fect estimates. Again, all three MSTIV estimators show unbiased treatment effect es-

timates under these constellations of conditions. The ITT estimator under-estimates

the treatment effect proportionately to the degree of non-compliance. The expected

bias of the ITT estimator is the compliance × the treatment effect, which is 0.03 and

0.075 for the two rows in Panel 2. The AsTreated estimator (the fifth column) exhibits

a bias that is proportional to the level of non-compliance. As compliance increases,

the bias in the AsTreated estimator decreases because there are fewer noncompliers;

the bias introduced by selection affects fewer simulees. The RMSE values observed

in Table 4.1 Panel 2 again mirror the patterns observed for bias, with higher values
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of compliance related to lower RMSE values and the MSTIV estimators having the

smallest RMSE across all conditions.

Panel 3 further demonstrates that the expected bias in the AsTreated estimate is

a function of both compliance and selection bias together. The expected bias for the

AsTreated estimator is the degree of noncompliance times double the selection bias.

In the way the data-generating model was constructed, the selection bias was added

to the always-takers and subtracted from the never-takers; thus these unmodeled

factors not only contribute to the selection into treatment, but also the selection

out of treatment. The expected bias for the AsTreated estimator in Panel 3 is 0.25,

0.125, and 0.05 (respectively), which is what is observed. The bias of ITT estimator is

influenced by the magnitude of the selection bias because the groups are still analyzed

as randomized, which is observed by the constant under-estimate of the treatment

effect in the fourth column of Panel 3. Again, the three MSTIV estimators produced

unbiased estimates of the treatment effect under the conditions in Panel 3, and the

RMSE values are consistent with the degree of bias exhibited by each of the estimators,

with the MSTIV estimators having the smallest RMSE.

Panel 4 reports on the bias and RMSE of the five estimators when there are

different numbers of sites present in a study. The three MSTIV estimators produce

unbiased treatment effect estimates, even with the smallest number of sites (fourth

row in Panel 4). The biases exhibited by the ITT and AsTreated estimators are also

unaffected by the number of sites; the bias that is observed is a result of the other

reference conditions used in panel. However, the RMSE of the five estimators are all

affected by the number of sites in the study. As expected, with more sites there is

less variability in the estimate, so the RMSE decreases as the number of sites increase

for all five estimators. However, not all estimators are affected in the same way by
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the increase in sample size. The MSTIV estimators, which already have the lowest

RMSE in the largest sample size, also have larger reductions in RMSE as sample size

increases when compared to the ITT and AsTreated estimators. The bias of the ITT

and AsTreated estimators is not mitigated by larger sample sizes, so as sample size

increases the RMSE of the ITT and AsTreated estimators will be bound by the bias

inherent in the ITT and AsTreated estimators in these conditions.

Panel 5, which reports on the effect of number of simulees per site, varies in the

same manner as the bias and RMSE observed for Panel 4. The bias for each of the

estimators are almost equal to their values in Panel 4, indicating that the within-

site size does not have an effect on the treatment effect estimate beyond the other

conditions in the panel. The RMSE is larger when there are fewer simulees per site,

just as the RMSE was larger when there were fewer sites, and the MSTIV estimators

have the smallest bias and RMSE.

As noted previously, Tables 4.2 and 4.3 differ from Table 4.1 in that data-generating

models include some non-zero degree of site-level treatment effect heterogeneity. Ta-

ble 4.2 presents results on the bias and RMSE of the treatment effect estimate when

the treatment effect varies across sites with τδ = .10. Table 4.3 presents on the same

conditions as Table 4.2, except that the data-generating model has the treatment

effect varying across sites with τδ = .25. As can be seen in Tables 4.2 and 4.3, varying

the population treatment effect heterogeneity does not have any consequence for the

bias of the average treatment effect estimators across sites. The bias exhibited by

each of the 5 estimators is nearly identical across Tables 4.1, 4.2, and 4.3. The only

differences observed across these first three tables are in comparing the RMSE for

Panels 4 and 5, which can be slightly larger in a few conditions as the treatment

effect heterogeneity increases.
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Table 4.2: Bias and RMSE of Estimators for the Complier Average Treatment Effect when Treatment Effect Hetero-
geneity is 0.1

DGM Values Bias RMSE

Treatment
Effect

Compliance
Selection

Bias
Number of

Sites

Number of
Simulees
Per Site

IV1 IV2 IV3 ITT AsTreat IV1 IV2 IV3 ITT AsTreat

Panel 1: Treatment Effect Size Varies
0.7 0.75 0.25 50 50 0.000 0.004 0.001 -0.174 0.126 0.056 0.056 0.056 0.180 0.133
0.3 0.75 0.25 50 50 0.000 0.004 0.000 -0.075 0.126 0.055 0.055 0.055 0.086 0.132
0.0 0.75 0.25 50 50 -0.001 0.003 -0.001 0.000 0.125 0.056 0.056 0.056 0.042 0.132

Panel 2: Compliance Varies
0.3 0.90 0.25 50 50 0.000 0.001 0.000 -0.030 0.050 0.047 0.047 0.047 0.052 0.065
0.3 0.75 0.25 50 50 0.000 0.004 0.000 -0.075 0.126 0.055 0.055 0.055 0.086 0.132

Panel 3: Selection Bias Varies
0.3 0.75 0.50 50 50 -0.001 0.006 -0.001 -0.076 0.252 0.057 0.057 0.057 0.088 0.255
0.3 0.75 0.25 50 50 0.000 0.004 0.000 -0.075 0.126 0.055 0.055 0.055 0.086 0.132
0.3 0.75 0.10 50 50 0.000 0.001 0.000 -0.075 0.051 0.055 0.055 0.055 0.086 0.067

Panel 4: Number of Sites Varies
0.3 0.75 0.25 200 50 -0.001 0.003 -0.001 -0.076 0.125 0.028 0.028 0.028 0.079 0.126
0.3 0.75 0.25 100 50 -0.002 0.002 -0.001 -0.076 0.125 0.039 0.039 0.039 0.082 0.128
0.3 0.75 0.25 50 50 0.000 0.004 0.000 -0.075 0.126 0.055 0.055 0.055 0.086 0.132
0.3 0.75 0.25 20 50 0.002 0.005 0.002 -0.073 0.127 0.088 0.088 0.088 0.099 0.144

Panel 5: Number of Simulees Per Site Varies
0.3 0.75 0.25 50 200 -0.001 0.000 -0.001 -0.075 0.125 0.031 0.031 0.031 0.079 0.128
0.3 0.75 0.25 50 100 0.001 0.002 0.001 -0.074 0.126 0.041 0.041 0.041 0.081 0.130
0.3 0.75 0.25 50 50 0.000 0.004 0.000 -0.075 0.126 0.055 0.055 0.055 0.086 0.132
0.3 0.75 0.25 50 20 0.001 0.010 0.001 -0.074 0.126 0.087 0.087 0.087 0.099 0.142

Note: Treatment effect heterogeneity = 0.1 extit{sd} for all cells. DGM = data-generating model, IV1 = the MSTIV estimator that uses the
pooled data, IV2 = the MSTIV estimator that uses 2SLS estimation in a multilevel framework, IV3 = the MSTIV estimator that uses shrunken
second-stage estimates in a multilevel framework, ITT = Intent-to-Treat estimator, AsTreat = AsTreated estimator. The maximum Monte Carlo
standard error across all bias estimates = 0.001. The maximum Monte Carlo standard error across all RMSE estimates = 0.002. Results are based
on 2000 replications of each simulation condition.
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Table 4.3: Bias and RMSE of Estimators for the Complier Average Treatment Effect when Treatment Effect Hetero-
geneity is 0.25

DGM Values Bias RMSE

Treatment
Effect

Compliance
Selection

Bias
Number of

Sites

Number of
Simulees
Per Site

IV1 IV2 IV3 ITT AsTreat IV1 IV2 IV3 ITT AsTreat

Panel 1: Treatment Effect Size Varies
0.7 0.75 0.25 50 50 -0.001 0.002 -0.001 -0.175 0.125 0.064 0.064 0.064 0.182 0.135
0.3 0.75 0.25 50 50 -0.002 0.000 -0.002 -0.076 0.125 0.064 0.064 0.064 0.090 0.136
0.0 0.75 0.25 50 50 -0.001 0.001 -0.001 -0.001 0.125 0.065 0.065 0.065 0.049 0.136

Panel 2: Compliance Varies
0.3 0.90 0.25 50 50 0.001 0.001 0.001 -0.029 0.051 0.058 0.058 0.058 0.060 0.074
0.3 0.75 0.25 50 50 -0.002 0.000 -0.002 -0.076 0.125 0.064 0.064 0.064 0.090 0.136

Panel 3: Selection Bias Varies
0.3 0.75 0.50 50 50 -0.003 0.001 -0.003 -0.077 0.249 0.066 0.065 0.066 0.092 0.254
0.3 0.75 0.25 50 50 -0.002 0.000 -0.002 -0.076 0.125 0.064 0.064 0.064 0.090 0.136
0.3 0.75 0.10 50 50 0.000 0.001 0.000 -0.075 0.048 0.066 0.066 0.066 0.090 0.072

Panel 4: Number of Sites Varies
0.3 0.75 0.25 200 50 0.000 0.003 0.000 -0.075 0.126 0.032 0.032 0.032 0.079 0.129
0.3 0.75 0.25 100 50 0.001 0.003 0.001 -0.074 0.127 0.046 0.045 0.046 0.082 0.132
0.3 0.75 0.25 50 50 -0.002 0.000 -0.002 -0.076 0.125 0.064 0.064 0.064 0.090 0.136
0.3 0.75 0.25 20 50 0.001 0.003 0.001 -0.074 0.128 0.101 0.101 0.101 0.106 0.153

Panel 5: Number of Simulees Per Site Varies
0.3 0.75 0.25 50 200 0.000 -0.001 0.000 -0.075 0.125 0.045 0.045 0.045 0.082 0.131
0.3 0.75 0.25 50 100 0.000 0.000 0.000 -0.075 0.125 0.050 0.050 0.050 0.084 0.132
0.3 0.75 0.25 50 50 -0.002 0.000 -0.002 -0.076 0.125 0.064 0.064 0.064 0.090 0.136
0.3 0.75 0.25 50 20 -0.006 0.002 -0.006 -0.080 0.122 0.093 0.092 0.093 0.106 0.142

Note: Treatment effect heterogeneity = 0.25 extit{sd} for all cells. DGM = data-generating model, IIV1 = the MSTIV estimator that uses the
pooled data, IV2 = the MSTIV estimator that uses 2SLS estimation in a multilevel framework, IV3 = the MSTIV estimator that uses shrunken
second-stage estimates in a multilevel framework, ITT = Intent-to-Treat estimator, AsTreat = AsTreated estimator. The maximum Monte Carlo
standard error across all bias estimates = 0.002. The maximum Monte Carlo standard error across all RMSE estimates = 0.002. Results are based
on 2000 replications of each simulation condition.

86



In Figure 4.1, the RMSE is presented on the y-axis and the degree of treatment

effect heterogeneity is presented on the x-axis. The estimators are represented by the

different colored lines in each graph, the panel rows represent the number of sites and

the panel columns represent the average number of simulees per site. Starting from

the top left panel, if one moves either to the right (an increase in the average number

of simulees per site) or down (an increase in the number of sites), the RMSE for each

estimator decreases. The lowest RMSE for all estimators can be seen in the bottom

right panel, which is the largest sample size. It should be noted that the difference

in the MSTIV estimators is artificial; the lines for these estimators often overlapped

so a small amount of noise was added to the graphs so all five estimators are visible.

In addition, Figure 4.1 shows that as the degree of treatment effect heterogeneity

increases, the RMSE also increases for all estimators.
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Figure 4.1: RMSE of estimators of the population CATE, under a compliance of 75%,
a selection bias of 0.25, and a treatment effect of 0.3.
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Table 4.4 reports on the bias and RMSE of the estimators of treatment effect

heterogeneity when there is no treatment effect heterogeneity in the data-generating

model. The focal parameter is the treatment effect heterogeneity across sites, and this

is reported in the metric of standard deviations. For example, a bias of 0.05 represents

that a given estimator consistently over-estimated the treatment effect heterogeneity

across replications, and that the average of the treatment effect heterogeneity esti-

mates across replications is 0.05 standard deviations larger than the true treatment

effect heterogeneity. Tables 4.4, 4.5, and 4.6 all use this same metric. In Table 4.1 all

biases will necessarily be positive because the lowest possible estimate of a variance

is 0. Similarly, the lowest possible value of the bias in Table 4.5 is -0.10 and the

lowest possible value of the bias in Table 4.6 is -0.25. It is worth acknowledging that

when estimating the true treatment effect heterogeneity when the population value is

0 will almost necessarily be biased because negative estimates aren’t allowed, and the

data-generating process allows for the probability of estimating a non-zero variance.

89



Table 4.4: Bias and RMSE of Estimators for the Treatment Effect Heterogeneity when Treatment Effect Heterogeneity
is 0

DGM Values Bias RMSE

Treatment
Effect

Compliance
Selection

Bias
Number of

Sites

Number of
Simulees
Per Site

IV1 IV2 IV3 ITT AsTreat IV1 IV2 IV3 ITT AsTreat

Panel 1: Treatment Effect Size Varies
0.7 0.75 0.25 50 50 0.067 0.072 0.092 0.050 0.051 0.110 0.094 0.118 0.082 0.082
0.3 0.75 0.25 50 50 0.071 0.085 0.094 0.053 0.048 0.112 0.109 0.119 0.084 0.078
0.0 0.75 0.25 50 50 0.069 0.089 0.091 0.052 0.048 0.109 0.113 0.115 0.082 0.078

Panel 2: Compliance Varies
0.3 0.90 0.25 50 50 0.057 0.072 0.075 0.051 0.050 0.090 0.093 0.096 0.081 0.080
0.3 0.75 0.25 50 50 0.071 0.085 0.094 0.053 0.048 0.112 0.109 0.119 0.084 0.078

Panel 3: Selection Bias Varies
0.3 0.75 0.50 50 50 0.070 0.081 0.094 0.053 0.043 0.114 0.106 0.120 0.085 0.073
0.3 0.75 0.25 50 50 0.071 0.085 0.094 0.053 0.048 0.112 0.109 0.119 0.084 0.078
0.3 0.75 0.10 50 50 0.064 0.082 0.086 0.048 0.051 0.105 0.107 0.112 0.079 0.082

Panel 4: Number of Sites Varies
0.3 0.75 0.25 200 50 0.045 0.046 0.056 0.034 0.030 0.072 0.063 0.075 0.054 0.051
0.3 0.75 0.25 100 50 0.057 0.063 0.072 0.042 0.039 0.090 0.083 0.094 0.068 0.064
0.3 0.75 0.25 50 50 0.071 0.085 0.094 0.053 0.048 0.112 0.109 0.119 0.084 0.078
0.3 0.75 0.25 20 50 0.085 0.115 0.122 0.064 0.063 0.138 0.144 0.152 0.103 0.102

Panel 5: Number of Simulees Per Site Varies
0.3 0.75 0.25 50 200 0.034 0.041 0.045 0.025 0.024 0.054 0.052 0.057 0.040 0.039
0.3 0.75 0.25 50 100 0.046 0.056 0.061 0.035 0.035 0.074 0.073 0.079 0.056 0.056
0.3 0.75 0.25 50 50 0.071 0.085 0.094 0.053 0.048 0.112 0.109 0.119 0.084 0.078
0.3 0.75 0.25 50 20 0.113 0.130 0.146 0.085 0.078 0.178 0.169 0.187 0.133 0.127

Note: Treatment effect heterogeneity = 0 for all cells. DGM = data-generating model, IV1 = the MSTIV estimator that uses the pooled
data, IV2 = the MSTIV estimator that uses 2SLS estimation in a multilevel framework, IV3 = the MSTIV estimator that uses shrunken
second-stage estimates in a multilevel framework, ITT = Intent-to-Treat estimator, AsTreat = AsTreated estimator. The maximum Monte
Carlo standard error across all bias estimates = 0.003. The maximum Monte Carlo standard error across all RMSE estimates = 0.003. Results
are based on 2000 replications of each simulation condition.
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Table 4.4 Panel 1 indicates that the three MSTIV estimators have greater bias for

treatment effect heterogeneity than the ITT and AsTreated heterogeneity estimators.

In comparing the multisite IV estimators, MSTIVpooled (IV1) shows the least bias

with an average of the a cross-site treatment effect treatment effect heterogeneity

of τδ = 0.07 across the three treatment effect size conditions. MSTIV2SLS had the

second least amount of bias of the three MSTIV estimators with an average bias of

about 0.082 across the three conditions. The MSTIVEB estimator (IV3) had the

most bias of all of the estimators (including the ITT and AsTreated estimators) with

and average bias of 0.092 across the treatment effect size conditions. In comparison,

both the ITT and AsTreated estimators had a bias of about 0.05 across all of the

conditions. The RMSE for Panel 1 mirrors what is shown in the bias, with the ITT

and AsTreated estimators having comparable RMSE values that are smaller than the

RMSE of all three MSTIV estimators.

Panel 2 of Table 4.4 shows that for the MSTIV estimators, as the degree of com-

pliance decreases, so does the bias of all three MSTIV estimators. When there is

90% compliance (first row), the MSTIVpooled bias (0.057) is nearly the same as the

bias of the ITT (0.051) and AsTreated (0.05) estimators. Both the MSTIV2SLS and

MSTIVEB estimators had more bias, with treatment effect heterogeneity estimates

of 0.072 and 0.075, respectively. When compliance decreases to 75%, the bias of the

ITT and AsTreated estimators doesn’t change, whereas the bias for all three MSTIV

estimators increases. The pattern of results for the RMSE for Panel 2 mirrors that

of the bias results; the AsTreated and ITT estimators have the smallest, and similar,

RMSE across the two constellations.

Panel 3 of Table 4.4 reports on the effect of varying the selection bias on the

treatment effect heterogeneity estimate. This panel shows that varying the degree of
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selection bias has little effect on the magnitude of the bias for each estimators. The

largest Monte Carlo standard error for bias in this table is 0.003, and many of the

values within each estimator in Panel 3 are within (or just outside) two times this

amount. Looking across the estimators, the AsTreated estimator is slightly less biased

than the ITT estimator when there is a large degree of selection bias, but the two

estimators perform similarly when the magnitude of selection bias is smaller. The are

differences in the bias of the three MSTIV estimators, with the MSTIVpooled showing

the least bias and MSTIVEB showing the most bias, with MSTIV2SLS in the middle of

the two. The pattern observed for RMSE is similar to the pattern of results observed

for bias.

When considering the effect of the number of sites on the treatment effect hetero-

geneity estimates (Panel 4), a larger number of sites is associated with less bias for

all five estimators. Across all four rows in the panel, the MSTIV estimators exhibit

greater bias than the ITT and AsTreated estimators. MSTIVEB has the largest bias

of all estimators. MSTIV2SLS and MSTIVpooled have similar biases when there are 200

sites, but the bias in the MSTIV2SLS estimator increases more rapidly than the bias in

the MSTIVpooled estimator as the number of sites decrease. The ITT and AsTreated

estimators have similar levels of bias across all four rows. The largest bias exhibited

by the ITT and AsTreated estimators, 0.063 when there are 20 sites, is similar (or

lower) to the degree of bias present in the MSTIV estimators when there 100 sites.

The effect of varying the average number of simulees per site (Panel 5) is similar to

the effect of varying the number of sites (Panel 4); as the number of simulees per site

decreases, the bias in the estimators of the treatment effect heterogeneity increases.

Comparing the respective rows in Panel 4 and Panel 5 provide information on similar

sample sizes, but with different compositions, as both panels report on total average
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sample sizes of 10,000, 5000, 2500, and 1000 simulees. In Panel 4, the composition

of the sample is primarily a function of the number of sites, whereas in Panel 5 the

composition of the sample is primarily a function of the average number of simulees.

Table 4.4 indicates that having a sample the is composed of a larger average number

of simulees per site rather than a large number of sites results in less biased estimates

for all 5 estimators, consistent with Bloom and Spybrook (2017). This is evidenced by

the top two rows in Panel 5 reporting less bias than the top two rows in Panel 4. This

is also evidenced by the bottom row in Panel 4 reporting less bias than the bottom

row in Panel 5. In each of the comparisons, having a larger number of simulees per

site than a larger number of sites results in less biased estimates of the treatment

heterogeneity. The pattern is the same when examining the RMSE in Panels 4 and 5

- when sample sizes are equal, having a sample that is composed of a small number

of large sites results in smaller RMSE values than having a sample that is composed

of a large number of small sites.

Examining Panel 1 in Table 4.5 shows the effect of varying the magnitude of the

average treatment effect in the data-generating model. The ITT and AsTreated es-

timators do not behave differently across the three magnitudes of effect sizes in the

data-generating model. Both consistently under-estimate the treatment effect hetero-

geneity, with the AsTreated estimator having less bias than the ITT estimator. Each

of the MSTIV estimators perform differently. MSTIVpooled slightly under-estimates

the treatment effect heterogeneity with larger treatment effect sizes. The performance

of MSTIV2SLS depends on the value of the underlying treatment effect: when there is

no treatment effect, the accompanying estimate of the treatment effect heterogeneity

is over-estimated; when there is a small treatment effect, the estimate of the treat-

ment effect heterogeneity is unbiased; and when there is a large treatment effect,
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the treatment effect heterogeneity is under-estimated. The MSTIVEB estimator over-

estimates the treatment effect heterogeneity across across all magnitudes of the the

treatment effect and is the most biased when there is no treatment effect in the data-

generating process. The RMSE in Panel 1 indicates that the MSTIVpooled estimator

has the largest RMSE across all three conditions, and that the RMSE of MSTIV2SLS,

MSTIVEB, ITT, and AsTreated estimators are similar (or vary only slightly) from

one another.
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Table 4.5: Bias and RMSE of Estimators for the Treatment Effect Heterogeneity when Treatment Effect Heterogeneity
is 0.1

DGM Values Bias RMSE

Treatment
Effect

Compliance
Selection

Bias
Number of

Sites

Number of
Simulees
Per Site

IV1 IV2 IV3 ITT AsTreat IV1 IV2 IV3 ITT AsTreat

Panel 1: Treatment Effect Size Varies
0.7 0.75 0.25 50 50 -0.012 -0.014 0.008 -0.034 -0.017 0.096 0.071 0.082 0.079 0.075
0.3 0.75 0.25 50 50 -0.006 0.002 0.012 -0.029 -0.016 0.094 0.076 0.081 0.076 0.075
0.0 0.75 0.25 50 50 -0.002 0.014 0.015 -0.026 -0.015 0.095 0.082 0.083 0.076 0.076

Panel 2: Compliance Varies
0.3 0.90 0.25 50 50 -0.010 0.000 0.003 -0.019 -0.013 0.080 0.068 0.068 0.074 0.074
0.3 0.75 0.25 50 50 -0.006 0.002 0.012 -0.029 -0.016 0.094 0.076 0.081 0.076 0.075

Panel 3: Selection Bias Varies
0.3 0.75 0.50 50 50 -0.002 0.001 0.016 -0.027 -0.020 0.097 0.076 0.084 0.077 0.076
0.3 0.75 0.25 50 50 -0.006 0.002 0.012 -0.029 -0.016 0.094 0.076 0.081 0.076 0.075
0.3 0.75 0.10 50 50 -0.006 0.007 0.012 -0.030 -0.014 0.095 0.078 0.081 0.077 0.074

Panel 4: Number of Sites Varies
0.3 0.75 0.25 200 50 -0.015 -0.023 -0.009 -0.037 -0.015 0.068 0.062 0.060 0.062 0.052
0.3 0.75 0.25 100 50 -0.012 -0.013 -0.002 -0.034 -0.017 0.080 0.067 0.069 0.068 0.064
0.3 0.75 0.25 50 50 -0.006 0.002 0.012 -0.029 -0.016 0.094 0.076 0.081 0.076 0.075
0.3 0.75 0.25 20 50 0.008 0.031 0.040 -0.019 -0.011 0.120 0.101 0.107 0.092 0.093

Panel 5: Number of Simulees Per Site Varies
0.3 0.75 0.25 50 200 -0.013 -0.014 -0.010 -0.035 -0.008 0.053 0.048 0.047 0.052 0.036
0.3 0.75 0.25 50 100 -0.015 -0.012 -0.005 -0.036 -0.014 0.072 0.061 0.062 0.064 0.055
0.3 0.75 0.25 50 50 -0.006 0.002 0.012 -0.029 -0.016 0.094 0.076 0.081 0.076 0.075
0.3 0.75 0.25 50 20 0.023 0.041 0.055 -0.007 -0.001 0.143 0.118 0.132 0.106 0.107

Note: Treatment effect heterogeneity = 0.1 extit{sd} for all cells. DGM = data-generating model, IV1 = the MSTIV estimator that uses the
pooled data, IV2 = the MSTIV estimator that uses 2SLS estimation in a multilevel framework, IV3 = the MSTIV estimator that uses shrunken
second-stage estimates in a multilevel framework, ITT = Intent-to-Treat estimator, AsTreat = AsTreated estimator. The maximum Monte Carlo
standard error across all bias estimates = 0.003. The maximum Monte Carlo standard error across all RMSE estimates = 0.002. Results are based
on 2000 replications of each simulation condition.
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Panel 2 in Table 4.5 displays the effect of different levels of compliance in the data-

generating process. These results indicate that the MSTIV estimators perform fairly

well in estimating the treatment effect heterogeneity. MSTIVpooled slightly under-

estimates the treatment effect heterogeneity, MSTIV2SLS is relatively unbiased in both

compliance conditions, and MSTIVEB over-estimates the treatment effect when there

are higher levels of non-compliance. The ITT estimator under-estimates the treat-

ment effect heterogeneity, and the bias in the estimate increases as noncompliance

increases. The AsTreated estimator under-estimates the treatment effect heterogene-

ity, but less so than the ITT estimator. The ITT and AsTreated estimators are

the most biased in this panel, the RMSE of these two estimators is nearly equiva-

lent to the MSTIV2SLS and MSTIVEB estimators, and are lower than the RMSE of

the MSTIVpooled estimator. Thus, although the ITT and AsTreated estimators are

not the least biased, they tend to be as accurate or more accurate than the MSTIV

estimators.

The effect of varying the degree of selection bias is seen in Panel 3. Under these

conditions the MSTIVpooled and MSTIV2SLS estimators produce nearly unbiased es-

timates of the treatment effect heterogeneity. The magnitude of the bias of the

MSTIVEB and AsTreated estimators are similar, but the MSTIVEB over-estimates

the treatment effect variability whereas the AsTreated estimator under-estimates the

treatment effect variability. The ITT estimator has the largest bias in these condi-

tions, consistently under-estimating the treatment effect heterogeneity. Interestingly,

although the MSTIVpooled estimator is nearly unbiased, it has the largest RMSE val-

ues of all of the estimators. And although the ITT and AsTreated estimators were

among the most biased, they have small RMSE values that are similar to the RMSE

of MSTIV2SLS and MSTIVEB.
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The pattern of results observed in Panel 4 (varying the number of sites) indicate

that the three MSTIV estimators under-estimate the treatment effect heterogene-

ity in larger samples and over-estimate the treatment effect heterogeneity in small

samples. Of the three MSTIV estimators, MSTIVpooled is the least affected by sam-

ple size, with a difference in bias of 0.023 between the largest and smallest sample

size conditions. This range is much larger for the MSTIV2SLS (0.054) and MSTIVEB

(0.049) estimators. The AsTreated estimator consistently under-estimated the treat-

ment effect heterogeneity by about 15%, whereas the ITT estimator under-estimated

the heterogeneity by about 20% to 35%.

The RMSE of the AsTreated estimator was either the smallest or among the

smallest in Panel 4, even though it demonstrated more bias in some conditions than

the other estimators (except for ITT). The difference in RMSE between the estimators

grows as the sample size decreases. In the top row of Panel 5, the difference between

the RMSE of the AsTreated and MSTIVpooled estimators is 0.016 (the smallest and

largest at 0.052 and 0.068, respectively). In the bottom row, the smallest sample size,

this difference grows to 0.027 (0.093 and 0.120, respectively).

Panel 5, which varies the average number of individuals per site, shows that for

the three MSTIV estimators, the treatment effect heterogeneity is under-estimated in

the largest sample size and over-estimated in the smallest sample sizes. The pattern

of results is less clear for the ITT and AsTreated estimators. The ITT estimator has

a large bias in the largest three sample sizes, but is almost unbiased in the smallest

sample size condition. The AsTreated estimator has little/no bias in the most extreme

sample size conditions, but under-estimates the treatment effect heterogeneity by

about 15% in the middle two sample size conditions.

Although the pattern of bias fluctuates in Panel 5, the pattern of RMSE for
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the five estimators is more easily interpretable. The AsTreated estimator has the

smallest RMSE in the larger sample size conditions, and is comparably small with the

ITT estimator in the smaller sample size conditions. The RMSE of the MSTIVpooled

estimator is the largest, and the MSTIV2SLS and MSTIVEB estimators have similar

RMSE to the ITT and AsTreated estimators in the larger sample size conditions, but

larger RMSE than the ITT and AsTreated estimators with small sample sizes.

Table 4.6 reports the bias and RMSE of the estimators of treatment effect hetero-

geneity when τδ = 0.25. In general, all fives estimators under-estimate the treatment

effect heterogeneity; there are a few exceptions where the bias is close to the largest

Monte Carlo standard error (0.004). Across all panels the AsTreated estimator had

the smallest RMSE (and lower than in Table 4.5), the three MSTIV estimators had

the next largest set of RMSE values, and the ITT estimator had the largest RMSE

values of all the estimators (and were larger than the RMSE of the ITT estimator

in 4.5). Although the the ITT and AsTreated estimators both consistently underes-

timated the treatment effect heterogeneity in Table 4.5, the ITT estimator is more

biased in Table 4.6 than in Table 4.5 and the AsTreated estimator is less biased in

Table 4.6 than in Table 4.5. Comparative judgments about the MSTIV estimators

across Tables 4.5 and 4.6 are more difficult, as whether or not an MSTIV estimator

was more or less biased depends on the panel.
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Table 4.6: Bias and RMSE of Estimators for the Treatment Effect Heterogeneity when Treatment Effect Heterogeneity
is 0.25

DGM Values Bias RMSE

Treatment
Effect

Compliance
Selection

Bias
Number of

Sites

Number of
Simulees
Per Site

IV1 IV2 IV3 ITT AsTreat IV1 IV2 IV3 ITT AsTreat

Panel 1: Treatment Effect Size Varies
0.7 0.75 0.25 50 50 -0.025 -0.044 -0.020 -0.081 -0.007 0.108 0.106 0.099 0.113 0.063
0.3 0.75 0.25 50 50 -0.018 -0.025 -0.015 -0.076 -0.009 0.096 0.093 0.090 0.104 0.064
0.0 0.75 0.25 50 50 -0.020 -0.018 -0.017 -0.077 -0.009 0.099 0.093 0.093 0.106 0.064

Panel 2: Compliance Varies
0.3 0.90 0.25 50 50 -0.011 -0.013 -0.011 -0.035 -0.008 0.073 0.073 0.072 0.074 0.062
0.3 0.75 0.25 50 50 -0.018 -0.025 -0.015 -0.076 -0.009 0.096 0.093 0.090 0.104 0.064

Panel 3: Selection Bias Varies
0.3 0.75 0.50 50 50 -0.019 -0.030 -0.015 -0.077 -0.016 0.103 0.098 0.094 0.108 0.069
0.3 0.75 0.25 50 50 -0.018 -0.025 -0.015 -0.076 -0.009 0.096 0.093 0.090 0.104 0.064
0.3 0.75 0.10 50 50 -0.015 -0.017 -0.012 -0.074 -0.004 0.100 0.094 0.093 0.105 0.061

Panel 4: Number of Sites Varies
0.3 0.75 0.25 200 50 -0.007 -0.016 -0.007 -0.068 -0.004 0.047 0.050 0.047 0.077 0.030
0.3 0.75 0.25 100 50 -0.011 -0.019 -0.010 -0.070 -0.004 0.069 0.070 0.067 0.087 0.044
0.3 0.75 0.25 50 50 -0.018 -0.025 -0.015 -0.076 -0.009 0.096 0.093 0.090 0.104 0.064
0.3 0.75 0.25 20 50 -0.033 -0.026 -0.019 -0.087 -0.022 0.144 0.124 0.125 0.137 0.106

Panel 5: Number of Simulees Per Site Varies
0.3 0.75 0.25 50 200 -0.003 -0.006 -0.003 -0.065 -0.002 0.041 0.041 0.041 0.072 0.034
0.3 0.75 0.25 50 100 -0.008 -0.013 -0.008 -0.069 -0.003 0.062 0.062 0.061 0.083 0.044
0.3 0.75 0.25 50 50 -0.018 -0.025 -0.015 -0.076 -0.009 0.096 0.093 0.090 0.104 0.064
0.3 0.75 0.25 50 20 -0.041 -0.036 -0.021 -0.094 -0.032 0.167 0.138 0.141 0.153 0.126

Note: Treatment effect heterogeneity = 0.25 extit{sd} for all cells. DGM = data-generating model, IV1 = the MSTIV estimator that uses the
pooled data, IV2 = the MSTIV estimator that uses 2SLS estimation in a multilevel framework, IV3 = the MSTIV estimator that uses shrunken
second-stage estimates in a multilevel framework, ITT = Intent-to-Treat estimator, AsTreat = AsTreated estimator. The maximum Monte Carlo
standard error across all bias estimates = 0.004. The maximum Monte Carlo standard error across all RMSE estimates = 0.002. Results are based
on 2000 replications of each simulation condition.
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In comparing the three MSTIV estimators when the magnitude of the treatment

effect varies (Panel 1) in Table 4.6), the AsTreated estimator has the least amount

of bias of the five estimators across the three conditions, with an average bias of

-0.008. The MSTIV2SLS estimator was the most biased MSTIV estimator, and was

less biased when there were smaller average treatment effects. The MSTIVpooled and

MSTIVEB estimators are each similarly biased, both within and compared to each

other across the three treatment effect magnitudes. The ITT estimator exhibits the

greatest amount of bias of all estimators, with an average bias of -0.078 across the

three conditions in Panel 1. The RMSE of the estimators indicate that the AsTreated

estimator has the smallest RMSE, followed by the three MSTIV estimators, and that

the ITT estimator has the largest RMSE.

Panel 2 shows that the AsTreated estimator was the least biased estimator in the

conditions in Panel 2. The bias slightly increases for all three MSTIV estimators

when the level of compliance decreases, but in different magnitudes. Among the

three MSTIV estimators, the MSTIVpooled and MSTIVEB were similar to each other,

both were less biased than the MSTIV2SLS estimator, and both are less responsive

to the change in compliance than the MSTIV2SLS estimator. The ITT estimator was

most biased of all of the estimators, with the bias increasing from -0.035 to -0.076

as the level of compliance decreased from 90% to 75%. The RMSE of the AsTreated

estimator was also the smallest and unresponsive to changes in compliance. The

ITT and MSTIV estimators have similar values at high levels of compliance, but the

ITT estimator has larger RMSE than the three MSTIV estimators at lower levels of

compliance.

As the selection bias decreased (Panel 3), so did the bias in the treatment effect

heterogeneity estimate for the AsTreated estimator, decreasing from -0.016 (when
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selection bias = 0.5) to -0.004 (when selection bias = 0.1). The bias in the ITT

estimator was similar across the three conditions, with an average of about -0.076.

The bias in the MSTIVpooled and MSTIVEB estimators were similar across all three

selection bias conditions, averaging about 0.016. The MSTIV2SLS estimator has the

most bias of the three MSTIV estimators, and the bias decreased as the selection bias

decreased. The RMSE of the AsTreated estimator was the smallest, the RMSE of the

ITT estimator was the largest, and the three MSTIV estimators has RMSE values

between the other two estimators.

The patterns of results in Panel 4 and Panel 5, examining the number of sites and

average number of simulees per site (respectively) both indicate that all five estimators

perform better with larger sample sizes. The AsTreated estimator was the least biased

estimator in the conditions presented in Panels 4 and 5, with a bias less than -0.010

for conditions where there were about 2500 simulees or more (top three rows in each

panel). In the smallest sample size conditions, the bias of the AsTreated estimator was

larger than the MSTIVEB estimator, but still smaller than the other three estimators.

The ITT estimator was the most biased estimator across all conditions in Panel 4 and

Panel 5, and the bias also decreased as sample size increased. In comparing bias of

the MSTIV estimators in the same rows across Panels 4 and 5 (e.g., row 1 in Panel

4 and row 1 in Panel 5), all three MSTIV estimators produce slightly less biased

estimates when large samples are comprised of a larger number of sites and when

small samples are comprised of larger within-site sizes. This pattern of bias is also

observed in the RMSE of the MSTIV estimators. Of the three MSTIV estimators,

MSTIVEB produces the least bias in the conditions presented in Panels 4 and 5, with

the estimates produced by MSTIVpooled often equivalent or just slightly larger. The

MSTIV2SLS estimator had the greatest bias of the MSTIV estimators.
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In comparing the RMSE values of the estimators in Panels 4 and 5 in Table 4.6,

the AsTreated estimator had the lowest RMSE of all the estimators across all of the

conditions, and the RMSE values were similar to each other across both compositions

of the three largest sample sizes. In small samples (1000 in this table), the RMSE of

the AsTreated estimator was smaller when the composition of the sample consisted of

a small number of large sites. The set of MSTIV estimators had the next-largest values

of RMSE. For each of the three MSTIV estimators, the RMSE was smaller when the

sample composition consisted of a small number of large sites (row 4 in Panel 4, rows

1 and 2 in Panel 5). Among the three MSTIV estimators, there is no substantive

difference in RMSE at the three larger sample sizes. Within the smallest sample

size condition, MSTIV2SLS and MSTIVEB had lower RMSE values than MSTIVpooled.

The ITT estimator had the largest RMSE of all the estimators, with similar RMSE

values across the larger sample sizes and a larger RMSE when small sample sizes were

comprised of many small sites.

Figure 4.2 presents the bias of the treatment effect heterogeneity estimators by

number of sites and average number of sites across varying levels of treatment effect

heterogeneity. Starting in the top left panel, which is the smallest sample size (20

sites, average of 20 simulees per site), all 5 estimators over-estimate the treatment

effect heterogeneity when the treatment effect is heterogeneous. As sample size in-

creases, the magnitude of this over-estimation decreases for all of the estimators, but

the decrease occurs more quickly when the sample size increases by including more

simulees per site (moving from left to right within rows) than when adding more sites

(moving from top to bottom within columns). In all panels, the MSTIV estimators

are positively biased at lower levels of treatment effect heterogeneity. The ITT esti-

mator is also positively biased when there is no treatment effect heterogeneity, but
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the line designating the bias of the ITT estimator slopes downward in all panels and

continues to decrease as the treatment effect heterogeneity increases, indicated that

at higher levels of treatment effect heterogeneity the estimator has a negative bias

(under-estimates the treatment effect heterogeneity). The AsTreated estimator is less

biased that the MSTIV estimators and similarly biased to the ITT estimator at lower

levels of heterogeneity. However, as the heterogeneity increases, the bias of the As-

Treated estimator decreases, but does not continue the downward trend of the ITT

estimator. Instead, it begins to level off and have similar levels of bias as the MSTIV

estimators when there is more heterogeneity present in the data-generating process,

and the difference in bias between the AsTreated and MSTIV estimators reduces as

the sample size gets larger.
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Figure 4.2: Bias of estimators of the population CATE heterogeneity, under a com-
pliance of 75%, a selection bias of 0.25, and a treatment effect of 0.3.
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Figure 4.3 presents the RMSE of the treatment effect heterogeneity estimators by

number of sites and average number of sites across varying levels of treatment effect

heterogeneity. In all panels, the AsTreated estimator has the smallest RMSE or is

among the estimators that have the smallest RMSE. At lower levels of treatment

effect heterogeneity, the RMSE of the AsTreated and ITT estimators are similar, but

the RMSE of the ITT estimator becomes larger as the treatment effect heterogeneity

increases. While this does also occur for the AsTreated estimator in some panels,

it does not increase as sharply as the ITT estimator and never is larger than the

RMSE of the MSTIV estimators. The distance between the RMSE of the AsTreated

estimator and MSTIV estimators decreases as sample size increases. The figure also

shows that the estimators have larger RMSE when there are a large number of small

sites (bottom left panel) than when there are a small number of large sites (top right

panel).
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Figure 4.3: RMSE of estimators of the population CATE heterogeneity, under a
compliance of 75%, a selection bias of 0.25, and a treatment effect of 0.3.
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Chapter 5

Discussion

This dissertation utilized a simulation study to examine the performance of five

estimators for two important parameters in multisite trials of educational programs:

the average treatment effect and the heterogeneity of the treatment effect across

sites. Importantly, the data-generating model for the study included some degree

of non-compliance, so some portion of simulees were unaffected by their treatment

assignment status. Three of the estimators under examination were superpopulation

multisite instrumental variable estimators (MSTIVs), which have been suggested as a

method to produce consistent estimates of the treatment effect and treatment effect

heterogeneity when there is imperfect compliance in multisite settings (Raudenbush

et al., 2012, Reardon et al., 2014). The fourth estimator under study was an Intent-

to-Treat (ITT) estimator, which estimates the treatment effect and treatment effect

heterogeneity based on treatment assignment, and not the actual treatment receipt.

This estimator does not report on the effects of receiving the treatment, but instead

is a conservative estimate of any degree of uptake of the treatment. The last es-

timator under study was an AsTreated estimator, where the treatment effect and

treatment effect heterogeneity estimates reflect the effect of treatment receipt, re-

gardless of treatment assignment. The results of the AsTreated estimator are difficult

to interpret, as the randomization process is not respected and the estimates can be

polluted by unmodeled factors that influence selection into or out of the treatment.

This chapter will first discuss the results with respect to estimating the treatment

effect and then will discuss the estimation of treatment effect heterogeneity. The
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chapter will conclude with the limitations of the study and areas for related future

research.

5.1 Estimating the Treatment Effect

All three MSTIV estimators produced unbiased estimates of the treatment effect

across all the conditions presented in Tables 4.1 - 4.3 and could be used to obtain

unbiased estimates of the average treatment effect in multisite trials. All three MSTIV

estimators performed similarly well, both in term of bias and RMSE. The MSTIVpooled

estimator, the first method proposed by Raudenbush et al. (2012), would be the easiest

to implement in practice, so researchers may prefer to use this method.

The ITT estimator produced conservative treatment effect estimates that were

proportional to the magnitude of noncompliance and true treatment effect values.

Although this estimator respects the randomization utilized in treatment assignment,

it could indicate that an educational program produces smaller effects than it actually

does. Depending on the true average treatment effect of the program and the degree

of noncompliance in the study, it is possible that an effective educational program

is not funded because the magnitude of the observed treatment effect is not large

enough for stakeholders to consider the treatment to be sufficiently effective.

The AsTreated estimator over-estimated the treatment effect across all conditions,

and the magnitude of the bias is proportional to the the magnitude of noncompliance

and selection bias. It is not advised to use the AsTreated estimator for the average

treatment effect of an educational program when there is noncompliance in a study

and no other variables than treatment assignment, treatment receipt, and the outcome

are included in the model.
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5.2 Estimating Treatment Effect Heterogeneity

Interestingly, although the AsTreated estimator is not recommended for estimat-

ing treatment effects, this estimator was the most effective in estimating the true

treatment effect heterogeneity. In many of the conditions presented in Tables 4.4 -

4.6, it had the smallest RMSE or was among the set of estimators with the smallest

RMSE. In many conditions it also was the least biased estimator or among the least-

biased estimators. Although in some conditions one of the MSTIV estimators was a

less-biased estimator of the treatment effect heterogeneity, no one MSTIV estimator

faithfully out-performed the other MSTIV estimators or the AsTreated estimator with

regard to bias and RMSE. There was no clear pattern of data-generating conditions

for when and which MSTIV estimator was less-biased than the AsTreated estimator,

and even in those conditions where a MSTIV estimator was less-biased than the As-

Treated estimator, the AsTreated estimator still had a smaller (or comparable) RMSE

value, indicating that it is a more (or similarly) accurate estimator.

The MSTIV estimators, unbiased estimators for the treatment effect, were not

effective in accurately estimating treatment effect heterogeneity. Although in some

conditions one of the MSTIV estimators may have been the least biased, the set of

MSTIV estimators were often the least accurate, as they had the largest RMSE val-

ues in Table 4.4 and Table 4.5 with very few exceptions. The MSTIV estimators

performed better than the ITT estimator, with respect to both bias and accuracy,

when there was more treatment effect heterogeneity in the population, but they still

were inferior to the AsTreated estimator when estimating τδ. The sub par perfor-

mance of the MSTIV estimators in recovering the treatment effect heterogeneity is

consistent with some of the points made by Young (2018), who brought attention to

the comparatively large RMSE values of instrumental variables when re-examining
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published works in economics journals. Given that multisite trials are akin to a“‘fleet’

of randomized experiments” (Raudenbush & Bloom, 2015, p. 477), the present study

shows the effect of collectively examining several experiments that employ IV analysis.

The noise resulting from the use of MSTIV analysis at each of several sites resulted

in inaccurate variance estimates for all three constructions of an MSTIV estimator

examined in the present study.

The ITT estimator was not an unbiased estimator for estimating treatment effect

heterogeneity, as it over-estimated τδ when there was no heterogeneity in the popu-

lation and under-estimated τδ when the treatment effect truly varied in population.

As the τδ increased, so did the RMSE of the ITT estimator, and it had the largest

RMSE of all estimators when τδ = 0.25 (Table 4.6). It cannot be said that the ITT

estimator produces conservative estimates of τδ in the same way the ITT estimator

produces conservative estimates of the treatment effect. In the current study the

ITT estimator resulted in estimates that were close to each other when τδ = 0 and

τδ = 0.10, which suggests that the ITT estimator results in similar estimates when

the treatment effect is homogeneous and the treatment effect has some small amount

of heterogeneity.

5.3 Limitations and Future Research

5.3.1 Type I Error Rates

One of the limitations of the current study is that no analysis of standard errors,

type I error rates, or statistical power was included. Because no previous research

has examined the performance of MSTIV estimators it was important to first inves-

tigate under what conditions these estimators can and cannot provide accurate and
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unbiased estimates of the treatment effect and treatment effect heterogeneity. Given

that MSTIV estimators have now been shown to produce unbiased complier average

treatment effect estimates across the conditions examined in the present study, the

coverage rates and statistical power of the estimators should be examined to ensure

that valid statistical inferences can be made when using the MSTIV estimators to

estimate average treatment effects.

The WWC Standards Handbook provides guidance to researchers reporting the

CATE to establish a minimum tolerable bias (Appendix C, Section B; WWC, 2020).

This section in the Handbook shows how the type I error rate is related to maximum

tolerable bias, minimum detectable effect sizes (MDE), and first-stage F statistics in

2SLS estimators. Future work should continue to investigate each of the components

of this relationship in a multisite setting with MSTIV estimators, which should include

an examination on how MDE and the first-stage F statistics are related to coverage

rates and statistical power.

5.3.2 Omission of Covariates

The omission of covariates in the data-generating process limits the substantive

and statistical conclusions that can be drawn from the present study. One of the

motivations to use population estimators, such as the ITT estimator (Bloom et al.,

2017) or an MSTIV estimator (Raudenbush et al., 2012, Reardon et al., 2014), is

to be able to measure and explain the variation in treatment effects so one can po-

tentially learn the contexts and populations in which an educational program works

best (Raudenbush & Bloom, 2015, Reardon & Stuart, 2017, Schochet et al., 2014).

Future research should re-examine the performance of the estimators when site-level

and individual-level covariates are included in the data-generating process. Including
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site-level covariates is a more accurate representation of what occurs in practice, as

researchers want to learn about the relationship between the included covariates, as

well as control for these covariates to have a more precise estimate of the average

treatment effect of the program. Including site-level covariates could represent such

factors as the SES of the district, the school setting (e.g., rural, urban), or differing

site-level characteristics (e.g., aide present in the classroom). Individual-level covari-

ates can represent such individual characteristics as underserved minorities, low SES

students, or ESL students, all of which can provide information to help researchers

target interventions to specific populations. Future work could test how well the esti-

mators can identify which variables moderate the effect of the treatment, identifying

for whom and in what settings a program works best.

There are significant statistical implications of including covariates in future method-

ological research. The present study only includes three variables: treatment as-

signment, treatment receipt, and an outcome. The data-generating model explicitly

included a selection bias that represented unmodeled covariates related to selection

into or out of the treatment, which is known to bias AsTreated estimators. Includ-

ing covariates that not only represent features of the site or individual but are also

related to the selection into or out of treatment will reduce the bias observed in the

AsTreated estimator (Steiner, Cook, Shadish, & Clark, 2010). In addition, the in-

clusion of covariates would significantly improve the precision of the treatment effect

estimates for all of the estimators (J. D. Angrist & Pischke, 2008), which may change

conclusions about the performance of the estimators. This improved precision also

increases the power of the tests, which has implications for the coverage and type I

error rates for the estimators as well.

112



5.3.3 Data-Generating Model Assumptions and Omissions

Another limitation of the present simulation study is that inferences are applicable

only to those contexts that are similar to the data-generating conditions used in the

present study. I chose the values for the data-generating parameters to represent a

range of values commonly observed in MSTs, and researchers may be able to make

some reasonable inferences about the performance of an estimator with data that are

within these ranges (e.g., 126 sites with an average of 70 individuals per site and an

average of 80% compliance across the sites). However, there are several characteristics

of the data-generating model that were not systematically varied or were assumed to

have no relationship to one another, which I detail below. Changing these features of

the data-generating model may impact the performance of the estimators and thus

the conclusions drawn in the present study.

5.3.3.1 Violations of MSTIV Assumptions

The present research did not include any simulation conditions that violate the as-

sumptions required of each of the MSTIV estimators. Raudenbush et al. (2012) clearly

specify that each of the MSTIV estimators require different assumptions, particularly

about instrument strength. Although instrument strength was not an explicit consid-

eration in the data-generating model, Table 5.1 shows the minimum and maximum

first-stage F -statistic at a single site that could result as part of the random process of

the data-generating model. The nPerSite column represents the minimum and max-

imum number of simulees per site, given the average within-site size and the process

used to introduce variability across site sizes. For example, site sizes were drawn from

± 20% of the average within-site size value, so the simulation condition of an average

of 20 simulees per site has bounds of 16 and 24. The values for compliance were also
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similarly computed; the variability in compliance across sites in a condition was ±

10%, so in the 75% compliance condition the minimum compliance is 67.5% and the

maximum compliance is 82.5%. The maximum compliance for the 90% compliance

condition, 99%, is omitted because the observed F -statistics were too large to be of

interest.

The “Minimum F” column represents the observed F -statistic when all of the

noncompliers in a study ignored their treatment assignment. Instead of randomly

assigning always-takers or never-takers to a treatment receipt condition, the always-

takers were assigned to the control group but received the treatment, whereas the

never-takers were assigned to the treatment group but did not receive the treatment.

For a site with 120 simulees and 81% compliance, approximately 23 individuals did

not comply with their treatment assignment. Of these 23 individuals, 12 were mod-

eled as never-takers and 11 were modeled as always-takers. The observed first-stage

F -statistic in this case is 70.75, well beyond the suggested value of 10 for proper

instrument strength (Stock & Yogo, 2002).

The “Maximum F” condition is manipulated such that only 1 simulee does not

have the same value for treatment assignment and treatment receipt. In the case of

120 simulees and 81% compliance, this means that of the 12 never-takers, 11 were

assigned to the control group; of the 11 always-takers, all 11 were assigned to the

treatment. In this case we observe a very large F -statistic, 1664.31. The results

presented in Table 5.1 are for a treatment allocation of 55%. Results do not vary

between the 55% treatment allocation condition and the 45% treatment allocation

condition, and both have smaller F -statistics across all conditions than when the

treatment allocation is exactly 50%.

Table 5.1 shows that the random process used to generate the within-site data
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Table 5.1: Range of First-Stage F-Statistics for Selected Simulation Conditions

nPerSite Compliance Minimum F Maximum F

16 67.5% 2.06 17.57
16 81% 8.65 17.57
16 82.5% 8.65 17.57
24 67.5% 2.66 49.55
24 81% 11.13 49.55
24 82.5% 17.38 49.55
40 67.5% 4.98 160.11
40 81% 20.93 160.11
40 82.5% 27.14 160.11
60 67.5% 6.93 387.66
60 81% 37.92 387.66
60 82.5% 45.57 387.66
80 67.5% 10.43 714.21
80 81% 48.82 714.21
80 82.5% 56.00 714.21
120 67.5% 15.67 1664.31
120 81% 70.75 1664.31
120 82.5% 84.49 1664.31
160 67.5% 21.13 3010.41
160 81% 99.29 3010.41
160 82.5% 113.44 3010.41
240 67.5% 31.83 6890.61
240 81% 143.12 6890.61
240 82.5% 170.88 6890.61

Note: nPerSite = number of simulees at a site,
Minimum F = observed F-statistic when all non-
compliers ignored the treatment assignment, Maxi-
mum F = observed F-statistic when only one non-
complier ignored their treatment assignment.
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could have resulted in F -statistics for that site that are below the conventional cutoff

value of F > 10 for a strong instrument (Stock & Yogo, 2002). This was the case

even when there 60 simulees at a site (Minimum F = 6.93) and nearly the case with

80 simulees at a site (minimum F = 10.43). When there were only 24 simulees at a

site, the maximum observed F -statistic with 82.5% compliance was F = 49.55. This

means that the expected range of the observed F statistic at a single site when the

average number of simulees per site is 20 is F = 2.06 to F = 49.55. Thus, it is

possible (although highly improbable) that the random process produced simulated

data that violated the assumptions of the MSTIV estimators (instrument strong at

only one site, or instrument sufficiently strong across sites).

Future research should specifically build different data-generating models that are

designed to systematically violate the MSTIV assumptions in different ways. For

example, Raudenbush et al. (2012) note that MSTIVpooled requires that the instru-

ment be sufficiently strong on average across sites. Among the ways an instrument

sufficiently strong on average across sites is the instrument at each site is just barely

strong enough. A second way to model an instrument that is sufficiently strong on

average across sites is to have a subset of sites with very strong instruments (including

full compliance) and a subset of sites with extremely weak instruments. MSTIV2SLS

requires that the instrument be sufficiently strong at least at one site. It would be

interesting to see how the disparity between instrument strengths across sites may

impact the performance of this estimator.

5.3.3.2 Compliance-Effect Covariance

The data-generating model used in the present study included no compliance-effect

covariance, another assumption necessary to use MSTIV estimators (Raudenbush et
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al., 2012, Reardon et al., 2014). The presence of of this covariance has been demon-

strated to bias MSTIV estimators when estimating complier average treatment effects

(Reardon et al., 2014). Although Reardon et al. (2014) introduced two bias-reducing

MSTIV estimators (one of which inspired MSTIVEB) and demonstrated how the es-

timators reduced the bias in the estimates of the complier-average treatment effect,

the performance of the bias-reducing estimators in estimating τδ was not examined.

Thus, it is unknown how the presence of a non-zero compliance-effect covariance may

impact treatment effect heterogeneity estimates for each of the estimators examined

in the present study.

5.3.3.3 Constant Selection Bias

The selection effect was modeled as both (1) equal for always-takers and never-

takers and (2) constant in magnitude across all sites. Having the selection bias be

equal for always-takers and never-takers implies that the unmodeled covariate(s) are

equally responsible for explaining selection into and out of treatment. No research was

consulted on the factors that lead to noncompliance in randomized controlled trials in

educational settings; the selection bias was modeled in this manner only to ensure that

there was space between the MSTIV, ITT, and AsTreated estimates. Future research

should systemically and unsymmetrically vary the magnitude of the selection bias for

always-takers and never-takers to see how this might effect the performance of the

estimators.

Similarly, the data-generating model in the present study assumed that these

unmodeled factors were exactly equal for always-takers and never-takers across all

sites. It seems reasonable that the factors responsible for motivating noncompliers

vary not only by the type of noncomplier, but also across settings as well. For example,
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if a treatment is being offered in an urban setting and a rural setting that could

requires additional transportation on the part of the parent in the rural setting, access

to public transportation could differentially impact the noncompliers at these two

sites. If an individual assigned to the treatment in the rural setting cannot arrange

for later transportation (e.g., both parents are working at the time transportation is

necessary), access to public transportation may change whether or not an individual

can participate in the program.

Table 5.2 displays the results of a supplemental set of simulation conditions for the

bias and RMSE of the estimators for the complier average treatment effect when the

selection bias was varied across sites. For the supplementary conditions, the site-level

selection bias was drawn from a normal distribution, ∼ N(SBias, .25 × SBias). For

example, in those conditions with a selection bias of 0.5, the site-level selection biases

were drawn from a distribution of ∼ N(.5, .125). The site-level selection bias was kept

constant across the noncompliers within that site; there was no variation in selection

bias within-site. The selection bias was merely varied across sites. It does not covary

with any other site-specific features (e.g., compliance, site site, treatment allocation,

etc.).
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Table 5.2: Bias and RMSE of Estimators for the Complier Average Treatment Effect when Selection Bias Varies

Bias RMSE

Selection Bias IV1 IV2 IV3 ITT AsTreat IV1 IV2 IV3 ITT AsTreat

Heterogeneity = 0, Selection Bias does not vary
0.50 0.000 0.007 0.000 -0.075 0.251 0.055 0.056 0.055 0.086 0.254
0.25 -0.001 0.003 -0.001 -0.076 0.125 0.055 0.055 0.055 0.086 0.132
0.10 0.000 0.001 0.000 -0.075 0.051 0.055 0.055 0.055 0.086 0.065

Heterogeneity = 0, Selection Bias varies
0.50 0.001 0.009 0.001 -0.074 0.251 0.054 0.055 0.054 0.085 0.255
0.25 0.001 0.004 0.001 -0.074 0.125 0.055 0.054 0.055 0.085 0.132
0.10 -0.001 0.001 -0.001 -0.076 0.050 0.052 0.052 0.052 0.085 0.063

Heterogeneity = 0.1, Selection Bias does not vary
0.50 -0.001 0.006 -0.001 -0.076 0.252 0.057 0.057 0.057 0.088 0.255
0.25 0.000 0.004 0.000 -0.075 0.126 0.055 0.055 0.055 0.086 0.132
0.10 0.000 0.001 0.000 -0.075 0.051 0.055 0.055 0.055 0.086 0.067

Heterogeneity = 0.1, Selection Bias varies
0.50 0.000 0.007 0.000 -0.075 0.251 0.057 0.058 0.057 0.087 0.255
0.25 -0.001 0.003 -0.001 -0.075 0.126 0.053 0.053 0.053 0.085 0.133
0.10 0.000 0.002 0.000 -0.075 0.050 0.056 0.055 0.056 0.086 0.066

Heterogeneity = 0.25, Selection Bias does not vary
0.50 -0.003 0.001 -0.003 -0.077 0.249 0.066 0.065 0.066 0.092 0.254
0.25 -0.002 0.000 -0.002 -0.076 0.125 0.064 0.064 0.064 0.090 0.136
0.10 0.000 0.001 0.000 -0.075 0.048 0.066 0.066 0.066 0.090 0.072

Heterogeneity = 0.25, Selection Bias varies
0.50 -0.003 0.001 -0.003 -0.077 0.249 0.066 0.066 0.066 0.092 0.255
0.25 0.002 0.004 0.002 -0.073 0.128 0.063 0.063 0.063 0.088 0.138
0.10 0.000 0.001 0.000 -0.075 0.051 0.063 0.063 0.063 0.089 0.074

Note:
IV1 = the MSTIV estimator that uses the pooled data, IV2 = the MSTIV estimator that uses 2SLS
estimation in a multilevel framework, IV3 = the MSTIV estimator that uses shrunken second-stage es-
timates in a multilevel framework, ITT = Intent-to-Treat estimator, AsTreat = AsTreated estimator.
Values used for all other levels of the data-generating model: compliance = 75\%, treatment effect
= 0.3, number of sites = 50, average number of simulees per site = 50. The maximum Monte Carlo
standard error across all bias estimates = 0.002. The maximum Monte Carlo standard error across all
RMSE estimates = 0.002. Results are based on 2000 replications of each simulation condition.
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Varying the selection bias has very little effect on the bias and RMSE of the

estimators for the treatment effect. The top two panels in Table 5.2 present the

results for when the τδ = 0. In the top panel the selection bias does not vary across

sites, and in the second panel the selection bias varies across sites. For all estimators,

the bias is the same in the two panels across the three selection bias conditions. The

RMSE is also the same across the panels. Increasing the magnitude of the treatment

effect heterogeneity across the sites while allowing the selection bias to also vary across

sites does not change the bias or RMSE of the estimators. The results in the third

and fourth panels, when τδ = 0.1, are identical to the top two panels. The pattern is

the same in the bottom two panels, where τδ = 0.25.

Table 5.3 displays the results of the supplemental set of simulation conditions for

the bias and RMSE of the estimators of the treatment effect heterogeneity when the

selection bias was varied across sites. The table shows some slight differences in the

bias and RMSE of the estimators when the selection bias does and does not vary, but

the differences are not enough to change the inferences about which estimator is leave

biased or most accurate in general.
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Table 5.3: Bias and RMSE of Estimators for the Treatment Effect Heterogeneity when Selection Bias Varies

Bias RMSE

Selection Bias IV1 IV2 IV3 ITT AsTreat IV1 IV2 IV3 ITT AsTreat

Heterogeneity = 0, Selection Bias does not vary
0.50 0.070 0.081 0.094 0.053 0.043 0.114 0.106 0.120 0.085 0.073
0.25 0.071 0.085 0.094 0.053 0.048 0.112 0.109 0.119 0.084 0.078
0.10 0.064 0.082 0.086 0.048 0.051 0.105 0.107 0.112 0.079 0.082

Heterogeneity = 0, Selection Bias varies
0.50 0.073 0.082 0.096 0.055 0.052 0.115 0.106 0.122 0.086 0.083
0.25 0.065 0.081 0.089 0.049 0.049 0.107 0.105 0.114 0.080 0.079
0.10 0.066 0.083 0.088 0.049 0.051 0.106 0.106 0.112 0.079 0.081

Heterogeneity = 0.1, Selection Bias does not vary
0.50 -0.002 0.001 0.016 -0.027 -0.020 0.097 0.076 0.084 0.077 0.076
0.25 -0.006 0.002 0.012 -0.029 -0.016 0.094 0.076 0.081 0.076 0.075
0.10 -0.006 0.007 0.012 -0.030 -0.014 0.095 0.078 0.081 0.077 0.074

Heterogeneity = 0.1, Selection Bias varies
0.50 -0.005 -0.001 0.014 -0.029 -0.014 0.097 0.076 0.083 0.078 0.076
0.25 -0.005 0.005 0.013 -0.029 -0.011 0.097 0.079 0.084 0.078 0.074
0.10 -0.005 0.008 0.013 -0.029 -0.012 0.095 0.080 0.082 0.077 0.076

Heterogeneity = 0.25, Selection Bias does not vary
0.50 -0.019 -0.030 -0.015 -0.077 -0.016 0.103 0.098 0.094 0.108 0.069
0.25 -0.018 -0.025 -0.015 -0.076 -0.009 0.096 0.093 0.090 0.104 0.064
0.10 -0.015 -0.017 -0.012 -0.074 -0.004 0.100 0.094 0.093 0.105 0.061

Heterogeneity = 0.25, Selection Bias varies
0.50 -0.017 -0.028 -0.014 -0.075 -0.008 0.104 0.099 0.097 0.107 0.066
0.25 -0.017 -0.022 -0.014 -0.075 -0.009 0.099 0.094 0.093 0.105 0.064
0.10 -0.022 -0.024 -0.018 -0.079 -0.010 0.098 0.092 0.091 0.107 0.063

Note: IV1 = the MSTIV estimator that uses the pooled data, IV2 = the MSTIV estimator that uses
2SLS estimation in a multilevel framework, IV3 = the MSTIV estimator that uses shrunken second-
stage estimates in a multilevel framework, ITT = Intent-to-Treat estimator, AsTreat = AsTreated esti-
mator. Values used for all other levels of the data-generating model: compliance = 75\%, treatment ef-
fect = 0.3, number of sites = 50, average number of simulees per site = 50. The maximum Monte Carlo
standard error across all bias estimates = 0.002. The maximum Monte Carlo standard error across all
RMSE estimates = 0.002. Results are based on 2000 replications of each simulation condition.
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In comparing the top two panels in Table 5.3, where τδ = 0, we see that when the

selection bias varies , the AsTreated estimator is slightly more biased (0.052) when

the average selection bias = 0.50 and the selection bias varies across sites than when

the selection bias is constant at 0.50 across sites (0.043). The RMSE reflects this

increase in bias. However, the general pattern of results of the estimators for the

treatment effect heterogeneity is the same. The ITT and AsTreated estimators have

similarly low bias and RMSE, whereas the MSTIV estimators are more biased and

have larger RMSE.

The third and fourth panels, where τδ = 0.1, are virtually identical (accounting

for Monte Carlo standard error). The MSTIV2SLS estimator is among the estimators

with the least bias and also among the estimators with the lowest RMSE. MSTIVpooled

estimator is similarly biased to MSTIV2SLS estimator, but has the largest RMSE of

all estimators. The MSTIVEB estimator and the AsTreated estimator have similar

bias, but the AsTreated estimator has a small RMSE and is among the estimators

with the small RMSE. The ITT estimator is the most biased, but also has a similarly

small RMSE as the MSTIV2SLS estimator and the AsTreated estimator.

When τδ = 0.25, the fifth and sixth panels, there is still little difference between

the bias and RMSE of the estimators. The AsTreated estimator is least biased and

has the smallest RMSE. The three MSTIV estimators are the next most biased, with

the MSTIV2SLS estimator slightly more biased than the other two MSTIV estimators.

However, there are no differences among the RMSE of the MSTIV estimators. The

ITT estimator is again the most biased and has a slightly larger RMSE than the three

MSTIV estimators.

Although Tables 5.2 and 5.3 may appear to suggest that if the magnitude of

the selection bias varies across sites, there is no real impact of the performance of
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the estimators, this inference must be tempered by the limited manner in which the

effects of varying the selection bias was investigated. The selection bias was drawn

from a distribution that was assumed to be independent of other site factors (e.g.,

site-specific intercepts, site-specific treatment effects, site size, treatment allocation,

etc.). The results may change when the data-generating process makes the magnitude

of the selection bias conditional on other site factors.

5.3.3.4 Treatment Effect and Site Size Covariance

The data-generating model also assumed was that there was no covariance be-

tween treatment effect and site sizes. Raudenbush and Schwartz (2015) state that if

there is treatment effect heterogeneity and there is a correlation between the treat-

ment effect and site size (or treatment allocation), OLS estimates will be biased and

have inflated variance. Instead, using an estimator with site-specific fixed effects and

random coefficients (i.e., the ITT estimator later presented in Bloom et al. (2017) and

examined in this study) will result in “non-strictly” (p.4) less biased treatment effect

estimates than a fixed effects model (Raudenbush & Schwartz, 2015), while having

the added bonus of providing estimates of the treatment effect heterogeneity (when

the sites in a sample are regarded as a simple random sample of sites).

Although the present data-generating model did vary the average number of

simulees per site and treatment allocation, the justification for doing so was only to

produce conditions that were more representative of what researchers may encounter

in practice. The variation was drawn from a uniform distribution and no covariance

between site size and site-specific treatment effects was included in the model. Future

research should investigate the performance of the estimators when the relationship

between site size (and/or treatment allocation) is systematically varied depending on
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the size of the treatment effect.

5.3.3.5 Site-Specific Treatment Effect and Site-Specific Intercept Covari-

ance

The data-generating model from the present study also assumed that there is no

covariance between site-specific treatment effects and site-specific intercepts (which

I call “ρITX”). When ρITX is positive, it indicates that a treatment is more effective

at sites that have higher control group scores and less effective at sites with lower

control group scores. Such a treatment effect may potentially exacerbate an existing

educational disparity between individuals at these sites. When ρITX is negative,

it indicates that a treatment is more effective at sites that have lower control group

scores and less effective at sites that have higher control group scores. An educational

program of this nature may help reduce any existing educational disparity.

A supplementary set of simulation conditions were generated to briefly explore the

effect of varying ρITX . Only ρITX and τδ were varied in this exploratory study, and

the reference values were used for all other simulation conditions. Table 5.4 indicates

that there are essentially no differences between the performance of each estimator

in estimating the complier average treatment effect as ρITX and τδ vary. The bias

and RMSE are nearly identical to what is observed in Tables 4.1 - 4.3. Table 5.5

presents the bias and RMSE of the five estimators in estimating the treatment effect

heterogeneity. Holding τδ constant, there is no variation in bias and RMSE within

each estimator (after accounting for Monte Carlo standard errors). The pattern of

results observed within each panel are also equal to the reference value rows in Tables

4.4 - 4.6. Collectively these results suggest that, in these limited conditions, varying

ρITX does not have an impact on treatment effect or τδ estimates, but this is under
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a very limited set of simulation conditions. Using a larger magnitude of ρITX (if

such a value is observed in practice) and varying the other simulation conditions may

produce substantially different results.
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Table 5.4: Bias of Estimators for the Complier Average Treatment Effect Across Varying Levels of Treatment Effect
Heterogeneity and Site-level Treatment Effect and Site-Level Intercept Covariances

DGM Values Bias RMSE

ITX Rho IV1 IV2 IV3 ITT AsTreat IV1 IV2 IV3 ITT AsTreat

Treatment Effect Heterogeneity = 0
0.3 0.066 0.081 0.088 0.049 0.048 0.107 0.106 0.114 0.080 0.078
0.1 0.065 0.082 0.089 0.049 0.048 0.106 0.106 0.114 0.080 0.078
0.0 0.071 0.085 0.094 0.053 0.048 0.112 0.109 0.119 0.084 0.078
-0.1 0.067 0.082 0.090 0.050 0.047 0.108 0.106 0.115 0.081 0.077
-0.3 0.065 0.082 0.089 0.049 0.047 0.107 0.106 0.114 0.080 0.077

Treatment Effect Heterogeneity = 0.1
0.3 -0.010 0.004 0.012 -0.033 -0.017 0.093 0.073 0.078 0.077 0.074
0.1 -0.005 0.005 0.014 -0.029 -0.016 0.095 0.076 0.081 0.076 0.075
0.0 -0.006 0.002 0.012 -0.029 -0.016 0.094 0.076 0.081 0.076 0.075
-0.1 -0.004 0.005 0.015 -0.028 -0.016 0.095 0.077 0.082 0.077 0.074
-0.3 -0.004 0.006 0.015 -0.028 -0.015 0.094 0.075 0.081 0.076 0.075

Treatment Effect Heterogeneity = 0.25
0.3 -0.018 -0.020 -0.012 -0.076 -0.006 0.101 0.090 0.089 0.106 0.063
0.1 -0.018 -0.023 -0.014 -0.076 -0.008 0.098 0.092 0.089 0.104 0.065
0.0 -0.018 -0.025 -0.015 -0.076 -0.009 0.096 0.093 0.090 0.104 0.064
-0.1 -0.022 -0.027 -0.019 -0.079 -0.010 0.102 0.096 0.096 0.109 0.064
-0.3 -0.016 -0.022 -0.013 -0.074 -0.007 0.096 0.091 0.089 0.103 0.060

Note: ITX Rho = correlations between site-specific intercepts and site-specific treatment ef-
fects, DGM = data-generating model, IV1 = the MSTIV estimator that uses the pooled data,
IV2 = the MSTIV estimator that uses 2SLS estimation in a multilevel framework, IV3 = the
MSTIV estimator that uses shrunken second-stage estimates in a multilevel framework, ITT =
Intent-to-Treat estimator, AsTreat = AsTreated estimator. Values used for all other levels of the
data-generating model: compliance = 75\%, treatment effect = 0.3, number of sites = 50, average
number of simulees per site = 50, selection bias = 0.25. The maximum Monte Carlo standard er-
ror across all bias estimates = 0.002. The maximum Monte Carlo standard error across all RMSE
estimates = 0.002. Results are based on 2000 replications of each simulation condition.
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Table 5.5: Bias of Estimators for Treatment Effect Heterogeneity Across Varying Levels of Treatment Effect Hetero-
geneity and Site-level Treatment Effect and Site-Level Intercept Covariances

DGM Values Bias RMSE

ITX Rho IV1 IV2 IV3 ITT AsTreat IV1 IV2 IV3 ITT AsTreat

Treatment Effect Heterogeneity = 0
0.3 0.000 0.003 0.000 -0.075 0.126 0.055 0.054 0.055 0.086 0.132
0.1 -0.002 0.002 -0.002 -0.076 0.124 0.054 0.054 0.054 0.086 0.131
0.0 -0.001 0.003 -0.001 -0.076 0.125 0.055 0.055 0.055 0.086 0.132
-0.1 -0.001 0.003 -0.001 -0.075 0.125 0.055 0.055 0.055 0.086 0.132
-0.3 0.001 0.005 0.001 -0.074 0.125 0.054 0.054 0.054 0.084 0.132

Treatment Effect Heterogeneity = 0.1
0.3 0.002 0.005 0.002 -0.074 0.126 0.056 0.056 0.056 0.085 0.134
0.1 0.003 0.006 0.003 -0.073 0.128 0.056 0.056 0.056 0.084 0.135
0.0 0.000 0.004 0.000 -0.075 0.126 0.055 0.055 0.055 0.086 0.132
-0.1 0.000 0.004 0.000 -0.075 0.125 0.056 0.057 0.056 0.086 0.132
-0.3 -0.001 0.002 -0.001 -0.076 0.125 0.056 0.056 0.056 0.087 0.132

Treatment Effect Heterogeneity = 0.25
0.3 -0.002 0.000 -0.002 -0.076 0.125 0.064 0.064 0.064 0.090 0.135
0.1 0.002 0.004 0.002 -0.074 0.127 0.065 0.065 0.065 0.089 0.138
0.0 -0.002 0.000 -0.002 -0.076 0.125 0.064 0.064 0.064 0.090 0.136
-0.1 0.000 0.002 0.000 -0.075 0.125 0.064 0.064 0.064 0.089 0.135
-0.3 -0.001 0.001 -0.001 -0.076 0.125 0.063 0.063 0.063 0.090 0.135

Note: ITX Rho = correlations between site-specific intercepts and site-specific treatment ef-
fects, DGM = data-generating model, IV1 = MSTIV {pooled}, IV2 = MSTIV {2SLS}, IV3 =
MSTIV {EB}, ITT = Intent-to-Treat estimator, AsTreat = AsTreated estimator. Values used
for all other levels of the data-generating model: compliance = 75\%, treatment effect = 0.3,
number of sites = 50, average number of simulees per site = 50, selection bias = 0.25. The max-
imum Monte Carlo standard error across all bias estimates = 0.001. The maximum Monte Carlo
standard error across all RMSE estimates = 0.001. Results are based on 2000 replications of each
simulation condition.
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5.4 Conclusions and Implications

The results of the present study indicate that no single estimator is an unbiased,

accurate estimator of both the treatment effect and treatment effect heterogeneity in

multisite trials with imperfect compliance. The three MSTIV estimators that were

examined are unbiased, accurate estimators of the complier average treatment effect,

but were generally not accurate estimators of treatment effect heterogeneity. The As-

Treated estimator is a biased estimator for the complier average treatment effects, but

was generally accurate in estimating the treatment effect heterogeneity. The ITT es-

timator produced conservative estimates of the complier average treatment effect and

was not unbiased or accurate in estimating treatment effect heterogeneity, especially

when more heterogeneity was present in the data-generating model. This collectively

suggests that researchers use different estimators for different parameters in multisite

trial settings: an MSTIV estimator for treatment effects, and an AsTreated estimator

for treatment effect heterogeneity.

Future research is needed to better understand the five estimators under study, es-

pecially when site-level or individual-level covariates are included, as this may change

the pattern of observed results. The data-generating models in the future studies

should also carefully model more nuanced relationships between treatment effect and

site-level characteristics. Once unbiased and accurate estimates of the treatment ef-

fect and treatment effect heterogeneity are obtained, the size of the accompanying

hypotheses tests should also be examined. Although explaining the variance in treat-

ment effects can help identify those settings and individuals for whom the educational

program works best, it is important to ensure that these treatment effect heterogene-

ity estimates are accurate.
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Appendices

A The CATE as a ratio of covariances

δCATE can also be presented as a ratio of covariances (e.g., J. D. Angrist & Pischke,

2008, Wooldridge, 2015). In this notation, δCATE is defined as

δCATE =
Cov(Yi, Zi)

Cov(Di, Zi)
=
Cov(Yi, Zi)/V ar(Zi)

Cov(Di, Zi)/V ar(Zi)
, (1)

where the numerator is the covariance of the outcome (Yi) and the treatment assign-

ment status (Zi) and the denominator is the covariance of the treatment (Di) and

treatment assignment status.

One can see the relationship of equations (2.32) and (1) by considering the defi-

nition of a covariance. Cov(Yi, Zi) is defined as Cov(Yi, Zi) = E[Yi ·Zi]−E[Yi]E[Zi].

And, because Zi is a Bernoulli random variable with the value of 1 with probability p

and the value of 0 with probability 1−p, the right hand side of the previous equation

is equal to

p · E[yi|Zi = 1]− [p · E[Yi|Zi = 1] + (1− p) · [̧Yi|Zi = 0]] · p, (2)

which reduces to

p · (1− p) · [E(Yi|Zi = 1)− E(Yi|Zi = 0)]. (3)

The same holds for Cov(Di, Zi), p · (1− p) · [E(Di|Zi = 1)− E(Di|Zi = 0)].

Because both the covariance of Cov(Yi, Zi) and Cov(Di, Zi) have the p · (1 − p)
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terms in them, these terms cancel out, leaving the ratio of covariances as

E(Yi|Zi = 1)− E(Yi|Zi = 0)

E(Di|Zi = 1)− E(Di|Zi = 0)
(4)

(J. D. Angrist & Pischke, 2008).

When each of the covariances are divided by the variance of the instrument

(V ar(Zi)), these values are regression coefficients. Thus, ratio presented by J. D. An-

grist and Pischke (2008) has the same basic interpretation of the ratio in potential

outcome notation provided in equation (2.33): the estimate of the effect of the causal

variable is a ratio of the effect of the instrument on the outcome divided by the effect

of the instrument on the take-up of the causal variable. For every unit of change in

causal variable (i.e., participation in the program), the outcome also changes by some

value, ∆Yi
∆Di

.
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B CATE in Morgan and Winship (2014)

Morgan and Winship (2007, p. 189-190) provides a definition of the complier-

average treatment effect that facilitates the explanation of (1) how instrumental vari-

ables estimation removes the bias due to Cov(D̂, u) 6= 0; and (2) the origin of finite

sample bias. Consider the population-level expectations for equation (2.36),

E[Y ] = δ0 + δE[D] + E[u]. (5)

The above equation can then be written as a set of two equations, each conditional

on treatment assignment, Zi,

E[Y |Z = 1] = δ0 + δE[D|Z = 1] + E[ε|Z = 1]

and

E[Y |Z = 0] = δ0 + δE[D|Z = 0] + E[ε|Z = 0].

(6)

In the above equations δ0 and δ are not conditional on Zi and are considered

constants. By removing δ0 and combining the two equations, one can isolate δ to

arrive at the treatment effect by subtracting the values of the individuals assigned to

the control condition from the individuals assigned to the treatment,

E[Y |Z = 1]−E[Y |Z = 0] = δ(E[D|Z = 1]−E[D|Z = 0])+(E[ε|Z = 1]−E[ε|Z = 0]).

(7)

The treatment effect, δ, can now be isolated by dividing both sides by the effect of
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the treatment assignment on treatment receipt,

E[Y |Z = 1]− E[Y |Z = 0]

E[D|Z = 1]− E[D|Z = 0]
=
δ(E[D|Z = 1]− E[D|Z = 0]) + (E[ε|Z = 1]− E[ε|Z = 0])

E[D|Z = 1]− E[D|Z = 0]
,

(8)

resulting an equation that is very similar to equation (2.33) in the analytic framework

section,

E[Y |Z = 1]− E[Y |Z = 0]

E[D|Z = 1]− E[D|Z = 0]
= δ +

E[ε|Z = 1]− E[ε|Z = 0]

E[D|Z = 1]− E[D|Z = 0]
. (9)

The numerator of the right term above is undefined in the population given ignor-

able assignment, as the expectation of the errors for both the treatment and control

groups is equal, E[ε|Z = 1] = E[ε|Z = 0]) and thus E[ε|Z = 1] − E[ε|Z = 0] = 0.

However, when using finite samples the difference in the errors of the two groups will

not necessarily be 0, in which case the estimate of δ will be biased.
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C Data-Generating Syntax

> ####################

> ## Site-Level DGM ##

> ####################

>

> generate_site_params <- function(nsites, npersite,

+ site_var, rho,

+ compliance, comp_var,

+ allocation_var,

+ TxEff, TxHetero, SBias,

+ condNum){

+

+ # Make site-level values first.

+ sitevals <- data.frame(site = as.factor(1:nsites))

+

+ # Number of simulees at each site

+ if(site_var != 0){

+ sitevals$sitesize <- round(runif(nsites,

+ npersite - ((npersite*site_var)/2),

+ npersite + ((npersite*site_var)/2)))

+ }else{

+ sitevals$sitesize <- npersite

+ }

+

+ # Compliance level at each site

+ if(comp_var != 0){

+ sitevals$compliance_s <- runif(nsites,

+ compliance - ((compliance*comp_var)/2),

+ compliance + ((compliance*comp_var)/2))

+ }else{

+ sitevals$compliance_s <- compliance

+ }

+

+ # Creating unbalanced treatment allocation if desired

+ if(allocation_var != 0){

+ sitevals$apct <- runif(nsites,

+ 0.5 - ((0.5 * allocation_var)/2),

+ 0.5 + ((0.5 * allocation_var)/2))

+ }else{
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+ sitevals$apct <- 0.5

+ }

+

+ # "rho" is the correlation between site-specific intercepts and

+ # site-specific treatment effects

+ rho <- rho

+ deltaInts <- mvtnorm::rmvnorm(nsites, mean = c(1, TxEff),

+ sigma = matrix(c(1, rho * TxHetero, rho * TxHetero, TxHetero^2), 2, 2))

+

+ sitevals$delta_s <- deltaInts[,2]

+ sitevals$stage2int <- deltaInts[,1]

+

+ # Amount to add to Always-Takers and and Never-Takers

+ # at each site

+ sitevals$biasdeg <- SBias # Constant across all sites

+ sitevals$condNum <- condNum

+ return(sitevals)

+ }

> #####################

> ## Within-Site DGM ##

> #####################

>

> within_site_dgm <- function(data){

+

+ wndata <- data.frame(simulee = 1:data$sitesize)

+ wndata$site <- data$site # Nominal site number

+

+ # Setting up the treatment allocation

+ ntreat <- with(data, round(sitesize * apct))

+ # Assigning the treatment based on allocation

+ wndata$Zi <- c(rep(1, ntreat), rep(0, data$sitesize - ntreat))

+

+ # Determining how many will be in the always-taker and

+ # never-taker latent strata

+ noncomp_num <- with(data, sitesize - round(compliance_s * sitesize))

+ even <- ((noncomp_num %% 2) == 0)

+

+ # NT = never-takers / AT = always-takers

+ if(even){

+ NT <- noncomp_num/2

+ AT <- noncomp_num/2
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+ }else{

+ NT <- trunc(noncomp_num/2)+1 # extra NT if noncomp is odd

+ AT <- trunc(noncomp_num/2)

+ }

+

+ # determining the number of compliant simulees

+ comps <- data$sitesize - noncomp_num

+

+ # setting the correct number of strata members

+ strata_vec <- c(rep("NT", times = NT),

+ rep("AT", times = AT),

+ rep("C", times = comps))

+

+ # Randomly assigning the simulees to their strata

+ # By doing it this way AT and NT can be randomly

+ # assigned to the condition consistent with their

+ # observed behavior.

+ wndata$strata <- sample(strata_vec, length(strata_vec))

+

+ # Determining the treatment indicator based on the

+ # simulee's latent strata.

+ wndata$Di <- with(wndata,

+ ifelse(strata == "NT", 0,

+ ifelse(strata == "AT", 1,

+ ifelse(strata == "C", Zi, NA))))

+

+ # Outcome is a function of the intercept, treatment receipt, and error

+ s2e <- rnorm(data$sitesize, 0, 1) # error

+ s2int <- data$stage2int # site-specific intercept

+ delta <- data$delta_s # treatment effect

+

+ wndata$Y_is <- s2int + delta*wndata$Di + s2e # total outcome

+

+ # Explicitly adding in confounding, as the additional effect is a result

+ # of unmodeled covariates. The effect size of the unmodeled covariate

+ # is biasdeg. This correlates potential outcomes with the strata.

+ wndata$Y_is <- with(wndata,

+ ifelse(strata == "AT", Y_is + data$biasdeg,

+ ifelse(strata == "NT", Y_is - data$biasdeg,

+ Y_is)))

+
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+ # Centering the treatment assignment and treatment receipt

+ # within each site. Makes later calculations easier.

+ wndata$ZiCenter <- with(wndata, Zi - mean(Zi))

+ wndata$DiCenter <- with(wndata, Di - mean(Di))

+ wndata$condNum <- data$condNum

+

+ return(wndata)

+ }

> ###################

> ## Full-Data DGM ##

> ###################

>

> multisite_data_dgm <- function(nsites, npersite,

+ site_var, rho,

+ compliance, comp_var,

+ allocation_var,

+ TxEff, TxHetero, SBias,

+ condNum){

+

+ sitevals <- generate_site_params(nsites, npersite,

+ site_var, rho,

+ compliance, comp_var,

+ allocation_var,

+ TxEff, TxHetero, SBias,

+ condNum)

+

+ site_list <- split(sitevals, sitevals$site)

+

+ full_data <- purrr:::map_dfr(site_list, within_site_dgm)

+

+ return(full_data)

+ }
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D Estimator Syntax

> library(dplyr)

> library(metafor)

> library(AER)

> library(lme4)

> library(tibble)

> dataEval <- function(sitedata){

+

+ ## As Treated

+ treatSum <- lm(Y_is ~ 0 + site + site:Di, data = sitedata)

+ trt_coefs <- grep(":Di", names(coef(treatSum)))

+ siteTx <- coef(treatSum)[trt_coefs]

+ siteV <- diag(vcov(treatSum))[trt_coefs]

+

+ AsTreatREML <- rma.uni(yi = siteTx, vi = siteV)

+

+ # AsTreated Treatment Effect Estimate

+ treat_pe <- as.numeric(AsTreatREML$beta)

+ # AsTreated Treatment Effect sd Estimate

+ treat_sd <- sqrt(AsTreatREML$tau2)

+

+

+ ## ITT

+ ITT <- lmer(Y_is ~ 0 + Zi + site + (0 + Zi | site), data = sitedata)

+ # ITT Treatment Effect Estimate

+ ITT_pe <- as.numeric(fixef(ITT)['Zi'])

+ # ITT Treatment Effect sd Estimate

+ ITT_sd <- unname(attributes(VarCorr(ITT)$site)$stddev['Zi'])

+

+

+ ############################

+ ## IV Method 1 - IVpooled ##

+ ############################

+ IV1_gamma <- lmer(Di ~ ZiCenter + (ZiCenter | site), data = sitedata)

+ gamma_fe <- as.numeric(fixef(IV1_gamma)['ZiCenter'])

+ gamma_re <- unname(attributes(VarCorr(IV1_gamma)$site)$stddev['ZiCenter'])

+

+ # MSTIVpooled Treatment Effect Estimate

+ IV1_pe <- ITT_pe / gamma_fe

+
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+ # MSTIVpooled Treatment Effect sd Estimate

+ # If ITT_sd = 0, then the numerator is negative

+ # so must IV1_sd must be set to 0

+ IV1_sd <- sqrt((ITT_sd^2 - (ITT_pe^2 * gamma_re^2)) /

+ (gamma_fe^2 + gamma_re^2))

+ if(is.nan(IV1_sd)){IV1_sd <- 0}

+

+

+ ###########################################################

+ ## IV Method 2 - 2SLS with treatment * site interactions ##

+ ###########################################################

+ # Stage 1 #

+ IV2_s1 <- lm(Di ~ site + Zi:site, data = sitedata)

+ sitedata$DiPred <- predict(IV2_s1)

+ # Stage 2 #

+ IV2_s2 <- lmer(Y_is ~ DiPred + (DiPred | site), data = sitedata)

+ IV2_s2_conv <- ifelse(is.null(IV2_s2@optinfo$conv$lme4$code), 1, 0)

+

+ # MSTIV_2SLS Treatment Effect Estimate

+ IV2_pe <- as.numeric(fixef(IV2_s2)['DiPred'])

+ # MSTIV_2SLS Treatment Effect sd Estimate

+ IV2_sd <- unname(attributes(VarCorr(IV2_s2)$site)$stddev['DiPred'])

+

+

+ ######################################

+ ## IV Method 3 - EBayes First Stage ##

+ ######################################

+

+ #EB_IV #Using equal variance for each group across all sites

+ site_summary_info <-

+ group_by(sitedata, site) %>% summarise(n = n())

+

+ # Just assuming equal individual-level variances. Makes it easier.

+ site_summary_info$siteInt <- fixef(IV1_gamma)[["(Intercept)"]] +

+ ranef(IV1_gamma)$site[["(Intercept)"]]

+

+ # Empirical Bayes estimate

+ site_summary_info$EB_Beta <- fixef(IV1_gamma)[["ZiCenter"]] +

+ ranef(IV1_gamma)$site[["ZiCenter"]]

+

+ # Shrunken esimates
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+ sitedata$DiEB <- site_summary_info$siteInt[sitedata$site] +

+ sitedata$Zi*site_summary_info$EB_Beta[sitedata$site]

+

+ IV3_s2 <- lmer(Y_is ~ DiEB + (DiEB | site), data = sitedata)

+

+ # MSTIV_EB Treatment Effect Estimate

+ IV3_pe <- as.numeric(fixef(IV3_s2)['DiEB'])

+ # MSTIV_EB Treatment Effect sd Estimate

+ IV3_sd <- unname(attributes(VarCorr(IV3_s2)$site)$stddev['DiEB'])

+

+ rdf <- tibble(

+ condNum = sitedata$condNum[1],

+ Method = c("AsTreat", "ITT", "IV1", "IV2", "IV3"),

+ conv = c(AsTreat_conv, ITT_conv, IV1_gamma_conv, IV2_s2_conv, IV3_s2_conv),

+ TxEff = c(treat_pe, ITT_pe, IV1_pe, IV2_pe, IV3_pe),

+ EffSd = c(treat_sd, ITT_sd, IV1_sd, IV2_sd, IV3_sd)

+ ) # Need to add in conditions to be able to analyze results?

+

+ return(rdf)

+

+ }
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