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Abstract 

 

Using Machine Learning to Detect Web Application Attacks 

 

Robin Maria Franklin, MSE 

The University of Texas at Austin, 2020 

 

Supervisor:  Constantine Caramanis,  

 

With the increased ease in cloud deployment platforms, web applications have 

become an easy target for cyber-criminals and state-sponsored hackers. In this paper, I 

propose a detection solution to help identify network traffic generated by web application 

attacks. My experimental results reveal that the gradient boosting models, like LightGBM 

and XGBoost, all yielded extremely high ROC-AUC scores above .98. When compared 

to traditional anomaly detection models, like K-nearest neighbors, the ROC-AUC scores 

are higher and training times are much faster. Finally, I also identified several network 

data features like the window length in bytes, packet length, and flow duration that are 

critical when identifying web application attacks using network traffic data.   
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Chapter 1:  Introduction 

With the increased ease in cloud deployment platforms, web applications have 

become an easy target for cyber-criminals and state-sponsored hackers. To help mitigate 

attacks against web applications, traditionally firewalls and IP allow and deny lists are 

utilized. This paper examines how machine learning could be utilized to identify attacks 

against web applications for ease of use in incident response situations and to 

dynamically update the allow and deny IP lists.   

When examining prior art, several similar works were discovered, such as 

Defending Malicious Script attacks using Machine learning Classifiers1, Outside the 

Closed World: On using Machine Learning for Network Intrusion Detection2, and 

Practical Real-Time Detection Using Machine Learning Approaches3. However, the first 

two papers focused on detecting network intrusions, rather than web application attacks. 

The third paper examined web application attacks, but through analyzing the source 

Javascript code of a web application. Conversely, the goal of this research is on the 

classification of network traffic generated by an attacker on a web application. 

To develop the model, I first examined data generated by the Canadian Institute of 

Cybersecurity in the IDS 2018 dataset 4. This data was selected for several reasons: the 

features present in the dataset and the lack of URL information present in the network 

data. The features present can be easily found or created using tcpdump, a popular Linux 

utility for capturing network traffic, and Wireshark, another popular utility for analyzing 

network data. The lack of URL information allows for a privacy-first approach to 

 
1https://www.hindawi.com/journals/wcmc/2017/5360472/#B14 
2 https://personal.utdallas.edu/~muratk/courses/dmsec_files/oakland10-ml.pdf 
3 https://www.sciencedirect.com/science/article/abs/pii/S014036641100209X 
4 https://www.unb.ca/cic/datasets/ids-2018.html  
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deployment, meaning the model could be deployed in sensitive environments and 

findings analyzed without any knowledge of the website, endpoints or parameters that are 

vulnerable. 

I tried several models to determine which would deliver the optimum 

performance, including the LightGBM model, and XGBoost model. I separated the data 

into 80% training 20% validation from the Benign, Brute Force -XSS, Brute Force-Web, 

and SQL Injection data. Training was completed using the Google Colaboratory platform 

with GPU hardware. The LightGBM model trained very quickly using standard 

hyperparameters with a 2-fold cross validation and quickly yielded an AUC of .999113. 

For XGboost, Hyper parameter cross validation was utilized and the final AUC score was 

slightly lower at .99813. Additionally, because hyper-parameter cross validation was 

utilized, training took much longer than the LightGBM model: about an hour and a half 

in total training time for the XGboost model compared to the 5 minutes of LightGBM. 

Additonally, K-nearest neighbors and voting classifiers were created based on research 

into prior art. The K-nearest neighbors model took 36 minutes to train with five-fold 

cross validation and yielded a lower score of .91 AUC. The Voting classifier similarly 

took 33 minutes and yielded a score of .98 AUC.  

In the case of real-time environment, the LightGBM or XGBoost model is likely 

preferable to use because of the high performance and low training time.  Additionally, 

all models identified the window length in bytes, and destination port as very important 

when creating a prediction. However, when viewing the model output for data that I 

generated by running attacks against training websites, none of the models were able to 

detect the attacks.  
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Chapter 2:  Literature Review 

I reviewed three papers in relation to this project: one on identifying malicious 

JavaScript attacks on a web application, one on anomaly detection in network traffic that 

could help identify attacks, and one on detecting network attacks by classifying network 

traffic.  

OUTSIDE THE CLOSED WORLD: ON USING MACHINE LEARNING FOR NETWORK 
INTRUSION DETECTION 

The authors, Paxson and Sommer, explore anomaly detection on network traffic. 

At the time the paper was written, there were limited data sets available so no models 

were trained, and no performance analysis could be done. The authors hypothesize that 

using a clustering algorithm would be an excellent fit for identifying network intrusions 

[1]. This assumes attackers can generate traffic that is different than benign traffic. 

Additionally, this assumes attackers cannot mask their traffic to seem benign. They 

theorize that any machine learning network intrusion detector would have a high false 

positive rate and could potentially cause too much security analyst time to be devoted to 

analyzing the results of the detector. This summary indicates that detecting attacks in 

network traffic is possible and an excellent classifier candidate is a clustering model.  

DEFENDING MALICIOUS SCRIPT ATTACKS USING MACHINE LEARNING CLASSIFIERS 

In this paper, the authors: Khan, Abdullah, and Khan, identify malicious 

JavaScript, such as JavaScript generated during a cross site scripting attack, on web 

applications. Their dataset included 1924 instances of JavaScript with 1515 instances of 

benign and 409 malicious instances. They trained four models: A naïve Bayes classifier, 

a support vector machine, K-nearest neighbors, and a decision tree classifier. Three 

experiments were run on each model: one where 100% of the data was used for training, 
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one with an 80%-20% split (80 training, 20 testing), and one 10-fold cross validation (k = 

10 optimized by WEKA algorithm suite). On average all 3 experiments, KNN performed 

the best (ROC = 1 even in one experiment with no false positives)[2]. 

The authors tested locally on their machine that had 16GB of ram and a 3.6GHz 

CPU speed. No mention was made of GPU usage for training the model. No mention was 

made for training time. 

While this classifier focuses on text classification and my data contains no text, 

the results indicate that clustering algorithms, specifically KNN, remain an excellent 

candidate to test with the data. However, because the data was not numerical, the strength 

of the classifier is heavily dependent on how the text is vectorized and encoded as 

numbers and the library performing the implementation.  

PRACTICAL REAL-TIME INTRUSION DETECTION USING MACHINE LEARNING 
APPROACHES 

The authors explore utilizing many models to detect Probe and Denial of Service 

network attacks. The models explored include Decision Tree, Ripper-Rule, Naïve Bayes, 

Back-Propagation Neural-Network, Radial Basis Function Neural Network, and Baysean 

Network. The authors utilized only 12 network traffic features based on the entropy of 

those features, hypothesizing that the higher entropy found in that feature, the more 

important that feature would be when training the model. The models were trained locally 

on a computer that had 2.83 GHz quad-core CPU. The authors reported that the Back-

Propagation Neural-Network, Decision Tree, and Radial Basis Function Neural Network 

were able to be trained very quickly, all under 30 seconds, with the decision tree able to 

be trained in under 1 second. All reported high accuracy of 99% or greater. The other 

methods varied wildly, but the highest accuracy achieved was only about 90% for the 
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other models, so further exploration excluded them. When the decision tree model was 

deployed in a real-time environment, the accuracy was maintained and the model had a 

total detection rate of 99.33[3]%. 

The authors also performed post-processing on the model predictions in order to 

reduce false positives in a real time environment. The authors looked at the previous 

results, and if 3 out of the previous 5 contiguous results indicated an attack, then an attack 

was marked as present. Otherwise, the results were discarded. With post-processing, the 

false detection rate decreased notably. When looking at benign data only, there were 384 

instances of traffic marked as an intrusion attempt, but after post-processing there was 

only 5[3].  

This paper is most similar to my problem; however, it focuses only on network 

traffic. The results indicate that decision tree classifiers in general preform extremely 

well when looking at network traffic. While my data focuses only on network traffic 

going to web applications and the payload size may be different, decision tree 

implementations like LightGBM, XGBoost, and sklearn’s RandomForestClassifier all 

offer possible implementations to observe the ROC-AUC.  
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Chapter 3:  Approach 

In this section, we explore the data utilized to train the models and the models 

with their results. When comparing the models, we explore the most important features of 

the data determined by the model, the total time to train on Google’s Colaboratory Pro 

platform, the AUC score, and the chosen hyper-parameters. 

The data was gathered from the Canadian Institute of Cybersecurity’s IDS 2018 

Data set. The data labels were converted into numbers, 1 for attack 0 for benign traffic 

and the timestamps were converted to a Unix Epoch Time. All features were initially 

retained for training, but the Timestamp feature was dropped after doing initial models 

that placed too much importance on the feature.  

The first model explored was LightGBM, a gradient boosting algorithm to explore 

initial accuracies and feature importances. To get a baseline reading, the LightGBM  

model used the default hyperparameters and the test dataset acted as the validation 

dataset.  

The next model explored was the XGBoost model, another gradient boosting 

algorithm to better explore the effects of hyper-parameter cross validation. The hyper 

parameters were initially set to the XGBoost default values until they were updated by 

the hyper-parameter cross validation function. Additionally, the effects of cross 

validation were explored on model ROC-AUC, feature importance, and training time. 

Next, the K Nearest Neighbors (KNN) model was explored to compare the 

Gradient Boosting Algorithm results to the current standard for anomaly detection. To 

accommodate scikit-learn and the KNN model, the data was changed slightly because 

scikit-learn does not accommodate NA values, so rows with NA present were dropped. 

This represented only 200 lines of the test dataset and did not have notable impact on 
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performance. Grid search hyperparameter cross validation and k-fold cross validation 

was used, like in the case of LGBM and XGBoost.  

Finally, the last model explored was a Voting model that combined the best of the 

XGBoost model with no k-fold cross validation and a Random Forest classifier. The 

models were created individually and then fit using a scikit-learn Voting classifier in an 

attempt to see if any performance or speed benefits would be gained by utilizing 

ensembled models.  

MODEL TRAINING AND TESTING ENVIRONMENT 

Google Colaboratory Pro was utilized for all training. The Pro environment has 

25GB of RAM and utilizes the T4 and P100 GPUs. The maximum runtime is 24 hours 

for all models.  

EXAMINING THE DATA  

Appendix: Features Present in IDS 2018 Data Set contains the list of features 

available in the data set. These features are easily gathered through wireshark, a common 

network traffic analyzer, and tcpdump, a linux command line tools to that gathers 

network traffic on a host. Because the goal was to focus on web application attacks, only 

a subset of the entire IDS 2018 dataset was used. Data with the Label of “SQL Injection”, 

“Password Brute Force”, “Brute Force XSS”, and “Benign” were the only data accepted 

to create the attack and benign data sets. These labels were selected because all of the 

labels indicated attacks specifically on web applications, rather than networks or hosts. 

All of the data not labeled as “Benign” were renamed to “Attack”, because all of the non-

benign data were traffic from web application attacks. 
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All features of the dataset were used during training initially. Several 

transformations were needed to convert non-integer or floating-point data to a format that 

could be understood by the model frameworks. The Label feature, which contained the 

target class as “Attack” or “Benign” needed to be converted into a number. A simple 

binary encoding was performed and “Attack” was relabeled to an integer value of 1, 

while “Benign” received an integer value of 0. The “Timestamp” feature also needed to 

be converted from a string to an integer or floating-point value. Unix epoch time was 

selected because the timestamp needed to be a floating point or integer value for the 

packages to interpret the value. This feature was transformed using the python datetime 

package and using the timetuple method to transform into the Unix Epoch time. 

Finally, the data distribution was explored. The amount of benign data far 

exceeded the target attack class. The total number of rows present for the benign data was 

slightly short of two million, while the target class had only about one thousand rows. 

This represents a very skewed data set which could make any models created predict all 

data as benign, simply because there a much higher percentage of benign data present 

during training. The unequal quantity is accounted for in the XGBoost/LGBM models by 

changing the class weight hyper-parameter to put more weight onto the target class. The 

KNN model and Random Forest models were not changed to account for this discrepancy 

because the clustering algorithm used by the models is less likely to be influenced by data 

imbalances.  

To create the train and test data sets, an 80-20 split was created from the initial 

pandas dataframe to try to train on a significant amount of data while still leaving a large 

percentage to analyze the outputs from. 80% of the target class and 80% of the control 

class were added to the training dataset, while the remaining 20% of the target and 

control classes were added to the test data set.  
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LIGHTGBM APPROACH WITH TWO-FOLD CROSS VALIDATION 

The first model explored was the LightGBM (LGBM) model that utilizes a 

gradient boosting algorithm to determine classifications of data. LightGBM and XGBoost 

were selected as classifiers for comparison because they are known for their high 

performance and speed when training a model.  

The LightGBM model was created with the following, standard hyperparameters 

purely to explore the feature importances and time to train on a simple gradient boosting 

algorithm. The hyper-parameters are as follows: objective = 'binary',  boosting_type = 

'gbdt', n_estimators = 2500, learning_rate = 0.1, num_leaves = 75, min_data_in_leaf = 

125,  bagging_fraction = 0.901, max_depth = 13, reg_alpha = 2.5, reg_lambda = 2.5, 

min_split_gain = 0.0001, min_child_weight = 25, feature_fraction = 0.5, n_jobs = 4. I 

also added in the LGBM parameter early stopping rounds, which was set to 5, to allow 

the model to terminate early if no improvement was detected for 5 rounds. The criteria 

utilized for all models was ROC-AUC, Reciever Operating Characteristic - Area Under 

Curve. 2-fold cross validation was utilized on this model to help smooth the results. As 

mentioned before, the data was split into a train and test set on an 80-20 split. The test set 

was used as the validation set and the output was observed and compared to the original. 

All models output soft predictions to compare to the expected values to get a better sense 

of the spread of the model output. The python time library was used to get the start and 

stop time for all model training. 

For this model, the folds were first created using scikit learn’s StratifiedKFold 

method with two splits and a random seed. The folds were then looped through, and a 

LGBM classifier object was created. Then the python time method was invoked to get the 

start time of the fitting process. The model’s .fit() method was invoked to train and then 

the python time method was invoked again to get the stop time once the fit method had 
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completed. The total time to train was determined by the start time subtracted from the 

stop time and divided by 60 to get the time in minutes.  

This model had a maximum ROC-AUC score of 0.999113 on the second fold of 

training. The total time to train this model, which is determined by adding up all the times 

to train from the folds, is 0.717 minutes. This model also output the features that had the 

most influence on the model prediction and is seen below in Figure 1. Notably, very few 

features were listed as very important. The most important features include initial 

forward window bytes, the total number of bytes sent in initial window in the forward 

direction, the flow duration, the destination port, and the IAT minimum flow, or the 

minimum time between two packets sent in the flow.  

   



 11 

 

Figure 1: LightGBM Model Feature Importance 

XGBOOST APPROACH WITH HYPER-PARAMETER CROSS VALIDATION AND K-FOLD 
CROSS VALIDATION 

Following the success of the LGBM model, I decided to take a more detailed look 

at Gradient Boosting Algorithms with the XGBoost library and the effects of hyper-

parameter tuning and cross validation on time to train, and model accuracy. The 
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XGBoost library was selected also because of speed and because it doesn’t support 

categorical variables. LightGBM does support categorical variables and will encode them 

for users, however the dataset is examined before training begins for categorical 

variables, even if none are present. This could lead to more time taken during training. A 

dictionary was created with each tunable hyper-parameter, with the value being a list of 

possible hyper-parameter values. For each value in the hyper-parameters list, the ROC-

AUC score was calculated. Whichever score was highest, that hyper-parameter value was 

fixed. All other hyper-parameter values were fixed to the default XGBoost values until 

updated by the hyper-parameter cross validation function. After all the hyper-parameter 

values had been set, a final XGBoost fit was called with those values on the training data 

set to see the final ROC-AUC score. As before, the python time method was used to 

determine start and stop time, with total time to train as the difference of the two values, 

divided by 60. Additionally, to compare results to the previous gradient boosting model, 

cross validation was also introduced in the second iteration. 

With no K-fold cross calidation, the final hyperparameters chosen were: a max 

depth of five, eta of .85, positive weight scale of 1, a gamma of 0, and a subsample of 1. 

This is different from the default XGBoost hyper-parameters. The max depth is shorter, 

and the learning rate is higher. The total time to run all fits on all hyper-parameters was 

31.84 minutes. This is notably longer than the seven-tenths of a minute time to run a 

single fit. However, when broken down by the number of fits that are actually run on the 

model (54), each fit is completed in roughly half a minute. The ROC-AUC score was also 

very high and was .9958 – similar to the LGBM model performance, without the hyper-

parameter tuning. As reported by the model, the most important features were the flow 

duration, the active mean, or mean time a flow was active before becoming idle, and the 

active max, or maximum time a flow was active before becoming idle.  
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The model was then trained again, but this time with 2-fold cross validation, as in 

the LGBM initial model. The total time to train and do all hyper-parameter cross 

validation was 37.28 minutes, which allows for .69 minutes per fit. The determined 

hyper-parameters were a max depth of 8, a learning rate of .5, a positive weight scale of 

10, and a gamma of 100. Compared to the previous results, the learning rate was smaller, 

the maximum depth was larger, the maximum weight was larger, and gamma was larger. 

The values were all larger than the default as well to allow for optimization to the skewed 

data set. Feature importance was also notably different and followed the results of the 

LGBM model more closely. The most important features were the initial forward window 

bytes, and the forward packet mean length, or the average length of the packet sent in the 

forward direction.  

Additionally, the model was trained with 5-fold cross validation, to allow for 

comparison to the K-Nearest neighbors model which also default uses 5-fold validation. 

The total time to train and perform all hyper-parameter cross validation was 53.114 

minutes, which means each fit was completed in .98 minutes.  The determined hyper-

parameters were a maximum depth of 14, a learning rate of .9, a positive weight scale of 

10 and a gamma of 0. The feature importance was the same as the previous model with 2 

fold cross validation. 

 

K-NEAREST NEIGHBORS APPROACH WITH GRID SEARCH CROSS VALIDATION 

Next, I performed the comparison between the high performing gradient boosting 

models and the K-Nearest Neighbor (KNN) model. In general, KNN and clustering 

algorithms are the standard for anomaly detection in the machine learning world. 

Clustering is utilized because it assumes anomaly data is notably different than normal 
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data and all anomaly data is different from the normal data in similar ways. For this 

portion, the scikit-learn library was used for the KNearestNeighbors function and the 

GridSearchCV function. To accommodate the scikit-learn library, the data did need to be 

changed slightly: the rows with NA present needed to be dropped or replaced. Rows with 

NA were only present in the test data set and there were less than 200 out of 2,000,000 so 

they were dropped. The hyper parameters included and tested were the number of 

neighbors. Weight was always set to distance. Similarly, like the previous models, the 

python time library was used to calculate the total time to perform the hyper-parameter 

cross validation and the final fitting of the model with the best parameters.  

Grid search cross validation utilized standard a five-fold cross validation. Total 

time taken to perform the hyper-parameter cross validation was 12.69 minutes, which 

was notably high searching through only 3 possible neighbor values, which equates to 

roughly 3 minutes to fit each hyper-parameter value. The optimum number of neighbors 

to compare to was five, and the ROC-AUC score was .8918. The score was notably lower 

than the gradient boosting models.  Also of note, the KNN classifier does not have 

feature importance, because the classification is based on the nearest neighbors rather 

than the features.  

VOTING APPROACH WITH XGBOOST AND RANDOM FOREST CLASSIFIER 

Finally, I decided to ensemble the XGboost and random forest classifiers to create 

a voting classifier that utilized the best hyper-parameters from the XGboost model with 

no K-fold cross validation and a random forest classifier based on previous reported 

success. The paper Practical Real-Time Intrusion Detection Using Machine Learning 

Approaches reported success using random forest classifiers on network intrusion attacks. 

The goal was by ensembling the XGboost and random forest classifiers, the training time 
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might decrease and/or accuracy would increase. The libraries utilized include the scikit-

learn, xgboost, and time python libraries. Scikit-learn’s cross validation score function 

was utilized to gain scoring and performance metrics 

Testing began by training the XGboost model with the hyperparameters 

mentioned above for the model with no K-fold cross validation and getting the cross-

validation score. Using the cross_validation_score function, it took 45 minutes to get the 

final score result back. The final ROC-AUC score was .9993, which is almost exactly 

what the score was when the model was fit with the optimized hyperparameters. Then the 

random forest classifier was created using the standard hyperparameters. It took 74.4 

minutes to return the score using scikit-learn’s cross_validation_score function, but still 

yielded a very high score of .9988 ROC-AUC.  

Finally, the two models were combined into one voting classifier. It took a total 

time of 108.1 minutes to get the results from cross_validation_score and the final score 

was .998 ROC-AUC. The final fitting by itself took 32.5 minutes which is much, much 

higher than the KNN model or the XGboost models by themselves. Finally, I observed 

the predictions that were output by the model and the results were also less accurate than 

the XGboost model. The XGboost model output was outputting soft predictions that were 

very close to the expected values, 5.363e-5 for 0 and .9999 for 1. However, the voting 

model outputs were much less precise where many outputs were around .4 or .6. The 

change in output is likely because of the introduction of the random forest classifier.   

When exploring the feature importance of the final voting model, it looks similar 

to the Light GBM classifier as seen in Figure 2. Notably, the RST Flag CNT, or the reset 

flag count, is of higher feature importance than the LGBM classifier as is the Total length 

of the forward packets. The feature importance was generated by accessing the voting 
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classifier’s estimators feature importance. The feature importances were then matched to 

their column name in the pandas dataframe and plotted.  

 

Figure 2: Voting Model Feature Importance 
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Chapter 4: Results and Analysis 

In this section we explore and discuss the results of the models. Overall the 

gradient boosting models performed the best, followed by the voting model and K-

nearest neighbors model. The top model performed 8.25% better than the last model. 

Overall performance was very high for all models, above .90 ROC-AUC. Many models 

had similar feature importances, with the Initial Forward Window byte length and 

destination port in the top three most important features. 

LIGHTGBM MODEL RESULTS 

This model was able to train very quickly and render a very high ROC-AUC: 

0.999113. This model ran with two-fold cross validation where the first fold ran the 

model’s fit command in .267 minutes and the second fit command in .45 minutes, for an 

overall model generation time of roughly .7 minutes. This model utilized the standard 

Light GBM model hyper-parameters. The feature importances are shown below in Figure 

3. As seen below, the Initial forward Window length in bytes was considered by far the 

most important feature with flow duration and destination port. In general, these features 

make sense as the most important features because a long window byte size could 

indicate a large payload is being delivered to the web application. Similarly, the 

destination port is usually 80 on web application attacks because most http web 

applications run on port 80. Finally, flow duration also makes sense as a strong indicator 

of an attack as a long flow duration usually accompanies window byte length as more 

bytes will require a longer flow duration to deliver the full payload. 
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Figure 3: LightGBM Model Importances 

XGBOOST MODEL RESULTS 

 This model performed extremely well and on all runs had an ROC-AUC score of 

greater than .99. This model was analyzed three different ways: with no cross validation, 

with two-fold cross validation, and five-fold cross validation to allow for easier 

comparison between the models, as the voting and K-nearest neighbors model were run 
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with the default five-fold cross validation and the LGBM model was run with two-fold 

cross validation 

 The model was first run without cross validation to determine the effects of the 

hyper-parameter cross validation. The total time to train and determine the optimal hyper-

parameters was 46.56 minutes and a single fit took 1.27 minutes. The ROC-AUC score 

was .9997. As seen below in Figure 4, the most important features were the destination 

port, the standard forward packet length, and the minimum packet length. 

 

Figure 4: XGBoost feature imporances with no cross validation 

The model was next run with two-fold cross validation to allow for direct 

comparison to the LGBM model. The total time to train and determine the optimal hyper-

parameters was 23.39 minutes and a single fit took 1.22 minutes. The ROC-AUC score 

was .9982. The most important features, seen below in Figure 5, were the initial forward 

window bytes, the idle minimum, and the flow IAT minimum.  
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Figure 5: XGBoost feature importances with two-fold cross validation 

Finally, the model was run with five-fold cross validation to allow for more direct 

comparison the K-nearest neighbor model and the voting model. The total time to train 

and determine the optimal hyper-parameters was 42.94 minutes and a single fit took 1.54 

minutes. The ROC-AUC score was .9956. The most important features, seen below in 

Figure 6, were the flow IAT minimum, the flow IAT standard, and the flow IAT 

maximum.  

 

 

Figure 6: XGBoost feature importances with five-fold cross validation 
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Discussion of Chosen Hyper-Parameters 

In Table 1, we explore the optimum hyper-parameters chosen for all of the 

XGBoost models and understand the differences. The model without cross validation had 

the highest learning rate, perhaps indicating that this model may be overshooting the 

point of convergence. The 5-fold cross validation model had the largest max depth, 

positive scale weight, gamma, and subsample. This model scored slightly lower than the 

other two, however it could be that this model was actually overfitting less to the data. In 

XGBoost, the larger gamma can help accommodate the skew of the data set since there 

were so many more rows of the benign data.  

 

Model Chosen Max 

Depth 

Chosen 

Learning 

Rate 

Chosen 

Positive 

Scale 

Weight 

Chosen 

Gamma 

Chosen 

Subsample  

No CV 11 .8 1 10 .5 

2-fold CV 5 .7 .1 0 .5 

5-fold CV 13 .5 10 100 1 

Table 1: XGBoost Hyper-Parameters Chosen 

K-NEAREST NEIGHBOR MODEL RESULTS 

The K-nearest neighbors model with five-fold cross validation took 36.85 minutes 

to fit five cross validation folds for a final ROC-AUC score of 0.91578. In this model, 

there are no feature importances to compare because the classification criteria are based 

solely on proximity to other nearby datapoints and their classifications. When viewing 

the predictions, all outputs were clustered around 1 or 0. Outputs near one where 
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generally .99 or greater and outputs near 0 were generally less than 5e-5. The optimum 

number of neighbors to examine when making a classification was determined to be 15. 

VOTING MODEL RESULTS 

This model utilized ensembled the random forest classifier using the standard 

hyper-parameters and an XGBoost classifier with the hyper-parameters determined 

previously when there was no cross validation. The model performed extremely well with 

a ROC-AUC score of .997. The total time to fit the voting classifier was 33.65 minutes. 

When observing the model output, it looked notably different than the previous results: 

many more outputs for one were clustered around .6 and many outputs for zero were 

around .4. As seen in Figure 4, the most important feature was again the initial forward 

window bytes followed by the total length of the forward packets and the reset flag count. 

While these are different than the LightGBM classifier and the XGBoost classifier, the 

reset packet count can indicate the webserver is receiving requests that it doesn’t know 

how to respond to or is blocking some bad requests. Additionally, the total length of the 

forward packet can indicate an attack because a larger packet can indicate the delivery of 

an attack payload.  
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Figure 7: Feature Importances for the Voting Model 

COMPARING ALL THE MODELS 

In this section, we compare all the models on the basis of training time, feature 

importances, and ROC-AUC scores. Overall the Gradient Boosting models were able to 

garner the highest ROC-AUC scores and had very short training times. Additionally, the 

initial forward window bytes were consistently ranked in the top three most important 
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features by all models except the XGBoost models with no cross validation and with five-

fold cross validation.  

In Table 2, we observe the training times for all of the models. The LightGBM 

model is able to have the fastest fit time followed by the XGBoost model, the Voting 

model, and the K-nearest neighbor model. LightGBM is a newer, optimized version of 

XGBoost and was able to more efficiently train based on the data. The much longer 

training times by the K-nearest neighbor model and voting model were because the 

scikit-learn library’s implementation does not utilize GPU, only CPU. This leads to 

considerably longer times to run the model’s fit method.  
 

Model Training Time 

LightGBM 0.7 minutes 

XGBoost No Cross Validation Single fit 1.27 minutes 

XGBoost Two-Fold Cross Validation Single fit 1.22 minutes 

XGBoost Five-Fold Cross Validation Single fit 1.54 minutes 

K-Nearest Neighbor 36.85 minutes 

Voting 33.65 minutes 

Table 2: Model Fit Times 

 In Table 3, we explore the most important features for each model. Each model 

variety ranks the window length in bytes as one of the most important. The destination 

port is also seen more than once as a very important feature. The window length in bytes 

could indicate an attack because many payloads have larger sizes, necessitating a larger 

window length. Additionally, the destination port is also important because most web 
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applications run on port 80 or 443 and traffic on those ports is more likely to contain an 

attack. Other features that were less important include flow averages and packet lengths. 

These also could indicate attacks because a longer flow or packet length could indicate an 

attempt to deliver a payload to the web application.  

Model Important Features 

LightGBM Window length in bytes, destination port, 

flow duration  

XGBoost No Cross Validation Destination port, standard forward packet 

length, minimum packet length  

XGBoost Two-Fold Cross Validation Initial forward window bytes, idle 

minimum, flow IAT minimum 

XGBoost Five-Fold Cross Validation Flow IAT minimum, flow IAT standard, 

flow IAT maximum 

K-Nearest Neighbor N/A 

Voting Initial forward window bytes, total length 

of the forward packets, reset flag count 

Table 3: Model Top Three Feature Importances 

 In Table 4, we explore the ROC-AUC scores output by the models. The Gradient 

Boosting models in general had the highest ROC-AUC scores, with all scores in excess 

of .995. The XGBoost model with no cross validation had the overall highest ROC-AUC 

score of .9997, and the LightGBM model coming in at a close second with a score of 

.9991. The voting model also likely performs highly because it incorporates the XGBoost 

model. The K-nearest neighbor model had the lowest score of .91, most likely because 
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the model doesn’t consider the data features, it classifies based on proximity to nearby 

data points.  

Model ROC-AUC Score  

LightGBM 0.999113 

XGBoost No Cross Validation 0.9997  

XGBoost Two-Fold Cross Validation 0.9982 

XGBoost Five-Fold Cross Validation 0.9956 

K-Nearest Neighbor 0.91578 

Voting 0.997 

Table 4: Model ROC-AUC Scores 

MODEL PERFORMANCE ON GENERATED TEST DATA 

To test the accuracy of the models on data that was not provided in the test data 

set, I created my own data by running cross-site scripting attacks against OWASP’s Juice 

shop demo application. I ran the attacks by entering the payload into the given query 

string parameter, captured the traffic, then processed the captured PCAP file using the 

CICFlow meter, as the test data set did to calculate all of test data. Of the fifty rows in the 

newly generated test data set, six represented attacks. 

All models performed extremely poorly the newly generated dataset, and none of 

them detected any rows of the data set as an attack. This is because the training dataset 

did not include examples of traffic that were not brute-force web application attacks. In 

the case of all of the selected attack data, all attack types were prefixed with “Brute 

Force,” which generally indicates the use of a script or automated tool generating and 
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delivering many payloads in a short amount of time. For the initial attack data that I 

generated, payload generation and delivery was all manual.  

To test the assumption that the models couldn’t understand the attack data 

because the payloads weren’t brute-forced or delivered by script, I generated new data 

using sqlmap and OWASP’s Damn Vulnerable Web Application (DVWA). Sqlmap 

intakes the query string parameter and attempts to perform different types of SQL 

injections. I ran sqlmap against DVWA and collected the network traffic in a PCAP file 

and transformed it using the CICFlow Meter. The models again were not able to correctly 

determine the data I generated was an attack. If the attack was more prolonged and 

generated larger payloads the models could then perhaps detect an attack. Additionally, 

more exploration of the models is needed to determine if they were overfit to the training 

data set which could also explain the poor performance. To test, I would begin to 

examine the loss of all the models and incorporate some of the newly generated data in 

training and see what the scores look like. Also, removing features from the data that 

were shown to have little feature importance could simplify the classifier and reduce 

predictions on those features.  
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Appendix: Features Present in IDS 2018 Data Set 

Feature Name Description 
fl_dur Flow duration 

tot_fw_pk Total packets in the forward direction 

tot_bw_pk Total packets in the backward direction 

tot_l_fw_pkt Total size of packet in forward direction 

fw_pkt_l_max Maximum size of packet in forward direction 

fw_pkt_l_min Minimum size of packet in forward direction 

fw_pkt_l_avg Average size of packet in forward direction 

fw_pkt_l_std Standard deviation size of packet in forward direction 

Bw_pkt_l_max Maximum size of packet in backward direction 

Bw_pkt_l_min Minimum size of packet in backward direction 

Bw_pkt_l_avg Mean size of packet in backward direction 

Bw_pkt_l_std Standard deviation size of packet in backward direction 

fl_byt_s flow byte rate that is number of packets transferred per second 

fl_pkt_s flow packets rate that is number of packets transferred per second 

fl_iat_avg Average time between two flows 

fl_iat_std Standard deviation time two flows 

fl_iat_max Maximum time between two flows 

fl_iat_min Minimum time between two flows 
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fw_iat_tot Total time between two packets sent in the forward direction 

fw_iat_avg Mean time between two packets sent in the forward direction 

fw_iat_std Standard deviation time between two packets sent in the forward 
direction 

fw_iat_max Maximum time between two packets sent in the forward direction 

fw_iat_min Minimum time between two packets sent in the forward direction 

bw_iat_tot Total time between two packets sent in the backward direction 

bw_iat_avg Mean time between two packets sent in the backward direction 

bw_iat_std Standard deviation time between two packets sent in the backward 
direction 

bw_iat_max Maximum time between two packets sent in the backward direction 

bw_iat_min Minimum time between two packets sent in the backward direction 

fw_psh_flag Number of times the PSH flag was set in packets travelling in the 
forward direction (0 for UDP) 

bw_psh_flag Number of times the PSH flag was set in packets travelling in the 
backward direction (0 for UDP) 

fw_urg_flag Number of times the URG flag was set in packets travelling in the 
forward direction (0 for UDP) 

bw_urg_flag Number of times the URG flag was set in packets travelling in the 
backward direction (0 for UDP) 

fw_hdr_len Total bytes used for headers in the forward direction 

bw_hdr_len Total bytes used for headers in the forward direction 

fw_pkt_s Number of forward packets per second 
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bw_pkt_s Number of backward packets per second 

pkt_len_min Minimum length of a flow 

pkt_len_max Maximum length of a flow 

pkt_len_avg Mean length of a flow 

pkt_len_std Standard deviation length of a flow 

pkt_len_va Minimum inter-arrival time of packet 

fin_cnt Number of packets with FIN 

syn_cnt Number of packets with SYN 

rst_cnt Number of packets with RST 

pst_cnt Number of packets with PUSH 

ack_cnt Number of packets with ACK 

urg_cnt Number of packets with URG 

cwe_cnt Number of packets with CWE 

ece_cnt Number of packets with ECE 

down_up_ratio Download and upload ratio 

pkt_size_avg Average size of packet 

fw_seg_avg Average size observed in the forward direction 

bw_seg_avg Average size observed in the backward direction 

fw_byt_blk_avg Average number of bytes bulk rate in the forward direction 

fw_pkt_blk_avg Average number of packets bulk rate in the forward direction 
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fw_blk_rate_avg Average number of bulk rate in the forward direction 

bw_byt_blk_avg Average number of bytes bulk rate in the backward direction 

bw_pkt_blk_avg Average number of packets bulk rate in the backward direction 

bw_blk_rate_avg Average number of bulk rate in the backward direction 

subfl_fw_pk The average number of packets in a sub flow in the forward 
direction 

subfl_fw_byt The average number of bytes in a sub flow in the forward direction 

subfl_bw_pkt The average number of packets in a sub flow in the backward 
direction 

subfl_bw_byt The average number of bytes in a sub flow in the backward 
direction 

fw_win_byt Number of bytes sent in initial window in the forward direction 

bw_win_byt # of bytes sent in initial window in the backward direction 

Fw_act_pkt # of packets with at least 1 byte of TCP data payload in the forward 
direction 

fw_seg_min Minimum segment size observed in the forward direction 

atv_avg Mean time a flow was active before becoming idle 

atv_std Standard deviation time a flow was active before becoming idle 

atv_max Maximum time a flow was active before becoming idle 

atv_min Minimum time a flow was active before becoming idle 

idl_avg Mean time a flow was idle before becoming active 

idl_std Standard deviation time a flow was idle before becoming active 
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idl_max Maximum time a flow was idle before becoming active 

idl_min Minimum time a flow was idle before becoming active 

Data descriptions taken from [4] 
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