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Abstract 

 

Now On TAP: 

Accelerated Solutions to the Traffic Assignment Problem 

 

William Eric Alexander, MSE 

The University of Texas at Austin, 2019 

 

Supervisor: Stephen D. Boyles 

 

The traffic assignment problem (TAP) represents the final and most computationally 

difficult step in the Urban Transportation Modeling System (UTMS).  Prior work has studied 

several means of solving this problem quickly. This thesis furthers our understanding of this 

problem by investigating two methods designed to speed up TAP solution scenarios. A free 

and open-source implementation of the UTMS was implemented from scratch, including an 

implementation of Dial’s Algorithm B to solve the TAP.  

Chapter II of this thesis investigates the effects on computation time of a single 

Algorithm B parameter: the number of equilibrations performed on solution bushes prior to 

improvement. The results show that determining the best-performing value for this parameter 

is network-dependent, and that a point exists beyond which additional equilibrations do not 

provide improvements in runtime, potentially slowing down some networks’ computation.  

Chapter III investigates methods of approximating TAP solutions using artificial neural 

networks (ANNs) in the context of the network design problem, in which multiple different 
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network designs may be tested. To remove the need to re-solve the TAP under each scenario, 

an ANN is trained to predict link flows given changes in network capacity. The results show 

that this method provides close approximations to the analytical solution in substantially less 

time than evaluating all possible scenarios from scratch.
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CHAPTER I: INTRODUCTION 

The rise of cities across the globe has brought with it advances in science, technology, 

engineering, the arts, and mathematics, in what can be described as a monument to human 

achievement. Among the most notable advances is transportation technology, allowing for 

faster, safer, and lower-cost movement of people and goods, improving from chariots to 

automobiles to levitating trains and more. However, with this meteoric rise has come a 

problem known the world over – traffic. The desire to get to one’s destination comes into 

conflict with others living in the same vicinity who have similar goals, as the resources available 

are finite. Therefore, city officials have pushed forward the study of how best to operate 

transportation technology and plan for systemic growth of populations and transportation 

systems. 

To do so, city governing officials require an intimate knowledge of how travelers in 

their city behave. This has led to the development of the urban transportation modeling 

system (UTMS), commonly referred to the four-step model. The four steps of the UTMS are 

trip generation, which estimates where trips begin and end; trip distribution, which determines 

the share of trips which begin at one point that end at another; mode choice, which determines 

the type of transportation vehicle used to travel from one point to another; and route 

assignment, which determines the path used for a vehicle’s trip from one point to another. The 

ubiquity of the UTMS has led to an ever-expanding field of literature on the four steps, 

including on best practices for each part [1]. 

This thesis focuses primarily on the fourth step of the UTMS, which is far and away the 

most computationally complex portion. Given a set of trips’ start and end points, the route 

assignment (variously, route choice or traffic assignment) step attempts to solve the traffic 

assignment problem (TAP), a constrained optimization problem first formulated by Beckmann 
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et al. [2] which aims to place all travelers on paths to their destinations such that no traveler 

can unilaterally change course onto a separate path with a lower travel cost, thus reaching a 

state of equilibrium as defined by Wardrop [3]. Generally, costs may be expressed in terms of 

units of time, currency, or other metrics. For this thesis, only generalized costs are considered. 

A lengthy history exists regarding methods of solving the TAP, of which a brief 

overview is given in the following section. TAP solution algorithms can be classified as link-, 

path-, or bush-based, with the latter being the most recent development. Bush-based 

algorithms maintain for each trip origin a directed acyclic graph (the eponymous bush) 

representing the paths chosen by vehicles departing a given origin to reach all destinations in 

the network. Bush-based algorithms proceed as follows: an initial bush is obtained through 

various means, often by selecting only the shortest path to each destination under fixed 

conditions; then, path alternatives are evaluated in which some vehicles can reach a 

destination faster than others departing from the same point, and flow is shifted to reduce this 

imbalance. 

One example of bush-based algorithms is Dial’s Algorithm B [4], which serves as the 

focus of Chapter II. Each iteration of Algorithm B, along with most bush-based approaches, is 

divided into two parts: an improvement step, in which links are removed from the bush if they 

are not utilized or added if they may provide a shortcut for flow; and an equilibration step, in 

which flow is shifted from a high-cost path to a low-cost path to bring the bush closer to 

equilibrium. The relationship between these two steps is worthy of discussion – they cannot 

exist independently of each other if the algorithm is to make substantive progress in drawing 

the assignment closer to equilibrium, yet it is not clearly defined what priority should be given 

to one vs. the other. It is an open research question as to the best-performing ratio of 

equilibration vs. improvement steps to achieve fast convergence. Chapter II of this thesis 



 3 

contributes to the present literature in answering this question by comparing Algorithm B’s 

performance on a variety of test networks under various equilibration-to-improvement ratios.  

The route choice behavior of vehicles may change dramatically as the design of a 

network changes. The TAP is commonly used to predict network conditions under alternative 

network design scenarios. Given a base scenario, sensitivity analysis can predict the effects of 

small perturbations to the network state without re-solving TAP. Sensitivity analysis thus plays 

a major role when solving bilevel programs such as the network design or trip demand 

estimation problems, which require the solution of many TAP instances with similar inputs. 

Sensitivity analysis can also support modeling network disruptions which persist long enough 

for a new equilibrium to be found, such as when planning lane closures for long-term 

construction projects. 

Existing sensitivity analysis methods impose significant assumptions to make their 

predictions. As described in the background section of Chapter III, the following assumptions 

are almost universal: a) that the set of used paths in the TAP solution is fixed, and b) that the 

solution to the TAP is differentiable (or even linear) in the parameters under consideration. 

These assumptions allow the use of powerful tools from linear algebra and the theory of 

convex optimization and variational inequalities. However, little research exists on whether 

these assumptions hold in practical cases, and what the implications may be if they do not. 

Therefore, Chapter III investigates the use of artificial neural networks (ANNs) as a 

sensitivity analysis tool that does not require these assumptions. Properly trained ANNs can 

model nonlinear relationships in many domains. Furthermore, computation in ANNs is very fast 

and suitable for applications involving many scenarios. However, poorly trained ANNs produce 

inaccurate results and may suffer from overfitting, wherein they do not generalize to new 

scenarios absent from the training data. The question of how ANNs should be trained for 
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sensitivity analysis and whether an ANN trained on one network can produce reasonable 

results when applied to another are currently open.  

Chapter III investigates both questions using standard test instances for the TAP. We 

compare alternative ANN structures (the number of neurons and training algorithm) and 

handling of available data (division into training, validation, and testing sets), and measure 

performance in terms of computation time and ability to predict the correct TAP solution 

under alternative scenarios. We particularly investigate how to provide good approximations 

without overfitting. These analyses contribute to the study of sensitivity analysis methods for 

the TAP and may lead to more efficient heuristics for bilevel programs. 

Chapter IV concludes this thesis, including a discussion on the results of these two 

investigations, their contributions, and future avenues of exploration. 
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CHAPTER II: MEASURING THE IMPACT OF EQUILIBRATION FREQUENCY 
ON ALGORITHM B PERFORMANCE 

Chapter II is organized as follows: a literature review of assignment algorithms, 

especially bush-based algorithms, is provided in the following section. This is followed by a 

section detailing the design of the experiment, including a description of the tested network 

scenarios and algorithm configurations. The results from several tested networks are then 

provided. 

Background 

Traffic assignment, the fourth step of the UTMS, assigns routes to origin-destination 

(OD) flows under the assumption that vehicles always follow the route that are perceived to be 

of the most value to themselves, thus creating a user equilibrium (UE). Wardrop’s original 

definition of UE [3], that no driver can reduce their cost by unilaterally changing routes, stands 

in contrast to the idea of system optimal (SO) assignments, wherein the system-wide cost is 

as low as possible. SO assignments may have vehicles traveling on paths of higher cost than 

could be attained by switching routes, so UE models the self-interest shown by most drivers, 

which would alter their routes to exploit any available reduction in their individual costs. 

UE can be considered in a static, i.e. time-invariant, context or a dynamic one, in which 

travel demands vary over time. The two contexts, while initially similar in scope, have diverged 

significantly over the last few decades. Whereas static traffic assignment (STA) is faster to 

solve and useful for long-range urban planning practice, dynamic assignment is much more 

computationally complex, modeling traffic interactions in more detail, thus lending itself more 

to traffic operations. Bliemer et al. [5] provide a thorough discussion of general traffic 

assignment methods, developing a model to unify the various solution methods and their 
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definitions. This thesis is limited in scope to static assignment scenarios, however, and the 

remainder of this section provides a review of prior work in this area.  

Beckmann et al. [2] modeled the computation of UE as an optimization problem with a 

nonlinear convex function. Given a set of network edges (i.e. roads or similar facilities) 𝒜, a set 

of network nodes (e.g. intersections) 𝒩, and a set of trip demands 𝒵, the mathematical 

formulation of the TAP is an optimization problem wherein the objective function is: 

 min
𝒙,𝒉

∑ ∫ 𝑐𝑖𝑗(𝑥)𝑑𝑥
𝑥𝑖𝑗

0(𝑖,𝑗)∈𝒜

 1 

This finds solutions in the set of link and path flows (𝒙 and 𝒉, respectively), to minimize the 

function dependent on the flow 𝑥𝑖𝑗  and cost 𝑐𝑖𝑗  of all links (𝑖, 𝑗). The optimization problem is 

subject to the following constraints: 

 ℎ𝜋 ≥ 0   ∀ 𝜋 ∈ Π 2 

 
𝑥𝑖𝑗 = ∑ ℎ𝜋𝕀𝜋→𝑖𝑗

𝜋∈Π

   ∀ (𝑖, 𝑗) ∈ 𝒜 
3 

 
∑ ℎ𝜋

𝜋∈Π𝑟𝑠

= 𝑑   ∀ (𝑟, 𝑠, 𝑑) ∈ 𝒵 
4 

The constraint in Equation 2 requires that all path flows ℎ are nonnegative for any path 𝜋 in a 

solution’s set of paths Π. Equation 3 indicates that, for all arcs (𝑖, 𝑗) in the network, the total flow 

𝑥𝑖𝑗  on the link is the sum of the path flows ℎ for all paths 𝜋 that use the link (𝑖, 𝑗), which is 

illustrated by the indicator variable 𝕀𝜋→𝑖𝑗. The third constraint, shown in Equation 4 ensures that 

for all node-pairs (𝑟, 𝑠) which have demand 𝑑 for trips between the two nodes, the flows ℎ on 

all paths 𝜋 that connect 𝑟 and 𝑠 (i.e. all paths in the set Π𝑟𝑠) sum to the total demand between 

those two nodes. 

Solutions to the TAP depend on the link cost function, also called the link performance 

function, which is used on the network’s links. The cost function measures how favorable a 

given link is for drivers, representing at a minimum its congestion level (as represented by the 
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time required to traverse a link), but it can also represent tolls and other factors such as safety 

as well. Generally, links are assumed to have non-negative costs and that the costs are 

nondecreasing as flow on the link increases. The link performance function is also assumed to 

be convex. The most popular method for link travel time calculation is the Bureau of Public 

Roads (BPR) function [6], given as: 

 𝑡𝑖𝑗(𝑥𝑖𝑗) = 𝑡�̅�𝑗 ∙ (1 + 𝛼 (
𝑥𝑖𝑗

𝑢𝑖𝑗
)

𝛽

) 5 

In Equation 5, the cost (specifically, the travel time on the link) for link (𝑖, 𝑗) is a function of the 

flow 𝑥𝑖𝑗  and capacity 𝑢𝑖𝑗 of the link, as well as the minimum amount of time required to traverse 

the link if no flow is present, represented as 𝑡�̅�𝑗. The proper choice of values for parameters 𝛼 

and 𝛽 is subject to much discussion, but common values are 0.15 and 4, respectively [6].  

Several metrics exist to evaluate an assignment solution’s performance. The total 

system generalized cost (TSGC) is the sum of all vehicles’ encountered costs when following 

a given assignment solution. The average excess cost (AEC) is defined as: 

 𝑇𝑆𝐺𝐶 − 𝐺𝐶∗

𝐷
 6 

In Equation 6, 𝐺𝐶∗ is the sum total of all vehicles’ encountered costs if the link cost functions 

were held constant at the current volumes and all vehicles were to follow the lowest-cost used 

path and 𝐷 is the total number of vehicles in the assignment. Relative gap, which has multiple 

definitions across various authors, for this thesis will be defined as:  

 𝑇𝑆𝐺𝐶

𝐺𝐶∗
− 1 7 

TSGC can be used to compare two related yet distinct scenarios, as it can reflect the 

economic impact of changes in a network but fails to indicate whether a given assignment is 

approximately at equilibrium. AEC illustrates the extra cost encountered by the average 

vehicle relative to the lowest cost path available and is a good indicator of how close to a true 

UE solution an assignment is. Relative gap measures the degree to which the solution’s total 
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cost differs from the costs in the 𝐺𝐶∗ scenario yet has no intuitive explanation from a per-

vehicle viewpoint. Nonetheless, relative gap is a staple in the literature, so Chapter II of this 

thesis will focus on this metric as a measure of assignment performance. 

Initial quadratic programming attempts to solve the TAP, such as the Frank-Wolfe 

algorithm [7], made careful use of the limited computational power available in the mid-20th 

century by only keeping track of flow on individual links in the network. These link-based 

methods, while frugal and innovative for their time, not only lack a meaningful representation 

of traffic flow behavior without additional post-processing, but also fail to make substantive 

improvements in reaching equilibrium after the first few iterations in congested networks. 

Path-based algorithms such as gradient projection [8] or the similarly-named yet 

distinct projected gradient [9] aimed to solve these by enumerating all used paths in a network. 

While these improve on the two largest drawbacks of link-based approaches, they come at a 

cost of increased memory usage, as the set of all used paths can grow to enormous size. To 

mitigate this drawback, bush-based methods were developed. These methods combine the 

representation of multiple paths from an origin into a directed acyclic graph, or bush, to 

minimize memory consumption without sacrificing speed.  

Bush-based algorithms begin with an initial solution (often an assignment of all trips to 

the unloaded network’s shortest paths) and separate the TAP into individual bushes, one for 

each origin, solving the smaller problems using two stages – improvement, i.e. expanding or 

contracting the number of links used by a bush’s assignment; and equilibration, i.e. bringing the 

bush closer to equilibrium by shifting flows. The first of these algorithms was Bar-Gera’s 

Origin-Based Assignment algorithm, or OBA [10]. A wide variety of bush-based algorithms 

have since arisen, including (but certainly not limited to) Bar-Gera’s Traffic Assignment by 

Paired Alternative Segments (TAPAS) [11], Gentile’s Local User Cost Equilibrium (LUCE) [12], 
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and Dial’s Algorithm B [4], which forms the basis of this thesis. A brief pseudocode outline of 

Algorithm B is provided in Algorithm 1.  

Algorithm 1: Algorithm B implementation pseudocode 

Collection<Origin> origins = getInitialOriginAssignments() 

 

while not terminated(): 

 //Perform all Bush improvements in parallel 

 parallel for Origin o in origins: 

  parallel for Bush b in o: 

   improve(b) 

 

 serial for numberOfEquilibrations: 

  serial for Origin o in origins: 

   serial for Bush b in o: 

    equilibrate(b) //Equilibrate each Bush, one after another 

 

function improve(Bush b): 

 //Remove any unused links that aren’t needed for connectivity 

 b.prune() 

 

 //Add any unused Link which provides a shortcut to 

 //the collection of used Links 

 parallel for Link l in b.unusedLinks(): 

  if l.providesShortcutFor(b): 

   b.use(l) 

 

function equilibrate(Bush b): 

 serial for Node n in b.topologicalOrder(): 

  //Find a divergence of the lowest- and highest-cost paths to n, if any 

  PathSegmentPair p = b.getMaxCostMinCostPathPairTo(n) 

  //Shift flow from the highest- to the lowest-cost path 

  p.shiftFlow() 

Algorithm B equilibrates bushes by passing through the bush in reverse topological 

order, selecting the lowest- and highest-cost paths to each node, determining the shallowest 

segment in which these paths diverge, and shifting flow from the highest-cost path to the 

lowest-cost. The shallowest segment of divergence is determined by tracing backwards 

through the longest and shortest paths to a node and finding the first common node on these 
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paths. Because the two paths have no guarantees on their size, it may be required in the worst 

case to trace both paths all the way back to the root node for the bush before finding a diverge. 

Pseudocode to determine this is provided in Algorithm 2. 

Algorithm 2: Determining the shallowest segment of divergence along the longest and 
shortest paths to a node in a bush (continued next page) 

function getMaxCostMinCostPathPairTo(Node merge): 

 //Collect all the nodes visited while backtracing through the paths 

 Set<Node> longestPathNodes = emptySet<Node>() 

 Set<Node> shortestPathNodes = emptySet<Node>() 

 

 //Begin with the first links on the longest and shortest paths to the merge 

 Link shortLink = thisBush.shortestPathLinkTo(merge) 

 Link longLink = thisBush.longestPathLinkTo(merge) 

  

 //While both paths still have more links 

 while shortLink is not null and longLink is not null: 

  //Get the next nodes on both paths 

  Node shortPathNode = shortLink.tail 

  Node longPathNode = longLink.tail 

 

  //If the two nodes are the same or we’ve already visited the shortest 

  //path node while traversing the longest path, 

  if shortPathNode.equals(longPathNode) or 

   longestPathNodes.contains(shortPathNode): 

     

    //Then the new segment will lead from this node to the merge 

    //using subpaths of the longest and shortest paths from the root 

    return new PathSegmentPair( 

     thisBush.shortestPath().subPath(shortPathNode, merge),  

     thisBush.longestPath().subPath(shortPathNode, merge) 

     ) 

   

  //If we’ve already visited the longest path node while traversing the 

  //shortest path, 

  else if shortestPathNodes.contains(longestPathNode): 

 

   //Then the new segment will lead from this node to the merge using 

   //subpaths of the longest and shortest paths from the root 

   return new PathSegmentPair( 

    thisBush.shortestPath().subPath(longPathNode, merge), 

    thisBush.longestPath().subPath(longPathNode, merge) 

    ) 
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Algorithm 2 (continued from previous page) 

  //Otherwise, keep backtracking through both paths 

  else: 

   longestPathNodes.add(longPathNode) 

   shortestPathNodes.add(shortPathNode) 

   shortLink = thisBush.shortestPathLinkTo(shortPathNode) 

   longLink = thisBush.longestPathLinkTo(longPathNode) 

 //If we’ve reached this point, we’ve run out of links on one of the two 

 //paths without finding a divergence point. At most one of the two while 

 //loops below will be evaluated 

 

 //If there are still links in the longest path we haven’t visited, iterate 

 //through the path until we find the diverge point 

 while longLink is not null: 

  Node longPathNode = longLink.tail 

  if shortestPathNodes.contains(longPathNode): 

   return new PathSegmentPair( 

    thisBush.shortestPath().subPath(longPathNode, merge), 

    thisBush.longestPath().subPath(longPathNode, merge) 

    ) 

  else longLink = thisBush.longestPathLinkTo(longPathNode) 

 

 //If there are still links in the shortest path we haven’t visited, iterate 

 //through the path until we find the diverge point 

 while shortLink is not null: 

  Node shortPathNode = shortLink.tail 

  if longestPathNodes.contains(shortPathNode): 

   return new PathSegmentPair( 

    thisBush.shortestPath().subPath(shortPathNode, merge),  

    thisBush.longestPath().subPath(shortPathNode, merge) 

    ) 

  else shortLink = thisBush.shortestPathLinkTo(shortPathNode) 

 

 //We should have found the diverge point by now, since both paths should at 

 //at a minimum lead back to the bush’s root. If we still haven’t found it, 

 error 

The mechanism used to determine how much flow should be shifted is based on 

Newton’s method, as illustrated in Equation 8: 

 Δℎ =
(𝑐𝐻 − 𝑐𝐿)

∑
𝑑𝑐𝑖𝑗

𝑑𝑥𝑖𝑗
(𝑖,𝑗)∈𝐻∪𝐿

 8 
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In this equation, 𝑐𝐻 and 𝑐𝐿 represent the total cost associated with the highest- and lowest-

cost path segments, and the denominator is the sum of the first derivative of the link 

performance function for all links in both the lowest- and highest-cost path segments. If, for 

any link (𝑖, 𝑗) on the highest-cost path, the path flow ℎ𝑖𝑗 is below Δℎ, the amount shifted is 

capped at the minimum such value of ℎ𝑖𝑗. Algorithm 3 provides a pseudocode description of 

this process. 

Algorithm 3: Shifting flow along a path segment pair using Newton’s method 

function shiftFlow(): 

 double sum = 0.0 

 parallel for Link l in thisPair: 

  //Sum the price derivatives for all links in this path segment pair 

  sum.add(l.priceDerivativeFor(thisPair.bush()) 

  

 //Calculate the amount of flow that would be shifted by Newton’s method 

 double shift = (thisPair.longestPath().price() - 

  thisPair.shortestPath().price())/sum 

 

 //Cap the shifting flow at the smallest amount of flow present on the links 

 //in the longest path 

 if shift > thisPair.longestPath().minFlow(): 

  shift = thisPair.longestPath().minFlow() 

 

 //Remove link and bush flow on the longest path’s links 

 parallel for Link l in thisPair.longestPath(): 

  l.removeFlow(shit) 

  thisPair.bush().removeFlow(l, shift) 

 

 //Add link and bush flow on the shortest path’s links 

 parallel for Link l in thisPair.shortestPath(): 

  l.addFlow(shift) 

  thisPair.bush().addFlow(l, shift) 

In the improvement step, a link is removed from the bush if a) it is not needed for 

connectivity (that is, there is at least one other link in the bush which leads to the same node), 

and b) it has no flow on it. Expressed mathematically, the set of links which will be removed 

from the bush, denoted as ℛ, is: 
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 ℛ = {(𝑖, 𝑗) ∶  𝑏𝑖𝑗 = 0 &∃ (𝑘, 𝑗) ∈ ℬ, (𝑘, 𝑗) ≠ (𝑖, 𝑗)} 9 

In this equation, 𝑏𝑖𝑗 represents the total flow of all paths in a bush on link (𝑖, 𝑗) and ℬ represents 

the set of all links in the bush (ℛ ⊂ ℬ ⊂ 𝒜). Pseudocode representations of a bush’s link 

removal method is provided in Algorithm 4.  

Algorithm 4: Removing (pruning) unnecessary links from a given bush 

function prune(): 

 parallel for Node n in thisBush: 

  //Obtain the set of all links leading to each node 

  Collection<Link> usedLinks = thisBush.UsedLinksLeadingTo(n) 

  sequential for Link l in usedLinks: 

   //If there is more than one link left connecting to n and 

   //the flow on one or more of those links is close to zero 

   if usedLinks.size() > 1 and thisBush.flowUsing(l) ≈ 0: 

    //The link can be removed, as it is unnecessary 

    usedLinks.remove(l) 

To add links, Algorithm B determines if they provide a “shortcut” relative to vehicles currently 

assigned to the longest path. Specifically, the algorithm calculates the total cost of the longest 

bush path1 from the origin 𝑖 to each node 𝑗, denoted 𝑐�̅�𝑗. Then, for any link (𝑘, 𝑗) ∉ ℬ, if 𝑐�̅�𝑘 + 𝑐𝑘𝑗 <

𝑐�̅�𝑗, the link provides a shortcut and can be added to the bush without loss of acyclicity. Put 

plainly, if a link exists which can provide a shorter path to a node than the current longest-used 

path to that node, the link can be added to the bush. Algorithm 5 provides pseudocode for 

determining if a link provides a shortcut for a specified bush. 

Algorithm 5: Determining if a given link is a shortcut for a bush 

function providesShortcutFor(Bush b): 

 if b.canUse(thisLink) and b.longestPathTo(thisLink.head).price() > 

  b.longestPathTo(thisLink.tail) + thisLink.priceFor(b): 

   return true 

 else return false 

 
1 Note that finding the longest path to a node in a general graph is NP-hard, but this is not of issue in bushes, which 
are directed acyclic graphs. 
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Nie, in his paper which popularized the term “bush-based” algorithms [13], indicates 

that Algorithm B stands up well against its contemporaneous peer algorithms, due in part to 

its focus solely on highest- and lowest-cost paths between two points (rather than all paths), 

as well as the frequency with which it updates flows. Nie indicates that this equilibration 

frequency is of crucial importance to the efficiency of the computations, stating “[a]pparently, 

more frequent flow update helps sharpen convergence.” While comparing bush-based 

algorithms’ performance is difficult and widely dependent on implementation details, Xie and 

Xie [14] in a later paper provide a thorough analysis of their computational complexity, which 

indicates that Algorithm B is at least competitive, if not necessarily the most computationally 

efficient algorithm available. Both Nie’s as well as Xie and Xie’s experiments used a maximum 

of 20 equilibrations per improvement, yet no justification is offered in these papers to explain 

why this value was chosen. 

Experiment Design 

For this thesis, an implementation of Algorithm B was developed in the Java 

programming language, dubbed “wrap,” an initialism of the creators’ first names [15]. Java was 

chosen as the implementation language for two reasons. First, Java was developed under the 

principle of “write once, run anywhere,” allowing for programs to be written in a platform-

agnostic manner, then compiled into an intermediate bytecode. The bytecode would be 

interpreted by the Java Virtual Machine (JVM) running on a specific platform which would 

translate the instructions to platform-dependent machine operations. Second, Java is an 

object-oriented programming language, meaning that all computation is performed on 

objects, which are instances of given classes. These classes provide a blueprint of how each 

object should behave and defines the methods through which the objects can be modified. 

This provides a strong mechanism for organization of components. 
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The language lends itself to good programming practices through strong typing (i.e. 

types are checked at compilation-time and errors are thrown if incorrect type relations occur) 

and provides easily accessible libraries for unit testing and documentation compilation, plus 

many others. Additionally, through the usage of abstraction and interfaces, wrap was designed 

to be easily extendible. The module structure of wrap segments classes according to their use, 

with packages for each step of the UTMS, as well as others. Far and away, the assignment 

package is the largest in terms of construction and the most-developed, including a sub-

package dedicated for classes used in bush-based optimization. A high-level illustration of 

wrap’s package structure is provided in Unified Modeling Language (UML) form in Figure 1. 

 

Figure 1: wrap high-level package structure 

This implementation, while not superior in runtime to implementations used 

professionally, is intended to be free and open source software, released by the authors under 
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the GNU General Public License. This allows for a high degree of extension and modification 

for testing purposes without concern for costly software licenses. An example of extensions 

that can be created is that of links in a network. While the BPR equation (see Equation 5) is far 

and away the most common method of calculating link performance in the STA realm, there 

are others such as conic link performance functions. Additionally, each trip enters and exits 

the network through special virtual links called centroid connectors, which generally are not 

congestible. These two types of links have been implemented in wrap, as members of a 

hierarchical abstraction structure which all stem from a top-level Link class. In addition, some 

link classes may implement a tolling structure, thus extending from a TolledLink class, while 

others may not. wrap can be further extended to include links that include novel performance 

functions, with caution that the performance functions obey the assumptions of the STA 

problem, as detailed in the prior section. A simple UML illustration of the link inheritances 

implemented in wrap is shown in Figure 2. 

 

Figure 2: Link inheritance hierarchy 
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An important implementation detail which distinguishes wrap is the way it represents 

how a bush’s flow spreads across its used links. A naïve method, one which was used in an early 

implementation of wrap, is to include a mapping from all used links to a value representing the 

total bush flow on the link. Since the number of links used by a bush varies wildly as Algorithm 

B progresses, this would involve using hashing to store the necessary values, which comes at 

a significant cost in terms of both computation time and storage. Additionally, it requires 

storing individual labels for the longest and shortest paths to each node, many of which may 

be duplicated. This approach is also plagued by numerical issues in which the sum of all bushes’ 

flow on a link may not be the same as the total amount which the link contains2. 

wrap takes a different approach, one which does not seem to have been described in 

prior literature in any detail. Consider that, except for a bush’s root, at least one link, but 

possibly more, leads into each node. In the case where only one link leads to a node, both the 

longest and shortest path links to the node are the same. In other cases, the links used by the 

bush leading to the node form a “bush merge.” The bush merge class maintains a record of the 

relative share of bush flows which use each link, as well as individual pointers to the longest 

and shortest path links to the node. This method, therefore, requires each bush to only 

maintain a reference to a single object for each node, either a link or a bush merge, which share 

a common “backvector” interface. The backvector interface solely requires that each instance 

provides a method of determining the longest and shortest path links to each node, and to be 

able to identify to which node it leads. This allows for reduced memory overhead, at the 

expense of additional computation to determine the exact value of bush flows on each link. 

However, this only needs to be done once per bush per equilibration step, can be done in 

parallel with other bushes, and is unnecessary for bush improvement. 

 
2 This assumes that links and bushes each track their respective flows. One way to correct this would be for links to 
simply sum all bushes’ flows when the total flow is needed. However, this comes at a high computation-time tradeoff. 
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One drawback to ordinary traffic assignment solution mechanisms is that all vehicles 

are assumed to have the same value of time (VOT), that is, that all drivers equally value their 

time relative to paying, say, a toll. The VOT is essentially the price one puts on their time, 

allowing travel time to be generalized as a cost. Vehicles’ route choice may differ depending 

on whether a toll is perceived to be of higher cost than increased travel time. Since many 

roadways may have tolls and vehicles are by no means guaranteed to value time equally, wrap 

was extended to allow dividing the OD demand into different classes, with each class having a 

different VOT. This is functionally equivalent to applying a discretized VOT distribution on the 

input demand. For all experiments in Chapter II, four VOT classes were used, with each OD 

pair’s demand split proportionally, using the same proportions for each OD pair.  This leads to 

solving the TAP with four times as many bushes as without a VOT distribution, as each VOT 

class requires its own set of used paths. The breakdown of VOTs is shown in Table 1. 

Table 1: VOT split breakdown 

OD Demand % 
VOT (currency units 

per time unit) 

20 10 

45 15 

25 20 

10 25 

The experiments in Chapter II revolve around the value of numberOfEquilibrations 

(see Algorithm 1), an integer which represents the number of times each bush is equilibrated 

before all bushes are improved. Values ranging from one to ten were tested for this integer, 

with the goal of determining which, if any, offered the shortest amount of computation time to 

reach a desired termination threshold. The relative gap, as defined in the previous section, was 
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the selected termination criterion, and the algorithm was run until a predetermined target 

value was reached for the relative gap. 

A high degree of stochasticity is involved in the TAP solution computation, as there are 

multiple underlying mechanisms involved in evaluating the algorithm’s instructions. First, the 

operating system executing the implementation is by no means guaranteed to provide equal 

processing time each time the algorithm is run. Second, since the implementation is written in 

Java, the JVM may vary wildly in how it handles ambiguous instructions. The most obvious 

example of this is that the implementation consciously does not define an order in which the 

bushes are to be equilibrated, and altering this order has a high impact on the performance of 

the algorithm, as indicated by the results presented in the next section. One question that may 

be asked is whether this design is beneficial, as opposed to using a fixed ordering. This design 

spurs this question while removing another – would computation results be heavily impacted 

by a well- or poorly-chosen order? Since the order decision is left to the JVM at runtime, we 

can run multiple experiments involving different orders. This allows us to see the best-, worst-, 

and average-case scenarios illustrated more clearly. 

In order to account for the stochasticity involved in these experiments, 30 trials were 

conducted on each value of numberOfEquilibrations, and two-sided t-tests were used to 

determine which values had the lowest mean computation time, measured to the millisecond. 

Computation time calculation included only the time spent improving and equilibrating bushes 

and did not include the amount of time required to obtain the initial solution, nor the time to 

calculate the network performance measures. Each trial was initialized with the same solution, 

namely the single path to each destination with the lowest cost when no demand is loaded 

onto the network. These experiments therefore invoked two important features of wrap: first, 

the ability to calculate an initial shortest-paths solution using Dijkstra’s algorithm with a 

Fibonacci heap (the theoretically-fastest known algorithm for solving the single source 
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shortest paths problem), and the ability to write bushes to files and reload them on the next 

run. The ability to read and write bushes to and from files allows wrap to be warm-started with 

an initial solution that may be far more converged than the solution given by the single source 

shortest paths problem, but for these experiments, only the single source shortest path 

solution was used. 

Ben Stabler maintains a repository of transportation test networks [16] offering a wide 

variety of scenarios of differing sizes, of which five were chosen for experimentation. The 

experiments for Chapter II were conducted on the Sioux Falls, Anaheim, Barcelona, and Gold 

Coast networks. The dimensionality of these networks is shown in Table 2. The selected 

networks provide a wide swath of sizes to illustrate the effects network size may have on the 

best number of equilibrations to perform. Since larger networks take considerably longer to 

solve to low relative gap values, higher target values were used for these networks, as shown 

in the table. 

Table 2: Test network sizes 

Network Zones Links Nodes Target Relative Gap 

Sioux Falls 24 76 24 10-8 

Anaheim 38 914 416 10-8 

Barcelona 110 2522 1020 10-6 

Gold Coast 1068 11140 4807 10-4 

All networks were tested in the Java SE Runtime Environment version 1.8.0_201 on a 

computer running Windows 10 version 1709, equipped with an Intel Core i5-4590 CPU with 

four cores and four logical processors and twelve gigabytes of physical memory. 
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Results 

For each network and each tested value of the number of equilibrations, the 

computation time results for the 𝑛 = 30 runs were recorded, and two-sided t-tests were used 

to identify which configuration(s) had a mean computation time which was statistically 

significantly better than others (𝛼 = 0.05), where the null hypothesis is that each pair of 

configurations have equal mean computation times. Figure 3 shows box-and-whisker plots for 

the Sioux Falls network, a ubiquitous test case in STA literature. It can be seen from this figure 

that performance for Sioux Falls was significantly better for lower numbers of equilibrations, 

but that a value of 20 equilibrations also performs well on average.  

 

Figure 3: Test results for Sioux Falls 
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The results showed that two, five, six, eight, and 20 equilibrations performed the best, 

with each outperforming the remaining configurations by a statistically significant margin (no 

t-statistic between any two pairs of these exceeded 1.85). This indicates that we cannot reject 

the null hypotheses these configurations have the same mean performance time. The closest 

configurations of seven, nine, and ten equilibrations were only statistically significantly worse 

than the six-equilibration configuration, with t-statistics of 2.63, 2.53, and 2.42, respectively. 

While these results show that the five configurations above may be equal in average 

performance, the high variance associated with the five and 20 equilibration cases (standard 

deviations of 0.3 and 0.5 seconds, respectively) make them less appealing, since a single run 

may perform significantly worse than the average case. 

 

Figure 4: Test results for Anaheim 
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The box-and-whisker plot for testing on the Anaheim network is shown in Figure 4. As 

can be seen in the figure, a configuration of seven or 14 equilibrations performed the best. 

These two configurations performed statistically better than all others tested, with a t-statistic 

of 0.75 indicating no statistically significant difference between the two configurations’ 

means. The 15- and 16-equilibration configurations were dominated solely by the 14-

equilibration configuration, with t-statistics of 4.92 and 5.97, respectively. Therefore, we can 

reject the null hypothesis that these have the same mean performance time as the 14-

equilibration configuration.  

The minimum computation time for the Anaheim network occurred using 18 

equilibrations, yielding a computation time of 0.70 seconds, but on average this configuration 

was dominated by both the 14- and 15-equilibration configurations. An interesting trend 

emerges in Figure 4: after a certain point, namely the ten-equilibration step, not much 

difference exists when comparing against higher-equilibration configurations. A somewhat 

linear trend of reduced computation time extends to this point, at which the trend reverses 

course but at a slow rate of increased computation time. This would seem to imply that some 

point exists, beyond which adding equilibrations does not render significant improvements.  

This does not, however, account for the seven-equilibration configuration’s bucking of 

the trend. Yet the outliers for this configuration show that there are runs which follow this 

trend, but which require higher numbers of improvement steps to reach the desired gap level. 

Therefore, this would imply that the ordering of the bush equilibrations plays a large role in the 

computation time, and that, for some yet unknown reason, the seven-equilibration 

configuration has an easier time finding a well-performing order. 

The Barcelona network yielded a box-and-whisker plot shown in Figure 5, which 

continues to show that, after a certain point, additional equilibrations offer no additional 

performance gains. The lowest computation time observed as 4.64 seconds when using five 
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equilibrations, but this configuration on average had a significantly worse computation time, 

with the eight-equilibration configuration dominating it with a t-statistic of 13.39. The eight-

equilibration configuration performed best overall, with a mean computation time of 6.51 

seconds and the next-closest configuration being that of five equilibrations. It appears from 

the box-and-whisker plot that, beyond eight equilibrations, each additional equilibration serves 

only to slow down the algorithm. 

 

Figure 5: Test results for Barcelona 

The results from the Gold Coast network are shown in Figure 6. For this large network, 

we again see the trend that there is a limit to the benefits created by adding equilibration steps. 

The nine-, ten-, 13-, 14-, 15-, 17, 19-, and 20-equilibration configurations all performed about 

the same, with no statistically significant difference in the mean computation times. Among 
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these eight configurations, the highest observed t-statistic was 1.76 when comparing the ten- 

and 13-equilibration configurations. Yet because this falls below the critical value of 1.96, we 

are unable to conclusively reject the null hypothesis that they have the same mean.  

 

Figure 6: Test results for Gold Coast 

The lowest observed computation time was 129 seconds when using eleven 

equilibrations per improvement, yet on average this performed significantly worse than all 

other values of numberOfEquilibrations above eight. The Gold Coast results include a high 

number of outliers, and many of the lower of these, which solve the TAP using fewer 

improvements, can be explained by the JVM equilibrating bushes in a better-than-average 

order. However, not all outliers can be explained by this, indicating high influence of the 
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operating system scheduler. This in turn validates the approach of using sample means to 

compare these configurations. 

The flat trend noticeable in Figure 6 for high numbers of equilibrations indicates that 

no significant improvement in computation time performance can be expected beyond 

approximately nine equilibrations, which is in step with similar trends noticed for other 

networks. The intuition behind such stagnant performance is that once a certain number of 

path pairs have been equilibrated, little progress can be made towards a better relative gap 

without modifying the path set available to vehicles. Therefore, at some point, continuing to 

equilibrate would bear little reward. 

We can see from the four networks’ experiments presented above that each 

configuration performs differently for different networks. While no universal best practice can 

be inferred from these results, we do see that around seven to ten equilibrations is when the 

benefit of additional equilibrations begins to disappear, with this effect occurring earlier in the 

smaller networks tested. This may be explained by the increased availability of alternative 

routes in larger networks – whereas smaller networks such as Sioux Falls do not require more 

than, say, five equilibrations to reach their peak performance time, Gold Coast requires up to 

around nine, as an OD pair may have more than just one pair of paths between two nodes that 

require equilibrating. Further exploration of this hypothesis is left to future work. 
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CHAPTER III: SENSITIVITY ANALYSIS OF THE TRAFFIC ASSIGNMENT 
PROBLEM USING ARTIFICIAL NEURAL NETWORKS 

Chapter III is organized as follows: prior literature in sensitivity analysis and its 

applications in the TAP are discussed, followed by a background on ANNs which focuses on 

the methods tested in Chapter III. This is followed by a description of how training, validation, 

and testing data are generated. The experiment design and predictor choice are then 

presented, and results of these experiments follows. 

Background 

The static traffic assignment problem (TAP) is well-studied in transportation planning. 

As the final step of the four-step planning process, TAP is crucial for traffic planning studies. 

Given trip origins, destinations, and expected demand, TAP predicts the path set for all 

travelers. This aids planners in understanding route choices and preparing for changes in 

traffic flow behavior. Beginning with Beckmann et al.’s [2] formulation, the solution methods 

evolved from link-based methods [7] to path-based methods [8], further evolving into bush-

based methods [4, 10, 12, 13], then to machine learning methods [17]. These shifts in solution 

methods were caused by availability of computational power and advances in theory 

applicable to TAP. Link-based methods (e.g. Frank-Wolfe algorithm) require minimal 

computational power but converge slowly. Path-based methods (e.g. gradient projection 

algorithm) require higher computational resources but converge faster. Modern bush-based 

methods (e.g. Algorithm B and TAPAS) allow for accurate equilibrium solutions on large 

networks with less computational resources. For further information on the TAP, its history, 

and recent advances, Patriksson [18] provides an in-depth discussion. 

Despite these advances, an increase in resolution of network and demand data 

sometimes renders these methods less useful. For applications like evacuation studies over a 
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large area, these methods have failed to satisfactorily solve the problem [19, 20]. Researchers 

have tried alternative approaches such as decomposition of the network into subnetworks [21] 

which are parallelly processed and then re-composed to arrive at the solution. While this 

improves performance where a single run of the TAP is needed, multiple applications require 

repeated application of TAP, with minor tweaks to the original network or O-D matrix. For 

example, consider the bi-level network design problem, where the master problem optimizes 

resource allocation to improve the network, while the subproblem solves the TAP repeatedly 

for proposed improvements. The solution space expands rapidly with the network size, due to 

the combinatorial nature of the problem, and networks can end up with millions of potential 

scenarios to be evaluated. 

Sensitivity analysis helps address these scenarios. The change in link flows for minor 

perturbations can be calculated from the derivatives of equilibrium flows and link performance 

functions. One area of focus has applied the implicit function theorem to obtain the perturbed 

traffic patterns as the flow or link performance function was changed. These can further be 

used to calculate link and path travel time derivatives [22, 23, 24]. A crucial assumption in this 

work was unperturbed flow being a nondegenerate extreme point, which was investigated 

further and relaxed [25], leading to the Tobin-Friesz method being applicable in more cases. 

While widely accepted and used in practice, it relies on matrix calculations, making application 

hard for large networks. Lu [26] explored an alternative approach by using sensitivity analysis 

for the variational inequality formulation, building on the work of Tobin and Friesz, along with 

the methods from Yen, Qiu and Magnanti [27, 28]. 

An alternative approach solves for derivatives and sub-gradients by solving TAP on 

the same network with affine link performance functions [29, 30, 31, 32]. This addresses some 

limitations of other approaches, by solving a simpler TAP problem, instead of matrix 

manipulations. This approach assumes that the negative of the demand function is strictly 
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monotone with respect to OD cost, which does not hold true in few cases. Boyles [33] exploited 

the structure of bush-based methods [4, 10], allowing for easier calculations of derivatives and 

setting up Taylor series expansions. Two methods are outlined therein, with differing 

assumptions about the bush structures leading to differing computational complexities. 

One restriction for sensitivity analysis is the range of applicability. When deviating 

significantly from the equilibrium, the derivatives provide less information, introducing errors. 

This restriction can be significant in some of the applications mentioned above, where multiple 

links are modified. Both statistical methods and machine learning methods can be used for 

parametric analysis of transportation networks while not being restricted by the assumptions 

of existing sensitivity methods. Karlaftis and Vlahogianni [34] provide a review of recent 

advances in the application of statistical methods and neural networks in transportation 

research. Note that statistical models such as linear/non-linear regression models are special 

cases of neural networks with specific settings, resulting in the same models. Sarle [35] 

provides explanation and examples of this equivalency. With this background, this chapter 

applies neural networks to understand and predict impact propagation across a transportation 

network. 

Any prediction method is only as good as the provided inputs. The evident input 

metrics are link characteristics of both the disrupted link and the link under study, such as 

length, capacity, free flow time, BPR function parameters, etc. Mattsson and Jelenius [36] 

review studies where different vulnerability indices were studied, such as network topology 

and structure [37, 38], link importance metrics [39], accessibility measures [40], and many 

others. Some other notable studies in this field are Scott et al. [41], Nagurney and Qiang [42], 

Balijepalli and Oppong [43], Zhang et al. [44], Oliveira et al. [45], and Bagloee et al. [46]. This is 

a non-exhaustive overview of the vulnerability metric literature but covers the important 

advances. 
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A benefit of sensitivity methods discussed above is the increased timeliness in 

obtaining a solution. Primarily, for large scale networks, it can take hours to days to solve TAP 

to convergence. This is resource-consuming when several network variants must be solved. 

This chapter proposes to supplant these traditional methods with one utilizing ANNs to 

improve solution time further without sacrifices in accuracy. In the next section, we describe 

the basics of ANNs and their application value for parametric analysis of transportation 

networks. 

Neural Networks Primer 

Artificial neural networks model the functionality of biological neural networks, e.g. the 

human nervous system, in their ability to solve problems including nonlinear relationships that 

are difficult to model conventionally. In ANNs, neurons act as a model of biological neurons, 

receiving inputs and producing an output. The inputs each have a weight, or bias, assigned to 

them based on the strength of the input signal, and a nonlinear transfer or activation function 

defines the magnitude of the output based on the weighted sum of the inputs. Additionally, 

each input signal is paired with a “gain” value representing the signal’s ability to influence a 

sigmoid transfer function (note that for function approximation problems, a sigmoid transfer 

function is used, as opposed to a step function used in classification problems, as this allows 

for continuous, rather than discrete output values). This gain value reflects the partial 

derivative of the transfer function of the neuron with respect to the weighted input signal. The 

weights and gains are progressively updated as more information is gleaned by the ANN in the 

training phase. Equation 10 shows how a neuron calculates its output values from its input 

weights and values, where 𝜙(∙) represents a transfer function, 𝑤𝑖 is the weight assigned to an 

individual input, and 𝑥𝑖 is the value of the input. 
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 𝑦 = 𝜙 (∑ 𝑤𝑖𝑥𝑖

𝑖

) 10 

Figure 7 illustrates a simple ANN featuring two neurons (A and B) for input evaluation, 

and an output neuron (C) which combines the outputs of the two input neurons to develop the 

final output value. Each neuron assigns a weight to its inputs as shown above, but while 

neurons A and B have access to the three given inputs, neuron C only receives the two other 

neurons’ outputs as weighted inputs. This example would be classified as having a single 

“hidden” layer, i.e. one whose outputs are not seen directly but are fed into the next layer’s 

neurons, composed of two neurons, and an output layer consisting of one neuron (this 

corresponds to a single output value the ANN calculates). 

 

Figure 7: Conceptual sketch of an artificial neural network 

Feeding neurons’ outputs into other neurons in a multi-layered approach, or having 

multiple neurons use the same outputs with varying weights can allow an ANN to model 

complex relationships implicit in input data. By modifying the arrangement (layering) and 
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number of available neurons, the complexity of relationships learned by the network can be 

controlled. However, multiple layers are not necessary to achieve good performance from an 

ANN, as the universal approximation theorem for ANNs [47] states that a single hidden layer 

with a finite number of artificial neurons is a universal approximator (given an appropriate 

transfer function). Providing more neurons and hidden layers can model a complicated 

process easily, but the resulting ANN may not generalize to other datasets compared to ANNs 

with fewer neurons. 

While they are capable of modeling complex processes well due to their flexibility and 

the intricate relationships they model, developing a neural network well enough to model the 

input dataset and still generalize well to other data is a challenging task. Once an ANN has been 

trained, an intrinsic complication posed is explaining its behavior and structure intuitively. 

There are multiple ways to improve ANN performance and generalizability while reducing 

overfitting. This section briefly discusses some popular methods of modifying ANNs to 

improve performance or generalizability. 

Consider a complete dataset containing all possible inputs and outputs from an 

unknown process (in this chapter’s scenario, the characteristics discussed in the prior section, 

and the resultant flows from TAP assignment, respectively). By limiting dataset size on which 

the ANN trains, the network receives less feedback on its performance, and therefore must 

make more general conclusions about the remainder of the dataset. This, in turn, typically 

yields networks that perform better on other datasets representing a similar problem (in this 

case, a city network other than the one on which the ANN was trained). However, by not 

providing sufficient data, an ANN may be unable to learn the true characteristics of the 

problem, leading to lower performance on the training dataset and/or other testing datasets. 

One other factor that can strongly influence neural network performance is the random 

selection of input training data as a representation of the larger dataset. As this random 
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selection can select a portion of the dataset that is not well-representative of the remaining 

set, it can be helpful to retrain ANNs several times using different random selections. By doing 

this, any negative (or positive) impact of the random selection is reduced using a 

Monte Carlo-esque approach. 

Another method of tweaking ANN characteristics, “early stopping,” limits the number 

of training epochs during which the ANN can learn. Epochs measure the number of times the 

weights are updated using training vectors. One epoch implies each sample being processed 

once to update weights for the explanatory variables. By limiting the amount of “time” an ANN 

has available to learn about the dataset, the more general the conclusions about the dataset. 

While stopping too early may cause the ANN to perform poorly on the training dataset, 

allowing it to learn for too long may cause the ANN to “memorize” the patterns of the training 

dataset, causing overfitting and a loss of generalizability to other datasets.  

Finally, given limited computational resources, it is important to select an efficient 

training algorithm that learns quickly without overfitting. Several training algorithms exist 

which aim to improve performance while reducing memory overhead, each having unique 

benefits. Table 3 provides a discussion of some popular algorithms as well as their benefits 

and drawbacks. We show the relative performance of these algorithms on an ANN training run 

in Figure 8, with otherwise common and consistent settings. The performance of these 

algorithms is the same (with minor outlying perturbations) for a wide variety of settings, when 

applied on transportation datasets. 
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Table 3: Description of Artificial Neural Network training algorithms 

Training Algorithm Brief Explanation 
Levenberg-Marquardt [48] Similar to Newton’s method, solving quickly without 

computing an exact Hessian matrix. Fast solutions 
generated for moderate dataset size, but can require high 
memory overhead  

BFGS Quasi-Newton [49]  Approximates the Hessian matrix at each iteration as a 
function of the gradient. Good for noisy datasets, but 
requires more calculation and memory for each iteration 
than other algorithms  

Resilient Backpropagation 
[50]  

Modifies weights independent of partial derivatives to 
reduce sensitivity to oscillating data. Solves problems 
quickly and is not very sensitive to changes in network 
parameters, but storage size can be quite large  

Scaled Conjugate Gradient [51]  Similar to conjugate direction-based algorithms but does 
not require a line search at each iteration. Requires a 
differentiable set of input, weight, and transfer functions  

Conjugate Gradient with 
Powell/Beale Restarts [52] 

Improves upon conjugate gradient algorithms by resetting 
the search direction when prior and current gradients have 
little orthogonality. Storage requirements can be high, and 
performance can be unpredictable  

Fletcher-Powell Conjugate 
Gradient [53] 

Simple conjugate gradient variation that computes the 
improvement direction using the ratio of the squared norm 
of the current and previous iterations’ gradients  

Polak-Ribiére Conjugate 
Gradient [53] 

Similar to the Fletcher-Powell method, with improvement 
direction determined by the inner product of the previous 
and current gradients divided by the previous gradient’s 
norm squared.  

One Step Secant [54] To mitigate issues of both quasi-Newton and conjugate 
gradient methods, this method assumes the prior 
iteration’s Hessian matrix was the identity matrix. This 
method is faster and leaner than quasi-Newton methods 
such as BFGS but is slower and requires more storage than 
conjugate gradient methods  
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Figure 8: Comparison of training algorithm performance  

Data Generation 

To establish a heuristic predictor of the impact caused by various modifications, data 

must first be collected on these changes. The data input into an ANN is divided into training, 

validation, and testing datasets. This provides segmented data for the ANN to make 

inferences, verify the quality of the inferences and eliminate poor-quality inferences, and 

measure overall performance of the network, respectively. Data generation was accomplished 

by running static TAP algorithms on multiple network modification scenarios. For this work, 

we use an implementation of Algorithm B [4] to solve the static TAP on several networks 

provided under an open-source license from Transportation Networks for Research [16]. The 

output flow values from static TAP were selected as the “true” output values which the ANN 
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should try to predict, and several input characteristics were provided upon which the ANN 

could be trained. The static TAP was solved to a relative gap convergence level of 10-6 for all 

instances. 

A series of trials were conducted, where a single link capacity was modified, with levels 

ranging from 50% to 200% of the original. The real-world interpretation would be closing 

some of the lanes or adding lanes. Three networks were used for each trial, namely, Sioux Falls 

(24 nodes, 76 links), Eastern Massachusetts (74 nodes, 258 links), and Terrassa (1609 nodes, 

3264 links). For each trial, a link was selected from the network to be modified, traffic 

assignment was performed with the altered capacity, and the resultant flow on all other links 

was retained as the target which should be predicted. Each link in the network was used as the 

basis for a trial. Retained explanatory variables are primarily of three varieties: characteristics 

of the altered link, characteristics of the link whose flow should be predicted, and 

characteristics of the K-shortest paths between the two links (K = 5 for our experiment). 

The characteristics retained for altered and predicted links include the parameters of 

each link’s BPR function, capacity, length, free-flow time, and volume-to-capacity ratio under 

initial (unaltered) conditions; the in-degree and out-degree of the tail and head nodes, 

respectively; the initial flow on the predicted link; and the percentage change made to the 

altered link’s capacity. The length, travel time, and capacity under unaltered conditions for the 

shortest paths from the altered link to the predicted link and vice versa were provided as 

explanatory variables as well. The mean and variance of the K-shortest paths were used as a 

proxy for the density of the network, due to lack of geographic data. Many of the network 

predictors described in the literature were not used due to their being network characteristics 

rather than link or area characteristics. 
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Experiment Design 

Datasets were randomly divided into training, validation, and testing subsets. Each 

dataset was trained on feedforward ANNs with a single hidden layer using MATLAB’s Neural 

Network Toolbox for a variety of training settings [55]. These settings are expanded upon in 

the next paragraph. The objective function for the ANN is the mean squared error (MSE) 

between the actual and predicted flows, as shown in Equation 11, where 𝑣𝑖  is the actual flow 

obtained from TAP and �̂�𝑖  is the predicted flow from the neural network for the 𝑖th scenario. 

Bayesian regularization was selected as the training algorithm due to its usefulness in 

predicting noisy datasets. To further improve performance, each ANN configuration was 

trained three times, and the best ANN retained in a Monte Carlo-style approach to reduce the 

impact of random selections of data and weights. Another metric used to measure prediction 

performance on individual links is absolute percentage error, shown in Equation12, where 

𝑣𝑖 and �̂�𝑖 are the same as above. Absolute percentage error quantifies accuracy of predictions 

on individual scenarios, as opposed to an entire dataset, but is undefined for cases where the 

“true” flow is zero and predicted flows are not. In the instances where this phenomenon was 

observed, the absolute difference in predicted and “true” flows was minute. Equation 12 

illustrates the formula for obtaining the 𝑅2 value, or coefficient of determination, which 

measures the proportion of the variance explained by the predicted model, where 𝑣𝑖  and �̂�𝑖  are 

the same as above and 𝑣 ̅represents the mean 𝑣𝑖  value. 
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Figure 8 shows the performance of various training methods on a representative ANN 

training run. Bayesian regularization and Levenberg-Marquardt perform significantly better 

than other training methods in approaching the optimum objective function in the least 

number of iterations. While training algorithms such as resilient backpropagation and scaled 

conjugate gradient took significantly less time per epoch compared to Bayesian regularization 

(about three times more), they do not fit the model well for transportation datasets. Other 

algorithms such as BFGS Quasi-Newton not only take more time per training epoch but also 

provide a worse model fit. 

Each dataset is randomly split into three subsets, which are then used to train the ANN, 

validate the model and then test the model respectively. The default settings used are a 50-

25-25 split for training, validation and testing respectively. To prevent overfitting, ANNs were 

limited in the number of improvement iterations performed as well as the number of neurons 

used in calculations. The best performing ANNs were retained for further testing, where the 

size of the training dataset was restricted. Additionally, ANNs were cross tested on other 

networks’ datasets as a metric for generalization. The results from the best-performing 

networks for each combination of neuron and iteration count, as well as each training dataset 

size and some training algorithms, are presented in the next section. 

Results 

Preliminary testing involved testing scenarios in which any one of 100 randomly 

selected links in a network were selected to have their capacity reduced by 25% (this situation 

can model a city adding parking to a central business district). An ANN was then trained and 

tested on the test scenarios, predicting the flow changes on the network. This was tested for 

the Eastern Massachusetts network and timed using an implementation of Algorithm B and a 

well-performing ANN trained on a portion of the previously generated dataset. A comparison 
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test was conducted to examine the tradeoff of computation time vs. prediction errors from 

the ANN. With the flows from running static TAP considered to be accurate flows, the ANN 

predicted 75% of resulting flows within 1.78% of the accurate flows and 98% of cases within 

8.36%. Figure 9 displays an error histogram for the 25,800 predictions over 100 runs of static 

TAP. This performs reasonably well considering the average relative difference in flow was 

2.70%. 

 

Figure 9: Absolute error histogram for 100 TAP runs 

The ANN approach required 0.02 seconds of computation time for the 25,800 

observation predictions (excluding training) as opposed to the 78.4 seconds to solve TAP 100 
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times. Factoring in the time taken to train the ANN with one configuration, the comparison 

stands at 40.52 seconds for ANN and 78.4 seconds for TAP. However, outliers (less than 1% 

of tested cases) in the dataset were off by 10% or more. This can be attributed to application 

of absolute percentage error metric to links with zero or negligible flows rather than high 

absolute error from the ANN prediction. For example, a link whose “true” flow as determined 

by traffic assignment was 0.1 vehicles per hour and whose predicted flow was 0.15 vehicles 

per hour would result in a 50% error. 

 

Figure 10: 𝑅2 values for cross-validated ANNs relative to training set size 

The performance of ANNs was tested by varying the percentage of the complete 

datasets on which the ANNs trained. The remaining dataset was evenly split between the 

validation and testing dataset. The training percentage reflects the amount of static TAP trials 



 41 

that must be run to develop a dataset on which an ANN can be trained in order to predict the 

remaining, untested scenarios. Provided small fractions of the overall dataset, as few as 5% of 

the possible scenarios provides a good training set for the ANN to predict the results for the 

same network (𝑅2  ≥  0.999 for predictions relative to static assignment’s “true” values). 

However, in order to develop an ANN that generalizes well to similar disruptions on other 

networks, the best results occur when 30 to 50% of the complete dataset is provided as 

training data. This is illustrated in Figure 10, where the black data points and quadratic fit curve 

illustrate the 𝑅2 results for an ANN trained on the Eastern Massachusetts network and tested 

on Sioux Falls, whereas the gray points and curve represent the reverse. 

 

Figure 11: 𝑅2 values for cross-validated ANNs relative to number of neurons 

We further explored the impact of varying the number of neurons on predicting these 

problems. The results show that as more neurons are added to the neural net, very little is 

gained in performance for the dataset on which the neural net was trained (even three neurons 
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solved to an 𝑅2  ≥  0.995), yet the performance on other networks begins to suffer. This 

phenomenon is illustrated in Figure 11, wherein the black data points and linear fit line 

correspond to an ANN trained on the Eastern Massachusetts network and tested on the Sioux 

Falls network, and the gray points and line correspond to the opposite. This decrease in 

performance is due in part to the ANN fitting too closely to the training dataset, resulting in a 

loss of generality. 
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CHAPTER IV: CONCLUSION 

The traffic assignment step of the UTMS is computationally complex, more so than the 

remaining three steps combined. Chapter II of this thesis studies the usage of Algorithm B for 

solving the traffic assignment problem quickly, specifically the choice of how many 

equilibration steps should be performed before performing an improvement step. Using five 

networks of various sizes, values from one to ten were used for the number of equilibration 

steps performed, and 30 trials were performed for each scenario. Using two-sided t-tests, the 

results were analyzed to find which configuration resulted in the lowest mean computation 

time. 

The results show that the superior choice for number of equilibrations varies with each 

network. For each network, the results show that at some point, additional equilibration steps 

do not yield improvement in computation time, and for several, the addition of more 

equilibrations past a certain point slows the algorithm down. The point at which these effects 

become apparent varies, potentially due to network size. Smaller networks’ performance 

enhancements from additional equilibrations begin to disappear earlier than larger networks, 

which may be explained by the relatively higher number of alternate paths available in larger 

networks, thus requiring more equilibrations. 

Several outlier trials exist in the observed results, indicating computation time is 

sensitive to both the underlying operating system allotment of computation time, as well as 

the choices made by the Java Virtual Machine. This necessitates drawing conclusions from a 

sampling of observations. Furthermore, the results indicate that the order chosen by the JVM 

for bush equilibration may lead to different numbers of improvement steps that may be 

required overall to reach a given relative gap threshold. This opens areas for further study to 
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determine which ordering of bushes during the equilibration step provides the best 

performance. This may be explored in future work. 

Additional work that may follow Chapter II of this thesis includes the testing of 

additional networks in this framework to develop a clearer picture on just how large a network 

must be before the addition of more equilibration steps begins to be inefficient. To test the 

hypothesis that increasing available paths shifts the point of efficiency higher, network 

transformations may be investigated. Testing on platforms with more cores may alter the 

results from Chapter II, as improvement steps, being done in parallel, can be made faster. Such 

platforms may be studied in the future for changes in behavior. 

Sensitivity analysis has traditionally provided faster methods for analyzing impacts 

than naively solving the TAP alone but comes at the cost of making restrictive assumptions 

about the mechanics of the underlying network. Chapter III proposes a move away from 

routine parametric analysis using assignment algorithms and towards a machine-learning 

approach. The ANN method proposed in Chapter III serves as an efficient and low-error 

manner of predicting link sensitivity data, taking advantage of newly available data and 

computation power. 

The impact of individual settings (dataset split, epochs, neurons, and training 

algorithm) of the ANN training was studied in Chapter III. With as low as 5% of generated 

scenarios provided as a training dataset, ANNs were developed that solved the input 

network’s sensitivity analysis problem with 𝑅2 > 0.997, thus confirming the minimal amount of 

input data needed to develop a well-performing ANN. Providing 30-50% of the dataset proved 

to work best for generalizing the training for other networks, with higher percentages causing 

an ANN to over-specialize to the input network, and lower percentages creating ANNs that 

perform poorly in a general setting. The number of neurons necessary increased with network 

size to accurately capture the increasing scale of interactions within the network. Smaller 
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networks (10-1,000 nodes) worked best with two to five neurons, while larger networks 

adapted well with four to eight neurons. The Bayesian regularization and Levenberg-

Marquardt algorithms perform exceptionally well for transportation disruption data, 

outperforming all other training algorithms among the group of nine tested. 

This method has the flexibility to fit into larger bilevel problems such as the network 

design problem or trip demand estimation. The ANN method drastically reduces the time 

needed for the lower-level problem while the error induced is less than 1.78% of actual flows 

for over 75% of predictions and less than 8.36% for 98% of predictions. Naively running 100 

iterations of solving TAP requires 78.4 seconds, while training an ANN required only 40.5 

seconds, and an additional 0.02 seconds were needed to predict the scenarios within these 

error levels. This method can be used to warm start such bilevel problems by cutting down the 

solution space significantly. Preprocessing and model building, once performed and stored, 

can be used in many versatile ways without incurring additional computation cost. 

There are several potential directions for future exploration in this area, including 

investigating performance for ANNs featuring multiple hidden layers, especially on larger 

networks; integration of this framework with other applications and applying some hybrid or 

warm start approaches; training on mixed datasets and validating performance of such 

“noisier” data-trained models; observing the lower limits on necessary dataset size for a well-

trained model; or trying to identify what additional inputs could reduce model error. The field 

of machine learning has provided significant advances in model structuring, and this study is 

an effort toward applying these advances to the field of transportation network analysis. 
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