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Methods for Solving Hamilton-Jacobi-Bellman

Equations

Lindsay Joan Martin, Ph.D.

The University of Texas at Austin, 2019

Supervisor: Yen-Hsi Tsai

The goal of this thesis is to present two frameworks for the computation

of the solutions of Hamilton-Jacobi-Bellman (HJB) equations. In Chapter 2,

we present a framework for computing solutions to HJB equations on smooth

hypersurfaces. It is well known that the viscosity solution of the HJB equation

is equivalent to the value function of a corresponding optimal control problem.

We extend the optimal control problem given on the surface to an equivalent

one defined in a sufficiently thin narrow band of surface. The extension is done

appropriately so that the viscosity solution of the extended HJB equation in

the narrow band is identical to the constant normal extension of the viscos-

ity solution of the HJB equation on the surface. With this framework, we

can easily use efficient, existing (high order) numerical methods developed on

Cartesian grids to solve HJB equations on surfaces, with a computational cost

that scales with the dimension of the surfaces. This framework also provides

a systematic way for solving HJB equations on unstructured point clouds that

are sampled from a surface.
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In Chapter 3, we present a parallelizable domain decomposition algo-

rithm to solve Eikonal equations, a special case of HJB equations. The method

is an iterative two-scale method that uses a parareal-like update scheme in

combination with standard Eikonal solvers. The purpose of the two scales is

to accelerate convergence and maintain accuracy. We adapt a weighted ver-

sion of the parareal method for stability, and the optimal weights are studied

via a model problem. One can view the new method as a general framework

where an effective coarse grid solver is computed “on the fly” from coarse and

fine grid solutions that are computed in previous iterations. To demonstrate

the framework, we develop a specific scheme using Cartesian grids and the

fast sweeping method for solving Eikonal equations. Numerical examples are

given to demonstrate the method’s effectiveness on a variety of stereotypes of

Eikonal equations.
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Chapter 1

Introduction

1.1 Introduction and summary of the contribution

HJB equations arise in many applications ranging from computer vi-

sion, geometrical optics, optimal control, seismology, and any problem that

requires a weighted distance function. The development of fast, accurate al-

gorithms to solve HJB equations has been a rich area of research for the last

forty years. The contribution of this thesis is the development of two new

frameworks for the computation of the solutions of HJB equations.

In Chapter 2, we present a formulation for the computation of the

solutions of HJB equations on smooth hypersurfaces. Existing algorithms to

compute solutions to HJB equations on a surface (surveyed in section 2.1.2)

have limitations based on the equation, the surface representation, and the

mesh used to discretize the surface. In the class of HJB equations considered

in this thesis, the solution of the HJB equation is equivalent to the value

function of an optimal problem. We provide a new general framework to

extend optimal control problems on a surface and their corresponding HJB

equations to equivalent control problems and HJB equations on a thin narrow

band of the surface. When extending the optimal control problem, we must
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take careful consideration when extending the control space. We show that in

the anisotropic or most general case, the same control space used in the surface

problem must be used in defining the extended problem. In the isotropic

case, the extension is still equivalent given an appropriate extension of the

control space. Once the extended optimal control problem is defined, the

corresponding extended HJB equation is derived.

The important consequence of this extension is that the solution to the

problem on the narrow band of the surface is the constant normal extension of

the desired solution on the surface. Thus with this framework, we can easily

use efficient, existing (high order) numerical methods developed on Cartesian

grids to solve HJB equations on a surface, with a computational cost that

scales with the dimension of the surface. This allows us to avoid unnecessary,

expensive patching or triangulation of the surface. Since the extension is

formulated independent of the surface representation, the framework provides

a systematic way for solving HJB equations on unstructured point clouds that

are sampled from a surface. In order to demonstrate the framework, examples

are given on several surfaces where we use a Lax-Friedrichs sweeping method

on Cartesian grids to solve the HJB equation in the narrow band.

In Chapter 3, we propose a new multiscale domain decomposition algo-

rithm to address the computational cost of solving Eikonal equations, a special

case of HJB equations. In order to solve Eikonal equations with multiscale fea-

tures, a very fine grid discretization is required to accurately capture the fine

scale features in the solutions. Therefore, we must solve a large coupled system
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of nonlinear equations. Even with existing fast methods, the system is very

expensive to solve, and speed-up is desired. Applying standard domain de-

composition methods to Eikonal equations is nontrivial because of the causal

nature of the solutions. For example, defining the boundary conditions on the

subdomains is difficult because information may not be known at the bound-

aries a priori. Furthermore, the causal relations among the subdomains may

change depending on the solutions at a given iteration.

Our new method is an iterative method that couples a coarse and a fine

grid solver with a parareal-like update scheme in combination with standard

Eikonal solvers. The coarse grids are used to define the boundary conditions

for the fine subdomains, as well as to propagate the solution throughout the

domain efficiently. The fine grid solutions may be computed in parallel, and we

use the fine grid solutions to “correct” the coarse grid solutions for the fine scale

features in the equation that are not captured at the coarse level. We adapt

a weighted version of the parareal method to stabilize our method. The new

method may be viewed as a general framework where an effective coarse grid

solver is computed at each iteration from the coarse and the fine grid solutions

that are computed in previous iterations. For example, if homogenization

can be applied to a given Eikonal equation and the homogenized equation is

known, we may solve the homogenized equation on the coarse grids in order

to better capture the macroscale behavior of the solution at the coarse level.

The rest of the chapter is organized as follows: In section 1.2, we in-

troduce the HJB equation of interest in this thesis and give the definition of
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viscosity solutions. Then in section 1.3, we give a summary of the typical

approaches to numerically solving HJB equations which serve as the founda-

tion of the formulations that we develop in this thesis. Finally in section 1.3,

we give an overview of the specific numerical Hamiltonians and fast sweeping

methods used in our implementations of the new frameworks.

1.2 Continuous viscosity solutions of HJB equations

Formally, we are interested in the HJB equation of the form

min
a∈A
{l(x, a) +∇u(x) · f(x, a)a} = 0, x ∈ Ω\T,

u(x) = g(x), x ∈ T,
(1.1)

where Ω ⊂ Rn, T ⊂ Ω is a closed target set, and A ⊂ Rn is a compact set of

control values. The functions l, f : Ω × A → R are assumed to be Lipschitz

continuous in their first arguments, and g : T → R is assumed to be lower

semicontinuous. If A = Sn−1 and we have l and f only depend on x ∈ Ω,

i.e., the functions are isotropic, then the HJB equation reduces to the Eikonal

equation,

f(x)||∇u(x)|| = l(x), x ∈ Ω\T,

u(x) = g(x), x ∈ T.
(1.2)

The HJB equation is a first-order nonlinear partial differential equation (PDE).

Smooth solutions to (1.1) typically do not exist, even if T, l, f, and g are

smooth, and a unique weak Lipschitz continuous solution is not guaranteed.
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In [21], additional conditions with smooth test functions were introduced to

select the unique viscosity solution as follows.

Definition 1.2.1. A continuous function u is a viscosity subsolution of (1.1)

if for any ϕ ∈ C1(Ω\T), such that if u − ϕ has a local maximum point at

x0 ∈ Ω\T, then we have

min
a∈A
{l(x0, a) +∇ϕ(x0) · f(x0, a)a} ≤ 0.

Similarly, a continuous function u is a viscosity supersolution of (1.1) if for

any ϕ ∈ C1(Ω\T), such that if u−ϕ has a local minimum point at x0 ∈ Ω\T,

then we have

min
a∈A
{l(x0, a) +∇ϕ(x0) · f(x0, a)a} ≥ 0.

We say the u is a viscosity solution to (1.1) if it is a viscosity sub- and super-

solution.

Note that if u ∈ C1(Ω\T) is a viscosity solution of (1.1), then u is a

classical solution of (1.1). Conversely if u ∈ C1(Ω\T) solves (1.1), then u is a

viscosity solution of (1.1).

1.3 Numerical solutions of HJB equations

One approach to computing the numerical solutions of HJB equations

relies on the time-dependent version of (1.1). In [53], it was proven that the

t-level set of the viscosity solution of a certain class of static Hamilton-Jacobi

(HJ) equations where

H(x,∇u(x)) = 1 (1.3)

5



is the zero-level set of the viscosity solution of

ϕt = H(x,∇ϕ(x, t)), (1.4)

with suitable initial conditions. Therefore, we can solve (1.4) using level set

formulations developed in [54] with high order approximations for the partial

derivatives [32] to obtain the solution to the HJ equation of the form (1.3).

Another time-dependent approach is to solve a corresponding evolutionary HJ

equation whose steady state solution is the viscosity solution to the static HJB

equation. [18].

The other main approach is to solve the HJB directly. For simplicity,

the following descriptions are given in two dimensions on a uniform Cartesian

grid, X. Let ui,j denote the numerical solution at the node xi,j ∈ X and the

grid size be given by h. Then the forward and backward finite differences are

given in by

p− = D−x ui,j =
ui,j − ui−1,j

h
,

p+ = D+
x ui,j =

ui+1,j − ui,j
h

,

q− = D−y ui,j =
ui,j − ui,j−1

h
,

q+ = D+
y ui,j =

ui,j+1 − ui,j
h

.

Then given a numerical Hamiltonian Ĥ, an approximation of (1.1), we have

N coupled nonlinear equations defined by

Ĥ(p−, p+; q−, q+) = 0, (1.5)

6



where N is the number of points in the mesh. Assume the following for the

approximation scheme Ĥ.

1. Ĥ is consistent, i.e.,

Ĥ(p, p; q, q) = H(p, q) for p, q ∈ R

where

H(p, q) = min
a∈A
{l(x, a) + (p, q) · f(x, a)a} .

2. Ĥ is monotone, i.e., Ĥ is a nondecreasing function of each argument.

In [20], it is proven that consistent and monotone schemes converge to the

viscosity solution of (1.1) as h→ 0.

Once a convergent approximation, Ĥ, is chosen, we compute the solu-

tion of the system (1.5). The typical approach is to solve the system iteratively,

i.e., construct a monotonically decreasing sequence of solutions, {un}n, that

is bounded below. Therefore, we obtain a convergent sequence of solutions

whose limit is the solution of (1.5). There are two main classes of algorithms

that solve the system of equations (1.5) for HJB equations. The first class (fast

marching methods) relies on the monotonicity of the solution along the char-

acteristics of the PDE to choose the ordering of computation of the solution

at each grid node. The second class (fast sweeping methods) solves the system

using Gauss-Seidel iterations and sweeps the mesh systematically to capture

the different directions of characteristics. In our implementations of the new

frameworks presented in this thesis, we choose fast sweeping methods. We

7



use a Lax-Friedrichs Hamiltonian in Chapter 2 and Godunov Hamiltonian for

Eikonal equations in Chapter 3. We briefly describe these two Hamiltonians

and fast sweeping methods in the next section.

1.4 Numerical Hamiltonians and fast sweeping methods

1.4.1 Upwind Godunov scheme

First, we give a description of the first-order Godunov upwind scheme

used to discretize the Eikonal equation (1.2). A formula for the Godunov

scheme for a more general class of convex HJ equations is given in [61] and the

extension of this formula to three dimensions is given in the appendix. For

i = 1, . . . I − 1 and j = 1, . . . , J − 1, the scheme is given by

HG(p+, p−; q+, q−) :=
√

max(p+
−, p

−
+)2 + max(q+

−, q
−
+)2 =

li,j
fi,j

. (1.6)

Here, we have a+ = max(a, 0) and a− = max(−a, 0). On the boundary nodes,

we use a one-sided difference, i.e., in (1.6) we use p−+ in place of max(p+
−, p

−
+) if

i = 0, p+
− in place of max(p+

−, p
−
+) if i = I, q−+ in place of max(q+

−, q
−
+) if j = 0,

and q+
− in place of max(q+

−, q
−
+) if j = J .

The Godunov scheme is consistent and monotone and converges to the

viscosity solution as h → 0 [20]. The upwind scheme is also causal, i.e., ui,j

depends only on the neighboring grid values that are smaller.
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1.4.2 Lax-Friedrichs Hamiltonian

In Chapter 2, we use the Lax-Friedrichs Hamiltonian for HJ equations

given in [34]. The formula can handle both convex and nonconvex HJ equa-

tions. Suppose we want to solve the following HJ equation:

H(p, q) = 0, x ∈ Ω\T,

u(x, y) = g(x, y), x ∈ T,
(1.7)

where p = ux and q = uy are the partial derivatives of u. The Lax-Friedrichs

scheme is given by

HLF (p−, p+; q−, q+) := H

(
p+ + p−

2
,
q+ + q−

2

)
− σx

p+ − p−
2

− σy
q+ − q−

2
= 0,

(1.8)

where σx and σy are artificial viscosity coefficients. The scheme is first-order

accurate and in order to guarantee stability, the coefficients must satisfy

σx ≥
∣∣∣∣∂H∂p

∣∣∣∣ , σy ≥ ∣∣∣∣∂H∂q
∣∣∣∣ .

Note that the Lax-Friedrichs Hamiltonian is not an upwind Hamiltonian while

the Godunov Hamiltonian is. Since the Lax-Friedrichs Hamiltonian depends

on all of the neighboring grid nodes, the values at points on the edge of the

computational domain must be carefully specified. On the four sides of the

boundaries the conditions are as follows:

unew0,j = min(max(2u1,j − u2,j, u2,j), u
curr
0,j ),

unewI,j = min(max(2uI−1,j − uI−2,j, uI−2,j), u
curr
I,j ),

unewi,0 = min(max(2ui,1 − ui,2, ui,2), ucurri,0 ),

unewi,J = min(max(2ui,J−1 − ui,J−2, ui,J−2), ucurri,J ).
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These boundary conditions ensure that large errors are not introduced at

points on the computational boundary and then propagated into the domain.

In the next section, we review fast sweeping methods to compute the

viscosity solutions of HJB equations.

1.4.3 Fast sweeping methods for HJB equations

Fast sweeping methods (FSMs) use Gauss-Seidel updates following a

predetermined set of grid node orderings in order to capture all the directions

of the characteristics [61, 66, 34]. A minimum is taken at the end of each

iteration.

Initialization

Set ui,j = gi,j for xi,j on or near the computational boundary. These

values are fixed in later iterations. For all the other grid nodes, assign a large

positive value.

Sweeping iterations

A compact way of writing the grid orderings in

C/C++ is

for(s1=-1;s1<=1;s1+=2)

for(s2=-1;s2<=1;s2+=2)

for(i=(s1<0?I:0);(s1<0?i>=0:i<=I);i+=s1)
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for(j=(s2<0?J:0);(s2<0?j>=0:j<=J);j+=s2).

Update formula

Let Ĥ be either the Godunov or Lax-Friedrichs Hamiltonian. For each

grid node xi,j whose value is not fixed during the initialization, compute the

solution to

Ĥ(p−, p+, q−, q+) = 0,

using the current values at the neighboring grid nodes. Denote the solution

by ũ; Then the update formula is as follows:

unewi,j = min(ucurri,j , ũ). (1.9)

The alternating ordering of sweeping ensures that all the directions

of characteristics are captured. In [66], it is shown that with the Godunov

upwind scheme, 2d sweeps are sufficient to compute the numerical solution

of the Eikonal equation to first-order in h when l, f ≡ 1. In this case, the

solution of the Eikonal equation is well known to be the distance function to

the set T. The exact number of sweeps needed for general HJB equations is

related to the number of times the characteristics change directions. Thus, the

computational complexity of FSMs is O(N) with the caveat that the constant

in front of N can be very large depending on the characteristics of the equation.

In the next chapters, we demonstrate our new formulations using FSMs to solve

HJB equations.

11



Chapter 2

Equivalent extensions of HJB equations on

hypersurfaces1

2.1 Introduction

In this chapter, we are interested in solving HJB equations on smooth

surfaces of co-dimension one. From the solutions of HJB equations on surfaces,

the corresponding characteristics curves can be extracted and used in many

applications. Some examples include mesh generation [31], path planning [37,

62], and brain mapping [9, 40].

Let Ω ⊂ Rn where n = 2 or 3 be a bounded and connected open set

with smooth closed boundary Γ = ∂Ω. Our goal is to compute solutions of

the following HJB equation defined on smooth surfaces, with given Dirichlet

boundary conditions:

min
a∈Ax

{
l(x, a) +∇Γu(x) · f(x, a)a

}
= 0, x ∈ Γ\T,

u(x) = g(x), x ∈ T.

(2.1)

1Submitted March 2019 and under review: Lindsay Martin and Yen-Hsi Tsai. Equiva-
lent extensions of Hamilton-Jacobi-Bellman equations on hypersurfaces. The authors were
partially supported by National Science Foundation Grant DMS-1720171. My specific con-
tribution to the paper includes writing the paper, proving the theorems in the paper, and
implementing the new framework.
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The set Ax := Sn−1∩TxΓ is a compact set, and we define A := Sn−1 ∩ TM(Γ)

to be the unit tangent bundle of Γ. Here l, f : Γ×A→ R, T is a closed subset

of Γ, and ∇Γu is the surface gradient on Γ [22].

For ε > 0, define the narrow band of Γ by

Tε := {z ∈ Rn : min
x∈Γ
||x− z||) < ε}.

In this chapter, we derive a Hamiltonian, H, and extensions T and g of T and

g, respectively, such that the viscosity solution to

H(z,∇v(z)) = 0, z ∈ Tε\T,

v(z) = g(z), z ∈ T,

is the constant normal extension of the solution to (2.1), for any positive and

sufficiently small ε.

Our contribution includes a theory for how optional control problems

on a surface can be extended into “equivalent” ones defined in a narrow band

of the surface. Depending on whether the problem is isotropic or anisotropic,

we must take careful consideration when extending the control space. We show

for the anisotropic or most general case, the same control space used in the

surface problem must be used in defining the extended problem. However,

in the isotropic case the extension is equivalent even when we appropriately

extend the control space. After defining the extension of the optimal control

problem, we then extend the corresponding HJB equation to an equation de-

fined on the narrow band of the surface. The main advantage of this approach

is that to compute solutions of HJB equations on surfaces, we are able to use
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Cartesian grids and existing (high order) methods which solve HJB equations

in Euclidean space. This allows us to avoid unnecessary patching and trian-

gulation when solving the surface HJB equation. We show that in fact the

narrow band can be very thin, i.e., it’s thickness is of order h, where h is the

grid size.

Before proceeding, we will first define the closest point mapping that

is used in the extensions. Define the closest point mapping, PΓ : Tε → Γ, by

PΓ(z) := arg min
y∈Γ
||x− y||.

We define the signed distance function to Γ, dΓ : Tε → R, by

dΓ(z) =

{
||z− PΓz|| if z ∈ Ω

c
,

−||z− PΓz|| if z ∈ Ω.

For |η| < ε, we will define the parallel surface, Γη, by

Γη := {z ∈ Tε | dΓ(z) = η}.

Closest point mappings are easily derived in the context of level set meth-

ods [54], and there are a variety of fast and high order methods available to

compute them from the distance function to Γ [62, 57, 18, 61, 65], i.e.,

PΓ(z) = z− dΓ(z)∇dΓ(z).

Finally, we define the constant normal extension of function on Γ, u :

Γ→ R, to be u : Tε → R given by

u(z) := u(PΓz).
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Again, our goal is to define an extended HJB equation on Tε so that its solution

is the constant normal extension of the solution of the HJB equation on the

surface.

The rest of the chapter is organized as follows: In sections 2.1.1-2.1.3,

we review existing algorithms to solve HJB equations. In section 2.2, we

present the optimal control problem which models controlled motion on a

surface and define the related class of surface HJB equations. We then extend

the control problem and HJB equations on the narrow band, Tε. In section

2.3, we present a special case of the problem when the HJB equation reduces

to the Eikonal equation and the distance function on the surface is desired.

Finally, we give some numerical simulations in section 2.4.

2.1.1 Previous work: solving HJB equations in Euclidean space

There is extensive work on developing numerical methods to compute

solutions to (2.1) where the domain, Ω, is a bounded open set in Rn. In the

view of the corresponding optimal control problem, one can obtain a semi-

Lagrangian discretization for HJB equations which gives a large system of

coupled nonlinear equations. Extensive studies of semi-Lagrangian techniques

are found in [26, 6, 27, 28]. As mentioned in section 1.3, solving the discretized

system using fixed-point iterations is expensive, thus fast marching methods

(FMMs) and fast sweeping methods (FSMs) were developed.

FMMs are a variant of Djikstra’s method and use a heapsort algorithm

to determine the order in which the grid nodes are updated. The algorithm
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was first developed on Cartesian grids [62, 57, 33] to solve Eikonal equations.

The solution to the Eikonal equation is well known to be the distance function

to the set T. FMMs have complexity O(N logN), where N is the total num-

ber of unknowns [55, 62]. Based on the Godunov upwind numerical scheme

developed to solve Eikonal equations on triangulated domains in [10], FMMs

were extended to acute triangulated meshes in [35]. However, FMMs do not

directly apply to the anisotropic case. FMMs were applied to compute solu-

tions of a class of “axis-aligned” anisotropic HJ equations in [1] on orthogonal

grids, and ordered upwind methods (OUMs) were developed to solve a class

of general HJB equations on any triangulated surface [58]. In [15, 14], related

PDEs are solved using similar fast methods.

FSMs were developed in [61, 66] to compute solutions of a class of

strictly convex HJ equations, including Eikonal equations on Cartesian grids.

Recall from section 1.4.3, the FSM is an iterative method that uses Gauss-

Seidel style updates with different orderings of grid nodes. In contrast to

FMMs, we update the grid nodes in different orderings (sweeps). In each

sweep, characteristics that go in similar directions are propagated automati-

cally. In [41], a FSM was developed for Eikonal equations using a discontinu-

ous Galerkin (DG) local solver for computing the distance function. For more

general HJ equations, one may use a Lax-Friedrichs type numerical Hamilto-

nian [34] on Cartesian grids, which is reviewed in section 1.4.2. The resulting

Lax-Friedrichs sweeping scheme is typically more diffusive and requires more

iterations. FSMs have complexity O(N) with the caveat that the constant
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hidden in the notation may be large depending on the characteristics of the

PDE.

2.1.2 Previous work: solving HJB equations on surfaces

Several versions of FMMs and FSMs can be applied to computing the

distance function on surfaces. As mentioned, the FMM in [35] only works for

solving Eikonal equations on acute triangulated surfaces. In [59], FMMs equa-

tion were extended to solve Eikonal equations on parametric surfaces where

the discretization is done on a Cartesian grid in the parametric plane. The

FSM in [61] and the FMM in [51] can compute the distance function on a sur-

faces that are defined as the graph of a smooth function. Another approach

to computing the distance function on surfaces is to solve a corresponding

evolutionary HJB equation where the distance function is the steady state so-

lution [18]. However, with the addition of the time variable this method is not

computationally optimal.

OUMs are applicable to more general anisotropic HJB equations on

triangulated surfaces. However, if the surface is given in implicit form, trian-

gulation may be unnecessary. We want to avoid triangulation and have the

ability to handle general surface representations. Our motivation is to derive

equivalent extended HJB equations on a narrow band of the surface such that

a variety of meshes and methods can be used to solve the equivalent equations

in the narrow band. In particular, the methods developed for Cartesian grids

(surveyed in section 2.1.1) can then be used.
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In [49], the idea of extending the surface by a small offset, ε, to a

narrow band is used to compute distance functions on surface. On the narrow

band, an extended distance function is computed, but the function is not the

constant normal extension of the distance function on the surface. Therefore,

the formulation introduces an analytical error. It is proven that the error

between the two distance functions is controlled by ε, the width of the narrow

band. In order for the method to converge as the grid size goes to zero, it is

required that ε = Chγ where h is the grid size and γ ∈ (0, 1). The advantage

of our framework is that there no analytical error introduced. Our formulation

is convergent with respect to the grid size, h, and for narrow bands of order h.

We are also able to perform high order computations for the distance function

on surfaces.

The idea of extending functions or differential operators defined on

surfaces, via closest point mapping, to the embedding Euclidean space, is

used in [56, 45, 19] to compute solutions to parabolic and elliptic PDEs. Our

approach is inspired by the work in [19] where variational integrals defined

originally on a surface are extended to ones defined in the narrow band, and

the Euler-Lagrange equations of the extended problem are solved by standard

numerical methods. Due to the way the extensions are defined, the resulting

solution to each equation is automatically the constant normal extension of

the solution to the variational problem on the surface.
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2.1.3 Computing PDEs “on point clouds”

Point clouds arise in many applications including facial recognition,

manufacturing, medicine, and geosciences and can easily be acquired through

modern sensing devices such as laser scanners and cell phones. A common goal

is to solve differential equations on surfaces, using only a finite set of points

sampled from the surfaces without globally reconstructing the surfaces.

In [50], the algorithm developed in [49] is extended to compute distance

functions on surfaces represented as point clouds. In [42], a framework for

computing solutions to PDEs on point clouds based on a local approximation

of the manifold was presented. A local mesh algorithm was developed in [38]

that solves PDEs on point clouds where any of the existing methods valid

on triangular meshes discussed in section 2.1.2 can be used to compute the

solutions to HJB equations once the local mesh is determined.

Our new proposed non-parametric formulation also provides a conve-

nient way to solve equations “on point clouds.” That is we can solve HJB

equations which are defined on a smooth closed surface, but the only available

information about the surface is a finite set of points that are reasonably dis-

tributed over the surface. The discussion of the implementation of our method

applied to point clouds is in section 2.4.1.3. There, it is assumed that there is

no noise perturbing the point cloud in the surface normal directions, and that

the point clouds are evenly distributed over the surfaces. The generalization of

the proposed algorithm to more general point clouds is the subject of another

paper.
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2.2 HJB equations on surfaces

2.2.1 Modeling controlled motion on a surface

First, we define the optimal control problem from which the HJB equa-

tions can be derived. For each x ∈ Γ, let Ax be the set of all unit tangent

vectors of Γ at x, i.e.,

Ax = Sn−1 ∩ TxΓ.

Note each Ax is a compact set in Rn for each x ∈ Γ. Define A :=
⋃

x∈ΓAx,

then A = Sn−1 ∩ TM(Γ) where TM(Γ) is the tangent bundle of Γ. The set of

admissible controls is given by

A = {measurable functions a : [0,∞)→ A}.

We are interested in the trajectories governed by the dynamical system:

dy

dt
(t) = f(y(t), a(t))a(t), t > 0,

y(0) = x,

(2.2)

where f : Γ × A → R represents the velocity and a(t) ∈ Ay(t), which ensures

that y(t) ∈ Γ for all t ≥ 0. Denote the solution to (2.2) (which exists under

the assumption (A1) below) by yx(t, a(t)). For each x ∈ Γ define the following

subset of the admissible controls:

Ax := {a(·) ∈ A | yx(t, a(t)) ∈ Γ for all t ≥ 0}.

Then the requirement that a(t) ∈ Ay(t) for all t ≥ 0 in the dynamical system

(2.2) is equivalent to a(·) ∈ Ax. Refer to y(·) that satisfy (2.2) where a(·) ∈ Ax
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as an admissible path on Γ. For the rest of the chapter, we will suppress writing

the dependence of yx(t, a(t)) on a(·) when there is no confusion in the context.

Let l : Γ× A→ R denote a running cost per unit time and g : T → R

be an exit time penalty when the state reaches a closed target set T ⊂ Γ. The

total cost associated with initial state x and control a(·) ∈ Ax to reach T is

given by

C(x, a(·)) =

∫ T

0

l(yx(t), a(t))dt+ g(yx(T )), (2.3)

where T = min{t | yx(t) ∈ T}.

We have the following assumptions on f, l, and g:

f and l are Lipschitz continuous in their first arguments.

g is lower semicontinuous and minT g <∞.
There exists constants L1, L2, F1, and F2 such that:

0 < L1 ≤ l(x, a) ≤ L2, for all x ∈ Γ and a ∈ A,
0 < F1 ≤ f(x, a) ≤ F2, for all x ∈ Γ and a ∈ A.

(A1)

The value function u : Γ → R is defined to be the minimal total cost to T

starting at x and is given by

u(x) = inf
a(·)∈Ax

C(x, a(·)). (2.4)

Under the assumption (A1), an optimal control does not necessarily ex-

ist. If for the given f and l, we have that the set V (x) = {f(x, a)a/l(x, a) | a ∈

Ax} is strictly convex for each x ∈ Γ, then an optimal control is guaranteed

[7]. This property is trivially satisfied in the case of isotropic f and l. Regard-

less of whether an optimal control exists, we can still derive the corresponding

HJB equation.
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The dynamic programming principle [11] for the value function states

that for sufficiently small τ > 0,

u(x) = inf
a(·)∈Ax

{∫ τ

0

l(yx(t), a(t))dt+ u(yx(τ))

}
. (2.5)

The corresponding HJB equation on Γ is

min
a∈Ax

{
l(x, a) +∇Γu(x) · f(x, a)a

}
= 0, x ∈ Γ\T. (2.6)

The boundary condition is

u(x) = g(x), x ∈ T. (2.7)

Note that in (2.6) we can take the minimum since Ax is compact.

Recall in general, classical solutions of (2.6)-(2.7) do not exist, and

the unique viscosity solution is sought after [21]. A detailed discussion of

viscosity solutions of HJ equations on manifolds can be found in [47]. Under

the assumption (A1), it is a classic result that the value function u coincides

with the unique viscosity solution of (2.6)-(2.7) (e.g. [7]). In the case of

isotropic running cost and speed, then (2.6) reduces to the Eikonal equation

on the surface:

||∇Γu(x)|| = l(x)

f(x)
. (2.8)

We will expand more on the Eikonal equation in section 2.3.

2.2.2 Extension to Tε

We derive a Hamiltonian, H, on Tε such that if v : Tε → R is the unique

viscosity solution of

H(z,∇v(z)) = 0
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with boundary conditions defined appropriately, then

v(z) = u(z) := u(PΓz),

where u is the viscosity solution to (2.6)-(2.7).

First, we extend the optimal control problem on the surface to one in

the narrow band, Tε. We start by defining a tensor that will be essential in

formulating an equivalent optimal control problem on Tε.

Definition 2.2.1. Let t1(z) and t2(z) be two orthonormal tangent vectors

corresponding to the directions that yield the principle curvatures of Γη at a

point z, where η = dΓ(z). Let n(z) be the unit normal vector to the tangent

plane at z. Let σ1(z) and σ2(z) be the singular values of P ′Γ(z), the Jacobian

matrix of PΓ at z. Then for any real number µ, define the tensor B by

B(z, µ) = B0(z) + µB1(z), (2.9)

where

B0(z) = σ−1
1 (z)t1(z)⊗ t1(z) + σ−1

2 (z)t2(z)⊗ t2(z),

B1(z) = n(z)⊗ n(z).

In the above definition, B0 corresponds to a weighted orthogonal pro-

jection onto the tangent plane of Γη at z, and B1 is the projection along the

normal of Γη passing through z. In [36], it is proven that

σi(z) = 1− dΓ(z)κi(z),
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where κ1(z) and κ2(z) are the principal curvatures of the parallel surface Γη.

Note that when z ∈ Γ, σ1(z) = σ2(z) = 1. For the sake of notation, we will

suppress the dependence of the tangent vectors, normal vectors, and singular

values on the point z ∈ Tε.

Assuming ε small enough, we have that the tangent planes at z ∈ Tε

and x ∈ Γ coincide if PΓz = x, i.e., TzΓη = TPΓzΓ. Thus for the extended

optimal control problem, the set of compact control values at each z ∈ Tε is

Az := Sn−1 ∩ TzΓ and Az = APΓz. Then the sets A and A are as in section

2.2.1 since ∪z∈TεAz = ∪x∈ΓAx. The extended dynamical system in Tε is given

by
dy

dt
(t) = f(y(t), a(t))B(y(t), µ)a(t), t > 0,

y(0) = z, z ∈ Tε.
(2.10)

Here f : Tε × A → R is given by f(z, a) = f(PΓz, a), and we have that

a(t) ∈ Ay(t) for all t ≥ 0. This last requirement ensures that the trajectory

remains in Γη for all t ≥ 0 where η = dΓ(z). The inclusion of the tensor

B(y(t), µ) in the dynamical system above adjusts the velocity according to

the curvatures of the surface. This has the implication that equivalent paths

will have the same total cost.

Denote the solution to (2.10) (which exists under the assumption (B1)

below) by yz(t, a(t)). For each z ∈ Tε with dΓ(z) = η, we have the following

subset of admissible controls:

Az := {a ∈ A | yz(t, a(t)) ∈ Γη}.
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Then the requirement that a(t) ∈ Ayz(t) for all t ≥ 0 in the dynamical system

(2.10) is equivalent to a(·) ∈ Az. Since Az = APΓz, we have Az = APΓz. Refer

to y(·) that satisfy (2.10) where a(·) ∈ Az as an admissible path on Tε. Again,

for the rest of the chapter we will write suppress writing the dependence of

yz(t, a(t)) on a(·). There is no confusion between the notation for admissible

paths on Γ and Tε. The initial point will indicate which dynamical system the

path solves.

Note that if z ∈ Γ, dΓ(z) = 0 and σ1 = σ2 = 1. Therefore,

B(z, µ)a = a

for a ∈ TzΓ. Thus for initial points z ∈ Γ, (2.10) reduces to the dynamical

system on Γ (2.2). An admissible path on Γ with a(·) ∈ Ax is also an admissible

path on Tε with the same control a(·) ∈ Ax.

Now, let T = {z ∈ Tε | PΓz ∈ T}. Let the running cost and exit

time penalty on Tε be given by l : Tε × A → R where l(z, a) = l(PΓz, a) and

g : Tε → R where g(z) = g(PΓz), respectively. Then the total cost associated

with initial state z and control a(·) ∈ Az to reach T is given by

C(z, a(·)) :=

∫ T

0

l(yz(t), a(t))dt+ g(yz(T ))

where T = min{t | yz(t) ∈ T}. Note that if z ∈ Γ, then C(z, a(·)) = C(z, a(·)).

The value function v : Tε → R is the minimal total cost to T starting at z and

is given by

v(z) = inf
a(·)∈Az

C(z, a(·)). (2.11)
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We have that the assumption (A1) implies

The mappings (z, a) 7→ l(z, a) and (z, a) 7→ f(z, a)B(z, µ)a

are Lipschitz continuous in their first arguments.

g is lower semicontinuous and minT g <∞.
0 < L1 ≤ l(z, a) ≤ L2, for all z ∈ Tε and a ∈ A.
There exists constants F 1, F 2 such that:

0 < F 1 ≤ ||f(z, a)B(z, µ)a|| ≤ F 2, for all z ∈ Tε and a ∈ A.

(B1)

Again, while (B1) does not guarantee the existence of the optimal control, the

assumption does ensure that the value function and corresponding viscosity

solution of the HJB equation coincide. If we also assume the set V (x) is strictly

convex, then V (z) = {f(z, a)B(z, µ)a/l(z, a) | a ∈ Az} is strictly convex for

each z ∈ Tε. Thus, if the optimal control exists in the problem on Γ, it also

exists for the extended problem on Tε.

Before deriving the corresponding HJB equation, we prove that the

value function, v, is the constant normal extension of the value function of the

optimal control problem defined on Γ. The following theorem states that two

admissible paths, yz1(·) and yz2(·), on Tε with equivalent initial points in Tε

and identical controls stay equivalent for all time.

Theorem 2.2.1. Suppose that z1, z2 ∈ Tε such that PΓz1 = PΓz2. Let a1(·) ∈

Az1 and a2(·) ∈ Az2 such that a1 ≡ a2. Suppose yz1 : [0,∞)→ Tε solves (2.10)

with yz1(0) = z1 and yz2 : [0,∞)→ Tε solves (2.10) with yz2(0) = z2. Then

PΓyz1(t) = PΓyz2(t) for all t ≥ 0.

Proof. Let y1 : [0,∞)→ Γ and y2 : [0,∞)→ Γ be given by

y1(t) = PΓyz1(t)
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and

y2(t) = PΓyz2(t)

for all t ≥ 0, respectively. We need to show that y1(t) = y2(t) for all t ≥ 0.

We compute y′1. We have the following singular value decomposition for P ′Γ:

P ′Γ = UΣUT where

U =
[

t1 t2 n
]

and Σ =

 σ1 0 0
0 σ2 0
0 0 0

 .
Since t1, t2, and n are orthonormal, for i, j = 1, 2,

(ti ⊗ ti)(tj ⊗ tj) =

{
ti ⊗ ti, i = j,

0, i 6= j,

and for i = 1, 2

(ti ⊗ ti)(n⊗ n) = 0.

Using the above, we have

y′1(t) = (PΓyz1(t))′

= P ′Γ
dyz1

dt
(t)

= P ′Γf(yz1(t), a1(t))B(yz1(t), µ)a1(t)

= P ′ΓB(yz1(t), µ)f(yz1(t), a1(t))a1(t)

= (t1 ⊗ t1 + t2 ⊗ t2)f(y1(t), a1(t))a1(t)

= f(y1(t), a1(t))(t1 ⊗ t1 + t2 ⊗ t2)a1(t)

= f(y1(t), a1(t))a1(t).
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The last equality is true since t1 ⊗ t1 + t2 ⊗ t2 is the orthogonal projection of

a1(t) onto the tangent space at yz1(t) and a1(t) ∈ Ayz1 (t) ⊂ Tyz1 (t)Γ. Thus y1

is an admissible path on Γ where y1(0) = x = PΓz1 = PΓz2 and a1(·) ∈ Ax =

APΓz1 . By the same reasoning y2 also an admissible path with y2(0) = x and

a2(·) ∈ Ax = APΓz2 . Assuming (A1), the solution to (2.2) is unique. Since

a1 ≡ a2, y1(t) = y2(t) for all t ≥ 0.

It easily follows that the value function defined on Tε is the constant

normal extension of the value function defined on Γ.

Corollary 2.2.2. If v is the value function on Tε given by (2.11), then

v(z) = u(z) := u(PΓz)

where u : Γ→ R is the value function on Γ given by (2.4).

Proof. Let z ∈ Tε and a(·) ∈ Az. Then a(·) ∈ APΓz since Az = APΓz. Then

we have

C(z, a(·)) =

∫ T

0

l(yz(t), a(t))dt+ g(yz(T ))

and

C(PΓz, a(·)) =

∫ T

0

l(yPΓz(t), a(t))dt+ g(yPΓz(T )),

where yz(·) and yPΓz(·) are admissible paths on Tε with yz(0) = z, yPΓz(0) =

PΓz, respectively. Recall, that yPΓz is also an admissible path on Γ so that

C(PΓz, a(·)) = C(PΓz, a(·)).
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Theorem 2.2.1 implies that PΓyz(t) = yPΓz(t) for all t ≥ 0. Since

T = {z ∈ Tε | PΓz ∈ T},

we have

min{t | PΓyz(t) = yPΓz(t) ∈ T} = min{t | yz(t) ∈ T}.

Therefore, T = T , and

C(z, a(·)) = C(PΓz, a(·))

= C(PΓz, a(·)).

Finally, we have

v(z) = inf
a(·)∈Az

C(z, a(·))

= inf
a(·)∈APΓz

C(PΓz, a(·))

= u(PΓz).

Now that we have showed that the value function on the narrow band is

equivalent to the value function on the surface, we define the HJB equation on

Tε associated the value function v. Again, the dynamic programming principle

states that for sufficiently small τ > 0, we have

v(z) = inf
a(·)∈Az

{∫ τ

0

l(yz(t), a(t))dt+ v(yz(τ))

}
. (2.12)
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The corresponding HJB equation on Tε is

min
a∈Az

{
l(z, a) +∇v(z) · f(z, a)B(z, µ)a

}
= 0, z ∈ Tε\T. (2.13)

The boundary condition is

v(z) = g(z), z ∈ T. (2.14)

The assumption (B1) implies that the value function coincides with the

unique viscosity solution. Corollary 2.2.2 implies that the viscosity solution of

(2.13)-(2.14) is given by

v(z) = u(PΓz), (2.15)

where u is the viscosity solution of (2.6)-(2.7) on Tε. An interesting result is

that we can prove (2.15) without Corollary 2.2.2, i.e., using only the derived

HJB equations and properties of viscosity solutions.

We begin with the following lemma that relates the surface gradients

for parallel surfaces at equivalent points:

Lemma 2.2.3. Assume ε is small enough so that PΓ is differentiable, and let

|η| < ε. Given φ0 ∈ C1(Γ), define φη ∈ C1(Γη) by φη(z) := φ0(PΓz). Then for

z ∈ Γη,

∇Γφ0(PΓz) = B(z, µ)∇Γηφη(z). (2.16)

Proof. Let φ0 : Tε → R be the constant normal extension of φ0. Then φ0 ∈

C1(Tε) and φ0

∣∣
Γη

= φη. From Theorem A.1 in [36], we have that ∇Γφ0(PΓz) =

B(z, µ)∇φ0(z). Since φ0 is the constant normal extension of φ0, ∇φ0(z) ∈

TzΓη. Thus, if z ∈ Γη, ∇φ0(z) = ∇Γηφη(z), and (2.16) holds.
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The following theorem proves (2.15) directly using the definition of

viscosity solutions given in section 1.2.

Theorem 2.2.4. If u : Γ → R is the viscosity solution to (2.6)-(2.7), then

the constant normal extension of u, u : Tε → R, is the viscosity solution to

(2.13)-(2.14).

Proof. We have u(x) = g(x) for x ∈ T and PΓz ∈ T if z ∈ T. Then for z ∈ T,

u(z) = u(PΓz) = g(PΓz) = g(z).

Thus, u satisfies the boundary conditions (2.14). Next, we will show that u is

a viscosity subsolution of (2.13).

Assume z0 ∈ Tε and φ ∈ C1(Tε) such that u− φ has a local maximum

at z0. We need to show that

min
a∈Az

{
l(z0, a) +∇φ(z0) · f(z0, a)B(z0, µ)a

}
≤ 0. (2.17)

Let η = dΓ(z0) and φ0 : Γ → R be the restriction to Γ of the normal

extension of φ
∣∣
Γη

. Then we have that φ0 ∈ C1(Γ) and φη := φ
∣∣
Γη
∈ C1(Γη)

such that φη(z) = φ0(PΓz) for z ∈ Γη.

First, we will prove

B(z0, µ)∇φ(z0) · a = B(z0, µ)∇Γηφη(z0) · a. (2.18)

Since a ∈ Az0 ⊂ Tz0Γ, we have a · n = 0 and

(B(z0, µ)n⊗ n∇φ(z0)) · a = 0.
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Now, ∇Γηφη(z0) = (I − n⊗ n)∇φ(z0). Therefore, (2.18) holds.

Lemma 2.2.3 implies

B(z0, µ)∇Γηφη(z0) = ∇Γφ0(PΓz0). (2.19)

Let x0 = PΓz0. Using the fact that B(z0, µ) is symmetric, (2.18), and (2.19),

we have

min
a∈Az0

{
l(z0, a) +∇φ(z0)·f(z0, a)B(z0, µ)a

}
= min

a∈Az0

{
l(z0, a) +B(z0, µ)∇φ(z0) · f(z0, a)a

}
= min

a∈Az0

{
l(z0, a) +B(z0, µ)∇Γηφη(z0) · f(z0, a)a

}
= min

a∈Az0

{
l(z0, a) +∇Γφ0(PΓz0) · f(z0, a)a

}
= min

a∈Ax0

{
l(x0, a) +∇Γφ0(x0) · f(x0, a)a

}
.

Now, x0 ∈ Γ, φ0 ∈ C1(Γ) such that u− φ0 has a local maximum at x0.

Since u is a viscosity subsolution of (2.6),

min
a∈Ax0

{
l(x0, a) +∇Γφ0(x0) · f(x0, a)a

}
≤ 0.

Thus, (2.17) holds. The same argument can be applied to show that u is a

viscosity supersolution of (2.6).

In the next section, we will present a special case of the above formu-

lations for when the HJB equation on Γ reduces to the Eikonal equation. A

noteworthy revelation is that if we ensure that the extended speed and cost
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functions are isotropic as well, the control values in the extended optimal con-

trol problem do not have to be restricted to be in the tangent bundle of Γ, i.e.,

the extended set of controls is Ã = Sn−1. In this setup, the value function is

still the constant normal extension of the value function on Γ. Before proceed-

ing, we present a counter example to show that u is not necessarily the value

function of the extended control problem if the extended speed function f is

anisotropic and Ã = Sn−1.

Example

Consider the following control problems on Γ and Tε: Let

Γ = (−1, 1)× {0}

and

T = {(1, 0)}.

Let ε >
√

3/3, then

Tε = (−1, 1)× (−ε, ε)

and

T = {1} × (−ε, ε).

For the control problem on Γ, the set of controls is A = {(−1, 0), (1, 0)} and A

is the usual set of admissible controls. Define f : Γ×A→ R by f(x, a) =
√

3

and suppose that we have unit running cost, i.e., l(x, a) = 1. Then it is clear

that u((0, 0)) =
√

3/3 which is the minimum travel time from x = (0, 0) to T

while traveling at speed
√

3.
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Now for the extended control problem, let the control values be the set

Ã = S1. Then the set of admissible controls is given by

Ã := { measurable functions ã : [0,∞)→ Ã}.

Define f̃ : Tε × Ã → R such that f̃(z, ã) = g(ã) for g : Ã → R and the

set {g(ã)ã | ã ∈ Ã} is the ellipse given by x2 + y2

9
= 1 rotated at the origin

clockwise by the angle π/3. Then g(a) =
√

3 if a ∈ A so that f̃(z, a) =

f(PΓz, a) for a ∈ A. Again, assume unit running cost.

Let v be the value function for this extended control problem. If v = u,

then we should have v((0, 0)) = u((0, 0)). Note that f̃(z, (
√

3/2, 1/2)) = 3 and

the Euclidean distance between (0, 0) and (1,
√

3/3) is 2
√

3/3. Thus,

C((0, 0), ã(·)) =
2
√

3

9
,

when ã(·) ≡ (
√

3/2, 1/2). By the definition of the value function we must have

v((0, 0)) ≤ 2
√

3

9
<

√
3

3
= u((0, 0)).

Therefore, u cannot be the value function for the extended control problem.

2.3 Equivalent extensions in the isotropic case

We derive the optimal control problems and HJB equations correspond-

ing to the case when the speed and cost functions are isotropic. As mentioned

at the end of section 2.2.2, we will show that value function on Tε is the normal

extension of the value function on Γ even when we do not restrict the controls

to the tangent space in the extended optimal control problem.
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2.3.1 The controlled dynamics on Γ for isotropic speed and cost
functions

The optimal control problem formulation is exactly the same as in

section 2.2.1, and (2.6) reduces to the Eikonal equation on the surface:

||∇Γu(x)|| = l(x)

f(x)
. (2.20)

We have the HJB equation

H(x,∇Γu(x)) = l(x)− f(x)||∇Γu(x)|| = 0, x ∈ Γ, (2.21)

and the boundary condition is

u(x) = g(x), x ∈ T. (2.22)

Assuming (A1), the value function u coincides with the unique viscosity solu-

tion of (2.21)-(2.22). We also have that V (x) is strictly convex for all x ∈ Γ.

Thus, an optimal control is guaranteed.

2.3.2 Extension to Tε in the isotropic case

We derive the extended Hamiltonian, H, on Tε from the extended

isotropic optimal control problem such that if v : Tε → R is the unique viscosity

solution of

H(x,∇v(z)) = 0,

with boundary conditions defined appropriately, then

v(z) = u(PΓz),
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where u is the solution to (2.21)-(2.22).

The extended set of compact control values is Ã = Sn−1, and the set of

admissible controls is given by:

Ã = {measurable functions: ã : [0,∞)→ Ã}.

This is where the formulation differs from the previous section. We do not

restrict the controls to belong to the tangent bundle of Γ. We extend the speed,

cost, and exit time penalty functions as above: f(z) = f(PΓz), l(z) = l(PΓz),

and g(z) = g(PΓz). The dynamical system is given by

dy

dt
(t) = f(y(t))B(y(t), µ)ã(t), t > 0,

y(0) = z, z ∈ Tε,
(2.23)

where ã(·) ∈ Ã and the tensor B(z, µ) is defined in section 2.2.2. Admissible

paths on Tε with extended controls are solutions to (2.23) denoted by yz(t).

Note that the admissible paths are not restricted to the parallel surface, Γη,

to which the initial point z belongs.

The total cost function associated to the initial state z ∈ Tε and control

ã(·) ∈ Ã is the same as in section 2.2.2. The value function v : Tε → R is the

minimal total cost to T starting at z and is given by

v(z) = inf
ã(·)∈Ã

C(z, ã(·)). (2.24)

We have that (A1) implies the following is true:
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The mapping (z, ã) 7→ f(z)B(z, µ)ã is Lipschitz continuous

in the first argument and l is Lipschitz continuous.

g is lower semicontinuous and minT g <∞.
0 < L1 ≤ l(z) ≤ L2, for all z ∈ Tε.
There exists constants F 1, F 2 such that:

0 < F 1 ≤ ||f(z)B(z, µ)ã|| ≤ F 2, for all z ∈ Tε and ã ∈ Ã.

(C1)

We have that (C1) implies the value function, v, coincides with the unique vis-

cosity solution of (2.21)-(2.22) [7]. We also have that V (z) = {f(z)ã/l(z) | ã ∈

Ã} is strictly convex for all z ∈ Γ. Thus, an optimal control is guaranteed in

the narrow band.

We now prove that the value function, v, is a constant normal extension

of a function on Γ. However, unlike in the previous section, it is not immediate

from the following proofs that v = u, where u is the value function on Γ.

Theorem 2.3.1. Given ã(·) ∈ Ã and z1, z2 ∈ Tε such that PΓz1 = PΓz2, let

yz1 : [0,∞)→ Tε

and

yz2 : [0,∞)→ Tε

solve (2.23) with yz1(0) = z1 and yz2(0) = z2, respectively. Then PΓyz1(t) =

PΓyz2(t) for all t ≥ 0.

The proof of Theorem 2.3.1 is analogous to the proof of Theorem

2.2.1 except the control ã(·) belongs to the extended control space, Ã. A
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consequence of the control belonging to the extended space is that now the

projected paths PΓyz(·) may not solve (2.2). This is due to the fact that

(t1 ⊗ t1 + t2 ⊗ t2)ã(t) 6= ã(t) if ã(t) 6∈ TPΓyz(t) where t1 and t2 are the basis

tangent vectors of TPΓyz(t). We now prove that the extended value function in

the isotropic case is constant along the normals of Γ.

Corollary 2.3.2. If PΓz1 = PΓz2 for z1, z2 ∈ Tε, then v(z1) = v(z2).

Proof. Let ã(·) ∈ Ã. We have

C(z1, ã(·)) =

∫ T 1

0

l(yz1(t))dt+ g(yz1(T 1))

and

C(z2, ã(·)) =

∫ T 2

0

l(yz2(t))dt+ g(yz2(T 2)),

where yz1(·) and yz2(·) are admissible paths on Tε with extended control,

ã(·) ∈ Ã, and yz1(0) = z1, yz2(0) = z2 where PΓz1 = PΓz2.

Theorem 2.3.1 implies that PΓyz1(t) = PΓyz2(t) for all t ≥ 0. Since

T = {z ∈ Tε | PΓz ∈ T},

we have

min{t | PΓyz1(t) = PΓyz2(t) ∈ T} = min{t | yz1(t) ∈ T}

= min{t | yz2(t) ∈ T}.

Therefore, T 1 = T 2 and C(z1, ã(·)) = C(z2, ã(·)) for ã(·) ∈ Ã. Now,

v(z1) = inf
ã(·)∈Ã

C(z1, ã(·)) = inf
ã(·)∈Ã

C(z2, ã(·)) = v(z2).
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In the above proof, it is not immediate that we can take the infimum

over A ⊂ Ã, which would imply that v is the normal extension of u, the value

function on Γ. We will use the corresponding HJB equations and Corollary

2.3.2 to show that v = u.

We define the HJB equation on Tε associated the value function v.

Again, the dynamic programming principle states that for sufficiently small

τ > 0 we have

v(z) = inf
ã(·)∈Ã

{∫ τ

0

l(yz(t))dt+ v(yz(τ))

}
. (2.25)

We get the HJB equation on Tε:

min
ã∈Ã

{
l(z) +∇v(z) ·B(z, µ)f(z)ã

}
= 0. (2.26)

Since the speed and cost functions are isotropic, (2.26) reduces to an anisotro-

pic Eikonal equation:

H(z,∇v(z)) := l(z)− f(z)||B(z, µ)∇v(z)|| = 0. (2.27)

The boundary condition is

v(z) = g(z), z ∈ T. (2.28)

Since the value function coincides with the unique viscosity solution,

Corollary 2.3.2 implies that the viscosity solution of (2.27)-(2.28) is a constant

along the normals of Γ, i.e., there is a function w : Γ→ R such that for z ∈ Tε,

v(z) = w(z) := w(PΓz).

We now prove that w = u where u is the viscosity solution of (2.21)-(2.22).
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Theorem 2.3.3. If u : Γ → R is the viscosity solution to (2.21)-(2.22), then

the constant normal extension of u, u : Tε → R, is the viscosity solution to

(2.27)-(2.28).

Proof. Just as in Theorem 2.2.4, u satisfies the boundary conditions (2.28).

Assume for contradiction that u is not the viscosity solution to (2.27). From

Corollary 2.3.2, we have that viscosity solution of (2.27)-(2.28) satisfies v = w

for some w : Γ→ R. Therefore, if u is not the unique viscosity solution, then

u 6= w. For contradiction, we will show that w is the viscosity solution of

(2.21) and thus, u = w.

Let x0 ∈ Γ and φ ∈ C1(Γ) such that w−φ has a local maximum at x0.

Consider the normal extensions of w and φ, then w−φ has a local max at x0.

Since w is a viscosity subsolution to (2.27) and φ ∈ C1(Tε), we have that

l(x0)− f(x0)||B(x0, µ)∇φ(x0)|| ≤ 0. (2.29)

Since x0 ∈ Γ, σ1 = σ2 = 1 and ∇φ(x0) ∈ Tx0Γ. Therefore,

B(x0, µ) = t1 ⊗ t1 + t2 ⊗ t2 + µn⊗ n,

and we have that B(x0, µ)∇φ(x0) = ∇φ(x0) = ∇Γφ(x0). Thus,

l(x0)− f(x0)||∇Γφ(x0)|| ≤ 0, (2.30)

and w is a viscosity subsolution. The same argument can be applied to show

that w is a viscosity supersolution. Therefore, w is the viscosity solution to

(2.21) and, hence w = u.
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To summarize, we have shown that we may appropriately extend the

control space in the case of isotropic speed and running costs. This has the

implication that even though the admissible paths on Tε have the “choice”

to leave the tangent space of Γ, the optimal paths in the extended control

problem remain on or parallel to Γ.

2.4 Numerical implementation and simulations

2.4.1 The setup

In the implementation of our new framework, we use a uniform Carte-

sian grid with step size h. Let T hε denote the discretized narrow band. Since the

Lax-Friedrichs fast sweeping method in [34] can be used to solve general HJB

equations on Cartesian grids, we have chosen this scheme for our simulations.

Unless we mention otherwise, we use the standard first-order finite differencing

in the approximation of the partial derivatives for the Lax-Friedrichs numerical

Hamiltonians.2

We present several examples of our new formulation demonstrated on

surfaces of co-dimension one in three dimensions. For the first three examples,

we compute the solution to the Eikonal equation on the surface when l, f ≡ 1.

As shown in section 2.3, the equivalent equation on Tε is

||B(z, µ)∇v(z)|| = 1, z ∈ Tε\T,

v(z) = g(z), z ∈ T.
(2.31)

2All code used to produce the numerical simulations can be found at https://github.
com/lindsmart/MartinTsaiExtHJB.
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Again,

B(z, µ) = σ−1
1 t1 ⊗ t1 + σ−1

2 t2 ⊗ t2 + µn⊗ n.

Since the desired solution, v, has been proven to be constant along the normals

of the surface, n⊗ n∇v(z) = 0. Therefore, µ can be any real number. We let

µ = 1 in all of our computations.

Approximating the solution to (2.31) requires the computation of the

singular values and vectors of the derivative of the closest point mapping,

P ′Γ. We defer the discussion of these approximations to section 2.4.1.3. In

the last example, we apply our framework to solve an HJB equation with an

anisotropic speed function.

2.4.1.1 Boundary closure

We note that the analytical formulation of the HJB equation does not

require boundary conditions on ∂Tε. However, since we are using Cartesian

grids we must take careful consideration of the discretization near the bound-

ary, ∂T hε . When approximating the partial derivatives of v, a neighboring grid

node may lie outside of T hε . We will call these ghost nodes. In our implemen-

tation, we provide a boundary closure procedure that relies on the fact that

the solution is a constant along normal function. For each ghost node, we

perform the following procedure:

1. Project the ghost node into the narrow band.

2. The value at the ghost node is then calculated by interpolating grid

42



values surrounding the projected point. Formally, we must use an in-

terpolation scheme of order higher to the discretization of the PDE on

T hε .

Next, we describe how the boundary closure procedure affects the nu-

merical accuracy. Let zi be a ghost node, and zαi = zi−αni be the projection

of the ghost node into Tε. Denote the solution at zαi by vαi := v(zαi ). Sup-

pose that we use a first-order scheme to discretize the HJB equation on T hε .

Then the interpolation used in the approximation of vαi should yield at least

second order in h accuracy, in order to formally maintain the first-order accu-

racy. This is due to the amplification by a factor of h−1 in the finite difference

scheme errors of the approximation of the values at the neighboring grid nodes

of zi.

2.4.1.2 Depth of the projected points and bounding the thickness
of the narrow band

When choosing α for the the projected ghost node discussed above, a

necessary condition is that the nearby surrounding nodes used to interpolate

the value of vαi must be in T hε . In our numerical simulations, we use cubic

interpolation to approximate v(zα). Thus, it requires 43 nearby grid nodes

for three-dimensional cases. It can be shown that if |dΓ(zi)− α| ≤ ε− 2
√
nh,

where n is the dimension, then the inner nodes used to interpolate the value at

each ghost node are in T hε . We use a projected node as close to the boundary

node as possible. Therefore in our numerical simulations, we choose α =
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dΓ(zi)− (ε− 2
√
nh). We discuss the effect of the choice of α in section 2.4.2.

The maximal value of ε is restricted by the curvatures of Γ. We must

have ε < min(k−1
∞ , δΓ) where k∞ is the upper bound on the curvature of Γ, and

δΓ is the minimal distance between the different parts of Γ [19]. The minimal

value of ε is determined by the finite difference stencils in approximating the

partial derivatives of the PDE and the boundary closure procedure. Both

stencils require that the narrow band is sufficiently “thick” relative to the

mesh size h with ε > 2
√
nh.

Notice that unlike in [36] where closest point mappings are used to

integrate over curves and surfaces, the resulting numerical discretization of

the HJB equation on T hε is convergent with “thin” narrow bands around Γ,

i.e. ε ∼ O(h).

2.4.1.3 Application to solving HJB on point clouds

We now describe how we compute the closest point mapping when the

surface is represented as a point cloud (see Figure 2.1). Denote the point

cloud by ΓN ⊂ Γ, with N indicating the total number of points in the set. We

approximate PΓ using the following strategy:

1. For each zi ∈ T hε , estimate ΓN locally on the grid nodes. Call the local

surface associated to the point zi, ΓN(zi).

2. Compute the closest point of zi on the local surface, ΓN(zi). Denote the

closest point mappings by P int
ΓN

(zi).
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Figure 2.1: Example of a point cloud for the Stanford bunny, zoomed in near
the top of the head.
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In our implementation, we use biquadratic interpolation at each zi to

compute ΓN(zi). Another option to locally estimate the surface is least squares

as in [42]. We then use Newton’s method to obtain the closest point of each zi

on ΓN(zi). Then at each grid node zi, the equation is discretized as usual, with

P ′Γ(zi) being approximated by finite differences of P int
ΓN

(zi). We use a fourth-

order finite difference scheme to estimate P ′Γ and singular value decomposition

to obtain the singular values and singular vectors of P ′Γ. We show the effect

of this approximation procedure in section 2.4.2.

2.4.2 Example 1

First we present a numerical convergence study. We approximate the

solution to (2.31), where Γ is a sphere centered at (0.5, 0.5, 0.5), and the radius

is r0 = 0.4. The exact singular values and vectors in B(z, 1) are used. In the

case of a sphere

σ1 = σ2 = 1− r(z)− r0

r(z)
=

r0

r(z)
, (2.32)

where r(z) is the radius of the sphere going though z centered at (0.5, 0.5, 0.5)

and r0 the radius of Γ. Figure 2.2 shows the distance function on the sphere

for two different view points.

Since the solution is constant along the normals of Γ, we can easily

estimate the L1 error. Using the formulation in [36], the estimation of the L1

error is given by the following formula:

||u− uh||L1(Γ) ≈
∑
zi∈Thε

(u(PΓzi)− vhi )Kε(dΓ(zi))J(zi),
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Table 2.1: Errors and orders of accuracy for the distance function on a sphere,
computed by the first-order Lax-Friedrichs sweeping algorithm. We use N3

grids with h = 1/(N − 1) and ε = 4h.

h ε Error Order

1/100 0.0400 0.023483

1/200 0.0200 0.014964 0.650113

1/300 0.0133 0.011260 0.702283

1/400 0.0100 0.009116 0.732825

1/500 0.0080 0.007699 0.757400

where u is the exact solution and uh is the approximated solution on Γ using

the approximate solution, vhi , of the extended equation with grid size h. Here,

Kε(dΓ(zi)) =
1

2ε

(
1 + cos

(
πdΓ(zi)

ε

))
and

J(zi) = σ1σ2,

where σ1, σ2 are given in (2.32). We report the L1 error in Table 2.1. The op-

timal choice of the viscosity parameters in the Lax-Friedrichs sweeping scheme

in [34] is nontrivial and affects the expected convergence order of one. Thus, we

expect the approximated convergence order to be less than one since we have

chosen suboptimal viscosity parameters. Table 2.1 verifies that the boundary

closure procedure does not influence the overall order of the scheme.

Another advantage of our setup is that we can use existing high order

methods to compute the solution to HJB equations on surfaces. To compute

47



Table 2.2: Error of the high order computation of the steady state solution of
the time-dependent Eikonal equation on a sphere. We use a 1013 grid where
h = 1/100 and ε = 4h. We use third-order TVD-RK in time and third-order
WENO in space.

h ε Error 3rd order WENO scheme

1/100 0.0400 0.005571

the distance function on the surface, we can solve for the steady state solution

of the following time-dependent Eikonal equation on the surface to high order,

ut − (1− ||∇Γu(x)||) = 0, x ∈ Γ\T, t ≥ 0,

u(t = 0,x) = 0, x ∈ T.

The extended equation is then

vt − (1− ||B(z, µ)∇v(z)||) = 0, z ∈ Tε\T, t ≥ 0,

v(t = 0, z) = 0, z ∈ T.
(2.33)

We use third-order TVD Runge-Kutta in time and third-order WENO [32] for

the spatial derivatives to solve (2.33). In order to speed up convergence to the

steady state solution, we set v(t = 0, z) to be the solution obtained from the

first-order static Eikonal equation. The L1 error on a 1013 grid with ε = 4h

where h = 1/100 is reported in Table 2.2, verifying the much smaller error

than the result in Table 2.1.

Next, we study the affect that the depth of projected ghost nodes has

on the overall error. Here, we choose a 2013 sized grid with ε = 10h where
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Table 2.3: Comparison of different choices of α for the computation of the
distance function on the sphere on a 2013 grid. Here, ε = 10h and h = 1/200.

α d(z)− (10− 2
√

3)h d(z)− 3h d(z) d(z) + 3h

L1 error 0.014689 0.0146563 0.014660 0.014687

h = 1/200. We estimate the L1 error for when the boundary closure procedure

is carried out at four different depths. Recall that a ghost node, zi, is outside

of T hε and is projected into Tε along the normal of the surface at that point,

i.e.,

zi 7→ zi − αni.

Table 2.3 shows the L1 error for the depths:

α = d(z)− (10− 2
√

3)h, d(z)− 3h, d(z), d(z) + 3h.

We can see that the error the solution is not sensitive to the choice of depth.

In our simulations, we chose α = ε− 2
√

3h.

Finally, we compare the following: (1) our method on the sphere, using

exact singular values and vectors; (2) our method with the point cloud proce-

dure described in 2.4.1.3 and finite differences to estimate P ′Γ; (3) the method

in [49]. The method (3) requires ε = Chγ where C =
√

3 and γ ∈ (0, 1). In

order to fairly compare the error of the methods, we increase the width of the

narrow band to ε = 2h0.7, which is used in the convergence analysis of (3) in

[49]. We also are not able to compute the L1 error for method (3) since the

solution is not constant along the normals of Γ. Therefore, we only report the
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Table 2.4: Comparison of methods on a 1013 grid: (1) Our method using exact
closest point mapping and exact singular values and vectors; (2) Our method
using closest point mapping sampled from san equally distributed point cloud
of 294,914 points and finite differences to compute singular values and vectors;
(3) method in [49]. Here ε = 2h0.7 and h = 1/100.

Method (1) (2) (3)

L∞ error 0.013743 0.020721 0.134855

L1 error 0.023518 0.023208

Figure 2.2: Two view points of the distance function on a sphere.

L∞ error, and we use trilinear interpolation to approximate the solutions on Γ

for (3). The errors are reported in Table 2.4. We can also see that estimating

PΓ from a point cloud and P ′Γ from finite differences does not greatly influence

the L1 error of the method.
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Figure 2.3: Top left: Distance function on a torus. Top right: Points from
the corresponding point cloud whose distance from the source point lies in the
intervals (0.09,0.11), (0.29,0.31), (0.49,0.51), or (0.69,0.71). Bottom: Solution
slice at z=0.5 with contours showing that the solution is indeed constant along
normal.
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Figure 2.4: Distance function on the Stanford bunny with four viewpoints.
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Figure 2.5: Distance function on a elephant, mask, human skull, and dinosaur
skull.
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2.4.3 Example 2

In Figures 2.3, 2.4, and 2.5, the distance function to a source point

is shown on various surfaces. The contours shown are equally spaced and

parallel. The solutions for the torus and bunny are computed on a 2013 grid,

and a 1013 grid is used for the elephant, mask, human skull, and dinosaur

skull. All computations use a narrow band width of ε = 4h and point cloud

representations for the surfaces. The number of points in the point clouds of

the torus3 and bunny4 are 178,350 and 228,096, respectively. For the elephant,

mask, human skull, and dinosaur skull5, we used point clouds with 65,292,

1,199,988, 234,618, and 139,491 points, respectively. In Figure 2.3, a cross

section of the solution is displayed to show that the solution is indeed constant

along the normals of the surface. Our new framework also allows us to sort

point clouds. Figure 2.3 displays level “belts” of the point cloud, i.e., points

in the point cloud whose distance from the source point lies in given interval.

Another advantage of our formulation is that when we compute the

characteristics, known as geodesics, of the Eikonal equation via the extended

Eikonal equation on the narrowband, the geodesics remain on the surface if

the initial point lies on Γ. Since the solution to (2.31) is constant along the

normals of Γ, the gradient of the solution always belongs to the tangent spaces

3The point cloud for the torus was generated using the standard parametrization of a
torus.

4The point cloud for the Stanford bunny is generated from a refinement of the triangu-
lated Stanford bunny from https://casual-effects.com/data/ [48].

5The point clouds for the surfaces in Figure 2.5 were generated from the triangulations
downloaded at https://www.myminifactory.com/scantheworld/.

54



Figure 2.6: Left: The distance function for two source points. Right: Eight
geodesics computed on the Stanford bunny.

of Γ or its parallel surfaces, Γη. We have that B(x, µ)a = a for x ∈ Γ and

a ∈ Ax = TxΓ ∩ Sn−1 since σ1 = σ2 = 1. Thus, if the initial point is z ∈ Γ,

the geodesic on the surface can be obtained by solving the dynamical system

dy

dt
(t) =

−∇v(y(t))

||∇v(y(t))||
, t > 0,

y(0) = z, z ∈ Γ.

In Figure 2.6, we consider the case when we have two source points

and display the solution and some geodesics. Recall that in Theorem 2.2.1 we

showed that paths with equivalent initial points remain equivalent for all time.

We show a visualization of this property in Figure 2.7. In the next section we

will compare geodesics of the HJB equation given different anisotropic speed

functions.
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Figure 2.7: Verification of Theorem 2.2.1, i.e., paths with equivalent starting
points stay equivalent for all time. We plot the red geodesic from Figure 2.6,
and the initial point of the blue parallel path is offset by 0.015 along the normal
of the bunny at the initial point.
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2.4.4 Example 3

Finally, we implement the framework on an anisotropic speed function.

We compute the solution to the extended equation

min
a∈Az

{
1 +∇v(z) · f(z, a)B(z, µ)a

}
= 0, z ∈ Tε\T,

v(z) = g(z), z ∈ T,
(2.34)

where f : Γ× A→ R is a curvature based speed function on the surface. We

use the speed function proposed in [64]. The speeds are fast on low curvature

areas of the surface and slow on high curvature areas. This means that the

corresponding “shortest” paths traverse the areas of the lowest curvatures.

These paths are typically longer than the geodesics of the surface.

The normal curvature of Γ at x in the direction a is given by

κa(x) = aT

 κ1 0

0 κ2

 a

where κ1 and κ2 are the principal curvatures of Γ at x. Then the curvature-

minimizing speed function is given by

f(x, a) = exp(−b||κa(x)||),

where b is a positive constant. When b = 0, (2.34) reduces Eikonal equation

on the surface. A larger value of b corresponds to a greater difference in speeds

between areas of low and high curvature. We display the solutions for varying

b values to a source point on the bunny in Figure 2.8.

In this example, the set V (x) = {f(x, a)a | a ∈ Az} is not neccesarily

convex for all x in Γ. Therefore, an optimal control may not exist. However,
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Figure 2.8: Anisotropic example for the curvature based speed function show-
ing the contours and geodesics for values of b = 0, 0.05, and 0.5.
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we can still extract suboptimal paths, called anisotropic geodesics, whose total

cost is arbitrarily close to the value function at the starting point. Just as in

the isotropic case, the anisotropic geodesics computed from the extended HJB

equation on the narrow band will lie on the surface since B(x, a)a = a for

x ∈ Γ. The paths can easily be extracted because we compute the minimizing

control at each grid node when solving (2.34). Once we have the optimal (or

suboptimal) control values, a∗(·), we then solve dynamical system

dy

dt
(t) = f(y(t), a∗(t))a∗(t), t > 0,

y(0) = z, z ∈ Γ.

We plot three anisotropic geodesics for each b value in Figure 2.8. We can see

as b increases the Euclidean distances of the paths are longer, and the paths

start to seek out the narrow valleys of the bunny.

2.5 Summary and conclusion

In this chapter, we presented a new formulation to compute solutions

of a class of HJB equations on smooth hypersurfaces. We extended the HJB

equation’s associated optimal control problem from the surface to an equivalent

problem defined in a sufficiently ”thin” narrow band around the surface in the

embedding Euclidean space. The extension was done so that the resulting

value function is the constant normal extension of the value function defined

in the optimal control problem on the surface. We presented the formulations

for the general anisotropic equation and showed that the viscosity solution
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of the HJB equation on the narrow band is the constant normal extension

of the viscosity solution on the surface, independently of the optimal control

problems. We also presented the isotropic case and showed there is no need

to restrict the control space in order to have an equivalent formulation.

The proposed approach is independent of surface representation and

can be used to compute and define optimal control problems on uniformly

distributed point clouds sampled from some smooth surface. With this new

framework, we are able to use a variety of meshes and existing methods for

computing solutions to HJB equations in Euclidean space on a very thin narrow

band to solve HJB equations on surfaces coupled with a simple boundary

closure procedure. Our numerical examples verified that the boundary closure

procedure does not influence the overall order of the method. We also showed

that our formulation allows one to easily solve surface HJB equations to high

order accuracy.
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Chapter 3

A multiscale domain decomposition algorithm

for boundary value problems for Eikonal

equations1

3.1 Introduction

The goal of this chapter is to numerically solve the following boundary

value problem for the static Eikonal equation:

|∇u(x)| = rε(x), x ∈ Ω\T ⊂ Rd,

u(x) = g(x), x ∈ T ⊂ Ω.
(3.1)

In particular, we are interested in the case where

rε(x) = r0(x) + aε(x),

where r0 is smooth and aε describes multiscale features in which the scales

cannot be separated easily.

Many serial algorithms exist for computing numerical solutions to Eik-

onal equations as reviewed in section 2.1.1. However, these algorithms have

1Lindsay Martin and Yen-Hsi Tsai. A multiscale domain decomposition algorithm for
boundary value problems for Eikonal equations. Multiscale Model Simul., accepted March
2019. The authors were partially supported by National Science Foundation Grants DMS-
1620396 and DMS-1720171. My specific contribution to the paper includes writing the paper
and designing and implementing the new method.
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limitations when applied to large scale discretized systems. Since we are in-

terested in Eikonal equations that have multiscale features, a very fine grid

discretization is needed in order to accurately capture the fine scale features.

This creates a large system of coupled nonlinear equations to solve. Therefore,

the numerical solutions are expensive to compute and speed-up is desired. Re-

call from section 2.1.1, the most popular serial algorithms are FSMs [61, 66]

and FMMs [62, 57, 33], which have complexity O(N) or O(N logN), respec-

tively. Here, N is the total number of grid points. Again, hidden in the O(N)

complexity of FSM is a constant that corresponds to the number of times a

characteristic curve of (3.1) “turns around.”

There are several approaches to reducing the computational cost of nu-

merically solving Eikonal equations. For certain periodic functions, rε, one

approach is homogenization [44, 52]. The goal of homogenization is to derive

an effective function, r, that accurately describes the effective properties of

rε in the solution. Once r is known, the homogenized equation can be solved

on the coarse grid which is independent of the small parameter ε. For more

general rε, we consider domain decomposition methods. The development of

domain decomposition algorithms for Eikonal equations is nontrival because

of the causal nature of the equations. Standard domain decomposition meth-

ods can be difficult to apply because information may not be known at the

boundaries of subdomains a priori. Furthermore, the causal relations among

the subdomains may change depending on the solutions.

Our new algorithm works on general Eikonal equations, i.e., equations
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with multiple scales with or without scale separation. The algorithm combines

features from parareal methods and standard Eikonal solvers in order achieve

speed-up and maintain accuracy. A set of coarse grids is used to set up bound-

ary conditions for each subdomain. Since the structure of the characteristics

of the equation are generally less complex in a subdomain compared to the

overall domain, we expect that FSM on the subdomain grids will require less

sweeping iterations than FSM on the overall fine grid. After each subdomain

is processed in parallel, the method uses a parareal-like update in order to

improve the accuracy of the solution on the coarse grids.

Next we give a review of current parallel methods for Eikonal equations.

The rest of the chapter is organized as follows. In section 3.2, we give an

overview of parareal methods. Our new algorithm is presented in section

3.3. The stability analysis, complexity, and speed-up are given in section 3.4,

experimental results are in section 3.5, and the summary and conclusion follow

in section 3.6.

3.1.1 Review of current parallel methods for solving Eikonal equa-
tions

Here we give a brief overview of existing parallel approaches to solving

Eikonal equations. In [67], the author proposes two parallelizations of FSM.

The first performs the 2d sweeps of the domain on different processors and after

each iteration information is shared by taking the minimum value at each grid

node from each sweep. The second is a domain decomposition method that
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performs FSM on each subdomain in parallel. The information is shared along

mutual boundaries after each iteration. The drawbacks to this method are that

subdomains have to wait to be updated until the information propagates to

that part of the domain and the number of sweeping iterations may be more

than the number needed in serial FSM.

In [24], a method is introduced that takes advantage of the following

fact: for the upwind scheme (1.6), certain slices of the grid nodes do not

directly depend on each other. The method uses FSM where the sweeping

ordering is designed to allow these sets of grid nodes to be updated simultane-

ously. The advantage of this method is that the number of iterations needed

in the parallel implementation is equal to the serial FSM. In a later paper [23],

the domain decomposition approach of [67] is used to couple the subdomain

computations done in parallel; furthermore, in each subdomain, the parallel

algorithm of [24] is applied.

Several algorithms have been developed to parallelize FMM. In [12], a

domain decomposition method for FMM is proposed. The main idea is to split

the boundary among different processors, which leads to an equation depen-

dent method. In [63], another domain decomposition algorithm is presented

for FMM. In this method, the computational domain is split among different

processors and a novel restarted narrow band approach which coordinates the

communications among the boundaries of the domains is used.

Domain decomposition methods that utilize two scales can be found in

[13, 17]. In [13], the method takes advantage of the optimal control formulation
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of Eikonal equations. First, the algorithm computes the solution of (3.1) on

a coarse grid. Next, the domain decomposition is determined by the feedback

optimal control. Last, the solution of the equation is computed on a fine grid

in each subdomain. However, the algorithm can lead to complex division of

the domain. The method in [17] is a parallelization of the heap cell method

(HCM) [16]. HCM maintains a list of cells to be processed. The order of

processing is determined by an assigned cell value that is given by an estimate

of the likelihood that that cell influences other cells. If it is determined that

a cell highly influences other cells it should be processed first. The method

mimics FMM at the coarse level, and FSM is used at the cell level. This

choice is motivated by the observation that the characteristics of the equation

typically do not “wind” around as much in each cell due to the smaller domain

size, and FSM needs fewer iterations. On the coarse level, the characteristics

are expected to be followed more efficiently by the FMM. The parallelization

of HCM divides the cells evenly among p heaps and performs HCM among

each individual heap. If a cell is tagged for reprocessing, then it is added to

the heap with the current lowest number of cells. This method was found to

achieve the best speed-up on problems where the amount of work per cell is

high.

In the above methods, only adjacent subdomains exchange information.

Thus, if an iterative approach such as the one in [67] is used, the subdomains

further downwind of the characteristics will get the correct information update

only after a sufficient number of iterations. If a fast marching type strategy is
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used, those subdomains will have to wait until the information is propagated

there. Our method employs an entirely different way of coupling the subdo-

mains. In our method, an effective coarse grid solver (see (3.7), (3.11), and

(3.15)-(3.16) ) computes solutions on-the-fly using information from previous

coarse and fine grid computations and allows information to propagate effi-

ciently throughout the domain. In this regard, our method looks more like a

heterogeneous multiscale method [25], with the difference that no wide scale

separation is assumed and (therefore) larger subdomains are used. An exam-

ple of a different scheme under this framework is given in the first example in

section 3.5.3. Last, the decomposition of the domain in our new method is

simple since it does not rely on the specific characteristics of the given equation

as in some previous methods.

3.2 Overview of parareal methods

Parareal methods [43, 5] were developed to parallelize numerical com-

putations of the solutions to ODEs of the form

d

dt
u = f(u), u(0) = u0 (3.2)

on bounded time interval [0, T ]. Let ukn be the computed solution at iteration k

at time tn = nH. Let CH and FH be the numerical coarse and fine integrators,

over time step H. The idea is that CH is less accurate and inexpensive to

compute, and FH is very accurate and expensive to compute. The parareal
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update scheme is then defined as

uk+1
n+1 = CH(uk+1

n ) + FH(ukn)− CH(ukn), n, k = 0, 1, 2, . . . N, (3.3)

with initial conditions

uk0 = u0, k = 0, 1, 2, . . . N. (3.4)

The zeroth iteration is given by

u0
n+1 = CH(u0

n), n = 0, 1, 2, . . . N. (3.5)

The integrations FH(ukn) are independent for each n and can be com-

puted in parallel. If CH is of order 1, then under certain assumptions, the

error after k iterations of the parareal scheme is of order o(Hk + ef ) where ef

is the global error from solving (3.2) with the fine integrator FH [46] . The

method provides speed-up only if k is much smaller than N .

The method is generally unstable for hyperbolic problems and problems

with imaginary eigenvalues [60, 4]. Parareal methods for highly oscillatory

ODEs can be found in [2, 30]. In [29], analysis of the parareal method on a

class of ODEs originating in Hamiltonian dynamical systems is presented, and

in [39] the parareal method is applied to stiff dissipative ODEs. Recently, a

“weighted” parareal scheme, called θ-parareal, was proposed in [3]. Following

the scheme in [3], let

uk+1
n+1 = θCH(uk+1

n ) + (1− θ)CH(ukn) + FH(ukn)− CH(ukn), (3.6)
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which simplifies to

uk+1
n+1 = θCH(uk+1

n ) + FH(ukn)− θCH(ukn). (3.7)

In [3], the “weight” θ is generalized to an operator which maps CHu to a small

neighborhood of FHu. In this paper, we only let θ be a real number which

may vary for each grid node, i.e., θ = θkn.

Several properties of the parareal scheme are appealing when solving

Eikonal equations.

• Parareal methods use communications between the two scales in order

to propagate information quickly through time. Because the fine inte-

grations can be computed in parallel, the method is able to deal with a

large number of unknowns.

• The characteristics of Eikonal equations also have a “time-like” structure

which makes parareal methods attractive.

The main challenge in applying the parareal scheme to Eikonal equations is

that we are now dealing with an infinite number of characteristics simultane-

ously. We also must be able to handle the collision of characteristics which

should be captured accurately in the numerical solution in order to compute

the viscosity solution. We adapt the θ-parareal scheme in order to stabilize

the new method.
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3.3 New algorithm

The method is a domain decomposition method that uses two scales

to resolve the fine scale features in rε and propagate information through the

computational domain. We use FSM as the Eikonal equation solver on the

coarse and the fine grid. An adapted version of the θ-parareal method is used

to propagate information along the characteristics efficiently where the weight

θ stabilizes the method. The optimal choice of weights for stability is studied

in section 3.4. First, we will demonstrate the method on a one-dimensional

problem and then explain how to set up the method in two dimensions, which

can be generalized to higher dimensions.

3.3.1 One dimensional example

Consider the following one dimensional

Eikonal equation:
|ux| = r(x), 0 < x < 1,

u(0) = u(1) = 0,
(3.8)

where

rε(x) = 1 + 10e
− (x−.75)2

2(.01)2 .

Figure 3.1 shows the plot of the slowness function rε. Let the coarse grid be

defined by

ΩH := {jH : j = 0, 1, . . . , N},

where H = 1/N and for i = 0, 1, . . . , N − 1. Define the fine grids by

Ωh
i := {iH +mh : m = 0, 1, . . .M},
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where h = 1/(MN). Define Ωh :=
⋃N−1
i=0 Ωh

i . The solution to the upwind

Godunov scheme in one dimension is given by

CH(Ui−1, Ui+1) := min(Ui−1, Ui+1) + r(Xi)H. (3.9)

We see that if we only solve (3.8) on the coarse grid, the bump in the

slowness function is not seen and the solution is very inaccurate. There are

also points in ΩH where the flow of characteristics is incorrect. Therefore,

we keep track of wind direction, i.e., which neighboring grid node gives the

minimum in (3.9) . Let Xi = iH. We denote the numerical solution at the kth

iteration at the coarse grid node Xi by Uk
i . For grid nodes on the subintervals,

Ωh
i , let Xim = iH +mh and ukim be the numerical solution at the kth iteration

at the fine grid node Xim . For each coarse grid node , Xi, i = 1, . . . , N − 1, we

will get two values from the fine grid computations. One value is from Ωh
i−1

and another from Ωh
i . Let uki be the fine grid solution at the kth iteration at

Xi which we will define in Step 3.
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Figure 3.1: rε(x) = 1 + 10e
− (x−.75)2

2(.01)2 .

The method is as follows.
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Step 1: Initialization

Solve (3.8) via FSM on the coarse grid ΩH , and denote the solution U0.

If the left hand neighboring grid node is used to compute U0
i , denote the wind

direction at Xi by W 0
i = 1. If the right hand neighboring grid node is used,

define W 0
i = −1.

Step 2: Update boundary conditions for the subintervals

Once the coarse grid has been initialized, we use the coarse grid values,

Uk, as boundary values for Ωh
i . The characteristics may flow into or out of Ωh

i .

Thus, when setting the boundary conditions, we check the wind direction to

see if the coarse grid value should be used as a boundary value. Intuitively, if a

characteristic at a coarse grid node, xi0 or xiM , is arriving into the subinterval,

then we set the boundary value to Ui or Ui+1 at xi0 or xiM , respectively.

Otherwise, we set the boundary value to be ∞.

Step 3: Solve for uk in parallel

In parallel for each i = 0, 1, . . . , N − 1, we solve via FSM on Ωh
i

|ux| = r(x), x ∈ (iH, (i+ 1)H)

with the boundary conditions described in Step 2 . Denote the solutions

after sweeping by ukim for m = 0, . . . ,M . We keep track of the fine wind

directions, wkim , in the same manner as in Step 1. For each coarse grid node,

Xi, i = 1, . . . , N − 1, we will get two values from the fine grid computations.
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One value is from Ωh
i−1 and another from Ωh

i . Consider a coarse grid point,

Xi:

• If wki−1M
= wki0 = 1, then we choose uki to be uki−1M

since the wind is

flowing from left to right.

• If wki−1M
= wki0 = −1, then we choose uki to be uki0 since the wind is

flowing from right to left.

• Otherwise, we take the minimum of uki−1M
and uki0 .

• We set wki to be the wind value corresponding to the fine grid point used

to define uki .

For the given example, U0 is plotted in Figure 3.2a and u0 is plotted in Figure

3.2b.
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Figure 3.2: (a) Plot of U0. (b) Plot of u0 using U0 as boundary conditions as
defined in step 2.
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Step 4: Coarse grid updates

Now we compute Uk+1. We use the previous coarse and fine wind

directions to determine whether we will use a weighted correction. We sweep

the grid as in the FSM and the update formula is as follows:

• Let Ũ = CH(Uk+1
i−1 , U

k+1
i+1 ). If the left hand neighboring grid node was

used to compute Ũ , then denote the current wind direction W̃ = 1. If

the right hand neighboring grid node was used, define W̃ = −1.

• If W k
i = wki = W̃ , then we use a weighted correction update, i.e.,

Ui = θŨ + uki − θCH(Uk
i−1, U

k
i+1)

and Wi = wki .

• Otherwise we set Ui = uki and Wi = wki .

• After the weighted corrections, the solutions may have the wrong causal-

ity because information on the fine grid that was not seen previously has

now been propagated to the coarse level. To correct this, we implement

a causal sweep after each coarse grid update. Sweeping the coarse grid

in both directions, the causal update is as follows:

– If Wi = 1 and Ui < Ui−1, then Ui = Ui−1.

– If Wi = −1 and Ui < Ui+1, then Ui = Ui+1.

After the causal sweep on the coarse grid, denote the solution by Uk+1 and

the wind directions by W k+1. Repeat Steps 2-4 until convergence.
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In Figure 3.3a, we see that at X7 = 0.7 the effect of the Gaussian

bump in rε has been propagated to the coarse level. Before the causal sweep,

U6 < U7, but W6 = −1. Therefore, after the casual sweep, U1
6 = U1

7 . Figures

3.4 and 3.5 show the next two iterations of the method which converges at

k = 3.

The advantage of the coarse and fine grid coupling is clear in this exam-

ple. Our method is equivalent to the method in [67] if we let θ = 0 and there

is no coarse grid initialization. When θ = 0, it would take six iterations to

converge since there are six subintervals between the left boundary node and

the subinterval where the characteristics intersect in the overall fine solution.

This is because there is no propagation of the information at the coarse level

after the fine grid simulations. The number of iterations it takes to converge

increases as the number of subintervals increases when θ = 0.

Next, we introduce the method in two dimensions in more detail.
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Figure 3.3: (a) Plot of U0 and U1. (b) Plot of u1 using U1 as boundary
conditions as defined in Step 2.
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Figure 3.4: (a) Plot of U1 and U2. (b) Plot of u2 using U2 as boundary
conditions as defined in Step 2.
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Figure 3.5: (a) Plot of U2 and U3. (b) Plot of u3 using U3 as boundary
conditions as defined in Step 2. We see that the method has converged and
U3 = u3.

3.3.2 New method in two dimensions

In two dimensions we solve

|∇u(x)| = r(x), x ∈ Ω = [0, 1]2\T,

u(x) = 0, x ∈ T ⊂ [0, 1]2.
(3.10)
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ΩH + (lh, 0)

+

ΩH + (0,mh)

=

Figure 3.6: Shifted coarse grids in two dimensions.

One of the challenges of setting up the method in two dimensions and higher

is setting up the boundary conditions of the subdomains. We approach this

by setting up a coarse grid and shifting it vertically and horizontally M − 1

times each. Let

ΩH = {(iH, jH) : i, j = 0, 1, . . . N},

and H = 1/N. Then the horizontally shifted coarse grids are defined by

ΩH + (x0, 0) = {(iH + x0, jH) : i = 0, 1, . . . N − 1, j = 0, 1, . . . , N},

where x0 = lh for l = 1, . . . ,M − 1 where h = 1/(MN). The vertically shifted

coarse grids are defined by

ΩH + (0, y0) = {(iH, jH + y0) : i = 0, 1, . . . N, j = 0, 1, . . . , N − 1},

where y0 = mh for m = 1, . . . ,M − 1. The shifted grids are demonstrated

in Figure 3.3.2. Next we define the fine grids on the subdomains for i, j =

0, 1, . . . , N − 1:

Ωh
i,j = {(lh+ iH,mh+ jH) : 0 ≤ l,m ≤M}.
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The notation for the two-dimensional problem is as follows:

Xi,j = (iH, jH) ∈ ΩH ,

Xil,j = (iH + lh, jH) ∈ ΩH + (lh, 0),

Xi,jm = (iH, jH +mh) ∈ ΩH + (0,mh),

xil,jm = (iH + lh, jH +mh) ∈ Ωh
i,j,

Uk
i,j denotes the coarse solution at Xi,j in the kth iteration,

Uk
il,j

denotes the coarse solution at Xil,j in the kth iteration,

Uk
i,jm denotes the coarse solution at Xi,jm in the kth iteration,

uki,j denotes the fine solution at Xi,j in the kth iteration,

ukil,jm denotes the fine solution at xil,jm in the kth iteration.

Now that we have the grids set up we begin the description of the method.

The coarse grid solver is given by the solution to (1.6):

CH(nbrsH(Ui,j)) =

1
2

(
a+ b+

√
2r2

i,jH
2 − (a− b)2

)
if |a− b| < ri,jH,

min(a, b) + ri,jH if |a− b| ≥ ri,jH,

where nbrsH(Ui,j) = {Ui−1,j, Ui+1,j, Ui,j−1, Ui,j+1}, a = min(Ui−1,j, Ui+1,j), and

b = min(Ui,j−1, Ui,j+1).

The steps are the same as in the one-dimensional case, except we also

have a causal sweep in the initialization step. Step 1 is the initialization

of the coarse grids with a causal sweep, Step 2 is to update the boundary

conditions for the subdomains, and Step 3 is to compute the fine solutions on

the subdomains in parallel. Step 4 is to perform weighted corrections on the
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coarse grids where we allow θ to vary for each coarse grid node. The weighted

update will be

Uk+1
i,j = θk+1

i,j CH(nbrsH(Uk+1
i,j )) + uki,j − θk+1

i,j CH(nbrsH(Uk
i,j)).

Note that the weight function θki,j acts as a multiplicative correction to the

coarse operator CH so that θk+1
i,j CH(nbrsH(Uk

i,j) ideally approximates uki,j.

Step 1: Initialize coarse grids in parallel

Since the shifted coarse grids are independent of each other, the values

{U0
il,j
}i,j and {U0

i,jm}i,j are computed in parallel for each l and m. We solve

(3.10) on each of the coarse grids. Keeping track of the flow of characteristics

is more complex than in the one-dimensional problem. In two dimensions, the

set of eight distinct wind direction vectors is {(±1,±1), (±1, 0), (0,±1)}. The

wind direction at a coarse grid node is determined by the solution to (1.6).

We describe how to initialize the grid ΩH . The initialization on ΩH + (lh, 0)

and ΩH + (0,mh) for l = 1, . . .M − 1 and m = 1, . . . ,M − 1 is the same.

• Initialize U as described in section 1.4.3.

• Sweep the grid as described in section 1.4.3. Algorithm 3.1 explains the

update formula as well as how to compute the initial wind directions,

W0
i,j. At each Xi,j, we input nbrsH(Ui,j), Ui,j, and H, using one sided

differences if Xi,j is a boundary grid node.

The solutions on the coarse grids may have the wrong causality because small

scale features in rε may be sampled on some shifted coarse grids and not
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Algorithm 3.1 Update and wind formula for initialization

Input: nbrsH(Ui,j), Ui,j, H
Output: Ui,j,Wi,j

{Compute wind in x direction.}
if Ui−1,j < Ui+1,j then
Wx = 1

else
Wx = −1

end if
{Compute wind in y direction.}
if Ui,j−1 < Ui,j+1 then
Wy = 1

else
Wy = −1

end if
{Compute in solution to (1.6) and define W̃.}
Ũ = CH(nbrsH(Ui,j))
a = min(Ui−1,j, Ui+1,j)
b = min(Ui,j−1, Ui,j+1)
if Ũ < b then

W̃ = (Wx, 0)
else if Ũ < a then

W̃ = (0,Wy)
else

W̃ = (Wx,Wy)
end if
{Take minimum.}
if Ũ < Ui,j then
Ui,j = Ũ

Wi,j = W̃
end if
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others. To correct this, we implement a causal sweep. We must sweep the

coarse grids sequentially in order to capture the right causality. We sweep all

the coarse grids in each of the four directions just once. The update is given

by inputting Ui,jm−1 , Ui,jm+1 , Ui,jm ,Wi,jm into Algorithm 3.2, which describes

the update for a vertically shifted grid node. The updates for the other coarse

grid nodes are defined analogously. Note that since we are sweeping the coarse

grids sequentially, Ui,jm−1 , Ui,jm+1 , and Ui,jm belong to three different vertically

shifted coarse grids. Denote the solutions and wind directions on the coarse

grids after sweeping by U0 and W0.

Algorithm 3.2 Causal sweep update formula for vertically shifted coarse grid
node

Input: Ui,jm−1 , Ui,jm+1 , Ui,jm ,Wi,jm

Output: Ui,jm
if Wi,jm · (0,−1) > 0 and Ui,jm < Ui,jm+1 then
Ui,jm = Ui,jm+1

end if
if Wi,jm · (0, 1) > 0 and Ui,jm < Ui,jm−1 then
Ui,jm = Ui,jm−1

end if

Step 2: Update boundary conditions for subdomains

Now that we have computed the solutions on all the coarse grids, we

can set the boundary conditions for each Ωh
i,j. Intuitively, if a characteristic

at a coarse grid point is arriving into the boundary of the subdomain, ∂Ωh
i,j,

then we set u at that node to be the value from the coarse grid computations,

Uk. Otherwise, we set u to be ∞ at the coarse grid point. To describe this
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mathematically for a vertically shifted coarse grid point, define nw,rm to be the

inward normal vector to the subdomain Ωh
i,j at Xw,rm ∈ ∂Ωh

i,j. Then define

gw,rm(Uw,rm ,Ww,rm) :=

{
Uw,rm if Ww,rm · nw,rm > 0,

∞ otherwise.

When Xwl,r is a horizontally shifted grid point, the definition of gwl,r is the

same as above. For Xw,r, a nonshifted coarse grid point on ∂Ωh
i,j, the inward

normal vector of Ωh
i,j is not unique since the coarse grid point is a corner of the

subdomain. There are two possibilities for the inward normal vector. Denote

them by n1
w,r and n2

w,r; then

gw,r(U
k
w,r,W

k
w,r) =

{
Uk
w,r if Wk

w,r · n1
w,r > 0 or Wk

w,r · n2
w,r > 0

∞ otherwise.

Step 3: Solve for uk in parallel

In parallel for i, j = 0, . . . , N − 1, we solve

|∇u(x)| = r(x), x ∈ (iH, (i+ 1)H)× (jH, (j + 1)H),

u = g, on ∂([iH, (i+ 1)H]× [jH, (j + 1)H])

via FSM on the grid Ωh
i,j and g is defined in Step 2.

• Initialize u as described in section 1.4.3

• Sweep the grid. Update the solution at each xil,jm . Input nbrsh(uil,jm),

uil,jm , and h into Algorithm 3.3. Use one sided differences if xil,jm is a

boundary grid node. Here,

nbrsh(uil,jm) = {uil−1,jm , uil+1,jm , uil,jm−1 , uil,jm+1}.
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Denote the solutions after sweeping by ukil,jm and wk
il,jm

for l,m = 0, . . .M .

After the computations on each subdomain, we will have two or four

values for each coarse grid node, depending on whether the point is in a shifted

or nonshifted coarse grid. Intuitively, we define the value uki,j by the following:

• If the coarse wind and the fine wind flow into the same subdomain Ωh
s,t

from Ωh
s′,t′ , then we set the value uki,j to be the fine grid solution from

the subdomain Ωh
s′,t′ .

• Otherwise we set uki,j to be the minimum of the fine grid solutions at the

coarse grid point.

A vertically shifted coarse grid node, Xi,jm , is on the boundary of the two

subdomains, Ωh
i−1,j′ and Ωh

i,j′ . Denote the two possibilities of an inward normal

vector by n1 = (−1, 0) and n2 = (1, 0). Algorithm 3.4 explains how to compute

uki,jm at a vertically shifted coarse grid node, Xi,jm . The computations at a

horizontally shifted and nonshifted coarse grid point are similar.

Step 4: Coarse grid updates

Now we compute the coarse grid updates, Uk+1. Again since the shifted

coarse grids are independent of each other, the values {Uk+1
il,j
}i,j and {Uk+1

i,jm
}i,j

can be computed in parallel for each l and m.

• Initialize U as described in section 1.4.3.
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Algorithm 3.3 Update and wind formula for fine grid computations

Input: nbrsh(uil,jm), uil,jm , h
Output: uil,jm ,wil,jm

{Compute wind in x direction.}
if uil−1,j < uil+1,j then
a = uil−1,j

wx = −1
else
a = uil+1,j

wx = 1
end if
{Compute wind in y direction.}
if ui,jm−1 < ui,jm+1 then
b = ui,jm−1

wy = −1
else
b = ui,jm+1

wy = 1
end if{Solve (1.6).}
if |a− b| < ri,jh then

ũ = 1
2

(
a+ b+

√
2r2

i,jh
2 − (a− b)2

)
w̃ = (wx, wy)

else
ũ = min(a, b) + ri,jh

if a < b then
w̃ = (wx, 0)

else
w̃ = (0, wy)

end if
end if{Take minimum.}
if ũ < uil,jm then
uil,jm = ũ
wil,jm = w̃

end if
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Algorithm 3.4 Update formula for uki,jm and wk
i,jm for a vertically shifted

coarse grid node

Input: uki−1M ,jm
, uki0,jm ,w

k
i−1M ,jm

,wk
i0,jm

,Wk
i,jm

output: uki,jm ,w
k
i,jm

if wk
i−1M ,jm

· n1 ≥ 0,wk
i0,jm
· n1 ≥ 0, and Wk

i,jm · n
1 ≥ 0 then

uki,jm = uki0,jm
wk
i,jm = wk

i0,jm

else if wk
i−1M ,jm

· n2 ≥ 0,wk
i0,jm
· n2 ≥ 0, and Wk

i,jm · n
2 ≥ 0 then

uki,jm = uki−1M ,jm

wk
i,jm = wk

i−1M ,jm

else

if uki−1M ,jm
≤ uki0,jm then

uki,jm = uki−1M ,jm

wk
i,jm = wk

i−1M ,jm

else
uki,jm = uki0,jm
wk
i,jm = wk

i0,jm

end if
end if
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• Sweep the grid and the update formula at a vertically shifted coarse grid

node is given by Algorithm 3.5. The computations at a horizontally

shifted and nonshifted coarse grid point are similar. Let n1 and n2 be

the inward normal vectors as defined in step 3. We input nbrsH(Ui,jm),

nbrsH(Uk
i,jm), Wk

i,jm ,w
k
i,jm and H into Algorithm 3.5.

Algorithm 3.5 Update formula for weighted corrections for a vertically
shifted coarse grid node

Input: nbrsH(Ui,jm), nbrsH(Uk
i,jm), W k

i,jm , w
k
i,jm , H

Output: Ui,jm ,Wi,jm

Compute Ũ and W̃ as in Algorithm 3.1
if wk

i,jm · n
1 ≥ 0,Wk

i,jm · n
1 ≥ 0, and W̃ · n1 ≥ 0 then

Ui,jm = θk+1
i,jm

Ũ + uki,jm − θ
k+1
i,jm

CH(nbrsH(Uk
i,jm))

Wi,jm = wk
i,jm

else if wk
i,jm · n

2 ≥ 0,Wk
i,jm · n

2 ≥ 0, and W̃ · n2 ≥ 0 then

Ui,jm = θk+1
i,jm

Ũ + uki,jm − θ
k+1
i,jm

CH(nbrsH(Uk
i,jm))

Wi,jm = wk
i,jm

else
Ui,jm = uki,jm
Wi,jm = wk

i,jm

end if

Again we must implement a sequential causal sweep to make sure the

coarse grids respect the causality of the solution. Sweep the coarse grids

sequentially in each of the four directions once. The update formula is given

by inputting Ui,jm−1 , Ui,jm+1 , Ui,jm ,Wi,jm into Algorithm 3.2 for a vertically

shifted coarse grid point. The updates for other coarse grid nodes are defined

similarly. Denote the solutions after sweeping by Uk+1 and Wk+1. Repeat

Steps 2-4 until convergence.
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(a) k = 0 (b) k = 2

(c) k = 4 (d) k = 6

Figure 3.7: Contours for fine grid solutions patched together for the slowness
function r1

ε (x, y) = 1 + .99 sin(2πx) sin(2πy) where in (a) k = 0, (b) k = 2,(c)
k = 4 and (d) k = 6.

The method is demonstrated in Figure 3.7, which shows the contours

for the fine grid solution patched together for r1
ε = 1 + .99 sin(2πx) sin(2πy)

for k = 0, 2, 4, and 6. We see the solution contours begin to smooth out after

a few iterations.
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3.4 Analysis of the new method
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Figure 3.8: ||Uk − uf ||L∞ for θ = 1, H = 1/20, h = 1/1000.

We choose the following model problem to study the choice of weight

θ. Let Ω = [0, 1]× [0, H]. Then we numerically solve via our method

|∇u(x, y)| = 1, (x, y) ∈ Ω\T,

u(x, y) =
√
x2 + y2, (x, y) ∈ T,

where T = {(x, 0) : 0 ≤ x ≤ 1} ∪ {(0, y) : 0 ≤ y ≤ H}. The coarse grids can

be defined in one set by

ΩH := {(iH, jh) : i = 0, 1 . . . , N and j = 0, 1, . . . ,M}

with Xi,j = (iH, jh). The overall fine grid is given by

Ωh = {(lh,mh) : l = 0, 1, . . . , NM and m = 0, 1, . . .M}.

The advantage of this problem is that the characteristics can be captured in

one sweep of FSM, i.e., an upward right sweep. This fact means we can use a
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weighted correction update for every coarse grid node. Let uf be the overall

fine solution on Ωh. Suppose we allow θ to vary for each coarse grid node and

iteration and denote it by θki,j. Then for i = 1, . . . , N and j = 1, . . . ,M , we

have the following coarse grid solver:

CH(Ui−1,j, Ui,j−M) =

{
Ui−1,j+Ui,j−M+

√
2H2−(Ui−1,j−Ui,j−M )2

2
, j = M,

Ui−1,j +H otherwise,

where if j = 1, . . . ,M − 1 we ignore the second argument of the coarse grid

solver. Let U0
i,j = CH(U0

i−1,j, U
0
i,j−M). The weighted update for this problem

for j = 1, . . .M is

Uk+1
i,j = θk+1

i,j

[
CH(Uk+1

i−1,j, U
k+1
i,j−M)− CH(Uk

i−1,j, U
k
i,j−M)

]
+ uki,j (3.11)

with initial conditions

Uk+1
0,j = uf0,j for j = 1, . . . ,M and k = 0, 1, 2 . . . (3.12)

and

Uk+1
i,0 = ufi,0 for i = 1, . . . , N and k = 0, 1, 2. . . . (3.13)

Figure 3.8 shows the L∞ error plot for θ = 1 which is analogous to

the standard parareal method. Note the error is large from the first iteration

and increases for later iterations. The error peaks around k = 10. This is

because as k increases the solutions in each successive subdomain converge to

the exact solution, which then allows the maximum error to begin to decrease.

If we choose a small value for θ, the solutions converge as seen in Figure 3.9.

However, the convergence may be slow. Next, we study how to choose θki,j for

the coarse grid updates.
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3.4.1 Analysis of θ on a model problem

First we prove a theorem that gives an exactness property for the

method on this model problem. Let uf be the overall fine solution on Ωh.

Theorem 3.4.1. Let Uk
i,j be given by (3.11). Then for each j = 1, . . .M,

Uk
i,j = ufi,j for k ≥ i.

Proof. First note U1
0,j = U0

0,j and U1
1,0 = U0

1,0 = uf1,0. Now,

U1
1,j = θ1

1,j

[
CH(U1

0,j, U
1
1,j−M)− CH(U0

0,j, U
0
1,j−M)

]
+ u0

1,j

= u0
1,j

= uf1,j.

The second equality comes from the fact that u0
1,j was computed using only

the boundary values.

Now assume

Uk
i,j = ufi,j for k ≥ i. (3.14)

Let k ≥ i+ 1. We have

Uk
i+1,j = θki+1,j

[
CH(Uk

i,j, U
k
i+1,j−M)− CH(Uk−1

i,j , Uk−1
i+1,j−M)

]
+ uk−1

i+1,j.

Now k ≥ i+ 1 and (3.14) imply Uk
i,j = Uk−1

i,j = ufi,j. Also, (3.13) implies

Uk
i+1,0 = Uk−1

i+1,0 = ufi+1,0.

Therefore,

Uk
i+1,j = uk−1

i+1,j = ufi+1,j,
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where the second equality comes from the fact that uk−1
i+1,j is computed using

the values Uk−1
i,j and (3.14) implies Uk−1

i,j = ufi,j for j = 0, . . . ,M − 1. Thus, we

have our desired result.

Now that the exactness property for the method is proven, we have the

following theorem that proves existence of θki,j for each k such that the sequence

of solutions is monotonically decreasing for the model problem. The following

fact is used in the proof of the theorem: If a ≤ b ≤ c, then CH(a, c) ≤ CH(b, c).

Theorem 3.4.2. For j = 1, . . . ,M and i = 1, . . . , N , there exists θki,j such

that Uk
i,j < Uk−1

i,j and Uk
i,j > ufi,j for all i > k.

Proof. First we note U0
i,j > ufi,j and u0

i,j ≥ ufi,j for i = 1, . . . N and j =

1, . . . ,M . We will proceed by induction on k. Let k = 1. We will show the

theorem holds for all i > 1. Either u0
2,j > U0

2,j or u0
2,j ≤ U0

2,j. If u0
2,j ≤ U0

2,j,

choose θ1
2,j > 0. Then

U1
2,j = θ1

2,j

[
CH(U1

1,j, U
1
2,j−M)− CH(U0

1,j, U
0
2,j−M)

]
+ u0

2,j

< u0
2,j

≤ U0
2,j,

where the first inequality comes from the fact that U1
1,j = uf1,j < U0

1,j. If

u0
2,j > U0

2,j, then define

m1
2,j =

U0
2,j − u0

2,j

CH(U1
1,j, U

1
2,j−M)− CH(U0

1,j, U
0
2,j−M)

.
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Now m1
2,j > 0. Thus, if θ1

2,j > m1
2,j, then U1

2,j < U0
2,j. Now let

M
1

2,j =
uf2,j − u0

2,j

CH(U1
1,j, U

1
2,j−M)− CH(U0

1,j, U
0
2,j−M)

.

Note M
1

2,j > 0. If we choose θ1
2,j < M

1

2,j, then U1
2,j > uf2,f .

Now assume U1
i,j > U0

i,j and U1
i,j > ufi,j for all i > 1. If u0

i+1,j ≤ U0
i+1j,

choose θ1
i+1,j > 0. Then

U1
i+1,j = θ1

i+1,j

[
CH(U1

i,j, U
1
i+1,j−M)− CH(U0

i,j, U
0
i+1,j−M)

]
+ u0

i+1,j

< u0
i+1,j

≤ U0
i+1,j,

where the first inequality comes from the induction assumption. If u0
i+1,j >

U0
i+1j, then let

m1
i+1,j =

U0
i+1,j − u0

i+1,j

CH(U1
i,j, U

1
i+1,j−M)− CH(U0

i,j, U
0
i+1,j−M)

.

Now m1
i+1,j > 0. Thus, if θ1

i+1,j > m1
i+1,j, then U1

2,j < U0
2,j. Next let

M
1

i+1,j =
ufi+1,j − u0

i+1,j

CH(U1
i,j, U

1
i+1,j−M)− CH(U0

i,j, U
0
i+1,j−M)

.

Note M
1

i+1,j > 0. If we choose θ1
i+1,j < M

1

i+1,j, then U1
i+1,j > ufi+1,j. So if

0 < θ1
i+1,j < M

1

i+1,j, the theorem holds for k = 1.

Assume the theorem holds for k, i.e., Uk
i,j < Uk−1

i,j and Uk
i,j > ufi,j for

i > k. We want to show it holds i > k + 1. Let i = k + 2. The induction

hypothesis implies Uk
k+1,j > ufk+1,j and Theorem 3.4.1 implies Uk+1

k+1,j = ufk+1,j.

Thus,

CH(Uk+1
k+1,j, U

k+1
k+2,j−M)− CH(Uk

k+1,j, U
k
k+2,j−M) < 0.
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If ukk+2,j ≤ Uk
k+2,j, choose θk+1

k+2,j > 0. Then

Uk+1
k+2,j = θk+1

k+2,j

[
CH(Uk+1

k+1,j, U
k+1
k+2,j−M)− CH(Uk

k+1,j, U
k
k+2,j−M)

]
+ ukk+1,j

< ukk+2,j

≤ Uk
k+2,j.

If ukk+2,j > Uk
k+2,j, let

mk+1
k+2,j =

Uk
k+2,j − ukk+2,j

CH(Uk+1
k+1,j, U

k+1
k+2,j−M)− CH(Uk

k+1,j, U
k
k+2,j−M)

.

Note mk+1
k+2,j > 0. If θk+1

k+2,j > mk+1
k+2,j, then Uk+1

k+2,j < Uk
k+2,j.

Next we need Uk+1
k+2,j > uk+2,j

f
. Let

M
k+1

k+2,j =
ufk+2,j − ukk+2,j

CH(Uk+1
k+1,j, U

k+1
k+2,j−M)− CH(Uk

k+1,j, U
k
k+2,j−M)

.

Note M
k+1

k+2,j. Then if θk+1
k+2,j < M

k+1

k+2,j, U
k+1
k+2,j > ufk+2,j. So if ukk+2,j ≤ Uk

k+2,j,

choose 0 < θk+1
k+2,j < M

k+1

k+2,j. If ukk+2,j > Uk
k+2,j, choose mk+1

k+2,j < θk+1
k+2,j <

M
k+1

k+2,j. Therefore, the theorem holds.

The proof of Theorem 3.4.2 provides insight on the stability of the

method and the optimal choice for the weights θki,j. Let

m̃k
i,j =

{
0 if mk

i,j ≤ 0,

mk
i,j otherwise .

If m̃k
i,j < θki,j < M

k

i,j, we have a monotonically convergent sequence of solutions.

The closer we choose θki,j to M
k

i,j the more accurate Uk
i,j is.
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If we analyze the values for M
k

i,j we see in early iterations that M
k

i,j

can be very small. For example, if k = 1, h = 1/20, h = 1/1000,

min
Xi,j∈ΩH

(M
k

i,j) = 5.6× 10−3.

This is a reason why we cannot use the standard parareal method where θ =

1. In practice, we do not know M
k

i,j a priori since it relies on knowing ufi,j.

Therefore, we estimate M
k

i,j in order to choose θki,j and create a sequence Uk
i,j

that converges very quickly to ufi,j. Next, we explain how we estimate M
k

i,j in

practice.

3.4.2 Estimating M
k

i,j

Recall

M
k

i,j =
ufi,j − uk−1

i,j

CH(Uk
i−1,j, U

k
i,j−M)− CH(Uk−1

i−1,j, U
k−1
i,j−M)

and we would like m̃k
i,j ≤ θki,j < M

k

i,j. Since we do not know ufi,j a priori, we

estimate M
k

i,j by the following:

θ
k

i,j =
uk−1
i,j − uk−2

i,j

CH(Uk−1
i−1,j, U

k−1
i,j−M)− CH(Uk−2

i−1,j, U
k−2
i,j−M)

. (3.15)

However, upon implementation this estimation produces very unstable solu-

tions. The values θ
k

i,j become extremely large and creates sequences of solu-

tions where Uk
i,j � ufi,j or Uk

i,j � Uk−1
i,j . This occurs when the denominator of

(3.15) is much smaller than the numerator. We overcome this issue by using
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a weighted sum in the denominator, i.e.,

θ
k

i,j =
uk−1
i,j − uk−2

i,j[∑2
s=0 ωsCH(Uk−s

i−1,j, U
k−s
i,j−M)− CH(Uk−1−s

i−1,j , Uk−1−s
i,j−M )

]
/(ω0 + ω1 + ω2)

.

To further ensure that the estimated value θ
k

i,j does not become too large

we dampen the values if they are beyond a threshold and apply a smooth

approximation function. Let

σ(θ
k

i,j) =
1

1 + e(θ
k
i,j−x0)/γ

.

Then

θ
k,used

i,j =
[
σ(θ

k

i,j)θ
k

i,j + (1− σ(θ
k

i,j))δθ
k

i,j

]+

, (3.16)

where again a+ = max(0, a) and x0, γ, and δ are parameters chosen experi-

mentally.
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(c) H = 1/50
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(d)

Figure 3.9: Error plots of ||Uk − uf ||L1 for specified values of H. In all three
examples h = 1/1000. For (a), (b), and (c), ||uf −uexact||L1 = 3.79×10−4. (d)
Parameters γ, δ, and x0 used to estimate θ. For (a)- (c), γ = .75, δ = .01, x0 =
.9.

Figure 3.9d shows the plot of θ
k

i,j versus θ
k,used

i,j , and Figures 3.9a, 3.9b,

and 3.9c show the error plots for various values of H. In all three examples

h = 1/1000. We see the advantage of using θ
k,used

i,j over a fixed value of θ.
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3.4.3 Complexity and speed-up

Let N = 1/H and M = 1/(Nh). Define A[N, d] := C(2d(N + 1)d) to

be the number of flops for FSM where C depends on the characteristics of the

given Eikonal equation. Then the number of flops for the computations on all

of the coarse grids, the causal sweep, and all of the subdomains is(
1 +

d−1∑
k=1

(
d

k

)
(M − 1)k

)
A[N, d] + 2d

(
1 +

d−1∑
k=1

(
d

k

)
(M − 1)k

)
(N + 1)d

+ (Nd)A[M,d].

If we solve the Eikonal equation on Ωh, then the number of flops is given by

A(NM, d). Theoretically suppose we have enough processors to compute the

solution on each coarse grid and each subdomain in parallel. Then after k

iterations the computational time is proportional to

k

[
A[N, d] + 2d

(
1 +

d−1∑
k=1

(
d

k

)
(M − 1)k

)
(N + 1)d + A[M,d]

]
.

For our method to achieve speed up via parallelization, we need

k � A[NM, d]

A[N, d] + 2d
(

1 +
∑d−1

k=1

(
d
k

)
(M − 1)k

)
(N + 1)d + A[M,d]

.

For example, suppose N = 20,M = 100, and d = 2 and we perform 10

sweeping iterations on each coarse grid as well as on each subdomain; Then

with ideal parallelization we need k � 206 in order to achieve speed up.
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3.5 Numerical results

Next we present some numerical results computed by the method.2

Every example is computed on Ω = [0, 1]2 and T is a set of source points chosen

in each example. The focus of our examples is demonstrating the reduction

in error in a few iterations and the ability to handle some stereotypes of rε.

We report the L1 relative error in each example, i.e., ||uk − uf ||L1 where uf is

the overall fine solution. In every example, θ
k,used

i,j is chosen so the solution is

stable and converges to the overall fine solution.

We choose the examples in section 3.5.1 to demonstrate the method on

smooth slowness functions, where the coarse grids do not sufficiently resolve

the oscillations. The point is to show that the coupling scheme is able to

correct the coarse grid computation using the fine grid computations. The

maze examples in section 3.5.2 are chosen because the solutions have large

changes in the direction of the characteristics. This example highlights that

when the initial coarse grid solve captures the direction of the characteristics

incorrectly, the scheme is able to correct those directions in later iterations.

The examples in section 3.5.3 demonstrate the method in the case of

multiscale slowness functions with and without scale separation. The goal is to

show that, at the expense of parallelization, the method can be used to replace

numerical homogenization for a much wider class of multiscale problems.

2Matlab/C++ code used to produce all numerical results can be found at https://

github.com/lindsmart/MartinTsaiEikonal.
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Finally, we report some simple parallel computations where the method

is tested on the Marmousi velocity model and a simple three-dimensional ex-

ample. All parallel computations were performed on Stampede2 at the Texas

Advanced Computing Center (TACC) using a common shared memory hard-

ware architecture. We used the OpenMP default for loop scheduling to divide

the work among the threads.3

Nevertheless, we emphasize that the focus of our paper is not on parallel

implementation but rather to present a framework for a domain decomposition

method with the benefit that the method then can be easily parallelized. We

believe that the major addition of our method to this area of research is the

stable coupling of the coarse and fine solvers where the stabilization is achieved

through the use of data computed “on the fly.”

3.5.1 Smooth slowness functions

We test the method on two smooth oscillatory continuous slowness

functions. In the first two examples, T = {(0.5, 0.5)}. Figures 3.10a and 3.10b

show the contour plots of the overall fine solution with a source point where

r1
ε (x, y) =

1

1 + .99 sin(2πx) sin(2πy)

3The authors acknowledge the Texas Advanced Computing Center (TACC) at The Uni-
versity of Texas at Austin for providing HPC resources that have contributed to the research
results reported within this paper http://www.tacc.utexas.edu. For more details on the
specifications of Stampede2 visit: https://www.tacc.utexas.edu/systems/stampede2.

98



and

r2
ε (x, y) =

1

1 + .5 sin(20πx) sin(20πy)
.

Figure 3.11 shows the error plots for H = 1/10 and h = 1/500. The method

is able to handle small and large changes in direction of the characteristics. In

the next two examples, we demonstrate the ability to handle general boundary

conditions. We let T = ∂Ω. Figures 3.12a and 3.12b show the contour plots

of the overall fine solution for r1
ε and r2

ε . Figure 3.13 shows the error plot for

H = 1/10 and h = 1/500.

(a) r1ε (b) r2ε

Figure 3.10: (a) Solution contour for r1
ε (x, y) with a source point. (b) Solution

contour for r2
ε (x, y) with a source point.
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Figure 3.11: Relative L1 error plots for slowness functions r1
ε and r2

ε with a
source point. Here, H = 1/10 and h = 1/500.

(a) r1ε (b) r2ε

Figure 3.12: (a) Solution contour for r1
ε (x, y) with T = ∂Ω. (b) Solution

contour for r2
ε (x, y) with T = ∂Ω.
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Figure 3.13: Relative L1 error plots for slowness functions r1
ε and r2

ε for H =
1/10 and h = 1/500 with T = ∂Ω.

3.5.2 Mazes and obstacles

We show the method’s performance on examples that model optimal

paths through a maze. Here, we define rε(x, y) = 1000 inside the barriers so

that all optimal paths choose to avoid them. We also test the method on the

case where an obstacle may be a “fast obstacle,” i.e., rε(x, y) = 0.01 inside and

optimal paths near the obstacle choose to go through it. We set rε(x, y) = 1

everywhere else, and let the source point be given by T = {(0, 0)}. These

examples show the performance of the method on problems when the coarse

grid captures the flow of characteristics in the opposite direction. The causal

sweeps are critical in order to capture the right flow of characteristics. This

is because it is possible that in some of the coarse grids the causality may

never be computed correctly. The solution contours for r3
ε and r4

ε are shown

in Figures 3.14a and 3.14b, respectively.

For r3
ε , there are coarse grid points which coincide with the obstacles
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as well as points in the obstacles that do not coincide with a coarse grid point.

The circle barrier in Figure 3.14a contains an entire subdomain and the other

circle is a fast obstacle that is contained entirely in a subdomain. The non-

monotonicity of error is due to the causal sweeps. The method provides speed-

up only once the right characteristics have been captured around the barriers.

This is seen in Figure 3.15, where the error starts to decrease monotonically

around 20 iterations. For r3
ε , it takes around 2/H iterations for the coarse grid

to “see” around the two curved barriers.

For r4
ε , the fast obstacle is located at [0.26, 0.27]× [0, 0.6], and it affects

the characteristics throughout the majority of the domain, i.e., almost every

optimal path in Figure 3.14b must go through the obstacle. This example

demonstrates that the method performs well when there is a large collision of

characteristics that occurs in several subdomains.

(a) r3ε (b) r4ε

Figure 3.14: (a) Solution contour for r3
ε . (b) Solution contour for r4

ε .
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Figure 3.15: Relative L1 error plots for the slowness functions r3
ε and r4

ε for
H = 1/10 and h = 1/500.

3.5.3 Multiscale slowness functions

We show the advantage of the method on multiscale slowness functions.

These examples arise in front propagation in multiscale media problems. Let

the source point be given by T = {(0.5, 0.5)}. In the first example, the slowness

function, rcheckε , is a 10 × 10 checkerboard with values of either one or two.

Figure 3.16a shows the solution contour for the overall fine solution and Figure

3.16b shows the relative error plot when H = 1/10 and h = 1/500.

For the examples in the rest of this section, we let the scale epsilon be

seven fine grid points, i.e., ε = 7h, in order for the fine grid to fully capture the

microscale behavior. As mentioned in section 3.1, one approach for numerically

resolving the multiscale behavior in rε is homogenization. We demonstrate our

method on an example where the homogenized slowness function, r, can be

computed.
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(b)

Figure 3.16: (a) Solution contour for rcheckε . (b) Relative L1 error plot for the
slowness function rcheckε .

Define the slowness function as follows: let

r(x, y) =

{
1 if x = 0 or y = 0,

2 otherwise,

and define rε by extending r by periodicity ε. Figure 3.17b shows the slowness

function for ε = 1/5. The homogenized slowness function is anisotropic and is

equal to r(α) = (α1 + α2), where α = (α1, α2) and |α| = 1. This is due to the

optimal paths moving only vertically or horizontally [52].

In our computations, we chose H = 1/14, h = 1/1400, and ε = 1/200.

The value of rε on the coarse grid points is always equal to 1. Thus, the coarse

grid solver is always solving the equation

|∇u| = 1.

This equation is inaccurate as seen by the shape of the solution contour in

Figure 3.17a, which is a diamond and not a circle. Suppose in the method we

104



have the coarse solver solve an equation that better describes the macroscale

behavior of the solution. Since in this example, we know the homogenized

equation, on the coarse grid we can solve the homogenized equation

1

r( ∇u|∇u|)
|∇u| = 1. (3.17)

Denote the homogenized equation coarse solver by CH . Figure 3.18 shows the

relative L1 error plots for both the method that uses the CH as described in

section 3.3 and the method that uses CH in place of CH . As expected, we can

see the method that uses CH performs better.

(a) (b)

Figure 3.17: (a) Solution contour for the squares slowness function where
h = 1/1400 and ε = 1/200. (b) Plot of squares slowness function for ε = 1/5.
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Figure 3.18: Relative error L1 error plots for CH and CH .

Next, we demonstrate the method on a generalization of r2
ε as defined

in Figure 3.5.1. Notice in Figure 3.10b that we can see the rough shape of the

contours of the solution to the homogenized equation. Let

rε =
1

1 + .5 sin(πx
ε

) sin(πy
ε

)
.

For r2
ε , ε = 1/20. Now suppose we let ε vary throughout the domain, i.e., the

problem cannot be solved via homogenization. Define

ε =
|x|+ |y|+ 0.001

50

and T = {(0.35, 0.35), (0.65, 0.65)}. Then ε is very small near (0, 0) and in-

creases as we move diagonally up and right through the domain. Figure 3.19a

shows the solution contour for this given rε. Since uf can be computed a priori,

we compare the error plots of our method where we use formula (3.16) and

M
k

i,j−0.001 as the choice of weights in the method. In this example, H = 1/14

and h = 1/1400. The error plots in Figure 3.19b suggest that the proposed
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formula (3.16) has room for improvement in estimating M
k

i,j. For example, if

Xi,j = (0, 0), we have

min
k

(|Mk

i,j − 0.001− θk,usedi,j |) = 0.0727,

but

max
k

(|Mk

i,j − 0.001− θk,usedi,j |) = 35.2926.
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(b)

Figure 3.19: Generalization of Figure 3.10b: (a) Solution contour plot for

rε(x, y) = 1/(1 + .5 sin(πx
ε

) sin(πy
ε

)) where ε = |x|+|y|+0.001
50

. (b) Relative L1

error plot for the given rε where the estimated θ
k,used

i,j and M
k

i,j − 0.001 are
used.

Finally, we show the results of our method in a case where the values

of the slowness function are random. We follow the setup of the random

slowness function in [52]. Consider a periodic checkerboard where the slowness

function is either 1 or 2 with probability 1/2. Let the scale of the periodicity

be ε. A solution contour and the plot of a random slowness function are

shown in Figures 3.20a and 3.20b, respectively. In [52], the authors showed
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experimentally the homogenized slowness function, r, is isotropic and its value

is a little less than 1. Figure 3.21 shows the plot of the average error over 20

trials where H = 1/14 and h = 1/1400.

(a)

0 0.5 1

0

0.2

0.4

0.6

0.8

1

(b)

Figure 3.20: (a) Solution contour plot of random periodic checkerboard of
scale ε. (b) Plot of random slowness function.
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Figure 3.21: Relative L1 error plot for random rε.
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3.5.4 Parallel and three-dimensional simulations

We study the performance of a parallelization of the method on the

Marmousi velocity model4 . This model is a data set used in seismic imaging

and has different scales and many discontinuities. It is widely used to test

wave propagation algorithms in the seismic imaging community. We define

rε as the reciprocal of the Marmousi velocity. Figure 3.22a displays rε as an

image. We test the scaling of the method on an 11201x11201 grid with 142

fine subdomains. Figure 3.22b shows the execution time of the method as a

function of the number of threads.

Table 3.1 reports the time comparisons with the FSM and our new

method. We report the times of the new method with respect to L1 difference

with the overall fine solution computed with FSM. With relative L1 error of

1×10−5, we get a speed up factor close to 7.7. Finally, we report the number of

sweeps needed for convergence of FSM on the coarse grids and fine subdomains

during each iteration of the method in Table 3.2. For the fine subdomains,

the characteristic structure is less complex than that of the overall fine grid.

Thus, we do not need the same amount of sweeps that the original FSM needs

on the entire fine grid.

4Marmousi velocity data set source: http://www.agl.uh.edu/downloads/downloads.htm.
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Figure 3.22: (a) Reciprocal of the Marmousi velocity displayed as an image.
(b) Execution time as a function of the number of threads on a 11201x11201
grid with 142 fine subdomains.

Table 3.1: Time for each method on a 11201x11201 grid with 142 subdomains
using 64 threads where the tolerance prescribed in the new method is the
relative L1 error.

FSM New method New method

Time (sec) 1016.08 132.42 (tol=1× 10−5) 169.20 (tol=1× 10−16)

Table 3.2: Comparison of the number of sweeping iterations in the FSM and
the new method. Each sweeping iteration contains four sweeps in each sweep-
ing direction.

FSM Average number of coarse sweeps
per coarse grid

Average number of fine sweeps
per fine subdomain

14 2.56 3.13

Finally, we verify the implementation of the method in three dimen-

sions. Note that in order to obtain the boundary conditions for each subdo-
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main, we need a total of 3M(M−1)+1 shifted coarse grids where M = 1/(Nh).

In this example, we place the source point at the origin, and we use the slow-

ness function, r3D
ε (x, y, z) = 1, except for four spherical obstacles. Centered

at the points (.5, .4, .4) and (.3, .3, .3) are “fast” spheres of radius 0.025 where

r3D
ε (x, y, z) = 0.001 and centered at the points (.7, .7, .5) and (.6, .3, .6) are

“slow” spheres of radius 0.025 where r3D
ε (x, y, z) = 10. Figure 3.23a shows the

error plot for this slowness function when H = 1/10 and h = 1/300. We also

test the scaling of the method in three dimensions on a 3013 grid with 103

fine subdomains. Figure 3.23b shows the execution time of the method as a

function of the number of threads.
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Figure 3.23: (a) Relative L1 error plot for three-dimensional problem with
slowness function r3D

ε . (b) Execution time as a function of the number of
threads on a 3013 grid with 103 fine subdomains.
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3.6 Summary and conclusion

In this paper, we presented a new domain decomposition algorithm

for solving boundary value Eikonal equations. We develop a framework that

couples a coarse and a fine grid solver to propagate information from the

subdomains into the coarse level. The use of the coarse solver distinguishes

our method from other existing domain decomposition algorithms. The coarse

grid is initialized using FSM, and the values and wind directions are used to

define the boundary conditions for the subdomains. Next, we perform fine

grid computations in each subdomain in parallel. In our coarse grid updates

we apply an adapted weighted parareal scheme to speed up convergence. A

causality sweep is performed after each coarse grid update in order to ensure

the wind directions are captured correctly.

By clever choice of the weight, it is possible to stabilize parareal-like

iterative methods. The weight function θki,j acts as a multiplicative correction

to the coarse operator CH so that θCH ideally approximates the fine scale

solution operator over a subdomain. At each coarse grid node, θki,j is computed

using previous coarse and fine grid solutions. It is an estimate of M
k

i,j which

is defined to be the upper bound for θki,j to create a monotonically decreasing

sequence of solutions for the model problem. We show via numerical examples

on a model problem that the choice of θki,j stabilizes the method and using a

variable θ has advantages over a fixed value. By improving the estimate of

M
k

i,j, it is possible to further increase the speed-up of the method.

We demonstrated the method on several classes of slowness functions
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showing that it performs well on general types of rε including multiscale slow-

ness functions where typical homogenization techniques cannot be applied.

The errors decrease to an acceptable tolerance well within the limit of theoret-

ical speed-up. Thus, we can solve efficiently through parallelization multiscale

problems beyond the conventional multiscale methods. The example in Figure

3.17 gives us a direction for future work. We would like to use the coarse and

fine grid computations to estimate the effective slowness function “on the fly,”

which could further speed up the method based on the evidence in Figure 3.18.
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Appendix 1

A three-dimensional Godunov scheme for

homogeneous, strictly convex Hamiltonians

Here we give the extension of the Godunov scheme presented in [61]

to three dimensions. From [8], the monotone, convergent Godunov flux for a

homogeneous, strictly convex Hamiltonian, H, is given by

HG(p−, p+; q−, q+; r−, r+) = extp∈I[p−,p+]extq∈I[q−,q+]extr∈I[r−,r+]H(p, q, r),

(A.1)

where p±, q±, and r± are the forward and backward finite difference approx-

imations of the partial derivatives, ux, uy, and uz, respectively. In (A.1), we

have

extp∈I[a,b] = min
p∈[a,b]

if a ≤ b,

extp∈I[a,b] = max
p∈[b,a]

if a > b.

In [61], an explicit formula for (A.1) in two dimensions is given based on the

convexity of the Hamiltonian. We give the extension to three dimensions.

To give a compact expression for (A.1), we look at the extremum of H

on Ip× Iq× Ir where Ip = I[p−, p+]. The extremum occurs on the boundary of

Ip × Iq × Ir or at the critical points of H. First we look at the partial deriva-

tives of H. Fix q0 and r0. The extremum of H(p, q0, r0) occurs at either the
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critical point of H, i.e., where Hp(p, q0, r0) = 0, or at the boundary of Ip. Call

this critical point pσ(q0, r0). In the same fashion, we obtain the critical points

qσ(p0, r0) and rσ(p0, q0) for fixed p0, r0 and p0, q0, respectively. The critical

points (pσ, qσ, r) refers to the point where Hp(pσ, qσ, r) = Hq(pσ, qσ, r) = 0.

Similarly, we have the critical points (pσ, q, rσ) and (p, qσ, rσ). The critical

point (pσ, qσ, rσ) refers to the point where all three partial derivatives are

zero, i.e., Hp(pσ, qσ, rσ) = Hq(pσ, qσ, rσ) = Hr(pσ, qσ, rσ) = 0. Therefore, we

consider separately H(pσ, qσ, rσ), H(p±, qσ, rσ), H(pσ, q±, rσ), H(pσ, qσ, r±),

H(p±, q±, rσ(p±, q±)), H(p±, qσ(p±, r±), r±), H(pσ(q±, r±), q±, r±), and

H(p±, q±, r±) as possible evaluations of (A.1).

For fixed p and q, we have

HG(p, q, r−, r+) = H(p, q, sgn max
{

(r− − rσ)+, (r+ − rσ)−
}

+ rσ), (A.2)

where

sgn max(x, y) = x+ if max(x+, y−) = x+,

sgn max(x, y) = −y− if max(x+, y−) = y−.

Again x+ = max(x, 0) and x− = min(−x, 0). We can write an analogous

expression for fixed p, r and q, r.

We now verify formula (A.2) which relies solely on the convexity and

homogeneity of H. We have the following cases:

• p− < p+, q− < q+, r− < r+:

HG = min
p∈[p−,p+]

min
q∈[q−,q+]

min
r∈[r−,r+]

H(p, q, r).
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• p− < p+, q− < q+, r+ < r−:

HG = min
p∈[p−,p+]

min
q∈[q−,q+]

max
r∈[r+,r−]

H(p, q, r).

• p− < p+, q+ < q−, r− < r+:

HG = min
p∈[p−,p+]

max
q∈[q+,q−]

min
r∈[r−,r+]

H(p, q, r).

• p+ < p−, q− < q+, r− < r+:

HG = max
p∈[p+,p−]

min
q∈[q−,q+]

min
r∈[r−,r+]

H(p, q, r).

• p+ < p−, q+ < q−, r− < r+:

HG = max
p∈[p+,p−]

max
q∈[q+,q−]

min
r∈[r−,r+]

H(p, q, r).

• p+ < p−, q− < q+, r+ < r−:

HG = max
p∈[p+,p−]

min
q∈[q−,q+]

max
r∈[r+,r−]

H(p, q, r).

• p− < p+, q+ < q−, r+ < r−:

HG = min
p∈[p+,p−]

max
q∈[q+,q−]

max
r∈[r+,r−]

H(p, q, r).

• p+ < p−, q+ < q−, r+ < r−:

HG = max
p∈[p+,p−]

max
q∈[q+,q−]

max
r∈[r+,r−]

H(p, q, r).
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Since H is convex, the minimums in the above cases occur at either

the critical points or the boundaries of the intervals. The minimum points are

determined by where the critical points lie with respect to the intervals. For

example, fix p and q. Then

min
r∈[r−,r+]

H(p, q, r) =


H(p, q, r−) if rσ < r−,

H(p, q, rσ) if rσ ∈ [r−, r+],

H(p, q, r+) if rσ > r+.

Since H is homogeneous and convex, the maximums occur at the boundaries

of the intervals and are also determined by where the critical points lie with

respect to the intervals. For example, fix p and q. Then if rσ 6∈ [r+, r−], we

have

max
r∈[r+,r−]

H(p, q, r) =

{
H(p, q, r+) if rσ > r−,

H(p, q, r−) if rσ < r+.

If rσ ∈ [r+, r−], by the homogeneity of H we have

max
r∈[r+,r−]

H(p, q, r) =

{
H(p, q, r+) if (rσ − r+) > (r− − rσ),

H(p, q, r−) if (rσ − r+) ≤ (r− − rσ).

Thus, the formula (A.2) holds.
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