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Abstract 

 

Circuit mechanisms of persistent activity in the primate cortex  

during working memory 

 

Eric Lewis Hart, Ph.D. 

The University of Texas at Austin, 2019 

 

Supervisor:  Alexander C. Huk 

 

Working memory is the cognitive ability to actively maintain and manipulate 

information on the timescale of seconds.  Neurons in the prefrontal and posterior parietal 

cortices of the primate brain remain active in absence of sensory input and appear to 

correlate with working memory.  In this thesis, I investigate the mechanisms of persistent 

activity during working memory in the frontoparietal network of the macaque.  By 

conducting simultaneous electrophysiological recordings in two of the key regions of this 

network, the lateral intraparietal area (LIP) and the frontal eye fields (FEF), and employing 

statistical models of the neural population activity, I characterized the interactions between 

neurons locally in each area and between these two distant brain regions.  In a visuospatial 

working memory task, during which the subject must remember the spatial location of a 

target, I found strong recurrent activity on single trials both within and between these areas 

that was not due to the visual stimulus or the motor response.  The strength and timescale 

of functional interactions between LIP and FEF were highly reciprocal and symmetrical, 

providing evidence for the theory that reverberatory activity in this circuit does, in fact, 

support working memory.  However, contrary to current models of the frontoparietal 
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network, area LIP exhibited greater local recurrent excitatory activity than FEF, and many 

individual neurons in LIP displayed activity on longer timescales.  In addition, the 

concurrent population activity had a greater impact on the spiking activity of most neurons 

than each individual neuron’s own intrinsic drive, especially in LIP.  This result further 

emphasizes the role of network mechanisms in generating and maintaining persistent 

activity.  Taken together, these findings suggest revisions to the current models of working 

memory, and highlight the importance of studying population activity on single trials. 



 ix 

Table of Contents 

List of Figures .................................................................................................................... xi 

Chapter 1: Introduction ........................................................................................................1 

1.1 Overview ...............................................................................................................1 

1.1.1 Persistent activity, a neural correlate of working memory ....................4 

1.1.2 Neural population codes for working memory ......................................8 

1.2  Models of working memory ..............................................................................12 

1.2.1 Network mechanisms for generating persistent representations..........12 

1.2.2 Single cell biophysical mechanisms ....................................................15 

1.2.3 Activity ‘silent’ models .......................................................................16 

1.3 Physiology of the macaque oculomotor system .................................................17 

1.3.1 Lateral Intraparietal Area (LIP) ...........................................................18 

1.3.2 Frontal Eye Fields (FEF) .....................................................................20 

1.3.3 Frontoparietal network .........................................................................22 

1.4 Methodology .......................................................................................................27 

1.4.1  Statistical models of single neurons....................................................28 

1.4.2  Measuring interactions between neurons ............................................31 

Chapter 2: Circuit mechanisms of persistent activity during visuospatial working 

memory in the macaque frontoparietal network ..........................................................35 

2.1 Abstract ...............................................................................................................35 

2.2 Introduction .........................................................................................................36 

2.3 Methods ..............................................................................................................38 

2.3.1 Stimulus presentation apparatus ..........................................................38 

2.3.2 Memory-guided saccade task...............................................................39 



 x 

2.3.3 Preparation and electrophysiology.......................................................39 

2.3.4 Neural analysis .....................................................................................40 

2.3.5 Encoding model ...................................................................................41 

2.4 Results .................................................................................................................44 

2.4.1 Simultaneous recordings in LIP and FEF during visuospatial 

working memory .....................................................................................44 

2.4.2 Strong coupling exists both within and between areas but is 

stronger within LIP .................................................................................48 

2.4.3 Interneuronal coupling outweighs intrinsic dynamics, especially in 

LIP ..........................................................................................................52 

2.4.5 Interneuronal coupling is dynamic across behavioral epochs .............58 

2.5 Discussion ...........................................................................................................64 

2.6 Supplemental ......................................................................................................67 

Chapter 3: Parsing signal and noise in the brain ................................................................74 

Perspective: Parsing signal and noise in the brain ....................................................74 

Chapter 4: Discussion ........................................................................................................80 

4.1 General theoretical implications .........................................................................80 

4.2 Extensions to the analysis ...................................................................................82 

4.3 Complementary work in marmoset.....................................................................83 

4.4 Relevant research in rodents ...............................................................................84 

4.5 Toward a unified approach to neural circuit characterization ............................86 

Bibliography ......................................................................................................................87 

Vita ...................................................................................................................................123 

  



 xi 

List of Figures 

Figure 1.1  The frontoparietal network. .............................................................................23 

Figure 1.2  Custom titanium recording chambers and a generalized linear model of a 

neuron. ..........................................................................................................29 

Figure 2.1  Memory-guided saccade task and example of simultaneously recorded 

neurons. .........................................................................................................45 

Figure 2.2  Population encoding model. ............................................................................47 

Figure 2.3  Example session of simultaneously recorded ensemble of neurons and 

GLM analysis. ...............................................................................................49 

Figure 2.4  Coupling summary across sessions. ................................................................51 

Figure 2.5  Predictions of the population model with and without coupling. ....................53 

Figure 2.6  The impact of coupling and history on individual neurons. ............................55 

Figure 2.7  Intrinsic and network time constants. ..............................................................57 

Figure 2.8  Coupling in the fixation and delay periods......................................................59 

Figure 2.9  Coupling early and late in the delay period. ....................................................61 

Figure 2.10  Coupling in trials with short and long delay periods. ....................................63 

Figure 2.11  Persistent activity as a function of visual and motor gain. ............................68 

Figure 2.12  Persistent activity as a function of history and coupling. ..............................70 

Figure 2.13  Coupling as a function of visual and saccade gain. .......................................71 

Figure 2.14  Spatial tuning and pairwise coupling. ...........................................................73 

Figure 3.1  Sources of signal and noise in neural populations...........................................78 

  



 

 

 1 

Chapter 1 

Introduction 

 

“We are our memory, 

we are that chimerical museum of shifting shapes, 

that pile of broken mirrors.” 

― Jorge Luis Borges, In Praise of Darkness 

 

1.1 OVERVIEW 

Human behavior is not instantaneous.  Even without conscious deliberation, it takes 

considerable time to interpret incoming sensory stimuli and produce intelligent actions.  

The neural processes that intervene between sensation and action are often more 

mysterious and harder to characterize than the inputs and outputs.  To bridge perception 

and action, we must be able to actively store and manipulate information.  This function, 

often called working memory, is the cornerstone of many higher cognitive functions, such 

as reasoning, language, abstract thought, and decision making (Baddeley, 2012).  

 

Neurons have been observed throughout the primate brain that exhibit sustained 

responses that outlast brief sensory stimuli and correlate with working memory.  This 

persistent activity is often thought of as a signature of mnemonic computation (Goldman-

Rakic, 1995).  In this thesis, I investigate how networks of neurons in the primate cortex 

produce persistent activity during visuospatial working memory.            

 

https://www.zotero.org/google-docs/?N49rSY
https://www.zotero.org/google-docs/?Cs4hym
https://www.zotero.org/google-docs/?Cs4hym
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In order for neural mechanisms to support working memory, they must be able to 

generate stable representations that are robust to noise and can be read out on a behaviorally 

relevant timescale (Brody, Romo, & Kepecs, 2003; Chaudhuri & Fiete, 2016; Compte, 

2006).  Given the natural timescales of most cortical neurons (X-J. Wang, 1999) and their 

variable responses to stimuli (Azouz & Gray, 1999; Tolhurst, Movshon, & Thompson, 

1981; Vogels, Spileers, & Orban, 1989), it is perplexing how networks of neurons satisfy 

these conditions.    

 

Furthermore, the activity of a population of neurons is highly dynamic and 

individual neurons are often only active transiently (Compte, et al., 2003).  In fact, even 

neurons that are identified as demonstrating persistent activity are often not as sustained 

on single trials as they might appear when averaging across trials (Lundqvist, Herman, & 

Miller, 2018; Stokes & Spaak, 2016).  Some studies even suggest that evidence for 

sustained or accumulated activity might simply be an artifact of trial averaging (Shafi et 

al., 2007; Latimer, Yates, Meister, Huk, & Pillow, 2015; Lundqvist et al., 2016).  Taken 

together, these observations seem at odds with a persistent stable representation.        

 

Despite a long history of study, the mechanisms supporting persistent activity and 

working memory are still the target of much inquiry (Zylberberg & Strowbridge, 2017).  

Several debates have even recently been reinvigorated (Constantinidis et al., 2018; 

Lundqvist et al., 2018).  In particular, the posterior parietal (PPC) and prefrontal (PFC) 

cortices - regions known to exhibit strong persistent activity - have each received extensive 

research individually, but very few experiments have attempted to measure their 

interactions.  Furthermore, this circuit has been the focus of a large amount of theoretical 

work aiming to explain the neural circuit mechanisms underlying decision making (Gold 

https://www.zotero.org/google-docs/?THBWuU
https://www.zotero.org/google-docs/?THBWuU
https://www.zotero.org/google-docs/?IY2lVe
https://www.zotero.org/google-docs/?Hab2lS
https://www.zotero.org/google-docs/?Hab2lS
https://www.zotero.org/google-docs/?btSVmz
https://www.zotero.org/google-docs/?iAAoxO
https://www.zotero.org/google-docs/?iAAoxO
https://www.zotero.org/google-docs/?rNLrrn
https://www.zotero.org/google-docs/?6GDG5N
https://www.zotero.org/google-docs/?6GDG5N
https://www.zotero.org/google-docs/?GVgYm7
https://www.zotero.org/google-docs/?BkjUr8
https://www.zotero.org/google-docs/?79bpaN
https://www.zotero.org/google-docs/?zihEeh
https://www.zotero.org/google-docs/?KsMHOS
https://www.zotero.org/google-docs/?5JvBNA
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& Shadlen, 2007; Huk, Katz, & Yates, 2017), working memory (Leavitt, Mendoza-

Halliday, & Martinez-Trujillo, 2017), attention (T. Moore & Zirnsak, 2017), and other 

cognitive computations that require maintaining and manipulating information (Freedman 

& Assad, 2016).  But without data to support and constrain these models, their usefulness 

has been limited (Zylberberg & Strowbridge, 2017).     

 

The goal of this thesis work was to leverage simultaneous (multi-neuron, multi-

area) recordings and powerful statistical techniques to measure and interpret single-trial 

interactions between networks of neurons during visuospatial working memory in the 

macaque frontoparietal network. In Chapter 1, I review relevant models of working 

memory that inform our thinking about these experiments, the physiology of the 

frontoparietal circuit, and our general methodological approach.  I focus on evidence from 

non-human primate studies, though there is a large body of literature from the field of 

human neuroimaging as well (Curtis, 2006).   

 

In Chapter 2, I lay out the main experiments of this thesis and report the major 

findings.  In brief, I found strong recurrent excitation within and between the PFC and PPC 

during working memory, although local PPC connectivity was stronger than PFC - at odds 

with recent frontoparietal circuit models.  Interneuronal interactions were dominated by a 

prolonged excitatory component, followed by fast excitation, and slower inhibition.  Yet, 

this inhibition was faster than the slow excitatory component.  These findings are largely 

consistent with attractor models of persistent activity, but many details also suggest 

revisions to the models based on the data.                     

 

https://www.zotero.org/google-docs/?5JvBNA
https://www.zotero.org/google-docs/?Oi5rZi
https://www.zotero.org/google-docs/?Oi5rZi
https://www.zotero.org/google-docs/?mpdAil
https://www.zotero.org/google-docs/?Ce1wSU
https://www.zotero.org/google-docs/?Ce1wSU
https://www.zotero.org/google-docs/?OVmghS
https://www.zotero.org/google-docs/?GgN2VT
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In Chapter 3, I discuss the perils and possibilities of large scale neural recordings, 

with an emphasis on identifying the sources of signal and noise in neural population data.  

Variability in neural responses that is usually treated as noise may, in fact, be 

uncharacterized signals of interest for experimenters.  In this Science Perspective, I 

highlight three recent papers that are pushing the scale of simultaneously recorded 

population activity and use a more holistic approach to investigate brainwide dynamics 

(Huk & Hart, 2019).  Finally, in Chapter 4 I discuss the implications of this thesis more 

broadly, and the future directions of this research in particular.  I also touch briefly on other 

projects, but this dissertation only covers completed work of which I was the sole lead.     

 

1.1.1 Persistent activity, a neural correlate of working memory 

Almost 50 years ago, electrophysiological experiments in the macaque monkey 

identified neural activity in the prefrontal cortex (PFC) and the thalamus that appeared to 

correlate with working memory (Fuster & Alexander, 1971; Kubota & Niki, 1971).  The 

monkey performed a task in which he had to remember the location of a reward and report 

it at the end of a delay.  During the delay, neurons maintained elevated firing rates that 

were specific to the remembered stimulus, in this case, the location of the reward.  In 

subsequent years, many variants of the delayed-response task were successful in eliciting 

stimulus-specific persistent activity in regions across the primate brain, such as the 

inferotemporal cortex (IT) (Fuster & Jervey, 1981; Naya, Sakai, & Miyashita, 1996), the 

posterior parietal cortex (PPC) (Andersen, Essick, & Siegel, 1987; Constantinidis & 

Steinmetz, 1996; Gnadt & Andersen, 1988; Quintana & Fuster, 1992), the superior 

colliculus (SC) (Mays & Sparks, 1980), and the PFC (Boch & Goldberg, 1989; Bruce & 

Goldberg, 1985; Funahashi, Bruce, & Goldman-Rakic, 1989a, 1990, 1991; Goldberg & 

https://www.zotero.org/google-docs/?Nk7jSZ
https://www.zotero.org/google-docs/?OxOzJB
https://www.zotero.org/google-docs/?vEGHD6
https://www.zotero.org/google-docs/?vEGHD6
https://www.zotero.org/google-docs/?hOfwmq
https://www.zotero.org/google-docs/?88jcyy
https://www.zotero.org/google-docs/?88jcyy
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Bruce, 1990; Joseph & Barone, 1987; Segraves et al., 1987).  Depending on the task and 

the brain area, this sustained activity typically lasts between hundreds of milliseconds and 

tens of seconds in absence of an external input.  

    

The last few decades of experiments have suggested that persistent activity is an 

almost ubiquitous signature of working memory in the primate brain, regardless of sensory 

modality or motor response.  In recent years, persistent activity has even been identified in 

single-neurons in humans (Kornblith, Quian Quiroga, Koch, Fried, & Mormann, 2017).  

However, there is debate about whether persistent activity is restricted to “association” 

areas or if it is also present in early sensory areas (Leavitt, Mendoza-Halliday, et al., 2017).  

Despite mixed findings (Mendoza-Halliday, Torres, & Martinez-Trujillo, 2014), there is 

some support for sustained responses in V3 (Nakamura & Colby, 2000), area MT (Bisley, 

Krishna, & Goldberg, 2004), and even V1 (Supèr, Spekreijse, & Lamme, 2001). 

 

Persistent activity is usually categorized according to the type of stimulus stored in 

working memory (X-J. Wang, 2001).  In a delayed match-to-sample task, a categorical 

stimulus (e.g. a color, an object, a word, etc.) must be remembered over a delay and 

compared to a second stimulus (Fuster & Jervey, 1981; Naya et al., 1996).  Elevated 

activity that is selective for a categorical feature during the delay is thought to be a signature 

of discrete working memory.   

 

Persistent activity does not have to be a perfectly stationary process.  In experiments 

where macaques must discriminate between the frequency of tactile vibrations, sustained 

activity has been observed to ramp up or down in a graded manner consistent with the 

strength of the vibration (Romo, Brody, Hernández, & Lemus, 1999; Romo & Salinas, 

https://www.zotero.org/google-docs/?88jcyy
https://www.zotero.org/google-docs/?01LOqU
https://www.zotero.org/google-docs/?jBKuro
https://www.zotero.org/google-docs/?Nyv7dZ
https://www.zotero.org/google-docs/?jCY5ns
https://www.zotero.org/google-docs/?dvHJhC
https://www.zotero.org/google-docs/?dvHJhC
https://www.zotero.org/google-docs/?IWxhxl
https://www.zotero.org/google-docs/?47bNyM
https://www.zotero.org/google-docs/?dOnRNJ
https://www.zotero.org/google-docs/?1J76s1
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2003).  In this case, an analog quantity must be remembered and encoded in the firing rates 

in a continuous monotonic fashion.  This is called parametric working memory.  Another 

example of parametric working memory comes from oculomotor neurons in the brainstem 

that encode the position of the eyes, and are used to keep the eyes still (Robinson, 1989; 

Seung, 1996).  Although there is a large body of literature focused on neural integration in 

this low-level context, it is unclear if the same principles apply to more cognitive forms of 

working memory.          

 

Visual space is also an analog quantity and must be encoded parametrically in the 

brain.  Visuospatial working memory is usually studied with a delayed oculomotor 

response task such as memory-guided saccades (Funahashi et al., 1989a; Gnadt & 

Andersen, 1988; Hikosaka & Wurtz, 1983).  In this task, a subject must remember the 

location of a visual stimulus over a delay and then report that location by looking at the 

remembered location.  Neurons that selectively respond to a location in space are thought 

to encode that location’s retinotopic coordinates.  This region is called the “receptive field” 

(RF) of the neuron, or in the case of a motor response, the “response field.”  Neurons in 

the PPC and PFC often respond both to a visual stimulus and in preparation of an eye-

movement to the same location in space.      

 

One challenge to using visuospatial working memory tasks is that delay period 

activity may be related to the preparation of the motor response rather than the memory 

itself (Constantinidis, Franowicz, & Goldman-Rakic, 2001; Markowitz, Curtis, & Pesaran, 

2015).  As a result, many experiments have attempted to dissociate these components.  For 

example, monkeys were trained to perform delayed response tasks where the motor 

response was in the opposite direction (Funahashi, Chafee, & Goldman-Rakic, 1993), in a 

https://www.zotero.org/google-docs/?1J76s1
https://www.zotero.org/google-docs/?ATxHpo
https://www.zotero.org/google-docs/?ATxHpo
https://www.zotero.org/google-docs/?X3fqHi
https://www.zotero.org/google-docs/?X3fqHi
https://www.zotero.org/google-docs/?pmISdS
https://www.zotero.org/google-docs/?pmISdS
https://www.zotero.org/google-docs/?ETKpLF


 

 

 7 

different direction from the remembered location (Niki & Watanabe, 1976; Takeda & 

Funahashi, 2002), or the movement response location was unknown until later in the trial 

(Masse, Hodnefield, & Freedman, 2017).  In another experiment using a spatial delayed 

match-to-sample task, the motor response required a different effector modality 

(Sawaguchi & Yamane, 1999).  In all cases, the majority of neurons represented the 

remembered location of the stimulus regardless of motor response.  However, a fraction of 

neurons did indeed predict the motor response better than the remembered stimulus.  

Another approach has examined spatial working memory with sensory modalities other 

than vision.  For example, auditory cues can also elicit delay-period stimulus-specific 

persistent activity (Azuma & Suzuki, 1984; Vaadia, Benson, Hienz, & Goldstein, 1986).      

 

In the experiments presented in this thesis, I statistically dissociate the sensory and 

motor components with a model-based approach, but it’s worth noting that this work is 

agnostic to the nature of the persistent activity with regard to what it encodes.  It is just as 

reasonable to think that a motor plan is stored instead of a memory of the stimulus itself.  

Indeed, attempting to disambiguate the content of the memory per se may be misguided, 

since many single neurons that exhibit persistent activity are known to multiplex a variety 

of signals (Meister, Hennig, & Huk, 2013; Park, Meister, Huk, & Pillow, 2014). Thus, the 

focus of this work is on the mechanisms of persistent activity rather than the mnemonic 

content.             

 

Given the diverse nature of persistent activity and its apparent role in working 

memory, several fundamental questions arise.  How is stimulus-selective persistent activity 

generated in a neural network? Can we explain persistent activity in terms of the biophysics 

of neurons and synapses and circuit connectivity?  What is the minimum anatomical 

https://www.zotero.org/google-docs/?lOerXC
https://www.zotero.org/google-docs/?lOerXC
https://www.zotero.org/google-docs/?fPKsmR
https://www.zotero.org/google-docs/?IlgSQp
https://www.zotero.org/google-docs/?nLI6xK
https://www.zotero.org/google-docs/?zlKZeT
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substrate that can support persistent activity?  Is persistent activity maintained in a local 

network or across areas, in cortical or subcortical loops?  I will attempt to address some of 

these questions in the chapters that follow.     

 

1.1.2 Neural population codes for working memory 

Historically, systems neuroscience research has been driven by the study of single 

neuron activity averaged over many repetitions of stimuli or behavior (Quian Quiroga & 

Panzeri, 2009).  In reality, organisms do not have the luxury of multiple trials – they must 

act and make decisions on the basis of a single event.  Furthermore, neurons do not exist 

in isolation; they are extensively interconnected, not only with the local neural population 

but with a plethora of other brain areas through long distance connections (Felleman & 

Van Essen, 1991).  Over the last decade, technological advances have given researchers 

the ability to record from an increasing number of neurons at the same time (Stevenson & 

Kording, 2011), and this, in turn, has driven the study of how populations of neurons 

represent and compute information.         

 

By their very nature, models of working memory describe the features of a 

population code.  The stored memory is encoded in the patterns of activity of a population 

of neurons and can not be unambiguously read out from the activity of a single neuron.  

For example, in spatial working memory, persistent activity is described by a non-

monotonic Gaussian tuning curve centered on the preferred visuospatial angle of the 

stimulus.  Without access to neurons with differing selectivities, the location of the target 

can not be precisely identified.          

 

https://www.zotero.org/google-docs/?r5htYo
https://www.zotero.org/google-docs/?r5htYo
https://www.zotero.org/google-docs/?elLUzG
https://www.zotero.org/google-docs/?elLUzG
https://www.zotero.org/google-docs/?1LHIrb
https://www.zotero.org/google-docs/?1LHIrb


 

 

 9 

Even before it was observed experimentally, Donald Hebb (1949) suggested that 

sustained activity could act as a neural substrate of working memory.  Traditionally, a 

network of neurons with recurrent excitatory connections has been suggested as the 

network mechanism supporting persistent activity (Hopfield, 1982; Little, 1974), but the 

particular architecture is still debated (Chaudhuri & Fiete, 2016; Zylberberg & 

Strowbridge, 2017).  Common features of these models include: broad inhibition to 

dampen the strong recurrent excitation, slower excitation than inhibition, and single 

neurons with long intrinsic time constants that serve to stabilize and renew the population 

response.  I will discuss popular models of persistent activity and how they guide 

investigations into the neural mechanisms underlying working memory in section 1.2.   

 

Alternatively, there are neural population codes that do not rely on persistent 

activity to maintain a stable memory.  Instead, these models invoke a dynamic code in 

which the mnemonic representation shifts over time (D’Esposito & Postle, 2015; Lara & 

Wallis, 2015; Sreenivasan, Curtis, & D’Esposito, 2014; Stokes, 2015).  In other words, the 

readout at one time point can not generalize to the rest of the trial.  The primary motivation 

for a dynamic code is to address the pervasive temporal dynamics and heterogeneous 

quality of population activity that may be problematic for a stable code prima facie.  On 

the other hand, with a purely dynamic code, it’s unclear how a memory might be robustly 

read out with plausible biological mechanisms.  Since the readout weights vary across time, 

downstream mechanisms would also have to explicitly measure the elapsed time to select 

the appropriate set of weights (Constantinidis et al., 2018).  This becomes especially critical 

in tasks where the delay period is variable or in natural behavior where working memory 

must be flexible.             

 

https://www.zotero.org/google-docs/?K66VE1
https://www.zotero.org/google-docs/?jWTjbm
https://www.zotero.org/google-docs/?XvnDYw
https://www.zotero.org/google-docs/?XvnDYw
https://www.zotero.org/google-docs/?HiLI1S
https://www.zotero.org/google-docs/?HiLI1S
https://www.zotero.org/google-docs/?QVU0W6
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However, it’s also worth noting that time-varying dynamics can be consistent with 

a stable coding scheme (Druckmann & Chklovskii, 2012; Machens, Romo, & Brody, 2010; 

Murray, Bernacchia, et al., 2017).  For example, a stable subspace within the high-

dimensional population activity can exist despite the fluctuating activity of particular 

neurons as long as their ongoing dynamics are orthogonal to the coding space.  Hence, it’s 

important to make a distinction between dynamics in the population activity (which 

certainly exist) and a dynamic population code for working memory.  Similarly, it is not 

necessary for the overall population activity to increase between a spontaneous state and 

the active memory state (Murray, Bernacchia, et al., 2017), suggesting that the pattern of 

activity in the network may play a more important role than the elevated spike rates of 

single neurons.  Likewise, simultaneously recorded pairs of neurons in the PFC have been 

shown to exhibit synchronous activity during working memory (Constantinidis & 

Goldman-Rakic, 2002). On the other hand, the highly irregular inter-spike-intervals (ISIs) 

during the delay period are more consistent with a stochastic Poisson process than with a 

precise temporal code (Compte, et al., 2003; Shafi et al., 2007).  Thus, on the whole, these 

observations highlight the need to study ensembles of neurons rather than single-neuron 

responses.         

 

Other work in rodents has shown sequentially activated neurons that tile the delay 

period, and could act solely as a feedforward chain of activity (Baeg et al., 2003; Bolkan 

et al., 2017; Harvey, Coen, & Tank, 2012; MacDonald, Lepage, Eden, & Eichenbaum, 

2011; Pastalkova, Itskov, Amarasingham, & Buzsáki, 2008; Runyan, Piasini, Panzeri, & 

Harvey, 2017), but similar processes in primates have yet to be discovered.  One possibility 

is that classically observed persistent activity is only present in the larger, more complex 

brains of primates that feature densely interconnected neural networks (Constantinidis et 

https://www.zotero.org/google-docs/?r77Jyg
https://www.zotero.org/google-docs/?r77Jyg
https://www.zotero.org/google-docs/?QT1hmL
https://www.zotero.org/google-docs/?bVTh0h
https://www.zotero.org/google-docs/?bVTh0h
https://www.zotero.org/google-docs/?84uCn7
https://www.zotero.org/google-docs/?klMDm6
https://www.zotero.org/google-docs/?klMDm6
https://www.zotero.org/google-docs/?klMDm6
https://www.zotero.org/google-docs/?klMDm6
https://www.zotero.org/google-docs/?q0Vq3g
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al., 2018).  Transient tiling by nature involves a dynamic coding scheme, but it is possible 

to construct feedforward chains in such a way as to have a stable subspace (Goldman, 

Compte, & X-J. Wang, 2009).  Since this architecture can be embedded in a recurrent 

network it can be hard to rule out the existence of such a mechanism.  However, it is 

important to point out that evidence for activity “tiling” the delay period comes from data 

that has been averaged across trials and sessions.            

      

Finally, some recent work has downplayed the role of persistent activity in working 

memory, instead appealing to neural oscillations as the crucial underlying mechanism 

(Brincat & Miller, 2015; Buschman, Denovellis, Diogo, Bullock, & Miller, 2012; Liebe, 

Hoerzer, Logothetis, & Rainer, 2012; Lundqvist et al., 2018, 2016; Salazar, Dotson, 

Bressler, & Gray, 2012; Siegel, Warden, & Miller, 2009).  These studies suggest that 

rhythmic spiking at particular frequencies encodes the memory, and “bursts” in particular 

frequency ranges, which happen at different times on different trials, simply look 

continuous when the responses are averaged across trials.  However, oscillations have not 

been shown to be predictive of working memory performance (Constantinidis et al., 2018; 

Lundqvist et al., 2018), and it is unclear whether oscillatory activity can be cleanly 

separated from spiking activity itself (Ray & Maunsell, 2011).  Regardless, oscillations are 

not incompatible with persistent spiking activity, and may in fact reflect the same 

underlying neural processes.  On the whole, although many of these alternative neural 

coding schemes may be theoretically appealing, there is little physiological data to support 

them (Constantinidis et al., 2018).  For this thesis, I will concentrate on models of working 

memory that involve some form of persistent activity, since these models have the most 

evidence in their favor.         

       

https://www.zotero.org/google-docs/?q0Vq3g
https://www.zotero.org/google-docs/?JFUiZ7
https://www.zotero.org/google-docs/?JFUiZ7
https://www.zotero.org/google-docs/?IoC2QW
https://www.zotero.org/google-docs/?IoC2QW
https://www.zotero.org/google-docs/?IoC2QW
https://www.zotero.org/google-docs/?KtaMxc
https://www.zotero.org/google-docs/?KtaMxc
https://www.zotero.org/google-docs/?jmQCCl
https://www.zotero.org/google-docs/?Z68rRH
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1.2  MODELS OF WORKING MEMORY 

In the following sections, I review popular models of working memory.  Since the 

focus of this thesis is on studying the spiking activity of neural populations, I concentrate 

on network models, and only briefly touch on intrinsic cellular mechanisms, which 

undoubtedly play a vital role in driving and maintaining neural dynamics (Egorov, Hamam, 

Fransén, Hasselmo, & Alonso, 2002; Major & Tank, 2004). 

 

1.2.1 Network mechanisms for generating persistent representations  

Neural circuit models of persistent activity focus on the patterns of activity in the 

population and the particular network architecture that can give rise to working memory 

(Constantinidis & X-J. Wang, 2004; X-J. Wang, 2001).  Because most single neurons have 

synaptic responses that decay over short timescales (10-20ms), these models must rely on 

the interactions between neurons to generate and maintain activity that can last for seconds.  

Two broad classes of circuit models that have been used to explain persistent activity are 

attractor networks and stable subspace models.   

 

In attractor networks, privileged patterns of activity are reinforced by the synaptic 

connectivity of the network.  Once the network receives sufficient input, the activity 

gradually evolves into a stable state (Amit & Brunel, 1997; Hopfield, 1982).  The network 

can store a finite number of inputs in the case of a discrete attractor, or a continuum of 

inputs in a continuous attractor.  Both of these mechanisms have been proposed to serve 

different functions in different brain areas, but clear evidence for these models has yet to 

be found in primates.  Neurons that encode an animal’s location in space (place cells) or 

https://www.zotero.org/google-docs/?C43rYf
https://www.zotero.org/google-docs/?C43rYf
https://www.zotero.org/google-docs/?clc763
https://www.zotero.org/google-docs/?yf8NhW
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their directional heading in the environment (head direction cells) are thought to adhere to 

continuous attractor dynamics (Tsodyks, 1999; Yoon et al., 2013).   

 

Bump attractors, a type of continuous attractor, have been proposed to explain 

visual spatial working memory (Compte, Brunel, Goldman-Rakic, & X-J. Wang, 2000).  

In these models, neurons that share a preferred spatial location also share strong excitatory 

connections.  As their tuning similarities decrease so does their positive impact on one 

another.  A stimulus triggers a “bump” of activity that encodes its spatial location.  This 

“bump” can be visualized if you organize the neurons by the similarity of their tuning 

preferences.  The bump is maintained in absence of external input but can drift over time 

since the attractor has a continuous state.  This observation has been used to explain the 

increase in behavioral errors over longer delay periods (Wimmer, Nykamp, Constantinidis, 

& Compte, 2014).  When it comes time to readout the stimulus location, the bump of 

activity is centered on neurons with slightly different tuning preferences.  Paralleling these 

findings, the degradation of working memory as a function of time is well established in 

psychology, and it’s been noted that the behavioral errors appear to follow a random walk 

(Funahashi et al., 1989a; Ploner, Gaymard, Rivaud, Agid, & Pierrot‐Deseilligny, 1998; 

White, Sparks, & Stanford, 1994).  Intrinsic neural noise has also been suggested as a 

source of behavioral errors in working memory (Bays, 2014). 

 

If excitation outpaces inhibition in attractor networks, the network will reach a point 

of instability.  This is one reason that slower excitation mechanisms (perhaps mediated by 

NMDARs) are thought to play a role in attractor models, giving the network a chance to 

be balanced out by inhibition (Compte et al., 2000; X-J. Wang, 1999, 2001).  Biophysical 

models suggest that the ratio of NMDA and AMPA receptors at the recurrent synapses is 

https://www.zotero.org/google-docs/?DHqBEf
https://www.zotero.org/google-docs/?oWFZYo
https://www.zotero.org/google-docs/?Vxmnq8
https://www.zotero.org/google-docs/?Vxmnq8
https://www.zotero.org/google-docs/?M0qDM1
https://www.zotero.org/google-docs/?M0qDM1
https://www.zotero.org/google-docs/?e46728
https://www.zotero.org/google-docs/?9auejm
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such that the reverberatory activity is maintained in a balanced state, but this ratio depends 

on many of the physiological properties of the neurons (Tegnér, Compte, & X-J. Wang, 

2002).  In practice, computational models that achieve stable attractor states often require 

fine tuning of excitation and inhibition or very specific architecture which may not be 

biologically plausible (Chaudhuri & Fiete, 2016).  However, there is another line of work 

that has emphasized how stable networks can arise from populations with random (or 

nearly random) connectivity (Bertschinger & Natschläger, 2004; Buonomano & Maass, 

2009; Laje & Buonomano, 2013; Maass, Natschläger, & Markram, 2002; Singh & 

Eliasmith, 2006; Toyoizumi & Abbott, 2011).   

Regardless of the particular model, once an attractor network settles into a state, it 

remains there, and the activity should remain relatively constant.  As mentioned previously, 

this requirement seems at odds with the variability of spiking during the delay period 

reported in many experiments (Barak, Tsodyks, & Romo, 2010; Brody et al., 2003; Shafi 

et al., 2007; Zaksas & Pasternak, 2006).  Thus, other models have been proposed that can 

generate persistent representations despite time-varying neural activity (Druckmann & 

Chklovskii, 2012).  Even though the firing rates of individual neurons vary, the 

combination of many neurons’ firing rates could remain constant.  In this case, the memory 

is distributed throughout the network and leverages the redundancy and mixed selectivity 

of the individual neurons (Rigotti et al., 2013).  This idea can be conceptualized as a stable 

subspace in the population activity that is orthogonal to the ongoing dynamics.  In Chapter 

3, I discuss recent studies that may lend support to this hypothesis.       

     

https://www.zotero.org/google-docs/?jKfnEL
https://www.zotero.org/google-docs/?jKfnEL
https://www.zotero.org/google-docs/?SxqYYA
https://www.zotero.org/google-docs/?iLyFS4
https://www.zotero.org/google-docs/?iLyFS4
https://www.zotero.org/google-docs/?iLyFS4
https://www.zotero.org/google-docs/?MYftSh
https://www.zotero.org/google-docs/?MYftSh
https://www.zotero.org/google-docs/?guUirN
https://www.zotero.org/google-docs/?guUirN
https://www.zotero.org/google-docs/?Bgu3LQ
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1.2.2 Single cell biophysical mechanisms  

To what degree is persistent activity driven by network or single cell mechanisms? 

It’s readily apparent that both play a role, but it is unknown how these mechanisms interact, 

and to what degree different functions and brain areas depend on each mechanism.   Some 

neurons are independently capable of sustained spiking that outlasts a triggering stimulus, 

and many cellular mechanisms have been suggested to support this behavior.  Here, I 

briefly discuss two commonly proposed mechanisms.  

 

First, after a depolarizing input, voltage-gated channels open, letting in Ca+ or Na+ 

currents that further depolarize the neuron, causing a positive feedback loop, and a “plateau 

potential,” a long lasting more-depolarized state.  Non-inactivating L-type voltage-gated 

Ca+ channels (VGCCs) have been suggested to mediate this process (Perrier, Alaburda, & 

Hounsgaard, 2002; Russo & Hounsgaard, 1996). 

 

Second, calcium-dependent intrinsic mechanisms that are triggered by second 

messengers can start a regenerative process that leads to persistent spiking (Rahman & 

Berger, 2011).  For example, calcium-induced calcium release (CICR) is a process by 

which intracellular calcium stores are activated by the availability of calcium, which can 

act as a positive feedback mechanism.  The source of this calcium dependent current is still 

unknown, but many candidates are being explored (Zylberberg & Strowbridge, 2017). 

 

Neurons that exhibit sustained responses can display bistability (or multistability), 

meaning that, after a sufficient transient input, the neuron initiates a step-like change in 

firing rate and remains at this new constant level of response.  These neurons are capable 

of maintaining different stable firing rates.  Alternatively, some neurons demonstrate 

https://www.zotero.org/google-docs/?iy8OYp
https://www.zotero.org/google-docs/?iy8OYp
https://www.zotero.org/google-docs/?Ab6AAr
https://www.zotero.org/google-docs/?Ab6AAr
https://www.zotero.org/google-docs/?4u7waP
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graded sustained responses, in which neurons change their firing rate monotonically with 

the magnitude of a stimulus.  It’s been shown that purely feedforward networks with 

bistable neurons can produce working memory behavior (Hyde & Strowbridge, 2012; 

Larimer & Strowbridge, 2010).          

What role do these cellular mechanisms play in recurrent networks?  Classic 

biophysical models suggest that long timescale excitation mediated by NMDARs is 

necessary to sustain and stabilize the network, and fast inhibition mediated by GABA-A 

receptors is necessary to balance the fast excitation of AMPARs (Compte et al., 2000; X-

J. Wang, 1999).  The proper ratio between AMPA and NMDA receptors is crucial to keep 

the network from becoming unstable, as is the role of short-term depression of excitatory 

synapses.  This delicate balance also depends on the firing rates of the neurons in the 

network.  Taken together, this work illustrates how intricate the properties of the network 

must be in order to remain in a balanced state.  Lending support to this model, more recent 

experimental work has shown that blocking NMDA, but not AMPA, receptors abolishes 

persistent activity in PFC neurons (M. Wang et al., 2013).            

 

1.2.3 Activity ‘silent’ models 

This thesis focuses on active mechanisms of working memory, those that rely on 

changes in spiking activity, but other models that do not depend on spiking have been 

proposed as well (Barak & Tsodyks, 2014; Benna & Fusi, 2016; Fiebig & Lansner, 2017; 

Fusi, Drew, & Abbott, 2005; Lahiri & Ganguli, 2013; Mongillo, Barak, & Tsodyks, 2008; 

Stokes, 2015; Stokes et al., 2013; Sugase-Miyamoto, Liu, Wiener, Optican, & Richmond, 

2008).  These theories rely on short-term synaptic modifications to store a passive imprint 

or “trace” of the memory, and crucially, spiking is only necessary at encoding and retrieval 

https://www.zotero.org/google-docs/?SS87j7
https://www.zotero.org/google-docs/?SS87j7
https://www.zotero.org/google-docs/?H4M8mQ
https://www.zotero.org/google-docs/?H4M8mQ
https://www.zotero.org/google-docs/?twvWMm
https://www.zotero.org/google-docs/?WfJA3y
https://www.zotero.org/google-docs/?WfJA3y
https://www.zotero.org/google-docs/?WfJA3y
https://www.zotero.org/google-docs/?WfJA3y
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of the memory.  These models appeal to synaptic mechanisms such as the short-term 

potentiation of synapses (that can last over minutes) (Fiebig & Lansner, 2017), or short-

term facilitation of vesicle release via presynaptic calcium availability (which can last for 

seconds) (Mongillo et al., 2008).    

However, it is unclear how these models account for more flexible and dynamic 

forms of working memory.  Some of these mechanism do not act fast enough or are not 

agile enough to support the precise patterns and timing required to maintain accurate neural 

representations on the appropriate timescales.  Furthermore, synapses are far less reliable 

in practice than these models demand (Branco & Staras, 2009).  Clearly, synaptic 

mechanisms play a vital role in the generation of neural activity and the dynamics of the 

network (Arnsten, M. Wang, & Paspalas, 2012), but there is little evidence that working 

memory is “all in the synapses” and does not depend on spiking activity whatsoever.    

 

1.3 PHYSIOLOGY OF THE MACAQUE OCULOMOTOR SYSTEM 

In this thesis, I will focus on two regions in the macaque oculomotor system: the 

posterior parietal cortex (PPC) and the prefrontal cortex (PFC), specifically the sub-regions 

area LIP and area FEF.  These regions, along with the superior colliculus (SC), are 

considered to be principal areas in the oculomotor circuitry that are responsible for 

planning and generating eye movements.  Both areas display activity that has been thought 

to be involved in a wide variety of sensorimotor and cognitive functions.  Here I review 

some of the major pertinent findings in these areas, and describe how they apply to the task 

at hand.   

 

https://www.zotero.org/google-docs/?RKILYj
https://www.zotero.org/google-docs/?3yYawk
https://www.zotero.org/google-docs/?zAk44e
https://www.zotero.org/google-docs/?CgHni5
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1.3.1 Lateral Intraparietal Area (LIP) 

Area LIP is located in the lateral bank of the intraparietal sulcus and has long been 

linked to eye-movements and the representation of visual space  (Andersen, Essick, & 

Siegel, 1985; Andersen & Mountcastle, 1983; Mountcastle, Andersen, & Motter, 1981; 

Mountcastle, Lynch, Georgopoulos, Sakata, & Acuna, 1975).  It was likely discovered, 

similar to FEF, with the coarse electrical stimulation experiments of Ferrier (1876).  

However, unlike FEF, stimulation with a microelectrode in LIP is usually insufficient to 

generate eye movements (Kimmel & T. Moore, 2007; T. Moore & Armstrong, 2003).  

 

LIP is located toward the top of the cortical hierarchy in the dorsal stream of the 

visual system (Felleman & Van Essen, 1991).  It receives input from earlier visual areas 

(Blatt, Andersen, & Stoner, 1990; Lewis & Van Essen, 2000; Ungerleider & Desimone, 

1986), and projects to regions involved in eye-movements: FEF (Andersen, Asanuma, 

Essick, & Siegel, 1990; Ferraina, Paré, & Wurtz, 2002), and SC  (Andersen, Asanuma, et 

al., 1990; Lynch, Graybiel, & Lobeck, 1985; Wurtz, Sommer, Paré, & Ferraina, 2001).  LIP 

receives feedback from these areas as well (Ferraina et al., 2002).    

  

Although it is well-established that neurons in area LIP display persistent activity 

in delayed oculomotor tasks (Andersen, Bracewell, Barash, Gnadt, & Fogassi, 1990; 

Barash, Bracewell, Fogassi, Gnadt, & Andersen, 1991a, 1991c), only a small fraction of 

neurons usually exhibit these characteristic responses (Barash, Bracewell, Fogassi, Gnadt, 

& Andersen, 1991b; Ben Hamed, Duhamel, Bremmer, & Graf, 2001; Meister et al., 2013; 

Premereur, Vanduffel, & Janssen, 2011). 

   

https://www.zotero.org/google-docs/?w80jL7
https://www.zotero.org/google-docs/?w80jL7
https://www.zotero.org/google-docs/?w80jL7
https://www.zotero.org/google-docs/?nZsMh5
https://www.zotero.org/google-docs/?Gard4v
https://www.zotero.org/google-docs/?hfrmzi
https://www.zotero.org/google-docs/?GLm1RP
https://www.zotero.org/google-docs/?GLm1RP
https://www.zotero.org/google-docs/?AO1kop
https://www.zotero.org/google-docs/?AO1kop
https://www.zotero.org/google-docs/?Gb8iag
https://www.zotero.org/google-docs/?Gb8iag
https://www.zotero.org/google-docs/?c77FAu
https://www.zotero.org/google-docs/?ltx3uU
https://www.zotero.org/google-docs/?ltx3uU
https://www.zotero.org/google-docs/?hQ9LI5
https://www.zotero.org/google-docs/?hQ9LI5
https://www.zotero.org/google-docs/?hQ9LI5
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Traditionally, research on area LIP has focused on oculomotor planning (Andersen 

& Buneo, 2002; Hardy & Lynch, 1992), but the degree to which these responses reflect 

motor intention or visual attention is a long standing debate (Bisley & Goldberg, 2010).  It 

is possible that both of these functions are supported by anatomically distinct populations 

in this area, but the findings are somewhat inconsistent (Chen et al., 2016; Liu, Yttri, & 

Snyder, 2010).  Although spatial representation is thought to be a key function of the PPC, 

many other cognitive processes have been associated with it as well (Freedman & Ibos, 

2018; Gottlieb, 2007; Gottlieb & Snyder, 2010; Kable & Glimcher, 2009; Platt & 

Glimcher, 1999).        

 Area LIP has also been the focus of a large body of work dedicated to perceptual 

decision making (Gold & Shadlen, 2007; Huk et al., 2017).  The ramping responses of 

single neurons were thought to reflect the integration of sensory evidence during a motion 

direction discrimination task (Huk & Shadlen, 2005; Shadlen & Newsome, 2001), but this 

long-standing hypothesis has recently been called into question (Katz, Yates, Pillow, & 

Huk, 2016; Latimer et al., 2015; Yates, Park, Katz, Pillow, & Huk, 2017).  Notably, the 

same neurons that are posited to encode a variety of decision variables are also the ones 

that are suggested to have longer timescale dynamics in simple working memory tasks.  In 

fact, the memory-guided saccade task (which is used for the primary experiments in this 

thesis) is often used as a screening task to identify which neurons to interrogate further.  

Although this practice has become commonplace (Huk & Shadlen, 2005; Shadlen & 

Newsome, 2001), it has been shown that there is only a weak relationship between neurons 

that show persistent activity (during memory-guided saccades) and choice-related activity 

(Meister et al., 2013).    

  

https://www.zotero.org/google-docs/?XF2ou8
https://www.zotero.org/google-docs/?XF2ou8
https://www.zotero.org/google-docs/?fDEhGN
https://www.zotero.org/google-docs/?HW2PKl
https://www.zotero.org/google-docs/?HW2PKl
https://www.zotero.org/google-docs/?RHmXmA
https://www.zotero.org/google-docs/?RHmXmA
https://www.zotero.org/google-docs/?RHmXmA
https://www.zotero.org/google-docs/?qhTQH3
https://www.zotero.org/google-docs/?ZoMipp
https://www.zotero.org/google-docs/?LEol62
https://www.zotero.org/google-docs/?LEol62
https://www.zotero.org/google-docs/?PxPgXC
https://www.zotero.org/google-docs/?PxPgXC
https://www.zotero.org/google-docs/?LbzXAh
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Inactivation of LIP during memory-guided saccades reveals deficits in saccade 

accuracy (Li, Mazzoni, & Andersen, 1999) and in reaction time (Liu et al., 2010) to targets 

in the contralesional hemifield.  In addition, in tasks where the subject is free to choose 

targets in either hemifield, choices are biased to the contralesional hemifield (Balan & 

Gottlieb, 2009; Katz et al., 2016; Wardak, Olivier, & Duhamel, 2002), echoing human 

patients with parietal lesions that exhibit “hemi-neglect” (Kerkhoff, 2001). 

 

1.3.2 Frontal Eye Fields (FEF) 

Much of the research on working memory has considered the PFC more broadly, 

although this region can be parcellated into many sub-divisions that likely have varied 

specializations (Schall, 2015).  Here, I review the literature on the role of the PFC in 

working memory (Lara & Wallis, 2015) and highlight particular findings about FEF, an 

area involved in gaze control, saccade planning and generation, and attention (T. Moore & 

Zirnsak, 2017).   

 

FEF can be found in the anterior bank of the arcuate sulcus in Brodmann area 8, 

which is a subregion of the PFC.  Like area LIP, FEF was discovered early on by electrical 

stimulation experiments that triggered eye movements (Ferrier, 1876).  To this day, 

microstimulation is a popular tool for localizing and studying FEF and its functions (Clark, 

Armstrong, & T. Moore, 2011; T. Moore & Fallah, 2001; T. Moore & Zirnsak, 2017).  FEF 

instantiates a map of saccade amplitude, with shorter saccades represented laterally, and 

longer saccades represented medially (H. Suzuki & Azuma, 1983).  The visual field is also 

represented in the same way in FEF and the surrounding areas, with central vision better 

represented laterally and the periphery medially.  Receptive fields are large and 

https://www.zotero.org/google-docs/?gG25UV
https://www.zotero.org/google-docs/?1J4WOn
https://www.zotero.org/google-docs/?oDOj8Z
https://www.zotero.org/google-docs/?oDOj8Z
https://www.zotero.org/google-docs/?l8NqpG
https://www.zotero.org/google-docs/?uEP0Ps
https://www.zotero.org/google-docs/?yPjnmB
https://www.zotero.org/google-docs/?gOZuDY
https://www.zotero.org/google-docs/?gOZuDY
https://www.zotero.org/google-docs/?hvw4Ym
https://www.zotero.org/google-docs/?ORUQoX
https://www.zotero.org/google-docs/?ORUQoX
https://www.zotero.org/google-docs/?ldCpOl
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concentrated in the contralateral hemifield, although some neurons also have 

representations of the ipsilateral hemifield due to projections from the contralateral SC 

(Crapse & Sommer, 2009).  Receptive fields also tend to exhibit surround suppression 

(Cavanaugh et al., 2012; Schall, 2004), and demonstrate surprisingly short visual latencies, 

on the order of early visual areas (Avillac, Denève, Olivier, Pouget, & Duhamel, 2005; 

Mayo, DiTomasso, Sommer, & Smith, 2015; Schmolesky et al., 1998), which are notably 

shorter than LIP.  FEF neurons, like other prefrontal neurons, display delay period 

persistent activity (Balan & Ferrera, 2003; Clark, Noudoost, & T. Moore, 2012; Lawrence, 

White, & Snyder, 2005), and show similarities with humans during spatial working 

memory (Reinhart et al., 2012).   

 

Some of the first clues of the importance of PFC to working memory came from 

lesion studies, which revealed specific deficits in working memory (Goldman-Rakic, 1987; 

Jacobsen, 1936; Milner, 1963; Pasternak, Lui, & Spinelli, 2015).  Moreover, persistent 

activity in PFC has been shown to be predictive of working memory behavior.  Trials with 

less persistent activity are more likely to result in errors (Constantinidis et al., 2001; 

Funahashi, Bruce, & Goldman-Rakic, 1989b; Zhou et al., 2013).  These converging sources 

of evidence have suggested a strong direct connection between persistent activity in the 

PFC and working memory.  However, even in early studies it’s clear that neurons in PFC 

show a wide variety of response profiles and only a small fraction consistently demonstrate 

sustained activity over the whole delay period (Fuster, 1973).  Heterogeneity in both 

prefrontal and parietal cortices has frequently been overlooked, but is starting to receive 

more attention (Meister et al., 2013; Rigotti et al., 2013).  In most studies, only about 20-

30% of neurons sampled displayed persistent activity in the PFC (Funahashi et al., 1989a; 

Qi & Constantinidis, 2013), although recent experiments using large scale high-density 

https://www.zotero.org/google-docs/?sGz1a6
https://www.zotero.org/google-docs/?JQtzTs
https://www.zotero.org/google-docs/?rXpaFI
https://www.zotero.org/google-docs/?rXpaFI
https://www.zotero.org/google-docs/?N74GJ2
https://www.zotero.org/google-docs/?N74GJ2
https://www.zotero.org/google-docs/?TuL1IG
https://www.zotero.org/google-docs/?wdqVcT
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 22 

microelectrode arrays have reported up to 75% (Leavitt, Pieper, Sachs, & Martinez-

Trujillo, 2017). 

 

1.3.3 Frontoparietal network 

It’s long been known that prefrontal and parietal cortices share bidirectional 

monosynaptic anatomical connections (Andersen, Asanuma, et al., 1990; Ferraina et al., 

2002; Selemon & Goldman-Rakic, 1988).  Theories involving attention, working memory, 

and decision making often suggest this network as a potential locus of computation for 

these functions (Andersen & Cui, 2009; Freedman & Assad, 2016; Leavitt, Mendoza-

Halliday, et al., 2017; T. Moore & Zirnsak, 2017).  Although these areas clearly play some 

role in the former cognitive processes, parsing out distinct and complementary 

contributions of PFC and PPC has been difficult.  To capture the distributed nature of 

cognitive computations, some attractor models have been extended to include multiple 

brain areas.  Murray et al. (2017) have recently proposed a model of the frontoparietal 

network that seeks to reconcile the competing demands of working memory and decision 

making in the same circuit (see figure 1.1).  This model presents the latest detailed theory 

on the frontoparietal circuit in the context of working memory, and therefore, the findings 

of this thesis speak directly to the model on many occasions. 

  

https://www.zotero.org/google-docs/?Yhmfkm
https://www.zotero.org/google-docs/?Yhmfkm
https://www.zotero.org/google-docs/?eVu75Z
https://www.zotero.org/google-docs/?eVu75Z
https://www.zotero.org/google-docs/?ASaFv7
https://www.zotero.org/google-docs/?ASaFv7
https://www.zotero.org/google-docs/?NYQyPF
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Figure 1.1  The frontoparietal network.   

(a) Cartoon of the macaque brain showing the locations of the lateral intraparietal area 

(LIP) and the frontal eye fields (FEF).  Reverberatory activity between these regions is 

often suggested as the mechanism underlying many cognitive processes, including 

attention, working memory, and decision making.  (b) Schematic of a recent multi-area 

model of the frontoparietal network (inspired by Murray et al., 2017).  This model attempts 

to reconcile the competing demands of working memory and decision making in the same 

circuit with two modules.  Each module has two populations of neurons, A and B, that have 

differing selectivities.  Each has self-excitation and connects to the other through lateral 

inhibition.  The populations in PPC are activated differentially by sensory input depending 

on their selectivities.  The two modules are connected via feedforward and feedback 

connections, in which the same-selectivity populations excite each other and the different-

selectivity populations inhibit each other. 
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Although the primate visual system is known to have a cortical hierarchy in which 

sensory information flows from the primary visual cortex forward through the ventral and 

dorsal streams to frontal areas (Felleman & Van Essen, 1991; Lewis & Van Essen, 2000), 

the relationship between LIP and FEF is not straightforward.  Early anatomical studies note 

that these areas exhibit primarily reciprocal connections rather than serial connections, and 

therefore do not have an obvious hierarchical structure (Selemon & Goldman-Rakic, 1988).  

Furthermore, although the traditional view is that FEF lies downstream from LIP, FEF also 

receives input from separate parallel pathways that project from the thalamus and superior 

colliculus.  These connections might also account for the short latencies in visual responses 

that are observed in FEF neurons (Ferraina et al., 2002).       

 

Early studies comparing both areas revealed no appreciable differences in single 

neuron responses during a delayed oculomotor response task (Chafee & Goldman-Rakic, 

1998).  Later experiments by the same investigators, that reversibly inactivated these 

regions of cortex (with cooling), confirmed a causal dependence between PFC and PPC 

during visuospatial memory (Chafee & Goldman-Rakic, 2000; Quintana, Fuster, & Yajeya, 

1989).  Surprisingly, these heroic efforts have still not been replicated with modern 

pharmacological methods.  Although spatial mnemonic tuning exists in both areas, there 

may be differences with other stimuli and the degree to which the neurons are functionally 

clustered (Masse et al., 2017).  Ferraina et al. (2002) used antidromic stimulation to identify 

neurons projecting from LIP to FEF and SC.  More neurons with saccadic activity projected 

to the SC, whereas neurons that were more visually driven projected to FEF.  Interestingly, 

none of the neurons were co-activated by FEF and SC stimulation, although all neurons 

exhibited some combination of visual, delay, and saccadic activity.       

    

https://www.zotero.org/google-docs/?FW3l5O
https://www.zotero.org/google-docs/?xyFuSR
https://www.zotero.org/google-docs/?tk5wou
https://www.zotero.org/google-docs/?JMDbfe
https://www.zotero.org/google-docs/?JMDbfe
https://www.zotero.org/google-docs/?rw4eDL
https://www.zotero.org/google-docs/?rw4eDL
https://www.zotero.org/google-docs/?KQnRaE
https://www.zotero.org/google-docs/?E6J0cV
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Very few studies have attempted to record from these regions simultaneously in the 

primate brain.  Miller and colleagues were perhaps the first.  They observed differential 

effects of synchrony between PFC and PPC during bottom-up and top-down attention 

(Buschman & Miller, 2007).  More recently, they have been interested in the intrinsic 

timescales and flow of information across these areas and many others in the cortex 

(Brincat, Siegel, von Nicolai, & Miller, 2018; Wasmuht, Spaak, Buschman, Miller, & 

Stokes, 2018).  All of these experiments have focused on recording the local field potentials 

(LFP) and analyzing neural oscillations in particular frequency bands rather than spike 

trains.  Another group has also recorded from a large number of brain areas, prefrontal and 

parietal cortices among them, and analyzed the LFP during a delayed match-to-sample task 

(Dotson, Salazar, & Gray, 2014; Salazar et al., 2012).  They also found strong LFP 

synchrony between these areas with more prominent parietal to prefrontal influences.  

Around the same time, another study recorded from area 7a in the parietal cortex and areas 

46 and 9 in the prefrontal cortex during a rule-based categorization task (Crowe et al., 

2013).  They applied a pattern classification approach to the neural data to identify category 

information in both areas, and concluded that top-down signals from PFC to PPC reflected 

executive control.  Unfortunately, none of these studies report findings from spiking data, 

let alone simultaneously recorded single-trial spike trains.  Other experiments have focused 

on investigating the role of category learning in the frontoparietal network as well, but they 

have only compared data recorded separately from each area (Freedman & Assad, 2011, 

2016; Sarma, Masse, X-J. Wang, & Freedman, 2016).   

 

One of the most relevant studies for this thesis was conducted by Constantinidis 

and colleagues (Katsuki et al., 2014).  They recorded pairs of neurons at the same depths 

within each area (7a in the PPC and areas 46 and 8 in the PFC) during a delayed match-to-

https://www.zotero.org/google-docs/?4MmKHz
https://www.zotero.org/google-docs/?FDxYww
https://www.zotero.org/google-docs/?FDxYww
https://www.zotero.org/google-docs/?VkBn3U
https://www.zotero.org/google-docs/?WtpJls
https://www.zotero.org/google-docs/?WtpJls
https://www.zotero.org/google-docs/?VewQ9g
https://www.zotero.org/google-docs/?VewQ9g
https://www.zotero.org/google-docs/?ITg7tZ
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sample task and a delayed non-match-to-sample task, and analyzed cross-correlations and 

spike count correlations.  They found intrinsic connectivity falls off as a function of 

distance in both areas, but PPC has greater correlations and falls off more gradually than 

PFC.  These strong correlations even exist during fixation at the beginning of a trial, but 

no comparison was made between areas.      

 

One key distinction between PPC and PFC during spatial working memory is the 

difference in neural responses to distractors (Noudoost & T. Moore, 2013; M. Suzuki & 

Gottlieb, 2013).  In the presence of distractors, PPC neurons persistently encode the 

distractor and lose the initial  mnemonic cue (Constantinidis & Steinmetz, 1996; Powell & 

Goldberg, 2000), whereas PFC neurons continue to encode the original stimulus (Di 

Pellegrino & Wise, 1993b, 1993a).  Furthermore, during inactivation experiments, shifts 

of tuning curves were more pronounced in the parietal than prefrontal cortex (Chafee & 

Goldman-Rakic, 2000), lending support to the idea that neurons in PPC are more 

interdependent than those in PFC.  Computational models have suggested several cellular 

mechanisms that might contribute to robust activity in the presence of distractors, including 

NMDARs, dopamine neuromodulation, and specialized roles for interneuron subtypes 

(Brunel & X-J. Wang, 2001; Compte et al., 2000; M. Wang, Vijayraghavan, & Goldman-

Rakic, 2004).  At the circuit level, it has also been suggested that PFC might be less affected 

by distractors because it has stronger recurrent connectivity than PPC (Murray, Jaramillo, 

et al., 2017).  I will address this hypothesis directly in Chapter 2.   

 

Taken together, many of these studies propose distinct roles for these areas in 

attention (Ibos, Duhamel, & Ben Hamed, 2013), associating PPC with saliency and 

selection (Wardak et al., 2002; Wardak, Ramanoël, Guipponi, Boulinguez, & Hamed, 

https://www.zotero.org/google-docs/?t2HeHV
https://www.zotero.org/google-docs/?t2HeHV
https://www.zotero.org/google-docs/?ash6jn
https://www.zotero.org/google-docs/?ash6jn
https://www.zotero.org/google-docs/?1VG238
https://www.zotero.org/google-docs/?1VG238
https://www.zotero.org/google-docs/?4W7TzR
https://www.zotero.org/google-docs/?4W7TzR
https://www.zotero.org/google-docs/?q8gR4L
https://www.zotero.org/google-docs/?q8gR4L
https://www.zotero.org/google-docs/?hFOsIv
https://www.zotero.org/google-docs/?hFOsIv
https://www.zotero.org/google-docs/?o4RhmK
https://www.zotero.org/google-docs/?NbACNa
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2012), and associating PFC with robust working memory and the filtering of distractors 

(Feredoes, Heinen, Weiskopf, Ruff, & Driver, 2011; Sakai, Rowe, & Passingham, 2002; 

M. Suzuki & Gottlieb, 2013).  With respect to persistent activity in particular, two 

competing theories are often espoused.  Either recurrent activity in the frontoparietal 

network maintains the remembered stimulus information, or the ongoing activity reflects 

sensorimotor transformations that subserve the allocation of spatial attention and 

preparation of the motor response (Masse et al., 2017).  Alternatively, memory storage and 

behavioral planning could coexist, either in subdivisions (Markowitz et al., 2015), or 

multiplexed in the same populations (Meister et al., 2013; Rigotti et al., 2013).           

     

1.4 METHODOLOGY 

Recording from two distant brain areas in the awake behaving macaque was a 

technically challenging enterprise.  These experiments required the development and 

implantation of two custom chambers in a relatively small area of the skull, and the 

development of a novel head-restraint system to accommodate both chambers and the 

electrophysiological equipment (Figure 1.2a).  To analyze the large simultaneously-

recorded neural datasets, I used a modeling framework that allows one to infer the 

connectivity of the neurons both within and between the regions of interest on the level of 

single trials.  In this section, I introduce the general statistical approach used to accomplish 

this goal. 

 

https://www.zotero.org/google-docs/?NbACNa
https://www.zotero.org/google-docs/?YrwfYb
https://www.zotero.org/google-docs/?YrwfYb
https://www.zotero.org/google-docs/?KN4b8b
https://www.zotero.org/google-docs/?S5h2Lo
https://www.zotero.org/google-docs/?ywjbkP
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1.4.1  Statistical models of single neurons 

An overarching goal of systems neuroscience is to understand how the spiking 

activity of a neuron encodes a sensory stimulus.  This challenge, to map neural activity to 

external variables, is often called the “neural coding problem” (Bialek, Rieke, de Ruyter 

van Steveninck, & Warland, 1991; Stanley, 2013).  It can be formalized by the expression: 

 which describes the probability of a neural response given a stimulus.  Since neurons 

have variable responses to presentations of identical stimuli, this relationship is represented 

probabilistically.  In this thesis, I use the statistical approach of an encoding model to 

investigate how ensembles of neurons represent and maintain a visuospatial memory.     

 

Many factors drive the spiking activity of neurons.  In order to disentangle the 

contributing components, an encoding model of a neuron can be formulated with a 

generalized linear model (GLM) with covariates that capture the influence of external 

variables and the recent spike history of the neuron (Paninski, Simoncelli, & Pillow, 2004; 

Truccolo, Eden, Fellows, Donoghue, & Brown, 2005).  This statistical model has three 

stages (Figure 1.2b): 1) a linear stage, in which the stimulus (or task events) are linearly 

filtered, 2) a point nonlinearity that converts the weighted sum to a spike rate, and 3) 

Poisson noise.  This linear-nonlinear-Poisson (LNP) cascade structure has become very 

popular for descriptively modeling the spike trains of neurons (Stevenson, Rebesco, Miller, 

& Körding, 2008).  These models can be fit with maximum likelihood estimation (MLE) 

or Bayesian methods (such as maximum a posteriori), and are log-concave, meaning they 

will converge to the true maximum in the limit (Paninski, 2004).  These models have been 

useful because they sit at the sweet spot between tractability, complexity, and 

interpretability.   

  

https://www.zotero.org/google-docs/?z0Ds6t
https://www.zotero.org/google-docs/?z0Ds6t
https://www.zotero.org/google-docs/?BlPEgx
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https://www.zotero.org/google-docs/?235a6u
https://www.zotero.org/google-docs/?235a6u
https://www.zotero.org/google-docs/?jSmnUi


 

 

 29 

 

 

 

 

Figure 1.2  Custom titanium recording chambers and a generalized linear model of a 

neuron.  

(a) Using structural MRI images, we segmented the macaque’s skull (ITK-SNAP), and 

imported this 3D model into a CAD environment (AutoCAD).  After establishing a 

frankfurt plane and determining the desired stereotaxic placement and approach trajectory, 

we created a point cloud that would represent the relevant surface of the skull.  The point 

cloud allowed us to sculpt a highly tolerant mating surface that we could use to derive the 

titanium chamber components.  This technique provided an individualized implant for each 

monkey that had a safer and more secure fit. (b)  A statistical model of a neuron defined 

by a generalized linear model (GLM): the stimulus is linearly filtered over time, passed 

through a point non-linearity to enforce non-negative spiking, and spikes in each time bin 

are generated from a Poisson distribution with a rate that is the output of the 

nonlinearity.  Additional filters can be added to capture the neuron’s dependence on its 

recent spike history and the spikes from other neurons. 
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Given a stimulus s(t) at time t, spike trains are produced via an inhomogeneous 

Poisson process with rate 

 

 

 

where k is the linear weights (or “kernels”).  In neuroscience terms, the linear 

projection of s(t) onto k can be thought of as a receptive field.  Since spiking activity cannot 

be negative, a nonlinearity is used to map the linear weights to Poisson spiking.  The 

exponential function is the canonical nonlinearity used for a Poisson GLM.  The Poisson 

likelihood for a spike train on a single trial is given by 

 

 

 

where , k gives the task parameters and h is the parameter for the recent 

spike history.  To fit the model parameters, the log-likelihood can be maximized via 

 

 

 

The Poisson GLM can be thought of as a leaky integrate-and-fire model of a neuron 

(Pillow, Paninski, Uzzell, Simoncelli, & Chichilnisky, 2005).  A model of this form is used 

as the basis for many of the analyses in Chapter 2.     

 

https://www.zotero.org/google-docs/?2rRMdq
https://www.codecogs.com/eqnedit.php?latex=%20p(%20%5Ctextbf%7Br%7D%20%7C%20%5Ctextbf%7Bs%7D%20%2C%20%5Ctheta%20)%20%3D%20%5Cprod%5Climits_%7Bt%3D1%7D%5ET%20p(r(t)%7C%5Clambda%20(t))%20%20%3D%20%5Cprod%5Climits_%7Bt%3D1%7D%5ET%20%20%5Cfrac%7B%5Clambda(t)%5E%7Br(t)%7D%7D%7Br(t)!%7D%20e%5E%7B-%5Clambda(t)%7D%20%250
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1.4.2  Measuring interactions between neurons  

A fundamental challenge in systems neuroscience is to characterize how 

populations of neurons encode information in their patterns of activity (Shadlen & 

Newsome, 1994; Triplett & Goodhill, 2019).  Until relatively recently, many studies relied 

on constructing “pseudo-populations” which combine data from separate experiments 

collected under the same conditions.  Although there is something to be gained from 

aggregating data in this way, the limitations are obvious: you no longer have access to the 

correlated activity between neurons, which is a prevalent feature of neural populations 

(Stevenson & Kording, 2011).   

 

Traditionally, neural correlations were thought to limit the information in a 

population (Zohary, Shadlen, & Newsome, 1994; but see Abbott & Dayan, 1999 for a 

counter example).  More recent work has shown that interpreting neuronal correlations is 

anything but straightforward (Averbeck, Latham, & Pouget, 2006; Averbeck & Lee, 2006; 

Cohen & Kohn, 2011).  Classically, correlations between neurons have been measured in 

two ways, with spike count correlations, and with cross-correlations.  Spike count 

correlations, or “noise correlations” (which is a misleading name), are quantified as the 

Pearson correlation of spike counts across trials to repeated presentations of the same 

stimulus under the same behavioral conditions.  Signal correlations, on the other hand, refer 

to the tuning similarity between two neurons to a range of stimuli.  Spike count correlations 

are notoriously sensitive to the window size used to count spikes, the strength of the 

responses, spike sorting conventions, and slow timescale fluctuations in activity (Cohen & 

Kohn, 2011).  Hence, many studies in various brain areas have produced conflicting results.  

Furthermore, the correlations are summarized simply with one number, failing to capture 

the dynamics or the directionality in the responses.  In one of the only studies to look at 

https://www.zotero.org/google-docs/?zCM3jG
https://www.zotero.org/google-docs/?zCM3jG
https://www.zotero.org/google-docs/?ZDsKM7
https://www.zotero.org/google-docs/?UM8FRp
https://www.zotero.org/google-docs/?cgL10H
https://www.zotero.org/google-docs/?cgL10H
https://www.zotero.org/google-docs/?B0X2UL
https://www.zotero.org/google-docs/?B0X2UL
https://www.zotero.org/google-docs/?R8KUPo
https://www.zotero.org/google-docs/?R8KUPo
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spike count correlations during spatial working memory, Leavitt et al. (2017) reported a 

slight increase during the delay period in the PFC that depended on the selectivity of the 

neurons.         

 

Cross-correlations measure the similarity of spike trains in time by plotting the 

excess spikes of one neuron conditioned on another neuron’s spikes at different lags 

(Perkel, Gerstein, & G. Moore, 1967).  This method falls victim to many of the same 

problems as spike count correlations above.  In addition, correlations measured in this way 

do not necessarily mean synchronous spiking (Brody, 1999).  An extension of this method 

involves plotting a joint peri-stimulus time histogram (joint PSTH), in which the spike 

trains from both neurons are aligned to a stimulus (Gerstein & Perkel, 1969).  Furthermore, 

these methods are limited in that they can only assess pairwise interactions between 

neurons and they require fixed stimulus and behavioral conditions. 

 

As an alternative, the GLM approach can be extended to account for multiple 

neurons.  In this case, each neuron is modeled as a GLM, but “coupling” filters are used to 

capture the statistical dependencies between neurons (see figure 1.2).  Given that the 

Poisson samples are independent, the population encoding model can be expressed by 

 

 

 

where the rate for the  neuron  is  
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and c is the coupling filters.  This method allows us to infer the connectivity between 

neurons while controlling for stimulus drive and autocorrelation (Okatan, Wilson, & 

Brown, 2005; Paninski et al., 2004).  Multi-neuron GLMs have been used to model 

simultaneous activity in the retina (Pillow et al., 2008), motor cortex (Truccolo, Hochberg, 

& Donoghue, 2010), areas MT and LIP (Yates et al., 2017), and several other areas 

(Stevenson et al., 2012). 

 

Dependencies in the spiking activity between neurons may be the result of several 

phenomena.  1) The neurons may be connected monosynaptically or polysynaptically.  2) 

The neurons may share similar selectivities and be driven by a stimulus or planned motor 

response in the same way.  3) The neurons may receive a common input from other neurons 

(Stevenson et al., 2008).  The goal is to infer the connectivity of the network, but these 

various sources of correlated activity can make that task difficult.  Using the GLM-based 

approach, we can characterize the impact of these factors where the more traditional 

methods can not.  By explicitly modeling all the connections, the task variables, and the 

neuron’s own activity, and by fitting the parameters all at once, the model can explain away 

misleading interactions that are really only side effects of direct interactions.  In essence, a 

predictor can only explain variance unexplained by the other predictors in the model.              

 

Shared input from an unobserved source will always be problematic, but this is a 

sampling issue that affects every electrophysiologist (and every experimentalist that 

records neural activity in systems neuroscience).  We are only observing a very small 

subset of the system.  In fact, it’s impossible to uniquely determine the true connectivity of 

the network without observing every element (Aertsen, Gerstein, Habib, & Palm, 1989).  

At best, we can estimate the connectivity based on what we observe, and control for as 

https://www.zotero.org/google-docs/?494AK6
https://www.zotero.org/google-docs/?494AK6
https://www.zotero.org/google-docs/?5myTfU
https://www.zotero.org/google-docs/?Rz4tMV
https://www.zotero.org/google-docs/?Rz4tMV
https://www.zotero.org/google-docs/?0yspjf
https://www.zotero.org/google-docs/?DhRN4P
https://www.zotero.org/google-docs/?ictypr
https://www.zotero.org/google-docs/?5RwZXK
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many variables as possible in the model (Stevenson et al., 2008).  That said, in a 

physiological circuit with known connectivity, this approach can accurately reconstruct the 

connections solely from the spiking activity (Gerhard et al., 2013), and it can accurately 

characterize a complete population of retinal ganglion cells (Pillow et al., 2008).  In 

addition, similar measures of population coupling in vivo have been shown to accurately 

predict the number of synaptic inputs in in vitro experiments (Okun et al., 2015).  Finally, 

shared input usually manifests in peaks at zero-lag in cross-correlograms due to the 

simultaneous input to the two neurons.  In the GLM, we can disallow simultaneous 

coupling, and therefore limit the impact of externally generated shared input.        

  

https://www.zotero.org/google-docs/?MA6QUS
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Chapter 2 

Circuit mechanisms of persistent activity during visuospatial 

working memory in the macaque frontoparietal network 

 

2.1 ABSTRACT  

During delayed response tasks that involve motor responses to remembered target 

locations, neurons in the lateral intraparietal area (LIP) and the frontal eye fields (FEF) 

exhibit persistent activity that outlasts the target stimulus and continues until the motor act. 

This activity, which links the stimulus to the response over time, is traditionally thought of 

as a direct neural correlate of working memory. Although the relationship between 

persistent activity and various aspects of selecting a target, remembering its location, and 

planning a motor action have received extensive study, the mechanisms involved in 

generating and maintaining the persistent activity in these areas remain poorly understood. 

To better understand the patterns of activity in LIP and FEF, we simultaneously recorded 

populations of neurons in both areas during a classical memory-guided saccade task. We 

used a multi-neuron generalized linear model to characterize the dependence of neural 

responses on task events, and also to assess the functional interactions between neurons in 

this circuit. We found strong recurrent symmetrical excitation between LIP and FEF, and 

stronger local connectivity within LIP than within FEF.  Interneuronal interactions were 

dominated by prolonged long timescale excitation, shorter inhibition, and fast excitation, 

which was primarily a feature of local within area interactions.  We also found that the 

activity of other neurons had a larger impact on a neuron’s probability of spiking than its 

own recent spike history, especially in LIP. 
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2.2 INTRODUCTION 

Working memory is the ability to maintain and manipulate information on the 

timescale of seconds (Baddeley, 2012). This key cognitive function links perception and 

action, and enables complex adaptive behavior that transcends immediate sensory-motor 

behaviors. Historically, visuospatial working memory has been studied in the context of 

delayed oculomotor response tasks (Funahashi et al., 1989b; Gnadt & Andersen, 1988; 

Hikosaka & Wurtz, 1983), in which a subject must remember the location of a visual 

stimulus and make a saccadic eye movement to that location after a delay. During this delay 

period, single neurons in many primate cortical areas continue to spike vigorously in 

absence of the stimulus leading up to the behavioral response (Funahashi et al., 1989b; 

Fuster & Alexander, 1971; Fuster & Jervey, 1981; Gnadt & Andersen, 1988).  Such 

persistent activity is thought to be a neural correlate of working memory, and hence, the 

neurophysiological basis of many higher cognitive functions (Baddeley, 2012).     

 

Because persistent activity lasts far longer than the time constant of a standard 

neuron, theoretical models of persistent activity have focused on how a mix of circuit and 

cellular mechanisms might interact to transcend the timescale of individual neurons.  They 

rely on a core architecture that includes recurrent excitatory connectivity, balanced 

inhibition, and single neurons with long (but realistic) intrinsic time constants (Amit & 

Brunel, 1997; Compte, 2006; Compte et al., 2000; Constantinidis & X-J. Wang, 2004; 

Tegnér et al., 2002; X-J. Wang, 1999; X-J. Wang, 2001). However, the activity of cortical 

populations is highly dynamic, and individual neurons often have heterogeneous responses 

and mixed selectivity, especially in areas higher up the cortical hierarchy (Meister et al., 

2013; Rigotti et al., 2013).  Furthermore, most neurons natively operate on much shorter 

timescales (milliseconds to tens of milliseconds).  

https://www.zotero.org/google-docs/?ihgxcF
https://www.zotero.org/google-docs/?f3kFiV
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Neurons in both LIP and FEF exhibit strong stimulus-specific persistent activity in 

visual working memory tasks, but it is unknown whether this is the result of local network 

connectivity, multi-region interactions, or the intrinsic properties of single neurons. 

Theoretical and computational models of persistent activity have called for contributions 

of all of these components, and are remarkable for requiring a high degree of biologically 

plausible details. Despite this level of detail, however, such models are not fundamentally 

constrained by data in two critical regards. First, few measurements of relevant neuronal 

ensembles have been collected, or they have focused only on a single area.  Furthermore, 

most of these measurements do not allow for distinguishing the contributions of task events 

from the interactions between neurons. Second, although persistent activity must arise from 

the coordinated activity of single neurons on individual trials, the behavior of theoretical 

models is typically considered only at the population level, and then compared qualitatively 

to averaged, representative views of data. 

 

To fill this gap, we investigated the mechanisms of persistent activity during 

visuospatial working memory in the macaque oculomotor system, focusing on the two 

primary cortical nodes of this network, the lateral intraparietal area (LIP) and the frontal 

eye fields (FEF), and devoted special attention to describing their interactions.  We 

conducted simultaneous recordings of neural populations in LIP and FEF during a 

memory-guided saccade task, and characterized the trial-by-trial dynamics in this circuit 

with a population encoding model.  This task was used because it is known to evoke 

persistent responses in both LIP and FEF, and it is often used to identify neurons with long 

timescale dynamics that are thought to play a role in sensory integration (Chafee & 

Goldman-Rakic, 1998; Gold & Shadlen, 2007).  We found strong recurrent excitation both 

within and between areas, but notably stronger connectivity locally in area LIP.  Coupling 

https://www.zotero.org/google-docs/?E3Qrkr
https://www.zotero.org/google-docs/?E3Qrkr
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between LIP and FEF was highly reciprocal, without a clear asymmetry between 

feedforward and feedback connections.  Many neurons in LIP had longer intrinsic and 

network timescales than FEF, contrary to previous findings (Murray et al., 2014a).  We 

also found that the spiking activity of most neurons was more driven by spikes from other 

neurons than the cell’s own intrinsic dynamics, especially in LIP. 

 

2.3 METHODS 

2.3.1 Stimulus presentation apparatus 

Macaques were seated, head-fixed, in custom primate chairs facing a rear-

projection screen (IRUS; Draper; 150 cm × 86 cm) at a distance of 57 cm, which covered 

the central 106° × 73° of visual angle.  Images were projected onto the screen by a PROPixx 

projector (VPixx; resolution = 1,920 × 1,080 pixels, refresh rate = 120Hz).  Visual stimuli 

were generated using Matlab (MathWorks) and Psychtoolbox (Brainard, 1997; Kleiner et 

al., 2007).  Neural data and task events were recorded with the OmniPlex system (Plexon) 

using a Datapixx I/O box (VPixx) for precise temporal registration.  Electrical 

microstimulation was administered with a PlexStim device (Plexon). All hardware and 

software were integrated using the PLDAPS experimental framework (Eastman & Huk, 

2012).  Eye position was tracked using an Eyelink 1000 video eye tracker (SR Research), 

sampled at 1 kHz.  Reward was delivered through a computer-controlled syringe pump 

(New Era). 

 

https://www.zotero.org/google-docs/?tIoPCe
https://www.zotero.org/google-docs/?A5AwEe
https://www.zotero.org/google-docs/?A5AwEe
https://www.zotero.org/google-docs/?cLBGu9
https://www.zotero.org/google-docs/?cLBGu9
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2.3.2 Memory-guided saccade task 

Macaques were trained to perform a classic visuospatial delayed-response task 

-  memory-guided saccades.  On a trial, the monkey fixates on a central point while a target 

is flashed at a random location in the periphery.  After a delay period, in which he must 

maintain fixation, a “go signal” is indicated by extinguishing the fixation point, and he 

must make a saccade to the remembered location of the target.  There are two key 

differences in our specific version of this task: 1) the timing of the task events (fixation 

point and target onset; go signal) are variable, making the delay period variable on a trial-

by-trial basis (delays = .5s - 2s), and 2) the spatial location of the target is jittered 

continuously (eccentricities were drawn from a Gaussian distribution, mean = 10°, SD = 

5°), rather than being presented at one of an array of fixed grid locations.  This task served 

a dual purpose: to functionally map LIP and FEF, and as our primary way to investigate 

persistent activity during working memory.           

 

2.3.3 Preparation and electrophysiology 

We performed electrophysiological recordings in cortical areas LIP and FEF in two 

rhesus macaques (9 y.o., 10.1kg, and 5 y.o., 6.8kg).  Each monkey had two custom titanium 

chambers implanted over the regions of interest (ROIs) to allow for simultaneous 

recordings in both areas.  Chambers were placed according to structural MRI scans and 

anatomical landmarks.  An accurate 3D model of the skull (both digitally, and 3D-printed) 

was used to craft an individualized fit of the chamber to the skull for a safer and stronger 

implant.  All experimental protocols were approved by The University of Texas 

Institutional Animal Care and Use Committee and in accordance with National Institute of 

Health standards for care and use of laboratory animals. 
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Extracellular electrophysiological recordings were conducted with multisite linear 

electrode arrays (U-probes; Plexon; 24 or 32 channels) with stereotrode geometry (50μm 

between adjacent sites; 100μm between pairs).  Probes were lowered daily into both 

chambers.  ROIs were identified using electrode depths, sulci landmarks (using the 

physiological characteristics of white/gray matter), neuronal properties, and in the case of 

FEF, electrical microstimulation.  Both LIP and FEF were functionally identified and 

mapped by observing spatially selective visual and saccadic activity, as well as delay-

period persistent activity in the memory-guided saccade task (Gnadt & Andersen, 

1988).  In addition, FEF was mapped with a well-established microstimulation protocol 

(Kimmel & Moore, 2007; Moore & Fallah, 2001), in which significant currents (~50μa, 

200Hz) tend to generate fixed vector saccades to regions of visual space. 

 

2.3.4 Neural analysis 

We collected a wide sample of units in LIP and FEF (967 units; LIP: 407; FEF: 

560; 160 sessions; 7,448 pairs).  Offline spike sorting was conducted in a semi-automatic 

fashion, first with KiloSort (Pachitariu, Steinmetz, Kadir, Carandini, & Harris, 2016), and 

then manually in Phy.  Clusters were merged or split based on the units’ characteristics: 

waveforms, ISI distributions, temporal continuity, and principal components.  Peri-

stimulus time histograms (PSTHs) were constructed by aligning the spike times to the 

major task events (target onset or saccade), binning at 1 millisecond resolution, averaging 

across trials, and smoothing with a Gaussian filter (SD = 30 ms).      

 

https://www.zotero.org/google-docs/?N4TiEO
https://www.zotero.org/google-docs/?N4TiEO
https://www.zotero.org/google-docs/?phaUpW
https://www.zotero.org/google-docs/?p9QmQP
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2.3.5 Encoding model 

We built and compared several population encoding models, which were all 

variants of a generalized linear model (GLM).  This statistical approach allowed us to 

characterize how a neuron’s spike trains (on single trials) depended on the task events (the 

visual stimulus and motor response), spikes from simultaneously recorded neurons, and the 

fitted neuron’s own recent spike history.  In this way, we could infer the functional 

connectivity of the network on a trial-by-trial basis.   

 

Spike trains were discretized into 1 millisecond bins ( ).  Covariates were 

represented as delta functions at the time of the event and parameterized with temporal 

filters that were constructed as a smooth combination of basis functions (Park, Meister, 

Huk, & Pillow, 2014).  Each neuron was fit with a GLM using maximum a posteriori 

estimation (MAP) with a log-Gaussian prior, where the instantaneous spike rate 

(conditional intensity) of the fully coupled model at time t is given by 

 

 

 

where k comprises the weights on the task covariates x, h is the weights on the recent spike 

history ( ), c is the coupling weights on s simultaneously recorded spikes, and b is a 

constant term that captures the neuron’s baseline firing rate.  We used an exponential as 

our choice of nonlinearity (inverse-link function) to map the linear predictors to Poisson 

spiking.   

 

The log-likelihood of a Poisson GLM for a single neuron is 

 

https://www.zotero.org/google-docs/?KUrj8S
https://www.zotero.org/google-docs/?KUrj8S
https://www.codecogs.com/eqnedit.php?latex=%5CDelta%250
https://www.codecogs.com/eqnedit.php?latex=%20%5Clambda_t%20%3D%20exp(%20%5Ctextbf%7Bk%7D%20*%20%5Ctextbf%7Bx%7D_t%20%2B%20%5Ctextbf%7Bh%7D%20*%20%5Ctextbf%7Br%7D_t_-_1%20%2B%20%5Ctextbf%7Bc%7D%20*%20%5Ctextbf%7Bs%7D_t%20%2B%20%5Ctextbf%7Bb%7D)%20%250
https://www.codecogs.com/eqnedit.php?latex=%20%5Ctextbf%7Br%7D_t_-_1%20%250
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Only simultaneously recorded neurons within each session were included in the full 

(coupled) population encoding models.  To prevent overfitting we used ridge regression to 

penalize the weights on the regressors, which has the effect of shrinking the coefficients.    

  

 

 

We arrived at the ridge tuning parameter using 5-fold cross-validation, in which the model 

was trained on 80% of the data and tested on the withheld 20%.  The goodness-of-fit was 

computed by generating spike trains from the model, and averaging them to get a predicted 

PSTH and calculating the variance explained of the real PSTH (R-squared).      

 

To evaluate and compare the performance of the models, we calculated a likelihood 

test statistic by taking the difference of the log-likelihood for the full model and the log-

likelihood of a homogeneous Poisson process model (with a constant rate), which acts as a 

null or “saturated” model (Agresti, 2013),      

 

 

where  is mean firing rate of the neuron and we divide by the sum of the spike counts.  This 

formulation gives the prediction accuracy in units of bits per spike (Paninski, Shoham, 

Fellows, Hatsopoulos, & Donoghue, 2004).    

 

https://www.zotero.org/google-docs/?w5Jg6D
https://www.zotero.org/google-docs/?zWPwbP
https://www.zotero.org/google-docs/?zWPwbP
https://www.codecogs.com/eqnedit.php?latex=%20%5Calpha%20%3D%20(%7C%5Ctextbf%7Bk%7D%7C_2%20%2B%20%7C%5Ctextbf%7Bh%7D%7C_2%20%2B%20%7C%5Ctextbf%7Bc%7D%7C_2)%20%250
https://www.codecogs.com/eqnedit.php?latex=%20%5Ctextit%7BLL%7D%20%3D%20%5Ctextit%7BL%7D(%5Clambda%20%3B%20%5Ctextbf%7Br%7D)%20-%20%5Ctextit%7BL%7D(%5Coverline%7B%5Clambda%7D%20%3B%20%5Ctextbf%7Br%7D)%20%2F%20%5Csum_%7Bt%7D%20%20%5Ctextbf%7Br%7D_t%20%250
https://www.codecogs.com/eqnedit.php?latex=%20%5Coverline%7B%5Clambda%7D%20%250
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The models we considered varied in their inclusion of the coupling, history, and 

stimulus terms, as well as their parameterizations.  We also compared models that only 

included spikes from different temporal epochs of the trial in an attempt to identify neural 

population dynamics that varied as a function of task demands.  In the cases where two 

temporal epochs were compared, the window sizes were matched.   Where long and short 

delay periods were compared, the trials were split by their median duration and the model 

was fit to the different subsets of the trials separately.           

 

To summarize the coupling results within and between ROIs, we performed 

principal component analysis (PCA) on the coupling kernels sorted by each 

interaction.  The first three principal components explained around 90% of the variance for 

each interaction.  The same was true for the history kernels.  To estimate the intrinsic and 

network time constants, we fit a double exponential curve to each kernel or the first 

principal component of the kernels for each ROI.  Kernels that were poorly fit by an 

exponential decay were excluded.  To further characterize the impact of the coupling terms 

for each neuron, we constructed a predictive index defined by the difference between the 

deviance explained by the full model, and the deviance explained by the model without 

coupling (only task and history predictors) divided by the deviance explained by the 

coupling model.  A coupling index of one indicates that the neuron’s spike trains are 

completely predicted by the spiking activity of other neurons, and a value of zero indicates 

that spikes from other neurons add no predictive power over and above the task predictors 

and the neuron’s recent spike history.  We constructed the analogous index for the spike 

history as well. 
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2.4 RESULTS 

2.4.1 Simultaneous recordings in LIP and FEF during visuospatial working 

memory   

In order to test whether recurrent functional interactions in the frontoparietal 

network underlie persistent activity, we recorded ensembles of neurons (~5-20 cells per 

session) in areas LIP and FEF simultaneously (967 units, LIP: 407; FEF: 560; 7,448 pairs). 

This allowed us to measure and compare the neuronal interactions both locally (within an 

area) and over longer distances (between areas). Macaques performed a classical memory-

guided saccade task with two crucial refinements. First, the timing of all trial events (the 

onset of the target and the go signal) were variable, making the delay period variable as 

well (figure 2.1b). Second, the location of the target was continuously jittered in space.  

Adding this trial-by-trial spatiotemporal variability allowed us to fit a population encoding 

model to single trials which, in turn, enabled us to disentangle the relative influences of 

task events on spiking activity.    

 

The saccade target was presented within the constellation of receptive fields (“in-

RF”) of the neurons under study (in the hemifield contralateral relative to the recording 

sites), or diametrically opposed in the ipsilateral hemifield (“out-RF”; figure 2.1c).  Figure 

2.1 (d,e bottom), shows two example simultaneously recorded neurons with canonical 

responses. Each neuron responded transiently to the visual target, and exhibited stimulus 

selective persistent activity throughout the delay period.   
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Figure 2.1  Memory-guided saccade task and example of simultaneously recorded 

neurons.  

(a) Cartoon of the macaque brain featuring the locations of LIP and FEF, and illustrating 

the linear (“stereotrode”) probes used in each site). (b) Timings of the memory-guided 

saccade task.  The task events are varied continuously from trial to trial, making the delay 

(memory) period variable as well.  (c)  Order of task events: the monkey fixates and a target 

is flashed in the periphery (either “in” or “out” of the receptive fields); after a delay period 

(in which the monkey must maintain fixation) the fixation point is removed, indicating a 

“go-signal,” and the monkey must make a saccade to where the target was. (d,e) 

Simultaneously recorded neurons in LIP (d) and FEF (e) with canonical responses.  Each 

has a transient response to the visual target and a sustained response throughout the delay 

period (PSTH, bottom image).  Even in these example neurons with strong persistent 

activity, there is significant variability during single trials (rasters, top image). 
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However, even in these example cells with robust and fairly constant persistent activity, 

significant variability was evident in their single-trial responses (rasters figure 2.1d,e 

top).  Persistent activity is traditionally observed (and quantified) in the average responses 

of neurons across many trials, but naturally the monkey must remember the stimulus and 

make decisions based solely on individual trials.   

 

To characterize and exploit the dynamics of single-trial responses across the circuit, 

we developed a population encoding model (i.e., a fully-coupled generalized linear model 

(GLM); figure 2.2). This regression-based statistical approach describes the time-varying 

spike rate of each neuron in terms of the external task events (i.e., the saccade target being 

flashed and the saccadic response), the recent spike history of that neuron, and the activity 

of other simultaneously recorded neurons. This approach allows us to investigate the 

single-trial interactions between neurons while controlling for the influences of the visual 

stimulus (figure 2.3a, first column), the motor response (figure 2.3b), and each neuron’s 

autocorrelation (i.e., “history” component; figure 2.3c).  We characterize the interactions 

between neurons with “coupling kernels,” which describe the statistical dependencies 

between single-trial spike trains (figure 2.3d). Critically, these coupling terms explain 

variance not explained by the other predictors, and are fit directionally (i.e., they capture 

the impact of one neuron’s spikes on subsequent activity in another neuron).  The 

population model goes beyond simple pairwise comparisons by fitting the model using 

spikes from all simultaneously recorded neurons.  Thus, the “full” population model 

characterizes the response of the fitted neuron with respect to the spiking activity of all the 

other neurons. This model-based approach enables a cleaner estimate of spike-on-spike 

coupling after parsing out the effects of shared drive due to the stimulus or motor 

response.            
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Figure 2.2  Population encoding model.   

This regression-based statistical approach describes the time-varying spike rate of each 

neuron in terms of the external task events (i.e., the saccade target being flashed and the 

saccadic response), the recent spike history of that neuron, and the activity of other 

simultaneously recorded neurons.  The model is defined by three stages: 1) a linear stage 

that takes a weighted sum of the covariates and temporal filters, 2) an exponential point 

non-linearity that converts the linear output to a spike rate, and 3) conditionally Poisson 

spiking, or noise.  The regression weights (when exponentiated) of the recovered filters (or 

“kernels”) describe the time-varying gain on spiking for that neuron due to the particular 

predictor.  This approach allows us to investigate the single-trial interactions between 

neurons while controlling for the influences of the visual stimulus, the motor response, and 

the autocorrelation of the neurons. 
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The example session (figure 2.3) shows the diversity of responses of eight 

simultaneously recorded neurons. The model captures the heterogeneity, not only in neural 

responses, but in functional interactions and stimulus dependence. As an initial validation, 

we simulated single-trial spike trains from the fits and averaged these to calculate a 

predicted PSTH, which captured the average responses of each neuron quite well (figure 

2.3e,f). Although inter-neuronal coupling terms were not necessary to predict the average 

response (i.e., the PSTH; figure 2.5a), they were important for capturing the spike times of 

single-trial responses (figure 2.5b). 

 

2.4.2 Strong coupling exists both within and between areas but is stronger within 

LIP 

Strong coupling was observed throughout the frontoparietal network. We 

quantified the overall coupling strength for each pair of simultaneously-recorded neurons 

by summing the weight of each coupling kernel. The overall effect of coupling for each 

neuron pair could be excitatory or inhibitory (i.e. the neuron was more or less likely to 

spike).  Figure 2.4a (left column) summarizes the overall strengths of coupling for four 

possible interneuronal interactions: within LIP (“LIP-LIP”), within FEF (“FEF-FEF”), 

from an LIP neuron to an FEF neuron (“LIP-FEF”), and from an FEF neuron to an LIP 

neuron (“FEF-LIP”). For all types of area interactions, the observed strengths of coupling 

(colored bars in histograms) were far stronger than expected by a null distribution (gray 

bars, calculated by shuffling the trial order of one neuron relative to another and then re-

fitting the model). Shuffling in this way destroys the correlational structure of the neurons, 

but crucially preserves the stimulus dependence and spike times of the neurons. 
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Figure 2.3  Example session of simultaneously recorded ensemble of neurons and GLM 

analysis.   

Each row corresponds to a neuron (1-3 in FEF, 4-8 LIP). (a-d) Each column corresponds 

to the kernel of a particular predictor: (a) onset of the visual target, (b) time of the saccade 

response, (c) recent spike history and (d) coupling from other neurons (in LIP: green; in 

FEF: blue).  Each kernel represents the time-varying gain on spiking for the fitted neuron 

due to the particular predictor while simultaneously accounting for the influence of the 

other predictors.  (e,f) Each column displays the true PSTH (dashed lines) and predicted 

PSTH (solid lines) for each neuron (rows) for targets in (dark lines) and out (light lines) of 

the RF, aligned to the (e) target-on and the (f) saccade.  The predicted PSTHs were 

constructed from generating single-trial spike trains from the full population model for 

each neuron and averaging them.  
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The coupling often manifests as stronger-than-chance excitatory interactions 

(positive values), but many instances of stronger-than-chance suppressive interactions 

were also evident (negative values). The coupling components were strongest for the 

within-LIP interactions, although within-FEF interactions were also far greater than chance 

levels. Between-area coupling (LIP-FEF and FEF-LIP) was also stronger than chance 

levels, and spanned approximately the same range of magnitudes as the within-FEF 

interactions. These quantitative comparisons of the distributions of coupling strength are 

graphically apparent in the cumulative distributions (figure 2.4c). 

 

In addition to comparing the observed coupling to the shuffled null distributions, 

we compared our results in the LIP-FEF network to coupling analyses from other brain 

areas and tasks. Coupling between simultaneously-recorded neurons in visual area MT, 

although detectable, was considerably weaker than observed in our experiments. Likewise, 

analysis of coupling between MT and LIP during a perceptual decision-making task was 

unable to detect interactions beyond that expected by chance (Yates et al., 2017).    

 

These results demonstrate strong recurrent interactions within the frontoparietal 

network, and especially strong interactions within area LIP. These interactions were 

primarily excitatory, but also contained substantial instances of suppression. Between-area 

coupling was roughly symmetrical in strength and timescale (figure 2.4a,b), consistent with 

anatomy (Andersen, Asanuma, et al., 1990; Ferraina et al., 2002; Selemon & Goldman-

Rakic, 1988), suggesting a reciprocal structure rather than a serial multi-stage system. This 

between-area coupling was so strong that it was equivalent in impact to the coupling within 

FEF. 

  

https://www.zotero.org/google-docs/?QazwRw
https://www.zotero.org/google-docs/?WycC71
https://www.zotero.org/google-docs/?WycC71
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Figure 2.4  Coupling summary across sessions.   

(a) Distributions of raw coupling weights (colored histograms) defined by the sum of each 

kernel for each area interaction (LIP-LIP, FEF-FEF, LIP-FEF, FEF-LIP).  Positive weights 

denote an excitatory interaction (the fitted neuron was more likely to spike given that 

another neuron just spiked) and negative weights indicate an inhibitory interaction (the 

fitted neuron was less likely to spike given that another neuron just spiked).  A null 

distribution was constructed by shuffling the order of the trials for each neuron (gray 

histograms), effectively destroying the correlations between the ensemble of neurons but 

preserving the stimulus dependence and spike times.  These distributions describe the 

probability of observing coupling due to chance alone.  (b) Principal components analysis 

was performed on the coupling kernels split by each area interaction (as in (a)); the first 3 

principal components (dark to light lines) accounted for around 90% of the variance 

(legend: variance explained for each PC)  (c)  Cumulative fraction of coupling weights for 

each interaction, corresponding to the distributions in (a). 
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Beyond assessing the overall magnitudes of each interaction, we examined the time 

courses of the kernels by performing PCA on all of the kernels within each of the four 

interaction types (LIP-LIP, FEF-FEF, LIP-FEF, and FEF-LIP), and plotting the first 3 PCs 

(which together accounted for ~90% of the variance). Across all area interactions, coupling 

was dominated by long timescale excitation, indicating that spikes from one neuron 

increased the gain on spiking of other neurons for up to ~200 milliseconds (figure 2.4b, 

first PC / darkest curves). A sharper fast excitation component followed (figure 2.4b, 2nd 

PC / medium shaded curves), and was more pronounced within both areas than between, 

consistent with this component reflecting local interneuronal interactions. Finally, a third 

component was primarily suppressive (figure 2.4b, 3rd PC / lightest curves), with a 

timescale between the first (slow) and second (fast) excitatory components.  The 

suppressive component was proportional to the fast excitation component in magnitude 

and lag.  These three timescales and signs of interaction are ubiquitous in biophysical 

models of persistent activity, and conveniently map on to NMDA, AMPA, and GABA 

receptors, respectively (Compte et al., 2000; Goldman-Rakic, 1995; X-J. Wang, 

1999).               

2.4.3 Interneuronal coupling outweighs intrinsic dynamics, especially in LIP 

To characterize the impact of (interneuronal) coupling and (intrinsic) history on 

each neuron, we defined predictive indices as the difference between the deviance 

explained by the (otherwise-full) model with and without coupling, or with and without 

history. A coupling index of one indicates that the neuron’s spike trains are completely 

predicted by the spiking activity of other neurons, and a value of zero would mean that 

spikes from other neurons add no predictive power over and above the task predictors and 

the neuron’s recent spike history.   

https://www.zotero.org/google-docs/?AA7nH6
https://www.zotero.org/google-docs/?AA7nH6
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Figure 2.5  Predictions of the population model with and without coupling.   

In order to test how the predictions of the model depended on the correlations between 

neurons, we fit another model that was otherwise the same, but with no coupling terms; in 

effect, the neurons in the uncoupled model were all independent.  The performance of the 

model was calculated by generating predicted single-trial spike trains from each model, 

and by averaging these, we could construct a predicted PSTH.  (a) Predicted PSTHs 

(variance explained).  The variance explained of the PSTH for each neuron was calculated 

and compared between the uncoupled and coupled model.  Coupling was unnecessary to 

capture the average response of most neurons (the points fell near the unity line).  (b)  

Predicted spike times (in units of bits-per-spike).  Comparison of the single-trial spike 

times under the coupled and uncoupled model.  Coupling improved the predictions of the 

precise spike times (points fell above the unity line).  
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Figure 2.6 shows the relative effects of coupling and history for neurons in both 

areas.  The spike trains of LIP neurons were better predicted by spikes from other neurons 

than FEF (figure 2.6b), whereas more neurons in FEF were predicted by their own spike 

history than LIP (figure 2.6a).  On the whole, neurons in LIP were more influenced by 

coupling than by their own spike history (figure 2.6c), pointing to the importance of 

network drive in spiking activity.  This is especially striking given that the coupling is 

estimated while also separately accounting for the responses of all neurons to the task 

events. Neurons in FEF were also more influenced by coupling than history, but more 

neurons in FEF were impacted by history than in LIP (figure 2.6a,c). 

  

Across both areas, the spike predictions for a large number of neurons were not 

improved by including a history term, meaning that their spike trains were predicted just 

as well by a model with only spikes from other neurons and the task components (figure 

2.6c). However, for a small subset of neurons, the recent spike history was far more 

predictive than coupling. Interestingly, these neurons were predominantly in FEF (figure 

2.6c).  Overall, this means that network dynamics play a more vital role than intrinsic 

dynamics for most neurons in both areas. Network contributions were especially strong in 

LIP, consistent with the prior observation that the magnitudes of the coupling kernels were 

especially large in LIP (figure 2.4).     

 

The interplay of intrinsic and network time constants is a major component of 

successful models of persistent activity (Cavanagh, Towers, Wallis, Hunt, & Kennerley, 

2018; Murray et al., 2014a; Runyan et al., 2017). We therefore assessed the relative 

contributions of intrinsic versus interneuronal coupling timescales. The history kernels 

capture the intrinsic time constants of the neurons by modeling the effect of recent spikes    

https://www.zotero.org/google-docs/?dF883a
https://www.zotero.org/google-docs/?dF883a
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Figure 2.6  The impact of coupling and history on individual neurons.   

For each neuron, we constructed predictive indices to further assess the influence of the 

spiking activity from other neurons (coupling) and itself (history).  These indices are 

defined as the difference between the deviance explained by the model with or without 

history (a) or with or without coupling (b).  (a) The cumulative fraction of history indices 

for neurons in each area.  Overall, more neurons in FEF than LIP were impacted by their 

recent spike history.  (b)  Same as in (a) but for coupling.  Conversely, more neurons in 

LIP were influenced by the spiking activity of other neurons.  (c) Comparison of the history 

and coupling indices.  On the whole, spiking activity in neurons in both regions was more 

predicted by coupling than history.  For a large fraction of neurons, the history term was 

uninformative over and above the coupling and task terms (c; many neurons had a history 

index of zero).  For a small subset of neurons, predominantly in FEF, history had far more 

influence than coupling.     
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on that neuron’s probability of spiking as a function of time, and excludes the effects of 

task and coupling drive.  We summarized the history kernels for each area with the first 

three principal components (figure 2.7 a,b).  The dominant history component for both 

areas had a slow gradually-decaying time course.  We estimated the intrinsic time constants 

of each neuron by fitting an exponential curve to the history kernels (figure 2.7c).  Most 

neurons in both areas had short time constants, but the distributions had heavy right tails 

with many neurons exhibiting much longer timescales (100-300ms).  Overall, LIP had 

more neurons with long time constants than FEF (figure 2.7c, inset), at odds with the 

traditional notion of longer timescales farther up the cortical hierarchy (Murray et al., 

2014). 

 

We estimated the time constant from the mean coupling kernel for each neuron in 

an analogous way, and found that the network time constants were similar to the intrinsic 

time constants on the whole (figure 2.7d).  These findings demonstrate that persistent 

activity likely results from a combination of network and intrinsic dynamics, both with 

relatively slow time constants that can extend into the 200-300 millisecond-long range.  It 

is important to appreciate that the population GLM estimates the coupling and history 

kernels while simultaneously accounting for the effects of the task variables that 

presumably drive most, if not all, of the neurons. This allows for more direct assessments 

of these contributions than simpler measures, such as the autocorrelation from binned spike 

counts.  In traditional analyses, the impact of visual and motor drive would overshadow 

the dynamics of the network.     

  

https://www.zotero.org/google-docs/?eQadvH
https://www.zotero.org/google-docs/?eQadvH
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Figure 2.7  Intrinsic and network time constants.   

First 3 principle components for the history kernels in LIP (a) and FEF (b), which capture 

the intrinsic time constant of the neurons, while controlling for the task and coupling 

drive.  The dominant component in both areas was a slow decay.  An exponential curve 

was fit to the history kernel of each neuron to estimate a time constant (tau).  (c)  The 

distribution of intrinsic time constants.  Most neurons have short time constants, but there 

is a “long tail” of neurons with much longer time constants (100-300ms). (c)  Same as in 

(d) but for the mean coupling kernel for each neuron.  Coupling time constants were on par 

with history time constants.  Insets shows the cumulative distributions of the time 

constants; LIP had more neurons than FEF with long coupling and history time constants.   
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2.4.5 Interneuronal coupling is dynamic across behavioral epochs   

The nature of neural population dynamics during working memory is currently a 

matter of debate (Cavanagh et al., 2018; Constantinidis et al., 2018; Lundqvist et al., 

2018).  Some models of working memory propose that the activity of the network should 

remain stable over time and others suggest that it can drift, or even that it should vary over 

time.  To examine how the dynamics of the network evolved over the course of the trial, 

we compared coupling between several temporal epochs.  To get a baseline estimate of the 

activity of the network, we measured the coupling during the fixation period at the 

beginning of each trial and compared it to coupling during the delay period. In both cases 

the visual input was identical (i.e., a fixation point and nothing else on the screen), but 

during the delay period, the monkey had to remember the location of the target in order to 

perform the subsequent memory-guided saccade.  

 

Surprisingly, we found strong coupling across the circuit even during fixation. 

Rather than a profound global change in network interactions from fixation to delay, we 

observed a rather subtle shift in increased excitatory coupling in all area interactions, with 

the most pronounced change occurring locally within LIP (figure 2.8a).  This finding 

highlights the importance of more nuanced changes in the dynamics of the network rather 

than an overall increase in population activity, and is consistent with the notion that the 

distribution of firing rates of the population remains relatively constant between the 

fixation period and the delay period, despite changes in firing rates of individual neurons 

(Murray, Bernacchia, et al., 2017).  Although the increase in coupling was subtle, it was 

systematic across all interactions (figure 2.8b).        

 

 

  

https://www.zotero.org/google-docs/?f8rBFp
https://www.zotero.org/google-docs/?f8rBFp
https://www.zotero.org/google-docs/?cDoah8
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Figure 2.8  Coupling in the fixation and delay periods.   

We estimated the coupling for each temporal epoch by fitting the full population model to 

spikes from only one of the two temporal epochs.  The length of both epochs were matched.  

(a)  The distributions of coupling weights for each interaction (LIP-LIP, FEF-FEF, LIP-

FEF, FEF-LIP) for the delay period (colored histograms) and fixation (gray 

histograms).  There was a small but significant positive increase in coupling for each 

interaction (Wilcoxon rank-sum test, P = 4.87e-09; P = 5.17e-04; P = 1.64e-04; P = 3.01e-

03), most notable within LIP.  (b)  Scatter plots depict the relationship between coupling 

kernels in the fixation and delay periods for each interaction; a small but systematic shift 

in excitatory coupling in the delay period is apparent.      
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To assess how stable the activity of the network was over the entire delay period, 

we compared coupling early in the delay to late in the delay.  Surprisingly, we found that 

coupling actually increased late in the delay period for all interactions (figure 2.9a), 

contrary to the prediction of many models.  Unlike the modest change in coupling between 

fixation and delay (figure 2,8a), this increase in coupling was much larger. LIP had the 

smallest change overall (perhaps because of its higher baseline coupling), but experienced 

a relatively symmetrical increase in excitatory and inhibitory weights, whereas local FEF 

and between area coupling experienced primarily excitatory shifts (figure 2.9a).  Unlike 

the change in coupling between fixation and the delay, there was little correlation between 

coupling early and late in the delay period (figure 2.9b), although the overall increase in 

excitatory coupling was greater.  Notably, local LIP activity had the largest increase in 

excitatory coupling from the fixation period to the delay (figure 2.8a), but the smallest 

change from early to late in the delay period (figure 2.9a). This pattern suggests that the 

network dynamics in LIP are engaged first and then the rest of the circuit becomes more 

active as the delay period goes on.      

 

It’s well known that working memory degrades as a function of time (Funahashi et 

al., 1989b; White et al., 1994).  In our memory-guided saccade task, the delay period is 

variable, and the monkey’s saccade accuracy to the target decreases as the length of the 

delay period gets longer (figure 2.10a).  Therefore, we reasoned that coupling might 

attenuate over longer delay periods, reflecting the monkey’s drift in behavior.  To 

investigate this, we fit the full population model to trials with short and long delay periods 

separately (splitting trials by the median duration of the delay).  Coupling was found to be 

stable across short and long delays, and was statistically indistinguishable between the two 

conditions (figure 2.10b).  To test whether or not the impact of coupling was possibly  

https://www.zotero.org/google-docs/?7YfVDE
https://www.zotero.org/google-docs/?7YfVDE
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Figure 2.9  Coupling early and late in the delay period.   

We estimated the coupling for each temporal epoch by fitting the full population model to 

spikes from only one of the two temporal epochs.  The length of both epochs was matched.  

(a)  The distributions of coupling weights for each interaction (LIP-LIP, FEF-FEF, LIP-

FEF, FEF-LIP) for early (gray histograms) and late (colored histograms) in the delay 

period.  There was a significant increase in coupling late in the delay period for all 

interactions (Wilcoxon rank-sum test, P = 1.08e-06; P = 1.65e-27; P = 3.96e-23; P = 1.97e-

17).  Local LIP interactions experienced the smallest increase in coupling, which 

corresponded to both positive and negative increases in weights.  The other interactions 

had larger increases in coupling that were predominantly excitatory.  (b)  Scatter plots 

exposed the lack of a clear relationship between coupling kernels early and late in the delay 

period despite the reliable increase in coupling.    
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changing for each neuron between short and long delays, we compared the coupling index 

(see figure 2.6) under each condition.  Coupling indices clustered around the unity line 

(figure 2.10c), and hence we did not find any systematic changes in the impact of 

interneuronal coupling between short and long delays.  On all of these trials the monkey is 

still getting the trial “correct,” therefore it is possible that the consistent coupling we 

observed between these conditions is indicative of a stable memory representation.  
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Figure 2.10  Coupling in trials with short and long delay periods.   

(a) The delay period in our task is variable and the monkey’s saccade accuracy decreases 

as a function of the length of the delay, consistent with the demands of working 

memory.  Hence, we reasoned that coupling might attenuate over time.  We fit the full 

population model to trials with short and long delays separately (median split) and 

compared the coupling between the two cases.  (b)  The distributions of coupling weights 

for each interaction (LIP-LIP, FEF-FEF, LIP-FEF, FEF-LIP) for trials with short delay 

periods (gray histograms) and trials with long delay periods (colored 

histograms).  Coupling was statistically indistinguishable across interactions (Wilcoxon 

rank-sum test, P = 0.79, P = 0.38, P = 0.69, P = 0.60).  (c)  To examine whether the impact 

of coupling on a per neuron basis might have changed as a function of the length of the 

delay, we compared the coupling index (see figure 6) of each neuron for short and long 

delays.  Most neurons clustered around the unity line, meaning that there was no systematic 

change in the influence of coupling for short and long delays. 
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2.5 DISCUSSION  

The frontoparietal network is often put forth as a model system in which to study 

cognitive processes, yet little is known about the population-level spiking activity within 

and between regions in this network. We set out to characterize the interneuronal 

interactions in this circuit during oculomotor working memory using multi-area multi-site 

simultaneous recordings. We relied on a population encoding model approach that 

extended a generalized linear model to parallel fits of multiple neurons recorded 

simultaneously in both areas.  This enabled us to isolate the contributions of network and 

intrinsic dynamics to persistent activity while also capturing the effects of task variables.  

 

We found evidence of strong reciprocal interactions both between and within FEF 

and LIP. These interactions were comprised of three main components: slow long timescale 

excitation, sharp fast excitation, and inhibition that acts on a timescale between the other 

two components.  The magnitude and time courses of these components map on to three 

key biophysical features that are prevalent in models of persistent activity: NMDARs, 

AMPARs, and GABARs.  The time constants of neuron-to-neuron interactions, as well as 

the intrinsic “history” dynamics of individual cells, were on the order of 100-250 

milliseconds and are therefore consistent with the relatively long dynamics that are called 

for by dominant theories of how networks of neurons can maintain persistent activity over 

timescales of many 100s of milliseconds to a few seconds. 

 

Historically, models of cortical persistent activity have focused on the challenges 

posed to generic architectures, without specific regard to which brain area or areas they 

map on to. Instead, they have focused on identifying particular network interactions and 

cellular properties whose interplay might be capable of maintaining the sorts of persistent 
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activity seen in the brain. Such models have emphasized strong recurrent activity (a 

seemingly necessary component for supporting activity that continues without additional 

input), broadly tuned inhibition (useful for damping the attractor dynamics), and a degree 

of (realistic) slow intrinsic time constants (matching NMDA receptor dynamics).  Using a 

population encoding model, we were able to identify several of these key features in the 

population activity, while accounting for external influences.       

 

Only recently have models of persistent activity attempted to explain distributed 

circuit dynamics underlying working memory (Murray, Jaramillo, et al., 2017).  Although 

neurons in LIP and FEF share many functional similarities, a key difference is in their 

responses to distractors (M. Suzuki & Gottlieb, 2013).  If a distractor is flashed during the 

delay period of a working memory task, neurons in PPC transiently encode the distractor 

and lose the representation of the original stimulus. However, in PFC neurons continue to 

spike in response to the to-be-remembered stimulus.  One explanation for these differences 

comes from the idea that there are distinct cortical organization schemes in each area 

(Murray, Jaramillo, et al., 2017).  The network structure in PFC is more recurrently 

connected than in PPC, and can maintain stable persistent activity more robustly, and thus, 

is less sensitive to distractors. Interestingly, we observed the opposite of this hypothesis, 

coupling in LIP was greater than FEF, suggesting a greater degree of recurrent connectivity 

in LIP.   

 

Analogously, it has been proposed that decision making processes in the 

frontoparietal network are subserved by slow temporal integration in LIP and a categorical 

choice (or winner-take-all computation) in FEF or PFC (Gold & Shadlen, 2007; Murray, 

Jaramillo, et al., 2017).  Following from the differences in the structure of the network, this 

https://www.zotero.org/google-docs/?XRkUd2
https://www.zotero.org/google-docs/?4yHQ2A
https://www.zotero.org/google-docs/?T7ouxc
https://www.zotero.org/google-docs/?qtW5oq
https://www.zotero.org/google-docs/?qtW5oq
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frontoparietal network model suggests that the PPC can perform slow integration because 

of its weaker recurrent connectivity, and PFC can arrive at an action more quickly because 

of its stronger connectivity.  If PPC is too strongly recurrent, the activity will ramp too 

quickly to be able to integrate information on a longer timescale and a decision will be 

reached prematurely.  Conversely, in our results, not only does LIP exhibit more local 

coupling, but many neurons have longer intrinsic and network time constants than in 

FEF.            

 

Although our results suggest that LIP has a stronger degree of locally-recurrent 

connectivity, the strong interactions both within and between these areas on single trials 

support the idea of a tightly linked network which might be better thought of as parts of a 

single functional unit. The observed timescales of recurrent excitation between neurons 

likely indicate evidence for attractor-like models of network dynamics, not only within LIP 

and FEF, but across the entire circuit, which could be acting as one big 

attractor.  Furthermore, the superior colliculus and thalamus are also likely to be a critical 

part of this circuit (Ferraina et al., 2002).  Recent work in rodents has suggested that the 

thalamus plays a central role in maintaining persistent activity (Bolkan et al., 2017; Guo et 

al., 2017; Inagaki, Fontolan, Romani, & Svoboda, 2019; Schmitt et al., 2017). 

 

Taken together, our results suggest a revision to models of working memory in the 

primate frontoparietal network. These findings can be used to inform and constrain the 

structure of the connectivity, both qualitatively and quantitatively. One challenge will be 

to incorporate heterogeneous populations of neurons into models of persistent activity. This 

is a prevalent feature of neurons in LIP and FEF, and one that must be accounted for.  It is 

possible that the heterogeneity and mixed selectivity in these areas is a result of heavily 

https://www.zotero.org/google-docs/?EtJbZe
https://www.zotero.org/google-docs/?xm9sIb
https://www.zotero.org/google-docs/?xm9sIb
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interconnected networks that are continuously active (Fusi, Miller, & Rigotti, 2016; 

Meister et al., 2013; Rigotti et al., 2013).  Considering the primary role that the network 

dynamics appear to play in generating and maintaining persistent activity, and the 

misleading nature of trial-averaged responses of single neurons, our results highlight the 

importance of studying population activity at the level of single-trial analyses.   

 

2.6 SUPPLEMENTAL 

This section comprises work that is supplemental to the main body of research in 

Chapter 2.  Despite the fact that individual neurons in both LIP and FEF are known to 

exhibit heterogeneous degrees of responsivity to visual versus motor events, most network 

models of persistent activity do not posit specific roles for distinct subtypes of neurons.  

Instead, the persistent activity arises from the network interactions and time constants. To 

test this proposition, we quantified the strength of persistent activity in each neuron (taken 

as the d-prime of the delay period activity for in-RF versus out-RF trials) and assessed 

whether it was predicted by various features of the single-cell physiology. It is important 

to note that quantifying persistent activity in this way is, by definition, relying on a trial-

averaged metric, whereas the model-based measures to which we compare this metric were 

estimated from fits at the level of single trials.    

 

Figure 2.11 shows the relation between each unit’s persistent activity (y-axes) as a 

function of the visual (left) and motor (right) gain (quantified as the maximum of the target 

or saccade kernels, respectively).  In short, the strength of persistent activity did not depend 

on the visual or motor gain, consistent with persistent activity arising not from a particular 

functional cell type.  However, a related question arises: are neurons that exhibit persistent   

https://www.zotero.org/google-docs/?CpsfzE
https://www.zotero.org/google-docs/?CpsfzE
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Figure 2.11  Persistent activity as a function of visual and motor gain. 

Persistent activity was quantified as the d-prime of the delay period activity for trials in 

and out of the receptive field of the neuron.  This is the traditional (trial-averaged) way of 

assessing the persistent activity of a neuron.  The visual and motor responses of each neuron 

were quantified by the max gain of the target kernel and the saccade kernel, 

respectively.  Neither visual gain (a,b), nor saccade gain (c,d) was predictive of the 

persistent activity in either area.  
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responses in the traditional way (determined by averaging across trials) driven by long 

timescale intrinsic dynamics or by the activity of the network?  To answer this question, 

we compared the history and coupling terms to the persistent activity of each neuron, and 

surprisingly found no relationship to either (figure 2.12).  We also compared the intrinsic 

and network time constants that we estimated for neurons in both areas to the d-prime 

measure of persistent activity and still found no relationship.  These finding lend support 

to the idea that persistent activity defined in this way may be misleading and possibly even 

an artifact of trial averaging.  Likewise, it has been shown previously that neurons that 

exhibit persistent activity in the traditional way are only weakly related to the neurons that 

exhibit decision-related activity in perceptual decision making tasks that have been 

proposed to be integrating sensory information (Meister, Hennig, & Huk, 2013).     

 

To examine whether particular functional types of neurons were more or less 

coupled to the population, we also compared the average coupling on a per neuron basis to 

their functional properties defined by the gain of their visual and saccade kernels (2.13).  

There was a modest relationship between visual and saccadic neurons and their average 

coupling in LIP but less so in FEF, where visual neurons had even less coupling, and 

saccadic neurons had almost no relationship with coupling.  This may be partially 

explained by the fact that the activity of many neurons in FEF was better predicted by the 

cell’s own spike history than by their coupling with other neurons.  Taken together, these 

findings continue to emphasize the difficulties of interpreting averaged single-cell 

responses, and underscore the question of what these neurons, traditionally studied in the 

context of persistent activity, are actually doing.  They may simply be the most reliably 

responding neurons to the task, and hence, look the most consistent in the PSTH. 
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Figure 2.12  Persistent activity as a function of history and coupling. 

Persistent activity was quantified in the traditional way (see figure 2.11), and compared 

to the intrinsic gain (a,c; quantified by the max of the history kernel) or coupled gain (b,d; 

quantified as the max of the average coupling kernel to each unit).  There was no 

relationship between the gain based on history or coupling with traditional measures of 

persistent activity, meaning these neurons are unlikely to be sustained on single trials by 

intrinsic factors or network activity.   
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Figure 2.13  Coupling as a function of visual and saccade gain.   

The coupling for each neuron (quantified as the max of the average coupling kernel to 

each unit) is compared to its visual (a,b) and saccadic gain (c,d), quantified as the max of 

the target and saccade kernels, respectively.  There is a modest relationship between 

visual and saccade gain and the mean coupling in LIP (a,c), a weaker relationship 

between visual gain and coupling in FEF (b), and no relationship between saccade gain 

and coupling in FEF (d).    
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Finally, models of persistent activity propose that neurons that share similar tuning 

should also be more positively coupled, and those that have opposite tuning preferences 

should be more negatively coupled.  To test this, we compared the pairwise coupling of all 

neurons (7,448 kernels) to the similarity of their spatial tuning (figure 2.14).  Each neuron’s 

spatial tuning was determined by fitting a circular Gaussian tuning curve to the neuron’s 

responses at each target location (the visual angle of the target).  The difference in peaks 

of the tuning curves for each pair of neurons was plotted as a function of their coupling 

strength (the absolute value of the max of the coupling filter).  There was a modest 

relationship between pairwise coupling and tuning similarity, but more so for neurons 

within LIP.  Neurons with negative coupling also showed the same relationship, at odds 

with the idea that neurons with inhibitory coupling should have the opposite tuning or be 

untuned. 
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Figure 2.14  Spatial tuning and pairwise coupling. 

Classic models of persistent activity suppose that neurons with similar tuning properties 

should be more coupled.  This plot shows the absolute max of the raw weight of each 

coupling kernel as a function of the tuning difference between the neurons (smaller 

numbers mean more similar).  The tuning difference was calculated by fitting a circular 

Gaussian tuning curve to the responses of each neuron at each target location and taking 

the difference between the peak of the tuning curves for each pair of neurons.                 
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Chapter 3 

Parsing signal and noise in the brain 

  

The work in this chapter was published as a perspective in Science in April 2019 

(Huk & Hart, 2019).  The perspective discusses three articles included in Science Vol. 364, 

Issue 6437: “Thirst Regulates Motivated Behavior Through Modulation of Brainwide 

Neural Population Dynamics” by Allen et al. (2019), “Amygdala Ensembles Encode 

Behavioral States” by Gründemann et al. (2019), and “Spontaneous Behaviors Drive 

Multidimensional, Brainwide Activity” by Stringer et al. (2019).  These three articles 

present findings from cutting edge brainwide recordings in mice. 

  

PERSPECTIVE: PARSING SIGNAL AND NOISE IN THE BRAIN 

Like engineers who characterize the fidelity of signals flowing through a circuit, 

neuroscientists focus on quantifying the degree to which neuronal signals are “noisy” (M. 

N. Shadlen & Newsome, 1995; Softky, 1995). Engineers have the benefit of designing the 

system and knowing the form of the signal, making identification of corrupting noise 

relatively straightforward. For neuroscientists, the task is harder, as it entails figuring out 

first what the signal is, and only then, what the noise is. On pages 254, 253, and 255 of this 

issue, Gründemann et al. (2019), Allen et al. (2019), and Stringer et al. (2019), respectively, 

report findings from large-scale neural recordings in the brains of mice and find brainwide 

activity that correlates with behavior that might usually be ignored as noise. These studies 

prompt reconsideration of the origin and impacts of “noise” in the nervous system. 

 

https://www.zotero.org/google-docs/?0JIdaP
https://www.zotero.org/google-docs/?oEbkOk
https://www.zotero.org/google-docs/?z9udUu
https://www.zotero.org/google-docs/?gcWWgg
https://www.zotero.org/google-docs/?KFNLwB
https://www.zotero.org/google-docs/?KFNLwB
https://www.zotero.org/google-docs/?2Bldzd
https://www.zotero.org/google-docs/?vbX7tT
https://www.zotero.org/google-docs/?SKadU4
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Although well-established tools and experimental approaches exist for addressing 

the signal-noise question (Churchland et al., 2010), neuroscientists tend to rely on a 

seemingly necessary assumption: that neural noise can be defined simply as the variability 

in the neural response not accounted for by experimentally controlled inputs and 

measurable outputs. Such inputs and outputs might be sensory stimuli presented to an 

organism, or motor responses that the organism makes to those stimuli. Gründemann et al., 

Allen et al., and Stringer et al. each took different approaches to examine the cognitive and 

motivational processes that exist inside the brain. Gründemann et al. imaged large 

ensembles of neurons in the amygdala of freely moving mice. This brain region is thought 

to play a primary role in memory, decision-making, and emotional behaviors. The authors 

identified distinct populations that encode external stimuli (such as an auditory stimulus) 

and internal behavioral states (such as hunger or thirst). Activity in these populations was 

correlated with switches between exploratory and nonexploratory behavioral states. Allen 

et al. recorded electrical activity from a large number of brain areas in the mouse by means 

of Neuropixels microelectrode arrays. This recording technology allows simultaneous 

monitoring of hundreds of neurons throughout an animal's brain. During thirst-motivated 

behavior, the authors observed that water-predicting sensory cues (an olfactory stimulus) 

gated brainwide neural dynamics and encoded a motivational state of behavior. Stringer et 

al. used both calcium imaging and Neuropixels arrays to record activity from neuronal 

populations in mouse visual cortex and other brain areas. The spontaneous activity encoded 

a rich latent state related to the mouse's ongoing behavior (such as moving about and pupil 

dilation). Sensory input added to this signal in an orthogonal way, rather than disrupting it. 

 

By leveraging large-scale recordings, Gründemann et al., Allen et al., and Stringer 

et al. all unpack a latent internal state of brainwide activity that corresponds to the ongoing 

https://www.zotero.org/google-docs/?2UXKvp
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behavior of the animal. In doing so, the studies collectively make a powerful case for 

breaking down the widely held reliance on associating neural activity solely with external 

variables. Although cognitive neuroscience focuses on neural signals related to mental 

processes, the subfield is often quite “zoomed in,” studying how a specific cognitive 

process might be implemented in a brain area of interest. The approach of Gründemann et 

al., Allen et al., and Stringer et al. is different, as they each focus less on hypotheses about 

particular cognitive processes and brain areas, and instead use large-scale sophisticated 

recording technologies to measure what animals do and what is going on in large portions 

of the brain. Thus, the three studies show that aspects of neural responses that are usually 

treated as noise, can now be assigned to an internal state—that is, to other signals that had 

previously not been understood sufficiently to parse out. 

 

Noise, as it is commonly thought of, exists on several spatial and temporal scales 

in the brain (Smith & Kohn, 2008). At the level of single neurons, an identical sensory 

stimulus will elicit spiking responses that will be variable from repetition to repetition. 

Some of this variation is due to the intrinsic biophysical mechanisms of each cell, such as 

ionic conductances and synaptic release probabilities of neurotransmitters. This variability 

would be expected to imbue some degree of stochasticity in neural signals. However, in 

real brain function, the “inputs” to a neuron are less idealized and are not under direct 

control of the experimenter. Instead, most neurons receive inputs from thousands of 

neurons that are both noisy and often involved in processes either directly or indirectly 

related to the goals of the study. Because of this cascade of signals and noise, it is 

practically and conceptually difficult to dissociate intrinsic cellular noise from noise 

inherited from upstream sources. How could complex signals—not yet fully characterized 

and coming from other parts of the brain—possibly be separated from what is truly 

https://www.zotero.org/google-docs/?sRUK6x
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“noise”? One solution arises from a synergy of the scale and richness of what is measured, 

and clever analysis schemes that leverage (as opposed to suffer under the weight of) such 

big data. 

 

Neurons in the amygdala respond to events of emotional importance, although the 

exact mapping between the activity of individual amygdala neurons and particular aspects 

of emotional salience is not completely understood (Janak & Tye, 2015). However, by 

measuring longitudinally from large populations of neurons, across animals performing 

multiple tasks, Gründemann et al. found that neural populations in the amygdala represent 

either exploratory or defensive behavioral states. By measuring neural activity across large 

populations and across a variety of tasks, it became possible to disentangle how different 

behavioral states were modulating different groups of neurons and to distinguish such 

“internal state” signals from other, external task-driven signals. Thus, what might have 

been chalked up as noise can now be considered a signal, parsimoniously linked to whether 

or not animals were exploring their environment. 

 

Allen et al., by contrast, investigated the brainwide basis of motivation-based 

modulations of neural responses, which have been reported in a number of brain regions 

(Critchley & Rolls, 1996). Relying on large-scale recordings, the authors found that 

sensory events predicting water presence produced a wave of activity that swept through a 

constellation of brain areas, and that brainwide processes were involved in gating these 

signals through various networks. By measuring animals' ongoing body movements, 

Stringer et al. detected brainwide signals related to task-irrelevant factors, such as running 

and whisker movements, detected well outside the conventional partitions of “motor 

cortices.” The authors not only parsed out signal from the noise, but found that although  

https://www.zotero.org/google-docs/?vWUT4U
https://www.zotero.org/google-docs/?porl8W
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Figure 3.1  Sources of signal and noise in neural populations.   

Consider a noisy time-varying stimulus that selectively drives a population of neurons.  A 

confluence of ongoing behavioral states determines the noisy time-varying spontaneous 

activity of the population.  The stimulus-driven activity adds to the population response in 

an orthogonal way.  Each neuron is also subject to intrinsic cellular noise and the variable 

responses of its neighboring neurons.  Experimenters measure the activity of the population 

without knowing the true sources of signal and noise.  (Kitterman (Artist) in Huk & Hart, 

2019) 

https://www.zotero.org/google-docs/?KAjocL
https://www.zotero.org/google-docs/?KAjocL
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such inherently motoric signals are present in the mouse “visual” cortex, and they affect 

neurons distinctly from that of visual input.  What, then, are “extraneous signals” in the 

brain? Gründemann et al., Allen et al., and Stringer et al. demonstrate the prevalence of 

brainwide signals, as opposed to limited activity within specific functional modules. It may 

be that these broader instances of action and motivation affect activity across large portions 

of the nervous system (Najafi & Churchland, 2018). A better understanding is needed of 

how focal and brainwide signaling interact across a wide range of tasks, as even in these 

three studies, there are varying degrees of interaction between these aspects of the neural 

response. Although identification of statistical independence between focal and brainwide 

signals is an intriguing finding, whether behavior (supported by the brain's own 

mechanisms for reading out that mixed activity) can accomplish complete separation is less 

clear (Meister et al., 2013). 

 

To understand which sources of variability are actually noise, researchers will have 

to think more broadly about what the organism is doing, and what neural signals might be 

useful, or irrelevant but harmless, for task performance. Gründemann et al., Allen et al., 

and Stringer et al. espouse a holistic approach that moves away from single neurons and 

specific functions, and instead focuses on linking brainwide activity to behavior (see the 

figure). This bird's eye view helps to avoid the myopia associated with concentrating on a 

particular brain region or task, and that can reveal previously uncharacterized sources of 

signal and noise. The next challenge is to extend large-scale neural recording technologies 

to the much larger-sized brains of humans and other primates, in the context of tightly 

controlled behaviors. 

 

  

https://www.zotero.org/google-docs/?CQ1d3I
https://www.zotero.org/google-docs/?fxmSYe
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Chapter 4 

Discussion 

 

4.1 GENERAL THEORETICAL IMPLICATIONS  

The primate visual system is usually thought of as a hierarchical information 

processing system in which low-level features are extracted in early sensory areas and more 

complex representations are formed in the subsequent stages (Felleman & Van Essen, 

1991).  This form of cortical organization is often extended to encompass downstream 

areas as well, but perhaps this generalization is unwarranted.  Although the prevalence of 

feedback and lateral connections in the cortex is appreciated, a particular directional flow 

of information is usually assumed.  The work of this thesis suggests that parietal and 

prefrontal areas are better described by balanced recurrent connectivity rather than a serial 

multi-stage system.   

 

In the oculomotor system, where perception and action are so intimately linked, a 

continuously active recurrent network is natural.  For ecological reasons, the eyes must be 

able to quickly and flexibly adapt to interactions with the environment.  This system 

appears to have ongoing reciprocal activity that likely supports the recursive process of 

updating the position of the eyes based on visual input and cognitive demands.  Humans 

make saccades three or four times a second on average.  Hence, during natural behavior it 

makes sense for this circuit to be unceasingly active, and perhaps the differences in cortical 

organization are more suited to the fast, flexible, adaptable behavior of the primate 

https://www.zotero.org/google-docs/?lmJtOT
https://www.zotero.org/google-docs/?lmJtOT
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oculomotor system.  Moreover, that could be why persistent activity is more readily 

observed in primates than in rodents.   

 

The experiments in this thesis suggest more nuanced changes in the dynamics and 

connectivity of the network during working memory, rather than the dramatic changes in 

activity that the averaged single-neuron “persistent” activity might imply.  Therefore, these 

findings point to models of working memory that rely on a stable subspace or attractor 

dynamics that perhaps have a distributed architecture.    

 

Heterogeneous populations and mixed selectivity may be a natural feature of 

strongly recurrent networks, and could be useful for integrating sensorimotor 

information.  Some recent work suggests that mixed selectivity at the level of single 

neurons may actually allow for a simpler (linear) readout at the level of a population code 

(Fusi, Miller, & Rigotti, 2016).  A readout from highly specialized neurons, on the other 

hand, would require a complex (non-linear) readout scheme to generate responses to 

multiple task-relevant variables.  The idea that correlations can be detrimental to 

population coding assumes homogeneous populations.  Theoretical work has shown that 

correlations can actually be beneficial or even irrelevant to heterogeneous populations 

(Ecker, Berens, Tolias, & Bethge, 2011).  On the whole, the findings of this thesis reinforce 

the importance of studying ensembles of neurons on behaviorally relevant timescales, 

rather than the average activity of single neurons. 

 

https://www.zotero.org/google-docs/?NixllX
https://www.zotero.org/google-docs/?ZTWiSa
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4.2 EXTENSIONS TO THE ANALYSIS 

This work sets the stage for a few immediate follow up investigations.  The GLM 

can be extended to incorporate latent dynamic terms that capture the time-varying nature 

of coupling on single trials.  This approach enables a more direct test of the potentially 

evolving dynamics in attractor models.  The dynamic coupling parameters could identify 

the continuous drift or stable maintenance of an attractor state over the course of a 

trial.  Furthermore, using a similar approach to Wimmer et al. (2014), this analysis can be 

used to compare deviations in the attractor state to the trial-by-trial variability in the 

behavior (the error between the saccade endpoint and the target).  Not only would the GLM 

approach capture single-trial dynamics, but the task used in this thesis would be better 

suited to such an analysis because the delay period is variable and the location of the target 

is continuously varied in space.   

 

Another natural extension of this work involves developing new mechanistic 

models that are both informed and constrained by the data.  Although many of the findings 

in this thesis corroborate the basic architecture of attractor networks, some of the specific 

features of the existing frontoparietal model were inconsistent with the data.  Revision of 

this model will encourage a reevaluation of the mechanisms involved in working memory 

and decision making in the frontoparietal circuit.  One challenge for these models is to 

incorporate heterogeneous populations of neurons, which is a prevalent feature of both LIP 

and FEF.  The next step will be to build a model with two recurrently connected networks 

of heterogeneous neurons using the magnitudes and time courses of coupling from the data.    

     

https://www.zotero.org/google-docs/?LAfKzS
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4.3 COMPLEMENTARY WORK IN MARMOSET  

To truly understand the computations performed by a population of neurons, we 

must observe the activity of as many neurons as possible for as long as possible.  Although 

simultaneously recording from ensembles of neurons in LIP and FEF is a large technical 

step forward, and allowed us to look at interneuronal correlations in a way that was not 

possible before, these are still relatively small samples of neurons.  The linear probes (with 

24 or 32 channels) that were used in these experiments are state-of-the-art for acute 

recordings in macaques, but as recording technologies progress the number of neurons one 

can record from is ever increasing.  The next generation of chronically-implanted electrode 

arrays promises a massive increase in channel count, but with the limitation that they sit on 

the surface of the brain.  In macaque, many brain regions of interest, such as area LIP, are 

buried deep within a sulcus and are thus inaccessible to chronic arrays.  Marmosets, on the 

other hand, are small primates that have relatively smooth brains, and therefore are a prime 

candidate for these new electrophysiology tools.  A current complementary line of work 

involves extending the paradigm of this thesis to very large-scale chronic recordings in 

marmoset.  Critically, their visual system and visual behavior is very similar to macaques 

(Mitchell, Reynolds, & Miller, 2014).  Using the marmoset as a model affords the dual 

benefits of continuing to study the primate brain, and enabling the use of large-scale 

chronic electrode arrays in the usually-inaccessible regions of interest.    

 

A limitation to using marmosets is that they are harder to train than macaques, and 

perhaps have a more limited attention span, but our current work demonstrates that 

marmosets are able to perform a memory-guided saccade task (unpublished).  Comparing 

the behavior between macaques and marmosets could reveal interesting differences in their 

working memory capabilities.  Potential limitations in working memory could be teased 

https://www.zotero.org/google-docs/?WpC5nR
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apart by looking at the sources of saccadic error.  In macaques, it’s been observed that there 

are two distinct sources of variability in saccade endpoints in a memory-guided saccade 

task (White et al., 1994).  There is systematic error due to the location of the target in the 

visual field (i.e. upper or lower visual field, its eccentricity etc.), and there is variable error 

that scales with the duration of the delay period, consistent with working memory declining 

as a function of time.  Marmosets could display matching effects in both cases, or perhaps 

their systematic error is the same but their variable error grows more steeply than the 

macaques.  Comparing such behavioral differences to the robustness of persistent activity 

in each animal could elucidate the relationship between stable sustained activity and 

working memory performance.            

 

4.4 RELEVANT RESEARCH IN RODENTS  

This dissertation has focused on investigations into persistent activity in the primate 

cortex, but several recent studies have begun to elucidate the mechanisms of persistent 

activity in rodent models as well.  The ability to identify and probe neural circuits with 

optogenetic techniques has enabled more direct investigations into the distributed networks 

involved in persistent activity.  Specifically, several studies have independently highlighted 

the role of the thalamus in maintaining persistent activity (Bolkan et al., 2017; Guo et al., 

2017; Schmitt et al., 2017).   

 

Two of these studies investigated the connectivity between the thalamus and the 

PFC.  Bolkan et al. (2017) inhibited specific pathways and found that activity from the 

thalamus to the PFC mediated the maintenance of working memory, and activity from PFC 

to the thalamus mediated the animal’s choices.  The thalamus was shown to be necessary 

https://www.zotero.org/google-docs/?eBNOji
https://www.zotero.org/google-docs/?CZWUb2
https://www.zotero.org/google-docs/?CZWUb2
https://www.zotero.org/google-docs/?rUUtGr
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for persistent activity in the PFC, and enhancing activity in the thalamus was sufficient to 

increase task performance.  Schmitt et al. (2017) found that thalamic activity amplifies the 

local connectivity in PFC, and maintains PFC activity that reflects category information 

without transmitting category-specific information itself.  Both of these studies emphasize 

the role of the thalamus in maintaining PFC persistent activity in task-dependent ways.  

Historically, the function of the thalamus has been considered more of a passive relay 

station for sensory information, but it’s clear from these experiments that the thalamus 

plays a more active role than previously thought (Acsády, 2017).    

 

Another interesting line of work comes from Svoboda and colleagues.  They 

reported that persistent activity in the mouse premotor and motor cortices is robustly 

maintained by activity between hemispheres (Inagaki, Fontolan, Romani, & Svoboda, 

2019), and in thalamocortical to frontal loops (Guo et al., 2017).  Crucially, only one 

hemisphere of the motor cortex was sufficient to produce persistent activity, but the second 

was required to reinstate the activity after transient inactivation with optogenetics.  In 

addition, silencing activity in the motor cortex diminished activity in the thalamus, but in 

the converse experiments, silencing activity in the thalamus totally abolished persistent 

activity in the motor cortex.  Clearly, these studies point to the distributed nature of 

persistent activity and the central role of the thalamus in maintaining it.  Recently, they 

have also found evidence for discrete attractor dynamics in the mouse motor cortex 

(Inagaki et al., 2019).  The activity of motor neurons was observed to move toward discrete 

end points that corresponded to movement directions, and this activity was either robust to 

transient perturbations, or displaced to a different end point, and a subsequently incorrect 

movement.  This may be the most direct evidence to date for a particular model of 

persistent activity.       

https://www.zotero.org/google-docs/?GXvQMN
https://www.zotero.org/google-docs/?prPkcL
https://www.zotero.org/google-docs/?XE6zY8
https://www.zotero.org/google-docs/?XE6zY8
https://www.zotero.org/google-docs/?rPFZQE
https://www.zotero.org/google-docs/?2ZsODB
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4.5 TOWARD A UNIFIED APPROACH TO NEURAL CIRCUIT CHARACTERIZATION  

Despite great strides in uncovering specific mechanisms of persistent activity, 

rodent models still have many limitations.  It is unclear how many of these findings will be 

applicable in primates.  The particular differences in the anatomy and physiology of the 

regions of interest between rodents and primates is massive.  Furthermore, experiments in 

rodents often focus on prolonged motor-preparatory activity in subcortical and motor 

regions during very simple movement behaviors.  It’s unknown how this sort of persistent 

activity relates to the activity observed in higher cortical areas in the primate brain (that 

have no clear rodent homologue), and subserve something more akin to working 

memory.  Even if many signals in the primate brain turn out to be similar to sustained pre-

motor activity, humans must be able to flexibly encode and maintain information in support 

of higher cognitive functions.  Therefore, using more complex tasks and directly studying 

brain regions that are unique to primates is critical for translating the findings to the human 

brain.   

One of the obvious limitations of the experiments in this thesis is that we can only 

observe the spiking activity of neurons and must, therefore, infer the connectivity of the 

network, but these are the important first steps toward teasing apart the relative 

contributions of LIP and FEF to working memory.  As the next generation of genetic tools 

are adapted for use in primates, huge strides will be made towards addressing questions of 

circuit connectivity.  The ability to specifically label and manipulate particular cell types 

will be invaluable for directly interrogating the connections between areas (Galvan et al., 

2017).  But, a unified approach that combines statistical, neurophysiological, and 

anatomical characterizations of circuit connectivity will undoubtedly be necessary to fully 

understand the mechanisms of persistent activity during working memory in the 

frontoparietal network (Kim, Adhikari, & Deisseroth, 2017).    

https://www.zotero.org/google-docs/?N1BR2a
https://www.zotero.org/google-docs/?N1BR2a
https://www.zotero.org/google-docs/?QA40NM
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