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The rapidly increasing size of data is becoming a major challenge for

both humans and machines to process. While more data means more infor-

mation and less uncertainty, and consequently better performance, more data

also means more processing time and more storage. This motivated my thesis

which is centered around finding ways to cut the size of data shown to humans,

as well as data fed into machine learning algorithms, without compromising

the performance.

First, in the context of human decision making, we aim at reducing

and reordering the data to show to a human subject to enhance their decision

performance. We propose a statistical model for human decision making that

incorporates cognitive biases. We then propose an algorithm that allows, in

polynomial time, to construct an ordered subset of the data so that the human

performance approximately matches the optimal performance.
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Second, we propose an algorithm for selecting a subset of the training

data to train the SVM on. The algorithm optimizes a submodular set func-

tion, that represents the diversity and the relevance of the subset considered,

while providing some performance guarantees. We then propose an algorithm

for selecting a weighted subset of the training data to train the SVM on.

The weighted subset construction is based on constructing the maximal inde-

pendent set of the graph induced by the approximate nearest neighborhood

properties of the dataset.

Third, we propose two algorithms for online selective training for neu-

ral networks. The first method is based on picking batches that maximize

the reduction in entropy of the estimator. The second method consists of

constructing the batches such that all the datapoints included have predicted

probabilities under some threshold. Our approaches allow to keep the epoch

based framework of training neural networks, and to make the decisions based

on up to date values.

viii



Table of Contents

Acknowledgments v

Abstract vii

List of Tables xiii

List of Figures xiv

Chapter 1. Introduction 1

1.1 Machine aided human decision making . . . . . . . . . . . . . 1

1.2 Instance selection methods for machine learning . . . . . . . . 3

1.3 Selective training . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.4 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

1.4.1 Statistical model for the human biased information pro-
cessing . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

1.4.2 Algorithm for data selection and ordering of data pre-
sented to humans . . . . . . . . . . . . . . . . . . . . . 8

1.4.3 Subset selection for efficient SVM training . . . . . . . . 9

1.4.4 Weighted subset selection for efficient SVM training . . 9

1.4.5 Selective training of neural networks in the sequential set-
ting . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

1.5 Organization . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

Chapter 2. Data reduction and ordering methods for enhanced
human decision making 11

2.1 Related work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

2.2 Statistical model for human information processing . . . . . . 13

2.2.1 Binary hypothesis testing problem . . . . . . . . . . . . 14

2.2.2 Biased information processing model . . . . . . . . . . . 16

2.3 Problem statement . . . . . . . . . . . . . . . . . . . . . . . . 18

ix



2.3.1 Problem formulation . . . . . . . . . . . . . . . . . . . . 20

2.4 Approximate solution for data selection and ordering algorithm 22

2.4.1 Approximate solution performance guarantee . . . . . . 22

2.4.2 Approximate subset sum algorithm . . . . . . . . . . . . 23

2.4.3 Proposed algorithm based on the approximate subset sum
algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . 24

2.4.4 Taking into account other variations from the approxi-
mate subset sum algorithm . . . . . . . . . . . . . . . . 26

2.5 Analysis of the new algorithm . . . . . . . . . . . . . . . . . . 28

2.5.1 Subset selection and ordering algorithm for biased infor-
mation processing . . . . . . . . . . . . . . . . . . . . . 29

2.6 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

2.6.1 Anchoring bias and results . . . . . . . . . . . . . . . . 30

2.6.2 Confirmation bias and results . . . . . . . . . . . . . . . 32

2.6.3 Anchoring bias. Case when the machine doesn’t know
the statistics of Y for Gaussian i.i.d. observations . . . . 33

2.7 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

Chapter 3. Training data reduction for faster SVM training 35

3.1 Related work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

3.1.1 Existing work on efficient SVM training . . . . . . . . . 36

3.1.2 Training data reduction . . . . . . . . . . . . . . . . . . 37

3.1.3 Training data reduction methods for SVM . . . . . . . . 38

3.2 Problem formulation . . . . . . . . . . . . . . . . . . . . . . . 39

3.2.1 Support vectors . . . . . . . . . . . . . . . . . . . . . . 42

3.2.2 Dual formulation insights . . . . . . . . . . . . . . . . . 42

3.3 Instance selection by leveraging submodularity . . . . . . . . . 43

3.3.1 Computing f(·) . . . . . . . . . . . . . . . . . . . . . . 44

3.3.2 Computing g(·, ·) . . . . . . . . . . . . . . . . . . . . . . 45

3.3.3 Approximation guarantees . . . . . . . . . . . . . . . . . 45

3.3.4 Submodular set function . . . . . . . . . . . . . . . . . . 47

3.3.5 Choice of the parameters . . . . . . . . . . . . . . . . . 49

3.3.6 Size of the subset . . . . . . . . . . . . . . . . . . . . . . 50

3.3.7 Greedy algorithm . . . . . . . . . . . . . . . . . . . . . 51

x



3.3.8 Analysis of complexity of the algorithm. . . . . . . . . 51

3.4 Weighted subset selection approach . . . . . . . . . . . . . . . 52

3.4.1 Weighted subset selection via maximal independent set
(MIS) . . . . . . . . . . . . . . . . . . . . . . . . . . . . 52

3.4.2 Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . 53

3.4.3 Performance guarantees . . . . . . . . . . . . . . . . . . 54

3.5 LSH for approximate nearest neighbors . . . . . . . . . . . . . 58

3.6 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60

3.6.1 Adult dataset . . . . . . . . . . . . . . . . . . . . . . . . 60

3.6.2 MNIST dataset . . . . . . . . . . . . . . . . . . . . . . . 61

3.6.3 Census dataset . . . . . . . . . . . . . . . . . . . . . . . 64

3.7 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

Chapter 4. Online selective training for faster neural network
training 68

4.1 Related work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69

4.2 Problem definition . . . . . . . . . . . . . . . . . . . . . . . . . 71

4.3 Approach 1 : Reduction of entropy of estimator . . . . . . . . 72

4.3.1 Logistic regression . . . . . . . . . . . . . . . . . . . . . 72

4.3.2 Algorithm and practicalities . . . . . . . . . . . . . . . . 75

4.4 Approach 2: Thresholding based selective training . . . . . . . 77

4.5 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78

4.5.1 Results on CIFAR10 . . . . . . . . . . . . . . . . . . . . 78

4.5.2 Evaluation pausing scheme . . . . . . . . . . . . . . . . 81

4.5.3 Results on CIFAR10 using VGG network . . . . . . . . 83

4.5.4 Results on CelebA dataset . . . . . . . . . . . . . . . . 85

Chapter 5. Conclusion 87

Appendices 89

Appendix A. Proof of Lemma.2.5.1 90

Appendix B. Proof of Lemma.2.5.2 92

xi



Appendix C. Proof of Theorem.3.3.1 95

Bibliography 98

Vita 117

xii



List of Tables

3.1 Performance comparison on MNIST dataset, 9 vs. all. . . . . . 63

4.1 Performance of algorithms on CIFAR10 dataset using ResNet 81

4.2 Performance of algorithms on CIFAR10 dataset under evalua-
tion pausing scheme . . . . . . . . . . . . . . . . . . . . . . . 83

4.3 Performance of algorithms on CelebA dataset . . . . . . . . . 86

xiii



List of Figures

2.1 ROC curves under anchoring bias . . . . . . . . . . . . . . . . 31

2.2 ROC curves under confirmation bias for data with high uncer-
tainty . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

2.3 ROC curves under confirmation bias for data with low uncertainty 33

2.4 ROC curves when the machine doesn’t know the statistics of Y 34

3.1 Error rate performance of the SVM classifier as a function of
the training time. . . . . . . . . . . . . . . . . . . . . . . . . . 61

3.2 Running time as a function of the training dataset size. . . . . 65

3.3 Error rate as a function of the size of the training dataset size. 66

3.4 Average distance between k-nearest neighbor for the census
KDD dataset. . . . . . . . . . . . . . . . . . . . . . . . . . . . 66

4.1 Accuracy versus epoch number using ResNet . . . . . . . . . . 80

4.2 Epoch duration versus epoch number using ResNet . . . . . . 80

4.3 Percentage of epoch trained on versus epoch using ResNet . . 80

4.4 Accuracy versus epoch number under evaluation pausing scheme 82

4.5 Epoch duration versus epoch number under evaluation pausing
scheme . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82

4.6 Percentage of epoch trained on versus epoch under evaluation
pausing scheme . . . . . . . . . . . . . . . . . . . . . . . . . . 83

4.7 Accuracy versus epoch number for CIFAR10 under VGG-11 . 84

4.8 Epoch duration versus epoch number for CIFAR10 under VGG-11 84

4.9 Percentage of epoch trained on versus epoch for CIFAR10 under
VGG-11 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

4.10 Accuracy versus epoch number on CelebA dataset . . . . . . . 85

4.11 Epoch duration versus epoch number on CelebA dataset . . . 86

4.12 Percentage of epoch trained on versus epoch on CelebA dataset 86

xiv



Chapter 1

Introduction

In this dissertation, we study and present solutions to problems related

to data reduction in two main areas: 1) Human decision making under cogni-

tive biases, using the framework of Bayesian Hypothesis testing and 2) Faster

training of machine learning algorithms, mainly the SVM algorithm and deep

neural networks.

1.1 Machine aided human decision making

Man and machine together can outperform man and machine alone.

This is because they are good at different tasks (Moravec’s paradox) [95]; Men

are better at intuitive tasks while machine are better in more resource inten-

sive tasks. Fraud detection is an example where the cooperation of man and

machine is needed. Machine learning algorithms would be ideal to process the

large amount of data, and to detect the obvious cases. But uncertain decisions

should be reviewed by experts who can use their skills to make the right deci-

sion, or further expand the investigation and ask for more data for a specific

case. However, humans are not rational decision makers. They are subject

to cognitive biases; heuristics that can lead them to wrong decisions [47, 112].
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And so to go beyond the overall detection rate of machines, one needs to de-

termine what to show to a human being and in what order to maximize the

chance that the human being will pick up the new fraud mechanism. Several

cognitive biases have been studied in the literature[112]. To cite a few, anchor-

ing bias is the tendency of humans to emphasize the first piece of information

they receive, confirmation bias is the tendency to overemphasize data confirm-

ing one’s belief, and the selection bias the tendency to collect data confirming

one’s belief. Moreover, humans are not capable of processing large amount of

data efficiently [54].

Mitigation of cognitive biases has been thus a new key into enhancing human

decision making. [15, 28, 36] proposed the use of serious games in order to

teach humans about their biases and how to avoid them. Another approach

has been to figure out what data to show to humans, and in which order,

in order to mitigate biases. A major challenge is to understand the complex

mechanisms behind human cognition, and further figure out the adequate sta-

tistical models that account for these biases, as well as fast algorithms that

can help humans in real time, while they are under decision making process,

to mitigate the biases. Additional challenges lie in learning these biases. And

hence the question that we are interested in answering in this thesis is: Is

there a way to cut down the amount of data presented to humans without

compromising the performance of their decision? Also, it has been shown that

the ordering of data affect their decisions, which leads us to the next question:

Is there a way to select and order data to be presented to a human subject

2



decision maker?

1.2 Instance selection methods for machine learning

Large amount of data is also a challenge for machines. With the explod-

ing amount of data, the storage of this data and the running time of algorithms

using this data is more expensive. Quadratic complexity algorithms are now

impractical, and the search of linear algorithms, and even sublinear algorithms,

is a way to deal with the problem. Another approach to solve this problem has

been finding a representative subset of the data, and training the algorithms on

the subset with provable guarantees. This has been known as supervised data

selection or instance selection. Coresets find weighted subset of the data with

guarantees on performance and sometimes on the size of the subset needed

[3, 11, 39]. Given a dataset X of labeled samples, the goal of training is to find

parameters Q of a classifier by optimizing a cost function Cost(X, Q) evaluated

over the entire dataset. A coreset is a small weighted summary of X having a

property that a solution to the optimization found on the summary is close to

the solution found on the full dataset. More formally, a weighted set C is called

an ε-coreset of the dataset X if |Cost(X, Q) − Cost(C, Q)| ≤ εCost(X, Q). If

this inequality holds only for the optimal solution Q∗ ∈ Q, then C is referred

to as a weak coreset; if the inequality holds uniformly for all Q in the set of

possible solutions Q, then C is called a strong coreset. Typically, finding a core-

set involves computing a sensitivity metric of each sample and constructing a

coreset via importance sampling. If the number of selected points exceeds a

3



lower bound that typically depends on the VC dimension or pseudodimension

[71], importance sampling with high probability generates a proper coreset,

i.e., the selected subset will with high probability satisfy the coreset property

[11]. However, importance sampling may suffer from instability which presents

a major drawback to methods that employ it.

The second group of subset selection methods for reducing complexity

of training classifiers rely on the notion of submodularity to approximately

determine the subset that maximizes a certain likelihood function. Such tech-

niques exploit diminishing returns property of the objective function (or an

approximation thereof) to optimize it using a computationally efficient greedy

algorithm that comes with performance guarantees. Examples include the

naive Bayes and the nearest neighbor algorithms [116].

Finally, various heuristics for performing instance selection have also

been proposed [18, 46, 119]. They include condensation, edition, and hybrid

methods, among others [75]. Condensation methods attempt to retain border

points, i.e., points close to those from the opposite class, and discard others.

For example, the condensation algorithm in [51] introduced the concept of

consistent training set, a subset that when used as a stored reference set for

the nearest neighbor rule, correctly classifies all of the remaining points in the

sample set. In contrast to condensation methods, edition techniques remove

border points in order to enhance the generalization capability of the algo-

rithms; this, however, implies lower reduction capability since the number of

internal points is typically higher than that of border points. Hybrid methods

4



aim at computing the smallest subset that allows removal of both internal and

border points. We are interested in the following question: is there a way to

combine relevance and coverage in order to pick a subset of training data? And

can we get some performance guarantees? We focus our study on the SVM

algorithm for many reasons. First, the algorithm is very powerful because it

allows to fit linear models as well as non linear models using a variety of possi-

ble kernels. The major challenge of SVM is the training time which, based on

the optimal algorithm, can have cubic complexity. Therefore, the SVM would

greatly benefit from a speedup and from reducing the training set.

1.3 Selective training

Deep neural networks are one of the most used machine learning models

recently. Their recent popularity is partly due to the emergence of GPUs which

offer high computation speed, along with other new concepts such as dropout

and ReLU activation function. Deep neural networks allow the approximations

of complex non linear models, as well as offer feature representation learning

for inputs like images and sounds. However, training neural networks is a

cumbersome task. Training neural networks can take days, and even weeks.

That’s why we are interested in accelerating neural network training.

The neural network optimization problem can be formulated as an em-

pirical risk minimization problem just like other machine learning algorithms.

Using gradient descent to solve this optimization problem by evaluating the

full gradient is extremely time consuming for the case of deep neural networks

5



due to the large size of the data. To reduce the computational cost, stochastic

gradient descent algorithms evaluate the gradient based on a single random

sample on each iteration, or a random subset of the data (i.e. a batch) in the

case of mini-batch SGD. This reduces the computational cost at the expense

of a higher variance of the gradient and therefore more iterations to reach the

optimal accuracy (even if the expectation of the stochastic gradient is the same

as that of the full gradient). In order to speed up neural network training, we

are interested in the following question. Would it be possibly to judiciously

pick the batches while training, and consequently speed up training? The mo-

tivation being that while training, some samples become more relevant than

others, and we could save time by focusing on points with high added value.

Some recent work has been looking into ways to selectively train SGD.

For example, [76] propose online batch selection methods to help SGD focus on

the most relevant training datapoints and progress faster, by selecting train-

ing materials with the highest loss, based on the latest known loss values. [6]

propose to do distributed neural network training based on distributed impor-

tance sampling, and show that this allows to reduce the gradient variance and

consequently fasten the training of fully-connected neural networks. [45] pro-

pose a sampler algorithm such that training data with more “learning value”

to the model are sampled more frequently. [105] propose an online hard exam-

ple mining (OHEM) algorithm for training region-based ConvNet detectors,

motivated by the fact that detection datasets contain a much larger propor-

tion of easy examples compared to hard examples, and so selecting these hard

6



examples with high loss can make training more effective and efficient. More

specifically, the algorithm selected hard region of interests in given images,

instead of the traditional random selection of region of interests. [50] propose

exploiting side information to speed up training by maintaining a distribution

over classes as opposed to over samples, where the distribution is proportional

to the average gradient magnitude in each class. The reason is that distribu-

tions maintained over samples and set apriori are independent of the progress

of the optimization process, and maintaining the distribution over samples

during training could be infeasible for large data. In our work, we also avoid

maintaining distribution over samples, and we keep the epoch-based sampling

scheme (sequential access) of the batches, which is easier to implement. There-

fore we are interested in the problem of selective training of neural network

for faster training, while keeping the epoch based framework, and we raise

the following question. Can we accelerate neural network training by selec-

tively training neural network in the epoch based framework in an up-to-date

manner?

1.4 Contributions

This dissertation focuses on studying data reduction and reordering

methods under two applications. First, this dissertation studies ways to cut

down and reorder data shown to humans so that their performance is as close

to the optimal performance. Second, we study ways to cut down the size of the

training data so that training SVM can be done faster without compromising

7



the accuracy. And finally, we study ways of judiciously choosing the batches

in the mini-batch SGD training of deep neural networks so that training is

accelerated also without compromising the accuracy.

1.4.1 Statistical model for the human biased information process-
ing

Humans’ irrational decision making is attributed mainly to the cogni-

tive biases they are subjected to [112]. In order to solve the problem of how to

present data to humans, we start by investigating how to depict the cognitive

bias effects in a statistical model for human decision making. More precisely,

we propose a modification of the traditional Bayesian Hypothesis test in or-

der to incorporate the effect of biases induced either from the start, or from

the pieces of observations shown to them. It is based on a psychology model

developed in [54].

1.4.2 Algorithm for data selection and ordering of data presented
to humans

The next problem is to figure out how to obtain the optimal decision

performance by selecting and reordering the data shown to humans. Based

on the model we derived, we propose an heuristic based on the approximate

subset sum algorithm to chose and reorder the relevant subset.

8



1.4.3 Subset selection for efficient SVM training

We study the problem of selecting a subset of data for training the

SVM classifier under requirement that the loss of performance due to training

data reduction is low. A function quantifying suitability of a selected subset is

proposed and shown to be submodular, and a greedy algorithm for solving the

subset selection problem is introduced. The algorithm is evaluated on hand

digit recognition and other binary classification tasks, and its performance is

compared to other selection methods.

1.4.4 Weighted subset selection for efficient SVM training

We propose a data reduction method that improves the speed of train-

ing the support vector machine (SVM) algorithm. In particular, we study the

problem of finding a weighted subset of training data to efficiently train an

SVM while providing performance guarantees. Relying on approximate near-

est neighborhood properties, the proposed method selects relevant points and

employs the concept of maximal independent set to achieve desired coverage

of the training dataset. Performance guarantees are provided, demonstrating

that the proposed approach enables faster SVM training with minimal effect

on the accuracy. Empirical results demonstrate that the proposed method

outperforms existing weighted subset selection techniques for SVM training.

9



1.4.5 Selective training of neural networks in the sequential setting

We propose two approaches that improve efficiency of neural network

training by actively training on the most relevant points in the training data

set. The first approach forms a batch that maximizes the reduction of the es-

timator’s entropy, while the second approach only trains on datapoints whose

predicted probability is below a predetermined threshold. Both techniques rely

on data metrics to speed up training while retaining the epoch-based neural

network training framework. The results demonstrate that the proposed meth-

ods enable significant reduction of training time in experiments on different

datasets and network architecture without compromising the accuracy.

1.5 Organization

The contributions of this dissertation are covered in chapters 2 through

4. In chapter 2, we propose a new statistical model for human information

processing that incorporates their cognitive biases. Then we propose an al-

gorithm for selecting and ordering a subset of the data, in order to mitigate

those biases. In chapter 3, we propose an algorithm for selecting a subset

of the training data to train the SVM on while minimally affecting the per-

formance. We then propose an algorithm for selecting a weighted subset to

train the SVM on, as well as some performance guarantees. In chapter 4, we

propose two algorithms for selective training of deep neural networks without

compromising the overall accuracy. The dissertation is concluded in Chapter

5.
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Chapter 2

Data reduction and ordering methods for

enhanced human decision making

Man-machine symbiosis can outperform man and machine alone in

several tasks, like fraud detection. This is because humans have some exper-

tise and experience that cannot be fully learned by the machine. On the other

hand, humans are not rational decision makers. They are subject to cognitive

biases; heuristics that can lead them to wrong conclusions [47]. For instance,

large scale problems cannot be handled by humans optimally. This motivates

us to study how to optimally combine man and machine in decision making

scenarios, where the human experts are the decision makers and the machine

mitigates their cognitive biases to transcend human limitations. More pre-

cisely, we study how to statistically model human cognitive biases based on

models from the psychology literature, and then we investigate the problem of

This chapter is based on the material from the publications [82, 83, 85]: S. Mourad and
Ahmed Tewfik “Cognitive Biases in Bayesian Updating and Optimal Information Sequenc-
ing”, IEEE International Conference on Acoustics, Speech and Signal Processing (ICASSP),
South Brisbane, Queensland, Australia, 2015, pp. 4095-4099, S. Mourad, Ahmed Tewfik
“Real-time Data Selection and Ordering for Cognitive Bias Mitigation”, IEEE International
Conference on Acoustics, Speech and Signal Processing (ICASSP), Shanghai, China, 2016,
pages 4393-4397, and S. Mourad, Ahmed Tewfik “Machine Assisted Human Decision Mak-
ing”, IEEE International Conference on Acoustics, Speech and Signal Processing (ICASSP),
2018, pp 6981-6985. The author of this dissertation contributed to the conception of the
research problem, theoretical developments and experimental validation.
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optimally combining the man and machine, by studying how a machine can

optimally select and order observations to humans in polynomial time, under

the general framework where humans know additional information through

their expertise that the machine has no access to.

2.1 Related work

Several cognitive biases have been studied in the literature [19]. As

an example of cognitive biases, we cite the anchoring bias where humans are

influenced by starting points or initial beliefs. In [27] and [53] the starting

point bias is modeled by the impact of the initial bid value on the willingness to

pay. Other biases are the confirmation bias where humans tend to emphasize

observations confirming their belief, and neglect observations contradicting

their beliefs. In [13], the belief update model is modified to account for

the confirmation bias in the context of auditing. The overconfidence bias is

investigated in [42], where they verify its existence in analyst earning forecasts.

In [54], Hogarth and Einhorn study the order effects in the update of belief.

More precisely, they point out that humans can be subject to the primacy

effect [7, 89] where humans emphasize the first set of information, and the

recency effect where the last set of information is emphasized. They show

also that with an increasing amount of data presented to them, subjects can

get tired and become less sensitive to new observations [54]. Moreover, in

[125], they show experimentally that different order in which information is

presented to humans can lead to opposite decisions.
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As part of the efforts to do cognitive bias mitigation, [36] proposes a

serious video game that detects some biases in the players’ performance and

teaches them how to identify and mitigate them through the use of feedback.

[15, 28] also uses serious games as a way to recognize and mitigate human

biases including the anchoring bias. An alternative to training humans in

order to reduce biases in their decisions is to modify the way decisions are

presented to them. In experiments that involved participants to play a game or

watch an instructional video, [80] proposes giving a single training intervention

during the experiments as an effective way to mitigate the biases addressed in

these experiments. In [5], the human bias is considered under the sequential

probability ratio test (SPRT) [68]. In this setting, data is shown to the

human subject until the latter reaches a confident decision and discards the

subsequent information, and hence this framework allows ordering of the data

rather than selection. In [4], the bias is modeled by modifying the thresholds

in the SPRT, and ordering is done based on the statistics of the data.

2.2 Statistical model for human information processing

In this section, we will propose a modification of the Bayesian updating

to model cognitive biases in human binary hypothesis decision-making. Other

models for cognitive bias in the literature are based on modifying the threshold

of the likelihood ratio test based on the SPRT [4], and hence would depend on

the specification of the test (limit on the probability of false alarm). However,

the proposed approach in this thesis modifies the sufficient statistics rather
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than the thresholds. It is adequate for modeling biases as it is based on

the belief adjustment model [54] which will be discussed later in this section.

Before introducing the proposed biased information processing model, we first

revisit the binary hypothesis testing problem.

2.2.1 Binary hypothesis testing problem

The goal of binary hypothesis testing is to decide between two hypothe-

ses H0 and H1 based on the vector Y of N observations yi, 0 ≤ i ≤ N . In

the continuous-valued case, Y ∈ RN , and Y admits the following probability

densities:

H0 : Y ∼ f(Y |H0)
H1 : Y ∼ f(Y |H1),

(2.1)

In our problem, we consider the N observations yi to be independent, and

we require that their distributions have low tail probabilities. For the sake of

simplicity, we will deal with Gaussian independent observations in the chap-

ter, and we specify later how to extend the results to any distribution with

bounded variance. So let’s first consider N independent Gaussian observations

yi distributed as follows under both hypotheses H0 and H1:

H0 : yi = Vi, ∀ 1 ≤ i ≤ N
H1 : yi = mi + Vi, ∀ 1 ≤ i ≤ N,

(2.2)

where Vi are independent with a Gaussian distribution N(0, σ2
i ), and mi is

the difference in the means under the two hypotheses. f(.|Hi) denote the

probability density function under hypothesis Hi, and let li denote the log-
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likelihood ratio for observation yi,

li = log(
f(yi|H1)

f(yi|H0)
) = (2miyi −m2

i )/2σ
2
i (2.3)

Note that, under the two hypotheses, li follows Gaussian distributions with

variances Var[li|H0] = Var[li|H1] = m2
i /σ

2
i . Moreover, we have E[li|H0] =

−m2
i /(2σ

2
i ) and E[li|H1] = m2

i /(2σ
2
i ). Let Li denote the cumulative log-

likelihood ratio up to the ith observation yi,

Li = log(
i∏

k=1

f(yk|H1)

f(yk|H0)
) =

i∑
k=1

lk (2.4)

Li follows Gaussian distributions with variances Var[Li|H0] = Var[Li|H1] =∑i
k=1m

2
k/σ

2
k and means E[Li|H0] = −

∑i
k=1m

2
k/(2σ

2
k) and E[Li|H1] =

∑i
k=1m

2
k/(2σ

2
k).

The Bayesian formulation of the binary hypothesis testing problem consists

of choosing the hypothesis which minimizes the average cost of the decision.

More precisely, we assume that there are costs Cij, 0 ≤ i, j ≤ 1, which rep-

resent the cost of deciding Hi when Hj is the true hypothesis. Further, we

assume that the prior probabilities of hypothesis H0 is P0 and of hypothesis

H1 is P1. Hence, we can define the Bayes Risk to be:

R =
1∑
i=0

1∑
j=0

CijP (Hi|Hj)Pj (2.5)

The optimal test that minimizes the expected cost given the data (Bayes risk)

is as follows:

γ(Y ) =
f(Y |H1)

f(Y |H0)
R
P0(C10 − C00)

P1(C01 − C11)
(2.6)

and equivalently,

log(γ(Y )) = LN R log(τ
(C10 − C00)

(C01 − C11)
) (2.7)
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where LN denotes the cumulative log likelihood ratio after observing the N

observations, and τ = P0

P1
. We define the threshold λ = log(τ (C10−C00)

(C01−C11)
) to be

the threshold to which the cumulative log likelihood ratio LN is compared.

2.2.2 Biased information processing model

In order to model the cognitive biases of human beings, we propose a

modification of the traditional Bayesian updating in Eq. 2.4 by introducing

adjustment weights wj when calculating the cumulative log likelihood ratio

and the Bayesian updating model is modified as follows:

Lbi = Lbi−1 + wili (2.8)

where Lbi denotes the biased cumulative log likelihood ratio, wi is the adjust-

ment weight that the subject gives to the new observation due to biases. The

coefficient wi is not restricted to a constant, and can be a function of past

observations. This allows modeling biases that are based on the current belief

at each step i, or biases that are induced by the nature of the data itself. For

example, the confirmation bias is modeled by giving high adjustment weights

to data confirming the hypothesis to which a human subject is biased, and

low adjustment weights to disconfirming data. Anchoring bias is modeled by

giving large adjustment weights to the early observations. And hence in the

biased case, the Bayesian hypothesis test performed by a human subject for

decision making is Eq.2.7 modified as such:

LbN R log λ (2.9)
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The biased Bayesian updating proposed in Eq.2.8 applies the framework

of the belief-adjustment model by Hogarth and Einhorn [54] to the classical

Bayesian update model. In other words, it incorporates the belief-adjustment

model to the Bayesian update in order to model the biases.

In the belief-adjustment model by Hogarth and Einhorn [54], humans

update their beliefs by subjectively weighing a new observation depending

on their current belief at the time of its acquisition. The degree of belief is

updated recursively at each time k when a new piece of evidence yk is received

as follows:

Sk = Sk−1 + vks(yk) (2.10)

where :

Sk is the degree of belief in some hypothesis given k pieces of evidence,

0 ≤ Sk ≤ 1,

s(yk) is the subjective evaluation of the kth piece of evidence, −1 ≤

s(yk) ≤ 1,

vk is the adjustment weight of the kth piece of evidence,

yk is the kth piece of evidence.

The adjustment weight vk for the kth piece of evidence is defined as:

αSk−1 for negative evidence (evidence supporting hypothesis H0), and
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β(1− Sk−1) for positive evidence (evidence supporting hypothesis H1)

where α is the sensitivity towards negative evidence (0 ≤ α ≤ 1), and β is the

sensitivity towards positive evidence (0 ≤ β ≤ 1).

This belief revision model has been validated through experiments [54] and is

hence adequate to model cognitive biases; It updates recursively the degree of

belief in a hypothesis using the adjustment weight vi to depict the subjective

processing of a new observation at each step i.

Therefore, mapping the Bayesian model to the belief-adjustment model as

in Eq.2.8 allows to statistically model the biased information processing of

humans. We note that this is valid for independent data, since the Bayesian

model additively updates the cumulative log likelihood ratio in the case when

the observations are independent.

2.3 Problem statement

In the context of binary hypothesis decision-making, consider a human

Bob subject to cognitive biases and a machine. Consider also vectors X,Y

and Z of independent observations. The data X is only available to humans

and represent their old knowledge or their expertise. The data Y represents

data very well understood by humans but poorly understood by the machine.

The data Z represents data better suited for the machine to process due to

the scale of the data and/or its nature. The machine has only access to Y

and Z. The machine will process Z and presents its decision based on Z to
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Bob. The machine will also select and order N ′ out of the N observations of

Y to show to Bob.

And so Bob, aside of the N ′ observations of Y which will be presented

to him, as well as the decision dZ based on data Z, knows a set of observations

X through his past experience and other past events he is aware of. Based

on all this data, Bob will make the final decision. Since Bob will be using a

Bayesian hypothesis test to decide the hypothesis, he will be setting a specific

threshold λ based on his estimates of the costs and the prior probabilities. The

problem is to find out which N ′ observations of Y , and in which order, should

the machine present to Bob such that his performance is optimal. We define an

optimal performance as being that of an oracle who knows X (known to Bob),

the N-sized vector Y (known to the machine), the data Z, and the threshold

λ (set by Bob). We define LB = LX + l(dZ) + LbN ′ = LX + l(dZ) +
∑N ′

i=1wili,

as the cumulative log likelihood ratio of Bob, where LX is the cumulative log

likelihood ratio of Bob based on observations X before seeing any observation

of Y , l(dZ) is log likelihood ratio based on the decision dZ of the machine, and

LbN ′ is the biased cumulative log likelihood ratio based on the N ′ sized subset of

the observations Y . We also define LO = LX+LZ+LN = LX+LZ+
∑N

i=1 li, as

the cumulative log likelihood ratio of the oracle, where LN is the cumulative

log likelihood ratio based on the observations Y , and LZ is the cumulative

log likelihood ratio based on the observations Z. For simplicity reasons, we

consider that l(dz) is equal to LZ . We also note that LX here is assumed to

remain constant as the human receives the observations yi. Dealing with LX
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changing with the observations yi is out of the scope of the chapter, and would

require interaction with the human being. Cases when LX could vary with new

observations are for example when humans recall new past observations when

shown a certain observation y. For simplicity of exposition, we consider that

the observations yi presented to Bob are distributed as described in Eq.(2.2)

under both hypothesis.

2.3.1 Problem formulation

The threshold used by Bob in Eq.2.9 and by the oracle in Eq.2.7 is

equal to λ = log(τ C10−C00

C01−C11
). The problem hence boils down to

argmin
K⊆[N ]:|K|=N ′

|R(LO, λ)−R(LB, λ)| (2.11)

where

R(LO, λ) =C10P0P (LO > λ|H0)

+ C01P1P (LO < λ|H1)

+ C00P0P (LO < λ|H0)

+ C11P1P (LO > λ|H1) (2.12)

is the Bayes risk of the oracle and

R(LB, λ) =C10P0P̂ (LB > λ|H0)

+ C01P1P̂ (LB < λ|H1)

+ C00P0P̂ (LB < λ|H0)

+ C11P1P̂ (LB > λ|H1) (2.13)
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is the Bayes risk of Bob, and where P̂ denotes the altered statistics of the sum

of the subset K of N ′ observations after selecting them from the complete set

of N observations.

Let PdO(λ) (PdB(λ)) and PfO(λ) (PfB(λ)) denote the probabilities of

detection and false alarm of the oracle (Bob), respectively. Hence the problem

can be rewritten as :

argmin
K⊆[N ]:|K|=N ′

|(C10P0 − C00P0)(PfO(λ)− PfB(λ))

− (C01P1 − C11P1)(PdO(λ)− PdB(λ))| (2.14)

This problem is solved when matching the tail probabilities of Bob and the

oracle without needing to figure out P̂ , but instead by making LB as close as

possible to LO. And now if the ordered subset K of N ′ elements is chosen such

that

LX + l(dZ) + LbN ′ − λ = LX + LZ + LN − λ (2.15)

and equivalently LbN ′ = LN (assuming l(dZ) = LZ), then the tail probabilities

are matched.

Therefore, we are interested in finding a subset K of N ′ observations

such that LbN ′ sums up to the target T = LN .

We note that here, we assumed that the priors of Bob are the true

ones. If Bob has biased priors (i.e. the cognitive biases are not only incurred

by the presented observations, but are present even before), then τb = η P0

P1
,
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where τb is the biased ratio of Bob’s priors, and η is a multiplicative factor

that incorporates the bias. And so if we define L̂bN ′ = LbN ′− log η, the problem

can be solved similarly by replacing LbN ′ with L̂bN ′ , and hence we would need

L̂bN ′ = LN , i.e. LbN ′ = LN + log η = T .

2.4 Approximate solution for data selection and order-
ing algorithm

2.4.1 Approximate solution performance guarantee

Given that finding a subset K of N ′ out of the N observations that

give a cumulative log likelihood ratio LbN ′ equals to the target T is not always

feasible, we need to find an approximate solution resulting in LbN ′ as close to

T as possible.

Lemma 2.4.1. Let LbN ′ be such that T− δ
2
≤ LbN ′ ≤ T+ δ

2
, then Q(

λ−E[LO|H1]+
δ
2

Var(LO)
) ≤

PdB(λ) and PfB(λ) ≤ Q(
λ−E[LO|H0]− δ2

Var(LO)
)

Proof.

T − δ

2
≤ LbN ′ =⇒ PdB(λ) ≥ P(T − δ

2
≥ λ− LX − LZ |H1) (2.16)

=⇒ PdB(λ) ≥ P(LO ≥ λ+
δ

2
|H1) (2.17)

=⇒ PdB(λ) ≥ Q(
λ− E[LO|H1] + δ

2

Var(LO)
) (2.18)

where (2.16) follows since PdB(λ) = P (LbN ′ + LX + LZ ≥ λ|H1), and

(2.17) follows by replacing T with its value. We prove similarly the upper

bound of PfB(λ).
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We note that the lower bound of PdB(λ) is smaller than the ora-

cle’s probability of detection PdO(λ) = Q(λ−E[LO|H1]
Var(LO)

), and the upper bound

of PfB(λ) is larger than the oracle’s probability of false alarm PfO(λ) =

Q(λ−E[LO|H0]
Var(LO)

).

2.4.2 Approximate subset sum algorithm

In order to find the subset K of N ′ observations which cumulative log

likelihood ratio LbN ′ is the closest to the target T , an exhaustive solution would

be to try all the N ′ permutations of observations, and chose the cumulative

log likelihood ratio which is the closest to the target T . However, this solution

is exponential in complexity if we let N ′ and N scale.

Another solution would be to use an algorithm based on the approximate-

subset-sum algorithm which is a FPTAS (fully polynomial-time approxima-

tion scheme) [79] for the subset sum problem, where the set of elements xi’s

corresponds to the set of log likelihood ratios li’s from which we are trying to

select a subset.

In the classical subset sum problem (S, t) [29], S = {x1, x2, ..., xn} denotes a set

or list of positive integers and a positive integer t represents the target. The

decision problem asks for a subset of S whose sum is as large as possible, but

not larger than t. This problem is NP-complete. The approximate subset sum

algorithm (S, t, ε) [29], for 0 < ε < 1, is a FPTAS for the subset sum problem

that approximates the optimal solution to within a ratio bound of 1 + ε, and

works as follows:
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Algorithm 1 Approximate subset algorithm (S, t, ε)

1: n ← |S|
2: R0 ← {0}
3: for i← 1 to n do
4: Ri ← MergeList(Ri−1, Ri−1 + xi)
5: Ri ← Trim(Ri , ε

2n
)

6: Remove from Ri every element greater than t

7: return the largest element in Rn

We note that in line 4 of Alg.1, adding a real number xi to the list

Ri−1 corresponds to the list Ri−1 where each element is increased by xi. Also,

trimming a list Ri by β = ε
2n

means removing as many elements as possible

such that every element that is removed is approximated by some remaining

element in the list. More precisely, if we denote by Ri
′ the list resulting from

trimming Ri by the parameter β, then ∀y ∈ Ri,∃z ∈ Ri
′ such that y ≤ z ≤

y(1 + β). The trimming function algorithm is shown in Alg.2.

The solution returned is within a factor 1 + ε of the optimal solution.

The running time is polynomial in both n and 1
ε
.

2.4.3 Proposed algorithm based on the approximate subset sum
algorithm

We would like to use Alg.1 in order to pick a subset of the observations

such that the sum of their log likelihood ratio
∑N ′

i=1 li is approximately the

closest to the target T , as stated in Sec.2.4. We will start by only considering
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Algorithm 2 Trim(R,γ)

1: m ← |R|
2: R′ ← {0}
3: last ← R[1]
4: for j ← 2 to m do
5: if R[j] > last(1 + γ) then
6: append R[j] to the end of R′

7: last ← R[j]

8: return R’

the selection problem in case of no bias, or when the bias is only dependent

on the observation like in the confirmation bias (And so in both of these cases

the order of the subset doesn’t matter). We will then extend this algorithm to

deal with other biases and ordered subset. We would like to deal with positive

and negative values in S, and we would like the cardinality of the subset to be

bounded by N ′. This problem is thus approximately solved by modifying the

approximate subset sum algorithm used in Sec. 2.4 as described below.

Algorithm 3 Modified approximate subset algorithm (S,T,ε)

1: n ← |S|
2: R0 ← {0}
3: G0 ← {0}
4: for i← 1 to n do
5: Ri ← MergeList*(Ri−1, Ri−1 + wili)
6: Gi ← MergeList*(Gi−1, Gi−1 + 1)
7: (Ri,Gi) ← Trim(Ri, Gi, N

′, ε
2n

)

8: return the closest element in Rn to T with size in Gn less than N ′

The list Gi keeps track of corresponding sizes of the elements in Ri,

and the use of it is explained in the next section.
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2.4.4 Taking into account other variations from the approximate
subset sum algorithm

There are several differences of the proposed algorithm with the usual

approximate subset sum algorithm described earlier in 2.4.2.

• The sign of the elements to select from:

The values li as well as the target T could be positive or negative. We

will show in Lemma.2.5.1 how the algorithm can still run in polynomial

time despite this modification. To deal with having positive and negative

numbers during trimming, we modify the trimming function such that

before trimming, and after sorting the input list R, we separate it into

a list of negative numbers Rneg (from highest to lowest value) and a

list of positive numbers Rpos (from lowest to highest value). Alg.4 is

applied to Rneg and Rpos separately resulting in Rneg ′ and Rpos′, and the

concatenation of Rneg ′ and Rpos′ gives the final output list. For Rpos, and

in line 8 of Alg.4, an element z of the list approximates another element

y of the list if z ≤ y ≤ z(1 + β). For Rneg, an element z approximates y

if z ≥ y ≥ z(1 + β) (i.e. line 8 of Alg.4 becomes R[j] < last(1 + γ)).

• The subset size restricted to N ′ or less:

We are interested in subsets with number of elements less than or equal

to N ′. To deal with this, we keep track of the size of every element

in the list R through another list G. By size of an entry we mean the

number of observations which sum resulted in this entry. We then modify
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the trimming function so that during trimming, the element with the

smallest size is the one kept in the output list, as shown in Alg.4, instead

of it being the first element in the input list R to be non approximated

by the previous values (represented by the element ‘last’), as shown in

Alg.2. More precisely, in Alg.4, the list Rtemp contains the element ‘last’

and all the elements approximated by it, and the list Gtemp contains the

corresponding sizes of the elements in Rtemp. But instead of adding ‘last’

to the output list as in Alg.2, the element in Rtemp with the smallest size

is added to the output list.

Algorithm 4 Trim(R,G,N,γ)

1: m ← |R|
2: R′ ← {0}
3: G′ ← {0}
4: last ← R[1]
5: Rtemp ← {last}
6: Gtemp ← {G[1]}
7: for j ← 2 to m do
8: if R[j] > last(1 + γ) then
9: f = argmin(Gtemp)

10: append Rtemp[f ] to the end of R′

11: append Gtemp[f ] to the end of G′

12: Rtemp ← {R[j]}
13: Gtemp ← {G[j]}
14: last ← R[j]
15: else
16: Append R[j] to Rtemp

17: Append G[j] to Gtemp

18: return R′, G′

Keeping the subset sum with the smallest size encourages to have more
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elements in the output list Rn of Alg.3 with size not exceeding N ′.

We note that the returned subset sum by the algorithm is not restricted to be

less than the target T and can exceed T , but it should be the closest element

in Rn to the target T with a size less than or equal to N ′. We note also that

instead of checking that the size of the returned element by the algorithm is

less than N ′ in the last step of the algorithm, we can do that in each step of

the trimming function, where all subset sums with size greater than N ′ are

trimmed. The analysis of the algorithm remains the same.

2.5 Analysis of the new algorithm

Next, we analyze the running time of the algorithm. We show that the

algorithm has a polynomial complexity in 1
ε

and in the size of the data N .

Lemma 2.5.1. The time complexity of the proposed algorithm is O(N logN).

Also, the algorithm is polynomial in 1
ε
.

Lemma 2.5.2. Let’s denote by u∗ the value returned by Alg.3 (i.e. the closest

element in Rn to T with size less than N ′), and by y∗ the optimal solution (i.e.

the closest biased subset sum of length less than or equal to N ′ to the target T ).

Since |T | − δ
2
≤ |y∗| ≤ |T |+ δ

2
, then (1− ε)(|T | − δ

2
) ≤ |u∗| ≤ (1 + ε)(|T |+ δ

2
)

and thus the solution provided by the approximation algorithm is guaranteed

to be ε away from the target +/− δ
2
.
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2.5.1 Subset selection and ordering algorithm for biased informa-
tion processing

In the problem of selection of data to show under biases, and if the bias

doesn’t only depend on the observation itself, then different permutation of the

same subset leads to different answers (For example if the bias wi depends on

the position of the observation, i.e. the adjustment weight wi depends on the

index i of li as for the anchoring bias that kick in in the early observations).

And thus the ordering of observations matters. The subset sum algorithm

would need to be modified to account for all permutations of the same subset.

Notice how line 3 of Alg.1 restricts an order of appearance of the elements

in the subset sum. A heuristic to the limitation of the approximate subset

algorithm would be to redefine the list of initial elements as S+ where S+ is the

concatenation of N ′ copies of the list S: S+ = S ‖ S ‖ ... ‖ S with |S+| = NN ′.

Hence, S+ contains N ′ instances of each element of S, but only one of them is

allowed to be included in the final subset. This doesn’t give guarantees that

the solution of the algorithm is within bounds of the optimal solution, but this

heuristic allows the algorithm to potentially evaluate different permutations

of the same subset. Otherwise, if the total set if S+ = S, then the order in

which elements appear in the subset solution is restricted to be the same as in

S (This is the case for the example for the confirmation bias where the weight

of an observation depends on the corresponding observation, and hence the

order of the subset does not matter). So the modified approximate subset

sum algorithm designed in this section would be executed on S+, but now,
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at each time a new element of S+ is added to list of subset sums (in line 4

of Alg.3), we make sure that the existing subset sum value does not include

the same element more than once (In Mergelist while merging the lists, we

only keep sums that don’t include repeated elements.) Another modification

for accounting for biases is in the Mergelist step, where when adding the log

likelihood ratio li, we incorporate its corresponding adjustment weight wi. The

running time of the algorithm would become O(NN ′ logN).

2.6 Results

2.6.1 Anchoring bias and results

In the anchoring bias, the first observations of Y are given the highest

weight, and the subsequent observations are given small adjustment weights.

We set N ′ = 0.2N , i.e. the machine needs to retain and order only 20% of

Y . The machine has access as well to the set of observations Z as discussed

earlier, and shows to human dZ as well as the ordered subset of Y of size

N ′. The oracle has all the data X, Y and Z. The data Y in this case is

assumed to have high uncertainty. In Fig. 2.1, we plot the Receiver Operating

Characteristic (ROC) curve (blue) corresponding the optimal performance of

the oracle. The ROC curve corresponds to the probability of detection in

function of the probability of false alarm at various discrimination threshold

settings. We plot the corresponding ROC of Bob under the anchoring bias, in

green when using the approximate subset sum algorithm to order the subset

of observations of Y shown to him, and in yellow when using a random subset
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Figure 2.1: ROC curves under anchoring bias

Figure 2.2: ROC curves under confirmation bias for data with high uncertainty

to show to Bob. We plot as well as the ROC of the machine in blue based

on Y and Z. In this simulation and the subsequent simulations, the trimming

function used keeps subset sums with N ′ or less observations. The results

in Fig. 2.1 shows that for the anchoring bias model, the algorithm described

allows obtaining the ROC curve (green) close to the optimal ROC curve (red),

and outperforms the machine alone. In this example, N was taken to be 20,

N ′ equal to 4.
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2.6.2 Confirmation bias and results

For the confirmation bias, the adjustment weight wi depends on the

value of the current log likelihood ratio li. We model the bias by assigning

small adjustment weights wi to log likelihood ratios li contradicting a given

hypothesis, and wi close to 1 for li supporting this hypothesis. Since wi only

depends on the current observation, different permutations of the same set of

observations would lead to the same sum, and hence the modified approximate

subset sum algorithm can be used with the values li drawn from the list S and

not S+ (And thus the running time is O(N log(N))).

We simulate the performance of the algorithm whenever the hypothesis sup-

ported by the subject is H0.

As shown in Fig. 2.2, the algorithm gives a ROC curve (green) nearly

overlapping the optimal ROC curve (red), mostly for high probability of de-

tection. The ROC of Bob under the proposed algorithm outperforms that of

the machine, and that of Bob presented with randomly selected observations

of Y (yellow ROC).

We then simulate the same problem but using data Y with low un-

certainty. In this case, the human and machine have closer performances as

shown in Fig. 2.3.
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Figure 2.3: ROC curves under confirmation bias for data with low uncertainty

2.6.3 Anchoring bias. Case when the machine doesn’t know the
statistics of Y for Gaussian i.i.d. observations

In the previous cases, we have assumed that the machine knows the

statistics of Y. However, in some cases, the machine doesn’t know the distri-

bution of Y. If we assumed these unknown distributions are i.i.d. Gaussian,

then we can still apply Alg.3 in the case of biases that don’t depend on the

log likelihood ratio values, like the anchoring bias. However, the set S should

be the set of observations yi instead of the set of log likelihood ratio li as done

before. The algorithm would be used to match
∑N ′

i wiyi to
∑N

i yi, instead of∑N ′

i wili to
∑N

i li, since the machine doesn’t know the statistics of Y to com-

pute the log likelihood ratios. This is possible since when the observations are

i.i.d. Gaussians, the optimal test boils down to comparing
∑N

i yi to a thresh-

old, and so as long as wi doesn’t depend on the log likelihood ratio value of

the observations, the proposed algorithm can be used to optimally select and

order a subset of Y to show to the human being even when the machine doesn’t

know the statistics of Y. Fig. 2.3 shows that under the anchoring bias, using
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Figure 2.4: ROC curves when the machine doesn’t know the statistics of Y

the proposed algorithm to select and order N ′ observations of Y to show to

Bob leads to a ROC (green) close to the optimal ROC (red), and outperforms

randomly selecting the observations (yellow ROC).

2.7 Conclusion

In this chapter, we provided a model for cognitive biases in human

binary hypothesis decision-making. We then proposed an extension of the

approximate subset sum algorithm in order to select and order N ′ out of N

Gaussian independent observations to show to a biased human being. Em-

phasizing the right subset of data to show to a human being and presenting

it in the right order would allow cutting down on large amount of data while

optimizing human decision-making. We then analyzed the performance of the

algorithm and showed that it has a polynomial complexity, which means the

algorithm can be implemented in real time. We then verified through simu-

lations the performance of the algorithm under different biases including the

anchoring bias and the confirmation bias.
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Chapter 3

Training data reduction for faster SVM

training

The size of the data is exponentially increasing, leading to the dire

need of faster machine learning algorithms, and better ways to store the data.

Instance selection methods, or data supervision selection methods, are one

approach to tackle the big data problem, since they reduce the memory re-

quired to store the data and accelerate machine learning algorithms. They

mainly consist of selecting a subset of the training data to train on, instead

of training on the whole dataset, while providing approximation guarantees

on the performance of algorithms. More specifically for the SVM algorithm,

which traditional training time can be cubic in the size of the data, we are

interested in finding a subset such training the SVM only on the subset doesn’t

compromise the performance.

This chapter is based on the material from the publications [81, 84]: S. Mourad, H.Vikalo
and Ahmed Tewfik “Data Subset Selection for Efficient SVM Training.” 25th European Sig-
nal Processing Conference (EUSIPCO) IEEE, 2017, pp. 833-837 and S. Mourad, Haris
Vikalo and Ahmed Tewfik “Weighted Subset Selection for Fast SVM Training” 27th Euro-
pean Signal Processing Conference (EUSIPCO) IEEE, 2019. The author of this dissertation
contributed to the conception of the research problem, theoretical developments and exper-
imental validation.
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3.1 Related work

3.1.1 Existing work on efficient SVM training

In recent years, a number of algorithms that attempt to speed up train-

ing of SVM classifiers have been proposed in literature. Sequential Minimal

Optimization (SMO), a framework that aims to provide exact solution to the

optimization that arises in efficient SVM training, is focused on the dual prob-

lem and employs an active set of constraints to select a subset of the dual

variables. Unfortunately, SMO algorithms [62] converge slowly and have time

complexity that is super-linear in the size of the data set. Well-known solvers

developed for this framework include SVMLight [57] and LibSVM [24]. These

methods offer a speedup over tackling the SVM problem as a quadratic pro-

gram with linear constraints and solving it using e.g. Newton or Quasi-Newton

methods; The running time complexity of such techniques is cubic in the size

of the data, O(n3), while the memory requirement is quadratic, O(n2). To

reduce training time, a number of algorithms that provide approximate solu-

tion to the training problem have been proposed. LASVM [20] is an online

sequential minimal optimization procedure that iteratively constructs the set

of support vectors over P epochs, and then applies the SMO algorithm on the

constructed set. The computational complexity of LASVM is between O(n)

and O(n3), depending on the size of the set of selected candidate support

vectors. Another approximate training method is Pegasos [103], a stochastic

subgradient descent algorithm that solves the primal optimization problem.

Its running time for nonlinear kernels is O(n/λε), where λ denotes the regu-
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larization parameter of SVM and ε controls the accuracy of the solution. For

linear kernels, the running time of Pegasos is O(d/λε) where d denotes the

bound on the number of nonzero features in each example. Note that when

the linear kernel is used, LIBlinear [37], an online algorithm which employs

dual coordinate descent, has linear running time. Cutting plane approaches

such as SVM-perf [58] find a solution with accuracy ε in time O(nd/λε2); this

was further improved to O(nd/λε).

Data reduction, also referred to as instance selection, takes a different

approach to scaling machine learning algorithms to large scale data. In the

next subsection, we give a brief overview of instance selection methods in

general, followed by a discussion of the instance selection methods hitherto

used in the context of SVM training.

3.1.2 Training data reduction

In the literature, three main approaches have been proposed to perform

training data reduction. The first approach is known as coreset construction.

A weighted set C is called a ε-coreset of the dataset X if for all queries Q ∈ Q,

|cost(X, Q)−cost(C, Q)| ≤ εcost(X, Q). If the above only holds for the optimal

solution Q∗ ∈ Q, then it is called a weak coreset. If it holds uniformly for all

Q ∈ Q, then it is called a strong coreset. The coreset also provide some

lower bound of the size of the subset needed to provide these guarantees [11].

However, coreset methods are based on importance sampling which is sensitive

to errors.
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For certain machine learning algorithms like the Naive Bayes and the

nearest neighbor algorithms, [116] used submodularity to find the subset that

maximizes the likelihood of the overall data evaluated based on the subset

selected, which is the second approach to supervised subset selection. This was

made possible by the form (or approximated form), of the objective functions

used in these specific algorithms.

Finally, a lot of work has been done in proposing heuristics for per-

forming instance selection methods. These heuristics fall mainly in three cat-

egories: condensation, edition, and hybrid methods. Condensation methods

retain border points (points close to points from the opposite class). As an

example, Hart proposed in [51] the condensed nearest neighbor algorithm for

the nearest neighbor problem by introducing the concept of consistent train-

ing set, a subset capable of correctly classifying all instances [51]. Edition

methods, in contrast with condensation methods, aim at removing the bor-

der points, enhancing the generalization capability of the algorithms. Finally,

hybrid methods remove both internal and border points.

3.1.3 Training data reduction methods for SVM

Instance selection methods that have been developed for training SVMs

include the nearest neighbor SVM (NNSVM) [70] algorithm which considers

that intermixed points lead to overfitting and hence searches for the nearest

point to each point in the dataset and removes those whose nearest neighbor

is from the opposite class. However, the NNSVM algorithm is impractical
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for large datasets. In sampled SVM (SSVM) [40] and reduced SVM (RSVM)

[67], random sampling methods are employed to reduce the size of the training

set. Furthermore, in an attempt to enhance generalization, the authors of [33]

proposed an algorithm that performs k-means clustering and retains clusters

of points from the same class. In [23, 75, 124], data geometry is exploited to

make use of the centroids of classes in order to reduce the training set size.

In [66], the informative vector machine algorithm is proposed to effi-

ciently train sparse Gaussian process classification models. In particular, the

training is enabled by greedily selecting a subset of the training set such that

the conditional entropy of the approximated posterior is minimized; since the

entropy measure is shown to be submodular, the performance of greedy selec-

tion is guaranteed to be near optimal [102].

In [111], a coreset selection for SVM training using the core vector

machine algorithm is proposed. In particular, the algorithm draws upon con-

nection between SVMs and the minimum enclosing ball (MEB) problem en-

countered in computational geometry.

3.2 Problem formulation

Let V = {xi,ni=1 } denote a set of n training samples where xi ∈ Xd is a

d-dimensional feature vector and let yi denote the corresponding binary target.

To simplify handling of a bias term, the last dimension of every xi is equal to

1. We are interested in selecting a subset S of size t from V such that training

a SVM on S rather than V incurs minimal loss of performance. To this end,
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we consider the SVM training optimization problem; the minimization of an

objective that consists of the average hinge loss evaluated on the training set

V and a regularization term, i.e.,

min
w

1

|V|
∑
xi∈V

max(0, 1− yi(wTxi)) + λ ‖w‖, (3.1)

where xi, i = 1, ..., n, is the input vector and yi ∈ {−1, 1} is the target variable.

We define

Cost(V, w) = 1/|V|
∑
xi∈V

max(0, 1− yi(wxi))

to be the average hinge loss achieved by a classifier w and

Cost(V, w∗V) = 1/|V|
∑
xi∈V

max(0, 1− yi(w∗Vxi))

to be the average hinge loss achieved by the optimal classifier w∗V, i.e., w∗V is

the solution to optimization problem (3.1). Then the subset selection problem

can be formalized as

min
S
| Cost(V, w∗V)− Cost(V, w∗S)|

s.t. |S|/|V| ≤ η,
(3.2)

where η denotes the fraction of training data retained; η is a real number

between 0 and 1, where values closer to 0 correspond to more significant re-

ductions in the size of the training dataset. The dual of the objective function

in optimization (3.1) is of interest since it enables handling nonlinear classifica-

tion problems via kernels. In particular, the dual of (3.1) is readily expressed
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as the quadratic optimization problem

max
α

n∑
i=1

αi −
n∑
i=1

n∑
j=1

yiyjαiαjk(xi, xj)

s.t. C ≥ αi ≥ 0, ∀i
n∑
i=1

yiαi = 0,

(3.3)

where αi denotes the Lagrange variable and k(xi, xj) is the kernel function

quantifying similarity between xi and xj. If the kernel k(xi, xj) is defined to

be the dot product between xi and xj, then the separating hyperplane is a

linear function and Eq. 3.1 is the corresponding primal optimization. In case

of non linear problems, the dot products are that of some transformation φ(.)

of the data. Dot products in the transformed space are facilitated by the kernel

function, where the kernel function k(xi, xj) = φT (xi)φ(xj). The cost function

is now expressed in function of φ(xi) instead of xi. And so from now onwards

in this chapter, we will replace xi by φ(xi) in the cost expression such that for

example Cost(V, w) = 1/|V|
∑

i∈V max(0, 1− yi(wTφ(xi))). We note that the

samples with nonzero α are referred to as support vectors.

A combinatorial search over all possible subsets having cardinality less

than or equal to t would reveal the subset that provides the lowest error; how-

ever, such a search would clearly be impractical since it requires exponential

complexity. To enable computationally efficient subset selection, we seek to

exploit properties of support vectors that lead us to approximate solutions.
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3.2.1 Support vectors

An interesting feature of the support vector machine algorithm is that

the classification ultimately depends only on a subset of the training data, the

so-called support vectors. More precisely, the optimal separating hyperplane

w∗ is fully specified by a combination of the support vectors xi,

w∗ =
n∑
i=1

α∗i yiφ(xi),

where α∗i denote the optimal Lagrange multipliers and φ is the nonlinear trans-

formation facilitated by the kernel function (i.e., k(xi, xj) = φT (xi)φ(xj)). The

Lagrange multipliers α associated with non-support vectors are all equal to

zero. Therefore, training the SVM on the support vectors would result in

the exact same classifier as does training on the entire dataset, i.e., identi-

fying support vectors and using them for training would lead to no loss of

performance. Formally, the support vectors are the points within the mar-

gin or the misclassified points, i.e., the points xi for which it holds that

max(0, 1 − yi(w
∗φ(xi))) > 0. Hence identifying points at the border of the

classifier provides a way to find support vectors prior to training. This mo-

tivates our first step in the approach to reducing SVM training; finding the

border points.

3.2.2 Dual formulation insights

The dual problem formulation (3.3) suggests that whenever two samples

have targets yi and yj of opposite sign, high similarity between xi and xj
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(i.e., large value of k(xi, xj)) promotes large values of the corresponding αi

and αj. Therefore, such samples are likely to be support vectors. Moreover,

whenever yi and yj are of the same sign, high similarity between xi and xj is

undesirable which, in turn, promotes small values of the corresponding αi and

αj. This motivates us to declare the value of a subset as being large whenever

its elements that belong to the same class have low similarity while its elements

that come from opposite classes have high similarity.

3.3 Instance selection by leveraging submodularity

In this section we present our first approach to selecting a subset of

data for training binary SVM classifiers; in particular, we propose solving

optimization

argmax
S⊆V:|S|=t

H(S), (3.4)

where H(S) = F (S) +G(S), F (·) and G(·) denote set functions defined as

F (S) =
∑
xi∈S

f(xi), G(S) =
∑
xi∈S

∑
xj∈S,j 6=i

g(xi, xj),

f(·) denotes a function that quantifies value of a sample and g(·, ·) is a function

that captures the notion of similarity between two samples. In words, F (S)

captures relevance of subset S while −G(S) represents diversity (or coverage)

of the subset. Note that maximizing −G(S) promotes diversity of the selected

subset since, as we prove later in this section, points that are k-nearest neigh-

bors contribute in a similar fashion to the overall cost function and are there-

fore redundant; maximizing −G(S) penalizes the choice of redundant points
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and thus encourages the choice of diverse data points in S. The idea of jointly

optimizing relevance and coverage of a subset has previously been proposed in

the context of data summarization (see, e.g., [73]).

3.3.1 Computing f(·)

In order to compute f(·), we construct two locality sensitive hashing

(LSH) tables; in table L01 we evaluate k nearest neighbors from class 0 to each

sample from class 1, and in table L10 we compute k nearest neighbors from

class 1 to each sample from class 0. We define function f(·) that assigns a

binary value to each sample, e.g., f(·) assigns 1 to a sample from class yi if the

sample is one of the k nearest neighbors to any sample from class 1 − yi. In

order to compute the value of a sample from class yi, we use table Lyi(1−yi) to

check if the sample has been identified as one of the k nearest neighbors of any

sample from class 1 − yi. This procedure enables detection of the points on

boundaries but may also result in erroneously selecting outliers instead. A way

to address this issue is to let f(·) assign value 1 to a sample not only whenever

this sample is a k-nearest neighbor of a point from the opposite class, but also

whenever it is a k-nearest neighbor of a point from its own class. This helps

identify and reject outliers from a certain class that are surrounded by the

points from the opposite class.
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3.3.2 Computing g(·, ·)

In order to compute the values of g(·, ·), we construct two additional

LSH tables; in table L00 we compute k nearest neighbors from class 0 of each

sample from class 0, while in table L11 we compute k nearest neighbors from

class 1 of each sample from class 1. Let kyjyj be the number of nearest neighbors

identified when constructing Lyjyj . Given two samples i and j from the same

class, g(i, j) = 1/|S| if j and i are k-nearest neighbors or if they share a nearest

neighbor. In all other cases, g(i, j) = 0.

In the definitions of f and g, the concept of the nearest neighbor is

based on distance metric D(·, ·); note that D(x1, x2) should be proportional

to ‖φ(x1)−φ(x2)‖2, which for normalized K(xi, xi) is equal to 2− 2K(x1, x2).

For both the rbf kernel as well as the linear kernel, the Euclidean distance

D(x1, x2) = ‖ x1 − x2‖2 is a suitable metric.

3.3.3 Approximation guarantees

In this subsection we show that if subset S is selected from set V such

that G(S) = −
∑

xi∈S
∑

xj∈S,j 6=i g(xi, xj) is maximized, then the cost evaluated

based on w∗S, Cost(V, w
∗
S), will be close to the cost evaluated based on w∗V,

Cost(V, w∗V). w∗S is the optimal hyperplane trained on S, and w∗V is the optimal

hyperplane trained on V. Let α denote the normalized overcoverage defined

as

α =
1

2|V|
∑
xi∈S

∑
xj∈S,j 6=i

∑
xu∈Nij

max(0, 1− yu(wTφ(xu))). (3.5)
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where Nij = N(xi) ∩ N(xj), and where N(xi) denotes the set of the approx-

imate k nearest neighbor for data point xi. The overcoverage increases with

the number of points in the selected set S that are k-nearest neighbors or share

nearest neighbors with other points in S. Clearly, optimizing (3.4) discourages

high overcoverage. Furthermore, let β denote the undercoverage defined as

β =
1

|V|
∑

xi∈V∧xi /∈N(S)

max(0, 1− yi(W Tφ(xi))), (3.6)

quantifying the number of points in V which are not the nearest neighbor of

any point in S. Here N(S) = ∪xi∈SN(xi) denotes the approximate k nearest

neighbors of all the points in S.

Theorem 3.3.1. Let S denote a subset of points selected from set V. Assuming

that for any pair of k-nearest neighbors xi and xj there exists ε > 0 such that

‖φ(xi)− φ(xj)‖2 ≤ ε, then for any hyperplane w, ‖w‖2 = 1, it holds that

| Cost(V, w)− Cost(S, w)| ≤ ζw + µCost(V, w),

where ζw = ε+(1+| η−1| )(β+α), η = k
|V|/|S| , α and β denote the overcoverage

and undercoverage defined in (3.5) and (3.6), respectively, and µ = | η − 1| .

The proof is in Appendix.C.

Corollary 3.3.2. Let w∗S denote the optimal separating hyperplane based on

S, and w∗V denote the optimal hyperplane based on V. Then it holds that

Cost(V, w∗S) ≤
1 + µ

1− µ
Cost(V, w∗V) +

2

1− µ
max(ζw∗

V
, ζw∗

S
).
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Proof. The result follows from

Cost(V, w∗S) ≤ Cost(S, w∗S) + ζw∗
S

+ µCost(V, w∗S) (3.7)

which can be rewritten as

(1− µ)Cost(V, w∗S) ≤ Cost(S, w∗S) + ζw∗
S

≤ Cost(S, w∗V) + ζw∗
S

(3.8)

≤ Cost(V, w∗V) + ζw∗
V

+ ζw∗
S

+ µCost(V, w∗V) (3.9)

≤ (1 + µ)Cost(V, w∗V) + 2 max(ζw∗
V
, ζw∗

S
) (3.10)

where (3.7) and (3.9) are due to Theorem.3.3.1 and (3.8) holds because Cost(S, w∗S) ≤

Cost(S, w∗V) since w∗S minimizes the cost over S. And so

Cost(V, w∗S) (3.11)

≤ 1 + µ

1− µ
Cost(V, w∗V) +

2

1− µ
max(ζw∗

V
, ζw∗

S
) (3.12)

Note that in this case we assumed (1−µ) > 0. This is a fair assumption

to make since µ = |η − 1| should ideally be close to zero.

3.3.4 Submodular set function

Definition 3.3.1 (Submodularity). Let S be a finite set and 2S denote the

corresponding power set. A discrete set function f : 2S → R is said to be

submodular [43] if and only if

∀A,B ⊆ S, f(A ∪B) + f(A ∩B) ≤ f(A) + f(B). (3.13)
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For a finite set S this is equivalent to ∀A ⊆ B ⊆ S,∀j ∈ S\B,

f(A + j)− f(A) ≥ f(B + j)− f(B), (3.14)

i.e., function f satisfies the diminishing return property. If (3.14) is satisfied

everywhere with equality, then the function is called modular. Moreover, set

function f is monotone non-decreasing if f(A) ≤ f(B),∀A ⊆ B. We say that

f is normalized if f(∅) = 0.

Let f(S) be a positive monotone submodular function; then the op-

timization max f(S) s.t. |S| ≤ t corresponds to maximizing a submodular

function under cardinality constraint. Even though NP-hard, it was shown in

[88] that this problem can approximately be solved by a greedy algorithm with

the solution being within (1− 1/e) of the optimal value.

Lemma 3.3.3. H(S) in problem (3.4) is a monotone positive submodular func-

tion, and hence the solution to problem (3.4) via a greedy algorithm is (1−1/e)

optimal.

Proof. The objective function in (3.4) is formed as a difference of two set

functions. The first, which we denoted as the value function F (·), is a modular

function. The second, denoted by G(·), is a supermodular function. Therefore,

−G(·) is submodular and so is F (·) − G(·). Note that G(·) is supermodular

since ∀A ⊆ B ⊆ S, ∀xj ∈ S\B, G(A+xj)−G(A) =
∑

xi∈A g(xj, xi), G(B+xj)−

G(B) =
∑

xi∈B g(xj, xi), and hence G(B+xj)−G(B)− (G(A+xj)−G(A)) =∑
xi∈B\A g(xj, xi) ≥ 0 since g is a positive function. F (·) is modular since
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∀A ⊆ B ⊆ S,∀j ∈ S\B, F (A + xj)− F (A) = f(xj) = F (B + xj)− F (B).

Furthermore, the objective function is monotone. Note that F (A + xj) +

G(A + xj) − F (A) − G(A) = F (A + xj) − F (A) + G(A + xj) − G(A) =

f(xj)−
∑

xi∈A g(xj, xi). Since
∑

xi∈A g(xj, xi) ≤ k(1/k) ≤ 1, and since f(·) is

set to one, it holds that F (A + xj) +G(A + xj)− F (A)−G(A) ≥ 0.

3.3.5 Choice of the parameters

The number of nearest neighbors used to construct each LSH table

is a hyperparameter that can be adjusted and cross-validated. Recall that

L(1−yi)yi is the LSH table that records the samples from class 1− yi which are

k nearest neighbors of the samples from class yi; let myi(V) denote the number

of samples from class yi in the set V. When constructing L(1−yi)yi , we use only

γm1−yi(V) min(1/γ, 1/(m1−yi(V)/(m1−yi(V) +myi(V))))

randomly chosen samples from class yi and find their nearest neighbors from

the opposite class. γ is less than one, and so the first factor γm1−yi(V) ensures

that the number of points we select from class yi is at most equal to the nuber

of samples from class 1− yi. The factor

min(1/γ, 1/(m1−yi(V)/(m1−yi(V)+myi(V)))) ensures that if class 1−yi has sig-

nificantly more (less) samples than its counterpart, then min(1/γ, 1/(m1−yi(V)/(m1−yi(V)+

myi(V)))) will be close to 1 (γ). We empirically find that a good starting point

is γ = 0.1. For the hyperparameter k, starting value of 30 has led to good

performance in a wide range of empirical studies. As for the hyperparamter k

in tables Lyiyi and L(1−yi)(1−yi), and as an alternative to cross validation, we
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propose to construct them using an upper bound value. Then we examine the

average distance ε of a point to its kth nearest neighbor as a function of k,

where k varies from 0 to the upper bound value used to construct the tables.

An appropriate choice of k can be chosen as the largest value for which ε is

smaller than some predefined value (which depends on the desired approxi-

mation guarantee). Intuitively, we expect that with more data points, the

probability that a point has neighbors in its close proximity increases, and so

k would be larger. We detail this further in the results presented in Sec.3.6.

3.3.6 Size of the subset

Our aim is to cover the points in V for whom the value of f(·) is

equal to 1. Let H denote the subset of points in V with f(·) equal to 1. A

proxy for minimizing β in the previous section is to instead minimize β′ =

1
|H|

∑
xi∈H∧xi /∈N(S) 1. Note that a small value of β′ implies high coverage. The

size of the subset is determined by examining β′; in particular, points are added

(using the greedy scheme outlined in Section 3.7) until β′ exceeds a certain

predetermined threshold T1. Covering all the points comes at the expense of

compressibility (i.e., may lead to large subsets) as well as overcoverage. Hence

stopping when a majority of relevant points is covered offers a meaningful

compromise. Our results suggest that setting the threshold T1 = 0.75 leads to

a good performance of the scheme.
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3.3.7 Greedy algorithm

The greedy subset selection algorithm is summarized as Algorithm 5.

Note that we can ensure that the selected subset S is balanced i.e., that

myi(S) = myi(Vf )/m(Vf ), or that myi(S) = m1−yi(S), by modifying line 4

of Algorithm 5 to enforce that.

Algorithm 5 Greedy subset selection algorithm for SVM

Input: The dataset V = {(xi)ni=1}, subset size t, S = ∅.
Construct L00, L11, L01, L10.
while β̂′ < T1 do

for xj ∈ V do
Compute δxj = H(S ∪ {xj})−H(S) according to equation (3.4)

xi = argmaxxj∈Vδxj
S← S ∪ {xi}
V← V\{xi}

3.3.8 Analysis of complexity of the algorithm.

At each step, we choose the sample j that maximizes H(S ∪ {xj}) −

H(S) = f(xj) +
∑

xi∈S g(xi, xj), where S is the subset obtained in previous

steps. Computing f(xj) is O(1), and computing
∑

xi∈S g(xi, xj) is O(min(|S|, kyjyj)) =

O(min(t, kyjyj)), where kyjyj is the number of nearest neighbors used when

constructing Lyjyj , yj denotes the target of sample j, and t = |S|. This

holds because g(xi, xj) is either 1 or 0, and so
∑

xi∈S g(xi, xj) is the cardi-

nality of the intersection of the set of neighbors of xj and S. Let us in-

troduce k = max(k00, k11). The complexity of each step of the greedy al-

gorithm is O(nmin(t, k)), and hence the total complexity of the algorithm
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is O(ntmin(t, k)). Note that the time to construct the LSH tables is sub-

quadratic since each query time is sublinear.

3.4 Weighted subset selection approach

In this section we study a variant of the subset selection problem that

allows for assigning weights to samples, i.e., we are interested in finding a

weighted subset S = (zi, xi) of training data V where zi denotes the weight

assigned to point xi. For a weighted set, the cost is redefined as follows:

Cost(S, w) = 1∑
i∈S zi

∑
i∈S zimax(0, 1− yi(wTxi)).

3.4.1 Weighted subset selection via maximal independent set (MIS)

Definition 3.4.1 (Independent set). An independent set is a set of vertices

in a graph such that no pair of vertices are adjacent.

Definition 3.4.2 (Maximal independent set). A maximal independent set

(MIS) is an independent set that is not a subset of any other independent set.

A maximal independent set is also dominating. Given a graph G =

(V,E) with a set of vertices V and a set of edges E, a dominating set for the

graph G is a subset D of V such that every vertex not in D is adjacent to at

least one member of D.

Following the notation introduced earlier in the chapter, let H denote

the samples in dataset V having value f(·) equal to 1. Those are the border

points and hence the relevant points as discussed earlier. To find a weighted
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subset S and its corresponding weight vector z, we search for the maximal

independent set given the undirected version of the directed graph G(H,E)

defined as follows; the set of vertices of the graph corresponds to the set of

points in H, and the set of edges denoted by E is defined as follows; there exists

and edge between vertex h1 and vertex h2 if the data point corresponding h2

is a k-nearest neighbor from the same class of the data point corresponding to

h1, or vice versa. The number of nearest neighbors k is a parameter that can

be adjusted while constructing G and, consequently, used to control the size of

the subset S. As we show in Theorem 3.4.1, the lower the value of k, the tighter

the performance guarantees; unfortunately, this comes at the cost of increase

in the size of the MIS S. In general, the number of nearest neighbors for each

class is a hyperparameter that can be tuned. As shown in Section 3.3.5, in

order to find ki, for each class we determine the average distance of a point to

its ki nearest neighbors for various ki. We then select ki as the smallest value

such that the average distance is smaller than a predefined threshold.

3.4.2 Algorithm

Our sequential algorithm for finding a maximal independent set is for-

malized in Algorithm 6. The algorithm first constructs the undirected graph

described in Sec 3.4.1 after computing the approximate nearest neighbors in

each class. Then we randomly pick a data point h from the total set H, we

add the point to the set S, we assign to the point a weight z equal to one plus

the number of k nearest neighbors of h existing in H at the time we selected
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it, and then we remove the point h and its nearest neighbors in H from H.

We repeat until H is empty. Its runtime is O(|E|) = O(nk). We also note that

Algorithm 6 Greedy weighted subset selection based on MIS

Construct the undirected graph G from data.
Initialize S to an empty set.
V ← H

while V is not empty: do
Choose randomly a node v ∈ V

Add v to the set S

Remove from V the node v and all its neighbors in V.
Assign to node v a weight z equal to the numbers of neighbors of v in V

Return S, f

even though our approach doesn’t guarantee as specified in Eq. 3.2 that the

selected subset size will be under some fraction of the original dataset size,

increasing the number of nearest neighbors k decreases the size of the subset

S, at the expense of the tightness of the performance guarantee.

3.4.3 Performance guarantees

By constructing a weighted subset S as an maximal independent set of

G(H,E), the performance guarantees of Theorem 3.4.1 are as follows:

Theorem 3.4.1. Let S denote a maximal independent set constructed by se-

lecting points from set H as described in Alg.6. Assuming that for any pair

of k-nearest neighbors xi and xj from the same class, there exists ε > 0 such

that ‖φ(xi)− φ(xj)‖2 ≤ ε, then for any hyperplane w, ‖w‖2 = 1, it holds that

| Cost(H, w)− Cost(S, w)| ≤ ε.
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Proof.

Cost(H, w) (3.15)

=
1

|H|
∑
i∈H

max(0, 1− yiwTφ(xi)) (3.16)

=
1

|H|
∑
i∈S

∑
j∈N ′(xi)

max(0, 1− yjwTφ(xj)) (3.17)

=
1

|H|
∑
i∈S

ziE[max(0, 1− yCiwTφ(xCi))] (3.18)

where wTφ(xi) is the distance from the sample φ(xi) to the separating hyper-

plane w, N ′(xi) is the set of vertices adjacent to xi at the time xi is added to

the set S, i.e. |N ′(xi)| = zi and xCi is a random variable uniformly distributed

on N ′(xi).

Now,

Cost(S, w) (3.19)

=
1∑
i∈S zi

∑
i∈S

zi max(0, 1− yiwTφ(xi)) (3.20)

=
1

|V|
∑
i∈S

zi max(0, 1− yiwTφ(xi)). (3.21)

We note that
∑

i∈S zi = |V| by the MIS construction. We define Di =

E[max(0, 1− yCiwTφ(xCi))]−max(0, 1− yiwTφ(xi)). Therefore, deterioration
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of the objective due to selecting a subset of points can be bounded as

| Cost(H, w)− Cost(S, w)| (3.22)

= | 1

|H|
∑
i∈S

ziE[max(0, 1− yCiwTφ(xCi))]

− 1

|H|
∑
i∈S

zi max(0, 1− yiwTφ(xi))| (3.23)

= | 1

|H|
∑
i∈S

ziDi| (3.24)

≤ 1

|H|
∑
i∈S

zi| Di| . (3.25)

Moreover, the terms in the last summation can be bounded as

| Di| = | 1

zi

∑
j∈N ′(xi)

max(0, 1− yjwTφ(xj))

− 1

zi

∑
j∈N ′(xi)

max(0, 1− yiwTφ(xi))| (3.26)

≤ 1

zi

∑
j∈N ′(xi)

| max(0, 1− yjwTφ(xj)) (3.27)

−max(0, 1− yiwTφ(xi)| (3.28)

≤ ε (3.29)

where (3.26) follows since

E[max(0, 1− yCiwTφ(xCi))]

=
1

zi

∑
j∈N ′(xi)

max(0, 1− yjwTφ(xj))
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and

max(0, 1− yiwTφ(xi)

=
1

zi

∑
j∈N ′(xi)

max(0, 1− yiwTφ(xi)) (3.30)

and where (3.29) follows since

ε ≥ ‖φ(xi)− φ(xj)‖ (3.31)

≥ | yiwTφ(xi)− yjwTφ(xj)| (3.32)

≥ | (1− yiwTφ(xi))− (1− yjwTφ(xj))|

≥ | max(0, 1− yiwTφ(xi))

−max(0, 1− yjwTφ(xj))| (3.33)

In the above, (3.31) follows from the assumption in Theorem 3.4.1, and

(3.32) follows from the Cauchy-Schwarz inequality.

We can now write

| Cost(H, w)− Cost(S, w)| =
1

|H|
∑
i∈S

zi| Di|

≤ 1

|H|
∑
i∈S

ziε ≤ ε
1∑
i∈S zi

∑
i∈S

zi = ε
(3.34)

and hence | Cost(H, w)− Cost(S, w)| ≤ ε.

Corollary 3.4.2. Let w∗S denote the optimal separating hyperplane formed

using the points in S, and w∗H denote the optimal separating hyperplane formed

using the points in H. Then Cost(H, w∗S) ≤ Cost(H, w∗H) + 2ε.
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Proof.

Cost(H, w∗S) ≤ Cost(S, w∗S) + ε (3.35)

≤ Cost(S, w∗H) + ε (3.36)

≤ Cost(H, w∗H) + 2ε, (3.37)

where (3.35) follows from Theorem 3.4.1, (3.36) holds because w∗S minimizes

the SVM objective over S and thus Cost(S, w∗S) ≤ Cost(S, w∗H), and (3.37)

follows from Theorem 3.4.1.

To conclude, in this section we have shown that applying MIS on H

ensures construction of a subset S such that Cost(H, w∗S) ≤ Cost(H, w∗H)+2ε.

Ideally, we would like to establish Cost(V, w∗S) ≤ Cost(V, w∗H) + 2ε. Since H

aims to find the border points and thus identify support vectors, we anticipate

that Cost(V, w∗H) ≈ Cost(V, w∗H). The intuition behind this, as mentioned in

Section 3.2, stems from the fact that the hyperplane obtained by training on

the support vectors coincides with the hyperplane obtained by training on the

entire dataset.

3.5 LSH for approximate nearest neighbors

The problem of finding the closest sample to a given sample, typically

referred to as the nearest neighbor problem, is O(nd) if approached via linear

search, where n denotes the number of samples and d is the dimensionality

of the samples; this implies that finding the nearest neighbors for the entire
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dataset is quadratic in the number of samples. An alternative to identifying

the exact k nearest neighbors for each sample is to approximate them instead.

Intuitively, selecting k nearby neighbors, rather then the nearest, should lead

to approximately the same guarantees on the performance as those shown in

the previous section; recall that all we needed in order to make the arguments

in the previous section was that the neighbors of a point are at most ε away

from it. The results hold approximately due to a possibility of erroneously

considering a point as a neighbor, which when using LSH can be guaranteed to

have a very low probability. The main advantage of selecting nearest neighbors

rather then randomly choosing points within a small radius is not having to

determine a radius or adapt the radius to each point.

Many approximate nearest neighbor search algorithms have been proposed in

literature, the most popular being the kd-trees [17] and the locality sensitive

hashing [48]. While kd-trees are effective and work well for low to medium

problem dimensions, their queries become near linear at high dimensions. LSH

has been shown to work well even in high-dimensional settings and is thus our

method of choice for approximate nearest neighbor search. In particular, we

use LSH to approximately find k nearest neighbors to each sample. Given

a distance metric (e.g. Euclidean distance [31] or inner product [107]), LSH

with high probability groups similar data points. Several methods [9, 32] are

capable of performing LSH with sublinear query time and sub-quadratic space

requirements, and the approximate nearest neighbors set that they find is often

as good as the nearest one [32].
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3.6 Results

3.6.1 Adult dataset

We first evaluate our algorithms on the adult dataset from the UCI

machine learning repository. The target of the dataset is a binary value which

corresponds to whether a person income is more or less than $50k. The dataset

is divided into training data (32562 samples) and test data (16282 samples).

The SVM is trained on the subsets with penalty parameter C = 50 while

using the RBF kernel. We evaluate our Algorithm 5 and Algorithm 6 in

Figure 3.1 on the test data by plotting the error rate on the test data versus

the time to run the training algorithms. To benchmark the proposed methods,

we also evaluate performance of the core vector machine algorithm as well as

the optimal performance of running LibSVM on the entire dataset; note that

the dataset is imbalanced. We further compare all the algorithms with the

stratified random selection algorithm; its results are averaged over 10 runs.

The size of the selected random subset is comparable to the size of the subset

returned by MIS. We compare our techniques to the Core Vector Machine

algorithm which aims to find a coreset for SVM training; the core vector

machine algorithm is implemented using parameters specified in [111].

60



0 200 400 600 800 1000 1200
Time (s)

14

14.5

15

15.5

16

16.5

17

E
rr

o
r 

ra
te

 (
%

)
LibSVM using all data

MIS alg

Submodular max alg

CVM alg

Stratified random sampling

Figure 3.1: Error rate performance of the SVM classifier as a function of the
training time.

The figure demonstrates that the proposed algorithms are faster than

the CVM algorithm while achieving almost optimal accuracy. All the algo-

rithms outperform random sampling, which while being very fast offers rela-

tively poor performance.

3.6.2 MNIST dataset

We further test our subset selection methods for SVM training on the

MNIST handwritten digits database. We consider the binary classification

problem of the form ‘c vs rest’ where digit c is mapped for instance to class

9 while all other digits are mapped to class 0 (Digit 9 is chosen since it is the

hardest to classify). The training set is of size 50000 and the test set size has

10000 samples. Since the dimension of the data is large, constructing the k-
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nearest neighbor graph becomes challenging since LSH becomes increasingly

less efficient as dimension increases. To address this challenge, we turn to

wavelet transformation and find sparse representation of the images in the

dataset; this sparse representation is then used to construct the k-nearest

neighbor graph. More specifically, to reduce the data dimensionality, we only

keep those coefficients of the wavelet decomposition whose values exceed a

predetermined threshold. The k-nearest neighbor graph constructed based on

the thresholded wavelet representation is then used to perform subset selection.

Following this step, we train the SVM on the original data corresponding to

the selected subset, i.e., the wavelet transformation is used only to construct

the approximate k-nearest neighbor graph. For MNIST data, we computed

the 5-level wavelet decomposition and trim all coefficients less than 1. As it

turns out this reduces dimension of the representation to 50.

In Table 3.1, we report the results of using our algorithms to select a

training subset for ‘9 vs rest’ classification, and compare their performance to

random selection schemes, the core vector machine (CVM) algorithm as well

the LibSVM trained on all the data. To facilitate the competing methods, we

employ balanced random selection where the selected subset contains classes

in proportions identical to those in the original dataset. The random selection

algorithm results are averaged over 10 runs. For our algorithms, we set the

upper bound of kyiyi to 50 and for table Lyi(1−yi) we use kyi(1−yi) = 30. We

employ LSH with the Euclidean distance from the Falconn library [10] to match

the RBF kernel used in the SVM algorithm. After the subset is selected, we
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All data Alg1 Alg2 CVM Random sampling

Time 142.885 583.07 1195.42 55.2 6.9
Error rate(%) 0.65 0.61 0.72 0.66 0.929

F1 score 98.2 98.31 97.99 98.16 97.41

Table 3.1: Performance comparison on MNIST dataset, 9 vs. all.

run the SVM algorithm on the subset using the RBF kernel. The metrics used

for evaluating unbalanced datasets include the error rate as well as the F1

score on the test data, the harmonic mean of precision, and recall. Note that

after plotting for each class the distance of a point to its k nearest neighbor

versus k, we chose k to be 0 for both classes ‘9’ and ‘rest’. This might seem

counterintuitive since class ‘rest’ is nine times as big as class ‘9’ and hence

we expect it to have some redundancies and thus a larger k than class ‘9’.

However, class ‘rest’ is the union of all the remaining different digits, which is

why it is in fact not exceedingly redundant.

We notice that our proposed MIS algorithm gives near optimal Fscore

and accuracy, just like the CVM algorithm. Also, our proposed algorithms take

longer to run in this case than the optimal algorithm or the CVM algorithm,

and that is due to the overhead of constructing the LSH tables for relatively

small sized high-dimensional data. Another reason is that the MNIST data

didn’t have redundancies, and so we couldn’t benefit from our coverage based

data reduction. We fined tuned the CVM algorithm to obtain a small running

time, but also noticed that the hyperparameters for MNIST that we used of

C = 1000 and γ = 0.005 give a running time of 787s, error rate of 0.68 and
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F1score of 98.1.

3.6.3 Census dataset

The census dataset KDD is a dataset of 199523 training samples and

99762 test samples. It is a binary dataset of dimension 40. The dataset, just

like the adult dataset, has a target variable that specifies whether the salary

of a person is above or below $50k. In order to pick the number k of nearest

neighbor for each class, and as discussed earlier, we compute the LSH tables

for an upper bound on k (50 in this case), and then we plot for each class,

as shown in Figure 3.4, the average distance of a point to its approximate k

nearest neighbor in function of k. We then chose the desired average distance

and based on that chose the corresponding values of k for each class. In this

case, and after choosing the average distance to be 0.5, the value of k for class

1 is 30, whereas the value of k for class 0 is 5. We note that the number of

points from class 1 is larger than the number of points from class 0, which

contributes in having closer nearest neighbors in class 1 relative to class 0. In

order to simulate the effect of the size of the training data on the running time

of our two proposed algorithms, we plot in Fig. 3.2 the runtime (including

the preprocessing time for constructing the LSH tables) versus the size of the

training data; the training datasets are formed by taking random subsets of

varying sizes from the full dataset. We also evaluate the performance of the

CVM algorithm, and run LibSVM on the entire dataset. Note that we could

obtain a lower error rate for the CVM algorithm by decreasing the stopping
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rate criterion ε but its running time would increase drastically. (For example,

setting ε = 10−6 leads to the low error rate of 5.17 but the running time

goes up to 12024s). The figure shows that after 40000 samples of training

data, using LibSVM becomes costly. We also plot in Fig. 3.3 the error rate of

the algorithms versus the size of the training data. Our proposed algorithm

provided error rates very close to the optimal ones, i.e., those obtained using

all the data.
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Figure 3.2: Running time as a function of the training dataset size.
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3.7 Conclusion

This chapter addressed the problem of supervised data selection for

SVM training by exploiting the approximate nearest neighborhood properties

of the points in the training dataset. In particular, we proposed an algorithm

for unweighted subset selection that leverages submodularity to maximize the

relevance and coverage of the chosen subset. Relevance is evaluated by the

proximity of a point to the points from the opposite classes (border points),

while the coverage is achieved by avoiding to include in the selected subset the

points that are nearest neighbors or share nearest neighbors. As an alternative,

we proposed an algorithm that performs weighted subset selection by consid-

ering the graph whose vertices represent the relevant points in the dataset;

two vertices are connected by an edge if either one is the k-nearest neighbor

of the other. A greedy search for the maximum independent set of this graph

leads to a subset of data points that can be used to train an SVM with perfor-

mance guarantees. The proposed algorithms, particularly the weighted subset

selection scheme, outperform other selection approaches on several datasets

while achieving competitive running times. We have further shown that our

approach leads to best performing classifiers in cases where data is redundant.
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Chapter 4

Online selective training for faster neural

network training

Neural networks are state-of-the-art machine learning models used

in many fields including computer vision [65] and speech processing [34, 90].

However, with millions of parameters and increasingly larger datasets, training

deep neural networks is becoming very cumbersome and may last days or even

weeks. In this chapter, we are interested in speeding up the training of neural

networks by selectively choosing which datapoints to train on.

Numerous approaches have been proposed to improve the efficiency of

neural network training which primarily relies on stochastic gradient descent

(SGD), more specifically the mini-batch SGD method. Some approaches aim

to reduce the randomness of the gradient in SGD by using their past val-

ues to stabilize the gradient estimates. Those methods include momentum

[94], the stochastic variance reduced gradient descent [59], and the proximal

stochastic variance reduced gradient technique [121]. Another set of methods

This chapter is based on the material from the publication [86] S. Mourad, Haris Vikalo
and Ahmed Tewfik “Online Selective Training for Faster Neural Network Learning” 2019
IEEE Data Science Workshop (DSW). The author of this dissertation contributed to the
conception of the research problem, theoretical developments and experimental validation.
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aim to facilitate tuning of learning rates [63, 122]. A further family of tech-

niques adaptively adjust learning rate based on local curvature and gradient

[8, 98, 100], while competing methods adjust the learning rate according to

the gradient dimension [35]. An alternative to adjusting learning strategy is

to enhance SGD training by relying on the concept of selective training, i.e.,

not treating all samples as being equal but identifying and favoring “useful”

samples during training.

4.1 Related work

A number of techniques have recently been proposed to perform bias

selection of samples in SGD [87, 101, 123]; they are based on non-uniform sam-

pling of SGD, primarily via importance sampling. For instance, [123] shows

that importance sampling based on gradient magnitude reduces variance of

the gradient and hence improves the convergence rate. [101] bias the sam-

pling towards estimates of the Lipschitz constants of the gradients in order

to speed up the convergence of conditional random fields. Recent work has

shown that selecting datapoints can enhance training of neural networks, e.g.,

choosing harder examples can accelerate SGD by reducing variance of the gra-

dient [6, 21]. In [6], a set of workers search together for the most informative

samples and a single worker updates the model on samples selected by im-

portance sampling. The authors of [99] propose to accelerate learning in Deep

Q-networks by prioritizing the replay of the relevant experiments. In [76], sam-

ples are ranked with respect to their latest known loss value; the probability
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to be selected decreases exponentially as a function of the rank. The authors

of [105] propose an online hard example mining algorithm for region based

object detectors; the algorithm selects regions of interest incurring the highest

loss. This simplifies training of Fast R-CNN [49] by removing some heuristics

and hyperparameters and by improving the detection performance. In [50],

training instances are sampled by maintaining a distribution over classes in-

stead of over samples, thus reducing the computational burden of evaluating

all samples at each iteration.

Selecting easy examples as opposed to hard ones has also shown to

improve training in some cases. In [16], curriculum learning was proposed;

it was shown there that using examples incurring lower loss in early training

increases robustness to outliers and noisy data.

Finally, choosing uncertain examples has also been shown to improve

accuracy of SGD training. In [25], the samples’ uncertainty is estimated during

training. Based on the history of points’ evaluation, variance of the predicted

probabilities of the correct class is estimated across the previous iterations of

mini-batch SGD as an indication of the uncertainty of a point; alternatively,

the proximity of the correct class probability to the decision threshold is used.

Points with high uncertainty are sampled with high probability under two

schemes, with and without replacement. In [45], uncertain data points are

sampled based on their gradient magnitude (as in hard example mining), using

historical data and speeding up the training process. More precisely, a metric

is proposed to account for significance and uncertainty of the batch.
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We propose in this chapter two approaches for selective neural network

training to speed up training. Instead of non-uniform sampling methods, we

opt to preserve the epoch based framework of neural network training, and

promote decision making based on up-to-date metrics. In the first approach,

we propose an algorithm that constructs batches incurring large reduction of

the estimator’s entropy under some assumptions. In the second approach, we

propose constructing the batches such that only the elements with probability

under a given threshold are included. We then show in the results section how

our methods allow to speed up the training time of neural networks.

4.2 Problem definition

Given a labeled dataset V = {(xi, yi),Ni=1 }, and given that we are using

a variant of mini-batch SGD to fit the neural network parameters, we are

interested in finding the optimal batch to train on at a given time t. Note

that we want to preserve the sequential sampling scheme for neural network

training. In other words, the data is shuffled at the beginning of each epoch,

and then the data is read sequentially. The reason to preserve this scheme is

that it is easier to train the neural network with sequential reading of the data,

and it allows to deal with new datapoints added on the fly. We would also like

that our selection procedure be 1.Time efficient, since our main purpose from

selective training is speeding up the training process, 2.“up to date”, meaning

that it is based on non stale evaluation metrics to ensure up-to-date decisions.

We note that our proposed methods make the decision on the batch after
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evaluating it. However in non-uniform sampling methods, sampling is done

based on the knowledge so far on the datapoints, which could have become

stale for some points.

4.3 Approach 1 : Reduction of entropy of estimator

In this approach, we are interested in selecting the batch that minimizes

the estimator’s entropy. More precisely, given R batches ahead, we are inter-

ested in reducing them to one batch which optimally reduces the estimator’s

entropy.

4.3.1 Logistic regression

We base our analysis on the intuition from the logistic regression prob-

lem. We will simplify our analysis to the binary logistic regression problem

where yi is binary.

Let w∗ denote the true model parameters that we are trying to es-

timate in a logistic regression problem. Given a dataset V = {(xi, yi),Ni=1 },

the optimization problem aims to maximize the log likelihood of the data

log(P (Y,w|X)) where X represents x1 to xN and Y represents y1 to yN , and

w the model parameters. The posterior distribution of the estimator wt if w

at iteration t is asymptotically approximated as a Gaussian centered around

w∗ such that wt ∼ N(w∗, S), and S−1 =
∑

i∈V p(yi|xi)(1− p(yi|xi))xixTi + cI,

where c is a parameter proportional to the prior parameters of w. Since w∗

is not known, the distribution of wt can be approximated as wt ∼ N(w∗, St),
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where S−1t is obtained by substituting w∗ by its estimated value at step t wt

and so S−1t =
∑

i∈V p(yi|xi, wt)(1− p(yi|xi, wt))xixTi + cI.

Therefore, we can express the entropy of the estimator wt as being

log(det(St)). The batch B̂ that we want to select among the R batches should

incur the largest reduction in the entropy of the estimator

B̂ = argmaxB∈BR log(det(St))− log(det(St+1(B))

= argmaxB∈BR − log(det(S−1t )) + log(det(S−1t+1(B))

= argmaxB∈BR log(
det(S−1t+1(B))

det(S−1t )
)

(4.1)

where St+1(B) is the estimate of the covariance matrix of w at step t+ 1 after

training on the batch B, and where B is chosen among the R batches ahead,

and BR = ∪Ri=1Bi.

In order to solve this optimization problem, we note first that us-

ing the first order Taylor approximation, p(yi|xi, wt+1) can be expressed as

p(yi|xi, wt+1) ≈ p(yi|xi, wt)+∇T
pi

(w)(wt+1−wt), where∇pi(wt) = p(yi|xi, wt)(1−

p(yi|xi, wt))xi. Let’s denote δw(B) = wt+1 − wt.

δw(B) is proportional to the opposite of the gradient of the log likelihood of the

data (the objective function). More specifically, δw(B) = − γ
|B|

∑
j∈B (1− p(yj|xj, wt)xj,

where B is the set of samples in the batch to train on, and γ the learning rate.
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And so

S−1t+1(B) =
∑
i

(p(yi|xi, wt) +∇T
pi

(wt)δw(B))×

(1− p(yi|xi, wt)−∇T
pi

(wt)δw(B)) xix
T
i + cI

= S−1t −
∑
i

p2(yi|xi, wt)(1− p(yi|xi, wt))2(xTi δw(B))2xix
T
i

−
∑
i

p2(yi|xi, wt)(1− p(yi|xi, wt))xTi δw(B)xix
T
i

+
∑
i

p(yi|xi, wt)(1− p(yi|xi, wt))2xTi δw(B)xix
T
i

Let ai = p(yi|xi, wt)(1−p(yi|xi, wt))(1−2p(yi|xi, wt)). The second term in the

sum is negligible compared to the other terms, since it contains a factor equal

to the learning rate squared (contained in δ2w(B)), and hence we are left with

S−1t+1(B) = S−1t +
∑
i

aix
T
i δw(B)xix

T
i (4.2)

Note that S−1t+1(B) is the sum of S−1t and rank 1 matrices. And therefore

det(S−1t+1(B)) = det(S−1t )
∏

i(1+Ai(B)xTi P
i
txi) where P i

t is equal to St for i = 1,

and P i
t = (S−1t +

∑i−1
j=1 aix

T
i xi)

−1 for i > 1, and where Ai(B) = aix
T
i δw(B),

and P i
t are estimates of S. The problem becomes

argmaxB∈BR log(
det(S−1t+1)

det(S−1t (B))
)

= argmaxB∈BR
∑
i∈V

log(1 + Ai(B)xTi P
i
txi)

(4.3)

Given that Ai(B)xTi P
i
txi is small, the problem is approximately equivalent

to maximizing
∑

i∈VAi(B)xTi P
i
txi. If we assume the covariance matrix to be

well conditioned, i.e. its smallest eigenvalue is close to the largest eigenvalue,
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the quantities xTi P
i
txi are close to each other, varying between the smallest

and largest eigenvalue of the estimates of the covariance matrix. And hence

maximizing a lower bound on the problem is a proxy to maximizing the original

problem. We are therefore interested in solving the following problem

argmaxB∈BR
∑
i∈V

Ai(B) (4.4)

This analysis has been done for the logistic regression problem. After burn-in

period, the neural network stabilizes and its parameters become close to a

local minimum. So during selective training, we replace the input xi by the

last layer of the neural network vi after passing it through the neural network,

and hence we map our problem to a logistic regression problem where the

input data is {(vi, yi),Ni=1 }.

4.3.2 Algorithm and practicalities

We propose Alg.7 as a first approach to do selective training. The

algorithm will train the neural network normally (forward and backward pass)

during the burn-in epochs. During selective training, we need to compute the

metric
∑

iAi =
∑

i aiv
T
i δw = (

∑
i aiv

T
i )δw for R batches before choosing the

optimal batch; (
∑

i aiv
T
i ) is calculated from all the dataset samples, and δw is

evaluated from the current batch. Since it would be infeasible to reevaluate

the values aivi for all the datapoints everytime we select a new batch, we use

the value of
∑

i aivi stored from the forward passes on the dataset during the

previous epoch. To recap, for the next R batches, we first do a forward pass

on the batch to compute its metric (we also contribute to the quantity
∑

i aivi
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for the next epoch), then we pick the batch with highest score so far. After

constructing the selected batch, we do training (forward and backward) only

on the selected batch. Let E be the total number of epochs and e the current

epoch number. Let burn-in be the number of epochs after which selective

training starts.

Algorithm 7 Selective SGD training for neural network through entropy re-
duction

Input: The dataset V = {(xi, yi)Ni=1}.
for e = 1...E do

if e ≤ burn-in then
for B ∈ V do

Do forward and backward pass on B

else
B̂ = {}, r = 0
for B ∈ V do

if r < R then
Do forward pass on B

B̂ = argmaxB,|B|=Batchsizemetric(B̂ ∪B)
r = r + 1

else
Do forward and backward pass on B̂

B̂ = {}, r = 0

The reduction factor equal to R is a hyperparameter that represents

a tradeoff between time saving and accuracy. Right when selective training

starts, R will be low, and then it should increase throughout training. The

number of burn in epochs is also a hyperparameter in our algorithm. There are

many approaches to decide the value of burn-in and R. In our implementation

of the algorithm, we propose to use similar reduction factor as the one used in

our second approach for selective training in Sec.4.4; we compute during each
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epoch the average fraction of batches with predicted probability less than some

threshold, and use the inverse of this calculated average as the value R for the

next epoch (We note that this is based on the probabilities of the datapoints,

which we have already calculated so there is no overhead). Consequently, to

decide when to stop the burn-in phase, we also monitor the average fraction

of data retained during burn-in (without doing any actual selective training)

and start selective training whenever this value is below some threshold (e.g.

50%). We also note that when selective training start, we observed that we

need to increase the learning rate.

4.4 Approach 2: Thresholding based selective training

In this approach, we are interested in selecting only samples when an

evaluative metric is below a certain threshold. The evaluative metric that

we use is the predicted probability of the true class of the given sample. We

add the sample to our selected batch only when its predictive probability

is below some threshold. This heuristic is based on the fact that samples

with high probability don’t contribute much to the gradient of the logistic

regression problem. This metric has been used in the literature in different

settings, mainly with methods based on importance sampling [6, 25, 50, 105].

In this proposed approach, we also start with a burn-in phase where training is

performed normally. After the burn-in phase, we keep evaluating our batches

(doing a forward pass) until we have enough samples to form a batch where

the predicted probabilities of the samples are below the threshold (by enough
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we mean number of samples equal to the batch size). These samples will form

our resulting batch B̂. We then perform a forward and backward pass only on

B̂, as we show in Alg.8. We note that learning rate has to be increased as well

when selective training starts.

Algorithm 8 Selective SGD training for neural network using thresholding

Input: The dataset V = {(xi, yi)ni=1}.
for e = 1...E do

if e ≤ burn-in then
for B ∈ V do

Do forward and backward pass on B

else
B̂ = {}
for B ∈ V do

while |B̂| < Batchsize do
Do forward pass on B

B̂ = argmaxB,|B|=Batchsizemetric(B ∪ B̂)

if |B̂| ≥ Batchsize then

Do forward and backward pass on B̂

B̂ = {}

4.5 Results

4.5.1 Results on CIFAR10

We then test our algorithms on the CIFAR10 dataset. CIFAR10 is

composed of 50000 32x32 training images and 10000 test images. The images

are classified into 10 categories. The neural network used in our simulations

is Resnet20 [52], which has 0.27M parameters.

In Figure 4.1, we plot the classification accuracy on the test data in
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function of the number of epochs. We recall that for algorithms 1 and 2,

we do a forward pass on all the epochs, however we only do backward pass

on the selected batches. We notice that all the algorithms manage to reach

the optimal accuracy after the same number of epochs compared to normal

training. In other words, with the same number of epochs, both selective

training and normal training achieve the same optimal accuracy. However,

the epoch in selective training is faster since backward pass is only performed

on the selected batches, as we can see Figure 4.2. Figure 4.3 shows the average

percentage of data selected in each epoch to train on, and as we can see, after

half of the training time, it is sufficient to only train on 10% of the data. For

our simulations, we used 30 burn-in epochs. For Alg.1 and Alg.2, we increased

the learning rate of the SGD optimizer from 0.1 to 0.3. At epoch 80 the

algorithms decrease the learning rate to 0.03 instead of 0.01, and finally at

epoch 120, Alg.1 decreases the learning rate to 0.001 (like normal training),

whereas Alg.2 decreases it to 0.003. The threshold used for Alg.2 is 0.96 (i.e.

predicted probabilities of the true class which are less than 0.96 correspond

to the samples retained). Table 4.1 shows the overall training time for all the

approaches and the final test accuracy.
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Figure 4.1: Accuracy versus epoch number using ResNet

Figure 4.2: Epoch duration versus epoch number using ResNet

Figure 4.3: Percentage of epoch trained on versus epoch using ResNet
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Algorithm Running time
Normal training 9600

Entropy reduction 6534.77
Thresholding 6799.73

Table 4.1: Performance of algorithms on CIFAR10 dataset using ResNet

4.5.2 Evaluation pausing scheme

In the previous two algorithms presented (Alg.7 and Alg.8), we evalu-

ated the current algorithm on the entire dataset, but performed training only

on the selected samples. However, if a sample doesn’t get selected consistently

for a certain number of epochs F, we consider pausing evaluation on these sam-

ples for a certain number of epochs F’. More precisely, in our implementation,

we keep a flag for each sample and we don’t read those samples for F’ epochs

once they have not been selected for training for F epochs consistently. This

will save us the time for doing forward pass on these samples (and loading

them). For Alg.7, we note that since during each epoch, we keep record of the

predicted probability on the points to compute the metric for the next epoch,

the probability of a point that hasn’t been read is replaced by its latest known

probability.

We simulated the two algorithms again while incorporating evaluation

pausing. We notice that we can achieve the same performance as shown in Fig.

4.4 while reducing further the training time as shown Fig.4.5. The average

percentage of a batch trained on during epochs is shown in Fig.4.6. The

overall results are shown in table. 4.2. We note that pausing has an overhead
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consisting of filtering the samples before loading them each epoch. But the

overall gain from not loading them and not evaluating them makes pausing

beneficial for further reducing training time.

Figure 4.4: Accuracy versus epoch number under evaluation pausing scheme

Figure 4.5: Epoch duration versus epoch number under evaluation pausing
scheme
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Figure 4.6: Percentage of epoch trained on versus epoch under evaluation
pausing scheme

Algorithm Running time
Normal training 9600

Entropy reduction 6203.50
Thresholding 6303.4241

Table 4.2: Performance of algorithms on CIFAR10 dataset under evaluation
pausing scheme

4.5.3 Results on CIFAR10 using VGG network

We also train the CIFAR10 dataset with the VGG-11 neural network

architecture [108]. Training is done through 300 epochs, where the learning

rate starts at 0.1 and is halfed every 30 epochs. Burn-in is for 70 epochs, and

we double the learning rate when selective training starts. We notice that the

VGG network tends to overfit in general, with the predicted probabilities on

the training data being very high. This leads us to limit the reduction factor for

Alg.7 to 10. For Alg.8, we track during epochs the average percentage of data

retained, and accordingly increase the threshold for the next epoch whenever

83



this average is below 10%. Also, during selective training, we occasionally

retrain on the whole dataset, as we noticed this improves slightly the test

accuracy. We notice in Fig.4.7 that selective training reaches the optimal

accuracy, with less training time as shown in Fig.4.8, since training is done on

only a small percentage of the data Fig.4.9.

Figure 4.7: Accuracy versus epoch number for CIFAR10 under VGG-11

Figure 4.8: Epoch duration versus epoch number for CIFAR10 under VGG-11
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Figure 4.9: Percentage of epoch trained on versus epoch for CIFAR10 under
VGG-11

4.5.4 Results on CelebA dataset

The CelebA dataset is a large-scale face attributes dataset composed of

200000 images each with 40 attributed notation. We consider here for example

the binary classification of the attribute gender using the resnet20 network.

We can also see in our results that both selective training methods achieve

optimal accuracy after 10 epochs as shown in Fig.4.10. Also after the burn-in,

we see how the average percentage to train on is less than 40% as shown in

Fig.4.12, and hence training time is reduced as shown in Fig.4.11. The overall

results are shown in table 4.3.

Figure 4.10: Accuracy versus epoch number on CelebA dataset
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Figure 4.11: Epoch duration versus epoch number on CelebA dataset

Figure 4.12: Percentage of epoch trained on versus epoch on CelebA dataset

Algorithm Running time
Normal training 5710

Entropy reduction 4336.4491
Thresholding 4246.61263

Table 4.3: Performance of algorithms on CelebA dataset
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Chapter 5

Conclusion

In this thesis, we addressed methods to reduce and order data to shown

to human decision makers to mitigate their biases, as well as methods to re-

duce training data of machine learning algorithms, whether before training

(for SVM) or during training (deep neural networks). In the second chapter,

we proposed a statistical model that represented biased human information

processing. We then proposed based on this model an algorithm to select and

order a subset of data to show to a human subject, under the binary hypoth-

esis testing framework, with minimal effect on the performance. We showed

that our method allowed to preserve the performance levels under several cog-

nitive biases (like anchoring bias and confirmation bias). We also presented

the case where the machine that selects the data has no access to the data

distribution. In the next chapter, we proposed an algorithm that selects a

subset of the training data for SVM. The algorithm optimizes both the cov-

erage of the subset, as well as the relevance of the subset by maximizing a

submodular set function. The relevance and coverage metrics are based on

the approximate nearest neighborhood graph induced by the data. We then

proposed an algorithm for weighted subset selection of the training data, which

mainly consists of constructing the maximal independent set also based on the
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approximate nearest neighborhood graph induced by the data. We show that

these methods speed up considerably the training of the SVM algorithm with-

out compromising the accuracy. In chapter 4, we proposed two algorithms to

selectively train neural networks (using mini-batch SGD). The first method

consists of choosing the batch that maximizes the reduction in entropy, while

the second method consists of only training on points which predictive proba-

bility is under some threshold. These methods allow to keep the epoch based

framework of training, as well as to use up to date values when deciding which

batches to train on. This is because we evaluate the model on the samples

before making a decision, but train only on the selected ones. We show that

we can train complex neural network models with lesser time using selective

training, without compromising accuracy.
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Appendix A

Proof of Lemma.2.5.1

Proof. We study the number of elements of Ri in Alg.3. First, we first show

that after trimming, and for any three consecutive elements u1, u2 and u3 in

Ri, u1 and u3 differ by at least (1 + ε
2N

).

The trimmed list Ri is the concatenation of the trimmed list of the negative

elements denoted by Rneg
i and the trimmed list of the positive elements Rpos

i .

Now we show that in the output of Alg.4, and for any successive elements u1, u2

and u3 in Ri
pos (u1 < u2 < u3), u1 and u3 must differ by at least 1+β = 1+ ε

2N
.

Let’s define the reference element in Alg.4 to be the element ‘last’, i.e. the

element to which subsequent elements are compared (and not necessary the

element added to the output list as in Alg.2). Let’s denote z1, z2, z3 to be the

corresponding reference elements of u1, u2, u3 in Alg.4 during trimming. We

know that u1 ∈ [z1, z1(1 + ε
2N

)], u2 ∈ [z2, z2(1 + ε
2N

)], and u3 ∈ [z3, z3(1 + ε
2N

)],

with z2 > z1(1+ ε
2N

) and z3 > z2(1+ ε
2N

). For worst case running time analysis,

we consider u1, u2, u3 as close to each other as possible, as shown under this

construction: u1 = z1(1 + ε
2N

), u2 = z2 ≈ z1(1 + ε
2N

) , then the closest that u3

can get to u2 is u3 = z3, so u1 and u3 differ by at least (1 + ε
2N

). Similarly, we

can show that for any 3 successive elements u1, u2 and u3 in Ri
neg, u1 and u3

must differ by at least 1 + β = 1 + ε
2N

.
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Second, we show that any element in Rneg
i or Rpos

i is inside some range D,

polynomial in N , with high probability. For this, we note that elements in

Ri (Rneg
i or Rpos

i ) are of the form
∑N

k=1 lk1k, where 1(k) is an indicator vari-

able equal to 1 whenever the lk is included in the sum and 0 otherwise. Let

µi = E[li] and σi the standard deviation of li. And let µmax be the maximal

mean, and σmax the maximal standard deviation. By Chebyshev inequality,

P (|li − µi| ≥ Nσi) ≤ 1/N2. Now
∑N

k=1 lk1k ≤
∑N

k=1 |lk|1k ≤
∑N

k=1 |lk| ≤∑N
k=1 |lk − µk|+ |µk| ≤

∑N
k=1 (Nσm + |µm|) ≤ N2σmax +N |µmax| with proba-

bility higher than (1− 1/N2)
N

using the union bound. And hence, elements in

Rneg
i or Rpos

i are inside a range D = N2σm+N |µm| with high probability. This

analysis can be extended to any probability distribution of the observations in

Eq.2.3 and not only Gaussian distributions, as long as the maximal variance

of the log likelihood ratios is bounded. Third, we show that the number of

elements in Ri is polynomial. In the worst case analysis, half of the number of

elements in Rpos
i is at most 2 + log1+ ε

2N
(D) = 2 + logD

log(1+ ε
2N

)
≤ 2 + 4N log(D)

ε
, and

therefore, the number of elements in Rpos
i is bounded above by 4 + 8N log(D)

ε
.

This argument has been applied to the part of the output list having positive

numbers Rpos
i , and and it can be similarly applied to Rneg

i , and combined, the

complexity remains the same. So the time complexity is O(N logN
ε

). And so

the algorithm is also polynomial in 1
ε
.
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Appendix B

Proof of Lemma.2.5.2

Proof. In the trimming function in Alg.4, let’s denote by z the element ‘last’ to

which the subsequent elements are compared at a given step. The condition

checked for any subsequent element y is if y ≥ z(1 + β) when z and y are

positive, or if y ≤ z(1 + β) when z and y are negative. If the conditions

are not satisfied, the element y is added to the set Rtemp of the elements

approximated by z including z itself. The element in Rtemp with the smallest

size, denoted by u, is the one kept and added to the output list R′, and the rest

of the elements are trimmed (i.e. deleted). So u lies between z and z(1 + β)

if z is positive, and between z(1 + β) and z if z is negative.

And so ∀y ∈ Rtemp,

u

1 + β
≤ y ≤ u(1 + β) if u is positive, or (B.1)

u(1 + β) ≤ y ≤ u

1 + β
if u is negative. (B.2)

and size(u) ≤ size(y). In other words, |y| lies between |u|
1+β

and |u|(1 + β) and

size(u) ≤ size(y). Let β = ε
2n

, u∗ be the value returned by the algorithm (i.e.

the closest element in Rn to the target LN) and y∗ be the optimal solution.

The optimal solution is the subset sum of N ′ or less elements that is the closest
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to the target.

For every element y that is the sum of a subset of the first i numbers in S,

there is a u ∈ Ri, such that

|y| ≥ |u| ≥ |y|
(1 + ε

2n
)i
, if u and y positive, or (B.3)

|y|(1 +
ε

2n
)i ≥ |u| ≥ |y|, if u and y negative (B.4)

and such that size(u) ≤ size(y). Taking i = n, then there exists u′ ∈ Rn such

that

1 ≤ |y
∗|
|u′|
≤ (1 +

ε

2n
)n ≤ e

ε
2 ≤ 1 + ε or (B.5)

1 ≤ |u
′|
|y∗|
≤ (1 +

ε

2n
)n ≤ e

ε
2 ≤ 1 + ε (B.6)

and such that size(u′) ≤ size(y∗).

Since size(y∗) ≤ N ′, hence there exists u′ ∈ Rn with a size less than or

equal to N ′ such that |u′| ≤ |y∗| ≤ (1 + ε)|u′| or |y∗| ≤ |u′| ≤ (1 + ε)|y∗|, and

hence

|T | − δ

2
≤ |y∗| ≤ |T |+ δ

2
(B.7)

=⇒ 1

(1 + ε)
(|T | − δ

2
) ≤ |u′| ≤ (1 + ε)(|T |+ δ

2
) (B.8)

And since the value u∗ in Rn returned by the algorithm is the closest value

in Rn to the target with a size less than or equal to N ′, then the distance

between u∗ and the target is at least as small as the distance between u′ and
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the target, and thus the lower and upper bound hold as well for u∗:

1

(1 + ε)
(|T | − δ

2
) ≤ |u∗| ≤ (1 + ε)(|T |+ δ

2
) (B.9)

=⇒ (1− ε)(|T | − δ

2
) ≤ |u∗| ≤ (1 + ε)(|T |+ δ

2
) (B.10)

where (B.10) follows because (1− ε) ≤ 1
(1+ε)

. So the solution provided by the

approximation algorithm is guaranteed to be ε away from the target +/− δ
2
.
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Appendix C

Proof of Theorem.3.3.1

Cost(H, w) =
1

|H|
∑
xi∈H

max(0, 1− yi(wTφ(xi)))

=
1

|H|
∑
xi∈S

∑
xj∈N(xi)

max(0, 1− yj(wTφ(xj)))− α + β

=
1

|H|
∑
xi∈S

kE[max(0, 1− yGi(wTφ(xGi)))]− α + β

=
k

k′|S|
∑
xi∈S

E[max(0, 1− yGi(wTφ(xGi)))]− α + β

= ηA− α + β,

(C.1)

where wTφ(xi) is the distance from the transformed sample φ(xi) to the sepa-

rating hyperplane w, N(xi) is the set of k nearest neighbors of xi, η = k
k′

, xGi is

a random variable uniformly distributed on N(xi), and α accounts for double

counting any common k-nearest neighbors of two points in S, normalized by

|H|.

Now

Cost(S, w) =
1

|S|
∑
xi∈S

max(0, 1− yi(wTφ(xi))), (C.2)

and thus
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| A− Cost(S, w)|

= | 1

|S|
∑
xi∈S

E[max(0, 1− yGi(wTφ(xGi)))]−
1

|S|
∑
xi∈S

max(0, 1− yi(wTφ(xi)))|

≤ 1

|S|
∑
xi∈S

| max(0, 1− yi(wTφ(xi)))− E[max(0, 1− yGi(wTφ(xGi)))]|

(C.3)

Moreover,

|max(0, 1− yi(wφ(xi)))− E[max(0, 1− yGi(wTφ(xGi)))]| (C.4)

= 1/k |
∑

xj∈N(xi)

max(0, 1− yi(wTφ(xi)))−max(0, 1− yj(wTφ(xj))| (C.5)

≤ 1/k
∑

xj∈N(xi)

| max(0, 1− yi(wTφ(xi)))−max(0, 1− yj(wTφ(xj))| (C.6)

≤ ε, (C.7)

where (C.5) follows since

ε ≥ ‖φ(xi)− φ(xj)‖ (C.8)

≥ | yiwTφ(xi)− yjwTφ(xj)| (C.9)

≥ | (1− yiwTφ(xi))− (1− yjwTφ(xj))|

≥ | max(0, 1− yiwTφ(xi))

−max(0, 1− yjwTφ(xj))| (C.10)

In the above, (C.8) follows from the assumption in Theorem 3.3.1, and

(C.9) follows from the Cauchy-Schwarz inequality.
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Therefore, we have that

| A− Cost(S, w)|

=
1

|S|
∑
xi∈S

| max(0, 1− yi(wTφ(xi)))− E[max(0, 1− yGi(wTφ(xGi)))]|

≤ 1

|S|
∑
i∈S

ε

≤ ε
(C.11)

and so

| Cost(H, w)− Cost(S, w)|

= | ηA+ α− β − Cost(S, w)|

= | A+ (η − 1)A− Cost(S, w) + α− β|

≤ | A− Cost(S, w)| + | (η − 1)A| + α + β

≤ ε+ α + β + | (η − 1)A|

≤ ε+ (1 + | η − 1| )(β + α) + | (η − 1)| Cost(H, w)

≤ ζw + µCost(H, w)

(C.12)

where µ = | (η − 1)|
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[91] Elżbieta Pkekalska, Robert PW Duin, and Pavel Pacĺık. Prototype se-
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