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Scientific progress over the last decade has been significantly facilitated by the 

evolution of a new breed of intelligent solutions, characterized by their ability to learn 

without being explicitly programmed with the governing physics. In the oil and gas 

industry, machine learning alternatives are becoming increasingly popular, however most 

solutions within this discipline are still very raw in their conceptualization and 

application. In this work, three major areas in petroleum engineering are addressed and 

resolved using machine learning: well placement evaluation and optimization, time-series 

output prediction, and geological modeling. 

Simultaneous optimization of well placements and controls is a recurring problem 

in reservoir management and field development. Because of their high computational 

expense, reservoir simulators are limited in their applicability to joint optimization 

procedures requiring many evaluations. Data-driven proxies could provide inexpensive 

alternatives for approximating reservoir responses, however, geologic complexity of most 

reservoirs often makes it impossible to model or reproduce the response surface using 

well location data alone. We propose a machine learning approach in which the feature 

set is augmented by a connectivity network comprised of pairwise well-to-well 

connectivities for any potential well configuration. Connectivities are represented by 
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‘diffusive times of flight’ of the pressure front, computed using the Fast Marching 

Method (FMM). The Gradient Boosting Method is then used to build intelligent models 

for making reservoir-wide predictions such as net present value, given any set of well 

locations and control values. 

Accurate prediction of future reservoir performance and well production rates is 

important for optimizing oil recovery strategies. In the absence of geologic models, this 

could purely be considered as a time-series analysis problem. The premise of this class of 

problems is that relationships between input and output sequences can be learned from 

historical data and used to predict future output. However, because the state of the 

reservoir changes with time, the value of a future output variable such as production rate 

also depends on its own history. We introduce a novel scheme to predict reservoir output 

during recovery processes using Recurrent Neural Networks (RNN) and Long Short-

Term Memory (LSTM) networks. The method was applied to two case studies wherein 

predictive models were built to forecast well production using historical rate data, 

yielding satisfactory results. A synthetic demonstration showed that the proposed method 

outperformed Capacitance Resistance Modeling (CRM) in terms of prediction accuracy. 

Spatial interpolation and geologic modeling of petrophysical properties are 

traditionally performed using conventional geostatistical algorithms. The most common 

techniques include the Sequential Gaussian Simulation (SGS) for continuous variable 

modeling, and multiple-point simulation (MPS) for facies or categorical variable 

modeling. These techniques produce adequate results but are prone to subjectivity and 

could rely heavily on the modeler’s intuition. Machine learning techniques provide a 

more automated alternative for geologic modeling, and have the ability to more 

accurately predict petrophysical properties outside the data locations. We propose a new 

hybridized method in which Bayesian Neural Network (BNN) predictions are used as 
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kriging covariates in conjunction with SGS. The hybridized models show improved 

prediction accuracy in comparison with kriging and SGS, while retaining geological 

realism and producing exact estimates. 
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Chapter 1:  Introduction 

Machine learning techniques are a collection of algorithms that can transform data 

into actionable intelligence. They belong to a class of methods wherein solutions are 

primarily inferred from data rather than physics-based models. Mainstream applications 

of machine learning began as early as the 1990s, the most notable being the email spam 

filter (Lantz, 2015; Géron, 2017). Over the last decade however, advancements in 

computer processing power and machine intelligence have led to a broader wave of 

emerging big data applications in technology and industry, including self-driving cars, 

facial recognition, text prediction, and natural language processing. A new age of 

information has further necessitated machine learning and artificial intelligence solutions, 

as it would otherwise be impossible to effectively utilize the massive streams of data 

accessible today. In fact, the introduction of various machine learning applications in 

many diverse fields has come from a necessity to benefit from a drastic increase in data 

availability (Smola and Vishwanathan, 2008).  

Within the breadth of scientific research, smart data analysis has become even 

more pervasive. Applications in which there is no physics-based model are being 

increasingly used. In drug discovery and medicinal chemistry for instance, machine 

learning techniques like deep neural networks (DNN) are being used more exclusively to 

automate the process of chemical compound classification (Lang et al., 2016). An 

application area within industrial design and manufacturing is the use of support vector 

machines (SVM) for tool wear and condition monitoring, fault diagnosis, and quality 

monitoring (Wuest et al., 2016). Gaussian process regression (GPR) is another popular 

machine learning algorithm with widespread uses in chemical process design and 

optimization (Houben and Lapkin, 2015). Examples include the prediction of 
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polypropylene quality (Ge et al., 2011), and simulation of catalytic batch reactions 

(Chang et al., 2014). 

Despite its overwhelming potential, machine learning has its limits. Most 

importantly, it is largely incapable of extrapolating outside the ranges within which it has 

learned with desirable accuracy (Lantz, 2015). Another significant challenge in machine 

learning application is the structuring and cleaning of massive amounts of data (Rahm 

and Do, 2000). Many datasets contain a high degree of obscure or redundant information 

that could negatively impact the performance of learning algorithms (Wuest et al., 2016), 

although this problem is not unique to machine learning algorithms. While machine 

learning methods often offer more practical alternatives, they are inferior to full physics 

solutions in terms of accuracy. Additionally, most machine learning applications require 

a substantial collection of features to adequately reproduce the output response surface. 

This leads to three main concerns: First, an increased dimensionality of the feature space 

makes extrapolation even more inevitable. Second, this brings about an exponential 

increase in computational resources required. Third, reliance on larger parameter spaces 

makes these techniques more prone to overfitting. Another main concern in machine 

learning applications is the realism of the predictions. As we will show in Chapter 6, 

machine learning techniques could sometimes result in non-physical predictions if they 

haven’t been constrained to reproduce the desired physically realistic features. With these 

concerns in mind, it is important to understand when and how these algorithms should be 

used in real world settings. 

With regards to the types of problems encountered, machine learning systems can 

be classified according to the amount of supervision with which they are trained (Figure 

1.1). These classes include supervised, unsupervised, and semi-supervised learning. In 

supervised learning, the algorithm is fed a set of labels, or target variables, corresponding 
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to a given set of predictor (independent) variables. The model is then trained to generate a 

function that can map desired inputs to target variables. Algorithms of this class include 

k-Nearest Neighbors, Linear Regression, Random Forests, etc. In unsupervised learning, 

the training data is completely unlabeled, and the goal is to detect natural groupings in the 

dataset. Examples include k-Means, Hierarchical Clustering, and the Apriori Algorithm. 

Semi-supervised algorithms deal with partially labeled data, although the amount of 

unlabeled data considerably outweighs the amount of labeled data. It typically involves 

clustering strategies wherein a limited amount of guidance is provided. Some semi-

supervised techniques such as Deep Belief Networks (DBN) are combinations of 

supervised and unsupervised algorithms (Hua et al., 2015). 

 

Figure 1.1: Summary of machine learning classes and algorithms 

The problems tackled in this work fall under the class of supervised learning, 

however, as will be discussed in the next section, there are many areas of focus within 

petroleum engineering that deal with unsupervised learning algorithms. The general 
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procedure to generate supervised learning models is somewhat universal. To ensure that 

the highest quality predictor is obtained during training, the dataset is often subdivided 

into training and test subsets. Candidate predictors, characterized by unique sets of 

hyperparameters are trained using the training data subset, and the performance of these 

predictors are evaluated using the test data subsets. The decision to evaluate predictors 

based on test errors rather than training errors is critical to avoid overfitting (which leads 

to large model variances). n-fold cross validation, wherein the dataset is divided into n 

subsets, and each subset is in turn used as the test set to compute an average test error, is 

also common. The majority of this dissertation assumes the reader is familiar with these 

basic machine learning concepts. Simple explanations of the training procedure, cross-

validation, and bias/variance trade-offs as it relates to prediction error can be found in 

James et al. (2014). 

1.1 MOTIVATION FOR MACHINE LEARNING IN PETROLEUM ENGINEERING 

In this section, we discuss some potential areas for intelligent data analysis in 

petroleum engineering and some of the methods used to tackle these problems. In the 

following subsections, we will detail the specific challenges undertaken in this work and 

briefly introduce our approaches for solving them. 

Machine learning is playing an increasingly major role in earth sciences and oil 

exploration. Recent applications of predictive analytics and soft computing have 

enhanced our ability to discover and estimate new reserves (Nikravesh and Aminzadeh, 

2003; Hedge and Gray, 2017). In reservoir characterization, modeling relationships 

between 3D seismic information, lithology, geology and log data is of utmost importance 

to extrapolate relevant petrophysical properties away from the well bore (Chawathe et al., 

1997; Monson and Pita, 1997). However, the highly complex and non-linear nature of 
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these relationships often limits our ability to understand and extract reliable information 

from the data. Neural networks have the potential to handle complex, multi-dimensional 

data and have been successfully applied to model non-linear relationships between 

seismic data and rock properties (Boadu, 1997; Nikravesh et al., 1998). Ligtenberg and 

Wansink (2003) used fully connected multi-layer perceptron (MLP) networks (a type of 

feedforward neural network) to predict permeability values in the El Garia formation, 

Tunisia, from combinations of wireline and core data. 

Machine learning approaches to classify well logs and seismic data using core 

data facies labels have been explored extensively in the literature (Bagheri and Riahi, 

2013; Chen and Zeng, 2018; Zhao et al., 2015). In commonplace scenarios wherein core 

data labels are unavailable, facies classification is performed in an unsupervised manner. 

Parametric methods to perform unsupervised facies classification include Bayesian 

classification and discriminant analysis (Busch et al., 1987; John et al., 2008). These 

methods however make critical assumptions for the facies probability distributions (e.g. 

Gaussianity) that might limit their application. Additionally, application of such 

parametric methods could become impractically expensive when the number of features 

is large. Clustering approaches for unsupervised facies classification are well 

documented. Ferraretti et al. (2011) applied hierarchical clustering to identify facies 

distributions in electrical and image logs. Sabeti and Javaherian (2009) used the k-means 

clustering algorithm to categorize seismic facies based on seismic attributes. 

Accurate prediction of reservoir behavior in response to changes in control 

parameters is an important aspect of reservoir management and optimization. Full-

physics numerical simulations currently provide the most accurate approach for 

estimating reservoir response and performance. Computing resources to run such 

simulators are significant, which limits their applicability for problems requiring many 
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forward evaluations. It is sometimes prudent to develop computationally inexpensive 

alternatives for reservoir simulators. Surrogate reservoir models, or proxies, are typically 

developed to estimate spatially-varying output such as field pressures and saturations, or 

well responses such as production rates and bottom-hole pressures (Nwachukwu et al., 

2018a). Machine learning based proxies can use data-driven tools to map complex 

relationships between input parameters and reservoir responses. They could also serve as 

‘black-box’ predictors that operate on input variables such as well rates and locations, 

bottom hole pressures, etc. to produce response variables such as cumulative oil 

produced, or net present value. Sampaio et al. (2009) applied feed-forward artificial 

neural networks to reproduce the response surface of a heterogeneous reservoir model 

during history matching. Memon et al. (2014) used radial basis neural networks to predict 

bottom-hole pressures in an under-saturated reservoir. Amini et al. (2012) built a back 

propagating neural network to generate CO2 and pressure distributions with high 

accuracy in a few seconds. Other statistical modeling procedures have been used to 

reproduce the response surface in flow and recovery prediction. Examples of such 

applications can be found in Larue and Hovadik (2006), Sajita et al. (2017), and Sun and 

Durlofsky (2017). 

1.1.1 Well placement optimization 

Determining locations for optimal well placement is a habitual issue in reservoir 

engineering projects. Güyagüler (2002) used the non-gradient-based genetic algorithm 

(GA) to optimize placements of injection wells in the Pompano field in the Gulf of 

Mexico. Forouzanfar and Reynolds (2014) proposed a gradient-based scheme to jointly 

optimize the number of wells, well locations and well controls. In the aforementioned 

studies, numerical simulators were used to evaluate the impact of well placement on the 
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response variables. Parallel computing resources were employed to speed up the 

simulation process, however, the large size (number of cells) of the field models still 

posed significant challenges in terms of computational time. A logical resolution is to 

introduce proxies as a quicker way to evaluate new wells injected in any potential 

location in the reservoir model. Because of geological complexities however, the problem 

of training a predictive model to generate response values using spatial well locations as 

input parameters is not straightforward. To illustrate this point, consider the idealistic 

channelized model in Figure 1.2. Despite their spatial proximity, the two potential well 

locations are located in different geological facies. A decision to drill in either of these 

candidate locations could have drastic differences in cost and output implications. A 

predictive model trained used spatial location alone would be incapable of recognizing 

these differences. 

 

Figure 1.2: Idealistic channelized model (yellow: channel grid cells, green: matrix grid 

cells) showing potential well locations 
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Geologic uncertainty could pose additional challenges during well placement 

evaluation with data-driven models. Since machine learning algorithms are weak 

extrapolators, they could produce substantial error when applied to geologic models not 

included in the training set (Nwachukwu et al., 2018b). 

There are only few studies in which well locations are included as parameters in 

proxy development. Many surrogate models are typically developed with the restriction 

that well locations are predefined and unchanging. A study by Hassani et al. (2011) 

presents a promising attempt to address this challenge. They introduce a data-driven 

approach in which spatial parameters of a horizontal well are used to predict its 

cumulative oil production. The study was however based on a single homogeneous model 

and did not present an application to diverse geologic scenarios. 

In Chapter 3, we will present a scheme to resolve the aforementioned issues. We 

propose the idea of combining the feature set with a connectivity network. By doing this, 

we incorporate physics into an otherwise non-physics based approach. The connectivity 

network contains data related to pairwise well-to-well connectivities, spacing, and overall 

coverage. The purpose of introducing connectivities is to integrate important information 

pertaining to the underlying geology of the model, without explicitly using full 

petrophysical property grids. The connectivity networks transcend geological 

realizations, meaning that different well configurations with similar connectivity maps 

produce similar output (as they should), regardless of the realization used for prediction. 

To obtain the connectivity analogs, ‘diffusive times of flight’ computed by the Fast 

Marching Method (FMM) was used. A detailed description of FMM and how it is used to 

compute connectivity analogs is given in Chapter 2. 
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1.1.2 Prediction of time-series reservoir output 

Estimation of future temporally-varying reservoir and well responses has been 

performed for over a century using various methods and practices. The most common of 

such practices is decline curve analysis, in which production decline curves of a well or 

group of wells are extrapolated numerically or graphically (McNulty and Knapp, 1981; 

Oghena, 2012). This approach has many limitations, the most important being its primary 

dependence on oil production decline due to pressure depletion (Yang, 2009). As such, 

there are very few demonstrations of decline curve analysis in reservoirs developed by 

secondary or tertiary recovery processes (Li and Horne, 2005). 

Capacitance Resistance Modeling (CRM) is a fast and simple analytical scheme 

developed for production forecasting (Sayarpour et al., 2009). CRM estimates fractions 

of injected fluid being directed from an injector to producers and uses this insight to 

forecast and optimize flood performance (Cao et al., 2014; Nguyen et al., 2011; 

Sayarpour et al., 2007). Although this method has been shown to work satisfactorily for 

many demonstrations, CRM has certain drawbacks. The basis of the model is built on a 

steady-state assumption, which could break down when applied to studies in which the 

state of the reservoir changes drastically over time. Extended well shut-in periods and the 

introduction of new wells could present additional problems when attempting to structure 

the data during CRM.  

Time series forecasting is an endeavor commonly seen in a wide variety of fields 

involving non-stationary data. It comprises of methods used to analyze time series data 

and predict future sequences based on values of previous output and future predictors. 

One of the biggest successes of machine learning has been its ability to predict volatile 

time series data, most notably stock prices, weather, and consumer behavior. In the 

absence of geologic models, production performance forecasting is well-defined as a time 
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series analysis problem, wherein the responses are production rates and the predictors 

include injection rates and time-varying well controls. In Chapter 5, we propose a scheme 

using Recurrent Neural Networks (RNN) to approach this problem. We also present 

details regarding the design and structuring of the training dataset. 

1.1.3 Geologic modeling 

Spatial interpolation of 3D reservoir petrophysical properties from well logs has 

typically been performed using conventional geostatistical algorithms. The most 

frequently used  methods in this domain rely on the variogram, a two-point statistic used 

to quantify spatial dissimilarity. Such methods include kriging, used for estimation, and 

Sequential Gaussian Simulation (SGS) or Sequential Indicator Simulation (SIS), used to 

generate multiple realizations of continuous or categorical variables, respectively (Pyrcz 

and Deutsch, 2014). While conventional geostatistical algorithms typically produce 

models with satisfactory spatial structure and geological realism, it is nonetheless useful 

to explore machine learning-based alternatives. As they are natural predictors, machine 

learning algorithms have the potential to produce more accurate predictions of 

petrophysical properties away from the well bore. They are also better equipped to 

capture complex spatial nonlinearities in the data and reproduce these features in the 

geologic model. Finally, the integration of diverse data sources and types is very 

straightforward. 

In Chapter 6, we present an approach to geologic modeling using a machine 

learning technique. Because of the importance of geologic uncertainty quantification, we 

will employ Bayesian Neural Networks (BNN) to produce multiple geologic samples 

from a posterior model distribution. To ensure log data reproduction and geological 
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realism, we further propose a hybridized scheme combining BNN output with kriging 

and SGS. 

1.2 NOVELTY 

The specific novelties introduced in this dissertation are listed as follows: 

1. Application of the gradient boosting method for well placement evaluation. 

2. Introduction of connectivity-aided machine learning for surrogate reservoir 

modeling. 

3. Introduction of a hyperdimensional procedure for joint optimization of well 

placements and controls. 

4. Introduction and application of LSTM networks for well performance forecasting 

5. Application of BNNs for geologic modeling. 

6. Introduction of a hybridized geostatistical/machine learning approach for geologic 

modeling. 

1.3 PUBLICATIONS 

Significant portions of this work have been published recently by the same author. 

For reference, these publications include: 

Nwachukwu, A., Jeong, H., Pyrcz, M., Lake, L.W. 2018a. Fast Evaluation of Well 

Placements in Heterogeneous Reservoir Models Using Machine Learning. J. 

Petrol. Sci. Eng. 163, 463-475. doi:10.1016/j.petrol.2018.01.019 

Nwachukwu, A., Jeong, H., Sun, A., Pyrcz, M., Lake, L.W. 2018b. Machine Learning-

Based Optimization of Well Locations and WAG Parameters under Geologic 

Uncertainty. SPE IOR Conference, Tulsa, Oklahoma. doi:10.2118/190239-MS 
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Nwachukwu, A., Jeong, H., Sun, A., Pyrcz, M., Lake, L.W. 2018. Machine Learning-

Based Optimization of Well Locations and WAG Parameters under Geologic 

Uncertainty. SPE Journal (Accepted pending revisions) 

1.4 DISSERTATION OUTLINE 

This chapter presented an overview of some problem areas in petroleum 

engineering that are well-suited for machine learning application. We briefly introduced 

the specific topics that will be addressed in this work and summarized our ideas for 

approaching these problems. Specific descriptions of the subsequent chapters follow. 

In Chapter 2, we will review existing literature and provide detailed background 

theory on relevant topics. Specifically, we will touch on some established surrogate 

reservoir modeling algorithms, including the Fast Marching Method (FMM) and machine 

learning proxies. Theory regarding the formulation of FMM will be provided. 

Chapter 3 presents the proposed workflow for fast well placement evaluation 

using a physics-aided machine learning proxy. We will introduce the connectivity-aided 

Gradient Boosting Algorithm, the specific technique used to train the predictive models. 

Applications to five diverse case studies will be presented: i) a homogeneous reservoir 

waterflood, ii) a channelized reservoir waterflood, iii) a 20-model ensemble waterflood, 

iv) a CO2 flood in a heterogeneous reservoir, v) a CO2 flood in a heterogeneous reservoir 

with complex topography. 

In Chapter 4, a procedure to use the machine learning proxies for joint 

optimization of well locations and controls is proposed. Detailed theory regarding Mesh 

Adaptive Direct Search (the basic scheme from which the procedure is built) will be 

provided. We demonstrate of our approach with an application to a water alternating gas 



 13 

(WAG) injection case study and compare the performances of deep neural networks, 

Random Forests, and the Gradient Boosting method for this application. 

In Chapter 5, we propose an application of Recurrent Neural Networks (RNN), 

specifically Long Short-Term Memory (LSTM) networks, for the time series production 

forecasting problem. Detailed explanations regarding the theory of RNNs and LSTMs are 

provided. We show applications to synthetic and field case studies and compare the 

performance with CRM predictions for the synthetic case. 

Chapter 6 introduces the application of machine learning for geologic modeling. 

First, we will review kriging and cokriging theory using Markov models. We then present 

Bayesian Neural Networks (BNNs) and apply them for porosity modeling using well log 

and seismic data. Finally, we propose a method to combine BNN output with cokriging. 

This dissertation concludes in Chapter 7 with a summary of the work and 

recommendations for future research. 
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Chapter 2:  Background and Literature Review 

2.1 SURROGATE RESERVOIR MODELING 

Surrogate reservoir models (proxies) have historically been used as 

computationally efficient ways to approximate reservoir and well responses in reservoir 

engineering. The premise of this field of application is that parts of the underlying 

physics can be modified in terms of simpler equations, or through the use of data-driven 

methods, thereby sacrificing some accuracy for a significant decrease in the 

computational demands required. In terms of the approach used in development, proxies 

can typically be classified into two groups: physics- and non-physics-based proxies. 

2.1.1 Physics Based Proxies 

Physics-based proxies incorporate the mathematics of fluid flow in a simpler 

framework using assumptions that may be deemed appropriate for the situation. 

Examples of this approach include capacitance-resistance modeling (CRM), the Fast 

Marching Method (FMM), scaled connectivity analysis (SCA), random walker particle 

tracking (RWPT), and Koval methods (Koval, 1963).  

Sayarpour et al. (2009) used CRM to characterize interwell connectivities and 

optimize injection schemes. These connectivities, as we will discuss later, present a way 

to densely represent the reservoir geology without explicitly invoking the permeability 

and porosity fields. However, as opposed to static connectivities that will be used in this 

work, CRM produces dynamic connectivities, meaning that they are dependent not only 

on the static reservoir geology, but on the dynamic injection and production rates. This 

dynamic behavior precludes the use of CRM connectivities for this study. Specifically, it 

is unclear how CRM can be used to evaluate potential well locations because injection or 

production at a new location will significantly change the computed connectivities. 
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Weber (2009) suggested an idea to use CRM gains for optimizing injector locations, 

however, this approach is unclear and yet to be fully implemented.  

Scaled connectivity analysis, an idea based on the principles of graph theory, has 

shown a capability to characterize connectivity between gridcells, given a permeability 

and porosity distribution. This method is however limited to evaluating connectivities to 

a single well in the reservoir domain. It cannot compute pairwise connectivities between 

multiple wells, and thus cannot be used to evaluate potential locations of multiple wells. 

The SCA proxy can however be used for other useful applications. For example, it has 

been implemented successfully in CO2 sequestration studies in Jeong et al. (2013) and 

Jeong and Srinivasan (2016) as an inexpensive way to predict plume migration from a 

single CO2 injection well.  

Bhowmik (2014) introduced a variation of the random walker particle tracking for 

predicting the shape and extent of gas migration around an injection well. An extension 

of RWPT for predicting flow and geomechanical responses during CO2 floods is 

presented in Nwachukwu et al. (2017). RWPT could be used to handle and predict 

responses for multiple potential injection locations, however, its output is limited to a 

binary map representing the shape and extent of injected fluids after a given time period. 

As such, responses such as NPV, and cumulative oil production cannot be computed if 

needed.   

The Fast Marching Method was introduced by Sethian (1996) and has been used 

to compute travel times of the pressure front from a source/sink (Sharifi et al., 2014, 

Zhang et al., 2014, Leem et al., 2015, Xie et al., 2015). The travel times, often called 

‘diffusive times of flight’, was used in this study (and in Nwachukwu et al. 2018a)  as a 

measure of connectivity between any two points in the reservoir. 
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2.1.2 Non-Physics Based Proxies 

Over the last decade, non-physics based proxies have increased dramatically in 

popularity, owing to recent advances in artificial intelligence and machine learning, and a 

broad wave of emerging ‘Big Data’ applications in research and industry. This class of 

proxies typifies an entirely data-driven approach, in which a handful of data observations 

are used to train models for prediction of reservoir output (Hedge et al., 2018). The data 

used in training could be readily available from field measurements, or synthesized using 

a reservoir simulator. Most studies in this area have used artificial neural networks 

(ANN) as the learning algorithm, although application of tree-based methods such as 

random forests and gradient boosting is common. Amini et al. (2012) implemented a 

back-propagating neural network to reproduce pressure and saturation distributions 

during a CO2 flood. Memon et al. (2014) applied radial basis neural networks to predict 

well responses to changing controls. Sampaio et al. (2009) presented an approach to 

generate the objective function response surface during history matching using feed-

forward ANN.  

Other non-physics based schemes have been proposed wherein the primary 

algorithms are not machine learning-based. For example, Sajita et al. (2017) proposed a 

statistical modeling procedure in which a relationship between historical and forecast 

variables is established using prior geologic models and Monte Carlo sampling. The 

statistical relationship is then used to build a posterior distribution of forecast variables. 

Sun and Durlofsky (2017) proposed a data-space inversion procedure to sample the 

conditional distribution of output variables given observed data in a lower-dimensional 

space. However, in the aforementioned statistical modeling approaches, the main 

objective is somewhat different. Predictions are made based on existing wells and 

production history. It is unclear how these methods can be used to evaluate the 
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performance of new wells that are yet to be drilled. These methods can be improved 

using ideas from Strebelle et al. (2017), wherein a scheme to modify model forecasts 

based on new well integration is presented. 

The proxies developed in Chapters 3 combines aspects of physics and non-

physics based approaches. It uses a gradient boosting algorithm XGBoost, developed by 

Chen and Guestrin (2016), and integrates physics in the form of interwell connectivities 

computed using FMM. This approach to combine physics with a data intensive method 

was introduced by Nwachukwu et al. (2018a), who showed that the inclusion of 

connectivities derived from fluid and reservoir properties with the XGBoost algorithm 

yields vast improvements in prediction accuracy in well placement evaluation. This 

method is extended in Chapter 4 to incorporate WAG control parameters such as water 

and gas injection rates in CO2-EOR. 

2.2 THE FAST MARCHING METHOD 

As discussed earlier, incorporating well-to-well connectivities in the feature 

dataset was found to be critical for improving response prediction accuracy. The 

connectivity analog used in this study is the diffusive time of flight between any two 

points in the reservoir domain, which is computed using the Fast Marching Method 

(FMM). FMM is a very fast and computationally efficient numerical scheme to 

approximate the solution of the Eikonal equation which takes the form (Sethian, 1999) 

|∇𝑢(𝒙)| = 𝐹(𝒙),                                                                                                                              (1) 

where 𝐹(𝒙) is a known function typically supplied as an input to the equation. Using 

principles of asymptotic ray theory, it can be shown that the pressure front propagation 
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from a source/sink in the reservoir follows a form of the Eikonal equation (Vasco et al., 

2000; Kulkarni et al., 2000). First, we start with the diffusivity equation, 

𝜙(𝒙)𝜇𝑐𝑡

𝜕𝑝(𝒙, 𝑡)

𝜕𝑡
= ∇ ∙ (𝑘(𝒙)∇𝑝(𝒙, 𝑡)),                                                                                    (2) 

where 𝜙 and 𝑘 represent porosity and permeability, respectively, 𝜇 represents the fluid 

viscosity, 𝑐𝑡 is the total compressibility, and 𝑝(𝒙, 𝑡) is pressure. Taking the Fourier 

transform 

𝑝(𝒙, 𝜔) = ∫ 𝑝(𝒙, 𝑡)𝑒−𝑖𝜔𝑡𝑑𝑡
∞

−∞

                                                                                                     (3) 

of Eq. 2 results in its frequency domain equivalent (Xie et al., 2015): 

𝜙(𝒙)𝜇𝑐𝑡(−𝑖𝜔)�̃�(𝒙, 𝜔) = 𝑘(𝒙)∇2�̃�(𝒙, 𝜔) + ∇𝑘(𝒙) ∙ ∇𝑝(𝒙, 𝜔).                                           (4) 

An asymptotic solution of Eq. 4 is (Vasco et al., 2000) 

𝑝(𝒙, 𝜔) = 𝑒−√−𝑖𝜔𝜏(𝒙) ∑
𝐴𝑛(𝒙)

(√−𝑖𝜔)
𝑛

∞

𝑛=0

,                                                                                          (5) 

where 𝜏, called “diffusive time of flight”, is the travel time of the pressure propagation 

front (Xie et al., 2015). The high frequency solution (first term of the series) is 

𝑝(𝒙, 𝜔) = 𝐴0(𝒙)𝑒−√−𝑖𝜔𝜏(𝒙),                                                                                                         (6) 

whose first and second derivatives are written as 

∇𝑝(𝒙, 𝜔) = −√−𝑖𝜔∇𝜏(𝒙)𝑒−√−𝑖𝜔𝜏(𝒙)𝐴0(𝒙) + 𝑒−√−𝑖𝜔𝜏(𝒙)∇𝐴0(𝒙)                                      (7) 
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∇2𝑝(𝒙, 𝜔) = (−𝑖𝜔)(∇𝜏(𝒙))
2

𝑒−√−𝑖𝜔𝜏(𝒙)𝐴0(𝒙) − √−𝑖𝜔∇2𝜏(𝒙)𝑒−√−𝑖𝜔𝜏(𝒙)𝐴0(𝒙)

− 2√−𝑖𝜔∇𝜏(𝒙)𝑒−√−𝑖𝜔𝜏(𝒙)𝐴0(𝒙) + 𝑒−√−𝑖𝜔𝜏(𝒙)∇2𝐴0(𝒙).                           (8) 

Inserting Eqs. 6,7,8 into Eq. 4, we get 

[𝜙(𝒙)𝜇𝑐𝑡 − 𝑘(𝒙)∇2𝜏(𝒙)]𝐴0(𝒙)(√−𝑖𝜔)
2

+ [𝑘(𝒙)∇2𝜏(𝒙)𝐴0(𝒙) + 2𝑘(𝒙)∇𝜏(𝒙)∇𝐴0(𝒙) + ∇𝑘(𝒙)∇𝜏(𝒙)𝐴0(𝒙)]√−𝑖𝜔

− [∇𝑘(𝒙)∇𝐴0(𝒙) + 𝑘(𝒙)∇2𝐴0(𝒙)] = 0,                                                        (9) 

rearranged in terms of powers of √−𝑖𝜔. Collecting the highest order term in √−𝑖𝜔 (first 

term) yields 

∇𝜏(𝒙) ∙ 𝑘(𝒙) ∙ ∇𝜏(𝒙) =  𝜙(𝒙)𝜇𝑐𝑡,                                                                                             (10) 

which can be rewritten as 

√𝛼(𝒙)|∇𝜏(𝒙)| = 1,                                                                                                                      (11) 

which is a form of the Eikonal equation in Eq. 1, with 𝐹(𝒙) ≡ 1/√𝛼(𝒙), where 

𝛼(𝒙) =
𝑘(𝒙)

𝜙(𝒙)𝜇𝑐𝑡
.                                                                                                                         (12) 

Eq. 11 then can be solved very efficiently for 𝜏 using FMM (Sethian, 1996; Sethian, 

1999; Xie et al., 2015). 𝜏 is used in this study as a direct representation of the 

connectivity between any two points in the reservoir, i.e., the lower the value of 𝜏 

between two points, the higher the connectivity.  
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We illustrate the procedure to solve the pressure front equation (Eq. 11) using a 

2D rectangular grid shown in Figure 2.1. A finite difference approximation can be used to 

solve the 2D discretized form of Eq. 11 written as (Xie et al., 2015) 

𝑚𝑎𝑥(𝐷𝑖𝑗
−𝑥𝜏, −𝐷𝑖𝑗

+𝑥𝜏, 0)
2

+ 𝑚𝑎𝑥(𝐷𝑖𝑗
−𝑦

𝜏, −𝐷𝑖𝑗
+𝑦

𝜏, 0)
2

=
1

𝛼
                                                  (13) 

where D is the gradient. Using first-order finite differencing, 

𝐷𝑖𝑗
−𝑥𝜏 =

𝜏𝑖,𝑗 − 𝜏𝑖−1,𝑗

∆𝑥
, 

𝐷𝑖𝑗
+𝑥𝜏 =

𝜏𝑖+1,𝑗 − 𝜏𝑖,𝑗

∆𝑥
, 

𝐷𝑖𝑗
−𝑦

𝜏 =
𝜏𝑖,𝑗 − 𝜏𝑖,𝑗−1

∆𝑦
, 

𝐷𝑖𝑗
+𝑦

𝜏 =
𝜏𝑖,𝑗+1 − 𝜏𝑖,𝑗

∆𝑦
.                                                                                                                   (14) 

The workflow to compute grid-wide 𝜏 values corresponding to a point source/sink 

(Figure 2.1a) is as follows (Sethian, 1999; Xie et al., 2015): 

1. Label all grid nodes as unknown. 

2. Assign 𝜏 values, typically zero, to the initial source/sink nodes and label them as 

accepted. 

3. For every accepted node, locate its immediate neighboring unknown nodes and 

label them considered. 

4. For every considered node, update its 𝜏 with the minimum solution of Eq. 13, 

solved using its accepted neighbors. 

5. After updating all considered nodes, select the considered node with the 

minimum 𝜏 and label it accepted. 

6. Go to Step 3 until all grid nodes have been updated and accepted. 
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Figure 2.1 shows an illustration of the above steps for a 2D Cartesian grid (Fujita, 2014). 

The position of the source/sink is labeled as accepted (solid) in (a). Its immediate 

neighbors A, B, C, D are labeled considered in (b). After 𝜏 values are updated, the 

considered node with the smallest 𝜏 (in this case, A) is labeled accepted, as shown in (c). 

A’s neighbors (E, F, G) are then added to the pool of considered nodes in (d). The next 

accepted node is found (in this case, D) in (e), and new neighbors are considered in (f). 

This process continues until the entire grid has been assigned a 𝜏 value. 

 

Figure 2.1: Illustration of the FMM procedure on a 2D Cartesian grid (Xie et al., 2015) 

Some care should be taken when applying diffusive times of flights as 

connectivity analogs. A major limitation of this approach is that significant interaction 

between wells could severely obscure the connectivity paths. Another drawback is that 

this method is insufficient for characterizing connectivities primarily driven by fluid 
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buoyancy. Nevertheless, in most cases, diffusive times of flight provide an adequate 

measure of relative connectivity between points in the reservoir. 

  



 23 

Chapter 3:  Fast Evaluation of Well Placements in Heterogeneous 

Media Using a Machine Learning Approach1 

3.1 INTRODUCTION 

In this chapter, a machine learning approach is adopted to predict reservoir 

responses based on injector well locations. The proxies developed are trained to 

reproduce reservoir-wide objective functions, i.e., total profit, cumulative oil/gas 

produced, or net CO2 stored.  

The primary challenges that complicate the development of a data-driven model 

for evaluating well locations are two-fold. First, location data alone is insufficient in 

providing the prediction model with relevant information pertaining to the relationships 

being modeled. In most cases, geologic heterogeneity precludes us from building a 

reliable mapping between location input data and reservoir responses. As discussed in 

Chapter 1, slight adjustments to the spatial configuration of wells could yield dramatic 

changes in the reservoir responses. This is due to the complex nature of reservoir 

geology, which is often characterized by the existence of multiple geologic facies, 

impermeable zones, or diagenetic features. Second, the presence of geologic uncertainty 

means that a competent prediction model should be able to produce the appropriate 

response for a certain well configuration regardless of the geologic realization used. A 

model built solely using location data would be incapable of adapting to any geologic 

model different from that with which it was trained. 

To resolve the aforementioned issues, we propose a method to train prediction 

models using a connectivity network containing pairwise well-to-well connectivities for 

                                                 
1 A significant portion of this chapter has been published by the same author (as the first author) in the 

paper: Nwachukwu, A., Jeong, H., Pyrcz, M., Lake, L.W. 2018. Fast Evaluation of Well Placements in 

Heterogeneous Reservoir Models Using Machine Learning. J. Petrol. Sci. Eng. 163, 463-475. 

doi:10.1016/j.petrol.2018.01.019 
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all wells in the reservoir. This work presents a novel approach to combine physics and 

non-physics based techniques for developing surrogate reservoir models. 

3.2 CONNECTIVITY MEASURES 

Adequate characterization of connectivity (high-conductivity flow paths and low-

conductivity flow barriers) is crucial when exploring potential locations for well 

placement. Knudby and Carrera (2004) suggest two requirements for any valid measure 

of connectivity: i) it should be quantifiable and measurable, ii) it should contain 

information on the characteristics of flow and transport in the medium. 

A measure of connectivity presented by Renard and de Marsily (1997) is the 

exponent for power averaging of permeabilities. Effective conductivity of a medium, 

𝐾𝑒𝑓𝑓 can be obtained by power averaging of the point values of permeability K by 

𝐾𝑒𝑓𝑓 = [
1

𝑉
∫ 𝐾(𝑥)𝑐𝑑𝑉

𝑉

]

1
𝑐

                                                                                                            (15) 

where V is the reservoir volume and 𝑥 is the location in space. If 𝐾𝑒𝑓𝑓 is known, for 

example from a pumping test (Meier et al., 1998), then the exponent 𝑐 can be interpreted 

as a measure of field connectivity (Knudby and Carrera, 2004). The tractability of this 

measure makes it an attractive choice, however, it is solely reliant on permeability and 

neglects other crucial parameters like porosity, fluid compressibility etc. Moreover, it 

only provides a singular reservoir connectivity value for a complicated connectivity 

network, whereas pairwise point-to-point connectivities are needed for this study. 

 Capacitance-Resistance Modeling (CRM) has been implemented by Sayarpour et 

al. (2007), Nguyen et al. (2011), Cao et al. (2014), and others, as an approach to quantify 

interwell connectivity in waterfloods and CO2 floods. This method is based on the 



 25 

continuity equation and Darcy’s law with several simplifying assumptions. One form of 

the CRM equation for constant producer bottom-hole pressures, taken from Nguyen et al. 

(2011), is 

𝑞𝑗𝑘 = 𝑞𝑗𝑘−1𝑒
−(

∆𝑡
𝜏𝑗

)
+ ∑ 𝑓𝑖𝑗𝑖𝑗𝑘 (1 − 𝑒

−(
∆𝑡
𝜏𝑗

)
)

𝑖

                                                                        (16) 

where 𝑞𝑗𝑘 is the production rate of producer 𝑗 at time 𝑘, 𝑖 denotes injection rate, ∆𝑡 is the 

time step, and 𝜏 is a time constant measure as defined in Sayarpour et al. (2007). 𝑓𝑖𝑗 is a 

‘gain’, which is the fraction of flow from injector 𝑖 towards producer 𝑗 at steady state 

flow. This can be interpreted within this context as a measure of connectivity between 

injector 𝑖 and producer 𝑗. Because its formulation hinges solely on historical injection and 

production rates, CRM is an attractive method to estimate well-to-well connectivities 

without having to rely on a geologic model. However, this method currently only 

provides connectivities between two points with pre-existing wells. There is some 

potential for spatial interpolation of interwell gain values such that connectivity can be 

estimated between any two points in the reservoir domain; this idea is currently being 

explored.  

 The Fast Marching Method (FMM) can be used to compute a direct representation 

of the connectivity between any two points in the reservoir. As detailed in Section 2.2, 

the ‘diffusive time of flight’ 𝜏, is the time it takes the pressure front to travel from a 

source or sink to any point in the reservoir domain. 𝜏 depends on the petrophysical and 

initial fluid properties of the reservoir and suitable as a static connectivity analog within 

the context of this work. See Section 2.2 for detailed formulation of FMM. 
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3.3 METHOD 

3.3.1 Data Collection 

Data acquisition and preparation is the first step in creating a predictive model. 

For each case study, numerical simulations were run to generate the training observations 

and test data. Multiple training sizes were tested in each case to explore the effect of 

training data size on prediction accuracy. To create a sample observation, injector well 

locations were sampled randomly according a uniform distribution with limits defined by 

the reservoir boundaries. For a given well configuration and geologic model, the 

predictor variables constructed are: spatial locations of injector wells in x and y 

coordinates, pairwise connectivities between all injectors and producers, injector block 

permeabilities, injector block porosities, and initial fluid saturations in the injector blocks. 

Figure 3.1 shows the connectivity networks generated using a sample well configuration 

and two geologic realizations. The response variables for each observation were obtained 

by running reservoir simulations in GEM (developed by CMG), using the prescribed well 

configuration. The response variables considered were total profit for the waterfloods, 

and cumulative oil produced and net CO2 stored for the CO2 floods. Table 3.1 shows a 

summary of the feature and response data variables collected for training. 

Table 3.1: Summary of data observation variables used in training 

Predictors Responses 

1. Simulator input 2. Computed from 1 3. Simulator output 4. Computed from 3 

 Well x-coordinates 

 Well y-coordinates 

 Well block porosities 

 Well block 

permeabilities 

 Well block saturations 

 Pairwise 

connectivities 

 Oil production rates 

 Water production 

rates 

 Gas production 

rates 

 Net CO2  stored 

 Total profit 

 Cumulative Oil 

produced 
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Figure 3.1: Connectivity networks for a specific well placement configuration in two 

geologic realizations. These wells could be injectors or producers 

3.3.2 The Gradient Boosting Method 

Gradient boosting is a decision tree-based supervised learning technique used to 

create prediction models, or in this case, flow simulator proxies. In this study, we used 

the XGBoost library, a scalable, sparsity-aware algorithm for boosting, designed by Chen 

and Guestrin (2016) to be more computationally efficient and flexible than other boosting 

algorithms. Gradient boosting is similar to the more common ensemble tree-based 

method, random forests, however, as opposed to random forests wherein all trees are built 

simultaneously and averaged, gradient boosting sequentially builds new trees to reduce 

the residual from all previous trees. This enables the prediction model to be ‘boosted’ 
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gradually, as more trees are built. The primary tuning parameters (hyperparameters) for 

XGBoost include: number of trees, 𝑁𝑡, the interaction depth, 𝑑, which controls the size of 

the trees, the shrinkage factor, 𝜆, which handles the learning rate, and bag fraction, 𝑏, 

which regulates how much of the total dataset is sampled when a new tree is built (Chen 

and Guestrin, 2016; Nwachukwu et al., 2018a). The boosting algorithm proceeds as 

follows (James et al., 2014, Nwachukwu et al., 2018b): 

i. Set 𝑓(𝑥) = 0, ⇒ 𝑟𝑖 = 𝑓(𝑥𝑖) − 𝑓(𝑥𝑖) = 𝑦𝑖 ∀ 𝑖 in the training set. 

ii. For 𝑛 = 1: 𝑁𝑡, 

1. Randomly sample (𝑋𝑛, 𝑟𝑛) of size 𝑏𝑁 from the training dataset. 

2. Fit a tree 𝑓𝑛 with depth 𝑑 to the sampled training data (𝑋𝑛, 𝑟𝑛). 

3. Update 𝑓(𝑥) by adding the new tree, weighted by  the shrinkage factor 

𝑓(𝑥) ← 𝑓(𝑥) + 𝜆𝑓𝑛(𝑥). 

4. Update the residuals 

𝑟𝑖 ← 𝑟𝑖 − 𝜆𝑓𝑛(𝑥𝑖). 

iii. The boosted model is 

𝑓(𝑥) = ∑ 𝜆𝑓𝑛(𝑥)

𝑁𝑡

𝑛=1

, 

where 𝑓 is the true model, 𝑓 is the prediction model, 𝑥 is the prediction data, 𝑦 is the true 

response data, 𝑁 is the total number of observations, and 𝑟 is the residual.  
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The training data was fed to the XGBoost algorithm where a prediction model 

was created subject to the specified tuning parameters. The choice of tuning parameters is 

non-trivial; an optimal combination of parameters must be found to simultaneously 

minimize training error and guard against overfitting. In this study, tuning parameters 

were selected by performing a 5-fold cross validation on the training data to maximize 

the R
2
 value. Note that the criteria used for cross validation are somewhat significant – 

minimization of the mean square error or error percentage would yield different tuning 

parameters. In traditional machine learning applications, a more common choice for 

determining model superiority is the root mean square error (RMSE). In this application 

however, the objective is to decide between candidate well locations or controls, 

therefore, correlation and relative trend between proxy and simulator output is of utmost 

importance. Hence the decision to maximize R
2
. Details regarding the hyperparameters 

for all prediction models used in this work are given in Appendix A. 

One of the benefits of data-driven approaches to proxy modeling is that any error 

or correlation measure can be obtained experimentally by validation on a test dataset, i.e., 

uncertainties in proxy predictions can be directly quantified during the training and 

testing process, provided that the distribution of the prediction set is similar to the test set. 

In Chapter 4, we will demonstrate the significance of prediction uncertainty during the 

optimization procedure. Figure 3.2 shows a simplified workflow of the proposed method. 
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Figure 3.2: Workflow of the proposed procedure 

Depending on the complexity of the scenario in question, criteria as to what 

constitutes a “good” prediction model could be different. The following section outlines 

some important measures to consider. 

3.3.3 Measures of Success 

1. R
2
 value – This is a direct measure of correlation between predictions and true 

values. Depending on the number of observations, high R
2
 values could indicate 

sufficient agreement between the proxies and numerical simulations. It can be 

computed by 
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𝑅2 = 1 −
∑ (𝑦𝑖 − 𝑓(𝑥𝑖))

2

𝑖

∑ (𝑦𝑖 − �̅�)2
𝑖

,                                                                                         (17) 

where 𝑥 is the input data, 𝑦 is the true response data with mean �̅�, and 𝑓 is the 

proxy. 

2. Error distribution. When the response variable is NPV, the errors between true 

and predicted values aren’t normally distributed. In these situations, the error 

distribution can be a very informative measure of proxy performance. Errors can 

be expressed as fractions calculated as 

𝑒𝑖 =
|𝑦𝑖 − 𝑓(𝑥𝑖)|

𝑦𝑖
.                                                                                                           (18) 

We constructed histograms to examine the nature of the error distributions. 

Because of the highly skewed nature of the distributions (as will be shown later), 

we use the median error, instead of the mean, as an appropriate value to gauge 

prediction performance. 

3. RMSE. The root mean square error presents an estimate of by how much each 

predicted response will deviate from its true value. Since this measure depends on 

the magnitude of the responses for a given case, it cannot be used for comparative 

purposes between different cases or geologic models. It is however useful during 

cross validation for selecting an ideal combination of tuning parameters. RMSE is 

calculated by 

𝑅𝑀𝑆𝐸 = √𝐸 [(𝑦𝑖 − 𝑓(𝑥𝑖))
2

],                                                                                    (19) 

where 𝐸[∙] represents an expected value. 
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3.4 APPLICATION 

We considered five diverse synthetic scenarios to demonstrate the applicability of 

the proposed method: i) a waterflood in a homogeneous reservoir model with one 

injection well, ii) a waterflood in a channelized reservoir with two injection wells, iii) 

waterfloods in a 20-model ensemble with two injection wells, iv) a CO2 flood in a 

heterogeneous reservoir with two injection wells, v) a CO2 flood in a heterogeneous 

reservoir with spatially-varying initial fluid saturation and three injectors. Each of the 

aforementioned cases consists of a 50-by-50 two-dimensional grid measuring 5000 ft on 

each side and a thickness of 40 ft. A production well is drilled near the center of the 

reservoir with a primary constraint set at 6000 bbl/day. In all cases, the water injections 

wells are set to operate at 4000 bbl/day, while CO2 injectors are set at 800000 m
3
/day. 

Closed boundary conditions are assumed on all sides of the reservoir. 

3.4.1 Case 1: Homogeneous Reservoir; Waterflood; 1 Injection Well 

Case 1 consists of a homogeneous model with permeability 300 md and porosity 

0.3 (Figure 3.3b). One production well is placed at the center of the grid as shown in 

Figure 3.3a. A waterflood is initiated and allowed to run for 2000 days. One injection 

well is to be placed in the 50-by-50 grid, giving a total of 2500 possible observations. A 

training observation is generated by randomly selecting a location in the grid and running 

a numerical simulation. Predictive models were built using three different training sizes: 

20, 50 and 100. Figure 3.4 shows a comparison of the results obtained from the numerical 

simulation and the trained models. The response variable, total profit, is calculated by 

𝑝𝑟𝑜𝑓𝑖𝑡 = ∑ 𝑐𝑜𝑄𝑜,𝑗 + 𝑐𝑔𝑄𝑔,𝑗 − 𝑐𝑤𝑄𝑤,𝑗

𝑁𝑝𝑟𝑜𝑑

𝑗=1

− ∑ 𝑐𝑤𝑖𝑛𝑗
𝑄𝑤𝑖𝑛𝑗,𝑖

𝑁𝑖𝑛𝑗

𝑖=1

,                                           (20) 
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where 𝑁𝑝𝑟𝑜𝑑 and 𝑁𝑖𝑛𝑗 are the numbers of producers and injectors, respectively, 𝑐𝑜 =

$50/𝑏𝑏𝑙 and 𝑐𝑔 = $3/1000 𝑐𝑢. 𝑓𝑡 are the prices of oil and gas per unit volume, 

respectively, 𝑐𝑤 = $0.10/𝑏𝑏𝑙 is the cost of water disposal per unit volume, 𝑐𝑤_𝑖𝑛𝑗 =

$0.06/𝑏𝑏𝑙 is the cost of water injection per unit volume, 𝑄𝑜,𝑗, 𝑄𝑔,𝑗 and 𝑄𝑤,𝑗 denote the 

cumulative production at producer 𝑗 of oil, gas, and water, respectively, and 𝑄𝑤_𝑖𝑛𝑗,𝑖 is 

the cumulative water injected at injector 𝑖. 

 

(a) 

 

(b) 

Figure 3.3: (a) Homogeneous model used for validation, (b) true profit response (in 

MM$) as a function of injector location. As expected, the results here 

indicate that the injector should be placed as far away from the producer as 

possible 
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Figure 3.4: Validation results for Case 1. (Row A) 20 training observations (Row B) 50 

training observations (Row C) 100 training observations. (Col. 1) Scatter 

plot of true profit vs. predicted profit, red line with unit slope representing a 

perfect prediction. (Col. 2) Histogram showing distribution of test errors, 

expressed as a fraction. (Col. 3) Predicted profit response (in MM$) as a 

function of injector location 

Figure 3.3b shows the true profit as a function of injector well placement for all 

locations in the model. Figures 3.4-A1, -B1, -C1 show the r-squared values between true 
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and predicted responses in the test set for the three training sizes. Figures 3.4-A2, -B2, -

C2 show histograms of test errors. Figures 3.4-A3, -B3, -C3 show the recreated profit 

maps using the predictive models. As expected, prediction accuracy increases with 

training size, however, satisfactory results are obtained when only 20 instances are used 

in the training set. The performance of the models is summarized in Table 3.2. A 

summary of simulation and training times is given in Table 3.3. 

Table 3.2: Summary of proxy performance for Case 1 

No. of training data  R
2
 Median error RMSE (MM$) 

20 0.984 0.009 6.78 

50 0.997 0.005 4.02 

100 0.998 0.004 3.58 

Table 3.3: Summary of simulation times on 2500 observations for Case 1 

PROXY MODELS 

No. of training 

data 

*Training time 

(s) 

Prediction time 

(s) 
Total time (s)  

Time per 

observation (s) 

20 37.8 0.24 38.04 0.02 

50 88.8 0.29 89.09 0.04 

100 171.3 0.35 171.65 0.07 

NUMERICAL SIMULATION 

No. of observations Total time (s) Time per observation (s) 

2500 4100 1.64 

*training includes numerical simulations on training data, and time spent on training the XGBoost model 

Intuitively, we would expect injector locations farther away from the producer to 

yield higher profit values, since the sweep efficiency in such scenarios is higher. 

Therefore, the optimal injector locations occur at points closer to the corners of the 

reservoir grid. On the plots shown in Figures 3.4-A1, -B1, and -C1, injector locations 

farther away from the producer are represented towards the top on the red lines. 
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Likewise, locations closer to the producer in the center appear towards the bottom of the 

red lines. 

3.4.2 Case 2: Channelized Reservoir; Waterflood; 2 Injection Wells 

Case 2 comprises of a channelized reservoir model with an idealistic 300 md 

fluvial channel embedded in a 10 md matrix, as shown in Figure 3.5. Porosity values of 

0.3 and 0.05 are assigned to channel and matrix grid cells, respectively. Two water 

injection wells (whose locations vary per training observation) are placed in the 50-by-50 

grid and a waterflood is allowed to continue for 2000 days. 2000 observations were 

generated by randomly sampling locations within the grid for both wells. The total 

number of possible observations is 6,250,000 (2500
2
, where 2500 is the total number of 

grid cells and 2 is the number of wells). Training sizes tested for this case were 50, 100, 

and 500. The rest of the 2000 observations were then used to comprise the test set. The 

response variable is profit, again calculated using Eq. 20. 

 

Figure 3.5: Permeability model for Case 2. A 300 md channel is embedded in a 10 md 

matrix. 
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Figure 3.6: Validation results for Case 2. (Row A) 50 training observations (Row B) 

100 training observations (Row C) 500 training observations. (Col. 1) 

Scatter plot of true profit vs. predicted profit (in MM$), red line with unit 

slope representing a perfect predictive model. (Col. 2) Histogram showing 

distribution of test errors, expressed as a fraction. (Col. 3) Scatter plot of 

true profit vs. predicted profit with connectivity excluded (in MM$), red line 

with unit slope representing a perfect predictive model. (Col. 4) Histogram 

showing distribution of test errors with connectivity excluded, expressed as 

a fraction 

The performances of the models are shown in Figure 3.6-A1, -B1, -C1. To 

illustrate the effect of adding connectivities as predictors, models were also trained with 

connectivities excluded from the predictor variables. Figure 3.6-A3, -B3, -C3 show the 
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corresponding results when spatial locations are used as the only predictor variable. The 

prediction accuracy is significantly worse when connectivity is neglected. A summary of 

results and error measures is given in Table 3.4. Table 3.5 shows execution times spent 

on simulation and training. 

Table 3.4: Summary of proxy performance for Case 2 

No. of training data  R
2
 Median error RMSE (MM$) 

50 0.946 0.020 17.81 

100 0.958 0.019 15.79 

500 0.989 0.009 7.98 

Table 3.5: Summary of simulation times on 2000 observations for Case 2 

PROXY MODELS 

No. of training 

data 

*Training time 

(s) 

Prediction time 

(s) 
Total time (s)  

Time per 

observation (s) 

50 56.7 0.33 57.03 0.03 

100 106.7 0.31 107.01 0.05 

500 500.5 0.18 500.68 0.25 

NUMERICAL SIMULATION 

No. of observations Total time (s) Time per observation (s) 

2000 1960 0.98 

*training includes numerical simulations on training data, and time spent on training the XGBoost model 

As discussed earlier, we introduced a well-to-well pairwise connectivity measure 

as a pseudo-spatial variable to describe well placements. The number of connectivity 

values increases as more wells are placed in the reservoir. Specifically, the number of 

connectivity features is 𝑛(𝑛 − 1)/2 where 𝑛 is the number of wells to be placed. 

Therefore, the size of feature variables in the training data set changes with the number of 

wells. We should expect an increase in feature data size to be followed by a 

corresponding increase in training time. The scale of this increase depends on the 
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computational resources used for training. In this study, we observed a training time 

increase of about 50% with XGBoost when an additional well is placed. 

3.4.3 Case 3: Model Ensemble; Waterflood; 2 Injection Wells 

The capability of the proposed approach was tested with a model ensemble. In 

this scenario, an important question is sought to be answered: in the case of geologic 

uncertainty, can a proxy, which has been trained using a particular subset of geologic 

models, be applied to predict responses from other subsets? If so, what are the limitations 

in this application? This inquest seems theoretically reasonable; since connectivities carry 

information about the reservoir geology, a proxy trained using connectivity should be 

able to generate predictions from different geologic models in an ensemble. This is one 

major implication of this work; for ensemble-based procedures and optimizations 

requiring evaluations for multiple geologic models, only one proxy model need be 

trained. 

20 models with different permeability distributions were generated using 

Sequential Gaussian Simulation. Variograms and other geostatistical parameters were 

kept constant across all models. Figure 3.7 shows 10 sample models in the ensemble. 

Permeability distributions are Gaussian, in contrast to the binary model used in Case 2. 

2000 observations are generated by first randomly sampling a geologic model in the 

ensemble, then sampling locations for two wells within the model chosen. Thus, 

representative observations from all the geologic models in the ensemble are included in 

the training and test set. The total number of possible observations is 125,000,000 (2500
2
 

× 20, where 2500 is the total number of grid cells, 2 is the number of wells and 20 is the 

ensemble size). Because of the increased complexity, we used a greater number of 
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training observations than in Cases 1 and 2: 100, 200, and 500. The rest of the 2000 

observations comprise the test set. 

 

Figure 3.7: 10 sample models in the ensemble showing log10 md permeability. 
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Figure 3.8: Validation results for Case 3. (Row A) 100 training observations (Row B) 

200 training observations (Row C) 500 training observations. (Col. 1) 

Scatter plot of true profit vs. predicted profit (in MM$), red line with unit 

slope representing a perfect predictive model. (Col. 2) Histogram showing 

distribution of test errors, expressed as a fraction. (Col. 3) Scatter plot of 

true profit vs. predicted profit with connectivity excluded (in MM$), red line 

with unit slope representing a perfect predictive model. (Col. 4) Histogram 

showing distribution of test errors with connectivity excluded, expressed as 

a fraction 

Results of training the models with and without connectivities are shown in 

Figure 3.8. The significance of including connectivities is even more pronounced in the 

case of a model ensemble. Table 3.6 presents a summary of results and error measures. 

Table 3.7 shows execution times spent on simulation and training. 
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Table 3.6: Summary of proxy performance for Case 3 

No. of training data  R
2
 Median error RMSE (MM$) 

100 0.951 0.082 28.48 

200 0.971 0.067 21.52 

500 0.985 0.046 14.29 

Table 3.7: Summary of simulation times on 2000 observations for Case 3 

PROXY MODELS 

No. of training 

data 

*Training time 

(s) 

Prediction time 

(s) 
Total time (s)  

Time per 

observation (s) 

100 110.15 0.25 110.40 0.06 

200 211.17 0.24 211.41 0.11 

500 514.53 0.19 514.72 0.26 

NUMERICAL SIMULATION 

No. of observations Total time (s) Time per observation (s) 

2000 2020 1.01 

*training includes numerical simulations on training data, and time spent on training the XGBoost model 

3.4.4 Case 4: Heterogeneous Reservoir; CO2 flood; 2 Injection Wells 

The approach was applied to a CO2 flood in a heterogeneous reservoir. The top 

layer of the well-known SPE10 model (Christie and Blunt, 2001) was used for this case 

(Figure 3.9). Two response variables were considered: i) the net storage of CO2 in the 

reservoir, and ii) Cumulative oil produced. Two CO2 injection wells (whose locations 

vary per observation) are used, and a 1500-day CO2 flood is initiated. Observations were 

created as described in Case 2. The training sizes used were 200, 500, and 1000. Figures 

3.10 and 3.11 show the results for prediction of cumulative oil production and net CO2 

stored, respectively. 
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Figure 3.9: Upscaled SPE10 model used in Case 4. (a) Log permeability (b) porosity 
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Figure 3.10: Prediction of cumulative oil production (10
6
 m

3
). (Row A) 200 training 

observations (Row B) 500 training observations (Row C) 1000 training 

observations. (Col. 1) Scatter plot of true response vs. predicted response (in 

MM$), red line with unit slope representing a perfect predictive model. 

(Col. 2) Histogram showing distribution of test errors, expressed as a 

fraction. (Col. 3) Scatter plot of true response vs. predicted response with 

connectivity excluded (in MM$), red line with unit slope representing a 

perfect predictive model. (Col. 4) Histogram showing distribution of test 

errors with connectivity excluded, expressed as a fraction 
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Figure 3.11: Prediction of net CO2 stored (10
10

 mol). (Row A) 200 training observations 

(Row B) 500 training observations (Row C) 1000 training observations. 

(Col. 1) Scatter plot of true response vs. predicted response (in MM$), red 

line with unit slope representing a perfect predictive model. (Col. 2) 

Histogram showing distribution of test errors, expressed as a fraction. (Col. 

3) Scatter plot of true response vs. predicted response with connectivity 

excluded (in MM$), red line with unit slope representing a perfect predictive 

model. (Col. 4) Histogram showing distribution of test errors with 

connectivity excluded, expressed as a fraction 

As in the previous cases, the results shown in Figure 3.10 and 3.11 support the 

suitability of the proposed approach and the argument for including connectivities as a 

predictor variable when evaluating well placements. While it might not be immediately 

obvious from the plots, the quantitative measures of success shown at the top of the 
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figures support this conclusion. These error measures are reproduced in Table 3.8. Table 

3.9 shows a summary of model training and execution times. 

Table 3.8a: Summary of proxy performance for predicting cumulative oil production 

No. of training data  R
2
 Median error RMSE (10

6
 m

3
) 

200 0.866 0.048 0.20 

500 0.909 0.030 0.16 

1000 0.931 0.026 0.13 

Table 3.8b: Summary of proxy performance for predicting net CO2 stored 

No. of training data  R
2
 Median error RMSE (10

10
 mol) 

200 0.860 0.053 1.22 

500 0.899 0.041 1.05 

1000 0.925 0.032 0.97 

Table 3.9: Summary of simulation times on 2000 observations for Case 4 

PROXY MODELS 

No. of training 

data 

*Training time 

(s) 

Prediction time 

(s) 
Total time (s)  

Time per 

observation (s) 

200 796.84 0.47 797.31 0.40 

500 1971.33 0.42 1971.75 0.99 

1000 3925.58 0.30 3925.88 1.96 

NUMERICAL SIMULATION 

No. of observations Total time (s) Time per observation (s) 

2000 7802 3.90 

*training includes numerical simulations on training data, and time spent on training the XGBoost model 

3.4.5 Case 5: Heterogeneous Reservoir; CO2 flood; 3 Injection Wells 

Finally, we tested the applicability of the approach to a more complex situation 

involving an intricate grid structure (Figure 3.12) and 3 injection wells. The grid was 

structured such that initial fluid saturations vary areally across the reservoir, making the 

response surface more complicated. As in Case 4, petrophysical properties were extracted 
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from an upscaled version of the top layer of the SPE10 model. A CO2 flood was initiated 

using 3 injection wells and allowed to continue for 1500 days. The training sizes tested 

were 200, 500, and 1000. The primary response variable considered is net CO2 stored. 

 
(a) 

 
(b) 

 
(c) 

Figure 3.12: Heterogeneous model and grid structure used in Case 5. (a) Log 10 

permeability (b) porosity (c) Initial water saturation (fraction) 
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Figure 3.13: Prediction of net CO2 stored (10
10

 mol). (Row A) 200 training observations 

(Row B) 500 training observations (Row C) 1000 training observations. 

(Col. 1) Scatter plot of true response vs. predicted response (in MM$), red 

line with unit slope representing a perfect predictive model. (Col. 2) 

Histogram showing distribution of test errors, expressed as a fraction. (Col. 

3) Scatter plot of true response vs. predicted response with connectivity 

excluded (in MM$), red line with unit slope representing a perfect predictive 

model. (Col. 4) Histogram showing distribution of test errors with 

connectivity excluded, expressed as a fraction 

Figure 3.13 presents a summary of the model performance. The predictions 

conform to numerical simulation results with acceptable accuracy. Tables 3.10 and 3.11 

show a summary of model performance and execution times, respectively. 
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Table 3.10: Summary of proxy performance for predicting net CO2 stored 

No. of training data  R
2
 Median error RMSE (10

10
 mol) 

200 0.808 0.048 1.90 

500 0.875 0.037 1.52 

1000 0.927 0.027 1.19 

Table 3.11: Summary of simulation times on 2000 observations for Case 5 

PROXY MODELS 

No. of training 

data 

*Training time 

(s) 

Prediction time 

(s) 
Total time (s)  

Time per 

observation (s) 

200 2195.43 0.26 2195.69 1.10 

500 5477.63 0.21 5477.84 2.74 

1000 10950.41 0.13 10950.54 5.48 

NUMERICAL SIMULATION 

No. of observations Total time (s) Time per observation (s) 

2000 21876 10.94 

*training includes numerical simulations on training data, and time spent on training the XGBoost model 

3.5 IMPACT OF GEOLOGIC MODEL ENSEMBLE DIVERSITY ON PREDICTION ACCURACY 

With an aim to identify some limitations of the approach, we further considered 

scenarios wherein the geologic models in the ensemble are increasingly diversified. That 

is, how does the prediction scheme perform as geologic uncertainty is further increased? 

This question was explored experimentally by generating multiple ensembles using 

Sequential Gaussian Simulation, each with a different level of diversity. In this study, 

diversity was increased by varying the anisotropy ratios and azimuths of continuity 

between all the models in a given ensemble. 9 100-model ensembles were created which 

include the combinations of the following: 3 scenarios in which the anisotropy ratio is 

sampled from the distributions 𝑈(1,1), 𝑈(1,5), and 𝑈(1,10), and 3 scenarios in which 

the azimuth of greatest continuity is sampled from 𝑈(0,0), 𝑈(0,90), and 𝑈(0,180). 
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Figure 3.14  shows the log10 permeabilities of the ensemble (showing 20 of 100 models) 

generated with the combination 𝑈(1,5) and 𝑈(0,180) for the anisotropy ratio and 

azimuth distributions, respectively. 

 

Figure 3.14: Log10 permeabilities for 1 of 9 ensembles created. This ensemble 

corresponds to the combination 𝑈(1,5) and 𝑈(0,180) for the anisotropy 

ratio and azimuth distributions, respectively. The figure shows 20 out of the 

100 models generated 

 The production scenario used in this section is identical to that from Case 3 (see 

Section 3.4.3): a waterflood is to be performed with 2 injection wells whose locations are 

yet to be determined, and a single producer at the center of the model as shown in Figure 

3.14. The performances of the best prediction models trained using each of the ensembles 
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are summarized in Figure 3.15. Model performance was assessed using R
2
 values and 

median error percentages. For both measures, there is evidently a consistent trend as the 

ensembles are increasingly diversified: the prediction accuracy decreases. The trend is 

more pronounced in the median error percentage illustrated in Figure 3.15 (left), which 

shows an error of over 11% produced for the most diverse ensemble. With respect to the 

R
2
 value, while the models show a similar trend of weaker predictions with increasing 

diversity, the drop in performance is far less pronounced. Figure 3.15 (right) shows that 

even the weakest model produces a satisfactory R
2
 value of about 0.96. In comparison 

with the anisotropy ratio, the trends of decreasing performance are more gradual as the 

azimuth of continuity is varied. That is, ensemble diversity in anisotropy ratio affects 

prediction accuracy more significantly that azimuth diversity. Figure 3.16 shows scatter 

plots of the true and predicted objective functions for the test datasets. 

 

Figure 3.15: Median error percentage (left) and R
2
 value (right) as a function of geologic 

model ensemble diversity 
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Figure 3.16: True vs predicted profit (in MM$). Columns (left to right): anisotropy ratio 

distributions 𝑈(1,1), 𝑈(1,5), and 𝑈(1,10), respectively. Rows (top to 

bottom): major continuity azimuth distributions 𝑈(0,0), 𝑈(0,90), and 

𝑈(0,180) 

The conclusions from this section are two-fold. First, in the presence of severe 

geologic uncertainty characterized by an exceedingly diverse ensemble, an appropriate 
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application of the proposed connectivity-based method would be for procedures in which 

comparison between potential well configurations is of primary importance. Since the R
2 

values are not significantly decreased for diverse ensembles, the ordering of potential 

solutions are somewhat accurate, and comparisons can still be made with reasonable 

confidence. In studies where an absolute evaluation of a potential well configuration is 

needed, severe geologic uncertainty could preclude the application of the proposed 

approach because the errors may be too large. Second, as illustrated in Figure 3.15, the 

prediction errors are more sensitive to increasing diversity in anisotropy ratio in 

comparison with azimuth of major continuity. This implies that connectivities are more 

reliant on (or well-defined by) anisotropy ratios in a geologic model than on the major 

direction of continuity. In other words, changing the direction of the permeability streaks 

does not hinder our ability to translate point-to-point connectivities between multiple 

geologic models, however, changing the shape of the permeability streaks does. 

3.6 CONCLUSIONS 

This chapter proposed an approach to provide quick evaluations of well 

placements in heterogeneous models and geologic model ensembles. Extreme Gradient 

Boosting, a machine learning method, was used to reproduce reservoir response values 

such as profit, cumulative oil/gas produced, and net CO2 stored, as a function of injector 

well location. Introduction of well-to-well connectivities as a predictor variable yielded 

significant improvements in the predictive ability of the trained proxy models. The 

connectivity measure used is ‘diffusive time of flight’ obtained by solving the Eikonal 

Equation using the Fast Marching Method. Applications to five diverse case studies 

demonstrate that the proposed approach can provide a suitable alternative to numerical 

simulations with reasonable accuracy while saving computational time. Additionally, 
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well-defined test errors are indirectly measured during the training process, which can 

provide an accurate quantitative measure of uncertainty when the proxy models are used. 

In the event of geologic uncertainty characterized by an ensemble of models, the 

connectivity networks are able to reliably translate geologic information between models, 

such that  high prediction accuracy is attained regardless of the realization being used. 

The next chapter demonstrates an application of the proposed method to optimize 

vertical well placements and controls during reservoir management A potential benefit of 

applying this method in many optimization procedures is that a larger area of the solution 

space can be searched without any significant increase in computational costs. Moreover, 

in the case of gradient-based optimization approaches for model ensembles, the gradients 

do not have to be approximated. Gradients can be computed more rigorously, leading to 

an improvement in optimization results without a corresponding increase in 

computational expense. 
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Chapter 4:  Optimization of Well Locations and Controls under 

Geologic Uncertainty2 

4.1 INTRODUCTION 

This chapter proposes a hyperdimensional, simultaneous optimization of well 

locations and controls using a novel optimization scheme similar to Mesh Adaptive 

Direct Search (MADS). The method introduced in Chapter 3 is extended to jointly 

evaluate well locations and controls. We demonstrate the optimization procedure using an 

application to water-alternating-gas (WAG) CO2 injection. Our optimization scheme is 

developed to fully take advantage of the computational speed and efficiency of the proxy. 

4.1.1 Connectivity-aided prediction model 

We start with a summary of the approach presented in Chapter 3. As with other 

machine learning procedures, the algorithm starts with the collection and manipulation of 

feature and response data. This is achieved by running a few reservoir simulations using 

randomly sampled well locations within the domain of interest. For each input 

configuration, well-to-well connectivities are computed between every pair of wells in 

the reservoir using FMM. These connectivities are concatenated with injector block 

porosities, permeabilities, and saturations, as well as the physical spatial coordinates of 

the wells. Together, these parameters make up the predictor variables that constitute the 

feature data used for training. 

Each data observation, characterized by a unique well configuration and 

combination of predictor parameters, is evaluated in a reservoir simulator to obtain a true 

output. A defined reservoir-wide objective function, such as net present value (NPV), can 

                                                 
2 A significant portion of this chapter has been published by the same author (as the first author) in the 

paper: Nwachukwu, A., Jeong, H., Sun, A., Pyrcz, M., Lake, L.W. 2018. Machine Learning-Based 

Optimization of Well Locations and WAG Parameters under Geologic Uncertainty. SPE IOR Conference, 

Tulsa, Oklahoma. doi:10.2118/190239-MS 
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then be computed from the simulator output, to comprise the corresponding response 

observation. The feature and response data are fed into the XGBoost library to create a 

prediction model. Tuning parameters for the training algorithm (number of trees, 

shrinkage factor, bag fraction, and tree depth) are optimized by cross-validation to 

minimize the mean square error. A summary of the method is shown in Algorithm 1. 

Algorithm 1: Generating the prediction model  

Initialization: Choose the number of training observations, 𝑁 

Extract data. For 𝑖 = 1: 𝑁: 

1. Randomly sample 𝑥𝑖
𝑗
, 𝑦𝑖

𝑗
 𝑖𝑛 𝑆 𝑓𝑜𝑟 𝑎𝑙𝑙 𝑗, where 𝑥𝑗  and 𝑦𝑗 are the areal 

coordinate locations of well 𝑗, and 𝑆 is the set of potential well locations. 

2. Create data observation 𝑑𝑖 = {𝑥𝑖, 𝑦𝑖 , 𝜑𝑖, 𝑘𝑖 , 𝛽𝑖}, where 𝑥𝑖 , 𝑦𝑖 ∈  ℝ𝑗  are arrays 

of well coordinates, 𝜑𝑖 , 𝑘𝑖 ∈  ℝ𝑗 are arrays of porosities and permeabilities, 

respectively, at the well blocks, and 𝛽𝑖 ∈  ℝ𝑗(𝑗−1)/2 is an array of pairwise 

well connectivities. 

3. Compute 𝜔𝑖 = 𝑓(𝑑𝑖), where 𝜔𝑖 is the objective function value, and 𝑓 is a 

reservoir simulator. 

Build a prediction model 𝑓(𝑑) using the dataset [𝑑, 𝑤]. 

Predict response 𝑤′ = 𝑓(𝑑) given any new well configuration {𝑥′, 𝑦′}. 

4.1.2 Joint Optimization of Well Placement and Controls 

In reservoir management and field development, optimization of well placements 

and controls has traditionally been handled separately. The complexity and computational 

expense required to solve the joint optimization problem often necessitates a sequential 

approach. However, the optimal operating conditions of a well is contingent on its 

location, proximity to other wells, and the surrounding geology. In a study by Bellout et 

al. (2012), they showed that a joint optimization approach could yield an increase of up to 

20% in NPV compared to its sequential counterpart. Isebor et al. (2014) also observed a 

superior performance using the joint procedure relative to the sequential approach. 
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The manner in which the joint problem has been handled in recent studies has 

varied. Forouzanfar and Reynolds (2014) introduced a joint approach in which both the 

location and control problems are handled using a gradient-based algorithm. Bellout et al. 

(2012) used a nested iterative approach wherein the placement problem is solved by a 

search algorithm, but the control problem is solved using gradients. Isebor (2013) 

proposed a derivative-free method for both location and controls using a hybridization of 

Particle Swarm Optimization and Mesh Adaptive Direct Search (PSO-MADS). While the 

joint approach is more accurate and better suited for the multidimensional optimization 

problem, the number of function evaluations required are much greater than in 

sequential-based schemes (Kolda et al. 2003; Bellout et al. 2012; Isebor et al. 2013). 

Pattern search procedures are more easily parallelizable, which alleviates the 

computational expense. Pattern search algorithms however require a discretization of 

continuous control variables, which may initiate some issues related to the resolution 

used. In this chapter, we propose a novel search-based procedure to solve the joint 

problem in a truly multidimensional manner. We use a pattern search procedure in which 

the underlying mesh is removed, thereby circumventing any problems related to 

discretization of continuous variables. Furthermore, our method allows for a more 

thorough search of the solution space in multiple directions using the trained proxy as the 

primary evaluator. This implies that we can realize a more comprehensive search of the 

solution space than in sequential procedures, without any significant increase in 

computational cost. In essence, we simultaneously achieve the accuracy of joint 

optimization schemes, the speed of surrogate models, and tractability of pattern search 

methods. This chapter presents the extension of the data-driven proxy to include well 

controls during WAG injection; and development of an optimization strategy (modified 
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from MADS) that efficiently combines the proxy and a reservoir simulator to solve the 

joint well locations and controls problem in a multidimensional manner. 

4.2 MESH ADAPTIVE DIRECT SEARCH 

To aid the reader in understanding our proposed optimization scheme, we first 

present a brief description of the MADS procedure. Demonstrations of applications using 

MADS and more detailed explanations of its intricacies can be found in Audet and 

Dennis Jr. (2004), Audet and Dennis Jr. (2006), and Le Digabel (2011). 

MADS, along with other pattern-search methods, operates typically by polling. 

Polling is the evaluation of the objective function on points defined by a stencil of size 

∆𝑝, whose center is located at the current best solution. Consider the two-dimensional 

search space in Figure 4.1. The solution space has been discretized according to a mesh 

defined by size ∆𝑚 on which the stencil points must lie. Between polling iterations, 

stencil directions can be assigned randomly, but they must be mutually orthogonal. If the 

evaluated objective function at any of the stencil points yields an improvement over the 

center, the next iteration proceeds with the stencil center moved to that point. If no 

improvement is found, the next iteration proceeds at the same stencil center with new 

stencil size Δ𝑝 ← 𝜙Δ𝑝, where 𝜙 is a reduction factor between 0 and 1. The algorithm is 

terminated if a maximum number of iterations is reached or if Δ𝑝 is reduced beyond a 

specified threshold. MADS has been theoretically proven to achieve local convergence 

(Audet and Dennis Jr., 2006; Bellout et al. 2012; Isebor et al. 2014) and can possess some 

global search characteristics if the initial stencil size is large enough. Global exploration 

features can be further attained if an optional random search step is introduced at every 

iteration before polling. If a search is successful, the polling step is skipped and the next 

iteration proceeds. A summary of the MADS procedure is given in Algorithm 2. 
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Figure 4.1: A two-dimensional MADS iteration step showing random search  points and 

a polling stencil in the inner square 

Algorithm 2: MADS procedure 

Initialization: Choose initial guess 𝑥0 and compute objective function 𝑦0 = 𝑓(𝑥0). Set 

number of iterations 𝑁𝑘 and assign minimum poll size ∆𝑝
𝑚𝑖𝑛 

While 𝑘 ≤ 𝑁𝑘 𝑎𝑛𝑑 ∆𝑝≥ ∆𝑝
𝑚𝑖𝑛: 

1. Search: randomly sample points 𝑠1, 𝑠2, 𝑠3, … and evaluate 𝑓(𝑠1), 𝑓(𝑠2), 𝑓(𝑠3), …. 

If a new best solution is found at 𝑖, set 𝑥𝑘 ← 𝑠𝑖 as the new polling center and 

proceed to next iteration. If search fails, proceed to 2. 

2. Poll: Evaluate 𝑓(𝑝1), 𝑓(𝑝2), 𝑓(𝑝3), … at poll points 𝑝1, 𝑝2, 𝑝3, … around 𝑥𝑘−1. If a 

new best solution is found at 𝑖, set 𝑥𝑘 ← 𝑝𝑖 as the new polling center and proceed 

to next iteration. If search fails, set Δ𝑝 ← 𝜙Δ𝑝, 0 < 𝜙 < 1 and proceed to next 

iteration. 

4.3 CREATING THE PREDICTION MODEL 

Three machine learning techniques were tested for the application presented in 

this chapter: Artificial Neural Networks, Random Forests, and Gradient Boosting. In this 

section, we detail the steps taken to train the models and review some theory regarding 

the methods used. The prediction models will often exhibit heteroscedasticity, i.e., 

prediction error could be a function of some response or feature variables. This is quite 
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evident in the case studies presented in Chapter 3. As demonstrated in a latter section, we 

accounted for this when implementing the optimization procedure. 

4.3.1 Data Collection 

The first step in creating the proxy is the decision of how many data observations 

to be used for training. Prediction accuracy is significantly influenced by training data 

size in most case studies.  This decision mostly depends on the computational resources 

available, and the complexity of the scenario in question. Typically, 1000 data 

observations are sufficient for most waterfloods and CO2 floods we have considered. 

Even fewer observations often yield proxies with very small prediction error. 

One data observation comprises of a combination of parameters created by 

sampling the variables of interest from a desired distribution. For example, x and y areal 

coordinates of injection wells, gas injection rates, and slug ratio could be sampled from 

uniform distributions defined by reservoir boundaries and control limits. Because we are 

dealing with geologic uncertainty, a model realization can also be sampled for each 

observation, provided a geologic ensemble is available. In addition to connectivities and 

petrophysical variables suggested in Chapter 3, the inclusion of geometric variables such 

as pairwise well-to-well distance and relative angles yields further slight improvements in 

prediction accuracy. Well-to-well angles can be obtained by computing the angle 

between a straight line path connecting the well pair, and a constant direction such as true 

north. The response observations are collected by performing reservoir simulation runs 

using the input data. The objective function, NPV, can be then calculated as 

𝑁𝑃𝑉 = ∑ [
∑ (𝑐𝑜𝑞𝑜,𝑗

𝑘 + 𝑐𝑔𝑞𝑔,𝑗
𝑘 − 𝑐𝑤𝑞𝑤,𝑗

𝑘 )
𝑁𝑃
𝑗 − ∑ (𝑐𝑖𝑤𝑞𝑖𝑤,𝑖

𝑘 ) − (𝑐𝑖𝑔𝑞𝑖𝑔,𝑖
𝑘 )

𝑁𝐼
𝑖

(1 + 𝑑)∆𝑡𝑘/365
]

𝑁𝑘

𝑘=1

∆𝑡𝑘          (21) 
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where ∆𝑡𝑘 is the size of the 𝑘th time step, 𝑑 is the annual discount rate, 𝑁𝑘 is the number 

of simulation time steps, 𝑁𝑃 and 𝑁𝐼 are the number of producers and injectors, 

respectively, 𝑐𝑜, 𝑐𝑔, and 𝑐𝑤 are sale prices of oil, and gas, and costs of water disposal, 

respectively, 𝑐𝑖𝑤 and 𝑐𝑖𝑔 are the injection costs per unit volume of water and gas, 

respectively, 𝑞𝑜,𝑗
𝑘 , 𝑞𝑔,𝑗

𝑘 , and 𝑞𝑤,𝑗
𝑘  represent the rates of produced oil, gas and water, 

respectively, at well 𝑗 and time step 𝑘, 𝑞𝑖𝑤,𝑖
𝑘  and 𝑞𝑖𝑔,𝑖

𝑘  are injection rates of water and gas, 

respectively, at injection well 𝑖 and time step 𝑘. Table 4.1 shows a summary of the 

feature and response data variables collected for training. 

Table 4.1: Summary of data observation variables used in training 

Predictors Responses 

1. Simulator input 2. Computed from 1 3. Simulator output 4. Computed from 3 

 Well x-coordinates 

 Well y-coordinates 

 Water injection rates 

 Gas injection rates 

 Well block porosities 

 Well block 

permeabilities 

 Well block initial 

saturations 

 Pairwise 

connectivities 

 Well-to-well spacing 

 Pairwise well angles 

 Gas-to-water slug 

ratio 

 Oil production rates 

 Water production 

rates 

 Gas production rates 

 NPV 

4.3.2 Artificial Neural Networks 

Artificial neural networks (ANNs) model relationships between input and output 

variables using an architecture that mimics the framework of biological neuron activity in 

animal brains. They were first introduced by McCulloch and Pitts (1943), who presented 

a simplified model to mimic the coordination of biological neurons during brain 

computation (Géron, 2017). The simplest ANN architecture is the Perceptron, introduced 

by Rosenblatt (1958). It is a linear classifier composed of a single layer of artificial 

neurons. The type of neurons used to comprise Perceptrons are called linear threshold 
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units (LTUs). They compute a weighted sum of all inputs, and apply a Heaviside step 

function to the result, written mathematically as 

𝑦 = 𝑓 (∑ 𝑤𝑖𝑥𝑖

𝑛

𝑖=1

)                                                                                                                         (22) 

where 𝑥 is the input variable, 𝑦 is the output variable, 𝑤 is the weights vector and 𝑓 is an 

activation function, specifically the Heaviside step function in this case. Figure 4.2 shows 

the architecture of a 3- node Perceptron. 

 

Figure 4.2 Schematic of a Perceptron 

A bias feature is typically added using an input bias neuron with an output of 1. A 

Multi-Layer Perceptron (MLP), as its name implies, is comprised of multiple layers of 

LTUs: an input layer, one or more LTU layers (hidden layers), and an output LTU layer. 

Likewise, a deep neural network (DNN) is a multiple-layer ANN. The generalization of 

Perceptrons and MLPs to other commonly used ANN architectures is the choice of the 

activation function. In many ANNs, step functions are rarely used because they contain 
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only flat surfaces and there are no gradients. More commonly used activation functions 

include the sigmoid logistic function 

𝑙𝑜𝑔𝑖𝑡(𝑧) =
1

1 + 𝑒−𝑧
,                                                                                                                    (23) 

the hyperbolic tangent function 

tanh(𝑧) = 2𝑙𝑜𝑔𝑖𝑡(𝑧)(2𝑧) − 1,                                                                                                 (24) 

and the ReLU function 

𝑅𝑒𝐿𝑈(𝑧) = max(0, 𝑧).                                                                                                               (25) 

Figure 4.3 shows the commonly used activation functions and their derivatives.  

 

Figure 4.3: Activation functions and their derivatives (Géron, 2017) 

 To train a neural network, its weights are optimized such that the network’s 

outputs  𝑦 closely matches the observation targets 𝑡. More specifically, we try to 

minimize the network error 
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𝐸 =
1

2
∑‖𝑦𝑖 − 𝑡𝑖‖

2

𝑛

𝑖=1

,                                                                                                                   (26) 

using common optimizers such as Gradient Descent, Nesterov Accelerated Gradient, 

Adam optimizers, etc. (Géron, 2017). Recall that the network outputs are some function 

of the weights as given by Eq.22. The most commonly used approach to calculate 

gradient needed for the optimization is Backpropagation, wherein the errors are 

calculated at the networks output and distributed back through the layers using the chain 

rule (Rojas, 1996). 

 Many features of the ANN (hyperparameters) can be tweaked during training, 

most commonly the number of hidden layers, the choice of activation functions, the 

number of neurons per hidden layer and the weight initialization scheme. 

4.3.3 Random Forests 

Random Forests (RF) belong to a group of techniques called Ensemble learning. 

These methods typify an approach in which a group of weak predictors are aggregated to 

yield a strong predictor. RF models are composed of an ensemble of decision trees whose 

predictions are combined to improve accuracy and reduce variance. In a regression 

setting, the output from all trees are simply averaged to obtain (James et al. 2014) 

𝑓𝑅𝐹(𝑥) =
1

𝑁
∑ 𝑓∗𝑛(𝑥)

𝑁

𝑛=1

                                                                                                               (27) 

where 𝑓∗𝑛 denotes the nth decision tree. It should be noted that each individual decision 

tree is trained using a bootstrapped portion of the original dataset and a subsample of the 

full set of features. The hyperparameters tweaked during training of an RF model include 

number of trees, bag fraction, predictor subset size, and tree depth. 
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4.3.4 The Gradient Boosting Method 

The gradient boosting method was detailed in Chapter 3. A summary of the 

algorithm is reproduced below for completeness. 

i. Set 𝑓(𝑥) = 0, ⇒ 𝑟𝑖 = 𝑓(𝑥𝑖) − 𝑓(𝑥𝑖) = 𝑦𝑖 ∀ 𝑖 in the training set. 

ii. For 𝑛 = 1: 𝑁𝑡, 

1. Randomly sample (𝑋𝑛, 𝑟𝑛) of size 𝑏𝑁 from the training dataset. 

2. Fit a tree 𝑓𝑛 with depth 𝑑 to the sampled training data (𝑋𝑛, 𝑟𝑛). 

3. Update 𝑓(𝑥) by adding the new tree, weighted by  the shrinkage factor 

𝑓(𝑥) ← 𝑓(𝑥) + 𝜆𝑓𝑛(𝑥). 

4. Update the residuals 

𝑟𝑖 ← 𝑟𝑖 − 𝜆𝑓𝑛(𝑥𝑖). 

iii. The boosted model is 

𝑓(𝑥) = ∑ 𝜆𝑓𝑛(𝑥)

𝑁𝑡

𝑛=1

, 

where 𝑓 is the true model, 𝑓 is the prediction model, 𝑥 is the prediction data, 𝑦 is the true 

response data, 𝑁 is the total number of observations, and 𝑟 is the residual. 

4.4 OPTIMIZATION WITH A MACHINE LEARNING PROXY 

The approach used in this work is similar to MADS in the sense that it polls 

points around a current iterate and gradually shrinks the poll area until a local optimum is 
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found. However, unlike MADS, it makes no use of a discretized mesh, and replaces a 

polling stencil with a hyperspherical polling surface centered at the current iterate. Here, 

the solution domain is mimicked by a ‘pseudo-space’ defined by an n-dimensional 

hypercube [0,1]𝑛, where 𝑛 is the number of parameters to be optimized. For example, for 

2-variable and 3-variable optimizations, searching and polling will transpire in the unit 

square and unit cube, respectively, whose corners are at the origin. 

For continuous variables with lower and upper constraints, any point in [0,1] 

represents the corresponding linearly interpolated point within the limits. For discrete 

variables, points in [0,1] can be assigned to the corresponding discrete interval to which 

they belong. In essence, the problem constraints are indirectly represented by the 

hypercube boundaries. Working within a hypercube helps to ensure that at any iteration, 

the fraction of the solution interval entrapped within the polling surface is equal between 

all variables. This guarantees that optimization is carried out in a true simultaneous 

fashion because the parameters are all traversed at equal speeds. This is not typically 

achieved in a traditional MADS approach because stencil lengths are held constant as a 

function of orientation in the solution space. 

The algorithm proceeds by choosing an initial polling center within the unit 

hypercube. Similar to Algorithm 2, search points are selected at random and evaluated to 

enhance globalization. The number of search points could be 100 to 1000 times greater 

than in typical MADS applications. This luxury comes at a negligible additional cost by 

virtue of employing the proxy model as the primary evaluator. In the event of an 

unsuccessful search, polling is performed by creating a hyperspherical surface around the 

current iterate with a prescribed radius. Poll points are then uniformly sampled on this 

surface such that each unit area on the hypersphere has an equal probability of having a 

point selected on it. Again, the number of poll points could be in the thousands, as 
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opposed to just 4- and 6-point stencils used in traditional MADS. An overwhelming 

benefit of using a polling surface as opposed to a rigid stencil is that countless directions 

can be searched simultaneously during each iteration. Figure 4.4 shows an illustration of 

a search and poll sequence for a two-parameter optimization. If a poll is successful, the 

polling center is moved to that point and the next iteration proceeds. After unsuccessful 

iterations, the polling surface is reduced. Eventually, the polling surface will shrink to a 

point in the domain that is guaranteed to be a local optimum. 

 

Figure 4.4: A search and poll sequence for 2D optimization 

If part of a polling surface extends beyond the prescribed constraints, all poll 

points sampled on this part of the surface are translated along the radius to the boundaries 

of the unit hypercube (see Figure 4.5). This helps ensure that the problem constraints are 

never violated and proxy or reservoir evaluations are not wasted on infeasible parameters. 

Note that Figures 4.4 and 4.5 show simple two-dimensional examples for demonstration 

only; extension of the ideas to higher dimensions is required and fairly straightforward. 
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Figure 4.5: A search and poll sequence for 2D optimization 

As mentioned earlier, direct measures of prediction uncertainty can be obtained 

when training the proxy. These error measures help create a paradigm to decide whether 

or not a reservoir simulator should be invoked during a search or poll step. For example if 

the proxy evaluations of a current solution and a new competing solution are within an 

interval smaller than the RMSE, a reservoir simulator is invoked to produce the true 

responses for the competing solutions and break the ‘tie’. In this study, we also took into 

consideration the heteroscedasticity of the predictions. An error model 𝑒(𝑓(𝑥)) was built 

as a function of NPV using the errors and responses produced from a test dataset. Figure 

4.6 shows the error model created for the case study presented in the next section. For 

two competing solutions 𝑥1 and 𝑥2, a reservoir simulator must be invoked if the 

difference in their proxy evaluations is smaller than the average of their prediction errors, 

i.e., if |𝑓(𝑥1) − 𝑓(𝑥2)| < 𝐸[𝑒(𝑓1), 𝑒(𝑓2)], where 𝐸[𝑒(𝑓1), 𝑒(𝑓2)] = [𝑒(𝑓(𝑥1)) +

𝑒(𝑓(𝑥2))]/2 
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Figure 4.6: Error model created as a function of NPV (MM$) using predictions on test 

data 

Besides the simulator runs used for training, the number of times a reservoir 

simulator is invoked during optimization is insignificant in comparison with traditional 

schemes that use full numerical simulations for the entire workflow. In this scheme, the 

reservoir simulator is only called when prescribed by the prediction error model, i.e. 

when a comparison warrants further accuracy. This constitutes one of the major 

advantages of the proposed scheme. As will be shown in the next section, despite a 

significant reduction in simulator calls, we still obtain a very satisfactory optimum using 

this scheme. This is largely because we can search larger areas of the solution space and 

explore many directions simultaneously in a hyperdimensional framework. Algorithm 3 

in presents a summary of the workflow, and Figure 4.7 shows a flowchart of the 

procedure. 
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Algorithm 3: Proposed optimization procedure 

Initialization: Choose initial guess 𝑥0 and compute objective function 𝑦0 = 𝑓(𝑥0). Set 

number of iterations 𝑁𝑘, minimum poll size ∆𝑝
𝑚𝑖𝑛, number of search and poll points 

𝑁𝑠, 𝑁𝑝 

While 𝑘 ≤ 𝑁𝑘 𝑎𝑛𝑑 ∆𝑝≥ ∆𝑝
𝑚𝑖𝑛: 

1. Set: Sample set 𝑆𝑘 of random search points 𝑠1, 𝑠2, 𝑠3, … within hypercube. 

2. Get: Evaluate 𝑓(𝑠1), 𝑓(𝑠2), 𝑓(𝑠3), … using the proxy. 

3. Check: If ∃ 𝑠 ∈ 𝑆𝑘: 𝑓(𝑠) > 𝑓(𝑥𝑘−1), proceed to 4. Else, go to 7. 

4. Check: If |𝑓(𝑠) − 𝑓(𝑥𝑘−1)| < 𝑒(𝑓(𝑠)) + 𝑒(𝑓(𝑥𝑘−1)), proceed to 5. Else, go to 6. 

5. Check: If 𝑓(𝑠) > 𝑓(𝑥𝑘−1), proceed to 6. Else, go to 3. 

6. Set: 𝑥𝑘 ← 𝑠; 𝑘 ← 𝑘 + 1, proceed to 1. 

7. Set: Sample set 𝑃𝑘 of random poll points 𝑝1, 𝑝2, … on hypersphere centered at 

𝑥𝑘−1. 

8. Get: Evaluate 𝑓(𝑝1), 𝑓(𝑝2), … using the proxy. 

9. Check: If ∃ 𝑝 ∈ 𝑃𝑘: 𝑓(𝑝) > 𝑓(𝑥𝑘−1), proceed to 10. Else, go to 13. 

10. Check: If |𝑓(𝑝) − 𝑓(𝑥𝑘−1)| < [𝑒(𝑓(𝑝)) + 𝑒(𝑓(𝑥𝑘−1))]/2, proceed to 11. Else, 

go to 12. 

11. Check: If 𝑓(𝑝) > 𝑓(𝑥𝑘−1), proceed to 12. Else, go to 9. 

12. Set: 𝑥𝑘 ← 𝑝; 𝑘 ← 𝑘 + 1, proceed to 1. 

13. Set: ∆𝑝← 𝜙∆𝑝, 0 < 𝜙 < 1; 𝑘 ← 𝑘 + 1, proceed to 1. 
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Figure 4.7: Flowchart of the proposed optimization workflow 
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4.5 APPLICATION 

4.5.1 Reservoir Model and Simulation Properties 

The proposed methods presented in the preceding sections were applied to a 

synthetic field under WAG injection with 3 injection wells and 3 production wells. The 

geologic model is uncertain and was characterized by a 20-model ensemble shown in 

Figure 4.8. Taking the geologic uncertainty into consideration, the problem statement is 

defined as such: we seek solutions for injection well coordinates, water injection rates 

and gas injection rates to maximize the expected value 𝐸[𝑁𝑃𝑉] (or minimize 𝐸[−𝑁𝑃𝑉]) 

across 20 models, subject to some constraints. Thus, there are 12 variables to be 

optimized: 6 coordinate locations, 3 water injection rates, and 3 gas injection rates. The 

𝑁𝑃𝑉 for each model was calculated by Eq. 21. The models were built on a 50 × 50 two-

dimensional grid measuring 7500 ft on each side and 40 ft in thickness. Models were 

generated using Sequential Gaussian Simulation (SGS) (Pyrcz and Deutsch, 2014), with 

the semivariogram parameters given in Table 4.2. Furthermore, we constrained the 

models to have 300 md permeability at the bottom left producer location (See Figure 4.8). 

Table 4.2: Semivariogram parameters used to generate model ensemble 

Nugget Effect 0 md
2
 

Type Spherical 

Maximum range 40 (grid cells) 

Anisotropy ratio 2 

Azimuth 0° (North) 
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Figure 4.8: Synthetic geologic model ensemble showing log10 of permeability (md). 

Black dots represent production well locations. 

The total time span for production is 2191 days, with all producers set to operate 

at a primary rate constraint of 4000 STB/D and a secondary BHP constraint of 1000 psi. 

The reservoir boundaries are prescribed to honor no-flow conditions. We considered all 

points in the domain to be candidate injector locations, hence the total number of 

potential well configurations is 2500
3
 (50 for each coordinate axis and 2500 locations for 

each well). The initial pressure was set as 4000 psi at the reservoir depth of 8420 ft. 

Initial saturations of oil and water were set constant at 0.8 and 0.2, respectively. The 

reservoir simulation and optimization parameters are summarized in Table 4.3. 
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Table 4.3: Simulation and optimization parameters 

Parameter Specification 

Grid cell size 150 ft × 150 ft × 40 ft 

Production time span 2191 days 

Initial pressure at depth 4000 psi at 8420 ft 

Production rate (all wells) 4000 STB/D 

Water injection rate bounds 1e1 to 4e3 STB/D 

Gas injection rate bounds 5e3 to 8e6 SCF/D 

Oil price $50/STB 

Gas price $3/MCF 

Water disposal cost $8/STB 

Water injection cost $8/STB 

Gas injection cost $0.5/MCF 

4.5.2 Proxy Training and Validation Results 

1200 training observations were generated by uniformly sampling the 12 variables 

of interest within their prescribed bounds. For each observation, a geologic model was 

also sampled at random and used in the simulation. For validation and demonstration 

purposes only, we additionally sampled 500 observations to comprise a test dataset. The 

test set was completely held out during training and was only used to compute error 

measures to gauge prediction performance. Extreme gradient boosting outperformed 

artificial neural networks and Random Forests for this application (details shown in Table 

4.6). The XGBoost hyperparameters that were observed to yield optimum proxy 

performance are in Table 4.4. 

Table 4.4: XGBoost tuning parameters selected by cross validation 

Tuning parameter Specification 

Number of trees 5000 

Maximum interaction depth 3 

Bag fraction 0.65 

Shrinkage factor 0.01 
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Figure 4.9 presents two plots to assess proxy performance. Figure 4.9a is a direct 

comparison of predicted vs. true values (computed using a simulator) from the test set, 

where the red diagonal indicates perfect prediction. Figure 4.9b shows a Boxplot of the 

errors expressed as a fraction of the true value as calculated by Eq. 18. The median error, 

represented by the bold horizontal line, is about 0.019 (or 1.9%). Although there are a 

few outliers, the maximum error observed in the test dataset was 0.139 (or 13.9%). Table 

4.5 shows a summary of the error measures. By all measures, the proxy can sufficiently 

predict true responses with desirable accuracy. 

 

(a) 

 

(b) 

Figure 4.9: (a) True NPV vs. Predicted NPV (in MM$) for test data, red line with unit 

slope represents a perfect prediction. (b) Boxplot of errors from test set 

expressed as fractions 

Table 4.5: Error statistics of the prediction model as computed on the test set. 

RMSE (MM$) 41.13 

Median error (as fraction, from Eq. 11) 0.019 

R
2
 0.94 

In addition to its dependence on hyperparameters, prediction accuracy depends 

heavily on the training size i.e. the number of training observations used to build the 

model. Figure 4.10 shows a summary of trends in the error statistics as a function of 
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training size. The optimal training size is subjective. It depends on the level of accuracy 

desired for the study in question, and the computational demands required to gather 

training samples. In this study we used 1200 training observations to create the proxy. 

The results presented in Figure 4.7 and Table 4.5 are satisfactory enough to justify this 

choice. 

 

Figure 4.10: Error statistics of the test dataset as a function of training size 

As noted earlier, data-driven proxies often exhibit heteroscedasticity. That is, the 

prediction error could vary as the predicted value changes. Figure 4.11 (reproduced from 

Figure 4.6) shows the trend of prediction error as a function of NPV. The error model 

(red line) was created using generalized additive models (Hastie and Tibshirani, 1990). 

Prediction errors are higher as we approach extreme values. This happens because 

moderate response values are more represented in the training dataset than extreme 

responses. Therefore, the machine learning algorithm can more accurately evaluate input 

values that yield moderate outputs than those yielding extreme values. Note that even 

though the dataset was created synthetically (from reservoir simulations), it is impossible 

to enforce a uniform distribution of responses because the true inverse response function 

is unknown (which is why we are doing an optimization). Naturally, the solution space 

contains more moderate responses than extremes ones. In this study, and in many 
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machine learning applications, the response data variable follows a Gaussian distribution 

(Figure 4.12 shows a histogram of NPV responses corresponding to the sampled training 

set). This is why some prediction models exhibit heteroscedasticity. 

 

Figure 4.11: Prediction error model created as a function of NPV (MM$) 

 

Figure 4.12: Histogram of NPV values in the training data set 
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Theoretically, the proposed workflow could be implemented with any compatible 

machine learning method as the training algorithm. We compared the extreme gradient 

boosting method (XGBoost) with random forests (RF) and artificial neural networks 

(ANN) in terms of prediction accuracy for this case study. The procedure of the 

comparison is as follows: 2500 training observations were randomly sampled and 

evaluated using a reservoir simulator, to comprise the full dataset. Of the 2500, 500 

observations were randomly designated as the test dataset. 3 different training sizes were 

considered: 500, 1000, and 1500. For each training size the optimal hyperparameters for 

XGBoost, RF, and ANN were determined by performing 5-fold cross validation. Then 

the optimal models were assessed using the test dataset. Table 4.6 presents a summary of 

the results. XGBoost shows the best predictive performance for this application. 

Table 4.6: Comparison of gradient boosting, random forest and neural network models 

for this case study 

 XGBoost RF ANN 

Training size 500 1000 1500 500 1000 1500 500 1000 1500 

RMSE (MM$) 57.02 43.11 39.58 60.21 45.91 41.47 61.35 45.66 40.05 

R
2
 0.87 0.93 0.94 0.85 0.91 0.92 0.84 0.92 0.93 

4.5.3 Optimization Results 

We tested four optimization approaches in this case study for comparison: I) joint 

optimization using a proxy, II) sequential optimization using a proxy, III) joint 

optimization using a reservoir simulator, and IV) sequential optimization using a 

reservoir simulator. The proposed optimization scheme was implemented for the first two 

tests, while a traditional MADS procedure was applied for the last two. For the sequential 

studies, well locations were optimized first, holding all water and gas injection rates 
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constant at intermediate values between the upper and lower bounds. Injection rates were 

then optimized at the well locations prescribed from the first step. 

Figure 4.13 presents the optimization results for the four schemes. The number of 

simulations refers to the number of times a reservoir simulator (not the proxy) was called 

by the algorithm. Because 1200 simulator runs were required to train the proxies used in 

schemes I and II, we have added this number prior to plotting. With the proposed 

approach (scheme I, Figure 4.13a), we achieve a best solution NPV of 1824 MM$, which 

is superior to the 1766 MM$ achieved for the joint, full simulator scheme (scheme III, 

Figure 4.13c). Note that we only made 2920 simulator calls in total for scheme I, which is 

just 14% of the 21120 simulator calls required in scheme III. Additionally, scheme I 

vastly outperforms its sequential counterpart in scheme III in terms of the best solution 

NPV and the number of simulations. Therefore, if the proxy is available, there is almost 

no advantage of using the sequential approach as opposed to the joint approach. The 

abrupt jumps in Figures 4.13b,d correspond to the points where the sequential 

optimization was switched from well locations to controls. Results are summarized in 

Table 4.7. The parameter values corresponding to the best solutions are in Table 8. Figure 

4.14 shows the optimized injector locations (from scheme I) embedded in the ensemble 

mean permeability model.
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(a) 

 
(b) 

 
(c) 

 
(d) 

Figure 4.13: Evolution of the objective function in a) joint optimization using a proxy, b) sequential optimization using a 

proxy, c) joint optimization using a reservoir simulator, d) sequential optimization using a reservoir simulator. 

The circles represent the current best solutions at every iteration. 



 81 

Table 4.7: Summary of performance for four optimization schemes 

Scheme # of Simulation calls 
NPV at best solution, 

MM$ 

I. Joint opt. with proxy 2920 1824 

II. Sequential opt. with proxy 3060 1714 

III. Joins opt. with reservoir simulator 21120 1766 

IV. Sequential opt. with reservoir simulator 15120 1702 

Table 4.8: Parameters values corresponding to best solutions for the four optimization 

schemes 

Scheme 
Inj 1 location 

(grid cells) 

Inj 2 location 

(grid cells) 

Inj 3 location 

(grid cells) 

Water rates 

(STB/D) 

Gas rates 

(SCF/D) 

I 27,6 37,14 3,43 3.1e3; 9.8e1; 3.8e3 7.3e6; 6.9e6; 6.7e6 

II 48,4 16,44 4,49 3.5e3; 2.1e3; 3.8e3 8e6; 7.5e6; 5.1e6 

III 42,11 24,43 12,45 2.8e3; 1.5e3; 1.3e3 3.4e6; 1.6e6; 2.8e6 

IV 45,7 22,47 10,49 3.6e3; 2.3e2; 1.4e3 6.7e6; 7.6e6; 5.4e6 

 

Figure 4.14: Ensemble mean of permeability model with optimized injection well 

locations 
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4.6 CONCLUSIONS 

This chapter presented an approach to provide quick reservoir responses 

corresponding to well placements and controls. The approach extends the data-driven 

proxy method proposed in Chapter 3. We also presented a hyperdimensional, joint 

optimization scheme that is well-tailored for applying surrogate reservoir models to 

multivariable optimization. The proposed optimization scheme is a pattern search-based 

method, modified from Mesh Adaptive Direct Search to enable multidirectional polling 

within every iteration, that can easily handle constraint violations when searching.  

The method was applied to a synthetic case study involving WAG injection under 

geologic uncertainty. The variables evaluated and optimized were injection well 

coordinates, water injection rates, and gas injection rates. The results were compared to 

the results of joint and sequential schemes using MADS with full reservoir simulator. 

According to validations on a test dataset, the proxy was able to replicate reservoir 

simulation output with impressive accuracy, yielding a median error of 1.9% and an R
2
 of 

0.94. The optimization algorithm also produced promising results - a very satisfactory 

solution was found notwithstanding relatively few reservoir simulation calls. 
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Chapter 5:  Application of Recurrent Neural Networks for Reservoir 

Time Series Prediction 

5.1 INTRODUCTION 

Data points acquired over time often retain an internal structure such as long-term 

trends or periodic variations. In most circumstances, these patterns are much too complex 

to be discerned visually or anticipated by simplified physics-based projections. Time 

series forecasting deals with a class of methods used to make future predictions by 

analyzing and reproducing complex structures from past data sequences. These methods 

are most notably used in stock price predictions, anticipating car trajectories in self-

driving systems (Géron, 2017), weather forecasting, etc. 

Prediction of future output from production wells involves an additional layer of 

complexity. Production rates are not only dictated by the reservoir production history but 

just as importantly by inputs from injection wells and bottom hole pressure (BHP) 

controls. In this case, the time series prediction model must be capable of reproducing the 

internal structures in the production data as well as representing the complex 

relationships between injection and production rates. In the coming sections, we will 

explain how to structure injection and production data such that this can be accomplished 

with simple machine learning techniques. We then introduce Recurrent Neural Networks 

(RNNs), a special type of neural nets specifically designed for handling time series 

forecasting. RNNs are better equipped to handle this problem because each data point is 

appropriately treated as a time series observation instead of an independent entity. Using 

a more specialized version called Long Sort Term Memory (LSTM) networks, RNNs can 

detect the short and long term dependencies required to accurately predict future data 

sequences.  
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5.2 STRUCTURING THE DATA 

A critical aspect of time series analysis with machine learning is the process of 

structuring the dataset for training and prediction. That is, how can a single sequence of 

data points be reconstructed to yield multiple prediction and response observations? First, 

we review four approaches of feeding and generating output from time series prediction 

models, namely: Sequence-to-sequence, Sequence-to-vector, Vector-to-Sequence, and 

Encoder-decoder models. 

In Sequence-to-sequence (seq2seq), the model is fed a sequence of time series as 

inputs, and it produces a time series sequence as outputs. An example of this type of 

application is stock price prediction, wherein the price values over a time period (say the 

last few days, starting with day 𝑥) is used as input, and it outputs the prices shifted 

forward by one timestep (from 𝑥 + 1 to the prediction day). 

Sequence-to-vector learning entails feeding the model a sequence of inputs and 

training it to produce a single output. For instance a sequence of words in a tweet could 

be fed as inputs and the response could be binary labels such as “abusive” or “non-

abusive”. Note that sentences could be considered time sequences as the wording order is 

critical to understanding its meaning. For example, the statements “fans love celebrities” 

and “celebrities love fans” have different connotations despite having the same data 

values. This concept is an integral part of natural language processing. 

In Vector-to-sequence models, a single input is fed at the first time step and the 

model is trained to produce a corresponding output sequence. A commonplace example is 

automated image captioning, wherein an image is provided as input and a caption is 

generated that describes the image. 

Finally, Encoder-decoders are composed of Sequence-to-vector models 

(encoders) followed by Vector-to-sequence translators (decoders). A useful application of 
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encoder-decoder systems is language translation. A sentence is fed to the encoder, 

converted to a vector representation, and directed to the decoder where it is converted to a 

sentence in a different language. The overall model is seq2seq, however because the last 

words of a sentence can affect its meaning, the process must be broken down into a two-

step delayed procedure. In other words, the entire sentence must be heard before it can be 

properly translated. Schematic diagrams of the aforementioned models are shown in 

Figure 5.1. 

 

Figure 5.1: (A) Sequence-to-sequence, (B) Sequence-to-vector, (C) Vector-to-sequence, 

(D) Encoder-decoder models. (Géron, 2017). 

Reservoir production forecasting is a seq2seq learning problem. To explain how 

the data is reconstructed for training, consider the simplest case: a single production well 
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during primary recovery. The dataset in Figure 5.2 is composed of daily rate data for 100 

days. The objective in this example is to predict daily production rates for the next 5 days 

(days 101 to 105). Each training instance is generated by randomly sampling a 

continuous sequence from the data as predictors (with a specified number of timesteps, 

𝑛𝑠𝑡𝑒𝑝𝑠), and the response is the same sequence shifted 1 day into the future, as shown in 

Figure 5.2. The length of the predictor to response shift could be increased from 1 day, 

although larger prediction errors could be produced as a result. In this example, there is 1 

feature: the production rates shifted backward, and 1 response: the production rates 

shifted forward. To predict output for the next 5 days, we proceed sequentially. First, day 

101 is predicted using days 100 − 𝑛𝑠𝑡𝑒𝑝𝑠 to day 100. The prediction for day 101 is 

appended to the data and the forecast for day 102 is predicted using days 101 − 𝑛𝑠𝑡𝑒𝑝𝑠 to 

day 101. This process continues sequentially until day 105 has been predicted. 

 

Figure 5.2: Data sequence reconstruction for training and prediction 
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 A more complicated scenario could be conceived with the addition of some 

injection data (during a waterflood, for instance). The dataset is now composed of 

injection rate data, in addition to the production rates from Figure 5.2. Each training 

instance is again generated by a randomly sampled sequence, however, there are now 2 

features: previous production rates and current injection rates. Since the injection rates 

are field inputs, these values are known at the prediction date. Therefore the injection 

rates are also shifted forward and belong to the same time range as the response output, as 

illustrated in Figure 5.3. In summary, the features include production rates shifted 

backward and injection rates shifted forward, while the response is the production rates 

shifted forward. The features serve different purposes. The backward-shifted production 

data helps to establish the dependence on historical states during primary recovery. The 

forward-shifted injection data is used to model the relationship between injection and 

production rates. The backward and forward-shifted data sequences are synonymous to 

the first two terms of the CRM equation as shown in Eq. 16. Inclusion of additional data 

is fairly straightforward: field inputs are shifted forward to the prediction point, while 

field outputs are shifted backward in the feature set and forward in the response set. Note 

that the data sequences do not have to be stationary, machine learning models are capable 

of handling non-stationarity in time series data. 
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Figure 5.3: Data sequence reconstruction for training and prediction 

 Technically, the training instances generated in Figures 5.2 and 5.3 are compatible 

with simple machine learning models. The days in the feature set could be treated as 

independent predictors and collectively used as multiple inputs to the model. The days in 

the response set could also represent multiple independent outputs to be predicted. In a 

latter section, we will show a demonstration of this using regular deep neural networks 

(DNNs).  

There are two main concerns with this approach. First, the temporal dependencies 

are lost. That is, valuable information regarding the inherent ordering of the features are 

not introduced during training, leading to sub-par time series predictors. Second, the 
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number of timesteps to be used is highly subjective. Increasing the number of timesteps 

could include more historical information, but drastically increase the dimensionality, 

leading to computational limitations. Moreover, it is impossible to know just how much 

long or short term information is important for predicting future values. RNNs were 

designed to resolve these issues. The datasets are treated as time sequences, which helps 

to retain the dependencies and ordering of the values. Additionally, a special type of 

RNNs called LSTM networks can automatically learn to decide how much short or long 

term information is essential for making predictions. In the next section, we detail the 

architecture of RNNs. 

5.3 RECURRENT NEURAL NETWORKS 

As opposed to feedforward neural networks wherein information flows in one 

direction from input to output layers, recurrent neural networks include cyclic 

connections, directing output back into the neurons as inputs for future timesteps. 

Consider the simplest RNN shown in Figure 5.4a: a single recurrent neuron. This 

recurrent neuron produces an output 𝑦𝑡 and returns that output to itself as an input for the 

next timestep 𝑡 + 1. This neuron can also be represented on the time axis as shown in 

Figure 5.4b, by “unrolling” it through time. 
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Figure 5.4: (A) A recurrent neuron, (B) An unrolled recurrent neuron. (Géron, 2017). 

 In Figure 5.4, the repeating module is a single recurrent neuron. The repeating 

module could also be a layer of recurrent neurons as shown in Figure 5.5a, and unrolled 

in Figure 5.5b.  

 

Figure 5.5: (A) A recurrent layer, (B) An unrolled recurrent layer. (Géron, 2017). 

 The repeating modules, also referred to as “cells”, now have two weight matrices: 

one to handle the inputs 𝑾𝑥 and one for the outputs from the previous step 𝑾𝑦. The 

output from a module could then be written as 

𝒚𝑡 = 𝜎(𝑾𝒙
𝑻 ∙ 𝒙𝑡 + 𝑾𝒚

𝑻 ∙ 𝒚𝑡−1 + 𝒃),                                                                                          (28) 

where 𝒙𝑡 and 𝒚𝑡 denotes inputs and outputs at time 𝑡, respectively, 𝒃 is the bias vector, 

and 𝜎 is the activation function. A cell has a state 𝒉𝑡, which may or may not be equal to 

its output 𝒚𝑡. Broadly speaking, a cell state at time 𝑡 is some function of its inputs 𝒙𝑡 and 

its previous state 𝒉𝑡−1. It is these states that are recursively passed through the network, 

as shown in Figure 5.6. 
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Figure 5.6: Generalization of a recurrent cell. The states, 𝒉𝑡 and outputs, 𝒚𝑡 are 

typically different. (Géron, 2017). 

 Because of their unique architecture, RNNs can be trained to represent time 

dependencies in data. Basic RNN cells can readily handle data chunks containing few 

timesteps. As the number of timesteps increases, basic RNNs start to break down. The 

reason for this is that when unrolled, RNNs become extremely deep networks, since each 

timestep requires its own layer of neurons. Thus, the RNN is at least as deep as the 

number of timesteps. This very often leads to the problem of vanishing or exploding 

gradients: as error gradients are backpropagated through very deep networks, they could 

gradually become smaller until they “vanish”, or unreasonably large until they “explode”. 

Additionally, training these very deep networks could become impractically slow for 

even moderately sized sequences. Another problem with training basic RNNs for long 

sequences is that long term information can be easily lost. As the data undergoes 

transformations when traversing the network, a small quantity of information after each 

timestep. After a while, the RNN would contain virtually no trace of the sequence’s first 
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values (Géron, 2017). Thankfully, LSTM networks aren’t limited by the aforementioned 

problems. The architecture of LSTM cells are discussed next. 

5.4 LONG SHORT TERM MEMORY NETWORKS 

In RNNs, each repeating module consists of a single neuron or layer of neurons. 

In LSTM networks, each module comprises of four different layers, all serving distinct 

important purposes. The inner workings of an LSTM cell can be explained using Figure 

5.7. The cell state is represented by two vectors 𝒄𝑡 and 𝒉𝑡, denoting the long and short 

term states, respectively. 

 

Figure 5.7: Architecture of an LSTM cell. (Géron, 2017). 

The long term state runs through the entire network, undergoing minor modifications 

within each cell. This state carries long term information through the network. As it 

enters a cell, it runs through the forget gate, which controls how much long term 
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information to drop or “forget”. The forget gate is controlled by the layer 𝐿𝑓, whose 

outputs, 𝒇𝑡, range from 0 to 1 (0 means the gate is completely closed, and 1 means it is 

completely open). The layer 𝐿𝑓 can be represented mathematically as 

𝒇𝑡 = 𝜎(𝑾𝑓 ∙ [𝒉𝑡−1, 𝒙𝑡] + 𝒃𝑓)                                                                                                    (29) 

where 𝑾𝑓 and 𝒃𝑓 are the weights matrix and bias vector, respectively, of layer 𝐿𝑓, and 𝜎 

is the sigmoid activation function given by 

𝜎(𝑧) =
1

1 + 𝑒−𝑧
.                                                                                                                           (30) 

Next, the long term state 𝒄𝑡 picks up some information that has been previously selected 

by the input gate, controlled by layers 𝐿𝑔 and 𝐿𝑖. 𝐿𝑔 is the main layer that performs the 

usual functions of a neural network. In the basic RNN cell described by Figure 5.5, this is 

the only layer present. The output from this layer is written as 

𝒈𝑡 = 𝑡𝑎𝑛ℎ(𝑾𝑔 ∙ [𝒉𝑡−1, 𝒙𝑡] + 𝒃𝑔).                                                                                           (31) 

𝐿𝑖 is a sigmoid layer that controls which parts of 𝒈𝑡 should get added to the long term 

state. The output from 𝐿𝑖 is written as 

𝒊𝑡 = 𝜎(𝑾𝑖 ∙ [𝒉𝑡−1, 𝒙𝑡] + 𝒃𝑖).                                                                                                     (32) 

The long term state undergoes no further modifications. Its final mathematical 

representation is 

𝒄𝑡 = 𝒇𝑡 ∗ 𝒄𝑡−1 + 𝒊𝑡 ∗ 𝒈𝑡.                                                                                                             (33) 
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Before exiting the cell, the long term state is duplicated, passed through the 𝑡𝑎𝑛ℎ 

function and filtered by the output gate. The ensuing result is the cell’s short term state 

𝒉𝑡. The output gate controls which parts of the long term state should be brought in and 

output during this timestep. This gate is controlled by the sigmoid layer 𝐿𝑜, whose 

operation is written as 

𝒐𝑡 = 𝜎(𝑾𝑜 ∙ [𝒉𝑡−1, 𝒙𝑡] + 𝒃𝑜).                                                                                                   (34) 

The short term state is then 

𝒉𝑡 = 𝒐𝑡 ∗ tanh(𝒄𝑡).                                                                                                                     (35) 

The cell’s output is a duplicate of its short term state: 𝒚𝑡 = 𝒉𝑡. 

In summary, during the process of training, LSTM networks learn to detect important 

information (using the input gate), store them for long term purposes (using the forget 

gate) and extract them when needed (using the output gate). In the next section, we will 

apply LSTM networks for predicting future oil production in a synthetic case study. 

 Prediction uncertainty may be quantified by replacing the main layer 𝐿𝑔 with a 

probabilistic machine learning method such as Bayesian Neural Networks (these will be 

introduced in the next chapter) or Gaussian Process Regression (Houben and Lapkin, 

2015). This idea was not implemented in this work, but this could be a relevant area for 

further investigation. 

5.5 SYNTHETIC CASE STUDY 

5.5.1 Reservoir Model and Simulation Properties 

The synthetic production data was generated using a waterflood in a 

heterogeneous model with 4 producers and 9 injectors arranged in a regular five-spot 
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pattern. The permeability and porosity distributions of the model are shown in Figure 5.8 

along with the well locations. The reservoir model was built on a 100 x 100 two 

dimensional grid measuring 5000 ft on each side and 30 ft in overall thickness. The 

petrophysical models were generated using Sequential Gaussian Simulation (SGS), using 

the variogram parameters summarized in Table 5.1.  

 

Figure 5.8: Log10 permeability and porosity distributions of the reservoir model 

Table 5.1: Semivariogram parameters used to generate synthetic model 

Nugget Effect 0 

Type Spherical 

Maximum range 50 (grid cells) 

Anisotropy ratio 3 

Azimuth 135° 

The total timespan for production and data collection is 3500 days, with all 

producers operating at a constant bottom hole pressure of 1500 psi and the 9 injectors 

operating using the synthetically-derived rate schedule shown in Figure 5.9. Initial 

reservoir pressure was set at 3010 psi at a depth of 4000 ft. Initial saturations for the 

entire reservoir were 0.8 and 0.2 for oil and water, respectively. The reservoir boundaries 
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were prescribed to honor no-flow conditions. A summary of the simulation parameters 

are given in Table 5.2. The simulation was set to operate under primary recovery for the 

first 500 days, after which the waterflood began and continued for the next 3000 days. 

For simplicity, we will only consider data from the start of the waterflood regime, i.e., 

days 500 to 3500. The synthesized oil production data is shown in Figure 5.10. 

 

Figure 5.9: Water rate schedule for 9 injection wells 

Table 5.2: Simulation parameters 

Parameter Specification 

Model size (grid cells) 100 x 100 x 1 

Grid cell size 50 ft × 50 ft × 30 ft 

Production time span 3500 days 

Initial pressure at depth 3010 psi at 4000 ft 

Producer BHP 1500 psi 

Injector BHP upper limit 6000 psi 



 97 

 

Figure 5.10: Simulated oil production rates 

5.5.2 Results 

Prediction models were built using three approaches: LSTM networks (a 

specialized RNN), regular DNNs, and Capacitance-Resistance models (CRM). For the 

LSTM and DNN models, the dataset was divided as follows: days 500 to 2000 were used 

for the training phase, days 2000 to 2500 for the validation phase, and days 2500 to 3500 

comprise the prediction phase. The inputs for these models are the injections rates for all 

9 injectors, and the oil rates for all 4 producers shifted backward. The outputs are the oil 

rates for the 4 producers shifted forward. In the CRM model, days 500 to 2500 were used 

to construct the model, and days 2500 to 3500 were used for prediction. The CRM oil 

phase predictions were obtained by decoupling the total rate equation using the K-factor 

method (Koval, 1963). The parameters of the prediction models were optimized using a 

random grid search procedure. The final hyperparameters after training are shown in 

Table 5.3. Figure 5.11 and Table 5.4 summarize the performances of the three methods. 
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Table 5.3: Parameters of the prediction models 

LSTM 
No. of timesteps: 150 

No. of neurons per timestep: 50 

No. of LSTM cell layers: 2 

Activation function: 𝑡𝑎𝑛ℎ 

Optimizer: Momentum optimization 

Initializer: Xavier initialization 

Peepholes: Allowed 

Dropout ratio: 0 

DNN 

No. of layers: 5 

No. of neurons per layer: 100 

Activation function: 𝑅𝑒𝐿𝑈 

Optimizer: Adam optimization 

Initializer: He initialization 

Dropout ratio: 0.2 

CRM 

See Appendix A 

 

 

Figure 5.11: Comparison of LSTM, DNN and CRM models for oil production forecasts 

in wells P1 (top left), P2 (top right), P3 (bottom left), and P4 (bottom right). 

Each plot is demarcated according to training phase (left), validation phase 

(middle) and prediction phase (right). 
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Table 5.4: Error statistics of the prediction models for the synthetic case study 

 LSTM DNN CRM 

Mean Absolute Error (bbl/d), P1 26.5 35.9 131.7 

Mean Absolute Error (bbl/d), P2 27.2 97.2 183.8 

Mean Absolute Error (bbl/d), P3 16.0 75.1 131.5 

Mean Absolute Error (bbl/d), P4 13.8 91.5 262.6 

Correlation Coefficient, P1 0.98 0.95 -0.07 

Correlation Coefficient, P2 0.95 0.24 -0.26 

Correlation Coefficient, P3 0.96 -0.48 -0.29 

Correlation Coefficient, P4 0.91 -0.36 -0.77 

Mean MAE (bbl/d) 20.9 74.9 177.4 

% of Prediction Phase Median 8.76% 31.45% 74.44% 

From Figure 5.11 and Table 5.4, it is evident that the LSTM network vastly 

outperformed the regular DNN and the CRM model in term of prediction accuracy. The 

mean absolute error averaged across all producers is 21 bbl/d, meaning that on average, 

on any given day, the prediction for the next day’s production rates will be off by about 

21 bbl/d. This is equivalent to 8.8% of the median rate in the prediction range. In 

comparison with the DNN and CRM models, the LSTM network produced a high 

positive correlation across all four producers, indicating that the network is highly 

capable of reproducing critical trends in the prediction phase for this case. Based on these 

error statistics, the LSTM model is very satisfactory. A major drawback of the LSTM 

network however, is that it has very little to no interpretability. Its model parameters 

reveal nothing about the physics or any important details of the study in question. As 

opposed to the CRM model, where we can gain insightful information about 
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connectivities between the injectors and producers in the field, the LSTM and DNN 

models do not increase our knowledge of the reservoir.  

5.5.3 Forecasting with Production Output Only  

It is instructive to consider how, or if, the prediction performance changes when 

only oil production rates are considered during training. This could inform us as to how 

much the oil production output is influenced by primary recovery, in comparison with 

injection rates during the waterflood. An LSTM network was trained to forecast oil 

production rates for the same synthetic study, using the scheme illustrated in Figure 5.2. 

Figure 5.12 and Table 5.5 summarize the results of this demonstration. 

 

Figure 5.12: Oil production forecasts using production data only in wells P1 (top left), P2 

(top right), P3 (bottom left), and P4 (bottom right). 
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Table 5.5: Error statistics of the LSTM model using production data only 

  Difference, Relative to Table 5.4 

Mean Absolute Error (bbl/d), P1 148.2 +121.8 

Mean Absolute Error (bbl/d), P2 183.2 +156 

Mean Absolute Error (bbl/d), P3 76.4 +60.4 

Mean Absolute Error (bbl/d), P4 52.3 +38.5 

Correlation Coefficient, P1 -0.02 -1.00 

Correlation Coefficient, P2 0.49 -0.46 

Correlation Coefficient, P3 -0.02 -0.98 

Correlation Coefficient, P4 0.29 -0.62 

Mean MAE (bbl/d) 115.0 +94.1 

% of Prediction Phase Median 48.26% +39.50% 

The performance of the network is significantly worsened as evidenced by Table 

5.5. This is somewhat expected and indicative of the fact that the reservoir production is 

primarily driven by the waterflood during the prediction phase. In the next section, we 

will apply LSTM networks to predict oil production in a field case study. 

5.6 FIELD CASE STUDY: A RESERVOIR IN THE ALASKAN NORTH SLOPE 

5.6.1 Description of the Dataset 

The field study considered in this section is an oil field within the North Slope 

field group in Alaska. The dataset from this field consists of total volumes of monthly 

water injection and oil production for a period of 360 months (01/01/1985 – 12/31/2014). 

There are 21 injectors and 5 producers contributing to the total monthly injection and 

production curves shown in Figure 5.13. There are additional injectors and producers in 
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this region, however, data from these wells were severely sparse, and in some cases, 

completely unavailable. Hence these wells weren’t considered during this analysis. 

Moreover, because this is a real dataset, there were numerous time periods with missing 

or nonsensical data, which could have affected the outcome of prediction. These data 

points were ignored during model training. The dataset was divided as follows: the first 

200 months were used to constitute the training phase, the following 50 months (200 – 

250) were used for the validation phase, and the remaining 110 months (250 – 360) were 

used in the prediction phase. 

 

Figure 5.13: Total monthly water injection and oil production 

5.6.2 Discussion and Results 

The final parameters of the LSTM network trained for this case study are given in 

Table 5.6. Figure 5.14 shows model forecasts for the 5 producers during the prediction 

phase. The model does a respectable job of estimating future well performance. A good 

portion of the model error can be attributed to the wells that weren’t considered due to 

deficient data. Nonetheless, the LSTM model was able to forecast some apparent trends 

in the prediction phase. The error statistics are displayed in Table 5.7. 
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Table 5.6: Parameters of the LSTM model for the field case study 

LSTM 

No. of timesteps: 50 

No. of neurons per timestep: 100 

No. of LSTM cell layers: 2 

Activation function: 𝑡𝑎𝑛ℎ 

Optimizer: Adam optimization 

Initializer: Xavier initialization 

Peepholes: Allowed 

Dropout ratio: 0.1 

Table 5.7: Error statistics of the LSTM model for the field case study 

Mean MAE (bbl) 1591 

% of Prediction Phase Median 39.02% 
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Figure 5.14: LSTM predictions for five production wells  
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It is important to highlight some potential drawbacks of applying RNNs for 

reservoir performance prediction. In addition to their limited interpretability, RNN 

models could suffer significant errors when applied for long-term forecasts. Since the 

predictions are computed sequentially, and depend on past predictions that have been 

appended to the data, there is a gradual accumulation of error with time. RNN models 

have to be re-trained periodically as more data is collected. Otherwise, their predictions 

become highly inaccurate after a long period of time. Another drawback of applying 

RNNs is that an intermediate to expert level of knowledge might be required during 

model creation and training. As opposed to other “out-of-the-box” machine learning 

methods that can be trained easily by adjusting their hyperparameters, RNNs, specifically 

LSTM networks, may require some adjustments to the cell architecture. For instance, the 

inclusion of peepholes, which involves giving the sigmoid gates access to the cell’s long-

term state, is a non-trivial modification that may be necessary for some datasets. 

5.7 CONCLUSIONS 

 In this chapter, we introduced an approach to apply recurrent neural networks 

(RNNs) for predicting well performance using field data. The approach involves a 

systematic construction of the feature dataset, in which the oil production data is shifted 

backward to account for historical reservoir effects, and the injection data is shifted 

forward to model the connections between injectors and producers. The former is 

synonymous to the primary recovery term in the CRM equation (first term of Eq. 16), and 

the latter corresponds to the injection rate term (second term of Eq. 16). To account for 

short and long term dependencies in the data, a specialized version of RNNs, Long Short 

Term Memory (LSTM) networks, was introduced. A demonstration with a synthetic case 

study showed that the LSTM networks outperformed regular DNNs and CRM models. 
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The approach was also applied for predicting monthly production in a field study, 

yielding satisfactory results. 
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Chapter 6:  A Machine Learning Alternative for Geologic Modeling 

Using Bayesian Neural Networks 

6.1 INTRODUCTION 

Geostatistical algorithms have been preferred in geosciences for interpolation and 

modeling of spatially varying petrophysical properties (Yarus and Chambers, 2006; 

Scheidt and Caers, 2009). The most frequently used techniques in this field rely on the 

semi-variogram, an experimentally-derived two-point statistic for quantifying spatial 

dissimilarity (Isaaks and Srivastava,1989; Goovaerts, 1997; Yortsos and Al-Afaleg, 

1997). Two of such techniques include kriging, used for linear estimation, and Sequential 

Gaussian Simulation (SGS), used to generate instances of continuous geologic models. 

Different forms of kriging have been used for property estimation: Universal Kriging 

(UK) or Kriging with a trend model (KT) assumes that the mean follows an identifiable 

parametric spatial trend such as a polynomial shape (Pyrcz and Deutsch, 2014). Kriging 

with an external drift (KED) is a specific form of KT that could consider any auxiliary 

variable thought to correlate with the interpolated property (Ilić et al., 2016). Another 

form of kriging that works well with exhaustive secondary data is collocated cokriging. A 

primary property of kriging that lends itself advantageous for geologic modeling 

problems is exactitude i.e. the algorithm reproduces the observations perfectly and 

enforces them in the resulting model. Kriging however exhibits a smoothing effect and 

underestimates the covariance between the kriged estimates away from the data locations 

(Deutsch and Journel, 1998). Stochastic simulation methods can be used to reintroduce 

the missing variance and create instances of the geologic model exhibiting the desired 

amount of local heterogeneity. SGS is the most common stochastic simulation method 

because of its simplicity and flexibility (Pyrcz and Deutsch, 2014). Kriging and SGS rely 

on the variogram, a two-point statistic, making it difficult for these methods to capture 
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nonlinearities in the model, unless combined with ancillary variables like seismic 

attributes or locally-varying means. This presents a disadvantage when complex spatial 

structures are encountered. Multiple-Point Simulation (MPS) is a common approach used 

to capture nonlinearities in geologic models by extracting patterns from a training image 

(Caers, 2002). This method however requires the definition of a training image which 

might be subjectively drawn and sometimes difficult to obtain (Hoffman, 2005). 

Moreover, MPS is restricted for modeling categorical variables such as facies. As 

previously mentioned, some forms of kriging allow for incorporation of auxiliary 

variables, however the inclusion of some data sources and types is restricted, in 

particular, categorical data. 

Machine learning could potentially address the limitations characterized by 

traditional geostatistical algorithms. The appeal of introducing machine learning 

techniques within the field of geologic modeling stems from a number of factors. First, 

owing to their predictive ability, these algorithms have the potential to produce more 

accurate estimates of the modeled properties away from the data locations. Second, 

primary dependence on the data values implies that machine learning methods can 

capture and model spatial nonlinearities without intervention, should they exist in the 

data. Additionally, the incorporation of multiple data sources and types, continuous or 

categorical, is very straightforward. Such methods, more commonly Artificial Neural 

Networks (ANN) and Support Vector Machines (SVM), have been applied to spatial 

interpolation problems in a variety of fields (Tadić et al., 2015; Liu et al., 2011; Gumus 

and Sen, 2013). Hybrids of machine learning and traditional interpolation algorithms (for 

example, Inverse Distance Weighting), have also been proposed (Li et al., 2011a; Li et 

al., 2011b; Ilić et al., 2016). Ilić et al. (2016) first explored the idea of using machine 

learning predictions in combination with kriging methods. They obtained predictions 
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from ANNs and repurposed it as a trend model for KED, to model CO2 mixing ratio 

distribution patterns. Application of machine learning tools for generating geologic 

models has been researched only sporadically in literature. Smirnoff et al. (2008) 

demonstrated one of the earliest applications of machine learning for geologic model 

construction. They applied SVMs to create 3D models based on 2D slices of the original 

unit. In practical applications however, full 2D cross-sectional slices through multiple 

geological strata are rarely available. Typically, the model must be constructed from log 

data obtained at very sparse locations in the reservoir. Leite et al. (2010) used ANNs to 

create an effective porosity model from seismic amplitude, although their study produced 

an idealistic model devoid of local heterogeneities. 

6.2 BACKGROUND: CONVENTIONAL GEOSTATISTICAL ALGORITHMS 

Kriging and SGS, two very common geostatistical algorithms for estimation and 

simulation, respectively, have been covered extensively in literature, including Krige 

(1951); Isaaks and Srivastava (1989); Deutsch and Journel (1998); Goovaerts (1997); 

Pyrcz and Deutsch (2014). For completeness, we will summarize the essential theory 

regarding these methods in this section. 

6.2.1 Kriging 

Kriging is a least-squares linear regression algorithm used to provide a minimum 

error-variance estimate of a property at an unsampled location. In this chapter, we will 

limit the demonstrations of the presented methods to estimation of continuous 

petrophysical properties. To demonstrate the kriging paradigm, consider the linear 

estimate 𝑧∗ of a continuous attribute 𝑧 at an unsampled location 𝒖. The estimator is 

defined as 
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𝑧∗(𝒖) − 𝑚(𝒖) = ∑ 𝜆𝛼(𝒖) ∙ [𝑧(𝒖𝛼) − 𝑚(𝒖𝛼)]

𝑛

𝛼=1

,                                                                 (36) 

where 𝑚(𝒖) is the prior mean at an unsampled location 𝒖, 𝜆𝛼 are the weights assigned to 

𝑛 known data values 𝑧(𝒖𝛼), and 𝑚(𝒖𝛼) are the prior means at the known data locations 

𝒖𝛼. The 𝑛 data values used in the estimation are defined arbitrarily, for example, by using 

a search neighborhood centered at the unsampled location 𝒖. The random function 𝑍(𝒖) 

can be decomposed into a residual 𝑌(𝒖) from a known trend, in this case the prior mean 

𝑚(𝒖). That is, 

𝑍(𝒖) = 𝑌(𝒖) + 𝑚(𝒖).                                                                                                                (37) 

We can then rewrite Eq. 36 in terms of the residual component as 

𝑌∗(𝒖)  = ∑ 𝜆𝛼(𝒖) ∙ 𝑌(𝒖𝛼)

𝑛

𝛼=1

.                                                                                                     (38) 

𝑌(𝒖) is modeled as a stationary random function with zero mean and stationary 

covariance 𝐶𝑌(𝒉): 

𝐸{𝑌(𝒖)} = 0;                                                                                                                                (39) 

𝐶𝑌(𝒉) = 𝐶𝑜𝑣{𝑌(𝒖), 𝑌(𝒖 + 𝒉)} = 𝐸{𝑌(𝒖) ∙ 𝑌(𝒖 + 𝒉)}.                                                     (40) 

The objective of kriging is to minimize the error variance of the estimator 

𝜎𝐸
2 = 𝑉𝑎𝑟{𝑌∗(𝒖) − 𝑌(𝒖)} = 𝐸{[𝑌∗(𝒖) − 𝑌(𝒖)]2}                                                              (41) 

under the constraint of unbiasedness. That is, 
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𝐸{𝑌∗(𝑢) − 𝑌(𝑢)} = 0.                                                                                                                (42) 

The error variance in Eq. 41 can be expressed as a linear combination of covariance 

values by expansion as (Pyrcz and Deutsch, 2014) 

𝜎𝐸
2 = 𝐸{[𝑌∗(𝒖)]2} − 2 ∙ 𝐸{𝑌∗(𝒖) ∙ 𝑌(𝒖)} + 𝐸{[𝑌(𝒖)]2} 

= 𝑉𝑎𝑟{𝑌∗(𝒖)} − 2 ∙ 𝐶𝑜𝑣{𝑌∗(𝒖), 𝑌(𝒖)} + 𝑉𝑎𝑟{𝑌(𝒖)} 

= ∑ ∑ 𝜆𝛼𝜆𝛽𝐸{𝑌(𝒖𝛽) ∙ 𝑌(𝒖𝛼)}

𝑛

𝛽=1

𝑛

𝛼=1

− 2 ∙ ∑ 𝜆𝛼𝐸{𝑌(𝒖) ∙ 𝑌(𝒖𝛼)}

𝑛

𝛼=1

+ 𝐶𝑌(0) 

= ∑ ∑ 𝜆𝛼𝜆𝛽𝐶𝑌(𝒖𝛽 − 𝒖𝛼)

𝑛

𝛽=1

𝑛

𝛼=1

− 2 ∙ ∑ 𝜆𝛼𝐶𝑌(𝒖 − 𝒖𝛼)

𝑛

𝛼=1

+ 𝐶𝑌(0)                                 (43) 

where 𝐶𝑌(0) = 𝜎2 is the stationary variance. The weights that minimize the error 

variance can be found by differentiating Eq. 43 and setting each of the 𝑛 partial 

derivatives to zero (Goovaerts 1997): 

1

2

𝜕𝜎𝐸
2

𝜕𝜆𝛼
= ∑ 𝜆𝛽𝐶𝑌(𝒖𝛽 − 𝒖𝛼)

𝑛

𝛽=1

− 𝐶𝑌(𝒖 − 𝒖𝛼) = 0,            𝛼 = 1, … . , 𝑛                            (44) 

leading to the simple kriging (SK) system 

∑ 𝜆𝛽𝐶𝑌(𝒖𝛽 − 𝒖𝛼)

𝑛

𝛽=1

= 𝐶𝑌(𝒖 − 𝒖𝛼).            𝛼 = 1, … . , 𝑛                                                     (45) 

Since the mean is stationary, the residual covariance 𝐶𝑌(𝒉) is equal to the 𝑍-covariance 

𝐶(𝒉): 

𝐶𝑌(𝒉) = 𝐸{𝑌(𝒖) ∙ 𝑌(𝒖 + 𝒉)} = 𝐸{[𝑍(𝒖) − 𝑚] ∙ [𝑍(𝒖 + 𝒉) − 𝑚]} = 𝐶(𝒉).                (46) 

We can the rewrite Eq. 45 in terms of 𝐶(𝒉) as 
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∑ 𝜆𝛽𝐶(𝒖𝛽 − 𝒖𝛼)

𝑛

𝛽=1

= 𝐶(𝒖 − 𝒖𝛼).            𝛼 = 1, … . , 𝑛                                                         (47) 

The SK variance (minimum error variance) is then gotten by substituting Eq. 47 into Eq. 

43 to yield 

𝜎𝑆𝐾
2 (𝒖) = 𝐶(0) − ∑ 𝜆𝛼𝐶(𝒖 − 𝒖𝛼)

𝑛

𝛼=1

.                                                                                      (48) 

6.2.2 Sequential Gaussian Simulation 

 Kriging provides local best estimates in the sense that each individual error 

variance 𝑉𝑎𝑟{𝑍∗(𝒖) − 𝑍(𝒖)} is minimized. However, with all locations taken as a whole, 

the joint distribution of uncertainty produced by kriging is undesirable. This is because 

kriging tends to smoothen the modeled property at locations away from the conditioning 

data. That is, while the covariance between the kriged estimates and the data values are 

correct, the covariance between the estimated values themselves are underestimated 

(Deutsch and Journel, 1998; Pyrcz and Deutsch, 2014). This presents a limitation in 

reservoir modeling where characterization of local heterogeneities is critical. Writing Eq. 

48 in terms of the kriged estimate variance and rearranging, we obtain 

𝑉𝑎𝑟{𝑌∗(𝒖)} = 𝐶(0) − 𝜎𝑆𝐾
2 (𝒖).                                                                                                 (49) 

Since the variance 𝐶(0) = 𝜎2 is stationary, it must be constant at all locations. Thus, 

according to Eq. 49 the variance of the kriged estimate is underestimated by an amount 

equal to the SK variance 𝜎𝑆𝐾
2 (𝒖). 
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Simulation algorithms can be used to create realizations of the model wherein the 

proper statistics are reproduced. According to Goovaerts (1997), three typical 

prerequisites for simulated realizations include: 

1. Data value reproduction. i.e., 𝑧𝑠(𝒖) = 𝑧(𝒖𝛼)   ∀ 𝒖 = 𝒖𝛼, where 𝑧𝑠 denotes a 

simulated value and 𝒖𝛼, 𝛼 = 1, … , 𝑛 are the conditioning data locations. 

2. The histogram of simulated values should closely reproduce the sample histogram 

3. The covariance model 𝐶(𝒉) should be reproduced. 

An important idea during simulation is that an error component 𝐸(𝒖) with zero mean and 

variance 𝑉𝑎𝑟{𝐸(𝒖)} = 𝜎𝑆𝐾
2 (𝒖) can be used to reintroduce the missing variance of kriging 

without affecting the covariance between the estimated values and the data values. With 

this in mind, the Sequential Gaussian Simulation (SGS) proceeds as follows (Pyrcz and 

Deutsch, 2014): 

1. Transform the original data into a standard normal distribution using the normal 

score transform: 𝑌(𝒖) = 𝐺−1[𝐹(𝑍(𝒖))], where 𝐺−1 is the inverse standard 

Gaussian cdf and 𝐹 is the cdf of the original variable 𝑍. 

2. Define a random path to traverse the grid such that every cell is visited once. 

3. Embed the conditioning data in the simulation model. 

4. At each random location 𝒖′, obtain the kriged estimate and variance using 

neighboring conditioning data: 

𝑌∗(𝒖′) = ∑ 𝜆𝛽 ∙ 𝑌(𝒖𝛽)

𝑛

𝛽=1

 

𝜎𝑆𝐾
2 (𝒖′) = 𝐶(0) − ∑ 𝜆𝛼𝐶(𝒖 − 𝒖𝛼)

𝑛

𝛼=1

. 

5. Obtain the simulated value 𝑌𝑠(𝒖′) by sampling from the Gaussian distribution 

𝑁~[𝑌∗(𝒖′), 𝜎𝑆𝐾
2 (𝒖′)]. 



 114 

6. Add 𝑌𝑠(𝒖′) to the set of conditioning data. 

7. Repeat steps 3-6 until all cells have been simulated. 

8. Back transform the simulated data values to the original distribution. 

6.2.3 Collocated Cokriging Using Markov Models 

When modeling primary petrophysical variables such as porosity or permeability, 

information from secondary data variables e.g. acoustic impedance, may be incorporated. 

Cokriging methods can utilize the cross covariances between multiple related variables to 

estimate the primary variable at unsampled locations. For a primary variable 𝑌 and a 

single secondary variable 𝑋, the cokriging estimator is 

𝑌∗(𝒖) = ∑ 𝜆𝛼𝑌(𝒖𝜶)

𝑛𝛼

𝛼=1

+ ∑ 𝜉𝑗𝑋(𝒖𝒋)

𝑛𝑗

𝑗=1

                                                                                     (50) 

where 𝜆 and 𝜉 are the cokriging weights applied to the primary and secondary data 

samples, respectively. The cokriging system of equations for estimating 𝜆 and 𝜉 is (Isaaks 

and Srivastava, 1989) 

∑ 𝜆𝛽𝐶𝑌𝑌(𝒖𝛽 − 𝒖𝛼)

𝑛𝛽

𝛽=1

+ ∑ 𝜉𝛽𝐶𝑌𝑋(𝒖𝛽 − 𝒖𝛼)

𝑛𝑗

𝛽=1

+ 𝜇1 = 𝐶𝑌𝑌(𝒖 − 𝒖𝛼) 

 𝑓𝑜𝑟 𝛼 = 1, … , 𝑛𝛽 

∑ 𝜆𝛽𝐶𝑋𝑌(𝒖𝛽 − 𝒖𝛼)

𝑛𝛽

𝛽=1

+ ∑ 𝜉𝛽𝐶𝑋𝑋(𝒖𝛽 − 𝒖𝛼)

𝑛𝑗

𝛽=1

+ 𝜇2 = 𝐶𝑋𝑌(𝒖 − 𝒖𝛼) 

𝑓𝑜𝑟 𝛼 = 1, … , 𝑛𝑗  
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∑ 𝜆𝛽

𝑛𝛽

𝛽=1

= 1 

∑ 𝜉𝛽

𝑛𝑗

𝛽=1

= 0.                                                                                                                                     (51) 

where 𝐶𝑌𝑌 is the auto covariance model of the primary data, 𝐶𝑋𝑋 is the auto covariance 

model of the secondary data, 𝐶𝑋𝑌 = 𝐶𝑌𝑋 is the cross covariance model between primary 

and secondary data, and 𝜇1 and 𝜇2 are Lagrange multipliers. 

 Another form of cokriging, called collocated cokriging involves only a linear 

combination of the collocated secondary data and all primary data within the search 

neighborhood. Its estimate is written as 

𝑌∗(𝒖) = ∑ 𝜆𝛼𝑌(𝒖𝛼)

𝑛

𝛼=1

+ ∑ 𝜉𝛼𝑋(𝒖𝛼)

𝑛

𝛼=1

+ 𝜉𝑋(𝒖)                                                                  (52) 

This requires knowledge of the secondary variable at all primary data locations, and at the 

location being estimated. The collocated cokriging system of equations is 

∑ 𝜆𝛽𝐶𝑌𝑌(𝒖𝛽 − 𝒖𝛼)

𝑛

𝛽=1

+ ∑ 𝜉𝛽𝐶𝑌𝑋(𝒖𝛽 − 𝒖𝛼)

𝑛

𝛽=1

+ 𝜉𝐶𝑌𝑋(𝒖 − 𝒖𝛼) + 𝜇1 = 𝐶𝑌𝑌(𝒖 − 𝒖𝛼) 

𝑓𝑜𝑟 𝛼 = 1, … , 𝑛 

∑ 𝜆𝛽𝐶𝑋𝑌(𝒖𝛽 − 𝒖𝛼)

𝑛

𝛽=1

+ ∑ 𝜉𝛽𝐶𝑋𝑋(𝒖𝛽 − 𝒖𝛼)

𝑛

𝛽=1

+ 𝜉𝐶𝑋𝑋(𝒖 − 𝒖𝛼) + 𝜇2 = 𝐶𝑋𝑌(𝒖 − 𝒖𝛼) 

𝑓𝑜𝑟 𝛼 = 1, … , 𝑛 
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∑ 𝜆𝛽𝐶𝑋𝑌(𝒖𝛽 − 𝒖)

𝑛

𝛽=1

+ ∑ 𝜉𝛽𝐶𝑋𝑋(𝒖𝛽 − 𝒖)

𝑛

𝛽=1

+ 𝜉𝐶𝑋𝑋(0) + 𝜇2 = 𝐶𝑋𝑌(0) 

∑ 𝜆𝛽

𝑛

𝛽=1

= 1 

∑ 𝜉𝛽

𝑛

𝛽=1

+ 𝜉 = 0.                                                                                                                             (53) 

The aforementioned cokriging systems require a joint modeling of two auto covariance 

functions and one cross covariance function, which is often very tedious in practice. The 

modeling could be alleviated by incorporating a Markov assumption that the cross 

covariance model is proportional to the auto covariance given by (Pyrcz and Deutsch, 

2014) 

𝐶𝑌𝑋(𝒉) = 𝐵 ∙ 𝐶𝑌(𝒉)          ∀ 𝒉                                                                                                    (54) 

where 

𝐵 = √
𝜎𝑌

2

𝜎𝑋
2

∙ 𝜌𝑌𝑋(0),                                                                                                                      (55) 

with 𝜎𝑌
2 and 𝜎𝑋

2 denoting the variances of the hard data 𝑌 and soft data 𝑋, and 𝜌𝑌𝑋(0) 

denoting their correlation coefficient. 

6.3 BAYESIAN NEURAL NETWORKS 

The previous section reviewed some conventional geostatistical approaches for 

estimation and simulation. In this section, we present a machine learning alternative: 

Bayesian Neural Networks (BNNs). BNNs offer a probabilistic approach to neural 
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network modeling (Bhat and Prosper, 2005). This is critical in geologic modeling because 

we can get a direct quantification of the uncertainty and generate multiple realizations 

from the prediction model.  

Consider the dataset 𝐷 = {(𝑥𝑖, 𝑦𝑖)}𝑖=1
𝑁 , where 𝑥𝑖 and 𝑦𝑖 are pairs of inputs and 

outputs, respectively, and a neural network characterized by a set of parameters 𝑤 (the 

network’s weights and bias values). Bayes’ rules gives an expression for the posterior 

conditional probability distribution 𝑃(𝑤|𝑦, 𝑥) as 

𝑃(𝑤|𝑦, 𝑥) =
𝑃(𝑦|𝑥, 𝑤)𝑃(𝑤)

𝑃(𝑦|𝑥)
,                                                                                                    (56) 

with the valid assumption that the inputs 𝑥 are independent of the model parameters 𝑤. 

The likelihood 𝑃(𝑦|𝑥, 𝑤) can be computed using the neural network’s output, and the 

prior 𝑃(𝑤) can be gotten using a user-defined initialization of weights according to some 

prior probability distribution (typically Gaussian). The posterior can then be 

approximated using sampling methods or variational inference (Mullachery et al., 2018). 

 Given a set of inputs and outputs, for example, well logs and seismic attributes at 

the well locations, BNNs can be used to populate the entire grid with the relevant 

petrophysical properties by sampling a set of weights 𝑤′ from the posterior 𝑃(𝑤|𝑦, 𝑥) 

and computing the neural network 𝑓(𝑤′, 𝑥′), where 𝑥′ is the set of inputs at sampled and 

unsampled locations. In this study, we used three dimensional spatial coordinates and 

grid-wide acoustic impedance values as the input set for generating porosity outputs. 

6.4 COKRIGING WITH BNN COVARIATES 

In the context of geological modeling, machine learning methods have some 

weaknesses. Data reproduction is an important factor in geospatial interpolation. The 

interpolator should be able to preserve the conditioning data and reproduce them in the 
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resulting model. Being inexact interpolators however, machine learning methods cannot 

create models wherein the property values at the log data locations are reproduced. 

Manually emplacing the observation data in the predicted model leads to unrealistic, 

sharp discontinuities at the data locations. One way to artificially preserve the 

conditioning data is by overfitting the model until a specified training error threshold is 

reached. Another drawback is that spatial attributes such as variogram range and 

orientation of maximum continuity, if known, cannot be enforced, which may lead to 

unrealistic geology in the models.  One possible solution could be to introduce 

quantifiable penalties for violating the known spatial structure attributes in the loss 

function of the machine learning model, however, this could become complicated and 

very subjective to implement. Combination of machine learning with geostatistics could 

help alleviate some problems with the two approaches. Based on the idea by Ilić et al. 

(2016), a hybridized approach has the potential to combine the predictive and data 

integration strengths of machine learning, while retaining the important aspects of 

geostatistical methods: unbiasedness and variogram reproducibility.  

 To combine cokriging with BNN, we first generate an ensemble of predictions 

𝑌𝐵𝑁𝑁
𝑗

= 𝑓(𝑤′𝑗 , 𝑥′),          𝑗 = 1, … , 𝑛𝑒𝑛𝑠                                                                                    (57) 

where 𝑓(∙) is the trained BNN and 𝑛𝑒𝑛𝑠 is the desired number of geologic models in the 

ensemble. We can then perform collocated cosimulation (COSGS) for model 𝑗 using Eq. 

52 re-written below as 

𝑌∗𝑗(𝒖) = ∑ 𝜆𝛼𝑌𝑗(𝒖𝛼)

𝑛

𝛼=1

+ ∑ 𝜉𝛼𝑌𝐵𝑁𝑁
𝑗 (𝒖𝛼)

𝑛

𝛼=1

+ 𝜉𝑌𝐵𝑁𝑁
𝑗 (𝒖).                                                  (58) 
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To compute the weights 𝜆 and 𝜉, the cross covariance between the hard data and the BNN 

output is required. The cross covariance is estimated using Eqs. 54 and 55 rewritten as 

𝐶𝑌,𝐵𝑁𝑁(𝒉) = 𝐵 ∙ 𝐶𝑌(𝒉)          ∀ 𝒉                                                                                               (59) 

𝐵 = √
𝜎𝑌

2

𝜎𝐵𝑁𝑁
2

∙ 𝜌𝑌,𝐵𝑁𝑁(0),                                                                                                           (60) 

where 𝜌𝑌,𝐵𝑁𝑁(0) is obtained by computing the correlation coefficient between the 

expected value of the BNN output 𝐸{𝑌𝐵𝑁𝑁(𝒖)} and the log data at the well locations. The 

expected value 𝐸{𝑌𝐵𝑁𝑁(𝒖)} can be gotten by averaging the posterior BNN predictions 

using a sufficiently large sample size. Note that 𝐶𝑌(𝒉) can be obtained by modeling a 

variogram 2𝛾(𝒉) of log data values and applying the relation 

 𝐶𝑌(𝒉) = 𝜎𝑌
2 − 𝛾(𝒉).                                                                                                                  (61) 

 For facies-based modeling, indicator formulation of the collocated cokriging 

procedure is well documented (Isaaks and Srivastava, 1989; Deutsch and Journel, 1998; 

Goovaerts, 1997). With this in mind, extension of the hybrid approach for facies 

modeling is straightforward. 

 6.5 APPLICATION 

In this section we demonstrate an application of the aforementioned approaches to 

porosity modeling using porosity log data and an acoustic impedance map. The presented 

results include the following: Case A: BNNs; Case B: COSGS with BNN covariates; and 

Case C: COSGS. Hereafter, these three approaches are referred to by their case names. 

We will compare the performance of the three cases in terms of prediction accuracy, 

geological realism, and log data reproduction.  
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6.5.1 Dataset 

 The Stanford V synthetic reservoir will be used for this study. This data set was 

generated by Mao and Journel (1999) and includes petrophysical property logs (porosity, 

density and facies) and seismic attributes (acoustic impedance, p- and s- wave velocities). 

The study area is a has an areal coverage of 4200 ft by 5900 ft with a constant grid-wide 

thickness of 400 ft. The model is constructed on an 80 x 120 x 10 Cartesian grid with grid 

cell dimensions 52 ft x 49 ft x 40 ft. The data subset used in this study comprises of 

porosity logs from 60 wells drilled within the study area (Figure 6.1), and a 3D acoustic 

impedance map. 

 Figures 6.1 a and b show the acoustic impedance map and well locations 

revealing porosity values. A scatter plot of the impedance and porosities at well locations 

after a normal score transformation is shown in Figure 6.2. The correlation coefficient of 

-0.48 is moderately significant, meaning that in this study, acoustic impedance could be 

an important predictor for characterizing porosity at the unsampled locations.  
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Figure 6.1: (a) Top: Acoustic impedance (ft/s * gm/cc) map of the reservoir. (b) Bottom: 

Well locations showing porosity data 

 

Figure 6.2: Scatter plot of normalized impedance and porosity values at well locations 

6.5.2 Results 

Case A: Bayesian Neural Networks 

 A Bayesian neural network was trained to predict porosity using the spatial 

coordinates of the log data and acoustic impedance as input features. The parameters of 

the finalized BNN model are summarized in Table 6.1. 100 porosity realizations were 
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generated by sampling from the posterior BNN model distribution. Figure 6.3 shows 20 

sample realizations from the 100-model ensemble. 

Table 6.1: Parameters of the trained BNN model 

BNN 
No. of layers: 4 

No. of neurons per layer: 50 

Activation function: 𝑡𝑎𝑛ℎ 

Posterior method: Variational inference  

Prior: Standard Gaussian 

Dropout ratio: 0 

 



 123 

 

Figure 6.3: Case A: Top layer of 20 sample realizations of the porosity field 

To evaluate prediction accuracy, a 5-fold cross validation was performed as follows: 

1. Randomly select 10 wells by uniform sampling to comprise a test set. 

2. Train the BNN using the remaining 50 wells – the training set. 

3. Compute porosities at the test well locations using the BNN. 

4. Evaluate the error between computed values and true values. 
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5. Repeat steps 1 to 4 five times and average the errors for each model. 

Figure 6.4 is a histogram showing the distribution of cross validation errors (mean 

absolute error, MAE) for the 100 models for Case A. The mean error is 0.035 which 

amounts to 22% of the median porosity of 0.158 at the well locations. As we will show 

later, this is a significant improvement from the cross validation error obtained using 

classical geostatistics. 

 

Figure 6.4: Histogram of cross validation errors for Case A 

Since BNNs are incapable of data reproduction, there is an imperfect correlation between 

the estimated and true porosities at well locations. Figure 6.5 shows a scatter plot of 

estimated and true values at the well locations with an MAE of 0.034. This is equivalent 

to a training error plot in conventional machine learning applications. Figure 6.6 shows a 

histogram of correlation coefficients 𝜌 for the 100 models sampled from the BNN model. 

The mean �̂� = 0.56 will be used for cokriging in Case B. 
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Figure 6.5: Case A: scatter plot showing inexact data reproduction at the well locations 

 

Figure 6.6: Histogram of correlation coefficients between estimated and true porosity 

Case B: Collocated cosimulation with BNN covariates 

100 porosity realizations were generated using the proposed method as described 

in Section 6.4. According to Eqs. 59 to 61, the porosity variogram was used to estimate 

auto and cross covariances between BNN output from Case A and the porosity log data. 

Using the results from Figure 6.6, the correlation coefficient 𝜌𝑌,𝐵𝑁𝑁(0) = 0.56. Figure 

6.7 shows 20 of 100 sample realizations generated with this procedure. 
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Figure 6.7: Case B: Top layer of 20 sample realizations of the porosity field 

Figure 6.8 shows a histogram of mean absolute errors (MAE) for 100 models obtained 

using 5-fold cross validation as previously described. The mean error is 0.040, which is 

equal to 25% of the median porosity at the well locations. Since the data is reproduced 

exactly with this approach, there is a perfect correlation between the estimated and true 
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values at the log data locations. The scatter plot of estimated and true log data values in 

Figure 6.9 shows exact data reproduction. 

 

Figure 6.8: Histogram of cross validation errors for Case B 

 

Figure 6.9: Case B: scatter plot showing exact data reproduction at the well locations 

Case C: Collocated cosimulation 

 100 porosity models were generated using the traditional geostatistical approach 

described in Section 6.2.3. Collocated Gaussian cosimulation was performed with 

porosity and acoustic impedance using a Markov model to approximate the cross 
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covariances. The correlation coefficient used for the Markov model was 𝜌𝑌𝑋(0) = −0.48 

as shown in Figure 6.2. The auto covariances were inferred using the porosity variogram 

from Case B. Figure 6.10 shows 20 of the 100 realizations generated. Again, 5-fold cross 

validation was performed to evaluate the prediction accuracy at unsampled locations. 

Figure 6.11 is a histogram of cross validation MAEs. The mean MAE across the 100 

models is 0.047, amounting to about 30% of the porosity log values. As previously 

mentioned, this approach yields exact data reproduction and a perfect correlation between 

the true and modeled values at the well locations (see Figure 6.12). 
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Figure 6.10: Case C: Top layer of 20 sample realizations of the porosity field 



 130 

 

Figure 6.11: Histogram of cross validation errors for Case C 

 

Figure 6.12: Case C: scatter plot showing exact data reproduction at the well locations 

6.5.3 Performance Comparisons 

The three approaches were compared in terms of prediction accuracy, data 

reproduction, variogram reproduction, and geological realism. As anticipated, the pure 

machine learning model exhibits a superior predictive performance compared to the other 

approaches. Traditional collocated cosimulation, on the other hand, produces the least 
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accurate models in terms of predicting porosities at unsampled locations. Despite its 

superior predictive performance, the pure BNN models exhibit weak qualities in terms of 

other important attributes. From a standpoint of geological realism, the models produced 

in Figure 6.3 are characterized by choppiness. The transition between high and low 

permeability regions are distinctively sharp and the lengths of continuities appear to be 

inconsistent. Moreover, it is impossible to perfectly reproduce the log data using BNN 

alone without overfitting and inflating the model variance. 

The hybrid approach in Case B offers a compromise between Cases A and C. 

While its prediction accuracy lies within the range of the machine learning and 

geostatistical approaches, it maintains some important desirable attributes. There is exact 

data reproduction at the well locations as shown in Figure 6.9, and the models are 

geologically realistic (Figure 6.7). Table 6.2 shows a summary of the advantages and 

disadvantages of the three approaches to geological modeling for the application in this 

Chapter. It should be noted that local estimation accuracy is not as important in 

evaluating a simulation model as the reproduction of statistics such as variograms and 

histograms. Figure 6.13 shows the ensemble means of porosity for the three cases. 

Histogram reproduction is another important criteria in evaluating a simulated 

realization. Figure 6.14 shows the porosity histograms of the log data and single 

realizations from the three cases. Figure 6.15 Q-Q plots of the data and the same 

realizations. From a visual inspection of these figures, it is evident that the hybrid and 

geostatistical approaches perform slightly better than the BNN predictions in terms of 

reproducing the distributions in the data. 
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Table 6.2: Comparison of the geologic modeling approaches 

 A: BNN B: COSGS/BNN C: COSGS 

Relative prediction 

accuracy 
High Moderate Low 

Data reproduction Inexact Exact Exact 

Histogram 

reproduction 
Moderate High High 

Spatial structure 

reproduction 
No Yes Yes 

Geological realism Unrealistic Realistic Realistic 

 

 

Figure 6.13: Ensemble mean of the porosity fields. Top: Case A. Middle: Case B. 

Bottom: Case C 
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Figure 6.14: Porosity histograms of the log data and single realizations from the three 

cases 

 

Figure 6.15: Q-Q plots of the realizations from Figure 6.14 with the log data 
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6.6 CONCLUSIONS 

In this chapter, we introduced a machine learning alternative for geologic 

modeling. Three approaches to continuous property modeling were presented and 

compared: a full machine learning method using Bayesian Neural Networks (BNNs), a 

geostatistical method using collocated Gaussian cosimulation, and a hybrid approach 

using collocated cosimulation with BNN output as covariates. The methods were applied 

to generate porosity models for a synthetic reservoir using porosity log data and an 

acoustic impedance map. As expected, the BNN model showed superior predictive 

capabilities in comparison with the traditional geostatistical method. However, the BNN 

models were inferior to the geostatistical approach in terms of data reproduction and 

geological realism. The proposed hybridized models yielded promising results. Relative 

to the pure geostatistical approach, it showed an increased ability to predict porosity 

outside the well locations, while retaining important simulation attributes (such as exact 

log data reproduction) and producing realistic porosity maps. 
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Chapter 7:  Conclusions and Recommendations 

7.1 SUMMARY 

In this study, we explored and introduced machine learning based alternatives for 

three areas in petroleum engineering: surrogate reservoir modeling (specifically the well 

placement and controls evaluation problem), reservoir time-series output prediction, and 

geological modeling.  

For well placement and controls evaluation, we introduced the use of the gradient 

boosting method for predicting reservoir responses. This method was aided by a pseudo-

spatial variable (well-to-well pairwise connectivities) to realize improvements in 

prediction accuracy. We showed a validation of the proposed approach using an 

application to a joint well location and controls optimization problem during water-

alternating-gas injection. To perform the optimization, we introduced a pattern search-

inspired procedure in which hyperdimensional polling surfaces were emplaced around 

potential solutions and evaluated. The use of hyperdimensional spheres as opposed to 

traditional polling stencils allowed for a truly multidirectional way to explore the solution 

space. Furthermore, we showed that the joint optimization procedure yields superior 

optimization results in comparison with sequential schemes. 

In Chapter 5, we introduced a solution to the reservoir time-series forecasting 

problem using Recurrent Neural Networks (RNNs). These networks are a variation of 

regular neural networks in which output connections are recycled back into the model as 

features for predicting subsequent timesteps. The architecture of these networks make 

them well suited for time-series forecasting problems. Using a more specialized version 

of RNNs called Long Short Term Memory (LSTM) cells, these types of networks are 

capable of automatically detecting how much long or short term information is necessary 
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for predicting future production sequences. The proposed approach was applied to two 

case studies (one synthetic and one field study) for predicting future oil production in 

waterfloods. In the synthetic study, the LSTMs showed improved predictive performance 

over regular neural networks and Capacitance-Resistance models. 

An alternative to geostatistical algorithms for generation of geologic models was 

presented. This alternative involved the use of Bayesian Neural Networks (BNNs) to 

provide stochastic samples of petrophysical property models. In comparison with 

conventional geostatistical algorithms, the approach showed improved prediction 

accuracy at unsampled locations, however, the geologic models exhibited severe 

choppiness and inexact log data reproduction. To resolve these issues, we further 

introduced a hybridized procedure wherein the BNN outputs are used as covariates 

during collocated Gaussian cosimulation. This hybridized approach proved successful in 

combining the strengths of machine learning and traditional geostatistics. 

The key findings and main conclusions of this work are listed as follows: 

1. Machine learning techniques could offer a useful alternative for surrogate 

reservoir modeling. However, for the well placement evaluation problem 

specifically, additional physics must be provided to produce models with adequate 

prediction capabilities. 

2. Given a reservoir model and fluid properties, diffusive times of flight as computed 

by the Fast Marching Method could be used as an effective connectivity measure 

for problems requiring point-to-point connectivities. 

3. Connectivity networks carry important geological information and could be used 

as an alternative representation of geology for problems wherein a dimensionality 

reduction of the parameter space is crucial. 
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4. Incorporating connectivity networks with machine learning models yields drastic 

improvements in prediction ability when applied to the problem of well placement 

evaluation. 

5. Connectivity-aided machine learning models can also be used in the event of 

geologic uncertainty characterized by a reservoir model ensemble. When 

prediction models are trained with connectivity networks, it is possible to 

extrapolate these models to other geologic realizations not included in the training 

dataset, provided the variogram characteristics of the ensemble models are 

similar. 

6. Simultaneous evaluation of well placements and controls can be carried out in a 

straightforward manner by augmenting the training feature set with multiple 

random possibilities of well controls and locations within the problem constraints. 

7. A polling procedure for pattern search optimization where polling stencils are 

replaced by polling surfaces provides a truly multidirectional approach for quicker 

exploration of the solution space in hyperdimensional optimization problems. 

8. Joint optimization schemes offer a more thorough approach for optimization of 

well locations and controls than sequential schemes. In the case study analyzed, 

joint procedures exhibit superior performance to their sequential counterparts. 

These procedures however require more forward evaluations because of the 

increased dimensionality. 

9. Machine learning based proxies are well suited for the joint optimization problem 

because of their speed: thousands of forward reservoir evaluations can be realized 

in seconds. This offers a practical alternative to full reservoir simulations for 

procedures requiring many simulator runs. 
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10. Recurrent Neural Networks have proven effective for time-series forecasting in 

various disciplines, and are capable of predicting future reservoir performance 

with sufficient accuracy. 

11. Long Short Term Memory cells can recognize and reproduce complex trends in 

well production sequences and proved useful for detecting long and short term 

dependencies required for making reservoir time-series predictions. 

12. By backward shifting reservoir output data, historical data sequences can be used 

as feature instances to integrate the effects of primary recovery. Likewise, forward 

shifted injection rates and bottom hole pressures can be incorporated into machine 

learning schemes to model relationships between injection and production well 

controls during advanced recovery projects. 

13. Bayesian Neural Networks offer a probabilistic machine learning approach for 

geologic modeling of petrophysical properties. These networks have superior 

predictive capabilities in comparison with conventional geostatistical methods. 

However, in terms of other desirable simulation attributes such as exact data 

reproduction and realistic geology, the machine learning models cannot compete 

with traditional geostatistics. 

14. Hybridized models wherein machine learning output is used in conjunction with 

collocated kriging can retain the strengths of machine learning and geostatistical 

algorithms. They showed improved predictive abilities over typical geostatistical 

methods while retaining important attributes like log data and spatial structure 

reproduction, and producing models with realistic geology. 

7.2 RECOMMENDATIONS FOR FUTURE WORK 

 Some relevant areas for further research include: 
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1. Identifying suitable connectivity measures and quantifying the effects of different 

measures on prediction accuracy. 

2. Quantifying the diversity of geologic model ensembles and analyzing the impacts 

of this diversity on the predictive ability of machine learning proxies. 

3. Exploration of further opportunities for the introduction of machine learning and 

data intensive procedures in petroleum engineering research. 

4. Investigating the feasibility of redefining spatial interpolation as a super-

resolution problem. Such procedure would involve mapping low resolution 

pixelated images built from log data to higher resolution geologic models using 

ideas based on pixel convolutional neural networks. 
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Appendix A: Model Parameters 

Parameters of the trained models used in this study are detailed below. 

Table A1: Section 3.4.1 Case 1 

XGBoost 
No. of trees: 1000 

Maximum Tree depth: 3 

Shrinkage factor: 0.05 

Bagging fraction: 1.0 

Feature sample fraction: 1.0 

Table A2: Section 3.4.2 Case 2 

XGBoost 
No. of trees: 2000 

Maximum Tree depth: 4 

Shrinkage factor: 0.015 

Bagging fraction: 0.6 

Feature sample fraction: 1.0 

Table A3: Section 3.4.3 Case 3 

XGBoost 
No. of trees: 5000 

Maximum Tree depth: 5 

Shrinkage factor: 0.005 

Bagging fraction: 0.65 

Feature sample fraction: 0.9 

Table A4: Section 3.4.4 Case 4 

XGBoost 
No. of trees: 2000 

Maximum Tree depth: 4 

Shrinkage factor: 0.01 

Bagging fraction: 0.8 

Feature sample fraction: 1.0 

Table A5: Section 3.4.5 Case 5 

XGBoost 
No. of trees: 5000 

Maximum Tree depth: 4 

Shrinkage factor: 0.01 

Bagging fraction: 0.6 

Feature sample fraction: 1.0 
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Table A6: Section 4.5.2: Gradient boosting model 

XGBoost 
No. of trees: 5000 

Maximum Tree depth: 3 

Shrinkage factor: 0.01 

Bagging fraction: 0.65 

Feature sample fraction: 1.0 

Table A7: Section 4.5.2: Random forest model 

RF 
No. of trees: 3000 

Min terminal node size: 10 

Bagging fraction: 0.6 

Feature sample fraction: 0.3 

Table A8: Section 4.5.2: Neural network model 

DNN 

No. of layers: 3 

No. of neurons per layer: 50 

Activation function: 𝑅𝑒𝐿𝑈 

Optimizer: Adam optimization 

Initializer: Xavier initialization 

Dropout ratio: 0.0 

Table A9: Section 5.5.2: LSTM model 

LSTM 
No. of timesteps: 150 

No. of neurons per timestep: 50 

No. of LSTM cell layers: 2 

Activation function: 𝑡𝑎𝑛ℎ 

Optimizer: Momentum optimization 

Initializer: Xavier initialization 

Peepholes: Allowed 

Dropout ratio: 0 

Table A10: Section 5.5.2: DNN model 

DNN 

No. of layers: 5 

No. of neurons per layer: 100 

Activation function: 𝑅𝑒𝐿𝑈 

Optimizer: Adam optimization 

Initializer: He initialization 

Dropout ratio: 0.2 
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Table A11: Section 5.5.2: CRM model 

CRM 

 

Gain Matrix 

CRMP f1j f2j f3j f4j f5j f6j f7j f8j f9j 

P1 0.202 0.000 0.000 0.465 0.000 0.000 0.395 0.024 0.156 

P2 0.098 0.000 0.108 0.001 0.000 0.972 0.032 0.000 0.000 

P3 0.317 0.105 0.006 0.518 0.000 0.012 0.450 0.135 0.006 

P4 0.383 0.895 0.886 0.016 0.000 0.015 0.122 0.181 0.018 
 

Time constants 

CRMP τj 

P1 0.202 

P2 0.098 

P3 0.317 

P4 0.383 

Koval factors 

KOVAL P1 P2 P3 P4 

Vp (bbl) 5.9E12 6.8E12 5.2E12 4.7E12 

Kval 5.9E6 4.6E6 7.1E6 7.5E6 

Table A12: Section 5.6.2: LSTM model 

LSTM 
No. of timesteps: 50 

No. of neurons per timestep: 100 

No. of LSTM cell layers: 2 

Activation function: 𝑡𝑎𝑛ℎ 

Optimizer: Adam optimization 

Initializer: Xavier initialization 

Peepholes: Allowed 

Dropout ratio: 0.1 

Table A13: Section 6.5.2: BNN model 

BNN 
No. of layers: 4 

No. of neurons per layer: 50 

Activation function: 𝑡𝑎𝑛ℎ 

Posterior method: Variational inference  

Prior: Standard Gaussian 

Dropout ratio: 0 
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