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In my dissertation, I argue that rationality, for real humans, is best

understood as a strategy for communication and interacting in a social environ-

ment. In particular, I argue that humans are rational to the extent that they

are able to understand and be understood by others, to the extent that they

can give and accept reasons and explanations. This raises a pair of questions.

The first concerns the source of the norms for giving and accepting reasons.

The second is why we should accept and follow these norms if they are not

guaranteed to preserve truth or optimize outcomes. I address the first question

by arguing that these norms function as constraints on our imaginations, on

the ways in which we can think about or understand the world. This goes

beyond the traditional view that these norms govern acceptable inferences.

Rather, I argue, the more significant function of these norms is to govern the

structure of our reasoning in the sense of guiding considerations about the rel-

evance and form of our understandings of situations. This suggests an answer

iv



to the second question. We ought to accept these norms because they are

self-confirming. Following them allows us to communicate and interact with

others who follow these same norms. In those endeavors that require interac-

tion and coordination in a social group, being understood is frequently more

important than being right.
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Chapter 1

Ideal Rationality and the Computational

Theory of Mind

Analysis of rationality in philosophy is generally normative. Given a

background set of beliefs and desires, rationality is focused on what one ought

to believe or ought do to achieve those desires. The normativity derives from

the perspective that rationality is objective. Rationality derives its normative

component from the view that there is a single right answer that is rationally

required of any individual. Any individual who failed to arrive at this correct

answer would be deemed irrational. This objectivity derives from two sources.

The first comes from logically and mathematically determined opti-

mality results. The goal of reason is to arrive at correct, valid outcomes. The

answer to the questions, “what should I believe?” and “what should I do?”

are usually computations; in epistemology one must compute in a way that

is truth preserving, in moral psychology one must compute which action will

achieve one’s ends. Thus, the theory of mind that underlies most theories of

rationality is a computational one. We can demonstrate, through logic and

mathematics, that certain rules and computations are required to preserve

consistency among our beliefs, desires, and actions. Preserving consistency
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is rational, failing to do so is irrational. The objectivity derives from these

standards of optimal computation. Any individual, performing the correct

computations, will arrive at the same rational conclusions.

This is the dream offered by Leibniz in “The Method of Mathematics:”

although many persons of great ability, especially in our cen-

tury, may have claimed to offer us demonstrations in questions

of physics, metaphysics, ethics, and even in politics, jurisprudence,

and medicine, nevertheless they have either been mistaken (because

every step is on slippery ground and it is difficult not to fall unless

guided by some tangible directions), or even when they succeed,

they have been unable to convince everyone with their reasoning

(because there has not yet been a way to examine arguments by

means of some easy tests available to everyone).

Whence it is manifest that if we could find characters or signs

appropriate for expressing all our thoughts as definitely and as

exactly as arithmetic expresses numbers or geometric analysis ex-

presses lines, we could in all subjects in so far as they are amenable

to reasoning accomplish what is done in Arithmetic and Geometry.

For all inquiries which depend on reasoning would be performed

by the transposition of characters and by a kind of calculus, which

would immediately facilitate the discovery of beautiful results. For

we should not have to break our heads as much as is necessary
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today, and yet we should be sure of accomplishing everything the

given facts allow.

Moreover, we should be able to convince the world what we

should have found or concluded, since it would be easy to verify

the calculation either by doing it over or by trying tests similar

to that of casting out nines in arithmetic. And if someone would

doubt my results, I should say to him: ”Let us calculate, Sir,” and

thus by taking to pen and ink, we should soon settle the question.

(Leibniz 1677)

Here we have a clear cut expression of rationality as an objective stan-

dard, underwritten by correct computation. There is no more room for dis-

agreement in this picture than there is for disagreement about correct mathe-

matical results. By demonstrating the correct calculations, any rational indi-

vidual would be compelled to accept the results, and disputes are immediately

and directly resolved.

However, even in Leibniz’s dream, we see the second assumption, im-

plicit and unchallenged. The second assumption is that the information upon

which we perform these computations is straightforwardly read off the world.

Any individual in a given context would observe the same features and draw

the same conclusions. So, Leibniz appeals to the “given facts” and the need

to “find characters or signs appropriate for expressing all our thoughts as def-

initely and as exactly as arithmetic expresses numbers or geometric analysis
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expresses lines.” The presupposition here is that, upon finding these characters

and signs needed for the definite and exact expression of thoughts, we would

find ourselves in agreement about the given facts.

The justification of such a view is that the facts that our thoughts are

about are given by the external world. This aspect of rationality, when it

is considered at all, is referred to as “judgment.” Judgment has to do with

determining whether or not a given situation or state of affairs falls within

the scope of the application of a particular rational calculation, or, perhaps

more accurately, determining which calculations are appropriate for a given

situation.

Judgment is generally taken to be related to, but distinct from, ratio-

nality. An individual can have good judgment, but perform poor calculations,

and arrive at the wrong answer. On the other hand, an individual could dis-

play poor judgment, applying the wrong rules, but calculate correctly. This

would also lead to the wrong answer. However, while poor judgment might be

lamentable, it is not irrational. Rather it is taken to display a lack of under-

standing and observation. Individuals can, and should, observe that a given

state of affairs falls under a particular rule, and proceed to apply the proper

rule.

A thoroughgoing realism is required to underwrite this agreement about

good judgment. Individuals exhibiting good judgment represent the world as

it actually is, apply the correct rules, and arrive at the proper, objectively

rational, conclusion. Because good judgment is tied to the world, understand-
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ing of situations and which rule to apply is common knowledge. The external

world is the link that ties the judgment of separate individuals together, the

objective standard by which judgment is measured. So, while there remains

an objective standard for good and bad judgment, judgment itself is taken to

be a precondition for rationality. Rational individuals are assumed to have

good judgment, and the standard account of rationality takes good judgment

for granted.

Because this issue is so important for my analysis of rationality, I want

to dwell for a bit on the relation between rationality and judgment and why,

from the perspective of the traditional view of rationality, the issue of judgment

can be safely overlooked.

To do this, I will examine Kant’s analysis of judgment. I will pass

over the details of his argument, as they are immaterial for my purposes. I

will simply offer his description as a typical account, in fact better worked

out than most, of why good judgment is objectively determined by a proper

connection to the external world.

Kant makes it clear at the outset that good judgment is objectively

determined when he titles his discussion “Of the transcendental faculty of

judgment in general.” That it is transcendental means that it transcends con-

crete, particular cases. To say that there could be a transcendental faculty of

judgment is to say that there is an objective standard of good judgment. To

be clear on what Kant means by “judgment” he says:
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If understanding in general be defined as the faculty of laws

or rules, the faculty of judgment may be termed the faculty of

subsumption under these rules; that is, of distinguishing whether

this or that does or does not stand under a given rule. General logic

contains no directions or precepts for the faculty of judgment, nor

can it contain any such. (Kant 1781/1990, 98)

So reason, what Kant calls general logic, cannot determine judgment accord-

ing to Kant. He even points out, in a footnote, that it is possible to have

understanding (knowledge of the rules) while lacking judgment:

Deficiency in judgment is properly that which is called stupid-

ity; and for such a thing we know no remedy. A dull or narrow-

minded person, to whom nothing is wanting but a proper degree

of understanding, may pe improved by tuition, even so far as to

deserve the epithet of learned. But as such persons frequently labor

under a deficiency in the faculty of judgment, it is not uncommon

to find men extremely learned, who in the application of their sci-

ence betray to a lamentable degree this irremediable want. (Kant

1781/1990, 98)

However, (again I will skip Kant’s extended argument for this point) Kant

argues that transcendental logic has the wherewithal to prevent mistakes in

judgment:
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But transcendental philosophy has this peculiarity, that besides

indicating the rule, or rather the general condition for rules, which

is given in the pure conception of the understanding, it can, at

the same time, indicate a priori the case to which the rule must

be applied. The cause of the superiority which, in this respect,

transcendental philosophy possesses above all other sciences except

mathematics, lies in this:- it treats of conceptions which must re-

late a priori to their objects, whose objective validity consequently

cannot be demonstrated a posteriori, and is, at the same time, un-

der the obligation of presenting in general but sufficient tests, the

conditions under which objects can be given in harmony with those

conceptions; otherwise they would be mere logical forms, without

content, and not pure conceptions of the understanding. (Kant

1781/1990, 99-100)

Kant’s point here is that transcendental logic, or the awareness of the precon-

ditions for having any experiences at all forces judgment to follow particular

lines. The universality of the transcendental logic of space and time creates

an objective ground for judgment, a precondition to which all judgment must

be responsive. As a result, conceptions must relate a priori to their objects,

and judgments must respect these relations. Consequently, there is an objec-

tive, external grounds for good judgment that must be shared by all rational

(non-stupid) individuals.

A more recent example of a view that gives an objective grounding of
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judgment can be found in modern logic and set theory. Here the idea is, in some

respects, not dissimilar to Leibniz’s idea we saw earlier. Objective validity

of judgments is grounded in mapping symbols onto objects in the external

world. The relationships among those objects is reflected in relations among

those symbols. So, in Leibnizian terms, by mapping the symbols onto external

objects, we are able to perform calculations using those symbols and arrive

at clear results that apply unambiguously to the world. The appropriateness

of the calculations and the subsumption of particular states of affairs under

particular rules is grounded in the proper mapping of symbols to states of

affairs. Judgment, in other words, rests on the proper assignment of the various

symbols that play a (pre-established well defined) part in computations, onto

objects in the external world.

One of the clearest statements of this view is in Tarski’s “The Semanic

Conception of Truth”. In this classic article, Tarski a condition for the material

adequacy of the definition of truth: The sentence “Snow is white” is true if and

only if snow is white. The idea is to associate symbols, in this case “snow” and

“white” with sets of objects in the world. Then, the sentence “Snow is white”

is true just in case the set of objects designated by the symbol “snow” satisfies

the predicate “is white.” This can also be done in terms of set membership;

the set of objects referred to by “snow” is a subset of the set of objects referred

to by “white.”

Tarski describes the idea of satisfaction in the following way:
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As regards the notion of satisfaction, we might try to define it

by saying that given objects satisfy a given function if the latter

becomes a true sentence when we replace in it free variables by

names of given objects. In this sense, for example, snow satisfies

the sentential function ”x is white” since the sentence ”snow is

white” is true. However, apart from other difficulties, this method

is not available to us, for we want to use the notion of satisfaction

in defining truth.

To obtain a definition of satisfaction we have rather to apply

again a recursive procedure. We indicate which objects satisfy

the simplest sentential functions; and then we state the condi-

tions under which given objects satisfy a compound function –

assuming that we know which objects satisfy the simpler functions

from which the compound one has been constructed. Thus, for

instance, we say that given numbers satisfy the logical disjunction

”x is greater than y or x is equal to y” if they satisfy at least one

of the functions ”x is greater than y” or ”x is equal to y.” (Tarski

1944)

So by specifying the extensions of symbols, we can specify the truth values

of simple sentences. From here, we can specify a truth-preserving recursive

procedure. This will constitute the rules for rationality. As Tarski puts it:

In defining the notion of a sentential function in formalized lan-
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guages, we usually apply what is called a ”recursive procedure”;

i.e., we first describe sentential functions of the simplest structure

(which ordinarily presents no difficulty), and then we indicate the

operations by means of which compound functions can be con-

structed from simpler ones. Such an operation may consist, for

instance, in forming the logical disjunction or conjunction of two

given functions, i.e., by combining them by the word ”or” or ”and.”

A sentence can now be defined simply as a sentential function which

contains no free variables. (Tarski 1944)

Using this notion of satisfaction, it is possible to give a definition of

truth:

Once the general definition of satisfaction is obtained, we notice

that it applies automatically also to those special sentential func-

tions which contain no free variables, i.e., to sentences. It turns

out that for a sentence only two cases are possible: a sentence is

either satisfied by all objects, or by no objects. Hence we arrive at

a definition of truth and falsehood simply by saying that a sentence

is true if it is satisfied by all objects, and false otherwise. (Tarski

1944)

The point I am trying to make with both of these examples is that an

account of rationality that holds both that rationality is correct computation

and that it constitutes an objectively valid standard of computation requires
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some means of determining symbols and terms that are, as Leibniz put it, ca-

pable of expressing all our thoughts as definitely and exactly as mathematical

symbols can express mathematical concepts. There must be some objectively

correct way of interpreting the world, and then there must be a way of rep-

resenting this interpretation in symbols and terms. Most philosophers have

given up on a naive realism, which holds that our representations match the

world in a straightforward way. In other words, few philosophers accept that

the external world exists exactly as we perceive it. As a result, something more

complex is required. Nevertheless, realism, in the sense that there is some sort

of correspondence between our representations and the world is the prevailing

view. This satisfaction, as Tarski puts it, grounds an objective standard for

correct judgment.

This is not to say that rationality requires us to know the correct in-

terpretation of every non-logical symbol of the language we use. We need not

be in the situation Leibniz describes in order to be rational. However, this

does leave a gap in the account of why we ought to be rational. If we lack a

correct interpretation of our non-logical symbols, we have no guarantee that

our rational inferences will be sound. Nevertheless, this is not a tremendous

problem, for two reasons. The first is that, given what we know, and how

we interpret those symbols, correct rational computation describes the best

manner of reasoning with those symbols. The second point is that rationality

can provide a mechanism for improving upon our interpretations, and mov-

ing toward a situation in which our interpretation is correct. These responses
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notwithstanding, the fact remains that judgment must play an important role

in rationality. As we will see, judgment is required to determine an inter-

pretation, or understanding, of a situation that is a precondition for effective

reasoning, computational or otherwise.

The result of all this is that, provided that there is something grounding

an objective standard for good judgment, be it the external world or a tran-

scendental logic or anything else, the issue can be taken for granted. Since

there is a standard for good judgment, one can simply assume that reasoners

meet this standard. Moreover, the state of the world can be taken to be com-

mon knowledge. As we will see in the following sections, this is exactly what

is done.

If rationality consists of correct computation, and humans are ratio-

nal animals, we must conclude that humans, or at least human minds, are

computers. This is the idea that is set forth in the computational theory of

mind. This theory is a common and well developed expression of the classic

objectivist picture of rationality. For that reason, we will next turn to the

computation theory of mind.

1.1 Rationality and Computation

The Computation Theory of Mind (or CTM), is perhaps the best at-

tempt available to give a realist account of the idea of intentional states. Put

simply, the CTM says that the mind is literally a digital computer. This gives

us a fundamental insight into philosophical problems about the mind. In par-
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ticular, the CTM claims to solve two problems. First, the CTM gives a realist

account of intentional states. Propositional attitudes like beliefs and desires

are real, they function in the way our intuitions tell us, and they are consis-

tent with a physicalist picture of the mind. The second claim follows from

the first; the CTM justifies cognitive psychology. In particular, psychologists

can appeal to intentional states without ontological or methodological worries.

The criticisms of the behaviorists and the positivists were unjustified. We can

ascribe mental states like beliefs and desires to others and explain their actions

in these terms.

The causal theory of mind is an elaboration on the CTM, which has

two main theses. The first is that intentional states are relations between a

thinker and a mental representation. Again, this is just what we would expect.

Intentional states are meant to be attitudes about propositions. If Alice be-

lieves that it is raining, she stands in a certain relation to the proposition that

it is raining, the believing relation. Her mental representation of the raining

state of affairs goes into her “belief box.” It is also important to point out that

the proposition stands in a relation to the world. It is through the proposition

that her mental representation is linked to the world. This is done in the way

described above, where the proposition is mapped onto a state of the world.

The second thesis is that cognitive processes that are chains of inten-

tional states. This is to say that cognitive processes are computations done on

mental representations. Each mental representation token in the sequence is

caused by the representation tokens preceding it. Furthermore, this causation
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is determined by the syntactic properties of those representation tokens, which

has syntactic properties in virtue of its status as a proposition, that come be-

fore in the sequence, and the causation is understandable in terms of formal

rules. Thus the mind is literally a computer.

The first thesis, sometimes called the Representational Theory of Mind,

is characterized by Fodor with these five claims:

1. Propositional attitude states are relational.

2. Among the relata are mental representations (often called “Ideas” in the

older literature).

3. Mental representation[s] are symbols: they have both formal and seman-

tic properties.

4. Mental representations have their causal roles in virtue of their formal

properties.

5. Propositional attitudes inherit their semantic properties from those of

the mental representations that function as their objects. (Fodor 1981:

26)

For our purposes, the first thesis, together with a standard treatment

of propositions and truth, establishes the second assumption presented above.
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The second thesis roughly amounts to the first assumption. Together, the

two theses establish a theory of mind that has the mind working according to

an objectively valid rationality. The mind, according to this theory, features

cognitive processes which have two features. First, mental representations

must follow one another in such a way that their semantic properties are

preserved. Each mental representation must make sense in light of what has

come before. Furthermore, mental representations must be consequences of

the mental representations earlier in the sequence. The representational theory

of mind provides an account of the semantic relations between mental states,

but an account of cognitive processes also requires an explanation of the causal

connections between mental states.

This is no mean task. Rationality requires that the mental representa-

tions in a sequence be determined by semantic properties of the other repre-

sentations in the sequence. A causal account requires that the mental repre-

sentations be determined by the causal properties of the other representations

in the sequence. It is here that computation plays its part.

Digital computers show that this synthesis can be achieved provided

the following two features hold. First, semantic differences between symbols

must be reflected by syntactic differences. Second, syntactic rules must license

all and only those deductions that are permitted in virtue of their semantic

properties. This can be accomplished in certain limited domains. For example,

in first order logic, by specifying the formation rules and given truth-functional

connectives, we obtain a language with the first property. Then by specifying
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axioms and sound inference rules, we obtain the property of having syntactic

derivations that match semantic consequences. Thus, first order logic is sound

and complete. All and only those semantically valid inferences are syntactically

derivable.

Given a language with these features, and one whose semantic features

are tied to the external world in the right way, one can give a cognitive process

that “respects” the semantic features of the mental representation, and thereby

the world, while giving a proper etiology of those mental representations. In

fact, digital computers are physical machines that do precisely this, at least

with respect to the computation part. If the brain is such a computer, and one

whose representations are tied to the world in the right way, then we have a

physical system that gives semantically valid results which are caused in just

the right way.

Cognitive processes, then, are computations over mental representa-

tions in just this way. As Fodor puts it:

A train of thoughts, for example, is a causal sequence of to-

kenings of mental representations which express the propositions

that are the objects of the thoughts. To a first approximation, to

think ‘It’s going to rain; so I’ll go indoors’ is to have a tokening

of a mental representation that means I’ll go indoors caused, in a

certain way, by a tokening of a mental representation that means
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It’s going to rain. (Fodor 1987: 19)

So the syntax of the mental representations is matched by the semantics of

their content, while causing the proper mental representations for the sequence.

This is exactly what happens in a digital computer, so the mind is literally a

computer.

One of the advantages of the CTM is that it is able to accommodate the

received views of rationality. Note, however, that the CTM is not necessary

for these theories of rationality. In fact most of these theories predate the

CTM. However, these theories are overtly intentional, and the CTM is the

best going theory for realism about intentional states. Rationality must be

a cognitive process of just the sort that is justified by the CTM. Rationality

must have certain semantic properties. A rational believer must believe only

those propositions that are justified by the semantic properties of her other

beliefs. Furthermore, new beliefs must be generated in the right way. If Joe

believes that it is raining in Seattle today and he believes that it is not raining

in Arizona today then he is justified by the semantic properties in believing it

is raining in Seattle but not in Arizona today. He is not justified in believing it

is raining in Seattle and London today (assuming he does not already believe

that it is raining in London today). Rationality must preserve the truth of

his beliefs. However, if he formed new beliefs by drawing them from a hat

and he happens to draw “it is raining in Seattle but not in Arizona today,”

we would not consider his belief to be rational. So beliefs must have semantic

properties and a proper etiology to count as rational. The CTM does well
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as an account of these features. If the mind is incapable of computing in this

way, then the problem lies with our conception of rationality. While this raises

questions about the adequacy of the CTM, the point here is more the notion of

rationality as computation over mental states. It is this picture of rationality

that will be addressed.

1.2 Theoretical Rationality

Rationality is typically divided into two sorts; theoretical rationality

and practical rationality. Theoretical rationality, the subject of this section,

governs the rationality of beliefs. Given a background set of beliefs, what

ought one to believe.

It should be pointed out at the outset that accounts of ideal rationality

are not meant to be empirically descriptive of any actual reasoners, human

or machine. No ideally rational agents exist or are likely to exist. Because of

this, theoretical rationality is normative in a slightly strange sense. Because

humans are incapable of being rational, this is not meant to say what anyone

ought to do. Rather, the concern is not being irrational. This is to say one

should not hold beliefs that are inconsistent with those of an ideally rational

agent. As Ramsey put it:

We may agree that it is the business of logic to tell us what

we ought to think; but the interpretation of this statement raises

considerable difficulties. It may be said that we ought to think
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what is true, but in that sense we are told what to think by the

whole of science and not merely by logic. Nor, in this sense, can

any justification be found for partial belief; the ideally best thing is

that we should have beliefs of degree 1 in all true propositions. But

this is too high a standard to expect of mortal men, and we must

agree that some degree of doubt or even of error may be humanly

speaking justified. (Ramsey 1980: 80)

Nevertheless, we are still committed to belief in logically consistent

propositions. Despite the fact that we are not logically omniscient, we cannot

ignore them. Isaac Levi claims that:

The laws of deductive logic are, I am suggesting, different from

the laws of physics not only because they are true but because

rational agents are committed by the standards of rational health

to full belief that they are true. We are not committed at any given

time or period of time t to fully believe (or be certain of) at that

time t all truths; but we are committed at that time t to have full

beliefs that are logically consistent and to fully believe all logical

consequences of of what we fully believe at that time. We no doubt

fail to fulfill this commitment and, indeed, cannot do so in forming

our doxastic dispositions in manifesting them linguistically and in

our other behavior. We are, nonetheless committed to doing so in

the sense that we are obliged to fulfill the commitment insofar as
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we are able to do so when the demand arises and, in addition, have

an obligation to improve our capacities. (Levi 1997:41)

So theoretical rationality is a norm to which we should aspire, but cannot

achieve.

The point here is, in some respects, a blend of the two assumptions

with which we began. The first issue is that rationality requires an infinite

amount of computations. The second is that the mental representations should

be true, in the sense of being mapped perfectly and accurately onto the world.

Theoretical rationality begins with a goal, and in that goal is something

of a concession. The goal is twofold: we should believe true propositions, and

disbelieve false propositions. The concession lies in the fact that we are not

already there. We are not always able to distinguish the true propositions

from the false. If we were, theoretical rationality would be a straightforward

matter of logical deduction. We could begin with our true beliefs, compute

the logical consequences of those beliefs, and grant those propositions entailed

the status of beliefs. Hence, in the Ramsey quote, we see two points. The

first is that we depend on science, as well as logic, to tell us what we should

believe. We can take the role of science here to be telling us about the nature

of the world and of states of affairs. The second point in the Ramsey quote

introduces the role of doubt in theoretical rationality. We should have degrees

of belief. We should doubt some propositions more that others. This is due

to our imperfect knowledge about the state of the world.
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Again, the upshot of all this is that theoretical rationality represents

an epistemic strategy for adopting true beliefs and casting out false beliefs. Or

more accurately, of assigning the proper degree of belief to various propositions

and dealing with changes in the information available to us, rather than in

working out the implications of what we already know.

This raises a significant question: given the point I made earlier about

propositions fitting or satisfying the external world as a precondition for mod-

els of rationality, what are we to make of the fact that accounts of theoreti-

cal rationality are more concerned with correcting situations where beliefs do

not fit with the actual world than with the truth-preserving computation of

consequences of beliefs? One reason for this is that the computation of truth-

preserving consequences is well developed and there is less to contribute that

is of significant interest. But that hardly answers the question.

The real point here is the issue of consistency. Theories of rational-

ity, both theoretical and practical, focus on establishing consistency. The

idea is that, by preserving consistency, we can move ever closer to the de-

sired correspondence with the external world. This depends on a basic level

of correspondence or consistency with the external world. We start out with

some facts, some given information that is shared and connected to the real

world. As we gain new information, learn new facts, and are presented with

new states of affairs, we can use logical computation of consistency as a check

and a corrective. If the new information is inconsistent with old information,

it should be regarded as dubious. However, as new information supporting an
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alternative view accumulates, it can induce us to abandon old, false beliefs in

favor of new, true ones. And by “true” and “false” here, I mean, of course,

corresponding with the external world. But again, there must be a basic corre-

spondence with the external world to ground the process. A pure consistency

based account will not work. A theory that assigns the value “false” to all

true propositions and “true” to all false propositions will be just as consistent

and one which does the opposite. As a result, the consistency check that is

used to assess new information and bring a system of beliefs closer to the ideal

situation of believing the true and disbelieving the false must be augmented

with some given information, with some facts that correspond with the exter-

nal world. We will examine this feature in depth as we examine the details of

several accounts of theoretical rationality.

There are two general types of models of epistemic states; linguistic

and probabilistic. Linguistic accounts of epistemic states demand that beliefs

be true. Given that our beliefs are true, we ought to be committed to all

propositions that are true as a result. In short, our cognitive processes ought

to be truth preserving. In terms of the CTM, this claim is easy enough to

understand. The semantic rules that govern our cognitive processes must be

truth preserving in just the way that formal deduction rules in first order logic

are truth preserving. Probabilistic models reject the idea that our attitudes

toward propositions must be binary; either believe or disbelieve. Rather they

rely on the intuition that propositions can be believed to varying degrees.

Rationality, then, constitutes computing the degree to which one should believe
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a proposition. We will examine the linguistic models first.

1.2.1 Linguistic Models

On the linguistic model, the epistemic state of an agent is a set of

propositions. This set is precisely those propositions to which the agent bears

the relation of acceptance or belief. We are given, in fact, three propositional

attitudes toward mental representations in an epistemic domain; acceptance,

rejection and indeterminacy (neither accepted nor rejected). If we add to this

the standard truth functional connectives, to hold between representations,

the model is straightforward. Our cognitive processes are rational insofar as

1. The set of mental representations that are accepted is consistent.

2. If a mental representation is a consequence (is produced by a sequence

of applications of sound syntactic rules) of the set of accepted represen-

tations, it is also accepted.

Thus a belief state is an equilibrium point that is given by the deductive closure

of a consistent set of accepted representations. A rational agent cannot believe

an inconsistent set of propositions, and her cognitive processes must yield all

true beliefs to which she is entitled. At the very least, a linguistic model of

rationality must satisfy these two criteria.

However, since it is not the case that every mental representation is ei-

ther accepted or rejected, and we do not know the exact state of the world, we
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must consider the possibility of new information being added to an agent’s epis-

temic state. This is the logic of rational belief change. This is a complicated

topic and much of the details are beyond the scope of the present discussion.

Models of belief change can be divided into syntactic and semantic accounts.

The most widely discussed model is offered by Alchourrón, Gärdenfors, and

Makinson (1985)1. The AGM model is a syntactic model, that gives a set

of postulates for belief changes. These postulates can be seen as constraints

determining rational accounts of adding new beliefs, removing old beliefs, and

replacing old beliefs with new beliefs.

Given an initial belief state K, adding the belief A to K is denoted K+
A .

The AGM postulates for expansion are as follows (from Gärdenfors 1988:49-

51):

(K+1) K+
A is a belief set.

(K+2) A ∈ K+
A

(K+3) K ⊆ K+
A

(K+4) If A ∈ K then K+
A = K

(K+5) Given H, another belief state, if K ⊆ H then K+
A ⊆ H+

A

(K+6) For all belief states K and all sentences A, K+
A is the smallest belief

set that satisfies K+ 1-5.

1This model will hereafter referred to as the AGM model
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As a result, expanding a belief state K with new information A satisfies the

postulates if and only if K+
A = Cn(K ∪ {A}), where Cn(S) is the deductive

closure of a set S.

Contraction and revision are similar, but not quite so straightforward.

Because a belief state is closed under consequence, we cannot simply remove

the offending belief. We must also remove the consequences of that belief, while

retaining as much of the belief state as possible. Belief contraction (removing

A from belief state K) is denoted by K−
A and the postulates (ibid: 61-65) are:

(K−1) For any sentence A and belief state K, K−
A is a belief set

(K−2) K−
A ⊆ K

(K−3) If A 6∈ K then K−
A = K

(K−4) If 0 A then A 6∈ K−
A

(K−5) If A ∈ K then K ⊆ (K−
A )+

A

(K−6) If ` A ↔ B then K−
A = K−

B

(K−7) K−
A ∩K−

B ⊆ K−
A&B

(K−8) If A 6∈ K−
A&B then K−

A&B ⊆ K−
A

(K−M) If K ⊆ H then K−
A ⊆ H−

A

(K−F) If B ∈ K and B 6∈ K−
A then B → A ∈ K−

A
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Let K⊥ denote the absurd state of belief (believing a contradiction). The

revision postulates for K∗
A for adding a belief that A while removing beliefs

contradictory to A (ibid:54-9) are:

(K∗1) For any sentence A and belief state K, K∗
A is a belief set

(K∗2) A ∈ K∗
A

(K∗3) K∗
A ⊆ K+

A

(K∗4) If ¬A 6∈ K then K+
A ⊆ K∗

A

(K∗5) K∗
A = K⊥ if and only if ` ¬A

(K∗6) If ` A ↔ B then K∗
A = K∗

B

(K∗7) K∗
A&B ⊆ (K∗

A)+
B

(K∗8) If ¬B 6∈ K∗
A then (K∗

A)+
B ⊆ K∗

A&B

(K∗M) If K ⊆ H then K∗
A ⊆ H∗

A

At this point, contraction and revision are inter-definable: K∗
A = (K−

¬A)+
A and

K−
A = K ∩K∗

negA.

However, there is still some work to be done. The AGM model seeks

to conserve as many beliefs as possible. The first thought is to keep as many

beliefs in the revised or contracted belief set in the following way (ibid: 76):
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A belief set K ′ is a maximal subset of K that fails to imply A

if and only if (i) K ′ is a subset of K, (ii) A 6∈ K ′, and (iii) for any

proposition B that is in K but not in K ′, B → A is in K ′. The last

clause means that, if K ′ were to be expanded by B, it would entail

A. Because it has been assumed that K is a belief set, it is easy to

verify, using the assumption that ` is compact, that there always

exist subsets of K that are maximal subsets of K that fail to imply

A unless A is logically valid. However, there are in general several

such subsets. The set of all belief sets K ′ that are maximal subsets

of K that fail to imply A is denoted K⊥A

The idea then, is to use some selection function S(K⊥A) to pick out a maximal

subset of K for any A. Ultimately, AGM defines

S(K⊥A) = {K ′ ∈ K⊥A : K ′′ ≤ K ′ for all K ′′ ∈ K⊥A}

where ≤ is an ordering on the epistemic entrenchment of belief sets in K⊥A,

and it is assumed that A is not valid. Thus S(K⊥A) picks out the most

entrenched maximal subsets of the belief set K; those maximal subsets that, if

forced to give up something, the rational believer would least like to give up.

In a way, this arises because the rational agent has already discovered that she

has believed something false. Now she is forced to give up some of her beliefs.

In deciding which beliefs to abandon, she should keep those beliefs that are

most firmly held.
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This allows the following definition of contraction:

K−
A = ∩S(K⊥A)

That is, when removing a belief for one’s belief state, one should keep the

maximal set of beliefs in K that do not have A as a consequence and are in

all the most entrenched belief sets.

The significant point here lies in the distinction between the belief sets

that the AGM model is examining and what is sometimes called the trivial

belief set (often denoted >). > is the belief set consisting of all logical truths.

It satisfies (trivially) all the conditions for expansion, contraction, and revision,

though it cannot be contracted or revised as taking the closure of any set of

beliefs will replace all its members. The point about the trivial belief set is that

it is trivial, in the sense of being entirely uninteresting. The trivial belief set

gives us no real basis for dealing with the world. It is, in a sense, computation

entirely devoid of judgment.

So, clearly the interesting part of the AGM model, the reason we should

need such a model, is that some of our beliefs are tied to particular states of af-

fairs. It is these beliefs that are subject to expansion, revision, and contraction.

The issue of entrenchment arises because, from a purely logical perspective,

if there is some new information arises that is inconsistent with an existing

belief state, there is nothing in logic to tell us which beliefs we should keep,

and which to reject. Consistency can always be preserved by rejecting any

new information that is inconsistent with the current belief state. However,

28



this is clearly too narrow-minded; one must admit the possibility that one’s

beliefs are wrong.

One gets the sense that Gärdenfors would like to say that beliefs are

entrenched to the degree that they are consistent with the external world. Be-

liefs that are entrenched by a lifetime of consistent observations of the external

world should be retained in the face of inconsistent new information, while be-

liefs that have a loose grounding in few or recent observations of the external

world should be readily abandoned. For example, a lifetime of experience has

confirmed that unsupported objects fall toward the ground. I should be un-

willing to abandon this entrenched belief, even if I observed an object floating

in the air. However, my observation that it is presently raining outside is the

work of a moment. I should readily abandon this belief if I observed someone

enter the room from outdoors whose clothes are dry. Moreover, I should drop

the less entrenched belief that it is presently raining that the well entrenched

belief that rain makes clothes wet.

The goal here is then to address judgment under the feature of entrench-

ment and maximal subsets. Maximal subsets attempt to bring an aspect of

objectively valid computation: one should preserve as much of the information

in one’s belief set as possible. This is to say, as in K−3, that new information

should not cause us to abandon more beliefs than required to preserve consis-

tency. However, the idea of preserving maximal subsets belief states must be

augmented by the idea of entrenchment.
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Gärdenfors offers three varieties of entrenchment, an information-theoretic

approach, a paradigm approach, and a pragmatic approach (Gärdenfors 1988,

91-4). The information theoretic approach attempts to address the issue of

entrenchment in terms of minimal change of beliefs. One might think that

abandoning the belief that rain makes clothes wet would require me to change

more beliefs than changing my belief that it is currently raining. However,

it is unclear what is meant by “more” in this case. Since belief states are

closed under consequence, the cardinality of each of the belief sets is the same

(countably infinite), and neither belief set is a subset of the other. So, the

exact definition of “minimal” in this case is hard to specify.

The paradigm approach holds that beliefs are not equal in quality:

some beliefs are more important to us than others. Moreover, beliefs can be

ranked according to their value. These values are determined by the role this

information plays in a theory used to understand the world. So, some paradig-

matic claims are never brought into question (barring situations in which they

conflict). While this may not require a full ordering of beliefs, it does require

us a different status to some beliefs, such as “basic.” Since some beliefs, pre-

sumably a finite number, are basic, and beliefs from this set are not to be

revised, it is much easier to determine which revisions require us to change

more beliefs. As a result, entrenchment amounts to abandoning less impor-

tant beliefs, or fewer basic beliefs, before beliefs that are more important with

regard to our ability to make sense of the world. For example, I would have

a hard time understanding a world where I had abandoned my expectations
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that unsupported objects fall toward the ground or that rain made things wet.

I suspect that this is best understood as saying that more important beliefs

are more entrenched by a longstanding consistency with experiences given by

the world.

The third possibility is that entrenchment varies according to the sit-

uation, and that theoretical considerations do not give much guidance to

determining epistemic entrenchment. This seems to be the approach that

Gärdenfors favors and, in light of what he says elsewhere, this represents a

break from an objectivist account. We will hear more from him later on this

topic, but for the time being I will assert that the former two options are

common, and they depend (or attempt to depend) on objective theoretical

considerations for establishing a ranking of entrenchment whose objectivity is

derived from computations of consistency with experiences given by states of

affairs.

In appealing to entrenchment, AGM need not have abandoned the

syntactic character of their model. If entrenchment is taken to be another

propositional attitude, this is still an appeal to syntactic properties. Later, in

discussing Consequentialism, we will see how an ordering can be induced over

outcomes. It seems reasonable to suppose that something similar can be done

here, although aspects of a probabilistic account are starting to appear. In

particular, if some beliefs have a different status, if they are “stronger” than

other beliefs, then it is not a large leap to a probabilistic model.
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1.2.2 Probabilistic Models

Probabilistic models are based on the idea that belief is not binary.

In a linguistic model of belief revision a proposition is either believed or not.

This gives it the advantage of specifying rational computation in terms of

logic, where the idea of correct, truth preserving and consistency preserving

computation is well defined and well understood. However, there is a common

intuition that belief admits of degrees. Probability models provide a measure

over the degree to which a belief is held. This is why, in appealing to en-

trenchment, the AGM model is starting to have some of the character of a

probabilistic model. Probabilistic models might be thought of as starting with

the idea of entrenchment at the outset. The strength of belief is then used

throughout to determine how new beliefs should be formed.

Belief in situations of uncertainty can be described using the standard

Kolmogorov axioms of probability theory:

1. For any proposition a, 0 ≤ P (a) ≤ 1

2. P (⊥) = 0

3. For propositions a and b, P (a ∨ b) = P (a) + P (b)− P (a&b)

. Since we have adopted standard propositional connectives, we need only

check that semantic differences are reflected in the syntax, and that operations

of our rules of probability are capture our semantic inferences. It is easy to see

that semantic differences are reflected in the syntax of our language. Semantic

32



differences in the degree of belief are reflected in the syntactic differences of

the values assigned to the propositions by the probability measure.

The claim that calculations over probabilities capture our semantic no-

tions of rationality is commonly defended by appealing to the Dutch Book

argument. The Dutch book argument frames rationality under uncertainty in

terms of bets. For example, if a bookie is assigning probabilities to the out-

come of a horse race with three horses, there are three possible events: A =

horse 1 wins; B = horse 2 wins and C = horse 3 wins. If the bookie fixed the

odds at 4:1 for each horse (believed that each horse would win one quarter of

the time), then a shrewd better could place a bet that would be guaranteed

to win. By betting one dollar on each horse, the better would be guaranteed

a payoff of four dollars, while staking only 3, winning money no matter which

horse won the race.

Formally, say a bet b on an event A is a triple b = 〈A, S, q〉 where S ≥ 0

is the amount of money staked on the bet and q the betting quotient (and 1−q

the odds on b). Then the payoffs for a bet on A would be a win of (1 − q)S

on an occurrence of A and a loss of qS upon an occurrence of ¬A. Given

an algebra of events, a book β is a finite set of bets on certain events in the

algebra such that 〈A, S, q〉 ∈ β and 〈A, S, q′〉 ∈ β entails that q = q′; only one

betting quotient exists for each event. Then the value of a book with regard

to an event E in the algebra is the sum of the values of the bets in the book.

A book is defined to be a Dutch book if for any event in the book E, the value

of the bet is less than 0.
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Now we say that, for a given algebra of events, the acceptance set of a

rational agent is a set Acc such that:

1. If 〈A, S, q〉 ∈ Acc and λ > 0, then 〈A, λS, q〉 ∈ Acc

2. If 〈A, S, q〉 ∈ Acc and 0 ≤ q′ ≤ q, then 〈A, S, q′〉 ∈ Acc

3. For each event A, there is a unique q ∈ [0, 1] such that 〈A, 1, q〉 and

〈¬A, 1, 1− q〉 ∈ Acc

The first condition says that if an agent will willing to accept a bet on an event

for a given stake, the agent is willing to accept any stake on that bet. In other

words, a good bet is a good bet regardless of the amount of money involved.

The second condition says that if an agent is willing to accept a bet on given

odds, she is willing to accept a bet on that proposition at better odds. If Ann

is willing to accept a bet that horse 1 will win at 3:1 odds, she should accept

a bet that horse 1 will win at 4:1 odds. The final condition says that there is

a unique quotient at which the agent is indifferent between a bet for A and a

bet against A. This unique value is said to be the agents degree of belief in A,

denoted bel(A). bel(A) then, is a function from events to betting quotients.

An acceptance set and belief function are said to be coherent if and only if

the acceptance set does not contain a Dutch book. Now it can be proved that

an acceptance set is coherent if and only if the belief function satisfies the

Kolmogorov axioms.

In general, the advantage of linguistic accounts of theoretical rationality

lies in the fact that the computations described are logical computations. This
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gives two nice features: logic is concerned with truth and consistency. There

is no need to justify the value of truth and consistency. No one would dispute

that having false or inconsistent beliefs is a bad thing, something to be avoided.

However, degree of belief is quite a bit murkier. While intuition suggests that

we believe propositions to varying degrees, spelling out the rational, objectively

correct degree to which one should believe some proposition is a much harder

task. Also, it is harder to specify a clear cut criteria for consistency within

degrees of belief. Moreover, it is much less clear what harm is done by having

inexact degrees of belief.

The Dutch Book argument attempts to specify an exact formal notion

of consistency and correct computation of degrees of belief, while matching

this computation with an intuitive appeal for why we should want to be con-

sistent. Everyone understands why it is bad to be willing to take a bet that

is guaranteed to lose. This betting argument seems weak to some, as someone

would have to know a great deal about us and our beliefs in order to construct

a situation that would take advantage in this way. Realistically, encountering

manipulative individuals who would take advantage of us by offering Dutch

Books is not high on anyone’s list of worries. However, underneath the betting

argument, there is a clearer consistency argument. To return to the horse rac-

ing argument above, someone who accepts the bet seems to be assenting to two

propositions. The first is that the outcomes are exhausted by one of the three

horses winning. In other words, it is true that either 1 or 2 or 3 will win the

race, or, in probabilistic notation P (A∨B∨C) = 1. However, in accepting 4:1
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odds the person is tacitly accepting that it is not true that either 1 will win or

2 will win or 3 will win (P (A) + P (B) + P (C) 6= 1). In effect, what the Dutch

Book argument shows is that anyone whose degrees of belief are not in accor-

dance with the Kolmogorov axioms is assigning multiple degrees of belief to

a single proposition. More strongly, in fact, the Dutch Book argument shows

that beliefs are consistent (in the sense of assigning one and only one degree of

belief to each proposition) if and only if the degrees of belief do not violate the

Kolmogorov axioms. The whole issue of taking bets and not being exploited is

somewhat beside the point, except insofar as, intuitively, one would be inclined

to say that taking a bet that is a guaranteed loser is irrational. So the notion

of consistency in probabilistic accounts of theoretical rationality is similar to

the notion of consistency in linguistic accounts. In linguistic accounts having

inconsistent beliefs yields a situation where a proposition is assigned multiple

truth values. In probabilistic accounts, having inconsistent beliefs yields a sit-

uation where a proposition is assigned multiple degrees of belief. The Dutch

Book argument shows that the one and only way to avoid such inconsistency

is to satisfy the Kolmogorov axioms. This is a fact that should be more widely

recognized: the Dutch Book argument is not really about betting. So, just

as with linguistic accounts, syntactic calculations of probabilities of events re-

spect the semantics of rationality while following (being caused by) syntactic

rules.

The real advantages of probabilistic accounts lie in their models of

belief revision. Because beliefs are uncertain at the outset, there are far fewer
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worries that gaining new information, or learning that old beliefs were wrong,

will cause the model to become inconsistent. One does not need to abandon

old beliefs (change its truth value from true to false). One need only revise

one’s belief state by lowering some degrees of belief and raising others. The

most common probabilistic model of revision is a Bayesian updating model.

The Bayesian account holds that rational belief change can be accom-

plished by conditionalizing on new information. This is to say, given a set of

beliefs K, the probability that the beliefs in K hold after obtaining new infor-

mation A is given by calculating for each B ∈ K, P (B|A) = P (A&B)/P (A).

Gärdenfors (1988: 107) gives postulates for Bayesian updating:

(P+1) If A and B are disjoint, that is, ` ¬(A&B), then P+
A∨B = P+

A aP+
B ,

where a = P (A)/P (A ∨B)

(P+2) P+
A (A) = 1

(P+3) If ` A, then P+
A = P

(P+4) P+
A = P⊥ iff P (A) = 0

Then Gärdenfors is able to show that probabilistic conditionalization is the

only function that satisfies P+1− 4.

Here again, the probabilistic account of theoretical rationality repre-

sents an attempt to build judgment into the computational structure of ratio-

nality. In the same way that Gärdenfors made epistemic entrenchment and
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maximal preservation of belief states a part of the computation of belief states

in revision and contraction, Bayesian models make prior beliefs a part of the

model for dealing with new information and require that every proposition be

assigned some degree of belief. Bayesian models then rely on a demonstra-

tion that through revision over time the distribution of degrees of belief will

converge to the actual distribution given by the world. In other words, consis-

tent revision of prior beliefs according to the likelihood of the observed result

will create a situation where the revised belief states converge to an objective

distribution given by the world, often regardless of the initial belief state.

Theoretical rationality, whether linguistic or probabilistic is based on

the assumptions of ideal agents. These agents have a property called “logical

omniscience.” This means that they have, as a background, some objective

information given by the world, the ability to carry out rational calculations,

and the judgment to determine which calculations they should perform, al-

though generally this judgment is itself the result of a rational computation.

Ideal rationality seeks to answer the question of which cognitive processes are

needed in order to determine what one ought to believe about any given propo-

sition. Ideal theoretical rationality spells out the rules an agent needs in order

to count as rational, while generally giving short shrift to the question of what

an agent must do in order to implement these rules.
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1.3 Practical Rationality

Practical rationality, in some ways, is an extension of theoretical ratio-

nality. The extension primarily involves the addition of another mental state;

desire. Practical rationality seeks to determine what an agent ought to do in

a given situation, given her beliefs and desires pertaining to that situation. A

practically rational agent is one who is able to determine the course of action

that will best achieve her ends, to satisfy her desires.

Practical rationality is an extension of theoretical rationality in that,

in deciding what to do, an agent must have beliefs about the consequences of

her actions. Because of this, she must form her plan rationally. This means

that she must have rational beliefs about the state of the world that will result

from each action she performs. Then she must choose the course of action that

is best able to bring about the state of affairs that she desire, her “ends.”

This relation between theoretical and practical rationality means that

there are two sorts of practical rationality. There is a linguistic sort in which

beliefs about the consequences of actions are formed in a linguistic way. Ratio-

nality consists in forming true beliefs about her actions in such a way that she

can determine what actions will achieve her ends. Then she performs those

actions. This sort of means-ends reasoning as a model for practical rationality

is known as instrumentalism. Similarly, there is a probabilistic sort of practi-

cal rationality. Here an agent has probabilistic beliefs about the consequences

of her actions. She uses these beliefs to determine which ends she ought to

pursue and which course of actions is most likely to achieve her ends, and then
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follows that course.

A major difference between the instrumentalist and consequentialist

models is the question of the rationality of the ends that are sought. In an

instrumentalist model, the ends are given as desires. Desires are mental states

whose contents are propositions that express what the agent would like to be

the state of the world, just as the contents of beliefs are propositions that

express the state of the world. Like the linguistic model of beliefs, desires are

binary. The agent either has this attitude toward the proposition or she does

not. There is, however, no question of the rationality of desires. The purpose

of desire is only to specify the goal of a plan; the end state of the cognitive

process that is to be achieved by the course of action. In other words, a major

difference lies in the answer to the question: “can we reason about desires?”

The two approaches have different takes on whether it is rational to want one

thing rather than another, and whether desires conform to rational calculus,

or if they are merely given.

In a consequentialist model, ends are given by an exogenous utility

function. This utility function, as we will see, is induced from a preference

ordering over the possible results of an action. As with belief in the proba-

bilistic model, desire can be felt in degrees. This allows for the possibility for

the agent to reason about which desire she ought to pursue.

Rationality on the instrumentalist model is fairly straightforward. The

goals are specified at the outset by the agent’s desires. The agent then searches

for a sequence of actions that can be carried out in such a way as to bring
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about this goal state. However, there is less to say about a model of rationality

on this account of practical reasoning. Rather it seems what is being provided

is a constraint on rationality in action. In order for reasoning about action

to be rational, it must be such that beliefs about the consequences of actions

lead to the agent’s ends. Perhaps the best description of such a model can be

found in the planning literature of AI. While this is not a model of rationality

per se, it does describe reasoning that has the requisite feature.

In general, a model of action must contain beliefs of the following sorts:

Initial State The agent must have beliefs about the current state of the world

Actions The agents must have beliefs about which actions are available.

Action Precursors The agent must have beliefs about the conditions that

must be satisfied in order to execute each action

Consequences The agent must have beliefs about the state that will result

from executing a particular action

Goal Test The agent must be able to determine if the end state has been

reached

A model of rational action, then, must specify a set of states of affairs, one of

which is identified as the initial state (the current state) of the world. Then

the agent must have a set of causal rules that transform these states into other

states. Then the agent must provide a sequence of these causal rules that
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transform the initial state into the end state. Notice that since this is all

specified in terms of beliefs, the rationality of this model is mostly a function

of theoretical rationality. The only additions are that desire states, which

are outside the scope of rationality, and the requirement that the agent must

follow her plan. She must perform those actions that she believes will bring

about her ends.

As an actual defender of such a theory, Kant, in the Critique of Practical

Reason, provides a good example of instrumental practical rationality. Again,

the arguments are not important, but the principles are drawn on by many

who support such a view. Kant begins with a definition:

Practical principles are propositions that contain a general de-

termination of the will, having under it several practical rules.

They are subjective, or maxims, when the condition is regarded

by the subject as holding only for his will; but they are objective,

or practical laws, when the condition is cognized as objective, that

is, as holding for the will of every rational being. (Kant 1788/1997

5:19)

So the point here is that Kant distinguishes between subjective maxims that

hold in virtue of particular desires an individual might have at a given time,

and objective laws, that hold of all rational individuals. These objective laws

are objective in virtue of their form. In the terms used above, the practical

laws are laws in that they describe correct computation of proper actions.
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Using this distinction, Kant gives three theorems:

All practical principles that presuppose an object (matter) of

the faculty of desire as the determining grounds of the will are,

without exception, empirical and can furnish no practical laws.

(Kant 1788/1997 5:21)

This is simply to say that particular desires are given by the world. They are

felt, and there is nothing further to say about them. In terms of objective

rationality, any principle that appeals to the content of a desire lies outside

the realm of rationality. Desire content is not objectively determined. What

we should want is not the sort of thing we can reason about.

The second theorem explains why this is so:

All material practical principles as such are, without exception,

of one and the same kind and come under the general principle of

self-love or one’s own happiness... corollary All material practical

rules put the determining ground of the will in the lower faculty of

desire, and were there no merely formal laws of the will sufficient

to determine it, then neither could any higher faculty of desire be

admitted. (Kant 1788/1997 5:22)

Since objectively rational action must have the feature of holding of all people

and at all times, maxims must fail to fall under this category. Since maxims

are concerned with the contents of a particular individual’s desires, and these
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desires must be concerned only with that individual’s happiness, it must be

that maxims are not objective. Of course, this presents Kant with a bit of a

problem: if he wants an objective practical reason to influence the behavior of

rational individuals, if he wants, in other words, rational practical actions, he

must have agents who want to follow the practical laws. He therefore appeals

to higher and lower faculties of desire which can determine the will, and spends

much of the critique explaining and defending this point.

The third theorem explains the connection between maxims and laws:

If a rational being is to think of his maxims as practical uni-

versal laws, he can think of them only as principles that contain

the determining ground of the will not by their matter but only by

their form. (Kant 1788/1997 5:27)

This is to prepare the way for the Fundamental Law of Pure Practical Reason:

So act that the maxim of your will could always hold at the same

time as a principle in giving of a universal law. (Kant 1788/1997

5:30)

So, in short, while particular desires of individuals are simply given, the be-

havior of rational individuals is determined by objectively correct computation

of means to that ends. Rational individuals are rational in virtue of this cor-

rect computation. Their reasoning is objectively valid in virtue of its form or
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structure. Properly structured reasoning constrains all rational individuals,

no matter what they might desire.

As a theory of rationality, the consequentialist model is much better

developed. One main difference in this model is that desires, like beliefs in

the probabilistic model, admit of degrees. The agent, then, must not only

reason about the best course of action, she must also reason about which end

to pursue. Reasoning about ends is described by six constraints on preference.

Proposition A is preferred to B is denoted as A Â B and A and B are indifferent

as A ∼ B. Then preferences over ends (A,B,C) are described by the following:

Orderability A Â B ∨B Â A ∨ A ∼ B

Transitivity (A Â B)&(B Â C) → A Â C

Continuity A Â B Â C → ∃p (p,A; 1− p, C) ∼ B

Substitutability A ∼ B → (p,A; 1− p, C) ∼ (p,B; 1− p, C)

Monotonicity A Â B → (p ≥ q ↔ (p,A; 1− p,B) º (q, A; 1− q, B))

Decomposability (p,A; 1−p, (q, B; 1−q, C)) ∼ (p,A; (1−p)q, B; (1−p)(1−
q), C)

Orderability requires that preference be connected over ends; for any two ends,

the agent prefers one to the other, or is indifferent between them. Transitivity

requires that if one end is preferred to a second, and the second is preferred

to a third, the first must be preferred to the third. Continuity requires that
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if A is preferred to B, and B is preferred to C, then there is a probability, p,

such that the agent is indifferent between B and a lottery that gives A with

probability p and C with probability 1-p. Substitutability requires that if the

agent is indifferent between A and B, she is indifferent between any lottery

that offers A with probability p and any lottery that offers B with probability

p. In other words, if A and B are indifferent, they are indifferent when offered

with a certain probability. Monotonicity requires that if A is preferred to B,

then, for probabilities p and q, p ≥ q if and only if a lottery that offers A with

probability p and B with 1-p is preferred to one that offers A with probability q

and B with 1-q. If two lotteries have the same outcomes, and A is the preferred

outcome, the lottery that offers A with higher probability must be preferred.

Finally, Decomposability requires that an agent is indifferent between a lottery

and any compound lottery that is equivalent under the laws of probability.

These axioms are sufficient to induce a utility function where u(A) is a

function from ends to the real numbers such that u(A) > u(B) if and only if

A Â B, and u(A) = u(B) if and only if A ∼ B. This utility function assigns a

number to each outcome in such a way as to preserve the preference ordering;

preferred options are assigned a higher utility. This enables us to define a

model of rational decision making as maximizing expected utility.

The point here is that desire (or preference) involves a proper computa-

tion, and is properly related to computations about beliefs (the introduction of

lotteries). Individuals who exhibit preferences that do not follow these rules of

computation are, therefore, not rational. Perhaps more interesting is the man-

46



ner in which this allows an extension to interpersonal interaction. If desires

are merely given, there is no real way to anticipate the content of particular

desires on the part of others. However, few of our actions are independent of

other people. This presents a problem, and introduces for the first time, a key

topic of this dissertation. Rationality requires the determination of the actions

of other people. If we are left with a Kantian picture of individuals acting in

such a way that their maxims determine principles for giving universal laws,

there is no real way to anticipate the rational actions of others. However, if

desires can be computed rationally, it is possible to specify a theory of rational

interaction. This is done in Game Theory, where interactions are modeled as

games.

A game is defined by specifying I, a set of players, S, the strategy

space of actions available to each player, and u a utility function for each

player.2 In order to capture the idea of having a plan as a sequence of actions

to achieve a goal, we identify stages in the game, and histories of the past

events that lead to this stage. A stage is a point where an action must be

taken, and a history is a sequence of all the actions that have been performed

up to that point. So at each stage, n, each player i ∈ I chooses an action

from a choice set Ai(h
n) where Ai(h

n) denotes the actions available to player i

after the history, hn of actions in the first n− 1 stages. A terminal history for

a game with K stages is denoted HK and is the set of all K stage histories.

2Decision problems are considered to be games with the other player “nature” who
chooses according to a probability measure over its choice space.
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Then let Ai(H
k) = ∪hk∈HkAi(h

k) be a sequence of maps
{
sk

i

}K

k=0
where each

sk
i maps Hk to player i’s feasible actions Ai(H

k). Thus a strategy in an

extensive form game specifies an action at each stage in the game. The utility

function is defined over strategies (and thus to end nodes). Now we can define

a Nash equilibrium as satisfying the condition that u(si, s−i) ≥ u(s′i, s−i) for

all strategies s and s′.

A game describes a situation where agents are given a set of options.

Each agent chooses an action for each situation in which she will be called

upon to perform an action in such a way that the sequence of actions will

lead to best possible outcome. This allows the agent to get the most utility

(the most preferred outcome) given the actions of other players, including the

random actions of nature. These games are described as games of perfect

information. The agents have all the information about the structure of the

game; the players who will participate, the actions available to those players,

and their preferences. This is a strong assumption. To claim that rational

agents are able to determine the nature of the situations in which they find

themselves, that such information is given, is not a plausible assumption.

However, we can also add a probabilistic account of belief to a game

theoretic account. These are known as games of incomplete information. The

most common approach to these situations grew from Harsanyi’s work (1967-

8). Harsanyi proved that any game of incomplete information was isomorphic

to a game of complete information, but with a probabilistic move by nature.

In essence, this strategy has nature choose player “types”. These player types
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differ with respect to participation, strategies, and payoffs. So, for players

who might not participate, there is a non-participation type. If nature selects

a player as of this type, that player is given a constant payoff, 0. For each

set of potential strategies, there is a player type with those strategies, and

assign a payoff of −∞ to all strategies that a player does not consider. For

each possible payoff function, assign a player type with this function. Thus, a

player knows all the player types, but does not know which type nature has

selected. This allows conditioning on the probability of encountering various

situations. Beliefs are given by the probabilities of each move by nature. The

equilibrium of such a game is called a “Bayesian Equilibrium”.

Formally: Player types {θi}I
i=1 have some distribution p(θ1, ..., θI). (I

is the cardinality of the set of players). θi ∈ Θi, a space of possible types for

player i. θi is only known by player i, and p(θ−i|θi) is player i’s conditional

probability for her opponent’s types. pi(θi) is assumed to be strictly positive

for each θi ∈ Θi, which is assumed to be finite. Next, specify a pure strategy

space Si and a payoff function ui(s1, ..., sI , θ1, ..., θI) for each player i. This is

all assumed to be common knowledge to all players.

This allows the following definition of a Bayesian Equilibrium: Given

a strategy profile s(·), and an s′i(·) ∈ SΘi
i , let (s′i(·), s−i(·)) denote the strategy

profile where player i plays strategy s′i(·) and the opponents follow strategy

profile s(·). Let

(s′i(θi), s−i(θ−i)) = (s1(θ1), ..., si−1(θi−1), s
′
i(θi), si+1(θi+1), ..., sI(θI))
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denote the value of this profile at θ = (θi, θ−i) in the usual way. Then, s(·) is

a (pure-strategy) Bayesian equilibrium if, for each player i,

si(·) ∈ arg max
s′i(·)∈S

Θi
i

∑

θi

∑

θ−i

p(θi, θ−i)ui(s
′
i(θi), s−i(θ−i), (θi, θ−i))

The assumption of a finite number of player types with positive probability

for each makes this equivalent to each player maximizing expected utility con-

ditional on θi for each θi:

si(θi) ∈ arg maxs′i∈Si

∑

θ−i

p(θ−i|θi)ui(s
′
i, s−i(θ−i), (θi, θ−i))

which is similar to the Nash equilibrium.

This brings us to the issue of belief revision in games of incomplete

information. The standard case of belief updating in games is “signalling

games”. In a signalling game, one player, the sender signals her type by

performing some action. The second player, the receiver, updates her beliefs

about the senders type based on the action chosen. The sender has private

information about her type, θ, and chooses some action as ∈ As. Player 2

(whose type is assumed to be common knowledge) chooses some action ar ∈
Ar. The spaces of mixed actions (As andAr with elements αs and αr) are set of

mixed strategies that the sender and receiver can play, where a mixed strategy

is a probability over the available actions. So player i’s payoff is ui(αs, αr, θ),

and the receiver’s beliefs about the sender’s type are common knowledge. A

strategy for the sender is a probability distribution σs(·|θ) over actions as for

each type that the sender admits. A strategy for the receiver is a probability

distribution σr(·|as) over actions ar for each action as she can receive.
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This gives the sender of type θ, playing strategy σs(·|θ) who encounters

a receiver playing strategy σr(·|as) receives payoffs of

us(σs, σr, θ) =
∑
as

∑
ar

σs(as|θ)σr(ar|as)us(as, ar, θ)

and receiver who plays strategy σr(·|as) when encountering σs(·|θ) receives an

(ex ante) payoff of

∑

θ

p(θ)

(∑
as

∑
ar

σs(as|θ)σr(ar|as)ur(as, ar, θ)

)

in order to take her beliefs about the senders type into account. In particular,

the receiver should update her beliefs about the sender’s type given the sender’s

signal and base her choice on the posterior distribution µ(·|as), where µ(x) is

the probability that player i assigns to event x given that she has reached some

information state. This yields a payoff of

∑

θ

µ(θ|as)ur(as, σr(·|as), θ) =
∑

θ

∑
ar

µ(θ|as)σr(ar|as)ur(as, ar, θ)

So a Perfect Bayesian Equilibrium of a signalling game is a strategy

profile σ∗ and posterior beliefs µ(·|as) such that:

(1)for all θ, σ∗s(·|θ) ∈ arg maxαs
us(αs, σ

∗
r , θ),

(2)for all as, σ∗r(·|as) ∈ arg maxαr

∑

θ

µ(θ|as)ur(as, αr, θ),

and

(3)µ(θ|as) =
p(θ)σ∗s(as|θ)∑

θ′∈Θ p(θ′)σ∗s(as|θ′)
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if
∑

θ′∈Θ p(θ′)σ∗s(as|θ′) > 0 and µ(·|as) is any probability distribution on Θ if
∑

θ′∈Θ p(θ′)σ∗s(as|θ′) = 0.

Clauses 1 and 2 require that players optimize on the conditioning that

will happen: the sender takes into account that the receiver will condition her

beliefs about the sender’s type on the signal, while the receiver will respond

optimally to the sender’s signal, given her beliefs. Clause 3 amounts to requir-

ing that the receiver will use Bayesian updating to determine her best response

to the sender.

The point here is that Harsanyi showed that rational individuals can

build imperfect information into the structure of the situation, thereby opening

it to computation. This is a common approach to dealing with situations where

information about the state of affairs is crucial. We see it, to a limited degree,

in Kant when he appeals to a higher faculty of desire. Objectively rational

individuals make use of structure, or form, in determining what they should

want. We see it to a much greater extent in the formal models of objective

rationality.

The computational theory of mind provides an elegant account of the

cognitive processes of an ideal rational agent. In each case, we can give a

syntactic characterization of causal inference rules that respects our semantic

intuitions about the nature of rationality. In theoretical rationality, these

rules are either truth preserving or allow probabilistic representation of our

degree of certainty. In either case, we are able to perform calculations of

what beliefs would be held by an ideally rational agent. Similarly, in practical
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reasoning, desire can admit of degrees or not. If so, we are able to calculate

what actions provide the best means to achieving our ends. If there are degrees

of desire, we are able to calculate the ends that an ideally rational agent should

pursue, as well as the means she should take to achieve them. In any case, the

computational theory of mind makes sense of our theories of what it is to be

a rational cognizer.

The computational model is also useful in that it goes a long way toward

establishing an objective account of rationality. Objectively correct compu-

tation is relatively straightforward to specify. Just as 2+2=4 for all people

and at all times, the validity of computations of logic and mathematics can be

proven and hold universally. Nevertheless, one is still left with two problems.

The first problem is that valid computations must be performed on

something. The two strategies for maintaining the objective validity of com-

putation on these mental states are taking information as given by the world,

and taking them as also being computed. The former is most often seen in

theoretical rationality. Appeals to a given external world have some intuitive

appeal here because we occupy a shared space. It is reasonable to assume that

any two individuals in a context share many beliefs about that context. This

can be explained by an appeal to givenness. This does not work so well for

mental states like desire. It is commonly assumed that different people want

different things. As a result, it is difficult to appeal to the external world in

order to gain information about desires. While it is possible to draw inferences

about the desires of others by observing their actions, it remains problematic
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to assume that decision makers have complete information about the desires

of others, which would be required in order for a computational model in these

terms to function properly. To the extent that there is no way to determine

the role others play in one’s context, it is difficult to specify objectively valid

computations. As a result, the second approach, appealing to computations

of valid contents of mental states is often preferred.

The result of this is the second problem: computational demands. We

are making high computational demands of rational individuals. The degree

to which they can meet these demands places many strains on the computa-

tional model. In many cases, it is not plausible to expect that real humans

can meet these demands. As a result, those who want a plausible theory of

rationality turn to “bounded rationality.” This represents an attempt to lower

the computational demands on rational agents while maintaining as much of

the objective validity of the computational model as possible. It is to these

theories of bounded rationality that we will turn in the next chapter.
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Chapter 2

Normative Bounded Rationality and

Computation

While the computational model gives us an elegant account of ideal

rationality, there is a question of whether ideal rationality is the right picture.

Insofar as rationality is meant to be a normative concept, the mind must be

capable of being rational. Rational agents must be able to conform to the

model offered if we want to give a useful account of how information is to

be processed in a rational way. In the last chapter, we have already seen the

suggestion that rationality consists in approximating ideally rational cognitive

processes while not contradicting the conclusions drawn by an ideally rational

agent. In this chapter, we will explore this more thoroughly, by looking at the

problems humans would encounter with ideally rational cognitive processes

and suggestions for boundedly rational models.

There is no question that humans are incapable of being ideally rational

agents. The human mind is limited in the computational power that can be

devoted to any given decision making task. Furthermore, humans are limited

in the time and effort that can be devoted to solving a problem. Given the

constraints under which we must operate, it is far from clear that following
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the ideal model will be a practical strategy that yields the best results.

This raises the question of what a theory of rationality is meant to do.

If the goal is to give a descriptive theory, ideal rationality clearly falls short.

No one can, much less does, reason in the manner described by the model. If

the goal is to say how we should strive to reason, then it should be the case

that approximating these patterns is the most efficient use of our cognitive

abilities. In other words, if an agent ought to do her best to follow the ideal

model, then doing so should result in an efficient method. However, this need

not be the case. For example, if I were an ideal runner, the fastest way to

get to my office might be to run. After taking into account the time it takes

find a place to park my bike and lock it, it might have proved slower than

running straight to the office. However, I am far from an ideal runner. So

much so, in fact, that if I were attempt to approximate the actions of an ideal

runner by running as fast as I can, I would take much longer than if I had

taken my bike, even considering parking time. In a similar way, an agent’s

attempts to approximate the cognitive processes of an ideal reasoner must

produce results that are less efficient than some alternative strategy that seeks

to draw conclusions by some other means.

In order to investigate this question, we must first establish a framework

for investigating the cognitive power required by a model of cognition. To this

end, we will begin with a brief description of the theory of computability and

computational complexity. In doing so, we will see that the ideal model is a

consequence of assuming there are no constraints on memory or the number
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of calculations to be carried out. However, these are precisely the assumptions

that are to be relaxed on a model of bounded rationality.

I should clarify one point at the outset. There are generally two va-

rieties of theories of bounded rationality: descriptively adequate claims that

attempt to explain what humans actually do, and normatively adequate claims

that relax some of the strong assumptions, while preserving as much of the

objective validity of computations as possible. I will focus on the latter in this

chapter. However, this raises problem similar to the situation we encountered

in the previous chapter. When we relaxed the assumptions about perfect in-

formation, we got a computationally valid result, but at the price of vastly

increasing the computational complexity. Bounded rationality that attempts

to build the relaxed assumptions into the computational structure tend to in-

crease, rather than decrease, the computational demands placed on agents.

While, in one sense, they lower the bar for behavior to count as rational (they

don’t make such strong demands of agents to know the objective state of af-

fairs), in another sense, they raise the bar by increasing the computational

demands.

While I will save a discussion of this topic for later, I should distinguish

between optimizing and descriptive accounts of bounded rationality. The de-

scriptive theories are non-optimizing in the sense that agents are not capable

of behaving optimally, so there is no attempt to argue that this is the way any-

one ought to reason. Examples of such theories are Simon’s aspiration theory

and Kahnman and Tversky’s prospect theory. Both look at the result of relax-

57



ing the assumptions of the ideal model and study the cognitive processes that

of reasoners in these situations empirically. The theories attempt to explain

the behavior that is observed. Insofar as they are not optimizing, they are

not normative. Optimizing theories are concerned with contextual problems.

These are discussions of optimal reasoning in less than ideal situations. The

goal is to say how agents should reason given the complicated contexts that

do not permit valid objective computations. Here, various refinements of ideal

rationality will be considered. Most of these refinements are considerations of

strategic rationality where other people do not seek to optimize their behavior.

Thus, given the fact other people do not behave rationally, how should ideal

reasoners behave.

Ultimately, what we would like is some combination of these ideas. We

would like a theory that is normative, hence optimal in some sense. However,

this optimization must come on many dimensions. The ideal model optimizes

consistency. A normative theory of bounded rationality needs to maximize

consistency while minimizing computational effort.

2.1 Computational Complexity

Human reasoners have computational limitations. It is no surprise to

anyone that they are unable to meet the high standards set by ideal rationality.

These limitations arise as a result of the limited computing power of the brain,

as well as the situational constraints of time and effort. The computational

problems arise from the limited memory available, limited information avail-
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able, and the limited time and resources available to make use of the memory

and information that are available. This problem arises within each of the four

theories outlined in the previous chapter.

The bivalent linguistic models of belief demand the agent take the de-

ductive closure of her belief state to determine a new belief state. This is

problematic, of course, because the deductive closure of any set of beliefs has

infinite cardinality. If the set has only one proposition, {A}, the closure of

this set includes ¬¬A, ¬¬¬¬A, A∨φ for any proposition φ, and so forth. For

a larger set of beliefs the computations that must be performed to determine

the belief state increases in complexity. Given that it takes time to carry out

all these computations, even non-trivial consequences may be ignored. This

is not to say that, given the time, the agent could not determine of any given

proposition whether or not it should be included in the belief state. Rather,

it is to say that, for most beliefs, the agent must consciously spend the time

and effort required to determine if this particular proposition belongs in the

belief state.

This problem is worse if we allow the agent to have beliefs that are not

propositional. If the agent is committed to the deductive closure of a set of first

order sentences, then the agent may be unable to determine if a given sentence

should not be included in the belief state. This is a result of the undecidability

of first order logic. If the agent seeks to determine whether a given sentence

belongs in her belief state, there is no recursive procedure or algorithm she can

follow. Since the cognitive processes are taken to be computations according
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to rules on the computational theory of mind, there must be algorithms. But

there can be no such algorithm to determine all the sentences that should be

included in a belief state. Hence, even if the agent had the computing power

of a Turing machine, she would still be unable to determine her belief state.

Another problem lies in the limited memory of agents. On the ideal

model of belief, the belief state is only contracted by evidence that a propo-

sition is false, never because it is forgotten. Actual reasoners, of course, can

ignore or forget relevant information. We would be hard pressed to explain an

account of rationality that requires a perfect memory. Forgetting information,

while perhaps unfortunate, is generally not taken to be irrational.

A third problem is related to the frame problem in computer science.

The frame problem is a largely technical problem in the logic of artificial

intelligence. A simple example is the Yale shooting problem. This is a simple

case in which there is a turkey that can be in two states (alive and dead), a

gun with two states (loaded and unloaded), and two actions (load and fire).

Assume the turkey is initially alive, but if it is shot with a loaded gun it will

be dead, and that the gun is unloaded, but it can be loaded and if it is fired, it

will become unloaded. Consider a case where the hunter loads the gun. Then,

some time later, the hunter shoots the turkey. However, the description does

not govern what those actions will not affect. For example, if the turkey is

alive, it will remain that way, even when, for example, the gun is loaded. If

the gun is unloaded it will remain unloaded until it is loaded. Then it will

remain loaded until it is fired. In particular, one must specify not only what
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changes when an action is performed, one must also specify what remains the

same.

This is called the law of common sense inertia. It states that a state

of affairs remains unchanged unless something acts to change it. There is a

similar problem with belief states. If I believe that the turkey is alive, I should

continue to believe this until I gain some new information that leads me to

change it. This is related to an inferential version of the frame problem. If one

is attempting to reason about what will (or is the) result from a given action,

one should believe that the state of affairs at the end is the same except for

what has been affected in the meantime. The problem with this is how to

limit the scope of the beliefs that must be updated when new information is

provided. Furthermore, how long should one continue to believe that inertia

holds; how often should one update beliefs about the state of the world.

The first problem is a computational one. In a toy example like the

Yale shooting problem, it is not particularly difficult to check which beliefs

should be updated. For example, one’s beliefs about the status of the turkey

need not be updated after loading the gun. However, in a case where the agent

has many beliefs, checking each belief to see if it must be revised after any

action becomes computationally intractable.

The second problem is similar. In many cases, the world can change

due to the actions (or “actions”) of others. For example, consider a case where

I looked out my window and saw it was raining, but then I did not look out

the window for an hour. Now what should be the status of my belief? While I
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may hold the status of the weather constant until I have evidence that someone

(the wind) acted upon it, I may still need to revise my beliefs. Thus, I need

to consider the effects of the (possible) actions of others on the state of the

world.

The frame problem is vividly illustrated in Daniel Dennett’s paper

“Cognitive Wheels: The Frame Problem in AI:”

Once upon a time there was a robot, name R1 by its creators.

Its only task was to fend for itself. One day its designers arranged

for it to learn that its spare battery, its precious energy supply,

was locked in a room with a time bomb set to go off soon. R1

located the room, and the key to the door, and formulated a plan

to rescue its battery. There was a wagon in the room, and the

battery was on the wagon, and R1 hypothesized that a certain

action which it called PULLOUT(WAGON,ROOM) would result

in the battery being removed from the room. Straightaway it acted,

and did succeed in getting the battery out of the room before the

bomb went off. Unfortunately, however, the bomb was also on the

wagon. R1 knew that the bomb was on the wagon in the room,

but didn’t realize that pulling the wagon would bring the bomb

out along with the battery. Poor R1 had missed that obvious

implication of its planned act.

Back to the drawing board. ”The solution is obvious,” said

the designers. ”Our next robot must be made to recognize not
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just the intended implications of its acts, but also the implications

about their side-effects, by deducing these implications from the

descriptions it uses in formulating its plans.” They called their

next model the robot-deducer R1D1. They placed R1D1 in much

the same predicament the R1 had succumbed to, and as it too

hit upon the idea of PULLOUT(WAGON,ROOM), it began, as

designed to consider the implications of such a course of action. It

had just finished deducing that pulling the wagon out of the room

would not change the color of the room’s walls, and was embarking

on a proof of the further implication that pulling the wagon out

would cause its wheels to turn more revolutions than there were

wheels on the wagon - when the bomb went off.

Back to the drawing board. ”We must teach it the difference

between relevant implications and irrelevant implications,” said

the designers. ”And teach it to ignore the irrelevant ones.” So

they developed a method of tagging implications as either relevant

or irrelevant to the project at hand, and installed the method in

their new model, the robot-relevant-deducer, R2D1. When they

subjected R2D1 to the test that had so unequivocally selected its

predecessors for extinction, they were surprised to find it sitting,

Hamlet-like, outside the room containing the bomb, the native

hue of its resolution sicklied o’er with the pale case of thought, as

Shakespeare has aptly put it. ”DO something!” its creators yelled.
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”I am,” it replied. ”I’m busily ignoring some thousands of im-

plications I have determined to be irrelevant. Just as soon as I find

an irrelevant implication, I put it on the list of those I must ignore,

and...” the bomb went off. (Dennett 1984)

The point here is that reasoning about even simple problems involves

making use of common sense information. Judgment, as described in the pre-

vious chapter, involves distinguishing which information is relevant and which

is not. Attempts to build the computation of relevance into the objectively

rational computations do not solve the problem. Besides increasing the com-

plexity of the computational load on the reasoner, it introduces the need to

determine relevant computations of relevance. So, in Dennett’s example, R2D1

fails to ignore irrelevant information because doing so requires it first to de-

duce the information, and then to make a determination about whether that

information is relevant. This suggests that ignoring (or forgetting) certain in-

formation can be useful, but only if it is done in such a way that information

to be ignored without requiring a computation of its status as “information

that is to be ignored.”

So we see intertwined in the frame problem the two problems from

the previous chapter. If we attempt to build judgment into the computa-

tional structure of reasoning, we make the computations very complex. Prob-

lems that are simple for human reasoners require computational resources that
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strain our most powerful deductive computing engines.1

The point here is that the relationship between rationality and informa-

tion and knowledge is not so unambiguous as we might have hoped. We might

like to say that more information is always a good thing, and that rationality

consists of making proper use of all the information that we have available.

The frame problem points to a problem that we encounter in the real world.

Given that computing takes time and effort, and, in the real world, these re-

sources are not in unlimited supply, ignoring some information can lead to

a better result, such as the robot not being blown up. The challenge lies in

the requirement that we use the right information and ignore the irrelevant

information without computing (some might say making a rational decision)

about which information is useful and which is irrelevant.

This problem is compounded when there are other agents involved.

In much the same way as the frame problem arises when we are required to

compute the information and then make a determination about its relevance,

computations involving other agents require computations about their com-

putations about the situation. Moreover, we must make computations about

their computations about our computations, and so on. This brings us to the

issue of common knowledge.

1I want to be clear about one thing here. Such arguments are often used as the basis of
claims that no true artificial intelligence can exist (see, e.g., Penrose 1994). I do not think
that judgment cannot be realized by a physical system. I think the human brain is a physical
system that does realize it. I merely mean to argue that objectively valid computation is
insufficient to get us there.
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2.2 Computation and Common Knowledge

As we saw in the previous chapter, objective rationality depends heavily

on the assumption of common knowledge. Each player in the game must know

the structure of the game, and must know that the other players of the game

know the structure. Furthermore, each must know that the other knows, and

know that the other knows that they know, and so on. It is this common

knowledge of the structure of the game that grounds the objective validity of

the reasoning of the players.

In “Modeling Rational Players: part I,” Ken Binmore argues that ideal

rationality cannot be modelled by a computer. He argues that ideal rationality

requires the agent both to predict the play of the opposing player as well as

to participate in the game. To show that a computer cannot perform both

these tasks simultaneously, he argues that a Turing machine designed to do so

would not halt.

Consider two Turing machines, x and y. x has an input of the form

([g], [h], [x], [y]), and y of the form ([h], [g], [y], [x]) where [g] is the rules of

the game and the role assigned to x, while [h] contains the rules and the role

assigned to y. [x] holds a complete description of machine x and [y] a com-

plete description of machine y. This simulates complete knowledge for both

machines: they are aware of all the actions available to themselves and their

opponents, and they are aware of their own and their opponent’s preferences

over all outcomes. Each machine gives an output ([p], [q]), where q is a behav-

ioral strategy giving instructions for play at each choice point, and p is a list
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of predictions about the recommendations that the other machine will offer.

If the machine offers an output that is not of the specified form, or no output

at all, the machine is considered to give no analysis.

Now consider a universal Turing machine, z, such that, if z is given

input ([g], [h], [x], [y]), it will perform the calculations of y and return output

([P ], [Q]), where P is a true prediction about q, and Q is a recommendation

that falsifies p. If y gives an output that is not of the specified form, z returns

([P0], [Q0]). If y does not halt, neither would z. In other words, z is designed to

play a move off y’s equilibrium path. Thus, we consider a case where an ideally

rational agent is playing against an opponent that is not ideally rational.

Now, let z = x and let y be an ideally rational agent such that y must

always return an output, even if it is an error message. y will either fail to

predict a strategy of Q0, or it will return a prediction p that is false of z’s

strategy Q.

The point here is that an ideally rational agent in a strategic decision

making situation is only equipped to deal with other ideally rational agents.

When confronted with an opponent who plays off the equilibrium path, the

ideally rational agent either gives no advice, or gives a false prediction. Neither

of these outcomes is what one would want from an ideally rational agent.

Binmore compares this situation to an unlucky bridge expert who complains

that he would have won, if only his opponent’s play had been correct. Rather,

our intuitions suggest that an ideally rational agent should be able to take

advantage of mistakes by an opponent.
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In some sense, this criticism lacks bite. To criticize the account of

ideal rationality for being unable to predict the play of an opponent who

perversely prefers to play unpredictably seems unfair. Even if the agent has

probabilistic beliefs that are updated in a rational way, she would still be

unable to predict her opponent’s play, because the opponent would know this,

and predict the updated beliefs. Thus the agent would be unable to learn

to exploit the unpredictable opponent. Suppose the rational agent knows the

opponent is unpredictable. If she tries to exploit the situation, the opponent

will predict this and play unpredictably. Even an attempt to exploit irrational

play would fail in this case. Thus, these do not seem to be grounds on which

to criticize an account of rationality.

While this argument may be problematic, there remains a useful point.

The account of rational strategic decision making described above is based on

common knowledge of a game with complete information played by rational

players. While a game of incomplete information can be described as a game

with probabilistic beliefs about a game of complete information, it remains true

that an account of ideal rationality does a poor job of exploiting irrational play

by opponents.

The classic example of this is the use of backwards induction in “beauty

contest” games. A beauty contest game is as follows. A number of players are

told to pick a number between 1 and 100. The player whose choice is closest

to one half of the average number picked wins a prize. Because the prize is

given for being closest to half the average, no one would reasonably pick a
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number higher than 50. However, because no one would reasonably pick a

number higher than 50, no one should pick a number higher than 25. This

process continues until each player realizes that she should pick the number 1.

However, if some of the players fail to carry out this process to its conclusion,

not everyone will pick 1, and those who did will lose. Thus, following the

recommendation of the Nash equilibrium will leave players worse off than if

they had not followed it. When the assumption of common knowledge of

rationality breaks down, playing the Nash equilibrium solution is not advisable.

Ultimately, this represents another argument that common knowledge

assumptions, when representing an attempt to subsume the question of judg-

ment into the structure of rational computation, runs into a problem. The

question becomes what should be done instead. However, we should under-

stand that relaxing the strong assumptions of ideal rationality requires more

than just an effort to make rationality plausible for real human agents. An

account of bounded rationality should address these computational problems.

Unfortunately, as we will see in the next section, they do not.

2.3 Bounded Rationality

Now we will turn to some normative accounts of bounded rationality.

These accounts are normative, in that they attempt to preserve the objective

validity of rationality, while they are bounded in that they attempt to describe

the reasoning of realistic human agents. In the previous section, we saw some

arguments that point to problems with the possibility of agents who can sat-
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isfy the computational requirements of ideal rationality. Normative theories

of bounded rationality need to relax some of these strong requirements, while

preserving enough of the computational aspects to maintain the objective va-

lidity of rationality.

In the last chapter, I divided the space of ideal rationality into four

parts, distinguishing between theoretical and practical rationality, and between

linguistic and probabilistic approaches. I will echo that division in the present

discussion. Since my goal is not to attack or defend any particular account

of objective normative bounded rationality, I will avoid dwelling on details.

However, because with these theories, the devil is always in the details, and

they always have lots of details, some detail is needed. I will attempt to balance

these considerations in my discussion. It should be understood that I present

these theories as examples of types of views, and nothing more. My objections

will be to the program, rather than the specific claims that are made.

The nature of my objections are generally the same, regardless of the

approach. Theories of bounded rationality tend to focus on giving heuristics,

defeasible rules that limit the computations by indicating which are relevant

and which can be ignored. In short, they give rules that show why a rational

agent can get away with not performing every computation. This helps in

the sense that rational agents are not required to perform an infinite number

of computations, but it works by shifting the burden to judgment. Agents

must be able to determine whether or not a particular heuristic can be used

in a given situation, and whether or not it should be used. This tends to
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increase the computational burden on judgment. In other words, it makes

a computational approach to judgment less plausible. This makes matters

difficult: an account of bounded rationality must maintain the objectivity

that grounds normativity, while abandoning the computation that is the best

hope for grounding objectively good judgment, even as they increase the role

of judgment. I think that the frame problem shows that any theory of bounded

rationality that has nothing to say about good judgment must be regarded as

a non-starter. I will argue that, by this standard, the theories of normative

bounded rationality are all non-starters.

2.3.1 Theoretical Bounded Rationality

It should be noted that it is difficult to even justify a bounded approach

to theoretical rationality. If one is interested in a logic of belief, accepts the goal

of an epistemic strategy to be to believe true propositions and reject false ones,

and accepts the conceptual model of beliefs as propositional attitudes and the

model theoretic approach to truth that underwrites the rational computation

of belief states, there is not much ground for “good enough.” If you accept

strategies that limit the computation, you are in effect accepting that it is

sometimes acceptable to fail to believe the true, or disbelieve the false. I want

to point out here, that while normative theories are committed to conceptual

models that ground correct computation, some empirical theories take issue

with these conceptual models. I will discuss these theories in detail later.

Perhaps the best that can be done in limiting the computations of
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rational belief is to introduce relevance to the picture. While a rational agent

is committed to believing the consequences of her beliefs, by and large, most

of those consequences do not matter; they are irrelevant. Hence, the rational

agent determines the relevant consequences of her beliefs, and ignores the rest.

This attitude works better (it is more plausible) for practical rationality. It

is much easier to accept that sometimes you don’t need all the information

available to accomplish the more limited goal of determining the best action.

It is harder to defend the idea that sometimes you can ignore information

about the world when determining the actual state of the world.

Perhaps more significant is the fact that relevance considerations are

essentially value considerations. Information can be seen as having value in-

sofar as it is relevant. One might say that information has intrinsic value

(that “information is not gratuitous”) but this is beside the point. One could

grant this claim by refusing to assign any information no value, while still

maintaining that some information is more valuable than other information.

In particular, one would be inclined to say that relevant information is more

valuable than irrelevant information. It is hard to dispute the intuitive appeal

of the claim that information is not equal with respect to value, and that the

value comes, by and large, from its relevance to your interests.

However, as soon as you assign a value to information, and begin weigh-

ing competing considerations between the value of the information you might

get by continuing the search and the value of the time and effort the search will

take, you are solving a decision problem. In other words, bounded theoretical
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rationality quickly becomes an issue of bounded practical rationality.

Moreover, this raises the question of how to determine the value of

information you do not already have. This is the problem that R2D1 faced

in Dennett’s story above, and is a version of the halting problem. How do

you determine that you should stop the search for more information because

the additional information has little value, without having first performed the

search, found the information, and determined its value? Perhaps the best

hope is to assign a probability weight to obtaining more valuable (relevant)

information. Though this is far from simple, at least it offers the prospect of

halting the search. The point here is that an attractive approach to motivat-

ing a project of bounded linguistic theoretical rationality quickly becomes a

probabilistic practical approach.

There is another problem specific to linguistic theoretical theories. To

the extent that the purpose of bounded rationality is to give an account of

realistic agents, such theories must respect intuitions about real reasoners.

One of the strongest intuitions we have about real agents is that their beliefs

admit degrees. Real agents have stronger and weaker attitudes of belief toward

various propositions. Since they do not know everything, they must distinguish

between propositions that are more or less likely to be true. This, of course, it

the motivation for probabilistic accounts of rationality. It is rather difficult to

claim to be giving an account of realistic agents while ignoring this intuition.

However, one might wish to respect this intuition without giving a

full-blown probabilistic account. Bounded theories of probabilistic rationality,
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on the other hand, are seeking to relax the strong requirements for objective

validity of belief. The result is that accounts of bounded theoretical rationality

meet somewhere in the middle.

Probabilistic accounts face a similar problem with motivation. The

Dutch Book argument shows that any attempt to relax the assumptions will

violate consistency. Any attempt to relax the standards of Bayesian prob-

ability will result in an account that assigns multiple likelihoods to a single

proposition. It is hard to endorse a view that will assign more than one degree

of belief to a single proposition as this suggest simultaneously believing that

this proposition is true with different degrees of intensity. Here again we see

elements of practical, means-ends reasoning arise. Agents are called upon to

choose among assignments of probability. In short, if an agent is not called

upon to have all the information, she must determine how to go about search-

ing for the information that she needs, and she must determine when she has

enough information to make a good decision. I will now turn to two specific

examples, due to Isaac Levi and Mark Kaplan.

2.3.1.1 Theoretical Bounded Rationality: Levi

In “On indeterminate probabilities,” Levi presents a pair of problems

faced by an agent who would believe and act rationally:

The problem of rational credence: Suppose that an ideally ra-

tional agent X is committed at time t to adopting as certain a

given set of sentences KX,t (in a suitable regimented L) and to
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assigning to sentences in L that are not in KX,t various degrees

of (personal) probability, belief, or credence. The problem is to

specify conditions that X’s “corpus of knowledge” KX,t and his

“credal state” BX,t (i.e. his system of judgments of probability or

credence) should satisfy in order to be reasonable.

The problem of rational choice: Given a corpus KX,t and a

credal state BX,t at t, how should X make decisions between al-

ternative policies from which he must choose at t. (Levi 1997,

118)

The advantage that the traditional Bayesian approach provides is a good an-

swer to these questions. Through an appeal to the probability calculus and

the requirement of maximizing expected utility, the Bayesian approach gives

clear and justifiable standards for rational belief and rational choice. Any rival

attempt must also provide good answers to these questions.

I should be clear that Levi’s interest in relaxing the standards of the

traditional approach comes from a normative claim, rather than worries about

applications. He makes this point clear:

I am not concerned to speculate on our capacities for meeting

strict bayesian requirements for credal (and value) rationality. But

even if men have, at least to a good approximation, the abilities

bayesians attribute to them, there are many situations where, in my

opinion, rational men ought not to have precise utility functions and
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precise probability judgments. This is to say, on some occasions,

we should avoid satisfying the conditions for applying the principle

of maximizing expected utility even if we have the ability to satisfy

them. (Levi 1997)

The point Levi is driving at here is that the precision required by ideal ratio-

nality is itself problematic. This is a point that is crucial for any normative

account of bounded rationality. The normativity of a bounded approach de-

rives from the claim that the requirements of ideal rationality are so strong

that they lose their point. Ideal rationality requires precise beliefs and cer-

tainty, at least about credence and values, on matters about which a rational

agent ought to be uncertain. This is related to Binmore’s argument that

ideally rational agents would get into trouble by presupposing that all other

agents are also perfectly rational, and we will see similar claims from the other

accounts of normative bounded rationality. Hence the normativity of these

accounts derives from the claim that a rational agent ought to be aware of the

uncertainty she faces. It is not rational to be certain about uncertain mat-

ters. It is, however, worth noting that it is precisely the consistency that the

Bayesian approach provides to which Levi objects. Rational agents ought not,

he claims, assign one and only one degree of belief to every proposition.

Since my purpose here is neither to defend nor refute Levi’s claims, the

details of his argument are beyond the scope of the present chapter. They

may be found in his book The Enterprise of Knowledge. However, the idea in

general, turns on the calculation of “admissible” options.
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An option is admissible if and only if a rational agent X is entitled, as

a rational agent, to choose it among the available options, given his corpus,

credal state, and goals. A principle or criterion of rational choice specifies nec-

essary and sufficient conditions for such admissibility. The traditional bayesian

account holds that there is one and only one admissible option. If we take strict

Bayesian conditions for BX,t and GX,t (an agent’s goals at a time t), we get

the following: All and only those feasible options which bear maximum ex-

pected utility relative to the uniquely permissible assignment of probabilities

and uniquely permissible assignment of utilities are admissible. Levi’s argu-

ment is that there are multiple admissible assignments of probabilities (and

values). Rational decision makers must compute the admissible options, and

choose amongst them, or suspend judgment.

Levi criticizes the Bayesian approach as committing rational agents

either to dogmatism or antirationalism on the question of belief change. They

must adopt an attitude of unseemly certainty and precision with respect to

their beliefs, or must choose a method for choosing potential revisions that

does not rest on any rational grounds. However, by specifying a grounds for

computing a method for choosing among rational belief functions, and avoiding

antirationalism, Levi makes the work of judgment even harder. The role of

judgment itself is, as with the case of ideal rationality, left out of the picture.

Agents are still called upon to determine the admissible options, and then

calculate the best option among them. The problem continues to be the work

that must be done before the computations are performed.
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2.3.1.2 Kaplan

In Decision Theory as Philosophy, Mark Kaplan’s interest is, in some

ways, much the same as Levi’s. He argues that the Bayesian approach requires

an irrational amount of certainty about matters that are uncertain. He refers

to this as the “sin of false precision,” and what he has in mind are the same

situations that Levi spoke of when he referred to situations where rational

agents ought not to have precise probability judgments, even when they were

possible.

Kaplan offers a concrete example of such a case, the Ellsburg Paradox:

Case I: You have before you an opaque urn containing 100 balls

of the same size and weight, 50 of which are black and 50 of which

are white. The urn has been thoroughly shaken and a ball has

been drawn and not yet examined.

Case II: The same as Case I except that you know nothing

about the proportion of black to white balls in the urn. (Kaplan

1996, p. 26)

Kaplan complains that, under the traditional probabilistic approach, our be-

liefs should be the same. Since, in Case II we have no reason to believe that

the ball that was drawn is more likely to be black, we ought to assign the

same value to the proposition “The ball is black” in both cases; a probability

value of 0.5. Kaplan argues that it is unreasonable to treat the two situations

as equivalent. In Case I, the assignment is the result of information about
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the state of affairs we actually encounter, while in Case II, the assignment is

borne of our lack of information and inability to justify favoring one color over

another. Since on the traditional view a precise assignment must be made,

the two cases are treated as equivalent.

So with Kaplan we see again an argument (in fact the same argument)

that the traditional Bayesian approach requires a level of precision in beliefs

that is unwarranted. Agents should not be forced to take determinate stands

on highly indeterminate matters to qualify as being rational. Rather rational

agents should have confidence in their beliefs to the extent that they have

information justifying those beliefs.

Kaplan’s solution is to replace some of the strict requirements rational

agents must satisfy that we saw in the previous chapter with more “modest”

requirements. This ultimately leads to “modest probabilism:”

Your state of opinion is characterized by a non-empty set W of

con-assignments [assignments of confidence in propositions] where

each of the assignments satisfies the Kolmogorov axioms of proba-

bility, and where

(i) you are just as confident that P as you are that Q just in case,

on every member of W , con(P ) = con(Q); and

(ii) you are more confident that P than that Q just in case, on no

member of W , con(Q) > con(P ) and, on at least one member of

W , con(P ) > con(Q). (Kaplan 1996, p. 21)
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It is important to note the attitude Kaplan displays toward consistency here.

In one sense, he abandons consistency. In permitting rational agents to have

opinions that are characterized by a set of assignments, he allows multiple

degrees of confidence for a single proposition. However, in requiring each

assignment to satisfy the Kolmogorov axioms, he requires each assignment

to be internally consistent. The point, as with Levi, is that a rational agent

should examine an array of admissible probability (or confidence) assignments,

and form beliefs based on an analysis of those assignments. The assignments

themselves do not characterize beliefs or opinions. Rather they are the basis

of a computation whose outcome will determine an epistemic state.

Thus, in a way similar to Levi, the array of admissible confidence as-

signments are pre-determined. Kaplan does not really specify how they should

be formed or revised, only conditions on their admissibility. To be fair, it is a

point that Kaplan acknowledges, and it is a problem he is not attempting to

solve:

to the question “Which is the right choice?” Modest Probabil-

ism does indeed provide no answer. Modest Probabilism provides

a consistency constraint - and only a consistency constraint - on

your state of opinion. And if consistency is not all there is to ra-

tionality (and I think it is not), then Modest Probabilism cannot

tell you all you need to know in order to tell which of the many

consistent states of opinion open to you count as rational... Mod-

est Probabilism is not meant to give us the last word on when a
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state of opinion is rational; it is meant to give us the first. (Kaplan

1996, p. 39)

So, in the interest of fairness, I should again point out that my purpose here

is not to criticize (or defend) Kaplan. Rather, it is to give an illustration of

a typical account of normative bounded rationality. And while it is true that

his purpose is not to do more than give a consistency constraint on rational

computation, in that respect, he is typical.

So we can see that the motivation for a bounded approach to theoretical

rationality turns on the intuition that rational belief depends on a proper

degree of certainty with respect to situations about which we lack information.

In one sense, this raises the question about the validity of this intuition. There

is always room for the defenders of ideal rationality to point out that this

intuition is simply wrong; the mathematics does not support it. However, the

appeal of this intuition can also be seen to raise questions about whether the

ideal approach characterizes what rationality is all about. We will explore this

issue in a later chapter.

However, for the present, the point here is that bounded approaches to

theoretical rationality, in seeking to provide a more realistic account of rational

belief, have complicated the problem rather than simplifying it. These theo-

ries, in permitting multiple admissible belief states, require a rational agent to

make a rational choice among them. In effect, this amounts to pointing out

that, in examining more realistic situations, bounded rationality requires more
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complicated reasoning: real situations are more complex that idealized situa-

tions that ideal reasoners encounter. The upshot is that, rather than offering

an escape from the problems described earlier, bounded rationality approaches

tend to make them worse. We will see this holds of practical bounded ratio-

nality as well.

2.3.2 Practical Bounded Rationality

In the previous section, we saw how the move to an attempt to describe

a more realistic version of rationality blurred the lines between theoretical

and practical rationality, and between linguistic and probabilistic accounts.

Although the previous accounts were intended to be epistemic accounts of

rational belief, they included a practical element; choosing an assignment of

probabilities that served the agent’s ends. The suggestion was that, for real

agents in the real world, computing a consistent set of beliefs did not suffice

for being a rational agent. Rational agents must choose among a variety of

consistent sets of beliefs, and, if there is no grounds for choosing one over

another, must refrain from having a single fixed set of consistent beliefs.

The practical problem of forming beliefs is of a particular sort. The

agent must choose rationally based on desires and beliefs. The desire, or end,

in this case is to believe the truth. The beliefs concern the evidential value

supporting various candidates for sets of beliefs.

In this section, the focus will be different in some respects. The ends

will be behaviors above and beyond choosing what to believe. However, the
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motivation is similar to what we saw in the previous section; rational agents

ought not to assume that strong requirements have been satisfied. They should

not assume that other individuals are rational, and that their behavior can be

predictable within the theory of rationality. They should not assume that

no one makes mistakes, or that everyone has all the relevant information.

Furthermore, they should make use of heuristics and defeasible reasoning.

The result is that decision problems become harder to solve. The more

possibilities that must be taken into account, the more effort is required of

rational decision makers. The more realistic we make the situations in which

agents find themselves, the harder it is to believe that rationality amounts to

computing an optimal outcome.

In this section, I will look at linguistic and probabilistic accounts of a

realistic normative practical rationality. The linguistic account I will give is

taken from Vladimir Lifschitz’s “Nonmonotonic causal theories.” I should be

clear that this is not intended to be a theory of rationality. It is, however,

illustrative in that it is intended to be a solution to the frame problem. It is a

theory of how to compute an optimal plan to accomplish one’s ends given the

problems presented by the frame problem.

The probabilistic account, drawn from Paul Weirich’s Realistic Decision

Theory represents an attempt to relax the strong assumptions that permit the

strong results in game theory, while maintaining as much of the normative

justification as possible.
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2.3.2.1 Practical Bounded Rationality: Lifschitz

Recall from the previous chapter that linguistic practical rationality

is concerned with means-ends reasoning. The agent is assumed to have fixed

goals, and is reasoning about how to accomplish those goals. This is analogous

to planning problems in AI, in that programs are given specific goals and

are called upon to determine how best to achieve those goals. In Dennett’s

illustration of the frame problem the robot was given a goal to accomplish:

protect its battery.

With bounded rationality in such a situation, the problem is the one

illustrated by the frame problem. Rational agents ought to achieve their goals.

If an endless amount of reasoning is required to make a decision, a rational

agent will never succeed in achieving her goals. As a result realistic agents

make use of heuristics to limit the reasoning required of them. I will treat

such attempts as a version of bounded linguistic practical rationality.

However, I should explain the difference between defeasible reasoning

and probabilistic reasoning. Defeasible rules, or heuristics, are not rules that

are probably true, or more likely than not to apply. Rather they are rules

that are taken to be true, barring some specific additional information that

indicates that they do not hold, unless they are defeated. So, in the Yale

Shooting Problem, a loaded gun remains loaded until it is fired. If a gun is

loaded at a time, t1, it should be considered loaded at a later time, tn, barring

information that it has been fired during the interval in between. This is

common sense, but that is exactly the point. Real agents employ a great deal
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of common sense in their rational decision making. However, it turns out that

common sense is hard to specify, and very hard to compute. That, in effect,

is the frame problem.

The approach described in Lifshitz’s paper is what I have called lin-

guistic in that it requires computing a model that satisfies a set of equations.

These rules are done in terms of “causal rules” that are denoted F ⇐ G which

is read as “F is caused, if G is true.” The idea, then, is that for an event to

occur, it must be caused, which is to say that it must fall under a causal rule.

Constraints on possible actions or events are expressed as ⊥ ⇐ G.

Lifshitz describes a simple example of a planning problem. There is a

monkey at a location, l1, a bunch of bananas on a string (out of the monkey’s

reach) at a location, l2, and a box at a location l3. The monkey wants the

bananas. Clearly the solution is that the monkey should walk over to the box,

push it under the bananas, climb on the box, and grab the bananas. However,

this solution, which is self-evident to us, contains a great deal of common sense

knowledge that must be made explicit before a solution can be computed.

We start with symbols for actions:

Walk(l), PushBox(l), ClimbOn, ClimbOff , GraspBananas (l ∈ {l1, l2, l3})
and for states:

Loc(x)(x ∈ {Monkey, Bananas,Box}, HasBananas, and OnBox.

i is a time indicator that prefixes each symbol.

We then see a series of constraints and common sense rules that a model
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of this situation must satisfy (these are taken from Giunchiglia et al. 2004 pp.

62-4). First are some general constraints about locations. If the monkey has

the bananas, then the monkey and the bananas are in the same location, and

if the monkey is on the box, then the monkey and the box are in the same

location:

i : Loc(Bananas) = l ⇐ i : (HasBananas ∧ Loc(Monkey) = l)

and

i : Loc(Monkey) = l ⇐ i : (OnBox ∧ Loc(Box) = l)

Next are rules for walking. If a monkey walks to a location then, in

the next time period, the monkey is at that location, the monkey cannot walk

to the location where it already is, the monkey cannot walk when it is on the

box, and if the monkey has the bananas when it walks, it takes the bananas

to the new location:

i + 1 : Loc(Monkey) = l ⇐ i : Walk(l)

⊥ ⇐ i : (Walk(l) ∧ Loc(Monkey) = l)

⊥ ⇐ i : (Walk(l) ∧OnBox)

Next we have rules for pushing the box. If the monkey pushes the box

to a location, then, in the next time period, the monkey and the box are at

that location. The monkey cannot push the box to where it already is located,
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the monkey cannot push a box it is standing on, and the monkey cannot push

the box if it is not at the same location as the box:

i + 1 : Loc(Box) = l ⇐ i : PushBox(l)

i + 1 : Loc(Monkey) = l ⇐ i : PushBox(l)

⊥ ⇐ i : (PushBox(l) ∧ Loc(Monkey) = l)

⊥ ⇐ i : (PushBox(l) ∧OnBox)

⊥ ⇐ i : (PushBox(l) ∧ Loc(Monkey) 6= Loc(Box))

For climbing on the box, if the monkey climbs on the box, then subse-

quently, the monkey is on the box, and the monkey cannot climb on the box

if it is already there, nor can it do so if it is not at the same place as the box:

i + 1 : OnBox ⇐ i : ClimbOn

⊥ ⇐ i : (ClimbOn ∧OnBox)

⊥ ⇐ i : (ClimbOn ∧ Loc(Monkey) 6= Loc(Box))

The monkey cannot climb off the box if it is not on it, and if it does

climb off, it is subsequently not on the box:

i + 1 : ¬OnBox ⇐ i : ClimbOff

⊥ ⇐ i : (ClimbOff ∧ ¬OnBox)
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If the monkey grasps the bananas, thereafter, it has them, it cannot

grab them if it already has them, nor can it do so if it is not on the box, or if

it is not at the same location as the bananas:

i + 1 : HasBananas ⇐ i : GraspBananas

⊥ ⇐ i : (GraspBananas ∧HasBananas)

⊥ ⇐ i : (GraspBananas ∧ ¬OnBox)

⊥ ⇐ i : (GraspBananas ∧ Loc(Monkey) 6= Loc(Bananas))

Next are rules that rule out performing actions at the same time: the

monkey cannot walk and push the box at the same time (pushing the box

already includes a change of location), nor can it walk and climb on the box at

the same time, nor can it push the box while it climbs on it, nor can it climb

off the box while grasping the bananas:

⊥ ⇐ i : (Walk(l) ∧ PushBox(l))

⊥ ⇐ i : (Walk(l) ∧ ClimbOn)

⊥ ⇐ i : (PushBox(l) ∧ ClimbOn)

⊥ ⇐ i : (ClimbOff ∧GraspBananas)

Finally are rules that allow the initial state to be exogenous, actions

to be exogenous, and inertia rules that require that the state does not change

without a cause:

0 : c = v ⇐ 0 : c = v

88



where c ∈ {Loc(x), HasBananas, OnBox} and v ∈ Dom(0 : c). This just

says that the initial state is caused (we do not need a reason why the initial

state is what it is).

i : c = v ⇐ i : c = v

where c ∈ {Walk(l), PushBox(l), ClimbOn, ClimbOff, GraspBananas}, i <

m and v ∈ {F, T}. The inertia constraints are

i + 1 : c = v ⇐ (i : c = v) ∧ (i + 1 : c = v)

where c ∈ {Loc(x), HasBananas,OnBox} and v ∈ Dom(0 : c) which says

that the state at time i is a reason for the same state at i + 1. Other than

this, no events can occur without a cause.

You might have noted that, while I talked about defeasible reasoning

before, the situation I just described does not seem to include any defeasible

rules. That is correct, though the system can be expanded to include normality

constraints, though I will not go into the details.

The reason I presented the monkey-banana example in such detail is

to illustrate two points. The first is that, while it is all well and good for

philosophers to say that rationality is a matter of correct computation, when

computer scientists try to write programs that perform these computations,

they discover that it is surprisingly complicated. Lifshitz’s program is NP-

complete, which means that there is no guarantee that it will be possible

to effectively compute a solution to a problem. Even a case a trivial as the

monkey-banana problem requires specifying 26 formulae that a proper solution

89



must satisfy. Rational human reasoners would see the solution to this problem

in an instant, but would be hard pressed to present all the rules that a proper

solution would need to satisfy.

The second point I wish to illustrate is that even efforts that make a lot

of progress toward solving the frame problem, in a sense, cheat. What Lifs-

chitz provides is a computational solution to the frame problem. Nonetheless,

to make it work, the programmer’s judgment must be inserted into the situ-

ation. A list of common-sense non-monotonic rules must be specified by the

programmer. Just as with the programmers of R1D1, the computer does not

deduce the common sense laws that must govern action. They must be given

exogenously by the programmer. Judgment still relies on information given

from the external world. So, to the extent that computational models require

common-sense information to be specified, in other words to substitute the

programmer’s judgment for the computer’s calculations, there is little hope of

building judgment into the computational structure of rationality. Something

besides correct computation is needed for rationality.

2.3.2.2 Practical Bounded Rationality: Weirich

Finally, we have to consider accounts of practical bounded rational-

ity that draw on probabilistic considerations. I will use as an example Paul

Weirich’s book Realistic Decision Theory. As before, Weirich’s goal is to

present a normative account of practical rationality that relaxes the strong

assumptions of Game Theory and Decision theory. Also, as before, the nor-
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mativity of his account comes from the claim that it would be irrational for a

decision maker to accept the strong conditions on rational decision making.

Weirich lists a number of idealizations that are commonly adopted in

accounts of decision theory. Among the assumptions are:

1. Rational ideal agents

2. Ideal decision situations

3. A priori knowledge

4. Knowledge of beliefs and desires

5. No cognitive limits

6. No prior or subsequent mistakes

7. Quantitative beliefs and desires

8. Stable basic intrinsic attitudes

9. Options of maximum utility

10. No conflicts among subgoals

Some of these idealizations pertain to the agent whose decision the

theory seeks to advise, while others pertain to the situation in which this agent

is making her decision. The former include a priori knowledge, which requires

that the agent knows all mathematical, logical, and other a priori truths. She
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knows all mathematical calculations that can be performed in her situation

and knows all logical consequences of her beliefs, and is able to perform these

calculations without any mistakes. Similarly, the idealization about beliefs and

desires requires cognitive transparency; the agent knows all her own beliefs

and desires, and has them readily available for assessing a decision problem.

The idealization about quantitative beliefs and desires requires an agent, at

least, be able to order or rank her desires according to preference, and her

beliefs according to likelihood. The idealization about stable basic intrinsic

attitudes requires that an agent’s beliefs and desires do not change unless she

acquires new information. Finally, the idealization about no cognitive limits

requires that an agent is able perform all mental calculations and assessments

instantaneously, and without any cognitive effort.

The remaining idealizations are about the situation in which agents

are making their decisions. The idealization about rational agents says that

all the other agents involved in the decision situation are rational and satisfy

the idealizations listed above. The idealization about no prior or subsequent

mistakes requires that the decision maker does not need to consider, and per-

haps correct for, mistakes that she might have made herself or mistakes that

might have been made by other decision makers in the past, nor does she need

to anticipate any mistakes that may occur in the future. The idealization

about options of maximum utility says that the options available to the agent

are such that there is an option of maximum utility. Finally, the idealization

about no conflict among subgoals requires that there cannot be a situation in
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which, in order to satisfy one requirement of rationality, an agent must violate

another.

Insofar as agents are aware that they do not satisfy these conditions,

it is questionable whether they should accept requirements on behavior that

assume these conditions are satisfied. The traditional theory of rationality

makes all these assumptions. Consequently, a rational agent ought to make

allowances for real world situations.

In effect, ideal rational agents and ideal decision situations combine

these other idealizations. So an ideal rational agent combines the idealizations

of agents having a priori knowledge, knowledge of and quantitative beliefs

and desires, no cognitive limits, stable intrinsic attitudes. Similarly, an ideal

decision situation is one in which all the agents involved are rational, there

have been no prior mistakes, nor will there be mistakes in the future, there

are options that maximize utility, and there are no conflicts among subgoals

of rationality.

While some of these idealizations are relatively clear, or have been

examined earlier, it will be useful to consider some examples of situations that

do not meet some of these idealizations. Weirich’s approach is unusual in

the breadth of idealizations that he considers. Generally, most prescriptive

accounts of decision theory focus on one particular idealization that might be

relaxed, typically quantitative beliefs and desires, or rational agents, which

can take the form of relaxing requirements about knowledge of the beliefs

and desires of others, no mistakes by others, or no cognitive limits for others.
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Some of Weirich’s proposals are similar to those presented above. For example,

he recommends a strategy of “quantization” for choosing among consistent

assignments of belief and utility to outcomes for dealing with the Ellsburg

paradox. Rather than dwelling on the variety of proposals he offers, I will

concentrate on one example that looks at another common paradox of rational

decision making; Newcomb’s paradox.

One worry about rational decision making is the stability of the choice:

what if a decision problem does not include an action that gives a stable

maximum utility. For example, consider a case, due to John Pollock, where

immortals must decide when to drink a bottle of wine that always improves

every year. Never drinking the wine is not optimal; the agents would lose out

on the pleasure that could be had from enjoying a fine bottle of wine. However,

at any given time, drinking the wine is sub-optimal, as they could gain more

pleasure by waiting and drinking a better bottle later.

Weirich offers the criteria of ratification for decision making: Adopt

an outcome that maximizes utility given its adoption. The idea is to hold an

agent accountable only for the information she has while deliberating. The

idea is to rule out Monday morning quarterbacking. This will help somewhat

with the Pollock example in that, if the agent never drinks the wine, the

utility is less than one in which she drinks a good, but inferior bottle of wine.

Thus, ratification is useful because it draws attention to information carried

by the assumption that an option is realized. However, one must deal with

two potential problems: cases where no option is ratifiable and cases where
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more than one option is ratifiable.

To deal with the first possibility, Weirich introduces the idea of self-

support. An example of a case with no ratifiable options, consider a variety

of Newcomb’s paradox, the “mean demon” case (Skyrms 1982: 705-6). In this

case, the agent must choose between two boxes, A and B. However, there is

a mean demon observing the agent, who will determine the contents of the

boxes. If the mean demon predicts she will choose A, it puts $1000 in B and

nothing in A. If it predicts that she will choose B, the demon puts $1000 in

A and nothing in B. The agent is confident that the demon has predicted

correctly. As a result, whichever box she picks, she has reason to think that

the other option is better. As a result, no option is ratifiable.

To deal with this, Weirich appeals to the notion of self-support. An

agent should realize a self-supporting option. In general, an option is “self-

supporting” just in case it is unopposed on the assumption that it is adopted.

To give a formal account of this notion, Weirich defines several terms: There

is an “incentive to switch” to another option just in case, given the first, the

second is preferred. So in the mean demon case, there is always an incentive

to switch from A to B and from B to A. A sequence of options is a “path of

incentives” just in case for each pair of options, there is an incentive to switch

from the first to the second. A path of incentives “terminates” if it is finite

and not extendable. In the mean demon case, any path of incentives does not

terminate. An agent “pursues an incentive” just in case given the first option,

she adopts the second if her choice is either the first or some other option
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to which she has an incentive to switch given the first. Since the agent must

make a choice, Weirich assumes that a rational agent pursues some terminating

path if there is one, and, if the path does not terminate, at some point she

stops her progress along the path. Thus, the available paths are reduced to a

single path that, if it is infinite, is truncated to a finite path. So, an option

is self-supporting just in case it does not start a terminating path of pursued

incentives. So the criteria of self-support demands that a rational agent realize

a self-supporting option.

Weirich claims that self-support is rational because it requires that an

agent make a choice that is supported by her beliefs and desires, including

those resulting from the choice itself. Furthermore, some option is always self-

supporting because, if not, it starts a chain of options that must terminate

in an option that is self-supporting. In the mean demon case, “any choice

indicates a failure to pursue an incentive. The choice made does not generate

any path of pursued incentives and so is self-supporting” (152). So, in the mean

demon case, no option generates a path of pursued incentives, so all choices are

self-supporting. Similarly, in Pollock’s wine example, any satisfactory option

will be at the end of a (truncated) path of pursued incentive. The extensions

of this path are not pursued and so they do not lie at the end of a path of

pursued incentives. Meanwhile, any unsatisfactory incentives start a path of

pursued incentive, and so are not self-supporting. Only satisfactory outcomes

are self-supporting. Weirich further points out that self-support is weaker than

ratification. Every ratifiable option is self-supporting.
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The second possibility is that more than one option is self-supporting.

For example, consider Skyrms’s (1982: 706) example of the “nice demon.” If

the nice demon predicts that the agent will pick box A, it puts $2000 in A and

nothing in box B. However, if the demon predicts that the agent will pick box

B, it will put $1000 in B and nothing in A. In the nice demon case, both options

are ratifiable, and so self-supporting, though obviously not equally good. For

such cases, Weirich proposes a “selection” criteria: Choose an option, oi, that

maximizes U(oi given oi) among self-supporting options.

Selection requires that, in cases of multiple self-supporting options, a

rational agent will choose the option that will maximize utility. One issue here

is that this sort of recommendation (as with self-support) requires the agent to

become the sort of person who will view the problem correctly and make the

right choice because of a prior commitment to this perspective. Weirich points

out that utility comparisons at the time of the decision do not work because

they vary with the option that the agent imagines realized. The options must

be compared independently of these considerations. Rather, they must be

compared from a global perspective. The danger here is that this criteria

might seem to recommend “one-boxing” in Newcomb’s problem.

My point here is similar the same as I discussed in previous sections.

Weirich’s approach follows the pattern of decision theory in recommending

computational solutions to decision problems. The structure of the problems

are pre-determined, and rationality calls on an agent to determine the best

solution to that problem.
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2.4 Judgment in Rationality

Normative theories of rationality derive their normative status from

the claim that the solution is best, in the sense of being optimal under some

assumptions. However, this presents a quandary of optimality. In one sense,

theories of ideal rationality have an advantage. They come with strong proofs

that the computations they describe are optimal. There is a strong intuition

that rationality requires making the best choices. If an agent chooses a less

preferable outcome over a more preferable one, if she undertakes actions that

undermine her reaching her ends, or ignores actions that would promote reach-

ing those ends, or if she believes the false or fails to believe the true, there is

a strong intuition that she is not behaving rationally. The traditional theory,

with its strong optimality results, is provably the best way of avoiding this

sort of irrationality.

However, for the proofs to work, for the theories to achieve these won-

derful outcomes, one must make strong assumptions. The theories of norma-

tive bounded rationality recognize that the idealizations required for the strong

results do not hold of real agents, even those we would consider rational. Fur-

thermore, there is also a strong intuition that it is irrational to depend on the

results of theories whose assumptions almost certainly do not hold. So, we are

left with conflicting intuitions; is it more rational to choose worse outcomes,

or to base our decisions on unrealistic assumptions. Normative accounts of

bounded rationality hold that the latter is worse, and try to salvage as much

optimality as is possible.
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While my project is in the same vein as the approach of normative

bounded rationality, I want to take issue with a deeper assumption that re-

mained unquestioned in the theories presented above; that rationality consists

primarily of correct computation.

The problem I have investigated in this chapter lies with judgment

in rational decision making. I have argued that rational decision making that

attempts to include judgment is left with an unattractive choice: either include

judgment in computation, which only pushes the problem back a step, or take

it for granted, which undermines the objective computation of rationality.

The approaches I have investigated have tended to combine the two. They

first push the problem back a step, then take the judgment required to solve

that problem for granted.

To be fair, however, I have ignored a realist attitude toward judgment.

One could hold that the information required for objective rational decision

making is given by the world. This is, to some extent, a non-rational answer.

However, at some point, objective rationality must be grounded in the objec-

tive world. I will turn to this issue in the next chapter. First, I want to look

at an account of rationality that takes judgment seriously.

Benjamin Franklin famously offered a simple decision strategy in a let-

ter to Joseph Priestly.

When those difficult cases occur, they are difficult, chiefly be-

cause while we have them under consideration, all the reasons pro
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and con are not present to the mind at the same time; but some-

times one set present themselves, and at other times another, the

first being out of sight. Hence the various purposes or inclinations

that alternatively prevail, and the uncertainty that perplexes us.

To get over this, my way is to divide half a sheet of paper by a

line into two columns; writing over the one Pro, and over the other

Con. Then, during three or four days consideration, I put down

under the different heads short hints of the different motives, that

at different times occur to me, for or against the measure. When I

have thus got them all together in one view, I endeavor to estimate

their respective weights; and where I find two, one on each side,

that seem equal, I strike them both out...and in fact I have found

great advantage from this kind of equation, and what might be

called moral or prudential algebra. (Benjamin Franklin 1772)

This sort of analysis is commonly taken to be a precursor to decision theory,

where giving numerical weights to the motives allows more precision and does

not require equivalent values of motives, or sets of motives.

However, I think there is more to Franklin’s strategy than just this, as

is revealed in the first sentence of the quote. He diagnoses the source of the

difficulty in making decisions in the fact that reasons present themselves only

occasionally, and at other times can be neglected. The interesting feature of

this strategy is that it is meant to collect reasons over the course of several days
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and, by Franklin’s analysis, has more to do with setting up the decision prob-

lem than solving it. It is, in most respects, uninteresting to advise a decision

maker to select the option which yields the greatest balance of advantage over

disadvantage. Franklin’s suggestion has more to do with determining which

option has this feature. Moreover, the computational aspect of Franklin’s ap-

proach is almost comical. He treats the computation involved in solving a

decision as being like solving an algebraic equation: when considerations pro

and con balance each other, cross them out.

For this reason, Franklin’s procedure depends heavily on the imagi-

native aspects of decision making. The decision maker must determine the

consequences of her decision, the events and situations that will result from

her actions. They are not given at the outset, and Franklin claims that it is

this problem that his strategy is meant to overcome. It is these features that

must be listed as the pros and cons of the situation. Furthermore, the decision

maker must determine the possible courses of action that are available to her.

This too requires imaginative thinking on the part of the decision maker. She

must imagine potential future actions that are feasible and have advantageous

consequences.

It is these imaginative aspects that are largely ignored by modern de-

cision theory. The normative theories of rationality described above all begin

by specifying for each decision maker a set of options, a utility function, and

a probability function that weights these options. The imaginative aspects

are idealized away, and the products of such processes are given at the outset.
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Rationality plays no role at this stage of decision making.

Rational choice theory cannot define the situations in which it can

be applied: we cannot make a rational choice about when to apply rational

choice theory, or how to set up a decision problem. In particular, rational

choice theory cannot be used to define its own correct application. The reason

for this is to look at how such a decision problem would have to be set up. The

available options would have to be decision problems. The question, then, is

defining a utility function over the outcome of this space. Intuitively, the first

thought would be to assign the utility of selecting a particular decision problem

the expected utility of the outcome of that decision problem. However, if

this situation is not one in which decision theory is applicable, this outcome

does not adequately describe the utility of this particular decision problem.

Rather, we need some mechanism for determining how to solve a particular

decision problem prior to setting it up. We need some rational mechanism for

determining the structure of a decision problem, prior to solving this problem.

This is the only mechanism for assigning some sort of utility to a decision

problem, the only way of determining which decision problem one wishes to

solve.

The remainder of my dissertation will center around this point. I will

argue that rationality has far more to do with understanding and setting up

decision problems than solving them. I will attempt to formulate a theory of

rationality that takes this idea seriously. In other words, I will describe what

rationality looks like when it is centered around the proper formulation of a
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decision problem rather then the computation of the proper result.

First, I must justify this approach. I must defend the idea that Franklin’s

diagnosis of the difficulty of decision problems is correct. The difficulty lies

not in determining the optimal solution, but in determining the structure of

the problem. I have argued in this chapter that the structure of a decision

problem cannot be computed using decision theory. Next, I must argue that

the structure of a decision problem is not given by external reality; it is not

simply observed.
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Chapter 3

Rationality and the Given

In the previous chapters, I have described the traditional theory of

rationality. The key feature I concentrated on was normativity. Rationality

is normative in that it describes a standard for how we ought to reason. This

claim comes from aspects of optimality and objectivity. Rationality is an

objective normative standard insofar as it can be proven to provide optimal

solutions to reasoning problems. These proofs depend on the computational

aspects of the theories; computations can be proven to get the right results,

or be subject to mistakes. Traditional theories of rationality provably get the

right results.

However, these proofs must be qualified. Properly speaking, traditional

theories of rationality can be proven to get the right results in certain situa-

tions. They depend on strong assumptions that the situations that reasoners

encounter are the right ones, so that rational agents ought to reason this way.

Normative theories of bounded rationality take issue with these strong assump-

tions. They attempt to describe rational decisions in more realistic situations.

In doing so, they lose the strong optimality results. Nevertheless, they still

attempt to show that bounded rationality, by and large, gets the right results.
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Bounded rationality thereby retains its normative status; it still describes the

way rational agents ought to reason. In doing so, they still depend on the same

basic assumptions. Rational agents know the structure of the decision problem

they wish to solve, and that reasoning is a matter of correct computation.

This presents a problem. The nature of the knowledge of structure that

required for correct computation is questionable. In the last chapter, I argued

that it is not subject to correct computation, on pain of regress. There is,

however, another possibility; that the structure of decision problems is given.

That is to say that it is non-inferentially known. This is an unpleasant propo-

sition, in that it makes rationality dependent on a fundamentally non-rational

component. Nevertheless, it does keep the objectivity of correct reasoning.

In this chapter, I wish to close this possibility. I will argue that the

structure of decision problems cannot be non-inferentially known. Because

of this, determining the structure of a decision problem, what I call good

judgment, is an aspect of rationality, and is subject to criticism with respect

to the quality of reasoning. This has a high cost. I must abandon the idea

of rationality as an objective standard. However, I also wish to argue that it

does not cost rationality its normative status. I wish to argue that rationality

does indeed describe the manner in which we ought to reason, and those who

fail to do so are subject of legitimate criticism. Those who behave irrationally

do what they ought not to do.

Abandoning objectivity as the grounds for the normative status of ra-

tionality does require a very different understanding of rationality. Formu-
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lating such an understanding is the project of my dissertation. However, in

this chapter I will offer an alternative to objectively correct computation as

a grounds for normativity. I will argue that inter-subjectively comprehensible

imagination can provide the grounds for a normative account of rationality.

3.1 The Myth of the Given

In this section I wish to argue against the idea that knowledge of the

structure of decision problems is given. First, though, I need to say a bit about

why I feel the need to argue this point. I do not imagine that the prospect

that rationality ultimately depends on non-rational knowledge will be greeted

with enthusiasm. In fact, I think the idea is absurd, and I expect most people

would agree with me.

Nevertheless, this is a point that must be addressed for two reasons.

The first reason is that givenness might be regarded as the lesser of two evils.

Faced with the choice between giving rationality a fundamentally non-rational

basis, and abandoning the objectivity that is taken to give rationality its nor-

mative force, givenness might be seen as the better alternative. In this sense,

my project is itself an existence claim to argue that this is a false dichotomy.

These are not the only choices we have. But first, I wish to argue that givenness

is not a real alternative anyway.

The second reason is more significant. Defenders of normative theories

of rationality generally make tacit assumptions of givenness. In game theory,

for example, one begins with a specification of the structure of a game. The
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agent called upon to make a decision is given at the outset the individuals

involved, the options available, the outcomes of each option, and a utility

function ranking these outcomes. No mention is made of where the knowledge

of this structure comes from, it is simply provided. Insofar as it is assumed

to be objectively correct and universally known, this is tantamount to an

assumption that it is given.

I pointed out in the previous section that most theories of normative

bounded rationality take issue with this assumption and this practice. They

typically build a choice over a set of acceptable utility functions and beliefs

into the structure of the games. However, as I argued in the previous chapter,

in addition to complicating matters by requiring agents to solve an additional

decision problem, this does not really fix the problem anyway. No mention

is made of where these sets of beliefs and preferences should come from, of

how we know the structure of the decision problem-decision problem. The

structure is still tacitly assumed to be given, just more complicated.

Because I take the idea of a non-rational basis for rationality to be so

intuitively objectionable, my argument against this possibility will be neither

novel nor extensive. My argument that objectivity is not a necessary precon-

dition for normative rationality is a strong counter. Moreover, in “Empiricism

and the Philosophy of Mind,” Wilfrid Sellars presents what I take to be a de-

cisive argument against the idea of non-inferential knowledge of the structure

of the world. In this section, I will follow his argument.
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3.1.1 The Problem of Givenness

In “Empiricism and the Philosophy of Mind” Sellars argues against

what he refers to as “The Myth of the Given.” The version of the myth he

primarily considers lies in Sense-Datum theories, the idea that sensations rep-

resent a relation between the perceiver and the object that is perceived which

provides non-inferential knowledge of matters of fact. While I will address the

role of perception in a later chapter, Sellars’ account of the myth of the given,

which seeks to explain how knowledge of the world may be directly known,

goes equally well for knowledge of the structure of decision problems.

As Sellars puts it:

the concept - or as I have put it, the myth - of the given is being

invoked to explain the possibility of a direct account of immediate

experience. The myth insists that what I have been treating as one

problem really subdivides into two, one of which is really no prob-

lem at all, while the other may have no solution. These problems

are, respectively

1. How do we become aware of an immediate experience as of

one sort, and of a simultaneous experience as of another sort?

2. How can I know that the labels I attach to the sorts to which

my immediate experiences belong, are attached by you to the

same sorts? May not the sort I call “red” be the sort you call

“green” - and so on systematically throughout the spectrum?

108



We shall find that the second question, to be a philosophical

perplexity, presupposes a certain answer to the first question - in-

deed the answer given by the myth. And it is to this first question

that I now turn. Actually there are various forms taken by the

myth of the given in this connection, depending on other philo-

sophical commitments. But they all have in common the idea that

the awareness of certain sorts - and by “sorts” I have in mind, in the

first instance, determinate sense repeatables - is a primordial, non-

problematic feature of ‘immediate experience.’ In the context of

conceptualism, as we have seen, this idea took the form of treating

sensations as though they were absolutely specific, and infinitely

complicated, thoughts. (Sellars §26)

While the experiences to which Sellars refers are perceptual experiences, the

point works equally well for sorts of experience that may be taken as a part

of the structure of a decision problem. The question is how we become aware

of particular experiences as being of the individuals, outcomes, and options

that comprise a decision problem, while others are not a part of this particular

problem. The idea that the structure of a decision problem is given suggests

that we are aware of the relevance of these components in much the same

way that we should be directly aware that a particular perceptual experience

is of a particular sort, the sort to which one might attach the label “red.”

The problem raised by the second question, which troubles those who see the

need for bounded rationality approaches, is how we can know that everyone
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attaches the same labels to the same individuals, options, and outcomes.

The reason for this lies in Sellars analysis of the source of the myth:

There is a source of the Myth of the Given to which even

philosophers who are suspicious of the whole idea of inner episodes

can fall prey. This is the fact that when we picture a child - ar a

carrier of slabs - learning his first language, we, of course, locate

the language learner in a structured logical space in which we are

at home. Thus we conceive of him as a person (or, at least, a

potential person) in a world of physical objects, colored, produc-

ing sounds, existing in Space and Time. But though it is we who

are familiar with this logical space, we run the danger, if we are

not careful, of picturing the language learner as having ab initio

some degree of awareness - “pre-analytic,” limited and fragmen-

tary though it might be - of this same logical space. We picture

his state of thought as though it were rather like our own when

placed in a strange forest on a dark night. In other words, unless

we are careful, we can easily take for granted that the process of

teaching a child to use a language is that of teaching it to dis-

criminate elements within a logical space of particulars, universals,

facts, etc., of which it is already undiscriminatingly aware, and to

associate these discriminated elements with verbal symbols. And

this mistake is in principle the same whether the logical space of
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which the child is supposed to have this undiscriminating aware-

ness is conceived by us to be that of physical objects or of private

sense contents. (Sellars §30)

I would add that the mistake is also the same in principle if the logical

space is the structure of decision problems, with available agents, actions,

beliefs, and preferences. In short, if the logical decision space we occupy is

taken to be objectively real, then other (rational) agents may be taken to

occupy the same space.

My point here is that, while Sellars may have been addressing a different

particular problem, the underlying principle is the same. The question that

concerns us is whether individuals can have direct, non-inferential knowledge

of the state of affairs they presently occupy. For our purposes, judgment may

be properly ignored if rational agents have immediate experiences that include

awareness of ‘sorts,’ and that among those sorts are the features that comprise

the structure of decision problems. I would imagine that such a view would be

less plausible than similar claims about, for example, visual experience, but

the principle remains the same.

More importantly, I would contend that the source of these attitudes is

the same. We are very much at home in the logical space that is described by

decision problems. The particulars, facts, etc. that make up the structure of

this space (and, hence, the decision problems) is taken to be objectively real.

So, from a normative perspective, all rational individuals ought to be aware of
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the same logical space that they all occupy. Becoming a rational individual,

like learning a language, is taken to be a matter of discriminating features of

this space and behaving accordingly.

3.1.2 Sellars’ argument

In taking on the Myth of the Given, Sellars is concerned with the issue

of private, or inner, episodes. The first question above, how do we categorize

our experiences, gets its answer from the myth; our experiences come pre-

categorized. This makes the second question, how do we know we all categorize

in the same way a puzzling one.

Sellars wants to take issue with the myth, with the idea that our ex-

periences are already located in a particular logical space. But the reason for

this is that the language of ‘looks,’ as in “This tie looks green” has both a

factual role and a reporting role. One is generally reporting a particular pri-

vate experience when one makes a looks claim, and then, typically, endorsing

it. So when I say “I see that the tie is green,” I am reporting an inner expe-

rience, and endorsing it as factually correct. If the logical space I occupy is

one that contains objects that have particular colors, and I have the sort of

“pre-analytic awareness” of colors, I learn to distinguish and associate certain

experiences with certain reports. So talk of experiences has an internal and

and external role. The internal role is primary; we start with the awareness,

and later we learn to report it.

Sellars argues that the myth is wrong, because this approach to private
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episodes, as being primary, is wrong. Rather it is the external, intersubjective

component to experiences that is primary. To explain this, Sellars tells his own

myth, of our Rylean ancestors. Sellars envisions a Rylean ancestor, Jones, who

creates a language of thoughts and internal episodes.

Jones develops this language as a means of explaining and predicting

the behavior of those around him. The ‘inner episodes’ of those around him

are the causes of their particular behaviors, and Jones learns to infer particular

inner episodes as occurring in a regular fashion. This allows Jones to predict

future behaviors of others. Furthermore, Jones is able to teach those around

him to do the same thing. This leads to the final outcome:

Here, then, is the dénouement. I have suggested a number

of times that although it would be most misleading to say that

concepts pertaining to thinking are theoretical concepts, yet their

status might be illuminated by means of the contrast between the-

oretical and non-theoretical discourse. We are now in a position to

see exactly why this is so. For once our fictitious ancestor, Jones,

has developed a theory that overt verbal behavior is the expres-

sion of thoughts, and taught his compatriots to make use of the

theory in interpreting each other’s behavior, it is but a short step

to the use of this language in self-description. Thus, when Tom,

watching Dick, has behavioral evidence which warrants the use of

the sentence (in the language of the theory) “Dick is thinking ‘p’”
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(or ”Dick is thinking that p”), Dick, using the same behavioral

evidence, can say, in the language of the theory, ”I am thinking

‘p’” (or “I am thinking that p.”) And it now turns out - need it

have? - that Dick can be trained to give reasonably reliable self-

descriptions, using the language of the theory, without having to

observe his overt behavior. Jones brings this about, roughly by

applauding utterances by Dick of “I am thinking that p” when

the behavioral evidence strongly supports the theoretical state-

ment “Dick is thinking that p”; and by frowning on utterances of

“I am thinking that p”, when the evidence does not support this

theoretical statement. Our ancestors begin to speak of the privi-

leged access each of us has to his own thoughts. What began as a

language with a purely theoretical use has gained a reporting role.

As I see it, this story helps us understand that concepts pertain-

ing to such inner episodes as thoughts are primarily and essentially

intersubjective, as intersubjective as the concept of a positron, and

that the reporting role of these concepts - the fact that each of

us has a privileged access to his thoughts - constitutes a dimen-

sion of the use of these concepts which is built on and presup-

poses this intersubjective status. My myth has shown that the fact

that language is essentially an intersubjective achievement, and is

learned in intersubjective contexts - a fact rightly stressed in mod-

ern psychologies of language, thus by B.F. Skinner and by certain
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philosophers, e.g. Carnap, Wittgenstein - is compatible with the

“privacy” of “inner episodes.” It also makes clear that this privacy

is not an “absolute privacy.” For it recognizes that these concepts

have a reporting use in which one is not drawing inferences from

behavioral evidence, it nevertheless insists that the fact that overt

behavior is evidence for these episodes is built into the very logic

of these concepts, just as the fact that the observable behavior of

gases is evidence for molecular episodes is built into the very logic

of molecule talk. (Sellars §59)

So expressions of ‘inner episodes’ are primarily valuable for their social

role, and the power to understand and predict the behavior of others that

it imparts. The reporting role, our private access to our own thoughts and

experiences, is secondary. The Myth of the Given is wrong because it mis-

understands this role. It takes the experience of inner episodes, and their

factual reporting, as primary; agents have factual knowledge of their own in-

ner episodes and can report these facts as they learn to distinguish different

sorts of experiences. This leaves those who accept this view puzzled, perhaps

hopelessly, about how it is possible to know that others have these same sorts.

On Sellars’ account, this is no puzzle at all. Others learn to sort events in

the same way we do because the sorting itself has primarily a social function,

rather than a private function.
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3.2 The Game of Giving and Asking for Reasons

In the previous section, I quoted Sellars at considerable length. How-

ever, I did this for a reason. When I said that what Sellars claimed about

language also went for rationality, I meant it. My goal in this dissertation is

to defend the claim that rationality primarily has an intersubjective, social

function.

Humans are social animals, and their behavior, including reasoning, is

primarily social behavior. My chief complaint with the theory of objective

rationality presented in the last two chapters is that is is the rationality of a

solitary animal that happens to live in groups. Rationality consists of opti-

mizing one’s own behavior in any situation, be it a crowded city or a deserted

island. This is the wrong approach; rationality has to do with behavior, espe-

cially linguistic behavior and the need for social animals to communicate. It

represents the need to overcome the problem of anticipating the behavior of

others and coordinating action. By communicating an understanding of the

state of affairs, it is possible for agents to plan group actions, and set limits on

permissible behaviors and understandings of situations. Hence the normativ-

ity of rationality derives from its power to ground group actions when there is

no objectively correct understanding of situations.

The result of taking rationality to be correct computation within a

private episode is that it leaves rationality with a non-rational, non-inferential

base. There is a modified version of Sellars second question: How do I know

that the structure of the decision problem I want to solve is the same structure
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as those around me have. This is enormously important when what is rational

for me to do is largely determined by properly anticipating the actions of those

around me, and responding accordingly. Assuming that all rational agents

occupy the same logical space and respond accordingly, i.e. assuming that

there is no problem, will not do.

I should be clear about two constraints on the project I am undertaking.

First, I do not wish to abandon the normative status of rationality. I need

to explain how we can make claims about how we ought to reason without

appealing to objective standards. Furthermore, I do not wish to do away

with the idea that rationality involves correct computation. However, I want

to do so without granting that meeting objective standards for computation

constitutes rationality. In fact, computing the correct solution to a decision

problem plays a secondary, relatively minor role in rationality.

So, what is it that grounds the normative status of rationality? I wish

to claim that it is the social acceptability and social interactions, the shared

understanding of the structure of situations that underwrites this normativity.

So, while humans cannot compute what the structure is, by having a shared

standard of rationality, grounded in shared human functioning, we have the

ability to understand each other. So rationality grounds mutual understand-

ing, not common knowledge, and the normativity comes from encouraging

behavior that promotes or is conducive to mutual understanding, and discour-

aging behavior that hinders it.

The question, then, is where does this shared understanding of situa-
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tions come from? This is a large question, that I will address over a the course

of the next several chapters. However, first I should address a subquestion:

what does it even mean to say that rationality is a social skill based on in-

tersubjective interaction, rather than correct computation within the sphere

of thoughts and private experience? The answer to this question is similar to

the account described by Sellars for private experience. Rationality is related

to a social evaluation of the behavior that is accounted for by the theory of

Jones, the Rylean ancestor. In the end, Jones was able to teach others to

use his theory, and ultimately to self-report, by applauding some utterances,

and frowning on others. I propose that the label Jones would have attached to

proper utterances, and ultimately proper behaviors (those he could understand

within the context of his theory), was “rational” while his way of frowning of

improper utterances, and improper behaviors (those he could not understand),

was to call them “irrational.”

The application of these ideas to rationality is not novel. In fact, it

is often attributed to Sellars, for example, by John McDowell in “Knowledge

and the Internal.” However, like McDowell, I do not find the idea directly

expressed by Sellars himself. However, the idea is described as “the game of

giving and asking for reasons.” This game is generally taken to be a matter

of keeping track of the commitments and entitlements of our assertions. We

should justify our claims in order to explain why we are entitled to them.

I wish to propose construing this practice more broadly, and in a way

which is not limited to assertions and is not centered around calculating log-
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ical commitments of those assertions. Rather the version I wish to endorse

is the idea described above. Rationality describes correct (socially endorsed)

moves in the game of giving and asking for reasons. Words like “rational”

are the way we approve of and encourage behavior (linguistic and overt) that

is in accordance with our theory, and hence, comprehensible and predictable.

“Irrational” describes behavior that falls outside the theory and is incompre-

hensible. Insofar as we need to coordinate our actions and interact with each

other, humans, as social animals, have a vested interest in encouraging the

former and discouraging the latter. Therein lies the basis for normative claims

about rationality.

Mastering such a game requires learning rules and standards for ac-

ceptable behavior and the proper justification of behavior. I will argue that

mastering this game generally accompanies mastering the language, but is not

entirely the same process. Rather it is a matter of socializing individuals, ha-

bituating them to a particular logical space that we occupy. This logical space

is so familiar, and it is so hard to imagine operating outside it (rational agents

are thoroughly habituated) it is easy to see why it is taken to be objective,

something of which we can be pre-analytically aware. However, I think it must

be learned.

In Bill Keane’s “Family Circus” cartoon, “Ida Know” is pictured as a

mischief causing ghost, as in “Who spilled juice on the rug? Ida Know!” or

“What made you do that? Ida Know!” What this refers to, of course, is the

stereotypical response of a child to a request for an explanation of her behavior:
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“I don’t know.” What this indicates is that the child has yet to master the

game of giving and asking for reasons. “I don’t know” is an unacceptable move

in the game, and it is not tolerated among adults. Children must learn to play

the game. They must learn that this response (or non-response) is not valid,

often by pressing them on the issue: “What do you mean you don’t know?!?”

So the social skill that constitutes rationality involves developing the

capacity to evaluate explanations of behavior within a particular logical space,

or, in other words, to play a game of giving and asking for reasons. It involves

knowing the difference between what is a good reason, what is an acceptable

reason, and what is not a reason at all.

3.3 Rationality as a Skill

In the last section, I talked about the idea that rationality is a social

skill, a skill in a game of giving and asking for reasons. In this section, I

want to say more about the nature of this skill. It should be clear by now

that, while I will accept that some of this skill involves calculation and correct

computation, I do not think that this completes the account of the skill, or

even comprises the most important component.

So, the picture of rationality I am presenting involves roughly three

skills; computation, which I have described in the last two chapters, judg-

ment, and imagination, which I have mentioned but not discussed in detail.

The standard for possessing or lacking each of these skills is a social eval-

uation. Rather than being judged against an objective standard of correct
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reasoning, they are held to a standard of comprehensibility by compatriots.

In this section, I wish to focus on good judgment as a rational skill.

Good judgment is significant primarily because it represents a means

of tieing the other skills together, unifying somewhat disparate elements into

an activity that achieves a purpose. When teaching Introduction to Logic

courses to undergraduate students, in my experience, there are two distinct,

but related, purposes that the course might have; two two goals one might wish

the students to achieve. The first is learning the basics of theoretical logic.

This would involve learning why logic constitutes correct computation, why

logic represents a rational commitment in the sense discussed in the first two

chapters. It involves studying soundness and completeness proofs, what they

mean, why they are important, and so forth. But the second goal one might

have, more important for students who might never take a more advanced

logic course, is developing a skill; the ability to reason (in the sense of correct

computation) from premises to a relevant conclusion. This is a skill that will

serve them well in a variety of endeavors, most of which do not involve formal

logic.

It is possible to study the theory without acquiring the skill, and it is

possible to acquire the skill without studying the theory. So, for example, I

learned the theory that justifies modal logic, including soundness and com-

pleteness proofs in my graduate logic course. It was only later, when TAing

another logic course, that I acquired the skill of reasoning in a modal system.

I knew all about why the system worked, but, before that class, if asked to
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solve a problem, to demonstrate proper modal reasoning, I would have had a

hard time. On the other hand, in Texas’s Logic 313K class which is required

for computer science majors, the goal is for students to acquire a skill they will

need for their future study of computers and computing. It is far less impor-

tant (though not unimportant as it is helpful for this end) that they learn the

theory that justifies the activities they are learning. Hence, while we explain

that the logic they are learning is sound and complete, and what this means,

we typically do not work through the proofs. We are generally satisfied if they

acquire the skills they need to apply the theory in future classes.

While correct logical computation is typically seen as a rational com-

mitment, it would generally be uncharitable (to say the least) to regard the

students in the class (who tend to make mistakes) as irrational. What they

need is more practice, not therapy. This points to correct computation as a

skill to be acquired and developed, rather than a pre-existing rational com-

mitment.

The point I wish to make here is that the outcomes of reasoning to

which we are committed are socially determined, rather than computationally

determined, even when reasoning is presented in a purely computational form.

In “What the Tortoise said to Achilles” Lewis Carroll illustrates this

distinction. He describes the attempts of Achilles to convince the tortoise

that, after accepting the propositions ‘if A then B’ and ‘A,’ he must accept

that ‘B.’ The tortoise, who is willing to grant ‘if (if A then B) and A then B’

and ‘if (if (if A then B) and A then B) and if (if A then B) and A then B’ and
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so on, remains reluctant to grant the conclusion ‘B.’ The tortoise has all the

relevant theoretical knowledge, but obstinately refuses to perform the relevant

computation, which frustrates Achilles to no end, as it would anyone else.

It is not a novel claim that we cannot appeal to logical arguments to

convince people of the validity of correct computation. Avicenna said that

anyone who denied the law of non-contradiction should be beaten until they

realized that there was a difference between being beaten and not being beaten.

Clearly no argumentation would be possible with someone who rejected the law

of non-contradiction, for they could accept your argument, while continuing to

reject it. Similarly, appeals to logic would not help when dealing with someone

like the tortoise who doubted modus ponens.

So, the point here is that we need not be troubled by the fact that

Achilles is wrong in Carroll’s story, when he says that “Logic would take you

by the throat, and force you to [accept the conclusion]! Achilles triumphantly

replied. Logic would tell you, You ca’n’t help yourself. Now that you’ve

accepted A and B and C and D, you must accept Z! So you’ve no choice,

you see” (Carroll 280). On my analysis, the tortoise has failed to master a

game of giving and asking for reasons (or, more accurately, is being willfully

obtuse with respect to the game). Such a person might be pitied, as this

problem would exclude her from social interaction, or encouraged to adopt a

rational attitude through social pressure, as Achilles (and Avicenna) attempt.

However, the existence of such a person, in and of itself, poses no particular

problems.
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Perhaps a more interesting point lies in the nature of the tortoise’s ar-

gument. The tortoise is attempting to commit anyone wishing to provide a

justification of the necessity of logical inferences to a regress. In one sense

Achilles is making a logical error here, in that he appears to be conflating the-

orems, which are valid in the object language, with an inference rule, whose

validity must be demonstrated in a metalanguage. Achilles would never (or

should never) succeed in convincing anyone to accept the validity of an infer-

ence rule by appealing to logical truths like ‘if (if A then B) and A then B’

and so on.

However, in a broader sense, what is being confused here is the idea of

logic (correct computation) as a skill and the theory that justifies that skill.

We might assume (very charitably indeed, for he seems a bit dim witted) that

Achilles understands that logic is sound and complete and so an inference

rule is valid if and only if there is a corresponding theorem in the object

language. Even then, what the tortoise lacks is the requisite skill, not the

theoretical understanding of the situation. Explaining the theory will not help

the situation.

So imagine, going back to my introductory logic courses, that I taught

my students a very stripped down proof theory. It had one inference rule,

modus ponens, a theorem introduction rule that allowed them to introduce

any logical theorem on a new line of the proof, and some axioms to make it

sound and complete. Then I gave my students what I thought would be the

easiest test in the history of logic classes. It had one problem, with premises:
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1. A → B (P)

2. A (P)

and asked them to derive B.

However, one student did the following:

1. A → B (P)

2. A (P)

3. ((A → B) ∧ A) → B Thm

4. ((((A → B) ∧ A) → B) ∧ ((A → B) ∧ A)) → B Thm

5. ...

and on and on until the time for the test ran out.

I would not give such a student high marks for the test. The student

has made no computational mistakes: every line of the proof is justified, and

contains no theoretical errors. However, while I do not question the ratio-

nality of logic students who make computational errors, I might question the

rationality of this student. I would have no clue why a student would do such

a thing, except as a bizarre joke. Clearly if the student had enough skill to

produce this answer (i.e. understanding that there were no computational er-

rors), one would expect the student to have the skill to get the correct answer.
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The correct answer, in order to demonstrate the requisite skill, is socially de-

termined. This response demonstrates a lack of a particular social skill, rather

than a lack of logical understanding.

The point, then, is that the acceptance and application of even the

computational aspects of rational thinking are governed by a social function.

Rejecting the applicability of basic tenets of logic like the law of noncontradic-

tion or modus ponens presents a social problem in that this would undermine

our capacity to communicate with, understand, and be understood by others.

The very idea that someone might genuinely reject these principles is so in-

comprehensible that we interpret their behavior as that of someone who, like

the tortoise, is being willfully obtuse in order to make some obscure point.

It is not the computational requirements of logic that grab us by the throat

and force us to draw certain conclusions. Rather it is the social pressure of

interacting with others that forces us.

Similarly, the application of the rules to arrive at a relevant conclusion,

as in the case of R1D1 in the illustration of the frame problem, is socially de-

termined. For this reason, I do not question the rationality of my students who

have difficulty proving a particular theorem, though I am puzzled by someone

who fails to draw an obvious (and obviously relevant) conclusion. This aspect

of rationality, which links social functioning with correct computation, is an

aspect of good judgment. The student I described earlier lacked judgment

rather than computational ability; the student somehow failed to grasp the

point of the task that was given, so, while theoretically correct (in computa-
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tional terms), the answer was wrong, and deserving of a bad grade. For this

reason, when my goal in an introduction to logic class is to instill the skill

of logical reasoning, I devote more time to teaching heuristics than teaching

the theory. These heuristics generally (but not always) guide a student to

know which inference rule to apply in a particular situation. The ability to

know which inference rule to use when constitutes the good judgment that

amounts to logical skill. As such, it is more useful than teaching the theoreti-

cal underpinnings of the validity of those inference rules. Furthermore, insofar

as displays of good and bad judgment are grounds for the application of the

terms “rational” or “irrational” to a person’s behavior, which I take them to

be in this case, judgment is a part of rationality.

There is a significant consequence to this sort of view that is worth

discussing here. In the last chapter I said that normative bounded rationality

blurred the lines between theoretical and practical rationality. However, the

practical problem of determining one’s beliefs was taken to be governed by a

single desire: to believe the true and disbelieve the false. However, a conse-

quence of my approach is that there are other ends relevant to determining

beliefs: communicating with others, understanding and being understood by

others, making decisions in a timely manner, and limiting the effort required to

make good decisions. These ends can compete against the standard epistemic

end of believing the true and disbelieving the false.

The result is that, rather than being a precondition for practical ratio-

nality, theoretical rationality is wholly subsumed under practical rationality.
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This is the reverse of the standard theory of rationality. On the standard pic-

ture, first we form beliefs, and then, using our preferences, we make decisions

with regard to those beliefs. On my approach, it is irrational to form beliefs

without regard to their relevance to our ends.

It is not hard to see why such a view would be troubling. In the

previous chapter, I described the conflicting intuitions that normative accounts

of bounded rationality tried to resolve. On the one hand, it seems wrong to

base a theory of rational inference on strong assumptions that one could not

reasonably expect to hold. At the same time there is a strong intuition that

rational thinking requires optimality and validity. The rational belief or action

is the one that is best with respect to the information and options available

at that time. Normative bounded rationality treads lightly with respect to

this intuition; while they permit some violations of this intuitions, proponents

of this view work hard to minimize those violations and remain as close as

possible to an optimal result. My approach might be taken to represent an

outright rejection of this intuition. One might take my point to be that having

true beliefs is less important that having socially sanctioned beliefs. In other

words, for example, Galileo was irrational for consulting his telescope instead

of his Bible when exploring the solar system.

I want to be clear that this is not an easy problem. I am disputing

a well-established view with a long history and a lot to recommend it. For

this reason, I will address this question at various times and in various ways

throughout my dissertation, starting with the next section. However, for the
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time being, I want to be clear what I am and am not claiming about rationality.

I do mean to suggest that the logical space we currently occupy and use

to evaluate the rationality of beliefs and actions has any particular claims to

objective validity. For this reason, attributions of rationality and irrationality

across times (and cultures) are problematic, and can lead to mistakes and

misunderstandings. Nevertheless, I do occupy the same logical space as my

readers (it’s what lets me talk to you!) and I certainly feel the pressure of

questions like “surely you don’t mean to suggest that Galileo was irrational

for using empirical methods?” By my lights, he was certainly not irrational,

while those who imprisoned him were. But I do think that this pull can lead to

a mistake. It is easy to jump from “I ought to occupy this space” to “everyone

ought to occupy this space” or even “everyone does occupy this space because

it is objectively correct.” It is this move that I wish to question.

I do not wish to say that rational thinking and attributions of ratio-

nality are not responsive to empirical considerations, or issues of truth. Nor

do I wish to say that the social considerations are fixed and unchanging. In

fact, my claim is the opposite of this. The dynamic nature of attributions of

rationality is something I will appeal to in order to support my view. A view

that presents a univocal and objective standard of rationality has trouble with

these dynamic features. However, I do want to say that being responsive to

questions of truth, accuracy and empirical evidence is never the only consid-

eration. In a social environment, being understood and being able to interact

with others around us can be more important than being right. This is the

129



reason I wish to question the inference described above.

3.4 Imagination and Rationality

In the previous sections, I argued that rationality depends on social

considerations rather than objectively correct computations. I argued that

these social standards for computation governed the skill of correct reasoning.

For this reason good judgment plays a role in rationality, over and above the

question of computational correctness. I also pointed out a problem with

this view. While there might be social standards for rational behavior and

computation, there is an explanatory gap. Without relying on the objective

validity of the real world, how is it possible to generate these standards? How

can there be agreement about standards of rationality without a fixed external

reality about which we are in agreement? Moreover, how can these agreements

be responsive to empirical situations, and be dynamic in the sense that they

shift as we acquire information about our environment?

I propose to fill this gap with another feature of judgment. Judgment

is a feature of rationality in more than one sense. The final piece of the puzzle

is imagination. The claim I wish to defend is that rationality, for real humans,

consists of constraints on our imagination. These constraints represent another

aspect of good judgment.

In some ways, this probably sounds (deeply) counter-intuitive. Imag-

ination is commonly taken to be wild and unconstrained. Unicorns, dragons

and superheroes are the stuff of imagination. There are no rules, just flights
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of fancy. Imagination is taken to be the province of children, until they grow

up. In short, the opposite of “imaginary” is “real”. Rationality, above all, is

concerned with what is real.

Among the most rational of pursuits is science. And science is, above

all, concerned with what is real, with describing and understanding the real

world. It is for this reason that Pope Benedict has taken it upon himself to

inveigh against “rationalism” which leaves no room for the divine in its account

of the real world. So to start off with the claim that rationality is linked to

imagination probably sounds odd.

Interestingly, one might just as easily go the opposite direction. To say

that someone has a limited (or no) imagination is generally to insult them.

Limitations or constraints on imagination are taken to be a bad thing. So,

my claim that rationality consists of constraints on one’s imagination might

easily be taken to be a suggestion that rationality is a bad thing; that I, like

the Pope, wish to argue that we are over-reliant on reason or that we would

be better off “freeing our minds” from the limitations of rational thinking.

Since I wish to argue neither that rationality is not fundamentally con-

cerned with reality, nor that we would be better off “freeing” ourselves from

rationality, I had better explain what I mean by imagination.

By imagination, what I mean is the presentation of situations to our-

selves. This is somewhat of an abuse of the term as it includes present sit-

uations, as well as past and future situations. It includes situations that do
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obtain (or are thought to), those that might possibly obtain, and those that

do not and could not. So imagination, as I use the term, is similar to framing

effects; the manner in which we describe the world to ourselves.

At this point, the reader might be inclined to roll her eyes at the incred-

ible obviousness of my claim; my thesis has gone from being insane to inane.

We obviously reason within the boundaries of our conception of the world.

Surely decision making is future oriented. Who would dispute the claim that

we reason about situations as we understand them? Who would argue against

the view that the whole point of rationality is to understand and respond to

situations correctly?

However, it is this notion of “correctness” that is precisely the problem.

As I said before, the opposite of “imaginary” is “real”. The topic of rationality

is the consideration of the real, objective world. To be properly rational, we

should consider the world as it is. It is the objectivity that grounds a single

rationality that is the same for everyone. To say that rational agents reason

about situations as they understand them is largely moot, because a single

objective situation will be understood by all rational agents in the same way.

Because all rational agents are reasoning about the same objective reality, they

should all arrive at the same conclusions. Because of this, imagination is the

province of non-rational enterprizes, while rational enterprizes deal with the

real world.

It would help to consider a concrete example of this point. Perhaps

the most widely used and thoroughly developed theories of rationality is game
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theory, as used to ground economics. In its most basic form, the structure of

a game consists of three components: a set of players, a set of strategies or

actions available to each player, and a set of pay-off functions that links each

possible set of actions to an outcome. This structure is common knowledge.

Each participant in the game knows the structure, and knows that all the

others know it too.

So, in game theory, there is a shared understanding of three things.

Everyone knows who is involved in the game. They all know whose behavior

is relevant and must be considered and who, for the purposes of this situation,

can be ignored. Secondly, everyone knows all the actions she can potentially

take. Furthermore, she knows all the actions that are available to everyone else

involved in the situation. Finally, she knows the results of each of her potential

actions when coupled with the actions of the other participants, and the value,

to her, of those results. Furthermore, she knows the value of those results for

each of the other players as well. Rationality, then, consists of choosing that

action (or actions) which will maximize the value of the outcome to her with

the understanding that the other participants will do likewise.

My point, in talking about the importance of imagination, is that the

real work of rationality in this picture is presupposed to have already been

done. The real work of a rational agent lies in determining the structure of

the situation. A rational agent needs to figure out whose actions need to be

taken into account, and who can be ignored. She needs to determine what

options are available to her, and to the others involved, and what would be
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the consequences or results of those actions when coupled with the actions

of the other participants. Finally, she needs to determine the value of those

consequences both to her and to the others in order to anticipate the actions of

the others. In other words, maximizing expected utility is at best secondary to

rationality. The primary work of rationality lies in determining the structure

of the situation, and this requires imagination.

The issue here is about the role of an objective situation in rational

consideration. Game theory, in this form, takes the structure of the situation

to be objectively given. As a result, each participant in the game, responding

to the same objective situation, has the same understanding of the situation.

The structure of the game is common knowledge precisely because it is part of

an external, objective reality. Every player is responding to one and the same

situation. Interacting with others is much like playing a game of chess. In a

game of chess, each player knows who is involved in the game. Each player

understands the rules of the game; how the pieces move, etc. And each player

understands the objectives of the other player; to win the game by capturing

the other person’s king. Common knowledge of these rules is a precondition

to playing a game of chess.

My claim about imagination is two-fold. The first is that chess is a

highly artificial form of human interaction, and not a good choice for an ex-

emplar of all human interaction. The second is that even in chess, when it

is played by humans, imagination plays a crucial role. While we understand,

in general, the structure of the situation by knowing the rules, the actions
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in particular situations requires a considerable amount of imagination. The

combinatorial explosion of potential sequences of moves quickly overwhelms

our ability to consider all of them. If it did not, chess would be a very boring

game, like tic-tac-toe. Because it is possible to consider every outcome of ev-

ery move in the game, every game of tic-tac-toe ought to end in a draw. As

a result, people get bored and stop playing. However, even in a highly struc-

tured situation like chess, players must imagine which sequence of actions they

might initiate, what the outcome of this sequence would be, and what is the

value of this outcome.

To be fair, it should be noted that what I have described is game theory

in its simplest form. Game theorists are well aware that common knowledge

of the structure of an interaction, gained from an observation of an objec-

tive situation and coupled with common knowledge of the rationality of the

other participants in the situation is not realistic. As a result, they have

developed many “refinements” of game theory that relax these assumptions.

The problems is that the refinements are built into the structure of the game,

which remains common knowledge. At best, this pushes the problem back a

step. While the structure allows for imperfect knowledge of the situation, the

structure remains antecedently given. In “Games with incomplete informa-

tion played by Bayesian players” (1967-8) Harsanyi proved than any situation

in which there is incomplete knowledge of the structure of the game can be

modeled as a situation in which the players have imperfect knowledge of the

situation within a single structure. However, the problem remains that players
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must have complete knowledge of all potential structures that the game might

have. So the problem remains; the imaginative work required to understand

the situation has again already been done. It is presupposed, and antecedent

to rationality, not a part of rationality. So long as there is a single structure

that is common knowledge, a shared understanding of the situation is presup-

posed. For game theory to work, the structure of the game must be common

knowledge.

Now, if rational decision making requires imagination to determine the

structure of the situation, there is a considerable problem. If we can rely on

awareness of an objective situation to underwrite a shared understanding of a

situation, we can count on coherent interactions between individuals. If one’s

understanding of a situation is the work of her imagination, we cannot count

on such coherence. So this is what I want to argue: the real work of rationality

is creating a shared sense or understanding of reality.

Because we need a shared understanding of situations, not just any

imagination will do. As I said before, rationality consists of constraints on

imagination. It is these constraints that create a situation of shared under-

standing. Insofar as we operate within these constraints, we can expect to

be able to understand other people. In other words, we are rational to the

extent that our imaginative understanding of a situation falls within certain

allowable and expected boundaries. To the extent that they do not, we are

irrational or, another way to put it, our behavior is incomprehensible. On my

analysis of rationality, these two amount to the same thing.
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At this point, one might ask why we should think that this is rationality.

Most people agree that there are framing effects in decision making, but why

think that these effects constitute rationality? In other words, one might

respond to my thesis in the following way: “Ok, fair enough. Humans don’t

get the structure of decision problems for free. I will even grant that ordinary

humans do indeed use framing effects to determine this structure. But why

take this to be rationality? Why not take this to be another cognitive function

that precedes rationality, as in: first comes the framing, in which we determine

the structure of the decision problem, later comes the rational decision making

in which we solve the decision problem and determine what we should actually

do?”

There are a number of problems with such a view. The primary problem

is that it makes rationality uninteresting. Rationality has a normative, or at

least a prescriptive aspect. Rationality informs us about what we should do, or

at least what it would be best to do. Without any objective way to determine

what is best, the advice of rationality is reduced to a platitude. Rationality

gives us Ben Kenobi’s advice: “you must do what you feel is right, of course.”

This is not very helpful or informative.

Economic rationality is interesting because it prescribes that we do

what is best from a common perspective of the objective situation. This fact

is easy to overlook because the common perspective given by a shared structure

is presupposed. However, even game theorists are aware of the problems that

can arise without this shared structure. For example, in “beauty contest”
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games players pick a number between 0 and 100, and the winner of the game

is the one whose response is closest to one half of the average of the numbers

given. The optimal response, among rational players, is 0. However, among

real people, the “optimal” response is sub-optimal in the sense that it tends

to lose. The optimal response, then, is optimal only insofar as there is a

shared understanding of the situation: rational players who play the optimal

strategy prescribed by rationality. Since this background assumption tends to

fail, a winning strategy must take the situation, as understood by the other

participants, into account. Since the optimality of economic rationality is not

guaranteed where the common knowledge structural assumptions are not met,

the rationality of optimizing play within false assumptions is highly dubious.

For rationality to be normative or prescriptive, it must give advice that is

useful in the real world. This requires a shared understanding of the structure.

Without it, being rational (in the economic sense) is not a rational strategy,

which is just another way of saying that the content of rationality is lost.

A second problem with taking rationality to be just the decision making

aspect after the structure has been established is that it does not match our

intuitions or understanding of rational decision making. For example, once a

friend of mine, a fellow graduate student in the UT philosophy department

was telling me about a planned trip to Las Vegas for a wedding. He outlined

his plan for playing roulette while he was there: he would place a $1 bet on

black. If he won, he would do it again, and if he lost, he would double his bet

after each loss until he won, betting $2 then $4 then $8 and so on. I told him
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that, mathematically, he was guaranteed to go broke in the long run. I told

him about the Martingale convergence theorem which says, in simplest terms,

there is no strategy for playing a sequence of negative expectation games that

yielded a positive expected result, and that eventually he would hit a sequence

of results that would take all his money.

My point here is that while I think my friend was misinformed, I do

not think he was irrational. Neither is it the case that everyone who plays

a game of chance in a casino is irrational, even though all the games have

negative expectations. In particular, my friend’s case is about the short term,

while the Martingale convergence theorem describes the long term. Since he

was only playing for a weekend, it is entirely possible that he would have won

money at the end of the time, despite the fact that his plan was riskier than he

imagined. In the end, I recommended that he fix an upper boundary on what

he was willing to risk, say $128 and if he ever hit that unfortunate sequence of

8 losses in a row (which is unlikely over a short time, but will surely hit in the

long run), he should accept his fate and stop playing. The point however, is

that I do not think that my friend (or his strategy) is irrational, even though

it violates the demands of economic rationality.

This idea is supported in two significant paradoxes of rationality; the

Allais paradox and the St. Petersburg paradox. The Allais paradox occurs

when people are presented with a pair of choices:

Choice A:

100% chance of $1 million
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Choice B:

89% chance of $1 million

10% chance of $5 million

1% chance of $0

Choice C: 11% chance of $1 million

89% chance of $0

Choice D: 10% chance of $5 million

90% chance of $0

People presented with these options (A vs B and C vs D), tend to

prefer A over B but prefer D over C. This violates the axioms of rational

choice theory, in particular the independence axiom which states that agents

who prefer lottery A over lottery B continue to prefer A over B even when

they are both mixed with another lottery. The significant point here is that,

even when this violation of rational choice theory is pointed out to them, they

do not modify their preferences, nor do they ascribe to their preferences (or

those of others who do the same) the property of irrationality. Attributions

of irrationality, in this case, do not follow the expectations of what rational

choice theory dictates is irrational.
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Similarly, the St. Petersburg paradox is as follows: suppose someone

offered you the chance to play the following game. After paying some amount

of money (to play the game) a fair coin will flipped until it lands tails. For

every flip the player’s winnings will double. In other words, if the coin is

flipped n times before it lands tails, the player will win 2n dollars. According

to rational choice theory, the player should be willing to pay any amount of

money to play this game, as it has an infinite expectation. Normal people are

generally willing to pay about $20 to play, and do not modify this amount even

when the expectation is pointed out to them. In effect, my friend was offering

a version of the St. Petersburg game to the casino, and the casino is perfectly

willing to play. However, here again, people do not ascribe irrationality to

unwillingness to risk large amounts of money to play the St. Petersburg game.

So when do we ascribe irrationality to the behavior of others? The

answer seems to be when that behavior violates shared expectations or con-

straints on permissible understandings of the situation. This can fall into

two types: behavior that violates an expressed understanding of a situation

(Moore’s paradox and weakness of will), and behavior that violates what ex-

pected constraints on the understanding of a situation (the people, actions,

and outcomes involved). In both cases, irrational action primarily strikes us

as puzzling, incomprehensible behavior.

The first type of irrational action involves scenarios in which a person’s

(chosen) behavior violates an avowed understanding of a situation. G. E.

Moore argued that it is incoherent to utter sentences of the form “P but I do

141



not believe that P.” Whether or not there is a logical inconsistency here, there

is clearly a violation of expected behavior. One would be very puzzled upon

encountering someone who sincerely uttered “It’s raining, but I do not believe

that it is raining.” The reason, at least in part, for this confusing nature, must

be that the person can be taken to be committing herself to an understanding

of a situation that includes both P and not-P, or that it is both raining and not

raining. Whether or not such an utterance is logically inconsistent, it would

be hard to argue that someone who sincerely uttered a Moore type sentence

would not be irrational. One expresses an understanding of the situation (that

it is raining) and then expresses an alternative understanding that rules this

out (that it is not raining).

Similarly, the irrationality of weak-willed behavior seems to follow from

a violation of an expressed understanding of a situation. If I assert that I

should go on a diet, or that it would be best for me to go on a diet, but then I

proceed to eat lots of cake, my actions seem to violate my understanding of the

situation. By my own lights, my behavior is irrational: I am not doing what I

claim it would be rational for me to do. An observer would be puzzled by my

behavior (“I thought you said you should go on a diet!”). Once again, it is the

fact that my behavior does not match the understanding of the situation that

I profess to hold that leads to attributions of irrationality. In both cases, I

claim one understanding of a situation, and then act as though I had another

understanding. This is what leads to confusion and attributions of irrationality

by observers.
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Perhaps more interesting is the second type of attributions of irra-

tionality. These seem to fall into three types: understandings of situations

that include impermissible agents, impermissible actions, and impermissible

outcomes. An example of impermissible agents would include attributions of

irrationality to belief in the supernatural. If my understanding of a situa-

tion required me to take into account the actions of ghosts or leprechauns, I

would widely be regraded as irrational. People would generally be confused

about why I thought I needed to consider how the leprechauns would respond

to my actions. Interestingly, such attributions of irrationality would vary ac-

cording to the expectations of the social situation. Colleagues in a biology

lab would think me irrational if I considered how God would respond to my

experiments. However, fellow church members would think me irrational if I

ignored any consideration of how God would respond to my actions. Attri-

butions of rationality and irrationality to an understanding of a situation can

vary according to context and social expectations, which is precisely my point.

Similarly, we attribute irrationality to those whose understanding of a

situation include outcomes that are ruled out, or place a value on outcomes

that is out of line with a common understanding of a situation. An example

of this would be the “irrational exuberance” of a stock market bubble. For

example, we attribute irrationality to those who take the potential profitability

of AOL to be commensurable to the proven assets and earning potential of

Time-Warner.

Finally, we attribute irrationality to those who consider or attempt
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actions that are not available to them. This might be related to a failure to

understand the outcome, for example if I tried to run a marathon when it is

clear that I would collapse long before the end. Perhaps least common, and

most irrational, are when I consider actions that are not commonly understood

to be available to me. If I were to consider bending a spoon with my mind

or jumping across the Grand Canyon as actions that are available to me, I

would be considered to be highly irrational. Again, it is hard to separate

considering impermissible actions with impermissible expectations about the

results. The results of an attempt to bend a spoon with my mind or jump

across the Grand Canyon would not match my (irrational) expectations, the

latter in a far more significant way than the former. Nevertheless, we consider

those who seriously consider undertaking actions that are not possible for them

(on our understanding of the situation) to be irrational.

So my point here is that the language of rationality and irrationality

seems to include the understanding of a situation. For this reason, I claim that

rationality has more to do with constraints on permissible understandings of a

situation, which is to say, on permissible constraints on the potential structure

of decision problems. It is to the nature of these constraints that I will now

turn.
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3.5 Psychology and the Rationality of constraints on
Imagination

At this point, while I have offered an alternative to reliance on common

knowledge of the external world as providing the basis of agreement about the

structure of decision problems that is required for rational interaction, I have

yet to answer the questions with which I began the previous section. Appeal-

ing to constraints on the imagination we use to understand situations, or in

other words, good judgment (imaginative understanding that satisfies these

constraints), and to the social pressure that is involved in encouraging others

(and ourselves) to satisfy those constraints, only goes so far. In order to gen-

erate a shared understanding of situations, we must have shared constraints.

Furthermore, I have yet to explain why it should be that these constraints are

responsive to empirical knowledge. While the latter must wait until after a

fuller discussion of the particulars of various constraints, I wish to say a bit

about the former question in this section.

In order to do this, I need to describe the sorts of constraints I have in

mind. In the next several chapters, I will devote a large amount of space to

considering different types of constraints. These constraints should be realis-

tic from a human perspective. I am interested in human rationality, not an

ideal rationality from perfect reasoners who are governed only by mathemat-

ical constraints. I will divide these constraints into four types; physical and

physiological, psychological, cognitive, and social. There is, of course, con-

siderable overlap and interaction between constraints of different types. The
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division I propose is primarily a function of the source of the constraint.

Physical and physiological constraints are a product of our physical

constitution. Human brains and bodies function in certain ways and, as a

result, some things are easy and natural for us, while others are impossible.

Psychological constraints are the result of the biases and heuristics that we

employ in problem solving. Cognitive constraints are the result of the con-

ceptual system that we employ in reasoning. Finally, social constraints are

the result of the pressures of the expectations of others when we interact with

them.

These divisions are highly artificial. For example, it may turn out that

psychological and social constraints represent little more than the interplay

of our physiological and cognitive systems. But since cognitive science and

neuroscience are not at a level to demonstrate this, it is easier to keep them

separate. My point is simply that my “types” of constraints are a matter of

convenience more than of truly disparate phenomena.

In these chapters, I will look at empirical research from psychology,

economics and neuroscience. This sometimes leads people to ask whether

what I am doing is philosophy or psychology. I think that is a question worth

addressing.

The distinction, as I see it, between philosophy and psychology is pri-

marily one of focus. Philosophers are interested in addressing questions of

meaning and significance. Psychologists are primarily interested in questions
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of fact. In short, the questions that interest psychologists can be answered by

empirical research, while philosophical questions cannot. This is a truism, but

it often leads philosophers to the invalid conclusion that philosophical prob-

lems can (or in a stronger version, must) be approached without regard to

psychological research.

The problem is that there is no question that we must begin with psy-

chology. Rather, the only question is what sort of psychology we should use.

When philosophers examine the philosophical questions and issues of ratio-

nality, they must begin their investigation with a psychological background.

My complaint is that the philosophy of ideal rationality starts with the arm-

chair psychology derived from an investigation of how we talk about rational

decision making. This is to say that the philosophy of rationality is largely a

product of an extensive refinement of folk psychology. I propose that we must

replace the armchair psychology that many philosophers use with empirically

grounded psychology. But either way, addressing the philosophical questions

must begin with some sort of psychology.

My interest in human rationality requires a starting point of empirical

research on what actual humans actually do. My interest, however, is in ad-

dressing philosophical questions of meaning and significance. For this reason,

the place to start an investigation of rationality is with the psychology of these

“unintelligent” non-cognitive functions. It is important to understand that this

is a starting point, not an ending point. To propose, as William James seems

to, that the analysis or description of bodily functions exhausts the question of
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behavior and decision making is to miss the philosophical question of meaning

and rationality entirely. For example, to look at hunger by investigating the

role of serotonin or blood sugar levels misses the role of hunger in our lives.

It is to ignore the habits that direct our actual behavior, the social situations

that give meaning and significance.

Nonetheless, if we ignore the physiology, what I will call impulse, then

we lose an empirical grounding on which the investigation of rationality and

meaning can be built. Without this attachment to the real world, to actual

humans, we quickly drift off into an ideal realm. In many, if not all, re-

spects, this is the motivation for looking at ideal rationality. Ideal rationality

is exactly what happens when the study of rationality is divorced from an em-

pirical study of humans. If the only criteria we are responsible to are those of

mathematical optimization, we quickly develop a mathematical theory of ideal

decision making. The mathematical elegance of this theory notwithstanding,

without this tie to humans and human decision making, ideal rationality is

nothing more than a castle in the air. It doesn’t describe anything, especially

not actual human rationality. If anything, it is a decision theory for God, who,

knowing everything anyway, probably doesn’t need advice on decision making.

For this reason, I will look at impulses, physiology and neuropsychol-

ogy as a starting point to ground an account of rationality in actual human

functioning. Any theory of human rationality must be responsive to this in-

formation, and must grow out of it. But, I should reiterate, this is a starting

point to an investigation of the meaning of rationality, not an ending point. By
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itself, this empirical data tells us little or nothing about rationality itself. It

is, as John Dewey says, as meaningless as a gust of wind across a mudpuddle.

It is only through human behavior and human interaction that this physiology

gains meaning, that intelligence and rationality can emerge.

It is through this grounding in empirical psychology and empirical in-

vestigations of human functioning that we can expect shared constraints to

arise. Humans, by and large, are more similar than they are different. We

have similar physiological structures, similar sense organs, similar perceptual

ranges, similar basic needs that must be met, and so forth. The constraints I

will describe are not plucked from thin air. They are not the result of some

clever individual (like Jones, the Rylean ancestor) saying “wouldn’t it be nice

if we all...” Rather they are generated in support of good human function-

ing. Insofar as the essentials and details of good functioning is shared across

individuals, especially individuals in a shared social context, we can expect

these constraints to be shared. My appeals to, and descriptions of, empirical

investigations in the coming chapters represents more than an attempt to pro-

vide empirical support for my arguments, though I will appeal to them in this

regard as well. The more significant purpose in appealing to empirical studies

is to provide a basis of shared human functioning in order to ground the claim

that these constraints can arise and be shared across a social context.

I should explain, briefly, how I can group constraints into these types,

while maintaining that rationality is primarily a social phenomenon. I have

argued that internal judgments about one’s own rationality is a secondary phe-

149



nomena. It comes as a result of internalizing the habit of explaining other’s

behavior. This is the opposite of the standard traditional approach to ratio-

nality, which holds that we first learn to evaluate the utility of actions and

choose the action that maximizes expected utility. The capacity to explain

that process is secondary, and auditory rehearsal of the the thinking that lead

to the decision. Rational decision making itself is unaffected by those around

us.

I claim that this is backwards. We learn first what constitutes an

acceptable answer to the question “why did you do that?” After we become

accustomed to answering this question when posed by others, we internalize

it and begin asking it of ourselves. Our internal evaluations of our actions

represents an attempt to justify the rationality of our actions by explaining

them to an imaginary audience. This gives the social component and the social

constraints a central role.

However, the purpose of my investigation of types of constraints is as

types of acceptable answers to the question “why did you do that?” So, for

example, if someone saw me eat an apple and asked me:

“Why did you eat that apple?”

I might give a physical response:

“I have a lot of apples”

a psychological response:

“I was hungry”

a cognitive response:
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“Apples are a healthy snack”

or a social response:

“My friend gave me some apples and would be offended if I threw them away.”

In each case, my goal is to explain my action by giving a (socially) acceptable

answer to the question.

Of course, answers cut across types and frequently allude to other ac-

ceptable answers. So the first two answers depend on the cognitive component

that part of our concept of apple includes that it is a (tasty) food, while the

cognitive response takes into account the social pressure to stay healthy, and

so on.

Also interesting is that I could give an answer that violated the con-

straints on acceptable answers, for example “because apples are red.” This

would leave the questioner confused, not knowing what type of answer this

was meant to be. At least this would elicit a call for further elaboration and

explanation, and, if it were unsatisfactory with regard to the constraints, to

the observer questioning my rationality. So if the observer asked why the color

was relevant and I said that red foods have a positive energy, many listeners

would not think well of me.

The point, however, is that types of constraints are types of acceptable

answers to calls on us to explain our actions. Permissible answers are accepted

without comment and the behavior, being properly understood, is accepted as

rational, if not always right. If I said “an apple a day keeps the doctor away,”

the listener might question the validity of the health benefits I was claiming
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for apples, but would certainly understand and accept my answer.
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Chapter 4

Physical and Physiological Constraints

In the last chapter, I offered various types of reasons someone might

offer to a simple question like “why are you eating that apple?” In some ways,

some of the answers I offered were unusual. For that matter, the question itself

is a bit odd; eating an apple generally needs no explanation. The behavior is

so common that we generally expect that we can guess the answer, and do not

bother to ask the question.

Nevertheless, if the question is asked, the answer “I have a lot of apples”

would not be the one we expected. This does not mean that we would be

unable to understand what is meant by such an answer. Think for a moment

about how you would interpret such an answer. I expect your interpretation

would be something like this: somehow or other, I acquired a lot of apples

(maybe there was a sale on bags of apples last time I went to the grocery

store). However, apples will go bad if they sit too long. Not wanting to waste

my apples, I endeavor to eat them all before they go bad.

So, from this simple answer, it is possible to imagine a scenario in which

I, as a rational agent, could give such an answer. Notice that, besides beliefs,

desires, and values, this story attributes to me a bit of common sense world
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knowledge about apples. The point is that, in imagining a scenario to explain

some behavior (verbal or overt), or in determining the structure of a decision

problem, our imagination must respect certain features of the world and how

the world works.

4.1 The Nature of Constraints

Before beginning this discussion, some discussion of the nature of con-

straints is required. In chapter 2, I presented an analysis from Artificial In-

telligence programming by Vladimir Lifschitz. I argued that this approach

represented more of an interaction between the judgment of a programmer

and the computation of the computer. In many respects, the constraints on

imagination are not unlike those given in my discussion of Lifschitz’s monkey-

banana problem in chapter 2. It is important to note that the source of these

constraints was the programmer, a human with ordinary common sense. More-

over, the purpose of these constraints was to generate a solution that would

be deemed acceptable by that human. By satisfying those constraints (at

least in this toy example), it was possible to generate a scenario that would

seem acceptable to humans. In this sense, what is represented is less artificial

intelligence than human intelligence, coded into a program.

However, I think that Lifschitz is right in depending on these common

sense constraints in order to govern rationality. This case is useful in forcing

us to consider limitations and assumptions that we typically employ without

thought. By making them explicit, in order to code them into the program,
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we are forced to think about the limits and requirements of an acceptable

understanding of a situation. We know, for example, that a monkey cannot

push a box it is standing on. In imagining a scenario in which the monkey

obtains the bananas, none of them would involve the monkey pushing the box

while standing on it. This is because our imagination is limited by a common

sense understanding of physics, sometimes called “folk physics.” It is, of course

in principle, possible to imagine a monkey who can move boxes while standing

on them. However, we do not generally expect this to happen and, when

imagining a realistic scenario where the monkey achieved its goal, such events

would not occur.

The constraints I will describe should be seen as bare-bones common

sense. They should sound ridiculously, painfully obvious to anyone. If a con-

straint does not sound wildly obvious (to the point that it would be irrational

to think that it didn’t normally hold), then it is probably not a rational con-

straint on imagination. I should also point out that they are, at least occasion-

ally, untrue. Over the next several chapters, I will provide empirical studies

that cast doubt on the strict validity of these constraints. But that is not the

point. The constraints are valuable because they are mutually known. We

know them. We know them so well that we employ them without thought.

Other people know them as well, and also employ them without thought. We

have a reason to expect that other people know them and use them, and they

have a reason to expect that we know them and use them. Therein lies their

value, far more than their validity. However, this is an argument for much

155



later.

This does point to a difference between the constraints I am describing,

and the beliefs that play a crucial role in traditional accounts of rationality. If

called upon to explain how the monkey should get the bananas in the monkey-

bananas case, it does not occur to us to consider a possibility where the monkey

flies to them: monkeys cannot fly. Moreover, it does not occur to us to ex-

plicitly rule out this possibility, nor does it occur to us to explain that, to get

from one place to another, the monkey must walk, or that, in order for the

box to move, it is necessary for the monkey to push it. These constraints are

not, in general, occurrent beliefs, in that we do not consider them explicitly.

They do not generally rise to the level of thought unless forced by an unusual

situation, for example, programming a computer that does not know these

things and is just performing computations. The beliefs in traditional theories

of rationality, in general, are occurrent beliefs. They are beliefs that rise to the

level of thought. They are facts and considerations that we think of explicitly

and make direct use of in our considerations.

Another important aspect of constraints is that they should be under-

stood as defeasible. They should not be understood as constraints on imagin-

ability, on what we can and cannot imagine. Rather they are constraints on

how we understand the world, and they can be violated under certain circum-

stances. In particular, they should not be taken to be consistent, in the sense

that they never conflict. In general, the justification for violating some con-

straint is in order to satisfy another. For example, if I see something strange,
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for example a magic trick, I must choose between two conditions on my un-

derstanding of situations. On the one hand, I normally believe what I see. On

the other hand, coins do not come out of people’s ears. In this case, in the

context of a magic trick, I know that misleading perceptions are the norm, and

it would be irrational to believe that the coins really appeared in someone’s

ear. For this reason, constraints on imagination should be taken as holding

under normal conditions. Provided there is no information that suggests that

they do not hold in a particular context, we expect that they will hold, and

expect others to do the same.

The advantage of such an approach is that it provides us with a great

amount of flexibility in understanding situations and explanations. Since the

imagination is doing the work for us, and the imagination can encompass a

large number of possibilities, we have no trouble with novel situations or expla-

nations. Unlike a computational approach with rigid rules, human rationality

involves making sense of an enormous variety of situations. Because we invoke

imaginative resources we can make sense of the different and novel situations

(and explanations) we might encounter. Consider the example I started this

chapter. As I said, “I have a lot of apples” is not an explanation one would

normally expect. However, we are able to imagine a way that this makes

sense, a way in which it provides understanding of some behavior. Because

our imagination is flexible enough to make sense of this answer, but not so

flexible that it is possible to provide a large number of understandings, most

of them wrong (or at least not what was meant), it is possible to give a short
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answer and rely on the listener’s imagination to fill in the blanks, and come

close to the scenario that I intended to communicate.

This brings me to a final issue I wish to discuss briefly here: the nar-

rative structure of rationality. While I will discuss this in more detail in later

chapters, for now, I need to introduce the idea. It is somewhat misleading

to use the word “narrative” as this suggests fiction; something that is simply

“made up” or invented, and not related to reality. Or, more accurately, it

suggests that reality is something we invent as we go through life. This is a

common feature of many philosophical approaches to life. The idea here, often

associated with existentialism or some eastern philosophies, is that life and the

world are what we make of them. We invent ourselves as we make decisions

and live our lives, that we all, in some sense, “write our own stories.” While

there may be some kernel of truth to this idea, my suggestion is that this is

backwards, it represents putting the cart before the horse.

My point, rather, is that our ability to understand explanations like the

one about the apples, or how the monkey gets the bananas, depends on our

ability to create a particular sort of narrative. Our shared understanding rests

on agreements on acceptable narrative structure. In the monkey and banana

case, we appeal to particular characters (the monkey), particular objects in

the environment (the box and the bananas on a string), particular actions

in a particular sequence (the monkey should walk to the box, push it under

the bananas, climb on the box, then grab the bananas). This is not a terribly

interesting narrative, but it must have this structure for us to understand what
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happened.

When it comes to rationality and interacting with the world, we must

have additional constraints on this narrative structure. Rationality requires

additional limitations that I will describe over the next several chapters. How-

ever, in simple terms, when it comes to rationality and understanding the

world, we cannot populate our understandings and narratives with magic, or

flying monkeys, or angels that bring the bananas to the monkey, or demons

that keep them out of reach. If we do, we would be labeled “irrational.”

However, while narrative structure represents the most general and

basic constraints on our imagination and understanding, it leaves a lot of

room for variety. This is where narrative, in the sense of fiction, is relevant.

Narrative, in the sense of fiction, consists of relaxing or discarding certain

constraints on imagination. We have no trouble in understanding stories about

worlds that follow different rules from our own. We are not deeply confused

when we read “The Wizard of Oz” which concerns a world that is populated by

flying monkeys, or the Harry Potter books in which the characters have magic

powers. This is due to the fact that other constraints are kept. The characters

are still recognizably human (even the ones that are not actually human). We

understand them, we make sense of their motives, we know why they are doing

what they are doing. We understand the ways in which they make sense of

their worlds, and how they respond to events that happen around them.

This is why I am not suggesting an existentialist type perspective in

which it is entirely up to us what we make of the world. It is crucial that
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the ways in which we make sense of the world around us has limitations and

constraints. In fiction, we can relax those constraints, but in interacting with

others in our real lives, we cannot, lest we be judged incomprehensible and

irrational. Narrative, in the sense I am using the word, when used for un-

derstanding the world, precedes narrative in the sense of fiction. We can un-

derstand fictional narratives because we are able to understand the narratives

that structure our understandings, and then imagine what the world would be

like if some of those constraints no longer held. So, while the word “narrative”

is somewhat problematic and has implications that I do not mean to endorse,

I must use it for lack of a better word.

4.2 Physical and Perceptual Constraints

Physical and perceptual constraints are particularly important because

they lay the foundation for shared understanding. Shared human physiology

can get a shared understanding off the ground. However, we should not forget

that there is still a lot of work to be done. The real questions of meaning

and significance cannot be addressed at this level. We cannot capture rational

interaction with an appeal to the fact that we are all human and have similar

organs.

It is important to understand that talk of rationality is loose at the

level of the physical world and perception: it is expected that everyone will

follow these constraints because we have the same physiology. It is not a

matter of choice or intentional application of constraints on imagination. More
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often, there is talk of irrational behavior, but little talk of rational behavior.

Furthermore, the irrationality here is most often taken to be a symptom of a

disorder or physical damage associated with diseases such as autism or brain

damage resulting from a stroke or a tumor. For example, infants (and adults)

with autism do not respond normally to facial expressions, the macrocephalic

savant Kim Peek (the inspiration for Dustin Hoffman’s character in Rain Man)

cannot interpret metaphors or metaphorical reasoning, and Antonio Damasio’s

Phineas Gage made systematically bad decisions after he suffered damage to

his brain.

While I have talked a bit about constraints on our understanding of the

physical world in the previous section, I should say a bit about constraints on

our perceptual understanding. Vision, hearing, smell, taste and touch occur by

human mechanisms that are shared by the overwhelming majority of people.

Human beings perceive light in the visible spectrum, sounds in a particular

audible range and so on. As a result, we can expect that what is visible to us is

seen by others, what we hear is heard by others. This is generally seen as prior

to rationality, and outside the realm of rational decision making. However, an

appeal to objects that are not visible to others, sounds that others do not

hear, or other sensations not available to others is frequently characterized as

irrationality (if not insanity).

Interestingly, the word “irrational,” when used in this sense, is not re-

lated to the subject of rational decision making. In many respects, this is

correct; color blindness or deafness is not irrational. However, there are areas
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in which those suffering from physiological defects are characterized as irra-

tional. This is a more interesting topic, but it is important to understand

that a shared physiology of sensation does underly much of our shared under-

standing of situations. Typically, appeals to physical or physiological factors to

explain one’s behavior is useful for producing simple answers to easy questions.

Answering “I had an apple” when asked about eating an apple will not lead

to further discussion, provided the questioner is not interested in why I ate an

apple instead of something else. In other words, for a decision that required

little or no deliberation, an answer that appeals to physical circumstances will

be understood and accepted without further discussion. This is significant

in that the physical circumstances involved with being a human living in the

world is taken to be common knowledge. However, because it is taken to be

common knowledge, these explanations are taken to be non-answers. If I tell

you that I was eating the apple because it was there, you might be annoyed:

you already knew that, and I should have known that you knew that. So,

for pragmatic purposes, appeals to physical circumstances are sometimes un-

satisfactory explanations. This is not because they are incomprehensible, but

because they are too comprehensible. Such an answer would not be an issue

for a rationally acceptable answer, except insofar as the questioner might not

understand my purpose in violating a pragmatic principle. This is an issue

that I will address later.

It is also important to understand that it is here, with respect to per-

ception and the physical world that the traditional approach to rationality is
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on its firmest footing. If there is a case to be made for the view that rationality

is based on common knowledge of an objectively valid logical space, it will be

by appealing a special access through perception to the real (physical) world.

I contend that it is because acceptance of constraints is so widespread that it

is easy to think that it is universal because of its validity. It is so common,

and attributions of rationality (and irrationality) are so rare that it is easy

to overlook its role. It is for this reason that in the next several sections, I

will focus on evidence that these constraints, and functioning within them, is

a learned behavior. It is not something that happens automatically, as one

might expect from a individualistic rationality borne of interacting directly

with a given, objectively valid world. Rather, it is acquired through a social

medium. Interestingly, the features that do seem to be innate, present even in

infants, seem to be the basic tools required to acquire this information through

that social medium.

4.3 Physical Constraints

One of the most basic constraints on our imagination and understand-

ing, and one of the hardest and least likely to be violated, is the idea that

things (everything in fact), happen for a reason. The flip side of this is the law

of common sense inertia: situations do not change until something changes

them. A precondition to our ability to understand the world is the attitude or

assumption that the world is understandable. In order for us to make sense

of our environment, we must assume that our environment makes sense, that
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there is some answer to the question “why?” There is nothing so likely to be

judged irrational as violating this constraint. The world is taken to be regular,

and to obey laws. Without this, nothing else can get off the ground.

With this constraint, that reasons are to be had, the most important

constraints for understanding the physical world come in the language of cau-

sation. These govern the types of reasons that are acceptable. In effect, the

reason something happens is its cause. At this level, reasons talk and cause

talk become intermixed. In order to properly understand the world around us,

we must specify causes (which amount to reasons) for the events we observe.

This causal structure determines the constraints on the imaginability of events

and sequences of events in the world. Sequences of events that fall outside this

structure are (generally) incomprehensible, and difficult to imagine even in

fictional settings.

I should make two points before proceeding with my discussion of cau-

sation in the physical world. The first is that the language of causation is as

much a part of the psychological world as the physical world. Agentive lan-

guage is the language of persons who cause events, and are caused by events.

For this reason, these constraints apply equally well to material for later chap-

ters, especially the next, on psychological constraints. In particular, there is

a reason why agents act, just as there is a reason why events happen. How-

ever, with regard to agents, the issues are more complex. It should be kept

in mind that causal considerations remain a large part of the constraints on

imaginability.
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The second point that should be kept in mind is that the constraints on

on imagination of the physical world often violate our best theories of physics.

Moreover, they tend to violate even good theories of physics, like Newtonian

Mechanics. This is not necessarily a problem. The primary import of these

constraints is to create a situation in which there is agreement about events

in the world, and what constitutes a reason for an event to happen. Empirical

accuracy is, at best, a secondary concern. Therefore, it is no objection to these

constraints that they happen to be wrong, from the perspective of physics.

What matters is that they are understood, used, and expected to be used by

others. What is significant here is that the constraints allow mutual knowledge

of a logical space, rather than the (objectively valid) logical space.

In his article “Force Dynamics in Language and Cognition,” Leonard

Talmy investigates the structure of causal language. I should be careful to

note that Talmy’s interest is a linguistic investigation, in describing the se-

mantics of causal language. I will appeal to such linguistic investigations at

various times, and I should take care what I mean by doing so. Semantics, and

semantic theory, is often closely linked to the traditional theory of rationality.

Sentences are true, in the Tarskian sense described earlier, in the sense that

they correspond to the world. Semantics, then, is concerned with truth and

truth preservation that governs traditional rationality. I have already pointed

out that the constraints I am offering are (almost certainly) not true. They do

not correspond with the world as describe by our best theory of physics and

in this sense they do not represent an accurate depiction of the structure of
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the world. However, language is also a primary social medium through which

we interact with one another. It is through language that we offer explana-

tions and attempt to understand and be understood. The result of this is that

constraints on imagination often end up built into the structure of our lan-

guage. It must be so for language to be a tool for understanding one another.

I will argue later that it is often through learning the language that we acquire

these constraints. This is not to argue that mastering a language makes cer-

tain things unimaginable. Rather it is that the structure of language makes

certain imaginative flights uncomprehensible, and, hence, irrational. It is from

this perspective that I appeal to linguistic investigations. The constraints on

imagination can be expected to show up in language, because it is in language

that we make our efforts to understand and be understood, not because the

structure of language is (or should be) truth preserving.

So, it is with this in mind that I will discuss Talmy’s point. Talmy

describes describes causation as falling within a particular semantic category,

expressions related to the idea of a “force.” These terms govern how forces are

exerted, resisted, overcome, blocked, removed and so on. Talmy describes four

basic patterns that are structured around two entities, an “agonist” and an

“antagonist” and the interaction of the forces that they exert. The agonist has

a “force tendency,” of a particular strength, either toward action or toward

rest. The antagonist represents an opposed force tendency, also of a particu-

lar strength. This creates a situation with four basic patterns depending on

whether the agonist tends toward action or rest (and the antagonist tends to-
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ward the opposite), and whether the agonist or the antagonist represents the

stronger force. These are all taken as “steady state” force-dynamic patterns,

in that the forces are taken to be constant and unchanging.

Talmy’s first basic force-dynamic pattern consists of a situation where

the agonist has a tendency toward rest, but the antagonist has a stronger

force. In this case the antagonist overcomes the internal impulse toward rest

and produces action on the part of the agonist. This language is of extended

causation of motion. The agonist’s action is because of the antagonist’s force.

Consider the following sentences:

1. The ball kept rolling because of the wind blowing on it.

2. The boat was swept down the river by the current.

3. The bananas were carried by the monkey.

In each of these cases, the agonist (the ball, the boat, and the bananas re-

spectively) exhibit an impulse toward rest, toward remaining inactive. This

tendency is overcome by a stronger force by the antagonist that drives the

agonist to action, against its tendency.

The second force dynamic pattern is one where the agonist has a ten-

dency toward rest, and its force is stronger than the antagonist. In such a

case, the result is that the agonist remains at rest. In this case, the agonist

remains at rest despite the antagonist’s force. For example:

1. The shed kept standing despite the strong wind.
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2. The heater kept the room at a comfortable temperature despite the open

window.

3. The shelves held the books despite their great weight.

Here, the internal force or tendency of the agonist explains the lack of action,

despite the forces of the antagonist acting upon it.

The third force dynamic pattern is one where the agonist has a tendency

toward action, and a weaker antagonist fails to prevent this action. In this

case, though the antagonist is a hinderance to the agonist, the agonist acts

despite this interference. For example:

1. The ball kept rolling despite the stiff grass.

2. The water leaked out of the bucket despite the patched hole.

3. The fire burned the trees despite the rain.

In this case, the action is explained by the internal force or tendency of the

agonist toward that action. Fires burn, water leaks out of buckets with holes,

and rolling balls keep rolling. This action continues, and is explained by these

tendencies despite opposing forces. The explanation for these actions is that

the tendencies of the agonists is stronger than the tendencies of their respective

antagonists.

The final basic force dynamic pattern is one where the agonist has

a tendency toward action and the antagonist has a stronger force. In this
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case, the agonist stays at rest because of the antagonist, and the antagonist is

considered to block the action of the agonist. For example:

1. The log kept lying on the incline because of the ridge.

2. The car wouldn’t move because its battery was dead.

3. The bananas stayed in the air because of the string.

Here again is the language of causation. The antagonist causes the agonist to

remain at rest. The stronger force of the antagonist explains the rest, even

though the agonist has a tendency toward action. The action is blocked by

the force of the antagonist. So, while the bananas have a tendency to fall to

the ground, this action is blocked by the force of the string suspending them

in the air.

Talmy next extends his analysis beyond steady state force-dynamic

patterns to “shifting force-dynamic” patterns. These patterns deal with the

introduction or removal of an antagonist to a situation. These patterns deal

with the beginning or ending of an antagonist’s force that opposes the agonists

tendency. In each of these patterns, the antagonists force is stronger than the

agonists force and so the introduction or removal of the antagonist produces

a change in the agonist’s behavior.

The first two patterns deal with the introduction of an antagonist. The

first is one where the agonist has a tendency toward rest, while the second it has

a tendency toward action. This introduction produces a situation where the
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agonist changes from a state of rest to a state of action, a situation of starting

in the first pattern. The second pattern produces a situation of stopping,

where the agonist changes from action to rest. This change is caused by (the

introduction of) the force of the antagonist. For example:

1. The ball’s hitting it made the lamp topple from the table.

2. The cue ball knocked the eight ball into the pocket.

3. The monkey pushed the box under the bananas.

In each of these cases, the introduction of an antagonist (the ball, the cue ball,

and the monkey respectively), cause the agonist (the lamp, the eight ball and

the box), to change from a state of rest, which it tends toward, to a state of

motion.

Examples of the second are:

1. The water’s dripping on it made the fire die down.

2. The brick wall stopped the flight of the ball.

3. The flip of the switch turned off the light.

Here the introduction of an antagonist causes the agonist to change from its

tendency toward some action (burning, flying, and emitting light) to inaction.

It is worth noting that the same object (agonist) can be seen as having an

internal tendency toward action and inaction, depending on how the situation
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is described. A ball can have a tendency toward rest and toward motion. One

could even describe one situation in a way that gives the agonist a tendency

toward rest or a tendency toward action. For example, I might say “the cue

ball knocked the eight ball into the pocket” or I might say “the eight ball

went into the pocket despite the spin on it.” The point here is that these force

tendencies are a product of how we understand and describe situations, more

than of innate features of the objects themselves.

The second two patterns deal with the removal of an antagonist. The

first is one where the agonist has a tendency toward action, that is blocked by

an antagonist. The second is where the agonist has a tendency toward rest

that is blocked by an antagonist. Removing this antagonist allows the agonist

to exhibit its natural tendency. For example:

1. The plug’s coming loose let the water flow from the tank.

2. The wind’s dying down let the dust settle.

These patterns of force dynamics can be considered as constraints on

the types of reasons for events that can be given, and on the imaginability

of certain sequences of events. Objects can be understood as having internal

tendencies and competing forces, so that the object with the stronger force is

the one whose tendency is realized. The tendency of an object toward some

particular behavior can be given as a reason for the existence of that behavior,

while other behavior requires another object, an antagonist, with an opposing

tendency and a stronger force.
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I will discuss these tendencies more in a later chapter during my dis-

cussion of conceptual constraints. However, for the time being, my interest is

in these patterns as an extension of the constraint that everything happens

for a reason. The types of acceptable reasons generally involve appeals to

the tendencies of agonists and the opposing tendencies of antagonists, whose

stronger forces compel behavior that is against those agonist’s tendencies. Un-

derstanding a situation in a manner which violated these patterns would gen-

erally make no sense. Understanding or imagining events that did not appeal

to object’s tendencies, or their tendencies being overcome by an antagonist

with a stronger force would be tantamount to imagining events that happen

for no reason. A person with a tendency to sincerely utter such violations (and

who had mastered the language) would be seen as irrational.

At this point, a brief digression about attributions of irrationality is in

order. All of my claims about attributions of irrationality have been accompa-

nied by various caveats and hedges, like the person is sincere, and understands

the language, and so on. This is due to the fact that attributions of irrational-

ity tend to come as a last resort. We typically try to find another way to

interpret some behavior. Behavior, like all events, must have some (reason-

able) explanation. If any explanation is available, we tend to prefer it. If we

fail to find one, if no other interpretation is forthcoming, we are left with no

alternative but to think the person is irrational. An attribution of irrational-

ity is a last ditch reason to explain incomprehensible behavior. There must

be some explanation, but nothing else works. Thus, the only explanation left
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is some character flaw that involves a tendency to behave incomprehensibly.

This language fits exactly with the force dynamic language presented above.

Humans, by and large, are seen as having a tendency toward behaving ratio-

nally and offering comprehensible explanations. If this fails, there must be an

antagonist, for example a mental flaw, whose stronger force causes the irra-

tional behavior. On the other hand, it is also possible to describe the situation

as being one in which a person has a tendency toward irrationality that is ex-

pressed despite the normative force of rationality. There is no escaping from

these constraints, nor would I wish to do so, as my goal is to communicate

an idea. At any rate, from this point, I will stop including the caveats. I will

ask the reader’s indulgence; I know that it does not necessarily mean that a

person is irrational, that other explanations might be possible. I ask that the

reader understand these claims as assuming that these other explanations are

ruled out.

While I take Talmy’s semantic characterization of language as prima

facie evidence for the existence of a shared constraint on how we imagine the

world to operate, more needs to be said to defend this claim. There is empirical

evidence for this claim, that people understand causation and events in terms

of causal powers and tendencies (White 1995, Wolff 2003, 2007, Wolff and Song

2003, Shultz 1982, Walsh and Sloman 2005). These experiments suggest that

people tend to make causal attribution in the manner described by Talmy.

Perhaps the most revealing aspect of this literature are the experiments

that are designed to show that causal attributions make systematic violations
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of the traditional theory of (probabilistic) rationality. Subjects are taken to

exhibit irrationality when they make causal attributions for which there is no

statistical evidence of correlation (Chapman and Chapman 1982, Redelmeier

and Tversky 1996, Gilovich, Vallone, and Tversky 1985). Gilovich, Vallone,

and Tversky, in particular, provide an interesting investigation of the phe-

nomenon of the “hot hand” in basketball. The hot hand refers to the tendency

of basketball players, on particular nights, to make or miss an unusually large

percentage of their shots. This is usually explained in terms of confidence; a

player who is making shots plays with confidence and is more likely to continue

to make shots, while a player who is missing shots will lose confidence and be

more likely to continue to miss shots.

This idea is interesting because there is a large volume of data on

player’s performances. Gilovich et al. analyzed this data and found there is

no statistical evidence for the hot hand; sequences of makes and misses occur

at the rate predicted by chance. So, from the perspective of the traditional

theory of rationality, it would be irrational to explain a player’s performance

by appeal to a phenomenon of “having the hot hand” or “being cold” that

night. However, saying that the performance is a matter of chance is often

taken to amount to saying that there is no explanation or reason for a player’s

good or bad play. The hot hand, however, fits nicely with a force dynam-

ics approach. There is a reason; the player, on that night, had an unusual

tendency to make shots. This tendency, called “the hot hand”, explains the

events and makes them understandable in a way that chance does not. This
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point illustrates the difference between my account and the traditional theory

of rationality. On the traditional theory, sportscasters who appeal to the hot

hand are irrational; they are making a computational mistake, and forming

false beliefs, in a situation where they have the information needed to form

true beliefs. On my account, the sportscasters may be wrong, but they are not

irrational. They are appealing to a reason for the events that occur, and their

reason is understood and accepted by their viewers. Generally, their viewers

would not accept or understand the claim that good and bad nights happen by

chance, as this would be understood to mean that they happen for no reason.

Ironically, if their analysis was accurate, if they satisfied the demands of tra-

ditional rationality, they would likely be thought irrational by their viewers,

who would say “But, look! They’re doing so well tonight. There must be a

reason!”

Force dynamics as constraints on our imagination of the interaction

of objects and events can be nicely extended into our understanding of “folk

physics” (McCloskey 1983, McCloskey, Caramazza, and Green 1980). Folk

physics extends force dynamic constraints by adding various fixed constraints

on the behavior of objects, such as that unsupported objects fall down. Inter-

estingly, much of this research is concerned with intuitive models of physics

that must be unlearned by students who are beginning to study physics in the

classroom (Reiner, Slotta, Chi, and Resnick 2000, diSessa 1993, Slotta, Chi

and Joram 1995).

Reiner et al. (2000) offer a description of folk physics in terms of force,
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light, heat, and electricity. However, their discussion of folk physics centers

around substances. This is not a departure from the force-dynamic constraints

presented above, as agonists and antagonists are the sort of substances they

describe. Thus, the properties of substances are, in general, the sorts of ten-

dencies that agonists and antagonists can have. Again, I will discuss more

specific tendencies in a later chapter.

Folk physics concerns the behavior of substances. Reiner et al. offer a

list of general substance knowledge, though they make no claims about this

list being comprehensive, coherent, or integrated:

1. Substances are pushable (able to push and be pushed).

2. Substances are frictional (experience “drag” when moving in contact

with some surface).

3. Substances are containable (able to be contained by something).

4. Substances are consumable (able to be “used up”).

5. Substances are locational (have a definite location).

6. Substances are transitional (able to move or be moved).

7. Substances are stable (do not spontaneously appear or disappear).

8. Substances can be of a corpuscular nature (have surface and volume).

9. Substances are additive (can be combined to increase mass and volume).
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10. Substances are inertial (require a force to accelerate).

11. Substances are gravity sensitive (fall downward when dropped).

These properties of substances are learned at an early age, typically before the

age of 10, and sometimes already learned by infants. The first six attributes

are learned by preschool age (Reiner et al. 2000, Piaget 1930, 1973), with

some, like being pushable and locational, being known in infants as young as

four months old.

Reiner et al.’s discussion of force is much in line with Talmy’s semantics

of force dynamics. Force is thought of as a property (or, in Talmy’s words,

tendency) of a single object, consistent with the medieval impetus theory. The

impetus is a property of a single object, that can be transferred to another

object by contact. So a billiard ball that hits another transfers its impetus

to the second ball, which begins to move. Objects in motion have a supply

of force that keeps them in motion. This supply is used up over time, which

causes the objects to slow down and stop. Gravity, which appears to impart

action at a distance, is understood as an internal property, “weight” which

represents the tendency of an object to fall down, and it is a supply of force

that is not used up.

While in young children, light is considered as a property of objects,

older children give an account of light as a substance. This perception contin-

ues through adulthood, even in adults who have substantial training in physics
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such as physics instructors (Smith 1987, Guesne 1985). Light is considered to

be a fluid like substance that flows, mixes, and creates friction.

1. Light flows and can be at rest.

2. Light mixes as if it were a liquid.

3. Light creates friction upon contact.

4. Light, color, and shadows are inherent in an object.

So, for example, light can flow from the sun, and pool on the floor. Different

colors of light can be mixed, like paint, to create new colors, “in between” the

colors of the originals. Light creates friction, and so cannot penetrate opaque

objects, and can heat up other substances. So, in general, light interacts with

objects as a material, and in a mechanistic way. This is inconsistent with

other claims that light is a property of objects, like the sun or a light bulb.

People, especially children, have difficulty thinking of light as independent of

its source. This is more true of effects of light, such as color or shadows.

Similarly, folk physics gives a materialistic account of heat. Again, in

young children, heat (or temperature) is taken to be a property of objects.

After about age 9, children could conceive of heat as an abstract concept,

distinct from objects. Generally, older children think of heat (and cold) as

substances. In fact, the two are distinct substances that can be mixed, in the

manner that hot and cold water are mixed in a faucet.
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1. Heat and cold are inherent properties of an object.

2. Cold is a substance distinct from heat.

3. Heat and cold flow and have a definite physical location.

4. Heat and cold accumulate and can be contained.

So, as with light, after about age 9, heat and cold are viewed as “caloric”

substances, which flow through objects and from one location to another (Er-

ickson 1979, 1980, Albert 1978). This view is reflected in explanations like

“one side of a metal bar is hotter than the other because the heat takes time

to flow from one side to the other,” “when you put ice in a glass of water, the

cold scatters through the glass and cools down the water,” and “wax melts

quickly because it is a soft material, and easier for the heat to go through.” In

younger children, heat and cold are viewed as inherent properties of objects,

so heat and cold are viewed as hot objects and cold objects, such as ice or the

sun.

I claim that folk physics, as with my discussion of force, can be properly

views as constraints on acceptable and understandable explanations of events

in the world and the ways that we can imagine events to occur in the world.

Interestingly, Reiner et al.’s focus is on naive understandings of the world that

must be overcome and replaced as students begin to learn physics. However,

this effort is somewhat undermined by that fact that, in informal settings

outside the classroom, even physicists make use of these intuitive models of

physics (Slotta, Chi and Joram 1995, Chi 1992, 1997, Chi and Slotta 1993).
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This chapter, and the next three, turn around a key idea. The tradi-

tional account of rationality need not reject the idea that rationality is about

being understood. However, they accept the presupposition that the best way

to be understood is to be (demonstrably) right. This is illustrated beauti-

fully by the quotation from Leibnitz with which I began the first chapter. So,

as students learn physics, they should replace their false understanding with

a correct one, and hence replace their incorrect explanations of events with

correct ones. This comes from the idea that understanding, and being under-

stood, is closely linked with predictive power. Someone whose understanding

has more predictive power, and allows them to accurately expect events will

have the wherewithal to explain their view to others and convince them. Since

we have a strong interest in predicting future events, so that we can respond

effectively, we will abandon explanations with less predictive power for those

with more. This ties in with the idea that rationality is about the relation of

an individual with her environment. If an individual relates correctly, which

is to say rationally, with her environment, she will be more effective in ac-

complishing her goals. Others will see this and get on board, and the issue of

understanding will take care of itself.

However, a significant issue arises when we pull apart the ideas of being

understood and being right. If the two do not amount to the same thing, the

question arises if, and when, it is more important to be understood than to be

right. So, while physicists might know perfectly well that they are speaking

loosely, and not technically correct, they know that what they say is close
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enough. In other words, if they were to give correct explanations, they would

impose a significant burden on themselves and those around them. Moreover,

this burden would often be too great and they would not be understood by

those around them. As a result, even those who know better, play by the rules

of a language game of giving and asking for reasons. They offer explanations

that are in accordance with a false but shared understanding of how events

occur. I argue that this is rational, in fact it is the heart of rationality.

4.4 Perceptual Constraints

It is natural, at this point, to turn to constraints on our understanding

of perception; the manner in which we perceive the physical world. This is

because the perceptions of light, color, and heat are closely related to the

understandings of these features in the physical world.

This close connection exists because one constraint on our understand-

ing and explanation of the world is naive realism: we perceive the world exactly

as it exists, or, conversely, the world is as we perceive it to be. This is a weak

constraint, in the sense that it is often overridden. Most of us know better

(after about age 9), and will quickly abandon such ideas if they prove problem-

atic in a given situation. Nevertheless, we often talk this way, as though color,

heat, light, sound, etc. are inherent properties of objects that are directly

perceived.

We often employ a variety of (sometimes conflicting) constraints on

how the world works, and what perception is all about. For this reason, we
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often offer different kinds of explanations relating to perception. The simplest

view, naive realism, holds that perception is all about the direct apprehension

of properties that are inherent in substances. We tend to talk this way, and

offer explanations in these terms, especially when we are speaking “loosely” or

casually. So we speak of the book being red, the ice being cold, the lamp being

bright, and so forth. The book looks red (we see the book is red), because it is

red, the ice feels cold because it is cold. We give and accept such explanations

without a second thought.

As we get older, and learn more, we master a different, more compli-

cated, account of perception. On this view, perception of the world is medi-

ated. Vision of color is mediated by light and by the operation of our eyes.

We see objects and colors because they are illuminated by a light source. The

light flows from the source, bounces off objects, and is detected by our eyes.

As a result of this, sometimes we can “see things that are not really there,”

because of “tricks of the light” or because our “eyes play tricks on us.”

At this point, it will be useful to return to Sellars’ discussion of sense

datum theories and the logic of “looks.” Sellars points to the mismatch of two

distinct ideas:

1. There are certain “inner episodes,” e.g. the sensation of a red triangle

or of a C# sound, which occur to humans and brutes without any prior

process of learning or concept formation, and without which it would -

in some sense - be impossible to see, for example, that the facing surface
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of a physical object is red and triangular, or hear that a certain physical

sound is C#

2. There are certain “inner episodes” which are the non-inferential knowings

that, for example, a certain item is red and triangular, or, in the case

of sounds, C#, which inner episodes are the necessary conditions of

empirical knowledge as providing the evidence for all other empirical

propositions. (Sellars 1956 §10)

There is no mismatch here to the naive realist picture here. On this under-

standing, we know that objects are red because we see that they are red, and

we see that they are red because they are red.

The problem, as Sellars points out, is that as we grow older we notice

that often things look red, even when they are not. Or, rather, that our

perceptions of them can shift for what appears to be no good reason. At this

point, we must master a different sort of understanding, with different sorts

of explanations. These explanations involve the language of appearance and

“looks.”

So, consider the exchange between Jim and John in a tie shop with

newly installed electric lighting:

“Here is a handsome green one,” says John.

“But it isn’t green,” says Jim, and takes John outside.

“Well,” says John, “it was green in there, but now it is blue.”

183



“No,” says Jim, “you know that neckties don’t change their color

merely as a result of being taken from place to place.”

“But perhaps electricity changes their color and they change back

again in daylight?”

“That would be a queer kind of change, wouldn’t it?” says Jim.

“I suppose so,” says bewildered John. “But we saw that it was

green in there.”

“No, we didn’t see that it was green in there, because it wasn’t

green, and you can’t see what isn’t so!”

“Well, this is a pretty pickle,” says John. “I just don’t know what

to say.” (Sellars 1956 §14)

John is encountering a problem. Notice that Jim asserts a pair of significant

constraints on acceptable understandings of perception: objects (neckties in

particular) do not change color as a result of certain sorts of interactions

with their environments (such as being taken from place to place), and you

cannot see what is not so. These constraints, which the fact that Jim explicitly

endorses makes it harder for John to reject, together with the observed facts

about the tie, conflict with John’s other (naive realist) constraint; we perceive

the world as it actually is, or, in the terms Sellars uses, if we have an “inner

episode” of seeing that an object is red, then we know that that object is red.

John, properly influenced by Jim and others, learns the conditions un-

der which the latter constraint is defeated, and explanations and understand-

ings which make use of it should be suppressed (for example, when looking
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at ties under the electric lights in the shop). John learns, instead to say that

the tie looks green in the shop, though now he also says “The necktie is blue.”

John learns to distinguish between reporting his perceptions, as in “the tie

looks green,” without endorsing them, and reporting them while endorsing

them; “I see that the tie is blue.”

John, in learning this new constraint, becomes more rational in the eyes

of Jim and others around him. He learns that certain explanations are not

acceptable. In particular, we would take someone to be irrational who, like

John did in the exchange, continued to insist that objects were as we perceive

them to be, that the tie was green, but now, in daylight, it is blue. Moreover,

like Jim, we reject certain explanations, like John’s suggestion that the electric

lights turned the tie green, while the sunlight turned it blue. The acceptable

explanation is that the tie itself did not change, merely our perception of it in

two distinct conditions. There are other conditions, say the tie were dropped

in a vat of green dye, where such explanations would be perfectly acceptable.

Dye can change the color of a tie, while light cannot. This is a matter of

knowing (and sharing) the normalcy conditions under which a constraint can

be overridden. After being exposed to the dye, the tie will appear green

under normal conditions. In normal conditions, it is acceptable to offer the

explanation in terms of naive realism; the tie looks green because it is green.

In abnormal conditions, where the constraint is defeated, such explanations

are unacceptable and are taken to be irrational. In the tie example, where the

naive realism constraint conflicts with other constraints, we reject explanations
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that contradict one constraint in favor of those that that contradict the other.

The other constraint, that we “can’t see what isn’t so” is quite impor-

tant because it provides an explanation and a justification for a very conse-

quential constraint: the world appears to others just as it does to me. Jim takes

for granted that the tie looks the same to both of them. The fact that the tie

looks green to both of them in the shop and blue outside is unremarkable, and

passes without comment. Moreover, this constraint, that we see (or hear, feel,

smell, or taste) what is so, justifies the approach of traditional rationality. The

strong intuition that I discussed earlier, that rationality concerns what is and

is not so comes from this idea. We can expect that others will understand us

and share our understanding precisely to the degree that we are right, to the

degree that we succeed in understanding and explaining the world. This abil-

ity, these strategies for accurately explaining, understanding, and interacting

with the world is what constitutes rationality on the traditional theory.

In a sense, I am called upon to give an explanation for the fact that I

am asserting that we share knowledge and an understanding of the world while

questioning the claim that we know and understand these things because they

are so. If I do not, I am well aware that you will think that I am irrational

or at least that I am profoundly misguided (I also understand that there is

a reasonable chance that I will fail, and that you already think this). This

possibility notwithstanding, it is to this issue that I will now turn.

The stronger, and more significant, constraint is the understanding that

the world appears to others as it does to me. Perceptual awareness is taken to
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be shared. We expect that the same perceptions that are available to us will

be available to others in the same circumstances. This feature of perception

is extremely important for the possibility of our having mutual knowledge

and a shared understanding of the world that permits rational interaction.

Nevertheless, this is not due to the fact that we see what is so.

The fact that we can expect that others will perceive what we perceive

in a given circumstance is partly due to the fact that we have largely similar

perceptual apparatuses. The human eye can detect light in the visible spec-

trum, sound in an audible range, smells within a certain concentration, and so

on. However, matters are more complicated than this. What we see is strongly

influenced by what we are focusing on, by what we are paying attention to. In

order for us to have shared perceptions in a given situation, people must be

paying attention to the same features.

The importance of attention is revealed in studies of “inattentional

blindness.” One of the most dramatic examples is from a series of experiments

performed by Daniel Simons and Christopher Chabris (1999). In this study,

subjects were asked to watch a video in which two teams of three players were

throwing balls back and forth to each other. Subjects were asked to count

the number of times the players on one team passed the ball. At one point

during the video, a woman in a gorilla costume walked across the screen. After

viewing the video, subjects were asked if they saw anything unusual. Roughly

half (46%) of the subjects failed to notice the gorilla on the screen.

This phenomenon of inattentional blindness has been widely replicated
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and studied (Mack and Rock 1998, Strayer, Drews, and Johnston 2003), as

has the role of attention in perception. Besides inattentional blindness, people

exhibit “change blindness,” the failure to detect changes in their environment,

particularly when they do not expect them to occur. For example, one study

(Simons and Levin 1998) describes an experiment in which subjects are hav-

ing a conversation with a stranger. After a brief occlusion (two construction

workers carry a door between the people), the stranger is replaced with a

new person. Many subjects fail to notice this. Inattention has also been

implicated as a major contributor to traffic accidents. Strayer, Drews, and

Johnston (2003) report that subjects who talk on a cell phone while driving

on a simulated highway miss traffic signs and obstructions at a much higher

frequency.

Since attention plays a significant role in determining what we perceive,

having shared perceptions of the world requires that we be paying attention

to the same things. Of course, we frequently point out features of our envi-

ronment, in order to call them to the attention of others, as in “did you see

that dog?” However, there is also evidence that we pay attention to particular

features of our environment, that they are naturally salient to us.

One famous example of this is color. While the visible spectrum is

shared, there is no reason, in principle, why it should be carved up into par-

ticular areas, identified with colors. However, in a classic study, Brent Berlin

and Paul Kay (1969) showed that cultures and languages around the world

carved up the visible spectrum in similar ways. These linguistic distinctions
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correspond to physiological features, areas of the visible spectrum to which our

eyes are most receptive, and respond most strongly (Kay and McDaniel 1978,

DeValois, Abramov, and Jacobs 1966). In particular, bright red produces the

strongest reaction in our visual system, and is most often given as the best

example of a color. More significantly, Eleanor Rosch (Heider 1971) showed

that young children (age 3-4) payed more attention to focal colors, and adults

could remember them better in a memory test. However, what dominates our

attention most often seems to be other people.

In 1976, the Viking probe sent pictures of the surface of Mars to Earth.

NASA released one photograph that caused a stir, as it seemed to contain

a picture of a face. In NASA’s press release, the caption of the photograph

even noted the resemblance to a face. The picture caused a stir because some

people jumped to the conclusion that it was a face, intentionally created by

Martians.

Later, higher resolution photographs revealed that it was just a trick of

the shadows on an ordinary hill. The point is that the image of a face in the

photograph immediately drew the attention of observers. This is a common

feature of human perception. Our visual system devotes a large portion of

space in our brains to face recognition. Faces draw our attention, and we

often see faces, even when they are not there.

Evidence from psychology and neuroscience suggests that face and ob-

ject recognition involve different processes that occur in different areas of the

brain (Yin 1969, Tanaka and Farah 1993, Damasio et al. 1990, Behrmann
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et al. 1992, Desimone 1991, Kanwisher, McDermott and Chun 1997). In-

deed evidence suggest that there are parts of the brain devoted entirely to the

perception of faces (Kanwisher 2000).

Accompanying this evidence that we have physiological mechanisms

devoted entirely to faces is evidence that faces receive priority over non-faces in

our visual attention (Borrmann, Boutet, and Chaudhuri 2003). This tendency

to give preferential attention is present even in infants (Valenza, Simion Cassia

and Umilta 1996, Johnson Dziurawiec, Ellis, and Morton 1991, Goren, Sarty,

and Wu 1975). Furthermore there is evidence for specialized features of the

brain that drive this tendency (de Haan, Pascalis, and Johnson 2002).

Humans also selectively attend to and focus on human voices. This

seems to be an innate feature of humans, as it is present even in infants.

For example, infants pay attention to their mother’s voice over the voice of a

stranger (DeCasper and Fifer 1980), to their native language over a foreign

language (Mehler, Jusczyk, Lambertz, Halsted, Bertoncini, and Amiel-Tison

1988), and to infant-directed speech over adult directed speech (Fernald 1985).

One commonly reported phenomenon is the “cocktail-party effect.”

This refers to our ability to separate out and selectively attend to certain

voices against a great deal of background noise. This allows us to focus on

and follow a conversation in a room filled with the background noise of other

conversations (Cherry 1953, Broadbent 1958, Arons 1992). This ability to se-

lectively focus on a single voice against a background noise of conversation is

found even in infants (Newman and Jusczyk 1996, Newman 2005).
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Finally, infants seem to attend to movements by other humans. Often,

infants are able to imitate the movements of adults (Meltzoff and Moore 1997).

Moreover, they seem to be able to determine when they are being imitated,

and show preferential attention to adults who are imitating their movements

(Melzoff 1990).

Attention has been studied extensively in psychology. These studies

show that what we perceive is more a function of what we are paying attention

to, rather than what exists in the world. However, central features of our

selective attention, those things to which we choose to pay attention, our

innate. From birth, humans attend to certain features of their environments,

while overlooking others. Crucially, the main feature to which we attend

is other people. From birth, we pay attention to human faces and voices.

Moreover, by paying attention to other people, we are able to get cues about

what others are paying attention to, and then attend to those same features

of the environment. This is known as “joint attention.”

Joint attention refers primarily to the ability of humans to observe

cues about what other humans are paying attention to. This is done primarily

by following the gaze of others. We are able to see what other people are

looking at, and then turn our attention to the same area. For this reason,

joint attention is thought to play a significant role in our social cognition

(Tomasello 1995). Our ability to pay attention to the same things that others

our paying attention to allows us to see what others are seeing. It is possible

to have a shared perception of the world without claiming that we see what is
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there.

Joint attention is present even in infants (Stahl and Striano 2005, Hood,

Willen, and Driver 1998, Carpenter, Nagell and Tomasello 1998). This sug-

gests that it is an innate ability that shapes our understanding of the world

from very early in our lives. Also significant are cases where it does not develop

properly.

Autism is an important consideration in investigating rationality. This

is due to the fact that people with autism, particularly high functioning autism,

have superior computational skills. As we will see in the next chapter, people

with autism might be considered to to be paragons of rationality. They pos-

sess superior computational abilities in precisely the sense that is described by

the traditional theory of rationality. However, accompanying these enhanced

abilities is a significant impairment in social functioning. One area of impair-

ment, found in autistic children and infants, is a decreased capacity for joint

attention (Mundy, Sigman and Kasari 1990, Dawson, Toth, Abbott, Oster-

ling, Munson, Estes, and Liaw 2004, Mundy and Crowson 1997, Charman,

Baron-Cohen, Swettenham, Baird, Cox, and Drew 2000). Autistic children

and infants show less preferential attention to faces and do not follow the gaze

of others around them. As a result, their ability to focus on the objects that

others around them are paying attention to is impaired. It is suggested that

this is at least part of the reason for their diminished social functioning.

While this evidence suggests that we are able to follow the gaze and pay

attention to what others are paying attention to from a very early age, there
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is also evidence that our understanding of the relation between knowing and

seeing, and what others have seen and know develops later. There has been

a significant amount of study of the development of a “theory of mind,” and

this will be the topic of the next chapter. However, there has been (perhaps

undue) focus on the ability of children to separate what they have seen (and

know) from what others have seen (and should know). This is investigated

in the “false belief task” (Baron-Cohen, Leslie and Frith 1985, Wimmer and

Perner 1983).

The false belief task works in the following way: Two children are in

a room. An adult comes into the room and hides a piece of chocolate in a

drawer. Then one of the children is taken out of the room. While one child

is gone, the adult returns and moves the chocolate to a new hiding place.

After the second child returns, the first child is asked where she will look for

the chocolate. Younger children, age 3-4, typically respond that the returning

child will look in the new hiding place. This is taken to show that younger

children are unable to distinguish what they have seen (and know) from what

others have seen. By age 5, children are able to distinguish their own beliefs

from the beliefs of others, and will attribute a false belief (the chocolate is in

the original hiding place) to the returning child.

The false belief task is noteworthy in the context of constraints on per-

ception because it suggests that younger children operate under the constraint

that others have gained the same information from the world that they have;

they attribute their own understanding of the world, gained from what they
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have seen, to others. The problem, in fact, is that they apply this constraint

too broadly. They take their own understanding of the world to be shared by

others, without regard to the connection between seeing and knowing. Older

children have learned the conditions under which the constraint can be ap-

plied. They have learned to imagine the world from the perspective of another

individual, and to imagine these perceptions as distinct from their own. It

is this capability of understanding the world from the perspective of another

individual that I will discuss in the next chapter.

What emerges from these constraints, both the physical and perceptual,

is a picture of the world and how the world works. The picture is wrong, and

we know it is wrong. But this is not the point. This picture governs what

sorts of explanations of events we can offer, and what sorts will be accepted.

In this sense, these constraints govern rational interaction. In the same way

that we would question the bridge player who claimed that she lost because

her play was too good, we would question the rationality of an individual who

was unable to interact with others because her understanding of the world was

too accurate.

The point, then, is that while it is true that not getting common knowl-

edge of the structure of decision problems for free complicates matters quite

a bit, it is not true that we lose the prospect of rational interaction without

this common knowledge. The other issue is that, in mastering the game of

giving and asking for reasons, it feels like we are getting common knowledge

of structure for free. It is only in encountering people who have not, for what-
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ever reason, mastered this game, whose behavior is irrational, that we can see

how we depend on shared use of these constraints to create the possibility of

rational interaction. The logical space we occupy is not technically accurate,

nor is it innate, destined to be learned by any human in virtue of its truth.

Nevertheless, there is a shared logical space of understanding the world, and

it is this status as shared, or mutually known, that it proves so effective for

our needs.
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Chapter 5

Psychological Constraints

In the last chapter, I argued that other people are the most important

feature of our environment. Research shows that we give preferential attention

to other people, and to those aspects of our surroundings to which other people

are paying attention. Since what we perceive is largely a function of what we

are paying attention to, the social landscape dominates our understanding of

our environment.

For this reason, our ability to explain and understand other people is

the most important part of our game of giving and asking for reasons. We must

be able to give proper and acceptable answers to questions about why people

behaved as they did. Moreover, the behavior an individual must explain in an

acceptable way most often is her own.

When I talk about psychological constraints on rationality, I mean the

rules that govern acceptable appeals to mental states to explain our behavior.

These rules are central, to the point that they are often taken to be the only

rules that govern acceptable explanations of behavior. Traditional accounts of

rationality, built on folk psychology, either ignore other aspects, or shoehorn

them into psychological accounts. So, when asked why I am eating an apple,

196



if I respond that apples are a healthy snack, it is understood that I want to

be healthy, and I want to eat something, and I believe that apples fit the bill.

If I respond that a friend gave me an apple, it is understood that I believe

that throwing away the apple will cause offense, and I do not want to cause

offense. In short, any answer has a psychological component that involves my

beliefs about the way the world is and my desires about the way the world

should be, and acceptable answers take a particular psychological form. We

must appeal to folk psychology in order to explain our behavior. As a result,

in many respects the traditional theory of rationality can be understood as an

extensive refinement and elaboration on folk psychology.

There is no denying that folk psychology is crucially important to ex-

plaining our behavior to others. The typical answer to the question “why did

you do that?” involves an appeal to mental states, typically beliefs and desires.

If they are omitted, they are often understood. If I say that I am eating an

apple because I am hungry, it is unnecessary to add that I don’t want to be

hungry, and that I believe that eating an apple will satiate my hunger.

Because folk psychology is so central, it it important to dwell on the

topic for some length. Analysis of folk psychology has traditionally taken two

forms. The first has been labeled the “theory-theory” and the other “mental

simulationism.” The theory-theory states that folk psychology is an intuitive

theory that humans use, much like any other scientific theory. Humans predict

and interpret the behavior of others on the basis of this theory, which they

are able to grasp and apply to others. Simulationism holds that we simulate
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the mental processes of others with our own cognitive functions (Davies and

Stone 2001). In either case, folk psychology is expected to be at least a quasi-

scientific theory. Both theory-theorists and simulation theorists expect that

the purpose of folk psychology is to predict the behavior of others, and hence,

to be subject to empirical testing and revision. The theory-theory in particular

takes on the idea that folk psychology makes claims about the world that may

or may not be correct. There are even those, such as eliminativists, who have

argued that folk psychology is wrong and ought to be discarded.

5.1 The Theory-Theory

According to the theory-theory, folk psychology is a theory of mind,

that is used to explain and predict behavior. In much the same way that one

could predict or explain the behavior of an airplane with particular properties

through an application of the theory of physics, one can predict and explain

the behavior of people through an application of the theory of folk psychology.

The application of this theory is often tacit or implicit. People do not

think of themselves as applying a theory to a particular situation. Neverthe-

less, when you see me yawning, then drinking a cup of coffee, you impute

desires and beliefs to me, then explain my action in terms of these desires and

beliefs. In short, you explain my behavior in terms of a theory that predicts

that I will perform the action that I believe will realize some desired state. If

you know I am tired, that I enjoy coffee, and that I want to be more alert,

you will predict that I will drink a cup of coffee by applying this theory of
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behavior to me.

The exact nature of this theory is a subject of debate. The two most

significant approaches are an internalist folk psychology, which is linked to an

internalist theory-theory, and an externalist folk psychology and theory-theory.

According to the internalist folk psychology, folk psychology is a theory

that is explicitly represented in the mind. An example of an internal theory-

theory (though certainly not presented in those terms) is found in Davidson’s

“Reasons, Actions, and Causes.” (1980)

In “Reasons, Actions, and Causes,” Davidson defends two theses:

1. In order to understand how a reason of any kind rationalizes an

action [explains an action by giving a reason for it] it is necessary

and sufficient that we see, at least in outline, how to construct a

primary reason [a belief and a desire that explain the action].

2. The primary reason for an action is its cause. (Davidson 1980,

4)

Rehearsing Davidson’s argument here would be superfluous. The point

is that in order to explain another person’s action, we must appeal to a theory

of folk psychology. We must apply the theory in order to know how to construct

a primary reason, and that is all we have to do. We know this theory explicitly

because we must know (at least in outline) how to construct a primary reason.

The second thesis, that the primary reason is the cause of the action, is simply

the claim that the theory is correct. In fact, Davidson may be taken to be
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arguing that, in order for folk psychology to have explanatory value, it must

be an internal theory. We must explicitly know the theory and apply it to

particular situations in order for it to give us any information.

Moreover, according to this version of the theory-theory, the mental

states are internal, private episodes that are given in just the way I described

in chapter three. We use the theory to draw inferences about the internal belief

and desire states of others, but we have a special private access to our own.

So, the internalist theory-theory is, for all intents and purposes, the account I

described in chapter three.

In “Psychophysical and Theoretical Identifications,” (1972) David Lewis

introduces an alternative, externalist, account of the theory theory. In short,

the idea is that the ordinary language of platitudes about behavior introduces

theoretical terms that compose our theory of folk psychology. Mental states

such as belief and desire are just those states that satisfy the requirements of

these platitudes.

In particular, Lewis focuses on the causal roles of mental states in the

ordinary language of explanations of actions. In the example above, that of

drinking coffee, my preference for coffee over tea plays a particular causal role.

It is the mental state which causes me to choose coffee over tea when presented

with the option. But rather than presenting the mental state as a theoretical

entity described by a pre-existing theory as in the internalist approach, the

externalist approach holds that the language itself induces the theory. In short,

“a mental state, M (say an experience) is definable as the occupant of a certain
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causal role R - that is as the state, of whatever sort, that is causally connected

in specified ways to sensory stimuli, motor responses, and other mental states”

(Lewis 1972, 250).

Although Lewis does not say this directly, this is closely connected

to pragmatic implicature. When we communicate with others, we are able

to reconstruct not only what is directly stated and the logical implications

of these statements, but also what is implied; the presuppositions that are

required to make sense of the statement. As an example, Lewis gives a theory

introduced by a detective to explain a murder:

X, Y and Z conspired to murder Mr. Body. Seventeen years

ago, in the gold fields of Uganda, X was Body’s partner... Last

week, Y and Z conferred in a bar in Reading... Tuesday night

at 11:17, Y went to the attic and set a time bomb... Seventeen

minutes later, X met Z in the billiard room and gave him the lead

pipe... Just when the bomb went off in the attic, X fired three

shots into the study through the French windows...

And so it goes: a long story. Let us pretend that it is a single long

conjunctive sentence.

The story contains the three names ‘X’, ‘Y’ and ‘Z’. The detec-

tive uses these new terms without explanation, as though we knew

what they meant. But we do not. We never used them before,

at least not in the senses they bear in the present context. All

we know about their meanings is what we gradually gather from
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the story itself. Call these theoretical terms (T-terms for short)

because they are introduced by the story. (Lewis 1972, 250)

The point, in this case, is that we have no difficulty understanding the

detective’s story, despite the fact that it uses unfamiliar theoretical terms. We

could, Lewis points out, add an existential quantifier over these terms and

thereby obtain the Ramsey sentence of the theory. However, this would not

add any explanatory power. We already know that X, Y and Z are people.

Moreover, they are those people of whom the statements in the theory are

uniquely true. It is this pragmatic reconstruction that allows us to simultane-

ously introduce theoretical terms and specify their meanings, even as we use

them.

The externalist theory-theory holds that the theory of folk psychology

is analogous. As we learn the language, we absorb a theory of behavior and

action. We use this theory with the understanding that others will understand

it, use it, and accept it too. Thus, the theory of folk psychology is not an-

tecedent to and set out in our ordinary language, but rather is pragmatically

entwined in the language itself.

In one sense, this approach fits nicely with the perspective of rationality

as constraints on appropriate imaginations and explanations about how the

world, especially people, works. We learn these constraints by observing their

use, and imitating their use. We teach them to others by smiling on, and ac-

cepting, appropriate explanations and frowning on inappropriate explanations
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and demanding different explanations.

The constraints themselves are not unlike those given in Davidson’s

account. We have mental states, and these states cause us to behave in certain

ways. Primary among those states are beliefs (the way we represent the world)

and desires (the way we would like the world to be). Appropriate explanations

should be “primary reasons.” A proper explanation of behavior should include

a reference to beliefs and desires that are suitably connected to the behavior

in question. What counts as a suitable connection is learned in the manner

described above.

In another sense, of course, this approach is quite different. The theory-

theory is meant to be a theory of how the world works. While Lewis himself

draws the connection between his theoretical terms and Sellars’ myth, he points

out that folk psychology is meant to be accurate:

Our common sense psychology was never a newly invented

term-introducing scientific theory - not even of prehistoric folk-

science. The story that mental terms were introduced as theoreti-

cal terms is a myth.

It is, in fact, Sellars’ myth of our Rylean ancestors. And though

it is a myth, it may be a good myth or a bad one. It is a good

myth if our names of mental states do in fact mean just what they

would mean if the myth were true. I adopt the working hypothesis

that it is a good myth. (Lewis 1972, 257)
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So, the major difference here is that the truth (or falsehood) of the theory that

is introduced is quite beside the point. What matters is that it is introduced,

and, in being common, it constitutes a shared constraint on our understanding

and explanations of the world. The other significant difference lies in the role of

imagination. The next approach, mental simulationism, takes the imaginative

nature of folk psychology quite seriously.

5.2 Mental Simulationism

Mental simulationism is the view that folk psychology is not a quasi-

scientific theory we apply to others in order to understand their behavior.

Rather it is a process by which we imagine, or simulate, the world from their

perspective. We imagine what we would see, think, feel, believe, and desire

if we occupied their point of view. We then attribute those mental states to

them. We imagine how we would behave in their situation, and then anticipate

that they will behave in a similar manner.

Simulationism is often compared to the example of building an air-

plane (Stich and Nichols 1992). If one wishes to build an airplane, there are

two ways in which one can proceed. The first method would be to draw upon

the physical theory of aerodynamics. By using the equations and calculating

lots of numbers, one could design an effective airplane that would behave as

one wishes, staying in the air, easy to control, etc. One would make predic-

tions about the behavior of this airplane based on this theory. An alternative

approach would be to build a model of the airplane, and test it in a wind
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tunnel. By simulating the conditions that the airplane would encounter, one

can make predictions, based on the observations of the behavior of the model

in a simulated environment. Simulationists hold that folk psychology is anal-

ogous to these wind tunnel tests. We make predictions about the behavior of

others based on our (imagined) simulations of what a person would do in their

situation.

Simulationism encompasses a wide variety of views, so much so that

some argue that it should not be taken as a single approach to folk psychol-

ogy at all (Stich and Nichols 1997). I will consider two approaches, Robert

Gordon’s “radical simulationism” and Jane Heal’s more moderate approach.

Robert Gordon’s radical approach corresponds, in some respects, to

the internalist theory theory view (Gordon 1986). According to Gordon, in

order to ascribe mental states to others, one must already ascribe them to

herself. Then, reasoning by analogy, she imagines that others have those same

mental states. The behavior of others is understandable only insofar as one has

similar mental states. Without the pre-existing mental states to draw upon,

the behavior of others would not be intelligible. Thus, simulation is required

for the very capacity to understand others as having minds at all (Gordon

1986).

I would argue that this view should be rejected on grounds similar to

those offered by Sellars for rejecting sense-datum theories. This view presup-

poses a pre-existing logical space that individuals occupy. They have, and

understand, their own mental states which are given, and pre-analytic. It ex-

205



pects that it is only possible to understand others as having the same private

episodes that we ourselves have. In short, it places too great a restriction on

our capacity to imagine and understand other people.

Jane Heal’s more moderate approach (Heal 1986, 1996, 1998, 2003)

turns on two claims, an a priori claim, and an a posteriori claim. Her a priori

claim concerns “co-cognition”:

It is an a priori truth that thinking about others’ thoughts

requires us, in usual and central cases, to think about the states

of affairs which are the subject matter of those thoughts, i.e. to

co-cognize with the person whose thoughts we seek to grasp. (Heal

1998 484)

This is an a priori claim in the sense that what it is to think about the

thoughts of others is just to think about the contents of those thoughts. In

other words, co-cognition, a shared understanding of the states of affairs that

those thoughts are about, is necessary for us to be properly thinking about the

thoughts of others.

Her second claim is that simulating the thoughts of others is the manner

in which we create this shared understanding:

It is an a posteriori truth that when we think about others’

thoughts we sometimes ‘unhook’ some of our cognitive mechanisms

so that they can run ‘off-line’ and then feed them with ‘pretend’
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versions of the sorts of thought we attribute to the other. (Heal

1998 484)

This “off-line” cognition refers to cognition that is separated from our own

distinct perspective and is separated from our beliefs and actions. Rather,

we are considering the situation as though we were the other person, and

imagining the world as they would experience it.

Heal takes her first claim, about co-cognition, as a kind of simulationist

claim, an a priori reason for rejecting the theory-theory. What it means to

have co-cognition, to have a shared understanding of a situation that allows

one to think about the thoughts of others, is to simulate those thoughts and

imagine what that person would be thinking in such a situation. Thoughts

must represent the same aspects of the world in order for them to be shared. By

imagining the ways in which others would represent the world in a particular

situation, it is possible for us to share in their cognition, to be “on the same

page.” Heal then argues an a posteriori claim that the best way to achieve this

required co-cognition is through “off-line” simulation; imaginatively recreating

the thoughts of others as they would be in a particular circumstance.

Given my emphasis on the role of imagination in rationality, it should

be clear that I have considerable sympathy for simulationism. However, I

would like to look at two objections to the simulationist approach, given by

Stich and Nichols (1997) and Davies and Stone (2001). Ultimately, I will agree

with both of these criticisms, though I will argue that they are both beside
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the point.

The first criticism concerns the accuracy and predictive power of a

simulationist folk psychology. Simulationism is meant, and understood, to

be a mechanism for relating to the world accurately (Stich and Nichols 1992,

1995, 1997). Stich and Nichols contrast two varieties of simulation. The

first is actual-situation-simulation. Actual situation simulation is the case

where we actually put ourselves in a situation similar to the person we wish

to understand. For example, if person A is adding a list of numbers, and

person B wishes to predict the answer that A will give, she can perform the

calculation herself, and then predict that A will give a matching answer. If B

wishes to predict A’s response to a psychoactive drug, she can take the drug

herself, and predict that A’s experience will be similar.

While such actual simulations are relatively unproblematic, the inter-

esting variety of simulations are “off-line” imaginative simulations. Stich and

Nichols refer to this as pretense-driven-off-line-simulation. This is more prob-

lematic. Consider a situation in which one would like to predict what another

person would do if she were offered a particular job. In order to do that,

we imagine the various beliefs and desires that this individual might have. If

our imagination is accurate, if the imagined beliefs and desires have the same

content and strength as the actual mental states of the individual in question,

and if, furthermore, the decision making system we imagine that individual

to have is the same as the one she actually has, then the prediction will be

accurate.
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But even if this is done correctly, there is still a problem: there is

a substantial qualitative difference between experiencing an actual situation,

and imagining what it would be like to experience that situation. To see

this, compare an actual-situation-simulation with a pretense-driven-off-line-

simulation (yes, I know I’m asking you to imagine the two simulations). While

the encounter with an actual situation would generate the same (or at least

reasonably similar) beliefs and desires, the imagined simulation would produce

pretend beliefs and desires. These desires are not really felt. They are merely

hypothetical beliefs and desires, used for predicting behavior. In this sense,

there is no true co-cognition. There is only the pretense of co-cognition. For

this reason, we cannot treat actual experience and imagined experience as

though they were the same. We cannot expect, in short, that predictions

based on imagined situations would ever be accurate.

Stich and Nichols also point out empirical evidence that suggests that,

when called upon to imagine the behavior of others in a given situation, or

even their own behavior when encountering a situation, people are quite bad

at making accurate predictions. One classic example of this is found in the

“endowment effects” reported by Loewenstein and Adler (1995). Experimental

subjects were allowed to examine an engraved mug. They were asked to imag-

ine that they had been given the mug, and were asked specify the minimum

amount for which they would be willing to sell it back. Later, the subjects

were actually given such a mug and were offered the opportunity to sell it back.

The subjects were systematically unwilling to sell the mug for the price they
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had predicted. Rather, they valued the mug more than they themselves had

predicted they would when they imagined themselves in such a situation. If

we cannot accurately imagine our own behavior, there seems to be little hope

that we can accurately imagine the behavior of others.

On the whole, I tend to agree with Stich and Nichols about the pre-

dictive power of our imaginative simulations of the behavior of others (and

ourselves). If the purpose of simulation were to make accurate predictions,

if simulationism is to be evaluated on the basis of its predictive power, then

there is ample evidence that it is not terribly effective (though it is far from

clear that the theory-theory does much better). Since this is the claim that

mental simulationists defend, Stich and Nichols provide a powerful argument

against simulationism.

However, the claim which I have been defending is that the accuracy

of our understanding and our predictions is, in such situations, not the point.

Rather, what matters is that they are shared. If we imagine the same thing,

if we have a shared, mutual understanding of the situation, it can serve as the

basis for a rational interaction. We are good, not at predicting what others will

do, but in predicting what others will predict, what others will accept as an

“accurate” prediction. It is the constraints on our imagination, on permissible

simulations of other’s behavior that allows this. This brings us to second worry

about simulationism.

In “Mental Simulation, Tacit Theory, and the Threat of Collapse,”

Martin Davies and Tony Stone (2001) discuss a worry that, ultimately, simu-
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lationism collapses into a theory-theory. The threat of collapse arises when it

is claimed that simulation, in order to work, must constitute tacit knowledge

of how theoretical principles connecting mental states and behavior should

work. In other words, in order to properly imagine the behavior of others, we

must make use of a theory of behavior. In short, we must draw on a tacit

theory of psychology in order for our simulations of the behaviors of others to

make accurate predictions.

In a way, this is not unlike my point. I have argued that we need con-

straints to rein in imagination: otherwise we could imagine anything. Con-

straints limit what we can imagine, or rather, what others would accept as a

reasonable simulation. However, the does not constitute a collapse into a tacit

theory, as I do not claim that these constraints constitute a theory. Rather

the constraints ensure that we tend to imagine the same things.

Simulationists such as Heal and Goldman (1989, 1992) argue that it

is through actual employment of our own decision-making mechanisms, in a

simulated “off-line” fashion, that we simulate the behavior of others. It is for

this reason that, as discussed earlier, it is a problem that actual-situation-

simulation, and imagined “off-line” simulation is so different. However, the

threat of collapse is not a real worry, as it is no more plausible than the claim

that the wind tunnel tacitly knows the theory of aerodynamics in order to test

the model airplane.

Interestingly, it is not clear that anyone offers the threat of collapse as

an argument against simulationism. Rather, it is an argument that simula-
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tionists imagine might be raised against them (Davies 1994, Davies and Stone

2001). However, another question that is often raised against simulationism

is the question of cognitive penetrability (Stich and Nichols 1992, 1997). An

appeal to constraints on imagination, particularly in the externalist sense de-

scribed above, can help to address this issue.

The problem of cognitive penetrability concerns situations in which we

encounter novel or unexpected behavior. The problem is that, if understanding

is truly a matter of imaginative simulation, we should not be surprised. Rather,

we should imagine ourselves in that situation, and then observe the results.

These results should match the behavior of actual individuals, regardless of

their novelty. Stich and Nichols refer to this as “cognitive impenetrability.”

On the other hand, if we are using a theory to explain behavior, it is entirely

possible that the theory could be wrong. It should be no surprise if we are

surprised by the outcomes.

Now, consider three examples that Stich and Nichols describe, due to

Nisbett and Ross (1980): The first example describes an experiment, in which

shoppers in a mall are confronted with what appears to be a consumer product

opinion survey. The shoppers are asked to give their preference between a pair

of identical garments. Generally, in such a case, we would predict that the

shoppers would choose randomly. However, in the experiment, there was a

strong position effect on preference; the garment on the right was preferred

to the garment on the left. When asked about this, the subjects denied any

influence of the position of the garment on their behavior.
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The second example describes a case in which someone is selling tickets

for an office lottery for $1.00. In some cases, when a person agrees to buy a

ticket, she is simply given a ticket. In other cases, she is allowed to choose from

the tickets available. On the morning of the lottery, the seller offers each person

who bought a ticket the opportunity to sell the ticket back. While one might

generally expect that in such a situation there would be no difference between

a ticket that was assigned and a ticket that was chosen, the experiment found

a great difference between the two: subjects who were assigned a ticket were

willing to sell their ticket for an average of $1.96, while subjects who chose

their ticket had an average of $8.67.

The final example concerns a case in which subjects are presented with

evidence that they have some unexpected trait (the ability to distinguish real

and fake suicide notes). Shortly afterwards, they are given evidence that

they do not have this trait at all (they are told that the test results were

actually someone else’s and the experimenter had mixed them up). One might

expect, in such a situation, that we would abandon this belief that we have

a novel trait. However, most subjects continued to believe that they they

had this trait. Moreover, third person observers show even stronger “belief

perseverance,” and are even more likely, after watching the subject being told

she had a trait, then told that the results were a mistake, to continue to believe

that the subject had this trait.

In some respects, this point is similar to the point I discussed earlier.

These experimental results suggest, as before, that our predictions are not es-
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pecially good. But there is a deeper issue here. Simulation, in and of itself,

does not really offer any understanding or explanation. If rationality is about

offering an acceptable answer to the question “why did you do that?” simula-

tion will not take us very far. Insofar as our purpose is to offer an acceptable

explanation of what someone has done or will do, rather than to merely make

predictions, an appeal to imagination will not really help. In the same way

that testing a model airplane in a wind tunnel might help us predict what

the actual airplane would do, but not tell us why it would behave that way,

imaginative simulation, even if it worked properly, would not allow us to play

the game of giving and asking for reasons. Simulations will not help us to

answer the central question “why did you do that?”

However, imagination, functioning within constraints, will allow us to

play the game. Imagine, after observing the results of the experiments de-

scribed above, you were asked “why did you predict that?” The first case is

clear: the garments were identical by hypothesis. There is no reason to prefer

one over the other, so, when forced to make a choice, subjects would choose

for no reason (i.e. randomly). The second case is similar: one lottery ticket

is as good as another. A lottery ticket is not more likely to win because it

was selected rather than assigned. Because its status as selected, rather than

assigned, has no bearing on its chances of winning, it has no bearing on the

value of that lottery ticket. Since the value of the selected tickets and the as-

signed tickets are the same, the prices subjects should accept for them should

be similar. We would have no problem giving and accepting such reasons for
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the behavior of the subjects, and similarly, giving them as reasons for our

predictions.

However, being informed that the experiment results were not what

we expected, we would have no great difficulty or qualms about shifting our

rationale on the spot. These shifts are imaginative, in that we should imagine

someone behaving as described by the experimental results, and they should

follow the constraints on acceptable imaginings. We have learned, in learning

the results of the experiment, that the constraints that we relied upon in

imagining the behavior of the subjects in order to predict them were, in fact,

violated. Nevertheless we do not abandon the constraints; we merely shift

them. This is due to the role of the constraints as governing what constitutes

an acceptable explanation, and the fact that, in being asked to explain this

behavior, we are called upon to produce such an explanation.

Since we know that the constraints upon which we relied in imagining

the behavior of the subjects in order to produce an acceptable prediction were

violated, there is more room for variation in acceptable explanations. An

acceptable explanation for the observed and reported behavior of the subjects

should remain in keeping with the constraints originally used in producing the

first explanation. So a revised explanation for the reported behavior, one that

might be invented on the spot, might look something like this: in the first case,

as stated before, there is no reason to prefer one garment over the others. One

would expect that the majority of the subjects were right handed (at roughly

the same rate as the general population). So, when called upon to indicate
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one garment or the other, and pointing with their right hand, they made the

minimal effort in indicating a garment, pointing to the one on the right. It

remains true that they had no reason to prefer one garment over the other, but

they had a systematic reason to minimize their effort. Since there is nothing

else with respect to this choice that might have motivated them to make the

more expansive gesture (pointing across their bodies), they made the easiest

gesture and pointed to the garment on the right.

The second case is similar. It is possible to concoct an explanation that

respects the constraints on imagining behavior. In fact, such an explanation

might rely on a fundamental constraint on acceptable imaginings of rational

behavior: when we make a choice it is for the best. The previous explanation

also relied on this constraint. It is better, in a minimal way, to make the least

effort required, and, since there is no overriding reason, it is best to choose the

one whose choosing requires the least effort. The subjects who chose a ticket

must have chosen the ticket they thought, for whatever reason, was the best.

The subjects who were assigned a ticket have no such investment or connection

with their ticket. Their ticket is no better than any other ticket. The subjects

who chose a ticket gain, thereby, an investment in their ticket. This ticket was

chosen. Choices are made for the best. Therefore, this was the best ticket

available. The best ticket available has a higher value, and should, therefore,

command a higher price. Again, both of these explanations are the sort that

might be invented on the spot. Regardless, I would expect that they would

be acceptable explanations for the behaviors reported, meeting at least the
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minimal requirements in order for these explanations to “make sense.” Such

explanations would demonstrate, not a deep understanding of the world, but

a facility for playing the game of reasons.

The third experiment reported is somewhat tricker. It is easy to explain

what the belief should be abandoned when it is discovered that the evidence

is bad. A firm constraint, a key intuition about rational behavior, is that

our beliefs should be based on the best evidence. When we discover that the

evidence for a belief is worthless, we should abandon that belief. When the

subjects in the experiment encounter such a situation, we imagine that they

will behave rationally. They will no longer assign any credence whatsoever

to the claim made by the false report. In fact they must do that; it is very

hard to understand why they would do anything else. For this reason, the

final experiment is a case where we might be (most) inclined to conclude, as

many have taken such experimental evidence on decision making as a body

to show, that the subjects (and by extension, all humans) are fundamentally

irrational. Continuing to believe in a report that is demonstrably false is

incomprehensible, to the point of being irrational.

Perhaps the best explanation for such behavior that might be offered is

that bad evidence, even when it is known to be bad, is better than no evidence

at all. The subject, knowing nothing about her capacity for distinguishing real

and fake suicide notes, except that she has seriously flawed evidence that she

is good at it, might nevertheless be inclined to accept this evidence. After all,

she has no reason to think that she is bad at it. Moreover, the third party
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observer, knowing nothing about the subject except that it was reported that

she is good at distinguishing real and fake suicide notes and later that this

evidence was bad, would be even more inclined to keep that evaluation. The

third party observer has even less reason to think anything else, as she has

no other information about the subject with which to form any other belief.

This is not a good explanation at all. However, it might be preferable to the

alternative explanation, that humans are fundamentally irrational. That, after

all, is not a good explanation either.

Cognitive penetrability is a very revealing point. Imagination, or sim-

ulation, by itself is cognitively impenetrable. It cannot provide an answer or

an explanation by itself. It cannot help us navigate the game of giving and

asking for reasons. But this does not mean imagination plays no role in the

game. It simply means that imagination must be augmented with constraints.

These constraints guide us to acceptable imaginings. These imaginings are

not acceptable because they are accurate. Rather they are acceptable because

they follow the constraints, and the constraints are commonly accepted and

mutually known. It is expected that we will follow the constraints (at the very

least in imaginings and explanations), and it is expected that we will be ex-

pected to follow them. So, while Stich and Nichols criticisms of simulationism

are, on the whole, on target, they also reveal something far more interesting.

In general, the point I wish to make here is that the versions of simula-

tionism we have seen are internalist. They rely on pre-existing internal mental

states. Simulationist folk psychology relies on reasoning by analogy: we imag-
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ine that others have those same internal mental states that we experience,

and then imagine what internal states we would experience in a situation, and

attribute them to others. The problem, as Stich and Nichols point out, is that

empirical evidence suggests that we are not very good at doing this. I am

proposing an externalist simulationism. Rather than being based on simula-

tions that depend on internal private episodes, it is based on external, social

constraints on imaginability. While I concede that this task would be hope-

less for grounding a folk psychology that serves as a (quasi-)scientific theory

of psychology, I will argue that it serves well for grounding a folk psychology

that allows communication. The remainder of this chapter and most of the

next will focus on explaining how such an account could work and providing

empirical evidence in support of such an account.

5.3 Experimental Investigations of Folk Psychology

There has been considerable study of folk psychology and its use, par-

ticularly in the psychological literature of child development. One classic ex-

ample is the false belief task, described above, that shows that younger children

have trouble attributing false beliefs to others, while older children are able to

understand that others can believe things that are not so.

Research in developmental psychology is interesting for the perspective

that I am describing because I am suggesting that what is developing is the

capacity to interact with others, by learning shared constraints on acceptable

attributions of mental states and explanations. The evidence from develop-
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mental psychology, while interesting, is open to a variety of interpretations.

Nevertheless, it is worth examining. For summaries of this literature, see

Hughes and Leekam (2004) and Flavell (1999).

5.3.1 Infants

I have already discussed some of the research regarding infants; that

they show preferential attention to other humans, especially faces, gazes,

voices, and motions. Infants also show evidence of understanding that an-

imate objects are self-propelled (Spelke, Phillips and Woodward 1995), and

can distinguish biological and mechanical movement (Woodward 1998). By

10 months, infants seem able to parse actions according to actors underlying

intentions (Baldwin, Baird, Saylor and Clark 2001) and expect an agent to

approach a goal in the most economical way (Gergely, Nadadsdy, Csibra and

Biro 1995). Joint attention, paying attention to those features of the environ-

ment that others display an interest in, is taken to be evidence that infants

are aware of other’s mental states, as is “social referencing;” checking the re-

actions of others to guide one’s own reactions in novel situations (Baldwin and

Moses 1994, Moses, Baldwin, Rosicky, and Tidball 2001). So, for example,

infants will react with fear to a novel situation if others around them display

fearful facial expressions to that situation, and so on. 12 month olds expect a

person to reach for an object they are attending to with positive affect (smil-

ing), rather than one that is being ignored (Spelke, Phillips, and Woodward

1995). 18 month olds realize they should give an adult (the experimenter)
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food that the she reacts to with positive affect, rather than the one she reacts

to with negative affect (frowning), even if they prefer the latter food, whereas

14 month olds do not show this understanding (Repacholi and Gopnik 1997).

There is some question about whether, when, and to what degree in-

fants understand intentionality, the idea that emotions and desires are about

something. There is evidence that 12 month olds seem to understand that

expressions of emotion (facial expression) are about the object that the per-

son is attending to when expressing that emotion. This is opposed to the

possibility that expressions of emotion are “mood altering,” that is, that ex-

pressions of positive and negative emotion alter the infant’s mood so that

they react positively (or negatively) to all objects (Baldwin and Moses 1994,

Hornik, Risenhoover, and Gunnar 1987). By 1.5 to 2 years children begin to

show explicit understanding of mental states, correctly using words for vision,

desire, emotional states, and the self (Bartsch and Wellman 1995, Brether-

ton and Beeghly 1982, Wellman 1993, Harter 1998). There is some question

about the degree to which infants understand mental states, and represent

others (and themselves) as having mental states, or whether these behaviors

represent conditioned responses to overt behavior. In general, I take the latter

view (Butterworth and Jarrett 1991, Moore and Corkum 1994) to be more

plausible.

Flavell (1999), argues that infants do possess, at least in a rudimentary

way, the capability to attribute mental states to others:
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Real competence often lurks beneath apparent lack of compe-

tence, they say. In the present case, in contrast, the parsimoniously

inclined are wont to deny genuine social-cognitive understanding

to infants who look as though they possess it rather than lack it.

The present argument, then, is that if infant members of a mind-

reading species give us the strong feeling that they are doing some

kind of mind reading, they probably are.

A final argument for some charity in interpretation here is that

older infants do not do just one or two things suggestive of a men-

talistic conception of others. Rather, they do a variety of things,

all of which point to the dawning of some such conception. Flavell

1999

The difference lies in learning to make proper use of the constraints on

understanding the behavior of others, in learning the basis of social interaction

between humans. This would amount to using experiences that result from

conditioned (or innate) responses to overt behavior. So these behaviors would

amount to building blocks for proper interaction and understanding, without in

and of themselves constituting an existing understanding of these constraints in

infants. However, I also argue that these constraints should not be construed

as purely linguistic, that they cannot be present without being manifested

and acquired through linguistic interactions. In this sense there is not a wide

distinction. Flavell points to evidence of behavior in older infants as suggesting

a “mentalistic conception of others.” The constraints required for having such
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a conception could be learned without having the linguistic capacity to express

this conception. At the same time, we must also be careful to understand that

we explain and understand the behavior of others in this way. It is easy to

extend our giving and receiving such mentalistic conceptions and explanations

to infants (and even non-human animals or inanimate objects) and find such

explanations acceptable. On the whole, there is not enough evidence about

the mental lives of pre-linguistic infants to settle this question.

5.3.2 Children

There has been considerably more research in the development of a the-

ory of mind in children. This is due, in large part to the fact that children show

an increasing grasp and facility for the language of folk psychology. For this

reason, it is considerably clearer whether they grasp the proper understanding

of how to understand and explain the behavior of those around them. Again,

by 1.5 to 2 years old, children are able to use words like “see,” “want,” and

emotional terms like “scared of” correctly. Thereafter, the capacity to use the

language of folk psychology, to play the game correctly, develops quickly.

Young children, age 1.5 to 2 years, recognize that, in order to see an

object, a person’s eyes must be open and their gaze must be directed toward

that object, with no obstructions between them and that object. In effect,

this is required to use the word “see” correctly. This allows them to make

non-egocentric perspective inferences, that someone might see something that

they do not, or not see something that they do (Flavell 1992). This is related
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to an understanding of attention. While infants are able to follow the gaze of

others around them, older children are able to make finer grained distinctions

about attention: attention is selective (people to not attend to everything

that they can see), different people can understand the same perceptual input

differently (attention requires “constructive processing” of perceptual input),

attention is limited (people cannot pay attention to many different things at

the same time), and there are different levels of attention (people can experi-

ence “low-level” awareness without entertaining a conscious thought (Fabricius

and Schwanenflugel 1994, Flavell et al 1995, Pillow 1995, Flavell et al 1998).

Toddlers, age 1.5 to 2 years come to understand the subjectivity of de-

sires and preferences. Furthermore, by age 3 they grasp simple causal relations

between desires, outcomes, and emotions; that people will be happy if they

get what they want, and unhappy if they do not get what they want. Also,

they understand that people will stop searching if they find the object that

they want, but keep searching if they do not (Bartsch and Wellman 1995). It

is interesting that these results are gained by talking to children. In effect,

these studies investigate whether children are able to properly play the game of

giving reasons. Two year olds, in giving causal reasoning linking a desire, and

outcome, and an emotion, are showing a basic grasp of the form of explana-

tions. The same applies to 3 year olds’ capacity for linking actions, experiences,

facial expressions and emotions (Bretherton and Beeghly 1982, Wellman et al.

1995). Older children are able to make more subtle distinctions, learning that

people do not always feel what they appear to feel, that their reactions can
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be influenced by earlier experiences, and that conflicting emotions can be felt,

more or less simultaneously (Flavell and Miller 1998). This amounts to giving

more complicated explanations of feelings, and how they came about. Also it

amounts to relying on constrained imagination, rather than direct observation.

They realize that they should not rely on observations of facial expressions in

order to determine what a person is feeling if the preceding events were such

as to cause a different feeling.

By age 3, children show signs of making another important explanatory

distinction, between intentional and unintentional behavior. While infants

show signs of distinguishing actions from events by preferentially attending to

behavior by animate objects over mechanical motion, 3 year olds show signs of

explaining behavior in terms of a mental state that guides this behavior, that

people plan, and try, to perform behaviors that accomplish goals. For example,

3 year olds who make mistakes in repeating a tongue twister explain that they

did not mean to say the sentence wrong (Shultz 1980). By 4 to 5 years old,

they are able to distinguish intentions from desires, and from the outcomes

of actions (Astington 1993, Moses 1993). Also, 3 to 4 year olds are able to

distinguish between psychological causes (beliefs and desires), biological causes

(reflexes), and physical causes (gravity) of human actions and movements.

Assessments of belief (besides the false-belief task discussed previously),

often concern children’s ability to make appearance-reality distinctions. For

example, 3 year olds, when shown an object whose appearance is altered (for

example, an object that is made to look big by a magnifying glass) are asked
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how the object looks, and how big it really is, they tend to give the same

answer to both questions. 4 to 5 year olds have mastered the distinction,

saying that it looks big, but it is really small. Furthermore, performance on

appearance-reality tests is positively correlated with performance in false belief

tasks (Flavell et al 1986, Flavell and Miller 1998, Taylor and Carlson 1997).

Clearly my interpretation of these experimental results is just that, my

interpretation. It is clear that children are learning to interact with others

around them, and that their increasing facility for folk psychology is a part

of that. The normal interpretation of these results is that what children are

learning is information about the world (a theory) that they use to explain

behavior and then, on the basis of their growing ability to understand, to

interact in a social context with growing competence. My interpretation is

that they are learning constraints on how to go about imagining other people,

and thereby, how to play a game of giving and asking for reasons. The best I

can argue about this information, as I have done in the previous paragraphs,

is that it is consistent with my interpretation.

However, one final area of research on the development of social inter-

action is more suggestive. This research concerns the capacity of children for

pretense, joint pretend play (a classic example is children who are pretend-

ing that a banana is a telephone). Toddlers, in particular, enjoy engaging in

shared pretend play. Abilities in shared pretense is correlated with ability for

cooperative interactions between siblings (Brown, Donelan-McCall and Dunn

1996, Dunn, Brown, Slomkowski, Tesla, and Youngblade 1991). Capacity for
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cooperative interactions between siblings has been shown to have a strong in-

fluence on social adjustment (Dunn 2000, Garcia, Shaw, Winslow and Yaggi

2000, Patterson 1986).

Giving a theory explanation of pretend play is somewhat problematic.

Suggestions for such an account would involve understanding pretend as a

propositional attitude, and “decoupling” the pretend identity of the object

(a telephone) from its real identity (a banana), and then understanding the

relation “This person is pretending that the banana is a telephone” (Leslie

1987). Such suggestions are problematic as shared pretend play appears early

in childhood (age 2), well before children understand and can give explanations

of behavior coming from false belief. Moreover, there is evidence that 2 year

olds, and even older children, do not have a mentalistic conception of pretense

or belief. In fact, most children age 4 to 5 identify pretending with physical

activities, rather than mental acts (Harris 1994, Lillard 1996, Perner 1991). In

one example of such experiments, children were presented with a toy, named

Moe, who was hopping like a rabbit. The children were told that Moe knows

nothing about rabbits, but, by chance, was hopping like one. Most 4 year

olds, and even some 5 year olds, said that Moe was pretending to be a rabbit,

despite agreeing that Moe did not know how rabbits hop (Lillard 1993).

On the other hand, pretending play, and shared imaginative activities,

could be associated with situations in which the children themselves are able

to set the constraints for appropriate behavior and explanations for behavior.

While they have not fully learned the rules for playing the game of giving
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reasons that is required for mentalistic explanations, they are able, with a

small group of others, to set the constraints required for joint play. Engaging

in such behavior could allow them to learn how to develop the tools required

for imaginative explanations later, and explain the connection between joint

pretend play, cooperative interactions, and social adjustment later in life.

5.3.3 Other empirical evidence

I have also argued in the previous section, and throughout my dis-

sertation, that while imagination plays a role in understanding, it must be

constrained in order for it to be useful. The evidence above is taken (by

theory-theorists) to be problematic for simulationism, in that it is interpreted

as evidence for a developing theory in children. However, there is also em-

pirical evidence that imagination does play a role, and that there are neural

mechanisms for imagining, or simulating, the behavior of others.

Some of the most intriguing evidence comes from neuroscience and

neuropsychology. Recent discoveries concern the existence of “mirror neurons”

(for a review, see Rizzolatti and Craighero 2004). These neurons are present

in the pre-motor cortex (and likely other areas), and are activated when an

observer (human or primate) observes another individual performing an action.

In other words, when an observer sees an individual performing an action, there

is activity in the same part of the brain (the pre-motor cortex) that would be

active if that individual were performing that action herself. Mirror neurons

are thought to be involved both in allowing for imitation of others (Jeannerod
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1994), and in action understanding (Rizzolatti et al 2001). This is suggestive

of a neural mechanism directly related to simulating the behavior of others in

order to understand that behavior.

There is similar evidence that we understand emotions in a similar way.

Adolphs et al (2000), show evidence that the same areas of the brain that are

active when we experience an emotion are also active when we observe facial

expressions by others (Adolphs, H. Damasio, Tranel, Cooper, and A. Damasio

2000). Adolphs et al. also found evidence that damage to the somato-sensory

cortex (the area of the brain that is involved in experiencing emotions), is

correlated with difficulty in recognizing and naming emotions, even if there

is no damage to the visual, language, or higher processing areas of the brain.

Moreover, there is a significant correlation between impaired sensation of emo-

tions and difficulty in recognizing facial expressions of emotions. Again, this is

suggestive of neural mechanisms for simulating the behavior of others in order

to understand their feelings.

Finally, and perhaps most revealing, is the large body of evidence that

shows humans have a propensity for confabulation. Humans tend to offer

explanations of their own behavior that are acceptable in terms of folk psy-

chology, but are manifestly untrue. This evidence emerged in studies of “split-

brain” patients, individuals whose corpus callosum was severed, usually to

control severe epilepsy. Such individuals, shown an image in their left visual

field would be unable to name the object that they had seen, but they would be

able to point to it with their right hand. When asked why they had pointed to
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that object, they would produce an explanation of their behavior that was ac-

ceptable, in folk psychological terms, but false given the information available

to the experimenters (Sperry 1961, Gazzaniga 1968).

In addition, there is considerable evidence individuals with normally

functioning brains tend to produce explanations that are acceptable from the

perspective of folk psychology, but nevertheless could not be right. One exam-

ple of such behavior, described by Nisbett and Wilson (1977), asked partici-

pants to endure electric shocks, either with or without taking a placebo pill.

Participants who had taken the pill attributed their heart palpitations to the

pill (rather than the shock), and were able to endure four times more shock

than participants who had not taken the pill. However, when told that the

pill was a placebo, only 25% accepted the placebo had an effect. The remain-

ing participants offered a variety of explanations for their increased tolerance,

such as “I used to build radios and stuff when I was 13 or 14, and maybe I got

used to electric shock.” Such behavior is also produced when participants in

experiments were induced to perform actions by post-hypnotic suggestion and

subliminal presentation (Zimbardo, LaBerge and Butler 1993, Kunst-Wilson

and Zajonc 1980).

Finally, there is evidence that the reasons we give and accept is in-

fluenced by social considerations. In particular, people are inclined to give

and receive explanations, and express attitudes and beliefs that they know

will be accepted by friends and partners. For example, people who anticipate

holding a conversation with a partners whose views are known expressed atti-
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tudes that were more similar to those of the expected partner (Chen, Shecter,

and Chaiken 1996, Chen and Chaiken 1999). In general, there is considerable

evidence that individuals behave more like “intuitive lawyers” whose goal is

to present a positive image than like “intuitive scientists” who are only inter-

ested in predictive power, as the theory-theory would suggest (Baumeister and

Newman 1994).

This is significant for both the theory-theory and simulation theory in

that both presume that we should have privileged access to our own behavior.

If we are able to accurately explain and predict (either by means of a theory or

simulation) anyone’s behavior, it should be our own. Confabulation evidence

reveals that we invent accounts to explain our behavior. These explanations

are known (by the experimenters) to be wrong (we know why they did it) but

there is a strong psychological need to invent such a story: need to be rational,

to understand ourselves and be understood by others.

5.4 Individual Rationality and Folk Psychology

At heart, the traditional theory of rationality is built on the standard

folk psychology. In many respects, it represents nothing more than an exten-

sive elaboration and refinement of folk psychology. According to folk psychol-

ogy, we have certain mental states which are commonly taken to be attitudes

toward propositions, which is to say, states of the world. Among these “propo-

sitional attitudes” are desires and beliefs. A belief is an attitude toward a state

that (we think) presently describes the world. A desire is an attitude toward
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a state that, while it is not presently a state of the world, we wish were. We

would like it to be the case that this proposition described the world.

So, according to folk psychology, we perform those actions that we

believe will bring about a desired state of the world. When determining what

to do, humans determine what it is that they want and then do the thing

that they believe will get them what they want. What could be simpler, more

intuitive, more obvious? “Why did you drink coffee?” “I was sleepy.” Or, to

be over-elaborate: I was not sufficiently alert [a belief], I wanted to be alert [a

desire], and drinking a cup of coffee would make me sufficiently alert [a belief].

In short, I believed that drinking a cup of coffee would realize a state of affairs

that I desired.

In many respects, the internalist theory-theory is the most appealing

to philosophers. Part of this appeal is that is lays the foundation for a theory

of rationality. While rationality is a normative notion that tells us how we

ought to reason rather than explaining or predicting actual behavior as folk

psychology does, it needs some basis in actual practice. In other words, we

start with how we actually reason (as described by the internalist theory-

theory), and our theory of rationality expands this into an account of how

we can best, or most effectively, reason. Following these practices described

constitutes rationality.

The easiest way to do this is to augment the theory given by folk

psychology with a ranking over desires, or, perhaps more accurately, to note

the existence of such a ranking that is already part of the theory. In our theory
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of folk psychology, not all desires are equal. We want some things more than

others. This allows us to explain why we pursued one action and not another:

“Why did you drink coffee instead of tea?” can be explained with “I wanted

coffee more than tea.” Next time, you can predict that I will take coffee over

tea, given the choice, because you have information about my ranking of the

two options.

At its heart, the theory of rationality takes an internalist folk psychol-

ogy and adds a recommendation: when faced with a choice, we should perform

the action that we believe will yield the state of affairs that we most want.

Rational behavior consists of performing the action whose outcome will be

that state of affairs we most desire.

All of this is by way of saying that the traditional theory of rationality

is not at all irrelevant. It is not something that should be ignored in the face of

empirical evidence. Rather, the traditional theory of rationality is an extensive

account of the sort of explanations that are acceptable to us.

5.4.1 Rational Belief

In a previous chapter, I have said quite a bit about the traditional

account of rational belief. If we wish to boil this down to constraints on

acceptable ways to imagine that rational belief states (of others and ourselves)

operate, these constraints are relatively simple. The overarching constraint on

rational belief is this: We should accept true beliefs and reject false beliefs. In

order to accomplish this, we should employ two strategies. The first is: We
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should have consistent beliefs. The second is: We should form beliefs on the

basis of the best evidence, modifying beliefs in light of new evidence. When we

seek to explain behavior, we assume that people are, on the whole, rational.

That is to say, we expect that they will, to the best of their ability, believe

what is true and disbelieve what is false. Moreover, we expect that they will

do this by checking the consistency of, and evidence for their beliefs.

Our ability to draw inferences about the beliefs of others, and explain

their behavior is augmented by another constraint on the way we imagine

them to behave. We expect others, in ordinary circumstances, to say what

they believe. In philosophy, this is the “disquotation principle:” “If a normal

English speaker, on reflection, sincerely assents to ‘P’ then he believes that P”

(Kripke 1979 p. 249). Thus, there is a direct connection between linguistic

utterances and mental states of others.

5.4.2 Rational Desire

Rational desire is a bit more complicated. On the one hand, we have

intuitions that desire is outside the scope of rationality; it is merely something

that is felt. In fact, a common view of rationality is that its sole purpose is

to serve desire. That is to say, “reason is, and ought only to be the slave of

the passions, and can never pretend to any other office that to serve and obey

them” (Hume 1739, 1985 p. 462). From this perspective, desire need not be

consistent, nor do we ever need to provide a reason for what we want.

On the other hand, we do ask for and give reasons for our desires. More-
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over, we expect others to desire certain things and not others. In particular,

we expect others to desire those things that provide pleasure and not desire

those things that cause pain. In this respect, our intuitions tell us rational-

ity requires that we choose the option that (we believe) provides the greatest

balance of pleasure over pain.

Since pleasure is subjective, and can be felt in varying degrees, we have

a basis for ordering our desires according to their strength. In particular,

rationality requires that our preferences should be transitive: we should not

prefer A to B, B to C and C to A, as this would entail that our desire for

A is simultaneously stronger and weaker than our desire for C. Regardless of

questions of whether we can reason about what to desire, our intuitions tell us

that a desire for A cannot be both stronger and weaker then our desire for C.

Perhaps more significant is the constraint similar to that for belief that

allows us to draw inferences about desire; we choose to perform that action

whose outcome is what we most desire. Conversely, if we choose a particular

option, it is because the outcome is what we most want. In other words, it is

possible to draw inferences about preferences by observing behavior. If, as in

the example above, you observe me choosing coffee over tea when presented

the choice, you can infer that I prefer coffee to tea.

5.5 Paradoxes of Rationality

I have claimed that the theories of rationality described in the first two

chapters of my dissertation represent an effort to distill the intuitions of folk
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psychology into a mathematically precise, rigorous theory. In many respects,

these efforts may be regarded as a stunning achievement. These theories are

mathematically rigorous accounts that capture most of the central intuitions

of folk psychology in such a way as to give a mathematically precise method

of achieving a common representation of the goals and functions of rationality.

While it is important to give due credit to the extraordinarily clever

individuals who formulated this theory, the unfortunate reality is that when

we attempt to transform defeasible constraints and intuitions into precise,

consistent and fixed theoretical principles, problems arise. These problems

often take the form of paradoxes. They are situation when, even when people

know the behavior recommended by the theory, they still do not agree that

this is the best, most rational strategy. It will be useful to examine how the

constraints described above play a role in the paradoxes of rationality.

5.5.1 Ellsburg Paradox

The Ellsburg paradox (Ellsburg 1961) concerns the question of the ra-

tional approach to situations in which we have extremely limited information,

which is to say, that we have no reason to make a choice. It concerns a sit-

uation in which a decision maker is confronted with two identical urns. The

first urn, the decision maker is told, contains 100 balls, 50 of which are red

and 50 of which are black. The second urn, she is told, also contains 100 red

and black balls, but she is told nothing of the proportion of the colors.

The agent is given two decisions:
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A $100 if a red ball is drawn from the first urn, $0 if it is black.

B $100 if a red ball is drawn from the second urn, $0 if it is black.

and

C $100 if a black ball is drawn from the first urn, $0 if it is red.

D $100 if a black ball is drawn from the second urn, $0 if it is red.

Decision makers typically express a clear preference for A over B and for C

over D. This result is puzzling because it is assumed that, when given a choice,

decision makers will prefer the best option. If the decision maker prefers A

over B, then it means that she thinks that A is a better option than B, which

is to say that she thinks her chances of winning the $100 is better with A.

This means that she believes that there are more black balls than red in the

second urn. Similarly, if she prefers C over D, it means that she thinks that

she has a better chance of winning by choosing C, which is to say that she

thinks that there are more red balls than black in the second urn. So, her

pattern of preferences implies that she believes that there are both more red

balls and black balls in the second urn, an irrational (inconsistent) belief.

A rational agent, knowing nothing of the distribution of balls in the

second urn, should not believe that there are more red balls or black balls

in the second urn. Consequently, she should have no systematic preferences

between A and B, and between C and D, as such preferences would imply a

belief about the distribution of balls in the second urn. Having no reason to
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prefer A over B, or B over A, a rational agent should be indifferent between the

two, as again, we should prefer what is better. If neither is better, a rational

agent should be indifferent between the two. In the theory of rationality, this

indifference implies that the the decision maker should believe that the two are

equally good. In other words, there is no difference, in terms of preferences,

between believing that the distribution of balls is 50-50, and knowing nothing

about the distribution of balls. Nevertheless, at the very least, a rational agent

should have consistent preferences between the choices, and should not have

preferences that imply a belief that there are both more red balls and more

black balls in the second urn, since she knows this is false.

In one sense, the intuition that we should treat the two cases as being

the same makes sense. If an urn has a known distribution of 50 red balls and

50 black balls, there is no reason we should think that a red ball is more likely

to be drawn than a black ball on any given draw. As a result, in a situation

that involves betting on the outcome of a draw, there is no reason to prefer a

bet on a red ball being drawn to a black ball being drawn. Similarly, if the

distribution is unknown, there is no reason to believe that a black ball is more

likely to be drawn than a red ball. By parallel reasoning, there is no reason to

prefer a bet on a black ball being drawn to a bet on a red ball.

However, it is important to realize that two distinct constraints are

being conflated here. The first is that we do not and should not make choices

for no reason (which is related to the constraint that people choose what they

believe is best). The second constraint, also related to the constraint that
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people choose what they believe is best, is that if neither option is better, we

should be indifferent between them. People do not change their preferences

when informed of the recommendations of the theory because there is a reason

to prefer choosing from the first urn: we know more about it. The theory

identifies situations where we are indifferent because we do not know which is

better and situations where we are indifferent because we know that neither

is better. But these two are not the same to us.

While these two situations are intuitively distinct, the theory treats

them as being exactly the same. This is no small matter because the theory

is forced to this conclusion. In order to make the math work, the theory

of rationality must have an assumption that our preferences are complete.

Between any two options, A and B, we must either prefer A to B, B to A,

or be indifferent between them. This means that we must think that A is

better, B is better, or the two are equally good. But there is a big difference

between not knowing which is better and thinking the two are equally good.

Ellsburg’s example is a case in point. A decision maker can suspect that the

distribution in the second urn favors red or black, but not know which one is

favored. She does not think that red and black are equally good choices in

the second urn. She does, however, think that the two are equally good in

the first urn, because she was told that they were. A choice of the second urn

is, in some sense, riskier than the the first urn. This amounts to a reason to

prefer A over B and C over D: A and C are perceived as less risky (though the

theory shows that this is not mathematically so).
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As I described in chapter 2, this intuition that uncertainty and indif-

ference are distinct influences on rational decision making is strong enough

to motivate a host of alternative theories of rationality. These theories are

willing to give up some of the mathematical precision the ideal theory is able

to attach to the constraint that it is rational to prefer, and so choose, what

is best in exchange for a defeasible, less precise but more realistic, notion of

“best.”

5.5.2 Allais Paradox

The Allais paradox is, in some respects, an extension of the intuition

that was tapped by the Ellsburg paradox. If the Ellsburg paradox showed that

people prefer less risky situations, that less risk is, in and of itself a reason

to prefer an alternative, Allais (1953) showed that decision makers are not

consistent about their risk preferences.

The Allais paradox is similar to the Ellsburg paradox in that it describes

a situation in which decision makers are presented with a pair of gambles, in

this case lottery tickets:

A Lottery ticket A has a certain payoff of $1 millon.

B Lottery ticket B has an 89% chance of $1 million, a 10% chance of $5

million, and a 1% chance of $0.

and
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C Lottery ticket C has an 89% chance of $0 and an 11% chance of $1 million.

D Lottery ticket D has a 90% chance of %0 and a 10% chance of $5 million.

Decision makers, when presented with this choice, typically prefer A over B

and D over C.

The Allais paradox is interesting for two reasons. The first reason is

that the pattern of preferences expressed violates the independence axiom, also

known as the sure-thing principle (Savage 1972), one of the central intuitions

of rational choice theory. The sure-thing principle says, in effect, that if the

outcome of an uncertain situation has no effect on the situation (or is the same

for any outcome), then it should not affect preferences.

Savage illustrates the intuitions behind the sure-thing principle with

an example: A business man is considering buying a piece of property. He

considers whether he would buy it if he knew that the Republican candidate

would win the next presidential election, and decides that he would. He then

considers whether he would buy it if he knew that the Democratic candidate

would win the next election, and again decides that he would. Seeing that he

would buy in either case, he decides to buy the property, despite not knowing

the outcome of the coming election. Savage declares “It is all too seldom

that a decision can be arrived at on the basis of the principle used by this

business man, but, except possibly for the assumption of simple ordering, I

know of no other extralogical principle governing decisions that finds such

ready acceptance” (Savage 1972, p. 21).
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The connection with the sure thing principle is clearer when the choice

is presented slightly differently. The decision maker is presented with a pair of

urns, containing balls numbered 1-100. She is asked to draw a ball from one

of the urns, and she will receive a payoff depending on the number of the ball

that is drawn, in the following way:

1-10 11-99 100
A $1 million $1 million $1 million
B $5 million $1 million $0

and

1-10 11-99 100
C $1 million $0 $1 million
D $5 million $0 $0

In the center column, we can see that the decision problem was altered by

making an identical change in both decision problems. Since the change is

identical in both problems and to all the choices, it should not affect the

preferences. A and C are the same, and B and D are the same, with the

exception of an alteration that, being identical across all options, should not

affect preferences.

The intuition behind the sure thing principle is simple: if information

does not affect the outcome, it cannot be a reason to change preferences (it

will not affect choices). In order to count as a reason to choose A over B, some

information must distinguish A from B. In the Allais example above, the same

change was made to both A and B in order to produce C and D; the middle

column was changed from $1 million to $0 in both. Otherwise, A is the same

as C and B is the same as D. According to the sure-thing principle, this cannot
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be a reason to change one’s preferences.

However, like the Ellsburg paradox, when people are informed of this,

they frequently do not change their minds. They continue to think that it is

rational to prefer A to B and D to C. Their thinking seems to be that, in this

case, the identical change makes a big difference, for a very simple reason. A

is better than B because it is a certain outcome; a bird in the hand is worth

two in the bush, as the saying goes, and A is money that is in the hand, as

it were. Even though B has the prospect of a higher payoff, and only a very

small chance of nothing, it is still uncertain. The certainty of A is, in itself,

the reason to prefer A over B. The change, identical in form though it may

be, is not the same in its effects on A and B. In particular, it has the effect

of undercutting and removing the feature of A that made it preferable: its

certainty. After the change, C and D are both risky. The certainty, the reason

for choosing A, is gone. Nevertheless, the reason for preferring B to A (should

anyone have done so) remains: B has the prospect of a much higher payoff with

only a slightly increased risk of receiving no money. Consequently, decision

makers might shift from preferring A over B to preferring D over C after this

justification of certainty is removed.

5.5.3 Newcomb’s Paradox

Newcomb’s problem (Nozick 1969) is an interesting example, in that it

presents a different solution depending on two intuitions that guide the theory

of rationality. This is not a case in which people have intuitions about ratio-
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nality that conflict with the intuitions that are incorporated into the theory of

rationality. Rather, two different principles of rational choice that are within

the theory seem to be at conflict.

In Newcomb’s problem, a decision maker is presented with a single

choice. She is presented with two boxes, A and B. Box A, which is transparent,

contains $1000, and she can see the money is there. Box B is opaque, but

she is told that it contains either $1 millon, or $0. She is given a choice:

she can have the contents of box B ($1 million or $0) or she can have the

contents of both boxes ($1,001,000 or $1000). But there is a trick. A great

psychologist has invented a device that she claims will allow her to scan brains

and predict behavior. She has scanned the decision maker the day before and,

being opposed to greed, she has placed the money in box B according to the

following rule: if she predicted that the decision maker will take both boxes,

she left box B empty. If she predicted that the decision maker would just take

box B, she has placed $1 million in B. She has already done all this the day

before: the money is already there, or it is not. Furthermore, the decision

maker is informed that the psychologist has done this ten times before, and

has predicted correctly every time. As a result, the decision maker believes

that (assigns a high probability to the claim that) the psychologist will predict

correctly.

So the decision problem can be represented as follows:

Predicts B Predicts Both
Take Both $1,001,000 $1000

Take B $1,000,000 $0
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One strategy for making decisions, which is to say determining which

choice is best, in the theory is the “iterated elimination of dominated strate-

gies.” A strategy is dominated just in case there is another option that is

better, no matter what the outcome. This is just the sure-thing principle.

In Savage’s description of the business man who determines that he should

buy the property whether the Republican or the Democratic candidate wins,

buying dominates not buying. Buying is better, regardless of the outcome of

the election. According to this intuition, taking both boxes dominates taking

one box. The money is already there or it is not; the decision maker cannot

make the psychologist have predicted the day before that she would take one

box by taking one box now. The prediction has already been made, and the

money has already been placed. Therefore, the rational choice for the decision

maker is to take the dominant strategy: she should choose both boxes. No

one should ever choose a dominated strategy.

Another, more widely applicable, method for determining the best al-

ternative is to choose the option with the highest expected utility. Expected

utility is determined by computing the goodness of an outcome in light of the

chances that it will occur. In this case, the decision maker believes that it

is likely that the psychologist has made an accurate prediction, say a 90%

chance. Thus, the expected utility of taking both boxes is 10% × $1,001,000

+ 90% × $1000, or $101,000. The expected utility of taking one box is 90% ×
$1,000,000 + 10% × $0, or $900,000. The expected utility of taking one box is
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higher, so the decision maker should choose just B. The intuition behind the

expected utility solution is also clear: we should temper our preferences for

the goodness of outcomes by their chances of occurring. Winning the lottery

would be great, but buying the tickets is a waste of money because it is not

going to happen. Similarly, getting money from both boxes would be nice but,

since the psychologist is a good predictor, it is probably not going to happen.

Also relevant here are the constraints on causation that were discussed

in the previous chapter. I have already described how the rational decision

from the perspective of the sure thing principle depends on the idea that our

actions now cannot exert “backwards causation.” Present actions, i.e. choosing

one box, cannot cause the psychologist to have predicted yesterday that I would

choose one box. On the other hand, I have no idea what the psychologist

predicted yesterday. My actions today might constitute evidence, a reason to

believe, that yesterday she predicted that I would choose one box.

Consider, as an analogy, an extreme version of Ellsburg’s paradox. Urn

A, as before, contains a mixture of 50 red balls and 50 black balls. Urn B,

the decision maker is now informed, contains either 100 red balls or 100 black

balls, though she is not told which. The decision maker is given a choice:

A $100 if a red ball is drawn from urn A.

B $100 if a red ball is drawn from urn B.

However, the decision maker is also told that a kindly psychologist, who wants

people to feel good about their choices, has placed the balls in urn B the day
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before in the following way: if the psychologist predicted that the decision

maker would choose urn A, she placed black balls in urn B. If she predicted

that the decision maker would choose urn B, she placed red balls in urn B.

In this new case, as before, the decision maker has no real information

about the distribution of balls in urn B. However, now she has what might

be taken as a reason to choose urn B. If the decision maker believes that the

psychologist has no predictive power then her actions now do not constitute

evidence, or a reason to believe, that choosing urn B would be best. If she

believes that the psychologist’s predictions are systematically wrong, she has

a reason to believe that she should take urn A. But if she believes that the

psychologists predictions are better than chance, then, even if she is not a

perfect predictor, the decision maker has a reason to pick urn B. The point

though, is that this situation, like the one in Newcomb’s problem, is one in

which the only reason available is a bad one. It remains true that the decision

maker’s actions today cannot be a reason or cause for the psychologist’s actions

yesterday. However, as we saw in the empirical studies by Nisbett and Ross

described above, sometimes a bad reason is better than no reason at all.

5.5.4 Backwards Induction Paradox

The final paradox, which has also been alluded to earlier, is the Back-

wards Induction Paradox. The backwards induction paradox arises in what is

sometimes called the “centipede game.” In this game, two players take turns

making decisions. At each point, a player may choose to pass the game to
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the other player, or keep the pot, which ends the game. Each time the choice

is passed, and the game continues, the pot grows. So the first player has the

option of passing or keeping $1. The second player has the option of passing or

keeping $2, and so on, until the second player has the option of keeping $100

or splitting the money with the first player, $50 each. According to rational

choice theory, the second player, at the final choice, should prefer $100 to $50,

and so she should opt to keep the money. The first player, at the second to

last choice point, should realize that, if she passes to the second player, the

second player will keep the money. Preferring $99 to $0, she should keep the

money. The second player, at the third to last choice point should realize that,

if she passes to the first player, she will get $0, and so she should keep the

money. This process continues until the first player realizes, at the first choice

point, that if she passes to the second player, she will receive $0, and, prefer-

ring $1 to $0, she keeps the money and ends the game at the first point. But

this is not what people actually do. Instead, they pass several times, allowing

the pot to grow until eventually, someone opts out. The paradox lies in the

fact that, by disregarding the requirements of rational choice theory, which

purports to describe the optimal decision making strategies, people do better,

in that someone leaves with more money than they would have received by

playing the optimal strategy.

This process is similar to the “beauty contest” games described above.

In a beauty contest game, a group of participants is asked to pick a number

between 0 and 100. The person who is closest to one-half the average number
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picked without going over will win a prize. The participants, realizing that the

winning number is one half the average, should realize that there is no way

a number greater than 50 can win. Therefore, they realize they should not

choose a number greater than 50. They also realize that the other participants

should realize the same thing. Therefore, there should be no way a number

greater than 25 could win. Therefore, they should pick a number less than

12.5. But then, there is no way a number greater than 6 could win, and on

and on, until they realize that they should pick 0. Everyone picks 0, which

then becomes the correct answer, and everyone wins. But when actual people

play a beauty contest game, the winning number is usually between 8 and 12.

As with the Allais paradox, the backwards induction paradox is impor-

tant because it challenges several crucial intuitions that provide the basis of

rational choice theory. The primary intuition is that rational decision makers

should choose the best alternative. The second intuition is that humans are

rational, in the sense that they prefer, and will choose, the best option. Ac-

cording to rational choice theory, rational decision makers predict and explain

the behavior of others solely on the basis of these assumptions: they are ratio-

nal, and they will choose the best alternative. Using these two principles (in

rational choice theory, they are principles, not constraints. I would certainly

accept them as constraints), rational decision makers predict the behavior of

others and, in the centipede game, opt out at the first chance, and in the

beauty contest game, pick 0.

These assumptions are crucial, in that the standard solution concept
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for strategic rational decision making (game theory), is the Nash equilibrium.

The Nash equilibrium describes the best (optimal) alternative that a rational

agent should choose on the assumption that the other people involved are also

rational and will choose their optimal strategies. The rationale for the Nash

equilibrium in particular, and rational choice theory in general, is undercut by

situations in which decision makers do better by ignoring it. The putatively

optimal strategy is not optimal at all in these situations. Thus, we arrive at

the paradoxical conclusion that, in some circumstances, it is not rational to

be rational.

5.6 Beyond Belief: Attributions of other Mental States

In my discussion of empirical studies of folk psychology above, I de-

scribed results related to features other than belief and desire. While the

traditional theory of rationality focuses primarily on the folk psychology of

belief and desire, matters are considerably more complicated than this. Folk

psychology has quite a bit to say about the relationship between reason and

other mental states. This part of folk psychology is sometimes referred to as

“faculty psychology,” and it describes various faculties of the mind, of which

reason is but one.

According to faculty psychology, the mind has (at least) four distinct

“faculties:” perception, passion (or emotion), reason, and will. These faculties

are distinct in that the exert no, or little, direct influence over one another.

Generally, they can “inform” one another, but not change one another. Ratio-
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nal choice theory has little to say about the other faculties, and tacitly assumes

a particular and fixed role for each.

The faculty of perception’s job is to inform us of what is going on

around us. Perception provides a link to the world, and is the source of the

information about what is going on outside the mind. As described in the

previous chapter, when thinking (and speaking) casually, this is treated as

a direct, unfiltered connection to the world. In abnormal circumstances, we

think of the faculty of perception as being directed by the faculty of the will,

not in the sense that we can choose what to perceive, but in the sense that we

can choose what to attend to. Thus, we might ask someone who is looking out

the window while we are talking to pay attention. Moreover, the input from

the faculty of perception can be evaluated by the faculty of reason. We learn

that, while the tie appears to be green, under normal lighting conditions, we

would perceive it to be blue.

As I discussed in chapters 2 and 3, the theory of rationality tends to

treat perception as a direct, unfiltered link to the world. This approach is

required by the need for a shared, accurate understanding of the world on

which to base decisions. Our decisions are optimal because they are based on

the way the world is and we can predict the actions of others because their

behaviors will also be based on the way the world is. I have argued throughout

my dissertation that this assumption is problematic. Perception does not give

us a shared understanding of the structure of decision problems for free, and

it is the work of rationality to provide this shared understanding, rather than
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merely operating within it. To put this claim in folk psychological terms, part

of the work of the faculty of reason, in making decisions, is to evaluate the

information provided by the faculty of perception, and to do so in a way that

others will understand and endorse.

The faculty of emotion also generates conflicting intuitions. On the one

hand, emotion is the opposite of reason, and it pulls us to choose bad things.

Crimes of passion are punished less severely by our legal system and, according

to Dante, by God. This is because the criminals were, in some sense, unable

to control themselves (with reason) and were swept away by their passions.

In the Inferno, Dante pictures humans as having a dual nature. On the one

hand, humans have an appetitive, animal nature (the passions), and on the

other hand, they also have a thinking, divine nature (reason). Sins of the

passions (greed, gluttony, lust, etc.) represent an unseemly surrender to our

animal nature, and are punished in the upper circles of hell. Sins of reason

(deceit, graft, and, worst of all, treason) represent the perversion of our divine

nature to serve sinful purposes and are punished in the lower circles of hell.

So, in this sense, passion is the opposite of, and enemy of, reason. Reason and

passion fight to govern our actions. Rational individuals are like Mr. Spock in

Star Trek; they do not feel, or ignore the pull of emotion, and always choose

the rational, objectively best course of action. According to these intuitions,

reason can motivate action, and fights with passion to determine which of

the two motivations will be expressed in action. According to the traditional

theory of rationality, emotion plays no role and the determination that an
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option leads to the best outcome is sufficient to motivate a rational agent to

perform that action.

An alternative perspective on the role of the faculty of emotion in ratio-

nality is associated with David Hume. The slogan of the Humean view is that

reason is the slave of the passions. Rather than struggling with the passions

for expression in the will, and in behavior, it is the purpose of reason to get

what we want. It is not the function of reason to tell us what we should want.

This attitude is motivated primarily by the realization that desire, part of the

faculty of the passions, plays a significant role in rationality, particularly in

motivating behavior. While there is a great deal to be said about rational

belief, it is much harder to give an account of rational desire. The idea in

many respects is that we want what we want, and nothing more can be said.

Desire, of course, does play a significant role in directing the course

of rational deliberations. Desire is how we set out the ends that rational

deliberation ought to reach, how we rank the outcomes. Other passions also

play a role in motivating behavior according to folk psychology.

In order to understand this, we must recognize that emotions are in-

tentional mental states in folk psychology. Emotions are about something. We

are afraid of terrorist attacks, angered by an insult, etc. The insult is the

cause of our emotion, but the insulter is also the object of the anger. So, for

example, in Rhetoric, Aristotle defines anger as “a destressed desire for con-

spicuous vengeance in return for a conspicuous and unjustifiable contempt of

one’s person or friends. If this indeed defines anger, then the anger of the angry
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person is necessarily always directed toward someone in particular” (Aristotle

1378a20/6). Since our folk psychology understands emotions as mental states

that are directed at an object, it is not a big jump to reason as evaluator of

emotions. In the same sense that we evaluate the appropriateness of a men-

tal state of belief about a proposition (is it rational to that belief should be

directed toward that proposition), we can look at the appropriateness of an

emotion about an object.

While we do not typically describe emotions as being rational, we do

at times describe certain emotions as being irrational (phobias, “irrational

exuberance” etc.). This would be puzzling on the traditional account of ratio-

nality. When rationality is understood as comprehensibility this is not puzzling

at all. We do not understand why someone should be deathly afraid of spiders,

enraged by a thoughtless remark, or excessively optimistic about the prospects

of a new tech company. Furthermore, while emotions might not typically be

described as rational, we talk about emotions as being reasonable. A hiker on

a walk through the desert who encounters a rattlesnake might feel fear. She is

afraid of the rattlesnake, and there is a good reason for this. The rattlesnake

has the potential to cause severe harm or death to the hiker. She should be

afraid of the rattlesnake. We understand why the hiker is afraid of the rat-

tlesnake. So it can be argued on the basis of situations like this that emotions

can be rational, as well as irrational (Solomon 1973, de Sousa 1987). Emotions

do play a role in our game of giving and asking for reasons. It is acceptable to

ask someone why she feels that way, and expect a particular sort of response.
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Insofar as one can evaluate this response on the basis of its understandability,

whether it is an appropriate response to the question asked, we can think of

emotions as rational.

A response to this sort of approach might be that emotions contain a

particular belief. The hiker, in the example above, believes that the snake is

dangerous and her behavior (running away) is a rational response to that belief.

An irrational fear, say fear of a bogeyman in the closet, is irrational because

it contains a belief (there is a bogeyman in the closet) that is false, and it is

directed toward an object (a bogeyman) that does not exist. This is somewhat

problematic as beliefs frequently do not cause emotions. Someone who is afraid

of roaches, when asked why, might say that roaches are disgusting. However,

this is just to say that she has a very negative feeling about them. She might

say that roaches are dirty, which does not explain her behavior. Certainly

roaches are something to be kept out of one’s house, especially places that

are better kept clean such as the kitchen, but this does not explain a strong

aversion to them. Such an aversion is not felt for other, similarly dirty, insects.

In some ways, this point is irrelevant to the point that I am making, that our

game permits giving and asking for reasons for feelings. But, as in the case of

the person who is afraid of roaches, the question concerns a reason for feeling,

not a reason for belief. A belief might count as a reason for feeling, and, when

one cannot give such a belief that properly explains the feeling, we might

conclude that the person is irrational (or has an irrational fear). But, when

giving or asking for a relevant belief, what is being provided or is lacked is a
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proper understanding for a feeling not for a belief.

Arguments like Solomon’s that emotion can be rational are interesting

because they capture intuitions about rationality that are not captured by the

traditional theory of rationality. However, they also provide a problem for

approaches like Hume’s. As with other feelings, it is acceptable to give and

ask for reasons for desires. We can ask why someone wants something, and

expect a particular sort of answer. Hume’s intuition, that this answer would

generally be in the form of another feeling, another desire, is also revealing.

Hume suggests that, ultimately, such a line of questioning will end with an

appeal to pleasure or pain. Reason can determine the line of connection back

to pleasure or pain, but it is inappropriate, irrational, to ask why someone

wants pleasure, or does not want pain. That is not an acceptable question in

the game, that is a case where it is irrational to ask a question, rather than to

give a particular answer.

This is the motivation for Hume’s claim that reason is the slave of the

passions. At a certain point, the point of pain and pleasure, the game ends.

There is an explanation that does not permit more questions. At this point,

Hume claims that the passion of desire, which is arational, in that it does not

permit further explanation, dominates reason, in that it motivates and directs

our thinking and behavior:

’Tis obvious, that when we have the prospect of pain or plea-

sure from any object, we feel a consequent emotion of aversion or
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propensity, and are carry’d to avoid or embrace what will give us

this uneasiness or satisfaction. ’Tis also obvious, that this emotion

rests not here, but making us cast our view on every side, com-

prehends whatever objects are connected with its original one by

the relation of cause and effect. Here then reasoning takes place to

discover this relation; and according as our reasoning varies, our

actions receive a subsequent variation. But ’tis evident in this case

that the impulse arises not from reason, but is only directed by

it. ’Tis from the prospect of pain or pleasure that the aversion or

propensity arises towards any object. (Hume 1739/1985 461-2)

So at a certain point, the game of giving and asking for explanations must

end. At a certain point, there are no more questions to be asked. This point

arrives earlier, and more often, with the passions:

Albert: Why are you so angry?

Bob: Jones just insulted my mother!

Albert: Why should that make you angry?

Albert’s second question is confusing. Bob would not understand the question,

would not know why Albert would ask such a thing. Bob’s answer does not

require further explanation. From this, we draw the conclusion that emotions

are arational. At an early level, they do not require more explanation in order

to be understood.
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But what are we to make of the fact that the game of giving and asking

for reasons must end. After all, it also ends with belief, and no one draws the

conclusion that belief is arational:

Bob: It’s raining outside.

Albert: How do you know?

Bob: I’m looking out the window, and I see that it is raining.

Albert: How do you know that there is not someone on the roof sprinkling

water in front of the window to trick you? Or that you are not a brain

in a vat?

Bob: Don’t you have anything better to do?

Outside the context of a philosophy class, Albert’s question is more than in-

appropriate; it is incomprehensible. Someone who was genuinely afraid that

he might be a brain in a vat would be regarded as irrational.1

Bob must conclude either that his willingness to provide explanations is

being abused, or that Albert is incapable of understanding other humans, that

he is irrational. Further explanations, in either case, would serve no purpose.

Bob, and his beliefs and feelings, are not arational. It is not that Bob’s beliefs

1Interestingly, Hilary Putnam’s argument against the worry that we might all be brains
in vats is that, if we were, we would not be able to understand each other. Since “meanings
just aren’t in the head,” our ability to have thoughts and express them depends on the
existence of a social context. As a result, the very thought “I might be a brain in a vat” is
self-refuting (Putnam 1981, pp17-21)
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and feelings cannot be understood. Albert just cannot, or deliberately will not,

understand them. Albert cannot play the game. So noticing that there must

be an end to the game of giving and asking for reasons is not a justification

for concluding that, at their core, emotions (and perhaps all mental states)

are arational. It is simply to notice that, without a shared understanding, the

game serves no purpose. It is not that the mental states are arational. In fact,

it is the opposite. Other people are charitably assumed to be rational, to be

capable of playing the game, of accepting proper reasons. If they cannot or

will not, the game must end. In short, it is not Bob, or his feelings and beliefs

that are arational, it is Albert who is irrational.

The final faculty of folk psychology is the will. The will is the decider.

On the standard conception of folk psychology, it determines whether reason or

passion will be expressed in behavior. The will can be “strong” when it follows

the recommendations of reason, and “weak” when it succumbs to the pull of

passion. The faculty that is expressed (reason or passion) is the motivation

for that behavior. The intuition behind the Humean view is that passion, can

be a reason (or cause) for our behavior. We frequently give and accept reasons

and explanations for our behavior in terms of passions. If we ask the hiker why

she ran away, she would explain that she was afraid of the rattlesnake. Her

fear caused her behavior, and explains it. Similarly, in the traditional rational

choice theory, desire, or preference, motivates us to choose one option. We can

explain our choices with an appeal to a preference.

While I have argued that passions can be rational, and hence, it is
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acceptable in folk psychology to say that reason can motivate actions, it is a

slightly different question whether reason alone can motivate actions. Indeed,

if passions can be rational, this question does not make much sense. Given

that prototypical rational choices are taken to be a product of beliefs and

desires, it is unclear what it means to say that reason alone, independent of

the passions, motivates behavior. Perhaps the real distinction comes from

the issue of subjectivity. Passions are taken to be subjectively felt, while

rationality is taken to be objectively valid. If person A prefers coffee to tea,

and person B prefers tea to coffee, it is not acceptable to ask who is right. In

this sense, passions are felt, while the rational faculty objectively calculates.

To say that reason, by itself, cannot motivate action is to say that objectively

valid calculation, independent of a subjectively felt preference, cannot motivate

us to act.

In some respects, rational choice theory grants this point. Utility, which

rational decision makers are expected to maximize, is generated from a pre-

existing preference ordering. It is a part of the rational agent’s knowledge of the

structure of the decision problem. In the same way that she knows the options

available to her, and the outcomes that follow from those options, she has a pre-

determined preference ordering over those outcomes. Rational choice theory,

especially in economics, sometimes treats utility as though it were identical

to money, for example, as in the paradoxes described above. This is because

money, as a medium of exchange, allows us, by and large, to get what we want.

However, money is not a perfect medium of exchange. It cannot, or so I’ve
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been told, buy happiness. So while money, theoretically, is similar to utility,

in practice, it falls short. So, when pressed, rational choice theorists admit the

distinction between the two. Utility is a bare expression of preference. There

is no objectively valid assignment of utility, and one does not, even in rational

choice theory, reason about how to assign utility. It simply is assigned, as part

of the structure of the game. This is a bit troubling as, being subjective, it is

hard to assume that other’s assignments of utility (their preferences) can be

common knowledge. It is possible, as Harsanyi has shown, to deal with this

problem, though it is complex. For the most part, rational choice theorists

gloss over this problem, and assume that other’s preferences are known. This

fits with the idea that desires can be understood, but is hard to account

for on rational choice theory, as they cannot be objectively calculated. After

all, even Harsanyi’s approach, which attempts to give an objective calculation,

still assumes common knowledge of the possible preferences others might have,

and requires a probability distribution over these preferences. This remains

problematic if desires are subjective states that arise for no reason, and cannot

be rationally understood.

Having spent a while bouncing around among the often conflicting intu-

itions of folk psychology, it is worth returning briefly to some empirical results.

Antonio Damasio and others, have argued that emotional states play a very

significant role in decision making (Damasio 1994, Bechara and Damasio 2004).

He argues that emotions play a role in a fast processing neural system which

makes determinations of “good” and “bad” for various options. Our cognitive
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processing supplies reasons, after the fact, for why these options are good or

bad. But their goodness and badness is felt quickly and motivates behavior.

This is his “somatic marker hypothesis.”

Damasio provides interesting evidence for his claim. His hypothesis

is based on studies of individuals who have abnormal brain function, due to

various sorts of brain damage. The behavior of the individuals Damasio de-

scribes is characterized by poor decision making abilities, in the sense that their

choices are frequently against their own interests, and lead to loss of financial

and social standing. However, these individuals have normally functioning rea-

soning abilities according to all standard measures, and the problems cannot

be accounted for by defects in other cognitive functions, such as knowledge

about the situation, general intellectual defects, defects in language compre-

hension, working memory, or attention (Bechara, H. Damasio, Tranel, and

Anderson 1998, Bechara and Damasio 2004). Damasio provides experimental

evidence that he takes to show that the difference lies in an unconscious clas-

sification of certain situations as dangerous, and leads to avoidance behavior

for risky situations.

The experimental evidence is based on performance of individuals in a

“gambling task,” which involves choosing cards from four stacks, A, B, C, and

D. Subjects are asked to select a card from one of the four stacks, and are told

nothing about the composition of the stacks, or how many selections they will

be asked to make. The cards have four classifications, those with high gains,

small gains, small losses, and large losses. Two of these decks were arranged
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according to schedules that provided high immediate gains, but long term

losses (disadvantageous decks), while the other two provided low immediate

gains, but long term gains (advantageous decks). The performance of three

groups of individuals were compared, those with damage to the ventromedial

prefrontal cortex, those with damage to the amygdala, and a control group

with no damage. The ventromedial prefrontal cortex and the amygdala are

two areas of the brain associated with emotional processing, and not with

higher reasoning processes. The individuals with impaired brain functions

tended to prefer the disadvantageous decks with high immediate payoff but

long term loss, comparable to their real-life tendency to make bad decisions,

while the control group preferred the advantageous decks with long term gain

(Bechara, H. Damasio, A. Damasio and Lee 1999).

In order to determine what was going on in these choice patterns, this

experiment was performed while periodically asking subjects how the four

stacks were organized, and while measuring skin conductance responses (a

physiological measure of activation of emotional states, similar to a polygraph)

(Bechara et al. 1997, Bechara, H. Damasio, A. Damasio and Lee 1999). The

reports could be divided into four sections, a “pre-punishment” phase, before

subjects had any information about the four decks (a baseline performance),

a “pre-hunch” phase, in which subjects had encountered some results but ex-

pressed no understanding of the arrangement of the decks, a “hunch” phase,

in which subjects expressed a suspicion about how the decks were arranged

but were not certain, and a “conceptual” phase, in which subjects expressed
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understanding of the arrangement of the decks. Interestingly, while the sub-

jects with impaired brain functioning never expressed a “hunch” about the

arrangement of the decks, about half expressed understanding of the arrange-

ment. Nevertheless, they still preferred to choose from the disadvantageous

decks. In other words, while they expressed an understanding (which was

correct) that these decks were disadvantageous, they still preferred to select

cards from them. On the other hand, the control subjects tended to have a

slight preference for the advantageous decks even when they were in the “pre-

hunch” phase and expressed no understanding of the arrangement. While in

the hunch and conceptual phases, they had a strong preference for the advan-

tageous decks (Bechara and Damasio 2004).

Also interesting is that, when examining the skin conductance responses,

the control subjects displayed a stronger response to negative outcomes, and,

more significantly, developed anticipatory responses. The control group began

to show physiological signs of increased emotional activity immediately before

choosing a card, while subjects with impaired functions never did. Moreover,

they displayed higher anticipatory skin conductance responses before choosing

a card from a disadvantageous deck, even during the pre-hunch phase. This

suggests an emotional response to risky behavior, even in subjects who are not

consciously aware that this behavior is risky (Bechara and Damasio 2004).

While Damasio’s results are interesting and suggestive, one might wish

for more evidence before fully embracing the somatic marker hypothesis. A

more modest way take Damasio’s result is that passions, states of desire, emo-
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tional states, and motivational states, are not arational in the sense that they

arise for no reason, and are impossible to understand or explain. These results

suggest that there is a shared underlying mechanism that governs the activ-

ities of the passions. This would permit us to understand why others have

the motivations they have, and to expect and explain their responses. While

the passions might be subjective, in the sense that different individuals feel

different desires and emotions, they are not purely subjective in the sense that

we feel what we feel and there is nothing more to say, and no way to anticipate

what people will desire or feel.

This more modest hypothesis is also consistent with other results in

the literature on motivation in psychology. One example is the research on

hormonal and nutritional regulation of eating behavior, which suggests that

our desire to eat certain sorts of food, such as food with higher sugar content,

is regulated by the amounts of certain neurotransmitters, such as serotonin

(Wurtman 1982).

Also significant is the phenomenon of “emotional contagion” (Hatfield,

Cacioppo, and Rapson 1994, Doherty 1997). Emotional contagion describes

the tendency of emotional states to spread, unconsciously, from one person

to another. Interacting with a person who is angry tends to make us angry.

Interacting with a person who is happy will make us feel good, and so on. There

are various proposals for the cause of this phenomenon, but the significance

is primarily that its existence suggests a physiological mechanism for a shared

understanding of the emotional states of those around us.
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5.7 Irrationality and Folk Psychology

At this point, it is worth discussing the phenomenon of irrationality in

folk psychology. In the philosophical literature, discussions of irrationality pri-

marily involve the topic of weak willed behavior. Weakness of will, or akrasia,

as a philosophical puzzle, depends on the faculty psychology discussed in the

previous section. A weak will is a will that is not motivated by reason, but

by passion. It is part of the received wisdom of folk psychology that the phe-

nomenon of having a weak will is a real and common occurrence. Most people

would have little difficulty in identifying instances in their own experience of

times when they acted against their “better judgment;” when they followed a

particular course of action despite knowing better. Because of this, the philo-

sophically uninitiated are often surprised or confused when they encounter

arguments that struggle with the existence of akrasia, or deny it outright.

The trouble, philosophically speaking, arises when we attempt to fit

various intuitions about behavior together. The intuition that it is possible

to have a weak will clashes with the idea that intuition that all behavior is

caused by, and explainable in terms of, beliefs and desires. The philosophical

puzzle arises from the fact that these two bits of received wisdom appear to

contradict each other. Philosophers have typically followed one of two courses.

The first response is to give up on akrasia and explain how it is only an illusion

that anyone ever really acts against their better judgment (their belief that a

particular course of action is the best way to bring about the state of affairs

that they most desire). This is not very satisfying, because this “illusion” is
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so pervasive. It really does seem like we know that a particular action, like

eating a large piece of cake, will have a bad (undesirable) outcome, like getting

fat, even while we are eating the cake.

The second response has been to attempt to resolve the contradiction.

Akrasia is seen as a paradox that can be resolved by clarifying the situation.

To this end, philosophers have tied themselves in rhetorical and logical knots,

trying to have both akrasia and the causal view of folk psychology.

In the last section, I discussed the connection between folk psychology

and rationality. In fact, in the literature on akrasia, an internalist theory-

theory of folk psychology seems to be presupposed (Mele 1986, 1995, Davidson

1980). Akrasia might be seen as a puzzle because it seems to falsify this theory

of action. Of course, it does not, in and of itself. There is no great difficulty

explaining akratic action with a folk psychological theory. If I eat the spicy

food, despite knowing that I will regret it later when it gives me a stomachache,

I can explain that. I wanted the spicy food and my desire, while not rational

in the sense that I judged it the best course of action, explains my behavior.

Neither is akrasia a puzzle for normative rationality; that we ought to

do what we believe is best does not imply that we will. Sometimes, people

are irrational. This does not undermine an account of rationality any more

than the fact that people sometimes make mistakes when adding numbers

undermines the theory of arithmetic. It is a pity that people do not always

behave rationally, but not a mystery.
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At this point, one might be inclined to dismiss the whole problem as

a confusion of two distinct issues. It is only when we conflate (normative)

rationality and (descriptive) folk psychology that we become puzzled by akratic

actions. However, the real question concerns the motivational issue discussed

in the last section. The motivation issue here is the constraint that judging

that an option is best is closely related to wanting it most, and the ambiguity

of “wanting most.” For example, I might think that the state of affairs in

which I win the lottery would be wonderful. I would, all else being equal,

prefer a state of affairs in which I had won the lottery to one in which I had

not. Since willing the end requires willing the means, I should want to buy a

lottery ticket. I would be irrational not to buy it. On the other hand, I also

believe that buying a lottery ticket is only in the loosest sense a means to the

end of winning the lottery. I believe that buying a lottery ticket is a waste

of money, and that there are no realistic means of winning the lottery. Since

what I really want most is to realize a state of affairs in which I have more

money, and I believe that buying a lottery ticket will realize a state of affairs

in which I have less, I should not buy a lottery ticket. These beliefs, together

with my desire to have more money, should cause me to refrain from buying

the ticket.

The real puzzle arises from the collection of four constraints. The first

is the disquotation principle described earlier; I believe what I assert. So if I

am inclined to assert propositions like “what I want most is to lose weight”

then that is what I believe. The second is that my mental states, especially

268



belief and desire, are transparent to me. If anyone knows what I want most,

it is me. So if I assert that “what I want most is to lose weight, and the best

way to lose weight is to refrain from eating cake” then that is what I believe.

Moreover, since my desires are transparent to me, it must be true that what I

want most is to lose weight. The third is that desire and motivation transfer

from outcomes to actions. This is to say, “who wills the ends wills the means.”

If I most desire a particular outcome, and a particular action will realize that

action, I will choose that action. This is just what the will does. The fourth

constraint is that, since my desires are motivational, such that motivation is

always coupled with strongest desire, and that desire transfers from outcomes

to actions, what I do reflects what I want most. So if you see me eating cake,

you will judge that what I wanted most was to eat cake (or, more accurately,

to satisfy my craving for cake).

The problem arises when you hear me say that what I want most is

to lose weight. Later, when you see me eating cake, you will be confused.

“I thought you wanted to lose weight!” you might exclaim. The (implied)

question gives me the opportunity to express and explain my changed desires

and beliefs. After all, desires do change. But I do not take this way out: “I

do” is my puzzling reply, even as I eat more cake.

Akrasia is a puzzle for philosophy, which takes folk psychology seriously

as a theoretical account of behavior. The constraints I described above are

taken to be theoretical principles that are universally valid. If a situation

like the one above is encountered, the conclusion seems to be that we have an
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inconsistency. There is not necessarily any problem with wanting incompatible

things. The problem is that we are forced to conclude that we wanted two

incompatible things most. The conclusion is that what I wanted most was to

eat cake, and what I wanted most was to refrain from eating cake. This cannot

be right. Herein lies the irrationality of akrasia: it suggests a contradiction.

So much so, the philosophers are inclined to dispute the possibility of akrasia,

despite the clear intuitions that it is a real phenomenon.

The problems that arise from taking folk psychology seriously as a

theory were noted by John Dewey. He provides an eloquent statement of this

point:

Recently a friend remarked to me that there was one supersti-

tion current among even cultivated persons. They suppose that if

one is told what to do, if the right end is pointed to them, all that

is required in order to bring about the right act is will or wish on

the part of the one who is to act. He used as an illustration the

matter of physical posture; the assumption is that if a man is told

to stand up straight, all that is further needed is wish and effort

on this part, and the deed is done. (Dewey 1922/2002 27-8)

Akrasia is a puzzle because folk psychology is taken to be an accurate descrip-

tion of behavior. Beliefs and desires are causally connected to behavior in

such a way that our understanding of beliefs and desires allows us to predict

behavior. If the behavior is different from what we predicted, this must mean
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that the beliefs and desires were different from what we had thought. If we

abandon the idea that folk psychology should be understood as an (accurate)

theory of psychology, there is no puzzle at all.

The interesting point, then, becomes the attribution of irrationality to

the weak-willed individual. Philosophers are not wrong when they note the

puzzling nature of akratic behavior. But the irrationality lies not in the con-

tradiction. Or, rather, it is not irrational because it is contradictory. Rather,

the contradiction makes it difficult, if not impossible, to explain or understand

akratic actions. We explain behavior in terms of beliefs and desires. When

we encounter behavior that will not yield to this folk psychological account,

we are confused. Akratic action is not impossible by any means. But it is

hard to understand, in that it represents a violation of the game of reasons.

Akratic action breaks the rules in precisely the manner I described above. In

this sense, akratic action counts as irrational.

One approach to akrasia focuses on weakness of will as being a mo-

tivational problem (Mele 1995). On this approach, the problem lies in the

assumption that motivation does not transfer straightforwardly from ends to

means. From the perspective of the theory of rationality, it is not clear how

this could be so, but I tend to agree with Mele that the existence of akratic

actions shows that it is so.

Mele focuses on a variety of motivational techniques for promoting

strong willed action in ourselves. In this sense, his approach is in accord

with Dewey’s comment about the superstitious, magical thinking that desir-
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ing the ends is sufficient, without working out the details of the means, and

following this detailed plan. In this sense, Mele is interested in developing the

habits of rational behavior, rather than the habits of irrational behavior.

This approach is also significant in that it points to something else.

Developing the habits of rational behavior is also a method of socializing our-

selves, of internalizing the requirements and expectations of the game of rea-

sons. When we can develop the habits of acting in accordance with the rules of

the game, we behave in the manner that others expect of us, and that we come

to expect of ourselves. We develop the habits of behaving rationally, which

is to say, comprehensibly. Herein lies the normative nature of rationality; we

ought to behave in the manner that is expected of us.

5.8 Experimental Investigations of Rationality

It is worth returning at this point to some experimental results. There

is a vast literature in psychology that describes experiments that demonstrate

the ways in which humans in laboratory conditions can be made to violate

the conditions of rational choice theory. The question is what these violations

mean. One possibility is that they show that human beings are fundamentally

and systematically irrational. Another possibility is that they show that the

theory of rationality is fundamentally flawed. A third possibility is that they

mean nothing at all, that they are simply a case of subjects “receiving a

Bayesian hazing by statistical sophisticates” (Barone, Maddux and Snyder

1997).
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Each of these interpretations is problematic. The first explanation,

that humans are just irrational, is unsatisfying. If nothing else, this seems to

undermine the point of a normative theory of rationality. If “ought” does imply

“can,” then the conclusion that humans are incapable behaving rationally casts

doubt on the purpose of having a normative theory of rationality, other than

as a novel mathematical and philosophical exercise. The second possibility,

that the theory is flawed, is also problematic, in that the theory of rationality

is primarily meant to be a normative claim, rather than a descriptive claim.

The theory of rationality describes how we ought to reason. The fact that we

do not, does not cast doubt on the theory. The third possibility, that it shows

nothing at all, other than that psychologists are clever enough to construct

artificial situations in which reasoners are lead astray ignores the widespread

and systematic nature of these violations.

5.8.1 Heuristics and Biases research

I said before that rational choice theory can be understood as an elab-

oration on folk psychology. These experimental results suggest that rational

choice theory, and consequently folk psychology, is at least problematic as a

psychological theory. Its assumptions and predictions do not hold up partic-

ularly well when subjected to empirical investigation. However, if folk psy-

chology is more important as an explanatory framework and a constraint on

acceptable explanations of behavior, this is not a big problem. Regardless of

its value as a psychological theory, it retains its value as a tool for making
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ourselves understood.

Tversky and Kahneman and their followers are interested in showing

that, rather than computing the optimal behavior, ordinary reasoners are in-

clined to employ various heuristics and biases. They then show that these cog-

nitive shortcuts fail to satisfy the axioms and assumptions of rational choice

theory. Because this is their focus, they typically ignore the questions of how

efficient or effective these biases and heuristics are. They simply demonstrate

their existence and, by designing experiments where this can be expected to

occur, document situations in which these shortcuts clash with rational choice

theory. In one sense, this is understandable. In terms of experiment design,

they are testing the hypothesis of whether ordinary humans make decisions

according to rational choice theory or according to heuristics and biases. In

order to test this, they must create situations in which the two hypotheses

make conflicting predictions, and use the data to determine which prediction

is upheld. But it is easy to understand why these results are interpreted as

either showing that humans are irrational, or that all they are doing represents

a “bayesian hazing.” Either way (or neither), their results, as a body, strongly

uphold the hypothesis that humans (at least sometimes) reason with heuristics

and biases, not the calculations described by rational choice theory.

The heuristics and biases researchers have identified many heuristics

and biases to which humans are subject. For simplicity, I will focus on several

of the most common types: representativeness, availability, and attribution.
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5.8.1.1 Representativeness

The representativeness heuristic is related to our intuitions about statis-

tics. It is sometimes referred to as the “gambler’s fallacy” or the “law of small

numbers.” In general, representativeness refers to our tendency to expect that

a sample will represent the underlying probabilistic structure, regardless of

the sample size. An instance of the gambler’s fallacy would be a situation in

which, betting on the outcome of a fair coin, and having observed the sequence

H,H,H,T,H,H, one might conclude that the next observation is more likely to

be T in order to “balance out” the previously observed preponderance of H

observations. In other words, the short sequence ought to reflect the proba-

bilistic structure that has H and T observations to be equally likely, by having

the two be equally numerous (Tversky and Kahneman 1971, Kahneman and

Frederick 2002, Bar-Hillel and Neter 1993).

This, of course, violates the answer from probability theory that, since

the trials are independent and identically distributed, past results are no guar-

antee of future returns. Every sequence, including those with a large propor-

tion of heads, is equally likely, so the probability of observing (H,H,H,T,H,H,H)

and observing (H,H,H,T,H,H,T), is exactly the same. Moreover, given that one

has already observed (H,H,H,T,H,H), the probability of each of the two ex-

tensions is, for a fair coin, one half. Granted if one observed a long enough

sequence with a large proportion of heads, one might begin to doubt the claim

that the coin was fair, but the sequences used in this research are not long

enough for this issue to arise. Moreover, this is the opposite of the expected
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observation of T, which would “balance out” the sequence.

On the other hand, the issue of rationality as comprehensibility is more

complicated. As I have described in previous chapters, rationality operates

under the constraint that everything happens for a reason. Statistical sophis-

ticates, who still operate under this assumption, accept the claim that there

is one and the same reason for any sequence of results that one might observe;

the coin is fair. We cannot and should not distinguish between any two par-

ticular sequences. Of course, for very long sequences, the matter is different.

For long sequences of trials, we should expect the proportion of distribution to

come to resemble the underlying probability. This is the law of large numbers,

and the reason is that the large number of trials swamps any short term runs

of one outcome or the other.

To the statistically uninitiated, this sounds like the assertion that there

is no reason a particular sequence occurred. If the observed sequence matches

the putative fairness, roughly half heads and half tails, then there is no problem

with saying that the reason for this observation is that the coin is fair. If it

does not, then there must be some other reason for the observations. If the

subject believes the assertion that the coin is fair, then the distribution should

come to resemble the probability. The fairness of the coin is, paradoxically, a

reason for expecting that the next result is more likely to be T.

This sort of reasoning is the inverse of the reason for believing in the

“hot hand” described in the previous chapter. There, the observation of runs

that were not representative of the underlying probability of making a shot
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was taken to be a reason for asserting that some other force was at play, in

this case, the hot hand phenomenon. Since the game of reasons permits asking

“why did this happen?” and expecting a reason, appeals to the hot hand or

the “law of small numbers” are acceptable as reasons for the observations.

5.8.1.2 Availability

Availability biases are usually based on the ease with which a certain

class or event can be connected with a representative member or example.

There are several ways in which an availability bias can arise, such as retriev-

ability of instances, effectiveness of a search set, imaginability, and illusory

correlation.

Retrievability of instances biases have to do with the ease with which

members of a particular class can be remembered. If members of a particular

class are more familiar or more salient, the size of that class is often overes-

timated. For example, Tversky and Kahneman (1973) gave subjects a list on

which the number of men and women were equinumerous. However, on some

of the lists, the women were relatively more famous than the men, and on

other lists, the men more famous than the women. They found that subjects

judged the gender with more famous members to be more numerous on the

list. Similarly, subjects (wrongly) judged that words beginning with the letter

‘r’ were more numerous than words in which it is the third letter. They judge

that this is due to the relative ease of thinking of examples of the former.

The imaginability bias concerns the ease with which one can imagine a
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particular scenario. Experimental evidence suggests that the ease with which a

particular scenario can be imagined affects its subjective probability of occur-

ring (Sherman, Cialdini, Schwarzman, and Reynolds 2002, Anderson 1983b,

Anderson, Lepper, and Ross 1980, Carroll 1978, Gregory, Cialdini, and Car-

penter 1982). Sherman et al., for example, describe an experiment in which

subjects were presented with a description of symptoms of a disease. Some of

the subjects were asked to imagine having those symptoms, while others (a

control group) were asked only to read the descriptions of the disease. The

subjects were presented with two different accounts of symptoms, one which

contained symptoms which were easy to imagine (as judged by the subject’s

written account of their imagined experience of the disease), and the other,

difficult to imagine symptoms. The subjects who were asked to imagine an

easily imaginable disease rated themselves significantly more likely to contract

the disease in the future than the control group, while the subjects asked to

imagine difficult to imagine symptoms rated themselves significantly less likely

than the control group to contract this disease in the future.

The significance of availability biases seems to turn on the distinction

between thinking of people as intuitive lawyers as opposed to intuitive scien-

tists. Intuitive lawyers are looking for a reason, or explanation for behaving

in a particular way. Their concern is more for the acceptability of the reason

to other people, than the objective validity of that reason. Hence, when they

encounter a reasonable answer to a question, they end their search and give

their answer. The result of this is a tendency to give answers that are easy to
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come up with. Such answers have two advantages. First, they require less cog-

nitive effort; stopping the search after an acceptable answer is found requires

less time and effort than evaluating that answer and, if it is to be rejected,

finding another. The second advantage is that, if it is easy for one individual

to discover that answer, it is likely that others will have encountered the same

answer, and will be more likely to accept it. Hence, availability is a good

method for generating acceptable answers.

On the other hand, intuitive scientists are concerned with the objective

validity of the answer, the question of whether it is right. For intuitive scien-

tists, it is not sufficient to find an answer. Rather, after having discovered a

plausible hypothesis, this hypothesis must be further evaluated to determine

its plausibility. The first answer we come up with has no real claim on be-

ing the right one. The evidence from these demonstrations of the availability

bias suggest that people are more likely to behave as intuitive lawyers, who

determine an acceptable answer, reason, or explanation, and then present it

as their belief, than as intuitive scientists who take the time to evaluate those

answers and, occasionally, reject them.

5.8.1.3 Attribution

Attribution biases concern the attempts to assign causes or explana-

tions to observations. They typically fall into two sorts of attribution biases,

those concerning physical events and psychological events. In both cases, the

research suggests that we are very quick to jump to causal conclusions, even
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from limited observations.

In terms of physical events, experiments involving attribution typically

involve base rate fallacies. In these experiments, subjects ignore information

from the base rate, the underlying population distribution, and draw conclu-

sions based on attributions of cause to a salient factor. The standard example

of such investigations is the “cab problem” (Kahneman and Tversky 1972,

Bar-Hillel 1980, Tversky and Kahneman 1982):

A cab was involved in a hit and run accident at night. Two cab

companies, the Green and the Blue, operate in the city. You are

given the following data:

(a) 85% of the cabs that operate in the city are Green and 15% are

Blue.

(b) a witness identified the cab as Blue. The court tested the relia-

bility of the witness under the same circumstances that existed on

the night of the accident and concluded that the witness correctly

identified each one of the two colors 80% of the time and failed

20% of the time.

What is the probability that the cab involved in the accident was

Blue rather than Green?

In this case, because the base rate proportion of Green to Blue cabs is greater

than the proportion of cases in which the witness is reliable, using the proba-

bility calculus, we can determine that the probability that the cab was Blue,
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given the witness’ report is .41: it is more likely that the cab was Green,

despite the report. Nevertheless, experimental subjects consistently respond

that the probability that the cab is Blue is .80, which corresponds to the relia-

bility of the witness. In general subjects tend to seize on one piece of evidence

and attribute causal power to it, while ignoring other evidence. This is a topic

that we will return to in the Fast and Frugal heuristics.

When it comes to explaining the behavior of other people, experimental

evidence shows that subjects show a bias toward explaining the behavior of

others in terms of dispositions, and expect consistent behavior across situations

and contexts. This is sometimes called the “fundamental attribution error”

(Heider 1958, Ross and Anderson 1982). This bias is so strong that subjects

tend to explain behavior in terms of dispositions, despite clear explanations

from the situation. For example, subjects who were informed that another

subject was required to provide a defense for the Castro regime, and given no

choice in the matter, nevertheless, after listening to this defense, concluded

that the defense reflected the individual’s private opinions (Jones and Harris

1967).

The attribution bias is interesting not only for what it reveals about

our explanations, but also for what it reveals about our expectations. Not

only do we explain the behavior of other individuals in terms of dispositions,

we expect those dispositions to be consistent. We expect our understanding of

others to continue to other situations. For example Tversky and Kahneman

(1974, 1980) describe an experiment in which subjects were given a description
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of an individual, allegedly written about him by a clinical psychologist during

his senior year of high school:

Tom W. is of high intelligence, although lacking in true cre-

ativity. He has a need for order and clarity, and for neat and

tidy systems in which every detail finds its appropriate place. His

writing is rather dull and mechanical, occasionally enlivened by

somewhat corny puns and flashes of imagination of the sci-fi type.

He has a strong desire for competence. He seems to have little feel

and little sympathy for other people and does not enjoy interacting

with others. Self-centered, he nonetheless has a deep moral sense.

(Tversky and Kahneman 1980)

Subjects were told that Tom W. was a graduate student and were asked to

rank a list of fields according to how likely Tom W. was in those fields. The

strong consensus was that Tom W. was most likely to be in computer science

or engineering, and least likely to be in social science and social work, or in the

humanities and education. This reveal the expectation that these attributions

will explain, and serve to predict, his future behavior.

However, the subject were then give more information:

In fact, Tom W. is a graduate student in the School of Edu-

cation and he is enrolled in a special program of training for the

education of handicapped children. Please outline very briefly the
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theory which you consider most likely to explain the relation be-

tween Tom W.’s personality and his choice of career. (Tversky and

Kahneman 1980)

Given the prior belief that personality affects career choice, the subjects were

faced with a conflict between Tom W.’s actual choice and the personality

description they were offered. One possibility is to reject the personality de-

scription as inaccurate, and conclude that Tom W.’s personality is more in line

with what is normal for his career choice. However, only a minority of sub-

jects (21%) even expressed reservations about the accuracy of the personality

description. The majority of subjects explained his career choice by focusing

on particular aspects of the personality description (his deep moral sense), or

by reinterpreting the significance of his career choice (as reflecting a need for

dominance).

This tendency to explain behavior in terms of dispositions, and the

expectation that those dispositions will explain and predict future behavior is a

significant component of folk psychology. So, in the example from the previous

section, we are inclined to straightforwardly interpret an assertion that one

wishes to lose weight as a disposition to engage in behavior that is associated

with losing weight, such as not eating food with high sugar and fat contents.

Similarly, we explain observed behavior by attributing dispositions. When one

is observed eating cake, we again explain that behavior as straightforwardly

revealing a disposition to eat certain kinds of food. When we observe a conflict,

as in the case of the weak-willed dieter or Tom W., we certainly do not give
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up our notion that behavior can be explained by attributing dispositions, and

that these dispositions are predictive of future behavior. We do not even give

up on previous attributions of dispositions that would conflict with the new

attributions. Rather, we struggle to find a way to explain this new behavior

in terms of past attributions and, if all else fails, making a new attribution:

irrationality.

5.8.2 Experimental Economics Research

Perhaps unsurprisingly, economists and rational choice theorists take

issue with the findings of the heuristics and biases research. The questions

tend to be of two sorts, methodological questions and implication questions.

The implication questions concern the significance of the heuristics and biases

research. In the first place, while it may be possible for psychologists to con-

struct situations in which subjects violate the assumptions of rational choice

theory under laboratory conditions, one might wonder how often these viola-

tions occur in the real world. While subjects might display behavior that is

“irrational” under special circumstances, outside the laboratory individuals,

especially those with training and experience, might behave more in the way

that is predicted by rational choice theory. The methodological questions turn

on the fact that heuristics and biases research is typically conducted by ask-

ing subjects to make judgements about hypothetical situations, and gives no

incentives for performance. However, there is research (described previously)

which suggests that what people say the would do when asked to imagine
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a situation, and what they actually do when presented with that situation,

are often quite different. Experimental economics attempts to investigate the

behavior of individuals in actual situations, with actual (typically monetary)

rewards. The expectation is that performance will be more rational (in the

traditional sense) if performance is meaningful and behavior which optimizes

expectations is rewarded with a higher payoff (Camerer 1995).

Experimental economics research, then, attempts to replicate the situa-

tions described by rational choice theory as closely as possible. The question is

whether subjects presented with real life versions of the situations described by

the theory will respond as the theory predicts. Hence, economics experiments

proceed by presenting subjects with situations described by game theory (pris-

oner’s dilemma games, public goods games, dictator games, ultimatum games,

etc.) and by economic theory (auctions, markets, bargaining, etc.), provide

subjects with real, monetary payoffs in accordance with the theoretical utili-

ties assigned to various outcomes, and then observes whether individuals will

behave as predicted.

The results of this methodological shift have produced results that are,

on the whole, similar to those of the heuristics and biases research in terms of

their outcomes and implications. That is to say that the results of experimental

economics tend to support the claim that real people do not behave as rational

choice theory predicts. For example, in the prisoner’s dilemma game, two

subjects are given a choice of two strategies; cooperate and defect. The payoffs

for the game are normally structured in the following way:
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Cooperate Defect
Cooperate (c,c) (b,d)

Defect (d,b) (a,a)

where the letters are given monetary rewards such that d > c > b > a. The

predicted outcome, as both the dominant strategy and the Nash equilibrium is

for both players to choose Defect. However, experimental results consistently

show that this is not what people do. Rather, they often cooperate, and achieve

a larger reward than is predicted by the theory because they encounter other

individuals who also cooperate (Flood 1952, 1958, Rapoport and Chammah

1965, Roth and Murnigham 1978, Selten and Stoecker 1986).

Other results describe ultimatum games in which one subject proposes

a split of an amount of money. The other subject has the opportunity to accept

the division or reject it. If the second subject accepts, the two are given money

according to the proposed split, and if the second subject rejects, both receive

nothing. The Nash equilibrium point is for the first player to keep (almost) all

the money, giving the second player as little as possible, for example $1 from a

$100 pot. The second player, thinking that something is better than nothing,

should accept the split. However, in real world experiments, the second player

frequently rejects manifestly unequal divisions, and the first player usually

proposes a relatively equal division of the amount (Gintis, Bowles, Boyd, Fehr

2003, Prasnikar and Roth 1992, Ochs and Roth 1989, Roth 1995).

Traditional economists have been, by and large, underwhelmed by these

findings. Their response has often been along the lines of: so what? all this

shows is that utilities are not exhausted by the experimenter’s payout. But we
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never said it was, or should be. We don’t know what game the subjects were

playing, but all these experiments show is that it isn’t the game you thought

they were playing.

This response is has intriguingly implications. It suggests that the sub-

jects do a better job of determining each other’s understanding of the structure

of the game than the experimenters, who think that the common knowledge

of payoffs determines the understanding of the structure of the game. The

subjects understand that others can be expected to cooperate in a prisoner’s

dilemma games and public goods games, and achieve a better result than the

theory predicts. They also understand that a low offer in an ultimatum game

will be rejected, and make higher offers, which are then accepted. These re-

sults seem to point to a mutual understanding of the situation that is different

from the one that is computed from common knowledge of the structure that

is presented.

5.8.3 Fast and Frugal Heuristics

Also interesting are the “fast and frugal” heuristics investigated by Gerd

Gigerenzer and Peter Todd. These heuristics tend to take the form of simple

rules that pare down the information to be considered to a bare minimum.

This seems to be a response to the question that is largely ignored by the

heuristics and biases research: “Why do people do this?”

The heuristics and biases research can be taken to show that humans

are fundamentally irrational because it ignores this question. There is a good
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reason for humans to follow the requirements of rational choice theory; it pro-

duces optimal results. Rational choice theory computes what humans should

do, and will do on the assumption that they take the best way to get what

they want most. The heuristics and biases research shows that they fail to

satisfy this assumption, but says little else. However, if we take the approach

of bounded rationality from the second chapter, it might be argued that ratio-

nality seeks to balance several considerations. One is the best way to achieve

your ends, and to believe true propositions and disbelieve false ones. But

other considerations are the time and effort it takes to determine the optimal

solution, and the “opportunity costs:” other things you might have done with

that time and effort but now cannot because you devoted it to determining

the optimal solution.

Gigerenzer and Todd follow this line of thinking and attempt to show

that the heuristics that humans employ are efficient in that they represent a

good tradeoff between accuracy and effort. Fast and Frugal heuristics require

very little time and effort (hence their fastness and frugality), but achieve

fairly good results. Thus, they represent a rational (in the optimizing sense)

strategy for getting the best outcome for the least effort.

So one example of a fast and frugal heuristic is the recognition heuris-

tic: choose the option that is best known. This strategy works, according to

Gigerenzer and Todd, because of the way information is often structured by

the environment. As a result we can simplify our decision making by respond-

ing to our environment. It is not entirely clear what this means, so it might
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be best to start with an example.

One example of this research compares the results of a group of invest-

ment professions and a group of investment novices in picking stocks. The

investment professionals have a great deal of information at their disposal for

evaluating investments, and can use this information to pick good and bad

stocks, while the novices have very little information, and tend to rely on the

familiarity of a company, picking stocks of companies that they have heard

of (perhaps brands that they buy), and ignoring those they have not heard

of. This is the recognition heuristic. The results suggested that the novices

outperformed the experts. Moreover, stock portfolios chosen according to the

recognition heuristic outperformed market indices, mutual funds, and portfo-

lios chosen at random (Borges, Goldstein, Ortmann, and Gigerenzer 1999).

In effect, this amounts to a test of the efficiency of the availability

bias described earlier. Novices, with no more information, no other reason to

prefer one stock to another, associate profitability with companies that they

have heard of, those that are available. In this case, everything turns out

well. Other fast and frugal heuristics have a similar character, especially those

involved with “one reason decision making.” These are the “take the best”

heuristic which involves ignoring all available information except for the one

cue that is judged to be the best or most informative, and the “take the first”

heuristic that involves going with the first reason we come up with.

One example of the use of these strategies is the “take the best” heuris-

tic in estimating professor’s salaries (or rather which of two professors makes a
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higher salary). The take the best strategy starts with the recognition heuristic:

if one professor is famous and the other is not, this cue would be sufficient to

stop the search. Thereafter, take the best looks for a cue that discriminates

the options, in random order. So for example, it might look at rank, choosing

the professor with a higher rank. If the two have the same rank, it would

choose another cue, such a gender, and choose the male professor, and so on.

These heuristics were tested in a variety of circumstances, such as pre-

dicting the average attractiveness ratings of men and women, high school

dropout rates, mortality rates for various cities, professor’s salaries, and others,

and against a variety of efficient decision strategies as benchmarks (Czerlinski,

Gigerenzer, and Goldstein 1999, Martignon and Hoffrage 1999, Riescamp and

Hoffrage 1999). While the benchmark strategies examined and weighed many

different cues in order to make a prediction, the frugal heuristics only examined

two to three. However, their results were typically close to the benchmark per-

formance, usually just below multiple regression, which is the best developed

statistical metric, and better than various generalizations and simplifications

of regression, such as Dawes’s rule.

The researchers suggest that this line of research indicates that the

simplified decision making strategies that ordinary humans use are quite ef-

ficient. Their performance is not substantially worse than optimal strategies

that weigh and employ all available information. However, they are substan-

tially better than the benchmark strategies in terms of time and ease of deter-

mining an answer. While this conclusion might be a bit quick, it does reveal
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some interesting features of the strategy of using heuristics to make inferences.

What is interesting about the examples that are used in this research is

that they allow decision makers to rely on social contexts and socially accept-

able cues. The search space of cues they provide draws on common sense, what

they call ecological or environmental structure. So, for example, in ranking

professors according to salary, the cues drawn from background world knowl-

edge, such as fame, rank, and gender, are indeed positively correlated with

salary. While the concern is that this is not always the case, and that psychol-

ogists are adept at creating situations where this leads us astray, in real-world

situations, they do reasonably well. This suggests the possibility that making

socially acceptable moves in the game of reasons, in addition to allowing us

to understand each other, at the very least typically does not lead to wildly

inaccurate beliefs and choices. While the fast and frugal heuristics research

tries to suggest, through suitably chosen topics, that this strategy is quite ac-

curate and represents a sort of objectively optimal strategy, this need not be

the case. This is a point I will discuss at length in a later chapter.

5.9 Conclusion

In this chapter, I have looked at folk psychology as it is related to the

theory of rationality. I have argued that folk psychology is best understood as

a system of constraints on imaginability of behavior, rather than as a quasi-

scientific theory of behavior. I have argued that folk psychology, as a theory,

is problematic, in that its predictions are often empirically wrong. Neverthe-
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less, I have argued that folk psychology is very important as a communicative

strategy. We are able to understand each other because we can expect others

to give and accept explanations that are given in terms of folk psychology.

Moreover, I have argued that the traditional theory of rationality can

be understood in these same terms, as an extension and elaboration on folk

psychology. We can understand the behavior of others insofar as it meets our

expectations given by the theory of rationality. I have pointed out that there is

extensive empirical evidence that contradicts this expectation. Nevertheless,

the value of having a mutually known account that governs the acceptability

of reasons for and explanations of behavior is significant for allowing us to

communicate with each other.

Up to this point, I have focused on acceptable explanations of events in

the world and of the behavior of people in general terms. In the next chapter,

I will turn to more specific situations that depend on our understanding of

particular situations. In order to do this, I will turn to an investigation of

the constraints that govern our concepts and conceptual reasoning. These

constraints will rely on the general constraints described in this chapter and

the last, while adding constraints that govern special situations with particular

content, rather than understanding events and behavior in general.
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Chapter 6

Conceptual Constraints

If psychological explanations are central to giving an account of our

behavior, it is largely because they fit into a cognitive framework of concepts.

In order to understand why some psychological states are accepted as relevant

to our behavior at a time, while others are not, we need a shared conceptual

framework.

To take a simple example, if you asked why I went to the supermarket

and I said I wanted to buy apples, that would be acceptable. If I said I wanted

to buy a shirt, or that I needed the exercise, it would not. I certainly do not

need to explain that supermarkets are a good place to buy fruit. On the other

hand, supermarkets are not generally seen as good places to buy clothes, or to

exercise. My claim to have these purposes would require further explanation,

and would elicit more questions asking for these explanations.

It is at the level of concepts that issues of meaning come to the fore. In

giving explanations in general, and for explaining behavior in particular, we

must appeal to concepts and these concepts must fit together in the proper

way. In other words, they must be related to each other in a way that is

understandable. However, in order to see how the contents of concepts affects
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meaning and comprehensibility, we should look at the nature of concepts.

There is little question that concepts, and how we represent them in

thought, play a significant role in reasoning and rationality. The key issue

here is the question of whether concepts have internal structure. By internal

structure, I mean whether objects which belong to a concept have any relation

to one another, above and beyond co-membership in the category. The tradi-

tional approach, which models concepts as sets of objects, says no. Rather it is

the relations among concepts that drive the correct computation of reasoning.

I will argue that this is not the right approach. I will argue that the constraints

on imagination depend on the internal structure of concepts, as well as their

external structure of relations with other concepts. This is important because

it permits a shared understanding of situations that do not completely cover

the entire concept. The internal structure of concepts constrains our imagina-

tion in such a way as to permit us to understand situations in the same way,

instead of having every member of a category being equally good, and equally

available to our imaginations and understandings of situations.

To take a simple example, philosophers, talking about induction, some-

times describe “emerires:” stones which are colored “grue,” which is to say they

are green until some time, t, and blue thereafter. Their arguments are in no

way hindered by the fact that there are green sapphires (and blue emeralds),

and no one objects that an emerire might simply be colored green. They are

able to rely on the fact that when their readers imagine an emerald, they imag-

ine a stone that is green, and when they imagine a sapphire, they imagine a
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stone that is blue. Their arguments are understandable because they are able

to rely on the fact that everyone will understand “emerald” and “sapphire”

in the same way, even those who know that emeralds are not always green.

Anyone who did object that the emerire might be colored green would simply

be missing the point.

Before going further, I should give a clarification of terms: I will use

the words “concept” and “category” as two sides of the same coin. A category

is a collection of objects that fit a particular criteria. A concept is a mental

representation of a category, a mental representation of the criteria according

to which objects are grouped. To grasp a concept is to be able to categorize

objects, and understanding the basis for a grouping of objects into a category

is understanding a concept. Where the difference is immaterial, I will use the

words interchangeably.

6.1 Symbolic Representations

Categories, on the traditional approach, are defined by necessary and

sufficient membership conditions. So having a concept, say, ‘chair’ is grasping

the necessary and sufficient conditions for being a chair, and applying them

correctly to objects to form a set whose members are all and only chairs. All

that we can say of any particular object is that it does or does not satisfy

those membership conditions; that it is, or is not, a member of that category.

There is no internal structure to the concept in the following senses: first, no

member of the category is a better example of a chair than any other member.
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Second, every member of the category shares some features. All members of

the category overlap on those necessary and sufficient conditions. There are

some particular features in virtue of which something is a chair, and every

chair has all those features.

This approach has a very long history in philosophy. In ancient Athens,

Socrates pestered his fellow citizens by asking for the meanings of the concepts

they used in ordinary conversation. They took this, as a normal person might,

as a request for clarification of how they were using the words that they used,

and responded by providing examples of the relevant concepts.

Socrates was unsatisfied. For example, Socrates’ request for Meno to

tell him the meaning of virtue provoked the following exchange:

Meno: First of all, if it is manly virtue you are after, it is easy to

see that the virtue of a man consists in managing the city’s affairs

capably, and so that he will help his friends and injure his foes while

taking care to come to no harm himself. Or if you want a woman’s

virtue, that is easily described. She must be a good housewife,

careful with her stores and obedient to her husband. Then there

is another virtue for a child, male or female, and another for an

old man, free or slave as you like, and a great many more kinds of

virtue, so that no one need be at a loss to say what it is. For every

act and every time of life, with reference to each separate function,

there is a virtue for each one of us, and similarly, I should say, a
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vice.

Socrates: I seem to be in luck. I wanted one virtue and I find that

you have a whole swarm of virtues to offer. But seriously, to carry

on this metaphor of the swarm, suppose I asked you what a bee is,

what is its essential nature, and you replied that bees were of many

different kinds. What would you say if I went on to ask, And is it

in being bees that they are many and various and different from

one another? Or would you agree that it is not in this respect that

they differ, but in something else, some other quality like size or

beauty?

Meno: I should say that in so far as they are bees, they don’t differ

from one another at all.

Socrates: Suppose I then continued, Well this is just what I want

you to tell me. What is the character in respect of which they

don’t differ at all, but are all the same? I presume you would have

something to say?

Meno: I should.

Socrates: Then do the same with the virtues. Even if they are many

and various, yet at least they all have some common character

which makes them virtues. (Plato 1961 71e-72c/355)

Socrates is asking for necessary and sufficient conditions by which all

and only virtues can be grouped in a single category. Virtues should have

some common features, shared by every member of the category, and not had
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by anything not in the category. Socrates claims that he cannot find such

conditions, and neither can Meno. Thus, neither of them truly understands

the concept of virtue.

While it gave Socrates problems with concepts like virtue, this ap-

proach is extremely productive. The advantage of this approach is that such

concepts, associated with necessary and sufficient conditions can be associated

with symbols. These symbols can then be used for computations in a logical

system that is truth preserving. In short, taking concepts as necessary and

sufficient membership conditions for sets of objects that are used in compu-

tational reasoning is what gets the traditional theory of rationality off the

ground.

The effectiveness of this approach is best illustrated by the efficiency

and power of mathematical reasoning. In a sense, mathematics is the ideal

to which the traditional theory of rationality aspires for all reasoning, as was

illustrated in Leibniz’s dream. If reasoning about the world were like reasoning

about a mathematical structure, then the clarity, precision, and accuracy of

mathematics could be brought to all human endeavors.

The beauty of a mathematical structure is that it is a construct. As

a result, there is no question what the terms mean. Mathematical concepts

have only necessary and sufficient conditions that can be stated and applied.

Within mathematical reasoning, the boundaries of concepts are strict and the

behavior of concepts are well understood. For example, in mathematics, a

sequence {an} converges to a limit, a, if and only if for every ε > 0 there is an
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integer N(ε) such that |an − a| ≤ ε for all n ≥ N . This is what convergence

means, and this is all it means. Anyone who uses the term to mean something

different is simply mistaken. Concepts that are mapped into these clear cut

mathematical structures are thereby compelled to fit these boundaries and

obey the rules. This is generally a good thing, in that it allows us to bring

conceptual clarity to the situation. This permits mathematics to give clear and

accurate answers that can be understood and accepted by any individual who

understands the concepts. Disputes in mathematics about whether a theorem

has been proved can be settled by mathematicians saying “Let us calculate”

and taking ink to paper. It even permits the possibility of “theorem provers,”

computer programs that are able to prove theorems and evaluate the accuracy

of the proofs of humans.

The question, then, is whether ordinary “natural” human concepts have

this form. One possibility is that human concepts do, in fact have this form,

but that they are imperfectly understood by humans. The external world is

organized according to various “natural kinds” which exist in the world and

have these necessary and sufficient conditions (Kripke 1972, Quine 1969). So,

for example, we might think of water as a clear, colorless, tasteless potable liq-

uid, or gold a yellow metal, or tigers as a yellow and black striped quadruped

feline mammal. But then some Socratic individual might ask what we are

to do with seawater, or white gold, or white tigers. However, careful scien-

tific investigation will allow us to discern necessary and sufficient conditions:

water is H2O, gold is the element with atomic number 79, and tigers have
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these genetic characteristics. Grasping a concept has to do with our ability

to organize objects in our experience correctly, that is to say, according to

the conditions that exist in the world. If we could discover the necessary and

sufficient conditions that underlie the concepts that we use, we would be able

to reason about the world just as we do with mathematics.

Here, then, is the idea that we all occupy a single logical space, whose

objective validity is underwritten by external reality, taken to extremes. It

is not just children, who are learning the language, who have only a partial

grasp of the concepts involved. Rather, the great majority of people have an

imperfect grasp of the concepts that they are using. There are necessary and

sufficient conditions by which objects in the world fall into categories, and

these categories that exist in the world are natural kinds. But for most of

human history, no one knew what these conditions really were. They were

able to use their partial and imperfect grasp of concepts to communicate, but

only because they had the good fortune (or perhaps through trial and error,

or perhaps some sort of evolutionary selection of “memes”) of picking out

concepts that were natural kinds. It is only with the rise of science that we

were able to discover the necessary and sufficient conditions by which objects

in the world really were grouped, and it is incumbent on science to fill out

the picture. Then, once science has done its work, humans can understand

the world and reason appropriately; “water” means H2O, “gold” means the

element with atomic number 79 and so on.
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6.2 Problems with Symbolic Representations

This view is problematic on a variety of grounds. Even if one were to

grant that “gold” means the element with atomic number 79, and meant that

all along, despite what people thought or knew, it still leaves a large variety

of problems. The first problem is that many, if not most, of our concepts con-

cern human artifacts rather than naturally occurring objects. So even if we

grant that science may be able to discover necessary and sufficient conditions

for concepts like “water,” “gold,” and “tiger,” it is far from clear that scien-

tific investigation will provide similar conditions for concepts such as “book,”

“chair,” or “soap.” This is to say nothing about more abstract concepts such

as “virtue,” “game,” and “rationality.” The second problem is that people do

not change their behavior or reasoning when they learn these proper condi-

tions. For most of human history, no one knew that gold had atomic number

79 or was an element, or even what an element (in the sense of modern chem-

istry) was. This did not prevent them from communicating about gold, and

understanding each other when they did. Even today, most of the population

does not know that gold is the element with atomic number 79, and wouldn’t

care if they did. This means that, despite having these proper necessary and

sufficient conditions for the concept “gold,” there is a strong pressure to use

the concept in the old, imprecise manner in order to communicate with the

other people around us, to understand and be understood by them.

In the Investigations, Wittgenstein famously argued that some concepts

have no necessary and sufficient conditions. In particular, the concept “game”
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covers a wide variety of disparate activities that have no single feature in

common:

Consider for example the proceedings that we call “games.” I

mean board-games, card-games, ball-games, Olympic games, and

so on. What is common to them all? - Don’t say: “There must be

something common, or they would not be called ‘games’ ” - but

look and see whether there is anything common to all. - For if you

look at them you will not see something that is common to all,

but similarities, relationships, and a whole series of them at that.

To repeat: don’t think but look! - Look for example at board-

games, with their multifarious relationships. Now pass to card-

games; here you find many correspondences with the first group,

but many common features drop out, and others appear. When

we pass next to ball-games, much that is common is retained, but

much is lost. - Are they all ‘amusing’? Compare chess with noughts

and crosses. Or is there always winning and losing, or competition

between players? Think of patience. In ball games there is winning

and losing; but when a child throws his ball at the wall and catches

it again, this feature has disappeared. Look at the parts played by

skill and luck; and at the difference between skill in chess and skill

in tennis. Think now of games like ring-a-ring-a-roses; here is the

element of amusement, but how many other characteristic features

have disappeared! And we can go through the many, many other
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groups of games in the same way; can see how similarities crop up

and disappear.

And the result of this examination is: we see a complicated

network of similarities overlapping and criss-crossing: sometimes

overall similarities, sometimes similarities of detail.

I can think of no better expression to characterize these sim-

ilarities than “family resemblances”; for the various resemblances

between members of a family: build, features, colour of eyes, gait,

temperament, etc. overlap and criss-cross in the same way. - And

I shall say: ‘games’ form a family. (Wittgenstein §66-7/ 31-2)

So Wittgenstein is pointing out that, rather than being encompassed

by certain conditions that all and only games have in common, the concept

“game” includes a wide variety of human activities with features and properties

that overlap and are similar to each other, but with nothing that is common to

all. But ultimately, the point Wittgenstein is trying to make is that defining

a concept, or as he calls it “drawing a boundary” for a concept, and using a

concept and understanding others who use that concept are different activities.

So one could draw a boundary for the concept “game,” creating neces-

sary and sufficient conditions to capture exactly what belongs to this concept

and what does not. Nevertheless, as he pointed out above, no one has done

this before, and we cannot presently give such conditions. However, this did

not stop us from using the concept before, and understanding others who used

it (Wittgenstein §69/33).
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Moreover, Wittgenstein points out that even if we were to fix bound-

aries for our concepts, we could not properly say that these newly defined

concepts were what we meant all along:

If someone were to draw a sharp boundary I could not acknowl-

edge it as the one that I too always wanted to draw, or had drawn

in my mind. For I did not want to draw one at all. His concept can

then be said to be not the same as mine, but akin to it. The kin-

ship is that of two pictures, one of which consists of colour patches

with vague contours, and the other of patches similarly shaped

and distributed, but with clear contours. The kinship is just as

undeniable as the difference. (Wittgenstein §76/36)

So even if we were to fix boundaries for our concepts, such as “gold” is the

element with atomic number 79, and “water” is the chemical compound H2O,

is it far from clear that these concepts are the concepts “water” and “gold” as

we previously used them and meant them, or if they are merely akin to them.

In the end, the point I wish to make is this: while it may be possible to

fix boundaries for our concepts, to devise necessary and sufficient conditions

for inclusion in the concepts that we use, this effort is beside the point with

respect to rationality. If rationality is a matter of understanding and being

understood by others, what matters are our concepts as we use them when

we expect to understand and be understood by others when doing so. In

much the same way as a proper understanding of physics will not change how
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we explain events to others (outside the classroom), a proper understanding

of chemistry will not change our concepts and how we reason about them.

This, as before, is due to a powerful need to interact with other humans,

to understand and be understood by them. This is a need which outweighs

the advantages of precision and accuracy that are provided by concepts with

necessary and sufficient boundary conditions. In short, we are not rational

insofar as we can give necessary and sufficient conditions for our concepts and

then use them appropriately according to these rules. We are rational insofar

as we use concepts in such a way that we can understand and be understood

by others, which is to say that we use the concept in the same way that they

do.

6.3 Human Concepts

If our interest in in how we use concepts in order to understand and

be understood by others, we should turn again to the empirical research on

the topic. Once again, there is a large volume of literature on the topic.

For reviews, see Medin, Lynch, and Solomon (2000) or Murphy (2004). For

my purposes, I will concentrate on imaginative features of concepts and rule

based features of concepts. Ultimately, there is evidence to suggest that a

combination of the two is required to understand concepts as they are used by

humans.
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6.3.1 Imaginative Features

The imaginative aspect of concepts lies in the fact that when we use

concepts, we imagine an exemplar of that concept. Research suggests that not

all members of a category are equal with respect to membership. Rather, there

are good and bad examples of that concept. When we categorize objects, we

compare them to an exemplar (or exemplars) and include the object in that

category (or not) based on its similarity to the exemplar.

For example, if I were to tell you that Bob likes to eat birds, this might

give you pause. This is due to the fact that the exemplar for the concept

“bird,” what people typically imagine when they think of birds, tends to be

birds such as robins, rather than chickens, turkeys or ducks. Since we do not

normally eat robins, it sounds strange to hear of someone who likes to eat

birds.

The idea of “giving you pause” is significant, in that much of the em-

pirical evidence for concepts based on exemplars is based on response rates.

Elenor Rosch demonstrated that members of a category are not equal in their

membership by investigating response times. Some members are better, or

more central, than others. This was demonstrated empirically by looking at

direct rating, response times, producing examples, asymmetry in similarity

ratings, asymmetry in generalization, and family resemblances. In general,

these studies show that subjects tend to agree when rating the representa-

tiveness of members of a category, produce the same examples, respond to

questions involving some members faster, and make asymmetric judgements
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of similarity (a penguin is more similar to a robin than a robin is similar to a

penguin) and generalization (new information is more likely to be generalized

from robins to ducks, than to be generalized from ducks to robins) (Rosch and

Mervis 1975).

That prototype effects are important for understanding concepts and

their existence is well documented by a host of experiments. However, their

significance is often misconstrued, especially by the philosophical community.

Prototype effects, while presenting a problem for the orthodox view of concepts

as having no internal structure, do not, in and of themselves, constitute a

refutation of this view. Prototype theory is not a theory of representation.

Prototype theory is generally criticized in the philosophical community on the

grounds that it is an inadequate theory of representation. However, Rosch

herself rejects this view quite clearly:

1. To speak of a prototype at all is simply a convenient gram-

matical fiction; what is really referred to are judgments of degree

of prototypicality...

2. Prototypes do not constitute any particular processing model

for categories... What facts about prototypicality do contribute to

processing notions is a constraint - processing models should not

be inconsistent with known facts about prototypes....

3. Prototypes do not constitute a theory of representation for

categories... As with processing models, the facts about prototypes
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can only constrain, but do not determine, models of representa-

tion....

4. Although prototypes must be learned, they do not constitute

any particular theory of category learning. (Rosch 1978, pp 40-1)

Accommodating prototype effects is significant when it comes to using

concepts to understand behavior. This is seen, in some ways, in the experi-

mental protocols that establish the existence of prototype effects. Subjects are

found to agree on which members of a category are the most representative

of that category. This shared understanding gives us the wherewithal to form

shared core understandings of a concept, above and beyond agreement about

the membership of that category. It allows for individuals to focus on the

same key features and the same key members of a concept, without treating

every member and every shared feature as equally relevant. For this reason,

we should at least treat concepts as though they have an internal structure.

So, if we take the general evidence to support the idea that concepts are

organized around exemplars, the question is what sort of exemplar is imagined

when we think of a concept. There are variety of proposals, with evidence that

supports and undermines each. In general, the evidence seems to suggest that

the exemplar we imagine when we think of a particular concept depends on

the context; the way we are thinking about a concept at a particular time.

One possibility is to take prototypes as exemplars of concepts. A pro-

totype in this sense, as an exemplar, can be thought of as an average member
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of a category. It need not correspond to any individual that has ever been

observed, but rather it is an imagined bearer of all the traits that are typical

of members of that category. So a prototype is associated with a possibly

imagined bearer of “characteristic features” of a concept. Particular instances

are rated as good or bad examples of that concept to the degree that they

have these features, which is to say, to the degree that they resemble the pro-

totype. So, for example, the characteristic features of “bird” might include

flying, singing, building nests, and eating seeds. As a result, a canary, which

has these properties, would be a more typical example of a bird than a penguin,

which does not have these features. Indeed, Rosch found that experimental

subjects’ ratings of typicality of instances of a category to be highly correlated

with the number of characteristic features. Moreover, when presented with ar-

tificial concepts, she found that subjects showed typicality effects on learning

and goodness-of-example judgments (Rosch and Mervis 1975).

A second possibility is to take remembered or stored instances as ex-

emplars, depending on the context of the situation (Medin and Shaffer 1978,

Markman 1999). When we think of a concept, we think of particular exemplars

of that category that we have encountered in the past. The choice of exem-

plars, what we will imagine when we think of the concept, will depend on the

needs of the situation. This approach has the advantages and disadvantages

of giving broader scope to the imagination. The prototype-as-exemplar the-

ory predicts that the exemplar will be determined by a sort of averaging over

observed instances. This is to say that the prototype-as-exemplar proposes
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a mechanism for determining the exemplar for a category. The alternative

proposes that the exemplar of a category depends on context. So while the

prototype approach makes specific predictions about what the exemplar of a

category will be like, these predictions have proved to be wrong in many cases.

So while it is much harder to show that the observed instances approach is

wrong, more is needed in the way of constraints, to rein in the imagination to

allow concepts to be useful for understanding and being understood.

However, in many respects, the flexibility of Medin’s contextual ap-

proach (hereafter the exemplar approach) proved advantageous, as research

suggested that concepts, and their use, were themselves highly variable accord-

ing to context. To take a simple example, consider Meno’s initial response to

Socrates’ question in the quotation above. Meno initially answers Socrates by

giving examples, exemplars of virtuous behavior according to context (virtue

for a man, for a woman, for the elderly, children and so on). Besides be-

ing highly context dependent (virtue for a man is different from virtue for a

woman, etc.), these exemplars seem to represent ideals rather than prototypes

(central tendencies of the virtuous people that Meno has encountered). The

exemplars of Meno’s concept of virtue seem to be paragons of virtue; individ-

uals who exhibit particular features in the highest degree. “Virtue” for Meno

are those features that are had in the greatest degree by imagined paragons of

virtue, which function as exemplars of the concept, and can be described as

examples to explain the concept “virtue.” Similarly, Lynch, Coley and Medin

(2000) found that in judgment of typicality of trees, ideal height (very tall)
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was a better predictor of exemplars of trees than central tendency (average

height of observed instances).

In general, there is a considerable volume of research that suggests that

concepts are domain specific, and that exemplars are context sensitive with

respect to the explanation and specificity of generalization that is required.

6.3.1.1 Noun Concepts

Concepts based on structure are the sorts of concepts we have consid-

ered so far. In general, such concepts are considered in terms of attributes

or features, such as “water” being a clear, colorless, tasteless, potable liquid.

Different kinds of concepts based on these features depend primarily on the

types of features that are components of that concept. So far, the concepts

we have considered have been noun concepts; concepts that would be symbol-

ized and represented linguistically with nouns. This is not abnormal. There

is a strong tendency to focus on such concepts as they are the simplest and

most available to us. In fact, one might say that the exemplar of our concept

“concept” would be a noun concept.

However, even with respect to nouns, there are a number of poten-

tial kinds of concepts worth considering. One proposed structural distinction

among noun concepts is between count nouns and mass nouns. Count nouns

are nouns that identify groups of distinct objects, while mass nouns refer to

substances. Examples of count nouns would be nouns like “horse,” “cup,”

and “book,” while examples of mass nouns would be “water,” “gold,” “rice,”
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and “air.” So, while we can talk about “a horse,” we cannot talk about “a

water,” and the plurals of count nouns, such as “horses” refer to collections of

those individuals. In one sense, mass nouns do not really have plurals, in that

we cannot talk about “several waters” or “two gravels,” though, in another

sense, mass nouns already behave like plurals. For example, we can talk about

“spilling rice all over the floor” or “spilling apples all over the floor,” but not

“spilling apple all over the floor.” (Jakendoff 1990, Winter 2002, Chierchia

1998, Rijkhoff 2002, Wierzbicka 1998).

Count nouns correspond to concepts of bounded objects, so that the

exemplars are distinct individuals. When we imagine a horse, the shape is

highly salient: we must imagine something that has the particular shape of

a horse. Mass nouns correspond to concepts of substances. Other features

are salient. When we imagine water, features such as the state (liquid), color,

taste, and uses are relevant, while the shape is not.

Another distinction between noun concepts is between artifacts and

natural kinds. Human artifacts are objects that were created by humans,

while natural kinds are objects that are found in nature. Generally, functional

features are highly salient for artifacts, whereas internal structure is more

salient for natural kinds (Barton and Komatsu 1989, Gelman 1988, Keil 1989,

Rips 1989). So, for example, Barton and Komatsu found that natural kinds

with altered molecular structure were more likely to be judged as not being

members of a category than artifacts. For example, a goat with an altered

genome was more apt to be judged not a goat, whereas a tire that was not
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made of rubber was still a tire. However, functional differences made a bigger

difference for artifacts: a tire that could not roll was not a tire, while a goat

that could not give milk was still a goat.

There is some ambiguity with these differences (Malt and Johnson 1992,

Ahn 1998), though it appears that, to the extent that physical features are

significant to artifacts, it is related to their causal powers to perform the

relevant function. So, for instance, a tire made of glass might not be judged to

be a tire, though this is relevant to its ability to function in the manner in which

tires are used. So, while internal structure might matter for artifacts, it is the

causal features that are salient. Moreover, ratings of category identification

and membership are affected more by changing causal aspects of functional

features. This suggests that understanding and using a concept is closely

related to knowing the activities in which that kind of object is normally

involved, and the sorts of scenarios in which that object might appear.

Another variety of structural concepts is relational concepts. These

concepts concern the relationships between individuals. For example, the con-

cept “grandmother” involves the relational notion of being the female parent

of a parent. While some concepts are intrinsically defined, in the sense that

they are defined in terms of the features of objects, these relational concepts

concern the relationships that members of one category bear to members of

another, like the relationship of being a female parent to a member of the

category of parent (Barr and Caplan 1987, Caplan and Barr 1991). It is worth

pointing out that it is unclear whether this represents a distinct kind of con-
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cept, or whether all concepts involve an interrelated web of other concepts.

For example, the concept “water” might be thought of as involving a variety

of interrelated concepts such as “liquid,” and “potable,” though “water” does

not seem like a good candidate for a relational concept.

Another significant variety of concepts is based on social concepts and

stereotypes. While social concepts seem to be more flexible, there is a great

deal of evidence that information processing about other people and about

social groups are strongly influenced by the expectations of stereotypes (Hilton

and von Hippel 1996). In general, much of the research about stereotypes

concerns how they hinder the processing of information based on motivation.

For example, it takes a great deal of evidence to convince us that someone we

have a reason to dislike is intelligent, while only a little to convince us that

they are not (Ditto and Lopez 1992). Perhaps one of the best known examples

is Tversky and Kahneman’s example of Linda. Subjects were presented with a

description of an individual “Linda” which included features like that she was

a philosophy major, she was interested in social justice, and that she was 31

years old, single, outspoken, and intelligent. When asked to rate the likelihood

that various facts were true of Linda, subjects consistently rated “Linda is a

bank teller” (which does not fit the stereotype) as less likely than “Linda is

a bank teller who is active in the feminist movement” which partially fits the

stereotype, despite the fact that there is no way that the former can be more

likely than the latter (Tversky and Kahneman 1982 p 92).
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6.3.2 Verbs and Prepositions

While the empirical study of concepts focuses primarily on concepts

that are symbolized as nouns, it is also important not to forget about verbs

and prepositions. Verb concepts require an object, a noun concept, and hence

are conceptually more complex than noun concepts. Nevertheless, verb con-

cepts focus on features such as causal relations, activity, outcome, or change

of state. Gentner (1981, 1982) argued if noun concepts are conceptually sim-

pler, we should expect to see nouns learned before verbs, more cross-linguistic

variability in verbs than nouns, and linguistic structure playing a greater role

in verb learning than noun learning. On the whole, the evidence seems to

support these claims (Gentner and Boroditsky 1999, Gentner 2006).

One interesting approach to exemplars for verb and preposition con-

cepts is the idea of “image schemas” in Cognitive Semantics (Langacker 1988,

1991, Lakoff 1987, Gibbs and Colston 1995, Gärdenfors 2000). Image schemas,

according to Gibbs and Colston, are “dynamic analog representations of spa-

tial relations and movements in space” (1995, 349). So the exemplar of a verb

or prepositional concept would be the imagined dynamic representation of a

representative object (or objects) performing that activity or being in that

relation. For example, the exemplar of the concept, “walk” would simply be

a person moving in a manner characteristic of walking.
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6.3.2.1 Concept Levels

A final variety of distinctions between concepts based on structure is

that of “levels” of concepts. The most common division of concepts into lev-

els is that of “basic,” “subordinate” and “superordinate” levels of concepts

(Brown 1958, Rosch et al. 1976). For example, a particular dog might be cat-

egorized as “a dog,” “a border collie,” “a mammal” and “an animal.” Basic-

level concepts have a privileged status with respect to learning and speed of

identification. In this case, “dog” would be the basic level concept. Rosch

(1976) argued that the basic level concepts are basic in the sense of being:

1. The highest level at which objects have similar shapes.

2. The highest level at which a single mental image (exemplar) can repre-

sent the entire category.

3. The level at which subjects are fastest at categorizing and identifying

objects.

4. The level whose terms are most often used.

5. The first level named and used by children.

6. The level whose concepts are symbolized with the shortest terms.

7. The level whose terms are used in neutral contexts.
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While there is considerable evidence that there is a privileged level

of concepts around which we organize our conceptual systems, there is some

question whether these concepts are different in kind from other concepts.

For example, there is evidence that experience in an area might change the

basic level to what would ordinarily be a subordinate level (Tanaka and Taylor

1991, Palmer et al. 1989, Johnson and Mervis 1997, 1998). Another problem

is that children sometimes first learn concepts that are at the subordinate

level, primarily those categories for objects with which they have experience.

This is especially true of objects that do not share the same shape as the

exemplars for basic level concepts, such as “chicken.” This corresponds to

the suggestion that there might be two “basic” levels of concepts, one for

organizing perceptual experiences, and the other for organizing information

and used more for reasoning and communication (Barsalou 1991).

It may be true, as Medin et al. point out, that this research “under-

mines the notion that basic-level concepts are special kinds of concepts that

reflect the structure of the world, independent of knowledge, expectations,

goals, and experience” (2000 p. 131). Nevertheless, for my purposes, these

distinctions are somewhat beside the point, as I am arguing that rationality

is not at all independent of knowledge, expectations, goals or experience. The

suggestion that some concepts have a privileged status with respect to under-

standing is quite significant in that it provides evidence for constraints on our

imaginative representations of situations within social groups and subgroups.

In particular, the evidence that suggests a visual pre-eminence in organiza-
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tion of concepts provides a shared constraint for the organization of ordinary

concepts. If we imagine a particular object (or exemplar) in visual terms, this

provides a means for matching organization or what we imagine when we think

of a concept.

6.4 Reasoning with Exemplar-Based Concepts

The point that I wished to make in the previous section is that concepts,

as they are used by humans, involve significant components of imagination, but

also require constraints. Concepts, especially basic level concepts, are struc-

tured around an imaginative component in which those who would use that

concept imagine a primary example, based on experience or an ideal. These

“image schemas,” if we wish to call them that, can involve objects or, in more

complex concepts, scenarios involving objects related by events. However, our

imagination is not left to its own devices. Rather, it is constrained by expe-

rience, perception, typical or acceptable goals and functions, and typical or

acceptable objects that can be involved in these scenarios.

These constraints are intertwined with the constraints described in the

previous two chapters. Our concepts, particularly those features related to

goals, functions, and stereotypes, can serve to fill out the constraints described

for folk psychology. On the other hand, the background understanding of folk

psychology and folk physics provide the means of understanding and constrain-

ing our concepts. So, for example, the salience of causal features of concepts as

related to particular goals and purposes for that concept, require a background
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of shared constraints in folk psychology and folk physics. The salient features

of “tire,” that it should be round (able to roll) and not brittle (able to sup-

port a vehicle as it moves) depends on the causal “force dynamics” described

in chapter 4; such as “round things roll” and “brittle objects break under

pressure.” So the constraints on acceptable imaginings from folk physics and

folk psychology function to constrain our imaginings of concepts, and typical,

ideal, or otherwise acceptable exemplars. By the same token, the constraints

on acceptable exemplars constrain the manner in which concepts can be used

in the more complex imaginative scenarios described in folk physics and folk

psychology.

At this point, then, we have assembled enough pieces of the puzzle

to put them together into a picture of rationality that is based on socially

constrained imaginative reasoning. This move, at long last, requires us to step

up from the realms of empirical psychology to the philosophical questions of

meaning and interpretation. To this end, we should start with an examination

of the meaning of “meaning.”

6.4.1 Internalism, Externalism, and “The Meaning of ‘Meaning’”

I got up the other day and everything in my apartment had

been stolen and replaced with an exact replica. I called my friend

and I said, ‘look at this stuff, its all an exact replica; what do you

think?’ He said, ‘do I know you?’ (Steven Wright 1985)

In a classic article, “The Meaning of ‘Meaning’” Hilary Putnam argued
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that two assumptions about meaning could not be jointly satisfied:

(I) That knowing the meaning of a term is just a matter of

being in a certain psychological state (in the sense of “psychological

state” in which states of memory and psychological dispositions are

“psychological states”; no one thought that knowing the meaning

of a word was a continuous state of consciousness, of course).

(II) That the meaning of a term (in the sense of “intension”)

determines its extension (in the sense that sameness of intension

entails sameness of extension). (Putnam 1975)

Putnam argues that these assumptions cannot be jointly satisfied based

on a thought experiment concerning “Twin Earth,” a planet which corresponds

to Earth exactly in every respect except that on Twin Earth, “water,” a clear,

colorless, potable liquid that has all the observable features and functions of

water on Earth, has a different chemical composition. Rather than being

composed of H2O as on Earth, on Twin Earth, water has some other chemical

composition, which Putnam abbreviates as XY Z. As a result, the extension

of “water” on Earth is the substance which has the chemical composition H2O,

and Earthlings can and will report that “water” means H2O, whereas Twin

Earthlings can and will report that “water” means XY Z.

Now, we can imagine two individuals, Oscar1 and Oscar2 who lived

on Earth and Twin Earth respectively in the year 1750, before the chemical

composition of water had been discovered on their respective planets. Be-
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cause water on Earth (waterE) and water on Twin Earth (waterTE) would

have all the same features for Oscar1 and Oscar2, and Earth and Twin Earth

are otherwise identical, we must imagine that Oscar1 and Oscar2 have the

same psychological state. Given the first assumption above, it follows that

the meaning of the term “water” is the same for Oscar1 and Oscar2. If the

intension of “water” is the same for Oscar1 and Oscar2, from the second as-

sumption it follows that the extension of “water” is the same for Oscar1 and

Oscar2. However, this is not the case. The extension of “water” on Earth is

the chemical compound H2O, while the extension of “water” on Twin Earth

is XY Z. Assumptions I and II entail a false conclusion.

So what went wrong? Putnam argues that the problem turns on the

approach of “methodological solipsism” in the analysis of meaning. This is to

say that philosophers interested in meaning have approached the issue with

the assumption that psychological states, properly understood, did not require

the existence of any individual other than the individual to whom that state

was ascribed. In reality, Putnam argues, psychological states have a “public

character.” In particular, meanings rely on a “division of linguistic labor.”

So, while ordinary speakers may not have demonstrated to themselves that

water has the chemical composition H2O, may not be able to distinguish gold

from fake gold, or be able to distinguish between elm and beech trees, they

can rely on the assertions of other individuals who can do these things. So

the meaning (in terms of intension) of terms and concepts may not involve

knowing and discriminating according to the proper boundary conditions of
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extension, there are individuals who can to this for them. They simply need to

rely on the judgments of these experts. As a result, while ordinary concepts,

as used by ordinary language users may have the structural features described

above, the experts are able to ground these concepts in extensions that have

proper boundary conditions.

So, for ordinary individuals, communication is a social matter in the

sense that having “acquired” a concept or term requires that “(1) his use passes

muster (i.e. people don’t say of him such things as “he doesn’t know what

a tiger is,” “he doesn’t know the meaning of the word ‘tiger’” etc.) and (2)

his total way of being situated in the world and in his linguistic community is

such that the socially determined extension of the word “tiger” in his idiolect

is the set of tigers” (Putnam 1975). So,

Suppose our hypothetical speaker points to a snowball and asks

“is that a tiger?” Clearly there isn’t much point in talking tigers

with him. Significant communication requires that people know

something of what they are talking about. To be sure, we hear

people “communicating” every day who clearly know nothing of

what they are talking about; but the sense in which the man who

points to a snowball and asks “is that a tiger?” doesn’t know any-

thing about tigers is so far beyond the sense in which the man

who thinks that Vancouver is going to win the Stanley Cup, or

that the Vietnam War was fought to help the South Vietnamese,

doesn’t know what he is talking about as to boggle the mind. The

322



problem of people who think that Vancouver is going to win the

Stanley Cup, or that the Vietnam War was fought to help the South

Vietnamese, is one that obviously cannot be remedied by the adop-

tion of linguistic conventions; but not knowing what one is talking

about in the second, mind-boggling sense can be and is prevented,

near enough, by our conventions of language. What I contend is

that speakers are required to know something about (stereotypical)

tigers in order to count as having acquired the word “tiger”; some-

thing about elm trees (or anyway about the stereotype thereof) to

count as having acquired the word “elm,” etc. (Putnam 1975)

It is worth pointing out at this point that what Putnam means by “stereotyp-

ical tigers” is something like having an acceptable exemplar for the concept

“tiger.” This is to say that, in order to count as having acquired the term

“tiger,” one must imagine an acceptable object when thinking of and talking

about tigers, a fact which is demonstrated by one’s use of a term “passing

muster.”

If we take Putnam’s point about meaning requiring a division of lin-

guistic labor to heart, what does this tell us about rationality? After all, if,

as in Putnam’s example, we encounter someone who points to a snowball and

says “look at the tiger!” we do not think that this person is irrational. Rather,

we think that this person has not acquired the concept, and does not know

the meaning of the word “tiger.” However, we would have quite a different

response to someone who refused to leave her house on a snowy day, citing

323



her fear of tigers as the reason. If she had, in the past, referred to snowballs

as “tigers,” we might interpret her claim accordingly, but otherwise we would

be quite confused. Rationality, then, seems to begin with operating on the

presumption that those around us have acquired the concepts they use, of

assuming that the uses pass muster and that others are situated in the world

and in the linguistic community in the proper way.

However, rationality, and attributions of rationality do not end with

this presupposition. If speakers are required to know something of stereotypical

tigers in order to count as having acquired the term “tiger,” it seems that they

are required to know more to count as being rational. To see this, consider the

individual who explains her unwillingness to leave her house on a snowy day

by citing a “fear of tigers.” If she had, in the past, referred to snowballs as

“tigers,” while we would be inclined to assert that she does not know what a

tiger is, we would, nevertheless, think that she is (more or less) rational. While

it might be a bit excessive to stay indoors, we can understand how someone

might think that being pelted with snowballs is unpleasant and something to

be avoided. On the other hand, if her use of the term “tiger” had otherwise

passed muster, we would be more inclined to attribute irrationality to her.

This is not because it is irrational to fear tigers; an encounter with a tiger

can prove harmful or deadly. It is rather because the stereotypical tiger lives

far, far away, and is not likely to be encountered by an individual who leaves

her house. It should be noted that this has nothing whatsoever to do with

the meaning of “tiger” in the sense of knowing what it is to be a tiger, or
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the extension of the term “tiger.” Living far away is, in no way, part of any

necessary and sufficient conditions for being a tiger and, in fact, there are

tigers who live nearby (in zoos). In fact, if this individual went on to add that

a recent news alert had reported the escape of several tigers from the local

zoo, we would understand her decision completely, and, rather than judging

that she is irrational, we might be inclined to join her.

In short, just as Puntam says of meaning, rationality also involves a

way of being situated in the world. However, this way of being situated is

distinct from the meanings of terms and concepts, particularly with concepts

as determined by their extensions. While meaning may involve a division of

linguistic labor, it is incumbent upon us to be able to explain ourselves, to

give and receive reasons, in a manner that is acceptable to any given individ-

ual that we might encounter. As a consequence, it is the exemplars, which are

commonly used, that are relevant, rather than the boundary conditions that

are only known by a sub-community of linguistic experts. Even if we accept

that concepts can be matched to extensions with boundary conditions, ratio-

nality is, perforce, a much more democratic standard. Because of this, we find

that rationality turns more on the interrelation of exemplars and concepts.

The significance of this point becomes even clearer when we move from

understanding the meanings of words and concepts to our ability to understand

events and behavior, and to explain these meanings to others. We have already

seen that terms which we commonly use in ordinary language for explanations

in terms of folk physics are not a part of the proper explanations within the
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sub-community of experts trained in the theory of physics. Nevertheless, even

those experts use these inaccurate explanations in order to be understood by

those around them. In the same line, consider the meanings of terms in folk

psychology: imagine that the eliminative materialists are right. Imagine that

somehow it is proved, beyond any question or doubt, that folk psychology is

wrong and always has been. Terms like “belief” and “desire” have the same

empirical theoretical validity, the same extension, as terms like “phlogiston”

or “the humors,” which is to say none at all. What influence would this have

on rational (in the sense of acceptable) explanations? I would expect little,

if any. While we know perfectly well that folk physics is wrong, it does not

change how we explain events, even for those well versed in an accurate theory

of physics. When it comes to rationality, meaning and accuracy are largely

beside the point.

I do not mean to suggest that new discoveries could never make a

difference. Linguistic communities are not fixed, once and for all. For example,

it might once have been irrational to assert that we need not consider God’s

reactions to our choices, though this attitude is less often considered irrational

today. My point is that exact meaning and empirical accuracy about the

world and extensions of concepts are not the driving force behind rationality.

Even if acceptable explanations do follow our accurate understanding of the

world, at the very best it lags far behind. Even now, there does not seem

to be much social pressure, no well organized group calling for explanations

that are acceptable in terms of the theory of physics. So, I mean to suggest
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that if eliminative materialism were somehow proved to be definitively and

undeniably correct today, the game of giving and asking for reasons would not

change tomorrow, just as astrology was not altered by the reclassification of

Pluto as a “planetoid.”

6.4.2 Imaginative Reasoning

So, if rationality is to be a matter of acceptable imaginings, rather than

a matter of correct computations on meanings, how should this process work?

I have already outlined the approach for scenarios involving the simplest of

reasoning and explanations. Since concepts, as used by people, already contain

information about the normal or acceptable uses, functions, and interactions

of particular categories of objects, these concepts can be fit into the back-

ground structure of folk psychology and folk physics to generate acceptable

explanations.

For example, we can consider the interesting approach given by Peter

Gärdenfors (2000). Gärdenfors gives a geometrical account of the internal

structure of concepts. He treats concepts as having values in regions of features

in various domains. For example the concept of apple includes a range of values

in the domains of color (red-yellow-green), shape (roundish), texture (smooth),

taste (sweet-sour), fruit (seeds, flesh, peel types) and nutrition (sugar content,

vitamins, fibre, etc.). A prototypical apple would be an apple (possibly never

actually encountered), that is roughly central in the various regions of the

domains of the concept of apple.
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This idea can be extended to examine the relevant content of the con-

cepts in use. In order to fit into a proper explanation, concepts must have

features in the relevant domains. So if asked why I was eating an apple, the

response “I was hungry” would suffice, but if asked why I was eating a pine

cone, it would not. One would be looking for a different sort of answer because

apples have a feature in the domain of nutrition, while pine cones do not. Or,

to put the point differently, being the sort of thing that is normally eaten is

part of the concept of “apple,” and using an apple in the manner in which

apples are normally used makes for a sufficiently acceptable explanation. Pine

cones are not normally eaten; eating is not one of the normal uses or functions

contained within the concept “pine cone.” Encountering someone who puts

pine cones to such an unexpected use would require a considerable amount of

explanation and elaboration.

While this is not a complete picture, it is sufficient to begin to tell the

story of the shared understanding of situations that is required for decision

theoretic analysis to get off the ground. The conceptual content of individuals,

and the background assumptions of folk psychology are often sufficient to

account for toy examples of game theory. It is noteworthy that the simple

examples of game theory are often accompanied by stories to motivate them.

So, for example, the prisoner’s dilemma story goes something like this: two

criminals are apprehended by the police. The police suspect them of a major

crime, but lack the evidence to convict them. They do, however, have enough

evidence to convict them of a lesser crime. The police separate the two and
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offer each of them a deal. If the prisoner will provide evidence that the other

prisoner is guilty of the major crime, the police will drop the minor charges.

So, if both keep quiet, both will get a short jail term. If one talks and the

other keeps quiet, the talker will get off free, while the other will go to jail for

both crimes, a very long sentence. If they both talk, they will both go to jail

for the major crime, a long sentence.

Built into this simple story is the means of understanding the situation.

We all understand that jail is bad, and going to jail for a long time is worse

than a short time. We understand who is involved in the game; it is the

prisoners and their choices that make a difference (the police are also involved

but, having made their offer, they have nothing more to do. It is assumed

that the police, wanting to solve and get a conviction for the most significant

crime possible, will keep their promise.) It tells us what the available actions

are; talk and keep quiet, and the consequences for each in terms of jail time.

Hence it is easy for us, using the concepts involved (the police, jail, criminals,

talking, keeping quiet, etc.) to understand the situation and organize it into

the standard prisoner’s dilemma situation.

According to game theory, these stories are an amusing way to get

people interested in the issues, but the manner in which the stories are de-

scribed make no difference to the underlying issue: the structure is fixed. For

this reason, teachers, initially presenting the prisoner’s dilemma, are endlessly

frustrated when their students always ask the same questions: what about

reputation effects? Isn’t is bad to be a snitch? Won’t your friend be angry?
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Shouldn’t you be loyal to your partner, and expect your partner to be loyal

to you? Game theorists explain that this is a one shot game, and future con-

sequences have no effect (or better, that all these future effects are already

folded into the utilities of the outcomes). But clearly these issues are part of

any acceptable understanding of the situation, and the story, which talks only

of jail time and the negative effects of going to jail for longer periods of time,

seems to ignore them. Game theorists must struggle between their intuitive

feel for the need to invoke an imaginative situation to motivate the game, the

fact that this imagined situation has unwelcome aspects, and the fact that

this imagined situation should have no real influence on how we could reason

(calculate) about this situation.

So, what we can see here is the account I have described, with imag-

inative concepts and the constraints of folk physics and folk psychology can

provide the basis for understanding situations that can be abstracted into a

shared understanding of the structure of a situation that is required for game

theory. However, we can also see that the situation is such that the under-

standing that accompanies these imagined scenarios contains information over

and above the structural information of the game that is intended. Besides

the structure of players (who is involved), options (actions that are available

to the players), outcomes (what will happen for each combination of actions),

and utilities (rankings of preference over the outcomes), there are more com-

plicated issues of reputation, empathy, loyalty, etc. that do not fit easily into

the structure that is intended by the example. By invoking the imaginative
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understanding of the scenario, they find themselves stuck with aspects of the

concepts involved that they would sooner avoid.

At any rate, while this basic account can cover simple explanations

and basic reasoning processes, rationality requires a considerably more. In

particular, the environment we occupy is complex and dynamic, and it is not

always clear how to classify new objects, and the new functions and roles which

our concepts can play. It is to an expansion of this basic picture that we will

now turn.

6.4.3 Metaphorical Reasoning

One could not address the topic of imaginative understanding of rea-

soning and ignore George Lakoff and his account of metaphorical reasoning.

Lakoff, and many others, refers to the role of imaginative understanding of

situations as “framing effects.” When we imagine a situation, we highlight, or

pay attention to, certain features while downplaying or ignoring other features.

This is how we “frame” the situation. The conclusions that we draw depend on

which features we attend to. For example, in the story above for the prisoner’s

dilemma, we do not attend to the role of the police. The police officer involved

in not a player in the game. Her actions are presumed to be fixed, and not a

part of the decision problem to be solved. Rather, there are only two relevant

individuals in the situation, the prisoners, it it does not enter their reasoning

whether they can trust the officer’s offer. If this did matter, there would be

three players in the game, which would then look very different. In terms of
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framing effects, a shared understanding requires that we attend to the same

features, and organize or frame them in the same way.

According to Lakoff, we rely on metaphorical reasoning in order to

frame situations. Reasoning is metaphorical in the sense that our reasoning

about concepts is is extended through metaphors to draw on the frameworks

and structure of other concepts. In his classic book, Metaphors We Live By

(Lakoff and Johnson 1980), Lakoff argues that our understanding of basic

situations are embodied. We understand simple scenarios, objects, actions,

events, etc. from our ordinary everyday activities in the world, more or less

in the manner in which I described above. These include basic objects, of the

sort that we perceive and interact with physically, basic events that follow the

patterns of folk physics and force dynamics, and basic activities like eating,

manipulating objects (picking them up and putting them down etc.), and

moving from place to place.

However, this does not suffice for more complicated situations and un-

derstandings, and more abstract concepts that have less of a physical basis. For

these situations, Lakoff argues, our reasoning is metaphorical. We metaphor-

ically understand the more complex situation as being the same as a simple

situation, and we reason accordingly. The inferences patterns that are licensed,

or acceptable, in the simple situation are transferred to the complex situation,

and we reason accordingly.

Lakoff and Johnson provide a whole host of metaphorical patterns that

are found in language. To provide just a few, to give the flavor of his ap-
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proach, consider their “orientation metaphors.” These metaphors link abstract

concepts with spatial orientation, up and down, which are well known and un-

derstood:

HAPPY IS UP; SAD IS DOWN

I’m feeling up. That boosted my spirits. My spirits rose. You’re

in high spirits. Thinking about her always gives me a lift. I’m

feeling down. I’m depressed. He’s really low these days. I fell into

a depression. My spirits sank.

Physical basis: Drooping posture typically goes along with sad-

ness and depression, erect posture with a positive emotional state.

CONSCIOUS IS UP; UNCONSCIOUS IS DOWN

Get up. Wake up. He rises early in the morning...

Physical basis: Humans and most other mammals sleep lying

down and stand up when they awaken.

HEALTH AND LIFE ARE UP; SICKNESS AND DEATH ARE

DOWN

...He’s in top shape... He fell ill...

Physical basis: Serious illness forces us to lie down physically.

When you are dead, you are physically down.

HAVING CONTROL OR FORCE IS UP; BEING SUBJECT

TO CONTROL IS DOWN...

MORE IS UP; LESS IS DOWN... GOOD IS UP; BAD IS

DOWN... RATIONAL IS UP; EMOTIONAL IS DOWN (Lakoff
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and Johnson 1980, p. 15-17)

and on and on it goes. Lakoff and Johnson illustrate how our much of our

ordinary speech and idiom rely on these metaphorical links to well understood

physical situations.

While these extensive catalogs of metaphorical expressions in the En-

glish language make it hard to deny the presence of metaphor in our everyday

speech, the real question here lies in the significance. In particular, the inter-

esting question is whether these metaphors are alive or dead. A dead metaphor

is a metaphor that has been, in effect, calcified into an expression. It has lost

any connection with its former metaphorical connotations, and has simply be-

come a literal meaning, which refers directly to its object, for example “the

eye of a needle.” A living metaphor, on the other hand, permits extensions

and elaborations of the the metaphorical content, and allows inferences and

reasoning in these metaphorical terms.

Lakoff argues that these metaphors he catalogs are living metaphors

that are productive in thought, understanding, and reasoning. In order to

see how these metaphors play a productive role in structuring our reasoning,

inferences, and understandings of situations, consider one of the most common

metaphors which Lakoff and Johnson cite, the metaphor of a journey. A

journey, a purposive moving from place to place, is a common event in the

lives of humans, and it is a very common metaphor in the English language.

A journey has a particular structure: there is an individual who starts at a
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particular location, and wants to travel to some destination. In order to get

there, she must follow a path and traverse the intervening ground. One could

understand almost any extended activity metaphorically as a journey. So, for

example, one could easily refer to the process of, say, writing a dissertation as

a journey. The writer sets out from a starting place, covers ground by writing

and arrives at a final destination; a completed manuscript. This metaphor

could be found in many common expressions whose use would not raise an

eyebrow; “I covered a lot of ground in this chapter,” “we have reached the

point of this discussion” and so on.

However, these normal expressions can be extended metaphorically to

include other events that one might encounter on a journey. One might en-

counter rough terrain that slows the journey: “I got mired down in a long,

tedious explanation in chapter two.” One can encounter obstacles that must

be overcome, or gone around: “I could not proceed until I had cleared up

several confusing issues.” One can take a wrong turn, and become lost: “I got

sidetracked by an interesting issue, but after wandering around for a while, I

realized I wasn’t getting anywhere and I got back to the main topic.” How-

ever, Lakoff and Johnson point out that these are not merely stock expressions

that are drawn from a repertoire. Rather, a basic metaphor, WRITING IS

A JOURNEY, is expanded and elaborated into an extended metaphor in a

way that the whole process can be fit into a single metaphorical account of

a journey that the writer has undertaken, and is completely understood by

others in those terms. This is a live metaphor that is imaginatively used to
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aid in the understanding and explanation of the effort of writing.

So, after arguing that our language is full of metaphorical constructions,

and that these metaphors are often alive and that we frequently reason and

explain situations in terms of these metaphors, this brings us back to the

issue of framing. Lakoff seems to take the preceding claims to show that

framing, and framing effects, are largely a matter of selecting a metaphor.

Our choice of metaphor will determine how we understand and reason about

situations, and what inferences and conclusions we will draw. Ultimately, this

is a rather monumental leap. We should take a look at what he has in mind,

before assessing whether he has managed to clear this chasm (if nothing else,

metaphorical reasoning is lots of fun).

One extended analysis of how framing a situation is largely a matter

of selecting a metaphor is found in Lakoff’s Moral Politics (Lakoff 1996). In

this book, Lakoff argues that the overarching metaphor of political discourse

in the United States is the metaphor A NATION IS A FAMILY. Intriguingly,

while there is widespread agreement on this metaphor and its use, Lakoff

argues that there is widespread disagreement about the conclusions one can

draw. In particular, the metaphor A NATION IS A FAMILY activates a

pair of disparate concepts of “family” which lead to two very different views

about what political leaders should do, and how they should govern. These

correspond, roughly, to a conservative view and a liberal view.

On the conservative side, we have the “strict father” view of the family.

The strict father family is a traditional nuclear family (father, mother, and
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children) in which the father is in charge of supporting and protecting the fam-

ily. It is the responsibility of the father to teach the children right from wrong,

typically by punishing bad behavior. Because of this the father has legitimate

(moral) authority over the family, and through respect and obedience to the

father, the children will develop strong (moral) characters. While children

should be loved, they must never be spoiled, as this will interfere with the de-

velopment of their character. In particular, they should develop the character

traits of hard work, self-discipline, and self-reliance, and they thereby gain the

character they need to succeed in the world. When they become mature, the

children are left to support themselves. They have earned, through develop-

ing a strong character, authority over themselves, and their parents no longer

interfere in their lives. This allows them, ultimately, to support, protect, and

uphold moral authority over families of their own (Lakoff 1996 p.65-7).

On the liberal side, Lakoff describes the “nurturing parent” view of the

family. On the nurturing parent model, the primary role of a family is to

take care of its members, both their physical and emotional needs. Children

develop through positive relationships, making contributions to their family

and community, and through realizing their potential and discovering what

brings them happiness. Part of caring for children involves allowing them to

develop their character, and it involves authority by the parents. However,

this authority is legitimate because it is understood and accepted by the chil-

dren. Because of this, clear communication is important. Children should

understand the rules, and should understand why these rules are in place and
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accept them. The goal, ultimately, is for the children to live happy, fulfilled,

and nurturing lives themselves. This leads to a lifetime relationship of mutual

respect, communication, and care with their parents (Lakoff 1996 p. 108-110).

In effect, what Lakoff is pointing out here is that our concept “family”

does not have a single, fixed exemplar. Rather, we have various, sometimes

conflicting, features that we associate with family, even with the ideal family.

These conflicting images, what we imagine when we think of a family, are

available to everyone. I take it that neither of the descriptions above are

completely foreign to the reader; you did not read either of the preceding

descriptions and say to yourself “that’s not what a family is or should be!”

However, one of the two descriptions above probably sounded more like a

description of the ideal family. Lakoff would then predict that the description

that sounded like the ideal family would be a predictor for your political views.

The reason for this is that when the metaphor A NATION IS A FAM-

ILY is used, it activates different frames for different people; different people

imagine different things when they think of “family.” These frames are then

used to extend the metaphor in different directions, to reach different conclu-

sions about what political leaders ought to be doing. For example, if you have

the “strict father” image of a family, you will think that the president should

be like a strict father. He should be moral, and have moral authority over the

nation. His primary duty is to protect and provide for the nation. This means

supporting a strong military to protect the nation from external enemies, and

a strong economy to provide for the needs of the people. He should promote
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right moral action by punishing wrongdoing. This means he should be tough

on crime and send criminals to prison for long sentences. Other than this,

he should encourage hard work and self-reliance, primarily by leaving people

alone to face the consequences of their actions and choices. The government

should not coddle the citizens (the children) by giving away money with social

programs. He should encourage them to stand on their own two feet and take

care of themselves. This will lead to a strong nation full of citizens with the

capacity to be successful in their own right due to their own strong charac-

ters and the ability to take care of themselves as mature adults. However, if

you imagine a family as a unit devoted to taking care of its members for the

purpose of building strong, ongoing, caring relationships and interested in pro-

viding happiness and fulfillment to its members, you will extend the metaphor

in a very different direction. I will not elaborate further, but I would guess

that you know how this would work.

Before moving on, it is important to address the issue of different frames

yielding distinct understandings of a single situation. Since framing effects

highlight different aspects of concepts, and call attention to different features

of those concepts, they have the result of leading to different conclusions.

It is important to note that, while people can disagree, they are still able to

understand each other. This is due to the fact that, while different frames may

be activated for different people by the same situation, we can still understand

the frames of others. As I pointed out earlier, I strongly suspect that, whether

or not you agree that it is an ideal image of a family, you will recognize both the
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“strict father” and the “nurturing parent” descriptions as images of a family.

Because of this, it is possible for you to understand the metaphorical reasoning

on both sides. Thus, it is possible to disagree with political opponents, without

thinking them irrational. That is to say, one can think of political opponents as

following acceptable, comprehensible reasoning patterns, which, nevertheless,

one can think of as wrong. Thus, metaphorical reasoning and framing effects

do not yield situations in which it is impossible to understand those with

who we disagree, because we may not be using a particular frame, we still

understand it. So, in fact, the purpose of Lakoff’s book is to aid conservatives

and liberals in understanding each other, and in realizing that the other is

rational, even if one maintains the belief that the other is wrong about what

is best for the country.

In general, Lakoff provides an interesting analysis of conceptual reason-

ing, one which can be extended into a useful approach to rationality. However,

while his discussion of framing and concepts is interesting, he seems to take

the issue of metaphor a bit too far. What he really seems to be indicating is

that concepts, as they are used by ordinary people, are amenable to a sort of

analogical reasoning. We are able to reason by analogy, using structural simi-

larities of our concepts in order to draw conclusions about situations that are

not obvious or clear from experience or observation. However, while metaphor-

ical reasoning might be one of the ways in which we do this, it is far from clear

that all reasoning is metaphorical or that rationality involves understanding

metaphorical constructions.
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So, I tend to agree with Lakoff, except for the part about metaphor.

That may sound strange as this appears to be all he talks about, so allow

me to explain. I agree that we map less understood concepts onto better

understood concepts in order to draw inferences. However, what is significant

is not the metaphor. While metaphor may be one way in which map concepts

onto each other, it is not the only way. Furthermore it is the fact that we are

able to exploit commonalities in the structure of concepts to aid and extend

our reasoning and inference that is interesting. So, one of the clearest and

simplest examples has nothing to do with metaphor, but is drawn from science

and measurement theory.

6.4.4 Analogies and Intuitions

The claim I wish to defend at this point is, in some respects, similar

to Lakoff’s approach. I do think we reason by relying on the structure of

concepts, and this requires and makes use of framing effects. These framing

effects involve mapping well understood concepts onto the structure of more

abstract concepts. However, this process, which metaphorical reasoning makes

use of, is not inherently metaphorical. In order to illustrate this point, I will

begin with an example that is not metaphorical, and is typically taken as a

sort of example of literal, computational reasoning.

Measurement theory looks at how qualitative observations are mapped

into a mathematical structure for the purpose of scientific investigation (Kranz,

Luce, Suppes, and Tversky 1971, Suppes, Kranz, Luce, and Tversky 1989,
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Luce, Kranz, Suppes, and Tversky 1990). One simple example is the mapping

the qualitative relation ‘longer than’ into a mathematical relation ‘greater

than’ and using the structure of the number line to draw inferences about the

quality of length. This is so commonly done, that we barely notice that we

are doing it. Rather, it seems a part of ordinary reasoning about the sizes of

objects. So imagine that I have two rods, A and B, such that, when one end of

each are set side by side, the other end of A extends past the other end of B:

A is longer than B. Now, suppose I were to map these objects into the number

line, which is to say, assign them both a number. Furthermore, I assigned

these numbers in such a way as to preserve the structure of the longer than

relation in the the number line: for any rods φ and ψ, the number assigned

to φ is greater than the number assigned to ψ if and only if φ is longer than

ψ. What is interesting is that, having done that, a whole host of inferences

are available to be drawn from mathematical reasoning. For example, if I

associate rods A, B, and C with the numbers l, m, and n respectively, and if

I know that l > m + n I can infer that A will be longer than B and C when

laid end to end, even if I never perform the experiment. Of course, I must

ensure that the mapping preserves my core intuitions about length, such as if

A is longer than B, and B is longer than C then A will be longer than C. But

much experience with measuring lengths has established that it will, and I am

quite confident about applying the results of my mathematical reasoning to

the quality of length of objects.

The process of analogical reasoning depends heavily on both the imag-
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inative aspects of concepts and on the constraints on acceptable imagining. In

particular we evaluate the acceptability of an analogy, the question of whether

it is appropriate to map one conceptual structure onto another, by looking at

how the exemplars are handled. In effect, these are the “core intuitions,” we

have about a particular concept. In the simple example above, the core intu-

itions about length, the simple inferences that can be drawn from reasoning

about length in a mathematical structure, must match the basic observations

we have about the lengths of objects. For example, length must be asymmet-

ric and transitive: if A is longer than B, then B is not longer than A, and if

A is longer than B, and B is longer than C, then A must be longer than C.

The mathematical structure must capture these core intuitions in order to be

deemed acceptable, which we know that it does. As we become comfortable

that the analogy matches, or captures, our core intuitions about length, we

become more and more confident that more complex situations, about which

we have no clear intuitions, will also match the mathematical structure. We

are then confident in our ability to apply conclusions from the mathematical

reasoning wholly to the concept of length.

To see this point more clearly, consider a more problematic example

of mapping a quality into a mathematical structure: decision theory itself.

It is possible to map folk psychology, in particular the relation ‘is preferable

to’ into a mathematical structure ’is greater than’. However, preferences do

not always fit the mathematical structure, as illustrated extensively by the

heuristics and biases research, and the paradoxes described in the previous
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chapter. However, our core intuitions about preferences is that they at least

should obey transitivity. This core intuition is worked out in the mathematical

structure in the dutch book argument. This argument shows that any prefer-

ence ordering that is inconsistent (which basically works out to mean that it

cannot be mapped into a mathematical structure) is subject to exploitation,

and our intuitions tell us that we should avoid decision making procedures

that are subject to exploitation. Worse, however, is that for the mapping to

work properly, actions must be dense (Ramsey 1990). This is to say, if I have

options A and B and I map them into numbers m and n such that m¿n, there

must be an option, C, such that C is mapped into a number, l, such that

m ≥ l ≥ n. Furthermore, options must be connected: for any two options A

and B, they must be mapped to numbers l and m. Since at least one of the

following must be true: m ≥ l or l ≥ m, I must have a definite preference when

given the choice between A and B: either A is better, B is better, or the two

are equally good. These features do not generally fit our core intuitions about

preferences. The degree to which they do not fit, and how big a problem this

is (is it worth abandoning the mapping, fixing it, or overlooking the problem)

will largely determine your attitude toward the value of decision theory.

Decision theory, and expected utility theory in particular, leans rather

heavily on a “representation theorem.” This theorem is monumentally impor-

tant in that it shows that, given the assumptions that preferences obey the

axioms described above, preferences can be “represented” by the given math-

ematical structure (up to positive linear transformation). The paradoxes I
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described in chapter 5 are significant in this regard because they cast doubt

on the claim that preferences really do, in fact, satisfy the axioms.

So the point here is that the framing effects have the effect of map-

ping a folk theory into a mathematical conceptual structure. These framing

effects highlight the salient features of the concept, and allow us to fit the

relevant concepts together into an imagined scenario that is comprehensible

and acceptable to others.

These mappings into mathematical structures are interesting and sug-

gestive of the source of the usefulness of mathematics. We are able, in some

cases, to apply the clarity of a mathematical structure to real world cases.

In the case of mapping the qualitative property of length (and the relation

“is longer than”) into the mathematical structure of the number line, it all

works wonderfully. In the case of mapping the qualitative property of pref-

erence (and the relation “is preferred to”) into the mathematical structure of

decision theory, the value is more open to question.

However, more often what happens is that we map qualitative under-

standings of situations into other qualitative understandings. There is empir-

ical research by Dedre Gentner and Arthur Markman that suggests that this

is an extension of the conceptual reasoning described above (Markman and

Gentner 1993a, 1993b, 1996, Markman 1997 Gentner and Markman 1997). In

particular, Gentner and Markman (1997) suggest that similarity reasoning is

based on a process of “structural alignment,” in which agents draw compar-

isons based on the features of particular concepts. By finding correspondences
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on the features of exemplars of concepts, agents are able to draw conclusions

about the similarity of particular concepts. Their research suggests that ana-

logical reasoning draws on a similar mapping of relational structures, just as

the examples above mapped qualitative relations into quantitative relations.

In particular, they found evidence for three constraints on the align-

ment: structural consistency, relational focus, and systematicity. The con-

straint of structural consistency requires that the arguments in the relations

must be conceptually similar, in the sense that they share features that are

relevant for the situation, and that each argument in the relation must be

matched to at most one argument in the analogical relationship. Relational

focus simply points out that analogies concern relationships, rather than ob-

jects. Finally, systematicity points out that analogies match systems of rela-

tionships, rather than a diverse and unrelated collection of relations. This is

particularly important for our purposes as a folk theory, as I have described

it, is nothing if not a system of relationships. Thus, the folk theory provides

a guide, and constraints, on constructing acceptable analogies.

This structural alignment view provides a way of understanding how the

constraints of satisfying a folk theory and the constraints on the conceptual

roles that can be played provide a mechanism for communicating a shared

understanding in a simple and economical manner.

Let us begin by looking at the wealth of presumably shared information

contained in a folk theory. In order to do this, let us examine the situation of

meeting a bear described by William James: “Common sense says,...we meet a
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bear, are frightened and run” (James 1882/1984 p. 67). While this is a crude

outline, we can understand what he means. In particular, we extend this bare

outline by looking at the features, relations, and stages of such a situation.

In the first stage, the subject of the fear (in this case, we are to imag-

ine ourselves as the principle character in the story) is presented with a bear.

Bears, or at least the stereotypical bear, is an animal that can and does cause

great harm. In this case, the object is the bear and harm is being mauled by

the bear. The subject recognizes the potential for harm as being contained in

the concept of bears, and how they relate to humans. Fear, stereotypically, is

caused by encountering a situation which threatens harm. Thus, we can map

an agent (oneself), an object (the bear), and an undesirable outcome (maul-

ing), into the stereotypical relational structure of a fear-inducing situation. We

have no trouble at all understanding why we should be afraid, and James is

right to assert that common sense has told us this. We know what he means,

and we all understand his comment in the same way.

In the second stage, the subject experiences fear. This fear causes the

desire or propensity to exhibit typical fear behavior with the goal of avoiding

the threatened harm. In this case the fear of being mauled by the bear leads to

the desire to run away from the bear. This is not the only possible propensity

that could be caused, and we might exhibit a tendency to freeze and wait for

the bear to go away, also with the purpose of avoiding the potential harm

represented by the bear. Nevertheless, running away is an action typical of

responding to fear, at least in our folk theory of fear. Again, common sense

347



tells us what options are available, or imaginable, as responses to the fear-

inducing encounter.

A third stage might involve the subject attempting to exert some con-

trol over her fear. The subject attempts to mitigate her feelings of fear while

exerting her judgement, and calmly gauge the actual threat posed by the bear.

One potential outcome of this scenario might involve the subject losing

control of herself. The fear she feels in this situation is too great. She loses

her ability to apply her judgement and exhibits unreasoning and (perhaps)

excessive fear related behavior, such as freezing, fleeing or fighting even when

this is not her best course of action, and perhaps runs counter to it.

Another potential outcome is that the subject is able to keep herself

under control and take reasoned steps to avoid the danger in a proportionate

and effective way. For example, the subject might judge that running is the

best course and implement this decision in such a way as to alleviate the

danger, at which point the subject’s fear subsides.

I should be clear, at this point, that this account is not meant to reflect

anything more than the manner in which we commonly talk about fear. The

virtue of this analysis is primarily that most of it can be left unstated. James,

for example, finds it sufficient to say “we meet a bear, are frightened, and

run.” There is no need to explain why we are frightened of the bear, what it is

that we are afraid of. There is no need to to explain which options we consider

in dealing with this situation, or why we might run. The advantage is that,
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with this very simple statement, James can convey, and expect to convey, a

good understanding of a situation to his readers.

Another advantage of such a folk theory is the high degree of flexibility

it offers. By altering fairly subtle and small details, the character of the account

can change dramatically. Examples of such features are the amount of danger

that is perceived, the specificity of the threat, the proportionality of the threat

and the response, the control over one’s response, and the intensity of the

feeling. For example, an intense feeling and a response that is out of proportion

to the danger might be understood as a phobic response. An intense feeling and

strong response to a situation with little perceived danger might be described

as being startled. A feeling of fear in response to a non-specific threat might be

described as a feeling of dread or anxiety, and so on. Nevertheless, by leaving

such details unspecified, James can rely on the “common sense” of his readers

to map the details into a stereotypical structure, moreover, the same common

structure. You did not, on reading James’ comment, imagine meeting a bear

in a zoo and become confused about why you, or anyone else should be afraid

and run away. This is true despite the fact (I would venture to guess) that

you have never encountered a bear outside a zoo, and that the overwhelming

majority of bear encounters occur in such safe environments.

This capacity for understanding depends on the ability to map the de-

tails of the structure of another situation you have encountered in a systematic

way. Perhaps, as is far more likely, you once encountered a poisonous snake,

became afraid, and ran away. You can map the details of this situation via
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the relational structure provided by the folk theory and the concepts involved

into the situation presented by James. The snake is similar to the bear: both

are wild animals that hold the potential of causing great bodily harm. You

can map the feeling (fear) you felt then to the feeling that would be caused

by encountering the bear. You can map the actions that were available then

to the actions available in this new situation. Finally, you can map your re-

sponse to that situation to the response to the imagined one. In each case, the

folk theory provides the constraints that permit such a mapping by specifying

what “makes sense.” Not just any mapping will do. The fear you felt before

taking a test for which you were unprepared does not make sense, and you

would not attempt to draw such an analogy. There is no structural consis-

tency. The inferences that would be licensed are all wrong: running away is

not a permissible or comprehensible response to a test, and swallowing your

fear and doing your best is not a sensible response to meeting a bear. In short

the constraints of our folk theories and concepts place limits on what analogies

can be drawn, what inferences can be licensed, and what makes sense. This

shared understanding of what makes sense is what allows us to communicate.

To return to the discussion above, a folk theory makes the salient fea-

tures of a situation clear to everyone involved. The desire of the person en-

countering the bear is to avoid danger. This danger, specifically, is the threat

of being mauled by the bear. The strategies for accomplishing this goal are

fleeing (running or otherwise leaving the bear) and freezing (standing perfectly

still, hiding, climbing a tree, playing dead, or otherwise waiting for the bear
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to leave). The advantage here is that the decision problem, as well as the

inference that was drawn, is completely characterized for the hearer by the

minimal expression “we see a bear, are frightened, and run.” This is only pos-

sible if the speaker and hearer have tacitly coordinated on a psychology of

fear. Moreover, it requires that we map the details of the situation described

into that structure in the same way. This is all independent of the validity of

James’s point that the fear, and even the running away, precede the judgement

that the speaker is offering to explain her actions. Regardless of whether any

sort of judgement that running away was the best way to avoid being mauled

by the bear occurred prior to the running away, the speaker is best served by

relating the story in the terms of a folk psychology, as these will be, and can

be expected to be, understood.

Notice that in the same way as the folk psychology of fear admitted

flexibility in the nature of the emotion, there is also flexibility within the

limited strategies as details about the (beliefs about the) situation are added,

for example the belief that the bear is unaware of my presence, the belief

that bears cannot climb trees, the belief that bears ignore dead things, and

so forth. These aspects would require additional information to be expressed

(“the bear didn’t see me so I hid behind a tree until it left”), but not much.

If this information is not expressed, it can be rightly presumed by the speaker

to be taken as not applying to the situation by the hearer, as it is not part of

a stereotypical situation.
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6.5 Conclusion

In this chapter, I have looked at the role of concepts in providing

constraints on our imaginations in understanding the structure of situations.

I have argued that concepts have internal structure turning on exemplars,

whether prototypes or otherwise, that play an important role in our imagi-

native construction of events. This occurs because the internal structure of

concepts provides information about typical cases of images, activities, and

scenarios in which a concept can be acceptably employed, and those in which

it cannot.

I went on to argue that this information contained within concepts,

together with the constraints provided by our folk theories of physics (events

in the world) and psychology (events involving other people), provide the basis

for basic criteria for acceptability and understandability that we can expect to

be shared by anyone we are apt to meet. In other words, we can communicate

with anyone we meet on the street about everyday matters because we can

expect these most basic constraints will be shared by them. This may not hold

for more more abstract concepts and more complicated matters, but what we

have here is enough for understanding and being understood by others whom

we have never met, without any sort of explicit negotiation of the meanings of

terms or the structure of situations.

The point I wish to make here is simply this: our conceptual struc-

ture has a substantial imaginative component. This imaginative component is

constrained by the structure of our folk theories in order to allow us to under-
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stand how put everything together into an acceptable explanation of events,

and determine acceptable inferences and reasoning patterns. While reasoning

depends heavily on imagination, our imaginations are constrained by our folk

theories. We cannot imagine just anything at all, and we can expect that oth-

ers will have similar restrictions. Rather, to count as rational, our imaginations

must fit within the structure of our conceptual structure and folk theories.

Nevertheless, the concern remains that framing effects, and a strong role

of imagination allows for the possibility that different individuals will frame

a single situation differently. I have already said quite a bit about why we

might expect that humans, with shared physical structure, could be expected

to have at least similar shared constraints on acceptable explanations, frames,

and understandings. However, by itself, this is not enough. The final piece of

the puzzle lies in social constraints on acceptable understanding and framing

of situation. It is to this topic that I will now turn.
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Chapter 7

Social Constraints

Throughout the last three chapters, I have argued that rationality is a

social phenomenon. I have argued that rationality depends on our capacity to

understand and be understood by others, that what it is to be rational is to

play a game according to social rules. I have argued that playing this game

in an acceptable manner is what constitutes rationality. Because of this, it

might seem strange, at this point, to devote a chapter to social constraints

on rationality. Based on what I have argued to this point, all constraints on

rationality are social constraints. How, then, can there be a separate variety

of social constraints?

To some extent, this is a valid question. I do not deny that, in a way, I

have argued that every constraint is a social constraint. However, as I pointed

out at the end of the last chapter, there is more to the story. To this point, I

have focused on shared constraints and shared understandings that arise from

shared physiology, shared psychology, shared assumptions, shared theories,

and, to a small degree, shared language and linguistic competence. However,

there are also constraints, and understandings, that are not shared, at least

not by everyone, and not all the time.
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One example of this is the example used in the previous chapter of

framing effects on political affiliations and attitudes. This example is actually

illustrative in two respects. On one hand, it illustrates the fact that it is possi-

ble to understand others with whom we disagree. As I pointed out previously,

the entire purpose of Lakoff’s book is based on the reality that the conservative

framing of political situations is not completely foreign to liberals, and vice

versa. While the two might disagree profoundly, the basis of the competing

frames are available to everyone. Consequently, it is possible to understand

that, while we might disagree with political opponents, they are not irrational.

This is to say, we can understand them and their reasoning, even if we do not

accept it.

On the other hand, the example is illustrative in that it is not uncom-

mon for political partisans not to understand the reasoning of their opponents.

Moreover, it is not uncommon for political partisans to “talk past” their oppo-

nents, to offer arguments that do not address the concerns of their opponents

and to offer arguments which make no sense to their opponents. In short,

it is not uncommon for partisans to not understand their opponents, and,

consequently, to judge their opponents irrational.

This point is revealing in that it reveals that rationality, valid reasoning,

and the ability to understand and be understood by others is not a univocal

fact about the world. It is not possible to resolve all differences by taking

pen in hand and saying “come, let us calculate.” This, then, is where the is-

sue of specifically social constraints on imagination arise. While the shared
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background assumptions, theories, physiology, etc. that I have described in

previous chapters do a great deal of work, they do not resolve all of the dif-

ferences. In addition, there are social constraints that serve the function of

signalling to others which frame one has adopted, and social pressures on us to

adopt that same frame for the purposes of communication, of understanding

and being understood by others.

These social constraints concern the social pressure we exert on one

another in order to bring others into a particular sphere or logical space. This

is done to permit us to understand one another, even if the background as-

sumptions do not guarantee this understanding. Social constraints are largely

found in rules and expectations about appropriate behavior. Appeals to a

shared understanding of what is polite, what is moral, what is legal, and what

is otherwise appropriate often serve to explain our behavior.

Another area of social constraints, of “otherwise appropriate,” often

comes from language itself, frequently in linguistic sub-cultures. Groups with

shared assumptions and shared information accept explanations and allow

comments to pass unchallenged that would call for much explanation in a

wider context.

7.1 Language

To this point, while I have talked about language to some extent, I

have deliberately kept my focus away from language. This was done in order

to highlight the fact that I am not making a claim that is specifically about
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language, and that I am not trying to claim that my claims about rationality

are drawn straightforwardly from language and language use. In other words,

I do not wish to argue, as many have done, that an understanding of the mind

and of rationality can be gained through a study of language alone.

While I wish to maintain this perspective, there is obviously no denying

that language is a crucially important medium through which we understand

and are understood by others. Because of this, my focus will not be on the

syntax or semantics of language per se. Rather, my interest is in a sort of what

Wittgenstein referred to as “language games.” In particular, I will focus on the

means by which we use language to signal a particular frame for understanding

a situation, and to exert a sort of social pressure on others to adopt this same

frame, allowing for mutual understanding of a situation.

In this respect, the focus of my discussion will be more on the issue

of pragmatics. In a classic article, “Logic and Conversation,” H. Paul Grice

provides an account of conversational implicature (1975). His idea, which is

born of a distinction between the “natural” and “non-natural” senses of the

word “meaning,” draws on the distinction between what utterances mean, in

the sense of what is logically entailed, and what they “mean” in the sense

of what they implicate (Grice 1957). In effect, this account of conversational

implicature describes how our words can send signals and communicate more

than the the information that is contained in the meaning of the words.

To describe this feature of language, Grice gives the “Cooperative Prin-

ciple:”
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Make your conversational contribution such as is required, at

the stage at which it occurs, by the accepted purpose or direction

of the talk exchange in which you are engaged. (Grice 1975)

This is accomplished by maxims of Quality, Quantity, Relation and Manner.

The maxim of quantity involves two requirements: “Make your con-

tribution as informative as is required” and “Do not make your contribution

more informative than is required.” Thus, we balance two requirements, be-

tween communicating particular information and confusing listeners with extra

information.

The maxim of quality is simply “try to make your contribution on

that is true,” which is accomplished by avoiding utterances which the speaker

believes to be false, or which the speaker lacks adequate information. This is

a topic which I previously discussed in chapter 5, in that it boils down to the

assumption that we should believe that others believe what they say. Grice’s

first maxim is that we should internalize this constraint, and say what we

believe.

The maxim of relation is “be relevant,” in that contributions to a con-

versation should have some bearing on the topic at hand. The final maxim of

manner is “be perspicuous” which involves avoiding ambiguity or obscurity in

conversation.

These maxims permit us to send signals in discourse that provide infor-

mation above and beyond the information contained in the expressions insofar
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as we take others to be following them. In short, they represent kinds of

constraints on what we can imagine about our interlocutor and her reasons

for saying what she did. Grice provides three types of examples in which

utterances can provide signals about the belief state or understanding of the

situation of the speaker (Grice 1975).

The first type of example involves situations where the maxims are

being followed, just as the hearer expects. He provides two exchanges:

A: I am out of petrol.

B: There is a garage round the corner.

B’s response in this exchange can be understood by A as following the maxim

of relevance. In order for this response to be related to A’s comment, B must

understand the situation as being one in which A wishes to buy more petrol

as soon as possible. A can infer that B understands this situation, and is

implying that the garage is open, will sell him petrol, and is the closest place

to do so. Similarly, in the exchange:

A: Smith doesn’t seem to have a girlfriend these days.

B: He has been paying a lot of visits to New York lately.

A can understand B’s response as being relevant and perspicuous. In other

words, B is suggesting that Smith’s frequent trips to New York have something
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to do with his not seeming to have a girlfriend, implying that he has (or may

have) a girlfriend in New York.

The second type of example involves situations in which maxims clash.

While the speaker fails to follow a maxim, it is understood that her reason

for this is that doing so would put her in conflict with another maxim. For

example, Grice describes a situation in which A is planning an itinerary for a

trip to France which involves a visit to a friend, C. This leads to the exchange:

A: Where does C live?

B: Somewhere in the South of France.

B’s response, as A well knows, violates the maxim of quantity. Given the

context of planning a trip to France, the information that C lives in the South

of France is entirely unhelpful. However, since A can assume that B is following

the maxims, A can infer that B does not know precisely where C lives. Hence,

any attempt to provide the useful information would violate the maxim of

quality, in that B would be saying something for which she lacked evidence.

The third type of example involve situations in which the maxims are

overtly flouted. These situations, in which the utterances are unusual in a way

that calls special attention to themselves, signal to the listeners that there

is a special interpretation that is called for, but not overtly expressed. The

maxims of quantity can be flouted by giving useless information in a situation

where the useful information is clearly available. Grice gives the example of a

recommendation letter for a job candidate in philosophy, Mr. X that reads:

360



Dear Sir, Mr. X’s command of English is excellent, and his

attendance at tutorials has been regular. Yours, etc.

This communication, which cannot be attributed to ignorance, as Mr. X is

his student, or being uncooperative, as he took the trouble to write the letter,

can be taken to communicate information that he is reluctant to pass on,

namely that Mr. X is unqualified for the job. The maxim of quality can be

flouted in the use of rhetorical devices such as irony, metaphor, or hyperbole.

So, for example, Mr. X, upon learning of the contents of his advisor’s letter

might respond “well, that’s good news.” This response, which the listener must

understand is bad news, can be understood to communicate the opposite of

what is asserted, that Mr. X is disappointed that his advisor thinks so little

of him.

The maxim of relevance can be flouted in a manner that communicates

a reluctance to assert the relevant response. For example, Grice describes an

exchange at a genteel tea party:

A: Mrs. X is an old bag.

B: The weather has been quite delightful this summer, hasn’t it?

B’s response, which is clearly irrelevant to the preceding remark, signals that

B thinks that A’s comment was impolite, and should not be discussed fur-

ther. Flouting of the maxim of perspicacity can similarly signal a particular

understanding of a situation. Grice’s example contrasts the expressions:
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1. Miss X sang “Home sweet home.”

2. Miss X produced a series of sounds that corresponded closely with the

score of “Home sweet home.”

The second comment, whose wordiness calls attention to itself, signals that

there is something unusual about Miss X’s performance. In particular, the

choice to make the second utterance, instead of the first, signals that Miss X’s

performance was so poor that the word “sang” could not properly be applied.

The hearer could infer that her performance was very bad.

While Grice offers an interesting account of implicature, and clearly

shows that utterances in discourse communicate considerably more than the

information in the meaning of the words, his analysis represents the beginning

of an account, rather than a developed idea. In short, he demonstrates that

utterances can signal interpretations or understandings of situations, but relies

on the reader to understand what is implicated in order to take his point.

A more developed account can be found in Nicholas Asher and Alex

Lascarides’ “Logics of Conversation” (2003). Asher and Lascarides argue that,

in addition to the logic of information applied to the content of utterances in

a discourse, there is a logic of rhetorical relations. This logic can also be taken

to show the manner in which discourse, especially sequences of utterances, can

be connected through rhetorical relations in order to signal an understanding

of events. A typical example is the following two pairs of sentences (Asher and

Lascarides 2003):
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1. Max fell. John helped him up.

2. Max fell. John pushed him.

These two examples differ in temporal structure and, implicitly, causal struc-

ture. In the first example, the sentences can be understood to describe a

sequence of events. First Max fell down, and then, (because Max fell,) John

helped him up. In the second example, the temporal structure is reversed;

John pushed Max, causing Max to fall down. The second sentence can be

taken to explain the first. The first rhetorical relation, Narration involves

relating a series of connected events, while the second relation Explanation

serves to explain the first event, typically in terms of an earlier event.

These rhetorical relations between sentences can be organized according

to a hierarchical structure in order to create a narrative. Asher and Lascarides’

canonical example is:

1. Max had a great evening last night.

2. He had a great meal.

3. He ate salmon.

4. He devoured lots of cheese.

5. He then won a dancing competition.

The hierarchical structure of the rhetorical relations requires that each sentence

in the sequence is related to the one before. So the second sentence elaborates

363



on first. The third and fourth sentences elaborate on the second, while the

fourth represents a narrative sequence with the third. The final sentence is

also a narrative sequence relation with the second, and elaborates on the first.

While I will not go into the details of the proposed logic of rhetorical

relations, the point I wish to make is relatively clear. The rhetorical relations

that hold between utterances in a discourse serve to signal a particular under-

standing of a situation. I will refer to this understanding, taken as a whole, as a

narrative structure of discourse, though the word “narrative” should be taken

loosely. This narrative structure serves to call attention to particular people,

objects and events as being relevant to the topic at hand, and to propose par-

ticular relations among those elements as being crucial to understanding the

situation, while leaving other elements in the background as being less relevant

or irrelevant to understanding a situation.

This narrative structure is very important to understand because, in

many respects, it represents the culmination of the constraints on our imagi-

nation. The constraints, taken as a whole, produce the requirement that we

imagine, or understand, situations that correspond to this narrative structure.

Rationality, and rational explanation, is driven by our need to unify the events

and actions that surround us in a way that makes sense to us and is shared

by (or at the very least makes sense to) others around us. This narrative

structure allows us to adopt and convey such a unified understanding that

puts together the events and actions around us into a broader picture of the

past and future. The rhetorical relations of language serve to signal our own
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preferred narrative structure, in the hopes that others will adopt this narra-

tive and imagine, or understand, the world in the same way. The constraints

on rationality and rational explanation describe the sorts of narratives that

we may imagine or construct if we wish our narrative to be understood and

accepted, if not adopted, by others around us.

An example of this point is highlighted every four years when we go

through a presidential election. Journalists are faced with the daunting task

of explaining the day to day occurrences of an extended and on-going event

in relatively short articles that must make sense of the events of today by

unifying it with what has come before, and providing “analysis” that suggests

what will (or should) come tomorrow, and, ultimately, at the election. They

do this by creating a narrative. While a considerable amount of journalistic

meta-analysis about “campaign narratives” focuses on the detrimental aspects

of process, it should be clear that this is not a criticism of using narrative to

understand and explain the complex events of a political campaign, because

we have no choice. Rather it is a criticism of overly simplified narratives that

highlight features that “make sense” in terms of the narrative, while ignoring

inconvenient facts and features that complicate the narrative.

In the inevitable post-mortem analysis of the press by itself following

the 2000 presidential campaign, there was a considerable amount of attention

focused on the campaign narrative that was presented. The analysis seem

to be that George Bush was portrayed in the media as a congenial, if some-

what dim witted candidate, while Al Gore was portrayed as an intelligent, if
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somewhat cold, arrogant, and dishonest candidate (Fritz, Keefer, and Nyhan

2004). The result of this narrative was often that events in the campaign were

interpreted and understood in these terms. When Bush would make a false

or misleading claim, the interpretation in the press was often that this was an

honest, if stupid, mistake. When Gore would make a false or misleading claim,

it was interpreted as dishonesty. Moreover, events that fit this narrative were

picked up and repeated in the press, whether or not they actually happened.

The story that Gore claimed that he had “invented the internet,” was widely

repeated, though it was untrue, while Bush’s various verbal gaffes were played

and replayed.

The point I wish to make here is that frames and narrative structures

that are the culmination of constraints on our imagination are required to

unify and make sense of the events, actions, and people around us, whether

over the course of a dialog, a campaign, or a lifetime. The capacity to fit

the elements together requires that we highlight, and attend to, some events,

actions, and people as important or relevant, while relegating others to the

background. These narratives must make sense, not just to us, but to those

around us if we want them to interact with us, cooperate with us, and to play

a particular role in this narrative. The capacity to unify these features to

create a narrative that is understandable and acceptable to others is what, in

the end, constitutes rationality. The hallmark of rationality is the capacity to

create a comprehensible and acceptable narrative, while the inability to do so

is the hallmark of irrationality.

366



Before moving on, it is worthwhile to discuss the role of routine in lan-

guage. Routine here refers to the tendency to use fixed expressions repetitively

(Pickering and Garrod 2004, 2006). This can occur over the course of dialogs,

or over longer periods. Often, discussion of routines focuses on fixed patterns

that occur in various interactions, such as “How are you?” “I’m fine, how

are you?” and so on (Aijmer 1996). These patterns, or scripts, are cognitive

shortcuts that serve to mechanize routine interactions with others, especially

where the narrative structure and each person’s role in that structure is clear.

For example, interactions with the check-out attendant at the grocery store

might follow a fixed pattern: “will that be all?” “yes.” “your total is $35. How

will you pay?” “with debit...” and so on. In this situation, both individuals

signal their understanding of the situation, and the roles each is playing in the

narrative, and what each expects from the other.

However, routines are also produced over shorter spans in particular

dialogs. For example, Garrod and Anderson (1987) noticed that in their ex-

periments involving subjects who must cooperate to complete a task, those

subjects tended to adopt and repeat terminology for describing that task.

This tendency to converge on, and repeat particular words and phrases, even

when doing so was no longer necessary, can be taken to signal an ongoing com-

mitment to a particular understanding of a situation. These routines, of which

the scripts described above are extreme cases, can be taken as cognitively sim-

ple methods for signalling an understanding of a situation, and showing that

this understanding of the narrative, and each person’s role in that narrative is
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shared between the individuals.

7.2 Language and Social Pressure

There is interesting empirical evidence to support the idea that, in ad-

dition to conveying information, language serves the function of signalling a

particular frame, and exerting social pressure on listeners to adopt this frame,

at least for the purposes of a dialog. This idea is pursued in psycholinguistics.

For example, Simon Garrod investigates the idea of “alignment;” how inter-

locutors are able to create and maintain a shared frame over the course of a

dialog that allows them to communicate with one another.

For example, in Garrod and Anderson’s study, subjects were required

to communicate about their positions in a maze. Garrod and Anderson found

that the subjects tended to coordinate on one of a variety of descriptions of

the maze. For example, 36.8% of the participants used a “path description,”

as in “go up two and over one from the bottom left corner.” 23.4% used a

“coordinate description,” as in “third row, fourth column,” while 22.5% used

a “line description;” “the third line from the bottom, third room from the

right,” and 17.3% used a “figural description;” “in the top left corner of the

rectangle shape at the bottom left.” They also coordinated on terminology

for their descriptions. For example, they would use “row,” “line,” “level,” or

“layer” for a line description. What is interesting in this case is that generally

subjects straightforwardly adopted the descriptions and terms first used by

their partners. If the first person to speak employed a line description and
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called the lines “rows,” the other person would do the same. While there

were cases of explicit negotiation of descriptions and terms, this generally only

happened after some form of communication failure, where the subjects found

that they were misunderstanding each other, or “misaligned.” Furthermore,

this agreement often did not last, as one or the other would revert to other

descriptions. Other similar studies have shown other cases of partitioning the

potential referents by descriptions (Garrod and Doherty 1994, Brennan and

Clark 1996, Markman and Makin 1998). A good overview is Pickering and

Garrod 2004.

This points to what Pickering and Garrod call a “local” alignment, as

opposed to a “global” alignment. Interlocutors develop a short term shared

understanding of a situation, that exists for present, pragmatic purposes. Even

if the second speaker initially conceives of the maze as a grid, she is willing

to shift her understanding to a path description if the other speaker signals

such an understanding by using path terminology. This pragmatic shift to

an understanding signalled by the other person is, in effect, no different from

adjusting one’s understanding based on the information available to the other

person.

Similarly, there is evidence in the heuristics and biases literature con-

cerning the social pressure to adopt the frame and perspective of others with

whom we are interacting. In particular, Boaz Keysar and Dale Barr (2002) ar-

gue that understanding is related to the anchoring heuristic; individuals adopt

a particular frame and use it to anchor their understanding of a situation.
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They anchor on an egocentric perspective and attempt to exert social pressure

on their conversational partners to understand the situation in a way that

matches their own. Individuals are able to adjust the frame upon which they

have anchored, based on the constraints described in chapter 5, especially on

cues about the attention and information available to others, but they tend to

keep the egocentric frame as much as possible.

This idea was tested in an experiment by Keysar, Barr, Balin and

Brauner (2000) that used information from tracking eye movements to gather

information about attention and draw inferences about frames. This was based

on other unsurprising research which shows that, when people identify an

object as the referent of an utterance, their attention, and eye gaze, is drawn

to that object (Tanenhaus, Spivey-Knowlton, Eberhard, and Sedivy 1995).

Keysar et al’s experiment involved a box that was subdivided into smaller

sections which contained various objects. While the subject could observe all

objects in the box, another individual, a confederate of the experimenters,

had a perspective in which some of the sections were hidden, a fact which

was visibly apparent to the subject. The box contained, among other objects,

three candles, one large, one medium sized, and one small. The large and

medium candles were visible to the confederate, while the small candle was

hidden. The confederate gave various instructions to the subject to rearrange

the objects in the box.

At one point, the subjects were instructed to “put the small candle

next to the truck.” In this case, “the small candle” referred to the medium

370



sized candle, as the smallest candle was hidden from the confederate’s view.

The results of this experiment showed that the subject’s gaze went to the

small, hidden candle when they heard “the small candle” and 25% of them

initially reached for this candle before correcting themselves and moving the

medium candle. These effects, which were so robust that the experimenters

were concerned that the subjects somehow failed to understand the situation,

provide strong evidence that subjects anchor on their own understanding of

a situation and must consciously adjust this understanding to fit with other’s

understanding (Keysar, Barr, Balin and Brauner 2000, Keysar and Barr 2002).

Interestingly, Garrod and others point to alternative findings in their maze ex-

ample. Participants in the dialog would question an alternative framing of the

maze (for example, the use of a coordinate description when a path description

had been used previously), but not the use of the initial description. Moreover,

eye tracking evidence similar to Keysar et al.’s revealed that, even with am-

biguous descriptions, the listener would look at the same thing as the speaker

after a frame was established (Garrod and Anderson 1987, Brown-Schmidt,

Campana, and Tanenhaus 2004). However, this evidence might reveal nothing

more than the difference between situations in which one has a firm antecedent

understanding and those in which she does not. For example, a competent

speaker has a firm pre-existing understanding of “the small candle” while it is

less likely that she has a firm pre-existing understanding about how to carve

up a maze. It might, therefore, be much easier to automatically adopt the

speaker’s frame of the situation in the latter situation, while the former might

371



require more conscious adjustment.

These features notwithstanding, this sort of evidence points to a dis-

tinction offered by Pickering and Garrod (2004) between “common ground”

and “implicit common ground.” Common ground, in effect, is the idea that

dialog and successful communication requires a shared logical space in order

to work. The generation, or exploitation, of explicit common ground has been

the traditional assumption of the main requirement for successful dialog (Clark

and Marshall 1981, Lewis 1969, McCarthy 1990, Stalnaker 1978). The use of

explicit common ground requires interlocutors in a dialog to maintain a di-

rect understanding of a logical space that maintains a dynamic representation

of what each participant in the dialog knows, and how she understands the

situation.

The generation of implicit common ground, on the other hand, is an

automatic process that is derived from background assumptions and (uncon-

scious) use of signals present in the utterances. This can be thought of as

a process by which individuals use constraints on understanding and gener-

ates alignment automatically. This process works because both participants

in the dialog “foreground,” or attend to, the same information. Specifically,

interlocutors attend to the information and signals that have been introduced

by previous utterances. Thus, there is no need to make any direct inferences

about the understanding or framing of the other individual. It is implicit that

the framing of the participants is aligned. There is no need to directly track

the understanding of the other individual.
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Notice that implicit common ground is not always possible. For ex-

ample, in Keysar et al.’s experiment, where the confederate clearly had less

information than the subject, the subject was required to track the informa-

tion available to the confederate, and could not depend on an implicit com-

mon ground which manifestly could not exist. Nevertheless, the results of this

experiment seemed to suggest an automatic process of assuming an implicit

common ground (as gauged by hand and eye movements) followed by a con-

scious adjustment for the understanding of the confederate. Moreover, other

experiments suggest that speakers under time pressure, or who encounter a

new listener, do not model the listener’s understanding of situations as well

(Horton and Keysar 1996, Bard, Anderson, Sotillo, Aylett, Doherty-Sneddon,

and Newlands 2000).

It is important to note that implicit common ground (or for that mat-

ter, any common ground that is produced and not the product of reliance on

a pre-existing logical space) does not and cannot guarantee alignment of un-

derstandings. Rather, Pickering and Garrod point to a process of “interactive

repair,” whereby misalignment can be fixed and a dialog can continue. This

simple mechanism involves two processes:

1. Checking whether one can straightforwardly interpret the input in rela-

tion to one’s own representation.

2. when this fails, reformulating the utterance in a way that leads to the

establishment of implicit common ground. (Pickering and Garrod 2004,
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p. 179)

In effect, this says that alignment repair involves a process of interpreting the

other’s frame in a way that is understandable, and, if this fails, adopting the

other person’s frame to create implicit common ground. It is noteworthy that

this process is automatic and mechanistic: it requires little or no conscious

effort repair misalignment. As noted above, conscious efforts to negotiate

a frame typically do not work. The individuals typically revert to their mis-

aligned frames. Rather, it depends on the social pressure created by continuing

to use a frame on the listener. The listener feels pressure to adopt that frame

in order to allow the implicit common ground that allows the conversation to

continue.

Pickering and Garrod give an example of this process in the dialog of

two individuals in the maze task. The two have misaligned frames, interpreting

the phrase “two along” differently; one individual (A) is counting the boxes

while the other (B) is counting the links between the boxes. Thus, what B

interprets as “two along” is what A would call “three along.”

Pickering and Garrod point out that in this situation, the efforts to

repair the misalignment do not require the individuals to draw conclusions

about the other’s framing of the situation. Rather they describe the situation,

until one individual adopts the frame of the other. These clarification efforts

are not inferential:

They serve to throw the problem back to the interlocutor who
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can then attempt a further simple reformulation if he still fails

to understand the description. For example, B says “you’re one

along, one up?” (41),1 which A reformulates as “Two along” (42).

Probably because of this reformulation, B then asks the clarifi-

cation request “You’re two along.” The cycle continues until the

misalignment has been resolved in (44) when A is able to complete

B’s utterance without further challenge. (Pickering and Garrod

2004, p. 180)

So what has happened here is that the individuals, rather than directly explain-

ing the frame or negotiating a frame, simply described the situation according

to their frames until one (A) was able to adopt the other’s understanding of

the situation, and signal this by giving a description that was acceptable to

B, thereby creating an implicit common ground.

By way of transition to the next section, on moral constraints, it is

worth considering the phenomenon of “bullshit.” Harry Frankfurt has an ar-

ticle “On Bullshit,” recently republished as a monograph (Frankfurt 1986,

2005). Here he describes bullshit as distinct from lying. Rather it is an ut-

terance that is produced with a certain disregard for truth, often intended

to create a certain impression of the speaker. Frankfurt describes a related

analysis of “humbug” by Max Black (1983):

1The numbers refer to a transcribed dialog in which each utterance is enumerated sepa-
rately (p.171).
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Consider a Fourth of July orator, who goes on bombastically

about “our great and blessed country, whose Founding-Fathers un-

der divine guidance created a new beginning for mankind.” This

is surely humbug. As Black’s account suggests, the orator is not

lying... the orator does not really care what his audience thinks

about the Founding Fathers, or about the role of the deity in our

country’s history, or the like. At least it is not an interest in what

anyone thinks about these matters that motivates his speech. It is

clear that what makes Fourth of July oration humbug is not funda-

mentally that the speaker regards his statements as false. Rather,

just as Black suggests, the orator intends these statements to con-

vey a certain impression of himself... What he cares about is what

people think of him. He wants them to think of him as a patriot,

as someone who has deep thoughts and feelings about the origins

and the mission of our country, who appreciates the importance

of religion, who is sensitive to the greatness of our history, whose

pride in that history is combined with a humility before God, and

so on. (Frankfurt 1986)

While Frankfurt claims that such humbug is similar to bullshit, it does not

capture the character of bullshit. Rather Frankfurt claims that bullshit is

characterized by expressions that are uttered with an indifference to the truth.

For example, a “bull session” is a gathering of individuals that permits them

to speak openly of serious topics because the situation is such that they will
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not be taken too seriously. Rather, participants in a bull session are able to

“try out various thoughts and attitudes in order to see how it feels to hear

themselves saying such things and in order to discover how others respond”

(Frankfurt 1986).

While not entirely disagreeing with Frankfurt (or Black), I think this

discussion of bull sessions is most revealing of the essential character of bull-

shit. I would suggest that the character of bullshit is that of the capacity

of competent speakers, who have mastered the game of giving and asking for

reasons, to invent new explanations on the spot. The motives for doing so may

be various, though primarily tied to reputation effects. The point, though, is

that, having fully grasped the constraints on what constitutes a good expla-

nation, and having a certain degree of flexibility and creativity, it is possible

to invent acceptable explanations on the fly, as called for in an interaction.

It is for this reason that I bring up the issue. While Frankfurt starts

his discussion by asserting that “one of the most salient features of our culture

is that there is so much bullshit” (Frankfurt 1986). I mean to suggest that it

is, in fact, considerably more common than he suspects.

It would, of course, be uncharitable in the extreme to re-characterize

what I am saying about rationality and the majority of human discourse as

“the game of giving and asking for bullshit.” The reason such a characterization

would be unfair, and my reason for bringing up this topic, is twofold. These

two reasons are related to the topic I discussed earlier of humans as “intuitive

lawyers” as opposed to “intuitive psychologists.”
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The game of giving and asking for reasons is not optional. We have

seen that one of the fundamental constraints on imagination is the background

assumption, regardless of perspective, that reasons exist, and can be given, for

any situation. We cannot opt out of the demand to give reasons, and there

is a strong pressure to give some sort of answer to such a request, whether

we know the answer or not. This answer should have a particular form in

order to be accepted, and knowing the form of an acceptable answer is often

sufficient to generate the content of an acceptable answer. In short, while “I

don’t know” is often not an acceptable answer, any answer that makes sense

is often sufficient for a particular situation.

This brings us to the second reason for bringing up this topic. The

experiments and analysis of discourse given above are concerned with inter-

actions that are related to a particular task, and accomplishing a particular

goal. However, discourse does not always have this feature. It is frequently

unconnected to a particular outcome, or accomplishing a particular goal. How-

ever, it is never unrelated to the issue of building social bonds or building and

maintaining one’s own reputation. While a discourse might not affect any indi-

vidual’s behavior, it always affects what the others will think of each individual

involved.

This leads to a pair of issues. The first concerns asking for a reason

specifically about the other individual, as in “Why do you...?” Failing to give a

reason in such a situation, responding “I don’t know,” leaves the interpretation,

and thereby one’s reputation, entirely in the hands of the other individual. For
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example, if the question “Why did you eat so much cake?” is met with the

answer “I don’t know,” then the asker is free to supply her own interpretation.

This answer might easily be one with which the responder would be unhappy:

perhaps “He must be a glutton.” Such a situation, and interpretation, would

be unwelcome to the intuitive lawyer, who seeks to build the best reputation

possible. For this reason there is a strong pressure on the intuitive lawyer to

supply an answer which puts the situation in the best possible light: perhaps

“I hadn’t eaten all day, and I was starving.” The latter explanation, far kinder

to the responder and his reputation as it is not attributing some character

defect, would be preferable to the intuitive lawyer.

The second issue, which concerns asking for reasons that are not directly

about the responder, draws on the pragmatic prescription “be helpful.” In

many respects, of course, it is more helpful to give no information than to

give wrong information. Nevertheless, the social pressure to be “helpful” by

giving some information remains in force. This creates a situation in which the

responder can “try out” an explanation. If it is acceptable to the questioner,

if it makes sense, then it will likely be adopted, at least for the purposes of the

conversion. The conversation can continue, with the explanation duly given

and accepted. It if is challenged, if it is unacceptable to the questioner, one

can expect the explanation to be abandoned or modified. It is unlikely to be

defended.

At any rate, the standard for accepting explanations here is “makes

sense” rather than “is true.” The point, then, is that the social pressure at-
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tached to playing the game of giving and asking for reasons is far more con-

ducive to an intuitive lawyer than an intuitive scientist. The requirement that

one give some answer, together with the pressure to build social bonds and

protect one’s reputation lead to giving and accepting reasons that serve these

purposes more than the purpose of truth and accuracy that would be the

interest of an intuitive scientist. The game of giving and asking for reasons

can thus be better understood as a “form of life” than a quest for truth and

accurate understanding.

There is empirical evidence for these effects of social pressure in the

research of Philip Tetlock (Tetlock 1992, 2002, Lerner and Tetlock 1999). Tet-

lock (1992, 2002) describes a “social contingency model of accountability,”

with four main postulates:

1. The universality of accountability

2. The approval motive

3. Competition among motives

4. Linking motives to coping strategies

The universality of accountability suggests that we cannot escape the

evaluation of others. If we include the evaluation of ourselves, and the inter-

nalization of accountability standards, it is impossible to escape the judge-

ments of others and the effects of these judgments on our reputation (and

self-conceptions). The approval motive is simply that; we desire the approval
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of others. There is evidence that this desire is intrinsic, based on evidence

of automatic and visceral responses to angry words and contemptuous facial

expressions, even in infants (Baumeister and Leary 1995). The third postu-

late holds that, while we desire approval and social status, this is not our

sole motive; this desire must compete with other motives. Finally, the fourth

postulate is that this approach makes testable predictions by linking these

motives to specific behavioral strategies that can be tested empirically. It is

in these coping strategies that we can see evidence for creating and shifting

explanations based on social pressure.

The first strategy outlined is “Strategic Attitude Shifting.” Speakers

tend to shift their attitudes and framing of situations toward the anticipated

views of the audience, especially when there is a strong desire for approval.

This strategy depends on the ability to anticipate the views of the audience,

and can compete with motives of not compromising strongly held principles

(cognitive dissonance) and reversing past commitments. However, when these

issues are not present, individuals tend to preemptively adopt the frame of

their audience (Lerner and Tetlock 1999).

A second strategy is preemptive self-criticism. This involves antici-

pating the frame of an audience without necessarily adopting it wholesale.

Instead, the speaker addresses the issues and concerns related to this frame

by provisionally adopting it, thereby demonstrating her understanding. For

example Tetlock et al. devised a series of experiments in which subjects were

asked to take positions on policy issues. They were told they would have to
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justify their positions to either a liberal audience, a conservative audience, an

unknown audience, or no one (their views were kept confidential). In addition

they were asked to report their own thoughts on the topic, which were always

confidential. Subjects encountering a known audience tended to shift their

opinions to be more acceptable to the audience, while subjects with an un-

known audience tended to engage in more preemptive self-criticism, acknowl-

edging the negative features of approved policies, and the positive features of

rejected ones (Tetlock, Skitka, and Boettger 1989).

A third strategy is closely related to the previous one; defensive bolster-

ing. While preemptive self-criticism involves increased tolerance for alternative

frames, defensive bolstering involves decreased tolerance. This typically oc-

curs when speakers have previously committed themselves to particular views,

which they cannot reverse or deny. In this situation, speakers spent more ef-

fort on generating justifications for their own opinions, showing that they were

right, and the opposing views were wrong. Subjects who were accountable for

their private views were much less tolerant of alternative viewpoints (Tetlock,

Skitka, and Boettger 1989).

In general, these results suggest that accountability for one’s views and

the approval generated by them exert a strong influence on the perspectives

that one will publicly endorse. In idle conversation, with little or no account-

ability, individuals are strongly influenced by the approval motive. They are

most willing to adopt the frames of others and to “try out” ideas and expla-

nations to determine how others will respond. When accountability is much
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higher, when individuals must take responsibility for the views they endorse,

or have endorsed in the past, their thinking is much more complex and sub-

tle. Their communication requires consideration of alternative ways of under-

standing the situation. This is influenced by whether they are accountable for

present views going forward, or past views now, so that willingness to accept

the validity of alternative understandings depends on the manner in which

they must defend themselves and their reputations to a particular audience.

This importance of reputation and approval provides a transition for

a stronger type of social pressure. While there is a relatively weak social

pressure to adopt the frames and understandings of those with whom we are

talking in order to accomplish a goal or to build social bonds, there can be a

stronger pressure to adopt certain understandings and resist others, regardless

of a particular situation. It is to this stronger, moral, pressure that we will

now turn.

7.3 Moral Pressure

A recent radio commercial presents the conversation of two individu-

als, discussing the recent promotion of an African-American colleague.2 The

commercial features the following exchange:

A: He’s very articulate, for a black man. Know what I mean?

B: No, I really don’t. What do you mean?

2Unfortunately, I cannot remember whose commercial it was, nor can I find it anywhere,
so I cannot properly attribute it, and only summarize it.
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The announcer then encourages the listeners not to condone casual racism,

but to challenge it in the manner of B.

The commercial, in effect, is acknowledging the social pressure to adopt

the frames of interlocutors. It calls upon individuals to resist this pressure, and

to exert a stronger, moral, pressure in response. B, of course, knows exactly

what A means. B, like all of us, is well aware of the conceptual framework

of stereotypes. B might well conclude that A is a jerk, and privately con-

demn him. However, B also feels the social pressure implicit in A’s comment,

especially the phrase “know what I mean?” A is asking for confirmation of

alignment and B, like all of us, would feel the pressure to align his frame with

A, at least for the purposes of the conversation, private opinions notwithstand-

ing.

Moral pressure represents a wider standard of socially acceptable frames.

Philip Tetlock provides empirical evidence for certain frames that are “un-

thinkable,” in the sense that their use tends to trigger “moral outrage,” which

Tetlock defines as a combination of anger, contempt and punitiveness toward

those even willing to consider these frames (Tetlock 2002, Tetlock, Kristel,

Elson, Green and Lerner 2000, Fiske and Tetlock 1997, Tetlock, Peterson and

Lerner 1996).

Examples of these morally unacceptable frames include secular-sacred

tradeoffs, forbidden base rates, and heretical counterfactuals. Secular-sacred,

or taboo, tradeoffs are situations in which sacred values are considered in sec-

ular terms. In effect, this amounts to strong resistance to considering sacred
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values such as justice, honor, love, and life in terms of utility maximization.

More than expressing difficulty with incommensurable, apples vs oranges, di-

mensions of values, these tradeoffs are seen as shameful. These trade offs were

generally tested by examining subjects’ reactions to situations that attached

monetary values to sacred values. For example, Tetlock et al (2000) asked

subjects to rate the permissibility of a list of tradeoffs, some routine, and

some taboo, on a series of scales of 1 to 7. The routine tradeoffs included

situations like “paying someone to clean my house,” “paying a doctor to pro-

vide medical care to me and my family,” and “paying a lawyer to defend me

against criminal charges in court.” The secular-sacred tradeoffs included buy-

ing and selling human body parts for medical transplants, adoption rights for

orphans, votes in an election for political office, U.S. citizenship, and sexual

favors (prostitution).

Subjects were asked to rate these tradeoffs on scales corresponding to

judgments like “should be banned” to “should be permitted,” “highly im-

moral” to “highly moral,” and “highly upsetting,” to “not at all upsetting.”

Interestingly, they were also asked to rate their opinions of someone willing

to permit such transactions on scales corresponding to “very cruel” to “very

compassionate,” “very irrational” to “very rational” and “completely crazy”

to “completely sane.” The results suggested a correlation between negative

moral judgments and attributions of cruelty, insanity, and irrationality (Tet-

lock, Kristel, Elson, Green and Lerner 2000).

Examination of forbidden base rates involved situations in which sub-
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jects were asked to react to decision makers whose judgements, in this case of

willingness to sell insurance, either did or did not turn out to involve consid-

eration of the racial composition of neighborhoods. Heretical counterfactuals

involved the willingness to consider counterfactual claims such as “if the three

wise men had not believed the warning from God (delivered in a dream) that

they should not return to Herod and report the birth of Christ, Herod would

have killed Christ in his infancy,” “If Jesus’s body was taken from the tomb by

Joseph of Arimethea (who helped remove Jesus from the cross), the apostles

would have falsely interpreted the empty tomb as Jesus being raised from the

dead,” and “If Jesus had not chosen Judas as one of his 12 disciples, Jesus

would not have been betrayed or crucified.” In addition, they were asked to

make judgements on the author of a book who endorsed these counterfactual

claims. Again, they found evidence that these considerations generated moral

outrage, judged by a combination of negative affect, negative attributions to-

ward those who make such considerations, and punitive responses directed

toward these individuals (Tetlock, Kristel, Elson, Green and Lerner 2000). In

short moral issues created social pressure to reject, or even consider certain

framings of situations, and the desire to exert social pressure on those who

would consider them not to do it again, that is, to take punitive action against

them.

Further evidence that moral situations require us to regard certain

frames and understandings of situations as unthinkable is found in research

by Jonathan Haidt. Haidt argues that moral reasoning and explanation often
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has the character of rationalization (Haidt 2001, 2006, Haidt, Koller, and Dias

1993). While individuals are willing to play the game of giving and asking for

reasons with moral issues, the matter quickly breaks down into the claim that

some actions, and some understandings of situations that might lead to those

actions, are simply unconscionable.

For example, Haidt asks people to consider the following scenario:

Julie and Mark are brother and sister. They are traveling to-

gether in France on summer vacation from college. One night they

are staying alone in a cabin near the beach. They decide that it

would be interesting and fun if they tried making love. At the very

least it would be a new experience for each of them. Julie was al-

ready taking birth control pills, but Mark uses a condom too, just

to be safe. They both enjoy making love, but they decide not to

do it again. They keep that night as a special secret, which makes

them feel even closer to each other. What do you think about that?

Was it OK for them to make love? (Haidt 2001)

Most people respond to this scenario, as one might expect, by immediately

saying that this behavior is wrong. When asked to provide reasons why this

behavior is wrong, most people respond by describing the dangers of inbreed-

ing, or that the two might suffer emotional harm, or damage to their rela-

tionship. When it is pointed out that the two were very careful about birth
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control and that no harm came of it, most people respond “I don’t know. I

can’t explain it, I just know it’s wrong” (Haidt 2001).

Haidt suggests that knowing (or feeling) that some things are morally

wrong precedes explanations or reasons for this judgment, a common line of

moral intuitionism. My purpose here is not so much to defend an intuitionistic

perspective, as to point out that rationality, explanations and understandings

are constrained in special way in moral contexts. Some explanations that

would have the form of an acceptable reason in other contexts are not accept-

able in moral contexts. Pointing out that reasons for a moral view are flawed

is insufficient, because there are no (socially acceptable) reasons for the alter-

native view. There is no socially acceptable understanding of the situation

described above, in terms of which the behavior is understandable, and would

be deemed rational. Pointing out the care taken to prevent negative results

simply will not do the trick.

Other examples in Haidt’s research are more revealing. Experimental

subjects are asked to respond to the following scenarios:

A woman is cleaning out her closet, and she finds her old Amer-

ican flag. She doesn’t want the flag anymore, so she cuts it up into

pieces and uses the rags to clean her bathroom.

A family’s dog was killed by a car in front of their house. They

had heard that dog meat was delicious, so they cut up the dog’s

body and cooked it and ate it for dinner. (Haidt, Koller, and Dias
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1993)

These scenarios require (and implicitly propose) particular understandings of

situations. The first scenario frames the situation as one in which a flag is

similar to any other cloth. If the woman in question had an old shirt in her

closet that she no longer wanted, so she cut it up and used it for cleaning

rags, this would not create any problems. If she were asked why she did

this, and she responded “I didn’t want the shirt, and I needed cleaning rags,”

this explanation would be entirely acceptable. But understanding a flag as

analogous to an old shirt is not acceptable, as a flag has special symbolic value.

Hence, “because I needed rags,” the implicit answer to the question “why did

you do this” is not an acceptable explanation. It frames the situation in a

way that is not morally and socially permissible. As a result, this explanation

is not comprehensible to the audience. Similarly, understanding a pet as a

potential food source is not an acceptable understanding of a situation. Thus,

these scenarios provoked moral condemnation among the experiment subjects.

Before moving on, it is worth considering the role of narrative and

imaginative exploration of situations within moral reasoning more broadly.

My purpose here is not to draw any grand conclusions about the nature of

morality. Rather, it is because I think that the role of narrative and imagina-

tion is particularly clear and illustrative in this area. There is little question

that philosophers rely on literal narratives, stories intended to highlight par-

ticular features of moral reasoning, and to test moral intuitions. While this
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approach is sometimes criticized as “quandary ethics,” asking people to imag-

ine themselves in a trolley car remains a common method of exploring moral

reasoning.

The reason for this is, as I argued above, that meaning and value, in a

broad sense, are situated within a broader narrative context which highlights

certain events, agents, and features of a situation, and connects them together

in a meaningful way. Value is inextricably linked to meaning, and meaning

is established by place in a (socially acceptable) narrative. Insofar as ethics

and moral reasoning is devoted to questions of value, and broader issues of

answering questions like “what should I do?” “how should I interact with

other people?” and “what sort of person should I be?” moral reasoning must

be situated within a broader narrative that puts events together in a way that

is understandable and establishes value and meaning.

In order to see this, it is worth returning to a very early version of what

I described as the simulationist account of folk psychology described by John

Dewey. On Dewey’s account, deliberation is “a dramatic rehearsal (in imag-

ination) of various competing possible lines of action” (Dewey, 1922/2002).

Deliberation is like an experiment in which each possible action is tried out

and the results are examined. In other words, deliberation is a process of cre-

ating a narrative, in which the deliberator plays out her role, in imagination,

rehearsing the role she will play in the narrative she expects to find herself in,

should she pursue a particular course of action.

Making a decision, or choice, is a matter of finding a unified narrative

390



that takes all the relevant matters into account and yields an outcome that is

acceptable:

Choice is made as soon as some habit, or some combination

of habits and impulse, finds a way fully open. Then energy is

released. The mind is made up, composed, unified. As long as

deliberation pictures shoals or rocks or troublesome gales as mark-

ing the route of a contemplated voyage, deliberation goes on. But

when the various factors in action fit harmoniously together, when

imagination finds no annoying hinderance, when there is a picture

of open seas, filled sails and favoring winds, the voyage is definitely

entered upon. This decisive direction of action constitutes choice.

(Dewey 1922/2002)

Notice that, on Dewey’s account, making a choice does not constitute con-

sidering every possible action, forming a preference for one or another, and

then rationally choosing that action. Rather, choice is a matter of finding a

narrative that “makes sense.” Deliberation constitutes the imaginative search

for a narrative that unifies competing preferences in an acceptable way.

Unreasonable choice, or akrasia, for Dewey is a matter of a situation

in which one impulse or habit “looms large” in imagination and “overrides”

all other preferences. Reasonable choice is one which unifies all the competing

tendencies. So, “to every shade of imagined circumstance there is a vibrating

response; and to every complex situation a sensitiveness as to its integrity,
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a feeling of whether it does justice to all facts, or overrides some to the ad-

vantage of others. Decision is reasonable when deliberation is so conducted”

(Dewey 1922/2002). In short, a decision is unreasonable (or irrational), when

it does not fit into a broader narrative. In this sense, it does not make sense,

to us or to others. As I discussed in chapter 5, the example of an individual

who is eating cake, despite a desire to diet is such a case. An observer might

ask, (or the individual might ask herself), “why are you eating so much cake?

I thought you were on a diet.” This request for a reason amounts to asking

for an explanation of how this behavior fits into a broader narrative. This

unity, which fits short term, momentary narratives together to create coher-

ence, and expands a broader narrative in a way that makes sense and supplies

meaning and value is particularly apparent and important in moral situations.

The broader narrative is related to issues of meaning, purpose, character and

reputation. Virtue, in particular, is not a matter of particular actions on par-

ticular occasions, but of character traits that are developed and refined over

the course of a broader “life story.”

Interestingly, there is somewhat disturbing evidence that matters can

also go the other way. Philip Zimbardo, in particular, provided striking

evidence that playing a particular role in a socially accepted narrative can

have profoundly negative effects with his Stanford Prison Experiment (Haney,

Banks, and Zimbardo 1973, Zimbardo 2007). In this experiment, normal indi-

viduals, who were extensively screened and selected for their normalcy, became

caught up in their roles in a socially accepted and understood narrative. The
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“guards” and “prisoners,” who were well aware that they were participating

in a psychology experiment, and that the prisoners had committed no offense,

and were not dangerous, actually adopted the socially understood roles of ac-

tual guards and prisoners. The “guards” began to abuse and torment the

“prisoners,” who worked to rebel and escape. Zimbardo’s experiment shows

that, at the minimum, being assigned a socially understood role in a socially

understood narrative creates profound effects on behavior.

This speaks to what Hannah Arendt famously described as the “banal-

ity of evil” (1963). Arendt describes the war crimes trial of Adolf Eichmann.

What stood out to her was that he was an example of people who were “neither

perverted nor sadistic, that they were, and still are, terribly and terrifyingly

normal” (Arendt 1963). The disturbing implications are that socially accepted

and acceptable roles in the narratives we construct can have profound influ-

ences, for good and ill, on our behavior. Eichmann’s explanation, his answer to

the question “why did you do that?” was, like many of the Nazi war criminals,

“I was just following orders.” That explanation, which was and is profoundly

unacceptable and led to many hangings, was probably offered because, in the

time and place that the crimes were committed, it was an entirely acceptable

explanation.

I wish to be clear here that my point here is not about the nature of

morality or moral judgment. Rather, I am pointing out the effects of moral-

ity on rationality and rational explanation. I have pointed out that morality

involves a strong social pressure that is exerted on the game of giving and ask-
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ing for reasons. Some reasons, explanations, and understandings are shameful

even to consider. Those who offer these explanations are subject to condemna-

tion and punitive responses from those around them. My second point is that

moral understandings and explanations are not different from other explana-

tions and understandings, in that they exist in a narrative context. Questions

of meaning and value are closely connected to how we assemble the components

of events, objects, and individuals into a narrative whole. Moral constraints

exert a strong social pressure on us not to assemble these components in par-

ticular ways, not to construct or imagine particular narratives. In short, my

point is about the influence of morality on rationality.

7.4 Evidence and Justification

In my discussion of creating a shared understandings and commonly

accepted narratives, or common ground, I have focused on very large groups,

and very small groups. I have described how imaginative constraints can

influence and create shared understanding on a wide scale using the constraints

of folk physics, folk psychology, and moral pressure. These constraints generate

a broad outline of acceptable narratives that can be expected to be shared,

more or less, by any competent language user. In other words, if I started a

conversation with a stranger on the street, I would expect these constraints

to be shared. I would expect anyone, including people I have never met, to

give and accept reasons and explanations that were in accordance with these

constraints.
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On the other hand, I have described the role of pragmatics in language,

and social pressure associated with it, to influence small groups of people over

a short period of time. Over the smaller context of a discourse, individuals

can develop a shared understanding that can serve for the purposes of com-

munication and understanding each other for a short period. So, for example,

over the course of my discourse with the stranger I met on the street, we could

expect a more detailed shared understanding to arise, related to the particular

topic of conversation. This shared understanding, or common ground, would

further constrain the acceptability of reasons and explanations that could be

asked for and given.

However, in between these very broad and very narrow situations are a

range of subgroups. These groups, at least with respect to certain topics and

areas of interest, can create a shared understanding, with particular standards

of acceptability for explanations, evidence, and justification. Consider, for

example, a discussion of theological matters between a devout Christian and

a confirmed atheist. This sort of discussion, which seems to be drawing a

fair amount of attention recently, might be cast as a debate between faith and

reason. But ultimately, it seems to be a matter of two different understandings

that lead to different standards for acceptable explanations and reasons. The

atheist, presumably a devotee of science and empirical evidence, might have a

standard along the lines of those offered by Hume in his discussion of miracles:

A miracle is a violation of the laws of nature; and as a firm

and unalterable experience has established these laws, the proof
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against a miracle, from the very nature of the fact, is as entire as

any argument from experience can possibly be imagined... And

as a uniform experience amounts to a proof, there is here a direct

and full proof, from the nature of the fact, against the existence

of any miracle, nor can such a proof be destroyed or the miracle

rendered credible but by an opposite proof which is superior. The

plain consequence is (and it is a general maxim worthy of our

attention) that no testimony is sufficient to establish a miracle.

(Hume 1748/1955)

Hume’s point here is considerably stronger that the claim that the evidence for

miracles (God’s action in the world) is insufficient. Rather, Hume is arguing

(as an empiricist) that there can be no evidence for miracles. Any putative

evidence for miracles can be dismissed out of hand; it is unacceptable by its

very nature.

Such an argument, however, would be not be convincing to a devout

Christian. It would have no more resonance than the argument of a skeptic

who tried to convince you that you really were a brain in a vat, or that you were

the only person in the world. For a devout Christian, whose understanding of

the world is filled with the activities of God, could no more be convinced that

God does not exist than that other people do not exist. An understanding

of the world that did not contain God, and the actions of God, would be no

more acceptable than one that did not contain other people and the activities

of other people. Such a discussion, in short, is unlikely to be productive. The
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two would not understand each other, and could not accept the “evidence”

the other might provide.

It can be very frustrating to encounter others who operate under a dif-

ferent standard of what counts as an explanation or a justification. Compare

the standards of conspiracy theorists and (scientific) pragmatists. The stan-

dard of evidence in the scientific method is interested less in creating certainty

than in limiting the possibility of error. It is often summed up in a slogan;

“entities should not be multiplied beyond necessity.” This strategy is efficient

in the sense that it provides the smallest number of belief revisions in the worst

case scenario (Kelly 2004, 2005).

So consider a case in which we were investigating the claim that there

are alien spacecraft in the skies above planet Earth. Now, we are all well ac-

quainted with two types of entities that appear in the sky: natural phenomena

and human artifacts. These are very familiar, and it is unproblematic to give

and accept explanations of observations in these terms, as in “what’s that?”

“it’s an airplane” or “it’s a cloud.” However, an explanation which posits a

third type of entity, “It’s an alien spaceship,” would require considerably more

to pass muster as an explanation. In particular, it would require more than

the absence of a good explanation in other terms, as in “I took a picture of

a strange object in the sky and the Air Force couldn’t explain it, so it must

be an alien spacecraft.” Rather, the requirement, using the scientific standard

for evidence would be that it is not possible to explain the event in any other

way.
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For example, prior to the Wright brothers’ invention of the airplane,

there were no examples of (heaver than air) human artifacts in the skies. Nev-

ertheless, the Wright brothers were able to produce their airplane, and demon-

strate its ability to fly; there was no other way to explain the observation. As

a result, there was a shift in the acceptability of explanations. A similar shift

with regard to the existence of alien spacecraft would require similarly strong

evidence. The advantage of this methodological skepticism is that it limits the

required belief revisions, especially those of a problematic nature. It is very

difficult to demonstrate the absence of alien spacecraft. As a result, if one

accepted the existence of alien spacecraft in the skies, and that belief was false

(there are no such things), it would be very difficult to shift to a true belief, as

no acceptable evidence would (or could) be forthcoming for such an absence.

On the other hand, if the claim was true, then it is clear how to provide ev-

idence that would demonstrate its validity. Even the most hardened skeptic

would change her mind if an alien spacecraft could be produced.

This, then, is the problem that characterizes conspiracy theories. Ad-

herents accept the validity of a claim that cannot be disproved by any evidence,

as any evidence that would counter the claim is taken instead to be evidence

of a conspiracy to hide the truth. Herein lies the difficulty, and the grounds for

attributions of irrationality on both sides. Each group has a different standard

of acceptable evidence. For conspiracy theorists, those who reject their view

are irrational for ignoring evidence that is not explained. This absence of ex-

planation amounts to the claim that the only explanation available is the one
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offered by the conspiracy theorist. It is irrational to reject the claim, when it

is the only explanation available. So, in the case of the photograph described

above, the Air Force (and other scientists and experts) cannot explain the pho-

tograph. The conspiracy theorists can explain the photograph. Since it is the

only explanation on the offing, the field is clear, and their explanation ought

to be accepted. On the other hand, the standard of acceptable evidence for

the scientific method is, in this case, that there can be no other explanation.

The photograph does not rise to this standard, as we are all familiar with

photographs that are faked, or, for various other reasons, do not show what

they appear to. Because the evidence does not pass muster on this stricter

account, those who are convinced by the picture would be seen as irrational.

The point, then, is that certain subgroups can generate a consensus on

a particular view. The standards of acceptable explanations, and hence for

attributions of rationality and irrationality, can be particular to this group.

When devout Christians go to church, they encounter others who share their

standard of acceptable explanation. They are able to communicate with each

other, and to understand each other. This reinforces their standard of ac-

ceptable evidence, of a narrative understanding that is agreed upon by others,

and allows a common ground for a particular topic. In this respect, they are,

at least within the confines of the group, entirely rational, while others, who

reject the evidence and explanations that are acceptable within the group, are

not.

It is worth considering some components of acceptable explanations. It
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should be noted that differences between acceptable explanations differ not so

much on their appeal to these components, as on how the components are to be

assembled. While the components may be given different weights and different

contents, they seem to be common among very different kinds of acceptable

explanations. I should also point out that this discussion on not meant to be

exhaustive, but merely illustrative. I only seek to point out different varieties

of standards for the acceptability of explanations, and how these standards

differ, primarily in the weight they are given, among various communities.

Perhaps the most significant standard of acceptability remains, after

all I have said, consistency. However, consistency must be broadly construed.

While the standard theory of rationality takes consistency as the primary

standard, this is generally understood in an empiricist sense; consistency with

experience. However, my claim is that, while acceptable explanations always

require consistency, that consistency is with a broader narrative understand-

ing. Explanations must be consistent in the sense that they must fit into a

larger understanding of the world in order to be acceptable. In the widest

sense, they must be consistent with the constraints of folk physics and folk

psychology. But for subgroups, they must also be consistent with a more

particular understanding in order to qualify as acceptable.

Thus, explanations that pass muster as consistent in some circles might

be taken as highly irrational outside the group. For example, fundamental-

ists apply a standard of consistency with regard to acceptable explanations.

However, in this case, in order to be acceptable, an explanation must be con-
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sistent with a religious text. Fundamentalist Christians who reject the theory

of evolution do so primarily on the ground that it is inconsistent with the

account laid out in the Bible. Extreme fundamentalists are perturbed by its

inconsistency with the literal account, that the Earth was created in six (24

hour) days. However, less extreme fundamentalists reject the theory on the

grounds that it is inconsistent with a broader narrative of the relationship

between God and humans, and of humanity’s special place on Earth. They

take the implication of evolution to be that we are a random product of blind

natural processes, which is to say that there is no reason that humans exist.

Thus, evolution is taken to be inconsistent with the broader account of human

dignity and worth. Any account that does not give the human race pride of

place as the special, intelligently designed and chosen effort of God is inconsis-

tent with with the most fundamental aspect of their narrative understanding

of the world. As such, any explanation that does not feature some aspect of

intelligent design is deeply and profoundly unacceptable.

This brings us to a second source of acceptable explanations: authority.

The question is not whether we can, or should, give and accept explanations

that appeal to authority, but rather one of the status of such explanations,

and of who counts as an authority. In general, an authority is someone who

knows a topic, who is an expert in a field, and, as such, knows better than

those giving or receiving the explanation. In the previous chapter, we saw

how Putnam points to the role of authorities in establishing meanings. The

“division of linguistic labor” is such as to make some people experts in some
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areas, for example, in knowing what gold is (and what is gold). If person A is

attempting to sell person B a gold bar, and B mistrusts A, she might take the

bar to an authority. If the authority certifies that the bar is, indeed, gold and

worth what A claims, B can accept this certification as a reason or justification

for buying the gold bar. This appeal to authority is necessary because it is

impossible for everyone to know everything. Hence, it is quite common to give

and accept “because an authority said so” as a reason or explanation.

There are, of course, several problems with appeals to authority. The

first problem arises from the difficulty of determining who counts as an au-

thority. For fundamentalists, the ultimate authority is a religious text, or,

more accurately, the authors of that text. For Christian fundamentalists, the

ultimate authorities are the authors of the Bible, who gain that status through

having had a direct contact with God (or Jesus, who is also God). This gives

the Bible the status of being the “word of God,” whose (ultimate) ultimate au-

thority is transferred to the Bible. For this reason, questioning the authorship

of the Bible is deeply troubling. If, for example, the Pentateuch represents a

compilation of oral traditions by various unknown scribes over the centuries,

rather than Moses’ record of God’s revelation on Mount Sinai, this would

undermine the authority of the Bible. Hence, the sort of textual analysis by

literary authorities that points to the former, rather than the latter, is rejected.

It is inconsistent with their understanding of the Bible as God’s message to

humanity.

This brings us to the second problem: whose authority should we ac-
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cept. This issue arises from the question of the status of appeals to authority;

when should they be accepted and when should they be overridden. It is quite

clear that the logical status of an appeal to authority is problematic. The

inference, “A is an authority and A says that P, therefore P” is not logically

sound. But this is really just to say that there is work to be done in determin-

ing whether we should accept an appeal to authority, not that we should never

do it. Functioning in a social setting that depends on a division of linguistic

labor demands that we take someone’s word sometimes. So the real question

is when, and what, can the words of an authority override.

So, for example, in the scientific community, the status of being an

authority is closely related to mastery of a particular body of knowledge. What

it takes to be an authority is to know things, in particular, the information

and understanding that is sanctioned by the community. This status is closely

related to the role of authorities and the acceptability of appeals to authority.

The role of an authority is primarily to pass on the accepted information, and

students are strongly encouraged to accept the authority of their teachers and

textbooks. There is no question whether the teacher is making everything up.

A student who is presented with the laws of thermodynamics in a physics class

is expected to accept the authority of the teacher.

On the other hand, authority has a much more limited role with respect

to generating that body of knowledge. The fact that a theory or result came

from an authority or not is expected to have no bearing on whether new

information is incorporated into the accepted body of knowledge. Rather
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consistency with the outcomes of experiments is taken to be the standard by

which new information becomes acceptable. Thus, in science, the inference

“Einstein developed this theory, therefore this theory must be correct” is not

an acceptable defense of a theory. This is not to say that theories developed

by authorities are not given more (initial) weight, but rather that, in the end,

it is consistency with observations, and the power to predict and explain those

observations, that is given the greater role.

This brings us to a third standard for acceptability of explanations:

consensus. I have discussed the role of consensus earlier, in my discussion of

consistency. However, in addition to this standard of consistency, explanations

can gain status or acceptability in virtue of being agreed upon. For example,

the authority of science teachers is derived from their knowing the consensus

view. Thus, the acceptability of their explanations is derived from the accept-

ability of consensus explanations. This consensus, of course, is understood to

be reached by agreement on the results of empirical testing. The point, then,

is that consensus explanations rely on a form of social pressure; “everyone else

accepts this explanation, so you should too.” Of course, as a logical inference,

this too is fallacious. However, it has force in the sense that, in order to be

accepted into a social group or community, one should accept the consensus

understanding of that community. One cannot be a scientist without knowing

and accepting the scientific understanding and explanations. One cannot join

a church without accepting the consensus understanding represented by a par-

ticular creed. So consensus, in and of itself, can play a significant role in the
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acceptability of explanations. I will say more about this in the final section of

this chapter.

Another standard of acceptability of explanations is durability, or tra-

dition. The durability of an explanation acquires force primarily through its

connection with other criteria. Durability, especially in the sense of tradition,

commonly has the status of being the consensus view. Moreover, it is an expla-

nation that has withstood the test of time, and proved its power to maintain

its acceptability.

Within the scientific community, durability has considerable power.

For a theory or explanation to prove durable, it must withstand considerable

scrutiny, proving it can explain observations better than proposed alternatives.

This creates a situation in which there is a prima facie preference for theories

that have withstood scrutiny over an extended time. So, for example, when

creationists attempt to challenge evolutionary theory on the grounds that it

fails to explain this observation or that, they set for themselves a monumental

task. Evolutionary theory has proved to be about as durable as a theory

can be, and, as a result of withstanding this scrutiny, the weight of evidence

on its side is hard to move. In this sense, durability is acceptable as an

explanation because it is correlated with longstanding explanatory power, and

the capacity to provide acceptable explanations. This is not to say that very

durable theories can never be rejected; examples of such are well known in the

history of science. It is, rather, to say that the ability to provide acceptable

explanations in the past gives us a reason to think that the theory can go on
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providing acceptable explanations.

In many respects, durability is a very strong, if often unstated, com-

ponent of acceptable explanations. The fact that an explanation carries the

imprimatur of past acceptability is a reason to accept similar explanations

going forward. It is a reason to think that similar explanations will continue

to be acceptable, so they should be given in a particular situation. Because

durability is a strong indication of what counts as an acceptable explanation,

durable explanations can often override known facts, and be given by people

who know better. Thus, the durability of explanations in terms of folk physics

can provide a reason to give and accept such explanations, even by people who

know that they are technically wrong. Similarly, folk psychology is extremely

durable, and this durability is mostly unconnected to psychological studies.

As a result, understanding rationality as a matter of giving and accepting

explanations shows how durability can take on a life of its own. Instead of

being durable because it survives ongoing investigation, an explanation can be

durable because it continues to be accepted.

The point I wish to illustrate here is that what counts as evidence or an

acceptable explanation can differ between groups and sub-communities. While

the components of an acceptable explanation are often similar between groups,

the details of the narrative with which one must be consistent, the authorities,

the durable beliefs, and the consensus of that community can differ widely.

This can lead to situations where the rationality or comprehensibility of an

explanation can be rejected by one group while accepted by another. This
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brings us to the final section, on the normative force of rationality and rational

explanations.

7.5 Rationality and Normative Force

Throughout the previous five chapters, I have argued that rationality

should be understood as correct play in a game of giving and asking for reasons.

I have argued that rationality is attributed to others (and oneself) to the degree

that they are able to play this game. Individuals who are able to ask for reasons

at the appropriate time and give reasons that are comprehensible are thought

of as rational, while those who give reasons that are incomprehensible are

taken to be irrational.

However, I began this dissertation with a discussion of rationality as

a normative concept. The traditional theory takes rationality to consist of

having proper ties to the external world. Rationality consists of being properly

situated within a particular logical space, of giving and accepting the best

explanations. Thus, the traditional theory ties together an account of why we

ought to be rational with an account of our ability to understand each other.

We are able to understand each other because the external world provides

a fixed logical space that all (rational) individuals must occupy. Individuals

are rational to the extent that they are properly situated in this logical space

(as demonstrated by their ability to give and accept the best explanations),

and irrational to the extent that they do not occupy this space. Thus, the

traditional account provides an elegant account of the normative force, and
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possibility of rationality.

The account of rationality that I have proposed undermines such an

understanding. I have argued that, rather than being properly connected to

the external world, rationality is a matter of being properly connected to a

community, that rationality is a social matter rather than an aggregate of

rational individuals. As a result, we are left with serious questions about

the possibility of rationality, as well as about the grounds of rationality as a

normative idea. Over the last four chapters, I have concentrated on the former

concern, while generally overlooking the latter.

I have argued that a shared understanding, and shared criteria for ac-

ceptable reasons, is possible, but that it is an achievement. It is not some-

thing we get for free, because we all occupy the same external world. Rather,

I have argued, it is a product of a combination of shared human physiology,

shared psychological and cognitive features, and social pressure. I have ar-

gued that explanation is primarily imaginative, and that rationality consists

of constraints on what we can imagine. I have argued that our imagination

must have a narrative structure, that identifies significant features of situa-

tions, and assembles them into an acceptable whole. The ability to focus on

the same components, and assemble them in a manner that is acceptable to

those around us is the product of these physiological, psychological, concep-

tual, and social forces. It is in this way that we are able to build a shared

understanding of the world.

This points to a way of grounding the normative force of rationality.
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Rationality is normative because we need each other. We need to interact with

other people, to cooperate with them and to combine our efforts to accomplish

more than we could do on our own. In order to do this, we must communi-

cate with other people; we must understand and be understood by others.

Rationality is normative because it provides the means of accomplishing this.

It must be understood that this is, in some ways, a weaker grounds than

the claim that rationality is normative because it provides the best explanation.

In particular, the normative force of rationality depends on its shared status.

There would be no reason to be rational if no one else were rational, or if

there were no other people. In this sense, the normative force of rationality is

grounded in the self-confirming nature of rationality. In other words, we ought

to give and accept certain kinds of explanations because others will give and

accept those kinds of explanations.

In addition, we ought to internalize those standards, asking those ex-

planations of ourselves, and behaving in a way that can be described by those

acceptable explanations. In this way, we can expect that others will be able to

understand us, and that we can cooperate with them in future endeavors. In

short, we ought to be rational because others expect it of us, and they reward

rational explanations and behavior that conforms to these explanations with

future cooperation, and punish irrationality by limiting their interactions with

us. As a result, the social pressure to give and accept those reasons, and to

internalize those standards creates a situation where rationality has predictive

power.
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In a sense, this is not so different from the traditional theory. The

primary difference lies in who is doing the rewarding and punishing. In the

traditional theory, we are rewarded and punished by the world, which tends

to meet rational expectations and predictions, while not meeting irrational

expectations. As a result, we ought to be rational because the best explanation

tends to be right. By maximizing expected utility, we are most often rewarded

by the world. However, for social animals, like humans, being rewarded with

acceptance (or punished with rejection) by one’s community is generally more

significant than the rewards of maximizing expected utility. As a result, taking

rationality as a social standard can provide a clear account of why we ought

to be rational. It is to this topic that I will turn in the final chapter.
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Chapter 8

The Functionality of Rationality

In the third chapter, I raised a pair of questions concerning rational-

ity. The first question concerned the possibility of generating a shared under-

standing without the presupposition that the external world serves to provide

a shared logical space. I have addressed that question at length through the

last four chapters. The second question concerns why we should be rational,

without the argument that rationality is the most efficient method of acquiring

the right answers. It is to this topic that I will turn in the final chapter.

In order to address this issue, I need a method. To this end, I will

use the tools of game theory. This might seem odd, given the direction of my

discussion to this point. In the first two chapters, I described game theory

as an account of strategic rational decision making. I pointed out a number

of problems with this approach, though my primary concern was that game

theory, as an account of rational decision making, is built on the presupposition

that a shared understanding of the situation already exists. Participants in

the game are assumed to know who is participating in the game, the options

are available to those participants, the outcomes of those options, and the

participants preferences over those outcomes. I have argued that, rather than
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taking this framework for granted, it is the task of rationality to establish such

an understanding of a situation.

For this reason, it was important that I describe in detail the possibility

and nature of the shared understanding that we can expect to arise. The

problem is not that there is an insurmountable barrier to creating a shared

understanding. Rather it is that shared understanding of situations is not

as simple as is often assumed in game theoretic accounts of rationality. The

upshot of this is that standard game theory will be of limited use for my

purposes, but not that the tools themselves are inappropriate. Rather I must

make use of game theoretic tools that can accommodate a my broader notion

of rationality.

This application of the tools of game theory is possible because game

theory, per se, does not have any assumptions about rationality built into it.

Rather, it is the notion of equilibrium points, built into various solution con-

cepts, that depend on these assumptions. For example, the standard solution

concept for game theory, as understood as a theory of rational choice, is the

Nash equilibrium. A Nash equilibrium point is the outcome that maximizes

each player’s expected utility on the assumption that all other players will

choose in such a way as to maximize their expected utilities. In other words, a

Nash equilibrium is the rational outcome of each player acting on the assump-

tion that all other players are also rational, where “rational” means “expected

utility maximizer.”

There are, however, other approaches that build weaker assumptions
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about rationality into their solution concepts. One of the most extreme cases

is “evolutionary game theory” which examines games as dynamical systems

and uses dynamically stable points as solution concepts (Smith 1982). On

this approach, there are no assumptions about rationality whatsoever. The

best known approach, the replicator dynamic, is built on the assumption that

strategies that work better will produce more offspring, and the system will

evolve toward a situation in which the most successful strategy dominates the

space. This approach works equally well for single celled organisms as for

rational decision makers, and does not depend on any assumptions about the

rationality of the players.

In between those solution concepts that make strong assumptions about

rationality, and those that make no assumptions about rationality are solution

concepts that depend on weak assumptions. Examples of these are “learning”

dynamics that are built on assumptions that players can shift their strategies.

One such approach is “fictitious play” in which players observe the results of

other player’s strategies. Over the course of time, they estimate what strategy

the other players will use and attempt to respond to those predictions. In other

words, players have no information about others, only what they observe that

others actually do.

For my purposes, I will use an approach that depends on players trying

to simultaneously solve two tasks. The first involves settling on a shared

understanding of the structure of the game, and the second involves making a

decision within this structure. In other words, decision makers, in a strategic
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situation involving other individuals, must determine (and agree on) who is

involved, what options are available, what outcomes result from those actions,

and the other participants’ preferences over those outcomes before they are

able to make a decision. I will also argue that this requirement, rather than

complicating matters, tends to have the result of simplifying decisions. The

reason for this is that, rather than requiring decision makers to take all possible

information into account, framing effects constrain the situation in such a way

as to make a solution more apparent.

8.1 Equilibrium Selection

Imagine that you and another person are asked to play a game called

“divide the dollar.” The game is very simple: you and the other person will

each propose a split of the dollar. If you each propose the same division, the

dollar will be divided accordingly. If your proposals do not match, you will

both receive nothing.

On the standard, Nash equilibrium solution concept, this proves a dif-

ficult problem. The difficulty lies not in finding an acceptable solution, but

because there are too many solutions. Suppose (for my sake), that the dol-

lar can only be divided in terms of quarters. Thus, each proposal, and every

outcome, can be represented in the following chart:
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0% 25% 50% 75% 100%

0% 0,0 0,0 0,0 0,0 1,0

25% 0,0 0,0 0,0 .25,.75 0,0

50% 0,0 0,0 .50,.50 0,0 0,0

75% 0,0 .75,.25 0,0 0,0 0,0

100% 1,0 0,0 0,0 0,0 0,0

The problem here arises from the fact that each point along the diagonal

is a Nash equilibrium point: no player can improve her payoff by unilaterally

shifting strategies. As presented by the structure of this game, no option is

better than any other. Of course, if the dollar could be divided by pennies,

there would be far more solutions, all equally good and even harder to coor-

dinate on an acceptable outcome.

Of course, in the real world, this game is not hard at all. One would

generally frame the options in a particular way (a 50-50 split is “fair”) and

expect the other person to do the same. As a result, most people have no

trouble at all settling on a division that matches the other person. One might

expect that this problem can be solved by simply building the belief or expec-

tation that the other person will propose a fair split into the game. As a result,

the expected outcomes are weighted by the probability that the other person

will choose that option. However, as long as a non-zero probability is allowed

for the other options, every point on the diagonal remains a Nash equilibrium

solution, with no reason to prefer one equilibrium point over another. This is

the problem of equilibrium selection: how do we select among many, equally
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good (in the sense of being equilibria) rational outcomes.

The issue of equilibrium selection arises from empirical observations

about choice making behavior that is not explained by game theory. The

standard solution concept of game theory, the Nash equilibrium, is a fixed point

analysis of utility maximization. If all players are playing their best response

against their opponent’s strategies, the situation is a fixed point for a utility

optimization procedure. There can be many equilibrium points and, while

various refinements such as sub-game perfection and trembling hand perfection

rule out some possibilities, game theory generally does not decide between

them. For example, game theoretic accounts tell us that in a coordination

game, any coordination will do, no matter how that strategy is described.

Any coordination yields a Nash equilibria, and standard game theory tells us

nothing about which of these points are to be selected. Rather it is commonly

held that the particular equilibrium point upon which players will coordinate

is a matter of chance.

While standard game theoretic techniques can tell us why it’s impor-

tant to coordinate, they do not tell us how to coordinate; which coordination

point to select. The experimental evidence, however, and work since the pi-

oneering books of Shelling (1960) and Lewis (1969) have shown that players

are quite good at performing this sort of task. Agents coordinate on what

Shelling calls “focal points;” equilibria that are particularly salient. The data

are striking and show at least that standard game theoretic techniques need

supplementation if they are to be useful in explaining how rational agents
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behave in such situations.

Although both Shelling and Lewis were widely read, little was done to

incorporate their observations into formal game theoretic accounts until re-

cently. Observations by Kahneman and Tverski and many others show that

game play is not indifferent to linear transformations; that the description of

the game being played or the labels attached to various strategies by the de-

cision maker can effect which strategy is employed. Attempts to give a formal

characterization of focal points in terms of transformations of the descriptions

of the strategies can be found in the theoretical work of Bacharach (1993),

Bacharach and Stahl (1997), Sugden (1995), Casajus (2000) and Janssen

(2001), as well as in empirical work of Mehta, Starmer, and Sugden (1994),

and Bacharach and Bernasconi (1997).

8.2 Bacharach’s Variable Frame Theory

Bacarach’s (1993) Variable Frame Theory (VFT) formalizes the notion

of salience by reorganizing games, forming equivalence classes of the actions

available in the original game. The equivalence classes induce a partition and

the choice set is broadened to selecting a partition cell. This reorganization

often favors one cell over others. These preferences represent focal points.

Intuitively, the idea is that the actions can be described in various ways. These

descriptions induce a partition, and players choose an action based on salience

under the description.

Formally, players in VFT have a set A of actions and a set C of concepts
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“about” A, where each c ∈ C is a set of concepts that can be applied to the

alternatives in A such that c induces a partition of A, Pc.
1 A frame is a subset

of C, and F = P(C) is the set of all frames. Each frame f ∈ F thus induces a

partition Pf of A that identifies each a ∈ A with a cell in the partition resulting

from the pointwise intersection of all (available) concepts. The availability of

a frame, ν(f), is a probability measure over frames; we’ll take it to be the

distribution of frames among the population of players.

In VFT, nature assigns each player a frame. This is analogous to an

assignment of a type in a game of incomplete information. Players’ options o

in frame f , are the cells of Pf where E(o) is the extension of objects in this cell.

If there is only one object, choosing option o implies choosing that object. If

there is more than one (|E(o)| > 1), it implies randomizing over those objects.

Let optf be the set of such options in a given frame f .

If f is a frame in F, let F (f) be the set of all subframes of f where

a subframe of f is a frame that takes into account only a subset of C for f

(for example color, shape is a subframe of a frame that takes color, shape, size

into account). Let optF (f) be the options defined by the subframes of f , so

optF (f) = ∪f ′∈F (f)optf ′ , and let Opt = ∪f∈FoptF (f). Intuitively Opt is the set

of all frames available for consideration.

In a simple example where players choose from among four objects

differentiated only by shape, C = {shape} and F = {f, ∅} where f notices

1This presentation of VFT comes from Bacharach and Stahl (2000)
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only shape and ∅ does not notice any concepts, and is the trivial sub-frame.

If there are three squares and one circle, Opt = optF (f) where optf partitions

the choice set into squares and circles. There are two options, one option that

randomizes among the square shaped objects, and one option that chooses

the circle. Opt takes all the sub-frames into account, and so yields the trivial

sub-frame that randomizes among all the objects as well as the two options

from optf .

The payoff function is a function U : Opt×Opt → R, defined by

U(o, o′) =
∑

a∈E(o)

∑

a′∈E(o′)

u(a, a′)|E(o)|−1|E(o′)|−1

where u : A × A → R is the payoff structure for the actions that is initially

defined by the game. A decision rule is a function φ : F → optF (f) that tells

players what option to play in each frame.

Define a belief function π(f ′|f) as the probability that the other player

has frame f ′ given that the player has frame f . No player can put positive

weight on any frame not a subframe of her own. If a player were aware of such

a possibility, it would thereby be a part of her own frame. Thus, the expected

utility of each option o ∈ optF (f) is given by

EU(o|φ, f) =
∑

f ′∈F (f)

U(o, φ(f ′))π(f ′|f).

The solution theory for variable frame games (a variable frame equilib-

rium) requires an optimal choice of a decision rule. In particular, (φ, φ) is vari-

able frame equilibrium if, for each f ∈ F, φ(f) maximizes the players expected
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utility against φ(·). In addition, a variable frame solutions must satisfy the

constraints of payoff dominance and symmetry disqualification. Payoff domi-

nance holds that if one variable frame equilibrium is strictly payoff dominated

by another, the dominated equilibrium is disqualified as a solution. Symmetry

disqualification holds that for any options o and o′, if |E(o)| = |E(o′)|, then

any equilibrium that does not assign equal probability to playing o and o′ is

disqualified as a solution.

To return to the simple example from above, where players 1 and 2 are

presented with four objects, one circle shaped and three square shaped. They

must select one of the four objects, and get a payoff of 1 each if they both

choose the same object, 0 otherwise. This yields the following game:

1 2 3 4

1 1,1 0,0 0,0 0,0

2 0,0 1,1 0,0 0,0

3 0,0 0,0 1,1 0,0

4 0,0 0,0 0,0 1,1

The equilibria are coordinations along the diagonal (and mixtures thereof)

where no pure strategy equilibrium is preferable to any other (in this discussion

we are only interested in pure equilibria). However, if we use VFT to trans-

form the game in the manner described. C = {Shape (S)} and F = {∅, S}.
This induces a partition with two cells, in which the actions are described as

‘pick the circle’ for one cell, and ‘pick a square’ for the other. The players have
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the sub-frame option of randomizing over all shapes, s, randomizing over the

squares, q, and picking the circle, c. The availability of S is assumed to be 1,

and π(S|S) = 1. The utilities are given by

EU(c|φ, S) = π(S|S)[φ̂(c|φ, S) + φ̂(s|φ, S)/4] + [1− π(S|S)]/4

EU(q|φ, S) = π(S|S)[φ̂(q|φ, S)/3 + φ̂(s|φ, S)/4] + [1− π(S|S)]/4

EU(s|φ, S) = 1/4

The utility function for options yields the game

s q c

s 0.25,0.25 0.25,0.25 0.25,0.25

q 0.25,0.25 0.33,0.33 0,0

c 0.25,0.25 0,0 1,1

While this game has as a non-strict equilibrium at (s,s), and a strict

Nash equilibrium at (q,q), there is only one equilibrium that is admissible given

the payoff dominance requirement. This is the Pareto-optimal coordination

point of both players selecting the circle.

8.3 Dynamic Refinement of VFT

Dynamic Variable Frame Theory (DVFT) considers the effects of re-

peated play on focal points. In particular, this allows a player to learn what

the other players notice. Learning what is noticed allows players to update
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their beliefs about salient features and to play accordingly. In each repetition,

players transform the initial game into a VFT game. This allows players to

transform the game differently in each round according to their often changing

beliefs about what the other player considers salient. Consequently, we give

each game iteration three stages: an initial stage in which player types are

fixed by nature, an analysis stage in which players update their beliefs about

other players in light of new information and recast the game according to

their perception of its salient features, and a playing stage in which players

play this updated game.

The first move by nature, N0, assigns players a type. This gives each

player the set of concepts that were noticed initially . In the first analysis stage,

A0, players use the concepts given by nature to anticipate the other player’s

frame using the availability of the concept with some (possibly empty) noticer

bias. A noticer bias weights initial beliefs, π(f ′|f), in such a way that player i

believes that player j is likely to notice quickly what i has noticed quickly. The

analysis stage amounts to players transforming the coordination game into a

variable frame game. Also players can form an expectation of the results of

the playing phase based on beliefs about the frames being used, using the

expected utility formula. In the first playing stage, P0, players use a decision

rule to select an option in the variable frame game, then they receive a payoff.

These stages are then repeated. The nth repetition starts with a move

of nature Nn where nature can alter the concept set of any player. This allows

for the possibility that a player might first notice a concept applies to the
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coordination game in later stages. The availability of a concept determines

the probability that it will be newly assigned to a player in a given repetition.

No player’s set of concepts can lose elements in a move of nature (players

will not forget concepts) although often concepts will be assigned smaller and

smaller probability weights.

In An players adjust their beliefs about the concepts available to the

other players. If the payoff for Pn−1 meets expectations, their hypotheses about

the concepts employed by other players will be confirmed. If not, the subjective

probability that the other player has this frame will drop. Probabilities will

be updated in a typical Bayesian hypothesis testing way. Also in An, any

new concepts that were added in Nn must be incorporated. Any beliefs about

new strategies will be updated according to the other player’s past play. If

what is known is inconsistent with this new frame, the new frame will start

out judged less likely than otherwise. If a new concept is consistent with past

play, it will be given greater weight. This means that if a coordination has

already been established, adding a new concept will only matter if it refines

the coordination in use. If no coordination has been reached, players can avail

themselves of the new concepts. The information from An is then used to play

Pn.

Formally, we define the elements of the repeated multi-stage game in

the usual way: a set of players, I, an order of moves, Nn, An, Pn where players

are considered to act simultaneously in each stage, a set of utilities assigned to

each terminal node, U(on, o′n), where a terminal node, zn, is the result of play
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in each stage Pn, a set of belief functions π, and probability distribution over

exogenous events, ν(f). Since each player knows the terminal node reached

at in each round, the history at round t, ht, is the sequence of terminal nodes

(z1, z2, ..., zt−1) reached in the first t− 1 rounds of play, and h∞ is a complete

history i.e. history at time ∞, and if fixed, ht are the first t results in this

history, while µi
t(ht) is a belief rule, a function from histories to player i’s beliefs

at time t, given history ht. If we let Ĥ(h∞) be the information sets reached

with positive probability along history h∞, and the empirical distribution of

play at information set hj be d(hj|ht).

In each nature stage, nature draws a frame for each player i, fi ∈ F
with probability ν(fi). For any frame assigned in round n,

fn = { f n−1 : fi ⊂ fn−1fi : otherwise

In each playing stage Pn, players use a decision rule, φn, determined in

the analysis stage to pick an action from the option set for that round in the

same way as the single stage game. The interesting work is done in updating

the availability function in each round. After the initial move by nature where

f0 is the frame assigned by nature and f ′0 is a subframe, as in VFT, players

have the belief function π(f ′0|f0). After observing the results of each round of

play, players must take the following into account:

1. The consistency of the results (ht) with π(f ′t |ft)

2. The consistency of ht with any newly discovered frames
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3. The possibility that player j, for j 6= i, just became aware of a frame of

which player i was already aware

This information is then used to update the respective belief functions for the

next round of play. This is taken into account by using the belief rule

µi
t(φ

∗
t |ht) =

π(f ′t |ft, ht)φ
∗
t (f

′
t |ft)∑

f∗t ∈F (ft)
π(f ∗t |ft, ht)φ∗t (f

∗
t |ft)

where

π(f ′t |ft, ht) =
P (ht|f ′t , ft)× π(f ′t |ft)

P (ht|ft)

and we account for the third condition by requiring that at the beginning of

any given round of analysis,

π(f ′t |ft) ≥ (t− 1)!

t!
ν(f)(1− ν(f))t−1

which means for the minimal probability assigned to a frame in round t is the

probability that it was newly discovered in round t. However, if the history is

inconsistent with this frame it will be considered less likely. In particular this

means that if some coordination has been reached and a newly discovered frame

is not a refinement of that coordination, the other player will not start using

this frame. If it is a consistent with the coordination and offers the possibility

of a refinement of a coordination that has already been reached, a player may

well use a newly discovered coordination.The updated belief function is then

used to determine the updated expected utility for the decision rule for the

round.

425



It is not necessary to use a full Bayesian belief updating function. There

are two reasons for using it here. Bayesian updating is well behaved and well

understood; the model works well as an approximation, if not an accurate

description of actual thought processes. More importantly, Bayesian updat-

ing responds to successful coordination in the appropriate way. If two players

coordinate in any given round, the response is almost always to repeat that

strategy, or, rather, to play the finest grained strategy consistent with the co-

ordination. It instantiates a principle of “if it just worked, do it again.” For

example, if we coordinate on the circle in the example above, in the next round

I should play circle again. This seems an important feature of learned coordi-

nation. However, there are some consequences to having learning proceed in

this way.

8.4 Convergence and Equilibrium Concepts for DVFT

The consequences of the learning models are apparent in the resulting

equilibrium concepts and convergence dynamics. Define an equilibrium con-

cept as a decision rule φ∗ such that there exist beliefs µi and for each o in the

support of φ∗, ui(o|µi) ≥ ui(ô|µi) for all ô ∈ optF (f), and µi(P j(φ−i|H)) = 1.

The first criteria requires that each player’s decision rule must be optimal,

given her beliefs. The second condition requires that the beliefs be well be-

haved probabilistically at every information set. This is extended to give a

unitary self-confirming equilibrium as a decision rule φ such that there ex-

ist beliefs µi and for each o in the support of φi, ui(o|µi) ≥ ui(ô|µi) for all
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ô ∈ optF (f), and µi(P j(φ−i|H̄(φ))) = 1. The first clause is the same, while the

second requires that the players have correct beliefs for information sets actu-

ally reached with φ, and learn nothing about the others. This self-confirming

equilibrium concept is the one proposed for dynamic variable frame games.

The idea is that self-confirming equilibria will exhibit infrequent switches

because experimentation will never pay. Thus it will be asymptotically my-

opic; players will only learn about situations they observe, which will confirm

the defaults. This has the result that the defaults will be inescapable; no one

will have reason to experiment. Now we can look at equilibrium and stability

concepts for dynamic extended form games.

Myopia is a generalization of monotonicity. Intuitively, myopia requires

that, holding other player’s strategies fixed, utility should not decrease along

the adjustment path. In a way, myopic players play the strategy that would

have been best in the previous round. This makes sense for our purposes

because coordinating anywhere is better than not coordinating. Myopia leads

to an outcome that, once a coordination has been reached, it will tend to stay

because no one will want to deviate.

Formally, a system has a myopic adjustment dynamic if

∑

o∈F (f)

uf
t (o)θ̇

f (o) ≥ 0

Here θ is much like the dynamics of evolutionary models, except it is under-

stood as the frequency distribution over decision rules (φ) by players with a

given frame f ∈ F. So θf
t (o) is the fraction of players with frame f who are
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playing o. θ̇f is the change in this distribution. The intuitive idea is that, as

players learn, they will alter the frequency with which they play various strate-

gies. Thus, myopia requires that summing across strategies, the utility of a

strategy multiplied by its growth will be positive. Thus, those strategies with

the greatest utility must, on the average, grow. This is weaker than mono-

tonicity as it does not require that the strategy with the greatest utility have

the highest growth rate at a time t, or that there always be growth. Myopia

is significant in that it rules out players attempting to shape their opponents’

strategy distributions (sophisticated learning). In general, this suggests large

populations and is probably more plausible for our case, as players are never

entirely sure that the other player is using the same frame, which makes at-

tempts to teach them to use a particular option within the frame problematic.

Then player i’s decision rule is asymptotically myopic in the extensive

form if limt→∞ ‖µi
t(φ

−i
t |ht)− µi

t(φ
∗
t |ht)‖ → 0 where φ−i is the decision rule the

other player(s) are actually using. This requires that the difference between

player i’s beliefs about the decision rules used by other players, and the actual

rules used goes to 0 as time increases. As before, player i’s beliefs about the

distribution of play converges to the actual distribution at that information

set as the number of observations goes to infinity.

The asymptotic myopia of the decision rule is guaranteed in this case

by the Bayesian updating of the belief function. Since each player’s beliefs

are updated by a Bayesian rule, they converge to the actual distribution over

time. Furthermore, since the decision rule converges asymptotically to the
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actual distribution of play along the equilibrium path, but is myopic and only

conditions on actual play, asymptotically myopic assessment will lead play to

a self-confirming equilibrium. Again, this requires only that players optimize

their play given their beliefs and requires their beliefs to be consistent at

observed information sets, but says nothing about unobserved information

sets.

There are, however, significant consequences for self-confirming equi-

libria (SCE). SCE are intended to represent situations in which players are

only able to learn about their opponents along the actual path of play. This

means that players can have inconsistent beliefs about play off the equilibrium

path. While in situations with sufficient experimentation, play will optimize,

optimization is not generally guaranteed. In fact, in games and situations like

those investigated here, if players stumble onto a suboptimal coordination,

they will be unable to escape. Play will confirm their beliefs that the subop-

timal coordination should be played and consequently, it will continue to be

played. Superior (even Pareto optimal) solutions may never be found.

In fact, in some situations inconsistent beliefs allow SCE that are not

Nash equilibria. Fudenberg and Levine (1993) show three situations where

this can happen. First, two players can have inconsistent beliefs about the

play of a third at an information set that is relevant to both of them. For

example, in a game where player 1 has the option of passing play to player

two or passing the game to player 3, player 2 can pass to player 3 or take an

outside option, and player 3 has one information set with two options, one
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that will benefit player 1 and the other will benefit player 2. If players 1 and

2 both believe that player 3 will pick the option that will benefit the other

player (hence inconsistent), player 1 prefers to pass the game to player 2 who

prefers to take the outside option. If both continued to play this strategy,

neither would obtain evidence about what player 3 would choose, hence that

she has false beliefs. However, player 3 must choose one so at least one player

has false beliefs about player 3 and adopts a non-Nash strategy.

The second possibility is if different pure strategies that a player as-

signs positive probability may be best responses to different beliefs about the

opponents’ play. Consider a stage game from an example by Fudenberg and

Levine (1993) with a first stage:

L M R

U 13,15 13,14 13,11

D 12,11 12,14 12,15

and a second stage:

R P

P 0,0 -10,-10

Any Nash equilibrium of this game requires Player 1 to play a pure

strategy U, and no Nash equilibrium has Player 2 play M. However, a SCE of

this game is for Player 1 to play U and D with probability of one half, while
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Player 2’s strategy is play M in the first stage and then play R in stage two

regardless of first round play. This is the best response to Player 1’s first round

strategy, and Player 1 playing U is the best response to Player 2. Player 1

playing D is not a best response to Player 2’s strategy, but if Player 1 believes

that Player 2 will play R in stage 2 if Player 1 plays D and P in stage 2 if U, this

belief is not disconfirmed by the outcome of play. So this is a situation where a

player does not have “unitary beliefs:” each strategy a player assigns positive

probability is a best response to the same (possibly incorrect) beliefs about

the other players. The strategies U and D are assigned positive probability as

the best response to different beliefs about Player 2’s response in the second

stage. So while this is not a Nash equilibrium, it is a SCE.

Finally, a player’s subjective uncertainty about the play of two oppo-

nents may be correlated. This would occur if in a three player game like the

one described above, Player 1 thought that players 2 and 3 were colluding

and so would be more inclined to take an outside option. This, again, would

end the game and so Player 1 would never get disconfirming evidence, and so

continuing to take the outside option would be a SCE, even if not the Nash

equilibrium. Otherwise SCE can be supported by a Nash equilibrium.

So, to sum up the results so far. While a full Bayesian updating func-

tion is not required, it captures certain features of the belief updating that

seem plausible in this case. In particular, it recommends that any time a coor-

dination is found, players should attempt to play the successful strategy again

in the next round. This matches the intuitive features of the way to play a co-
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ordination game.2 Furthermore, since players do not know each other’s frames,

a sophisticated learning model in which players try to teach one another which

option to play seems to be ruled out.

This leaves us with myopic updating strategies which play a best re-

sponse to beliefs about their opponents strategies that improve over time. The

result of using such dynamics are self-confirming equilibria. Again, these are

intuitively plausible in that they rule out a player’s beliefs about unobserved

events changing. However, the consequences of having such belief updating

rules and equilibrium concepts is that sub-optimal strategies can be stable. In

fact, with certain pathological beliefs, non-Nash equilibrium are allowed. In

general, it can be shown that if players experiment for a long enough period

before finding a coordination, they will always reach the optimal outcome.

This is analogous to building in a trembling-hand equilibrium. It is not clear

that this is a plausible requirement for a model of learned behavior, but it

does resolve problems with optimality.

8.5 Application to the Horn Strategies

At this point, we should turn to a concrete example of how this ap-

proach can be applied to the constraints I described in the previous chapter.

For this, I will show how this Dynamic Variable Frame Theory can be ap-

plied to an equilibrium selection problem in pragmatics. In the last chapter,

2for example Lewis (1969)
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I described how Griceian implicature could serve to signal particular frame.

One example of this implicature is often called “the Horn strategies.” The

Horn stratagies claim that unusual utterances should be given unusual inter-

pretations, while normal expressions get normal interpretations. For example,

compare

1. Sue frowned.

2. The corners of Sue’s mouth turned down.

The first would generally imply that Sue’s expression suggests unhappiness,

while the latter is more suggestive of some other emotion such as thoughtful-

ness, though a frown is a consistent interpretation.

Several recent proposals for game theoretic justifications of the Horn

strategies as linguistic conventions have encountered difficulties with equilib-

rium selection. The problem with game theoretic justifications of particular

conventions is that conventions are apt to be one equilibrium among many.

While a Horn strategy using convention is an equilibrium of a signalling game,

so is an “anti-Horn” convention that gives complicated expressions stereotypi-

cally normal interpretations and simple expressions uncommon interpretations.

In general, having a convention is selected for since it is generally true that

any convention is a Nash equilibrium. However, arguing for sufficient condi-

tions for a particular convention amounts to arguing for an equilibrium. An
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attempt to give a game theoretic justification for preferring the Horn strategies

encounters the equilibrium selection problem.

The Horn strategies are often used as an example for game theoretic

justifications of pragmatic defaults (Parikh 1991,2000; Dekker and van Rooy

2000; van Rooy in press). While one can certainly wonder (Asher and Las-

carides 2003) whether such strategies are central to a logic of usage, their

intuitive use is clear, making a justification instructive. Also the frequency of

discussion will serve to situate this approach within previous analysis.

The Horn strategies correspond to the Gricean maxims of quantity and

manner. The maxim of quantity in this case is one should not contribute

more information than is required. On the other hand, the maxim of manner

requires that one should be perspicuous in expression. These two maxims

point to rules of conversational implicature.

In Stephen Levinson’s (2000) terminology, I-implicature requires that

“what is expressed simply is stereotypically exemplified.” (37) van Rooy (in

press), drawing from Horn, says “(un)marked expressions typically get an

(un)marked interpretation.” (1) In any case, there is an attendant notion

of the utterance being “simple” or “unmarked” or in some sense what one

would commonly expect. Furthermore, that utterance is tied to the hearer

interpreting such utterances as indicating “stereotypical” or “unmarked” situ-

ations; situations that again one would commonly expect. On the other hand,

Levinson’s M-implicature tells us that “what’s said in an abnormal way isn’t

normal” (38). Here again we have the expressions involved being “abnormal”
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or “marked” in some way that they do not correspond to what one would ex-

pect. These expressions are tied to situations described as “not normal” and

“marked.”

A common example of the Horn strategies comes from Grice (1975)

who contrasts the phrases

1. Miss X sang ‘Home Sweet Home’

2. Miss X produced a series of sounds that corresponded closely with the

score of ‘Home Sweet Home’

The latter expression seems to indicate some horrible defect in Miss X’s per-

formance, while the former indicates a normal singing event.

Two game theoretic approaches to justifying this language convention

have involved arguments for optimality. The optimality of the Horn strategies

derives from using the simplest convention that successfully communicates in

a signaling game where the complexity of the expression is conceived as signal

sent by the speaker. Signaling games are games of incomplete information

much like variable frame games. Nature is presumed to give the signaller

private information about the state of nature, which determines the sender’s

type, θ. The sender then sends a signal to the receiver, who chooses some

action ar ∈ Ar. The spaces of mixed actions (As and Ar with elements αs

and αr) are the sets of mixed strategies that the sender and receiver can

play. So player i’s payoff is ui(αs, αr, θ), and the receiver’s beliefs about the
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sender’s type are common knowledge. A strategy for the sender is a probability

distribution σs(·|θ) over actions as for each type that the sender admits. A

strategy for the receiver is a probability distribution σr(·|as) over actions ar

for each action as she can receive. This gives the sender of type θ, playing

strategy σs(·|θ) who encounters a receiver playing strategy σr(·|as) receives

payoffs of

us(σs, σr, θ) =
∑
as

∑
ar

σs(as|θ)σr(ar|as)us(as, ar, θ)

and receiver who plays strategy σr(·|as) when encountering σs(·|θ) receives an

(ex ante) payoff of

∑

θ

p(θ)

(∑
as

∑
ar

σs(as|θ)σr(ar|as)ur(as, ar, θ)

)

in order to take her beliefs about the senders type into account. In particular,

the receiver should update her beliefs about the sender’s type given the sender’s

signal and base her choice on the posterior distribution µ(·|as), where µ(x) is

the probability that player i assigns to event x given that she has reached some

information state. This yields a payoff of

∑

θ

µ(θ|as)ur(as, σr(·|as), θ) =
∑

θ

∑
ar

µ(θ|as)σr(ar|as)ur(as, ar, θ)

A Perfect Bayesian Equilibrium of a signaling game is a strategy profile

σ∗ and posterior beliefs µ(·|as) such that players optimize on the conditioning

that will happen: the sender takes into account that the receiver will condition

her beliefs about the sender’s type on the signal, while the receiver will respond
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optimally to the sender’s signal, given her beliefs; finally, the receiver will use

Bayesian updating to determine her best response to the sender.

A signaling game for the Horn strategies has speakers (senders) of two

types, θ1 and θ2. Speakers of type θ1 would prefer the hearer take action a1

and speakers of type θ2 prefer the hearer to take action a2. Think of this

as speakers of type 1 know the situation is normal and prefer the hearer to

interpret the utterance in a stereotypical way; speakers of type 2 know the

situation is abnormal and prefer the hearer to realize this and interpret the

utterance as an abnormal situation. We also assume that the goal of both

speakers and hearers is to communicate; payoffs for correct interpretation (a1

in situation 1 and a2 in situation 2) is the same for speakers and hearers.

Speakers then have four strategies: 〈fs, fs〉, 〈fs, fc〉, 〈fc, fs〉, 〈fc, fc〉. The

first and last are strategies in which the speaker always sends the same signal

regardless of type. The second strategy sends the simple message in situation 1

and the complex message in situation 2. The third strategy sends the complex

message in situation 1 and the simple message in situation 2. Concurrently,

there are four hearer strategies: 〈a1, a1〉, 〈a1, a2〉, 〈a2, a1〉, 〈a2, a2〉. The first

strategy assumes situation 1 and performs action 1 regardless of signal, the

last strategy assumes situation 2 and performs action 2 regardless of signal.

The second strategy performs action 1 after receiving the simple signal and

action 2 after receiving the complex signal, while the third does the reverse.

Now if we take the payoff for speaker and hearer to be 1 if hearer takes a1 in

situation 1, a2 in situation 2 and 0 otherwise, and assume the probability of
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being in situation 1 as p and the probability of being in situation 2 as q = 1−p,

we get the following payoff matrix:

〈a1, a1〉 〈a1, a2〉 〈a2, a1〉 〈a2, a2〉
〈fs, fs〉 p, p p, p q, q q, q

〈fs, fc〉 p, p 1,1 0,0 q, q

〈fc, fs〉 p, p 0,0 1,1 q, q

〈fc, fc〉 p, p q, q p, p q, q

This game has several noteworthy features. First, assuming that p > q,

there is a non-strict “babbling equilibrium” at 〈fs, fs〉〈a1, a1〉 where the speaker

always says the same thing and the hearer always interprets the message as

the most common result. If p < q there would be such an equilibrium at

〈fc, fc〉〈a2, a2〉 that reversed the situation. If p = q there would be two equi-

libria at both points. Another common feature of some of these games is to

impose some cost on the speaker sending complex message; speech has a cost

and saying more costs more. This price must be exacted for every use of fc,

and presumably it is not high enough to make the babbling equilibrium prefer-

able.3 This has the result of making 〈fs, fc〉〈a1, a2〉 pareto optimal (assuming

p > q).

There are some problems with this approach. The main one is that

making one outcome pareto optimal does not make the others go away. In other

words, there remains a problem of equilibrium selection; how will language

3see Asher et al. (2001)
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users choose this convention. Within the theory, there is nothing to make

speakers and hearers prefer the optimal outcome. A pareto optimal solution

will not make the other outcomes not be equilibrium points. Other problems

will be addressed later.

This problem of wanting to select the efficient outcome led to the second

approach; evolutionary dynamics. Here an important point must be made.

Much has been written about evolution and conventions in the literature.

However, most of this establishes that conventions are evolutionarily stable

and asymptotically stable. This shows that convention using strategies cannot

be taken over by non-convention using mutations, and that, if starting within a

certain neighborhood of a convention using strategy, an evolutionary dynamic,

like the replicator dynamic, will take the population to a fixed point where

the entire population uses that strategy. This is all well established (Skyrms

1996).

Unfortunately, evolution does not help much in this case. While the

Horn strategy equilibrium, 〈fs, fc〉〈a1, a2〉, has all the nice evolutionary proper-

ties associated with conventions, so too does the anti-Horn strategy, 〈fc, fs〉〈a2, a1〉.
While the anti-Horn strategy may have a smaller basin of attraction (neigh-

borhood of starting distributions that will converge to this strategy) it is still

evolutionarily and asymptotically stable. This means it is still a matter of

chance which strategy will be selected by an evolutionary dynamic. Evolution

does not select the Horn strategies.
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Van Rooy (in press) tries to get around this by appealing to correlation.

He points out that “when correlation is (nearly) perfect, the strictly efficient

strategy is (the unique) equilibrium of the replicator dynamics” (22). While

this is certainly true, it is not terribly useful in this case. What this result

points out is that, if there is a population of Horn strategy users and a pop-

ulation of anti-Horn strategy users competing for limited resources, then, all

else being equal, the Horn strategy users will grow faster and squeeze out the

anti-Horn strategy users. While this might be a plausible model of a biological

situation, it seems a strange model of the selection of a linguistic convention.

However, the real problem for both signaling games and evolutionary

games is the combinatorial explosion that is immanent. All approaches to

this problem make the simplifying assumption that there are only two states,

two signals and two interpretations. As these numbers go up, the number

of acceptable conventions will also rise rapidly. For example, consider a case

where there are still two states of nature, the speaker has three signals and

the hearer has two interpretations. Straightaway, the signaling game described

yields a 9× 8 matrix of strategies:
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c1 c2 c3 c4 c5 c6 c7 c8

〈f1, f1〉 p p p p q q q q

〈f1, f2〉 p p 1 1 0 0 q q

〈f1, f3〉 p 1 p 1 0 q 0 q

〈f2, f1〉 p p 0 0 1 1 q q

〈f2, f2〉 p p q q p p q q

〈f2, f3〉 p 1 0 q p 1 0 q

〈f3, f1〉 p 0 p 0 1 q 1 q

〈f3, f2〉 p 0 1 q p 0 1 q

〈f3, f3〉 p q p q p q p q

Where p is the probability of being in situation 1 and q the prob-

ability of situation 2. c1 = 〈a1, a1, a1〉, c2 = 〈a1, a1, a2〉, c3 = 〈a1, a2, a1〉,
c4 = 〈a1, a2, a2〉, c5 = 〈a2, a1, a1〉, c6 = 〈a2, a1, a2〉, c7 = 〈a2, a2, a1〉, c8 =

〈a2, a2, a2〉. The situation has not changed as far as equilibria are concerned:

any signal/interpretation pair that successfully communicates the state to the

receiver will be preferred. In general, if there are l types, m signals, and n

interpretations, the game will be a ml × nm matrix.

The problem with representing the Horn strategies as signaling games

is that, except for simplified cases, the problem is intractable. In a game with

three states, three signals, and three interpretations, there are 27 strategies

each for the speaker and the hearer. So, assuming one state is most likely,

this gives us one babbling equilibrium, 6 speaker/hearer strategies where each

signal is interpreted uniquely and the correct action is performed instead of
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two, and many more non-strict equilibria. If there are four states, signals, and

interpretations, the game is 256 × 256 with 24 successful conventions and so

on.

The significant point here is that the problem of equilibrium selection

gets much worse quickly. Also noteworthy is that, if we take the optimality

theory route, the “Horn strategy” indicated in such a game is “given the nth

least complex expression, give the nth most common interpretation.” However,

it seems implausible that successful use of the Horn strategies requires language

users to have an ordering by complexity over expressions matched with an

ordering by frequency of use over both states of affairs.

Rather, one might think that speakers and hearers have already par-

titioned the set of expressions and interpretations into “unmarked,” “stereo-

typical,” “simple,” or “normal” and “marked,” “atypical,” “complex,” or “un-

usual.” So, the issue here is not really how to convert this scenario into a

variable frame game: it already was one. But if this is a variable frame game,

it will be subject to the DVFT equilibrium concepts.

So to return to the game in question:

〈a1, a1〉 〈a1, a2〉 〈a2, a1〉 〈a2, a2〉
〈fs, fs〉 p, p p, p q, q q, q

〈fs, fc〉 p, p 1,1 0,0 q, q

〈fc, fs〉 p, p 0,0 1,1 q, q

〈fc, fc〉 p, p q, q p, p q, q
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The “complex” signal and interpretation are likely to be shorthand for “not

normal” which could specify randomizing over a number of signals or interpre-

tations. For example, in the case of Miss X, producing a sequence of sounds

that corresponds to the score of “Home Sweet Home” could be realized in a

number of ways. An expression of this sort seems to indicate that it was not

realized in the stereotypical way. Perhaps a better example:

1. The Spanish killed the Aztecs.

2. The Spanish caused the Aztecs to die.

The first example would likely receive a normal interpretation; the Spanish

were directly responsible for the deaths of the Aztecs. The second example

could be realized in a number of ways. While one would realize that “causing

to die” indicates an unusual scenario, it does not indicate which scenario. Was

it an accident? Did the Spanish trigger a natural disaster (plague? famine?)

etc. This would indicate that 〈fs, fc〉, 〈a1, a2〉 has a much greater advantage in

terms of specificity. There is apt to be one normal expression and one normal

interpretation. To mix these will cause more problems than just the cost.

More useful, however, are the links between the labelling. Putting the

“normal” expressions with the “normal” interpretations seems to stand out as

a solution in such a way that one would expect the interlocutor to do the same.

In terms of the VFT formalism, if the speaker has a frame f ∈ F such that f ′

is the subframe that corresponds to the Horn strategy and f ′′ corresponds to
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the anti-Horn strategy, it seems plausible to expect that π(f ′|f) is significantly

greater than π(f ′′|f).

One way to look at this is in terms of the evolution of strategies. Dy-

namics for evolution in evolutionary games and for learning in learning games

are actually quite similar. Here the main difference is that DVFT focuses on

the dynamics of belief change. The focal points use background world knowl-

edge to weight some starting points more heavily. In this game, the labels

determine in which basin of attraction the starting point is located. Given

these descriptions of the strategies involved, we are far more likely to start

in the basin of attraction of the strategy that matches “(un)marked” signals

with “(un)marked” interpretations. This is not to say that the other could

not happen, but the issue is how players represent the game to themselves. If

the game is represented in these terms, it seems likely that background player

beliefs would locate the starting point in the basin of attraction of the Horn

strategies rather than the anti-Horn strategies.

One might object that this assumes the convention in order to justify

its selection. For example, people prefer or believe of each other that they

will follow the convention so they follow it too. This is just to say that the

convention is established and we, as language users, are therefore inclined to

follow it. This is not what is being argued. All that this approach requires

is the assumption that people can differentiate between the complex signal

and the simple one, and that the two are differentiated by their being marked

or unmarked in some way or other. This assumption is present in all the
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other approaches to the problem. The speaker and hearer must be able to

distinguish the signals or there can be no signalling game. The signaling game

certainly requires that speakers and hearer divide signals into classes of simple

and complex if they are to find optimal strategies of communication. So the

only presumption is that speakers and hearers (can) partition the situations

to be communicated, the signals, and the interpretations into “common” and

“uncommon.” Provided that this is possible, DVFT offers an account of why,

even if not initially divided in this way, it is reasonable to expect speakers

and hearers to learn to divide them. If anything, a variable frame explanation

assumes less than the signalling game or evolutionary game explanations, both

of which begin with the signals and outcomes divided up in the requisite way.

8.6 Game Theoretic Structure and Narrative Structure

In many respects, this discussion of the Horn strategies is indicative

of the role played by the constraints described in the previous chapters. The

constraints already exist as framing effects that serve to simplify decision prob-

lems. There is no challenge to determining how a decision space can be divided

up in a manner that is shared by others. The constraints already exist to serve

precisely this function. As a result, “common sense” tells us how we should

understand a situation, and why we can expect that others will share our

understanding.

One significant point that is revealed in this analysis is that the task of

creating a shared understanding is always a coordination problem, even if only
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with a hypothetical observer (how would I explain this if somebody asked?). In

general, even our competitive enterprizes require us to coordinate, and agree,

on an underlying structure. Even in a competitive, zero-sum game, we must

coordinate on an understanding of what game is being played, and how is

it to be played. For example, a game of chess is competitive, in that each

player seeks an outcome that is good for her, but bad for the other (winning).

Nevertheless, both players must agree on the rules of the game; how the pieces

move, how the game should proceed, what constitutes “winning,” and so on.

This capacity to coordinate on an understanding of a situation is a prerequisite

for any social encounter.

I will argue that the role of narrative understanding lies in determining

the structure of decision problems. The constraints I have described in the

previous chapters function to generate the the required coordination on a par-

ticular understanding that permits social interactions. In addition, I will argue

that these constraints have the effect of simplifying complex decision problems.

As in the case of the Horn strategies, simply generating a shared understand-

ing is not sufficient. As we saw before, this approach wildly over-generates

solutions, and makes it very difficult to settle on any given understanding of

a situation. The value of these constraints lies in their capacity to generate

understandings of situations that are both shared and relatively easy to solve.

In the previous sections, my focus was on a model that allowed for

shifts in the manner in which options were described (and hence, which op-

tions were available to the agents), while keeping other aspects of the game’s
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structure fixed. In particular, the participants and their preferences over out-

comes were fixed, while the options, and the outcomes associated with those

options, were allowed to shift, depending on how those players described the

game to themselves.

Broadening this analysis to determine who is involved and what they

want, complicates the matter by requiring considerably more background in-

formation. The examples I used above relied on very simple background infor-

mation and very basic use of folk psychology, for example that other people see

objects (and describe their shapes) in the same way that I do. This assumption

that the shape of the objects will be salient to other people is not complicated

and, as a result, partitioning the choice space in such a way as to generate

a solution is relatively straightforward. My second example, using the Horn

strategies, is similarly uncomplicated. Based on the background assumptions

that an individual who is talking to you wants to communicate with you (and

that you wish to understand what she is saying), and that individuals will be

able to notice that utterances are marked and unmarked by whether they are

expressed in a normal or abnormal manner, it is easy to partition the decision

space in such a way as to generate a convention: normal utterances get normal

interpretations and abnormal utterances get abnormal interpretations.

However, to extend the picture to include the entire structure of deci-

sion problems requires more than a system for partitioning the decision space.

This is not to say that we could not do so, but rather to say that this would be

uninformative. There is too much background information that is built into
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any such determination. In effect, an ongoing understanding of the narrative

structure is required for these matters. Decision makers must use folk psy-

chology and narrative structure as a means for determining the structure of

situations. In particular, the underlying narrative can be used to determine

the answers to the basic questions who? what? when? where? how? and why?

that must be determined before it is even possible to begin solving a decision

problem.

Game theoretic analysis is based on simplified games, such as the pris-

oner’s dilemma. The situation is described in such a way as to highlight partic-

ular features that can be easily represented within the structure of the game,

and to suggest possible analogical situations which share these structural com-

ponents. In some sense, the standard examples of game theory already serve

as instances of the point I am making.

In the previous chapter, I talked about the prisoner’s dilemma, and the

narrative that comes attached. I pointed out that this simple narrative serves

to tell us who is involved (the two prisoners), what they want (to avoid jail

time), what options are available to them (cooperate and defect), and the out-

comes of those options, in terms of what they want (the police officer’s deal,

and the prison terms attached). This narrative understanding of the situation

downplays other considerations, actors, options, and outcomes that could be

present in an actual situation. It ignores reputation effects and the conse-

quences of cooperating with the police, emotional aspects such as friendship

and loyalty, questions of whether the police can be trusted, other actors such
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as lawyers, and other options like calling a lawyer.

The prisoner’s dilemma narrative deliberately calls attention to some

features of the situation and downplays others, in order to serve as an example

of a particular kind of situation. In this case, the prisoner’s dilemma is widely

discussed and analyzed because the features of the situation it highlights are

widespread and interesting. The prisoner’s dilemma investigates the question

of whether it is rational to engage in what could be a mutually beneficial in-

teraction when both parties have more to gain by exploiting the other. The

answer, perhaps unsurprisingly, is no; the one time gain of exploiting the other

outweighs the benefits of cooperating. However, if the game is changed to al-

low for reputation effects and an ongoing mutually beneficial interaction that

can outweigh the one-time gain of exploitation, then the answer (also unsur-

prisingly) is yes, it is rational to cooperate (Axelrod 1984). So we can see that

the rational action (as defined by game theory) depends on our understanding

of the situation, and on the narrative structure on which it depends.

The result of this is that imagination (in Dewey’s sense of dramatic re-

hearsal) functions as a mechanism for choosing among the structure of games.

The matter is too complicated to be straightforwardly modeled as a decision

problem in the manner of DVFT as described previously. It requires creativ-

ity and judgment. If decision makers were truly required to determine every

possible understanding of the situation, including the potentially relevant in-

dividuals, options, outcomes, and preferences, the decision maker would never

reach the point of attempting to solve the problem. Even in a toy example
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like the prisoner’s dilemma, the narrative is provided in order to determine the

particular structure that is of interest to game theorists. Consequently, the

game theorists are annoyed when their students (and experimental subjects)

do not adopt their narrative and keep asking troublesome questions like “what

if I don’t want to inform on my friend?” or “won’t I get the reputation of being

a snitch?” After all, that is not part of the story (i.e. a relevant consideration

for the question at hand).

Since partitioning the set of people, options, outcomes, and preferences

into sets labeled “relevant” and “irrelevant” is not a tractable approach to the

situation, what is required is imagination, constraints on acceptable imagin-

ings, and a “makes sense” stopping rule. In other words, when the elements

of the situation can be unified into a single narrative that functions as a con-

tinuation of past narratives and understandings of situations, the agent can

determine that this “makes sense,” and accept it as the structure of the sit-

uation. As with any stopping rule, or “satisficing” approach, this leaves the

possibility that something is missed. However, insofar as rationality is a mat-

ter of giving an account that others will accept as making sense, rather than

a matter of generating an optimal solution, this does not undermine the ra-

tionality of the decision maker. The understanding might be deemed wrong

(by Monday morning quarterbacks) or even foolish (if the decision maker over-

looked some element that was highly available to others), but not irrational,

provided the account still makes sense.

As in illustration of this point, I will look at Brian Skyrms’ investigation
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of another common example from game theory: the “Stag Hunt” game. The

Stag Hunt game, as Skyrms points out, is “a story that became a game”

(Skyrms 2001):

If it was a matter of hunting deer, everyone well realized that

he must remain faithful to his post; but if a hare happened to pass

within reach of one of them, we cannot doubt that he would have

gone off in pursuit of it without scruple... (Rousseau 1986).

To flesh out the narrative a bit, the standard story is typically this: Two

individuals go out hunting together. There are two types of animals in the

woods where they are hunting, stag and hare. Hare are easy to catch, and can

be captured by a hunter working alone. However, they provide less meat. Stag

are harder to catch, and can only be brought down by two hunters working

together. However, they provide more meat, enough that a successful stag

hunt will give both hunters more than if they each captured a hare. The

hunters, then, are faced with a choice between hunting hare and hunting stag.

Since hunting stag requires them to split up, neither knows what the other has

chosen. This situation can be presented in a chart:

Stag Hare

Stag 3,3 0,1

Hare 1,0 1,1

The numbers in the chart represent pounds of meat, and we are making some

assumptions. First, hunts, properly executed, are always successful. Hare

451



hunters will always catch hare, and pairs of stag hunters will always catch

stag (or, if you prefer, the numbers are already properly weighted to take into

account the probability of a successful hunt). Second, more meat is always

preferable to less: there are no issues of spoilage. Hence, the numbers represent

a preference ordering: catching (and sharing) a stag is preferable to catching

a hare, which is preferable to catching nothing.

The stag hunt game is an equilibrium selection problem in that there are

two Nash equilibria. The first is both hunt stag, and the second is both hunt

hare. The stag hunting equilibrium can be described as “payoff dominant” in

that it provides a better meal than the hare hunting equilibrium, while the

hare hunting equilibrium can be described as “risk dominant” in that there

is no risk of going hungry that night. The question is which of these two

equilibria the hunters should (or will) settle on.

The nature of this situation is such that the best strategy depends

primarily upon what you expect the other person will do. If you expect the

other hunter to remain faithful to his post, as Rousseau put it, then it is to

your advantage to stay at yours and hunt stag. If you suspect that there is a

significant chance that the other hunter will go off in search of hare, you should

do the same. The story, as presented above, gives you no indication about

what to expect (though Rousseau seems to suggest that the risk dominant

equilibrium is the wiser choice).

Because the equilibrium one should pursue depends heavily on the par-

ticular individual with whom one is interacting, the stag hunt game is a useful
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model for investigating the formation of social groups. Skyrms uses the stag

hunt game to investigate social network formation, in a situation where in-

dividuals have some choice in the matter of hunting partners. In one sense,

this ongoing interaction can be thought of as a matter of understanding the

situation in terms of an ongoing narrative that depends on past interactions

as cues for future interactions. This research is particularly interesting in light

of the fact that it can be shown that in a case in which individuals have no

control over their interactions (they are paired randomly), and switch strate-

gies to the pursue most successful option, only the hare hunting strategy is

stable (Kandori, Mailath, and Rob 1993). This is to say that, unless the entire

population starts out hunting stag, the population will evolve to a point where

everyone hunts hare. Without the power to choose a partner one can count

on to cooperate, we will end up at the risk dominant, rather than the payoff

dominant, equilibrium.

In light of this finding, Skyrms considers a pair of refinements of a dy-

namic model of a repeated stag hunt game. The first refinement is a situation

in which hunters cannot change their strategies, but can choose their hunt-

ing partners. This choice is based on a reinforcement learning model where

successful hunts are rewarded, and increase the chances that those two will

interact in the future, and unsuccessful hunts are punished, and decrease the

chances that that individual will interact in the future. It should be noted

that hare hunting is always rewarded, as the hare hunters are not affected by

their choice of a partner. However, since stag hunters will become increasingly
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unlikely to offer to pair up with hare hunters, hare hunters will get more offers

from other hare hunters. The result is that, in the limit, stag hunters will

only interact with stag hunters, and hare hunters will only interact with hare

hunters (Skyrms and Pemantle 2004, Pemantle and Skyrms 2004).

Skyrms also investigates a situation in which players are able to choose

their hunting partners, but can also shift hunting strategies, in this case mod-

eled by a probability that an individual will, in a given round, switch to the

hunting strategy that was most successful in the previous round. The results

of simulations of this model were mixed, but the outcomes seemed to be re-

lated to the probability that hunters would change strategies. In particular,

he found that, in cases where there was a higher (10%) probability of shift-

ing strategies, 22% of the simulations ended in a situation where all hunters

hunted stag, while 78% yielded a situation where all hunters hunted hare. In

situations where there was a lower (1%) probability of changing strategies,

71% of the simulations produced a population of stag hunters, while only 29%

produced populations of hare hunters. Moreover, if the reinforcement value

was weakened (so it took longer for stag hunters to find each other), the sim-

ulation almost always produced a population of hare hunters (Pemantle and

Skyrms 2003).

These results are revealing in a number of respects. The first respect

is that if, in addition to the reward of the outcome of the hunt, there is an

additional reward associated with a positive social bond (or punishment for

a negative interaction) the dynamics of the situation change considerably. In
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particular, individuals tend to interact with like-minded others, those they can

expect to pursue the same equilibrium (which can be considered following the

same conventions). This is hardly a surprising result, but it does represent a

significant shift from the outcome of a situation in which individuals have no

choice in the matter of hunting partners.

The second, more interesting, respect suggests that, when social bonds

and strategies are allowed to co-evolve, the society will coordinate on an equi-

librium point. However, this coordination need not be the most efficient (in the

sense of payoff dominant) outcome. Rather, it is possible for the group to form

a convention which everyone uses (and hence cannot deviate from) despite the

fact that another convention might yield better results. In many respects, I

am arguing that rationality involves following conventions and adopting con-

straints that may, or may not, have this character. The reward from positive

interactions, based on a shared understanding, can override the potential gains

of more efficient strategies. The incentive to adopt a convention that allows

for social interaction can, in this way, outweigh the potential advantages an

individual can obtain from another strategy. In this way, rational behavior

can consist in playing a social game, rather than maximizing personal utility.

8.7 Conclusion

There is much that a formal theory of focal points can explain. In this

chapter, we have seen how a formal theory incorporating background world

knowledge can aid in the problem of equilibrium selection. While there are
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advantages to such a theory, there are also some disadvantages that show up

in some pathological cases. These results are common to cases where learning

and subjective probability beliefs play an important role in determining play.

People can have beliefs that lead to poor play, so if beliefs and knowledge are

to be considered, one must take the bad with the good.

We have seen how an appeal to variable frame games helped to re-

solve a problem of equilibrium selection in game theoretic justifications of the

Horn strategies. However, appeal to beliefs can have negative effects. The

consequences in this situation are, in many respect, not surprising. Having

conventions for communication is optimal, evolutionarily stable and asymp-

totically stable in reasonable dynamics. However, we would like to know why

some particular convention is used.

We have looked at two sorts of answers. The first appeals to signalling

games and argues that a particular convention is chosen because it is optimal.

The second appeals to evolutionary games and also argues that a particular

convention can be expected to evolve because it is optimal. Both these an-

swers run into problems in game theoretic contexts. Game theory makes no

provision in solution concepts for signalling games or evolutionary dynamics

that the “better” equilibrium point will be chosen. Signalling games have a

fixed point equilibrium concept and this is satisfied by both the Horn strategy

and the anti-Horn strategy. Evolutionary games have an evolutionary stability

concept of being resistant to invasion by mutant strategies and an asymptotic

stability concept of having a neighborhood where the population will converge
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to a point. Again both concepts are satisfied by the Horn and the anti-Horn

strategies. Game theory, in general, does not pick out given equilibria points.

The same holds of DVFT. The anti-Horn solution is consistent with the

analysis of the Horn strategies from the perspective of focal points. This paper

makes no claim that DVFT only leads to optimal solutions. Rather there has

been extended discussion of cases where this fails. A belief based account may

not pick out the optimal or efficient conventions. In pathological cases, they

may not even pick out Nash equilibria. However, DVFT does give a plausible

explanation for why a particular convention may be expected to arise and, in

the end, it provides and justifies a framework that is more likely to pick the

Horn strategies for plausible reasons.

We have also seen that constraints are such that we are likely to be

trapped in a situation in which we cannot easily alter our understanding of

situations. This can be disadvantageous in the sense that it is difficult to

exchange a less accurate explanation for a better one. However, it is advan-

tageous in the sense that it creates a situation in which it is possible for us

to understand others, and expect to be understood. It is because humans

are social animals, for whom it is more important to communicate and coor-

dinate behavior than to optimize behavior as individuals, that this approach

is effective. The capacity to form social bonds depends on generating shared

understandings, which is gained by mastering the game of giving and asking

for reasons. This may result in individuals getting trapped in situations that

are sub-optimal, in the sense that there might be better solutions. However,
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having constraints, and forming social bonds, is sufficiently advantageous in

its own right that playing the game is rational.
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Chapter 9

Conclusion

The thesis of my dissertation, the overarching point I have defended is

that rationality, for real humans, consists of constraints on our imagination.

By imagination, I mean the manner in which we present and understand situ-

ations. Imagination, as I have used the term, is similar to framing effects; the

manner in which we describe the world to ourselves.

I have contrasted this view with what I have called the traditional

theory of rationality; the idea that rationality is simply a matter of correct

computation. In doing so, I have not argued that computation is irrelevant, but

rather that something more is needed. I have argued that the assumption of

common knowledge of the structure of decision problems is too strong. Rather,

generating a understanding of the structure, especially a shared understanding

in cases of strategic decision making, is a significant component of rationality.

My chief criticism of the traditional view, in talking about the impor-

tance of imagination, is that much of the real work of rationality in this picture

is presupposed to have already been done. The real work of a rational agent

lies in determining the structure of the situation. A rational agent needs to fig-

ure out whose actions need to be taken into account, and who can be ignored.
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She needs to determine what options are available to her, and to the others

involved, and what would be the consequences or results of those actions when

coupled with the actions of the other participants. Finally, she needs to deter-

mine the value of those consequences both to her and to the others in order

to anticipate the actions of the others. In other words, maximizing expected

utility is at best a secondary component of rationality. The primary work of

rationality lies in determining the structure of the situation, and this requires

imagination.

Now, if rational decision making requires imagination to determine the

structure of the situation, this raises a pair of problems. If we can rely on an

objective awareness to underwrite a shared understanding of a situation, we

can count on coherent interactions between individuals. If one’s understanding

of a situation is the work of her imagination, we cannot count on such coher-

ence. The second, related problem is why we should be rational. If rationality

is not the best method for an individual to determine her best course of action,

why is is a good strategy. The focus of my dissertation has been on addressing

these two points. I have argued that the real work of rationality is creating

a shared sense or understanding of reality, and this shared sense permits us

to cooperate and interact with others. This capacity is more significant than

predictive power.

This is not to say that predictive power is unimportant or irrelevant.

Rather, it is to say that it is not the be all and end all of rationality. Moreover,

the capacity to generate a shared understanding of situations permits a greater
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predictive power of other people, and ultimately, the power to predict what

other people will do is more significant for social beings like ourselves than the

power to predict events in the world.

Because we need a shared understanding of situations, not just any

imagination will do. If rationality consists of constraints on imagination, those

constrains provide a mechanism for creating shared understandings. Insofar

as we operate within these constraints, we can expect to be able to understand

other people. In other words, we are rational to the extent that our imagina-

tive understanding of a situation falls within certain allowable and expected

boundaries. To the extent that they do not, we are irrational or, another way

to put it, our behavior is incomprehensible. On my analysis of rationality,

these two amount to the same thing.

In order to address the first problem, I spend a considerable amount of

time considering different types of constraints. I argued that these constraints

were realistic from a human perspective, and, in many respects were the prod-

uct of the physical and cognitive make up of human beings. I considered four

types of constraints; physical and physiological, psychological, cognitive, and

social. There is, of course, considerable overlap and interaction between con-

straints of different types. The division I propose is primarily a function of

the source of the constraint.

I spent a considerable amount of time discussing these constraints, as I

sought to show that answering the first question provided the means to address

the second. By investigating the nature and function of these constraints, it
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was possible to see how this function was sufficient to establish the normative

component of rationality. I argued that constraints are valuable because they

are shared. They allow us to communicate with each other and form expecta-

tions about how others will see and understand a situation. In game theoretic

terms, these constraints ensure that everyone is playing (more or less) the

same game. In general, shared constraints lead to shared meaning and shared

understanding.

Forming an accurate assessment of others is crucial, generally more im-

portant than solving an expected utility calculation. I used two examples from

game theory, the Prisoner’s Dilemma and the Stag-Hunt game, to illustrate

this point. Both endorse sub-optimal results, in that they recommend actions

that lead to outcomes that could be improved upon for everyone involved.

This is due primarily to the fact that the understanding and expectations

about the behavior of the other players is structural, it is built into the game.

Experimental results also indicate that it is inaccurate. Our capacity to evalu-

ate the behavior of others and form expectations about the behavior of others

allows us to achieve better results. Moreover, these expectations do not have

to be perfect. In some cases, like the traditional formulations of the Pris-

oner’s Dilemma and the Stag-Hunt game, they just have to be better than

chance. Traditional game theoretic approaches assume that we cannot make

these evaluations.

I argued that is was possible, in fact necessary, to use focal points and

framing effects in order to determine the structure of games. By appealing to,
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and making use of, the constraints I discussed above, one can typically do a

very good job of structuring her reasoning in such a way that the structure

will at least be mutually known, if not common knowledge, and will be greatly

simplified in such a way that individuals are able to communicate and interact

with a minimum of cognitive effort but can be expected to yield effective

results.

This approach to rationality has significant consequences throughout

a broad range of philosophical disciplines. Rationality is a key component of

investigations of the areas such as morality, epistemology, science, language.

These investigations typically rely on the traditional account of rationality,

and consider the question of how we can reason most efficiently. As such, they

rely on accounts of correct computation, and how we can generate rational

beliefs and actions that are most efficient in terms of outcomes.

Ethics, in particular, is a telling example. The two central accounts,

deontic theories and consequentialist theories both rely heavily on the tradi-

tional account of rationality in order to explain right and wrong. Nevertheless,

their reliance on narratives and intuitions to drive their theories is noteworthy.

From trolley cars to Nazis at the door to fat men stuck in caves, ethicists are

great story tellers. This approach is sometimes criticized as “quandary ethics,”

but it is hard to avoid. Ethics tends to concern situations that are complex

and is meant to provide guidance for real situations. It therefore taps into

our narrative understandings in order to provide stories that illustrate crucial

components, and are meant to provide the structure for understanding ethical
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considerations and situations.

On the whole, I have not addressed the consequences of a shift in the

understanding of rationality, as this is beyond the scope of this paper and could

provide material for several more dissertations. Nevertheless, this provides

almost limitless avenues of future research, as a shift in our understanding

of what it is to be rational requires a significant shift in our approach to

philosophy. I hope that this dissertation has provided a reason to think that

such a shift would be productive and worthy of investigation. I also hope that

you judge me to be, if not right, then at least rational.
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