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Handwritten materials are increasingly being digitized and made avail-

able for scholarly analysis and research. To this end, numerous specialized

software tools have been developed to support the crowdsourced transcription

of such texts. However, as many of these tools operate at the page-level, they

are unsuitable for documents containing privacy-sensitive data such as medical

records, as displaying an entire page at a time risks the potential of disclosing

such information to unintended parties. Additionally, manual transcription

efforts can be slow and expensive.

Automated optical character recognition (OCR) methods perform poorly

on handwritten text due to factors such as the large variability in human hand-

writing, degradation of paper documents, and artifacts of scanning. Thus,

handwritten text recognition and analysis remain active areas of research.

With the renewed interest in neural networks, recent methods using deep

learning have achieved unprecedented state-of-the-art results on benchmark
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datasets in areas including word recognition, word spotting, and character

recognition. Despite this, current methods are not yet robust enough to fully

automate handwriting transcription tasks alone.

In this work, we report a novel approach that combines the efficiency

of machine learning with the accuracy of human intelligence in order to semi-

automatically transcribe a challenging real-world dataset of word images seg-

mented from historical handwritten medical records as part of the Central

State Hospital Digital (CSH) Library and Archives project. Specifically, we

leverage a deep convolutional network to generate feature sets, identify groups

of similar images using unsupervised hierarchical density-based clustering, and

develop a system to obtain cluster transcriptions from human workers on an

online crowdsourcing platform. In doing so, we aim to reduce the number of

images to be sent to the crowd, thereby optimizing monetary and time costs

while maintaining an acceptable level of accuracy as well as preserving the

privacy of the data.
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Chapter 1

Introduction

Handwritten materials such as historical document collections are in-

creasingly being digitized and made available for purposes of preservation,

scholarly analysis, and text retrieval [7]. Many types of historical documents

can be made publicly available without concern. For example, historical trea-

tises, ship-building manuals, exploration records, books, manuscripts, birth

and death records, and correspondence among significant individuals have

been digitized and made available through public, web-based interfaces. In

contrast, other types of historical documents, including judicial proceedings,

prison records, records of repressive regimes such as the Nazi Party and the

Guatemala National Police, and health records, must be vetted thoroughly

before these are made publicly available due to the potential for harm that

such disclosure may cause to the legacies of those mentioned within as well as

to their descendants.

To address this issue, the Central State Hospital (CSH) Digital Library

and Archives project1 [1] has developed techniques for segmenting document

scans of historical mental health records into images of individual words, which

1http://www.coloredinsaneasylums.org/
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can then be sent to humans to obtain word-level transcriptions [63, 74, 75, 83].

While this approach mitigates the risk of exposing privacy-sensitive informa-

tion by disassociating words from their original context, it introduces new

challenges as well. The current automatic segmentation algorithm is imper-

fect, as it relies on the detection of pixel-connectivities and contrasting pixels.

As a consequence, the algorithm is unable to distinguish words from other ar-

tifacts of scanning, such as line rules, page edges, creases, and folds. The texts

additionally contain errant marks, smudges, overlapping words, scratched-out

words, and other sources of noise. Lastly, the records are authored by multiple

people and thus contain larger variations in handwriting. These characteristics

culminate in a very challenging dataset which we refer to as the CSH dataset.

Though optical character recognition (OCR) is essentially a solved

problem for printed text, recognition of handwritten text remains an open

problem and active area of research within the artificial intelligence commu-

nity. With the resurgence of interest in neural networks and subsequent advent

of deep learning (cf. [55]), recent methods have achieved unprecedented state-

of-the-art performance in handwritten document analysis challenges such as

word recognition and spotting. Despite impressive performance on benchmark

datasets, such existing methods may perform poorly on new data as a conse-

quence of the vast variability in human handwriting. As such, fully automated

transcription of text using machine learning is not yet reliable. Though more

accurate transcription of handwritten text can be achieved by crowdsourcing

this task to human workers online [19, 53], efforts can be slow and quickly be-
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Figure 1.1: Word spotting with humans in the loop for handwritten document
transcription. We improve upon the original approach by leveraging mod-
ern feature representations, hierarchical density-based clustering, and crowd-
sourced human intelligence.

come very expensive with large document collections or word image datasets.

In this work, we combine the efficiency of machine learning with the pre-

cision of human intelligence to semi-automatically transcribe the CSH dataset,

a real-world dataset of word images (Figure 1.1). To this end, we largely fol-

low the word spotting framework presented in [63, 75], though with several key

differences and improvements. Namely, we generate features from the images

using pre-trained neural networks developed specifically for handwritten text

analysis, conduct unsupervised hierarchical density-based clustering to iden-
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tify groups of images containing the same words, and lastly develop system to

crowdsource the labeling of clusters to human workers on a dedicated micro-

task platform. In doing so, we introduce an updated word spotting framework

for semi-automatically transcribing word images without label supervision.

We aim to reduce the number of images needed to be explicitly transcribed by

the crowd, thereby optimizing monetary and time costs while maintaining an

acceptable level of accuracy and preserving the privacy of the data.

1.1 Overview

This work pertains most to the challenges of word spotting and recog-

nition. Word spotting, originally proposed by Manmatha et al. [63], is an

approach to indexing handwritten texts in which documents are segmented

into images of words. Then, given a query, the goal is to retrieve images con-

taining the same word. The query may either be a word image (i.e., Query-

by-Example, or QbE ) or a textual string (i.e., Query-by-String, or QbS ). Rath

and Manmatha [74, 75] extend this approach by further clustering matching

images. On the other hand, word recognition is a related task in which the

transcription of a word image must be obtained, usually with the help of a

dictionary or lexicon. Word spotting can analogously be thought of as a spe-

cial case of image retrieval, while word recognition can be considered a special

case of fine-grained zero-shot classification [5].

Additionally, this work is relevant to human computation and crowd-

sourcing. Whereas some tasks such as recognizing objects in an image are
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trivial for humans, they remain unsolved and active challenges in artificial in-

telligence research. Human computation is a paradigm that leverages human

intelligence to solve problems that machines cannot yet solve on their own

[95, 93]. Crowdsourcing implements this idea by outsourcing such problems

to undefined networks of humans online in the form of an open call [42]. Plat-

forms such as Amazon Mechanical Turk2 and Zooniverse3 enable developers

to request human intelligence as a programmatic function call [9] and create

applications powered solely by online crowds [12, 69, 11]. Crowdsourcing is

also used by researchers for tasks such as data annotation [84, 85], user stud-

ies [47], social and behavioral research [20, 65], and document transcription

[19, 53, 24].

1.2 Related Work

Many concepts in handwritten text recognition overlap with those in

printed text recognition. However, as the CSH dataset is composed solely

of handwritten English words, we restrict our discussion to areas in English

handwriting analysis.

1.2.1 Word Spotting and Recognition

Prior work in word spotting and recognition has historically used tech-

niques such as hidden Markov models (HMMs) (e.g., [37, 52]), image matching

2https://www.mturk.com/
3https://www.zooniverse.org/
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[44, 73, 74], and hand-crafted features [73]. However, with the rising success

and popularity of deep learning, recent approaches making use of deep archi-

tectures such as convolutional neural networks (CNNs) and long short-term

memory recurrent neural networks (LSTM-RNNs) for automatic feature ex-

traction and recognition have achieved unprecedented state-of-the-art perfor-

mance [58, 38, 34, 35, 15, 16, 17, 28, 13, 81, 49, 50, 70, 88, 97, 8, 14].

1.2.2 Word Image Datasets

The CSH dataset used in this work is composed of word images seg-

mented from medical records written in English by multiple authors. Most

related to this dataset are the George Washington database [33] and the IAM

Handwriting database [64]. The Washington database contains word-level im-

ages and transcriptions of the Washington Papers and is considered to be

a single-author dataset. The IAM database, composed of texts from the

Lancaster-Oslo/Bergen (LOB) corpus, also contains word-level images and

transcriptions, though this dataset is unique in that it contains the handwrit-

ings of over 600 unique authors.

Word images from CSH have been automatically segmented [45, 57].

However, due to the difficulty of automatic document segmentation, this dataset

is very noisy and word images may be imperfect. This is in stark contrast to

existing datasets for handwriting recognition, however, this allows us the op-

portunity to investigate how state-of-the-art advances in research apply to a

real-world setting. Additional datasets exist for recognition and retrieval of
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non-English handwritten texts, though we largely consider them to be out of

the scope of this work and thus exclude them from discussion.

1.2.3 Crowdsourced Transcription

The crowdsourced transcription of handwritten documents has been

explored [19], particularly for historical texts. Examples include the Written

Rummage project [53], the Transcribe Bentham project [24], preliminary work

from the CSH project [83, 45, 46], and many others4. To support such crowd-

sourcing efforts, cultural heritage institutions such as the National Archives

and the Library of Congress have developed transcription infrastructures that

display these documents via web-based interfaces and enable the public to

type in the text they see. Examples of specialized platforms and tools include

FromThePage5, Scripto6, Transkribus7 [43], and T-Pen8.

These prior works and software tools focus on page-level transcription.

However, this approach is unsuitable for documents such as historical medical

records, court records, and prison records, where privacy-sensitive information

may be openly exposed to crowd workers. In contrast to manual page-level

transcription, our work employs machine learning techniques with humans in

the loop to semi-automatically produce transcriptions for word images that

have been automatically extracted from document scans.

4https://folgerpedia.folger.edu/Manuscript transcription projects
5https://fromthepage.com/
6http://scripto.org/
7https://transkribus.eu/Transkribus/
8http://www.t-pen.org/TPEN/
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Chapter 2

Approach

The Central State Lunatic Asylum for Colored Insane (CLACI), later

renamed to the Central State Hospital (CSH), was founded in 1870 in Peters-

burg, VA as the first mental health care facility for African Americans in the

United States [1]. Our work is being completed as part of the CSH Digital

Library and Archives project in which over 100 years of records and nearly

one million pages of historical documents from this establishment have been

professionally preserved and digitized. This collection, comprised of adminis-

trative, patient, and institutional records [45], is the most complete archive of

black mental illness in the country [1].

The final step of the project is to create an online digital library while

protecting the privacy of patients and other such sensitive information [1]. One

main challenge of this phase is to obtain the transcription of handwritten cur-

sive text. Optical character recognition tools only work well for printed docu-

ments, and though handwriting recognition and retrieval are active areas of re-

search in artificial intelligence, current state-of-the-art methods using machine

learning are not yet reliable enough to fully automate this task. As human

recognition of handwritten text still exceeds that of machines, crowdsourcing

8



has emerged as an effective and popular approach for historical handwritten

document transcription [19] (See Section 1.2.3). Despite this, crowdsourcing,

particularly in the context of this project, is not without its own challenges.

2.1 Dataset

One disadvantage of crowdsourcing is that crowds are typically anony-

mous. As such, crowdsourcing privacy-sensitive materials risks disclosure to

unintended parties and remains an open challenge [48]. Furthermore, current

software tools specializing in crowdsourced handwriting transcription operate

at the page level, making them unfeasible to use for privacy-sensitive docu-

ments such as medical or prison records. To this end, the CSH project has de-

veloped techniques for segmenting digitized scans of handwritten records into

images of individual words [63, 57]. By crowdsourcing these images, we remove

words from their overall context while still obtaining word-level transcriptions

that can be pieced together to reconstruct the original text [83, 45, 46].

The entire CSH collection contains over 800,000 professionally digitized

scans of handwritten and printed materials. Documents include administrative

records, such as legislative acts, land acquisition, architectural blueprints, an-

nual reports to the state governor, and board meeting minutes; patient records,

such as admission, treatment, furloughs, death, discharge, and ward books;

and institutional records such as sign-in sheets, newsletters, photographs, and

news article clippings [45]. Preliminary work done for the CSH project has

focused on word extraction and transcription of handwritten pages from the

9



board meeting minutes [83, 45, 46, 57]. These documents are considered to

be administrative records and generally contain much less private information

than patient records, thus minimizing risk of exposure. At the same time, the

board meeting minutes subset is considered to be representative of the rest of

the collection and as such is ideal for testing word segmentation and crowd-

sourcing/transcription approaches that would generalize to other handwritten

documents in the dataset. Following prior work done in the context of this

project, we use the set of word images extracted from the board meeting min-

utes [57]. Out of simplicity we refer to this word image dataset as the CSH

dataset.

2.1.1 Word Images

Figure 2.1 gives a high-level overview of the system used to extract word

images from the board meeting minutes documents and create the CSH dataset

[57]. The process can be summarized in three parts: binarization, line segmen-

tation, and word extraction. Given a document scan (i.e., a TIFF image file),

the input pixels are first converted to black/white using DjVu thresholding

[18] and page/scan borders are subsequently removed. After this, the aver-

age character height is estimated and the binarized image is blurred to help

identify regions of text lines [68]. Lastly, slant correction is performed at the

line-level using the Freeman chain code algorithm [62] and words are further

segmented from the line regions using structure tree-based word extraction

[92].

10



(a) Document scans (b) Binarization

(c) Line segmentation (d) Word extraction

Figure 2.1: At a high level, the CSH dataset was created using using bina-
rization, line segmentation, and word extraction methods. Figures taken and
modified from [57] with permission.

The CSH word image dataset was created with privacy-preservation in

mind. By crowdsourcing transcriptions at the word-level, the larger context

of the document is protected and the risk of exposing sensitive information

is minimized. However, as the segmentations rely on contrasting pixels and

connectivity, the algorithm is unable to distinguish words from artifacts of

scanning such as line rules, page edges, creases, and folds. Additionally, the

original documents are typified by errant marks, smudges, overlapping words,

scratched-out words, and other markings, further making segmentation more

difficult. Lastly, the texts are authored by multiple people, increasing the

variation of handwriting. This results in a unique and challenging dataset of

944,733 word images (see Figure 2.2).

11



Figure 2.2: Example word images randomly sampled from a CSH register (e.g.,
subset) of 160,478 images. Segmentation is difficult due to noisy text markings
and scanning artifacts, resulting in a challenging dataset.

2.2 Word Spotting

Greatly reducing the number of images to be crowdsourced presents

several advantages. In the case of paying platforms (e.g., Mechanical Turk),

this reduces the number of micro-tasks needed to be created and paid for. In

the case of volunteer crowd work and citizen science (e.g., Zooniverse), fewer

“uninteresting” words (e.g., the word the) would need to be transcribed. This

is particularly important, as volunteer annotators are motivated by personal

intrinsic goals [80, 76] rather than extrinsic rewards (e.g., monetary compen-

sation) and may be less willing to participate in projects they do not find

interesting [46]. Lastly, reducing the number of images reduces overall crowd-

sourcing time and results in faster document-level transcription time.

12



Rather than crowdsource nearly one million individual word images,

this work explores if current automatic handwriting analysis techniques can

reduce the number of images needed to be manually annotated. In particular,

we use the word spotting framework [63, 75] to identify images containing the

same word and group them together. Assuming such clusters are accurate, one

simple approach is to select an image from a cluster, obtain a transcription for

it, and then apply that transcription to the remainder of the words in the clus-

ter. Our use of word spotting with humans in the loop to semi-automatically

transcribe the CSH dataset is discussed in detail in Chapter 3.

2.3 Metadata Schema

Just as preliminary work in the context of the CSH project has focused

in part on word image extraction, an initial metadata schema has already been

designed and implemented [45, 46]. The current system tracks information

about each word image such as its physical file properties and original scan

properties. This work extends the current model by adding metadata regarding

an image’s cluster assignment and crowdsourced transcription results. The

resulting schema used in this work is shown in Figure 2.3, and a more detailed

description is provided in Appendix A. All data is stored in a non-relational

MongoDB database.

13



Figure 2.3: Overview of our metadata schema. Each word image has file,
scan, and transcription properties that are saved in MongoDB.
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Chapter 3

Methods

Our work is most closely related to Rath and Manmatha [75] in that

we use word spotting with humans in the loop to produce transcriptions for

an unlabeled dataset of word images. However, our methods contain key dif-

ferences. Firstly, the original word spotting framework was intended to index

handwritten text for the purpose of passage retrieval, and as such the authors

were interested in only labeling clusters of interesting words. This approach

only generates partial transcriptions, whereas we are interested in obtaining

complete transcriptions of all images, including those containing stop words

(e.g., the, in, of, etc.). Secondly, we improve upon the original approach by

leveraging modern word string embedding techniques and neural networks for

recognition and feature generation, using hierarchical density-based clustering

methods, and incorporating human intelligence from an online crowdsourcing

platform. Lastly, the CSH dataset used in this work is particularly challeng-

ing, as it contains imperfect image segmentations and is very noisy. Figure 1.1

shows the word spotting framework as used in this work.

15



3.1 Feature Extraction

Earlier efforts in word spotting and recognition used raw pixel values

(e.g., scalar and profile-based features [73, 54, 75]) or manually engineered

features such as SIFT [59] and HOG [26] descriptors (e.g., [77, 89, 4, 3, 5]),

sometimes as part of the visual-bag-of-words approach [25] (e.g., [2, 87]). After

extraction, features can then be used as input to supervised or unsupervised

learning models. However, rather than extract features separately, modern

approaches using deep neural networks (DNNs) combine feature generation

and classification in an end-to-end process. Additionally, deep architectures

are able to automatically discover and learn rich hierarchies of representations

from raw input data that lead to significantly better classification performance

when compared to hand-crafted features [55].

3.1.1 Pyramid Histogram of Characters (PHOC)

In this work, we use the Pyramid Histogram of Characters (PHOC)

[5] word string embedding as features for our dataset. A PHOC is a binary

pyramidal string representation which encodes whether a certain character

appears in a certain split of a textual word (e.g., at level 2 the word is split

into two parts, at level 3 the word is split into three parts, etc.). Encodings

of each level, plus the 50 most common English bigrams at level 2, are simply

concatenated to create the final representation. In [5], PHOCs are generated

from a dictionary and attribute embeddings are learned from word images.

The PHOCS and image embeddings are then projected to a learned common

16



subspace where they can then be compared using a nearest neighbors approach.

Afterwards, Query-by-String (QbS) word spotting can be performed to retrieve

images of specific text, thereby effectively allowing for word recognition to

be performed as well. A particularly notable advantage of this approach is

that the image representations are robust to case sensitivity and handwriting

variability (i.e., from multiple authors), thereby simplifying recognition and

retrieval efforts.

3.1.2 PHOCNet

Sudholt et al. introduced PHOCNet [88], a deep CNN for predicting

the PHOCs of word images. Their methodology improves upon [5] in that

embeddings for images and strings no longer have to be learned separately

and projected to a common subspace before comparison. By predicting the

PHOC of a word image, word spotting and recognition can be performed by

directly comparing image PHOCs with text PHOCs using nearest neighbors.

In this work, we use PHOCNet to produce PHOC representations for the CSH

dataset.

3.1.2.1 Architecture

CNNs are a type of deep neural networks that have achieved unprece-

dented success in computer vision for tasks such as image classification [51].

A typical CNN architecture is structured as a series of stages [55]. The first

several stages are composed of convolutional layers stacked on one another
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followed by a pooling layer. In the convolutional layers, a number of filters are

applied to the input to generate feature maps, which in turn serve as input to

the next hidden layer after ReLU (i.e., rectified linear units) activation to in-

crease non-linearity of the decision function. Pooling layers reduce the number

of inputs, thereby reducing the number of parameters to improve computation

speed and alleviate overfitting. This is usually achieved by subsampling the

max-value neuron from local regions of the input (i.e., max pooling). It is

through these convolutional stages that the network is able to first learn low-

level features and gradually learn higher-level representations.

Following the convolutional and pooling layers are more convolutional

layers and then several stacked fully connected layers. The fully connected

layers form a standard multi-layer perceptron (MLP) classifier and typically

also use the ReLU activation function, with the exception of the final layer,

which typically uses softmax or sigmoid activation. The outputs of this layer

are then fed as inputs into a loss function (e.g., cross entropy), and the error

is backpropagated to train the network by computing the gradients of the loss

function with respect to the learned weights and subsequently adjusting these

weights using gradient descent.

The architecture of PHOCNet [88] is overall very similar to that of a

typical CNN as just described. The network begins with two convolutional

stages, both of which are composed of two convolutional layers with ReLU

activation and a max pooling layer. More convolutional layers with ReLU

activation follow, however, after these layers is a special pooling layer that
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uses a technique called spatial pyramid pooling [39] which allows it to accept

inputs of different sizes but produce outputs with a constant size. Because of

this special pooling layer, PHOCNet is able to take images of arbitrary sizes

and still learn fixed-size representations to train its fully connected layers.

The fully connected layers are composed of two layers with ReLU activation

regularized by dropout [86] to reduce overfitting and an output layer without

activation that produces an output with dimensionality of the PHOC size (see

Section 4.1). Finally, the sigmoid layer outputs confidence probabilities for

each PHOC dimension, which we use in our loss function. By treating PHOC

prediction as a multi-label classification problem, the outputs of the network

can be used directly in a word spotting framework [88].

3.2 Image Matching and Clustering

Most prior work in word spotting has focused on image matching and

retrieval but not on clustering [75]. A number of pairwise image matching

techniques, conducted on early feature representations as described in Sec-

tion 3.1, have been explored [44, 75], including exclusive or (XOR), sum of

squared differences (SSD), Sott and Longuet-Higgins algorithm (SLH), Eu-

clidean distance mapping (EDM), shape context mapping (SC) [10], corner

correspondences (CORR) [79], and dynamic time warping (DTW) [74]. Rath

and Manmatha [75] go one step further and perform clustering on pairwise

distances computed from such image matching techniques.
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3.2.1 Known Number of Clusters

Many clustering algorithms require the number of clusters to be spec-

ified as a parameter. As the goal of word spotting is to cluster images of

the same word together, the number of unique words in the dataset (i.e., the

vocabulary size) is analogous to the number of clusters.

In the case that the vocabulary size is unknown, it can be estimated

using Heaps’ law [40]:

VR(n) = Knβ (3.1)

where VR is the vocabulary size, n is the size of the text corpus in words, and

K and β are free parameters determined empirically.

3.2.1.1 k-means Clustering

Rath and Manmatha [75] investigate clustering of a subset of 4,860 word

images from the Washington Database [33]. In particular, they use k-means

[61], one of the most common and widely implemented clustering algorithms.

k-means is an iterative centroid-based clustering technique in which k cluster

centers (i.e., centroids) are first randomly generated or selected from the data

points. Remaining data points are then assigned to the nearest centroid, after

which centroids are recomputed and updated by calculating the mean of all

data points in each cluster. This process repeats until convergence.

k-means requires the number of clusters (i.e., k) to be known. In [75],
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the authors assume the vocabulary is unknown and use Heaps’ law to esti-

mate the vocabulary size. They estimate K and β by fitting Heaps’ law to

the ground truth transcriptions of a different subset of 21,324 images. The

vocabulary size was found to be overestimated by 15%, though the authors

suggest that a larger fitting set may yield better predictions.

3.2.1.2 Hierarchical Clustering

Rath and Manmatha [75] additionally experiment with hierarchical ag-

glomerative clustering (HAC) [96] using a variety of linkage criterion. Hier-

archical clustering is connectivity-based and builds a hierarchy of clusters in

either a top-down (i.e., divisive) or bottom-up (i.e., agglomerative) approach.

In HAC, each data point begins in its own cluster. The two closest clusters, de-

termined by linkage criteria, are then merged as the hierarchy is built upwards.

The process repeats until only a single cluster remains.

Because HAC results in a single cluster, the number of clusters is not

strictly required to be known. However, having a single cluster effectively

yields no information, and as a result many implementations require this pa-

rameter to be specified. As they do with k-means, Rath and Manmatha [75]

use Heaps’ law to estimate the vocabulary size and number of clusters.

3.2.2 Unknown Number of Clusters

The clustering approaches in [75] are neither feasible nor practical for

real-world word image datasets in which labeled data is largely unavailable.
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For example, in this work, we are unable to predict our vocabulary size using

Heaps’ law as we have no ground truth transcriptions for CSH. Though we

could obtain labels for a subset of our data, a large corpus would be needed

to reliably fit Heaps’ law as discussed in Section 3.2.1.1. Obtaining such a

labeled subset may be effortful and expensive, and our approach generally aims

to avoid the need for labeled data at all. Because we are unable to reliably

estimate the number of clusters without requiring ground truth transcriptions,

k-means and agglomerative clustering are not suitable approaches for us to use

on CSH.

Density-based clustering methods have two distinct advantages over

algorithms such as k-means and HAC. Firstly, density-based clustering does

not require the number of clusters to be specified and instead intuitively dis-

covers clusters by grouping data points that are tightly packed together in

dimensional space [31]. Secondly, in relation to the first point, density-based

clustering identifies data points in low-density regions as outliers. Whereas

k-means and HAC merely partition data and thus cluster noise points with all

other data points, density-based approaches exclude noise points from clusters

[31] and thus yield more homogeneous (i.e., uniform) groupings.

3.2.2.1 DBSCAN

Density-based spatial clustering of applications with noise, or DBSCAN

[31], is an algorithm in which core and border data points in high-density

regions are clustered and data points in low-density regions are labeled as
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noise or outliers, where density is determined by the parameters minPts (i.e.,

minimum points) and eps (i.e., ε). A data point p is determined to be core

if there are at least minPts other data points within distance eps from p. A

data point q is border if there are fewer than minPts other data points within

distance eps from q, but q is still within distance eps from a core point p

or another border point q̄. Lastly, a data point q is noise if it is not within

distance eps from a core or border point p.

The only parameters required by DBSCAN are minPts and eps. The

number of clusters does not need to be known, eliminating the difficult task of

reliably estimating a potentially unintuitive parameter. Additionally, whereas

k-means and HAC with Ward’s linkage produce globularly-shaped clusters,

density-based methods such as DBSCAN are able to discover clusters of any

shapes. Lastly, DBSCAN is able to identify outliers which do not cleanly

fit into any cluster. Real-world data is often noisy, however, many clustering

algorithms including k-means and HAC will still assign noise points to clusters.

In word spotting, this is particularly undesirable, as we want to be able to

correctly assign a single label to all instances in a cluster. Isolating noise points

results in more homogeneous clusters, and noise points can be individually

crowdsourced to get more accurate transcriptions.

Despite its advantages, DBSCAN is not without its weaknesses either.

Though the number of clusters no longer needs to be known, minPts and

eps can also be difficult to select. Additionally, as these two parameters to-

gether determine cluster density, DBSCAN is unable to cluster data points
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with varying densities well. Furthermore, DBSCAN is not entirely determin-

istic: running the algorithm may result in different clusters, as border points

can be reachable from multiple sets of core points and may be assigned to any

of those clusters depending on the order which the data is processed.

3.2.2.2 HDBSCAN*

Campello et al. [23] introduce two extensions to DBSCAN that improve

upon its disadvantages. Firstly, DBSCAN* [21] is a modification1 of the origi-

nal algorithm in which clusters contain core points alone and border points are

instead considered to be noise [22], resulting in the algorithm being entirely

deterministic. Secondly, hierarchical DBSCAN*, or HDBSCAN* [21, 23], al-

lows for the clustering of data points at varying densities. At a high level,

this is done by conducting DBSCAN* over different values of eps, building

a cluster hierarchy using single linkage criteria (e.g., hierarchical clustering),

and extracting a flat clustering with the best cluster stability over eps [66].

As such, the original eps parameter from DBSCAN is excluded, and instead

a more intuitive minClSize (i.e., minimum cluster size) parameter is required

to be set. However, the original minPts parameter from DBSCAN still must

also be specified, and the difficulty in selecting its value remains the biggest

weakness of the algorithm [66].

Though a number of other hierarchical density-based clustering meth-

1Note that DBSCAN* performs more closely to OPTICS [6] and SSDBSCAN [56], other
extensions to DBSCAN, than to the original algorithm [23].
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ods and extensions to DBSCAN have been proposed (e.g., OPTICS [6]), we

choose to use HDBSCAN* for its performance and robustness over prior state-

of-the-art [23] and open-source availability [66].

3.3 Cluster Labeling

After clustering, the next step in the word spotting framework is to

manually identify and annotate “interesting” clusters to build a partial index

for the purposes of document retrieval (e.g., the word “hospital” occurs on

pages 7 and 8) [75]. As typical of natural language processing (NLP) and

information retrieval systems (IR), frequently occurring words that yield little

contextual or semantic value (e.g., the, in, of, etc.) are excluded from analysis.

In the context of word spotting and recognition, these so-called stop words and

their clusters similarly are not usually labeled, indexed, or retrieved (i.e., QbS

and QbE). However, in addition to excluding high frequency stop terms, Rath

and Manmatha additionally exclude low frequency words, which are considered

not to be descriptive of a document either. Following [60] and only selecting

index words from the middle of the term frequency distribution (cf. Zipf’s law

[98, 99]), Rath and Manmatha simulate human annotation of using the ground

truth of the George Washington database and only label clusters that have at

least three and at most 50 instances [75].
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3.3.1 Zooniverse

Unlike [75], our primary goal is transcription rather than retrieval.

As such, we are interested in crowdsourcing stop word clusters and outlying

“noise” images (see Section 3.2.2.1) typically excluded from word spotting and

recognition analyses. Preliminary work done for the CSH project has explored

using the Zooniverse citizen science platform [82] to crowdsource transcription

of the word image dataset. Specifically, Karadkar and Li [46] develop a pilot

CAPTCHA-like interface [94] in which users (e.g., annotators) are shown a

word image are asked to identify the image type (i.e., single word, partial

word, multiple words, or not a word) and provide a free-form text tran-

scription if applicable. We directly extend this work by implementing the code

to automate programmatic communication from our database to the Zooni-

verse server using the Panoptes API.
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Chapter 4

Implementation

4.1 Feature Extraction

We use PHOCNet pre-trained on the IAM Handwriting database [64] to

predict the PHOCs of the CSH word images. Networks pre-trained on other

datasets including the Washington database [33] and non-English datasets

have additionally been made available by the authors of [88]. We choose to

use PHOCNet pre-trained on IAM for the following reasons. Firstly, CSH is

composed solely of English words, thus restricting plausible choices to just IAM

and Washington. Secondly, though the CSH word images are also extracted

from historical records, the Washington papers are over 100 years older and

are thus stylistically much more different. Lastly, like IAM, our dataset is

composed of multiple authors, whereas Washington is considered to be single-

author. As such, IAM is our most reasonable choice.

We use two outputs from PHOCNet: the predicted PHOC labels and

the features from the last fully-connected layer. As the CSH word images have

already been binarized and deskewed (see Section 2.1.1), no further preprocess-

ing was needed to be done before feeding them to the network. Additionally,

the images did not need to have their dimensions normalized as the result
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of PHOCNet’s spatial pyramid pooling layer, though images with widths or

heights below a minimum threshold were automatically resized during run-

time. Similarly, images that were too large we scaled down to avoid memory

issues. Images that still violated the width or height threshold after resizing

were skipped. We ran PHOCNet on a single NVIDIA GeForce GTX 1070

GPU to produce our outputs.

PHOCNet pre-trained on IAM produces PHOCs of size 555. PHOCs

are calculated using the levels 1, 2, 3, 4, and 5 and using only the 37 unigrams

present in the training set (i.e., the 26 lower-case letters of the English alpha-

bet, the 10 numerical digits, and the dash character (i.e., “-”)). The authors

found that adding the 50 most common English bigrams at level 2 as done in

[5] did not affect performance and thus exclude them from the representation.

As such, the PHOCs have dimensionality (1+2+3+4+5)×37 = 555. Because

the predicted PHOCs are vectors of probabilities of whether a certain character

appears in a certain split of the word images, they can be directly compared

to other image or string PHOCs in a nearest neighbors fashion. Though the

PHOCs are actually multi-class labels, we treat them as “features” in the

context of this work.

We additionally experiment with using features from the last fully-

connected layer preceding the output and sigmoid loss layers. As CNNs first

learn low-level representations of the input data and gradually learn higher

level features, we obtain highest level representations learned by PHOCNet by

using features from the final hidden layer. These features have dimensionality
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4096 and are in theory much more discriminative than the PHOC vectors.

4.2 Image Clustering

We perform clustering of predicted PHOCs and high-level features from

PHOCNet using an open-source implementation of HDBSCAN*1 [66]. As the

algorithm performs clustering over multiple eps values, HDBSCAN* excludes

the eps parameter from DBSCAN and instead only requires minPts to be spec-

ified. However, HDBSCAN* can be further simplified to use a more intuitive

minClSize (i.e., minimum cluster size) parameter, from which minPts can be

set to (i.e., minPts = minClSize) [23]. The open-source implementation we

use is based on this simplified approach. For the distance metric, we choose

the Bray-Curtis dissimilarity measure as done by the authors of PHOCNet

[87, 88].

In practice, we found that running HDBSCAN* on our dataset with

this simplification yielded very high quality clusters, particularly for larger

values of minClSize. Unfortunately, though, this additionally always resulted

in very few clusters and very many outlier points. To address this issue, we

manually set and tuned minClSize and minPts separately, as setting minPts

to a lower value allows for more points to be considered core and included

in a grouping. However, we did not find this approach to yield significantly

different results.

1https://github.com/scikit-learn-contrib/hdbscan
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Figure 4.1: We run HDBSCAN* iteratively on the dataset “outliers” for grad-
ually decreasing minClSize and minPts parameters. In practice, this yielded
the most homogeneous clusters with the fewest number of noise points.

We instead choose to run HDBSCAN* iteratively on the dataset “out-

liers” for a gradually decreasing minClSize and using the simplification (Fig-

ure 4.1). By initially treating the entire dataset as noise and iteratively clus-

tering outliers, we progressively discover more clusters while continually de-

creasing the number of noise points at each step. This process continues until

minClSize < 2, as we do not want images to be in singular groupings, or until
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there are no more outliers, ultimately resulting in numerous clusters and a low

number of noise points. We conduct clustering on a Microsoft Azure Standard

E64 v3 Ubuntu virtual machine with 64 virtual CPUs and 432 GB of memory.

4.3 Crowdsourced Transcription Workflow

After obtaining clusters and noise points, we crowdsource their annota-

tion to the Zooniverse platform. Zooniverse projects are defined by a domain

model that is composed of multiple core components which abstract away

fine-grained details and specificities [82]:

• A user is a member of the Zooniverse’s crowd. In the broader scope of

crowdsourcing, they may also be referred to as citizen scientists, volun-

teers, and workers. Users may be registered with the Zooniverse platform

or participate anonymously.

• A subject is a thing which users annotate and otherwise interact with.

In the context of this work, word images serve as the subjects. Multiple

subjects crowdsourced together form a group.

• A task is an action required of a user with respect to the subject, and

multiple tasks comprise a workflow. Our current workflow is comprised

of two tasks: identifying the word type and providing a transcription if

applicable [46] (see Figure 4.2).

• A classification is a user-provided annotation or label of a subject
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(a) Identifying the word type

(b) Providing a transcription

Figure 4.2: The Zooniverse transcription interface. Users (e.g., annotators)
are first asked to identify the word type and then provide a transcription if
applicable.

and is the product of a task. Classifications are the core unit of human

effort in Zooniverse [82] and crowdsourcing in general.

• A project is simply the crowdsourcing project itself and is comprised

of all other components of the Zooniverse domain model [82]. Examples

include this work (e.g., the CSH Digital Library project [45, 46]) and the

Galaxy Zoo project [71].

Panoptes is the official API that implements the domain model and
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(a) Overview of our crowdsourcing system.

(b) The sender selects images to add to a subject
set, which is then crowdsourced to Zooniverse.

Figure 4.3: Overview of our crowdsourcing system. At a high level, the sender
selects images from the filesystem to be crowdsourced, and the retriever

queries Zooniverse for transcriptions and formats and stores them in Mon-
goDB.
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allows for the programmatic creation and management of crowdsourced citizen

science projects on Zooniverse. Our crowdsourcing system is shown in Figure

4.3a. All communication between our server and Zooniverse is conducted by

two Python scripts that make use of Panopto: the sender and the retriever.

The sender is responsible for selecting which images to crowdsource.

We aim to leverage our cluster analysis results to reduce the number of images

needed to be sent to Zooniverse. A simple strategy is to crowdsource only one

image from each cluster and all outlier images. In terms of the Zooniverse

domain model, the sender selects and uploads images as subjects and subse-

quently groups images into subject sets of size n, where 1 ≤ n ≤ 10000 and n

is a command line argument. Additionally, metadata associated with images

is also sent to Zooniverse, and similarly, metadata associated with Zooniverse

(e.g., subject set IDs) is saved back to MongoDB (see Section 2.3).

The retriever is the counterpart of the sender and queries Zooni-

verse for user classifications. Specifically, the retriever gets a CSV export

from which it extracts annotations and metadata of subject sets and individual

subjects and stores them in MongoDB. In the context of this project, classifi-

cations include the word image type and a textual transcription if applicable

(see Figure 4.2). Classifications for an image can be applied to other images

in its cluster, and the text of the original document can later be reconstructed

by piecing together these word-level annotations.
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Chapter 5

Conclusion

In this work, we present a modern variant of the word spotting frame-

work for transcribing a challenging word image dataset automatically extracted

from digitized cursive handwritten hospital records from the CSH collection

[1, 57]. Our approach aims to optimize monetary and time costs associated

with crowdsourcing by reducing the number of images needed to be explic-

itly transcribed by a human. By combining machine learning techniques with

human intelligence, we seek to efficiently obtain accurate word-level transcrip-

tions while maintaining the privacy of patient data.

5.1 Contributions

We improve upon the word spotting framework of [63, 75] by incor-

porating modern machine learning techniques and human computation and

develop an entirely open-source pipeline using publicly available resources. In

particular, we use the PHOC embedding [5] and PHOCNet pre-trained on

the IAM database [88] for deep feature extraction of our dataset, conduct

unsupervised hierarchical density-based clustering using HDBSCAN* [23, 66]

to produce homogeneous groupings of word images and identify outliers, and
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lastly implement a crowdsourcing system to obtain cluster labels from human

volunteers on Zooniverse [82] via a CAPTCHA-like interface [94, 46].

To our knowledge, our work is additionally the first privacy-sensitive

crowdsourced transcription workflow [83]. We accomplish this by extending

the metadata schema from preliminary work [45, 46] to record image cluster

assignments and crowdsourced transcription results. By obtaining a label for

a cluster, we can apply the label as the transcription for every word image in

the grouping. In turn, by associating a word image to the positional location

of the page from which it was extracted, these word-level transcriptions can

be pieced together to reconstruct the text of the original document. Our ap-

proach is particularly suited for privacy-sensitive datasets in which the legacies

of associated parties may be negatively impacted by disclosure. By extracting

words images from scans of whole documents and crowdsourcing them individ-

ually, we remove words from their overall context and thereby reduce the risk

of exposing private information to unintended individuals and groups (e.g.,

crowd workers).

5.2 Discussion and Future Work

In this work, we primarily focus on the theoretical feature representa-

tion/extraction and clustering aspects of the word spotting framework. Though

we present an updated framework and motivate using specific technologies, it

is important to acknowledge that the original word spotting framework from

[63, 75] is modular. Just as we choose to use PHOCNet and HDBSCAN*, oth-
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ers could easily substitute in feature extraction and clustering methods of their

choice, particularly as new advances in computer vision, handwriting recog-

nition, and exploratory data analysis emerge. Similarly, other crowdsourcing

designs and platforms such as Mechanical Turk could also be explored. Im-

mediate next steps in the scope of this work include large-scale clustering of

the CSH dataset, cluster analysis/hyperparameter tuning, and crowdsourced

cluster labeling. We leave further development, experimentation, and practical

application as future work.

5.2.1 Computation Time

Rather than run the clustering algorithm once, we choose to run HDB-

SCAN* iteratively on the dataset “outliers” for a gradually decreasing minClSize.

By initially treating the entire dataset as noise and running HDBSCAN* itera-

tively on the outliers for gradually decreasing minClSize and minPts parame-

ter values, we were able to achieve both a high number of homogeneous clusters

and a low number of noise points. However, this approach is extremely time-

consuming. Running the algorithm once on a register (e.g., subset) of 160,478

took several hours to complete; running the algorithm 100 times in succession

took several days. Such an iterative approach may be untenable for very large

datasets.

One simple way to help alleviate this issue is to conduct dimensionality

reduction of features. HDBSCAN* performs best for features of dimensionality

around 50 to 100, but performance severely degrades for higher dimensionality
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features [66]. In this project, reducing PHOC or feature vectors to just 100 or

fewer components may result in too much information loss. However, reducing

dimensionality using methods such as principle component analysis (PCA)

[41] would still be beneficial to speed up distance matrix computation time.

Additionally, reducing dimensionality can also help reduce noise and lead to

better clustering results.

5.2.2 Word Recognition

Future work may also incorporate word recognition and perform word

spotting only on images for which recognition confidence is below a certain

threshold. This would reduce the number of images needed to be processed

(i.e., extracted features and clustered), thereby reducing computation time.

Additionally, even fewer images would need to be crowdsourced, further re-

ducing monetary costs. Though adding such automated methods would have

been beneficial, we were unable to reliably use them in this work (see Appendix

B).

We use predicted PHOCs for word images as one set of features to

be clustered. However, as discussed in Section 3.1.1, image PHOCs can be

directly compared to word string PHOCs in a QbS word spotting scenario, ef-

fectively allowing one to conduct word recognition. Using the Unix words file

and removing instances with characters not present in the IAM database (see

Section 4.1), we created a dictionary of English word PHOCs and retrieved

the five nearest neighbors for each image PHOC using the Bray-Curtis dissim-

38



ilarity metric [87, 88]. Unfortunately, we empirically observed that the nearest

neighbors (e.g., the top “predictions”) were nowhere near close to correct to

the actual words present in the images. While we were still able to obtain

high quality clusters using PHOCs, we were unable to reliably incorporate

this approach into our framework. Though the authors of PHOCNet report

state-of-the-art QbE and QbS performance on IAM, we believe our poor re-

sults are a consequence of the domain mismatch problem: the dataset (i.e.,

IAM) which the network was trained on is simply too different than the new

dataset (i.e., CSH) which it is being run on.

Our second attempt used the Microsoft Azure Computer Vision API for

text recognition which predicts the text in an image containing handwritten

words. We found that the API was not able to even detect the presence of

text in the majority of the dataset, and for images that it was able to give

a prediction, the prediction was usually far from correct. As a result, we

were unable to use this API in our framework either. We again posit that

the poor performance is a possible result of domain mismatch, though it also

possible that the machine learning model behind the API was not trained

to recognize text at the word level. As recognition and spotting approaches

continue to improve, we believe it would be beneficial to revisit incorporating

such methods in our pipeline.
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5.2.3 Selecting an Image from a Cluster

To facilitate word image transcription via Zooniverse, we design and

implement a software system based on [46]. While the system seeks to obtain

cluster labels, the current image selection approach is naive and assumes a

best-case scenario. For example in Figure 4.3b, suppose the third word in

the cluster was crowdsourced. The obtained transcription (e.g., “committee”)

would be used to wrongly annotate all other images in the cluster. Rather

than randomly selecting an instance from a cluster to crowdsource, a more

robust process is needed. Generally, the next steps of this project should focus

on the refinement and execution of the crowdsourcing phase.

5.2.4 The CSH Project

Experimentation and evaluation thus far have been limited to just the

board meeting minutes subset. In the larger context of the CSH project,

there are more handwritten documents other than this subset that need to

be transcribed. Immediate next steps would be to apply the word segmen-

tation, word spotting, and crowdsourcing approaches presented in this and

preliminary work to the remainder of the CSH handwriting scans, which may

be structurally different and contain more varied writing styles from multiple

authors. In this work we chose to use the PHOC word embedding and PHOC-

Net system pre-trained on IAM, as they inherently allow for the recognition

and retrieval of words authored by multiple people. As the board meeting

minutes subset is considered to be authored by just one person, future work
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should investigate whether the predicted PHOCs/extracted features for the

entire collection still results in homogeneous clusters.

Lastly, we are interested in releasing the word images extracted from

the collection as a public open-source dataset. We believe such a challenging

real-world, noisy, and large-scale handwritten word image dataset with mul-

tiple authors would be of great interest to researchers studying problems in

handwriting analysis such as word recognition and spotting, character recog-

nition, etc. This complete dataset would be released once image names have

been completely anonymized, transcriptions have been obtained and verified,

and images containing personally revealing information such as names have

been identified and removed to prevent potential full reconstruction of the

documents [27, 36] and thereby maintain privacy of the content.
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Appendix A

Additional Tables and Figures

A.1 Word Extraction System

Figure A.1: Detailed overview of the word extraction system used to create
the CSH dataset. Figure taken from [57] with permission.
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A.2 Detailed Metadata Schema

Label Property Range Usage Oblign.
id . id String The ID gener-

ated by Mon-
goDB

1

scan .scan File The file proper-
ties for this im-
age

1

file .file Scan The page from
which this image
was extracted
and its proper-
ties

0 - 1

transcription .transcription Transcrip-
tion

The transcrip-
tion status and
current labels
for this image

0 - 1

(a) Image properties

Label Property Range Usage Oblign.
Original file
path

.file.origPath String The path with
original file
name

1

Anonymized
file path

.file.anonPath String The path with
anonymized file
name

1

Height .file.height Number The height of
the image in pix-
els

1

Width .file.width Number The width of the
image in pixels

1

Size .file.size Number The size of the
image in bytes

1

(b) File properties
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Label Property Range Usage Oblign.
Line number .scan.lineNum Number The line num-

ber from which
this image was
extracted

1

Item group
number

.scan.item-
GroupNum

Number The register in
which this image
is a part of

1

Word number .scan.word-
Num

Number The word num-
ber from which
this image was
extracted

1

Scan number .scan.scan-
Num

Number The page num-
ber from which
this image was
extracted

1

X pixel loca-
tion

.scan.pixel-
LocX

Number The x pixel lo-
cation of the im-
age with respect
to the page

1

Y pixel loca-
tion

.scan.pixel-
LocY

Number The y pixel lo-
cation of the im-
age with respect
to the page

1

(c) Scan properties
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Label Property Range Usage Oblign.
Cluster ID .transcription

.clusterId
String The number of

the cluster to
which this image
belongs

1

Subject set
ID

.transcription

.subjectSetId
String A Zooniverse

subject set ID
to which this
image belongs

1

Type .transcription
.type

Answer The aggregated
image type from
labeler responses

0 - 1

Label .transcription
.label

Answer The aggregated
image label from
labeler responses

0 - 1

Responses .transcription
.responses

List: Re-
sponses

The list of la-
beler responses

0 - 1

(d) Transcription properties

Label Property Range Usage Oblign.
Labeler ID .labelerId String The Zooniverse

ID of the labeler
0 - 1

Image type .type String The type of im-
age the labeler
indicated (i.e.,
not a word, par-
tial word, single
word, multiple
words)

1

Image label .label String The word in the
image indicated
by the labeller

1

(e) Response properties

Table A.1: Detailed description of our metadata schema. Each word image
has file, scan, and transcription properties that are saved in MongoDB.
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Appendix B

Word Recognition Experiments

Figure B.1: We generated a dictionary of PHOCs using the Unix words file to
perform QbS (Query-by-String) spotting to try and reduce the number of word
images needed to be clustered and labeled. However, we empirically observed
that the top retrieved words were very different than the actual text in most
images.
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Figure B.2: We used a commercial handwriting recognition API to try and
reduce the number of word images needed to have features extracted to be
clustered and labeled. However, the API was not able to detect text in the
majority of our images.
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Appendix C

Dataset Visualizations

t-distributed stochastic neighbor embedding (t-SNE) [91] is a popular

non-linear dimensionality reduction algorithm for data visualization in which

high dimensional features are projected to a 2D space. We use an open-

source implementation of t-SNE1 with Barnes-Hut approximation [90] and

Bray-Curtis dissimilarity [87, 88] to visualize the predicted PHOCs and ex-

tracted features from a CSH register (e.g., subset) of 160,478 word images. As

using the full dataset would be very computationally expensive and over-crowd

the visualization, we randomly sample 10,000 images and generate plots for

their PHOCs/features. Figures C.1a and C.1d show the dataset without di-

mensions initially reduced, while the remaining figures show the dataset after

PCA [41] has been conducted.

Generally, we would expect to see visible dense regions of points (e.g.,

clusters) surrounded by white space or sparser points. Though the PHOC

visualizations show more discriminative groupings as such, none of these visu-

alizations actually yield particularly helpful information. This may be because

the random samples are representative of the dataset, and as a consequence,

1https://github.com/DmitryUlyanov/Multicore-TSNE
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(a) Features with n = 4096 components (b) Features with n = 200 components

(c) Features with n = 100 components (d) PHOCs with n = 1.00 variance

(e) PHOCs with n = 0.95 variance (f) PHOCs with n = 0.90 variance

Figure C.1: Visualizations of predicted PHOCs and extracted features with
and without dimensionality reduction using t-SNE. 10,000 instances were ran-
domly sampled from a register of 160,478 images.
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information about the underlying manifolds is not used [91]. The authors

instead propose a random-walk version of t-SNE that automatically selects

and displays a random subset that makes use of information from the entire

dataset [91]. The implementation we use does not provide this functionality,

though it is likely that we would generate more representative visualizations

using the random-walk version of t-SNE.
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