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Abstract 

 

Electricity Price Forecasting: A Deep Learning Approach 

 

Kenneth Henry Lee Jr., M.S.E. 

The University of Texas at Austin, 2018 

 

Supervisor:  Sriram Vishwanath 

 
Locational marginal pricing (LMP) is a pricing mechanism used in electricity 

transmission systems which reflects price differentials based upon locational availability 

and system constraints. If a load in the system cannot meet its demand from the cheapest 

available generation sources, then it must draw power from more expensive sources, 

causing a price differential, also called congestion. Many electric transmission systems 

around the world have adopted this policy in order to reflect this reality and create a more 

transparent pricing environment. Electricity price forecasting (EPF) is used to make 

several important economic decisions across the grid, both for generation and load 

entities, including bidding, trading, and arbitrage. EPF has been studied extensively for 

the past twenty years, the most successful models relying on multilayer perceptrons 

(MLPs) or recurrent neural networks, but only focus on univariate time series. With the 

plethora of data available in the EPF setting, new developments in deep learning can 

leverage multivariate relationships and improve upon simpler models used in the past. In 

this report, we employ a modification of the WaveNet architecture for electricity price 

forecasting of the Day-Ahead-Electricity Market (DAM) in the Electricity Reliability 

Council of Texas (ERCOT) grid.  
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INTRODUCTION 

Motivation  

Electricity prices are among the most complex time series signals to examine 

because of their inherent dependence on stochastic processes such as weather, economic 

activity, and resource availability. Prices arise as a result of an optimization problem run 

by the independent system operator (ERCOT for Texas) which ensures supply equals 

demand at the lowest possible costs while meeting line flow constraints. The prices at 

each node in the system may differ due to congestion, a situation where a load entity 

must draw power from a less optimal, more expensive resource due to constrained access 

to a less expensive resource. The price differentials that arise can result in losses for 

resource and load entities and are typically hedged against using congestion revenue 

rights (CRRs) which entitle the owner to revenue proportional to the difference in price 

between two specific nodes in the grid. Forecasting LMPs provides a means to arbitrage 

congestion and mitigate losses. Many studies have focused on univariate price 

forecasting, utilizing lagged feature sets and co-variates as inputs to a forecasting 

algorithm. In this paper, we consider the problem of congestion arbitrage: forecasting the 

prices of nodes in the system allows for better valuation of financial instruments called 

Congestion Revenue Rights (CRRs). CRRs are contracts defined between two nodes in 

the transmission system, which entitle their owner to revenue proportional to the price 

differential between nodes. The value V of a CRR between nodes A and B with line flow 

F(t) for a given time period T is:  

 

where LMPA (t) and LMPB (t) are the locational marginal prices at nodes A and B, 

respectively at time t. We treat this objective with two approaches: forecasting LMPA(t) 

and LMPB(t) individually using auto-regressive features and casting the problem as 
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multi-input multi-output (MIMO) regression, wherein we predict the prices at several 

nodes in the grid simultaneously in a vector auto-regressive framework. The line flow 

F(t) between nodes is not publicly available information from ERCOT, so valuation of 

CRRs by forecasting the LMPs must be considered with caution. Our main contribution 

is adapting the WaveNet architecture as in [1, 2], which shows significant improvement 

over traditional models used in this field.  

Previous Work 
The task of electricity price forecasting has been explored for the past 

twenty years with diverse approaches involving game theory, differential 

equations, statistical models, and artificial neural networks. Game theoretic and 

fundamental models have demonstrated success but require complex simulations, 

a plethora of data, and strong assumptions to be made about the system and agents 

at play. Statistical models and artificial neural networks sacrifice the 

interpretability of game-theoretic and first principle models, but require less data 

and are computationally efficient, and so we only focus on this subset of models 

[3]. Even within statistical models, data preprocessing and feature selection is a 

huge hurdle that often takes more effort than model selection. These techniques 

may include correlation and mutual information analysis, but are very limited in 

effectiveness due to the linearity of correlation and the quantization of data for the 

calculation of mutual information [4]. Furthermore, if model capacity cannot 

incorporate complex behavior such as seasonality via parameters, then that 

behavior is typically modeled via a series of additive models, each of which must 

be determined carefully. For this reason, the multilayer perceptron has been one of 

the most popular model for EPF, due to simplicity to implement coupled with 

effectiveness to model complex relationships between variables [5]. Although an 

intensely studied field, EPF lacks standardization of datasets and error metrics, 

likely because the task has more proprietary than academic interest. It is difficult 
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to evaluate performance of models when different grids are studied under different 

metrics, particularly in the case of ERCOT due to Texas’ diverse and volatile 

energy profile and due to lack of published works on EPF for the Texas grid [3].  

Contribution 
The strength of deep learning lies in feature extraction: automatically 

preprocessing raw input data into useful, abstract features for regression or 

classification. Our contribution is to apply an end-to-end model that requires 

minimal preprocessing and produces accurate forecasts with a minimal number of 

parameters. We compare performance of a WaveNet variant with two of the status 

quo algorithms used in the field today, autoregressive moving average models 

(ARIMA) and the multilayer perceptron (MLP). ARIMA is one of the most 

popular time series models, while MLP has proven success in EPF, most recently 

achieving as low as 5.69 mean-absolute error for the Spain transmission grid in 

2016 [5]. We sample 10 nodes in the Texas Transmission grid, each of which have 

several partner nodes with which they have corresponding CRRs. We attempt to 

forecast the prices of each of these 10 nodes using individual price histories and 

the histories of their partner nodes using ARIMA, MLP, and the WaveNet variant 

for the year 2015-2016.  
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Models 

We pose the problem in the regression framework, where we forecast the real-valued 

prices xˆ(t). We utilize the mean squared error as the loss function for MLP and ARIMA 

models:  

 
where xˆ(t) is the forecasted value and x(t) is the true value of the price series. Similarly 

mean absolute error (MAE) is used as the loss function for WaveNet and also as the 

evaluation metric for all models:  

 

ARIMA 

Let Xp
t be the vector of lags of a time series Xt starting at Xt−1 to Xt−p: Xp

t = [Xt−1, Xt−2, 

..., Xt−p] An ARIMA model defines the expected value of a time series X at time t to be a 

linear combination of lagged values and previous error terms plus white Guassian noise.  

 

where Xp
t, Eq

t are vectors of the time-series and prediction errors, respectively, μ is a 

constant assumed to be zero for a series with zero trend. The simplest of forecasting 

models, ARIMA offers efficiency and interpretability at the expense of high bias and is 

fitted by least-squares. ARIMA also assumes a stationary time series, which is 

almost never the case for EPF. The vector auto-regressive model (VAR) is the 

multivariate extension of the ARIMA model. For a VAR model predicting k 

different time series simultaneously:  
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where Xt is the vector of values of all k time series at time t, the βi are kxk matrices of 

parameters, and Et is kx1 vector of error terms.  

Multilayer Perceptron 
The multilayer perceptron (MLP) models the prediction of a time-series X at time t to be 

a non-linear composition of functions of the input features.  

 
Figure 1: Architecture for an MLP (biases not shown) 
 
 

 

 
where w1, w2, b1, and b2 are learnable parameters trained using back-propagation. The 

MLP can be extended to the multivariate case by simply including lagged features of all k 

time series in the input layer and having k nodes in the output layer, corresponding to the 

forecast values for each of the k time series.  
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WaveNet 
WaveNet is a convolutional deep neural network recently developed for audio 

generation but has been adapted for time series prediction [1]. WaveNet models the joint 

distribution of a sequence x as a product of conditional distributions.  

 

 
where N is the size of the training set. Each conditional distribution conditions the value 

of the time series x at time t on the entire history of the time series prior to time t. The 

dilated, causal convolution is the base operation performed by WaveNet on input 

features (time lags) and directly models the conditional distributions in (8). The 

convolution operation on a time series is simply a learned moving average filter. A 

causal convolution incorporates only lagged feature values in its receptive field, 

thus it is not ”centered” like a typical moving average filter. A dilated convolution 

widens the receptive field by inserting zeros between entries in the filter, allowing 

for longer-term dependencies to be learned with less parameters (filter weights) 

[6]. A feature map f(i) learned from a sequence x(i) via a dilated convolution is 

given by:  

 
A stack of dilated causal convolutions has the number of parameters grow linearly with 

the receptive field size (Fig. 2); without dilation the number of parameters grows 

exponentially with receptive field size [6]. At prediction time (once parameters are 

learned and fixed), the receptive field is effectively how far back into the past the 

network looks to make the current prediction. Therefore, the receptive field for WaveNet 
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is analogous to the size of Xp
t for an MLP, except WaveNet uses much less parameters. 

For a receptive field of size L = || Xp
t ||0 and filter size equal to 2, the number of 

parameters for WaveNet is 2*(L-1) whereas for an MLP the number of parameters is 

h*(L+1) where h is the size of the hidden layer and typically h is much larger than 2.  

 
Figure 2: Stack of dilated convolutions with filter width equal to 2 
 

Given an input time series x, we try to drive a neural network to learn a desired 

mapping H(x), representing the 1-step-ahead forecast of the time series. If an identity 

mapping were the optimal mapping, that is, if the trivial forecast were optimal (i.e. the 

underlying process is a random walk), learning the residual F(x) = H(x) − x is easier [7]. 

Residual learning is accomplished by simply adding the input to a layer to the output of a 

layer, where the output of a layer is then H(x) = F(x) + x. Furthermore, forcing a network 

to learn the residual leads to faster training and lower training and generalization error 

[7].  
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Figure 3: (Left) layer of WaveNet involving a dilated convolution followed by ReLu 
activation with residual learning (Right) full architecture of WaveNet adapted for time 
series 
 

Although batch-normalization was incorporated in [2] and has yielded great 

success in other domains, we feel it is not appropriate in the context of non- stationary 

time-series prediction. Batch-normalization ensures that the input into layers of a neural 

network are normalized, because this allows the network to train faster and even acts as a 

regularizer [8]. Scale and offset parameters are learned for each layer which ensure this 

condition is met. However, for a non-stationary time series, mean and variance of the 

training time-series and thus of subsequent activations may be drastically different than 

for the test time-series. Therefore, the scale and offset parameters learned to normalize 

layers of the training series will not normalize layers of the test series, resulting in 

predictions that are significantly incorrect.  
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In contrast to most deep learning settings, there is only one training sample, i.e. 

the entire time series. Thus there is no need for batch training as the entire time series can 

fit easily into memory, and all predictions at training time can be made in parallel. 

Whereas with an MLP, training samples consist of target values x(t) and lagged features 

XL
t , meaning creating the training set requires dupli- cating values of the time series, 

creating a matrix of size L*N where L is the length of the receptive field and N is the 

length of the time series. This is prohibitively expensive for long time lags and requires 

that predictions be made sequentially or parallel in batches. Training and test sets are 

created by splitting the time series in two and testing on the most recent data. Back-

propagation is used to learn the filter weights, after which the test set is fed into 

WaveNet. Since the filter weights are fixed at test time, the prediction xˆ(t) depends 

only on the vector XL
t where L is the size of the receptive field. In a regression 

setting, WaveNet does not produce a probability distribution for predictions, so we 

simply take an average of predictions over B random initializations of parameters 

to approximate the expected value:  

 
We have specified how to perform 1-step-ahead prediction with WaveNet. For k-

step-ahead prediction, two approaches are appropriate: recursively feeding in subsequent 

predictions into WaveNet to produce predictions that depend on previous predictions or 

regressing on further lagged values. The first approach is the one followed in the original 

WaveNet paper, but is unlikely to yield good results for time series, since error 

propagation will be more pronounced in a regression setting. The second approach is 

more amenable to time series, but requires retraining for each k-step horizon desired. In 

this paper, we only explore 1-step-ahead (1 hour) forecasts.  
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IMPLEMENTATION 

Data 
We collected 5 years of hourly price series from ERCOT from January 1st, 2011 

to May 23rd, 2016. There are over 13,000 nodes in the Texas grid. The training set 

consisted of the first 4 years of data from January 1st, 2011 to May 23rd, 2015, while the 

test set is the remaining year through May 23rd, 2016. We keep an entire year as the test 

set to evaluate performance on all 4 seasons, including the highly volatile summer 

months of Texas. Ten nodes were selected from the grid such that each node had non-

zero price values for the 5-year duration and each node had more than 10 partner nodes 

for CRRs. Thus we only selected nodes that were ”well- connected” in the CRR market.  

 
Figure 4: LMPs for the node CAL CALGT1 and all of its partner nodes in the CRR 
market. 
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Hyperparameters 
LMP price series exhibit multiple-seasonality, non-stationarity, outliers, and 

missing data. The auto-correlation function for an LMP price series is only significant up 

to the seven-day lag, beyond which there is little correlation between the current price 

and past prices. Because LMP prices are produced by an optimization problem whose 

constraints involve short-term or immediate dynamics, when predicting the current price 

we need only consider short-term dependencies (within seven days of the current price) 

(Fig. Therefore, we set the receptive field size to be 175, allowing WaveNet to capture 

dependencies of on the 168th hour (7th day). We set the number of dilation filters to be 

32 with filter width equal to 2. We train for both MLP and WaveNet for 5000 epochs 

with a learning rate of 1e-4 (Fig. 5).  

 
Figure 5: Autocorrelation for a price series. 
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Preprocessing 
Most time-series models require some sort of preprocessing to make a series x 

stationary, i.e. statistics such as mean and variance do not vary over time. A common 

transform performed to achieve this is log-differencing:  

 
which roughly translates to the 1-step percent change in the time series. While q(t) may 

not be completely stationary for all moments, it is typically stationary for lower order 

moments. To achieve an adequate comparison between models, log differencing was 

performed for all three models before training and inference.  

Setup 
WaveNet was trained on a machine with two Xeon E5 processors and two Titan 

Xp GPUs. Training a single price series was able to complete within two minutes. 

WaveNet for time series was implemented in Tensorflow and code was adapted from [9]. 

ARIMA and MLP were implemented using scikit-learn [10].  
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RESULTS 

WaveNet exhibits significant performance over MLP and ARIMA in the 

univariate autoregressive case. The models perform similarly in the multi-output 

autoregressive case. This could be a result of choice in loss function as MAE does not 

capture the individual contributions of output variables to the gradient during learning, 

unlike in classification where a softmax layer can confer the contributions of different 

classes. It is not obvious what loss function should be chosen in multi-output regression, 

but MAE was chosen because of its use in [2]. We also demonstrate the models’ relative 

performance with and without log-differencing. Performance is exceptionally poor for 

MLP and ARIMA without log-differencing. During summer 2015, the most volatile 

season in Texas, MLP and ARIMA struggle to capture the latent regularity in prices, and 

the outliers plummet performance. During a more temperate month, the models converge 

again in performance. WaveNet does not require log-differencing and is still able to 

capture the weekly seasonality of the price series.  

 
Table 1: MAE for auto-regressive forecasts. 
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Table 2: MAE for multi-output regression. 
 
 
 

 
Figure 6: log-differenced 1-step forecasts for the node CAL CALGT1. Each point 
represents the forecast at time t given the actual history before time t. 
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Figure 7: 1-step ahead forecasts of raw price series during summer 2015. 

 
Figure 8: 1-step ahead forecasts of raw price series during winter 2015. 
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Conclusion 

WaveNet demonstrates significant success in forecasting prices of individual 

series, given no other co-variates. Mulit-output regression is still an open problem and 

WaveNet is not immune to the struggles associated with this task. Likely a better choice 

of loss function would lead to improved performance. Dynamic Time Warping (DTW) is 

a promising possibility and there are recent developments that offer a differentiable form 

of the loss function [11]. Though appealing, the implementation of this loss function 

requires manipulation of solvers of Tensorflow. Valuation of CRRs could be achieved via 

individual forecasts of prices using WaveNet. More information such as grid structure 

and line flows could offer even better performance.  
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