
 

 

 

 

 

 

 

 

 

Copyright 

by 

Nathan Andrew Hickey 

2018 

 

 



The Report Committee for Nathan Andrew Hickey 

Certifies that this is the approved version of the following report: 

 

 

Optimizing Dynamic Mesh Colliders using Search Algorithms 

 

 

 

 

 

 

 

 

APPROVED BY 

SUPERVISING COMMITTEE: 

 

 

 

Sarfraz Khurshid 

 

 

Christine Julien 

 

  

Supervisor: 



Optimizing Dynamic Mesh Colliders using Search Algorithms 

 

 

 

by 

Nathan Andrew Hickey 

 

 

Report 

Presented to the Faculty of the Graduate School of  

The University of Texas at Austin 

in Partial Fulfillment  

of the Requirements 

for the Degree of  

 

Master of Science in Engineering 

 

 

The University of Texas at Austin 

May 2018 



 Dedication 

 

This report is dedicated to my patient and loving wife Monica, who endured 

countless hours of time spent away from me as I remained hidden away at my desk 

working on this project. I thank her for all the hot tea and cookies she brought to me as I 

worked. Also, I’d like to dedicate this report to my dog Fargo, who by now is convinced I 

love the computer more than her. I assure you Fargo, that is not the case.  

 



 v 

Abstract 

 

Optimizing Dynamic Mesh Colliders using Search Algorithms 

 

Nathan Andrew Hickey, M.S.E. 

The University of Texas at Austin, 2018 

 

Supervisor:  Sarfraz Khurshid 

 

Mesh colliders provide the basis for representing any non-standard geometry 

within a physics simulation. Collision detection on large meshes often relies on Bounding 

Volume Hierarchies (BVH) to reduce the number of collision pairs when checking for 

collisions. However, if the mesh is dynamic (meaning the vertices are allowed to move 

independently to morph the mesh), then continuously updating a large BVH can be too 

computationally expensive for real-time simulations. This report proposes a solution for 

optimizing large dynamic meshes to allow for real-time dynamic terrains in physics 

simulations. Terrains often use large mesh colliders; however, the proposed solution, 

dubbed Smart-Mesh, works by dynamically generating smaller mesh colliders from the 

triangles within the larger mesh. These smaller colliders follow other colliding objects 

near the larger mesh. Smart-Mesh uses graph search algorithms, including Best-First 

Search and Breadth-First Search, to find and collect a set of vertices that are closest to 

other colliding objects. Through these optimizations and others mentioned in this report, 

the complexity of updating mesh colliders for large dynamic meshes is reduced from O(n 
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log n) to O(n) for the general case, and to O(1) for the case when simplifying 

assumptions are made about the mesh. 
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Chapter 1:  Introduction 

The purpose of this report is to examine techniques for optimizing dynamic mesh 

colliders in physics engines. Physics engines are used in a variety of applications from 

video games to film to virtual surgical training [1], and allow a real-time1 approximation 

of how physical systems behave by simulating physics in a virtual world. An important 

component of physics engines are colliders, which are used to define the shapes of virtual 

objects. Colliders can also be used to define regions within the simulation, such as force 

fields or wind zones, but this report will focus on the use of colliders to represent the 

shape of the objects in the simulation.  

In video games or physics simulations, one common object that requires a large2 

mesh collider is the terrain. For most situations, this terrain is static; however, there are 

situations when it is desirable to have a dynamic terrain. For example, approximating the 

surface of a body of water, deforming the terrain due to player interaction, or creating 

moving obstacles that are part of the terrain. In the author’s opinion, dynamic and 

deformable terrains are an interesting game mechanic that is underutilized in modern 

video games, in part due to the performance overhead of updating large mesh colliders in 

real-time. This report proposes a solution for enabling real-time, dynamic mesh colliders 

for the purposes of dynamic terrains and surfaces. While the focus here is on large 

dynamic terrains, the methods presented can be extended to support any large collision 

meshes. 

The proposed solution, dubbed Smart-Mesh, is to dynamically generate small3 

mesh colliders in the vicinity of other colliding objects using vertices from the larger 

                                                 
1 60 Frames Per Second or greater 
2 Greater than 250 vertices   
3 Less than 100 vertices 
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mesh. For static terrains, the mesh used for the collider and the one graphically displayed 

are the same mesh, meaning both the physics engine and graphics pipeline point to the 

same mesh data in memory4. However, for Smart-Mesh, the large mesh is still stored in 

memory and displayed in the simulation; but, there is no physics collider associated with 

this large mesh. Instead, small colliders are dynamically generated near other colliding 

objects. The first implementation of Smart-Mesh was done as part of a class project, and 

implemented using Unity [2]. Figure 1 below shows a snapshot of Smart-Mesh while the 

simulation is running.  

Figure 1: First Implementation of Smart-Mesh 

                                                 
4 This is a approximation and not always the case. If accurate collision geometry is not required, the terrain 

may use a simplified mesh for the physics collider and only use the detailed mesh for the graphics pipeline, 

but both are typically static meshes.  
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In Figure 1, the blue terrain is the large dynamic mesh that is being continuously 

deformed with circular sine waves. This image shows a single frame of the simulation. 

When viewing the simulation in real-time, the circular waves are moving inwards 

towards the center of the mesh. The triangles that make up the large mesh have been 

highlighted in red to provide a better visual of the shape of the mesh.  The orange area is 

the small mesh collider that was generated using the vertices and triangles of the larger 

mesh nearest to the sphere. The sphere is the only other colliding object in the scene, but 

the technique can be extended to support multiple colliding objects, each with their own 

small mesh collider that follows them around the terrain. Note that while the small 

collider is highlighted in orange to help illustrate the concept, the small colliders can be 

configured to be completely invisible to the player. For the initial implementation, 

average frames per second (FPS) over 15 seconds of gameplay was used as a metric for 

comparing a naïve implementation against the first Smart-Mesh implementation, for 

various sizes of meshes. The naïve implementation uses the same mesh for both the 

visual mesh and the collider mesh, similar to how a static terrain would. The results of 

that comparison are shown in Figure 2. 
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Figure 2:  Results for the First Implementation of Smart-Mesh 

 The results showed that, for the naïve implementation (Simple-Mesh), the 

performance degraded as the number of vertices in the main mesh increased. The slow 

performance for Simple-Mesh at large mesh sizes is due to the physics engine updating a 

large mesh collider every frame, which requires rebuilding a BVH acceleration structure. 

Both the simple and smart meshes in this test were continuously updating the vertex 

locations of a large mesh in memory, but Simple-Mesh used these vertices for both the 

graphics pipeline and physics collider, while Smart-Mesh only used these vertices for the 

graphics pipeline. It should be noted that continuously updating mesh vertices that are 

only used by the graphics pipeline takes a negligible amount of time5. Only when the 

large mesh is referenced by a collider in the physics engine, and is updated continuously, 

                                                 
5 It takes an average of 6ms to update every vertex in the largest mesh tested for this report (200x200 or 

40,000 vertices). 
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do we see the performance degradation. The physics collider for Smart-Mesh stayed at a 

constant size (7 vertices) regardless of the size of the main mesh, which is why Smart-

Mesh’s performance stays constant even as the size of the main mesh increases.  

This report extends the work done for the first implementation of Smart-Mesh by 

introducing various techniques to further improve the performance, including a Best-First 

Search [11] algorithm and grid traversal algorithm used to find the nearest vertex, as well 

as caching local vertices to improve lookup time when collecting a set of vertices near a 

colliding object. Smart-Mesh was also re-implemented in a different physics engine, 

Bullet [10], to confirm that the results are repeatable across multiple physics engines. 

Additionally, a more robust measurement technique was used to allow for a more 

accurate comparison of performance data. Using FPS was acceptable for a general 

performance comparison in the first implementation; however, because it is a 

measurement of the entire simulation, other factors unrelated to mesh updates can affect 

the result. Because of this, the measurement technique used for this report is to profile the 

running times of the sections of code responsible for mesh updates, and provide the 

results in milliseconds.  

  



 6 

Chapter 2:  Background 

COLLIDERS 

When representing an object within a physics simulation, there are various types 

of colliders that can be used. Simple objects can be represented using sphere or box 

colliders, which have fast performance when computing collisions. However, more 

complicated shapes that can’t be represented by a combination of simple shapes, often 

have to rely on mesh colliders to represent them. Mesh colliders can be used to represent 

virtually any shape, but can suffer poor performance when the mesh is made up of a large 

number of vertices [3]. One common way to improve the performance of mesh colliders 

is to create a bounding volume hierarchy (BVH) around the triangles in the mesh. A 

mesh’s BVH is a spatial tree structure on the triangles of the mesh, where the nodes of 

the tree are bounding volumes that contain the mesh’s triangles. A bounding volume can 

be any geometric shape, like a sphere or rectangle, but for the purposes of this report, it 

can be assumed the bounding volumes are Axis-Aligned Bounding Boxes (AABBs). A 

BVH is used to reduce the number of colliding pairs the physics engine needs to check. 

When another object collides with a mesh collider, the physics engine can use the BVH 

of the mesh collider to only check the triangles of the mesh which are close to the other 

colliding object, as opposed to checking for collisions against every triangle in the mesh, 

which reduces a mesh’s collision checking algorithms to logarithmic complexity [4]. 

However, if the positions of the vertices that make up the mesh change, as is the case for 

a dynamic mesh, then the BVH has to be updated. In the worst case, the BVH will be 

completely rebuilt from scratch. A BVH is essentially a balanced, spatial binary tree, and 

as such, rebuilding it has the same time complexity as building a balanced binary tree, 

which is O(n log n), for n vertices [5]. If the number of vertices and triangles doesn’t 

change, then a full rebuild is not required and updating the BVH can be achieved through 
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a refit algorithm, which can reduce the complexity to O(n) [6]. Further performance gains 

can be achieved by performing smart splits and rotations when refitting, as discussed in 

“Fast, Effective BVH Updates for Animated Scenes” by Kopta, et al. [7].  However, even 

with these improvements, refitting a very large BVH every frame can be too expensive 

for real-time simulations, as shown in the results section. While the physics engines used 

in this report utilize a BVH for mesh colliders, other acceleration structures, like a kd-

tree, could also be used. A comparison of BVHs to kd-trees was done by Vinkler, Marek, 

et al. [8]. 

UNITY AND PHYSICS ENGINES 

The game engine Unity was the development environment used to create and test 

Smart-Mesh. Unity is a cross-platform development environment used to create games 

and simulations [2]. Unity comes packaged with NVIDIA’s PhysX physics engine, but 

can be configured to use other physics engines. For this report, a port of the Bullet 

Physics library for Unity was used to compare Smart-Mesh in different physics engines. 

According to PhysX’s FAQ, the physics engine is used in over 150 games and by more 

than 10,000 developers [9]. Bullet Physics is an open source physics library used for 

games, visual effects, and robotics. Bullet is distributed under the ZLib license [10]. 

SEARCH ALGORITHMS 

There are various search algorithms that can be used for searching graphs. Depth-

First Search (DFS) goes from the starting node to the furthest node possible before 

backtracking, while Breadth-First Search (BFS) examines the starting node’s neighbors 

first, then examines the next level of neighbors, and so on [5]. Best-First Search traverses 

the graph by moving to the “best” adjacent node each iteration, where the “best” is 

determined by a heuristic function [11].  Typically, a Best-First Search will use a priority 
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queue to store unchecked nodes and backtrack when needed. However, for the 

implementation in this report, simplifying assumptions are made about the mesh and the 

corresponding undirected graph, which nullify the need for backtracking. Specifically, if 

the assumption is made that the graph corresponds to a non-overlapping grid in 2D space, 

a Best-First Search for the node closest to an arbitrary point in space will always proceed 

in the correct direction from the starting node. 

MESHES 

Unity’s Mesh class has two important components: a vertex array, and a triangle 

array [2]. The class contains various other properties like the UV array for mapping 

textures, as well as numerous other mesh related methods. But for the purposes of this 

report, the important properties needed to generate a mesh are the vertex array and 

triangle array.  The vertex array is an array of vertices, where each vertex is a point in 3D 

space. The triangle array is an array of integer values which correspond to indexes in the 

vertex array. Every three consecutive values in the triangle array correspond to three 

vertices in the vertex array that make up that particular triangle, meaning the triangle 

array’s size must be a multiple of three. For example, a mesh object with only one 

triangle and three vertices could have the following vertex and triangle arrays: 

Vertex array: [(0, 0, 0), (0, 1, 0), (1, 0, 0)] 

Triangle array: [0, 1, 2]  

For performance reasons, Unity has a limit of 65535 vertices for a single mesh. 

To enable larger meshes, the large mesh must be split into sub-meshes where each is less 

than 65535 vertices. All meshes used for this report were less than 65535 vertices; 

however, future improvements to Smart-Mesh could enable larger terrains by splitting the 
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terrain into multiple sub-meshes and allowing the small collider to jump between meshes. 

The meshes used for this report are simple grid meshes with the following layout: 

 

Figure 3: 3x3 vertices mesh representing the simple grid layout for meshes used in 

this report. 

More advanced grid types and generation methods for meshes are discussed in 

“Grid Generation Methods” by Liseikin, Vladimir D. [12]. 
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Chapter 3:  Approach 

The overall goal of Smart-Mesh is to enable dynamic terrains by removing the 

need for large mesh colliders. This is achieved by generating small mesh colliders only in 

the vicinity of other colliding objects, in order to allow the singular large mesh to be 

updated every frame without the performance overhead of updating a corresponding large 

mesh collider. For the purposes of this report, the term “local collider” will be used to 

refer to the small mesh colliders that get generated in the vicinity of other colliding 

objects. The other colliding objects will be referred to as “player(s)”, and “main mesh” 

will refer to the singular large mesh.  Smart-Mesh works by first creating an undirected 

graph from the vertices and triangles of the main mesh. Each vertex in the main mesh 

becomes a node on the undirected graph, and that node’s adjacent nodes correspond to 

the vertices which share a triangle on the main mesh. To illustrate this, Figure 4a shows 

the top view a mesh containing 9 vertices (3x3), and Figure 4b shows the undirected 

graph that would be generated from this mesh. Note that there is a 1-to-1 mapping 

between the mesh and the graph with respect to vertices and edges. 

 

 

 

 

 

 

 

 

 

6 7 8 

3 4 5 

0 1 2 

(a) 

 

(b) 
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Figure 4:  (a): Top view of a 3x3 mesh that uses the same triangle layout pattern as the 

large meshes used for Smart-Mesh. (b): The undirected graph that 

corresponds to the mesh shown in (a), where each node is labeled with a 

number that corresponds to their vertex’s index in the vertex array. 

Once this undirected graph is created for a particular mesh, search algorithms can 

be performed on the graph to find the nearest vertex to a particular point in space, as well 

as to collect a set of neighboring vertices. These two functions: finding the closest vertex 

and collecting a set of neighboring vertices, constitute the two main steps in generating 

the local collider that will follow players around the terrain. The final steps are to 

generate local triangles and update the vertex and triangle arrays of the local collider. 

Figure 5 helps to visualize which vertices and triangles would be included when 

generating a single local collider on a 3x3 mesh for various nearest vertices. 

 

 

 

 

 

 

 

Figure 5:  Graphs representing a 3x3 mesh for various locations of closest vertices. For 

each graph, the green vertex represents the one closest to the player, and the 

red vertices and edges are those that would be included in the local collider. 

Because the graph’s edge pattern matches the actual mesh pattern, the adjacent 

vertices of each vertex depend on how the triangles are arranged in the mesh. For 

example, in Figure 5, node 0 has 3 adjacent nodes, while node 6 only has 2, despite the 

fact that both nodes correspond to a corner vertex. For the case of a rectangular mesh 

6 7 8 

3 4 5 

0 1 2 

6 7 8 

3 4 5 

0 1 2 

6 7 8 

3 4 5 

0 1 2 



 12 

with edges, this causes the shape of the local collider to change depending on whether or 

not the nearest vertex is on the edge of the main mesh. Because the number of vertices 

may change, both the vertex array and triangle array of the local collider must be updated 

each frame. This is acceptable for the general case when using an arbitrary mesh shape 

with no uniform triangle pattern. However, for terrains and other planar surfaces, 

simplifying assumptions can be made that further improve the performance of generating 

local colliders. 

One simplifying assumption is that the main mesh is a grid with R rows and C 

columns. The index i of a particular vertex at row position x and column position y is 

determined by the following equation: 

𝑖 = 𝑥 + 𝐶𝑦 

The row position x and column position y is obtained from the index i as follows: 

𝑥 = 𝑖 𝑚𝑜𝑑 𝑅 

𝑦 = 𝑓𝑙𝑜𝑜𝑟 (
𝑖

𝑅
) 

The assumption of a grid makes it possible to find adjacent vertices that don’t share 

triangles. For a particular vertex, adjacent vertices can now be defined as those vertices 

which surround the vertex in question, regardless of whether or not a triangle exists that 

contains both vertices. Using this new definition of adjacent vertices, Figure 6 shows the 

undirected map that would get generated from the same 3x3 example mesh. 
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Figure 6:  Undirected graph generated using the grid assumption, which allows adding 

graph connections for both diagonally adjacent vertices. 

The grid assumption also allows for the determination of whether or not a vertex 

is on the edge of the grid. Edge vertices can then be excluded from the nearest vertex 

search. By ignoring edge vertices in the nearest vertex search, it is guaranteed that the 

local collider will always have the same triangle layout, and the same number of vertices. 

This means the triangle array no longer needs to be updated every frame, which provides 

a performance improvement over the general case of having to update both arrays every 

frame. Figure 7 shows what the graph looks like for a 4x4 mesh for two different nearest 

vertex positions.  

 

 

 

 

 

 

 

 

Figure 7:  Undirected graph generated from a uniform grid, 4x4 mesh, when the 

nearest vertex is at index 5 and 9. The local collider is shown in red. 
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Since edge vertices are excluded from the nearest vertex search, only non-edge 

nodes (5, 6, 9, and 10) in the Figure 7 can be chosen as the nearest node. To help better 

visualize what these colliders look like on a larger mesh within a simulation, Figure 8 

shows a screenshot of the two implementations. 

 

 

 

 

 

 

 

 

 

 

 

Figure 8:  (a): Screenshot of the first Smart-Mesh implementation. (b): Screenshot of 

the new Smart-Mesh implementation which uses a constant collider shape. 

For both images, the local collider is highlighted in orange, the main mesh 

in red, and the player is a sphere. 

The undirected graph that gets created form the main mesh is implemented as an 

adjacency list and stored on the Smart-Mesh class. The adjacency list is a list of nodes, 

where each node object contains a list of adjacent nodes. For the general case, when 

adjacent vertices are defined as those which share a triangle, the following code snippet 

shows one method of constructing the adjacency list from the mesh’s triangle array. 

 

(a) 

 

(b) 
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Figure 9:  Code snippet showing a C# implementation of building the Adjacency List 

using the mesh’s triangle array. 

For the case when a grid mesh is assumed, the adjacency list is built by making 

use of the computed column and row locations for each vertex, so as to include all 

surrounding vertices in the grid. The full implementation of building the adjacency list 

for a grid mesh, as well as computing which vertices are on the edge of the grid, is shown 

in Appendix A. 

Once the adjacency list is generated, this undirected graph is used to find the 

nearest vertex and collect a set of nearby vertices.  
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NEAREST VERTEX SEARCH ALGORITHMS 

What follows is a discussion of various algorithms implemented for finding the 

nearest vertex using the undirected graph generated for a large mesh. The nearest vertex 

search algorithms take, as input, a 3D point in space, and returns the index of the mesh 

vertex closest to that point. 

General case 

For the case when nothing is assumed about the mesh, and the mesh allowed to 

take on any shape (i.e. – a cloud of randomized points), then the only way to guarantee 

that the closest vertex has been found is to perform a brute force search. This is done by 

comparing the distance between every vertex on the mesh and the input point and 

returning the vertex with the smallest distance. Because it requires examining each 

vertex, the brute force technique runs in O(n) time for n vertices. While it is possible to 

use the techniques outlined in the next two sections to find a vertex that is locally nearer 

than its neighbors, this local solution is not guaranteed to be the optimal solution when 

the mesh is allowed to take on any form. However, for the purposes of a terrain, the non-

overlapping grid assumption will be used to improve the nearest vertex search time. 

Best-First Search 

If the mesh is assumed to be a non-overlapping grid, then Best-First Search can be 

used to find the closest vertex. By “non-overlapping”, that is to say, that grid cannot be 

folded over or inverted on itself. For example, if the grid is laid out in the X-Z plane (Y is 

the vertical direction), then each vertex in a given row must have a greater X value than 

all vertices that came before it in that row, and each vertex in a given column must have a 

greater Z value than all other vertices that came before it in that column. Best-First 

Search chooses the node to examine next by finding the node which minimizes a heuristic 
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function. In this case, the main heuristic to minimize is the distance between the player’s 

position, projected onto the X-Z plane, and the current vertex in question, projected onto 

the X-Z plane. This function can be written as follows, with N being the 2D point 

representing the current node n’s vertex position (Nx, Nz), and P being the player’s 

location (Px, Pz). 

ℎ(𝑛) = |𝑁 −  𝑃| 

The algorithm works by first choosing a starting vertex, which could be chosen at 

random, but this implementation chooses the previous closest vertex to the player. From 

the starting vertex, all adjacent vertices are examined to check if one is closer to the 

player. If none are closer, then the starting vertex is trivially chosen as the closest vertex. 

If adjacent vertices are found to be closer than the starting vertex, then the closest of 

these is chosen as the next vertex whose neighbors need to be examined and the process 

repeats. When traversing the graph, this Best-First Search will always choose the adjacent 

vertex that is closest to the player when determining which vertex to examine next. The 

loop invariant for this algorithm is the fact that at the end of each iteration, the current 

vertex being examined is closer to the player than all other vertices examined before it. 

The loop terminates when none of the adjacent vertices are found to be closer than the 

current vertex. The full implementation for this Best-First Search can be found in 

Appendix A. 

Grid Traversal Search 

If an additional assumption about the grid is made, namely that it is uniform in the 

horizontal plane (X-Z plane for this implementation), then a grid traversal function can be 

used to select an ideal starting location for Best-First Search. A uniform grid in the X-Z 

plane implies that all segment widths in a particular direction are identical and constant. 



 18 

Vertices can still be transformed in the Y direction to make the mesh dynamic, but the X 

and Z coordinates of all vertices must be held static and uniform relative to one another. 

If this holds true, then an ideal starting point can be computed by first finding the 

distance in both the X and Z directions between an arbitrary starting vertex and the 

player. Once the x and z distances are found, the starting point is moved x-distance/x-

segment-width number of rows, and z-distance/z-segment-width number of columns, and 

these new row and column numbers are used to compute the corresponding vertex index, 

and finally, this vertex is used as the starting location for the Best-First Search. If 

segments widths are held constant, this grid traversal function is guaranteed to choose a 

starting vertex that is either the nearest vertex itself, or within one neighbor of the nearest 

vertex, due to row and column numbers getting rounded to the nearest integer. The full 

implementation is shown in Appendix A. 

COLLECTING NEARBY VERTICES FOR COLLIDER GENERATION 

Once the nearest vertex has been determined, the next step required to generate a 

local collider is to collect the set of vertices that are adjacent to the nearest vertex. On the 

undirected graph, this is done by performing a Breadth-First Search until the desired 

collider size is achieved. “collider-size” is used to refer to how many steps the breadth 

first search takes from the nearest vertex before stopping and returning a list of vertices. 

Figure 10 shows three local colliders from the first implementation of Smart-Mesh, for a 

collider-size of 1, 2, and 3. 
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Figure 10:  From left to right, orange triangles represent a collider size of 1, 2, and 3 

respectively. 

Breadth-First Search 

Two implementations of BFS where compared when analyzing Smart-Mesh. The 

first was the classic BFS which uses a queue to store unchecked nodes. The second 

implementation makes use of the fact that the adjacency list uses HashSets for each 

node’s adjacent vertices list. So a simplified BFS utilizing the HashSet unions was 

created and is shown in Figure 10. 

Figure 11:  Code snippet showing a C# implementation of Union based BFS. 

Caching Collider Vertices 

If the assumption is made that the main mesh’s triangle array doesn’t change, then 

the vertices within local colliders can be cached for each vertex. While the memory 

footprint is higher, it does negate the need to perform a BFS after finding the nearest 
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vertex. Instead, the collider vertices for that nearest vertex are just read from the cache. 

The caching method was compared against the BFS methods and those results can be 

found in the next section. 
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Chapter 4:  Setup and Results 

Unity’s profiler API was used to measure the running time of the relevant sections 

of code. The profiler API allows developers to sample sections of code, and get useful 

information like running time and memory usage [2].  All profiling was done on a 2009 

iMac with an ATI Radeon HD 5670 GPU, and an Intel i7-860 CPU. When profiling the 

running time of any part of the code, samples were recorded over 100 frames, and the 

median runtime value was taken. Because of the nature of C# garbage collection, each 

function call would occasionally record a large runtime due to garbage collection 

occurring during the call, which has the effect of offsetting the mean value higher than 

what is actually representative for most calls. The median value over 100 frames 

provided a better representation of the actual runtime since the median has the effect of 

filtering out outliers better than the mean. 

In order to establish a baseline runtime metric for updating a mesh collider in both 

PhysX and Bullet, the naïve implementation (Simple-Mesh) was profiled at various mesh 

sizes. In Table 1 and Figure 12, the long runtimes for large meshes show why a solution 

like Smart-Mesh is needed to enable real-time dynamic meshes, and the fast runtimes for 

small meshes (3x3 and 5x5) represent the limit on the fastest runtime we can expect for 

Smart-Mesh, since the smallest mesh used for a local collider in Smart-Mesh is 3x3. 
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Mesh Size Number of Vertices PhysX Runtime (ms) Bullet Runtime (ms) 

3x3 9 0.094 0.025 

5x5 25 0.119 0.057 

25x25 625 2.169 0.964 

50x50 2500 10.507 3.431 

100x100 10000 51.559 13.090 

150x150 22500 136.915 29.049 

200x200 40000 254.778 51.814 

Table 1: Median mesh collider update times for PhyX and Bullet at various mesh 

sizes. 

Figure 12:  Mesh collider update times vs the number of vertices in the main mesh for 

PhysX and Bullet. 
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The results in Table 1 and Figure 12 highlight an important difference between 

PhysX and Bullet. PhysX performs a full rebuild of the BVH whenever the vertices 

change, while Bullet just does a refit. Because Bullet only does a refit, it is faster at 

updating the mesh collider than PhysX. For large mesh sizes, Simple-Mesh using PhysX 

represents the worst case performance for updating a large dynamic mesh with a collider 

attached.  

As stated earlier, Smart-Mesh was re-implemented in Bullet to show repeatability 

across physics engines. Figure 13 shows the results of Smart-Mesh compared to Simple-

Mesh for both physics engines. Figure 13 can be thought of as the updated version of 

Figure 2, except that since we are using milliseconds as the metric, shorter bars represent 

better performance. 

Figure 13:  Simple-Mesh vs. Smart-Mesh for both PhysX and Bullet 
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Because the Smart-Mesh has orders of magnitude faster performance, the update 

times in Figure 13 were plotted on a log scale to better visualize the results. Also, the 

results for Smart-Mesh in Figure 13 tracked a single player and used a collider size of 1, 

which translates to a 3x3 mesh for the local collider. 

For the remainder of this results sections, which include an analysis of search 

algorithm performance, Bullet Physics was used as the backing physics engines due to its 

faster and more consistent performance.  

CONSTANT SIZE LOCAL COLLIDER 

The “Constant Size” local collider was the implementation which uses a fixed size 

collider to avoid rebuilding the triangle array every frame. Since the cost of rebuilding 

the triangle array depends on the number of triangles, the collider update times were 

examined for various sizes of local colliders. Note that because of how local colliders are 

generated using BFS, they will always have an odd number for the mesh edge length. 

Figure 14 shows the collider update times for both the constant and varying sized local 

colliders, where the constant size collider means the triangle array does not need to be 

updated. 
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Figure 14:  Varying Size vs. Constant Size local collider update times for Smart-Mesh 

With this optimization of not generating the triangles in the constant size case, the 

runtime can be decreased by approximately a factor of two.  

SEARCH ALGORITHM RESULTS 

In the following sections, only the search algorithms themselves were profiled to 

show a more accurate comparison of runtimes. 

Nearest Vertex Search Results 

The four algorithms compared for the nearest vertex search were Brute Force, 

Ray Cast, Best-First Search, and Grid Traversal. Ray Cast search was the search method 

used for the first implementation of Smart-Mesh, and works by casting a ray in the –Y 

direction to see if it intersects with an exiting local collider. If it finds the local collider, 
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the ray cast hit data contains the index of the nearest vertex in the local collider to the 

ray’s intersection point. This vertex in the local collider is then used to find the 

corresponding vertex in the main mesh, and return its index. This method assumes the 

player is always above the main mesh (hence the –Y direction for ray casting), and that a 

local collider already exists below the player from the last frame. Because Ray Cast 

search relies on a local collider already existing beneath the player, it only works for the 

average case; in the worst case, when a ray cast finds no collider, brute force search was 

used for the first implementation. There were two types of players used for these search 

comparisons: the average player, and the worst case player. The average player is one 

which moves according to the rules of the physics simulation, and cannot teleport to far 

ends of the mesh. For the average player, the previous nearest vertex is almost always 

less than two nodes away from the next nearest vertex, since the player’s position cannot 

change drastically between subsequent frames. The worst case player is one that is 

allowed to teleport. Specifically, the worst case player teleports between two opposite 

corners of the mesh, ensuring the previous nearest vertex result is the furthest possible 

distance from what the next nearest vertex result should be.  
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Figure 15:  Nearest vertex search algorithm comparison for various sizes of the main 

mesh.  

From the results in Figure 15, it is clear that the Grid Traversal Search 

outperforms the other search methods, and it’s running time remains constant even for the 

worst case player. This because of the grid traversal function is guaranteed to choose a 

starting vertex that is at most one edge away from the actual nearest vertex when the 

uniform, non-overlapping grid assumption holds true. 
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 Collecting Local Vertices Search Results 

For the process of collecting the nearby vertices to generate the local collider, 

three types of Breadth-First Search algorithms were used: queue-based BFS, union-based 

BFS, and cached. Figure 16 shows these results. 

Figure 16:  Search algorithm comparison for collecting nearby vertices to construct the 

local collider.  

For collecting local vertices, caching the local vertices for each vertex is the clear 

winner in terms of running time. However, for the cached scenario, there is the one-time 

cost of computing and caching these local vertices for each vertex in the mesh. But as 

long as this upfront cost is acceptable for the simulation in question, then caching would 

be the preferred search type. 
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FINAL SMART-MESH COMPARISON 

To summarize the performance of Smart-Mesh, a final comparison was done 

between the original Simple-Mesh (naïve implementation), the general case Smart-Mesh, 

and the uniform, non-overlapping grid Smart-Mesh. For the general case, when nothing is 

assumed about the mesh, the triangle array must be updated each frame, and the nearest 

vertex must be found with brute force. However, because the assumption that the mesh 

layout doesn’t change is true for the general case, caching the local vertices can be used 

in the general case. For the uniform grid Smart-Mesh, all performance enhancing features 

can be used: triangle arrays are not updated, grid traversal search is used, and caching is 

also used. For this final comparison, both Smart-Meshes used a local collider size of 3x3. 

Figure 17:  Final comparison of Simple Mesh vs the general case Smart-Mesh, and the 

uniform grid Smart-Mesh.  
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In the comparison in Figure 17, Simple-Mesh represents the worst case for the 

naïve implementation, when the BVH must be rebuilt, and so it runs in O(n log n) time 

for n vertices in the main mesh. For the general case Smart-Mesh, even though a large 

BVH is not updated, a brute force search for the nearest vertex must be used, and so it 

runs in O(n) time. Finally, for the case when the assumption of a uniform grid is used, all 

search algorithms can be run in constant time, meaning the uniform grid Smart-Mesh 

runs in O(1) time.  
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Chapter 5:  Future Work 

There are various things that could be done to improve Smart-Mesh even further. 

One way to improve it, mentioned in the Background section regarding meshes, would be 

to allow the local colliders to hop between large main meshes, to bypass Unity’s mesh 

size limit of 65535.  

Another way to improve Smart-Mesh is to better handle collider pass-through. 

Pass-through happens when the dynamic mesh is updated too quickly, and the player 

passes through the mesh. This can be negated by giving the local collider some depth and 

using a convex hull type collider, which does a much better job at preventing pass 

through since it does not allow other colliding objects to be inside of the convex hull. 

Convex hulls provide an efficient way to check collisions through the use of GJK 

collision detection [13], but have the effect of ignoring any concave region. This was 

implemented as part of this project by adding a single vertex to the local collider, which 

was always located 50 units below (-Y direction) the nearest vertex. A screen shot of this 

“bulky” collider is shown below: 
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Figure 18:  Screenshot showing one method to prevent pass-through by creating a three-

dimensional local collider by adding a single point below the nearest vertex 

and connecting the edges of the collider to it. 

However, the problem with using a convex hull is that it cannot have any part 

which is concave. Instead, the physics engine takes the mesh and generates the largest 

convex object it can from the vertices in the mesh. For example, when the player is in the 

trough of the waves in Figure 18, the player may appear to float above the mesh, because 

it will collide with highest vertex of the local collider. Figure 19 shows an example of 

this happening. 

Figure 19:  Screenshot of the local collider as a convex hull. The convex hull is shown 

in green, and note disconnect between the top of the convex hull and the 

main mesh. 

While using a convex hull does prevent pass through, it means the player appears 

to hover over any concave part of the mesh. A future implementation could solve this by 
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using Bullet’s convex decomposition, which can break up the convex hull into its 

individual triangles, which would prevent the effect seen in Figure 19 from happening, 

while also preventing pass-through.  
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Chapter 6:  Conclusion 

Large dynamic meshes can be used to represent various types of moving surfaces, 

ranging from the surface of a liquid to dynamic terrains or user-controlled terrain 

deformations. In this report, Smart-Mesh was shown to be one solution for allowing large 

dynamic meshes to be updated in real-time, while still integrating with the physics engine 

to provide a more realistic simulation or game experience. By dynamically generating 

smaller, local colliders near colliding objects, and through the use of graph search 

algorithms, Smart-Mesh was able to improve the running cost of updating large mesh 

colliders from O(n log n) to O(1) when the mesh is a uniform grid, which is typically the 

case for terrains. Smart-Mesh can also be used for any mesh shape with the caveat that 

running cost will be O(n) in the general case. It is the author’s hope that game developers 

might utilize this technique in the future to enable interesting game mechanics involving 

dynamic meshes. 
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Appendix A: Relevant Source Code 

CODE USED TO GENERATE THE UNIFORM GRID SMART-MESH 

The following block of code creates a uniform grid smart mesh with evenly 

spaced vertices along the x and z axis, and zero initial y value. It is during this creation 

that the undirected graph is built using adjacent vertices, and if caching is enabled, the 

local collider cache is created here as well: 
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NEAREST VERTEX SEARCH ALGORITHMS 
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BREADTH-FIRST SEARCH ALGORITHMS 
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LOCAL COLLIDER UPDATE ALGORITHMS 
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Appendix B: Data for Figures 

 

Main Mesh Size Simple-Mesh 

PhysX (ms) 

Simple-Mesh 

Bullet (ms) 

Smart-Mesh 

PhysX (ms) 

Smart-Mesh 

Bullet (ms) 

25x25 vertices 2.169 0.964 0.171 0.120 

50x50 vertices 10.507 3.431 0.178 0.118 

100x100 vertices 51.559 13.090 0.176 0.120 

Table 2: Data for Figure 13. Collider Update Times 

Local 

Collider Size Number of Vertices 

Varying Size (generates 

triangles) (ms) Constant Size (ms) 

3x3 vertices 9 0.121 0.096 

5x5 vertices 25 0.236 0.160 

7x7 vertices 49 0.551 0.319 

9x9 vertices 81 1.162 0.629 

Table 3: Data for Figure 14. Collider Update Times 
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Main Mesh 

Size 

Brute 

Force 

(ms) 

Ray Cast 

Search 

(ms) 

Best-First 

Search 

Average 

Case (ms) 

Best-First 

Search 

Worst 

Case 

(ms) 

Grid 

Traversal 

Average 

Case (ms) 

Grid 

Traversal 

Worst 

Case 

(ms) 

50x50 vertices 0.463 0.038 0.010 0.183 0.010 0.015 

100x100 

vertices 1.776 0.037 0.011 0.343 0.010 0.015 

150x150 

vertices 3.783 0.040 0.011 0.480 0.011 0.015 

200x200 

vertices 6.673 0.042 0.012 0.617 0.012 0.015 

Table 4: Data for Figure 15. Search time. 

Local 

Collider Size Queue based BFS (ms) Union based BFS (ms) Cached (ms) 

3x3 vertices 0.015 0.009 0.002 

5x5 vertices 0.049 0.039 0.002 

7x7 vertices 0.145 0.086 0.002 

9x9 vertices 0.383 0.167 0.002 

Table 5: Data for Figure 16. Search time. 
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Main Mesh Size Simple-Mesh (ms) 

General Case 

Smart-Mesh (ms) 

Uniform Grid Smart-

Mesh (ms) 

50x50 vertices 10.507 0.601 0.085 

100x100 vertices 51.559 1.799 0.087 

150x150 vertices 136.915 3.768 0.085 

200x200 vertices 254.778 6.563 0.089 

Table 6: Data for Figure 17. Collider Update Times 
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