
Copyright

by

Yunan Yang

2018



The Dissertation Committee for Yunan Yang
certifies that this is the approved version of the following dissertation:

OPTIMAL TRANSPORT FOR SEISMIC INVERSE

PROBLEMS

Committee:

Björn Engquist, Supervisor

Sergey Fomel

Omar Ghattas

Kui Ren

Yen-Hsi Richard Tsai



OPTIMAL TRANSPORT FOR SEISMIC INVERSE

PROBLEMS

by

Yunan Yang

DISSERTATION

Presented to the Faculty of the Graduate School of

The University of Texas at Austin

in Partial Fulfillment

of the Requirements

for the Degree of

DOCTOR OF PHILOSOPHY

THE UNIVERSITY OF TEXAS AT AUSTIN

May 2018



Dedicated to my family



Acknowledgments

First and foremost, I would like to express my sincere gratitude for my

advisor, Dr. Björn Engquist. It is my great honor to be one of his students,

developing from a student who majored in math into a mathematician under

his guidance. He sees more talent and ability within me than I see in myself,

and he helps me bring it out. I appreciate his patience, diligence, persistence,

and optimism. These motivational characteristics have supported me through

my entire graduate studies. Working with Björn is such an enjoyable experi-

ence as his positive attitude, and admirable sense of humor often turn research

problems into fun math puzzles instead of obstacles. I am also thankful for

things he taught me beyond mathematics, consciously or unconsciously, which

have profoundly changed my life.

Many faculty and colleagues at the Univerisity of Texas at Austin have

supported me in various ways. Primarily, I wish to take the chance and thank

all my committee members: Dr. Sergey Fomel, Dr. Omar Ghattas, Dr. Kui

Ren and Dr. Yen-Hsi Richard Tsai. All of them have taught me and helped me

to build up knowledge in numerical analysis, inverse problems, and geophysics.

I appreciate their kindness and patience when I turned to them for help and

advice. Their confidence in me is the best encouragement.

My dissertation contains two major parts: optimal transport and seis-

v



mic inversion. I knew little of them when I first started four years ago. It

was Dr. Brittany Froese Hamfeldt who introduced me to the field of opti-

mal transport. Our collaboration continued even after she moved to NJIT.

Similarly, I had never taken any courses in geophysics or seismic inversion,

but I had the great opportunity to interact with Dr. Sergey Fomel and other

researchers of Texas Consortium for Computational Seismology (TCCS). In

particular, I would like to thank Dr. Junzhe Sun and Dr. Zhiguang Xue who

have supported me during the most struggling period of my graduate studies.

I benefit a lot from being a member of TCCS. My colleagues in geophysics

often translated seismic issues into mathematical problems, which helped me

learn fast to investigate research problems.

I want to thank the sponsors of TCCS for travel financial support.

These conferences and workshops offered me great opportunities to interact

with the research community. Part of the work in this dissertation was done

with the financial support from the National Science Foundation and fellow-

ships granted by the University of Texas at Austin. In particular, the Disser-

tation Writing Fellowship has enabled me to devote a lot of time to finishing

this dissertation.

My internship at Petroleum Geo-Services (PGS) during the summer

of 2017 was an excellent chance for me to apply methods presented in this

dissertation to field data applications. It is my pleasure to work with the

Modeling and Inversion group at PGS, especially Dr. Jaime Ramos-Martinez

and Dr. Lingyun Qiu. It would be impossible to have the chance of applying

vi



the techniques I developed on real data without their strong interests and

confidence in my research. The experience offered me an elementary taste

of success for being an applied mathematician: using mathematics to solve

real-world problems. The way ahead is long, but I know it is rewarding.

There is a long list of friends who were always on my side. On top of

the list is Dr. Christina Frederick who I first met before coming to the United

States. Her warmth and positivity have constantly sustained me through the

ups and downs of graduate school. I would also like to thank Su Chen for her

encouragement and friendship. Moreover, I am grateful for the unconditional

support from my friend Dr. Muhong Zhou and her Ph.D. advisor Dr. William

W. Symes from Rice University for being so generous to young researchers like

me.

Lastly, I would like to thank my dearest parents Chunyue Yang and

Haiyan Nie who have raised me with wholehearted love and kindness. I am

sincerely grateful for every single effort they made for me to receive the best

education. They offer me the most profound understanding and the most reli-

able support for every big decision I make, and more importantly, they never

stop me from dreaming big. My parents always taught me that everybody

comes to a point in life when he or she wants to quit, but it is what you do

at that moment that determines who you are. Many such philosophies have

shaped my personality. Without their constant support, I would not have been

so fearless in pursuit of my aspirations in life.

vii



OPTIMAL TRANSPORT FOR SEISMIC INVERSE

PROBLEMS

Publication No.

Yunan Yang, Ph.D.

The University of Texas at Austin, 2018

Supervisor: Björn Engquist

Seismic data contains interpretable information about subsurface properties,

which are important for exploration geophysics. Full waveform inversion (FWI)

is a nonlinear inverse technique that inverts the model parameters by minimiz-

ing the difference between the synthetic data from numerical simulations and

the observed data at the surface of the earth. The least-squares (L2) norm of

this difference is the traditional objective function for FWI, but it is sensitive

to the initial model, the data spectrum, the noise in the measurement, and

other issues related to optimization.

The L2 norm is a point-by-point comparison. Other misfit functions

with a global feature have been proposed in the literature to achieve bet-

ter convexity, but none of them is technically a metric. Here we apply the

quadratic Wasserstein (W2) metric of the optimal transport theory to FWI.

Both the amplitude differences and the phase mismatches are considered in
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this new misfit function. Mathematically, we prove the convexity of the W2

metric concerning shift, dilation, and partial amplitude changes of data as well

as its insensitivity to noise.

Despite these good properties of the W2 metric, solving optimal trans-

port problem in higher dimension is challenging. We first compute the misfit

globally by regarding it as a 2D optimal transport problem. Since the Monge-

Ampère equation is rigorously related to the W2 metric, we solve the 2D op-

timal transport problem by solving a fully nonlinear Monge-Ampère equation

based on a monotone finite difference solver which has been proved to converge

to the viscosity solution. To increase the resolution of the inversion, we further

develop another method to compute the W2 metric: trace-by-trace comparison

based on the 1D optimal transport. The 1D technique can be solved accurately

and efficiently and thus is more robust to handle more complicated problems

with less computational cost. We also explore the connections between opti-

mal transport and other misfit functions and explain the intrinsic features of

the transport-based idea.

Since optimal transport problem concerns nonnegative measures, we

will also investigate the critical data normalization step which transforms the

sign-changing wavefields into probability densities. This is the most important

topic to address in applying optimal transport to seismic inversion. With

the L2 norm being the misfit function, FWI using the reflection data often

results in migration-like features in the model updates. We argue that it

is the inherent nonconvexity that prevents it from updating the kinematics
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with high-frequency data. Through numerical examples and discussions, we

demonstrate that the better convexity of the W2 metric can tackle the local

minima generated by the high-wavenumber update which appears in addition

to the known cycle-skipping issues caused by phase mismatches.
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Chapter 1

Introduction

Earth Science is an old scientific topic. With increasing sophistication

in devices measuring the vibrations of seismic waves and in the availability of

high-performance computing, increasingly advanced mathematical techniques

could be used to explore the interior of the earth. The development started

with calculations by hand based on geometrical optics and traveltime mea-

surements. It continued with a variety of wave equations when the equipment

allowed for measuring wavefields and modern computers became available. A

wide range of mathematical tools are used today in seismic imaging, includ-

ing partial differential equation (PDE) constrained optimization and advanced

signal processing.

The forward modeling is typically a wave equation with many man-

made sources and many receivers. The wave equation can vary from pure

acoustic waves to anisotropic viscoelasticity. Even if there are various tech-

niques in computational exploration seismology, there are two processes that

currently stand out: reverse time migration (RTM) [6, 154] and full waveform

inversion (FWI) [135, 138]. Migration techniques can be applied in both the

time domain and the frequency domain following the early breakthroughs by

1



Claerbout on imaging conditions [34, 35]. The goal is to determine details of

the reflecting surfaces as, for example, faults and sedimentary layers based on

the measured data and a rough estimate of the geophysical properties.

FWI is a high-resolution seismic imaging technique which recently re-

ceived much attention from both academia and industry [143]. The goal of

FWI is to find both the small-scale and large-scale components which describe

the geophysical properties using the entire content of seismic traces. A trace

is the time history measured at a receiver. In this dissertation, we will con-

sider the inverse problem of finding the wave velocity of an acoustic wave

equation in the interior of a domain from knowing the Cauchy boundary data

together with natural boundary conditions [37]. The inversion is implemented

by minimizing the difference between the computed and the measured data on

the boundary. It is thus a PDE-constrained optimization. The conventional

objective function is the least-squares (L2) norm:

d(f, g) = J0(m) =
1

2

∑
r

∫
|f(xr, t;m)− g(xr, t)|2 dt, (1.1)

where g is the observed data, f is the simulated data, xr are receiver locations,

and m is the model parameter. This formulation can also be extended to the

case with multiple shots. The observed data g is normally acquired from the

receivers. The modeled data f(xr, t;m) is the waveform on the boundary by

solving, for example, the 2D acoustic wave equation with known source s and

2



predicted velocity v:
1

v(x,z)2
∂2u
∂t2
−
(
∂2u
∂x2

+ ∂2u
∂z2

)
= s(x, z),

u(x, z, t) = u0(x, z), t = 0,

ut(x, z, t) = 0, t = 0.

(1.2)

There are various kinds of numerical techniques that are used in FWI,

but it is still facing three main computational challenges. First, the physics of

seismic waves are complex, and we need more accurate forward modeling in

inversion going from pure acoustic waves to anisotropic viscoelasticity [144].

Second, even as PDE-constrained optimization, the conventional problem is

highly nonlinear. FWI requires more efficient and robust optimization methods

to tackle the intrinsic nonlinearity. Third, the L2 norm, classically used in

FWI, suffers from local minima trapping due to its inherent nonconvexity,

and sensitivity to noise [126]. This is the main challenge we tackle in this

dissertation. It is a dilemma that the more realistic with more parameters the

models of the earth become, the more ill-posed and even non-unique will the

inverse problem be.

The main contribution of this dissertation is to analyze and apply op-

timal transport theory to seismic inversion and to propose the Wasserstein

metric as an alternative objective function to overcome issues related to the

nonconvexity of the traditional L2 norm. Most of the contents are also pre-

sented in [49–51, 150, 151].

The outline of this dissertation represents the entire research progress.

We start by introducing essential background in both exploration geophysics
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Figure 1.1: (a) A signal consisting two Ricker wavelets (blue) and its shift
(red) (b) L2 norm of the difference between f(t) and f(t− s) in terms of shift
s (c) W2 norm between f(t) and f(t− s) in terms of shift s

and optimal mass transportation. A short survey of seismic imaging in modern

exploration seismology is presented in Chapter 2, which summarizes the advan-

tages and challenges of these cutting-edge techniques in the industry. We also

review main components of FWI and the development of optimal transport in

mathematical analysis which are the primary subjects of this dissertation.

The current challenges of FWI motivate us to replace the traditional L2

4



norm with a new metric of better convexity and stability for seismic inversion

problems. The idea of using optimal transport for seismic inversion was first

proposed in [48] to tackle the cycle skipping problem in FWI. It is one of the

main challenges that FWI is facing before it turns into a mature procedure in

exploration seismology.

Figure 1.1a displays two signals, each of which contains two Ricker

wavelets and f is simply a shift of g. The L2 norm between f and g is plotted

in Figure 1.1b as a function of the shift s. We observe many local minima and

maxima in this simple two-event setting. In particular, the two local minima

in Figure 1.1b at s = −2 and s = 2 are due to the fact that the first Ricker

wavelet in g matches the second Ricker wavelet in f and vice versa. This

type of local minima indicates that the L2 norm only focuses on the amplitude

while being blind to the phase differences. The example demonstrates the

difficulty of the so-called, cycle-skipping issues. One solution is to replace

the traditional L2 norm with some global metric which not only considers the

difference in signal intensities but also the important phase information. The

quadratic Wasserstein (W2) metric that we propose in this dissertation is a

desirable metric of this type. Figure 1.1c shows that the convexity of W2 is

much better than the L2 norm when comparing the same oscillatory seismic

data with respect to shift.

The advantages of using the W2 metric is further explained in Chapter

3. We will prove that the squared Wasserstein distance has several properties

which make it attractive as a choice of misfit function. One highly desirable
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feature is its convexity concerning data shifts, dilation and partial amplitude

change, which occur naturally in seismic waveform inversion. Another prop-

erty is that the Wasserstein distance is substantially less sensitive to noise than

the traditional L2 norm.

We recall the overall set-up for FWI, in which we have a fixed obser-

vation g and a simulation f(m) that depends on unknown model parameters

m. The model parameters are recovered via the minimization

m∗ = argmin
m
{W 2

2 (f(m), g)}. (1.3)

To perform this minimization effectively and efficiently, we desire the distance

W 2
2 (f(m), g) to be convex in the model parameter m.

This is certainly not the case for all possible functions f(m), but it is

true for many settings that occur naturally in seismic inversion. For example,

variations in the wave velocity lead to simulations f(m) that are derived from

shifts,

f(x; s) = g(x+ sη), η ∈ Rn, (1.4)

or dilations,

f(x;A) = g(Ax), AT = A, A > 0, (1.5)

applied to the observation g. Variations in the strength of a reflecting surface

or the focusing of seismic waves can also lead to local rescalings of the form

f(x; β) =

{
βg(x), x ∈ E
g(x), x ∈ Rn\E.

(1.6)
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Proving the convexity of W 2
2 follows nicely from the interpretation of

the misfit as a transport cost, with the underlying transport cost exhibiting a

great deal of structure. In particular, the cyclical monotonicity of the transport

map T (x) leads readily to estimates of

W 2
2 (f(λm1 + (1− λ)m2), g), 0 < λ < 1, (1.7)

which in turn yields the desired convexity results. These cases will be further

studied in Chapter 3, where we will prove the following theorem:

Theorem 1.0.1 (Convexity of squared Wasserstein distance). The squared

Wasserstein distance W 2
2 (f(m), g) is convex with respect to the model parame-

ters m corresponding to a shift s in (1.4), the eigenvalues of a dilation matrix A

in (1.5), or the local rescaling parameter β in (1.6).

When performing FWI with real data, it is natural to experience noise

in the measured signal. Consequently, it is imperative that a misfit function

is robust concerning noise. For example, we can consider a simple setting

where the data f and g are given on a grid with a total of N data points

along each dimension. At each grid point, the difference f − g is given by a

random variable drawn from a uniform distribution of the form U [−c, c] for

some constant c. Regardless of the number of data points, this type of noise

is expected to have a large effect on the L2 distance,

E‖f − g‖L2 = O(1). (1.8)
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Using the exact formula for the one-dimensional optimal transport plan, we can

also directly compute the expected value of the squared Wasserstein distance.

EW 2
2 (f, g) = O

(
1

N

)
. (1.9)

Thus even if the noise is strong (with order-one amplitude), its effect on the

misfit is negligible if there are a large number of data points. We will further

illustrate the properties through large-scale inversions in Chapter 5.

The ideal properties make the W2 metric an advantageous objective

function in FWI, but it is not trivial to solve the optimal transport problem

between the synthetic data and the observed data from the inverse problem. In

the global case we compare the full data sets and consider the whole synthetic

data f and observed data g as objects with the general quadratic Wasserstein

distance (W2):

J1(m) = W 2
2 (f(xr, t;m), g(xr, t)). (1.10)

In this case, there is no simple exact formula for the Wasserstein distance.

Instead, we will compute it via the solution of the following Monge-Ampère

equation:

det(D2u(x)) =
f(x)

g(∇u(x))
, u is convex. (1.11)

In Chapter 4, based on the fact that the optimal transport problem can be

rigorously related to the Monge-Ampère equation [16, 76], we present a mono-

tone finite difference Monge-Ampère solver which is proved to converge to the

corresponding viscosity solution [55].
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It is a breakthrough in solving the fully nonlinear Monge-Ampère equa-

tion numerically in each iteration of the large-scale ill-posed inverse problem.

However, we still want to handle more complicated realistic problems with less

computational cost. In Chapter 5, we will introduce another way to calculate

the W2 metric between two datasets: trace-by-trace comparison based on the

1D optimal transport. The overall misfit is then

J2(m) =
R∑
r=1

W 2
2 (f(xr, t;m), g(xr, t)) =

R∑
r=1

T0∫
0

|t−G−1(F (t))|2f(t)dt, (1.12)

where R is the total number of traces, F and G are the cumulative distribution

functions for f and g respectively, and T0 is the length of the recording time.

The noise in the inversion by solving the Monge-Ampère equation can be

significantly reduced as the optimal transport problem is solved efficiently and

exactly in 1D. The trace-by-trace technique is currently more promising for

practical problems, as is evident in our computational examples. We will

compare two ways of using W2 metric in detail in Chapter 5.

There are two main requirements for signals f and g in optimal trans-

port theory:

f(t) ≥ 0, g(t) ≥ 0, < f >=

∫
f(t)dt =

∫
g(t)dt =< g > . (1.13)

Since these constraints are not expected for seismic signals, some data pre-

processing is needed before we can implement the Wasserstein-based FWI.

In [150, 151] we normalized the signals by adding a constant,

f̃(t) =
f(t) + c

< f + c >
, g̃(t) =

g(t) + c

< g + c >
, c = min

t
(f(t), g(t)). (1.14)
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This worked remarkably well in realistic large scale examples [150, 151] to-

gether with the adjoint-state method for optimization in either the 1D or the

Monge-Ampère based techniques. This linear normalization does, however,

not give a convex misfit functional with respect to simple shifts. Other nor-

malizations that generate convex misfits were also tried as, for example, only

using the positive part of the signals, squaring or taking the envelope or the

absolute values [48, 49]. It was puzzling that these misfit functionals performed

poorly with realistic datasets.

We will see that it is desirable to require the scaling function to be

differentiable so that it is easy to apply chain rule when calculating the Fréchet

derivative for FWI back-propagation and also better suited for the Monge-

Ampère solver. The exponential scaling which we proposed in [114] has such

good properties. The scaling methods should preserve both the physics and

the intrinsic features of the data. Other aspects of normalization are discussed

to explain the contradictions mentioned above. Finally, we will introduce a

new normalization in Chapter 5 that satisfies most of the essential properties:

f̃(t) =

{
(f(t) + 1

c
)/b, f(t) ≥ 0, c > 0

1
c

exp(cf(t))/b, f(t) < 0
(1.15)

where b =< (f + 1
c
)1f≥0 + 1

c
exp(cf)1f<0 >.

Due to limitations of the acquisition geometry, there might be no div-

ing waves traveling through the depth of interests or being recorded by the

receivers. FWI with reflection-dominated data should improve the accuracy
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of imaging but is difficult since FWI with L2 norm mainly updates migration-

like features instead of the important kinematics. Motivated by [104], sev-

eral methods have been proposed to decompose the L2 gradient and promote

the low-wavenumber components to successfully obtain the background model

with reflection data [60, 116, 131].

In Chapter 6, we argue that it is the inherent nonconvexity of L2 norm

that prevents it from updating the tomographic features in reflection FWI.

The typical migration-like images that L2-FWI generates are local minima in

optimization which affects the data misfit. This issue can be mitigated by

using a more convex objective function such as the W2 norm. We demonstrate

this feature by using numerical examples of both simple layered models and a

more realistic salt model.

Naturally, the inversion improves when diving waves and reflections

from shallower interfaces are available. We will see that partial inversion for

velocity below the reflectors is still possible by using W2 norm even when the

initial model does not have any waves returning from below the reflector. In

particular, we analyze a three-layer recovery mechanism for FWI and compare

the L2 norm and the W2 metric. Our focus is on recovering velocity even below

reflecting interfaces. The inversion for velocity below the deepest reflecting

interface seems counter-intuitive if one uses the phase information alone since

no seismic wave return from this sublayer. We will see that it is still possible

with the W2 metric.

In Chapter 7, we will conclude the dissertation by summarizing the
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main contributions. With our detailed studies of different aspects, we demon-

strate that the W2 metric provides better convexity in inversion for many

different types of seismic data, including transmission, refraction, and reflec-

tions. We will also discuss the limitations of the proposed methods which

naturally lead to several future research directions.
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Chapter 2

Background

The primary purpose of this chapter is to present relevant background

material on two essential parts of the dissertation: seismic inversion and op-

timal transport. To motivate our study of full waveform inversion (FWI),

we first present a short survey of standard imaging methods in modern ex-

ploration seismology. As a crucial component of solving both the linear and

nonlinear inversion through local optimization algorithms, a linearization of

the wave equation will be derived mathematically.

FWI can be regarded as an iterative technique of solving a PDE-

constrained optimization. We continue to introduce FWI in detail as well

as its principal components: the forward modeling, the objective function as

a measure of mismatch and the adjoint-state method for fast gradient calcu-

lation. Despite its popularity, FWI is still facing several challenges in realistic

field data inversion. These challenges are part of the motivation for this disser-

tation that inspired us to bring optimal transport and its associated Wasser-

stein metrics to FWI. We will conclude this chapter by briefly introducing the

optimal mass transport problem.
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Figure 2.1: Diagram of a marine seismic survey with the raypaths that result
from a single man-made source into 5 receivers (source: Wikipedia).

2.1 Seismic Imaging

Seismic data contains interpretable information about subsurface prop-

erties. Imaging predicts the spatial locations as well as specifies parameter val-

ues describing the earth properties that are useful in seismology. It is particu-

larly important for exploration seismology which mainly focuses on prospecting

for energy sources, such as oil, gas, coal. Seismic attributes contain both travel

time records and waveform information to create an image of the subsurface to

enable geological interpretation, and to obtain an estimate of the distribution

of material properties in the underground. Usually, the problem is formulated

as an inverse problem incorporating both physics and mathematics. Seismic

inversion and migration are terms often used in this setting.
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There are two types of seismic signals. Natural earthquakes propagate

with substantial ultra-low frequency wave energy and penetrate deeply through

the whole earth. Recorded by seismometers, the natural seismic waves are used

to study earth structures. The other type of data is generated by man-made

“earthquakes” to obtain an image of the sedimentary basins in the interior of

the earth close to the surface. A wavefield has to be produced using suitable

sources at appropriate locations, measured by receivers at other locations af-

ter getting reflected back from within the earth, and stored using recorders.

The second type of seismic events is the primary focus of this dissertation.

Figure 2.1 is the diagram of a man-made marine seismic survey to gather in-

formation of the subsurface before drilling. The air gun attached to a seismic

vessel acts as a synthetic source, and common seismic signals such as reflection

and refraction waves are recorded by the receivers (hydrophones).

In this dissertation, we use Ricker wavelet as the source term in simu-

lating wave propagation to model seismic data. It is the negative normalized

second derivative of a Gaussian function, see Figure 2.2 for its shapes in both

time and frequency domain. The amplitude ϕ(t) of a Ricker wavelet with peak

frequency f at time t is computed as the following:

ϕ(t) = (1− 2π2f 2t2)e−π
2f2t2 . (2.1)

The raw seismic data is not ideal to interpret and to create an accurate

image of the subsurface. Recorded artifacts are related to the surface upon

which the survey was performed, the instruments of receiving and recording
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Figure 2.2: (a) The Ricker wavelet in the time domain with peak frequency
15 Hz and the center at 0.3 second; (b) The spectrum of (a) in the frequency
domain.

and the noise generated by the procedure. We must remove or at least min-

imize these artifacts. Seismic data processing aims to eliminate or reduce

these effects and to leave only the influences due to the structure of geology

for interpretation. Typical data processing steps include but are not limited

to deconvolution, demultiple, deghosting, frequency filtering, normal moveout

(NMO) correction, dip moveout (DMO) correction, common midpoint (CMP)

stack, vertical seismic profiling (VSP), etc [119, 152].

In the recent two decades, the availability of the increased computer

power makes it possible to process each trace of the recorded common source

gathers separately, aiming for a better image. We will discuss several pri-

mary imaging methods such as traveltime tomography, seismic migration, least

squares migration and full waveform inversion (FWI).
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2.1.1 Traveltime Tomography

Most discoveries related to the structure of the earth were based on the

assumption that seismic waves can be represented by rays, which is closely

associated with geometric optics [117, 118, 155]. The primary advantages are

its applicability to complex, isotropic and anisotropic, laterally varying layered

media and its numerical efficiency in such computations. A critical observation

is the travel time information of seismic arrivals. We can understand many

arrival time observations with ray theory [26], which describes how short-

wavelength seismic energy propagates.

As a background illustration, we will derive the ray tracing expressions

in a 1D setting where the velocity only varies vertically [128]. Ray tracing in

general 3D structure is more complicated but follows similar principles. Con-

sidering a laterally homogeneous earth model where velocity v only depends

on depth, the ray parameter which is also called the horizontal slowness p, can

be expressed in the following equation by the Snell’s law:

p = s(z) sin(θ) =
dT

dX
, (2.2)

where s(z) (= 1
v(z)

) is the slowness, θ is the incidence angle, T is the travel

time, X is the horizontal range. At the turning point depth zp, p = s(zp), a

constant for a given ray. The vertical slowness η =
√
s2 − p2.

When the velocity is a continuous function of depth, the surface to

surface travel time T (p) and the distance traveled X(p) have the following
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expressions:

T (p) = 2

∫ zp

0

s2(z)√
s2(z)− p2

dz = 2

∫ zp

0

s2(z)

η
dz, (2.3)

and

X(p) = 2p

∫ zp

0

dz√
s2(z)− p2

= 2p

∫ zp

0

dz

η
. (2.4)

The expressions above are the forward problem in traveltime tomogra-

phy. The seismologists are interested in inverting model parameter s(z) from

observed traveltime T and traveled distance X. Using integral transform pair,

we can obtain

z(s) = − 1

π

∫ s

s0

X(p)√
p2 − s2(z)

d(p) =
1

π

∫ X(s)

0

cosh−1(p/s)dX, (2.5)

which gives us the 1D velocity model.

Equation (2.5) is one example of the 1D velocity inversion problem at

a given depth. There are limitations about traveltime tomography in general.

First, the first arrivals are inherently nonunique. Second, the lateral velocity

variations are not considered in this setting. If we divide the earth model into

blocks, the 3D velocity inversion techniques can resolve some of the lateral

velocity perturbations by using the travel time in each block. The problem can

be formulated into a least-squares (L2) inversion by minimizing the travel time

residual between the predicted time and the observed time: ||tobs−tpred||22 [128,

156].

One limitation of ray theory is that it is applicable only to smooth

media with smooth interfaces, in which the characteristic dimensions of in-

homogeneities are considerably larger than the dominant wavelength of the
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considered waves. The ray method can yield distorted results and will fail at

caustics or in general at so-called singular regions [27]. Moreover, much more

information is available from the observed seismograms than travel times. To

some extent, traveltime tomography can be seen as phase-based inversion,

and next, we will introduce waveform-based methods where the wave equation

plays a significant role. Amplitudes are considered in addition to phases.

2.1.2 Reverse Time Migration

To overcome the difficulties of ray theory and further improve image

resolutions, reverse time migration (RTM), least-squares reverse time migra-

tion (LSRTM) and full-waveform inversion (FWI) replace the semi-analytical

solutions to the wave equation by fully numerical solutions including the full

wavefield. Without loss of generality, we will explain all the methods in a

simple acoustic setting: m(x)∂
2u(x,t)
∂t2

−4u(x, t) = s(x, t),
u(x, 0) = 0,
∂u
∂t

(x, 0) = 0.

(2.6)

We assume the model m(x) = 1
c(x)2

where c(x) is the velocity, u(x, t) is the

wavefield and s(x, t) is the source. It is a linear PDE but a nonlinear operator

from model domain m(x) to data domain u(x, t).

Despite the fact that migration can be used to update velocity model [89,

122, 133], its chief purpose is to transform measured reflection data into an im-

age of reflecting interfaces in the subsurface. There are two principal varieties

of modern migration techniques: reverse time migration (RTM) which gives
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a modest resolution of the reflectivity [6, 153] and least-squares reverse-time

migration (LSRTM) which typically yields a higher resolution of the reflectiv-

ity [44, 45].

Reverse time migration is a prestack two-way wave-equation migration

to illustrate complex structure, especially strong contrast geological interfaces

such as environments involving salts. Conventional RTM uses an imaging

condition which is the zero time-lag cross-correlation between the source and

the receiver wavefields [34]:

R(x) =
∑
shots

∫ T

0

u(x, t) · v(x, t)dt, (2.7)

where u is the source wavefield in (2.6) and v is the receiver wavefield which

is the solution to the adjoint wave equation (2.8): m(x)∂
2v(x,t)
∂t2

−4v(x, t) = d(x, t)δ(x− xr)
v(x, T ) = 0
vt(x, T ) = 0

(2.8)

Here T is the final recording time, d is the observed data from the receiver xr

and m is the assumed background velocity. The adjoint wave equation (2.8)

is typically solved backward in time from T to 0. Therefore it is also referred

as backward propagation.

In classical RTM, the forward modeling usually does not contain reflec-

tion information. For example, it can be the paraxial approximation of the

wave equation, which does not allow for reflections [37], or a smooth velocity

model without reflecting layers. As a summary, the conventional RTM consists

three steps as Figure 2.3 shows:

20



(a) (b)

(c)

Figure 2.3: RTM: (a) Synthetic forward wavefield ufwd, (b) True forward
wavefield and (c) Reflectors generated as the backward wavefield ubwd cross-
correlated with ufwd
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1. Forward modeling of a wavefield with a good velocity model to get ufwd;

2. Backward propagation of the measured data d through the same model

m to get ubwd;

3. Cross-correlation the source wavefield ufwd and receiver wavefield ubwd

based on an imaging condition (e.g., Equation (2.7)) to illustrate the

reflecting interfaces.

RTM uses the entire solution of the wave equations instead of sepa-

rating the downgoing or upgoing wavefields. Theoretically, RTM produces a

more accurate image than ray-based methods since it does not rely on the

asymptotic theory or migration using the one-way equation, which typically

introduces modeling errors [125]. Recent advances in computation power make

it possible to compute and store the solution of the wave equation efficiently,

which significantly aids RTM to generate high-quality images [52]. However,

artifacts are generated by the cross-correlation of source-receiver wavefields

which propagate in the same direction [63, 132, 153]. A good background

velocity model that contains accurate information about the low-wavenumber

components is also crucial for the quality of the image [62].

2.1.3 Least-Squares Reverse Time Migration

Least-squares reverse time migration (LSRTM) is a new migration

method designed to improve the image quality generated by RTM. It is for-

mulated as a linear inverse problem based on the Born approximation which
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we will describe briefly in this section. The wave equation (2.6) defines a non-

linear operator F from model domain to data domain that maps m to u. The

Born approximation is a linearization of this map to the first order so that we

can denote it as L = δF
δm

[72, 141].

One can derive the Born approximation as follows [47]. If we denote

the model m(x) as the sum of a background model and a small perturbation:

m(x) = m0(x) + εm1(x), (2.9)

the corresponding wavefield u also splits into two parts:

u(x, t) = u0(x, t) + usc(x, t), (2.10)

where u satisfies (2.6), and u0 solves the following equation: m0(x)∂
2u0(x,t)
∂t2

−4u0(x, t) = s(x, t),
u0(x, 0) = 0,
∂u0
∂t

(x, 0) = 0.

(2.11)

Subtracting (2.11) from (2.6) and using (2.9), we derive an equation of usc

with zero initial conditions: m0
∂2usc(x,t)

∂t2
−4usc(x, t) = −εm1

∂2u(x,t)
∂t2

,
usc(x, 0) = 0,
∂usc
∂t

(x, 0) = 0.

(2.12)

We can also write usc in terms of Green’s function G:

usc(x, t) = −ε
∫ t

0

∫
Rn
G(x, y; t− s)m1(y)

∂2u

∂t2
(y, s)dyds. (2.13)

By plugging (2.13) back into (2.10), we obtain an implicit equation for

the original wavefield u:

u = u0 − εGm1
∂2u

∂t2
. (2.14)
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Therefore, u = u0 − εGm1
∂2u
∂t2

=
[
I + εGm1

∂2

∂t2

]−1

u0 and the last term can be

expanded in terms of Born series,

u = u0 − ε
∫ t

0

∫
Rn
G(x, y; t− s)m1(y)

∂2u0

∂t2
(y, s)dyds+ O(ε2) (2.15)

= u0 + εu1 + O(ε2) (2.16)

By comparing (2.10) with (2.16), one can approximate usc explicitly with εu1,

i.e., −εGm1
∂2u0
∂t2

, which is a first order approximation named Born approxima-

tion in literature.

Naturally, we obtain a linear map from m1 to u1 in the form of wave

equation:  m0
∂2u1(x,t)

∂t2
−4u1(x, t) = −m1

∂2u0(x,t)
∂t2

u1(x, 0) = 0
∂u1
∂t

(x, 0) = 0

(2.17)

It is convenient to denote the nonlinear forward map (2.6) as F : m 7→ u. A

Taylor expansion of u = F(m) in the sense of calculus of variation gives us:

u = u0 + ε
δF

δm
[m0]m1 +

ε2

2
<
δ2F

δm2
[m0]m1,m1 > + . . . (2.18)

The functional derivative δF
δm

: m1 7→ u1 is the linear operator (2.17), which we

hereafter denote as L. The convergence of the Born series and the accuracy of

the Born approximation can be proved mathematically [105, 106].

Next, we can formulate LSRTM based on Born approximation. Un-

like (2.12), (2.17) is an explicit formulation. With m0 known as the back-

ground velocity, one needs to solve the background wave equation (2.11) first

to obtain the background wavefield u0, and then solve the (2.17) with an as-

sumed model perturbation εm1 to simulate the scattered wavefield εu1. The
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forward modeling of the first iteration in LSRTM needs to solve both (2.11)

and (2.17).

We assume there is an accurate background velocity model m0. The

Born modeling operator maps the reflectivity m?
r to the scattered wavefield

dr = F(m)− F(m0):

Lm?
r = dr (2.19)

The goal of LSRTM is to invert m?
r, which is the subsurface reflectivity quan-

tified by Born approximation. Although L is linear, there is no guarantee that

it is invertible [36]. Instead of computing L−1, we seek the reflectivity model

by minimizing the least-squares error between observed data dr and predicted

scattered wavefield with predicted reflectivity mr:

J(mr) = ||Lmr − dr||22 (2.20)

The normal least-squares solution to (2.20) is m?
r = (LTL)−1LTdr where LT

is the adjoint operator, but it is numerically expensive and unstable to invert

the term LTL directly. Instead, the problem is solved in an iterative manner

using optimization methods such as conjugate gradient descent (CG).

Another interesting way of approximating (LTL)−1 is to consider the

problem as finding a non-stationary matching filter [64, 69]. Similar to RTM,

we can get an image by doing one step of migration:

m1 = LTdr. (2.21)

One step of de-migration (Born modeling) based on m1 generates data d1

d1 = Lm1. (2.22)
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Finally, the re-migration step provides another image m2

m2 = LTd1. (2.23)

Combining (2.21) to (2.23), the inverse Hessian operator (LTL)−1 behaves like

a matching filter between m1 and m2 which we are able to produce from the

observed data. It is also the filter between m?
r and m1 as (2.24) and (2.25)

show below:

m1 = (LTL)−1m2 (2.24)

m?
r = (LTL)−1m1 (2.25)

Therefore, LSRTM can be seen as a process which first derives a filter

to match the re-migration m2 to the initial migration m1 and then applies the

filter back to the initial migrated image to give an estimate of the reflectivity.

Seeking the reflectivity is equivalent to finding the best filter K by minimizing

the misfit J(K) in the image or model domain:

J(K) = ||m1 −Km2||22. (2.26)

The final reflectivity image m?
r ≈ Km1. It is a single-iteration method which

greatly reduces the computational cost of the iterative methods like CG.

In general, least-squares reverse time migration (LSRTM) is still facing

challenges. First of all, the image quality highly depends on the accuracy

of the background velocity model m0. Even a small error can make the two

wavefields meet at a wrong location, which generates a blurred image or an
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incorrect reflectivity [92]. Another drawback is its high computational cost

compared with other traditional migration techniques. In practice, LSRTM

fits not only the data but also the noise in the data. Consequently, it boosts

the high-frequency noise in the image during the iterative inversion [43, 157].

2.1.4 Inversion

The process of imaging through modeling the velocity structure is a

form of inversion of seismic data [139], but in this dissertation, we regard in-

version as a process of recovering the quantitative features of the geographical

structure, that is, finding m(x) in (2.6). Inversion is often used to build a

velocity model iteratively until the synthetic data matches the actual record-

ing [104].

Wave equation traveltime tomography [93] and the ray-based tomogra-

phy in the earlier section are phase-like inversion methods [125]. Least-squares

inversion is known as linearized waveform inversion [84, 136]. The migration

method introduced earlier, LSRTM, can also be seen as a linear inverse prob-

lem. The background model m0 is not updated after each iteration in least-

squares inversion. Similar to the goal of migration, the model to be updated

iteratively is the reflectivity distribution instead of the velocity model. One

can interpret the process as a series of reverse time migrations, where the data

residual is backpropagated into the model instead of the recorded data itself

(Figure 2.3c).

If the background model m0 is the parameter we invert for, the problem
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turns into a nonlinear waveform inversion, which is also called full-waveform

inversion (FWI). Both the low-wavenumber and high-wavenumber components

are updated simultaneously in FWI so that the final image has high resolution

and high accuracy [144]. FWI is the primary focus of the dissertation. In

the following section, we will further discuss its main components and espe-

cially the merit of using optimal transport based ideas to tackle the current

limitations.

2.2 Full Waveform Inversion

Full waveform inversion (FWI) is a nonlinear inverse technique that

utilizes the entire wavefield information to estimate the earth properties. It

is a data-driven method to obtain high-resolution subsurface properties by

minimizing the difference or misfit between observed and synthetic seismic

waveforms [144]. In another word, the goal of full waveform inversion is to es-

timate the true velocity field through the solution of the optimization problem

m? = argmin
m

d(f(m), g) (2.27)

where m is the model parameter and d(f, g) is some measure of the misfit

between two signals.

The notion of FWI was first brought up three decades ago [83, 138] and

has been actively studied as the computing power increases. As we will see,

the mathematical formulation of FWI is PDE-constrained optimization. Even

inversion of subsurface elastic parameters using FWI has become increasingly
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Figure 2.4: The framework of FWI as a PDE-constrained optimization

popular in exploration applications [17, 103]. Currently, FWI can achieve

stunning clarity and resolution. Both academia and industry have been ac-

tively working on the innovative algorithms and software of FWI. However,

this technique is still facing three main challenges.

First, the physics of seismic waves are complex, and we need more

accurate forward modeling in inversion going from pure acoustic waves to

anisotropic viscoelasticity. Recent developments focus on this multiparameter

and multi-mode modeling. FWI strategies for simultaneous and hierarchical

velocity and attenuation inversion have been investigated recently [115], but

there is a dilemma. The more realistic with more parameters the models of the

earth become, the more ill-posed and even non-unique will the inverse problem
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be.

Second, it is well known that the accuracy of FWI deteriorates from the

lack of low frequencies, data noise, and poor starting model. The limitation

is mainly due to the ill-posedness of the inverse problem which we treat as a

PDE-constrained optimization. FWI is typically performed using local opti-

mization methods in which the subsurface model is described by using a large

number of unknowns, and the number of model parameters is determined a

priori [137]. These methods typically only use the local gradient of the objec-

tive function. As a result, the inversion process is easily trapped in the local

minima. Markov chain Monte Carlo (MCMC) based methods [121], particle

swarm optimization [29], and many other global optimization methods [127]

can avoid the pitfall theoretically, but they are not cost-efficient to handle

practical large-scale inversion currently.

Third, it is relatively inexpensive to update the model through local

optimization methods in FWI, but the convergence of the algorithm highly

depends on the choice of a starting model. The research directions can be

grouped into two main ideas to tackle this problem. One idea is to replace the

conventional least-squares norm with other objective functions in optimization

for a wider basin of attraction [49]. The other idea is to expand the dimension-

ality of the unknown model by adding non-physical coefficients. The additional

coefficients may convexify the problem and fit the data better [13, 70].

The essential elements of FWI framework (Figure 2.4) includes forward

modeling, the objective function as the measure of mismatch and the adjoint-
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state method for gradient calculation which will be introduced in the next

three subsections.

2.2.1 Forward Modeling

Wave-propagation modeling is the most significant step in seismic imag-

ing. The earth is complex with various heterogeneity on many scales, and the

real physics is far more complicated than the simple acoustic setting of this pa-

per, but the industry standard is still the acoustic model in time or frequency

domain. The current research of FWI covers multiple parameters inversion

of seismic waveforms including anisotropic parameters, density, and attenua-

tion factors [148] including viscoelastic modeling which is related to fractional

Laplacian wave equations [123]. It should be noted that the more parameters

in a model, the less well-posed is the inverse problem.

If we exclude the attenuation parameter, the general elastic wave equa-

tion is a realistic model. Based on the equation of conservation of momentum

(Newton’s law of dynamics) and Hooke’s law for stress and strain tensors, we

have the following elastic wave equation:

ρ
∂2ui
∂t2

= fi +
∂σij
∂xj

, (2.28)

∂σij
∂t

= cijkl
∂εij
∂t

+
∂σ̃ij
∂t

, (2.29)

where ρ is the density, u is the displacement vector, σ is the nine-component

stress tensor (i,j = 1,2,3), σ̃ is the internal stress, f is the outer body force,
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ε is the nine-component strain tensor which satisfies εij = 1
2

(
∂ui
∂xj

+
∂uj
∂xi

)
and

cijkl is the stiffness tensor containing twenty-one independent components.

One can classify the current numerical methods of complex wave prop-

agation into three categories: direct methods, integral wave equation methods

and asymptotic methods [73]. Direct methods include finite-difference method

(FDM) [101], pseudospectral method [58], finite element method (FEM) [96],

spectral element method (SEM) [79], discontinuous Galerkin method (DG) [75],

etc. Integral wave equation methods include both boundary element method

(BEM) [14] and the indirect boundary element methods (IBEM) [111] with a

fast multipole method (FMM) [57] for efficiency. Asymptotic methods include

geometrical optics, Gaussian beams [28] and frozen Gaussian beams [90].

In this dissertation, the primary focus is the objective function measur-

ing the difference between the synthetic data and the observed data. Therefore,

we stick to the scalar wave equation (2.6) for simplicity and invert for the ve-

locity of acoustic wave propagation. The wave equation (2.6) is solved by a

standard finite difference scheme for a defined initial wavefield:

ul+1
n,m =− ul−1

n,m + 2uln,m

+ v2
n,m∆t2

(
uln+1,m − 2uln,m + uln−1,m

∆x2
+
uln,m+1 − 2uln,m + uln,m−1

∆z2

)
(2.30)

with the initial conditions

u−1
n,m = f(n∆x,m∆z), u0

n,m = f(n∆x,m∆z). (2.31)

Here uln,m is the wavefield at the time l∆t and at the spatial position (n∆x,m∆z).

32



vn,m is the velocity at (n∆x,m∆z). The step size ∆t is chosen to satisfy the

numerical stability (CFL) condition:

min(∆x,∆z) >
√

2∆tmax(v). (2.32)

2.2.2 Measure of Mismatch

In seismic inversion, the misfit function, sometimes referred as the ob-

jective or loss function in optimization, is defined as a functional on the data

domain to measure the mismatch between the synthestic data and the observed

data. Common misfit functions include cross-correlation traveltime measure-

ments [93, 97], amplitude variations [42] and waveform differences [138]. In

both time [135] and frequency domain [112, 113], the least-squares norm has

been the most widely used misfit function. For example, in time domain con-

ventional FWI defines a least-squares waveform misfit as

d(f, g) = J(m) =
1

2

∑
r

∫
|f(xr, t;m)− g(xr, t)|2 dt, (2.33)

where xr are receiver locations, g is observed data, and f is simulated data

which solves (2.6) with model parameter m. The time integral is carried out

numerically as a sum. This formulation can also be extended to the case with

multiple sources.

Real seismic data usually contains noise. As a result, denoising becomes

an important step in seismic data processing. The L2 norm is well known to

be sensitive to noise [18]. Other norms have been proposed to mitigate this

problem. For example, the L1 norm [38, 135], the Huber criterion [65, 67] and
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the hybrid L1/L2 criterion [19] all demonstrated improved robustness to noise

compared with conventional L2 norm.

The oscillatory and periodic nature of waveforms lead to another pri-

mary challenge in FWI: the cycle-skipping issue when implementing FWI as

a local inversion scheme. If the true data and the initial synthetic data are

more than half wavelength (> λ
2
) away from each other, the first gradient can

go in the wrong direction regarding the phase mismatch, but can nonetheless

reduce the data misfit in the fastest manner [11]. Mathematically, it is related

to the highly nonconvex and highly nonlinear nature of the inverse problem

and results in finding only local minima.

The lower frequency components have a wider basin of attraction with

the least-squares norm being the misfit function. Several hierarchical methods

that invert from low frequencies to higher frequencies have been proposed

in the literature to mitigate the cycle-skipping of the inverse problem [20,

77, 113, 129, 147]. Several other methods instead compare the integrated

waveforms [71, 87] (Figure 2.5) and the waveform envelops [15, 91]. They

share a similar idea with the hierarchical methods of taking advantage of the

lower frequency components in the data.

All the misfit functions above are point-by-point based objective func-

tions which means they only accumulate the differences in amplitude at each

fixed grid point. There are global misfit functions that compare the simu-

lated and measured signals. A recently introduced class of misfit functions is
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(c) Optimal transport related misfit functions [150].
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based on optimal transport [30, 48–51, 98, 99, 149–151]. As a useful tool from

the theory of optimal transport, the Wasserstein metric computes the mini-

mal cost of rearranging one distribution into another. The optimal transport

based methods compare the observed and simulated data globally and thus

include phase information, see Figure 2.5c. We will expand topics on optimal

transport in the following chapters.

Other misfit functions with the idea of non-local comparison proposed

in the literature include filter based misfit functions [146, 158] as well as inver-

sion using, so called, dynamic time warping [94] and the registration map [4].

The differential semblance optimization [134] exploits both phase and ampli-

tude information of the reflections. Tomographic full waveform inversion [13]

has some global convergence characteristics of wave-equation migration ve-

locity analysis. In the filter based methods [146, 158], a filter is designed to

minimize the L2 difference between filtered simulated data and the observed

data. The misfit is then a measure of how much the filter deviates from the

identity. As we will see in the optimal transport based technique, this is done

in one step where the optimal map directly determines the mapping of the

simulated data. The optimal transport map is general and does not need to

have the form of a convolution filter as in the filter based methods.

2.2.3 Adjoint-State Method

Large-scale realistic 3D inversion is possible today. The advances in

numerical methods and computational power allow for solving the 3D wave
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equations and compute the Fréchet derivative with respect to model parame-

ters, which are needed in the optimization. In the adjoint-state method, one

only needs to solve two wave equations numerically, the forward propagation

and the backward adjoint wavefield propagation. Different misfit functions

typically only affect the source term in the adjoint wave equation [110, 137].

Let us consider the misfit function J(m) for computing the difference

between predicted data f and observed data g wherem is the model parameter,

F (m) is the forward modeling operator, u(x, t) is the wavefield and s(x, t) is

the source. The predicted data f is the partial Cauchy boundary data of u

which can be written as f = Ru where R is a restriction operator only at the

receiver locations. The wave equation (2.6) can be denoted as

F (m)u = s. (2.34)

Taking first derivative regarding model m on both sides gives us:

∂F

∂m
u+ F

∂u

∂m
= 0. (2.35)

Therefore,

∂f

∂m
= −RF−1 ∂F

∂m
u. (2.36)

By the chain rule, the gradient of misfit function J with respect to m

is

∂J

∂m
=

(
∂f

∂m

)T
∂J

∂f
(2.37)

We can derive the following equation by plugging (2.36) into (2.37) :

∂J

∂m
= −uT

(
∂F

∂m

)T
F−TRT ∂J

∂f
(2.38)
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Equation (2.38) is the adjoint-state method. The term F−TRT ∂J
∂f

de-

notes the backward wavefield v generated by the adjoint wave equation whose

source is the data residual RT ∂J
∂f

. The gradient is similar to the usual imaging

condition (2.7):

∂J

∂m
= −

∫ T

0

∂2u(x, t)

∂t2
v(x, t)dt, (2.39)

where v is the solution to the adjoint wave equation: m∂2v(x,t)
∂t2

−4v(x, t) = RT ∂J
∂f

v(x, T ) = 0
vt(x, T ) = 0

(2.40)

Therefore F T can be seen as the backward modeling operator which is similar

to the adjoint wave equation (2.8) but with a different source term.

There are many other equivalent ways to formulate the adjoint-state

method. One can refer to [47, 110] for more details.

In FWI, our aim is to find the model parameter m∗ that minimizes

the objective function, i.e. m∗ = argmin J(m). For this PDE-constrained

optimization, one can use the Fréchet derivative in a gradient-based iterative

scheme to update the model m, such as steepest descent, conjugate gradient

descent (CG), L-BFGS, Gauss-Newton method, etc. One can also derive the

second-order adjoint equation for the Hessian matrix and use the full Newton’s

method in each iteration, but it is not practical regarding memory and current

computing power. It is one of the current research interests to analyze and

approximate the Hessian matrix in optimization [143].
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2.3 Optimal Transport

The main contribution of this dissertation is to apply optimal transport

to seismic inversion. This section serves as a preliminary background for the

topic of optimal transport. More mathematical details will be explained in the

following chapters.

Optimal transport has become a well-developed topic in mathematics

since it was first brought up by Monge [102] in 1781. Due to its ability to

incorporate both intensity and spatial information, optimal transport based

metrics for modeling and signal processing have recently been adopted in a

variety of applications including image retrieval, cancer detection, and machine

learning [78]. In computer science, the metric is known to embed geometric

information of the data into the loss function, and it is often referred as the

“Earth Mover’s Distance” (EMD).

2.3.1 The Monge’s Problem

We first introduce the original problem that Monge set up. Let X and

Y be two metric spaces with nonnegative Borel measures µ and ν respectively.

Assume X and Y have equal total measure:∫
X

dµ =

∫
Y

dν (2.41)

Without loss of generality, we will hereafter assume the total measure to be

one, i.e., µ and ν are probability measures.

Definition 2.3.1 (Mass-preserving map). A transport map T : X → Y is
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(a) (b)

Figure 2.6: Maps (a) and (b) normally generate different transport costs.

mass-preserving if for any measurable set B ∈ Y ,

µ(T−1(B)) = ν(B) (2.42)

If this condition is satisfied, ν is said to be the push-forward of µ by T , and

we write ν = T#µ

In another word, given two nonnegative densities f = dµ and g = dν,

we are interested in the mass-preserving map T such that f = g ◦ T . The

transport cost function c(x, y) maps pairs (x, y) ∈ X×Y to R∪{+∞}, which

denotes the cost of transporting one unit mass from location x to y. The

most common choices of c(x, y) include |x− y| and |x− y|2, which denote the

Euclidean norms for vectors x and y hereafter. Once we find a mass-preserving
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map T , the cost corresponding to T is

I(T, f, g, c) =

∫
X

c(x, T (x))f(x) dx.

Figure 2.6 shows two discrete probability measures that contain five

points each. While there are many maps T that can perform the relocation

such as Figure 2.6a and Figure 2.6b, we are interested in finding the optimal

map that minimizes the total cost

I(f, g, c) = inf
T∈M

∫
X

c(x, T (x))f(x) dx,

where M is the set of all maps that rearrange f into g.

Thus we have informally defined the optimal transport problem, the

optimal map as well as the optimal cost, which is also called the Wasserstein

distance for the class of cost function c(x, y) = |x− y|p:

Definition 2.3.2 (The Wasserstein distance). We denote by Pp(X) the set

of probability measures with finite moments of order p. For all p ∈ [1,∞),

Wp(µ, ν) =

(
inf

Tµ,ν∈M

∫
Rn
|x− Tµ,ν(x)|p dµ(x)

) 1
p

, µ, ν ∈Pp(X). (2.43)

M is the set of all maps that rearrange the distribution µ into ν.

2.3.2 Kantorovich’s Problem

The definition (2.43) is the original static formulation of the optimal

transport problem with a specific cost function. It is an infinite dimensional

41



optimization problem if one searches for the transport map T directly. The

non-symmetric nature of Monge’s problem also generated difficulty because

the map is unnecessarily bijective [85].

In the 40’s, Kantorovich relaxed the constraints and formulated the

dual problem [74]. Instead of searching for a map T , a transference plan γ is

considered, which is also a measure supported by the product spaceX×Y . The

Kantorovich problem is to find an optimal transference plan as the following:

inf
γ

{∫
X×Y

c(x, y)dγ | γ ≥ 0 and γ ∈ Π(µ, ν)

}
, (2.44)

where Π(µ, ν) = {γ ∈ P(X × Y ) | (PX)]γ = µ, (PY )]γ = ν}. Here (PX) and

(PY ) denote the two projections, and (PX)]γ and (PY )]γ are two measures

obtained by pushing forward γ with these two projections. P(X × Y ) stands

for the set of all the measures on X × Y .

2.3.3 Relation Between the Monge’s Problem and the Kantorovich’s
Problem

Since every transport map determines a transference plan of the same

cost, the Kantorovich’s problem is weaker than the original Monge’s problem:

inf
γ∈Π(µ,ν)

∫
X×Y

c(x, y)dγ ≤ inf
Tµ,ν∈M

∫
Rn
c(x, Tµ,ν(x))dµ(x). (2.45)

Moreover, Monge’s problem does not allow mass splitting, therefore there are

cases Monge’s problem has no solution while existence holds for Kantorovich’s
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problem. For example, when µ = δx=0 and ν = 1
2
δx=−1 + 1

2
δx=1, there is no

well-defined transport map, but transference plan exits, see Figure 2.7.

If the cost function c(x, y) is of the form |x − y|p and µ and ν are

absolutely continuous with respect to the Lebesgue measure, solutions to the

Kantorovich and Monge problems coincide under certain conditions. When

p > 1, the strict convexity of |x−y|p guarantees that there is a unique solution

to Kantorovich’s problem (2.44) which is also the unique solution to Monge’s

problem (2.43).

When p = 1, there exist solutions to both two problems, but uniqueness

may fail. For example, let us consider two density functions dµ = 1
2
1[0,2]dx

and dν = 1
2
1[1,3]dx (Figure 2.8). Both two transport maps T1(x) = x + 1 and

T2(x) = (x+ 2)1[0,1] + x1[1,2) are optimal:∫
X

|x− T1(x)|dµ =

∫
X

|x− T2(x)|dµ = 2.

Although the uniqueness may fail, there is a special translation-invariance
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Figure 2.8: Two different transport maps (transference plans) in (a) and (b)
have the same W1 distance between µ (blue) and ν (red).

dual formulation for cost function c(x, y) = |x − y|. Consider ϕ ∈ L1(µ) and

ψ ∈ L1(ν), the Kantorovich dual problem is formulated as the following [142]:

sup
ϕ,ψ

(∫
X

ϕ dµ+

∫
Y

ψ dν

)
, (2.46)

subject to ϕ(x) + ψ(y) ≤ c(x, y), for any (x, y) ∈ X × Y . When the cost

function c(x, y) is the L1 norm |x− y|, i.e. p = 1 in (2.44) with f ≥ 0, g ≥ 0,

and
∫
f =

∫
g, the corresponding alternative W1 distance has the following

equivalent dual formulation:

W1(f, g) = max
ϕ∈Lip1

∫
X

ϕ(x)(f(x)− g(x))dx, (2.47)

where Lip1 is the space of Lipschitz continuous functions with Lipschitz con-

stant 1. One can easily observe the translation-invariance property thatW1(f, g) =

W1(f + c, g + c) for some nonnegative constant c.
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Compared with the original Monge’s formulation (2.43), the dual for-

mulation (2.46) of Kantorovich’s relaxation (2.44) is a linear optimization

problem which is solvable by linear programming [41, 107, 124]. Kantorovich

obtained the 1975 Nobel prize in economics for his contributions to resource al-

location problems where he interpreted the dual problem as an economic equi-

librium. Recently Cuturi introduced the entropy regularized optimal transport

problem which enforces the desirable properties for optimal transference plan

and convexifies the problem. There have been extremely efficient computa-

tional algorithms [39] which allow various applications in image processing,

neuroscience, machine learning, etc [9, 40, 61, 130].

2.3.4 The Benamou-Brenier Formulation

In the 90’s, Benamou and Brenier derived an equivalent dynamic for-

mulation [7] which has been one of the main tools for numerical computation.

The Benamou-Brenier formula identifies the squared quadratic Wasserstein

metric between µ and ν by

W 2
2 (µ, ν) = inf

∫ 1

0

∫
|v(t, x)|2ρ(t, x)dxdt, (2.48)

where the infimum is taken among all the solutions of the continuity equation:

∂ρ

∂t
+∇(vρ) = 0, (2.49)

subject to ρ(0, x) = f, ρ(1, x) = g.

In fact the infimum is taken among all Borel fields v(t, x) that transports µ

to ν continuously in time, satisfying the zero flux condition on the boundary.
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Many fast solvers based on this dynamic formulation has been proposed in lit-

erature [8, 86, 109]. They are used particularly in image registration, warping,

texture mixing, etc.
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Chapter 3

Optimal Transport for Full Waveform

Inversion

In this dissertation, we develop a general framework to use the Wasser-

stein metric as the new objective function for seismic inversion based on both

the 1D and multidimensional optimal transport. The study consists of four

major parts: motivation, mathematical analysis, numerical computation, and

discussion. We have introduced the motivation in the first chapter, and here

we will mainly focus on the analysis.

To begin with, we will study the convexity of the quadratic Wasserstein

(W2) metric concerning shift, dilation, and partial amplitude changes. Errors

between simulated and observed data in the form of shifts and dilations can oc-

cur naturally from an incorrect velocity model, while inaccurate measurements

or variations in the strength of reflecting surfaces can result in larger or smaller

local amplitudes. We will give rigorous proofs of these convexity statements

using the fundamental theorem of optimal transport and the displacement

convexity of the Monge-Kantorovich minimization problem[142, p. 80]. Two

Parts of this chapter were published in Engquist, B., Froese, B.D. and Yang, Y., 2016,
Optimal transport for seismic full waveform inversion: Communications in Mathematical
Sciences, 14(8), pp.2309-2330. This work was done under the supervision of B. Engquist,
and in collaboration with BD Froese.
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numerical examples will be presented to illustrate the theorems. We will also

see that the data domain convexity which we can analyze directly is related

to the model domain convexity that eventually matters in the optimization.

Another essential property of the Wasserstein metric is its insensitivity

to noise. For the optimal transport problem on the real line, both theories

and numerical illustrations will be given to show that the effect of noise is

negligible. For higher dimensions, we estimate the effect of noise by finding

an upper bound which is small.

3.1 Convexity of the Quadratic Wasserstein Metric

The example of convexity given in Figure 1.1c was our motivation for

considering the Wasserstein metric in the context of full waveform inversion.

In most optimization problems, the convexity of the objective function is a de-

sirable property. In this section, we will mathematically study this convexity

with respect to variations that are common in the context of seismic explo-

ration. In particular, we analyze cases where f is derived from g by either a

local change of amplitude or a linear change of variables in the form of a shift

or dilation.

The shift and dilation are typical effects of variations in the velocity

v, as can be seen in a simple example. A one-dimensional, constant velocity

model is 
∂2u
∂t2

= v2 ∂2u
∂x2
, x > 0, t > 0,

u = 0, ∂u
∂t

= 0, x > 0, t = 0,

u = u0(t), x = 0, t > 0.

(3.1)
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(a) (b)

Figure 3.1: (a) Two density functions g (blue) and f (black); (b) Density
function g (blue) and the shifted density function fs = f(x− s) (black).

One solution to the equation is u(x, t; v) = u0(t−x/v). For fixed x, variations

in v induce shifts in the signal. When t is fixed, variation of v generates dilation

in u0 as a function of x.

Local changes in amplitude can originate from variations in the strength

of reflecting surfaces. A material composed of layers of different materials will

yield a velocity field that is (approximately) piecewise constant. The strength

of the reflection at a discontinuity is, in turn, related to the velocity field in

each layer. Incorrect estimation of the velocity field will then lead to larger or

smaller local amplitudes in the resulting wavefield.

We note that any shifts, dilations, and amplitude changes in a signal f

will correspond to a similar transformation in the positive and negative parts

of f . Thus in the results below, it is sufficient to assume that the original

profile f is non-negative. The results below will still consider any changes in

mass that result from the transformations.
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3.1.1 Convexity With Respect To Shift

We begin by looking at the effects of shifting a density function f

(Figure 3.1), which does not affect the total mass.

Theorem 3.1.1 (Convexity of shift). Suppose f and g are probability density

functions of bounded second moment. Let T be the optimal map that rearranges

f into g. If fs(x) = f(x − sη) for η ∈ Rn, then the optimal map from fs(x)

to g(y) is Ts = T (x − sη). Moreover, W 2
2 (fs, g) is convex with respect to the

shift size s.

The proof relies on the concept of cyclical monotonicity, an additional

structure which can be used to characterize an optimal map in the special case

of the cost function (i.e., c(x, y) = |x− y|2) [16, 76].

Definition 3.1.1 (Cyclical monotonicity). We say that T : X → Y is cycli-

cally monotone if for any m ∈ N+, xi ∈ X, 1 ≤ i ≤ m,

m∑
i=1

|xi − T (xi)|2 ≤
m∑
i=1

|xi − T (xi−1)|2 (3.2)

or equivalently
m∑
i=1

〈T (xi), xi − xi−1〉 ≥ 0 (3.3)

m∑
i=1

xi · T (xi) ≥
m∑
i=1

xi · T (xi−1). (3.4)

where x0 ≡ xm.
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Theorem 3.1.2 (Optimality criterion for quadratic cost [1, Theorem 2.13]).

Let f and g be probability density functions supported on sets X and Y respec-

tively. A mass-preserving map T : X → Y minimizes the quadratic optimal

transport cost if and only if it is cyclically monotone.

Proof of Theorem 3.1.1. By construction, the map Ts rearranges fs into g.

The cyclical monotoncity of Ts follows immediately from the cyclical mono-

toncity of T :

m∑
i=1

xi · Ts(xi) =
m∑
i=1

[(xi − sη) + sη] · T (xi − sη)

≥
m∑
i=1

[(xi − sη) + sη] · T (xi−1 − sη)

=
m∑
i=1

xi · Ts(xi−1).

Then the squared Wasserstein metric can be expressed as

W 2
2 (fs, g) =

∫
|x− Ts(x)|2 fs(x)dx =

∫
|x− T (x− sη)|2 f(x− sη)dx

= W 2
2 (f, g) + s2|η|2 + 2s

∫
η · (x− T (x))f(x) dx. (3.5)

The convexity with respect to s is evident from the last equation.

3.1.2 Convexity With Respect To Dilation

Next, we consider the convexity of the quadratic Wasserstein metric

with respect to dilations or contractions of the density functions. Figure 3.2
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Figure 3.2: f (red) is a dialtion of g (blue).

gives a dilation example in 1D. We begin by characterizing the optimal map

in this setting.

Lemma 3.1.3 (Optimal map for dilation). Assume f and g are probability

density functions of bounded second moment satisfying f(x) = det(A)g(Ax),

where A is a symmetric positive definite matrix. Then the optimal transport

map rearranging f(x) into g(y) is T (x) = Ax.

Proof. Again, the cyclical monotonicity condition of Theorem 3.1.2 is the key

to verifying optimality.

Since A is symmetric positive definite, it has a unique Cholesky de-

composition A = LTL for some upper triangular matrix L. Then for any
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xi ∈ X,

m∑
i=1

xi · (T (xi)− T (xi−1)) =
1

2

m∑
i=1

(xTi−1L
TLxi−1 + xTi L

TLxi − 2xTi L
TLxi−1)

=
1

2

m∑
i=1

|Lxi − Lxi−1|2

≥ 0,

which verifies the optimality condition.

Remark 3.1.1. The requirement that A be symmetric positive definite is nec-

essary for y = Ax to be the optimal map. For example, let A be the rotation

matrix

(
cos θ sin θ
− sin θ cos θ

)
with θ = π and let g satisfy the symmetry condition

g(x, y) = g(−x,−y). Then the optimal map from f(x) = g(Ax) to g is the

identity function instead of T (x) = Ax.

Convexity is a separate issue as it depends on the parameterization. A

particular case of dilation occurs when A is a diagonal matrix. The following

theorem is a generalization where the dilation need not occur along coordinate

directions.

Theorem 3.1.4 (Convexity with respect to dilation). Assume f(x) is a prob-

ability density function and g(y) = f(A−1y) where A is a symmetric positive

definite matrix. Then the squared Wasserstein metric W 2
2 (f, g/〈g〉) is convex

with respect to the eigenvalues λ1, . . . , λn of A.

Proof. In order to define the Wasserstein metric, it is necessary to work with

the normalized density g/〈g〉 = det(A)−1f(A−1y). By Lemma 3.1.3, the opti-

53



mal mapping is

T (x) = Ax = OΛOT

where O is an orthogonal matrix and Λ is a diagonal matrix whose entries

are the eigenvalues λ1, . . . , λn. Then the squared Wasserstein metric can be

expressed as

W 2
2

(
f,

g

〈g〉

)
=

∫
f(x) |x− Ax|2 dx

=

∫
f(x)xTO(I − Λ)2OTx dx

=

∫
f(Oz)zT (I − Λ)2z dz,

which is convex in λ1, . . . , λn.

Remark 3.1.2. If both dilation and shift are present, the Wasserstein metric

will be convex with respect to each of the corresponding parameters.

3.1.3 Convexity With Respect To Partial Amplitude Change

Finally, we consider the problem where a profile f is derived from g,

but with a decreased amplitude in part of the domain. That is, we suppose

that the domain is decomposed into Ω = Ω1 ∪ Ω2 with Ω1 ∩ Ω2 = ∅. For

an amplitude loss parameter 0 ≤ β ≤ 1 we suppose that f depends on the

probability density function g via

fβ(x) =

{
βg(x), x ∈ Ω1

g(x), x ∈ Ω2.
(3.6)

Figure 3.3 gives one such example of fβ and g.
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Figure 3.3: The local amplitude changes of g (red) generate signal fβ (blue)

Theorem 3.1.5 (Convexity with respect to partial amplitude change). The

squared Wasserstein metric W 2
2 (fβ/〈fβ〉, g) is a convex function of the param-

eter β.

In order to prove this result, we introduce an alternative form of the

rescaled density in terms of a parameter −1 ≤ α ≤ 0.

hα(x) =

{
(1 + α)g(x), x ∈ Ω1,

(1− γα)g(x), x ∈ Ω2,

where

γα = α

∫
Ω1
g∫

Ω2
g
.

Note that hα is non-negative and has unit mass by construction, with h0 = g.

The two different families of parameters are connected as follows.

Lemma 3.1.6 (Parameterization of amplitude loss). Define the parameteri-

zation function

α(β) =
β

β
∫

Ω1
g +

∫
Ω2
g
− 1.
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Then α : [0, 1] → [−1, 0] is concave and the associated density functions are

related through

f̂β ≡
fβ
〈fβ〉

= hα(β).

The proof of convexity with respect to β will come via convexity with

respect to α.

Lemma 3.1.7 (Convexity with respect to partial amplitude change). The

squared Wasserstein metric W 2
2 (hα, g) is a convex function of the parameter

α.

Proof. Choose any α1, α2 ∈ [−1, 0] and s ∈ [0, 1]. From convexity of the

Monge-Kantorovich minimization problem [142, p. 220], we have

W 2
2 (shα1 + (1− s)hα2 , g) ≤ sW 2

2 (hα1 , g) + (1− s)W 2
2 (hα2 , g). (3.7)

We can calculate

shα1 + (1− s)hα2 =

{
s(1 + α1)g + (1− s)(1 + α2)g, x ∈ Ω1,

s(1− γα1)g + (1− s)(1− γα2)g, x ∈ Ω2.

=

{
(1 + sα1 + α2 − sα2)g, x ∈ Ω1,

(1− γsα1+(1−s)α2)g, x ∈ Ω2,

= hsα1+(1−s)α2 .

Thus we can rewrite Equation (3.7) as

W 2
2 (hsα1+(1−s)α2 , g) ≤ sW 2

2 (hα1) + (1− s)W 2
2 (h, fα2 , g) (3.8)

and the Wasserstein metric W 2
2 (hα, g) is convex with respect to α.
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A simple consequence of this result is that the misfit is a decreasing

function of α.

Lemma 3.1.8 (Misfit is non-increasing). Let −1 ≤ α1 < α2 ≤ 0. Then

W 2
2 (hα2 , g) ≤ W 2

2 (hα1 , g).

Proof. Define the parameter s ∈ [0, 1] by s = α2/α1. Then we can use the

convexity result of Lemma 3.1.7 to compute

W 2
2 (hα2 , g) = W 2

2 (hsα1+(1−s)·0, g)

≤ sW 2
2 (hα1 , g) + (1− s)W 2

2 (h0, g)

≤ W 2
2 (hα1 , g),

where we have used the fact that h0 = g.

Using these lemmas, we can now establish convexity with respect to

the natural amplitude loss parameter β.

Proof of Theorem 3.1.5. Choose any β1, β2, s ∈ [0, 1]. From the concavity of

α(β) we have

α(sβ1 + (1− s)β2) ≥ sα(β1) + (1− s)α(β2).

Applying Lemmas 3.1.7-3.1.8 we can compute

W 2
2 (f̂sβ1+(1−s)β2 , g) = W 2

2 (hα(sβ1+(1−s)β2), g)

≤ W 2
2 (hsα(β1)+(1−s)α(β2), g)

≤ sW 2
2 (hα(β1), g) + (1− s)W 2

2 (hα(β2), g)

= sW 2
2 (f̂β1 , g) + (1− s)W 2

2 (f̂β2 , g),
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which establishes the convexity.

3.2 Numerical Examples On Model Convexity

The theorems discussed in the previous section are about the convexity

of the quadratic Wasserstein metric concerning common data changes moti-

vated by the 1D acoustic wave equation (3.1). In this section, we will show

two numerical examples for model domain convexity that compare the behav-

ior of misfit functions based on least-squares waveform differences (L2) and

the quadratic Wasserstein metric (W2). In the first test, refraction (the diving

wave) is the dominant seismic signal recorded by the receivers while in the

second example the recorded data are mainly reflections.

3.2.1 Refraction Example

The first example from [99] shows a convexity result in higher dimen-

sional model domain. The model velocity is increasing linearly in depth as

v(x, z) = vp,0 +αz, where vp,0 is the starting p-wave velocity on the surface, α

is the vertical gradient and z is the depth. In this setting, both the observed

data and the synthetic data are refractions. The reference for (vp,0, α) is (2

km/s, 0.7 s−1) (Figure 3.4a). We plot the L2 and W2 misfits between the

observed data generated by the reference model and the synthetic data from

different α ∈ [0.4, 1] and v0 ∈ [1.75, 2.25] on a 41× 45 grid in Figure 3.4. We

observe many local minima and maxima in Figure 3.4b. However, the surface

plot for W2 (Figure 3.4c) is globally convex in model parameters vp,0 and α.

58



We further compare the convexity of L2 and W2 in one variable when

the value of the other variable is wrong, which is very common in realistic

inversion. As seen in Figure 3.5a and Figure 3.5b, the L2 results have local

minima while the plots for W2 are convex. Changes in velocity easily cause

a shift or dilation in the recorded data. The convexity comparisons in these

plots demonstrate the validity of our study about the data domain convexity

as well as the capacity of W2 in mitigating cycle-skipping issues.

3.2.2 Reflection Example

The second example is a three-layer model similar to [158, Figure 5].

Velocities in each layer are 1.5, 2.5, and 3.5 km/s and the depth of each layer

are all 0.3 km in the reference model (Figure 3.6). The two model variables

are the depth for the first layer and second layer which vary from 0.2 km to

0.4 km in this test. The receivers record the reflections coming from the two

velocity discontinuities.

By changing these two model variables and computing the misfit be-

tween data generated by the reference model and the data simulated with

current model variables, we can compare the behavior of the misfit functions

regarding their convexity in model domain. Figure 3.7a and Figure 3.7b show

the misfit changes regarding two layer depths. Obviously, Figure 3.7b has

a wider basin of attraction than Figure 3.7a. The cross-sections of the mis-
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Figure 3.4: (a) The reference velocity (b) L2 misfit sensitivity with respect
to model parameters v0 and α. and (c) W2 misfit sensitivity with respect to
model parameters v0 and α.
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(a) (b)

Figure 3.5: (a) Misfit sensitivity with respect to v0 at α = 0.535 and (b) Misfit
sensitivity with respect to α at v0 = 1.8523 km/s.
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Figure 3.6: The reference velocity of the three-layer model for the comparison
between misfit functions.
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Figure 3.7: (a)(b) show the misfit value with different depth of two layers.
(c)(d) show the cross sections of misfits for the first layer. (e)(f) show the
cross sections of misfits for the second layer. The first column is L2 norm
result. The second column is W2 misfit result.

62



fits (Figure 3.7c to Figure 3.7f) also demonstrate that W2 norm has better

convexity than L2 norm.

3.3 Insensitivity With Respect To Noise

In the practical application of full waveform inversion, it is natural to

experience noise in the measured signal, and therefore robustness with respect

to noise is a desirable property in a misfit function. We will show that the

Wasserstein metric is substantially less sensitive to noise than the L2 norm.

The Wasserstein metric depends on the square of the translate T . This

implies that if f is an oscillatory perturbation of g then the Wasserstein metric

W 2
2 (f, g) is small. A simple one-dimensional example given by Villani [142,

Exercise 7.11] shows that W 2
2 (fε, g) = O(ε2) for fε =

(
1 + sin 2πx

ε

)
and g = 1

on [0, 1]. A numerical example without analysis was given in [48].

3.3.1 One Dimension

In one dimension, it is possible to exactly solve the optimal transporta-

tion problem in terms of the cumulative distribution functions

F (x) =

∫ x

0

f(t) dt, G(x) =

∫ x

0

g(t) dt.

See Figure 3.9. Then it is well known [142, Theorem 2.18] that the optimal

transportation cost is

W 2
2 (f, g) =

∫ 1

0

|F−1(t)−G−1(t)|2 dt. (3.9)
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Figure 3.8: Densities g (blue) and fN (red, c = −0.5) for (a) N = 10
and (b) N = 100.

If additionally the target density g is positive, then the optimal map from f

to g is given by

T (x) = G−1(F (x)).

Theorem 3.3.1 (Insensitivity to noise in 1-D). Let g be a positive probability

density function on [0, 1] and choose 0 < c < min g. Let fN(x) = g(x)+rN(x),

which contains piecewise constant additive noise rN drawn from the uniform

distribution U [−c, c]. Then EW 2
2 (fN/〈fN〉, g) = O( 1

N
).

Without loss of generality, we take g = 1 on [0, 1]. Figure 3.8 shows

the effect of the noise. For x ∈
(
i−1
N
, i
N

]
, rN(x) ≡ ri, with each ri drawn

from U [−c, c]. As N → ∞, rN(x) approximates the noise function r(x) on

[0, 1]. For any x0 ∈ [0, 1], r(x0) is a random variable with uniform distribution

U [−c, c].
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Figure 3.9: (a) Cumulative distribution functions F (x) (red), G(x) (blue)
and (b) the inverse functions F−1(y) (red), G−1(y) (blue).

Proof of Theorem 3.3.1. For each i, ri is a random variable of uniform distri-

bution U [−c, c], 0 < c < minx g. Thus, we have Eri = 0 and Er̄ = 0.

Let h = 1/N and xi = ih for i = 0, . . . , N . Then the noisy density

function is given by

fN(x) = 1 + ri, x ∈ (xi−1, xi].

We begin by calculating the Wasserstein metric between fN and the constant

gN = 1 + r̄N , which share the same mass.

In order to make use of (3.9), we derive the cumulative distribution
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function and its inverse for both fN and gN :

FN(x) =
i−1∑
j=1

(1 + rj)h+ (1 + ri)(x− xi−1), x ∈ (xi−1, xi]

GN(x) = (1 + r̄N)x, x ∈ [0, 1]

F−1
N (x) =

x+
(

(i− 1)ri −
∑i−1

j=1 rj

)
h

1 + ri
, x ∈

(
i−1∑
j=1

(1 + rj)h,
i∑

j=1

(1 + rj)h

]
G−1
N (x) =

x

1 + r̄N
, x ∈ [0, 1 + r̄N ],

where 1 ≤ i ≤ N .

Then we can bound the squared Wasserstein metric by

W 2
2 (fN , gN) =

∫ 1+r̄

0

|F−1
N (t)−G−1

N (t)|2dt ≤ 2h3

(1− c)2

N∑
i=1

(
i∑
l=1

rl − ih
N∑
k=1

rk

)2

.

(3.10)

Since the noise {ri}Ni=1 is i.i.d., we obtain the following upper bound for the

expectation of the Wasserstein metric:

EW 2
2 (fN , gN) ≤ C · h3 ·

N∑
i=1

i · Er2
1 ≤

C2

N
.

We can similarly establish a lower bound so that

C1

N
≤ EW 2

2 (fN , gN) ≤ C2

N
(3.11)

where C1 and C2 only depend on c.

The density functions fN and gN have total mass 1 + r̄N and must

be rescaled to mass one in order to obtain the desired result. Recalling that
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g = g/(1 + r̄N), we can rescale the squared Wasserstein metric [142, Proposi-

tion 7.16] to obtain

W 2
2 (fN/〈fN〉, g) =

(
1

1 + r̄N

)2

W 2
2 (fN , gN)

where (
1

1 + c

)2

≤
(

1

1 + r̄N

)2

≤
(

1

1− c

)2

.

Thus we conclude that EW 2
2 (fN/〈fN〉, g) = O( 1

N
).

Remark 3.3.1. The L2 norm is significantly more sensitive to noise in this

setting since EL2
2(fN , gN) = E||fN − gN ||22 = E

(
1
N

∑N
i=1 |ri|2

)
= O(1).

3.3.2 Higher Dimensions

The analysis of the Wasserstein metric becomes much more difficult in

higher dimensions. However, we can still analyze the effects of noise through

the computation of an upper bound on the metric.

From the definition of the quadratic Wasserstein metric (2.43), it is

clear that any transport map T satisfies the inequality

W 2
2 (f, g) ≤

∫
|x− T (x)|2 f(x)dx.

Consider the following two-dimensional example on the domain Ω =

[0, 1] × [0, 1] with the constant density function g = 1. Consider the noise

function r such that for each (x, y) ∈ Ω, r(x, y) is a random variable with

uniform distribution on [−c, c], 0 < c < 1. We define the noisy density function

f = g + r and assume that
∫

Ω
f =

∫
Ω
g.
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Figure 3.10: (a) The optimal map for each row: Tx = Ti for xi < x ≤ xi+1

and (b) the optimal map in y direction: Ty

We use the Wasserstein metric to measure the difference between g and

its noisy version f . Since strong convergence in distribution implies conver-

gence of the Wasserstein metric, we can approximate the density function f

by the piecewise constant function fN for the convenience of calculation.

fN(x, y) = 1+rij, xi =
i

N
< x ≤ i+ 1

N
= xi+1, yj =

j

N
< y ≤ j + 1

N
= yj+1.

One approach to rearranging all the mass from fN to g is to define T

in two steps as in Figure 3.10. First, with y fixed, one can find the optimal

map Tx that averages each row. This is equivalent to a 1D optimal transport

problem. Each row i is mapped into a uniform density after rearrangement by

the optimal map Ti. Secondly, with x fixed, one can average the the density

values of all the rows. Again, this is a 1D optimal transport problem and we

have an explicit form for the optimal map Ty. The resulting map TN that

rearranges fN to g is Ty ◦ Tx. Here Tx = Ti for xi−1 < x ≤ xi, i = 1, . . . , N .
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The rearrangement determined by TN is not optimal, but does provide

an upper bound on the value of the Wasserstein metric:

EW 2
2 (fN , g) ≤ E

(∫∫ (
|x− Tx(x)|2 + |y − Ty(y)|2

)
fN(x)dxdy

)
∝ O

(
1

N

)
.

(3.12)

Finally, by the Lebesgue dominated convergence theorem,

EW 2
2 (f, g) ≤ lim

N→∞
E
(∫

R2

|x− TN(x)|2 fN(x)dx

)
= 0. (3.13)

For higher dimensions n ≥ 3, we can similarly reduce the problem

to several 1D optimal transport problems. The ultimate goal is to find a

particular map that is not optimal, but that provides an upper bound that

goes to zero as the mesh is refined.
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Chapter 4

The Monge-Ampère Equation

Two primary concerns in full waveform inversion are the well-posedness

of the underlying model recovery problem and the suitability of the misfit

between the observed data g and the synthetic data f for minimization. In

the previous section, we discussed the motivation and focused on properties of

the misfit measure. The L2 norm is often used to measure the misfit, which

typically generates many local minima and is thus unsuitable for minimization.

This problem is exacerbated by the fact that observed signals usually suffer

from noise in the measurements. Several desirable properties of the quadratic

Wasserstein metric (W2) relating to convexity and insensitivity to noise are

proved, which rigorously demonstrate the advantages of this transport-based

idea in seismic inverse problems.

Optimal transport is a well-studied subject in mathematics while the

computation techniques are comparatively underdeveloped. There are combi-

natorial techniques that typically are computationally costly in higher dimen-

Parts of this chapter were published in Yang, Y., Engquist, B., Sun, J. and Ham-
feldt, B.F., 2018, Application of optimal transport and the quadratic Wasserstein metric
to full-waveform inversion: Geophysics, 83(1), pp.R43-R62. This work was done under the
supervision of B. Engquist, and in collaboration with B.F. Hamfeldt and J. Sun.
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sions, for example, the Hungarian algorithm [82]. The optimal transportation

problem can be rigorously related to the Monge-Ampère equation [16, 76],

which enables the construction of more efficient methods for computing the

Wasserstein metric. The main purpose of this chapter is to present important

background material on a general Monge-Ampère equation and a monotone

finite difference Monge-Ampère solver which has been proved to converge to

the viscosity solution [5, 55].

4.1 Introduction

The Wasserstein metric is a concept based on optimal transport [142]

to compare nonnegative measures as introduced in the previous chapters. To

apply the metric to seismic inversion, we first transform our datasets of seismic

signals into density functions of two probability distributions. We can compare

the full datasets and consider the whole synthetic data f and observed data g

as objects with the general quadratic Wasserstein metric (W2):

J1(m) = W 2
2 (f(xr, t;m), g(xr, t)). (4.1)

Next, we find the optimal map between these two datasets and compute the

corresponding transport cost as the misfit function in FWI. In this setting, the

map is a multidimensional.

Although there is no simple exact formula to find the optimal map and

compute the quadratic Wasserstein metric, it can be computed by relying on

two important properties of the optimal mapping T (x): conservation of mass
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and cyclical monotonicity. From the definition of the problem, T (x) maps f

into g. If T is a sufficiently smooth map and det(∇T (x)) 6= 0, the change of

variables formula formally leads to the requirement

f(x) = g(T (x)) det(∇T (x)). (4.2)

The notion of cyclical monotonicity was introduced in the previous

chapter to prove various types of data domain convexity of W2 norm. Addi-

tionally, a cyclically monotone mapping is formally equivalent to the gradient

of a convex function [16, 76]. Making the substitution T (x) = ∇u(x) into the

constraint (4.2) leads to the Monge-Ampère equation

det(D2u(x)) =
f(x)

g(∇u(x))
, u is convex. (4.3)

In order to compute the misfit between distributions f and g, we first com-

pute the optimal map T (x) = ∇u(x) via the solution of this Monge-Ampère

equation coupled to the non-homogeneous Neumann boundary condition

∇u(x) · ν = x · ν, x ∈ ∂X. (4.4)

The squared Wasserstein metric is then given by

W 2
2 (f, g) =

∫
X

f(x) |x−∇u(x)|2 dx. (4.5)

For the general Monge-Ampère equation, the uniqueness of the optimal

map is not guaranteed. One need to discuss it in the context of a particular

cost function and certain hypothesis. For example, the cyclical monotonicity is
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the key element in the proof of the following Brenier’s theorem [16, 46] which

gives an elegant result about the uniqueness of optimal transport map for the

quadratic cost |x− y|2:

Theorem 4.1.1 (Brenier’s theorem). Let µ and ν be two compactly supported

probability measures on Rn. If µ is absolutely continuous with respect to the

Lebesgue measure, then

1. There is a unique optimal map T for the cost function c(x, y) = |x− y|2.

2. There is a convex function u : Rn → R such that the optimal map T is

given by T (x) = ∇u(x) for µ-a.e. x.

Furthermore, if µ(dx) = f(x)dx, ν(dy) = g(y)dy, then T is differential µ-a.e.

and

det(∇T (x)) =
f(x)

g(T (x))
. (4.6)

We are here considering the connection between the Monge-Ampère

equation and optimal transport where the transport map is geometric in na-

ture. The Monge-Ampère equation is of course also known for many other

connections to geometry and mathematical physics. Let us mention a few ex-

amples. It arises naturally in many problems such as affine geometry [32], Rie-

mannian geometry [2], isometric embedding [68], reflector shape design [145],

etc. In the last century, treatments about this equation mostly came from the

geometric problems above [21, 31, 81, 100, 140]. If we consider the following
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general Monge-Ampère equation:

det(D2u(x)) = f(x, u,Du), (4.7)

when f = K(x)(1 + |Du|2)(n+2)/2, the equation becomes the prescribed Gaus-

sian curvature equation [46]. In affine geometry, an affine sphere in the graph

satisfies the Monge-Ampère equation (4.7). The affine maximal surface sat-

isfies a fourth-order equation which is related to the general Monge-Ampère

equation:
n∑

i,j=i

U ij∂xi∂xj
[
det(D2u)

]−n+1
n+2 = 0, (4.8)

where U ij is the cofactor matrix of D2u [140].

4.2 Weak Solutions

Although the Monge-Ampère equation is a second-order PDE, there is

no guarantee that the classical C2 solution always exists. For the generalized

Monge-Ampère equation (4.7) with homogeneous Dirichlet boundary condition

u = 0 on ∂Ω, it is well-known that there exists a classical convex solution

u ∈ C2(Ω)∪C(Ω), when f is strictly positive and sufficiently smooth [22–24].

When the assumptions no longer hold, we solve for two types of weak solutions

instead: the Aleksandrov solution and the viscosity solution. One can refer

to [66] for more details and proofs of the following definitions and theorems.

Let Ω be the open subset of Rd and u : Ω → R. We denote P(Rd) as

the set of all subsets of Rd.
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Definition 4.2.1. The normal mapping of u, or the subdifferential of u, is

the set-valued mapping ∂u : Ω→ P(Rd) defined by

∂u(x0) = {p : u(x) ≥ u(x0) + p · (x− x0), for all x ∈ Ω} (4.9)

Given V ∈ Ω, ∂u(V ) = ∪x∈V ∂u(x).

Theorem 4.2.1 (Monge-Ampère measure). If Ω is open and u ∈ C(Ω), then

the class

S = {V ⊂ Ω : ∂u(V ) is Lebesgue measurable}

is a Borel σ-algebra. The set function Mu : S→ R defined by

Mu(V ) = |∂u(V )| (4.10)

is a measure, finite on compact sets, called the Monge-Ampère measure asso-

ciated with the function u.

This is a measure generated by the the Monge-Ampère operator, which

naturally defines the notion of the Aleksandrov solution.

Definition 4.2.2 (Aleksandrov solution). Let ν be a Borel measure defined

on Ω which is an open and convex subset of Rn. The convex function u is a

weak solution, in the sense of Aleksandrov, to the Monge-Ampère equation

detD2u = ν in Ω (4.11)

if the associated Monge-Ampère measure Mu definted in (4.10) is equal to ν.
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Next we state one existence and uniqueness result for the Aleksandrov

solution [3].

Theorem 4.2.2 (Existence and uniqueness of the Aleksandrov solution). Con-

sider the following Dirichlet problem of the Monge-Ampère equation

detD2u = ν in Ω (4.12)

u = g on ∂Ω,

on a convex bounded domain Ω ∈ Rd with boundary ∂Ω. Assume that ν is

a finite Borel measure and g ∈ C(∂Ω) which can be extended to a convex

function g̃ ∈ C(Ω̄). Then the Monge-Ampère equation (4.12) has a unique

convex Aleksandrov solution in C(Ω).

Aleksandrov’s generalized solution corresponds to the curvature mea-

sure in the theory of convex bodies [140]. A finite difference scheme for com-

puting Aleksandrov measure induced by D2u in 2D was conducted in [108]

with the solution u comes as a byproduct [53].

Another notion of weak solution is the viscosity solution which occurs

naturally if f is continuous in (4.7).

Definition 4.2.3 (Viscosity solution). Let u ∈ C(Ω) be a convex function and

f ∈ C(Ω), f ≥ 0. The function u is a viscosity subsolution (supersolution) of

(4.7) in Ω if whenever convex function φ ∈ C2(Ω) and x0 ∈ Ω are such that

(u−φ)(x) ≤ (≥)(u−φ)(x0) for all x in the neighborhood of x0, then we must

have

det(D2φ(x0)) ≤ (≥)f(x0).
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The function u is a viscosity solution if it is both a viscosity subsolution and

supersolution.

We can relate these two notions of weak solution in the following propo-

sition:

Proposition 4.2.3. If u is a Aleksandrov (generalized) solution of (4.7) with

f continuous, then u is also a viscosity solution.

4.3 The Finite Difference Monge-Ampère Solver

As we have seen for the quadratic Wasserstein distance, the optimal

map can be computed via the solution of a Monge-Ampère partial differen-

tial equation [10]. This approach has the advantage of drawing on the well-

developed field of numerical partial differential equations (PDEs). We solve

the Monge-Ampère equation numerically for the viscosity solution using an

almost-monotone finite difference method relying on the following reformula-

tion of the Monge-Ampère operator, which automatically enforces the con-

vexity constraint [55]. The scientific reason for using monotone type schemes

follows from the following theorem by Barles and Souganidis [5]:

Theorem 4.3.1 (Convergence of Approximation Schemes [5]). Any consis-

tent, stable, monotone approximation scheme to the solution of fully nonlinear

second-order elliptic or parabolic PDE converges uniformly on compact subsets

to the unique viscosity solution of the limiting equation, provided this equation

satisfies a comparison principle.
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The numerical scheme of [10] uses the theory of [5] to construct a con-

vergent discretization of the Monge-Ampère equation (4.3). A variational char-

acterization of the determinant on the left hand side which also involves the

negative part of the eigenvalues was proposed as the following equation:

det(D2u) =

min
{v1,v2}∈V

{max{uv1,v1 , 0}max{uv2,v2 , 0}+ min{uv1,v1 , 0}+ min{uv2,v2 , 0}}

(4.13)

where V is the set of all orthonormal bases for R2.

Equation (4.13) can be discretized by computing the minimum over

finitely many directions {ν1, ν2}, which may require the use of a wide stencil.

The scheme relies on the finite difference operators

[Dx1x1u]ij =
1

dx2
(ui+1,j + ui−1,j − 2ui,j)

[Dx2x2u]ij =
1

dx2
(ui,j+1 + ui,j−1 − 2ui,j)

[Dx1x2u]ij =
1

4dx2
(ui+1,j+1 + ui−1,j−1 − ui+1,j−1 − ui−1,j+1)

[Dx1u]ij =
1

2dx
(ui+1,j − ui−1,j)

[Dx2u]ij =
1

2dx
(ui,j+1 − ui,j−1)

[Dvvu]ij =
1

2dx2
(ui+1,j+1 + ui−1,j−1 − 2ui,j)

[Dv⊥v⊥u]ij =
1

2dx2
(ui+1,j−1 + ui+1,j−1 − 2ui,j)

[Dvu]ij =
1

2
√

2dx
(ui+1,j+1 − ui−1,j−1)

[Dv⊥u]ij =
1

2
√

2dx
(ui+1,j−1 − ui−1,j+1) .

78



In the low-order version of the scheme, the minimum in (4.13) is ap-

proximated using only two possible values. The first uses directions aligning

with the grid axes.

MA1[u] = max {Dx1x1u, δ}max {Dx2x2u, δ}

+ min {Dx1x1u, δ}+ min {Dx2x2u, δ} − f/g (Dx1u,Dx2u)− u0. (4.14)

Here dx is the resolution of the grid, δ > K∆x/2 is a small parameter that

bounds second derivatives away from zero, u0 is the solution value at a fixed

point in the domain, and K is the Lipschitz constant in the y-variable of

f(x)/g(y).

For the second value, we rotate the axes to align with the corner points

in the stencil, which leads to

MA2[u] = max {Dvvu, δ}max {Dv⊥v⊥u, δ}+min {Dvvu, δ}+min {Dv⊥v⊥u, δ}

− f/g
(

1√
2

(Dvu+ Dv⊥u),
1√
2

(Dvu−Dv⊥u)

)
− u0. (4.15)

Then the monotone approximation of the Monge-Ampère equation is

MM [u] ≡ −min{MA1[u],MA2[u]} = 0. (4.16)

We also define a second-order approximation, obtained from a standard centred

difference discretisation,

MN [u] ≡ −
(
(Dx1x1u)(Dx2x2u)− (Dx1x2u

2)
)

+ f/g (Dx1u,Dx2u) + u0 = 0.

(4.17)

79



These are combined into an almost-monotone approximation of the form

MF [u] ≡MM [u] + εS

(
MN [u]−MM [u]

ε

)
(4.18)

where ε is a small parameter and the filter S is given by

S(x) =


x |x| ≤ 1

0 |x| ≥ 2

−x+ 2 1 ≤ x ≤ 2

−x− 2 −2 ≤ x ≤ −1.

(4.19)

The Neumann boundary condition is implemented using standard one-

sided differences. The computation of the discrete solution of (4.18) requires

the solution of a large system of nonlinear algebraic equations. This is accom-

plished using Newton’s method, which requires the Jacobian of the discrete

scheme. The Jacobian of the filtered scheme can be expressed as

∇MF [u] =

(
1− S ′

(
MN [u]−MM [u]

ε

))
∇MM [u]+S ′

(
MN [u]−MM [u]

ε

)
∇MN [u].

(4.20)

The (formal) Jacobians of the monotone and non-monotone components are
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given by

∇uM1[u] =
(
max{Dx2x2 , δ}1Dx1x1>δ

+ 1Dx1x1≤δ
)
Dx1x1

+
(
max{Dx1x1 , δ}1Dx2x2>δ

+ 1Dx2x2≤δ
)
Dx2x2

− f

g (Dx1u,Dx2u)2∇g (Dx1u,Dx2u) · (Dx1 ,Dx2)− 1x=x0 ,

∇uM2[u] = (max{Dv⊥v⊥ , δ}1Dvv>δ + 1Dvv≤δ)Dvv

+
(
max{Dvv, δ}1D

v⊥v⊥>δ
+ 1D

v⊥v⊥≤δ
)
Dv⊥v⊥

− f/g
(

1√
2

(Dvu+ Dv⊥u),
1√
2

(Dvu−Dv⊥u)

)2

∇g
(

1√
2

(Dvu+ Dv⊥u),
1√
2

(Dvu−Dv⊥u)

)
·
(

1√
2

(Dv + Dv⊥),
1√
2

(Dv −Dv⊥)

)
− 1x=x0 ,

∇uMM [u] = −1MM [u]=−M1[u]∇uM1[u]− 1MM [u]=−M2[u]∇uM2u],

∇uMN [u] = −(Dx2x2u)Dx1x1 − (Dx1x1u)Dx2x2 + 2(Dx1x2u)Dx1x2

+
f

g (Dx1u,Dx2u)2∇g (Dx1u,Dx2u) · (Dx1 ,Dx2) + 1x=x0 .

The availability of these Jacobians will become key in the next sec-

tion, where we will use these results to compute the Fréchet derivative of

the Wasserstein metric. This, in turn, is needed for the minimization in the

computational examples presented at the end of this chapter.

Once the discrete solution uh is computed, the squared Wasserstein

metric is approximated via

W 2
2 (f, g) ≈

n∑
j=1

(xj −Dxjuh)
Tdiag(f)(xj −Dxjuh), (4.21)
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where n is the dimension of the data f and g. The number of Newton iter-

ations required depends weakly on the smoothness of the data and resulting

solution u. In numerical experiments carried out in [55], the total computa-

tional complexity required to solve the Monge-Ampère equation varied from

O(N) to O(N1.3) where N was the total number of grid points. Here we present

a convergence theorem of this Monge-Ampère solver.

Theorem 4.3.2 (Convergence to Viscosity Solution [55, Theorem 4.4]). Let

the Monge-Ampère equation (4.3) have a unique viscosity solution and let g >

0 be Lipschitz continuous on Rd. Then the solutions of the scheme (4.18)

converge to the viscosity solution of (4.3) with a formal discretization error of

O(Lh2) where L is the Lipschitz constant of g and h is the resolution of the

grid.

4.4 Computation of Fréchet Derivative For FWI

Our goal is to minimize the Wasserstein metric between computed data

f(m) and observed data g, where f depends on a set of variables m. In order

to do this efficiently using local optimization, we will require the gradient of

the squared quadratic Wasserstein metric with respect to the unknown model

parameter m.

Our main focus here is computation of the Fréchet derivative of the

squared Wasserstein metric with respect to the data f , which is new in the

context of full waveform inversion. The gradient needed for the minimization
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is then obtained through the composition

∇fW
2
2 (f(v))∇vf(v).

As long as ∇fW
2
2 can be computed efficiently, techniques such as the adjoint-

state method can be used to efficiently construct the required gradient [110].

With the help of the adjoint-state method, we only need to solve two wave

equations numerically to obtain the Fréchet derivative of the misfit functional

with respect to model variables.

Two different approaches are possible here to derive the Fréchet deriva-

tive. One option is to directly linearize the Wasserstein metric, then discretize

the result. A second approach, which we pursue here, is to linearize the discrete

approximation of the Wasserstein metric. A key advantage of this approach

is that it allows us to make use of the Jacobian (4.20) that is already being

constructed in the process of solving the Monge-Ampère equation. We also

argue that this is the correct gradient since our approach to full waveform

inversion is exactly solving the optimization problem (2.27) where the misfit

function d(f, g) is given by a discrete approximation to the squared Wasser-

stein metric.

Using the finite difference matrices introduced in the previous section,

we can express the discrete Wasserstein metric as

d(f, g) =
n∑
j=1

(xj −Dxjuf )
Tdiag(f)(xj −Dxjuf ) (4.22)

where the potential uf satisfies the discrete Monge-Ampère equation

M[uf ] = 0.
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Lemma 4.4.1 (Fréchet derivative of discrete Wasserstein metric). The Fréchet

derivative of the discretized Wasserstein metric (4.22) is given by

∇fd(f, g) =
n∑
j=1

[
−2∇M−1

F [uf ]
TDT

xj
diag(f) + diag(xj −Dxjuf )

]
(xj −Dxjuf ).

Proof. The first variation of the squared Wasserstein metric as

δd = −2
n∑
j=1

(Dxjδu)Tdiag(f)(xj−Dxjuf )+
n∑
j=1

(xj−Dxjuf )
Tdiag(δf)(xj−Dxjuf ).

Linearizing the Monge-Ampère equation, we have the first order ap-

proximation

∇MF [uf ]δu = δf.

Here ∇MF is the (formal) Jacobian of the discrete Monge-Ampère equation,

which is already being inverted in the process of solving the Monge-Ampère

equation via Newton’s method (4.20). Then the gradient of the discrete

squared Wasserstein metric can be expressed as

∂W 2
2 (f, g)

∂f
=

n∑
j=1

[
−2∇M−1

F [uf ]
TDT

xj
diag(f)

]
(xj−Dxjuf )+

n∑
j=1

|xj−Dxjuf |2.

(4.23)

This term is the discretized version of the Fréchet derivative of the

misfit function (4.1) with respect to the synthetic data f , i.e., the adjoint

source ∂J
∂f

in the adjoint wave equation (2.40). Notice that once the Monge-

Ampère equation itself has been solved, this gradient is easy to compute as it

only requires the inversion of a single matrix that is already being inverted as

a part of the solution of the Monge-Ampère equation.
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Figure 4.1: (a) True velocity and (b) inital velocity for scaled Marmousi model

4.5 Numerical Examples

In this section, we apply the quadratic Wasserstein metric (W2) as

the new misfit function in FWI to several synthetic data models. We provide

results of using the finite difference Monge-Ampère solver discussed in the pre-

vious sections to numerically calculate W2 metric and the Fréchet derivative

required by the adjoint-state method to compute the gradient. These inver-

sions are compared with results produced by using the least-squares norm (L2)

to measure the misfit.

4.5.1 Scaled Marmousi Model

The synthetic experiment here is the scaled Marmousi model. First,

we use a scaled Marmousi model to compare the inversion between global W2
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Figure 4.2: Adjoint source (the Fréchet derivative of the objective function
regarding the simulated data f) of (a) L2 and (b) global W2 for the scaled
Marmousi model
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Figure 4.3: Inversion results of (a) L2 and (b) global W2 for the scaled Mar-
mousi model
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and the conventional L2 misfit function. Figure 4.1a is the P-wave velocity of

the true Marmousi model. The inversion starts from an initial model that is

the true velocity smoothed by a Gaussian filter with a deviation of 40, which

is highly smoothed and far from the true model (Figure 4.1b). We place 11

evenly spaced sources on top at 50m depth and 307 receivers on top at the

same depth with a 10 m fixed acquisition. The discretization of the forward

wave equation is 10 m in the x and z directions and 1 ms in time. The source

is a Ricker wavelet with a peak frequency of 15 Hz, and a bandpass filter is

applied to remove the frequency components from 0 to 2 Hz.

We compute the W2 misfit via a global optimal map between the entire

2D data sets by solving the Monge-Ampère equation. Figure 4.2b and Fig-

ure 4.3b are the adjoint source and final inversion results respectively. The

adjoint source is the Fréchet derivative of the objective function regarding the

simulated data f , and also the source term in the adjoint wave equation (2.40).

Compared with Figure 4.2a, Figure 4.2b is more smooth. Inversions are ter-

minated after 200 L-BFGS iterations. Figure 4.3a shows the inversion result

using the traditional L2 least-squares method. The inversion result of global

W2 avoids the problem of local minima suffered by the conventional L2 metric,

whose result demonstrates spurious high-frequency artifacts due to a point-by-

point comparison of amplitude.
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4.6 Discussion

To compute the W2 misfit between the synthetic data f(x, t) and ob-

served data g(x, t) globally, we solve a 2D optimal transport problem based

on the Monge-Ampère equation formulation. The numerical method for the

Monge-Ampère equation [56] is proved to be convergent but requires the target

profile g to be Lipschitz continuous, and the discretization error is proportional

to the Lipschitz constant of g as Theorem 4.3.2 states. A coarse discretization

of the wavefield g will have a large value of Lh2, if the Lipschitz constant is

large. Since the error estimate is of the order O(Lh2), this indicates a low

accuracy in the numerical solution. In practice, the grid will have to be very

well-refined, which means small h before we can achieve meaningful results.

In another word, the theorem indicates that for accurate results, enough data

points are needed to resolve steep gradients in the data effectively; otherwise,

the solver effectively regularizes the data before solving the Monge-Ampère

equation. This was evident in the example of the Marmousi model: the solver

was much more robust to the scaled velocity benchmarks that provided better

resolution of the fronts in the data.

The oscillatory artifacts in Figure 4.3b likely originate from a combi-

nation of the numerical PDE solution discussed above and the insensitivity

to the noise of the W2 measure. The fact that W2 is insensitive to noise is

good for noisy measurements, but not for artifacts in the velocity model. This

could, for example, be handled by total variation regularization [120]. We have

chosen to present the raw results without pre- or post-processing.
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In general, the computation for optimal transport becomes very chal-

lenging in higher dimensions. Several numerical methods have been proposed,

but these still have limitations for extremely large-scale realistic datasets, e.g.,

those in seismic inversion. Numerical methods based on the Benamou-Brenier

fluid formulation introduce an extra time dimension to the problem, which

increases the computational cost [7]. Optimal transport via entropic regular-

ization is computationally efficient but with very low accuracy in the computed

map [9]. The numerical solution may become unstable when the regularization

term is small as it is close to the original optimal transport problem. Methods

based on linear programming have the disadvantage of doubling the dimension

of the underlying problem [107, 124]. For the quadratic Wasserstein distance,

the optimal map can be computed via the solution of a Monge-Ampère partial

differential equation [10]. This approach has the advantage of drawing on the

more well-developed field of numerical partial differential equations (PDEs).

The drawback to the PDE approach is that data must be sufficiently regular

for solutions to be well-defined. To remain robust on large-scale examples, the

Monge-Ampère solver effectively smoothes the seismic data, which can lead

to a loss of high-frequency information. As illustrated in the previous section,

some limitations are apparent of computations using a Monge-Ampère solver

for synthetic examples in 2D. It is expected to become even more of a problem

in higher-dimension applications.

The limitations motivate our introduction of a trace-by-trace technique

that relies on the exact 1D solution. We will discuss this method in detail in
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the next chapter. The trace-by-trace technique is currently more promising

for practical problems, as is evident in our computational examples.
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Chapter 5

1D Optimal Transport For Full Waveform

Inversion

Motivated by the limitations of the Monge-Ampère solver discussed at

the end of the previous chapter, we will introduce another way to calculate

the quadratic Wasserstein metric between two datasets: trace-by-trace com-

parison based on the 1D optimal transport. The noise in the inversion result

(Figure 4.3b) can be significantly reduced as the optimal transport problem is

solved exactly in 1D. As a result, we can handle more complicated large-scale

problems with less computational cost. We will explain some details of the

implementations and show numerical results of using 1D optimal transport to

compute the misfit value in FWI.

We cannot directly compute the Wasserstein metric between two wave-

fields since these are not probability measures. Additional processing is needed

to ensure that the signals are nonnegative and have unit mass. In this chapter,

Parts of this chapter were published in Yang, Y., Engquist, B., Sun, J. and Hamfeldt,
B.F., 2018, Application of optimal transport and the quadratic Wasserstein metric to full-
waveform inversion: Geophysics, 83(1), pp.R43-R62 and Yang, Y. and Engquist, B., 2018,
Analysis of optimal transport and related misfit functions in full-waveform inversion: Geo-
physics, 83(1), pp.A7-A12. This work was done under the supervision of B. Engquist, and
in collaboration with B.F. Hamfeldt and J. Sun.
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we will also discuss data normalization, the most important topic to address

in applying optimal transport to seismic inversion in any dimensions.

5.1 The Trace-By-Trace Technique

When the probability density functions f and g are defined on the real

line R, the optimal transport problem can be solved explicitly, which allows

for accurate and efficient computations. In this section, we will first introduce

the 1D explicit formula and the corresponding computational schemes in full

waveform inversion. We will present numerical results of the trace-by-trace

W2 (1D optimal transport technique), the global W2 (2D optimal transport

technique with Monge-Ampère equation) and conventional L2 metrics. The

discussions and comparisons afterward illustrate that the W2 metric with the

trace-by-trace technique is very promising for overcoming the cycle-skipping

issue in realistic full waveform inversion.

5.1.1 Optimal Transport On The Real Line

For probablity density functions f and g in one dimension, it is possi-

ble to solve the optimal transportation problem [142] exactly in terms of the

cumulative distribution functions

F (t) =

∫ x

−∞
f(s) ds, G(t) =

∫ y

−∞
g(s) ds. (5.1)

In fact, the optimal map is just the unique monotone rearrangement

of the density f into g (Figure 5.1a). In order to compute the quadratic
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Figure 5.1: (a) 1D densities f and g. (b) Cumulative distribution functions F
and G. (c) Inverse distribution function F−1 and G−1 for densities f and g

Wasserstein metric (W2), we need the cumulative distribution functions F and

G (Figure 5.1b) and their inverses F−1 and G−1 (Figure 5.1c) as the following

theorem states.

Theorem 5.1.1 (Optimal transportation for a quadratic cost on R). Let 0 <

f, g < ∞ be two probability density functions, each supported on a connected

subset of R. Then the optimal map from f to g is T = G−1 ◦ F .

A trace is the time history measured at one receiver while the entire

dataset consists of the time history of all the receivers. For the synthetic data

f and the observed data g from one trace of the recorded seismic signals, we

assume they are continuous in time without loss of generality. After proper

normalization, signals f and g can be rescaled to be positive, supported on

[0, 1], and have total mass 1. From the theorem above, we derive another

formulation for the 1D quadratic Wasserstein metric:

W 2
2 (f, g) =

∫ 1

0

|t−G−1(F (t))|2f(t)dt. (5.2)
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For the 1D approach, the corresponding misfit function in FWI becomes

J2(m) =
R∑
r=1

W 2
2 (f(xr, t;m), g(xr, t)), (5.3)

where R is the total number of time history traces, g is the observed data,

f is the simulated data, xr are the receiver locations, and m is the model

parameter. Mathematically it is W2 metric in the time domain and L2 norm

in the spatial domain.

In order to apply the trace-by-trace technique, we need the correspond-

ing Fréchet derivative with respect to the synthetic data f . Here we assume

that f(t) and g(t) are continuous density functions in [0, T0]. Now we perturb

f by an amount δf and investigate the resulting change in (5.2) as a functional

of f .

W 2
2 (f, g) + δW =

T0∫
0

|t−G−1(F (t) + δF (t))|2(f(t) + δf(t))dt (5.4)

=

T0∫
0

|t−G−1(F (t) + δF (t))|2f(t)dt (5.5)

+

T0∫
0

|t−G−1(F (t))|2δf(t)dt+O((δf)2). (5.6)

Since G is monotone increasing, so is G−1. We have the following Taylor

expansion of G−1:

G−1(F (t) + δF (t)) = G−1(F (t)) +
dG−1(y)

dy

∣∣∣∣
y=F (t)

δF (t) +O((δf)2). (5.7)
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Substituting (5.7) back into (5.6), we obtain the first variation:

δW =

T0∫
0

(∫ T0

t

−2(s−G−1(F (s))
dG−1(y)

dy

∣∣∣∣
y=F (s)

f(s)ds

)
δf(t)dt (5.8)

+

T0∫
0

|t−G−1(F (t))|2δf(t)dt. (5.9)

Thus the corresponding Fréchet derivative, i.e. the adjoint source term

in the backward propagation, has the following expression:

∂W 2
2 (f, g)

∂f
=

(∫ T0

t

−2(s−G−1(F (s))
dG−1(y)

dy

∣∣∣∣
y=F (s)

f(s)ds

)
dt

+ |t−G−1(F (t))|2dt.
(5.10)

This adjoint source term in the discrete 1D setting can be computed as

[
U diag

(
−2f(t)dt

g(G−1 ◦ F (t))

)]
(t−G−1 ◦ F (t))dt+ |t−G−1 ◦ F (t)|2dt, (5.11)

where U is the upper triangular matrix whose non-zero components are 1.

5.2 Data Normalization

The primary constraints for applying optimal transport to general sig-

nals are that the functions should be restricted to nonnegative measures shar-

ing equal total mass (e.g., probability distributions). This is a crucial limita-

tion for many applications that need to compare general signals or allow for

only partial displacement of the mass.
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Seismic signals need to be transformed by some normalization to sat-

isfy the requirements from optimal transport. Advantages and disadvantages

of different normalization techniques will be discussed. The dilemma that

methods which have provable desirable properties for simple model problems

do not work well in practical large-scale settings and other methods that the-

oretically fail for simple examples perform very well in practice is illuminated.

The quadratic scaling belongs to the first class, and the linear scaling be-

longs to the second class of normalization, which works very well in practical

tests. A new sign-sensitive normalization aiming at bridging these two classes

is introduced.

5.2.1 Background

There are many proposals in the literature for dealing with the mass

balance constraint. Two notions particularly stand out, which are derived

rigorously as an extension based on the original optimal transport problem.

One is the unbalanced optimal transport, which is formulated as another well-

defined metric named the Wasserstein-Fisher-Rao distance [33, 80]. The other

approach is the optimal partial transport whose mathematical properties are

discussed in detail by [25, 54]. As a comparison, there are very few papers

discussing the positivity constraint. In [95], a proposal is made to recombine

the data using the decomposition in positive and negative part to compare

positive measures with mass conservation. It is based on the following special

dual form of the W1 metric, i.e., p = 1 in (2.43), between density functions

96



f = dµ and g = dν :

W1(f, g) = max
ϕ∈Lip1

∫
X

ϕ(x)(f(x)− g(x))dx, (5.12)

where Lip1 is the space of all 1-Lipschitz functions.

Based on the dual formulation above, one can easily extend it to signed

measures f and g by defining

W̃1(f, g) = W̃1(f+ − f−, g+ − g−) (5.13)

= max
ϕ∈Lip1

∫
X

ϕ(x)[(f+ − f−)− (g+ − g−)]dx (5.14)

= max
ϕ∈Lip1

∫
X

ϕ(x)[(f+ + g−)− (f− + g+)]dx (5.15)

= W̃1(f+ + g−, f− + g+) (5.16)

= W1(ρ1, ρ2), (5.17)

where ρ1 = f+ + g−, the sum of the positive part of f and the negative part of

g, and ρ2 = f− + g+, the sum of the negative part of f and the positive part

of g.

The W1 in (5.17) is same as the standard 1-Wasserstein distance in

(5.12). It is formulated as the optimal transport problem of mapping ρ1 to

ρ2 instead of transporting f to g. Although the formulation above defines a

cost for transporting signed measures, it is not a canonical optimal transport

distance. There is a risk that the true optimal transport represented in (5.17)

matches f+ to f− and g+ to g− under certain circumstances and Figure 5.2

gives an example. Especially in FWI, we want to map one signal to the other

instead of compensating within one signal itself.
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Figure 5.2: The optimal transport may map f+ to f− and g+ to g− if formu-
lated as (5.17) (arrows indicate transport)

5.2.2 Early Ideas

In this section, we will introduce some normalization ideas which we

proposed in the past to transform seismic data into probability densities such

that the standard optimal transport theory will apply. We will analyze their

properties and in particular why they often have problems with realistic large-

scale FWI.

In [48, 49], the signals were separated into positive and negative parts

f+ = max{f, 0}, f− = max{−f, 0} and scaled by the total mass 〈f〉 =∫
X
f(x) dx (Figure 5.3). Inversion was accomplished using the modified misfit

function

J3(m) = W 2
2

(
f+

〈f+〉
,
g+

〈g+〉

)
+W 2

2

(
f−

〈f−〉
,
g−

〈g−〉

)
. (5.18)

Recall the adjoint wave equation introduced earlier (2.40). To com-
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Figure 5.3: The optimal transport plan maps f+ to g+ and f− to g− if formu-
lated as (5.18) (arrows indicate transport)

pute the gradient of the misfit function with respect to the model parameters

for FWI, we simply need the Fréchet derivative of the misfit function with

respect to the synthetic data f . Therefore, the critical element in the back-

propagation is ∂J
∂f

. Once we separate the signals as in (5.18), discontinuities

are introduced into the derivative regarding f which causes problems in the

optimization process and for the wave equation solvers. The same principle

applies to the absolute-value scaling W 2
2 (|f | , |g|) since absolute-value function

is not differentiable at zero.

In [150, 151] we normalized the signals by adding a constant:

f̃(t) =
f(t) + c

< f + c >
, g̃(t) =

g(t) + c

< g + c >
, c = min

t
(f(t), g(t)). (5.19)

The linear scaling we used in our earlier papers, on the other hand, works very

well even if the related misfit lacks strict convexity with respect to shifts (see

Figure 5.4). Here are several beneficial properties about the linear scaling.
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First, it has a wider basin of attraction than L2 norm when it comes to simple

shifts [150]. Both of the two-variable examples on model domain convexity

in Chapter 4 are based on the linear scaling. They illustrate the convexity of

the W2 metric concerning a subset of model variables compared to the results

of L2. Second, it provides a smooth bijection between the original data and

the normalized data, which is favorable when combining with the adjoint-state

method. Third, realistic seismic data always has the mean-zero property after

the standard data processing. Equivalently, < f + c > is equal to < g + c >

for the same constant c. As a result, two short seismic signals, or so-called

events, are well matched between f and g. They will stay so even after the

normalization process and not be affected by other events further away. The

property is essential in the early iterations when the simulated signals do not

include all the details of the measured signals. On the other hand, if the

individual events are void of zero frequencies, the transport defining W2 may

be local as is seen in Figure 5.4, which can cause trapping in local minima

when using the linear scaling.

One scaling method that theoretically should work well with the adjoint-

state method is to square the signals first and normalize it to be mass balanced:

J4(m) = W 2
2 (

f 2

< f 2 >
,

g2

< g2 >
). (5.20)

As seen in Figure 5.5, the two curves are the squares of the two functions in

Figure 5.3. This particular normalization keeps the convexity of the quadratic

100



Figure 5.4: The linear scaling: f → f+c and g → g+c; there is risk of having
local transport (arrows indicate transport)

Wasserstein metric concerning simple shifts like the illustration in Figure 1.1c.

In [30], the squaring idea was used as the normalization to recover a four-

variable linear source inversion. However, it has been puzzling since this nor-

malization rarely works well in large-scale nonlinear inversions with thousands

of variables, such as the Camembert example and the standard Marmousi

benchmark which we will show later.

It has been a dilemma until recently we can point to three potential fac-

tors that may lead to the difficulties. First of all, taking the squares boosts the

higher frequency of the signal. We can just consider a simple oscillatory pulse

sin(t)2 = 1−cos(2t)
2

for example. It is well known that FWI becomes difficult to

recover the model kinematics as the data frequency increases. The robust con-

vergence range is typically within half wavelength [144]. Second, the refracted,
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Figure 5.5: Square of the data: f → f 2 and g → g2 (arrows indicate transport)
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Figure 5.6: (a) True velocity and (b) inital velocity for the Camembert model
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Gradient of the linear scaling
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Figure 5.7: The gradient in the first iteration of the inversion by using (a)
the linear scaling (5.19) as the data normalization, and (b) the squaring scal-
ing (5.20) as the data normalization.
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(a) Inversion by f̃ = af + b

W2 inversion with the squaring scaling
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Figure 5.8: (a) The inversion result of using the linear scaling (5.19) as the
data normalization (b) The inversion result of using the squaring scaling (5.20)
as the data normalization.
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or so-called, diving wave and the reflection wave may reach the receiver at the

same time with a similar amplitude but entirely different polarity. The pos-

itive and negative parts of the signal are interchanged. Squaring the signals

may lose the important phase information here. Third, when we are dealing

with one event in f and multiple events in g, < g2 > can be significantly larger

than < f 2 >. This is often the case in the initial stage of FWI when only one

or a few reflecting interfaces are known, but the measured data g naturally

contains all reflections. The mass normalization step can distort the correct

parts of the seismic events that both f and g share, and consequently leads to

a wrong update in the correct model variables.

We want to demonstrate the issues above with a model where a circular

inclusion is in a homogeneous medium (also referred as the “Camembert”

model [59]). The true velocity is presented in Figure 5.6a and the initial

velocity we use in the inversion is a homogeneous velocity model (Figure 5.6b).

Figure 5.7 shows a comparison of the first-iteration gradient between the linear

scaling and the squaring scaling as the important normalization step in optimal

transport FWI. One can easily observe the wrong features in Figure 5.7b even

at the first iteration. The final inversion results are shown in Figure 5.8.

The linear scaling converges to a reasonably well model (Figure 5.8a) while

the squaring scaling leads the inversion to a local minimum (Figure 5.8b).

In both of these two experiments, we use the trace-by-trace technique (1D

optimal transport) to compute the W2 metric between the synthetic data and

the observed data.
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Figure 5.9: One normalization combining both the linear and the exponential
methods (Equation (5.22))

5.2.3 A Sign-Sensitive Normalization

Based on the analysis of the squaring scaling in the previous section,

a bijection between the original data and the normalized data is essential not

to deteriorate the ill-posedness of the inverse problem. An exponential based

normalization was proposed in [114] to transform seismic signals to probability

distributions:

f̃(t) =
exp(cf(t))

< exp(cf) >
, g̃(t) =

exp(cg(t))

< exp(cg) >
, c > 0. (5.21)

Motivated by the exponential scaling, here we propose a new normal-

ization (Equation (5.22)) that satisfies most of the essential properties.

f̃(t) =

{
(f(t) + 1

c
)/b, f(t) ≥ 0, c > 0

1
c

exp(cf(t))/b, f(t) < 0
(5.22)

where b =< (f + 1
c
)1f≥0 + 1

c
exp(cf)1f<0 >. This normalization (Figure 5.9)

can be seen as a compromise between the linear scaling (5.19) and the positive
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Figure 5.10: The W2 misfit regarding signal shift s, i.e., W 2
2 (f(t− s), f(t)), by

using the sign-sensitive scaling (5.22).

part scaling (5.18). For the limit of small c > 0, it is a linear scaling, which

directly follows from Taylor expansion of the exponential part. In the limit of

large c values, f obviously converges to f+. It is a C1 function which is com-

patible with the adjoint-state method. It keeps the convexity of the quadratic

Wasserstein distance with respect to signal shifts as shown in Figure 5.10. One

needs to select the coefficient c based on the data range. The sign-sensitive

scaling is similar to the exponential scaling (5.21) by suppressing the negative

part of the signal, but it does not have the risk of exaggerating large f and g

values in the exponential normalization.

If we denote the normalization function in (5.22) as an operator P .

One idea to use all the information of the signal (instead of just f+) is to

consider the following objective function:

J5(m) = W 2
2 (P (f), P (g)) +W 2

2 (P (−f), P (−g)). (5.23)
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5.3 Computational Results And Discussions

In this section, we use the trace-by-trace technique to compute the

quadratic Wasserstein metric (W2) in several synthetic inversion models. In

some of the models, we provide W2 results of using both the trace-by-trace

technique (1D optimal transport) and the Monge-Ampère solver (higher-dimensional

optimal transport) for comparison. These are also compared with results pro-

duced by using the least-squares (L2) norm as the objective function.

5.3.1 Full Marmousi Model

The next experiment is to invert the full Marmousi model by the con-

ventional L2 norm and the trace-by-trace W2 metric. Figure 5.11a is the

P-wave velocity of the true Marmousi model, which is 3 km in depth and 9

km in width. This is the full Marmousi model while the test using the global

W2 norm presented in the previous chapter is a scaled version due to limita-

tions of the Monge-Ampère solver. The inversion starts from an initial model

that is the true velocity smoothed by a Gaussian filter with a deviation of 40

(Figure 5.11b). We place 11 evenly spaced sources on top at 150 m depth in

the water layer and 307 receivers on top at the same depth with a 30 m fixed

acquisition. The discretization of the forward wave equation is 30 m in the x

and z directions and 3 ms in time. The source is a Ricker wavelet with a peak

frequency of 15 Hz, and a band-pass filter is applied to keep the frequency

components from 3 to 20 Hz.

We compute the W2 misfit trace by trace. For each receiver, we first
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normalize the seismic signals and then solve the optimal transport problem in

1D. With the explicit formula, the total computation time is close to the time

of the L2 norm. The adjoint source
dW 2

2 (f,g)

df
in the adjoint wave equation is

a combination of the Fréchet derivative
dW 2

2 (f(xr,t)),g(xr,t))

df(xr,t)
at all the receivers,

which is convenient for parallel computing. Figure 5.12a and Figure 5.12b are

the gradients in the first iteration of two misfits respectively. Starting from a

highly smoothed initial model, W2 inversion already focuses on the “peak” of

the Marmousi model in the very first iteration as seen in Figure 5.12b. The

darker area in the gradient matches many features in the velocity model (Fig-

ure 5.11a). However, the L2 gradient is quite uniform compared with the

model features.

Inversions are terminated after 300 L-BFGS iterations. Figure 5.13a

shows the inversion result of using the traditional least-squares (L2) method

and Figure 5.13b shows the final result of using the trace-by-trace W2 misfit

function. Again, the result using the L2 norm has spurious high-frequency

artifacts while the inversion using the W2 metric correctly inverts most details

in the true model. The data residuals before and after the trace-by-trace W2-

FWI are presented in Figure 5.14. The convergence curves in Figure 5.15 show

that W2 based inversion rapidly reduces the relative misfit to 0.1 in just 20

iterations while L2 converges slowly to a local minimum.

Compared with the noisy inversion result (Figure 4.3b) where the Monge-

Ampère equation computes the W2 metric, the trace-by-trace approach, on

the other hand, can make use of exact formulas for 1D optimal transporta-
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Figure 5.11: (a) True velocity and (b) inital velocity for full Marmousi model

tion, which allows for accurate computations even when the data is highly

non-smooth.

5.3.2 L2 Based FWI Starting From W2 Enhanced Initial Model

Next, we perform FWI by first using the W2 metric to overcome cycle

skipping and recover the low-wavenumber components, then using the L2 norm

to increase the velocity resolution. Starting from the same initial model of the

last experiment (Figure 5.11b), W2 based FWI recovers most features above

2 km depth correctly after 100 iterations. The comparison among vertical

velocity profiles are shown in Figure 5.16a. We then start with this model

and run another 200 iterations of L2 and W2 based inversion to check their

performance on increasing the resolution (Figure 5.16b). The L2 and W2
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Figure 5.12: The gradient in the first iteration of (a) L2 and (b) trace-by-trace
W2 inversion for the full Marmousi model
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Figure 5.13: Inversion results of (a) the L2 norm and (b) the trace-by-trace
W2 metric for the full Marmousi model
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Figure 5.14: The difference between the reference data and the prediction
(a) using the initial model and (b) using the final result of the trace-by-trace
W2 for the full Marmousi model
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version of the full Marmousi model
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Figure 5.16: (a) Vertical velocity profiles after 100 iterations of trace-by-trace
W2. (b) Vertical velocity profiles of 200 iterations L2 and W2 based inversion
starting from (a).

iterations both recover most features of the Marmousi model (Figure 5.11a)

correctly. The L2 norm is slightly better than W2 in accuracy for the deeper

part, but the relative error of the velocity (0.0057) is larger than the error

from the W2 misfit (0.0027). The W2 metric can build a good initial model to

help overcome the cycle-skipping issues. One can use the trace-by-trace W2

norm first to build a good starting model and later switch to the L2 norm to

recover the high wave-number components.

5.3.3 Comparison Between Trace-By-Trace W2 And Global W2

For this experiment, we compare the trace-by-trace W2 metric, the

global W2 metric and the conventional L2 norm as misfit functions for a mod-
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ified BP 2004 model (Figure 5.17a). Part of the model is representative of

the complex geology in the deepwater Gulf of Mexico. The main challenges in

this area are related to obtaining a precise delineation of the salt and recover

information on the sub-salt velocity variations [12]. The inversion starts from

an initial model with smoothed background without the salt (Figure 5.17b).

We put 11 equally spaced sources on top at 50 m depth and 641 receivers on

top at 50 m depth with a 10 m fixed acquisition. The discretization of the

forward wave equation is 10 m in the x and z directions and 1 ms in time.

The source is a Ricker wavelet with a peak frequency of 5 Hz, and a band-pass

filter is applied to keep the frequency components from 3 to 9 Hz. The total

acquisition time is restricted to 2 seconds to focus on recovering the upper

portion of the salt structure.

As before, we solve the Monge-Ampère equation numerically to com-

pute the global W2 misfit. Figure 5.18a and Figure 5.18b are the adjoint

source for two misfit functions. Inversions are stopped after 100 L-BFGS it-

erations. Figure 5.19b is the inversion result for W2, which recovered the top

salt reasonably well. The L2 metric (Figure 5.19a), on the other hand, con-

verged to a model that has low-velocity anomaly immediately beneath the top

salt, which is typical of the cycle skipping encountered commonly in FWI.

Figure 5.20a and Figure 5.20b show the adjoint source and final inversion re-

sults respectively for the trace-by-trace W2 metric applied to the scaled BP

model. The trace-by-trace result has less noise and more accuracy on the salt

body than the global approach in Figure 5.19b. The 1D optimal transport
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Figure 5.17: (a) True velocity and (b) inital velocity for scaled BP model

problem between each trace in the observed data and the synthetic data is

accurately solved while the global optimal transport map obtained from the

Monge-Ampère solver is subject to numerical errors.

The computational complexity of performing 1D optimal transport is

extremely low compared with the cost of solving the Monge-Ampère equation,

which treats the synthetic and observed data as two objects and solves a

2D optimal transport problem. From observation of the running time in our

experiments, inversion with the trace-by-trace W2 misfit requires less than 1.1

times the run-time required by inversion with the simple (and ineffective) L2

misfit. Inversion using the global W2 method works for smaller scale models.

It is costly for large inversion models since in each iteration we solve the fully

nonlinear Monge-Ampère equation numerically to compute the misfit. The

total inversion takes 3 to 4 times the run-time of the FWI using the L2 misfit
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Figure 5.18: Adjoint sources of FWI (a) using L2 norm and (b) using the
global W2 distance for scaled BP model

in the experiments.

5.3.4 Modified BP Model

In our second experiment of this section, we compare the trace-by-trace

W2 and the conventional L2 as misfit functions for another modified BP 2004

model. Different from the previous experiment, this model is much larger as 6

km deep and 16 km wide (Figure 5.21a), similar to the BP example in [98]. The

inversion starts with a smoothed background without the salt (Figure 5.21b).

We put 11 equally spaced sources on top at 250 m depth in the water layer
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Figure 5.19: Inversion results using (a) L2 norm and (b) the global W2 distance
for scaled BP model
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Figure 5.20: (a) Adjoint source of the trace-by-trace W2 and (b) its final
inversion result for scaled BP model
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Figure 5.21: (a) True velocity and (b) initial velocity for the second BP model
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Figure 5.22: Inversion results of (a) L2 and (b) trace-by-trace W2 for the
second BP model.
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Figure 5.23: The difference between the reference data and the data generated
by (a) the initial model and (b) the final trace-by-trace W2 inversion result for
the second BP model.
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Figure 5.24: The gradient in the first iteration of (a) L2 and (b) trace-by-trace
W2 inversion for the second BP model.
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Figure 5.25: The convergence curves for trace-by-trace W2 and L2 based in-
version of the second BP model.

and 321 receivers on top at the same depth with a 50 m fixed acquisition. The

discretization of the forward wave equation is 50 m in the x and z directions

and 5 ms in time. The source is a Ricker wavelet with a peak frequency of 5

Hz, and a band-pass filter is applied to keep 3 to 9 Hz frequency. The total

acquisition time is 10 seconds.

Again we compute the W2 misfit trace by trace by solving the optimal

transport problem in 1D. Figure 5.24a and Figure 5.24b are the gradient in

the first iteration of inversion using two misfit functions respectively.

Starting from a smoothed initial model without the salt, the W2 inver-

sion concentrates on the upper salt of the BP model (Figure 5.24b) as early as

in the first iteration. The darker area in the gradient matches the salt body in

the true velocity model (Figure 5.21a). However, the first-iteration gradient of

L2 is not very informative. Inversions are terminated after 300 L-BFGS iter-

ations. Inversion with the trace-by-trace W2 misfit successfully reconstructed

the shape of the salt bodies (Figure 5.22b), while FWI using the conventional
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L2 failed to recover the main body and the entire boundaries of the salt as

shown by Figure 5.22a. The data residuals before and after trace-by-trace W2

based FWI are presented in Figure 5.23. Both the refracted wave (the div-

ing wave) and the reflections are fitted by the W2 norm during the inversion.

Trace-by-trace W2 reduces the relative misfit to 0.1 in 20 iterations while L2

converges slowly to a local minimum (Figure 5.25).

Figure 5.20a indicates one disadvantage of using W2 trace by trace.

The nonphysical variations in amplitude and non-uniform background of the

adjoint source are caused by the fact that we rescale the data trace by trace

to satisfy the nonnegativity and mass balance constraints. On the one hand,

this may lead to non-uniform contributions of data misfits to the velocity

update during the inversion process. Therefore, more careful treatment of the

scaling step in the trace-by-trace technique may improve the inversion result

demonstrated in this study. On the other hand, in the experiments of the true

Marmousi model and the second 2004 BP model, the gradients (Figure 5.12b

and Figure 5.24b) do not have strong artifacts or nonphysical variation in

the first iteration even if the corresponding adjoint sources are irregular with

strong horizontal variations. It will be interesting to study the particular role

of the adjoint source for the success of FWI.

5.3.5 Example of the Insensitivity To Noise

One of the ideal properties of the quadratic Wasserstein metric is the

insensitivity to noise [49]. Next, we repeat the previous modified BP model
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Figure 5.26: (a) Noisy and clean data of one trace. (b) Inversion result with
noisy target data

in a more realistic setting by adding correlated noise to the observed data

as the new reference (Figure 5.26a). At each time grid, the noise r̃(j) =

r(j−1)+2r(j)+r(j+1)
4

(
1 + g(j)

||g||∞

)
where r is mean-zero uniform iid noise and g is

the clean observed data. The SNR ratio is 5.98 dB. The observed data to be

fitted in this experiment is the the original reference data plus noise: g̃ = g+ r̃.

After 185 iterations, the optimization converges to a velocity presented

in Figure 5.26b. Compared with Figure 5.22b, the result has lower accuracy

around the salt bottom due to the strong noise added to the target data (Fig-

ure 5.26a). However, we still can recover the salt body and upper boundaries

reasonably well compared with Figure 5.22a where the L2 norm hardly gener-

ate meaningful results even with the clean reference data. The robustness to

noise comes from local cancellation in optimal transport [49]. This advantage

is favorable for the trace-by-trace technique to deal with mean-zero noise.
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Chapter 6

Recovery of Discontinuous Velocity

In our previous studies of the quadratic Wasserstein metric (W2), we

mainly focus on FWI that primarily uses diving waves or data from shallow

reflectors to refine the velocity models. Due to certain limitations of the acqui-

sition geometry, there might be no diving waves traveling through the depth

of interests or being recorded by the receivers. Traditional FWI has difficulty

properly updating deeper features due to the lack of diving waves. Several

methods have been proposed recently to better utilize the reflection data in

FWI [60, 116]. In their methods, the high-wavenumber and low-wavenumber

components in the gradient of reflection data are separated to update the

model kinematics first.

The goal of this section is to study important features of L2 and W2

based FWI for both simple layered models and a more realistic salt model

where reflections are important. We will also compare the first gradients of

FWI with the image generated from reverse time migration (RTM). Naturally,

the inversion improves when reflections from shallower interfaces and diving

Parts of this chapter were done under the supervision of B. Engquist.
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waves are available. However, we will see that partial inversion for velocity

below the deepest reflecting interface is still possible by using W2 norm even

if it seems counter-intuitive since there is no seismic wave returning from the

interior of the deepest layer. Finally, based on the phenomena we will conclude

that the better convexity ofW2 metric can tackle other local minima other than

cycle skipping from phase errors that conventional L2 norm suffers.

6.1 Refelectivity and Sublayer Inversion

In this section, we will discuss several layered models, whose velocities

only vary vertically. The source in all the tests is Ricker wavelet centered at 15

Hz. There are in total 52 sources and 301 receivers on top in the first (water)

layer. Gradients of the water layer are muted in all the tests.

6.1.1 Three-Layer Reflection Model

Let us consider a three-layer model illustrated in Figure 6.1a, and the

deepest third layer is unknown to the initial model as seen in Figure 6.1b.

The total recording time is 3.8 seconds. There is naturally no back-scattered

information from the interior of the third layer returning to the receivers.

Nevertheless, we will see that the velocity profile of the third layer can be

partially recovered using W2 norm as the misfit function.

In the previous section, we reviewed the Equations (2.7) and (2.39) for

traditional acoustic RTM and the model gradient of FWI. The two formula-

tions share similar structures, and hence we expect that the gradient of FWI
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Figure 6.1: Three-layer model: (a) true velocity model and (b) initial velocity
model.

has features of a migration image. In Figure 6.2a, we show the vertical image

slices of RTM and the first gradient of both L2-FWI and W2-FWI. All of them

recover the location of the reflecting interfaces where velocity discontinuities

occur. Traditional RTM (Equation (2.7)) is a one-step technique to locate the

reflecting interfaces. We will see that further iterations of FWI continue to

update the reflectors.

Figure 6.2b shows the normalized convergence curve for FWI using L2

norm and W2 norm respectively for the first 475 iterations. Both inversions

converge slowly, but we observe that the misfit of L2-FWI does not convinc-

ingly decrease to zero in this log-scaled plot, which indicates that L2 norm

based inversion is approaching a local, rather than a global minimum.
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Figure 6.2: Three-layer model: (a) 1D comparison among normalized RTM
image and the first gradient of L2-FWI and W2-FWI; (b) the L2 and W2

convergence curves in log scale for the first 475 iterations.

Next, we take a closer look at the iterations. Figure 6.3a and Fig-

ure 6.3b are the vertical velocity profiles of L2 and W2 based FWI at the

100th, 200th and 300th iterations. The figures show that L2 based FWI does

not give much more information than the local velocity change around the

interface, but the inversion with W2 norm gradually recovers part of the sub-

layer velocity as the iteration continues. In the end, the final inversion results

illustrate that L2 inversion converges to a wrong velocity with more reflectors

in Figure 6.4a while FWI with W2 norm correctly recovers part of the third

layer in Figure 6.4a.

It seems puzzling at first glance that W2 based FWI can even recover

velocity in the model where no seismic wave goes through, but actually, the

125



1.5 2 2.5 3 3.5 4

velocity (km/s)

0

1

2

3

4

5

6

z
 (

k
m

)

L2 inversion

True

iter#100

iter#200

iter#300

(a)

1.5 2 2.5 3 3.5 4

velocity (km/s)

0

1

2

3

4

5

6

z
 (

k
m

)

W2 inversion

True

iter#100

iter#200

iter#300

(b)

Figure 6.3: Three-layer model: (a) L2 inversion and (b) trace-by-trace W2

inversion after 100, 200 and 300 iterations.
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Figure 6.4: Three-layer model: inversion result of (a) L2 and (b) W2 after
convergence.
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velocity of the third layer at the interface is implicitly embedded in the ampli-

tude of the second reflection as well as the head waves. The inverted velocity

profile in the earlier iterations has a sharp lower transition back to 2 km/s

causing reflections in the simulated data, which are not in the observed data,

see Figure 6.3. In the W2 case this results in a further correction of the velocity

that starts recovery below the deepest layer. This correction gradually slows

down when the lower transition is not sharp any longer, and the simulated

reflection is reduced. As seen in Figure 6.4b, the velocity of the third layer

smoothly decreases from 4 km/s to the 2 km/s.

The L2 results in previous sections do not belong to the cycle-skipping

issue since FWI correctly recovers the location of the reflector in early itera-

tions and the phases of the signals are matched afterward (Figure 6.2a). To

study the cause of the local minima, we did another inversion which only uses

the positive part of the L2 gradient: g̃ = max(g, 0). There is no negative ve-

locity update as shown in Figure 6.5b. We also constructed a layered velocity

model as shown in Figure 6.5c. These three velocity models in Figure 6.5 are

particularly selected since they share the same L2 data misfit.

The fact that three different velocity models sharing the same data

misfit J1(m) strongly indicates that the failure of L2 inversion with reflection

data comes from local minima in optimization, as the convergence curve (Fig-

ure 6.2b) also indicating. Figure 6.5c is close to the true model (Figure 6.1a),

but the fastest way to decrease the L2 data misfit starting from the initial

127



L2 FWI using full gradient

0 5 10 15

x (km)

0

1

2

3

4

5

6

z
 (

k
m

)

1.5

2

2.5

3

3.5

4

V
e

lo
c
it
y
 (

k
m

/s
)

(a)

L2 FWI using subgradient

0 5 10 15

x (km)

0

1

2

3

4

5

6

z
 (

k
m

)

1.5

2

2.5

3

3.5

4

V
e

lo
c
it
y
 (

k
m

/s
)

(b)

Constructed velocity

0 5 10 15

x (km)

0

1

2

3

4

5

6

z
 (

k
m

)

1.5

2

2.5

3

3.5

4

V
e

lo
c
it
y
 (

k
m

/s
)

(c)

1 2 3 4 5

Velocity

0

1

2

3

4

5

6

z
 (

k
m

)

Comparison of vetical velocity profile

True velocity

L2 Inversion

Subgradient L2-FWI

Constructed

(d)

Figure 6.5: Three velocity models sharing the same L2 data misfit: (a) original
L2-FWI (b) L2 inversion using subgradient (c) manually constructed velocity
(d) the vertical velocity profiles of the (a), (b) and (c).
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Fourier transform of L2 adjoint source 
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Fourier transform of W2 adjoint source 
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Figure 6.6: Three-layer model: (a) the Fourier transform of the adjoint source
using L2 norm and (b) the Fourier transform of the adjoint source using W2

norm.

model is to update the high-wavenumber components. As mentioned in [104],

the high-wavenumber components converge faster than the low-wavenumber

components. In another word, it is the nonconvexity of the L2 misfit that

leads the inversion to local minima, and this type of nonconvexity does not

originate from cycle skipping.

As shown in the experiment, replacing the L2 norm with W2 norm for

better convexity in optimization [49] is a promising way to tackle the problem.

If we use fixed step in optimization, changing misfit function only changes the

∂J
∂f

term in the adjoint wave equation. We apply a 2D Fourier transform on

the adjoint source in the first iteration of L2-FWI and W2-FWI to compare

the wavenumber and frequency contents. As seen in Figure 6.6, the adjoint

source of L2-FWI includes both high frequencies and wavenumbers, but the

129



True velocity

0 5 10 15

x (km)

0

1

2

3

4

5

6

z
 (

k
m

)

1.5

2

2.5

3

3.5

4

V
e
lo

c
it
y
 (

k
m

/s
)

(a)

Initial velocity

0 5 10 15

x (km)

0

1

2

3

4

5

6

z
 (

k
m

)

1.5

2

2.5

3

3.5

4

V
e
lo

c
it
y
 (

k
m

/s
)

(b)

Figure 6.7: Four-layer model: (a) the true velocity model and (b) the initial
velocity model.

one of W2-FWI has very low wavenumber contents even though a 15 Hz source

is used in the test. The figures explain why W2 norm recovers ideal low-

wavenumber component in the model, independent of the source bandwidth.

The “transport” part of the optimal transport theory naturally creates low

frequency, helping W2-FWI avoids the high-frequency local minima that L2

norm suffers.

6.1.2 Four-Layer Reflection Model

Let us consider a four-layer model (Figure 6.7a) whose two deepest

layers are unknown to the initial model (Figure 6.7b). The total recording

time is 4.0 seconds. The observed data only contains a direct wave and mul-
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Figure 6.8: Four-layer model: vertical velocity profiles of (a) L2 inversion and
(b) W2 inversion after 1, 20 and 30 iterations.
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Figure 6.9: Four-layer model: inversion result of (a) L2 and (b) W2 for the
four-layer model (Figure 6.7) after 30 iterations.
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tiple reflections from the model discontinuities. The initial data lacks the last

reflections from the two deepest interfaces.

In this test, the reflections in the observed data of the unknown layers

lead to immediate local velocity corrections by both L2 and W2 based FWI,

see the first iterations in Figure 6.8a and Figure 6.8b. After 30 iterations,

L2-FWI starts to create wrong features as seen in Figure 6.9a, but W2-FWI

completely recovers the first unknown layer and continues to reconstruct the

second one (Figure 6.9b).

Two facts may contribute to the fast recovery. Not only the velocity in

the layer of 3.5 km/s is implicitly embedded in the amplitude of both the last

two reflections and the head waves, but also its velocity is interpreted by W2

norm from the travel time difference between the reflections. In another word,

the final reflection generated by the velocity discontinuity jumping from 3.5

km/s to 4 km/s helps W2 norm to recover the layer of 3.5 km/s significantly.

6.1.3 Diving Wave Guided Inversion

The true model here consists of two layers (1.5 km/s and 2km/s), fol-

lowed by the linear velocity increasing from 2 km/s to 4 km/s (Figure 6.10a),

while the starting model is a homogeneous velocity 1.5 km/s (Figure 6.10b).

The total recording time is 6.0 seconds. With a gradual velocity increase at the

deeper part of the true model, the diving waves are recorded in the observed
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Figure 6.10: Diving wave guided inversion: (a) the true model and (b) the
initial model.
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Figure 6.11: Diving wave guided inversion: 1D velocity profiles of (a) L2-FWI
and (b) W2-FWI after 30, 80 and 150 iterations.

133



L2 inversion

0 5 10 15

x (km)

0

1

2

3

4

z
 (

k
m

)

T
ru

e
 v

e
lo

c
it
y

(a)

W2 inversion

0 5 10 15

x (km)

0

1

2

3

4

z
 (

k
m

)

1.5

2

2.5

3

3.5

4

V
e
lo

c
it
y
 (

k
m

/s
)

(b)

Figure 6.12: Diving wave guided inversion: FWI using (a) L2 norm and
(b) trace-by-trace W2 norm after 200 iterations.

data besides the reflections.

In the previous four-layer model, two layers are unknown to the initial

model, and FWI using W2 norm quickly recovers the first unknown layer be-

cause of the travel time difference between the last two reflections. We can

see that in this test travel time between the reflection and the diving wave

also helps W2-FWI quickly recover the unknown constant velocity layer in 30

iterations (Figure 6.11b), and the linearly increasing part is mostly recovered

in 200 iterations (Figure 6.12b). Again, the L2-FWI is trapped in local minima

generated from both the reflections and the diving waves by only updating the

high-wavenumber components.
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Figure 6.13: Modified 2004 BP model: (a) the true velocity; (b) the initial
velocity.
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L2 result after 100 iterations
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(a) L2-FWI after 100 iterations

W2 result after 100 iterations
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Figure 6.14: Modified 2004 BP model: (a) FWI with L2 norm and (b) FWI
with trace-by-trace W2 norm after 100 iterations.
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L2 final inversion result
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(a) L2-FWI final result

W2 final inversion result
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(b) W2-FWI final result

Figure 6.15: Modified 2004 BP model: (a) FWI with L2 norm and (b) FWI
with trace-by-trace W2 norm final results.

6.2 Salt Model Inversion

It is important to investigate the phenomena discussed above in the

more realistic settings of well-known velocity models with strongly reflecting

salt inclusions. The inversion results from these sharp discontinuities in veloc-

ity are quite similar to those of the simple cases. With many reflections and

diving waves contributing to the inversion in the more realistic models, it is,

of course, harder to determine the most relevant mechanisms.

Here we consider a salt model, which is part of the 2004 BP benchmark
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(3.3 km in depth and 9.35 km in width). Figure 6.13a and Figure 6.13b show

the true and initial velocities. We place 11 sources of 15 Hz Ricker wavelet and

375 receivers equally on the top. The total recording time is 4 seconds. The

observed data is dominated by the refection from the top of the salt inclusion.

After 100 iterations, we can see that FWI using both norms can detect

the salt upper boundary (Figure 6.14a and Figure 6.14b). With more itera-

tions, the W2 based technique gradually recovers the salt body (Figure 6.15b),

which is much less the case for L2 norm as shown in Figure 6.15a. This also

means that features below the salt inclusion can significantly be better deter-

mined by using optimal transport related metrics as the mismatch functional,

see Figure 4 in [149].

6.3 Remarks

Instead of traditional cycle-skipping issues, another type of local min-

ima is responsible for the failure of conventional L2-FWI when using this type

of reflection data. Similar to migration methods such as RTM and LSRTM,

L2-FWI updates high-wavenumber components of the model, which is suitable

for migration when the initial model is very close to the true model. However,

it faces challenges when trying to recover the model below the reflector. The

inherent nonconvexity of the L2 misfit function and the fact that multiple

different models share the same data misfit, are important factors why con-

ventional FWI with L2 norm easily fails.

Our three-layer test and the salt model demonstrate that W2 based

138



inversion can update the missing low-wavenumber components of the model

and recover velocity information below the deepest reflecting interface.

Optimal transport compares signals globally and naturally combine

misfits in both amplitude differences and phase mismatches. The better inver-

sion results of W2 norm demonstrate its capacity to provide better convexity in

inversion for many different types of seismic data, including transmission, re-

fraction and reflection. The extra low-frequency content of the adjoint source

(data Fréchet derivative) is the key manifestation of the “transport” idea.
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Chapter 7

Conclusion

7.1 Summary

In this dissertation, we have focused on the application of the quadratic

Wasserstein (W2) metric as a new objective function in full waveform inversion

(FWI). As the traditional misfit function in FWI, the least-squares (L2) norm

suffers from many different types of local minima. Besides, the inversion results

are highly sensitive to the presence of data noise.

Both the amplitude and the phase are important components of the

waveforms, but point-by-point comparisons such as the L2 norm often fail to

capture the phase mismatches. We have argued that a global rather than local

metric should be more suitable to compare seismic signals. The W2 metric we

have analyzed in this dissertation is a good global metric.

In Chapter 3, we have explained the motivation of this research based

on the limitations of the L2 norm. We have proved several theorems about

the advantageous convexity of the W2 metric with respect to the data shift,

dilation, and partial amplitude change. Based on a 1D acoustic wave equation,

we have shown that these data differences naturally originate from changes

in the velocity model. Moreover, we have demonstrated that the effect of
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data noise is negligible for optimal transport based metrics. Our analysis of

the convexity and the insensitivity to noise have provided a solid theoretical

foundation for our further investigation of large-scale inversions.

In Chapter 4, we have introduced one efficient finite difference Monge-

Ampère solver for computing the W2 metric in higher dimensions. Based on

the adjoint-state method, we have derived the corresponding Fréchet derivative

for fast computation of the model gradient. We have further illustrated the

robustness of the solver by showing large-scale benchmark inversions, where

the W2 metric avoids the problem of local minima suffered by the traditional

L2 norm.

In Chapter 5, we have developed a trace-by-trace technique based on the

1D optimal transport problem to compute the quadratic Wasserstein metric.

The exact solution of the 1D optimal transport problem allows for accurate

and efficient computation. Our trace-by-trace technique has reduced the noise

generated by the numerical errors of the Monge-Ampère equation. We have

analyzed the importance of the data normalization step to transform seismic

signals to density functions. The better inversion results of the quadratic

Wasserstein metric we have presented in Chapter 4-6 demonstrate its capacity

to provide better convexity in seismic inversion for many different types of

seismic data, including transmission, refraction, and reflection.
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7.2 Future Work

Although we have achieved success by applying our method to field

data inversion in collaboration with industry, there are still several questions

that need further investigation.

First, the current data normalization methods that transform raw seis-

mic signals into probability densities may change the convexity of the metric.

We studied simple cases in the data domain where only a few variables are

considered, but the situation in the model domain is more complicated with a

much larger set of unknowns. In other words, the inverse problem is typically

more ill-posed than the cases we studied in this dissertation.

We have seen that the choice of normalization plays a significant role

in convexity and convergence. It is important to understand the relation and

develop a better theory to apply optimal transport for signed measures. We

also plan to develop an analysis of relevant velocity inversion systemically. It

would help to explain the numerical issues encountered in applications and to

complete the theoretical part of this research.

Second, the elliptic Monge-Ampère equation is a fully nonlinear partial

differential equation which has been the focus of increased attention from the

scientific computing community. From our experience of solving the Monge-

Ampère equation in seismic inversion, faster and more stable solvers are needed

for practical applications. There is research on nonlinear full-approximation

storage (FAS) multigrid methods for smooth solutions of 3D Monge-Ampère
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equations [88]. When the equation becomes degenerate, the method may break

down due to the loss of uniform ellipticity of the equation, and the loss of strict

convexity of the solution. It would be interesting to work on a new multigrid

scheme targeted on general degenerate equations.

Third, we would like to extend our research from pure acoustic wave

inversions to more complicated modeling mechanisms, such as the inversion

of elastic parameters. In real physics, the energy propagates through elastic

materials and passes through reflectors, scatters and the heterogeneity. There-

fore, it is essential to add anisotropy and elasticity to the forward modeling.

Inversion of subsurface elastic parameters using FWI has become increasingly

popular in exploration applications, and we are interested in studying the

quadratic Wasserstein metric in elastic inversions.

Fourth, the increase in computing power makes optimal transport an

ideal technique to compare signal intensities across different signal/image co-

ordinates. Optimal transport is a powerful tool for signal analysis, but it is

only well defined for probability measures, making the application challeng-

ing for general subjects. Our research in seismic inversions has addressed this

challenge by relating optimal transport to oscillatory seismic waveforms. We

would like to draw upon this experience in the future by applying the theory

to other fields beyond seismic inversion, e.g., imaging, machine learning, and

economics.
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[80] Stanislav Kondratyev, Léonard Monsaingeon, Dmitry Vorotnikov, et al.

A new optimal transport distance on the space of finite radon measures.

Advances in Differential Equations, 21(11/12):1117–1164, 2016.

[81] N. V. Krylov. On the general notion of fully nonlinear second-order

elliptic equations. Transactions of the American Mathematical Society,

347(3):857–895, Mar 1995.

[82] Harold W Kuhn. The Hungarian method for the assignment problem.

Naval Research Logistics (NRL), 2(1-2):83–97, 1955.

[83] P. Lailly. The seismic inverse problem as a sequence of before stack

migrations. In Conference on inverse scattering: theory and applica-

tion, pages 206–220. Society for Industrial and Applied Mathematics,

Philadelphia, PA, 1983.

[84] Patrick Lailly. Migration methods: partial but efficient solutions to the

seismic inverse problem. Inverse problems of acoustic and elastic waves,

51:1387–1403, 1984.

[85] Bruno Levy and Erica Schwindt. Notions of optimal transport the-

ory and how to implement them on a computer. arXiv preprint

arXiv:1710.02634, 2017.

155



[86] Wuchen Li, Ernest K Ryu, Stanley Osher, Wotao Yin, and Wilfrid

Gangbo. A parallel method for earth movers distance. UCLA Com-

put. Appl. Math. Pub.(CAM) Rep, pages 17–12, 2017.
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[98] L Métivier, R Brossier, Q Mérigot, E Oudet, and J Virieux. Measuring

the misfit between seismograms using an optimal transport distance: ap-

plication to full waveform inversion. Geophysical Journal International,

205(1):345–377, 2016.
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