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I study experimentation under two types of uncertainty— the quality
and profitability of a risky technology. The quality of the technology can be
good or bad. If the quality is good, then payoffs arrive at the jump times of
the standard Poisson process. If the technology is bad it does not generate
payoffs. Payoffs are stochastic and the sizes of the realizations depend on the
underlying state of the economy. Some payoffs reveal the state completely,
others do not.
First, I consider an experimenter who chooses an irreversible exit time.
I find that, after the first arrival of a payoff, the optimal stopping policy can be
characterized by a cutoff belief about the true state of the economy. Before the
first payoff, the stopping region of the experimenter is a subset of the space
of beliefs about the technology’s quality and profitability which cannot be
characterized by cutoff beliefs. I find that the experimenter reacts differently
to each source of uncertainty or risk, and that the most cost-effective subsidy

v

for such an experimenter is an increase to his highest possible payoff. That is,
the optimal subsidy makes the project riskier and subsidizes the experimenter
when he is already performing well.
Next, I consider an experimenter facing the same environment who
also chooses the rate of the Poisson process after each observation of a payoff.
While many of the results from chapter 1 carry through, I find that investment
in the project in non-monotonic in the persistence of the states of the economy.
Finally, I study an experimenter facing an environment similar to that
in the first setting, but who has the option to irreversibly deploy his technology
at scale, that is, to augment the payoffs in the long-run by making a large
investment today. Here I find a rich set of investment and stopping policies,
and that the optimal subsidy depends on the objective of the policy makers.
Policy makers can encourage experimentation most efficiently by subsidizing
the lowest payoff, and can encourage scaling the project by subsidizing the
cost of investment.
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Chapter 1
Introduction

Researchers face multiple sources of uncertainty about their innovations. At early stages, they face uncertainty about the underlying quality of
the project— whether their projects will work at all. Then, after the first prototype is built or the first major breakthrough occurs, they face uncertainty
about profitability in the market. I study these two types of uncertainty, which
I call quality and profitability uncertainty, in the context of a single decision
maker’s exit and investment decisions.
Innovators may be uncertain about the quality of their technology due
to the nature of innovation. The path to innovation is inherently indirect,
with many potential innovations failing to work, in a scientific sense, or being
impractical to create, in a manufacturing sense.
In addition, the profitability of new technologies can vary with an underlying state of the economy. A technology which competes with a substitute
or relies on an input with a fluctuating price is subject to uncertain profitability. Entrepreneurs experimenting with alternative sources of energy, for
instance, face uncertainty about fluctuations in the prices of traditional fuel
sources. Even an excellent alternative source of energy will face falling de-

1

mand and profitability when oil prices are low, and the current trajectory of
oil prices is often uncertain. Such an experimenter may scale back investment
or shut down entirely when the state appears to be unfavorable. The price
of stainless steel is volatile due to the volatile price of nickel, a key input.
Innovations relying on stainless steel will also experience considerable changes
in profitability.
Energy firms devote billions of dollars each year to research new renewable energy technologies, and these investments are excellent applications
of the theoretical results I present in the following chapters. In addition to
improvements on existing concepts, such as wind and solar technologies, these
large firms also research renewable energy sources which are in their earliest
stages of development, from algae bio-fuels at Exxon Mobil to coffee-fueled
buses at Royal Dutch Shell.1
These firms are initially uncertain whether these new technologies will
work and whether they will be profitable if they do work. In addition, there
are significant positive externalities to this innovation process. Outsiders care
not only about the final implementation of these projects in the form of more
renewable energy, but also about the “negative know-how” associated with the
failed projects, and thus want to encourage experimentation, even for projects
1

See for example: “Exxon Quietly Researching Hundreds of Green Projects”
https://www.bloomberg.com/news/articles/2017-11-03/exxon-is-spending-1-billion-ayear-to-research-green-energy and “Helping to Power London’s Buses with Coffee” https://
www.shell.com/energy-and-innovation/make-the-future/bio-bean-helping-power-londonsbuses-with-coffee.html
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that may not be profitable in the long-run.
In addition to examples which can be strictly defined as “technologies,”
the model I examine applies to start-ups which innovate by experimenting
with new business models and target markets for which demand is initially
unknown. The recent boom in subscription services—which are new to the
extent that they are used for products like razor blades, clothing rentals and
makeup—presents many such examples. When a new subscription is offered,
it faces uncertain long-run demand which can be modeled as unknown quality.
The recent emergence of these services means that little data exists for the
impact of macro-economic cycles on their profitability, but it is reasonable to
believe that consumers’ subscriptions for non-essentials will be the first to go in
the face of a pay cut or layoff. Thus, entrepreneurs experimenting with a new
subscription service must carefully consider fluctuations in the subscription’s
profitability with business cycles when deciding whether to offer the product.
Additionally, sometimes innovation is on the literal quality (as distinct
from the use of the term in the rest of the paper) of a product. A firm my offer
an unbranded, lower cost version of a product, or a high end, luxury version.
Such innovations involve uncertainty in the ability to produce and profit from
such a product and uncertainty about the profitability during different stages
of the business cycle when consumers have varying levels of disposable income.
Finally, the models presented here can be applied to researchers in
academic disciplines where certain lines of research go in and out of style. A
researcher may make a breakthrough in an area which is currently unpopular,
3

and risks losing out on tenure opportunities and acclaim if his ideas do not
come back into vogue.
Returning to the energy firm example, I consider quality risks that
mimic the technological risks faced by these firms. Projects can be good
or bad, that is, they work or they do not. Good projects produce small,
payoff-relevant breakthroughs while bad projects simply do not work at all
(no breakthroughs). I consider profitability risks that are cyclical and capture
familiar phenomena like business cycles or fluctuating oil prices. In addition to
characterizing the decision maker’s optimal stopping and investment decisions,
motivated by the possibility of positive externalities to experimentation, I
characterize his response to subsidies of different types.
In particular, I ask the following about such a firm: when does it stop
experimenting on the technology? How much of its resources are invested in
the project? If the firm can speed up the innovation by allocating additional
resources, when does it choose to do so? If the firm can scale up the project
by making a large investment, when does it choose to do so? How do subsidies
affect the optimal behavior of the firm?

1.1

Contribution and Literature
The novelty of this dissertation is twofold. Within economics, I intro-

duce an additional source of uncertainty into the traditional setting of experimentation with exponential bandits. Within the real options literature, my
contribution is the consideration of a particular set of processes, the Poisson
4

arrival process combined with a two-state continuous-time Markov chain in
the context of incomplete information.
The literature explores questions about experimenting, unknown quality, and random payoffs along three principle lines: real options theory, bandit
problems and sponsored research. The real options literature focuses on exit
and entry choices in settings similar to mine. Mordecki (1999) considers the
complete information case of optimal exit. Décamps et al. (2005) consider uncertain quality and payoffs, though in their model, uncertainty about quality
is never resolved, as the quality takes the form of the drift parameter of a
Brownian motion. Thus, while the model does an excellent job of accounting
for uncertainty, it lacks the natural “stages” provided by the model presented
here.2 Stokey (2008) studies a class of similar problems to the ones studied
here, but she focuses on stochastic processes with continuous sample paths.
Boyarchenko (2016) provides analysis which is closest to mine. She analyzes a model where the jump times of a Poisson process yield costly breakdowns instead of rewarding breakthroughs. She finds similar results for the
waiting regions before and after the first jump time. In addition to considering breakthroughs instead of breakdowns, I differ by considering endogenous
choice of the parameter governing the arrival process and by providing comparative statics results and policy analyses which illustrate the differential impacts
2

By natural “stages” I refer to the natural separation provided by my model, and that of
Boyarchenko (2016), between the period of time before the experimenter learns the quality
of the technology, and the period of time after quality is known.

5

of the two kinds of uncertainty. In addition, Boyarchenko and Levendorskii
(2008) also considers regime-switching in the form of a Markov process, but
uses a Lévy process to model revenue behavior.
The extensive literature on bandit problems also studies unknown quality. In the traditional exponential bandit setting, the experimenter does not
initially know the quality of his technology and experiments to learn about
it. This paper considers a technology which is subject to risky profitability
in the sense that the profits it generates evolve stochastically, even after the
project is known to be of the good type. In the most interesting parameterizations I present, it is the case that the state of the economy at the time that
the quality is learned effects the experimenter’s desire to continue with the
project. In fact, some interesting parameterizations include finite experimentation on projects which are not profitable in the long-run. In addition, in the
second part of the paper, the rate of arrival of stochastic payoffs of the good
technology is endogenized, which leads to new qualitative comparative statics
results.
Keller et al. (2005) provide the seminal treatment of exponential bandits, which most closely resembles the period before the first payoff in my
model. The single agent in their setting uses a cutoff belief in the quality of
the risky arm, and all uncertainty is resolved after a single breakthrough.
The literature on Poisson bandits extends this idea to the case in which
the payoffs generated by the good and bad arms are both positive, so that
quality uncertainty is not resolved at the instant of the first observation of
6

a payoff. Keller and Rady (2010) provide the seminal treatment of Poisson
bandits, and show that a single player also chooses as his optimal strategy a
cutoff belief in the probability the risky arm has the high arrival rate. Keller
and Rady (2015) analyze the Poisson bandit model where the jump times of
the Poisson process reveal breakdowns instead of breakthroughs.
The bandit literature has begun to explore the fact that incomplete
information about the profitability of a technology can persist beyond the
partial or complete resolution of quality uncertainty. To date, when incomplete
information about profitability does arise, as in Keller and Rady (2010), a
single agent still chooses as his optimal strategy a cutoff belief in the quality
of the technology. That is, the uncertainty about the long-run profitability is
just unresolved uncertainty about quality.
Bergemann and Hege (1998), Bergemann and Hege (2005) and Hörner
and Samuelson (2013) study the problem of exit and resource allocation in the
context of sponsored research for projects which are subject to quality uncertainty. In these models, however, once the project has its big breakthrough the
experimenting ends and the principal and agent receive their payouts. That is,
these models deal only with quality uncertainty. Hörner and Skrzypacz (2016)
provide a recent and detailed review of the literature on experimentation and
sponsored research. My model does not incorporate the principal-agent dynamics captured by the settings above. The solutions to the decision problems
presented here are difficult to characterize, and so I leave the principal-agent
versions for future work. I focus instead on self-financed innovations.
7

There have been other papers which jointly consider the impact of market uncertainty and technological uncertainty in models of “staged financing.”
For example, two recent papers, Lukas et al. (2016) and Zhang et al. (2017)
use staged models of financing to think about both technological and market
uncertainty. However, these models focus on renegotiation and contracting,
not on the optimal decisions of a self-financing agent.
Finally, my third paper looks at a problem of investment under uncertainty, which is a popular topic with an extensive literature. Of seminal
importance are Dixit and Pindyck (1994) which provides an extensive treatment of investment under uncertainty for problems with continuous sample
paths, along with Dixit and Pindyck (1995) which highlights the real options
approach. Finally, the numerical and simulation methods used herein are
relatively simple, but the ideas are well described by Cortazar (2001) which
outlines the specific challenges encountered when dealing with American-style
options with multiple embedded options.
Recent work by Boyarchenko and Levendorskii (2007a) provides solutions to a large class of optimal investment problems using the Wiener-Hopf
factorization and Boyarchenko and Levendorskii (2007b) provides solutions to
a broad class of similar problems in discrete time. Within the investment under
uncertainty literature, my contribution is in the specific stochastic processes
considered.

8

1.2

Model Overviews
I consider a continuous-time model where a single decision-maker ex-

periments with a technology of unknown quality, which can be either good or
bad. A bad technology never generates payoffs and a good technology generates payoffs which arrive at the jump times of the standard Poisson process.
The quality of the technology is chosen by nature, and it is not known initially.
If the technology is good, the payoffs it generates are stochastic. The
size of these payoffs is governed by a two-state, continuous-time Markov chain
which is independent of the Poisson process. The two states are characterized
by higher or lower expected payoffs. The realizations of the payoffs can be
high, medium or low. The high state only realizes high or medium payoffs,
while the low state only realizes medium or low payoffs. Thus, high and low
payoffs perfectly reveal the state of the economy while medium payoffs allow
the experimenter to update his belief about the current state, but not to
determine it exactly.
I first analyze a model where the arrival rate of the Poisson process is
exogenous. After the quality of the technology is known—that is, after the
arrival of the first payoff—the optimal stopping policy is a cutoff belief in the
state of the economy. This optimal stopping policy has three distinct types
as a function of beliefs about the state and the values of key parameters: the
experimenter may stop immediately at the realization of a payoff, the experimenter may continue for a finite period of time if no new payoff arrives, or
the experimenter may continue indefinitely until the next arrival of a payoff.
9

Comparative statics show that small changes in the parameters governing uncertainty change not just the cutoff belief, but can also change the type of
optimal stopping policy.
Before the first arrival of a payoff, the stopping region cannot be characterized by cutoff beliefs. Instead, it is a subset of the two-dimensional space
of beliefs about the quality of the technology and the state of the economy,
where the subset is not rectangular. Although this result is not entirely new,
it is not typical in the previous literature.
I provide numerical comparative statics results which show that the separation of uncertainty about quality and profitability matters. Experimenters
make different decisions when the parameters of each type of uncertainty are
altered. Adjustments to each parameter governing uncertainty—the persistence of the payoff process, the likelihood of the highest possible payoff and
the arrival rate of the Poisson process—yield effects of different magnitudes on
the stopping regions, even when these changes have the same effect on longrun expected payoffs. In addition, I consider a variety of possible subsidies
which might be offered by a planner to encourage experimentation. Holding
the expected long-run cost to the planner constant, I show that the most costeffective subsidy, in regards to expanding the region in which experimentation
occurs, is often an increase the value of the highest possible payoff. The result
is driven by the real-options structure of the model.
In the second paper (Chapter 3), I consider the allocation of resources
to such a risky technology, that is, I consider an endogenous choice of the
10

parameter of the Poisson process. To keep the problem tractable, I allow
adjustments only at the jump times of the Poisson process.
If the agent devotes no additional resources to the technology, the arrival process is the same as in the model of exogenous rate. The arrival rate
can be increased at a convex cost to the agent, where there is a maximum arrival rate that can be achieved given infinite resources. I provide a numerical
example to demonstrate that, after the first arrival of a payoff, the choice of
arrival rate is non-monotonic in one of the uncertainty parameters. Increasing
the persistence of the high state of the economy raises the choice of arrival rate
at some beliefs, and lowers it at others. Before the first arrival of the payoff,
the result holds on both dimensions. When the persistence of the high state of
the economy increases, it increases the choice of arrival rate for some regions
of the belief space, but lowers it for others. Numerical examples also yield
a surprising result for the most cost-effective subsidy: the extent to which a
subsidy to the highest payoff generates additional experimentation compared
to other subsidies is reduced when the arrival rate is chosen endogenously. Put
differently, allowing the experimenter to adjust the arrival rate of the Poisson
process, and thus to adjust his risk according to the expected state of the
world, reduces the value of the risk-increasing effects of the subsidy to the
highest possible payoff.
In the third paper (Chapter 4), I consider a model built on the model in
Chapter 2 in which the experimenter has the option to spend a large amount
of money, all at once, to scale the project up and realize larger future profits.
11

After the experimenter observes the first payoff, he can choose, at any point
in time, to continue experimenting, irreversibly exit, or scale the project at
the large cost. In addition, in this final chapter I consider the addition of an
outside option and the ability to “wait” instead of experimenting. That is, I
consider exit which is partially reversible because the experimenter can stop
his experiments and costlessly wait for a future date to resume. Only when
the experimenter takes the outside option is his decision irreversible.
I find that experimenters may optimally implement a finite or infinite
period of experimentation before exiting or scaling a project. The decision
process of the experimenter is very sensitive to the fixed cost of scaling the
project, so that the difference between a decision to experiment indefinitely
or experiment for a finite period of time can be very small. Motivated by this
result, I consider the impact of policy interventions, in the form of subsidies,
on the optimal decisions of the experimenter, and look for the best subsidy
given the cost to the policy maker. In order to compare subsidies in this
chapter, it is necessary to simulate the arrival process for a set of baseline
parameters, and then use the estimated arrival frequencies, length of period
of experimentation and proportion of projects which are eventually scaled in
order to estimate costs. I find that the optimal subsidy, based on a set of
numerical experiments, depends on the objective of the policy maker.
If the policy maker simply wishes to increase the value of the project to
the experimenter, then he should subsidize the cost of scaling. I also find that a
subsidy to the cost of scaling is the only subsidy which causes the experimenter
12

to scale the project at lower expectations about the state of the economy. If
the policy maker wishes, instead, to reduce the number of projects which are
abandoned, his optimal policy is ambiguous. For high initial beliefs about the
quality of the project and low initial beliefs about the state of the economy,
the subsidy to the lowest payoff increases the range of beliefs for which the
experimenter remains in the market by the most. However, when the belief
in quality is low but the belief in the state of the economy is high, the policy
maker should subsidize the highest possible payoff if he wants the experimenter
to continue before the first payoff. However, after the first payoff has occurred,
the subsidy to the lowest possible payoff most effectively discourages exit. This
result contrasts with Chapter 2 and Chapter 3 where the most cost-effective
subsidy is unambiguously a subsidy to the highest payoff. This difference
arises for two reasons: first that experimenting forever is not the benchmark
for subsidy cost in this chapter, and second that the value of scaling distorts
short-term incentives to experiment. That is, the ultimate reward is not a
transient high payoff, but a long-term reward to scaling.
As an extension, I briefly consider the impact of adding an option to
costlessly wait before taking any action in the time before scaling the project.
I show that this option to wait extends the time we can expect an experimenter to remain in the market (not irreversibly exit) after the first arrival
of a payoff, but that an experimenter never switches from experimenting to
waiting between successes and that an experimenter never waits when he is
optimistic about the profitability of this project.
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Each chapter of the dissertation builds on the basic model presented
in Chapter 2. Chapter 2 considers a simple stopping problem with the two
sources of uncertainty. Chapter 3 considers the allocation of additional resources to such a project, in addition to the original stopping problem. Chapter 4 considers a firm’s option deploy the project at scale. Within each chapter
I analyze the impact of a set of subsidies on the optimal behavior of the firm
and in a final chapter I compare results across the models and provide my
recommendations for areas of future work.
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Chapter 2
Experimenting under Quality and Profitability
Uncertainty

2.1

Introduction
In this chapter, I set up the model which serves as the foundation for

the entire dissertation. A single experimenter works on a risky project and
decides when to irreversibly exit. This setting has a variety of applications
and also provides the simplest version of the idea of experimentation: the
experimenter either works or he exits.
Academic researchers (especially of the economic theory persuasion)
are familiar with this type of choice — we work on our research until we either
make a series of breakthroughs in the form of papers, or until we decide the
project is impossible and abandon it. While we may devote more or less effort
to a project, the simplification provided here is not extravagant. An extra hour
or two on an academic project does not have a large impact on the timing of
the types of breakthroughs we expect.
In addition, we may think of a firm directing a single full-time employee or a cohesive team of such employees to work on a particular project.
These employees work for a pre-determined amount of time and report any
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breakthroughs achieved at the time they occur, at which point the firm issues
additional instructions. If the firm’s management can perfectly monitor the
employees (there is no moral hazard problem) then the model presented here
applies.
This chapter is very closely related to Boyarchenko (2016) and contributes to her work by considering stochastic payoffs instead of stochastic
costs, by providing comparative statics for the parameters of interest and by
considering the effect of a set of subsidies. In addition, this chapter is familiar as an exponential bandit problem with a single arm and two sources of
uncertainty, the quality of the arm and a stochastic payoff.
The results in this section are intuitive, with three exceptions. The
intuitive results are that increases to long-run expected payoffs increase the
amount of time the experimenter remains in the market. In addition, subsidies
encourage experimentation.
Less intuitive results include the following. I find that the experimenter
responds differently to each source of uncertainty in the model, even with the
effect of changing the parameters on long-run expected payoffs is held constant.
The experimenter is more sensitive to changes in the arrival rate of payoffs or
to the probability of the highest payoff than to the persistence of the states of
the economy.
In addition, I find that the stopping region for a project before the
quality is known is a subset of the two dimensional space of beliefs about
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quality and profitability, and this subset is not rectangular. That is, the
stopping region cannot be characterized as a set of cutoff beliefs. This result
is directly analogous to the same insight in Boyarchenko (2016).
Finally, I find that the most cost-effective subsidy for a planner who
wishes to encourage experimentation is a subsidy which pays out when the
experimenter earns the highest possible level of profits. That is, the best a
planner can do is to subsidize an experimenter when he is already doing well,
which augments the risks he faces. This result follows from the real-options
nature of the problem and the result is evident when the experimenter works
on a project which is not profitable in the long-run, that is, a project for which
the experimenter exits if profits are low.
In Section 2.2 I set up the model in detail and describe the beliefs of
the experimenter. In Section 2.3 I characterize the optimal behavior of the
experimenter after the first payoff has arrived and all quality uncertainty has
resolved. Section 2.4 characterizes the solution before the quality uncertainty
has resolved. Sections 2.5 and 2.6 provide results and Section 2.7 concludes.

2.2

Model
Consider a decision problem, characterized by the following structure.

Time is continuous and the time horizon is infinite, t ∈ R+ . A single, riskneutral experimenter works with a technology of unknown quality. If the
technology is “bad” (b), it generates no success, if the technology is “good”
(g), the experimenter will receive a stochastic stream of payoffs which arrive
17

at jump times of the standard Poisson process, N , with parameter λ > 0.
The quality of the technology is determined by the state of nature X ∈ {g, b}.
The initial prior assigns probability π0 ∈ [0, 1] to the event X = g. The
experimenter discounts the future at the rate ρ > 0.
In addition to uncertainty about the quality of the technology, there is
uncertainty about the state of the economy. If the quality of the technology is
good, the payoffs follow a stochastic process r = {rt }t≥0 which is independent
of the Poisson process and depends on the state of the economy. At each date
t, the payoff can take one of three values: rt ∈ {rh , rm , rl } where rh > rm > rl .
If the state of the economy is high (H), the expected value of the payoffs is
larger than if the state of the economy is low (L). Payoffs of size rh and rm
can occur in the high state, while payoffs of size rm and rl can occur in the low
state. Denote by s ∈ {H, L} the state of the economy. The payoff distribution
is conditioned on the state of the economy at time t and is defined by
prob(rt = rh |s = H) = 1 − αH
prob(rt = rm |s = H) = αH
prob(rt = rl |s = H) = 0
prob(rt = rh |s = L) = 0
prob(rt = rm |s = L) = αL
prob(rt = rl |s = L) = 1 − αL .
The state of the economy follows a continuous-time Markov chain with tran-
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sition rate matrix
"
q=

H

−q
qL

H

q
−q L

#
(2.1)

where q H > 0 and q L > 0. Let p0 ∈ [0, 1] denote the prior probability that the
economy is in state H at time t = 0.
Let τk = τ1 , τ2 , ... denote the jump times of the Poisson process. When
a payoff rτk arrives, the experimenter will learn the true state of the economy if
the payoff has size rh or rl . However, if the payoff has size rm , the experimenter
does not learn the true state of the economy, but may update his belief about
it. The relative sizes of αL and αH determine the direction of change of the
belief after observation of the payoff rm . Beliefs are defined and discussed in
detail below.
The experimenter chooses an irreversible exit time, T ∈ [0, ∞) and
incurs the constant flow cost c until he exits. If the experimenter exits the
RT
market at date T , his costs are given by 0 e−ρt c dt. At the time of his exit,
the experimenter receives his outside option, which is normalized to 0.1
2.2.1

Beliefs
The Poisson process N and the stochastic process r define a probability

measure on the filtered measurable space (Ω, F, {Ft }∞
t=0 ) which is generated by
the payoff process. A generic element of Ω can be defined by a sequence of
1

This assumption is relaxed in Chapter 4 and does not qualitatively influence the results.
The proof of this can actually be found as part of Appendix D.3, where I consider a value
function for the experimenter after scaling the project which is identical to the one presented
here, but with an outside option.
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jump times and payoff realizations ω = {τj , rτj }j∈N+ where 0 < τ1 < τ2 < ...
are the jump times of the standard Poisson process N , and rτj are the payoff
realizations at the jump times.
The evolution of the initial beliefs, {p0 , π0 }, defines the probability
measure on the measurable space above. Denote this probability measure
Pp0 ,π0 and the corresponding expectations Ep0 ,π0 .
Beliefs about the quality of the technology evolve according to the
function
π(π0 , t) =

π0 e−λt
π0 e−λt + 1 − π0

(2.2)

until the time of the first arrival. The derivation is standard. After the first
arrival of a payoff, the posterior belief that the technology is good is π(π0 , t) =
1 ∀t ≥ τ1 .
The probability that the state of the economy is j at time t > 0 if it
was i at t = 0 is denoted pij (t) and is given by the standard derivation for the
two state continuous-time Markov chain:
qL
qH
H
L
+
e−(q +q )t
H
L
H
L
q +q
q +q
H
q
qH
H
L
−
e−(q +q )t
pHL (t) = H
L
H
L
q +q
q +q
L
q
qL
H
L
pLH (t) = H
−
e−(q +q )t
L
H
L
q +q
q +q
H
q
qL
H
L
pLL (t) = H
+
e−(q +q )t .
L
H
L
q +q
q +q
pHH (t) =

Thus, the posterior belief that the state of the economy is high, given
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that no payoffs have arrived, is given by:
p̄(p0 , t) = p0 pHH (t) + (1 − p0 )pLH (t)
i
qL h
H
L
−(q H +q L )t
+ p0 e−(q +q )t .
= H
1
−
e
L
q +q
If p0 >

qL
,
q H +q L

then the posterior p̄(p0 , t) is decreasing in t and approaches the

long-run probability that the state of the economy is H,
posterior is increasing in t to

qL
.
q H +q L

Define q̄ =

qL
q H +q L

. Otherwise the

qL
.
q H +q L

The posterior belief jumps at the first arrival time of the Poisson process
and is given by:

p(p0 , τ1 |rτ1 ) =




1

αH p̄(p

0 ,τ1 −)
H p̄(p ,τ −)+αL 1−p̄(p ,τ −)
α
(
)
0
1
0 1



0

if rτ1 = rh
if rτ1 = rm
if rτ1 = rl

where p̄(p0 , τ1 −) = limt→τ1 p̄(p0 , t).
Now consider beliefs between and at arbitrary jumps τk , k ≥ 2. In
a slight abuse of notation, let pτk denote the belief at the time of the jump
τk , although the update of this belief is defined formally in 2.4. When t ∈
(τk , τk+1 ], the belief evolves according to
i
qL h
H
L
−(q H +q L )(t−τk )
1−e
+ pτk e−(q +q )(t−τk ) .
p̄(pτk , t) = H
L
q +q

(2.3)

At the moment of an observation, τk , the belief is updated according to



1
if rτk = rh


H
α p̄(pτk−1 ,τk −)
if rτk = rm
p(pτk−1 , τk |rτk ) = αH p̄(p
(2.4)
,τ
−)+αL (1−p̄(pτk−1 ,τk −))
τ

k−1 k


0
if rτk = rl
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where p̄(pτk−1 , τk −) = lim p̄(pτk−1 , t). Claim 2.1 demonstrates that, upon obt→τk

servation of a payoff of size rm , when αH > αL , the belief that s = H jumps
up. In contrast, when αL > αH , the belief jumps down upon observation of
rm .
Claim 2.1. (i) The updated belief at a jump time τk is non-decreasing in the
belief pτk−1 .
(ii) The updated belief when rτk = rm jumps up when αH > αL and jumps
down when αH < αL .
Proof. (i) By (2.3), p̄(pτk−1 , τk −) is increasing in pτk−1 , and by (2.4),
p(pτk−1 , τk |rτk ) is weakly increasing in p̄(pτk−1 , τk −).
(ii) Subtract the limiting belief just before the jump from the updated jump
belief:
p(pτk−1 , τk |rm ) − p̄(pτk−1 , τk −) =

(αH − αL )p̄(pτk−1 , τk −)(1 − p̄(pτk−1 , τk −))
.
αH p̄(pτk−1 , τk −) + αL (1 − p̄(pτk−1 , τk −))

The difference is positive whenever αH > αL and is negative whenever
αL > αH .

2.3

Experimenting After the First Payoff
Consider an experimenter who has observed at least one payoff by time t

so that there is no remaining uncertainty about the state of nature: π(π0 , t) = 1
and the quality of the technology is known to be good.
At the moment of each observation, normalize time to t = 0. Let p̂0
denote the belief about the state of the economy which was updated according
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to (2.4) at the moment of the last arrival. The experimenter plans to exit at
T if he does not observe a new payoff by that date. Let τ 0 denote the random
time of the next arrival. Let Q denote the probability measure associated with
τ 0 . The value function of the experimenter with this history is written as the
following Bellman Equation:
T ∧τ 0

Z
V (p̂0 ) = sup EPp̂0 ,1 ×Q
T ≥0

+ 1(τ ≤ T )e
0

−ρτ

e−ρt (−c) dt

0


0



0

rτ 0 + V p p̂0 , τ |rτ 0


 

.

Let V (V, p̂0 , t̂, T ) denote the value for the experimenter who observed his most
recent payoff at t = 0, updated his beliefs to p̂0 at that moment, is still active
at τ ≥ 0, and plans to exit at T ≥ t̂ unless a new observation arrives. Then
 Z T ∧τ 0
V (V, p̂0 , t̂, T ) = EPp̂0 ,1 ×Q −
ce−ρ(t−t̂) dt
t̂



0 −ρ(τ 0 −t̂)
0
+ 1(T ≥ τ )e
rτ 0 + V p(p̂0 , τ |rτ 0
,
or equivalently
V (V, p̂0 , t̂, T ) = −ce

ρt̂

"

∞

Z

−λt

λe

1(T < t)

T

e−ρx dx

t̂

t̂

+ 1(T ≥ t)

Z

Z

#

t

e−ρx dx dt

t̂
ρt̂

Z

+e

∞
−λt

λe

1(T ≥ t)e

−ρt





Ep̂0 ,1 rt + V p p̂0 , t|rt




dt.

t̂

(2.5)
This simplifies further to (see Appendix A.1 for details)


Z T
h
i
ρt̂
−(λ+ρ)t
V (V, p̂0 , t̂, T ) = e
e
−c + λEp̂0 ,1 rt + V p(p̂0 , t|rt )
dt, (2.6)
t̂
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where
#
"
 


h

 i 
Ep̂0 ,1 rt + V p p̂0 , t|rt
= 1 − αH p̄ (p̂0 , t) rh + V p p̂0 , t|rh



h

i m
m
H
L
r + V p p̂0 , t|r
+ α p̄ (p̂0 , t) + α 1 − p̄ (p̂0 , t)
"
#
 




+ 1 − αL 1 − p̄ (p̂0 , t) rl + V p p̂0 , t|rl
.
Thus, the Bellman equation is naturally written
V (p̂0 ) = sup V (V, p̂0 , 0, T ) .

(2.7)

T ≥0

Denote by T ∗ (p̂0 ) the optimal policy which is the solution to the problem (2.7). Let V0 (p̂0 ) = 0 and define inductively for n = 0, 1, 2...

(Z
Vn+1 (p̂0 ) = sup
T ≥0

T

)

h
i

e−(ρ+λ)t −c + λEp̂0 ,1 rt + Vn p(p̂0 , t|rt )
dt .

0

(2.8)
The following two pieces of notation will be helpful:


rH = Ep,1 rt |p = 1 ,



rL = Ep,1 rt |p = 0 .

That is, rH and rL are the expected payoffs, independent of the date, when
the state of the economy is known for sure to be H or L, respectively.
Proposition 2.1 below shows that the value function is well-defined.
The sequence defined in 2.8 is uniformly bounded above by λ rρH and below by
0. The lower bound is obvious by the option to exit immediately. The upper
bound is the discounted sum of expected payoffs if the state of the economy is
always H.
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Proposition 2.1. i) {Vn }n∈N+ is non-decreasing (pointwise).
ii) The sequence {Vn }n∈N+ is uniformly bounded from above by λ rρH and from
below by 0.
iii) For any p̂0 ∈ [0, 1], the limit V (p̂0 ) = lim Vn (p̂0 ) exists, V (p̂0 ) admits the
n→∞

bounds 0 ≤ V (p̂0 ) ≤

λ rρH

and V (p̂0 ) is a well-defined value function.

Proof. Proof provided in Appendix B.1.
Proposition 2.2 demonstrates that the choice of stopping time, T ∗ (p̂0 ),
is time consistent. The experimenter does not change his optimal stopping
policy between the jump times of the Poisson process. This follows naturally
from the fact that, while the belief about the state of the economy evolves
between jump times, the experimenter obtains no new information about the
state of either nature or the economy between jumps.
Proposition 2.2. T ∗ (p̂0 ) is time consistent: if T ∗ (p̂0 ) maximizes
V (V, p̂0 , 0, T ) with respect to T , then T ∗ (p̂0 ) maximizes V (V, p̂0 , t̂, T ) ∀t̂ ≤
T ∗ (p̂0 ) with respect to T .
Proof. Suppose T ∗ (p̂0 ) solves
V (p̂0 ) = sup V (V, p̂0 , 0, T ).
T ≥0

Consider the problem:
V (p̄(p̂0 , T )) = sup V (V, p̂0 , t̂, T ) where t̂ ≤ T ∗ (p̂0 ).
T ≥t̂
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Note that
V (V, p̂0 , 0, T ) = V (V, p̂0 , 0, t̂) + e−ρt̂ V (V, p̂0 , t̂, T ),
and the result follows because V (V, p̂0 , 0, t̂) and e−ρt̂ are independent of T .
Three types of stopping solutions are possible in the model. In the
first type, the experimenter continues indefinitely until the arrival of the next
payoff. In the second, the experimenter stops in finite time if another payoff
does not arrive. Finally, for some beliefs and parameters, the experimenter
exits immediately at the observation of a payoff. Proposition 2.3 demonstrates

that the waiting region, defined by G := pˆ0 s.t. T ∗ (p̂0 ) > 0 ⊂ [0, 1], is
characterized by a cutoff belief p̄∗ and discusses a special case of the first
solution type, where the experimenter does not exit before the next arrival of
a payoff for all beliefs.
Proposition 2.3. If ∃p̄ ∈ [0, 1] such that V (p̄) = 0, then the waiting region G
has the form G = (p̄∗ , 1] where p̄∗ is the supremum of all such p̄ and the value
function V is increasing over G. Additionally, if V (p̄) > 0 ∀p̄ ∈ [0, 1], it is
never optimal to exit before a new observation, that is, (T ∗ (p̄) = ∞ ∀p̄).
Proof. Proof provided in Appendix B.1.
The first part of Proposition 2.3 shows that the value function is zero for
beliefs below and at the cutoff belief, p̄∗ , and then increases in p. The second
part of Proposition 2.3 shows that when the value function is positive for all
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beliefs p ∈ [0, 1], the experimenter never exits after the first arrival of a payoff.
That is, the experimenter will always experiment with a technology with this
property, even if his experimentation process realizes a very low payoff.
Proposition 2.4 characterizes the case in which the waiting region is
non-empty and also provides a lower bound on p̄∗ . Define by




− c,
U (V, p̄, t) = λEPp̄,1 rt + V p p̄, t|rt
the difference between the marginal benefit and the marginal cost of waiting
at time t. The function U is also the integrand (before discounting) of the
value function in (2.6).
Proposition 2.4. Assume c < λrH . Then ∃p̄ ∈ (0, 1) such that T ∗ (p̄) > 0 and
the cutoff belief for the waiting region satisfies
p̄∗ <

c − λrL
λ(rH − rL )

Proof. Proof provided in Appendix B.1.
Proposition 2.5 characterizes a set of parameters for which, if an experimenter does not exit immediately, he also does not exit before the next arrival
of a payoff. The first condition guarantees, via Proposition 2.4 that the experimenter experiments for some belief. The second condition, also via Proposition
2.4, guarantees that the cutoff belief falls below the long-run probability of the
high state. Intuitively, it says that when the experimenter’s payoffs are high
enough or cost is low enough, he sets his cutoff belief very low. Cutoff beliefs
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below the long run average probability of the high state entail a continuation
region where the experimenter cannot cross the threshold between payoffs, so
that he continues indefinitely between them.
Proposition 2.5. Assume
c < λrH and

qL
c − λrL
.
>
H
L
q +q
λ(rH − rL )

Then whenever p̂0 > p̄∗ , T ∗ (p̂0 ) = ∞.
Proof. By Proposition 2.4, p̄∗ <

qL
.
q H +q L

When p̂0 >

is decreasing in t and bounded from below by
qL
,
q H +q L

qL
q H +q L

qL
q H +q L

the belief p̄(pτk , t)

> p̄∗ . When p̄∗ < p̂0 <

the belief p̄(pτk , t) is increasing in t. Thus, T ∗ (p̂0 > p̄∗ ) = ∞, as the

experimenter’s belief never exits the waiting region between payoffs.
If we add the assumption αH > αL to Proposition 2.5, we see that such
an experimenter whose belief jumps above the long-run average probability of
the high state does not exit until he observes the lowest payoff, rl .
Figure 2.1 illustrates Proposition 2.5. The red (top) curve represents
beliefs beginning above the long-run average probability of the high state (dotted line) and the blue (bottom) curve represents beliefs beginning below the
long-run average probability. If the waiting region extends below the long-run
probability of the high state, then the experimenter with a belief greater than
the cutoff, p̄∗ , never exits before the next payoff. If the waiting region begins
above the long-run probability of the high state, the experimenter continues
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only until his belief drifts below the cutoff, which occurs in finite time if no
new payoff arrives.

(a) Beliefs when the cutoff is low

(b) Beliefs when the cutoff is high

Figure 2.1: Illustration of Proposition 2.5. Experimenters who do not exit
immediately continue indefinitely until the next observation when the cutoff
is below the long-run average, and stop in finite time if the cutoff is above the
long-run average.

In this section, I demonstrated that the value function of an experimenter who has learned the quality of the technology is well behaved. I have
characterized the waiting regions and three types of exit solutions: exit immediately, continue for a finite time and continue indefinitely until the next
payoff. The experimenter stops immediately if his belief is below the cutoff
belief. If the cutoff belief is above the long-run average probability of the high
state, and the experimenter’s belief is above the cutoff, the experimenter sets a
finite stopping time, and stops when his belief drifts below the long-run probability of the high state. If the cutoff belief is below the long-run probability
of the high state, and the experimenter’s belief is above the cutoff, then the
experimenter continues indefinitely until the arrival of the next payoff. In the
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next section, I work backward to solve the problem of the experimenter who
faces a technology of unknown quality.

2.4

Experimenting Before the First Payoff
Now consider the problem of optimal exit before the resolution of un-

certainty about the quality of the technology. That is, let π0 ∈ [0, 1] and
p0 ∈ [0, 1]. The experimenter chooses a time T at which he will exit if he does
not observe a payoff. Let τ1 denote the random time of the observation of the
first payoff, and let Q0 denote the probability measure associated with τ1 . The
value function W can be written using the value function V characterized in
Section 2.3:
"Z
W (p0 , π0 ) = sup EPp0 ,π0 ×Q0
T ≥0

T ∧τ1

e−ρt (−c) dt

0

+1(X = g ∧ τ1 < T )e

−ρτ1


#


rτ1 + V p p0 , τ1 |rτ1
.

Let W (p0 , π0 , t̂, T, V ) denote the value of the experimenter who has not observed any payoffs, had prior beliefs p0 and π0 at t = 0, is still active at t̂ ≥ 0,
and plans to exit at T ≥ t̂ unless a payoff arrives.
"Z
T ∧τ1

W (p0 , π0 , t̂, T, V ) = Ep0 ,π0

e−ρ(t−t̂) (−c) dt

t̂





+ 1(X = g ∧ τ1 < T )e−ρ(τ1 −t̂) rτ1 + V p p0 , τ1 |rτ1
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#
.

This value can be rewritten, using the same methods above:
!

Z T



− c dt
W (p0 , π0 , t̂, T, V ) = π0 eρt̂
e−(ρ+λ)t λEp0 rt + V p p0 , t|rt
t̂

(2.9)
+ (1 − π0 )eρt̂

T

Z

e−ρt (−c) dt.

t̂

Thus, the value function for the case of unknown quality is conveniently written:
W (p0 , π0 ) = sup W (p0 , π0 , 0, T, V ).

(2.10)

T ≥0

Proposition 2.6 describes the properties of the value function and the
optimal stopping policy before the arrival of any payoffs. The derivation of
these results is very similar to results in Section 2.3 for V (p̂0 ). The value
function W (p0 , π0 ) is non-decreasing, time consistent and well defined. Let
T ∗∗ (p0 , π0 ) denote the solution to (2.10).
Proposition 2.6. i) 0 ≤ W (p0 , π0 ) ≤ λ rρH .
ii) W (p0 , π0 ) is non-decreasing in p0 and π0 .
iii) W (p0 , π0 ) is time consistent: if T ∗∗ (p0 , π0 ) solves sup W (p0 , π0 , 0, T, V ),
T ≥0

then it also solves sup W (p0 , π0 , t̂, T, V ).
T ≥t̂

Proof. Proof provided in Appendix B.1.
For the experimenter’s problem before the first payoff arrival, we define
the waiting region by J := {p0 , π0 |T ∗∗ (p0 , π0 ) > 0}. I will use this definition
in the next section, but I do not provide any theoretical results for this region
here.
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2.5

Numerical Examples
In Appendix A.2 I present an algorithm for numerically calculating the

value functions for each stage (known and unknown arrival rate). The idea
is the following: start with a value function of zero and then iterate, using
an established numerical integration technique, through equation (2.8) or a
similar equation for W (p0 , π0 ). Below I give some results from that analysis
to demonstrate visually the theoretical results presented above, and to discuss
the effects of the two kinds of uncertainty on the outcomes observed.
Let us begin with what I will refer to as the “baseline” parameters. Let
the initial parameter values be given by:
αH = 0.4 αL = 0.3
rh = 40 rm = 15 rl = 5 c = 30
q H = 1.2 q L = 0.8
λ = 1.5 ρ = 0.05  = 0.001,
where  is a computational parameter which determines when the algorithm
stops the iteration process described in (2.8). Note that a change of variables
which makes the problem numerically tractable restricts analysis to situations
where λ + ρ > 1.
Figure 2.2 shows the value function by iteration for the baseline parameter values above. The value function is smooth because 0.4 = q̄ < p̄∗ = 0.46,
so that the experimenter exits immediately if the updated belief at the last
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Figure 2.2: Value Function by Iteration
payoff was less than 0.46, and continues for a finite period of time if it was
greater. You can see that the value function lies strictly below λ rρH = 900 and
in fact lies below 6.
In the baseline model, the optimal exit time in the waiting region is
finite and increasing in p0 . The iteration procedure on the exit times is illustrated in Figure 2.3.
Finally, I examine the outcomes before the first arrival of a payoff.
The value function W depends on p0 and π0 , and the waiting region is also
a function of each. In Figure 2.4 I provide an illustration of the value of
W (p0 , π0 ).
In Figure 2.5 we can see that the waiting region depends both on p0
and π0 and that the values which constitute the boundary are interdependent,
that is, they cannot be characterized as a set of cutoff beliefs.
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Figure 2.3: Stopping Time by Iteration

Figure 2.4: Value Function Before the First Arrival
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Figure 2.5: Boundary of the Stopping Region Before the First Arrival
The main point of this example is to illustrate that the stopping region
is not rectangular before the first arrival of a payoff, and that a project which
is not profitable in the long run can still generate a finite period of experimentation if the p0 and π0 are high enough. This occurs even though the
experimenter knows that the project is not profitable in the long run, even
when it is of the good quality.
2.5.1

Comparative Statics for the Uncertainty Parameters
There are eight parameters in the model which determine the degree

of uncertainty and level of profitability faced by the experimenter. αL and
αH determine the probabilities of receiving the payoff rm in the low and high
states, respectively. q L and q H determine the persistence of the states of the
economy. An increase in either q L or q H corresponds to an decrease in the
persistence of the corresponding state, and an increase in the rate at which
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the economy transitions out of that state. rh , rm and rl determine the size
of the payoffs received and the closer these parameters are to each other, the
smaller the variance of the payoffs. Finally, λ governs the arrival rate when
the technology is good. Higher values of λ correspond to higher profitability,
as payoffs arrive more frequently. In the following analysis, I will present an
in-depth look at the effects of three of these parameters, q H , αH and λ. Figures
for the remainder of the section are large, and have been included as Appendix
B.2.
Figure B.1 illustrates the effects of changes in q H on the value function
and stopping times after the first arrival, as well as the effect of these changes
on the stopping region for experimenters before the first arrival of a payoff.
Both value functions are decreasing in q H .
Next, consider changes to the parameter αH , the probability that a
payoff realized in the high state has size rm . Increasing αH reduces the expected payoff and thus the values of the experimenter. Figure B.3 shows the
value function and stopping time policy after the first payoff, and the stopping
region before the first payoff.
Finally, varying λ causes the changes shown in Figures B.5 and B.6.
The value functions are both increasing in λ. For all parameter values, there
are two possible shapes of the value functions. For parameters where T ∗ (p̂0 ) ∈
{0, ∞} and T ∗∗ (p0 , π0 ) ∈ {0, ∞}, the value after the first payoff (V (p̂0 )) is
kinked at the cutoff belief and continuation region for the value before the first
payoff (W (p0 , π0 )) is not convex. For parameters with finite optimal stopping
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times, the value function after the first payoff is smooth and the value function
before the first payoff generates a convex continuation region.
Note that the changes in the λ and αH parameters are more or less
shifts in the functions of interest, while changes in q H appear to rotate and
shift these functions. In order to further investigate these differences, I consider
changes in the parameter values such that each change has the same effect on
the expected value of the payoff at the long-run belief that the state is high
(q̄).
2.5.2

Comparing Sources of Uncertainty
Consider changes to the baseline parameters which result in an increase

(decrease) in the long-run expected payoff from 25.2 to 28.5 (23) where the


long-run expected payoff is defined by λ E qL [rt ] . The increase in the
q H +q L

long-run expected payoff can be achieved by alternatively changing each of
the 3 parameters studied: q H = 0.8, αH = 0.18 or λ = 1.696. The decrease
can be achieved by changing each of the parameters in the opposite direction:
q H = 1.6, αH = 0.547 or λ = 1.369.
For each parameter change which increases the expected payoff of the
experimenter, the experimenter facing such a parameter chooses, after the first
arrival, to continue indefinitely until the next arrival, or to exit immediately.
That is, his value function becomes “kinked” and he chooses infinite stopping
times if he does not exit.
Importantly, the change in αH has an effect of similar magnitude on
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the waiting region as the effect on the change in λ, but the change in q H has
a smaller effect.
The numerical examples reveal the importance of each of the parameters governing uncertainty. Changes in these parameters shift value functions
and stopping regions, but also, importantly, alter the structure of the best response functions. These examples provide motivation for expanding the simple
model of technological and business cycle uncertainty to include the case in
which the experimenter can pay to change these parameters. In Chapter 3, I
focus on the experimenter’s willingness to pay to change λ.

2.6

Cost Effective Subsidies
Consider now a planner who wishes to encourage experimentation in

the technology in the sense that he wants the experimenter to experiment
when his beliefs are lower. We can think of the planner as a government
agency which recognizes some positive externalities from the experimenter’s
experimentation. This may reasonably be due to the “negative know-how” associated with technologies that are unsuccessful, in addition to the provision
of a good by the experimenters who are successful. The planner can make payments to the experimenter by augmenting any subset of the payoff realizations,
or by paying a flow subsidy to offset the experimenter’s flow cost.
Define “expected-cost equivalent subsidies” as subsidies for which the
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value of the following expression is constant:
i
h

λ q̄(1 − αH )rh + q̄αH + (1 − q̄)αL rm + (1 − q̄)(1 − αL )rl
E[K] =
.
ρ
(2.11)
That is, two subsidies are expected-cost equivalent if they cost the same in
expectation for a planner should the experimenter experiment indefinitely. I
consider the effect of implementing the following six subsidies:
• A 10% increase in each payoff.
• An expected cost-equivalent lump-sum increase to each payoff.
• An expected cost-equivalent subsidy to rh .
• An expected cost-equivalent subsidy to rm .
• An expected cost-equivalent subsidy to rl .
• An expected cost-equivalent subsidy to the experimenter’s flow cost, c.
Figure 2.6 presents the stopping regions before the first payoff under each type
of subsidy. Appendix B.2 presents the value functions and optimal stopping
rules after the first payoff for each subsidy in Figure B.9. The subsidy to
the highest payoff provides the largest expansion in the stopping region, the
largest increase in the value function, and but not the greatest change in the
cutoff belief. There are two notable exceptions: if the experimenter actually
continues forever, that is, he never exercises his option to exit under any
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Figure 2.6: Boundary of the Waiting Region by Subsidy
conditions, then the flow cost subsidy and subsidy to the lowest payoff become
more attractive (illustrated in Figure B.10 where the value of q H has been
decreased to 0.8 to obtain this effect).
The cost-effectiveness of the subsidy to the highest payoff is not unexpected. The technology can be viewed as a real option—the experimenter
experiments today to preserve his option to experiment and potentially earn
profits tomorrow. Raising the “upside” of an option increases its value, and
raising the highest payoff the experimenter can earn is the most efficient way
to increase the upside of the experimenter. It is also the case that the subsidy
to the lowest payoff is relatively successful only in regions where the experimenter is pessimistic about the economy and optimistic about quality. If the
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low state is interpreted as a recession and the high state as an expansion, then
a subsidy to the lowest possible payoff is very effective when the experimenter
believes the technology is good but the first payoff will occur in a recession,
while it is not effective if the experimenter believes the technology is probably
bad but that good technologies will have their first payoffs in an expansion.

2.7

Conclusion
In this chapter, I studied a stopping problem for an experimenter who

faces two sources of uncertainty—the quality and profitability of a risky technology. The quality of the technology can be good or bad. If the quality is
good, then payoffs arrive at the jump times of a standard Poisson process.
If the technology is bad it does not generate payoffs. Payoffs are stochastic
and the sizes of realizations depend on the underlying state of the economy,
which follows a two-state continuous-time Markov chain. Some payoffs reveal
the state completely, others do not. High payoffs are only generated in the
high state and low payoffs are only generated in the low state, but medium
payoffs can be generated in either state. In this sense, even when the first
payoff is generated for a good technology, the experimenter keeps working in
a risky environment, not only because a medium payoff does not fully reveal
the state, but because the state may change in the future.
After the quality of the technology is known, I find that the optimal
policy can be characterized by a cutoff in the beliefs about the true state
of the economy. I have characterized the three types of exit policies that
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appear in this model: exit immediately, continue for a finite time and continue
indefinitely until the next payoff. The experimenter stops immediately if his
belief is below the cutoff belief. If the cutoff belief is above the long-run average
probability of the high state, and the experimenter’s belief is above the cutoff,
the experimenter sets a finite stopping time, and stops when his belief drifts
below the long-run probability of the high state. If the cutoff belief is below
the long-run probability of the high state, and the experimenter’s belief is
above the cutoff, then the experimenter continues indefinitely until the arrival
of the next payoff.
Before the quality of the technology becomes known, the stopping region of the experimenter is a subset of the two-dimensional space of beliefs
about the quality of the technology and the state of the economy. In a numerical example I provided additional evidence that uncertain profitability
matters because the effects of changing parameters governing each type of
uncertainty alter the stopping region by different amounts, even when the
long-run profitability is held constant.
I also find that for some parameters, the most cost effective subsidy
that can be offered by a planner who wishes to encourage experimentation is
a subsidy which devotes all funds to raising the experimenter’s highest payoff,
thus increasing the risk of the project.
These results differ substantially from the current literature which finds
cutoff beliefs for single experimenters in environments of uncertainty, both
before and after the first information about quality arrives.
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The next two chapters extend the results here to two additional environments. In Chapter 3 I demonstrate what happens when the experimenter
can adjust λ̄ at the jump times of the Poisson process. This can be thought of
as allowing the experimenter to market his project at some expense, in order
to increase the number of orders or projects he receives. In particular, I show
that the amount invested in λ is not strictly increasing in the long-run payoffs
to the project.
In Chapter 4 I consider an experimenter who has the option to scale his
project (I do not consider adjustments to λ as in Chapter 3) for a large fixed
cost at any time after the first arrival of a payoff. This can be thought of as
examining the option to build a large factory to build more of a product, or as
the option to produce a version of a product which can be efficiently produced
at scale. This setting provides a richer set of stopping solutions after the first
payoff.
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Chapter 3
Endogenous Arrival Rate under Quality and
Profitability Uncertainty

3.1

Introduction
In this chapter, I build on the model in Chapter 2 and consider an

experimenter who can adjust the rate of arrival of the Poisson process at the
jump times of that process in order to control his costs of experimenting. This
adjustment is available both before and after the first arrival of a payoff. I
only allow the experimenter to adjust the arrival rate at the jump times in
order to keep the problem tractable, and to allow for a problem which can be
solved in a reasonable amount of time by a (powerful) computer.
First, I find that the experimenter’s objective function is not concave
in the choice variables (exit time, T and intensity, λ). However, the solution is
well-behaved for a variety of numerical examples, and so I use these examples
to show that the addition of λ as a choice variable adds several interesting
results.
I find that, for some examples, the level of investment is strictly increasing in the probability of the highest payoff, but not strictly increasing in
the persistence of the high state of the economy. That is, although increasing
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the persistence of the high state raises the experimenter’s long-run payoffs,
there are beliefs (high ones) for which the experimenter actually decreases λ
when his payoffs are higher.
In addition I do not find the same dramatic results for most costeffective subsidy that are present in Chapter 2. The preference ordering over
subsidies is not as strict, and the experimenter with low beliefs cares little
about which payoff is augmented by the subsidy.
Section 3.2 describes the model presented in this section. The model is
so similar to that in Chapter 2 that I simply refer the reader to that chapter
for many of the details and focus on the parts which are new. In Section
3.3 I characterize the optimal policy of the experimenter after the arrival of
the first payoff, when quality uncertainty has resolved and only profitability
uncertainty remains. In Section 3.4 I characterize the optimal policy before the
first arrival of the payoff, when both sources of uncertainty are still relevant
to the experimenter. Sections 3.5 and 3.6 provide numerical results. Section
3.7 concludes the chapter.

3.2

Model
Suppose that the experimenter, in addition to choosing his stopping

e of the Poisson process governing the arrivals
time, may adjust the parameter λ
of payoffs for a good technology. To do so, he pays an additional cost to
e
increase the rate above the “natural” rate assumed in Chapter 2. The rate λ
is chosen at t = 0 and at each subsequent arrival of a payoff. It cannot be
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e τ ) where p̂τ is the
changed between arrivals, and is thus properly written λ(p̂
k
k
belief at the time of the last arrival (or, before the arrival of the first payoff,
the rate which was chosen at t = 0). In a slight abuse of notation, I drop the
e sometimes denoted λ
et to denote the value of
dependence on p̂τk and write λ,
e chosen at date t.
λ
e ≤ λ < ∞ where λ has flow cost c. Reasons for specifying
Assume λ ≤ λ
a minimum, instead of allowing a reduction to zero, are twofold. The first
reason is that the problem can always be scaled so that this minimum is not
chosen except where the agent is indifferent between waiting and exit. The
e > 1 simplifies numerical examples.
second is purely mathematical, I imposing λ
e = c + f (λ
e − λ), where f 0 (λ)
e >
Let the cost function be given by k(λ)
e > 0 and lim k(λ)
e = ∞. That is, costs are convex and achieving
0, f 00 (λ)
e
λ→λ

the maximal arrival rate requires prohibitively high levels of resources. Other
than these changes to the choice of arrival rate and the cost function, all other
assumptions and notation from Chapter 2 remain unchanged.
3.2.1

Beliefs
e denote the stochastic process generated by the choice of λ,
e
Let N (λ)

where each inter-arrival time is exponentially distributed with the parameter
e chosen either at t = 0 or the most recent arrival time. At the arrival times of
λ
e the stochastic process r (the payoff process from Chapter 2) governs the
N (λ),
e and r define a probability measure on the measurable
size of the payoffs. N (λ)
space (Ω0 , F 0 , {Ft0 }∞
t≥0 ) which is generated by the payoff process and the choice
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e A generic element of Ω0 is given by ω 0 = {τj , rτ , λ
eτ }j∈Z≥ where {τj }j∈N
of λ.
j
j
e and τ0 = ∅. Let {rτ }j∈N be the payoff
are the jump times of the process N (λ)
j
eτ are the parameter
realizations at the jump times where r0 = ∅. Finally, λ
j
e0
values chosen by the agent at each jump time, including an initial choice, λ
at t = 0.
Beliefs about the quality of the technology evolve according to the
function

e =
π π0 , t, λ

π0 e−λt
e



e
π0 e−λt
+ 1 − π0

until the time of the first arrival. After the first arrival of a payoff, the posterior
e = 1 ∀t ≥ τ1 . Beliefs about the
belief that the technology is good is π(π0 , t, λ)
e
state of the economy evolve as in (2.3) and (2.4) and do not depend on λ.

3.3

Experimenting After the First Payoff
For the time being, consider an agent who has observed at least one

e = 1. At the moment of each arrival of a
payoff by time t̂ and thus π(π0 , t̂, λ)
payoff, normalize time to t = 0. Let p̂0 denote the belief, updated at the time
of the most recent arrival of a payoff, that the state of the economy was good
at that moment. The agent chooses a date T at which he exits if an additional
payoff has not arrived.
e
Let τ 0 denote the random arrival time of the next payoff. Let Q0 (λ)
denote the probability measure associated with the arrival τ 0 , which depends
e The value function for such an agent at t = 0 can be
on the choice of λ.
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written as the following Bellman equation:
Z
Z(p̂0 ) = sup EP(p̂0 ,1)×Q0 (λ)
e

e dt
e−ρt (−k(λ))

0

e
T ≥0,λ∈[λ,λ]

+ 1(T > τ )e
0

T ∧τ 0

−ρτ


0



rτ 0 + Z p(p̂0 , τ |rτ 0 )
.
0

e t̂, T ) denote the value of the agent who: had last observation
Let Z (Z, p̂0 , λ,
e0 at
at time normalized to t = 0, updated his beliefs to p̂0 at t = 0, chose λ
t = 0, is still active at t̂ ≥ 0, and plans to exit at T ≥ t̂ unless an additional
payoff arrives. Then
e0 , t̂, T ) = EP(p̂ ,1)×Q0 (τ 0 )
Z (Z, p̂0 , λ
0
0

Z

T ∧τ 0

t̂

+ 1(T > τ )e

−ρ(τ 0 −t̂)

0

e−ρ(t−t̂) (−k(τ00 )) dt




rτ 0 + Z p(p̂0 , τ |rτ 0 )
.
0

This value simplifies to the following using the same methods as Appendix
A.1:
e0 , t̂, T ) = eρt̂
Z (Z, p̂0 , λ

Z

"

T

e

e0 )t
−(ρ+λ

e0 )
− k(λ

t̂





e0 Ep̂ ,1 rt + Z p p̂0 , t|rt
+λ
0




#
dt

where
#
"
 
h



 i 
Ep̂0 ,1 rt + Z p p̂0 , t|rt
= 1 − αH p̄ (p̂0 , t) rh + Z p p̂0 , t|rh


h

i m

H
L
m
+ α p̄ (p̂0 , t) + α 1 − p̄ (p̂0 , t)
r + Z p p̂0 , t|r
"
#
 




.
+ 1 − αL 1 − p̄ (p̂0 , t) rl + Z p p̂0 , t|rl
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Thus, the Bellman equation can be written:
Z(p̂0 ) =

e 0, T ).
Z (Z, p̂0 , λ,

sup

(3.1)

e
T ≥0,λ∈[λ,λ]

Denote by

n
o
e† (p̂0 ) the optimal policy which is the solution to (3.1).
T † (p̂0 ), λ

Here, as in Chapter 2, I start in Proposition 3.1 by showing that Z is a welldefined value function using induction. Let Z0 (p̂0 ) = 0 and define inductively,
for n = 0, 1, 2...
Z
Zn+1 (p̂0 ) =

sup
e
T ≥0,λ∈[λ,λ]

T

h

i
e
e + λE
e p̂ ,1 rt + Zn (p(p̂0 , t|rt )) dt.
e−(ρ+λ)t − k(λ)
0

0

(3.2)
Proposition 3.1. i) {Zn }n∈N+ is non-decreasing (pointwise).
ii) The sequence {Zn }n∈N+ is uniformly bounded from above by λ rρH and from
below by 0.
iii) For any p̂0 ∈ [0, 1], the limit Z(p̂0 ) = lim Zn (p̂0 ) exists, Z admits the
n→∞

bounds 0 ≤ Z(p̂0 ) ≤

λ rρH

and Z is a well-defined value function.

Proof. Proof provided in Appendix C.1.
Proposition 3.2 demonstrates that the value function Z has properties similar to those of V from Chapter 2. In particular, the waiting region for T † (p̂0 ) is characterized by a cutoff belief and the value function Z
is increasing over the waiting region. Define the waiting region by G0 :=

pˆ0 s.t. T † (p̂0 ) > 0 ⊂ [0, 1].
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Proposition 3.2. If ∃p̄ ∈ [0, 1] such that Z(p̄) = 0, then the waiting region G0
has the form G0 = (p̄† , 1], where p̄† is the supremum of all such p̄ and the value
function Z is non-decreasing over G0 . Additionally, if Z(p̄) > 0 ∀p̄ ∈ [0, 1],
then T † (p̄) = ∞ ∀p̄ ∈ [0, 1].
Proof. Proof provided in Appendix C.1.
Z shares the properties in Proposition 3.2 with those of the value function in the exogenous arrival rate problem, but the optimal policies in the
problem with endogenous arrival rate are not time consistent in the following
e at t normalized to 0, may wish to
sense: an agent who has set an optimal λ
revise his choice if given an opportunity at t > 0.
e† (p̂0 ) > λ. Then, λ
e† (p̂0 ) 6=
Proposition 3.3. Suppose T † (p̂0 ) > 0 and λ
e† (p̄(pˆ0 , t)), holding T † (p̂0 ) fixed. However, T † (p̂0 , λ)
e = T † (p̄(p̂0 , t), λ),
e holding
λ
e† (p̂0 ) fixed.
λ
Proof. Proof provided in Appendix C.1.
e 0, T ). The derivatives of
Consider the objective function Z (Z, p̂0 , λ,
this objective function are given by:
#
"



e 0, T )

∂Z (Z, p̂0 , λ,
e
e + λE
e p̂ ,1 rT + Z p p̂0 , T |rT
= e−(ρ+λ)T −k(λ)
0
∂T
(3.3)
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"

e 0, T ) Z T


∂Z (Z, p̂0 , λ,
e
−(ρ+λ)t
e
t k(λ) − λEp̂0 rt + Z(p(p̂0 , t|rt ))
(3.4)
=
e
e
∂λ
0
#


e + Ep̂ rt + V (p(p̂0 , t|rt )) dt.
− k 0 (λ)
0

e† (p̂0 ∈ (λ, λ). Then the two
Let T † (p̂0 ) be finite and positive and λ
derivatives are identically equal to 0. Totally differentiate the derivative (3.3)
with respect to p̂0 , using the optimal T and λ described above:
"
#





e 0)

∂ λ(p̂
e 0 ) + Ep̂ ,1 rT (p̂ ) + Z p p̂0 , T (p̂0 )|rT (p̂ )
−k 0 λ(p̂
0
0
0
∂ p̂0




∂Ep̂0 ,1 rT (p̂0 ) + Z p p̂0 , T (p̂0 )|rT (p̂0 )
e
=0
+ λ(p̂0 )
∂ p̂0
It is clear from Proposition 3.2 that the derivative of the sum of the
expression not multiplying

e 0)
∂ λ(p̂
∂ p̂0

above is positive. Thus, when T is positive

and finite and the agent chooses to allocate additional resources to the project,
this allocation is increasing in his belief if






0 e
k λ(p̂0 ) > Ep̂0 ,1 rT (p̂0 ) + Z p p̂0 , T (p̂0 )|rT (p̂0 )
, that is, when λ is sufficiently costly.

3.4

Experimenting Before the First Payoff
Now consider the problem of optimal exit and endogenous choice of

arrival rate when the quality of the technology is not yet known, that is,
π0 ∈ [0, 1] and p0 ∈ [0, 1]. The agent chooses a time T at which he will exit if
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he does not observe a payoff and an initial value of the arrival rate, denoted
e0 . Let τ1 denote the random time of the first observation of a payoff. Let
λ
e0 ) denote the probability measure associated with τ1 and the choice of
Q0 (λ
e0 . Suppose that Z(p̂0 ) is the value function calculated using the iteration in
λ
Section 3.3. Then the value function from date t = 0 is written:
"Z
T ∧τ1
e0 )) dt
Y (p0 , π0 ) =
sup E
e−ρt (−k(λ
0 e
e0 ∈[λ,λ]
T ≥0,λ

Pp0 ,π0 ×Q (λ0 )

0

#




+ 1(X = g ∧ τ1 ≤ T )e−ρτ1 rτ1 + Z p p0 , τ1 |rτ1
.
e0 , Z) denote the value of the agent who has not observed
Let Y (p0 , π0 , t̂, T, λ
e0 at
any payoffs, had prior beliefs p0 and π0 , is still active at t̂ ≥ 0, chose λ
t = 0 and plans to exit at T ≥ 0 unless an observation arrives. Then
"Z
T ∧τ1
e0 , Z) =Ep ,π
e0 )) dt
Y (p0 , π0 , t, T, λ
e−ρ(t−t̂) (−k(λ
0 0
t̂

+ 1(X = g ∧ τ1 < T )e


−ρ(τ1 −t̂)

rτ1 + Z p(pt , τ1 |rτ1 )

#


.

Which can be rewritten using integration by parts as:
Z T

e
ρt̂
e
e0 ) − k(λ
e0 )
Y (p0 , π0 , t̂, T, λ0 , Z) = e
e−(ρ+λ0 )t π(π0 , t, λ
t̂


e
+ λ0 Ep0 rt + Z(p(p0 , t|rt )) dt
Z T
ρt̂
e0 ))k(λ
e0 ) dt
−e
e−ρt (1 − π(π0 , t, λ
t̂

Thus the value function at t = 0 is given by:
Y (p0 , π0 ) =

e0 , Z).
Y (p0 , π0 , 0, T, λ

sup
e0 ∈[λ,λ]
T ≥0,λ
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(3.5)

Proposition 3.4. i) Y (p0 , π0 ) is bounded from below by 0 and above by λ rρH
ii) Y (p0 , π0 ) is non-decreasing in p0 and π0
iii) Y (p0 , π0 ) is time consistent in T .
Proof. The proof proceeds in the same manner as Propositions 2.6 and 3.3.
e†† (p0 , π0 ) and T †† (p0 , π0 ) denote the optimal stopping and arrival
Let λ
rate choices by the experimenter.

3.5

Numerical Example
Let the baseline model be given by the following parameters:
aH = 0.4 aL = 0.3
rh = 40 rm = 15 rl = 5
q H = 1.2 q L = 0.8
λ = 1 λ = 2 ρ = 0.05  = 0.1
e = 100(λ
e − λ)2 + 20. Quick first calculations
I use the cost function k(λ)

e it is not necessary to look at values
show that, when searching for optimal λ,
e lower than 1.05 or greater than 1.125 because they will not be selected in
of λ
any of the variations presented.
Figure 3.1 illustrates the value function, where it is shown as a function
e The optimal value of λ
e is unique
of both the prior and the possible values of λ.
in this example.
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e
Figure 3.1: The Value Function over p0 and a subset of λ.

e and T for an initial belief
Figure 3.2 shows the objective function in λ
of p̂0 = 0.5 after the first arrival of a payoff. It is quite irregular, and not
weakly concave, although a unique maximum exists in this example.
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e and t̂ when p̂0 = 0.5. Note that the t̂
Figure 3.2: The objective function in λ
in this graph is true time, not the change of variables, and thus the value at
t̂ = ∞ is excluded.

Consider now changes in the uncertainty parameters αH and q H which
are similar to those used in Section 3.5. The remaining figures for this section
are displayed in Appendix C.2.
Figures C.1 and C.2 show the effects of changing αH on the value
e after the first payoff. Figures C.3
function, stopping times and optimal λ
and C.4 show the effects of changing q H . In Figures C.2 and C.4 we can see
e is non-monotonic in the expected long-run payoff. That
that the choice of λ
is, for the same beliefs, with higher long-run payoffs, the agent may choose
e By contrast, in both models (exogenous and endogenous
a lower level of λ.
e increasing the expected long-run payoff by decreasing q H or αH causes the
λ),
agent to remain in the market at lower beliefs, increases his optimal stopping
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time, and increases his value for every belief.
Finally, in Figures C.6 and C.5, I compare the effects of changing different uncertainty parameters, holding long-run expected payoffs constant, on
the value function and policy functions after the first arrival. Consider an
decrease of q H to 0.8 or a decrease of aH to 0.18 which raise the long-run
expected payoff, or an increase of q H to 1.6 or increase of αH to 0.547 which
lower the long-run expected payoff. I illustrate in the effects of these changes
in uncertainty on three outcomes of interest: the value of the agent, the optie in Figures C.5 and C.6.
mal exit time of the agent, and the optimal choice of λ
This figure illustrates clearly that the agent cares directly about the sources of
uncertainty, and not just about long-run payoffs. The agent chooses different
e for each change.
stopping times and λ
In Figure 3.3 I show the changes in optimal λ before the first payoff for
the baseline model by plotting them as colors on the stopping region plot.
Figure 3.4 shows that lambda is not necessarily non-decreasing in the
parameters that improve long-run expected payoffs. Figure 3.4 displays the
e0 surpasses the threshold of 1.1,
belief sets for which the chosen value of λ
when q H ∈ {0.8, 1.6} and the remainder of the parameters are at the baseline.
There are beliefs {p0 , π0 } at which λ†† (p0 , π0 |q H = 0.8) < λ†† (p0 , π0 |q H = 1.6),
despite the increase in long-run expected payoffs achieved by a decrease in q H .
e†† is not necessarily
In addition, Figure 3.5 shows that the value of λ
0
non-decreasing in the belief π0 . This reflects the fact that the agent is learning
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e†† in regions of the belief space where T †† > 0.
λ
e Before the First Arrival
Figure 3.3: Optimal λ
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e†† > 1.1,
Figure 3.4: Regions of the belief space for varied values of q H where λ
where other parameters have the baseline values.
about quality faster when the agent chooses a higher arrival rate. If the agent
is sure the technology is good, he may optimally choose a lower arrival rate to
reflect his certainty.

3.6

Cost Effective Subsidies
As in Section 2.6, I consider a set of expected cost-equivalent subsidies

by a planner who wishes to encourage the agent to experiment when he is more
pessimistic. Expected cost equivalence is defined as in (2.11), except that the
e Note that, due to the cost function chosen,
numerator is not multiplied by λ.
e = 1.5 is more costly in this example than it was in the example for fixed λ
λ
where its cost was only 30. As before, the most cost-effective subsidy is the
subsidy to the highest payoff. The next best subsidy is the 10% subsidy to
58

e†† > 1.1,
Figure 3.5: Regions of the belief space for varied values of αH where λ
where other parameters have the baseline values.
every payoff.

3.7

Conclusion
In this chapter I solve a version of a resource allocation problem where

I allow the experimenter to choose endogenously the arrival rate of the Poisson
process after each observation of the payoffs, in a model which is otherwise
identical to the one in Chapter 2.
I find that the choice of arrival rate is non-monotonic in the uncertainty
parameters. That is, for the same beliefs, with higher long-run payoffs due to
e
a change in an uncertainty parameter, the agent may choose a lower level of λ.
In addition, the choice of arrival rate is non-monotonic in the belief about the
quality of the project, suggesting that the agent pays partly to learn before
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Figure 3.6: Stopping regions for the set of subsidies described in Section 2.6
e in addition to T and with cost function k(λ)
e =
where the agent now chooses λ
2
e − 1) + 20.
100(λ
the first arrival of a payoff.
I also find that the most cost-effective subsidy a planner can offer is an
increase in the highest possible payoff to the agent, however that this preference
by the experimenter is not as sharp as the preference in Chapter 2. The ability
of the experimenter to adjust his own cost by decreasing the arrival rate when
profitability is low mitigates his desire for the increased riskiness of higher
payoffs in the high profitability state.
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Chapter 4
Timing of Large Investments under Quality
and Profitability Uncertainty

4.1

Introduction
In this chapter, as in previous chapters, an experimenter works on a

project of unknown quality and stochastic profitability. The experimenter
initially faces uncertainty about the quality of the project— whether the technology/product can be made to work at all. The experimenter also faces
uncertainty about the profitability of the project, that is, about the current
and future state of the economy. The experimenter sets a stopping time after
which he irreversibly exits if no success is observed.
After the first success, the experimenter decides whether and when to
make a large investment into scaling up the project. The experimenter faces a
trade-off between continuing to work on the project and receive small, stochastic payoffs which reveal information about profitability (for example, he may
be filing some smaller supplementary patents or fulfilling small, custom orders)
and making a big investment to increase his profits. The size of the profits
from scaling up the project depend on the underlying state of the economy,
about which the experimenter learns through the value of his observed payoffs.
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I find that experimenters may optimally implement a finite or infinite
period of experimentation before exiting or scaling a project. The decision
process of the experimenter is very sensitive to the fixed cost of scaling the
project, so that the difference between a decision to experiment indefinitely
or experiment for a finite period of time can be very small. Motivated by this
result, I consider the impact of policy interventions, in the form of subsidies,
on the optimal decisions of the experimenter, and look for the best subsidy
given the cost to the policy maker. In order to compare subsidies in this
chapter, it is necessary to simulate the arrival process for a set of baseline
parameters, and then use the estimated arrival frequencies, length of period
of experimentation and proportion of projects which are eventually scaled in
order to estimate costs. I find that the optimal subsidy, based on a set of
numerical experiments, depends on the objective of the policy maker.
If the policy maker simply wishes to increase the value of the project to
the experimenter, then he should subsidize the cost of scaling. I also find that a
subsidy to the cost of scaling is the only subsidy which causes the experimenter
to scale the project at lower expectations about the state of the economy. If
the policy maker wishes, instead, to reduce the number of projects which are
abandoned, his optimal policy is ambiguous. For high initial beliefs about the
quality of the project and low initial beliefs about the state of the economy,
the subsidy to the lowest payoff increases the range of beliefs for which the
experimenter remains in the market by the most. However, when the belief
in quality is low but the belief in the state of the economy is high, the policy
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maker should subsidize the highest possible payoff if he wants the experimenter
to continue before the first payoff. However, after the first payoff has occurred,
the subsidy to the lowest possible payoff most effectively discourages exit. This
result contrasts with Chapter 2 and Chapter 3 where the most cost-effective
subsidy is unambiguously a subsidy to the highest payoff. This difference
arises for two reasons: first that experimenting forever is not the benchmark
for subsidy cost in this chapter, and second that the value of scaling distorts
short-term incentives to experiment. That is, the ultimate reward is not a
transient high payoff, but a long-term reward to scaling.
As an extension, I briefly consider the impact of adding an option to
costlessly wait before taking any action in the time before scaling the project.
I show that this option to wait extends the time we can expect an experimenter to remain in the market (not irreversibly exit) after the first arrival
of a payoff, but that an experimenter never switches from experimenting to
waiting between successes and that an experimenter never waits when he is
optimistic about the profitability of this project.
As in other chapters, I have in mind the example of an existing energy
firm which is experimenting with a renewable energy innovation. The firm’s
ultimate goal is to find a renewable energy source that can be deployed at scale.
There are three natural stages to such a project. The firm first experiments
with the new technology to determine whether it works. Then the firm tests
the project on a small scale by building prototypes and filing early patents.
Finally, the firm makes a large investment which deploys the project on a
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grand scale. This final investment step distinguishes the analysis presented
here from that in Chapter 2, as does the consideration of a non-zero outside
option.
In addition, please note that for this chapter, I need to, in a sense
“reset” the notation because I have run out of value function names. Thus,
when I refer to V , W and Z’s below, they are new value functions as defined
in the relevant parts of this chapter. Notation borrowed from Chapter 2 is
noted as it is used.

4.2

Model
Consider a decision problem which is identical to that in Chapter 2

with the addition of the following characteristics: the option to irreversibly
scale the project at any date t > τ1 , where τ1 is the arrival time of the first
payoff, the existence of a positive outside option, U that can be taken at any
time, and different cost levels before and after the first payoff. I leave until
Section D.4 consideration of the option to wait.
Before the first observation of a payoff, the cost to the experimenter of
continuing to work on the project is given by c. The experimenter chooses an
irreversible exit time T . After the first observation of a payoff, the quality of
the technology is known to be good with certainty. At this point, the cost of
experimenting changes to k. The experimenter continues to observe payoffs at
the jump times of the Poisson process, and thus can continue experimenting
to learn more about the underlying state of the economy.
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After the first observation of a payoff, the experimenter chooses irreversible exit time T e and scaling time T s . The experimenter acts according to
whichever time is earlier.
At the time of scaling, the experimenter pays investment cost I, and
receives a payoff which is a function of his belief about the state of the economy.
Denote by Z(pt ) the payoff of the experimenter and assume this payoff is linear
in the state. Appendix D.3 provides a detailed exposition for the assumption
of linearity and state-dependence. Let the experimenter’s outside option be
given by U .
The payoffs to the experimenter evolve in a way that is identical to
that described in Section 2.2.1. Thus the beliefs between payoffs can be characterized by (2.3) and the beliefs at the jump times of the Poisson process
can be characterized by (2.4). The probability measure Pp0 ,π0 and associated
expectation operator Ep0 ,π0 also apply.

4.3

Experimenting After the First Payoff
In this section, I consider the optimal behavior of an experimenter who

has observed at least one payoff and decides how long to continue experimenting before he exits or scales. I do not allow the experimenter to simply delay
exit or scaling without spending the experimentation cost k (see Section D.4for
a discussion on delay). After the first arrival of a payoff, there is no uncertainty
about the quality of the project, and thus π(π0 , t) = 1.
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At the moment of each observation of a payoff, normalize the time
to t = 0 and let the experimenter’s belief be given by p̃0 , which was updated
according to (2.4) at the time of the arrival of the last payoff. The experimenter
chooses one of the following policies:
1. Experiment until date T s and then scale the project if no new payoffs
are observed.
2. Experiment until date T e and then exit if no new payoffs are observed.
Note that additional potential formulations of policies are included in these two
policies. The experimenter can scale or exit immediately by choosing policy
(1) with T s = 0 or policy (2) with T e = 0, respectively. The experimenter can
also experiment indefinitely until the next payoff by setting either T s or T e
equal to infinity.
Let Q denote the probability measure associated with the arrival time
of the next payoff, denoted τ . Let V (p) denote the value function (including
the optimal actions) of the experimenter with belief p. Let V (p̃0 , T s ) denote
the value of a policy of type (1). Then
"Z
V (p̃0 , T ) = EPp0 ,π0 ×Q

T s ∧τ

s

e−ρt (−k) dt

0

h
i
+ 1(τ ≤ T s )e−ρτ rτ + V p(p̃0 , t|rt )
#
h
i

s
+ 1(τ > T s )e−ρT Z p̄(p̃0 , T s ) − I .
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(4.1)

Let V (p̃0 , T e ) denote the value of a policy of type (2). Then
"Z e
T ∧τ
e
V (p̃0 , T ) = EPp0 ,π0 ×Q
e−ρt (−k) dt

(4.2)

0

h

+ 1(τ ≤ T e )e−ρτ

#
i
e
rτ + V p(p̃0 , t|rt ) + 1(τ > T e )e−ρT U .

These two values can be rewritten in the following way using the methods in
Appendix A.1:
Ts



h
i
V (p̃0 , T ) =
e
−k + λE1,p̃0 rt + V p(p̃0 , t|rt )
dt
0
h
i

s
+ e−(ρ+λ)T Z p̄(p̃0 , T s ) − I


Z Te
h
i
−(ρ+λ)t
e
e
V (p̃0 , T ) =
−k + λE1,p̃0 rt + V p(p̃0 , t|rt )
dt
Z

s

+e

−(ρ+λ)t

0
−(ρ+λ)T e

(4.3)

(4.4)

U.

Thus, we can write the value function V (p̃0 ) using the following breakdown:
(
)
sup V (p̃0 , T σ ), sup V (p̃0 , T ∗ )

V (p̃0 ) = max

(4.5)

T ∗ ≥0

T σ ≥0

To characterize V , note that the only difference between the value of
each strategy is the action taken at the stopping time.
Proposition 4.1. The following are equivalent formulations of the value function:
(

)
sup V (p̃0 , T σ ), sup V (p̃0 , T ∗ )

V (p̃0 ) = max
(Z
V (p̃0 ) = sup
T ≥0

T
−(ρ+λ)t

e



h
i
−k + λE1,p̃0 rt + V p(p̃0 , t|rt )
dt

0



(4.6)

T ∗ ≥0

T σ ≥0

h

i

−(ρ+λ)T
+e
max U, Z p̄(p̃0 , T ) − I
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)
.

(4.7)

Proof. The proof is obvious from the properties of the maximum and supremum.
Proposition 4.1 shows that we can think of the experimenter’s value
function in terms of a joint choice of stopping time and whether to exit or
scale at the stopping time. The choice of exit or scaling will depend on the
value of the exit option U , the investment cost I and the belief p̃0 .
Denote by T ∗ the optimal exit or scaling time in (4.7). Let V0 (p̃0 ) = U
and define inductively for n = 0, 1, 2...
(Z

T

Vn+1 (p̃0 ) = sup
T ≥0

e

−(ρ+λ)t

h

−k + λE1,p̃0 rt + Vn p(p̃0 , t|rt )


i

dt (4.8)

0

)
 h
i

+ e−(ρ+λ)T max U, Z p̄(p̃0 , T ) − I
.




Let use the same definitions, rH = Ep,1 rt |p = 1 and rL = Ep,1 rt |p = 0 from
Chapter 2. I show that V (p̂0 ) is well defined in Proposition 4.2 below.
Proposition 4.2. (i) {Vn }n∈N+ is non-decreasing (pointwise).
(ii) The sequence {Vn }n∈N+ is uniformly bounded from above by
max{λ rρH , U, Z(1)} and from below by U .
(iii) For any p̃0 ∈ [0, 1], the limit V (p̃0 ) = limn→∞ Vn (p̃0 ) exists, V (p̃0 ) admits
the bounds U ≤ V (p̂0 ) ≤ max{λ rρH , U, Z(1) − I} and V (p̃0 ) is a well-defined
value function.
Proof. Proof is given in Appendix D.1.
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The bound from above for V , in contrast with Z and the value functions
in previous chapters, depends on the relative sizes of the outside option, the
value from scaling the project, and the value of continuing to experiment. The
following additional properties of V help to characterize the behavior of the
experimenter.
Proposition 4.3. (i) T ∗ (p̃0 ) is time-consistent: if T ∗ (p̃0 ) maximizes
V (V, p̃0 , 0, T ) with respect to T , then it also maximizes V (V, p̃0 , t̂, T ) with respect to T whenever t̂ < T ∗ (p̃0 ).
(ii) V is non-decreasing in p̃0 .
Proof. (i) The proof proceeds as for Proposition D.2 by using Proposition 4.1.
(ii) The proof is not materially different than Proposition D.3. The experimenter, should he choose the optimal exit time T ∗ (p̃0 ) when his belief is in fact
p̃00 > p̃0 is no worse off because: expected payoffs at arrival times are higher,
Z(p̃00 ) − I ≥ Z(p̃0 ) − I and the outside option remains unchanged.
4.3.1

Results: After the First Payoff
The most interesting behavior for the experimenter occurs when he

changes his policy at multiple cutoffs after the first observation of a payoff and
before scaling. The following regimes are possible:
1. The experimenter exits immediately if his belief is below a threshold
p < p̄∗ , experiments indefinitely when p̄∗ ≤ p ≤ p̄σ , and then scales
immediately when p > p̄σ .
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2. The experimenter exits immediately if his belief is below a threshold
p < p̄∗ , experiments for a finite time if his belief is in the region p̄∗ ≤ p ≤
p̄σ (scaling at p̄σ when his belief reaches the boundary) and then scales
immediately if p > p̄σ .
Cutoff beliefs for the exit and scaling have been verified numerically for
a set of examples. Consider the following parameterization:

q L = 0.8 q H = 1.2 q̄ = 0.4

(4.9)

αL = 0.3 αH = 0.4 λ = 1.5
rh = 40 rm = 15 rl = 5
Z(p) = 497.2 + (pt − 0.4)49.1.
U = 8 ρ = 0.05.
(4.10)
Let k, the cost of experimenting and I, the cost of investment, vary.
Figure D.1 shows that the cutoffs are well behaved. The cutoff belief below
which the experimenter exits is increasing in the costs of investment and experimentation. The cutoff belief above which he scales is increasing the cost of
investment, but declining in the cost of experimenting. This result is somewhat
obvious, the reward for continued experimentation is payoffs and a potentially
higher belief, and by extension a higher reward, at the time of scaling. If
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the cost of experimenting increases, the wait is not worth the potential higher
value at the time of scaling.
In addition, Figure D.2 shows a cross section of these results. Panel
(a) shows the changes in cutoff beliefs as the cost of investment rises, holding
the cost of experimenting fixed at 35. As the cost of investment rises, the
experimenter raises his cutoffs for both exit and scaling. For a low cost of
investment, the experimenter chooses finite stopping times and scales at his
stopping time. For a high cost of investment, the experimenter chooses finite
stopping times exits at his stopping time. In the middle, where the cutoff for
scaling is above the long run probability of the high state and the exit cutoff
is below, the experimenter chooses an infinite stopping time between payoffs.
Panel (b) of Figure D.2 shows the changes in cutoff beliefs as the cost
of experimenting varies, holding the cost of scaling fixed at 480. For low costs
of experimenting, the experimenter chooses infinite stopping times and never
exits. He simply waits to see the highest payoff and then scales. As his cost of
experimenting increases, his stopping times become finite and he exits when he
sees the lowest payoff. Finally, if his experimentation costs are high enough, he
simply chooses between exit and scaling, so that there is no experimentation
region at all.

4.4

Experimenting Before the First Payoff
Now consider the experimenter who has not yet observed the first pay-

off, so that πt ∈ [0, 1] and pt ∈ [0, 1]. The experimenter chooses an irreversible
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exit date T at which he exits if he does not see a payoff. As before, τ1 denotes
the random time of the arrival of the first payoff. The experimenter’s value
function can be written:
"Z
W (p0 , π0 ) = sup EPp0 ,π0
T ≥0

T ∧τ1

−c dt

(4.11)

0



+ 1 (X = g ∧ τ1 < T ) e−ρτ1 rτ1 + V p(p0 , τ1 |rτ1 )
#

+ 1 (X = b ∨ τ1 ≥ T ) e−ρT U
This can be rewritten (use Appendix A.1):
Z
W (π0 , p0 ) = sup π0
T ≥0

T

e
0

−(ρ+λ)t


− c + λEp0 ,π0
"Z
T

+ π0 e−(ρ+λ)T U + (1 − π0 )

h


i
rt + V p(p0 , t|rt )
dt
#

−e−ρt c dt + e−ρT U

(4.12)

0

Proposition 4.4 shows that W is well-defined and increasing in p0 and
π0 .
n
o
Proposition 4.4. i) U ≤ W (p0 , π0 ) ≤ max λ rρH , U, Z(1) and W (p0 , π0 ) is
well-defined.
ii) W (p0 , π0 ) is non-decreasing in p0 and π0 .
iii) W (p0 , π0 ) is time consistent: if T ∗∗ (p0 , π0 ) solves sup W (p0 , π0 , 0, T, V ),
T ≥0

then it also solves sup W (p0 , π0 , t̂, T, V ).
T ≥t̂

Proof. Proof is provided in Appendix D.1.
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4.4.1

Results Before the First Payoff
The stopping region before the first payoff has a familiar shape and

cannot be characterized by cutoff beliefs. This result is not unexpected, the
value function before the first payoff is almost identical to the value function
in Section 2.4. Figure D.3 shows the stopping region for Parameterization
4.9, where the cost of experimenting after the first payoff is k = 37, the cost
of experimenting before the first payoff is c = 25 and the cost of scaling is
I = 480.

4.5

Cost Effective Subsidies
In this section, I consider the optimal choice of subsidy for a planner

who wishes to encourage the experimenter to continue experimenting and/or
scale the project. In previous chapters, encouraging experimentation meant
either expanding the experimentation region before the first cutoff (moving the
frontier away from π = 1, p = 1) or decreasing the cutoff belief below which
the experimenter exits. Here, we also want to consider subsidies which might
encourage scaling at lower beliefs after the first arrival. After the first arrival,
for some parameters, the cutoffs are the same: the experimenter scales above
the cutoff and exits below the cutoff. For other parameters, the experimenter
may experiment without scaling for either a finite period of time or infinite
period of time between payoffs.
In order to compare the effects of different subsidies we need a new
definition of “cost equivalent” subsidies from the perspective of the planner.
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In chapters 2 and 3, subsidies were equivalent if they cost the same in the
long run, should the experimenter continue forever. Here, however, we are
also interested in the option to scale. In order to do this, I add the following
assumptions: the planner cannot condition the subsidy policy on the experimenter’s actual belief, the planner assigns equal probability to all prior beliefs
which induces a strictly positive exit time (he ignores projects which never get
started), and the planner pays out experimentation subsidies (such as those
to the different realized payoffs or the cost of experimentation) only until the
experimenter scales the project. Thus, we now must consider the planner’s
options to subsidize the experimentation phase or the cost of scaling.
I consider the effect of implementing the following expanded set of
subsidies:
1. A 10% increase in each payoff.
2. An equivalent lump sum increase to each payoff.
3. An equivalent subsidy to rh .
4. An equivalent subsidy to rm .
5. An equivalent subsidy to rl .
6. An equivalent subsidy to the cost of scaling.
7. An equivalent subsidy to the cost of experimentation, k.
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Subsidies are equivalent if they have the same expected cost at the experimenter’s original optimal stopping time and scaling/exit policy. While it
would certainly be interesting to consider the optimal subsidy when the experimenter’s response is accounted for, the problem is computationally intensive
for the following reason: in order to calculate the expected cost of a policy, I
simulate the arrival process 1000 times and calculate the number of payouts of
each type, the amount of time spent experimenting and whether or not the experimenter scales the project in order to average the costs across all simulations
and every possible belief. Thus, accounting for the experimenter’s response
to a large number of possible subsidies in order to calculate the realized cost
would be computationally intensive.
The cost of experimentation policies is thus calculated using the following formula for subsidies one through five:
cost = E

hX

σrh nrh + σrm nrm + σrl nrl

i

(4.13)

where σrh , σrm , σrl are the subsidies to each payoff and nrh , nrm , nrl are the
averages of the number of each payoff observed (estimated via simulation).
The cost of implementing the subsidy to the experimentation cost k is given
by the average time spent experimenting multiplied by the subsidy, and the
cost of the subsidy to the scaling cost is simply the amount of the subsidy times
the proportion of experimenters who start the experiment and eventually scale.
I consider an experimenter with the problem provided by Parameterization 4.9 and who also faces I = 480, k = 37 and c = 25. After 1000 simulated
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arrival processes, the experimenter observes an average of 0.158 high payoffs,
0.208 medium payoffs, 0.236 low payoffs, scales 36.3% of the time and experiments for 0.399 units of time. The cost of implementing the 10% subsidy to
each payoff is 1.06 units.
Figure D.4 shows the waiting region for each of the subsidies. This
figure shows that a policy maker who hopes to encourage experimentation
before the first arrival of a payoff faces a dilemma, a subsidy to the low payoff
encourages experimentation when the belief about quality is high and the
state is low. A subsidy to the high payoff encourages experimentation when
the belief about quality is low but the belief about the state is high. This is
driven by the fact that, in this example, the high and low payoffs are the most
likely outcome in each state.
Figure D.5 shows the optimal exit times under each subsidy after the
first arrival of a payoff. Figure D.6 shows the value functions. If the goal of
the policy maker is raising the value of the experimenter, he should implement a subsidy to the scaling cost. In addition, if the policy maker wants to
lower either of the experimenter’s cutoff beliefs, he should also implement a
subsidy to the scaling cost. However, if the policy maker wants to expand the
time spent experimenting, he should subsidize the lowest payoff. Results were
similar across all parameters tested.
The example demonstrates the key difference between subsidies in the
setting of here where scaling is possible and subsidies in previous chapters,
where scaling is not an option. Because experimentation is expected to be
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finite due to options to both exit and scale, the experimenter responds most
strongly, in terms of the cutoff belief for exit, to risk-reducing subsidies, like
the one which increases the lowest payoff or increases the value of scaling,
unless he is very confident that the state is high.
The desirability of increasing the cutoff belief above which the project
is scaled depends on the application. In certain settings, we may think it
is beneficial to have experimenters spend more time experimenting in order
to launch their business in better economic circumstances. In other, such
caution should not be encouraged. The normative implications for renewable
energy are not clear to this author. In addition, if a policy maker wishes
to encourage early experimentation (before the first payoff) he should try to
determine where most experimenters land in terms of belief about the state of
the economy versus the quality of their own projects.

4.6

Conclusion
In this chapter I studied an exit and scaling problem where an exper-

imenter chose between working on a project and earning some small payoffs,
and scaling the project to earn larger payoffs. The option to scale the project
distinguishes the analysis here from the analysis in Chapter 2.
I find that after the arrival of the first payoff, the optimal policy of the
experimenter is characterized by a set of two cutoff beliefs, one for exit and one
for scaling. These two cutoff beliefs give rise to a variety of solutions, where
the experimenter may experiment forever (if the value of scaling is very low),
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scale immediately, scale in finite time, or wait indefinitely between payoffs.
Numerical analysis of subsidies in this chapter shows that the best subsidy depends not only on the beliefs of the experimenter, but on the objective
of the planner. A planner who wishes to lower the threshold for exit should
implement a subsidy to the cost of scaling or to the lowest possible payoff. A
planner who wishes to lower the threshold for scaling should subsidize the cost
of scaling, and in fact cannot achieve this objective with other subsidies.
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Chapter 5
Conclusion

I study stopping and investment problems for an experimenter who
faces two sources of uncertainty—the quality and profitability of a risky technology. The quality of the technology can be good or bad. If the quality is
good, then payoffs arrive at the jump times of a standard Poisson process. If
the technology is bad it does not generate payoffs. Thus the first payoff fully
reveals the quality of the technology. Payoffs are stochastic and the sizes of
realizations depend on the underlying state of the economy, which follows a
two-state continuous-time Markov chain. Some payoffs reveal the state completely, others do not. High payoffs are only generated in the high state and
low payoffs are only generated in the low state, but medium payoffs can be
generated in either state. In this sense, even when the first payoff is generated
for a good technology, the experimenter keeps working in a risky environment,
not only because a medium payoff does not fully reveal the state, but because
the state may change in the future.
In a model with a fixed rate of arrival of the Poisson process, after
the quality of the technology is known, I find that the optimal policy can be
characterized by a cutoff in the beliefs about the true state of the economy.
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Before the quality of the technology becomes known, the waiting region of
the experimenter is a non-rectangular subset of the two-dimensional space of
beliefs about the quality of the technology and the state of the economy. In a
numerical example I provided additional evidence that uncertain profitability
matters — changing the parameters governing each type of uncertainty alters
the stopping region by different amounts, even when the long-run profitability
is held constant. I also find that, for some parameters, the most cost effective
subsidy that can be offered by a planner who wishes to encourage experimentation is a subsidy which devotes all funds to raising the agent’s highest
payoff.
These results differ substantially from the current literature on experimentation, which finds cutoff beliefs for single agents in environments of uncertainty, but is in line with viewing experimentation and learning as a real-option
with a value increasing in its riskiness.
In Chapter 3, I solve a version of the problem where I allow the experimenter to choose endogenously the arrival rate of the Poisson process after
each observation of a payoff. I find that the choice of arrival rate is nonmonotonic in the persistence of the states of the economy. That is, for a given
belief about the state of the economy, the agent may choose a lower level of
e even though the persistence of the high state of the economy has risen. In
λ
addition, the choice of arrival rate is non-monotonic in the belief about the
quality of the project, suggesting that the agent pays partly to learn before
the first arrival of a payoff. I also find that the most cost-effective subsidy a
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planner can offer is an increase in the highest possible payoff to the agent.
Finally, in Chapter 4 I include an option to irreversibly scale the project
at a large fixed cost. In addition, in this version of the model, I include several
other types of flexibility, including different costs before and after the first
payoff and a strictly positive outside option. Here I find that two cutoff beliefs
characterize the experimenter’s optimal policy after the first payoff. When
the experimenter’s belief about the state of the economy is sufficiently high,
he scales the project immediately. When it is sufficiently low, he exits immediately. In between, the experimenter works on the project with a strategy
that varies with the parameters. When the cost of scaling is high, the experimenter may work for a finite time and then exit if he does not see another
payoff. When the cost of scaling is low, he may experiment for a finite time
and then scale if he does not see another payoff. Finally, there are cases where
the experimenter works indefinitely between payoffs without exiting or scaling,
and where he never experiments but immediately either scales or exits for all
beliefs.
I also analyze optimal subsidies in Chapter 4, and I employ simulation
techniques to find cost-equivalent subsidies for a planner who wishes to encourage experimentation or scaling. The subsidy to the cost of scaling is the
only subsidy that reduces the cutoff beliefs for scaling and exit. Subsidies to
experimentation outcomes, such as payoffs or experimentation costs, increase
the threshold for scaling but decrease the threshold for exit.
Before the first arrival of a payoff, the experimenter does not have the
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option to scale, and the results confirm those in Chapter 2. The best subsidy
for high beliefs about the state is to the highest payoff, and the best subsidy
for low beliefs about the state is to the low payoff.
As advice to actual policy makers who wish to subsidize innovation, I
provide the following: it is important to understand exactly what the structure
of the experiments looks like. If the experimenter will work on a project of
about the same scale for the duration of the project, then a subsidy which
works more like a prize (big rewards for big successes) will most efficiently
encourage experimentation. However, if there is an option to scale, and the
experimenter starts his experiments relative optimistic about their quality,
subsidizing the investment cost of scaling up the project will encourage the
experimenter to experiment longer and scale earlier.
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Appendix A
Common Appendices

A.1

Simplifying the Value Functions

Begin with (2.5)
V (V, p̂0 , t, T ) = − ceρt

∞

Z

"

λe−λx 1T <x

Z

T

e−ρy dy + 1T ≥x

t

t

Z

#

x

e−ρy dy dx

t

(A.1)
+ eρt

Z

∞




λe−λx 1x≤T e−ρx Ep̂0 ,1 rx + V p p̂0 , x|rx




dx.

t

(A.2)
(A.1) above can be simplified to the following sum:
Z T
Z ∞
−λx
ρt
e−ρy dy dx
−ce
λe
t
T
Z T
Z x
−ceρt
λe−λx
e−ρy dy dx.
t

Define u(x) =

Rx
t

(A.3)
(A.4)

t

e−ρy dy and v 0 (x) = λe−λx and use integration by parts to

further simplify (A.4):
"
ceρt e−λT

Z

T

e−ρx dx −

t

Z

T

#
e−(λ+ρ)x dx ,

(A.5)

t

so that the cost part of the value function (A.1) is simplified to:
Z T
ρt
−ce
e−(λ+ρ)x dx.
t
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(A.6)

Additionally, simplifying (A.2) and combining, we get the result ((2.6).
V (V, p̂0 , t, T ) = e

ρt

Z

T

e

−(λ+ρ)x



−c + λEp̂0 ,1

t
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rx + V (p(p̂0 , x|rx )) dx.

A.2

Outline of the Algorithms Used
The following is a sketch of the algorithm for calculating the value

functions when the quality of the technology is known to be good for sure,
after the arrival of the first payoff.1 Given the value after the first arrival,
the value before the first arrival is calculated by plugging in the value after
for every combination of p and π. In the next section, I outline the basic
algorithm and follow it with sections describing modifications for Chapters 3
and 4. Finally, I provide a short explanation of how to run the algorithms
in parallel in R, because in the year I am writing, these take a considerable
amount of time to run on a single processor.
A.2.1

Algorithms for Chapter 2
First, note that I implement a change of variables so that in the actual

procedure, the variable t = e−T was used and the t-grid goes from 0 to 1.
1. Set the values of the parameters, {αH , αL }, {rh , rm , rl }, {q H , q L }, λ, c, ρ.
2. Assign computational parameters: the size of the time grid increment
(tinc ) and the belief grid increment (tinc ). Both grids run from 0 to 1.
Also assign the precision, , for stopping the value function iteration.
3. Create two vectors, V ∗ and T ∗ with the length of the p-grid and initialize
them to zero.
1

Please note that this exposition of the algorithm is only an outline. Additional details
are available from the author upon request.
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4. Define a function p̄(t, p0 ) which calculates the belief in Equation (2.3) at
each time moment between arrivals, given the prior, p0 , and the time, t,
since the last arrival. Since t here is actually e−ρt , the function should
reflect the change of variables.
5. Calculate the first iteration:
(a) First, make an outer for loop through the p-grid (current position
denoted p0 ):
i. Define a temporary v-vector equal to zero for each point on the
t-grid.
ii. Make an inner for loop through the t-grid (current position
denoted t0 ):
A. Calculate the expected value of stopping at t0 , assuming
the value function is 0 for every belief, and using the belief
function p(t, p0 ). Assign this value to the temporary vvector in the position of t0 . I use the built-in integration
function in R.
iii. Find the maximum on the temporary v-vector. Assign it to the
p0 position on the value function (V ∗ ). Assign the maximizing
t to the p0 position on the stopping time function (T ∗ ).
6. Create a function for equation (2.4) of t and p0 for the beliefs after the
arrival of a return of size ri at time t.
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7. Define the approximated V function by using the linear interpolation
function in R (approx).
8. Begin the iteration procedure:
• While the difference between the value function of the current iter∗
ation, Vn∗ , and the previous iteration, Vn−1
, is greater than :

(a) Outer loop through p-grid (current position denoted p0 ):
i. Define a temporary v-vector equal to zero which is the
length of the t-grid.
ii. Inner loop through t-grid (current position denoted t0 ):
A. Calculate the expected value of stopping at t0 using the
belief function p(t, p0 ) and V approx (p0 ) and assign it to
the temporary v-vector in the position of p0 . I use the
built-in integration function in R.
iii. Find the maximum on the temporary v-vector. Assign it to
the p0 position on the value function (Vn∗ ). Assign the maximizing t to the p0 position on the stopping time function
(T ∗ ).
(b) Calculate the absolute value of the difference between the current Vn∗ and V ∗ point-wise on the p-grid. If this difference is
greater than  at any point on the p-grid, repeat the procedure.
(c) Update V ∗ to Vn∗ .
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I also keep track of the Vn∗ and Tn∗ at each iteration to check that convergence
looks reasonable. Given the function V (p̄), I calculate W (p0 , π0 ) by computing the integral in (2.9) for each p0 , π0 and stopping time τ and taking the
maximum across the stopping times. The π0 are also calculated over a grid.
A.2.2

Modifications for Chapter 3
To modify the algorithm to find the value functions when the choice of

λ is endogenous:
1. Set the additional parameter λ in Step 1, and choose a cost function.
2. Set a λ-grid from λ to λ in step 2. Remember to restrict λ > 1.
3. In step 3, add an additional vector, λ∗ of length p to store the optimal
λ.
4. Change the vectors in steps 5(a)i and 8(a)i to matrices. Let the rows be
the t-grid and the columns be the λ-grid.
5. Add additional inner for loops through the λ-grid to parts 5(a)ii and
8(a)ii. For each stopping time t0 and arrival rate λ0 , calculate the value
function and assign it to the position V ∗ (p0 , λ0 ) for section 5(a)ii or to
the temporary v-matrix in 8(a)ii.
6. In step 8(a)iii, find the maximum over the matrix and store the value in
the temporary v-vector, and use the index of the maximum to calculate
the optimal T ∗ and λ∗ to store.
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A.2.3

Modifications for Chapter 4
To modify the algorithm to find the value functions when there is an

option to scale:
1. In step 1, add additional parameters for I, the cost of scaling, k, the cost
of experimenting after the first payoff and a function Z(p), the value at
the time of scaling.
2. In step 2, also create a vector the length of the p-grid that stores the
optimal policy at the stopping time. I stored a 1 for scaling and a 0 for
exit.
3. In steps 5(a)i and 8(a)i, define two temporary v-vectors, one for the value
of scaling and one for the value of exit. In each loop, calculate the value
of scaling at t0 and stopping at t0 separately. Take the maximum over
both vectors in each outer loop iteration.
A.2.4

When and How to Go Parallel
Parallel computing methods can be used to speed up the computations.

I used them in two places. In the while loop (Step 8), you can rewrite the outer
loop as a function with the input p0 . Within each while loop, R’s ”parallel”
package can compute the value at each p0 (because you only need the approximated value function from the last iteration, not the value at other p0 ’s for
the current iteration) and then reassemble them to create the current value
function. See example below:
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cl <- makeCluster(no_cores)
a=2 #initialize a to something high
itnum <-0
while(a>ep){ #begin the iteration procedure
#for each p on grid, evaluate
#for(i in 1:length(p)){
list1 <- c("qH", "qL","r", "rh", "rm", "rl", "aL","aH",
"Q", "l","c", "tt", "p", "v", "g","lmin")
clusterExport(cl, list1)
out_test <- parLapplyLB(cl,1:length(p),pstar_post)
out_test2 <- data.frame(matrix(unlist(out_test),
nrow=length(p), byrow=T))
vp <- out_test2[,1]
tstar <- out_test2[,2]
lstar <- out_test2[,3]
a<- max(abs(v-vp))
v <- vp # v is my final v-vector, vp is temporary
itnum <- itnum +1
print(itnum)
print(a)
}
stopCluster(cl)

The function “pstar post” above is the function which does the job of
the outer loop in Step 8.
The other place where parallel computing is useful is when calculating
the value function before the first payoff, especially in Chapter 3 where the
experimenter also chooses λ. Once again, there is a function which is pushed
through the parLapplyLB command, but this one has another loop within the
function to run through the π values.
I will also note that there is not a large gain in speed from using the
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parallel approach in the while loop to find the value function after the first
payoff in Chapter 2. In Chapter 3, there is a considerable increase in speed
due to the additional loop through the λ-grid. There are very large gains to
running the value function before the first payoff through the parallel package.
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Appendix B
Appendices for Chapter 2

B.1

Proofs for Chapter 2

Proof of Proposition 2.1.
Proof. i) V0 (p̂0 ) = 0 implies
(Z
T

e−(ρ+λ)t

V1 (p̂0 ) = sup
T ≥0

)

−c + λEp̂0 ,1 [rt ] dt ≥ 0 ∀p̂0 ∈ [0, 1].

0

Which in turn implies that

! 


Z T



−(ρ+λ)t
e
−c + λEp̂0 ,1 rt + V1 p p̂0 , t|rt
V2 (p̂0 ) = sup
dt

T ≥0  0
≥ V1 (p̂0 ) ∀p̂0 ∈ [0, 1].
The result follows by induction on n.

ii) Suppose V p(p̂0 , t|rt ) ≤ λ rρH ∀ {p̂0 , t, rt }. Then


Z T
Z T
rH
−(ρ+λ)t
V (V, p̂0 , 0, T ) ≤
e
λEp̂0 ,1 rt + λ
dt −
e−(ρ+λ)t c dt
ρ
0
0


Z T
rH
−(ρ+λ)t
≤
e
λEp̂0 ,1 rt + λ
dt.
ρ
0
Observe that Ep̂0 ,1 [rt ] ≤ rH , where equality holds at p̂0 = 1. Thus
V (V, p̂0 , 0, T ) ≤ λ
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rH
ρ

∀ {p̂0 , T } .

The sequence {Vn }n∈N+ is uniformly bounded from above by λ rρH because
Vn+1 (p̂0 ) = sup V (Vn , p̂0 , 0, T )
T ≥0

and V0 (p̂0 ) = 0. That the sequence is bounded from below by 0 is obvious
from the option to exit immediately.
iii) By i) and ii) above, the limit exists as n approaches infinity in (2.8). The
existence of this limit guarantees that V is a well-defined value function.
Proof of Proposition 2.3
Proof. For the remainder of the proof, suppose V (p̄∗ ) = 0. Consider p̄ and
p̄0 such that p̄ < p̄0 . Suppose V (p̄) > 0. Let T ∗ (p̄) be the optimal exit time
corresponding to p̄. Now suppose at belief p̄0 the agent decides to exit at T ∗ (p̄),
which may be suboptimal. The expected payoff at an arrival time τ 0 < T ∗ (p̄)
is given by
p(p̄0 , τ 0 )(rH − rL ) + rL > p(p̄, τ 0 )(rH − rL ) + rL ,
because p(p̄, τ 0 ) increases in p̄. Thus, V (V, p̄0 , 0, T ∗ (p̄)) > V (V, p̄, 0, T ∗ (p̄)) and
V (p̄0 ) > V (p̄), because replacing T ∗ (p̄) with T ∗ (p̄0 ) can only increase V . Thus,
V is increasing in p̄ on the region p̄ > p̄∗ .
Similarly, suppose p̄00 < p̄∗ and V (p̄00 ) > 0. By the argument above,
V (p̄∗ ) > V (p̄00 ) > 0, contradicting V (p̄∗ ) = 0.
Finally, suppose V (p̄) > 0 ∀p̄ ∈ [0, 1]. Set p̄∗ = 0. Suppose by
way of contradiction that T ∗ (p̄) < ∞ for some p̄ ∈ [0, 1]. Then at T ∗ (p̄),
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V (pT ∗ (p̄) (p̄, T ∗ (p̄))) = 0 because the agent exits immediately, which contradicts
the assumption that V (p̄) > 0 ∀p̄.
Proof of Proposition 2.4
Proof. It is clear that the experimenter continues so long as U (V, p̂0 , ∆t) > 0.
Suppose, by way of contradiction, that the optimal policy is T ∗ (p̂0 ) = 0 ∀p̂0 ∈
[0, 1]. Thus V (p̂0 ) = 0 ∀p̂0 . Then, at p̂0 = 1, the following condition must
hold:
Z
sup
T ≥0

T

e−(ρ+λ)t (−c + λE1 [rt ]) dt = 0.

0

At t = 0 and p̂0 = 1, the belief is strictly decreasing in time, so T ∗ (1) = 0
implies that U (V, 1, 0) ≤ 0 and c ≥ λE1 [rτ ] = λrH . This constitutes a contradiction. Thus, whenever, c < λrH , there is a belief above which the agent
continues for a strictly positive amount of time.
Consider an experimenter who continues to experiment for a small interval ∆t when his belief is p̂0 . Note that
U (V, p̂0 , ∆t) ≥ λEp̂0 ,1 [r∆t ] − c


= λ p(p̂0 , ∆t)(rH − rL ) + rL − c.
In the limit as ∆t → 0:




λ p(p̂0 , ∆t)(rH − rL ) + rL − c = λ p̂0 (rH − rL ) + rL − c
Thus, whenever p̂0 <

c−λrL
,
λ(rH −rL )

the experimenter’s stopping time is strictly

positive.
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Proof of Proposition 2.6
Proof. i) W (p0 , π0 ) ≥ 0 is guaranteed by the option of immediate exit. The
upper bound is calculated by observing that V (pˆ0 ) ≤ λ rρH by Proposition 2.1
and proceeding as in Proposition 2.1.
ii) Assume, by way of contradiction p < p0 , T ∗∗ (p, π0 ) is the solution to
supW (p, π0 , 0, T, V ) and W (p, π0 ) > W (p0 , π0 ). W (p0 , π0 , 0, T ∗∗ (p, π0 ), V ) ≥
T ≥0

W (p, π0 , 0, T ∗∗ (p, π0 ), V ) because the expected value of rt is increasing in p0
and V (p(p0 , t|rt )) is non-decreasing in p0 by Proposition 2.3. Choosing the
optimal T ∗∗ (p0 , π0 ) can only increase W (p0 , π0 ) so that W (p, π0 ) ≤ W (p0 , π0 ),
and thus we have a contradiction.
Suppose by way of contradiction π < π 0 , T ∗∗ (p0 , π) is the solution to
sup W (p0 , π, 0, T, V ) and W (p0 , π) > W (p0 , π 0 ). π0 multiplies the net payoff
T ≥0

while (1 − π0 ) multiplies the costs when the technology is bad.
Thus W (p0 , π 0 , 0, T ∗∗ (p0 , π), V ) ≥ W (p0 , π, 0, T ∗∗ (p0 , π), V ). Choosing
the optimal T ∗∗ (p0 , π 0 ) can only increase W (p0 , π 0 ), thus we have a contradiction.
iii) The proof proceeds in the same manner as Proposition 2.2.
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B.2

Numerical Examples for Chapter 2

(a) Value function

(b) Stopping Times

Figure B.1: This figure presents the value function and stopping time for
various values of q H , where all other parameters are constant. q H = 1.2 in the
baseline model.
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Figure B.2: Boundary of the Stopping Region for various levels of q H .
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(a) Value function

(b) Stopping Times

Figure B.3: This figure presents the value function and stopping time for
various values of αH , where all other parameters are constant. αH = 0.4 in
the baseline model.
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Figure B.4: Boundary of the Stopping Region for various values of αH .
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(a) Value function

(b) Stopping Times

Figure B.5: This figure presents the value function and stopping time for
various values of λ, where all other parameters are constant. λ = 1.5 in the
baseline model.
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Figure B.6: This figure presents waiting region for various values of λ, where
all other parameters are constant. λ = 1.5 in the baseline model.
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(a) Value function

(b) Stopping Times

Figure B.7: This figure presents the value function and stopping time for
parameter changes holding the long-run expected payoffs of the technology
constant. Increase: αH = 0.18, q H = 0.8 and λ = 1.696 Decrease: αH = 0.547,
q H = 1.6 and λ = 1.389
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Figure B.8: This figure presents the waiting region for parameter changes
holding the long-run expected payoffs of the technology constant. Increase:
αH = 0.18, q H = 0.8 and λ = 1.696 Decrease: αH = 0.547, q H = 1.6 and
λ = 1.389
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(a) Value function

(b) Stopping Times

Figure B.9: This figure compares the value function of the experimenter and
optimal stopping policies after the first payoff for each subsidy considered in
Section 2.6.
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(a) Value function

(b) Stopping Times

Figure B.10: This figure compares the value function of the experimenter and
optimal stopping policies after the first payoff for each subsidy considered in
Section 2.6. q H = 0.8.
106

Appendix C
Appendices for Chapter 3

C.1

Proofs for Chapter 3

Proof of Proposition 3.1.
Proof. i) Z0 (p̂0 ) = 0 implies
Z
Z1 (p̂0 ) =

sup
e
T ≥0,λ∈[λ,λ]

T

h
i
e
e + λE
e p̂ ,1 [rt ] dt ≥ 0 ∀p̂0 ∈ [0, 1].
e−(ρ+λ)t − k(λ)
0

0

This implies that
Z
Z2 (p̂0 ) =

sup
e
T ≥0,λ∈[λ,λ]

Z

T

h
i
e
e + λE
e p̂ ,1 [rt ] dt
e−(ρ+λ)t − k(λ)
0

0

i
λEp̂0 ,1 Z1 (p(p̂0 , t|rt )) dt ≥ Z1 (pˆ0 ) ∀p̂0 ∈ [0, 1].

e e
−(ρ+λ)t

e

+

T

0

The result follows by induction on n.
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ii) Suppose Z(p(p̂0 , t|rt )) < λ rρH ∀ {p̂0 , t, rt }. Then
Z T
h

i
e
e + λE
e p̂ ,1 rt + Z(p(p̂0 , t|rt )) dt
e
e−(ρ+λ)t −k(λ)
Z (Z, p̂0 , λ, 0, T ) =
0
0
Z T
h

i
e
e p̂ ,1 rt + Z(p(p̂0 , t|rt )) dt
≤
e−(ρ+λ)t λE
0
0


Z T
rH
e e
−(ρ+λ)t
λ rH + λ
e
≤
dt
ρ
0
#
"
h
i λ
e
λ
ρ
+
e
= 1 − e−(ρ+λ)T
r
e H ρ
ρ+λ
rH
≤λ
∀ {p̂0 , T } .
ρ
The sequence {Zn }n∈N+ is thus uniformly bounded from above by λ rρH because
Zn+1 (p̂0 ) =

sup

e 0, T ).
Z (Zn , p̂0 , λ,

e
T ≥0,λ∈[λ,λ]

iii) By i) and ii) above, the limit exists as n approaches infinity in (3.2). The
existence of this limit guarantees that Z is a well-defined value function.
Proof of Proposition 3.2
Proof. Consider p̄ and p̄0 such that p̄ < p̄0 . Suppose Z(p̄) > 0 and let
n
o
†
†
e
T (p̄), λ (p̄) be the optimal policy corresponding to p̄. Now suppose at
n
o
e† (p̄) , which may be suboptibelief p̄0 the agent chooses the policy T † (p̄), λ
mal. The expected payoff at an arrival time τ 0 < T † (p̄) is given by




e† (p̄) p(p̄0 , τ 0 )(rH − rL ) + rL > λ
e† (p̄) p(p̄, τ 0 )(rH − rL ) + rL .
λ
The inequality holds because p(p̄, τ 0 ) is increasing in p̄. Thus,
e† (p̄), 0, T † (p̄)) > Z (Z, p̄, λ
e† (p̄), 0, T † (p̄)).
Z (Z, p̄0 , λ
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Replacing

n
o
n
o
e† (p̄) with T † (p̄0 ), λ
e† (p̄0 ) can only increase Z. Thus, Z
T † (p̄), λ

is increasing in p̄ on the region p̄ > p̄† .
Similarly, suppose p̄00 < p̄† and Z(p̄00 ) > 0. By the argument above,
Z(p̄† ) > Z(p̄00 ) > 0, which contradicts Z(p̄† ) = 0.
Finally, suppose Z(p̄) > 0 ∀p̄ ∈ [0, 1]. Set p̄† = 0. Suppose by
way of contradiction that T † (p̄) < ∞ for some p̄ ∈ [0, 1]. Then at T † (p̄),
Z(pT † (p̄) (p̄, T † (p̄))) = 0 because the agent exits immediately, which contradicts
the assumption that Z is positive for all p̄.
Proof of Proposition 3.3
n
o
e† (p̂0 ) solves
Proof. Suppose T † (p̂0 ), λ
Z(p̂0 ) =

e 0, T ).
Z (Z, p̂0 , λ,

sup
e
T ≥0,λ∈[λ,λ]

e The problem at time t̂ > 0 with
Fix T † (p̂0 ) and let the agent re-optimize on λ.
updated belief p̄(p̂0 , t̂) is given by:
e t̂, T † (p̂0 )).
Z(p̄(p̂0 , t̂)) = sup Z (Z, p̂0 , λ,
e
λ∈[λ,λ]

Note that
e 0, T † (p̂0 )) = Z (Z, p̂0 , λ,
e 0, t̂) + e−ρt̂ Z (Z, p̂0 , λ,
e t̂, T † (p̂0 )).
Z (Z, p̂0 , λ,
e† (p̂0 )) because the
Thus the time t̂ problem will have a different solution for λ
e until time t̂, and thus the agent may
time 0 problem is not independent of λ
e if given the choice to re-optimize.
choose a different λ
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e† (p̂0 ) and let the agent re-optimize on T . The problem at
Now, fix λ
time t̂ with updated belief p̄(p̂0 , t̂) is given by:
e† (p̂0 ), t̂, T ).
Z(p̄(p̂0 , t̂)) = sup Z (Z, p̂0 , λ
T ≥0

Note that
e† (p̂0 ), 0, T ) = Z (Z, p̂0 , λ
e† (p̂0 ), 0, t̂) + e−ρt̂ Z (Z, p̂0 , λ
e† (p̂0 ), t̂, T ).
Z (Z, p̂0 , λ
Thus the time t̂ problem will have the same solution for T , because the problem
until time t̂ is independent of T .
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C.2

Numerical Examples for Chapter 3

(a) Value function

(b) Stopping Times

Figure C.1: This figure presents the value function and stopping time for values
of αH . αH = 0.4 in the baseline model.
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Figure C.2: This figure presents the choice of λ for values of αH . αH = 0.4 in
the baseline model.
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(a) Value function

(b) Stopping Times

Figure C.3: This figure presents the value function and stopping time for values
of q H . q H = 1.2 in the baseline model.
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Figure C.4: This figure presents the choice of λ for values of q H . q H = 1.2 in
the baseline model.
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(a) Value function

(b) Stopping Times

Figure C.5: This figure presents the value function and stopping time for
parameter changes holding the long-run expected payoffs of the technology
constant. Increase: αH = 0.18 and q H = 0.8, Decrease: αH = 0.547 and
q H = 1.6
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Figure C.6: This figure presents the choice of λ for parameter changes holding
the long-run expected payoffs of the technology constant. αH = 0.18 and
q H = 0.8 correspond to an increase in expected payoffs. αH = 0.547 and
q H = 1.6 correspond to a decrease in payoffs.
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Appendix D
Appendices for Chapter 4

D.1

Proofs for Chapter 4

Proof of Proposition 4.2.
Proof. (i)
(Z

T


e−(ρ+λ)t −k + λE1,p̃0 [rt ] dt

V1 (p̃0 ) = sup
T ≥0

0

)
 h
i

+ e−(ρ+λ)T max U, Z p̄(p̃0 , T ) − I
≥ V0 (p̃0 ) = 0
(Z
V1 (p̃0 ) = sup
T ≥0

T




e−(ρ+λ)t −k + λE1,p̃0 rt + V1 (p(p̃0 , t|rt )) dt

0

)
 h
i

+ e−(ρ+λ)T max U, Z p̄(p̃0 , T ) − I
≥ V1 (p̃0 ) ≥ V0 (p̃0 ).
Thus the sequence is increasing pointwise because the value function enters
the recursive formulation positively. (ii) That V is bounded from below by
U is guaranteed by the option of immediate exit. To determine the upper
bound, first suppose that max{λ rρH , U, Z(1) − I} = U . Then for all p̂0 , the
experimenter must choose exit at the end of the period of experimentation
(because U > Z(1) − I). I show in Proposition D.1 that the value function Z
is bounded from above by the expected payoff in the high state if the belief
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was p = 1 forever, and the same logic follows through here when the outside
option is so large. Since the object λ rρH , which bounds the value function from
above is less than U , instantaneous exit is the best that can be attained and
the value function V (p̃0 ) = U ∀p̃0 .

118

Now suppose max{λ rρH , U, Z(1) − I} = λ rρH and Vn < λ rρH . Then:
T



h
i
dt
−k + λE1,p̃0 rt + Vn p(p̃0 , t|rt )
e
V (Vn , p̃0 , 0, T ) =
0
 h
i

−(ρ+λ)T
+e
max U, Z p̄(p̃0 , T ) − I

!
Z T
r
H
≤
e−(ρ+λ)t −k + λE1,p̃0 rt + λ
dt
ρ
0
 h
i

−(ρ+λ)T
+e
max U, Z p̄(p̃0 , T ) − I

!
Z T
r
H
≤
e−(ρ+λ)t −k + λ rH + λ
dt
ρ
0
 h
i

−(ρ+λ)T
+e
max U, Z p̄(p̃0 , T ) − I
!

Z T
rH
dt
≤
e−(ρ+λ)t λ rH + λ
ρ
0
 h
i

−(ρ+λ)T
+e
max U, Z p̄(p̃0 , T ) − I
!

Z T
ρ+λ
−(ρ+λ)t
e
=
λrH
dt
ρ
0
 h
i

−(ρ+λ)T
+e
max U, Z p̄(p̃0 , T ) − I
Z

−(ρ+λ)t

rH
= (1 − e−(ρ+λ)T )λ
ρ
 h
i

−(ρ+λ)T
+e
max U, Z p̄(p̃0 , T ) − I
≤ (1 − e−(ρ+λ)T )λ
=λ

rH
rH
+ e−(ρ+λ)T λ
ρ
ρ

rH
∀p̃0 .
ρ
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Finally, suppose that max{λ rρH , U, Z(1) − I} = Z(1) − I and Vn ≤ Z(1) − I.
T



h
i
dt
−k + λE1,p̃0 rt + Vn p(p̃0 , t|rt )
e
V (Vn , p̃0 , 0, T ) =
0
 h
i

−(ρ+λ)T
+e
max U, Z p̄(p̃0 , T ) − I


Z T
h
i
−(ρ+λ)t
λE1,p̃0 rt + Z(1) − I
dt
≤
e
0

+ e−(ρ+λ)T Z(1) − I
 h

Z T
i
−(ρ+λ)t
≤
e
λ rH + Z(1) − I
dt
0

+ e−(ρ+λ)T Z(1) − I

!
Z T

ρ
+
λ
e−(ρ+λ)t λ
≤
Z(1) − I
dt
λ
0

+ e−(ρ+λ)T Z(1) − I



= 1 − e−(ρ+λ)T
Z(1) − I

+ e−(ρ+λ)T Z(1) − I

= Z(1) − I .
Z

−(ρ+λ)t

Thus, V is bounded from above by max{λ rρH , U, Z(1) − I} for every T and p̃0
and therefore so is Vn+1 . (iii) The result follows from (i) and (ii) above.
Proof of Proposition 4.4
Proof. (i) W (p0 , π0 ) ≥ U is guaranteed by the option of immediate exit. The
upper bound is calculated by using the upper bound of V (p̃0 ), calculated in
Proposition 4.2 and proceeding as in Proposition 4.2.

120

(ii) The proof proceeds as in Proposition 2.6, part (ii), after observing that
the outside option is constant.
(iii) The proof proceeds as in Proposition 2.6, part (iii).
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D.2

Numerical Examples for Chapter 4

(a) Cutoff Beliefs for Exit

(b) Cutoff Beliefs for Scaling

Figure D.1: The figure shows the effects of changing the costs of experimentation and scaling on the cutoff beliefs for exit and scaling. Figures for each,
exit and scaling, are from two perspectives in order to illustrate shape.
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(a) Cutoff Beliefs by Investment Cost

(b) Cutoff Beliefs by Experimentation Cost

Figure D.2: Cross sections of the cutoff beliefs when the cost of investment or
experimentation is varied while holding the other fixed. In panel (a) the cost
of experimenting is fixed at 35. In panel (b) the cost of investment is fixed at
480.
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Figure D.3: The stopping region before the first arrival of a payoff. Parameters
are from Parameterization (4.9) with k = 37, c = 25 and I = 480.
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Figure D.4: The stopping region before the first arrival of a payoff, displayed
by subsidy. Parameters are from Parameterization (4.9).
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Figure D.5: The exit times by belief after the first arrival of a payoff, displayed
by subsidy. Parameters are from Parameterization 4.9.
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Figure D.6: The value function by belief after the first arrival of a payoff,
displayed by subsidy. Parameters are from Parameterization 4.9.
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D.3

A Characterization of the Value of Scaling
The following provides a characterization of Z(pt ), the value of scaling

the project, which I discussed in Chapter 4. While other constructions may
produce similar value functions, I prefer this characterization because it provides a simple linear form for the value at scaling while providing a natural
connection to the underlying state of the economy and to the belief pt .
The idea is simple— suppose the payoff process of a project after scaling
is just a “scaled up” version of the process before scaling. That is, suppose
the payoffs and costs increase, but follow broadly the same process. Then,
if the project is sufficiently profitable after scaling (the project is profitable
on average even in the low state), the value function is linear in the belief
that the state of the economy is good and has a closed form that can be used
to find the threshold at which experimenters wish to scale the project. The
linearity and closed form are derived by noting that the value function can
simply be rewritten as though the experimenter chooses an infinite stopping
time and continuously receives the expected payoff in each state, at the rate
of the Poisson process.
D.3.1

Payoffs and Costs after Scaling
Suppose the experimenter scaled the project at date T s . Now the ex-

perimenter chooses an exit date T and the experimenter’s stochastic payoff
structure changes to R = {Rt }t≥T s ∈ {Rh , Rm , Rl } where Rh > Rm > Rl , the
state of the world still follows the continuous-time Markov chain defined in
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(2.1) and the Poisson process N with parameter λ defined in Chapter 4 still
governs the arrival times of the payoffs. Let the probability distribution of
these payoffs be given by:
prob(Rt = Rh |s = H) = 1 − αH
prob(Rt = Rm |s = H) = αH
prob(Rt = Rl |s = H) = 0
prob(Rt = Rh |s = L) = 0
prob(Rt = Rm |s = L) = αL
prob(Rt = Rl |s = L) = 1 − αL
where αH and αL are identical to those given in Chapter 4.1
Denote the flow cost of production after scaling by K. Let the outside
option after scaling be given by u. Assume that u < λ α

H Rm +(1−αH )Rh

ρ

. This

assumption simply guarantees that the good state of the economy is more
profitable than the outside option after scaling.
After scaling, beliefs evolve in the same manner between payoffs, and
thus equation (2.3) governs pt between payoffs. At the arrival times of the
payoffs, the payoff distribution retains a similar structure (αH and αL are the
same as in Chapter 4) and thus the equation (2.4) needs only the following
1

This assumption is not necessary, but it is reasonable to assume that payoffs are broadly
similar in structure after “scaling up” a project.
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small modification:

p(pτk−1 , τk |Rτk ) =




1



if Rτk = Rh
αH p̄(p

τk−1 ,τk −)

 αH p̄(pτk−1 ,τk −)+αL (1−p̄(pτk−1 ,τk −))


0

if Rτk = Rm

(D.1)

if Rτk = Rl

for all k such that τk > T s where p̄(pτk−1 , τk −) = lim p̄(pτk−1 , t).
t→τk

Note that the Poisson process N and the stochastic process R define
a probability measure which is similar to that in Chapter 4. Denote this
probability measure by Pp0 and the corresponding expectations by Ep0 . There
is no uncertainty after scaling about the quality of the project, and so I ignore
the belief π in this section for brevity.
The linearity of Z is established in the following steps. First, I show
that Z can be written as a Bellman equation and that it is well-defined. The
experimenter’s optimal stopping time is time-consistent, the value function
is non-decreasing in the belief pt and therefore, when the outside option is
sufficiently low, the experimenter continues indefinitely at all beliefs.2 When
the outside option is sufficiently low, the experimenter’s value function is just
the present discounted value of continuing forever and receiving continuously
the average payoffs in each state (at the rate λ). Thus Z(pt ) is linear and is
characterized by equation (D.8).
2

These results are qualitatively the same as the results derived in Chapter 2, but because
I include the outside option here, I feel they are worth showing in their entirety.
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D.3.2

Linearity
Consider an experimenter who chose to scale the project at a time

normalized to t = 0 when his belief was p̂0 . Let Z(p̂0 ) denote the agent’s value
after scaling and T denote the agent’s chosen exit time. Denote by τ 0 the
random time of the next arrival of a payoff and let Q denote the associated
probability measure. Then Z(p̂0 ) is given by the following Bellman equation:
"Z
0
T ∧τ

Z(p̂0 ) = sup EPp̂0 ×Q
T ≥0

+ 1(τ ≤ T )e
0

−ρτ 0

e−ρt (−K)dt

0



0

Rτ 0 + Z p(p̂0 , τ |Rτ 0



+ 1(τ > T )e
0

#
−ρT

u

(D.2)

which simplifies (details in Appendix A.1) to:
(Z
!



T

e−(ρ+λ)t −K + λEp̂0 Rt + Z p p̂0 , t|Rt
Z(p̂0 ) = sup
dt
T ≥0

0

)
+ e−(ρ+λ)T u

(D.3)

where



h
i

H
h
h
Ep̂0 Rt + Z p p̂0 , t|Rt
= (1 − α )p̄(p̂0 , t) R + Z(p((p̂0 , t|R ))
h
i

+ αH p̄(p̂0 , t) + αL (1 − p̄(p̂0 , t)) Rm + Z(p(p̂0 , t|Rm ))
h
i
L
l
l
+ (1 − α )(1 − p̄(p̂0 , t)) R + Z(p(p̂0 , t|R )) .
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Define
Z (Z, p̂0 , t̂, T ) = e

(ρ+λ)t̂

Z

T

e−(ρ+λ)t

−K

t̂


+ λEp̂0

!

Rt+t̂ + Z p(p̂0 , t + t̂|Rt+t̂ )
dt + e−(ρ+λ)(T −t̂) u,


(D.4)
so that
Z(p̂0 ) = sup Z (Z, p̂0 , 0, T ).

(D.5)

T ≥0

Now define the following iterated value function:
(Z

!

T

−(ρ+λ)t
e
Zn+1 (p̂0 ) = sup
−K + λE1,p̂0 Rt + Zn p p̂0 , t|Rt
dt
T ≥0

0

)
+ e−(ρ+λ)T u .

(D.6)

In addition, define RH = E1,p [Rt |p = 1], RL = E1,p [Rt |p = 0] and Z0 (p̂0 ) = u.
The next two theorems extend results from Chapters 1 and 2 to the case with
the positive outside option.
Proposition D.1. The value function Z(p̂0 ) is well defined. That is:
(i) The sequence Zn , n ∈ {0, 1, 2, ...} is increasing pointwise in n.
(ii) The sequence Zn , n ∈ {0, 1, 2, ...} is bounded from below by u and from
above by λ RρH .
(iii) For any p̂0 ∈ [0, 1], the limit Z(p̂0 ) = limn→∞ Zn (p̂0 ) exists, admits the
bounds u ≤ Z(p̂0 ) ≤ λ RρH and Z(p̂0 ) is a well-defined value function.
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Proof. (i)
(Z
Z1 (p̂0 ) = sup
T ≥0

T

e−(ρ+λ)t

)

−K + λEp̂0 [Rt + u] dt + e−(ρ+λ)T u .

0

If T = 0, then Z1 (p̂0 ) = u. Thus Z1 (p̂0 ) ≥ Z0 (p̂0 ) ∀p̂0 . Now consider
(Z
)


T


Z2 (p̂0 ) = sup
e−(ρ+λ)t −K + λEp̂0 Rt + Z1 (p̂0 ) dt + e−(ρ+λ)T u
T ≥0

0

≥ Z1 (p̂0 )
because the term to be maximized is weakly greater after replacing u with
Z1 (p̂0 ). Thus the sequence is increasing.
(ii) That the sequence is bounded from below by u is obvious. Recall u ≤ λ RρH .
Assume Zn (p̂0 ) ≤ λ RρH . Then
Z τ



e−(ρ+λ)t −K + λEp̂0 Rt + Zn (p̂0 ) dt + e−(ρ+λ)τ u
0
!

Z τ
R
H
dt + e−(ρ+λ)τ u
e−(ρ+λ)t −K + λEp̂0 Rt + λ
≤
ρ
0

!
Z τ
R
H
≤
e−(ρ+λ)t −K + λ RH + λ
dt + e−(ρ+λ)τ U
ρ
0

!
Z τ
ρ
λ
+
dt + e−(ρ+λ)τ u
≤
e−(ρ+λ)t λRH
ρ
ρ
0



ρ+λ
1
−(ρ+λ)τ
= 1−e
λRH
+ e−(ρ+λ)τ u
ρ
ρ+λ


λRH
λRH
−(ρ+λ)τ
=
+e
u−
ρ
ρ
λRH
≤
∀τ
ρ
Thus, whenever Zn (p̂0 ) ≤ λ RρH , Zn+1 ≤ λ RρH .
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Let T ∗ (p) denote the solution to (D.5).
Proposition D.2. T ∗ (p̂0 ) is time consistent: if T ∗ (p̂0 ) maximizes
Z (Z, p̂0 , 0, T ) with respect to T then T ∗ (p̂0 ) maximizes Z (Z, p̂0 , t̂, T ) ∀t̂ ≤
T ∗ (p̂0 ) with respect to T .
Proof.
Z (Z, p̂0 , 0, T ) =

Z

T

e

−(ρ+λ)t



h

−K + λE1,p̂0 Rt + Z p(p̂0 , t|Rt )


i

dt

0
−(ρ+λ)T

+e
u


Z t̂
h
i
−(ρ+λ)t
=
e
−K + λE1,p̂0 Rt + Z p(p̂0 , t|Rt )
dt
0
−(ρ+λ)t̂

+e

Z (Z, p̂0 , t̂, T )

Thus a choice of T ∗ (p̂0 ) is equivalent to waiting until any date t̂ and then
choosing T ∗ (p̄(p̂0 , t̂))
As before, there are three types of stopping solutions for the final stage.
First, the experimenter may choose a finite stopping time. Otherwise, he can
exit immediately or experiment indefinitely between payoffs. For now, let us
restrict attention to the case where the agent always experiments after he scales
the project. The following proposition characterizes parameters for which this
condition will hold.
Let F := {p s.t. T ∗ (p) > 0} ⊂ [0, 1] be the waiting region of the
experimenter, that is, the values of the belief p for which the experimenter
does not exit immediately.
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Proposition D.3. (i) The value function Z(p̂0 ) is non-decreasing in p̂0 .
(ii) If ∃p ∈ (0, 1] s.t. Z(p) > U , then the waiting region F has the form (p̄∗ , 1],
that is, it is characterized by a cutoff belief.
(iii) Assume K + U < λRH . Then ∃p̄ ∈ (0, 1) such that T ∗ (p̄) > 0. Furthermore, if K + U < λ(RL + U ), then the agent continues forever, even when
pt = 0.
Proof. (i) Suppose ∃p ∈ (0, 1] s.t. Z(p) >

λ
u.
ρ+λ

Consider p̄ < p̄0 . Let T ∗ (p̄)

denote the optimal exit time for an experimenter with belief p̄. Define G(t) =


−K + λEpt Rt + Z(p(p̂0 , t|Rt )) , the flow payoff. Suppose the experimenter
has belief p̄0 and chooses exit time T ∗ (p̄), which may be suboptimal. Then we
can see that his expected payoff must be strictly higher under p̄0 at each date
t̂ < T ∗ (p̄) because the belief p̄(p̂0 , t) is strictly increasing in p̂0 and the expected
payoff from continuing to experiment is strictly increasing in p̄(p̂0 , t) (that is,
use the same arguments employed in the proof of Proposition 2.3). Z(p̄0 ) can
only be improved by choosing T ∗ (p̄0 ), and thus Z is strictly increasing over the
waiting region.
(ii) By a similar argument (see Proposition 2.3), whenever Z(p̄0 ) = U , then
Z(p̄) = U . Therefore, the waiting region is characterized by a cutoff belief, p̄∗
where Z(p̄∗ ) = U , as long as such a p̄∗ exists. If Z(p) > U ∀p ∈ [0, 1], then
the experimenter never stops. If Z(p) = U ∀p ∈ [0, 1], then the experimenter
never experiments.
(iii) Suppose, by way of contradiction, that K + U < λRH but T ∗ (p̂0 ) = 0 ∀p̂0
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and therefore Z(p̂0 ) = U ∀ p̂0 . Then
Z
sup
T ≥0

T


e−(ρ+λ)t −K + λE1,1 [Rt + U ] dt + e−(ρ+λ) U = U.

0

This implies that λ(RH + U ) − K ≤ U because otherwise there is at least a
short period ∆t where experimenting is profitable. Rearranging, we reach the
contradiction K + U ≥ λ(RH + U ) ≥ λRH , and thus p̄∗ < 1.
Finally, we can use the same logic to show that if K + U < λ(RL +
U ), then the experimenter continues forever. The instantaneous benefit of
continuing when p = 0 is bounded from below by λ(RL + U ) − K. Thus the
experimenter continues at all beliefs when K + U < λ(RL + U ).
If the experimenter continues forever, we can derive an explicit formula
for the experimenter’s value function at each belief:
Z
Z(pˆ0 ) =

∞


e−ρt −K + λEp̂0 [Rt ] dt

(D.7)

0

where
Ep̂0 [Rt ] = p̄t (pˆ0 , t) [RH − RL ] + RL
So we can rewrite the value function as:
Z

∞


e−ρt −K + λp(p̂0 , t) [RH − RL ] + λRL dt
0

λ RL + q̄(RH − RL ) − K λ(p̂0 − q̄)(RH − RL )
=
+
ρ
ρ + qH + qL

Z(p̂0 ) =

(D.8)

Note that this value function is identical to one in which the agent
simply receives payoffs of size λRH and λRL depending on the state of the
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economy, and does not face the Poisson process. Thus we can consider, when
K + U < λ(RL + U ), that the agent faces a continuous stream of payoffs after
he scales the project. In addition, the value at the time of scaling is linear in
the belief about the state of the economy, p̂0 .
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D.4

The Option to Delay
In this section, I consider the addition of the option of temporary delay

(or shutdown) or experiment after the first payoff and before scaling or exit.
The setup is the same as in the model in Chapter 4 except at any date after the
first arrival of a payoff and before the experimenter’s irreversible scaling/exit
decision, the experimenter makes an addition decision about whether to delay.
The experimenter chooses a policy at ∈ {0, 1} where at = 1 if the experimenter
pays cost k to experiment at time t and at = 0 if the experimenter costlessly
delays. The experimenter also chooses an exit/scaling time T .
The findings are simple. After the first payoff, the experimenter never
uses his option to delay when his belief is above the long-run average probability of the high state (q̄) because it is always better to just take an action
immediately than to delay and then to take it. In addition, the experimenter
never switches from an experimentation strategy to a delay strategy unless he
sees a payoff. That is, the experimenter never chooses a strategy of the form
“experiment until time T , then if no payoff has arrived, wait until time T 0 > T
to scale (or exit)”. The reason is that whenever it is optimal to experiment
with the belief below the long-run probability of the high state for a short
interval ∆t, then it is also better to experiment than to delay for the next
short interval.
Thus the results restrict the use of delay by the experimenter, after
the first payoff, to the following scenario: it is possible that the experimenter
delays for a time T 0 until he becomes more optimistic about the state, and
138

then begins to experiment (or immediately scales). This tells us that observed
behavior involving “patent sitting” (choosing not to sell or use a patent for a
significant period of time after a patent has been filed) is reserved for patents
with low perceived probability of use in the near future. I do not claim to
explain “patent trolling,” (buying up patents only to license or sell them to
others), on the other hand, because there is a clear game theoretic component
to that behavior that is not captured in this model.
The experimenter’s stopping and experimentation problem can be written as follows:
Z
V (p̂0 ) =

T

at e

sup
T ≥0,{at }T
0

"

Z

+ 1−

−(ρ+λ)t



h
i
−k + Ep̂0 rt + V p(p̂0 , t|rt )
dt (D.9)

0

#

T
−λt

at λe

dt e

−ρT

n
o
max U, Z p̄(p̂0 , T ) .

0

The changes from the main model are intuitive. The experimenter has some
probability of receiving rt and getting continuation value V only at the times at
which he experiments. In addition, whenever he delays instead of experiments,
he increases the likelihood he will reach his stopping date T and exit/scale.
Proposition D.4. V (p̂0 ) is weakly increasing in p̂0 .
∗

Proof. Suppose that p0 < p00 . Let T ∗ (p0 ), {a∗t (p0 )}Tt=0 denote the optimal policy
at the belief p0 . Suppose that an experimenter with belief p00 chooses the
∗

policy T ∗ (p0 ), {a∗t (p0 )}Tt=0 , which may be suboptimal. The expected payoff at
the time, t̂, of an arrival is p̄(p00 , t̂)(rH − rL ) + rL > p̄(p0 , t̂)(rH − rL ) + rL . The
expected payoff if the agent exits at T ∗ is U for both beliefs, and the expected
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payoff if the agent scales at each belief is Z(p̄(p00 )) > Z(p̄(p0 )). In addition, it
∗

is clear that choosing the optimum T ∗ (p00 ), {a∗t (p00 )}Tt=0 can only improve the
value function and thus V (p00 ) ≥ V (p0 ).
It is thus clear that the experimenter never delays when his belief is
above q̄. The value of the strategy “delay until time T and then take the
optimal action” is strictly dominated by taking that same action immediately,
whether the action is exit, scaling or starting to experiment, because V is
strictly increasing in p and the belief is declining as the experimenter delays
when p > q̄.
Now suppose that the experimenter’s belief is p < q̄. The experimenter
never delays and then starts experimenting. To see why, consider a small
period of time ∆t during which the experimenter chooses to experiment and
where this increment of time is strictly earlier than the exit/scaling date T .
Then it must be true that


Z ∆t
h
i
−(ρ+λ)t
e
−k + Ep̂0 rt + V p(p̂0 , t|rt )
dt
0
"
#
Z ∆t
n
o
+ 1−
λe−λt dt e−ρT max U, Z p̄(p̂0 , T )
0

n
o
≥ e−ρT max U, Z p̄(p̂0 , T )
or equivalently
Z

∆t
−(ρ+λ)t



h


i

−k + Ep̂0 rt + V p(p̂0 , t|rt )
dt
"Z
#
n
∆t
o
−
λe−λt dt e−ρT max U, Z p̄(p̂0 , T ) ≥ 0.
e

0

0
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Note that the first element can only be increasing in p and the second element
is composed of a stationary probability of an arrival in a fixed interval and a
piece that does not depend on p. Thus, the inequality holds a bit in the future
when p is increasing, as when p < q̄. Thus the only remaining possible use of
the delay is to delay before experimenting when the belief is very low.
It is clear that the same logic does not necessarily apply in the time
before the first arrival of a payoff. The belief may drift out of the waiting region
if the agent become sufficiently pessimistic about the quality of the project,
while his belief in the state of the economy is below the long-run probability of
the high state. If the waiting region is large enough, the experimenter may find
that his belief about the state of the economy then improves rapidly when he
pauses his work, while his belief about the quality remains unchanged. Thus
the experimenter may reach the boundary of the stopping region, allowing
the experimenter to start working again because his improving belief about
the economy outpaces his growing pessimism about the project. Let p̄∗ (π)
denote the function which describes the boundary of the waiting region. If
dp̄∗ (π)
t

>

dp̄t / dt
dπt / dt

then the belief in quality increases fast relative to the boundary

and to the change in π and the experimenter may re-enter the experimentation
region after a pause.
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