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Abstract

This paper introduces a scale invariant version of the original Probabilistic Neural
Network (PNN) proposed by Specht [1] with the added functionality of allowing for
smoothing along multiple dimensions. By using a general multivariate gaussian ker-
nel for density estimation, the pattern units are scale invariant while accounting for
covariances within the data set. Additionally, an optimization procedure for selecting
elements of a smoothing matrix is detailed. Finally, a condensed version of the Scale
Invariant PNN (SPNN) is proposed, which can be used for latent class analysis. An
implementation of the SPNN is written in the R statistical programming language and
is available on CRAN under the package name spnn.

PNN

The original probabilistic neural network introduced by Specht [1][6] uses a Parzen kernel
method [2][3] and a single smoothing parameter to estimate probability densities for classi-
fication. In contrast to the original PNN, an Adaptive PNN [5] uses a separate smoothing
parameter corresponding to each input factor. The new proposed Scale Invariant Probabilis-
tic Neural Network, applied with smoothing matrix optimization, can improve classification
accuracy by allowing for smoothing in multiple dimensions while accounting for covariances
within the data set.

Benefits of using PNN:

(a) Training time can be much faster than back propagation;
(b) The decision surfaces can approach Bayes optimality;
(c) Erroneous samples are tolerated;
(d) Sparse samples are adequate for network performance;
(e) For time-varying statistics, old patterns can be quickly overwritten with new patterns.

Drawbacks of using PNN:

(a) The entire training set must be stored and used during testing;
(b) The amount of computation necessary to classify an unknown point is proportional to
the size of the training set. This is because it requires one hidden pattern unit for each
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training pattern.

The original PNN uses a Parzen kernel method with a single smoothing parameter [1]. It
maps input data into the pattern layer, which contains a single pattern unit for each observed
pattern. Output from the pattern layer is then aggregated by class within the summation
layer. Then, these aggregated outputs are used to estimate the probability density of each
category. This process, from input to final probability estimate, is represented by the fol-
lowing group of equations:

The ith pattern unit for class k is given by:

δk,i =
(X−Xk,i)(X−Xk,i)

>

σ2

Zk,i = e−0.5δk,i

For each class k, the pattern layer outputs are aggregated by summation units:

fk(X) =
1

2πp/2σp
· 1

Nk

·
N∑
i=1

Zk,i

The final output layer maps the aggregates for each category fk(X) into probability estimates
of an observation pattern X belonging to each respective class. The probability estimate for
class k is given by:

Pk(X) =
fk(X)∑K
j=1 fj(X)

Zk,i = ith pattern unit for group of category k
X = input pattern vector
Xk,i = ith pattern vector for group of category k
σ = smoothing parameter
p = number of input factors
fk(X) = pattern layer output for class k given input vector X
Nk = the total number of training patterns in class k
Pk(X) = estimated probability of class k given input vector X
K = total number of categories or classes
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SPNN

Typically, within each PNN pattern unit, there is a distance measure or norm. The most
common of these norms are the `1 norm, also called the taxicab metric or Manhattan dis-
tance; the `2 norm, also called the Euclidean norm, which gives distances that are rotation
invariant; and the `∞ or supremum norm, which is relevant to bounded functions. For the
original PNN, a smoothed `2 norm is used within each pattern unit. This distance measure
can be altered to suit a given classification problem.

General `p norm:

‖x‖p =
∑n

i=1 |x|p
 1

p

Although the complexity of a full covariance matrix may be unnecessary for many problems,
it can boost classification accuracy in the case of complex financial data sets. The use of
a general multivariate gaussian kernel is posited, which utilizes a squared Mahalanobis dis-
tance measure within each pattern unit. In contrast to the `1 or `2 norm, this measure is
scale invariant and accounts for covariances within the data set.
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Using the squared Mahalanobis distance measure, the ith pattern unit for class k is given by:

δk,i = (X−Xk,i)Σ
−1(X−Xk,i)

>

Zk,i = e−0.5δk,i

δk,i = Mahalanobis distance measure
Zk,i = ith pattern unit for group of category k
X = input pattern vector
Xk,i = ith pattern vector for group of category k
Σ−1 = precision matrix

For each class k, the pattern layer outputs are aggregated by summation units:

fk(X) =
1

|2πΣ|0.5
· 1

Nk

·
N∑
i=1

Zk,i

fk(X) = pattern layer output for class k given input vector X
Σ = covariance matrix of training patterns
|2πΣ| = the determinant of the product of 2π and the covariance matrix
Nk = the total number of training patterns in class k
Zk,i = ith pattern unit for subgroup of class k

Then, the probability for class k is estimated by:

Pk(X) =
fk(X)∑K
j=1 fj(X)

Pk(X) = estimated probability of class k given input vector X
K = total number of categories or classes
fk(X) = summation layer output for class k given input vector X

Optimization

Without any optimization, the covariance of the training set is input for Σ. In the spnn
package, the optionality of using a custom optimized sigma or alpha matrix is included.
These two input matrices are not intended to be used simultaneously. Instead, they rep-
resent two different ways of approaching the SPNN optimization problem. The first is to
specify the sigma matrix to use in place of the default covariance matrix. With this method,
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elements of the covariance matrix are adjusted or ‘smoothed’ directly using a custom opti-
mization routine. The second method, which may seem relatively convoluted, uses a separate
smoothing matrix alpha. Instead of only using the default covariance matrix for smoothing,
the input matrix Σ is given by the Hadamard or element-wise product of the alpha matrix
A and the sample covariance matrix represented by Σc.

Σ = A ◦Σc

A = smoothing matrix with elements αij
Σc = covariance matrix of training patterns
Σ = input matrix for estimation of fk(X)

In a sense, by optimizing the elements αij of the alpha smoothing matrix with respect to
some loss function, the objectives of factor selection and network training are condensed into
a single optimization problem. If all elements αij are set to 1, then the resulting network
is equivalent to the SPNN without optimization, which simply uses the covariance matrix
for Σ. As an aside, if A is an identity matrix, then the SPNN is equivalent to an Adaptive
PNN [5], which selects a single smoothing parameter corresponding to each input factor.
Optimizing either the sigma or alpha matrices sacrifices fast training time in exchange for
improved classification accuracy.

Most machine learning classification applications use the average log loss or cross-entropy
loss function for performance evaluation. Letting Pki(X) represent the estimated probability
of the correct category k from the ith input pattern vector, the cross-entropy loss function
is:

L(X) =
1

N

N∑
i=1

−log[Pki(X)]

Given an n × n alpha matrix, the unconstrained optimization problem involves n2 choice
parameters. For most applications, an asymmetric smoothing matrix is unnecessary. Impos-
ing a symmetric constraint reduces the number of choice parameters, which linearly affects
computation time. If a symmetric constraint is imposed on the smoothing matrix, then the
number of choice parameters is effectively reduced to n(n+1)

2
.

In the case of a quasi-convex error, stochastic gradient descent can be used to optimize
the smoothing matrix. If the loss function topology is pseudo-convex, stochastic gradient
descent can still result in a reasonable locally optimal solution [12]. Mini-Batch Stochastic
Gradient Descent can be used to speed up optimization and avoid the common problem
of over-fitting [11]. Mini-Batch SGD works by randomly sampling small subsamples of the
training set, which are used to estimate the gradient at each iteration. At the end of each
iteration, the estimated gradient is applied to update the model parameters using a dynamic
gain γt = γ0(1 + λγ0t)

−1. Adjusting this gain parameter at each iteration can improve the
convergence rate [10]. Given the estimated gradient ∇αt at iteration t, the smoothing matrix
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parameters α are updated by:

αt+1 = αt − γt∇αtL(X)

For problems with complex error topologies, other metaheuristics like genetic algorithms or
particle swarm optimization can help in avoiding saddle points or sharp minimizers.

Condensed SPNN

In some cases, clustering can be used to reduce the number of pattern units Zk,i, the number
of choice parameters, and the required computation time. In the extreme case, the SPNN
can be fully condensed to only one pattern unit for each class. In this case, each of the pat-
tern units would require a single class reference pattern vector. Although the full training
set is used for fitting or optimizing the class reference pattern vectors, it does not need to be
stored as part of the model. In contrast to the SPNN, the cSPNN utilizes much less memory
since the full training set is not needed for testing. In some ways, the cSPNN is similar to
multi-class Linear Discriminant Analysis. Both the cSPNN and LDA use a single covariance
matrix for all categories. Additionally, both utilize the scale invariant Mahalanobis distance
measure. The cSPNN is represented by the following group of equations:

δk = (X−Xk)Σ
−1(X−Xk)

>

Zk = e−0.5δk

δk = Mahalanobis distance measure
Zk = kth pattern unit for category k
X = input pattern vector
Xk = kth reference pattern vector for category k
Σ−1 = precision matrix

Unlike the SPNN, a cSPNN does not require a summation layer. Instead, pattern layer
outputs are mapped directly into the output layer with final class probabilities estimated by:

Pk(X) =
Zk(X)∑K
j=1 Zj(X)

Pk(X) = estimated probability of class k given input vector X
K = total number of categories or classes
Zk(X) = pattern layer output for class k given input vector X
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If the target classification is not explicitly known, condensed SPNNs can be used for latent
class analysis. Even without the labeled class of each training pattern, the elements of each
category reference vector Xk can be optimized with respect to a given loss function. The
only prior information required for training is the set of possible categories.

Future Research

It would be interesting to compare the classification performance of an SPNN or cSPNN to
that of a deep architecture feed forward neural network [7] using a soft-max output layer
and dropout [8]. Additionally, future research could evaluate the application of evolutionary
metaheuristics or Standard PSO [9] to parameter optimization. Lastly, it may be worth
investigating different covariance matrices or alpha matrices for each category.
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