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The goal in Learning to Rank (LETOR) is to learn to order a novel set of

items, given training data comprising sets of items and their orderings. There are

three important problems in LETOR: capturing individual item relevance, using

item interaction information to diversify rankings and aggregating ranked lists. The

�rst has been the subject of considerable recent work; this dissertation contributes

to the latter two.

LETOR is a key component in Information Retrieval (IR) systems. IR ap-

proaches �rst select relevant items using naïve but scalable strategies, then apply

sophisticated LETOR algorithms to re-rank them before user presentation. Most
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existing LETOR approaches assign scores to each item independently of the other

retrieved items and simply rank them according to these scores. These methods are

described as listwise in the literature but we �nesse these as pointwise ranking func-

tions being used with listwise losses. However sophisticated such an approach may

be, it can never hope to diversify rankings if it does not take interactions between

items into account at test time.

Our contributions are as follows: we introduce listwise ranking functions

(LRFs) and a corresponding representation theorem. Then, we discuss a listwise

boosting procedure for combining LRFs, and analyze boostability, weak-learnability

in this context. Motivated by empirical concerns, we introduce and address the

problem of learning a �best� surrogate function from among those consistent with an

underlying metric, i.e. one most suited to the data distribution. We study funda-

mental limitations of unsupervised rank aggregation procedures by connecting them

to impossibility results in social choice theory, namely Arrow's theorem, and consider

relaxed variants of social choice axioms. Towards the aim of modeling ranking and

diversity in a �exible manner, we study how to handle ranking factors in Graphical

Models and test these ideas empirically in an oceanographic �oat-tracking problem

which requires ranking as a key component.

The ideas presented in this dissertation are supported by experiments primar-

ily on MSLETOR datasets; we conclude with thoughts on the limitations of these

datasets for learning LRFs and propose directions for the future.
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Chapter 1

Background and Introduction

Supervised machine learning is a statistical approach to Arti�cial Intelligence, i.e. we

use data to mimic intelligent behavior. As training data, we are given a set of objects

represented by feature vectors and corresponding �ground truth� predictions for each

object. The goal of learning is to �nd a function/mapping from the feature space

to the prediction space which can then be applied to a novel object (the test data)

to obtain a corresponding prediction. The most well-understood machine learning

tasks of classi�cation and regression respectively correspond to the prediction space

being a �nite set or subspace of Rm (commonly an interval on the real line). This

dissertation addresses some concerns that arise when the prediction space is the more

complex space of permutations.

In the literature, this problem is called Learning to Rank (LETOR) and

has been studied in the context of Information Retrieval (IR) with applications to

ranking for search engines and recommendation systems. For a user query, a set of

documents is �rst retrieved using naïve strategies by an upstream IR system and

then more sophisticated machine-learned LETOR algorithms are used to reorder

this set so that the most relevant documents are highlighted to the user, typically

presenting them as a list. We address the following fundamental question in this

dissertation: how can we meaningfully represent and learn a function which takes as

its argument a set of documents and gives as output a corresponding ordered set, or

equivalently, a permutation/ranking over the documents?

As the prediction class is made more complex, the evaluation metric used to

compare predictions made by a learning algorithm to the ground truth gains prime
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importance. Classi�cation tasks use a 0-1 metric, 0 if two objects match exactly and

1 otherwise while regression tasks use a Euclidean distance metric. Naïvely penaliz-

ing permutations, the outputs of a LETOR procedure, in a 0-1 manner, i.e. severely

punishing any deviation from the ground truth permutation, may be too strict and

might hamper learning. More �exible metrics on permutations include the Hamming

distance (the number of identical positions) or Kendall-tau distance (the number of

pairwise disagreements). However, the LETOR problem contains additional struc-

ture that must also be exploited: user studies indicate that user pay more attention

to the top of the list, and that they may also be interested in diversity and cover-

age, i.e. the presented documents should be on di�erent topics and should cover all

potential results. To soften the gradation between predicted permutations, smooth

real-valued loss functions called surrogates are used to approximate the underlying

evaluation metric.

The majority of existing work in LETOR can be understood as studying the

properties of various evaluation metrics and loss functions. A popular suggested

classi�cation for LETOR losses [Liu, 2009] distinguishes them as either pointwise,

pairwise or listwise. Pointwise losses encourage the learning algorithm to predict the

relevance for each document accurately but do not directly consider the placement,

i.e. relative or absolute position, of the document in the �nal ranked list. Pairwise

losses evaluate the learner based on how well it maintains pairwise relationships

between documents. Listwise losses are the most general and consider the entire

ranked list output by the algorithm.

A further classi�cation that we consider in this dissertation distinguishes be-

tween listwise losses that take into account only the absolute positions of various

documents in the list such as NDCG and those that model interactions between

documents such as diversity metrics (or diversity among the top items). The former

are closer to pointwise losses in that the optimal rankings can still be obtained in a

pointwise manner, i.e. if we were to use a pointwise loss that correctly predicted the

relevance for each document, the optimal ranking can still be obtained by simply

sorting the documents by their relevances to obtain the desired ranking. Thus, in

the limit of in�nite data, the optima of a pointwise loss and a listwise loss may coin-

cide or almost coincide, modulo considerations such as noisy (i.e. inaccurate) labels,

limited training data, truncation (listwise losses such as Precision@k are essentially

pointwise but give special consideration to the top-k documents) or normalization

2



(as in NDCG, see Chapter 3 or Ravikumar et al. [2011] for details). The latter,

however, are �truly listwise� in that they require the learner to model interactions

between documents.

In Chapter 2, we point out that the literature does not adequately distinguish

between the loss functions and ranking functions, particularly where listwise losses

are involved. We introduce listwise ranking functions (LRFs) as the Bayes optimizers

of listwise losses popular in the LETOR literature and distinguish them from point-

wise ranking functions (PRFs), which prior work implicitly uses. A PRF assigns a

score to each document independently of the other documents, i.e. it is a function

only of that document. An LRF, on the other hand, scores a document based on its

own features but also takes the other documents into account. We show that while

PRFs are empirically adequate for the nominally listwise losses such as NDCG, they

are still theoretically required, and do provide some empirical gain, however small.

We point out that most state of the art LETOR approaches that are referred to

as listwise methods in the literature use listwise losses but with PRFs. Thus, they

are considering the listwise nature of the problem while training (by using a listwise

loss) but ignoring it at test time, by assigning scores to each document individually.

This train-test discrepancy implies that these methods are not truly listwise.

An LRF that takes a set of documents to an ordered set might seem in-

tractable to represent and learn in its full generality. We show in Chapter 2 that

a vector function coupled with a symmetry property which we call exchangeability

su�ces to represent LRFs. Such a function is equivalent to a tensor or multi-linear

operator and the symmetry property implies a natural decomposition into pairwise

terms, giving a representation theory and a novel sum-of-pairwise-product form for

LRFs. We also present experiments on the MSLETOR dataset demonstrating the

e�ectiveness of our approach.

Boosting has been found to be particularly e�ective for ranking tasks. In

Chapter 3 we introduce the idea of listwise boosting for ranking, i.e. boosting for

LRFs. We present an algorithm for NDCG-consistent boosting and propose notions

of the margin / edge of a weak learner, NDCG-boostability and weak learnability

analogous to those studied for binary classi�cation, multi-class classi�cation and

regression. We analyze our algorithm in a functional gradient descent framework

for boosting and present experimental results on the MSLETOR dataset. In light

of suboptimal empirical results for this boosting framework, we consider optimizing

3



the surrogate loss for NDCG directly, i.e. �nding the best convex NDCG surrogate

for a given dataset and present empirical results for the same, showing performance

competitive with state-of-the-art LETOR approaches, but with room for further

improvement.

In Chapter 4, we turn our focus towards an unsupervised ranking problem,

that of Rank Aggregation and discuss its relationship to a particular in�uential result

in Social Welfare theory, Arrow's Impossibility theorem. We translate the qualitative

social choice axioms to a probabilistic setting and derive quantitative forms for some

classical Social Welfare Theory results. We discuss relaxations for these axioms

based on a notion of margin and show that Arrow's Impossibility theorem can then

be relaxed to a possibility theorem. We present a general framework for analyzing

the losses used for Rank Aggregation in terms of our quantitative axioms and analyze

the class of positional scoring losses in detail. We show a surprising result, but one

supported both by prior literature in other contexts and by prior empirical results,

that the popular Borda Count algorithm is optimal w.r.t. our relaxed axioms. We

further explore the limitations of this optimality result by demonstrating empirically

that it may not hold for speci�c distributions, .

Chapter 5 describes work collaboratively performed during this PhD on a

problem from Oceanography, that of tracking a moving �oat in the ocean, which due

to technical limitations on the �oat, bears some similarity to the ranking problem.

The tracking component of this chapter is not directly relevant to this dissertation,

but we include it for completeness. We propose a Graphical model approach for this

tracking problem since it can handle problem-speci�c features in a neat manner. A

key contribution of this chapter is the inclusion of a novel high-order min-factor to

the graphical model. Large factors in graphical models can make message passing

expensive, because an n-dimensional integral may needs to be computed for certain

messages. We show that for this particular factor, this is not the case and that

approximate inference is feasible and accurate. We present experimental results

showing high agreement with hand-labelled data, potentially saving hundreds of

expert-hours used for this labeling.

We conclude pointing out further directions for future work in Chapters 6

and 7.
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Chapter 2

A Representation Theory for

Ranking Functions

2.1 Introduction

A permutation-valued function, also called a ranking function, outputs a ranking

over a set of objects given features corresponding to the objects, and learning such

ranking functions given data is becoming an increasingly key machine learning task.

For instance, tracking a set of objects given a particular order of uncertain sensory

inputs involves predicting the permutation of objects corresponding to the inputs at

each time step. Collaborative �ltering and recommender systems can be modeled as

ranking movies (or other consumer objects). Extractive document summarization

involves ranking sentences in order of their importance, while also taking diversity

into account. Learning rankings over documents, in particular, has received con-

siderable attention in the Information Retrieval community, under the sub�eld of

�learning to rank�. The problems above involve diverse kinds of supervision and di-

verse evaluation metrics, but with the common feature that the object of interest is

a ranking function, that when given an input set of objects, outputs a permutation

over the set of objects. In this chapter, we will consider the standard generalization

of ranking functions which output a real-valued score vector, which can be sorted to

�This chapter is adapted from Pareek and Ravikumar [2014], where the dissertation author
was the primary author. The second author, Pradeep Ravikumar, also the co-supervisor of this
dissertation's committee, played a supervisory role
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yield the desired permutation.

The tasks above then entail learning a ranking function given data, and given

some evaluation metric which captures the compatibility between two permutations.

These evaluation metrics are domain-speci�c, and even in speci�c domains such as

information retrieval, could be varied based on actual user preferences. Popular IR

evaluation metrics for instance include Mean Average Precision (MAP), Expected

Reciprocal Rank (ERR) [Chapelle et al., 2009] and Normalized Discounted Cumu-

lative Gain (NDCG) [Järvelin and Kekäläinen, 2000]. A common characteristic of

these evaluation loss functionals are that these are typically listwise: so that the

loss evaluates the entire set of scores assigned to all the objects in a manner that

is not separable in the individual scores. Indeed, some tasks by their very nature

require listwise evaluation metrics. A key example is that of ranking with diver-

sity [Carbonell and Goldstein, 1998], where the user prefers results that are not only

relevant individually, but also diverse mutually; searching for web-pages with the

query �Jaguar� should not just return individually relevant results, but also results

that cover the car, the animal and the sports team, among others. Chapelle et al.

[2011] also mention ranking for diversity as an important future direction in learning

to rank. Other fundamentally listwise ranking problems include pseudo-relevance

feedback, topic distillation, subtopic retrieval and ranking over graphs (e.g.. social

networks) [Qin et al., 2008].

While these evaluation/loss functionals (and typically their corresponding

surrogate loss functionals as well) are listwise, most parameterizations of the rank-

ing functions used within these (surrogate) loss functionals are typically pointwise,

i.e. they rank each object (e.g. document) independently of the other objects. Why

should we require listwise ranking functions for listwise ranking tasks? Pointwise

ranking functions have the advantage of computational e�ciency: since these evalu-

ate each object independently, they can be parameterized very compactly. Moreover,

for certain ranking tasks, such as vanilla rank prediction with 0/1 loss or multilabel

ranking with certain losses [Dembczynski et al., 2012], it can be shown that the

Bayes-consistent ranking function is pointwise, so that one would lose statistical ef-

�ciency by not restricting to the sub-class of pointwise ranking functions. However,

as noted above, many modern ranking tasks have an inherently listwise �avor, and

correspondingly their Bayes-consistent ranking functions are listwise as well. For

instance, Ravikumar et al. [2011] show that the Bayes-consistent ranking function
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of the popular NDCG evaluation metric is inherently listwise.

There is however a caveat to using listwise ranking functions: a lack of repre-

sentation theory, and corresponding guidance to parameterizing such listwise rank-

ing functions. Indeed, the most commonly used ranking functions are linear ranking

functions and decision trees, both of which are pointwise. With decision trees, gradi-

ent boosting is often used as a technique to increase the complexity of the function

class. The Yahoo! Learning to Rank challenge [Chapelle and Chang, 2011] was

dominated by such methods, which comprise the state-of-the-art in learning to rank

for information retrieval today. It should be noted that gradient boosted decision

trees, even if trained with listwise loss functions (e.g.. via LambdaMART [Burges,

2010]), are still a sum of pointwise ranking functions and therefore pointwise rank-

ing functions themselves, and hence subject to the theoretical limitations outlined

in this chapter.

In a key contribution of this chapter, we impose a very natural assumption on

general listwise ranking functions, which we term exchangeability, which formalizes

the notion that the ranking function depends only on the object features, and not

the order in which the documents are presented. Speci�cally, as detailed further

in Section 2.3, we de�ne exchangeable ranking functions as those listwise functions

where if their set of input objects is permuted, their output permutation/score vector

is permuted in the same way. This simple assumption allows us to provide an explicit

characterization of the set of listwise ranking functions in the following form:

(f(x))i = h(xi, {x\i}) =
∑
t

Πj 6=igt(xi,xj) (2.1)

This representation theorem is the principal contribution of this chapter. We hope

that this result will provide a general recipe for designing learning to rank algorithms

for diverse domains. For each domain, practitioners would need to utilize domain

knowledge to de�ne a suitable class of pairwise functions g parameterized by w,

and use this ranking function in conjunction with a suitable listwise loss. Individual

terms in (2.1) can be �t via standard optimization methods such as gradient descent,

while multiple terms can be �t via gradient boosting.

In recent work, two papers have proposed speci�c listwise ranking functions.

Qin et al. [2008] suggest the use of conditional random �elds (CRFs) to predict the

relevance scores of the individual documents via the the most probable con�guration
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of the CRF. They distinguish between �local ranking,� which we called ranking with

pointwise ranking functions above, and �global ranking� which corresponds to listwise

ranking functions; and argue that using CRFs would allow for global ranking. Weston

and Blitzer [2012] propose a listwise ranking function (�Latent Structured Ranking�)

assuming a low rank structure for the set of items to be ranked. Both of these ranking

functions are exchangeable as we detail in Section 2.5. The improved performance

of these speci�c classes of ranking functions also provides empirical support for the

need for a representation theory of general listwise ranking functions.

We �rst consider the case where features are discrete and derive our rep-

resentation theorem using the theory of symmetric tensor decomposition. For the

more general continuous case, we �rst present the the case with three objects using

functional analytic spectral theory. We then present the extension to the general

continuous case by drawing upon De Finetti's theorem. Our analysis highlights the

correspondences between these theories, and brings out an important open problem

in the functional analysis literature.

2.2 Problem Setup

We consider the general ranking setting, where the m objects to be ranked (possibly

contingent on a query), are represented by the feature vectors x = (x1,x2, . . . ,xm) ∈
Xm. Typically, X = Rk for some k. The key object of interest in this chapter is a

ranking function:

De�nition 1 (Ranking function). Given a set of object feature vectors x (possibly

contingent on a query q), a ranking function f : Xm → Rm is a function that takes

as input the m object feature vectors, and has as output a vector of scores for the set

of objects, so that f(x) = (f1(x), . . . , fm(x)); for some functions fj : Xm → R.

It is instructive at this juncture to distinguish between pointwise (local) and

listwise (global) ranking functions. A pointwise ranking function f would score each

object xi independently, ignoring the other objects, so that each component function

fj(x) above depends only on xj , and can be written as a function fj(xj) with some

overloading of notation. In contrast, the components fj(x) of the output vector of a

listwise ranking function would depend on the feature-vectors of all the documents.
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NDCG consistent loss functions

Ravikumar et al. [2011] exhaustively characterized the set of strongly NDCG consis-

tent surrogates. First recall the de�nition of a Bregman divergenceDψ corresponding

to a strictly convex ψ as:

Dψ(p, q) = ψ(p)− ψ(q)− 〈∇ψ(p), p− q〉. (2.2)

A function h : Rm → Rm is called order preserving if xi � xj ⇒ h(xi) � h(xj).

Ravikumar et al. [2011] then showed that the set of strongly NDCG-consistent convex

surrogates can be completely characterized as:

φ(s, r) = Dψ

(
G(r)

‖G(r)‖D
, (∇ψ)−1(s)

)
, (2.3)

for some strictly convex ψ with∇ψ order preserving, and where G(t) = log(1+t) and

‖r‖D = maxπ∈Sm
∑m

j=1
|ri|

F (π(k)) . r, s are the score vectors associated with the true

and predicted rankings respectively. r is a vector of relevance labels for documents

in a list, and s are the predicted scores from the ranking function, which can be

sorted to yield the predicted ranking.

Given a set of ranking functions F = {f : Xm → Rm}, this surrogate loss

can be used to �nd the optimal ranking function over D as:

f∗ = arg minf∈FED[φ(s, f(x))] (2.4)

2.3 Representation theory

We investigate the class of ranking functions which satisfy a very natural property:

exchanging the feature-vectors of any two documents should cause their positions in

the output ranking order to be exchanged. De�nition 2 formalizes this intuition.

De�nition 2 (Exchangeable Ranking Function). A listwise ranking function f :

Xm → Rm is said to be exchangeable if f(π(x)) = π(f(x)) for every permutation

π ∈ Sk (where Sk is the set of all permutations of order k)

Letting (f1, f2, . . . , fm) denote the components of the ranking function f , we

arrive at the following key characterization of exchangeable ranking functions.
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Theorem 1. Every exchangeable ranking function f : Xm → Rm can be written as

f(x) = (f1(x), f2(x), . . . , fm(x)) with

fi(x) = h(xi, {x\i}) (2.5)

where {x\i} = {xj |1 ≤ j ≤ m, j 6= i}, and for some h : Xm → R symmetric in {x\i}
(i.e. h(y) = h(π(y)),∀y ∈ Xm−1, π ∈ Sk)

Proof. The components of a ranking function f : Xm → Rm, viz. fi(x), represent

the score assigned to each document. First, exchangeability implies that exchanging

the feature values of some two documents does not a�ect the scores of the remaining

documents, i.e. fi(x) does not change if i is not involved in the exchange, i.e. fi(x)

is symmetric in {x\i} Second, exchanging the feature values of documents 1 and i

exchanges their scores, i.e.,

fi(x1, . . . ,xi, . . . ,xn) = f1(xi, . . . ,x1, . . . ,xn) (2.6)

Thus, the scoring function for the ith document can be expressed in terms of that of

the �rst document. Call that scoring function h. Then, combining the two properties

above, we have,

fi(x) = h(xi, {x\i}) (2.7)

where h is symmetric in {x\i}.

Theorem 1 entails the intuitive result that the component functions fi of

exchangeable ranking functions f can all be expressed in terms of a single par-

tially symmetric function h whose �rst argument is the document corresponding to

that component and which is symmetric in the other documents. Pointwise ranking

functions then correspond to the special case where h is independent of the other

document-feature-vectors (so that h(xi, {x\i}) = h(xi) with some overloading of

notation) and are thus trivially exchangeable.

As the main result of this chapter, we will characterize the class of such

partially symmetric functions h, and thus the set of exchangeable listwise ranking

functions, for various classes X as

fi(x) =

∞∑
t=1

Πj 6=igt(xi,xj) (2.8)
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for some set of functions {gt}∞t=1, gt : X × X → R.

2.3.1 The Discrete Case: Tensor Decomposition

We �rst consider a decomposition theorem for symmetric tensors, and then through

a correspondence between symmetric tensors and symmetric functions with �nite

domains, derive the corresponding decomposition for symmetric functions. We then

simply extend the analysis to obtain the corresponding decomposition theorem for

partially symmetric functions.

The term tensor may have connotations (from its use in Physics) with regards

to how a quantity behaves under linear transformations, but here we use it only to

mean �multi-way array�.

De�nition 3 (Tensor). A real-valued order-k tensor is a collection of real-valued

elements Ai1,i2,...,ik ∈ R indexed by tuples (i1, i2, . . . , ik) ∈ X k.

De�nition 4 (Symmetric tensor). An order-k tensor A = [Ai1,i2...,ik ] is said to be

symmetric i� for any permutation π ∈ Sk,

Ai1,i2,...,ik = Aiπ(1),iπ(2),...,iπ(k) . (2.9)

Comon et al. [2008] show that such a symmetric tensor (sometimes called

supersymmetric since it is symmetric w.r.t. all dimensions) can be decomposed into

a sum of rank-1 symmetric tensors, where a rank-1 symmetric tensor is a k-way outer

product of some vector v (we will use the standard notation ⊗ to denote an outer

product u⊗ v ⊗ · · · ⊗ z = [uj1vj2 . . . zjk ]j1,...,jk).

Proposition 1 (Decomposition theorem for symmetric tensors [Comon et al., 2008]).

Any order-k symmetric tensor A can be decomposed as a sum of k-fold outer product

tensors as follows:

A =
∞∑
i=1

⊗kvi (2.10)

The special matrix case (k = 2) of this theorem should be familiar to the

reader as the spectral theorem. In that case, the vi are orthogonal, the smallest such

representation is unique and can be recovered by tractable algorithms. In the general

symmetric tensor case, the vi are not necessarily orthogonal and the decomposition
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need not be unique; it is however �nite [Comon et al., 2008]. While the spectral

theory for symmetric tensors is relatively straightforward, bearing similarity to that

for matrices, the theory for general non-symmetric tensors is nontrivial: we refer the

interested reader to [Qi, 2012, Kolda and Bader, 2009, De Lathauwer et al., 2000].

However, since we are interested not in general non-symmetric tensors, but partially

symmetric tensors, the above theorem can be extended in a straightforward way in

our case as we shall see in Theorem 2.

Our next step involves generalizing the earlier proposition to multivariate

symmetric functions by representing them as tensors, which then yields a corre-

sponding spectral theorem of product decompositions for such functions. In partic-

ular, note that when the feature vector of each document takes values only from a

�nite set X , of size |X |, a symmetric function h(x1,x2, . . . ,xm) can be represented

as an order-m symmetric tensor H where Hv1v2...vm = h(v1,v2, . . . ,vm) for vi ∈ X .
We can thus leverage Proposition 1 to obtain the result of the following proposition:

Proposition 2 (Symmetric Product decomposition for multivariate functions (�nite

domain)). Any symmetric function f : Xm → R for a �nite set X can be decomposed

as

f(x) =
T∑
t=1

Πjgt(xj), (2.11)

for some set of functions {gt}Tt=1, gt : X → R, T <∞

In the case of ranking three documents, each fi assigns a score to document i

taking the other document's features as arguments. fi then corresponds to a matrix

and the functions gt correspond to the set of eigenvectors of this matrix. In the

general case of ranking m documents, fi is an order m − 1 tensor and gt are the

eigenvectors for a symmetric decomposition of the tensor.

Our class of exchangeable ranking functions corresponds to partially symmet-

ric functions. In the following, we extend the theory above to the partially symmetric

case.

Theorem 2 (Product decomposition for partially symmetric functions). A partially

symmetric function h : Xm → R symmetric in x2, . . . ,xm on a �nite set X can be

decomposed as

h(x1, {x\1}) =
T∑
t=1

Πj 6=1gt(x1,xj) (2.12)
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for some set of functions {gt}Tt=1, gt : X × X → R, T <∞.

We extend the symmetric tensor decomposition to the partially symmetric

case. We �rst de�ne the notion of a partially symmetric tensor:

De�nition 5 (Partially symmetric tensor). An order-k tensor A is said to be par-

tially symmetric w.r.t the �rst index i� for any σ ∈ Sk−1

Ai1i2...ik = Ai1i(σ(1)+1)...i(σ(k−1)+1), (2.13)

for any (i1, i2, . . . , ik) ∈ X k.

We now extend Proposition 1 to provide a decomposition for partially sym-

metric tensors.

Proposition 3 (Pairwise decomposition for partially symmetric tensors). Any ten-

sor A partially symmetric in indices i2, i3, . . . , im can be decomposed in terms of

order-2 tensors V j as

A =
∑
j

[V j
i1,i2

V j
i1,i3

, . . . , V j
i1,im

], (2.14)

Proof. For each �xed value of i1 = a ∈ X , Proposition 2 implies that there is an

outer product decomposition, say Aa,... =
∑

j ⊗kva,j . Then, for each j, we can

concatenate the {va,j}a into an order-2 tensor as Vi1=a,i2 = va,i2 , and we will end up

with a number of terms maxa rank(Aa,...). Since these ranks are all �nite, the �nal

decomposition is �nite.

Theorem 2 (decomposition for partially symmetric functions) then follows as

the functional counterpart of this Proposition 3 (decomposition for partially symmet-

ric tensors); just as Proposition 2 (decomposition for symmetric functions) followed

as the functional counterpart of Proposition 1 (decomposition for symmetric tensors).

Remarks:

� To the best of our knowledge, the study of partially symmetric tensors and their

decompositions as above has not been considered in the literature. Notions

such as rank and best successive approximations would be interesting areas for

future research.
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� The tensor view of learning to rank gives rise to a host of other interesting

research directions. Consider the learning to rank problem: each training

example corresponds to one entry in the resulting ranking tensor. A candidate

approach to learning to rank might thus be tensor-completion, perhaps using

a convex nuclear tensor norm regularization (e.g. [Gandy et al., 2011]).

2.3.2 The Continuous Case: Functional Analysis and De Finetti's

Theorem

In this section, we generalize the results of the previous section to the more real-

istic setting where the feature space X is compact. The extension to the partially

symmetric case from the symmetric one is similar to that in the discrete case and is

given as Theorem 4 in Section 2.3.2, so we discuss only decomposition theorems for

symmetric functions below.

Argument via Functional Analytic Spectral Theorem

We �rst recall some key de�nitions from functional analysis [Reed and Simon, 1980,

pp.203]. A linear operator T is bounded if its norm ‖T‖ = sup‖x‖=1 ‖Tx‖ is �nite. A
bounded linear operator T is self-adjoint if T = T ∗, where T ∗ is the adjoint operator.

A linear operator A from a Banach space X to a Banach space Y is compact if it

takes bounded sets in X into relatively compact sets (i.e. whose closure is compact)

in Y.
The Hilbert-Schmidt theorem [Reed and Simon, 1980] provides a spectral

decomposition for such compact self-adjoint operators. Let A be a compact self-

adjoint operator on a Hilbert space H. Then, by the Hilbert-Schmidt theorem, there

is a complete orthonormal basis, {φn}, for H so that Aφn = λnφn and λn → 0 as

n→∞. A can then be written as:

A =

∞∑
n=1

λnφn〈φn, ·〉. (2.15)

We refer the reader to Reed and Simon [1980] for further details. The com-

pactness condition can be relaxed to boundedness, but in that case a discrete spec-

trum {λn} does not exist, and is replaced by a measure µ, and the summation in

the Hilbert-Schmidt theorem 3 is replaced by an integral. We consider only compact
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self-adjoint operators in this chapter.

In the following key theorem, we provide a decomposition theorem for bivari-

ate symmetric functions

Theorem 3 (Product decomposition for symmetric bivariate functions). A sym-

metric function f(x,y) ∈ L2(X ×X ) corresponds to a compact self-adjoint operator,

and can be decomposed as

f(x,y) =
∞∑
t=1

λtgt(x)gt(y),

for some functions gt ∈ L2(X ), λt → 0 as t→∞

The above result gives a corresponding decomposition theorem (via Theo-

rem 4) for partially symmetric functions in three variables. Extending the result to

beyond three variables would require extending this decomposition result for linear

operators to the general multilinear operator case. Unfortunately, to the best of our

knowledge, a decomposition theorem for multilinear operators is an open problem

in the functional analysis literature. Indeed, even the corresponding discrete tensor

case has only been studied recently. Instead, in the next section, we will use a result

from probability theory instead, and obtain a proof for our decomposition theorem

under additional conditions.

Extension to Partially Symmetric functions for compact X Similar to the

discrete case, we can show that a decomposition theorem for multivariate symmet-

ric functions leads to a corresponding pairwise partially symmetric decomposition

theorem:

Theorem 4 (Product decomposition for partially symmetric functions). A partially

symmetric function h : Xm → R symmetric in x2, . . . ,xm on a bounded set X can

be decomposed as

h(xi, {x\i}) =
∑
t

Πj 6=igt(xi,xj) (2.16)

for some set of functions {gt}∞t=1, gt : X × X → R

Proof. For a �xed a and xi = a, we have from theorem 3, since h(xi = a, {x\i}) is a
symmetric function and h(xi = a, {x\i}) =

∑
t Πj 6=igt,a(xj). We overload notation
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and de�ne gt(xi = a,xj) = gt,a(xj) and obtain a pairwise decomposition for h.

Proof of Theorem 3

Theorem 5 (Symmetric Product decomposition for symmetric pairwise functions).

A continuous symmetric function f(x, y) ∈ L2(X × X ) corresponds to a compact

self-adjoint operator A, and can be decomposed as

f(x, y) =
∑
t

λtgt(x)gt(y),

for some functions gt ∈ L2(X ), λt → 0 as t→∞

Proof. A continuous symmetric function f(x, y) ∈ L2(X × X ) corresponds to a

Hilbert-Schmidt linear operator: (Ag)(x) =
∫
f(x, y)g(y)dµ(y). From Theorem

VI.23 in Reed and Simon [1980] on Hilbert-Schmidt operators, A is compact. It

can be easily shown that A is symmetric; since f is L2, A is also bounded; so that

it follows that A is a bounded self-adjoint operator. Thus, the Hilbert Schmidt the-

orem applies, and we obtain a spectral decomposition for A. Noting that f in turn

can be expressed in terms of the operator as f(x, y) = 〈x,A(y)〉 = 〈A(x), y〉, yields
the corresponding decomposition for f as

f(x, y) =
∑
t

λtφt(x)φt(y),

where {φn} is a complete orthonormal basis for L2(X ) and λt → 0 as t→∞

For the purposes of this chapter, we note that that this functional analytic

approach is a potential line of attack and that this is an open problem for functional

analysis which we will pursue in future work.

Argument via De Finetti's Theorem

In the previous section, we leveraged the interpretation of multivariate functions as

multilinear operators. However, it is also possible to interpret multivariate functions

as measures on a product space. Under appropriate assumptions, we will show that a
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De Finetti-like theorem gives us the required decomposition theorem for symmetric

measures.

We �rst review De Finetti's theorem and related terms.

De�nition 6 (In�nite Exchangeability). An in�nite sequence X1, X2, . . . of random

variables is said to be exchangeable if for any n ∈ N and any permutation π ∈ Sn,

p(X1, X2, . . . , Xn) = p(Xπ(1), Xπ(2), . . . , Xπ(n)) (2.17)

We note that exchangeability as de�ned in the probability theory literature

refers to symmetricity of the kind above, and is a distinct if related notion compared

to that used in the rest of this chapter.

Then, we have a class of De-Finetti-like theorems:

Theorem 6 (De Finetti-like theorems). A sequence of random variables X1, X2, . . .

is in�nitely exchangeable i�, for all n, there exists a probability distribution function

µ, such that ,

p(X1, . . . , Xn) =

∫
Πn
i=1p(Xi; θ)µ(dθ) (2.18)

where p denotes the pdf of the corresponding distribution

This decomposes the joint distribution over n variables into an integral over

product distributions. De Finetti originally proved this result for 0-1 random vari-

ables, in which case the p(Xi; θ) are Bsernoulli with parameter θ a real-valued random

variable, θ = limn→∞
∑

iXi/n. For accessible proofs of this result and a similar one

for the case whenXi are instead discrete, we refer the reader to [Heath and Sudderth,

1976, Bernardo and Smith, 2009]. This result was later extended to the case where

the variables Xi take values in a compact set X by Hewitt and Savage [1955]. (The

proof in Hewitt and Savage [1955] �rst shows that the set of symmetric measures is

a convex set whose set of extreme points is precisely the set of all product measures,

i.e. independent distributions. Then, it establishes a Choquet representation i.e.

an integral representation of this convex set as a convex combination of its extreme

points, giving us a De Finetti-like theorem as above.) In this general case, the pa-

rameter θ can be interpreted as being distribution-valued � as opposed to real valued

in the binary case described above. Our description of this result is terse for lack

of space, see Bernardo and Smith [2009, pp.188] for details. Thus, we derive the

following theorem:
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Theorem 7 (Product decomposition for Symmetric functions). Given an in�nite

sequence of documents with features xi from a compact set X , if a function f : Xm →
R+ is symmetric in every leading subset of n documents, and

∫
f = M < ∞, then

f/M corresponds to a probability measure and f can be decomposed as

f(x) =

∫
Πjg(xj ; θ)µ(dθ) (2.19)

for some set of functions {g(·; θ)}, g : X → R

This theorem can also be applied to discrete valued features Xi, and we

would obtain a representation similar to that obtained through tensor analysis in

Section 2.3.1. Applied to features Xi belonging to a compact set, we obtain the

required representation theorem similar to the functional analytic theory of Sec-

tion 2.3.2. However, note that De Finetti's theorem integrates over products of

probabilities, so that each term is non-negative, a restriction not present in the func-

tional analytic case. Moreover, we have an integral in the De Finetti decomposition,

while via tensor analysis in the discrete case, we have a �nite sum whose size is given

by the rank of the tensor, and in the functional analytic analysis, the spectrum for

bounded operators is discrete. De Finetti's theorem also requires the existence of

in�nitely many objects for which every leading �nite subsequence is exchangeable.

The similarities and di�erences between the functional analytic viewpoint and De

Finetti's theorem have been previously noted in the literature, for instance in King-

man's 1977 Wald Lecture [Kingman, 1978] and we discuss them in Section 2.3.3.

2.3.3 Discussion of the relationship between the di�erent analyses

� De Finetti's theorem requires the existence of in�nitely many documents for

which every leading subsequence is exchangeable and simple counterexamples

can be given for �nite exchangeable sequences [Kingman, 1978]. Consequently,

Diaconis and Freedman have considered Finite Exchangeable Sequences, and

show that while no De Finetti-like theorem can hold for �nite exchangeable

sequences, the total variational distance between the De-Finetti representation

and the true joint distribution is O( 1
n) [Diaconis and Freedman, 1980, Diaconis,

1977]. A result of this kind was also noted in Hewitt and Savage [1955, section

12].
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� The RHS of the theorem contains an integral over products of probabilities and

so, each term on the RHS is non-negative. Jaynes [1986] points out that this

non-negativity is the reason why �nite versions of the theorem do not hold.

Jaynes [1986] gives a proof for 4 variables showing that for �nite exchangeable

sequences, a decomposition always exists if negative terms are permitted. This

proof is essentially a restricted version of that of section 2.3.1 using tensor

decomposition. * Jaynes also points out a relationship between our prob-

lem and the N-representability problem which arises in physics, which we will

investigate in future work.

� Even in the discrete case, De Finetti's theorem leads to an integral, while

the tensor analysis leads us to a �nite sum whose size is given by the rank

of the matrix. Similarly, in the functional analytic literature, the spectrum

for bounded operators is discrete while that for unbounded operators has an

integral form.

� The measure µ in this theorem is independent of the n considered, i.e. unlike

the previous theorems which would apply to particular choices of n, this version

relates decompositions across di�erent n's.

2.4 Experiments

For our experiments, we consider the information retrieval learning to rank task,

where we are given a training set consisting of n queries. Each query q(i) is associated

with m documents, represented via feature vectors x(i) = (x
(i)
1 ,x

(i)
2 , . . . ,x

(i)
m ) ∈ Xm.

The documents for q(i) have relevance levels r(i) = (r
(i)
1 , r

(i)
2 , . . . , r

(i)
m ) ∈ Rm. Typ-

ically, R = {0, 1, . . . , l − 1}. The training set thus consists of the tuples T =

{x(i), r(i)}ni=1. T is assumed sampled i.i.d. from a distribution D over Xm ×Rm.
*Jaynes [1986] also discusses an extension to the compact X case, �A more powerful and abstract

approach, which does not require us to go into all that detail, was discovered by Dr. Eric Mjolsness

while he was a student of the author. We hope that, with its publication, the useful results of this

representation will become more readily obtainable�. To the best of our knowledge, this work was

not published.
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2.4.1 Ranking Loss Functionals

We are interested in the NDCG ranking evaluation metric, and hence for the ranking

loss functional, we focus on optimization-amenable listwise surrogates for NDCG;

speci�cally, a convex class of strongly NDCG-consistent loss functions introduced in

Ravikumar et al. [2011] and nonconvex listwise loss functions, ListNet [Cao et al.,

2007] and the Cosine Loss. In addition, we impose an `2 regularization penalty on

‖w‖.
Ravikumar et al. [2011] exhaustively characterized the set of strongly NDCG

consistent surrogates as Bregman divergences Dψ corresponding to strictly convex

ψ (see Section 2.2). We choose the following instances of ψ: the Cross Entropy loss

with ψ(x) = 0.01(
∑

i xi log xi−xi), the square loss with ψ(x) = ‖x‖2 and the q-norm
loss with ψ(x) = ‖x‖2q , q = log(m) + 2 (where m is the number of documents). Note

that the multiplicative factor in ψ is signi�cant as it does a�ect φ. We also use the

NDCG-consistent version of the cosine loss as described in Ravikumar et al. [2011].

2.4.2 Ranking Functions

The representation theory of the previous sections gives a functional form for listwise

ranking functions. In this section, we pick a simple class of ranking functions inspired

by this representation theory, and use it to rerank the scores output by various

pointwise ranking functions. Consider the following class of exchangeable ranking

functions f(x) where the score for the ith document is given by:

fi(x) = b(xi)Πj 6=ig(xi,xj ;w) = b(xi)Πj 6=i exp

(∑
k

wkSk(xi,xj)

)
(2.20)

where b(xi) is the score provided by the base ranker for the i-th document,

and Sk are pairwise functions (�kernels�) applied to xi and xj . Note that w = 0

yields the base ranking functions. Our theory suggests that we can combine several

such terms as fi(x) =
∑

t b(xi; vt)Πj 6=ig(xi,xj ;wt). For our experiments, we only use

one such term. A Gradient Boosting procedure can be used on top of our procedure

to �t multiple terms for this series.

Our choice of g is motivated by computational considerations: For general

functions g, the computation of (2.20) would require O(m) time per function evalu-
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ation, where m is the number of documents. However, the speci�c functional form

in (2.20) allows O(1) time per function evaluation as

fi(x;w) = b(xi)Πk(exp(wk
∑
j 6=i

Sk(xi,xj))) (2.21)

where the inner term
∑

j 6=i Sk(xi,xj) in the RHS does not depend on w and can be

precomputed. Thus after the precomputation step, each function evaluation is as

e�cient as that for a pointwise ranking function.

As the base pointwise rankers b, we use those provided by RankLib�: MART,

RankNet, RankBoost, AdaRank, Coordinate Ascent (CA), LambdaMART, ListNet,

Random Forests, Linear regression. We refer the reader to the RankLib website for

details on these.

2.4.3 Results

We use the LETOR 3.0 collection [Qin et al., 2010], which contains the OHSUMED

dataset and the Gov collection: HP2003/04, TD2003/04, NP2003/04, which respec-

tively correspond to the listwise Homepage Finding, Topic Distillation and Named

Page Finding tasks. We use NDCG as evaluation metric and show gains instead of

losses, so larger values are better.

We use the following pairwise functions/kernels {Sk}: we construct a cosine

similarity function for documents using the Query Normalized document features

for each LETOR dataset. In addition, OHSUMED contains document similarity

information for each query and the Gov datasets contain link information and a

sitemap, i.e. a parent-child relation. We use these relations directly as the kernels

Sk in (2.20). Thus, we have two kernels for OHSUMED and three for the Gov

datasets, and w is 2- and 3-dimensional respectively. To obtain the scores b for the

baseline pointwise ranking function, we used Ranklib v2.1-patched with its default

parameter values.

LETOR contains 5 prede�ned folds with training, validation and test sets. We

use these directly and report averaged results on the test set. For the `2 regularization

parameter, we pick a C from [0, 1e-5,1e-2, 1e-1, 1, 10, 1e2,1e3] tuning for maximum

NDCG@10 on the validation set. We used gradient descent on w to �t parameters.

�https://sourceforge.net/p/lemur/wiki/RankLib/
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Table 2.1: Results on OHSUMED (Re = Reranked with, RB = RankBoost,
CE=Cross Entropy, LN = ListNet, CL = Cosine Loss, MART = Multiple Addi-
tive Regression Trees)

Base Re Base Re Base Re
RB CE MART CE LN CL

ndcg@1 0.5104 0.5421 0.4760 0.4760 0.4434 0.4339
ndcg@2 0.4798 0.4901 0.4065 0.4176 0.4641 0.4729

ndcg@5 0.4547 0.4615 0.3842 0.3939 0.4327 0.4331

ndcg@10 0.4356 0.4445 0.3677 0.3671 0.4223 0.4237

Though our objective is nonconvex, we found that random restarts did not a�ect

the achieved minimum and used the initial value w = 0 for our experiments.

Since w = 0 corresponds to the base pointwise rankers, we expect the rerank-

ing method to perform as well as the base rankers in the worst case. Table 2.8

shows some results across LETOR datasets which show improvements over the base

rankers. For each dataset, we compare the NDCG for the speci�ed base rankers

with the NDCG for our reranking method with that base ranker and the speci�ed

listwise loss. (Detailed results are presented in Section 2.4.4). Gradient descent

required on average only 17 iterations and 20 function evaluations, thus the princi-

pal computational cost of this method was the precomputation for eq. (2.20). The

low computational cost and shown empirical results for the reranking method are

promising and validate our theoretical investigation. We hope that this representa-

tion theory will enable the development of listwise ranking functions across diverse

domains, especially those less studied than ranking in information retrieval.

2.4.4 Detailed Experimental Results

Tables 2.1 through 2.7 tabulate our results on various datasets. We found that the

choice of loss function does not change the results signi�cantly, so results for each

base ranker with only one loss function are shown. With the default parameter

settings for RankLib, some methods such as LambdaMART and the ListNet base

ranker over�t heavily and are excluded from these results.
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Table 2.2: Results on HP2003

Base Ranker Reranked with
MART NDCG Cross Ent

ndcg@1 0.6667 0.7333

ndcg@2 0.7667 0.7667
ndcg@5 0.7546 0.7618

ndcg@10 0.7740 0.7747

Table 2.3: Results on HP2004

Base Ranker Reranked with Base Ranker Reranked with
RankBoost NDCG q-Norm Random Forests NDCG q-Norm

ndcg@1 0.5200 0.5333 0.5467 0.5467
ndcg@2 0.6067 0.6533 0.6400 0.6533

ndcg@5 0.7034 0.7042 0.6795 0.6938

ndcg@10 0.7387 0.7420 0.7157 0.7136

Table 2.4: Results on TD2003 (Re = Reranked with, CA = Coordinate Ascent, LR
= Linear Regression, LN = ListNet, Nq = NDCG q-norm)

Base Re Base Re
CA Nq LR LN

ndcg@1 0.3500 0.3250 0.3200 0.3600

ndcg@2 0.2875 0.3375 0.3000 0.3100

ndcg@5 0.3228 0.3461 0.2916 0.2957

ndcg@10 0.3210 0.3385 0.3193 0.3141

Table 2.5: Results on TD2004 (Re = Reranked with, LR = Linear Regression, LN
= ListNet, RF = Random Forests, Ns = NDCG square)

Base Re Base Re
LR LN RF Ns

ndcg@1 0.2000 0.2000 0.5600 0.5600
ndcg@2 0.2667 0.3000 0.4667 0.4867

ndcg@5 0.2736 0.2979 0.3903 0.3939

ndcg@10 0.2545 0.2616 0.3531 0.3546
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Table 2.6: Results on NP2003

Base Ranker Reranked with Base Ranker Reranked with
MART NDCG Square Random Forests ListNet Loss

ndcg@1 0.5467 0.5600 0.6000 0.6000
ndcg@2 0.6500 0.6567 0.7167 0.7233

ndcg@5 0.7112 0.7128 0.7673 0.7697

ndcg@10 0.7326 0.7344 0.8017 0.8016

Table 2.7: Results on NP2004

Base Ranker Reranked with Base Ranker Reranked with
MART NDCG Square Linear regression ListNet Loss

ndcg@1 0.3600 0.3733 0.3000 0.3167

ndcg@2 0.4733 0.4867 0.4583 0.4583
ndcg@5 0.5603 0.5719 0.5857 0.5878

ndcg@10 0.5951 0.6102 0.6390 0.6468

Table 2.8: Results for our reranking procedure across LETOR 3.0 datasets. For each
dataset, the �rst column is the base ranker, second column is the loss function used
for reranking. (Re = Reranked with, RB = RankBoost, CA = Coordinate Ascent,
LR = Linear Regression, CE=Cross Entropy, LN = ListNet, CL = Cosine Loss,
MART = Multiple Additive Regression Trees, Nq = NDCG q-norm, RF = Random
Forests, Ns = NDCG square)

OHSUMED TD2003 NP2003

Base Re Base Re Base Re
RB CE CA Nq MART Square

ndcg@1 0.5104 0.5421 0.3500 0.3250 0.5467 0.5600

ndcg@2 0.4798 0.4901 0.2875 0.3375 0.6500 0.6567

ndcg@5 0.4547 0.4615 0.3228 0.3461 0.7112 0.7128

ndcg@10 0.4356 0.4445 0.3210 0.3385 0.7326 0.7344
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Table 2.9: Results for our reranking procedure across LETOR 3.0 datasets. For each
dataset, the �rst column is the base ranker, second column is the loss function used
for reranking. (Re = Reranked with, RB = RankBoost, CA = Coordinate Ascent,
LR = Linear Regression, CE=Cross Entropy, LN = ListNet, CL = Cosine Loss,
MART = Multiple Additive Regression Trees, Nq = NDCG q-norm, RF = Random
Forests)

HP2003 HP2004 NP2004

Base Re Base Re Base Re
MART CE RB Nq MART Square

ndcg@1 0.6667 0.7333 0.5200 0.5333 0.3600 0.3733

ndcg@2 0.7667 0.7667 0.6067 0.6533 0.4733 0.4867

ndcg@5 0.7546 0.7618 0.7034 0.7042 0.5603 0.5719

ndcg@10 0.7740 0.7747 0.7387 0.7420 0.5951 0.6102

2.5 Listwise Ranking in the Existing Literature

The exchangeability assumption as de�ned in this chapter on ranking functions seems

intuitively natural, and indeed, speci�c ranking functions previously proposed in the

literature are all exchangeable. While pointwise ranking functions are vacuously

exchangeable, we now discuss two speci�cally listwise ranking functions previously

proposed by Qin et al. [2008] and Weston and Blitzer [2012] in light of our represen-

tation theory. These papers do not maintain a clear distinction between the ranking

function and the loss, though their �nal procedures do result in particular ranking

functions.

Qin et al. [2008] propose a Continuous Conditional Random Field model for

�global ranking�, which we call listwise ranking functions in this dissertation. They

consider two ranking tasks: Pseudo Relevance Feedback and Topic Distillation.

These respectively correspond to the results for the OHSUMED and TD2003/04

datasets in Section 2.4. For Pseudo Relevance Feedback, inference on their continu-

ous CRF boils down to the following linear-algebraic computation:

ŷ = F (x) = (αᵀeI + βD − βS)−1Xα (2.22)

where X represents the feature vectors for documents collated as a matrix, S is

the similarity matrix, e is the all ones vector, D =
∑

j Si,j , α and β are learned
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parameters. β = 0 gives the linear ranking case. Then, for a permutation matrix P ,

the transformation X → PX, S → PSP−1 implies that F (Px) = PF (x), i.e. this

function is exchangeable. For Topic Distillation, inference on their continuous CRF

corresponds to:

F (x) =
1

αᵀe
(2Xα+ β(Dr −Dc)e) (2.23)

where X and e are as above, Dr and Dc are derived from the link matrix indicating

parent-child relationships between documents, α, β are learned parameters. Similar

to the above, this can also be seen to be exchangeable.

In contrast, our ranking function in Section 2.4 with a single similarity matrix

can be written under this notation as:

F (x) = H(x)⊗ exp(−wD) (2.24)

where ⊗ is the Kronecker product.

Weston and Blitzer [2012] propose Latent Structured Ranking for collabora-

tive �ltering, where they use document and query features explicitly and learn latent

low rank representations for the query and document space. Letting d denote the

set of all documents, {wi} the positional weights (to place more importance towards

the top of the list), and U, V, S being parameters to be learned, consider the scoring

function:

flsr(q,d) =

|d|∑
i=1

wiq
ᵀUᵀV di +

|d|∑
i,j=1

wiwj(d
ᵀ
i S

ᵀSdj) (2.25)

The ranking function is de�ned as:

Flsr(q) = argmaxd′flsr(q,d
′) (2.26)

Since the ranking function is found by directly optimizing a listwise loss, it is listwise.

While we don't have an explicit analytic form for this ranking function, the symmetry

of (2.25) implies that it is exchangeable.

In general, any method which directly optimizes a listwise loss to perform

inference on a new query, i.e. during the test phase, will result in a listwise ranking

function. Both methods above fall under this regime. In some cases such as that

of Qin et al. [2008], this optimization problem results in a closed form expression.

The key challenge these approaches face is that of performing fast inference, since

26



an expensive operation such as solving an optimization problem or performing a

matrix multiplication must be done for each test query. In our framework, test time

inference is performed by evaluating the listwise ranking function. An important

direction for future work is then to investigate classes of listwise ranking functions

which can be e�ciently evaluated. In this chapter, we have proposed such a class in

Equation 2.20.

2.6 Conclusions and Directions for Future Work

In this chapter we introduced the notion of exchangeability for permutation-valued

functions and showed that it leads to a representation theory for such exchangeable

listwise ranking functions. Our experiments present a reranking method that can be

used on top of other pointwise ranking schemes.

We hope that this representation theory will enable the development of list-

wise ranking functions across diverse domains, especially those less studied than

ranking in information retrieval. Our analysis highlights connections between func-

tional analytic spectral theorems and the probabilistic De Finetti theorem.

The analysis via De Finetti's theorem provides a Bayesian perspective to this

problem, where a ranking function speci�es a distribution over the objects. In future

work, these probabilistic connections could be used to devise novel exchangeable

listwise ranking functions.

Our experiments show that even in the case of NDCG, there is some possible

improvement possible using listwise ranking. Ranking in the Information Retrieval

context is well developed and specialized methods have been developed to handle

the particular evaluation metrics relevant in this context. There are several practical

considerations involved in the design of listwise ranking functions. An that needs to

be pointed out is the computational complexity. For ranking n documents, point-

wise ranking functions need O(1) time per document, i.e. O(n) time overall, while a

listwise ranking function requires O(n) time per document, i.e. O(n2) time overall.

Further, as we show here, learning listwise loss functions in general is equivalent to

performing tensor decomposition, which is known to be NP-hard [Hillar and Lim,

2009, Theorem 10.2]. It is also clear that pointwise approaches are not Bayes Op-

timal and in the asymptotic limit must be overtaken by listwise approaches. This

is also true when comparing pointwise, pairwise and listwise loss functions. In set-
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tings such as the Yahoo! L2R challenge [Chapelle and Chang, 2011], the winning

techniques used pointwise and pairwise loss functions combined with pointwise deci-

sion tree ranking functions �t through gradient boosting. These methods have lower

computational e�ciency and scale better. Thus, while there are clear theoretical

advantages to using listwise loss functions, the scalability of pairwise and pointwise

approaches is found to dominate in practice. We would also like to develop a repre-

sentation theory for permutation-valued functions which take several ranked lists as

input, corresponding to the rank-aggregation problem. This more accurately mod-

els the learning to rank setting in information retrieval where document features in

typical datasets are themselves the outputs of ranking functions.

While our assumption of exchangeability for ranking functions was very nat-

ural, we note that there might be also cases of interest when ranking functions might

not be exchangeable. For instance, when the objects have a particular sequential (e.g.

temporal) or spatial organization (e.g. via a graph). In such cases, we might need to

�rst embed the set of objects into a vector space before considering the assumption

of exchangeability; we plan to investigate these and other principled approaches to

such problems in future work.

For the tracking setting, Huang et al. [2008] use Fourier analysis on the sym-

metric group to e�ciently store distributions over permutations. We will investigate

the relationship between our theorem and these ideas in future work.
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Chapter 3

NDCG-Boostability and Best

Surrogate Estimation

3.1 Introduction

Learning to rank, at the intersection of machine learning and information retrieval,

has been the focus of increasing research in recent years. The goal here is to learn

a ranking function that takes as input a set of objects (referred to as documents in

the sequel), and outputs a permutation or a ranking over these documents. Devel-

oping a learning to rank algorithm involves three key steps. The �rst is the choice

of the ranking evaluation or loss functional. For instance in binary classi�cation,

the �canonical� evaluation functional is the 0-1 loss (other evaluation metrics include

AUC and the F1 measure); while in multiclass classi�cation, the 0-1 loss, and cost-

sensitive variants, are again typically the loss functionals of choice. In the case of

ranking, there is considerably greater diversity in the use of evaluation functionals.

Xia et al. [2008] consider the 0-1 listwise ranking loss, which is 1 if the entire pre-

dicted and ground truth lists match, and 0 otherwise; other evaluation functionals

include pairwise disagreement [Ailon et al., 2008] and MAP. A popular set of ranking

evaluation functionals have a discounting characteristic, whereby they accord more

importance to matching documents in earlier rather than later positions. Such �dis-

counting� evaluation functionals include Expected Reciprocal Rank (ERR) [Chapelle

et al., 2009], and Normalized Discounted Cumulative Gain (NDCG) [Järvelin and

Kekäläinen, 2002].
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Note that typical ranking evaluation functionals such as NDCG are at most

piece-wise continuous and non-smooth; so that minimizing these evaluation func-

tionals over ranking functions typically lead to NP-hard optimization problems even

with simple function classes. Accordingly, the second key step in a learning to rank

algorithm is the choice of a surrogate loss functional. In recent years, there has

been a burgeoning line of work on deriving surrogate loss functionals that are also

consistent with respect to the underlying evaluation functional; extending recent an-

alytical developments for supervised classi�cation [Bartlett et al., 2006, Steinwart,

2007]. Cossock and Zhang [2008] study consistency of pointwise surrogates where the

ranking problem is reduced to a regression or classi�cation problem; Clémençon et al.

[2005], Duchi et al. [2010] study pairwise surrogate consistency, where the ranking

problem is reduced to the binary classi�cation task of predicting the more relevant

document amongst pairs of documents. For so called listwise surrogates, which are

functions of the entire list of document scores, Xia et al. [2008] show that the sur-

rogate loss functionals of ListNet, RankCosine and ListMLE are consistent with the

0-1 listwise ranking loss. Calauzènes et al. [2012] show that convex, consistent, cal-

ibrated loss functions do not exist for the metrics of pairwise disagreement, MAP

and ERR. Ravikumar et al. [2011] study the consistency of �NDCG-like� evaluation

losses.

There is however a crucial gap between the consistency theory guarantees, and

how the consistent surrogate loss functionals are used in practice: for the consistency

results to hold, the surrogate loss functionals are required to be minimized over all

measurable ranking functions. In practice however, for reasons of computational

tractability, the ranking functions are minimized over a set of simple linear ranking

functions: which given a set of document-feature vectors, use linear combinations

with a weight vector to compute scores for each document independently (which are

then sorted to give a ranking). Thus, in practice, even inconsistent methods remain

competitive on real world tasks [Chapelle and Chang, 2011]. In this chapter, we thus

address this theory-practice gap by learning ranking functions over a larger function

space via boosting. We focus on the class of NDCG-like evaluation functionals; for

which Ravikumar et al. [2011] exhaustively characterize the set of strongly consistent

surrogates; and we then optimize these surrogate functionals via boosting.

A key question however is whether this learning to rank setting would be

amenable to boosting. The best performing approaches for learning to rank rely
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on boosting. However all of the popular boosting approaches in the literature train

pointwise ranking functions with either pointwise, pairwise or listwise loss func-

tions. In this chapter, we wish to consider boosting for listwise ranking functions

such as those introduced in Chapter 2. Accordingly, we introduce and discuss no-

tions of boostability, and weak learning conditions in the context of ranking with

respect to the NDCG evaluation functional; thus extending similar analyses in the

context of binary classi�cation [Schapire and Freund, 2012], and multiclass classi�-

cation [Mukherjee and Schapire, 2013].

There is an implicit assumption in boosting for binary classi�cation and re-

gression, that the combined classi�er is obtained by adding weak learner. Since the

weak learners emit real valued scores, they can be combined just by adding them.

For ranking, and in general for structured prediction tasks, we may have weak learn-

ers which themselves emit rankings or other complex structures. For the case of

Boosting for Ranking, we would in general need replace addition by a rank aggre-

gation procedure. However, listwise ranking functions such as those introduced in

Chapter 2 emit a vector of scores, and thus can be combined by vector addition.

We leave the consideration of general rank aggregation procedures for boosting weak

listwise ranking functions and corresponding relationship to voting procedures such

as those in Chapter 4 to future work.

Lastly, while Ravikumar et al. [2011] characterize the set of strongly NDCG

consistent surrogates, a natural question is how to choose among these to then use

for boosting. While the consistency results guarantee that the ranking function opti-

mizing any surrogate functional from this class would be consistent, the convergence

rates under �nite sample settings in turn would depend on the speci�c data dis-

tribution and surrogate functional. Accordingly, we address the task of learning a

surrogate function from the class of strongly consistent NDCG surrogate functionals.

We believe this task of optimizing over surrogate functionals has considerable room

for interesting future research.

We brie�y discuss some prior work on boosting in the context of ranking.

In a series of papers, Burges [2010] developed pair-wise neural network and boost-

ing based methods, RankNet, LambdaRank and LambdaMART, which optimize

for varied evaluation metrics. SoftRank [Taylor et al., 2008] optimizes a smoothed

version of NDCG, by taking an expectation over a distribution over the scores.

NDCG_Boost [Valizadegan et al., 2009] extends this by also approximating the re-
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sulting smoothed loss using a Taylor expansion. AdaRank [Xu and Li, 2007] attempts

to apply an AdaBoost-style algorithm directly to the NDCG loss. The caveat with

these approaches is that they either cannot be cast as optimizing a surrogate func-

tional due to the heuristic nature of their algorithms, or do not optimize consistent

surrogate functionals. Overall, (a) this chapter is able to practically leverage recent

developments on consistent surrogate functionals for the �rst time, by optimizing

over a larger class of ranking functions via boosting; (b) provides an analysis of

boostability in a listwise ranking setting, extending recent analyses in binary and

multiclass classi�cation settings; and (c) introduces and addresses the problem of

learning a surrogate functional most suited to the NDCG evaluation functional for

a given data distribution.

3.1.1 Related Work

Learning to Rank has been a popular �eld of investigation and a number of boosting

methods have been proposed. Liu [2009] classi�es algorithms as either pointwise,

pairwise and listwise based on the implicit or explicit loss functions they use. How-

ever, as pointed out in Chapter 1, what matters is consistency to the underlying

evaluation metric, and even the simple square loss can be modi�ed to be consistent

with NDCG. However, the ranking function itself, i.e. the function used at test

time also matters. None of the functions below, with the possible exception of Cas-

cadeRank below, considers the document as a whole at test time and hence are all

pointwise ranking functions. In this section, we discuss the variety of approaches

that have been developed to optimize listwise ranking losses.

The most in�uential boosting algorithm in the literature is LambdaMART

[Burges, 2010] which won the Yahoo! Learning to Rank Challenge [Chapelle and

Chang, 2011]. It uses Multiple Additive Regression Trees (MART) as weak learners

and cleverly uses the fact that evaluation metrics such as ERR or NDCG are piece-

wise �at functions. It is then possible to move in the parameter space such that only

a swap between some two documents occurs. They present algorithms to e�ciently

�nd the best parameter change (i.e. MART split to be added) for this iteration by

considering every pair of documents and calculating the potential change in the eval-

uation metric. While to the best of our knowledge, no theoretical guarantees have

yet been given for this algorithm, and in fact, this algorithm may not strictly be gra-
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dient descent since the e�ective surrogate loss may change every iteration. A later

paper [Donmez et al., 2009] from the authors of LambdaMART empirically showed

that the algorithm converges to a local minimizer for listwise evaluation metric such

as ERR and NDCG. However, we note that this is still a pointwise ranking function,

and we leave considerations of listwise ranking function extensions for this algorithm

in future work. Other variations of this algorithm applied to weak learners such as

shallow Neural Networks are LambdaRank and RankNet [Wu et al., 2008, 2010].

Freund and Schapire's book on Boosting [Schapire and Freund, 2012] sum-

marizes and presents weak learning guarantees for various boosting algorithms in-

cluding those Adaboost.MR [Schapire et al., 1999] and for the RankBoost algorithm,

�rst introduced in [Freund et al., 2003], which uses pointwise ranking functions, i.e.

ht : X → R, as weak learners and minimizes a pairwise loss ∝
∑

(x0,x1) exp(ht(x0)−
ht(x1)) given pairs of preferences x0 � x1 between documents. Rudin et al. [2005],

Rudin [2006] further this line of work giving a margin-based ranking bound and con-

sidering a �p-norm push� algorithm that focuses more on the top (compared to the

aforementioned pairwise loss which does not emphasize the top of the list) respec-

tively. Moribe et al. [2008] present a smooth version of RankBoost which is more

robust to noise. Duchi et al. [2010] provides the notion of a margin for the task of

recovering a pointwise ranking function given as a DAG of pairwise preferences and

surprisingly shows inconsistency even in low noise settings.

A classic algorithm optimizing a pairwise loss is SVMRank [Joachims, 2002].

Zheng et al. [2007] introduces GBRank based on optimizing a squared hinge loss,

while Zheng et al. [2008] presents QBRank which uses a quadratic approximation of

the same. These methods use only pairwise information obtained from LETOR

and thus avoid the censoring inherent in LETOR data discussed in Chapter 1.

Chakrabarti et al. [2008] extend the SVM-based formulation to optimize arbitrary

listwise losses.

Another relevant work is that by [Valizadegan et al., 2009] introducing the

NDCG_Boost algorithm which proposes directly optimizes an upper bound on

NDCG obtained by taking its expectation over all permutations of documents and

obtaining a bound using a technique of [Salakhutdinov et al., 2002]. Thus, it uses

a pointwise ranking function with a listwise ranking loss which for certain datasets

will approximate the NDCG well and obtains excellent empirical results on LETOR.

However, consistency with NDCG is not guaranteed.
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Rosa et al. [2010] present a unifying framework combining binary classi�ers

to obtain a pointwise ranking function while optimizing for a suitable loss which can

be pointwise, pairwise or listwise.

The ranking problem may at �rst glance similar to ordinal regression, but

there are a number of subtle di�erences between these problems. In LETOR, greater

attention is paid to the top of the ranked list whereas such considerations are not typ-

ically paramount in ordinal regression problems. McRank [Li et al., 2008] considers

ranking as a multiple classi�cation problem and thus avoids the censoring inherent

in LETOR data and presents an ordinal regression extension of this approach. A

number of proposals for ordinal regression, which may be relevant for boosting on

LETOR, also depend on ordinal regression and reductions to multiclass classi�cation

problems [Tutz and Hechenbichler, 2005, Dembczy«ski et al., 2007, Lin and Li, 2006,

2009, Li and Lin, 2007]. It should be noted that LETOR di�ers from the Ordinal

regression problem in that more weight is placed at the top of the list and a loss

function emphasizing accurate scores for documents other than those at the top may

su�er in the relevant evaluation metrics such as NDCG. Nevertheless, they may be

of theoretical interest.

Finally, AdaRank [Xu and Li, 2007] considers any ranking metric and give a

boosting algorithm, and while the algorithm as presented applies only to pointwise

rankers, it may be possible to extend it to listwise rankers. A potential such exten-

sion is cascade learning [Wang et al., 2011] which learns rankers in stages using an

AdaRank-like algorithm at each step.

Thus, all the algorithms above, with the exception of cascade learning are

essentially pointwise ranking algorithms, though they may be trained by a listwise

loss functions.

3.1.2 Ranking as Classi�cation:

Mukherjee and Schapire [2013] identify tight weak learning conditions that are equiv-

alent to boostability in the context of multiclass classi�cation. Ranking can also be

posed as a multiclass problem with class labels corresponding to the set of permu-

tations, and a modi�cation of their results will consequently apply to ranking. Note

this is not a practical characterization however, since the space of labels would scale

as m!, where m is the number of documents. Jung and Tewari [2017], Jung et al.
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[2017] analyze the closely related multilabel classi�cation problem. Providing such

bounds for the ranking task is an important direction for future work.

3.1.3 Ranking as Regression:

Du�y and Helmbold [2002] study weak learning conditions for boosting regression

algorithms. Ranking can be posed as a regression task of predicting relevance scores

for each document such that the �nal ranking is consistent with the ranking imposed

by the relevance levels; the caveat is that this reduction corresponds to a surrogate

loss in turn [Cossock and Zhang, 2008]. In particular, the corresponding weak learn-

ing conditions would not be applicable to general surrogate loss boostability as in

De�nition 8; as the listwise surrogates cannot always be reduced to the pointwise

regression problems.

3.2 Problem Setup

We assume the standard learning to rank setting, where we are given a training set

of n queries {qi}ni=1. Each query qi has m associated documents di = (dij)
m
j=1. The

ground truth ranking of the documents given any query is indirectly provided via

discrete relevance scores ri = (rij)
m
j=1, where rij ∈ R̄ := {1, 2, . . . , l} is the relevance

score of the j-th document given query qi. The documents are represented using

feature vectors, typically derived from query-document pairs; so that for each query

qi we have a list of feature-vectors Xi = (xij)
m
j=1 ∈ X = X̄m. We can thus represent

the training set using the set of tuples S := {(Xi, ri)}ni=1, which we will additionally

assume is sampled iid from some distribution P over X ×R.
Let Pm be the set of degree m permutations. The key goal in learning to rank

is to learn a ranking function f : X 7→ Pm given the training data S. Typically, for

ease of optimization, ranking functions output a vector of real-valued scores instead,

one for each document, which can then be sorted to obtain the required permutation.

We would thus be focusing on ranking functions of the form f : X 7→ Rm. Finally,
a key ingredient is a ranking evaluation functional that measures the goodness of

�t of any candidate ranking, or equivalently candidate score vectors in Rm, to the

corresponding relevance scores in R, i.e. a map ` : Rm ×R 7→ R.
In this chapter, we focus on the standard IR functionals of NDCG-like losses,
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given as,

`NDCG(s, r) = − 1

Z(r)

m∑
j=1

G(rπs−1(j))

D(j)
= − 1

Z(r)

m∑
i=1

G(ri)

D(π(i))
, (3.1)

where G(rl) is a monotonically increasing �gain� function over relevance levels rl,

πs(i) is the position of document i in the ranked order sort(si), and D is a mono-

tonically increasing �discounting� function over positions i. The standard NDCG

criterion [Järvelin and Kekäläinen, 2002] uses G(rl) = 2rl − 1 and D(j) = log(1 + j),

but in the sequel we allow F (·) and G(·) to be general monotonic functions. Z(r) =

maxπ∈Pm
∑m

j=1
G(rj)
D(π(j)) is the normalization factor.

Letting ‖.‖D denote the following norm over the space Rm of relevance mea-

sures as in [Ravikumar et al., 2011],

‖r‖D = max
π∈Pm

m∑
j=1

|rj |
D(π(j))

, (3.2)

it can then be seen that Z(r) = ‖G(r)‖D.
A convex surrogate is simply a function φ : Rm×Rm that is chosen as a proxy

for the NDCG loss. To ascertain whether the surrogate is indeed a good proxy, we

need the notion of NDCG-consistency. Given any ranking function f : X → R,
de�ne the expected NDCG loss as,

LNDCG(f) = E [`NDCG(f(X ),R)] .

Similarly, for a surrogate φ, de�ne the expected surrogate loss as,

Φ(f) = E [φ(f(X ),R)] .

A surrogate φ is said to be NDCG consistent if for any distribution on X ×R, and
for any sequence fn such that

Φ(fn)→ min
f

Φ(f),

we necessarily have

LNDCG(fn)→ min
f
LNDCG(f).
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Interestingly, Ravikumar et al. [2011] exhaustively characterized the set of

strongly NDCG consistent surrogates, which we will now brie�y review. We �rst

recall the de�nition of a Bregman divergence Dψ corresponding to a strictly convex

ψ as:

Dψ(p, q) = ψ(p)− ψ(q)− 〈∇ψ(p), p− q〉. (3.3)

Also, we will call a function h : Rm → Rm as order preserving if xi � xj ⇒ h(xi) �
h(xj). Ravikumar et al. [2011] then showed that the set of strongly NDCG-consistent

convex surrogates can be completely characterized as:

φ(s, r) = Dψ

(
G(r)

‖G(r)‖D
, h(s)

)
, (3.4)

for some strictly convex ψ and order preserving h. The norm ‖.‖D is given by

Equation (3.2).

A convex subclass of strongly NDCG consistent surrogates can be obtained

when ∇ψ is order preserving; setting h = (∇ψ)−1 above, we obtain the following

family of surrogates which can easily be shown to be convex in s:

φ(s, r) = Dψ

(
G(r)

‖G(r)‖D
, (∇ψ)−1(s)

)
(3.5)

Several commonly used losses such as squared loss and that reminiscent of ListNet

can be shown to be of this form [Ravikumar et al., 2011].

This class of surrogates is NDCG consistent, so that the minimizer of the

surrogate loss over all measurable ranking functions would converge to the minimizer

to the NDCG-like loss over all measurable ranking functions. But this leads to a gap

between theory and practice: typically the ranking functions are minimized over a

class of linear functions, which no longer have the guarantee of NDCG consistency,

or even converging to the minimizer of the NDCG loss over linear ranking functions!

Accordingly, in the next section, we explore the task optimizing over larger ranking

function spaces via boosting.
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3.3 Boosting NDCG-Consistent Surrogates

As noted in the previous section, suppose we are given an iid sample S of n queries.

We de�ne the empirical surrogate risk functional, with surrogate φ as,

Rφ(f(x), r) =
1

n

n∑
i=1

φ(f(xi), ri). (3.6)

Our goal is to optimize this empirical surrogate risk functional over the space of

ranking functions:

min
f

Rφ(f(x), r).

We consider the more general case where h = (∇ψ)−1 ◦ g. To compute the

gradient, φ can be written in terms of the ψ∗, the Fenchel dual of ψ, as,

φ(s, r) = Dψ∗

(
g(s),∇ψ

(
G(r)

‖G(r)‖D

))
(3.7)

Let r̃ = G(r)
‖G(r)‖D . Using the de�nition of Bregman Divergence, we have,

= ψ∗(g(s))− ψ∗ (r̃)− 〈∇ψ∗(∇ψ(r̃)), g(s)−∇ψ(r̃)〉 (3.8)

Note that, ∇ψ∗ (∇ψ (r̃)) = r̃, as ∇ψ∗ = (∇ψ)−1,

= ψ∗(g(s))− ψ∗ (r̃)− 〈r̃, g(s)−∇ψ(r̃)〉 (3.9)

Let the Jacobian of g be Jg (Recall that (Jg(x))ij = ∂gi(x)
∂xj

Taking the gradient wrt

s we get,

∇sφ(s, r) = Jg(s)ᵀ(∇ψ∗(g(s))− r̃) (3.10)

The parameter α of the update step is exposed to the boosting algorithm

through the scores si. h is chosen such that it maximizes the gradient ∇αRφ. For

each query i, we have,

∂φ(si, ri)

∂α
=

m∑
j=1

∂φ(si, ri)

∂sij

∂sij
∂α

(3.11)
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=

m∑
j=1

(Jg(si)
ᵀ(∇ψ∗(g(si))− r̃i))j

∂sij
∂α

(3.12)

Then, the gradient of the surrogate risk is,

∇αRφ(α) =
1

n

n∑
i=1

m∑
j=1

(
(Jg(si)

ᵀ(∇ψ∗(g(si))− r̃i))j

) ∂sij
∂α

(3.13)

As sij = f(xij) =
∑|H|

k=1 αkhk(xij). Then, for a �xed weak classi�er ht,
∂sij
∂αt

= ht(xij),

∇αtRφ(α) =
1

n

n∑
i=1

m∑
j=1

(Jg(si)
ᵀ(∇ψ∗(g(si))− r̃i))j ht(xij)

In the functional gradient descent case, where a subgradient with respect to

h is required, this corresponds to:

∇ =
1

n

n∑
i=1

m∑
j=1

(
Jg(si)

ᵀ (∇ψ∗(si)− r̃i)j

)
. (3.14)

h should be chosen to maximize its projection onto this. Since this algorithm

is a coordinate descent algorithm, α can be chosen as the projection of the true

gradient ∇αR(α), i.e.

α =
〈∇, ht〉
‖ht‖2

=
1∑

ij ht(xij)
2

1

n

n∑
i=1

m∑
j=1

(Jg(si)
ᵀ(∇ψ∗(g(si))− r̃i))j ht(xij) (3.15)

The corresponding step length α should maximize

Rφ(s + αh, r)−Rφ(s, r)

=
1

n

n∑
i=1

m∑
j=1

(ψ∗(sij + αh(xij))− ψ∗(sij))− α∇ψ∗
(

G(ri)

‖G(ri)‖D

)
j

h(xij)

As ψ∗ is convex,

≥ 1

n

n∑
i=1

m∑
j=1

∇ψ∗(sij)αh(xij)− α∇ψ∗
(

G(ri)

‖G(ri)‖D

)
j

h(xij)
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In this section, we propose minimizing this empirical surrogate risk functional

via boosting. Following [Mason et al., 1999a,b, Grubb and Bagnell, 2011], we cast

boosting as restricted gradient descent in function space. The ranking function is

constructed in an additive stagewise manner: at each step, a weak ranking function

h is chosen from a given class of weak ranking functions, in the direction of the

functional gradient ∇ of the risk (3.6):

∇ =
1

n

n∑
i=1

m∑
j=1

(
(∇ψ∗(si)− r̃i)j

)
. (3.16)

where si = f(xi) and r̃i = G(r)
‖G(r)‖D (as in (3.2)).Speci�cally, h is chosen to maximize

its projection onto ∇:

h = argmaxh∈H

{
〈∇, h〉
‖h‖

}
. (3.17)

It is then added to the current iterate after multiplication with a scalar αt chosen as

the length of this projection αt = ηt
〈∇,h〉
‖h‖2 . Algorithm 1 summarizes these restricted

gradient boosting steps for the surrogate risk functional in (3.6).

� Choice of weak learners: A natural choice for weak ranking functions are

individual document features hki(x) = xik Decision stumps and regression trees

can also be used as weak ranking functions h, the resulting boosted ranking

function would take the form f(x) = wᵀx, and the boosting algorithm would

be equivalent to �tting the linear combination weights w via coordinate descent

with early stopping [Rosset et al., 2004].

� Comparision to existing approaches: AdaRank [Xu and Li, 2007] di�ers

from our algorithm by reweighting only over the queries, while our Algorithm 1

gives a di�erent weight to every document in every query. Moreover, they re-

strict to weak learners using individual features and require the calculation of

the NDCG loss for each weak learner at every step. LambdaRank [Burges,

2010] uses boosting but is a pairwise algorithm (reducing ranking to binary

classi�cation tasks of predicting the more relevant document amongst pairs of

documents), and also uses a heuristic pairwise exchange NDCG term at each

step to co-opt the NDCG evaluation functional. NDCG_Boost [Valizadegan

et al., 2009] minimizes a smooth approximation for the NDCG, but their deriva-

tion while signi�cantly more complex than ours, also makes use of heuristics,
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Algorithm 1 NDCG Consistent Listwise Boosting

Input: S = {(xi, ri)ni=1}
Initialize: d1

i· = ∇ψ∗(0)− G(ri)
‖G(ri)‖D

for t = 1 to T do

Choose weak learner ht to maximize

ht = argmaxh∈H

n∑
i=1

m∑
j=1

dtijh(xij)

‖h‖
(3.18)

Set step length:

αt = ηt
〈∇, ht〉
‖ht‖2

= ηt

∑
ij d

t
ijh(xij)∑

ij h(xij)2
(3.19)

Append weak learner:

Ft(x) = Ft−1(x) + αtht(x) (3.20)

Update weights:

dt+1
ij = (∇ψ∗(si))j −

(
G(ri)

‖G(ri)‖D

)
j

(3.21)

end for

Output: FT (x) :=
∑T

t=1 αtht(x)
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and in particular does not come with the guarantee of NDCG consistency.

3.4 Analysis: Boostability, Weak learnability in ranking

As in the previous section, we follow the framework of boosting as restricted func-

tional gradient descent. Mason et al. [1999b,a] introduced AnyBoost and gave a

convergence rate analysis with a particular choice of step size. A similar analysis

of Boosting algorithms was given by Breiman [1999] via arcing (adaptive reweight-

ing and combining) algorithms. Another explanation was o�ered by Friedman et al.

[2000] modeling boosting as a stagewise additive logistic regression. Bühlmann [2006]

introduced a functional gradient descent framework for boosting, and extended it in

Bühlmann and Hothorn [2007] to discuss regularization for Boosting. All these

frameworks are directly applicable to regression tasks and are similar to the Boost-

ing for Regression framework of Du�y and Helmbold [2002]. Formal criteria for

boostability in an optimization setting were �rst proposed by Grubb and Bagnell

[2011] introducing notions of edge and margin analogous to those given by tradi-

tional boosting bounds for binary classi�cation [Schapire and Freund, 2012] and

multiclass classi�cation Mukherjee and Schapire [2013], however, their bounds apply

to a more general setting and are consequently weaker. In this chapter, we follow

the optimization view of boosting in the context of listwise ranking with respect to

NDCG evaluation loss.

We �rst discuss the notion of NDCG-boostability:

De�nition 7 (NDCG-Boostability). A set H of ranking functions is said to be

NDCG-boostable given a distribution D over X × R, if the set of Fisher optimal

ranking functions minimizing the expected NDCG loss over all measurable functions,

also belongs to span(H) = {
∑

n αnhn : ∀hn ∈ H}:{
arg min

f
E [`NDCG(f(X ),R)]

}
∩ Closure(span(H)) 6= ∅. (3.22)

Thus, boostability is a property of the space of ranking functions H, and is

independent of the learning to rank algorithm used. In practice, the learning to rank

algorithms obtain a ranking function by minimizing a surrogate loss functional φ in

contrast to minimizing the NDCG loss directly. Accordingly, we de�ne the following

more practical notion of boostability:
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De�nition 8 (φ-Boostability). A set H of ranking functions is said to be φ-boostable

given a distribution D over X × R, if the set of ranking functions minimizing the

expected φ loss over all measurable functions, also belongs to span(H):{
arg min

f
E [φ(f(X ),R)]

}
∩ Closure(span(H)) 6= ∅. (3.23)

It can be seen that the two notions of boostability are equivalent when the

surrogate φ is NDCG-consistent: a set of ranking functions H that is boostable with

respect to the NDCG loss is also boostable with respect to an NDCG-consistent

surrogate loss.

Our notion of boostability of the space of ranking functions H is more general

than the PAC sense: here, it implies that H is su�ciently expressibile to include the

optimal minimizers of the NDCG risk, but does not concern the computational

complexity of �nding such a classi�er which is an important consideration in PAC

learning. In particular, we note that the above notion of boostability does not

guarantee e�ciency of learning to rank algorithms.

3.4.1 Weak Learning Conditions

Towards that, it is important to de�ne �weak learning conditions� that (a) when sat-

is�ed by the space of ranking functions imply its boostability, and (b) are associated

with e�cient learning algorithms that can leverage these weak learning conditions

to obtain a Fisher optimal ranking function.

Here, we use a slightly tighter variant of the �edge condition� from Grubb

and Bagnell [2011] where they analyzed boosting as restricted functional gradient

descent. There they identify the weak learning conditions imposed by a restricted

gradient boosting algorithm that are su�cient for boostability.

Proposition 4 (Su�cient condition for boostability via Algorithm 1). If at every

iteration of Algorithm 1, suppose the space of ranking functions H has a strictly

positive �edge� γ > 0 de�ned as follows:

〈∇, h〉
‖∇‖1‖h‖∞

> γ, (3.24)

where ∇ is any gradient as de�ned in (3.16). Then, H is NDCG-boostable.
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We note that this weak learning condition is only su�cient and not necessary.

Filling this gap is an interesting subject for future research. Tight weak learning

conditions have been studied extensively in binary and multiclass classi�cation, as

well as regression. Accordingly, we brie�y review these results, and discuss the

corresponding consequences when ranking is reduced to these problems.

3.5 Best surrogate estimation

In Section 3.3, we discussed a boosting algorithm given any convex surrogate loss

functional from the family detailed in (3.5). While any choice of a surrogate func-

tional from this class would lead to an NDCG-consistent ranking function, such

asymptotic consistency is not su�cient to ensure good performance on �nite real

world datasets: �nite sample convergence rates would depend on the choice of the

surrogate functional φ, and on the data distribution.

Accordingly, in this section, we address the problem of data-adaptively choos-

ing the surrogate functional that belongs to the set detailed in (3.5) of surrogate

functionals with good statistical properties (strongly NDCG consistent). Recall that

these surrogate losses φ in (3.5) are in turn speci�ed by a strictly convex function

ψ: φψ(s, r) = Dψ

(
G(r)
‖G(r)‖D , (∇ψ)−1(s)

)
. Thus, the surrogate loss selection problem

reduces to the choice of a strictly convex function ψ.

We assume we are given a dictionary Ψ := (ψi)
d
i=1 of d strictly convex func-

tions. It can be seen that any positive linear combination ψα =
∑d

i=1 αiψi, with

αi ≥ 0, is also a strictly convex function. We can thus reduce the surrogate selection

problem to estimating these non-negative linear combination weights α ∈ Rd+.
Given a �nite training set S := {(Xi, ri)}ni=1, we �rst split the training set

into two disjoint subsets S1, S2, of size n1 and n2 respectively, and whose union is S.

We can then select the linear combination weights by optimizing over the

empirical NDCG loss over S2: a

α̂ = argmin
α≥0

1

n2

∑
i∈S2

`NDCG(ĥα(xi), ri), (3.25)

where ĥα is the optimal ranking function given the surrogate functional speci�ed by

the strictly convex function ψα, which in turn is speci�ed by the linear combination
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weights α. We obtain this optimal ranking function by optimizing over S1:

ĥα = arg min
h∈span(H)

1

n1

∑
i∈S1

φψα(h(xi), ri). (3.26)

Since any choice of the surrogates from the family in (3.5) lead to a consistent

ranking function, it follows that ĥα̂ is also an NDCG-consistent ranking function.

We would also like to note the following:

� Consequences for Online learning: A promising application of such a

data adaptive algorithm is in online learning under the setting where the true

distribution changes over time; a formalization of this is left to future work.

� Metric learning: Adaptively choosing a particular ψ as above can be related

to metric learning. Consider the space of all possible score vectors when ranking

a set of m documents for a query. An evaluation metric such as NDCG focuses

the ranking function's attention onto the top of the sorted list: this in turn

can be related to imposing a Riemannian manifold structure on this space such

that the distance between two score vectors is higher when they di�er in the

top ranked components than otherwise, in a precise way speci�ed by the loss

function. An algorithm to learn ψ is in e�ect a metric learning algorithm on

this space as the Bregman divergence underlying the surrogate functional in

(3.25) induces a metric ∇2ψ on the underlying manifold (see Wu et al. [2009]

for a simple proof for symmetrized Bregman divergences, for which exactly

a metric is induced, and Amari and Cichocki [2010] for the general manifold

case). Developing this connection further is an interesting subject for future

research.

3.5.1 Optimizing over weights α

We approximate the solution in (3.25) by optimizing over a �nite grid over the

region {α ∈ [0, 1]d}. More involved zeroth-order optimization algorithms can also

be used to pick the best α, but we leave these for future work. We also note that

surrogate losses instead of the NDCG loss could be used in this step as well; however

unlike the optimization over ranking functions, here the optimization is less sensitive

with respect to obtaining an NDCG-consistent ranking function since ĥα is NDCG-

consistent for any positive vector α.

45



We note that the convex NDCG-consistent surrogates have a very simple

form. Letting r̃ = G(r)
‖G(r)‖D , it can be seen that the surrogate φψ can then be expanded

in terms of ψ∗, the convex conjuguate of ψ, as:

φψ(s, r) = Dψ∗ (s, r̃) = ψ∗(s)− ψ∗(∇ψ(r̃))− 〈∇ψ∗(∇ψ(r̃)), s−∇ψ(r̃)〉 (3.27)

= ψ∗(s)− 〈r̃, s〉 − (terms independent of s). (3.28)

Substituting this in (3.26), it can be seen that we can obtain closed form expressions

for ĥα in (3.26), as a function of α, for certain simple ranking function spaces H
such as the set of linear ranking functions. This can then be leveraged for faster

computation in the optimization over the weights α in (3.25).

3.5.2 Choice of dictionary Ψ

We consider as a dictionary a basket of commonly used surrogates ψ in the literature.

Any dictionary that spans the subspace of interest, viz. the space of strictly convex

functions would su�ce in general.

3.6 Experiments

In this section, we demonstrate the performance improvements obtained by using our

boosting procedure together with learning an optimal surrogate. As our data, we use

the benchmark LETOR [Qin et al., 2010] datasets. We used NDCG as the evaluation

metric and show gains instead of losses, so higher is better in the plots shown. Note

that we computed the NDCG metric with various truncated positions from 1 to 10,

as is popular in Information Retrieval (so that NDCG@k is concerned with errors

only upto position k; its normalization uses the truncated errors as well). We choose

the following dictionary of ψ functions for these experiments: the Cross Entropy

loss with ψ(x) = 0.01(
∑

i xi log xi − xi), the square loss with ψ(x) = ‖x‖2 and the

q-norm loss [Ravikumar et al., 2011] with ψ(x) = ‖x‖2q , q = log(m) + 2 (where m

is the number of documents). We use individual document features hk;i(x) = xik as

our weak-ranking functions; and at each step �nd the best weak ranking function by

exhaustively �nding that with the best margin as described in Equation (3.18); we

�t step lengths using backtracking line search.

Choosing the right scaling for the surrogate is essential to achieving good
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performance. Instead of the expensive grid search as discussed in Section 3.5, we

used the zero-order (i.e. derivative-free) optimization algorithm pattern search from

MATLABs Global Optimization Toolbox, which we found was able to optimize the

piecewise constant nonsmooth functions such as NDCG. Recall that we wish to

learn ψ =
∑

i αiψi is a good surrogate for this dataset. For each fold of the dataset,

we learn α to maximize NDCG@10 on the validation set using 5 initial starting

points: (a random perturbation from) all zeros, all ones and the �canonical basis�

αs corresponding to each ψi. Thus, for each function evaluation, we learn a linear

function on the training set and calculate its NDCG@10 on the validation set.

3.6.1 Results

Figure 3.1 compares the NDCG values for the learned surrogate function ψ with

that of the individual functions in the dictionary Ψ; note that we apply our boosting

procedure for all candidate surrogate losses to learn the optimal ranking function.

As the �gure shows, we either outperform or are comparable with the best individual

surrogate loss function across datasets. Given that di�erent loss functions perform

better on di�erent datasets, using our learnt surrogate function thus allows us to

reduce this variance and perform near optimally across all datasets.

Figure 3.2 compare the NDCG values for the learned surrogate function ψ

with other state-of-the-art boosting methods. Further details are presented in Sec-

tion 3.6.4. As the �gure shows, even with just three basic surrogate losses in our

dictionary, and the simple weak ranking function class of individual features, we are

able to obtain competitive performance with non-convex state-of-the-art methods.

However, our convex approach does not outperform any of them signi�cantly, but it

is signi�cant in that no additional knowledge about the ranking problem other than

the metric is used.

3.6.2 Further Experimental Details

Figure 3.3 shows the performance of our combined boosting + surrogate learning

procedure on the validation portion of various datasets. Figure 3.4 shows the per-

formance on corresponding test datasets. Figure 3.5 compares the test performance

with LETOR baselines.
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Figure 3.1: Comparing our learnt surrogate against its dictionary surrogates; the
ranking function for all was estimated using our boosting procedure.
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Figure 3.2: Comparing our learnt surrogate with ranking function learnt by our
boosting procedure; with LETOR Baselines.
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Figure 3.3: Validation Set results for learning ψ
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Figure 3.4: Test Set results for learning ψ; comparing learnt surrogate vs dictionary
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Figure 3.5: Test Set results for learning ψ; comparing learnt surrogate vs baselines
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Figure 3.6: Variation with β of NDCG performance on OHSUMED with Cross
Entropy β(

∑
i xi log xi − xi)

3.6.3 E�ect of changing the multiplicative parameter β

Figure 3.6 shows that changing the multiplicative factor of a surrogate loss in the

Bregman divergence family has a pronounced e�ect on performance.

3.6.4 Experiments with Regression Trees

In �gs. 3.7 to 3.9, we attempt to learn regression trees for various datasets and various

losses using listwise boosting. Regression trees are �t using tree�t from MATLABs

Statistics Toolbox with a constant step length (since regression trees are chosen

to match the regressed value directly). The criterion used is mean squared error,

and does not correspond to the margin. Nevertheless, we see that regression trees

achieve good performance. Regression trees are highly susceptible to over�tting.

Complexity can be controlled by pruning the learned trees and using a shrinkage

or learning rate ν: each learned tree is downweighted by ν. We did not perform

an exhaustive parameter search over the tuning parameters but chose the following

reasonable values: pruning to level 5 from the root, learning rate 0.1, subsampling

rate 0.5, feature sampling rate 0.1. Some results we obtained are shown. We expect

that with proper tuning much better performance can be achieved.

52



2 4 6 8 10

0.35

0.4

0.45

0.5

0.55

0.6

0.65

0.7

N

N
D

C
G

@
N

OHSUMED,Cross Entropy Loss

 

 
cb_linear
cb_regtree

(a) OHSUMED with Cross
Entropy

2 4 6 8 10
0.35

0.4

0.45

0.5

0.55

0.6

0.65

0.7

N

N
D

C
G

@
N

HP2003,Cross Entropy Loss

 

 
cb_linear
cb_regtree

(b) HP2003 with Cross En-
tropy

2 4 6 8 10
0.2

0.25

0.3

0.35

0.4

0.45

0.5

0.55

0.6

0.65

N

N
D

C
G

@
N

HP2004,Cross Entropy Loss

 

 
cb_linear
cb_regtree

(c) HP2004 with Cross En-
tropy

2 4 6 8 10
0.1

0.15

0.2

0.25

0.3

0.35

0.4

0.45

0.5

N

N
D

C
G

@
N

TD2003,Cross Entropy Loss

 

 
cb_linear
cb_regtree

(d) TD2003 with Cross En-
tropy

2 4 6 8 10
0.18

0.2

0.22

0.24

0.26

0.28

0.3

0.32

0.34

N

N
D

C
G

@
N

TD2004,Cross Entropy Loss

 

 
cb_linear
cb_regtree

(e) TD2004 with Cross En-
tropy

2 4 6 8 10
0.35

0.4

0.45

0.5

0.55

0.6

0.65

0.7

N

N
D

C
G

@
N

NP2003,Cross Entropy Loss

 

 
cb_linear
cb_regtree

(f) NP2003 with Cross En-
tropy

2 4 6 8 10
0.2

0.25

0.3

0.35

0.4

0.45

0.5

0.55

0.6

0.65

N

N
D

C
G

@
N

NP2004,Cross Entropy Loss

 

 
cb_linear
cb_regtree

(g) NP2004 with Cross En-
tropy

2 4 6 8 10
0.1

0.15

0.2

0.25

0.3

0.35

0.4

0.45

0.5

N

N
D

C
G

@
N

MQ2007,Cross Entropy Loss

 

 
cb_linear
cb_regtree

(h) MQ2007 with Cross En-
tropy

2 4 6 8 10
0.1

0.2

0.3

0.4

0.5

0.6

N

N
D

C
G

@
N

MQ2008,Cross Entropy Loss

 

 
cb_linear
cb_regtree

(i) MQ2008 with Cross En-
tropy

Figure 3.7: Boosting linear classi�er vs decision tree using Cross Entropy loss
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Figure 3.8: Boosting linear classi�er vs decision tree using Square loss
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Figure 3.9: Boosting linear classi�er vs decision tree using q-norm loss
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Figure 3.10: Comparing boosting with Cross Entropy loss to baselines
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(a) OHSUMED w/ Square
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(b) HP2003 with Square
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(c) HP2004 with Square
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(d) TD2003 with Square
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(e) TD2004 with Square
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(f) NP2003 with Square
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(g) NP2004 with Square
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(h) MQ2007 with Square
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(i) MQ2008 with Square

Figure 3.11: Comparing boosting with Square loss to baselines
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(a) OHSUMED w/ q-norm
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(b) HP2003 with q-norm
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(c) HP2004 with q-norm
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(d) TD2003 with q-norm
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(e) TD2004 with q-norm
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(f) NP2003 with q-norm
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(g) NP2004 with q-norm
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(h) MQ2007 with q-norm
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(i) MQ2008 with q-norm

Figure 3.12: Comparing boosting with q-norm loss to baselines
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Chapter 4

Distributional Rank Aggregation

4.1 Introduction

We study the problem of rank aggregation: a set of agents provide their ranked

preferences over a set of alternatives, and we wish to aggregate them into a consensus

ranking. Due in part to its generality and importance, this problem has been studied

with varying desiderata in varied communities.

In Theoretical Computer Science, this has been framed as a combinatorial

optimization problem of �nding the ranking that minimizes the average distance

(for some appropriate distance measure such as the Kemeny distance) to the set

of agent rankings. These resulting problems are however typically NP-hard, and

research e�ort has been devoted to developing polynomial time algorithms with

approximation guarantees [Ailon, 2010, Dwork et al., 2001]. These can also be cast

as maximizing the average utility (in contrast to minimizing the average distance);

Pivato [2013], Conitzer and Sandholm [2005] in particular showed that a large class of

existing voting rules could also be interpreted as such average utility maximizers. Lu

and Boutilier [2010] design a suitable utility measure that in their context captured

the facet of uncertainty about the availability of alternatives.

In the �eld of Information Retrieval, the problem of rank aggregation arises

as a �meta-algorithm� where for instance we are given the output rankings from

�This chapter is adapted from Prasad*, Pareek*, and Ravikumar [2015], where the asterisk
indicates that the dissertation author shared primary authorship with Adarsh Prasad. They worked
together very closely on the paper and acknowledge equal contribution. The third author, Pradeep
Ravikumar, also the co-supervisor of the dissertation committee, played a supervisory role
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multiple search engines, and we are to combine these into a single ranking [Dwork

et al., 2001]. Also in this domain, Cheng et al. [2010] cast the aggregation task in a

conditional or supervised setting, where we are given a training set of (feature-vector,

ranking) pairs, and the task is to learn a map from the feature vector space to the

set of permutations.

In Sociometrics, �social welfare theories� by Condorcet [1785], Arrow [1951]

specify normative properties (axioms) that any reasonable rank aggregation should

satisfy. Some results (including the celebrated impossibility theorem of Arrow [1951])

then state that some subsets of axioms cannot be jointly compatible. Several voting

rules such as Condorcet methods, Borda Count, Runo� procedures, etc. have then

been suggested, which satisfy di�erent subsets of these axioms.

In Statistics, the agents' preferences are viewed as i.i.d. samples from a

statistical model and the problem is reformulated to that of learning a distribution

over permutations and of computing the Maximum Likelihood Estimate (MLE) of

the parameters; the �nal aggregation returned is then typically just the mode of this

distribution. The focus in this line of work has then been on investigating e�ciently

learnable models for di�erent types of inputs [Critchlow et al., 1991, Lebanon and

La�erty, 2002a,b, Hunter, 2004, Lebanon and Mao, 2008, Guiver and Snelson, 2009,

Negahban et al., 2012, Sou�ani et al., 2013]. There have also been other proposals

that go beyond this MLE based approach. In the social choice domain, where the aim

is to pick a single winner, Young [1988] proposed to select a winning alternative that

is �most likely to be the best (i.e., top-ranked in the true ranking)� and provided

formulas to compute it for three alternatives. This idea has been formalized and

extended by Procaccia et al. [2012] to choose a given number of alternatives with

highest marginal probability under the Mallows model. In recent work, Sou�ani

et al. [2014] considered the estimation of the Mallows model (P (·|W ) ∝ φ`KT (·,W )),

and outputting a point estimate of the distribution based on statistical decision

theoretic considerations. The interesting aspect of this work was that they then

derived constraints on the dispersion parameter φ of the Mallows model for their

estimator to satisfy di�erent social-choice theoretic axioms.

We consider rank aggregation from the computer science and social-welfare

theoretic viewpoint: and wish to aggregate an arbitrary set of ranking preferences

over a set of alternatives into a consensus ranking over the entire set of alternatives.

We note that we focus on the more di�cult social welfare problem of providing a
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ranking over the entire set of alternatives, in contrast to the simpler social choice

problem of outputting only the winner, i.e. the top position, in the aggregation. In

many cases however, we do not have access to the speci�c agent or voter identities

associated with a particular preference, as for instance with data from a secret ballot.

Even given access to such voter identities, the key normative property (i.e. social

choice theoretic axiom) of anonymity entails that the consensus ranking not make use

of this information. Accordingly, one might consider a rank aggregation algorithm

that has access to (or makes use of) only the histogram of the ranking preferences,

or in other words, the empirical distribution over the set of all possible rankings

as entailed by the given set of agent ranking preferences. We term this problem

as distributional rank aggregation: given any distribution over the set of all possible

rankings over a set of alternatives, output a consensus ranking, that in e�ect serves as

a point-estimate of this distribution. (We note that this is distinct from the statistical

viewpoint of assuming preferences are i.i.d. samples from some distribution, and

estimating this distribution.) Such distributional rank aggregation is also natural

when aggregating preferences of a very large population, where we would expect

almost all possible rankings to be present in di�ering relative proportions, and it

would be natural to collate these preferences into a distribution over the set of all

possible rankings over the set of alternatives.

The �rst contribution of this chapter is in translating the set of normative

axioms studied in the social choice literature to our distributional ranking setting. As

we show, our more general distributional setting allows to quantitatively characterize

these axioms: which addresses a common problem in social choice practice where the

qualitatively stated social choice theoretic axioms are frequently misunderstood or

misinterpreted. This also provides a potential way to understand the relationships

between the varied social welfare axioms. We also provide a counterpart of a classical

impossibility theorem stating that it is impossible to satisfy all of a set of key axioms

simultaneously, but where our quantitative characterization of the axioms allows a

very simple proof.

Another key advantage of a quantitative characterization of the axioms is in

potentially relaxing them. In our second key contribution, we provide precisely such

a novel quantitative characterization of approximately satis�able or relaxed variants

of the set of social choice axioms.

In our third key contribution, we leverage these relaxed axiom variants to
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�nesse the celebrated impossibility theorem(s): we show that there exist distribu-

tional rank aggregation algorithms that satisfy the relaxed variants of all of a set

of key axioms. We build towards this in the following stages: we �rst deconstruct

the set of normative axioms and derive an equivalent characterization in terms of

certain margin-like quantities. We then focus on a particular class of rank aggre-

gation algorithms known as positional scoring rules, and exhaustively characterize

which members of this class satisfy the set of exact axioms as well as their relaxed

counterparts. As we then show, there exist members of this family that do satisfy

the relaxed variants of all of a set of key axioms, thus allowing us to �nesse a key

impossibility theorem.

Our development leads us to a surprising result: that Borda Count has the

minimum worst-case margin with respect to approximate satis�ability for certain

axioms over all distributions. For speci�c distributions, our framework also allows us

to identify positional losses which can outperform Borda and we present experiments

to this e�ect.

4.2 Problem Setup

Consider a set of alternatives or a label set X of size n; without loss of generality,

we will assume this set is X := [n] = {1, . . . , n}. A total ordering over the label

set is given by a permutation σ over the set [n], so that σ(x) = j indicates that

the position of label x is j in σ. Let Sn be the set of all permutations. We also

frequently refer to permutations as votes or rankings in this chapter. We will refer

to the alternatives or labels with alphabets {x, y}. The alternative x being preferred

to y in a permutation σ is equivalent to having σ(x) < σ(y).

Consider any distribution P over the set of permutations Sn. Let the marginal

probability of x being ranked �rst be denoted by P 1(x) =
∑

σ:σ(x)=1

P (σ) and the

marginal probability of x being ranked above y be denoted as:

Px<y =
∑

σ:σ(x)<σ(y)

P (σ)

.

De�nition 9. Let Pn denote the set of all distributions over Sn. We then say that
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a distributional rank aggregation function is any map σ∗ : Pn 7→ Sn, that given any

distribution P over Sn outputs a �consensus� ranking σ∗(P ) ∈ Sn.

We note that this di�ers from the standard rank aggregation algorithm frame-

work in two subtle respects: (a) the aggregation function takes as input only his-

togram information of the set of agent preferences, so that it does not have access to

voter identities, and (b) it does not assume a �nite set of voters. Note that an in�nite

set of voter preferences can be naturally aggregated into a distribution over the set

of all rankings and provided as input to a distributional rank aggregation algorithm.

Indeed, typical social-choice theoretic settings implicitly assume a very small num-

ber of voters, which in a distributional setting would translate to a distribution with

support limited to a very small subset of Sn. Another facet of the distributional

setting is that all possible ranking preferences are present, in potentially di�ering

proportions (as speci�ed by the distribution over the set of all rankings), so that it

also does not assume any notion of consistency among the voter preferences.

But the key advantage of the distributional rank aggregation framework is

that it allows us to characterize social-choice theoretic axioms quantitatively in terms

of the distribution P over Sn. In the following sections, we �rst review standard

social-choice theoretic axioms which specify normative properties that any rank

aggregation algorithm should satisfy, and extend these to our distributional rank

aggregation setting.

4.3 Translating Social Choice Axioms to a Distributional

Setting

Social choice/welfare theory was put on an axiomatic foundation by Arrow [1951]

who stated the following axioms that a voting (rank aggregation) procedure should

satisfy:

(S1) Non-dictatorship: The social welfare function should account for the wishes

of multiple voters. It cannot simply mimic the preferences of a single voter.

(S2) Universality: For any set of individual voter preferences, the social welfare

function should yield a unique, deterministic and complete ranking of societal

choices.
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(S3) Transitivity: The �nal aggregation should be strictly transitive i.e. if alterna-

tive x is preferred over y, y is preferred over z then x should also be preferred

over z.

(S4) Pareto-e�ciency: For every pair x and y of alternatives, If everyone prefers

x to y, then x is preferred to y in the resulting social preference order.

(S5) Independence of irrelevant alternatives (IIA): The social preference be-

tween x and y should depend only on the individual preferences between x

and y. i.e. if one or more voters change their preferences, but no one changes

their relative positions of x and y, then the relative positions of x and y in the

aggregation should still remain the same.

Arrow [1951] proves Arrow's Impossibility Theorem,i.e. when then the number of

alternatives is strictly greater than 2, then no function exists which satis�es the

above stated axioms and thus, these axioms are inconsistent. Brief proofs of Arrow's

theorem are presented in Geanakoplos [2005].

In addition to Arrow's axioms, some other axioms are also well-established

in the Social Welfare Theory literature [Sou�ani et al., 2014]:

(S6) Anonymity: The social welfare procedure is insensitive to permutations over

voters.

(S7) Monotonicity: For any alternative, say x, if one of the voters moves the

position of x up in his list, the position of x can only improve in the aggregation.

(S8) Consistency: Let S = {σ1, σ2, . . . , σn} and S
′

= {σ′1, σ
′
2, . . . , σ

′
n} be two sets

of voters/permutations such that the aggregation procedure assigns the same

alternative to the top position in each, then when the input is Ŝ = {S ∪ S′},
the winner should remain the same.

(S9) Majority rule: For any set of voters, if an alternative x is ranked in the top

position in strictly more than half the votes, then in the �nal aggregation, x

should be ranked at the highest position.

(S10) Condorcet Criterion: If there exists an alternative say x, such that for

every other alternative y, x is preferred over y, by strictly more than half of

the voters, then x should be ranked at the highest position in the aggregation.
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4.3.1 Translating Axioms to the Distributional Rank Aggregation

Framework

We consider a distributional view of the rank aggregation problem where the indi-

vidual rankings cannot be accessed directly and are available only through a distri-

bution, i.e. a histogram, over the permutations.

It is unclear what the social-choice theoretic axioms above imply in such a

setting. Further, we would prefer more quantitative characterizations of these ax-

ioms, and perhaps even axioms whose preconditions involve quantitative conditions.

In this section, we thus discuss a translation of each of the axioms above Section 4.3

to the distributional setting.

For any distribution P over Sn, we specify the axioms below for a general

distributional rank aggregation map σ∗(P ), and for which we use the shorthand σ∗P .

(D1) Non-dictatorship: To be a dictatorship, a social welfare function must be

able to identify the votes of individual voters (and subsequently follow the

vote of the dictator). In the distributional framework, we only observe the

aggregate distribution over Sn and hence cannot determine the vote of any

individual voter. Thus, the non-dictatorship condition is always satis�ed by

the distributional framework.

(D2) Universality: Since σ∗P ∈ Sn, the output of our ranking procedure is always a
complete ranking. Universality then requires that the output of the aggregation

procedure should be unique.

(D3) Transitivity: Since σ∗P ∈ Sn, transitivity is automatically satis�ed.

(D4) Pareto-e�ciency: The Pareto-e�ciency condition can be translated as, for

all permutations in the support of P , if alternative x is ranked above y, then x

should be ranked above y in the aggregation i.e. if ∀σ : P (σ) > 0;σ(x) < σ(y),

then Pareto-e�ciency is satis�ed i� σ∗P (x) < σ∗P (y).

(D5) Independence of irrelevant alternatives (IIA): If voters change their

preferences in a way that preserves the relative positions of x and y in each

vote, the marginal probability of x being preferred over y remains constant.

Let Px<y =
∑

σ:σ(x)<σ(y) P (σ) be the marginal probability of x being preferred

over y. Then, the IIA condition can be translated as: ∀x, y ∈ X , given any
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two distributions P and Q such that Px<y = Qx<y, then IIA is satis�ed i�

sign [σ∗P (x)− σ∗P (y)] = sign
[
σ∗Q(x)− σ∗Q(y)

]
.

(D6) Anonymity: As in the non-dictatorship condition, we only have access to the

votes through the distribution and thus cannot identify individual voters and

anonymity is implicitly satis�ed in the distributional framework.

(D7) Monotonicity: If one or more voters improves the position of an alternative

x in their respective rankings, this shifts probability mass between certain

permutations where the position of x goes up while that of other alternatives

goes down or remains the same. Let σ1 and σ2 ∈ Sn such that σ2(x) < σ1(x)

and σ2(y) ≥ σ1(y)∀y ∈ X\{x}. Then, we can translate the monotonicity

condition as: Given two distributions P and Q s.t. P (σ2) = Q(σ2)+δ, P (σ1) =

Q(σ1)−δ, δ > 0 and P (σ) = Q(σ) for σ 6= σ1, σ2 then, monotonicity is satis�ed

i� σ∗P (x) ≤ σ∗Q(x).

(D8) Consistency: Consistency requires that if an alternative wins in two separate

sets of votes, it should also win in the (multiset) union of those sets. For

distributions the union of the sets is given as (P + Q)/2 and we have the

condition: Given two distributions P and Q such that σ∗P (x) = 1, σ∗Q(x) = 1,

then consistency is satis�ed i� σ∗P+Q
2

(x) = 1.

(D9) Majority rule: If an alternative x ranks at top of strictly greater than half of

the votes, then x must win. Let P 1(x) =
∑

σ:σ(x)=1

P (σ) measure the marginal

probability of x being ranked �rst. Then, majority rule is satis�ed i� P 1(x) >
1
2 ⇒ σ∗P (x) = 1

(D10) Condorcet Criterion: Given a distribution P such that if Px<y >
1
2 ∀ y ∈

X\{x} then the Condorcet criterion is satis�ed i� σ∗P (x) = 1. Observe that, if

the Condorcet criterion is satis�ed, then Majority rule is also satis�ed.

This translation is a novel contribution of this chapter. The following theo-

rem, which follows from the above discussion, summarizes the equivalence of these

axioms to those from social welfare theory:

Theorem 8 (Equivalence of axioms). If voting data is accessible only via its dis-

tribution over Sn, the Social Welfare Axioms (S1-S10) are equivalent to the axioms

(D1-D10) introduced above.
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Since non-dictatorship and transitivity are both implicit in our distributional

framework, Arrow's Impossibility Theorem states that a procedure cannot satisfy

Universality, Pareto and IIA simultaneously. However, the quantitative nature of

these axioms suggests that they can be relaxed and we will do so in the next section.

We will show in Section 4.5 that with these relaxations do admit ranking procedures

that satisfy Pareto and IIA.

A natural question then arises, what loss function ` should we choose? Are

certain loss functions preferable to others, and what are the tradeo�s involved? In

this chapter, we take the axiomatic approach to this problem. In Section 4.3, we

review some key axioms from social choice theory. An argument against the usual

presentation of social choice theory via these axioms has been that they are expressed

in words and the interpretation of these axioms and the relationships between them

are not clear from this description. In Section 4.3.1 we translate each of these axioms

to our setting, i.e. for each axiom, we obtain equivalent mathematical conditions in

terms of P that the estimator σ∗`,P must satisfy. Impossibility results from social

choice theory then state that certain pairs of axioms cannot be satis�ed simultane-

ously, so we investigate appropriate relaxations to these axioms in Section 4.3.2. This

implies conditions that a loss function ` must satisfy to be consistent with various

axioms. In Section 4.5, we consider the converse question of explicitly characterizing

all loss functions that satisfy each axiom, for the subclass of positional scoring rules

and show that our relaxations are indeed useful.

4.3.2 Relaxations of Social Welfare Axioms

We see that in the distributional setting, most axioms can be interpreted in terms

of marginals of the distribution P , and represent constraints on σ∗P based on these

marginals. This probabilistic interpretation of the axioms motivates us to account

for noise in the observed rankings by introducing a margin-like notion and go beyond

impossibility results.

Consider for example, IIA. Let Mγ(x, y) = {P |Px<y = γ} be the family of

distributions with marginal probability γ for σ(x) < σ(y), then IIA is satis�ed, if for

all 0 ≤ γ ≤ 1, and distributions Q1, Q2 ∈Mγ(x, y),

sign
[
σ∗Q1

(x)− σ∗Q1
(y)
]

= sign
[
σ∗Q2

(x)− σ∗Q2
(y)
]

(4.1)
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i.e. moving probability mass such that the marginals remain the same does not alter

the relationship between x and y in the aggregation.

Intuitively, the hardest case for IIA is when γ = 1
2 , as it is unclear which

of x and y should be preferred based on the marginal probability. However, as γ

moves away from 1
2 , a decision between x and y can be made more easily. This

intuition motivates the de�nition below, where we require IIA to hold only for such

distributions where the distinction between x and y can be made more easily:

De�nition 10. ε-IIA is satis�ed, i� for all Q1, Q2 ∈ {P |Px<y = γ}, where |γ− 1
2 | ≥

ε, ε > 0, then sign
[
σ∗Q1

(x)− σ∗Q1
(y)
]

= sign
[
σ∗Q2

(x)− σ∗Q2
(y)
]
.

Note that ε = 0 corresponds to the usual IIA.

Similarly, the Majority Rule axiom can be parameterized in terms of marginal

probability of an alternative x being ranked at the top, P 1(x) =
∑

σ:σ(x)=1

P (σ) = γ

. As this marginal probability goes to 1, a reasonable rank aggregation procedure

would place x at the top. This intuition motivates the following de�nition:

De�nition 11. The ε-Majority Rule axiom is satis�ed, i� for all P : P 1(x) ≥
1
2 + ε ; ε > 0, σ∗P (x) = 1.

The Condorcet Criterion also allows for a similar extension:

De�nition 12. ε-Condorcet Rule is satis�ed, if for all P : Px<y ≥ 1
2 +ε ; ε > 0 ∀ y ∈

X\{x}, σ∗P (x) = 1.

While it is also possible to relax the other axioms in a similar manner, it

is not as natural; for instance, we expect Pareto to always be satis�ed for any

reasonable rank aggregation procedure. In addition, as we will see in Section 4.5,

the above relaxations are su�cient to ensure that a ranking procedure satisfying all

our axioms exist.

Note that the Condorcet criterion is stronger than Pareto in that Condorcet

implies Pareto. It is also possible to strengthen the Condorcet criterion further by

dropping the ∀y requirement. We call this the ε-Strong Condorcet criterion:

De�nition 13. ε-Strong Condorcet Rule is satis�ed, if for all P : Px<y ≥ 1
2 + ε ; ε >

0, then σ∗P (x) < σ∗P (y).
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Thus, if x is ranked above y in a signi�cant fraction of the votes, x should be

ranked above y in the aggregation. We note that this may not always be desirable,

due to the following proposition:

Proposition 5. For ε < 1/6, ε-Strong Condorcet is incompatible with universality.

Proof. Consider a distribution which assigns equal weight to the following permuta-

tions: x < y < z, y < z < x, z < x < y. Then, Px<y = 2/3, Py<z = 2/3, Pz<x = 2/3.

If the ε-Strong Condorcet condition holds, transitivity would be violated if univer-

sality were satis�ed. Since transitivity is implicit in the distributional framework,

universality i.e. the condition that a unique permutation should be returned must

be violated.

We also have:

Proposition 6. ε-Strong Condorcet ⇒ ε-IIA.

Proof.

ε-Strong Condorcet

⇒ if P : Px<y ≥ 1
2 + ε ; ε > 0, then σ∗P (x) < σ∗P (y)

⇒ for all Q1, Q2 ∈ {P |Px<y = 1
2 + ε}, ε > 0, then

sign
[
σ∗Q1

(x)− σ∗Q1
(y)
]

= sign
[
σ∗Q2

(x)− σ∗Q2
(y)
]

= −1

This last statement is ε-IIA.

4.4 Comparative Analysis for Axioms

While the previous sections provided a quantitative characterization of social-choice

theoretic axioms, as well as suitable relaxations of these, one might ask if there were

commonalities between these di�erent axioms. In this section, we investigate this

question further. Before doing so, we �rst obtain a optimization based characteriza-

tion of any distributional rank aggregation procedure.

Consider the following class of distributional rank aggregation procedures:

σ∗P = argmin
σ∈Sn

g(σ, P ) (4.2)
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where g : Sn×Pn 7→ R, and Pn is the set of all distributions on Sn. This character-

ization is WLOG as:

Proposition 7. Any distributional rank aggregation procedure can be expressed in

the form (4.2) for some function g.

Proof. Consider a social welfare procedure which decides σ̃P for a distribution P .

Then, let g(σ, P ) = δσ̃P (σ) in (4.2), where δσ′(σ) = 0 if σ = σ′ and∞ otherwise. This

will return σ∗P = σ̃P and thus using g is equivalent to the social welfare procedure.

We now de�ne two quantities for any pair of alternatives x and y based on g

and 0 ≤ γ ≤ 1.

Lγ(g;x, y) = min
P :Px<y=γ

[
min

σ:σ(x)<σ(y)
gP (σ)− min

σ:σ(x)>σ(y)
gP (σ)

]
Uγ(g;x, y) = max

P :Px<y=γ

[
min

σ:σ(x)<σ(y)
gP (σ)− min

σ:σ(x)>σ(y)
gP (σ)

]
Thus, Lγ(g;x, y) and Uγ(g;x, y) are the lower and upper bounds for the quantity in

brackets. We now show how most of the axioms can be re-written in terms of these

two quantities.

Proposition 8. g satis�es Pareto-e�ciency i� Uγ(g;x, y) < 0, ∀ x, y ∈ X for γ = 1

Proof. By de�nition, Pareto-e�ciency requires that for all P ∈ {P | ∀ σ : P (σ) >

0;σ(x) < σ(y)}, σ∗P (x) < σ∗P (y). The statement can be rewritten as: ∀ P : Px<y = 1,

i.e. the argument(σ∗P ) minimizing the objective in Equation 4.2, has σ∗P (x) < σ∗P (y),

which is equivalent to having:

min
σ:σ(x)<σ(y)

gP (σ) < min
σ:σ(x)>σ(y)

gP (σ)

i.e.. the minimizer σ∗P ∈ {σ : σ(x) < σ(y)}. Also, this should hold for all distribu-

tions P : Px<y = 1, which is true i� U1(g;x, y) < 0.

Proposition 9. g satis�es IIA i� Lγ(g;x, y), Uγ(g;x, y) > 0, ∀γ : 0 ≤ γ ≤ 1 and

∀ x, y ∈ X ,

Proof. By de�nition, IIA requires that for all distributions P,Q ∈ {P |Px<y = γ},
sign [σ∗P (x)− σ∗P (y)] = sign

[
σ∗Q(x)− σ∗Q(y)

]
,∀x, y ∈ X. The statement can be
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rewritten as: for all P ∈ {P |Px<y = γ}, sign[σ∗P (x)−σ∗P (y)] should remain constant.

i.e. for a �xed γ, for all P : Px<y = γ, the argument(σ∗P ) minimizing the objective

in Equation 4.2, should always belong to either σ : σ(x) > σ(y) or σ : σ(x) < σ(y).

Also, we know that:

σ∗P (x) < σ∗P (y) i� min
σ:σ(x)<σ(y)

gP (σ) < min
σ:σ(x)>σ(y)

gP (σ)

σ∗P (x) > σ∗P (y) i� min
σ:σ(x)<σ(y)

gP (σ) > min
σ:σ(x)>σ(y)

gP (σ)

which is equivalent to,

sign[σ∗P (x)− σ∗P (y)]

= sign

[
min

σ:σ(x)<σ(y)
gP (σ)− min

σ:σ(x)>σ(y)
gP (σ)

]

This means that for g to satisfy IIA, sign

[
min

σ:σ(x)<σ(y)
gP (σ)− min

σ:σ(x)>σ(y)
gP (σ)

]
is

constant for all P ∈ {P |Px<y = γ}. Now, any function has a constant sign, i� its

minimum and maximum value have the same sign.

Thus, g satis�es IIA i� Lγ(g;x, y), Uγ(g;x, y) > 0, ∀γ : 0 ≤ γ ≤ 1 and ∀ x, y ∈
X .

Proposition 10. g satis�es the Condorcet criterion i� Uγ(g;x, y) < 0, for 1
2 < γ ≤

1, ∀ x, y ∈ X .

Proof. By de�nition, Condorcet Criteria requires that for all P such that if Px<y >
1
2 ∀ y ∈ X\{x} then σ∗P (x) = 1. This requirement can be rewritten as: Let P ∈
{P |Px<y = γy >

1
2 ∀ y ∈ X\{x}}, then σ

∗
P (x) < σ∗P (y) for all y ∈ X\{x}. We know

that:

σ∗P (x) < σ∗P (y) i� min
σ:σ(x)<σ(y)

gP (σ) > min
σ:σ(x)>σ(y)

gP (σ)

Following the argument in proof of Proposition 8, we recover the required statement.

We de�ne another quantity for any alternative x based on g and 0 ≤ γ ≤ 1

U1
γ (g;x) = max

P :P 1(x)=γ

[
min

σ:σ(x)=1
gP (σ)− min

σ:σ(x) 6=1
gP (σ)

]
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Proposition 11. g satis�es Majority Rule i� U1
γ (g;x) < 0, for all 1

2 < γ ≤ 1,

∀ x ∈ X .

Proof. By de�nition, majority rule is satis�ed i� for all P ∈ {P |P 1(x) > 1
2},

then σ∗P (x) = 1. The statement can be rewritten as: ∀ P : P 1(x) = 1, i.e. the

argument(σ∗P ) minimizing the objective in Equation 4.2, has σ∗P (x) = 1, which is

equivalent to having:

min
σ:σ(x)=1

g(σ, P ) < min
σ:σ(x) 6=1

g(σ, P )

i.e.. the minimizer σ∗P ∈ {σ : σ(x) = 1 . Also, this should hold for all distributions

P : P 1(x) > 1
2 , which is true i� U1

γ (g; y) < 0 for all γ > 1
2 .

Similar conditions can be obtained for the relaxed de�nitions of axioms dis-

cussed before. Consistency and monotonicity both depend on the structure of g in

ways that we believe cannot be captured as easily by the quantities Lγ(g;x, y) and

Uγ(g;x, y) and we leave these for future work.

4.4.1 An Impossibility Theorem for Distributional Rank Aggrega-

tion

We now present an impossibility theorem regarding the ability of any distributional

rank aggregation procedure to satisfy both Universality and Pareto axioms simul-

taneously. Recall that Arrow's impossibility theorem in our setting states that no

procedure satis�es Pareto, IIA and Universality. This result then provides an al-

ternative intuitive proof of Arrow' theorem for the special case of g continuous in

P .

Theorem 9. For n ≥ 2, if g(σ, P ) in (4.2) is a continuous function of P for each

�xed σ, both Universality and Pareto cannot be satis�ed simultaneously.

Proof. P is a distribution over Sn which has �nitely many elements and hence can be

represented as a �nite real valued vector, thus g(σ0, P ) for a �xed σ0 is a multivariate

function of this vector and the continuity of g(·, P ) is a well-de�ned notion.

Now, pick any pair of alternatives x and y. Consider the quantity

hxy(P ) = min
σ:σ(x)<σ(y)

g(σ, P )− min
σ:σ(x)>σ(y)

g(σ, P ) (4.3)
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Then, hxy(P ) < 0 ⇐⇒ σ∗P (x) < σ∗P (y), as the minimum σ∗P will be chosen from

{σ : σ(x) < σ(y)}. Now, pick two permutations σ1 and σ2 such that σ1(x) < σ1(y)

and σ2(x) > σ2(y).

Consider a family of distributions indexed by 0 ≤ λ ≤ 1. Let Pλ = λδσ1 +(1−
λ)δσ2 , where δ is such that δσ̃(σ) = 1 if σ̃ = σ and 0 otherwise. Note the following:

� Pareto implies, since P0 ≡ δσ2 , hxy(P0) > 0 and similarly, P1 ≡ δσ1 and

hxy(P1) < 0

� g(σ, P ) is continuous in P for each �xed σ. Now, each of the two terms on

the RHS of (4.3) are minimizations over a �nite set of σ. The minimization of

a �nite number of continuous functions in P yields a continuous function and

so does the subtraction of these two terms. Thus, hxy is continuous in P and

hence in λ.

� The above two statements together imply that for some 0 < λ∗ < 1, hxy(λ
∗) =

0. However, this means that for some pair σ∗1 and σ∗2, such that σ∗1(x) < σ∗1(y)

and σ∗2(x) > σ∗1(y), g(σ∗1, P
∗
λ ) = g(σ∗2, P

∗
λ ) and this is also the minimum value

of g, so that σ∗1, σ
∗
2 ∈ argminσ g(σ, P ). Since they di�er atleast in the relative

position of x and y in the ranking, the ranking procedure does not return a

unique minimizer and thus does not admit Universality.

The continuity property is desirable for computational purposes and proce-

dures used in practice for rank aggregation use a continuous g. Since Pareto is an

important condition that we do not wish to relax, the above result implies that we

must abandon the universality assumption, i.e. we must be content with procedures

that sometimes return multiple aggregations.

Regarding Arrow's impossibility theorem for general g, we �rst note that

the usual proofs of Arrow's theorem which rely on identifying pivotal voters fail

completely in this framework. In fact, Fishburn [1970] gives a possibility result in

the case of in�nite voters, which our framework captures. However, the proof there

is not constructive and the g involved will quite likely be pathological � it will

certainly not be continuous in P . We hope to investigate this further in future work.
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Table 4.1: Key margin quantities for Positional Scoring Rules

Name h : [n] 7→ R Ωh ωh ω1
h

Borda Count h(i) = n− i n− 1 1 1
Plurality h(1) = 1;h(i) = 0, i 6= 1 1 0 1
Anti-Plurality h(n) = 0;h(i) = 1, i 6= n 1 0 0
Log Rule h(i) = − log(i) log(n) log( n

n−1) log(2)

Squared Rule h(i) = −i2 n2 − 1 3 3

Table 4.2: IIA, Condorcet and Majority Rule margins for Positional Scoring Rules

Name h : [n] 7→ R ε for IIA/Cond. ε for Maj.

Borda Count h(i) = n− i 1/2− 1/n 1/2− 1/n
Plurality h(1) = 1;h(i) = 0, i 6= 1 1/2 0
Anti-Plurality h(n) = 0;h(i) = 1, i 6= n 1/2 1/2

Log Rule h(i) = − log(i) log(n)
2 log(n2/(n−1))

log(n)
2 log(n2/(n−1))

Squared Rule h(i) = −i2 n2−4
2(n2+2)

n2−4
2(n2+2)

4.5 Positional Scoring Losses

The impossibility theorems derived in the previous section state that there are no

distributional rank aggregation procedures that simultaneously satisfy a set of key

axioms. But would the impossibility theorem continue to hold if we only need

satisfy our relaxed variants of the exact axioms? We can ask a more general and

more di�cult question: for each axiom, and its relaxed variant, can we exhaustively

characterize which rank aggregation procedures would satisfy or not satisfy these?

We consider a simpli�cation of the above general question, and ask for such

an exhaustive characterization for a simpler family of rank aggregation procedures

known as positional scoring rules [Kenneth J. Arrow and Suzumura, 2002, Chapter

7].

Recall from Section 4.4 that any distributional rank aggregation function

can be expressed in the form in (4.2) as the the minimizer of some loss functional

g(σ, P ). Let us �rst consider the following specialization of these loss functionals

that are commonly used in varied computer scienti�c domains. Speci�cally, for any

bivariate loss function ` : Sn × Sn 7→ R that measures the discrepancy between two
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rankings, consider the loss functional g(σ, P ) set to the expected value of ` over P .

We then obtain the following rank aggregation procedure:

σ∗`,P = argmin
σ∈Sn

g(σ, P ) = argmin
σ∈Sn

Eσ′∼P [`(σ, σ′)] (4.4)

In general, `(σ′, σ) can be any bivariate function but the following are of

special interest:

� `0−1(σ, σ′) = 1[σ 6= σ′]: This corresponds to the zero-one distance between

permutations. The corresponding σ∗`0−1,P
is then the mode of the distribution

P . Statistical and machine learning approaches to the rank aggregation prob-

lem �t a (unimodal) distribution to the P and then return the mode of the

estimated distribution as a point estimate. Thus, these techniques implicitly

use the zero-one loss.

� `KT (σ, σ′) =
∑

(x,y)∈[n]
1[sign(σ(x)−σ(y)) 6= sign(σ′(x)−σ′(y))]: This loss measures

the Kendall-Tau distance between two permutations, i.e. the number of inver-

sions between them. The minimization problem for this loss has been shown to

be NP-hard and this loss has been studied widely in the Theoretical Computer

Science literature.

� `(σ, σ′) =
∑
x∈[n]

|σ(x) − σ′(x)|: This loss measures the Spearman-footrule dis-

tance and is used as an approximation to the Kendall-Tau.

Positional scoring methods assign a score to each alternative in a permutation

based on its position, these scores are aggregated across permutations and the �nal

aggregation is obtained by sorting the alternatives based on their cumulative scores.

Equivalently,

De�nition 14 (Positional Scoring Loss). A loss `h is a Positional Scoring Loss i�

it can be decomposed as `h(σ, σ′) =
∑
x
h(σ′(x)).σ(x), where h : [n] 7→ R

Using Equation (4.4), the corresponding σ∗P,`h can be written as:

σ∗P,`h = argmin
σ∈Sn

Eσ′∼P [`h(σ, σ′)]

= argmin
σ∈Sn

∑
x

Eσ′∼P [h(σ′(x))].σ(x)
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= argmin
σ∈Sn

∑
x

fP (x).σ(x) (4.5)

where fP : X 7→ R is given by fP (x) = Eσ′∼P [h(σ′(x))] is the cumulative scoring

function.

Proposition 12. Given fP (x) = Eσ′∼P [h(σ′(x))], then σ∗P,`h is the permutation

achieved by sorting the alternatives in descending order of fP (x)

Proof. The result is a direct consequence of using the rearrangement inequality on

Equation (4.5).

This proposition also shows that the rank aggregation using Positional Scor-

ing rules can be computed e�ciently. Tables 4.1 and 4.2 give examples of some

well-known positional scoring rules, their corresponding h-functions, and their key-

properties.

4.5.1 Axiomatic Analysis of Positional Scoring Rules

The Non-dictatorship, Transitivity and Anonymity axioms are implicit in our distri-

butional framework. Positional scoring rules are continuous in P . So, Theorem 9

applies and we will not require Universality.

We de�ne three properties of interest for any positional loss function. These

quantities play a key role in establishing several axioms:

� Ωh = max
{i,j∈[n]|i<j}

h(i)− h(j).

This is the maximum variation in possible scores for h.

� ωh = min
{i,j∈[n]|i<j}

h(i)− h(j)

This is the minimum variation in possible scores for h.

� ω1
h= min

j∈[n]|j>1
h(1)− h(j)

This is the minimum variation in possible scores for h with respect to the �rst

position. This is used in analyzing the Majority Rule.

We observe the following:

� For n = 2, Ωh = ωh = ω1
h.
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� For n > 3, Ωh ≥ ωh with equality holding i� h : [n] 7→ R is a constant

function.

Proposition 13 (IIA). No positional scoring loss `h satis�es IIA exactly.

Proof. Consider the quantity,

fP (x)− fP (y) =
∑

σ:σ(x)<σ(y)

P (σ) (h(σ(x))− h(σ(y)))

−
∑

σ:σ(x)>σ(y)

P (σ) (h(σ(y))− h(σ(y)))

IIA requires that, for all distributions P ∈Mγ(x, y) = {P |Px<y = γ},
sign(σ∗P,`(x) − σ∗P,`(y)) should remain constant. i.e. Since you don't change the

positions of x, y, their relative positions in the aggregation should remain constant

over all distibutions P |Px<y = γ.

Then, any P ∈Mγ(x, y), fP (x)− fP (y) can be lower and upper bounded by

the following, using the de�nition of Ωh and ωh:

γωh − (1− γ)Ωh ≤ fP (x)− fP (y) ≤ γΩh − (1− γ)ωh (4.6)

Both inequalities are tight i.e. There exist distributions Q1 and Q2 such that,

Q1x<y = Q2x<y = γ (4.7)

fQ1(x)− fQ1(y) = γΩh − (1− γ)ωh (4.8)

fQ2(x)− fQ2(y) = γωh − (1− γ)Ωh (4.9)

Now, sign(f(x)− f(y)) is constant

⇐⇒ (γωh − (1− γ)Ωh)× (γΩh − (1− γ)ωh) > 0

⇐⇒ S(γ) = γ2(Ωh + ωh)2 − γ(Ωh + ωh)2 + Ωhωh > 0

This must hold ∀ γ, 0 ≤ γ ≤ 1. Also observe that S(0) = S(1) = Ωhωh.

S(γ) is convex (in particular, quadratic) in γ, with its minimum occurring

at:

γ∗ = argmin
γ∈[0,1]

S(γ) =
1

2
(4.10)
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and

S(γ∗) = −1

4
(Ωh − ωh)2 ≤ 0 (4.11)

Thus, S(γ∗) ≤ 0, and hence no `h can satisfy IIA exactly.

Proposition 14 (ε−IIA). A positional scoring loss `h satis�es ε−IIA i�

ε >
1

2

(
Ωh − ωh
Ωh + ωh

)
.

Proof. Continuing from the proof of Proposition 13, Since S(γ) is convex, quadratic,

we need that S(1
2 + ε) = S(1

2 − ε) > 0. Plugging γ = 1
2 + ε in de�nition of S(γ) leads

to a recovery of the result.

Proposition 15 (Pareto E�ciency). A positional scoring loss `h satis�es Pareto-

e�ciency exactly i� h : [n] 7→ R is strictly monotonically decreasing.

Proof. For, Pareto-e�ciency, for all {P |Px<y = 1}, we need that σ∗P,`h(x) < σ∗P,`h(y),

which is equivalent to having f(x)− f(y) > 0. Plugging γ = 1 in Equation (4.6), we

get that f(x)− f(y) > 0 i� ωh > 0, which is equivalent to h : [n] 7→ R being strictly

monotonically decreasing.

Proposition 16 (Monotonicity). A positional scoring loss `h satis�es Monotonicity

i� h : [n] 7→ R is non-increasing.

Proof. The score for alternative x is given by fP (x) =
∑

σ′∈Sn P (σ′)h(σ′(x)). Sup-

pose the position of x goes up such that probability mass δ > 0 shifts from σ1 to σ2

from P1 to P2, where σ1 and σ2 di�er only in that x is higher up in σ2 than in σ1,

i.e. σ2(x) < σ1(x) and σ2(y) ≥ σ1(y)∀y ∈ X\{x},

fP2(x)− fP1(x) = δ(h(σ2(x))− h(σ1(x)))

Then, fP (x) will decrease or remain the same i� h is non-increasing.

Proposition 17 (Consistency). Every positional loss function `h satis�es consis-

tency.
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Proof. Given distributions P and Q such that σ∗P,`h(x) = 1 and σ∗Q,`h(x) = 1, which

implies that fP (x) = Eσ′∼P [h(σ′(x))] > fP (y), ∀y ∈ X\{x}. Similarly, fQ(x) =

Eσ′∼Q[h(σ′(x))] > fQ(y), ∀y ∈ X\{x}. fP+Q
2

(x) = E
σ′∼P+Q

2
[h(σ′(x))] = (fP (x) +

fQ(x))/2 > fP+Q
2

(y), ∀y ∈ X\{x}.

Proposition 18 (Majority rule). A positional scoring loss `h satis�es Majority rule

i� max(Ωh,−ωh)− ω1
h = 0 and ω1

h + max(Ωh,−ωh) > 0

Proof. Let ω1
h = min

j∈[n]|j>1
h(1) − h(j) and let P 1(x) = γ = 1

2 + ε; ε > 0 Then for all

y ∈ X\{x}:

f(x)− f(y) =
∑

σ:σ(x)=1

P (σ) (h(1)− h(y))

−
∑

σ:σ(x)6=1

P (σ) (h(y)− h(x))

≥ γ(ω1
h)− (1− γ) max(Ωh,−ωh)

≡ ε
(
ω1
h + max(Ωh,−ωh)

)
− 1

2

(
max(Ωh,−ωh)− ω1

h

)
For majority rule, we need that, f(x)− f(y) > 0, which is equivalent to

ε(ω1
h + max(Ωh,−ωh))− 1

2(max(Ωh,−ωh)− ω1
h) > 0

max(Ωh,−ωh) + ω1
h

max(Ωh,−ωh)− ω1
h

>
1

2ε

So, for any positional loss function `h, we can �nd an ε(and hence a distribution P ),

for which majority criteria is not met.

Proposition 19 (ε-Majority rule). A positional scoring loss `h satis�es ε−Majority

Rule i� ε > 1
2

(
max(Ωh,−ωh)−ω1

h

max(Ωh,−ωh)+ω1
h

)
.

Proof. The argument follows directly from the proof of proposition 18.

Proposition 20 (Condorcet Criterion). No positional scoring loss `h satis�es the

Condorcet Criterion

Proof. For Condorcet analysis, if Px<y = γ = 1
2 + ε, ε > 0, then f(x) − f(y) > 0

i� ε(Ωh + ωh) > 1
2(Ωh − ωh). Taking lim

ε→0+
, shows that positional scoring rules don't
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Figure 4.1: Performance of di�erent positional scoring rules on the mixture of Mal-
lows' models

satisfy Condorcet criteria in general i.e. For any positional loss `h, we can �nd an

ε(and hence a distribution P ), for which Condorcet criteria is not met.

Proposition 21 (ε−Strong Condorcet Criterion). A positional scoring loss `h sat-

is�es the ε−Strong Condorcet Criterion i� ε > 1
2

(
Ωh−ωh
Ωh+ωh

)
Proof. The proof follows directly from the proof of proposition 20.

Recall from Proposition 6, that ε-Strong Condorcet implies ε-IIA, consistent

with propositions 14 and 21. Thus, we have the same ε for both IIA and Condorcet

for positional loss functions and they are shown together in Tables 4.1 and 4.2.

4.5.2 A Possibility Theorem with Relaxed Axioms

Given the theory above, we can now quantify the extent to which a given positional

loss satis�es each of the approximate axioms. A natural �rst question is whether

any loss satis�es our relaxed axioms.

Theorem 10. The set of positional loss functions which admits the following axioms

is non-empty: exact versions of Pareto and Monotonicity, relaxed axioms ε-IIA, ε-

Strong Condorcet, ε′-Majority Rule

Proof. We show this constructively. Tables 4.1 and 4.2 shows the εs for relaxed

axioms for various ranking procedures. In particular, note that Borda Count satis�es
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Pareto and Monotonicity exactly and satis�es the relaxed Strong Condorcet, IIA and

Majority Rule axioms with some 0 < ε, ε′ < 1
2 , as required.

A second question is whether we can design losses that satisfy the approximate

axioms to the greatest extent possible. The following theorems show a surprising

result, that the Borda Count is the optimal positional ranking function in a certain

sense.

Lemma 1. For any positional scoring loss `h that satis�es Pareto, Ωh
ωh
≥ n − 1,

where n is the number of alternatives.

Proof. Since `h satis�es Pareto, h must be strictly decreasing. Then,

ωh = min
{i,j∈[n]|i<j}

h(i)− h(j) = min
i∈[n]

(h(i)− h(i+ 1)) (4.12)

and

Ωh = max
{i,j∈[n]|i<j}

h(i)− h(j) = h(1)− h(n) (4.13)

= (h(1)− h(2)) + · · ·+ (h(n− 1)− h(n)) (4.14)

≥ (n− 1)ωh (4.15)

where the last line follows because each term in (4.14) if larger than their minimum

given by (4.12), as required.

Theorem 11. For any �xed n, Borda count is optimal w.r.t. the ε-Strong Condorcet

condition and ε-IIA, i.e. has the least ε among all positional loss functions.

Proof. Let t = Ωh
ωh
≥ 1. Then, from Proposition 14,

ε∗ =
1

2

(
Ωh − ωh
Ωh + ωh

)
=

1

2

(
t− 1

t+ 1

)
(4.16)

ε∗ is then monotonically increasing in t for t ≥ 1 and is thus minimized when t is

minimum. From Lemma 1, this is minimized when t = n − 1, which is achieved by

Borda (see Tables 4.1 and 4.2).

This fact seems to have been noted previously in the literature. Saari [1990]

states �the Borda method is the unique positionalist method to minimize the kinds
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and number of paradoxes that can occur�. However, the justi�cation given in Saari

[1990] uses the much more complex machinery that our relaxation-based approach.

4.6 Experiments

Theroem 11 showed that Borda Count is optimal in a �worst-case� sense in satisfying

certain relaxed axioms. However, this does not mean that it dominates all other

positional losses over all distributions and we present experiments to demonstrate

this fact. Our framework shows that the key quantities to take into account when

designing a positional loss are Ωh and ωh. For a non-increasing h, h can be scaled

so that Ωh is �xed. Then ωh, intuitively the smallest (discrete) gradient of h, is the

key quantity to compare among losses. A key factor in the following discussion will

be the position in the list where this minimum value ωh is achieved.

4.6.1 Experimental Setup

We consider the following losses: Borda count where h is linear, a �Convex� loss

log, a �concave� loss Square and the limiting convex and concave losses Plurality

and AntiPlurality. The convex losses achieve minimum ωh = h(n)− h(n− 1) at the

bottom of the list and thus pay more attention to relative positions at the top. The

concave losses achieve minimum ωh = h(1)−h(2) at the top of the list and thus pay

more attention to relative positions at the bottom. See Tables 4.1 and 4.2 for details

on the losses.

Let {A,B,C,D,E} be the set of alternatives X , n = 5. A Mallows model is

given by P (·|W ) ∝ φ`KT (·,W ), where W is the central permutation, φ ∈ (0, 1] is the

dispersion parameter and `KT is the Kendall-Tau distance. A higher φ makes the

distribution more concentrated around the central permutation. We use a mixture

of two Mallows models for our experiments. Let Z1 and Z2 be the two central

permutations and w and 1 − w be their weights in the mixture. We perform two

experiments. In Experiment 1, we �x centers Z1 = {D,E,A,B, C} and Z2 =

{B, C,D,E,A}, while in Experiment 2 we �x centers Z1 = {A,B, C,D,E} and
Z2 = {B, C,D,E,A}. Then, for φ = 0.8, we vary w from 0.51 to 1.0. Thus, in both

experiments, we put higher weight on Z1 having σ(A) < σ(B) and as we increase

the weight, we are e�ectively increasing Px<y. For a given w, we generate samples
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from the mixture of Mallows model and aggregate them using the positional scoring

rules.

Metrics

We call an aggregation a �success� if it ranks A above B. We perform multiple trials

for each w to calculate the probability of success.

4.6.2 Results

Figure 4.1 shows the probability of success against the weight value w for both

experiments. As expected, there is an inverse relationships between the two plots

w.r.t. the order of the best performing methods.

� Concave losses which place more importance at the top of the list perform

better than Borda on experiment 1 while Convex losses which place more

importance at the top of the list perform well on experiment

� Observe the inverse nature of the two plots i.e. in the �rst experiment, con-

cave losses performs best while in the second the convex losses perform best,

consistent with the explanation above. Borda performs reasonably for both

distributions, validating Theorem 11.

In summary, this result is expected as the distributions chosen are the ex-

tremal ones from our theory i.e. those at which the upper and lower bounds are met.

These results validate our theory and lend insight into the optimality of Borda �

whose performance is reasonable in both experiments � over all distributions. Now

we list some observations which would help us to the intuitively explain these results.

� Concave-losses do better than Borda Count in the �rst-experiment, while

Convex-losses do better than Borda Count in the second one.

� For decreasing concave losses, ωh = h(2) − h(1), where as for convex losses

ωh = h(n)− h(n− 1).

� In the �rst experiment,{A,B} occur towards the bottom in Z1, ie most samples

placing A over B will have both A and B towards the bottom, and hence, for

convex losses the di�erence in the relative scores of A and B will be small,
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while for concave losses the di�erence will be large. So, even at a smaller

weight w1 on Z1, concave losses would be more "successful" than their convex

counterparts.

� In the second experiment,{A,B} occur towards the top in Z1, ie most samples

placing A over B will have both A and B towards the top, and hence, for

concave losses the di�erence in the relative scores of A and B will be small,

while for convex losses the di�erence will be large. So, even at a smaller

weight w1 on Z1, convex losses would be more "successful" than their concave

counterparts.

In Section 4.5, we saw that for positional scoring losses, all axiomatic proper-

ties(both exact and approximate) depend on three quantities Ωh,ωh and ω1
h. Recall

from previous de�nitions that

Ωh = max
{i,j∈[n]|i<j}

h(i)− h(j) (4.17)

ωh = min
{i,j∈[n]|i<j}

h(i)− h(j) (4.18)

ω1
h = min

j∈[n]|j>1
h(1)− h(j) (4.19)

Moroever, all axioms are functions of ratios of these three quantities. So, any positive

linear scaling or translation of h will not change the behavior of `h towards any

axioms.i.e. Axioms only depend on the behavior of the discrete-derivative of the

function h. We state some key properties:

� For any strictly decreasing convex function, its discrete-derivative is decreasing

in nature i.e. The sharpest change in function value is observed at the top of

the list, while the slowest change is observed at the bottom. To quantify this,

for any strictly decreasing convex h, we have ωh = h(n)− h(n− 1)

� On the contrary, for any strictly decreasing concave function, its discrete-

derivative is increasing in nature. i.e. The sharpest change in function value

is observed at the bottom of the list, while the slowest change is observed

at the top. To quantify this, for any strictly decreasing concave h, we have

ωh = h(2)− h(1).
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� For Borda Count, which is a linear function, its discrete derivatives are con-

stant.

� In our analysis of IIA, we observed that for any two alternatives x and y, for a

distribution Pwith the marginal probability Px<y = γ, the di�erence of their

scores fP (x) − fP (y) are upper and lower bounded by γωh − (1 − γ)Ωh ≤
f(x)− f(y) ≤ γΩ− (1− γ)ω.

The distribution P̂ over which the lower bound is attained is the one, which

places x over y at the indices corresponding to argmin{i,j∈[n]|i<j} h(i)−h(j) and

places y over x at the indices corresponding to argmax{i,j∈[n]|i<j}h(i)− h(j).

� For convex losses, P̂ places x and y at the bottom position, whereas for concave

losses P̂ places them at the top.

� Motivated by this intuition, we de�ne two experiments where we choose the

centers for the mixture of Mallows so that we can simulate the P̂ for convex

and concave independently. Both the experiments have Z2 to be the same,

which places B at the top and A at the bottom.(corresponding to Ω).

� In Experiment 1, Z1 puts {A,B} at the bottom, and as we increase the weight

on Z1, we essentially simulate P̂ for a convex function, which is why we see

that the convex losses perform poorly.

� Similarly Experiment 2, Z1 puts {A,B} at the top, and as we increase the

weight on Z1, we essentially simulate P̂ for a concave function, which is why

we see that the concave losses perform poorly.

� Since for Borda, the discrete-derivative is constant, it is not prone to such

distributions and hence never performs the worst. Hence, even empirically we

can see that in a distribution agnostic setting, Borda Count would be optimal.

4.7 Conclusions and Directions for Future Work

The study of social choice theory was revolutionized by Arrow [1951] with the ax-

iomatic approach to social choice and welfare. However, the interpretation of these

axioms has been a common complaint among practitioners, in part due to the char-

acterization of axioms using words or logical statements instead of a quantitative
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description. We hope that our framework can shed light on the characteristics of

Arrow's axioms as well as the similarities between them.

The utility maximization framework described earlier is not completely gen-

eral and excludes many procedures of interest such as runo� systems which are widely

used systems for voting. We hope to analyze these in the future. Within the utility

maximization framework, we have analyzed Positional Scoring rules in detail but

distance measures also fall in this class and can be analyzed with the same machin-

ery. Their performance with regard to the relaxed axioms is an important direction

for future work. In the future, we hope to tackle the more interesting problem of

obtaining a representation theory for all losses which satisfy a certain axiom.

We have exhaustively characterized the set of positional scoring rules that

satisfy each axiom (including our relaxed variants) and shown that Borda Count

is optimal in a sense. It remains to obtain such results for broader classes of loss

functionals (for instance, distance measures).

A common use of rank aggregation techniques in machine learning is to obtain

rankings from a number of algorithms and combine them to produce a higher score

on some other metric, such as the NDCG in learning to rank. Investigating such

metrics w.r.t. the axioms and designing procedures which are guaranteed to improve

performance on these metrics w.r.t. the base rankings is an important direction for

future work. In many such settings, it su�ces to obtain only the top k elements

in the aggregation in contrast to an entire ranking over the set of all alternatives:

extending our analysis to such settings is another key direction for future work.

Another important area of study in social welfare theory are game theoretic

considerations such as the susceptibility of a voting procedure to collusion among

the voters. A celebrated result in this vein is the Gibbard-Satterthwaite theorem

regarding the strategyproofness of theorems. Analyzing distributional rank aggre-

gation procedures under this lens is an open problem.
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Chapter 5

Tracking with Ranked Signals

5.1 Introduction

We consider the problem of tracking a single target where the observations, concern-

ing the position of the target, consist of ranked continuous signals from unlabeled

sources in a cluttered environment. We allow for various types of error that may

occur in these observations: (a) a recorded signal may correspond to a spurious sig-

nal instead of a true signal, and (b) a signal may be lost and never recorded. We

present a novel graphical model approach for this problem. Our graphical model is a

mixed or hybrid model with both discrete and continuous components. To perform

probabilistic inference in this mixed graphical model, we use particle �ltering for the

continuous component which represents the location of the target, and belief propa-

gation for the discrete component which represents the data association between the

signals and the signals' sources.

We were motivated to study the above problem formalism by a mathematical

abstraction of a key problem in Oceanography: that of tracking RAFOS �oats using

�This chapter is adapted from Li, Pareek, Ravikumar, Balwada, and Speer [2015], where the
dissertation author was the second author. He and the primary author, Tianyang Li, worked
together closely on formulating the problem as a Graphical Model and on the theoretical analysis
(which are also the parts relevant to this dissertation). The dissertation author contributed the
min-factor model, while Tianyang Li contributed the bipartite reduction. Tianyang Li, as �rst
author, wrote the majority of the code and performed the experiments though the dissertation
author assisted with debugging and experimental design. The third author, Pradeep Ravikumar,
also the co-supervisor of this dissertation's committee, played a supervisory role. Dhruv Balwada
and Kevin Speer are domain experts. They participated in discussions on the problem formuation
and provided the RAFOS �oat data used for the experiments
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ranked range measurements. RAFOS �oats [Rossby et al., 1986, Sheen et al., 2013]

are low cost acoustically tracked subsurface �oating devices used to study ocean

currents by measuring the paths taken by �uid parcels in the ocean. They also mea-

sure temperature and pressure along the way. The typical mission times for these

�oats are on the order of a few months to a few of years during which they don't

surface, and hence it is not possible to locate or track these �oats via satellite

(GPS) position �xes. In order to solve this location or tracking problem, a moored

(�xed) array of sound sources, also known as beacons are used. These moored sound

sources or beacons produce and transmit one sound signal per tracking cycle. The

�oats then record the arrival times of these signals transmitted from the beacons.

These arrival times depend on the distance from the sound source and the velocity

of sound in the ocean, and thus provide information about the location of the �oat

(since the sound sources or beacons are �xed and their locations are known). At

any given instant, if distances of the �oat from three beacons are known, this suf-

�ces to determine the position of the �oat. Thus if we could identify the beacons

corresponding to the received signals, we can then track the course of the �oat.

The caveat is that while the arrival times are stored, the beacons from which

the respective signals originated is not known. In addition, the storage capacity of

each �oat is limited and it only records a small number of these signal arrival times

each day. These signals have a natural ordering in that the beacon signals most

likely to be stored originate from the closest beacons and are received (and stored)

in distance order. We are interested in inferring the identity of the beacons at each

time step corresponding to the few received ordered or �ranked� signals. This is

a challenging task and currently, this information is hand-labeled by oceanography

researchers, with many months of e�ort. This chapter provides an automated solu-

tion for this interesting problem, and moreover provides a novel machine learning

problem abstraction of tracking with ranked signals, which would be of interest even

from a purely machine learning standpoint.

We will nonetheless anchor our discussion of the tracking with ranked signals

problem to the RAFOS �oat tracking problem for presentational reasons. Let us

consider the setup and assumptions of the above RAFOS �oat tracking problem in

greater detail. Each �oat's tracking data consists of its initial and �nal positions,

and a �xed number of earliest signal arrival times for each day. Figure 5.1 shows the

observed signal arrival times for a particular �oat over the entire tracking period.
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(a) �oat #767
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(b) �oat #811

Figure 5.1: Observed signal arrival times for �oat #767 and #811
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There are s �xed beacons with known positions. Each �oat in the ocean is equipped

with a receiver. Every day at a speci�ed time, a �oat starts listening for sound

signals transmitted by the beacons. The �oat stores the arrival times of the �rst

r(< s) signals it receives and a con�dence value for each signal, then shuts o� its

receiver. Our goal is to use these arrival times to track the position of the �oat over

time. The model we present includes the following kinds of errors that capture key

characteristics of this problem:

� The arrival times are subject to noise due to environmental factors and record-

ing equipment

� Signals from a beacon may never reach or be dropped by the receiver, we call

these errors missing values.

� The receiver may erroneously record ambient noise as a signal from a beacon,

and store that value. We call these errors junk values or clutter. Figure 5.1

and our analysis in the experiments section show that junk values are very

common and outnumber true signals in the data.

While our focus is on the beacon association problem, it should be noted

that there are additional sources of error such as those due to the Doppler e�ect,

variations in the speed of sound due to temperature and beacon depth or clock drift

in the receiver which have been investigated in prior work [Wooding et al., 2005,

Sheen et al., 2013]. These would change the conditional probability distributions in

the model we introduce in Figure 5.2 and incorporating these in our model is left as

future work.

The main contributions of this chapter are as follows:

� Our setting di�ers from prior work from a machine learning standpoint due

to the ordering condition imposed on the received signals, as described earlier.

Our model introduces novel ranking based factors to enforce this condition,

and we present an equivalent bipartite model similar in structure to that used

in the data association literature [Williams and Lau, 2010] which can then be

used for inference via message passing. This contribution should be valuable

for other graphical model problems where ranking based factors are involved.

� RAFOS �oat tracking has not previously been considered from a graphical

model perspective; indeed, [Sheen et al., 2013, Wooding et al., 2005] label data
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by hand. Our model in Figure 5.2 captures several important characteristics of

this problem and is also of practical importance from an application standpoint.

� We evaluate our algorithm on simulated data and show that our algorithm

performs better than a baseline model which does not take the ranking of

signal arrival times into account. We also present the results of our algorithm

on real world RAFOS �oat data and demonstrate good agreement with hand-

labeled data.

5.1.1 Related work

We now review prior work on tracking, and speci�cally contrast our problem with

the classical tracking problem. A tracking algorithm can be viewed as computing

the probability distribution of a system's state xt given observations yt. A com-

mon model for this is a Hidden Markov model with hidden states xt. Inference

using message passing for this model leads to the well known Kalman �ltering and

smoothing algorithms or the forward-backward algorithm under di�erent distribu-

tional assumptions. Another common class of approaches to perform inference on

such models are particle �ltering and other MCMC-based approaches [Oh et al., 2009,

Chertkov et al., 2010]. However when p(yt|xt) is a mixture of Gaussians computing

p(xt|y1, y2, . . . , yt) is NP-hard [Lerner and Parr, 2001].

In the RAFOS �oat tracking problem, from the perspective of the �oat, the

problem resembles a multi-target tracking or data association problem, where the

beacons are the targets. In multi-target tracking, we try to track a number of moving

targets over time given some noisy information about the set of observed locations

at each time step, and the challenge is to link the locations over time to obtain the

trajectory for each target. Classical approaches to multi-target tracking assign a

probability to each possible association of targets across time steps. The inference

problem p(xt|yt) then requires summing over all possible such associations and re-

duces to computing the permanent of a matrix [Oh et al., 2009, Chertkov et al.,

2010], which is known to be #P-complete [Valiant, 1979]. The probabilistic data

association �lter [Bar-Shalom, 1987, Bar-Shalom et al., 2009] collapses this state

into a single Gaussian at each time step to make the problem tractable. Another

interesting line of work is multiple hypothesis tracking [Blackman, 2004]. At each

time step the algorithm maintains a mixture of Gaussians for each target represent-
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ing a distribution over its possible positions, and updates the state by summing over

all possible associations while discarding components with low probability to make

computation tractable. Message passing algorithms which have been shown to con-

verge [Vontobel, 2013, Huang and Jebara, 2009] have also been proposed. Cevher

et al. [2006] developed a particle �ltering approach which uses only range measure-

ments, while MCMC algorithms that are fully polynomial-time randomized approx-

imation schemes [Jerrum et al., 2004] have also been studied. Other approaches

include greedy approaches widely used in robotics, which include choosing the data

association with the maximum likelihood [Thrun et al., 2005], and nearest-neighbor

methods where observations �closest� to expected observations are kept and others

are discarded. While simple, such greedy approaches work poorly under relatively

high noise levels [Bar-Shalom et al., 2009]. Yet another interesting line of work rep-

resents the state xt of the system using distributions over permutations and uses

group-theoretic methods to approximate these distributions [Kondor et al., 2007,

Huang et al., 2009]. Such approaches have been investigated in the contexts of radar

tracking, computer vision, and robotics.

We cannot directly apply these methods to the RAFOS �oat tracking problem

because the number of observed targets (beacon arrival times) is small compared to

the number of beacons and thus most beacons are unobserved at each time step. This

is because if we can identify the beacons corresponding to each arrival time, only a

small number (three in 2D space) of beacons are required to track the �oat's position,

and thus the �oat need only store the �rst few arrival times while the number of

beacons may be much larger. Further, there may be regime changes, where a beacon

goes out of range and a previously unobserved beacon appears in range which these

methods cannot directly handle. However, since the closest beacons are the ones most

likely to be recorded and their values are received in order, the provided information

may be su�cient for tracking. We show in this chapter that explicitly modeling the

ordering assumption among beacon times and the fact that there is an underlying

latent variable � the �oat's position � which connects the targets, allows us to track

the �oat.

We also note that multiple hypothesis tracking approaches which maintain a

mixture over the potential associations are not required for our model for tracking

with ranked signals. In a sense, in the RAFOS �oat tracking problem the only true

latent variable is the �oat's position and the others such as the beacon arrival times
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are derived from this. In particular, the additional ordering assumption provides

a strong helpful constraint, since the only way the closest beacon's signal is not

received �rst is if two signals were close together and their ordering was changed due

to ambient noise, if that signal is lost or if a junk signal was recorded as the �rst. The

�rst possibility does not a�ect tracking since the two signals were already close, while

the probabilities of the latter two systematic errors can be modeled in a principled

manner with a graphical model approach. Thus, in the RAFOS tracking problem

knowing the initial position allows us to continue tracking the �oat without needing

a mixture model and in this sense, our model for tracking with ranked signals is

(computationally and statistically) easier than the standard multiple-target tracking

problem.

To investigate the question of the practical advantage of our ordering con-

straint, which is a key di�erence from previous work, we consider a baseline model

by dropping the ranking assumption. Thus, any permutation is allowed as a possible

signal to signal source assignment, and is given the same weight. This approach

leads to a mixture over possible assignments and we compare against this baseline

in our experiments.

5.2 Graphical Model with min factors

Our proposed graphical model for tracking with ranked signals, Figure 5.2, expresses

our model as a directed graphical model (also known as a Bayesian network), we will

specify the probability distribution not in terms of conditional probabilities but in

terms of local factors in the corresponding factor graph, since these will be used for

inference in the sequel. For simplicity of description, we assume that target is in a

2-dimensional space, however it must be noted that our model applies to the general

case when the target is in a d-dimensional space. We now describe each node and

factor in Figure 5.2.

At each time step, the target records the �rst r signals emitted from s signal

sources. It is possible that a signal from a particular signal source may be lost and

not detectable at the target for the target to record. It is also possible that the

target may record a spurious signal if the spurious signal is ranked higher than a

true signal.

We indicate the position of the target by Xt ∈ R2. We model the system's
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Figure 5.2: Graphical Model for tracking with ranked signals

dynamics asXt+1 ∼ N (Xt, Σ), so that we have the corresponding factor f(Xt, Xt+1)

given by

f(Xt, Xt+1) = (2π)−1|Σ|−1/2 exp

(
−1

2
∆T
t Σ−1∆t

)
(5.1)

where ∆t = Xt+1 −Xt.

We denote the signal characteristic (providing information about the target)

from signal source i by ti ∈ R, (1 ≤ i ≤ s). Note that in the context of RAFOS

�oat tracking, this would correspond to the arrival time of the sound signal from

beacon i. Some of these signals might be lost as noted in the introduction, so that

we use Bernoulli random variables mi ∈ {0, 1} to indicate whether or not the signal

from signal source i was lost. Thus, if mi = 1, the signal was lost and ti is set

to ∞ (so that signal source i will be ignored in (5.3)). Otherwise, ti follows some

given distribution depending on signal source i and current the target location Xt.

For example, in the RAFOS tracking problem, ti follows a Gaussian distribution

centered on the time taken for a sound signal to travel from location bi to location

Xt, given by ‖Xt−bi‖2vs
, where bi is the beacon's location and vs is the speed of sound.

We capture this interaction between the state Xt, the estimated arrival time ti, and
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Figure 5.3: Factor graph corresponding to Figure 5.2
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the lost signal indicator mi via the factors gi(Xt, ti,mi) (1 ≤ i ≤ s):

gi(Xt, ti,mi) =

 1
σ
√

2π
e−

(
ti−
‖Xt−bi‖2

vs

)2
2σ2 if mi = 0

1 if mi = 1

(5.2)

Note that ti ∈ R, (1 ≤ i ≤ s) are not directly observed, and hence latent

variables in the model. Next, we consider the observed signals which we denote by

Ti(1 ≤ i ≤ r). Since these signals are stored sequentially, we have that T1 < T2 <

· · · < Tr by our ranking assumption. But some of these signals may not correspond

to signals from actual signal sources at all, and could be purely due to clutter, as

noted in the introduction. We thus use Bernoulli random variables ci ∈ {0, 1} to
indicate whether or not the signal Ti corresponds to clutter. By the assumptions

made in the previous section, if the signal from the signal source that is supposed to

be recorded �rst is not lost, i.e. ti <∞, and moreover the value stored as Ti is not

junk, i.e. ci = 1 then Ti must be the minimum of {tj}ij=1. Otherwise, a junk clutter

value is recorded. We assume these clutter values follow some �xed distribution,

which we denote using the random variables ni. For instance, in the RAFOS �oat

tracking problem we assume junk clutter value are distributed uniformly over a

speci�ed interval.

We represent this interaction of Tj with the clutter, lost/missing, and signal

variables, via the factor f(Tj , c1, c2, . . . , cj , nj , t1,m1, t2,m2, . . . , ts,ms):

f(Tj , c1, c2, . . . , cj , nj , t1,m1, t2,m2, . . . , ts,ms)

=

δ(Tj − t(j)) if cj = 0

δ(Tj − nj) if cj = 1
(5.3)

where we use t(j) to denote the (j −
∑j−1

l=1 cl)
th smallest element of the set {tl}.

This is a degenerate conditional probability distribution for Ti with mass only at

the appropriate ti or ni. Recall that δ is the Dirac delta function, which has the

following properties:

δ(x) =

0 if x 6= 0

unde�ned if x = 0
,

∫
δ(x)dx = 1,
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∫
f(x)δ(x)dx = f(0) (5.4)

5.2.1 Inference with min factors

The key novelty of our graphical model are the high order factors fj ,which depend

on the r �rst ranked signals. We consider this model in the simpli�ed case, with no

missing signals and no clutter, and show how inference via message passing can be

performed in this model. In this setting, the factor fj(Tj , t1, t2, . . . , ts) is given by

fj(Tj , t1, t2, . . . , ts) = δ(Tj − t(j)) (5.5)

where t(j) is the j
th minimum element of {t1, t2, . . . , ts}.

Direct computation of messages for high order factors in general requires

computing an s− 1-dimensional integral. However, our fj , which correspond to the

j-th minimum function, can be rewritten as a sum of products as,

fj =

s∑
k=1

δ(tk − Tj)∑
(A,B)∈Sk

∏
a∈A

1(ta < Tj)
∏
b∈B

1(tb > Tj) (5.6)

where Sk = {(A,B) ⊆ [s]× [s] : A∪B = [s]\{k}, A∩B = ∅, |A| = j−1, |B| = s−j}
and [s] = {1, 2, . . . , s}

Then, as we show in Section 5.2.2, the multidimensional integral, comprising

messages in a message passing inference algorithm, can be computed using only

one-dimensional integrals and turn out to have the form:

µfj→ti(ti) =δ(ti − Tj)h1(Tj) + 1(ti < Tj)h2(Tj)

+ 1(ti > Tj)h3(Tj)
(5.7)

where each hj can be computed in O(sr) time via dynamic programming. When r is

�xed, as in the RAFOS �oat tracking problem � since with r = 3 at most three known

nearest beacons we can obtain the �oats position and the overall number of beacons

s is irrelevant � these messages can e�ectively be computed in polynomial time. This

result is in the vein of previous work on reductions for high order potentials [Tarlow

et al., 2010]. Handling high order min factors in this way is a novel result and can
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potentially be applied to other problems where such ranking factors are involved.

Due to their technical complexity however, we defer further discussion of these factors

and the details of the message passing algorithm to Section 5.2.2. Instead, in the

next section, we consider a reduction of our graphical model, with many such min

factors, to an auxiliary model with a bipartite graph structure, which results in easier

to implement algorithms.

5.2.2 Message Passing for High Order min Factors

Recall that the factor fj(Tj , t1, t2, . . . , ts) is given by

fj(Tj , t1, t2, . . . , ts) = δ(Tr − tk) (5.8)

where tk is the j
th minimum element of {t1, t2, . . . , ts}. We denote this factor by fj .

Direct computation of messages in this high order factor graph would require

computing an s− 1-dimensional integral. However, our fj , which correspond to the

j-th minimum function, can be rewritten as a sum of products as,

fj =
s∑

k=1

δ(tk − Tj)∑
(A,B)∈Sk

∏
a∈A

1(ta < Tj)
∏
b∈B

1(tb > Tj) (5.9)

where Sk = {(A,B) ⊆ [s]× [s] : A∪B = [s]\{k}, A∩B = ∅, |A| = j−1, |B| = s−j}
and [s] = {1, 2, . . . , s} The outer sum represents the s di�erent cases where each

element of {t1, t2, . . . , ts} can be the jth smallest. Suppose tk is the j
th smallest and

is equal to Tj . Then, the remaining {tl|l 6= k} are partitioned into 2 sets, where

every tl in one set is smaller than tk and while each tl in the other is larger. There

are
(
s−1
j−1

)
such partitions. Thus the fj corresponds to a sum of products of O(s

(
s−1
j−1

)
)

terms.

The message µfj→ti(ti) from the factor fj , (1 ≤ j ≤ r) to the variable ti, (1 ≤
i ≤ s) is given by:

µfj→ti(ti) =

∫  ∏
1≤l≤s
l 6=i

νtl→fj (tl)
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f(Tj , t1, t2, . . . , ts) d . . . t︸ ︷︷ ︸
except dti

(5.10)

=

∫  ∏
1≤l≤s
l 6=i

νtl→fj (tl)

 δ(Tj − tk) d . . . t︸ ︷︷ ︸
except dti

(5.11)

where tk is the jth smallest element of {t1, t2, . . . , ts}, and νtl→fj (tl) is the message

from tl to fj .

For computing µfj→ti(ti), fj can be written as the sum of the following terms:

fj = δ(ti − Tj)
∑
A,B

∏
a∈A

1(ta < Tj)
∏
b∈B

1(tb > Tj) (5.12)

+
∑
k 6=i

δ(tk − Tj)
∑
A,B

∏
a∈A

1(ta < Tj)
∏
b∈B

1(tb > Tj) (5.13)

Then, the multidimensional integral can be written as sum of products of

unidimensional integrals. The �nal computation of the message requires a sum of

O(s
(
s−1
j−1

)
) terms as,

µfj→ti(ti) = δ(ti − Tj)h1(Tj)

+ 1(ti < Tj)h2(Tj) + 1(ti > Tj)h3(Tj) (5.14)

where

h1(Tj) =
∑
A,B

∏
a∈A

(∫ Tj

−∞
νta→fj (ta) dta

)
(5.15)

∏
b∈B

(∫ +∞

Tj

νtb→fj (tb) dtb

)
(5.16)

h2(Tj) =
∑

A,B,i∈A

∏
a∈A,a 6=i

(∫ Tj

−∞
νta→fj (ta) dta

)
(5.17)

∏
b∈B

(∫ +∞

Tj

νtb→fj (tb) dtb

)
(5.18)

h3(Tj) =
∑

A,B,i∈B

∏
a∈A

(∫ Tj

−∞
νta→fj (ta) dta

)
(5.19)
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∏
b∈B,b 6=i

(∫ +∞

Tj

νtb→fj (tb) dtb

)
(5.20)

For r such factors fj , if messages are computed directly, each iteration of message

passing will require O(
∑r

j=1

(
s
j

)
) computation. Note that only 2s unidimensional

integrals need to be computed, and the remainder of the computation corresponds

to computing the value of elementary symmetric polynomials, which corresponds to

sums of all combinations. To compute a symmetric polynomial
∑

A∈{1,2,...,n}
|A|=k

∏
a∈A ca

which sums over all k-combinations of {c1, c2, . . . , cn}, we can use dynamic program-

ming to �nd the coe�cient of xk in
∏n
i=1(x + ci), and this can be done in O(n2)

time.

5.3 Reduction of min-factors to Bipartite factors

In this section, we show that our Bayesian network can be represented via a simpler

conditional random �eld with factors that enforce a bipartite matching constraint.

We do this by introducing latent variables Si, Rj (Figure 5.5) to represent the asso-

ciation between signal sources and signals.

5.3.1 One Large Bipartite Factor

First, consider the simpli�ed case with no clutter and no missing signals. In this case,

our graphical model is equivalent to one with the following large factor f connecting

the t1, t2, . . . , ts and T1, T2, . . . , Tr (instead of the fj of (5.3) connecting tj to the

{Ti}), f(t1, t2, . . . , ts, T1, T2, . . . , Tr) as

f(t1, t2, . . . , ts, T1, T2, . . . , Tr)

=
∑

Π∈{r-permutations

of {1,2,...,s}}


r∏
j=1

δ(tΠ(j) − Tj)
∏
k 6∈Π

1(tk > Tr)

 (5.21)

We prove this by showing that the factor f de�ned in (5.21) above satis�es:

f =
r∏
j=1

fj (5.22)
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where f1, f2, . . . , fj are the factors in eq (5.3). For any {t1, t2, . . . , ts}, if the r smallest

elements are not T1, T2, . . . , Tr then we can see that f = 0 and
∏r
j=1 fj = 0. When

the r smallest elements of {t1, t2, . . . , ts} are T1, T2, . . . , Tr, where ti1 = T1, ti2 =

T2, . . . , tir = Tr, then we can see that f =
∏r
j=1 δ(tij − Tj) =

∏r
j=1 fj .

5.3.2 Auxiliary Bipartite Graph

f has a special structure in that it sums over partial matchings and for each matching,

it can be written as a product of pairwise factors, represented by the snippet of a

pairwise conditional random �eld shown in Figure 5.5. To represent the matching,

we use variables Si (1 ≤ i ≤ s) corresponding to signal sources: these take values

in {1, 2, . . . , r, L}, indicating which of the r received signals Si corresponds to, or a

value of L if the signal was late, i.e. not in the �rst r and was thus not received. On

the other side of the matching, we have variables Rj (1 ≤ j ≤ r) corresponding to

received signals Tj : these take values in {1, 2, . . . , s} indicating which of the signal

sources Tj originated from. Thus, Tj is the signal corresponding to source Rj , while

TSi is the signal corresponding to source i.

The factors f(Si, Rj) enforce these bipartite matching constraint:

f(Si, Rj) =


0

if Si = j, Rj 6= i or

Si 6= j, Rj = i

1 otherwise

(5.23)

And the factor f(Si) is given by

f(Si) =

δ(ti − TSi) if Si 6= L

1(ti > Tr) if Si = L

(5.24)

Then, on marginalizing Si and Rj , we obtain the factor f as in eq. (5.21).

Thus, we can replace the factor f of equation (5.21) by this auxiliary graphical model

and perform message passing on this graphical model. This leads to a model similar

to the pairwise models proposed to approximate the permanent, which shows up in

the usual data association problem [Pasula et al., 1999, Huang and Jebara, 2009, Oh

et al., 2009, Chertkov et al., 2010, Vontobel, 2013]. We can now consider the di�er-

ence between our bipartite model and the one used to approximate the permanent
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in Huang and Jebara [2009]: the sum in eq (5.21) is over partial permutations while

that in Huang and Jebara [2009] involves full permutations. Our model consequently

involves an additional value L to indicate that a signal is �late�, leading to the node

factors as shown in eq (5.24) which use indicator functions to indicate that a sent

signal may not be in the top r ranked signals, and thus encodes the min factors

required by our model.

Alternative Derivation of the Bipartite Model

Here we show an alternative and more intuitive derivation of the bipartite model

assuming that the number of clutter signals follows a Poisson distribution with pa-

rameter λ and clutter signals are independent and identically distributed. We also

assume that the distribution of signals from di�erent signal sources are indepen-

dent, and whether or not a signal is missing and non-detectable at the target is

independent of all other signals.

Assume that the target's location is X, and there are N clutter signals,

the likelihood of observing T1 ≤ T2 ≤ · · · ≤ Tr with labels S1, Sr, . . . , Ss and

R1, R2, . . . , Rr is proportional to

`N =
N !

(N −
∑

1(Rj = C))!
(1− PD)

∑
1(Si=M)P

∑
1(Si 6=M)

D(∫ +∞

Tr

pN (t) dt

)N−∑1(Rj=C) ∏
Rj=C

pN (Tj)

∏
Si 6=L,M

pi(TSi |X)
∏
Si=L

∫ +∞

Tr

pi(t|X) dt (5.25)

Marginalizing out N we then have

∑
N

e−λ
λN

N !
`N ∝λ

∑
1(Rj=C)(1− PD)

∑
1(Si=M)

P
∑

1(Si 6=M)
D

∏
Rj=C

pN (Tj)
∏

Si 6=L,M

pi(TSi |X)

∏
Si=L

∫ +∞

Tr

pi(t|X) dt (5.26)
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Thus if we set

PC =
λ

1 + λ
(5.27)

then it is clear that we can represent this distribution using the conditional random

�eld shown in Figure 5.5.

Message Passing Equations for bipartite graph

We use message passing for inference in the factor graph shown in Figure 5.4 where

at time step t, T1, T2, . . . , Tr are observed. In the following description of message

passing at time step t we sometimes omit the t subscript for notational conveniences.

For each Si, the message νSi→Si,Rj to the factor f(Si, Rj) is

νSi→Si,Rj = µSi,Xt,Tr→Si
∏

1≤J≤r
J 6=j

µSi,RJ→Si (5.28)

the message µSi,Rj→Si from the factor f(Si, Rj) is

µSi,Rj→Si =
∑
Rj

f(Si, Rj) νRj→Si,Rj (5.29)

the message νSi→Si,Xt,Tr to the factor f(Si, Xt, Tr) is

νSi→Si,Xt,Tr =
∏

1≤J≤r
µSi,RJ→Si (5.30)

the message µSi,Xt,Tr→Si from the factor f(Si, Xt, Tr) is

µSi,Xt,Tr→Si = (5.31)∫
f(Si, Xt, Tr) νXt→Si,Xt,TrνTr→Si,Xt,Tr dXt (5.32)

For each Rj , the message νRj→Si,Rj to the factor f(Si, Rj) is

νRj→Si,Rj = (5.33)

µR1,R2,...,Rr,N→RjµTj ,Rj ,Xt→Rj
∏

1≤I≤s
I 6=i

µSI ,Rj→Rj (5.34)
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R1,t R2,t Rrt,t. . .

T1,t T2,t Trt,t

XtXt−1 Xt+1

S1,t S2,t Sst,t. . .

. . .

Figure 5.4: Factor graph for the bipartite model representing the distribution of r
earliest arriving signals
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the message µSi,Rj→Rj from the factor f(Si, Rj) is

µSi,Rj→Rj =
∑
Si

f(Si, Rj) νSi→Si,Rj (5.35)

the message νRj→Tj ,Rj ,Xt to the factor f(Tj , Rj , Xt) is

νRj→Tj ,Rj ,Xt = µR1,R2,...,Rr,N→Rj
∏

1≤I≤s
µSI ,Rj→Rj (5.36)

the message µTj ,Rj ,Xt→Rj from the factor f(Tj , Rj , Xt) is

µTj ,Rj ,Xt→Rj =

∫
f(Tj , Rj , Xt) νXt→Tj ,Rj ,Xt dXt (5.37)

the message νRj→R1,R2,...,Rr,N to the factor f(R1, R2, . . . , Rr, N) is

νRj→R1,R2,...,Rr,N = µTj ,Rj ,Xt→Rj
∏

1≤I≤s
µSI ,Rj→Rj (5.38)

the message µR1,R2,...,Rr,N→Rj from the factor f(R1, R2, . . . , Rr, N) is

µR1,R2,...,Rr,N→Rj = (5.39)∑
{R1,...,Rr}\{Rj}

∑
N

f(R1, . . . , Rr, N) (5.40)

νN→R1,...,Rr,N

∏
1≤J≤r
J 6=j

νRJ→R1,...,Rr,N (5.41)

For N , the message νN→N to the factor N is

νN→N = µR1,R2,...,Rr,N→NµN,Tr→N (5.42)

the message µN→N from the factor N is

µN→N =
∑
N

f(N) (5.43)
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the message νN→R1,R2,...,Rr,N to the factor f(R1, R2, . . . , Rr, N) is

νN→R1,R2,...,Rr,N = µN→NµN,Tr→N (5.44)

the message µR1,R2,...,Rr,N→N from the factor f(R1, R2, . . . , Rr, N) is

µR1,R2,...,Rr,N→N = (5.45)∑
R1,...,Rr

f(R1, . . . , Rr, N)
∏

1≤J≤r
νRJ→R1,...,Rr,N (5.46)

the message νN→N,Tr to the factor f(N,Tr) is

νN→N,Tr = µN→NµR1,R2,...,Rr,N→N (5.47)

the message µN,Tr→N from the factor f(N,Tr) is

µN,Tr→N =
∑
N

f(N,Tr) (5.48)

For Xt, the message νXt→Xt−1,Xt to the factor f(Xt−1, Xt) is

νXt→Xt−1,Xt = (5.49)

µXt,Xt+1→Xt
∏

1≤I≤s
µSI ,Xt,Tr→Xt

∏
1≤J≤r

µTJ ,RJ ,Xt→Xt (5.50)

the message µXt−1,Xt→Xt from the factor f(Xt−1, Xt) is

µXt−1,Xt→Xt =

∫
f(Xt−1, Xt) νXt−1→Xt−1,Xt dXt−1 (5.51)

the message νXt→Xt,Xt+1 to the factor f(Xt, Xt+1) is

νXt→Xt,Xt+1 = (5.52)

µXt−1,Xt→Xt (5.53)∏
1≤I≤s

µSI ,Xt,Tr→Xt
∏

1≤J≤r
µTJ ,RJ ,Xt→Xt (5.54)
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the message µXt→Xt,Xt+1 from the factor f(Xt, Xt+1) is

µXt→Xt,Xt+1 =

∫
f(Xt, Xt+1) νXt+1→Xt,Xt+1 dXt+1 (5.55)

the message νXt→Si,Xt,Tr to the factor f(Si, Xt, Tr) is

νXt→Si,Xt,Tr = (5.56)

µXt−1,Xt→XtµXt,Xt+1→Xt (5.57)∏
1≤I≤s
I 6=i

µSI ,Xt,Tr→Xt
∏

1≤J≤r
µTJ ,RJ ,Xt→Xt (5.58)

the message µSi,Xt,Tr→Xt from the factor f(Si, Xt, Tr) is

µSi,Xt,Tr→Xt =
∑
Si

f(Si, Xt, Tr) νSi→Si,Xt,Tr (5.59)

the message νXt→Tj ,Rj ,Xt to the factor f(Tj , Rj , Xt) is

νXt→Tj ,Rj ,Xt = (5.60)

µXt−1,Xt→XtµXt,Xt+1→Xt (5.61)∏
1≤I≤s

µSI ,Xt,Tr→Xt
∏

1≤J≤r
J 6=j

µTJ ,RJ ,Xt→Xt (5.62)

the message µTj ,Rj ,Xt→Xt from the factor f(Tj , Rj , Xt) is

µTj ,Rj ,Xt→Xt =
∑
Rj

f(Tj , Rj , Xt) νRj→Tj ,Rj ,Xt (5.63)

5.4 Generalization to Factors with Missing Values, Clut-

ter.

We now generalize this argument to yield a similar conditional random �eld with

pairwise factors for the complete model with missing values and clutter. Each Si

(1 ≤ i ≤ s) takes values 1, 2, . . . , r, L, M, where a number indicates which signal it

corresponds to, L indicates that the signal is ranked too low to be observed, and
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M indicates that the signal is missing and undetectable at the receiver. Each Rj

(1 ≤ j ≤ r) takes values 1, 2, . . . , s, C, where a number indicates the signal's source,

and C indicates that it is clutter. The factors f(Si, Rj) still enforce the bipartite

matching constraint of equation (5.23). The factors f(nj , Rj) are given by

f(nj , Rj) =

PCδ(nj − Tj) if Rj = C

1− PC otherwise
(5.64)

where PN is the probability that the signal is clutter.

And the factor f(ti, Si) is given by

f(ti, Si) =


1− PD if Si = M

PD1(ti > Tr) if Si = L

PDδ(ti − TSi) otherwise

(5.65)

where PD is the probability that the signal can be detected

Finally, we marginalize out t1, t2, . . . , ts and n1, n2, . . . , nr, so that we can

represent the conditional distribution as a simpler pairwise conditional random �eld

as in Figure 5.5, where no factor uses the delta function, simplifying computation.

In the conditional random �eld shown in Figure 5.5, the factor f(Xt, Si) is

given by

f(Xt, Si) =


1− PD if Si = M

PD
∫ +∞
Tr

pi(T |Xt) dT if Si = L

PDpi(TSi |Xt) otherwise

(5.66)

In the RAFOS tracking problem pi(T |Xt) = 1
σ
√

2π
exp

{
−
(
T− ‖Xt−bi‖2

vs

)2
2σ2

}
is

the distribution of signal arrival time T given the location Xt of the target, and the

factor f(Xt, Rj) is given by

f(Rj) =

PCpN (Tj) if Rj = C

1− PC otherwise
(5.67)

where pN (T ) is the distribution of clutter signal arrival time.
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XtXt−1 Xt+1

S1 S2 Ss. . .

R1 R2 Rr. . .

Figure 5.5: Graphical model representing the distribution of r earliest arriving signals
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5.4.1 Inference in the Full Model with Clutter

We handle two kinds of systematic noise in this model: losses from the sender and

clutter. Losses are handled by m1,m2, . . . ,ms in Figure 5.2.

Clutter can be incorporated in this model through the factor

f ′k(Tk, t1, t2, . . . , ts, J1, J2, . . . , Jk) as

f ′k(.) =

δ(Tr − tl) if Jk = 0

1 if Jk = 1
(5.68)

where tl is the (k−
∑

i Ji)
th minimum element of {t1, t2, . . . , ts}. This is identical to

f from the previous section if the Ji are all zero. If Jk = 1, i.e. the current message

is clutter, then we assume a uniform distribution over Tk. If some previous received

message was clutter, Tk will take a lower minimum value.

Then, the factor can be written down in terms of the factors f , from the

previous section, as f ′k(Tk, t1, t2, . . . , ts, J1, J2, . . . , Jk):

f ′k(.) = fk−
∑
i Ji

(Tk, t1, t2, . . . , ts) (5.69)

Then, the messages from fk to ti can be written as:

ν ′f ′k→ti
=
∑
Ji

νfk−∑i Ji→tiπlµJl→f ′k (5.70)

where the summation is over the values 0 or 1 for each Ji.

Messages from f ′k to Jl can be written as:

ν ′f ′k→ti
=
∑
Ji,i 6=l

∫
fk−

∑
i Ji

dt1 . . . dts (5.71)

Thus, we can precompute the messages for fk in polynomial time, and we

can compute these messages in O(2r) additional time.

5.4.2 Algorithm

We use a hybrid particle �ltering and belief propagation approach. For propagating

information across time steps, i.e. between the nodes Xt−1 and Xt, we use particle
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�ltering [Doucet and Johansen, 2009]. Particle based methods are simple to imple-

ment for tracking with range measurements [Cevher et al., 2006]. Such methods

have also been widely used in robotics [Thrun et al., 2005].

The distribution for each Xt is represented by a set of particles, we use mes-

sage passing in the graphical model shown in Figure 5.5 to compute P (T1, . . . , Tr|Xt),

which is given by the partition function and can be approximated by the Bethe free

energy [Huang and Jebara, 2009]. In this graphical model, message passing equations

have a simple form where each iteration is O(sr), and message passing converges to a

unique �xed point [Williams and Lau, 2010]. Previous work has shown this strategy

to be very e�ective [Chertkov et al., 2010, Vontobel, 2013].

An implementation of the tracking algorithm to estimate X1, X2, . . . , Xn

where we are given the initial position of the target X0, and n observations of ranked

signals {T (i)
1 ≤ T (i)

2 ≤ · · · ≤ T (i)
r }ni=1 is given in Algorithm 2.

Algorithm 2 Algorithm for tracking with ranked signals

function TrackWithRankedSignals(X0, {T (i)
1 ≤ T (i)

2 ≤ · · · ≤ T (i)
r }ni=1)

Np ← number of particles to use
p[Np]← each particle is initialized to X0

w[Np] . each particle's weight
for i = 1; i ≤ n; + + i do

for j = 0; j 6= Np; + + j do
p[j]← Sample(P (Xt|Xt−1 = p[j]))

w[j]← P (T
(i)
1 , T

(i)
2 , . . . , T

(i)
r |p[j]) . computed using belief propagation

in the conditional random �eld in Figure 5.5
end for

p←ReSample(p,w) . particle �lter resampling
end for

end function

5.5 Experiments

We present experiments on two kinds of datasets: simulated data generated using

our model (Figure 5.5) and real world data from RAFOS �oats.
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Figure 5.6: Our tracking algorithm tracking a target moving in a straight line

5.5.1 Simulation Experiments

We simulate tracking RAFOS �oats using ranked continuous range measurements

with our method. At each time step, the target records the arrival times of the �rst

4 signals emitted from 10 �xed beacons. There is a �xed probability that a signal

may not be detectable at the target, and the target may record the arrival time of a

spurious signal (clutter) if the spurious signal arrives before an actual signal.

Simulations for various trajectories

Figure 5.6a shows our algorithm tracking a target moving in a straight line: the x and

y axes correspond to the x and y coordinates of the 2D location of the signal. The

corresponding signal arrival times are shown in Figure 5.6b. Similarly, Figure 5.7a

shows our algorithm tracking a target moving in a spiral, signal arrival times are

shown in Figure 5.7b. In the simulations, there are 10 signal sources and 4 signal

arrival times. Clutter arrival times are uniformly distributed on a prede�ned interval,

and the number of clutter signals follows a Poisson distribution with parameter 4, so

that PC = 4
1+4 = 0.8. The signal arrival time distribution pi has parameter σ = 0.02,

and PD = 0.7. We can see that our algorithm correctly tracks the target when the

association between signal arrival times and signal sources changes.
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Figure 5.7: Our tracking algorithm tracking a target moving in a spiral

Comparison with a baseline algorithm

We compare our algorithm against a baseline algorithm which does not take into

account that signal arrival times are ranked. The overall structure of the baseline

model is the same as that of the graphical model shown in Figure 5.5, however the

factor f(Xt, Si) is given by

f(Xt, Si) =

PDpi(TSi |Xt) if Si 6= L and Si 6= M

1− PD if Si = L or Si = M

(5.72)

so that the implicit ranking of signal arrival times is not taken into account.

Figure 5.8b shows the mean squared error against the noise level when track-

ing the straight trajectory shown in Figure 5.8a .

The noise level is indicated by a parameter λ such that

PC =
λ

1 + λ

The parameter λ corresponds to the Poisson parameter for the number of clutter

signals. Signal arrival time distribution pi has parameters σ = 0.02, PD = 0.7. We

can see that our algorithm outperforms the baseline algorithm.
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Figure 5.8: Simulation comparing our proposed algorithm and the baseline

5.5.2 Experiments with RAFOS �oat data

We present tracking results on real world RAFOS �oat data which consists of ranked

continuous signal arrival times. We compare the results of our algorithm against

hand labeled data where each signal is hand labeled with a particular signal source

or as clutter. In RAFOS �oat missions, after a �oat is released at a known location

to start its mission, it records a �xed number of arrival times from a set of beacons

whose positions are �xed and known. The dataset presented here are collected in

the DIMES (Diapycnal and Isopycnal Mixing Experiment in the Southern Ocean)

project [Sheen et al., 2013], which is aimed at measuring diapycnal and isopycnal

mixing in the Southern Ocean, along the tilting isopycnals of the Antarctic Circum-

polar Current. In our dataset, the �oat records 4 earliest signal arrival times, and

there are 10 beacons. The �oats are �rst released o� the western coast of South

America. There were just two �oats � #767 and #811 � for which at least three

beacon signals were recorded at all time steps (note that at least three beacon signals

are required to uniquely identify the 2D position of the �oat), and accordingly, we

present our results on tracking these two �oats. Their signal arrival times are shown

in Figure 5.1. We compare our algorithm's results to a manual tracking procedure

where each signal is hand labeled to its source or as noise based on intuition and

some apriori knowledge of the physical factors (geometry of ocean basin and acoustic
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Figure 5.9: Trajectory of �oat #767 estimated by our proposed algorithm versus
using hand labeled data
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Figure 5.10: Trajectory of �oat #811 estimated by our proposed algorithm versus
using hand labeled data
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array, basic knowledge of current directions etc.) at play.

Note that the true locations of the RAFOS �oats are not known and that the

hand labeled data only contains the associations between signal arrival times and

their corresponding signal sources (or whether they are clutter). Hence, we obtain a

trajectory for the hand labeled data using a simple particle �lter. At each time step

T1 ≤ T2,≤ · · · ≤ Tr and R1, R2, . . . , Rr are known, so the weight of a particle at X

is given by

w(X) ∝
∏

1≤j≤r
pRj (Tj |X) (5.73)

When running our proposed algorithm and the one using hand labeled data

for RAFOS �oat tracking, we set PC = 0.5, PD = 0.9, σ = 5. Although in the real

environment the speed of sound depends on the depth of the RAFOS �oat and other

environmental factors, in our experiments we set vs = 1.5 km/s across all cases. We

experimented with di�erent values of PC , PD, σ and noticed that the tracking result

is not very sensitive to these parameters.

The results for longitude and latitude of �oat #767 and #811 estimated by

our algorithm versus using hand labeled data are shown in Figure 5.9 and Figure 5.10

respectively. We observe good agreement between the tracks estimated using hand

labeled data and using our method indicating that our method recovers the associa-

tions. We can also see that our algorithm continues to track the target when the set

of associated signal sources changes. We remind the reader that the true trajectory

is not known and it is not the case that the hand labeled trajectory is the �true�

one. Our proposed trajectory sums over the possible associations and is possibly the

more accurate one.

5.5.3 What if a �oat isn't near enough beacons?

When there are at least three actual signal arrival times at each time step, such as

�oat #767 and �oat #811 (Figure 5.1), it is possible to estimate a unique track for

the �oat over the entire period of the �oat's mission (Figure 5.9 and 5.10). However,

if at some point during a �oat's mission that there are only two actual signal arrival

times for a certain period, then neither using hand labeled data nor our proposed

method can uniquely determine the �oat's location.
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Figure 5.11: Observed signal arrival times for �oat #759

An example for �oat #759 is given here. The signal arrival times for �oat

#759 are shown in Figure 5.11, where there exists periods of time during �oat #759's

mission when only at most two signal arrivals are available. As shown in Figure 5.12,

we get di�erent results in di�erent runs of the simple particle �lter algorithm using

hand labeled data (blue), and our proposed algorithm agrees with hand labeled data

when there are at least three signal arrival times available.

5.6 Conclusions and Directions for Future Work

We have presented a novel graphical model approach for the problem of tracking with

ranked signals which was able to capture certain problem speci�c features easily. The

key novelty in the model, from a machine learning point of view, was the presence of

ranking-based factors. We have provided a novel bipartite construction which allows
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Figure 5.12: Results of di�erent runs of the simple particle �lter algorithm using
hand labeled data (blue) versus the proposed algorithm (red) for �oat #759
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for easy inference via message passing for such factors. While our model and ap-

proach were motivated by a particular application, the contributions of this chapter

should be applicable to other problems where ranking based high-order factors are

involved.

We experimentally showed that our method e�ectively leverages the varied

problem constraints to improve tracking accuracy over baseline tracking methods.

We applied our method for tracking with ranked signals to a key Oceanography

problem of tracking RAFOS �oats in the ocean and thus provide an automated

solution to a problem which has previously required signi�cant manual e�ort.
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Chapter 6

Conclusion

A principled approach for obtaining a Supervised Machine Learning algorithm is as

follows:

1. Obtain a training dataset: For each training object, obtain some kind

of human feedback. This is often an expensive step but one which ends up

de�ning and driving a sub�eld, which has been observed time and time again

in Machine Learning. We are often limited in the kinds of feedback we can

elicit from users and this usually drives the other research choices made for the

problem, and not the other way round as one might naïvely think.

2. Choose a class of scoring functions: A popular approach in machine

learning is to soften or smoothen a discrete problem by transforming it to

a continuous one, learning a function f̃ : X → Ỹ, instead of one for f : X → Y
if the latter proves intractable. For example, the set Y = {0, 1} may be

transformed into the real interval Ỹ = [0, 1], and the result transformed back

as f(x) = round(f̃(x)) for x ∈ X . Thus, the prediction class Y may have

been determined by Step 1, but we are free to choose how to relax it to an

appropriate Ỹ.

3. Pick an evaluation metric: As we mentioned in Chapter 1, this choice

is not as signi�cant for classi�cation and regression but is crucial for more

complicated prediction spaces such as rankings where we wish to take into

account potentially competing user models and objectives such as,focus at the

top of the list, diversity and coverage. More signi�cantly, in the LETOR case,
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evaluation metrics such as NDCG actually compare permutations output by

the scoring functions in Step 2 to relevance levels obtained in Step 1, since the

latter are what is provided in the training data.

4. Choose a smooth surrogate loss for the evaluation metric: Evaluation

metrics are typically non-di�erentiable and may be tricky to optimize directly.

In Chapter 3, we discussed the notion of consistency of a loss function with

an underlying metric, i.e. the optima of the loss function and the evaluation

metric coincide in the limit of in�nite samples. However, other approaches such

as minimizing an upper bound for the evaluation metric or approximating it

may also work well empirically.

5. Choose an optimization procedure: This choice is usually just gradient

descent of some sort, since it is found to work well in practice, but utilizing

problem structure, e.g. using alternating minimization for biconvex losses can

also be useful.

6. Design good features for the problem: We have placed this last because it

depends on all of the previous steps, however, this is a very important step and

most performance improvements and engineering e�ort in Machine Learning

goes towards this step.

This recipe applies to classi�cation, regression and � combining prior work in

LETOR with that in this dissertation � ranking.

Our work in Chapter 2 was motivated by the fact that Steps 2 and 3 above

seemed out of sync for existing work in LETOR. We noted that pointwise ranking

functions (PRFs), used in prior work did not capture the full complexity of truly

listwise losses such as diversity, though PRFs are found to perform well empirically

for the nominally listwise losses such as NDCG. We introduced a representation

theorem for listwise ranking functions to enable us to tractably learn such functions.

In Chapter 3, we introduced listwise boosting for ranking and presented a

theoretical analysis and empirical results for the same. We also considered the prob-

lem of �nding the best surrogate. This latter problem is not as pronounced in

classi�cation and regression, though the choice of surrogate is certainly important.

For example, methods such as SVMs, logistic regression, boosting etc for classi�-

cation can essentially be considered as optimizing di�erent surrogates for the 0-1
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loss. According to our empirical results in Chapter 3, it seems that the choice of

surrogate matters more in ranking, and we considered techniques for choosing the

best surrogate using a dictionary of known surrogates.

Evaluation metrics are certainly important in supervised learning, but be-

come even more important when the task is unsupervised. Our work in Chapter 4

proposes an axiomatic approach for the problem of choosing evaluation metrics. It

may be useful to consider the axiomatic properties of the losses to decide which one

is appropriate for a given Machine Learning task. In this chapter, we have e�ectively

presented a framework to discuss how this can be done for Rank Aggregation.

The contributions of this dissertation have been towards addressing foun-

dational theoretical issues associated with modeling rankings, e.g. handling truly

listwise losses such as diversity for ranking We hope this dissertation will spur addi-

tional work in the direction of dealing with rankings in as principled a manner as we

do with more mature areas of Machine Learning such as classi�cation and regression.

While we have presented both arguments and empirical results for our claims in this

dissertation, further validation of these ideas is certainly required.
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Chapter 7

Directions for Future Work

As in other sub-�elds in Machine Learning, early work in Learning to Rank was

based on identifying good features for query-document similarity such as BM25, tf-

idf [Baeza-Yates and Ribeiro-Neto, 1999] and document-importance features such as

PageRank [Page et al., 1999]. There was a �urry of activity in the 00s (the 2000-2010

decade) with seminal work done in academia as well as industry research labs, largely

driven by commercial interest and the introduction of two large public datasets

for Learning to Rank: the LETOR 3.0 dataset released by Microsoft Research in

2007 [Liu et al., 2007], updated to LETOR 4.0 in 2010 [Qin et al., 2010] and the

Yahoo! Learning to Rank Challenge (YL2R) dataset [Chapelle and Chang, 2011]

released in 2010.

While the commercial importance of ranking and optimizing user experience

in general has become even more important since 2011, research interest has declined

as it has grown harder to surpass the �nely tuned methods that perform well on

MSLETOR or those that won YL2R. It is reasonable, then, to ask whether there

are any further unresolved foundational questions in Learning to Rank. In this

dissertation, we asserted that this is indeed the case, and that a clear understanding

of and the limitations of these datasets can reveal directions for future work.

The leaderboard for the Yahoo! Learning to Rank Challenge was domi-

nated by ensemble methods, particularly those based on Gradient Boosted Decision

Trees (which are also among the most popular methods for the simpler Machine

Learning tasks of regression and classi�cation). However, pointwise, pairwise and

listwise methods all achieved similar results leading [Chapelle and Chang, 2011] to
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speculate that Learning to Rank research had reached a plateau, at least to the ex-

tent to which more value could be gained from these datasets, and the authors laid

out directions for future work in Chapelle et al. [2011].

[Liu, 2009] distinguish between pointwise, pairwise and listwise methods for

information retrieval, depending on whether the loss function can be decomposed in

terms of each document independently, pairs of documents or involves all documents

relevant to the query respectively. However, to reiterate a point we �rst made in

Chapter 1 and have repeated throughout this dissertation, this classi�cation is in-

complete without a further discussion of the ranking functions using along with the

loss functions. We have also explained this as a train-test discrepancy, i.e. so-called

listwise methods in the literature are e�ectively exploiting the listwise nature of the

problem at training time but using only pointwise functions at test time.

We argue that this classi�cation also does not accurately explain the per-

formance di�erences (or lack therof) between pointwise and listwise methods. In

YL2R, it was found that while listwise methods did dominate the competition, but

pointwise and pairwise methods also performed almost as well. We speculate a bet-

ter explanation is given by the perspective in Ravikumar et al. [2011], which argues

that consistency with respect to the underlying evaluation metric such as NDCG

is a better determinant of performance. This speculation has not been completely

validated in this dissertation: our NDCG-consistent boosting algorithm in Chap-

ter 3 is overall competitive with state-of-the-art approaches but does also sometimes

underperform.

Another important point regarding these datasets is pointed out in Acharyya

et al. [2012]. In machine learning problems, it is often assumed that the ground truth

labels come from a distribution. This is a reasonable assumption when the labels are

generated through a probabilistic process, e.g. if user behavior in a search engine can

be modeled well by a Markov Decision Process etc. However, LETOR datasets are

obtained using expert feedback. An expert's true opinion may be a real value in the

range [0, 4] but the data collection process requires the expert to chose values from

the set {0,1,2,3,4} (For instance, corresponding to �Not relevant at all�, �Marginally

relevant� and so on). Thus, the user is censoring their own output, i.e. the correct

generative model is that the user generates a value from a distribution and then uses

the �oor function on it. Methods which naïvely force the pointwise ranking function

to learn the censored integer relevance levels directly are using incorrect supervision.
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Acharyya et al. [2012] introduce monotone retargeting to relax this assumption and

impute real valued scores for each document which only need be isotonic with the

relevance labels.

Further, since the relevance of each document in LETOR datasets is evaluated

independently for each document, the supervision provided is also pointwise in a

sense. A more subtle point however, is that metrics such as NDCG and ERR used

in LETOR research are de�ned in terms of relevance levels and not in terms of click

probabilities, though Chapelle et al. [2009] do experimentally verify that ERR is

correlated with click probabilities. Relevance levels are typically obtained through

expert feedback, while click probabilities are collected via live search engine results.

Though metrics such as NDCG, ERR and MAP take the entire ranked list into

consideration, their optima can be obtained by sorting the documents module some

other concerns such as the normalization as in Chapter 3.

We have also previously referred to these losses as nominally listwise in Chap-

ter 1, since they do not account for any interactions between documents. It is then

not surprising that pointwise ranking functions are able to obtain good performance

on these datasets. Moving beyond these datasets requires datasets that use truly list-

wise metrics such as diversity. For such a task, the interactions between documents

must be considered at test time and this requires the notion of listwise ranking func-

tions as introduced in Chapter 2 and extending the approach of [Acharyya et al.,

2012] to handle these. We once again wish to emphasize the distinction between

ranking functions and loss functions, which have not been adequately distinguished

in the literature.

Pairwise methods such as RankSVM Joachims [2002] ignore this censoring

automatically when they compare relevance levels of pairs of documents. Thus, the

distinction between pairwise methods and pointwise methods as they are called in

the prior literature is actually how they handle censoring and not really whether the

loss is pointwise or pairwise! This point is still speculative, since the experiments

with monotone retargeting in Acharyya et al. [2012] did not compare with state-of-

the-art methods and we leave this empirical question for future work. The similar

performance of pointwise, pairwise and listwise methods on the large YL2R may be

taken as partial con�rmation for this conjecture since in the limit of in�nite data,

the notion of consistency is expected to win out since the e�ects of censoring and the

resulting inaccurate training data can e�ectively be remedied with large amounts of
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training data.

7.1 Learning Listwise Ranking Functions from Data

A classical approach to ranking a set of items is the so-called Probability Ranking

Principle [Baeza-Yates and Ribeiro-Neto, 1999]. For each item to be ranked, we

predict the probability that it is relevant to the information need and we sort items

by their probability in decreasing order. For example, in the case of a search engine,

we could attempt to estimate the probability that a user will click a search result,

and sort the documents in decreasing order of this probability.

Research in Learning to Rank, however, focuses on complex and tricky to

optimize listwise metrics such as the NDCG, MAP or ERR. Is this additional com-

plexity truly necessary? In a sense, it is not. Large scale commercial systems such as

Bing Ads [Graepel et al., 2010] and Facebook Ads [He et al., 2014] do use the prob-

ability ranking principle directly. For the sponsored search problem in particular,

game theoretic considerations require the probabilities to be well-calibrated, i.e. not

only do we want the click probabilities to be correct in expectation, we want them

to be estimated correctly for both high-probability-of-click and low-probability-of-

click items. Gordon and Lenk [1991, 1992] argue using decision-theoretic criteria

that three conditions must hold for the Probability Ranking Principle to apply: the

probabilities must be well calibrated, items must be assessed independently and the

variance of the estimates must be low. A similar point is made by Wang and Zhu

[2009] using portfolio theory.

Thus, apart from technical reasons of calibration and variance, the proba-

bility ranking principle fails in the real world because users do not judge each item

independently. Our goal in this ranking context may also not just be to present

the most relevant documents �rst, but for domains such as social media feeds, news

websites or online shopping portals to increase the total user interaction, eg. the

number of items clicked, liked, shared, bought etc. We must then pay attention to

the joint distribution over click indices. For example, diversity among items at the

top of the list may be important because the user is unlikely to interact with two

items of the same type. Thus, while the probabilities of click for two items may

individually be high, the joint probability distribution may indicate that only one of

them is clicked.
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Prior work for handling diversity starts by assuming a model for how users

interact with documents, de�ning a loss function or evaluation metric based on this

model and then optimizing it at test time. However, solving an optimization problem

at test time is at odds with the low latency requirement for an online system. In

contrast, if we were to learn a listwise ranking function that considers interactions

between documents while computing scores for them as in Chapter 2. Further, we

show that this approach does not need to introduce any modeling assumptions for

diversity but can instead learn it from user feedback directly.

7.2 Moving beyond LETOR: Novel Dataset Design

In a multi-device world where diverse interfaces such as mobile phones, tablets, voice

interfaces are used, the assumption that rankings must be presented to the user in a

list breaks down. Our graphical model framework, and the theory of listwise ranking

functions in general can easily be extended to these settings, with modi�cations

required for the evaluation metrics that must be used.

It is also the case that the next generation of platforms such as Facebook's

news feed is made of streams, and not ranked lists. How can we either build datasets

or build online algorithms which assuredly reach the global minimum in tasks like

Facebook's Feed Ranking, where we cannot possibly obtain ground truth data?

7.2.1 Incorporating implicit feedback

Online learning with direct user feedback from consumer-facing platforms presents

researchers in industry with ample opportunity to �ne-tune their algorithms. How-

ever, such data cannot be easily shared among researchers and with academia. As

of the writing of this dissertation, the aforementioned MSLETOR datasets and

YL2R dataset still dominate the conversation. As is commonly observed in Ma-

chine Learning tasks, the large amount of training data that can be obtained via

implicit feedback from a live system is best exploited using simple, fast algorithms

such as probit regression, which dominated a sponsored search competition organized

by Microsoft Research [Graepel et al., 2010], while sophisticated algorithms such as

LambdaMART procedure [Burges, 2010] work better for hand-labelled datasets such

as the MSLETOR and YL2R datasets. Connecting these lines of work, for example,

bootstrapping machine learning systems in the absence of existing users using hand
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labelled data while fruitfully using implicit feedback from the live system together

in a principled manner is, to the best of our knowledge, still an open problem.

7.3 Moving beyond Axioms for Rank Aggregation

Finally, we would like to highlight a challenge associated with unsupervised methods

such as Rank Aggregation or Clustering, where we don't have objective measures

for comparing algorithms. The goodness of clustering can only truly be judged by a

human. We would like to adopt and extend to Rank Aggregation the CDNM idea

that �Clustering is Di�cult only when it does Not Matter�. Our results in Chapter 4

can be interpreted in this vein, suggesting that axiomatic foundations and their

corresponding relaxations as discussed may o�er a tractable method for analyzing

unsupervised learning procedures.

While in some domains such as binary classi�cation or multiclass classi�ca-

tion the set of �reasonable" evaluation metrics is known and corresponding surrogate

functions are also known, as the domains studied become more complex such exhaus-

tive enumeration is not feasible. We instead propose an axiomatic approach to this

enumeration problem, similar to Chapter 4. We �rst lay down a set of desirable

properties, i.e. axioms, and attempt to characterize the set of all evaluation met-

rics which satisfy those axioms. Our suggested approach for this characterization

is to �rst �nd a set of properties, all desirable but which turn out to be mutually

inconsistent, i.e. we obtain an impossibility theorem in the vein of Arrow [1951] and

thereafter we operate at the boundary of possibility by either dropping some axioms

to achieve possibility, and characterizing the set of loss functions which result, or by

quantitatively relaxing the axioms, leading to possibility theorems.

Further, even in supervised tasks like learning to rank, it is hard to design

good loss functions. Axiomatic foundations provide an alternative analysis for the

comparison of loss functions by providing a way to categorize loss functions.

In general, evaluation is extremely important for tasks with more complex

labels and partial feedback may be all that is possible to obtain. Actual user data

provides us only implicit feedback, not relevance labels. This user feedback is also

not i.i.d.. It is in the context of an already presented list, which could a�ect the

user's perception of the object. Contextual bandits provide a way of learning the

actual loss functions involved and contextual bandits for rankings thus are an area
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we would like to explore further.

While we did not discuss ideas for evaluating ranking functions in real world

settings in this dissertation, a good summary can be found in Hofmann et al. [2016]

and this too is an important direction for future work.

7.3.1 Further exploiting permutation structure for rankings

Though this dissertation is dedicated to the study of permutations, we have found

that the structure of the prediction space has not been exploited fully. For instance,

permutations form a well known structure, the symmetric group Sn whose properties

were not at all exploited in this dissertation. For one, the structure of the group

varies considerably with the choice of n, which for the problems considered in this

book is not as important because the focus of these methods is always at the top

of the list. This becomes more important in the unsupervised rank aggregation

problem where Hodge theory [Jiang et al., 2008] can provide more precise notions

of margin when only partial rankings are available. Nevertheless, as more complex

problems are considered, such considerations should become increasingly important

for e�cient learning.
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