
Copyright

by

David Sanz Orozco

2017



The Dissertation Committee for David Sanz Orozco certifies that this is
the approved version of the following dissertation:

Explosive evolution of near-threshold kinetic instabilities

Committee:

Herbert L. Berk, Supervisor

Boris N. Breizman, Co-Supervisor

Philip J. Morrison

François L. Waelbroeck

Irene M. Gamba



Explosive evolution of near-threshold kinetic instabilities

by

David Sanz Orozco

Dissertation

Presented to the Faculty of the Graduate School of

The University of Texas at Austin

in Partial Fulfillment

of the Requirements

for the degree of

Doctor of Philosophy

The University of Texas at Austin

August, 2017



Acknowledgements

My time as a graduate student has been one of great personal growth. When I arrived

at the University of Texas, I was not entirely clear about my field of specialty. I had

a vague inclination toward condensed matter physics; in reality, I was only certain

that I enjoyed physics very much. Later in my second year, I met Prof. Herb Berk

through one of the courses that I was taking. After the end of the term, we began to

wonder about an interesting problem related to the course, but unrelated to plasma

physics. I thoroughly enjoyed working on the problem, but it struck me as merely a

fun curiosity. As I was working on the problem, I also began to learn about plasma

physics, and eventually I discovered the richness of the field. Much to my surprise,

I found plasma physics to be very much like the problem that Prof. Berk and I had

worked on: it was fun and challenging. I was captivated at that point, and I began

to do research in plasma physics.

I want to thank Prof. Berk for taking me as his student, for making research

enjoyable, and for constantly pushing me to become a good physicist. I also thank

Prof. Boris Breizman, whose plasma physics courses I enjoyed. Profs. Berk and

Breizman taught me a lot about how to be a plasma physicist. I also appreciate the

help from Profs. Philip Morrison, François Waelbroeck, and Irene Gamba; thank you

for taking the time to be on my doctoral committee. Dr. Ge Wang has been very

kind in helping me understand one of his simulation codes, something that really

propelled my research. I enjoyed the collaboration with Prof. Matteo Faganello

(at Aix-Marseille University) and Dr. Malik Idouakass (formerly at Aix-Marseille

University, now at Jean Lamour Institute), who inspired the later part of my work.

Throughout my studies, I have been funded either by the Physics Department

as a Teaching Assistant, or by the Institute for Fusion Studies (IFS) as a Research

Assistant. I want to thank graduate coordinator Matthew Ervin for taking care of

administrative tasks related to my employment and for answering all sorts of questions

throughout the years. I am also thankful of the IFS administrative staff, including

Cathy Rapinett, James Halligan, Mary Holt and Anna Maravillo, for organizing the

IFS in an efficient and friendly manner, including the handling of my research travel.

I sincerely appreciate all the support providing by the Physics Department and the

iv



IFS, as it has allowed me to focus on my work.

It is always difficult to be away from family for long periods of time. However, I

have always felt encouragement from my family back home, and this has allowed me

to push forward. I want to thank my parents, sister, and brother for understanding

my personal endeavors. My wife has been at my side through the second half of my

doctoral studies, making big sacrifices in the process. I want to thank her not only

for enduring this period of sacrifice; but for always keeping a positive outlook, and

for being a constant source of motivation.

v



Explosive evolution of near-threshold kinetic instabilities

David Sanz Orozco, Ph.D.

The University of Texas at Austin, 2017

Supervisor: Herbert L. Berk

Co-supervisor: Boris N. Breizman

In the past, studies of waves close to marginal stability have revealed a rich variety of

behavior in different physical contexts. One of the possible outcomes is an explosive

growth of the mode amplitude, which forms the core of this thesis. This outcome

has been predicted in both the fluid mechanics and the plasma literature. While

we make some comments regarding the fluids context, in this work we focus on the

near-threshold waves that are excited in kinetic systems (such as plasmas). With

a few exceptions, the explosive behavior is found to asymptote to an attractor that

depends on a system parameter that we shall discuss. When the mode amplitude is

sufficiently large, the explosive growth loses physical meaning, and here we explore

the transition between the weakly-nonlinear regime where the explosive description

holds, and the strongly-nonlinear phase where the mode amplitude saturates. By

investigating the phase space dynamics associated with the kinetic response, we find

a link between a local flattening, or folding, of the particle distribution function and

the breakdown of the explosive description. Since the explosive growth sets the stage

for long-term frequency chirping modes, it is hoped that the present work can be of

relevance for the prediction of the variety of chirping modes that have been observed

in many experimental situations. These modes are expected to have a very significant

effect on the confinement properties of fusion plasmas.
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Chapter One: Framework

An important problem in plasma physics is the description of instabilities that arise

from the interaction between electromagnetic waves and resonant particles. From

a theoretical point of view, this problem is particularly interesting because of its

generality. From a more immediately practical viewpoint, it is relevant in the context

of fusion plasmas, where instabilities of this sort are expected to have an impact

on both the attainment of the break-even condition, and on the safety of the fusion

device.

In this chapter we describe some of the tools that will help us for the remainder

of the present work. We shall begin with a survey of nuclear fusion energy, and

then move to the more technical aspects of plasma physics. In the technical treatise

we begin with a general description of one of the central tools of theoretical plasma

physics, kinetic theory. Then, we focus on the near-threshold model derived by

Berk et al. [5–7], which represented a breakthrough in the understanding of kinetic

instabilities. An attempt at effective pedagogy has been made in the hope that this

chapter can serve as an introduction for physicists interested in the field.

1.1 Nuclear fusion as a source of energy

Establishing reliable energy sources for the future generations of mankind is an ongo-

ing topic of discussion around the world, sometimes called the world’s energy problem.

The problem is rooted in two key conflicts: (1) the world’s energy demand is growing

while supplies are decreasing, and (2) the largest sources of energy of today pose

serious threats to the environment. Nuclear fusion power is predicted to overcome

these conflicts.

Nuclear fusion is an event where two or more atomic nuclei merge to become

one. To achieve such an event, the positively-charged nuclei must be sufficiently close

to one another, such that the attractive, short-ranged nuclear force overpowers the

repulsive, long-ranged electric force. This close proximity can be achieved if the nuclei

are moving at very high speeds. Macroscopically, this means that a material must

have a very high temperature so that a sizable percentage of its nuclei undergo fusion.
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When a material is subject to such high temperatures, its atoms dissociate, with the

electrons escaping the attractive potential of their nuclei. Thus, one obtains a fluid

of positively- and negatively- charged particles, a plasma.

In fusion research, there are three nuclear reactions that have been studied most

carefully because of their advantages for the production of energy. These reactions are

called the D-D, D-3He, and D-T reactions. The symbols D and T represent deuteron

and triton, these being the nuclei of the hydrogen isotopes deuterium and tritium,

respectively. The D-D reaction actually encompasses two reactions that occur with

about the same probability. The reactions are

D-D : D + D→ T (1.01 MeV) + p (3.02 MeV),

D + D→ 3He (0.82 MeV) + n (2.45 MeV),

D-3He : D + 3He→ 4He (3.6 MeV) + p (14.7 MeV),

D-T : D + T→ 4He (3.5 MeV) + n (14.1 MeV). (1.1)

The symbols p and n stand for proton and neutron, and the values in parentheses are

the kinetic energies of the product particles.

Of these reactions, D-T is the easiest to initiate due to its larger cross section

at fusion reactor temperatures. For this reason, the D-T reaction dominates nuclear

fusion research. The disadvantage of this reaction, however, is the fact that tritium is

almost non-existent in nature. Thus, it must be bred. This is done through nuclear

reactions with lithium, specifically,

n + 6Li→ 4He (2.1 MeV) + T (2.7 MeV),

n + 7Li→ 4He + T− 2.5 MeV. (1.2)

In practice, researchers aim to use the neutrons generated in the D-T fusion reactions

to interact with lithium in a blanket that surrounds the D-T plasma, producing

tritium. Thus, avoiding neutron loss becomes an important concern. An additional

difficulty lies in the fact that the neutrons produced in the D-T reaction possess a

high energy, but they are required to be sufficiently slow to be able to react with the

lithium. Introductory discussions of engineering challenges, which will not be further

developed here, can be found in textbooks such as Ref. [8].

To appreciate the advantages of nuclear fusion energy, let us briefly compare it

with some of today’s most prevalent energy sources. The International Energy Agency
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(IEA) reports that in 2014, 81.1% of the world’s energy was supplied by fossil fuels [9].

It is estimated that if only fossil fuels were used to supply the world’s energy, we would

run out of reserves in about 200 years, assuming an energy demand similar to the

current one [10,11]. If we allow for the fact that the demand will continue to increase

in the future, then the reserves will exhaust considerably earlier than that [12]. This

limitation is independent of environmental concerns, which also plays a major role in

the undesirability of fossil fuels.

Other major sources, constituting 17.5% of the world energy supply, are biofuels

and waste (10.3%), nuclear fission (4.8%), and hydroelectricity (2.4%). Each of these

has its share of advantages and disadvantages. Biofuels and waste, though possibly

renewable, cause air pollution. Nuclear fission, while environmentally friendly, relies

on a supply of 235U. If nuclear fission were the only supplier of energy to the world

today, then the uranium stockpile would last us about 10 years. However, advanced

breeder technology could extend this to a few hundred years [11]. Nuclear power,

just as hydroelectric power, has virtually no output of greenhouse gases. Hydroelec-

tric power plants, however, have limiting possibilities for expansion when compared

to nuclear plants, since the former require that large areas of the environment be

modified. Other energy sources (supplying the remaining 1.4% of the world’s energy)

include wind and solar energy. Whether these two sources can be scaled up to supply

large quantities of electricity remains to be seen, but they will most probably remain

as complementary sources.

The preceding paragraph by no means portrays a detailed picture of the status

of today’s energy sources, but it should be clear that a long-term, environmentally-

friendly source is needed. A very attractive component of nuclear fusion is the abun-

dance of its fuel, which as we have mentioned, is deuterium and lithium (the latter

being necessary to produce tritium). For every liter of seawater there are about 20

milligrams of deuterium and 0.2 milligrams of lithium. From the enormous volume

of the world’s oceans, it is estimated that there is enough lithium to meet today’s

energy demand for millions of years.

The two most common approaches to achieving sustained fusion reactions are

magnetic confinement (MC) and inertial confinement (IC). The ultimate goal of these

approaches is to achieve ignition, where the heating of the plasma by fusion products

is enough to maintain the high plasma temperature without external power input.

The famous Lawson criterion is a measure of the capability of a plasma to achieve this
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state. The Lawson criterion says that the product of the plasma density and confine-

ment time must surpass a critical value (where the value depends upon temperature

and the type of nuclear reaction). With IC, fusion energy is produced by compressing

fuel targets, usually with lasers. Energy is produced in very short bursts, when com-

pared to MC, but the plasma density is much higher. MC uses strong magnetic fields

to confine the charged particles of a hot plasma. The predominant MC devices are

toroidally-shaped machines (similar to a doughnut), known as tokamaks (the word

is a Russian acronym for “toroidal chamber with an axial magnetic field”). Toka-

mak research is the most developed fusion power strategy in the world today. The

largest tokamak is the ITER (Iternational Thermonuclear Experimental Reactor),

whose construction is scheduled to be completed by 2021. This ambitious multina-

tional project aims to exceed the break-even condition for the first time, producing

500 MW for about 20 minutes, while only needing 50 MW to operate.

For a so-called ignited state to be achieved, either through IC or MC, the fuel

must be self-heating. This means that no auxiliary heating is needed to sustain the

fusion reactions, with the heating coming from the reactive products in Eq. 1.1. With

D-T being the fuel of choice, there is an important role for the produced 3.5-MeV
4He nuclei, also known as alpha (α) particles. It is crucial that these particles be

confined for a sufficiently long time so that they transfer their energy to the plasma

fuel. Moreover, loss of α particles can be damaging to the first wall of the reactor.

On the other hand, excessive accumulation of slowed-down α particles (often called

“helium ash”) should be prevented, as it dilutes the fuel.

It is thus important to understand the transport properties of the α particles

when they interact with the fuel plasma. In particular, the excitation of instabilities

by α particles has received much attention. These instabilities result from a resonant

interaction between the normal electromagnetic modes in a plasma and the α particle

motion. In toroidal reactors, the modes that are prone to be destabilized through an

interaction with these particles can have a wide range of frequencies. Low-frequency

instabilities, like the fishbone instability, result from the mode’s resonance with the

toroidal precession frequency of the energetic particles. In high-frequency instabilities,

like shear Alfven mode instabilities, the associated resonance occurs with the fast

particle’s poloidal motion.

On the other hand, these energetic-particle driven instabilities also have a po-

tential use as a diagnostic. In particular, the perturbed magnetic field due to the
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instability can be measured, whereby important conditions of the plasma can be de-

duced. This diagnostic method is called Magnetohydrodynamic (MHD) Spectroscopy.

A general discussion of MHD Spectroscopy can be found in Ref. [13], and Ref. [14] is

an example of its usage in a real-world tokamak, the Joint European Torus (JET).

1.2 Plasma kinetic theory

There are two main approaches used for theoretically describing plasma dynamics:

the kinetic and fluid theories. For the purposes of the problems described in this

work, kinetic theory is the appropriate approach, as it shall be explained below. In

this section, an introduction to kinetic theory is given, along with a description of its

connection to fluid theory. Then, in Sec. 1.3, the so-called near-threshold model, to

be extensively used in the following chapters, is presented.

Kinetic theory describes the evolution of the phase space particle density fs for

every particle species s. This function, commonly referred to as the distribution

function, is not the exact microscopic phase space density, but is in fact a smoothed-

out quantity resulting from an ensemble-average of the exact function. The exact

density, fex;s, obeys the well-known Liouville equation,

∂fex;s

∂t
+ v · ∇∇∇fex;s + aex;s · ∇∇∇vfex;s = 0, (1.3)

where (x,v) are the phase space coordinates, t is time, and aex;s is the acceleration

of the particles, which is determined by the exact force acting on them. There is one

equation like Eq. 1.3 for every species s. In a plasma, the force on the particles is

given by the electromagnetic field, which in turn is determined by the distribution

of the particles. Thus the field and the distribution function must be solved in a

self-consistent manner. The exact distribution function fex;s and the exact field are

extraordinarily complicated mathematical objects (think of a chaotic sea of Dirac δ

functions). Thus it is understood why an ensemble average of this exact formulation

is performed, a procedure which leads to the Boltzmann or kinetic equation,

∂fs
∂t

+ v · ∇∇∇fs + as · ∇∇∇vfs =

(
∂fs
∂t

)
c

. (1.4)

The term on the right-hand side of the previous equation is called the collision

operator, and it is a byproduct of ensemble-averaging the last term on the left-hand
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side of Eq. 1.3. This is due to the fact that aex;s and ∇∇∇vfex;s are not independent,

and thus ensemble-averaging the term in question will produce, on the one hand, the

quantity as ·∇∇∇vfs, but additionally, there will be a piece that is due to the correlation

between aex;s and∇∇∇vfex;s. This additional piece is the collision operator (see Ref. [15]

for more discussion). Henceforth, we only treat the ensemble-averaged distribution

function (fs) and electromagnetic field (the latter entering Eq. 1.4 through as), which

are the focus of kinetic theory.

The collision operator is modeled in different ways depending upon the dominant

effects that are present. A very common approach consists of only taking binary

collisions into account. This is not always a valid assumption because, after all,

part of the very essence of a plasma is its “collective behavior”. This means that

the dynamics of a group of plasma particles depends upon the behavior of both

neighboring and faraway particles. Thus, it seems questionable to assume that only

binary collisions will affect the motion of any one particle in the plasma, rather

than many-body interactions. However, if the collective effect of many simultaneous

interactions can be reasonably represented as a sequence of weak, small-angle binary

deflections, the approach becomes valid. This is the justification behind the famous

Fokker-Planck collision term. Indeed, when the plasma parameter Λ ≡ 4πnλ3
D is

much greater than unity, small-angle deflections have a much stronger cumulative

effect than large-angle deflections (here, n is the particle number density and λD is

the Debye length; see any introductory plasma physics textbook, e.g. [12, 16, 17], for

a discussion of these parameters).

The main goal of plasma kinetic theory is to simultaneously solve for the evolution

of the distribution function fs, and of the electric and magnetic fields, E and B. The

fields enter Eq. 1.4 via the Lorentz force, whereby

as =
qs
ms

(E + v ×B) , (1.5)

with qs and ms respectively being the charge and mass of species s. To achieve

closure, the Maxwell equations are invoked, where the sources ρ (charge density) and

J (current density) are related to the distribution function through the constitutive
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relations

ρ =
∑
s

qs

∫
d3v fs (x,v, t) , (1.6)

J =
∑
s

qs

∫
d3v vfs (x,v, t) . (1.7)

The Boltzmann equation, which is aided by the Lorentz force, in conjunction with

the Maxwell equations, which are in turn supplemented by the constitutive relations,

comprise a closed system of equations. Unfortunately, there is tremendous complica-

tion in self-consistently solving for the distribution function, which in general depends

upon seven variables (six phase space coordinates plus time), and the vector fields E

and B, which in general depend upon four variables (three spatial coordinates plus

time). Thus, approximation becomes an indispensable tool in plasma physics. A few

examples include: assuming a negligible magnetic field, expanding f about a uniform

equilibrium distribution function, and dividing the problem into different temporal

or spatial scales. A brief discussion of one of the most important approximations,

fluid theory, now follows.

The equations of fluid theory are derived by calculating the moments of the Boltz-

mann equation. The nth moment of a general functionG(v) is obtained by integrating

the product of G(v) and n powers of velocity over velocity space. Thus, for example,

the zeroth moment of fs is the particle density,

ns (x, t) =

∫
d3v fs (x,v, t) , (1.8)

while the first moment is called the particle flux density,

ns (x, t) Vs (x, t) =

∫
d3v vfs (x,v, t) . (1.9)

In the last equation, Vs is the velocity field for the fluid composed of species s. In

this way, the zeroth moment of the Boltzmann equation turns out to be the particle

conservation law, while the first and second moments are the momentum and energy

equations, respectively. One can keep obtaining more equations by calculating higher

moments of the kinetic equation. However, even with the aid of the Maxwell equa-

tions, formal closure is not obtained, regardless of the number of moments calculated.

This is because each moment equation is coupled to higher ones. Hence, depending

upon context, an appropriate extra piece of information is chosen in order to achieve
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closure. This and other points concerning fluid theory will not be elaborated any fur-

ther, as this theory will not be needed for the problems treated in the present work.

The inappropriateness of fluid theory to our work is due to the velocity integration

that is performed in obtaining the moments. This process, while representing an ad-

vantageous simplification in other contexts, disregards the dependence of the plasma

response upon velocity, a feature that is crucial to the problems treated herein.

1.3 The near-threshold model

1.3.1 Preliminary considerations

In 1996, Berk, Breizman, and Pekker [5] published a model that describes the evo-

lution of an electrostatic wave when it resonates with a kinetic system close to its

marginal stability threshold. The problem is one-dimensional and the oscillations

treated are labeled as perturbative because the linear mode (upon which an expan-

sion is made) exists without the resonant particle contribution. A year later, the

model was generalized to include non-perturbative modes (i.e. modes whose exis-

tence requires the kinetic contribution) [6, 7]. In the latter work, the wave need not

be electrostatic and one-dimensional. Nonetheless, it was shown therein that the

particle dynamics can be reduced to one dimension if the kinetic interaction is dom-

inated by one resonance. The central idea in these works is the exploitation of the

closeness to marginal stability, which leads to a perturbative expansion and an evolu-

tion equation that is truncated to cubic order in the mode amplitude. This equation

predicts a rich variety of outcomes, ranging from saturation to unbounded growth of

the mode amplitude. In this subsection, a few introductory remarks to the problem

will be made; then in the next subsection, the model is explained.

Generally speaking, when an electromagnetic wave propagates through a kinetic

system, like a plasma, there will be an exchange of energy between the two entities.

The characteristics of this exchange will depend critically upon the distribution of

the kinetic particles in phase space (i.e., the distribution function f). Let us assume

for the moment that we treat a one-dimensional problem, with phase space coordi-

nates x and v. Landau showed [18] that if the phase velocity of the wave lies in an

interval where ∂f/∂|v| < 0 then the wave is damped by the resonant particles, a phe-

nomenon now known as Landau damping (since Landau’s publication, this effect has
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become central to the field of plasma physics, and a discussion can be found in any

introductory text). Alternatively, if ∂f/∂|v| > 0 at the phase velocity of the wave,

there is a continuous energy transfer from the resonant particles to the wave, often

called inverse Landau damping. Inverted particle populations, where ∂f/∂|v| > 0,

frequently occur at the “tail” of distribution functions; this is the initial condition of

the so-called bump-on-tail problem (Fig. 1.1). An example is the α particles that are

“born” with high energies (3.5 MeV) in fusion plasmas, forming a bump at the tail

of the background plasma distribution.

0

Figure 1.1: The initial distribution function in the bump-on-tail problem. The dashed
lines delimit the region in the “bump” where ∂f/∂v > 0.

1.3.2 Wave equation derivation

In the problem treated by Berk et al., an inverted population destabilizes a mode

amplitude, and the effect of collisions and external wave dissipation are also included

in the analysis (as is well known, the Landau damping effect is completely unrelated

to the effect of collisions). In this sense, the problem constitutes an extension of the

classic bump-on-tail scenario. As with any kinetic theory, the Boltzmann equation is

combined with an additional relation between electromagnetic field and distribution

function, and a wave equation is obtained in the end. In linear theory, the relation

between the Fourier-transformed electric field E (r, ω) and current density J (r, ω)

(the latter can be readily expressed in terms of the particle distribution function) is
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generally written as ∫
d3r′ σ̂̂σ̂σ (r, r′, ω, α) · E (r′, ω) = JL, (1.10)

where σ̂̂σ̂σ is the non-local conductivity tensor. The subscript “L” reminds us that this

is only the linear part of the current. The parameter α measures the closeness of this

linear mode to the stability threshold.

To construct a nonlinear theory, a perturbative expansion is done about the

marginally-stable point of the linear mode above. To do this, we write an eigen-

value equation, as in Eq. 1.10, but this time we include the full relationship between

E (r, ω) and J (r, ω) from the Maxwell equations. This relationship is∫
d3r′M (r, r′, ω) · E (r′, ω) = J, (1.11)

where

M ≡ −i
ω
δ (r− r′)

[
1

µ0

(
∇′∇′∇′∇′∇′∇′ −∇′2I

)
− ε0 ω2I

]
, (1.12)

with I being the unit dyad. Next, the current density is split into linear and nonlinear

parts, and we make use of the linear equation, Eq. 1.10:∫
d3r′M (r, r′, ω) · E (r′, ω) =

∫
d3r′ σ̂̂σ̂σ (r, r′, ω, α) · E (r′, ω) + JNL

=⇒
∫

d3r′ g (r, r′, ω, α) · E (r′, ω) = JNL, (1.13)

where g ≡M− σ̂̂σ̂σ.

At the stability threshold of the linear mode, where α takes the critical value

that we represent as αcr, the nonlinear current is zero, and the equation has a real

eigenvalue ω = ω0 with an associated eigenvector e(r′, ω0). Thus,∫
d3r′ g (r, r′, ω0, αcr) · e (r′, ω0) = 0, (1.14)

and a similar equation exists for the adjoint eigenvector e†(r′, ω0).

At this point, the closeness to marginal stability is exploited in order to construct

a theory of weak nonlinearity. Equation 1.13 is expanded about α = αcr and ω = ω0.

Then, the inverse Fourier transform is applied on the resulting equation, bringing all

quantities into the time domain. The result is

iGω
dC

dt
+ (α− αcr)GαC = eiω0t

∫
d3r e† (r′, ω0) · JNL (r, t) , (1.15)
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where C is the slowly-varying amplitude of the electric field,

E (r, t) = C(t) exp (−iω0t) e (r, ω0) + c.c., (1.16)

and the quantity

G (r, r′, ω, α) ≡
∫ ∫

d3r d3r′ e† (r, ω0) · g (r, r′, ω, α) · e (r′, ω0) (1.17)

is introduced for convenience. The terms Gω and Gα in Eq. 1.15 are understood to

be partial derivatives of G with respect to ω and α, respectively, evaluated at the

marginal stability point (ω = ω0, α = αcr). Note that the current density is readily

expressed in terms of the particle distribution function,

J = q

∫
d3v vf, (1.18)

with q being the fast-particle charge. Thus, the remaining task is finding the part of

f that is nonlinear in the mode amplitude C. A separate link between electric field

and particle distribution function is needed.

The formalism described above is the general one, encompassing both perturbative

and non-perturbative electromagnetic modes. We now discuss the remaining part of

the derivation in the context of a general electrostatic mode. It is hoped that this

will be of illustrative value, showing how the general theory can be applied to specific

problems. The general electrostatic mode can be reduced to the more restricted case

of perturbative modes studied in Ref. [5]. The procedure that follows is, in spirit,

essentially the same as in the general treatise, and the difference in the results is

completely contained in the value of a single system parameter φ, to be explained.

In our case, then, the electric field wave is electrostatic so that vector notation

can be dropped altogether, and we write

E(ϕ, t) = Re [C(t) exp (iϕ)] , (1.19)

where ϕ is a spatial coordinate in the reference frame of the wave, with associated

wave-frame velocity Ω ≡ ϕ̇ (Ω = 0 corresponds to resonance). The integration

over three-dimensional space is changed to integration over a wavelength in ϕ in our

problem. In this way, the right-hand side of Eq. 1.15 simplifies in the following way:

eiω0t

∫
d3r e† (r′, ω0) · JNL (r, t) →

∫
dϕ e−iϕJNL. (1.20)
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This term is directly proportional to the power transfer between particles and wave.

Note from the previous expression that only the n = 1 Fourier component – being

proportional to exp(iϕ) – will contribute to this power transfer, which we shall find

shortly. We label the nonlinear part of f as fNL, and the nonlinear n = 1 Fourier

component as f1NL. The previous expression then reduces to∫
dϕ e−iϕJNL = q

∫
dv v

∫
dϕ e−iϕfNL

=
q

k2

∫
dΩ (Ω + ω)

∫
dϕ e−iϕf1NL eiϕ

=
2πq

k2

∫
dΩ (Ω + ω) f1NL

' 2πqω

k2

∫
dΩ f1NL, (1.21)

where ω and k are the wave frequency and wave number, respectively. In the last

step, we used the fact that f1NL will be highly peaked at resonance (i.e. at Ω = 0), as

it shall be seen later, so we can reasonably evaluate the smooth function (Ω + ω) at

its resonant value. We note in passing that, as described in Refs. [6, 7], a canonical

transformation can always be made which turns a general problem into one with only

two phase space coordinates (ϕ and Ω here), as long as the kinetic interaction is

dominated by one resonance.

To find f1NL, we turn to the missing connection between electric field and distri-

bution function, the Boltzmann equation,

∂f

∂t
+ Ω

∂f

∂ϕ
+
qk

m
Re
[
Ceiϕ

] ∂f
∂Ω

=

(
∂f

∂t

)
c

+ S(Ω), (1.22)

where m is the fast-particle mass, and the function S(Ω) is a source of fast particles.

In the original paper [5], a Krook-type operator was used to model the right-hand

side of Eq. 1.22. Later [6, 7], a diffusive operator derived from a particular Fokker-

Planck operator was introduced. In general, Fokker-Planck operators will consist of

diffusive and frictional terms. The effect of the latter, however, was only studied in

detail later, in the year 2010 by Lilley et al. [19] Here we use a superposition of these

three operators, writing(
∂f

∂t

)
c

+ S(Ω) = −νa (f − F ) + ν3
d

∂2

∂Ω2
(f − F ) + ν2

f

∂

∂Ω
(f − F ) , (1.23)
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where νa is a particle annihilation rate, ν3
d is proportional to an effective velocity-space

diffusivity, and νf is a constant that characterizes a slowing down of the energetic

particles (i.e. friction).

To find f1NL, we expand f (and thus J) in a Fourier series in ϕ:

f = F + f0 +
∞∑
n=1

[fn exp (inϕ) + c.c.] , (1.24)

where F is the equilibrium distribution function that gives a balance between particle

collisions and source (i.e., in equilibrium, every term on the left-hand side of Eq. 1.22

is zero; F is a function that makes the right-hand side be zero as well).

Upon close inspection of the kinetic equation, one finds that the nth Fourier

component fn is coupled to its neighboring components fn±1. The equations that

involve the f0 and f1 components are

∂f0

∂t
+
qk

2m

[
C
∂f ∗1
∂Ω

+ C∗
∂f1

∂Ω

]
= −νaf0 + ν3

d

∂2f0

∂Ω2
+ ν2

f

∂f0

∂Ω
, (1.25)

∂f1

∂t
+ iΩf1 +

qk

2m

[
C
∂(F + f0)

∂Ω
+ C∗

∂f2

∂Ω

]
= −νaf1 + ν3

d

∂2f1

∂Ω2
+ ν2

f

∂f1

∂Ω
, (1.26)

∂f2

∂t
+ 2iΩf2 +

qk

2m

[
C
∂f1

∂Ω
+ C∗

∂f3

∂Ω

]
= −νaf2 + ν3

d

∂2f2

∂Ω2
+ ν2

f

∂f2

∂Ω
, (1.27)

where ∗ indicates complex conjugation. Here, it is now assumed that |F ′| � |f ′1| �
|f ′0|, |f ′2|, where prime notation stands for partial differentiation with respect to Ω.1

This allows us to ignore f ′0 and f ′2 in Eq. 1.26, and we can then use this equation

to solve for the part of f1 that is linear in |C|. This solution can then be used to

obtain f0 and f2 through Eqs. 1.25 and 1.27, respectively (we ignore f3 in the latter),

and these components are then quadratic in the mode amplitude. Finally, f0 and f2

can be used in Eq. 1.26 to obtain f1 to cubic order in the mode amplitude, which is

the component f1NL that we are looking for. When f1NL is substituted in Eq. 1.21,

the part that is due to f2 turns out to vanish. It will be shown in Chapter 3 that

the part due to f2 does not satisfy a general necessary condition for non-vanishing

contribution. When we substitute the part that does contribute into Eq. 1.21, we

1The original papers actually state the required assumption as |F | � |f1| � |f0|, |f2| (without
the partial differentiation). It shall be shown in Chapter 3 that neither of these assumptions are
actually strictly required; the theory is more robust than presupposed.
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find

2πqω

k2

∫
dΩ f1NL =

π2q4ωk

2m3

∫ t/2

0

dt1 t
2
1C(t− t1)

×
∫ t−2t1

0

dt2Kc(t1, t2)C(t− t1 − t2)C∗(t− 2t1 − t2), (1.28)

where the effect of collisions is completely contained in the kernel

Kc(t1, t2) ≡ exp
[
−ν3

dt
2
1 (2t1/3 + t2)− νa (2t1 + t2)− iν2

f t1 (t1 + t2)
]
. (1.29)

The right-hand side of Eq. 1.28 is the nonlinear term in the wave equation,

Eq. 1.15. We now address the linear, left-hand side of this equation. In the elec-

trostatic case, the general matrix M in Eq. 1.12 reduces to M = iε0ωδ(ϕ− ϕ′), and

the conductivity σ̂ can be obtained from linear theory as follows. Collisions do not

enter into the linear current density, so we ignore them for the moment. From the

collisionless kinetic equation (Eq. 1.22 with the right-hand side set to zero), the linear

part of the perturbed distribution function is found to be

fL = −qkF
′

2m

∫ t

0

dt1C(t1) exp [−iΩ(t− t1)] (Collisionless), (1.30)

where the prime notation indicates a partial derivative with respect to Ω. One then

finds that the linear current density is

JL = q

∫
dv vfL

' qω

k2

∫
dΩ fL

= −q
2ωF ′

2mk

∫ t

0

dt1C(t1)

∫
dΩ exp [−iΩ(t− t1)] (1.31)

= −πq
2ωF ′

mk

∫ t

0

dt1C(t1) δ(t− t1) (1.32)

= −πq
2ωF ′

2mk
C(t) (1.33)

= −ε0γLC(t). (1.34)

where

γL ≡
πq2ω

2ε0mk
F ′
∣∣∣
Ω=0

. (1.35)
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Therefore, the conductivity is σ̂ = −ε0γLδ(ϕ− ϕ′). The matrix g then reduces to

g = M − σ̂ = ε0 (iω + γL) δ(ϕ− ϕ′). (1.36)

From the previous expression for g we can now find the quantity G which is needed

in the wave equation. From the definition of G in Eq. 1.17, we obtain

G =

∫
dϕ

∫
dϕ′ e−iϕε0 (iω + γL) δ(ϕ− ϕ′) eiϕ

′
(1.37)

= 2πε0 (iω + γL) . (1.38)

In this problem, the role of the parameter α, which measures closeness to marginal

stability, will be played by the linear growth rate γL. We assume that there is a

dissipation rate γd due to the background plasma, and the marginal stability condition

is γL − γd = 0. We increase γL so that it surpasses γd by a very small amount, such

that γL − γd � γL. Thus, we need to find ∂G/∂ω and ∂G/∂γL, and evaluate them

at marginal stability. From Eq. 1.37, we find

∂G

∂ω

∣∣∣
γL=γd

= 2πε0 (i+ γd/ω) (1.39)

∂G

∂γL

∣∣∣
γL=γd

= 2πε0 (1.40)

We substitute these expressions in the left-hand side of the wave equation, and to-

gether with the result for the right-hand side (Eq. 1.21), we obtain

dC

dt
− (γL − γd) z C =− γL

2

(
qk

m

)2

z

∫ t/2

0

dt1 t
2
1C(t− t1)

×
∫ t−2t1

0

dt2Kc(t1, t2)C(t− t1 − t2)C∗(t− 2t1 − t2), (1.41)

where

z ≡ 1

1− iγd/ω
. (1.42)

Equation 1.41 is the desired result: a nonlinear wave equation for a general elec-

trostatic wave interacting with a kinetic system near the stability threshold. Similarly

to Refs. [6,7], we now make some definitions which will reduce the previous equation

to a simpler form. Note that the linear growth rate and linear frequency shift of the

mode are, respectively,

γ ≡ (γL − γd) Re (z) , b ≡ − (γL − γd) Im (z) . (1.43)
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We then define a dimensionless mode amplitude,

A ≡ aCeibt, (1.44)

where

a ≡ qk

m

γ
1/2
L |z|

1/2

γ5/2
. (1.45)

We scale time to units of 1/γ, by defining τ ≡ γt. With all these definitions, the

wave equation reduces to

dA

dτ
= A− eiφ

2

∫ τ/2

0

dτ1 τ
2
1 A(τ − τ1)

×
∫ τ−2τ1

0

dτ2Kc(τ1, τ2)A(τ − τ1 − τ2)A∗(τ − 2τ1 − τ2), (1.46)

where, in this electrostatic case,

φ = Arg (z) = arctan (γd/ω) . (1.47)

Accordingly, the collisional parameters in the kernel Kc are scaled to units of γ, so

that

Kc(τ1, τ2) = exp
[
−ν̂3

dτ
2
1 (2τ1/3 + τ2)− ν̂a (2τ1 + τ2)− iν̂2

fτ1 (τ1 + τ2)
]
, (1.48)

where ν̂d ≡ νd/γ, ν̂a ≡ νa/γ, and ν̂f ≡ νf/γ are dimensionless.

We are now in a position to discuss the distinction between perturbative and non-

perturbative modes quantitatively. Note from Eq. 1.47 that if γd � ω, then φ ≈ 0

(the case studied in Ref. [5] corresponds to taking φ = 0). In such cases, the linear

frequency shift b is approximately zero, and linear theory predicts a (nearly) purely

growing mode. This type of mode is labeled as a perturbative mode. Other values

of φ correspond to non-perturbative modes, with the result that the frequency of the

nearly-stable wave is significantly affected by the kinetic contribution.

In Eq. 1.46, note that the effects of system parameters, such as γd or the collision

rates, are entirely contained in the kernel Kc and in the constant phase φ. In fact, the

form of this equation is the same even for more general electromagnetic waves [6, 7],

with only φ needed to be chosen according to the properties of the linear mode. The

general definition of φ is [6, 7]

eiφ ≡ i
K |Gω|
|K|Gω

, (1.49)
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where K is a quantity that depends upon the specific dynamics of a given system.

In cases where the matrix g (Eq. 1.13) is Hermitian, K is real and positive, and thus

it drops out of Eq. 1.49. This is the case in the example of an electrostatic wave

that we have treated here (one can readily check that the result in Eq. 1.47 is indeed

equivalent to eiφ = i |Gω| /Gω, with Gω given by Eq. 1.39). For a complete derivation

of K, see Refs. [6, 7].

1.3.3 Simulations and validity of the wave equation

Simulations of Eq. 1.46 with different parameter values reveal four main regimes of

evolution: (1) saturation, (2) periodic amplitude modulation, (3) chaos, and (4) an

explosive regime. As is apparent from the kernel Kc (Eq. 1.48), dynamical friction

(measured by ν̂f ) has a qualitatively different effect from annihilation and diffusion

(measured by ν̂a and ν̂d, respectively). In this kernel, the term corresponding to

friction is oscillatory, whereas the other collisional processes generate an exponential

function that decays as history further in the past is integrated. If the combined

effects of particle annihilation and diffusion are large enough, and the effect of dy-

namical friction is sufficiently small, then the mode amplitude saturates at a level

that depends upon these collisional parameters and φ. If ν̂a and ν̂d are decreased

from their values at saturation, but are still large enough to dominate the effect of

friction, then the mode amplitude will be in either regime (2) or (3). Since dynam-

ical friction is destabilizing, the case of pure drag (ν̂a = ν̂d = 0) leads to the mode

amplitude growing without bound; this is the explosive regime. More generally, this

regime is attained whenever ν̂a and ν̂d are sufficiently small (friction is not needed

for this regime to exist). Figure 1.2 shows the four regimes of evolution. The main

topic treated in the following chapters is the explosive regime, which among other

consequences, leads to the interesting effect of wave frequency chirping.

The simulations shown in Fig. 1.2 have been performed with a code written in

Matlab R© [20], which we now describe. We use the Euler method, with the step-

size being ∆τ and the index j representing the step number. Thus τj = ∆τ (j − 1)

represents the time grid, for j = 1, 2, 3, ..., jmax, with jmax being a chosen value that

determines the ending time of the simulation. We start with a small initial amplitude

A1, and given a set of system parameter values (φ, ν̂a, ν̂d, and ν̂f ), the value of A is
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computed by the relation

Aj+1 = (1 + ∆τ)Aj−
eiφ ∆τ 5

2

j1max∑
j1=1

Aj+1−j1 (j1 − 1)2

{
j−2j1+2∑
j2=1

Aj−j1−j2+2 A
∗
j−2j1−j2+3K

(c)
j1,j2

−1

2

[
Aj−j1−1A

∗
j−2j1+2 K

(c)
j1,j2=1 + Aj1 A

∗
1K

(c)
j1,j2=j−2j1+2

]}
,

(1.50)

where K
(c)
j1,j2

, corresponding to the kernel in Eq. 1.48, is

K
(c)
j1,j2

= exp

[
− ν̂a∆τ (2j1 + j2 − 3)− ν̂3

d∆τ 3 (j1 − 1)2

(
2

3
j1 + j2 −

5

3

)
− iν̂2

f∆τ 2 (j1 − 1) (j1 + j2 − 2)

]
. (1.51)

In Eq. 1.50, the trapezoidal rule is implemented to compute the integration over

past history. Note that the kernel K
(c)
j1,j2

can be separated into two parts, one of

which can be made to be independent of j2 and thus can be extracted from the

second summation, making the recurring computation more efficient. The index

value j1max corresponds to the time τ/2; we set j1max = floor [(j + 1) /2], where the

floor function rounds to the nearest integer that is less than or equal to its argument.

The amplitude evolution that is computed through Eq. 1.50 has been benchmarked

against the previously-reported results in Refs. [5–7].

Finally, we comment on the regime of validity of the wave equation. This equation

constitutes a truncated expansion where only the lowest order nonlinear term (i.e. the

cubic term) is kept. This truncation is in general valid as long as |A| � [αc/(α− αc)]5/2

(note that in the electrostatic case studied above, this condition reduces to |A| �
[γd/(γL − γd)]5/2). In the explosive regime, the mode amplitude grows to arbitrarily

large values, and thus eventually takes the equation beyond its regime of validity.

However, the onset of the explosion occurs when the cubic term competes with the

linear terms in Eq. 1.46. One can see from inspection that these terms compete

when |A| ∼ 1. Therefore, we have a window 1 � |A| � [αc/(α− αc)]5/2 where the

explosive behavior, predicted by the wave equation, has physical justification.

An alternative way to understand the limit of validity is in terms of the so-called

bounce frequency, ωb, of the deeply trapped resonant particles whose equation of

motion is
d2ϕ

dt2
+ ω2

b sin (ϕ+ ϕ0) = 0, (1.52)
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Figure 1.2: Regimes of evolution of the cubic wave equation, Eq. 1.46: (a) Saturation,
(b) Periodic amplitude modulation, (c) chaos, (d) explosion. The parameter φ is set
to zero in these examples.

where ϕ0 is a constant phase. The bounce frequency is proportional to |C|1/2 (see

Refs. [6, 7] for a general definition); in the electrostatic case treated above, ωb =√
qkC/m. In this weakly-nonlinear theory, particle trapping is not allowed, but ωb is

nonetheless a very useful measure of the mode amplitude, precisely because it gives

us information about the validity of the approach. Indeed, the nth order nonlinear

term in the wave equation scales as ω2n
b t

2n−2 (multiplied by a factor that is common

to all nonlinear terms), with t a relevant time scale. Hence, all nonlinear terms

become comparable when ωbt ∼ 1, i.e., when particle trapping occurs, indicating a

breakdown of the theory. For future reference, let us write the electrostatic wave
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equation in terms of ωb:

dω2
b

dt
= (γL − γd) z ω2

b−
γL
2
z

∫ t/2

0

dt1 t
2
1 ω

2
b (t− t1)

×
∫ t−2t1

0

dt2Kc(t1, t2)ω2
b (t− t1 − t2)ω2∗

b (t− 2t1 − t2),

(1.53)

where the actual bounce frequency of the resonant particles is understood to be

the absolute value of ωb. Notice that the linear and cubic terms compete when

ωbt ∼ [(γL − γd)/γL]1/4. Thus, as long as [(γL − γd)/γL]1/4 � 1, we have a time

window where nonlinear effects can be studied before resonant particles undergo

bouncing. The limit of validity of the cubic equation will be treated in more detail

in Chapter 3.

1.3.4 The universality of the cubic equation

The cubic wave equation, Eq. 1.46, has not only been derived in the context of

plasma physics, but also in several fluid mechanics problems. In fact, an evolution

equation of this form was first derived by F. J. Hickernell in a study of Rossby

waves [21]. Other workers in the field of fluid mechanics subsequently found equations

of the same form in various scenarios (e.g. Refs. [22–29]). The only distinction

among the form of the evolution equations in these studies (including the plasma

problem) is the function Kc(τ1, τ2) that appears in the cubic term (see Eq. 1.46).

The interpretation of the various quantities appearing in the equation is, of course,

case-dependent. For example, in Hickernell’s work on Rossby waves, the variable

A represents a stream function amplitude. The kernel Kc(τ1, τ2) in that problem –

among other fluid mechanics works [24, 25] – is actually identical to the one in the

purely-diffusive plasma problem (Eq. 1.48 with ν̂a = ν̂f = 0), and ν̂3
d is interpreted

as a fluid viscosity coefficient. Depending upon context, the independent variable τ

can represent a spatial coordinate (as in Refs. [25–29]) or, as in the plasma problem,

time (as in Refs. [5–7,19,21–24]).

As was mentioned at the end of the preceding subsection, the system parameters

contained in the kernel Kc have a profound effect on the evolution of the mode

amplitude. Specifically, the kernel has a strong influence on how the past history

affects the future of the mode. As is evident from Eq. 1.48, a high annihilation rate
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and/or diffusivity (i.e. large ν̂a and/or ν̂d) result in a kernel that decays quickly into

the past or, put simply, it produces a memory loss effect. The system “forgets” its

past. In this scenario, the strong collisionality tends to bring the distribution function

back to its initial state at a fast rate. A saturated state is then possible if the effect

of collisionality achieves a balance with the effect of the wave field which tends to

flatten the distribution function (an example of saturation was shown in panel (a) of

Fig. 1.2).

On the other hand, sufficiently small ν̂a and ν̂d values result in an “explosion”

(panel (d) in Fig. 1.2). It will be shown in the next chapter that this unbounded

growth of the mode scales as |A| ∼ (τ0 − τ)−5/2, where τ0 is the “blow-up time”.

The small relaxation rate that is needed for this behavior seemingly implies that

past history is important (per the discussion in the previous paragraph). However,

if the amplitude grows at a very fast rate, then the contribution to the cubic term

from the early past history will be much smaller than that due to the most recent

history. Thus, we can expect to derive an appropriate asymptotic expression for Kc

as τ → τ0. To be concrete, let us change the set of integration variables τ1 and τ2

to ξ ≡ τ1/(τ0 − τ) and η ≡ τ2/(τ0 − τ) (this set of variables will be used in the next

chapter). The kernel is then

Kc(ξ, η) = exp {− [ν̂d(τ0 − τ)]3 ξ2 (2ξ/3 + η)

− [ν̂a(τ0 − τ)] (2ξ + η)

−i [ν̂f (τ0 − τ)]2 ξ (ξ + η)
}
. (1.54)

The most recent history corresponds to small ξ and η values (see the arguments of

the mode amplitude in the cubic term). As τ0−τ → 0, we see that Kc → 1. The rate

of convergence for this asymptotic behavior depends on the collisional parameters.

A large frictional parameter ν̂f can be particularly obstructive to the asymptotic

regime, due to the oscillatory effect that it produces in the kernel. In Chapter 2, the

asymptotic behavior of the explosive regime will be studied, and we assume that Kc

reduces to unity. In this sense, the behavior studied therein has a universal quality,

being applicable to any specific problems where the kernel asymptotes in this way.
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Chapter Two: Explosive attractor solutions to the

cubic equation1

2.1 Introduction

As we have discussed, studies of nonlinear waves close to marginally stability in the

disciplines of fluid mechanics and plasma physics lead to an integro-differential evo-

lution equation for the mode amplitude (Eq. 1.46). This wave equation predicts an

explosive behavior (see Sec. 1.3) where, as we shall see, the mode amplitude has two

main features: a well-known envelope (τ0 − τ)−5/2, with τ0 the blow-up time of the

amplitude, and a spectrum of discrete oscillations with ever-increasing frequencies,

which may give experimental information about the properties of a system’s equi-

librium. Through computational simulations and analytic approximations, it will be

shown that the oscillatory component of the explosive mode amplitude solutions are

described through multi-frequency Fourier expansions with respect to a pseudo-time

variable. The spectral dependence of these solutions as a function of the system

parameter φ is studied.

In the asymptotic explosive regime predicted by the cubic equation, we reduce

the kernel Kc to unity, which is justified as τ → τ0, as explained in Sec. 1.3.4. The

equation then reduces to

dA

dτ
= A(τ)− eiφ

2

∫ τ/2

0

dτ1 τ
2
1A(τ−τ1)

∫ τ−2τ1

0

dτ2A(τ−τ1−τ2)A∗(τ−2τ1−τ2), (2.1)

which is the equation that we study in the remainder of this chapter.

The only free parameter in Eq. 2.1 is φ, where the different physical manifestations

of a system are covered by the domain −π < φ ≤ π. The cases where |φ| is close to

zero or π correspond to a linear mode that can oscillate for a long time even without a

resonant particle interaction, and such cases are classified as perturbative excitations.

For other values of φ, the linear wave oscillation is classified as a non-perturbative

1The work presented in this chapter was originally published in the following article where I had
the role of first author: D. Sanz-Orozco and H. L. Berk, Physics of Plasmas 24, 055701 (2017).
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response because without the hot particle resonant contribution there would not be

any prior existing background wave present.

As it shall be seen, when the explosive envelope is factored out of the evolution

equation, the resulting solutions are found to be multi-periodic in the variable x ≡
− ln(τ0 − τ). For different physical systems, as is determined by the parameter φ,

an attractor solution emerges with a definitive spectrum with respect to the pseudo-

time x. We will show that, for most of the domain of the system parameter φ, the

solution of the initial-value problem asymptotes to an attractor solution. However,

there is a small region of φ where a single attractor does not arise but instead two

attractors are found that decay into each other. The aim of this chapter is to exhibit

this spectrum as a function of the system parameter φ and attempt to replicate

the observed spectrum analytically, showing that the attractor solutions are linearly

stable while other nonlinear solutions are unstable.

2.2 Simulations of the cubic equation

Simulations of the cubic equation show that in the explosive regime the amplitude

A increases to arbitrarily large values in finite times, as well as oscillates with an

ever-increasing frequency. As was done in Refs. [5–7], we seek solutions of the form

A = g(x)/(τ0−τ)5/2, where g(x) is a bounded oscillatory function of x = − ln(τ0−τ),

with τ0 the blow-up time. From a simulation standpoint, it is more convenient to

rewrite the cubic equation with the bounded function g(x) as the dependent variable.

Additionally, we change our independent variable from τ to x, in order to resolve the

oscillation period as τ0 − τ → 0. Equation 2.1 then becomes

dg

dx
+

(
5

2
− e−x

)
g = −eiφ

2

∫ U

0

dξ

∫ 2(U−ξ)

0

dη V (ξ, η)

× g(x− ln(1 + ξ)) g(x− ln(1 + ξ + η)) g∗(x− ln(1 + 2ξ + η)), (2.2)

where V (ξ, η) = ξ2/[(1 + ξ)(1 + ξ + η)(1 + 2ξ + η)]5/2 and U = (τ0ex − 1)/2.

In Sec. 2.3, appropriate simplifications will be made to Eq. 2.2 in order to find

semi-analytic solutions to the equation. In this section, however, we do not make any

simplifications; instead, we modify the nonlinear term in order to make it suitable for

computer simulation in the variable x. Specifically, we change to the following set of
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Figure 2.1: Response for φ = 1 when the given guess τ0k is larger (solid curve) or
smaller (dashed curve) than the “true” τ0.

integration variables:

x1 ≡ ln (1 + ξ) , x2 ≡ ln

(
1 + ξ + η

1 + ξ

)
.

Then, Eq. 2.2 becomes

dg

dx
+

(
5

2
− e−x

)
g = −eiφ

2

∫ Ũ1(x)

0

dx1

∫ Ũ2(x,x1)

0

dx2 Ṽ (x1, x2)

×g(x− x1) g(x− x1 − x2) g∗(x− ln
(
ex1+x2 + ex1 − 1

)
), (2.3)

where

Ũ1(x) ≡ ln [(1 + τ0ex) /2] ,

Ũ2(x, x1) ≡ ln (1− ex1 + τ0ex) ,

Ṽ (x1, x2) ≡ e−3(x1+x2/2) (ex1 − 1)2 (ex1+x2 + ex1 − 1
)−5/2

.

Equation 2.3 is the one that we simulate using a uniformly-spaced grid in x and an

initial amplitude g0 = g(x = − ln τ0) that is small enough so that the explosive regime

emerges after an initial exponential growth of the mode amplitude A.

In solving Eq. 2.3 as an initial value problem, a guess τ0k must first be given for

τ0. Then, the output will either blow-up or decay as shown in Fig. 2.1, with these
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results meaning, respectively, that τ0k is larger or smaller than the true blow-up time

that is associated with the imposed initial condition. When the former happens, we

store τ0k as an upper bound estimate to the true τ0, and with the latter case, we store

our guess as a lower bound estimate. After each run, we correct τ0k by computing

a weighted average using our upper and lower bounds, with the weight given by the

number of oscillations that are observed in g(x). In principle, we can refine the value

of τ0k indefinitely. In practice, this iterating procedure is limited by the word length

limit of the computer, as eventually there are no machine numbers between our lower

and upper bound estimates and hence τ0k cannot be corrected any further. More

details about this practical limit are found in Appendix B. After a sufficient number

of iterations, one obtains a converged output, so that for a given φ a nearly periodic

function in x is obtained, as shown in Fig. 2.2.a for the case φ = 0.3.

We now take a discrete Fourier transform in x of the signal g(x) (we use a Hann

window function), and we find a spectrum like the one shown in Fig. 2.2.b, where σ

stands for the pseudo-(angular) frequency associated with the pseudo-time variable

x. The whole process is then repeated for different values of φ, and the variation of

the spectrum with respect to φ can be seen through a color map as in Fig. 2.3. In

this figure, each vertical slice represents the spectrum for one run (with a pseudo-

time step size ∆x = 0.01) at a particular value of φ. The color indicates the Fourier

amplitude. Negative φ values are not shown because the spectrum is odd about φ = 0.

As we shall see in the next section, this simulation spectra is well explained by the

theoretical analysis that we developed.

The simulation spectra presented here has been obtained by performing a Fourier

transform over most of the pseudo-time domain response (excluding very early times

where the mode has not entered the explosive regime and very late times where there

is distortion due to inherent instability; see Appendix B for more on the latter). We

note that the spectra do not change significantly in time, with the exception of very

small φ. This region where the spectrum changes significantly corresponds to where

a sharp discontinuity is observed in the nature of the spectra at φ ≈ 0.05 in Fig.

2.3. As shall be seen, this observed anomaly in obtaining an attractor solution can

at least be partially explained with the theory predicted below.
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Figure 2.2: For φ = 0.3, (a) Evolution of |g| = |A|(τ0 − τ)5/2, (b) Fourier spectrum
of g(x) from x = 4 to x = 30.

Figure 2.3: Fourier spectra as a function of φ. Here, σ is the frequency in x =
− ln(τ0 − τ) and color represents amplitude. The one-component response observed
for φ ' 0.782 continues beyond φ = 1 and the frequency becomes zero at φ = π.
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2.3 Analytically approximating the explosive

solutions

From the analytic perspective, our starting point is Eq. 2.2 with the exp(−x)g term

neglected, since we assume that we are sufficiently close to blow-up that 5/2 �
exp(−x) = τ0 − τ (note that this neglect was not allowable in the simulations since

this term is important at the beginning of the simulation, prior to the onset of the

explosion). Then, as in Refs. [5–7], the problem is reduced to finding an oscillatory

function g(x) via the equation

dg

dx
+

5

2
g = −eiφ

2

∫ U

0

dξ

∫ 2(U−ξ)

0

dη V (ξ, η)

× g(x− ln(1 + ξ))g(x− ln(1 + ξ + η))g∗(x− ln(1 + 2ξ + η)), (2.4)

where U → ∞ as τ0 − τ → 0. In practice, we chose U = 104 and we estimate the

error to be O(1/U)7/2.

Previously, a solution to Eq. 2.4 for any φ value was found, which consisted of just

a single Fourier term [6,7,22,24,25]. In addition, for φ = 0, a Fourier series expansion

in the harmonics of a single pseudo-frequency has been reported [5]. However, a

single-frequency expansion in a Fourier series is not the most general oscillation since

g(x) need not be strictly periodic. A more general response that is allowed is a

function that is a superposition of incommensurate pseudo-frequencies. As shall be

seen, for some band in φ, the attractor contains a single pseudo-frequency variable,

but in other parts two or more pseudo-frequencies are needed. Hence we seek a more

general solution of the form

g = e−iσ0x
∑
~m

c~m e−i~m·~σx, (2.5)

where the dot product represents a particular combination of pseudo-frequencies,

~m · ~σ =
∑
j 6=0

mj σj,

with mj being integers and σj being incommensurate pseudo-frequencies. In general,

~m may be any vector of integers, so that both harmonics of a single pseudo-frequency

(e.g. ~m · ~σ = −3σ1) and superpositions of different pseudo-frequencies (e.g. ~m · ~σ =
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−3σ1 + 2σ2) are possible. Our proposed form includes an overall modulating factor

exp(−iσ0x) as one can readily see that this factor then drops out of Eq. 2.4, but with

the needed solution still depending on σ0. In the next subsection, we use the form in

Eq. 2.5 to obtain our numerical solutions.

Before presenting the numerical solutions, observe that by using Eq. 2.5, with

a truncated set of terms, to solve Eq. 2.4, we are always led to a closed system of

equations. The required equations are constructed by collecting all terms that share

the same superposition of frequencies σj (i.e. the same harmonic numbers mj). In

Appendix A we explain why this procedure leads to a closed system of equations

when symmetry properties are exploited.

A physical result that emerges in the plasma problem from the explosive solutions

found here, after the range of applicability of the cubic equation is violated, is the

development of frequency chirping of a nonlinear wave (i.e. continuous increase or

decrease of the wave frequency). Indeed, the onset of the chirping begins with the

solutions we are finding. This can be seen from Eq. 2.5, where an arbitrary term

in this expansion oscillates as exp[i(σ0 + ~m · ~σ) ln(τ0 − τ)]. The real frequency, with

respect to the time t, of the wave (as opposed to the pseudo-frequency with respect

to the pseudo-time x) in the explosive regime is thus −(σ0 + ~m ·~σ)/(τ0−τ). From this

expression we see that the explosion induces chirping, with σ0 + ~m · ~σ determining

the initial chirping rate.

For the remainder of this chapter, we shall refer to the pseudo-frequencies in x as

simply frequencies.

2.4 Comparison between numerical solutions and

simulations

The curves in Fig. 2.4.a show the numerically evaluated frequencies obtained directly

from the numerical solutions of Eq. 2.4, overlaid on the simulation spectra presented

earlier. We label these solutions as semi-analytic, as they stem from an analytic form,

Eq. 2.5, but their evaluation involves numerically determined parameters. Each curve

represents a frequency σ0(φ)+~m·~σ(φ) with a particular value of ~m. Figure 2.4.b shows

these frequencies and, in the same color scale as that in Fig. 2.4.a, the absolute value

of the corresponding Fourier amplitudes c~m. The vertical red dashed lines delimit
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regions with different types of attractor solutions.
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Figure 2.4: (a) The color map is the spectrum obtained from simulations, with σ
representing frequency and color representing Fourier amplitude; the overlaid curves
represent the theoretical prediction. (b) Frequencies and amplitudes for the theoret-
ical predictions in (a).

It is found that the single term solution is the attractor in the range π ≥ φ >

φcr1 = 0.782. This region will be referred to as region I. In the region φcr2 = 0.418 <
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φ < φcr1, the attractor solution consists of two frequency variables. One frequency,

σ0, is that of the overall modulation term, which multiplies a multi-term Fourier series

in the frequency σ1 (as in Eq. 2.8 below). The interval described by this attractor

solution is referred to as region II. In the band φcr3 < φ < φcr2, with φcr3 = 0.049, we

find attractor solutions usually with three frequency variables, though occasionally

with two such variables, and we call this band region III. These regions are indicated

in Fig. 2.4.

Finally, in the remaining region, 0 ≤ φ < φcr3, called region IV, we do not find

a unique single attractor solution, but we do have an indication that this is a region

where for each φ, there are two attractors, where each one decays into the other.

Region IV has not been plotted in Fig. 2.4 because of this transient behavior. The

properties of these solutions will be discussed in the next subsection.

Another comparison between theory and simulations can be made via the following

method. The semi-analytic solution, which we may call gtheory(x), is evaluated at the

same equally-spaced grid points in xn that are used in the simulations, producing an

array of values gtheory(xn). Then, just as was done with the simulation array of values

for g(x), the array gtheory(xn) is multiplied by a Hann window function. After these

operations, a discrete Fourier transform of the resulting array is taken. Figure 2.5

compares the resulting theoretical and simulation spectra for φ values lying in regions

I, II, and III, and we see excellent agreement.

Note from Fig. 2.4.a that while the theoretical curves have a similar structure to

the simulations, in the interval φ ≈ (0.25, 0.37) there is a systematic shift between

them in σ(φ). Here, the match between theory and simulations is not as good as

elsewhere. Additionally, we have found that in this interval the simulation spectra

are particularly sensitive to the simulation step size ∆x. We find that by decreasing

the value of ∆x, the simulation approaches the behavior predicted by the theory.

Figure 2.6 displays this tendency for the case φ = 0.29, where the runs with step

size values of ∆x = 0.01 and ∆x = 0.015 have been used to linearly extrapolate

in both frequency and amplitude to the values that we would expect as ∆x → 0.

These values are very close to those predicted by the semi-analytic solution.

We now perform the linear extrapolation over a wide range of φ values, resulting

in the colored spectra in Fig. 2.7, where the semi-analytic theory is represented by

the overlaid dashed black curves. We find that the simulations are most sensitive

to ∆x in the close neighborhood of φ ≈ 0.34, and here the linear extrapolation is
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thus not as accurate as elsewhere. Otherwise, we see an excellent match between

the extrapolated simulation spectra and theory, and the systematic shift that we

have mentioned is thus, to a large extent, attributed to the discretization of x in the

simulations.
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Figure 2.5: Fourier spectra of g(x) in x = − ln (τ0 − τ), computed from the simulation
output of Eq. 2.3 (solid blue) and from semi-analytic solutions (dashed red) for (a)
φ = 0.17, (b) φ = 0.60, and (c) φ = 1.
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Figure 2.6: The blue and red curves are the simulation spectrum for φ = 0.29 with
the step size values shown. These curves almost overlap close to the largest peak.
The green lines indicate linear extrapolations of the peaks of these spectra, resulting
in the values indicated by open circles. The vertical black lines are the semi-analytic
solution spectrum.
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Figure 2.7: Linearly extrapolated spectra from simulations with step sizes (∆x) of 0.01
and 0.015, with σ representing frequency and color representing Fourier amplitude.
The black dashed curves represent semi-analytic theory.
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2.5 Stability and other properties of the solutions

We now expound on the properties of the solutions by starting in region I, where the

solution is simple, and ending with region IV.

In region I, the attractor is the one-component solution that has been discussed in

past work [6,7,22,24,25]: g = c exp(−iσ0x). We carried out a linear stability analysis

of this equilibrium. The linear equation for a small perturbation g1 is

dg1

dx
+

5

2
g1 = −eiφ

2

∫ U

0

dξ

∫ 2(U−ξ)

0

dη V (ξ, η)

× [g0(x− ln(1 + ξ))g0(x− ln(1 + ξ + η))g∗1(x− ln(1 + 2ξ + η))

+ g0(x− ln(1 + ξ))g1(x− ln(1 + ξ + η))g∗0(x− ln(1 + 2ξ + η))

+ g1(x− ln(1 + ξ))g0(x− ln(1 + ξ + η))g∗0(x− ln(1 + 2ξ + η))], (2.6)

where g0 = c exp(−iσ0x) is the equilibrium. Due to the presence of the complex

conjugate operation, perturbations with both up- and down-shifted frequencies will

in general be excited. The solution of the linear equation has the form

g1 = e−iσ0x
(
aeλx + beλ

∗x
)
, (2.7)

where we need to solve for the real and imaginary parts of λ, which respectively

represent the growth/damping rate and the frequency shift, and the complex ampli-

tudes a and b. It is found that for φ > φcr1 = 0.782 this equilibrium is stable [i.e.

Re(λ) < 0]. As φ decreases and approaches φcr1, |Re(λ)| gets smaller and reaches zero

(the marginal stability point) when φ = φcr1, at which point the eigenvalue is found to

be λ = −8.42i. This value agrees with the sideband frequency of the two-frequency

solution that emerges at the boundary of regions I and II, as σ0 − Im(λ) = 3.04

matches with the frequency of this component. There is also a component with fre-

quency σ0 + Im(λ) = −13.81 (corresponding to the term with an amplitude b in

Eq. 2.7), and while this component can also be observed in the simulation spectra, it

has a comparatively small amplitude (at the critical point we find |b|/|a| ≈ 0.0098).

For φ < φcr1, the exact one-term solution is found to be unstable. Close to the critical

point, for φ on either side of φcr1, the instability growth rate γ ≡ Re(λ) is found to

vary as γ ' −2.61(φ− φcr1).
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To match the simulation spectra for φ < φcr1, we now require two frequency

variables, σ0 and σ1. Equation 2.5 then reduces to

g = e−iσ0x
∑
m1

cm1e−im1σ1x, (2.8)

where m1 and σ1 are the only components of ~σ and ~m. We refer to equilibria with this

analytic form as two-σ solutions. Using this form we found a family of solutions with

two dominant components that closely replicates the simulated spectra in region II.

Starting from φ = φcr1 and decreasing φ, the modulus of the theoretically-predicted

amplitude of the positive-frequency component is found to steadily increase from its

initial vanishing value.

The linear stability analysis of this two-σ solution is carried out in the same way

as for the one-component solution, although more terms are involved (the general

procedure is described in Appendix B). We find that this solution is stable throughout

region II. Immediately outside of the left border of this region, starting at the marginal

stability point where φ = φcr2 = 0.418, the two main components develop symmetric

sidebands that match those that appear in the simulation spectra. Thus for φ < φcr2

we find that this equilibrium is unstable. Close to φcr2, we find numerically that the

instability growth rate γ varies as γ ' −2.89(φ− φcr2).

To explain the emergence of the sidebands in region III, we add another frequency

variable to our equilibrium, obtaining

g = e−iσ0x
∑
m1,m2

cm1,m2e−i(m1σ1+m2σ2)x, (2.9)

and we call such a form a three-σ solution. We again find that this equilibrium

emerges smoothly from the solution described in the previous paragraph, where the

additional sideband amplitudes start from zero at φ = φcr2 and become larger as φ

decreases.

The three-σ solution is not the only attractor that occurs in region III because

when using a form with incommensurate frequencies as we are doing here, the phe-

nomenon of frequency-locking may occur if two of the frequencies are sufficiently

close to being commensurate. When this phenomenon happens, the frequencies can

remain locked (commensurate) over a significant range of the control parameter φ,

often known as a frequency-locking plateau [30]. In these regions, terms with different

harmonic numbers mj, that otherwise oscillate at different frequencies, are locked to
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oscillate in unison. Within region III, around φ ≈ 0.16, 0.25, several low-amplitude

harmonics merge in the simulation spectra (see Fig. 2.3); even making the spectra

look sharper for a range of φ values. Thus, we expect to find that the analytic three-σ

attractor solutions revert to two-σ solutions in the neighborhood of these points.

Indeed, we find stable two-σ solutions in the intervals φ ≈ (0.159, 0.182) and

φ ≈ (0.249, 0.285) that correspond with the locking of the ratio σ2/σ1 to −4 and −5,

respectively. The set of curves corresponding to these solutions can be distinguished

in Fig. 2.4.a since there are small discontinuities in σ(φ) when the attractor changes

from a three- to a two-σ solution. Additionally, one of the frequency variables in

our three-σ solution, which we denoted by σ1, becomes small (but remains finite)

as φ approaches 0.36, and as a consequence, in a very narrow range of φ the ratio

σ2/σ1 passes through many integer values (−6,−7,−8, ...,−13). This analytic finding

coincides with the large kink that is observed in that region of the simulation spectra

and is likely the reason for why the accuracy of the simulation needs an extremely

small step size in this region of the φ-domain.

When there is less than three frequency variables in the solution being studied, the

locking phenomenon does not occur. For if we take the form with two such variables,

Eq. 2.8, and substitute it into the cubic equation, we find that all resulting terms

oscillate with frequencies in the form of σ0 +pσ1, for different integer values of p. The

only ways in which two such terms can oscillate with the same frequency is if they

share the same harmonic number p or if σ1 = 0 (in the latter case all terms would

oscillate with a frequency σ0). In our numerical two-σ solutions, we find that σ1 does

not approach 0. Therefore, for our two−σ solutions, any two terms that appear in

the cubic equation may be said to oscillate together if and only if they share the same

harmonic number, and thus locking does not occur. Note that there are not any kinks

present in regions I and II of the simulation spectra, which we would expect had there

been significant locking phenomena.

As φ decreases and approaches φcr3 = 0.049, the simulation solutions become more

complex, with the three-σ attractor solution taking longer to establish (see Fig. 2.8.a),

as we see that it follows after a relatively long-lasting transient phase. This initial

phase lasts for increasingly longer times as φ decreases towards φcr3. Eventually, the

duration of this phase is long enough to accurately identify its spectral structure, and

we observe that it corresponds to that of an unstable analytic two-σ solution that we

found, which we now denote as solution A (see Fig. 2.8.b). In the φ region just greater
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than φcr3 we also find that for the three-σ solution, the ratio σ2/σ1 approaches −3 as

φ decreases towards φcr3. Correspondingly, we find a frequency-locked two-σ solution

that exists in the interval φ=[0, 0.049], which we now call solution B, and whose mode

structure at φ = 0.049 resembles that of the aforementioned three-σ solution.
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Figure 2.8: (a) Response for φ = 0.06. The three-σ attractor emerges at x ≈ 10. (b)
Blue: Spectrum of (a) from x = 0 to x = 10. Dashed red: Spectrum of semi-analytic
solution A.
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We have found an interesting feature in the interval 0 < φ < φcr3 ≈ 0.049: the

explosive response apparently alternates between solutions A and B. Therefore, in

contrast with the rest of the φ-domain, we do not find a single attractor solution

in this region. For this reason, we designate the region φ=[0, 0.049) as region IV

(φ = 0 is included since it does not have a stationary attractor either, as we shall

see). Through a stability analysis, we find that solution A, that existed but was

unstable in region III, and solution B, that is only defined in region IV, are both

linearly unstable.

In region IV, solutions A and B both exist but they are unstable. These insta-

bilities appear to be the onset response to transitions between the two solutions.

However, these transitions were found to be slow enough that we have not observed

more than one transition in the same run (due to the computer word length limit, as

has been mentioned and discussed further in Appendix B). To observe these transi-

tions, we modified our code so that instead of using a small amplitude at one point

as an initial condition, we use one of our semi-analytic solutions as past history up

to some value of x. With this alteration, we are able to ascertain that the ensuing

evolution displays a transition from one equilibrium to the other, and show that the

transition occurs in both directions (i.e. that solution A transforms to B and solution

B transforms to A). Specifically, Fig. 2.9.a shows the evolution that we observed

by using solution A as past history up to x = 3, for φ = 0.02. Figures 2.9.b and

2.9.c show, respectively, the spectrum for this run at early and late times during the

evolution, with the former overlaid with the spectrum of the semi-analytic solution A

and the latter with that of solution B (simulation in blue and theory in dashed red).

Solution A is identified immediately after x = 3 and then the simulation solution

transitions to solution B. Towards the end of this run (x & 30) we can begin to see

solution B becoming unstable and appears to be going to solution A, but computer

word length prevented us from going further in x. Figure 2.10 shows the results

for the case when solution B is used as past history. We see that in this case the

simulation solution evolves into solution A.
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Figure 2.9: (a) Simulation solution for
φ = 0.02 when solution A is given as
past history for x < 3. (b) Spectrum of
simulation solution, in blue, from x = 3
to x = 16. (c) Spectrum of simulation
solution, in blue, from x = 17 to x =
31. In both (b) and (c) the theoretically-
predicted spectrum is shown as a dashed
curve in red.
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Figure 2.10: (a) Simulation solution for
φ = 0.02 when solution B is given as
past history for x < 5. (b) Spectrum of
simulation solution, in blue, from x = 5
to x = 16. (c) Spectrum of simulation
solution, in blue, from x = 29 to x =
40. In both (b) and (c) the theoretically-
predicted calculated spectrum is shown
as a dashed curve in red.
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Finally, the special point φ = 0 shows an abrupt change with respect to the re-

sponse that is observed in the rest of region IV. At this point, we find that the response

is close to the solution proposed in Ref. [5], a standard Fourier series, although we

find a corrected frequency of 6.58 (6.1 is the result reported in Ref. [5]), which better

matches the simulations. We also find that this solution possesses a period-doubling

instability (i.e. sidebands develop halfway in-between the preexisting spectral com-

ponents). This finding has correspondence with the simulation spectrum: panel (a)

of Fig. 2.11 shows a comparison between the simulation spectrum at early (blue) and

late (red) times, and sidebands are seen to be excited as described. Note that the

dominant components do not change appreciably as the sidebands develop.

In an attempt to replicate the observed period-doubling behavior at φ = 0, we

found another Fourier series solution, now with a fundamental frequency of 3.44

(roughly half of 6.58). The spectral structure of this solution is very similar to

the simulation spectrum observed at late times for φ = 0 (red curve in Fig. 2.11.a).

However, once again, this solution does not end up being the final steady response, as

a stability analysis reveals that it also develops a period-doubling instability. To verify

this finding, we have made a simulation where the 3.44-frequency solution is used as

given past history. Then, by comparing the Fourier transform immediately after the

given history with one taken at later times during the evolution, we are indeed able to

see weak sidebands forming in-between the preexisting components (see Fig. 2.11.b).

Beyond this level, it becomes more difficult to check whether this period-doubling

behavior continues indefinitely, since the sidebands become progressively harder to

resolve through a discrete Fourier transform, and analytically, the newly developed

equilibria become increasingly difficult to obtain, due to the growing number of terms.
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Figure 2.11: Simulation spectrum for φ = 0 at early (blue) and late (red) times during
the explosion, with the following initial condition: (a) a small amplitude and (b) a
semi-analytic solution given as past history. Arrows indicate developing sidebands.
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To emphasize the particular complexity found in region IV, we reiterate that this

is the only region where we did not find a unique stable attractor solution. Instead,

the simulation spectra showed significant transient behavior. Our code has already

allowed a large number of doubling times: when starting with a small amplitude, the

mode enters the explosive regime when xi ≈ −1 (this can be seen, for instance, in

Fig. 2.2.a) and we were able to obtain reliable data points up to xf ≈ 30. Since

the mode amplitude A scales as (τ0 − τ)−5/2 in the explosive regime, the number of

doubling times n can be estimated from

2n =

(
τ0 − τi
τ0 − τf

)5/2

= exp

[
5

2
(xf − xi)

]
,

which from our values for xi and xf gives n ≈ 111.8. This is apparently enough to

obtain the attractor solution for φ ' 0.049, but for smaller φ values we did not see a

steady output even with such a large n value. From a physical standpoint, after these

many doubling times the applicability of the cubic equation has almost certainly been

violated.
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Chapter Three: The breakdown of the cubic

equation

3.1 Introduction

When a weakly-unstable mode enters the explosive regime predicted by the cubic

equation, the mode amplitude grows without bound. This means that eventually the

equation is taken outside its domain of validity, and only a full-Vlasov simulation

will accurately describe the subsequent long-term evolution. In this chapter, we will

study the breakdown of the cubic equation in detail. We shall find that one of the

assumptions for validity that was stated in the original plasma papers [5–7] is too

stringent. This will lead us to a study of the “folding” or local flattening phenomenon

of the distribution function in phase space, which can happen within the validity of

the cubic equation. Then, the quintic term in the wave equation will be derived for

the first time, which will in turn give us an appropriate criterion by which to measure

the breakdown of the cubic equation.

We will look at the case of perturbative modes, setting φ = 0. In that case, the

linear frequency shift of the mode is zero, and the linear growth rate is simply γ =

γL−γd, where γL is the linear instability drive due to the fast-particle resonance, and

γd is a background dissipation. We also assume negligible collisionality (as explained

in Sec. 1.3.4, this can be justified even when considerable collisionality is present).

Then, the wave equation is

dA

dτ
= A(τ)− 1

2

∫ τ/2

0

dτ1 τ
2
1A(τ − τ1)

∫ τ−2τ1

0

dτ2A(τ − τ1− τ2)A∗(τ −2τ1− τ2), (3.1)

where A = ω2
bγ

1/2
L /γ5/2, with ωb being the bounce frequency of the deeply-trapped

resonant particles. We expect the results in this chapter to carry over to the case of

a finite φ, but details of this extension still need to be ascertained.

For small initial amplitudes, the evolution of A, as given by Eq. 3.1, is initially

exponential (before the nonlinear term is important) and eventually explosive (when

the nonlinear term dominates). When the evolution is deep into the explosive regime

(roughly after a few “bounces” of |A|), the initial amplitude becomes unimportant,
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as the amplitude response asymptotes to an attractor as studied in Chapter 2. If the

amplitude is not yet in this asymptotic regime, the behavior can still be considered

universal if the initial amplitude is sufficiently small (Fig. 3.1). By “universal” it is

meant that the plot of A as a function of τ is independent of any parameter, up to

an overall shift in τ (i.e. the response due to a small initial amplitude will begin to

replicate the evolution of a larger initial amplitude after it ‘catches on’ to the larger

initial condition).
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Figure 3.1: Effect of initial amplitude, A0, on the evolution of |A| as given by the
cubic equation (φ = 0). The run with A0 = 0.5 was initiated with this amplitude
at τ = 0. The other four runs have been shifted in τ to match the A0 = 0.5 run
at τ = 0. The ensuing evolution for τ > 0 quickly converges with decreasing A0; at
the first minimum location, the difference between runs is unnoticeable for A0 / 0.1.
The step size in these runs is ∆τ = 0.002.

As has been mentioned in previous chapters, there is a finite time window where

the nonlinear behavior predicted by the cubic equation has physical validity, as long

as the parameter γ/γL is sufficiently small. Decreasing the value of this parameter will

increase the width of the time window. In other words, the actual mode amplitude

(given by full-Vlasov simulations) is expected to replicate the universal cubic solution

to an increasingly higher extent as γ/γL is made smaller. Full-Vlasov simulations have

been performed using an existing code, which itself is an improvement of a previously-

existing one [31]. The code solves for the particle distribution function by discretizing
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phase space. The improved version, written by Ge Wang (Univ. of Texas), uses a

Runge-Kutta-Fehlberg method [32] to make the time-step size adaptive.

The simulated equations in this fully nonlinear scheme are

dω2
b

dt
= −γL

π2

∫
dϕ

∫
dΩ f̃(ϕ,Ω, t) e−iϕ − γd ω2

b (3.2)

and
∂f̃

∂t
+ Ω

∂f̃

∂ϕ
+ Re

(
ω2
be
iϕ
) ∂f̃
∂Ω

= 0. (3.3)

In these equations, the full distribution function f̃ has been normalized to units

of F ′ (prime notation indicates a derivative with respect to Ω), where F (Ω) ∝ Ω

is the equilibrium distribution function. Thus, the relationship between f̃ and the

distribution function f used elsewhere in this work is f̃ = f/F ′. The expression for

γL is given in Eq. 1.35.

The initial conditions implemented in our simulations are a small amplitude

ω2
b (t = 0) and an equilibrium distribution f̃(ϕ,Ω, t = 0) = Ω (i.e. f̃ ′ = 1).

Also required are the linear growth and damping rates (i.e. γL and γd), which we

choose depending upon the desired closeness to marginal stability. The actual linear

growth rate of the simulated mode does not turn out to be exactly γL−γd due to two

main reasons: there is an intrinsic error due to discretization, and there is a trunca-

tion in the size of the velocity domain. It is important to discretize phase space in

such a way as to achieve a balance between high accuracy and low computation time.

We obtain the true linear growth rate by directly measuring it from the simulated

amplitude evolution, and from this measurement we determine the value of γ/γL. In

Appendix C we discuss a practical procedure that can be used to obtain reasonably

accurate simulations within sensible times.

Figure 3.2 shows full-Vlasov simulations of the mode amplitude for two different

values of γ/γL (red and blue curves), together with the evolution given by the cubic

equation (dotted curve). We see that, indeed, the run with the smaller value of γ/γL

is closer to the response of the cubic equation. We will make use of the full-Vlasov

code throughout this chapter.
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Figure 3.2: The resemblance between full-Vlasov simulations and the universal cubic
response is improved for decreasing values of γ/γL. Snapshots of the phase space
dynamics are shown in Fig. 3.6 for the case of γ/γL ≈ 0.0094 at the moments
indicated in this picture by red dots.

3.2 Presumptions are too stringent

In this section we show that the assumptions in the original derivation [5] of the cubic

equation are too stringent. The assumptions that we are discussing are those related

to the distribution function components, namely that

|F ′| � |f ′1| � |f ′0|, |f ′2|, (3.4)

where F is the equilibrium distribution, fn is the nth Fourier component of the

total distribution f , and prime notation indicates a partial derivative with respect

to Ω. The derivation in Ref. [5] actually gives the previous assumption without

the derivatives with respect to Ω. Equation 3.4, however, appears to be the more

appropriate condition given how the Fourier components enter into the equations, as

we will see below. In any case, here it will be shown that neither of these assumptions

are actually strictly needed for the cubic equation to be accurate. Let us now review

the iterative procedure that results from assuming Eq. 3.4.
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The starting point is the kinetic equation, where we have expanded the distribu-

tion in a Fourier series as in Eq. 1.24. The nth Fourier component of the distribution

function is coupled to its neighboring components fn±1 via

∂fn
∂t

+ inΩfn +
1

2

(
ω2
bf
′
n−1 + ω2∗

b f
′
n+1

)
= 0, (3.5)

Solving for fn we find

fn = −1

2

∫ t

0

dt1
(
ω2
bf
′
n−1 + ω2∗

b f
′
n+1

)
exp [−inΩ (t− t1)] . (3.6)

Note that because f is real, f−n = f ∗n. A small caveat to Eq. 3.6 is that in the n = ±1

case, the equilibrium distribution function F must also be included:

f1 = −1

2

∫ t

0

dt1
[
ω2
b (F ′ + f ′0) + ω2∗

b f
′
2

]
exp [−iΩ (t− t1)] . (3.7)

We now make use of the iterative scheme. This was briefly described in Sec. 1.3,

but we now show it in more detail. Assuming that Eq. 3.4 is true, we ignore f ′0 and f ′2

in Eq. 3.7 to obtain the lowest order term in the distribution function perturbation,

which is

f
(1)
1 = −1

2

∫ t

0

dt1 ω
2
b (t1) F ′ exp [−iΩ (t− t1)] , (3.8)

where the superscript indicates the order of the term in the mode amplitude. We

then use this expression to find f0 and f2 (through Eq. 3.6 with n = 0 and n = 2,

respectively), which are thus quadratic in the mode amplitude. In finding f2, we

ignore f ′3, assuming it is much smaller than f ′1. We find that

f
(2)
0 = −1

2

∫ t

0

dt1 ω
2
b (t1)f

′∗(1)
1 + c.c.

=
iF ′

4

∫ t

0

dt1 ω
2
b (t1)

∫ t1

0

dt2 ω
2∗
b (t2) (t1 − t2) exp [iΩ(t1 − t2)] + c.c. (3.9)

and

f
(2)
2 = −1

2

∫ t

0

dt1 ω
2
b (t1)f

′(1)
1 exp [−2iΩ(t− t1)]

= −iF
′

4

∫ t

0

dt1 ω
2
b (t1) exp [−2iΩ(t− t1)]

∫ t1

0

dt2 ω
2
b (t2) (t1 − t2) exp [−iΩ(t1 − t2)] .

(3.10)
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These two terms, in turn, generate cubic order terms, and so on. As a result of this

procedure, the kth order term scales as f
(k)
n ∼ (F ′/t)(ωbt)

2k, with t being a relevant

time scale.

Let us now test the assumption that |F ′| � |f ′0|, which is apparently the justifica-

tion for the iterative procedure above. We change the notation to the dimensionless

A and τ , and from Eq. 3.9 we find

f
′(2)
0 = −F

′

4

γ

γL

∫ τ

0

dτ1A(t1)

∫ τ1

0

dτ2A
∗(τ2) (τ1 − τ2)2 exp

[
i
Ω

γ
(τ1 − τ2)

]
+ c.c. (3.11)

Notice that for given Ω/γ, the quantity γLf
′
0/(γF

′) is universal in the sense that is

described in Sec. 3.1. Let us define it as U1:

γLf
′(2)
0

γF ′
= −1

4

∫ τ

0

dτ1A(t1)

∫ τ1

0

dτ2A
∗(τ2) (τ1 − τ2)2 exp

[
i
Ω

γ
(τ1 − τ2)

]
+ c.c.

≡ U1(Ω/γ, τ). (3.12)

Figure 3.3 shows a contour plot of U1. This plot can be used to search for τ where

f ′0/F
′ = 1, which would violate the assumed ordering used in the derivation of the

cubic equation. The white arrow in Fig. 3.3 indicates the point where this first hap-

pens for the particular case of γ/γL ≈ 0.0094. Notice that at this moment in time,

the mode amplitude as given by the cubic equation is still a very good approxima-

tion (compare the cubic response with the full-scale simulation in Fig. 3.2 at that

moment).

For the same γ/γL ≈ 0.0094 case, let us now study the evolution of the Fourier

components of the perturbed distribution function. Up to third order in the mode

amplitude, these terms are f
(1)
1 , f

(2)
0 , f

(2)
2 , f

(3)
1 and f

(3)
3 . The explicit expressions

for these terms are given in Appendix D. Note that these components are functions

of Ω/γ and τ , so that fully visualizing their evolution requires a contour plot like

the one in Fig. 3.3. However, in what follows, we only want a measure of the size

of the Fourier components, so at every time τ we find the value of Ω/γ for which

the absolute value of the components is maximum, and it is this maximum value

which we plot in panel (a) of Fig. 3.4. In this figure, the distribution function has

been normalized to units of γF ′. For reference, the both the cubic and full-Vlasov

solution are also shown. Notice that the hierarchy (in terms of the order in the mode

amplitude) breaks down at some point before τ ≈ 8.3, but the cubic equation has

very good accuracy at that time.
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Figure 3.3: The quantity log |U1| = log |γLf ′0/(γF ′)|, shown in color, gives us infor-
mation about the relationship between the ratios γ/γL and |f ′0/F ′|. The white arrow
indicates the first instance where |F ′| = |f ′0| for the case of γ/γL ≈ 0.0094. At that
time, the cubic solution is still a good approximation.

What about the hierarchy of the derivatives, f
′(1)
1 , f

′(2)
0 , f

′(2)
2 , f

′(3)
1 and f

′(3)
3 ? Their

evolution, in units of F ′, is shown in panel (b) of Fig. 3.4, where again, we evaluate

the derivatives at the Ω/γ-value where they are largest. Similarly to panel (a), we see

that the hierarchy of these terms is broken well within the window where the cubic

equation is valid.
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Figure 3.4: Evolution of the distribution function Fourier components for γ/γL ≈
0.0094, with the mode amplitude shown for reference. The simulation begins at
τ = 0 with an initial amplitude A0 = 0.01; here, only the nonlinear stage is shown,
with the first peak of |A| being the one at τ ≈ 7.
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The previous findings leave us with a peculiar situation: the assumptions that

lead to the cubic wave equation are inaccurate, but yet the prediction of the equation

is accurate. To resolve this situation, notice that the kinetic contribution to the wave

equation is not proportional to the the distribution function components themselves

or to their derivatives, but actually depends upon the currents that transfer power

to the wave. In other words, the distribution function enters through the “J · E”

term in the wave equation. As we have seen in Sec. 1.3, it is only the n = 1 Fourier

component that contributes to this power transfer. The current that contributes to

the wave equation is thus

J1 ∝
∫ ∞
−∞

dΩ f1, (3.13)

where f1 is composed of terms of differing order in the mode amplitude. The leading

term is f
(1)
1 (Eq. 3.8), and next in order is f

(3)
1 , the latter leading to the cubic term in

the wave equation. In Fig. 3.5, we see the evolution of
∫∞
−∞ dΩ f

(1)
1 and

∫∞
−∞ dΩ f

(3)
1

(again, with f in units of γF ′).

Notice that the separation between
∫∞
−∞ dΩ f

(1)
1 and

∫∞
−∞ dΩ f

(3)
1 in Fig. 3.5 lasts

for a considerably longer time when compared to that between f
(1)
1 and f

(3)
1 , or

between f
′(1)
1 and f

′(3)
1 (in Fig. 3.4). The hierarchy is considerably more robust when

looking at the currents rather than the distribution function components themselves.

Thus, we conclude that while the assumed hierarchy of the Fourier components in

Eq. 3.4 may be broken, the cubic equation may remain valid because it is the integral

of the components in velocity-space which enters the wave equation. Notice that

the eventual breaking of the hierarchy J
(1)
1 � J

(3)
1 is much more indicative of the

breakdown of the cubic equation, as can be appreciated in Fig. 3.5.
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Figure 3.5: Evolution of the linear and cubic parts of the n = 1 Fourier component
of the current density (up to a constant). Cubic and full-Vlasov solutions shown for
reference.

3.3 Folding of the distribution function

It is clear from the preceding section that the cubic equation is more robust than

presupposed. Let us now look at the dynamics of the particles as given by full-

Vlasov simulations. Once again, we analyze the case where γ/γL ≈ 0.0094. Figure

3.6 shows contour plots of the distribution function at the five instances indicated

in Fig. 3.2 by red dots. One of the apparent consequences of imposing the ordering

|F ′| � |f ′1| � |f ′0|, |f ′2| is the implication that a local flattening or folding of the

distribution function in velocity-space (i.e. ∂f/∂Ω = 0) is not possible within the

validity of the cubic equation. Inspired by observations made by M. Idouakass [33],

we will show that this implication is not true, and in Sec. 3.5 we will see that there

is a relation between the amplitude level where folding happens, and that at which

the cubic equation ultimately breaks down. The phase space portrait in panel (a) of

Fig. 3.6 shows the first instance of a folding event (at ϕ = 0). Note that the mode
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amplitude is well described by the cubic solution at that time (Fig. 3.2).

Let us now try to predict the first instance of folding. This event will happen when

f ′ vanishes at some point in phase space. Note that initially f ′(ϕ,Ω, t = 0) = F ′,

for all ϕ and all Ω. As time advances, the perturbations in f ′ grow, and folding

occurs when, at some point in phase space, the perturbative terms add up to −F ′.
By expanding the distribution function in a Fourier series, as was done in Sec. 3.2,

the folding condition becomes

0 = F ′ + f ′0 +
∞∑
n=1

[f ′n exp (inϕ) + c.c.] . (3.14)

We may write the previous expression indicating the order of the terms,

0 = F ′ + 2 Re
[
f
′(1)
1 exp (iϕ)

]
+ f

′(2)
0 + 2 Re

[
f
′(2)
2 exp (2iϕ)

]
+O

(
ω6
b t

6
)
. (3.15)

Now, we only keep the zeroth- and first-order terms above. At the end of this

chapter, we shall comment on the validity of this truncation. Even if this hierarchical

ordering were to be somewhat weak, we would expect that the truncation will give

us a good estimation of the folding level, unless the ignored terms are significantly

larger than the linear term. We now make use of the explicit expression for f
(1)
1 , and

the folding condition reduces to

0 = 1 + Re

[
i exp (iϕ)

∫ t

0

dt1 ω
2
b (t1) (t− t1) exp [−iΩ(t− t1)]

]
= 1 +

(
γ

γL

)1/2

Re

[
i exp (iϕ)

∫ τ

0

dτ1A(τ1) (τ − τ1) exp

[
−iΩ

γ
(τ − τ1)

]]
. (3.16)

In the last line, we have changed to the dimensionless variables A and τ previously

defined.

Folding will happen when the second term on the right-hand side of Eq. 3.16 grows

sufficiently large and negative to satisfy the equality. Notice that this will happen for

the first time at a position ϕfold such that

ϕfold = −Arg (w) +
π

2
, (3.17)

where

w ≡
∫ τ

0

dτ1A(τ1) (τ − τ1) exp

[
−iΩ

γ
(τ − τ1)

]
. (3.18)
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Figure 3.6: Distribution function contour plots at τ = 7.41, 8.17, 8.84, 9.29, 9.57 (red
dots in Fig. 3.2) for a full-f simulation with γ/γL ≈ 0.0094. The color scale ranges
from −15γ (dark blue) to 15γ (dark red). Panel (a) shows the moment where the
distribution function folds for the first time, happening at ϕ = 0 (O-point).
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If we substitute ϕ = ϕfold in Eq. 3.16 we find

γ

γL
=

1

|w|2
(at the first folding event). (3.19)

We employ this expression to find the earliest time at which the distribution function

for a system with ratio γ/γL will fold. This is done numerically in the following way.

We evaluate |w| over a suitable Ω-domain at increasing values of time τ , with A being

the simulated solution of the cubic equation. In this manner, we are able to identify

the smallest τ for which a given value of γ/γL satisfies the folding condition. With

w being known at the time of folding, we compute the folding position ϕfold through

Eq. 3.17. Figure 3.7 shows the folding position as a function of the parameter γ/γL.

For large parameter values, the folding position is the original equilibrium position

or O-point in the wave field (we have chosen the initial phase of A such that this

O-point is located at ϕ = 0). This result agrees with the full-Vlasov simulation that

was discussed above (see the first panel of Fig. 3.6).

Figure 3.7: Predicted first folding position as a function of the small parameter γ/γL.
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Immediately after the first folding event, neighboring phase space points around

ϕfold will begin to fold as well. Since the mode amplitude A is oscillating, there will

eventually be a jump in the phase of w by an amount ±π. This will trigger a separate

folding event at locations ϕfold ± π. This second event is verified in the full-Vlasov

simulation: see panel (c) of Figure 3.6 at ϕ = ±π. Notice that, for this value of

γ/γL, the cubic equation remains accurate even at the time of the second folding,

as evidenced by Fig. 3.2 (this event occurs at the instant marked by the red dot at

τ = 8.84).

The computational cost in the full-Vlasov simulations quickly increases when γ/γL

is decreased, so it is difficult to make a thorough comparison with the predictions

in Fig. 3.7. However, we can study the evolution of the approximate distribution

function that results from a truncated Fourier series. Up to cubic order in the mode

amplitude, the total distribution function is

f = F+f
(2)
0 +2 Re

[(
f

(1)
1 + f

(3)
1

)
exp (iϕ)

]
+2 Re

[
f

(2)
2 exp (2iϕ)

]
+2 Re

[
f

(3)
3 exp (3iϕ)

]
,

(3.20)

where the Fourier components f0,1,2,3 are given in Appendix D.

We first show, for comparison, a snapshot of this distribution function at the time

at which the full-Vlasov code displayed its first folding event with γ/γL ≈ 0.0094

(panel (a) of Fig. 3.6). Figure 3.8 shows this snapshot, where we find great agree-

ment with the full-Vlasov code, as indeed the distribution function (dashed curve) is

flattened at the O-point at that same moment in time. Thus, the perturbative expan-

sion of the distribution function, Eq. 3.20, is accurate at this point of the evolution.

If the parameter γ/γL is decreased beyond the previously considered value of

0.0094, we keep finding that the distribution function flattens at the O-point, as

seen in panels (a)-(c) of Fig. 3.9. Note that the size of the flattened region gets

smaller (if Ω is measured in units of γ). However, once we decrease γ/γL to values

smaller than about 0.002, the distortions away from the original resonance, Ω = 0,

increase significantly before we get a clear flattening at Ω = 0. Thus, the first folding

event has not happened at the O-point. This observation explains the discontinuity

in the folding position that is predicted by the linear distribution function that we

considered above (see Fig. 3.7 close to γ/γL = 0.002).
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Figure 3.8: Fourier components and total distribution function to cubic order (Eq.
3.20), shown at time τ = 7.41 and position ϕ = 0 (O-point), with γ/γL ≈ 0.0094.
The distribution function is normalized to units of γF ′.
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Figure 3.9: Fourier components and total distribution function to cubic order (Eq.
3.20), shown at the moment of folding at position ϕ = 0 (O-point) for γ/γL values of
(a) 7(10−3), (b) 4(10−3), (c) 2.5(10−3), and (d) 1.5(10−3). The distribution function
is normalized to units of γF ′
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3.4 The quintic equation

As was mentioned in Sec. 1.3, the Fourier component f2 does not enter the wave

equation to cubic order. Presumably, this well-known fact is part of the robustness

of the cubic equation, and it is worthwhile to understand if this is a characteristic of

a deeper property.

As we have previously noted, the nth Fourier component is only directly coupled

to its neighboring components fn±1. Since it is f1 which enters into the wave equation,

the other Fourier components will enter indirectly through a sequence of couplings.

For example, the sequence that involves f2 to cubic order can be schematically written

as

f
(1)
1 → f

(2)
2 → f

(3)
1 . (3.21)

In this sequence, the linear f
(1)
1 generates the quadratic f

(2)
2 . This in turn gener-

ates f
(3)
1 , which is then integrated in velocity Ω to compute the current. The Ω-

dependence of any of these Fourier components only comes through an exponential

factor exp [iΩh(t, t1, t2, ...)], where h(t, t1, t2, ...) is a linear superposition of t, t1, t2,

etc. (e.g., see Eqs. 3.8 to 3.10) Therefore, the integration in Ω will result in a Dirac

delta function δ (h(t, t1, t2, ...)). The argument of this delta function determines if the

term contributes to the wave equation, as we will see shortly.

Before discussing the form of h(t, t1, t2, ...) in general, let us proceed with an exam-

ple, considering the particular term f
(3)
1 that results from the sequence in Eq. 3.21.

This is the part of f
(3)
1 that depends on f2. This term will depend upon Ω through

the factor

exp [−iΩ (t− t1)] exp [−2iΩ (t1 − t2)] exp [−iΩ (t2 − t3)] = exp [−iΩ (t+ t1 − t2 − t3)] .

(3.22)

This dependence can be inferred by inspecting the structure of Eq. 3.6. After inte-

gration over Ω, the delta function obtained is δ(t + t1 − t2 − t3). The argument of

this delta function only vanishes at the upper edge of the integration domain (i.e.

where all integration variables are equal to t). However, the integrand vanishes at

this location of the integration domain (the integrand is shown explicitly in Appendix

D). This is the reason for this term not contributing to the cubic wave equation.

We now generalize the previous discussion, which will lead us to a necessary

condition for a term to contribute to the wave equation. We do this by writing a
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general kth order sequence as

f (1)
n1
→ f (2)

n2
→ f (3)

n3
→ ...→ f (k−2)

nk−2
→ f (k−1)

nk−1
→ f (k)

nk
, (3.23)

where n1,...,k represent the sequence of harmonic numbers that generate the kth order

term. The Ω-dependence of this general term is given through the factor

exp {−iΩ [nk(t− t1) + nk−1(t1 − t2) + nk−2(t2 − t3)

+...+ n2(tk−2 − tk−1) + n1(tk−1 − tk)]} . (3.24)

After integration over Ω is done, the delta function that is generated is

δ (nk(t− t1) + nk−1(t1 − t2) + nk−2(t2 − t3) + ...+ n2(tk−2 − tk−1) + n1(tk−1 − tk)) .
(3.25)

Notice that if n1,...,k are all either positive or negative, then the argument of the

delta function is everywhere positive or negative, except at the edge of the integration

domain, where all integration variables are equal to t. Now, if we look at Eq. 3.6,

we see that fn depends upon f ′n±1. Making the substitution n→ n± 1 in that same

equation and taking its derivative with respect to Ω, we find that there is a factor

of (t− t1) in the integrand of f ′n±1 and thus in that of fn. Therefore, except for f
(1)
1

(Eq. 3.8), the integrand associated with any Fourier component will always vanish

when all integration variables are equal to t.

Thus we infer that if n1,...,k are all either positive or negative, then the sequence

in question will not contribute to the wave equation. We can then state the following

corollary: for a sequence to contribute to the wave equation (to any order), it must

contain f0.1 This is true because we need to have at least one negative and one

positive Fourier harmonic (i.e. at least one component fn with n < 0, and at least

one with n > 0). Since every Fourier component fn only directly couples to its

neighboring components fn±1, we must have f0 present to be able to include both

negative and positive harmonics in the sequence. QED.

The observation in the previous paragraph explains, in a general way, why f2 does

not enter into the cubic equation (note that f0 is not present in Eq. 3.21). We can

also use this observation to write down the sequences of couplings that will contribute

1Of course, this does not apply to the linear f
(1)
1 , but this component is not the product of a

sequence of couplings so this caveat is hardly necessary.
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to the fifth order terms in the wave equation. These sequences are

f
(1)
1 → f

(2)
0 → f

(3)
−1 → f

(4)
0 → f

(5)
1 , (3.26a)

f
(1)
−1 → f

(2)
0 → f

(3)
1 → f

(4)
0 → f

(5)
1 , (3.26b)

f
(1)
−1 → f

(2)
0 → f

(3)
−1 → f

(4)
0 → f

(5)
1 . (3.26c)

f
(1)
−1 → f

(2)
0 → f

(3)
1 → f

(4)
2 → f

(5)
1 , (3.26d)

f
(1)
−1 → f

(2)
−2 → f

(3)
−1 → f

(4)
0 → f

(5)
1 . (3.26e)

Notice that the components fn with n ≥ 3 do not enter into the wave equation even

to fifth order. Whereas to cubic order there is only one sequence that contributes

to the wave equation (namely f
(1)
−1 → f

(2)
0 → f

(3)
1 ), to fifth order there are five

sequences. Furthermore, the quintic terms involve quadruple integrations over past

history. Thus, these terms are of considerable complexity when compared to the cubic

one. The fifth order wave equation is

dA

dτ
= A(τ)− 1

2

∫ τ/2

0

dτ1 τ
2
1A(τ − τ1)

∫ τ−2τ1

0

dτ2A(τ − τ1 − τ2)A∗(τ − 2τ1 − τ2)

+
1

8

γ

γL
(Q1 +Q2 +Q3 +Q4 +Q5) , (3.27)

where each of the five quintic terms of the form (γ/(8γL))Qi corresponds to a sequence

in Eqs. 3.26. The Qi terms only depend upon A and τ , and are given explicitly in

Appendix E.

A straight-forward simulation of Eq. 3.27 can be computationally expensive.

However, we can use the simulated solution of the cubic equation to compute the

quintic terms, which can then be treated as sources in Eq. 3.27. Thus we solve

the fifth order wave equation in a perturbative manner. This is reasonable because

the quintic terms are required to be smaller than the cubic term in the first place;

otherwise, the weakly-nonlinear theory would be invalid. As a benchmark to this

procedure, a few straight-forward, non-perturbative simulations have been made for

some γ/γL values, and the difference with the perturbative runs is indeed negligible.

In Fig. 3.10 we show, in dashed green, the simulated output of simulations of

Eq. 3.27 for two different values of γ/γL. On the same figure, also shown are the

cubic solution (blue) and the full-Vlasov simulation output (red), the latter having

the same γ/γL value as the one used in the quintic equation. The three solutions have

been shifted in time so as to match them at the first maximum, where the nonlinear
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behavior emerges; Fig. 3.10 only shows this nonlinear part of the evolution. Notice

that the quintic solution follows the full-Vlasov simulation more closely than does

the cubic solution at the beginning of the nonlinear stage, as is to be expected. The

horizontal line indicates the saturation level of the full-Vlasov simulation, which was

shown to be ωb;sat = 16γL/(3π
2) in Ref. [34]. In terms of A, this level is

Asat = ω2
b;sat

γ
1/2
L

γ5/2
=

256

9π4

(
γL
γ

)5/2

. (3.28)

The vertical line in Fig. 3.10 indicates that the relative error between cubic and

quintic solutions has reached 18%, a working criterion that we use to determine the

breakdown of the weakly-nonlinear theory. We will expound on this point in Sec. 3.5.

The simulated solution to the quintic equation is initially indistinguishable from

that of the cubic equation. As the mode amplitude level increases, the quintic terms

grow, and at some point, their size relative to the cubic term, though still small,

becomes appreciable. When this happens, the quintic terms contribute a significant

correction to the mode amplitude, and the response follows the full-Vlasov simulation

more closely than does the cubic solution. Eventually, the cubic and quintic terms

reach the same level, breaking the assumed hierarchy of the nonlinear terms in the

wave equation. This is the breakdown level of the weakly-nonlinear theory. After

this happens, the simulated quintic solution eventually becomes larger than the cubic

solution (see Fig. 3.10). This observation is explained by the fact that an explosive

solution |A| ∼ (τ0− τ)−5/2 has been excited with an earlier blow-up time τ0 than the

one of the cubic solution. In this regime, the cubic term again dominates the quintic

term, and the amplitude level is beyond the scope of the theory.
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Figure 3.10: Nonlinear evolution of the mode amplitude as given by full-Vlasov sim-
ulation (red), quintic equation (dashed green), and cubic equation (blue), for γ/γL
values of (a) 0.0460 and (b) 0.0094. Also shown, in solid black, is the envelope of the
cubic solution. The horizontal line indicates the saturation level of the full-Vlasov
solution, while the vertical lines marks the point where the relative error between
cubic and quintic solutions reaches 18% (see Eq. 3.29).
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3.5 A breakdown criterion

From the previous discussion, we see that an adequate criterion by which to measure

breakdown is to look for a significant deviation between cubic and quintic solutions.

When the deviation is sufficiently large, the assumed hierarchy of nonlinear terms is

broken. We define the relative error ε between the cubic solution, Ac, and the quintic

solution, Aq, as

ε =
|Aq − Ac|
Env

, (3.29)

where Env ∼ (τ0 − τ)−5/2 is the envelope of the cubic solution, which is an adequate

measure of the size of the mode amplitude (this envelope is shown in Fig. 3.10). We

establish, as a working criterion, that the cubic equation has broken down when an

18% error has been reached, i.e. when ε = 0.18.

We use this criterion to find the variation of the breakdown level as a function

of γ/γL, and the results are represented by a red curve in Fig. 3.11. It is worth

noting at this point that computer simulations with uniformly-spaced grids in time

are inadequate because the magnitude and the frequency of the mode amplitude

increase indefinitely. The appropriate variable that resolves the mode amplitude as

we get arbitrarily close to blow-up is x ≡ − ln(τ0 − τ) (see Chapter 2 for discussions

of this point). This is especially important when very small values of γ/γL are used,

because breakdown happens increasingly closer to the blow-up time.

Note that for the smallest γ/γL values shown in Fig. 3.11, a steady behavior

appears to emerge (roughly for γ/γL . 10−9). We find that as γ/γL decreases, the

breakdown level approaches a logarithmic scaling of the form |ωb/γL| = [− ln (γ/γL)]a,

where a is a fit parameter that we determine through a least-squares routine. To test

this scaling, we divide the γ/γL domain into the eight intervals shown in Fig. 3.11,

and we find the fit parameter a in each of these segments. The values are shown to the

right of the figure, together with uncertainties which define 95% confidence bounds.

The best-fit curve corresponding to the eighth interval (where a = −2.4323±0.0120) is

plotted on the same figure. We find that this kind of convergence in the fit parameters

does not occur if the scaling is assumed exponential. Thus, it appears that scaling of

the breakdown level is indeed logarithmic, and therefore |ωb;BD/γL| → 0 as γ/γL → 0.
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Figure 3.11: The red curve represents the amplitude level at which the deviation error
between cubic and quintic solutions (Eq. 3.29) reaches 18%. This curve is fitted with
a function of the form |ωb/γL| = [− ln (γ/γL)]a in each of the eight intervals shown.
The fit parameter values in each of these intervals is shown on the right, together
with uncertainties that define 95% confidence bounds. The smooth curve represents
the best fit solution that is found at the eighth interval. For reference, the saturation
level is shown as a horizontal dashed line at the top.

As for the amplitude A,

|ABD| ≡
∣∣∣∣ωb;BD

γL

∣∣∣∣2(γLγ
)5/2

(3.30)

=

[
− ln

(
γ

γL

)]2a(
γL
γ

)5/2

. (3.31)

This expression tends to infinity as γ/γL → 0.

In addition to the breakdown level, in Fig. 3.12 we also show (in blue) the

amplitude level where folding is first predicted to happen, using the equations of

Sec. 3.3. This is a predictive scheme where we use the leading order perturbative

part of the distribution function to find the first instance where ∂f/∂Ω = 0. For

sufficiently small γ/γL values, this method is not adequate because the nonlinear

Fourier components of f begin to compete with the linear part, the latter being that
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which is used to predict folding. It is found that when γ/γL . 10−8, the linear

and nonlinear components become of order unity approximately at the same time.

Therefore, we only show larger γ/γL values in Fig. 3.12, where the predictive scheme

is trusted. We see that folding happens before the cubic equation breaks down and,

for sufficiently small γ/γL, well before the saturation level is reached.

Finally, we also compute the breakdown level by calculating the error between

the cubic and full-Vlasov solutions. We make use of Eq. 3.29 replacing the quintic

solution Aq with the full-Vlasov solution, and use the same working criterion as before

(18%). We show the breakdown level for five full-Vlasov simulations through the red

dots in Fig. 3.12. Note that the dots follow the behavior that was predicted through

a comparison between cubic and quintic solutions. For the same full-Vlasov runs,

we find the first instance of folding and plot the corresponding amplitude levels as

blue dots. Note that in the Full-Vlasov simulations, folding happens at an amplitude

level that is very close as that predicted by the perturbative scheme as given by the

solid blue curve. These observations allow us to verify the appropriateness of our

breakdown and folding criteria.
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Figure 3.12: The curves represent the amplitude levels at: the start of the simulations,
the onset of the nonlinear behavior, the first folding event, the breakdown of the cubic
equation, and saturation. The two panels display the same underlying information in
different units; note that ωb/γL = A1/2 (γ/γL)5/4. The dots represent data from the
full-Vlasov code.

66



Chapter Four: Discussion

4.1 Beyond the cubic equation regime

The weakly-nonlinear theory treated thus far breaks down when the explosive behav-

ior causes the mode amplitude to grow sufficiently large, as discussed in Chapter 3.

Prior to breakdown, the distribution function folds in phase space, setting the stage

for the eventual particle trapping that happens when ωbt ∼ 1. As trapping takes

place, the mode amplitude begins to saturate at a level ωb ∼ γL. Additionally, by

this time the mode’s frequency has the possibility of being significantly shifted from

its value at marginal stability. As we have seen, a continuous frequency shift, or

chirping, is a natural feature of the explosive solutions. Surprisingly, it has been

found [34, 35] that chirping continues beyond the applicability of the explosive so-

lutions. This effect is associated with a formation of phase space holes and clumps

in the particle distribution function. As a hole moves to higher velocities in phase

space, the mode’s frequency is upshifted, with the mode following the hole’s motion

in phase space. Likewise, clumps move to smaller velocities, producing downshifts in

the mode’s frequency.

The motion of the holes and clumps in phase space allow the wave to continually

extract energy from the energetic particles. In this way, the mode amplitude decays

in a significantly longer time than one would expect had these structures not been

formed. In fact, the mode amplitude remains roughly constant at the saturation level

(ωb ∼ γL) in a time interval

1� γLt� (γL/νeff)3, (4.1)

where νeff is an effective collision frequency. The left inequality in Eq. 4.1 implies that

trapping is important, and thus the evolution is well beyond the weakly-nonlinear

regime. The inequality on the right ensures that the effect of particle decorrelation

from resonance (dictated by νeff) can be balanced by the resonant particle instability

drive. When the right inequality is violated (i.e. when ν3
efft/γ

2
L ∼ 1), then collisions

diffuse the phase space structures, and the wave damps because the mode is not able

to extract any more free energy from the particle distribution.
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We now show an example of a long-term simulation for a mode that is initially

weakly unstable (we use the same full-Vlasov code discussed in Chapter 3). For

this simulation we neglect collisions (hence νeff = 0), so that the mode amplitude

does not decay after it reaches saturation. The evolution of the mode amplitude for

γ/γL ≈ 0.0977 is shown in Fig. 4.1. The solutions to the cubic and quintic equations

are also shown; note that because of the relatively large value of γ/γL, the window

of validity for these solutions is small (compared to that of the simulations shown in

Chapter 3).
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Figure 4.1: Mode amplitude given by full-Vlasov simulation with γ/γL ≈ 0.0977 (in
blue). The horizontal line marks the theoretical saturation level 256/(9π4). Figure 4.2
shows the corresponding phase space portraits at the times indicated here by dots.
The cubic and quintic solutions are represented by the pink and green dashed curves,
respectively.

The formation of the holes and clumps described above can be observed through

the phase space dynamics associated with the mode in Fig. 4.1. Ten phase space

portraits are shown in Fig. 4.2, corresponding to the times indicated by red dots

in the mode amplitude plot. Notice, in panels (a) and (b), the first and second

folding events that were discussed in Chapter 3. After the second folding event, the

weakly-nonlinear theory is not valid, and the mode amplitude approaches saturation.

However, the frequency of the mode continues to change. Phase space structures

begin to form, becoming clearer in the later portraits of Fig. 4.2. At the end of the

simulation we can clearly identify a hole-clump pair.
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(a) (b)

(c) (d)

(e) (f)

Figure 4.2: Phase space portraits at the times indicated by dots in Fig. 4.1. Panels (a)
and (b) show the first and second folding events (at ϕ = 0 and ϕ = ±π, respectively),
which were discussed in Chapter 3. Note that the vertical scale changes with each
subsequent row of figures.
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4.2 Experimental confirmation of the

near-threshold model

4.2.1 Context: toroidal Alfvén eigenmodes

The near-threshold model has been used to successfully interpret several plasma ex-

periments. Specifically, these experiments involve the observation of so-called toroidal

Alfvén eigenmodes (TAEs) that are destabilized by energetic particles. In general,

these instabilities require a three-dimensional description and so one might wonder

how the comparatively-simple near-threshold model might apply to it. This problem

is resolved because, as was shown in Refs. [6,7], near a resonant surface it is possible

to reduce the problem to a one-dimensional one. In this subsection we make a brief

description of the nature of TAEs, and in Sec. 4.2.2 we discuss experiments where

near-threshold phenomena has been observed.

There are many types of waves that can be supported in plasmas, and whole books

are written on the subject (e.g. Ref. [36]); here we limit our discussion to so-called

shear Alfvén waves, which will then bring us to the concept of TAEs. The shear

Alfvén wave is a transverse, low-frequency electromagnetic wave that propagates in

a plasma along a background magnetic field B0. More specifically, the low-frequency

statement means that the cyclotron motion of the ions and electrons happens in

a time-scale that is much shorter than 1/ω, where ω is the wave frequency. The

dispersion relation of such a mode is

ω = k‖vA, (4.2)

where k‖ is the component of the wave vector that is parallel to B0, and vA ≡ B0/
√
µ0ρ

is called the Alfvén speed, with ρ being the plasma mass density. In deriving this

dispersion relation, it is assumed that the speed of light is much greater than vA.

The result in Eq. 4.2 is independent of the direction of the wave vector k relative

to B0. Additionally, the wave energy is carried along the direction of B0 (although

collisional and thermal effects can change this result).

Now let us discuss the shear Alfvén wave when it is confined in cylindrical geom-

etry with coordinates (r, θ, z). This is a first approximation to the toroidal geometry

used for tokamaks, with higher accuracy for tori with larger aspect ratios R/a, where

R and a are the major and minor radii of the tori, respectively. The background
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magnetic field in fusion scenarios has a component both along the axial (z) and the

azimuthal (θ) directions (i.e. the field lines are helical). Since the wave now prop-

agates in a bounded region, it must satisfy boundary conditions. These conditions

result in the following constraint [37]:

k‖ =
kzB0z +mB0θ/r

B0

, (4.3)

where the subindices z and θ indicate components in the axial and azimuthal direc-

tions, respectively, and m is the azimuthal mode number associated with periodicity

in the θ-direction.

To make the cylindrical approximation appropriate to tokamaks, we “close the

ends” of the cylinder, thereby imposing periodicity in the axial direction. In this

manner, the axial coordinate z is swapped in favor of a toroidal angle ϕ, and we

are now in a toroidal coordinate system (Fig. 4.3). The coordinate θ in this con-

text is generally called the poloidal angle. The number of times that the magnetic

field lines rotate in the poloidal direction per every turn in the toroidal direction is

RB0θ/(rB0ϕ) ≡ 1/q, where q is called the safety factor. In this toroidal geometry, the

condition in Eq. 4.3 transforms into

k‖ =
1

R

(
n+

m

q

)
, (4.4)

where n and m are, respectively, the toroidal and poloidal mode numbers. It follows

that the dispersion relation for shear Alfvén waves in toroidal geometry can be ob-

tained by combining Eqs. 4.2 and 4.4. Waves that satisfy this relation are said to be

in the Alfvén continuum.

Notice that since q is a function of the radial position r, the phase velocity ω/k‖

also depends upon r; therefore, a traveling electromagnetic perturbation will disperse.

This dispersion causes the perturbation to decay with a rate γd that is proportional

to the gradient d(k‖vA)/dr [38]. This decay is called continuum damping. Due to this

effect, energetic-particle instabilities in the Alfvén continuum are not excited unless

the instability drive overcomes the continuum damping.

There is, however, an important caveat to the dispersion relation that we have

treated. Notice that this relation should only be valid to the extent that the cylin-

drical approximation is valid. As it turns out, this is a good approximation as long

as the continuum frequencies for different poloidal mode numbers (m) are sufficiently
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Figure 4.3: A cross-sectional view of a torus showing the toroidal coordinates (r, ϕ, θ),
along with its major (R) and minor (a) radii (ϕ goes into the page).

separated. When the frequencies are close to one another, the approach fails. In

particular, the periodicity imposed in the toroidal direction creates gaps in the con-

tinuum where there are crossings between modes with different m-values. This is

analogous to the gaps that occur in many other physical contexts, such as the elec-

tron band gap in solid-state physics (Ref. [39] discusses other examples). Consider the

important case of modes with equal toroidal mode number n, but different poloidal

mode numbers m and m+ 1. These modes will completely destroy each other when

their parallel wave numbers are equal in absolute value but opposite in sign, creating

a gap in the continuum. In view of Eq. 4.4, this happens when q = (|m|+ 1/2)/|n|.
Cheng et al. [40,41] were the first to describe the existence of discrete modes within

the gaps. These toroidicity-induced modes are the TAEs that we mentioned at the

beginning of this subsection. These modes have been widely reported and studied

in the plasma literature (e.g. see the review by Wong [42] and references therein).

Since TAEs are not within the Alfvén continuum (and thus not subject to continuum

damping), they are more easily destabilized by energetic-particle resonance.

4.2.2 Toroidal Alfvén eigenmode experiments

Observation of TAEs in tokamak experiments has provided valuable tests for the

near-threshold model. Here, we will embark on a survey of such experimental obser-

vations, starting with the saturation regime predicted by the model and moving in

the direction of increasingly-stronger nonlinearity.

The low-level saturation regime of the model (panel (a) in Fig. 1.2) has been
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compared with experiments in the Tokamak Fusion Test Reactor (TFTR), in a col-

laboration between the Princeton Plasma Physics Laboratory and the Institute for

Fusion Studies [1]. On the theoretical side of that study, a Krook operator was chosen

to model collisions (i.e. the kernel in Eq. 1.48 was used with ν̂d = ν̂f = 0). In addi-

tion, the linear growth rate was made to increase linearly in time, γ = σt with σ being

a constant, thereby simulating a gradual increase in the destabilizing population of

energetic particles (resulting from the production of α particles in the plasma fuel).

Lastly, the system parameter φ was taken to be 0, corresponding to a perturbative

mode. Thus, the modeling equation is Eq. 1.53 with the alterations just mentioned,

resulting in

dω2
b

dt
= σt ω2

b−
γL
2

∫ t/2

0

dt1 t
2
1 ω

2
b (t− t1)

×
∫ t−2t1

0

dt2 exp [−νa (2t1 + t2)] ω2
b (t− t1 − t2)ω2∗

b (t− 2t1 − t2).

(4.5)

The comparison in the mode amplitude evolution between a computer simulation of

Eq. 4.5 and experiment can be seen in Fig. 4.4.

As we have discussed, the model predicts periodic amplitude pulsations if the

relaxation parameters are reduced beyond their values at saturation. If the relaxation

rates are decreased even further, simulations show the emergence of pitchfork splitting

and period doubling. We now discuss the experimental observation of such events.

The behavior was measured in JET tokamak experiments and compared to the near-

threshold theory by Fasoli et al. [2]. In that work, the authors model collisions through

a purely diffusive operator, in which case the saturation amplitude Asat satisfies the

equation

dAsat

dτ
= Asat −

eiφ

2
Asat |Asat|2

∫ ∞
0

dτ1 τ
2
1

∫ ∞
0

dτ2 exp
[
−ν̂3

dτ
2
1 (2τ1/3 + τ2)

]
. (4.6)

Equating the real and imaginary parts of Eq. 4.6, we find the saturation level,

|Asat| = ν̂2
d

√
2(2/3)1/3

Γ(4/3) cosφ
, (4.7)

where Γ(z) =
∫∞

0
dx xz−1e−x is the gamma function. Note that cosφ > 0 is required

for a saturated solution to emerge. If cosφ < 0, then the cubic term cannot achieve

a balance with the linear terms, and the amplitude grows indefinitely.
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Figure 4.4: Comparison between experimental measurements of a TAE amplitude
near saturation (dots), and the prediction of the near-threshold model with collision
frequency νa and linearly-varying growth rate γ = σt (curve). The figure is repro-
duced from Ref. [1]; to avoid confusion, the axes labels have been changed to match
the definitions in the present work.

Fasoli et al. carried out a stability analysis of the saturated solution, and found

a critical linear growth rate γcr beyond which the solution develops an oscillatory

behavior (this is the regime shown in panel (b) of Fig. 1.2). Similarly to the TFTR

study described above, a linearly-increasing growth rate γ is used to model the sit-

uation in the JET experiments, starting with a value close to γcr. As γ increases,

the oscillatory behavior develops equally-spaced side bands in the mode’s spectrum.

Increasing γ further leads to period doubling, whereby spectral components appear

halfway in-between the first set of side bands. This process can be seen in Fig. 4.5,

where the model’s prediction is shown on the left-hand panels, and experimental spec-

tra is shown on the right. In the model, the parameter φ was found to determine the

side band asymmetry, and the authors chose the φ-value that matched the spectral

asymmetry that is observed experimentally. Notice, indeed, the great match between

theory and experiment in regards to the spectral asymmetry.

The period-doubling instability predicted by the model represents a route to the

chaotic regime (panel (c) in Fig. 1.2). The chaotic behavior was identified experi-

mentally in a separate study by Heeter et al. [3]. In their study, a diffusive collision
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Figure 4.5: Evolution of the spectrum for a weakly-nonlinear mode. Left: Near-
threshold model prediction with φ = 3π/64 and a diffusive collision operator (the
variable νeff shown corresponds to νd in our work). Right: Experimental measure-
ments for a TAE with toroidal mode number n = 7. Figure from Ref. [2].

operator is again implemented and φ is set to 0. Through both time- and frequency-

domain analyses, they were able to identify features of the chaotic regime, such as

significant spectral broadening resulting from rapid, non-periodic amplitude varia-

tions, and mode amplitude phase flips (where the amplitude passes through zero).

Note that the latter is a feature of both the chaotic and the explosive regime. How-

ever, the experimental amplitude was found to vary by a factor smaller than 2, which

corresponds to the chaotic regime rather than the explosive one. Moreover, the au-

thors were able to identify a full transition from an initial saturated state, which then

becomes unstable, leading to period doubling, and the eventual development of the

chaotic regime (see Fig. 4.6).

So far we have presented strong experimental evidence for all the evolution regimes

predicted by the cubic equation, with the exception of the explosive regime. The latter

is special in that it eventually takes the equation outside of its domain of validity,

and thus, an experimental confirmation is bound to be more difficult compared to the
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Figure 4.6: Observation of the transition to chaos using bandpass-filtered magnetic
fluctuations for a TAE with toroidal mode number n = 4, observed at JET: (a)
Satured state, (b) amplitude modulation, (c) period doubling, and (d) chaos. Figure
from Ref. [3].

other regimes. There have been, however, some experimental hints of the explosive

behavior. Panel (a) of Fig. 4.7 shows the magnetic field fluctuation for TAEs in the

JET experiment [4]. This measurement is actually part of the same set of experiments

that detected the chaotic regime, described above. In these experiments, the chaotic

behavior was often seen to precede sudden bursts in magnetic fluctuation (three of

which can be seen in Fig. 4.7). The bursts signify roughly an order of magnitude

increase with respect to the mode amplitude in the chaotic regime. Note that the

bursts are followed by a sudden fading of the signal, and thus these signatures are

sometimes called “burst-and-fade” events. The mechanisms causing this behavior is

not entirely clear; with the bursts there is no accompanying frequency chirp and the

increases in amplitude are not quite as large as one would expect from an explosive

evolution. It may be that the bursts are still within the chaotic regime, but the

weakly-nonlinear model is not accounting for an important effect (ref. [4] suggests

that time-dependent collisional parameters, not included in the model, may explain

the behavior).

Other bursts have been observed that do coincide with mode frequency chirping,
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Figure 4.7: TAE “burst-and-fade” behavior observed in JET experiments (from
Ref. [4]).

called “burst-and-chirp” behavior. The chirping effect happens in a very small time-

scale compared to that of the chaotic regime. Fig. 4.8 shows the spectral evolution

for four distinct TAEs, where it is seen how the frequency of these modes develops

into rapid successions of upward and downward chirps.

Figure 4.8: Chirping behavior of four TAEs (from Ref. [4]).

The “burst-and-chirp” events could potentially be explained through the theoret-

ical explosive behavior. In particular, note that the upward and downward chirps

associated with each burst are sometimes almost symmetrical, but at other times

highly asymmetrical. This property could be a signature stemming from the variety

of the different attractor solutions studied in Chapter 2. Indeed, we have seen that

depending on the value of φ, a distinct attractor emerges with a particular up- and
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down- chirping structure: for φ = 0, the attractor represents a symmetric up/down

chirp; for |φ| larger than about π/4, the attractor chirps in only one direction. More

work is needed in order to quantify a comparison between theoretical signature and

observations. Nonetheless, it is sensible to suspect that the explosive behavior will

have some impact on TAE experiments like the ones discussed so far, because the

regimes leading up to it have been detected.

In the future, we hope to study the theoretical transition between chaotic and

explosive regimes through careful simulations of the cubic equation, which could then

help us explain some of the experimental results that have been reported. Notice

that the simulations of the explosive behavior in Chapter 2 were initiated with a

small seed amplitude, such that the mode evolution transitioned from a linear phase

directly into the explosive regime. In hopes of providing a more realistic scenario, we

wish to explore the consequences of a simulation with a variable growth rate and/or

collisional rates, so that the explosive behavior emerges from the chaotic regime.

Whether these simulations will significantly affect the stability of the asymptotic

explosive behavior remains to be seen. In particular, dynamical friction [19, 43],

which can be very relevant in an experimental situation, could have a large influence

on the explosive solutions because of its qualitatively-distinct effect on the nonlinear

dynamics, compared to that of diffusion.

4.3 Closing remarks

In this work, a detailed investigation has been made of the explosive phase predicted

by near-threshold models, which have been derived in Refs. [5–7] in the context

of plasmas, and in Refs. [21–29] in the context of fluid dynamics. Through direct

simulations and the comparison of the simulated output with semi-analytic theory,

we have presented in Chapter 2 new self-similar explosive solutions to this theory.

Stable semi-analytic solutions correspond to attractor solutions that agree with the

simulation output in the regions where a unique attractor exists, while the other

solutions that are found to be unstable are either unresolvable in the simulations or

appear as transients.

The attractor solutions have a different character in different regions of the φ-

domain. In region I (φcr1 = 0.782 < φ ≤ π), an exact attractor solution is found
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in terms of a single “frequency” component, without any harmonics. In region II

(φcr2 = 0.418 < φ < φcr1 = 0.782), two frequency variables are needed in the form

of a Fourier expansion in one of the frequencies, multiplied by a modulating factor

oscillating with the other frequency. In region III (φcr3 = 0.049 < φ < φcr2 = 0.418)

there can be attractor solutions made up of three frequencies, two of which have an

infinite number of harmonics as well as mixing frequencies. In this region, frequency-

locking can force two of the frequencies to remain commensurate over a range of φ

values, also known as a plateau, and thus reducing the number of incommensurate

frequencies from three to two. These frequency-locking plateaus are predicted to be

in the bands φ = (0.159, 0.182) and (0.249, 0.285), where the frequencies σ2 and σ1

are related by σ2/σ1 = −4,−5, respectively.

In region IV (0 ≤ φ < φcr3 = 0.049), the spectrum no longer converges to a single

attractor response. Instead, two attractors are found and the simulation output

transitions between these two equilibria which are found to be analytically unstable.

The character of the solution for the case φ = 0 is also an exception. The equilibrium

is a simple Fourier series with a significant zero-frequency component. However, both

the analytic equilibrium and the simulations continually produce period-doubling

instability as far as we have tested. Whether this property is correct for all times

scales still needs to be ascertained.

We have been able to replicate the attractor simulation spectrum for the entire

range of φ, i.e. 0 ≤ |φ| ≤ π, with 1-, 2-, and 3-σ analytic solutions. Due to its

complexity, we did not attempt to construct a 4-σ solution. If 4-σ solutions (or even

n-σ, with n > 4) exist, this investigation indicates that they will be unstable, and

it would be worthwhile if this expectation could be proved. Frequency-locking is

expected to play a role in keeping n small.

The explosive solutions presented in Chapter 2 are precursors to the full nonlinear

evolution described in Sec. 4.1, which was originally derived in Refs. [34] and [35] in

the context of plasmas, and a similar precursor signature can be expected to occur in

fluids. This final behavior includes wave chirping events that are similar to those that

are often observed in experiments [4,44–48]. In principle, the spectra of the explosive

solutions presented in this work can be used in experiments to give information about

the parameters of a physical system, and in particular, to predict the characteristics

of chirping events. When attempting such observations, there is a practical difficulty

of making observations within the range of applicability of the cubic equation and
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this is a major issue to overcome. However, from a purely mathematical point of

view, this equation is a significant example for investigating how attractor solutions

evolve as a function of a system parameter such as φ.

To understand the limit of applicability of the cubic equation, a detailed study

of the presumptions in the near-threshold model derivation was carried out in Chap-

ter 3. In some ways, it was found that the model is more robust than presupposed.

Specifically, the Fourier components (fn) of the perturbed distribution function can

break the ordering |F | � |f1| � |f0|, |f2| (with F being the equilibrium) within the

window of validity of the cubic equation. We found that, at the time when this or-

dering breaks down, the ordering of the currents has not broken down. The currents

are ultimately what enter the wave equation, and their ordering provides the cubic

equation with robustness.

Due to the breaking of the ordering |F | � |f1| � |f0|, |f2| within the weakly-

nonlinear theory, the distribution function is able to locally flatten or fold in phase

space. In fact, the distribution function can be significantly twisted within the validity

of the cubic equation, as it is readily verified through Figs. 3.2 and 3.6.

On the other hand, the folding event is linked to the eventual breakdown of the

cubic equation (Fig. 3.12). The breakdown level was found by calculating the fifth

order terms in the wave equation, and looking for a substantial deviation between

the solutions to the cubic and quintic equations. While the derivation of the quintic

terms is somewhat involved, we found a simplification that reduces the amount of

terms to be computed. Specifically, it was found that the “DC” Fourier component

of the particle distribution, f0, must necessarily be present in order to obtain a non-

zero contribution to the particle currents that define the nonlinear terms of the wave

equation. This explained why the f2 component does not contribute to the cubic wave

equation. More generally, only the components fn with |n| ≤ (k− 1)/2 contribute to

the kth order wave equation.

At the early stages of the nonlinear evolution (and sufficiently close to marginal

stability), the cubic term dominates the quintic term. The response of the mode

amplitude is then explosive, |A| ∼ (τ0 − τ)−5/2. When the amplitude grows to a suf-

ficiently large level, the quintic terms begin to temporarily suppress the explosion, as

one might expect. In this regime, the weakly-nonlinear theory is valid and the solu-

tion to the quintic equation is more accurate than that of the cubic equation. Further

growth of the amplitude results in the cubic and quintic terms having comparable
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size. Since a balance cannot be achieved between them, a new cubic explosion takes

over, whereby the cubic term dominates once again, and the mode amplitude blows

up at an earlier time τ0. This can be understood by the discussions in Sec. 2.2, which

are further elaborated upon in Appendix B. There, it was discussed how explosive

solutions with slightly different blow-up times deviate exponentially. Beyond the va-

lidity of the weakly-nonlinear theory, the quintic term essentially provides noise that

excites an earlier, unphysical explosive solution.

In the future, we hope to uncover the physics in the correlation between the folding

of the distribution function and the breakdown of the weakly-nonlinear theory. When

these events take place, the adiabatic description of the hole-clump structures, studied

in Refs. [34,35], is not yet accurate. Thus there is a transition period to be explained,

having the potential to contain interesting nonlinear physics. Other directions for

future exploration involve the connection of the predictions in the present work to

experimental situations. As we discussed in Sec. 4.2.2, the chaotic regime of the theory

has been verified experimentally [2, 3], and it is natural to wonder how the explosive

regime emerges from chaos, both in a computational and an experimental setting.

Lastly, a very interesting opportunity lies in the extension of the findings in this

work to the various fluid mechanics problems that are mathematically homomorphic.

Perhaps this will allow us to understand – or predict – interesting complex fluid

phenomena.

82



Appendix A: Solvability of the cubic equation in

the explosive regime

The explosive solutions presented in Chapter 2 are obtained by using our proposed

form, Eq. 2.5, to solve Eq. 2.4. A system of equations is constructed by grouping

all terms that oscillate together at the same frequency (with respect to x), where

each such grouping forms one equation. This system of equations is closed if the

following phase symmetries are exploited. First, the absolute phase of the solution

is arbitrary as if one multiplies g by an arbitrary constant phase, this factors out

of the cubic equation. Secondly, there is an additional freedom in phase for every

extra frequency variable that is used in addition to the modulating frequency σ0.

Namely, one can multiply the ~m-th term in our general form (Eq. 2.5) by a phase

exp(i~m · ~θ), where ~θ is a vector of arbitrary phase constants, and one finds that the

resulting equations remain unchanged. While these points hold for any amount of

incommensurate frequencies, we will explain why the less obvious second point is true

for the case of a three-frequency solution.

Our form with three frequencies was introduced in Eq. 2.9. If in this expansion we

multiply each term by exp [i(m1θ1 +m2θ2)], as discussed in the previous paragraph,

then this form becomes

g = e−iσ0x
∑
m1,m2

cm1,m2 ei(m1θ1+m2θ2) e−i(m1σ1+m2σ2)x. (A.1)

Our goal here is to show that θ1 and θ2 may be chosen arbitrarily without altering

the solutions that are obtained from the constructed equations.

Consider the way in which the equations to solve are constructed: all terms shar-

ing the same harmonic numbers (m1 and m2 in the previous equation) will be grouped

together to form one equation. Let us say that we collect all terms with the particular

pair of harmonic numbers p1 and p2 (i.e. all terms with frequency σ0 + p1σ1 + p2σ2).

Through the cubic term, three terms with harmonic pairs (q1, q2), (r1, r2), (s1, s2) cou-

ple to produce the desired frequency if the conditions

q1 + r1 − s1 = p1

q2 + r2 − s2 = p2

(A.2)
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are satisfied, where we have assumed that the term with harmonic numbers (s1, s2)

is the one having the complex conjugate operation. Through this coupling, θ1 and θ2

will enter the equation through the factor

ei[(q1+r1−s1)θ1+(q2+r2−s2)θ2] = ei(p1θ1+p2θ2), (A.3)

where we have made use of Eq. A.2.

On the other hand, linear terms appearing in this same equation will only involve

the (m1,m2) = (p1, p2) term of our expansion. Therefore, they will contain the factor

exp [i(p1θ1 + p2θ2)], which is the same one that multiplies the cubic terms. Hence,

this factor cancels out of the equation and thus θ1 and θ2 do not enter this equation.

Since this holds true for any equation that we construct, θ1 and θ2 are arbitrary

constants.

In practice, we exploited this freedom in θ1 and θ2 to make two of the coefficients

in our expansion real. By also exploiting the fact that the absolute phase of our

solution is arbitrary, we can make a total of three coefficients real (typically the ones

with the largest amplitudes). Then, if we keep N terms in our expansion, Eq. A.1,

we obtain a closed system of 2N real equations with the following unknowns: N

amplitudes (|cm1,m2|), 3 frequencies, and since three of the cm1,m2 coefficients are real,

only N − 3 phases for the cm1,m2 coefficients.

The previous argument can be extended in a straight-forward manner to any

amount of incommensurate frequencies. There will be an additional arbitrary phase

for every frequency that is added. Thus, a closed system of 2N real equations, with

N being the number of terms kept in the expansion, is maintained. QED.
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Appendix B: Linear perturbative analysis of the

explosive solutions

The perturbative analysis begins in the standard way, by writing g = g0 + g1, with

g0 being the known equilibrium solution and the perturbation g1 � g0. Substituting

this in the reduced cubic equation (Eq. 2.4) we find Eq. 2.6, where terms O(|g1|2)

have been neglected. We then seek a solution of the form

g1 = e−iσ0x
∑

All ~m in g0

[
a~m e−i~m·~σx eλx + b~m e−i~m·~σx eλ

∗x
]
, (B.1)

where λ is a complex number whose real part is the growth/damping rate of the

perturbation, and the imaginary part is a frequency shift with respect to the unper-

turbed value. As was done for the equilibrium g0, we construct equations by grouping

all terms that oscillate at the same frequency. We then form the matrix of coefficients

for the amplitudes in g1 and, by setting its determinant equal to zero, we solve for λ.

There are roots that we ignore when we solve for λ, as they merely indicate a

degeneracy in the parameters defined in our form, namely in the absolute phase and

in the blow-up time. We can calculate the theoretical eigenvalues corresponding to

these degeneracies. An arbitrary term in our form can be written as g = c exp(−iσx),

where σ is the frequency of this term. The variation in g with respect to its phase θ

can be approximated as

δg ' ∂g

∂θ
δθ = ig δθ,

whereas varying the blow-up time τ0,

g ' ∂g

∂τ0

δτ0 = iσexg δτ0.

Hence, these degeneracies may be considered linear instabilities whose eigenvalues are

λ = 0 and λ = 1, respectively.

The λ = 0 and λ = 1 roots are always present when Eq. 2.6 is solved. We have

excluded these two ‘symmetry’ roots in our search of linearly perturbed eigenvalues of

the equilibrium equation and in the designation of a particular equilibrium’s stability

properties [i.e. solutions that are denoted as “unstable” are those that have a root
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with Re(λ) > 0 in addition to λ = 1]. However, the instability associated with the

uncertainty of the blow-up time may induce a further complication in collecting the

spectral information of the blow-up properties in an actual experiment.

We have indeed observed that all our simulation runs end with the output either

blowing up (when the trial τ0k is greater than the true value) or decaying to a vanishing

level (when the trial τ0k is less than the true value), as was shown in Fig. 2.1 for

the case φ = 1, and with the deviation from the desired solution initially growing as

exp(x) for either case.

This instability limits how long our code can integrate the cubic equation to

accurately obtain the attractor solutions. The spacing between machine numbers of

order τ0 in double precision (which is used in our computations) is roughly 10−15, and

hence this is the smallest error that we can hope to achieve between our blow-up time

guess τ0k and the true value τ0. If we achieve this minimum error, we then expect the

simulation output to deviate significantly from the desired solution when x reaches

the value xf such that exp(xf − xi) ∼ 1015, where xi is the value of x at the onset of

the explosion. At that point, the error will have amplified to order unity.

We have verified this expectation in our simulations. In Chapter 2 it was explained

how we store our blow-up time guess τ0k as either a lower or upper bound estimate

to the true blow up time, depending on whether the output decays or blows up,

respectively. Then, τ0k is corrected by computing a weighted average using these

two bounds. Ultimately, the best possible guess for τ0 can be made when, after a

sufficient number of iterations on τ0k, the two bounds are separated by an amount

equal to the machine number separation (roughly 10−15 in double precision). Then,

τ0k is determined to machine accuracy. When this limit is achieved, we find exp(xf −
xi) ∼ 1015, as expected.
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Appendix C: A practical guideline for

implementing the full-Vlasov code

The full-Vlasov code referenced in Chapter 3 requires the input of several numerical

parameters. Depending upon the values that are chosen, the code determines both

the finite difference method through which derivatives are computed in phase space,

and the error tolerance in the adaptive step size routine. Another set of numerical

parameters are those that determine the size of the phase space mesh and the spacing

between mesh points, together with the time grid. We now discuss the effects of

discretizing phase space, and at the end, we include a practical guideline that can be

followed to use the code.

Recall that in theory, computation of the particle currents involves integration

over the whole of the velocity space, i.e. Ω ∈ (−∞,∞). In the full-Vlasov code, one

must find a compromise between a large Ω-domain, which is closer to the theory, and

a small one that decreases computational time. One can make an estimation of the

effect of a finite domain, LΩ, on the linear growth rate as follows. We know that in

the theory

γL ∝ Im

[∫ ∞
−∞

dΩ
∂F/∂Ω

Ω− iγ

]
=
∂F

∂Ω

∫ ∞
−∞

dΩ
γ

Ω2 + γ2

= π
∂F

∂Ω
, (C.1)

where F is the uniform equilibrium distribution function and γ = γL − γd is the

imaginary part of the linear mode’s frequency (i.e., the linear growth rate). In the

simulation, the integration limits are replaced by ±LΩ/2:

γL;sim ∝
∂F

∂Ω

∫ LΩ/2

−LΩ/2

dΩ
γ

Ω2 + γ2

= 2
∂F

∂Ω
arctan

(
LΩ

2γ

)
. (C.2)

Hence,
γL;sim

γL
=

2

π
arctan

(
LΩ

2γ

)
, (C.3)
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whereby the simulated growth rate is smaller than the theoretical one by a factor

that can be estimated.

In addition to the size of the velocity domain, it is important to consider the

velocity spacing ∆Ω between phase space points. This quantity must be chosen

carefully depending upon the closeness to marginal stability, as it is now discussed.

Note that a normalized Hamiltonian for the resonant particles can be written as

H =
Ω2

2
− ω2

b cosϕ, (C.4)

where ϕ and Ω are the phase space coordinates in the rest frame of the unperturbed

wave (these variables were introduced in Sec. 1.3). From this expression, it follows

that the O-point and X-point are located at ϕO = 0 and ϕX = ±π, respectively. The

separatrix “width” is thus 2π, while the separatrix “height” can be determined from

energy conservation:

Ω2
O

2
− ω2

b cosϕO = −ω2
b cosϕX

=⇒ ΩO = 2ωb, (C.5)

and hence the height is 2ΩO = 4ωb = 4A1/2γ(γ/γL)1/4. In the simulations, it is

important that the phase space region inside this separatrix be resolved; this is where

the strongest resonant behavior takes place. A good guideline is to look at the

separatrix size when the nonlinear behavior emerges, and choose ∆Ω small enough to

resolve the resonant behavior at that time. Recall that the quantity A is independent

of closeness to marginal stability. Its value at the onset of nonlinearity, which we take

as occurring at the first peak of the mode amplitude, is ANL ≈ 6.45 (this universal

value is the peak at τ ≈ 3 in Fig. 3.1). Therefore, the value of the separatrix height

at this moment is

2ΩO;NL = 4A
1/2
NL γ

(
γ

γL

)1/4

≈ 10.16 γ

(
γ

γL

)1/4

. (C.6)

We see that smaller values of γ and γ/γL require finer phase space discretization in

order to achieve computational accuracy. The value of ∆Ω must be chosen such that

2ΩO;NL/∆Ω is sufficiently large.
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We see from the previous discussions that 2ΩO;NL/∆Ω and LΩ/(2γ) are important

measures that determine the accuracy of the full-Vlasov simulation. The following is

a guideline that can be helpful in choosing these numerical parameters.

1. Set the desired closeness to marginal stability by choosing a value for

γL;sim − γd
γL;sim

, (C.7)

where γL;sim is the linear growth rate without dissipation and γd is the linear

damping rate. The subscript “sim” indicates that the value is the expected

simulated growth rate and not the one given by the user as a parameter (see

point 2 below). Also, choose a value for γd; this then sets the needed value for

γL;sim.

2. The user-given value of γL is not the actual growth rate of the resulting sim-

ulated mode amplitude. As discussed above, the truncation of the velocity

domain reduces the growth rate (without dissipation) to the amount that we

label γL;sim. The ratio of this value to the theoretical γL is

γL;sim

γL
=

2

π
arctan

(
LΩ

2γsim

)
, (C.8)

where LΩ is the size of the velocity-domain and γsim = γL;sim − γd. To be

consistent, we fix LΩ/(2γsim) across different runs of the code, such that the

ratio in Eq. C.8 is a desired value which is close to 1 (e.g. we have found good

results with values such as 0.998). Given that the value of γsim was chosen in

point 1 above, LΩ is now set. Through Eq. C.8, the value of γL can also be

computed at this point, and it is this value which is given as input in the code,

not γL;sim. In other words, we are overshooting by choosing γL, knowing that

the code’s Ω-space truncation will reduce the value to, approximately, γL;sim,

giving us the desired closeness to marginal stability.

3. We now determine the separation ∆Ω between the phase space grid points in

the Ω-direction. This separation can also be written as LΩ/NΩ, where NΩ is

the number of grid points that cover the Ω-domain; the total number of points

in the phase space mesh is NΩNϕ, where Nϕ is the number of points in the ϕ-

direction. We choose NΩ according to the desired number of grid points within
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the separatrix discussed above (see Eq. C.6 and its associated discussion). That

is, we choose NΩ such that

2ΩO

∆Ω
≈ 10.16

γsimNΩ

LΩ

(
γsim

γL;sim

)1/4

(C.9)

has a desired value.

The previous steps do not determine Nϕ, which can be chosen independently of

this procedure. In the calculations performed for the present work we found good

results with Nϕ = 60 (thus ∆ϕ = 2π/Nϕ = π/30). Note that the quantity γL;sim− γd
will not turn out to be the actual, observed growth of the mode amplitude, because

Eq. C.8 is an estimation. However, the advantage of this expression is that it allows us

to prepare the right simulation parameters so that we end up as close as possible to the

desired γ/γL value. After running the code, we obtain the actual growth rate by mea-

suring it directly from the simulated mode amplitude response (this is the reason for

the inexactness of the values γ/γL ≈ 0.0094, 0.0460 that are discussed in Chapter 3).
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Appendix D: Fourier components of the

distribution function

The following collisionless Fourier components of the particle distribution function

are used in Chapter 3 to approximate the distribution function.

f
(1)
1 =− γF ′

2

(
γ

γL

)1/2 ∫ τ

0

dτ1A(τ1) exp

[
−iΩ

γ
(τ − τ1)

]
f

(2)
0 =− γF ′

2

(
γ

γL

)1/2 ∫ τ

0

dτ1A(τ1)f
′∗(1)
1 + c.c.

=
iγF ′

4

(
γ

γL

)∫ τ

0

dτ1A(τ1)

∫ τ1

0

dτ2A
∗(τ2) (τ1 − τ2) exp

[
i
Ω

γ
(τ1 − τ2)

]
+ c.c.

f
(2)
2 =− γF ′

2

(
γ

γL

)1/2 ∫ τ

0

dτ1A(τ1)f
′(1)
1 exp

[
−2i

Ω

γ
(τ − τ1)

]
=− iγF ′

4

(
γ

γL

)∫ τ

0

dτ1A(τ1)

∫ τ1

0

dτ2A(τ2) (τ1 − τ2) exp

[
−iΩ

γ
(2τ − τ1 − τ2)

]
f

(3)
1 =− γF ′

2

(
γ

γL

)1/2{∫ τ

0

dτ1A(τ1)f
′(2)
0 exp

[
−iΩ

γ
(τ − τ1)

]
+

∫ τ

0

dτ1A
∗(τ1)f

′(2)
2 exp

[
−iΩ

γ
(τ − τ1)

]}
=
γF ′

8

(
γ

γL

)3/2 ∫ τ

0

dτ1A(τ1) exp

[
−iΩ

γ
(τ − τ1)

]
×
{∫ τ1

0

dτ2A(τ2)

∫ τ2

0

dτ3A
∗(τ3) (τ2 − τ3)2 exp

[
i
Ω

γ
(τ2 − τ3)

]
+ c.c.

}
+
γF ′

8

(
γ

γL

)3/2 ∫ τ

0

dτ1A
∗(τ1)

∫ τ1

0

dτ2A(τ2)

×
∫ τ2

0

dτ3A(τ3) [(2τ1 − τ2 − τ3) (τ2 − τ3)] exp

[
−iΩ

γ
(τ + τ1 − τ2 − τ3)

]
f

(3)
3 =− γF ′

2

(
γ

γL

)1/2 ∫ τ

0

dτ1A(τ1)f
′(2)
2 exp

[
−3i

Ω

γ
(τ − τ1)

]
=
γF ′

8

(
γ

γL

)3/2 ∫ τ

0

dτ1A(τ1)

∫ τ1

0

dτ2A(τ2)

×
∫ τ2

0

dτ3A(τ3) [(2τ1 − τ2 − τ3) (τ2 − τ3)] exp

[
−iΩ

γ
(3τ − τ1 − τ2 − τ3)

]
.

91



Appendix E: Fifth order terms in the wave

equation

The fifth-order terms in the wave equation, Eq. 3.27, are

Q1 =

τ∫
τ/2

dτ1A(τ1)

τ1∫
τ − τ1

dτ2A(τ2)

τ2∫
−τ + τ1 + τ2

dτ3A
∗(τ3)

τ3∫
τ − τ1 − τ2 + τ3

dτ4K1A(τ4)A∗(−τ + τ1 + τ2 − τ3 + τ4),

Q2 =

τ∫
τ/2

dτ1A(τ1)

τ1∫
τ − τ1

dτ2A(τ2)

−τ + τ1 + τ2∫
(−τ + τ1 + τ2) /2

dτ3A
∗(τ3)

τ3∫
−τ + τ1 + τ2 − τ3

dτ4K1A
∗(τ4)A(τ − τ1 − τ2 + τ3 + τ4),

Q3 =

τ∫
τ/2

dτ1A(τ1)

τ1∫
τ − τ1

dτ2A
∗(τ2)

τ2∫
(τ − τ1 + τ2) /2

dτ3A(τ3)

τ3∫
τ − τ1 + τ2 − τ3

dτ4K2A(τ4)A∗(−τ + τ1 − τ2 + τ3 + τ4),

Q4 =

τ∫
τ/2

dτ1A
∗(τ1)

τ1∫
(τ + τ1) /3

dτ2A(τ2)

τ2∫
(τ + τ1 − τ2) /2

dτ3A(τ3)

τ3∫
τ + τ1 − τ2 − τ3

dτ4K3A(τ4)A∗(−τ − τ1 + τ2 + τ3 + τ4),

Q5 =

τ/2∫
τ/3

dτ1A
∗(τ1)

τ1∫
(τ − τ1) /2

dτ2A
∗(τ2)

τ2∫
τ − τ1 − τ2

dτ3A(τ3)

−τ + τ1 + τ2 + τ3∫
(−τ + τ1 + τ2 + τ3) /2

dτ4K4A(τ4)A(−τ + τ1 + τ2 + τ3 − τ4)

+

τ∫
τ/2

dτ1A
∗(τ1)

τ − τ1∫
(τ − τ1) /2

dτ2A
∗(τ2)

τ2∫
τ − τ1 − τ2

dτ3A(τ3)

−τ + τ1 + τ2 + τ3∫
(−τ + τ1 + τ2 + τ3) /2

dτ4K4A(τ4)A(−τ + τ1 + τ2 + τ3 − τ4)

+

τ∫
τ/2

dτ1A
∗(τ1)

τ1∫
τ − τ1

dτ2A
∗(τ2)

τ2∫
−τ + τ1 + τ2

dτ3A(τ3)

τ3∫
(−τ + τ1 + τ2 + τ3) /2

dτ4K4A(τ4)A(−τ + τ1 + τ2 + τ3 − τ4).

where the kernels are

K1 = (τ − τ1)2 (τ − τ1 − τ2 + τ3)2 ,

K2 = (τ − τ1)2 (τ − τ1 + τ2 − τ3)2 ,

K3 = (τ − τ1) (τ + τ1 − 2τ2) (τ + τ1 − τ2 − τ3)2 ,

K4 = (τ − τ1)2 (τ − τ1 − τ2 + τ3) (τ − τ1 − τ2 − τ3 + 2τ4) .
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