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Personnel scheduling problems have been studied by many researchers over the last five 

decades but much of the literature has ignored the array of break types used in practice. 

We investigate the benefits that flexibility offers in daily shift scheduling, especially 

when demand is uncertain.  The different forms of flexibility considered include shift 

start times, the number of breaks, break lengths, and break placement.  Five related 

mixed-integer programming models are developed and used to compare break scheduling 

in advance and either sequentially or in real time for various shift and break profiles.  In 

addition, we investigate the same problem under stochastic demand.  We formulate a 

multi-stage stochastic programming model and then transform it into a two-stage model 

to ease the computational burden.  For testing purpose, we consider 61 scenarios.  Five 

metrics are used for evaluating performance.  

While the full range of shift and break options are rarely considered in personnel 

scheduling problems, many practical aspects of machine setups have been neglected in 

scheduling semiconductor assembly and test (AT) operations.  We examine all sides of 

the problem in a multi-machine, multi-tooling environment to see the impact of using a 

hierarchical approach to setups on facility performance.  The primary objectives of the 

problem investigated are to minimize the number of shortages of key devices and to 

maximize weighted throughput, in that order, over a planning horizon of up to five days.  

Secondary objectives include minimizing the number of machines used to meet output 

targets, and minimizing makespan.  
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For the shift scheduling problems with flexible breaks the application studied 

involves airport ground handlers; for the hierarchical machine setup problem for 

semiconductor assembly and test facilities testing was done with data provided by Texas 

Instruments.  In Chapter 2, we investigate the benefits of flexibility for shifts and breaks 

with both deterministic and randomized demand.  A rolling horizon approach is 

proposed for real-time break scheduling as demand unfolds over the day.  In Chapter 3, 

we extend the shift scheduling problem to more realistically accommodate stochasticity.  

We introduce a two-stage stochastic programming model and determine the value of 

stochastic solutions and the expected value of perfect information.  In Chapter 4, we 

develop an optimization model for scheduling multi-pass lots under hierarchical machine 

setup rules at assembly and test facilities.  We determine machine setups, lot 

assignments and sequences using a greedy randomized adaptive search procedure.    
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Chapter 1. Introduction 

During last five decades, personnel scheduling problems have been studied by 

many researchers, but not many papers have considered various break types.  Janaro and 

Bechtold (1985) showed the importance of breaks by comparing two break policies and 

quantifying the productivity benefits of each.  The cost of introducing breaks into shift 

and tour scheduling problems, though, is that they vastly increase model size and 

complexity.  Explicit shift scheduling models with more than about 100 workers cannot 

readily be solved to optimality with commercial software (e.g., see Bard and Purnomo 

2007; Lim et al. 2016).  When breaks are not included, Smet et al. (2016) proved that 

some rostering problems can be formulated as pure networks and so can be solved easily 

for much larger instances.  When breaks are included in the problem statement, much of 

the related research has been limited to single break models which are often a 

simplification of reality.  Increasingly, large manufacturing and service organizations 

are implementing flexible policies that allow daily breaks to be split over several disjoint 

time periods while keeping the total break length fixed (see Kiermaier et al. 2015).  

These policies add another layer of complexity to both modeling and algorithmic 

development. 

In Chapter 2, we develop a rolling horizon procedure for assigning breaks to shifts 

and to investigate the benefits of flexibility in terms of shift start times, shift lengths, 

break lengths, and break placement for daily shift scheduling. 

The first model integrates the shift and break assignments while the second model 

assigns shifts only.  The third and fourth models assume an optimal set of shifts.  In the 

former case, the goal is to assign as many breaks as possible without violating demand 

requirements; in the latter case, the objective is to minimize undercoverage while 

ensuring that all shifts receive their required breaks.  The fifth model takes a rolling 

horizon approach and provides the greatest advantage when responding to unexpected 

demand fluctuations over the day.  Tests were performed using work requirements for 

ground handlers at a major European airport and showed in part that when demand is 

known and the most flexible break type is used, the total uncovered periods in a day can 
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be decreased by up to 94% (down from 270 to 16).  When demand is uncertain, we 

found that using our rolling horizon procedure reduces undercoverage by up to 41% 

compared to scheduling breaks in advance. 

In Chapter 3, extending our previous work, we focus on solving the shift and 

break assignment problems under stochastic demand.  To the best of our knowledge, 

this is the first analysis that incorporates shift and break flexibility in a two-stage 

stochastic optimization model.  We consider two types of shifts, fixed and flexible, and 

compare results over five different break types.  Standard metrics are used to determine 

the value of taking into account stochastic information.  These include the expected 

value (EV) solution, the wait-and-see (WS) solution, the expected cost associated with the 

expected value solution, the value of the stochastic solution, and the expected value of 

perfect information.  We observed that using flexible shifts reduces the RP, WS and EV 

objective function values by up to 9.01%, 13.32% and 14.77%, respectively, where RP is 

the recourse problem (two-stage stochastic program).  In addition, using flexible breaks 

reduces the RP, WS and EV by up to 8.12%, 5.3% and 9.62%, respectively.  We also 

found that shift schedule that is generated from using the mean demand is not enough to 

cover the high variance in demand over all scenarios.  The lower bound we obtained by 

solving the Lagrangian dual problem (LD) was useful for evaluating the quality of 

feasible solutions obtained by finding the expected cost of the (EV) solution when RP 

could not find an optimal solution. 

The exponential growth of the semiconductor industry over the last several 

decades has given rise to a wealth of production planning and scheduling problems that 

continue to challenge the research community (e.g., see Lee et al. 1992; Mönch et al. 

2011; Kim and Lee 2016).  The manufacturing process is expensive and complex, but 

can be broken down into four general steps: wafer fabrication, wafer probe, assembly, 

and test.  The vast majority of research has focused on the first two steps known as 

front-end operations at the expense of the latter two steps known as back-end operations. 

Assembly and test (AT), however, is often the bottleneck in the supply chain and so 

deserve careful attention if customer demand is to be satisfied in a timely manner. 
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In Chapter 4, we consider a problem to determine the effects that setup times have 

on our first two objectives – key device shortages and weighted throughput.  When a 

machine setup or changeover is called for during AT operations, three components must 

be taken into account: tooling, package size, and “flow.”  Each in turn imposes 

increasing setup times, ranging from a few minutes to half a day or more.  A fourth 

component, temperature, also has to be considered but it is never changed without 

changing one of the three components, and so only has to be tracked. 

To balance system efficiency with meeting customer demand, a hierarchical 

approach is taken to machine setup.  Priority is first given to setups that can process lots 

that reduce demand shortages weighed by the importance of the customer (such lots are 

said to contain “key” devices).  Next, changeover time is factored into the decision.  

Here, priority is given to the component that takes the least amount of time.  Our model 

determines machine setups, lot assignments and lot sequences using a greedy randomized 

adaptive search procedure (GRASP) in what can be viewed as a reentrant flow shop.  

The reentrant characteristic of the facility is called multi-pass processing.  The 

performance of our methodology is evaluated using data provided by a leading 

semiconductor manufacturer.  The results indicate that reducing setup times can reduce 

key device shortages by up to 6.6% over a two-day period and that following the 

hierarchy setup rule while prioritizing key device lots can reduce shortages by up to 

10.08%.  Moreover, when reentrant flow is taken into account, improvements of up to 

42% may be realized.  
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Chapter 2: Deterministic Shift Scheduling with Flexible Breaks 

2.1. Introduction 

The objectives of the research presented in this chapter are to develop a rolling 

horizon procedure for assigning breaks to shifts and to investigate the benefits of flexibility 

in terms of shift start times, shift lengths, break lengths, and break placement for daily shift 

scheduling.  Allowing for various break types, we compare the results obtained with five 

different models for a range of values associated with the aforementioned parameters.  

Our primary metric is the degree of under- and over-coverage.  Different scenarios are 

evaluated for scheduling breaks in advance and in real time when demand is only known 

probabilistically.  For the latter analysis, a rolling horizon procedure is used to mimic the 

environment in which shop floor supervisors make decisions.  

Kiermaier et al. (2015) investigated the complexity of break assignments for a 

multi-skilled workforce.  Their focus was on the tactical planning problem associated 

with weekly tour construction and in developing decomposition methods that find good 

feasible solutions.  In a related paper, Kiermaier et al. (2017) investigated the operational 

problem arising in cyclic scheduling.  In contrast, our work focuses on the daily 

scheduling problem with the option for online break assignments but without regard to 

employee skill levels.   

Thompson and Pullman (2007) studied employee rest breaks in daily workforce 

scheduling with the intent of demonstrating the shortcomings of models that did not take 

into account these breaks.  They compared results obtained with and without break 

assignments, and then showed that scheduling them in real time may underestimate 

workforce requirements.   However, they only considered two relief breaks per shift and 

ignored any uncertainty.  We extend their approach by allowing for various break types 

within an uncertain rolling horizon environment.  In all, we investigate five different 

models beginning with the full integration of breaks and shifts, to simply assigning breaks 

after the shifts have been determined, to a rolling horizon approach for the break 

assignment subproblem.  The main contributions of this chapter are as follows. 
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 The development of an implicit model for accommodating a variety of break types 

and assigning them to shifts using a rolling horizon approach for both deterministic 

and uncertain demand profiles 

 A comparison between scheduling flexible breaks in advance and in real time  

 An analysis of the impact of shift and break flexibility when scheduling airport 

ground handlers 

In the next section, we review the literature on break scheduling.  In Section 2.3, 

we introduce the break types that we considered and the five models used in the analysis.  

In Section 2.4, the first four models are explained and several examples are given.  In 

Section 2.5, the rolling horizon approach is described and two implementation issues are 

addressed.  We also state the necessary conditions that must be satisfied for the rolling 

horizon method to produce an optimal solution when demand is known.  When uncertain 

is present, we describe in Section 2.6 how periodic demand updates are obtained based on 

the statistical characteristics of the data used in the analysis.  Computational results are 

presented in Section 2.7 for a host of break types and shift types along with our insights 

derived from the analysis.  Virtually all instances were solved optimally within 30 

minutes.   

The results from the first model showed that using variable length shifts can reduce 

the size of the workforce by up to 17% compared to using a single shift type of fixed length.  

When the shifts are given and only breaks need to be assigned, we found that using the 

most flexible break type can decrease the total uncovered periods by 94% on average (down 

from an average of 270 to 16) compared to using the least flexible break type.  The results 

also indicated that when break flexibility is high, it is possible to assign breaks in real time 

without incurring any shortages.  When uncertainty is present, the rolling horizon 

approach was seen to provide high quality solutions.  In Section 2.8, we highlight our 

findings and offer suggestions for future work.  

2.2 Literature Review 

Personnel scheduling has been of persistent interest to both academics and those 

who must cope with shrinking budgets and increasing labor costs.  Baker (1976) 
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classified personnel scheduling into three categories: shift scheduling, days off 

scheduling, and tour scheduling.  Our focus is on the first category where the problem is 

either to determine the number of workers to assign to each shift to minimize the size of 

the workforce or to minimize undercoverage for a fixed workforce.  Additional factors 

include the use of overtime, part-timers, agency personnel, and float pools depending on 

company policies, labor laws and union rules when present.  Many service organizations 

such as airlines, post offices, hospitals, and call centers face this problem on a daily basis.   

The first integer program for shift scheduling problems was proposed by Dantzig 

(1954) and took the form of a general set covering model in which each column explicitly 

represented a unique shift.  However, even with today’s processing capabilities, there 

are practical limits to the number of shifts that can be considered when breaks are 

included in the shift definition.  To cope with this computational burden, Moondra 

(1976) introduced the first implicit model for shift scheduling.  His formulation could 

accommodate two types of shifts: the first being full time of fixed length and the second, 

part time of variable length without lunch breaks.  The model included variables for the 

number of shifts starting and ending in each period, along with constraints to limit their 

duration.  Several small instances were solved for a given hourly demand between 9 am 

and 7 pm.  

Bechtold and Jacobs (1990) were the first to develop an implicit model for 

including a single break in a shift.  Instead of using explicit variables for shift and break 

combinations, they used shift variables to account for the starting time of a shift, and 

break variables for each period that a break can take place.  To assure that each shift 

received its required break, they developed a set of forward and backward constraints that 

guaranteed a feasible solution.  Breaks were matched with shifts in a post-processing 

step.  This model reduced the number of variables by a factor of 5, on average, 

compared to the equivalent set covering formulation.   

Aykin (1996) took a different approach to the shift scheduling problem and 

extended the definition to include multiple breaks.  He introduced a set of variables for 

each combination of shift and feasible break starting time to decide break placement.  
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While Bechtold and Jacobs (1990) only considered the case of equal shift lengths and a 

single break for each, Aykin relaxed these conditions and developed a more robust model.  

Thompson (1995) presented an integer programming formulation that combines 

the work of Moondra (1976) and Bechtold and Jacobs.  His model allows for a range of 

shift starting times, shift lengths, and break placement options.  Again, breaks were 

matched to shifts implicitly.  

Jarrah et al. (1994) were the first to combine implicit shift scheduling with breaks 

and days-off scheduling in a single model.  Their work was motivated by the need of the 

U.S. Postal Service to construct weekly tours for its mail processing and distribution 

center workers.  To find the optimal size and composition of the workforce, they 

proposed a decomposition scheme that included a master problem to determine the 

workforce size and a set of seven subproblems, one for each day of the week, to 

determine shift and breaks assignments.  Instances with up to 200 workers were solved 

to near-optimality in less than 210 minutes in the worst case. 

Rekik et al. (2004) introduced an integrated model for the combined days-off and 

shift scheduling problem that generalizes the forward and backward constraints 

previously introduced by Bechtold and Jacobs for the shift scheduling problem.  Their 

formulation is more compact and can handle several levels of scheduling flexibility.  

They also provided a new proof of the correctness of the forward and backward 

constraints based on Benders decomposition.  The interesting feature of the proof is its 

constructive nature; that is, its steps could be followed to solve tour scheduling problems 

when extraordinary overlap of break windows and start-time bands are present. 

In subsequent work, Rekik et al. (2010) proposed a new model for 

accommodating sub-breaks during shift scheduling based on the models of Aykin (1996) 

and Bechtold and Jacobs (1990).  The basic concept was the fractional break, that is, a 

break that can be split into one or more sub-breaks with pre-defined time windows.  In 

the computational experiments they showed the benefit of reformulating the forward and 

backward constraints with slack variables.  Computational times were reduced by 40% 

on average compared to the model that used the original forward and backward 



 8 

constraints of Bechtold and Jacobs.  They also discussed the impact of fractional breaks 

and workstretch duration restrictions on solution quality, and showed that the former 

option can reduce workforce size in some instances. 

Thompson and Pullman (2007) compared the solutions obtained from three 

models to determine the degree to which assigning breaks to shifts in advance is better 

than in real time when demand is known.  They considered shifts between 6 and 9 hours 

in length with a one hour unpaid meal break and two short (15-minute) breaks.  Tests 

were performed on 100 instances that varied on three dimensions: the shape of the “ideal” 

staffing level, the mean ideal staffing level, and the variation in the ideal staffing level (in 

this context, “ideal” was used to mean a perfect matching of capacity with demand).  

Each instance had 64 time periods, 15 minutes each.  The first model (M1) schedules all 

breaks in advance; the second model (M2) schedules only meal breaks; and the third 

model (M3) schedules two relief breaks given the solution of the second model.  As 

expected, when demand is known, the results indicated that assigning breaks in real time 

is inferior to assigning them in advance.  On average, the third model could only 

schedule 43% of the necessary breaks without avoiding undercoverage. 

Kiermaier et al. (2015) investigated the complexity of multiple breaks for the tour 

scheduling problem with an application to airport ground handlers. They introduced a 3-

field break classification scheme that was accompanied by a complexity analysis for all 

break types.  To find solutions, they decomposed the problem into two components -- 

tour scheduling and the break assignment problem.  Tests were performed on instances 

that varied with respect to workforce size, level of demand, shift type, and demand 

profile.  The results indicated that their MIP decomposition approach can find good 

solutions for instances with up to 300 workers while the more standard compact 

formulation of the tour scheduling problem can only solve instances with up to 50 

workers. 

Sungur et al. (2017) addressed a shift scheduling problem with multiple breaks.  

Their model extends Aykin’s model while considering three hierarchical goals: (i) 

minimize the size of the workforce, (ii) maximize the number of employees that receive 
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their breaks during the ideal (predetermined best) periods, and (iii) minimize the sum of 

the absolute differences between the computed and ideal workstretch durations between 

breaks.  They compared the results obtained from solving the original and extended 

models, and found that the latter produced improvements across all three goals.  

For many scheduling problem, a rolling horizon framework is the only realistic 

way to find solutions due to the size and complexity of realistic instances, even when 

uncertainty is not considered.  Bard and Purnomo (2005) formulated a reactive planning 

problem for daily nurse scheduling as an integer program and solved it successively for 

24 hours at a time.  The results for the first 8 hours are implemented, and then the 

problem is re-solved for the next 24 hours with updated demand forecasts and nurse 

availability information.  A branch-and-price algorithm was developed for the 

computations.  

Furini et al. (2015) developed a rolling horizon algorithm for scheduling 

departures and arrivals at airports to maximize runway capacity.  They first partition 

each sequence of aircraft into segments and solve the reduced subproblems sequentially 

to get assigned runway times and a list of separation values for each aircraft in the 

segment.  Integrating the results provides the full schedule for the day.  A major 

consideration in their algorithm is how to partition a sequence of aircraft. 

Addis et al. (2015) considered a rolling horizon approach for selecting patients 

and assigning them to a set of operating room blocks.  They determine a schedule for 

several weeks and then fix the assignments for the first week in the sequence; the process 

is repeated from one week to the next.  The advantage of their approach is its ability to 

handle unscheduled surgical cases over the planning horizon without undue 

computational difficulties. 

2.3 Problem Description and Models 

Our interest is in solving a shift scheduling problem for service industry workers over a 

24-hour period.  We start with the scenario in which no breaks are assigned and then 

consider a variety of options based on the work of Kiermaier et al. (2015) who proposed 

the following 3-field classification scheme for the break assignment problem (BAP): [S, 



 10 

M, F | X, V | T, W]. In the first field S indicates a single break for each shift, M multiple 

breaks, and F fractional breaks.  In each case, the number of breaks is specified before 

solving the model.  However, the fractional break model has a lower and upper bound of 

the number of breaks that can be assigned to a shift.  The second field indicates whether 

the breaks are fixed (X) or variable (V) in length.  The single break model is always of 

fixed length, but multiple break models can have either a fixed break length or a lower 

and upper bound on each sub-break length.  An example of the possible sub-breaks for 

each break type is given in Table 2.1.  The total duration is 6 periods and the minimum 

and maximum number of breaks are 1 and 3, respectively.  

 

Table 2.1. Examples of possible break types for a break length of 6 periods 

Single Multiple fixed Multiple variable Fractional 

6 2/2/2 1/1/4 1/1/4 

  1/2/3 1/2/3 

  1/3/2 1/3/2 

  2/1/3 1/4/1 

  2/2/2 1/5 

  2/3/1 2/1/3 

  3/1/2 2/2/2 

  3/2/1 2/3/1 

  4/1/1 2/4 

   3/1/2 

   3/2/1 

   3/3 

   4/1/1 

   4/2 

   5/1 

   6 
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The third field specifies the time window (T), and for fractional breaks, the 

workstretch duration (W).  The time window defines the periods of shift during which a 

break can start. It is given relative to the first period of a shift.  In contrast, the 

workstretch duration defines a lower and upper bound on the number of consecutive 

periods of work before and after each sub-break can start.  Figure 2.1 illustrates four 

different break types.  The light gray area is the break time window and the dark gray 

area is the actual break that is assigned.  The fourth panel corresponds to BAP{F|V|W} 

which uses the workstretch duration so there are no absolute break windows.  Instead, 

the minimum and maximum consecutive working periods between sub-breaks must be 

defined as well as the interval relative to the first period of the shift in which the first sub-

breaks must be assigned and the interval relative to the last period in which the last sub-

break must be assigned. These intervals are denoted as [t1,t2] and [t3,t4].  In the figure, 

the total duration is 4, the minimum and maximum number of breaks are 1 and 2, and the 

minimum number of consecutive working periods is 1.  Also, [t1,t2] = [1,7] and [t3,t4] = 

[1,7].  When there is a single break we only consider [t1,t2]. 

 

Figure 2.1. Examples of four break types  
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In the first part of our research we wish to investigate the relative benefits that 

accrue from increasing the degree of flexibility when scheduling breaks and to a lesser 

extent when scheduling shifts.  We consider five different mixed-integer linear 

programming (MILP) models and use the experimental approach of Thompson and 

Pullman (2007) as a guide.  They compared scheduling workforce relief breaks for 

BAP{M|X|T} in advance versus real-time.  In their first model M1, they find optimal 

daily shift schedules that include relief breaks.  Their second model M2 considers shifts 

and meal break only, omitting all relief breaks.  Their third model M3 takes the shifts 

found by the second model as given and tries to assign as many breaks as possible as long 

as no undercoverage results; that is, breaks are only assigned if there is a worker surplus 

in a time period. In the first two cases, they use a set covering-type formulation; in the 

third case, they use a MILP.  

By comparing the results of the first and third models, they are able to quantify 

the advantage in assigning breaks in advance for deterministic scenarios.  In many 

situations, though, demand changes over the day so predetermined breaks can produce 

unplanned shortages, leading to reduced levels of service. To address this issue, we have 

developed a rolling horizon framework for the BAP. 

The first three problems we solve parallel those of Thompson and Pullman 

(2007) but consider the various break options outlined in Table 2.1 rather than just 

multiple breaks of fixed length.  In all cases, the characteristics of the breaks are taken 

as input; that is, we solve either a single break model or a multiple break model but not a 

combination of each.  Our fourth model derives from the work of Bechtold and Jacobs 

(1990) as adapted by Kiermaier et al. (2015), and ensures that all necessary breaks are 

assigned to shifts.  Our fifth model starts with the optimal shift and break schedule 

determined by M1 but only fixes the shifts. It then assigns the breaks on a rolling horizon 

basis, and is most useful with uncertainty is present.  The designation of each of the five 

models is as follows. 

M1-S&B: Solves the shift and break scheduling problems simultaneously.  

M2-Shift: Pure shift scheduling model without breaks. 



 13 

M3-Break: Uses the shift schedules found by M2-Shift and tries to assign as many 

breaks as possible; no shortages are permitted because the breaks are 

assigned to a shift only if there is a surplus in a time period, thus, some 

breaks may not be assigned.   

M4-Short: Uses the shift schedules found by M2-Shift and assigns all breaks such 

that undercoverage is minimized; as a consequence, shortages may exist in 

some periods.  

M5-Roll: Same as M1-S&B except a rolling horizon approach is used. 

 Except for M5-Roll, a single optimization problem is solved to obtain a solution.  For 

M5-Roll, M1-S&B is first solved and all shifts are fixed along with the breaks for the 

first time increment in the rolling horizon framework. All breaks that start within what 

we call the roll horizon are permanently fixed.  Given these assignments, the “optimal” 

breaks are then determined for the next time increment by solving the BAP.  The 

process is repeat until the end of the planning horizon is reached.  The main purpose of 

this model is to see how closely its solutions match optimal schedules provided by M1-

S&B.  In an uncertain environment, as exemplified by our baggage handling application 

where unexpected flight delays undermine the planned schedule, dynamically adjusted 

breaks will likely produce less undercoverage and over-coverage than fixed assignments.  

Figure 2.2 plots the original and realized demand for a typical day at Munich airport.  

M5-Roll is designed to work with near-term demand forecasts rather than a single 

forecast for the entire planning horizon.  This gives shift supervisors more leeway in 

managing fluctuations. 
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Figure 2.2. Comparison between original demand and randomized demand 

2.4 Model Development 

In this section, we develop models M1 to M4.  We begin with a description of a 

foundational transportation problem used for the implicit modeling of breaks within the 

shift scheduling problem  

2.4.1 Transportation problem  

For modeling purposes, it is first necessary to introduce two terms: the shift profile and 

the break profile.  Rekik et al. (2010) defined a shift profile as a combination of start 

time and length, and a break profile as a number of sub-breaks and their lengths.  In the 

implicit approach to break scheduling, the numbers and types of shifts and breaks are 

determined simultaneously but the breaks are assigned to the shifts in a post-processing 

step.  To implement this approach for a single break model, consider a balanced classic 

transportation problem T(N1,N2) on the bipartite network 
1 2( , )G N N A , where N1 is set 

of supply nodes, N2 is set of demand nodes, and A is the set of arcs.  Let the supply at 

each node i∈N1 be Oi and the demand at each node j∈N2 be Dj, and let Yij be the 

nonnegative network flow variable for each arc (i,j)∈A.  For a null objective function 
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only the following constraints must be satisfied. 

1

:( , )

,  ij i

j i j A

Y O i N


    (1a) 

2

:( , )

,  ij j

i i j A

Y D j N


    (1b) 

In the development of our models, we make use of what Bechtold and Jacobs 

(1990) called the forward, backward and equality constraints.  Rekik et al. (2004) and 

Cecik and Günlük (2004) proved that satisfying these three sets of constraints ensures the 

feasibility of T(N1,N2).  In the derivation of these constraints, it is assumed that a total 

order can be defined on the set N2, which means that the elements of the set N2 can be 

uniquely ordered.  In the network G, each supply node i∈N1 is connected to a set of 

consecutive demand nodes j∈N2 denoted by Pi, and there is no extraordinary overlap, i.e., 

there exist no supply nodes i1 and i2 in N1 such that 
1 2

min( ) min( )i iP P  and 

2 1
max( ) max( )i iP P .  These two inequalities mean that if the minimum element of one 

set is less than the minimum element of the other set, then the maximum element of the 

first set should be less than or equal to the maximum element of the second set.  That is, 

one break window cannot lie strictly within another.  Otherwise, extraordinary overlap is 

said to be present.  We assume that this condition does not exist in our problem.  Now, 

the feasibility of transportation problem (1a) – (1b) is given by the set of forward, 

backward and equality constraints (1i) – (1k), which are written with the help of the 

following sets.  

1
2 {min( )}s

ii N
N P


  (1c) 

1
2 {min( )}e

ii N
N P


  (1d) 

2 2 2( ) { ' : '} B sN j j N j j j N      (1e) 

2 2 2( ) { ' : ' } F eN j j N j j j N      (1f) 

1 1 2 2( ) { : ( )} B B s
iN j i N P N j j N      (1g) 

1 1 2 2( ) { : ( )} F F e
iN j i N P N j j N      (1h) 
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In the implicit modeling approach, Oi and Dj must be determined so they are 

considered to be variables and not parameters.  In the full model presented below, the 

shift variables are equivalent to the supply variables Oi and the break variables are 

equivalent to the demand variables Dj.  Once the shift scheduling problem is solved, 

breaks are assigned to shifts by solving transportation problem (1a) – (1b).  

Letting 2 2min( )sn N  and 2 2max( )en N , we have  

2 1

2 2

( ) ( )

,  \{ }
F F

e e
j i

j N j i N j

D O j N n

 

     (1i) 

2 1( ) ( )

,  
B B

j i

j N j i N j

D O

 

  2 2\{ }s sj N n   (1j) 

1 2

0i j

i N j N

O D
 

    (1k) 

To extend (1i) – (1k) to allow for sub-breaks within a shift, a separate transportation 

problem, call it T(J(r),K(p,r)), for each break profile and each position within the break 

profile that is eligible for a sub-break needs to be considered, where the set of supply 

nodes J(r) contains all shifts j that are associated with break profile r, and the set of 

demand nodes K(p,r) contains all breaks k that are associated with the pth position in break 

profile r.  Accordingly, let the supply node associated with node j be Sj and the demand 

for node k be Bk.  An arc (j, k) exists if the rth position of sub-break k is eligible in shift 

j. 

2.4.2 Models M1 – M4 

The first model (M1-S&B) uses the following notation. 

Sets and indices 

R set of break profiles; r  R 

J set of shifts; j  J 

K set of breaks; k  K 

T set of time periods; t  T 

Pr set of positions of a sub-break in r; p  Pr 

rP  set of positions of a sub-break in r; i.e., {1,..., 1}r rP p   where pr denotes the 
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total number of sub-breaks 

Qj set of break indices that are connected with shift j 

Ks set of minimum break indices for each Qj; i.e., {min( )}jj J
Q


 

Ke set of maximum break indices for each Qj; i.e., {max( )}jj J
Q

  

( , ) ( )B
p rK k  set of break indices k for pth sub-break of break profile r where 

{ ' : '},   sk K k k k K     

( , ) ( )F
p rK k set of break indices k’ for pth sub-break of break profile r where 

{ ' : ' },   ek K k k k K     

( ) ( )B
rJ k  set of shift indices such as j for associated break profile r where

{ : ( )},   B s
jj j Q K k k K     

( ) ( )F
rJ k  set of shift indices such as j for associated break profile r where

{ : ( )},   F e
jj j Q K k k K     

Parameters 

kt  1 if break k covers period t, 0 otherwise 

jt  1 if shift j covers period t, 0 otherwise 

dt number of employees required during time period t 

j  length of shift j 

Decision variables 

Sj number of employees working shift j 

Bk number of employees receiving break k 

Model M1-S&B 

Minimize  j j

j J

S


  (2a) 

subject to 

,  jt j kt k t

j J k K

S B d t T 
 

      (2b) 
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( , ) ( )

' ( , ) ( , )

' ( ) ( )

0,  , , \{ }
F F
p r r

e e
k j r p r p r

k K k j J k

B S r R p P k K k
 

        (2c) 

( , ) ( )

' ( , ) ( , )

' ( ) ( )

0,  , , \{ }
B B
p r r

s s
k j r p r p r

k K k j J k

B S r R p P k K k
 

        (2d) 

( , ) ( )

0,  ,

p r r

k j r

k K j J

B S r R p P
 

       (2e) 

( , ) ( 1, )

' ' ( 1, ) ( 1, )

' ( ) ' ( )

0,  , , \{ }
F F
p r p r

e e
k k r p r p r

k K k k K k

B B r R p P k K k




 

 

        (2f) 

( 1, ) ( , )

' ' ( 1, ) ( 1, )

' ( ) ' ( )

0,  , , \{ }
B B
p r p r

s s
k k r p r p r

k K k k K k

B B r R p P k K k




 

 

        (2g) 

( 1, ) ( , )( ) ( )

0,  ,

p r p r

k k r

k K k k K k

B B r R p P





 

       (2h) 

0,  0,   ,  k jB S k K j J      (2i) 

The objective function (2a) minimizes the total working hours; that is, the sum of 

the number of employees multiplied by their shift length.  This is equivalent to 

minimizing the pure working time without breaks.   Constraints (2b) ensure that all 

demand is met in each period p  P.  In the implementation, each period is 15 minutes.  

Constraints (2c) – (2e) are the forward, backward and equality constraints for the 

transportation problems ( ) ( , )( , ),  ,  r p r rT J K r R p P   where again the supply nodes J(r) 

contains all shifts j associated with break profile r and the set of demand nodes K(p,r) 

contains all breaks k associated with pth possible position in break profile r.  They 

ensure that each shift receives the appropriate number of breaks.  The difference 

between break types is the number of sub-breaks and the length of each sub-break.  The 

forward, backward and equality constraints are constructed for each sub-break position, 

so the number of constraints might be different depending on the break type, but these 

constraints are valid for all break types.  Set definitions ensure that each shift gets a set 

of sub-breaks of appropriate length.  If the first sub-break length is 2, for example, then 

the shift associated with that sub-break is only connected to other sub-breaks whose total 

length is 4 given that we assume a total break length of 6.  These connections are made 

in a pre-processing step.  Pre- and post-break workstretch durations are modeled by 
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constraints (2f) – (2h), and variables are defined in (2i).   

The second model (M2-Shift) is a much simplified version of M1-S&B since 

there are no break variables.  Only one set of constraints given by jt j tj J
S d


 ,

t T  is required.  The objective function is same as (2a).  Evidently, the solution to 

M2-Shift will likely underestimate worker requirements because the breaks are not 

included in the formulation. 

The following additional notation is used for M3-Break.  

Sets 

 
T

jr

p  set of valid starting periods for the pth sub-break of break profile r for shift j  

Parameters 

 
l
r

p
  length of the pth sub-break for break profile r  

vt staffing surplus in period t 

  minimum workstretch duration between sub-breaks 

  maximum workstretch duration between sub-breaks 

M arbitrary large number 

Decision variables 

sjr 1 if shift j is associated with break profile r, 0 otherwise 

 
y

jrt

p  1 if the pth sub-break of break profile r for shift j is active in period t, 0 otherwise 

 
x

jrt

p  1 if the pth sub-break of break profile r for shift j starts at period t, 0 otherwise 

qjr number of employees working shift j that have break profile r  

 
z

jrt

p  number of employees working shift j that are assigned the pth sub-break in break 

profile r in period t 

Model M3-Break 

Maximize  p
jrt

r R j J t T p P

z
   

  (3a) 

subject to  
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,  p
jrt t

r R j J p P

z v t T
  

    (3b) 

1,  jr

r R

s j J


    (3c) 

,  , , ,p p
jrt jr r jrx s r R j J p P t T     

 
(3d) 

,  , , ,p p
jrt jr r jry s r R j J p P t T       (3e) 

1,  , ,
p
jr

p
jrt r

t T

x r R j J p P


      (3f) 

' 1

'

'

,  , , ,

p
rt t l

p p p p
r jrt jrt r jr

t t

l x y r R j J p P t T

  



       (3g) 

,  , ,p p
jrt r r

t T

y l r R j J p P


      (3h) 

,  , , ,p p
jrt jrt rz M y r R j J p P t T        (3i) 

(1 ),  , , ,p p
jrt jr jrt rz q M y r R j J p P t T          (3j) 

(1 ),  , , ,p p
jrt jr jrt rz q M y r R j J p P t T          (3k) 

 
1 '

'
1 1 '

0

' 1

1 2 ,  , , \ { }
p p p
jr jr jr

p p
p p p p
jrt jrt r jrt r

p pt T t T t T

x t x t l M x r R j J p P p



 

   

 
          
 
 

     

 (3l) 

 
1 '

'
1 1 '

0

' 1

1 2 ,  , , \ { }
p p p
jr jr jr

p p
p p p p
jrt jrt r jrt r

p pt T t T t T

x t x t l M x r R j J p P p



 

   

 
          
 
 

   

 (3m) 

,  0p
jrt jrz q  , ,  ,  {0,1},  ,  ,  ,  p p

jr jrt jrt rs x y j J r R p P t T       (3n) 

Following Thompson and Pullman (2007), objective function (3a) maximizes the 

number of sub-breaks assigned to each employee in accordance with their break profile.  

Constraints (3b) ensure that breaks are only assigned to shifts in period t if a surplus 

exists in that period.  Constraints (3c) guarantee that each shift is associated with a 

single break profile.  Constraints (3d) and (3e) require that a break profile be selected 

for a shift before breaks can be assigned.  Constraints (3f) limit the number of sub-break 
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starts to at most one within its time window.  Constraints (3g) ensure that the total 

length of each assigned sub-break does not be exceed its length.  Constraints (3h) ensure 

that if the pth sub-break of break profile r is assigned to shift j, then it should be assigned 

in consecutive periods that cover its full length, 
 
l
r

p .  For each period t, the arbitrarily 

large constant M used in constraints (3j) and (3k) can be set to the maximum demand 

over that period because the variable 
 
z

jrt

p  represents the number of employees working 

shift j that have break profile r and are given their pth sub-break in period t.  This 

number cannot exceed the maximum demand in t.  Constraints (3j) and (3k) guarantee 

that if the pth sub-break of break profile r for shift j is assigned to period t, then the same 

number of employees assigned to shift j that have break profile r should be given the pth 

sub-break; that is, if
 
y

jrt

p = 1 for period t, then 
 
z

jrt

p = qjr.   

Constraints (3l) and (3m) enforce the workstretch duration restriction, and are 

included only for BAP{F|V|W}.  The value of the constant M in these constraints can be 

replaced by the length of the planning horizon.  In M1-S&B, we used the forward, 

backward and equality constraints (2f) – (2h) to ensure the necessary workstretch 

durations between sub-breaks.  M3-Break, however, does not require that all sub-breaks 

be assigned so imposing these constraints may produce infeasible instances. 

For M4-Short, recall that we start with the optimal shifts obtained from M2-Shift 

and then schedule all the required breaks while trying to minimize undercoverage. 

Parameters 

hjt number of employees working shift j in period t 

Decision variables 

ty
 number of extra workers needed in period t (i.e., demand shortage) 

Model M4-Short 

Minimize t

t T

y



  (4a) 

subject to 
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 (4b) 

 (4c) 

 (4d) 

 (4e) 

 (4f) 

 (4g) 

 (4h) 

 (4i) 

,  (4j) 

 The objective function (4a) minimizes the demand shortage.  Extra workers will 

be needed in period t if it is not possible to cover all demand in that period after breaks 

are assigned, as determined by constraints (4b).  Constraints (4c) – (4e) ensure that all 

necessary breaks are assigned even in periods when there are an insufficient number of 

workers to meet demand. The forward, backward, and equality constraints are given in 

(4f) – (4h).  Constraints (4i) ensure that each shift j is assigned a break profile, and (4j) 

define the variables. 

2.5 Rolling Horizon Approach 

Two parameters are needed to implement the rolling horizon approach that we refer to as 

model M5-Roll.  The first is the roll timespan which is the number of periods during 

which breaks are fixed at each iteration.  The second is the solution timespan which is 

the number of periods for which the model is solved at each iteration.  In the 

computations, roll timespan < solution timespan, and a day is broken into 96 time period, 

,  jt kt k t t
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15 minutes each.  This was the case for all models.  Because the runtimes for M1-S&B 

were at most a few seconds, we set the solution timespan to the number of periods 

remaining in the planning horizon.  The roll timespan was set to 4 periods (1 hour) to 

coincide with the lead time for demand updates associated with our application.  At the 

first iteration then, we solve a 96-period problem and fix the breaks that start in the first 4 

periods.  At subsequent iterations, the solution timespan is reduced by 1 hour and all 

sub-breaks that overlap the roll horizon are considered. 

2.5.1 Implementation considerations  

To implement M5-Roll, two issues must be addressed that do not arise in the other 

models.  M5-Roll is based on M1-S&B but as time rolls forward, breaks are assigned to 

shifts so constraints (2e) must be modified in each subproblem to take this into account; 

that is, the correct balance must be maintained between sub-breaks and shifts in each 

subproblem.  For a better understanding, assume that the break profile for shift j has two 

sub-breaks.  Let us say that 10 workers are assigned to this shift and 5 have their first 

sub-break during the current stage, where each stage is an iteration of the rolling horizon 

method.  Assume that in a complete solution, the other 5 workers still need to be 

assigned their first sub-break and all 10 need to be assigned their second sub-break.  At 

the next stage in the example, the subproblem solution indicates that all 10 employees are 

given both their first and second sub-breaks even though 5 were already assigned their 

first sub-break in previously subproblem.  To avoid the over-assignment of breaks, we 

introduce two parameters:  

jpr = number of employees assigned to shift j with break profile r who have taken 

their pth sub-break (note that as long as feasibility is maintained the break 

profile may change when assigning the pth sub-break) 

t = number of employees who have a break at time t 

 The updated values of jpr and t  are calculated after solving each subproblem 

and fixing the sub-breaks that start during the roll timespan.  Shifts whose sub-breaks 

have all been fixed in previous iterations do not play any further roll.  Parameter jpr  
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needs to be incorporated into constraints (2c) – (2h) and parameter t  needs to be 

incorporated into (2b).  The updated constraints are: 

  

,  jt j kt k t t

j J k K

S B d t T  
 

       (2b) 

 (2c) 

 (2d) 

 (2e) 

 (2f) 

 (2g) 

 (2h) 

On the right-hand side of (2b), demand is increased by the number of employees 

t  given a break in period t.  If there are some workers who are assigned to shift j and 

have received some but not all of their sub-breaks, then jpr must be subtracted from Sj in 

(2c) – (2e).  This will prevent CPLEX from assigning more sub-breaks than required.   

The second issue concerns the situation where the roll timespan of the current 

subproblem overlaps but does not fully cover the periods associated with its eligible sub-

breaks.  To illustrate, assume that the total break length is 6, the roll timespan is 4, and 

the solution timespan extends to the end of the planning horizon.  Now consider the case 

where a worker is assigned his entire break during the interval [29,34] in the current 

subproblem.  If this subproblem is associated with the interval [33,36], then we see that 

the break has a 2-period overlap.  However, we do not allow partial sub-breaks; that is, 
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sub-breaks are assigned to shifts in full and not in multiple stages.  Therefore, we have 

to fix the full sub-break even though one or more of its periods is outside the roll 

timespan interval.   

Because the optimizer does not consider demand in periods 29 to 32, the first four 

periods of the break, it does not take into account any shortage that might result from the 

break assignment [29,34].  To correct this situation, we need to introduce shortage 

variables for the 5 (= break length – 1) periods preceding the roll solution interval, 

[33,36].  In other words, we still need to pay attention to any shortages that occur in 

periods prior to the start of the current subproblem when it is possible for sub-breaks to 

start in one of those periods and overlap the roll timespan interval. 

This issue can be resolved by adding a term to the objective function (2a) that 

accounts for shortages that may occur in periods immediately before the starting point of 

the current subproblem.  That is, we need to introduce shortage variables for ‘maximum 

sub-break length – 1’ periods that immediately precede the current subproblem.  Let us 

define ,max ( )
r

r
r R p P pl l  , where r

pl  is the length of pth sub-break for break profile r.  

The modified objective function for M5-Roll is 
1

max( 1,0)

t e f

j j tj J t e l
S y

   

   
  , which we 

will reference as (2a).  Here, ty is the shortage in period t, e is the first period of the 

current subproblem, and f is solution timespan.   

Figure 2.3 provides a graphically representation of our rolling horizon method.  

The shaded areas correspond to the periods that are fixed after solving the current 

subproblem.  The black borders identify the periods that are included in the model being 

solved.  The gray borders identify the periods for which the solution has been fixed.   

Figure 2.4 presents a flowchart of the steps in the algorithm.  The notation has 

the following meaning.  Fix_sol is a set of sub-breaks that have been fixed so far.  This 

set tells us how many workers take a break in each period, how long they are off the 

clock, and the shift to which each is assigned.  Current_unassigned_break is the total 

number of break periods that have yet to be assigned for each shift.  Starting_period is a 

starting time period of the current optimization problem, and horizon is the total number 
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of periods in the planning horizon.  Active_shift_list is a list of shifts that is being 

considered.  Shifts that have been assigned all necessary breaks are excluded from the 

model and demand requirements are updated to take into account their coverage.  When 

a shift is assigned all its breaks, we subtract the number of employees who are assigned 

to that shift from the current demand in those periods that are not coincident with a break. 

 

Figure 2.3. Rolling horizon scheme 
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Figure 2.4. Rolling horizon algorithm  

 

For the first four models, shifts and breaks are either scheduled simultaneously or 

the breaks are assigned once the optimal shifts are determined.  In the latter case, a 

unique break type should be assigned to each shift.  However, if we use the rolling 

horizon approach, we only fix breaks every four periods (or whatever roll timespan 

selected) so we have more flexibility in choosing the break type as the computations 

progress. 

Example 1. To see this, consider an example where we have one shift and two break 

profiles each allowing for multiple breaks of variable length; that is BAP{M|V|  }, where 

time windows are ignored for simplicity.  Suppose break profile 1 has three sub-breaks 
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of lengths 1, 2 and 3, respectively, which can be written as 1/2/3.  Similarly, break 

profile 2 is 1/5.  If we consider M1-S&B and associate break profile 1 with shift 1, then 

the appropriate three sub-breaks will be assigned.  However, if we consider M5-Roll, 

then we might be able change the break profile after assigning the first sub-break but 

before assigning second.  For instance, let’s say that the first sub-break which has length 

1 for break profile 1 is assigned to shift 1 at iteration 1.  Its second and third sub-breaks, 

though, have yet to be assigned.  At iteration 2, we can schedule a second sub-break of 

length 5 instead of length 2.  In so doing, our model changes the associated break profile 

from 1 to 2.  At subsequent iterations, it would not be possible for any further changes 

in the break profile, but the important point is that the break profile initially assigned to a 

shift is not invariant.  It can be replaced as long as the length of the first sub-break of the 

new break profile is the same as the original.  Similar arguments can be made for 

changing the break profile after additional sub-breaks are fixed. 

Example 2. Figure 2.5 gives a second example of the rolling horizon approach.  

Parameter values are as follows: roll timespan = 5 periods, number of shift types = 1, 

number of workers = 10, number of break profiles = 2, and the planning horizon = 30.  

Letting bp denote the index for break profiles, we define bp = 1 to indicate three sub-

breaks each of length 2 and bp = 2 for two sub-breaks of length 2 and 4, respectively.  

These can be written as 2/2/2 and 2/4.  The position of a sub-break is denoted by p.  

Again, time windows are ignored.   
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Iteration 1 [1,5] Iteration 2 [6,10] Iteration 3 [11,15] 

CPLEX_sol with starting period 

= 1 
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[12,15] with bp=2 and p=2 
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break [13,14] with bp=1 and 

p=2 

10 employees are assigned 

break [13,14] with bp=1 and 
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[13,16] with bp=2 and p=2 

5 employees are assigned break 
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Fix_sol 
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[12,15] with bp=2 and p=2 

 
10 employees are assigned 

break [8,9] with bp=1 and p=1 

5 employees are assigned break 

[13,16] with bp=2 and p=2 

Figure 2.5. Rolling horizon example  

 

The purpose of this example is to illustrate the increase in flexibility afforded by 

the rolling horizon approach compared to M1-S&B.  At the end of iteration 1 no sub-

breaks are fixed because none are initiated in the interval [1,5].  At iteration 2, the 

solution is identical to the solution found in iteration 1, but now 10 workers are assigned 

their first sub-break during the interval [8,9], which is contained within the roll timespan 

interval [6,10].  Accordingly, we can add this solution to the set fix_sol (see the center 

column in Figure 2.5).   

At this point in the computations, the solution from the optimizer changes.  

During iteration 2, the solution is associated with the break profile 1 which is 2/2/2, but at 

iteration 3, an alternative optimum is found associated with break profile 2, which is 2/4.  

Although all 10 employees were assigned a sub-break in the interval [8,9] through period 
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10, both 2/2/2 and 2/4 are feasible starting in period 11.  As it happened, the optimizer 

found a solution in which 5 employees are assigned a sub-break of length 4 in the interval 

[12,15] and 5 in the interval [13,16], also of length 4.  Thus, all breaks have been set so 

the computations terminate; there is no need to consider iterations 4, 5 and 6.  The 

portion of the solution that is fixed after each iteration is shown the bottom panel of 

Figure 2.5 

The change in solutions midway through the iterations demonstrates the potential 

advantage offered by M5-Roll compared to M1-S&B when demand is uncertain. 

Although both provide an optimal solution when demand is deterministic, M5-Roll is 

more able to adapt to disruptions.  This is only true, though, when two or more break 

profiles are compatible and one can be substituted for another as the iterations progress.  

Figure 2.6 depicts a timeline view of the results given in Figure 2.5 to help 

visualize how compatible break profiles can lead to different solutions.  The light gray 

hatched area is the current time period during which the solution is fixed after a 

subproblem is solved.  The dark gray area indicates the sub-breaks that are assigned at 

the three respective iterations for a shift length of 30.  Even though the planning horizon 

is 30, we only draw the timeline up to period 21 because no break assignments are made 

after period 21. 

Each horizontal bar in Figure 2.6 is associated with five employees.  At 

iterations 1 and 2, each shift receives three sub-breaks in accordance with the profile 

2/2/2 as we see on first four bar graphs.  The first sub-breaks for the 10 employees are 

fixed prior to iteration 2 and hence are removed from the next subproblem.  At iteration 

3, the break profile changes to 2/4 and all 10 employees receive their second sub-break, 

which is of length 4 rather than 2.  The second sub-breaks are fixed at iteration 3 and all 

requirements are meet so we have the optimal solution.  
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Figure 2.6. Bar graph representation of the partial solution in Figure 2.5 

2.5.2 Feasibility and quality of solution 

Because the rolling horizon method decomposes model (2a) – (2i) into increments, it is 

not clear how good the results will be.  To address this issue, we now state the 

conditions under which the solutions obtained from M5-Roll for deterministic demand 

are the same as those obtained by M1-S&B, that is, optimal.  This is the case when the 

solution to the original problem is unique; when it is not unique or the solution timespan 

does not extend to the end of the planning horizon, M5-Roll may make nonoptimal 

choices at some iterations.  Since we are fixing parts of a solution, past decisions can 

have an effect on the solution derived over the remaining periods.  As we will see in the 

last column of Table 2.5 in the Computational Results section, M5-Roll can provide as 

good a solution as M1-S&B.  Here, the rolling horizon solution is not exactly the same 

as M1-S&B’s, but the total working time is the same with no uncovered periods. 

Because we are only concerned with break placement, in the following statements 

we only consider shifts whose break windows overlap the solution timespan Δs of the 

subproblem being considered.  For example, suppose that a shift is defined over the 

interval [10,40] and its first break window is [21,25]. Then this shift is not included in the 

subproblem defined over the interval [15,20]. 
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Proposition 1. If the original problem has a unique optimal solution and each 

subproblem is solved to the end of planning horizon, then M5-Roll produces the same 

solution as M1-S&B. 

Proof. Let FIX[t1, t2] be the fixed solution from period t1 to period t2, RH[t1, t3] be the 

rolling horizon solution from period t1 to t3, Δs be the solution timespan, and Δr be the roll 

timespan, where t1 < t2 < t3.  Note that t3 is always the end of planning horizon for this 

proposition, i.e., t3 =| T|.  The proof is by induction.  Assume that the optimal solution 

to the original problem is unique.  When t = 1, due to the design of M5-Roll in 

conjunction with the uniqueness assumption, RH[t, t+ Δs-1] is the same as the solution to 

the original problem spanning 1 to |T|.  

Let t = k.  For this case, the induction hypothesis implies that the combined 

solution FIX[1, k1] + RH[k, k+ Δs -1] is also optimal.  Now, we need to show that for t 

= k+ Δr, FIX[1, k+ Δr-1] + RH[k+ Δr, k+ Δr + Δs -1] is optimal.  To begin, we split FIX[1, 

k+ Δr-1] into two parts: FIX[1, k1] and FIX[k, k+ Δr-1].  The first part is optimal by the 

inductive hypothesis.  The second part represents the solution to the first subproblem 

solved after the breaks are fixed up through period k1, which is a component of RH[k, 

k+ Δs -1].  Because RH[k, k+ Δs -1] is optimal by definition, we can conclude that FIX[1, 

k+ Δr-1] is a component of the optimal solution.  Also, given FIX[1, k+ Δr-1], RH[k+ Δr,  

k+ Δr + Δs -1] is optimal by the design of rolling horizon method and the uniqueness 

assumption.  Therefore, FIX[1, k+ Δr-1] + RH[k+ Δr, k+ Δr + Δs -1] is also as same as the 

optimal solution to model (2a) – (2i) since the original problem has a unique solution.  

In conclusion, the rolling horizon algorithm always provides an optimal solution at any 

stage if the original problem has a unique optimal solution and each subproblem is solved 

to the end of planning horizon.   

Proposition 2. If the original problem has multiple optimal solutions and each 

subproblem is solved to the end of planning horizon, then M5-Roll produces as good a 

solution as M1-S&B. 

Proof.  The proof is by contradiction.  To begin, we note that although there are 
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multiple optimal solutions, the first fixed solution, FIX[t1, t2] for t1 = 1 should be a 

component of an optimal solution.  Now assume that we encounter the first nonoptimal 

solution with M5-Roll when t = k.  In other words, there is at least one uncovered period 

in the solution associated with FIX[k, k+ Δr-1].  However, because each subproblem is 

solved to the end of planning horizon, an uncovered period in FIX[k, k+ Δr-1] implies that 

the solution provided by RH[k, k+ Δs-1] in the previous subproblem was nonoptimal, 

leading to a contradiction.  Specifically, the solution in the previous subproblem consists 

of FIX[k- Δr, k-1] and RH[k, k+ Δs-1], both of which are assumed to be optimal (no 

shortages). When t = k, we fix that portion of the solution provided by RH[k, k+ Δs-1] for 

t = k to t = k+ Δr-1, which is denoted by FIX[k, k+ Δr-1].  However, because RH[k, k+ 

Δs-1] is optimal it does not admit any undercoverage.  This contradicts our assumption 

that FIX[k, k+ Δr-1] includes an uncovered period.    

Proposition 3. If the solution timespan Δs does not extend to the end of planning horizon, 

then M5-Roll is not guaranteed to find an optimal solution to the original problem 

whether or not it is unique. 

Proof. The counterexample in Figure 2.7 confirms the result.  Here, the roll timespan is 

4 periods and the solution timespan is 5 periods.  There are two shifts where each has 

two employees; shift-1 requires a single break of length 3 in the interval [3, 7] and shift-2 

requires two sub-breaks of lengths 2 and 1 in the intervals [4, 5] and [7, 8], respectively.  

The gray shaded areas correspond to the break windows in the current iteration.  The 

demand appears in each rectangle as a point of reference.   
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Figure 2.7. Example of nonoptimal solution resulting from rolling horizon method 

 

Let AES be the actual number of employees on duty in a period and let NES be 

the net number of employees on duty as determined by subtracting demand from AES.  

The solution in the top panel is optimal for M1-S&B while the solution in the bottom 

panel was produced by M5-Roll and is nonoptimal because period 8 has uncovered 

demand.  In the optimal solution, the break for the first shift is assigned during periods 

3, 4 and 5.  The first sub-break of shift-2 is assigned during periods 4 and 5, and the 

second sub-break is assigned in period 7.   

At the first iteration of R5-Roll, shift-1 is assigned its break in periods 5, 6 and 7, 

and the first sub-break of shift-2 is assigned to periods 4 and 5.  The second sub-break 

of shift-2 is not considered because its break window is outside the solution timespan 

interval [1, 5].  At this point, we do not have any uncovered periods but note that the 

break assignment for shift-1 is not fixed because it is not in the roll timespan interval [1, 

4].  The first sub-break of shift-2 is fixed.  

At the second iteration, which covers the interval [5, 9], shift-1 is again assigned 

its break in periods 5, 6 and 7, while the second sub-break of shift-2 is assigned to period 

7.  Since second iteration starts in 5, it is not possible to avoid undercoverage in either 
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period 7 or 8 due to the break of shift-1.   

An examination of the rolling horizon solution in Figure 2.7 shows that a shortage 

exists in period 8; that is, we do not have enough employees who are available to cover 

the demand of 4.  This implies that the solution is not optimal because the feasible 

solution in the top panel has no shortages.    

For the case covered by Proposition 3, the rolling horizon method may still 

produce an optimal solution but there is no guarantee.  The results depend on the 

demand and the values of the roll timespan, solution timespan, break window and break 

profile parameters.  

Proposition 4. When the solution timespan does not extend to the end of the planning 

horizon for all subproblems, with the exception of BAP{F/V/W}, M5-Roll always finds a 

feasible solution. 

Proof. Kiermaier et al. (2015) derived the hierarchical complexity for all break types. 

Excluding BAP{F/V/W}, we prove the result for the most complex of the remaining 

models, BAP{F|V|T}, which includes fractional breaks with pre-defined (absolute) break 

windows.  To find a feasible solution, we apply the strategy of assigning breaks as early 

as possible in a shift.  To avoid excessive notation, assume that we have a shift [t1, t6] 

with two sub-breaks whose total length is 4, and let BW1[t2, t3] and BW2[t4, t5] be the 

break windows for the first and second sub-breaks, respectively, where t1 < t2 < t3 < t4 <t5 

< t6. There are three ways to create the sub-breaks in the two windows: (1,3), (2,2), (3,1).  

In general, whenever a break window overlaps the roll timespan of a subproblem, we can 

assign a break starting with the first period of the break window.  For example, if k ≤ t2 

≤ k+ Δr-1, then BW1[t2, t3] overlaps the subproblem roll timespan interval [k, k+ Δr-1].  

The strategy is to assign the first sub-break at t2, the first period of BW1[t2, t3], and make 

it as long as possible, which would be 3 periods in the example.  Accordingly, we assign 

the first sub-break to periods t2, t2+1 and t2+2.  Similarly, we assign the second sub-

break whose length is 1 to period t4.  This would occur when solving the first 

subproblem whose roll timespan included t4. The procedure can be repeated for all shifts 

and generalizes to any number of sub-breaks.  Thus, as long as there are pre-defined 



 36 

break windows, we can find a feasible solution.   

Proposition 5. When the solution timespan does not extend to the end of the planning 

horizon, M5-Roll will find a feasible solution for BAP{F|V|W} when the absolute break 

window of each sub-break is calculated in a preprocessing step, and logic is added to M5-

Roll to assure that each sub-break is assigned within its window. 

Proof. Assume we have a shift of fixed length in the interval [t1, t6] with three sub-breaks 

of length b1, b2 and b3, respectively. Recall that up to three sub-breaks are permitted in 

our models.  Let [t2, t3] and [t4, t5] be the given relative sub-break windows for the first 

and last (third) sub-breaks, respectively, and denote the minimum workstretch duration 

by  and the maximum workstretch duration by .  To calculate the absolute break 

windows for each sub-break we perform a forward and backward pass over the shift to 

get a pair of intervals for each and then determine their intersection.  We begin with the 

first relative sub-break window [t2, t3], which implies an absolute break window of [t1+t2, 

t1+t3].  

To calculate the second sub-break window we sum α, β and b1.  The earliest time 

that we can assign a second sub-break is α periods after the first sub-break finishes; that 

is, at time t1+t2+b1+ α.  The latest period in which the second sub-break can be assigned 

is calculated by adding β instead of α to t1+t3+b1.  This gives the break interval 

[t1+t2+b1+ α, t1+t3+b1+ β] for the second sub-break.  In same way, we calculate the 

interval for the third sub-break as [t1+t2+b1+ α+ b2+ α, t1+t3+b1+ β+ b2+ β] = 

[t1+t2+b1+b2+2α, t1+t3+b1+b2+2β].  This completes the forward pass. We now perform a 

backward pass in the same manner starting with the last sub-break window [t4, t5].  To 

determine the actual break window, we take the maximum value of the earliest period of 

each pair of intervals, and the minimum value of the latest period of each pair of 

intervals.   

To illustrate the calculations, we use the parameter values in Table 2.3 in Section 

2.7 for {F|V|W}.  Assume that we have a shift in the interval [20, 60] of length 41 

periods and we wish to place three sub-breaks of length 1, 2 and 3, respectively.  The 

values of the relative first and last sub-break windows are given as [8, 24] and [3, 16].  
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Thus, the first sub-break must be assigned anywhere from 8 to 24 periods after the shift 

starts and the last sub-break must be assigned anywhere from 3 to 16 periods before the 

shift ends.  The minimum workstretch duration is 3 periods and the maximum is 24. 

To begin, we do a forward pass to calculate the break window for the first sub-

break.  This gives [t2, t3] = [20+8, 20+24] = [28, 44].  To calculate the subsequent 

break windows, we add in turn the break length and workstretch duration to the latter 

interval.  Accordingly, the break windows for the second and third sub-breaks are 

[28+1+3, 44+1+24] = [32, 69] and [28+1+3+2+3, 44+1+24+2+24] = [37, 95].  

Next we need to perform a backward pass reversing the calculations.  The break 

window for the third sub-break is [6016, 603] = [44, 57], and the break window for the 

second and first sub-breaks are [44224, 572-3] = [18, 52] and [44224124, 

572313] = [7, 48], respectively.   

At this point, we have two break windows for each sub-break and need to find the 

intersection of each pair.  To do this, we take the maximum value of the earliest period 

and the minimum value of the latest period.  Accordingly, the break window for the first 

sub-break is [max(28,7) , min(44,48)] = [28, 44], and the time windows for the second 

and third sub-breaks are [max(32,18) , min(69,52)] = [32, 52] and [max(37,44), 

min(95,57)] = [44, 57].   

Summarizing, the break windows for all three sub-breaks are [28, 44], [32, 52] 

and [44, 57].  However, these intervals were calculated for a single break profile only.  

For M5-Roll, up to three sub-breaks are allowed per shift, giving a total of 15 break 

profiles when the break length is 6 (see example associated with Figure 2.5).  All of 

these must be taken into account.  Therefore, we need to compare all break windows of 

all break profiles.  An exhaustive analysis of each gives the following intervals [28, 44], 

[32, 51], [45, 57].  The second and third are slightly reduced with respect to the intervals 

calculated for (b1, b2, b3) = (1, 2, 3). 

To ensure M5-Roll produces a feasible solution for BAP{F|V|W}, sub-breaks 

must be assigned in the windows calculated in the manner described above.  After each 

subproblem is solved, an added check is made to ensure that no break assignments were 
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missed.  If the next subproblem on the list excludes a window in which a sub-break 

should have been assigned but was not, the sub-break is assigned retrospectively in the 

latest permissible periods, which are 44, 51, and 57 in the example.  Adapting this logic 

ensures that a feasible solution will always result for BAP{F|V|W}.   

2.6 Data Set and Modeling Uncertain Demand 

In addition to reducing the computational burden for large-scale problems, a second 

advantage of rolling horizon methods is their ability to adjust solutions as demand 

changes unexpectedly over time.  In our experimental design, we consider probabilistic 

demand and solved M5-Roll with a shortened solution timespan and compared the results 

obtained with M1-S&B.  This allowed us to gauge the potential benefits that flexible 

breaks, as opposed to fixed breaks, offer.  Our data set contained a list of scheduled and 

actual flight arrivals for the Munich airport for two months, which we grouped by their 

point of origin into five categories: Europe, Asia, (North and South) America, Domestic 

(Germany) and “Other.”  A statistical analysis showed that a log-logistic distribution 

was a good fit for Asia, America and Other.  For Europe and Domestic, it was necessary 

to resort to category-based empirical distributions.   

As discussed in the computations section, the roll timespan Δr was set to 4 periods 

(1 hour) and the solution timespan Δs was set to 16 periods (4 hours) in the testing.  

Arrival forecasts are updated every hour by sampling from the respective distributions for 

those flights that are scheduled to arrive within the 4-hour solution timespan.  As flights 

get closer to their destination, though, historical data indicate that the accuracy of the 

forecasts increase.  To take this into account, we periodically updated the sampling 

distributions by reducing their mean and variance using the algorithm given below.  

For the first forecast for flight f, we use the derived distributions to get a delay df 

(which can be positive or negative); for each subsequent forecast, we draw another 

sample but from a modified distribution with a mean and variance that shrinks 

geometrically from one iteration to the next.  However, we always maintain the 

“direction” of the delay.  If the first delay is positive meaning that the flight will be late, 

all updated samples are restricted to be positive.  For example, if we draw +30 as the 
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first sample, this means this flight will be delayed 30 minutes.  An hour later at the first 

update, it is not likely that the forecast would indicate that the flight is now expected to 

be only, say, 5 minutes late.  This means that we do not want a sample value of –25, or 

more generally, that we want to preserve the sign of subsequent updates for each flight f. 

The rational for this restriction is empirically based.  Once the flight arrival time is 

updated within its scheduled 4-hour window, the historical data indicate that few if any 

delays shrink.  For those rare cases in which the reverse is true, the reductions (or 

increases) are typically minimal.   

Flight_Delay_Update_Procedure 

Input: Solution timespan Δs, current period t, arrival distributions for all points of origin 

Output: New arrival times for flights scheduled to arrive in the interval [t, t+ Δs-1], 

updated workforce demand 

Step 1: Determine the set of flights that are scheduled to arrival in the interval [t, t+ Δs-1]; 

call the set A(t). 

Step 2: For each f  A(t), get its corresponding delay distribution, call it Gf(d), and 

modify it according to the number of times it has been called previously. 

Step 3: Find a sample point df in Gf(d).  

Step 4. If this the first update for f, then  

add df to the scheduled arrival time 

Else 

add |df |  to the most recent arrival time. 

Go to Step 2. 

Step 5: Recalculate staffing demand for the new arrival times. 

 The sampling procedure mentioned in Step 2 depends on the particular 

distribution and its parameters. The details are given in Appendix A. Once the new arrival 

times are found, the staffing demand is recalculated in Step 5 and the next subproblem is 

solved.  That is, we solve the current subproblem, fix the solution for the interval [t, t+ 

Δr-1], and move to next iteration [t+ Δr, t+ Δr +Δs-1].  At this point, 

Flight_Delay_Update_Procedure is called again. 
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2.7 Computational Results 

All models were coded in JAVA and solved with CPLEX 12.6 on a Windows 7 platform 

with 4 GB RAM and Intel Core processor i5 running at 1.40 GHz.  CPLEX’s default 

parameter settings were used and a maximum of 18000 seconds was allocated to each 

instance investigated.   The data used in the analysis were provided by a European 

airport ground handling company and consists of 7 days of demand in 15-min increments.  

For testing purposes, we selected 1 of the 7 days since there was little difference among 

them.  Our study considers fixed and flexible shift types which differ in duration and 

start time window.  The corresponding parameter values are listed in Table 2.2. 

 

Table 2.2. Parameter values for shift types 

 Start time window 
Duration (periods) 

Shift type Early shift Late shift 

Fixed [4am, 6am] [12pm, 2pm] 41 

Flexible [3am, 10am] [11am, 6pm] [36,46] 

 

Table 2.3 presents the settings for the break regulations.  Column “Dur tot” is the 

total duration of sub-breaks.  This number is the same regardless break types.  Column 

“Dur SB” is the duration of each sub-break.  As we can see, variable breaks have lower 

and upper bounds on their length.  Column “WS” is workstretch duration between sub-

breaks and only applies to BAP{F|V|W}.  Columns “TW-2” and “TW-3” are the relative 

time windows for the second and third sub-breaks, respectively.  Column “FB” indicates 

that the first sub-break should start between 8 and 24 periods after a shift starts, and 

column “LB” indicates that the last sub-break should start between 3 and 16 periods 

before a shift ends. 
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Table 2.3. Break regulations 

 Setting 

Break 

regulation 

No. 

breaks 

Dur 

tot 

Dur 

SB 
WS TW-2 TW-3 FB LB 

{S|X|T} 1 6     [8,24]  

{M|X|T} 3 6 2  [26,29] [30,33] [8,24]  

{M|V|T} 3 6 [1,4]  [26,29] [30,33] [8,24] [3,16] 

{F|V|T} [1,3] 6 [1,6]  [26,29] [30,33] [8,24] [3,16] 

{F|V|W} [1,3] 6 [1,6] [3,24]   [8,24] [3,16] 

 

Table 2.4 highlights the characteristics of each of the five models.  The symbol 

“Y” means that a model has the corresponding characteristic.  Recall that M1-S&B is an 

integrated model that schedules breaks in advance along with shifts.  Its objective is to 

minimize the total working periods.  M2-Shift solves a pure shift scheduling problem 

with the objective of minimizing the total working periods. Breaks are not considered. 

Both M3-Break and M4-Short start with the shifts from M2-Shift and then schedule 

breaks to either assign as many breaks as possible or to minimize undercoverage, 

respectively.  M5-Roll starts with the shifts found by M1-S&B and then assigns breaks 

within a rolling horizon framework.   
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Table 2.4. Model characteristics 

Model 
Schedule 

shifts 

Schedule 

breaks 

Shifts 

given 

Unassigned 

breaks 

Uncovered 

periods 

Solve  

multiple 

times 

M1-S&B Y Y     

M2-Shift Y      

M3-Break  Y Y Y   

M4-Short  Y Y  Y  

M5- Roll Y Y    Y 

 

Tables 2.5 and 2.6 give the results for the fixed and flexible shift types, 

respectively, as well as the different break types.  The first column identifies the break 

type and the second column lists the problem statistics for each break type.  “Total 

worktime” is the sum of the number of employees multiplied by the length of their shift.  

“Uncovered periods” is the sum of the difference between the number of employees 

assigned in each period and the demand when undercoverage exists.  Similarly, 

“surplus” is the sum of difference between assigned employees per period and demand 

when the total number of assigned employees is greater than demand.  “Unassigned 

breaks” is the sum of those employees who do not get their full break multiplied by the 

length of the missing sub-breaks, and only applies to M3-Break.  Because sub-breaks 

can be of different length, this statistic provides a means of evaluating the cost of 

assigning breaks in the other models. “Runtime” is the number of seconds taken by 

CPLEX.  “Gap” is the optimality gap between the best bound and the IP solution 

reported by CPLEX.  Columns 3 through 7 give the results for the five models in Table 

2.5.  The values in column 7 are the average of all subproblems solved with the rolling 

horizon procedure.  Table 2.6 does not include a column for M5-Roll because the results 

are identical for those associated with M1-S&B, as stated in Propositions 1 and 2. 
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Table 2.5. Computational results for fixed shifts for deterministic demand 

Break type Scenario statistics M1-S&B M2-

Shift 

M3-

Break 

M4-Short M5-Roll 

Single 

break 

S|X|T 

1 profile 

Total worktime 4,961 4,264 4,264 4,264 4,961 

Uncovered periods 0 0 0 161 0 

Surplus 751 780 684 317 491 

Unassigned breaks 0 0 528 0 0 

# of variables 66 17 1,266 108 53 

# of constraints 129 96 2,628 132 125 

Runtime (sec) 0.03 0 0.5 0.02 30 

Gap (%) 0 0 0 0 0 

Multiple 

fixed 

M|X|T 

1 profile 

Total worktime 4,920 4,264 4,264 4,264 4,920 

Uncovered periods 0 0 0 270 0 

Surplus 716 780 528 426 577 

Unassigned breaks 0 0 372 0 0 

# of variables 112 17 3,618 156 89 

# of constraints 261 96 7,368 267 233 

Runtime (sec) 0.07 0 0.4 0.06 46 

Gap (%) 0 0 0 0 0 

Multiple 

variable 

M|V|T 

10 profiles 

Total worktime 4,551 4,264 4,264 4,264 4,551 

Uncovered periods 0 0 0 155 0 

Surplus 401 780 431 311 307 

Unassigned breaks 0 0 275 0 0 

# of variables 1,120 17 36,180 1,560 892 

# of constraints 1,746 96 72,762 1,752 1,388 

Runtime (sec) 0.43 0 242 0.83 334 

Gap (%) 0 0 0 0 0 

Fractional 

F|V|T 

16 profiles 

Total worktime 4,346 4,264 4,264 4,264 4,346 

Uncovered periods 0 0 0 81 0 

Surplus 226 780 415 237 168 

Unassigned breaks 0 0 259 0 0 

# of variables 1,631 17 49,656 2,328 1,299 

# of constraints 2,274 96 99,768 2,280 1,793 

Runtime (sec) 0.98 0 532 1.32 378 

Gap (%) 0 0 0 0 0 

Fractional 

F|V|W 

16 profiles 

Total worktime 4,264 4,264 4,264 4,264 4,264 

Uncovered periods 0 0 0 16 0 

Surplus 156 780 366 172 116 

Unassigned breaks 0 0 210 0 0 

# of variables 1,941 17 51,336 3,258 1,764 

# of constraints 2,274 96 103,428 2,280 1,744 

Runtime (sec) 0.57 0 10,748 5.85 659 

Gap (%) 0 0 0 0 0 
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Table 2.6. Computational results for flexible shifts for deterministic demand 

Break type Scenario statistics M1-S&B M2-Shift M3-Break M4-Short 

Single break 

S|X|T 

1 profile 

Total worktime 4,463 4,005 4,005 4,005 

Uncovered periods 0 0 0 220 

Surplus 319 521 449 117 

Unassigned breaks 0 0 552 0 

# of variables 516 451 3,587 306 

# of constraints 187 96 7,270 204 

Runtime (sec) 0.239 0.062 10,700 0.14 

Gap (%) 0 0 0 0 

Multiple fixed 

M|X|T 

1 profile 

Total worktime 4,503 4,005 4,005 4,005 

Uncovered periods 0 0 0 321 

Surplus 341 521 281 218 

Unassigned breaks 0 0 384 0 

# of variables 619 451 10,245 436 

# of constraints 553 96 20,688 570 

Runtime (sec) 0.53 0.06 208.48 0.22 

Gap (%) 0 0 0 0 

Multiple variable 

M|V|T 

10 profiles 

Total worktime 4,249 4,005 4,005 4,005 

Uncovered periods 0 0 0 213 

Surplus 111 521 143 110 

Unassigned breaks 0 0 246 0 

# of variables 6,190 451 102,450 4,360 

# of constraints 4,666 96 205,863 4,683 

Runtime (sec) 14.87 0.06 18,000 2.03 

Gap (%) 0 0 8.99% 0 

Fractional 

F|V|T 

16 profiles 

Total worktime 4,195 4,005 4,005 4,005 

Uncovered periods 0 0 0 175 

Surplus 87 521 154 72 

Unassigned breaks 0 0 257 0 

# of variables 9,546 451 140,632 6,536 

# of constraints 6,152 96 282,380 6,169 

Runtime (sec) 9.75 0.06 18,000 3.2 

Gap (%) 0 0 41.96% 0 

Fractional 

F|V|W 

16 profiles 

Total worktime 4,117 4,005 4,005 4,005 

Uncovered periods 0 0 0 105 

Surplus 9 521 135 2 

Unassigned breaks 0 0 238 0 

# of variables 9,999 451 149,084 14,938 

# of constraints 6,375 96 300,134 6,392 

Runtime (sec) 17.71 0.06 18,000 12.38 

Gap (%) 0 0 34.97% 0 
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2.7.1 Fixed versus flexible shifts 

To determine the advantages if any between flexible and fixed shifts, we compare the 

M1-S&B and M2-Shift objective function values for the two cases.  Because M3-Break 

or M4-Shift use the same shifts as M2-Shift, it would be redundant to also consider them 

here.  From Tables 2.5 and 2.6, we see that M1-S&B with fixed shifts always requires a 

larger workforce for all break types than M1-S&B with flexible shifts.  For 

BAP{S|X|T}, for example, total worktime is 4,961 hours when fixed shifts are used 

versus 4,463 for flexible shifts, a reduction of 10%.  Similar reductions were realized for 

the other break types.  For M2-Shift, total worktime is 4,264 hours with fixed shifts and 

4,005 hours with flexible shifts for all break types (since there are no breaks), a 6.07% 

reduction.  Overall, we can cover the same demand with either fewer workers or shorter 

shifts in the flexible case.  The downside is that the flexible shift model has many more 

variables and constraints; however, runtimes for all models, with the exception of several 

M3-Break instances, were mostly negligible for our data set so computational efficiency 

is not a factor. 

2.7.2 Impact of flexible breaks 

Having more flexibility can offer better results, but for larger data sets and more complex 

models, it is important to get an understanding of how flexibility affects runtimes and the 

degree of improvement.  To see the impact of using flexible breaks, we compare the 

results for the first four models, M1 – M4.  For M1-S&B with fixed shifts, the total 

working hours decrease as flexibility increases.  When we use a single break model 

which represents the least flexible option, we have a total of 4,961 working hours.  

When we use fractional breaks and workstretch duration, which is the most flexible 

option, working hours drop to 4,264 giving a 14% reduction.  Similarly, the total 

working hours for M1-S&B with flexible shifts decrease with more flexibility, except for 

{M|X|T}.  This case if further discussed below.  For M2-Shift, breaks are not included 

so only one problem is solved for either of the two scenarios.   
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For M3-Break, the results in Tables 2.5 and 2.6 indicate that number of 

unassigned breaks generally decreases as more flexibility is introduced.  In Table 2.5, 

the total unassigned breaks for the single break model is 528, decreasing to 210 for the 

case defined by fractional breaks and workstretch duration, {F|V|W}.  This result gives 

us some insight into how much more effectively it is possible to respond to changes in 

demand when flexible breaks are permitted.   

Similarly, the total number of periods of uncovered demand decreases as more 

flexibility is introduced.  For example, in Table 2.5, the results for M4-Short with fixed 

shifts and a single break type shows 161 uncovered periods, but if we allow fractional 

breaks with workstretch duration, then we have only 16 uncovered periods.  That is, we 

are able to cover all demand with a few uncovered periods with the given shift schedule.   

The one exception for M4-Short where flexibility leads to a worse solution is seen 

in Tables 2.5 and 2.6 by comparing the single break case {S|X|T} with the multiple fixed 

break case {M|X|T}.  For fixed shift types, we have 161 uncovered periods for the single 

break case but 270 uncovered periods for the multiple fixed break case.  Similarly, we 

have 220 uncovered periods for the single break and 321 uncovered periods for the 

multiple fixed break for the flexible shift types. 

This anomaly can be explained by the length of the time windows for the sub-

breaks and the surplus in each period.  Both unassigned breaks and uncovered periods 

are related to the surplus in each period, which is plotted in Figure 2.8 for M2-Shift for 

both shift types.  For flexible shift types, Figure 2.8 indicates that there is no surplus in 

periods 53, 55, 56, and 57.  However, some shifts, such as a shift defined in the interval 

[23,60], have their third sub-break window in periods [54,57] as determined by LB in 

Table 2.3.  In this case, we could not avoid unassigned breaks and uncovered periods if 

we use multiple fixed break.  
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Figure 2.8. Surplus workers in M2-Shift solution for fixed and flexible shifts 

 

In conclusion, except when multiple fixed breaks are used, we are able to achieve 

better results as flexibility increases. 

2.7.3 Scheduling in advance versus in real time 

Because M1-S&B always provides optimal solutions, we can determine the cost of 

assigning breaks in real time by comparing the results from M3-Break or M4-Short with 

those from M1-S&B.  In a comparison between M1-S&B and M3-Break, Thompson 

and Pullman (2007) found that 43% of the breaks were unassigned on average.  Of 

course, these results depend on the solution of M2-Shift, which in turn depends on the 

input data.   

In our example, M3-Break with fixed shifts has 328 unassigned breaks averaged 

over all break types, which is 52% of the total break time on average.  Note that the 

value of an unassigned break is the difference between the given break length and length 

of the assigned sub-breaks.  In other words, if the total break length is 6 and a single 
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sub-break of length 2 has been assigned, then the unassigned breaks have length 4.  M3-

Break with flexible shifts has 339 unassigned breaks on average which is 54% of the 

total.  The implication is that assigning breaks in real time incur significant costs.  

Similarly, M4-Short with fixed shifts has 136 uncovered periods on average, and with 

flexible shifts has 206 uncovered periods on average.  As mentioned, the performance of 

M3-Break and M4-Short depends on the solution of M2-Shift.  If there is extensive 

over-coverage, then it is often possible to assign breaks in real time without consequence. 

In general, though, assigning breaks after the shifts are fixed may lead to a significant 

amount of undercoverage as well as a more difficult problem to solve. 

2.7.4 Model size 

In this section, we compare the complexity of the first four models.  Not surprisingly, as 

flexibility increases so does the model size.  With flexible shifts, the single break model 

is small with 516 variables and 187 constraints.  At the other extreme we have the 

fractional breaks model with workstretch duration {F|V|W}, which has 9,999 variables 

and 6,375 constraints.  The corresponding values for the fixed shift models are 

considerably smaller.  In general, each shift variable is associated with all break profiles, 

so the number of variables and constraints increases exponentially with flexibility.  For 

the most part, though, computations were quick and did not present a concern.   

M3-Break and M4-Short take the shifts as given and assign breaks to them.  

Recall that the difference between the two is that M3-Break will only assign a break to a 

shift if no shortage results, while M4-Short assigns all required breaks to all shifts while 

trying to minimize the total shortage.  From models (3) and (4), we see that realizations 

of M3-Break can be between 10 and 30 times larger than M4-Short, depending on the 

break type.  This difference noticeably affects runtimes, much more so for the flexible 

shift scenarios. 

For M3-Break with fixed shifts, the single break model {S|X|T} solved in 0.5 

seconds, but the fractional breaks and workstretch duration model {F|V|W} required 

10,748 seconds.  For flexible shifts, the computations were even more time consuming 

with only two of the five break type model instances converging within the time limit.   
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Overall, we can say that flexibility substantially increases the problem size and degree of 

difficulty. 

2.7.5 Rolling horizon results 

In this section, we compare the level of undercoverage in the solutions obtained with M1-

S&B and M5-Roll using randomized demand.  To get a representative view of 

performance, we use Montel Carlo simulation and average the results over 1000 

replications. Table 2.5 contains the results when M1-S&B and M5-Roll are solved with 

deterministic demand and the shifts are of fixed length.  In light of Propositions 1 and 2 

all solutions obtained for the two models are optimal since the solution timespan for M5-

Roll is extended to the end of the planning horizon for each subproblem.  In light of 

Propositions 4 and 5, we did not consider shorter solution timespans because M5-Roll 

may be infeasible for break type {F|V|W} when the solution timespan does not extend to 

the end (nevertheless, we never encountered an infeasible instance in all our testing).   

Table 2.7 provides the comparative results for the fixed shift scenarios when 

arrival delays are updated every hour using Flight_Delay_Update_Procedure.  

For M5-Roll, the roll timespan Δr was set to 4 periods (1 hour) and the solution timespan 

Δs was set to 16 periods (4 hours).  For all instances, a break length of 6 periods was 

assumed.  For M1-S&B, the “Uncovered periods” entries were calculated by using the 

shift and breaks in the solution for deterministic demand and then retroactively applying 

them to the randomized demand.  Results for flexible shifts were almost identical to 

those for fixed shifts because M5-Roll uses the shifts from M1-S&B. Thus, when M5-

Roll is solved, all shift lengths are fixed. 

The statistics in Table 2.7 strongly indicate that when demand is uncertain, using 

the rolling horizon method is always advantageous.  The number of uncovered periods 

in the M5-Roll solution is notably less than in the M1-S&B solution for all break types.  

Depending on the break type, the reduction in uncovered periods varies from 5% to 41%.  

However, we cannot compare this measure across the different break types directly 

because the M5-Roll solution depends on the shifts found by the M1-S&B solution for a 

particular break type. As flexibility increases, the number of shifts in the M1-S&B 
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solution decreases so the number of uncovered periods is likely to increase when the 

randomized demand replaces the original demand.  In our example, fewer workers are 

needed as more flexible break types are considered for M1-S&B.  In other words, the 

solution of M1-S&B has less surplus as flexibility increases. 

The Table 2.7 contains the 95% confidence intervals for the distribution of the 

difference in uncovered periods between the M1-S&B and M5-Roll solutions.  Before 

calculating these intervals, though, it was necessary to check normality of the 1000 data 

points for each break type.  The Kolmogorov-Smirnov goodness-of-fit test was used for 

this purpose.  The results showed that the data points for the first two break types were 

normally distributed, but the difference in uncovered periods for last two break types 

were not.  To get around this problem, we batched the 1000 data points into 33 groups, 

so each group except for the last has 30 members.  Using the average of each group as 

our data points for these cases, the central limit theorem tell us that the distribution of the 

average approaches normality as the number of groups goes to infinity.  It is generally 

accepted that 30 groups are sufficient.  

For {S|X|T} and {M|X|T} the 1000 data points were used to construct the normal 

confidence intervals, and for {M|V|T} and {F|V|T} the 30 data points were used along 

with the t-statistics to construct the intervals.  As can be seen in Table 2.7, none of the 

intervals covers zero.  Thus, we can conclude with a 95% level of confidence that the 

number of uncovered periods in the M1-S&B solutions are greater than the number in the 

M5-Roll solutions.   
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Table 2.7. Computational results for probabilistic demand 

Model Break type Surplus Uncovered periods Reduction 
Confidence 

Interval 

M1-S&B 
{S|X|T} 

917 169 
5% [7.08, 9.3] 

M5-Roll 913 160 

M1-S&B 
{M|X|T} 

890 177 
35% [60.52, 62.81] 

M5-Roll 833 115 

M1-S&B 
{M|V|T} 

622 224 
41% [82.99,100.49] 

M5-Roll 535 132 

M1-S&B 
{F|V|T} 

482 258 
32% [76.94,94.02] 

M5-Roll 400 173 

 

2.8 Summary and Discussion 

In this research, we investigated various models for scheduling different types of breaks a 

priori and in real time.  The basic deterministic model is referred to as M1-S&B and 

schedules shifts and breaks together.  For a given set of shifts obtained with M2-Shift, 

which is a pure shift scheduling model, M3-Break tries to assign as many breaks as 

possible without incurring shortages while M4-Short assigns all required breaks with the 

objective of minimizing undercoverage.  Both M3-Break and M4-Short provide better 

approximations to what happens in real time when shifts are fixed and demand 

fluctuations.  In such cases, the primary recourse of management, outside of adjusting 

the size of the workforce, is to adjust the break assignments.   

As expected, more flexibility leads to less undercoverage, but with a few 

exceptions.  For example, M4-Short with a single break is better than multiple fixed 

breaks for both fixed and flexible shifts.  Also, M1-S&B with multiple fixed breaks 

produces worse results than with a single break for flexible shifts.  Of course, these 

findings are data dependent and might be contradicted in other applications. 

Our analysis also confirms that scheduling breaks in advance when demand is 

known is better than scheduling them in real time, regardless of the break type.  For 
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example, M3-Break has respectively 328 and 335 unassigned breaks on average for fixed 

and flexible shifts.  Similarly, M4-Short has 136 and 206 uncovered periods on average 

for the same scenarios.  For all break types, M3-Break and M4-Short could not assign 

breaks without having uncovered periods or unassigned breaks.  Had the solution to M2-

Shift provided more surplus, then it might have been possible for those models to assign 

breaks without any uncovered periods.  Depending on the given shift information and 

demand profile undercoverage can vary, but not surprisingly, scheduling breaks in 

advance when demand is deterministic is always superior to doing so in real time, often 

by large margins. 

 Although an integrated model like M1-S&B can provide robust solutions when 

demand is stable, small variances can lead to costly labor shortages.  To fill the gaps, it 

may be necessary to resort to expensive overtime or outside workers.  In the service 

industry, it is not uncommon for actual demand to depart from expected demand when 

uncertainty is present.  In our application, flight delays due to bad weather and 

mechanical problems may shift demand by up to several hours.  When shifts and breaks 

are scheduled simultaneously and demand changes, workforce shortages are likely to 

result over the day.  

To cope with demand disruptions, we have developed a rolling horizon algorithm 

that makes use of periodic forecasts to update the break assignments.  We showed that 

when demand is deterministic, the algorithm always gives optimal solutions for most 

break assignment models.  When demand is uncertain, the algorithm always provides 

solutions that exhibit fewer shortages than the solutions obtained from the deterministic 

model for the cases in which the original data are replaced with the updated demand.  

Finally, it would be useful to consider alternative approaches to dealing with uncertainty.  

To the best of our knowledge, there has been no research that investigates stochastic shift 

scheduling with various break types.  In the future we plan to implement a two-stage 

stochastic optimization model for the corresponding problem.  
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Chapter 3: Stochastic Shift Scheduling with Flexible Breaks 

3.1 Introduction 

Personnel scheduling has been studied extensively over last five decades, with the most 

common applications associated with airline and airport operations (Kohl and Karisch 

2004), healthcare (Bard et al. 2017; Liang and Turkan 2016), call centers (Mehrotra and 

Grossman 2009), and postal services (Bard et al. 2007; Brunner and Bard 2013).  

Efficient workforce scheduling can be a determining factor for profitability in 

organizations where labor represents a major cost.  The range of problems investigated 

includes workforce sizing and composition in the long term, days off and shift scheduling 

in the mid-term, task assignments, downgrading and the use of overtime in the short term, 

and reactive planning to disruptions in real time (e.g., Clausen et al. 2010; see Ernst et al. 

2004; Hu et al. 2016).   

What has been mainly overlooked in the field, though, is the break assignment 

problem in which various break models can be applied (e.g., see Rekik et al. 2010; Aykin 

1996; Sungur et al. 2017).  If shifts are given but not the breaks, then the manager must 

assign them at the start of the day or in anticipation of demand, or during the day when 

demand becomes better known. Such a haphazard approach can lead suboptimal 

decisions that result in poor service.  As Thompson (1996) points out, delayed or 

unassigned breaks are likely to degrade employee performance (Thompson 1996). 

Kiermaier et al. (2017) investigated the weekly tour scheduling problem while 

considering various break types for the daily shifts.  They studied the complexity of 

break assignments and performed extensive computations for a multi-skilled workforce.  

Their application centered on ground handler requirements at the Munich airport.  The 

problem in Chapter 2 extended that work and solved the one-day break assignment 

problem with five different break types for both deterministic and randomized demand.  

They generated random demand by analyzing flight arrival data and developed a rolling 

horizon approach to assign breaks as the day unfolded.  A Monte Carlo simulation 

framework was used to assess the quality of the schedules produced. 

The contributions of this research are as follows. 
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 The presentation of a multi-stage stochastic model for the shift scheduling problem 

with flexible breaks. 

 The conversion of the multi-stage problem into a more tractable two-stage problem. 

 A comprehensive investigation of the impact of shift and break flexibility when 

scheduling airport ground handlers with uncertain demand. 

 An analysis of the value of stochastic solution for scheduling airport ground 

handlers. 

In the next section, we provide a limited review of the literature on shift and break 

scheduling problems.  In Section 3.3, break types are introduced and a statement of the 

problem is given along with the metrics used for evaluating performance.  In Section 

3.4, the multi-stage and two-stage mathematical models are developed, followed in 

Section 3.5 by our Lagrangian decomposition model used to find lower bounds.  The 

stochastic metrics are also defined.  In Section 3.6, we discuss the data sets used in the 

experimental design, and in Section 3.7, present the computational results.  Conclusions 

are drawn from the research in Section 3.8. 

3.2 Literature Review 

Nominally starting with the set-covering formulation of the shift scheduling problem by 

Dantzig (1954), there has been a nearly endless stream of research on personnel 

scheduling. We limit our presentation to the most relevant work.  A good summary of 

problem types and models is given by Ernst et al. (2004).  Bechtold and Jacobs (1990) 

were the first to develop an implicit model for including a single break in a shift.  They 

proposed a series of forward and backward constraints to ensure that each shift receives a 

break, and an additional set of equalities to ensure the correct balance.  The actual 

assignment of breaks to shifts is not made in the model, though, but in a post-processing 

step.  For related work, see Bard et al. (2003); Topaloglu and Ozkarahan 2003) 

Rekik et al. (2010) proposed a new model that extended the ideas of Bechtold and 

Jacobs to include sub-breaks rather than a single break.  The forward, backward and 

equality constraint sets were adjusted accordingly, and then reformulated to improve their 

efficiency.  This led to computation time reductions of up to 40%. 
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The work on shift scheduling under uncertain demand is also limited.  Defraeye 

and Nieuwenhuyse (2016) proposed a branch and bound approach to estimate optimal 

shift schedules with nonstationary stochastic demand for general personnel scheduling 

problem.  Their model minimizes the labor cost while meeting targets for customer 

service.  Parisio and Jones (2015) developed a two-stage stochastic optimization model 

for retail outlets.  They considered weekly multi-skill staff scheduling with store and 

employee-level constraints, e.g., lower and upper bounds of working hours per week or 

the number and duration of breaks during a shift.  Their objective was to minimize 

overstaffing and understaffing in light of uncertain customer presence.  For testing 

purposed, they considered instances with up to 164 scenarios, but breaks were not 

included in analysis.  Optimal solution were obtained in at most 1.25 hours for planning 

horizons extending up to 16 weeks.  

Maass et al. (2015) proposed a stochastic programming formulation for nurse 

staffing in the face of uncertain patient demand and nurse absenteeism.  They used one 

year of patient census data as demand scenarios which represented 365 realizations.  

The first-stage decisions centered on the number of full-time nurses to employee, taking 

into account daily absenteeism and uncertain demand.  In the second stage, when the 

uncertainty is resolved, the number of extra nurses needed on each shift to cover 

shortages is determined.  To find solutions they formulated the stochastic problem as a 

deterministic equivalent, and solved with commercial software. 

Kiermaier et al. (2016) studied a flexible cyclic roster problem to schedule a 

workforce with uncertain demand.  They considered models with shifts of both fixed 

and various length, each with start-time intervals.  They first modeled the problem as a 

multi-stage stochastic program, but computational difficulties led to a two-stage 

relaxation which was tractable for most instances.  They showed that flexible cyclic 

rostering reduced undercoverage by more than 10% when compared to traditional cyclic 

rostering.   

 Rifai et al. (2015) solved a stochastic optimization model for shift scheduling in 

hospital emergency departments with the objective of minimizing the total expected 
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patients’ waiting time.  Each process was modeled as a queue, where patients as jobs 

and hospital staff as servers.  A limited number of different start time were permitted for 

the staff.  Solutions were found with a sample average approximation approach and 

validated with a discrete event simulation model. 

Some researchers have used Lagrangian-based procedures to get bounds on 

stochastic optimization model solutions.  Escudero et al. (2013) used Lagrangian duality 

to get a lower bound on a two-stage stochastic programming problem.  They proposed 

scenario cluster-based Lagrangian decomposition for obtaining strong lower bounds 

which were found with three different subgradient methods.  Testing was done on 

randomly generated instances. 

Bard and Purnomo (2007) studied the cyclic nurse scheduling problem and used 

Lagrangian relaxation to decompose it into independent subproblems – one for each 

nurse type.  A standard subgradient algorithm was used in the early iterations to try to 

solve the dual.  When improvement stalled, they switched to bundle method to achieve 

convergence.  Feasible solutions where found with two different branching strategies 

and a heuristic rounding procedure. In this research, we use Lagrangian decomposition to 

compute lower bounds only. 

3.3 Problem Statement 

Our interest is in solving a shift scheduling problem for service industry workers over a 

24-hour period with uncertain demand.  The problem is characterized by variable length 

shifts, multiple starting times, and flexible break assignments.  We gave a full 

description of the problem in Chapter 2, so our discussion is limited to the highlights.   

We begin with the break assignment subproblem (BAP), which we define with 

the help of the 3-field classification scheme developed by Kiermaier et al. (2017): [S, M, 

F | X, V | T, W].  The first field S indicates a single break for each shift, M means 

multiple breaks, and F means fractional breaks.  The main difference between the latter 

two is that fractional breaks allow the model to choose the number of breaks in a shift 

whereas that number is fixed when multiple breaks are used. 
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The second field indicates whether the break lengths are fixed (X) or variable (V).  

The third field specifies the time window (T), and for fractional breaks, the workstretch 

duration (W).  All models except for {F|V|W} are assumed to have time windows that 

define the periods of a shift during which a break can start.  The workstretch duration 

requires a predetermined number of working periods between sub-breaks.  The 

minimum and maximum workstretch durations must also be given.   

To illustrate, consider the multiple fixed break case with three sub-breaks whose 

total length is six periods.  For {M|X|T}, each sub-break is two periods, which we 

represent by 2/2/2.  The multiple variable break model {M|V|T}, however, permits all 

combinations of three sub-breaks such as 2/2/2, 2/3/1, 4/1/1 and so on.  Note that the 

length of the sub-breaks can vary but there still must be three and their total length must 

be six periods.  

When fractional breaks are specified, the model chooses the number of breaks so 

many more options are available.  For instance, 6 or 3/3 are two possible as well as all 

options under the multiple variable break case.  Figure 2.1 in Chapter 2 can be helpful in 

understanding the various break types.  The light gray area is the break time window 

and the dark gray area is the actual break that is assigned.  Note that the last example 

{F|V|W} does not have any break windows, i.e., no light gray area.    

Previously, the problem in Chapter 2 solved the daily shift scheduling problem 

directly using expected demand, and then developed a rolling horizon approach to deal 

with demand perturbations over the day.  Monte Carlo simulation was used to generate 

demand from one period (4 hours) to the next.  In this research, we wish to investigate 

the relative benefits of increasing the degree of flexibility when scheduling breaks under 

uncertain demand.   

We begin by presenting a multi-stage stochastic optimization model for the daily 

shift scheduling problem. The intractability of this model, though, led to the formulation 

of a two-stage optimization model commonly called the recourse problem (RP).  As we 

increase break flexibility, the size of RP increases exponentially prohibiting the solution 

of larger instances.  As an alternative, we use some simpler and less computationally 
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expensive ways of handling uncertainty which still allow us to assess the value of the 

stochastic programming solutions. 

 To get a lower bound on RP we solve the Lagrangian dual problem.  Then, to 

measure the value of stochastic solutions, we calculate the expected value of perfect 

information (EVPI) and the value of the stochastic solution (VSS) by using the wait-and-

see (WS) model and expected value (EV) model (e.g., see Bard et al. 2007). 

3.4 Model Development 

Before introducing the models, we need to explain three terms shift, break profile and 

break.  Using the definitions provided by Rekik et al. (2010), a shift is a combination of 

start time and length, a break profile is a number of sub-breaks and their lengths, and a 

break is a combination of a break profile, start time, and length.   In our implicit 

approach to break scheduling (Bechtold and Jacobs 1990 and Rekik et al. 2010), the 

numbers and types of shifts and breaks are determined simultaneously, but the actual 

break assignments for each shift are determined in a post-processing step.  In the multi-

stage stochastic program shifts are assigned in the first stage before knowing the actual 

demand.  In the second and subsequent stages breaks are assigned as demand is realized.  

The following notation is used in the developments.  

Sets and indices 

G set of stages or segments, where a segment is a set of adjacent time periods used 

for forecasting demand; g  G 

J set of shifts; j  J 

K set of breaks; k  K 

R set of break profiles; r  R 

Pr set of feasible positions for a sub-break in break profile r; p  Pr  

rP  set of feasible positions for a sub-break in r not including the last position;

{1,..., 1}r rP p   , where pr denotes the total number of sub-breaks 

Qj set of break indices that are associated with shift j, where each index is 

associated with a break variable (For example, assume we have five break 
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variables B1, B2, B3, B4, B5 and two shifts S1, S2. Let’s say B1, B3 and B5 are 

feasible for S1, and B2, B3, B4 are feasible for S2.  Then, Q1 = {1,3,5} and Q2 = 

{2,3,4}) 

Ke set of maximum break indices for each Qj; i.e., argmax( )jj J
Q

  

Ks set of minimum break indices for each Qj; i.e., argmin( )jj J
Q


 

( , ) ( )B
p rK k  set of break indices k  ́for pth sub-break of break profile r, where 

{ : },   sk K k k k K      

( , ) ( )F
p rK k set of break indices k  ́for pth sub-break of break profile r, where 

{ : },   sk K k k k K      

( ) ( )B
rJ k  set of shift indices j associated with break profile r, where

{ : ( )},   B s
jj J Q K k k K     

( ) ( )F
rJ k  set of shift indices  j associated with break profile r, where

{ : ( )},   F e
jj J Q K k k K     

T set of time periods; t  T 

T(g) set of time periods in stage g 

Ω set of scenarios; ω  Ω 

Parameters 

kt  1 if break k covers period t, 0 otherwise 

jt  1 if shift j covers period t, 0 otherwise 

j  length of shift j 

c penalty associated with an uncovered period 

M arbitrarily large number 

Random Parameter 

gd  number of employees required in stage g 

gtd  number of employees required during period t in stage g 
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First stage decision variables 

Sj number of employees assigned to shift j 

Stage g decision variables 

gkB  number of employees receiving break k in stage g 

ygt number of additional employees needed at time t in stage g 

 
1

1 1minimize [ ( , )]j j jd
j J

S E h S d
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0,  0,  0,  {0,1},   ,  ,  ,  j gk gt jS B y z j J k K t T g G          (6j) 

The objective function (6a) minimizes the daily working hours for all employees 

plus the expected uncovered demand across all time periods.  The latter is defined in the 

objective function associated with subsequent stages (6b) and is the cost of providing 
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additional workers or assigning overtime in light of changing demand. 

Constraints (6c) ensure that there are a sufficient number of employees to cover 

demand in each period, either with regular time, overtime, or with temporary staff, as 

indicated by the ygt variable.  Constraints (6d) – (6f) are the extended forward, backward 

and equality constraints used to implicitly model breaks (Bechtold and Jacobs 1990).  

They ensure that each shift receives the appropriate number of breaks for the scenario 

being considered (for more detail, see Chapter 2).  Pre- and post-break workstretch 

durations are modeled by constraints (6g) – (6i), and variables are defined in (6j). 

For  finite, the size of the scenario tree for model (6) is 
| || |G  across all stages.  

Assume we have three scenario and eight stages, then we have 38 = 6561 possible 

realizations.  If we consider the most flexible case with one scenario, we have 7216 

shifts and 2783 breaks.  Theoretically, the number of shifts is determined by the 

multiplication of all possible starting time × all possible shift lengths × all break profiles 

which gives (29 + 29) × 11 × 16 = 10,208 shifts.  However, we do not allow any shifts 

to terminate after midnight, so the difference between 7216 and 10,208 is the number of 

shifts that are not included.  Since a break is defined by its start time, length and break 

profile, different shifts that have the same break profile may share breaks.  This is the 

reason why we have fewer breaks than shifts.   The actual numbers of variables for the 

various models analyzed are based on the grid used for the day and are given in Section 

3.7. 

Because we need separate sets of break variables for each scenario, the number of 

breaks for the multi-stage problem is 2783 × 6561 = 18,259,263.  Instances of this size 

are intractable as are all but the simplest real-world instances arising from our motivating 

application.  We therefore seek a less complex formulation and convert (6a) – (6j) to a 

two-stage stochastic optimization model (e.g., see Kiermaier et al. 2016 and Maass et al. 

2017).  Instead of having various realizations of demand over multiple stages in a day, 

we refer to a daily realization of demand as a scenario and assume that each scenario 

occurs with equal probability.  We made this assumption because our analysis of the 

data showed that daily demand for workers does not follow any known distribution. 
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Other discrete distributions for daily scenarios are easy to accommodate.   

In the study, two types of shifts are considered: fixed and flexible.  Fixed shifts 

have a constant duration and a fairly narrow start time window while flexible shifts can 

have various durations and a much wider start time window.  In our experience, these 

definitions best reflect industry practice.   Problem instances with flexible shifts are 

much larger and more difficult to solve.  The degree of difficulty again increases as the 

break types become more complicated.  For fixed-shift problems, 15-minute intervals 

are used for start times while 30-minute intervals are used for problems with flexible 

shifts to reduce their computational burden.  

To present the two-stage stochastic model in explicit form some additional 

notation is needed. 

Parameters 

td
 number of employees required during time period t under scenario ω  

qω probability of scenario ω 

Second stage decision variables 

kB  number of employees receiving break k under scenario ω 

ty
 number of additional employees needed at time t under scenario ω 

zIP = minimize j j t

j J t T

S q c y
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0,  0,  0,  {0,1},   ,  ,  ,  j k t jS B y z j J k K t T            (7i) 

The objective function (7a) minimizes the total working time for all regular employees 

plus the expected shortages over all time periods and scenarios.  Note that the first term 

in (7a) is scenario-independent.  Constraints (7b) ensure that we have enough employees 

to cover demand in each period.  The ty  variables indicate the level of undercoverage 

during the day for each scenario.  Constraints (7c) – (7i) repeat (6d) – (6j). 

3.5 Solution Methodology 

In this section, we first formulate the Lagrangian Dual (LD) problem for model (7).  The 

LD solution gives a lower bound, which is helpful for those instances in which it is not 

possible to find a feasible solution to RP.  Next, we consider the easier WS and EV 

problems whose solutions are compared to those obtained from model (7) to determine 

whether the additional effort to solve RP is worthwhile. 

3.5.1 Lagrangian decomposition 

Model (7) can be decomposed into |Ω| separate sub-problems, one for each scenario, by 

adding an index ω to shift variables Sj.  To obtain a formulation equivalent to (7a) – (7i), 

though, we must equate the modified shift variables to each other.  In other words, we 

need to have one shift schedule for the entire problem rather than individual schedules for 

each scenario.  This can be achieved by introducing the following constraints. 

' 0,   ,  ' 1,...,j jS S j J           (8a) 

The resultant problem is at least as difficult as model (7), however, so we plan to 

relax the constraints in (8a) by placing them in the objective function as penalty terms.  

This procedure is known as Lagrangian decomposition.  Experience has shown that it is 
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best to avoid the use of non-signed Lagrangian multipliers in the dualized model, so we 

propose to replace (8a) with (8b) – (8c) (e.g., see Escudero et al. 2013). 

1 0,   ,  1,..., 1j jS S j J          (8b) 

1 0,   j jS S j J

     (8c) 

Letting 
ju  0 be the dual multiplier associated with constraint j in scenario  in 

Eqs. (8b) – (8c), the Lagrangian relaxation (LR) of model (7) is  

( )LRz u = 
| | 1

-1 | | | | 1

1

minimize ( ) ( )j j t j j j j j j

j J t T j J

q S c y u S S u S S    



 




 

    

   
        

  
    

 (9a) 

subject to  (7b) – (7i) 

To find the best lower bound on the two-stage RP, we must solve the Lagrangian 

dual problem.   

max ( )LD LR
u

z z u  

Subgradient method 

To find solutions we implemented a standard subgradient procedure (Wolsey 1998).  

The basic algorithm with the parameter values used in the code is presented below and 

the help of the following notation.   

k iteration number 

μk current multiplier vector at iteration k 

sk current step size at iteration k 

gk current gradient at iteration k 

zub upper bound on solution to model (7) 

θk scale parameter at iteration k 

 

Set k = 0, u0 = (1,1,…1), θ0 = 2, zub = 7000 

Step 1.  Solve LR with the given uk and get a solution xk and zlb, where zlb is 

( , )LR k kz x u  
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Step 2. Calculate gk with current xk 

Step 3. Calculate step size:
2

(z z )

|| ||

k ub lb
k

k

s
g

  
  

Step 4.  Update multiplier: 1 max(0, )k k k ku u s g     

Step 5. If there is no improvement (difference between two objective values is less than 

0.1%) in more than 5 iterations, then 

θk+1 ← θk/2  

Step 6.  if iteration is greater than 2000 or θk+1 is less than 0.00001, then 

stop 

else 

  k ← k+1 and go to Step 1 

In the computations, we would like to use as tight a bound for zub as possible.  Such a 

value can be found by setting the cost coefficient c in (7a) to an arbitrarily large number 

to assure that no shortages occur.  For our data set, the results indicate that an optimal 

solution to (7) for c arbitrarily large is slightly less than 7000. Therefore, we set zup = 

7000 in the above algorithm. 

3.5.2 Value of stochastic solution 

In this section, we present a number of ways (e.g., see Birge and Louveaux 1997 and 

Bard et al. 2007) of measuring the quality of stochastic programming solutions.  Let 

 min [ ( , )]
S

RP S E h S d   (10) 

[min{ ( , )}]
S

WS E S h S d   (11) 

 min ( , [ )]]
S

S h S E dEV    (12) 

where S is the vector of shift variables and d is the random demand vector. 

As mentioned, RP stands for the recourse problem (7a) – (7k), where expected 

cost is minimized under the true demand distribution.  It is common to refer to the RP 

solution as the here-and-now solution.  To find the WS solution, model (7) is 

decomposed by scenario and || separate sub-problems are solved.  In this model, the 
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decisions are made after observing the random demand.  The objective function value is 

calculated by taking the weighted sum of the individual scenario objective functions.  In 

(11), we have perfect information regarding the future demand so RP  WS. 

In the EV problem, the random demand is replaced with its average value over all 

scenarios and a single solution is obtained for shifts and breaks. This solution may not be 

feasible to model (7). 

Three additional values are necessary for comparison purposes.  Let SEV be the 

solution to (12) and define the expected cost of using SEV as 

[ ( , )]
EV EV

EEV S E h S d    

Because SEV is feasible to (10) but generally suboptimal, we have EEV ≥ RP.   

The value of the stochastic solution VSS is defined as 

VSS = EEV – RP 

which can be interpreted as the cost of accepting the suboptimal decision SEV instead of 

solving the here-and-now problem.  When the latter cannot be solved optimally, VSS 

can be estimated by finding a lower bound on it.  Finally, the expected value of perfect 

information (EVPI) is defined as the difference between here-and-now solution and wait-

and-see solution; that is, 

EVPI = RP – WS 

This value represents the maximum amount one should be willing to pay for an exact 

forecast. 

3.6 Data Sets 

The input data for the computational study were provided by a European airport ground 

handling company.  We have two months or 61 days of scheduled and actual flight 

arrival times at the Munich airport.  On average, four employees are needed for 30 

minutes for each flight.  If a flight arrives at 9:12 a.m., for example, then four 

employees are need from 9:12 a.m. to 9:42 a.m.  Assuming a 15-minute grid, this 

translates into four employees from 9:00 a.m. to 9:45 a.m.  Overall demand per period is 

calculated based on flight arrivals in each period.  No demand exists prior to the first 
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arrival in the day.  The demand for each day is considered to be a scenario, and it is 

assumed that in the objective function (7a), q = 1/61 for all  . 

Two different sample spaces i , i {1,2}, are defined.  In each case, the 

sample space has the same number of scenarios, 61. 

Perturbations 1: Normal case.  Here, the set 1  contains the original 61 demand 

scenarios corresponding to the actual arrival times.   

Perturbations 2: Delay of 20% flights by 1 hour.  The set 2  represents the case where 

20% of flights, chosen at random, are delayed by one hour and demand is recalculated for 

the delayed arrival times.  Figure 3.1 depicts how the original demand curve is altered 

when 20% of the flights are delayed.  The results are given in Appendix B 

 

 

Figure 3.1. Delay of 20% flights by 1 hour demand 
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3.7 Computational Results 

All models were coded in JAVA and solved with CPLEX 12.6 on a Windows 7 platform 

with 12 GB RAM and an Intel Core processor i5 running at 2.30 GHz.  CPLEX’s 

default parameter settings were used and a maximum of 7200 seconds was allocated to 

each instance.  This time does not include creating the model, which for the larger 

instances can be an hour or more. 

Table 2.2 in Chapter 2 provides the shift information.  Recall that one period in 

our model is 15 minutes for either of the two shift types.  Possible start times for early 

fixed shifts, for example, are 4 am, 4:15 am, 4:30 a.m., …, 5:45 a.m. and 6 a.m.  Start 

times for flexible shifts are restricted to every 30 minutes instead of 15 minutes to reduce 

the computational difficulty.  Duration includes breaks.  In (7a), we set c = 30 even 

though this results in optimal solutions that contain shortages for all instances.  When 

we use a larger c value, we were able to avoid shortages but the solutions required an 

impractically large number of employees.  In the latter case, we observed that there is no 

improvement when greater flexibility is considered.   

For models with a single break profile, the number of fixed shifts is 18 and the 

number of flexible shifts is 638 in theory.  Depending on the break types, this number 

increases by a factor proportional to the number of break profiles.  The most flexible 

break type has 16 break profiles, so the number of shifts increases for fixed shifts and 

flexible shift by 288 and 10,208, respectively. 

Table 2.3 in Chapter 2 presents the settings for the break regulations.  Column 

“Dur tot” is the total duration of sub-breaks.  This number is the same regardless of 

break type.  Column “Dur SB” is the duration of each sub-break.  As we can see, 

variable breaks have lower and upper bounds on their length.  Column “WS” is 

workstretch duration between sub-breaks and only applies to BAP{F|V|W}.  Columns 

“TW-2” and “TW-3” are the relative time windows for the second and third sub-breaks, 

respectively.  Column “FB” indicates that the first sub-break should start between 8 and 

24 periods after a shift starts, and column “LB” indicates that the last sub-break should 

start between 3 and 16 periods before a shift ends. 
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Tables 3.1 and 3.2 give us the results for fixed and flexible shift types, 

respectively, as well as for the various break types for normal case, i.e., perturbations 1.  

The computational results with perturbation 2 is in Appendix B.  The first column in the 

tables indicates the break type and the second column contains the related statistics.  For 

“multiple variable” break types we have 10 break profiles which is all possible 

combinations with three sub-breaks.  For fractional break types, there are more break 

profiles because it is not necessary to have exactly three sub-breaks.  For the interested 

reader, Table 2.1 in Chapter 2 shows all possible break profiles for each break type.  
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Table 3.1. Computational results for fixed shifts for stochastic demand 

Break type 
Scenario 

statistics 
RP LR EV EEV WS VSS EVPI 

Single 

break 

{S|X|T} 

1 profile 

Objective 

value 
5786 5903 5043 6841 5550 1055 236 

Shortages 434 − − 3717 − − − 

Runtime (sec) 0.3 − 0.02 0.1 0.7 − − 

Gap (%) 0 − 0 − − − − 

Multiple 

fixed 

{M|X|T} 

1 profile 

Objective 

value 
6070 6113 5535 6274 5802 204 268 

Shortages 598 − − 1529 − − − 

Runtime (sec) 7 − 0.01 0.1 1.6 − − 

Gap (%) 0 − 0 − − − − 

Multiple 

variable 

{M|V|T} 

10 

profiles 

Objective 

value 
5647 5511 5002 6665 5495 1018 152 

Shortages 486 − − 3438 − − − 

Runtime (sec) 878 − 0.3 0.4 14 − − 

Gap (%) 0 − 0 − − − − 

Fractional 

{F|V|T} 

16 

profiles 

Objective 

value 
5590 5436 5002 6297 5491 707 99 

Shortages 708 − − 2678 − − − 

Runtime (sec) 1307 − 0.2 0.3 11 − − 

Gap (%) 0 − 0 − − − − 

Fractional 

{F|V|W} 

16 

profiles 

Objective 

value 
5577 5309 5002 6232 5490 655 87 

Shortages 680 − − 2542 − − − 

Runtime (sec) 5360 − 0.2 0.4 11 − − 

Gap (%) 0 − 0 − − − − 
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Table 3.2. Computational results for flexible shifts for stochastic demand 

Break 

type 

Scenario 

statistics 
RP LR EV EEV WS VSS EVPI 

Single 

break 

{S|X|T} 

1 profile 

Objective 

value 
5551 5516 4623 8252 4969 2701 582 

Shortages 373 − − 7501 − − − 

Runtime (sec) 3 − 0.2 0.1 1 − − 

Gap (%) 0 − 0 0 − − − 

Multiple 

fixed 

{M|X|T} 

1 profile 

Objective 

value 
5523 5380 4717 7566 5028 2043 495 

Shortages 556 − − 5888 − − − 

Runtime (sec) 40 − 0.5 0.1 6 − − 

Gap (%) 0 − 0 0 − − − 

Multiple 

variable 

{M|V|T} 

10 

profiles 

Objective 

value 
5359 5072 4508 7990 4864 2631 495 

Shortages 664 − − 7197 − − − 

Runtime (sec) 2481 − 0.6 0.2 91 − − 

Gap (%) 0 − 0 0 − − − 

Fractional 

{F|V|T} 

16 

profiles 

Objective 

value 
− 5054 4470 8423 4843 − − 

Shortages − − − 8171 − − − 

Runtime (sec) 7200 − 1 0.2 111 − − 

Gap (%) 100 − 0 0 − − − 

Fractional 

{F|V|W} 

16 

profiles 

Objective 

value 
− 4927 4470 7211 4840 − − 

Shortages − − − 5666 − − − 

Runtime (sec) 7200 − 2 0.5 120 − − 

Gap (%) 100 − 0 0 − − − 
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   The remaining columns contain the computational results.  RP represents the 

objective function value for model (7) which considers all scenarios simultaneously; LR 

represents the best lower bound obtained from model (9); EV represents the objective 

function value for model (7) with the random demand replaced with its mean; EEV is the 

expected cost of using the EV solution (shifts and break profiles are specified but 

placement of breaks is part of stage-two solution); WS is calculated as the mean of the 

objective function values of all deterministic problems (i.e., the one-scenario problems); 

VSS = EEV – RP and EVPI = RP – WS.  The statistic labeled “Gap” gives the optimality 

gap between the best bound and IP solution reported by CPLEX. 

Tables 3.3 and 3.4 give the number of variables and constraints in the models for 

fixed and flexible shift types, respectively.  As can be seen in these tables, the EV, EEV 

and WS models have the same number of variables because they solve individual 

problems for each scenario (for EEV and WS, these problems have to be solved 61 times, 

once for each scenarios).  RP has roughly 50 times the number of variables and 62 times 

the number of constraints as EV, EEV and WS.  The difference between the number of 

number of variables in RP and the three other models is due to the absence of shift 

variables in the latter.  The increased number of variables in LR compared to RP is due 

to the addition of the scenario shift variables,
jS , although both models have the same 

number of constraints. 
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Table 3.3. Problem dimensions for fixed shifts 

Break type Scenario statistics RP LR EV EEV WS 

Single {S|X|T} 

1 profile 

# of (integer) variables 3,055 4,092 66 66 66 

# of constraints 7,998 7,998 129 129 129 

Multiple fixed 

{M|X|T} 

1 profile 

# of (integer) variables 5,907 6,944 112 112 112 

# of constraints 16,182 16,182 261 261 261 

Multiple variable 

{M|V|T} 

10 profiles 

# of (integer) variables 59,070 69,440 1,120 1,120 1,120 

# of constraints 108,252 108,252 1,746 1,746 1,746 

Fractional 

{F|V|T} 

16 profiles 

# of (integer) variables 84,530 101,122 1,631 1,631 1,631 

# of constraints 140,988 140,988 2,274 2,274 2,274 

Fractional 

{F|V|W} 

16 profiles 

# of (integer) variables 103,750 120,342 1,941 1,941 1,941 

# of constraints 140,988 140,988 2,274 2,274 2,274 
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Table 3.4. Problem dimensions for flexible shifts 

Break type Scenario statistics RP LR EV EEV WS 

Single {S|X|T} 

1 profile 

# of (integer) variables 4,264 18,538 299 299 299 

# of constraints 8,866 8,866 143 143 143 

Multiple fixed 

{M|X|T} 

1 profile 

# of (integer) variables 10,650 24,924 402 402 402 

# of constraints 23,374 23,374 377 377 377 

Multiple variable 

{M|V|T} 

10 profiles 

# of (integer) variables 106,500 249,240 2,340 2,340 4,020 

# of constraints 180,172 180,172 104,160 104,160 2,906 

Fractional 

{F|V|T} 

16 profiles 

# of (integer) variables 148,204 376,588 6,074 6,074 6,074 

# of constraints 240,436 240,436 3,878 3,878 3,878 

Fractional 

{F|V|W} 

16 profiles 

# of (integer) variables 176,290 404,674 6,527 6,527 6,527 

# of constraints 338,086 338,086 5,453 5,453 5,453 

 

3.7.1 Impact of flexibility 

The flexibility in our models is associated with both shifts and breaks.  To determine the 

advantages of shift flexibility, we compare the statistics in Tables 3.1 and 3.2.  The first 

observation is that using flexible shift is always better than using fixed shift for RP, EV 

and WS.  However, because we could not find the value of RP for some instances, e.g., 

fractional breaks with flexible shifts, we begin by comparing the WS results in Tables 3.1 

and 3.2 and similarly see that the objective function values are better for flexible shifts 

than for fixed shifts for all break types.  Using flexible shifts can decrease the objective 

function values for RP, WS and EV up to 9.01%, 13.32% and 14.77%, respectively, 

compared to the case using fixed shifts.  For example, for break type {M|X|T} the WS 
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objective function value drops from 5802 to 5028, which translates into a 13.32% 

reduction in total working hours. This comes at a cost, though, of a tenfold increase in 

computation time.   

Similarly, using flexible breaks is always beneficial with respect to EV and WS 

except for the multiple fixed break type, {M|X|T} for both shift types.  This can be 

explained by the length of the time windows for each sub-break.  We have much tighter 

time windows for the second and third sub-breaks than for the first sub-break as we can 

see in Table 2.3.  The second and third sub-breaks have four periods for their time 

windows but the first sub-break has 17.  In these circumstances, multiple fixed break 

models do not always produce better solutions than single break models.  More details 

can be found in Chapter 2.  Except for this case, we can see that the value of WS 

decreases as flexibility increases.  For fixed shifts, the value of WS drops from 5802 to 

5490 which is 5.3% reduction by using flexible breaks.  For flexible shifts, using 

flexible breaks can reduce the value of WS by up to 3.7%. 

The EV results also show that we can reduce the total working periods using 

flexible breaks from 5535 to 5002, or up to 533 periods (133.25 hours).  This represents 

9.62% reduction.  In addition, using flexible breaks can also reduce the value of RP 

from 6070 to 5577 at most – an improvement of 8.12%. 

The computational results for the second data set, perturbation 2, are given in Tables B1 

and B2 in Appendix B.  They are similar to what we observed in this section.  We 

could solve all instances for fixed shifts and flexible shifts except for those with break 

type {F|V|W}.  The objective function values of RP, EV and WS decreased or remained 

the same as more flexibility is included except again for break type {M|X|T}.  That is, 

we have a better RP result for break type {M|X|T} with flexible shifts than for break type 

{S|X|T} as we can see in Table A2. 

3.7.2 Lagrangian relaxation and problem bound 

The LR problem was solved to get a lower bound on the optimal solution to RP, which 

can be useful to gauge the quality of the EEV solution when it is not possible to solve RP.  

Recall that the subgradient algorithm terminates when 2000 iterations are reached or the 
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scale parameter is less than 0.00001.  There is no guarantee, therefore, that the 

Lagrangian dual has been solved.  Nevertheless, LR converged for all fixed shift 

instances after 432 iterations on average and after 346 iterations for flexible shift 

instances.  

Since RP is a minimization problem, LR should provide an objective function 

value less than or equal to that of RP (zLR  zIP).  The difference between RP and LR for 

fixed shifts varied from 42 to 268 which implies an optimal gap of 0.7% and 4.8%, 

respectively.  In theory, LD should provide an equal or better bound than the linear 

programming (LP) solution, so zLP  zLD  zIP.  However, we observed that in the 

majority of cases zLR  zIP, except for {S|X|T} and {M|X|T} with fixed shifts.  These 

results indicate that we did not generally find the LD solution because LR was smaller 

than the LP solution in most instances.  Although, the zLR values might not represent 

tight bounds, they are useful for those cases in which we could not get an optimal (or 

even feasible) IP solution.   

As we can see in Table 3.1, for the fixed-shift case, we found optimal solutions 

for all break types.  However, when flexible shifts are permitted, we could not find a 

feasible IP for break type {F|V|T} within the 2-hour time limit.  For break type {F|V|W}, 

we could not find any feasible solution within the given time limit; the best we could do 

was to find the LP solution.  For flexible shifts with break types {F|V|T} and {F|V|W}, 

we found that zWS < zLD < zEEV.  For break type {F|V|T}, zLR is 4.4% greater than zWS and 

40% smaller than zEEV.  These values provide tighter bounds on the optimal solution.  

For break type {F|V|W}, zLR is 1.7% greater than zWS  and 31.67% smaller than zEEV, 

again tighter bounds.  Also, we found that the difference between zLR and zIP is roughly 

2.65% on average, as calculated by (| zIP - zLR | / zIP) × 100.  This implies that zLD is a 

tight lower bound on zRP and a good measure to use in evaluating the quality of feasible 

solutions when it is not possible to find an optimal solution.     

For the perturbation 2 data set, we could not find a feasible solution for break type 

{F|V|W} regardless of shift type.  For the flexible-shift cases and for the first two 

instances for the fixed-shift cases, we again observed that zWS < zLR.  However, for break 
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types {M|V|T}, and {F|V|T}, {F|V|W} with fixed shifts, we found that zWS > zLD, which 

indicates that the LR bound is poor for these instances. 

3.7.3 Value of stochastic solution 

Since we were not able to find optimal solutions for the two fractional break models with 

flexible shifts, we are not able to calculate the corresponding values for EEV and EVPI.  

In this section, then, we focus on the results in Table 3.1. 

In Tables 3.1 and 3.2, we see that the RP values are always larger than the EV 

values for a given break type model.  This simply means the RP solution calls for more 

working hours than does the EV solution as shown in Tables 3.5 and 3.6.  This is 

understandable given that RP considers all possible scenarios while EV is only solved for 

one scenario in which the random demand is replaced with its mean value.  Note that all 

results for RP have shortages, a reflection of the relative importance of the two objective 

functions terms in (7a) as governed by the value chosen for the cost coefficient c.  By 

implication, more manpower is needed if shortages are to be avoided.   

Recall that the EEV solution is obtained by fixing the first-stage solution of the 

EV problem and then solving the individual second-stage problems to obtain the breaks.  

As expected, we found in all instances that zEEV  zRP.  For fixed shifts, the difference 

ranged from 204 to 1055 or from 3.25% to 18.24%.  For flexible shifts, we can only 

compare three instances out of the five because we do not have optimal solutions for 

fractional breaks.  For flexible shifts, the EEV solution was from 36.99% to 49.09% 

larger than the RP solution.  For fractional breaks with flexible shifts, the gap (zEEV – 

zWS) between the EEV and WS solutions for break types {F|V|T} and {F|V|W} was 3580 

and 2370, respectively. 

Although computation times were substantially smaller for the EEV problems 

compared to the RPs the resultant schedules produced by the latter are poor due to 

substantial undercoverage.  Because a single set of shifts is used for all scenarios, the 

high variance in demand across the 61 scenarios results in large shortages that cannot be 

eliminated by simply reassigning breaks.  A second observation is that there is no 

improvement in the EEV objection function value as more flexibility is introduced.  This 
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is because we are using different the EV solution for each break type so there is no 

correlation between the EV solution and break type.  In addition, when the EV solution 

is relatively “poor” meaning that more employees are assigned to shifts, such a solution is 

better suited to handle the demand as the number of scenarios increase.  In general, the 

more variance there is in demand from one scenario to another, the worse the EV solution 

in terms of estimating the true workforce requirements.  Evidently, adding flexibility has 

little effect in closing the shortage gap.   

VSS represents the benefit obtained when the EEV solution is replaced with the 

optimal solution to RP.  As we discussed above, we see that VSS ranges from 204 to 

1055 for fixed shift models, implying that the benefits of stochastic solutions vary 

widely.   

EVPI is the second measure used to assess the value of stochastic information, 

and indicates the amount a rational decision maker should be willing to pay for knowing 

the future.  For the fixed shift cases, we should be willing to pay the cost of covering up 

to 268, depending on the break type.  In other words, we can reduce the objective value 

by up to 268 if we know what the actual demand will be in each time period before the 

day begins.   

The value of perfect information decreases with flexibility, except for break type 

{M|X|T} for fixed shifts (see Table 3.1).  The corresponding value of EVPI is larger 

than the value associated with a single break, {S|X|T}.  One reason for this 

counterintuitive result might be the reason we stated in Section 3.7.1; that is, due to the 

limited size of the time windows for the second and third sub-breaks for multiple fixed 

breaks, the RP result for break type {M|X|T} is relatively poor.  In general, if we have 

more flexibility, then we should be able to better handle uncertainty, and hence, not be 

willing to pay as much for knowing the future.   

For the limited results in Table 3.2, VSS and EVPI seem to be comparatively 

larger when flexible shifts are used than indicated in Table 3.1 when fixed shifts are used 

(similar results are reported in Tables B1 and B2 for perturbation 2).  For VSS, this 

result could be due to the EV solution for flexible shifts being tighter than the solution for 
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fixed shifts, allowing more options for assigning breaks when solving the EEV.  Here, 

tighter means fewer working hours in the solution.  As we can see in Table 3.2, 

relatively large shortages greatly increase the EEV objective function value for flexible 

shifts, which leads to large VSS values.   

 

Table 3.5. Workforce comparison for fixed shift solutions 

Break type Scenario statistics RP EV 

Single break 

{S|X|T} 

1 profile 

Objective value 5786 5043 

Shortages 434 − 

Workforce hours 5576 5043 

Multiple fixed 

{M|X|T} 

1 profile 

Objective value 6070 5535 

Shortages 598 − 

Workforce hours 5781 5535 

Multiple variable 

{M|V|T} 

10 profiles 

Objective value 5647 5002 

Shortages 486 − 

Workforce hours 5412 5002 

Fractional 

{F|V|T} 

16 profiles 

Objective value 5590 5002 

Shortages 708 − 

Workforce hours 5248 5002 

Fractional 

{F|V|W} 

16 profiles 

Objective value 5577 5002 

Shortages 680 − 

Workforce hours 5248 5002 
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Table 3.6. Workforce comparison for flexible shift solutions 

Break type Scenario statistics RP EV 

Single break 

{S|X|T} 

1 profile 

Objective value 5551 4623 

Shortages 373 − 

Workforce hours 5371 4623 

Multiple fixed 

{M|X|T} 

1 profile 

Objective value 5523 4717 

Shortages 556 − 

Workforce hours 5254 4717 

Multiple variable 

{M|V|T} 

10 profiles 

Objective value 5359 4508 

Shortages 664 − 

Workforce hours 5038 4508 

Fractional 

{F|V|T} 

16 profiles 

Objective value − 4470 

Shortages − − 

Workforce hours − 4470 

Fractional 

{F|V|W} 

16 profiles 

Objective value − 4470 

Shortages − − 

Workforce hours − 4470 

 

3.7.4 Comparison of stochastic programming approach with rolling horizon method 

In Section 2.6, we developed a rolling horizon (RH) approach to shift and break 

scheduling problem with randomized demand.  To mimic dispatchers at an airport, they 

start from the given shift schedule determined by solving EV and then assign breaks in 

real-time as demand unfolds.  Demand is generated by periodically sampling delays for 

inbound flights and then updating expected arrival times.  The sampling is done from 

probabilities distribution functions derived from the 61 days of arrival data.  The details 

can be found in Section 2.6.   

Using the same penalty value for shortages as in Eq. (7a), we can compare the 

rolling horizon results with the EEV and RP results.  In all cases, the EV solution is used 

to obtain the shift schedule to ensure a fair comparison.   
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Table 3.7 gives the results in terms of objective function value, shortages in 

periods, total working hours, and number of workers, for the three different approaches, 

RH, EEV and RP, for the fixed shift model.  Note that the shortages reported for all 

cases are the average number of periods over all scenarios.  The RH problem 

dimensions are given in Table 3.8.  As we mentioned before in Section 2.7, the RH 

results for the flexible shift model are almost identical to those for fixed shift model 

because all shift lengths are fixed in advance in both cases.  Therefore, we have not 

included the results for flexible shifts here.  Also, the results for break type {F|V|W} are 

excluded due to the possibility of some instances being infeasible when the rolling 

horizon approach is used. 

The first observation from the statistics in Table 3.7 is that EEV and RP 

outperform RH for all break types by up to 43% and 75%, respectively.  In addition, 

shortages are less for all break-type models while working hours are the same because the 

shifts are the same.  The number of workers is also identical for RH and EEV but it is 

7% higher on average for RP.  This is due to the fact that in RP the shift schedule is 

determined within the model and so is more robust, as opposed to the shift schedules for 

RH and EEV, which are determined beforehand.  The tradeoff is more workers and 

fewer uncovered periods. 
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Table 3.7. Comparisons for fixed shift models 

Break type Scenario statistics RH EEV RP 

Single break 

{S|X|T} 

1 profile 

Objective value 12033 6841 5786 

Shortages 

(periods) 
233 59 7 

Workforce hours 5043 5043 5576 

# of workers 123 123 136 

Multiple fixed 

{M|X|T} 

1 profile 

Objective value 9765 6274 6070 

Shortages 

(periods) 
141 24 9 

Workforce hours 5535 5535 5781 

# of workers 135 135 141 

Multiple variable 

{M|V|T} 

10 profiles 

Objective value 9442 6665 5647 

Shortages 

(periods) 
148 55 7 

Workforce hours 5002 5002 5412 

# of workers 122 122 132 

Fractional 

{F|V|T} 

16 profiles 

Objective value 9172 6297 5590 

Shortages 

(periods) 
139 43 11 

Workforce hours 5002 5002 5248 

# of workers 122 122 128 
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Table 3.8. Problem dimensions for different models 

Break type Measures RH EEV RP 

Single break 

{S|X|T} 

1 profile 

# of (integer) 

variables 
53 66 3,055 

# of constraints 125 129 7,998 

Multiple fixed 

{M|X|T} 

1 profile 

# of (integer) 

variables 
89 112 5,907 

# of constraints 233 261 16,182 

Multiple 

variable 

{M|V|T} 

10 profiles 

# of (integer) 

variables 
892 1,120 59,070 

# of constraints 1,388 1,746 108,252 

Fractional 

{F|V|T} 

16 profiles 

# of (integer) 

variables 
1,299 1,631 84,530 

# of constraints 1,793 2,274 140,988 

 

3.8 Summary and Discussion 

In this research, we investigated a generic shift scheduling problem with various break 

types under stochastic demand.  The general problem was formulated as a multi-stage 

stochastic program and then converted to a two-stage model to facilitate the 

computations.  The motivating application involved scheduling ground handlers at the 

Munich airport.  Two months or 61 days of flight arrival data were used to generate 

random demand.  Each of the 61 days was considered a scenario.  

 For testing purposes, we evaluated five different break types for both fixed and 

flexible shifts.  For the most complex model, {F|V|W}, up to 16 break profiles (number 

of sub-breaks and their length) were included.  The results were evaluated using the 

standard metrics: the recourse problem (RP) solution, the wait-and-see (WS) solution, the 

expected value (EV) solution, the expected cost of the EV solution (EEV), the value of the 
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stochastic solution (VSS), and the expected value of perfect information (EVPI).  Lower 

bounds on RP were provided by the Lagrangian relaxation (LR) solution as well as the 

WS solution. 

Of these models, the only one that uses a single scenario is EV, where the demand 

per period is set to the average demand over all scenarios.  After finding the EV 

solution, the first stage variables, i.e., the shift schedule, is fixed and one subproblem is 

solved for each scenario to compute the EEV solution.  The corresponding value, zEEV, 

represents the cost of accepting the EV solution instead of solving RP with all scenarios.  

EVPI represents the amount that one should be willing to pay for knowing future 

information.  

In the testing, we observed that using flexible shifts rather than fixed shifts is 

uniformly beneficial with respect to RP, WS and EV, improving objective function values 

by 9.01%, 13.32% and 14.77%, respectively.  In addition, using flexible breaks is also 

beneficial except for break type {M|X|T}.  We observed that WS decreased by up to 

5.3% when using flexible breaks, EV decreased by up to 9.62%, and RP dropped by up to 

8.12%.  

Although our subgradient algorithm did not reliably converge to the LD solution, 

we found zLR to be useful in evaluating the quality of (feasible) EEV solutions when RP 

could not be solved to optimality.  This was the case for fractional breaks with flexible 

shifts, where zWS < zLR < zEEV.  The implication of this result is that zLR is a good lower 

bound, at least for fractional break models. 

 Considering the value of stochastic solution, VSS = EEV – RP, we found that this 

difference was as large as 18.24% for fixed shifts and as large as 49.09% for flexible 

shifts.  These results indicate that the shift schedule derived from using the mean 

demand is not sufficiently robust to cover the high variance in demand across all 

scenarios.  However, from a computational point of view, fixing the first-stage solution 

makes the problem much easier, and may be the only alternative for larger and less 

tractable instances.  The second measure associated with the value of stochastic 

information is EVPI, and was observed to decrease as flexibility increased, except for 
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{M|X|T}.  Depending on the break type, the results indicated that for schedules with 

fixed-shifts, the cost of perfect information can be as high as 268 (which is the cost 

associated with a combination of additional working periods plus shortages) and for 

schedules with flexible shifts, as high as 582.  

From a methodological point of view, at least three lines of research remain.  

The first involves the development of an algorithm to solve the multi-stage problem. 

Realistically though, this is a formidable challenge since the primary means of tackling 

such problems centers on dynamic programming.  With this approach difficulties 

quickly arise as the size of the state space grows, so approximations are often necessary 

to find solutions.  The second line of research focuses on the use of decomposition 

techniques to solve the recourse problem.  Benders might be suitable although the 

second stage variables are integer, implying the need for branch and bound. In our 

preliminary testing with Benders we did not see a clear path to an efficient algorithm.  

The third line of research involves modifying the subgradient method in an attempt to 

find tighter bounds.  A bundle algorithm in conjunction with the subgradient method has 

the potential for achieving this goal.  
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Chapter 4: Hierarchy Machine Setup 

4.1 Introduction 

The importance of back-end operations in semiconductor manufacturing has been 

growing rapidly along with the higher customer expectation and stronger competition in 

industry (Deng et al. 2010).  Therefore, more effective tools are needed to support 

machine setup and lot dispatching decisions. 

Wilbrecht and Prescott (1969) were two of the first researchers to quantify the 

impact of setup time in highly congested job shops.  Since their work the number of 

related studies has grown exponentially, but in many cases, machine setups are treated in 

a simple manner that does not reflect the difficulties in dealing with multiple tooling 

requirements and system calibration (Allahverdi et al. 1999).  With respect to AT 

facilities, there are only a handful of publications that address the constrained machine 

setup problem over time, which is the focus of this research.   

In previous work, Deng et al. (2010) developed a mixed-integer linear program 

(MILP) for scheduling AT operations that took into account the tooling and temperature 

requirements for each lot.  The objective was to first minimize demand shortages with 

respect to output targets, and then to maximize the weighted sum of lots processed, in 

that order, over a given planning horizon.  In the industry, demand is specified by device 

quantities and lots that can be used to satisfy demand are said to contain key devices.  

Additional objectives included minimizing the number of machines used and minimizing 

makespan. The resultant model was equivalent to a preemptive goal program.  For small 

instances, solutions could be found with a commercial code for the first two objectives.  

The second two were addressed in a post-processing step.  To find solutions to realistic 

instances, the authors developed a reactive greedy randomized adaptive search procedure 

(GRASP) for the machine setup and lot assignment decisions.   

In practice, each lot follows a route through the AT facility that may consist of a 

dozen or more steps.  In their work, Deng et al. (2010) only considered the upcoming 

step or pass of a lot and not its entire route.  To correct this shortcoming, Bard et al. 

(2013) proposed a three-phase procedure for accommodating multiple passes.  The 
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problem is equivalent to job shop scheduling with reentrant flow (e.g., see Duwayri et al. 

2006, Pan and Chen 2003).  In phase I, the single-pass GRASP is run to obtain a 

tentative solution.  Initial machine setups are examined and the completion times of the 

lots in process at time zero are determined.  This calculation also determines the amount 

of time remaining on each machine with respect to the planning horizon.  In phase II, 

the single-pass solution is augmented by inserting second and higher-pass steps of the 

lots selected in phase I into the schedule.  This is done by redefining a lot after it 

completes its current pass and placing it in WIP where it is eligible to be scheduled for its 

next pass.  In phase III, an attempt is made to reset machines when they finish 

processing the lots assigned to them, and then augment their schedules with additional 

lots.  Using the GRASP logic, each phase is repeated a fixed number of times and 

during each phase, weighted randomized decisions are made.  This ensures that diverse 

portions of the feasible region are explored. 

In AT facilities, it is typical for the machines to be set up with a single piece of 

tooling to run at a prescribed temperature.  Changing the tooling, which means changing 

the test board, can take anywhere from a few minutes to several hours.  The temperature 

is never changed in isolation so each tooling-temperature combination can be treated as a 

single resource.   

Virtually all job shop and flow shop studies that have included machine setup 

requirements have been limited to changing out a single piece of hardware, such as a 

fixture or load board, when resetting a machine (e.g., see Herr and Goel 2016, Janiak et 

al. 2005).  This was the case in the work reported by Deng et al. (2010) and Bard et al. 

(2013), which serve as the basis for our research.  In both of those studies, the authors 

emphasized algorithmic development and computational efficiency.  In this research, we 

focus on test station setups and introduce two additional factors: “package size” and 

“flow.”   

During assembly, semiconductor devices are encased in plastic containers or 

packages.  At this operation, each test station, also referred to as a machine instance, 

must be configured with the appropriate fixtures to handle a given package size.  “Flow” 
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refers to the mechanism by which the devices are fed to the tester.  The two common 

mechanisms are strip trays and gravity chutes.  Each machine must be equipped with a 

flow handler to process lots.  Rather than refer to the handler, however, it is more 

common to refer to the flow delivery mechanism.  The setup time for changing the 

tooling is less than the setup time for changing the package size which is less than the 

setup time for changing the flow.  The ratios are approximately 1:2.5:5.  

Given this background, the primary purpose of this research is to determine the 

effects that setup times have on our first two objectives – key device shortages and 

weighted throughput.  More specifically, we would first like to know the incremental 

benefits that can be achieved with respect to these two measures by reducing setup times.  

We also wish to compare system performance for the case when the natural setup 

hierarchy is followed: that is, when we first try to change the tooling, then the package 

size, and then the flow, versus the case in which machines are reset to allow for the 

processing of key device lots without regard to setup times. 

To perform the computations, it was necessary to rewrite several components of 

our reactive GRASP (Bard et al. 2013) to bring its functionality closer in line with shop 

floor operations.  Accordingly, an additional purpose of this research is to highlight the 

changes in the code that were necessary (i) to incorporate the package size and flow setup 

requirements, and (ii) to implement the hierarchical setup logic. 

In the next section, we review the relevant literature.  This is followed in Section 

4.3 with a description of the problem and discussion of the input data.  In Section 4.4, 

the model is explained and the in Section 4.5, the solution methodology is described.  

Implementation issues are discussed In Section 4.6 where we present our algorithms for 

classifying all possible machine setups while considering key devices.  Computational 

results are presented in Section 4.7 (all data elements, component identifiers, and 

performance measures have been modified to conceal the capacity of the facility).  In 

Section 4.8, we summarize our work and introduce several ideas for extending the 

research.  
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4.2 Literature Review 

Machine scheduling problems have been investigated over several decades giving rise to 

a vast source of literature.  Because virtually all variations of such problems that include 

setups are NP-hard, there are only a handful of papers that present exact algorithms. 

Much of the work has focused on the development of approximation schemes and the use 

of intelligent heuristics such as tabu search and genetic algorithms.  A typical example 

of the latter approach is given by Rubin and Ragatz (1995) who studied a single machine 

scheduling with sequence dependent setups using genetic search.  Their objective was to 

minimize the total tardiness of jobs where setup times depended on the sequence of any 

two jobs.  For realistic size problem instances, they showed that their algorithm 

provided much better solutions than a commercial optimizer.   

When multiple machines are to be scheduled in parallel, the difficulty in finding 

optimal or even good solutions empirically increases at an exponential rate.  Zhao and 

Wu (2001), for example, used a genetic algorithm to solve a job sequencing problem with 

the objective of minimizing weighted tardiness.  They investigated a flexible job shop 

that included several machines of each type and alternative routes for each job, but no 

setups.  Solutions were characterized by a route for each job through a subset of 

machines as well as a processing sequence at each machine.  Our scheduling problem 

admits similar a degree of flexibility but includes setup time requirements, a critical 

factor in AT facilities.   

Weng et al. (2001) solved the problem of scheduling independent jobs on 

unrelated parallel machines with the objective of minimizing the weighted mean 

completion time.  Setup times similarly depended on the job sequence.  They 

compared the performance of seven heuristics using data sets with up to 120 jobs and 12 

machines. These instances are much smaller than those arising in AT faculties where 

thousands of lots (jobs) are processed on anywhere from 30 to 100 machines.  

Ellis et al. (2004) developed four heuristics for scheduling wafer test in 

semiconductor manufacturing.  Similar to our model, they assign each lot and process to 

a tester and specify the job sequence with the objective of minimizing the makespan.  
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Here, process means a step in the route and test head is a piece of equipment that holds 

the device to be tested.  Only a single machine was considered at a time along with a 

single setup component.  They showed that their algorithm decreased the makespan by 

23 - 45% compared to the actual makespan in the facility.   

Pfund et al. (2008) investigated ready times on identical parallel machines for 

scheduling jobs with the objective of minimizing total weighted tardiness.  In their 

model, setup times were sequence dependent and again each machine was configured 

with a single piece of tooling.  A somewhat novel feature in their algorithm was the 

insertion of idle time in the schedule in anticipation of high priority jobs arriving later in 

the planning horizon.  For testing purposes, they generated input files for a range of 

jobs, ready times and due dates, and solved instances with five machines and from 55 to 

135 jobs.  The results indicated that their algorithm reduced total weighted tardiness by 

29% on average compared to a second algorithm taken from the literature. 

Avalos-Rosales et al. (2015) investigated the use of a metaheuristic for scheduling 

jobs on unrelated parallel machines with sequence and machine dependent setup times; 

however, no tooling was involved so setup times were a function of the job sequence 

only.  Their objective was to minimize makespan.  To find solutions, they developed a 

two-phase, multi-start algorithm.  Feasible solutions are constructed in phase 1 and then 

improved in phase 2.  Two different size data sets were used in the testing.  The small 

data sets consisted of 6 to 12 jobs and 2 to 5 machines; the large data sets had 50 to 250 

jobs and 10 to 30 machines.  Solution quality was measure by the average relative 

deviation from the best known solution.  The results confirmed that their algorithm is 

efficient for larger instances.  For more discussion of multi-start algorithms see, e.g., 

Marti et al. (2010).   

Wu and Chien (2008) developed a MILP for scheduling back-end test operations 

that took into account processing times, due-dates, setup times, routing of jobs, and the 

available quantities of each type of resource; that is, testers and handlers.  Their 

objective was to minimize total weighted tardiness.  To find solutions, they proposed a 

genetic algorithm that allocated resources to machines based on the remaining jobs to be 
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processed.  At each iteration, a search is undertaken to find the earliest unassigned 

operation.  This operation is then matched with an available tester and handler that can 

be set up on an appropriate machine to perform the processing.  Small instances 

consisted of 15 jobs, 6 testers, and 6 handlers.  The large instances were characterized 

by 150 jobs, 18 testers, and 22 handlers.  Computational testing showed that their 

genetic algorithm consistently outperformed other heuristics as the problem instances 

grew in size.   

For front-end AT operations, Duwayri et al. (2006) presented a scheduling 

heuristic to help shop floor supervisors decide which lots to process and whether to 

change the setup on the ion implanters, the bottleneck machines.  They proposed a 

threshold-based rule for assigning groups of lots to machines and a workload index to 

estimate the amount processing time required by each.  Groups with the higher 

workload index were given top priority. 

Lots in an AT facility generally have multiple steps in their route that require 

testing on both the same and different machines.  Such a facility is referred to as a 

reentrant flow shop as first introduced by Graves et al. (1983).  The context of their 

work was a multiple facility job shop in the semiconductor industry; their aim was to 

develop an algorithm for minimizing average throughput time under the assumption was 

that all jobs are identical and can return one or more times to any facility. 

Danping and Lee (2011) provided a comprehensive review of reentrant flow 

scheduling and developed a classification scheme based on job characteristics. Our 

problem falls into the job shop category because each job has its own routing.  Low et 

al. (2005) studied job shop scheduling with dependent setups and reentrant operations.  

They assumed that each operation is to be processed on a predetermined machine and 

developed three optimization models, one for each of the following objectives: 

minimizing total job flow time, minimizing total job tardiness, and minimizing machine 

idle time.  Ultimately, they were interested in a balanced solution that took into account 

each objective simultaneously so they also developed a “tradeoff solution” methodology.  
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The latter was shown to yield better results than the solutions derived by combining the 

results from the single objective models.     

Sun (2009) developed a graph-based conjunctive-disjunctive model with the 

objective of minimizing makespan in a reentrant shop.  In the design of the graph, the 

nodes correspond to operations, the conjunctive arcs identify the precedence operations 

for a job, and the disjunctive arcs identify the order in which operations are processed on 

the same machine.  As in our case, machine setup times were assumed to be sequence 

dependent and each job required multiple operations.  Solutions were obtained with two 

heuristics and a genetic algorithm, and the results compared. The first heuristic schedules 

one job and operation at a time starting with the operation that has the shortest setup time.  

The second heuristic schedules one machine at a time starting with the bottleneck 

machine(s).  The instances investigated had between 10 and 40 jobs, and 10 to 30 

machines.  The results showed that the genetic algorithm provided the best solutions, 

improving more sharply as the reentrant frequency increased.         

With the exception of the few papers mentioned above, we are not aware of any 

other scheduling work related to AT facilities.  One reason for the lack of (published) 

research is that the industry has mostly focused on the technology and performance of 

front-end operations, failing to recognize the critical importance of back-end operations 

on order fulfillment.  More generally speaking, most of the research on setup times is 

limited to sequence dependencies and assumes that all resources needed are 

unconstrained.  In this research, we extend our previous work to include multiple 

resources with availability constraints and hierarchical setup rules.  

4.3 Problem Statement 

Fabrication facilities produce raw wafers that are shipped to assembly and test facilities 

in the form of lots for final processing.  Each lot is comprised of a variable number of 

identical devices and is assigned a weight by the planners that reflects its importance.  A 

higher weight means higher priority.  In developing schedules, our second objective is 

to maximize the weighted sum of lots processed.  Our first objective is to minimize 

shortages of key devices.  For the upcoming planning horizon, demand is specified in 
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terms of output requirements for a subset of devices on the company’s product list.  Not 

all lots available for processing have output targets for every planning horizon, but those 

that do are referred to as key device lots. Those that do not are called regular lots.  When 

developing a schedule the highest priority is given to key device lots. 

Each AT facility is divided into sections by product group, and may contain up to 

150 machine instances which are grouped into families.  All machines in the same 

machine family are considered to be identical.  To process a specific lot, an appropriate 

machine must be selected and set up with tooling, package size, and flow in accordance 

with the lot’s route.  Tooling pieces are similarly grouped into families and each 

instance in a family is equivalent.  There are a limited number of tooling pieces in a 

family but for practical purposes, the fixtures and handlers associated with package size 

and flow setup requirements are available in unlimited quantities.  

When front-end lots arrive at an AT facility, they are referred to as work in 

process or WIP.  The devices in each lot undergo a predetermined number of processing 

steps during assembly as well as during test.  These steps are collectively referred to as a 

route.  A step in a route is called a “logpoint” in the terminology of the sponsoring 

company and requires a properly configured machine to perform the corresponding 

operation.  At each logpoint, there is a preferred machine-setup combination and one or 

more alternatives.  Typically, the setup is the same at each logpoint but the machine is 

different. To distinguish these options, we often use the term “sub-route” rather than 

“route.”  At the beginning of the planning horizon, the lots in WIP are at different 

logpoints in their route and ready to undergo their next step or pass through the system.  

When scheduling the next step only, we say that we are solving a single pass problem. 

When all subsequent steps are considered, we say we have a multi-pass problem.  In the 

latter case, the flow is reentrant because each lot may return to a machine on which it was 

previously processed.  After each step, the characteristics of a lot change.  Because 

downstream lots do not really exist when the schedule is being developed, they can be 

thought of as virtual lots. 
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Previously, Deng et al. (2010) and Bard et al. (2013) studied the AT scheduling 

problem but only took into account the tooling and temperature requirements in a route.  

In this research, we consider two additional requirements: package size and flow.  

Because the setup time for package size is greater than for tooling, and the setup time for 

flow is greater than for package size, we wish to follow a strict order or hierarchy when 

setting up a partially configured machine at time zero, or when resetting a machine at a 

later time.  This leads to a complication, though, due to the desire to give priority to key 

device lots.  One of the aims of this study is to determine the price we pay in reduced 

throughput when a longer changeover time is incurred in order to process a key device lot 

rather than a regular lot.  Conversely, we would like to know the benefits that result in 

terms of increased throughput when the least-cost setup is selected without regard to the 

remaining key lot demand (when a sufficient number of key lots are scheduled to meet 

output requirements, priority is no longer given to any remaining lots that contain key 

devices).  A third aim is to determine the throughput over a given planning horizon 

when setup times for package size and flow are ignored.  Because it is common for 

schedulers not to factor in these setup times, expected output is likely to be less than 

estimated as a result. 

Table 4.1 lists the input files used by our code.  Algorithmic parameter values 

are set in the “inputConfig.txt” file and are used to specify different scenarios.  

Examples include whether or not initial machine setups are ignored, whether or not 

multiple passes will be considered, and whether or not key devices should be given 

priority in all cases, and whether or not hierarchical setups are imposed.  In the first 

case, for example, when the parameter “fix_initial_setup” is set to 1, all machines that are 

set up at time zero must begin with their original tooling.  A machine can only be reset 

when there are no more compatible lots in WIP.  When this value is 0, it is assumed that 

all machines are bare at time zero, even if one or more tooling pieces are attached.  

Other parameters will be discussed in the Implementation section.     
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Table 4.1. Input data files 

File name Description 

inputConfig Configuration file that specifies input parameter values 

inputKey List of key devices along with target output quantities 

inputMachine List of machine instances and corresponding families along with 

permissible temperatures for each instance 

inputMachHr Available hours over the planning horizon for each machine instance 

inputTool List of available tooling instances and corresponding families along 

with permissible temperatures for each instance 

inputToolSetup Setup time for each tooling family 

inputRoute Primary and alternative routes for the devices to be processed 

inputLots Number of chips, weights and other information for lots to be 

processed; the lot running on each machine along with its start time 

inputInitialMach List of machine instances and their families at the beginning of the 

planning horizon that are (partially) set up (tooling, package size, 

flow, operating temperature)  

inputFlowSetup Setup time for each flow 

inputpackageSetup Setup time for each package size 

 

“inputInitialMach” file lists the machine instances and their families that are set 

up at time zero.  If a machine is not included in this file, then it is assumed to be without 

tooling.  There are two kind of setups, full and partial.  Machines in the first category 

are configured with compatible tooling, package size and flow, and are ready to run at a 

specified temperature.  A partial setup means that at least one of three hardware 

components is missing so there is no corresponding route for the machine.  These cases 

need to be handled this separately as discussed in Section 4.5.2. 
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Most of the remaining files are self-explanatory.  Each machine operates at a 

given temperature when processing a particular lot at a given step in its route.  The 

permissible temperatures are listed in the “inputMachine” file and the “inputTool” file.  

For modeling purpose, temperature is specified in qualitative terms rather than in degrees. 

If the data indicates, for example, that a machine instance in machine family MF-0-64 

can operate at a high, medium and low temperature this would be coded as 1, 2 and 3, 

respectively.   

Table 4.2 lists the elements in the “inputRoute” file for device DV38.  The 

combination of logpoint and operation defines a step or pass.  In the example, only two 

steps for route QFN8 are given, and for each one, there are three subroutes.  The first 

subroute is preferred and the second two are alternatives, but in all cases, the processing 

rate (PPH), temperature and package size are the same.  The flow changes from logpoint 

4410 to 4411 and the tooling family changes for each subroute associated with a given 

logpoint.  
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Table 4.2. Example of route 

Rout name Logpoint Operation 
Setup 

description 
Device 

Sub-

route 
PPH 

RT8 4410 1 FinalTest1 DV38  2126 

RT8 4410 1 FinalTest1 DV38 alt 2126 

RT8 4410 1 FinalTest1 DV38 alt 2126 

RT8 4411 1 FinalTest2 DV38  2126 

RT8 4411 1 FinalTest2 DV38 alt 2126 

RT8 4411 1 FinalTest2 DV38 alt 2126 

       

Machine 

family 

Tooling 

family 

Tooling 

quantity 
Temperature Package size Flow 

MF-0-64 6525600B 1 2 5×5 STD 

MF-0-64 6522463A 1 2 5×5 STD 

MF-0-64 6525612C 1 2 5×5 STD 

MF-0-64 6525600B 1 2 5×5 STRIP 

MF-0-64 6522463A 1 2 5×5 STRIP 

MF-0-64 6525612C 1 2 5×5 STRIP 

 

The term “initial lot” is used to denote a lot being processed at time zero.  All 

initial lots and the machines on which they are running are identified in the wip.csv file 

along with their start time.  In a preprocessing step, we calculate the remaining time 

available on each machine.  During the computations, additional lots may be assigned to 

a machine running an initial lot or it may be reset when the lot finishes.  The course 

taken depends on the value of the initial lot parameter in the configuration file.  
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Figure 4.1 depicts a portion of a schedule for two machines and four lots.  

Machine 1 has an initial lot 1 which started a few periods before time zero so its 

remaining time is less than the planning horizon.  In contrast, the full planning horizon 

is available for machine 2.  As we can see in the figure, the first pass of lot 2 is 

scheduled on machine 2 at time zero and the second pass on machine 1 directly after lot 3 

finishes its first pass.  The second pass of lot 3 is assigned to machine 2 but only after it 

is configured.   

 

Figure 4.1. Sample schedule with multiple passes 

 

Reconfiguring a machine requires different amounts of time for each component 

so when we are dealing with regular lots only, it is desirable to minimize this time.  For 

example, it is preferable to keep the current package size and flow when possible, and 

only change tooling when a new setup is called for.  Similarly, changing the package 

size can be done more quickly than changing the flow so that is the preferred order.  

Note that if more than one component is changed, then the maximum value rather than 

the sum is taken as the setup time. 
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Taking these factors and the problem components into account, we wish to assign 

tooling to each machine and establish a production schedule that sequentially optimizes 

our four objectives (key device shortages, weighted throughput, number of machines 

used, makespan) subject to limits on available tooling.  When deciding how a machine 

should be reset when it runs out of WIP, a strict hierarchy based on changeover times 

must be followed. 

4.4 Model Development 

The MILP presented below includes most of the elements of the multi-pass, machine 

setup, lot assignment problem.  In the development of the model we make use of the 

following notation.  Recall that a setup includes four components: tooling, package size, 

flow, and temperature. 

Indices and sets 

i index for machines; iM 

j  index for devices; jD 

k index for key devices; kK 

l index for lots; lL 

r index for routes; rR 

t index for tooling families; tT 

τ index for temperature; τ TP 

λ index for setup; λ  Λ 

p index for pass; p  P 

D set of all devices; j  D 

K set of key devices; k ∈ K  D 

L set of lots in WIP including initial lots; l ∈ L 

M set of machines (each machine is a member of a machine family); i ∈ M 

P set of all possible passes; p P 

R set of subroutes (each subroute is a specific machinetoolingtemperature 

combination); r  R 
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T set of tooling families; t  T 

P set of operating temperatures; τ  TP 

L(i) set of lots that can be processed on machine i during the upcoming pass or a 

future pass (virtual lots); l  L(i),  i  M   

L(i,k,p) set of lots (including virtual lots) containing key device k and undergoing 

pass p that can be processed by machine i; l  L(i,k,p),  i  M, j  D, p P(k)  

Λ set of feasible setups;   

Λ(i) set of feasible setups that are compatible with machine i;   , i  M 

Λ(i, t,) set of feasible tooling setups that are compatible with machine i, contain 

tooling family t and run under temperature ;   Λ(i, t,)i  M, t  T, τ   TP

N(t) set of temperatures that are compatible with tooling family t; τ  N(t), t  T 

P(k) set of all passes in the route for key device k; p P(k), k ∈ K   

P(l) set of passes considered during the planning horizon for each lot l. For example, 

assuming lot l is to undergo step 2 of its route and there are four steps in the route, 

then P(l) = {2, 3, 4}. Note that if lot l is an initial lot, then P(l) will be {3, 4} with 

the initial pass ignored; p  P(l), l  L 

p0(l) upcoming pass for each lot l ; that is, p0(l) is the first element in the set P(l). For 

example, assuming that step 2 in the route of the device in lot l is the next step, 

then pass 2 will be the upcoming pass; p0  P(l), l ∈ L 

p1(l) the last pass for lot l ; that is, p1(l) is the last element in the set P(l). For example, 

assuming a lot has a total of four passes, then pass 4 will be the last pass; p1  

P(l), l  L 

P(k) set of passes for each key device k; P(k)  P, k  K 

M(k,p) set of machines that can process pass p of key device k; i  M(k,p), k  K, p 

P(k)   

M(l,p) set of machines that can process pass p of lot l; i  M(l,p), l  L, p  P(l) 

P(l,i) set of passes considered during the planning horizon for each lot l such that these 

passes can be processed by machine i; p  P(l,i), l  L, i  M(l) 
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R(i,l,p) set of subroutes that use machine i to process pass p of lot l; r R(i,l,p), i  M, l 

 L(i),p P(l,i) 

Parameters and data 

bλt number of tooling pieces from family t required by setup λ 

C normalizing constant associated with the various key device shortages 

Hi (capacity) number of hours available on machine i over the planning horizon; that 

is, the total machine hours less the amount of time used to process the initial lot if 

machine i has an initial lot 

tooling

tn  number of tooling pieces available from family t  

devices

ln  number of devices (chips) in lot l 

min_key

pkn  minimum number of devices associated with key device k  that are 

required to be processed over the planning horizon during pass p 

ilr processing rate of lot l on machine i using subroute r (devices per hour) 

wlp weight (benefit) associated with processing lot l during pass p (function of lot age 

and the remaining planned cycle time) 

short

k  weight (penalty) associated with shortage of key device k 

εr penalty for choosing subroute r; for the preferred subroute εr = 0. 

εM penalty on the number of machines used 

εT penalty on the makespan 

STi number of hours required to finish the initial lot on machine i if one exists, 0 

otherwise 

load

l  load and unload time for each lot l 

setup

  setup time for each value of  

Decision variables 

p

ilrx  1 if pass p of lot l is processed by machine i using subroute r, 0 otherwise;  i  

M, l  L(i), p  P(l,i), r  R(i,l,p) 

yiλ 1 if machine i uses setup λ, 0 otherwise; i  M, λ  Λ(i) 
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short

pk  shortage of key device k at pass p; k  K, p  P(k) 

tmax latest completion time among all machines processing lots (makespan) 

ti total time used by machine i to process lots; i  M 
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The objective function (13a) has four terms.  The order of importance is the 

same as the order of terms.  The first term is the weighted sum of key device shortage. 

The shortage variable short

pk  indicates the amount of shortage for each pass p of key 

device k upon the production target min_key

pkn  of each pass for the key device k.  The 

production target is same for each pass and the penalty of shortage is also same for each 

pass.  However, this can be modified if desired by changing parameter short

k .  The 

second term is the weighted sum of lots that are processed.  The third term is the total 

number of machines that are being used and the last term is the makespan.  The details 

about penalties that are associated with these four terms can be found the section 4.6.1 in 

the paper, Gao et al. 2015. 

Constraints (13b) ensure each pass of lot can be assigned to at most one machine 

with one route.  Constraints (13c) also limit at most one setup can be installed on each 

machine.  Constraints (13d) ensure if machine is set up with tooling, then the number of 

passes of lot that are processed should not be larger than |P(l,i)|, the number of passes of 

lot l that can be processed on machine i.  Constraints (13e) limit the total number of 

tooling pieces that are being used from tooling family t should not exceed the total 

available tooling pieces. 

Constraints (13f) show how to calculate the total time used by a machine 

including setup, loading, unloading and lot processing times.  We do not include the 

time for processing initial lots if there are.  Constraints (13g) limit the total time used by 

a machine should not above the total available time for a machine.  Constraints (13h) 

compute makespan for each machine. 

Constraints (13i) calculate the amount of shortage of key devices.  Constraints 

(13j) ensure the precedence relation between two consecutive passes of lot.  In other 

words, in order to assign the pass p+1 of lot l to a machine, we need to make sure the pass 

p of lot must be assigned. 

Constraints (13k) ensure the total accumulated processing time of lot l from pass 

p0(l) to pass p is not greater than the available hours on the machine that processes pass p 

of lot l.  For example, assume that the next pass of lot 12 is 2 and P(12)={2,3,4}.  This 
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means p0(12) is pass 2 and p1(12) is pass 4.  The processing time plus loading and 

unloading time for passes 2,3 and 4 are 10,12 and 5 hours, respectively.  With this 

information, we can calculate that we need at least 27 hours to complete pass 4 of lot 12.  

Now assume that we have two machines and their available times are 24 and 48 hours, 

respectively.  Then, (13k) prohibits the first machine from processing pass 4 of lot 12, 

but the second machine is permitted to process it.   

Although model (13) can accommodate multi-pass lots, it has several shortcomings. 

First, it has no mechanism for resetting machines when they run out of WIP.  This issue 

is addressed by Bard et al. (2013).  Second, there is no explicit indexing of time so there 

is no way in the model to know when each pass of a lot finishes. This is not a concern when 

subsequent passes are assigned to the same machine because sequencing will be implicitly 

enforced.  For the more general case, solutions produced by the model will be infeasible 

when a higher pass of a lot is scheduled before an earlier pass finishes assuming different 

machines for each pass. Nevertheless, we do not solve the MILP with an exact algorithm 

due to its inherent difficulty so this situation does not arise here.  Instead, we use our 

reactive GRASP that takes into account lot sequencing on each machine.  For a two-stage 

optimization-based heuristic for dealing with lot timing, see Gao et al. (2015). 

4.5 Solution Methodology 

The GRASP uses a two-level decomposition scheme designed to ensure reasonable 

runtimes for scheduling single passes (Deng et al. 2010).  The procedure is based on the 

observation that if we fix the y-variables in model (13), a much easier problem results.  

Fixing the y-variables means that machine setups are given, leaving only the subroutes 

and lot assignments to be made.  Phase I of the GRASP is designed to find high quality 

feasible solutions by randomly selecting the y-variables in a greedy manner and then 

solving the remaining problem to get the x-variables.  This process is repeated for a 

given number of iterations; in phase II, a subset of the candidates that are uncovered in 

phase I are improved with a high-level neighborhood search. 

For the extended problem of scheduling multiple passes of lots, we use a three-

step methodology.  In step I, we read the input files and construct a schedule for the 
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current lots in WIP with the GRASP.  Only the first pass of the lots is considered.  In 

step II, we read the step I solution and generate second and higher pass schedules for 

each lot after it finishes its first pass.  In step III, machines are reset when they run out 

of WIP and then assigned new lots that may include previously unscheduled lots awaiting 

their first pass as well as higher-pass lots.  Each step further increases machine 

utilization.  

A critical factor when deciding which y-variables to fix in phase I at each iteration 

of the GRASP is the benefit that can be achieved by processing a lot.  The benefit 

calculation of an unassigned lot l ∈ L is as follows: 

( ) ( / C) min{ , ( )} {sh( 0} { { }}
l

chips

l d l l l lben l w w n sh d I d I d K P        (14) 

where lw  is the weight associated with processing lot l, C is normalizing constant 

associated with the various key device shortages, chips

ln  is the number of chips in lot l, 

ld  is the device contained in lot l and { }I   is an indicator function equal to 1 if the 

phrase α is “true” and 0 otherwise.  The second term in (14) is the unit shortage penalty 

associated with chips in lot l.  If ld K , then 
1l

k

dw w , where 
1

kw  is the penalty 

associated with shortage of key device k.  The magnitude of the penalty can be varied 

depending on min{ , ( )}chips

l ln sh d . 

 The value of ben(l) is used to construct a restricted candidate list (RCL) of 

attractive setups for each available machine.  Letting SIM be the set of identical 

machines, a scoring list is also maintained to grade each pair (j, λ)  SIM × Λ(j).  

Feasible solutions are constructed by randomly selecting (j, λ) combinations from the 

RCL until all available capacity is used.  Each element in the list is a triplet consisting of 

some j  SIM, a tooling setup λ  (j), and the corresponding benefit ben(j, λ, L0), where 

L0 is the set of unassigned lots.  The benefit is computed by solving the following 

knapsack problem 
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where ben(l) is the value calculated in (14) when lot l  L0 is assigned to machine i ∈ 

SIMj.  The term devicess

l ilrn 
 
is the time required to process lot l on machine i with 

tooling setup λ, and subroute r = argmax{ilr : r ∈ R(i, l, p)}.  The decision variables zl, 

∀ l ∈ L(j λ) ∩ L0 are binary such that zl = 1 when lot l is assigned to machine i  SIMj at 

pass p, and 0 otherwise.  The elements in RCL are sorted in nonincreasing order of 

ben(j, λ, L0) and one is selected at random.  The list is then updated and the process is 

repeated until all machines are set up, implying that the y-variables in (13) are fixed.  At 

this point, the corresponding values of the x-variables are determined by solving the 

reduced MILP. 

4.5.1 Hierarchy setup with key devices 

When we reset a machine, several factors must be taken into account.  First, we 

need to consider how long each changeover takes, as well as whether the resulting set up 

can process key devices, assuming that targets have not yet been met.  When a machine 

runs out of WIP, we have information about its current tooling, package size, flow and 

temperature which define the parameter λ.  By comparing the current λ value with 

candidate λ values, we can classify all feasible setups by priority.  Table 4.3 lists the 

seven possibilities.  When changing more than one component at a time, we take the 

maximum changeover time of the components.  For example, if tooling and package 

size are to be changed, then the total changeover time is the same as when package size 

only is changed.  In Table 4.3, “Y” signifies a change in the corresponding component 

while “N” means keep the component.   
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Table 4.3. Priorities for machine setups and changeovers  

Priority Tooling Package size Flow 

1 Y N N 

2 N Y N 

3 Y Y N 

4 N N Y 

5 Y N Y 

6 N Y Y 

7 Y Y Y 

 

Following the hierarchy setup order reduces the changeover time for resetting 

machines.  However, one of our objectives is to meet the production targets for key 

devices.  If we adhere to the priorities in Table 4.3, it is likely that in some cases, 

machines will be reset to process lower priority devices even though they can be reset to 

process key devices by incurring a greater changeover time.  Given the importance of 

key devices, the second option is preferred.  Therefore, instead of adopting a strict 

hierarchy, exceptions are made to maximize key device production.  

The algorithm in Figure 4.2 describes how machines are hierarchically reset in 

light of key device considerations.  We start with the current machine instance i0 and 

setup configuration λ0, and then iterate over all feasible λ  Λ(i0).  The data structures 

used in the algorithm include: 

current_best_lambda_priority: Integer variable that holds the priority value 

associated with the best λ found up through the current iteration 

machine_lambda_benefit: For the current machine i0, a list whose entries contain two 

fields: (i) setup index λ whose priority value is equal to 

current_best_lambda_priority, and (ii) the corresponding benefit(λ) 

current_best_lambda_keydevice: Boolean variable initiated as <false> and reset to 

<true> when the first λ is found that can process a key device 
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For each λ, we record its relative priority with respect to λ0 and store the “best” 

value in current_best_lambda_priority.  We concurrently calculate the benefit that 

would result from performing the changeover and store it with previously examined 

candidates.  The list that holds the benefit(λ) is called “machine_lambda_benefit” and 

grows by one each time a new setup is found with priority equal to 

current_best_lambda_priority.  Recall that the lower the priority number the better. 

While iterating over λ, the flag current_best_lambda_keydevice is set to <true> 

the first time a λ is encountered that can process a key device.  Each time a new λ is 

evaluated we need to check whether it can process a key device.  The list 

machine_lambda_benefit is initialized as empty and extended each time a λ is found with 

priority equal to current_best_lambda_priority.  We skip all λs that can only process 

regular devices as well as those whose priority value is greater than 

current_best_lambda_priority.   

If we have previously found a λ that can process a key device and the current λ, 

call it λnew, can also process a key device, then a comparison between the priority of λnew 

and current_best_lambda_priority is made.  If λnew is preferred (lower priority value), 

then we update current_best_lambda_priority and reinitialize the list 

machine_lambda_benefit with λnew and benefit(λnew).  Similarly, if we have not found 

any λ that can process a key device and the current λ cannot either, then the same logic is 

followed.  As the iterations progress, it could be that no λ exists for resetting machine i0.  

In that case, the current setup is maintained and machine i0 remains idle until the next 

opportunity arises for changing over a machine. 
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Figure 4.2. Flowchart for hierarchy machine changeover 

4.5.2 Partial initial setup 

In some circumstances a machine may only be partially configured at time zero. Not all 

machines are running at all times, so when a machine runs out of WIP and it is not 

beneficial or feasible to reset it at that time, one or more of its components may be 

removed for use on another machine. For example, we might have a machine that has 

package size and flow components, but no tooling.  In this case, instead of treating that 

machine as empty, it would be better to try to keep as many components as possible in an 

effort to reduce the changeover time.   

Table 4.4 gives several examples of full and partial initial setups. The first three rows of 

the table include full setups. The fourth row is a partial setup that has tooling and flow.  

The fifth row is a partial initial setup that has only flow.  In general, changing flow takes 

the most time among three components so is worth keeping flow when we reset a 

machine. 
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Table 4.4. Examples of (partial) initial setups 

Machine family 

name 

Machine 

instance 

Initial tool 

family 
Temperature 

Package 

size 
Flow 

MF 1-64 CLFTEA10 6516230D 1 3×3 STD 

MF 2-64 CLFTEA11 6522167C 1 6×5 CLIP 

MF 5-128 CLFTEA12 6484062B 2 4×4 STD 

MF 2-64 CLFTEA13   4×4 STD 

MF 0-64 CLFTEA14    STD 

 

4.6 Implementation 

In this section, we describe how we modified the GRASP to include hierarchically setup 

logic and preference for key device lots. Before presenting the details, we identify the 

relevant input parameters.  The first is the “hierarchy_setup” flag, which is set to 1 if the 

tooling  package size  flow sequence is enforced during a new setup, and 0 if these 

components can be selected simply based on the benefit they provide. The second is the 

“key-device-consideration” flag, which is set to 1 if lots with key devices are prioritized 

over hierarchical considerations, and 0 if we follow the hierarchical setup rule without 

exception.  The third is the “resetup_option” flag, which is set to 1 if changeovers are 

permitted when a machine finishes processing its allocated lots, and 0 otherwise. 

4.6.1 Key devices with hierarchical setup 

The augmented logic used to account for the case where the hierarchy-setup flag and key-

device-consideration flag are both set to 1 is given in the pseudocode below.  The 

following notation is used in the description. 

Sets and indices  

Λ(i) set of feasible setups that are compatible with machine i;   , i  M

M  set of machines that have partial initial setups; M  M 

R(i, λ,l) set of subroutes used by machine i to process lot l with setup  

CL candidate list of lots  

CL(i, λ) set of combinations of lots that can be processed by machine i with setup 

λ; l ∈ CL(i, λ) 
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Algorithm symbols 

mlb all feasible machine-setup pairs (i, ) and corresponding benefits 

cblp current best lambda priority   

clk whether current lambda can process key devices or not  

cblk whether any lambda can process key devices is found or not 

tc(i) completion time of last lot assigned to machine i 

 

Input data 

Hi planning horizon for machine i 

dl device contained in lot l 

Hierarchical_Resetup_with_Key_Devices_Algorithm 

Input: machine i, Λ(i), CL 

Output: machine_lambda_benefit (mlb) 

Step 1: Set current_best_lambda_priority (cblp) = ∞, current_lambda_keydevice (clk) = 

<false>, current_best_lambda_keydevice (cblk) = <false> 

Step 2: Build CL(i, Λ(i)) 

Step 3: For each λ in Λ(i) 

Calculate priority of λ 

Rank lots in CL in non-ascending order of benefit 

For each l in CL 

 Find r in R(i, λ,l) with the largest PPH 

 If required_time ≤ Hi – tc(i), then 

  CL(i, λ) ← CL(i, λ)  {l} 

  If dl ∈ K, then 

   clk ← <true> 

  If clk = <true> and cblk = <true>, then 

   If priority of λ < cblp, then 

    Initialize mlb 

    mlb ← CL(i, λ) 

    cblp ← priority of λ 

   Else if priority of λ = cblp, then 

    mlb ← CL(i, λ) 

  Else if clk = <true>and cblk = <false>, then 

   Initialize mlb 

   mlb ← CL(i, λ) 

   cblp ← priority of λ   
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Step 1 and 2 can be executed in constant time and Step 3 takes O(|Λ(i)|  |CL|  

|R| + |CL|  log(|CL|)), where R is the set of all subroutes.  Thus, the algorithm has time 

complexity O(|Λ(i)|  | |R| + |CL|2  log(|CL|)).  

4.6.2 Data structures and corrective action for partial initial setups 

Our GRASP runs iteratively, first fixing the y-variables and then solving for the lot 

assignments to arrive at a complete solution.  These steps are repeated for a given 

number of iterations, and each time an improved solution is found, the incumbent is 

updated.  Fixing the y-variables means machine setups are treated as parameters when 

solving for the lot assignments.  When a machine is only partially configured with 

tooling at time zero, it cannot be assigned lots until its setup is complete. The algorithm 

given below addresses this situation. 

The main idea is we find a complete setup for all machines missing components 

so they can be assigned lots.  In the algorithm, the data structure 

“partial_initial_setup_list” contains all the machines at time zero to be considered.  The 

“machine_lambda_benefit” data structure includes all feasible machine-setup pairs, that 

is (j,), and their corresponding benefit as determined by Eq. (15). 

The pseudocode Partial_Initial_Setup_Algorithm given below 

indicates modifications made to the GRASP to deal with incomplete setups.  In order to 

fully configure each machine, we iterate over Steps 1 through 4 until all machines have 

been addressed.   

Partial_Initial_Setup_Algorithm 

Input: partial_initial_setup_list, M  M; candidate_lot_list (CL) 

Output: Complete setups for all machines 

Step 1: For all i in M  

Step 2: Do Step 3 in the 

Hierarchical_Resetup_with_Key_Devices_Algorithm 

Step 3: If machine_lambda_benefit (mlb) is not empty, then 

pick the best setup in mlb and update information 
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 Else  

designate machine i as idle  

Step 2 takes O(|Λ(i)|  |CL|  |R| + |CL|  log(|CL|)) as we stated previously, while 

Steps 1 and 3 take constant time.  The loop from Step 1 to Step 3 requires at most |M | 

iterations.  Therefore, the complexity of the algorithm is O((|Λ(i)|  |CL|  |R| + |CL|  

log(|CL|))  |M|). 

4.7 Computational Results 

The GRASP was coded in C++ and all computations were performed on a Windows 7 

platform with 4 GB RAM and an Intel Core processor i5 running at 1.40 GHz.  For 

development and testing purposes, we worked with 10 real data sets provided by an East 

Asian AT facility of a leading semiconductor company.  The number of phase I GRASP 

iterations was set to 200 and the planning horizon was fixed at 48 hours.  The 

characteristics of three of the data sets are highlighted in Table 4.5.  The third column 

identifies the parameter values that set them apart.  The parameter “# of total lots” refers 

only to those lots for which a feasible setup existed (for many lots, either there was no 

route in the route file or one of the setup components did not exist in the respective file – 

a common problem with industry data).  Because the performance of the GRASP for all 

10 data sets was relatively constant, we have omitted the analysis of the remaining seven. 
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Table 4.5. Characteristics of input data sets 1 to 3 

Data set Parameter Value 

Data set 1 

# of regular devices 83 

# of key devices 100 

# of initial lots 66 

# of total lots 2028 

# of tooling instances / # of tooling families 1376/498 

# of machine instances / # of machine families 93/14 

# of machines that have initial setup 72 

# of package sizes 39 

# of flows 3 

Data set 2 

# of regular devices 168 

# of key devices 4 

# of initial lots 76 

# of total lots 1600 

# of tooling instances / # of tooling families 1394/505 

# of machine instances / # of machine families 93/15 

# of machines that have initial setup 71 

# of package sizes 39 

# of flows 3 

Data set 3 

# of regular devices 148 

# of key devices 6 

# of initial lots 73 

# of total lots 1691 

# of tooling instances / # of tooling families 900/500 

# of machine instances / # of machine families 93/14 

# of machines that have initial setup 88 

# of package sizes 36 

# of flows 3 
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In Table 4.6, we compare three different setup time scenarios for data set 1 to 

determine how setup time reductions affect system performance under three different flag 

settings (the same statistics for other data sets 2 to 10 are in Appendix C).  The three 

fields in the first column represent tooling/package size/flow setup times in hours.  For 

example, 3/8/16 specifies a 3-hour setup time for tooling, an 8-hour setup time for 

package size, and a 16-hour setup time for flow.  The entries in the second column are, 

for the most part, self-explanatory.  Some clarification, though, may be helpful.  Each 

lot contains a number of chips of the same device.  Two lots may contain the same 

device but a different number of chips.  Note that the unit of total throughput is lots and 

the unit of total key device shortages is chips.   The benefit associated with a lot is 

calculated with Eq. (14).  The average machine utilization is calculated as ‘total 

machine running hours’ / ‘total hours machines are available’, where machines not used 

are not included the equation.  Also, runtimes reflect a single pass (operation) for all lots 

processed.  
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Table 4.6. Comparison of different setup times for data set 1 

Setup time (hr) Output statistics Case 1† Case 2 Case 3 

3/8/16 

Weighted sum of key device 

shortages  
497,508  104 573,510  104 536,894 104 

Total key device shortages (chips) 2,190,607 2,531,320 2,367,452 

Weighted sum of lots 1,372,180 1,242,670 1,252,010 

Total throughput (lots) 1,189 1,160 1,145 

Objective function value 497,355  104 573,371  104 536,754  104 

Runtime for single-pass (min) 33 33 36 

Average machine utilization  0.9801 0.9775 0.9770 

# of setup changes 32 29 29 

2/4/8 

Weighted sum of key device 

shortages  
495,231  104 568,207  104 511,487  104 

Total key device shortages (chips) 2,180,388 2,507,405 2,254,409 

Weighted sum of lots 1,394,180 1,270,820 1,310,490 

Total throughput (lots) 1,201 1,174 1,176 

Objective function value 495,076  104 568,064  104 511,340  104 

Runtime for single-pass (min) 35 35 36 

Average machine utilization  0.9819 0.9786 0.9806 

# of setup changes 37 34 35 

1/2/4 

Weighted sum of key device 

shortages  
485,323  104 554,527 104 501,887  104 

Total key device shortages (chips) 2,135,882 2,446,493 2,211,067 

Weighted sum of lots 1,419,920 1,293,950 1,340,070 

Total throughput (lots) 1,216 1,185 1,184 

Objective function value 485,166  104 554,382  104 501,737 104 

Runtime for single-pass (min) 42 37 37 

Average machine utilization  0.9864 0.9823 0.9812 

# of setup changes 47 38 39 

† Case 1: hierarchy and key-device-consideration flags = 0 

 Case 2: hierarchy flag = 1, key-device-consideration flag = 0 

 Case 3: hierarchy and key-device-consideration flags = 1 

 

The last three columns in Table 4.6 list the three scenarios investigated, which are 

defined by how the hierarchy-setup flag and the key-device-consideration flag are set.  

Case 1 corresponds to both flags at 0.  Case 2 represents only the hierarchy-setup flag 

set to 1 while Case 3 represents both flags set to 1.   
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4.7.1 Analysis of setup time 

Not surprisingly, smaller setup times always result in more lots being processed, but the 

differences are not significant with respect to most measures.  For example, for Case 1, 

1,189 lots were processed with the setup times 3/8/16 and 1,216 lots with the setup times 

1/2/4.  Thus, the total throughput increased 2.2% when setup times were cut to 

approximately a third of their original values. 

With the setup times 3/8/16, we have 32 changeovers, requiring 32×3 = 96 hours.  

Note that Case 1 does not consider package size or flow so we only have tooling changes.  

For setup times 1/2/4, we have 47 changeovers requiring 47×1 = 47 hours.  This gives a 

savings of 49 hours.  The average time for processing a lot is nearly 3 hours, so we can 

process approximately 49/3 = 16.33 more lots in theory; actually, 27 more lots were 

processed which is considerably more than the average.  As can be seen in Table 4.6, 

however, this increment is relatively small compared to the total number of lots 

processed. 

In addition to the total throughput, we are interested in the increase in the number 

of key devices that can be processed when setup times are reduced.  For our data sets, 

by reducing setup times from 3/8/16 to 1/2/4 we can process 8 more lots, or 54,725 more 

chips.  Recall that each lot contains a different number of chips and that target values 

are given in units of chips and not in lots.  Taking this into account, the results in Table 

4.6 indicate that the shortage of key devices decreased from 2,190,607 to 2,135,882, 

which is equivalent to 2.49%.  Again, this percentage is relative so absolute values may 

be more informative.  

Another measure that is affected by the setup time is the average machine 

utilization.  In Table 4.6, we see that this value increased only marginally (0.006%) as 

setup times were decreased.  However, this may not be always the case.  Because by 

default we do not schedule lots whose completion time is beyond the planning horizon, 

each machine may have significant idle time, especially when lots have long processing 

times.  These conditions can lead to situations where machine utilization does not 

noticeably increase as setup times decrease. 
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Now, we compare the results for Case 1 for the various setup time combinations 

to Cases 2 and 3.  Intuitively, the results for Case 1 should never be worse than the 

results for the other two cases because Case 1 is less restrictive. 

One thing that should be mentioned is that better objective values do not 

necessarily mean that more lots are processed.  Less throughput can be associated with a 

better solution if more lots with key devices are processed because such lots have a much 

higher benefit than regular lots.  For example, with setup times 3/8/16, more lots are 

processed in Case 2 than in Case 3 (1,160 vs. 1,145) but its objective function value is 

larger than the Case 3 objective function because the total key devices shortages are 

larger (2,531,320 chips for Case 2 vs. 2,367,452 chips for Case 3). 

Cases 2 and 3 consider both package size and flow changeover times which are 

much longer than tooling changeover times. When these times are reduced from 3/8/16 to 

1/2/4, the total throughput for Case 2 increased by 2.1%, and for Case 3 by 3.4%.  

Analogously, the incremental production of key devices also increased.  The increases 

for the three cases are 54,725, 84,827 and 156,385 chips, respectively, which correspond 

to a decrease in key device shortages of 2.49%, 3.35% and 6.6%.  Similar to Case 1, 

machine utilization increased only marginally, while key devices shortages decreased by 

up to 6.6%.  This level of reduction implies a measurable improvement in revenue and 

customer satisfaction. 

4.7.2 Analysis of hierarchy setup with key device consideration for single-pass 

Recall that when the hierarchy-setup flag is set to 1, package size and flow changeover 

times are taken into account when a new setup is called for. However, when the key-

device-consideration flag is 1, this takes precedence over the former flag so it is 

permissible to violate the hierarchy rule in order to process more key device lots.  This 

is the situation with Case 3.  If no feasible changeovers are available that will increase 

the production of any key device, then the hierarchy rule is followed, which is equivalent 

to Case 2.  In other words, if there are no key devices that can be processed, then the 

setup changes made in Case 3 are the same as in Case 2. Otherwise, the solution to Case 

3 should provide a better objective function value. 
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To see the impact of the key-device-consideration flag, we compare the key 

device shortages between Cases 2 and 3.  The first thing we observe is that we can 

process 163,868 more key device chips with setup times 3/8/16 when the key-device-

consideration flag on.  This translates into a 6.9% improvement.  Similarly, when key 

devices take precedence over hierarchical setups, we can process up to 252,996 more 

chips with setup times 2/4/8.  This implies a shortage reduction of 10.08%. 

From the Table 4.6, we can also see that Case 3 has at least as many changeovers 

as Case 2 regardless of setup times.  When a machine runs out of WIP, it needs to be 

reset.  At that time, if we have multiple candidates, i.e., we have more than one setup 

that is at the same level in the hierarchy, we select the one that provides the largest 

benefit.  That setup may or may not be able to process more lots than the other 

candidates because the benefit is derived from the weighted sum of feasible lots and not 

the number of lots.   

Of course, if there is no consideration of key devices there is a greater chance that 

more lots will be processed before a second changeover is called for.  Figure 4.3 

illustrates this point for a single machine that currently has setup 1 and is out of WIP.  

When the key-device-consideration flag is on, two changeovers are performed over the 

planning horizon. The first goes from 1 to 4 and requires 3 hours; the second goes from 4 

to 2 and requires 2 hours. Contrast this with the situation where the key-device-

consideration flag is off, also shown in the figure.  In this case, only a single changeover 

is performed.  Machine 1 is goes from setup 1 to setup 2 in 1 hour and can process lots 2 

and 3.  However, setup 4 can process a key device lot so it is preferred when the flag is 

on.   
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Figure 4.3. Different setup sequences as function of key-device-consideration flag 

 

This example demonstrates why there may be more changeovers for Case 3 than 

for Case 2. Moreover, following the hierarchy rule only, reduces the number of 

changeovers and allows for more lots to be processed, but not necessarily key device lots. 

When both flags are off, this is more evident since package size and flow setup times are 

not taken into account. 

4.7.3 Single-pass vs. multi-pass results with hierarchy setups and key device 

considerations 

In this section, we compare results for the case in which some lots undergo 

several operations during processing with the case where planning is only for a single 

step at a time.  We need to point out that the way of measuring key device shortages 

here is different than in the previous section and reported in Table 4.6.  The results in 

Table 4.6 are for a single pass only so it was only necessary to check the number of key 

devices processed when calculating shortages.  Table 4.7 presents the results for mixed 

lots where some require one pass while others require up to five passes.  In the latter 
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case, all steps in the route must be completed to avoid a shortage.  Accordingly, the total 

key device shortages for single-pass lots should now be larger than the values in Table 

4.6.  For data sets 1, 2 and 3, each lot has an average of 1.587 steps in its route. 

As can be seen in Table 4.7, the multi-pass algorithm obtains a 13.07%, 42.76% 

and 8.62% reduction, respectively, for the three data sets with respect to total key device 

shortages when compared to the single-pass algorithm.  In addition to these shortages, 

the multi-pass algorithm provides an increase of 20.36%, 31.35% and 37.59% in 

weighted throughput in comparison to the single-pass algorithm.  The percent 

differences were calculated as follows. 

Difference = 100% (multi-pass value – single-pass value)/single-pass value 

Of course, the amount of improvement going from single-pass to multi-pass processing 

varies with the characteristics of the input data, e.g., as the number for key devices that 

require multiple passes increases the improvement is greater.  Regardless, though, the 

results in Table 4.7 indicate that it is measurably better to consider the full route of a 

device whenever practical.  Only considering one step at each planning iteration is likely 

to undermine system performance. 
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Table 4.7. Comparison of weighted key devices shortages 

Data 

set 
Output statistics Single-pass  Multi-pass  

Difference 

(%) 

1 

 

Objective function 26,781  106 23,294  106 –13.02 

Total key device 

shortages 
11,890,799 10,336,487 –13.07 

Weighted sum of key 

device shortages 
26,782  106 23,296 106 –13.01 

Weighted sum of lots 1,252,010 1,506,980 20.36 

2 

Objective function 69,103  104 39,337  104 –43.07 

Total key device 

shortages 
271,850 155,592 –42.76 

Weighted sum of key 

device shortages 
69,291  104 39,607  104 –42.83 

Weighted sum of lots 2,085,290 2,739,070 31.35 

3 

Objective function 495,464  107 450,956  107 –8.98 

Total key device 

shortages 
7,138 6,522 –8.62 

Weighted sum of key 

device shortages 
497,450  107 453,755  107 –8.78 

Weighted sum of lots 195,744  105 269,327  105 37.59 

 

4.8 Summary and Discussion 

There are many considerations that planners must take into account when 

scheduling back-end operations at semiconductor assembly and test facilities.  In this 

research, we evaluated the performance of such a facility for the short-term problem of 

scheduling single-pass and multi-pass operations under different rules.  These included a 

combination of (i) following hierarchical setups and (ii) giving priority to key device lots.  

One of our goals was to determine the effect of setup time reduction on the system as 

measured by key device shortages and weighted throughput.  We also wished to 

compare the results produced by our single-pass and multi-pass algorithms when machine 

setups require multiple resources.   
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Using real factory data, the computational results indicated that following the 

hierarchy setup rule while prioritizing key device lots can reduce key device shortages by 

up to 10.08%.  Furthermore, reducing setup times by a factor of 3 can reduce key device 

shortages by up to 6.6% and increase the total number of lots processed by up to 39 

(223,571 chips) over a two-day period.  These results confirm that each setup 

component (tooling, package size, flow) plays a role in determining facility efficiency.  

Somewhat surprisingly, they also show that the hierarchy setup rule has only a very small 

effect on overall performance.  To meet critical production targets, though, key device 

lots should always be given priority.   

In the future, we plan to modify the code so it is more robust in the face of data 

errors, a common problem in industry, and to offer planners more options for dealing 

with setup components.  For instance, when the hierarchy-setup flag is on, the hierarchy 

rule has to be strictly followed but this might not be the best approach for each machine.  

In some cases, it may desirable not to change the package size under any conditions.  

With respect to tooling, currently, we can accommodate multiple tooling pieces from the 

same family on each machine, along with package size and flow.  For some new 

machines, though, setups call for multiple tooling pieces from different families. This 

should be a straightforward extension, but other enhancement may require a partial 

redesign of the setup logic. 
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Chapter 5. Conclusions 

In this dissertation, we investigated three problems: a deterministic and stochastic shift 

scheduling problem with flexible breaks for airport ground handlers, and a hierarchy 

machine setup problem for semiconductor assembly and test operations. 

We showed that using flexibility is definitely beneficial for the majority of 

instances examined in Chapters 2 and 3, whether for shifts or breaks alone or in 

combination.  In Chapter 2, it was confirmed that scheduling breaks in advance when 

demand is known leads to better results than when scheduling them in real-time.  We 

also showed that the proposed rolling horizon approach can handle demand disruptions 

better than the deterministic models. 

In Chapter 4, we confirmed that setup time reduction can be a key role in meeting 

customer demand in a timely manner in assembly and test facilities.  In addition, 

following the hierarchy rule while prioritizing key device lots can process more key 

devices than strictly following the hierarchy rule.  Also, when some devices require a 

sequence of tests, considering reentrant flow characteristic significantly improves the 

throughput.   

This dissertation contributes to the existing literature in the following ways.  

First, we show that the rolling horizon approach is an effective way of handling 

randomized demand for shift and break scheduling problems.  This translates directly to 

other applications of personnel scheduling in the service industry where non-standard 

shifts are the norm.  For example, the railway industry may have similar needs to 

schedule their employees to perform maintenance.  In addition, this rolling horizon 

approach can be also useful for scheduling breaks during nurse shifts. In the hospital 

environment, disruptions and emergencies often call for real-time adjustments in 

assignments. 

Our mathematical model of the two-stage stochastic shift scheduling problem 

with flexible breaks can be also useful others doing research on personnel scheduling 

problems with flexible breaks under stochastic demand. 
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We also show that GRASP can be an effective way to guide decisions related to 

machine setups and lot assignments in factories unique complex requirements.  

Considering many rules to follow for scheduling lots and setting up machine at a 

particular factory makes the problem difficult to solve directly by using exact IP 

techniques. 

In addition to our contributions, there are also some potential research 

opportunities regarding the problems studied in this dissertation.  First, for the problem 

of shift scheduling with flexible breaks under stochastic demand, it is worth exploring 

other algorithms for solving Lagrangian dual problem such as the bundle method.  

Second, more work and new ideas should be brought to the multi-stage stochastic 

optimization that go beyond (approximate) dynamic programming.  Solving the two-

stage problem was only the first step.  For the problem of hierarchy machine setup, we 

can try to modify the algorithm to handle more robust cases.  For instance, currently 

when the hierarchy setup flag is on, the hierarch rule should be strictly followed, but 

there might be some exceptions to these cases in reality.  Also, the current version of 

code can only handle a single tooling piece during setup.  On some newer machines, 

testing is done with multiple tooling pieces so an extension of the code is needed for 

those situations.     
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Appendix A. Sampling Procedure for Arrival Time Delays 

The procedures and modifications for sampling flight delays are a function of the delay 

distribution, which depends on the point of origin.  We begin with the log-logistic 

distribution F(,) for a given scale parameter  and a given shape parameter .  For 

sampling purposes, we define a minimum value l (< 0), random rational number p, and 

the update iteration number n with the goal of obtaining a sample delay d.  Since the 

log-logistic distribution is continuous on the set of positive real numbers, we add the 

minimum value l when we sample to allow for negative delays (i.e., early arrivals). 

Sampling_Procedure_Log-logistisc_Distribution 

Input: Log-logistic distribution with known parameters l, n 

Output: Sample delay d 

Step 1: Generate a random rational number p from U[0, 1] 

Step 2: If n = 1, then 

Generate a sample value d such that d = F-1(p; α, β) = 1/( / (1 ))p p   + l 

Else 

Modify parameters based on the number of updates n by putting n

 n, l ln  

Generate a sample value d where d = F-1(p; α, β) = 1/( / (1 ))p p   + l 

Rounding a sample delay d and Return 

In the analysis, we used the following parameter values. 

Asia:  =51.6,  = 3.84, l = 50 

America:  =74.7,  = 4.73, l = 86  

Other:  = 52.76,  = 4.47, l = 47 

For flights originating in Germany and the remaining European countries as a 

whole, we constructed empirical delay distributions from the original flight arrival data. 

For notation purposes, let m be the number of flights in either of the corresponding data 

sets.  The delays associated with each of the m flights are arranged in nondecreasing d1, 

d2,…,dm, and then grouped into k adjacent intervals [aj1, aj), such that the jth interval 
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contains mj delays, j = 1,…,k.  We define a minimum value l (< 0), maximum value u (> 

0), random rational number p, and the update iteration number n.  Note that a0 is the 

minimum value l and ak is the maximum value u.  Our piecewise linear empirical 

distribution function G(d) for delay d is specified as follows: G(a0) = 0 and G(aj) = (m1 + 

m2 +   + mj)/m.  Then, interpolating linearly between the aj’s, we define 
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 (5b) 

 

Sampling_Procedure_Empirical_Distribution 

Input: Empirical distribution G(d) from Eq. (5a) with known parameters l, u, n along 

with the intervals [a0, a1), [a1, a2), . . . , [ak-1, ak] 

Output: A sample delay d 

Step 1: If n > 1, then put l  l/2n, u  u/2n and aj  aj/2
n , j = 1,…,k  \\ first update 

when n = 1 

Step 2: Draw a random rational number p from U[0,1]. 

Step 3: Find the interval aj1 and aj such that G(aj-1) ≤ p ≤ G(aj); solve Eq. (5b) after 

setting G(d) = p to find a sample delay d.  

  

In the analysis, we used the following parameter values. 

Germany: l = 35, u = 97, k = 84 with m = 6579 

Europe: l = 67, u = 136, k = 98 with m =16186 

 

In Section 2.6, we give the Flight_Delay_Update_Procedure which, at 

Step 3, calls one of the above sampling procedures.  For the log-logistic distribution, we 
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multiply the shape parameter by two and divide both the scale parameter and 

minimum value l by two at each update.  For the empirical distribution, we divide the 

minimum value l, the maximum value u and the interval boundary values aj, j = 1,…,k, 

by two at each update  These modifications have the effect of reducing the variance of 

the selected distributions so that as n increases, the sample value approach zero.   
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Appendix B. Computational Results for Perturbation 2 

Table B1. Objective function values and related statistics for fixed shifts 

Break type 
Scenario 

statistics 
RP LR EV EEV WS VSS EVPI 

Single 

break 

{S|X|T} 

1 profile 

Objective 

value 
5760 5878 4920 7099 5581 1339 179 

Shortages 550 − − 4504 − − − 

Runtime (sec) 6 − 0.01 0.1 0.7 − − 

Gap (%) 0 − 0 0 − − − 

Multiple 

fixed 

{M|X|T} 

1 profile 

Objective 

value 
5910 6027 5289 6478 5719 568 191 

Shortages 694 − − 2458 − − − 

Runtime (sec) 9 − 0.02 0.1 1.5 − − 

Gap (%) 0 − 0 0 − − − 

Multiple 

variable 

{M|V|T} 

10 

profiles 

Objective 

value 
5578 5537 4879 6823 5551 1245 27 

Shortages 682 − − 4018 − − − 

Runtime (sec) 1500 − 0.3 0.1 14.8 − − 

Gap (%) 0 − 0 0 − − − 

Fractional 

{F|V|T} 

16 

profiles 

Objective 

value 
5577 5509 4879 6781 5551 1204 26 

Shortages 681 − − 3931 − − − 

Runtime (sec) 4517 − 0.2 0.2 10.8 − − 

Gap (%) 0 − 0 0 − − − 

Fractional 

{F|V|W} 

16 

profiles 

Objective 

value 
− 5427 4879 6272 5551 − − 

Shortages − − − 2879 − − − 

Runtime (sec) 7200 − 0.2 0.3 10.6 − − 

Gap (%) 100 − 0 0 − − − 

 



 130 

Table B2. Objective function values and related statistics for flexible shifts 

Break 

type 

Scenario 

statistics 
RP LR EV EEV WS VSS EVPI 

Single 

break 

{S|X|T} 

1 profile 

Objective 

value 
5533 5921 4547 8867 4965 

3334 567 

Shortages 420 − − 8929 − − − 

Runtime 

(sec) 
1 − 0.2 0.1 1.6 

− − 

Gap (%) 0 − 0 0 − − − 

Multiple 

fixed 

{M|X|T} 

1 profile 

Objective 

value 
5522 5892 4613 8128 5011 

2606 510 

Shortages 410 − − 7266 − − − 

Runtime 

(sec) 
12 − 0.5 0.1 6.5 

− − 

Gap (%) 0 − 0 0 − − − 

Multiple 

variable 

{M|V|T} 

10 

profiles 

Objective 

value 
5364 5108 4424 8692 4871 

3327 493 

Shortages 510 − − 8822 − − − 

Runtime 

(sec) 
2568 − 0.6 0.2 100 

− − 

Gap (%) 0 − 0 0 − − − 

Fractional 

{F|V|T} 

16 

profiles 

Objective 

value 
5359 5000 4374 9311 4849 

3952 509 

Shortages 475 − − 10204 − − − 

Runtime 

(sec) 
5403 − 1 0.2 119 

− − 

Gap (%) 0 − 0 0 − − − 

Fractional 

{F|V|W} 

16 

profiles 

Objective 

value 
− 4951 4364 8166 4847 

− − 

Shortages − − − 7859 − − − 

Runtime 

(sec) 
7200 − 2 0.5 101 

− − 

Gap (%) 100 − 0 0 − − − 
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Appendix C. Additional Output Statistics 

Table C1. Comparison of different setup times for data set 2 

Setup time (hr) Output statistics Case 1 Case 2 Case 3 

3/8/16 

Weighted sum of key device 

shortages 
385,138  103 385,138  103 385,138  103 

Total key device shortages (chips) 151,418 151,418 151,418 

Weighted sum of lots 2,159,590 2,074,990 2,085,290 

Total throughput (lots) 1,235 1,156 1,168 

Objective function value 382,924  103 383,002  103 382,993  103 

Runtime for single-pass (min) 25 26 26 

Average machine utilization 0.9386 0.9206 0.9138 

# of setup changes 40 40 40 

2/4/8 

Weighted sum of key device 

shortages 
385,138  103 385,138  103 385,138  103 

Total key device shortages (chips) 151,418 151,418 151,418 

Weighted sum of lots 2,169,590 2,106,470 2,118,320 

Total throughput (lots) 1,242 1,186 1,198 

Objective function value 382,915  103 382,973  103 382,962 103 

Runtime for single-pass (min) 28 27 26 

Average machine utilization 0.942 0.9308 0.9331 

# of setup changes 42 48 50 

1/2/4 

Weighted sum of key device 

shortages 
385,138  103 385,138  103 385,138  103 

Total key device shortages (chips) 151,418 151,418 151,418 

Weighted sum of lots 2,175,800 2,124,400 2,139,100 

Total throughput (lots) 1,249 1,206 1,222 

Objective function value 382,929  103 382,956  103 382,943 103 

Runtime for single-pass (min) 35 28 25 

Average machine utilization 0.939 0.9267 0.9329 

# of setup changes 43 48 51 
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Table C2. Comparison of different setup times for data set 3 

Setup time (hr) Output statistics Case 1 Case 2 Case 3 

3/8/16 

Weighted sum of key device 

shortages 
426,517  107 426,517  107 426,517  107 

Total key device shortages (chips) 6,138 6,138 6,138 

Weighted sum of lots 202,176  105 194,672  105 195,744  105 

Total throughput (lots) 1,218 1,169 1,171 

Objective function value 424,282  107 424,357  107 424,346  107 

Runtime for single-pass (min) 38 37 37 

Average machine utilization 0.8909 0.8844 0.8759 

# of setup changes 29 29 30 

2/4/8 

Weighted sum of key device 

shortages 
426,517  107 426,517  107 426,517  107 

Total key device shortages (chips) 6,138 6,138 6,138 

Weighted sum of lots 202,746  105 197,037  105 198,348  105 

Total throughput (lots) 1,220 1,187 1,197 

Objective function value 424,276  107 424,334  107 424,320  107 

Runtime for single-pass (min) 37 36 36 

Average machine utilization 0.8886 0.8843 0.8784 

# of setup changes 31 34 34 

1/2/4 

Weighted sum of key device 

shortages 
426,517  107 426,517  107 426,517  107 

Total key device shortages (chips) 6,138 6,138 6,138 

Weighted sum of lots 203,082  105 198,583  105 199,919  105 

Total throughput (lots) 1,226 1,202 1,211 

Objective function value 424,273  107 424,318  107 424,305  107 

Runtime for single-pass (min) 43 40 39 

Average machine utilization 0.8874 0.8827 0.8788 

# of setup changes 31 34 35 
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Table C3. Characteristics of input data sets 4 to 6 

Data set Parameter Value 

Data set 4 

# of regular devices 142 

# of key devices 7 

# of initial lots 63 

# of total lots 1496 

# of tooling instances / # of tooling families 1418/511 

# of machine instances / # of machine families 93/13 

# of machines that have initial setup 89 

# of package sizes 38 

# of flows 3 

Data set 5 

# of regular devices 69 

# of key devices 55 

# of initial lots 57 

# of total lots 1286 

# of tooling instances / # of tooling families 670/335 

# of machine instances / # of machine families 93/15 

# of machines that have initial setup 79 

# of package sizes 36 

# of flows 3 

Data set 6 

# of regular devices 119 

# of key devices 10 

# of initial lots 63 

# of total lots 1956 

# of tooling instances / # of tooling families 1423/513 

# of machine instances / # of machine families 93/14 

# of machines that have initial setup 88 

# of package sizes 35 

# of flows 3 
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Table C4. Characteristics of input data sets 7 to 10 

Data set Parameter Value 

Data set 7 

# of regular devices 105 

# of key devices 25 

# of initial lots 67 

# of total lots 1265 

# of tooling instances / # of tooling families 690/337 

# of machine instances / # of machine families 93/15 

# of machines that have initial setup 79 

# of package sizes 35 

# of flows 3 

Data set 8 

# of regular devices 131 

# of key devices 12 

# of initial lots 69 

# of total lots 1627 

# of tooling instances / # of tooling families 1419/511 

# of machine instances / # of machine families 93/13 

# of machines that have initial setup 91 

# of package sizes 38 

# of flows 3 

Data set 9 

# of regular devices 109 

# of key devices 30 

# of initial lots 66 

# of total lots 1238 

# of tooling instances / # of tooling families 757/371 

# of machine instances / # of machine families 93/13 

# of machines that have initial setup 78 

# of package sizes 35 

# of flows 3 

Data set 10 

# of regular devices 324 

# of key devices 9 

# of initial lots 68 

# of total lots 2811 

# of tooling instances / # of tooling families 1396/507 

# of machine instances / # of machine families 93/15 

# of machines that have initial setup 79 

# of package sizes 39 

# of flows 3 
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Table C5. Comparison of different setup times for data set 4 

Setup time (hr) Output statistics Case 1 Case 2 Case 3 

3/8/16 

Weighted sum of key device 

shortages 
279,926  106 279,926  106 279,926  106 

Total key device shortages (chips) 12,196 12,196 12,196 

Weighted sum of lots 995,643  104 974,480  104 990,196  104 

Total throughput (lots) 1,275 1,249 1,246 

Objective function value 268,656  106 268,868  106 268,710  106 

Runtime for single-pass (min) 22 23 20 

Average machine utilization 0.9404 0.9472 0.9398 

# of setup changes 30 35 34 

2/4/8 

Weighted sum of key device 

shortages 
279,926  106 279,926  106 279,926  106 

Total key device shortages (chips) 12,196 12,196 12,196 

Weighted sum of lots 995,643  104 984,351  104 991,329  104 

Total throughput (lots) 1,281 1,271 1,267 

Objective function value 268,656  106 268,769  106 268,699  106 

Runtime for single-pass (min) 23 23 23 

Average machine utilization 0.9386 0.9412 0.9346 

# of setup changes 32 38 36 

1/2/4 

Weighted sum of key device 

shortages 
279,926  106 279,926  106 279,926  106 

Total key device shortages (chips) 12,196 12,196 12,196 

Weighted sum of lots 995,643  104 994,941  104 994,944  104 

Total throughput (lots) 1,287 1,287 1,275 

Objective function value 268,656  106 268,663  106 268,663  106 

Runtime for single-pass (min) 24 22 24 

Average machine utilization 0.9356 0.9374 0.9271 

# of setup changes 33 38 36 
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Table C6. Comparison of different setup times for data set 5 

Setup time (hr) Output statistics Case 1 Case 2 Case 3 

3/8/16 

Weighted sum of key device 

shortages 
105,526  109 119,829  109 110,636  109 

Total key device shortages (chips) 2,677,261 3,070,341 2,835,754 

Weighted sum of lots 124,089  105 130,189  105 128,148  105 

Total throughput (lots) 1251 1262 1246 

Objective function value 105,512  109 119,815  109 110,621  109 

Runtime for single-pass (min) 25 26 27 

Average machine utilization 0.9734 0.9562 0.9553 

# of setup changes 31 28 25 

2/4/8 

Weighted sum of key device 

shortages 
104,910  109 116,309  109 107,205  109 

Total key device shortages (chips) 2,660,579 2,975,897 2,743,948 

Weighted sum of lots 124,798  105 132,117  105 131,203  105 

Total throughput (lots) 1264 1290 1280 

Objective function value 104,896  109 116,294  109 107,190  109 

Runtime for single-pass (min) 27 28 29 

Average machine utilization 0.9764 0.9601 0.9643 

# of setup changes 33 31 31 

1/2/4 

Weighted sum of key device 

shortages 
104,459  109 115,168  109 105,606  109 

Total key device shortages (chips) 2,648,490 2,945,411 2,701,300 

Weighted sum of lots 126,048  105 133,492  105 132,922  105 

Total throughput (lots) 1267 1313 1300 

Objective function value 104,445  109 115,153  109 105,591  109 

Runtime for single-pass (min) 27 25 26 

Average machine utilization 0.98 0.9655 0.9669 

# of setup changes 38 38 37 
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Table C7. Comparison of different setup times for data set 6 

Setup time (hr) Output statistics Case 1 Case 2 Case 3 

3/8/16 

Weighted sum of key device 

shortages 
909,476  107 909,476  107 909,476  107 

Total key device shortages (chips) 261,374 261,374 261,374 

Weighted sum of lots 123,684  105 113,234  105 115,034  105 

Total throughput (lots) 1,292 1,269 1,265 

Objective function value 908,083  107 908,188  107 908,170  107 

Runtime for single-pass (min) 33 32 27 

Average machine utilization 0.9586 0.9486 0.9527 

# of setup changes 28 23 25 

2/4/8 

Weighted sum of key device 

shortages 
909,476  107 909,476  107 909,476  107 

Total key device shortages (chips) 261,374 261,374 261,374 

Weighted sum of lots 123,908  105 115,552  105 117,122  105 

Total throughput (lots) 1,304 1,304 1,300 

Objective function value 908,081  107 908,164  107 908,149  107 

Runtime for single-pass (min) 33 30 30 

Average machine utilization 0.9615 0.9625 0.9588 

# of setup changes 31 30 28 

1/2/4 

Weighted sum of key device 

shortages 
909,476  107 909,476  107 909,476  107 

Total key device shortages (chips) 261,374 261,374 261,374 

Weighted sum of lots 124,208  105 116,948  105 118,692  105 

Total throughput (lots) 1,313 1,327 1,318 

Objective function value 908,078  107 908,150  107 908,133  107 

Runtime for single-pass (min) 31 35 29 

Average machine utilization 0.9607 0.9646 0.9571 

# of setup changes 32 34 30 
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Table C8. Comparison of different setup times for data set 7 

Setup time (hr) Output statistics Case 1 Case 2 Case 3 

3/8/16 

Weighted sum of key device 

shortages 
555,426  107 555,426  107 555,426  107 

Total key device shortages (chips) 21,786 21,786 21,786 

Weighted sum of lots 165,707  105 164,656  105 164,732  105 

Total throughput (lots) 946 939 942 

Objective function value 553,596  107 553,606  107 553,605  107 

Runtime for single-pass (min) 11 8 9 

Average machine utilization 0.6797 0.6621 0.6816 

# of setup changes 3 3 4 

2/4/8 

Weighted sum of key device 

shortages 
555,426  107 555,426  107 555,426  107 

Total key device shortages (chips) 21,786 21,786 21,786 

Weighted sum of lots 165,793  105 165,164  105 165,329  105 

Total throughput (lots) 947 943 947 

Objective function value 553,595  107 553,601  107 553,599  107 

Runtime for single-pass (min) 12 9 9 

Average machine utilization 0.6794 0.6637 0.6847 

# of setup changes 3 4 5 

1/2/4 

Weighted sum of key device 

shortages 
555,426  107 555,426  107 555,426  107 

Total key device shortages (chips) 21,786 21,786 21,786 

Weighted sum of lots 165,879  105 165,340  105 165,416  105 

Total throughput (lots) 948 945 948 

Objective function value 553,594  107 553,599  107 553,599  107 

Runtime for single-pass (min) 14 9 9 

Average machine utilization 0.6791 0.6638 0.6829 

# of setup changes 3 4 5 
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Table C9. Comparison of different setup times for data set 8 

Setup time (hr) Output statistics Case 1 Case 2 Case 3 

3/8/16 

Weighted sum of key device 

shortages 
755,637  108 755,637  108 755,637  108 

Total key device shortages (chips) 2,264,267 2,264,267 2,264,267 

Weighted sum of lots 113,194  105 112,591  105 112,771  105 

Total throughput (lots) 1311 1315 1306 

Objective function value 755,501  108 755,501  108 755,501  108 

Runtime for single-pass (min) 29 28 29 

Average machine utilization 0.9486 0.9429 0.9397 

# of setup changes 34 30 32 

2/4/8 

Weighted sum of key device 

shortages 
755,637  108 755,637  108 755,637  108 

Total key device shortages (chips) 2,264,267 2,264,267 2,264,267 

Weighted sum of lots 113,194  105 113,056  105 113,078  105 

Total throughput (lots) 1316 1333 1335 

Objective function value 755,501  108 755,501  108 755,501  108 

Runtime for single-pass (min) 30 29 28 

Average machine utilization 0.9493 0.9469 0.9404 

# of setup changes 36 34 36 

1/2/4 

Weighted sum of key device 

shortages 
755,637  108 755,637  108 755,637  108 

Total key device shortages (chips) 2,264,267 2,264,267 2,264,267 

Weighted sum of lots 113,194  105 113,056  105 113,078  105 

Total throughput (lots) 1319 1352 1350 

Objective function value 755,501  108 755,501  108 755,501  108 

Runtime for single-pass (min) 30 29 29 

Average machine utilization 0.9531 0.9472 0.9421 

# of setup changes 40 38 39 
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Table C10. Comparison of different setup times for data set 9 

Setup time (hr) Output statistics Case 1 Case 2 Case 3 

3/8/16 

Weighted sum of key device 

shortages 
646,290  108 649,211  108 649,211  108 

Total key device shortages (chips) 1,662,693 1,669,823 1,669,823 

Weighted sum of lots 142,141  105 139,819  105 139,900  105 

Total throughput (lots) 934 928 928 

Objective function value 646,131  108 649,054  108 649,054  108 

Runtime for single-pass (min) 12 10 11 

Average machine utilization 0.7473 0.7423 0.7423 

# of setup changes 4 5 5 

2/4/8 

Weighted sum of key device 

shortages 
646,278  108 649,211  108 649,211  108 

Total key device shortages (chips) 1,662,665 1,669,823 1,669,823 

Weighted sum of lots 143,329  105 142,226  105 142,237  105 

Total throughput (lots) 937 933 933 

Objective function value 646,118  108 649,052  108 649,052  108 

Runtime for single-pass (min) 14 11 11 

Average machine utilization 0.7465 0.7396 0.7396 

# of setup changes 4 5 5 

1/2/4 

Weighted sum of key device 

shortages 
646,278  108 649,211  108 649,211  108 

Total key device shortages (chips) 1,662,665 1,669,823 1,669,823 

Weighted sum of lots 143,426  105 142,336  105 142,376  105 

Total throughput (lots) 938 933 933 

Objective function value 646,118  108 649,052  108 649,052  108 

Runtime for single-pass (min) 15 11 13 

Average machine utilization 0.7458 0.7382 0.7382 

# of setup changes 4 5 5 
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Table C11. Comparison of different setup times for data set 10 

Setup time (hr) Output statistics Case 1 Case 2 Case 3 

3/8/16 

Weighted sum of key device 

shortages 
116,436  104 116,436  104 116,436  104 

Total key device shortages (chips) 440,919 440,919 440,919 

Weighted sum of lots 2,488,080 2,246,080 2,302,230 

Total throughput (lots) 1447 1431 1432 

Objective function value 116,172  104 116,196  104 116,190  104 

Runtime for single-pass (min) 69 78 76 

Average machine utilization 0.9405 0.9518 0.9536 

# of setup changes 52 55 58 

2/4/8 

Weighted sum of key device 

shortages 
116,436  104 116,436  104 116,436  104 

Total key device shortages (chips) 440,919 440,919 440,919 

Weighted sum of lots 2,518,240 2,325,020 2,394,930 

Total throughput (lots) 1469 1476 1472 

Objective function value 116,169  104 116,188  104 116,181  104 

Runtime for single-pass (min) 72 74 77 

Average machine utilization 0.9449 0.9549 0.9537 

# of setup changes 59 65 66 

1/2/4 

Weighted sum of key device 

shortages 
116,436  104 116,436  104 116,436  104 

Total key device shortages (chips) 440,919 440,919 440,919 

Weighted sum of lots 2,545,150 2,392,030 2,454,690 

Total throughput (lots) 1498 1510 1508 

Objective function value 116,166  104 116,181  104 116,175  104 

Runtime for single-pass (min) 96 78 79 

Average machine utilization 0.9480 0.9573 0.9580 

# of setup changes 71 79 82 
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