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Scalable Smoothing Algorithms for Massive Graph-Structured

Data

Wesley Scott Tansey, Ph.D.

The University of Texas at Austin, 2017

Supervisor: James G. Scott

Probabilistically modeling noisy data is a crucial step in virtually all sci-
entific experiments and engineering pipelines. Recent years have seen the rise of
several high-throughput techniques in science and a proliferation of cheap sensors
in engineering. These dual phenomena have resulted in the generation of massive
datasets, each often containing rich, problem-dependent structural dependencies
within and between their many observations. Classical “scalable” modeling proce-
dures for common tasks such as hypothesis testing and conditional density estima-
tion make the simplifying assumption that the data contains little or no underlying
dependency structure. More sophisticated techniques to correct for latent correla-
tions in the data have historically dealt only with small datasets where computa-
tional complexity was not a consideration. This creates a clear need for scalable,
dependency-aware methods in many areas of computational statistics.

To this end, we develop novel graph-based smoothing algorithms that form
the foundations of three new methodologies for large-scale structured statistical
inference: False Discovery Rate Smoothing (FDRS), Spatial Density Smoothing
(SDS), and Smoothed Dyadic Partitioning (SDP). FDRS improves the power of
classical multiple hypothesis testing in the scenario where a dependency graph can
be defined over each test site. SDS provides a more sample-efficient marginal den-
sity estimator when a dependency graph is defined over multiple distributions such
as when observing samples arranged on a spatial grid. Finally, when the depen-
dence is between a set of possible outcome values in a discrete conditional proba-
bility distribution, SDP leverages the structure of the space to improve the accuracy
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of the predictions. We demonstrate the utility of our new procedures via a series of
benchmarks and three real-world case studies: fMRI analysis with FDRS, detect-
ing radiological anomalies with SDS, and generative modeling of image data with
SDP. All code for FDR smoothing, spatial density smoothing, and smoothed dyadic
partitioning is publicly available.123

1https://github.com/tansey/smoothfdr
2https://github.com/tansey/gfl
3https://github.com/tansey/sdp
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Chapter 1

Introduction

Statistics and machine learning are currently experiencing an explosion of
growth in the size and availability of data. Biologists are anticipating genetic
datasets with millions of subjects (Gopalan et al., 2016), geologists are preparing to
gather exponentially more glacial radar mappings using fleets of unmanned drones
(Pyper, 2016), and computer vision researchers have labeled tens of millions of nat-
ural images (Deng et al., 2009). But as dataset sizes increase, often the complexity
of the underlying data does as well. Whether due to the collection process or sim-
ply the more ambitious nature of newer tasks, modern datasets often contain rich,
structured dependencies.

This is in stark contrast to classical “scalable” analysis methods that make
strong assumptions about observations being independent and identically distributed
(IID). On the other hand, the existing techniques for handling structured depen-
dency have historically dealt only with small datasets where computational com-
plexity was not a consideration. Thus the combination of large sample sizes and
rich structure is at odds with the existing tools available to scientists and engineers.

Nevertheless, the fundamental statistical questions to be answered remain
essentially the same. Scientists still wish to perform hypothesis tests and report sig-
nificant discoveries. Engineers still need to design systems that can detect anoma-
lies and notify monitoring agencies and upstream systems. And statisticians still
need to build models to classify and predict response variables as a function of some
observations. The challenge is now to handle these questions in a more sophisti-
cated way, one that leverages the structure of the specific dataset even as sample
sizes grow very large.

This thesis seeks to bridge the current gap between computational scalability
and statistical strength in the case where a dependency graph can be predefined over
the variables of interest. We tackle three specific problems with broad applicability
to science, engineering, and machine learning.
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First we consider the scientific need to perform multiple hypothesis tests on
dependent data, such as gene expression array and functional magnetic resonance
imagining (fMRI) data. In these problems, the test statistics are correlated due to
the inherent spatial nature of the biological process under observation. Considering
each test statistic to be independent would result in a gross under-estimation of
the number of significant discoveries. Tractably handling the large (≈ 2M data
points) number of dependent tests in a spatially-aware way leads us to develop
False Discovery Rate Smoothing (FDRS) in Chapter 4, an algorithm for multiple
hypothesis testing under graph-structured dependence.

We then turn to the engineering problem of detecting anomalies in large,
continuously-monitored geographical areas. Here we have a wide area of physi-
cal space, such as a city or college campus, divided into a grid and monitored for
outliers on a per-cell basis. In our specific application, we consider sparse radiolog-
ical background measurements taken at the UT Austin Pickle Research Campus. In
order to know if a radiological anomaly is observed, the normal background (i.e.
null distribution of) radiation for each cell must first be estimated. Leveraging the
knowledge that nearby cells will have similar background spectra, we develop Spa-
tial Density Smoothing (SDS) in Chapter 5 to improve the reconstruction error of
the true null distribution and, consequently, better-detect radiological anomalies.

Finally, we consider the general statistical problem of estimating the condi-
tional probability of some discrete response variable when the set of possible out-
comes are not independent. These problems arise frequently in machine learning
when modeling media data such as images, where conditioned on the previously
observed pixels in an image the task is to predict the RGB intensity values of the
next pixel. The conditional distribution over intensity values often contains both
spiky and smooth features with spikes often near the boundaries of the support of
the distribution. This leads us to develop Smoothed Dyadic Partitioning (SDP) in
Chapter 6 as a way to leverage the underlying smoothness of the conditional distri-
bution while maintaining the flexibility to accommodate arbitrary spikes.

All three proposed methods (FDRS, SDS, and SDP) are aimed at handling
massive quantities of data, where the variables of interest are specified according to
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a discrete graph. The ability to smooth over this large space is made possible via
two novel graph-based smoothing algorithms: the graph-fused lasso (GFL) and lo-
cal graph trend filtering (local GTF). The GFL algorithm combines state-of-the-art
convex optimization techniques with a graph-theoretic decomposition of the objec-
tive function to achieve high degrees of both scalability and efficiency for graph-
based total variation (TV) denoising (Rudin et al., 1992). Local GTF is a sampling
technique to approximate full graph trend filtering (Wang et al., 2016), particularly
when dealing with large graphs and highly non-convex models trained via stochas-
tic gradient descent. The GFL forms the backbone of both FDRS and SDS and is
detailed in Chapter 3; local GTF enables SDP to scale up to real-world datasets of
image data and is described in Section 6.3.2.

The remainder of this document is organized as follows. In Chapter 2, we
present an overview of graph-based smoothing procedures, including a review of
methods specifically for graph-based TV denoising and trend filtering. Chapter 3
details our novel GFL algorithm and highlights its performance and flexibility to
a wide range of loss functions. Chapters 4, 5, and 6 present the FDRS, SDS, and
SDP algorithms, respectively, and demonstrate their efficacy against state-of-the-
art methods. Chapter 7 outlines future work directions. Finally, Chapter 8 briefly
summarizes the document and concludes.
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Chapter 2

Background on Graph-Smoothing Techniques

Smoothing over a predefined graph has a long, rich history in both statistics
and computer science. Across all fields, graph-based smoothing techniques can
generally be separated into local and global approaches. Local approaches look
only at a local window around each point, such as neighboring pixels in an image,
and smooth with respect to this window. Global approaches, in contrast, typically
define some objective function over an entire graph and simultaneously optimize
the entire set of points. Local approaches trace back to the seminal works on kernel
density estimation by Rosenblatt (1956) and Parzen (1962); time series modeling
by Wiener (1949) and Kalman (1960); and fundamental data analysis approaches
such as linear least squares smoothing by Bode and Shannon (1950) and the running
median approach of Tukey (1977). Global smoothing techniques began in spatial
statistics with the goal of smoothing over a lattice graph (Besag, 1974). Since their
inception, both paradigms have enjoyed widespread adoption in a variety of fields
and resulted in an impressively-large body of literature.1

In image processing, both local and global smoothing over pixels are fun-
damental to several algorithms covering a wide range of applications, from denois-
ing corrupted images (Chambolle, 2004) to inpainting missing sections (Bertalmio
et al., 2000) to segmenting objects (Felzenszwalb and Huttenlocher, 2004). Im-
age classification and prediction tasks often apply simple smoothing to the pixels
before passing the image to a model (Lu and Weng, 2007) and when performing
multi-class labeling (Lellmann et al., 2009). Convolutional neural network models,
such as AlexNet (Krizhevsky et al., 2012), implicitly perform local smoothing via
convolutional filters and max pooling operations which are then composed to form

1The discussion below reviews many of the relevant local and global approaches, but we note
that we have focused only on the discrete graph case. Many techniques exist for smoothing in
the continuous case (e.g., Gaussian processes (Rasmussen, 2006) and continuous random fields
(Worsley, 2011)), but these are outside the scope of this document as our proposed algorithms and
methodologies deal exclusively with discrete data.
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an adaptive global smoother (LeCun et al., 2010).
Spatial and areal statisticians frequently smooth data over physical distances

to compensate for inherent sampling noise (Gelfand et al., 2010). Examples include
classifying forests by smoothing collections of landsat images (Tottrup, 2004), im-
proving breast cancer survival modeling by smoothing over patient proximity (Zhou
and Hanson, 2011), and predicting crime hotspots by smoothing incident report lo-
cations (McLafferty et al., 2000).

In machine learning, smoothing techniques are commonly used to fill in
missing labels in supervised learning problems via label propagation (Zhu and
Ghahramani, 2002). Similar techniques are also used in unsupervised learning to
impute missing values (Compton et al., 2014). More broadly, smoothing as a func-
tion of feature vector similarity is at the core of kernel methods (e.g. Gaussian
processes (Rasmussen, 2006)), which have been successfully applied to many pre-
diction tasks.

The most simplistic local approaches simply replace each point with the
average or median of the points in its window. In image processing, electronics,
and spatial statistics, a common approach is Laplacian smoothing (Wand and Jones,
1994), where a Gaussian kernel is used to define the weight of each node in the
window, as a function of distance from the target node; a weighted average over the
window then replaces the target node.

The isotropic assumption of Gaussian kernel smoothing is often violated by
real-world data, where arbitrary discontinuities can be present in the graph. In im-
age processing, for example, often the edges of an object represent a barrier that
should not be smoothed across. Preserving edge effects led to the bilateral filter
(Tomasi and Manduchi, 1998), which smooths nodes based on both Euclidean dis-
tance, as in Laplacian smoothing, and on the difference between node values. While
the bilateral filter is a very popular local smoother, it can have so-called “staircase”
effects at the edges, where the sharp discontinuity at the edges is approximated
by a step-up function immediately on both sides of the edge. More recent local ap-
proaches like guided filtering (He et al., 2010) provide the same anisotropic smooth-
ing and edge preservation, without any staircase effects.
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For global approaches, in the case where the nodes in the graph can be em-
bedded into some valid metric space, one can define a suitable basis set over the
space and fit a curve to the nodes. Both smoothing splines and wavelet regression
fall into this category (Denison, 2002), where splines attempt to fit a piecewise-
polynomial function and wavelets use a set of oscillating functions as their basis
set.

In the general graph scenario, where a valid metric does not exist, the ob-
jective function to optimize must be defined over the nodes and edges, rather than
via some notion of distance between points. Markov random fields (MRFs) define
a joint distribution over a graph via a product of exponentiated potential functions
over cliques, or alternatively as a conditional autoregressive (CAR) model where
each node’s unnormalized likelihood is written conditioned on all other nodes in
the graph (Besag, 1974). Parameterizing each conditional distribution as propor-
tional to a zero-mean Gaussian has been a popular choice in modern graph-based
smoothing (e.g. Zhou and Hanson, 2011). Many extensions to the original MRF
model have been made and such models are now applicable even to domains with
heterogeneous, vector-valued data defined on a generic exponential family distribu-
tion (Tansey et al., 2015).

An alternative to MRFs for global graph smoothing methods is graph-based
trend filtering (GTF) (Wang et al., 2016). GTF applies an `1 penalty to the vector
of (k + 1)st-order differences, where the integer k ≥ 0 is a hyperparameter. Graph-
based TF is a special case of the generalized lasso (Tibshirani and Taylor, 2011)
and the resulting optimized graph is a piecewise-kth-order-polynomial. As opposed
to the Gaussian MRF model, TF is capable of handling arbitrary discontinuities as
it effectively fits a spline with adaptive knot choice.

While global approaches like MRFs and GTF typically yield better results,
they often fail to scale to large graphs due to every node being dependent on the rest
of the graph. One exception is GTF with k = 0, also known as graph-based total
variation (TV) denoising, defined generally over a graph G = (V , E) with node set
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V and edge set E , as follows:

minimize
β∈R|V|

∑
s∈V

`(βs) + λ
∑

(r,s)∈E

|βr − βs| , (2.1)

where ` is some smooth convex loss function over the value a given node βs.
Many efficient, specialized algorithms have been developed for the case

when ` is a Gaussian loss and the graph has a specific constrained form. For ex-
ample, when G is a one-dimensional chain graph, (2.1) is the ordinary (1D) fused
lasso (Tibshirani et al., 2005), solvable in linear time via dynamic programming
(Johnson, 2013). When G is a D-dimensional grid graph, (2.1) is often referred to
as total variation denoising (Rudin et al., 1992), for which several efficient solutions
have been proposed (Chambolle and Darbon, 2009a; Barbero and Sra, 2011, 2014).
We will refer to the general smoothing approach in (2.1) as the “graph-fused lasso”,
“TV denoising”, and “k = 0 graph trend filtering” interchangeably from here on.

Many applications could benefit from smoothing over large graphs using a
more general solver for (2.1) that was also scalable. In contrast to all of the above
methods, Chapter 3 presents a novel, efficient approach to total variation denoising
that is flexible enough to handle any smooth convex loss function ` and any generic
graph. This will form the core of both FDRS and SDS and enable both to soundly
outperform competing local smoothing methods. We will then return to the idea
of local smoothing in Chapter 6 as a way to apply approximate GTF smoothing to
the output of deep conditional probability models at a fraction of the computational
cost of full GTF smoothing.
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Chapter 3

Efficient and Scalable Graph-Based Total Variation
Denoising

3.1 The Graph-Fused Lasso

We seek to find a scalable, efficient solution to the following optimization
problem over a general graph G = (V , E) and for a general smooth convex loss
function `:

minimize
β∈R|V|

n∑
s=1

`(βs) + λ
∑

(r,s)∈E

|βr − βs| . (3.1)

We can alternatively rewrite (3.1) in a more general form:

minimize
β∈R|V|

∑
s∈V

`(βs) + λ ||Dβ||1 , (3.2)

where D is the |E| × |V| oriented edge matrix with the ith row corresponding to the
ith edge in E . Specifically, for a given edge Ei = (s, r), the row Di takes the values
−1 and 1 in the s and r columns, respectively, and 0 everywhere else.1

We note that this problem is convex (though not smooth), and thus capable of
being solved via classical methods such as projected subgradient descent. For mas-
sive graphs, with potentially millions of nodes, such approaches take prohibitively
long to converge. Many efficient, specialized algorithms have been developed for
the case when ` is a Gaussian loss and the graph has a specific constrained form. For
example, when G is a one-dimensional chain graph, (3.1) is the ordinary (1D) fused
lasso (Tibshirani et al., 2005), solvable in linear time via dynamic programming
(Johnson, 2013) or a taut string method (Condat, 2013). When G is a d-dimensional
grid graph, (3.1) is often referred to as total variation denoising (Rudin et al., 1992),

1The work in this chapter has been published in Tansey et al. (2017a, Supplement) as joint work
with Oluwasanmi Koyejo, Russell A. Poldrack, and James G. Scott. I was the lead investigator for
all methods, algorithms, and experiments; all work in this chapter constitutes original contributions.
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for which several efficient solutions have been proposed (Chambolle and Darbon,
2009a; Barbero and Sra, 2011, 2014). In the case of a general graph with a Gaussian
loss, the dual formulation can be solved efficiently along a solution path of decreas-
ing choices of λ, with efficient warm-starts from the previous solution (Tibshirani
and Taylor, 2011). For fixed λ, the most efficient methods to-date have either relied
on leveraging the structure of D in combination with efficient methods for solv-
ing linear systems (Kim et al., 2009), or by decomposing the problem into a series
of subproblems (one for every edge) and using proximal algorithms (Hallac et al.,
2015). While the latter approach is capable of scaling by distributing the work over
a compute cluster, splitting into m subproblems, where m = |E|, makes the overall
algorithm somewhat slow to converge.

The core idea of our algorithm is to decompose a graph into a much smaller
set of subproblems, each of which can be solved in linear time, thereby substantially
improving the speed of each iteration and the overall empirical runtime. Since the
algorithm relies on a fundamental result in graph theory, it is useful to first define
some precise terminology. A walk is a sequence of vertices, where there exists an
edge between the preceding and following vertices in the sequence. A trail is a
walk in which all the edges are distinct. An Eulerian trail is a trail which visits
every edge in a graph exactly once. A tour (also called a circuit) is a trail that
begins and ends at the same vertex. An Eulerian tour is a circuit where all edges in
the graph are visited exactly once.

To begin decomposing the graph, first note that that if G is not connected,
then the objective function in (3.1) is separable across the connected components
of G, each of which can be solved independently. Therefore, for the rest of this note
we assume (without loss of generality) that the edge set E forms a connected graph.
Next, note that every connected graph has an even number of odd-degree vertices
(West, 2001). Following upon this property, we finally note that theorem 1.2.33
from West (2001) states that any connected graph can be decomposed into a set of
trails T . We reproduce the theorem below:

Theorem 1. (West, 2001, Thm 1.2.33). The edges of a connected graph with exactly

2K odd-degree vertices can be partitioned into K trails if K > 0. If K = 0, there
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is an Eulerian tour. Furthermore, the minimum number of trails that can partition

the graph is max(1, K).

This theorem enables us to rewrite the penalty term in (3.1) as a summation
over trails T = {τ1, . . . , τK}, where each trail τ has vertex set V(τ) and edge set
E (τ):

minimize
β∈Rp

n∑
s=1

`(βs) + λ
∑
τ∈T

∑
(r,s)∈E(τ)

|βr − βs| . (3.3)

This decomposition into trails corresponds to a generalization of a method used
by Barbero and Sra (2014) for row/column decomposition of grid graphs. Slack
variables zr and zs are then introduced for each βr and βs occurrence in the penalty
term, respectively, which results in the following equivalent problem:

minimize
β∈Rn

n∑
s=1

`(βs) + λ
∑
τ∈T

∑
(r,s)∈E(τ)

|z(τ)
r − z(τ)

s | .

subject to z(τ)
r = βr

z(τ)
s = βs ,

(3.4)

where the constraints hold for all edges (r, s) ∈ E (τ), for all τ ∈ T . We can then
solve this problem efficiently via the Alternating Direction Method of Multipliers
(ADMM) (Boyd et al., 2011) with the following updates:

β̂(j+1) = argmin
β

(
n∑
s=1

`(βs) +
α

2

∣∣∣∣Aβ − z(j) + u(j)
∣∣∣∣2) (3.5)

z(τ,j+1) = argmin
z

α
2

∑
s∈V(τ)

(ỹs − z(τ)
s )2 +

∑
(r,s)∈E(τ)

|z(τ)
r − z(τ)

s |

 , τ ∈ T

(3.6)

u(j+1) = u(j) + Aβ(j+1) − z(k+1) , (3.7)

where u is the scaled dual variable, α is the scalar ADMM penalty parameter, ỹs =

βs − us, and A is a sparse binary matrix used to encode the appropriate βs for
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each z(τ)
j . The update in (3.5) is separable in β with each βs having a closed-form

solution. In the concrete case of a Gaussian loss, the β̂s updates have a simple
closed-form solution:

β̂k+1
s =

2ys + α
∑

j∈J (zj − uj)
2 + α|J |

, (3.8)

where J is the set of dual variable indices that map to βj . The update in (3.6)
corresponds to solving a weighted 1-dimensional fused lasso problem, which can be
done in linear time via an efficient dynamic programming routine (Johnson, 2013;
Arnold et al., 2014). The updates in (3.5)-(3.7) are iterated in order until the dual
and primal residuals have sufficiently small norms.

3.2 Benchmarks

To evaluate the effectiveness of the algorithm in Section 3.1, we compare
it against several other approaches to solving (3.3). For all benchmarks, we report
timings averaged across 30 independent trials. In each trial, we randomly create
four blobs of different mean values, with each blob being approximately 5% of the
nodes in the graph. All algorithms are then run until 10−4 precision and we use a
varying penalty acceleration heuristic for the ADMM algorithm (Boyd et al., 2011),
though performance results are not meaningfully different for different precision
levels or fixed penalty parameters.

As a baseline approach, a sparse LU decomposition of the D matrix is
cached, enabling fast solving of the linear system implied by (3.2). A more re-
cent method in the literature (Wahlberg et al., 2012) uses two sets of slack variables
are introduced in order to reformulate the problem such that the dominant cost is
in repeatedly solving the system (I + L)x = b, where L is the graph Laplacian
and only b changes at every iteration. Modern algebraic multigrid (AMG) methods
have become highly efficient at solving such systems for certain forms of L, and in
the following benchmarks we compare against an implementation of this approach
using a smoothed aggregation AMG approach (Bell et al., 2011) with conjugate
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gradient acceleration2. In all reported timings, we do not include the time to cal-
culate the multigrid hierarchy, nor the LU decomposition, though we note this can
add significant overhead and may even take longer than solving the subsequent lin-
ear system. Finally, we also compare against a trail decomposition containing only
edges, equivalent to a special case of the network lasso (Hallac et al., 2015).

The algorithms were evaluated on two synthetic datasets: random and grid
graphs. Random graphs were created by randomly connecting nodes to ensure the
graph had approximately 99.8% sparsity, whereas the square grid graphs had ad-
jacency defined by each node’s immediate neighbor. For random graphs, we gen-
erate trails by connecting pairs of odd-degree nodes and forming an Eulerian tour,
then removing the inserted edges, leaving K trails. In the grid graph case, it is
straight-forward to hand-engineer trails along the rows and columns of the spatial
lattice, equivalent to the “proximal stacking” method of (Barbero and Sra, 2014).
In preliminary experiments, we found this row/column decomposition to be more
efficient than the Eulerian trails. Since the grid graph case always admits such a
straightforward decomposition, we use this strategy in our benchmark for the grid
graph. Under this constrained spatial structure, a highly efficient parametric max-
flow method is also available (Chambolle and Darbon, 2009b), and we compare
against that method as well. For both graph types, we track the performance as the
number of nodes in the graph increases.

Figure 3.1 shows the results of the synthetic benchmarks. Both methods
based on directly solving linear systems vastly underperform the ADMM and max-
flow solutions. On the random graphs, the network lasso approach appears to per-
form similarly to the GFL algorithm from Section 3.1, however it vastly underper-
forms on grid graphs. The GFL algorithm is also competitive with the specialized
max-flow algorithm, despite being able to handle non-Gaussian loss functions and
arbitrary graphs.

One potential criticism of the synthetic benchmarks is that randomly gener-

2We used to no specialized preconditioners here as we were unable to find any that sped up
computation and remained stable for a variety of problems. Other work on graph trend filtering has
found similar issues with using preconditioners in these settings (Wang et al., 2016).
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Figure 3.1: Results of the two synthetic benchmark on random graphs (left) and
grid graphs (right). The GFL method from Section 3.1 outperforms all three generic
graph-based methods and is competitive with the specialized spatial smoothing
max-flow algorithm.

ated networks often produce graph forms that are unlikely to be seen in the wild.
At the same time, square grids are likely too uniformly structured to be common
in many scientific applications, with computer vision being a notable exception.
Therefore, to better understand performance in practice, we also conduct bench-
marks on two real-world datasets: a DNA electrophoresis model and an acoustic
vibrobox simulation, both taken from The University of Florida sparse matrix col-
lection (Davis and Hu, 2011). Figure 3.2 shows the adjacency structure of these
matrices (left: DNA; middle: vibrobox). While both exhibit some degree of struc-
ture, the DNA example presents a much higher degree of regularity and is more
similar to a grid graph than the vibrobox example. Figure 3.2 (right) shows the
relative speedup of the GFL method compared to the other three generic graph
methods, with further confirmation that the GFL method is superior.

The trail-based GFL algorithm is highly efficient and can solve (3.1) for
millions of nodes locally on a single machine in seconds. In our experiments, we
found the method to be substantially more efficient than any other generic graph
method and nearly as efficient as the specialized methods mentioned earlier for
multidimensional grid graphs. The key update steps in our ADMM algorithm is
also embarrassingly parallel: each β̂s in (3.5) and each z(τ) in (3.6) can be solved
independently of the other nodes and trails, respectively. For even more massive
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Figure 3.2: Two real-world graphs corresponding to a DNA electrophoresis model
(left) and an acoustic vibrobox simulation (middle), and relative times compared
to the GFL algorithm (right). The GFL faster than all methods on both graphs and
more than twice as fast as all three other methods on at least one of the two graphs.

problems, where the data may not fit in memory, our algorithm will continue to
scale well due to its distributed nature. Finally, we note that the optimal max-flow
method is unable to handle even a weighted Gaussian loss, whereas our algorithm
is extensible to any other smooth, convex loss function `; an example of such an
extension to the case of a binomial loss is presented in Chapter 5.
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Chapter 4

False Discovery Rate Smoothing

4.1 Introduction

Nearly all modern scientific experiments gather data under the assumption
that every observation is noisy. Similarly, devices in engineering applications are
often built using imperfect sensors, leading to uncertainty in measurements. In both
scenarios, statistical inference procedures must be used to attempt to separate the
noteworthy samples from those arising due to the natural variation of the observed
process.1

The standard formulation of this problem is to consider a sample s arising
from one of two hypothesis classes: H0 (“null”) or H1 (“alternative”). The goal is
then to develop a hypothesis test on s which will estimate the likelihood of some
related quantity, such as the probability that s was drawn from a member of H0.
A common example of hypothesis testing is the z-test, where H0 is assumed to be
a standard normal distribution N (0, 1) and the test yields the probability of some
observed z-score arising from H0. When the z-test outcome (usually referred to as
a p-value) is less than some pre-specified threshold such as .05, the test is said to
“reject the null hypothesis”, thereby labeling the sample as a signal. A wide range
of other hypothesis tests exists to deal with different sample types, different null
and alternative classes, and different testing criteria. An exhaustive discussion of
each is outside the scope of this document; the relevant testing procedures will be
introduced in later sections.

When dealing with multiple observations, the problem becomes determining
the subset of samples S = {s(1), s(2), . . . , s(n)} to label as positive testing results.
The naı̈ve approach of testing each s(i) independently does not necessarily preserve

1The work in this chapter has been published in Tansey et al. (2017a) as joint work with
Oluwasanmi Koyejo, Russell A. Poldrack, and James G. Scott. I was the lead investigator for all
methods, algorithms, and experiments; all work in this chapter constitutes original contributions.
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the desired threshold of a given test over the entire subset. For example, indepen-
dently running the z-test on S at p < .05 will result in a set of discoveries, Q ⊆ S,
each of which would have been generated by the null 5% of the time. However,
since each test is independent, the probability that the null would generate at least

one false positive in Q is not 5%, but rather 1− (1− .05)|S|, where |S| is the cardi-
nality of the of the sample set. To correct for this multiplicity problem, the last two
decades have seen a rise in various multiple hypothesis testing procedures.

Two classical approaches to performing multiple hypothesis testing are Bon-
ferroni correction and the Benjamini-Hochberg procedure (Benjamini and Hochberg,
1995). The former provides a direct correction to the p-value problem by dividing
the p-value threshold by the number of total tests in S. This preserves the so-called
family-wise error rate– the probability of getting at least one false positive in Q. As
the size of a dataset grows, Bonferroni correction becomes impractical as it leads to
excessively conservative estimates ofQ. As an alternative, the Benjamini-Hochberg
procedure (BH) estimates Q while attempting to control the expected false discov-
ery rate– the proportion of false positives. By allowing for some expected false
positives, BH is able to report many more results than Bonferroni correction. As
modern datasets tend to be very large, BH has become the dominant correction
procedure in most scientific applications.

Underlying BH and other similar procedures is the crucial assumption that
all observations in S are identically distributed and independently sampled (i.i.d.).
Modern datasets often violate this assumption by gathering differently-distributed
or highly-correlated samples. Furthermore, the actual distributions from which s(i)

may have been generated and the nature of the correlation between each s(i) is often
unknown and must be estimated from the data.

Computational techniques that estimate the data-generating distributions and
account for potential correlation have typically been demonstrated on small datasets,
on the order of a few hundred samples. But the rise of several high-throughput
techniques in science and a proliferation of cheap sensors in engineering has led to
datasets with sample sizes in the millions or even more. This presents an opportu-
nity for novel multiple hypothesis testing methodologies that can handle both the
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scale and complexity of real-world data.
This chapter presents a new method called false discovery rate smoothing

(FDRS) that can learn and exploit the underlying spatial structures in these multiple-
testing problems. FDR smoothing finds spatially localized regions of significant test
statistics by utilizing the GFL algorithm of Chapter 3 to solve a specific optimiza-
tion problem involving the `1 penalty. It then relaxes the threshold of statistical sig-
nificance within these regions in a manner that controls the global false-discovery
rate at a specified level.

Throughout this chapter, we emphasize three key advantages of FDR smooth-
ing:

Local adaptivity. FDR smoothing finds localized spatial structure “out of
the box,” with automated hyperparameter tuning. This results in increased
power and cleaner spatial separation of signals from noise versus standard
methods.
Robustness. We highlight the failure modes of existing techniques for spa-
tially dependent multiple testing and show that, in contrast, FDR smoothing
is much more robust to a wide variety of ground-truth modeling scenarios.
Computational efficiency. FDR smoothing utilizes the GFL algorithm of
Chapter 3 to perform its most expensive computational step, yielding modest
runtimes even for very large spatial problems with 106 observations or more.

4.2 Connections with existing work

Our approach incorporates spatial smoothing into the “two-groups” model,
a popular empirical-Bayes approach for controlling the false-discovery rate that has
been advocated by Bradley Efron and many others (e.g. Scott and Berger, 2006;
Efron, 2008; Bogdan et al., 2008; Scott and Berger, 2010; Martin and Tokdar,
2012). This strategy leads to a non-standard high-dimensional optimization prob-
lem. To solve this problem, we exploit recent advances in convex optimization for
objective functions involving composite regularizers (e.g. the fused lasso of Tibshi-
rani et al., 2005). Efron (2008) provides a recent review on multiple testing under
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the two-groups model, while Tibshirani and Taylor (2011) describe a wide class of
composite regularizers which they call “generalized lasso” problems. We recom-
mend these two papers to readers who wish to get a deeper sense of these two areas
of the literature.

Many authors have considered the problem of multiple testing when the test
statistics have a complicated dependence structure (e.g. Leek and Storey, 2008;
Clarke and Hall, 2009). In contrast, FDR smoothing explicitly uses known spatial
structure to inform the outcome of each test. It therefore differs significantly from
these approaches, whose goal is to yield robust FDR-controlling methods in the
presence of arbitrarily strong dependence among the test statistics.

Specific to fMRI analysis, much effort has gone into improving FDR-based
procedures. Perone Pacifico et al. (2004) assume that test statistics are distributed
according to a smooth Gaussian random field and their FDR procedure requires ad-
ditional approximations for practical computation of the hypothesis sets. Benjamini
and Heller (2007) propose a method geared toward so-called Region of Interest
(ROI) studies, where a partitioning is provided a priori, mapping the test locations
into distinct clusters. They then use a robust variogram to estimate correlation of
test statistics within the cluster and assume no dependence across cluster bound-
aries. Furthermore, they assume that the primary focus of the testing procedure is
at the cluster level, with individual location testing a secondary concern.

But as very recent work by Eklund et al. (2016) demonstates, many common
approaches for cluster-level inference are highly non-robust to deviations from the
underlying assumption that brain activity can be described using a Gaussian random
field. Our approach differs: it requires no such assumptions about Gaussianity, and
no a priori clustering. And while it is capable of generating clusters ex post via
a partitioning effect that arises naturally from the `1 penalty, it is fundamentally
concerned about maintaining the nominal FDR for voxel-level inference rather than
cluster-level inference. Moreover, our technique generalizes far beyond fMRI stud-
ies.

Additionally, Schwartzman et al. (2008) perform a smoothing of the test
statistic via local averaging. But their approach operates under fundamentally dif-
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ferent assumptions that ours. For example, they assume that at each spatial lo-
cation one observes a vector x, and the density is required to have the property
f(x) = f(−x). In the examples we consider, neither assumption is appropriate.

Our work is most directly comparable to two recent methods for spatially-
aware multiple testing, both of which were inspired by neuroimaging analysis.
First, Zhang et al. (2011) proposed the FDRL procedure, which uses spatially smoothed
p-values to improve power. Second, Shu et al. (2015) proposed a hidden Markov
random field (HMRF) model, which generalizes previous work on one-dimensional
spatially-dependent multiple testing (Sun and Cai, 2009) to the multi-dimensional
case. We benchmark our approach against these methods in Section 4.9.

FDR smoothing is also conceptually related to a recent proposal by Scott et
al. (2015), called FDR regression. The two procedures share the goal of improving
statistical power for the multiple-testing problem by leveraging external informa-
tion. But they operate in very different domains—regression on covariates for FDR
regression, versus spatial smoothing here—and they differ from each other in the
same way that any spatial smoothing problem differs from any regression problem.
In principle, it is possible to perform spatial smoothing through regression, by in-
troducing a suitable class of basis functions that “featurize” space. But this is rarely
done in applied spatial modeling: it is inelegant, computationally burdensome at
scale, sensitive to the choice of basis, and unnecessary. In the Appendix, we bench-
mark FDR smoothing against a version of FDR regression with spatial features, and
show that the latter is not competitive, despite the additional difficulties it poses.

4.3 The two-groups model

The FDR smoothing algorithm builds upon the two-groups model for mul-
tiple testing (Berry, 1988; Efron et al., 2001). Suppose that we have test statistics
z1, . . . , zn arise from the mixture

z ∼ c · f1(z) + (1− c) · f0(z) , (4.1)
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where c ∈ (0, 1) is an unknown mixing fraction, and where f0 and f1 describe
the null (hi = 0) and alternative (hi = 1) distributions of the test statistics. In
many scientific applications, the zi’s themselves are often the product of a lengthy
pre-processing and modeling pipeline. For example, in many fMRI applications
(including ours), the zi’s arise from a complicated voxel-level regression model,
which we do not detail here (see, e.g. Poldrack et al., 2011).

To summarize inferences under the two-groups model, we report for each zi
the quantity

wi ≡ P(hi = 1 | zi) =
c · f1(zi)

c · f1(zi) + (1− c) · f0(zi)
. (4.2)

This quantity has both a Bayesian and a frequentist interprtation. To a Bayesian, wi
is the posterior probability that zi is a signal (e.g. Scott and Berger, 2006; Muller
et al., 2006). To a frequentist, 1 − wi is a local false discovery rate. The two are
related by the following equation, from Efron et al. (2001). Let Z1 ⊂ {z1, . . . , zN}
be any subset of the test statistics. Define the quantity

BFDR(Z1) = |Z1|−1
∑
i:zi∈Z1

(1− wi) . (4.3)

Efron et al. (2001) called this “Bayesian FDR,” and showed that under mild condi-
tions it provides a conservative estimate of frequentist FDR.

An important modeling choice in the two-groups model is how to specify
the null hypothesis f0. Efron (2004) distinguishes two important scenarios: the
theoretical null, in which f0 is known; and the empirical null, in which f0 is known
only up to its functional form (e.g. Gaussian), and must be estimated jointly with
f1 and c. As we show in Section 4.6, FDR smoothing can accommodate either
scenario in a simple, modular way.
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4.4 Spatial smoothing

Formulating the model.

FDR smoothing involves a conceptually simple modification of the two-
groups model (4.1) that leads to a non-standard high-dimensional optimization
problem. In this section, we provide a high-level overview of the model. Tech-
nical details are deferred to Sections 4.6-4.8.

Let each zi be associated with a vertex si ∈ S in an undirected graph G with
edge set E . For example, in an fMRI problem, each si is a voxel, and E is a three-
dimensional grid. Suppose that the prior probability in (4.1) changes from site to
site:

zi ∼ ci · f1(zi) + (1− ci) · f0(zi) (4.4)

ci =
eβi

1 + eβi
. (4.5)

Thus eβi is the prior odds that site si has a signal. Section 4.6 describes how f0 and
f1 are estimated, but for now we assume that they are fixed.

Let β = (β1, . . . , βn)T be the vector of log odds, and let l(β) be the negative
log likelihood with f0 and f1 fixed:

l(β) = −
n∑
i=1

log

[(
eβi

1 + eβi

)
f1(zi) +

(
1− eβi

1 + eβi

)
f0(zi)

]
.

We estimate β by penalizing the likelihood: that is, by minimizing the function
f(β) = l(β) + λJ(β) for some λ > 0 and penalty function J . From a Bayesian
perspective, this corresponds to the maximum a posteriori (MAP) estimate under
the prior distribution π(β) ∝ e−λJ(β).

While there are many reasonable choices for J(β), in this paper we penalize

21



the unweighted total variation of β over the graph G. This leads to the problem

minimize
β∈Rn

l(β) + λ
∑

(i,j)∈E

|βi − βj| , (4.6)

which enforces spatial smoothness by penalizing differences in log odds across
edges in the graph, and which is closely related to intrinsic conditional autoregres-
sive (CAR) priors.

This choice is motivated by an analogy with image segmentation in com-
puter vision, a problem domain in which total-variation penalties like that in (4.6)
have proven successful and computationally efficient (e.g. Rudin et al., 1992). In
our setup, β represents an “image” of prior log odds, and an “image segment” cor-
responds to a region of interest where the proportion of signals is elevated versus the
background. The key difference is that the object being smoothed (β) parametrizes
a set of weights in a mixture model, rather than a set of means for each pixel in an
image.2

Following Tibshirani and Taylor (2011), we rewrite (4.6) in the following
way. Let m = |E| be the size of the edge set, and let D be the oriented adjacency
matrix of the graph G, which is the m×n matrix defined as follows. If (j, k), j < k

is the ith edge in E , then the ith row of D has a 1 in position j, a−1 in position k, and
a 0 everywhere else. Thus the vectorDβ encodes the set of pairwise first differences
between adjacent sites in the log odds of being a signal, and

∑
(i,j)∈E |βi − βj| =

‖Dβ‖1. We can therefore express the optimization problem as

minimize
β∈Rn

l(β) + λ‖Dβ‖1 . (4.7)

This clarifies that the penalty is a composition of two functions applied to β: a
linear transformation composed with the `1 norm.

2To see why ordinary image segmentation does not address the multiple-testing problem, see the
examples in Section 4.5.1. Total-variation denoising of the z-scores can easily find the region of
interest for Example 1, but will fail badly for Example 2 (where the signals are not mean-shifted
compared to the null).
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Using the solution.

The solution to this optimization problem yields an estimate β̂ for the log
odds at all sites. Because the `1 penalty encourages sparsity in the first differences
of β̂ across the edges of the graph, the estimate will partition the nodes of the graph
into regions where the log odds are locally constant. Thus the solution to (4.6)
builds spatial structure directly into the estimated prior probabilities ĉi in Equations
(4.4) and (4.5). These site-dependent prior probabilities are then used to compute
the posterior probability

ŵi = P(hi = 1 | zi) =
ĉi · f1(zi)

ĉi · f1(zi) + (1− ĉi) · f0(zi)
. (4.8)

Just as with the output of the ordinary two-groups model (4.2), we use these poste-
rior probabilities wi directly in Equation (4.3) to find the largest set of discoveries
Z1 for which BFDR(Z1) satisfies the desired false discovery rate.

4.5 Examples

In this section we provide a snapshot of FDR smoothing’s performance on
both a toy problem and on a real fMRI data set from an experiment on spatial work-
ing memory. In both examples, we compare FDR smoothing against a different
multiple testing strategy in order to highlight its key advantages relative to other
methods. These examples are meant to be illustrative rather than exhaustive; in
Section 4.9 we report the results of a more extensive set of simulation experiments
that benchmark FDR smoothing against various other methods.
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4.5.1 A toy one-dimensional problem

We simulated z scores along a 1D grid of sites si ∈ {1, . . . , 5000} from the
following model:

zi ∼ ci ·N(µ1, σ
2
1) + (1− ci) · N(0, 1)

ci =

{
won if si ∈ [2251, 2750]

woff otherwise,

so that won is the fraction of sites that are signals in the 500-site region of interest
and woff the fraction of sites that are signals elsewhere. In most practical problems
woff is rarely 0, if only for the reason that outliers due to technical or experimental
artifacts cannot be eliminated entirely.

This is a stylized version of a multiple-testing problem that might come up
in analyzing allele frequencies or DNA methylation fraction across adjacent sites
in the genome (e.g. Jaffe et al., 2012). Two specific versions of the model were
considered:

Example 1: (won, woff) = (1.0, 0.005) and (µ1, σ
2
1) = (2, 1). This is a rela-

tively easy problem: the N(2, 1) signals are well separated from the N(0, 1)

null hypothesis, the region of interest is pure signal (i.e. 100% of the z scores
there are from f1), and there are almost no signals/outliers outside the region
of interest (woff = 0.005). The top left panel of Figure 4.1 shows an example
data set simulated from this model.
Example 2: (won, woff) = (0.5, 0.025) and (µ1, σ

2
1) = (0, 32). This is a

much harder problem than the first example. The signals are overdispersed
compared to the null, but also centered at 0; the region of interest is not pure
signal, since only 50% of the z scores there are from f1; and there are scat-
tered signals outside the region of interest (woff = 0.025). In a real example,
these scattered signals might be actual genes of interest or simply spurious
findings due to technical artifacts. The top right panel of Figure 4.1 shows an
example data set simulated from this model.
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Figure 4.1 shows the results of applying both FDRL and FDR smoothing
(FDRS) to these two examples. The middle row of two panels shows the true ver-
sus reconstructed prior probabilities from FDR smoothing (Example 1 on the left,
Example 2 on the right). The true prior probability ci as a function of site is shown
as a solid black curve, and the FDR smoothing estimate as a grey curve. For ref-
erence, the estimate of the global mixing weight c from the ordinary two-groups
model is shown as a dashed line. Compared with the global estimate, the FDR
smoothing estimate shows a favorable blend of adaptability and stability. For the
region of interest (sites 2251–2750), the FDR smoothing estimate of ci is higher
than the global estimate, though not as high as the truth—it is shrunk downwards to
the mean. For all other sites, the estimate is lower than the global estimate, though
not as low as the truth—it is shrunk upwards to the mean.

In our simulation studies described in Section 4.9, FDR smoothing consis-
tently exhibits both of these features: it adapts automatically to spatial patterns in
the data, but it also shrinks toward the global mixing weight estimated by the two-
groups model. The site-level adaptation yields improved power. The shrinkage
yields stability, preventing the model from being too aggressive in isolating spuri-
ous groups of signals.

This stability turns out to be a very desirable property in light of the evidence
in the bottom four panels of Figure 4.1, which show the realized false discovery rate
and true positive rate (TPR) across 150 simulated data sets from each of the two ex-
amples (bottom left two panels for Example 1, bottom right two panels for Example
2). For comparison, we also show the realized error rates of the FDRL procedure
from Zhang et al. (2011). Several lessons can be drawn from these panels, espe-
cially about an important failure mode of FDRL :

• FDR smoothing stays below the nominal FDR level of 5% on both examples.
• FDRL stays below the nominal FDR of 5% on Example 1, albeit with higher
variance and lower power (TPR) than FDR smoothing.

• FDRL exceeds the nominal FDR on Example 2, yet still has less power than
FDR smoothing.
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Figure 4.1: The top two panels show raw z scores from the toy examples of Section
4.5.1 (example 1 left, example 2 right). The region of interest is sites 2251–2750,
shown by vertical dotted lines. The middle two panels show the true site-level prior
probability of a signal, versus the estimates from FDR smoothing (solid grey) and
the ordinary two-groups model (dotted). The bottom four panels show the realized
false-discovery rates (FDR) and true-positive rates (TPR) of both FDR smoothing
and the FDRL procedure of Zhang et al. (2011) across 150 simulated data sets. On
example 1, both methods respect the nominal FDR of 5% on average, although
FDR smoothing consistency has higher power. On example 2, FDRL violates the
nominal FDR yet still has lower power than FDR smoothing (which does obey the
nominal FDR).
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• Despite these advantages, computation time for FDR smoothing is minimal:
roughly 1 second to fit the entire solution path across a grid of λ values (see
Section 4.8).

As Section 4.9 will demonstrate more systematically, FDRL is not robust to situa-
tions where the region of interest is not 100% signal, and where there are outliers
outside the region of interest.3 FDR smoothing, on the other hand, is very robust:
the model performs well even under misspecification (see Section 4.9.3) and we
have only been able to identify one pathological (and easily corrected) scenario
where the procedure systematically exceeds the nominal FDR level (see Section
4.9.4).

4.5.2 Finding significant regions in fMRI

To show the performance of FDR smoothing in a more realistic scenario, we
analyzed data from an fMRI experiment on spatial working memory. The experi-
ment and analysis protocol are described in detail in Appendix A.1.

The panel A of Figure 4.2 shows an image of z scores, often called the statis-
tical parametric map, arising from the experiment and model. Signals correspond to
regions of the brain that exhibit systematically different levels of activity across the
two experimental conditions (difficult versus easy spatial working memory tasks).
The full 3D image has 128 × 128 × 75 ≈ 1.23 million voxels. Panel A shows a
single 128 × 128 horizontal section in which the large z scores exhibit an obvious
pattern of spatial clustering. The shapes of these clusters suggest the underlying
brain regions associated with the specific cognitive task under study.

Panel B shows the results of applying the Benjamini-Hochberg procedure to
these z scores at a 5% false discovery rate. The procedure clearly finds regions of
adjacent points that are all significant. However, the edges of these regions are in-
distinct, and there are many spatially isolated discoveries that presumably represent
technical or experiment artifacts. (It is not scientifically plausible that they are real
discoveries for a spatial working memory task.)

3We will see that the HMRF model of (Shu et al., 2015) also has this problem.
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Figure 4.2: a) Raw z scores from a horizontal section in an fMRI experiment on
spatial working memory. There is obvious spatial clustering of the large z scores.
b-d) Discoveries reported by competing methods. e) Spatial pattern estimated by
FDR smoothing. f) Discoveries from FDR smoothing.
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Panels C and D show two previous approaches in the literature for leveraging
spatial structure. Panel C shows the result of applying local averaging to the z scores
and rescaling to unit variance, as suggested for fMRI data by Efron (2012); panel
D shows the output of the FDRL procedure. Both methods are overly-aggressive
in their reporting, likely yielding several more false discoveries than the specified
5% threshold in the areas away from the top of the image. We conclude this on
the basis of two facts: (1) these two methods exhibit exactly these deficiencies on
the simulated examples, in Sections 3.1 and 5; and (2) more importantly, the extra
regions ostensibly “discovered” by FDRL and smoothed BH are not scientifically
plausible based on what is known about spatial reasoning. Our interpretation is that
FDRL (and smoothed BH, which is very similar) are suffering from the some of the
non-robustness problems exhibited in Section 3.1

Now consider the bottom two panels. Panel E shows our procedure’s esti-
mated partition of the raw data; darker greys correspond to signal-dense areas con-
taining locally higher fraction of significant z scores and lighter areas correspond to
signal-sparse areas containing a locally lower fraction of significant z scores. Panel
F then shows the final output: the discovered signals at the 5% FDR level. Com-
pared with the other procedures, the image reveals regions of significant signals that
are more biologically plausible, detecting regions in the bilateral prefrontal cortex
that are commonly associated with working memory function (Owen et al., 2005)
which are more clearly connected across the brain’s gyral folds in the FDRS results
compared to BH (panel B), and more specific than the widespread areas detected
by Local avg BH (panel C) and FDRL (panel D). This reflects the local adaptiv-
ity of FDR smoothing: it loosens the threshold for significance in the apparently
interesting regions and tightens it in the uninteresting regions.

The partitions shown in the right panel of Figure 4.1 and the bottom left
panel of Figure 4.2 are estimated by our specialized adaptation of an edge-detection
algorithm used to denoise images of natural scenes. However, we emphasize that
FDR smoothing is not simply denoising the z scores. That is, the estimated partition
does not merely pick out areas in which the actual z scores (raw pixel values) are
locally constant or locally homoscedastic. Rather, it picks out areas in which the
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unknown true fraction of signals is locally constant. Unlike the pixel values, these
local enrichment fractions are not actually observed by the experimenter. This is
a significant complication not present in image denoising and is the fundamental
statistical problem addressed by our approach.

4.6 Estimating the null and alternative densities

Our overall fitting approach emphasizes modularity. We estimate the null
and alternative densities f0 and f1 separately from β, before solving the FDR-
smoothing optimization problem (4.6). We do so by fitting the ordinary two-groups
model from Section 4.3, thereby ignoring the spatial information contained in the
graph G. This gives us estimates for f0 and f1, which we then fix and use to estimate
β using the model described in Section 4.4.

This two-stage procedure may sound ad-hoc, but in fact has a simple justifi-
cation. Consider the underlying site-level mixture model zi ∼ mi(z) ≡ cif1(z) +

(1−ci)f0(z), where ci is the prior probability of a signal at site i. Under this model,
the marginal distribution of the zi’s across sites is a “mixture of mixtures.” That is,
if z is a randomly selected test statistic from the data set, then marginally,

z ∼ 1

N

N∑
i=1

mi(z) .

This appears at first glance to be a mixture model with N mixture components,
one per site. But in fact, because each component is itself a mixture of f0 and f1,
the marginal distribution for z is a mixture with only two components. These are
exactly the components we want to estimate:

z ∼ 1

N

N∑
i=1

mi(z) = c̄f1(z) + (1− c̄)f0(z), (4.9)

where the mixing weight c̄ =
∑
ci/N is the average prior probability of a signal

across all sites.
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This has a striking implication: we can estimate f0 and f1 for our spatially
varying model even if we assume that the ordinary two-groups model is true—
that is, by ignoring spatial information and using the marginal distribution of test
statistics alone. Thus we follow a two-step procedure: estimate f0 and f1 from (4.9)
using standard tools, and then fix these to estimate the spatially varying ci. (The first
step also recovers c̄, although this information is not used directly.)

We now describe our use of standard tools to estimate f0 and f1 directly
from (4.9). An open question is whether using spatial information would sharpen
these estimates; this is plausible, but we leave it for future work.

Estimating f0.

In some cases, f0 is taken directly from the distributional theory of the test
statistic in question (e.g. standard Gaussian) and therefore need not be estimated at
all. For such problems where a theoretical null describes the data well, this step can
be skipped.

However, as Efron (2004) argues, in many multiple-testing problems the
data are poorly described by the theoretical null. In such cases, an empirical null
hypothesis with known parametric form but unknown parameters must be estimated
in order to produce reasonable results. For the problems considered in this paper,
the null hypothesis is assumed to be a Gaussian with unknown mean and variance:
f0(z) = N(z | µ0, σ

2
0). But in principle the same matching technique can be used

in any exponential family.
To estimate µ and σ, we apply the central-matching method of Efron (2004),

which uses the shape of the histogram of test statistics near zero (which come
mostly or exclusively from the null distribution). Specifically, let ZC be the subset
comprising some central fraction (we use 1/3) of the z scores. Central matching
proceeds in three steps:

1. Construct a smooth estimate ĝ(z) of the log density of the test statistics in
ZC , and let z0 be the point where l̂(z) obtains its maximum.
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Figure 4.3: Theoretical versus empirical null for the fMRI data from Section 4.5.2.

2. Form a second-order Taylor approximation of ĝ(z) about its maximum:

ĝ(z) ≈ q(z) =
d2

2
(z − z0)2 + d1(z − z0) + d0 .

3. The quadratic approximation on the log scale corresponds to a Gaussian
on the original scale. Therefore set the mean and standard deviation of the
empirical null using the slope and curvature of q(z):

µ0 = z0 −
d1

2d2

σ0 =

√
− 1

2d2

.

For an alternative approach to estimating an empirical null, see Martin and Tokdar
(2012).

Figure 4.3 shows both the theoretical and empirical null for the fMRI data
analyzed in Section 4.5.2. This figure indicates that the theoretical null is likely
inadequate, and our analysis therefore uses false discovery rates estimated using
the empirical null.
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Estimating f1.

Having fixed an estimate for f0(z), f1(z) can be estimated by any of sev-
eral existing methods for one-dimensional Gaussian deconvolution, including finite
mixture models or Dirichlet-process models (Do et al., 2005). We use and rec-
ommend the predictive-recursion algorithm of Newton (2002) because it is fast,
flexible, and enjoys strong guarantees of accuracy (see Tokdar et al., 2009). Pre-
dictive recursion generates a nonparametric estimate f̂1(z) for the marginal density
under the alternative after a small number of passes through the data.4 For further
details, see Martin and Tokdar (2012); for pseudo-code, see Scott et al. (2015).

4.7 An expectation-maximization algorithm

We now turn to the details of solving the optimization problem in (4.6). This
problem is hard for at least two reasons: the likelihood term l(β) is nonconvex,
and the penalty term is nonseparable in β. We are not aware of any algorithm
that is guaranteed to find the global minimum efficiently, even for fixed λ, and the
method we describe below finds only a local minimum. Nonetheless, this paper
marshals evidence that the local solutions actually found by our algorthm yield
good reconstructions of underlying spatial patterns and better power than existing
FDR-controlling methods.

We handle the likelihood term with a simple data-augmentation step that
leads to an expectation-maximization (EM) algorithm. For now, we assume that λ
is fixed; we describe our method for choosing this hyperparameter in Section 4.8.
Introduce binary latent variables hi such that

zi ∼

{
f1(zi) if hi = 1 ,

f0(zi) if hi = 0

P(hi = 1) =
eβi

1 + eβi
.

4In our examples we use 50 passes, although in our experience 10 passes is virtually always
sufficient to yield stable estimates.
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Marginalizing out the hi clearly gives us the original model (4.4). Treating h as
fixed gives the complete-data negative log likelihood:

l(β,h) =
n∑
i=1

{
log
(
1 + eβi

)
− hiβi

}
. (4.10)

With h fixed, this is a convex function in β and is equivalent to the negative log
likelihood of a logistic-regression model with identity design matrix.

Therefore, a stationary point of (4.7) may be found via a conceptually simple
EM algorithm. Suppose that the step-k estimate for the underlying image of log
odds is β(k). In the E step, we compute q(k)(β) = E{l(β,h) | β(k)}. Because the
complete-data log likelihood is separable and linear in the hi, we simply plug in the
conditional expected value for hi, given the current guess for βi, into l(β,h). Since
hi is a binary random variable, this is just the conditional probability that hi = 1:

w
(k)
i = E(hi | β(k), zi) =

c
(k)
i · f1(zi)

c
(k)
i · f1(zi) + (1− c(k)

i ) · f0(zi)
, (4.11)

where c(k)
i is the prior probability that site i produces a signal, given by the inverse

logit transform of the current estimate β(k)
i from equation (4.5).

In the M step, we maximize the complete-data log likelihood. This requires
solving the convex sub-problem

minimize
β∈Rn

n∑
i=1

{
log
(
1 + eβi

)
− wiβi

}
+ λ‖Dβ‖1 , (4.12)

where the wi are the complete-data sufficient statistics.
To solve this subproblem, we expand l(β,w) in a second-order Taylor ap-

proximation at the current iterate x. This turns the M step into a weighted least-
squares problem with a generalized-lasso penalty. Thus up to a constant not de-
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pending on β, the intermediate problem to be solved is

minimize
β∈Rn

[∇ l(x,w)]T (β − x) +
1

2
(β − x)TH(x,w)(β − x) + λ‖Dβ‖1 ,

(4.13)
where ∇ l(x,w)T and H(x,w) are the gradient and Hessian with respect to the
first argument of the complete-data negative log likelihood l(β,w), evaluated at
the current iterate β(k) (denoted generically as x). These are simple to evaluate:

[∇ l(x,w)]i =
exi

1 + exi
− wi

[H(x,w)]i,j =

{
exi

(1+exi )2
if i = j

0 if i 6= j

The Hessian matrix is diagonal because the log likelihood is separable in βi.
Ignoring terms that are constant in β, the solution to (4.13) can be expressed as the
solution of a penalized, weighted least-squares problem:

β̂ = arg min
β∈Rn

{
n∑
i=1

ηi(yi − βi)2

2
+ λ‖Dβ‖1

}
, (4.14)

with working responses yi and weights ηi given as follows:

yi = xi −
ci − wi
ηi

ηi = ci(1− ci)

ci =
exi

1 + exi
.

Recall that x is the point at which the Taylor expansion for the complete-data log
likelihood is computed. In our EM algorithm, this is the current estimate β(k).

Thus the overall steps of algorithm can be summarized as follows.

1) E-step: Use formula (4.11) to form the complete-data sufficient statistics
wi, given the current estimate of β, to get the complete-data negative log
likelihood l(β,w) in (4.10).
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2) Quadratic approximation: Expand l(β,w) in a second-order Taylor se-
ries about the current iterate x ≡ β(k), thereby forming the “quadratic +
penalty” surrogate sub-problem in (4.14).
3) Penalized weighted least squares: Solve the surrogate problem (4.14) us-
ing the GFL algorithm described in Chapter 3.

In principle, a full M step requires that steps 2 and 3 be interated until local conver-
gence after each E step. In practice, we take a partial M step by iterating steps 2 and
3 only once. This speeds the algorithm up: step 3 is by far the most computationally
expensive, and we want it to be using sufficient statistics wi that are as up-to-date
as possible. Moreover, as long as the complete-data objective function is improved
at each step, the resulting sequence of iterates still converges to a stationary point
of (4.7).

4.8 Choosing the regularization parameter

Once the null and alternative densities have been estimated, the only remain-
ing tuning parameter in FDR smoothing is λ, the amount of regularization applied
to the vector of first differences in log odds across the edges in G. We now describe
our method for choosing λ in a data-adaptive way.

Figure 4.4 illustrates the importance of choosing an appropriate λ value.
The top left panel depicts an underlying image of prior probabilities. We used this
image to generate z scores according to the spatially varying two-groups model in
equations (4.4) and (4.5) with a specific choice of f1. (For details, see the “small
signal” experiment in Section 4.9.) Choosing λ too small, as in the bottom left
panel, produces a grainy reconstruction that overfits the data. Choosing λ too large,
as in the bottom right panel, results in oversmoothing and the loss of interesting
spatial structure. Our procedure yields the choice of λ shown in the top-right panel.
The true regions are recovered with reasonable accuracy, and the graininess of the
bottom left panel is avoided.

We avoid having to hand-tune λ in an ad-hoc fashion using the following
approach, based on the same solution-path idea often used to set λ in `1 problems
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Truth λ = 0.29

λ = 0.20 λ = 0.55

Figure 4.4: Comparisons of different choices of the λ penalty parameter. Choosing
λ too small (bottom left) will produce a grainy reconstruction that overfits the data.
Choosing λ too large (bottom right) will oversmooth the data and potentially lose
crucial structure. Our path-based method for choosing λ results in the choice shown
in the top right panel.
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(e.g. Tibshirani and Taylor, 2011).

1. Calculate the FDR-smoothing solution β̂(λ) across a decreasing grid of reg-
ularization parameters λM > λM−1 > · · · > λ1, using the solution for λs as
a warm start to find the λs−1 solution.

2. For each solution β̂s corresponding to λs, calculate a relative quality mea-
sure Q(β̂s).

3. Choose λs to be the point in the grid where the quality measure is smallest.

The choice of quality measure should enforce a compromise between the fit and
complexity of the reconstructed image. Perhaps the two most common approaches
are AIC and BIC. Let φ(β) be the degrees of freedom of the estimator and l(β) the
maximized value of the log likelihood. Then up to constants not depending on β,

AIC(β) = −2 log l(β) + 2φ(β) (4.15)

BIC(β) = −2 log l(β) + log(n)φ(β) . (4.16)

For simple one-dimensional problems under squared error loss, calculating
the degrees of freedom of the generalized lasso equates to counting the number
of change points along the x axis. The two-dimensional extension of this result
appeals to Stein’s lemma, and involves counting the number of distinct contigu-
ous 2-d regions or plateaus in β (Tibshirani and Taylor, 2012); these results can
analogously be extended to arbitary graphs, where a plateau equates to a connected
subgraph. For example, the true prior in the upper left panel of Figure 4.4 has three
plateaus: the two darker squares, and the white background.

Unfortunately, this remarkable result on the degrees of the freedom of the
generalized lasso applies only to problems where l(β) is squared error loss. We
are aware of no analogous results in more complicated situations involving mixture
models such as ours. Therefore, we cannot plug in the true degrees of freedom
when calculating AIC and BIC, because it is not known. In the absence of a better
alternative, we use the number of plateaus as a surrogate for the degrees of freedom.
This is a heuristic solution, but one that seems to yield good performance in prac-
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Figure 4.5: Averages over 20 runs of an example 2D FDR smoothing task with
two plateaus and a 10% FDR threshold. (a) and (b): The log likelihood and de-
grees of freedom as the value of λ changes from 1.5 to 0. (c) and (d): TPR and
FDR for varying choices of lambda; the gray line in (d) shows the specified 10%
threshold. (e) and (f): Corresponding AIC and BIC. Empirically, AIC tends to lead
to undersmoothing and violating the FDR threshold, but BIC finds a good balance
point between fit and complexity. The dotted orange line in every plot marks the
BIC-chosen value of lambda; AIC would choose the smallest lambda value in the
grid.

tice. The upshot is that if a good estimator for the true degrees of freedom could
be found, it is likely that a smarter λ could be chosen automatically, and that our
overall method could be improved.

Figure 4.5 shows the average results over 20 typical solution path traces for
the log likelihood, surrogate degrees of freedom, AIC, BIC, and the corresponding
power and realized FDR. In FDR smoothing problems, the number of plateaus is
typically much smaller than the number of data points, and the penalty that AIC
places on the degrees of freedom is dominated by the log likelihood. As a result,
AIC works poorly in practice, producing images that are far too grainy and exceed-
ing the specified FDR threshold (10% in this case). On the other hand, BIC achieves
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a much better balance across a range of problems, achieving the near-optimal trade-
off point between TPR and FDR, and we recommend it as a criterion for choosing
λ.

An additional practical complication is that it is non-trivial to compute the
number of plateaus efficiently for large-scale problems. The naı̈ve approach of
counting the number of distinct values in β̂ can fail badly if the estimate has mul-
tiple spatially-separated plateaus with the same estimated prior probability (up to
the precision of the ADMM convergence criterion). Pseudo-code for our plateau-
counting method is provided in the appendix.

4.9 Experiments

4.9.1 Setup and protocol

To demonstrate the effectiveness of FDR smoothing, we conducted simu-
lation experiments across eight different scenarios defined by a full cross of three
factors:

• two different configurations of the site-specific prior signal probability ci in
a region of heightened signal probability. In one configuration, the true prior
probability in this region is defined to be saturated at ci = 1; that is, every site
in the signal region is a signal. In the other configuration, the signal region is
defined to be more mixed, with ci = 0.5.

• two different configurations of ci in the “background” region. We consider
the cases where the background is purely from the null region, ci = 0, and
another where the background contains some signal, with ci = 0.05. Figure
4.7 (top left panel) shows an example of the site-specific prior distributions.

• two different choices for f1(z), the distribution of test statistics under the
alternative hypothesis. Each f1(z) is defined as the Gaussian convolution of
some “noiseless” signal distribution π(θ). We consider a “well-separated”
alternative, π(θ) = 1

2
N(−2.5, 1) + 1

2
N(2.5, 1), that has its modes far from the

mode of the null distribution, and a “poorly-separated” alternative, π(θ) =

40



N(0, 3), that has the same mean as the null but with fatter tails.

In all eight scenarios, the spatial structure was a 128 × 128 two-dimensional grid
graph. We simulated 30 data sets in each scenario and set the desired false discovery
rate at 10%.

For each data set, we simulated z scores as follows. Let {ci} be the true
image of prior probabilities, let π(θ) the true (noiseless) distribution of signals, and
let δ0 be a Dirac measure at zero. Then zi is drawn from the mixture model

θi ∼ ciπ(θ) + (1− ci)δ0

zi ∼ N(θi, 1) .

The null hypothesis is that θi = 0, in which case zi ∼ f0(z) = N(0, 1). The
alternative hypothesis is that θi 6= 0, in which case zi is drawn from the Gaussian
convolution f1(z) =

∫
R N(θi, 1) π(θi) dθi.

Figure 4.6 shows the true true f1(z) (orange curve) in the two alternative
hypothesis scenarios; the nonparametric estimates of f1(z) are shown in the thin
gray lines. We show all 120 estimates from our benchmarks to convey a sense of
the variance of the predictive recursion procedure, across a wide array of scenarios.

We compare our approach against three other techniques for multiple test-
ing: 1) the Benjamini–Hochberg procedure (Benjamini and Hochberg, 1995); 2)
the FDRL procedure (Zhang et al., 2011); and 3) the hidden Markov random field
(HMRF) method of Shu et al. (2015). The first method is well known; we briefly
explain the second and third. FDRL estimates the false discovery rate from locally
smoothed p-values, obtained by taking the median of p-values in a local neighbor-
hood on the graph. The HMRF method models the dependence of the site-specific
priors using an Ising model. The model is fit via an EM routine that relies on Gibbs
sampling to compute the E step. Finally, to establish a baseline we also present
the results of an “oracle” two-groups model in which both the true f1(z) and the
true underlying β vector are assumed known. The represents the theoretical limit
of performance of the two-groups model. Details on how we ran FDRL and the
HMRF model are provided in Appendix A.3.
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Figure 4.6: Visualization of the two f1(z) (alternative distribution) scenarios con-
sidered in the simulation experiments. The left panel shows the alternative distri-
bution that is poorly separated from the standard-normal null distribution (f0(z)),
in the sense that they both have the same mode at 0. The right shows the well-
separated (bimodal) alternative distribution. The thin gray lines in each panel show
the resulting nonparametric estimates of f1(z) via predictive recursion for each of
the 120 simulated data sets.

We also considered two spatial smoothing approaches, but ultimately did
not include these are benchmarks. The first method, FDR-regression (Scott et al.,
2015), requires introducing a large set of basis functions to model spatial depen-
dence. (It also requires that the underlying graph be embedded in a metric space.)
We did benchmark against FDR regression, but the resulting comparison added little
to the overall presentation and insight: FDR-smoothing outperformed FDR regres-
sion soundly in all of our comparisons and we therefore chose not to include these
results in the paper; these results are included in Appendix A.4 for completeness.
Another method (Sun et al., 2015) was determined to not be suitable for inclusion
for several reasons: 1) it is focused on continuous spaces with a valid distance met-
ric (our space has only an adjacency structure); 2) the reliance on testing an interval
null of the form H0 : |m(s)| < d for some sufficiently small d, which is not nec-
essarily the same as testing a point null (Berger and Delampady, 1987); and 3) the
implementation of their method relies on using Gaussian processes. In practice their
code was not able to scale even to our synthetic dataset on a 128 × 128 grid, and
certainly would be unable to scale to a full fMRI dataset of 750,000 voxels. We also
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note that although this benchmark example focuses on a single plateau of elevated
prior probability, we conducted a suite of other experiments with varying plateau
sizes, counts, and prior probabilities; we found that FDR smoothing performs sim-
ilarly in all of these cases and thus chose to focus on the simplest experiment that
still highlights the key differences among the available methods.

4.9.2 Results and interpretation

The benchmark results (Table 4.1) reveal a failure of both FDRL and HMRF:
they are not robust to regions of interest which are not saturated (i.e. 100% of the
test statistics from f1). Consequently, both methods substantially exceed the 10%
false discovery rate threshold (bottom sub-table; columns 3, 4, 7, and 8). FDR
smoothing, in contrast, obeys the FDR threshold in all scenarios.

From a power perspective, FDR smoothing also provides clear advantages.
In six of the eight examples, FDR smoothing has the highest true positive rate (TPR)
among all methods which did not violate the 10% FDR threshold. Furthermore, in
each of these scenarios the FDR smoothing method was within 2-4% of the oracle
method, leaving little room for increased power. The only scenario in which FDR
smoothing is slightly underpowered is when the signals are poorly separated and
the signal regions are saturated. To better understand why HMRFs performed well
in this scenario, we give a typical example of the results on a mixed signal region
scenario in Figure 4.7.

As shown in the upper right panel of Figure 4.7, the signals are clearly mixed
within the signal region. Nevertheless, the HMRF model essentially estimates the
entire signal region to be purely signal. This is a typical result for both mixed and
saturated signal region scenarios. The difference is that under the saturated signal
regime, estimating the entire signal region as 100% signal happens to be the correct
strategy. The implication here is that HMRFs are only preferable in the special case
where the data contain plateaus of saturated signal with minimal noise in the other
regions. However, in such cases, it seems likely that one could segment the data in
a more effective manner by leveraging this prior knowledge. For additional details,
see Appendix A.5.
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True positive rate (TPR)

f1 Well-Separated Poorly-Separated
Signal Saturated Mixed Saturated Mixed
Rest Pure Noisy Pure Noisy Pure Noisy Pure Noisy

BH 0.500 0.516 0.416 0.451 0.415 0.428 0.370 0.388
FDRL 0.920 0.810 0.461 0.375 0.747 0.661 0.289 0.235
HMRF 0.990 0.924 0.996 0.795 0.989 0.910 0.926 0.553
FDRS 0.999 0.925 0.678 0.597 0.776 0.686 0.510 0.460

Oracle 1.000 0.945 0.696 0.607 1.000 0.929 0.553 0.495

False discovery rate (FDR)

f1 Well-Separated Poorly-Separated
Signal Saturated Mixed Saturated Mixed
Rest Pure Noisy Pure Noisy Pure Noisy Pure Noisy

BH 0.079 0.073 0.089 0.085 0.078 0.074 0.087 0.085
FDRL 0.102 0.150 0.399 0.441 0.103 0.135 0.384 0.421
HMRF 0.097 0.054 0.550 0.452 0.102 0.047 0.481 0.254
FDRS 0.059 0.059 0.099 0.100 0.002 0.009 0.079 0.076

Oracle 0.100 0.100 0.100 0.100 0.100 0.100 0.100 0.100

Table 4.1: Results of the eight simulation studies. Each entry is an average er-
ror rate across 30 simulated data sets. The true-positive rates in bold are for the
highest TPR model that does not violate the 10% FDR threshold. FDR smoothing
(FDRS) results in the highest admissible true-positive rate for all but two of the
scenarios, consistently beating both the Benjamini–Hochberg procedure (BH) and
FDRL. Crucially, FDR smoothing does not violate the FDR threshold for any of
the experiments, whereas the two competing state-of-the-art methods substantially
exceed the limit on all four mixed signal region simulations.
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Figure 4.7: Results for a single trial from a scenario with a poorly-separated alter-
native, mixed signal region, and pure background region. Top left: the true priors
({ci}) for all test sites. Top right: the test sites truly coming from the alternative
distribution. Middle left: the signals detected by the Benjamini-Hochberg proce-
dure. Middle right: the signals detected by the hidden Markov random field method.
Bottom left: the signals detected by the FDRL procedure. Bottom right: the signals
detected by our FDR smoothing method.
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The FDRL procedure assumes that p-values are spatially dependent, with
adjacent pixels having similarly-distributed p-values. Given this view of the prob-
lem, FDRL aims to increase power by taking the median p-value of each test site
and its neighbors. It then corrects for multiplicity by appealing to facts about the
order statistics of the uniform distribution. This modeling assumption is fundamen-
tally different than in FDR smoothing, which assumes that the dependence lies in
the prior weights of the two-groups model. As can be seen in the bottom left panel
of Figure 4.7, the consequence of the FDRL approach is that discoveries tend to
clump together into small local clusters. This results in overestimating the number
of discoveries in high-signal-density regions, as well as being sensitive to outlier
neighborhoods.

Overall, FDR smoothing strikes an appealing balance of reliability, power,
and speed, especially relative to the other available methods. Across a variety of
experimental settings, FDR smoothing strictly adheres to the FDR threshold, pro-
viding important reassurances to the scientist. Finally, all of our FDR smoothing
scenarios could easily have been run on a laptop. Running the full solution path
for an example like the one shown in Figure 4.7 takes 14 minutes on a single node
in our cluster environment, with 1/3 of that time spent performing 50 sweeps of
predictive recursion; in practice, 5 sweeps is generally sufficient and would speed
up FDR smoothing even more. For comparison, the same example takes over two
days to run the HMRF model.

4.9.3 Robustness to Misspecification

The two groups model we rely on makes several assumptions about the dis-
tribution of the observed z-scores. We investigate the robustness of FDR smoothing
under the relaxation of two of these assumptions: a spatially-invariant alternative
distribution and uncorrelated errors. At their core, these experiments are designed
to see how well our algorithm performs when the z-scores are not conditionally
independent as specified by the two groups model, but rather are related to their
location and the values of their neighbors.

The alternative distribution estimated by our predictive recursion routine is
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Figure 4.8: Left: The mean of the spatially-dependent alternative distribution in
the first misspecification example. Middle: The global alternative distribution esti-
mated in each trial by the predictive recursion procedure in FDR smoothing. Right:
TPR and FDR for FDR smoothing in the spatially-dependent z-value scenario; FDR
smoothing only slightly exceeds the 10% FDR threshold (by approximately 1% on
average).

assumed to be globally fixed and spatially invariant. However, it is reasonable to
believe that some experiments may have a spatially-dependent alternative distri-
bution. For instance, a significant difference in some region of the brain may be
due to inhibition of neuronal activity while another region may experience excita-
tion. To examine the performance of FDR smoothing under a spatially-dependent
alternative distribution, we conducted 30 independent trials on a 64×64 grid where
the alternative distribution wasN(µij, 1) with a spatially-dependent mean function:
µij = 6sin(2iπ

64
)cos(2jπ

64
) (Figure 4.8, left panel; here i and j index position on the

grid.) In each trial, we randomly generated three plateaus by sampling contigu-
ous 1000-point regions with replacement, and drawing the test statistics at each site
from the corresponding N(µij, 1) distribution. Figure 4.8 (Middle) shows the re-
sult of each globally-estimated alternative distribution. In many trials, the model
incorrectly estimates the alternative distribution to be a roughly-unimodal distri-
bution centered near one of the two peak activation levels (-6 and 6) of the true
distribution. Nonetheless, as Figure 4.8 (Right) shows, the model maintains strong
performance by achieving high power while only slightly exceeding the 10% FDR
threshold on average (mean FDR: 11.54%).

Another fundamental assumption of our model is that each z-score is an
independent draw from its corresponding mixture component. We investigate our
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method’s robustness to violations of this assumption, by drawing z-scores from a
multivariate Gaussian process, N(µ,Σ) defined as follows. For noise-only nodes,
µi was zero, and for signal nodes we drew µi ∼ 1

2
δ−2 + 1

2
δ2, where δ is a Dirac

measure. The covariance matrix Σ was that of a Gaussian process with a squared-
exponential kernel k(xi, xj) = exp(1

2
b−2 ||x1 − x2||2 + ε ∗ I[xi = xj]), where b

is the bandwidth parameter, I is the indicator function, and ε is a small nugget
term added for numerical stability. We generated signal regions as in the previous
experiment (1000-point plateaus of connected vertices) and varied the strength of
covariance between neighbors on the graph by increasing the bandwidth parameter.
For each value of b, we simulated 10 independent data sets. As shown in Figure
4.9 (left), the FDR smoothing model maintains the 10% FDR threshold until the
bandwidth exceeds b ≈ 1. We note that a bandwidth above 1 here produces visibly
“clumpy” regions of correlated noise. This would be easy to detect in real data, and
is well beyond what one might expect in a low-to-moderate correlation setting. See
Appendix A.6 for an example visualization of the data at the first bandwidth above
the b = 1 threshold.

The FDR smoothing approach appears overall to be very robust to model
misspecification. In most situations, mis-specification leads to an increasingly con-
servative estimation of the discoveries, rather than by substantially exceeding the
FDR threshold. It is only in the presence of noise with visible (and easily detected)
spatial correlation that the model begins to violate the FDR threshold, which hap-
pens gradually as the spatial correlation increases. These results should give further
confidence to the practitioner: using FDR smoothing may be useful even in scenar-
ios where the assumed model does not completely fit the experimental design.

4.9.4 Pathological Scenarios

The one pathological example we have found where FDR smoothing fails
catastrophically is when the number of test sites drawn from the alternative distri-
bution is nearly as large, or larger, than the amount drawn from the null distribution.
When this happens, the predictive recursion procedure may actually interpret the al-
ternative distribution as the null and vice versa. The result is a complete inversion
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Figure 4.9: Left: The performance of the FDR smoothing algorithm when errors
are correlated. Points correspond to means over 10 independent trials, with bands
corresponding to standard error. The FDR threshold is conserved until the band-
width reaches a pathologically high level. Right: The performance of the FDR
smoothing algorithm as the number of test sites drawn from the alternative distribu-
tion increases. When more than half of the data is drawn from the alternative, the
predictive recursion routine estimates the alternative distribution as the null distri-
bution, and vice versa. The result is an inverted set of predictions, with mostly null
points estimated to be discoveries.

of the estimated prior regions and corresponding posteriors.
To illustrate this point, we simulated along a continuum from entirely-null

to entirely-alternative distribution samples. At each point on the grid, we ran 10
independent trials and measured TPR and FDR for the model. The null distribution
was a standard normal and the alternative distribution was a normal distribution
centered at 2. Figure 4.9 (right) shows the performance of FDR smoothing as the
proportion of test sites drawn from the alternative distribution varies. After the
pathological threshold of ~50% is crossed, we see that the TPR and FDR “flip”, as
the model now estimates all null sites to be discoveries.

Fortunately, this pathological scenario is easy to detect in practice. As a san-
ity check, one should simply examine the estimated null and alternative distribu-
tions. The purpose of the empirical null procedure is to correct for slight systematic
bias in the experimental procedure that generated the data. One should therefore
expect the resulting null estimation to be reasonably close to a standard normal. In
the pathological case above, however, the empirical mean of the null distribution is
very far from zero; similarly, the alternative distribution is almost precisely a stan-
dard normal. If this scenario arises, we advise the practitioner to simply use the
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theoretical null, as the benefit from the empirical null is much smaller than from the
spatial smoothing procedure of FDR smoothing.

4.10 Conclusion

Modern scientific analyses often involve large-scale multiple hypothesis test-
ing. In many cases, such as fMRI experiments, these analyses exhibit spatial struc-
ture that is ignored by traditional methods for multiplicity adjustment. As we have
shown, exploiting this spatial structure via FDR smoothing offers a simple way to
increase the overall power of an experiment while maintaining control of the false
discovery rate. Our method achieves this performance by automatically identifying
spatial regions where the local fraction of signals is enriched versus the background.
While our results show strong statistical and computational performance, there are
many areas in which our approach could be improved. We call attention to a few of
these areas and suggest them as subjects for future research in Section 7.
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Chapter 5

Spatial Density Smoothing

5.1 Introduction

Sensors in science and engineering applications are often deployed over a
large geographical area with sparse data gathered at any specific point. For example,
conservation biologists frequently wish to estimate the distribution of species in a
given ecosystem (Zielinski et al., 2005; Moilanen et al., 2005, 2006; Mainali et al.,
2015). Since observations of a given species are relatively sparse, the spatial data
is typically aggregated into regions and organized along a grid. Smoothing over
adjacent densities in the grid is a crucial task for such data, as otherwise the total
number of observations may be too small in any given cell to form an accurate
estimate.1

Another area where spatially-smoothed densities are required, and the tar-
get application of this section, is radiological anomaly detection. Widely used for
industrial radiography, sterilization, and medical imaging, these sources are of-
ten poorly secured (Gaffigan, 2012) and sometimes stolen (Korshukin and Emery,
2006). To prevent dangerous accidents and to detect radiological dispersal devices
(dirty bombs) before they can be used, security agencies are interested in continu-
ously monitoring wide areas for radiation sources. A simple method is to monitor
overall radiation levels. But these vary naturally in space, as different soil, stone,
and building materials can contain widely different amounts of naturally occurring
radioactive materials (NORM). Moreover, different detectors exhibit very different
overall sensitivities to radiation. It is therefore more effective to monitor the energy
spectrum of the detected radiation instead, as different radioactive materials emit
gamma radiation at distinct energies.

1The work in this chapter has been published in Tansey et al. (2016) as joint work with Alex
Athey, Alex Reinhart, and James G. Scott. I was the lead investigator for all methods, algorithms,
and experiments; all work in this chapter constitutes original contributions.
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But to find a spectral anomaly, one must first know what the normal back-
ground spectrum looks like at all spatial locations. The background spectrum is the
probability distribution for the energy of a gamma ray emitted by natural sources
of radiation at a given site. Therefore, a key statistical problem in radiological
anomaly detection is the need to accurately estimate a spatially varying probability
distribution for a set of random variables X(s), where s indexes the site.

We present a new approach to this problem, called multiscale spatial density
smoothing, that exploits a recursive dyadic partition of the sample space of X(s).
This re-casts the problem of estimating a density as the problem of estimating a
set of binomial probabilities associated with the nodes in a binary tree. We incor-
porate a prior on each binomial probability that encourages spatial smoothing, and
we compute a fast MAP estimate under this model via a variant of the GFL algo-
rithm from Chapter 3. Our studies show that the method is fast, highly accurate
for densities with difficult multiscale structure, and scalable to data sets too large
to be stored on a single machine. Our main application also shows that the method
leads to cutting-edge performance in detecting radiological anomalies, using data
on background gamma radiation collected over a period of six weeks on a large
university campus.

5.1.1 Background on radiological survey

Our data.

The data analysis described in this section is part of a broader effort to assist
first responders, who lack the capability to detect and monitor excessive levels of
radiation, particularly over large geographic areas. Current methods are reactive,
searching for radioactive sources if they are known to be lost, rather than proactive,
monitoring continuously to detect unexpected sources. In collaboration with local
public agencies, we are developing a system for monitoring radiation in complex
urban areas using mobile detectors employed on existing infrastructure, such as
garbage trucks, city buses, taxis, or mail carriers. The goal is to develop an end-
to-end system for monitoring and anomaly detection that does not require operator
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interface, a large operator equipment burden, or specialized training.
The data analyzed in this paper was collected as part of the initial pilot study

with this system during July and August 2012 at the University of Texas J.J. Pickle
Research Campus (PRC), a satellite campus that houses various research facilities
of the University of Texas at Austin. Several features at the PRC cause its back-
ground spectrum to vary spatially: several brick buildings have higher background
rates, and there is a radiological storage site on the northwest corner of the campus.
By collecting data repeatedly over the course of six weeks, we are able to accurately
map the background radiation spectrum and observe its change over time, detecting
any unusual spectral changes.

To collect our data, we used a 2 × 2 inch cesium iodide gamma spectrome-
ter. The spectrometer continuously recorded gamma rays, binning them into 4,096
discrete energy bins.2 A laptop recorded the gamma spectrum, GPS location, and
timestamp every two seconds. The detector typically recorded about 30–50 gamma
rays per second. The detector was driven around campus on a golf cart once or
twice daily, recording a total of 18 hours of observations taken over 41 drives on 30
different days. See Appendix A.8 for further details on the data and pre-processing.

Existing work on radiological survey.

In addition to their law-enforcement applications, radiological surveys are
important in many other security and environmental scenarios. In medicine, they
can be used to find a lost source, e.g. a medical radio-isotope that has been stolen
or gone missing from a hospital. In border security, they can be used as part of a
protocol to scan for illicit radiological material on trucks at a border crossing or
container ships at a port. In disaster response, they can be used to help assess the
radiological impact of nuclear accidents such as Chernobyl or Fukushima (Lyons
and Colton, 2012).

Previous source search methods have focused on detecting radioactive sources

2Because energy bins are discrete, we are not estimating a density in the strict sense, merely a
very fine histogram. Nonetheless, to avoid needless complexity, we refer to “densities” and “density
smoothing” .
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with a mobile detector when a previous radiological survey does not exist (Runkle
et al., 2007; Jarman et al., 2010). Without previous knowledge of the background
radiation spectrum, these systems must distinguish changes caused by man-made
sources from natural variation in the background, reducing their sensitivity. Auto-
mated portal monitoring systems, for use at border crossings or ports, have been
developed (Runkle et al., 2009), and portal monitors are now widely deployed.
However, though some cities have performed helicopter-based radiation surveys
for disaster preparedness (Wasiolek, 2007), these are impractically expensive for
long-term radiation surveillance.

Previous work on long-term mapping and anomaly detection includes Au-
cott et al. (2013), which attempted to map the background and correlate spectral
features with features detected by cameras and LIDAR, such as nearby buildings
and construction materials; Reinhart et al. (2014), which used spectral comparison
ratios to detect spectral changes in large 250×250 meter spatial cells; and Reinhart
et al. (2015), which used Kolmogorov–Smirnov tests to achieve higher power with
much smaller spatial cells, giving a better ability to detect and localize sources. The
latter two methods do not borrow information across space: each cell is treated as
independent of the others, so each cell requires sufficient background observations
to obtain a good background spectrum estimate. The purpose of this article is to
show how a new methodology can address this shortcoming and improve overall
detection performance.

5.1.2 Statistical background

Several factors make our problem difficult. First, the background spectra
we are trying to estimate have both smooth and spiky features. They are not well
described by any simple class of density functions or by a single bandwidth param-
eter. Outside a spatial context, this is often addressed by locally adaptive density
estimation (e.g. Sain and Scott, 1996); it is a difficult problem in its own right, in-
dependent of the complication introduced by spatial variation. Second, the spatial
variation in background spectra is nonstationary and locally anisotropic. One rea-
son for this is that different building materials have different combinations of nat-
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Figure 5.1: Two example spatial sites (cell 14, top row; and cell 62, bottom row) for
the PRC data that show the comparison between the global density estimate and the
local density estimates using our procedure for multiscale spatial density smooth-
ing. The left two panels compare the training data in each cell (grey histogram); the
local density estimates based on multiscale spatial smoothing (solid grey curve);
and the spatially invariant global density estimate (dashed black curve). (These
densities are rescaled to show the expected count rate.) The middle two panels
show the difference between the global and local estimates near the broad peak in
the spectra between channels 50 and 200. The right two panels show the locations
of each site on a larger map of campus.
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urally radioactive isotopes, and there is wide variation in building materials across
sites: some radioactive isotopes are common, while others are rare (Ryan et al.,
2014). Finally, at some sites, there is very little data, because the background data-
collection regime did not often visit these regions. This data sparsity means that
accurate spatial interpolation of the background spectrum will often be necessary
for the purposes of detecting anomalies in rarely visited sites.

Our proposed multiscale density-smoothing method successfully addresses
these challenges. Conceptually, it involves three steps:

1. Split the overall problem into sub-problems by recursively partitioning the
sample space into a series of half-spaces, each described by a conditional
probability.

2. Smooth the half-space probabilities by computing a fast MAP estimate un-
der a prior that encourages spatial neighbors to be similar.

3. Merge the smoothed half-space probabilities to yield estimates f̂ (s) at each
site.

This “split/smooth/merge” structure reduces the density smoothing problem
to a set of separate scalar smoothing problems, each of which can be solved by con-
vex optimization. It is therefore extremely fast and scalable to very large data sets,
and can exploit two complementary strategies for parallelization. First, data for
different spatial sites can be stored on different machines, with minimal communi-
cation between them. Second, different scalar smoothing problems, corresponding
to different half-space probabilities, can be solved on different machines and are
easily combined to form a final answer. We exploit both sources of parallelism in
our analysis. With these savings, analyzing enormous radiological data sets be-
comes computationally feasible.

Figure 5.1 provides a snapshot of the method’s performance on our data, as
well as some intuition regarding the statistical challenges we have mentioned. The
figure shows the density reconstruction for two sites (labeled 14 and 62) for which a
relatively large amount of data is available (because the map has been divided into a
very coarse grid). The raw gamma-ray counts for these two sites exhibit visibly dif-
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ferent backgrounds near the broad peak in the spectrum that occurs between energy
channels 50 and 200. Our procedure faithfully reconstructs these differences with-
out the excessive variability of the raw histograms, yet it still manages to capture
other “spiky” features of the density without oversmoothing.

5.2 Overview of Approach

5.2.1 Notation

In this paper, space is assumed to be discrete and represented by an undi-
rected graph G = (V , E), where an edge (r, s) means that sites r and s are neigh-
bors. We use p = |V| to denote the number of vertices and d = |E| the number of
edges. Let f (s) be the set of densities across sites, all with common sample space
B. At each site, we observe data x(s) = (x

(s)
1 , . . . , x

(s)

N(s)), a vector of observations

x
(s)
i

i.i.d.∼ f (s) of length N (s).
A key device in our paper is the use of a recursive dyadic partition of the

sample space B. We recursively construct the level-k partition of B, denoted Π(k),
via a bijection with all length-k binary sequences γ ∈ {0, 1}k, as follows. Let the
level-1 partition as Π(1) = {B0, B1} where B0 ∪ B1 = B and B0 ∩ B1 = ∅. Given
the partition at level k, the partition at level k + 1 is defined by specifying, for each
γ ∈ {0, 1}k, the pair (Bγ0, Bγ1) satisfying Bγ0 ∪ Bγ1 = Bγ and Bγ0 ∩ Bγ1 = ∅.
Here γ0 (γ1) is new binary sequence defined by appending a 0 (1) to the end of γ.

We refer to Bγ (or just γ) as a parent node, Bγ0 as the left child, and Bγ1

as the right child. To give a concrete example, if B is the unit interval (i.e. the
level-0 partition), the level-1 partition could be Π(1) = {[0, 0.5], (0.5, 1]}; the level-
2 partition could be Π(2) = {[0, 0.25], (0.25, 0.5], (0.5, 0.75], (0.75, 1]}; and so on.
(See Panel A, Figure 5.2.)

Together with a splitting rule for constructing the child nodes Bγ0 and Bγ1

from Bγ , this recursive process defines a depth-K binary tree whose complete set
of nodes is

B(K) =
K⋃
k=1

Π(k) =
K⋃
k=1

(
Bγ : γ ∈ {0, 1}k

)
,
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Figure 5.2: (Panel A) An example of a depth-2 recursive dyadic partition of an
interval B, together with a sample x of size 1000 from a known density (shown as
a thin black line). The counts next to each arrow show the quantity y(x, Bγ). For
example, y(x, B0) = 270, because 270 of the 463 points in B0 fall in the left child
node B00. (Panel B) A toy example of a spatial smoothing problem for the splitting
node B1 from Panel A, where the underlying density differs at each site in a 2 × 2
grid graph. (The density from Panel A is at the top-left site.) The superscripts on
the w’s index spatial sites, not nodes in the tree.

indexed by all binary sequences γ of length no more than K. There are many
possible splitting rules; we choose Bγ0 and Bγ1 to have equal length, assuming that
B is compact.

5.2.2 Split, smooth, and merge

This tree B(K) enables a “split/smooth/merge” estimation strategy, as fol-
lows. For now we drop the spatial index s, and consider the density f at a single
site (e.g. Panel A of Figure 5.2). Suppose that X ∼ f , and that Bγ is some (non-
terminal) node in B(K). We focus on the conditional probability that X falls in the
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left-child node Bγ0, given that it is in Bγ:

wγ = P (X ∈ Bγ0 | X ∈ Bγ)

We then express the probabilities at the terminal nodes of the tree as the product of
the wγ’s as one traverses the tree starting at the root. These terminal-node probabil-
ities form a very fine discrete approximation to f .

Now suppose that x = (x1, . . . , xn) is a vector of n i.i.d. samples from f ,
and let y(x; b) = #{xi ∈ b} be the number of these samples that fall in the set
b ⊂ B. If Bγ is a nonterminal node, then clearly

(yγ0 | yγ) ∼ Binomial(yγ, wγ) , (5.1)

where yγ = y(x, Bγ) for short. In this way, we have reduced the density-estimation
problem to a set of independent binomial problems, one for each node in B(K).
Crucially, each wγ can be estimated independently.

This explains the “split” and “merge” aspects of our estimation strategy. In
the split step, we form separate binomial-estimation problems for each wγ . In the
merge step, after having estimated the wγ’s, we recursively compute the terminal-
node probabilities from the conditional splitting probabilities. The missing ingre-
dient here is spatial smoothing. To explain this, we re-introduce the spatial index s
and consider the collection of splitting probabilities w(s)

γ and counts y(s)
γ for all tree

nodes γ and sites s ∈ V . Panel B of Figure 5.2 shows a toy example for the node
γ = 1, where the underlying density differs for each site in a 2×2 grid. Concretely,
at site 3, we have y10 = 421 and y11 = 127.

Our method applies spatial smoothing to the batch of splitting probabilities
Wγ =

{
w

(s)
γ : s ∈ V

}
associated with a single splitting node γ, across all spatial

sites, before the “merge” step. We do this using the binomial likelihood defined by
Equation (5.1) together with a penalty function that encourages spatial smoothness.
The rest of the paper will describe this step in detail.
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5.3 Spatial smoothing via graph-based denoising

5.3.1 Penalizing the total variation on a graph

By construction, the batch of splitting probabilities for one tree node,
{
w

(s)
γ :

s ∈ V
}

, can be estimated separately from the batch for another tree node. There-
fore we consider the smoothing problem for a single nonterminal node Bγ ∈ B,
and we drop the index γ. Let y(s) ≡ y(x(s), Bγ0) be the count in the left child
at site s, and let m(s) ≡ y(x(s), Bγ) be the count in the parent. The left-child
count follows a binomial distribution, given the parent count: (y(s) | m(s), w(s)) ∼
Binomial(m(s), w(s)). The goal is to estimate the conditional left-split probability
w(s) at every site.

We take a penalized-likelihood approach, by penalizing the total variation
(TV) of the log-odds across the graph G. This is also known as the graph fused lasso,
or zeroth-order graph trend filtering (Wang et al., 2016). Let β(s) = log{w(s)/(1−
w(s))} denote the log-odds corresponding to the left-split probability at site s. We
estimate {β(s) : s ∈ V} by solving the following optimization problem:

minimize
β∈Rp

∑
s∈V

[
m(s) log

{
1 + exp(β(s))

}
− y(s)β(s)

]
+ λ

∑
(r,s)∈E

|β(r) − β(s)| ,

(5.2)
where λ is a penalty parameter chosen adaptively (see Section 5.3.2). This is also
known as the graph-fused lasso (GFL) under a binomial likelihood. To reiterate:
this is the problem for one tree node. We solve a separate such problem for every
non-terminal node, in parallel.

The choice of an `1 penalty function can be motivated on both computa-
tional and statistical grounds. First, it leads to a convex optimization problem. The
computational advantages of convexity are an important consideration, since prob-
lem (5.2) must be solved hundreds or thousands of times (once for each tree split)
on a large spatial lattice. Second, the `1 penalty leads to a nonlinear smoother,
capable of adapting to varying degrees of smoothness in different spatial regions.
This contrasts with the linear smoothing provided by an `2 penalty (or analogously,
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a Gaussian CAR prior). This adaptivity has important consequences for estima-
tion accuracy, both theoretically and practically. For example, Sadhanala et al.
(2016) have established minimax rates for estimating functions on regular grids un-
der squared-error loss, extending the work of Donoho and Johnstone (1998) on 1D
functions. They showed that, while total-variation denoising achieves the minimax
rate, all linear smoothers (including `2-based smoothers) fail to do so. These re-
sults do not apply directly to our problem, which involves neither a regular grid nor
squared-error loss. But they are suggestive that the `1 penalty may be preferred to
the `2 penalty for spatial smoothing, unless we believe that the underlying spatial
field is homogeneously smooth. (In our application, there are strong reasons to be-
lieve the opposite, due to line-of-sight occlusions that can scatter gamma rays from
physically nearby sources.)

Figures 5.3 and 5.4 provide some intuition on a toy problem. The four pan-
els in Figure 5.3 show the binomial graph-fused lasso versus the posterior mean
from a Gaussian intrinsic autoregressive model on a problem where the true signal
is smooth. The four panels in Figure 5.4 show the same comparison for a problem
where the true signal has a discontinuity. For the smooth problem, the `1 MAP es-
timate has only slightly worse root mean-squared error than the CAR model, while
for the problem with the discontinuity, it has a much better RMSE. Our experiments
later in the paper elaborate upon this point in more detail: the loss of using an `1

penalty on a smooth signal are small, compared to the gains of using it when the
signal has regions of varying smoothness (including discontinuities).

We recognize that convex penalties come with their own limitations, in that
they have a tendency to overshrink large signals (in this case, large jumps across
edges in the graph) in the presence of sparsity. See Fan and Li (2001) and Carvalho
et al. (2010) for frequentist and Bayesian perspectives on this issue, respectively,
as well as the earlier paper by Geman and Reynolds (1992) for a discussion of
the same issue in image processing. Incorporating nonconvex penalties into spatial
smoothing is an active area of research, and we describe one such approach in
Section 5.3.3. But this requires MCMC, which unfortunately does not scale as well
as our method.
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Figure 5.3: The binomial graph-fused lasso (GFL) versus the posterior mean un-
der a Gaussian intrinsic auto-regressive (CAR) model on a smooth examples. The
panels labeled “Truth” show w(s), while the panels labeled “Data” show the raw
frequencies y(s)/m(s). (Black is 1, white is 0.) The GFL solution has slightly worse
performance (as measured by root mean-squared error) on the smooth problem.
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Figure 5.4: The binomial graph-fused lasso (GFL) versus the posterior mean under
a Gaussian intrinsic auto-regressive (CAR) model on a discontinuous example. The
GFL solution performs much better than the CAR model on the problem with a
discontinuity.
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5.3.2 Algorithmic details

In order to solve (5.2) at scale, we use a variant of the GFL method from
Chapter 3. This algorithm utilizes a fundamental result in graph theory which states
that all connected graphs with 2k odd-degree vertices can be decomposed into a set
of k non-overlapping trails. This enables us to rewrite the penalty term in (5.2) as a
summation over trails T :

minimize
β∈Rp

∑
s∈V

[
m(s) log

{
1 + exp(β(s))

}
− y(s)β(s)

]
+ λ

∑
τ∈T

∑
(r,s)∈τ

|β(r) − β(s)| .

(5.3)
Denoting the negative log likelihood as `(y,β), slack variables z are then intro-
duced for each β(i) in the penalty, which results in the following equivalent prob-
lem:

minimize
β∈Rn

`(y,β) + λ
∑
τ∈T

∑
(r,s)∈τ

|z(r) − z(s)| .

subject to β(r) = z(r)

β(s) = z(s) ,

(5.4)

where the constraints hold for all pairs (r, s) ∈ τ , for all τ ∈ T . We then solve
(5.4) via the Alternating Direction Method of Multipliers, or ADMM (Boyd et al.,
2011).

Because `(y,β) is not squared-error loss, a small modification of the al-
gorithm in Chapter 3 is required. As in Newton’s method, at every step of the
algorithm we iteratively form a second-order Taylor expansion to `(y,β) at the
current value of β, and use this as a surrogate loss function ˜̀(ỹ,β). This yields the
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following update steps:

p(s) :=
1

1 + e−β(s)
(5.5)

ω(s) := m(s)p(s)(1− p(s)) (5.6)

ỹ(s) := β(s) − m(s)p(s) − y(s)

ω(s)
(5.7)

β(s) :=
2ỹ(s)ω(s) + α

∑
j∈J (s)(z(j) − u(j))

2ω(s) + α|J (s)|
(5.8)

z(τ) := argmin
z

α
2

∑
s∈τ

(β(s) + u(s) − z(s))2 + λ
∑

(r,s)∈τ

|z(r) − z(s)|

 , ∀ τ ∈ T

(5.9)

u := u + Aβ − z , (5.10)

where z(τ) is the set of slack variables in the τ th trail, u is the scaled ADMM dual
variable, α is the scalar ADMM step-size parameter, J (s) is the set of slack-variable
indices that map to β(s), and A is a sparse binary matrix used to encode the appro-
priate β(s) for each z(j). We iterate the updates in (5.5)-(5.10) in order until the dual
and primal residuals have sufficiently small norms. Note that the update in (5.9) re-
quires solving a weighted 1-dimensional fused lasso problem. This can be done in
linear time via an efficient dynamic-programming routine (Johnson, 2013; Arnold
et al., 2014).

We select the λ hyperparameter separately for each nonterminal node of
the dyadic density decomposition, as the level of smoothing required at various
scales may differ. A common approach to tuning hyperparameters is to use cross-
validation. However, it is not clear in our case how to split our data into training and
testing splits such that cross-validation would make sense. Furthermore, since we
are using a convex optimization routine, we can use warm starts to quickly explore
the solution path over a grid of λ values. We then compare the fits for different λ’s
using an information criterion, building on the results for the degrees of freedom
of `1-based graph smoothers in Wang et al. (2016). We use BIC for our selection
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criterion, as it is more conservative in finding changepoints than AIC or AICc,
although results are similar across all criteria.

5.3.3 A Bayesian variation

In this section, we describe a Bayesian variation of our estimator. This ap-
proach can be used on problems of small to moderate size, and offers three advan-
tages over the classical formulation: 1) It allows for uncertainty quantification; 2) It
offers a more principled approach to choosing the hyperparameter λ; and 3) it offers
the chance to move beyond the `1 penalty, via the choice of heavy tailed priors that
preserve large jumps in the signal across edges in the graph. The tradeoff is that it
requires MCMC, leading to much longer computation times.

We first observe that the graph-fused lasso estimator presented above is a
special case of a maximum a posteriori (MAP) estimate of β under the unnormal-
ized posterior

P (β | y) ∝ exp {−`(y,β)} · exp
{
−λ
∣∣∣∣∆(K+1)β

∣∣∣∣
1

}
, (5.11)

where ∆(K+1) is the order-K graph trend filtering penalty matrix (Wang et al.,
2016). Concretely, when K = 0, the matrix ∆(1) is the oriented edge matrix for the
graph G, which has one row for every edge e, and for which

∆(1)
e,r = 1 , ∆(1)

e,s = −1 , and ∆
(1)
e,t = 0 for t /∈ {s, r} .

This matrix extracts the first-order differences in β across edges, recovering the
penalty in (5.2). Higher-order penalty matrices (K > 1) are defined recursively,
as in Wang et al. (2016). Throughout, we use d to denote the number of rows in
∆(K+1).

In (5.11), the prior over β is a product of independent Laplace priors over
the the (K + 1)-order differences in β across edges. This prior can be represented
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as a scale mixture of normals. Letting ∆ ≡ ∆(K+1), we have

p(β | λ2,Ω) ∝ exp

{
−λ

2

2
βT (∆TΩ−1∆)β

}
(5.12)

Ω−1 = diag(ω−1
1 , . . . , ω−1

d ) , ωj ∼ p(ω) . (5.13)

If ω−1 has an exponential distribution, the Laplace prior in (5.11) is recovered
marginally. But if p(ω) is some other mixing distribution, we get some other
global/local shrinkage prior on each entry in ∆(K+1)β. Roualdes (2015) and Faulkner
and Minin (2016) explore this framework for the one-dimensional trend-filtering
case, i.e. where G is a chain graph, assuming Gaussian error. We explore this same
class of priors for binomial models on general graphs, in the context of the density
smoothing problem.

For the case K = 0, which penalizes first differences, there is a close con-
nection with Markov random fields, like the kind used in Zhou and Hanson (2011).
Because each diagonal entry in Ω corresponds to an edge (r, s) of the graph, we can
rewrite (5.12) as

p(β | λ2,Ω) ∝ exp

−λ2

2

∑
(r,s)∈E

ω−1
rs (β(r) − β(s))2

 ,

which, conditionally on λ and Ω, is a Gaussian Markov random field. This prior is
improper onRp because ∆TΩ∆ is singular, but is proper on a subspace defined by
an appropriate constraint. Specifically, restricting inference to the subspace implied
by the centering constraint {β ∈ Rp : 1Tβ = 0}, where 1 is the vector of all 1’s,
ensures propriety (c.f. Banerjee et al., 2014, Ch. 3.3). This follows from the fact
that ∆TΩ∆ is a weighted graph Laplacian matrix, whose nullspace is spanned by 1

if all diagonal entries in Ω are positive. Analagous constraints ensure propriety for
higher-order penalty matrices, when K > 1.
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Details.

For the mixing distribution p(ω), we use the choice leading to the general-
ized double Pareto prior in Armagan et al. (2013), also called the gamma-lasso prior
described in Taddy (2013). This choice leads to heavy tails, thereby avoiding some
of the overshrinkage problems of the `1/Laplace prior. Many such heavy-tailed
shrikage priors have been proposed in the literature; see (Polson and Scott, 2011)
for a review. We use the gamma-lasso because it also has a simple interpretation as
a mixture of Laplace priors, making the connection with the graph fused lasso ex-
plicit, and because our experiments with other choices led to essentially equivalent
performance. We represent the binomial likelihood using the Pólya-Gamma data
augmentation scheme described in Polson et al. (2013). This yields conditionally
conjugate MCMC updates for all model parameters.

To enforce the propriety constraint, we add in a global intercept term to the
binomial sampling model, i.e.

(yγ0(s) | y(s)
γ ) ∼ Binomial(yγ, wγ) , w(s) =

exp{α + β(s)}
1 + exp{α + β(s)}

.

The intercept α is assigned a vague prior, and we center β(s)’s at every MCMC
iteration.

The natural full Bayes approach to fitting this model is to include the global
shrinkage parameter λ2 in the sampler. In doing so, we encountered severe prob-
lems, both with poor mixing (a widely known issue with global/local shrinkage
priors) and with numerical stability of matrix operations. We were unable to get ei-
ther of the MCMC schemes described for the 1D trend-filtering model by Roualdes
(2015) and Faulkner and Minin (2016)—Gibbs sampling and Hamiltonian Monte
Carlo, respectively—to yield stable performance for general graphs. These issues
were addressed by fitting separate models across a discrete grid of fixed values for
λ2, and choosing λ2 using the deviance information criterion (Spiegelhalter et al.,
2002). Thus our approach is empirical Bayes, rather than fully Bayes. Full details
can be found in the appendix.
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5.4 Simulations

5.4.1 Spatially varying Gaussians

We conducted a series of experiments to establish the performance of our
proposed approach, including scenarios where the model is misspecified. In each
experiment, we used a 50 × 50 grid, where the density f (s) in each grid cell was
a Gaussian distribution with unit variance and a spatially-varying mean µ(s) in the
range [−3, 3]. Such a problem is small enough for Bayesian approaches to be used
as benchmarks. We considered three spatial dependence scenarios for the mean
based on piecewise polynomials, for which the vector ∆(K+1)µ had mostly zero
entries: piecewise constant (K = 0), linear (K = 1), and quadratic (K = 2). These
are very nearly splines of order 0 through 2, respectively; see Wang et al. (2016).
We also used a fourth, smooth signal having continuous derivatives of all orders, to
which a Gaussian CAR model should be suited. Figure 5.5 (left column) shows the
four different ground truths for the mean of each Gaussian in our experiments. The
observations in each grid cell were discretized into 2048 bins in the range [−6, 6].

We varied the number of observations per cell and measured the perfor-
mance of each method, across all spatial cells. For the empirical Bayes method, we
used a K = 2 trend filtering model. We also fit Bayesian CAR models by MCMC,
following Zhou and Hanson (2011). To measure the accuracy of the reconstruction,
we computed the maximal CDF error between the true distribution at site s and the
estimated distribution:

distance(F (s), F̂ (s)) = max
x

∣∣∣F (s)(x)− F̂ (s)(x)
∣∣∣ ,

where F and F̂ are the true and estimated CDF, respectively. The rationale for this
error measure is that the ultimate use for the estimate is in a Kolmogorov–Smirnov
test for anomalies, for which we need the CDF (see application in Section 5.5).

Figure 5.5 (middle and right columns) shows the results of these experi-
ments. For the piecewise constant and piecewise linear signals, the binomial graph-
fused lasso (GFL) leads to the best average density reconstruction, beating both

69



3 4 5 6 7 8 9

Log-Dwelltime

0.00

0.01

0.02

0.03

0.04

0.05

0.06

0.07

0.08

M
ea

n
M

a
x-

C
D

F
E

rr
o

r

CAR

GFL

GamLasso+DIC

3 4 5 6 7 8 9

Log-Dwelltime

0.0

0.1

0.2

0.3

0.4

0.5

W
o

rs
t-

ca
se

M
a

x-
C

D
F

E
rr

o
r

(a) Piecewise constant

3 4 5 6 7 8 9

Log-Dwelltime

0.00

0.01

0.02

0.03

0.04

0.05

0.06

0.07

0.08

M
ea

n
M

a
x-

C
D

F
E

rr
o

r

3 4 5 6 7 8 9

Log-Dwelltime

0.0

0.1

0.2

0.3

0.4

0.5

W
o

rs
t-

ca
se

M
a

x-
C

D
F

E
rr

o
r

(b) Piecewise linear

3 4 5 6 7 8 9

Log-Dwelltime

0.00

0.01

0.02

0.03

0.04

0.05

0.06

0.07

0.08

M
ea

n
M

a
x-

C
D

F
E

rr
o

r

3 4 5 6 7 8 9

Log-Dwelltime

0.0

0.1

0.2

0.3

0.4

0.5

W
o

rs
t-

ca
se

M
a

x-
C

D
F

E
rr

o
r

(c) Piecewise quadratic

3 4 5 6 7 8 9

Log-Dwelltime

0.00

0.01

0.02

0.03

0.04

0.05

0.06

0.07

0.08

M
ea

n
M

a
x-

C
D

F
E

rr
o

r

3 4 5 6 7 8 9

Log-Dwelltime

0.0

0.1

0.2

0.3

0.4

0.5

W
o

rs
t-

ca
se

M
a

x-
C

D
F

E
rr

o
r

(d) Smooth

Figure 5.5: Results on spatially-varying Gaussian benchmarks.
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Bayesian models (second column in Figure). For the piecewise quadratic and
smooth signals, the binomial GFL and the Gaussian CAR model have compara-
ble average performance, while empirical-Bayes trend filtering leads to the best
estimate.

The third column of Figure 5.5 also shows that, for all three piecewise poly-
nomial signals, the GFL-based approach has the lowest worst-case error (where
“worst case” means a method’s highest CDF error across all spatial cells). For
the smooth signal, the GFL method has comparable worst-case error to the CAR
model, and Bayesian graph trend-filtering using gamma-lasso priors has the best
worst-case error. This apparent near-minimaxity of the GFL method is important
to the application in Section 5.5, where a poor worst-case error can lead to inflated
false-alarm rates for radiological anomaly detection. We will also revisit this point
in Section 5.4.2.

Overall, the empirical Bayes method seems strongest when the underlying
variation is homogeneously smooth, while our proposed approach based on the
graph-fused lasso yields performance that equals or betters a CAR model, but with
far better scalability. Since the empirical Bayes and CAR models require substan-
tially more computation time, they are not likely to be practical for scaling to large
datasets such as full-city radiological maps. For instance, in these synthetic experi-
ments, estimating the spatial variation for a single split node in the binary tree takes
23.4 seconds for the CAR model on average (for 10,000 MCMC samples), versus
340 milliseconds for the GFL algorithm—nearly two orders of magnitude faster.
Moreover, each algorithm must be run hundreds of times, once for each splitting
node in the tree. Accordingly, the practical difference between the methods is one
of getting a density estimate for all 2500 spatial cells in minutes, versus hours. This
disparity only widens as the size of the graph increases beyond the 50 × 50 case,
and the task of verifying good MCMC mixing for the CAR and Bayesian GTF
models becomes more difficult.
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Figure 5.6: The gamma-ray spectral densities of the global background (fg),
cesium-137 (fCs), and cobalt-60 (fCo) used in our studies.

5.4.2 Synthetic radiological data on a large grid

We conducted a second simulation experiment to demonstrate the scalablity
of our method, as well as to probe its advantages and disadvantages versus two
other scalable methods: Haar-Fisz and Gaussian kernel smoothing (detailed in the
next subsection). As a ground-truth scenario, we created a 500×500 grid of density
functions f (s), which is sufficiently large to capture fine-scale structure across the
downtown area of a city. We designed this scenario with two criteria in mind:

1. The densities f (s) should be nearly stationary (i.e. all the same), so that
kernel smoothing should lead to excellent performance for most spatial cells.
This presents a challenge to the density smoothing method we have proposed,
which is not designed for stationary scenarios.

2. There should be a spatially isolated discontinuity, of the kind that might be
caused by a line-of-sight occlusion or some other spatially localized radio-
logical feature of the built environment. This feature presents a localized
challenge to Gaussian kernel smoothing, which assumes smooth variation.

To meet these criteria, we constructed the density functions f (s) as a mixture
of a global contribution f0 plus site-specific deviations due to an isolated radiolog-
ical source. The global background density f0 was chosen to be the empirically
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observed average background gamma-energy spectrum across all locations on the
Pickle Research Campus, on the basis of 18 hours of data collection. To create small
deviations from stationarity, we then artificially injected two radioactive sources
into the grid, at cell (101,101): (1) a 100-milliCurie source of cobalt-60, and (2) a
100-milliCurie source of cesium-137.

The spectral densities of the global background, cobalt-60, and cesium-137
are shown in Figure 5.6. Note that these cesium and cobalt densities (denoted fCo

and fCs, respectively) are not the known gamma-ray emission spectra of these two
isotopes. Rather, they are the empirical spectra estimated in a separate set of exper-
iments involving the same detector used in our background-collection experiments.
The differences between the theoretical spectrum and the empirical spectrum of a
radioactive isotope can be explained by many physical phenomena, such as Comp-
ton scattering. Because our goal is to approximate what a real data-collection proto-
col would likely encounter, we use the empirical spectra rather than the theoretical
spectra (see appendix).

Photons at each site were assumed to have energy drawn randomly from
local density f (s), and to be detected at an average Poisson rate of λ(s) = λ0 +

λ
(s)
Co + λ

(s)
Cs . Each term is defined as follows:

• λ0 is the global background rate, assumed to be 40 photons per second in all
cells, the average count rate observed during our field experiment.

• λ(s)
Co is the average rate of arrival of photons from the cobalt source at site s.

• λ(s)
Cs is the average rate of arrival of photons from the cesium source at site s.

To calculate λ(s)
Co and λ(s)

Co at each site, we used the following equation:

λ(s)
source =

mCi

0.000844
· 630 ·

(
0.05

ds

)2

· exp {−0.0100029(ds + 0.05)} , (5.14)

where mCi is the size of the source in milliCuries, and ds is the distance in meters
from the center of grid cell s to the source. This equation is derived from well-
understood physics, coupled with the field experiment described in the Appendix.

The ground-truth local densities were then specified via the appropriate site-
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Figure 5.7: (Panel A) A subset of the true densities f (s) used in the large simulation
study: every 10th row and column in the grid from cell (71,71) to cell (141, 141).
Cell (101,101) contains the isolated radiological source (grey dot). To simulate a
spatial discontinuity, there is a line-of-sight occlusion that prevents an observer at
any site northwest of cell (101,101) from seeing emissions from this cesium source
(black lines). (Panels B-D) Corresponding reconstruction errors for each method for
the cells in Panel A. Both Haar-Fisz smoothing and the graph fused lasso method
have errors that are nearly spatially invariant. The Gaussian kernel smoother, de-
spite its good average performance, has very poor performance where there is a
discontinuity in the underlying spatial field. These spatially isolated errors will
produce spurious anomalies when combined with the anomaly-detection technique
described in Section 5.
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specific convex combination of the background, cobalt, and cesium spectra:

f (s)(x) =

(
λ0

K(s)

)
f0(x) +

(
λ

(s)
Co

K(s)

)
f

(s)
Co (x) +

(
λ

(s)
Cs

K(s)

)
f

(s)
Cs (x) ,

where the common denominator K(s) = λ0 + λ
(s)
Co + λ

(s)
Cs . The exception is that,

for all sites northwest of cell (101,101) in the grid, we simulated a line-of-sight
occlusion, meaning that the cesium and cobalt photons do not reach these sites
(i.e. are scattered before they get there). Thus f (s)(x) = f0(x) for these cells. This
creates a discontinuity near cell (101,101).

It is difficult to visualize all 250,000 density functions at once, but Figure 5.7
shows them for a subset of 64 cells: every tenth row and column in the grid from cell
(71,71) to cell (141,141). Cell (101,101) contains the isolated radiological source.
It is easy to see the spatial decay in the contribution of this isolated source to the
spectra of nearby cells, because cesium has a large peak in its spectrum around
energy channel 550. It is also easy to see the affect of the occlusion, in the 9 most
northwesterly cells in the figure.

We emphasize that Figure 5.7 zooms in on the only region in the 500×500
grid where there is any spatial variation. The effect of the isolated source decays
quite quickly as one moves away from this source; at cell (141,141), the cesium
peak has nearly disappeared. Everywhere else, the densities are nearly stationary.
This presents a very favorable scenario for Gaussian kernel smoothing (because
linear shrinkage will be optimal across nearly the entire graph), and a challenge for
our proposed method.

We simulated 4 different data sets spanning a range of dwell times from 10
seconds to 5 minutes. By dwell time, we mean the notional time that an observer
has spent collecting data in each cell, using an instrument like the one used to collect
the data on the University of Texas campus. As with the real data, we binned all
observations into 2048 equally spaced energy channels. All methods operated on
the counts within the bins, rather than with the raw simulated data.
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Figure 5.8: Results of the large-scale spatial simulation. The left panel shows
average error across all spatial cells, while the right panel shows worst-case error.
Gaussian kernel smoothing with a large bandwidth leads to superior average perfor-
mance, given the nearly stationary nature of the problem. But it does so at the cost
of drastically higher worst-case performance, regardless of how much data there is.

5.4.3 Results

Using this simulated data, we benchmarked multiscale spatial density smooth-
ing against two alternatives.

Haar-Fisz smoothing. We applied the wavelet-based method of Fryzlewicz
and Nason (2004) to estimate the density independently within each spatial
cell. This involves no spatial smoothing, but does denoise the observations
within each cell in a way that attempts to preserve both spiky and smooth
features. The threshold parameter of the Haar–Fisz method was chosen by
the greedy tree-based algorithm implemented in the haarfisz R package
(Fryzlewicz, 2009). See Jansen (2006) for further discussion and details of
the method.
Multiscale Gaussian kernel smoothing. We also applied the standard tech-
nique of Gaussian kernel smoothing to yield a spatially smooth set of esti-
mates for the splitting probabilities (Equation 5.1) in each node in the mul-
tiscale tree decomposition. Gaussian kernel smoothing is in widespread use
for scalable spatial smoothing in a wide variety of fields, from fMRI to cli-
mate modeling. In our case, the estimate at each node is replaced with a
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Figure 5.9: Example reconstructed densities on opposite sides of the occlusion,
based on 10 seconds of data. Cell (100,100) on the top row, while cell (101,101) is
on the bottom row. The Haar-Fisz model ends up doing no smoothing at all in these
cells, because its adaptively chosen threshold parameter retained all wavelet coeffi-
cients in the Haar-Fisz expansion of the underlying density. The Gaussian model is
not able to adapt to the discontinuity, resulting in a spurious spike in the top density.
In contrast, the GFL method is able to borrow statistical strength from neighboring
cells, yielding a much smoother estimate, while simultaneously detecting the sharp
discontinuity caused by the occlusion.

locally-weighted average of its neighborhood, with each neighbor’s weight
proportional to exp(−1

2
δ(s, t)/c) · nt , where s and t are the node locations

corresponding to the target and neighbor nodes, respectively, δ is the Eu-
clidean distance function, nt is the number of trials observed at node t, and
c is a bandwidth. We explored bandwidth settings of 1, 1.5, 3, and 5 cells,
truncating the kernel weights to zero after 3c cells away from the target node
to yield a sparse smoothing matrix.

Unfortunately, on a problem this large (250,000 spatial sites), the Bayesian ap-
proaches described earlier cannot feasibly be applied as benchmarks: they take
hours to run on a problem with only 2,500 nodes, and their computational require-
ments scale much faster than linearly as the number of nodes increases.

Figure 5.8 shows the average and worst-case error across all sites for all
the methods, as measured in the previous experiment. As expected, because the
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truth is nearly stationary, the Gaussian kernel-smoothing estimates have the lowest
average error; higher bandwidths lead to more smoothing, and perform better on
average (left panel). However, the right panel of Figure 5.8 shows that there is an
high price to be paid for this superior average performance. The worst-case error
(i.e. the worst estimate across all spatial sites) of the Gaussian kernel smoother stays
nearly constant even as data accumulates, regardless of kernel bandwidth. More-
over, for the Gaussian methods, there is an inverse relationship between average
performance and worst-case performance. For example, a bandwidth of 5 leads to
the best average performance across all cells. But even with 5 minutes of data, its
worst reconstruction has an error of nearly 0.25, which is very poor given that the
maximum possible CDF error is 1. The worst-case error of the GFL-based method,
on the other hand, gets smaller with more data.

Returning again to Figure 5.7, we note that this poor worst-case performance
of the Gaussian method is not isolated to one or two cells. Panels B-D show the
reconstruction error for each method for all cells from (71,71) to (141, 141), in
the region where there is discontinuity. Both Haar-Fisz smoothing and the graph
fused lasso method have errors that are nearly spatially invariant in this region. The
Gaussian kernel smoother, on the other hand, has very poor performance along the
entire ridge of the discontinuity. This worst-case performance does not get any
better as data accumulates.

Figure 5.9 further highlights the effects of the discontinuity by zooming in
on the reconstructions at two nearby cells on opposite sides of the occlusion, for a
dwell time of 10s. The Haar-Fisz model does no smoothing at all here, because its
adaptively chosen threshold parameter retained all wavelet coefficients in the Haar-
Fisz expansion of the underlying density. The Gaussian kernel smoother estimates
a false spike in the middle of the density at (100,100), because it is unable to adapt
to the occlusion. The GFL method, on the other hand, reconstructs both densities
with high fidelity.

On the basis of these experiments, we conclude that the GFL method is
clearly the best choice for spatial smoothing in large-scale radiological survey. Even
in a (highly unfavorable) near-stationary setting, its average reconstruction is com-
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parable to Gaussian kernel smoothing, albeit slightly worse. But its worse-case
reconstruction error is much better, because of the discontuity. This makes the GFL
method far more suitable for use in our application to spatially aware radiological
anomaly detection described in the next section. Global linear shrinkage is clearly
inappropriate for this problem: its worst-case errors cannot be remedied with more
data (except by not smoothing at all), and it therefore creates a situation where false
alarms are practically guaranteed in any spatial region with a sharp change in the
background.

5.5 Radiological survey and anomaly detection at UT-Austin

5.5.1 Protocol

As discussed in the introduction, the main motivation behind our multiscale
spatial density smoother is to allow improved detection of radiological anomalies.
We now show the proposed method achieves this goal, using the 18 hours of data
from the Pickle Research Campus described in the introduction.

True radiological anomalies are rare. This is good from the standpoint of
public health and safety. But it does present a serious challenge when designing
a study to assess the effectiveness of a method for radiological anomaly detection.
Without the budget or personnel for a large field study involving actual radioactive
materials and complicated observational protocols, we are forced to rely on simu-
lated anomalies. Our focus, therefore, is on making them as realistic as possible,
by using two key sources of data: (1) the 18 hours of normal background data for
the UT Pickle Research Campus, as described in the introduction; and (2) the ex-
perimental data collected on the empirical spectra of cesium and cobalt sources, as
described in the Appendix.

Training.

We first split the campus background data into training (≈ 80%) and testing
(≈ 20%) sets. Specifically, the training data had 2,015,515 total photon counts,
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and the testing data 546,064 total photon counts, across all energy channels. We
partitioned the campus into a regular grid of 50m × 50m spatial sites. Using only
the training data, we constructed site-specific estimates of the gamma-ray spectrum
via multiscale density smoothing, as described in Sections 5.2 and 5.3. We also
used the training data to estimate a global (spatially invariant) background density,
simply by averaging the counts in each bin across all training observations. We
refer to these as the local and global estimates, respectively. The data were far
from uniformly distributed across the spatial sites: in the training data, the average
site had 12,140 photon counts, the data-richest site had 249,000 counts, while the
data-poorest site had only 64 counts.

Figure 5.1 shows two example estimates for sites that are separated by sev-
eral hundred meters, together with the global estimate and the raw data at those
sites. The training data for these two sites exhibit visibly different backgrounds
near the broad peak in the spectrum between channels 50 and 200; compare each
histogram with the left two panels using the dashed black line (the global average
background) as a common point of reference. Our procedure faithfully reconstructs
these differences without the excessive variability of the raw empirical spectra.

Testing.

Suppose we are trying to simulate T seconds of observation from site s.
We assume that, in addition to the normal background radiation, the gamma-ray
spectrum also includes the emissions from an anomalous source with gamma-ray
spectrum fa, of size m milliCuries, and at distance d meters from the observer. To
generate such an observation, we used the testing data as follows. A key feature of
this experimental design is that we never assume a known background.

1. To simulate the background contribution, sample T one-second background
observations x(s)

[1] , . . . , x
(s)
[T ] by bootstrapping the subset of the testing data that

came from site s (i.e. sampling its rows with replacement). Aggregate these
observations to form a single simulated T -second contribution b(s) from the
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background:

b(s) =
T∑
t=1

x
(s)
[t] .

The summation is component-wise: both the bootstrapped observations x(s)
[t]

and the summand are vectors of length 2048.
2. To simulate the contribution of the anomaly, use Equation (5.14) to con-

vert the source size s and distance d to an expected per-second count rate λ.
Sample a Poisson random variable n ∼ Poisson(Tλ) for T seconds of obser-
vation. Then sample n photons from the known source density fa (e.g. the
right two panels of Figure 5.6). Aggregate these samples into the 2048 energy
channels to form the contribution from the anomalous source, a(s).

3. Combine the contributions from background and anomaly,

x̃(s) = b(s) + a(s) ,

to form a single “bootstrap + anomaly” count vector that simulates T seconds
of observation at site s.

The goal of our study is to see how easily our method can distinguish such
an x̃(s) from normal (background-only) observations by comparing it to the back-
ground spectrum estimated from the training data.

Benchmarks and simulation settings.

The goal of this paper is not to invent a new anomaly-detection algorithm,
but rather to show that spatial smoothing can improve existing algorithms. There-
fore, to decide whether a simulated x̃(s) is an anomaly, we use a one-sample Kolmogorov–
Smirnov test comparing the empirical energy CDF of x̃(s) to the CDF of the esti-
mated background spectrum at site s. This is identical to the method of Chan et al.
(2014) with overdispersion parameter φ = 1; the generalization to other overdisper-
sion parameters would be straightforward in principle, although we do not explore
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Figure 5.10: The relationship between source size, distance to observer, and ex-
pected counts per second (shown as labeled contours) from an anomalous source.
Expected counts per second refer to expected counts measured by the detector used
in our study, not to any measure of intrinsic strength of signal.

this.3

To establish that spatial disaggregation and smoothing can improve matters,
we benchmarked our method against two others:

1. The one-sample KS/Chan et al. (2014) test using the global estimate of the
background as the reference distribution.

2. The two-sample KS test of Reinhart et al. (2015), where “sample 1” com-
prises the training observations from site s, and “sample 2” is the simulated
x̃(s).

The simulation parameters to be varied are the source sizem, the source dis-
tance d, the source spectrum fa, and the observation time T . However, the mapping
from source size and distance to expected count rate (Equation 5.14) is many-to-
one. (Figure 5.10 shows this relationship.) We therefore parametrize our results in
terms of the expected anomaly count rate rather than size and distance individually.

3Note that the authors of Chan et al. (2014) simply assume that the background is known.
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We simulated data across all combinations of the following settings:

• time T ∈ {2, 4, 6, 10, 14, 20, 30, 40, 60, 90, 120, 180} seconds.
• anomaly count rate r ∈ {0.1, 0.25, 0.5, 1, 2, 5, 10, 15, 20, 25, 50} photons
per second.

• fa ∈ {fCs, fCo}. See Figure 5.6.

For each combination of settings, we used the bootstrap-based procedure just
described to simulate 1000 anomalous observations x̃(s) at each site. For a range of
detection thresholds t, we computed the true positive rate of each procedure, i.e. the
fraction of simulated x̃(s)’s whose KS statistics exceeded t. We also computed the
false positive rate, i.e. the probability that the KS statistic for a normal observation
will exceed t. For each method, we aggregated the false positives and true positives
across all spatial sites to compute a method-specific ROC curve for every simulation
setting.

Choice of null hypothesis.

To be conservative, we did not compute the false positive rate for each
method using theoretical reference distributions for the one- or two-sample KS
statistics. Rather, we calculated an “empirical null” for each method by apply-
ing each KS test to the testing data without artificial anomalies injected. These
empirical null distributions, together with the standard KS reference distribution,
are shown in Figure 5.11. The empirical nulls are close to the theoretical null but
have slightly thicker right tails, since the one-sample KS test does not account for
uncertainty in the background estimates.

5.5.2 Results

Across all simulation settings, the KS test based on spatially smoothed den-
sity estimates yielded uniformly better ROC curves than the other methods. The
one-sample KS test based on a global density estimate performs the worst, while
the two-sample KS test is intermediate between the two. This demonstrates nicely
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Figure 5.11: Comparison of the theoretical KS null distribution with the three
empirical null distributions estimated from the testing data and used to compute the
false positive rate in our estimated ROC curves.
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Figure 5.12: ROC curves for detecting a 5 photon/second cesium source under
varying observation times. The black line shows the ROC curve when using site-
specific spectral densities estimating via multiscale spatial density smoothing. The
solid grey lines show the ROC curve when using a global (spatially invariant) es-
timate of the spectral density. The dotted grey lines show the ROC curves using
the two-sample KS test described in Reinhart et al. (2015), which also adapts spa-
tially but does not involve any spatial smoothing. In all panels, the horizontal axis
(FPR, false positive rate) is shown on a log scale, while the vertical axis (TPR, true
positive rate) is shown on an ordinary scale.

that there are two distinct sources of advantage here: one performance bump due to
spatial disaggegration, and another distinct bump due to spatial smoothing.

Figure 5.12 provides a small sample of our results. In these three panels,
the expected count rate from the anomalous source is 5 gamma rays per second,
compared to a background rate of 39 per second, and the observation time increases
from 20 to 40 to 60 seconds reading left to right. A careful comparison of the panels
shows that the KS test with local (spatially smoothed) density estimates performs
essentially as well with 40 seconds of data as the two-sample method does with
60 seconds of data, suggesting a roughly 30% improvement in time-to-detection.
Similar improvements were apparent across all simulation settings.
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5.6 Conclusion

We have presented multiscale spatial density smoothing as a new technique
for estimating a spatially varying density function. Our evidence suggests that
the method offers state-of-the-art performance when incorporated into anomaly-
detection protocols for radiological survey data. The power improvements we found
over existing methods are no small matter in practical terms, especially in a law-
enforcement context (where detecting a source with high-confidence 30% faster
may make a big difference). Moreover, the simulation evidence of Section 5.4 show
clearly that, at least for radiological surveys, spatial smoothing using our method
yields a favorable blend of good average error with good worst-care error. It is also
clear that global linear shrinkage (whether in the form of a CAR model or Gaus-
sian kernel smoothing) cannot handle the kind of sharp changes in the background
that occur in real radiological data. As with FDRS, our model performs very well
in practice but nonetheless has much potential room for improvement; these are
discussed in Chapter 7.

86



Chapter 6

Smoothed Dyadic Partitioning

6.1 Introduction

Recently there has been a flurry of interest in using deep learning methods
to estimate conditional probability distributions. The applications of such models
cover a wide variety of scientific areas, from cosmology (Ravanbakhsh et al., 2016)
to health care (Ranganath et al., 2016; Ng et al., 2017). A subset of this area deals
specifically with discrete conditional distributions, where an explicit estimation of
the likelihood is desired—as opposed to simply the ability to sample the distribu-
tion, as with GAN-based models (Goodfellow et al., 2014). Deep learning models
that output discrete probability distributions have achieved state-of-the-art results
in text-to-speech synthesis (van den Oord et al., 2016a), image generation (van den
Oord et al., 2016b,c,d; Gulrajani et al., 2016; Salimans et al., 2017), image super
resolution (Dahl et al., 2017), image colorization (Deshpande et al., 2016), and
EHR survival modeling (Ranganath et al., 2016). Methodological improvements to
deep discrete conditional probability estimation (CPE) therefore have the potential
to make substantial improvements in many fields of interest in machine learning.1

In this chapter we focus on the specific form of the deep CPE model used
when estimating low-dimensional data such as audio waveforms (1d) or pixels (3d).
Typically, this is the output layer of a deep neural network and represents either the
logits of a multinomial distribution or the parameters of a mixture model, such
as a Gaussian mixture model (also known as a mixture density network (Bishop,
1994)). Previous work (van den Oord et al., 2016a,b) has found empirically that
using a multinomial model often outperforms GMMs on discrete data. Methods to
improve performance over the naive multinomial model often involve sophisticated

1The work in this chapter has been published in Tansey et al. (2017b) as joint work with Karl Pi-
chotta and James G. Scott. I was the lead investigator for all methods, algorithms, and experiments;
all work in this chapter constitutes original contributions.
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compression of the space into a smaller number of bins (van den Oord et al., 2016a)
or hand-crafting a mixture model to better-suit the marginal distribution of the data
(Salimans et al., 2017).

We propose an alternative model, Smoothed Dyadic Partitions (SDP), as
a drop-in replacement for these conventional, widely used CPE approaches. SDP
performs a dyadic decomposition of the discrete space, transforming the probability
mass estimation into a series of left/right split estimations. During training, SDP
locally smooths the area around the target value in the discrete space using a graph-
based smoothing technique. These two techniques seek to leverage the inherent
spatial structure in the discrete distribution to enable points to borrow statistical
strength from their nearby neighbors and consequently improve the estimation of
the latent conditional distribution.

SDP out-performs both multinomial and mixture models on synthetic and
real-world datasets. These empirical results show that SDP is unique in its ability
to provide a flexible fit that smooths well without suffering from strong inductive
bias, particularly at the boundaries of the space (e.g. pixel intensities 0 and 255 in
an image problem). Our SDP design also involves specific attention to efficient im-
plementation on GPUs. These design choices, together with a local neighborhood
sampling scheme for evaluating the regularizer, ensure that the approach can scale
to large (finely discretized) domains in low-dimensional space.

The remainder of this chapter is organized as follows. Section 6.2 outlines
our dyadic partitioning strategy. Section 6.3 details our approach to smoothing
the underlying discrete probability space using graph-based trend filtering. Section
6.4 presents our experimental analysis of SDP and our benchmarks confirming its
strong performance. Section 6.5 provides a discussion of related work and the
limitations of our model. Finally, Section 6.6 gives concluding remarks.

6.2 Dyadic partitioning of the discrete space

Our model relies on representing the target discrete distribution using a tree
rather than a flat grid. Tree-based models for distribution estimation have a long
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history of success in machine learning. This includes seminal work using k-d trees
for nonparametric density estimation (Gray and Moore, 2003) and hierarchical soft-
max for neural language models (Morin and Bengio, 2005). More recent work in-
cludes, for instance, spatial discrete distribution estimation of background radiation
(Tansey et al., 2016). We draw inspiration from these past works in the design of
our SDP model.

6.2.1 Dyadic decomposition

Rather than outputting the logits of a multinomial distribution directly, we
instead create a balanced binary tree with its root node in the center of the discrete
space. From the root, we recursively partition the space into a series of half spaces,
resulting in n−1 nodes for a discrete space of size n. The deep learning model then
outputs the splitting probabilities for every node, Ei, parameterized as the logits in
a series of independent binary classification tasks,

p(y > bi|x) =
1

1 + exp(−Ei)
, (6.1)

where bi is the center of the node.
Figure 6.1 presents an illustration of the dyadic partitioning (DP) approach.

For ease of exposition, we denote the conditional probabilty of y being greater than
the node value as simply p(N) for a given node N . For a target value of yi = 4

with some training example xi, we calculate the log probability during training as
log(p(yi = 4|xi)) = log [p(A)(1− p(C))(1− p(F ))]. The training objective for
the model is then the sum of the log probabilities of the training data.

There are several computational advantages to using this particular struc-
ture compared to a multinomial. For large spaces, multinomial models typically
require some form of negative sampling (Mikolov et al., 2013; Jean et al., 2014)
at training time to remain efficient. In the DP model, however, every split is con-
ditionally independent of the rest of the tree and there is no partition function to
estimate. Instead, we only require the O(log2n) path from the root to the target
node to estimate the probability of a given training example. Using a balanced tree
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Figure 6.1: An illustration of our algorithm. The discrete space is recursively par-
titioned into a series of binary left-right splits and the model outputs the splitting
probability for each node. During training, computing the log probability of a target
label only requires calculating the nodes path to the label in the tree and its local
smoothing neighborhood. In the example above, the target label is 4 and the neigh-
borhood radius is 2, resulting in the need to calculate the target path (orange) and
the paths of the surrounding 2 labels on each side (blue). As the size of the discrete
space grows larger, and especially in multi-dimensional spaces, the computational
savings of this approach become substantial.
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also guarantees that every path has a fixed-length of dlog2ne, making vectorization
on a GPU straightforward. Finally, because each node is only dealing with splitting
its local region, the resulting computations are much more numerically stable and
rarely result in very small or large log-probabilities– a problem that often plagues
both multinomial and mixture model approaches.

6.2.2 Multiple dimensions

We extend the DP approach to multi-dimensional distributions in a manner
similar to a balanced k-d tree. We enumerate the splits in the tree in a breadth-
first fashion, alternating dimensions at each level of the tree. This has two distinct
advantages over a depth-first approach of enumerating the first dimension before
proceeding to the next dimension. The breadth-first approach means that all nodes
close in euclidean space will share more coarse-grained parents. This makes train-
ing more efficient by imposing a more principled notion of structure on the discrete
space. It also improves computational efficiency for the local smoothing strategy
described in Section 6.3.2, as nearby values have heavily-overlapping paths; this
results in a well-utilized GPU cache when training.

6.3 Smoothing via graph-based trend filtering

The DP approach described above imposes a spatial structure on the discrete
space. In the example from Figure 6.1, an example with yi = 4 is likely to result in
an increase in probability of p(yi = 5|xi) as well, since both A and C will increase
in the direction of 5 and only F will be downweighted. However, it will clearly
decrease the likelihood of p(yi = 3|xi), since it will shift the probability of A away
from 3 and leave the other nodes in the path of 3 unchanged. This imabalance in
updates is likely to lead to jagged estimations of the underlying conditional distri-
bution. To address this issue, we incorporate a smoothing regularizer into SDP that
spreads out the probability mass to nearby neighbors as a function of distance in the
underlying discrete space, rather than only their specific DP paths.
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6.3.1 Trend filtering logits

Trend filtering (Kim et al., 2009; Ramdas and Tibshirani, 2014) is a method
for performing adaptive smoothing over discrete spatial lattices. In the univariate
case with a Gaussian loss, the solution to the trend filtering minimization problem
results in a piecewise polynomial fit similar to a spline with adaptive knot place-
ment. The order of the polynomial is a hyperparameter chosen to minimize some
objective criterion such as AIC or BIC; in SDP, we use validation error. Recent
methods (Wang et al., 2016) extend trend filtering to arbitrary graphs and theoretical
results show that trend filtering has strong minimax rates (Sadhanala et al., 2016)
and is optimally spatially adaptive for univariate discrete spaces (Guntuboyina et
al., 2017).

To smooth the conditional distributions, we employ a graph-based trend fil-
tering penalty applied to the conditional log-probabilities output by our model. This
yields a regularized loss function for the ith training sample,

Li = −log [p(y = yi|xi)] + λ
∣∣∣∣∆(k)vec(log [p(y|xi)])

∣∣∣∣
1
, (6.2)

where ∆(k) is the sparse kth-order graph trend filtering penalty matrix as defined
in (Wang et al., 2016) and vec is a function mapping the d-dimensional discrete
conditional distribution over y to a vector. The λ term is a hyperparameter that
controls the tradeoff between the fit to the training data and the smoothness of the
underlying distribution. As we show in Section 6.4.2, as the size of the dataset
increases, the best SDP setting will drift towards smaller values of λ. Thus, in
small-sample regimes SDP relies on trend filtering to smooth out the underlying
space, whereas in large-sample regimes it converges to the pure DP model.

6.3.2 Local smoothing via neighborhood sampling

A naive implementation of the trend filtering regularizer would require eval-
uating all the nodes in the discrete space. This would remove many of the com-
putational performance advantages of the DP model described in Section 6.2.1. To
ensure that SDP scales to large spaces, we smooth only over a local neighborhood
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around the target value. Specifically, for a given yi, we smooth over all nodes in the
hypercube of radius r centered at yi. The resulting regularization loss is then only
over this subset of the space,

Li = −log [p(y = yi|xi)] + λ
∣∣∣∣∣∣∆̃(k)`(yi, xi)

∣∣∣∣∣∣
1
. (6.3)

In (6.3), ∆̃(k) is the graph trend filtering matrix for a discrete grid graph of size
(2r + 1)d and `(·) is the neighborhood selection function that returns the vector of
local conditional logits to smooth. Figure 6.1 provides an illustration of the local
sampling for a neighborhood radius of size 2 and a target label of 4.

By only needing to compute the values of a local neighborhood, the SDP
model regains its computational efficiency. For instance, in the case of a neigh-
borhood radius of size 5 in a 3d scenario where each dimension is of size 64, the
full smoothing model would have to calculate ≈ 262K output DP nodes. The local
smoother on the other hand only needs paths of size 24 for 1331 logits for an upper
bound of ≈ 32K nodes. Even though this is already a sharp reduction (≈ 88%),
most of the local neighborhood will have highly-overlapping paths and thus the
average number of nodes sampled is much lower than the upper bound.

6.4 Experiments

We evaluate SDP on a series of benchmarks against real and synthetic data.
First, we show how the dyadic partitioning is effected by the trend filtering with
different neighborhood sizes. We then compare SDP against approaches found in
the recent literature and highlight the particular pathologies of each method. Finally,
we measure the performance of each method on real datasets of one, two, and three-
dimensional discrete conditional target distributions.

6.4.1 Neighborhood size

As noted in Section 6.3.2, the local smoothing strategy of SDP introduces a
new hyperparameter to tune. To evaluate the effect of different choices of neigh-
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borhood size we consider a toy example of performing marginal density estimation
on a large 1000-bin 1d grid. We use a piecewise-linear ground truth function to
parameterize the logits of the true distribution:

Ei =



0.5 if i = 1

0.5 + Ei−1 if 1 < i ≤ 300

−2 + Ei−1 if 300 < i ≤ 450

0.9 + Ei−1 if 450 < i ≤ 750

0.5 + Ei−1 if 750 < i ≤ 850

−1 + Ei−1 if 850 < i ≤ 1000

. (6.4)

We then standardize the logits and draw 5000 samples from the corresponding
multinomial.

As a baseline, we consider an unsmoothed dyadic partitioning model which
simply performs unregularized maximum likelihood estimation (MLE). We then
evaluate SDP with five different neighborhood radius sizes: 1, 3, 5, 10, and 25. We
fix the other settings to use first-order (k = 1) trend filtering with the λ penalty
fixed at 0.02. All models are fit via Adam with a learning rate of 10−3, ε of 0.1,
and mini-batch size of 10. We run the experiment for 15K steps and plot the total
variation (TV) error between the true distribution and the estimated distribution in
Figure 6.2.

The baseline unsmoothed method (gray solid line) quickly reaches an er-
ror of around 0.1 (gray dashed line), much lower than the empirical MLE (dashed
red line). However, as the model continues to train it begins to overfit and will
eventually converge to the empirical MLE if training is allowed to continue. The
smoothing in SDP acts as a regularizer which prevents this overfitting, as is seen
in the case of the larger radii of size 10 and 25. These models converge nearly as
quickly as the unsmoothed model, but both reach a better TV error and do not begin
to overfit.

When the neighborhood size is small, as in the case of the radii of size 1
and 3, the smoothing can substantially slow down learning. On the other hand,
wall-clock time for SDP scales linearly with the neighborhood size. This creates a
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Figure 6.2: Learning rate plots for different neighborhood sizes on the illustrative
example in Section 6.4.1. As the local smoothing area increases, the model becomes
more sample efficient at the cost of being more computationally expensive. The
solid gray line shows the performance of the unsmoothed model; the dashed gray
line is the peak performance for the unsmoothed model. After a rapid learning
process, the unsmoothed model begins to overfit and starts to return to the empirical
distribution. In contrast, the larger neighborhoods quickly converge to an estimate
better than the unsmoothed model ever achieves.
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clear tradeoff for SDP: smaller neighborhoods are computationally more efficient,
but may require many more samples to converge. Fortunately, a radius of 25 is still
only 5% of the total size of the grid, yielding a considerable wall-clock speedup
over the full trend filtering penalty. We found that neighborhoods larger than 25
did not yield any additional sample efficiency nor asymptotic performance benefits
on this experiment. It may also be possible to employ a hybrid approach of fitting
an unsmoothed model initially, then smoothing later, though we have not explored
such an approach.

6.4.2 Synthetic conditional distributions

We next create a synthetic benchmark to evaluate the sample efficiency and
systematic pathologies of both our method and other methods used in the recent
literature. Our task is a variant on the well-known MNIST classification problem
but with the twist that rather than mapping each digit to a latent class, each digit is
mapped to a latent discrete distribution. For each sample image, we generate a label
(y) by first mapping the digit to its corresponding distribution and then sampling y
as a draw from that distribution, resulting in a training set of (X, y) values where
X is an image (whose digit class is not explicitly known by the model) and y is an
integer.

We compare six methods:

• Multinomial (MN): A simple multinomial model with no knowledge of the
structure of the underlying space.

• Gaussian Mixture Model (GMM): An m-component GMM or Mixture
Density Network (MDN) (Bishop, 1994). For multi-dimensional data, we
use a Cholesky parameterization of the covariance matrix.

• Logistic Mixture Model (LMM): An m-component mixture of logistics,
implemented using the CDF method of PixelCNN++ (Salimans et al., 2017).

• Unsmoothed Dyadic Partitions (UDP): Our dyadic partitioning model with
no smoothing.

• Smoothed Multinomial (SMN): A multinomial model where structure of
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Figure 6.3: Performance of each method on the latent GMM (left) and edge-biased
(right) distributions as the sample size increases. The completely smooth GMM
distribution uses a 3-component Gaussian mixture model and has no modes near the
boundaries. The result is an easy task for a GMM (mixture density network) model,
though the SDP model still outperforms all the other misspecified models and is
competitive in the small-sample regime. The edge-biased distribution has peaks at
both boundaries, similar to observed pixel intensities in natural images, and here
SDP performs very well. In comparison to its constituent strategies (Unsmoothed
DP and Smoothed MN), we see that SDP effectively sees an additive boost in low-
sample regimes by combining the two methods.

the space is added by applying a trend filtering penalty on the logits.
• Smoothed Dyadic Partitions (SDP): Our model with dyadic partitioning
and a local smoothing window.

The first three methods have all been used in recent works in the literature. The
UDP and SMN models are similar to ablation models in that they evaluate the ef-
fectiveness of SDP if one component were removed.

We consider two different ground truth distribution classes, both one dimen-
sional. The first uses a 3-component GMM where component means and standard
deviations are sampled uniformly from the range [1, 7] and [0.3, 2], respectively.
The model is then discretized by evaluating the PDF at an evenly-spaced (zero-
indexed) 128-bin grid along the range [0.1, 10]. The resulting distribution always
has modes that fall far away from the boundaries at 0 and 127.
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This does not reflect the typical nature of real discrete data, however, which
often exhibits spikes near the boundaries. To address these cases, we generate a
second set of experiments where the ground truth is drawn from a mixture model
of the following form:

p(x) =
1

3
Exp(x|λ1) +

1

3
Exp(10.1− x|λ2) +

1

3
N (x|µ, σ) , (6.5)

where Exp is the exponential distribution. We sample λ1 and λ2 uniformly ran-
domly from the range [0.25, 2] and sample µ and σ as in the GMM, then discretize
this method following the same procedure used for the GMM. This creates an edge-

biased distribution, where a smooth mode exists somewhere in the middle of the
space, but at the boundaries the probability mass increases exponentially—similar
to the observed marginal subpixel intensity in the CIFAR dataset (Salimans et al.,
2017).

For both distributions, we evaluate all six models on sample sizes of 500,
1K, 3K, 5K, 10K, 15K, 30K, and 60K. The base network architecture for each
model uses two 5× 5 convolution layers of size 32 and 64 with 2× 2 max pooling,
followed by a dense hidden layer of size 1024; all layers use ReLU activations
and dropout. All models are trained for 100K steps using Adam with a learning
rate of 10−4, ε = 1, and batchsize of 50 with 20% of the training samples used as a
validation set and validation every 100 steps used to save the best model and prevent
overfitting (i.e. the overfitting problems noted in Section 6.4.1 are not an issue here).
For the GMM and LMM models, we evaluated over m = {1, 3, 5, 10, 20}. For
the smoothed models, we fixed the neighborhood radius at 5 and evaluted over
k = {1, 2} and λ = {0.0001, 0.0005, 0.001, 0.005, 0.01, 0.05, 0.1, 0.5, 1.0}. All
hyperparameters were selected using the validation set performance.

Figure 6.3 shows the results, measured in terms of total variation distance
from the true distribution, averaged across ten independent trials. For the GMM
distribution (Figure 6.3a), the GMM model is well-specified and consequently per-
forms very well. In the low-sample GMM regime, the SDP model is competitive
with the GMM model, despite the fact that the GMM matches the parametric form
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Figure 6.4: Qualitative examples of fits for each of the benchmark methods with
3000 training samples on the edge-biased distribution. (a) The multinomial model
is extremely noisy due to no knowledge of label structure. (b) The GMM model
never puts substantial mass outside the feasible range, resulting in underestimation
in the tails. (c) The LMM model over-estimates the boundaries due to the CDF
formulation of the log-likelihood. (d and e) The unsmoothed DP and smoothed
multinomial models both improve on the pure multinomial model, but still have a
high degree of noise. (f) The SDP model finds a smooth fit which does not grossly
misestimate the tails.

of the ground truth. As previously noted, however, most data sets do not follow
such an ideal form; for example, previous work (van den Oord et al., 2016a,b,c) has
noted a multinomial model often outperforms a GMM model. If the GMM distri-
bution were reflective of real data, we would not expect the multinomial model to
outperform it.

The edge-biased results in Figure 6.3b may be of more practical interest,
as the design of this experiment is directly motivated by the real marginal subpixel
intensity distributions seen in natural images. In the edge-biased scenario the multi-
nomial model does in fact outperform the GMM model. However SDP is clearly the
best model here, with much stronger performance across all sample sizes. Interest-
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ingly, the LMM model performs very poorly, despite its design also being inspired
by modeling pixel intensities. To better understand the performance of each of the
models on the edge-biased dataset, we generated example conditional distributions
when the model is trained with 3K samples.

Figure 6.4 shows plots of each model’s estimation of the conditional distri-
bution of the label for a single example image, with the ground truth shown in gray.
The multinomial model (Figure 6.4a) treats every value as independent and results
in a jagged reconstruction, especially in the tails where the variance is particularly
high. The GMM model (Figure 6.4b) provides a smooth estimation that captures
the middle mode well, but it drastically underestimates the tails because of the sym-
metric assumption of the model components. Conversely, the LMM (Figure 6.4c)
produces large spikes at the two boundaries. This is due to the formulation of the
model where the boundaries are taken as the total component mass from [−∞, 0]

and [127,∞]. This is an intentional bias in the model designed to better match
CIFAR pixel intensities which also have spikes at the boundaries. But it is quite
a strong bias, as it effectively results in a two-point-inflated smooth model with a
nontrivial bias towards the boundaries. Finally, the UDP and SMN models (Figures
6.4d and 6.4e) result in slightly better fits than the simple multinomial model, but
the combination of the two in the SDP model (Figure 6.4f) results in a smooth fit
that is able to estimate the tails well.

In both distributions, we observe that the dyadic partitioning and local smooth-
ing are jointly beneficial. Both unsmoothed DP and smoothed MN outperform a
simple multinomial, but combining them both in the SDP model is superior to both.
As the sample size grows, the SDP model converges to the UDP model in perfor-
mance. This is unsurprising, as increased data results in a decreased advantage to
smoothing. Indeed, as we show in Figure 6.5, the average chosen λ value (i.e. the
amount of smoothing) decreases as the sample size grows.

6.4.3 Real-world datasets

As a final validation of our method, we compile a benchmark of real-world
datasets with discrete conditional distributions as a target output (or where the tar-
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Figure 6.5: The average selected lambda penalty parameter for the SDP model
on the GMM and edge-biased distributions as a function of the sample size. In
both cases, the model smooths progressively less as the sample size increases and
eventually converges to the unsmoothed model in large-sample regimes.

get variable is discrete). We use seven datasets from the UCI database; three are
one-dimensional targets, three are two-dimensional, and one is three-dimensional.
Every model uses a network architecture of three hidden layers of sizes 256, 128,
and 64 with ReLU activation, weight decay, and dropout. All models were trained
with Adam and a decaying learning rate with initial rate at 10−1, minimum rate at
10−4, and decay rate of 0.25; we dynamically schedule the decay by decaying the
rate after the current model has failed to improve for 10 epochs. Training stops after
1000 epochs or if the current learning rate is below the minimum learning rate or
training. All results are averages using 10-fold cross-validation and we use 20% of
the training data in each trial as a validation set. For all datasets, we select hyperpa-
rameter settings as in Section 6.4.2. We plot the marginal distributions of each real
dataset in Figure A.4.

We also evaluate on a pixel prediction task for both MNIST and CIFAR-
10, where we sample a 10 × 10 patch of the image and must predict the pixel
located at (11, 11), relative to the origin of the patch. For both image datasets, we
consider 3 different training sample sizes (500, 5K, and 50K). Every model uses a

101



Model Grid Size Samples MN GMM LMM SDP
Abalone 29 4177 -822.83 -907.78 -857.23 -851.88
Auto-MPG 377 392 -177.81 -187.02 -186.67 -160.31
Housing 451 506 -297.59 -247.23 -240.20 -246.44
MNIST-500 256 500 -1416.69 -2588.79 -1658.78 -1466.65
MNIST-5K 256 5000 -1229.77 -2096.24 -1231.01 -1224.42
MNIST-50K 256 50000 -1173.80 -2365.57 -1191.11 -1161.69
Students 21× 20 395 -209.07 -219.67 -209.43 -200.76
Energy 38× 38 768 -323.10 -492.49 -437.90 -279.01
Parkinsons 36× 49 5875 -1941.91 -3969.63 -3633.29 -3530.22
Concrete 30× 59× 43 103 -115.88 -107.46 -108.63 -102.34
CIFAR-500 64× 64× 64 500 -9980.57 -9177.59 -9109.57 -8519.21
CIFAR-5K 64× 64× 64 5000 -9688.08 -9106.04 -9213.49 -7504.35
CIFAR-50K 64× 64× 64 50000 -8409.60 -9099.49 -9214.51 -6796.39

Table 6.1: Results for the four models on a series of discrete datasets from the UCI
database and the MNIST and CIFAR-10 datasets. The best scores for each dataset
are bolded; grid size corresponds to the number of bins in the underlying discrete
space. Overall, the SDP model performs very strongly especially in the cases where
the discrete space is much larger than the sample size.

network architecture of two 3× 3 convolution layers of size 32 and 64, with 2× 2

max pooling, followed by three dense hidden layers of size 1024, 128, and 32; all
layers use ReLU activation, weight decay, and dropout. Other training details are
identical to the UCI dataset, with the exception that we only perform a single trial
on the CIFAR datasets due to computational constraints. Similarly, we reduce the
resolution of the CIFAR dataset from 2563 to 643. Plots of the marginal distributions
of all our datasets are available in the supplementary material.

Tables 6.1 and 6.2 present the results on all the candidate datasets, with the
best-performing score in bold for each dataset and metric. We measure performance
both in log-probability of the specific observed point and root mean squared error
(RMSE), as the discrete space has a natural measurement of distance. In general,
the SDP model performs very well in cases where the size of the discrete space
dominates the sample size. The datasets where this is not the case (Abalone and
Parkinsons), the multinomial model has sufficient data to model the space well.
The LMM model outperforms in terms of log-probs on the Housing dataset likely
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Model Grid Size Samples MN GMM LMM SDP
Abalone 29 4177 2.17 2.42 2.30 2.31
Auto-MPG 377 392 37.34 31.59 32.49 30.84
Housing 451 506 69.20 40.81 39.53 36.18
MNIST-500 256 500 80.90 92.78 81.57 86.68
MNIST-5K 256 5000 64.10 94.16 64.29 63.06
MNIST-50K 256 50000 58.82 94.24 60.41 57.16
Students 21× 20 395 5.27 5.44 5.26 5.18
Energy 38× 38 768 6.21 10.89 14.24 4.17
Parkinsons 36× 49 5875 6.42 10.91 13.53 14.93
Concrete 30× 59× 43 103 21.34 18.91 21.07 18.09
CIFAR-500 64× 64× 64 500 26.35 24.69 26.00 25.81
CIFAR-5K 64× 64× 64 5000 26.26 23.01 26.11 14.89
CIFAR-50K 64× 64× 64 50000 22.66 23.02 26.08 13.42

Table 6.2: Results for the four models in terms of RMSE on the same benchmarks
as Table 6.1.

due to the large peaks at the boundaries in the data (Figure A.4c in the supplement).
The CIFAR dataset also has substantial peaks– specifically at the corners– resulting
in the LMM outperforming the multinomial model as has been demonstrated pre-
viously in PixelCNN++ (Salimans et al., 2017). However, the additional structure
in the dataset is much better modeled via the SDP model, which has nearly half the
RMSE of the other methods.

6.5 Discussion

As our experiments demonstrated, the SDP model outperforms several alter-
native models commonly used in the literature. In the one-dimensional case, many
other models have been proposed ranging from more flexible parametric component
distributions for mixture models (Carreau and Bengio, 2009) to quantile regression
(Taylor, 2000; Lee and Yang, 2006). Extending these models to higher dimensions
is non-trivial, making them unsuitable for use in many of our target applications.
Furthermore, even in the 1d case, it is often unclear a priori which parametric com-
ponents should be included in a mixture model and simply adding a large number
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may result in overfitting. A quantile regression model would also suffer from the
same overfitting issues as the unsmoothed DP model in Section 6.4.1, as it does
not impose any smoothness explicitly. From a computational perspective, quantile
regression would also require all nodes to be calculated at every iteration and would
not scale well to large (finely discretized) 1d spaces.

There have also been other multidimensional models, notably the line of
work in neural autoregressive models such as NADE (Uria et al., 2016), RNADE
(Uria et al., 2013), and MADE (Germain et al., 2015); and variational autoencoders
(Kingma and Welling, 2013) such as DRAW (Gregor et al., 2015). We see such
models as complementary approaches rather than competitive approaches to SDP.
For instance, one could modify the outputs of MADE to be a separate discrete dis-
tribution for each dimension rather than a single likelihood. This would also address
the main scalability issue of our model. Currently SDP requiresO(n) output nodes
for a space of n possible values. In the low-dimensional problems explored in this
paper this was not a problem, but it quickly exceeds the memory of a GPU once
one moves beyond three or four dimensions.

Our choice of local trend filtering for smoothing introduces three new hy-
perparameters: neighborhood radius size (r), the order of trend filtering (k), and the
penalty weight (λ). The model appears to function well with a fairly small neigh-
borhood of about 5% of the underlying space, and even with just a fixed choice of
a radius of 5 we performed well across all our real-world datasets. The choice of k
is also less important, as both linear and quadratic trend filtering tend to drastically
improve on the model. Computationally, the k = 1 penalty matrix is somewhat
more efficient to use, though we have only optimized our 1d model for GPUs. The
main parameter of interest is the choice of λ. In all of our experiments we chose
to enumerate each value and fix it for the entire training procedure. In practice,
one may wish to anneal λ up as training proceeds so that the model can quickly
converge to a jagged-but-good solution and then focus on smoothing.

Given the computational overhead of smoothing during training (around 3-
4 times the wall-clock time of the other models in our experiments), one may be
tempted to smooth the logits post-training, but there are several problems with such
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an approach. First, it would be unclear what inferential principle to use to deter-
mine the best fit. Second, given some ad-hoc approach to choosing λ, smoothing the
logits post-training would impose a separate degree of smoothness to each sample
conditional distribution. By using a single lambda for all training examples, we are
in effect imposing the same degree of smoothness on all distributions in a way that
constrains the degrees of freedom of the model explicitly across all classes. Eval-
uation of such a model on test data would also require generating the region (full
or local) to smooth and then solving the full solution path each time, substantially
impacting performance.

Finally, our experiments have all been done on relatively small problems
with fairly simple models. Computational constraints prevented us from running
extensive experiments with more sophisticated methods like PixelCNN++, which
requires a multi-GPU machine and multiple days of training for a single model.
It is our hope that other researchers with access to more substantial resources will
evaluate SDP as an option in their larger-scale systems in the future.

6.6 Conclusion

This chapter presented SDP, a method for deep conditional estimation of
discrete probability distributions. By dividing the discrete space into a series of
half-spaces, SDP transforms the distribution estimation task into a hierarchical
classification task which overcomes many of the disadvantages of simple multi-
nomial modeling. These dyadic partitions are then smoothed using graph-based
trend filtering on the resulting logit probabilities in a local region around the target
label at training time. The combination of dyadic partitioning and logit smoothing
was shown to have an additive effect in total variation error reduction in synthetic
datasets. The benchmark results on both real and synthetic datasets suggest that
SDP is a powerful new method that may substantially improve the performance of
generative models for audio, images, video, and other discrete data.
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Chapter 7

Future Work

The algorithms and methods proposed in this dissertation have shown strong
performance across a wide range of both real and synthetic benchmarks. Each con-
tribution has broad applications to many areas of science and engineering and may
find themselves at the core of many statistical analysis pipelines. As with virtually
any dissertation, however, the work described here is only the beginning of a much
deeper investigation. We next describe some of the many improvements and exten-
sions that could be developed in the future. We begin with potential improvements
to our core smoothing algorithms and then discuss extensions to each of our three
methodologies.

The GFL algorithm of Chapter 3 currently represents the fastest scalable
solver for TV denoising over a generic graph with an arbitrary smooth convex loss
function. When the true underlying signal is not piecewise constant but rather piece-
wise polynomial (or sufficiently similar to a piecewise polynomial), graph trend fil-
tering with k > 0 is a more appropriate regularizer. Unfortunately, translating the
trail decomposition strategy of the GFL to GTF is not possible since the penalty
is no longer over edges but some higher order notion of k-neighborhoods. While
there are good algorithms for solving the GTF problem (Wang et al., 2016), they
likely will not scale well to massive graphs and arbitrary values of k.

It may be possible to extend some of the insights from the GFL algorithm
to the more general GTF problem. For instance, a variational solution (Wainwright
and Jordan, 2008) may be possible where the graph is decomposed into more man-
ageable paths and a lower bound can be optimized to minimize the difference be-
tween the true GTF loss and the approximate path loss. Alternatively, scalability
may be possible using stochastic algorithms such as the stochastic proximal point
algorithm (Bianchi, 2015) which has already been used to drastically speed up TV
denoising in some cases (Salim et al., 2016). In contrast to the GFL, both varia-
tional inference and stochastic optimization would result in approximate solutions
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and it remains an open question of whether any more efficient exact solution to the
GTF can be found.

Even in the case where the number of nodes or observations is not too large,
both the GFL and GTF require a discrete graph. When the graph is continuous, the
optimization problem is not well defined in its current form. Work on smoothing
in continuous spaces has generally been focused on kernel methods and Gaussian
random fields (Vanmarcke, 2010), discussed briefly in Chapter 2. However, one cru-
cial advantage of GTF is that it handles non-stationarity by being locally adaptive.
Non-stationary techniques for GRFs are still a very new area in spatial statistics
(Fuglstad et al., 2015b,a, see, e.g.), and it is not clear if a random field analog of
GTF (perhaps using Laplacian random fields) exists or how one may formulate such
a problem precisely.

Even further still is that regardless of whether the points are arranged on a
discrete or grid graph, both problems assume the graph is known a priori. In many
real-world problems, the dependency structure is unknown and must be estimated
from data. In the discrete case, this has generated a long line of work in the area of
structure learning for Markov random fields (Ravikumar et al., 2010; Wainwright
et al., 2007; Tansey et al., 2015). Combining MRF structure learning with graph-
based smoothing may open up FDRS, SDS, and SDP to a much larger class of
applications where the dependency structure is not given ahead of time.

Turning now to the methodologies, all three proposed methods have room
for improvement. FDRS uses an empirical Bayes approach, but may benefit from a
fully-Bayesian treatment where the GFL is replaced by a Bayesian TV denoising or
GTF approach. Bayesian formulations of GTF are very recent (Faulkner and Minin,
2016) and so far have only focused on the 1D chain graph case. While extensions
to the generic graph seem possible, they may require non-trivial changes to the
algorithm as the underlying model requires sampling from a generic Gaussian MRF
and care must be taken to ensure the posterior is proper and the MCMC iterations
scale to large graphs (Rue, 2001).

The SDS method provides a scalable approach to spatial density estimation
by assuming a dyadic decomposition of the (discretized) density at each node in

107



the graph. This model can be tweaked in several ways to handle a wider range of
applications. First, SDS provides no direct smoothing over the density in each cell.
This could be changed by adding a second set of edges in the dependency graph
between adjacent bins in each node; the resulting optimization algorithm could
then use the same ADMM decomposition as the original GFL approach, but now
with two sets of slack variables– one for the inter-cell dependencies and one for the
intra-cell dependencies.

In the radiological analysis case, we expected regions of the marginal density
to change while others stayed constant. In other applications, a proper model may
be to expect the density as a whole to stay constant and all values within it to
change simultaneously. This equates to a “network lasso” (Hallac et al., 2015)
approach, which may be more appropriate for other applications. Additionally,
other applications may contain covariates rather than purely marginal rates like in
the radiological study. Integrating covariates may be possible either by using a
density ratio approach (in the case of one or two covariates) or by extending a more
sophisticated model like SDP (in the case of many covariates).

Finally, SDP presented a powerful approach to deep conditional probabil-
ity estimation when the classes were arranged on a discrete grid. Many prediction
tasks, such as image classification, have the property that certain classes are more
similar than others (e.g. dogs and foxes look more similar than dogs and airplanes).
Such scenarios would potentially benefit from some sort of smoothing, but require
a distance metric first. One potential metric is to use side information like word co-
occurrence to learn vector embeddings that can be used as a proxy when calculating
distance. Even with a good distance metric, the structure of the dyadic decomposi-
tion is likely to impact the classification accuracy. Therefore, some way to learn an
optimal tree layout may also be interesting.

The above future work represents a brief summary of the initially obvious
shortcomings, extensions, and improvements that we see as immediate possibilities.
As we continue our work in this area, we envision many new paths of research
emerging that are unforeseeable now.
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Chapter 8

Conclusion

Graph-based smoothing is a fundamental step in many scientific and engi-
neering domains. As the size of datasets generated in these domains grows, a clear
need exists for efficient smoothing algorithms that can scale well with the data. Lo-
cal approaches provide rapid smoothing, but generally fail to leverage long-range
dependencies between nodes. In contrast, global smoothing algorithms achieve a
high degree of performance by considering the all nodes jointly, but typically fail
to scale to massive graphs.

This dissertation has introduced the graph-fused lasso (GFL) and local graph
trend filtering algorithms for graph-based smoothing. Unlike most other global
methods, GFL is both efficient and scalable to graphs containing millions of nodes.
Conversely, despite only smoothing over a local window we see that local GTF
penalties in deep models leads to entire conditional distributions that are smooth.
Both smoothing algorithms have shown good performance in terms of both ability
to improve accuracy when sample sizes are low and maintaining computational
tractability as graph sizes become large.

We also presented three new massive-scale statistical inference procedures
based on our smoothing algorithms: false discovery rate smoothing (FDRS), spa-
tial density smoothing (SDS), and smoothed dyadic partitioning (SDP). FDRS finds
elevated regions of prior probability of z-scores being significant; SDS performs a
multiscale decomposition of discrete densities and smooths each node in the de-
composition tree; and SDP boosts the performance of conditional distribution esti-
mation for deep neural network models. The efficient and effective core algorithms
(GFL for FDRS and SDS, local GTF for SDP) make each method’s target applica-
tion domains feasible: fMRI scans with 780K voxels for FDRS; radiological survey
analysis with 250K spatial grid cells for SDS; and pixel intensities with 16M pos-
sible values.

Overall, this dissertation has a strong focus on practicality. All of our meth-
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ods are motivated foremost by the underlying structure of the data in each target
application. It is our sincere hope that others will find our algorithms and meth-
ods useful in their own work. To that end, we have made all of our code for our
algorithms and methods open source.123

1https://github.com/tansey/smoothfdr
2https://github.com/tansey/gfl
3https://github.com/tansey/sdp
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Appendix A

A.1 Details of fMRI data set

The fMRI data set analyzed in Section 3 was acquired and processed as fol-
lows. A spatial working memory localizer (Fedorenko et al., 2013) was performed
by a single subject. On each trial, a 4x2 spatial grid is presented, and locations in
that grid are presented sequentially (1000 ms per location), followed by a forced-
choice probe between two grids, one of which contained all of the locations pre-
sented in the preceding series. In the easy condition, one location is presented on
each presentation, whereas in the hard condition two locations are presented on
each presentation. Twelve 32-second experimental blocks were interspersed with
4 16-second fixation blocks (acquisition time = 7:28). The contrast presented in
Figure 1 compares the hard versus easy conditions.

fMRI acquisition was peformed using a multi-band EPI (MBEPI) sequence
(Moeller et al., 2010) (TR=1.16 ms, TE = 30 ms, flip angle = 63 degrees, voxel size
= 2.4 mm X 2.4 mm X 2 mm, distance factor=20%, 64 slices, oriented 30 degrees
back from AC/PC, 96x96 matrix, 230 mm FOV, MB factor=4, 10:00 scan length).
fMRI data were preprocessed according to a pipeline developed at Washington Uni-
versity, St. Louis (Power et al., 2014), including realignment for motion correction,
distortion correction using a field map, and registration to a 3-mm isotropic atlas
space. Preprocessed task fMRI data were analyzed at the first level using the FSL
Expert Analysis Tool (FEAT, version 5.0.6), using prewhitening and high-pass tem-
poral filtering (100 second cutoff).

A.2 Finding plateaus in 2D images

Algorithm 1 outlines our approach to finding plateaus, which is needed in
our path-based algorithm for choosing λ. Note that each point in the grid is touched
at most k times, where k is the number of neighbors of that point. Thus the algo-

111



Algorithm 1 Our plateau-finding algorithm.
Input: grid of values β, plateau tolerance ε
Output: list of plateaus and their values φ

1: tocheck ← coordinates(β)
2: checked← {∅}
3: φ← {∅}
4: while tocheck not empty do
5: (x0, y0)← pop tocheck until (x0, y0) 6∈ checked
6: points← {(x0, y0)}
7: βmin, βmax ← βx0,y0 − ε, βx0,y0 + ε
8: unchecked← {(x0, y0)}
9: while unchecked not empty do

10: (x, y)← pop unchecked
11: for each neighbor (v, w) of (x, y) do
12: if then(v, w) 6∈ checked and βmin ≤ βv,w ≤ βmax
13: Add (v, w) to points, unchecked, and checked
14: Add points to φ
15: return φ

rithm runs in O(kn), which is effectively linear time since k � n. The algorithm
is mildly sensitive to underlying numerical inaccuracies in the ADMM solution for
β. It is well known that finite-precision ADMM solutions tend to slightly “round
off” sharp edges in the underlying image. This produces some slight numerical
noise in the degrees of freedom estimate. In our experience, this is rarely a prac-
tical concern, and can always be corrected by tightening the convergence criterion
for ADMM below the plateau tolerance in Algorithm 1.

A.3 Benchmark setup

As described in Section 4.9, all methods were run across a suite of scenarios,
with 30 independent trials per scenario and a 10% FDR threshold. This appendix
describes the method-specific settings for the two main competing methods: FDRL

and the HMRF model.
For FDRL , we used “Method 1” from (Zhang et al., 2011) as this was sug-
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gested for fMRI-type data. We set the null-cutoff λ = 0.2. This is higher than
used in (Zhang et al., 2011), which used λ = 0.1; however, they also used a 1%
FDR threshold. Since λ controls the proportion above which we expect almost all
p-values to be true nulls, using a λ of 0.2 is more reasonable with an FDR of 0.1.
Preliminary experiments confirmed the FDRL authors’ claim that FDRL is not very
sensitive to the setting of λ.

The HMRF model has several tunable parameters and required tweaks to run
the code provided in the supplementary materials of (Shu et al., 2015):

• In order to compile the C++ code, we needed to change all calls to floor(x)
with (double((int)x)).

• 2d grids and edge points are not supported in their implementation. To pro-
cess the entire 128 × 128 grid, we had to embed it within the center of a
3× 130× 130 array. This should have no effect on the result, as we specified
the original lattice as the region of interest.

• The alternative density estimation procedure is parametric (as opposed to
our nonparametric approach) and requires specifying the number of compo-
nents in a Gaussian mixture model. We specify the correct number of com-
ponents in each case, to give their model the best possible estimation (i.e. 2
for the well-separated scenarios and 1 for the poorly-separated scenarios).

• We ran with the default parameters of sweepb = 1000, sweepr = 5000,
sweeplis = 1e6, itermax = 5000. These correspond to 5000 iterations of
the main Gibbs sampler with a 1000-iteration burn-in. These settings are
identical to those used in the HMRF paper.

We made every effort possible to be as generous as possible to both methods.
This is the main reason for choosing to include the “saturated” signal regions, as
these cases highlight the areas where FDRL and HMRFs perform well, even though
we expect them to be rare in practice, as evidenced by the various prior plateaus
discovered by FDR smoothing in Figure 4.2.
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A.4 Comparisons with FDR Regression

Benchmark performance results against FDR regression (FDR-R) are pre-
sented in Table A.1. We performed 100 independent trials for each of eight differ-
ent scenarios, corresponding to two different plateau setups (large regions vs. small
regions) and the following four different alternative distributions:

1. 0.48N(−2, 1) + 0.04N(0, 16) + 0.48N(2, 1)

2. 0.4N(−1.25, 2) + 0.2N(0, 4) + 0.4N(1.25, 2)

3. 0.3N(0, 0.1) + 0.4N(0, 1) + 0.3N(0, 9)

4. 0.2N(−3, 0.01) + 0.3N(−1.5, 0.01) + 0.3N(1.5, 0.01) + 0.2N(3, 0.01)

FDR regression using a 100-dimensional b-spline basis comes close to the
performance of FDR smoothing, but also has many conceptual and computational
disadvantages. These are essentially the same disadvantages that one would face
in treating any spatial smoothing problem in a regression framework. For exam-
ple, to handle a smoothing problem using FDR regression, one must choose the
basis set and the number of basis elements. This is implicitly a choice about the
smoothness of the underlying prior image, and is not straightforward in large prob-
lems or problems over an arbitrary graph structure. FDR smoothing, on the other
hand, has no tunable parameters once our path-based method for choosing λ is used.
Moreover, FDR regression cannot localize sharp edges in the underlying image of
prior probabilities, unless these edges happen to coincide with any edges present
in the basis set. FDR smoothing finds these edges automatically without requiring
a clever choice of basis, and without having to tolerate undersmoothing in other
parts of the image. Finally, at an algorithmic level, the important matrix operations
in FDR smoothing involve very sparse matrices and benefit enormously from pre-
caching. This is not true in FDR regression, which involves dense matrices and
linear systems that change at every iteration.

As the table shows, FDR regression with basis functions does provide sen-
sible answers and good FDR performance. However, the FDR smoothing approach
benefits greatly by exploiting the spatial structure of the problem, resulting in better
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power and more interpretable summaries at lower computational cost.

A.5 HMRF details and improvements

The HMRF model, while following the prior-dependence philosophy of FDR
smoothing, makes a different distributional assumption on the dependence by plac-
ing an Ising model on the priors. This has two important side effects. First, the
model is not necessarily going to discover constant regions of prior probability.
This is clear when looking at the “local index of significance” (LIS) statistics pro-
duced by the HMRF, shown in Figure A.1. While the LIS space is substantially
smoothed, it is not constant across different plateaus like in FDR smoothing. The
other core issue with the HMRF model is that its substantial complexity results in
a very difficult model to fit. The implementation provided by the authors performs
an EM algorithm with Gibbs sampling and required more than three days to run the
examples with the suggested number of iterations, compared to minutes with FDR
smoothing on the same examples and the same compute cluster. More to the point,
the final fit shows clear bias to local optima that over-estimate the strength of the
signal region. The result is a model which performs well only when the regions are
clearly segmented and the signal region is saturated, and which otherwise fails to
adhere to the specified FDR threshold. See Appendix A.5 for more details on the
HMRF model, its configuration, and suggestions from the HRMF authors on ways
to improve the runtime and fit of the model; we did not incorporate these sugges-
tions in our benchmarks as they were either purely computational speedups or were
intuitive suggestions that would require developing entirely new methods.

In an effort to provide fair evaluation, we contacted the first and second au-
thors of the HMRF paper (Shu et al., 2015). They provided several suggestions for
improving the speed of the algorithm and its performance. The following speedup
suggestions were offered:

• Reduce the number of burn-in iterations.
• Monitor the stability of the parameter estimations in order to stop earlier
than the maximum number of iterations.
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True positive rate (TPR)

Large Regions Small Regions
Alt 1 Alt 2 Alt 3 Alt 4 Alt 1 Alt 2 Alt 3 Alt 4

BH 0.364 0.215 0.128 0.366 0.212 0.123 0.090 0.194
2G 0.394 0.229 0.134 0.403 0.211 0.123 0.091 0.196
FDR-R 0.559 0.334 0.167 0.610 0.242 0.141 0.097 0.232
FDRS 0.592 0.352 0.168 0.645 0.264 0.144 0.093 0.257

Oracle 0.688 0.524 0.332 0.718 0.298 0.193 0.139 0.292

False discovery rate (FDR)

Large Regions Small Regions
Alt 1 Alt 2 Alt 3 Alt 4 Alt 1 Alt 2 Alt 3 Alt 4

BH 0.072 0.070 0.073 0.070 0.090 0.093 0.093 0.092
2G 0.089 0.083 0.083 0.089 0.092 0.096 0.098 0.096
FDR-R 0.075 0.058 0.050 0.086 0.102 0.106 0.109 0.105
FDRS 0.072 0.057 0.054 0.079 0.092 0.095 0.098 0.096

Oracle 0.101 0.100 0.100 0.101 0.097 0.101 0.101 0.098

Table A.1: Results of the eight simulation studies. Each entry is an average error
rate across 100 simulated data sets. FDR smoothing (FDRS) results in the high-
est true-positive rate for all but one of the scenarios, consistently beating both the
Benjamini–Hochberg procedure (BH) and the two-groups model (2G). FDR regres-
sion (FDR-R) comes close, but slightly overshoots the desired FDR limit of 10% in
the small-signal examples. (Scott et al., 2015) also report this behavior. In contrast,
FDR smoothing remains (on average) under the nominal FDR across all experi-
ments.
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Figure A.1: The inferred “local index of significance” statistics inferred by the
HMRF model on the example in Figure 4.7. The Ising model assumption, combined
with the difficult-to-fit distribution it induces, results in a model that overestimates
the strength of the signal region.
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• Stop the backtracking line search at a fixed number of steps in the Newton’s
method step.

• Use an updated pseudo-random number generator as the code relies on an
outdated generator which may be slower than the most up-to-date version.

Note that all of the above suggestions would reduce the running time of the
algorithm, but would not likely result in an improved fit or better performance on
the benchmarks. The main performance improvement suggested was to preprocess
the z-scores so as to detect the different regions first, then run separate HMRFs on
each region. One way to do this would be to run FDR smoothing, then treat each
plateau as a different region and fit an HMRF to them. It is unclear whether this
approach would truly address the underlying issues we observed in the benchmarks.
Thus, while this is an interesting idea and may be effective, it would constitute an
entirely new method and therefore we leave it to future work.

A.6 Correlated noise example with large bandwidth

Figure A.2 shows an example of a dataset from the experiment in Section
4.9.3. The highly correlated noise creates clear regions of false positives that are
difficult to distinguish from the true positive regions. Specifically, the bottom left
panel (“True Discoveries”) shows all true positives, whereas the bottom right panel
(“Estimated Discoveries”) shows the discoveries reported by the FDR smoothing
algorithm. The algorithm reports many false positives in the lower-right area of the
image due to the highly correlated noise that produces clumped outliers in the ob-
served data (second row, right column). Without prior knowledge of the correlation
of the noise, it becomes virtually impossible to separate true signals from grouped
outliers.

A.7 Bayesian binomial trend filtering

The Bayesian version of binomial graph trend filtering, outlined in Section
5.3.3, has the following structure. Recall that y(s) is the count in the left-child
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Figure A.2: An example of a dataset generated with a bandwidth just greater than
1. The left figure in the second row shows the highly-correlated noise added to the
model. The corresponding right figure shows the resulting data that the model is
given, with clear examples of phantom plateaus.
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node, and m(s) is the count in the parent node. The goal is to estimate w(s), the
conditional “left split” probability at the parent node. To lighten the notation, we
drop the subscript γ, indexing the tree node.

(y(s) | m(s)) ∼ Binomial(m(s), w(s)) , w(s) =
exp{α + β(s)}

1 + exp{α + β(s)}

p(β | Ω) ∝ exp

{
−1

2
βT (∆TΩ−1∆)β

}
Ω−1 = diag(ω−1

1 , . . . , ω−1
D )

(ωj | νj) ∼ Exp(ν2
j /2)

νj ∼ Gamma(1, λ)

p(α) ∝ 1 .

where λ is the global shrinkage parameter. Upon integrating out the latent variables
ωj and νj , we find that each entry in the vector ∆β has a generalized double-Pareto
or gamma-lasso prior (Armagan et al., 2013; Taddy, 2013).

To handle the binomial likelihood, we introduce one Polya-Gamma latent
variable h(s) for each node in the graph. With this simple data-augmentation trick
from (Polson et al., 2013), the above model can be fit by Gibbs sampling, with
the following conditionals. We let − denote all other variables being conditioned
upon, and κ(s) = y(s) − m(s)/2. We also let 1 denote a vector of all 1’s, and let
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δj = (∆β)j .

(h(s) | −) ∼ Polya-Gamma(m(s), ψ(s)) , ψ(s) = α + β(s)

(β | −) ∼ N(µβ,Σβ)

Σ−1
β = H +

1

2
∆TΩ−1∆

µβ = Σ−1
β (κ̃− α1) , κ̃ = (κ1/h1, . . . , κn/hn)

Ω−1 = diag(ω−1
1 , . . . , ω−1

d )

(ω−1
j | −) ∼ Inverse-Gaussian(

√
ν2
j /δ

2
j , ν

2
j )

(νj | −) ∼ Gamma(2, 1 + |δj|)

(α | −) ∼ N(µα, σ
2
α)

σ2
α =

(∑
h(s)
)−1

µα = σ2
α

∑
(κ(s) − β(s)/h(s))

The multivariate normal draw for β uses the technique of Rue (2001). We center
the β vector after each draw, enforcing the constraint that 1Tβ = 0.

A.8 Radiological Survey Data Pre-processing

There are some notable features of our data that almost certainly do not
correspond to true physical features of the underlying gamma-ray spectrum. Rather,
they correspond to quirks of the equipment being used as part of the radiological
survey. These “detector artifacts” are distinct from the true anomalies that we hope
to be able to find (i.e. departures from the background due to the presence of a
radioactive source).

Because most background and man-made radiation occurs at lower energies,
we used only the lower 2,048 bins of the recorded spectra, Winsorizing the data so
that all gamma rays at higher energies are placed in the 2,048th bin. This causes a
noticeable peak in this bin. There are also two very low-energy peaks (between bins
5 and 10) which do not appear to be natural, and may be an artifact of our detector.
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Nonetheless, these artifacts are “real” from the standpoint of a statistician modeling
the data, and can be expected in any real-world data.

To avoid these artifacts when detecting anomalies, we use only the data from
channels 16 to 2047. However, for the sole purpose of benchmarking our statistical
models, we have decided to analyze the entire recorded spectrum. We make this
choice partially to reduce the researcher degrees of freedom that inevitably arise
in methodological benchmarks. But we also do so to illustrate a major strength
of our approach: it does not require close supervision by radiation physicists or
spectrometer engineers. For a large-scale radiological survey, where cheap detec-
tors and inexpert operators are likely to be the norm rather than the exception, such
robustness emerges as an asset of our methodology.

A.9 Marginal distributions of real-world datasets

Below are the marginal distributions of the real-world datasets used for
benchmarking in Section 6.4.3. All of the datasets exhibit some degree of spatial
structure, making this a difficult task for a multinomial model without a large sam-
ple size. Several of the datasets also contain spikes along boundaries that present
problems for Gaussian mixture models. For example, the Housing data contains a
large spike at the largest value; MNIST contains a large spike at its smallest value;
the Student Performance data contains a ridge line along the upper boundary (i.e.
students getting zero on one of the two tests); the Concrete data contains several
high-probability points along the top of the (X,Z) and (Y,Z) border; and the CIFAR
data contains spikes at the upper left and lower right corners of each 2d view.
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Figure A.3: The marginal pixel intensities for MNIST.
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Figure A.4: Marginal distributions of the datasets from Section 6.4.3. For the 3d
datasets, we show the three 2d views of the data.
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Álvaro Barbero and Suvrit Sra. Fast newton-type methods for total variation reg-
ularization. In Lise Getoor and Tobias Scheffer, editors, ICML, pages 313–320.
Omnipress, 2011.

Álvaro Barbero and Suvrit Sra. Modular proximal optimization for multidimen-
sional total-variation regularization. 2014.

W. N. Bell, L. N. Olson, and J. B. Schroder. PyAMG: Algebraic multigrid solvers
in Python v2.0, 2011. Release 2.0.

Yoav Benjamini and Ruth Heller. False discovery rates for spatial signals. Journal
of the American Statistical Association, 102(480):1272–1281, 2007.

Y. Benjamini and Y. Hochberg. Controlling the false-discovery rate: a practical and
powerful approach to multiple testing. Journal of the Royal Statistical Society,
Series B, 57:289–300, 1995.

James O Berger and Mohan Delampady. Testing precise hypotheses. Statistical
Science, pages 317–335, 1987.

D.A. Berry. Multiple comparisons, multiple tests, and data dredging: A Bayesian
perspective. In J.M Bernardo, M.H. DeGroot, D.V. Lindley, and A.F.M. Smith,
editors, Bayesian Statistics 3, pages 79–94. Oxford University Press, 1988.

125



Marcelo Bertalmio, Guillermo Sapiro, Vincent Caselles, and Coloma Ballester.
Image inpainting. In Proceedings of the 27th annual conference on Com-
puter graphics and interactive techniques, pages 417–424. ACM Press/Addison-
Wesley Publishing Co., 2000.

Julian Besag. Spatial interaction and the statistical analysis of lattice systems. Jour-
nal of the Royal Statistical Society. Series B (Methodological), pages 192–236,
1974.

Pascal Bianchi. Ergodic convergence of a stochastic proximal point algorithm.
arXiv preprint arXiv:1504.05400, 2015.

Christopher M Bishop. Mixture density networks. 1994.

Hendrik Wade Bode and Claude Elwood Shannon. A simplified derivation of linear
least square smoothing and prediction theory. Proceedings of the IRE, 38(4):417–
425, 1950.

Malgorzata Bogdan, Jayanta K. Ghosh, and Surya T. Tokdar. A comparison of the
Benjamini-Hochberg procedure with some Bayesian rules for multiple testing.
In Beyond Parametrics in Interdisciplinary Research: Festschrift in Honor of
Professor Pranab K. Sen, volume 1, pages 211–30. Institute of Mathematical
Statistics, 2008.

Stephen Boyd, Neal Parikh, Eric Chu, Borja Peleato, and Jonathan Eckstein. Dis-
tributed optimization and statistical learning via the alternating direction method
of multipliers. Foundations and Trends in Machine Learning, 3(1):1–122, 2011.

Julie Carreau and Yoshua Bengio. A hybrid pareto mixture for conditional
asymmetric fat-tailed distributions. Neural Networks, IEEE Transactions on,
20(7):1087–1101, 2009.

Carlos M. Carvalho, Nicholas G. Polson, and James G. Scott. The horseshoe esti-
mator for sparse signals. Biometrika, 97(2):465–80, 2010.
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