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Inference from high-dimensional noisy data, the task encountered in

a wide range of applications including those in wireless communications and

bioinformatics, is often computationally challenging. Structural constraints

that sometimes restrict the space of possible solutions may adversely affect

performance of the existing algorithms. Furthermore, when problem variables

come from a finite alphabet, such inference problems are often NP-hard. How-

ever, one can exploit auxiliary information about the problem’s structure to

improve accuracy and reduce computational cost of finding a solution to such

inference problems. In the first part of this dissertation, we study the setting

where an `0-norm constraint is imposed on the solution to the integer least-

square problem. We propose the sparsity-aware sphere decoding algorithm

for finding a near-optimal solution to this problem, analyze its computational

complexity for commonly used alphabets, and propose its fast variant. These
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algorithms can be successfully applied to a variety of settings, as demonstrated

in the application to sparse channel estimation. In the second part, we focus on

discrete valued data clustering problems, with observations that have non-zero

representation on subsets of features, leading to sparsity in the object-to-object

similarity space. Clustering objects with such structural constraints is com-

putationally hard; however, one can leverage inherent sparsity to reduce the

computational burden of sub-optimal heuristics. We study the problems of

Single Individual Haplotyping (SIH) and Quasispecies Reconstruction (QSR),

which involve determination of genetic variations causing disease susceptibility

in humans and evolutionary fitness in RNA viruses, respectively. These prob-

lems require reconstruction of finite alphabet parental sequences using a library

of sparse random samples of their mixtures. Our contribution here is two-fold:

(i) development of a binary-constrained alternating minimization approach for

SIH and providing first theoretical guarantee on the error performance, and

(iii) design of an end-to-end clustering framework for QSR which estimates

the number, composition and proportions of the distinct viral sequences. Ex-

perimental results with synthetic and biological datasets from state-of-the-art

libraries demonstrate efficacy of the proposed algorithms. Respective software

implementations, called HapAltMin and QSdpR, have been made available for

use to bioinformatics community.
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Chapter 1

Introduction

1.1 Motivation

Technological advancements in various fields have enabled acquisition

of large data sets and have motivated vigorous research activities in the field

of data sciences. Statistical modeling and prediction of the interaction of the

independent and the response variables can be challenging due to the enor-

mity of the dimension of either of the two. On one hand, the sheer volume

of information necessitates significant storage capability of the system which

handles the data; on the other hand, the computational complexity increases

by leaps and bounds when the variable dimension increases. With relation

to both these aspects, a succinct yet information-preserving representation of

the problem variables is desirable. Often, this is accomplished naturally when

the data is characterized by sparsity. In a typical regression or classification

setting, it is desirable to transform the unknown variables to a sparse represen-

tation or have measurements that sparsely sample feature dimensions. In this

dissertation, we explore the opportunities to improve computational efficiency

of finding solutions to several problems in bioinformatics and communications

by exploiting the above two aspects of sparsity.
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While sparsity is often encountered and well-studied in a wide range of

scenarios, problems where the data/variables are discrete as opposed to being

continuous have received less attention. For instance, both regression and clas-

sification tasks can be carried out in a straightforward manner when the vari-

ables describing the features of the underlying problem are real valued; how-

ever, these tasks pose significantly more challenges when the latent variables

are discrete or, more specifically, integer valued. Optimization frameworks in-

volving integer valued unknowns often turn out to be non-convex, barring us

from using standard tools to find the global optimal solutions. More often than

not, these problems are NP -hard (non-deterministic polynomial-time hard),

elude closed form solutions and either require exhaustive search for finding

optimal results or application of heuristics to get solutions through lengthy

iterations. However, the problems render themselves much more tractable

when one makes use of side information regarding the structure of associated

variables. Sparsity (i.e., the number of non-zero entries of the unknown vector-

valued variables) can serve as a side information that can potentially speed

up search for the solutions in the described scenario. Furthermore, computa-

tional burden is reduced if the optimization objective is computed over sparse

measurement sets instead of dense measurement sets (the latter often contain

redundant information). Motivated by these observations, in this disserta-

tion we focus on structured discrete valued problems which allow leveraging

sparsity to enhance accuracy and efficiency.
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1.2 Research Topics

The first part of this dissertation presents our work on the development

and analysis of the sparsity-aware sphere decoding algorithm for finding exact

solution to integer least-squares problems. Specifically, this involves solving a

least-squares regression problem with integer unknowns, where the number of

non-zero entries in the unknown vector is constrained by a given upper bound.

This class of problems has garnered considerable attention since it arises in

a broad range of applications including sparse array processing [109], array-

comparative genomic hybridization microarrays [81], multi-user detection in

wireless communication systems [114], and collusion-resistant digital finger-

printing [66]. In each of these applications, exploiting the information about

sparsity of the unknown variable may enable finding the globally optimal so-

lution in a faster and more accurate fashion. Intuitively, the computational

efficiency follows from the facts that the search space for feasible solutions is

reduced by the sparsity constraint; moreover, sparsity implies that the points

in the symbol space are further apart than in the non-sparse setting, allowing

sparsity-aware algorithms to be more resilient to noise perturbations. In this

part of the dissertation, we present a thorough analysis of the complexity of

the algorithm and provide a faster variant of the algorithm that enables fur-

ther improvement in computational efficiency. The algorithm performance has

been tested in the context of sparse channel estimation, an application typical

in underwater and cellular communications [19].

In the second part of this dissertation, our focus is on the develop-
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ment of inference methodologies for scenarios where, instead of the unknown

variables, the observations are sparse in features. High dimensional problems

with partially observed features are common occurrences in the field of com-

putational biology. In this dissertation, we explore the topics of Haplotype

assembly and Quasispecies assembly, which are two of the problems exhibiting

aforementioned attributes, and propose algorithms for efficient and accurate

inference of the latent variables. The observations in this context are a large

collection of potentially erroneous and partial-length samples (known as reads)

of genomic sequences [62], obtained through next generation sequencing (NGS)

technologies such as Illumina’s. The unknown variable to be estimated is the

sequence from which the reads are sampled (with replacement); in the case of

haplotype assembly, it is the human diploid chromosomes, while in the case

of quasispecies assembly, it is the genomes of the different strains of the RNA

virus of interest.

Haplotype assembly gained recent attention due to advances in high

throughput sequencing (HTS) technology that have paved the way for research

and development of personalized medicines, including medical decisions and

products tailored to individuals needs, by means of characterizing important

genetic variations between copies of homologous chromosome pairs. These

copies, each coming from one parent, are affected by point variations known

as single nucleotide polymorphisms or SNPs. An ordered sequence of SNPs

is known as a haplotype. Haplotypes can be reconstructed from NGS reads

aligned to a reference genome, provided reads span multiple SNPs. However,

4



presence of sequencing errors in reads, along with read lengths being short ow-

ing to current technology limitations, makes haplotype assembly a challenging

problem. Using parsimony principles, the goal of haplotype assembly is to

infer two haplotypes to which one can assign all reads with the least amount

of sequencing errors to be corrected. Formally known as the minimum error

correction (MEC) problem [60], the objective here is finding the minimum

number of corrections to be made to the sequenced nucleotides in order to

arrange the reads into two haplotypes without conflicts (see Section 4.5 for a

formal definition). It should be mentioned here that since the MEC problem is

NP-hard [60, 23], use of heuristics is necessary. Most of the heuristic methods,

however, do not provide guarantees about the quality of the reconstruction.

In this dissertation, we study this problem by formulating it as that of approx-

imating a partially observed matrix by a product of two rank-one matrices,

where all the matrices are constrained to have binary entries. This formu-

lation is based upon the observation that NGS read data can be organized

into a sparse binary encoded1 SNP-fragment matrix. We propose a binary-

constrained alternating minimization algorithm and analyze its convergence,

and in doing so provide the first ever theoretical guarantees for haplotype re-

construction expressed in terms of an upper bound on the MEC score and

derive a sufficient condition on the sample complexity (equivalently, sequenc-

ing coverage of reads) required for assembly. Experiments are performed on

1Since there are only two possible alternatives at each SNP position, corresponding to
either of the two haplotypes, it is possible to represent the data using binary labels.
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a widely used benchmarking synthetic dataset [39], as well as Fosmid-based

HapMap sample NA12878 data. We released an open-source software named

HapAltMin implementing our approach. HapAltMin simplifies assembly on

high coverage datasets by dividing them into non-overlapping blocks of SNPs

that are typically not memory intensive to deal with individually.

RNA viruses replicating within a host organism often exist as a col-

lection of closely related but distinct genetic variants known as quasispecies.

The objective of the second topic in this part of the dissertation, namely,

Quasispecies assembly or Quasispecies Reconstruction (QSR) is to reconstruct

genomic sequences of an unknown number of variants or species of the viral

population, along with the proportions of the species in the mixture. Solv-

ing this problem accurately is of essence, since the knowledge of true genomic

compositions of viral quasispecies enables development of effective therapeutic

drugs and prediction of disease susceptibilities [24, 77] by characterizing fitness

and evolution of the quasispecies. QSR represents a generalized version of the

haplotype assembly problem, as introduced above. Limitations of the state-of-

the-art HTS technology allows only a small portion of each viral strain to be

sequenced, thus providing only few informative features per read observation,

similar to haplotype assembly. However, since the SNPs are typically multi-

allelic (more than two choices of alternative alleles at variant sites) [100] in

quasispecies populations, the reads are strings on alphabet {A,C,G, T} and

not binary, as is the case with haplotype assembly. With a suitably defined

similarity measure among pairs of such reads, QSR can be reduced to a problem
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of clustering similar reads in a read-to-read similarity graph that has a large

number of unobserved relations between the read pairs. While seemingly a

significant drawback at a first glance, structure of the underlying sparse graph

enables finding computationally efficient solutions to the associated clustering

problem. This is due to the fact that error metric to be minimized for faithful

reconstruction is defined only for the observed data entries, which constitute

a small fraction of all possible entries. In this dissertation, we solve the afore-

mentioned clustering problem by leveraging a semidefinite programming based

haplotype assembly framework from [26] and adapting it to quasispecies as-

sembly. We propose a novel metric for estimating the number of viral strains

and experiment with both synthetic datasets and cloned HIV-1 virus strains

from [29] to evaluate and benchmark the performance of our method against

competing algorithms. The entire quasispecies reconstruction pipeline is im-

plemented as an open-source software named QSdpR which is compatible with

a wide range of SNP callers and read aligners.

1.3 Thesis Contributions

The contributions made in this dissertation are formally stated below.

Sparsity-Aware Sphere Decoding

• I developed the sparsity-aware sphere decoding algorithm for op-

timally solving sparse integer least-squares problems and derived

expressions for its computational complexity.
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• I proposed a modified version of the sparsity-aware sphere decod-

ing algorithm that relies on the use of efficiently computed bounds

on part of the optimization objective to improve its accuracy and

speed.

• I demonstrated efficacy of the algorithms in practical settings, in-

cluding a commonly encountered application in wireless communi-

cations, namely, sparse channel estimation.

Single Individual Haplotyping via Matrix Factorization

• I proposed a matrix completion formulation of the Single Individ-

ual Haplotyping problem and proposed an alternating minimization

technique for solving it that exploits binary structure of the factors.

• I analyzed the convergence properties of the algorithm and provided

first analytical relation between Minimum Error Correction metric

and the number of iterations required.

• I developed HapAltMin, an open-source software for implementing

the proposed haplotype assembly algorithm in a memory-efficient

manner.

• I demonstrated the superiority of the algorithm on a widely used

benchmarking dataset for haplotype assembly with a range of cover-

age and sequencing error settings, as well as on Fosmid-based data

from HapMap sample NA12878.
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Viral Quasispecies Reconstruction via Correlation Clustering

• I developed an end-to-end framework for inference of viral qua-

sispecies using correlation clustering on a partially observed read

similarity graph.

• I proposed a methodology for determining the number of species

present in a quasispecies mixture.

• I developed QSdpR, an open-source software for implementing the

proposed quasispecies assembly pipeline, that is compatible with a

wide variety of variant callers and read aligners.

• I demonstrated the superiority of the proposed framework through

detailed experiments on synthetic datasets with varying coverage,

diversity and number of species, and on a biological dataset of

cloned HIV-1 virus strains.

1.4 Thesis Organization

The rest of this dissertation is organized as follows.

To make this thesis self-contained, Chapter 2 provides an overview of

the mathematical background relevant to the subsequent chapters. This chap-

ter serves as a common starting point for convenient comprehension of the tools

and topics elaborated upon in Chapters 3, 4 and 5, namely, sphere decoding,

matrix completion and semidefinite program based max K-cut methods.

Chapter 3 presents the sparsity-aware sphere decoding algorithms and
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explains the approach for complexity analysis of the algorithm. Complexity

expressions are provided for two of the most commonly occurring instances

of the sparse integer least-squares problem, namely, sparse vectors with bi-

nary and ternary alphabets. The proofs of the theoretical results are given in

Appendix A. Furthermore, this chapter presents the faster variant of the pro-

posed algorithm and compares its performance with the previous version. The

chapter concludes with a demonstration of the efficacy of the method when

applied to sparse channel estimation, an application common in ultrawideband

and underwater communications.

Chapter 4 presents the formulation of the haplotype assembly as a bi-

nary matrix completion problem. It describes the basic and the proposed ver-

sions of alternating minimization procedure for phasing haplotypes, followed

by a detailed convergence analysis of the algorithm. The proofs associated

with the convergence analysis are given in Appendix B. Haplotype assembly

performance metrics are discussed next and experimental results on the bench-

marking synthetic read dataset and HapMap NA12878 data are presented.

Chapter 5 outlines the correlation clustering framework for the viral

quasispecies reconstruction problem and presents a detailed overview of the

semidefinite relaxation of the associated optimization problem. This chapter

furthermore presents an iterative algorithm for solving the relaxed problem,

the graph sparsification parameters and a method of determining the number

of species in the mixture. This is followed by the introduction of performance

metrics, relevant to quasispecies reconstruction, and a thorough comparison of

10



performances of the proposed method with state-of-the-art methods on both

synthetic and cloned HIV-1 virus mix datasets.

In order to allow the algorithms proposed in Chapters 4 and 5 to

be more useful by the broader bioinformatics community, software implemen-

tations HapAltMin and QSdpR are presented in Chapter 6. This chapter

underlines the necessity of a memory efficient solution and covers important

aspects of both softwares, catering to the same.

Chapter 7 concludes the dissertation with a summary of the presented

works and outlines possible avenues of future research.
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Chapter 2

Methodological Background

This chapter presents the concepts and background materials pertinent

to the methods developed in subsequent chapters. We start this chapter by

defining the notation that will be used throughout this dissertation.

2.1 Notation

Matrices are represented by uppercase bold letters and vectors by low-

ercase bold letters. For a matrix M, M(i) and Mi represent its ith row and

ith column, respectively. Mij denotes the (i, j)th entry of the matrix M and

ui denotes the ith entry of a vector u. MT , ‖M‖2, ‖M‖F and ‖M‖1 represent

respectively the transpose, the spectral norm (or 2-norm), the Frobenius norm

and entry-wise `1 norm (i.e.,
∑

ij |Mij|) of the matrix M, whereas the 2-norm

of a vector u ∈ Rm is denoted by ‖u‖2 = (
∑m

i=1 |ui|2)
1/2

. Each vector is as-

sumed to be a column vector unless otherwise specified. A range of integers

from 1 to m is denoted by [m] = {1, 2, . . . ,m}. I stands for the identity ma-

trix of appropriate dimension. Sign of an entry ui is sign(ui) = 1, if ui ≥ 0,

0 otherwise, and sign(u) is the vector of entry-wise signs of u. A standard

basis vector with 1 in the ith entry and 0 everywhere else is denoted by ei.
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The Singular Value Decomposition (SVD) of a matrix M ∈ Rm×n of rank k is

given by M = UΣVT , where U ∈ Rm×k and V ∈ Rn×k are matrices of the left

and right singular vectors, respectively, of M, with UTU = I and VTV = I,

and Σ ∈ Rk×k is a diagonal matrix whose entries are {σ1, σ2, . . . , σk}, where

σ1 ≥ σ2 ≥ · · · ≥ σk ≥ 0 are the singular values of M. Projection of a matrix

M on the subspace spanned by the columns of another matrix U is denoted

by PU(M) = ‖UUTM‖2 and the projection to the orthogonal subspace is

denoted by PU⊥(M) = ‖(I −UUT )M‖2. Subspace spanned by vectors ui is

denoted by span{ui}. Lastly, 1A denotes the indicator function for the event

A, i.e.,1A = 1, if A is true, 0 otherwise.

2.2 Sphere Decoding Algorithm

Given a matrix H ∈ Rn×m and a vector y ∈ Rn×1, the integer least-

squares (ILS) problem is concerned with finding an m-dimensional vector x?

comprising integer entries such that

x? = arg min
x∈Zm

‖y −Hx‖2
2, (2.1)

where Zm denotes the m-dimensional integer lattice. In many applications, the

unknown vector x belongs to a finite m-dimensional subset Dm
L of the infinite

lattice Zm such that Dm
L has L elements per dimension. i.e., each component

of the unknown vector x can take one of L possible discrete values from the

set DL ⊂ Z. In multi-antenna communication systems, for instance, x ∈ Dm
L

is the transmitted symbol while the received signal y = Hx + ν is perturbed
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by the additive noise ν (hence, ν renders the system of equations y ≈ Hx

inconsistent). Note that the symbols in Dm
L form anm-dimensional rectangular

lattice and, therefore, Hx belongs to an n-dimensional lattice skewed in the

direction of the eigenvectors of H.

Finding the exact solution to (2.1) is computationally intensive and

known to be NP hard [43]. The sphere decoding algorithm, developed in [34],

provides an optimal solution in a broad range of scenarios [105, 48, 106]. In

the rest of this section, we provide an overview of the classical sphere decoding

(CSD) algorithm.

To find the closest point in an m-dimensional lattice, sphere decoder

performs the search within an m-dimensional sphere of radius d centered at

the given point y ∈ Rn, i.e., searches over x such that d2 ≥ ‖y −Hx‖2. In a

pre-processing step, one typically starts with the QR-decomposition of H,

H = [Q1 Q2]

[
R

0(n−m×m)

]
, (2.2)

where R is the upper-triangular matrix and Q1 and Q2 are composed of the

first m and the last n−m orthonormal columns of Q, respectively. Therefore,

we can rewrite the sphere constraint d2 ≥ ‖y −Hx‖2 as

d2 − ‖Q∗2y‖2 ≥ ‖z−Rx‖2
2, (2.3)

where z = Q∗1y. Now, (2.3) can be expanded to

d2 − ‖Q∗2y‖2 ≥ (zm −Rm,mxm)2 + (zm−1 −Rm−1,mxm −Rm−1,m−1xm−1)2 + · · ·
(2.4)
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where xi and zi are the ith components of x and z, respectively, and Ri,j is

the (i, j)th entry of R. The first term on the right-hand side (RHS) of (2.4)

depends only on xm, the second term on {xm, xm−1}, and so on. A necessary

(but not sufficient) condition for Hx to lie inside the sphere is d2−‖Q∗2y‖2 ≥

(zm − Rm,mxm)2. For every xm satisfying this condition, a stronger necessary

condition can be found by considering the first two terms on the RHS of (2.4)

and imposing a condition that xm−1 should satisfy to lie within the sphere.

One can proceed similarly to determine conditions for xm−2, . . . , x1, thereby

determining all the lattice points that satisfy d2 ≥ ‖y −Hx‖2
2. If no point is

found within the sphere, its radius is increased and the search is repeated. If

multiple points satisfying the constraint are found, then the one yielding the

smallest value of the objective function is declared the solution. Clearly, the

choice of the radius is of critical importance and can be chosen according to

the statistics of ν = y−Hx, hence providing a probabilistic guarantee that a

point is found inside the sphere [48, 47].

2.3 Matrix Factorization

Matrix completion is concerned with finding a low rank approximation

to a partially observed matrix and has been an active area of research for quite

some time now. Finding a rank-k approximation M ∈ Rm×n, k < min{m,n},

to a partially observed matrix is often reduced to the search for factors U ∈

Rm×k and V ∈ Rn×k such that M = UVT [76, 58, 17, 86, 52, 57]. Formally,

the low rank matrix completion problem for M with noisy entries over a partial
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set Ω ∈ [m]× [n] is stated as

(Û, V̂) = arg min
U∈Rm×k
V∈Rn×k

∑
(i,j)∈Ω

(Rij −U(i)Vj)
2, (2.5)

where R is the noisy version of M. However, the task of inferring missing

entries of M by the above factorization is generally ill-posed unless additional

assumptions are made about the structure of M [17], namely, M satisfies the

incoherence property (see definition (2.3.1)) and the entries of Ω are sampled

uniformly at random.

Definition 2.3.1. [17] A rank-k matrix M ∈ Rm×n with SVD given by M =

UΣVT is said to be incoherent with parameter µ if

‖PU(ei)‖2 ≤
µ
√
k√
m
∀ i ∈ [m], and ‖PV(ej)‖2 ≤

µ
√
k√
n
∀ j ∈ [n].

The optimization in (2.5) is NP-hard [73]; however, a commonly used

heuristic for approximately solving (2.5) is the alternating minimization ap-

proach that iteratively keeps one of U and V fixed and optimizes over the

other factor, and then switches and repeats the process [52, 44, 45]. Each

of the sub-iterations is convex and can be solved efficiently. One of the few

works that provide a theoretical understanding of the convergence properties

of alternating minimization based matrix completion methods is [52], where

it was shown that for a sufficiently large sampling probability of Ω, the re-

construction error can be minimized to an arbitrary accuracy. Their noiseless

analysis was later extended to a noisy case in [44].
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In a host of applications, factors U, V or both may exhibit structural

properties such as sparsity, non-negativity or discreteness. Such applications

include blind source separation [103], gene network inference [68], and clus-

tering with overlapping clusters [4], to name a few. In this dissertation, we

consider the rank-one decomposition of a binary matrix M ∈ {0, 1}m×n from

its partial observations that are perturbed by bit-flipping noise. This formu-

lation belongs to a broader category of non-negative matrix factorization [58]

or, more specifically, binary matrix factorization [90, 56, 72, 113, 95]. Related

prior works include [90, 56], which consider decomposition of a binary matrix

M in terms of non-binary U and V, while [72] explores a Bayesian approach

to factorizing matrices having binary components. The approach in [113] con-

strains both U and V to be binary by using thresholding or pentalty functions.

An approximation algorithm for LP relaxed formulation was proposed in [95].

The work in [96] considers a factorization of a non-binary M into a binary

and a non-binary factor, with the latter having “soft” clustering constraints

imposed. As opposed to these works, we aim for approximate factorization

in the scenario where all of M, U and V are binary, having only limited and

noisy access to the entries of M.

We conclude this section by stating the notion of the distance between

two vectors, which will be used throughout Chapter 4.

Definition 2.3.2. [42] Given two vectors ũ ∈ Rm and w̃ ∈ Rm, the principal
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angle distance between ũ and w̃ is defined as

dist(ũ, w̃) = ‖Pu⊥(w)‖2 = ‖(I− uuT )w‖2 =
√

1− (〈u,w〉)2,

where u and w are normalized1 forms of ũ and w̃.

2.4 Max K-cut problem in Graphs

The objective of finding max cut of a graph with non-negative edge

weights is to partition the vertices into two disjoint groups in such a way that

the total weight of the edges between the two groups is maximized. Max K-cut

is a more general version of this problem that involves partitioning the vertex

set into K groups such that the sum total of the weights of edges crossing

each pair of groups is maximized. In a mathematical notation, for a graph

G = (V,E,W) where V, E and W = {ωij ∈ R|(i, j) ∈ E} respectively denote

the set of vertices, edges and edge weights, the max K-cut problem is formally

stated as

maximize
V=V1∪V2∪...∪VK
Vr∩Vs=φ, r 6=s

∑
1≤r<s≤K

∑
i∈Vr,j∈Vs

ωij, (2.6)

where Vr, r = 1, . . . , K, represents a partition of the vertex set V. The seminal

work on using semidefinite relaxation on max cut problems in [41] was later

generalized in [36] where similar relaxations were applied to the max K-cut

problem. Below, we present a brief outline of the setup of the max K-cut

1Normalized version of any vector x is given by x/‖x‖2.
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problem as a semidefinite program, which is followed by a discussion of the

heuristic used to yield a discrete solution to the relaxed problem.

Let us define label vectors
{
ỹ1, . . . , ỹ|V|

}
∈ RK such that ỹi indicates

the membership of vertex i of G into one of the K groups. In order to allow

ỹi to take one of the K possible values, every entry of ỹi is defined to be − 1
K

,

except for one of the entries which is
(
1− 1

K

)
; index of the latter is indicative of

the group to which the vertex i ∈ V is assigned. Let yi denote the normalized

ỹi. One can show that yTi yj = − 1
K−1

for yi 6= yj, otherwise yTi yj = 1. Using

yi’s, problem (2.6) can be re-stated as

maximize
{yi}

|V|
i=1

∑
i<j

ωij yTi yj

subject to ‖yi‖2 = 1, i = 1, . . . , |V|

yTi yj ∈
{

1,− 1

K − 1

}
, i, j = 1, . . . , |V|, i < j.

(2.7)

A closer inspection of (2.7) reveals that the larger the (positive) weight of

the edge connecting vertices i and j, the higher the chance of i and j being

assigned to the same cluster (since when they are assigned to the same cluster,

we have yTi yj = 1); likewise, the smaller the (negative) weight, the more

likely i and j will be assigned to different clusters (in which case we have

yTi yj = − 1
K−1

). Clearly, optimization (2.7) is non-convex due to discrete

constraints on yTi yj. If these constraints are replaced by 1 ≥ yTi yj ≥ − 1
K−1

,

the resulting relaxed problem is convex. Note that the upper bound on yTi yj

can be dropped since it holds due to the Cauchy-Schwarz inequality. Let us

define Y ∈ R|V|×|V| = ŶŶT , where Ŷ = [y1 y2 . . . y|V|]
T ; therefore, Yij =
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yTi yj, ∀ i, j = 1, . . . , |V|. Moreover, Y has rank K by construction. We can

write the relaxed formulation of (2.7) as the semidefinite program (SDP)

maximize
Y

∑
ij

ωijYij

subject to Yii = 1, i = 1, . . . , |V|,

Yij ≥ −
1

K − 1
, i, j = 1, . . . , |V|, i < j,

Y � 0,

(2.8)

where the rank constraint on Y is relaxed. A solution Ŷ to the relaxed max

K-cut problem (2.8) can be reduced to a valid partition by :

a. choosing K random vectors zk ∈ R|V|, k = 1, . . . , K such that zk ∼

N(0, I);

b. partitioning the ith vertex to the set Vk by choosing k for which zk

is closest to the ith row ŷ(i) of Ŷ, i.e., choose k̂ = arg max
1≤k≤K

(ŷ(i))Tzk,

∀ i ∈ |V|.

It has been shown in [36] that the output (in expectation) of the above random

projection heuristic is a constant factor approximation of the optimal cluster-

ing objective. In Chapter 5, we adopt a clustering approach based on the above

technique to determine the max K-cut of a weighted graph of read similarities

for the viral quasispecies reconstruction problem, and we explore a compu-

tationally efficient way for approximately solving the above SDP program by

exploiting structure of the similarity graph.
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Chapter 3

Sparsity-aware Sphere Decoding

As the first contribution of this dissertation, we introduce and analyze

sparsity-aware sphere decoding algorithm. Primarily motivated by applica-

tions in communications and bioinformatics, which require solution to sparse

integer least-squares problems, this algorithm exploits sparsity information to

prune nodes from the search tree leading to significant improvements in com-

plexity and accuracy of the sphere search. We analyze the computational com-

plexity of the sparsity-aware sphere decoding algorithm and derive its first and

second-order moments. To further reduce the complexity, we impose a lower

bound on the objective function of the problem using an `1-norm regularized

version of the sparse integer least-squares setup, which makes the sphere con-

straint more restrictive. Detailed simulation results confirm the superiority

of the proposed algorithm and its variant over the classical sphere decoding

algorithm. Content of this chapter can be found in [9] and [10] 1

1 Preliminary results have been published as [Somsubhra Barik and Haris Vikalo. Ex-
pected complexity of sphere decoding for sparse integer least-square problems. In Acoustics,
Speech and Signal Processing (ICASSP), 2013 IEEE International Conference on, pages
4668-4672. IEEE, 2013.] and [Somsubhra Barik and Haris Vikalo. Sparsity-aware sphere
decoding: Algorithms and complexity analysis. IEEE Trans. Signal Processing, 62(9):2212-
2225, 2014.] In both of these works, the author of this dissertation is the primary contributor.
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3.1 Introduction

This section is built on the basis of the background concepts presented

in Section 2.2. Formally, a sparse integer least-squares problem can be stated

as the cardinality constrained optimization

min
x∈DmL

‖y −Hx‖2
2 (3.1)

subject to ‖x‖0 ≤ l,

where l is an upper bound on the number of non-zero entries of x.

Integer least-squares problems with sparse solutions arise in a broad

range of applications including multi-user detection in wireless communication

systems [114], sparse array processing [109], collusion-resistant digital finger-

printing [66], and array-comparative genomic hybridization microarrays [81].

In this dissertation, we restrict ourselves to the case where n ≥ m, given that

all of the applications for sparse integer least-squares fall under this category.

An integer least-squares problem can be interpreted as the search for the

nearest point in a given lattice, commonly referred to as the closest lattice point

problem [1]. Geometric interpretation of the integer least-squares problem as

the closest lattice point search is illustrated in Fig. 3.1(a). Note that (3.1)

can be interpreted as a search for the lattice point Hx closest to the given

point y in a sparse lattice, where the sparsity constraint is explicitly stated as

{x ∈ Dm
L | ‖x‖0 ≤ l}. Search over a sparse lattice is illustrated in Fig. 3.1(b).
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Figure 3.1: Illustration of the search for the closest lattice point. The black dots in both
subfigures denote lattice points Hx. ×marks the observed vector y. Subfigure (a) illustrates
the scenario where all lattice points are admissible while (b) illustrates the scenario where
the unknown vector is sparse and thus not all lattice point can be the solution.

Recently, several variants of sphere decoder that exploit sparsity infor-

mation were proposed [109], [99], [114]. In [109], a modified algorithm with

an `1-norm regularizer was proposed, which is only applicable to non-negative

alphabets, in which case ‖x‖1 can be decomposed into the sum of the com-

ponents of x. In [99], a generalized sphere decoding approach imposing an

`1 constraint on the solution was adopted for the case n < m and essentially

considers compressed sensing scenario. [114] proposes an `0-norm regularized

sphere decoder where the regularizing parameter λ is chosen to be a func-

tion of the prior probabilities of the user activities in a multiuser network. In

contrast, sphere decoder in this dissertation directly imposes the `0-norm con-

straint on the unknown vector, without any relaxation of the distance metric.

In [111], this problem was studied in the context of spatial modulation for

the special case where symbol vectors have single non-zero entry; the method

there does not rely on the branch-and-bound search, typical of sphere decod-

ing. Note that none of the previous works on characterizing complexity of
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sphere decoder (see, e.g., [54], [94], [93] and the references therein) consid-

ered sparse ILS problems except for [110], where the worst-case complexity of

sphere decoder in spatial modulation systems of [111] was studied. Finally,

our approach is distinct from the related field of compressed sensing, where

one is interested in the recovery of an inherently sparse signal by using po-

tentially fewer measurements than what is typically needed for a non-sparse

signal [20]-[18].

3.2 Sparsity-aware Sphere Decoding

Figure 3.2: An illustration of the depth-first tree search of the sphere decoding algorithm
when (a) the unknown vector is non-sparse and (b) the unknown vector is sparse.

The algorithm described in Section 2.2 can be interpreted as a search

on a tree as illustrated in Fig. 3.2(a). The nodes at the kth tree level represent

k-dimensional points [xm−k+1 xm−k+2 . . . xm]T . The algorithm uses afore-

mentioned constraints to prune nodes from the tree, keeping only those that

belong to the k-dimensional sphere of radius d. When the unknown vector x is

known to be sparse, imposing `0-norm constraint on x makes this search faster,

since the necessary conditions that components of x must satisfy become more

24



restrictive. Clearly, not all lattice points within the search sphere satisfy the

sparsity constraint and thus fewer points need to be examined in each step of

the algorithm. We impose sparsity constraint on the components of x at each

node traversed by the algorithm. Note that the number of non-zero symbols

along the path from the root node to a given node is a measure of the sparse-

ness of the k-dimensional point associated with that node. Sparsity constraint

implies that, in addition to a given node being inside the sphere, the number

of non-zero symbols along the path leading to that node must not exceed an

upper bound l in order to be considered feasible. Therefore, number of nodes

that the algorithm prunes is greater than that in the absence of sparsity.

Algorithm 1 formalizes the sparsity-aware sphere decoding algorithm.

lk denoting the number of non-zero symbols selected in the first k− 1 levels is

used to impose the sparsity constraint in Step 4 of the algorithm Whenever the

algorithm backtracks up a level in the tree, the value of lk is adjusted to reflect

sparseness of the current node (Steps 5 and 7 of the algorithm). The depth-

first tree search of the sparsity-aware sphere decoding algorithm is illustrated

in Figure 3.2(b), where fewer points survive pruning than in Figure 3.2(a).

Remarks 1: The pseudo-code in Algorithm 1 assumes an alphabet with unit

spacing, which can be generalized in a straightforward manner. For non-

negative alphabets, the algorithm can be further improved by imposing the

condition that if a node at a given level violates the sparsity constraint, then

all the remaining nodes at that level will also violate the constraint. Details

are omitted for brevity.
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Algorithm 1 Sparsity-aware Sphere Decoding Algorithm

Require: Q = [Q1 Q2], R, y, z = Q∗1y, sphere radius d, sparsity constraint l
1. Initialize k ← m, d2

m ← d2 − ‖Q∗2y‖2, zm|m+1 ← zm, lm ← 0.
2. Update Interval UB(xk)←

⌊
(dk + zk|k+1)/Rk,k

⌋
,

LB(xk)←
⌈
(−dk + zk|k+1)/Rk,k

⌉
, xk ← LB(xk)− 1.

3. Update xk xk ← xk + 1.
if xk ≤ UB(xk) then

go to Step 4;
else

go to Step 5.
end if
4. Check Sparsity
if lk + I{xk 6=0} ≤ l, then
lk ← lk + I{xk 6=0}, and go to Step 6;

else
go to Step 3.

end if
5. Increase k k ← k + 1.
if k = m+ 1, then

STOP;
else
lk ← lk − I{xk 6=0} and go to Step 3.

end if
6. Decrease k
if k = 1, then

go to Step 7;
else
k ← k − 1, zk|k+1 ← zk −

∑m
j=k+1 Rk,jxj,

d2
k ← d2

k+1 −(zk+1|k+2 −Rk+1,k+1xk+1)2, and go to Step 2.
end if
7. Solution found Save x and its distance from y,
d2
m − d2

1 + (z1 −R1,1 x1)2, lk ← lk − I{xk 6=0} and go to Step 3.
Return x
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In addition to helping improve computational complexity, utilizing spar-

sity information also improves accuracy of the algorithm. To illustrate this, in

Figure 3.3 we compare the error rate (i.e., the average fraction of the incor-

rectly inferred components of x) of sparsity-aware SD with that of the classical

(sparsity-unaware) SD algorithm. Using sparse binary alphabet, simulations

are performed with m = n = 20 (Fig. 3.3(a)) and m = n = 40 (Fig. 3.3(b)),

both at SNR = 10 dB. In both settings, sparsity-aware SD performs excep-

tionally well compared to classical SD for low values of l. Note that the gap

between the two SD algorithms widens as the sparsity ratio l/m reduces, as ex-

pected. Figure 3.3 also compares performance of OMP or orthogonal matching

pursuit [102] based solution of relaxed version of ILS problem after rounding

to the nearest integer in the symbol space. Since OMP is sub-optimal (as

are other schemes like LASSO), with no guarantees that it will find the closest

lattice point, its performance is generally inferior to that of sparsity-aware SD,

as illustrated in Figure 3.3. Figure 3.4 shows the error rate performance of

sparsity-aware and classical sphere decoder, along with that of LASSO method

which uses `1 norm constraint on x, as a function of SNR, while l is fixed at

5. In this figure too, sparsity-aware sphere decoder is seen to outperform its

classical counterpart as well as the `1 relaxation method.

Probabilistic interpretation of sparsity parameter

For applications which do not provide a straightforward means to spec-

ify any “hard” upper bound on the `0-norm of x, but constitutes a notion of

the probability of each entry to be non-zero, independent of each other (for

27



(a) (b)

Figure 3.3: Error rate of sparsity-aware SD, classical SD and OMP as a function of the
sparsity ratio l/m for binary {0, 1} alphabet at SNR = 10 dB for m=n=20 (a) and for
m=n=40 (b).

instance, see [114]), one can come up with a probabilistic interpretation of the

sparsity parameter l in (3.1) in the following way. Let us assume this entry-

wise probability to be p′. Define a random variable δi as δi = 1{xi 6=0}, ∀ i ∈ [m].

Then we have, P(δi = 1) = p′ and ‖x‖0 =
∑m

i=1 δi. Clearly, ‖x‖0 can now be

interpreted as a random variable under the above assumptions. In particular,

‖x‖0 ∼ Bin(m, p′). Now, P(‖x‖0 ≤ l) =
∑l

i=0

(
m
i

)
(p′)i(1 − p′)m−i, which is

identified as regularized incomplete beta function I1−p′(m − l, l + 1). There-

fore, in order to ensure that our unknown vector x is l-sparse with a confidence

1 − ε, where ε > 0, one needs to approximately compute2 the inverse of the

aforementioned beta function, i.e., find l such that 1− ε = I1−p′(m− l, l + 1).

2State-of-art numerical tools such as MATLAB and Mathematica offer built-in functions
for such computations.
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Figure 3.4: Error rate of sparsity-aware SD, classical SD and LASSO as a function of SNR
for binary {0, 1} alphabet with m = 20 and l = 5.

3.3 Expected Complexity of Sparsity-aware Sphere De-
coding

Computational complexity of the sphere decoding algorithm depends

on effective size of the search tree, i.e., the number of nodes in the tree visited

by the algorithm [48, 47]. If both H and ν are random variables, so is the

number of tree nodes. Therefore, it is meaningful to treat the complexity as

a random variable and explore its moments. Assume that ν = y −Hx (the

perturbation noise) consists of i.i.d. Gaussian N(0, σ2) entries. So, 1
σ2‖ν‖2

is a random variable following χ2
n distribution. If the radius of the search

sphere is chosen as d2 = αnσ2, where α is such that γ(αn
2
, n

2
) = 1 − ε3 for

small ε > 0, then with high probability the SD algorithm will visit at least

3γ(a, b) denotes the normalized incomplete gamma function.
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one lattice point [48, 47]. With this radius, the probability that an arbitrary

lattice point Hxa belongs to a sphere Sd of radius d centered at y is P(xa ∈

Sd) = P (‖y −Hxa‖2
2 ≤ d2) = γ

(
d2

2(σ2+‖xa−xt‖2)
, n

2

)
, where xt denotes the true

value of the unknown vector x.

Let Nk denote the number of tree nodes visited by the sparsity-aware

SD algorithm searching for an l-sparse solution to (3.1). It is easy to see that

E
[
Nk| xt, d2

]
=
∑
η

∑
xka : xka∈DkL,
‖xkt−xka‖2=η

‖xka‖0≤l

γ
( d2

2(σ2 + η)
,
n−m+ k

2

)
, (3.2)

where xk denotes the vector consisting of the last k-entries of x, i.e., xk =

[xm−k+1 · · · xm]. Therefore, the expected number of points visited by our

sparsity-aware SD, averaged over all permissible xt, is given by

E
[
Nk| d2

]
= E

[
E
[
Nk| xt, d2

]]
(3.3)

=
∑

xkt :xkt ∈DkL
‖xkt ‖0≤l

p(xkt ) E
[
Nk| xt, d2

]
(3.4)

where the outer expectation in (3.3) is evaluated with respect to xt, and p(xkt )

in (3.4) denotes the probability that xkt is the true value of xk. Note that , due

to the sparsity constraint, p(xkt ) is not uniform over Lk. For a general l-sparse

m-dimensional constellation, the probability distribution p(xkt ) can be ob-

tained by enumerating all k-dimensional vectors in the set for k = 1, 2, · · · ,m.

Having determined expected number of lattice points visited by the sparsity-

aware sphere decoding algorithm, the average complexity can be expressed as
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C(m, d2) =
m∑
k=1

f(k) E [Nk| d2], where f(k) denotes the number of operations

performed by the algorithm in the kth dimension.

The main challenge in evaluating (3.2) is to determine the number of

l-sparse vectors xka such that ‖xkt −xka‖2 = η for a given xkt . Although difficult

in general, it can be worked out in closed form for some of the most commonly

encountered alphabets in sparse ILS problems: the binary {0, 1} alphabet (rel-

evant to applications in [66], [67] and [19]) and the ternary {−1, 0, 1} alphabet

(relevant to application in [81]).

3.3.1 Complexity for Binary Alphabet

For the binary alphabet, condition ‖xkt − xka‖2
2 = η is equivalent to

‖xkt − xka‖0 = η. Let us denote the ith entry of xk as xk(i), i = 1, · · · , k.

Lemma 3.3.1. Given k1 = ‖xkt ‖0 and η, the number of k-dimensional lat-

tice points xka with ‖xka‖0 = k2 such that ‖xka − xkt ‖2 = η is g(k1, k2, k, η) =(
k1

p

)(
k−k1

q

)
, where

p =
1

2
(η − (k2 − k1)), q = k − k2 − p, if k1 < k2

q =
1

2
(η − (k1 − k2)), p = k2 − q, if k1 ≥ k2

Proof. See Appendix Section A.1.

Note that for a given xkt and k2, the possible values of η belong to

the set S = {|k1 − k2|, |k1 − k2|+ 2, · · · ,min (k1 + k2, k)}. Then, (3.2) can be
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written as

E[Nk| xt, d2] =

min(k,l)∑
k2=0

∑
η∈S

γ

(
d2

2(σ2 + η)
,
n−m+ k

2

)
g(k1, k2, k, η). (3.5)

Assuming k3 = ‖xt‖0, it should hold that 0 ≤ k3 ≤ l for xt to be l-sparse, and

moreover, for each k3, it should hold that (k3 − (m− k))+ ≤ k1 ≤ min (k, k3).

The number of xt vectors for each pair of values of k3 and k1 is then given

by
(
k
k1

)(
m−k
k3−k1

)
. Therefore, the total number of all possible l-sparse vectors xt

is given as N =
∑
k3,k1

(
k
k1

)(
m−k
k3−k1

)
and (3.4) can be written in terms of k3 and

k1 as E [Nk| d2] = 1
N

∑
k3,k1

(
k
k1

)(
m−k
k3−k1

)
E [Nk| xt, d2], where the summations are

evaluated over respective ranges as described above. We hence arrive at the

following theorem.

Theorem 3.3.2. The expected number of tree points examined by the sparsity-

aware sphere decoding algorithm while solving (3.1) over a binary alphabet is

E
[
Nk|d2

]
=

1

N

l∑
k3=0

min (k,k3)∑
k1=

(k3−(m−k))+

(
k

k1

)(
m− k
k3 − k1

)
×

[min(k,l)∑
k2=0

∑
η∈S

γ

(
d2

2(σ2 + η)
,
n−m+ k

2

)
× g(k1, k2, k, η)

]
,

where d denotes the search radius and g(k1, k2, k, η) is defined in Lemma 3.3.1.

Proof. The proof follows from (3.2) and Lemma 3.3.1.

Note that if xt is l-sparse but the sparsity constraint is not invoked at
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the decoder (i.e., the decoder is sparsity-unaware), then (3.5) is reduced to

E
[
Nk| xt, d2

]
=

k∑
k2=0

∑
η∈S

γ

(
d2

2(σ2 + η)
,
n−m+ k

2

)
g(k1, k2, k, η). (3.6)

Clearly, (3.6) is an upper bound for (3.5), and hence exploiting sparsity infor-

mation enables reduction of the expected complexity.

3.3.2 Complexity for Ternary Alphabet

Define the support sets Sj(x
k
t ) of xkt for j ∈ {−1, 0, 1} and let a =

|S1(xkt )|. Unlike the binary case, here we evaluate (3.2) by reversing the order

of summation, i.e., by enumerating all possible l-sparse vectors xka and then

summing over all η such that ‖xkt − xka‖2
2 = η. To this end, let us introduce

pi,j =
∑

r∈Si(xkt )

I{xka(r)=j}, i, j ∈ {−1, 0, 1}. In words, pi,j denote the number of

symbols j in xka in the positions where xkt has symbol i. It is easy to see that∑
i

∑
j pi,j = k and, furthermore,

∑
j

pi,j equals a if i = 1, k1−a if i = −1, and

k − k1 if i = 0, where k1 = ‖xkt ‖0. Given pi,j, η is given as η =
∑
i,j

pi,j|i− j|2.

Lemma 3.3.3. Given k1 = ‖xkt ‖0 and η, the number of k-dimensional lattice

points xka with ‖xka‖0 = k2 such that ‖xka − xkt ‖2 = η is given by

(a) k1 ≤ k2 : g1(k1, k2, k, pij) =

(
a

p1,0

)(
a− p1,0

p1,−1

)(
k1 − a
p−1,0

)(
k1 − a− p−1,0

p−1,1

)
×
(

k − k1

k2 − (k1 − p−1,0 − p1,0)

)
2k2−(k1−p−1,0−p1,0),

(b) k1 > k2 : g2(k1, k2, k, pij) =

(
k − k1

p0,1 + p0,−1

)(
a

p1,−1

)(
a− p1,−1

p1,1

)(
k1 − a
p−1,1

)
×
(

k1 − a− p−1,1

k2 − (p0,1 + p0,−1 + p1,−1 + p1,1 + p−1,1)

)
2p0,1+p0,−1
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Proof. See Appendix Section A.2.

Again, it can be shown that the total number of l-sparse vectors xt is given by(
k
a

)(
k−a
k1−a

)(
m−k
k3−k1

)
2k3−k1 , where k3 = ‖xt‖0, 0 ≤ k3 ≤ l, (l − (m− k))+ ≤ k1 ≤

min (k, k3) and 0 ≤ a ≤ k1. Therefore, (3.4) can be written as E[Nk | d2] =

1
N

∑
k3,k1,a

(
k
a

)(
k−a
k1−a

)(
m−k
k3−k1

)
2k3−k1 E[Nk| xkt , d

2], where N is the number of all l-

sparse vectors xt, given by N =
∑

k3,k1,a

(
k
a

)(
k−a
k1−a

)(
m−k
k3−k1

)
2k3−k1 , and the summa-

tions are evaluated over respective ranges as described above.

Theorem 3.3.4. The expected number of tree points examined by the sparsity-

aware sphere decoding algorithm while solving (3.1) over a ternary alphabet is

E[Nk| d2] =
1

N

l∑
k3=0

min (k,k3)∑
k1=(l−(m−k))+

k1∑
a=0

(
k

a

)(
k − a
k1 − a

)(
m− k
k3 − k1

)
2k3−k1

×

[
k1−1∑
k2=0

∑
pi,j : k1>k2

γ

(
d2

2(σ2 + η)
,
n−m+ k

2

)
g2(k1, k2, k, pi,j)

+

min (k,l)∑
k2=k1

∑
pi,j : k1≤k2

γ

(
d2

2(σ2 + η)
,
n−m+ k

2

)
g1(k1, k2, k, pi,j)

]
(3.7)

where the value of η is as given above.

Proof. The proof follows from (3.2) and Lemma 3.3.3.

Define the complexity exponent, ec = logC(m, d2)/ logm, as a measure

of complexity of the algorithm. Fig. 3.5(a) compares expressions from The-

orems 3.3.2 and 3.3.4 with empirical complexity obtained by averaging over

1000 Monte Carlo runs. As seen in Fig. 3.5(a), the theoretical expressions de-

rived in this section exactly match the empirical results. Fig. 3.5(b) shows that
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(a) (b)

Figure 3.5: Complexity exponent of sparsity-aware SD as function of SNR for m = n = 20
and l = 5. Comparison is made between theoretical and simulated complexity ((a)) and
between sparsity-aware and classical SD for {0, 1} alphabet ((b)).

the complexity exponent of sparsity-aware SD is less than that of the classical

SD algorithm for m = n = 20, l = 5 and {0, 1} alphabet. The gap in the com-

plexity decreases with increasing SNR as expected, since at low SNRs, radius

of the sphere is large and the sparsity-aware SD approaches complexity of an

exhaustive search for the closest point. However, at high SNRs, the sphere

often contains very few lattice point and hence the difference in complexity of

the two algorithms reduces.
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3.4 Variance Analysis

In this section, we characterize the second-order moment of the com-

plexity of sparsity-aware sphere decoder 4 It has been shown in [106] that the

variance of the complexity of the sphere decoding algorithm is given by

σ2
sparse =

m∑
k=1

m∑
l=1

(E[NkNl]− E[Nk]E[Nl]) f(k)f(l), (3.8)

where Nk and f(k) have same meanings as in previous section. Note that (3.8)

applies to the sparsity-aware SD as well, but E[Nk], E[Nl], and E[NkNl] differ

from those for the classical algorithm. We already evaluated E[Nk] in Section

3.3. Therefore, to evaluate (3.8), what remains to be determined is E[NkNl],

i.e., the correlation between the number of pairs of points of dimensions k and

l lying inside a sphere of radius d. Assume each of these points is l′-sparse.

Given H = QR, and using (2.3), the correlation between Nk and Nl can be

found as [106]

E[NkNl] =
∑

xB∈DkL

∑
xC∈DlL

P
(
tb ≤ d2, tc ≤ d2

)
, (3.9)

where tb = ‖zk−R(k, k)xB‖2, tc = ‖zl−R(l, l)xC‖2, xB and xC are arbitrary

k and l dimensional l′-sparse vectors having entries from DL, and R(p, p) is

given by the following partition of R,

R =

[
R(m− p,m− p) R(m− p, p)

0p×(m−p) R(p, p)

]
(3.10)

4The analysis is restricted to the binary alphabet, but it can be extended to more general

alphabets easily.
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for p = 1, . . . ,m. Let xkt be the k-dimensional sub-vector of the true solution,

and define xb = xkt − xB and xc = xlt− xC . Depending on whether xb = xkc or

not, the summand in (3.9) is given by [106]:

• Case (a) xb = xkc : P (tb ≤ d2, tc ≤ d2) = γ
(

d2

2(σ2+‖xc‖2)
, l

2

)
• Case (b) xb 6= xkc : P(tb ≤ d2, tc ≤ d2) =

∫ d2

tb=0

∫ d2

tc=0
φ(tb, tc)dtbdtc,

where φ(tb, tc) is given by

φ(tb, tc) =
1

4π2

∫ ∞
−∞

∫ ∞
−∞

∆−k/2
[(abb

∆
− 2jωc

)(acc
∆
− 2jωb

)
− a2

bc

∆2

]−k/2
×
(
1− 2jωc(σ

2 + ‖xkc‖2)
)k/2

(1− 2jωc(σ2 + ‖xc‖2))l/2
e−jωbtb−jωctcdωbdωc, (3.11)

where abb = ‖xb‖2 +σ2, acc = ‖xkc‖2 +σ2, abc = x∗bx
k
c +σ2, and ∆ = abbacc−a2

bc.

In order to enumerate the total number of pairs of points (xB,xC) over which

the summation in (3.9) will be evaluated, we need the following lemma.

Lemma 3.4.1. Define integers e, γ, β, a, u and v on support sets S(e) =

{0, 1, . . . ,min (l, 2l′)}, S(γ|e) = {(e− (l− k))+, . . . ,min (e, k)}, S(β) = {0, . . .

min (k, 2l′)}, S(a) = {0, 1, . . . , γ}, S(u|a, β) = {(β−(k−a))+, . . . ,min (β, a)},

S(v|u, a, β, γ) = {(β−(u+k−γ))+, . . . ,min (γ − a, β − u)} respectively. Given

the quantities as defined above, and assuming k ≤ l, the correlation between

Nk and Nl is given by

E[NkNl] =
∑

e,γ,β,a,u,v

(
l − k
e− γ

)(
k

γ

)(
γ

a

)(
a

u

)(
γ − a
v

)(
k − γ

β − u− v

)
× 2e−γ+β−u−v P(tb ≤ d2, tc ≤ d2), (3.12)

where the summations are over respective supports.
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Proof. See Appendix Section A.3.

Using Lemma 3.4.1 and (3.4) in (3.8), we obtain an expression for the

variance of the complexity of the sparsity-aware sphere decoding algorithm for

binary alphabet.

3.5 Speeding up Sparsity-aware Sphere Decoder

Motivated by the lower bounding idea of [98] and observing that the

solution to the `1-norm based relaxation of (3.1) can be obtained inexpensively,

we formulate a technique capable of significant reduction of the total number

of tree points visited during the sparsity-aware SD search. Let za:b denote

the vector comprising entries of z indexed a through b, a ≤ b. Similarly, let

Aa:c,b:d denote the sub-matrix of A collecting entries with indices (a, b) (in the

upper-left corner) through (c, d) (in the bottom-right corner), a ≤ c, b ≤ d.

Assuming Q1, Q2, and R as defined in Section 2.2, and using the triangular

property of R and defining z = Q?
1y, we can rewrite (2.3) as

d2 ≥ ‖zk:m −Rk:m,k:mxk:m‖2

+ ‖z1:k−1 −R1:k−1,1:k−1x1:k−1 −R1:k−1,k:mxk:m‖2, (3.13)

for any 2 ≤ k ≤ m. Note that, when the SD algorithm visits a node at the kth

level of the search tree, vector xk+1:m is already chosen and the only variable

component in the first term on the right-hand side of (3.13) is xk. Now, if

we could replace the second term on the right-hand side of (3.13) by its lower
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bound Lk(z,R,xk:m, l̃k), defined by

Lk(z,R,xk:m, l̃k) = min
x∈Dk−1

L
‖x‖0≤l̃k

‖w1:k−1 −R1:k−1,1:k−1x‖2 (3.14)

where l̃k = (l−‖xk:m‖0)+ and w1:k−1 = z1:k−1−R1:k−1,k:mxk:m, we would obtain

a more rigorous constraint on xk and hence prune more nodes. In particular, we

now may require d2−Lk(z,R,xk:m, l̃k) ≥ ‖zk:m−Rk:m,k:mxk:m‖2, to hold, which

is stricter constraint on xk than the one used by the original sphere decoder,

d′2 ≥ ‖zk:m −Rk:m,k:mxk:m‖2, leading to a search where fewer tree points are

being visited by the algorithm. Since the second term on the right-hand side

of (3.13) is replaced by its lower bound, it is guaranteed that the optimal point

will not be discarded due to having a more rigorous constraint. Note that the

minimization in (3.14) is a sparse ILS problem with an adaptively updated

sparsity constraint l̃k = (l − ‖xk:m‖0)+, i.e., the number of allowed non-zero

entries in x1:k−1 is adjusted according to the number of non-zero entries in

already selected xk:m. Clearly, we must have l̃2 ≤ l̃3 ≤ . . . ≤ l̃m. Having

l̃k = 0 for any k implies that no more non-zero elements can be chosen as the

components of the unknown vector at levels beyond the kth, and the remaining

entries are all valued 0. The modified algorithm is presented as Algorithm 2.

The benefit of this modified algorithm however comes at an additional

complexity of computing the lower bound Lk(z,R,xk:m, l̃k) in (3.14). Clearly,

finding exact solution to (3.14) is equivalent to solving the original problem

(3.1). As an alternative, we may relax (3.14) by introducing x ∈ Rk−1 and
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Algorithm 2 Reduced-complexity sparsity-aware sphere decoding algorithm

Require: Q = [Q1 Q2], R, y, z = Q∗1y, sphere radius d, sparsity constraint l.
1. Initialize k ← m, d2

m ← d2 − ‖Q∗2y‖2, zm|m+1 ← zm, lm ← 0 .
2. Update Interval UB(xk)←

⌊
(dk + zk|k+1)/Rk,k

⌋
,

LB(xk)←
⌈
(−dk + zk|k+1)/Rk,k

⌉
, xk ← LB(xk)− 1.

3. Update xk xk ← xk + 1.
if xk ≤ UB(xk) then

go to Step 4;
else

go to Step 6.
end if
4. Check Sparsity
if lk + I{xk 6=0} > l then

go to Step 3
else if k > 1 then

go to Step 5
else
lk ← lk + I{xk 6=0}, and go to Step 7.

end if
5. Lower Bound l̃k ← l − (lk + I{xk 6=0}),

if L(z, R,xk:m, l̃k) + (zk|k+1 −Rk,kxk)
2 ≤ d2

k then
lk ← lk + I{xk 6=0} and go to Step 7;

else
go to Step 3.

end if
6. Increase k k ← k + 1.
if k = m+ 1 then

STOP
else
lk ← lk − I{xk 6=0} and go to Step 3.

end if
7. Decrease k
if k = 1 then

go to Step 8;
else
k ← k − 1, zk|k+1 ← zk −

∑m
j=k+1Rk,jxj, d2

k ← d2
k+1 −(zk+1|k+2 −

Rk+1,k+1xk+1)2, and go to Step 2.
end if
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8. Solution found Save x and its distance from y,
d2
m − d2

1 + (z1 −R1,1 x1)2, lk ← lk − I{xk 6=0} and go to Step 3.
Return x.

then solve

min
x∈Rk−1

‖x‖0≤l̃k

‖w1:k−1 −R1:k−1,1:k−1x‖2 (3.15)

For minimizing (3.15), we use computationally efficient orthogonal match-

ing pursuit (OMP) method and round off each entry of the final solution to

its nearest discrete value in DL. We demonstrate the improvement in com-

putational complexity of the modified sparsity-aware SD in Figure 3.6 for

m = n = 40, l = 5, and binary {0, 1} alphabet. The subplot on the left

compares the average number of nodes searched by the two variants of the

algorithm. and the subplot on the right shows the total flop count on the

average for the two methods. Clearly, for the considered range of parame-

ters, the proposed modification enables significant computational savings over

sparsity-aware sphere decoder from Section 3.2.

3.6 Sparse Channel Estimation using Sparsity-aware
Sphere Decoder

In this section, we consider the application of the proposed sparsity-

aware SD algorithm to the problem of sparse channel estimation (see, e.g.,

[19] and the references therein) and benchmark its performance against state-

of-the-art alternative techniques. Here, the estimation goal is to determine

the values of non-zero taps of the impulse response of a channel of given delay
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Figure 3.6: Computational complexity of sparsity-aware sphere decoder with (blue) and
without (red) lower bounding technique, m = n = 40, l = 5, binary {0, 1} alphabet. The
plot on the left compares average number of the tree points visited by the algorithm and
the plot on the right compares average flop count.

spread. This problem is often encountered in digital television, ultra-wideband

communications and underwater acoustic communications [12]. In [19], the

sparse channel estimation is formulated as an On-Off Keying (OOK) problem

by decoupling the estimation into zero-tap detection followed by structured

estimation of the values of the non-zero taps, as described below.

To learn the sparse channel impulse response, a known training se-

quence is transmitted and received signal is observed. Let {ui}Mi=1 denote the

finite-length training sequence and let ui = 0 if i > M or i < 0. Assume that

impulse response is of length L ( > M) and let h = [h1 h2 . . . hL]T denote the

impulse response coefficients. The real-valued observations are collected into

a vector x = [x1 x2 . . . xM+L−1], and the relation between h and x is given

by xj =
L∑
i=1

hiuj−i+1 + νj, for j = 1, . . . ,M + L− 1, with noise νj ∼ N(0, σ2)
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and i.i.d. Alternatively, it can be written as the matrix-vector product

x = Uh + ν, (3.16)

where

U =



u1 0

u2
. . .

...
. . . u1

uM u2

. . .
...

0 uM


and ν =


ν1

ν2
...

νM+L−1


(ML−1)×L

.

Note that the channel vector can be represented as h = diag(h)b, where b ∈

{0, 1}L has non-zero entries that indicate positions of the non-zero coefficients

in h, and diag(h) is a diagonal matrix with entries from h. Let ĥ denote the

least-squares solution of (3.16). Then the zero-tap detection problem can be

formulated as [19]

b̂ = arg min
b∈{0,1}L

‖x−Udiag(ĥ)b‖2. (3.17)

We employ the sparsity-aware SD algorithm from Section 3.2 to solve (3.17)

and find the point in the lattice Udiag(ĥ) closest to x. The solution b̂ is

then used to refine the channel estimate ĥ and form a so-called structured

estimate ĥ∗ via the least-squares method. The channel order, denoted by m#,
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is assumed known to the receiver 5. Then, (3.17) can be stated as

b̂ = arg min
b∈{0,1}L

‖b‖0 ≤ m#

‖x−Udiag(ĥ)b‖2. (3.18)

Figure 3.7: Comparison of normalized mean-squared error (MSE) for sparsity-aware SD,
OMP and classical SD schemes for zero-tap detection, L = 20,M = 6,m# = 3. The MSE of
an oracle estimator and the CRLB for structured estimate are also plotted for comparison.

Performance of the sparsity-aware SD algorithm for sparse channel

estimation is demonstrated in Fig. 3.7, where we plotted the normalized

mean-squared-error (MSE) of competing channel estimation schemes as a

function of SNR in Fig. 3.7. The normalized MSE is defined as MSE =

5Various methods for estimating the channel order at the receiver exist in literature such

as AIC or BIC using Minimum Description Length (MDL) [35][109] or least squares blind

identification and equalization [104]. Often, information about the channel order is obtained

from past history or data records.
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Figure 3.8: Comparison of complexity exponents for average flop counts of sparsity-aware
SD, OMP and classical SD schemes for zero-tap detection, L = 20,M = 6,m# = 3.

1/T
∑T

t=1 ‖ht − ĥt‖2/‖ht‖2, where T is the total number of Monte Carlo iter-

ations and ht and ĥt are actual channel coefficients and their estimates in the

tth iteration of the estimation procedure, respectively. The values of L, M and

the channel order m# are 20, 6 and 3, respectively. The training sequence is

formed by taking M samples of constant modulus. The non-zero coefficients of

ht are assumed to independent ∼ N(0, 1). MSE performances of the classical

SD algorithm (adopted in [19]), structured estimate obtained via orthogonal

matching pursuit (OMP) [102], oracle6 estimator and theoretical performance

limits based on Cramer Rao Lower Bound (CRLB) are among those shown in

6Oracle estimator is the structured least-square estimator with known locations of non-

zero channel taps.
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Fig 3.7. In [107], it was shown that OMP matches the best performance among

sparse channel estimation methods that use knowledge of true channel order.

Clearly, over a wide range of signal-to-noise ratios (SNRs), the sparsity-aware

sphere decoder significantly outperforms the OMP algorithm, with the perfor-

mance gap increasing with SNR. In addition, we plot complexity exponents

(evaluated using the average flop counts incurred by the algorithms applied to

sparse channel estimation problem) in Fig. 3.8. It can be seen from this figure

that sparsity-aware SD is faster than the classical SD but slower than OMP,

but latter has accuracy inferior to sparsity-aware sphere decoding.

3.7 Conclusion

Sparsity-aware sphere decoder presented and analyzed in this chapter

has been motivated by the recent emergence of applications which require find-

ing the solution to sparse integer least-squares problems. The sparsity-aware

sphere decoding algorithm exploits sparsity information to prune nodes from

the search tree that would have otherwise been visited by the classical sphere

decoder. Imposing sparsity constraints requires minor additional computa-

tions, but due to more aggressive tree pruning, leads to significant improve-

ments in complexity while improving accuracy. We analyzed computational

complexity of the sparsity-aware sphere decoding algorithm and found its first

and second-order moments (i.e., the mean and the variance of the random

variable representing the complexity of the proposed algorithm). An applica-

tion to sparse channel estimation demonstrated the efficacy of the algorithm.
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To further reduce the computational complexity of the algorithm, we imposed

a lower bound on a part of the objective function at each stage and used it to

make the sphere constraint more restrictive. The lower bound was posed as an

`0-norm regularized relaxed version of the sparse integer least-squares problem,

and efficiently computed using the orthogonal matching pursuit technique. As

simulation results demonstrate, the proposed method may lead to significant

computational savings over straightforward sparsity-aware sphere decoding.
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Chapter 4

Single Individual Haplotyping via Binary

Matrix Factorization

In this chapter, we present the algorithm and analysis for the Single

Individual Haplotyping problem. A preliminary version of the work presented

in this chapter can be found in [11] 1.

4.1 Introduction

Diploid organisms such as humans have DNA organized in pairs of

chromosomes, which differ from each other in a small fraction of positions

due to point mutations known as SNPs. A haplotype is a sequence of SNPs

located on one chromosome in a homologous pair. Haplotype information is

of critical importance for personalized medicine applications, including the

discovery of an individuals susceptibility to diseases [24], whole genome as-

sociation studies [40], gene detection under positive selection and discovery

of recombination patterns [87]. Next generation sequencing platforms employ

1Preliminary results have been published as [Somsubhra Barik and Haris Vikalo. Bi-
nary matrix completion with performance guarantees for single individual haplotyping. In
Acous- tics, Speech and Signal Processing (ICASSP), 2017 IEEE International Conference
on. IEEE, 2017.] In this work, the author of this dissertation was the primary contributor.
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the so-called shotgun sequencing technology to randomly oversample the tar-

get pair of haplotypes and generate a library of overlapping paired-end reads

(fragments), as illustrated in Figure 4.1. If the reads were devoid of sequenc-

Figure 4.1: An illustration of read generation by next-generation sequencing platforms. The
chromosomes in a pair (indicated as Chr 1a and Chr 1b) are identical to each other except
at sites known as SNPs (marked in blue and red). Multiple copies of the chromosomal pair
are randomly fragmented into a set of short length reads which overlap with each other.
Boxes with dashed edge indicate overlap of reads with SNPs.

ing errors, haplotype assembly would be straightforward and would require

partitioning the reads into two clusters, one for each chromosome in the pair.

However, the presence of sequencing error (of the order 10−3 to 10−2) gives

rise to ambiguities about origin of sampled fragments and makes the recon-

struction problem computationally very challenging. This problem, known as

Haplotype Assembly or more formally, Single Individual Haplotyping (SIH) is

illustrated in Figure 4.2.
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Figure 4.2: An illustration of the Haplotype Assembly or Single Individual Haplotyping
problem. This Figure shows the two major steps essential for SIH problem, namely, se-
quencing and haplotype reconstruction. The nucleotides marked in red and blue denote the
SNPs. In the Sequencing step, paired-end reads or fragments are generated from multiple
copies of the original chromosomal sequences (parts of the chromosomes not covered by
the reads are marked in green). In the reconstruction step, SIH methodology recovers the
ordered sequence of nucleotides at the SNPs representing the haplotypes.

The lengths of fragments reliably sequenced by the present sequencing

technology is limited; since SNPs are relatively rare (the SNP rate between two

homologous chromosomes in humans is roughly 1 in 300 base-pairs [88]), the

read data carrying SNP information is essentially sparse in nature. Since the

read lengths are typically much smaller compared to the chromosome length,

each read can cover only few SNP sites and mostly contains non-informative

entries, usually denoted as ‘-’ . The haplotype-relevant data can be inter-
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preted with the help of a conflict graph, in which nodes represent reads and

edges exist between reads with common SNPs only if there is atleast one base

mismatch between the reads on those SNPs. The concept is illustrated in

Figure 4.3. In absence of sequencing errors, a typical read conflict graph will

have edges between any two reads that share a SNP and originate from dif-

ferent haplotypes, rendering the graph bipartite; partitioning reads into two

groups on such graphs is trivial. However, in presence of error, the graph no

longer remains bipartite in general, thereby making the problem of clustering

the reads challenging.

(a) Bipartite Graph (b) Non-bipartite Graph

Figure 4.3: Read conflict graph interpretation of haplotype assembly problem. 8 reads,
indicated by rectangles with indices beside them, represent the nodes in the graph. Alpha-
bets and ‘-’ indicate respectively the SNPs overlapping and not overlapping with each read.
Arrows indicate edges or conflicts between reads having atleast one base mismatch on the
overlapping SNPs. In Figure 4.3a, the reads are error-free and can be grouped into two
clusters {1, 2, 3, 4}, {5, 6, 7, 8} since the graph is bipartite. In Figure 4.3b, sequencing errors
in reads 4 and 8 (marked in red) causes additional conflicts to appear (shown as red arrows)
and some of the original conflicts to disappear. In particular, read 4 can not be grouped in
either cluster, rendering the graph non-bipartite.

Recent approaches to SIH resort to problem formulations based on var-

ious criteria such as minimum fragment removal, minimum SNP removal and

most widely used minimum error correction (MEC) [60], which was introduced
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in Section 1.2. Obtaining a solution to SIH that is optimal in the MEC-sense

requires solving an NP-hard problem [60, 23]. A branch-and-bound approach

with constraints that lead to bi-partitioning of reads was adopted in [108] to

solve the problem optimally. Similar approach was adopted in [27], where sta-

tistical information about sequencing errors for solving the MEC problem us-

ing sphere decoding method is exploited. However, complexity of this scheme

increases exponentially with haplotype lengths and becomes prohibitive for

practical biological datasets. Suboptimal yet efficient methods for SIH include

a greedy approach [63], max-cut based solution [7], Bayesian methods based on

MCMC [6], as well as greedy cut based [31] and flow-graph based approaches

[2]. More recent heuristic haplotype assembly approaches include a convex

optimization program for minimizing the MEC score [26], a communication-

theoretic approach solved using belief propagation [85], dynamic programming

based approach using graphical models [59] and probabilistic mixture model

based approach [70].

Motivated by the recent developments in the research on matrix com-

pletion (refer Section 2.3), in this dissertation we formulate SIH as a rank-one

matrix completion problem and propose a binary-constrained variant of alter-

nating minimization algorithm to solve it. We analyze the performance and

convergence properties of the proposed algorithm, and provide the first ever

theoretical guarantees for haplotype reconstruction expressed in the form of

an upper bound on the MEC score. Furthermore, we determine the sample

complexity (essentially, the sequencing coverage) that is sufficient for the al-
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gorithm to converge. Experiments performed on both synthetic and HapMap

sample NA12878 datasets demonstrate superiority of the proposed framework

over competing methods. It should be mentioned here that matrix factoriza-

tion framework was previously introduced to solve SIH via gradient descent in

[15]; however, the method proposed in this work does not provide performance

guarantees established in this dissertation.

4.2 System Model

Let the number of reads carrying information about the haplotypes

(after discarding reads which cover no more than one SNP) be n. If m denotes

the haplotype length (m ≤ n), then the reads can be organized into an m× n

SNP fragment matrix R2, whose ith column Ri contains information carried

by the ith read. Since diploid organisms typically have bi-allelic chromosomes

(i.e., only 2 alternative alleles at each SNP position, instead of all 4 possible

choices), binary labels +1 or−1 can be ascribed to the informative entries of R,

where the mapping between nucleotides and the binary labels follows arbitrary

convention. Let Ω be the set of entries of R corresponding to sequenced

SNP calls across the fragments. Clearly, Ω ⊆ [m] × [n]. Let us also define

the sample probability as p = |Ω|
mn

. Furthermore, let us define the operator

PΩ : Rm×n → Rm×n as

[PΩ(R)]ij =

{
Rij, (i, j) ∈ Ω

0, otherwise
(4.1)

2by taking transpose of the original read data matrix
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With the understanding that 0’s correspond to SNP positions where a given

read is un-sequenced, PΩ(R) can be considered as a matrix with entries in

{−1, 0, 1}. Specifically, Rij represents the information about the ith SNP site

provided by the jth read. Let H = {h1, h−1} be the set of haplotype sequences

of the diploid organism under consideration, with hk ∈ {−1, 1}m, k = 1,−1.

Note that a similar binary encoding of SNPs along the haplotypes ensures that

the haplotypes are binary complements of each other, or h1 = −h−1.

PΩ(R) can be thought of as obtained by sampling, with errors, a rank

one matrix M with entries from {1,−1}, given by

M = û?(v̂?)† = σ?u?(v?)† (4.2)

where û? and v̂? are vectors of lengths m and n respectively, with entries from

{1,−1}, u? and v? are normalized versions of û? and v̂?, and σ? > 0 is the

singular value of M. û? represents the haplotype h1 or h−1 (the choice can be

arbitrary) and v̂?j denotes the membership of jth read, i.e., v̂?j = i if and only if

the jth read is sampled from hk, k = 1,−1. If N denotes the sequencing error

noise matrix, then the erroneous SNP fragment matrix is given as

R = M + N, or

PΩ(R) = PΩ(M) + PΩ(N). (4.3)

The objective of SIH then becomes inferring û? (and v̂?) from the data matrix

PΩ(R), which is both sparse as well as noisy.
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4.2.1 Noise Model

Let pe denote the sequencing error probability. The noise matrix N

capturing the sequencing errors can be modeled as an m × n matrix with

entries in {−Nmax, 0, Nmax}3, where each entry is given by

Nij =

{
0, w.p. (1− pe)
−2Mij, w.p. pe.

(4.4)

N has full rank since the errors occur independently across the reads and

SNPs. The SVD of N is given as N = UNΣN(VN)†, where UN ∈ Rm×m,VN ∈

Rn×m,ΣN = diag(σN1 , σ
N
2 , . . . , σ

N
m).

An important observation about the noise model defined in (4.4) is that

it fits naturally into the worst case noise model considered in [44, 57]. Under

this model, the entries of N are assumed to be distributed arbitrarily, with the

only restriction that there exists an entry-wise uniform upper bound on the

absolute value i.e., |Nij| ≤ C, where C is a constant. This is trivially true for

the above formulation of SIH, where C = Nmax, leading to ‖N‖F ≤
√
mnNmax.

With the entries of N modeled as Bernoulli variables with probability pe,

the following lemma provides a bound on the spectral norm of the partially

observed noise matrix PΩ(N) and is proved in the Appendix B.

Lemma 4.2.1. Let N be an m × n sequencing error matrix as defined in

(4.4). Let Ω be the sample set of observed entries and let p be the observation

probability. If pe denotes the sequencing error, then with high probability we

3For the labeling scheme adopted in this dissertation, Nmax = 2.
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have

‖PΩ(N)‖2

p
≤ 2Nmaxpem

√
n.

4.3 Haplotype Assembly using Alternating Minimiza-
tion

As seen in Section 4.2, SIH can be formulated as the problem of low-

rank factorization of the underlying SNP-fragment matrix M in the following

form

M = uvT . (4.5)

The loss function to be optimized for a successful factorization is given by

f(u,v) = ‖PΩ(R− uvT )‖0 =
∑

(i,j)∈Ω

1Rij 6=uivj , (4.6)

which is identical to the MEC score associated with the factorization given

in (4.5). `0-norm optimization problems are non-convex; instead, we use a

`2-norm loss function, given by

f(u,v) = ‖PΩ(R− uvT )‖2
F =

∑
(i,j)∈Ω

(Rij − uivj)2. (4.7)

since these two norms are scaled version of each other for binary entries. Then,

the optimization problem can be rewritten as finding û and v̂ such that

(û, v̂) = arg min
u∈{1,−1}m
v∈{1,−1}n

f(u,v) = arg min
u∈{1,−1}m
v∈{1,−1}n

∑
(i,j)∈Ω

(Rij − uivj)2. (4.8)
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The above optimization problem can be further reduced to a continuous and

simpler version by relaxing the binary constraints on u and v,

(û, v̂) = arg min
u∈Rm,v∈Rn

f(u,v) = arg min
u∈Rm,v∈Rn

∑
(i,j)∈Ω

(Rij − uivj)2. (4.9)

4.3.1 Basic Alternating Minimization applied to SIH

It should be noted that the minimization problem (4.9) is a non-convex

problem to begin with (and hence, often eludes global optimal solutions) be-

cause of the rank-one constraint on the recovery matrix M = uvT . The non-

convex property implies NP-hardness of this problem [46]. However, (4.9) can

be solved in a computationally efficient manner by using the heuristics such

as alternating minimization approach, which essentially finds the least squares

solution at each step with respect to u or v alternately. In other words, the

minimization problem boils down to an ordinary least squares update at each

step, which can be expressed as

v̂ ← arg min
v∈Rn

∑
(i,j)∈Ω

(Rij − ûivj)2, and (4.10)

û ← arg min
u∈Rm

∑
(i,j)∈Ω

(Rij − uiv̂j)2. (4.11)

Once a termination condition is met for the above iterative steps, entries of

v̂ are rounded off to ±1 to give the estimated haplotype vector. Taking mo-

tivation from [52], the basic alternating minimization algorithm for the SIH

problem is given as Algorithm 3.

Remarks 1: The performance of Algorithm 3 depends on the choice of the
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Algorithm 3 Single Individual Haplotyping using Alternating Minimization

Require: SNP-fragment matrix R, observed set Ω, estimated probability p̂
Power Iteration: Use power iteration to generate the top singular vector
of PΩ(R)/p̂ and denote it as u(0)

Clipping: Set entries of u(0) greater than 2√
m

to zero, and then normalize

to get û(0)

for t = 0, 1, 2, . . . , T − 1 do
v̂(t+1) ← arg min

v∈Rn

∑
(i,j)∈Ω

(Rij − û(t)
i vj)

2

û(t+1) ← arg min
u∈Rm

∑
(i,j)∈Ω

(Rij − u(t)
i v̂

(t+1)
j )2

end for
Output: Round-off entries of û(T ) to ±1 to get estimate û of the haplotype
vector

initial vector û(0). The singular vector corresponding to the topmost singular

value of the noisy and partially observed matrix PΩ(R) serves as a reasonable

starting point since, as shown later in Section 4.4, this vector has a small dis-

tance4 to u?. However, performing singular value decomposition is an O(mn2)

operation, therefore, computationally prohibitive for large-scale problems typ-

ically associated with the state-of-the-art sequencing datasets. In practice,

power method is employed to find the topmost singular vector of the appro-

priately scaled PΩ(R) matrix by iteratively computing vectors x(j) and y(j) at

the jth iteration as

x(j) = PΩ(R)y(j−1), y(j) = [PΩ(R)]Tx(j), j = 0, 1, . . . , (4.12)

with the initial y(0) chosen to be a random vector. Let us assume that the

singular values of PΩ(R) are σ′1 ≥ σ′2 ≥ . . . 0. The power method is guaranteed

4refer to Section 2.3 for definition of distance measure
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to converge to the singular vector (say, û(0)) corresponding to σ′1, provided

σ′1 > σ′2 holds strictly. The convergence is geometric with a ratio (σ′2/σ
′
1)2. The

iterate x(j) over successive iterations gets closer to the true singular vector, as

given by

dist(x(j), û0)

‖Pû0(x(j))‖2

≤
(
σ′2
σ′1

)2j
dist(x(0), û0)

‖Pû0(x(0))‖2

(4.13)

with per iteration complexity of the order of O(mn) [15] (see Definition 2.3.2 for

dist(·, ·)). The following lemma provides the complexity of iterations required

for the convergence of this method.

Lemma 4.3.1 ([50]). Let R be an m× n matrix and x(0) be a random vector

in Rn. Let for ε > 0, Ū = span {ui,∀ i = 2, . . . s.t. σ′i > (1− ε)σ′1}, where

ui’s and σi’s are respectively the left singular vectors and singular values of

R. Then, after k = Ω
(

log(n/ε)
ε

)
iterations of the power method, the iterate

x(k) = (RRT )kx(0)

‖(RRT )kx(0)‖2
satisfies Pr

(
PŪ⊥(x(k)) ≥ ε

)
≤ 1

10
.

Remarks 2: It has been shown in [52] that the convergence guarantees for

Algorithm 3 (except for the rounding step) can be established, provided the

incoherence of the iterates û(t) and v̂(t) is maintained for iterations t ≥ 0

(see Definition 2.3.1). To ensure incoherence at the initial step, one needs

to threshold or “clip” the absolute values of the entries of û(0), as described

in Algorithm 3. Although the singular vector obtained by power iteration

minimizes the distance from the true singular vector, it is this clipping step

that makes sure that the information contained in û(0) is spread across every
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dimension instead of being concentrated only in few, much like the true vector

u? (see Lemma 4.4.3).

4.3.2 Binary-constrained Alternating Minimization Algorithm

The updates at each iteration in Algorithm 3 ignore the fact that the

underlying true factors, namely u and v, have discrete {1,−1} entries; instead,

the procedure imposes binary constraints on u and v at the final step only.

This may adversely impact the convergence of alternating minimization; to

see this, note that when v̂ is updated in Algorithm 3 according to (4.10), its

jth entry is found as

v̂
(t+1)
j = arg min

v∈R

∑
i|(i,j)∈Ω

(Rij − û(t)
i v)2 =

∑
i|(i,j)∈Ω

Rijû
(t)
i∑

i|(i,j)∈Ω

(û
(t)
i )2

(4.14)

Clearly, if the absolute value of û
(t)
j is very large or very small compared to

1 at a given iteration t, then, given that |Rij| = 1 for (i, j) ∈ Ω, we can

see from (4.14) that the absolute value of v̂
(t+1)
j at iteration t + 1 becomes

close to 0 or much bigger than 1, respectively. We empirically observe that as

the iterations progress, the value of v̂
(t+1)
j becomes increasingly bounded away

from ±1, which leads to potential incoherence of the iterates in subsequent

iterations. To maintain incoherence, it is desirable that the entries of û(t) and

v̂(t) remain close to ±1. It is therefore of interest to explore if we can do better

by restricting the update steps in the discrete domain, in other words, enforce

the discreteness condition in each step, rather than using it at the final step

only.
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One way to solve this problem is to project the solution of each update

on the set {1,−1}, i.e., impose the inherent binary structure of û and v̂ in

(4.11) and (4.10) to arrive at the updates given by

v̂← arg min
v∈{1,−1}n

∑
(i,j)∈Ω

(Rij − ûivj)2, and (4.15)

û← arg min
u∈{1,−1}m

∑
(i,j)∈Ω

(Rij − uiv̂j)2. (4.16)

Replacing u and v updates in Algorithm 3 by (4.16) and (4.15), we arrive at

a discretized version of the alternating minimization algorithm for haplotype

assembly, given as Algorithm 4. It should be noted that the rounding-off of the

final iterate is not required here since the individual iterates are constrained

to be binary at each step of the algorithm.

Algorithm 4 Single Individual Haplotyping using Discrete Alternating Min-
imization

Require: SNP-fragment matrix R, observed set Ω, estimated probability p̂
Power Iteration: Use power iteration to generate the top singular vector
of PΩ(R)/p̂ and denote it as u(0)

Clipping: Set entries of u(0) greater than 2√
m

to zero, and then normalize

to get û(0).
for t = 0, 1, 2, . . . , T − 1 do

v̂(t+1) ← arg min
v∈{1,−1}n

∑
(i,j)∈Ω

(Rij − û(t)
i vj)

2

û(t+1) ← arg min
u∈{1,−1}m

∑
(i,j)∈Ω

(Rij − utiv̂
(t+1)
j )2

end for
Output: û(T ) is the estimate û of the haplotype vector

A closer look at the iterative update of v̂ in Algorithm 4 implies that
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the update can be written as

v̂
(t+1)
j =

1
∑

i|(i,j)∈Ω

Rijû
(t)
i ≥ 0

−1 otherwise, ∀ j = 1, . . . , n.
(4.17)

and similarly for û. The non-differentiability of the update (4.17), however,

makes the analysis of convergence of Algorithm 4 intractable. In order to

remedy this problem, the “hard” update in (4.17) is approximated by a “soft”

update using a logistic function f(x) = (ex− 1)/(ex + 1), thus replacing the v̂

and û updates at iteration t in Algorithm 4 by

v̂
(t+1)
j = f

 1

m

∑
i|(i,j)∈Ω

Riju
(t)
i

 , ∀ j = 1, . . . , n, (4.18)

and

û
(t+1)
i = f

 1

n

∑
j|(i,j)∈Ω

Rijv
(t+1)
j

 , ∀ i = 1, . . . ,m, (4.19)

where ut and vt are vectors representing normalized ût and v̂t. Note that the

update steps (4.18) and (4.19) can be represented in terms of the normalized

vectors since it holds that sign
(∑

i|(i,j)∈Ω Riju
t
i

)
= sign

(∑
i|(i,j)∈Ω Rijû

t
i

)
.

The updates (4.18) and (4.19) relax the integer constraints on û and v̂ while

ensuring that the values remain bounded on the interval [1,−1]. It should

be mentioned here that in the multiple sets of experiments that we have run

with synthetic and biological datasets, this approximation did not lead to any

noticeable loss of performance when compared to Algorithm 4; on the other

hand, this approximation allowed us to derive an upper bound on the MEC

score through an analysis of convergence of the algorithm (see Section 4.4).
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Algorithm 5 presents the version of alternating minimization using soft update

steps as given by (4.18) and (4.19).

Algorithm 5 Single Individual Haplotyping using Discrete Alternating Min-
imization with Soft Updates

Require: SNP-fragment matrix R, observed set Ω, estimated probability p̂
Power Iteration: Use power iteration to generate the top singular vector
of PΩ(R)/p̂ and denote it as u(0)

Clipping: Set entries of u(0) greater than 2√
m

to zero, and then normalize

to get û(0).
for t = 0, 1, 2, . . . , T − 1 do

v̂t+1
j ← exp( 1

m

∑
i|(i,j)∈ΩRiju

t
i)−1

exp( 1
m

∑
i|(i,j)∈ΩRiju

t
i)+1

, ∀ j = 1, . . . , n,

vt+1 ← v̂t+1/‖v̂t+1‖2

ût+1
i ← exp( 1

n

∑
j|(i,j)∈ΩRijv

t+1
j )−1

exp( 1
n

∑
j|(i,j)∈ΩRijv

t+1
j )+1

, ∀ i = 1, . . . ,m,

ut+1 ← ût+1/‖ût+1‖2

end for
Output: Round-off entries of û(T ) to ±1 to get estimate û of the haplotype
vector

Remarks 4: It is worthwhile to point out the main differences between the

approach undertaken here and the method in [15]. In the latter, the authors

propose an alternating minimization based haplotype assembly method by im-

posing structural constraints on only one of the two factors, namely, the read

membership factor. However, for the diploid case (as considered in this dis-

sertation), use of binary labels allow us to impose similar constraints on both

the factors u and v, thereby leading to better accuracy of the Algorithm 4.

Moreover, the alternating minimization algorithm in [15] is not amenable to

convergence analysis, and is shown to be outperformed by the a gradient de-

scent based algorithm proposed in [15], which has an established guarantee of
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convergence to a local minimum only. Clearly, such a solution does not neces-

sarily recover the true haplotype. On the contrary, our aim is to recover (upto

some noise terms) the underlying true factors and explore relation between

the recovery error and the number of iterations required.

4.4 Analysis of Performance

We begin this section by presenting our main result on the convergence

of Algorithm 5. The following theorem provides a sufficient condition for the

convergence of this algorithm.

Theorem 4.4.1. Let û? ∈ {1,−1}m and v̂? ∈ {1,−1}n denote the haplotype

and read membership vectors, respectively, and let R = M + N denote the

observed SNP-fragment matrix where M = û?(v̂?)T = u?σ?(v?)T , N is the

noise matrix with Nmax and pe as defined in (4.4), u? and v? are normalized

versions of û? and v̂? respectively, and σ? is the singular value of M. Let

α = n/m ≥ 1 and ε > 0 be the desired accuracy of reconstruction. Assume

that each entry of M is observed uniformly randomly with probability

p > C

√
α

mδ2
2

log n log

(
‖M‖F
ε

)(
pe +

64

3
δ2

)
, (4.20)

where δ2 ∈
[
0, 1

21
(3.93− C ′Nmaxpe)

]
and C,C ′ > 0 are global constants. Then,

after T = O(log(‖M‖F/ε)) iterations of Algorithm 4, the estimate M̂(T ) =

û(T )[v̂(T )]T with high probability satisfies

‖M− M̂(T )‖F ≤ ε+ 16
peσ

?

3δ2

(2 + (2 + 3Nmax)δ2). (4.21)
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The following corollary follows directly from Theorem 4.4.1.

Corollary 4.4.2. Define M̃(T ) = sign
(
M̂(T )

)
. Under the conditions of The-

orem 4.4.1, the normalized Minimum Error Correction score with respect to

R, defined as ˜MEC = 1
mn
‖PΩ(R− M̃(T ))‖0, satisfies

˜MEC(M̃(T )) ≤ ε√
mn

+
16pe
3δ2

(2 + (2 + 3Nmax)δ2) +
1√
mn
‖PΩ(N)‖F .

(4.22)

Theorem 4.4.1 and Corollary 4.4.2 imply that if the sample probability

p satisfies the condition (4.20) for a given error probability pe, then Algorithm 4

can minimize the MEC score up to some noise factors in O(log(‖M‖F/ε))

iterations. The corresponding sample complexity, i.e., the number of entries of

R needed for the recovery of M is |Ω| = O
(√

α
δ2
2
n log n log

(
‖M‖F
ε

) (
pe + 64

3
δ2

))
.

Note that compared to (4.21), expression (4.22) has an additional noise term.

This is due to the fact that unlike the loss function ‖M−M̂(T )‖F in (4.21), the

MEC score of M̃(T ) is calculated with respect to the observed matrix PΩ(R).

Factor log(‖M‖F/ε) in the expression for sample complexity (4.20) is

due to using independent Ω samples at each of the T = O(log ‖M‖F/ε) it-

erations [52]. This circumvents potentially complex dependencies between

successive iterates which are typically hard to analyze [53]. We implicitly as-

sume independent samples of Ω in each iteration of Algorithm 5 for the sake

of analysis, and consider fixed sample set in our experiments. As pointed out

in [53], practitioners typically utilize alternating minimization to process the

entire sample set Ω at each iteration, rather than the samples thereof.
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The analysis of convergence is based on the assumption that the samples

of M are observed uniformly at random. This implies that each read contains

SNPs located independently and uniformly at random along the length of the

haplotype. In practice, however, the reads have uniformly random starting

locations but the positions of SNPs sampled by each read are correlated. To

facilitate our analysis, the first of its kind for haplotype assembly applications,

we approximate the practical setting by assuming random SNP positions.

Next, we present the analysis frameworks for the initial and subsequent

iterative steps of Algorithm 5.

4.4.1 Initialization Analysis

In order for Algorithm 5 to converge, a suitable initial starting point

close to the ground truth is necessary. In addition to the power iteration step,

which gives a singular vector that is close to the true vector u?, the subsequent

clipping step helps retain the incoherence of the same, without sacrificing the

closeness property. The following lemma uses Theorem B.1.2 to establish the

incoherence of û(0), and that û(0) remains close to the true left singular vector

u?.

Lemma 4.4.3. Let u(0) be obtained after normalizing the output of the power

iteration step in Algorithm 5. Let uC be the vector obtained after setting entries

of u(0) greater than 2 µ√
m

to zero. If ũ is the normalized uC, then, with high

probability, we have dist (ũ,u?) ≤ 1/2, and ũ is incoherent with parameter 4µ,

where µ is the incoherence parameter of u?.
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Proof. The proof follows directly from Lemma C.2 from [52] and Lemma 2 from

[44] after suitably using conditions from Lemma 4.2.1 and Theorem B.1.2.

4.4.2 Convergence Analysis

Let us denote λj = 1
m

∑
i|(i,j)∈Ω

Riju
(t)
i . The Taylor series expansion of

v̂
(t+1)
j from (4.18) is given by

v̂
(t+1)
j =

λj
2
− λj

3

24
+
λj

5

240
− . . . , ∀ j = 1, . . . , n. (4.23)

Now, we have |λj| = | 1
m

∑
i|(i,j)∈Ω

Riju
(t)
i | ≤ 1

m

∑
i|(i,j)∈Ω

|Rij||u(t)
i | ≤ 1

m

∑
i|(i,j)∈Ω

|Rij|.

Clearly,
∑

i|(i,j)∈Ω

|Rij| ∼ Bin(m, p) for a given j, implying that the absolute

value of λj is close to the entry-wise observation probability p < 1. This,

in turn, implies that in (4.23) all terms with higher powers of λj are much

smaller than the dominant linear term, and the Taylor’s series expansion can

be written as v̂
(t+1)
j ≈ λj

2
+ ε(λj), where the error term ε(λj) can be bounded

as |ε(λj)| ≤ |λj|3/3! � 1 using the Lagrange error bound. Therefore, we
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approximate the update in (4.18) as

v̂
(t+1)
j =

1

2m

∑
i|(i,j)∈Ω

Riju
(t)
i

=
1

2m

∑
i|(i,j)∈Ω

(Mij +Nij)u
(t)
i

=
1

2m

∑
i|(i,j)∈Ω

(
σ?u?i v

?
j + [U

(i)
N ]TΣNV

(j)
N

)
u

(t)
i

=
1

2m

σ?〈u(t),u?〉v?j −

σ?〈u(t),u?〉v?j − σ?v?j
∑

i|(i,j)∈Ω

u
(t)
i u

?
i

+

∑
i|(i,j)∈Ω

u
(t)
i [U

(i)
N ]TΣNV

(j)
N



(4.24)

for j = 1, . . . , n, where the quantities in the above expressions are defined

below.

Let us define an error vector F ∈ Rn as F = σ?B−1
(
〈u(t),u?〉B−C

)
v?,

where B = 1
p
In and C ∈ Rn×n is diagonal with Cjj = 1

p

∑
i|(i,j)∈Ω

u
(t)
i u

?
i , ∀ j =

1, . . . , n. Furthermore, let us define a noise vector Nres ∈ Rn×1 as Nres =

B−1CNSNvN , where the quantities are defined as follows.

- CN = [CN
1 CN

2 · · ·CN
m] ∈ Rn×nm where (CN

q )jj = 1
p

∑
i|(i,j)∈Ω

u
(t)
i UN

iq , ∀q ∈

[m],∀j ∈ [n].

- SN ∈ Rnm×nm is a diagonal matrix given by SN = diag
(
σN1 In, . . . , σNmIn

)
.

- vN =
[
(vN1 )T (vN2 )T . . . (vNm)T

]T ∈ Rnm×1 where vNj ∈ Rn is the jth

column of VN .
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We also define CN
jj =

[
(CN

1 )jj (CN
2 )jj . . . (CN

m)jj
]

for any given j ∈ [n]. Using

the above definitions, (4.24) can be written as

v̂
(t+1)
j =

1

2m

[
σ?〈u(t),u?〉v?j − Fj +

1

Bjj

CN
jjΣNV

(j)
N

]
. (4.25)

Therefore, using vector-matrix notation, the update of v̂ can be written down

as

v̂(t+1) =
1

2m

[
σ?〈u(t),u?〉v? − F +Nres

]
(4.26)

=
1

2m

[
MTu(t) − F +Nres

]
Recalling (4.12), one should be able to identify that the term MTu(t) in the

above expression is the update term in the power iteration applied to the true

matrix M. Therefore, the update described in (4.26) is essentially power it-

eration of M that would have led to true singular vector u? except that it

is perturbed by error terms due to incomplete observations and sequencing

noise (F and Nres above). This observation leads to the analysis approach

where appropriate upper bounds to these errors terms are derived. The proof

of convergence presented in this dissertation follows the framework adopted in

[52, 44], and consists of an inductive analysis based on establishing the guaran-

tee that, given u(t) is incoherent and has a small distance in terms of principal

angle with respect to u?, the subsequent iterate v(t+1) is also incoherent with

identical parameter, and is closer by at least a constant factor to v?. This

statement is formally expressed using Theorem 4.4.4 and Lemma 4.4.6 for the

distance and incoherence conditions, respectively.
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Theorem 4.4.4. Under the assumptions of Theorem 4.4.1, the (t + 1)th

iterates û(t+1) and v̂(t+1) of Algorithm 5 satisfy with high probability

dist(v̂(t+1),v?) ≤ 1

4
dist(û(t),u?) +

µ1pe
δ2

, and

dist(û(t+1),u?) ≤ 1

4
dist(v̂(t+1),v?) +

µ1pe
δ2

, ∀ 0 ≤ t ≤ T − 1,

where, µ1 is the incoherence parameter of the intermediate iterates û(t) and

v̂(t).

We defer the proofs of both Theorem 4.4.1 and Theorem 4.4.4 until

Appendix B. Theorem 4.4.4 is a starting point for proving Theorem 4.4.1, and

establishes a geometric decay of the distance between the subspaces spanned

by û(t), v̂(t) and u?, v? respectively. Next, we present a corollary based on the

findings of Theorem 4.4.4.

Corollary 4.4.5. Under the assumptions of Theorem 4.4.4, we have, at the

end of T = O(log ‖M‖F
ε

) iterations,

dist(v̂(T+1),v?) ≤ 1

2

ε

‖M‖F
+

4µ1pe
3δ2

, and

dist(û(T+1),u?) ≤ 1

2

ε

‖M‖F
+

4µ1pe
3δ2

.
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Proof. From Theorem 4.4.4, we have, at the of of T iterations,

dist(û(T ),u?) ≤ 1

4

(
1

4
dist(û(T−1),u?) +

µ1pe
δ2

)
+
µ1pe
δ2

=
1

16
dist(û(T−1),u?) +

5µ1pe
4δ2

...

≤ 1

16T
dist(û(0),u?) +

5µ1pe
4δ2

(1 +
1

16
+

1

162
+ · · · ( T terms))

ζ1
≤ 1

2

1

16T
+

4µ1pe
3δ2

≤ 1

2

ε

‖M‖F
+

4µ1pe
3δ2

, since T = O(log
‖M‖F
ε

)

where ζ1 follows from the fact that dist(û(0),u?) ≤ 1/2 (see Lemma 4.4.3).

Corollary 4.4.5 is used to complete the proof of Theorem 4.4.1 in Ap-

pendix B. Next, we state Lemma 4.4.6 for the incoherence condition and defer

the proof of the same to Appendix B.

Lemma 4.4.6. Let M,N, p, Ω be defined as in Theorem 4.4.1. Let u(t) be

the unit vector obtained at the tth iteration of Algorithm 4 with incoherence

parameter µ1 = 8µ. Then, with probability greater than 1 − 1/n3, the next

iterate v(t+1) is also µ1 incoherent.

Remarks 5: Although the analysis techniques adopted here are inspired by

[52, 44], the contribution made in this dissertation is distinct from these previ-

ous works. The authors of [52] considered a noiseless case of matrix factoriza-

tion and did not impose structural constraints on the iterates. Their work was

extended for a noisy case in [44] for a similar un-constrained setting. However,
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[44] did not exploit statistical properties of the noise, except the entry wise up-

per bound, whereas we use the bit-flipping model as discussed in Section 4.2.1

which allows us to characterize the dependence of algorithmic performance on

the sequencing error probability pe.

4.5 Results and Discussions

We begin this section by stating the metrics for evaluating performance

of our haplotype assembly algorithm.

4.5.1 Performance Metrics

As mentioned in Section 1.2, a widely used metric for characterizing the

quality of haplotype assembly is the minimum error correction (MEC) score.

This metric captures the smallest number of entries of PΩ(R) which need to be

changed from 1 to −1 and vice versa in order that PΩ(R) can be interpreted

as a noiseless version of PΩ(M). It is essentially the most likely number of

sequencing errors, defined for diploids as

MEC =
n∑
i=1

min
(
D(ri, ĥ1), D(ri, ĥ−1)

)
, (4.27)

where D(ri, ĥj) denotes the generalized Hamming distance between read ri

and the estimated parent haplotypes ĥk, k = 1,−1. This is, in turn, defined

as D(ri, ĥj) =
∑m

j=1 d(ri,j, ĥk,j), where

d(x, y) =

{
1, if x 6= ‘-’ and y 6= ‘-’ and x 6= y

0, otherwise,
(4.28)
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and ri,j and ĥk,j denote the jth entries of ri and ĥk, respectively.

The MEC score is a relevant and most commonly studied performance

metric for single individual haplotyping [92], and critically important for ex-

perimental data where the ground truth is not known in advance. Neverthe-

less, it mostly serves as a proxy for the metric Reconstruction rate. Recall

that the H = {h1, h−1} is denoted as the set of true haplotypes. Then the

reconstruction rate of Ĥ with respect to H is defined as [39]

RH,Ĥ = 1− min{D(h1, ĥ1 +D(h2, ĥ2), D(h1, ĥ2) +D(h2, ĥ1)}
2m

(4.29)

where D(hi, hj) denotes the generalized Hamming distance between the hap-

lotype pair hi and hj.

4.5.2 Experiments

We denote our algorithmic implementation as HapAltMin in this section

and postpone its design specifics until Chapter 6. All of the methods described

here are run on a Linux OS desktop with 3.07 GHz CPU and 8 GB RAM on

an Intel Core i7 880 Processor.

We first test our algorithm on the experimental dataset containing Fos-

mid pool-based NGS data for HapMap trio child NA12878 [31]. The Fos-

mid dataset is characterized by very long fragments, high SNP to read ratio,

and low sequencing coverage of about 3X, consisting of around 1, 342, 091

SNPs spread across 22 chromosomes. We compare our performance with the
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structurally-constrained gradient descent (SCGD) algorithm in [15] and one

more recent SIH software ProbHap [59], which was shown to be superior to

several prior methods on this dataset [7, 31, 70]. Table 4.1 shows the MEC

rate (average number of mismatches per SNP position across the reads) and

runtimes for all 22 chromosomes. As seen there, our algorithm outperforms

other methods for majority of the chromosomes shown; it is second best in

terms of runtime (behind SCGD).

We further compare the MEC performance of Algorithm 5 with that

of the basic version (Algorithm 3) in Table 4.2 for first 3 and last 3 of the 22

chromosomes from the Fosmid dataset. As can be seen from Table 4.2, the

modified algorithm performs better than the basic alternating minimization

algorithm, as pointed out in Section 4.3.

Next, we focus on the evaluation of performance on simulated dataset

using reconstruction rate metric. For this purpose, we use a widely popular

standard benchmarking dataset from [39] which also provides the true hap-

lotypes used to generate the read data. The dataset contains reads at an

sequencing error rate with values in the set {0.0, 0.1, 0.2, 0.3}, and a depth of

coverage in {3X, 5X, 8X, 10X}. Reconstruction rate of our algorithm is com-

pared with that of [15] and two more recent SIH methods known as HGHap

[21] and MixSIH [70]. In particular, [21] is chosen for performance comparison

since it has been shown to outperform a number of existing SIH methods such

as [63, 22, 7, 38, 78]. Comparison with ProbHap is not shown for this data

since that method returned haplotypes with a large fraction of SNPs missing.
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Table 4.1: MEC rates and runtimes on HapMap sample NA12878 dataset

Chr
HapAltMin SCGD ProbHap

MEC
time(s)

MEC
time(s)

MEC
time(s)

1 0.034 65.0 0.04 44.2 0.058 87.7
2 0.035 71.6 0.035 49.5 0.055 88.9
3 0.034 61.1 0.036 41.5 0.057 84.3
4 0.029 60.7 0.034 41.8 0.053 67.1
5 0.032 52.9 0.036 39.9 0.054 64.6
6 0.038 34.7 0.037 27.9 0.050 53.4
7 0.038 26.4 0.035 25.05 0.055 40.8
8 0.033 24.3 0.034 23.9 0.05 42.8
9 0.036 21.9 0.037 17.6 0.052 45.2
10 0.036 24.7 0.037 21.0 0.053 44.4
11 0.034 24.7 0.038 20.8 0.055 39.5
12 0.037 23.5 0.037 20.2 0.057 38.9
13 0.039 14.6 0.035 15.6 0.053 26.4
14 0.035 16.6 0.039 13.7 0.055 27.4
15 0.038 14.1 0.041 11.9 0.056 26.5
16 0.046 20.3 0.0405 12.2 0.051 36.5
17 0.048 15.3 0.046 11.1 0.061 27.4
18 0.033 12.2 0.037 11.8 0.053 24.4
19 0.052 12.8 0.046 9.0 0.063 19.8
20 0.044 18.1 0.044 13.0 0.055 30.9
21 0.035 11.5 0.041 8.5 0.051 15.6
22 0.054 11.7 0.055 8.6 0.061 31.4

The results, shown in Table 4.3, are obtained by averaging over 100 simulation

runs for each combination of sequencing error rate and sequencing coverage,

for a haplotype length of 700 base pairs and pairwise hamming distance 0.7.

As evident from the results, our method is either the best or the second best in

all of the scenarios. HapAltMin performs particularly well in the more realistic
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Table 4.2: MEC rate comparison of Algorithm 4 and Algorithm 5.

Chr
Algorithm 4

(“Hard”
updates)

Algorithm 5
(“Soft”

updates)

1 0.0369 0.0339
2 0.0357 0.035
3 0.0345 0.0335
20 0.0447 0.0446
21 0.0367 0.035
22 0.0568 0.0535

Table 4.3: Reconstruction rate comparison on simulated data. Boldface values indicate best
performance.

Error
Rate

Cov.
HapAlt-

Min
SCGD HGHap MixSIH

0.0 3X 1 0.983 0.934 0.776
0.0 5X 1 0.976 0.989 0.923
0.0 8X 1 0.999 0.994 0.995
0.0 10X 1 0.999 0.999 1
0.1 3X 0.935 0.869 0.934 0.775
0.1 5X 0.979 0.951 0.990 0.942
0.1 8X 0.996 0.996 0.987 0.972
0.1 10X 0.999 0.999 0.997 0.993
0.2 3X 0.735 0.677 0.677 0.68
0.2 5X 0.864 0.785 0.91 0.774
0.2 8X 0.943 0.899 0.884 0.932
0.2 10X 0.966 0.934 0.894 0.969
0.3 3X 0.555 0.527 0.592 0.65
0.3 5X 0.595 0.524 0.621 0.667
0.3 8X 0.68 0.518 0.646 0.714
0.3 10X 0.723 0.58 0.696 0.751

error range of 0.0 − 0.2 and is marginally inferior to MixSIH only for higher

sequencing error values.
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4.6 Conclusion

Motivated by the single individual haplotyping problem from computa-

tional biology, we proposed and analyzed a binary-constrained variant of the

alternating-minimization algorithm for solving the rank one matrix factoriza-

tion problem. We provided theoretical guarantees on the performance of the

algorithm and analyzed its required sample probability; the latter has impor-

tant implications on experimental specifications, namely, sequencing coverage.

Performance of haplotype reconstruction is often expressed in terms of the

minimum error correction score; we establish theoretical guarantees on the

achievable MEC score for the proposed binary-constrained alternating mini-

mization. Experiments with a HapMap sample NA12878 dataset as well as

those with a widely used benchmarking simulated dataset demonstrated effi-

cacy of our algorithm.
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Chapter 5

Viral Quasispecies Reconstruction via

Correlation Clustering

RNA viruses are characterized by high mutation rates that give rise

to populations of closely related viral genomes, the so-called viral quasispecies

[62, 77]. The underlying genetic heterogeneity occurring as a result of natural

mutation-selection process enables the virus to adapt and proliferate in the face

of changing conditions over the course of an infection. Determining genetic

diversity of an RNA virus (i.e., inferring viral haplotypes and their proportions

in the population) is essential for the understanding of its origin and mutation

patterns, and for development of effective drug treatments. This is formally

known as quasispecies reconstruction (QSR) problem.

In this chapter, we present a novel correlation clustering formulation

of QSR which relies on semidefinite relaxation of graph max K-cut problem

to accurately estimate the sub-species and their frequencies in a mixed viral

population. Contents of this chapter can be found in [8].
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5.1 Introduction

RNA polymerase, an enzyme responsible for viral genome replications,

exhibits high error rates causing relatively frequent point mutations in the vi-

ral genomic sequences. As a result, RNA viruses typically exist as collections

of non-identical but closely related variants inside the host cells. The diversity

of viral populations, often referred to as viral quasispecies [77], adversely af-

fects antiviral drug therapies and renders vaccine designs challenging [62], thus

motivating their close studies. The quasispecies reconstruction (QSR) prob-

lem involves both the reconstruction of individual sequences in a population

as well as the estimation of their abundances. Presence of sequencing errors in

next generation sequencing (NGS) reads, limited read lengths, and small ge-

netic distances among viral haplotype sequences render QSR a hard problem

to solve, even when sequencing coverage is high. Although conceptually sim-

ilar to the single individual haplotyping problem, QSR has major additional

challenges – the number of individual haplotypes is a priori unknown and the

point mutations are in general poly-allelic rather than bi-allelic [100].

Existing approaches for solving the QSR problem include Bayesian in-

ference methods such as ShoRAH [112], the non-parametric Bayesian approach

based on Dirichlet process mixture model in [82] named PredictHaplo, a hidden

markov model based Quasirecomb [101], max-clique enumeration technique on

read alignment graphs named HaploClique [100], reconstruction method based

on multinomial distributions named QuRe [83], graph-coloring based heuristic

VGA [69], and the reference assisted de-novo assembly reconstruction method
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named ViQuaS [55]. Generally, these methods can be categorized as read-

graph based ([100, 69, 83, 51]), probabilistic inference based ([112, 82, 101])

and de-novo assembly based techniques ([55]). The read-graph based methods

rely on combinatorial approaches to analyze a graph whose vertices represent

HTS reads and edges that connect the reads indicate mutations. Specifically,

[100] formulates the QSR problem as that of enumerating the maximal cliques

in the aforementioned graph, while [69, 51] formulate QSR as the problem

of coloring graph vertices using structural constraints. In probabilistic meth-

ods, one formulates QSR as the problem of inferring hidden variables that

model abundance of viral variants or point mutations and recombinations. In

particular, PredictHaplo [82] uses an infinite mixture model to determine the

number of species and reconstructs each haplotype by maximizing the likeli-

hood of the observed reads. ShoRAH [112] uses a similar technique to define

a suitable prior on the unknown number of haplotypes and employs Gibbs

sampling to assign reads to haplotypes based on likelihoods. Lastly, ViQuaS

[55] performs local haplotype reconstruction using reference-assisted de-novo

assembly and arrives at a global solution by seeking overlap agreement of the

locally reconstructed haplotypes. Quasispecies reconstruction methods may

employ high-fidelity sequencing protocols [69] and barcode-tagging of genomes

[49] to facilitate grouping of reads in populations.

Recently, an algorithm for single individual haplotyping which approx-

imately solves a semidefinite programming relaxation of the max K-cut prob-

lem on a read similarity graph was proposed in [26]. Building upon that frame-
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work, in this dissertation we present a method for viral quasispecies recon-

struction. Specifically, we develop an accurate and computationally efficient

algorithmic scheme that detects the number of sequences in a viral population,

reconstructs their genomes, and determines their frequencies. The scheme pro-

cesses data represented by a read-similarity graph where the nodes representing

the reads are connected by edges only if the read overlap meets certain reli-

ability criterion; as our simulation results demonstrate, discarding unreliable

(spurious) edges improves speed at negligible loss of accuracy and makes the

scheme suitable for use on large datasets generated by high-throughput plat-

forms. We test the performance of the proposed method on synthetic datasets

emulating varying frequency spectrum, coverage and nucleotide diversities, as

well as on a real data set introduced in [29] comprising Illumina MiSeq reads

from a mixture of 5 cloned HIV-1 strains present at non-uniform proportions.

The performance of the proposed method in terms of the minimum error cor-

rection (MEC) scores [60], Reconstruction Proportions, Reconstruction Errors

and Frequency Deviation Errors is compared with several existing methods.

The benchmarking results demonstrate that the proposed method compares

favorably with PredictHaplo, ShoRAH and ViQuaS. To demonstrate applica-

bility of QSdpR to virus-infected patient sample data, we analyze Illumina

MiSeq reads obtained from rhesus macaques infected with Zika virus stock

H/PF/2013 and perform its full-length genome reconstruction.
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5.2 Methodology

In this section, we describe the setup for modeling the QSR problem and

present details of the proposed algorithm and its components. Performance

metrics used for the experiments are discussed at the end of this section.

5.2.1 System Model

Let Q = {q1, q2, . . . , qK} denote the set of K sequences present in a

quasispecies. The qi’s are nucleotide strings of identical length that differ from

each other at a number of variant sites. In our model, variations between

different sequences in a population are attributed to point mutations, i.e.,

nucleotide substitutions that lead to single nucleotide variants or SNVs1; in

the results section, we discuss performance of QSdpR in the presence of in-

sertions/deletions. Let R = {r1, r2, . . . , r|R|} denote the set of reads acquired

by a HTS platform in a shotgun sequencing experiment; relative ordering of

the reads is determined by mapping them to a reference genome. Note that

the HTS reads (e.g., from Illumina’s MiSeq or HiSeq platforms) are typically

much shorter than the sequences in the quasispecies. The homozygous sites

(i.e., the sites at which all sequences contain the same allele) are not used

by the proposed quasispecies reconstruction method and therefore the corre-

sponding bases are removed from the read data. The reads covering no more

than one SNV are also removed from the data set. Let there be ` variant

1Throughout the chapter, SNVs and “variant sites” are used interchangeably when re-
ferring to point mutations.
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sites that are retained after performing the above pre-processing of sequencing

data. Then, each qk can be thought of as a string of alleles of length `, while

each read ri is a short, randomly located, not necessarily contiguous (due to

inserts between paired-end reads) and potentially erroneous sub-string of one

of the qk’s. The essential goal of viral quasispecies reconstruction is to segment

these reads into as many clusters as there are viral haplotypes (namely, K) so

that each cluster consists of reads that originated from a specific sequence.

5.2.2 QSR as a Correlation Clustering Problem

The previously mentioned clustering problem can be formalized by in-

troducing a weighted and undirected correlation graph G = (V,E), where each

vertex in the set V corresponds to a read ri ∈ R, and each edge eij in the edge

set E exists due to an the overlap between ri and rj. The weight or correlation

associated with eij, denoted as ωij, is given by

ωij =

{
0, if ri and rj do not share variant sites,
sij−tij
sij+tij

, otherwise,
(5.1)

where sij and tij denote the number of matches and mismatches at the over-

lapping variant sites of ri and rj, respectively. Large wij implies that ri and rj

originate from the same haplotype while small wij implies the opposite. Note

that graph G is sparse since, as pointed out in Section 5.2.1, the reads are

much shorter than the genomic region of interest and hence each read overlaps

with relatively few other reads. Edge weights defined in (5.1) have a direct

implication in the context of this partially observed graph - signed weighted

edge density within the clusters of reads from the same sequences is expected
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to be larger compared to that across the clusters. The objective of clustering

is to divide the vertices v ∈ V into K clusters such that the sum of the weights

of edges connecting vertices within clusters is maximized while the sum of the

weights of edges connecting vertices across clusters is minimized. Note that se-

quencing errors in reads cause weights ωij to deviate from true values, thereby

making the clustering problem non-trivial and computationally challenging. It

has been shown in [28] that the non-sparse version of the correlation clustering

problem is APX-hard.

In this dissertation, we approach the aforementioned clustering problem

by solving a semidefinite relaxation of the max K-cut formulation on the

incomplete undirected graph with signed edge weights as described above. As

discussed in Section 2.4, the aim of max K-cut is to partition a given set V into

K subsets V1,V2, . . . ,VK such that
∑

1≤p,q≤K
p 6=q

∑
i∈Vp,j∈Vq

ωij is maximized. A convex

relaxation of the max K-cut problem leads to a semidefinite program (SDP)

which, in principle, can be solved using standard SDP solvers that rely on the

interior point methods. Using the optimization setup (2.8), the semidefinite

program in the context of QSR is given by2

max
Y

〈W,Y〉

s.t. Diag(Y) = 1, Y � 0, and

Yij ≥ −
1

K − 1
, i, j = 1, . . . , |R|.

(5.2)

where W = {ωij} is the edge weight matrix of G, 1 is the |R|-dimensional

2〈A,B〉 denotes matrix dot product
∑
ij

AijBij for matrices A and B.
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vector of all 1’s, and each entry of the |R| × |R| matrix Y is the inner product

of two norm-1 vectors, each of which takes 1 of K possible values and has the

property that its inner product with any other vector with a different value

gives −1/(K − 1) [36]. This definition of Y implies that its rank is K, which

is then relaxed to rank |R| to arrive at the SDP formulation (5.2).

Detection of rare variants in a viral quasispecies population requires

high read coverage, which in turn requires solving (5.2) for Y of high di-

mension. While approaches to solve (5.2) optimally can be computationally

prohibitive in these settings, efficient approximate methods that exploit the

structure of Y can be used. In particular, since Y can be interpreted as an

erroneous version of a similarity matrix with underlying data originating from

K clusters, Y can be factorized using low-dimensional rank-K matrices. This

is notable since SDPs with low-rank solutions can be solved efficiently [80].

Therefore, to find computationally feasible solutions to QSR problem, it is

beneficial to express Y as Y = VVT where V is an |R| × K matrix, and

re-phrase the optimization (5.2) in terms of this low-dimensional matrix V

(K � |R|) such that [V(i)]TV(j) = Yij. Using this decomposition of Y, we

can write the Lagrangian relaxation of (5.2) as

min
λ≥0

max
V

∑
ij

(
ωij[V

(i)]TV(j) + λij

(
[V(i)]TV(j) +

1

K − 1

))
, (5.3)

where λ = {λij} is an |R|×|R|matrix of Lagrange multipliers for the inequality

constraints in (5.2).

To solve (5.3), the objective function is alternately optimized with re-

85



spect to V, keeping λ fixed, and then with respect to λ, keeping V fixed.

With λ fixed, the ith row of V is found via gradient descent according to

V(i) ←
∑

j:eij∈E (ωij+λij)V
(j), followed by a normalization to preserve the unit

norm property of the rows; with V fixed, λ is updated via sub-gradient descent

according to the equation λij ← min
(
λij + α

(
[V(i)]TV(j) + 1/(K − 1)

)
, 0
)
,

where α denotes the step size of the descent algorithm and the factor multi-

plying α is the sub-gradient of the objective in (5.3) with respect to λ. At

each round of these alternating steps, V is augmented by adding a column

vector having entries drawn from the normal distribution N(0, 1) until V be-

comes rank-deficient (i.e., until its rank becomes smaller than the number of

its columns). Augmenting V with columns potentially increases value of the

objective function in (5.3) which implies that the described procedure leads

us to a locally optimal solution while making a parsimonious adjustment to

the rank of the solution. However, as a result of addition of columns to V,

the optimal solution Vopt ∈ R|R|×ropt of this procedure will have a rank ropt

typically greater than K; therefore, to find a K-clustering of V as in the origi-

nal problem, a randomized projection heuristic is applied (see Section2.4)- we

project Vopt onto an ropt × K matrix P, with Pij ∼ N(0, 1), and choose the

jth cluster for ri if j = arg max
j=1,...,K

(VoptP)ij.

For each cluster, a consensus sequence of length ` is created by position-

wise majority voting among those reads assigned to that cluster. Next, we

greedily explore if changing the cluster membership of reads may further im-

prove the value of the objective function; if it does, the consensus sequences

86



need to be re-evaluated. This greedy improvement step is repeated until no fur-

ther improvement of the objective is possible. Finally, the consensus sequences

are extended to full-length genomes by completing non-polymorphic (homozy-

gous) sites with alleles excluded from the data in the pre-processing step; this

result in K sequences. Moreover, frequencies of the sequences are estimated by

computing relative fractions of the reads constituting corresponding clusters.

Sparsification of Correlation Graph

Deep sequencing of RNA virus data, needed for the detection of low

frequency species in a population, results in very high read coverage (i.e., a very

large read set R), leading to a high edge density in G. For faster processing,

duplicate reads can in principle be ignored in the clustering step but should

be counted when computing relative frequencies in the quasispecies. However,

errors-induced read overlaps produce spurious edges with uncertain weights

which may lead to errors in the reconstructed sequences. For example, if ri

and rj are such that tij = 0 (no mismatch) but sij 6= 0 (matches only), ωij will

be 1 regardless of the actual value of sij. To promote reliable edge information,

we “sparsify” the graph G by retaining only those edges formed due to reads

with significant overlap, i.e., the edges that satisfy sij + tij ≥ εo where εo is

the edge overlap constant. Moreover, edges characterized by comparable sij

and tij (ωij ≈ 0) may lead to uncertain clustering decisions; therefore, edges

in G are retained only if their weights satisfy |ωij| ≥ εa, where εa is an edge

ambiguity constant. Since the complexity of (5.3) is O(|E|K), where |E| denotes
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the number of edges in G, this leads to a reduction in complexity and faster

computation of the objective function in (5.3).

5.2.3 Determining the number of Quasispecies Variants

The number of haplotypes in a quasispecies is typically not known be-

fore an experiment and thus needs to be estimated, i.e., a reconstruction pro-

cedure needs to determine the number of clusters K into which the vertices of

G are to be partitioned. Finding the number of clusters is a major challenge for

most of the existing clustering methods, regardless of application. Note that

a clustering mechanism that relies on parsimonious cost objective functions

(such as the minimum error correction score, which we define and use in the

next section) favors larger number of clusters over smaller one (since the ob-

jective function monotonically decreases with K). Therefore, such approaches

may lead to overestimating the number of clusters, i.e., they may generate a

large number of false positives. The model selection problem remains an open

and active research topic and is known to be difficult to solve, especially for

objects with partial observations as is the case with the QSR problem. In

this work, we determine the number of clusters by comparing the quality of

clustering solutions quantified using the Caliński-Harabasz criterion [16], also

known as the pseudo F index, defined as

F (K) =
inter cluster separation/(K − 1)

intra cluster separation/(|R| −K)
. (5.4)

In the context of quasispecies reconstruction, the terms in the numerator and

denominator of (5.4) are defined as follows. Let Ii ∈ {1, . . . , K} denote the
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index of the cluster containing read ri, ∀ i. Let nk denote the number of reads

in the kth cluster and ck denote the consensus of the reads in the kth cluster;

moreover, let c̄ be the consensus of ck, k = 1, . . . , K. If D(·, ·) denotes the gen-

eralized Hamming distance between two strings over the alphabet {A,C,G, T}

[26], then the inter cluster separation is measured by
∑K

k=1 nkD(ck, c̄) and the

intra cluster separation is captured by
∑K

k=1

∑
i:Ii=k

D(ri, ck). It has been ob-

served that the large values of the pseudo F index indicate closely knit clusters

[16, 71] and, in practice, the value of K for which this index is maximized is a

good candidate for the choice of the number of underlying clusters. Therefore,

the number of viral strains can be estimated by solving the clustering prob-

lem over a pre-selected range of K and choosing the value of K for which the

pseudo F index has the highest value.

Note that in the classical correlation clustering framework [5], the choice

of K is made within the actual clustering procedure. QSdpR decides on K in

a different manner but we still refer to it as correlation clustering to emphasize

the fact that the clustering is being performed on a read-to-read “correlation”

graph.

5.2.4 Performance Metrics

We characterize the performance of the proposed QSR algorithm by

computing the accuracy of the number of reconstructed strains, the number of

perfect (error-free) reconstructions among those strains, accuracy of the fre-

quency estimation and the cumulative mismatch error of reads after mapping
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to the reconstructed strains.

Let A = {a1, a2, . . . , an} and B = {b1, b2, . . . , bN} denote the true and

reconstructed quasispecies populations, respectively, and let ` be the length

of the strains. Assume N ≥ n. If B′ denotes the subset of B containing n

strains with highest frequencies, let us define a function f : A → B′ such

that for i = 1, . . . , n, f(ai) denotes the strain in B′ that is closest to ai in

terms of generalized hamming distance. In order to ensure distinct pairing

of true and reconstructed strains, f should be a one-to-one mapping. Hence,

we choose f = arg min
f̃ :A→B′, f̃ one-to-one

n∑
i=1

D(ai, f̃(ai)). We further define a read

mapping function g : R → B′ as g(ri) = arg min
bk∈B′

D(ri, bk), ∀ i = 1, . . . , |R|.

The cumulative mismatch error for the entire read set is referred to as the

minimum error correction (MEC) score; the score expresses consistency be-

tween the observed reads and the reconstructed solutions. The MEC score

is formally defined as MEC =
|R|∑
i=1

D(ri, g(ri)). We define Predicted Pro-

portion as the ratio of the reconstructed population size to the true popu-

lation size, N/n, and Reconstruction Proportion as the ratio of the number

of perfect (error-free) reconstructions to the total number of true species.

A reconstruction is considered perfect or error-free if all alleles in the re-

constructed strain are identical to the corresponding alleles in the matched

true strain. To quantify the accuracy of reconstruction, we define Recon-

struction Error as Recons. Error = 1
n

∑
i∈A

D(ai, f(ai))/`. Lastly, the accu-

racy of frequency estimation is measured by the total variation distance or

`1-norm distance between the reconstructed and true quasispecies spectrum,
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i.e., Freq. Deviation = 1
2n

∑
i∈A
|FA(ai) − FB(f(ai))|, where FA : A → [0, 1]

and FB : B′ → [0, 1] denote the frequencies of the true and reconstructed

populations, respectively [84]. In the case when N < n, the Reconstruction

Error and Frequency Deviation metrics are computed on a subset A′ of A con-

sisting of those N strains which are the closest neighbors of the reconstructed

strains, and f is then defined as a mapping from A′ to B in a manner similar

to previous case.

It is worthwhile reviewing the definition of nucleotide diversity, a mea-

sure of the genetic diversity present within a population [75]. Specifically, for

the set A given above, the nucleotide diversity is defined as

Nucleo. Div = 2
n∑
i=1

i−1∑
j=1

FA(ai) FA(aj) D(ai, aj),

and is similarly defined for the set B′.

5.3 Results and Discussions

We describe the experimental datasets and the results of the experi-

ments in this section. The proposed framework is denoted as QSdpR through-

out this section.

5.3.1 Datasets

Synthetic data

In the first part of benchmarking tests, we synthesize datasets by emu-

lating high-throughput next generation sequencing of viral populations, com-

prising of viral haplotypes present at uniform and non-uniform proportions,
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and with varying number of haplotypes in the population. These datasets con-

tain 2×350 bp (base pair) long paired-end reads at a coverage sufficiently high

to facilitate reconstruction of the rarest species. First, we consider a mix of 5

viral strains of length 10, 000 bp and generated reads at an effective sequencing

coverage 150X, where effective sequencing coverage is defined as the average

number of sequenced bases per nucleotide position per quasispecies sequence.

Frequencies of the sequences in the population are assumed to be uniform, i.e.,

20% for each sequence. The sequences are generated by introducing single nu-

cleotide variations at independent and uniformly random locations along the

length of a randomly generated reference genome at a rate of 1 mutation per

100 bases. The reads are generated with a read simulator named Grinder [3]

and an error rate of 1% (typical of Illumina) is maintained across the reads.

The average length of the inserts in the paired-end reads is 1000 bp, and the

standard deviation of those lengths is 100 bp. This dataset is referred to as

S1. We also generate a second synthetic dataset, S2, that contains reads

obtained by sequencing 10 sequences having uniform frequency distribution

of the species (10% for each sequence). The mutation rate, sequencing error

rate and insert length parameters are as same as those used in S1; sequencing

coverage is 200X.

In order to emulate practical scenarios where viral populations are char-

acterized by non-uniform proportions of the member sequences, we generate

two additional datasets with non-uniform frequency spectra while keeping the

SNV and sequencing error rates as well as reference and read lengths same
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as in S1 and S2. These two sets, denoted as S3 and S4, contain 5 and 10

sequences and have 200X and 400X effective coverages, respectively.

To further test the performance of QSdpR, we also synthesize a dataset

mimicking reads generated by sequencing an HIV-1 in vitro population, first

used in [29]. Here 5 sequences of length 1000 bp (typical length of a gene in the

pol region of the HIV-1 genome) are simulated, with a SNV rate of 0.09863.

Paired-end reads of length 237 ± 1% bp with 250 bp long inserts, typical of

the dataset in [29], are simulated at an average coverage of 2000X; sequencing

error rate is kept identical to the one in datasets S1− S4. Frequencies of the

haplotypes are set according to those in [29]. This data set is referred to as S5

and is summarized in Table 5.1, along with all the other synthetic datasets.

Table 5.1: Summary of the description of simulated datasets

Dataset
No. of
Strains

Nucleo.
Div.

Cover-
age

Frequency (%)

S1 5 0.3% 150X 20, 20, 20, 20, 20
S2 10 0.5% 200X 10, 10, 10, 10, 10, 10, 10, 10, 10, 10
S3 5 0.25% 200X 50, 25, 12.5, 6.25, 6.25
S4 10 0.5% 400X 18, 16, 14, 12, 10, 8, 7, 5, 5, 5
S5 5 3% 2000X 12.3, 9.2, 27.9, 38.4, 12.2

In the second part of the simulation studies, we synthesize datasets to

assess the performance of QSdpR in settings where the length of the sequences

vary between 1000 bp and 3000 bp. To this end, 2 × 150 bp long paired-end

reads with 200 bp inserts are simulated; these reads sample a quasispecies

3SNV rate is estimated by analyzing haplotypes in the ground truth data [29].
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population of 5 haplotypes present at uniform proportions at an effective cov-

erage of 100X. The SNV rate and the sequencing error rate are identical to

those in the simulation scenarios S1-S4. For each value of the reference length

we synthesized 10 datasets and report performance metrics averaged over 10

runs. These datasets are referred to as L1-L5.

HIV-1 Virus Mix data

To further benchmark the performance of QSdpR, we consider the HIV-

1 Five Virus Mix experimental dataset from [29] and use the HTS reads gener-

ated by Illumina’s MiSeq sequencing platform. The data set consists of reads

from an in vitro mixture of 5 known HIV-1 strains, namely, HIV-1 89.6, HXB2,

JR-CSF, NL4-3 and YU2. The paired-end reads are on the average 237 bp long

and have standard deviation of 26 bp, with an average coverage of 23, 000 reads

per base; they are aligned to the HIV-1 HXB2 genome and are obtained from

Genbank accession number SRP029432. Using a state-of-the-art variant caller

(see Chapter 6), 958 SNVs are identified along the reference genome; among

these, 690 SNVs are located within the various genic regions of interest. Se-

quencing depth for this dataset is highly non-uniform, as can be seen from

Figure 5.1. This figure shows the coverage in number of sequenced bases per

reference nucleotide position, and additionally shows the coverage at the SNV-

only locations and the proportions of A,C,G and T bases at those locations.

An observation from Figure 5.1 is that the quasispecies data is poly-allelic at

several of the SNV sites. The ground truth for this quasispecies population
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is available at http://bmda.cs.unibas.ch/HivHaploTyper/, in the form of 5 in-

dividual strains that were sequenced independently before the mixture of the

viral strains was formed. Frequencies of the individual strains are estimated

by amplifying protease gene of the pol region of HIV-1 genome by means of

Single Genome Amplification [30]. The HIV-1 genome contains three major

genes, namely, gag or the group specific antigen which codes for polyprotein,

pol or polymerase which codes for viral enzymes such as reverse transcriptase

(RT), integrase (int) and protease (PR), and env or “envelope”, which codes

for glycoprotein, along with accessory regulatory genes such as nef , vpr, vif

and vpu. Features of these gene regions are given in Table 5.2. The pro-

posed quasispecies reconstruction method is applied to these genic regions for

benchmarking of performance [29, 79].

Table 5.2: Characteristics of individual genes in the HIV-1 Genome

Gene p17 p24 p2-
p6

PR RT RNase int vif vpr vpu gp120 gp41 nef

Length
(bp)

396 693 413 297 1320 350 866 578 291 248 1533 1037 620

Nucleo.
Div.(%)

2.08 1.04 1.15 1.04 1.05 1.81 0.94 1.88 1.71 3.15 2.71 2.27 2.66

#SNVs 46 45 32 19 87 37 49 61 31 31 32 133 87

Lengths of the genomic regions (in base pairs), percentage nucleotide diversity and the
number of SNVs for genes in the HIV-1 Five Virus Mix dataset [29]. Nucleotide diversity
is computed using the individual HIV-1 strains’ ground truth.

5.3.2 Experiments

We test QSdpR on the data sets S1-S5 and characterize its performance

in terms of the metrics introduced in Section 5.2.4 (note that these metrics can
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Figure 5.1: Sequencing coverage for the HIV-1 Five Virus Mix dataset [29]
expressed as the number of overlapping pair-end reads per base. The top
figure shows the coverage provided by the raw reads prior to quality clipping or
filtering. The bottom figure shows the coverage and proportions of the alleles
at SNV locations after pre-processing of the reads. Length of the colored bars
at each location denote proportions of A, C, G and T nucleotides.
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be evaluated since the true sequences are known for the synthetic datasets).

The mismatch errors (i.e., the MEC scores) are shown in Figure 5.2, while

Predicted Proportion, Reconstruction Error and Frequency Deviation values

are reported in Table 5.3. For a meaningful and fair MEC comparison in Figure

5.2, we excluded the cases where the reconstruction is partial We compare

QSdpR performance with that of PredictHaplo [82], ViQuaS [55] and ShoRAH

[112]. Among these schemes, our method achieves lowest MEC scores for all of

the data sets considered here, followed by PredictHaplo (PredictHaplo failed

to run successfully on S2 even though the sequencing coverage is as high as

200X), while ViQuaS and ShoRAH have much higher mismatch errors on all

the datasets. The reason QSdpR performs so well in terms of MEC is due

to the fact that correlation clustering seeks to form clusters collecting reads

similar to each other in terms of the Hamming distance; therefore, an optimal

correlation clustering solution naturally minimizes the overall MEC which can

be interpreted as the total sum of the Hamming distances between the reads in

clusters and the corresponding reconstructed strains. It is worthwhile pointing

out that since the ground truth for a quasispecies is generally unavailable

(discovering it is the entire purpose of QSR), performance metrics such as

reconstruction error and frequency mismatch are in general not possible to

compute in practice so one needs to use proxy measures such as the MEC

score.

From Table 5.3, it can be seen that QSdpR infers the number of un-

derlying strains correctly for 3 out of 5 data sets, namely for S1, S2 and S5,
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Figure 5.2: MEC score comparison of QSdpR, PredictHaplo, ViQuaS and ShoRAH on the
simulated datasets S1-S5. PredictHaplo could not run on S2. ShoRAH returned haplotypes
with 72%, 44.6% and 93.6% of reference genome lengths on sets S1, S2 and S5, respectively.

as indicated by the Predicted Proportion values. For datasets S3 and S4, it

overestimates the number of strains by 1. On the other hand, PredictHaplo

underestimates the number of strains by 1 for sets S3 and S5, and infers it cor-

rectly for S1 and S4. ViQuaS and ShoRAH always overestimate this number

(except for the set S5 where ViQuaS reconstructs only one strain). In terms

of Reconstruction Error, our method is able to recover all 5 strains without

a single base mismatch for S1 and S5; for S3, it matches the performance of

PredictHaplo, which does not provide error-free reconstruction in any of the

data sets on which it could successfully run. However, for set S4, PredictHaplo

achieves the lowest error (it has 26 base mismatches fewer than our method).

ShoRAH achieves better reconstruction than our method on S4. While our

correlation clustering technique provides the most accurate spectra reconstruc-
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Figure 5.3: Normalized pseudo F statistics as a function of the parameter K for simulated
data sets S1, S3, S5 and 13 HIV-1 genes p17 through nef . The true number of species for
each dataset is 5. Value of K is correctly estimated for S1 and S5 and for all HIV-1 genes
except PR and nef .

99



Table 5.3: Performance evaluation of QSdpR on simulated datasets S1-S5

Predicted
Proportion

Reconstruction
Error (×10−3)

Frequency
Deviation
(×10−2)

Dataset QS PH VQ SH QS PH VQ SH QS PH VQ SH

S1 1 1 6.2 13 0 9.2 5.7 6.7 0.06 0.78 1.68 7.2
S2 1 - 8.5 13 0.4 - 9.9 4.7 0.06 - 1.28 3.62
S3 1.2 0.8 6 9.6 4 4 6.5 6.6 0.09 0.03 8.2 5.21
S4 1.09 1 4.3 16.7 7.3 4.7 10.2 5 1.33 0.88 2.78 3.43
S5 1 0.8 - 56.4 0 0.25 - 6.6 0.01 3.07 - 8.96

QS, PH, VQ and SH denote QSdpR, PredictHaplo, ViQuaS and ShoRAH, respec-
tively. Boldface values in each row indicate the best performances for the given
metrics. PredictHaplo could not run on S2. ViQuaS reconstructed only one strain
for S5, hence is excluded from the comparison.

tion for S1 and S5, it is less accurate than PredictHaplo on sets S3 and S4.

This is due to overestimating the number of strains for these 2 sets which leads

to misclassification of some reads, thus causing discrepancy between the esti-

mated frequencies and the correct ones. This effect is much more pronounced

in ViQuaS and ShoRAH, primarily because they significantly overestimate the

number of strains. It should be noted that QSdpR performs well in S1 − S4

even though these datasets have significantly low diversity.

To demonstrate efficacy of the proposed approach for estimation of the

number of viral haplotypes, we report normalized pseudo F indices F (K) in

Figure 5.3 for the synthetic data sets S1, S3 and S5 and for all 13 genes

of the HIV-1 dataset. Recall that the true number of haplotypes in each of

these datasets is 5. It is evident from Figure 5.3 that the correct value of K

maximizes normalized pseudo F statistics for S1 and S5 though not for S3

(where the metric is maximized for K = 6), and for all HIV-1 genes except
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PR and nef genes where the metric is maximum at K = 7 and K = 4,

respectively.

In Figure 5.4, we study the dependence of the performance of QS-

dpR on the values of the edge threshold parameters εo and εa. Recall that a

higher value of either of these parameters leads to a more aggressive removal

of spurious (and unreliable) edges from the correlation graph. In Figure 5.4,

reconstruction error rates (in percentages) and runtimes of QSdpR are shown

over a range of values of εo and εa for the sets L3 and L5. For the sake of

simplicity of benchmarking, we assume that K is known. We observe that on

one hand, the fraction of reliable overlaps between pairs of reads in a cluster

improves as εo or εa get larger; on the other hand, as the graph grows sparser,

there is increasingly more disconnected components in the graph which may

lead to unreliable reconstruction of consensus sequences. These two effects

appear to cancel out each other and, as a result, the reconstruction error does

not vary much as we change εo or εa. The runtime of QSdpR decreases, albeit

with diminishing returns, as the graph becomes more sparse due to increasing

εo and εa.

Next, we report the results of performance comparison of QSdpR with

existing algorithms in an application to HIV-1 Five Virus Mix data set. Gene-

wise quasispecies reconstruction is performed on the major genic regions of the

single strand HIV-1 RNA genome and performance metrics are computed for

each of those regions. In order to determine the value of K to be used in re-

construction, we analyze the 4036 bp long region of the HIV-1 genome encom-
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Figure 5.4: Performance of QSdpR as a function of the sparsification parameters edge overlap
constant εo (Figures 5.4(a),(c)) and edge ambiguity constant εa (Figures 5.4(b),(d)) for
sequences of lengths 2000 base-pairs (set L3, Figures 5.4(a),(b)) and 3000 base-pairs (set
L5, Figures 5.4(c),(d)) Solid lines in each plot denote the running time of QSdpR and
dashed lines in each plot denote the percentage reconstruction error. εa is fixed to 0.1 for
Figures 5.4(a),(c) and εo is fixed to 3 for Figures 5.4(b),(d).

passing the gag-pol region. For cross-verification, we repeated the procedure

of finding K with the 13 individual genes; in 11 cases, we obtain the correct

number of clusters (see Figure 5.3). Performance of QSdpR here is compared

with that of PredictHaplo and ShoRAH. ViQuaS could not be used in this set-

ting since the current version of that software does not support reconstruction

over specific regions; upon trying to run it for genome-wide reconstruction,
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Figure 5.5: MEC score comparison of QSdpR, PredictHaplo and ShoRAH on the HIV-1
Five Virus Mix dataset.

the program did not complete in 36 hours on an 8-core machine. Other recent

approaches such as HaploClique [100] and VGA [69] unfortunately experience

code execution issues and lack active support.

Figure 5.5 shows the MEC score comparison of QSdpR with Predic-

tHaplo and ShoRAH. QSdpR achieves better MEC scores than both Predic-

tHaplo and ShoRAH for all 13 genes of HIV-1 except p17 gene where MEC

score of QSdpR is comparable to PredictHaplo. QSdpR performance is further

characterized using Predicted Proportion, Reconstruction Proportion, Recon-

struction Error and Frequency Deviation metrics, all summarized in Table

5.4. As we can see from this table, Predicted Proportion of our method is

better than that of the 3 competing methods for the 13 genes. Reconstruction

Proportion of QSdpR is better than that of PredictHaplo on 5 genes and com-

parable to it on 3 genes. Compared to ShoRAH, QSdpR performs better on 9
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out of 13 genes. In particular, QSdpR is able to recover the 5 true haplotypes

for 3 out of 4 genes in the pol region comprising of PR, RT , RNase and int

genes. It is interesting to note that QSdpR maintains high Reconstruction

Proportion even for genes having low nucleotide diversities (see Table 5.2). In

terms of Reconstruction Error, QSdpR outperforms PredictHaplo on 6 genes,

while for the remaining ones, PredictHaplo has better performance. As for

ShoRAH, QSdpR has better performance on 9 genes and a comparable per-

formance on 1 gene. Finally, in terms of Frequency Deviation, QSdpR has

comparable or better performance than PredictHaplo on 8 genes and better

performance than ShoRAH on 11 genes. The genes where competing meth-

ods achieve slightly better performance than QSdpR are those in the gapped

portion of the genome.

5.3.2.1 Runtime evaluation

To explore how the complexity of QSdpR scales with the size of the viral

population, we show in Figure 5.6 its runtime in application to simulation sets

L1 through L4 for K between 2 and 10. The reported runtimes are averaged

over 10 simulation runs for each dataset. Figure 5.7 compares the runtimes

of QSdpR, PredictHaplo and ViQuaS; the times are shown as average over

10 runs of each of these methods. As seen there, runtimes of QSdpR and

PredictHaplo are fairly close, especially for shorter sequences, while ViQuaS

is slower than the other two methods.
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Table 5.4: Comparison of Predicted Proportion, Reconstruction Proportion, Reconstruction
Error and Frequency Deviation on the HIV-1 Five Virus Mix data.

Metric
Gene p17 p24 p2p6 PR RT RNaseint vif vpr vpu gp120gp41 nef

P
re

d
ic

t.

P
ro

p
. QS 1 1 1 1 1 1 1 1 1 1 1 1 1

PH 1
0.6 0.8 0.8 0.6

0.8
0.6 0.6 0.8

1
0.8 0.8 0.8

SH
14.2 14.4 13.4 5.6 24.6 12.6 14.4 12.6 4.8 4.6 18.2 20.8 16.4

R
ec

o
n

s.

P
ro

p
. QS

0.4 0.6 0.6
1

0.2
1 1

0.8 0.2
0 0

0.4 0.4

PH 1
0.4 0.8 0.6 0.2

0.6
0.4 0.4 0.8 0.6

0
0.8 0.4

SH
0.8 0.2 0.4 0.8

0 0.8 0
0.2 0.8 0.4

0 0 0

R
ec

o
n

s.

E
rr

o
r QS

10.1 2.9 3.9
0

7.3
0 0

0.35 3.4 69.4 73.6 15.8 26.5

PH 0
2.9

0
0.84 9.3

2.9
1.9 2.9

0
34.7 28.6

0
5.2

SH
10.1 7.2 8.2 6.7 12.6

2.2
8.3

19 0
41.1 48.6 33.9 34.5

F
re

q
.

D
ev

. QS
4.3 4.9 4.6 3.6 3.9 2.3 1.7 2.05 2.48 3.6 5.7 4.3 1.6

PH
4.3 3.6 6.8 5.8 7.3

3.4
3.6 4.8 3.2

2
4.6 2.7 2.3

SH
5.42 5.89 5.67 5.38 7.05 4.41 6.13 6.01 2.19 3.33 6.39 7.11 6.19

QS, PH and SH refer to QSdpR, PredictHaplo and ShoRAH, respectively. Recon-
struction Error is to be multiplied with 10−3 and Frequency Deviation error is to be
multiplied with 10−2 to get the actual numeric value. Boldface value in each column
indicates the best performance for the given metric in that column.

PredictHaplo, however, infers 1, 2, 1.5 and 2 strains on the average for datasets

L1 through L4, respectively, while QSdpR infers 6, 7, 8 and 10 strains for the

same datasets. QSdpR is therefore better than PredictHaplo in inferring the

diversity of the population. On the other hand, ViQuaS reconstructed on the

average 57, 100, 137 and 163.5 strains for these sets. Another algorithm that

we have used for benchmarking studies throughout the chapter, ShoRAH, is

significantly slower than the methods compared in Figure 5.7 and thus its

runtimes are omitted. All methods were run on a Linux OS desktop with 3.07
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Figure 5.6: QSdpR runtime as a function of K for the simulation sets L1-L4. The reported
values are obtained by averaging over 10 simulation runs.

GHz CPU and 8 GB RAM on a Intel Core i7 880 Processor.

Zika Virus Experiments

In addition to benchmarking QSdpR on datasets with known ground

truth, we here demonstrate its feasibility in applications to patient sample

datasets. In particular, we employ QSdpR for full genome reconstruction of

an Asian-lineage Zika virus (ZIKV) sequenced at ∼ 30, 000X coverage using Il-

lumina’s MiSeq platform that generates 2×300 bp reads. The dataset was orig-

inally published in [?], where ZIKV strain H/PF/2013 (Genbank KJ776791)

isolated from a human patient by European Virus Archive, Marseille, France,

was used to infect a group of eight rhesus macaques for studying pathogenesis

over the course of several days. We here focus on deep-sequenced samples
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Figure 5.7: QSdpR, PredictHaplo and ViQuaS runtimes for the simulation sets L1-L4. The
reported values are obtained by averaging over 10 simulation runs. ShoRAH’s runtimes are
much higher and for that reason not included in this comparison.

obtained from one of the infected animals (animal 393422) on the 4th day of

infection (accession SRR3332513) and apply the proposed method for the full

genome assembly. The reference used to align the reads was the Asian-lineage

ZIKV reference genome (Genbank KU681081.3) of length 10807 bp [?]. QS-

dpR reconstructed 4 full length sequences; two of those were dominant with

relative proportions 43% and 39.5%, diverging by 0.23% and 0.09% from the

H/PF/2013 ZIKV strain that was used to infect the test animals. These re-

sults do not drastically differ from the findings of [?] that reported 2 major

sequences at frequencies 61.3% and 38.7%. As for the competing methods,
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PredictHaplo reported only one strain of length that is 96% of the reference

genome length and diverges from the H/PF/2013 ZIKV strain by 0.01%. Vi-

QuaS did not complete reconstruction in 48 hours while ShoRAH ran out of

memory in multiple trials.

5.3.2.2 Performance in the presence of indels

To assess robustness of QSdpR to indel mutations within the viral pop-

ulation, we consider the case where in addition to differing from a reference

due to single nucleotide variations, sequences in quasispecies are also affected

by insertions and deletions. We simulate a quasispecies dataset containing 5

sequences, keeping the lengths of the sequences and SNV rate identical to those

in datasets S1-S4 but additionally planting insertions and deletions in 4 out

of total 5 sequences at a rate of 1 in 1000 bases. Indels are placed at random

positions and have length between 1 bp and 3 bp. Paired-end reads are gener-

ated at 100X coverage with sequencing errors, read lengths and insert length

distributions identical to those used to generate datasets S1-S4. In the con-

ducted tests, QSdpR was able to correctly identify size of the population (i.e.,

Predicted Proportion= 1), whereas ViQuaS and ShoRAH reported 3 and 4.2

respectively. PredictHaplo could not execute on this dataset. In terms of Re-

construction Error, QSdpR (0.5263) performed better than ViQuaS (0.5383)

and ShoRAH (5.5588). Frequency Deviation reported by QSdpR is 0.046 and

thus marginally better than those reported by ViQuaS (0.048) and ShoRAH

(0.0587). These results suggest that even though QSdpR does not explicitly
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model indel mutations, it may performs reasonably well in their presence. Re-

sults on the real HIV-1 dataset also support this observation since that mixture

contains insertions and deletions along most of the genes.

5.4 Conclusion

Inference of RNA viruses in heterogeneous populations and estimation

of their relative proportions within the quasispecies has been an active area

of research in recent years. In this chapter, we proposed QSdpR, a framework

for viral quasispecies reconstruction based on a correlation clustering formu-

lation of the problem. The convex relaxation of this formulation is efficiently

solved by exploiting underlying sparse structure of the solution. We tested the

method on synthetic data with uniform and non-uniform quasispecies spectra

and varying diversity and mutation rate conditions. Moreover, the method

was also tested on a experimental HIV-1 dataset having 5 known strains. Fi-

nally efficacy of QSdpR was demonstrated in an application to analyzing a

real Zika virus dataset. It was shown that QSdpR compares favorably with

the existing methods in most of the settings, providing accurate estimation of

the viral quasispecies spectrum.
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Chapter 6

Implementations of Computational Methods

6.1 Introduction

Next generation sequencing (NGS) technologies such as Illumina se-

quencing platforms allow us to detect single nucleotide mutations (SNPs or

SNVs) in the genomic data and pave the way for reliable reconstruction of

haplotypes in human DNA as well as in RNA viral populations. One signifi-

cant improvement of NGS technologies over Sanger sequencing [74] is that the

former is massively parallel, allowing millions of fragments to be sequenced on a

single run. Researchers today have many choices when deciding which sequenc-

ing technology to use for their clinical research. Although Sanger sequencing

with its ability to sequence long reads with 99.99% accuracy is considered the

“gold standard” in sequencing, it is mostly effective for sequencing single genes

and results in higher cost per sample and slower turnaround time for typical

sequencing runs. On the other hand, NGS is suitable for interrogating over 100

genes at a time and finding novel variants by expanding the number of targets

sequenced in a single run. The ‘deep sequencing’ approach of NGS technolo-

gies allow researchers to detect rare variants comprising as little as 1% of the

sample by sequencing a genomic region multiple times. The massive amount

of data generated in the process necessitate solving computationally challeng-
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ing ‘big data’ problems for meaningful inference of the underlying biological

structure. However, one can approach this challenging task by reducing the

original problem into sub-problems that can run in a time and space efficient

manner.

In order to deal with the massive read data associated with the genomic

reconstruction topics presented in the previous chapters, we have adopted an

approach wherein after suitable pre-processing, each sub-problem corresponds

to a subset of SNP sites and reads that overlap those SNPs. Size of these

subsets is determined by the lengths of the reads, insert size distribution (for

paired-end reads), and the rate of occurrence of SNPs along the genome. Fig-

ure 6.1 shows the histogram of the lengths of non-overlapping subsets or blocks

(in number of SNPs) for the Fosmid based HapMap dataset described in Chap-

ter 4. This figure additionally shows the histogram of number of reads per SNP

block for this dataset. Although HapMap dataset has long reads of average

length ∼ 40×103 bp [59], it can be seen from Figure 6.1 that most of the SNP

blocks are shorter than 500, and most of the blocks contain less than 100 reads.

Dealing with such shorter blocks independently is easier than processing the

entire data for assembly purposes.

In this chapter, we present the softwares that have been developed to

perform single individual haplotyping and viral quasispecies reconstruction

following the methodologies outlined in Chapters 4 and 5, respectively. The

software packages have been denoted throughout this dissertation as HapAlt-

Min and QSdpR respectively, and are available freely on the internet for public
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Figure 6.1: Histograms of the lengths of non-overlapping SNP blocks and number of reads
per block for 22 chromosomes from the Fosmid based HapMap data described in Chapter 4.

use under the GNU General Public License.

6.2 HapAltMin

We describe the main features of the haplotype assembly software Ha-

pAltMin in this section and present the layout of the program that executes

the algorithm from Chapter 4. HapAltMin is a single individual haplotyping

method that enables reconstruction of whole-genome haplotypes from NGS

reads containing heterozygous variants. Key goals of HapAltMin are given as

1. phase haplotypes using single nucleotide polymorphism (SNP) informa-

tion from the NGS reads, and

2. report overall MEC, normalized MEC rate and runtime of the haplotype

assembly task.
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Online documentation for HapAltMin, along with source code and sample

dataset is available at https://sourceforge.net/projects/hapaltmin.

HapAltMin is implemented using Python. It has been tested in 64-bit

Ubuntu 16.04.1 LTS installation as well as Windows 8.1 installation.

6.2.1 Input Data

The required input for HapAltMin is given below.

• SNP-only Fragments: The input to HapAltMin is haplotype fragments,

i.e., sequence of alleles at SNP sites identified from the aligned reads.

This format, first introduced in [7] and later used in several other hap-

lotyping softwares [32, 70, 59, 33], is an efficient and compact represen-

tation of SNPs suitable for both single-end and paired-end reads. The

reads are represented here as a list of (unsorted) sequences of SNP bases;

however, positions of SNPs with respect to the reference genome is not

included. A set of aligned NGS reads available in SAM or BAM format

can be easily converted to the fragment format by using a number of

state-of-the-art tools, among which extractHAIRS [33] and Chair [13]

are popular.

6.2.2 Software Architecture

HapAltMin package includes the program HapAltMin.py that takes a

fragment file as input. In order to infer the disconnected blocks of SNPs,

the program uses a merging heuristic from [59] that repeatedly merges reads
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together based on the ratio of the likelihood of reads originating from different

haplotypes to that of originating from the same haplotype (see Section 4.5 of

[59] for details). While [59] uses this merging heuristic to reduce the effective

read coverage, HapAltMin leverages this technique only for partitioning the

SNPs into blocks as a pre-processing step.

Next, the program HapAltMin.py parses through the SNP blocks and

segregates corresponding reads to construct the SNP-fragment matrices. For

each of the matrices, rows and columns with less than 2 informative entries

are discarded since they do no contribute to the subsequent factorization of

these matrices. The iterative procedure based on alternating minimization

algorithm from Chapter 4 is applied to each of these matrices. Termination of

the iterations is determined on the basis of the maximum number of iterations

permitted, maximum number of iterations allowed over which iterates remain

unchanged, or the normalized MEC error going below certain threshold, all of

which can be tuned by the user.

The output of HapAltMin is a text file containing the phased haplo-

types per SNP block, along with block-wise count of SNPs and MEC values.

Performance metrics in Section 4.5.1 can be deduced from this output. Addi-

tionally, overall MEC across all the blocks and normalized MEC rate, along

with runtime information, are reported on the user terminal.
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6.3 QSdpR

In this section, we present an overview of the QSdpR software. QSdpR

is a viral quasispecies reconstruction pipeline for the quasispecies assembly

problem and contains the implementation of the algorithm described in Chap-

ter 5. The key goals of QSdpR include

1. reconstruction of viral haplotypes using a reference genome, aligned reads

and variant information as input,

2. estimation of the number of haplotype sequences present in the viral

population, and

3. estimation of relative abundances of the individual sequences in the pop-

ulation.

Online documentation for QSdpR with source code and sample dataset is

available at https://sourceforge.net/projects/qsdpr/.

QSdpR is implemented in Python, C and Bash. It has been tested on

64-bit Linux Debian 7 and RHEL 6 distributions as well as Ubuntu 16.04.1

LTS installations.

6.3.1 Input Data

Required inputs for QSdpR are listed below.

• Reference genome: QSdpR needs the reference genome as one of its

required input. Similar to HapAltMin, QSdpR reconstructs sequences
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by incorporating nucleotides at the non-SNV sites from the reference

genome. Moreover, in the variant calling step, the SNV locations are de-

termined with reference to the reference sequence. The reference genome

is usually available for most of the common RNA viruses, and is typically

presented in the FASTA format for processing.

• Aligned reads: QSdpR accepts a multiple sequence alignment of the NGS

reads as input data. This alignment is essentially a mapping of the reads

to the reference genome, achieved using read aligner softwares such as

BWA [64] or Bowtie [61], both of which uses Burrows Wheeler transform

[14] for memory efficient and fast alignments. In this dissertation, we

have used BWA-MEM algorithm (in its default settings) from the BWA

software package for aligning reads to the reference genome. Aligned

reads are typically represented in the SAM format [65].

• SNV information: QSdpR requires information about SNVs or point

mutations that diversify sequences within viral quasispecies. This in-

formation can be obtained by using state-of-the-art variant callers for

viral population, among which FreeBayes [37] is known to be most effi-

cient and accurate 1. Since FreeBayes requires ploidy information besides

reads and reference genome as inputs , we set this parameter to a suffi-

ciently high value (∼ 25) in the experiments to ensure that the diversity

of the underlying strains is suitably captured. In practice, however, we

1QSdpR is, however, not restricted to any particular choice of variant callers.
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found that FreeBayes returns identical set of SNVs for all values of ploi-

dies between 2 and 25. The SNVs are organized in VCF format [25]

which can be directly parsed inside the QSdpR pipeline.

In addition to above, QSdpR allows the user to specify the range of K to be

explored and the region of interest along the reference genome.

6.3.2 Software Architecture

The starting point of QSdpR is the Bash script QSdpR_master.sh,

which calls the program QSdpR_vcf_to_snp.py that parses the input VCF

file to retrieve SNV locations with respect to the reference genome. Only

those SNVs are retained which have been called with a Phred-scaled qual-

ity score above certain quality threshold; this threshold can be set via a user

knob provided in QSdpR_master.sh. Contents of the SNV sites are directly

determined by examining the reads in the SAM format. The reads are con-

verted into SNV-only fragment format (see Section 6.2.1) using the program

QSdpR_create_frag.py. In contrast to VCF format, which represents SNV in-

formation accumulated from a pileup of all reads, fragment file format contains

a compact haplotype-relevant information on a read-by-read level. It is to be

noted that the state-of-the-art softwares used for conversion of aligned reads

into fragment representation have support for only bi-allelic SNVs [33, 13];

therefore, we included our custom implementation in QSdpR package for tak-

ing the multi-allelic variants into account. Reads which are unmapped, not

properly mapped to the reference, or which are secondary or duplicate align-
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ments, or below the alignment quality threshold are discarded from further

consideration. Reads shorted than an user-controlled threshold or those hav-

ing more than 2 consecutive ‘N’ (i.e., ambiguous) base calls are filtered out as

well.

The set of filtered reads in fragment format is then passed onto the

program quasi_clus_K.c which performs the main clustering task. This pro-

gram constructs the adjacency list of a weighted graph whose vertices corre-

spond to the reads and edges between pairs of vertices represent overlap of

corresponding reads, with a weight given by (5.1). The adjacency list repre-

sentation not only allows a faster iteration over all neighbors of a given vertex,

it is also highly memory efficient and utilizes space linear in the number of

edges; since our graph is highly sparse, the adjacency list representation is a

natural choice. Next, a breadth-first search is run on this graph to find the

disconnected components, each of which represents a functional block with

dimensions much smaller than the original problem 2. Singleton components

are discarded since they are non-informative. The program quasi_clus_K.c

solves the optimization problem (5.3) and reconstructs the haplotypes cor-

responding to each block, as outlined in Section 5.2.2. Moreover, it com-

putes MEC scores and normalized MEC rates for the blocks. The program

QSdpR_K_iter.py invokes quasi_clus_K.c for the user-specified range of K

and compares the pseudo F indices (see (5.4)) to estimate the number of hap-

2Note that the dataset is divided into sub-blocks similar to Section 6.2.2, albeit using a
different approach.
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lotypes present in the dataset. It additionally calls the program QSdpR_F.py

that converts the haplotypes to full length sequences by inserting bases from

the reference genome into the non-SNV sites and computes frequency of each

haplotype based on the fraction of reads that are nearest to it in terms of

generalized hamming distance.

In addition to the input parameters, one can specify the maximum

permitted number of iterations of the procedure in (5.3), the sliding window

length for averaging objective function values for determining termination,

and the maximum number of iterations of greedy refinement of haplotypes,

by suitably editing the program quasi_clus_K.c. The graph sparsification

parameters εa and εo can be also specified in the same file. The experimental

results presented in Chapter 5 are obtained with the pre-set values of the

parameters.

The main output of QSdpR is a FASTA file containing the estimated

number of reconstructed strains, along with associated frequencies. It also

generates auxiliary output files containing the MEC and runtime information,

fragment representation of the reads and pseudo F statistics values. Per-

formance metrics discussed in Section 5.2.4 can be computed based on the

contents of these files.

6.4 Summary

In this chapter, we presented the implementation details of HapAlt-

Min, a reconstruction software of diploid chromosomes for single individual
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haplotyping, as well as that of QSdpR, a viral quasispecies assembly pipeline

for RNA viruses. Deep sequencing, typical of NGS platforms, produce large

volumes of read data that is often memory-intensive to deal with. Both Ha-

pAtlMin and QSdpR reduce the problem of phasing haplotypes over a given

range of mutation sites to smaller sub-problems. This approach, while being

memory efficient and accurate, can be further leveraged by allowing the sub-

problems to be processed in parallel. One of the future directions in this regard

is to release updated versions of HapAltMin and QSdpR that solve respective

assembly problems in a multi-threaded manner.

It should be mentioned that genotyping and SNP/SNV calling, as well

as read alignment with respect to the reference genome are outside the scope of

these implementations. Variant callers are known to be prone to false positives

due to alignment errors and low or uneven read coverages, leading to artificial

variants being reported along the reconstructed haplotypes. Therefore, choos-

ing high-quality variant callers and read mappers is of critical importance for

the success of these softwares.
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Chapter 7

Summary and Future Works

The aim of this thesis dissertation is to develop and analyze methods

that exploit knowledge about underlying problem structure to find accurate

solutions at low computational costs, with a specific focus on problems in

bioinformatics and wireless communications. The structure exploited by the

proposed methods revolves around sparsity and discrete nature of the opti-

mization variables. In the first contribution, we studied sparsity-constrained

integer least square problems and proposed a sparsity-aware version of the

sphere decoding algorithm which provides computationally faster and more

accurate solutions. We analyzed the expected complexity and variance for this

algorithm for commonly used alphabets and, furthermore, proposed another

version of the algorithm which further reduces complexity. We demonstrated

the superiority of the algorithm in the context of estimation of sparse commu-

nication channels. As a second contribution, we focused on single individual

haplotyping and posed it as a problem of factorizing sparse matrices with

binary entries. We proposed a binary-constrained version of alternating mini-

mization procedure to improve the reconstruction accuracy of the underlying

haplotypes and analyze the convergence properties, and provided theoreti-

cal guarantees for sequence recovery. Experiments on standard benchmarking
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dataset as well as HapMap sample NA12878 data confirmed the effectiveness of

our approach. As a final contribution, we devised an end-to-end pipeline for re-

construction of viral quasispecies by phrasing the problem as that of clustering

sparsely observed viral sequences on the basis of a suitably defined similarity

measure. We proposed an approach to infer the apriori unknown number of

clusters and used a convex optimization based graph cut framework to provide

a solution to the aforementioned clustering problem. To establish its efficacy,

we presented extensive benchmarking of the proposed algorithm on synthetic

datasets as well as an HIV-1 Virus Mix dataset of Illumina MiSeq reads. We

have made available the software implementations, HapAltMin and QSdpR,

for the last two contributions, in order to promote usage within the broader

research community.

As part of future work for the sparsity-aware sphere decoding algo-

rithm discussed in Chapter 3, one can extend the analysis beyond the first

and second-order moments of the complexity and explore higher order mo-

ments using the theoretical framework of [94]. In particular, the authors of [94]

derive the tail exponent of the probability distribution of the sphere decoder

complexity and relate the same to fundamental properties of the underlying

lattice. One can extend this line of work for the case of sparse vectors and

arrive at a more complete and insightful characterization of the complexity

for various problem dimensions of interest. Furthermore, for the lower bound

based speed-up of the proposed algorithm, it is of interest to explore alterna-

tive relaxations of integer least-squares problems as well as investigate com-
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pressed sensing based fast methods for solving such relaxations. As mentioned

in Chapter 3, the sparsity-aware sphere decoder has considerable potential of

being an effective technique for solving problems arising in a wide range of

applications [66, 109, 81, 114]. A prospective avenue of research on the appli-

cation side would be to evaluate and benchmark its performance in some of

those applications.

Contributions made in Chapters 4 and 5 on the topics of haplotype

and quasispecies assembly were based on the consideration that NGS reads

sampled from the genomes contain point variations in the form of single nu-

cleotide polymorphisms only. Insertions and deletions (indels) are the other

prevalent forms of mutations that cause haplotypes to differ from each other

and are frequently associated with diseases, in case of SIH, and resistance to

antiviral drugs, in case of QSR. Given that detection and analysis of indels

(typically occurring with unknown lengths) is extremely challenging, most of

the existing SIH softwares consider SNPs only [97]. An approach to haplotype

assembly that includes these multi-nucleotide polymorphisms along with SNPs

is however worth exploring for a better understanding of the genetic variations

in human genome. On the other hand, indel mutations are known to be at

least 4 times less likely than the point mutations among the viral populations

[89]. In fact, the authors of [89] experimented with HIV-1 viruses and found

that the average fraction of indels among all mutations combined is ∼ 0.07

to 0.35, and even lower for other viruses they studied. With the exception of

[100] (which is no longer functional nor executable and thus not possible to
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compare with), no QSR method, to the best of our knowledge, considers indel

mutations explicitly in their problem formulations. Furthermore, our focus

in this dissertation is on datasets sequenced on Illumina platforms, which are

more immune to indel errors compared to PacBio and 454 Roche technologies

[33, 91]. Nevertheless, as part of future work, it is of interest to devise an

assembly framework that incorporates the entire reads rather than SNP in-

formation only and potentially enable detection of indel mutations among the

quasispecies strains. Another possible direction is to explore a distinct treat-

ment of sequencing errors and read alignment errors as source of ambiguities

in the problem.

Software implementations described in Chapters 4 and 5 decompose the

problem at hand into independent sub-problems and are thus memory efficient;

however, in order to take the advantage of advanced computational sources

that are mostly distributed in nature, the softwares should be made capable

of running in a multi-threaded manner. Furthermore, variant calling, which

is often erroneous, is presently outside the scope of these implementations;

one can potentially achieve better performance by jointly performing variant

calling and haplotype reconstruction, or use sophisticated post-processing to

prune unreliably phased variants. In future, we plan to release updated ver-

sions of both HapAltMin and QSdpR with these new capabilities.
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Appendix A

Proofs of Lemmas from Chapter 3

A.1 Proof of Lemma 3.3.1

Proof. We consider the two cases separately.

1) k1 < k2.

Define the support set of xkt as Sj(x
k
t ) = {i : xkt (i) = j}, j ∈ {0, 1}. Let us

define

p =
∑

i∈S1(xkt )

I{xka(i)=0}, q =
∑

i∈S0(xkt )

I{xka(i)=0}. (A.1)

In words, p and q denote the number of 0’s in xka in the indices where the entries

of xkt are equal to 1 and 0, respectively. Now, the p zeros can be ordered

over the support1 of xkt in
(
k1

p

)
different ways. For each such arrangement,

the q zeros can be ordered over the complement of the support of xkt (i.e.,

over S0(xkt )) in
(
k−k1

q

)
different ways. Therefore, the total number of ways of

arranging p and q zeros in xka over 1’s and 0’s of xkt , respectively, is
(
k1

p

)(
k−k1

q

)
.

The condition ‖xkt − xka‖0 = η implies that

η = p+ (k − k1 − q) or p = (η − (k2 − k1))/2,

1Here, the support of a vector is the set of indices of its non-zero components.
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which is the desired result.

2) k1 ≥ k2.

Let us define

p =
∑

i∈S1(xkt )

I{xka(i)=1}, q =
∑

i∈S0(xkt )

I{xka(i)=1}. (A.2)

Here, p and q denote the number of 1’s in xka in the indices where the entries

of xkt are equal to 1 and 0, respectively. The q 1’s can be ordered over the

complement of the support of xkt in
(
k−k1

q

)
ways. For each such arrangement,

the remaining p 1’s can be ordered over the support of xkt in
(
k1

p

)
ways. There-

fore, the total number of ways of arranging p and q 1’s in xka over 1’s and 0’s

of xkt , respectively, is
(
k1

p

)(
k−k1

q

)
. The condition ‖xkt − xka‖0 = η implies that

η = (k1 − p) + q or q = (η − (k1 − k2))/2,

which is the desired result.

A.2 Proof of Lemma 3.3.3

Proof. Recall that pi,j denotes the number of symbols j in xka in the positions

where xkt has symbol i, and that k1 = ‖xkt ‖0, k2 = ‖xka‖0. To enumerate

all possible l-sparse vectors xka, we need to determine possible alignments of

elements in xkt and xka. Define p = p0,1 + p0,−1. We consider the following two

cases separately.
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1) k1 ≤ k2.

The following observations can be made:

(a) The number of ways in which p1,0 0’s in xka can be aligned with compo-

nents in xkt that are equal to 1 is
(
a
p1,0

)
, where p1,0 ∈ {0, 1, · · · ,min (a, k − k2)}.

Then, the number of ways in which p1,−1 −1’s in xka can be aligned

with the components in xkt that are equal to 1 is
(
a−p1,0

p1,−1

)
, where p1,−1 ∈

{0, 1, · · · , a − p1,0}. Having fixed the positions of 0’s and −1’s, the re-

maining p1,1 = (a− p1,0 − p1,−1) entries of xka that are equal to 1 can be

aligned with the components in xkt that are equal to 1 in only one way.

(b) Continuing the same type of arguments as above, the number of ways

in which p−1,0 0’s in xka can be aligned with components in xkt that are

equal to −1 is
(
k1−a
p−1,0

)
, where p−1,0 ∈

{0, 1, · · · ,min (k1 − a, k − k2 − p1,0)}. Following such an arrangement,

the number of ways in which p−1,1 1’s in xka can be aligned with the

components in xkt that are equal to −1 is
(
k1−a−p−1,0

p−1,1

)
, where p−1,1 ∈

{0, 1, · · · , k1−a− p−1,0}. Once the positions of 0’s and 1’s are fixed, the

remaining p−1,−1 = k1 − a− p−1,1 − p−1,0 entries of xka that are equal to

−1 can be aligned with the components in xkt that are equal to −1 in

only one way.

(c) Given (a), (b), the remaining p = k2 − (k1 − p−1,0 − p1,0) non-zero

entries of xka can be aligned with k − k1 zero-valued entries of xkt in
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(
k−k1

k2−(k1−p−1,0−p1,0)

)
ways. Since there are 2 types of non-zero symbol (1

and −1), there will be 2k2−(k1−p−1,0−p1,0) combinations in total.

Summarizing (a)-(c), we can enumerate vectors xka (over parameters k1,

k2 and pi,j) as

g1(k1, k2, k, pij) =

(
a

p1,0

)(
a− p1,0

p1,−1

)(
k1 − a
p−1,0

)(
k1 − a− p−1,0

p−1,1

)
×
(

k − k1

k2 − (k1 − p−1,0 − p1,0)

)
2k2−(k1−p−1,0−p1,0),

which is same as Lemma 3.3.3 case (a).

2) k1 > k2

The following observations can be made:

(a) The number of ways in which p = p0,1 +p0,−1 non-zero elements in xka can

be aligned with components in xkt that are equal to 0 is
(
k−k1

p

)
, where

p ∈ {0, 1, · · · ,min (k2, k − k1)}. Since there are two non-zero symbols

(−1 and 1), there are 2p ways to arrange them. Having set positions

and order of non-zero elements in xka, the positions of 0’s are uniquely

determined. Next, we turn our attention to the non-zero elements of xkt .

(b) The number of ways in which p1,−1 −1’s in xka can be aligned with compo-

nents in xkt that are equal to 1 is
(

a
p1,−1

)
, where p1,−1 = {0, 1, · · · ,min (a, k2 − p)}.

Then, the number of ways in which p1,1 1’s in xka can be aligned with

the components in xkt that are equal to 1 is
(
a−p1,−1

p1,1

)
, where p1,1 ∈
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{(k2− (k1−a)− (p+p1,−1)), · · · ,min (a− p1,−1, k2 − (p+ p1,−1))}. Hav-

ing fixed positions of −1’s and 1’s, the remaining p1,0 = (a− p1,−1− p1,1)

entries of xka that are equal to 0 can be aligned with the components in

xkt that are equal to 1 in only one way.

(c) Continuing the same type of arguments as above, the number of ways in

which p−1,1 1’s in xka can be aligned with components in xkt that are equal

to−1 is
(
k1−a
p−1,1

)
, where p−1,1 ∈ {0, 1, . . . ,min (k2 − p− p1,−1 − p1,1, k1 − a)}.

Following such an arrangement, the number of ways in which p−1,−1 =

k2−(p+p1,−1+p1,1+p−1,1) −1’s in xka can be aligned with the components

in xkt that are equal to −1 is
(

k1−a−p−1,1

k2−(p+p1,−1+p1,1+p−1,1)

)
. Once the positions

of −1’s and 1’s are fixed, the remaining p−1,0 = (k − k2 − p1,0 − p0,0)

entries of xka that are equal to 0 can be aligned with the components in

xkt that are equal to −1 in only one way.

Summarizing (a)-(c), we can enumerate vectors xka (over parameters k1,

k2 and pi,j) as

g2(k1, k2, k, pij) =

(
k − k1

p0,1 + p0,−1

)(
a

p1,−1

)(
a− p1,−1

p1,1

)(
k1 − a
p−1,1

)
×
(

k1 − a− p−1,1

k2 − (p0,1 + p0,−1 + p1,−1 + p1,1 + p−1,1)

)
2p0,1+p0,−1 ,

which is same as Lemma 3.3.3 case (b).
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A.3 Proof of Lemma 3.4.1

Proof. Let us assume, without a loss of generality, that k ≤ l. As shown in

[106], p (tb ≤ d2, tc ≤ d2) is a function of ‖xb‖2, ‖xkc‖2, ‖xc‖2 and x?bx
k
c . There-

fore, we can evaluate (3.9) by counting the number of all possible solutions

(xb,xc) to the system of equations

‖xb‖2 = β, ‖xc‖2 = e, ‖xkc‖2 = γ, and x?bx
k
c = δ, (A.3)

where β, e, γ and δ are integer numbers satisfying the constraints imposed by

the dimensions k and l. Unlike the scenario studied in [106], the space of per-

missible solutions to our problem is not isotropic (due to sparsity constraint).

Note that since xB and xC belong to {0, 1} alphabet, xb and xc are k and

l-dimensional vectors with entries from the set {−1, 0, 1}. Moreover, each of

these vectors is 2l′-sparse. For the binary alphabet, `0 norm is equivalent to

`2 norm. Therefore, the range of values that β = ‖xb‖0 can take is S(β)=

{0, 1, . . . ,min (k, 2l′)} and, similarly, the range of values that e = ‖xc‖0 can

take is S(e) = {0, 1, . . . ,min (l, 2l′)}. It is straightforward to see that for a given

value of e, the range of γ is defined by S(γ|e) = {(e−(l−k))+, . . . ,min (e, k)},

where (a)+ = a if a ≥ 0, 0 otherwise. Now, non-zero entries (−1 and 1) in xkc

and xc – let us denote their number by γ and η, respectively – can be arranged

in
(
l−k
η−γ

)(
k
γ

)
ways. Therefore, the number of possible l-dimensional vectors xc

with ‖xc‖0 = e and ‖xkc‖0 = γ is given by

∑
e∈S(e)

∑
γ∈S(γ|e)

(
l−k
e−γ

)(
k
γ

)
2e. (A.4)
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For any given xkc and δ = x?bx
k
c , we proceed by finding the number of possible

pairs (xb,xc) satisfying the conditions (A.3). A close inspection of the defini-

tions of xb and xc reveals that δ corresponds to the number of positions (out

of k) where the entries of xb and xkc can take values (1, 1) or (−1,−1). Let us

define

u =
∑

t∈S1(xkc )

I{xb(t)=1} and v =
∑

t∈S−1(xkc )

I{xb(t)=−1},

where S1(xkc ) and S−1(xkc ) denote sets of indices of entries in xkc valued 1 and

−1, respectively. Clearly, we have δ = u+ v. Let a = |S1(xkc )|. Now, u 1’s and

v −1’s in xb can be arranged in
(
a
u

)(
γ−a
v

)
ways, while the remaining β− (u+v)

non-zero entries of xb can be arranged in k − γ zero-valued positions of xkc

in
(

k−γ
β−(u+v)

)
2β−(u+v) ways. Therefore, the number of possible k-dimensional

vectors xb satisfying (A.3) for a given xkc is
(
a
u

)(
γ−a
v

)(
k−γ

β−(u+v)

)
2β−(u+v).

All that remains to be done now is to define the admissible range of

values of u and v. It can be easily shown that the set for u is given by

S(u|a, β) = {(β− (k−a))+, . . . ,min (β, a)}. For each u ∈ S(u|a, β), v can take

values from the set S(v|u, a, β, γ) = {(β−(u+k−γ))+, . . . ,min (γ − a, β − u)}.

Using above results and (A.4), the total number of possible solutions

to the set of equations (A.3) is given by

g(β, e, γ, a, u, v) =

(
l − k
e− γ

)(
k

γ

)(
γ

a

)(
a

u

)(
γ − a
v

)(
k − γ
β − δ

)
2e−γ+β−δ,

(A.5)

where δ = u+ v.
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Appendix B

Proofs of Lemmas and Theorems from

Chapter 4

B.1 Preliminaries

Property 1. For a given matrix M ∈ Rm×n of rank k, the following relations

hold between the 2-norm, the Frobenius norm and the entry-wise `1 norm of

M.

• ‖M‖2 ≤ ‖M‖F ≤
√
k‖M‖2

• ‖M‖F ≤ ‖M‖1 ≤
√
mn‖M‖F

Lemma B.1.1 (Bernstien’s Inequality). Let X1, X2, . . . , Xn be independent

random variables. Also, let |Xi| ≤ L ∈ R ∀ i w.p. 1. Then, we have the

following inequality

Pr

(∣∣∣∣∣
n∑
i=1

Xi −
n∑
i=1

E[Xi]

∣∣∣∣∣ > t

)
≤ 2 exp

− t2/2

Lt/3 +
n∑
i=1

Var(Xi)

 . (B.1)

The following theorem from [57] provides an upper bound on the error

between the true matrix M and the best rank-k approximation of the noisy

and partially observed version of M, and is used in the proof of Lemma 4.4.3.
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Theorem B.1.2. [57] Let R = M + N, where M is an m × n µ-incoherent

matrix with rank k (m ≤ n) and the indices in the sampling set Ω ∈ [m]× [n]

are chosen uniformly at random. Let α = n/m, |Mij| ≤ Mmax and p be the

sampling probability. Furthermore, from the SVD of 1
p
PΩ(R), we get a rank-k

approximation given by [PΩ(R)]k = U0Σ0(V0)T . Then there exists numerical

constants C and C ′ such that, with probability greater than 1− 1
n3 , we have

1√
mn
‖M− [PΩ(R)]k‖2 ≤ CMmax

(
mα3/2

|Ω|

)1/2

+
C ′m
√
α

|Ω|
‖PΩ(N)‖2.

B.2 Induction Proofs

Lemma B.2.1. Let M,N,Ω and u(t) be defined as above. Then, w.h.p, we

have

‖F‖2 ≤ σ?δ2

√
1− 〈u(t),u?〉2.

Proof. From the definition of F as given in Section 4.4.2, we have

‖F‖2 ≤ σ?‖B−1‖2‖
(
C− 〈u(t),u?〉B

)
v?‖2. (B.2)

Since B is a diagonal matrix, ‖B−1‖2 = 1
miniBii

= p ≤ 1. Let x ∈ Rn be such
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that ‖x‖2 = 1. Then for all such x,

xT
(
C− 〈u(t),u?〉I

)
v? =

1

p

∑
j

xjv
?
j

∑
i|ij∈Ω

u
(t)
i u

?
i − 〈u(t),u?〉


≤ 1

p

∑
ij∈Ω

xjv
?
j

(
u

(t)
i u

?
i − 〈u(t),u?〉(u(t)

i )2
)

ζ1
≤ 1

p
C
√
np

√∑
j

x2
j(v

?
j )

2

√∑
i

(
u

(t)
i u

?
i − 〈u(t),u?〉(u(t)

i )2
)2

ζ2
≤ 1

p
C
√
np

√√√√µ2
1

n

∑
j

x2
j

√∑
i

(u
(t)
i )2

(
u?i − 〈u(t),u?〉u(t)

i

)2

ζ3
≤ 1

p
C

√
npµ2

1√
mn

√
1− 〈u(t),u?〉2

≤ δ2

√
1− 〈u(t),u?〉2, if p ≥ C ′

µ4
1

mδ2
2

,

where C ′ = C2 > 0 is a global constant and ζ1 follows from Lemma B.2.2

(which imposes a condition on p as p ≥ C logn
m

) and ζ2 follows by incoherence

of v?, and ζ3 from that of u(t). Then,

‖
(
C− 〈u(t),u?〉B

)
v?‖2 = max

‖x‖2=1
xT
(
C− 〈u(t),u?〉B

)
v?

≤ δ2

√
1− 〈u(t),u?〉2.

Hence, the lemma follows from (B.2) if p ≥ C ′
µ4

1 logn

mδ2
2

.

Lemma B.2.2. ([52]) Let Ω ∈ [m]× [n] be a set of indices sampled uniformly

at random with sampling probability p that satisfies p ≥ C logn
m

. Then with

probability ≥ 1 − 1
n3 ∀ x ∈ Rm,∀ y ∈ Rn such that x satisfies

∑
i xi = 0, we

have
∑
ij∈Ω

xiyj ≤ C
√√

mnp‖x‖2‖y‖2, where C > 0 is a global constant.
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Lemma B.2.3. Let M,N,Ω and pe be defined as above. Then with high

probability, we have

‖Nres‖2 ≤ 2Nmaxµ1pe
√
mn.

Proof. The proof follows from Lemma B.3, [44] for the case k = 1, and by

noting the fact that ‖B−1‖2 ≤ 1, and moreover from the observation that

‖PΩ(N)‖2
p

≤ 2Nmaxpe
√
mn, w.h.p. (see Lemma 4.2.1).

Lemma B.2.4. Let F, Nres and u(t) be defined as in (4.26). Then we have

‖v̂(t+1)‖2 ≥
1

2m

(
σ?
√

1− dist2(u?,u(t))− ‖F‖2 − ‖Nres‖2

)
.

Proof.

2m‖v̂(t+1)‖2 = ‖σ?〈u(t),u?〉v? − F +Nres‖2

ζ1
≥ ‖σ?〈u(t),u?〉v?‖2 − ‖F−Nres‖2

ζ2
≥ ‖σ?〈u(t),u?〉v?‖2 − ‖F‖2 − ‖Nres‖2

= σ?
√

1− dist2(u?,u(t))2 − ‖F‖2 − ‖Nres‖2 since ‖v?‖2 = 1,

where both ζ1 and ζ2 follow from the reverse triangle inequality for vectors.

Lemma B.2.5. Under the conditions of Theorem 4.4.1, we have, with proba-

bility greater than 1− 1/n3, for a given j ∈ [n],∣∣∣∣ 1

Bjj

CN
jjΣNV

(j)
N

∣∣∣∣ ≤ Nmaxµ1

√
m(pe + δ2).
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Proof. Let us define a Bernoulli random variable δij to denote the occurrence

of the event that (i, j)th entry in R is observed and is in error. Therefore,

δij = 1 w.p. ppe and 0 otherwise. Also, we define Zi = 1
p
δiju

(t)
i Nmax and

Z =
∑m

i=1 Zi. Then,

E[Z] = E

[
m∑
i=1

Zi

]
= pe

m∑
i=1

u
(t)
i Nmax

ζ1
≤ Nmaxpeµ1

√
m

where ζ1 follows from the incoherence of u
(t)
i . Moreover,

Var(Z) =
pe
p

(1− ppe)N2
max

m∑
i=1

|u(t)
i |2 ≤ N2

max

pe
p

(1− ppe) ≤ N2
max

pe
p
,

and maxi |Zi| = 1
p

maxi |u(t)
i Nij| ≤ µ1Nmax

p
√
m

. Using Bernstein’s inequality, we

have

Pr
(
Z − E[Z] > Nmaxµ1

√
mδ2

)
≤ exp

(
− N2

maxµ
2
1mδ

2
2/2

N2
max

pe
p

+ Nmaxµ1

3p
√
m
Nmaxµ1

√
mδ2

)

= exp

(
−pµ

2
1mδ

2
2/2

pe +
µ2

1δ2
3

)
ζ2
≤ exp (−3 log n) =

1

n3
,

where ζ2 follows by using the condition from Theorem 4.4.1 that p > 6 logn
µ2

1mδ
2
2
(pe+

µ2
1δ2
3

). Therefore, using the definition from (4.25), we have with probability

greater than 1− 1/n3,

∣∣∣∣ 1

Bjj

CN
jjΣNV

(j)
N

∣∣∣∣ =

∣∣∣∣∣∣1p
∑
i|ij∈Ω

u
(t)
i [U

(i)
N ]TΣNV

(j)
N

∣∣∣∣∣∣ =

∣∣∣∣∣∣1p
∑
i|ij∈Ω

u
(t)
i Nij

∣∣∣∣∣∣
≤ Nmaxµ1

√
m(pe + δ2).

137



Proof of Lemma 4.4.6. We bound the largest magnitude of the entries of v̂(t+1)

as follows. For every j ∈ [n], using (4.25) we have

2m
∣∣∣v̂(t+1)
j

∣∣∣ ≤ |σ?〈u(t),u?〉v?j |+
∣∣∣∣ σ?Bjj

(〈u(t),u?〉Bjj − Cjj)v?j
∣∣∣∣+

∣∣∣∣ 1

Bjj

CN
jjΣNV

(j)
N

∣∣∣∣
(ζ1)

≤ σ?〈u(t),u?〉 µ√
n

+ σ?〈u(t),u?〉 µ√
n

+ σ?(〈u(t),u?〉+ δ2)
µ√
n

+Nmaxµ1

√
m(pe + δ2)

(ζ2)

≤ σ?(3 + δ2)
µ√
n

+Nmaxσ
? µ1√

n
(pe + δ2)

ζ3
≤ σ?

µ√
n

(3 + δ2 + 8Nmax(pe + δ2)) (B.3)

where ζ1 follows from the fact that |Cjj| ≤ (|〈u(t),u?〉|+ δ2) (Lemma C.3,[52]),

and Lemma B.2.5, ζ2 follows from 〈u(t),u?〉 ≤ 1, and ζ3 follows since µ1 = 8µ.

Furthermore, from Lemma B.2.4 and using Lemma B.2.1 and Lemma B.2.3,

we have

2m‖v̂(t+1)‖ ≥ σ?〈u(t),u?〉 − σ?δ2

√
1− (〈u(t),u?〉)2 − ‖Nres‖2

(ζ1)

≥ σ?〈u0,u?〉 − σ?δ2

√
1− (〈u0,u?〉)2 − 2Nmaxµ1pe

√
mn

(ζ2)

≥ σ?

(√
3

2
− δ2

2
− 2Nmaxµ1pe

)
, (B.4)

where ζ1 follows from dist(u(t),u?) ≤ dist(u0,u?) and Lemma B.2.3, ζ2 follows

from dist(u0,u?) ≤ 1/2 and σ? =
√
mn.

Using the two inequalities from (B.3) and (B.4), we have

‖v(t+1)‖∞ =
‖v̂(t+1)‖∞
‖v̂(t+1)‖2

=
σ? µ√

n
(3 + δ2 + 8Nmax(pe + δ2))

σ?
(√

3
2
− δ2

2
− 2Nmaxµ1pe

) . (B.5)

138



From the condition on δ2 as specified in Theorem 4.4.1, and using µ1 = 8µ,

we can simplify (B.5) and obtain

‖v(t+1)‖∞ ≤
8µ√
n

=
µ1√
n
.

B.3 MEC proofs

Lemma B.3.1. Let M,N,R and Ω be defined as in Theorem 4.4.1. Let M̂(T )

denote the estimated matrix after T iterations of Algorithm 5 and furthermore,

let M̃(T ) = sign(M̂(T )). Then M̃(T ) satisfies

1√
mn
‖PΩ(R− M̃(T ))‖0 ≤ ‖PΩ(N)‖F + ‖PΩ(M− M̂(T ))‖F .

Proof. Clearly, ∀ i, j ∈ Ω ⊆ [m]× [n] we have the following

Rij

{
= M̃

(T )
ij if |Rij − M̂ (T )

ij | ≤ 1,

6= M̃
(T )
ij otherwise.

Now, ‖PΩ(R − M̃(T ))‖0 denotes the number of non-zero entries among the

observed entries of the difference matrix R− M̃(T ), or in other words,

‖PΩ(R− M̃(T ))‖0 =
∣∣∣{i, j ∈ Ω ⊆ [m]× [n] s.t. Rij 6= M̃

(T )
ij

}∣∣∣
≤
∣∣∣{i, j ∈ Ω ⊆ [m]× [n] s.t. |Rij − M̂ (T )

ij | > 1
}∣∣∣

≤
∑
ij∈Ω

∣∣∣Rij − M̂ (T )
ij

∣∣∣ ,
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where the last quantity is the entry-wise `1 norm of the matrix PΩ(R− M̂ (T )),

denoted by ‖PΩ(R− M̂ (T )‖1. Therefore,

1√
mn
‖PΩ(R− M̃(T ))‖0 ≤

1√
mn
‖PΩ(R−M + M− M̂(T ))‖1

≤ 1√
mn

(
‖PΩ(R−M)‖1 + ‖PΩ(M− M̂(T ))‖1

)
≤ ‖PΩ(N)‖F + ‖PΩ(M− M̂(T ))‖F . (B.6)

Proof of Theorem 4.4.4.

dist(v?,v(t+1)) = ‖Pv?⊥
(v̂t+1)‖2/‖v̂(t+1)‖2

=
1

2m
‖Pv?⊥

(σ?〈u(t),u?〉v? − F +Nres)‖2/‖v̂(t+1)‖2

ζ1
=

1

2m
‖Pv?⊥

(−F +Nres)‖2/‖v̂(t+1)‖2

ζ2
≤ 1

2m
‖F +Nres‖2/‖v̂(t+1)‖2

ζ3
≤ 1

2m
(‖F‖2 + ‖Nres‖2) /‖v̂(t+1)‖2

ζ4
≤ σ?δ2

√
1− (〈u(t),u?〉)2 + 2Nmaxpeµ1

√
mn

σ?
√

1− dist2(u(t),u?)− δ2dist(u(t),u?)− 2Nmaxpeµ1

√
mn

ζ5
≤
σ?
(
δ2dist(u(t),u?) + 2Nmaxpeµ1

)
σ?
(√

3
2
− δ2

2
− 2Nmaxpeµ1

)
ζ6
≤ 1

4
dist(u(t),u?) +

µ1pe
δ2

,

where ζ1 follows since the first term is orthogonal to v?, ζ2 follows since

∀ x,y, ‖Py(x)‖2 ≤ ‖x‖2, ζ3 follows from triangle inequality, ζ4 follows by us-

ing Lemma B.2.1 and Lemma B.2.3, ζ5 follows from the fact that σ? =
√
mn
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and dist(u(t),u?) ≤ dist(u0,u?) ≤ 1/2, and finally ζ6 follows by using the

condition on δ2 from Theorem 4.4.1. Using similar arguments, we show that

dist(u?,u(t+1)) ≤ 1
4
dist(v?,v(t+1)) + µ1pe

δ2
.

Proof of Theorem 4.4.1. In order to prove this theorem, firstly we need to

bound the error between the true matrix M and the output of Algorithm 5

prior to the rounding step. Let us denote the latter as the scaled estimate M̂(T ),

where we have M̃(T ) = sign(M̂(T )). By using (4.26), we have the difference

between M and (appropriately scaled) M̂(T ) as

M− M̂(T ) = M− u(T )
[
σ?〈u(T ),u?〉v? − F +Nres

]T
= M− u(T )(u(T ))Tu?σ?(v?)T + u(T )FT − u(T )NT

res

=
(
I− u(T )(u(T ))T

)
M + u(T )FT − u(T )NT

res.

Therefore, using the fact that ‖v?‖2 = 1, ‖u(T )‖2 = 1, and using Lemma B.2.1,

Lemma B.2.3, and Corollary 4.4.5, we have

‖M− M̂(T )‖F ≤ ‖
(
I− u(T )(u(T ))T

)
u?σ?‖2 + ‖F‖2 + ‖Nres‖2

≤ σ?dist(u(T ),u?) + σ?δ2dist(u(T ),u?) + 2σ?Nmaxpeµ1

= σ?(1 + δ2)

(
ε

2‖M‖F
+

4µ1pe
3δ2

)
+ 2σ?Nmaxpeµ1

≤ ε(1 + δ2)

2
+ 2σ?peµ1

(
(3Nmax + 2)δ2 + 2

3δ2

)
.

The theorem then follows by setting ε′ = ε(1+δ2)
2

and using the value of µ1.

.
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Proof of Corollary 4.4.2. Using Lemma B.3.1 and Theorem 4.4.1, and noting

that σ? =
√
mn, we have the normalized Minimum Error Correction score

˜MEC = 1
mn
‖PΩ(R− M̃(T ))‖0 as

˜MEC ≤ 1√
mn

(
‖PΩ(M− M̂(T ))‖F + ‖PΩ(N)‖F

)
≤ ε′ +

2peµ1σ
?

3δ2

√
mn

(2 + (2 + 3Nmax)δ2) +
1√
mn
‖PΩ(N)‖F

= ε′ +
2peµ1

3δ2

(2 + (2 + 3Nmax)δ2) +
1√
mn
‖PΩ(N)‖F .

B.4 Noise proofs

Proof of Lemma 4.2.1. Noise matrix N clearly follows the worst case noise

model as described in [57] since for ∀ i, j ∈ [m]× [n], |Nij| ≤ Nmax. Let Ω′ ⊆ Ω

be the set of indices where a sequencing error has occurred, i.e., ∀ (i, j) ∈

Ω′, Nij 6= 0. Define δij to be random variable indicating the membership of

the index (i, j) in Ω′, i.e., δij = 1 if (i, j) ∈ Ω′, 0 otherwise.Since sampling

and error occurs independently, the probability that δij = 1 is ppe. Therefore,

|Ω′| ≈ E
[∑

ij δij

]
= mnppe w.h.p. From Theorem B.4.1, we can conclude

that

‖PΩ(N)‖2

p
≤ 2
|Ω′|
√
m

pm
√
n
Nmax = 2Nmaxpe

√
mn.

Theorem B.4.1 ([57]). If N ∈ Rm×n (m ≤ n) is a matrix with entries chosen

from the worst case model, i.e., |Nij| ≤ Nmax ∀ (i, j) for some constant Nmax,
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then, for a sample set Ω drawn uniformly at random, we have

‖PΩ(N)‖2 ≤
2|Ω|
√
m

m
√
n
Nmax.
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