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On-Demand Coordination of Multiple Service Robots

Piyush Khandelwal, Ph.D.
The University of Texas at Austin, 2017

Supervisor: Peter Stone

Research in recent years has made it increasingly plausible to deploy a large
number of service robots in home and office environments. Given that multiple
mobile robots may be available in the environment performing routine duties such
as cleaning, building maintenance, or patrolling, and that each robot may have a
set of basic interfaces and manipulation tools to interact with one another as well
as humans in the environment, is it possible to coordinate multiple robots for a
previously unplanned on-demand task? The research presented in this dissertation
aims to begin answering this question.
This dissertation makes three main contributions. The first contribution of
this work is a formal framework for coordinating multiple robots to perform an
on-demand task while balancing two objectives: (i) complete this on-demand task
as quickly as possible, and (ii) minimize the total amount of time each robot is
diverted from its routine duties. We formalize this stochastic sequential decision
making problem, termed on-demand multi-robot coordination, as a Markov decision Process (MDP). Furthermore, we study this problem in the context of a specific
on-demand task called multi-robot human guidance, where multiple robots need to
coordinate and efficiently guide a visitor to his destination.
Second, we develop and analyze stochastic planning algorithms, in order
to efficiently solve the on-demand multi-robot coordination problem in real-time.
Monte Carlo Tree Search (MCTS) planning algorithms have demonstrated excellent
results solving MDPs with large state-spaces and high action branching. We propose variants to the MCTS algorithm that use biased backpropagation techniques
for value estimation, which can help MCTS converge to reasonable yet suboptimal
vi

policies quickly when compared to standard unbiased Monte Carlo backpropagation. In addition to using these planning algorithms for efficiently solving the ondemand multi-robot coordination problem in real-time, we also analyze their performance using benchmark domains from the International Planning Competition
(IPC).
The third and final contribution of this work is the development of a multirobot system built on top of the Segway RMP platform at the Learning Agents
Research Group, UT Austin, and the implementation and evaluation of the ondemand multi-robot coordination problem and two different planning algorithm on
this platform. We also perform two studies using simulated environments, where
real humans control a simulated avatar, to test the implementation of the MDP formalization and planning algorithms presented in this dissertation.
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Chapter 1
Introduction
With recent advances in service robotics, it is becoming increasingly plausible to deploy a large number of mobile service robots in indoor environments (Hightower, 2014; Markoff, 2014). Within the next few decades, it is not unreasonable to
assume that multiple service robots may be ubiquitously present in office buildings,
shopping malls, hospitals, and airports to perform routine tasks such as cleaning,
patrolling for intruders, and maintenance. Given that multiple robots may already
be present in the environment performing routine service tasks, it is becoming realistic to envision a scenario in which a human approaches a robot and asks for help
on a new independent task. This independent task, which we call an on-demand
task, may require coordination between multiple robots, and may have to be done
in parallel and without neglecting the robots’ routine/background tasks. In this dissertation, we study the problem where an automated system needs to coordinate
multiple robots to quickly complete an on-demand task, while ensuring that robots
are minimally deviated from their background tasks. This sequential decision making problem is called the on-demand multi-robot coordination problem.
Next, we define the two specific objectives that an automated system needs
to consider while solving the on-demand multi-robot coordination problem. In order to complete the on-demand task, robots need to be temporarily reassigned from
their background tasks to assist the human. Consequently, the system needs to (i)
complete this on-demand task as quickly as possible, and (ii) minimize the total
amount of time each robot is diverted from its background task. The goal of the
multi-robot system is to produce a policy for controlling and coordinating robots
that efficiently balances these two objectives.
This dissertation makes three main contributions. The first contribution of
this work formalizes the on-demand multi-robot coordination problem as a Markov
Decision Process. Markov Decision Processes (MDPs) provide a natural framework
for formulating sequential decision making problems (Sutton and Barto, 1998). We
1

use a specific instantiation of an on-demand task for evaluation called the multirobot human guidance problem, in which a human approaches one of the robots
and asks for navigational assistance to a location inside the building. The system
of robots needs to be controlled and coordinate to quickly lead the human to his
goal. In this problem, stochasticity within the MDP model captures the various
different ways humans may interpret instructions provided by the robots. We also
discuss one particular scheme of representing the physical locations of humans and
robots within the MDP, and how the MDP can be adapted to solve multiple ondemand tasks (i.e. concurrent requests). Through many simulated experiments, we
demonstrate the performance of different algorithms for generating good policies
within this MDP.
Since on-demand tasks cannot be pre-planned for, and may need to be immediately acted upon, it is necessary to use real-time probabilistic planning techniques
to solve the coordination problem given limited time and computational resources.
Monte Carlo Tree Search (MCTS) (Kocsis and Szepesvári, 2006) is a family of anytime algorithms for planning that has shown good promise in domains with large
state spaces and high action branching (Gelly and Wang, 2006). In this dissertation,
we analyze backpropagation schemes that use different amounts of model bias in
an attempt to speedup convergence of planning to reasonable yet potentially suboptimal policies when compared to standard Monte Carlo backpropagation. The second contribution of this dissertation is the introduction of new MCTS variants that
make use of biased backpropagation techniques, and the analysis of these variants
in a number of probabilistic planning benchmark domains. We also demonstrate
that one of the variants, MaxMCTS(λ), is necessary to solve the multi-robot human
guidance problem in real time.
Given a simulation framework for formalizing the problem and planning approaches to produce policies for solving the problem, we next implement this problem in simulation and a real-world environment. An MDP framework abstracts
many details about the real world, and a realistic implementation helps ensure that
problems such as effective human-robot interaction, space management between
robots and humans, robot localization, and perception, among others, can still be
2

effectively solved. The final contribution of this dissertation is the development
of a real multi-robot system that can be controlled in a centralized manner, and
the implementation of the multi-robot human guidance problem on this multi-robot
system.

The main question that this dissertation addresses is the following:
How can multiple service robots with ongoing background tasks be
efficiently interrupted, reassigned, and coordinated to perform an
on-demand task while ensuring quick completion of the task with
minimal disruption to the robots’ background duties?

The main contributions of this dissertation are as follows:
1a. Multi-Robot Guidance with Instantaneous Robot Motion(Chapter 2) Prior to formalizing the complete on-demand multi-robot coordination problem, we first formalize a simpler problem called multi-robot guidance with
instantaneous robot motion as an MDP. While this simpler problem captures
many aspects of the complete on-demand multi-robot coordination problem,
it ignores physical locations and navigational constraints for all robots. Instead, it assumes that robots can be moved to a desired location instantaneously. While such a formulation is not realistic and is limited in application to a simulation setting only, it allows evaluating real-time approximate
planning techniques (discussed in Chapter 3) in an MDP formulation where
the state-action space is sufficiently small such that the MDP can be solved
by optimal techniques such as Value Iteration (VI) (Bellman, 1957). Such a
comparison allows us to tune these planning techniques prior to solving the
complete on-demand multi-robot coordination problem (discussed in Chapter 4). Furthermore, we also introduce the same topological representation
used for representing human and robot locations used in the complete prob-
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lem.
1b. The Complete On-Demand Multi-Robot Coordination Problem (Chapter 4) - In this chapter, we formalize and evaluate the complete on-demand
multi-robot coordination problem, and use the planning techniques discussed
in Chapter 3 to solve the problem in real-time. The MDP formulation uses
a factored state representation, and we explain which state factors are independent of a specific on-demand task, and which state factors are specific
to a particular instantiation of the on-demand task. We instantiate these ondemand task-specific factors using the multi-robot human guidance problem.
We also explain how both problem objectives can be weighted to give a single
objective as per Sutton’s reward hypothesis (Sutton, 2004). Finally, we explain how the formulation can handle multiple on-demand tasks concurrently.
2. Introduction and analysis of the biased backpropagation techniques in
MCTS (Chapter 3) - The multi-robot system needs to execute a good policy
quickly for controlling and coordinating robots when an on-demand task request arrives. Given the large state-space and high action-branching in the ondemand multi-robot coordination problem, it is difficult to solve the problem
quickly even when fast anytime algorithms for probabilistic planning such as
Monte Carlo Tree Search (MCTS) are used. Consequently, it is necessary to
develop algorithms that are well suited to producing good policies quickly,
even if these policies may be potentially suboptimal. This dissertation introduces and analyzes 4 parametrized variants of MCTS, namely MCTS(λ),
MCTSγ , MaxMCTS(λ), and MaxMCTSγ , that use a biased backpropagation
scheme to update state-action values in the Monte Carlo search tree in order
to converge to reasonable policies quickly. We analyze the performance of
these variants in a handcoded grid-world domain as well as various benchmark domains from the International Planning Competition (IPC), and use
MaxMCTS(λ) to solve the on-demand multi-robot coordination problem.
3a. Development of a building-wide centralized multi-robot system (Chapter 5) - Another contribution of this dissertation is the development of a multirobot system at the Learning Agents Research Group, UT Austin. This disser4

tation also covers how these robots use well-established stochastic techniques
from the robotics literature for operation. These techniques include Adaptive
Monte Carlo Localization (AMCL) (Fox et al., 1999) for estimating a robot’s
position, GMapping (Grisetti et al., 2007) for map-building, and the Elastic
Band (Quinlan and Khatib, 1993) approach for navigation. All software has
been built using the Robot Operating System (ROS) (Quigley et al., 2009)
middleware package, and uses Gazebo (Koenig and Howard, 2004) for simulations. For multi-robot coordination, the robots use the Robotics in Concert (Stonier et al., 2015) framework, which allows automated discovery of
robots and centralized control. This software and hardware infrastructure has
also been used on many research projects apart from this dissertation work,
and all the software infrastructure is available open-source.
3b. Real-world and simulated implementations of the on-demand multirobot coordination problem (Chapter 5) - The final contribution of this
dissertation is to implement the complete multi-robot human guidance problem, along with two different approaches to solving that problem on a real
multi-robot system as well as in simulation. This implementation tests the
robustness of the framework and planning algorithms in the presence of realworld problems such as robot localization, perception of the environment,
interaction between humans and robots. In addition, it also tests whether the
abstracted topological representation of the environment used to construct
the state representation inside the MDP framework is sufficient to be used in
the real world. We also perform two different studies in simulation, where
real humans control simulated avatars, which evaluates different planning approaches applied to the multi robot human guidance problem.
The overall goal of the research in this dissertation is to investigate how general purpose service robots can be efficiently coordinated to perform on-demand
tasks, a problem which inherently requires AI integration and research in multiple areas. The first contribution furthers research in multi-agent coordination and
scheduling, and the MDP framework for coordinating robots should apply to any
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situation where multiple independent agents need to coordinate together temporarily for a task. The second contribution introduces and analyzes a novel variant
of the Monte Carlo Tree Search (MCTS) family of algorithms to solve the MDP
framework, and the work in this dissertation should apply to any task requiring
probabilistic planning. The final contribution implements the first two contributions on a real multi-robot system, and demonstrates how real and simulated robots
can coordinate together while interacting with humans. Lessons learned while implementing this system should help in any HRI study that involves multiple robots
navigating an unconstrained building environment.
We now proceed with the Chapters 2 through 5 as outlined above, and conclude with a comparison of related work, discussion of the work presented in this
dissertation, and a look at possible future directions in Chapter 6. A reading guide
indicating the pre-requisites for all the chapters (and some individual sections) in
this dissertation is presented in Figure 1.1.

6

Figure 1.1: This flowchart describes the pre-requisites necessary to completely understand sections and chapters in this dissertation.

7

Chapter 2
Multi-Robot Guidance with Instantaneous Robot
Motion
This chapter describes the multi-robot guidance with instantaneous robot
motion problem, which is a simpler version of the complete on-demand multi-robot
coordination problem.1 In this simplified problem, the MDP state-action representation is sufficiently small to allow planning to compute the optimal action at every
state. We study the complete problem in Chapter 4.
This chapter proceeds as follows. In Section 2.1, we present the main motivation behind the multi-robot human guidance problem, as well as the rationale
behind studying the simplified problem. In Section 2.2, we explain the background
techniques necessary to understand the problem formalization presented in this
chapter. Next, in Section 2.3, we explain the topological representation used to represent human and robot locations in both the formalization described in this chapter,
as well as the formalization described in Chapter 4. We then formalize the multirobot guidance with instantaneous robot motion problem as an MDP in Section 2.4.
With the MDP formalization complete, we compare the performance of a heuristic policy for solving the problem with the optimal MDP solution in Section 2.5.
Finally, we conclude this chapter with a summary in Section 2.6.

2.1

Motivation

Recent progress in the development of service robots is making it increasingly possible to deploy multiple robots in a building to perform work such as maintenance, delivery, and building security. Given that many robots may be ubiquitously present in the environment performing such routine activities, it is becoming
1

Published in ‘Piyush Khandelwal and Peter Stone. Multi-robot human guidance using topological graphs. In AAAI Spring Symposium on Qualitiative Representation for Robots, 2014 (Khandelwal and Stone, 2014)’.
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realistic to envision a scenario in which a human approaches a robot and asks for
help on an independent task. This new task may require coordination between multiple robots, and may have to be done in parallel and without neglecting the robots’
background/routine tasks. An automated system ought to help the human complete
this new task, while ensuring that robots are minimally deviated from their duties.
In this chapter, we study the problem where this new task is a human approaching
a robot and asking for navigational assistance, and how the automated system can
use multiple robots to efficiently guide the human to his goal.
An easy solution to this problem is for the system to instruct the human to
follow the robot the human approached initially all the way to his goal. However,
since a human’s ability to navigate crowded building environments may be far superior to a robot’s, it may be beneficial for the system to handoff the human from one
robot to another with the human walking some part of the route by himself. For instance, the system may choose to use one robot to instruct the human to walk ahead
in a particular direction, while a second robot can prepare to provide subsequent
navigational assistance further ahead. If such handoffs can be correctly executed,
there are two main advantages: (i) the human traverses a stretch of his route faster
than being led by a robot and (ii) the robots are deviated from their background
duties to help humans for less time. Both of these advantages help achieve the main
objectives motivating this dissertation, as presented in Chapter 1.
What instructions need to be provided to a human by a system of robots
to execute such handoffs? We outline one strategy of conveying instructions to
humans (depicted in Figure 2.1). Figure 2.1a demonstrates how the system can instruct the human to follow a robot from one location in the environment to another
one. Figure 2.1b shows how a human can be instructed to walk ahead in a particular
direction, so that he can receive subsequent assistance from a robot further ahead.
The system also needs to take into account the uncertainty of a human not following
instructions correctly. For instance, for the situation depicted in Figure 2.1b, should
the robot giving advice be misoriented from its location estimate, it may direct the
human to the path on the left instead of the intended path on the right. Any formalization that uses this instruction scheme should also capture such non-determinism.
9

(a) Instructing a human to follow a robot

(b) Instructing a human to walk ahead

Figure 2.1: The system directing a real human controlling a simulated avatar. In
Chapter 5, we explain the 3D simulation environment used to conduct a user study
on the multi-robot human guidance problem, and these images illustrate humanrobot interactions from that simulation environment. Similar interfaces as depicted
here are used in a real-world implementation of the multi-robot human guidance
problem on a multi-robot system. In Figure 2.1a, the system is using a robot to lead
a person from one location to an adjacent one. Figure 2.1b demonstrates how the
system can direct the human to walk ahead by himself in a particular direction.
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In order to solve the multi-robot human guidance problem using multiple
robots, the system needs to keep track of information such as each robot’s location
in the environment, the location where a robot needs to perform the next background
task, the duration for which each task needs to be performed. Furthermore, the system needs to keep track of all the robots that have been deviated from their background task to aid in the on-demand task, which in this case is providing navigational assistance to the human. Additionally, multiple humans may have requested
help at the same time, and the system needs to track each human’s location, and
information about the assistance that has already been provided to the human. As
the possible combinations of robot locations, along with human start and goal locations can be extremely high for even a small building, it is impossible to preplan for
such problems. Furthermore, it is impossible to generate optimal plans, i.e. plans
that minimize the weighted sum of the two objectives presented in Chapter 1, in
any reasonable amount of time. Finally, a human awaiting navigational assistance
will only patiently wait for a short amount of time for the system to come up with a
plan to lead the human to his goal.
Given these challenges, we first introduce the multi-robot guidance problem
with instantaneous robot motion (Khandelwal and Stone, 2014). This simplified
problem specifically studies where to place robots in an environment to guide a
human as he or she moves around, but makes the following assumptions that are
different from the complete multi-robot guidance problem:
1. Robots are not performing any background tasks, and the problem’s only
objective is to minimize the amount of time a human takes to reach his goal.
2. Since robots are not performing any background tasks, the only purpose
robots serve is to help a human reach his goal.
3. Robots can be moved to any desired location in the environment instantaneously; time for navigation and path planning are not considered in this
problem.
4. At most one human is provided assistance at any given time.
5. The system limits the number of times robots can be moved in order to
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assist the human, emulating the fact that only a few robots are present in the
human’s vicinity to provide assistance.
6. The human cannot follow a robot to locations in the environment (see Figure 2.1a); the system can only use directional arrows to guide a human (see
Figure 2.1b).
As mentioned previously, it is possible for a human to misinterpret the instructions
provided by the system, and this stochasticity is one of the main features of the complete on-demand multi-robot coordination problem. For this reason, the behavior
of the human in the environment even in this simplified problem is still considered
stochastic.
The main advantage of studying this simplified problem is that the MDP formalization of this problem can be solved offline using standard optimal techniques
for solving MDPs. In contrast, the complete problem studied in Chapter 4 is computationally intractable to be solved optimally using these same techniques. As such it
allows evaluating real-time stochastic planning approaches, outlined in Chapter 3,
using an MDP where an optimal solution is available as a baseline. Results comparing such real-time stochastic planning techniques to the optimal MDP solution are
presented in Section 3.4. We then apply these real-time planning approaches to the
complete problem in Chapter 4. The main disadvantage of the simplified problem
is that since it is not possible to instantaneously move a physical robot to a desired
location, the formalization presented in this chapter is unrealistic, and limited in
implementation to simulation only.
With the motivation for the multi-robot human guidance problem complete,
we now delve into background techniques used for formalizing the problem, as well
as one approach to solving this formalization.

2.2

Background

MDPs are well suited to handle planning for sequential decision making
problems in the presence of stochasticity. In the multi-robot human guidance problem, they can capture the uncertainty in the case where a human misinterprets the
12

instructions conveyed by the system of robots and takes an unintended action. In
this section, we will first briefly study MDPs, and then take a look at Value Iteration (Bellman, 1957) - an optimal technique for solving MDPs.
2.2.1

Markov Decision Processes

Markov Decision Processes (MDP) are a framework for modeling discrete
time stochastic control processes (Sutton and Barto, 1998). In an MDP, an agent
takes decisions at discrete time intervals in a non-deterministic environment with
the objective of maximizing the long term reward it receives. Given the current
environment state, an MDP allows an agent to select one of many actions. Taking
an action can change the state of the system, and this next state is typically drawn
from some distribution. In addition, the agent may also receive a reward while
making the transition to the next state. MDPs are Markovian, i.e. the reward and
next state distribution only depend on the current state and the action selected by
the agent at this state, and do not depend on any previous system states or selected
actions.
An MDP can be formally described as M = hS, A, P, Ri where S represents
the environment’s state space, A(s) is the set of actions the system can take at state
s ∈ S, P (s, a, s0 ) is the transition function that gives the probability of reaching a
particular next state s0 from the state s given that action a was taken (P : S × A ×
P
S → R such that s0 P (s, a, s0 ) = 1), and R(s, a, s0 ) is the reward received given
a hs, a, s0 i transition (R : S × A × S → R). MDPs can be episodic, i.e. the process
is guaranteed to terminate, or they can be continuing, i.e. no states are terminal and
the process continues indefinitely. γ is the MDP discount factor, and is explained
in the following paragraph.
Given an MDP, a policy π is defined as a mapping: π(s) : S → A(s) that
defines the action the agent should take at any state. Good policies maximize the
long term expected reward received by the agent, and policies can also be defined
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in terms of this long term reward as:
V π (s) =

X

π(s, a)

X

P (s, a, s0 )[R(s, a, s0 ) + γV π (s0 )].

s0

a

where V π (s) is the long term expected reward, or value, at state s if the agent follows the policy π, π(s, a) is the probability of selection action a at state s according
to the stochastic policy π. Future reward contributions in the value estimate are discounted using γ such that each future contribution is successively less important.
An optimal policy π ∗ maximizes this long term expected reward, and induces
a value function V ∗ (s) such that:
V ∗ (s) = max
a∈A(s)

X

P (s, a, s0 )[R(s, a, s0 ) + γV ∗ (s0 )],

s0

where the action that maximizes V ∗ (s) is the output of optimal policy π ∗ . There
are many different methods for calculating this optimal policy, such as Value Iteration (Bellman, 1957) and Policy Iteration (Howard, 1960). We review Value
Iteration in the following section.
Figure 2.2 illustrates an MDP for modeling a recycling robot (Sutton and
Barto, 1998).
2.2.2

Value Iteration

Value Iteration defines an expected value V ∗ (s) ∀ s ∈ S, which is the
maximum possible long term expected reward that the system can receive from the
state s. V ∗ (s) can be computed iteratively using a simple backup operation:
∗
(s) = max
Vk+1
a∈As

X

a
∗ 0
a
Pss
0 [Rss0 + γVk (s )] .

s0

In practice, the backup is run iteratively until the maximum value change becomes
less than a threshold :
∗
∀ s ∈ S [max(Vk+1
(s) − Vk∗ (s)) < ].

14

Figure 2.2: A continuing MDP used for modeling a recycling robot (Image from
Reinforcement Learning: An Introduction (Sutton and Barto, 1998)). A recycling
robot has two actions at any given state: (i) The search action with reward Rsearch
is used to search for more items to recycle, and (ii) the wait action with reward
Rwait is used by the robot to do nothing in the current time step. When the robot is
fully charged (high), searching for recycling can deplete the battery of the robot
with probability (1 − α). Once the battery is depleted, the robot can recharge it with
a recharge action or risk being completely out of power with probability (1 − β)
by searching again. If the robot completely runs out of power, it is rescued by an
operator with a fixed reward of -3, and ends up back fully charged.

Once V ∗ (s) has been computed, the system can select the optimal policy
π ∗ (s) as:
X
a
a
∗ 0
Pss
π ∗ (s) = arg max
0 [Rss0 + γVk (s )] .
a∈As

s0

We have now completed the overview of background techniques necessary
to understand the formalization and evaluation presented throughout the rest of this
chapter. Next, we study one approach of representing human and robot locations in
the environment.

2.3

Topological Representation

In principle, the environment can be thought of as a continuous, bounded,
multi-planar space, with the humans and robots having positions and orientations
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that can be represented as (x, y, θ) poses. Such a formulation allows for multiple
stories in a building, but ignores the 3-dimensional nature of space within each
story. However, for the purpose of decision-making, we reason about the environment as a topological graph, which provides a compact, discrete representation
while still retaining information about all key locations and the connectivity between those locations. In this section, we first formally describe the topological
representation along with some functions that make use of the representation. We
then present one particular approach to automatically building a topological representation.
2.3.1

Representation Formalization

A topological graph g = hNg , Eg i consists of nodes Ng located at each intersection or junction inside a building environment and straight-line edges Eg between neighboring junctions. Each node n ∈ Ng is defined as a 3-tuple hx, y, sizei
representing the hx, yi Cartesian coordinates of the underlying location along with
the size of the region represented by that node.2 Given g, the location of a robot
or person in the environment can be projected to the closest graph edge euv from
node u to node v to produce a tuple luvp = hu, v, pi where p ∈ [0, 1] represents how
far along edge euv the projection lies. If p = 0, then the object projects exactly at
node u, and the value of v is irrelevant. Similarly, if p = 1 then the object projects
exactly at node v, and the value of u is irrelevant.
Given this location representation, we introduce the following functions that
will be used later in the text:
• euclidDist(u,v) is the euclidean distance between graph nodes u and v in the
environment’s topological representation.
• pathDist(u,v) is the shortest path distance between nodes u and v computed
using Dijkstra’s algorithm.
• adjacentNodes(u) is the set of all nodes adjacent to node u.
2

The size associated with a graph node is only relevant if the representation is generated in an
automated manner as described in Section 2.3.2
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• nAdjacentNodes(n, u) is the set of all nodes at most n edges away from node
u.
• nodeAngle(u,v) is the compass direction of the edge from u to v. Formally,
nodeAngle(u, v) = arctan((v.y − u.y)/(v.x − u.x)), where hu.x, u.yi and
hv.x, v.yi are the euclidean coordinates of nodes u and v, respectively.
• isVisible(u,v) is true for a pair of nodes u and v iff there exists a line-of-sight
obstacle-free path between u and v in the grid representation, and is false
otherwise. isVisible(u,u) is always true.
• visibleNodes(v) is the set of all nodes {w : w ∈ Ng | isVisible(v, w)}.
2.3.2

Automated Graph Generation

The graph described in the previous section can be constructed by hand for
an environment, but it requires specialized software for easily labeling a graph given
an occupancy grid, as well as an expert user to use this software. It is also possible to
generate this representation in an automated manner from existing representations
that an autonomous robot may already have in order to navigate the environment.
In this section, we first describe the occupancy grid representation of the environment, which is a common representation produced by Simultaneous Localization
And Mapping (SLAM) algorithms. We then describe how this occupancy grid representation can converted into the graph representation.
An occupancy grid is a 2D matrix representation of the environment, where
each cell in the matrix corresponds to a tile in the real world. The value contained
in each cell reflects a probability measure of the corresponding real world tile being
occupied. The floorplan of a building environment can be captured in a discrete
manner using this representation, where walls and other fixed obstacles are marked
as occupied in this representation, and free space is marked as free. The parts of
the floorplan colored black in the maps presented in Figure 2.3 correspond to fixed
obstacles in the environment, whereas the remaining portions correspond to free
space.
Next, we discuss how the graph representation (represented by Figure 2.3h)
can be constructed from the occupancy grid representation. Constructing the graph
17

(a) Voronoi Points

(b) Critical Pts., Lines & Regions

(c) Original Graph G0

(d) Pass 1 Graph G1

(e) Pass 2 Graph G2

(f) Pass 3 Graph G3

(g) Pass 4 Graph G4

(h) Final Graph G5

Figure 2.3: Figure 2.3a shows the Voronoi diagram in blue generated over the occupancy grid representation of the environment. The environment is 29.6m × 18.4m
in size. Figure 2.3b shows the critical points and lines demarcating space into different regions, which can be used to directly construct the graph G0 in Figure 2.3c.
Figs. 2.3d-2.3h show the graph refinement process.
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follows an approach closely modeled after the work of (Thrun and Bücken, 1996).
First, the Voronoi diagram (Aurenhammer, 1991) of the grid-based representation
of the environment is computed. The Voronoi diagram is the set of points in free
space which are equidistant to their closest obstacles (see Figure 2.3a). This distance is defined as the clearance of that Voronoi point, and the closest obstacles are
called the basis points. From the set of Voronoi points, critical points are selected
such that no Voronoi point within an -neighborhood of a critical point has lower
clearance than that critical point (with  = 0.25m). Critical points when connected
to their basis points form critical lines that divide the environment into a number of
regions (see Figure 2.3b). The centroids of these regions can be joined together to
produce the graph G0 (see Figure 2.3c).
Even with good region segmentation, the graph produced by directly connecting adjacent regions may be unsuitable for reasoning about human motion in
large spaces. For instance, a human walking directly from node 15 to node 14 in
G0 will pass through the region represented by node 22 (n22), but not necessarily
the point hn22.x, n22.yi. G0 does not capture the fact that when people move in
large open spaces, they tend to move directly towards their intended exit from that
space. Since this information is valuable when reasoning about human motion, we
present a 5-pass graph refinement strategy that incorporates direct movements in
large spaces into the graph, as illustrated by the graph representation presented in
Figure 2.3h.
1. In pass 1, any vertex v ∈ G0 such that v.size > splitRegionSize is split into
its constituent critical points to produce G1 (Figure 2.3d). splitRegionSize is a
user defined parameter and 15m2 has been used in the auto-generated graphs
presented in this chapter.
2. There are a number of vertices in G1 that are not necessary to reason about
human movement, such as node 3 while moving between nodes 7 and 8. In
this pass, graph G2 (Figure 2.3e) is produced by removing any vertex v ∈ G1
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that satisfies the following two conditions:
|adjacentNodes(v)| = 2 and
∀ u, w ∈ adjacentNodes(v), u 6= w [isVisible(u, w)]
3. Pass 3 aims to remove nodes in G2 that are too close to other nodes, as close
nodes can introduce unnecessary transitions in the system while mapping real
world locations to a graph node. This pass forms graph G3 by merging any
vertices u, v ∈ G2 that satisfy:
euclidDist(u, v) < vertexMergeDistance
where vertexMergeDistance is user-defined (set to 2m).
4. Some vertices u, v ∈ G3 may not be visible as the line-of-sight path may
skim a wall in the environment, such as the edge between nodes 10 and 12 in
G3 . Pass 4 produces graph G4 (Figure 2.3g) by nudging every vertex v ∈ G3
to any randomly selected point within a -neighborhood ( = 0.25m) that
maximizes its visibility |visibleNodes(v)|.
5. Multiple close edges are irrelevant for reasoning about human motion. In
G4 , when a human moves right from node 11, it is unnecessary to have a
direct edge to node 12, and the movement can be captured by transitioning
through node 13. Pass 5 removes any edge euv in G4 that can be represented
by a suitable combination of other edges:
pathDist(u, v, G4 \ {euv }) ≤ edgeMergeFactor × euclidDist(u, v)
where edgeMergeFactor is another user defined parameter set to 1.05. Figure 2.3h shows the final graph G5 .
Additional examples of the result of this procedure appear in Figure 2.6.
Irrespective of whether a graph of the environment has been constructed by hand or
by any automated means, it can be used in the problem formalization, as described
in the next section.
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2.4

Problem Formalization

Given a graph representation of the environment, along with the start and
goal locations for a human requesting navigational assistance, a solution to the
multi-robot guidance with instantaneous robot motion problem needs to choose locations (i.e. graph vertices) where navigational assistance should be provided to the
human in order for him to reach his goal. Solutions are evaluated based on how
well they minimize the overall distance traveled by the human before reaching the
goal. Our desiderata for such a solution are presented below:
• The solution should reason about the uncertainty in the human’s movement
from one graph node to an adjacent one, and avoid situations that result in a
significant probability of the human making a costly mistake.
• The solution should be reactive as the human moves around in the environment, and only instantaneously move robots when necessary to direct the
human.
Furthermore, the maximum number of times assistance can be be provided to
the human is limited by a problem-defined parameter, emulating the constraint that
only a few robots will be available close to the human to aid him in a more realistic
setting. The system provides assistance at a particular location by instantaneously
moving a robot to that location to assist the human once the human approaches that
location. Each robot can direct a human by displaying a directed arrow on its screen
(Figure 2.1b), and there may be some uncertainty as to how this information will be
interpreted by the human. In the following section, we formalize this problem as an
MDP.
2.4.1

MDP Formulation

In this section, we frame the multi-robot guidance with instantaneous robot
motion problem as an episodic Markov Decision Process (MDP). This MDP defines
the choices the system can make for placing robots and directing people, and treats
the choices of the human moving around in the system as part of the environment’s
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transition function. Once the MDP has been framed, any MDP solver can be used
to compute an optimal or approximate policy for placing robots. We use Value
Iteration (Sutton and Barto, 1998) to find this policy.
Given a topological graph g and a goal node ngoal , we define the MDP as
a
a
M = hS, As , Pss
0 , Rss0 i, where S represents the environment’s state space. As is
the set of actions the system can take at all states s ∈ S, where actions control
placing robots around and directing people, and P and R are the transition and
reward functions, respectively. The following sections define these elements of the
MDP in detail.
State
Each state s ∈ S is represented by the 6-tuple hcurNode, curDir, nextRobotLoc, directToDir, robotsLeft, ngoal i. All members of the state tuple are discrete and
described below:
1. curNode is the node in the topological graph g = hNg , Eg i, mapped from
the human’s current physical location. curNode can take any value in Ng .
Any state s where s.curNode is the goal node ngoal is considered terminal.
2. prevNode is the node mapped from the human’s previous location in the
environment, and provides an estimate of the human’s direction of motion.
At the start of an episode, it is initialized to the same location as curNode, and
subsequently updated once the human moves to a new graph node (explained
in Algorithm 1, Line 18).
3. nextRobotLoc - A robot can be present at any node visible from curNode,
and nextRobotLoc tracks if and where such a robot exists. It assumes any
value in:
{NONE} ∪ visibleNodes(curNode) \ {curNode}
It is sufficient for nextRobotLoc to track one robot only as only one robot is
required to serve as the human’s next objective. curNode is excluded from
the set of possible values as the case where a robot is present at the current
node is handled by directToDir, allowing the MDP formalization to support
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using a robot at the person’s current location to direct the human to another
robot visible from the human’s current location.
4. directToDir - Once the human reaches a robot, the system uses that robot to
direct the human in a given direction. directToDir reflects whether the current
node contains a robot, and if that robot has been assigned an adjacent node
towards which it will direct the human. directToDir assumes any value in:
{NONE, UNASSIGNED} ∪ adjacentNodes(curNode)
5. robotsLeft is the number of robots left to be placed. It can take any value in
{0, 1, . . . , maxRobots}, where maxRobots is a problem-dependent parameter
specifying the maximum number of robot placements that can be performed.
6. ngoal is the human’s goal. While the goal location for a human never changes
within an episode, representing the goal location as part of the state allows
offline planning to be performed for all goals, prior to assisting a human.
Actions
There are 3 different types of actions that the system can perform, and
at each individual state, a variable number of actions are available depending on
|adjacentNodes(s.curNode)| and |visibleNodes(s.curNode)|.
1. placeRobot(v) - Placing a robot provides the human with his next objective. The system can place a robot at any location v visible from the current
location, and the following actions are available at state s ∈ S:
{placeRobot(v) : v ∈ visibleNodes(s.curNode)}
placeRobot(v) can only be taken if s.robotsLeft > 0. The transition to the
next state s0 is deterministic and s0 = s except the number of robots left to
be placed is one less (s0 .robotsLeft = s.robotsLeft − 1). There are additional
conditions depending on the choice of v:
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• Case 1: v 6= s.curNode. The robot can only be placed if a robot is not
visible (s.nextRobotLoc = NONE). In the next state s0 , the system starts
tracking this robot (s0 .nextRobotLoc = v).
• Case 2: v = s.curNode. A robot can only be placed on the current node
if no robot is present already (s.directToDir = NONE). The next state s0
has s0 .directToDir = UNASSIGNED.
2. directHuman(v) - When a human reaches a robot, or a robot is assigned
to the human’s current location, the robot has yet to be assigned a direction
to direct the human (s.directToDir = UNASSIGNED). The system can only
take one of the following directHuman actions to guide the human towards
an adjacent node:
{directHuman(v) : v ∈ adjacentNodes(s.curNode)}
Once directHuman(v) is taken, the system deterministically transitions to a
next state s0 where the robot guides the human by displaying an arrow towards
v (s0 .directToDir = v).
3. wait - The system does not change the state of the system directly, but waits
for the human to move inside the environment. This action is nondeterministic, as the transition depends on the graph node to which the human decides
to move to. This is the only action where time moves forward.
Since time only moves forward in the wait action, the MDP formulation
presented in this section is semi-Markov (Howard, 2013).
Transitions
The placeRobot and directHuman actions are completely deterministic and
transition to a known state. Defining the transition function when the wait action
is taken is considerably more complex, as it depends on how a human decides to
move in the environment, and a model of human motion in the presence of guiding
robots is required. Throughout this dissertation, we use hand-code models of hu24

man movement, and the specific model used during the evaluation presented in this
chapter will be discussed in Section 2.4.2.
Algorithm 1 State transition when a human moves
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:

s ← Current State, s0 ← new State()
nextNode ← Graph node after human movement
if s.nextRobotLoc = NONE then
s0 .directToDir ← NONE
s0 .nextRobotLoc ← NONE
else
if s.nextRobotLoc = nextNode then
s0 .directToDir ← UNASSIGNED
s0 .nextRobotLoc ← NONE
else if s.nextRobotLoc 6∈ visibleNodes(nextNode) then
s0 .directToDir ← NONE
s0 .nextRobotLoc ← NONE
else
. the case where tracked robot is still visible
0
s .directToDir ← NONE
s0 .nextRobotLoc ← s.nextRobotLoc
end if
end if
s0 .prevNode ← s.curNode
s0 .robotsLeft ← s.robotsLeft
s0 .curNode ← nextNode
s0 .ngoal ← s.ngoal

When a human moves to an adjacent node nextNode, the movement is represented as a transition to a unique MDP state s0 , which we compute as explained
in Algorithm 1. If no robot was visible in s, it is impossible for any robots to be
present in s0 (Lines 3-5). On the other hand, if a robot was visible to the human in
s and at a location adjacent to curNode, the human may have transitioned to that
graph node in s0 . In this situation, the system updates directToDir to reflect that
a robot without an assigned direction is present (Lines 7-9). The human may also
move such that a previously visible robot is no longer visible, and the system stops
tracking that robot (Lines 10-12). If that robot is still visible, the system continues
to track it (Lines 13-15). The human’s previous and current locations are updated
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based on the value of current location in the previous state and nextNode, and the
goal and number of robots remain unchanged (Lines 18-21).
Rewards
A transition reward simply reflects the distance traveled by the human when
the system goes from s to s0 :
a
Rss
0 = −euclidDist(s.curNode, s’.curNode)

By this reward formulation, the optimal MDP solution minimizes the expected distance traveled by the human. Additionally, a reward is non zero if and only if the
wait action is taken and a human moves in the environment:
a
Rss
0 6= 0 ⇐⇒ a = wait

2.4.2

Human Decision Model

The human decision model needs to account for transitions to adjacent graph
vertices under the influence of guiding robots (nextNode in Algorithm 1). This
model can then be used to define the transition function of the MDP when the
wait action is taken. A fully realistic human decision model should be stochastic
and determined empirically by recording the decisions that real people make when
moving around real maps. In this dissertation, we do not focus on learning such a
model from real human data, and leave that as future work. Instead, in this section,
we present a hand-coded human decision model that will be used to define the
transition function.
This hand-coded model was constructed after initial empirical observations
of the behavior of real humans controlling simulated avatars in the presence of guiding robots in a simulation environment. This simulation environment is described
in detail in Section 5.2.3. Once constructed, this hand-coded model was used as is,
or with minor modifications, in all experiments presented in this dissertation.
The model computes transition probabilities according to these 2 cases:
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• Case 1: s.nextRobotLoc 6= NONE. If the human sees a robot clearly visible
from the current node, then it is expected that the human moves towards that
robot. We define a robot as being clearly visible when it lies in the visibility
cone by satisfying the following condition:
absAngleDiff(expDir, nodeAngle(s.prevNode, s.curDir)) < π/3,
where expDir = nodeAngle(s.curNode, s.nextRobotLoc). If this condition is
true, then we compute the likely adjacent node v the human should transition
to as:
v = arg min(absAngleDiff(expDir, wAngle)), where
w∈W

wAngle = nodeAngle(s.curNode, w) and
W = adjacentNodes(s.curNode).
In case a robot is additionally present at the current node and points to v, or
is not present (s.directToDir = v or s.directToDir = NONE), then the model
states that with 99% probability the human moves to v. Figure 2.4a illustrates
the case where no robot is present at the human’s current location, and a robot
is visible in the human’s visibility cone.
On the other hand, if a robot at the current node does not point to v (i.e.
in the direction of a robot further up that the human can clearly see), the
human is presented with a confusing situation. In this case, the model splits
99% probability evenly between v and s.directT oDir. The remaining 1%
probability is split evenly among all outgoing edges to give each transition a
finite probability.
• Case 2: s.nextRobotLoc = NONE. If no robot is present at the current node
(s.directToDir = NONE), then the human is expected to continue moving in
the current direction of motion, i.e. the expected direction of motion (expDir)
is nodeAngle(s.prevNode, s.curNode). Alternatively, if a robot is present at
the current node and directing towards an adjacent node (s.directToDir 6=
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(a) Visible robot at node 12

(b) No Robots

Figure 2.4: Transition probabilities using the hand-coded human decision model
after the human has already transitioned from node 8 to node 9. Figure 2.4a shows
that the transition distribution is heavily in the favor of node 12 if a robot is visible
there (illustrated via a red square at node 12). On the other hand, Figure 2.4b shows
more variation if no robots are present.

NONE), then the human is expected to move towards that adjacent node along
the direction:
expDir = nodeAngle(s.curNode, s.directToDir)
If there are multiple adjacent nodes in the direction of expDir, there may
still be some uncertainty about the node the human decides to move to. The
hand-coded model simulates this uncertainty by assigning a weight weightv
to every outgoing transition to adjacent node v ∈ adjacentNodes(s.curNode)
as:
edgeAngle = nodeAngle(s.curNode,
v)


weightv = exp − absAngleDiff(edgeAngle,expDir)
2σ 2

2

where σ 2 = 0.1 controls the spread of the Gaussian function. 90% of the
transition distribution is assigned using edge weights {weightv }, and the remaining 10% is split evenly among all outgoing edges to give each transition
a positive probability. Figure 2.4b illustrates the transition probabilities in the
case where no robots are present to direct the person.
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2.5

Experiments

In this section, we first present a heuristic approach for solving the MDP
presented in the previous section. We then discuss how Value Iteration (presented
in Section 2.2.2) can be used to generate an optimal solution for the MDP. Finally,
we compare both approaches.
2.5.1

Heuristic Solution

The goal of this heuristic approach is to find the most suitable location along
the most likely path the human will follow from his current location. This path
can be calculated by determinizing the stochastic human decision model to its most
likely choice, and iteratively repeating this process unless the most likely choice
deviates too far from the direction of motion. In other words, given the human’s
current location and estimated direction of motion, we generate a likely path P ⊆ G
which is an ordered set of nodes representing the path the human is likely going
to traverse while walking as straight as possible. Algorithm 2 gives the precise
methodology for computing P , and this path is illustrated in Figure 2.5a.

(a) Likely Straight Path P

(b) Robot Placement

Figure 2.5: Figure 2.5a shows the likely path P that the human is expected to follow
starting at node 4 and pointing rightwards. With the goal at node 10, Figure 2.5b
shows that node 1 in p is closest to the goal. A robot is then placed at node 1 guiding
the human in the direction of the shortest path towards the goal.

Once the likely path P is available, the node n in P which is closest to the
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Algorithm 2 Heuristic for computing the likely path P
1: curNode ← Human’s current location (graph node)
2: prevNode ← Human’s previous location location (graph node)
3: curDir ← nodeAngle(prevNode, curNode) (radians)
4: P ← ∅
5: while true do
6:
P.insert(curNode)
7:
A ← adjacentNodes(curNode)
8:
diff ← Map(), dir ← Map()
9:
for all a ∈ A do
10:
dir[a] ← nodeAngle(curNode, a)
11:
diff [a] ← absAngleDiff (curDir, dir[a])
12:
end for
13:
nextNode ← arg min(diff )
14:
if diff [nextNode] > π/4 then
15:
break
16:
end if
17:
curDir ← dir[nextNode]
18:
curNode ← nextNode
19: end while
goal g is selected such that:
n = arg min(pathDist(p, g, G))
p∈P

A robot is then placed at node n to guide the human to the goal through the shortest
path, as shown in Figure 2.5b.
Furthermore, a robot is decommissioned when it is no longer required. This
situation can happen if the human successfully reaches the robot’s position and
moves forward, or if the human moves such that the placed robot is no longer visible. Once a robot is decommissioned, the algorithm is re-run to compute the next
placement for a robot if more placements are available.
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2.5.2

Using Value Iteration for solving the MDP

Given an MDP and a model of human motion in the presence of robots, a
a
complete description of the domain is available including the transition model Pss
0.
Any MDP solver can now be used to compute an optimal or approximate policy
for placing robots as a human moves around in the environment. We use Value
iteration (VI) (Sutton and Barto, 1998), explained in Section 2.2.2, to solve the
MDP optimally.
We set parameters explained in Section 2.2.2 as follows. We used  = 0.05m
and ran VI without any discounting (γ = 1). Additionally, V (s) was never allowed
to go below a threshold δ to speed up convergence. In states where no robots are left
to be placed, V (s) can be extremely low and take many iterations to converge. It is
sufficient to identify these states as being unfavorable by selecting a low enough δ,
set to -500m in experiments, and the following additional step was run after every
backup:
Vk+1 (s) = max(Vk+1 (s), δ)
On a fixed map, this value function and the corresponding policy π(s) can
be pre-computed offline for all possible goals beforehand, and then looked up as
needed.
2.5.3

Evaluation

The evaluation presented in this section compares the performance of the
heuristic policy with the optimal solution generated using Value Iteration. During
evaluation, the hand-coded model described in Section 2.4.2 is also used for generating stochastic transitions during evaluations, i.e. planning is performed with an
accurate model and the solution generated using VI is optimal. In Chapter 5, we
will describe experiments where real humans control simulated avatars in a highfidelity 3D simulator while being guided by simulated robots, and the human will
likely make transitions using distributions different than those used in the handcoded model. Consequently, any planning performed using a hand-coded model
will be performed using an inaccurate model.
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(a) Map 1

(b) Map 1 Results

(c) Map 2

(d) Map 2 Results

(e) Map 3

(f) Map 3 Results

Figure 2.6: Figure 2.6 shows different evaluation maps (each of size 48.8m ×
46.8m) and the average performance of the heuristic and VI approaches on these
maps with standard error bounds. The value above each set of bars indicates the ratio between the heuristic and VI solutions, and is bold when the difference between
the two approaches is significant using a two sample t-test with 95% confidence.
The black line indicates the performance of a human who always walks along the
shortest path to the goal.
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All evaluations in this experiment are made on the three maps shown in
Figure 2.6. The first map is a grid-like environment in which 2 or 3 robots should
be sufficient to guide the human to the goal. The second map introduces barricades
in this grid-like environment, thereby inducing a need for more robots. The third
and final map introduces some open spaces into the environment with the goal of
creating interesting transition dynamics as the human moves around.
The experiment was run by first generating 1,000 different problem instances
on each map. Each problem was set up with randomly selected start and goal locations as follows:
hstartNode, startDir, goalNodei, startNode 6= goalNode
Each problem instance was further split into 5 separate sub-problems by setting the
maximum number of robot placements (maxRobots) to every value ∈ {1, . . . , 5},
and every sub-problem was evaluated once each with the agent using either the VI
or the heuristic solution. startNode, startDir and maxRobots were used to compute
the system’s state s at the start of each episode.
Since the distance between start and goal in each problem is variable, it is
necessary to normalize the agent’s distance in each problem before this information
can be aggregated. We normalize the distance the agent travels in each problem
by the shortest distance between startNode and goalNode for that problem (i.e.
pathDist(startNode, goalNode, G)). These normalized distances have been averaged across all problem instances to produce the plots shown in Figure 2.6.
Results from map 1 in Figure 2.6b show that as expected, both the VI and the
heuristic solution reach a normalized distance close to optimal once three robots are
available for placement. In a grid-like environment 2 robots are sufficient to guide
the person to the goal node, and a final robot is placed at the goal node itself by both
approaches to entice the human to walk towards it. The difference in performance
between the approaches when only a single robot is available is because the VI
solution is much better at reasoning about human movement, and an example is
illustrated in Figure 2.7.
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(a) Heuristic - Map 1

(b) VI - Map 1

Figure 2.7: Figure 2.7a shows that in the situation where the goal is at 32 and the
human is currently moving upwards at node 41. The heuristic solution immediately
directs the human to the goal by placing the last remaining robot at 41 itself. In
a large majority of cases, the human misses the goal. On the other hand, VI reasons about human movement and waits for the person to naturally turn right before
directing him to the goal at node 46.

When barricades are introduced in Map 2, the VI approach significantly
outperforms the heuristic solution which runs out of robots to place. On average,
the heuristic solution would require 9 robots to achieve the same expected distance
as that of the VI solution with 5 robots. With an insufficient number of robots being
available, it becomes necessary to reason about human movement so that robots are
only placed at strategic locations. With large open spaces in Map 3, the VI approach
is much better at realizing that simply placing a robot with a directional arrow when
a person enters an open space is insufficient to guide the person towards the intended
exit from the space. Consequently, the VI approach typically also places a robot at
this exit to ensure that the human walks towards it.
We have now demonstrated how the optimal solution to the MDP formulation can outperform simpler heuristic approaches to solving this problem. Next, we
briefly review all the work described in this chapter.
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2.6

Summary

In this chapter, we have motivated the multi-robot human guidance problem,
and introduced the multi-robot human guidance with instantaneous robot motion
problem. This problem has been formulated as an MDP using a hand-coded model
of human motion and this MDP has been solved to generate an optimal policy for
placing multiple robots in an environment to efficiently guide a human. Our MDP
formulation uses a topological graph representation of the environment, and we
have discussed this representation and one means of how such a representation can
be constructed in an automated manner.
Next, in Chapter 3, we discuss some approximate anytime techniques for
solving multi-robot human guidance MDPs that do not require any offline preplanning, and demonstrate how these approximate techniques can achieve performance
close to Value Iteration (which requires preplanning). Having real-time techniques
that do not require preplanning is a crucial step to solving the complete multi-robot
human guidance problem, discussed in Chapter 4, as the state-action space in that
MDP formulation is too large for Value Iteration to compute an optimal policy in
any reasonable amount of time prior to execution. The complete multi-robot human
guidance problem removes the six assumptions enumerated in Section 2.1, and is
sufficiently realistic to be directly used as the underlying problem framework for a
real multi-robot guidance system.
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Chapter 3
Biased backpropagation in MCTS planning
This chapter describes biased backpropagation applied to Monte Carlo Tree
Search (MCTS) planning techniques.1 In Section 2.2, we explain how a problem
requiring probabilistic planning can be formulated as a Markov Decision Process
(MDP) (Sutton and Barto, 1998), and how Value Iteration (VI) (Bellman, 1957)
can be used to generate an optimal policy given an MDP. More recent approaches
such as RTDP (Barto et al., 1995) and LAO* (Hansen and Zilberstein, 2001) can
solve MDPs more efficiently than VI by restricting traversal of state-action space.
While these approaches require access to a full declarative model of an MDP,
Monte Carlo Tree Search (MCTS), or specifically Upper Confidence Bound in
Trees (UCT) (Kocsis and Szepesvári, 2006), is an anytime planning algorithm designed for approximately solving MDPs that only requires generative samples from
the MDP. UCT was first popularized due to excellent performance in Computer
Go (Gelly and Wang, 2006; Chaslot et al., 2008), and it has also performed well
in large Partially Observable MDPs (POMDPs) (Silver and Veness, 2010). The
PROST planner (Keller and Eyerich, 2012), based on UCT, won the probabilistic
track of the International Planning Competition (IPC) in 2011 and 2014.
In this chapter, we explore how complex backup techniques, a longstanding
focus of the Reinforcement Learning (RL) literature that has not previously been
considered in MCTS, can improve the performance of MCTS in some domains.
In the original MCTS algorithm, the long-term expected return of taking an action is averaged using Monte Carlo backups. In contrast, it has been demonstrated
that complex backup strategies can speed up convergence of value estimates in RL
problems. Such complex backup strategies include the λ-return (Sutton, 1988), γ1
Published in ‘Piyush Khandelwal, Elad Liebman, Scott Niekum, and Peter Stone. On the analysis of complex backup strategies in monte carlo tree search. In International Conference on Machine
Learning (ICML), 2016 (Khandelwal et al., 2016)’. Piyush was responsible for implementing the
algorithms presented in this chapter and generating all empirical results. Other authors contributed
to many useful research discussions, apart from jointly authoring and editing the paper.
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return (Konidaris et al., 2011), and the Ω-return (Thomas et al., 2015), where the
last two approaches are parameter free.
The main contributions presented in this chapter are four novel MCTS variants which utilize the λ-return and γ-return complex backup strategies for value
backpropagation in MCTS. In this chapter, we first evaluate these MCTS variants
on independent probabilistic planning benchmarks from the IPC. We show that one
proposed parameter-free backup strategy, MaxMCTSγ , performs equivalently to
or better than Monte Carlo backups in all benchmarks. Another novel strategy,
MaxMCTS(λ), performs better than all other backup strategies when an appropriate value of λ is selected. Next, we also study how domain structure influences
performance of backup strategies in a grid-world domain, shedding some light on
the empirical results presented in this chapter. Once these evaluations on independent benchmarks are complete, we demonstrate that MaxMCTS(0) achieves near
optimal performance in the multi-robot guidance with instantaneous robot motion
MDP described in Chapter 2. Unlike VI, MaxMCTS(0) does not require any computation prior to execution.
The remainder of this chapter is organized as follows. We first present a general overview of MCTS in Section 3.1, followed by how complex backup strategies
can be applied to MCTS in Section 3.2. We then empirically evaluate and analyze
different backup strategies using benchmark domains in Section 3.3. In Section 3.4,
we demonstrate how bias can improve performance in the multi-robot guidance
problem. Finally, we summarize the chapter in Section 3.5.

3.1

Background - Monte Carlo Tree Search

Given a simulator or a generative model of the environment, Monte Carlo
Tree Search (MCTS) is an anytime algorithm that runs simulations to estimate the
action at the current state that produces the highest return, i.e. the cumulative reward over the planning horizon. MCTS maintains a tree structure to store information about state-actions it has encountered while performing simulations, with
the root node of the tree representing the current MDP state. Algorithm 3 outlines
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the pseudocode for MCTS planning. Within every simulation, there are 4 separate
phases:
• Selection - An action selection strategy is recursively applied at all nodes in
the simulation trajectory starting from the root node (Line 9). Strategies aim
to restrict search to more important regions of the state-action space, and are
outlined later in this section. If a state has not been previously visited, then
the action is chosen according to some default policy (Line 7), which can be
randomized or designed using expert knowledge.
• Simulation - Once an action is selected, a generative model of the domain is
used to generate a transition to the next state (Line 11). The process of Selection and Simulation are interleaved to generate a trajectory. A user-specified
parameter called planHorizon controls the trajectory length (or MCTS tree
depth). This horizon is useful in domains where termination is rare.
• Expansion - The search tree is expanded using one or many new states encountered while simulating. The number of new states added per simulation
can be parametrized, and is typically set depending on memory constraints.
Since there are few planning simulations in all problems discussed in this
dissertation, all new states are added to the search tree (Line 12) to speed up
convergence.
• Backpropagation - The trajectory is stored via a stack (Line 13), and the return estimates of encountered state-actions are updated via a backup strategy
(Line 16). We study different backup strategies in Section 3.2.
Once planning is complete, the action that maximizes the return at the current state s is selected as:
a = arg max[rootNode.Qs,a ],

(3.1)

a

where rootNode.Qs,a (i.e. Q(s, a)) represents the long-term expected value for action a. When the agent takes this action and reaches a new system state ns, the
planning process is repeated before taking the next action. Additionally, the ap-
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Algorithm 3 MCTS starting at state s
1: rootNode ← initNode(s)
2: for sim ∈ {1, . . . , numSimulations} do
3:
node ← rootNode
4:
trajectory ← new Stack
5:
while trajectory.size() < planHorizon and notTerminal(node) do
6:
if node.ns = 0 then
7:
a ← defaultAction(node)
8:
else
9:
a ← selectAction(node)
10:
end if
11:
hns, rewardi ← simulate(node, a)
12:
nextNode ← getNode(node, a, ns)
13:
trajectory.push(node, a, reward)
14:
node ← nextNode
15:
end while
16:
BACKPROPAGATE(trajectory)
17: end for
propriate sub-tree from the previous search can be used to bootstrap search at this
new system state. Next, we present two action strategies used in the evaluations
presented in this chapter.
Uniform Action Selection
The planning action is selected randomly from the set of all K actions available at state s that have been tried least. The probability of selecting action a is:
(
1/K node.na ≤ node.na0 ∀ [a0 6= a]
pa =
.
0
otherwise
Since uniform action selection is parameter free and does not depend on backpropagated values, using it for action selection during evaluation allows us to compare
different backup strategies without action selection affecting the outcome.
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UCT Action Selection
The UCB1 algorithm is popular for action selection in MCTS, and the resulting MCTS algorithm is known as Upper Confidence bounds for Trees (UCT) (Kocsis and Szepesvári, 2006). In UCT, uniform action selection is performed until each
action at a given state node is selected once, and subsequent actions are selected as:


s

a = arg max node.Qs,a + cp
a


ln(node.ns ) 
,
node.na

where node.ns is the number of visits to node, node.na is the number of times action a was previously selected during planning at this node, node.Qs,a is the current
√
expected long term reward for taking action a, i.e. Q(s, a), and cp = 2 when the
MDP rewards are scaled between 0 and 1. cp can also be tuned empirically to yield
better performance by better balancing exploration versus exploitation, especially
when the number of simulations is small.

3.2

Complex Backup Strategies

In this section, we briefly revisit complex backup strategies as applied in
RL problems (Sutton and Barto, 1998; Konidaris et al., 2011). We then formally
describe how these backup strategies can be applied to MCTS.
Monte Carlo RL algorithms use the full return from a sample trajectory to
update a given state-action value estimate. A sample of the state-action value estimate, i.e. the return sample, is computed as:
RsMC
=
t ,at

L−1
X

γ i rt+i ,

(3.2)

i=0

where ai is the action taken at state si to yield reward ri and a transition to state
si+1 . State st+L is terminal, and γ is the MDP discount factor.
In contrast, SARSA (Sutton and Barto, 1998), a Temporal Difference (TD)
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learning approach, uses an on-policy backup that bootstraps a one step reward transition with existing state-action value estimates. In SARSA, this one-step return
sample is computed as:
= rt + γQst+1 ,at+1 ,
RsSARSA
t ,at

(3.3)

where Qs,a is the value estimate for hs, ai, i.e. Q(s, a).
Both the Monte Carlo and SARSA return samples can be described using a
single generalized n-step return sample, assuming the Q-value at the terminal state
Qst+L,a = 0:
n−1
X
(n)
Rst ,at =
γ i rt+i + γ n Qst+n ,at+n ,
(3.4)
i=0
(n)

where Rst ,at is equivalent to the Monte Carlo return sample (Equation 3.2) when
n = L, and it is equal to the SARSA return sample (Equation 3.3) when n = 1.
Instead of using either the Monte Carlo or the one-step return sample to estimate the state-action value estimate Qst ,at , learning algorithms that employ complex backup strategies update the estimate using a combination of all n-step returns.
This combined complex return sample RsCt ,at can be described as:
RsCt ,at

=

L
X

wn,L Rs(n)
,
t ,at

(3.5)

i=1

P
where wn,L is the weight assigned to the n-step return sample, Ln=1 wn,L = 1, and
L is the length of the trajectory. Different complex backup strategies use a different
combination of weights, as follows.
SARSA(λ) (Rummery, 1995) is one such complex backup learning algorithm that uses the λ-return to update state-action value estimates. λ is a userdefined parameter (0 ≤ λ ≤ 1) that sets the different weights as:
λ
wn,L

(
(1 − λ)λn−1 1 ≤ n < L
=
.
λL
n=L
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(3.6)

TDγ (Konidaris et al., 2011) is another complex backup learning algorithm
which uses the parameter-free γ-return to update state value estimates, and defines
the following weights to compute the complex return in Equation 3.5:
γ
wn,L

P
( ni=1 γ 2(i−1) )−1
,
= PL Pn
2(i−1) )−1
n=1 (
i=1 γ

(3.7)

where γ is the MDP discount factor. While TDγ was originally designed to estimate
state values (V (s)), the weights used in the complex return can also be applied to
estimate state-action values (Q(s, a)).
It should be noted that the weights used by the λ-return are not statistically
sound, since weights should depend on the variance of each n-step return, whereas
the γ-return is more statistically principled (Konidaris et al., 2011). However, the
λ-return is mathematically more convenient to implement than the γ-return and is
thus more commonly used.
The returns defined in Equation 3.4 and Equation 3.5 describe on-policy
value estimation, i.e the state-action value estimates reflect the planning/exploration
policy. Since action selection after planning is greedy (see Equation 3.1), an offpolicy approach such as one based on Q-Learning (Watkins, 1989) may produce
better results. In contrast to SARSA, Q-Learning uses the following one-step offpolicy bootstrapped return:
RsQt ,at = rt + γ max Qst+1 ,a .
a

(3.8)

Similar to Equation 3.4 and Equation 3.5, we can construct a generalized
off-policy n-step return MaxR s(n)
and complex return MaxR C
st ,at as:
t ,at
MaxR (n)
st ,at

=

n−1
X

γ i rt+i + γ n max Qst+n ,a , and
a

i=0

MaxR C
st ,at

=

L
X

wn,L MaxR (n)
st ,at .

(3.9)

(3.10)

i=1

Using the weights for the λ-return from Equation 3.6 with the off-policy
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complex return described in Equation 3.10 leads exactly to Peng’s Q(λ) off-policy
learning algorithm (Peng and Williams, 1996). Similarly, the weights for the γreturn from Equation 3.7 with the off-policy complex return yields an off-policy
γ-return based approach.
We have now described 4 different backup strategies: λ-return, off-policy
λ-return, γ-return, and off-policy γ return. Next, we describe how these strategies
can be incorporated within the MCTS framework to produce 4 different variants
called: MCTS(λ), MaxMCTS(λ), MCTSγ , and MaxMCTSγ , respectively. These
algorithms combine the tree structure and planning horizon of MCTS with different value backup strategies. By doing so, these proposed algorithms bridge a gap
between the general problem of value estimation in reinforcement learning, and the
advantages of accelerated exploration and planning in MCTS.
3.2.1

MCTS(λ) and MaxMCTS(λ)

After each planning trajectory in the MCTS tree is carried out to termination,
the value of each state-action encountered within the trajectory needs to be updated
(Algorithm 3, Line 16). This process, using the λ-return, is described in Algorithm 4. Due to the nature of the λ-return, the update rule for every state can make
use of a single cumulative return q backpropagated up the tree (Line 5), where q is
equivalent to (Max )RsCt ,at . The number of state and state-action visits are stored for
UCT action selection (Lines 3-4). The state-action value is updated via averaging
(Line 7).
In MCTS(λ), λ is used to interpolate between the current cumulative return and the existing Q-value of that state-action (Line 9), effectively updating each
state-action using Equations 3.4, 3.5, and 3.6. In contrast, MaxMCTS(λ) interpolates the current cumulative return with the max Q-value at that state (Line 11),
effectively updating each state-action in an off-policy manner using Equations 3.9,
3.10, and 3.6. When λ = 1, backpropagation in both algorithms is the same and
equivalent to Monte Carlo backups.
Given these two algorithms, we expect that the performance of MCTS(λ)
would not vary much with λ. Since the number of planning simulations is limited,
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Algorithm 4 BACKPROPAGATE(trajectory) for λ-return.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

q←0
. Backup Value/Complex Return (Max )RsCt ,at .
for hnode, a, ri = trajectory.pop() do
node.ns ← node.ns + 1
node.na ← node.na + 1
q ←q+r
δQ ← q − node.Qs,a
node.Qs,a ← node.Qs,a + (δQ /node.na )
if MCTS(λ) then
q ← (1 − λ)node.Qs,a + λq
else
. MaxMCTS(λ)
q ← (1 − λ) maxa0 |node.na0 6=0 [node.Qs,a0 ] + λq
end if
end for

the number of visits to a state-action pair further down the tree can often be fairly
low, and the state-action value estimate Q(s, a) may not be informative. In contrast,
the performance of MaxMCTS(λ) is likely to vary more with λ if another action at
a tree node has significantly higher value.
In MaxMCTS(λ), the eligibility parameter λ balances Monte Carlo (λ = 1)
and Max Monte Carlo (λ = 0) updates. At λ = 0, with the action selection strategy
as UCT, MaxMCTS(λ) is equivalent to MaxUCT (Keller and Helmert, 2013). In
Max Monte Carlo backpropagation, even if an exploratory action is taken at a given
state node, the value of the action with the highest expected reward is propagated
higher up in the tree minimizing the effect of exploratory actions. The backup
diagrams for both MCTS(λ) and MaxMCTS(λ) are illustrated in Figure 3.1 to show
how λ affects value estimation in the MCTS tree.
3.2.2

MCTSγ and MaxMCTSγ

MCTSγ and MaxMCTSγ mirror MCTS(λ) and MaxMCTS(λ), respectively,
with two main differences. First, the rule updating state-action value estimation
uses the γ-return (Equation 3.7) instead of λ-return (Equation 3.6) while computing
the complex combined return. Second, unlike the λ-return approaches, the γ-return
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Figure 3.1: Backup diagram for MCTS(λ) and MaxMCTS(λ) (in the style
of (Sutton and Barto, 1998)). The figure demonstrates how the complex return
(Max )RsCt ,at is computed in the MCTS tree using the weights for the λ-return
(Equation 3.6). Each individual term represents an n-step return using Equation 3.4
and Equation 3.9 for on-policy and off-policy update, respectively. MCTSγ and
MaxMCTSγ have similar backup diagrams, except weights for the γ return Equation 3.7 are used.

cannot be implemented using a single cumulative return that is backpropagated up
the tree, and all n-step returns must be computed.
Pseudocode for implementing both MCTSγ and MaxMCTSγ is presented
in Algorithm 5. The algorithm keeps track of all n-step returns (Lines 8, 14, and
16), and then uses the weights for the γ-return to compute the combined return
sample (Line 9). The Q-value estimate is then updated using sample averaging
(Lines 11-12). Lines 13-17 differentiate between on-policy (MCTSγ ) and off-policy
(MaxMCTSγ ) updates by varying whether (i) the state-action value estimate, or
(ii) the max state-action value estimate at that state, respectively, is used while
computing the n-step return.
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Algorithm 5 BACKPROPAGATE(trajectory) for γ-return.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:

3.3

(n)

nreturns ← new List
. List of (Max )Rst ,at .
L←1
. Trajectory length from current node.
for hnode, a, ri = trajectory.pop() do
node.ns ← node.ns + 1
node.na ← node.na + 1
q←0
. Complex Return (Max )RsCt ,at
for i ∈ {1, . . . , L} do
nreturns[i] ← nreturns[i] + r
γ
q ← q + wi,L
× nreturns[i]
end for
δQ ← q − node.Qs,a
node.Qs,a ← node.Qs,a + (δQ /node.na )
if MCTSγ then
nreturns.insertStart(node.Qs,a )
else
. # MaxMCTSγ
nreturns.insertStart(maxa0 |node.na0 6=0 [node.Qs,a0 ])
end if
L←L+1
end for

Experiments - Benchmark Domains

We now empirically demonstrate that complex backup strategies introduced
in Section 3.2 can outperform Monte Carlo backups (i.e. MCTS(1)) in Monte Carlo
Tree Search planning in some domains, using benchmarks from the probabilistic
track of the International Planning Competition (IPC). We then perform experiments in a grid-world environment to better understand the relationship between
domain structure and backup strategy (Section 3.3.2).
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3.3.1

IPC Domains

IPC domains are described using RDDL (Sanner, 2010)2 , and parsed using
the RDDL parser available with the PROST planner (Keller and Eyerich, 2012).
Each IPC domain includes 10 problems with different complexities and reward
structures. For ease of analysis, only one problem of medium difficulty, problem 5
in all domains, is tested.
All the IPC domains have an intrinsic built-in horizon of 40 steps, i.e. states
are terminal if and only if 40 actions have been taken from the start, and MCTS
planning is performed until this horizon. Before taking each action, the agent plans
for 10,000 simulations (trajectories) while reusing the appropriate sub-tree from the
previous search. To evaluate the effect of backup strategies in isolation, planning
actions are selected using uniform action selection (Section 3.1).
Performance results for all domains are illustrated in Figure 3.2, and a subset
of these results is tabulated in Table 3.1. Domains in Figure 3.2 have been ordered
such that in the first set of six domains, MaxMCTS(λ) performs best with a low to
mid-range value of λ, and in second set of six domains, a λ close to 1, i.e. the Monte
Carlo backup, performs best. All results are averaged over 1,000 independent trials,
and Welch’s t-test (with p < 0.05) is used for significance testing.
There are several key observations we can make regarding the experimental results across the IPC domains. MaxMCTS(λ) with an appropriately selected λ
typically outperforms all other approaches, but typically also performs the worst if
λ is incorrectly selected. Optimal values of λ range from 0 (Elevators) to 0.3 (Recon) to 0.6 (Triangle Tireworld) to 0.7 (Academic Advising) to 1 (Skill Teaching).
As Table 3.1 shows, while the Monte Carlo (MCTS(1)) backup performs well in
many domains, MaxMCTS(λ) performs better with an intermediate value of λ in 3
domains, and λ = 0 in one domain.
2

Domains
are
available
at https://github.com/ssanner/rddlsim.
We use updated definitions for Recon and Skill Learning, as explained in
rddlsim/files/final comp/ERRATA.txt. In order to reduce the state-action space,
domain constraints have been added to collapse all actions which are equivalent to the null action in
that domain into to a single null action. These superfluous actions can also be removed analytically
using a declarative model of the domain (Keller and Eyerich, 2012).
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(a) Elevators

(b) Triangle Tireworld

(c) Recon

(d) Navigation

(e) Crossing Traffic

(f) Academic Advising

Figure 3.2: Results for the first set of 6 IPC domains show the performance of
different backup strategies when the action selection strategy was Uniform. Only
the standard error for MaxMCTS(λ) is shown as error bars for clarity; all methods
have comparable error bars.
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(a) Traffic

(b) Tamarisk

(c) Skill Teaching

(d) Game Of Life

(e) Wildfire

(f) Sysadmin

Figure 3.2 (Cont.): Results for the second set of 6 IPC domains show the performance of different backup strategies when the action selection strategy was Uniform. Please refer to Figure 3.2a for the legend.
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Domain

Monte Carlo

MaxMCTS(λ)

MaxMCTSγ

MCTS(λ)

MCTSγ

AA
CT
Elev
GOL
Nav
Recon
ST
Sysadm
Tam
Traffic
TT
Wildfire

-131.88
-22.27
-109.67
299.69
-37.27
0.0
8.07
614.09
-579.73
-49.22
40.78
-571.13

-127.78 (0.7)
-21.49 (0.4)
-83.95 (0.0)
299.69 (1.0)
-36.79 (0.8)
1.67 (0.3)
8.07 (1.0)
614.09 (1.0)
-577.62 (0.8)
-48.71 (0.9)
65.94 (0.7)
-551.25 (0.9)

-128.53
-22.4
-109.67
298.4
-36.87
0.53
6.16
610.43
-582.33
-48.77
64.19
-578.05

-131.69 (1.0)
-22.1 (0.4)
-109.67 (0.0)
299.97 (1.0)
-37.16 (0.5)
0.04 (1.0)
8.83 (1.0)
615.68 (1.0)
-573.07 (0.1)
-49.17 (1.0)
44.4 (0.7)
-515.8 (0.6)

-132.19
-22.5
-109.67
297.97
-37.3
0.0
9.29
614.33
-572.2
-49.16
40.11
-557.74

Table 3.1: Mean performance of different backup strategies for all 12 IPC domains.
A value is bold if it is significantly better than Monte Carlo, i.e. MaxMCTS(λ = 1).
A value is italicized if it is significantly better than MaxMCTSγ . The value in
parenthesis indicates the λ value at which the performance of MaxMCTS(λ) and
MCTS(λ) is reported.

As Figure 3.2 shows, and as hypothesized in Section 3.2.1, MCTS(λ) does
not show substantial difference in performance when λ is varied. In Table 3.1,
neither on-policy approaches, MCTS(λ) and MCTSγ , perform significantly better
than Monte Carlo.
MaxMCTSγ performs reasonably well when compared to Monte Carlo, especially in domains where MaxMCTS(λ) performs best with λ > 0.5. As shown in
Table 3.1, MaxMCTSγ always performs equivalently to or significantly better than
Monte Carlo (in Recon, Triangle Tireworld, and Academic Advising), and should
always be preferred. Since MaxMCTSγ is a parameter free approach for mixing
biased returns, unlike MaxMCTS(λ), it does not require selecting an appropriate λ
value. As a result, in situations when it may be computationally intractable to try
out many different backup strategies, i.e. many different values of λ, simply evaluating MaxMCTSγ and MaxMCTS(0) is likely sufficient for getting near-optimal
performance between one of these two proposed backup approaches.
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The results thus far clearly establish that the type of backup strategy used
in MCTS can significantly affect performance. One interesting question this result raises is how the magnitude of the backup strategy’s effect compares to that of
action selection. In fact, whereas conventional wisdom has been that using UCT
(Section 3.1) for action selection is the critical factor for improving performance
compared to uniform action selection, we find that at least in some domains, altering the backup strategy from the traditional MCTS(1) can improve performance
significantly more than changing the action selection strategy.
Figure 3.3 compares performance when UCT or a uniform strategy is used
for action selection in 4 IPC domains. The exploration/exploitation tradeoff parameter in UCT (cp ) is tuned via grid search. In Elevators (Figure 3.3a), the action
selection strategy has no impact on performance with a pure Monte Carlo backup
(MCTS(1)), whereas MaxMCTS(0) performs much better with either uniform or
UCT action selection. Similarly, in Recon (Figure 3.3b), uniform action selection
with MaxMCTS(0.3) significantly outperforms Monte Carlo (MCTS(1)) backups
with UCT. In other words, in domains similar to Elevators and Recon, selecting
an appropriate backup strategy different from pure Monte Carlo is more important than tuning the action selection strategy while performing pure Monte Carlo
backups. In Triangle Tireworld, UCT action selection improves performance of all
backup strategies, and in Skill Teaching, only the performance of inferior backup
strategies is improved.
Now that we have demonstrated that the choice of backup strategy can significantly impact performance, we compare the computational costs of different
backup strategies. Table 3.2 compares the average time per episode across 6 representative domains. Since each IPC domain has 40 action-selection steps per trial,
and 10,000 simulations are performed per selection step, these results represent the
cumulative time difference across 400,000 planning simulations. All the code is
implemented in C++ with an emphasis on implementing all backup strategies efficiently. In general, backpropagation takes between 15-25% of total planning time.
The overall difference in computational cost among different backup strategies is
less than 10%.
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(a) Elevators

(b) Recon

(c) Triangle Tireworld

(d) Skill Teaching

Figure 3.3: Results for 2 representative IPC domains show domain performance of
MaxMCTS(λ) and MaxMCTSγ with both uniform and UCT action selection. Only
the best performing UCT variants are illustrated.

Next, we study the connection between domain structure and choice of
backup strategy using a grid-world domain.
3.3.2

Grid World

It is evident from the results across the IPC domains that the same complex
backup strategy can lead to vastly different performance across domains. How is
domain structure linked to different performance for different backup strategies,
and can we use this structure to inform our choice of backup strategy? To shed
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Monte Carlo
MaxMCTS(λ)
MaxMCTSγ

Elev

Nav

Recon

ST

TT

Wildfire

196
202
202

95
107
98

246
252
250

225
230
224

176
192
190

638
676
694

Table 3.2: Average time per episode in seconds for different backup strategies given
a fixed number of planning simulations.

more light on these questions, we perform multiple tests on a controlled grid-world
environment, and obtain a deeper understanding of the MCTS mechanics given
different domain conditions.
All of our tests are conducted on a grid-world environment of size 9x9 which
has to be navigated by an agent, as depicted in Figure 3.4a. The agent’s start and
goal locations are fixed and labeled as S and G in the figure, respectively. The
domain supports 4 non-deterministic actions: up, down, left, and right with the
following transitions:
p(ns a |a, s) = 0.925, and p(ns a0 |a, s) = 0.025 | a0 6= a,
where a, a0 ∈ {up, down, left, right}, s is the agent’s current cell, ns a is the adjacent cell in direction a. If the agent is next to an edge, the probability mass of
moving into the edge is mapped into the current cell of the agent. When the agent
reaches the goal state, it is given a reward of +100, and all other actions result in a
reward of -1. The MCTS search depth parameter, planHorizon, is set to 100. Planning is done using 10,000 simulations with uniform action selection, and the search
trees are reused in subsequent planning and action selection.
Our main hypothesis regarding the performance of different backup strategies revolves around value estimation during exploration. More exactly, we believe
it is a matter of how many optimal or close-to-optimal trajectories exist in the tree.
In the grid-world environment, there are cases when there are a lot of paths in the
search tree that the agent can use to get to the goal. Consequently, using a Monte
Carlo backup produces the best results (Figure 3.4b, λ = 1 with no 0-reward termi53

nal states), as other backup approaches have a greater likelihood of getting stuck in
suboptimal trajectories due to an off-policy update.
On the other hand, if there are very few successful paths to the goal, then
averaging out multiple rollouts can easily drown value backups from rare close-tooptimal trajectories. We test this hypothesis by introducing a number of additional
terminal states, or barriers, between the start and goal locations in the grid formulation. These barriers are chosen at random from the grey cells in Figure 3.4a. If the
agent transitions to one of these cells, it receives a reward of 0, and the episode terminates. The average episodic reward obtained by MaxMCTS(λ) and MaxMCTSγ
as the number of terminal states varied is tabulated in Figure 3.4b.
When the number of obstacles is 0, Monte Carlo or MaxMCTS(1) significantly outperforms all other approaches. However, with only three obstacles,
the performance of MaxMCTSγ and MaxMCTS(λ ≥ 0.6) deteriorates sharply,
and MaxMCTS(0.4) significantly outperforms all other approaches. The deterioration in performance for MaxMCTS(λ) is inversely related with the number of
obstacles. At 9 obstacles, MaxMCTS(0.2) significantly outperforms all other approaches, and at 15 MaxMCTS(0) performs best (with a p-value of 0.075). The fact
that MaxMCTSγ behaves similarly to MaxMCTS(λ) with high λ conforms with our
observations from the IPC domains.
These results support our hypothesis. As reaching the goal becomes increasingly harder, it becomes necessary to retain more information from the few instances where the goal is reached. Off-policy complex backup strategies can retain
this information by repeatedly backpropagating the best subtree at a node instead
of the Monte Carlo backup value. In the general case, when there are few paths in
a domain that lead to good long term reward values, it may be more suitable to use
MaxMCTS(λ) with a lower value of λ. We can further corroborate this observation
by looking at the specific IPC domains where MaxMCTSλ with low λ values did
well, such as Elevators and Recon, where only a few successful trajectories exist.
In other words, these are domains where it is easier, given limited simulation experience, to learn a successful yet suboptimal trajectory fast, than to try and obtain a
statistically accurate estimate with high variance across multiple trajectories.
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(a) Grid

#0-Term

0

3

6

9

12

15

18

λ=1
λ = 0.8
λ = 0.6
λ = 0.4
λ = 0.2
λ=0

90.4
90.2
89.5
88.7
87.7
84.5

11.3
28.0
62.8
85.1
82.6
79.8

0.9
10.7
45.3
77.6
78.1
74.1

-1.3
5.9
30.6
62.2
69.9
67.0

-2.1
0.3
17.5
41.7
51.3
50.2

-2.2
-1.4
8.5
24.1
28.4
31.8

-2.2
-2.0
3.3
10.1
13.2
15.75

γ

90.1

25.7

15.3

13.2

8.2

4.7

2.3

(b) Varying 0-Reward Terminal States

Figure 3.4: The gray cells in Figure 3.4a indicate the cells that can become 0reward terminal states. Table 3.4b tabulates average episodic reward as the number
of 0-reward terminal states is varied. The highest performing backup strategy for
each domain setting is bold, and also italicized if significantly better than all other
column entries.
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We have now evaluated different backpropagation strategies in benchmark
domains to better understand why approaches different from pure Monte Carlo can
help achieve better performance in some domains. Specifically, in domains where
high reward trajectories are rare, such as the multi-robot guidance problem presented in Chapter 2, more bias during backpropagation can help the system converge quickly to good policies. In the following section, we evaluate the performance of different backpropagation strategies in this domain.

3.4

Experiments - Multi-Robot Guidance Problem

In Chapter 2, we described the multi-robot human guidance with instantaneous robot motion (IRM) problem, and we briefly summarize the salient features
of that problem here. In this problem, a human walking around in the environment
is provided directions by moving a robot instantaneously to his location. The number of times such assistance can be provided is limited by a user defined parameter
termed maxRobots. The behavior of the human is stochastic, and by providing assistance, the system can change the distribution over possible next states. The goal
of this problem is to help a human arrive at a particular goal destination.
In the IRM domain, the state-action space is small enough to optimally solve
it offline prior to evaluation using Value Iteration (VI) (Bellman, 1957). The results in this section will demonstrate that planning in the IRM domain performs
best when MaxMCTS(0) is the backup strategy, i.e. this domain requires a strong
amount of bias to be solved in real-time. Furthermore, we will demonstrate that
biased MCTS planning can achieve similar performance to the optimal policy generated using VI. This result is extremely valuable, as it helps justify using MCTS
for real-time planning in problems in the IRM domain where the environment is
too large for the problem to be solved offline in a reasonable amount of time. Furthermore, it will also help justify using MCTS planning in the complete multi-robot
guidance problem, discussed in Chapter 4.
When planning using MCTS in real time, planning is performed whenever
the system is waiting for the human to move in the environment. The IRM domain
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projects the location on a topological graph (see Section 2.3), and the human transitions from one node on this graph to an adjacent one while moving at a speed of
1m/s. Consequently, unlike the IPC and grid world domains, this leads to a variable
number of MCTS simulations per action selection step. Once an action is selected,
the previous search tree is discarded and not reused in subsequent planning.
In this section, we use MaxMCTS(λ) as the real time planning algorithm,
with UCT for action selection. Prior to comparing the performance of this planning
approach to the optimal policy produced using VI, we first tune UCT’s confidence
bound parameter cp and MaxMCTS(λ)’s bias parameter λ. Experiments in this section are performed on the topological environment depicted in Figure 2.6e. All results are averaged over 1,000 trials over randomly generated start and goal locations
of the human. Since the shortest distance between the start and goal location is different in each trial, all results are normalized against the shortest distance between
the human’s start and goal locations for that trial before results are aggregated, similar to empirical results presented in Section 2.5.
Fig. 3.5a shows the average normalized distance walked by the person to
reach the goal while varying λ and maxRobots with cp = 500. Irrespective of the
value of maxRobots, best performance is achieved when λ is close to 0. This result
confirms the results presented in the previous section using benchmark domains,
since the IRM domain has very few trajectories that lead the human to the goal, and
it is necessary to retain information about such trajectories when encountered by
heavily biasing value estimation.
Fig. 3.5b shows the performance at different confidence bounds when λ =
0. The results show that as expected, at low values of cp , MaxMCTS(0) fails to
explore sufficiently and performs poorly. The results show the best performance
with a confidence bound of cp = 500. Higher values produce a slight degradation
in performance due to over-exploration.
Table 3.3 shows the performance of MaxMCTS(0) with cp = 500 when
compared to the Value Iteration baseline. When MaxMCTS(0) is allowed to give
directions to the human at least four times, its performance is statistically indistinguishable from optimal (using Welch’s t-test with p < 0.05).
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(a) Varying λ

(b) Varying cp

Figure 3.5: Figure 3.5a and Figure 3.5b show the normalized distance traversed
by the human before reaching the goal at different parameter settings using a
red(worse)-green(better) heatmap.
maxRobots
MaxMCTS(0)
VI

1
3.8
3.46

2
1.78
1.70

3
1.40
1.24

4
1.19
1.14

5
1.15
1.12

Table 3.3: Average normalized distance traveled by the person from start to goal.
The VI result is in bold when it is statistically better than MaxMCTS(0).
The results show that the performance of an MCTS real time planning strategy can be tuned close to the precomputed optimal policy, when biased backpropagation is used. In Chapter 4, we continue to use MaxMCTS(0) for planning in
more complex domains where it is intractable for Value Iteration to precompute an
optimal solution. Next, we revisit the main contributions of this chapter.

3.5

Summary

In this chapter, we have introduced complex backup strategies within the
MCTS framework. Specifically, 4 novel MCTS variants are proposed: MCTS(λ),
MaxMCTS(λ), MCTSγ , and MaxMCTSγ . Using various benchmarks from the IPC,
we have demonstrated that the choice of backup strategy can have significant im58

pact on performance. One of the proposed approaches, MaxMCTSγ , is parameterfree and performs as well or better than Monte Carlo backups in all domains tested.
Another proposed approach, MaxMCTS(λ), outperforms all other proposed and existing MCTS variants. In many domains, an intermediate value of λ between 0 and
1 is necessary to obtain best performance, whereas existing algorithms are equivalent to using one of the extreme values. We have hypothesized that the backup
strategy MaxMCTS(λ) with a low value of λ outperforms other backup strategies
in domains where trajectories with high rewards are rare, and provided empirical
evidence to support this hypothesis.
We then demonstrated that biased backpropagation was necessary to improve planning performance in the multi-robot guidance with instantaneous robot
motion problem described in Chapter 2. Specifically, the MaxMCTS(0) backup
strategy, proposed in this chapter, performs best in this domain, reaching performance close to the optimal strategy.
The work presented in this chapter is generally applicable, and the analysis
and MCTS variants presented in this chapter is not limited to planning problems
presented in this dissertation. Planning with biased backpropagation can aid any
domain where prior computation is not possible due to the size of the state-action
space, and limited time is available for planning in real-time. In a music recommendation system that uses MCTS planning to select the next song to play given
a model of a user’s preferences, it has been found that the MaxMCTS(λ) approach
can give best performance at values of λ other than 0 or 1 (Liebman et al., 2017).
In the next chapter, we introduce the complete on-demand multi-robot coordination problem, which is the main problem formalization presented in this dissertation. In this complete problem, the state-action space is sufficiently large such
that Value Iteration cannot be used to precompute the optimal policy. Instead, we
use MaxMCTS(λ) to plan in real-time as guidance requests become available, and
demonstrate that MaxMCTS(λ) provides best performance in that domain at a value
of λ in between 0 and 1.
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Chapter 4
The Complete On-Demand Multi-Robot
Coordination Problem
In Chapter 2, we described a simplified version of the multi-robot human
guidance problem, with the main simplifying assumption being that robots can
move instantaneously to an assigned location. In that problem, we explored selecting locations in the environment where robots should be placed to guide a human. While the instantaneous motion assumption simplifies the problem by making
the robots’ current locations irrelevant, and the state-action space of the MDP gets
drastically reduced, this assumption also renders that problem formalization and
any solutions inapplicable in the real world.
In this chapter, we present a more complete version of this simplified problem, termed the on-demand multi-robot coordination problem, in which a centralized system is trying to solve one or many on-demand tasks in parallel with each
robot’s background tasks.1 .
An on-demand task is one which is not known a priori to the system, and
may require coordination from multiple robots to be efficiently completed. This
formulation incorporates each robot’s motion and travel time, and is thus more complex than the problem presented in Chapter 2. While an on-demand task does not
necessarily need to be guidance related, we only use human guidance as the ondemand task in empirical results presented in this dissertation. We call this resulting problem, where all on-demand tasks pertain to human guidance, the complete
1

Work presented in this chapter is published in part in ‘Piyush Khandelwal, Samuel Barrett, and
Peter Stone. Leading the way: An efficient multi-robot guidance system. In International Conference on Autonomous Agents and Multiagent Systems (AAMAS), 2015 (Khandelwal et al., 2015)’.
Piyush implemented the framework and algorithms, generated results, and primarily authored the
paper. Sam contributed to useful research discussions and assisted in authoring/editing this paper.
Work is also published in part in ‘Piyush Khandelwal and Peter Stone. Multi-robot human guidance: Human exper- iments and multiple concurrent requests. In International Conference on Autonomous Agents and Multiagent Systems (AAMAS), 2017 (Khandelwal and Stone, 2017)’
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multi-robot human guidance problem.
Along with dropping the assumption that robots can be teleported instantaneously in the environment, the MDP formalization presented in this chapter also
drops other assumptions enumerated in Section 2.1. In the MDP formalization presented in this chapter:
• More than one on-demand task can be solved concurrently.
• Robots are performing background service tasks, and solutions to the problem need to balance completing on-demand tasks quickly while not deviating
robots from their background tasks for an extended period of time. In Chapter 2, the role and utility of background tasks was ignored.
• The system can provide assistance to the human as many times as necessary,
in contrast to the MDP formalization in Chapter 2 where this number was
limited by a problem-specified parameter. In Chapter 2, this limitation was
emulating the difficulty of getting robots in position to assist a human; this
difficulty is modeled more accurately in this chapter by taking into account
each robot’s motion and travel time.
• In the complete multi-robot human guidance problem, the system can direct
the human to follow a robot to locations in the environment (see Figure 2.1a)
and use directional arrows to guide a human (see Figure 2.1b). In Chapter 2,
the system’s ability to provide assistance was limited to only the latter.
Using this MDP formulation, an automated system can allow a human to
follow a robot all the way from the start location to his goal. However, a single robot
may move slower than the people it guides, especially in large or crowded spaces.
In these situations, a multi-robot solution may provide a superior solution to human
guidance, by allowing the person to move at his own natural speed, rather than being
constrained by the speed of a guide robot. Rather than requiring a robot to stay with
the person, robots can be proactively sent to key locations in the environment where
the person is likely to need help next to get to his goal, and the human can be handed
off from one robot to the next using directional instructions. Such handoffs have
the potential of reducing the amount of time the human takes to reach his goal. In
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addition, handoffs may also reduce the overall time robots are occupied in helping
the human, allowing robots to return to their background tasks quickly.
Similar to Chapter 2, the stochastic transitions among states in the MDP
represent a human’s uncertainty in following navigational instructions from a robot.
In this chapter, we extend the human decision model presented in Section 2.4.2 to
account for both types of instructions depicted in Figure 2.1, where a robot can
either instruct a human to follow or direct the human to walk ahead in the specified
direction. The human decision model presented in this chapter will also account for
human behavior when the human moves from one floor to another.
In contrast to the MDP formalization presented in Chapter 2, the state-action
space of the MDP formalization presented in this chapter is much larger. Consequently, it is no longer possible to precompute the optimal solution using Value
Iteration (VI), as the possible combinations of robot locations, start location, and
goal location can be extremely high for even a small building. At the same time,
immediate action needs to be taken in order to allow the human to reach his goal as
quickly as possible. For this reason, we present approaches that use Monte Carlo
Tree Search (MCTS) planning techniques discussed in Chapter 3 to approximately
solve the MDP in real-time without any prior planning.
Along with approaches that use MCTS planning, we also evaluate the performance of two different heuristic baselines that have been specifically designed
for the complete multi-robot human guidance problem. In the first heuristic baseline, the robot that a human initially approaches for navigational assistance leads
him all the way to his goal (and we evaluate two different variants of this heuristic). The second heuristic baseline attempts to handoff the human from one robot
to another if certain prespecified constraints are met, and has been adapted from
solutions to the Pickup and Delivery Problem with Transfers (PDP-T) (Coltin and
Veloso, 2014).
This chapter proceeds as follows. In Section 4.1, we formalize the ondemand multi-robot coordination problem as an MDP. This formalization includes
a stochastic human decision model, extended from the one presented in Chapter 2,
as part of the transition function in Section 4.1.3. In Section 4.2, we present various
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approaches that produce a policy for solving this MDP in real-time, i.e. without
prior computation. Next, we perform thorough evaluation of all approaches under
different domain configurations in Section 4.3. Finally, we summarize the chapter
in Section 4.4.

4.1

Problem Formulation

When formulating an MDP (see Section 2.2.1 for an in-depth explanation
of MDPs), among the key representational decisions that need to be addressed are
how to represent the state and action spaces, which in turn determine the transition
function. In the multi-robot human guidance problem, the main source of uncertainty is the human’s motion. We thus construct the state and action spaces such
that this motion can be captured as the stochastic transition function among states
that can be influenced by robot actions. To this end, the MDP state in the multirobot human guidance problem needs to keep track of locations of all the persons
and robots in the environment, as well as the background tasks each robot needs
to perform. Actions in this MDP allow the system to proactively move robots to
complete on-demand tasks, as well as lead or direct humans to particular locations
in the case of human guidance (see Figure 2.1). The reward function captures the
two objectives of the on-demand multi-robot coordination problem: (i) completing
on-demand requests quickly, and (ii) reducing diversions from background tasks.
We now describe this MDP formalization, which makes use of the topological representation of environment locations, presented in Section 2.3, along with
various functions and variables defined there.
4.1.1

State Representation

The MDP state uses a factored representation. A state s can be expressed
using many different sets of factors:
s = sindependent × stask0 × · · · × staskn .
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Here, sindependent tracks various factors of the domain that are independent from each
individual on-demand task, such as information about each robot’s location, the
background task each robot needs to perform, and whether a robot has been diverted to assist in an on-demand task instead of performing its background task.
staski captures information specific to ith on-demand task being concurrently addressed, and n is the variable number of on-demand tasks that the system needs to
solve concurrently. n increases when the system accepts new on-demand tasks, and
decreases as these tasks are completed.
sindependent comprises the following information for every robot r, labeled as
continuous (C) or discrete (D):
• lu (D), lv (D), and lp (C) represent robot r’s topological graph location, and
can take the following values:
lu ∈ Ng , lv ∈ Ng , and lp ∈ [0, 1].
• τd ∈ Ng (D) is the location of the background task τ that the robot needs to
perform.
• τT (C) is the total time the robot needs to spend at τd to complete background
task τ .
• τt (C) is the time the robot has already spent at τd . It can take any value less
than τT , and is initialized to 0 whenever a new background task τ is assigned
to robot r once the previous one is completed.
• h (D) represents if the robot has been diverted to help with an on-demand
task, and can take the following values:
h ∈ {NONE} ∪ Ng ,
where NONE represents that the robot has not been assigned and h ∈ Ng
represents that the robot should move to h to help with an on-demand task.
• preemptible (D) represents whether the robot can be reassigned. For instance, in a guidance on-demand task, a robot in the midst of leading a per-
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son from graph node u to adjacent graph node v, as depicted in Figure 2.1a,
cannot be reassigned until it reaches graph node v.
staski comprises request-specific environment factors. In the case of a guidance request, it is instantiated as follows:
• locv ∈ Ng (D), locu ∈ Ng (D), and locp ∈ [0, 1] (C) represent a person’s
graph location (for request i), where locv is always the graph node the person
is at or moving towards and locu is the person’s previous graph node.
• a.type (D) represents whether any assistance was provided to the human
at his current location locv by a colocated robot. Assistance can only be
provided when the person is exactly at locv , i.e. locp = 1. Furthermore,
a.type can take values in {NONE, LEAD, DIRECT}. LEAD specifies that
the person should follow the robot, and DIRECT specifies that the person
should walk ahead by himself in the direction of an adjacent graph node.
• a.loc (D) is a location adjacent to the human’s current location loc that the
system has advised the human to move to, and can take values in:
(

NONE
a.type = NONE
v : v ∈ adjacentNodes(locv ) a.type =
6 NONE

Additionally, a special case for ha.type, a.loci is hLEAD, locv i, which specifies that both the colocated robot and the human should wait at location locv
for a fixed amount of time. This special condition can allow the colocated
robot to complete a background task (if τd = locv ), or keep the person in
place for a second robot to get in position so that the human can be handed
off to that robot.
• goal represents the human’s goal location.
In this section, we have instantiated the on-demand portion of the state representation using a guidance request. However, the framework is able to support other
different types of on-demand tasks as well. The state factors comprising sindependent
contain the elements necessary for scheduling multiple robots in the building, and
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can assign robots to help in any on-demand task. The state factors comprising staski
contain the on-demand-task specific factors necessary for planning out completion
of the task, and need to be customized for different on-demand tasks. In this dissertation, we limit our discussion to only the guidance on-demand task.
4.1.2

Action Representation

The actions in this MDP are defined at a high level of control, and it is
assumed that robots have the control mechanisms in place to navigate to specified
locations. Actions are taken whenever any significant event in an on-demand task
takes place, such as a human completing a transition to locv in a particular guidance
request. Consequently, the action duration is not constant and the MDP formulation
is semi-Markov (Howard, 2013), i.e. it is only Markovian at the instants of time
decisions are made.
At any given state, there are many robots that the system needs to control
simultaneously. For instance, at the state represented by Figure 4.1b in a guidance
problem, the system can execute an action where robot r0 directs the human to node
9, and robot r1 is assigned to stay at node 9 to wait for the human. Once the human
reaches node 9, the system can take a second action where robot r1 leads the human
to his destination at node 12.
As expressed, these actions require coordinating multiple robots, and can
contain one of the following elements. The following elements are independent of
a particular on-demand task, and schedule robots to help with on-demand tasks:
• AssignRobot(r, v) (v ∈ Ng ) – Deviate robot r from its current background
task and start navigation to any node v to assist in an on-demand task at a
future time.
• ReleaseRobot(r) – Release a previously assigned robot r, and allow it to
return to its background task.
Some action elements are specific to an on-demand task. We instantiate
these actions when the task is a guidance request as follows:
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(a) Topological repr.

(b) MDP State repr.

Figure 4.1: Topological representation for a single floored environment and an example of a single request MDP state. The human’s location is marked by a black
h, and robots are marked as r0 and r1 . The human’s goal (node 12) is marked by
a checkered flag, and the squares mark the location of background task for both
robots (nodes 6 and 10).

• DirectHuman(i, r, v) – Use robot r to direct a colocated human (representing request i) to adjacent node v. This action is depicted in Figure 2.1b.
• LeadHuman(i, r, v) – Use robot r to lead a colocated human (represented
by request i) to adjacent node v (depicted in Figure 2.1a). In the special
case when v = guidancei .locv , robot r asks the human to wait at the current
location for a fixed amount of time. The robot can use this time to work on a
background task at the current location.
We now revisit the state represented by Figure 4.1b, and explain how the two actions
mentioned earlier in this subsection can be implemented. The first action, taken at
the state represented by Figure 4.1b (the human is at node 8), equates to executing
[DirectHuman(0,0,9), AssignRobot(1,9)]. The second action, taken once the human
reaches node 9, equates to [LeadHuman(1,0,12)]. In the unlikely situation that
the human chooses to move to node 6 instead of node 9 despite being directed to
do so, r1 does not need to stay at node 9 indefinitely. The system can execute
ReleaseRobot(1) as one of the constituents of the next action to release robot r1
back to its background task, and execute a different policy to help the human reach
the goal.
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It is important to note that not all combinations of action elements constitute
a valid action. For instance, the system cannot execute [LeadHuman(0,0,9), AssignRobot(0,6)] at the first state, as robot r0 cannot move to nodes 6 and 9 at the same
time. A single robot can either be (re)assigned a new location to aid an on-demand
task, lead a colocated human to a particular location, or be released from a previous
assignment. Similarly, a robot can either direct or lead a colocated human, but not
both. Additionally, action elements are always expressed in a canonical order such
that no two sequences of elements can lead to the same action.
One of the main challenges of the action representation presented above is
that the number of possible actions at a given state is extremely high. For instance,
at the state represented by Figure 4.1b, the number of possible actions is 720.2 To reduce this branching, we use the notion of operator decomposition (Standley, 2010)
to split various concurrent elements of an action into sequential actions. Such an approach decouples different action elements and allows a simulation-based approach
(such as those discussed in Chapter 3) to quickly prune useless action elements
without considering all possible combinations that include that element.
The drawback of decomposition is that it increases the length of a planning
simulation and each simulation takes longer. Additionally, decomposition assumes
that the effects of various action elements are independent from one another, which
may not necessarily be true in all cases. For example, the optimal strategy at a
given state may be directing the human to walk ahead using a colocated robot in the
direction of a second robot. To execute this strategy, the system needs to direct the
person as well as assign the second robot to an appropriate location to complete the
handoff. Consequently, the DirectHuman action will only obtain a good value estimate if the appropriate AssignRobot action is taken after it in the simulation search
trajectory. Simulation-based planners, such as MCTS, treat the value estimates of
these two actions independently due to decomposition, and may prematurely discard the DirectHuman action if AssignRobot is not selected afterwards during the
2

Either robot can be assigned to one of 14 locations or not assigned (15 choices per robot). At
the same time, r0 can direct the human to nodes 6 or 9, or not direct the human (152 × 3 choices).
Alternatively, r0 can lead the human to nodes 6 or 9, or wait at node 8, and r1 is the only robot that
can be assigned (15 × 3 choices). The total number of actions is thus 152 × 3 + 15 × 3 = 720.
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Action
AssignRobot(r,v)
ReleaseRobot(r)
DirectHuman(i,r,v)
LeadHuman(i,r,v)

∅ (passage of time)

Next State s0 = s except:
s0 .robotr .h = u
s0 .robotr .h = NONE
s0 .taski .a.htype, loci = hDIRECT, vi
s0 .taski .a.htype, loci = hLEAD, vi,
s0 .robotr .h = v,
s0 .robotr .preemptible = false.
s0 .taski .a.htype, loci = hNONE, NONEi,
∀r : s0 .robot
 r .hh, preemptiblei =
hNONE, truei
s.robotr .preemptible = false
,
hs.robotr .h, truei
otherwise
and other deterministic and non-deterministic changes described in Section 4.1.3.

Table 4.1: Transition functions for each action in the MDP. ∅ represents the action
when time moves ahead in the domain, after all individual action elements in the
sequence have been executed.
first few simulations of DirectHuman. Thus, pruning the state-action space can be
either beneficial or harmful, and depends on the domain.
4.1.3

Transition Function

Each constituent element of the action space induces some deterministic
changes in the domain, which are outlined in Table 4.1. Once the deterministic
changes from a given action sequence have been executed, the system waits for
time to pass (last row in Table 4.1). During this transition, changes to the state
occur from three sources (apart from those mentioned in Table 4.1):
1. Robots may complete background tasks, and are assigned new ones. Since
the queue of background tasks is known a priori, this assignment induces a
deterministic state change.
2. Robots and humans move around in the environment, and their locations in
the state representation need to be updated accordingly. This motion is inherently non-deterministic since navigation speeds can be variable, and robots
and humans may take longer if they need to navigate around obstacles.
We ignore this non-determinism and assume deterministic motion on the part
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of robots and humans, as it constrains the set of continuous variables in the
state representation to a discrete set of values. Consequently, simulationbased planners converge faster as the same states get repeated more often
(as branching from this non-determinism is ignored). In this model, humans
move at an average speed of v¯h , and robots move at an average speed of v¯r .
We discuss the drawbacks of ignoring this non-determinism while considering more realistic implementations in Chapter 5.
3. It is also possible that humans may misinterpret directions from robots. For
instance, in the situation depicted in Figure 2.1b, the human may misinterpret
the instruction and walk along the path on the left instead of the intended path
on the right. The transition model needs to account for such non-determinism,
and we discuss one such hand-coded model at the end of this section. This
hand-coded human decision model attempts to account for stochastic decisions that real people make in the presence of robots providing navigation
assistance.
From this description of the transition function, it is evident that we have
made many design approximations in the construction of this MDP. In Chapter 5,
we demonstrate that despite approximating the transition function, performance
metrics gathered using a multi-robot guidance system implemented in a high fidelity simulation environment (with real humans controlling simulated avatars) follow similar trends to those observed when using these approximations.
Hand-Coded Human Decision Model
We now describe the hand-coded human decision model used during planning and evaluation. In this model, we assume that when a robot leads a human to
an adjacent location (Figure 2.1a), or waits with the human at the current location,
the transition is always deterministic and the human stays with the robot. If a robot
directs a human to a different floor, the robot displays the message “Please proceed
to floor X” to the human instead of an arrow, and this transition is also assumed
to be deterministic, and the person transitions to the appropriate graph node on the
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corresponding floor. If a human transitions from one floor to another, and no robot
is present once the human arrives at the destination floor, then it is assumed that the
human transitions next to one of the adjacent locations on that floor randomly.
If a robot directs a human to a location on the same floor, or no robot is
present at a human’s location and the human has not just previously transitioned
from a different floor, the model assumes the human transitions to an adjacent
graph node non-deterministically with the most likely outcome being the direction
intended by the robot, or the human’s previous direction of motion, respectively.
Using definitions from Section 2.3, we define this non-determinism as follows:
• s.assist.type = DIRECT: If a robot colocated with the human gave directions, these directions will influence the human’s decision. To compute the
distribution of his next location, we first compute an expected direction of
motion expDir ∈ [0, 2π):
expDir = nodeAngle(s.loc, s.assist.loc).

(4.1)

Using expDir, we can calculate the distribution of transition probabilities to
adjacent nodes. The hand-coded model simulates the human’s uncertainty
about which adjacent node n ∈ adjacentNodes(task i .loc v ) to move to next
as:
edgeAngle n = nodeAngle(task i .loc v , n)


absAngleDiff (edgeAngle n , expDir )2
1
+d
Pn = exp −
c
2σ 2

(4.2)

P
P
where c is a normalizing constant so that v P (v) = 1 and v d = 0.01.
The value d is used to represent the inherent unpredictability of humans following directional instructions. σ 2 = 0.05 controls the spread of the Gaussian
function and represents how sure a human is to move in the expected direction
of motion.
• s.task i .a.type = NONE: If no assistance is provided to the human at his
current location, we assume that the human will continue moving in the same
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direction as he has been moving in. We calculate the expected direction of
motion as:
expDir = nodeAngle(s.task i .loc u , s.task i .loc v ).

(4.3)

The probability of transitioning to adjacent nodes is calculated as before, except σ 2 = 0.1, indicating the human is less confident about moving in the
expected direction of motion than the case where assistance was provided.
In these two cases, we also assume that the human never accidentally traverses to a
different floor.
4.1.4

Reward

The reward function needs to balance the time taken to complete on-demand
tasks, as well as the time for which robots are deviated from their background task.
The overall reward function can be expressed as a linear combination of individual
rewards as follows:
n
X
X
r
Rss0 = −
ui ∆t −
Uss
0,
r

i=0

where n is the number of ongoing guidance requests, ∆t is time elapsed during the
transition from state s to state s0 , ui is the utility of performing on-demand task i.
The second term in the above expression captures the cost of deviating robots
from their background tasks, and it can be computed using the deterministic motion
model of robots as follows. The utility loss for a robot r diverted from its background task τ (with average utility τ̄u ) is dependent on the amount of time the robot
is delayed in reaching task location τd :
r
Uss
0 = τ̄u (timeToDest(rs0 , rs .τd ) + ∆t − timeToDest(rs , rs .τd )),

where timeToDest(rs , rs .τd ) is the time robot r needs to reach τd from state s in
which robot r is located at rs .hlu , lv , lp i, and can be computed using average robot
speed v̄r .
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Now that we have described all the elements of the MDP, in the next section
we describe how this MDP can be approximately solved using various approaches,
and present an empirical comparison of these approaches.

4.2

MDP Solution Approaches

In this section, we present three main approaches along with a number of
variants to generate a policy for solving the on-demand multi-robot coordination
problem MDP as formulated in the previous section. The first two approaches are
intuitive heuristics for solving the MDP, and only make use of actions that have
deterministic outcomes in the domain in order to ensure that humans reach their
destination. Both these heuristics are designed specifically for solving a guidance
request, and are not generally applicable to different on-demand tasks. The third
approach, based on MCTS, makes use of simulation-based search to find actions
that maximize the cumulative reward estimate, and can be applied to different ondemand tasks.
4.2.1

Single Robot Approach

In the complete multi-robot human guidance MDP, it is assumed that for every human requesting assistance, a human approaches a robot performing a background task at a location. One straightforward solution is to use that robot to lead
the human all the way to his goal. Once the human reaches the goal location, the
robot returns back to the start location and continues its original background task.
We term this approach the SingleRobot approach.
The pseudocode for this approach is available in Algorithm 6. In case multiple requests are being concurrently addressed, a robot may be in midst of leading
a human between two graph nodes, and no action for that robot-request pair is
necessary (Lines 4-6). The crux of the heuristic can be implemented by taking a
sequence of LeadHuman actions to the adjacent node along the shortest path to a
human’s goal (Lines 11-12). Since multiple requests are being simultaneously processed, multiple LeadHuman constituent actions may need to be executed prior to
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executing the φ action (Line 15), at which point the motion of humans and robots is
taken into account in the MDP. For this reason, the algorithm pseudocode explained
in Algorithm 6 is called repeatedly until it returns φ.
Sometimes, completing the robot’s background task at the start location and
then leading the human all the way to his goal can generate a higher reward than
directly following the SingleRobot approach, for instance when the robot’s next
background task is in the same direction as the goal. This approach can be achieved
by executing LeadHuman (with the current location as the argument) repeatedly at a
request’s start location until the background task is completed, i.e. the robot gets assigned another task at a different location (Lines 8-9). Once this task is completed,
the SingleRobot approach is followed. We term this approach as SingleRobot with
Wait, or SingleRobotW. For ease of analysis, the robot does not wait at intermediate locations should the shortest path to the human’s goal include the robot’s next
background task location. Although that would be a straightforward extension, we
do not expect it to change the performance of the SingleRobotW algorithm as the
probability that the robot’s next background task falls along the shortest path to the
goal from the robot’s current location is low.
Algorithm 6 SingleRobot/SingleRobotW Approach - Policy output π(s)
1: Inputs: s ← The current system state, atStart ← Episode Start (Boolean)
2: Output: Action that needs to be taken at current state
3: for all unprocessed request i ∈ s.task do
. i.e. every on-demand task
4:
if transitionIncomplete(i) then
5:
continue to next i
6:
end if
7:
r ← getColocatedRobotId(i)
8:
if Use SingleRobotW and atStart and s.taski .locv = s.robotl .τd then
9:
return leadRobot(i, r, s.taski .locv )
10:
else
11:
pathr ← pathToGoalForSingleRobotPolicy(i, r)
12:
return leadRobot(i, r, pathr [0])
13:
end if
14: end for
15: return φ
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4.2.2

PDP-T Approach

Previous work has looked at the Pickup and Delivery Problem with Transfers
(PDP-T) (Coltin and Veloso, 2014) where a set of packages need to be delivered
by multiple robots given specific delivery windows and robot capacity constraints.
The problem is solved in a decentralized manner where each robot uses heuristics
to decide on package transfers, and an auction mechanism is used to coordinate
between multiple robots. While there are some differences between the multi-robot
guidance and PDP-T domains that prevents using this auction based algorithm in
the multi-robot guidance domain, it is possible to capture the essence of transfers in
that algorithm and adapt it. We first present the main differences between the two
domains, and then explain the adapted algorithm.
The main differences between the multi-robot guidance and PDP-T domains
are as follows:
1. The PDP-T domain does not consider outcomes of actions to be stochastic,
and accounts for stochasticity in the time taken to complete a single-outcome
action by replanning when robots are delayed. In contrast, the multi-robot
human guidance problem allows planning for humans making stochastic decisions while following robot instructions. From the perspective of the PDP-T
domain, this feature of the multi-robot human guidance problem is equivalent
to a robot attempting to deliver a package to an incorrect location or transfer
a package at an incorrect location.
2. The multi-robot human guidance domain explicitly defines two types of
tasks - on-demand tasks that are urgent and require multi-robot coordination,
and a queue of background tasks that need to be performed by each robot
(and can’t be shared or transferred). The PDP-T domain only contains delivery problems that can be performed by any robot with sufficient capacity to
deliver an item, and items can be transferred from one robot to another.
3. In the PDP-T problem, deliveries are typically known prior to when they
need to be executed (although all deliveries may not be known prior to the
multi-robot system starting delivery of objects). In contrast, guidance tasks in
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the multi-robot human guidance problem only become known to the system
immediately prior to when they need to be acted upon, and thus cannot be
preplanned for.
For the multi-robot human guidance domain, we adapt an approach that is
similar to the proposed solution for the PDP-T domain in two ways. First, this
approach uses a similar strategy to identify transfer points, by checking if there is
an existing intersection in the path of two robots. Second, the approach greedily
attempts to find transfers that improve the overall long-term reward that the system
will obtain. Intuitively, this approach follows the same principle as the SingleRobot
approach, except it attempts to exchange the robot leading the human with a second robot should it yield a higher reward, using one of the following two handoff
situations:
1. The robot leading the human and the second robot are at the same location,
and the second robot can take over leading the human to the goal.
2. The robot leading the human reaches the elevator, and directs the human to
another floor where the second robot is waiting to lead the human to the goal.
If either of these situations occurs, the system can take actions that handoff the human from one robot to another such that it is certain the handoff can be completed,
as all actions used by the system have deterministic outcomes (as per the transition
model presented in Section 4.1.3).
The pseudocode for the PDP-T approach is outlined in Algorithm 7. Similar
to the SingleRobot approach, a robot is leading a human to the goal (Lines 7-9). The
system attempts to find a free robot that is performing background tasks whose path
to perform future background tasks will intersect with the shortest path to the goal
(Lines 12-18). If the intersection exists, the robot attempts to find the policy with
the highest cumulative reward using one of the two exchange strategies enumerated
in the last paragraph (Line 19). Such a policy can perform better than leading
the human all the way to goal using the original robot, and the system selects the
policy among all robots that maximizes this reward (Lines 20-23). If an exchange
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produces a better reward, the system then plans and executes actions necessary to
execute this exchange (Lines 25-28). Otherwise, it continues leading the human
using the original colocated robot (Lines 29-31). Finally, once all requests have
been accounted for, a sequence with a single φ element is returned to indicate that
the system should wait for the passage of time and take robot and human motion
into account (Line 33).
Unlike the SingleRobot algorithm, this algorithm returns a sequence of constituent actions. Exchanging robots may need more than one constituent action
elements. For instance, it may be necessary to assign a second robot to a location
in the environment to handoff in the future, while simultaneously leading the human using the current colocated robot. These constituent elements are executed in
sequence for every sequence generated by the algorithm.
4.2.3

MCTS Planning Approach

Using approximate planning algorithms such as MCTS to search through
the space of available actions can help a system find a policy that produces a better
cumulative reward (in expectation) than the heuristic approaches. Unlike MCTS
search, the heuristic approaches that have been explained thus far do not search
through the space of available actions in an attempt to find an arbitrary sequence of
actions that can produce the highest overall reward. As explained in Section 3.1,
MCTS uses a simulator of the MDP to generate samples and execute many planning
simulations from the current state to compute estimates of the cumulative reward
for taking different actions, while building a search tree to guide search. In the
multi-robot human guidance problem, the system can make many such planning
simulations while it it waiting for time to pass, and humans are in midst of making
transitions from one graph node to another.
In this chapter, we use the MaxMCTS(λ) backup strategy discussed in Chapter 3, as its performance is close to optimal for the multi-robot human guidance with
instantaneous robot motion problem (see Section 3.4) which is a simplified version
of the problem discussed in this chapter. This backup strategy promotes faster convergence than standard Monte Carlo backups by biasing reward estimates quickly
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Algorithm 7 PDP-T Approach - Policy output π(s)
1: Inputs: s ← The current system state
2: Output: A sequence of actions that need to be taken at current state
3: for all unprocessed request i ∈ s.task do
. i.e. every on-demand task
4:
if transitionIncomplete(i) then
5:
continue to next i
6:
end if
7:
r ← getColocatedRobotId(i)
8:
rewardbest ← rewardForSingleRobotPolicy(i, r)
9:
pathr ← pathToGoalForSingleRobotPolicy(i, r)
10:
rexchange ← null
11:
for all robot r0 ∈ s.robots do
12:
if notFree(r0 ) then
13:
continue to next r0
14:
end if
15:
pathr0 ← pathForFutureBackgroundTasks(r0 )
16:
if noIntersect(pathr , path0r ) then
17:
continue to next r0
18:
end if
19:
rewardr0 ← rewardForExchangePolicy(i, r, r0 )
20:
if rewardr0 > rewardbest then
21:
rexchange ← r0
22:
rewardbest ← rewardr0
23:
end if
24:
end for
25:
if rexchange is not null then
26:
plan ← planExchange(i, r, r0 ) . Complete plan starting at current state
27:
return plan
28:
setNotFree(r0 )
29:
else
30:
return {leadRobot(i, r, pathr [0])}
31:
end if
32: end for
33: return {φ}
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to good yet potentially suboptimal policies. In Section 4.3, prior to evaluating many
different hypotheses, we first empirically determine the value of λ. We also use the
UCB1 action selection strategy, discussed in Section 3.1, which allows restricting
the search space by selecting actions intelligently in planning simulations.
Unfortunately, action branching in the multi-robot human guidance MDP
is still too high for MCTS to converge to policies that outperform the heuristic
approaches. We reduce the action branching in the domain by eliminating certain
actions using the following domain-specific heuristics:
1. Heuristic 1: As explained in Section 4.1.2, robots can be assigned to any
location v ∈ Ng . However, the path to any location v ∈ Ng must pass
through one of the robot’s adjacent locations. With this knowledge, we limit
assignable locations to the robot’s current or adjacent graph nodes. The system can move a robot to a non-adjacent location using multiple AssignRobot
actions at subsequent timesteps.
2. Heuristic 2: The maximum number of robots that can be diverted to help
humans in the environment is limited to the number of active on-demand
requests. For example, if the environment has 10 robots and the system is
servicing 2 guidance requests, only 2 robots can lead humans or be assigned
to a location at a given time.
3. Heuristic 3: A robot colocated with a human must provide some assistance
to the human, in the form of a LeadHuman or DirectHuman action.
Using heuristics may remove an action necessary for optimality. For instance, the optimal solution may require simultaneously assigning a robot further
ahead to help a human while using a robot to lead the human at his current location
prior to handing him off to the second robot. Since the second heuristic limits the
number of robots that can be assigned, this sequence of actions is no longer possible. At the same time, similar to biased backpropagation, the use of heuristics
can speed up convergence to a good yet potentially suboptimal policy. In the following section, we demonstrate why these heuristics are necessary for improving
performance.
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Whenever a new on-demand task becomes available, the MCTS approach
requires time to perform initial planning simulations to come up with an approximate policy for incorporating and completing that on-demand task. Consequently,
similar to the SingleRobotW policy, the robot can ask the human to wait at their
current location, and use this time to complete its background task, while the centralized controller can use this time to perform planning simulations. Alternatively,
the robot can simply start leading a human to the goal, similar to the SingleRobot
policy, and the centralized controller can perform planning simulations while the
human is being led, and use the MCTS policy to compute subsequent actions. We
term the former approach MCTS(Wait) and the latter approach MCTS(Lead). These
approaches only differ in the first action taken when a guidance request becomes
available, and in Section 4.3, we will evaluate both approaches.
Furthermore, the MCTS approach follows the SingleRobot approach while
performing planning simulations in any state that has not been previously visited
(i.e. the state does not exist in the Monte Carlo search tree). In these previously
unvisited states, planning assumes that the system will attempt to lead humans to
their goal if a colocated robot is present, and do nothing otherwise. Using this
policy to bootstrap MCTS search can help improve performance in comparison to
using a random policy at previously unvisited states.

4.3

Experiments

All experiments were performed on a High Throughput Computing (HTC)
cluster, where each machine of the cluster had at least 8GB of memory. All results
have been averaged across 1,000 trials with randomly assigned start and goal locations. All tests for statistical significance were performed using a Welch’s t-test
(with p < 0.05). Experiments were run on 2 different domain sizes, illustrated in
Figure 4.2. The small domain contains 1 floor and 5 robots, and the large domain
contains 2 floors, 10 robots, and 3 elevators. We assume it takes a human 15 seconds to use the elevator to move from one floor to the other. Since real robots need
considerable human assistance to enter and exit the elevator, in contrast, we assume
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a robot takes 30 seconds instead. While these values are likely underestimates, we
do not expect results to be particularly sensitive to them.
At the start of each episode, the system needs to solve for either 1 or 2
concurrent requests. An episode terminates if all humans have reached their destination, or 300/600 seconds have elapsed since episode start for the small/large
domain, respectively. Since the distance from start to goal may be different for different trials, we normalize episode time and cumulative reward prior to aggregation.
Each result is normalized by the minimal amount of time required for all humans in
the domain to walk to their destination at an average speed (v̄h ) of 1 m/s.
Domain parameters required for evaluation were set as follows:
• Robots moved at an average speed (denoted by v̄r ) of 0.5m/s, unless specified otherwise.
• Humans moved with an average speed (v̄h ) of 1m/s in all experiments.
• The background task time across all tasks (τT ) was set to 10s.
• The fixed amount of time for which a robot asks a colocated human to wait
at the current location (i.e. the special case of the LeadHuman action) was set
to 10s.
• The utility of guidance requests (ui ) was set to 1 for all guidance requests.
• The average background task utility (τ̄u ) was varied to observe performance
at different settings of the parameter. A value of 0 specifies that deviating
robots from background tasks incurs no reward loss. A value in between 0
and 1 specifies that background tasks carry a weight less than that of ondemand tasks. A value of 1 specifies that background and on-demands tasks
are equally weighted in the reward metric.
Since actions are taken whenever a human completes a transition to a graph
node, the time in between successive actions can be computed using the distance
between graph nodes and the average human speed v̄h . This computed time is provided to a single-threaded MCTS implementation for planning, emulating planning
time available in a real-world system where humans are walking around in the environment.
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(a) Map for small domain overlaid on occupancy grid

(b) 3D Visualization of graph for small domain

(c) 3D Visualization of graph for large domain

Figure 4.2: Figure 4.2a illustrates the small domain (50m × 50m) and the generated
topological graph. The large domain contains two such floors, connected via 3 elevators marked by red squares. Figure 4.2b and Figure 4.2c visualize the topological
graphs for the small and large domains in 3D.
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Figure 4.3: The performance of MCTS planning with various combinations of
heuristics. Error bars represent standard error.

Prior to evaluating different hypotheses in this section, we first evaluate different heuristics for limiting action branching in MCTS, and the results are presented in Figure 4.3. These heuristics are defined in Section 4.2.3. We use the
MCTS(Wait) approach in this experiment, and the underlying MaxMCTS(λ) backpropagation technique is used with a λ value of 0 (i.e. the value of λ that produced
best performance in the results presented in Chapter 3). Performance is evaluated
in the small domain, with 1 request and background task utility τ̄u = 0.5. Heuristics 1 and 2 contribute more heavily to performance improvement than Heuristic 3,
and at the same time are more generally applicable as they are not tied to a specific
on-demand task. The MCTS variant with all three heuristics enabled performs best,
and is thus used in all remaining experiments.
In addition to the MCTS planning approach described in Section 4.2.3, we
also evaluate a version of MCTS, termed MCTS-D, which uses a model of the human’s behavior where each non-deterministic transition has been determinized to
its most likely outcome. In case more than one outcome is equally most likely,
one of them is selected arbitrarily. By being deterministic, the MCTS-D variant
trades planning with an inaccurate model for faster convergence of these inaccurate
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estimates. These estimates converge faster due to smaller branching in the MCTS
search tree, and faster convergence of these estimates has the potential of providing
better performance despite inaccuracies. Through the evaluation of both the MCTS
and MCTS-D variants, we aim to evaluate the importance of incorporating some
stochasticity into planning. Thus, in this section, we evaluate 4 different MCTS
approaches: MCTS(Wait), MCTS(Lead), MCTS-D(Wait), and MCTS-D(Lead).
Prior to evaluating any hypotheses, we need to select a value of λ for the
MaxMCTS(λ) backpropagation technique described in Chapter 3. We evaluate
these approaches are evaluated at different values of λ at 4 different domain settings, as depicted in Figure 4.4. These 4 different domain settings include different
problem difficulties (achieved by changing the number of concurrent guidance requests and domain size) and background task utility (τ̄u ). For the purpose of comparison, the performance of all heuristic approaches is also plotted, and since these
approaches do not depend on λ, their performance is depicted by horizontal lines.
The purpose of this experiment is to select a value of λ for each MCTS variant that
gives the best performance averaged across all domain settings.
As Figure 4.4 demonstrates, best performance for both MCTS(Wait) and
MCTS(Lead) is achieved at 0.2 ≤ λ ≤ 0.6, among all tested values of λ. Throughout the rest of the experiments, we use a value of λ = 0.4 for both these variants
as it gives the best performance for both averaged across the 4 domain settings.
Similarly, best performance for MCTS-D(Wait) and MCTS-D(Lead) is achieved
at either λ = 0 or λ = 0.2, and a value of 0 is used throughout the rest of the
experiments for these two variants. PDP-T and SingleRobot have very similar performance in Figures 4.4a and 4.4b, and consequently their performance overlaps in
these two graphs. Apart from selecting the value of λ for further experiments, these
results further demonstrate the effectiveness of parametrized biased backpropagation techniques presented in Chapter 3.
We can also make the following observations regarding dependence on the
λ parameter. In the two problems with a larger state action space (Figures 4.4c
and 4.4d), i.e. when the domain size and MCTS search space is larger, the performance of MCTS is more dependent on the value of λ. At these domain settings,
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(a) 1 Req, Small Domain, τ̄u = 0

(b) 1 Req, Small Domain, τ̄u = 1

(c) 2 Req, Large Domain, τ̄u = 0

(d) 2 Req, Large Domain, τ̄u = 1

Figure 4.4: Performance of MCTS approaches at different settings of the λ parameter, at different domain sizes and background task utilities (τ̄u ). A higher normalized value indicates better performance. Problem difficulty increases from top to
bottom, and background task utility increases from left to right. Error bars represent standard error on reward performance.
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naive Monte Carlo backups (λ = 1) give very poor performance. A value of λ
in between 0 and 1 is necessary to achieve best performance for MCTS(Wait) and
MCTS(Lead). This parametrization is the primary contribution presented in Chapter 3.
Using selected values of λ for each MCTS variant, we empirically evaluate
the following hypotheses:
1. MCTS planning, while also being more generally applicable for MDP problems than heuristics specific to the guidance on-demand task (SingleRobot,
SingleRobotW and PDP-T), can also outperform these heuristics.
2. MCTS planning’s relative advantage over guidance heuristics decreases as
the background task utility decreases. Since the guidance heuristics are designed to solve the guidance task, rather than achieving low background utility loss, they should not perform well when the background task utility is
high.
3. As the MDP search space/difficulty increases (more simultaneous guidance
requests, larger domain), MCTS planning’s advantage over guidance heuristics decreases due to an increase in the search space.
4. The advantage of MCTS planning over guidance heuristics decreases as
robot speed increases relative to human speed. One of the motivating reasons for studying the multi-robot human guidance problem is that humans
can navigate an environment faster than robots, therefore handoffs where humans walk part of the way themselves can help improve system efficiency by
getting humans to their destination faster.
5. MCTS planning is robust to some amount of inaccuracy in the planning
model. Furthermore, by incorporating uncertainty in the planning framework,
MCTS variants are more robust to planning inaccuracies than the MCTSD variants, as MCTS-D variants completely ignore the stochasticity of outcomes during planning.
In the first experiment, we plot the performance of the MCTS and heuristic
approaches at 4 different domain difficulties with varying values of background
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task utility (τ̄u ) in Figure 4.5. The domain difficulty is varied across two different
dimensions; the number of concurrent guidance requests being addressed by the
system is varied between 1 and 2, and the number of floors is varied between 1
and 2 (small and large domain illustrated in Figure 4.2, respectively). While the
goal of this experiment is to evaluate Hypotheses 1, 2, and 3, we first compare the
performance of different pairs of approaches.
We first compare the performance of the PDP-T heuristic against the SingleRobot heuristic. While PDP-T is guaranteed to always give better performance
than SingleRobot, the performance improvement in the single floor case is limited
to less than 1% (at all values of τ̄u ) when the domain size is limited to one floor
(Figures 4.5a and 4.5c). This result is expected, since in a single floor environment,
the human can never reach the goal faster using the handoff approach defined in
PDP-T, and only a few situations prevent sufficient utility loss for the handoff to
take place. For the same reason, at τ̄u = 0, PDP-T converges exactly to the SingleRobot policy in all trials, as that is the fastest way to get human’s to their goal.
In all graphs plotted in this section, when there is only one floor in the environment,
the performance of PDP-T and SingleRobot visibly overlap.
In contrast, when the environment has two floors (Figures 4.5b and 4.5d),
PDP-T performs qualitatively better than SingleRobot. This improvement is possible as humans are allowed to navigate from one floor to another by themselves,
allowing humans to reach their goal faster than the SingleRobot heuristic. Consequently, even in the case where the background task utility τ̄u = 0, the performance
of the PDP-T heuristic is significantly better than the SingleRobot heuristic. Furthermore, such handoffs can also reduce the amount of time robots are deviated
from their background tasks, and the relative advantage of the PDP-T heuristic increases slightly as τ̄u approaches 1.
While the PDP-T approach allows any location in the environment to be
selected as a transfer point, the only situation where this transfer performs better
than the SingleRobot approach is when transfers are made at elevators. In previous literature, the Pickup and Delivery Problem has been studied in the context of
transshipments, where one vehicle drops off an item at a hub, and a second vehi87

(a) 1 Req, Small Domain

(b) 1 Req, Large Domain

(c) 2 Req, Small Domain

(d) 2 Req, Large Domain

Figure 4.5: Performance of MCTS and Heuristic approaches as the number of concurrent requests, domain size, and background task utility are varied. A higher
normalized value indicates better performance. Error bars represent standard error
on reward performance.
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cle delivers it to the destination from that hub (Mitrović-Minić and Laporte, 2006).
From these results, it is clear that the PDP-T approach uses hubs to achieve better
performance than the SingleRobot approach, even though the algorithm itself does
not prevent transfer points to be away from the elevators.
We now compare the performance of the SingleRobotW heuristic against
the SingleRobot heuristic. At all problem difficulties, SingleRobot performs better
than SingleRobotW when the background task utility is low (typically τ̄u ≤ 0.2),
since waiting to complete a low utility background task is a poor idea. In contrast, SingleRobotW performs significantly better than SingleRobot when the background task utility is high, as it ensures that the background task the robot was
performing when the human approaches it is completed before the robot leads the
human to the goal. The difference between these two approaches is important, as
it is essentially the same difference between the MCTS(Wait)/MCTS-D(Wait) and
MCTS(Lead)/MCTS-D(Lead) approaches. For this reason, the MCTS approaches
employing wait as the first action begin outperforming the corresponding MCTS
approaches that directly start leading the human from the first action when τ̄u is
higher (typically τ̄u ≥ 0.4).
Next, we compare the performance of MCTS approaches against that of
the MCTS-D approaches. MCTS-D uses a model of the human’s behavior where
each non-deterministic transition has been determinized to its most likely outcome,
and reflects the performance of deterministic planners in the multi-robot human
guidance stochastic domain. In the case where there is only 1 guidance request
(upper graphs in Figure 4.4), the MCTS planning approach typically outperforms
the corresponding MCTS-D planning approach, indicating that at these domain settings, incorporating the domain’s stochasticity in planning is important for improving performance. In contrast, when there are 2 guidance requests (lower graphs
in Figure 4.4), the MCTS-D(Wait) variant begins outperforming the MCTS(Wait)
variant. This result demonstrates that as the MCTS search problem becomes more
complex, the reduction in branching induced by determinizing the model offsets
the introduced model inaccuracies. Consequently, value estimates of selecting particular actions in the MCTS-D search tree converge sufficiently quickly to produce
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good policies in the stochastic domain despite model inaccuracies. In conclusion,
these results demonstrate that while incorporating stochasticity during planning can
achieve best performance, as the problem size gets larger and larger, it may be necessary to ignore it to improve performance.
Furthermore, as defined in Section 4.1.4, the MDP reward function depends
linearly on the background task utility τ̄u . Consequently, it is unsurprising that the
performance of the SingleRobot and SingleRobotW heuristics vary linearly with
τ̄u , as their policies do not depend on this domain parameter. In contrast, MCTS
approaches search the state-action space using the UCB1 action selection strategy,
which depends on the domain reward. Different reward structures have the potential to change the ease of intelligent action selection during planning, resulting in
non-linear performance with a change in reward structure. Since the performance
is more-or-less linear, this result indicates that the difficulty of the MCTS search
problem is largely unaffected by changing the reward structure using τ̄u .
Finally, we compare the performance of MCTS planning approaches with
heuristic approaches to verify Hypotheses 1, 2, and 3. At all 4 problem difficulties, all 4 MCTS variants significantly outperform heuristic approaches when background task utility τ̄u ≥ 0.4. However, when τ̄u ≤ 0.2, this is not true, and the
performance of at least 1 heuristic is better or comparable, albeit statistically indistinguishably, from at least one MCTS variant. This result verifies Hypothesis 2,
since the relative advantage of MCTS planning over guidance heuristics decreases
as the background task utility approaches zero. This result is not particularly surprising, as the SingleRobot and SingleRobotW do not consider utility loss, and the
PDP-T approach only considers extremely constrained handoff policies and cannot
significantly reduce utility loss.
Furthermore, an MCTS planning based approach outperforms the best performing heuristic approach at all problem difficulties and background task utilities,
except at the most difficult problem setting (Figure 4.5d) with background task utility τ̄u = 0. At this domain setting, MCTS(Lead) is unable to converge to a policy
quickly enough to improve over the multi-floor handoff performed by the PDP-T
approach. If a human’s start location is next to an elevator and his goal is on a
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different floor, MCTS(Lead) is restricted to using LeadHuman as the first action,
whereas the DirectHuman action in conjunction with assigning a second robot to
intercept the human would produce better results. This result demonstrates that
while Hypothesis 1 does not hold at all tested domain settings, it holds at many
domain configurations, especially so if the background task utility τ̄u > 0.
The above result also demonstrates that as problem difficulty increases, the
relative improvement in performance of MCTS-based approaches over heuristic
approaches decreases (Hypothesis 3). One such example is that while MCTS(Lead)
outperforms the PDP-T algorithm in the large domain (with two floors) when only
one concurrent request is present, the opposite is true when two requests are present.
The added difficulty of two concurrent requests makes the state-action space large
enough such that PDP-T starts performing better.
Next, we construct an experiment that tests Hypothesis 4, and plot the time
taken by the human to reach the goal as the average robot speed (v̄r ) is varied from
0.2m/s to 1m/s in Figure 4.6. In this experiment, only one guidance request is
being solved concurrently, and the single floor environment (i.e. the small domain)
is used, and the background task utility is τ̄u = 0. Since the average human speed in
the experiment is 1 m/s, the x-axis in the figure also represents ratio of robot speed
to human speed. When the human walks by himself in the environment, he walks
at a speed of 1 m/s. When following a robot, he is constrained by the robot’s speed.
The goal of this experiment is to demonstrate that as the ratio of human to
robot speed increases (i.e. as we move from right to left in Figure 4.6), the human
can reach his goal faster using handoffs where he walks part of the way himself,
and the relative advantage of MCTS approaches over the heuristics should increase.
On the other hand, when the robot speed equals the human speed (1m/s), the SingleRobot policy is optimal as the fastest way to get the human to reach the goal is
to lead him there using a robot, and the utility loss of background tasks is not considered part of the reward as τ̄u = 0. In this experiment, the normalized reward is
exactly negative of the time taken by the human to reach the goal, and a lower value
is better for time taken to reach the goal. The values depicted for all algorithms in
Figure 4.5a at τ̄u = 0 are exactly negative of the values at v̄r = 0.5m/s in Figure 4.6
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Figure 4.6: Time taken by all approaches to get a single human to the goal, as the
average robot speed (v̄r ) is varied. A lower value indicates better performance. This
experiment was performed in the small domain, with one human guidance request,
and background task utility τ̄u = 0. As the average human speed (v̄h ) is 1 m/s,
the x-axis also represents the ratio of robot to human speed. Error bars represent
standard error.
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As the figure demonstrates, MCTS(Lead) performs best for intermediate values of v̄r from 0.3 m/s to 0.7 m/s. As the average robot speed is further reduced to
0.2 m/s, both MCTS(Wait) and MCTS-D(Wait) outperform MCTS(LEAD), which
indicates that in expectation leading the person towards the goal at the start state is
so slow, it is better to wait at the beginning for MCTS to perform planning, and then
directly handoff the person to another robot from that location. At higher values
average robot speed (v̄r ≥ 0.8), the performance of MCTS(Lead) is close to SingleRobot, but lags slightly behind. This result likely occurs since MCTS planning
never converges to the optimal policy, and as the average robot speed is increased,
the SingleRobot heuristic first becomes close to optimal and then reaches optimality
at v̄r = 1m/s.
We now repeat the same experiment, but with the background task utility
τ̄u = 1, and plot the results in Figure 4.7. At this domain configuration, the reward function also considers utility loss, and consequently we plot the normalized time taken by the human to reach the goal (Figure 4.7a) and normalized reward (Figure 4.7b) independently. As the figure shows, all MCTS approaches obtain higher normalized reward when compare to all three heuristics irrespective
of robot speed. MCTS(Wait) typically performs best at all values of robot speed,
apart from v̄r = 0.2m/s, where MCTS-D(Wait) does. Similar to when background
task utility τ̄u = 0, MCTS(Lead) allows the human to reach the goal fastest when
0.3 ≤ v̄r ≤ 0.6 (m/s), while SingleRobot takes less time at higher values of robot
speed. At v̄r = 1m/s, the difference between SingleRobot and MCTS(Lead) is
slightly higher than when background task utility τ̄u = 0. This result indicates that
MCTS(Lead) reduces the utility loss experienced by robots for deviating from their
background tasks by allowing the human to take longer to reach the goal, and performs better than SingleRobot in normalized reward. Both these experiments verify
Hypothesis 4; the advantage of MCTS planning over guidance heuristics decreases
as robot speed increases relative to human speed.
In the last experiment presented in the section, we check how robust MCTS
planning approaches are in the face of inaccurate planning. Specifically, we increase the stochasticity of outcomes exhibited by the human decision model during
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(a) Normalized Time Taken

(b) Normalized Reward

Figure 4.7: Time taken and reward received by all approaches to get a single human
to the goal, as the average robot speed (v̄r ) is varied. A lower time taken value
is better, and a higher reward value is better. This experiment was performed in
the small domain, with one human guidance request, and background task utility
τ̄u = 1. Error bars represent standard error.

94

evaluation by additional Gaussian noise to the stochastic model, as follows: In
the hand-coded human decision model presented in Section 4.1.3, we compute the
expected direction of motion in Equations 4.1 and 4.3. This expected direction of
motion indicates the most-likely direction a human will transition to from that state,
and is used to compute the distribution over next states as described in Equation 4.2.
In this experiment, we modify the expected direction of motion by adding
zero-mean Gaussian noise to the computed expected direction of motion as follows:
expDir0 = expDir + n̂ · N (0, 1),
and then using this updated expected direction of motion in Equation 4.2. Here,
N (0, 1) represents a Normal distribution with mean µ = 0 and variance σ 2 = 1.
n̂ controls the amplitude of the noise, and we vary this parameter to increase or
decrease noise during evaluation. This additional Gaussian noise is not incorporated
during planning by any MCTS variant.
This noise can be physically interpreted as follows. While the variance in the
human decision model (Equation 4.2) accounts for a human’s inherent uncertainty
in interpreting the system’s instruction, this additive Gaussian noise accounts for
the error in a robot’s position when indicating a direction. If a robot’s orientation in
the real-world differs from its estimated location (due to localization errors), there
will be a slight error in the direction it will direct a human towards. For the robot
system presented in Chapter 5, we make an effort to ensure that this error is always
less than 0.15 radians (8.59 degrees), as errors higher than that would render the
navigation system useless. In this experiment, we vary n̂ from 0 to 0.5. When n̂ is
0.5, there is 76.42% chance that this error is more than 0.15 radians, and a 31.74%
chance that the error is higher than 0.5 radians.
The results from this experiment (including both normalized time taken by
the human to reach the goal and normalized reward) are presented in Figure 4.8.
The performance of heuristic approaches do not decline with additive noise since
they do not take actions with non-deterministic outcomes. In contrast, MCTS approaches do employ actions with non-deterministic outcomes, and are adversely af-
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(a) Normalized Time Taken

(b) Normalized Reward

Figure 4.8: Time taken and reward received by all approaches to get a single human
to the goal, as the amplitude (n̂) of additive zero-mean Gaussian noise is varied. A
lower time taken value is better, and a higher reward value is better. This experiment was performed in the small domain, with one human guidance request, and
background task utility τ̄u = 1. Error bars represent standard error.

fected if the model used for planning is incorrect. In terms of normalized reward, the
MCTS(Wait) approach remains competitive with the SingleRobotW algorithm up
to n̂ = 0.5. In terms of normalized time taken, the MCTS(Lead) approach remains
competitive with the SingleRobot algorithm up to n̂ = 0.1. The MCTS-D(Lead)
and MCTS-D(Wait) variants are adversely affected by increasing the noise parameter n̂ to a greater degree than the MCTS(Lead) and MCTS(Wait) variants, which
can be seen by the widening gap between both pairs of corresponding approaches.
The results from this experiment demonstrate that MCTS-based approaches are reasonably robust to low amounts of noise, although real-time planning using actions
with stochastic outcomes may be difficult in the presence of high amounts of noise.
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4.4

Summary

The main contribution of this chapter is formulating the on-demand multirobot coordination problem as an MDP. In this problem, service robots in the environment performing independent routine tasks coordinate on an on-demand task.
This on-demand task needs immediate action and is not known a priori to the system
of robots. Consequently, real-time planning techniques, such as those discussed in
Chapter 3 are necessary to solve the formulated MDP in real-time. Finally, while
this framework can be used with many different types of on-demand tasks, the
discussion in this chapter (and this dissertation) is restricted to human guidance,
i.e. guiding one or many humans unfamiliar with the environment to their destinations using multiple robots, while minimally deviating these robots from their
background duties. We discuss one other on-demand task as part of the future work
discussion in Chapter 6.
In this chapter, we have evaluated many different approaches to solving the
on-demand multi-robot coordination problem. These approaches include specialized heuristics designed to solve the human guidance problem, general purpose
simulation-based planning techniques built on top of MCTS, as well as an MCTS
variant that assume outcomes of all actions as deterministic. We have also evaluated these approaches in a setting where the model used for planning is incorrect.
The empirical results in this chapter successfully demonstrate the applicability of
stochastic planning approaches built on top of MCTS in multi-robot planning problems. Specifically, in general settings of the on-demand multi-robot coordination
problem (robots slower than humans and high background task utility), MCTSbased approaches perform best. The framework, algorithms, and results presented
in this chapter should aid anyone designing or solving a multi-robot coordination
problem that requires real-time planning.
Next, we focus on a real-world implementation of the framework presented
in this chapter. The key research challenges that needs to be answered to construct
a system that performs multi-robot guidance in the real world are (i) an effective
probabilistic planning algorithm suited to the task; (ii) a multi-robot platform ca-
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pable of smooth navigation and communication; and (iii) accurate models of real
humans in the environment constructed via real human user evaluations. We have
addressed the first challenge in this chapter.
In Chapter 5, we address the second challenge by implementing the framework presented in this chapter in a high fidelity 3D simulation environment, as well
as the real world. These implementations allow us to validate that the framework
presented in this chapter is suitable for implementation in the real world in the presence of real world problems such as robot localization; noise in human perception;
inter-robot communication errors; action execution failure; and space management
between robots and humans. As part of the future work discussion presented in
Chapter 6, we briefly discuss the third research challenge described above.

98

Chapter 5
The BWIBot Multi-Robot Platform
In this chapter, we introduce a novel, custom-designed multi-robot platform
for research on integration of AI, robotics, and HRI on indoor service robots. Called
BWIBots, the robots were designed as a part of the Building-Wide Intelligence
(BWI) project at the University of Texas at Austin, specifically for applications
such as the multi-robot human guidance problem described in Chapter 4. The longterm goal of the BWI project is to deploy a pervasive autonomous system inside a
building, with end effectors such as robots, to better serve both inhabitants and visitors. In Sections 5.1 and 5.2, we describe the hardware and software components
of the BWIBots, along with many of the design goals behind these components.
While the author of this dissertation has been primarily responsible for the
design and development of a majority of the software and the hardware behind the
BWIBot platform, contributions from many people have gone into constructing, improving, and maintaining it.1 In Section 5.3, we briefly summarize many different
research contributions enabled by the BWIBots that are independent from the main
research focus of this dissertation. These research contributions are geared towards
improving the ability of indoor service robots to understand human intention during
1

Jack O’Quin is responsible for maintaining the releases of most of the of the software packages presented within this chapter. Shiqi Zhang, Jivko Sinapov, Matteo Leonetti, Maxwell Svetlik, Yuqian Jiang, Patricio Lankenau, and Rolando Fernandez helped test the robots extensively,
as well as enhanced software and hardware components to improve the robots’ ability to operate
autonomously over long periods of time. Furthermore, while the first version of the software described in Section 5.2.6 was written by the author of this dissertation, the second version of the
planning module was designed and written by Matteo Leonetti, with many contributions by Yuqian
Jiang. Chien-Liang Fok, Sriram Vishwanath, and Christine Julien provided the Segway RMP 50
bases used in the first two iterations of the BWIBots. Furthermore, Chien-Liang Fok’s help and
design ideas were instrumental in constructing the first BWIBots. Work presented in this chapter is
published in ‘Piyush Khandelwal, Shiqi Zhang, Jivko Sinapov, Matteo Leonetti, Jesse Thomason,
Fangkai Yang, Ilaria Gori, Maxwell Svetlik, Priyanka Khante, Vladimir Lifschitz, J.K. Aggarwal,
Raymond Mooney, and Peter Stone. BWIBots: A platform for bridging the gap between AI and
human-robot interaction research. International Journal of Robotics Research (IJRR), 2017 (Khandelwal et al., 2017)’.
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interaction, and execute actions as necessary to carry out human commands. The
collective breadth of these projects illustrate the research versatility of the platform,
having enabled contributions to a variety of AI sub-areas, including HRI, AI planning, knowledge representation and reasoning, natural language processing, and
machine learning.
Next, in Section 5.4, we discuss how the platform described in this chapter
is used to implement the multi-robot human guidance problem. We provide quantitative results from 2 user studies in a realistic 3D simulation environment, where
humans control simulated avatars, to demonstrate that results obtained with real
humans follow similar trends as those obtained via the experiments presented in
Chapter 4. We also discuss a proof-of-concept implementation on real BWIBots.
In Section 5.5, we briefly summarize this chapter.

5.1

Hardware

In this section, we briefly describe the hardware design of the BWIBots. The
design goals behind these robots include robust navigation inside a building, continual operation for 4–6 hours, ease of interaction with humans, and a configurable
array of sensors and actuators depending on the research application. The robots
have continually evolved while following these design goals, based on research applications that have emerged since their inception (see Figure 5.1).
The main aim of this section is to share our development insights and experience with future developers of similar platforms for service robotics and humanrobot interaction inside a building, especially for the purpose of academic research.
5.1.1

Mobile Base and Customized Chassis

The latest iteration of the BWIBot platform (BWIBotV3) is built on top of
the differential drive Segway RMP 110 mobile base available from Stanley Innovation. Prior to the RMP 110, the RMP 50 was used to build the BWIBotV1 and
BWIBotV2 versions.2 The RMP platform was selected to construct the BWIBots
2

The RMP 50 is no longer available for sale.
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(a) BWIBotV1

(b) BWIBotV2

(c) BWIBotV3

Figure 5.1: The evolution of the BWIBot platform. BWIBotV2 features a smaller
profile and improved DC converters when compared to the BWIBotV1. BWIBotV3
makes further improvements by using the new RMP 110 base, onboard auxiliary
battery, desktop computer and touchscreen, and the Velodyne VLP-16 for navigation.

because it balances cost with many different features such as maximum payload
capacity (100lbs), size (radius = 30cm), and maximum speed (2m/s for the RMP
50, 5m/s for the RMP 110). Additionally, it provides sufficiently accurate odometry estimates for robust navigation. Compared to most other RMP platforms, the
RMP 110 does not have an external user interface box and is extremely space efficient, allowing more space for the customized chassis, and also provides power for
auxiliary devices, as explained in Section 5.1.2.
A customized chassis that holds the computer, sensors, and touchscreen is
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mounted on top of the RMP 110 mobile base. The chassis is constructed using
aluminum (6061-T6 alloy) sheet metal and aluminum framing from 80/20 Inc.3 All
sheet metal parts were designed using the open-source CAD software FreeCAD.
Prior to fabrication, all parts were prototyped in acrylic using a Full Spectrum PSeries 20”x12” CO2 laser cutter,4 allowing design revision with a fast turnaround.
The final parts were fabricated in aluminum using commercial waterjet cutting service BigBlueSaw.
The computer controlling the robot is not directly screwed into the chassis;
rather it is mounted on a plate which is then latched to the chassis. This feature
allows easy removal of the computer (and plate) for diagnosis, repair, and replacement. Additionally, the surface of the chassis above the computer and exposed electronics has been waterproofed using IP54 cable glands and washers, even though
the entire chassis is not water-proof, providing some resistance against accidental
spills on the robot.
Furthermore, the chassis on the BWIBotV2 and BWIBotV3 has been designed to fit within the smallest circumscribed circle possible given the size of the
RMP50 and RMP110, respectively. Most navigation algorithms consider robots to
be circular, and a small circular footprint simplifies navigation around obstacles.
In BWIBotV1, the circumscribed radius induced by the chassis was larger than the
one induced by the mobile base, but the navigation algorithm was provided with
a smaller radius in order to navigate through narrow corridors and doors. Consequently, on rare occasions, the back of the BWIBotV1 would hit obstacles when
turning in place.
5.1.2

Auxiliary Power and Power Distribution

The RMP 110, used in the construction of the BWIBotV3, contains two
384Wh Lithium Iron Phosphate (LiFePO4 ) batteries. One is used for peripherals
such as the computer and various sensors, and the other for driving the mobile base.
3

80/20 framing has also been used on other research robots (Veloso et al., 2015)
Parts larger than 20”x12” were split to fit on the cutting bed, and then joined together using
joining plates from 80/20 Inc.
4
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In contrast, in previous versions of the BWIBot, the RMP 50 did not provide a
power source for peripherals. A single 12V 1280WH LiFePO4 battery was used
on those platforms to power both the drive system and peripherals. Batteries with
a LiFePO4 chemistry have been used as they are extremely safe, and have a longer
lifespan than other chemistries when repeatedly deep-discharged.
The RMP 110 provides a regulated 12V 150W power source using the auxiliary battery, which is sufficient to power all peripherals. On the RMP 50, the same
regulated power source has been constructed using a Vicor DC-DC converter with
the LiFePO4 battery as the source. Since some peripherals require an input voltage
of 5V or 19V at low currents, the 12V source is re-regulated using 5V 45W and
19V 35W DC-DC converters from Pololu Robotics. These additional DC-DC converters, along with Anderson Powerpole and Molex power connectors, are soldered
on a power distribution PCB designed using the open-source software Fritzing, and
manufactured using the PCB fabrication service OSH Park.
5.1.3

Computation and Interface

The BWIBotV3 contains a desktop computer powered by an Intel i7-6700T
processor, placed in HD-Plex H1.S fanless case, with 6 GigE Network Interfaces,
along with 4 USB3 and 2 USB2 interfaces. A 20” touchscreen is mounted at a
human-operable height to serve as the primary user interface with the robot. Earlier
versions of the BWIBot contained a laptop powered by an Intel i7-3612QM processor mounted at a human-operable height, serving both computational and user
interface requirements on the robot. This laptop contained 1 GigE and 3 USB3
connectors, which was insufficient for the number of peripherals on the robot, and
required the placement of an additional USB Hub and GigE Switch on the robot.
5.1.4

Perception

Perception is used for both navigation (robot localization and obstacle avoidance) and object-of-interest detection. To achieve both of these ends, the BWIBots
can make use of a configurable set of sensors. In this section, we briefly outline
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various combinations of sensors used for both purposes.
Certain key requirements need to be met by the sensor suite responsible for
localization and obstacle avoidance. The sensors should have a sufficiently large
horizontal field of view for robust robot localization, and some vertical field of
view is also necessary to prevent the robot from crashing into concavely shaped
objects. For instance, only the central column of an office chair may be visible to a
robot with a 2D planar LIDAR. A 3D sensor, or a 2D sensor on a servo, is necessary
to sense other parts of these objects in order to avoid them.
Furthermore, the sensor suite may need to detect landmarks at long distances for robust robot localization, especially in large open areas. Finally, direct
or reflected sunlight may affect LIDAR or RGBD sensors, and it is useful to have
a sensor resistant to being affected by sunlight for robust operation near glass windows. In Table 5.1, we outline the performance of some combination of sensors
that have been used on the BWIBot platform, in increasing order of cost.
Sensors

Sufficient
HFoV

Sufficient
VFoV

Sufficient
Range

Sunlight
Resistant

Kinect

No (60 degrees)

Yes (40 degrees)

No (4m)

No

URG-04

Yes (240 degrees)

No

No (4m)

No

Kinect +
URG-04

Yes (240 degrees)

Yes (40 degrees)

No (4m)

No

UST-20

Yes (270 degrees)

No

Yes (20m)

No

Kinect +
UST-20

Yes (270 degrees)

Yes (40 degrees)

Yes (20m)

No

VLP-16

Yes (360 degrees)

Yes (30 degrees)

Yes (60m)

Yes

Table 5.1: Various sensors and combinations used for navigation and localization on
the BWIBot in increasing order of cost. The URG-04 and UST-20 are 2D LIDARs
available from Hokuyo, and the VLP-16 is a 3D LIDAR from Velodyne. HFoV and
VFov stand for Horizontal Field of View and Vertical Field of View, respectively

While the VLP-16 satisfies all the requirements outlined in Table 5.1, its
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minimum range (45cm) creates a blind spot around the robot body (radius = 30cm).
This blind spot can be eliminated with an additional URG-04 sensor, which is undesirable. In our opinion, the ideal sensor (or combination) for an indoor robot needs
to have all the properties satisfied by the VLP-16 in Table 5.1, as well as having a
minimum range of 20cm or less, while not being prohibitively expensive.
For person and object detection, three different sets of sensors have been
tested on the platform:
1. PointGrey BlackFly GigE camera - This camera is mounted on a pan-tilt unit
constructed using Dynamixel MX-12W servos, and is useful for collecting
video data in high-resolution. It has primarily been used for detecting objects
using SIFT visual features (Lowe, 2004).
2. KinectV1 - The KinectV1 sensor is used for detecting people in 3D point
clouds. For person detection, we used the method of Munaro and Menegatti
(2014), as implemented in the Point Cloud Library (Rusu and Cousins, 2011).
While the implementation provides reasonable accuracy, the detection frame
rate is low (about 4Hz when concurrently run with other BWIBot software).
3. KinectV2 - The Microsoft SDK with the KinectV2 allows for extremely fast
and robust person detection. The raw data from the Kinect is processed via
the SDK running on a Microsoft Surface Pro separate from the primary robot
computer.
5.1.5

Mobile Manipulation

One BWIBot incorporates a Kinova MicoV1 6-DOF arm for manipulation.
The Mico arm was chosen primarily because it is safe to operate around humans.
Specifically, the arm includes force sensors in each joint which enable it to be
software-complaint when interacting with humans. In addition, the force sensors
allow the arm to perform various manipulation tasks, such as drawing on a board
with a marker and handing off objects to humans.
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5.2

Software

In the previous section, we described the hardware design choices that went
into constructing the BWIBots. Next, we describe the software architecture used on
the BWIBots, which has been built on top of the Robot Operating System (ROS)
middleware framework (Quigley et al., 2009). ROS provides abstractions for data
formats commonly used in robotics, along with message passing mechanisms allowing different software modules on a robot to communicate with one another.
An overview of the software architecture is illustrated in Figure 5.2. The
robot can be controlled at many different levels of control, where each level balances the granularity of control with the robot’s autonomy. This architecture has
been designed in a hierarchical manner, as different research applications require
different granularities of control. Specifically, the software architecture provides
five hierarchical levels of control:
Velocity Level Control: The robot has no autonomy, and is controlled directly via linear and angular velocities.
Navigation Level Control: The robot is given a physical location and orientation as a destination in Cartesian space (x, y, θ), and the robot autonomously
navigates to this destination while avoiding obstacles.
High-Level Action Control: At this level of control, the robot can execute
navigation actions to symbolic locations. For instance, the robot can be instructed to autonomously navigate to a specific door without requiring specification of the door’s location in Cartesian space. Furthermore, at this level
the robot also provides some tools for interacting with humans, such as a
GUI, speech synthesis, and speech recognition.
Planning Level Control: The robot can achieve high-level goals, such as
those that require it to navigate to a different part of the building via doors
and elevators using a sequence high-level actions.
Multi-Robot Control: This level of control allows multiple robots to be
controlled at any one of the four previously mentioned levels using a centralized server.
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In the following subsections, we describe the modules that comprise the software architecture and how these modules can be used to achieve the aforementioned
hierarchical levels of control.
5.2.1

Map Server

For the robot to navigate autonomously, it requires a map of the world. Standard ROS Navigation is designed to allow a robot to navigate using a single 2D grid
map (Marder-Eppstein et al., 2010), and these maps can be built using Simultaneous Localization and Mapping (SLAM) approaches such as GMapping (Grisetti et
al., 2007). While a single grid map is sufficient to allow an intelligent service robot
to perform navigation on a floor inside a building, it has the following limitations:
1. Without semantic information encoded within a grid map, autonomous navigation cannot be performed using symbolic locations. For instance, a user
cannot request the robot to navigate to a particular room by name only.
2. Navigation based on a single 2D map does not work if the robot is required
to use an elevator to navigate to a different floor.
The software architecture overcomes these limitations without modifying
the existing ROS Navigation stack. We implement a MultiMap Server that contains
all 2D maps necessary to perform navigation across all floors of the building. The
correct map is selected using a multiplexer node (MapMux), which is then passed
to the ROS Navigation Stack. Should the robot change floors, navigation is reinitialized with the correct map using this multiplexer node.
The MultiMap Server also adds semantic information for each floor alongside the physical maps. These maps contain information such as the symbolic
names of all doors, a mapping from physical to symbolic locations, and the physical
locations of objects of interest in the environment (such as printers). There has been
previous research on how this semantic information should be attached to a physical map (Bastianelli et al., 2013) while the physical map is being built. In contrast,
we use a simple tool that allows manual yet quick labeling of semantic information
after the physical map has been constructed.
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Figure 5.2: The software architecture for the BWIBots. The figure depicts all the
various software modules and how they are connected, implementing the various
levels of control used by different research applications.
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5.2.2

Perception

The choice of physical sensors on the BWIBots has already been discussed
in Section 5.1.4. The perception module is responsible for providing sensory information in the common data abstractions used by ROS, as well as filtering raw
sensor data. For example, any points returned by the depth sensors described in
Section 5.1.4 that belong to the chassis of the robot are filtered out. An additional
filter also updates raw sensor data to remove any potential stale obstacle readings
constructed from previous sensor data.
5.2.3

Simulation

We have developed 3D simulation models for the BWIBots using Gazebo
(Koenig and Howard, 2004), allowing us to run simulations with one or many
robots. The focus of this module is not to accurately simulate the dynamics of the
robot, but rather to provide a platform for testing various single-robot and multirobot applications. Consequently, in order to speed up the simulation, especially
when multiple robots are being reproduced, we use an extremely low fidelity model
of the robot that ignores the dynamics of the wheels and simulates the entire collision model of the robot as a cylinder. It then applies simple lateral forces to
the robot to emulate real motion in the environment, allowing the simulation to run
many times faster than real time. In contrast, the visualization of the robot continues
to use an accurate high-fidelity model, allowing demonstrations to look realistic.
5.2.4

Robot Navigation

While the BWIBots can be controlled directly via velocity level control, most
applications require the BWIBot platform to at least be able to autonomously navigate to a given physical location within a 2D map. This second control layer,
called the navigation level control, can be provided using a more sophisticated autonomous navigation system built on top of the velocity level control.
Autonomous navigation on the BWIBots is built using the ROS Navigation
stack (Marder-Eppstein et al., 2010). The ROS navigation stack keeps track of the
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obstacles in the environment using an occupancy grid representation. Given the
current locations of obstacles, it makes use of a global planner to find a path to
a desired destination. It then uses a local planner to compute linear and angular
velocities that need to be executed by the robot to approximately follow the global
path while avoiding obstacles.
In our instantiation of the navigation stack, Dijkstra’s algorithm is used to
find a path to a destination, and low-level control is implemented via the Elastic
Bands approach (Quinlan and Khatib, 1993). This approach makes use of active
contours (Kass et al., 1988) to execute local control that balances the straightness
of the executed path with the distance of obstacles to this path.
The navigation stack also needs to estimate the position of the robot for
navigation, and uses Adaptive Monte Carlo Localization (AMCL) (Fox et al., 1999)
for robot localization. In this approach, the distribution of possible locations the
robot may be in is represented via samples called particles, and the mean of this
distribution gives the current estimate of the location of the robot.
5.2.5

High-Level Robot Actions

In many research applications, it is useful to have the robot interact with
the environment without specifying low-level details. For instance, an algorithm
may call for executing a sequence of actions using symbolic instructions, such as
approach door d1 and go through it, rather than specifying physical locations for
the robot to navigate to. The third level of control in the software architecture
provides this functionality, which is termed the high-level action control. At this
level, symbolic navigation instructions to the robot can be specified to the robot;
this level is built on top of navigation level control.
At this layer, the robot can also perform a number of actions that require
human interaction. A GUI built using Qt5 allows displaying text and images to
the user, as well as asking text or multiple choice questions. Speech recognition
using Sphinx (Walker et al., 2004) and speech generation using Festival (Taylor et
5

http://www.qt.io/
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al., 1998) are also available at this layer, allowing interaction via spoken natural
language.
5.2.6

Robot Task Planning

Given the ability to perform various high-level actions, sequences of such
actions can be constructed to achieve high-level goals. For instance, the robot
may need to deliver an object to person p1 , but may not know p1 ’s location. However, it may know that it can acquire p1 ’s location by asking person p2 . Achieving
this goal requires multiple symbolic navigation actions, as well as use of the GUI
and speech recognition/generation actions to interact with people. Furthermore, to
achieve these high-level goals, the robot needs to track knowledge about the environment, such as the location of person p2 . Such information is stored within a
knowledge base on the robot, and is used both for planning and for reasoning about
the environment.
This knowledge base, along with a planner and reasoner, provides the fourth
control layer on the robot, called planning level control. Using this level of control,
the robot can execute goals such as delivering a package, getting a cup of coffee,
or reminding a person about a meeting. The symbolic knowledge representation
used by this module is based on Answer Set Programming (Lifschitz, 2008), and
the system delegates the actual automated reasoning and planning to the answer
set solver CLINGO (Gebser et al., 2011). The planner first computes all high-level
actions required to complete a goal, and then executes these actions. For more
information about this module, we refer the reader to Khandelwal et al. (2017).
5.2.7

Multi Robot Coordination

The software components described up to this point are sufficient to enable
robust autonomous control of an individual robot. However, we have not addressed
any of the issues that arise when multiple robots are operating in the same environment. In particular, the core ROS infrastructure does not support robust multirobot communication and coordination. We therefore make use of the RObotics
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in CONcert (ROCON) ROS modules to enable centralized control over multiple
BWIBots (Stonier et al., 2015).6
The ROCON framework has many features, including:
• Given the IP address of a central hub that coordinates all the robots, each
robot can automatically pass control to this central hub. Furthermore, the
hub does not require any configuration to connect a specific robot, and any
number of robots can automatically connect to it.
• Multiple control modalities can be transferred from each robot to the centralized controller, allowing control of each robot at any control granularity.
Apart from control modalities, information such as each robot’s location can
also be forwarded to the centralized controller.
• Should communication with the centralized controller become intermittent,
each robot can retain the option of functioning independently.
As part of this dissertation work, the author of the dissertation has contributed to many ROCON modules7 , and has helped test the entire ROCON framework. This multi-robot coordination framework introduces the fifth and final layer
available for controlling the robots: multi-robot control. Using this framework, it is
possible for a single centralized controller to control multiple robots using any of
the previously mentioned four control layers.
In Section 5.4, we describe how the MDP formulation presented in Chapter 4 has been used to construct a real multi-robot human guidance system. This
real multi-robot system makes use of the ROCON framework for multi-robot coordination, allowing the centralized controller to provide instructions to a human
using a robot’s GUI (action level control) and navigate robots to specific locations
in the environment in order to assist a human or complete background tasks.
6

The ROCON framework has been spearheaded by Daniel Stonier and others at Yujin Robotics.
Additionally, a portion of the research presented in this dissertation has been supported by funding
from Yujin Robotics.
7
Specifically http://wiki.ros.org/rocon_gateway, http://wiki.ros.org/
rocon_hub, http://wiki.ros.org/rocon_multimaster, and http://wiki.ros.
org/concert_service_gazebo
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5.3

Research Applications

The development of the BWIBot platform was designed to aid many different research projects in the Learning Agents Research Group at UT Austin. In
this section, we briefly summarize a few of the research projects undertaken using the BWIBots that are not the main focus of this dissertation in order to better
demonstrate the breadth of research activities it can support.
In Section 5.2.6 we briefly described how complex task planning can be performed for the BWIBots using a general purpose description written in a formal
language, which can be used by a planner and reasoner (such as CLINGO) to generate plans. There are many different means of formalizing the planning descriptions
for the planner/reasoner. We have studied how action language BC and ASP can
be used to encode a description of the domain, allowing robots to achieve complex
goals using defeasible reasoning, which allows a planner to draw tentative conclusions which can be retracted based on further evidence, and indirect/recursively
defined fluents (Khandelwal et al., 2014; Yang et al., 2014) As a consequence of this
research, we now use ASP for describing general purpose domains in the BWIBot
platform.
Another line of research has investigated how commonsense reasoning can
be incorporated into traditional probabilistic planning. For instance, if the robot
knows that the current time is before noon, and building inhabitants typically drink
beverages like coffee in the morning (commonsense knowledge), it can use information such as this to resolve any ambiguities in instructions provided to the robot
in a spoken dialog system faster than traditional probabilistic planning (Zhang and
Stone, 2015).8 Further research has also looked at incorporating commonsense
knowledge in a dynamic manner. For instance, the robot may be using commonsense knowledge to avoid direct sunlight (to prevent blinding its sensors) to plan
a path away from windows, and while executing this path observe that the sun is
hidden behind some clouds. In this situation, it needs to dynamically adapt how
8

The author of this dissertation did not participate in this research, although infrastructure developed as part of this thesis was used in the research.
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its path planning is being affected by commonsense reasoning (Zhang et al., 2017).
Experiments and demonstrations in this line of research were performed using real
BWIBots, as well as in the simulation environment described in Section 5.2.3.
Since one of the most convenient means for humans to convey instructions is
natural language, one line of research has looked at how natural language requests
can be understood by robots by grounding them using a robot’s existing domain
knowledge, and how robots can incrementally learn larger vocabularies through
conversation (Thomason et al., 2015).8 The initial vocabulary of the robot is generated in part from the ASP domain description used by the planner as described
in Section 5.2.6, and the Qt Gui described in Section 5.2.5 is used as the interface
with the human. Any language commands by the user, once grounded completely,
are executed by the robot planner as task planning goals. Furthermore, recent work
has looked at grounding human instructions (such as “Bring me a full, red bottle.”)
in a BWIBot’s perception and actions (Thomason et al., 2016).8

5.4

Multi-Robot Human Guidance Implementations

We have just briefly summarized a number of research projects using the
BWIBots. In this section, we describe research conducted using the BWIBot platform that directly pertains to the research focus of this dissertation. Specifically, we
describe two user studies on the multi-robot human guidance problem using the 3D
simulation environment described in Section 5.2.3, with real humans controlling
simulated avatars in the environment. The user studies were performed in simulation only, and not in the real world, due to the prohibitive difficulty of setting up a
repeatable experiment in the real world where multiple robots are distributed across
a building. While the perception and control interface available to the human is not
equivalent to the real world, the simulation experiment uses the same modules for
robot navigation, localization, and interface as those used on the real robot system.
Simulation can thus help evaluate the system in a semi-realistic setting with real
humans generating MDP state transitions. Furthermore, while the user studies were
conducted only in simulation, the same system (and implementation) has also been
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deployed on real robots; a demonstration of the real multi-robot system is available
online.9
5.4.1

User Study - Instantaneous Robot Motion

In the user study presented in this section, we implement the multi-robot
human guidance with instantaneous robot motion problem, described in Chapter 2,
using the simulation environment described in Section 5.2.3. A review of Chapter 2
may be necessary to understand the user study presented in this section.
In this simplified version of the multi-robot human guidance problem, robots
are moved instantaneously to a location where a human needs assistance. Furthermore, humans are only guided to adjacent graph location as illustrated in Figure 5.3a, and robots do not directly lead a person to locations in the environment.
Finally, the number of times the system can provide assistance to a human is limited
by a problem defined parameter, and we evaluate performance at different settings
of this parameter. A real human controls a simulated avatar inside the environment,
and follows robot instructions as illustrated in Figure 5.3a.
The MDP formulation for this problem has a sufficiently small state-action
space to allow precomputing the optimal action at every possible system state using Value Iteration (VI). The transition function of the MDP is defined using a
hand-coded model of human behavior (discussed in Section 2.4.2), and this handcoded model defines the human’s stochastic behavior in the presence of guiding
robots. In contrast to the empirical results presented in Chapter 2, where evaluation
was performed using the same next state transition probability distributions as this
hand-coded model, the behavior of real humans may differ from the model used
for planning. As a result, the distribution of transitions experienced when interacting with real humans may not follow the distributions specified by the model, and
the VI solution can no longer be considered optimal in this user study. Similar to
Chapter 2, we compare the performance of VI and the heuristic approach defined
in that chapter, and the goal of this user study is to demonstrate that VI planning
9

https://vid.me/Qghh
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(even with an incorrect model) can still outperform a simpler heuristic approach in
semi-realistic setting.
The 3D environment used for implementing the MDP framework in Chapter
2 was based on the same 2D map used for experiments in Chapter 2 (Figure 2.6e).
The simulator allows a human to control an avatar inside the environment, and
provides sensory information through a simulated camera as shown in Figure 5.3a.
Humans can move the avatar forward or backward, as well as strafe or turn the
avatar left or right (for a total of 6 inputs). Human position inside the environment
is mapped to a graph node to compute the system state inside the MDP, and the
simulator queries the VI or heuristic policy for the action to take at that state. This
action is then used to move a robot to its assigned location, release a robot from an
assigned location (i.e. remove it from the map), or provide directions to the human.
As the human moves around in the environment, the projection on the graph is
updated, and whenever the human completes a transition, the next best action is
selected and executed.
Some modifications to the MDP described in Chapter 2 were necessary for
the 3D simulation implementation, as explained below.
1. Visibility in the simulator is limited up to 30 meters, and isVisible(u,v) and
visibleNodes(u) (defined in Section 2.3) were modified to account for this reduced visibility. This modification ensures that robots that are placed further
ahead to guide the human are visible from the human’s current location.
2. There is a slight delay between when the state of the MDP is updated and
when the action at that state is executed inside the simulator. This duration
gives the possibility for the human to collide with or bypass a robot being
moved to the human’s current location (s.curNode where s is the current system state). Consequently, the action for placing a robot at the human’s current
location (placeRobot(s.curNode)) was disabled.
3. As part of the user study, the humans are told to look for a red ball in the
environment. Since the ball is visible in the simulator, it induces an effect in
the human decision model similar to that produced by a robot visible in the
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(a) Simulator Interface

(b) Distance - Experiment 2

Figure 5.3: Figure 5.3a shows the camera stream from the simulated avatar available for the user to move around in the environment. Figure 5.3b shows the average
distance traveled in each problem instance. Significant differences are in bold. The
black line indicates the performance of a human who always walks along the shortest path to the goal.

distance. For this reason, the hand-coded human decision model (explained
in Section 2.4.2) was modified such that the goal location induced a similar
change in the transition function as a robot visible in the distance (Case 1 in
Section 2.4.2). This change ensured that the model correctly accounted for
the fact that when a human sees the red ball, he walks towards it.
In this user study, we arbitrarily selected 5 problem instances where the
shortest path between the start location and the human’s destination along the topological graph was greater than 40 meters (the size of the environment is 46.8m
× 46.8m). Each of the 5 problem instance was tested with a specific value of
maxRobots, where maxRobots is the number of times the system can provide assistance to the human. Between the 5 problems all values for maxRobots in {1, . . . , 5}
were covered. Prior to evaluating these test problems, each human subject attempted to find the red ball in 2 small tutorial problems to first get acquainted
with the simulator interface. A total of 19 subjects participated in this study. 9
and 10 humans were guided using robot placements provided by the heuristic and
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VI solutions, respectively, across all 5 problems.
Similar to the experiments in Chapter 2, the distance traveled by the human
along the topological graph was measured, and this distance has been normalized
against the shortest graph distance between the start and goal locations. This normalized distance, across all 5 problems, was averaged to produce the results plotted
in Figure 5.3b. In all experiments, the difference between the 2 policies is either
insignificant, or the VI solution significantly outperforms the heuristic.
Of particular note is the case with 1 robot, where the heuristic performs
better than the VI solution. The heuristic places its single robot immediately to
point the human in the general vicinity of the goal, and the human executes a search
strategy in the correct region to find the goal. Since the hand-coded human decision
model used for planning does not account for this strategy, the VI solution is quite
conservative about placing its single robot unless it can place a robot on a location
directly visible from the goal, and the human wanders aimlessly for some time.
Since the variance of both approaches is high, the difference is not statistically
significant given the limited number of samples. A more realistic human model
may be able to improve the VI solution in such cases.
5.4.2

User Study - Complete Multi-Robot Guidance Problem

In the user study described in this section, we implement the more complex
complete multi-robot human guidance MDP, discussed in Chapter 4. This MDP
formulation discards many of the assumptions outlined in the previous section; a
complete list of these assumptions is available in the Chapter 4 introduction. Similar
to the previous user study, the simulation for this MDP has been implemented using
the simulation environment described in Section 5.2.3. The visualization presented
in Figure 2.1 has been generated using this simulation implementation.
One of the main issues that needs to be resolved in order to implement the
multi-robot guidance MDP presented in Chapter 4 pertains to the position and motion of robots and humans in the environment. The position of robots and humans
need to be projected on the MDP topological representation during initialization,
and this projection then needs to be constantly updated as entities move around.
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The topological representation does not account for the robot’s orientation, and the
speed of the robot provided to planning based approaches (0.5m/s) is less than its
true linear speed (0.75m/s) to account for rotation time.
Furthermore, as explained in Section 4.1.3, the transition function assumes
a deterministic motion model, whereas the motion of entities in the real world is
quite non-deterministic. As a result, when a planning based approach is used, once
a state transition occurs, it is necessary to map the real state to the closest one in the
planning tree in order to determine the best action estimated via planning. When
such a mapping cannot be made, the SingleRobot policy is executed at the current
state.
Finally, a slight modification was made to how transitions are implemented
in the MDP presented in Chapter 4, in comparison to the experiments presented
in that chapter . Through initial empirical observations, it was noted that when a
human transitions to a location and observes a robot approaching the same location,
he typically waits for the robot to stop moving under the expectation of receiving
instructions. Consequently, in the implementation, a human transition would only
be registered once any robots close to approaching the same location had completed
navigation as well.
Figure 5.4 illustrates the environment (with 3 robots) and topological representation used in the simulation, and is built using the floorplan of a real building. However, this simulation environment lacks many artifacts present in the real
world. For instance, a human being guided to a coffee shop or a particular office
can sometimes finish the navigation task on his own based on his own perception
of the environment. In the previous user study, a human identified the goal location through a red ball present in the environment, but that approach was avoided
to minimize deviations from a real-world implementation. Instead, the simulation
implementation was constrained to ensure that a robot was present with the human
upon reaching the goal to declare that the goal was reached.
We performed a user study using the 3D simulation environment, with real
humans controlling simulated avatars. Each of the 22 participants performed 3 guidance problems, with 11 participants performing the SingleRobotW baseline, and
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Figure 5.4: Map for the simulated environment used in the user study presented
in Section 5.4.2. The size of the environment is 80m × 60m, and the topological
representation of the environment is overlaid on the map.
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11 participants performing the MCTS baseline. The following domain parameters
were used (v̄h = 1m/s, v̄r = 0.5m/s, τT = 10s, ui = 1, and τ̄u = 0.5). SingleRobotW
was selected over SingleRobot since it performs better when background task utility
is non-zero. Additionally, as per the results in Section 4.3, the PDP-T heuristic does
not perform better than SingleRobot when the environment has 1 floor. From all the
MCTS variants presented in Chapter 4, the MCTS(Wait) approach was selected to
represent MCTS-based approaches, as it performs best in small environments at the
domain settings used in this experiment.
Next we describe the background tasks being performed by the robots, along
with the 3 problems that were used in this user study. The 3 robots patrol the
building floor along prespecified routes in infinite loops. These prespecified routes
comprised of the following nodes: [2, 3, 5, 3, 2], [10, 12, 27, 11, 27, 10], and [16,
0, 16, 18, 14, 18, 16].
Problem 1 had a start location at node 3, and a goal location at node 13, with
the shortest path from start to goal as [3 - 5 - 6 - 13]. Problem 1 was selected since
in this problem, MCTS planning fails to produce a better policy than SingleRobotW
when the MDP is evaluated using the hand-coded human decision model presented
in Section 4.1.3, i.e. using MCTS achieves less reward as well as results in the
human taking more time (in expectation across 1,000 trials), and represents a rare
failure case for MCTS planning.
Problem 2 had a start location at node 10, and a goal location at node 17, with
the shortest path from start to goal as [10 - 12 - 14 - 18 - 16 - 17]. In experiments
using the hand-coded human decision model for problem 2, using MCTS results in
greater reward, as well as less time required by the human to reach the goal, when
compared to SingleRobotW.
Problem 3 had a start location at node 16, and a goal location at node 4,
with the shortest path from start to goal as [16 - 18 - 14 - 6 - 5 - 3 - 4]. Finally, in
Problem 3, experiments using the hand-coded human decision model indicated that
while MCTS took longer to get the human to the goal, it achieved higher reward in
expectation, when compared to SingleRobotW.
Since the MDP reward computation makes use of the model to estimate util121

(a) Predicted Times

(b) Actual Times

Figure 5.5: Figures 5.5a-5.5b show the model predicted and empirically determined
times for completing each problem.

ity loss of deviating robots from their background tasks (see Section 4.1.4), utility
loss cannot be directly measured from the simulation environment. In contrast,
the time required to complete a request can be directly measured, and we compare
predicted and empirically evaluated times instead of normalized reward (see Figure 5.5). One instance of the SingleRobotW policy was excluded from results – the
participant followed the robot at too far a distance to trigger state transitions in the
MDP, and never attempted to move closer to the robot.
For Problems 1 and 2, the times from the actual case study match predicted
times. In Problem 3, MCTS performed better than predicted, and we provide one
observed discrepancy between prediction and reality. When directed by a robot
at node 14 to walk towards node 6, the model predicts the most likely outcome
as [14 → 6 → 8 → 9 → 8 → 6 . . . ]. In reality, even if a human walked into
the dead end at node 9, they were more likely to explore the corridor along nodes
5 ↔ 3 themselves, which was the desired direction of motion for the goal at node
4. Similar to the previous user study, this discrepancy outlines a shortcoming of
using a simple hand-coded model for human behavior, and more realistic models
are necessary for planning to closely match real world performance.
122

5.5

Summary

In this chapter, we first presented an overview of the BWIBot multi-robot
system, both from a hardware and software perspective. All the software discussed
in this chapter is available open-source10 . Next, we outlined how these robots have
enabled research on a variety of projects pertaining to robot reasoning, action planning, and human-robot interaction. Finally, we explained how this system was used
to implement two different flavors of the multi-robot human guidance problem, and
how these implementations were used to conduct two user studies in a 3D simulation environment where real humans controlled simulated avatars. The implementation based on the multi-robot human guidance MDP framework presented in
Chapter 4 was also deployed on a real multi-robot system.
In this chapter, we demonstrate that real-world multi-robot coordination
problems requiring stochastic transitions can be successfully implemented at a scale
of 5-10 robots, and MCTS can be used to approximately solve such problems in
real-time. We also demonstrate that straightforward models of human behaviors
are useful for solving the multi-robot human guidance MDP, but can also generate
idiosyncratic behavior that does not reflect the behavior of real humans. In the following chapter, we discuss a direction of future work that not only looks at learning
such models, but also how to quickly select an appropriate model from many available models once the system begins interacting with a particular human. Furthermore, this chapter marks the conclusion of all the empirical evaluation presented in
this dissertation.

10

https://github.com/utexas-bwi/
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Chapter 6
Related Work, Contributions, and Future Work
Directions
In this final chapter, we first discuss existing literature related to the work
presented in this dissertation in Section 6.1. Next, we discuss the main contributions of this dissertation from a qualitative perspective in Section 6.2. Finally, in
Section 6.3, we discuss various means of extending the work presented in this dissertation by taking a look at directions for future work.

6.1

Related Work

The ideas presented in this dissertation touch upon many different research
threads, and relevant work has been covered throughout the document. In this section, we first broadly cover additional literature related to multi-robot coordination in Section 6.1.1 and scheduling in Section 6.1.2. We then dive into literature
relevant to the three specific research areas that this thesis touches upon: multirobot human guidance, Monte Carlo tree search, and multi-robot systems in Sections 6.1.3, 6.1.4, and 6.1.5, respectively.
6.1.1

Multi-Robot Coordination

The main research focus of this dissertation has been on multi-robot coordination and scheduling. Coordination between multiple robots has been studied
for the last few decades, and in this section, we first briefly present some prior approaches to multi-robot coordination that have used MDPs and derivatives. In Section 6.1.2, we discuss work related to scheduling, and discuss how the on-demand
multi-robot coordination problem could have potentially been framed as a flexible
Job-shop Scheduling Problem (JSP) from the Operations Research (OR) literature,
and explain why an MDP framework is more suitable instead.
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Multi-Robot coordination has been studied using various different applications in the past two decades. One venue for multi-robot coordination has been the
RoboCup competition (Kitano et al., 1997), which has helped progress various aspects of multi-robot systems, including team coordination, behavior, and strategy,
using automated robot soccer as a test domain. The competition also makes use of
simulated robot soccer teams along with tests in the physical world (Kitano et al.,
1998). One of the main approaches to multi-robot coordination in RoboCup is distributed coordination using role assignment (Iocchi et al., 2003). In 2010, another
similarly designed testbed, the MAGIC competition, helped test how multi-robot
teams can effectively perform reconnaissance in outdoor environments with limited supervision from a human operator (Olson et al., 2012). Approaches employed
in these competitions typically assume that robots are continually coordinating to
complete their objectives, and the overarching goal can be achieved by each robot
adopting a different task, role, or behavior.
Apart from competitive venues, coordination between multiple robots has
also been studied from a theoretical perspective. The multi-agent pathfinding problem (MAPF) is a popular example, which involves finding the optimal solution for
navigating multiple robots to their destinations while avoiding collisions (Yu and
LaValle, 2013; Sharon et al., 2013). There are many variants of this problem. For
instance, in a disaster response domain, automated bulldozers need to clear paths
before automated firetrucks can reach fires (Jones et al., 2011), requiring planning
with heterogeneous robots and path precedence constraints. These domains typically do not consider stochasticity in the outcome of actions.
Multi-robot coordination has also focused on scenarios where other considerations apart from the joint task itself also need to be taken into account. For
instance, it may be necessary for a robot to remain in communication with at least
two other robots while coordinating on a task (Ahmadi and Stone, 2006). More recent work has also looked at situations where a system of multiple robots only needs
to communicate periodically while coordinating (Hollinger and Singh, 2010). Unlike these prior works which focused on coordination as well as communication,
this dissertation instead focuses on coordination and how this coordination can be
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scheduled. The study of communication issues within the on-demand multi-robot
coordination problem is an interesting direction for future work.
Previous multi-robot coordination literature that shares the most similarity to
our work makes use of MDPs to coordinate robots. Multi-robot coordination via decentralized Partially Observable MDPs (POMDPs) has been studied by auctioning
different roles, under the assumption that each robot can be assigned a well-defined
role or behavior (Capitan et al., 2013). Recent research has investigated on how
multiple mobile robots can coordinate together to perform tasks such as delivery and
box-pushing in small real-world environments using decentralized partially observable MDPs with macro actions (Amato et al., 2015a,b). In this prior work, actions
are designed such that robots are controlled at a coarser granularity which is similar
to the design described in this dissertation. Decentralized MDPs for multi-robot exploration and mapping have also made use of Distributed Value Functions (DVFs),
where each robot solves a single independent MDP which guides that robot’s exploration strategy to visit areas less likely to be visited by other robots (Matignon
et al., 2012).
While some of these multi-robot coordination approaches outlined above
share some similarities to the MDP framework proposed in this document, such
as the use of macro-actions, none of them consider the scheduling aspect of the
on-demand multi-robot coordination problem. At the same time, they assume that
the environment is partially observable and communication is constrained requiring
decentralized coordination, which are more general assumptions than those made
in this dissertation.
6.1.2

Robot Scheduling

Prior work in robot scheduling has looked at how users can schedule tasks
on mobile robots using web interfaces (Coltin et al., 2011), and how exploration
tasks can be interleaved among scheduled independent tasks automatically (Korein
et al., 2014). Gerkey et al. have also presented an excellent overview of multi-robot
task allocation strategies (Gerkey and Matarić, 2004). It is important to note that
while multi-robot coordination tasks have been studied from a scheduling perspec126

tive, most of these frameworks assume that a task can be split into individual jobs
fairly easily such that multiple robots can perform one or more individual jobs.
In contrast, the on-demand multi-robot coordination framework presented in this
dissertation jointly solves the scheduling and task decomposition problems.
The on-demand multi-robot coordination problem shares many common
threads with existing problems in Operations Research (OR) literature, and in this
section we compare it to the Job-shop Scheduling Problem (JSP) (Graham, 1966).
Briefly, a JSP consists of machines which can be used to complete jobs. Each job
requires a sequence of operations to complete, where each machine can perform
a given operation at a time. Given that machines may be specifically designed to
complete a subset of all operations, a JSP solver needs to come up with a schedule
for each machine that minimizes the makespan of the schedule, i.e. all jobs are completed in the minimum amount of time. The JSP is a N P-Hard problem (Yamada
and Nakano, 1997).
The on-demand multi-robot coordination problem can be framed as a JSP
where robots are machines, MDP actions are operations, and on-demand and background tasks are individual jobs (Note that background tasks can be modeled as
operations as well). Furthermore, the JSP also needs the following properties to
completely frame the on-demand multi-robot coordination problem:
• Dynamic Scheduling - Since on-demand tasks cannot be pre-planned for,
and are not known before they become available, the jobs in the equivalent
JSP are not known a priori. There is an dynamic version of the JSP (Gere Jr,
1966) that allows new jobs to enter the job queue without prior planning. A
long-running dynamic JSP attempts to maximize throughput instead of minimizing the makespan.
• Flexible Scheduling - In the on-demand multi-robot coordination problem,
it is not known a priori as to what contribution each robot will make towards
finishing a given tasks. For instance, in the multi-robot human guidance problem, it is possible for a single robot to complete the task, albeit potentially
sub-optimally. Consequently, a flexible number of robots can be used to
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complete a given task. In the equivalent JSP, this property is equivalent to
the flexible JSP (Brucker and Schlie, 1990), in which the solver has to decide
the sequence of operations required for completing each job as well as the
schedule on every machine.
• Sequence Dependent Setup Time - Prior to performing certain jobs such as
completing a background task, a robot may need to change its location. The
time required to change its location depends on the previous task or action
that robot may have performed, and consequently there is some sequence
dependent setup time required before a given action can be performed. This
property has been modeled in the JSP previously as well, where a machine
requires some setup time before it can be used for a given operation (Kim and
Bobrowski, 1994).
• Preemptive Scheduling - The on-demand multi-robot coordination problem
allows interrupting a robot to perform another task or operation. Consequently, preemptive scheduling is required in the equivalent JSP, a property
which has been studied in the past(Abdeddaı̈m and Maler, 2002).
• No-Wait or Blocking Constraints - Some tasks can be time sensitive, and
may require either the robot to wait after completing an action, or immediately hand off the task to another robot. Such requirements have been
modeled as blocking and no-wait constraints in JSPs (Mascis and Pacciarelli, 2002). For instance, in the multi-robot human guidance problem when
a human is being handed off from one robot to the next, it is necessary for the
2 robots to be at the same location, which can be modeled as either a no-wait
or blocking constraint.
• Weighted Tardiness Costs (Vepsalainen and Morton, 1987) - The on-demand
multi-robot coordination problem assigns an importance measure to each task
as a scalar utility. A similar property has been studied in JSPs by using jobspecific delay penalties.
• Stochastic Outcomes of Operations - In the multi-robot coordination problem, there is inherent stochasticity in various elements of the environment.
For instance, in the multi-robot human guidance problem, a human may mis128

interpret the instructions provided by a robot and move in an unintended direction. In the equivalent JSP, this equates to operations producing outcomes
that invalidate a previously designed sequence of operations. To the best of
our knowledge, stochastic outcomes have not been studied in JSPs. Scheduling literature, in contrast, has only dealt with the stochasticity of how long
an operation can take (Pinedo and Schrage, 1982), but the outcome of an
operation is always deterministic.
Given all these requirements, and specifically the requirement of planning
with stochastic constraints, has led us to model the on-demand multi-robot coordination problem as an MDP, since an MDP is an excellent tool for modeling the many
uncertainties in real-world environments that service robots operate in, as well as
the sequential nature of the robots’ movements inside the environment. Anytime
MDP planners give an easy method for producing solutions to this problem. Given
the similarities between the on-demand multi-robot coordination problem with the
job-shop scheduling problem, we believe this thesis could provide some useful formalizations and algorithms to the OR community as well.
6.1.3

Multi-Robot Human Guidance and Topological Graphs

In Chapters 2 and 4, we formalized two different versions of the multi-robot
human guidance problem as MDPs. In this section, we discuss literature related to
human guidance, along with work related to the topological graph representation
used within the MDP formalizations.
Single robot guides have been used over the past two decades to guide humans on a tour (Thrun et al., 1999), or provide navigation assistance to the elderly
and visually impaired (Montemerlo et al., 2002; Lacey and Dawson-Howe, 1998).
In contrast, the goal of our work is to navigate able-bodied individuals inside a
building by using multiple robots to guide them. The work of Rogers et al. has
taken a much more subtle approach to influencing human routes inside a building
using ambient displays (Rogers et al., 2010), and aims to change people’s behavior
towards making healthier choices such as taking the staircase instead of an eleva129

tor. In contrast, we use a much more direct interface by using a robot’s screen to
influence short term navigation decisions.
To efficiently guide a person inside a building, it is necessary to have a model
of human motion based on their interaction with guide robots. Past work has looked
into building models of how humans interpret natural language navigation instructions (Chen and Mooney, 2011), and how such instructions can be used by robots
to get to a navigation goal (Tellex et al., 2011). Instead, we use directional arrows
on a robot’s screen to guide a person, which simplifies how we formulate the multirobot guidance problem as a Markov Decision Process (MDP). We leave evaluating
additional interfaces for human robot interaction to future work.
The guidance problem discussed in Chapter 2 shares many similarities with
the stochastic shortest path problem (Bertsekas and Tsitsiklis, 1991). The stochastic
shortest path problem defines an MDP where an agent traverses along a graph.
Any decisions made by the agent to move along a particular edge on the graph
changes the distribution among all possible adjacent graph nodes that the agent
could transition to, with the selected edge being the most likely transition. In the
MDP framework discussed in Chapter 2, this distribution over next states cannot
be changed by the human. Instead, it is changed by a system that places a robot
at that location, and once the maximum number of such placements are made, the
system loses its ability to affect a change in distribution. Additionally, information
tracked using the state representation is used to compute the probability distribution
over next states, whereas this distribution in the stochastic shortest path problem is
typically fixed for a given location and action.
In Chapter 2, we presented a topological graph representation of the environment to formulate the multi-robot guidance problem as an MDP and reason about
human movement. Topological graphs have been used in the past for learning maps
of the environment (Choset and Nagatani, 2001), and for robot path planning and
navigation (Thrun and Bücken, 1996; Konolige et al., 2011). Furthermore, the approach for topological map generation discussed in Chapter 2 is built upon previous work (Thrun and Bücken, 1996), and produces graphs similar to Generalized
Voronoi Graphs (Choset and Burdick, 1995).
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6.1.4

MCTS and Biased Backpropagation

Monte Carlo Tree Search (MCTS) has been used to solve the MDP formalizations presented in this dissertation in real-time. In Chapter 3, we also discussed
different parametrized and non-parametrized techniques for biasing backpropagation. In this section, we discuss work related to MCTS and different approaches for
biasing backpropagation within it.
Since its introduction in 2006 (Kocsis and Szepesvári, 2006; Coulom, 2007;
Chaslot et al., 2008), many different versions and variations of the MCTS architecture have been proposed and studied empirically. For example, variants such as
UCB-tuned have modified the upper confidence bound of UCB1 to account for variance, in order to perform better exploration (Auer et al., 2002). Tesauru et al. proposed a Bayesian version of UCT, which engenders better estimations of node values and uncertainties given limited experience, but is more computation-intensive
(Tesauro et al., 2012). Various modifications have been proposed to improve the exploration strategy under UCT (Gelly and Wang, 2006; Wang and Gelly, 2007) and
its value estimation (Gelly and Silver, 2007, 2011; Helmbold and Parker-Wood,
2009; Feldman and Domshlak, 2014b). Additional work has combined temporaldifference-like offline learning with online learning in Monte Carlo Tree Search
(Gelly and Silver, 2007; Silver et al., 2008; Osaki et al., 2008).
By and large, the majority of previous work related to MCTS has focused on
the action selection strategy. Nonetheless, The idea of applying more sophisticated
backup strategies in planning is not new. Hester presented a variation on UCT similar to MaxMCTS(λ) as part of the general TEXPLORE framework, and applied it
to various domains without analyzing the effect of varying the λ parameter (Hester,
2012). Silver et al. applied the idea of eligibility traces to planning in Dyna2 (Silver
et al., 2008). While it may be possible to adapt Dyna2’s approach to MCTS, this
approach is unsuitable for deterministic action selection algorithms such as UCT,
since it is possible that values of nodes closer to the root may not change when
λ < 1 in Dyna2, which would cause UCT to under-explore by selecting the same
action at these nodes.

131

Keller and Helmert also proposed several variants to UCT apart from MaxUCT, such as DP-UCT, which performs partial backpropagation proportionately
to successor probabilities, and UCT*, which combines DP-UCT with heuristic
search (Keller and Helmert, 2013). These algorithms require access to a declarative
model of the MDP, whereas variants presented in this dissertation do not. Feldman
and Domshlak have compared Monte Carlo to Bellman updates in MCTS, and were
able to show formal regret bounds for both (Feldman and Domshlak, 2014a).
Several previous papers have comparatively studied different components of
the MCTS architecture. As in the general literature, most of these surveys focused
on the action selection strategy component of MCTS. Helmbold and Parker-Wood
studied different AMAF heuristics for Monte Carlo Go (Helmbold and ParkerWood, 2009). Perick et al. compared different exploration strategies in Monte Carlo
Tree Search for the game of Tron (Perick et al., 2012). More closely related to the
work presented in Chapter 3, Coulom analyzed several domain-specific and hand
designed backup strategies in MCTS, tailored exclusively for Crazy Stone, an agent
for 9X9 GO (Coulom, 2007). To the best of our knowledge, we are the first to rigorously analyze the usage of principled backpropagation strategies in MCTS.
6.1.5

Multi-Robot Systems

In Chapter 5, we discussed the BWIBot multi-robot system, which has been
used to implement the MDP formalizations presented in this dissertation. This section discusses other multi-robot systems that share some of the same research goals
as the BWI multi-robot system.
In recent years, multiple autonomous service robot systems have been developed that are designed to interact with humans and operate within human-inhabited
environments. Mobile robot platforms range from service robots such as the CareO-bot 3 (Reiser et al., 2009) and research robots such as the uBot-5 (Kuindersma et
al., 2009) to personal robots such as the PR2 (Cousins, 2010) and Herb 2.0 (Srinivasa et al., 2012).
The Collaborative Robot (CoBot) platform (Veloso et al., 2015) is a multirobot system that exists symbiotically with humans. CoBots establish a symbiotic
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relationship with humans, as they fulfill human commands while requesting human
help for achieving difficult tasks such as using an elevator (Rosenthal et al., 2010).
This technique is also employed on the BWIBots. Furthermore, CoBots use mixed
integer programming for scheduling tasks, and use a web-based interface to accept
user requests (Coltin et al., 2011). In contrast, BWIBots are used to research the
complimentary problem of robust planning, where it is necessary to select the best
sequence of actions to complete a single user request efficiently.
The SPENCER project aims to enable a robot to treat humans in the environment as more than simple obstacles (spe, 2016). Specifically, this project focuses
on allowing robots to perform socially-aware task, motion, and interaction planning, while interacting with groups of people. Research contributions are targeted
at tracking multiple people as social groups (Luber and Arras, 2013), and performing robust navigation in the midst of crowds (Vasquez et al., 2014). While some of
the research performed using the BWIBots focuses on recognizing human activity
in the robot’s vicinity, research contributions using the BWIBots are focused more
on improving direct interaction with a single human via natural language dialog
systems.
The STRANDS project is concerned with allowing robots to gather knowledge about the environment over an extended period of time, as well as learn spatiotemporal dynamics in human-inhabited environments (str, 2016). By learning the
dynamics of obstacles such as humans and non-stationary furniture, the goal of the
STRANDS project is to allow a robot to run autonomously for significantly long
periods such as 120 days. Similar to the CoBots, research contributions within the
STRANDS project have focused more on scheduling (Mudrova and Hawes, 2015)
than general purpose planning.
The RoboCup@Home competition (Wisspeintner et al., 2009) aims to enhance service robots by providing benchmark tests that evaluate a robot’s ability
to perform in realistic home environments. These benchmark tasks require manipulation, object recognition, and robust navigation among other features necessary for domestic service robots. The Kejia robot, winner of Robocup@Home in
2014 (Chen et al., 2014), has been used to identify what knowledge is necessary
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to completely ground human requests, and search for missing information using
open knowledge, i.e. free-form knowledge available online (Chen et al., 2012).
While the RoboCup@Home competition is designed to test the versatility of service robots, and benchmarks test a breadth of capabilities, research contributions
performed using the BWIBots are more focused and improve the state-of-the-art on
somewhat more specialized, but deeper, problems than those typically defined by
RoboCup@Home.
With a discussion of relevant literature now complete, we discuss the key
contributions of this dissertation in relation to existing work.

6.2

Contributions

This thesis makes three main contributions and three secondary contributions. The first main contribution is the Markov Decision Process (MDP) framework for the on-demand multi-robot coordination problem presented in Chapter 4.
This framework models a multi-robot coordination problem where robots in midst
of performing routine tasks in the environment can be temporarily coordinated by
a centralized controlled on a new on-demand task. This on-demand tasks is not
known a priori, and needs to be immediately handled. Through empirical evaluations presented in that chapter, we demonstrate that by using algorithms built on top
of Monte Carlo Tree Search (MCTS), we can efficiently solve the on-demand task
by coordinating multiple robots without deviating the robots from their background
duties excessively.
Some frameworks studied in related work, such as the Pickup and Delivery Problem with Transfers (PDP-T) (Coltin and Veloso, 2014) and the Job-shop
Scheduling Problem (JSP) (Graham, 1966), have and can be applied to problems
dealing with multi-robot coordination. The advantage of these frameworks is that
they can plan to complete hundreds of tasks/robots. Therefore, these frameworks
allow consideration of problem sizes at least an order of magnitude greater in size
than the problems sizes presented in this dissertation. However, they do not allow
modeling stochastic outcomes when taking an action, which is one of the key as134

pects of the framework presented in this dissertation. Furthermore, they assume
that typically some amount of time is available for planning prior to when a task
needs attention, whereas the work presented in this dissertation does not make that
assumption. In Chapter 4, we consider a variant of MCTS that plans with a model
that ignores the stochastic outcomes of actions while planning, and demonstrate that
incorporating these stochastic outcomes in planning can outperform this variant at
certain problem sizes (see Figure 4.5a). Thus, the work presented in this dissertation is applicable to especially those multi-robot coordination problems where time
is not available for prior planning and it is necessary to consider the stochasticity of
outcomes.
Furthermore, research into multi-robot systems has also looked at frameworks more complex than MDPs, such as Decentralized Partially Observable MDPs
(Dec-POMDPs) (Amato et al., 2015b). Dec-POMDPs allow a system of robots to
independently coordinate on a policy where each robot observes only a part of the
environment, and robot cannot be controlled in a centralized manner. Depending
on the domain, such a formalization can be more suitable than a centralized MDP
framework. For instance, if a robot’s connectivity to the network is not sufficiently
robust, it may not be possible for a centralized controller to function properly, and a
decentralized algorithm would be necessary to ensure correct independent operation
by all the robots. Due to the additional complexity introduced by the Dec-POMDP
framework, the scope of practical applications that implement Dec-POMDPs is limited to 2-3 robots in small constrained environments. In contrast, the work presented
in this dissertation is applicable for multi-robot coordination problems in unconstrained indoor environments that require supporting tens of robots.
Furthermore, while it is possible to fit different multi-robot coordination
problems in the framework presented in this dissertation, many key representational
decisions that have helped design the MDP framework presented in Chapter 4, can
also aid many different multi-robot coordination planning problems. The three secondary contributions of this dissertation are the application of the following design
goals in the MDP formalization:
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• Representation of location inside a building using a topological representation, as presented in Chapter 2.
• Variable duration of actions inside the MDP, leading to a semi-Markov formulation (Howard, 2013), as presented in Chapters 2 and 4.
• Action decomposition to aid speed of convergence in MCTS planning, as
presented in Chapter 4.
Apart from using an MDP framework to model the on-demand multi-robot
coordination problem, the second main contribution of this dissertation is the introduction of parametrized and principled backpropagation techniques in MCTS
(Chapter 3). MCTS algorithms using these biased backpropagation techniques are
applicable beyond the on-demand multi-robot coordination problem, as demonstrated by the experiments using International Planning Competition (IPC) probabilistic benchmarks. Furthermore, these algorithms have already been successfully
applied in a music recommendation domain (Liebman et al., 2017). These algorithms help increase the scale of MDP problems that can be efficiently solved given
limited planning time, and can be applied to any MDP problems where real-time
planning is required.
Finally, the last main contribution of this dissertation is the BWIBot multirobot system, presented in Chapter 5. The robots in this multi-robot system have
many applications, including those beyond the implementations of the on-demand
multi-robot coordination MDP, as discussed in Section 5.3. Many of the software
and hardware design choices contributing to the evolution of the robots have described in this document, and should aid robot designers while designing academic
and research robots in the near future.
With a summary of the key contributions of this dissertation complete, we
now focus on directions for future work that extend the work presented in this dissertation.
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6.3

Future Work Directions

Future work directions discussed in this section are broadly divided along 4
distinct research areas:
1. Monte Carlo Tree Search - In Section 6.3.1, we discuss how MCTS algorithms presented in this dissertation can be extended by implementing generalization techniques in conjunction with biased backpropagation.
2. Human-Robot Interaction - Section 6.3.2 discusses techniques for learning
human behavior models instead of using hand-coded in the MDP formalization presented in this dissertation.
3. Alternate MDP Planning Approaches - In Section 6.3.3, we talk about alternate techniques for planning (apart from MCTS) that can be applied to
solving the on-demand multi-robot coordination problem in real-time.
4. Alternate On-Demand Task - In Section 6.3.4, we discuss one additional
on-demand task apart from human guidance that can be incorporated in the
on-demand multi-robot coordination framework.
6.3.1

Monte Carlo Tree Search

One of the key limitations of the MCTS algorithms employed in this dissertation is that they use a tabular representation for storing long-term reward estimates, or values, of state-actions in the Monte Carlo search tree. This limitation prevents the system from preprocessing a solution, as the state-action space is too large
to generate estimates for the state-action tree prior to when a particular on-demand
task becomes available. This limitation can be removed by employing value function generalization across different state-actions in the Monte Carlo search tree.
In recent work, such generalization techniques in MCTS allowed a state-of-the-art
Computer Go player, called AlphaGo, to outperform the best human Go player in
the world (Silver et al., 2016). Analysis of the value estimates of AlphaGo demonstrate that these estimates are heavily biased by the model, in a manner similar to
how the parametrized biased backpropagation techniques presented in Chapter 3
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affect value estimates in the Monte Carlo search Tree. An interesting direction of
future work would be adapting value function generalization techniques from algorithms like AlphaGo for application in the on-demand multi-robot coordination
problem.
6.3.2

Human-Robot Interaction

A multi-robot system, such as the one presented in this dissertation, can
help progress research on how robots can efficiently communicate with humans.
For instance, in the multi-robot human guidance problem, robots give directions to
humans. There are many different modalities by which these instructions can be
provided to humans, and it remains to be seen which method results in information
being conveyed in the least ambiguous manner. In experiments presented in this
dissertation, we use directional arrows as one means of providing guidance. Alternatively, directions can be provided using bird’s eye view maps of the environment
or written/spoken natural language instructions. The multi-robot human guidance
problem provides ample opportunities to test out such different HRI modalities,
these modalities can be studied as part of future work.
Apart from the actual interface used to give directions, there are certain actions the robot can take while providing instructions to reduce ambiguities in how
those instructions will be interpreted by humans. For instance, it has been shown
that robot motion can be planned such that a human collaborator can easily make
inferences about the robot’s goal (Dragan et al., 2015). Given a particular interface, there are different ways the robot can position itself or move while providing
instructions to reduce human ambiguity. One direction of future work research is
evolving robot actions over repeated interactions with humans to reduce the uncertainty in the outcomes of those actions.
Furthermore, in this dissertation, all models defining human decisions have
been hand-coded, and have not been learned through experience with real humans.
Using the real-world and 3D simulation implementations described in Section 5.4,
it is possible to gather data on how real humans interpret navigation instructions
provided by robots. This data can be used to learn models of real human behavior,
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which can be supplanted in place of hand-coded models to improve the performance
of the system in the real-world.
Furthermore, it may not be possible to capture the behavior of all humans
with one model, and it may be necessary to maintain a set of diverse models. In
previous work, different algorithms for quickly determining the behavior of teammates in an ad-hoc teamwork setting were proposed, allowing an agent to quickly
improve the team’s performance without repeatedly interacting with the same teammates (Barrett et al., 2016). We can reuse the same methodology when interacting
with a new human to quickly select an appropriate human decision model from
many choices at the beginning of the interaction.
Finally, after performing MCTS planning, the system presented in this dissertation selects and executes the action with the highest expected value as determined during planning. Planning is performed using a model which may not accurately represent a particular user’s navigational preferences, and the user does not
have any input on which action is executed. Since there may be many trajectories
from the current system state that may have a high reward, an alternative approach
would be to sample many of these trajectories from the MCTS search trees. Future
research can look at how these trajectories can be displayed to the user, and allow
incorporating user feedback into the planning process itself. Such an approach can
be useful in overcoming the shortcomings of using a single model to represent the
behavior of different humans.
6.3.3

Alternate Planning Approaches

In this dissertation, we have primarily used MCTS for generating approximate solutions for the problem MDP in real-time. However, alternative approaches
to solving the MDP are also available, and in this subsection, we first discuss two
such alternatives, along with an alternative formalization of the on-demand multirobot coordination problem.
Real-Time Dynamic Programming (RTDP) (Barto et al., 1995) is an approach that has been applied to probabilistic planning domains, and the planner
Glutton based on RTDP has done well in the International Planning Competition
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(IPC) (Kolobov et al., 2012).1 In addition, heuristic search approaches such as
LAO* (Hansen and Zilberstein, 2001) can also be used to solve stochastic MDPs.
Both RTDP and LAO* typically perform better than Value Iteration, as these algorithms do not need to search over the entire state space of the domain. In future
work, we should compare the performance of these approaches with MCTS planning in the on-demand multi-robot coordination problem.
Furthermore, in Chapter 4, we presented a planning approach that uses a determinized model of the domain, where the stochastic outcome of actions were
determinized to their most likely outcome. We demonstrate that depending on
problem size, this planning approach may not provide the best solution for the ondemand multi-robot coordination problem. However, there are other approaches
to determinizing a stochastic domain that retains key elements of stochasticity inside the domain (Kaelbling and Lozano-Pérez, 2013), although considerable care
needs to be taken to ensure that the determinization process produces a tractable
state-action space. A direction for future work would be testing the performance
of MCTS planning using such determinized models, along with employing other
state-of-the-art deterministic planning approaches such as FastDownward (Helmert,
2006).
Furthermore, the MDP formalization presented in this dissertation assumes
that the state of the environment is completely visible to the centralized controller.
For instance, in the multi-robot human guidance problem, it is assumed that the
system has an accurate estimate of a human’s location, even when that human is not
next to a robot. One direction for future work includes investigating the application
of Partially Observable MDPs (POMDPs), along with planning algorithms designed
for MDPs built on top of MCTS such as POMCP (Silver and Veness, 2010), to the
on-demand multi-robot coordination problem. Such an application can help remove
the requirement that estimates of the person’s location be accurately known at all
times.
1
Glutton secured second place in 2011, and its successor G-Pack secured second place in 2014.
However, PROST, a planner based on MCTS, which has been used in this dissertation, secured first
place in both 2011 and 2014
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6.3.4

Alternate On-Demand Task

Previous research has looked at how multi-robot coordination can help improve the efficiency of delivering multiple packages by allowing package transfers (Coltin and Veloso, 2014). A variant of this problem, where humans assist
with part of the delivery, is well suited to serve as an on-demand task for the ondemand multi-robot coordination problem presented in this dissertation, and can be
investigated in future work. This problem can be described as follows.
In the multi-robot package delivery on-demand task, a human approaches
one of the robots to deliver a package while the service robots are performing various background service tasks (as usual). The robot can deliver the package directly,
or leverage multi-robot coordination and assistance from humans to complete the
task more efficiently. In some situations, it may make sense to ask a human to assist
with the delivery, especially if navigation is difficult for the robot. For instance,
since robots need human assistance to enter and exit elevators, one means of improving efficiency would be to ask a human to transfer the package to a different
floor, and use another robot to take over delivery at the destination floor. Similar to the multi-robot human guidance on-demand task, there are many sources of
stochasticity in this task. For instance, the ability of the robot to find a human to aid
in the delivery is one such source.

6.4

Final Remarks

We have concluded this dissertation by discussing related work, revisiting
the main contributions of this dissertation, and looking at future work directions.
This dissertation integrates many different ideas on problem formalization, planning, and robotics. The ideas presented in this dissertation contribute to the overall
ongoing progress in the fields of AI and Robotics, and should aid in the development of robust multi-robot systems requiring coordination.
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Rémi Coulom. Efficient selectivity and backup operators in Monte-Carlo tree
search. In Computers and Games. Springer, 2007.

143

Steve Cousins. Ros on the PR2. Robotics & Automation Magazine, IEEE, 2010.
Anca D Dragan, Shira Bauman, Jodi Forlizzi, and Siddhartha S Srinivasa. Effects
of robot motion on human-robot collaboration. In International Conference on
Human-Robot Interaction (HRI). ACM, 2015.
Zohar Feldman and Carmel Domshlak. Monte-Carlo tree search: To MC or to DP?
In European Conference on Artificial Intelligence (ECAI). IOS Press, 2014.
Zohar Feldman and Carmel Domshlak. Simple regret optimization in online planning for Markov decision processes. Journal of Artificial Intelligence Research,
2014.
Dieter Fox, Wolfram Burgard, Frank Dellaert, and Sebastian Thrun. Monte carlo
localization: Efficient position estimation for mobile robots. In National Conference on Artificial Intelligence and Innovative Applications of Artificial Intelligence Conferences (AAAI/IAAI), 1999.
Martin Gebser, Benjamin Kaufmann, Roland Kaminski, Max Ostrowski, Torsten
Schaub, and Marius Schneider. Potassco: The potsdam answer set solving collection. AI Communications, 2011.
Sylvain Gelly and David Silver. Combining online and offline knowledge in UCT.
In International Conference on Machine Learning (ICML). ACM, 2007.
Sylvain Gelly and David Silver. Monte-Carlo tree search and rapid action value
estimation in computer Go. Artificial Intelligence, 2011.
Sylvain Gelly and Yizao Wang. Exploration exploitation in Go: UCT for MonteCarlo Go. In Advances in Neural Information Processing Systems (NIPS), 2006.
William S Gere Jr. Heuristics in job shop scheduling. Management Science, 1966.
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Snežana Mitrović-Minić and Gilbert Laporte. The pickup and delivery problem
with time windows and transshipment. INFOR: Information Systems and Operational Research, 2006.
Michael Montemerlo, Joelle Pineau, Nicholas Roy, et al. Experiences with a mobile
robotic guide for the elderly. In Innovative Applications of Artificial Intelligence
(IAAI), 2002.
Lenka Mudrova and Nick Hawes. Task scheduling for mobile robots using interval
algebra. In International Conference on Robotics and Automation (ICRA). IEEE,
2015.
Matteo Munaro and Emanuele Menegatti. Fast RGB-D people tracking for service
robots. Autonomous Robots, 2014.
Edwin Olson, Johannes Strom, Ryan Morton, Andrew Richardson, Pradeep Ranganathan, Robert Goeddel, Mihai Bulic, Jacob Crossman, and Bob Marinier.
Progress toward multi-robot reconnaissance and the magic 2010 competition.
Journal of Field Robotics, 2012.
Yasuhiro Osaki, Kazutomo Shibahara, Yasuhiro Tajima, and Yoshiyuki Kotani. An
Othello evaluation function based on temporal difference learning using probability of winning. In Computational Intelligence and Games (CIG). IEEE, 2008.

148

Jing Peng and Ronald J Williams. Incremental multi-step Q-learning. Machine
Learning, 1996.
Pierre Perick, David L St-Pierre, Francis Maes, and Damien Ernst. Comparison of
different selection strategies in Monte-Carlo tree search for the game of Tron. In
Computational Intelligence and Games (CIG). IEEE, 2012.
Michael Pinedo and Linus Schrage. Stochastic shop scheduling: A survey. Springer,
1982.
Morgan Quigley, Ken Conley, Brian Gerkey, Josh Faust, Tully Foote, Jeremy Leibs,
Rob Wheeler, and Andrew Y Ng. ROS: an open-source robot operating system.
In ICRA workshop on Open Source Software, 2009.
Sean Quinlan and Oussama Khatib. Elastic bands: Connecting path planning and
control. In International Conference on Robotics and Automation (ICRA), 1993.
Ulrich Reiser, Christian Connette, Jan Fischer, Jens Kubacki, Alexander Bubeck,
Florian Weisshardt, Theo Jacobs, Christopher Parlitz, Martin Hägele, and
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