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Abstract 

 

Numeric Image Classification with TensorFlow 

 

Yinzhe Lu, M.S.E. 

The University of Texas at Austin, 2017 

 

Supervisor:  Constantine Caramanis 

 
Recognition of alphanumeric data using a machine learning algorithm is a 

problem with practical applications in license plate, traffic sign, and street number 

recognition. TensorFlow, an open source software library originally developed by the 

Google Brain Team, offers a flexible architecture and an easy to learn interface that 

allows for rapid implementation of and evaluation of different machine learning 

algorithms and data structures. 

 This paper covers predictive analysis of the SVHN, or Street View House 

Numbers, dataset using a Convolution Neural Network model developed on the 

TensorFlow platform. The goal of the paper is to improve the training speed and 

validation accuracy of an existing CIFAR-10 neural network model implemented in 

TensorFlow by changing its activation functions, regularization measures, number of 

convolution layers, loss optimizers, and architectural organization. 
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INTRODUCTION 

 

Chapter 1: Image Recognition with Neural Network 

 
Neural network is a computational approach that uses artificial neurons, or nodes, 

to emulate a biological brain’s functions. Unlike traditional computing, which involve 

static computational logic, a neural network can use back propagation to learn and train 

available weights and parameters. In other words, a neural network could incrementally 

improve the model by using feedback from prior iterations. Neural Network’s ability to 

learn is advantageous for a variety of applications, which include word-based sentiment 

analysis, speech recognition, and, in the scope of this paper, image recognition.  

Any neural network is composed of connected artificial neurons with trainable 

weights and biases. Much like the neurons within a human brain, each artificial neuron 

requires an external stimulus or input to trigger an activation in a connected neuron. 

Activation functions such as sigmoid, ReLU, and ELU play the same role as the synapses 

within biological neurons. The activation function either returns a one (neuron triggered) 

or zero (neuron not triggered) depending on the computations performed over the weights 

and biases.  

Architecturally, a neural network graph consists of the input layer, output layer, 

and, optionally, the hidden layers for multi-level models. Intuitively, the input layer 

receives inputs, whether they be images, sound bites, or paragraphs, and vectorizes them 

to a mathematical representation that the artificial neurons can interpret. After performing 
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the necessary mathematical computations on the data input, the result is fed to a loss 

function like logistic or softmax regression within the output layer.  

In a classification problem such as SVHN, the purpose of the neural network is to 

provide a numeric label based on the input vector. If there is a discrepancy between the 

predicted output value and the expected output, it is referred to as an error or loss of 

accuracy. A neural network model improves itself by reducing the loss rate over 

numerous training iterations.  

 

1.1 FULLY-CONNECTED MULTILAYER PERCEPTRON 

Traditionally, a neural network requires more than just the input and output layers 

to achieve good predictive results on complex input data. Mathematically, a perceptron 

with no hidden layer has limited mapping capability and could “only represent an 

oriented ridge-like function” regardless of the type of activation function used in the 

neurons [1]. The use of hidden layers --- neurons sandwiched between the input layer and 

the output layer with no direct contact to external stimuli --- allow for the construction of 

more complex and practical models. A neural network with one or more hidden layers is 

known as a multilayer perceptron, or MLP. 

Organization wise, most multilayer perceptrons employ a fully-connected 

architecture for every layer in the network. A neural network layer is fully connected 

with another layer if every neuron within has full connections to all activations in the 
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other layer. Figure 1.1 provides a graphical representation of how every layer within a 

MLP is fully connected with its previous layer. 

 

Figure 1.1 Fully-Connected Multilayer Perceptron Model 

As we can extrapolate from the above figure, the overall number of connections, 

as well as the associated number of weights, can quickly balloon out of control as the 

network layer scales horizontally. The following subsection covers why this presents a 

major challenge for image analysis.  

 

1.2 CONVOLUTION NEURAL NETWORK 

At its core, convolution neural network, or CNN, is a type of machine learning 

process that emulates the visual cortex of humans and animals. When a human or animal 

perceives an object, the visual cortex detects and breaks the image down to edge-like 
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features recognizable to a small sub region of the visual cortex known as the receptive 

field. The receptive field consists of hundreds of thousands of individual cells. In a CNN, 

the filtering process is performed via the convolution layer instead of biological cells.  

As mentioned in section 1.1, the fully connected nature of MLP makes scaling to 

higher-dimensional data difficult. Take the SVHN dataset, for instance. Inputs consist of 

images that are 32 wide, 32 high, and have three color channels (RGB). Subsequently, the 

model will require 32-by-32-by-three (3072) weights for just a single neuron in the first 

layer. As the size of the image scales up, so does the number of overall required weights. 

An additional problem is that a high number of required parameters associated with a 

high parameter dimension count will result in model overfitting and poor test accuracy. 

To reduce the overall number of weights, the convolution neural network uses a receptive 

field to limit the number of connectivities. Section 3.1.1 covers the concepts of the 

receptive field and local region in detail. 

Much like the MLP, a CNN consists of multiple layers. However, the layers in a 

CNN lack the homogeneity of traditional neural network layers. The five types of layers 

in a CNN include the input layer, the convolution layer, the activation layer, the pooling 

layer, and the fully-connected layer (which serves the same purpose as the one found in a 

regular neural network). A basic CNN is organized as follows: 

• Input Layer: Before the image is passed to the input layer, it may require 

additional preprocessing such as whitening, flipping, or cropping. Additionally, 

the image itself must be converted to a multi-dimensional array representation of 



 5 

the original image before being passed, along with the image label, to the 

convolution layer. 

• Convolution Layer: The convolution layer calculates the dot product between the 

weights and region connected to the input volume to generate the output of those 

neurons connected to the input’s local regions. Additionally, this layer filters the 

data and limits the inter-layer connectivity. The total number of filters manifest in 

the dimensions of the output volume. For instance, the use of fifteen filters will 

result in a volume with a dimension of N-by-N-by-fifteen. 

o Activation Function: The activation function triggers connectivities 

between different neuron layers. Activation does not alter the spatial 

dimensions of the volume.  

• Pooling Layer: The pooling layer not only down samples the data by dropping out 

features, but changes the data’s spatial dimensions as well. 

• Fully Connected Layer: The fully connected layer generates the class score of the 

data, which can then be evaluated against the result from the training label. 

 

1.3 SVHN DATASET 

SVHN stands for Street View House Numbers. As its name indicates, the SVHN 

dataset consist of pictures of house numbers found on Google Street View. SVHN tries to 

solve a similar problem to that of the MNIST dataset: could a machine learning algorithm 

successfully predict the numerical value of a number’s image? Unlike MNIST, however, 

the images in SVHN are colored, real world images and much harder to analyze due to 
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blurs, shades and distortions. Some images in the dataset are so blurry that it is difficult 

for even a human being to decipher the original number. 

There are 73,257 training digits, 26,032 testing digits, and 531,131 additional 

“extra digits” that serve as extra training or validation data within the SVHN dataset [2]. 

Each training or test image corresponds to a numeric label. The labels go from one to ten 

instead of zero to nine [2], which means all the “tens” within the dataset need to be 

replaced by “zeroes” before training starts.  

There are two different data formats for the SVHN dataset. The first format stores 

the training and test images as distinct jpeg files. A Matlab file containing the image file 

names and the corresponding image digit label and bounding box dimensions is stored in 

the same directory as the images. Before the images are loaded into TensorFlow, they 

must first be cropped based on their bounding box dimensions and must be uniformly 

resized to 32-by-32 pixels. Each image must also be associated with the correct label as 

the training and test data tensors are generated. The second format stores the training and 

test images, which are cropped and resized to 32-by-32 pixels, as bitmap arrays along 

with their corresponding labels within Matlab files. This project uses the first format to 

facilitate image evaluation against non-SVHN images.  

 

1.4 OVERVIEW 

 This report primarily aims to improve the accuracy and training speed of a 

machine learning model by modifying its architecture. Chapter 2 provides a brief 

overview of the TensorFlow platform and useful features. Chapter 3 provides a detailed 
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analysis of the CIFAR-10 model architecture that serves as the basis for experiments in 

the following chapters. Chapter 4 covers how independent modifications to the CIFAR-

10 model affect validation accuracy and training speed. Finally, chapter 5 incorporates 

lessons learned from chapter 4 into an improved model and evaluates it against the 

original model. 
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TENSORFLOW 

 

Chapter 2: TensorFlow Features 

 
TensorFlow is the primary software development tool and platform used for this 

paper. TensorFlow, as briefly introduced in the abstract, is an open source machine 

learning library primarily designed for large-scale distributed training and inference. 

However, TensorFlow’s open source nature allows machine learning enthusiasts to use it 

for exploratory testing and evaluation of new models and architectures. TensorFlow can 

be installed on Mac, Linux, and Windows and the TensorFlow runtime environment can 

support applications written in Python, C++, and Java, and GO. This chapter will 

exclusively focus on the Python programming on TensorFlow version 0.12.1. 

 

2.1 TENSORS 

Tensors are the fundamental building blocks of any TensorFlow application. 

Within the context of the TensorFlow framework, a tensor is akin to a n-dimensional 

array or list used to represent all data. Since the nodes within a computational graph can 

only accept tensors, it is necessary to convert all input data to tensors before feeding them 

to the model. 

Tensors can represent both scalars and vectors, and the dimensionality of a tensor 

is denoted by its rank. A standard 32-by-32 image with RGB color channels used in the 
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SVHN dataset, for example, will be represented by a rank-three tensor with the shape and 

dimension numbers of [32, 32, 3].  

 

2.2 VARIABLES 

Variables in TensorFlow are used to represent the weights and biases within a 

model. Since the weights and biases are learned over multiple iterations, the initial values 

given to them can change rapidly during training. Figure 2.1 shows how the CIFAR-10 

source code instantiates a variable. 

def variable_on_cpu(self, name, shape, initializer): 
    with tf.device('/cpu:0'): 
        var = tf.get_variable(name, shape, initializer=initializer) 
    return var 

Figure 2.1 Python Implementation of Variable Initialization in TensorFlow 

The programmer can specify the CPU device, name, dimensions, and the initial 

values of the variable used. Although the bias variable is initialized as a one-dimensional 

array of constant values, the weights require a small amount of positive bias to prevent 

“dead neurons”, especially if ReLU activation is used [3]. As a result, weight variables 

are sometimes initialized with the truncated normal function. 

 

2.3 SESSIONS 

 In TensorFlow, the physical model is stored within a graph. The graph only 

defines the variables and computational algorithms for the model whereas a session 

initializes the variables and performs the actual computations. Figure 2.2 illustrates how 

to instantiate and run the CIFAR-10 model within a session for a single training iteration. 
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cnn = Cifar10(x, y) 
init = tf.global_variables_initializer() 
with tf.Session() as sess: 
     sess.run(init) 
     trainImages, trainLabels = next(batchSize, allImagesTrain, allLabelsTrain) 
     sess.run(cnn.optimizer, feed_dict={x: trainImages, y: trainLabels}) 

Figure 2.2 Running Cifar-10 Model for a Single Training Iteration 

 

2.4 MODEL CHECKPOINTS 

Since it may be impractical for a developer to run a machine continuously for 

hours on end, TensorFlow offers the option to save the current state of a model in a 

checkpoint. If the user wishes to resume training or even evaluate the model, he or she 

can reload the checkpoint. Figure 2.3 illustrates how to save a model using checkpoint. 

saver = tf.train.Saver() 
savePath = saver.save(sess, modelPath + "svhn.ckpt") 

Figure 2.3 Code for Saving a Session 

And Figure 2.4 shows how to restore the model. 

ckpt = tf.train.get_checkpoint_state(modelPath) 
saver.restore(sess, ckpt.model_checkpoint_path) 

Figure 2.4 Code for Restoring a Session 

 

2.5 TENSORBOARD 

TensorBoard is an invaluable tool for visualizing graphs, histograms, and scalar 

plots within TensorFlow. It works by reading event files generated by the TensorFlow’s 

File Writer function. Once the data has been written to the logs, the user can activate 

TensorBoard with the following command: 

TensorBoard --logdir=svhnlogs 
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After which the TensorBoard user interface will display on the default web 

browser. 

Scalar plots of test accuracy, training accuracy, and loss rate can provide real time 

feedback on learning speed, predictive performance, and model overtraining or 

undertraining. Since they demonstrate how the model behaves over multiple training 

iterations, users can use them to tweak various model parameters for future training. The 

function used to record scalar data is scalar_summary: 

tf.scalar_summary("Test Accuracy", testAcc) 

A flow graph of the model allows the user to visualize the model architecture. 

Since the GUI for graph on TensorBoard contains everything from inputs to the number 

of nodes, the user can easily catch any coding mistakes within the model. The 

TensorBoard function for saving the model graph is: 

writer = tf.train.SummaryWriter(path, sess.graph) 

Finally, the user may wish to check for the number of neuron activations in each 

layer over the course of training. The histogram function provides the utility for 

visualizing neuron activations: 

tf.histogram_summary(x.op.name + '/activations', x) 

 

2.6 ACCURACY EVALUATION 

 To provide feedback for the model during or after training, TensorFlow must 

assess output accuracy. The results generated by the output layer are unnormalized 

probabilities for each digit. Each probability can either be positive or negative and the 
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digit with the highest corresponding probability is the predicted digit. Figure 2.5 shows 

the probability distribution of one such evaluation for the number six. 

 

Figure 2.5 Logits Probabilities for Number Six 

Figure 2.6 demonstrates the TensorFlow implementation of accuracy prediction 

for all images within a single training or testing batch. 

correctPred = tf.equal(tf.argmax(logits, 1), tf.argmax(labels, 1)) 

accuracy = tf.reduce_mean(tf.cast(correctPred, tf.float32)) 

Figure 2.6 Accuracy Assessment of Output Logits 
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CIFAR-10 

 

Chapter 3: CIFAR-10 Architectural Components 

 
 

The CIFAR-10 model is based on the cuda-convnet architecture originally 

designed by Alex Krizhevsky. As its name indicates, the model’s original application is 

predictive analysis of the CIFAR-10 dataset, an image dataset of 32 by 32 images with 

ten categories (airplane, bird, cat, etc.). The cuda-convnet can achieve 18% test error rate 

against CIFAR-10 data within just twenty minutes of training [4]. Since the CIFAR-10 

dataset share many similarities with that of SVHN, the CIFAR-10 model can serve as a 

good base model for SVHN analysis. 

The CIFAR-10 model closely follows the layered CNN architecture introduced in 

section 1.2 of this paper. Input and output layers aside, the model consists of two 

convolution layers --- each feeding into their respective pooling and normalization layers, 

two fully connected local layers, and softmax linear transformation for generating logits. 

Figure 3.1 shows how the layers are organized.  

 

Figure 3.1 CIFAR-10 Model 

The following sections will provide detailed analysis of the functionality and components 

of each layer. 
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3.1 CONVOLUTION LAYER 

The Convolution Layer performs the computational heavy lifting within the 

CIFAR-10 model. By employing a set of learnable filters, the convolution layer 

convolves the width and height of the input volume and calculates the dot product 

between the filter entry and the input image.  

3.1.1 Local Connectivity and Kernel 

Since generating a fully connected network for high-dimensional inputs such as 

images isn’t practical due to the sheer number of weights and biases involved, it is 

advisable to connect individual neurons to the localized regions of the input volume. How 

the connectivity is organized spatially is known as the neuron’s receptive field. The size 

of the receptive field is also the size of the filter.  

Although the height and width of receptive field can differ from those of the 

input, the depth of the filter should always be the same as that of the input volume. For 

instance, a five-by-five filter for an input volume of [32x32x3] should also have a depth 

of three. In the SVHN’s case, the depth of the input image is the number of color 

channels (RGB), or three. As a result, the model’s convolution filter will require a depth 

of three as well. 

In the CIFAR-10 model, the convolution filter is referred to as a kernel. Both 

kernels employ a low standard deviation of 0.0001 for regularization and use a five-by-

five filter-size. The filter depth of the kernel is three for the first filter and 64 for the 

second. Section 4.6 will examine how tweaking the kernel size affects the model.  
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3.1.2 Convolution 

CIFAR-10 performs 2D convolution using the kernel over the input image. 2D 

convolution applies convolution over both the horizontal and vertical directions of the 

image [5]. Illustration 3.1 provides a visual representation of a five-by-five convolution 

filter. 

 

Illustration 3.1 Five-by-Five Convolution Filter 

In a convolution filter, stride controls how much the filter “slides” during the 

convolution process. A higher stride length will move the filter at a faster rate and result 

in smaller output volumes. Stride length is not an arbitrary parameter since the output 

volume must have an integer value. If the stride length generates a decimal output size, 

the convolution library may either throw an exception or automatically zero-pad or crop 

the input volume so that the result has valid dimensions. The CIFAR-10 convolution 

function uses a stride length of one.   
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3.1.3 ReLU Activation 

ReLU activates the sum of the convolved image and its bias. Mathematically, 

ReLU, or rectified linear unit, activation function has the following form: 

𝑓 𝑥 = max 0, 𝑥  [6] 
 𝑥 is the neuron input 

 Section 4.1 examines both the advantages and shortcomings of ReLU and 

compares it against other activation functions.    

 

3.2 POOLING LAYER 

The primary purpose of the pooling layer is to systematically reduce the 

dimensions of the output representation and subsequently, reduce computation and 

control model overfitting. Pooling does not learn anything by itself.  

Max pooling, a form of non-linear downsampling, is the type of pooling the 

CIFAR-10 model employs. It selects a k-by-k region (k being the kernel size) of the input 

tensor and returns a single, maximum value from that region [6]. Max pooling can reduce 

the input dimensions by a factor of k-squared. Besides reducing the amount of 

computations required for the two upper layers, max pooling also introduces translational 

invariance to the model. Max pooling functions in CIFAR-10 use a stride length of two 

and a kernel size of three.  

There are some disputes regarding the efficacy of pooling. Research by Alexey 

Dosovitskiy suggests that a model consisting entirely of convolution layers may perform 
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as well as or better than a traditional “Conv-Pooling-Normalizing” model provided that 

the output dimensions are restricted by larger strides [7]. 

 

3.3 NORMALIZATION LAYER 

Normalization emulates the inhibition schemes found in the biological brain. In 

the CIFAR-10 example, normalization is done directly after pooling. As with pooling, the 

effectiveness of normalization has been questioned in past studies [6].  

 

3.4 FULLY CONNECTED LAYER AND FEEDBACK 

The Fully Connected Layer is the final layer within a neural network and is 

connected to every activation within the previous layers. There are two fully connected 

layers in the CIFAR-10 model. The first layer flattens its input from a 4D tensor to a 2D 

tensor before feeding the result to ReLU. A weight-decay factor of 0.004 regularizes the 

weights on both local layers.  

Evaluation of model accuracy and loss rate, as well as feedbacks for the original 

model, occurs after the fully connected stage. Softmax regression generates ten classes 

based on the neuron activations from the fully connected stage, and a loss optimizer 

minimizes the cross-entropy costs on those classes. The CIFAR-10 model minimizes 

error using the Adam Optimizer with a fixed learning rate of 0.001.  
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EXPERIMENTAL CHANGES TO CIFAR-10 

 

Chapter 4: Experimental Modifications 

 

There are multiple stages to a machine learning model’s performance evaluation. 

First, the model is trained exclusively using the SVHN training dataset. During the 

learning process, 60% of the dataset is used for training and an additional 40% for 

testing. The model’s effectiveness can be tracked over time by the smoothed running 

average of the test accuracy. After 200,000 training iterations, the fully trained model can 

then be tested against the 26,032 validation digits. Validation accuracy against a new 

dataset provides an unbiased assessment of the model’s actual performance. 

The CIFAR-10 model sets a high bar for model performance. It consistently 

reached an averaged test accuracy of 88% and a validation accuracy of 87.6% within an 

hour and nine minutes of training. Figure 4.1 shows how CIFAR-10’s test accuracy rate 

and loss rate change over time.  

 

Figure 4.1 CIFAR-10 Test Accuracy and Loss Rate 
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This chapter explores how individual changes to the CIFAR-10 model affect its 

training speed and validation accuracy. Unless otherwise noted, the following 

experiments evaluate the altered models using the same rubric and parameters as those of 

the original model.  

 

4.1 ACTIVATION FUNCTIONS 

The convolution layers within the CIFAR-10 model use the ReLU function for 

neuron activation. Alternative activation functions provided by the TensorFlow library 

include the Sigmoid function and the ELU function. The Leaky ReLU function is an 

original implementation based on TensorFlow’s original implementation of ReLU. 

4.1.1 Sigmoid Function 

The sigmoid function is one of the earliest activation functions employed by 

neural networks. Mathematically, it is a logistic function represented by the following 

equation: 

𝑆 𝑥 = *
*+,-.

 [3] 
𝑥 is the tensor input to the activation node 

Compared with ReLU, the sigmoid function has several drawbacks [3]. For 

starter, sigmoid function tends to saturate around the tail region of either zero or one. No 

signal can flow through the neuron if that were the case, and large initial weights can 

exacerbate this problem. Second, sigmoid function outputs are not centered. Uncentered 

outputs can skew the gradients on the weights, forcing them to be either all positive or 

negative. 
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Experimental results lend support to the above theory. Of the ten experiments 

conducted with the sigmoid function, four failed to converge after 200,000 iterations. 

Figure 4.2 compares the test accuracy performance of the best experiment (validation 

accuracy of 85.6%) with that of the original model. As shown in the figure, the test 

accuracy rate improves at a slower rate compared with that of ReLU. The smoothed 

moving average reaches 80% at 600 epochs compared to 250 epochs for ReLU. There is 

also significant variance within the test accuracies, with the accuracy rates oscillating 

between 79% and 95% long after the moving average plateaued around 86%. Such 

variance indicates model instability.   

 

Figure 4.2 Comparison between Test Accuracies of Sigmoid Activation and ReLU 

Activation 
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4.1.2 Leaky ReLU Function 

Although the ReLU function is preferable to sigmoid, it still has several 

shortcomings. The “dead neuron” problem is ReLU’s most serious shortcoming. If the 

learning rate is too high, the weights within that neuron can be set in such a way that the 

neuron will always output zero. Up to 40% of neurons within a network can die in such a 

manner [6]. 

Leaky ReLU attempts to solve this problem by adding a small slope to the region 

where x is less than zero [3]. The formula below provides a mathematical representation: 

𝑓 𝑥 = 	max	(𝛼 ∗ 𝑥, 𝑥) [3] 
𝑥 is the tensor input to the activation node 
𝛼 is the slope in the negative region 

TensorFlow does not provide a Leaky ReLU function. However, the Leaky ReLU 

logic can be implemented with TensorFlow’s maximum function: 

conv = tf.nn.maximum(alpha*bias, bias) 

 Using Leaky ReLU does not enhance the validation accuracy of the CIFAR-10 

model. As shown in Table 4.1, an optimal alpha value of 0.005 offers a validation 

accuracy of 87.52%, which is on par with that of the baseline model. Since Leaky ReLU 

requires an additional tuning parameter without offering any performance enhancement, 

it is not a good replacement candidate for ReLU. 
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𝛼 Validation Accuracy (%) 

0.001 85.19 

0.005 87.52 

0.01 86.04 

0.05 86.05 

0.1 73.28 

 

Table 4.1 Alpha vs Validation Accuracy for Leaky ReLU Activation 

4.1.3 ELU Function 

The ELU, or Exponential Linear Unit, offers an alternative solution to the “dead 

neuron” problem prevalent in ReLU. As with the Leaky ReLU, ELU behaves just like 

ReLU for values of x greater than zero. For x less than zero, ELU uses the following 

function: 

𝑓 𝑥 = 	𝑒5 − 1 [8] 
𝑥 is the tensor input to the activation node 

ELU offers significant enhancements in the training speed department. As shown 

in Figure 4.3, the test accuracy rate converges to 80% on the 180th epoch compared with 

the 250th epoch for ReLU. Test accuracy plateaus at 89~90% vs around 87~88% for 

ReLU, and the validation accuracy experienced a modest 1.1% increase to 88.7%. Of the 

three types of activation functions tested, ELU offers the best performance in both the 

speed and accuracy departments. 
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Figure 4.3 Test Accuracy of CIFAR-10 Model with ELU Activation Function  

Performance enhancements aside, ELU function generates little to no sparsity 

during the convolution process. This phenomenon is expected since ELU only outputs 

zero when the input is exactly zero where ReLU outputs zero for all inputs less than zero. 

Therefore, sparsity is not a useful metric for judging ELU activations. Figure 4.4 

compares sparsity at level one convolution between ELU and ReLU. 
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Figure 4.4: Level One Convolution Sparsity Comparison between Models Employing 

ReLU and ELU Activation 

 

4.2 LOSS OPTIMIZERS 

Loss optimization is the mechanism through which a machine learning model can 

reduce loss and improve accuracy over time. In the CIFAR-10 model, results from the 

fully connected layer are evaluated by the Adam Optimizer with a learning rate of 0.001.  

4.2.1 Adam Optimizer 

Compared with Stochastic Gradient Descent, the Adam (Adaptive Moment 

Estimation) Optimizer is less demanding on precise learning rate value. The Adam 

Optimizer uses exponentially decaying averages of past gradients to control the descent 

step-size over time [9]. As a result, Adam Optimizer can use higher learning rates while 

retaining approximately the same accuracy performance, thus reducing the overall 

training time. Table 4.2 demonstrates the robustness of the Adam Optimizer to aggressive 

learning rates.  
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Learning Rate Validation Accuracy (%) 

0.0005 86.61 

0.001 87.71 

0.002 87.45 

0.01 86.32 

0.1 18.25 

 

Table 4.2 Adam Optimizer Learning Rate vs Validation Accuracy 

4.2.2 Stochastic Gradient Descent  

Stochastic Gradient Descent, or SGD, reduces loss by iteratively minimizing the 

objective function defined by the model’s parameters.  The goal for SGD is to reach the 

minima or maxima for the objective function. In SGD, the learning rate dictates how fast 

its function can converge to the local minima or maxima. If the learning rate is too high, 

the SGD function may keep over-shooting the minima during descent. Conversely, the 

model will converge too slowly if the learning rate is too low.  

Table 4.3 demonstrates the difficulty in choosing a correct learning rate. Even a 

0.05 difference in learning rate can result in a 3.5% difference in validation accuracy. 
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Learning Rate Validation Accuracy (%) 

0.005 80.96 

0.01 83.49 

0.05 87.06 

0.1 83.71 

0.5 18.68 

 

Table 4.3 Static SGD Learning Rate vs Validation Accuracy  

4.2.3 Stochastic Gradient Descent with Exponential Rate Decay 

One method to mitigate the learning rate selection problem for SGD is to anneal 

the learning rate over time. Exponential rate decay is one option for learning rate control. 

Mathematically, the new learning rate 𝛼 has the following form: 

𝛼 = 	𝛼8 ∗ 	𝛽:/< [8] 
𝛼8 is the initial learning rate 
𝛽 is the decay rate 
𝑡 is the global step 
𝑘 is the decay step  

In theory, exponential rate decay improves model performance by allowing higher 

initial learning rates. In practice, however, exponential rate decay introduces two 

additional hyperparameters --- decay step and decay rate. Table 4.4 shows the optimal 

combination of decay rate and decay step for an initial learning rate of 0.1. 
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Decay Rate Decay Step Validation Accuracy (%) 

0.05 13,500 82.25 

0.05 11,000 84.43 

0.1 13,500 87.22 

0.1 11,000 86.59 

0.2 13,500 86.67 

0.2 11,000 85.54 

0.5 13,500 25.23 

0.5 11,000 26.74 

 

Table 4.4 Decay Rate and Decay Step vs Validation Accuracy 

Despite requiring extra parameter tuning, SGD with decay fails to outperform 

Adam Optimizer. Even the best combination only achieved 87.22% validation accuracy, 

which is on par with that of Adam. In addition, SGD with decay has a longer average 

training time of forty-five minutes. 

      

4.3 ADDITIONAL LAYERS 

Increasing the number of layers increases the depth of a neural network. The 

CIFAR-10 model starts off with only two sets of convolution, pooling, and normalization 

layers. Although validation accuracy scales positively with the number of layers, so does 

the training time and memory consumption. The following experiments seek to determine 

the optimal tradeoff between resource use and validation accuracy. 
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4.3.1 Three-Layer Model 

As shown in Figure 4.5, the three-layer model adds one additional convolution 

layer, pooling layer, and normalization layer to the CIFAR-10 model. Parameters for the 

convolution three, pooling three, and normalization three are identical to their 

counterparts in layer two.  

 

Figure 4.5 Three-Layer Model Architecture 

The addition of three layers incurs major computation costs. As shown in Figure 

4.6, test accuracy does not converge to 80% until the 350th epoch. Additionally, each 

iteration takes an additional ten to twelve seconds to complete, which increases the 

overall training time to an hour and thirteen minutes from an hour and nine minutes. 

Finally, the model has only managed to converge three out of ten experiments.  
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Figure 4.6 Comparison between Test Accuracies of Two-Layer Model and Three-Layer 

Model 

However, both test and validation accuracy saw marked improvements to 90% 

and 89.5%, respectively, following training. If the three-layer model can be stabilized, it 

can potentially offer the best all-around model performance.  

4.3.2 Four-Layer Model 

Adding one additional identical convolution, pooling, and normalization layer to 

the three-layer model makes convergence even harder. Out of ten experimental runs, 

none progressed past 34% test accuracy. To make the matters worse, the additional layer 

hikes the total training time to an hour and twenty minutes. Based on experimental 

results, adding more than one hidden layer to the CIFAR-10 model offers no benefit.  
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4.4 ELIMINATION OF POOLING AND NORMALIZATION 

The need for pooling and normalization layers within a modern machine learning 

model is often debated. Within the CIFAR-10 model, max pooling down samples the 

number of features from the convolution layer, which reduces noise as well as required 

computation. Normalization provides additional data dropouts through feature inhibition. 

The following sections examines how the removal or substitution of pooling and 

normalization layer impacts model performance. 

4.4.1 Removing Pooling and Normalization 

Conventional wisdom indicates that removing function calls from a program will 

reduce computational overhead and enhance speed. Removing both the pooling and 

normalization layers from CIFAR-10, however, managed to increase the training period 

from an hour and nine minutes to two hours and fifteen minutes. This seemingly 

contradictory result is explained by the primary function of pooling and normalization --- 

feature reduction. Failure to reduce features increases the load on the convolution and 

local layers.  

In addition, both test and validation accuracy suffered. As Figure 4.7 

demonstrates, test accuracy flattens out at 86% and the final validation accuracy is only 

82.4%. The loss rate starts at a high 64% --- ten times that of the original model --- and 

tapers off at 0.89%. All supporting information indicate that interactions between pooling 

and normalization play a significant role in regularizing the CIFAR-10 model. 
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Figure 4.7 Test Accuracy and Loss Rate of Model with No Pooling and Normalization 

4.4.2 Substituting Pooling with Convolution 

Alexey Dosovitskiy’s experiments achieve spatial dimensionality reduction on 

convolution output via two methods [7]: 

1. Remove the pooling layers and increase the stride length on the preceding 

convolution layers. 

2. Replace the pooling layer with a convolution layer using a higher stride. If 

the original pooling layer has a kernel size of three and a stride length of 

two, so will its replacement. 

The second method forms the basis for Dosovitskiy’s “All-CNN” network model. 

Because models with the “All-CNN” treatment consistently outperform the original 

models by one to two percent in validation accuracy, this section replicates method two 

on the CIFAR-10 model. Both pooling layers are removed from the original model and 

replaced with three-by-three convolution filters with a stride length of one. 

Although substituting pooling with convolution provides dimensionality-

reduction, model performance declined.  Training time increased by seventeen minutes 
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and the validation accuracy dropped from 1.8% to 85.8%. The additional complexity of 

the convolution layer implementation explains the increase in training time. As section 

3.1 previously covered, a convolution layer requires a kernel variable, a bias variable, a 

convolution step, and an activation step. In contrast, a pooling layer consists of just a 

single max pooling stage. Within the context of this experiment, the performance of the 

“All-CNN” model does not justify the additional resource cost. 

   

4.5 DROPOUT  

Dropout is a strategy for reducing data overfitting by randomly removing hidden 

or visible neurons from a neural network [10]. A keep probability rate between 0.5 and 

1.0 determines how many neurons are retained during a single training iteration. Dropout 

works by regularizing the interactions between network nodes, thus making them less 

dependent on neighboring nodes. Typically, dropout has a greater effect on deeper neural 

network models [10]. Section 4.5 analyzes how the application of various keep 

probabilities to different layers of the CIFAR-10 model impacts model training. 

4.5.1 Convolution Layer Dropout 

From a theoretical standpoint, the convolution layer does not require dropout 

since localized region limits the number of connections between nodes. However, 

overfitting can still occur within the convolution layer due to noisy inputs. In Srivastava 

and Hinton’s study [10], applying a keep probability of 0.75 within the convolution 

layers lowered error rate by 0.47 percent.  
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Applying dropout to the convolution layers modestly improved performance on 

the CIFAR-10 model. As shown in Table 4.5, test accuracy peaked at 88.66% for 0.6 

keep probability. As Figure 4.8 demonstrates, model undertraining occurs for keep 

probabilities lower than 0.55. The model’s training accuracy declined well after its test 

accuracy has plateaued.  

Keep Probabilities Validation Accuracy (%) 

0.7 86.76 

0.65 87.55 

0.6 88.66 

0.55 87.60 

0.5 87.32 

 

Table 4.5 Keep Probability vs Validation Accuracy in Convolution Dropout 



 34 

 

Figure 4.8 Training and Testing Accuracies in Undertrained Model with 0.5 Keep 

Probability 

4.5.2 Local Layer Dropout  

Since the two local layers within the CIFAR-10 model are fully-connected layers, 

a lower keep probability of rate of 0.5 is initially applied to them. As Table 4.6 illustrates, 

applying dropout to the local layers has no or detrimental effect on test accuracy 

depending on the aggressiveness of the keep probability.  
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Keep Probabilities Validation Accuracy (%) 

0.8 86.34% 

0.7 86.73% 

0.6 87.27% 

0.5 84.55% 

0.4 82.18% 

 

Table 4.6 Keep Probability vs Validation Accuracy in Local Dropout 

 

4.6 STACKED CONVOLUTION LAYERS 

 A convolution layer within the CIFAR-10 model uses a single five-by-five 

convolution filter. An alternative scheme replaces the five-by-five filter with two three-

by-three convolution filters [6]. Two smaller, stacked filters have the same receptive field 

size as that of the original filter but offer several advantages. First, the stacked filters 

introduce nonlinearities to the model, which enhances the expressiveness of the output 

features. Second, using stacked features reduce the number of required parameters. One 

downside to the stacked filters scheme is additional memory requirement during 

backpropagation. To address the memory allocation problem, this experiment made a 

compromise. Only the second convolution layer used the stacked filters scheme. 

  The model with stacked three-by-three filters behaves similarly to the three-layer 

model in section 4.3.1. Although validation accuracy experienced a slight increase to 

88.2%, the model only converged once out of ten training.  As shown in Figure 4.9, test 



 36 

accuracy converged to 80% at the 250th training epoch, which indicates no training speed 

reduction. It is not apparent whether the use of smaller filter size or the use of an extra 

convolution filter is responsible for the accuracy improvement. 

 

Figure 4.9 Test Accuracy of Model with Two Stacked Convolution Filters in the Second 

Convolution Layer 
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IMPROVED CIFAR-10 MODEL 

 

Chapter 5: Final Model Evaluation 

 
Although it is easy to improve individual aspects of CIFAR-10 model, creating a 

superior architecture is not as simple as coalescing all the individual enhancements. 

Individual improvements can destructively interfere with one another and can require 

additional parameter tweaking or regularization. Determining and evaluating the optimal 

model require three stages of experimentation: 

• Stage one involves training the incrementally modified model over 

500,000 iterations. Each model requires five separate experimental 

trainings to prevent potential result bias. The model with the best average 

validation accuracy advances to stage two.   

• Stage two trains the best model against the entire training set (73,257 

training digits) for 2,000,000 iterations. Only one experiment is required 

because the training process will last ten to twelve hours. The best 

model’s validation accuracy will be compared against that of a similarly 

trained original model. 

• Stage three evaluates the improved model against “real world” images 

unaffiliated with the SVHN dataset. New images include stock internet 

pictures and mobile phone photos taken under different lighting 

conditions.  
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5.1 STAGE ONE 

 The first changes incorporated into the improved model are using ELU activation 

functions in a three-layer model. As seen in section 4.1.3, using ELU activation not only 

led to validation accuracy improvement, but also faster convergence time with no 

resource penalty. More importantly, using ELU activation stabilizes the three-layer model 

so that it converges during every training session. In addition, three-layer model with 

ELU activation achieves convergence at a faster rate. Figure 5.1 shows that the new 

model’s test accuracy converged to 80% within 200 training epochs, which is comparable 

to the performance of the original CIFAR-10 model. At 500,000 training iterations, the 

new model has achieved an average test accuracy rate of 89.2%.  
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Figure 5.1 Test Accuracy of Three-Layer Model with ELU Activation (500,000 training 

iterations) 

  To control model overfitting, dropout is applied to the model. Results from 

section 4.5.1 show that applying dropout on the convolution layers can not only curtail 

overtraining, but improve validation accuracy by 0.9%. Optimizing the keep probability 

rate to the new model requires additional tuning. Table 5.1 compares dropout rates to 

validation accuracy for the new model. A conservative keep probability of 0.7 provides 

the best overfitting attenuation and a validation accuracy increase of 0.82%.  
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Keep Probabilities Validation Accuracy (%) 

0.8 89.75% 

0.7 90.02% 

0.65 89.66% 

0.6 88.96% 

0.5 87.73% 

 

Table 5.1 Keep Probability vs Validation Accuracy in Convolution Dropout for Improved 

Model 

 The final change incorporated into the model is the utilization of stacked filters 

within the convolution layer. Originally, the stacked filters were applied to the second 

convolution layer but doing so made the model too unstable to converge. Adding the 

stacked filters to the third convolution instead not only resolves the stability problem, but 

allows the model to express more powerful input features and subsequently increase its 

validation accuracy to 90.4%. Figure 5.2 compares the test accuracies of the improved 

model and the original model. 
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Figure 5.2 Test Accuracy Comparison between Improved and Original Models (500,000 

Training Iterations) 

To summarize, changes in the improved CIFAR-10 model include: 

• Use of ELU activation function in the convolution layer. 

• Incorporation of an additional convolution layer with pooling and 

normalization. 

• Application of dropout with 0.7 keep probability to each convolution layer. 

• Conversion of the third convolution layer to two “stacked” convolution layers 

with three-by-three filter size. 

Figure 5.3 provides a graphical representation of the improved model. 
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Figure 5.3: Improved Model Architecture 

 

5.2 STAGE TWO 

 Application of additional layers and, to a lesser degree, dropout, led to greater 

training latency for the improved model. The improved model took twelve hours to train 

all 2,000,000 iterations, which is an hour and half longer than that of the original model. 

As expected, both models benefit from a larger training set of 73,257 digits. However, the 

improved model appears to benefit more. The final validation accuracy for the improved 

model increased to 91.75% versus 88.40% for the original model. The combination of 

dropout and complex filter architecture allows the improved model to learn more 

information over a longer period without overtraining the model. 

   

5.3 STAGE THREE  

 Fifteen stock internet images and fifteen other mobile phone images are used to 

evaluate the improved model. The improved model performed well against the new 

dataset and successfully predicted twenty-eight of the thirty images. As shown by Figures 
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5.4, 5.5, and 5.6, the improved model is robust against distortions like blurriness, shades, 

and faint text.  

 

Figure 5.4 Logits Probabilities for Faint Number Six 

 

Figure 5.5 Logits Probabilities for Blurry Number Five 
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Figure 5.6 Logits Probabilities for Shaded Number Three 

 The two failed predictions involve an image with unusual font-size and an image 

with tilt as well as unusual texture. Figure 5.7 shows how an image of an elongated “3” is 

incorrectly predicted as “7”. It is easy to see how the model is confused by the image’s 

resemblance to a “7” or a “9”. Figure 5.8 shows a tilted image of the number eight 

fashioned from metallic screws. It is not apparent whether the tilt or image texture is 

responsible for the failed prediction. 
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Figure 5.7 Logits Probabilities for Elongated Number Three 

 

Figure 5.8 Logits Probabilities for Tilted Number Eight Fashioned from Screws 

  

5.4 CONCLUSION  

 The improved model outperforms the original CIFAR-10 model in test and 

validation accuracies by 2~3% when trained with 60% or 100% of the training dataset. 

Due to increased model complexity, it is slower to train than the original model. Yet it 
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can still achieve a validation accuracy of over 90% within two hours of training. Tests 

against internet and mobile images also demonstrate the improved model’s robustness 

against blurry, shaded, or faint numbers. Overall, the improved model is better 

specialized for numeric data than the original CIFAR-10 model and can be reliably used 

in image recognition applications.   
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