
Copyright

by

Kai-Yang Chiang

2017



The Dissertation Committee for Kai-Yang Chiang
certifies that this is the approved version of the following dissertation:

Statistical Analysis for Modeling Dyadic Interactions

using Machine Learning Methods

Committee:

Inderjit S. Dhillon, Supervisor

Kristen Grauman

Scott Niekum

Cho-Jui Hsieh



Statistical Analysis for Modeling Dyadic Interactions

using Machine Learning Methods

by

Kai-Yang Chiang, B.S.

DISSERTATION

Presented to the Faculty of the Graduate School of

The University of Texas at Austin

in Partial Fulfillment

of the Requirements

for the Degree of

DOCTOR OF PHILOSOPHY

THE UNIVERSITY OF TEXAS AT AUSTIN

May 2017



Acknowledgments

I would like to thank my supervisor Inderjit Dhillon, who constantly

shares his knowledge, pushes me to work hard, inspires me a lot to improve

my work and encourages me to explore diverse set of projects. I believe that

his deep insight and valuable suggestions help me the most to complete this

dissertation.

I gratefully acknowledge my committee members, especially Cho-Jui

Hsieh for the substantial collaboration and helpful discussions to motivate my

research. I also thank Kristen Grauman and Scott Niekum for their construc-

tive comments and feedback that strengthen this dissertation. I also want to

thank my collaborators and labmates for their help on my research: David

Inouye, Nagarajan Natarajan, Nikhil Rao, Si Si, Ambuj Tewari, Hsaing-Fu Yu

and Kai Zhong. They provide me with many useful comments and give me

advice on both research and presentation.

My friends in Austin also deserve many thanks for my PhD. Special

thanks to my roommate Yi-Hung Wei who helps me a lot in my PhD life. I

also thank Chao-Yeh Chen, Chieh Chen, Wei-Ju Chen, Wei-Lun Hung, Yu-Hao

Tsai, Eric Wang, and many others for making my PhD life more enjoyable.

Most importantly, I thank my family members for their warm supports.

I would like to thank my parents, Han-Min Chiang and Yu-Hwa Wang, and

iv



my sister, I-In Chiang. Finally, I gratefully thank my fiancèe Sze-Chi Huang
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Modeling dyadic interactions between entities is one of the fundamen-

tal problems in machine learning with many real-world applications, including

recommender systems, data clustering, social network analysis and ranking. In

this dissertation, we introduce several improved models for modeling dyadic

interactions in machine learning by taking advantage of sophisticated infor-

mation from different sources, such as prior structure, domain knowledge and

side information. We start with exploiting different types of auxiliary infor-

mation for several motivating applications, including signed link prediction,

signed graph clustering, and dyadic rank aggregation. We then further move

from an application-specific aspect to a general modeling aspect, where we

aim to jointly exploit prior knowledge, problem structure and side information

for learning low-rank modeling matrices from missing and corrupted observa-

tions. Such a modeling approach provides a general treatment to better model

dyadic interactions in various machine learning applications. More impor-
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tantly, we provide comprehensive theoretical analyses and performance guar-

antees to help us understand the utility of the additional information and quan-

tify the merits of the proposed methods. These results therefore demonstrate

the effectiveness of proposed approaches under both practical and theoretical

aspects.
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Chapter 1

Introduction

Modeling dyadic interactions between entities is one of the fundamental prob-

lems in machine learning with many real-world applications. To provide some

motivating examples, the friend recommendation problem can be viewed as

modeling relationships between people in social networks. The graph cluster-

ing problem can be solved by modeling similarities between two entities in a

given graph, so that a clustering can be obtained by putting similar entities

into the same cluster. The famous Netflix challenge in recommender systems,

where the goal is movie recommendation based on user-movie rating history,

can be solved by modeling affinity between users and movies, and the recom-

mendation can be accomplished by retrieving the user-movie pairs with the

highest affinity. Observing the fact that modeling different forms of dyadic

interactions plays an important role in many machine learning applications,

therefore, designing novel approaches to effectively model dyadic interactions

in diverse use cases is important and the contributions can be significant.

Traditionally, researchers tend to explore each dyadic modeling problem

in an independent manner, and many well-known algorithms have also been

individually developed based on certain characteristics of the problem. For
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instance, for link prediction problem, perhaps the most well-known algorithms

are common neighbors and Katz [68] based on an intuition of “a friend of my

friends is more likely to be my friend” in social networks. Similarly, for graph

clustering problems, classic spectral clustering algorithms [90] are shown to be

effective by pursuing several predefined graph cut criteria. For recommender

systems, collaborative filtering approaches such as matrix factorization [62]

are the state-of-the-art methods based on the belief that each entity can be

embedded by a low-dimensional descriptor. Nevertheless, while these methods

have been successfully applied to many applications, much sophisticated infor-

mation may also become available in modern big era, and incorporating these

additional information is usually non-trivial and requires substantial modifi-

cations of each model. This issue leads us to pursue the following goal: can

we approach these dyadic interaction modeling problems in machine learning

by leveraging more sophisticated information, and in a more unified aspect?

Motivated by the above realization, in this dissertation, we aim to im-

prove several modeling approaches to different dyadic interaction problems in

machine learning systematically. To achieve such a goal, we shall first iden-

tify the types of additional information that we can possibly leverage to im-

prove the performance. These information may come from one of the following

sources:

• Prior knowledge in a specific domain.

• Preferred structure of the model.
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• Side information (or features) of entities.

We will first exploit these additional information in certain motivating ap-

plications, including link prediction, clustering and ranking, in Chapter 2∼4.

By leveraging different types of additional information in each problem, we

propose several improved approaches that can better model dyadic interac-

tions to solve these problems. Motivated by these applications, in Chapter 5,

we further consider to exploit side information for general low-rank matrix

learning from missing and corrupted observations, which is a generic frame-

work to model dyadic interactions in many applications. More importantly,

we justify the effectiveness of the proposed models under both experimental

and theoretical viewpoints. In particular, since the performance of machine

learning methods usually varies across use cases and datasets, to demonstrate

the effectiveness of a modeling approach, a formal analysis of performance

guarantees is helpful for understanding the utility of additional information

and quantifying the merits of the proposed methods.

The dissertation is organized as follows. In Chapter 2, we consider

the signed link prediction problem in signed networks as the first instance of

the dyadic interaction modeling problems. This problem can be viewed as

a link prediction problem on a social network with additional information,

where negative relationship information between entities is also revealed. The

presence of negative relationships provides a unique structure—called social

balance—that can be exploited to help the signed link prediction problem. As

a result, we develop two families of approaches, one utilizes the local balance

3



structure and one utilizes the global balance structure of signed networks, to

incorporate negative link information for prediction. Both theoretical analy-

ses and empirical experiments show that the proposed methods are effective

to exploit social balance structure, and moreover, methods leveraging global

balance structure further enjoy both performance and computational gains in

prediction on real-world signed networks.

Chapter 3 focuses on a related problem where we aim to exploit in-

formation from negative links to improve graph clustering. The challenge of

this signed graph clustering problem is to better model pairwise similarities

between entities for clustering by exploiting negative links. Again, observing

that the arrangement of positive and negative links tends to implicitly follow

a grouping structure, we develop several clustering algorithms to incorporate

such information for signed graph clustering. To begin with, we follow the

global modeling approaches proposed in the previous chapter and introduce a

corresponding clustering method based on matrix completion. In addition, we

propose to extend spectral clustering algorithms to signed networks, where we

develop several new (signed) graph cut criteria to exploit the information from

negative links. A multilevel clustering algorithm to improve the efficiency of

spectral methods is further developed based on these newly developed graph

cut criteria. All of these proposed algorithms show that information from

negative links can be exploited to improve the quality of clustering in signed

graphs.

In Chapter 4, we consider ranking as another instance of the dyadic

4



interaction modeling problems in machine learning, where the dyadic interac-

tions are pairwise comparisons between items in ranking applications. Differ-

ent from previous chapters where the additional information is mainly from

the domain knowledge and preferred structure of signed graphs, in this chap-

ter, we consider to exploit another type of information—item features—to

improve several existing ranking models. We start with the problem of dyadic

rank aggregation with features and propose a model called RABF which bal-

ances both item features and comparisons to learn a better ranking. We then

extend the RABF model to two other related ranking problems—online rank

aggregation with features and predicting rank of new items. Furthermore, we

provide theoretical and empirical supports to confirm the advantage of item

features in the RABF model. These results show that by utilizing additional

item features as side information, one can further learn an accurate ranking

more efficiently.

Finally, observing the fact that much domain knowledge and preferred

structure leads us to model dyadic interactions with a low-rank matrix, in

Chapter 5, we take a general modeling perspective and study the usefulness

of additional side information in low-rank matrix learning, which can be ap-

plied to different dyadic interaction modeling problems including link predic-

tion, clustering and recommender systems. We propose a general model which

learns the underlying low-rank matrix by balancing both side information and

observations simultaneously, and show that the proposed model can be applied

to several popular scenarios such as matrix completion and robust PCA. In ad-

5



dition, we also theoretically analyze the effect of side information in our model,

in which we show that side information can improve the efficiency of learn-

ing and better determine the underlying low-rank model in certain scenarios.

Finally, we conduct comprehensive experiments in several real-world machine

learning applications, including relationship prediction, semi-supervised clus-

tering and noisy image classification, and show that the proposed model can

better model dyadic interactions by properly exploiting side information both

in theory and practice.
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Chapter 2

Exploiting Social Balance for Signed Link
Prediction

Social network analysis is one of a burgeoning field in data mining and

machine learning community, where the goal is to model the dyadic relation-

ships between people in online social networks. Recently, a major force in

its evolution has been the growing importance of online social networks that

were themselves enabled by the Internet and the World Wide Web. A natu-

ral result of the proliferation of online social networks has been the increased

involvement in social network analysis of people from multiple disciplines.

Traditionally, online social networks have been represented as graphs,

with nodes representing entities, and edges representing relationships between

entities. However, when entities in a network could have opposite dyadic in-

teractions such as like/dislike, love/hate, respect/disrespect, or trust/distrust,

such a representation is inadequate since it fails to encode the sign of a rela-

tionship. Recently, online networks where two opposite kinds of relationships

K.-Y. Chiang, C.-J. Hsieh, N. Natarajan, A. Tewari, I. S. Dhillon, “Prediction and
Clustering in Signed Networks: A Local to Global Perspective”, Journal of Machine Learning
Research, 15:1177-1213, 2014.

In participation with model development, theoretical analysis and experiments.
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can occur have become common. For example, online review websites such

as Epinions allow users to either like or dislike other people’s reviews. Such

networks can be modeled as signed networks, where edge weights can be either

greater or less than 0, representing positive or negative relationships respec-

tively. The development of theory and algorithms for signed networks is an

important research task that cannot be successfully carried out by merely ex-

tending the theory and algorithms for unsigned networks in a straightforward

way. First, many notions and algorithms for unsigned networks break down

when edge weights are allowed to be negative. Second, there are some inter-

esting theories that are applicable only to signed networks.

Perhaps the most basic theory that is applicable to signed social net-

works but does not appear in the study of unsigned networks is that of social

balance [46, 14]. The theory of social balance states that relationships in

friend-enemy networks tend to follow patterns such as “an enemy of my friend

is my enemy” and “an enemy of my enemy is my friend”. A notion called

weak balance [27] further generalizes social balance by arguing that in many

cases an enemy of one’s enemy can indeed act as an enemy. Both strong and

weak balance are defined in terms of local structure at the level of triangles.

Interestingly, the local structure dictated by balance theory also leads to a

special global structure of signed networks.

In this chapter, we will consider the signed link prediction problem, or

sign prediction in brief, where the task is to predict the (unknown) dyadic

relationship between two given entities in signed networks. We will show that
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by adopting the local to global perspective that is already present in the theory

of social balance, we can develop various algorithms for predicting missing

dyadic interactions. One particularly interesting result is that, even though

the local and global definitions of social balance are theoretically equivalent,

algorithmic and performance gains occur when a more global approach in

algorithm design is adopted.

The following organization is guided by the local versus global aspects

of social balance theory. We first review some basics of signed networks and

balance theory in Section 2.1 and 2.2. We will see that local balance struc-

ture is revealed by triads (triangles) and cycles, while global balance structure

manifests itself as clusterability of the nodes in a signed network. We then

introduce sign prediction methods motivated from local viewpoint of social

balance in Section 2.3, as well as a completely global approach—known as

low rank modeling—based on global structure of balanced signed networks

in Section 2.4. We finally show experimental results in section 2.5. Our ex-

periments on synthetic and real networks show that global methods (based

on low rank models) generally perform better, in terms of both accuracy and

computational efficiency, than local methods (based on triads and cycles).

2.1 Signed Networks and Signed Link Prediction

A signed network can be formally represented as a graph with the adja-

cency matrix A ∈ {−1, 0, 1}n×n, which denotes relationships between entities

9



as follows:

Aij =


1, if i & j have positive relationship,

−1, if i & j have negative relationship,

0, if relationship between i & j is unknown (or missing).

We should note that we treat a zero entry in A as an unknown relationship

instead of no relationship, since we expect any two entities have some (hidden)

positive or negative attitude toward each other even if the relationship itself

might not be observed. From an alternative point of view, we can assume there

exists an underlying complete signed network A?, which contains relationship

information between all pairs of entities. However, we only observe some

entries of A?, denoted by Ω. Thus, the partially observed network A can be

represented as:

Aij =

{
A?ij, if (i, j) ∈ Ω,

0, otherwise.

In the remaining part of this chapter, we will use the term “network” as

an abbreviation for “signed network”, unless we explicitly specify otherwise.

In addition, we will now mainly focus on undirected signed graphs (i.e. A

is symmetric) unless we specify otherwise. For a directed signed network,

a simple but sub-optimal way to apply our methods is by considering the

symmetric network, sign(A+ AT ). Of course, making the network symmetric

erases edges with conflicting signs between a pair of nodes. It is important

to know how much information is lost in the process. We found that in real

networks, the percentage of conflicting edges is extremely small (see Table 2.4
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in Section 2.5). The observation suggests that making the network undirected

preserves the sign structure for the most part, and is sufficient for analysis.

Given the above formulation of a signed network, the sign prediction

problem can be viewed as inferring the unknown relationship between a pair of

entities i and j based on partial observations of the entire network of relation-

ships. More specifically, if we assume that we are given a (usually incomplete)

network A sampled from some underlying (complete) network A?, then the

sign prediction task is to recover the sign patterns of one or more edges in

A?. This problem bears similarity to the structural link prediction problem in

unsigned networks [68, 74]. Note that the temporal link prediction problem

has also been studied in the context of an unsigned network evolving in time.

The input to the prediction algorithm then consists of a series of networks

(snapshots) instead of a single network. We do not consider such temporal

problems here.

2.2 Social Balance

A key idea behind many methods that estimate a high dimensional com-

plex object from limited data is the exploitation of structure. In the case of

signed networks, researchers have identified various kinds of non-trivial struc-

ture [46, 27]. In particular, one influential theory, known as social balance

theory, states that relationships between entities tend to be balanced. For-

mally, we say a triad (or a triangle) is balanced if it contains an even number

of negative edges. This is in agreement with beliefs such as “a friend of my
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Balanced triads Unbalanced triads

a
+

b

+
c

+
a
−

b

−
c

+
a
−

b

−
c

−
a
+

b

+
c

−

Table 2.1: Configurations of balanced and unbalanced triads.

Balanced cycles Unbalanced cycles

a
+
b
−

c
+
d−

a
+
b
−

c
+
d−

e
+

a
+
b

+
c
+
d−

a
+
b
+

c
+
d

+
e

−

Table 2.2: Some instances of balanced and unbalanced cycles.

friend is more likely to be my friend” and “an enemy of my friend is more

likely to be my enemy”. The configurations of balanced and unbalanced triads

are shown in Table 2.1.

Though social balance specifies the patterns of triads, one can generalize

the balance notion to general `-cycles. An `-cycle is defined as a simple path

from some node to itself with length equal to `. The following definition

extends social balance to general `-cycles:

Definition 1 (Balanced `-cycles). An `-cycle is said to be balanced when it

contains an even number of negative edges.

Table 2.2 shows some instances of balanced and unbalanced cycles based

on the above definition. To define balance for general networks, we first define

the notion of balance for complete networks:
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Definition 2 (Balanced complete networks). A complete network is said to

be balanced when all triads in the network are balanced.

Of course, most real networks are not complete. To define balance

for general networks, we adopt the perspective of a missing value estimation

problem as follows:

Definition 3 (Balanced networks). A (possibly incomplete) network is said

to be balanced when it is possible to assign ±1 signs to all missing entries in

the adjacency matrix, such that the resulting complete network is balanced.

So far, the notion of balance is defined by specifying patterns of local

structures in networks (i.e. the patterns of triads). The following result from

balance theory shows that balanced networks have a global structure.

Theorem 4 (Balance theory, [14]). A network is balanced iff either (i) all

edges are positive, or (ii) we can divide nodes into two clusters (or groups),

such that all edges within clusters are positive and all edges between clusters

are negative.

Now we revisit balanced `-cycles defined at the beginning of this sub-

section. Under that definition, we can verify if a network is balanced or not by

looking at all cycles in the network due to the following well-known theorem

(whose proof can be found in [35, Chapter 5]).

Theorem 5. A network is balanced iff all its `-cycles are balanced.
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One possible weakness of social balance theory is that the defined bal-

ance relationships might be too strict. In particular, researchers have argued

that the degree of imbalance in the triad with two positive edges (the fourth

triad in Table 2.1) is much stronger than that in the triad with all negative

edges (the third triad in Table 2.1). By allowing triads with all negative edges,

a weaker version of balance notion can be defined [27].

Definition 6 (Weakly balanced complete networks). A complete network is

said to be weakly balanced when all triads in the network are weakly balanced.

Note that `-cycles with an odd number of negative edges are allowed

under weak balance. The definition for general incomplete networks can be

obtained by adopting the perspective of a missing value estimation problem:

Definition 7 (Weakly balanced networks). A (possibly incomplete) network

is said to be weakly balanced when it is possible to obtain a weakly balanced

complete network by filling the missing edges in its adjacency matrix.

Though the above definitions define weak balance in terms of patterns

of local triads, one can show that weakly balanced networks have a special

global structure, analogous to Theorem 4:

Theorem 8 (Weak balance theory [27]). A network is weakly balanced iff

either (i) all of its edges are positive, or (ii) we can divide nodes into k clusters,

such that all the edges within clusters are positive and all the edges between

clusters are negative.

Note that when k = 2, this theorem simply reduces to Theorem 4.
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2.3 Exploit Local Structure for Signed Link Prediction

The definition of structural balance based on triangles is local in nature.

A natural approach for designing sign prediction algorithms proceeds by rea-

soning locally in terms of unbalanced triangles, which motivates the following

measure of imbalance:

µtri(A) :=
∑

σ̃∈SC3(A)

1 [σ̃ is unbalanced] , (2.1)

where SC3(A) refers to the set of triangles (simple cycles of length-3) in the

network A. In general, we use SC`(A) to denote the set of all simple `-cycles

in the network A. A definition essentially similar to the one above appears in

the recent work of [89, p. 103] who observes that the equivalence

µtri(A) = 0 iff A is balanced

holds only for complete graphs. For an incomplete graph, imbalance might

manifest itself only if we look at longer simple cycles. Accordingly, we define

a higher-order analogue of (2.1),

µs`(A) :=
∑̀
i=3

βi
∑

σ̃∈SCi(A)

1 [σ̃ is unbalanced] , (2.2)

where ` ≥ 3 and βi’s are coefficients weighting the relative contributions of

unbalanced simple cycles of different lengths. If we choose a decaying choice

of βi, like βi = βi for some β ∈ (0, 1), then we can even define an infinite-order

version,

µs∞(A) :=
∑
i≥3

βi
∑

σ̃∈SCi(A)

1 [σ̃ is unbalanced] . (2.3)
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It is clear that µs∞(·) is a genuine measure of imbalance in the sense

formalized by the following corollary of Theorem 5.

Corollary 9. Fix an observed graph A. Let βi > 0 be any sequence such that

the infinite sum in (2.3) is well-defined. Then, µs∞(A) > 0 iff A is unbalanced.

The basic idea of using a measure of imbalance for predicting the sign

of a given query link {i, j}, such that i 6= j and Ai,j = 0, is as follows. Given

the observed graph A and query {i, j}, i 6= j, we construct two graphs: A+(i,j)

and A−(i,j). These are obtained from A by setting Aij and Aji to +1 and −1

respectively. Formally, these two augmented graphs are defined as:

A+(i,j)
uv =

{
1, if (u, v) = (i, j) or (j, i)

Auv, otherwise.

A−(i,j)
uv =

{
−1, if (u, v) = (i, j) or (j, i)

Auv, otherwise.
(2.4)

Then, given a measure of imbalance, denoted as µ (·), the predicted sign of

{i, j} is simply:

sign
(
µ
(
A−(i,j)

)
− µ

(
A+(i,j)

))
. (2.5)

Note that, to use the above for prediction, we should use a µ (·) for

which the quantity (2.5) is efficiently computable. The measure of imbalance

based on triads µtri(A) and the more general measure µs∞(A) involve counting

simple cycles in a graph. However, enumerating simple cycles of a graph is
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NP-hard 1. To get around this computational issue, we slightly change the

definition of µ`(·) to the following.

µ`(A) :=
∑̀
i=3

βi
∑

σ∈Ci(A)

1 [σ is unbalanced] . (2.6)

As before, we allow ` =∞ provided the βi’s decay sufficiently rapidly.

µ∞(A) :=
∑
i≥3

βi
∑

σ∈Ci(A)

1 [σ is unbalanced] . (2.7)

The only difference between these definitions and (2.2),(2.3) is that here we

sum over all cycles (denoted by Ci(A)), not just simple ones. However, we

still get a valid notion of imbalance as stated by the following result.

Theorem 10. Fix an observed graph A. Let βi > 0 be any sequence such that

the infinite sum in (2.7) is well-defined. Then, µ∞(A) > 0 iff A is unbalanced.

It turns out, somewhat surprisingly, that computing (2.5) with µ (A) =

µtri(A) simply reduces to computing (i, j) entry in A2. The following key

lemma gives an efficient way to compute (2.5) with µ (·) = µ`(·) in general.

Indeed, it amounts to computing higher powers of the adjacency matrix.

Lemma 1. Fix A and let i 6= j be such that (i, j) /∈ Ω. Let A+(i,j) and A−(i,j)

be the augmented graphs. Then, for any ` ≥ 3,∑
σ∈C`(A−(i,j))

1 [σ] −
∑

σ∈C`(A+(i,j))

1 [σ] = A`−1
i,j ,

where 1 [σ] is the abbreviation of 1 [σ is unbalanced].

1By straightforward reduction to the Hamiltonian cycle problem [57].
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Using Lemma 1, it is easy to see that the prediction (2.5) using (2.6)

reduces to

sign
(
µ`
(
A−(i,j)

)
− µ`

(
A+(i,j)

))
= sign

(∑̀
t=3

βtA
t−1
i,j

)
,

and the prediction (2.5) using (2.7) reduces to

sign
(
µ∞
(
A−(i,j)

)
− µ∞

(
A+(i,j)

))
= sign

(∑
`≥3

β`A
`−1
i,j

)
. (2.8)

Lemma 1 is also key to interpreting a classical proximity measure called

the Katz measure in the context of sign prediction, discussed next.

2.3.1 Katz Measure is Valid for Signed Networks

The classic method of Katz [59] has been used successfully for unsigned

link prediction [68]. Formally, given an unsigned network A with a query

node-pair (i, j), the Katz measure for the link (i, j) is defined as:

Katz(i, j) :=
∞∑
`=2

β`A`ij,

where β > 0 is a constant so that the above infinite sum is well defined (β <

1
‖A‖2 suffices, where ‖A‖2 is the spectral norm of A). 2 Intuitively, the Katz

measure sums up all possible paths between i and j. The number of length

` paths can grow exponentially as ` increases (for example, there are Ω(n`−1)

2Our definition is slightly different from the definition in [68], where the summation starts
from ` = 1. However, the measures are identical for the purpose of link prediction, as the
prediction needs to be made only when the query nodes i and j have no existing edge, i.e.
Aij = 0.
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length ` paths between i and j if the network is complete). Therefore, the

contributions from length ` paths are exponentially damped by the constant

β`. One can also verify the above definition has the following matrix form:

Katz(i, j) = ((I − βA)−1 − I − βA)ij.

A higher Katz score indicates more proximity between nodes i and j, and the

link (i, j) is therefore more likely to exist or to form in the future.

While Katz has been used as an effective proximity measure for link

prediction in unsigned networks, it is not obvious what the signed Katz score

corresponds to in signed networks. Following (2.8), the connection between

Katz measure and µ∞(·) stands out. The following theorem shows that by

considering a sign prediction method based on µ∞(·) we obtain an interesting

interpretation of the Katz measure on a signed network from a balance theory

viewpoint.

Theorem 11 (Balance Theory Interpretation of the Katz Measure). Consider

the sign prediction rule (2.5) using µ∞(·) in the reduced form (2.8). In the

special case when β` = β`−1 with β small enough (β < 1/‖A‖2), the rule can

be expressed as the Katz prediction rule for edge sign prediction, in closed form:

sign
((

(I − βA)−1 − I − βA
)
i,j

)
.

Our sign prediction rule for a given measure of imbalance relies on so-

cial balance theory for signed networks. However, real world networks may not
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conform to the prediction of balance theory or may do so only to a certain ex-

tent. Furthermore, balance theory was developed for undirected networks and

hence methods based on measures of imbalance can deal only with undirected

networks. To partly mitigate the lapse, we can use measures of imbalance to

derive features that can then be fed to a supervised learning algorithm (like

logistic regression) along with the signs of the known edges in the network.

When we learn weights for such features, we are weakening our reliance on

social balance theory but can naturally deal with directed graphs. By using

features constructed from higher-order cycles, we extend the supervised ap-

proach used by [65] that was limited to learning from triads-based features.

While the learning approach itself is straightforward, construction of higher-

order features for directed signed networks requires some attention. Details

of this supervised method and feature construction can be found in Appendix

B of [23]. In the experiments (Section 2.5), we denote the local method (2.8)

corresponding to the measure of imbalance based on cycles of length ` by

MOI-`. Note that MOI-∞ refers to the signed Katz measure. The supervised

learning method where we use logistic regression to train weights for features

constructed from higher-order cycles of length up to `, is referred to as HOC-`

in the experiments.

2.4 Exploit Global Structure for Signed Link Prediction

In Section 2.3, we have seen how to use `-cycles for sign prediction.

We have also seen that `-cycles play a major role in how balance structure
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manifests itself locally. By increasing `, the level at which balance structure

is considered becomes less localized. Still, it is natural to ask whether we can

design algorithms for signed networks by directly making use of their global

structure. To be more specific, let us revisit the definition of complete weakly

balanced networks. In general, weak balance can be defined from either a

local or a global point of view. From a local point of view, a given network

is weakly balanced if all triads are weakly balanced, whereas from a global

point of view, a network is weakly balanced if its global structure obeys the

clusterability property stated in Theorem 8. Therefore, it is natural to ask

whether we can directly use this global structure for sign prediction. In the

sequel, we show that weakly balanced networks have a “low-rank” structure,

so that the sign prediction problem can be formulated as a low rank matrix

completion problem.

We begin by showing that given a complete k-weakly balanced network,

its adjacency matrix A? has rank at most k:

Theorem 12 (Low Rank Structure of Signed Networks). The adjacency ma-

trix A? of a complete k-weakly balanced network has rank 1 if k ≤ 2, and has

rank k for all k > 2.

Figure 2.1 is an example of a complete 3-weakly balanced network. As

shown, we see its adjacency matrix can be expressed as a product of two rank-3

matrices, indicating its rank is no more than three. In fact, by Theorem 12,

we can conclude that its rank is exactly 3.
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T

Figure 2.1: An illustrative example of the low-rank structure of a 3-weakly
balanced network. The network can be represented as a product of two rank-3
matrices, and so the adjacency matrix has rank no more than 3.

The above reasoning shows that (adjacency matrices of) complete weakly

balanced networks have low rank. However, most real networks are not com-

plete graphs. Recall that in order to define balance on incomplete networks, we

try to fill in the unobserved or missing edges (relationships) so that balance is

obtained. Following this desideratum, we can think of sign prediction in signed

networks as a low-rank matrix completion problem. Specifically, suppose we

observe entries (i, j) ∈ Ω of a complete signed network A?. We want to find

a complete matrix by assigning ±1 to every unknown entry, such that the

resulting complete graph is weakly balanced and hence, the completed matrix

is low rank. Thus, our missing value estimation problem can be formulated

as:

minimize rank(X)

s.t. Xij = A?ij, ∀ (i, j) ∈ Ω, (2.9)

Xij ∈ {±1}, ∀ (i, j) /∈ Ω.

Once we obtain the minimizer of (2.9), which we will denote by X?, we can

infer the missing relationship between i and j by simply looking up the sign
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of the entry X?
ij. So the question is whether we can solve (2.9) efficiently. In

general, (2.9) is known to be NP-hard; however, recent research has shown the

surprising result that under certain conditions, the low-rank matrix completion

problem (2.9) can be solved by convex optimization to yield a global optimum

in polynomial time [11]. In the following subsections, we identify such condi-

tions as well as approaches to approximately solve (2.9) for real-world signed

networks.

2.4.1 Prediction via Convex Relaxation

One possible approximate solution for (2.9) can be obtained by drop-

ping the discrete constraints and replacing rank(X) by the trace norm of X

(denoted by ‖X‖∗), which is the tightest convex relaxation of rank [38]. Thus,

a convex relaxation of (2.9) is:

minimize ‖X‖∗

s.t. Xij = A?ij, ∀ (i, j) ∈ Ω. (2.10)

It turns out that, under certain conditions, by solving (2.10) we can

recover the exact missing relationships from the underlying complete signed

network. This result is the consequence of recent research [13, 11] which has

shown that perfect recovery is possible if the observed entries are uniformly

sampled and A? has high incoherence, which may be defined as follows:

Definition 13 (Incoherence). An n× n matrix X with singular value decom-
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position X = UΣV T is ν-incoherent if

max
i,j
|Uij| ≤

√
ν√
n

and max
i,j
|Vij| ≤

√
ν√
n
. (2.11)

Intuitively, higher incoherence (smaller ν) means that large entries of

the matrix are not concentrated in a small part. The following theorem shows

that under high incoherence and uniform sampling, solving (2.10) exactly re-

covers A? with high probability.

Theorem 14 (Recovery Condition [13]). Let A? be an n×n matrix with rank

k, with singular value decomposition A? = UΣV T . In addition, assume A? is

ν-incoherent. Then there exists some constant C, such that if Cν4nk2 log2 n

entries are uniformly sampled, then with probability at least 1−n−3, A? is the

unique optimizer of (2.10).

In particular, if the underlying matrix has bounded rank (i.e. k =

O(1)), the number of sampled entries required for recovery reduces toO(ν4n log2 n).

Based on Theorem 14, we now show that the notion of incoherence

can be connected to the relative sizes of the clusters in signed networks. As

a result, by solving (2.10), we will show that we can recover the underlying

signed network with high probability if there are no “small” groups. To start,

we define the group imbalance of a signed network as follows:

Definition 15 (Group Imbalance). Let A? be the adjacency matrix of a com-

plete k-weakly balanced network with n nodes, and let n1, . . . , nk be the sizes
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of the groups. Group imbalance τ of A? is defined as

τ := max
i=1,...,k

n

ni
. (2.12)

By definition, k ≤ τ ≤ n. Larger group imbalance τ indicates the

presence of a very small group, which would intuitively make recovery of the

underlying network harder (under uniform sampling). For example, consider

an extreme scenario that a k-weakly balanced network contains n nodes, with

two groups that contain only one node each. Then if nodes n− 1 and n form

these singleton groups, the adjacency matrix of this network has group imbal-

ance τ = n with A?n−1,n−1 = A?n,n = 1 and A?n−1,n = A?n,n−1 = −1. However,

without observing A?n−1,n or A?n,n−1, it is impossible to determine whether the

last two nodes are in the same cluster, or whether each of them belongs to an

individual cluster. When n is very large, the probability of observing one of

these two entries will be extremely small. Therefore, under uniform sampling

of O(n log2 n) entries, it is unlikely that any matrix completion algorithm will

be able to exactly recover this network.

Motivated by this example, we now analytically show that group im-

balance τ determines the possibility of recovery. We first show the connection

between τ and incoherence ν.

Theorem 16 (Incoherence of Signed Networks). Let A? be the adjacency ma-

trix of a complete k-weakly balanced network with group imbalance τ . Then A?

is τ -incoherent.
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Putting together Theorems 14 and 16, we now have the main theorem

of this subsection:

Theorem 17 (Recovery Condition for Signed Networks). Suppose we observe

edges Aij, (i, j) ∈ Ω, from an underlying k-weakly balanced signed network A?

with n nodes, and suppose that the following assumptions hold:

A. k is bounded (k = O(1)),

B. the set of observed entries Ω is uniformly sampled, and

C. number of samples is sufficiently large, i.e. |Ω| ≥ Cτ 4n log2 n, where τ is

the group imbalance of the underlying complete network A?.

Then A? can be perfectly recovered by solving (2.10), with probability at least

1− n−3.

In particular, if n/ni is upper bounded so that τ is a constant, then we

only need O(n log2 n) observed entries to exactly recover the complete k-weakly

balanced network.

2.4.2 Prediction via Singular Value Projection

Though the convex optimization problem (2.10) can be solved to yield

the global optimum, the computational cost of solving it might be too pro-

hibitive in practice. Therefore, recent research provides more efficient algo-

rithms to approximately solve (2.9) [9, 52]. In particular, we consider the

Singular Value Projection (SVP) algorithm proposed by [52] which attempts

to solve the low-rank matrix completion problem in an efficient manner. The
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SVP algorithm considers a robust formulation of (2.9) as follows:

minimize ‖P(X)− A‖2
F

s.t. rank(X) ≤ k, (2.13)

where the projection operator P(·) is defined as:

(P(X))ij =

{
Xij, if (i, j) ∈ Ω

0, otherwise.

Note that the objective (2.13) recognizes that there might be some violations of

weak balance in the observations A, and minimizes the squared-error instead

of trying to enforce exact equality as in (2.10). In an attempt to optimize

(2.13), the SVP algorithm iteratively calculates the gradient descent update

X̂(t) of the current solution X(t), and projects X̂(t) onto the non-convex set

of matrices whose rank are at most k using SVD. After the SVP algorithm

terminates and outputs X̄, one can take the sign of each entry of X̄ to obtain

an approximate solution of (2.9). The SVP procedure for sign prediction is

summarized in Algorithm 1.

In addition to its efficiency, experimental evidence provided by [52]

suggests that if observations are uniformly distributed, then all iterates of

the SVP algorithm are ν-incoherent, and if this occurs, then it can be shown

that the matrix completion problem (2.9) can be exactly solved by SVP. In

Section 2.5, we will see that SVP performs well in recovering weakly balanced

networks.
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Algorithm 1: Sign Prediction via Singular Value Projection (SVP)

Input: Adjacency matrix A, rank k, tolerance ε, max iteration
tmax, step size η

Output: X̄, the completed low-rank matrix that approximately
solves (2.9)

1 Initialize X(0) ← 0 and t← 0.
2 do

3 X̂(t) ← X(t) − η(P(X(t))− A).
4 [Uk,Σk, Vk]← Top k singular vectors and singular values of

X̂(t).

5 X(t+1) ← UkΣkVk
T .

6 t← t+ 1.

7 while ‖P(X(t))− A‖2
F > ε and t < tmax

8 X̄ ← sign(X(t))

2.4.3 Prediction via Matrix Factorization

A limitation of both convex relaxation and SVP is that they require

uniform sampling to ensure good performance. However, this assumption is

violated in most real-life applications, and so these approaches do not work

very well in practice. In addition, both the methods cannot scale to very large

datasets, as they require computation of the SVD. Thus, we use a gradient

based matrix factorization approach as an approximation to the signed network

completion problem. In Section 2.5, we will see that this matrix factorization

approach can boost the accuracy of estimation as well as scale to large real

networks.

In the matrix factorization approach, we consider the following prob-
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lem:

min
W,H∈Rn×k

∑
(i,j)∈Ω

(Aij − (WHT )ij)
2 + λ‖W‖2

F + λ‖H‖2
F . (2.14)

Problem (2.14) is non-convex, and an alternating minimization algo-

rithm is commonly used to solve it. Recent theoretical results show that the

alternating minimization algorithm provably solves (2.14) under similar con-

ditions as trace-norm minimization [53]. The matrix factorization approach is

widely used in practical collaborative filtering applications as its performance

is competitive to or better than trace-norm minimization, while scalability

is much better. For example, to solve the Netflix problem, (2.14) has been

applied with a fair amount of success to factorize datasets with 100 million

ratings [62].

Nevertheless, there is an issue when modeling signed networks using

(2.14): the squared loss in the first term of (2.14) tends to force entries of

WHT to be either +1 or −1. However, what we care about in this completion

task is the consistency between sign((WHT )ij) and sign(Aij) rather than their

difference. For example, (WHT )ij = 10 should have zero loss when Aij = +1

if only the signs are important.

To resolve this issue, instead of using the squared loss, we use a loss

function that only penalizes the inconsistency in sign. More precisely, objective

(2.14) can be generalized as:

min
W,H∈Rn×k

∑
(i,j)∈Ω

`oss (Aij, (WHT )ij) + λ‖W‖2
F + λ‖H‖2

F . (2.15)
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In order to penalize inconsistency of sign, we can change the loss function to

be the sigmoid or squared-hinge loss:

`oss sigmoid(x, y) = 1/(1 + exp(xy)),

`oss square-hinge(x, y) = (max(0, 1− xy))2. (2.16)

In Section 2.5, we will see that applying sigmoid or squared-hinge loss functions

slightly improves prediction accuracy.

2.4.4 Time Complexity Analysis

There are two main optimization techniques for solving (2.14) for large-

scale data: Alternating Least Squares (ALS) and Stochastic Gradient Descent

(SGD) [62]. ALS solves the squared loss problem (2.14) by alternately min-

imizing W and H. When one of W or H is fixed, the optimization problem

becomes a least squares problem with respect to the other variable, so that we

can use well developed least squares solvers to solve each subproblem. Given

an n×n observed matrix with m observations, it requires O(mk2) operations to

form the Hessian matrices, and O(nk3) operations to solve each least squares

subproblem. Therefore, the time complexity of ALS is O(t1(mk2 +nk3)) where

t1 is the number of iterations.

However, ALS can only be used when the loss function is the squared

loss. To solve the general form (2.15) with various loss functions, we use

stochastic gradient descent (SGD). In SGD, for each iteration, we pick an

observed entry (i, j) at random, and only update the ith row wT
i of W and the
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HOC LR-ALS LR-SGD
O(2`nm) O(t1(nk3 +mk2)) O(t2km)

Table 2.3: Time complexity of cycle-based method (HOC) and low rank mod-
eling methods (LR-ALS, LR-SGD). The HOC time only considers feature
computation time. The time for low rank modeling consists of total model
construction time.

jth row hTj of H. The update rule for wT
i and hTj is given by:

wT
i ← wT

i − η
(
∂`oss (Aij, (WHT )ij)

∂wT
i

+ λwT
i

)
,

hTj ← hTj − η
(
∂`oss (Aij, (WHT )ij)

∂hTj
+ λhTj

)
, (2.17)

where η is a small step size. Each SGD update costs O(k) time, and the

total cost of sweeping through all the entries is O(mk). Therefore, the time

complexity for SGD is O(t2mk), where t2 is the number of iterations taken by

SGD to converge. Notice that although the complexity of SGD is linear in k,

it usually takes many more iterations to converge compared with ALS, i.e.,

t2 > t1. For other approaches to solve (2.15) for large scale data, please see

[97].

On the other hand, all cycle-based algorithms introduced in Section 2.3

require time at least O(nm), because they involve multiplication of m-sparse

n × n matrices in model construction. In particular, the time complexity for

HOC-` methods is O(2`nm) , which is much more expensive than both ALS

and SGD as shown in Table 2.3 (note that in real large-scale social networks,

m > n� t1, t2, k).
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2.5 Experimental Results

We now present experimental results for sign prediction and clustering

using our proposed methods. For sign prediction, we show that local meth-

ods, such as MOI and HOC (see Section 2.3), yield better predictive accu-

racy when longer cycles are considered. In addition, if we consider the global

low-rank structure of the network, prediction via matrix factorization further

outperforms local methods in terms of both accuracy and running time. For

clustering, we show that clustering via low rank model gives us significantly

better results than clustering via signed Laplacian. These results suggest the

usefulness of the global perspective on social balance.

2.5.1 Description of Data Sets

In our experiments, we consider both synthetic and real-life datasets.

To construct synthetic networks, we first consider a complete k-weakly bal-

anced network A?, and sample entries from A? to form the partially observed

network A, with three controlling parameters: sparsity s, noise level ε and

sampling process D. The sparsity s controls the percentage of edges we sample

from A?. The noise level ε specifies the probability that the sign of a sampled

edge is flipped. The sampling process D specifies how the sampled entries are

distributed. In particular, we will focus on two sampling distributions here:

uniform and power-law distribution, denoted as Duni and Dpow respectively.

Thus, a partially observed network A can be described as A = A?(s, ε,D).

We also consider three real-life signed networks: Epinions, Slashdot,
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# nodes # edges + edges - edges
edges with

conflicting signs
Wikipedia 7,065 103,561 78.8% 21.2% 0.71%
Slashdot 82,144 549,202 77.4% 22.6% 0.64%
Epinions 131,828 840,799 85.0% 15.0% 0.57%

Table 2.4: Network Statistics

Wikipedia. Epinions is a consumer review network in which users can either

trust or distrust other consumer’s reviews. Slashdot is a discussion web site

in which users can recognize others as friends or foes. Wikipedia is a who-

votes-for-whom network in which users can vote for or against others to be

administrators in Wikipedia. These three datasets have previously been used

as benchmarks for sign prediction [65, 24]. Table 2.4 shows the statistics of

the three networks.

2.5.2 Evidence of Local and Global Patterns in Real Signed Net-
works

We have seen that cycles in signed networks exhibit structural balance

according to balance theory, and that we can make use of cycles for predictions

(see Section 2.3). Indeed, cycles tend to be balanced in real-life networks. In all

three real networks we consider, [66] found that balanced triads (i.e. 3-cycles)

are much more likely to be observed than unbalanced triads. Our study also

shows that the local patterns (i.e. `-cycles) of the three networks tend to be

balanced. For each network A, we consider all patterns of 3-cycles and 4-cycles

in the symmetric network sign(A+AT ). For convenience, we use C`i to denote

the ith pattern (of signs) of an `-cycle. The patterns of these cycles are shown
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in Table 2.5. We first calculate the probability that the configuration of a given

`-cycle is C`i, denoted P (C`i). We then randomly shuffle the signs of edges in

the network and calculate the same probability on the shuffled network, which

is denoted P0(C`i). Thus P0(C`i) can be viewed as the (expected) probability

that C`i is observed if the signs of edges have no particular pattern. With the

two probabilities, we calculate the “surprise” of observing C`i as follows:

S(C`i) :=
∆`P (C`i)−∆`P0(C`i)√
∆`P0(C`i)(1− P0(C`i))

,

where ∆` is the number of `-cycles in the network. The above quantity is

basically the number of standard deviations that the observed value of C`i

differs from the expected value of C`i in the shuffled network. See [66] for

more discussion.

Table 2.5 shows the observed probability, the expected probability, and

the surprise value of each C`i in three networks. Although it is not true

that each of the balanced cycles is much more likely to appear, the last two

rows in Table 2.5 show that differences between P (C) and P0(C) and the

surprise values of overall balanced 3- and 4-cycles are quite large. This implies

that given an arbitrary 3- or 4-cycle in these networks, it is very likely to

be balanced. Overall, we find that local balanced patterns are somewhat

significant.

On the other hand, in Section 2.4, we have seen that low rank structure

emerges when we theoretically examine weakly balanced networks. We now

show that real networks tend to exhibit low-rank structure to a much greater
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Epinions Slashdot Wikipedia
Type of cycle P (C`i) P0(C`i) S(C`i) P (C`i) P0(C`i) S(C`i) P (C`i) P0(C`i) S(C`i)
C31 : + + + 0.8259 0.5754 1107.0 0.7301 0.4502 425.2 0.6996 0.4806 335.4
C33 : +−− 0.0791 0.0706 72.3 0.1364 0.1260 23.5 0.0840 0.1105 -64.7
C41 : + + ++ 0.7538 0.4777 14464.7 0.6723 0.3435 5120.8 0.6080 0.3757 3557.6
C43 : + +−− 0.0911 0.0787 1210.6 0.1127 0.1286 -352.1 0.1007 0.1155 -344.1
C44 : +−+− 0.0065 0.0393 -4418.5 0.0138 0.0645 -1528.0 0.0139 0.0578 -1396.4
C46 : −−−− 0.0103 0.0008 8722.8 0.0263 0.0030 3147.7 0.0054 0.0022 505.4
C32 : + +− 0.0834 0.3493 -1218.4 0.1125 0.4111 -458.7 0.2052 0.3987 -302.5
C34 : −−− 0.0117 0.0047 220.9 0.0211 0.0127 56.9 0.0013 0.0102 8.5
C42 : + + +− 0.1174 0.3875 -14508.8 0.1413 0.4211 -4191.5 0.2473 0.4167 -2548.5
C45 : +−−− 0.0208 0.0160 1017.7 0.0337 0.0392 -212.0 0.0247 0.0320 -309.3

Balanced 3-cycles 0.9050 0.6459 1182.9 0.8665 0.5763 443.9 0.7835 0.5911 299.6
Balanced 4-cycles 0.8617 0.5965 14147.8 0.8250 0.5397 4234.7 0.7280 0.5513 2635.6

Table 2.5: Statistics of balanced and unbalanced `-cycles, ` = 3, 4 (note that∑
i P (C`i) =

∑
i P0(C`i) = 1). The first 6 cycles in the table are balanced

while the last 4 cycles are unbalanced. The last two rows show that overall
balanced 3-cycles and 4-cycles are much more than expected.

extent compared to random networks. As a baseline, for each real network

we create two corresponding random networks for comparison: the first one

is the (symmetric) ER network generated from the Erdös-Rényi model [36]

that preserves the sparsity and the ratio of positive to negative edges of the

compared real network. The second one is the shuffled network with the same

network structure as the compared real network, except that we randomly

shuffle the signs of edges.

The experiment is conducted as follows. We first derive the low-rank

complete matrix X? by running matrix completion on the observed entries Aij.

Then, we look at the relative error on the observed set Ω:

errΩ =
‖W ◦ (X? − A)‖F

‖A‖F
, (2.18)

where Wij = 1 if (i, j) ∈ Ω and Wij = 0 otherwise, and ◦ denotes element-wise

multiplication. Clearly, smaller errΩ indicates better approximation for the
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Figure 2.2: Relative error on Ω, the observed entries, between adjacency matrix
and completed matrix, for real-life networks versus random networks. Real-
life networks achieve much smaller relative error for every k as compared with
random networks.

observed entries.

In our experiment, we use matrix factorization for matrix completion,

with ranks k = 1, 2, 4, 8, 16 and 32. For each network (real networks and their

corresponding random networks), we complete the network with different k

values and compute errΩ. The result is shown in Figure 2.2. Compared to

the two random networks, the three real-life networks achieve much smaller

errΩ for each small k. This suggests that low-rank matrices provide a better

approximation of the observed entries for real-life networks.

2.5.3 Sign Prediction Experiments

We now compare the performance of our proposed methods for sign

prediction. As introduced in Section 2.3, there are two families of cycle-based

methods: one based on measures of imbalance (MOI), and the other based on

the supervised learning using higher order cycles (HOC). Both families depend
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on a parameter ` ≥ 3 that denotes the order of the cycles that the method

is based on. For MOI, we consider all ` less than 10 as well as ∞ (recall

that in this case, MOI becomes the Katz measure), and for HOC we consider

` = 3, 4, 5. Note that the set of features used by HOC-(`+1) is a strict superset

of the features used by HOC-`.

We also consider two global approaches for low rank matrix comple-

tion – Singular Value Projection and matrix factorization from Sections 2.4.2

and 2.4.3 respectively. The SVP approach (denoted as LR-SVP) is chosen

to demonstrate that perfect recovery can be achieved if the observations are

uniformly distributed. For matrix factorization, we consider the ALS method

that solves problem (2.14), as well as SGD methods that solve the general

problem (2.15) with sigmoid loss and square-hinge loss, defined in (2.16). We

denote these methods as LR-ALS, LR-SIG and LR-SH, respectively.

2.5.3.1 Results on Synthetic Datasets

We first compare all categories of approaches on synthetic datasets.

We choose LR-SVP, LR-ALS, MOI-∞ and HOC-3 as representatives of the

two approaches of low rank matrix completion, MOI-based, and HOC-based

methods respectively. We consider the underlying network A? to be a complete

5-weakly balanced network, where the five clusters have sizes 100, 200, 300,

400 and 500. Instead of observing all of A?, we assume that we only observe a

partial network A using three procedures: uniform sampling, uniform sampling

with noise, and sampling with power-law distribution. For each algorithm, we
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input the observed entries as training data and calculate the sign prediction

accuracy on the rest of the entries.

Uniform sampling: In this scenario, we generate several observed

networks A = A?(s, 0,Duni). We vary s from 0.001 to 0.1 and plot the pre-

diction accuracy in Figure 2.3a. Under this setting, LR-SVP and LR-ALS

outperform the cycle-based methods. We observe that MOI-∞ performs the

worst with accuracy only 50%-70%. However, if we repeat the same experiment

substituting A? with A?2, where A?2 is a complete strongly balanced network

whose two groups have size 1000, we observe that MOI and global methods

perform alike as shown in Figure 2.3b. This is because MOI uses cycle-based

measurements to make more cycles become balanced. This prediction policy is

most appropriate when k = 2 (that is, the underlying network A? has strong

balance), but performs poorly when the underlying network is weakly balanced

(i.e. more than two groups). HOC-3 works much better than MOI-∞ since it

learns a classifier from cycle-based features rather than simply making cycles

balanced, but its accuracy drops dramatically when s is less than 0.05. On the

other hand, both LR-SVP and LR-ALS show high accuracy for all s ≥ 0.01.

In particular, LR-SVP can achieve 100% accuracy when s > 0.07, which re-

confirms the theoretical recovery guarantee stated in Theorem 17. Moreover,

LR-ALS can also recover the ground truth, an observation that is consistent

with previous results.

Uniform sampling with noise: To make the synthetic data more

similar to real data, we further add noise to the observations. We generate
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observed networks A = A?(0.1, ε,Duni), where ε varies from 0.01 to 0.25. The

result is shown in Figure 2.3c. We can see that global methods are still clearly

better than cycle-based methods when noise level is higher. Moreover, LR-

SVP perfectly recovers A? when the noise level ε < 0.05, and LR-ALS also

achieves perfect recovery with a smaller ε.

Sampling with power-law distribution: As Sections 2.4.1 and 2.4.2

pointed out, the exact recovery guarantees of convex relaxation and SVP for

matrix completion crucially rely on the assumption that observed entries are

uniformly sampled. However, in most real networks (for example, Slashdot in

[63]), the degree distribution of observed entries follows a power law. There-

fore, we examine how the approaches perform on power-law distributed net-

works. The power-law distributed networks are generated using the Chung-

Lu-Vu (CLV) model proposed by [26], which allows one to generate random

graphs with arbitrary expected degree sequence. Similar to the uniform sam-

pling case, we perform the sign prediction task on A = A?(s, 0,Dpow) varying s

from 0.001 to 0.1, and plot the prediction accuracy in Figure 2.3d. We can see

that MOI-∞ still has poor performance for weakly balanced graphs. However,

unlike the uniform sampling case, LR-SVP has lower accuracy rate compared

to HOC-3 when s < 0.1. On the other hand, LR-ALS still performs better

than all other methods on power-law distributed graphs.

From results on synthetic data shown in Figure 2.3, we can conclude

that global methods generally do better than local methods, and the low rank

model with matrix factorization (LR-ALS) performs the best in most cases,
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Figure 2.3: Sign prediction accuracy of local and global methods on synthetic
datasets. On (strongly) balanced networks (2.3b), MOI-∞ is seen to perform
as well as low rank modeling methods (LR-SVP and LR-ALS). However, in
weakly balanced networks, global methods LR-SVP and LR-ALS outperform
cycle-based methods such as MOI-∞ and HOC-3 (supervision on high order
cycles). In addition, low rank modeling with matrix factorization (LR-ALS) is
more robust than singular value projection (LR-SVP) when the observations
are sampled from a power-law distribution.
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even when observed entries are not uniformly distributed.

2.5.3.2 Results on Real-life Datasets

Now we further evaluate our sign prediction methods on three real-life

networks. To begin with, we evaluate and compare MOI methods using a

leave-one-out type methodology: each edge in the network is successively re-

moved and the method tries to predict the sign of that edge using the rest of

the network. Figure 2.4 shows the accuracy of MOI based methods. Note that

the accuracy is shown for edges with embeddedness under a certain thresh-

old. First, we see that the accuracy is a non-decreasing function of the em-

beddedness threshold. Next, it is clear that higher-order methods perform

significantly better than the MOI-3 (triangle-based) method. Finally, the per-

formance boost is larger for edges with low embeddedness. This is expected as

edges of low embeddedness by definition do not have many common neighbors

for their end-points, and higher-order cycles have relatively better information

for such edges. We also observe from our experiments that beyond ` = 5, the

performance gain is not very significant.

Next, we compare HOC methods with various ` to see how much high

order cycles can benefit us in supervision. We resort to 10-fold cross-validation:

we (randomly) created ten disjoint test folds each consisting of 10% of the total

number of edges in the network. For each test fold, the remaining 90% of the

edges serve as the training set. (For a given test fold, the feature extraction

and logistic model training are done on a graph with the test edges removed,
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Figure 2.4: Accuracy of MOI-based methods for cycle lengths ` = 3, 4, 5, 10.
These plots show the accuracy of MOI-` methods for edges with embedded-
ness at least T for various thresholds T . We see that the difference in the
performance of MOI-3 and higher order methods is larger for edges with lower
embeddedness. We also see that the improvement obtained by going beyond
order 5 is not very significant.

not just the signs.) To evaluate HOC methods, we consider not only prediction

accuracies but also false-positive rates. We report accuracies as well as false-

positive rates by averaging them over the ten folds. As shown in Table 2.6, in

all the datasets, there is a small improvement in accuracy by using higher order

cycles (HOC-5). The false positive rate, however, reveals a more interesting

phenomenon in Figure 2.5. Indeed, higher order methods (such as HOC-5)

significantly reduce the false positive rate as compared to HOC-3. However

Figure 2.5 shows that, unlike MOI based methods, edge embeddedness does

not seem to affect the decrease in false positive rate for HOC methods. We

see this trend across all the datasets.

At this point, we see that for cycle-based methods, considering higher

order cycles benefits the accuracy of sign prediction and lowers the false pos-

itive rate. Furthermore, the results are consistent across the three diverse
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Figure 2.5: False positive rates of higher order cycle (HOC) Methods for ` =
3, 5. These plots show the false positive rate of HOC-` methods for edges with
embeddedness at least T for various thresholds T . We see that considering
higher order cycles has the benefit of significantly reducing false-positives while
simultaneously achieving slightly better overall accuracy (refer to Table 2.6).
However, unlike what we see for MOI methods, the improvement here does not
seem to depend strongly on edge embeddedness. The false positive rates for
HOC-4 are very similar to that of HOC-5 and hence are not shown for clarity.

networks. These results confirm the intuition that getting more global infor-

mation improves quality of prediction, and motivate us to consider the global

structure of networks.

Now we turn our attention to low rank modeling approaches. We have

seen that LR-SVP does not perform well under power-law distributions of ob-

served relationships in synthetic networks (see Figure 2.3d), so we consider

the more robust matrix factorization approach for solving the matrix comple-

tion problem, including LR-ALS, LR-SIG and LR-SH, for experiments on real

datasets. Again, we use 10-fold cross validation setting, and report the average

prediction accuracy for each dataset in Table 2.6. From the table, we observe

that global methods clearly outperform cycle-based methods. In particular,

we observe that HOC-5 only improves HOC-3 by less than 1.5%, while global

43



Epinions Slashdot Wikipedia
MOI-3 0.5539 0.3697 0.7456

MOI-10 0.8497 0.7850 0.8220
HOC-3 0.9014± 0.0013 0.8303± 0.0018 0.8424± 0.0063
HOC-5 0.9080± 0.0012 0.8469± 0.0015 0.8605± 0.0049

LR-ALS 0.9437± 0.0007 0.8774± 0.0018 0.8814± 0.0043
LR-SIG 0.9448± 0.0009 0.8806± 0.0017 0.8839± 0.0049
LR-SH 0.9437± 0.0015 0.8835± 0.0015 0.8810± 0.0042

Table 2.6: The sign prediction accuracy for cycle-based methods (MOI and
HOC) and low rank modeling methods (LR-ALS, LR-SIG and LR-SH) along
with standard deviation if the accuracy is averaged by 10-fold cross validation.
Note that for MOI methods we report leave-one-out accuracy. We can see that
the low rank modeling approaches are better than cycle-based methods.

methods consistently improve the accuracy of HOC-5 by more than 2% over

all datasets. In addition, LR-SIG and LR-SH further improve the accuracy

of LR-ALS. This shows that the sigmoid and square-hinge losses are more

suitable for sign prediction, which supports the discussion in Section 2.4.3.

On real datasets, we do not have prior information about the target rank k.

However, Figure 2.6 shows that the performance of LR-based methods is not

sensitive to k.

In Figure 2.7, we further select a representative of each category, MOI-

10, HOC-5 and LR-ALS, and show their performances with different levels

of edge embeddedness (LR-SIG and LR-SH perform similar to LR-ALS in

all datasets). In addition, we also compare our methods with the methods

A sym exp and A exp proposed by [63], which predicts the sign of edges using
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Figure 2.6: Sign prediction accuracy for low rank modeling with matrix fac-
torization (LR-ALS) with different ranks. We see that LR-ALS is quite robust
to the rank.

matrix exponential with low rank approximation3 4. For LR-ALS, A sym exp

and A exp we choose the rank k = 40.

From Figure 2.7 we see that matrix exponential and MOI methods

perform alike as one would expect. HOC learns the weights carefully to de-

termine which configurations of cycles are more important, and therefore per-

forms better than the former two methods that use fixed weights. Also, one

might expect that cycle-based approaches should perform better on edges with

higher embeddedness because of the relatively richer cycle information avail-

able. However, LR-ALS achieves higher prediction accuracy regardless of the

embeddedness. All the above results show that global methods are more ef-

fective than local methods.

3The method A sym exp considers the symmetric matrix A sym = A + AT and its
eigen-decomposition UΣUT , and computes the matrix exponential of A sym with rank-k
approximation, Uk exp(Σk)UT

k .
4They incorrectly refer to A exp as the exponential of A as they in fact compute A exp

as Uk exp(Σk)V T
k , where UkΣkV

T
k is the best rank-k approximation of A.
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Figure 2.7: Sign prediction accuracy of various methods with different levels
of embeddedness, along with standard deviation if the accuracy is averaged
by 10-fold cross validation. For MOI methods we report leave-one-out accu-
racy. These plots show the accuracy for edges with embeddedness at least
T . The A sym exp method in Epinions cannot achieve accuracy 80% for all
embeddedness levels so it is not shown in the plot. We can see that LR-ALS
consistently achieves the highest accuracy for all thresholds T .

2.5.3.3 Running Time Comparison

HOC-3 HOC-4 HOC-5 LR-ALS LR-SGD
Wikipedia 18.08 74.52 462.92 2.26 2.41
Slashdot 133.4 1,936.0 > 10, 000 17.4 24.7
Epinions 560.64 6,156.8 > 10, 000 28.67 37.2
Cluster10 > 10, 000 > 10, 000 > 10, 000 455.1 1,152

Table 2.7: Running time (in seconds) for low rank modeling methods (LR-ALS
and LR-SGD) and supervision on high order cycles (HOC) on real datasets
and a 1.1 million node synthetic data Cluster10. We see that LR methods with
matrix factorization are clearly more efficient than cycle-based algorithms.

As discussed in Section 2.4.3, low rank modeling with matrix factoriza-

tion is more efficient than cycle-based algorithms in terms of time complexity,

which we now confirm. The running times are summarized in Table 2.7. To

show the scalability of matrix factorization methods, we construct a large-
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scale dataset Cluster10, which contains 1.1 millon nodes and 120 million edges

(about 100 times more than Epinions). Cluster10 is constructed by uniformly

sampling edges from a 10-weakly balanced network, in which clusters have

sizes 20000, 40000, . . . , 200000. For matrix factorization approach, we report

the time needed to solve the model by ALS (with square loss) and SGD (with

sigmoid and square-hinge losses). The time LR-SGD is thus the average time

to solve LR-SIG and LR-SH models. For HOC methods the training time is

dominated by the feature construction step, thus we only report the time for

computation of features. Therefore, the reported time for HOC is an underes-

timate of the time required to construct the HOC model; even then we can see

that the time required by LR-ALS, LR-SIG and LR-SH is much lower than

HOC methods.

In conclusion, for the sign prediction problem, the low rank model

with matrix factorization is clearly the best method in terms of accuracy and

scalability.

2.5.4 Effect of Negative Links for Link Prediction

Finally, we show that negative links indeed provide rich information for

better modeling dyadic interactions between entities. To justify this argument,

we consider the traditional unsigned link prediction problem, where we want

to predict whether two entities will form a (positive) link given a (unsigned)

network snapshot. We argue that if we are further given negative link infor-

mation between several pairs besides the network, those negative links can be
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beneficial for the link prediction problem.

We again take three real-world datasets and divide the datasets into

training set and testing set. The testing set contains several testing pairs of

nodes (i, j), and a good link prediction method should recommend that the

pair (i, j) will form a link if Aij = 1 and should not recommend the pair if

Aij = −1. We compare two classes of methods as follows. First, we consider

three well-known traditional link prediction methods, SVD, SVD-Katz and

Common Neighbors methods [68], which can learn a (unsigned) link prediction

model by only taking the positive edges of training set into account. We also

consider the proposed LR-ALS method which learns a sign prediction model

from both positive and negative edges from the training set. To use LR-ALS

model for unsigned link prediction, we simply use the rule that a pair with

higher score will be more likely to form a (positive) link. We again compare

each link prediction model using 10-cross validation and draw the ROC curves

of each model in Figure 2.8. We can see that in general, SVD, SVD-Katz and

Common Neighbors perform similarly on these three datasets, while LR-ALS

outperforms these traditional link prediction methods. This result suggests

that by additionally considering negative link information, LR-ALS is able to

output a better model for recommending positive links.

2.6 Related Work

Signed networks have been studied since the early 1950s. Harary and

Cartwright were the first to mathematically study structural balance. They
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Figure 2.8: ROC curve of LR-ALS and traditional link prediction methods
(SVD, SVD-Katz, Common Neighbors) for link prediction problem. We see
that by training a prediction model using both positive and negative link
information, LR-ALS achieves a better ROC curve for recommending links
compared to traditional link prediction methods.

defined balanced triads and proved the global structure of balanced signed

networks [46, 14]. [27] further generalized the balance notion to weak balance

by allowing triads with all negative edges, and showed that weakly balanced

graphs have the global structure of mutual antagonistic groups.

Though theoretical studies of signed networks have been conducted for

a long time, it was not until this decade that analysis of real signed networks

could be done at a large scale as large real networks have become more acces-

sible recently. For example, [63] performed several analysis tasks on Slashdot,

and [65, 66] studied the local and global structure of three real signed net-

works. They designed several computational experiments to justify that the

structure of these signed networks match balance theory.

The counterpart of sign prediction in signed networks is the structural

link prediction problem in unsigned networks. Structural link prediction has

been well explored, and it is usually solved by computing a similarity measure
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between nodes [68], such as those proposed by [59] and [1]. The sign predic-

tion problem, however, was not formally considered until the work by [44], in

which they develop a trust propagation framework to predict trust or distrust

between entities. More recently, [63, 64] reconsidered this problem by using

various similarity functions and kernels such as matrix exponential and signed

Laplacian. [65] proposed a machine learning formulation of this problem, ar-

guing that learning from only local triangular structure of edges can achieve

reasonable accuracy.

Sign prediction using our global method is closely related to the low-

rank matrix completion problem. In the last decade, there has been substantial

research studying exact recovery conditions for this problem [13, 11], and al-

gorithms with theoretical guarantees have also been proposed, such as SVT

[9] and SVP [52]. While the matrix completion problem has been considered

mostly in collaborative filtering, our low rank model arises naturally from the

weak balance of signed networks.

2.7 Summary of the Contribution

We develop two families of methods to incorporate social balance knowl-

edge for signed link prediction. Method of HOC, MOI and Katz discussed in

Section 2.3 are published in [24], and the low-rank modeling approach discussed

in Section 2.4 is published in [49]. We also provide a general local-to-global

treatment for prediction in signed networks along with thorough comparisons

between all of the methods in [23].
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Chapter 3

Exploiting Signed Links for Graph Clus-
tering

Clustering is a fundamental machine learning problem where modeling dyadic

similarities between entities is implicitly involved. The goal of clustering is to

partition objects into several groups based on their similarities, and therefore

can be solved if the similarities between objects can be accurately learned.

One important use case is the graph clustering problem in network analysis

where the task is to partition the nodes of a graph into tightly knit clusters.

Since in traditional graphs, edges (with positive weights) typically represent

the similarities between two entities, finding tightly connected clusters is thus

equivalent to finding groups of nodes (or entities) that are similar to each

others. However, in some applications, negative links denoting pairwise dis-

similarities between nodes may also be given in the graph. This fact motivates

us to study the problem of signed graph clustering in this chapter where the

goal is to leverage both negative and positive links, which containing dissim-

K.-Y. Chiang, J. Whang and I. S. Dhillon, “Scalable Clustering of Signed Networks
using Balance Normalized Cut”, Proceedings of International Conference on Information
and Knowledge Management(CIKM), pages 615-624, 2012.

In participation with model development, theoretical analysis and experiments.
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ilarity and similarity information respectively, to derive a better clustering of

a signed graph.

Interestingly, as we have introduced in Section 2, the preferred structure

of signed graphs—weak social balance—again plays a crucial role for the clus-

tering task in signed networks. Specifically, since weak balance theory (The-

orem 8) suggests that there are k mutually antagonistic groups in a weakly

balanced network, the clustering problem can be thought of as to identify k

antagonistic groups in a signed network, such that most edges within the same

cluster are positive and most edges between different clusters are negative. No-

tice that since the weak balance notion only appears in signed networks, most

traditional clustering algorithms for unsigned networks cannot be directly ap-

plied as they do not incorporate balance information. Therefore, our goal

is to develop tailored methods that embeds negative links and weak balance

structure to better solve the signed graph clustering problem.

The organization of this chapter is as follows. We first reviews some

preliminaries on graph clustering in Section 3.1. We then introduce several

novel approaches for signed graph clustering. First, since we have shown that

a (weakly balanced) signed network tends to have a low rank structure (see

Section 2.4), we develop a corresponding approach which leverages the low-

rank structure of global balance for signed graph clustering in Section 3.2. In

Section 3.3, we alternatively take a graph cut perspective and develop another

family of clustering methods. We propose several new signed graph cut crite-

ria based on weak balance structure, resulting in various signed graph kernels
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and spectral clustering methods in signed networks. In section 3.4, we further

derive a multilevel algorithm based on the newly proposed spectral cluster-

ing methods for large-scale signed graph clustering. We finally compare our

approaches with existing methods in Section 3.5.

3.1 Preliminaries on Graph Clustering

In this section, we review some background on graph clustering. We

first formulate the signed graph clustering problem in Section 3.1.1. We then

introduce graph cuts and spectral clustering algorithms for traditional un-

signed networks in Section 3.1.2, which will be revisited and generalized to

signed graphs in Section 3.3. Finally, we introduce a state-of-the-art signed

graph clustering algorithm with “signed Laplacian” in Section 3.1.3, which will

be one of the baseline methods in our experiments.

3.1.1 Problem of Signed Graph Clustering

Here we formally state the clustering problem in signed graphs. The

problem is motivated by social balance introduced in Section 2.2, which sug-

gests that (weakly) balanced networks have a globally clustering structure.

Specifically, balance theory (Theorem 4) shows that a strongly balanced net-

work can be partitioned into 2 mutually antagonistic groups, and weak balance

theory (Theorem 8) shows that a weakly balanced network can be partitioned

into k mutually antagonistic groups. Thus, given a signed network A in which

(most of) links follow balance structure, the k-way signed graph clustering
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problem is asking to identify such mutually antagonistic structure, i.e. assign-

ing nodes into k groups such that most of edges in the same group are positive

and most of edges between different groups are negative. Note that an ideal

clustering algorithm should be able to cluster weakly balanced networks as

weak balance is more general than (strong) balance. Thus, by default, we

consider signed graph clustering problem to be k-way signed graph clustering

problem if we allow k to be arbitrary, and we specify the problem as 2-way

clustering problem if we only focus on the special case k = 2 (so such an

algorithm only applies to finding clustering for strongly balanced networks).

We will see that while some algorithms are only theoretically sound for 2-way

clustering problem, our proposed algorithms can be applied to general k-way

clustering. We assume that k is given as the input along with the network A.

We will represent a clustering of nodes using an indicator set defined as

follows. Given any clustering π, an indicator set consists of k n-dimensional

vectors, {x1, ...,xk}, each of which has the following form:

xc(i) =

{
1, if node i ∈ πc,
0, otherwise,

where πc denotes the c-th cluster. An indicator set can also be represented as

a matrix X ∈ Rn×k where X:c = xc. Note that there is an one-to-one mapping

between a clustering and an indicator set. The set of all valid indicator sets is

denoted as I.
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3.1.2 Graph Cuts and Spectral Clustering on Unsigned Networks

To motivate our proposed clustering algorithms for signed graphs, we

first step back and introduce spectral clustering algorithms on traditional un-

signed graphs. The idea behind spectral clustering is to consider certain crite-

rion, such as graph association or graph cut, that could used to quantify the

quality of clusters, and formulate an optimization problem where the desired

clustering can be obtained by either maximizing or minimizing the objective.

Such an algorithm is called “spectral clustering” because the optimization

procedure involves an eigenvector computation.

We now review some popular criteria in traditional unsigned graphs.

• Ratio Association objective aims to maximize the number of edges

within clusters relative to the size of the cluster, where the size of a

cluster is defined as the number of nodes it contains. Precisely, the ratio

association objective could be written as:

max
{x1,...,xk}∈I

(
k∑
c=1

xTc Axc
xTc xc

)
.

• Ratio Cut objective aims to minimize the number of edges between

different clusters relative to the size of the cluster. It is known that the

number of edges across clusters can be captured by the graph Laplacian

of A defined as follows. Let D be the diagonal degree matrix of A, i.e.

Dii =
∑n

j=1 Aij, then the graph Laplacian is defined by L = D−A. The
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ratio cut objective is:

min
{x1,...,xk}∈I

(
k∑
c=1

xTc Lxc
xTc xc

)
. (3.1)

In addition, under the special case k = 2, the ratio cut objective (3.1) is

equivalent to the following problem:

min
x

(
xTLx

)
, (3.2)

where the 2-class indicator x obeys the following form:

xi =

{√
|π2|/|π1|, if node i ∈ π1,

−
√
|π1|/|π2|, if node i ∈ π2,

with |π1|, |π2| > 0. See [30] for a detailed proof.

• Normalized Association and Normalized Cut objectives also con-

sider within-cluster edges and between-cluster edges, respectively. How-

ever, these objectives are normalized by the volume of each cluster rather

than the number of nodes in each cluster. The volume of a cluster is de-

fined as the sum of degrees of nodes in the cluster. It has been shown

that these two normalized objectives are equivalent, i.e.,

max
{x1,...,xk}∈I

(
k∑
c=1

xTc Axc
xTc Dxc

)
≡ min
{x1,...,xk}∈I

(
k∑
c=1

xTc Lxc
xTc Dxc

)
. (3.3)

Note that all the above problems are NP-hard because of the indicator

constraint [85]. In practice, these problems are solved by spectral clustering

which uses a spectral relaxation technique [90]. Specifically, if we consider the

relaxed problems by dropping the combinatorial constraint {x1, ...,xk} ∈ I,
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then the top-k eigenvectors will become the optimal solution. To round up

the derived eigenvectors {x1, ...,xk} back to a valid indicator set, we treat

each [x1(i), x2(i) . . . xk(i)] as a k-dimensional vector for 1 ≤ i ≤ n and conduct

k-means clustering on these n vectors. We will revisit spectral clustering in

Section 3.3 when we introduce our proposed extension of spectral clustering

to signed graphs.

3.1.3 Signed Graph Clustering with Signed Laplacian

Graph cuts and spectral clustering algorithms are popular and widely

used for unsigned graph clustering. However, these graph cut criteria assume

the edge weights to be nonnegative [90], and thus cannot be directly extended

to signed graph clustering. Recently, [64] proposed a spectral method for

signed graphs clustering via a sign version of graph Laplacian. Specifically,

the signed Laplacian L̄ of a signed graph A is defined by:

L̄ = D̄ − A, (3.4)

where D̄ is the diagonal matrix whose diagonal contains absolute degree of

nodes, i.e., D̄ii =
∑n

j=1 |Aij|. The signed Laplacian L̄ is always positive

semidefinite by the fact that ∀x ∈ Rn,

xT L̄x =
∑
(i,j)

|Aij|(xi − sign(Aij)xj)
2 ≥ 0. (3.5)

Now consider the following cut criterion for signed networks. Given a

signed network A, we can define (signed) ratio cut to be equal to the sum of
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positive edge weights of edges that lie between different clusters and the sum

of negative edge weights of all edges lie within the same cluster, normalized

by each cluster’s size as in (3.1). [64] has shown that the 2-way signed ratio

cut objective can be formulated as an optimization problem with a quadratic

form:

min
x

(
xT L̄x

)
, (3.6)

where the 2-class indicator x obeys the following form:

xi =

{
1
2
(
√
|π2|/|π1|+

√
|π1|/|π2|), if node i ∈ π1,

−1
2
(
√
|π2|/|π1|+

√
|π1|/|π2|), if node i ∈ π2,

with |π1|, |π2| > 0. This objective has a similar form to the original ratio cut

objective (3.2) for unsigned networks. However, by examining (3.6), we can

verify that only negative edges within the same cluster (Aij < 0 and xi = xj)

and positive edges between clusters (Aij > 0 and xi 6= xj) will contribute to

the objective function. More details can be found in [64].

3.2 Clustering with Low Rank Modeling

In Section 2.4, we have seen that by exploiting the low rank structure

of signed networks, one can develop a matrix factorization approach for signed

link prediction. Here we show that we can again take advantage of the low-rank

structure of signed networks for finding a clustering.

Recall that Theorem 12 suggests that a complete k-weakly balance

network has rank up to k and its associated k eigenvectors are also ordered
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Algorithm 2: Clustering with Matrix Completion

Input: Adjacency matrix A, number of clusters k
Output: Cluster indicators

1 X? ← Completion(A) with any matrix completion algorithm.
2 U ← Top k eigenvectors of X?.
3 Run any feature-based clustering algorithm, says k-means, on U .

in a special form. This theorem implies that if we can obtain a complete

network where similarity/dissimilarity information of all pairs is accurately

recovered, its eigenvectors will reveal accurate clustering in nature. Based on

this intuition, we propose a clustering algorithm which first conducts low-rank

matrix completion on the adjacency matrix and then performs the clustering

on its top-k eigenvectors. This algorithm is summarized in Algorithm 2.

One advantage of our algorithm is it inherits the theoretical guaran-

tee from low rank modeling. For example, suppose we consider to solve the

network completion step using convex relaxation (2.10), then the following the-

orem shows that the eigenvectors of the completed matrix possess a desirable

property.

Theorem 18. Let Aij, (i, j) ∈ Ω, be entries observed from a complete k-weakly

balanced network A? with n nodes, and assume that the solution of (2.10) is

X? with eigenvectors U = [u1,u2, · · · ,uk]. If the assumptions in Theorem 17

are all satisfied, then the rows of U , Ui,: = Uj,: iff i and j are in the same

cluster in A?with probability at least 1− n−3.

Following this theorem, the true clusters can be identified from the
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eigenvectors of X? when the assumptions in Theorem 17 hold. Therefore,

perfect clustering is guaranteed in this scenario.

More generally, we can use any matrix completion method to complete

A. For example, if we take SVP as the matrix completion approach, we can ob-

tain a perfect clustering result if all iterates of the algorithm are ν-incoherent.

Under the latter condition, SVP can recover A? exactly, so the property of

eigenvectors in Theorem 18 can again be used.

This low-rank-modeling based algorithm can also be viewed as an im-

proved method from clustering via signed Laplacian. In some sense, this ap-

proach is also a spectral method, except that it first fills in the missing links

from the training data by doing matrix completion. This step is simple yet

crucial in signed networks as it overcomes the sparsity of the network. We will

see that our clustering algorithm outperforms clustering via signed Laplacian

method in Section 3.5.

3.3 Spectral Clustering with Signed Graph Kernels

In this section, we aim to develop new spectral methods for signed

graph clustering problem. As introduced in Section 3.1, traditional spectral

clustering algorithms solve an objective relaxed by maximizing or minimiz-

ing certain graph criteria, which unfortunately cannot be directly used when

the graph contains signed edges. To overcome this problem, we propose new

criteria and objectives, including graph association and graph cut, for signed

graphs. Furthermore, we can derive a signed graph kernel corresponding to
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each objective, and the problem can be (approximately) solved by computing

eigenvectors of the given graph kernel matrix.

Perhaps the most intuitive thought is to extend the spectral clustering

via signed Laplacian (3.6) to k-way clustering objective. Precisely, we may

consider the following objective directly extended from (3.6):

min
{x1,...,xk}∈I

(
k∑
c=1

xTc L̄xc
xTc xc

)
. (3.7)

However, unlike in unsigned networks, this direct extension of signed Lapla-

cian suffers from a potential weakness. To explain this weakness more clearly,

recall that for ratio cut in unsigned graphs we use different representation

for indicators (x in (3.2) and {x1, ...,xk} in (3.1)) for 2-way objective and

k-way objective. This generalization is valid because based on a 2-way objec-

tive (3.2) with well-defined indicator x, we can properly generalize it to k-way

objective (3.1) by selecting another appropriate representation for indicator

set {x1, ...,xk}, such that the cut criterion remains the same. Similarly, now

given a 2-way signed ratio cut objective (3.6), we aim to find an appropriate

setting of the indicator set {x1, ...,xk}, such that the k-way objective (3.7)

with such setting also minimizes the signed ratio cut. Nevertheless, the fol-

lowing theorem proves that this generalization is hopeless no matter how we

choose as our indicators {x1, ...,xk}:

Theorem 19. There does not exist any representation of {x1, ...,xk} such

that the objective (3.7) minimizes the general k-way signed ratio cut (defined

in Section 3.1.3).
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To overcome this theoretical weakness, we now propose alternate ob-

jectives that (i) follow the weak balance clusterability stated in Theorem 8,

and (ii) are valid for general k-way clustering. For convenience, we break

the signed network A into the positive part A+ and negative part A−, where

A+
ij = max(Aij, 0) and A−ij = −min(Aij, 0). By this definition, A = A+ − A−.

Considering A+ and A− separately allows us to design new graph criteria as

follows.

• Positive/Negative Ratio Association:

In positive ratio association, we aim to maximize the number of positive

edges within each cluster relative to cluster’s size. The objective can be

written as:

max
{x1,...,xk}∈I

(
k∑
c=1

xTc A
+xc

xTc xc

)
(3.8)

Alternatively, we can also minimize the number of negative edges within

each cluster relative to the cluster’s size. This negative ratio association

criterion corresponds to:

min
{x1,...,xk}∈I

(
k∑
c=1

xTc A
−xc

xTc xc

)
(3.9)

• Positive/Negative Ratio Cut:

In addition to within-cluster criteria, between-cluster criteria can also be

considered. We define a positive ratio cut objective by minimizing the

number of positive edges between clusters:

min
{x1,...,xk}∈I

(
k∑
c=1

xTc (D+ − A+)xc
xTc xc

)
= min
{x1,...,xk}∈I

(
k∑
c=1

xTc L
+xc

xTc xc

)
(3.10)
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where D+ is the diagonal degree matrix of A+. The negative ratio cut

can also be defined similarly.

• Balance Ratio Cut and Association:

We now combine both cut and association criteria together to obtain a

balance criterion. According to Theorem 8, we prefer to partition nodes

such that the number of positive edges between clusters and the number

of negative edges within each cluster are both minimized. Thus, we define

the balance ratio cut 1 as a combination of positive ratio cut (3.10) and

negative ratio association (3.9) as follows:

min
{x1,...,xk}∈I

(
k∑
c=1

xTc A
−xc

xTc xc
+ λ

xTc L
+xc

xTc xc

)
,

where λ is a weighting parameter. Throughout the discussion λ = 1 is

set for the case where within-cluster criterion is as important as between-

cluster criterion. The balance ratio cut can thus be further simplified as

follows:

min
{x1,...,xk}∈I

(
k∑
c=1

xTc (D+ − A)xc
xTc xc

)
. (3.11)

While this objective is almost the same as (3.7) except that the matrix

in the quadratic form is changed to D+ −A, this definition resolves the

weakness of the signed Laplacian raised in Theorem 19. In Section 3.5,

1Here we abuse the term “cut” a little bit, since the balance cut actually combines a cut
criterion and an association criterion.
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we will show that clusters derived from solving (3.11) will be better than

those derived from solving (3.7), which reconfirms our analysis.

Of course, we can derive another balance criterion by considering the

maximization problem. We thus define balance ratio association as the

combination of negative ratio cut and positive ratio association with

equal weight. The resulting objective is:

max
{x1,...,xk}∈I

(
k∑
c=1

xTc (D− + A)xc
xTc xc

)
. (3.12)

• Balance Normalized Cut and Association:

Similar to clustering tasks in unsigned networks, we can also consider

the objectives normalized by cluster volume instead of by the number

of nodes in the clusters. For example, we can extend (3.11) to balance

normalized cut as follows:

min
{x1,...,xk}∈I

(
k∑
c=1

xTc (D+ − A)xc
xTc D̄xc

)
, (3.13)

The same extension can also be applied to balance ratio association.

That is, we can define balance normalized association as:

max
{x1,...,xk}∈I

(
k∑
c=1

xTc (D− + A)xc
xTc D̄xc

)
. (3.14)

As an analogy to normalized cut and association in unsigned networks

(see (3.3)), these two objectives are in fact equivalent. This nice property

is summarized by the following theorem:

Theorem 20. Minimizing balance normalized cut is equivalent to max-

imizing balance normalized association.

64



3.3.1 Signed Graph Kernels

We have introduced some signed graph criteria and objectives moti-

vated by Theorem 8. We now show that each of above criterion in fact cor-

responds to some valid signed graph kernel, such that the objective could be

reformulated as maximizing the quadratic form with that kernel. Formally, we

could show the following Theorem:

Theorem 21. For any signed graph objective, there exists a corresponding

kernel matrix Ks and a diagonal weight matrix W , such that optimizing such

an objective is equivalent to solving the following maximization problem:

max
{x1,...,xk}∈I

(
k∑
c=1

xTcKsxc
xTcWxc

)
. (3.15)

3.3.2 Spectral Clustering with Signed Graph Cuts

Similar to graph cut objectives in unsigned graphs, out proposed signed

graph objectives are originally NP hard due to the discrete constraint {x1, . . . ,xk} ∈

I. Thus, now we show how to use spectral relaxation to approximately solve

these signed graph objectives. Readers could thought of our algorithm as a

signed graph version of spectral clustering algorithm.

Recall that every signed graph cut objectives we proposed could be

expressed in an equivalent form of (3.15), with some corresponding signed

graph kernel matrix Ks. Then by dropping the combinatorial constraint on
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all x, the relaxed problem:

max
x1,...,xk∈Rn

(
k∑
c=1

xTcKsxc
xTcWxc

)
becomes a generalized eigenvector problem. Furthermore, the solution of each

xc is given by:

xc = W−1/2yc,

where y1 . . .yk are the top-k eigenvectors of the matrix W−1/2KsW
−1/2, i.e.

eigenvectors associated with largest k eigenvalues. To obtain a final cluster-

ing result, we form n k-dimensional vectors as [x1(i) . . .xk(i)], ∀i = 1 . . . n,

and perform k-means to derive a clustering. The algorithm is summarized in

Algorithm 3.

Our algorithm can be viewed as a sign version of spectral clustering,

since it uses the same spectral relaxation technique on a graph cut or graph

association objective, except that graph criteria are now extended to signed

graphs by considering the weak balance prior.

3.4 A Multilevel Approach for Signed Graph Clustering

Though spectral clustering works quite well in many applications, it

suffers from a scalability issue since computing eigenvectors can be costly.

In particular, the normalized objective usually squeezes the spectrum of the

matrix to a small range, which makes the computation much more expensive

due to the smaller eigengaps. On the other hand, for unsigned graph clustering

problem, it has been shown that one can solve graph cut objectives efficiently

66



Algorithm 3: Spectral Clustering with General Signed Graph Cri-
terion

Input: Adjacency matrix A, number of clusters k, graph criterion
C

Output: Cluster indicators π
1 Form signed graph kernel Ks, diagonal weight matrix W from A

based on criterion C.
2 Form matrix B = W−1/2KsW

−1/2.

3 Compute Ũ ∈ Rn×k where columns of Ũ (Ũ:1 . . . Ũ:k) are the top-k
eigenvectors of B.

4 Compute U ∈ Rn×k where U:i = W−1/2Ũ:i, ∀i = 1 . . . k
5 Perform k-means clustering on n points {Ui:}ni=1 to obtain a

clustering π.

without eigenvector computation [32]. The high level idea is observing the fact

that graph cut objectives are mathematically equivalent to weighted kernel k-

means objective, and thus one can develop a multilevel k-means like approach

to solve the graph cuts objective instead. Thus, in this section, we explore the

similar strategy and develop a multilevel clustering algorithm to solve signed

graph clustering problem.

3.4.1 Connection Between Graph Cuts and Weighted Kernel K-
means

Weighted kernel k-means is a generalized version of k-means [32]. Given

a set of vectors v1 . . .vn, the weighted kernel k-means objective is defined as

follows:

min
π1...πk

k∑
c=1

∑
vi∈πc

wi‖φ(vi)−mc‖2, (3.16)
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Algorithm 4: Weighted Kernel k-means

Input: v1 . . .vn: data vectors, K: kernel matrix, k: number of
clusters, {πc}kc=1: initial clustering, t: maximum number of
iterations.

Output: {πc}kc=1: final clustering
1 Initialize τ = 0.
2 do
3 for each node vi do
4 for each cluster c do
5 Compute D(vi,mc) using Equation (3.17).

6 C∗(vi) = arg mincD(vi,mc).

7 for each cluster c do
8 Reform cluster c by πc = {vj |C∗(vj) = c}.
9 τ = τ + 1.

10 while not converged and τ < t

where wi is a nonnegative weight of each vector vi, φ is a non-linear mapping,

and mc is the weighted centroid of πc which is defined by:

mc =

∑
vi∈πc wiφ(vi)∑

vi∈πc wi
.

Like the traditional k-means algorithm, weighted kernel k-means com-

putes the closest centroid for every node, and assigns the node to the closest

cluster. After all the nodes are considered, the centroids are updated. Given

the Kernel matrix K, where Kji = < φ(vj), φ(vi) >, the distance between

φ(vi) and mc, denoted as D(vi,mc), can be simplified as follows:

D(vi,mc) = Kii −
2
∑

j∈cwjKji∑
j∈cwj

+

∑
j∈c
∑

l∈cwjwlKjl

(
∑

j∈cwj)
2

. (3.17)

This procedure is summarized in Algorithm 4.
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For unsigned graph, it has been shown that all the graph cut objectives

stated in Section 3.1.2 are equivalent to the weighted kernel k-means objective

by choosing appropriate kernels [32]. It turns out that the similar equivalence

also holds for our proposed signed graph cut objectives. The equivalence can

be formally established by the following Theorem.

Theorem 22 (Equivalence of Objectives). For any signed graph objective pro-

posed in Section 3.3 with weight matrix W and signed graph kernel Ks, there

exists some corresponding weighted kernel k-means objective (with weight is

chosen to be W and kernel matrix is chosen to be W−1KsW
−1), such that

these two objectives are mathematically equivalent.

Readers can found the detailed proof in [25]. This equivalence enables

us to optimize the signed cut/association objective more efficiently using a

k-means like procedure. In the next section, we will based on this equivalence

and further develop a multilevel approach for solving large-scale signed graph

clustering.

3.4.2 A Multilevel Approach for Signed Graph Clustering

From above discussion, we have seen that there are two approaches to

optimize signed graph clustering objectives - spectral clustering and weighted

kernel k-means algorithm. Typically, k-means based algorithm is more efficient

and scalable than spectral clustering. However, k-means algorithm is also

easier to be trapped into qualitatively poor local optima. In this section, we
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will use a popular multilevel framework which allows kernel k-means based

algorithms to converge to better local optima.

Our approach can be viewed as a generalization of Graclus [32] for

the signed network setting. The multilevel approach is a divide-and-conquer

method that includes three phases: coarsening, base clustering and refinement.

1. Coarsening Phase:

In the coarsening phase, given the input graph G0, we generate a series of

graphs G1 . . . G`, such that |Vi+1| < |Vi| for all 0 ≤ i < `. Given a graph

Gi, the coarsened graph Gi+1 is generated as follows: At the beginning

every node is unmarked. We then visit each node in a random order,

and try to merge two nodes in Gi into one supernode in Gi+1 with the

following strategy: If the node, say x, is already marked then we skip

it. Otherwise, we consider all of x’s unmarked neighbors y, and select

the one such that the edge weight Aixy is the largest (where Ai is the

adjacency matrix of Gi). We then merge x and y as a supernode z, and

all the neighbors of x and y are added to neighbors of z. We mark both

x and y. If all neighbors of x are marked, then we simply mark x and do

not merge it into any node. After all nodes are visited, the supernodes

and non-merged nodes become the vertex set of Gi+1.

The matching strategy is quite intuitive since the larger the edge weight

between x and y, the more likely that x and y are in the same cluster.

There can be some variants of the matching strategy such as visiting
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nodes ordered by their positive degree.

2. Base Clustering Phase:

When the original graph is coarsened to a small enough graph, we can

directly perform clustering on the coarsest graph G`. We take two kinds

of approaches to do base clustering on G`: Minimize balance normalized

cut of A` with spectral relaxation, or perform unsigned graph clustering

on A`
+

using region-growing algorithm as in Metis [58].

Here are some pros and cons between these two approaches. Considering

balance normalized cut using spectral relaxation usually gives a better

initialization, but it could be slow if G` is still very large. The latter

might occur if the original network is power-law so that the size reduction

at each level might not be significant. On the other hand, the region-

growing algorithm used in Metis is very efficient since it requires no

eigenvector computation. However, since this method does not consider

signed edges in G`, it is possible to derive a base clustering result such

that both positive and negative edges are dense within clusters. This

problem is not critical, however, since we will refine the clustering results

with consideration of signed edges in the refinement phase. Therefore,

for the base clustering method, we use Metis on A`
+

in our experiments.

3. Refinement Phase:

After we derive the base clustering result in G`, we run the refinement

algorithm to derive clustering results in G`−1, G`−2, . . . , G0. Thus, given
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a clustering result in Gi, the goal is to get a clustering result in Gi−1. To

do this, we first project the clustering result in Gi to Gi−1 as the initial

clusters. In other words, for x ∈ πc in Gi, all the nodes in Gi−1 which

were merged to x at the coarsening phase are assigned to πc. After having

the initial clusters, we refine the clustering result by running weighted

kernel k-means. As shown in Theorem 22, we can choose a suitable

kernel of Ai such that optimizing the weighted kernel k-means objective

is equivalent to optimizing the appropriate signed graph criterion. In our

implementation, we choose balance normalized cut kernel as our kernel

matrix. Notice that since at each level i we have a good initialization

by projecting the clustering from level i − 1, weighted kernel k-means

usually converges quickly.

The quality of clusters is dominated by the local optimal of the weighted

kernel k-means objective. To make the clustering result better, we can

use a local search strategy, which allows k-means to converge to a better

local optimal. We incorporate this local search strategy with the stan-

dard batch k-means algorithm. Basically, we alternatively run the batch

k-means and incremental k-means at each refinement level. More details

of this ping-pong procedure can be found in [31].

3.4.3 Choosing the Kernel Matrix

In Theorem 22 we have seen that we can choose a sufficiently large

σ to construct a kernel matrix K. However, in practice, if σ is too large, it
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makes the k-means algorithm harder to escape a poor local optimal. As a

result, the clustering result could be bad. On the other hand, a small σ which

does not make K positive semi-definite can still be used for k-means algorithm

since K might still possibly provide a pretty accurate distance measurement.

Observing this fact, we develop a procedure for finding an appropriate σ for

K.

We begin with some small σ and derive a corresponding K as the

input of our ping-pong procedure. This K could be effective for distance

measurement in k-means even if it is not positive semi-definite. However, it is

also possible that k-means algorithm cannot converge with such K due to the

lack of positive definiteness. If we observe lack of convergence, we change K

by increasing σ and repeat the ping-pong procedure.

On the other hand, if no move occurs in batch k-means, it might be

a signal that the σ is too large to make k-means jump out from the local

optimal. So, in this case, we change K by decreasing σ and repeat the ping-

pong procedure. We do not change σ in other cases.

3.4.4 Computational Issues

Now let us discuss the computational complexity of our k-means based

refinement procedure. In Algorithm 4, the bottleneck of computation is to

compute the weighted distance D(vi,mc) for every pair (i, c). If we observe the

weighted distance formula in Equation (3.17), the first term Kii is a constant

for fixed i, so we only need to compute last two terms when reassigning nodes
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to clusters. Now consider the balance normalized cut kernel K = σD̄−1 −

D̄−1D+D̄−1 + D̄−1AD̄−1. We notice that the first two terms in K are diagonal

matrices, which only contribute values for all Kii, so that Kij = (D̄−1AD̄−1)ij

for all i 6= j. By substituting these to (3.17) and simplifying all expressions,

we have:

D(vi,mc) ∝

−
2
∑
j∈c Aij

wi
∑
j∈c wj

+ αc, if i /∈ πc,

−2(
∑
j∈c Aij+σwi−D

+
ii )

wi
∑
j∈c wj

+ αc, if i ∈ πc,
(3.18)

where αc is a constant for fixed c:

αc =

∑
j,l∈cAjl +

∑
j∈c(σwj −D

+
jj)

(
∑

j∈cwj)
2

.

Therefore, when running weighted kernel k-means in Algorithm 4, we

can first compute and store each αc in O(m) time, where m is the number of

edges in the network. After that, for each node we compute D(vi,mc) for each

c using (3.18), which takes O(m + nk) time. Finally it takes additional O(n)

time to compute C∗(vi). If the number of iterations is t, the time complexity

of Algorithm 4 is only O(t(m+nk)). The same time complexity can be derived

similarly for incremental k-means.

We can furthermore make refinement stage more efficient by only con-

sidering refinement on boundary nodes. Specifically, at each level, we only

refine nodes that have neighbors in different clusters in initial clustering. Con-

sidering only boundary nodes usually leads to a similar clustering result to one
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derived by considering all nodes, but this makes the whole procedure much

faster.

3.5 Experimental Results

We now demonstrate the effectiveness of three proposed methods for

signed graph clustering. We first compare clustering via low rank model with

clustering via Signed Laplacian in Section 3.5.1. We then compare our spectral

clustering with different signed graph kernels in Section 3.5.2. We finally show

that the multilevel approach is faster than other state-of-the-art methods and

also yields a satisfactory clustering result in Section 3.5.3.

3.5.1 Clustering via Low Rank Model

We first compare our low-rank-based clustering algorithm (Algorithm 2)

introduced in Section 3.2, which completes the low-rank structure of a signed

network before performing clustering, to spectral clustering based on the signed

Laplacian [64]. We conduct experiments on synthetic data which is generated

using the same procedure as stated in 2.5.1. Specifically, we consider a 10-

weakly balanced network A? where size of each group is 100, and observe

entries from A? with two sampling procedures: uniform sampling and uniform

sampling with noise.

To measure the quality of a clustering π derived from algorithm, we

calculate the number of edges that violates the ground-truth clustering π∗.
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Formally, we evaluate π by the following pairwise error to ground truth:

n(n− 1)

2

( ∑
(i,j):π∗i =π∗j

1 [πi 6= πj] +
∑

(i,j):π∗i 6=π∗j

1 [πi = πj]

)
(3.19)

where πi denote the assignment of node i in clustering π.

Using the notations introduced in Section 2.5.1, in the uniform sampling

case, we consider the networks A = A?(s, 0,Duni) with s ∈ [0.01, 0.06], while in

sampling with noise case we consider networks A = A?(0.05, ε,Duni) with ε ∈

[0.01, 0.08]. For each observed network, we apply Algorithm 2 and clustering

via the signed Laplacian, and evaluate clustering results by pairwise error. The

results of these two scenarios are shown in Figure 3.1. In both the scenarios,

our proposed clustering approach is significantly better than clustering based

on the signed Laplacian. This shows that recovering the low-rank structure of

signed networks leads to improved clustering results.

3.5.2 Spectral Clustering with Signed Graph Kernels

We now compare spectral clustering with different signed graph objec-

tives and signed graph kernels proposed in Section 3.3. In particular, we show

that spectral clustering with balance ratio/normalized cut kernels are effective

for solving signed graph clustering problem.

Criteria and Kernels for Experiments Recall that in Theorem 21,

we show that each proposed objective corresponds to some signed graph kernel.

Thus, now we select the following kernels for comparison: Positive Ratio Asso-

ciation (PosRatioAssoc), Ratio Association (RatioAssoc), Positive Ratio
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Figure 3.1: Clustering partially observed synthetic data. Figure 3.1a is the
result without noise and Figure 3.1b is the result with noise. In both cases,
clustering with matrix completion using SVP (LR-SVP) performs significantly
better than clustering with signed Laplacian.

Cut (PosRatioCut), Balance Ratio Cut (BalRatioCut) and Balance Nor-

malized Cut (BalNorCut) as representatives of our proposed graph kernels,

along with Signed Laplacian (SignLap) and Normalized Signed Laplacian

(NorSignLap) as the other state-of-the-art spectral methods [64]. Each cor-

responding kernel could be constructed as shown in the proof of Theorem 21,

and we summarize their explicit forms Table 3.1. For each kernel, we choose

the smallest σ such that Ks is positive semi-definite, by computing the spec-

trum of the matrix.

Experimental Setup and Results To compare different signed graph

kernels, we again create some synthetic networks using the procedure stated in

Section 2.5.1. We consider the underlying network A? as a complete 5-weakly

balanced network, in which group sizes are 100, 200, . . . 500 respectively. We
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Criterion Graph kernel Ks

Signed Laplacian σI − L̄
Normalized Signed Laplacian σD̄−1 + D̄−1AD̄−1

Positive Ratio Association σI + A+

Positive Ratio Cut σI − L+

Ratio Association σI + A

Balance Ratio Cut σI − (D+ − A)

Balance Normalized Cut σD̄−1 − D̄−1(D+ − A)D̄−1

Table 3.1: Criteria and kernels considered in experiments.

then consider sampling some edges from A? to form the observed network

A under uniform sampling and uniform sampling with noise, and apply our

spectral clustering algorithm (Algorithm 3) with different signed graph kernels

for solving a clustering.

We use two evaluation criteria to evaluate a clustering π in this experi-

ment. The first criterion is again the pairwise error rate defined in (3.19). The

second criterion is the ratio/normalized objective defined as follows:

k∑
c=1

xTc A
−xc + xTc L

+xc
xTcWxc

, (3.20)

where {x1, . . . ,xk} is the indicator set representation of the clustering π. The

metric (3.20) is called ratio objective if W = I, and is called normalized

objective if W = D̄. Note that the normalized objective is upper bounded by

k. Both objectives measure the degree of imbalance of clusters, with size or

volume normalization. For consistency, if the clustering π comes from spectral

clustering with a ratio normalized kernel, we use ratio objective to measure

the clustering result; otherwise, we use normalized objective to measure the
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clustering result. For both ratio or normalized objectives, a lower objective

implies a better clustering result to some degree.

We first conduct experiment with uniform sampling case, where we

generate networks A = A?(s, 0,Duni) with s ∈ [4×10−3, 10−1]. The results are

shown in Figure 3.2. We can see that PosRatioAssoc, NegRatioAssoc and Pos-

RatioCut, which only consider one of positive or negative criterion, perform

worse than others. This confirms that both positive and negative relationships

are essential when we cluster signed networks. Furthermore, we see that Bal-

RatioCut and BalNorCut outperform SignLap and NorSignLap under every

sparsity level, and the difference becomes significant when a graph becomes

more sparse. This is also not surprising since SignLap and NorSignLap are

not optimizing the desired clustering patterns when k = 5, as explained in

Theorem 19.

In second experiment where we uniformly sample from A? with noise,

we consider a series of networks A = A?(0.01, ε,Duni) with ε ∈ [0, 0.5]. The

results are shown in Figure 3.3. Here we observe that for ε < 0.17, BalRatioCut

and BalNorCut still give the lowest error rate, but their error rates go higher

for larger ε. However, if we see the objective in Figure 3.3b and 3.3c, we

observe that their objectives are still quite small compared with others. A

possible reason is that when noise level goes too high, antagonistic clusters are

no longer significant. In such case, ground-truth clusters cannot be captured

by minimizing these objectives.

In summary, we see that BalRatioCut and BalNorCut are very effective
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for signed graph clustering, and both of them improve the state-of-the-art

spectral method based on Signed Laplacian.
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Figure 3.2: Spectral clustering results using different kernels on weakly bal-
anced networks, with different sparsity
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Figure 3.3: Spectral clustering results using different kernels on weakly bal-
anced networks, with different noise level.

3.5.3 Multilevel Clustering

Finally, we show that the multilevel clustering approach proposed in

Section 3.4 gives a comparable clustering result compared to other methods,

and it requires much smaller running time so that it can scale up to large-scale

signed networks. We implemented our multilevel clustering algorithm in C++
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for efficiency. In refinement phase, we use balance normalized cut kernel for

weighted kernel k-means, since it gives us the most favorable result as shown

in Section 3.5.2. For efficiency, we do not apply local search strategy and we

only consider boundary nodes in refinement phase.

Here, we again compare our multilevel algorithm with the normalized

signed Laplacian (NorSignLap) [64], clustering via low rank model (Algo-

rithm 2) with completion by either SVP and MF (LR-SVP and LR-ALS).

For LR-ALS method, since we naturally obtain a factorized W and H whose

product approximates A from ALS algorithm, to speed up the procedure, we

use W and H instead of the top-k eigenvectors of WHT for final k-means clus-

tering. We consider a complete 10-weakly balanced network as out underlying

network A?, where each cluster has size 1000. We then sample several net-

works A = A?(s, ε,Duni) with s ∈ [4 × 10−4, 0.1], and compare the clustering

error rate (Equation (3.19)) and normalized objective (Equation (3.20)) for

each method. The result is shown in Figure 3.4. As a graph becomes more

sparse, LR-SVP and LR-ALS perform worse than NorSignLap and multilevel

clustering. However, LR-ALS requires much less running time than NorSign-

Lap. In addition, the multilevel clustering outperforms other state-of-the-art

methods in most cases. It usually achieves the lowest error rate and normalized

objective.

We also compare the efficiency of different methods. We consider A? to

be a large balanced network, which contains 20 groups with 50, 000 nodes in

each group. By choosing a proper sparsity, we randomly sample some edges
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Figure 3.4: Clustering results of multilevel clustering and other state-of-the-art
methods on weakly balanced networks, with different sparsity.

from A? to form A with desired number of edges. We then measure the running

time required for each clustering algorithm under different A. Both NorSign-

Lap and LR-SVP are too costly to apply on this large-scale network, since

both of them require eigenvectors computation of top-k eigenvectors. There-

fore, here we only compare the multilevel algorithm with LR-ALS method.

While we report the running time of whole procedure for multilevel cluster-

ing, we only report the time for computing two factors W and H for LR-ALS.

Thus, the LR-ALS time we report is just a lower bound of real clustering time,

since we ignore the time for doing k-means clustering on W and H. To solve

matrix factorization efficiently, we implement alternating least squares (ALS)

algorithm in C++ with MKL library, and run ALS iterations 3 times to derive

W and H. In practice, it usually needs more than 3 iterations to obtain a pair

of converged W and H, which will take more time than we report.

The running time of the multilevel clustering and LR-ALS is shown in
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Figure 3.5. We can see that the multilevel clustering is faster than LR-ALS

even if we only consider the time for matrix factorization procedure of LR-

ALS. In particular, we can obtain the clustering result of a 20-weakly balanced

network, with 1M nodes and 100M edges (so, sparsity = 10−4), in only 398.77

seconds. We further plot the clustering result of this network in Figure 3.6.

By reordering nodes based on clustering result, we can see A+ becomes nearly

block-diagonal while A− is pretty dense in the between-cluster part. This

reconfirms that our multilevel algorithm is both efficient and effective.
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Figure 3.5: Running time of multilevel clustering and LR-ALS on weakly
balanced networks, with 1 million nodes and 100 million edges. For LR-ALS we
report the time to solve matrix factorization only, while in multilevel clustering
we report the time for the whole procedure.

Finally, we apply our multilevel clustering algorithm to large-scale real

networks we considered in Section 2.5. In [65], the authors argue that there are

no significant two nearly antagonistic groups in these networks, though local

structure in these networks tend to be balanced. We now extend the consider-

ation from balance to weak balance, and examine whether there exists k nearly

antagonistic groups in these networks. We first make the network symmetric
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Figure 3.6: Clustering result of a 20-weakly balanced network, with 1M nodes
and 100M edges. We see that most positive edges are within clusters and
most negative edges are between clusters. The normalized objective of this
clustering is 0.032, which is much smaller than 20.

by considering sign(A+AT ), and take the largest connected component as the

input of the multilevel clustering algorithm. We then obtain several clustering

results by considering k from 3 to 30. Since we do not have the ground truth

of clustering in real networks, we can only compute the “empirical” error rate

on A, i.e., the percentage of misclassified edges in A under such clustering.

We find the empirical error rate for each k is very close to each other,

so we report the average error rate for each dataset, which is summarized in

Table 3.2. Similar to the observation in [65], the empirical error rates of k-way

clustering result are trivially achievable (by putting all nodes into one cluster).

This implies that we can hardly find significant k nearly antagonistic groups

in these networks even if we extensively consider weak balance.

3.6 Related Work

The clustering problem in signed networks can be dated back to the

1950s as the both balance theory and weak balance theory were introduced

84



Epinions Slashdot Wikipedia
error rate 0.1679 0.2369 0.2186

avg time (sec) 9.860 6.830 0.450

Table 3.2: Multilevel clustering results on three large-scale real networks (the
details of these datasets could be found in Section 2.5). The (empirical) er-
ror rate is the percentage of misclassified edges for k = 3 to 30; the above
results support observation in [65] that these networks do not have significant
clustering structure.

by Cartwright and Harary [46, 14] and Davis [27], in which they showed that

balanced and weakly balanced networks can be naturally defined by the clus-

terability of being partitioned into k mutually antagonistic groups (See Theo-

rem 8).

Many researchers have also tried to develop algorithms for clustering

signed networks based on weak balance. For instance, [34] proposed a local

search strategy which is similar to the Kernighan-Lin algorithm [60]. Starting

with an initial clustering assignment, it tries to move nodes one by one to

get a more preferable clustering. [95] proposed an agent-based method which

basically conducts a random walk on the graph. [64] generalized spectral algo-

rithms to signed networks. They proposed a spectral approach using the signed

Laplacian, and showed that partitioning signed networks into two groups using

the signed Laplacian kernel is analogous to considering ratio cut on unsigned

networks. [2] proposed hierarchical iterative methods that solve 2-way signed

modularity objectives using spectral relaxation at each hierarchy. Different

from these works, we directly focus on general k-way signed graph clustering

problem from either low-rank structure or cut and association objectives that
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measures the quality of clusters. Thereafter, we obtain k clusters by globally

optimizing these signed objectives.

The signed graph clustering problem also has its counterpart as the

standard graph clustering problem in unsigned networks. Many effective al-

gorithms have been proposed for standard unsigned graph clustering problem,

such as method of graph Laplacian [85, 79, 90], modularity [78] and multilevel

approaches [58, 32]. However, most of these approaches cannot be directly

extended to signed networks since weak balance theory does not apply to un-

signed networks.

Another line of research related to signed graph clustering problem

is correlation clustering. The goal of correlation clustering is the following:

given n objects where certain pairs of objects are labelled as similar and cer-

tain pairs as dissimilar, find a clustering that maximizes the number of similar

pairs within clusters, plus the number of dissimilar pairs between clusters.

The problem was first considered by [3], who proved that finding the optimal

correlation clustering is NP-hard, and proposed two approximation algorithms

to maximize the number of edges that satisfy “agreement” (a positive within-

cluster edge or a negative between cluster-edge) and to minimize the number

of edges that do not, under the special case that all pairwise label information

is given. Bounds for general correlation clustering setting have been obtained

by [29]. On the other hand, some researchers have also considered the corre-

lation clustering problem from the statistical learning theory viewpoint. For

example, [56] give error bounds for the problem if only partial pairs are ob-
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served. Recently, [15] proposed a method for sign prediction by learning a

correlation clustering index. They consider three types of learning models:

batch, online and active learning, and provide theoretical bounds for predic-

tion mistakes under each setting. Though there is no social balance notion in

the correlation clustering problem, it can be viewed as finding a clustering of

signed graph where nodes correspond to objects, and positive/negative edges

correspond to similar/dissimilar pairs. Therefore, our proposed method can

also be applied to the problem of correlation clustering.

3.7 Summary of the Contribution

We discuss three new approaches for clustering signed graphs. The

method with low rank models discussed in Section 3.2 is published in [49,

23]. The spectral method with new signed graph kernels and the multilevel

algorithm, discussed in Section 3.3 and 3.4, are published in [25].
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Chapter 4

Exploiting Item Features for Ranking

Ranking is another machine learning application involving dyadic interaction

modeling, where the core challenge is to design an algorithm to learn the

relative ordering between objects based on certain supervision. One classic

problem in ranking, for example, is the dyadic rank aggregation problem.

Given n items with several pairwise preferences between items, the goal of

dyadic rank aggregation is to obtain a full ranking of items that is consistent

with most of the given pairwise comparisons. Dyadic rank aggregation has

been shown to be important in many real-world applications such as ranking

for sports teams [72] and recommender systems [40].

While a number of rank aggregation methods have been proposed,

many of these algorithms learn a ranking based solely on item-to-item compar-

isons. Nevertheless, in many real-world applications, knowledge about items

is also provided, and such knowledge is believed to be related to the rank of

the items as well. For instance, when ranking sports teams, attributes of each

K. Chiang, C.-J. Hsieh and I. S. Dhillon, “Rank Aggregation and Prediction with Item
Features”, Proceedings of International Conference on Artificial Intelligence and Statistics
(AISTATS), JMLR: W&CP 54, 2017.

In participation with model development, theoretical analysis and experiments.
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team, such as its coach and budget, can all be potential factors that affect its

rank beside competition history. It is thus interesting to further incorporate

these item specific information to help tasks in ranking.

Motivated by the above realization, in this chapter, we focus on exploit-

ing item features for several ranking problems. To start with, we first consider

dyadic rank aggregation with item features, which is introduced in Section 4.1.

The goal is to derive a better total ranking based on both pairwise comparisons

and item features. As we will see that current methods for rank aggregation

are either ignorant of features or sensitive to noisy features, in Section 4.2,

we propose a novel model that better learns ranking scores from features and

comparisons simultaneously. We further formally analyze the effect of features

and provide sample complexity guarantees of our model in Section 4.3. In

particular, with informative features, we show that our model only requires

o(n) comparisons—i.e. sublinear in the number of items—to obtain an accu-

rate ranking. We emphasize that since Ω(n) is the sample complexity lower

bound for any aggregation method based only on comparisons [39, 91], our

result suggests that such Ω(n) barrier can be asymptotically overcome by tak-

ing advantage of reasonably good features. In Section 4.4, we introduce two

other related ranking problems—onine rank aggregation and rank prediction

of new items, and show that by extending the model proposed in Section 4.2,

we can also improve the performance in these tasks by leveraging item feature

information. We finally present experimental results in Section 4.5 to show

the advantage of the proposed models, confirming the effectiveness of item
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features in ranking.

4.1 Dyadic Rank Aggregation

Problem Setup of Dyadic Rank Aggregation with Features. Let s ∈

Rn be a (true) score vector for a set of n items, where si is the ranking score of

item i. An item i is regarded as better (i.e. has a higher rank) than item j if

si > sj. Let e be the all-one vector and Y = esT −seT where each Yij = sj−si

is the score difference between item i and item j. Each pairwise comparison

Pij can be observed under two scenarios: 1

• The value of the score difference is revealed: Pij = Yij.

• Only the sign of the rank difference is revealed: Pij = sign(Yij).

Let m be the number of observed comparisons, with set of indices SI =

{(it, jt)}mt=1. Let xi ∈ Rd be the feature of item i. The item features can

be assembled in a matrix X ∈ Rn×d, where the i-th row of X is xTi . With

these notations, the problem of dyadic rank aggregation with features can be

formally stated as follows:

Given n items, a set of observed comparisons {Pij | (i, j) ∈ SI} and a

feature matrix X, the goal is to “recover” the ranking of s.

Evaluation Metric for Recovery. Generally, it is impossible to recover

the exact score of s with only pairwise comparisons due to an identifiability

1In general, Pij can further contains some noise. We will discuss such scenarios in detail
in Section 4.3 and 4.5.
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issue. 2 However, in ranking applications, only the relative order between items

matters, not the exact scores. Thus, we use the standard Kendall’s Tau metric

to measure the ranking distance between π and s:

Dkτ (π, s) =
1

N

∑
si<sj

1 [πi > πj] , N =
∑

1 [si < sj] .

Therefore, to argue the effectiveness of an algorithm, the most ideal scenario

is to show that its output π exactly recovers the ranking of s as Dkτ (π, s) = 0

given only a small number comparisons are observed. However, such a goal

is still too prohibitive since in certain scenarios Ω(n2) clean comparisons are

still required to achieve exact recovery [54]. To provide non-trivial results, one

popular metric is to consider “ε-recovery” as an approximate recovery scheme

instead [54, 81, 91], where the goal is relaxed to derive an “ε-accurate” ranking

π such that Dkτ (π, s) < ε for any chosen tolerance ε > 0. We will thus consider

the ε-recovery as well in the analysis.

Existing Methods for Dyadic Rank Aggregation. Dyadic rank aggre-

gation has received much attention in many areas and many classic rank ag-

gregation methods have also been well-developed [72, 91, 6, 73]. These classic

methods focus on learning a total ranking directly from pairwise comparisons,

which can be expressed in the following form:

π∗ = arg min
π

∑
(i,j)∈SI

`(πj − πi, Pij) + λR(π), (4.1)

2For example, if Pij = sign(Yij), any π = (s + c)/c′ with c, c′ > 0 generates the identical
Pij as s does.
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where ` is some loss function and R(π) is some regularization on π. While

these methods try to find the ranking that best fits to observed comparisons,

they only utilize item-to-item comparisons in learning and do not consider

item features. The estimate ranking can therefore be inaccurate if number of

comparisons is few.

Though there are few methods specifically designed for incorporating

features for dyadic rank aggregation, several feature-based ranking models

can also be adapted to rank aggregation if features are present. A major

class of such models is learning-to-rank models, which were originally built

to rank a list of new items. As examples, Rank-SVM [55], RankNet [8] and

RankRLS [80] all train a model with both features and pairwise comparisons

and can be applied to this problem under a transductive setting. However,

since the ranking learned from these models completely depends on features,

these models are usually very sensitive to item feature quality and may result

in a poor performance when features are noisy (See Section 4.5 for empirical

supports). Therefore, instead of only adapting existing models, our goal is

to design a model incorporating item features more carefully for dyadic rank

aggregation.

4.2 RABF: Rank Aggregation By Balancing Features

We propose a rank aggregation algorithm where the ranking is learned

by balancing between pairwise comparisons and feature information. By bet-

ter incorporating features into ranking scores, our algorithm not only leverages
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feature information but is also more robust to noisy features. In our design,

the ranking score of an item i is modeled as µiw
Txi + ri. This can be inter-

preted as that the score is jointly estimated from two parts, one is contributed

from features and one is contributed from pure comparisons, with balancing

parameters µi controlling the importance of two information. We then solve

for w and r by fitting observed pairwise comparisons as follows:

min
r∈Rn,w∈Rd

∑
(i,j)∈SI

`((rj − ri) + wT (µjxj − µixi), Pij) + λ2(‖w‖2
2 + ‖r‖2

2), (4.2)

and the underlying ranking is estimated by the ranking of the vector DµXw∗+

r∗, where Dµ = diag([µ1, . . . µn]).

To solve the proposed problem (4.2) efficiently, we rewrite the problem

as follows. For each comparison Pij, consider a corresponding x̃ij ∈ Rn+d

defined by x̃ij = [(µjxj − µixi); ej − ei], where ej (ei) is an n dimensional

unit vector with only the j-th (i-th) position is one. Then the problem can be

written compactly as:

min
θ∈Rn+d

∑
(i,j)∈SI

`(θT x̃ij, Pij) + λ2‖θ‖2
2, (4.3)

where θ = [w; r] is the parameter set we want to optimize. The problem

becomes in a standard ERM form, which can be solved efficiently using publicly

available solvers (e.g. LIBLINEAR package [37]).

The choice of parameters µi is crucial in our model. Ideally, it can be

set based on feature quality of the item i. However, in reality, feature quality

of each item is usually unknown a prior. In this case, one can simply treat
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each feature equally by replacing all µi to be a single parameter µ, and the

resulting formulation becomes equivalent to the form:

min
r∈Rn,w∈Rd

∑
(i,j)∈SI

`((rj − ri) + wT (xj − xi), Pij) + λw‖w‖2
2 + λr‖r‖2

2 (4.4)

where λw = λ2/µ
2 and λr = λ2. Thus, instead of specifying µi, we determine

(λw, λr) with cross validation. Since this scenario is more practical, we focus

on problem (4.4) throughout the rest of the paper. For convenience, we name

our model ”Rank Aggrgeation by Balancing Features”, or RABF.

Connections to rank aggregation methods without feature informa-

tion. If λw =∞, w will be forced to zero, and RABF becomes a comparison-

based rank aggregation model without using any feature information. For ex-

ample, the least-square based method proposed by [72] is to consider Pij = Yij,

` to be squared loss, with λr = 0. The “ranking-SVM” model [91] is to con-

sider Pij = sign(Yij) and ` to be hinge loss. Probabilistic models like Bradley-

Terry [6] and its variant [73] can also be described in this form, where the loss

comes from minimizing negative log-likelihood objectives. These methods,

however, disregard informative features if they are provided.

Connections to learning to rank. If λr = ∞, RABF becomes a model

where ranking scores are estimated by a linear function of features. For exam-

ple, RABF objective is equivalent to the objectives of learning-to-rank models

such as Rank-SVM [55], RankNet [8] and RankRLS [80] by setting ` to be

hinge, logistic and squared loss respectively. One can think of this case as

adapting learning-to-rank models Rank-SVM/RankNet to rank aggregation
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with features under a transductive setting, where training and testing items

are the same. However, since ranking scores come from a linear function of

features, these models can only guarantee recovery of the true ranking of s

only if s is in the column space of the feature matrix X. Thus, if features are

only weakly correlated to s, the ranking from these models can be inaccurate.

In real-world applications, we observe that features are usually noisy and far

from linear, and adapting Rank-SVM can result in poor performance even if

most pairwise comparisons are observed. This issue may be resolved by map-

ping features to a high dimensional space using kernels, but we will see that

empirically RABF also outperforms kernel Rank-SVM, suggesting that RABF

is better than adapting learning-to-rank models.

In brief, by balancing between (λw, λr), RABF is more effective in learn-

ing the underlying ranking compared to these two classes of models, as it makes

use of features, yet leverages comparison scores simultaenously and thus is also

robust to noisy features.

4.3 Effect of Item Features in RABF

In this section, we theoretically justify the usefulness of features in

RABF model. We formally quantify the quality of features in Section 4.3.3

and show that given reasonably good features, RABF only requires sublinear

number of clean comparisons to achieve ε-recovery in Section 4.3.4. We then

further generalize the results to noisy comparison case in Section 4.3.5. These

results suggest that RABF is more efficient in learning accurate ranking by
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leveraging item features. Detailed proofs of theorems and lemmas can be found

in [22].

4.3.1 Preliminaries

We consider the equivalent hard-constraint form of the original RABF

formulation (4.4) as follows:

min
θ

∑
(i,j)∈SI

`(θT x̄ij, Pij), s.t. ‖w‖ ≤ W , ‖r‖ ≤ R, (4.5)

where θ = [w; r], x̄ij = [xj − xi; ej − ei] and et denotes the unit vector on

the t-th axis. Let the set of feasible θ defined as Θ = {θ = [w; r] | ‖w‖ ≤

W , ‖r‖ ≤ R}, and the set of functions FΘ = {f : x̄ → θT x̄ | θ ∈ Θ}. Let θ∗

be the optimal solution of problem (4.5) and π∗ = Xw∗ + r∗ be the output

ranking scores. We also assume that the underlying scores are bounded, i.e.

‖s‖∞ ≤ T .

For any feasible θ ∈ Θ and its corresponding ranking score π = Xw+r,

its Kendall’s Tau distance to s can be expressed as the following expected risk

quantity:

Dkτ (π, s) ≡ R(f) = E(i,j)

[
1 [sign(f(x̄ij)) 6= sign(Yij)]

]
.

Since it is hard to optimize 0-1 loss due to its non-convexity, the “`-risk”

defined on a convex surrogate ` is usually considered instead. For the case

where comparisons are score difference, the `-risk can be defined as:

R`(f) = E(i,j)

[
`(f(x̄ij), Yij)

]
, R̂`(f) =

1

m

∑
(i,j)∈SI `(f(x̄ij), Yij).
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The term Yij is replaced by sign(Yij) if comparisons are only the sign of score

differences. Note that if observed comparisons are noiseless, our RABF model

is to find θ∗ parameterizing f ∗ = arg minf∈FΘ
R̂`(f). For clarity, we will first

focus on the noiseless comparison case from now on. We will generalize the

results to the noisy comparison case in Section 4.3.5.

4.3.2 Sampling with Replacement

In our analysis, we consider that each (i, j) ∈ SI is sampled from the

distribution {1 . . . n}×{1 . . . n} uniformly i.i.d., i.e. randomly sample m com-

parisons with replacement. It may appear that the sampling with replacement

model is unsuitable for analysis as entries in SI could be repetitive. However,

it turns out that we can bound the probability of RABF failing to attain

ε-recovery when SI is sampled from the collection of sets of size m by the

sampling with replacement model:

Proposition 23 (Reduction of Sampling Models). The probability that RABF

fails on the model where the set of observed comparisons is uniformly sampled

from the collection of sets of size m is no greater than the probability that

RABF fails on the model where m comparisons are sampled independently

with replacement.

Here, the failure event is defined as the output ranking fails to ε-recover

the true ranking (i.e. Dkτ (π
∗, s) ≥ ε). This proposition facilitates us to focus

on the sampling with replacement model in the following discussion.
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4.3.3 Measuring the Quality of Features

We now quantify the quality of features using Rademacher model com-

plexity, a learning theoretic tool to measure the complexity of a function class.

We show that “good features” will lead to a lower model complexity, and as a

result, a good ranking can be guaranteed with fewer comparisons. We begin

with the following lemma to bound the expected `-risk:

Lemma 2 (Bound of excess risk [4]). Let ` be a loss function with Lipschitz

constant L` bounded by B, and δ be a constant where 0 < δ < 1. Then, with

probability at least 1− δ, for all f ∈ FΘ we have:

R`(f) ≤ R̂`(f) + 2L`ESI
[
R(FΘ)

]
+ B

√
log 1/δ

2m
,

where R(FΘ) := Eσ
[

supf∈FΘ

1
m

∑
σtf(x̄itjt)

]
is the Rademacher com-

plexity of the function class FΘ.

Also, we introduce some definitions on features X used in the anal-

ysis. A feature matrix X is said to be γ-close if γ ≤ mini ‖xi‖/X , where

X = maxi ‖xi‖. Let X = UΣV T be the reduced SVD of X, and Uµ(Vµ)

be the left (right) singular vectors with singular values at least µσ1. With

above notations, the following lemma further relates feature quality to model

complexity:

Lemma 3 (Connection Between Model Complexity and Features). Let feature

set X be γ-close and µ be a constant such that 0 < µ ≤ 1. Then by setting

constraints in (4.5) to be:

W = ‖d‖/(µCγX
√
n) and R = ‖r‖, (4.6)
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where d = UµU
T
µ s, r = s − d and C is some constant (i.e. not a function of

n), the expected Rademacher complexity is bounded by:

ESI
[
R(FΘ)

]
≤

( √
2

µγC
√
n
‖d‖+ ‖r‖

)√
2

m
. (4.7)

As an explanation, d is the projection of s on the important part of fea-

ture space Uµ, and r is the residual that is not covered by Uµ. As n goes large,

the second term in (4.7) dominates the model complexity to be O(‖r‖/
√
m).

Since we will see shortly that a smaller model complexity will result in a better

guarantee, a feature set can therefore be regarded as good if the resulting ‖r‖

is small. Such a measurement matches the intuition of good features because

smaller ‖r‖ can be accomplished if a large portion of s lies on Uµ, i.e. much

of the underlying ranking information is contained in the informative part of

feature space.

4.3.4 Guarantees for Noiseless Comparisons

With the above lemmas, we can now derive the theorems which guar-

antee the Kendall’s Tau distance between ranking from RABF model and the

true ranking for the noiseless comparison case.

Theorem 24 (Kendall’s Tau Guarantee for Pij = Yij). Let δ be any constant

such that 0 < δ < 1. Suppose the following assumptions hold:

a. We observe m clean pairwise comparisons Pij = Yij under the sampling

with replacement model.

b. Feature matrix X is γ-close with bounded X .
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c. The convex surrogate loss function ` is bounded for each Pij, with `(x, x) =

0.

Then by setting W and R as (4.6), with probability at least 1− δ, the optimal

π∗ from problem (4.5) satisfies:

Dkτ (π
∗, s) ≤ O

(
(
‖d‖√
n

+ ‖r‖)
√

1

m

)
+O

(√
log 1/δ

m

)
.

Theorem 25 (Kendall’s Tau Guarantee for Pij = sign(()Yij)). Let δ be any

constant such that 0 < δ < 1. Suppose the following assumptions hold:

a. We observe m clean comparisons Pij = sign(Yij) under the sampling with

replacement model.

b. Feature matrix X is γ-close with bounded X .

c. The convex surrogate loss ` is bounded for each Pij.

Then by setting W and R as (4.6), with probability at least 1− δ, the optimal

π∗ from problem (4.5) satisfies:

Dkτ (π
∗, s) ≤ O

(
R̂`(f

∗)−R∗`
)

+O

(
(
‖d‖√
n

+ ‖r‖)
√

1

m

)
+O

(√
log 1/δ

m

)
,

where R∗` = inff R`(f). The sample complexity of RABF can thus be

derived as follows.

Corollary 26 (Sample Complexity for Noiseless Comparisons). Given any

ε > 0 and suppose assumptions a-c in Theorem 24 hold. Then with sufficiently

large n, O(‖r‖2/ε2) comparisons are sufficient for RABF to guarantee an ε-

accurate ranking.
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The same sample complexity can be derived for the case Pij = sign(Yij)

provided that R̂`(f
∗) − R∗` = O(ε). Corollary 26 suggests that for a better

feature set (i.e. smaller ‖r‖), fewer comparisons are required to achieve an ε-

accurate ranking. In particular, if feature quality is sufficiently good such that

‖r‖2 = o(n), the sample complexity becomes only sublinear to the number of

items. To show the scenario is realistic, we provide two concrete instances for

such a scenario as follows.

Theorem 27 (Example Scenarios for Sublinear Sample Complexity). Let X?

be a (perfect) feature set where s ∈ col(X?). Suppose now O(log n) items are

corrupted in either of the following scenarios:

1. Each corrupted item i has perturbed feature x?i + ∆xi, ‖∆xi‖∞ ≤ ξ with

a constant ξ.

2. Each corrupted item i has shuffled feature x?j from another corrupted

item j.

Then, given such corrupted feature set X, O(log n) comparisons are sufficient

for RABF to guarantee an ε-accurate ranking.

Comparison to Other Models. We highlight the strength of our re-

sult by comparing to other methods. First, for methods without features, it has

been shown that any pure comparison-based algorithm requires at least Ω(n)

comparisons for ε-recovery [39, 91]. Compared to them, our RABF model has

sample complexity at most O(n) since ‖r‖ ≤ ‖s‖ = O(
√
n) from Corollary 26.

This suggests that RABF is at least as good as any pure comparison-based
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good features bad features
Method (‖r‖2 = o(n)) (‖r‖2 = O(n))

RABF o(n) O(n)
Comparison only O(n) (and also Ω(n))

Rank-SVM Cannot recover unless s ∈ col(X)

Table 4.1: Sample complexity of various methods. We see that RABF is the
only one that not only always recovers the ranking with enough samples but
also achieve sublinear complexity provided good features.

method even in the worst case. Note that it is reasonable to meet the Ω(n)

lower bound even if given features, since in an extreme case where given X is

a random matrix, the given information is same as the case where only pure

comparisons are given. However, in practice, features are expected to be in-

formative, and our results shows that we can asymptotically improve sample

complexity by leveraging informative features using RABF model.

On the other hand, for methods adapted from learning-to-rank models,

note that as discussed in Section 4.2, most of them cannot even guarantee

recoverability if s does not perfectly lie in feature space. Thus, given a general

feature set, the true ranking s may be infeasible, in which case the recovery

may not be attained even if all n2 clean comparisons are observed. Compared

to them, true ranking is always feasible in RABF given any feature set and an

ε-accurate ranking is guaranteed with O(n) comparisons. The above compar-

isons are summarized in Table 4.1 and will also be empirically supported in

Section 4.5.1.
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4.3.5 Guarantees for Noisy Comparisons

So far, our analysis focuses on the case where comparisons are clean. We

now further show that RABF can also achieve efficient learning even if compar-

isons are noisy. We consider a standard “flip-sign model” [7, 91] where each ob-

served comparison may be corrupted by flip-sign noise as Pij = − sign(Yij) with

probability ρc or remain clean as Pij = sign(Yij) otherwise, where ρc∈ [0, 0.5)

is the comparison noise level. Then, the following theorem shows that we can

still obtain an accurate ranking efficiently from the RABF model:

Theorem 28 (Sample Complexity for Noisy Comparisons). Let X be a γ-close

feature set, and each Pij is now observed under the flip-sign model with some

0 ≤ ρc < 0.5. Then by solving RABF model with squared loss, O(‖r‖2/((1 −

2ρc)
2ε2)) comparisons suffice to guarantee an ε-accurate ranking.

The theorem shows that in noisy comparison case, RABF can achieve

ε-recovery with the same order of sample complexity (w.r.t. n) as in noise-

less case, and the extra price to pay is a 1/(1 − 2ρc)
2 factor. Thus, given a

fixed noise level ρc, sublinear sample complexity can still be achieved provided

informative enough features (i.e. ‖r‖2 = o(n)). It suggests that by leverag-

ing features, RABF model can also learn the underlying ranking efficiently in

noisy comparison case.
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4.4 Extensions of RABF on Other Ranking Problems

We have seen that RABF is useful for rank aggregation with features.

We now turn our attention to another two problems—online rank aggregation

and rank prediction of new items. Though settings and goals of these prob-

lems seem to be different from rank aggregation, we show that by extending

the RABF model, we can also approach these problems more effectively by

leveraging item features.

4.4.1 Online Rank Aggregation with Features

The online rank aggregation problem is widely considered in modern

rating systems, e.g. Glicko [41] and TrueSkill [47]. The problem can be stated

as follows. Given n items and a feature matrix X, the learner can only observe

a pair of comparison Pij at each time stamp t : 1 ≤ t ≤ T and is asked to

output an estimate ranking of s at time T . The problem is at least as hard

as (batch) rank aggregation, since by a reduction, it can be shown that Ω(n)

is still the lower bound for any method based only on online comparisons.

However, it is not clear whether such Ω(n) barrier can be also tackled by

making use of features as in the batch setting.

We propose an online extension of RABF to achieve sublinear sam-

ple complexity for online rank aggregation. The core concept is to solve the

RABF model by performing a stochastic gradient update on (w, r) for each
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Pij observed at time t as follows:

w(t+1) ← w(t) − η
(
∂`(w(t)T (xj − xi) + rj − ri, Pij)

∂w
+ λww(t)

)
r(t+1) ← r(t) − η

(
∂`(w(t)T (xj − xi) + rj − ri, Pij)

∂r
+ λrr

(t)

)
(4.8)

Detailed algorithm is summarized in Algorithm 5. By doing so, we can further

provide a guarantee on the ranking of score vector π(T ) from online-RABF

algorithm:

Theorem 29. Suppose assumptions b, c in Theorem 24 hold, ` is strongly

convex and twice differentiable, and n is sufficiently large. by running Algo-

rithm 5 with appropriate setting of (λw, λr), with high probability, its output

score vector π(T ) satisfies:

Dkτ (π
(T ), s) ≤ O(

√
‖r‖2

T
).

As a consequence, the online-RABF algorithm only requires O(‖r‖2/ε2)

online comparisons to output an ε-accurate ranking, which again implies that

given good features such that ‖r‖2 = o(n), a sublinear number of samples

suffices.

4.4.2 Rank Prediction of New Items

We now consider another different task—rank prediction of new items.

Suppose in the training phase we are given the feature matrix X of n items

and a set of comparisons between these items, and in the testing phase, we are
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Algorithm 5: Online RABF (oRABF)

Input: feature matrix X, parameters (λw, λr), step size η.
Output: π(T ): output ranking score vector.

1 w(0) ← 0, r(0) ← 0
2 for time stamp t = 1, 2, · · ·T do
3 Update w(t+1), r(t+1) using rule (4.8) based on the given

observed Pij at time t

4 π(T ) = Xw(T ) + r(T )

given another new item where only its feature xnew is available. The task is to

predict the rank of that new item among the seen items given in the training

phase.

As an advantage of leveraging feature information, our model could be

extended to this problem by first deriving a ranking of training items using

RABF model and predicting the ranking score of the new item simply by

wTxnew. The rank of wTxnew in sorted Xw+r will be the predicted rank of the

new item. This can be viewed as treating the new item having 0 comparison

score (so rnew = 0) as a prior and only using its feature score to decide its

ranking score.

Readers may notice that feature-based models like Rank-SVM could

also be adapted to this problem in a similar way, and it is natural to ask

what is the advantage of adapting RABF rather than other feature-based

models. Indeed, it may appear that RABF is no better than other feature-

based methods for rank prediction since there is no comparison information

for new items that RABF can leverage. However, interestingly, we found that
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Pij = Yij Pij = sign(Yij)
Comparisons only LS, SVP MLE, BRE

Features RABF-SQ∗ RABF-LOG∗, Rank-SVM
and Comparisons MR Rank-KSVM, RankNet

Table 4.2: Setting of each rank aggregation method. Starred methods are
instances of our model (4.4).

RABF outperforms Rank-SVM if features are noisy (see Section 4.5.2). To

explain the result, note that the rank of new item is decided by the rank of

its predicted score among scores of training items, so how accurate the model

recovers the ranking of training items also influences the performance. Thus,

since RABF better recovers the ranking of training items when features are

noisy, it will also rank new items more accurately in such case.

4.5 Experimental Results

We first conduct experiments on rank aggregation on both synthetic

and real datasets in Section 4.5.1. We argue that the proposed RABF model

is effective in two aspects: 1) it is more robust to noisy information, and

2) it needs less comparisons to output a good ranking. In Section 4.5.2, we

conduct experiments on online rank aggregation and rank prediction of new

items, showing that the extensions of RABF model also improve performance

on these problems by leveraging item features.
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4.5.1 Experiments on rank aggregation

Methods and experiment setup. We select two representatives of RABF as

follows. For Pij = Yij, we consider RABF-SQ as `(x, y) = (x−y)2 to be squared

loss, and for Pij = sign(Yij), we consider RABF-LOG as `(x, y) = log(1+e−xy)

to be logistic loss. We compare our methods with other methods including: ag-

gregation with least squares (LS) [72] and nuclear norm minimization (SVP)

[40], a variant of Bradley-Terry model (MLE) [73], Balanced Rank Estima-

tion (BRE) [91], a manifold regularization method (MR) [33], and Rank-SVM

(Rank-SVM) [55], kernel Rank-SVM (Rank-KSVM), RankNet (RankNet) [8]

adapted to rank aggregation. Settings of each method are summarized in

Table 4.2. Parameters of each model are selected via cross validation with

parameter set {10k}3
k=−2, and all results are averaged with 10 trials.

Synthetic datasets. Our synthetic datasets were created as follows. We

generated a true ranking score vector s ∈ Rn and uniformly sampled m pair-

wise comparisons Pij from Y . We also constructed a (perfect) feature matrix

X? ∈ Rn×50 whose top-30 singular vectors span s. We then added some noise

to comparisons and features as follows. For each comparison, we flipped its

sign as a noisy comparison with probability ρc. For feature set X?, we select

each row to be a corrupted item with probability ρf , and all selected rows were

randomly shuffled to form a noisy feature set X.

First, we compare all methods under various feature quality. We fix

n = 1000, m = 5n, ρc = 0.1, and vary ρf from 0 to 1. We apply each

method to estimate a ranking and plot its Kendall’s Tau to s in Figure 4.1c
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and 4.1a. In Figure 4.1c, we can see that when ρf is small, Rank-SVM is more

effective than methods without features since X contains much information

of s. However, as ρf increases, performance of Rank-SVM quickly drops since

features become misleading, while methods only based on comparisons will not

be influenced. Rank-KSVM uses nonlinear Gaussian kernel to avoid fitting

a linear combination of poor features, but when feature quality is good, it

works worse than Rank-SVM because of overfitting. On the other hand, both

RABF-LOG and RABF-SQ are the all-time winners under different quality of

features. They can take advantage of good features when ρf is small and can

also ignore bad features by learning a ranking mainly from comparisons when

ρf is large. This result shows that RABF combines advantages of two classes

of methods.

We also compare all methods under different comparison quality. We

fix n = 1000, m = 5n, ρf = 0.25, and vary ρc from 0 to 1. The results of

different methods are shown in Figure 4.1d and 4.1b. We observe that RABF-

LOG and RABF-SQ also perform the best among all methods under each noise

level. This shows that RABF is also less sensitive to noisy comparisons due

to its flexibility.

Real-world datasets. We now show the effectiveness of RABF on real-

world datasets where features are typically noisy. We first consider the Forbes

ranking of the world’s biggest public companies, in which experts ranked the

top-2000 global companies in 2014 based on mixed performance factors. For

each company, we also collected its features xi ∈ R152 correlated to its rank,
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Figure 4.1: Performance of rank aggregation methods on synthetic data. We
can see that RABF-LOG is more robust to noisy features and comparisons
under each noise level.
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such as its country, industry, and financial indices. To conduct the experiment,

we randomly sampled m clean comparisons from underlying true ranking with

various m, and applied each method to recover the ranking list given feature

set X and m comparisons. The results are shown in Figure 4.2c and 4.2a.

We can observe that RABF achieves the best Kendall’s Tau given the same

number of comparisons.

Finally, we consider an application of aggregating a ranking for sports

teams. We consider an NBA matchup dataset [5], in which 30 teams had

1144 matchups in 2008-2009 regular season. For each team, a 13-dimensional

feature vector is also collected from the team’s performance last season, such

as the total points, assists and rebounds the team made. Obviously, those

features are only partially correlated to team ranking since each team might

make some upgrades during the off-season. The goal is to take both matchup

results and team features to produce a good ranking of teams.

The experiment is conducted as follows. We take the first 1/k games in

the season as training comparisons to derive a team ranking π, and evaluate

the ranking by using π to predict winning teams on the remaining (k − 1)/k

games. For each remaining game, we simply predict the team with the higher

rank wins, and a good ranking should result in higher accuracy (or lower error

rate). Note that the best ranking πopt for prediction is the ranking based on

teams’ winning percentage in the remaining games. Thus, we evaluate the

ranking π using the following relative error criterion:

Rel-err(π) = Acc achieved by πopt − Acc achieved by π.

111



The results are shown in Figure 4.2d and 4.2b. We see that RABF gen-

erally achieves lower relative error compared with others. In particular, in

Figure 4.2d, RABF-LOG performs the best when the training games are few

(i.e. larger k), suggesting that a good ranking can be derived with fewer

comparisons.

4.5.2 Experiments for online rank aggregation and rank prediction
of new items

We now show that the extension of RABF model also improve perfor-

mance on online rank aggregation and rank prediction of new items. Details

of the extensions of RABF are stated in Section 4.4.

Online rank aggregation. We first compare the online extension of RABF-

LOG (oRABF-LOG) with two state-of-the-art online rank aggregation meth-

ods, Glicko2 [41] and TrueSkill [47]. We consider synthetic datasets where

n = 1000, ρc = 0.1, with ρf from 0.05 to 0.95 (Note that Glicko2 and TrueSkill

will not be influenced by ρf since they only take pairwise comparisons into ac-

count). We online update all methods given a comparison at each time and

plot their performance versus number of online samples T in Figure 4.3a. We

first observe that the performance of Glicko2 and TrueSkill are almost iden-

tical, as Kendall’s Tau drops linearly as T increases. On the other hand,

oRABF-LOG performs at least as good as Glicko2 and TrueSkill even when

features are noisy (ρf ≥ 0.75), and the performance is significantly improved

when features become informative. In particular, with reasonably good fea-
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Figure 4.2: Performance of rank aggregation methods on real-world datasets.
We see that on Forbes dataset, for each m, RABF-LOG outputs a ranking
with the smallest Dkτ . On NBA dataset, for each k where first 1/k games are
used to aggregate a ranking, ranking from RABF-LOG has lower error rate on
predicting winners in the remaining games.
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tures (ρf ≤ 0.25), oRABF-LOG is able to output a ranking with bounded

Dkτ after only sublinear number of online comparisons are seen. This experi-

ment shows the effectiveness and sublinear sample complexity of online RABF

model described in Section 4.4.1.

Rank prediction of new items. Finally, we show that the RABF model

is also useful for rank prediction of new items as stated in Section 4.4.2. We

consider synthetic datasets where n = 1000, m = 10n, ρc = 0 and ρf from

0 to 1. For each ρf , we randomly select an item i (with feature xi = xnew)

as the testing new item, and the other 999 items as seen items for training.

We train both RABF-LOG and Rank-SVM on seen items, use the obtained

models to predict score of the testing item (which is wTxnew) and evaluate the

rank prediction using the following pairwise error metric:

1/(n− 1)
∑
j 6=i

1
[
sign(sj − si) 6= sign(wTxj + rj −wTxnew)

]
.

We repeat the procedure 100 times for each ρf and plot the average pairwise

error in Figure 4.3b. We observe that while RABF-LOG and Rank-SVM

perform similarly with good features, RABF-LOG gives better prediction as

features become noisy. As explained in Section 4.4.2, the performance will be

influenced not only by the prediction of the new item but also by the recovered

ranking of seen items. Thus, RABF achieves lower error rate when features

are noisy because it can estimate the ranking of seen items more accurately in

such case (also see Figure 4.1c for support).
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Figure 4.3: Experiment on extension of RABF models for online rank aggre-
gation (Fig. 4.3a) and rank prediction of new items (Fig. 4.3b). For online
rank aggregation, we see that compared to other methods, oRABF-LOG only
requires sublinear number of online updates to output a good ranking when fea-
ture quality is good. For rank prediction, we see that as features become noisy
(larger ρf ), RABF-LOG outperforms Rank-SVM by achieving lower pairwise
error rate for the rank of new items. These results show that the extension of
RABF also improve the performance on these ranking problems.

4.6 Related Work

Pairwise rank aggregation has received much attention in many areas.

Popular approaches include direct learning on ranking scores [72, 91], prob-

abilistic models [6, 73] and Markov Chain heuristics [76]. These traditional

rank aggregation algorithms are designed to learn a total ranking based only

on item-to-item comparisons and do not consider item features, while in this

chapter we focus on further exploiting item feature information to improve the

rank aggregation task.

Several feature-based ranking models can also be adapted to rank ag-
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gregation if features present. A major class of such models is learning-to-rank

models, which were originally built to rank a list of new items. As examples,

Rank-SVM [55], RankNet [8] and RankRLS [80] all train a model with both

features and pairwise comparisons and can be applied to this problem under a

transductive setting. SVDFeature [17] is another model which can be adapted

to this problem with a degenerated form similar to Rank-SVM. A recently

proposed model for dyad ranking [83] also learns a ranking from both features

and item-specific scores, whose motivation is similar to our model. Compared

to our model, these models have no recovery guarantees when adapted to rank

aggregation, and they could indeed fail to recover the underlying ranking both

in theory and practice.

One highlight of the proposed RABF model is its improved sample

complexity guarantee for recovering the underlying ranking. The direction of

sample complexity analysis for rank aggregation has received much attention

recently. For instance, Gleich and Lim [40] propose a matrix completion ap-

proach to recover the partially observed matrix of Y , where exact recovery is

guaranteed with high probability given an observation of O(n log2 n) random

samples. Their approach, however, is applicable only if score differences are

observed. For the more practical case Pij = sign(Yij), recovery is much more

challenging. For example, Jamieson and Nowak [54] show that if the rank-

ing score of an item embeds the Euclidean distance to a reference point in

a vector space, any algorithm needs to sample Ω(n2) comparisons to recover

the exact ranking. This result is somehow pessimistic since it implies almost
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all pairwise comparisons are needed for exact recovery. However, Radinsky

and Ailon [81] show that, if we only ask for an ε-recovery (i.e., Dkτ = O(ε)),

O(n) comparisons on average suffice. Wauthier et al. [91] also provide two

algorithms that achieve the O(n) sample complexity, and further show that

the bound is tight. Compared to these work, we show that the Ω(n) barrier

can be further improved to sublinear by carefully incorporating item features

into the proposed model.

4.7 Summary of the Contribution

We develop a new RABF framework for exploiting item features to help

the dyadic rank aggregation problem in Section 4.2. A theoretical analysis on

the effect of item features in RABF is provided in Section 4.3, which shows

that sample complexity can be improved if reasonably good features are given.

The extensions of RABF model on online rank aggregation and predicting rank

of items are also discussed in Section 4.4. These results are published in [22].
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Chapter 5

Exploiting Side Information for Low-
Rank Matrix Learning

Learning a low-rank matrix from noisy, high-dimensional complex data is an

important research challenge in machine learning and can be applied to many

dyadic interaction modeling problems. In particular, in the recent big data

era, assuming that the observations come from a model with implicit low-rank

structure is one of the most prevailing approaches to model dyadic interactions

without being trapped by the curse of dimensionality. While various low-rank

matrix learning problems arise from different contexts, the primary challenge

is rather similar: namely to learn a low-rank matrix L0 based only on missing

and corrupted observations from L0. This generic framework includes many

well-known machine learning problems such as matrix completion [13] and

robust PCA [92], and is shown to be useful in many dyadic interaction model-

K.-Y. Chiang, C.-J. Hsieh and I. S. Dhillon, “Matrix Completion with Noisy Side In-
formation”, Proceedings of the Neural Information Processing Systems Conference(NIPS),
pages 3447-3455, 2015.

K.-Y. Chiang, C.-J. Hsieh and I. S. Dhillon, “Robust Principal Component Analysis with
Side Information”, Proceedings of International Conference on Machine Learning(ICML),
pages 2291-2299, 2016.

In participation with model development, theoretical analysis and experiments.
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ing applications, including recommender systems [62], bioinformatics [92], and

prediction and clustering in signed networks as introduced in Chapter 2 and

3.

Among research related to low-rank matrix learning, one promising

direction is to further exploit additional side information, or features, to help

the learning process. 1 The notion of side information appears naturally in

many applications. For example, in the famous Netflix problem where the

goal is movie recommendation based on users’ ratings, a popular approach

is to assume that the given user-movie rating pairs are sampled from a low-

rank matrix [62]. However, besides rating history, profiles of users and/or

genres of movies may also be provided, and one can possibly leverage such

side information for better recommendation. Since such additional features

are available in many applications, designing a model to better incorporate

features into low-rank matrix learning problems becomes an important issue

with both theoretical and practical interests.

Motivated by the above realization, in this chapter, we systematically

study the effect of side information on learning low-rank matrices from missing

and corrupted observations. In Section 5.2, we start with the case of perfect

side information (defined in equation (5.2)) as an idealized case where the

given features are fully informative, and further generalize to the case of noisy

side information where the given features are only partially correlated to L0.

1We will use terms ‘side information’ and ‘features’ interchangeably throughout this
chapter.
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We argue that for perfect features, one can directly transform the low-rank

modeling matrix into a bilinear form with respect to features. while for noisy

features, we propose to break the low-rank matrix into two parts—one that

captures information from features and one that captures information outside

the feature space—resulting in a general model (problem (5.4)) that learns

the low-rank matrix by jointly balancing information from noisy features and

observations. In addition, we discuss the connections between our model and

several well-known models, from which we further derive a few of instances

of our model that exploits side information to solve popular scenarios such as

matrix completion and robust PCA problem.

Furthermore, in Section 5.3, we theoretically study the effect of side

information in the proposed model under different scenarios. We provide a

generalization analysis to quantify the usefulness of noisy side information in

learning the missing information of low-rank matrices, as well as a stronger

exact guarantee to show the strength of perfect side information in the special

case of robust PCA. These results show that side information can improve the

efficiency or accuracy in low-rank matrix learning, justifying the merits of side

information in the proposed model.

Finally, in Section 5.4, we verify the effectiveness of the proposed model

experimentally on various synthetic datasets, as well as apply it to three ma-

chine learning applications—relationship prediction, semi-supervised cluster-

ing and noisy image classification. We show that each of them can be tackled

by learning a low-rank modeling matrix from missing or corrupted observa-
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tions given certain additional features, and therefore, by employing the pro-

posed model to exploit side information, we can achieve better performance

in these applications compared to other state-of-the-art methods. All of our

results consistently demonstrate that our proposed model indeed effectively

exploits side information for various low-rank matrix learning problems.

5.1 Learning Low-Rank Matrices From Missing and Cor-
rupted Observations

The problem of learning a low-rank matrix from missing and corrupted

observations can be formally stated as follows. Let L0 ∈ Rn1×n2 be the under-

lying rank-r matrix where r � min(n1, n2) so that L0 is low-rank, and S0 be

a noise matrix whose support (denoted as Ω) and magnitude is unknown but

the structure is known to be sparse. Furthermore, let Ωobs be a set of observed

entries with cardinality m, and PΩobs be the orthogonal projection operator

defined by:

PΩobs(X)ij =

{
Xij, if (i, j) ∈ Ωobs,

0, otherwise.

Then, given the observed data matrix R which is in the form of:

R = PΩobs(L0 + S0) = PΩobs(L0) + S ′0,

the goal is to accurately estimate the underlying matrix L0 given R. Without

loss of generality, we assume that S0 is supported on Ωobs, i.e. Ω ⊆ Ωobs

and S ′0 = S0. Note that this problem can be viewed as an extension of the

matrix completion problem, which only assumes the given observations to be

undersampled yet noiseless (Ω is the empty set).
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An intuitive way to approach this problem is to estimate the low-rank

matrix based on the given structural information of the problem. Specifically,

[12] proposed to solve this problem via the following convex program:

min
L,S
‖L‖∗ + λ‖S‖1 s.t. Lij + Sij = Rij, ∀ (i, j) ∈ Ωobs, (5.1)

where ‖L‖∗ is the nuclear norm of L defined by the sum of singular values

of L, and ‖S‖1 :=
∑

i,j |Sij| is the element-wise one norm of S. These two

regularizations are known to be useful for enforcing low rank structure and

sparse structure, respectively.

Although problem (5.1) has been shown to enjoy theoretical and em-

pirical success [12], it cannot directly leverage side information for recovery if

it is provided. A tailored model is thus required to resolve this issue.

5.2 Incorporating Side Information for Low-Rank Ma-
trix Learning

We now discuss how to incorporate side information for learning low-

rank matrices from missing and corrupted observations. We start with exploit-

ing perfect, noiseless side information in Section 5.2.1 and introduce the pro-

posed model which can further exploit noisy side information in Section 5.2.2.

We also describe the optimization for solving the proposed model in Sec-

tion 5.2.3.
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5.2.1 Idealized Case: Perfect Side Information

Suppose in addition to the data matrix R, we are also given features

of row and column entities X ∈ Rn1×d1 and Y ∈ Rn2×d2 , d1 < n1 and d2 < n2

as side information, where each row xi ∈ Rd1 (or yi ∈ Rd2) denotes a feature

representation of the i-th row (or column) entity of X (or Y ). Then, the goal

of low-rank matrix learning with side information is to exploit X and Y on

top of observations R to better estimate L0. A concrete example can be the

Netflix problem where R corresponds to the partial user-movie rating matrix

and, X and Y correspond to user and movie features; the hope is to further

leverage additional features X and Y along with rating history R to better

predict the unknown user-movie ratings.

In principal, not all types of side information will be useful. For in-

stance, if the given X and Y are simply two random matrices, then there

is no information gain from the provided side information, and therefore,

any method incorporating such X and Y is expected to perform the same

as methods only using structural information. That being said, to explore

the advantage of side information, a condition on side information to ensure

its informativeness is required. To begin with, we consider an ideal scenario

where the side information is “perfect” in the sense that it implicitly describes

the full latent space of L0.

Definition 30 (Perfect side information). The side information X and Y is

called perfect side information, or noiseless side information, w.r.t. L0 if X

123



and Y satisfy:

col(X) ⊇ col(L0), col(Y ) ⊇ col(LT0 ), (5.2)

where col(X) and col(Y ) denotes the column space of X and Y .

Then, consider L0 = UΣV T to be the SVD of L0, a set of perfect side

information will also satisfy col(X) ⊇ col(U) and col(Y ) ⊇ col(V ), which

further indicates that there exists a matrix M0 ∈ Rd1×d2 such that L0 =

XM0Y
T . This fact leads us to expressing the target low-rank matrix as a

bilinear form with respect to features X and Y , and as a result, one can cast

problem (5.1) as:

min
M,S
‖M‖∗ + λ‖S‖1 s.t. xTi Myj + Sij = Rij, ∀ (i, j) ∈ Ωobs, (5.3)

in which the problem is reduced to learning a smaller d1× d2 low-rank matrix

M . The bilinear embedding with respect to perfect features for the low-rank

matrix has already been proposed in matrix completion. Indeed, researchers

have already shown that by casting L = XMY T as matrix completion, one

can obtain a so-called “inductive matrix completion” (IMC) model which is

able to learn the underlying matrix with much fewer samples given perfect

side information [51, 94, 98]. We will discuss the improved sample complexity

result of IMC in detail in Section 5.3.1.

However, an obvious weakness of the bilinear embedding in problem (5.3)

is that it assumes the given side information to be perfect. Unfortunately, in

real applications, most given features X and Y will not be perfect, and could
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be in fact noisy or only weakly correlated to the latent space of L0. In such

cases, L0 can no longer be expressed as XMY T and thus the translated objec-

tive (5.3) becomes questionable to use. This weakness will also be empirically

shown in Section 5.4 in which we observe that the recovered matrix XM∗Y T

of problem (5.3) will be diverge from L0 given noisy side information in ex-

periments. Nevertheless, it is arguable that certain noisy features should still

be helpful for learning L0. For example, given the SVD of L0 = UΣV T , a

small perturbation of a single entry of U (or V ) makes the perturbed U , V

to be imperfect features, yet such U and V should still be very informative

to suggest about the structure of L0. This observation thus motivates us to

design a more general model to exploit noisy side information.

5.2.2 The Proposed Model: Exploiting Noisy Side Information

We now introduce an improved model to further exploit imperfect,

noisy side information. The key idea of our model is to balance both feature

information and observations when learning the low-rank matrix. Specifically,

we propose to learn L0 jointly in two parts, one part captures information from

the feature space as XMY T , and the other part N captures the information

outside the feature space. Thus, even if the given features are noisy and fail to

cover the full latent space of L0, we can still capture missing information using

N learned from pure observations. In addition, since we aim to aggregate both

parts to estimate the low-rank matrix L0, both XMY T and N are preferred

to be low-rank. This preference leads us to pursue a low-rank M as well,
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which intuitively means that only a small subspace of X and a subspace of

Y are expected to be effective in jointly forming a low-rank estimate XMY T .

Putting this all together, we propose to learn the low-rank matrix L0 from

missing and corrupted observations by solving the following problem:

min
M,N,S

∑
(i,j)∈Ωobs

`((XMY T +N + S)ij, Rij) + λM‖M‖∗ + λN‖N‖∗ + λS‖S‖1,

(5.4)

with some convex surrogate loss `. The underlying matrix L0 can thus be

estimated by XM∗Y T + N∗, where (M∗, N∗, S∗) is the optimal solution of

problem (5.4). The proposed problem (5.4) is a general formulation to bet-

ter exploit side information for learning low-rank matrices from missing and

corrupted observations. This fact can be seen by considering the following

equivalent form of problem (5.4) which converts the loss term to hard con-

straints:

min
M,N,S

α‖M‖∗ + β‖N‖∗ + λ‖S‖1 s.t. (XMY T +N + S)ij = Rij,∀(i, j) ∈ Ωobs.

(5.5)

Then, it is easy to see that by setting α = ∞ or β = ∞, problem (5.5)

will become problem (5.1) or problem (5.3), which learns the low-rank matrix

from missing and corrupted observations either without any side information or

using perfect side information, respectively. This suggests that our model (5.4)

is more general as it can exploit both perfect and noisy side information in

learning.

The parameters λM , λN and λS of the model are crucial for controlling

the contributions from features, observations and corruption. Intuitively, λS
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controls the ratio of corrupted observations. The relative weight between λM

and λN further controls the contributions from XMY T and N in forming

the low-rank estimate. Therefore, with an appropriate ratio between λM , λN ,

the proposed model can leverage a (informative) part of the features XMY T ,

yet also be robust to feature noise by learning the remaining part N from

pure observations. Below, we further discuss the connections between our

model (5.4) and other well-known models for solving various low-rank matrix

learning problems.

Connections to models for matrix completion. First, consider the ma-

trix completion case where the partially observed entries are not corrupted.

Then, λS can be set to ∞ to force S∗ = 0, and therefore, our proposed prob-

lem (5.4) reduces to the following objective:

min
M,N

∑
(i,j)∈Ωobs

`((XMY T +N)ij, Rij) + λM‖M‖∗ + λN‖N‖∗, (5.6)

which is a general model for solving matrix completion problem. For example,

when λM =∞, M∗ will be forced to 0 so features are disregarded, and prob-

lem (5.6) becomes a standard matrix completion objective. On the other hand,

when λN = ∞, N∗ will be forced to 0 and problem (5.6) becomes the IMC

model [51, 94] where the estimation of the low-rank matrix is completely from

XM∗Y T . However, problem (5.6) is more general than both problems, since

by appropriately setting the weights of λM and λN , it can better estimate the

low-rank matrix jointly from (noisy) features XM∗Y T and pure observations
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N∗. Therefore, problem (5.6) can be thought of as an improved model which

exploits noisy side information in matrix completion problem. We thus refer

to problem (5.6) as “IMC with Noisy Features” (IMCNF) and will justify its

effectiveness for matrix completion in Section 5.4.

Connections to models for robust PCA. Another special case is to con-

sider the well-known “robust PCA” setting, in which Ωobs is assumed to be the

set of all n1 × n2 entries, i.e. observations are full without any missing entries

but few of them are corrupted. In this scenario, our proposed problem (5.4)

can be used for solving robust PCA problem with side information by again

converting the loss term to hard constraints:

min
M,N,S

α‖M‖∗ + β‖N‖∗ + λ‖S‖1 s.t. XMY T +N + S = R. (5.7)

Problem (5.7) can be further reduced to several robust PCA models. For

example, if α = ∞, problem (5.7) will be equivalent to the well-known PCP

method [12] which solves robust PCA problem purely using a structural prior.

On the other hand, suppose side information is perfect, then one can set β =∞

and α = 1 in (5.7) to derive the following “PCP with (perfect) Features”

(PCPF) objective:

min
M,S
‖M‖∗ + λ‖S‖1 s.t. XMY T + S = R, (5.8)

in which L0 can be directly estimated by the bilinear embedding XM∗Y T as

discussed in Section 5.2.1. However, problem (5.7) is more general than both

PCP and PCPF as it can exploit noisy side information for recovery. We thus
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Model Corresponding setting in our proposed model (5.4)
problem (5.1) [12] λM =∞

problem (5.3) λN =∞
MC λS =∞, λM =∞

IMC [53] λS =∞, λN =∞
IMCNF λS =∞

LRR [69] Ωobs = all entries, λN =∞, Y = I
PCP [12] Ωobs = all entries, λM =∞

PCPF Ωobs = all entries, λN =∞
PCPNF Ωobs = all entries

Table 5.1: Settings of several low-rank matrix learning models in the form of
our proposed problem (5.4).

refer to (5.7) as “PCP with Noisy Features” (PCPNF) and will examine its

effectiveness to leverage noisy side information in robust PCA in Section 5.4.

Table 5.1 summarizes several well-known low-rank matrix learning mod-

els in terms of the proposed model (5.4). 2 From the above discussion, it shall

be convincing that problem (5.4) is a general treatment for solving various ma-

trix learning problems with side information. In particular, we have provided

sufficient intuitions on how parameters λM , λN and λS play important roles in

learning under various circumstances. In Section 5.3.1, we will further analyt-

ically show that by properly setting these parameters based on the quality of

features and noise level of corruption, the proposed model is able to achieve

more efficient learning. As a remark, in practical applications, feature quality

and noise level may not be known a priori. Therefore, in this case, we rec-

2Some models are originally proposed in hard-constrained forms, yet their equivalent
forms in soft constraints become instances of our proposed problem (5.4).
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ommend to set these parameters via validation, i.e. choosing parameters such

that the learned low-rank model best estimates the entries in the validation

set.

5.2.3 Optimization

We propose an alternative minimization scheme to solve the proposed

problem (5.4). The algorithm is shown in Algorithm 6 in which we alterna-

tively update one of the variables (M , N or S) by fixing the others in each

iteration, 3 and update of each variable can thus be done via solving a single

variable minimization (sub)problem. This algorithm can be viewed as applying

a block coordinate descent algorithm on convex (but non-smooth) function,

and thus is guaranteed to converge to a global optimum using standard anal-

ysis (e.g. [42]).

We now briefly discuss the optimization for solving three subproblems

in Algorithm 6. Let Sx(A) := sign(A) ◦ max(|A| − x, 0) be the soft thresh-

olding operator on elements of A, where ◦ denotes the element-wise product.

Similarly, let Dx(A) be the thresholding operator on singular values of A, i.e.

Dx(A) := UASx(ΣA)V T
A where UAΣAV

T
A is the SVD of A. Then, when fixing N

and S, the minimization problem over M becomes a standard IMC objective

with observed matrix to be R′ := R−N − S. We then solve for M using typ-

ical proximal gradient descent update M ← DλM (M − ηXT (R′ −XMY T )Y ),

where η is the learning rate. Notice that in our setting, feature dimensions (d1,

3For simplicity, we choose `(t, y) = (t− y)2 to be the squared loss.
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Algorithm 6: Alternative Minimization for Problem (5.4) with
Squared Loss

Input: R: observed matrix, X, Y : feature matrices, tmax: max
iteration

Output: L∗: estimated low-rank matrix
1 M ← 0, N ← 0, S ← 0, t← 0
2 do
3 M ← arg minM

∑
(i,j)∈Ωobs

(XMY T
ij −(R−N−S)ij)

2 +λM‖M‖∗.
4 N ← arg minN

∑
(i,j)∈Ωobs

(Nij−(R−XMY T −S)ij)
2 +λN‖N‖∗.

5 S ← arg minS
∑

(i,j)∈Ωobs
(Sij − (R−XMY T −N)ij)

2 + λS‖S‖1.

6 t← t+ 1.

7 while not converged and t < tmax

8 L∗ ← XMY T +N

d2) are much smaller than number of entities (n1, n2). Therefore, it is rela-

tively inexpensive to compute a full SVD for a d1×d2 matrix in each proximal

step.

On the other hand, when fixing M and S, the subproblem of solving

over N becomes standard matrix completion problem where the observed ma-

trix is R − XMY T − S. In principal, any algorithm for matrix completion

with nuclear norm regularization can be used to solve this subproblem (e.g.

the singular value thresholding algorithm [9] using proximal gradient descent).

In our experiment, we apply the active subspace selection algorithm [50] to

solve the matrix completion problem more efficiently.

Finally, the solution of minimizing over S given fixed M,N can be

written in a simple closed form, SλS(PΩobs(R −XMY T −N)). The resulting

S∗, therefore, will be always supported on Ωobs.
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5.3 Effect of Side Information for Low-Rank Matrix
Learning

In this section, we provide theoretical analyses to justify the usefulness

of side information in the proposed models. In Section 5.3.1, we focus on the

sample complexity analysis of the model (5.4), in which we aim to show that by

exploiting side information, learning missing values of L0 can be accomplished

with fewer number of (possibly corrupted) observations. In Section 5.3.2, we

further show that for the robust PCA setting where Ωobs is the full set of

entries, one can provide a stronger argument to justify the effect of perfect

side information in the PCPF model (problem (5.8)), which is an instance of

the general model, on the exact recovery of the low-rank matrix L0.

5.3.1 Generalization Bound and Sample Complexity Analysis

We first conduct a sample complexity analysis to show that the pro-

posed model (5.4) learns (the missing information of) L0 more efficiently by

exploiting side information. The high-level idea of the analysis is to consider

the generalization error of the estimated entries, which is associated to both

number of samples and a model complexity term. We further show that model

complexity can be related to the quality of features and the noise level of sparse

error, and as a result, better feature quality will lead to a smaller generaliza-

tion error and also a better sample complexity guarantee, provided a small

enough noise level.

To begin with, we consider the equivalent hard-constrained form of
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problem (5.4):

min
M,N,S

∑
(i,j)∈Ωobs

`((XMY T+N+S)ij, Rij), s.t. ‖M‖∗ ≤M, ‖N‖∗ ≤ N , ‖S‖1 ≤ S.

(5.9)

In the analysis, we assume that each entry (i, j) ∈ Ωobs is sampled

i.i.d. from an unknown distribution D with index set {(iα, jα)}mα=1, 4 and

each entry of L0 is upper bounded by a constant CL (so ‖L0‖∗ = O(
√
n1n2)).

Such a circumstance is consistent with real scenarios such as Netflix problem

where users can rate movies with scale up to 5. Let θ := (M,N, S) be any

feasible solution and Θ := {(M,N, S) | ‖M‖∗ ≤ M, ‖N‖∗ ≤ N , ‖S‖1 ≤ S}

be the set of feasible solutions. Also, let fθ ∈ [n1] × [n2] → R, fθ(i, j) :=

xTi Myj + eTi Nej + eTi Sej be the estimation function (parameterized by θ)

where et is the unit vector on the t-th axis, and let FΘ := {fθ | θ ∈ Θ} be

the set of feasible functions. We are interested in both expected and empirical

“`-risk” quantities, R`(f) and R̂`(f), defined by:

R`(f) := E(i,j)∼D
[
`(f(i, j), eTi (L0+S0)ej)

]
, R̂`(f) :=

1

m

∑
(i,j)∈Ωobs

`(f(i, j), Rij).

Under this context, our model (problem (5.9)) is to solve for θ∗ that parameter-

izes f ∗ = arg minf∈FΘ
R̂`(f). Classic generalization error bounds have shown

that the expected risk R`(f) can be controlled by R̂`(f) along with a measure-

ment on the complexity of the model. The following lemma is a typical result

to bound R`(f):

4In other words, we consider the observations to be sampled under a sampling with
replacement model which is similar to [82, 84]. There are also studies that consider other
sampling procedures such as Bernoulli model [13, 11].
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Lemma 4 (Bound on Expected `-risk [4]). Let ` be a loss function with Lip-

schitz constant L` bounded by B with respect to its first argument, and δ be a

constant where 0 < δ < 1. Let R(FΘ) be the Rademacher model complexity of

the function class FΘ (w.r.t. Ωobs) defined by:

R(FΘ) := Eσ
[

sup
f∈FΘ

1

m

m∑
α=1

σα`(f(iα, jα), Riαjα)
]
,

where each σα takes values {±1} with equal probability. Then with probability

at least 1− δ, for all f ∈ FΘ we have:

R`(f) ≤ R̂`(f) + 2EΩobs

[
R(FΘ)

]
+ B

√
log 1

δ

2m
.

Therefore, to guarantee a small enough R`, not only R̂`, but also the

Rademacher model complexity EΩobs

[
R(FΘ)

]
has to be carefully controlled.

We further introduce a key lemma to show that the model complexity is re-

lated to both the feature quality and the sparse noise level, where better quality

of features and lower noise level will lead to a smaller model complexity. The

intuition of the goodness of feature quality can be motivated as follows. Con-

sider any imperfect side information which violates (5.2). One can imagine

such a feature set is perturbed by some misleading noise which is not corre-

lated to the true latent space. However, features should still be effective if

noise does not weaken the true latent space information too much. Thus, if

a large portion of true latent space lies on the informative part of the feature

spaces X and Y , they should still be somewhat informative and helpful for

recovering the matrix L0.
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More formally, for FΘ in problem (5.9), its model complexity EΩobs

[
R(FΘ)

]
can be bounded in terms of M, N and S by the following lemma:

Lemma 5. Let X = maxi ‖xi‖2, Y = maxi ‖yi‖2, n = max(n1, n2) and

d = max(d1, d2). Suppose ` is a convex surrogate loss satisfying conditions in

Lemma 4. Then for FΘ in problem (5.9), its model complexity EΩobs

[
R(FΘ)

]
is upper bounded by:

2L`MXY
√

log 2d

m
+ min

{
2L`N

√
log 2n

m
,

√
9CL`B

N (
√
n1 +

√
n2)

m

}
+ L`S

√
2 log(2n1n2)

m
,

where L` and B are constants appearing in Lemma 4.

Thus, from Lemma 4 and 5, one should carefully construct a feasible

solution set (by settingM, N and S) such that both R̂`(f
∗) and EΩobs

[
R(FΘ)

]
are controlled to be reasonably small. We now suggest a witness setting of

(M,N ,S) as follows. Let Tµ(·) : R+ → R+ be the thresholding operator

where Tµ(x) = x if x ≥ µ and Tµ(x) = 0 otherwise. In addition, let X =∑d1

i=1 σiuiv
T
i be the reduced SVD of X, and Xµ =

∑d1

i=1 σ1Tµ(σi/σ1)uiv
T
i be

the “µ-informative” part of X. The ν-informative part of Y , denoted as Yν ,

can also be defined similarly. We then propose to set:

M = ‖M̂‖∗ N = ‖L0 −XµM̂Y T
ν ‖∗ S = ‖S0‖1, (5.10)

where M̂ := arg minM ‖XµMY T
ν − L0‖2

F = (XT
µXµ)†XT

µ L0Yν(Y
T
ν Yν)

† is the

optimal solution for approximating L0 under the informative feature spaces
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Xµ and Yν . The following lemma further shows that the trace norm of M̂ will

not grow as a function of n.

Lemma 6. Fix µ, ν ∈ (0, 1], and let γ be a constant defined by

γ := min

(
mini ‖xi‖
X

,
mini ‖yi‖
Y

)
where X ,Y are constants defined in Lemma 5. Then the trace norm of M̂ is

upper bounded by:

‖M̂‖∗ ≤
CLXYγ2d2

µ2ν2
,

where CL ≥ maxi,j |eTi L0ej| is the constant upper bounding the entries of L0.

Therefore, by combining Lemma 4∼6, we derive a generalization error

bound on R`(f
∗) of problem (5.9) as follows.

Theorem 31. Suppose ` is a convex surrogate loss function with Lipschitz

constant L` bounded by B with respect to its first argument and assume that

`(t, t) = 0. Consider problem (5.9) where the constraints (M,N ,S) are set as

(5.10) with some fixed µ, ν ∈ (0, 1]. Then with probability at least 1 − δ, the

expected `-risk of the optimal solution R`(f
∗) is bounded by:

R`(f
∗) ≤min

{
4L`N

√
log 2n

m
,

√
36CL`B

N (
√
n1 +

√
n2)

m

}
+ 2L`S

√
2 log (2n1n2)

m

+
4L`CLX 2Y2γ2d2

µ2ν2

√
log 2d

m
+ B

√
log 1

δ

2m
,

where X , Y, C, CL and γ are constants appearing in Lemma 5 and 6.
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As a result, Theorem 31 leads us to deem N and S in (5.10) to be

the measurement of feature quality and noise level respectively, where features

with better quality (or observations with less corruption) lead to a smaller

N (or S) and thus a smaller risk quantity. Note that the measurement N

is consistent with the stated intuition of feature quality, since given a good

feature set such that most true latent space of L0 lies on the informative part

of the feature spaces, XµM̂Y T
ν will absorb most of L0, resulting in a small N .

Given Theorem 31, we can further discuss the effect of side information in the

proposed model (5.9) on the sample complexity in several important scenarios.

To make the comparison more clear, we fix d = O(1) so the feature dimensions

do not grow as a function of n in the following discussion.

Sample Complexity for Matrix Completion. First, consider the ma-

trix completion case where the observations are partial yet not corrupted, i.e.

S0 = 0. Then, as mentioned, our model can be further reduced to IMCNF

(problem (5.6), or equivalently problem (5.9) with S = 0) which exploits noisy

side information to solve the matrix completion problem. In addition, from

Theorem 31, we can derive the sample complexity of IMCNF as follows.

Theorem 32. Suppose we aim to (approximately) recover L0 from partial ob-

servations R = PΩobs(L0) in the sense that E(i,j)∼D
[
`((XM∗Y T+N∗)ij, e

T
i L0ej)

]
<

ε given an arbitrary ε > 0. Then by solving problem (5.9) with constraints to

be set as (5.10), O(min(N
√
n,N 2 log n)/ε2) samples are sufficient to guaran-

tee that the estimated low-rank matrix XM∗Y T + N∗ recovers L0 with high
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probability, provided a sufficiently large n.

Theorem 32 suggests that the sample complexity of IMCNF can be

lowered with the aid of (sufficiently informative) noisy side information. The

significance of this result can be further explained by comparing with the

sample complexity of other models. First, if features are perfect (N = O(1)),

Theorem 32 suggests that our IMCNF model only requires O(log n) samples

for recovery. This result coincides with the sample complexity of IMC, in which

researchers have shown that given perfect features, O(log n) observations are

enough for exact recovery [94, 98]. However, IMC does not guarantee recovery

when features are not perfect, while Theorem 32 suggests that recovery is still

attainable by IMCNF with O(min(N
√
n,N 2 log n)/ε2) samples.

On the other hand, for standard matrix completion where no side in-

formation is considered, the most well-known guarantee is that under certain

conditions, one can achieve O(npolylogn) sample complexity for both approx-

imate recovery [87] and exact recovery [11]. However, these bounds only hold

under certain distributional assumptions on observed entries. For sample com-

plexity without distributional assumptions, [84] recently showed that O(n3/2)

entries are sufficient for approximate recovery, and this bound is tight if no

further distribution of observed entries is assumed. Compared to those results,

our analysis also requires no assumptions on distribution of observed entries,

and the sample complexity of IMCNF also yields O(n3/2) as well in the worst

case by the fact that N ≤ ‖L0‖∗ = O(n). Notice that it is reasonable to meet

the lower bound Ω(n3/2) even given features, since in an extreme case X, Y
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can be random matrices where the given information is exactly the same as

that in standard matrix completion.

However, in most applications, the given features are expected to be far

from random, and Theorem 32 provides a theoretical insight to show that even

noisy features can be useful in matrix completion. Indeed, as long as features

are informative enough such that N = o(n), sample complexity of the IMCNF

model will be asymptotically lower than standard matrix completion. Here we

provide a concrete example for such a scenario. We consider the rank-r matrix

L0 to be generated from random orthogonal model [11] as follows:

Theorem 33. Let L0 ∈ Rn×n be generated from random orthogonal model,

where U = {ui}ri=1, V = {vi}ri=1 are random orthogonal bases, and σ1 . . . σr

are singular values with arbitrary magnitude. Let σt be the largest singular

value such that limn→∞ σt/
√
n = 0. Then, given the noisy features X, Y where

X:i = ui (and Y:i = vi) if i < t and X:i (and V:i) be any basis orthogonal to U

(and V ) if i ≥ t, o(n) samples are sufficient for IMCNF to achieve recovery

of L0.

Theorem 33 suggests that, under random orthogonal model, if features

are not too noisy in the sense that noise only perturbs the true subspace

associated with smaller singular values, the sample complexity of IMCNF can

be asymptotically lower than the lower bound of standard matrix completion

(which is Ω(n3/2)).

All in all, for the matrix completion case where observations are partial
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yet uncorrupted, our proposed problem (5.4) reduces to the IMCNF model (5.6)

and moreover, Theorem 32 suggests that it can attain recovery more efficiently

than other existing models by exploiting noisy yet informative side informa-

tion.

Sample Complexity given Partial and Corrupted Observations. We

now further consider the case where observations are both missing and cor-

rupted. In the presence of corruption, Theorem 31 results in the following

Theorem 34 which shows that the learned matrix XM∗Y T +N∗ + S∗ will be

close to L0 + S0 with sufficient observations, where the number of required

samples depends on both the quality of features and the noise level of sparse

error. Since there always exists a solution of problem (5.9) with PΩ⊥obs
(S∗) = 0

and the generalization bound in Theorem 31 holds for any solution, the result

in Theorem 34 implies that XM∗Y T + N∗ is close to L0 on missing entries

(i, j) /∈ Ωobs, which means we can recover the missing entries of the underlying

low-rank matrix with small error. Moreover, if we apply the proposed Algo-

rithm 6 to solve the soft-constrained form (5.4), the solution S∗ will satisfy

PΩ⊥obs
(S∗) = 0 automatically. In the following, we formally state the recovery

guarantee for partial and corrupted observations:

Theorem 34. Suppose we are given a data matrix R = PΩobs(L0+S0) contain-

ing both missing and corrupted observations of L0 along with side information

X, Y . Then for problem (5.9) with constraints to be set as (5.10), if we apply

Algorithm 6 to solve its equivalent form in (5.4), O({min(N
√
n,N 2 log n) +
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S2 log n}/ε2) samples are sufficient to guarantee that with high probability,

E(i,j)∼D
[
`((XM∗Y T +N∗+S∗)ij, Rij)

]
<ε for any ε > 0 provided a sufficiently

large n, where S∗ satisfies PΩ⊥obs
(S∗) = 0.

Theorem 34 suggests that if observations are both missing and cor-

rupted, then to guarantee the learned low-rank matrix XM∗Y T +N∗ is accu-

rate on missing entries, the number of required samples depends not only on

the quality of features N , but also on the noise level of corruption S. In addi-

tion, larger S results in a higher complexity guarantee. The reasoning behind

this result is intuitive: compared to the matrix completion setting, allowing

observed samples to be corrupted makes the problem harder, and therefore

may increase sample complexity. However, suppose the corruption is not too

severe as the total magnitude of error S is in the order of o(n/
√

log n), Theo-

rem 34 still provides a non-trivial bound on required samples for learning the

missing entries accurately. Furthermore, better quality of features becomes

helpful for faster learning if corruption is small enough. For example, suppose

the allowed corruption budget is upper bounded as S = O(1), then the sample

complexity will again be O(min(N
√
n,N 2 log n)/ε2). As discussed, it implies

that the number of samples can be o(n3/2) provided sufficiently good features,

while the required samples will be O(n3/2) if no features are given.

5.3.2 Exact Recovery Guarantee of PCPF

We have provided sample complexity analysis to justify that our model (5.4)

is able to learn (the missing information of) L0 more effectively by leveraging

141



side information, where more informative side information (and less corrup-

tion) results in fewer required samples for learning. However, in the special

case of robust PCA, it is in fact possible to provide a stronger argument to jus-

tify the usefulness of side information. Specifically, in the robust PCA setting

where Ωobs is the full set of entries, we can further show that by exploiting per-

fect side information, a large amount of low-rank matrices L0, which cannot be

recovered by standard robust PCA without features, can be exactly recovered

using the proposed PCPF model (problem (5.8)), which is an instance of the

general model (5.4) that exploits perfect side information for robust PCA. We

now present such an analysis in this subsection.

5.3.2.1 Assumptions, Main Results and Consequences

First, observant readers may already notice that it is not always possible

to recover the underlying low rank model from sparse noise even with the

aid of perfect side information in PCPF (5.8). For example, consider the

case where XM0Y
T is also “sparse”, then one cannot identify whether the

solution XM0Y
T is produced by sparse noise or not. Typically, an incoherence

assumption on the underlying low rank space has to be made in order to make

the problem well-posed. We thus extend the incoherence conditions from [11]

to given side information X, Y in the following sense. Let M0 = UΣV T be the

reduced SVD of M0. We assume that feature matrices are µ0-incoherent w.r.t.
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the matrix M0, i.e. there exists a constant µ0 such that:

max
i
‖UTxi‖2 ≤

√
µ0r

n
, max

j
‖V Tyj‖2 ≤

√
µ0r

n
, max

i,j
|xTi UV Tyj| ≤

√
µ0r

n
.

(5.11)

Also, we assume that X, Y are self µ1-incoherent as there exists a constant µ1

such that:

max
i
‖xi‖2 ≤

√
µ1d

n
, max

j
‖yj‖2 ≤

√
µ1d

n
. (5.12)

Incoherence conditions are quite standard in matrix recovery literature (e.g.

[13, 11, 98]). Intuitively, the incoherence conditions imply that a matrix cannot

be too spiky, eliminating the possibility of underlying matrix to be sparse in

the problem. Our incoherence conditions are almost identical to the ones

in [98], except that we have one more assumption that maxi,j |xTi UV Tyj| is

also bounded. Such an additional condition is mild as it does not increase µ0

for a sufficiently small rank of M0 [11]. Interested readers can find detailed

discussions of these incoherence conditions in [11].

On the other hand, we shall also avoid the underlying sparse noise

matrix to be low-rank. This circumstance could happen, says, when noise

appears only in few columns or rows of S0. To avoid such cases, we assume

that noise in S0 appears uniformly at random.

With the introduced incoherence conditions, now we are ready to present

the theorem that justifies the usefulness of perfect side information in the pro-

posed PCPF model.
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Theorem 35 (Exact Recovery of PCPF). Let L0 ∈ Rn×n be a low rank matrix

with rank r, and S0 be an arbitrary sparse matrix with cardinality m whose sup-

port set Ω is distributed uniformly at random but location is unknown. Suppose

we are given orthogonal, perfect side information X, Y ∈ Rn×d which satisfy

the incoherence conditions (5.11) and (5.12). Then there exists universal con-

stants ρr, ρs > 0, such that if:

r ≤ ρr(µ0µ1)−1n2(d log n log d)−1, m ≤ ρsn
2,

then with probability at least 1− O(d−10), the solution (M∗, S∗) of the convex

problem (5.8) with λ = 1/
√
n exactly recovers the underlying low rank matrix

in the sense that XM∗Y T = L0 and S∗ = S0.

The proof of the theorem will be provided in the next subsection shortly.

For now, we first discuss several interesting results that can be inferred from

the theorem. First, the theorem indicates that the recoverability depends not

only on the rank of underlying matrix r and sparsity ρs but also on the feature

dimension d, where lower d yields a better rank boundary. The reasoning

behind this fact is quite intuitive: when d is small, M has much lower degree

of freedom compared with L and thus is much easier to recover. Another

interesting fact is that in the special case where X = Y = I, problem (5.8)

reduces to the standard PCP and moreover, the guarantee of Theorem 35

coincides with the guarantee of PCP provided by [12]:

Corollary 36 (Exact Recovery of PCP). Suppose X = Y = I and L0, S0 all

follow the same assumptions of Theorem 35. Then with high probability, the
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solution (M∗, S∗) of PCPF with λ = 1/
√
n is exact in the sense that M∗ = L0

and S∗ = S0, provided that

r ≤ ρrµ0
−1n(log n)−2, m ≤ ρsn

2.

More generally, Theorem 35 suggests that the rank boundary is on the

same order of PCP when d = O(n) as the worse case. However, for more

informative features where d � n, Theorem 35 suggests that a substantial

improvement of the rank boundary of L0 can be made. For example, if d is on

the order of r, the rank could be approximately up to the order of O(n/
√

log n),

which significantly increases the rank constraint of low rank matrices (As an

instance, for modern full-HD images where n ≈ 2000, n/(log n)2 is on the order

of 30, while n/
√

log n is on the order of 700). Therefore, Theorem 35 shows

that the effect of features in robust PCA problem can be significant because

it asymptotically improves the boundary of rank constraint, making a class of

“middle-rank” matrices to be recoverable.

Finally, as a remark, there is no parameter tuning required for λ in

PCPF, since Theorem 35 proves that λ = 1/
√
n always succeeds. This advan-

tage is inherited from the result of PCP on top of uniformly random sparse

noise, and detailed discussions can be found in [12].

5.3.2.2 Proof Sketch of Theorem 35

We now give a high-level sketch of the proof of Theorem 35. The

roadmap of the proof consists of two main steps. The first step is to provide
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a sufficient condition that guarantees the optimal solution is exact if certain

“dual certificates” exist. The second step is then showing that under conditions

of Theorem 35, a valid set of dual certificates can be constructed with high

probability, which concludes the proof. Such a proof technique is popular in

matrix recovery literatures [12, 94, 98]. While our proof structure is mainly

built upon [12], the proof is fundamentally different as side information X, Y

now plays an important role. We will revisit the differences in the end of this

subsection. All of detailed proofs of lemmas can be found in [21].

A. Reduction of Sampling Model. First, note that in Theorem 35 S0 is

assumed to be sampled from the set {Ω | |Ω| = m} uniformly at random. How-

ever, in the proof we consider the support of S0 to be sampled via Bernoulli

model instead, i.e. (i, j) ∈ Ω with probability ρ, and |Ω| = m in expecta-

tion when ρ = m/n2. Standard analyses have showed that these two models

are equivalent and thus guarantees on Bernoulli model will also hold on the

uniform model [13, 12].

Another useful sampling reduction lemma which first introduced by [12]

is to further reduce the signs of nonzero entries (i, j) from fixed to Bernoulli

random. Specifically, in Theorem 35, the values of S0 are fixed, and therefore

sign(S0) is also fixed. However, it turns out to be easier to consider the model

where each nonzero of S0 is an independent symmetric Bernoulli variable that

takes ±1 with equal probability. The following lemma shows that proving

recovery on this “random sign model” is sufficient.
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Lemma 7 (Reduction of Random Sign Model [12]). Let L0, X and Y be the

model and feature matrices which satisfy conditions in Theorem 35, and S0 is

supported on Ω where Ω ∼ Ber(2ρs). In addition, suppose the sign of each

nonzero S0 takes ±1 with equal probability (and independent to its location).

Then, if PCPF recovers L0 from such S0 with high probability, with at least

the same probability PCPF will also recover the model where signs of S0 are

fixed and location of S0 ∼ Ber(ρs).

This lemma facilitates the analysis since we could now focus on random

sign model, without being worried by arbitrary values that may appear in

sparse noise.

B. Dual Certification for PCPF. We now introduce our proposed dual

certification, which is a sufficient condition for the solution of (5.8) to be exact.

We first define some linear operators and projections. Recall that M0 = UΣV T

is the reduced SVD of M0. Let the space T be defined as:

T := {UAT +BV T | A,B ∈ Rd×r},

and PT is the orthogonal projection onto T . Similarly, we extend the notion

of Ω for the set representation, where Ω denotes the set of n×n matrices with

the same support as S0, and PΩ is the orthogonal projection onto Ω. We also

define the following linear transformations:{
TS(A) := XTAY, A ∈ Rn×n

TL(B) := XBY T , B ∈ Rd×d
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which maps n× n matrices to d× d and vice versa. Note that since X and Y

are orthogonal, TSTL = I. Finally, we define the space Q as:

Q := {XXTAY Y T | A ∈ Rn×n}.

The orthogonal projection PQ onto Q is simply TLTS.

With these definitions, now we can present our dual certification lemma:

Lemma 8 (Dual Certification of PCPF). Suppose ‖PΩTLPT‖≤1/2 and λ<1.

Then, (M0, S0) is the unique solution of problem (5.8) if there exists W,F,H

and D such that:

TL(UV T +W ) +H = λ(sign(S0) + F + PΩD),

where W ∈ T⊥, ‖W‖ ≤ 1
2
, H ∈ Q⊥, F ∈ Ω⊥, ‖F‖∞ ≤ 1

2
, and ‖PΩD‖F ≤ 1

4
.

Therefore, from Lemma 8, it is sufficient to prove that the pair (M0, S0)

is the unique solution of (5.8) by providing dual certificates (W,H) obeying:

W ∈ T⊥

H ∈ Q⊥

‖W‖ ≤ 1
2

‖PΩ(TL(UV T +W ) +H)− λsign(S0)‖F ≤ λ
4

‖PΩ⊥(TL(UV T +W ) +H)‖∞ ≤ λ
2

C. Construction of Dual Certificates. Our proposed dual certificates are

independently constructed from two parts: One is constructed using golfing

scheme to handle low rank part and the other is constructed using inverse of

operator to handle sparse noise part. Golfing scheme [43] is a clever technique
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to construct certificates in recovery proofs. The idea is as follows. Consider

the set Ω ∼ Ber(ρ), or equivalently ΩC ∼ Ber(1−ρ). The complement set ΩC

can also be viewed as being jointly sampled from j0 i.i.d. Bernoulli procedures,

each of which follows Ber(q). Formally, ΩC =
⋃j0
j=1 Ωj, Ωj ∼ Ber(q) if:

(1− q)j0 = ρ. (5.13)

Therefore, a certificate can be jointly constructed upon each Ωj. Moreover,

the norm of constructed certificates will exponentially decrease step by step

for each Ωj, which will be useful for proving a constructed certificate to be in

a small magnitude in certain norm.

I. Certificates of low rank part. Fix j0 ≥ d2 log ne. Let ΩC =
⋃j0
j=1 Ωj,

Ωj ∼ Ber(q) i.i.d. for each Ωj where q satisfies (5.13). Let Yj, Zj ∈ Rd×d,

Y0 = 0, and define Yj, Zj recursively as:

Yj = Yj−1 + q−1TSPΩjTL(Zj),

Zj = UV T − PTYj.

We then set

WL = PT⊥Yj0 ,

HL = PQ⊥
∑
j

q−1PΩjTLZj−1.

II. Certificates of sparse noise part. Again, assume ‖PΩTLPT‖ ≤ 1/2,

then ‖PΩTLPTTSPΩ‖ ≤ 1/4 and thus the operator PΩ − PΩTLPTTSPΩ
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mapping Ω→ Ω is invertible. We then set:

W S = λPT⊥TS(PΩ − PΩTLPTTSPΩ)−1sign(S0),

HS = λPQ⊥(PΩ − PΩTLPTTSPΩ)−1sign(S0).

From above construction, we propose to produce dual certificates W =

WL+W S and H = HL+HS. Note that each part consists of two components,

which is different from certificates in PCP provided by [12].

D. Proving Validity of Dual Certificates. Obviously, W ∈ T⊥ and H ∈

Q⊥ by construction. Furthermore, observe that:

PΩTLW S + PΩH
S

=λPΩTL(I − PT )TS(PΩ − PΩTLPTTSPΩ)−1sign(S0)

+ λPΩPQ⊥(PΩ − PΩTLPTTSPΩ)−1sign(S0)

=λPΩ(I − TLPTTS)(PΩ − PΩTLPTTSPΩ)−1sign(S0)

=λsign(S0).

Therefore, it is clear that (W,H) is a pair of dual certificates if WL,W S, HL

and HS obey:
‖WL +W S‖ ≤ 1

2

‖PΩTL(UV T +WL) + PΩH
L‖F ≤ λ

4

‖PΩ⊥TL(UV T +WL+W S)+PΩ⊥(HS+HL)‖∞ ≤ λ
2

under the condition ‖PΩTLPT‖ ≤ 1/2. Moreover, it can be shown that such

a condition will naturally hold with large probability (provided |Ω| is not too
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large) by an auxiliary lemma (see Lemma 5 in [21] for details). Therefore,

Theorem 35 can be concluded by the following two lemmas.

Lemma 9 (Validity of Certificates of Low Rank Part). Let Ω ∼ Ber(ρ) where

0 < ρ ≤ ρs, and j0 = d2 log ne. Then under the conditions of Theorem 35,

WL and HL obey:

a. ‖WL‖ ≤ 1
4
,

b. ‖PΩTL(UV T +WL) + PΩH
L‖F ≤ λ

4

c. ‖PΩ⊥TL(UV T +WL) + PΩ⊥H
L‖∞ ≤ λ

4
.

Lemma 10 (Validity of Certificates of Sparse Noise Part). Suppose Ω ∼

Ber(ρ) and assume the sign of each nonzero in S0 is i.i.d. symmetric whose

randomness is independent to the location. Then under conditions of Theo-

rem 35, W S and HS obey:

a. ‖W S‖ ≤ 1
4
,

b. ‖PΩ⊥TLW S + PΩ⊥H
S‖∞ ≤ λ

4
.

E. Discussions. Although our proof structure is based on the proof of PCP

provided by [12], the proof is essentially different as the side information comes

in. We now highlight some high-level differences between our analysis and

previous analysis on standard robust PCA.

The first major difference comes from the dual certification Lemma 8,

in which we introduce a crucial term H ∈ Q⊥. Compared to the previous dual

certification lemmas [16, 12], the term H absorbs the part outside the feature
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space and enables us to build a bounded certificate W under a smaller d × d

space in the later steps. However, to deal with the additional term H, we have

to carefully develop a more sophisticated set of certificates WL,W S, HL and

HS, which is different from [12] in which breaking certificate into WL and W S

is sufficient.

Another major difference comes from the different dimensions of low

rank space T and sparse support Ω, where we mainly apply TL and TS to

resolve the mismatch of dimensionality. However, such a modification is far

from trivial since many arguments become implausible or even incorrect if

we directly convert dimensions using TS and TL, in which case alternative

arguments are required. For instance, in [12], a key property that makes low

rank and sparse components distinguishable is to show that Ω ∩ T = {0}

where both Ω and T are a set of n × n matrices. However, in our analysis

where matrices in T are d× d, showing TS(Ω) ∩ T = {0} is invalid since with

large probability TS(Ω) will be rank d, which must span a non-trivial subspace

of T . Thus, we have to prove a key lemma to show that the opposite argument

(i.e. Ω ∩ TL(T ) = {0}) holds instead (See [21] for more details).

Finally, we emphasize that the above complication is a blessing rather

than a curse to the result. In some sense, by considering more sophisticated

dual certificates, The bounded norm requirement of W becomes easier to sat-

isfy because its dimension is reduced from n to d (see Lemma 8). As a con-

sequence, valid certificates become producible for higher rank matrices, and

thus the rank boundary of Theorem 35 is improved.
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5.4 Experimental Results

We now present experimental results on exploiting side information us-

ing the proposed model (5.4) for various low-rank matrix learning problems.

For synthetic experiments, we show that our model performs better with the

aid of side information given observations are either only missing (i.e. matrix

completion setting), only corrupted (i.e. robust PCA setting) or both missing

and corrupted. For real-world applications, we consider three machine learn-

ing applications—relationship prediction, semi-supervised clustering and noisy

image classification—and show that each of them can be viewed as a problem

of learning a low-rank modeling matrix from missing/corrupted entries with

side information. As a result, by applying our model, we can achieve better

performance compared to other state-of-the-art methods in these applications.

5.4.1 Synthetic Experiments

To begin with, we show the usefulness of (both perfect and noisy) side

information in our model under different synthetic settings.

5.4.1.1 Experiments on Matrix Completion Setting

We first examine the effect of side information in our model in the case

of matrix completion. We create a low rank matrix L0 = UV T where the

true latent row/column space U, V ∈ R200×20, Uij, Vij ∼ N (0, 1). We then

randomly sample ρobs of entries Ωobs from L0 to form the observed matrix R =

153



0 0.5 1

ρ
f
: Feature noise level

0

0.2

0.4

0.6

0.8

1

R
e

la
ti

v
e

 e
r
r
o

r

SVDfeature

MC

IMC

IMCNF

(a) ρobs = 0.1

0 0.5 1

ρ
f
: Feature noise level

0

0.2

0.4

0.6

0.8

1

R
e

la
ti

v
e

 e
r
r
o

r

SVDfeature

MC

IMC

IMCNF

(b) ρobs = 0.25

0 0.5 1

ρ
f
: Feature noise level

0

0.2

0.4

0.6

0.8

1

R
e

la
ti

v
e

 e
r
r
o

r

SVDfeature

MC

IMC

IMCNF

(c) ρobs = 0.4

0 0.2 0.4

ρ
obs

: Sparsity of observations

0

0.2

0.4

0.6

0.8

1

R
e

la
ti

v
e

 e
rr

o
r

SVDfeature

MC

IMC

IMCNF

(d) ρf = 0.1

0 0.2 0.4

ρ
obs

: Sparsity of observations

0

0.2

0.4

0.6

0.8

1

R
e

la
ti

v
e

 e
rr

o
r

SVDfeature

MC

IMC

IMCNF

(e) ρf = 0.5

0 0.2 0.4

ρ
obs

: Sparsity of observations

0

0.2

0.4

0.6

0.8

1

R
e

la
ti

v
e

 e
rr

o
r

SVDfeature

MC

IMC

IMCNF

(f) ρf = 0.9

Figure 5.1: Performance of various methods for matrix completion under dif-
ferent sparsity of observations ρobs (upper figures) and feature quality ρf (lower
figures). We observe that all feature-based methods perform better than stan-
dard matrix completion (MC) given perfect features (ρf = 0). However, IM-
CNF is less sensitive to feature noise as ρf increases, indicating that it better
exploits information from noisy features.
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PΩobs(L0). In addition, we construct perfect side information X∗, Y ∗ ∈ R200×40

satisfying (5.2), from which we generate different quality of features X, Y with

a noise parameter ρf ∈ [0, 1], where X and Y are derived by replacing ρf of

bases in X∗ (and Y ∗) with bases orthogonal to X∗ (and Y ∗). We then consider

recovering the underlying matrix L0 given R, X and Y .

In this experiment, we consider the proposed IMCNF model (prob-

lem (5.6)) which is an instance of the general problem (5.4) for exploiting

noisy side information in matrix completion case. We compare IMCNF with

standard trace-norm regularized matrix completion (MC), IMC [51] and SVD-

feature [17]. The recovered matrix L∗ from each algorithm is evaluated by the

standard relative error:

‖L∗ − L0‖F
‖L0‖F

. (5.14)

For each method, we select parameters from the set {10α}2
α=−3 and report the

one with the best recovery. All results are averaged over 5 random trials.

Figure 5.1 shows results of each method under different ρobs = 0.1, 0.25, 0.4

and ρf = 0.1, 0.5, 0.9. We can first observe in upper figures that IMC and

SVDfeature perform similarly under each ρobs, and moreover, their perfor-

mance mainly depends on feature quality and will not be affected much by the

number of observations. Although their performance is comparable to IMCNF

given perfect features (ρf = 0), their performance quickly drops when features

become noisy. This phenomenon is more clear in figure 5.1c and 5.1f where

we see that given noisy features, IMC and SVDfeature will be easily trapped

by feature noise and perform even worse than pure MC. Another interesting
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finding is that even if feature quality is as good as ρf = 0.1 (Figure 5.1d),

IMC (and SVDfeature) still fails to achieve 0 relative error as the number of

observations increases, suggesting that IMC is sensitive to feature noise and

cannot guarantee recoverability when features are not perfect. On the other

hand, we see that performance of IMCNF can be improved by both better

features and more observations. In particular, it makes use of informative

features to achieve lower error compared to MC and is also less sensitive to

feature noise compared to IMC and SVDfeature. These results empirically

support the analysis presented in Section 5.3.1.

5.4.1.2 Experiments on Robust PCA Setting

In this experiment, we examine the effect of both perfect and noisy side

information in the proposed model for robust PCA as follows. We create a

low-rank matrix L0 = UV T , where U, V ∈ Rn×r, Uij, Vij ∼ N(0, 1/n) with

n = 200 and r = 40. We also form a sparse noise matrix S0 where each

entry will be a non-zero entry with probability ρs, and each non-zero entry

will take values from {±1} with equal probability. We then construct noisy

features X, Y ∈ R200×50 with a noise parameter ρf using the same construction

in the previous experiment, i.e. features X/Y will only span 40× (1−ρf ) true

bases of U/V . We then consider to recover the low-rank matrix given the fully

observed matrix R = L0 + S0 along with noisy side information X and Y .

We consider the following three methods: PCP [12] which does not

exploit features, PCPF (problem (5.8)) which theoretically exploits perfect
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features using bilinear embedding, and PCPNF (problem (5.7)) for incorpo-

rating noisy side information. Note that PCPF and PCPNF are instances of

our proposed model (5.4) that exploits side information for robust PCA prob-

lem as discussed in Section 5.2.2. The same relative error criterion (5.14) is

used for evaluation.

Figure 5.2 shows the performance of each method given different feature

quality under ρs = 0.1, 0.2, 0.3. We first see that when features are perfect

(ρf = 0), both PCPF and PCPNF can exactly recover the underlying matrix,

while pure PCP fails to recover L0 if ρs ≥ 0.2. This result confirms that both

PCPNF and PCPF can leverage perfect features for better recovery. However,

as features become noisy (larger ρf ), we see that PCPF quickly performs worse

as it is misled by noise in features, while PCPNF can better exploit noisy

features for recovery. In particular, in Figure 5.2b, we observe that PCPNF

still recovers L0 given noisy yet reasonably good features (0 < ρf < 0.4),

whereas PCP and PCPF fail to recover L0. These results show that PCPNF

can take advantage of noisy side information for learning L0 given corrupted

observations.

5.4.1.3 Experiments on Learning with Missing and Corrupted Ob-
servations

We now further examine to what extent can side information help the

learning using our model when observations are both missing and corrupted.

We consider the same construction of L0 and S0 as in the previous experiment,
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Figure 5.2: Performance of various methods for robust PCA given different
feature noise level ρf and sparsity of corruption ρs. These results show that
PCPNF can make use of noisy yet informative features for better recovery.

and generate perfect feature matrices X, Y ∈ Rn×d with d = r + 10. We then

form the observation set Ωobs by randomly sampling ρobs of entries from all

n2 indexes, and take R = PΩobs(L0 + S0) as the observed matrix. The goal is

therefore to recover L0 given R along with side information X and Y .

To exploit the advantage of side information, we consider the proposed

model in form (5.5) where we further set α = 1 and β = ∞ to force N∗ to

be zero for better exploiting perfect features, and compare it with the prob-

lem (5.1) which tries to recover L0 only using structural information. Notice

that when ρobs = 1.0, the given problem becomes a robust PCA problem

where R is a fully observed matrix, in which case problem (5.1) reduces to

PCP method and our model reduces to PCPF objective (problem (5.8)), re-

spectively. From this aspect, we refer to problem (5.1) as “PCP with partial

observations” (PCP-part) and our model as “PCPF with partial observations”

(PCPF-part). The relative error criterion (5.14) is again used to evaluate the

recovered matrix. Here, we regard the recovery to be successful if the error is
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Figure 5.3: Performance of PCP-part and PCPF-part with perfect features
for recovering L0 from missing and corrupted observations (controlled by ρobs
and ρs respectively). Both methods achieve recovery in white region and fail
in black region, yet there is a gray region where only PCPF-part achieves re-
covery. This shows that by leveraging perfect features, PCPF-part can recover
a much larger class of L0 given both missing and corrupted observations are
present.

less than 10−4. The parameter λ in both methods are set to be 1/
√
ρobsn.

We compare the recoverability of PCP-part and PCPF-part by varying

rank of L0 (r) and sparsity of S0 (ρs) under different ρobs = 1.0, 0.7 and 0.5.

For each pair of (r, ρs), we apply both methods to obtain the estimated low-

rank matrix L∗. We then mark the grid point (r, ρs) to be white if recovery

is attained by both methods and black if both fail. We also observe that in

several cases recovery cannot be attained by PCP-part but can be attained

by PCPF-part, and these grid points are marked as gray. The results are

shown in Figure 5.3. We observe that for each ρobs, there exists a substantial

gray region where matrices in such a region can be recovered only by PCPF-

part. This result shows that in the case where both missing and corrupted

entries are present, by exploiting side information, the proposed model is able
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to further recover a large amount of matrices which cannot be recovered if no

side information is provided.

5.4.2 Real-world Applications

We now consider three applications—relationship prediction in signed

networks, semi-supervised clustering and noisy image classification—which can

be cast to problems of low-rank matrix learning from missing/corrupted entries

with additional side information. As a consequence, we show that by learning

the low-rank modeling matrix using our proposed model, we can achieve better

performance compared to other methods for these applications as our model

can better exploit side information in learning.

5.4.2.1 Relationship Prediction in Signed Networks

We first consider relationship prediction problem in an online review

website Epinions [71], where people can write product reviews and choose to

trust or distrust others based on their reviews. Such a social network can be

modeled as a signed network where each person is treated as an entity and

trust/distrust relationships between people are modeled as positive/negative

edges between entities [65]. The relationship prediction problem in signed

network is to predict unknown relationship between any two users given the

current network snapshot. While several methods are proposed, a state-of-

the-art approach is the low-rank model [49, 23] which first conducts matrix

completion on the adjacency matrix and then uses the sign of the completed
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matrix for prediction. However, these methods are developed based only on

network structure. Therefore, if features of users are available, we can also

extend the low-rank model by incorporating user features in the completion

step.

The experiment setup is described as follows. In this dataset, there are

about n = 105K users and m = 807K observed relationship pairs where 15%

relationships are distrust. In addition to the who-trust-to-whom information,

we are also given a user feature matrix Z ∈ Rn×41 where for each user a

41-dimensional feature is collected based on the user’s review history, such as

number of positive/negative reviews the user gave or received. We consider the

following prediction methods: walk and cycle-based methods including HOC-

3 and HOC-5 [23], and the original low-rank model with matrix factorization

for the completion step (LR-ALS) [49]. These methods make the prediction

based on network structure without considering user features. We further

consider the extended low-rank model where the completion step is replaced by

IMCNF and IMC [53], both of which thus incorporate user features implicitly

for prediction. Since row and column entities are both users, X = Y = Z

is set for both IMCNF and IMC methods. We randomly divide the edges

of the network into 10 folds and conduct the experiment using 10-fold cross

validation, in which 8 folds are used for training, one fold for validation and

the other for testing. Parameters for validation in each method are chosen

from the set t2
α=−3{10α, 5× 10α}.

The averaged accuracy and AUC of each method are reported in Ta-
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Method IMCNF IMC MF-ALS HOC-3 HOC-5
Accuracy 0.9474±0.0009 0.9139±0.0016 0.9412±0.0011 0.9242±0.0010 0.9297±0.0011

AUC 0.9506 0.9109 0.9020 0.9432 0.9480

Table 5.2: Relationship prediction on Epinions network. We see that given
noisy user features, IMC performs worse even than methods without features
(MF-ALS and HOCs), while IMCNF outperforms others by successfully ex-
ploiting noisy features.

ble 5.2. We first observe that IMC performs worse than LR-ALS even though

IMC takes features into account. It is because these user features are only

partially related to the relationship matrix, and IMC is misled by such noisy

features. On the other hand, IMCNF performs the best among all prediction

methods, as it performs slightly better than LR-ALS in terms of accuracy

and much better in terms of AUC. This result shows that IMCNF can exploit

weakly informative features to make better prediction without being trapped

by feature noise.

5.4.2.2 Semi-supervised Clustering

Semi-supervised clustering is another application which can be trans-

lated to learning a low-rank matrix with partial observations. Given an feature

matrix Z ∈ Rn×d of n items and m pairwise constraints specifying whether

item i and j are similar or dissimilar, the goal is to find a clustering of items

such that most similar items are within the same cluster.

First, note that the problem can be sub-optimally solved by dropping

either constraint or feature information. For example, traditional clustering

algorithms (such as k-means) can solve the problem based purely on features
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of items. On the other hand, one can also obtain a clustering purely from the

pairwise constraints using matrix completion as follows. Let S ∈ Rn×n be the

(signed) similarity matrix constructed from the constraint set where Sij = 1 if

item i and j are similar, −1 if dissimilar and 0 if similarity is unknown. Then

finding a clustering of n items becomes equivalent to finding a clustering on

the signed graph S, where the goal is to put items (denoted as nodes) into

k groups so that most edges within the same group are positive and most

edges between groups are negative [23]. As a result, one can apply a matrix

completion approach proposed in [23] to solve the signed graph clustering

problem, which first conducts matrix completion on S and runs k-means on

the top-k eigenvectors of completed S to obtain a clustering of nodes.

Apparently, either dropping features or constraint set is not optimal for

semi-supervised clustering problem. Thus, many algorithms are proposed to

take both item features and constraints into account, such as metric-learning-

based approaches [28], spectral kernel learning [67] and MCCC algorithm [96].

Among many of them, MCCC algorithm is a cutting edge approach which

essentially solves semi-supervised clustering using IMC objective. Observing

that each pairwise constraint can be viewed as a sampled entry from the matrix

L0 = UUT where U ∈ Rn×k is the clustering membership matrix, MCCC tries

to complete L0 back as ZMZT using IMC objective. Furthermore, since the

completed matrix is ideally L0 whose subspace spans U , it thus conducts k-

means on the top-k eigenvectors of the completed matrix to obtain a clustering.

However, since MCCC is based on IMC, its performance thus heavily
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depends on the quality of features. Therefore, we propose to replace IMC with

IMCNF in the matrix completion step of MCCC, and then run k-means on

the top-k eigenvectors of the completed matrix to obtain a clustering. Both

X and Y are again set to be Z as the target low-rank matrix describes the

similarity between items. This algorithm can be viewed as an improved version

of MCCC to handle noisy features Z.

We now compare our algorithm with k-means, signed graph clustering

with matrix completion [23] (SignMC) and MCCC [96] on three real-world

datasets: Mushrooms, Segment and Covtype. 5 All of them are classification

benchmarks where features and ground-truth labels of items are both available,

and the ground-truth cluster of each item is defined by its ground-truth label.

The statistics of datasets are summarized in Table 5.3. For each dataset, we

randomly sample m = [1, 5, 10, 15, 20, 25, 30]×n clean pairwise constraints and

input both constraints and features to each algorithm to obtain a clustering π,

where πi is the cluster index of item i. We then evaluate π using the following

pairwise error:

n(n− 1)

2

( ∑
(i,j):π∗i =π∗j

1 [πi 6= πj] +
∑

(i,j):π∗i 6=π∗j

1 [πi = πj]

)
where π∗i is the ground-truth cluster of item i.

Figure 5.4 shows the clustering result of each method given various

numbers of constraints on each dataset. We first see that for the Mushrooms

5All datasets are available at http://www.csie.ntu.edu.tw/~cjlin/libsvmtools/

datasets/. For Covtype, we subsample from the entire dataset to make each cluster has
balanced size.
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number of items n feature dimension d number of clusters k
Mushrooms 8124 112 2

Segment 2319 19 7
Covtype 11455 54 7

Table 5.3: Statistics of semi-supervised clustering datasets.

dataset where features are perfect (100% training accuracy can be attained by a

linear-SVM for classification), both MCCC and IMCNF can obtain the ground-

truth clustering with 0 error rate, which indicates that MCCC (and IMC) is

indeed effective with perfect features. For the Segment and Covtype datasets,

we observe that the performance of k-means and MCCC is dominated by

feature quality. Although MCCC is still benefited from constraint information

as it outperforms k-means, it clearly does not make the best use of constraints

since its performance is not improved even if number of constraints increases.

On the other hand, the error rate of SignMC can always decrease down to 0

by increasing m; however, since it disregards features, it suffers from a much

higher error rate than other methods when constraints are few. Finally, we see

that IMCNF combines advantages from both MCCC and SignMC, as it not

only makes use of features when few constraints are observed, but also leverages

constraint information to avoid being trapped by feature noise. Therefore, the

experiment shows that by carefully handling side information using IMCNF

model, we can further improve the state-of-the-art semi-supervised clustering

algorithm.
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Figure 5.4: Performance of various semi-supervised clustering methods on
real-world datasets. For the Mushrooms dataset where features are perfect,
both MCCC and IMCNF can output the ground-truth clustering with 0 error
rate. For Segment and Covtype where features are more noisy, IMCNF model
outperforms MCCC as its error decreases given more constraints.

5.4.2.3 Noisy Image Classification

Finally, we consider noisy image classification problem as an application

of low-rank matrix learning with corrupted observations. In this problem, we

are given a set of correlated images in which a few of pixels are corrupted, and

the task is to denoise the images so that one can classify the images correctly.

Since the underlying clean images are correlated and thus share an implicit

low-rank structure, standard robust PCA could be used to identify sparse

noise and recover the (low-rank approximation of) clean images. However, in

certain cases, low-dimensional features of images may also be available from

other sources. For example, suppose the set of images are human faces, then

the principal components of general human faces—known as Eigenface [88]—

could be used as features, and such features could be helpful in the denoising

process.

Motivated by the above realization, here we consider multiclass classifi-
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cation on a set of noisy images from the MNIST dataset. The dataset includes

50, 000 training images and 10, 000 testing images, and each image is a 28×28

handwritten digit represented as a 784-dimensional vector. We first pre-train

both multiclass linear and kernel SVM classifiers on the clean training images,

and perturb the testing image set to generate noisy images R. Precisely, let

L0 ∈ R784×10000 be the set of (clean) testing images, where each row denotes

a pixel and each column denotes an image. We then construct a sparse noise

matrix S0 ∈ R784×10000 where ρs of entries are randomly picked to be corrupted

by setting their values to be 255. The observed noisy images is thus given by

R = min(L0 + S0, 255). In the following, we show that by exploiting features

of row and column entities in this problem, we can better denoise the noisy

images for classification.

Exploiting Eigendigit Features. We first exploit “Eigendigit” features to

help denoising. We take the training image set to produce the Eigendigit

features X ∈ R784×300 using PCA and simply set Y = I as we do not consider

any column features here. We then inputR into PCP to derive a set of denoised

images L∗pcp and input R, X and Y (which is I) into PCPF (problem (5.8))

to derive another set of denoised images L∗pcpf = XM∗. Both L∗pcp and L∗pcpf

will be low rank approximations of the clean images. Note that although the

Eigendigit featuresX will not satisfy (5.2) which is assumed in the derivation of

PCPF, we could heuristically incorporate it using PCPF in this circumstance

because X is still expected to contain unbiased information of the low-rank
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linear SVM classifiers kernel SVM classifiers
ρs Clean Noisy PCP PCPF ρs Clean Noisy PCP PCPF
0.1

91.96
59.63 86.33 87.88 0.1

98.33
18.47 94.85 95.89

0.2 38.16 85.94 87.48 0.2 10.32 94.55 95.48
0.3 25.63 78.52 79.84 0.3 10.32 87.00 87.78

Table 5.4: Digit classification accuracy of PCP and PCPF with Eigendigit
features. The column Clean shows the accuracy on L0 and the column Noisy
shows the accuracy on R. Denoised images from both PCP and PCPF achieve
much higher accuracy than noisy images, and PCPF further outperforms PCP
by incorporating Eigendigit features.

approximation of the clean digits. 6

To compare the quality of denoised images of PCP and PCPF, we in-

put L∗pcp and L∗pcpf to pre-trained SVMs for digit classification and report the

results in Table 5.4. Both methods are somehow effective for denoising sparse

noise, since accuracies achieved by the denoised images are much closer to the

clean images compared to the noisy images. Furthermore, PCPF consistently

achieves better accuracies than PCP under different ρs, showing that incor-

porating Eigendigit features using PCPF is helpful on denoising process for

classification.

Exploiting both Eigendigit and Label-relevant Features In addition

to the Eigendigit features X, now we further exploit features for column en-

tities. Ideally, the column features Y may describe the relevant information

between images, which could be extremely useful for classification. Thus, we

6Rigorously speaking, the ground-truth L0 is not even low-rank, but only approximately
low-rank.
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Figure 5.5: Digit classification accuracy of various methods with both
Eigendigit and label-relevant features. For each ρs, we construct the label-
relevant features Y with different quality by varying ρf . The results show that
PCPNF-w/Y is able to better exploit noisy label-relevant features Y .

generate the “label-relevant” features Y for column entities as follows. Let

Y ∗ ∈ R10000×10 be a perfect column feature matrix where the i-th column of

Y ∗ is the indicator vector of digit i − 1 (so Y ∗ contains ground-truth label

information). We then randomly pick ρf of rows in Y ∗ and shuffle these rows

to form Ỹ , which correspondingly means that 10, 000× ρf images have noisy

relevant information in Ỹ . Finally, we form the column feature Y ∈ R10000×50

which spans Ỹ . Thus, the quality of Y depends on the parameter ρf ∈ [0, 1]

and smaller ρf results in better label-relevant features.

We consider four approaches for denoising in the following experiment.
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The first two baseline methods are PCP and PCPF with only Eigendigit fea-

tures X. Both methods are the ones we considered in the previous experiment

which do not take label-relevant features into account. Moreover, we consider

using PCPF and PCPNF to incorporate both the Eigendigit features X and

the label-relevant features Y for denoising, and we name them as “PCPF-

w/Y” and “PCPNF-w/Y” to emphasize that they embed the label-relevant

features Y . We apply each method to denoise noisy images under different ρf

and ρs and examine the quality of denoised images by testing the accuracies

they achieve in pre-trained SVMs.

The results are shown in Figure 5.5. In each figure, we fix the spar-

sity of noise ρs and try to recover the clean images using each method with

different quality of Y . We can see that the perfect label-relevant features are

extremely useful, as when ρf = 0, recovered images from both PCPF-w/Y and

PCPNF-w/Y achieve even much higher accuracies compared to the clean im-

ages (reported in Table 5.4). However, once ρf increases, PCPF-w/Y quickly

fails as its accuracy drops drastically (accuracies become much lower than 70

for ρf > 0.5 and thus are not shown in figures). On the other hand, we see

that PCPNF-w/Y performs much better than PCPF-w/Y on exploiting noisy

label-relevant features, as it still achieves better accuracies compared to both

PCPF and PCP when ρf > 0. The results again demonstrate the effectiveness

of our proposed model on exploiting noisy side information.
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5.5 Related Work

Learning a low-rank matrix from imperfect observations is an expansive

domain in machine learning including many fundamental problems, such as

Principal Component Analysis (PCA) [48], matrix completion [13], low-rank

matrix sensing [98] and robust PCA [92]. While each of the above topics is

an independent research area burgeoning in recent years, our main focus is

to study the usefulness of side information in low-rank matrix learning where

the observations are partial and/or corrupted in both theoretical and practical

aspects.

Learning a low-rank matrix from partial observations is well-known

as matrix completion problem, which has been successfully applied to many

machine learning tasks including recommender systems [62], social network

analysis [49, 23] and clustering [19]. Several theoretical foundations have also

been established. One of the most striking results is the exact recovery guar-

antee provided by [13] and [11] where the authors showed that O(npolylogn)

observations are sufficient for exact recovery with high probability, provided

that entries are uniformly sampled at random. Several works also study recov-

ery under non-uniform distributional assumptions [77], distribution-free set-

tings [84] and noisy observations [61, 10].

A few research papers also consider side information in the matrix com-

pletion setting [74, 17, 75, 86]. Although most of them found that features

are helpful in certain applications [74, 86] and in the cold-start setting [75],

they mainly focus on the non-convex matrix factorization formulation with-
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out any theoretical analysis on the effect of side information. More recently,

[53] studied Inductive Matrix Completion (IMC) objective to incorporate side

information, and several follow-up works also consider IMC with trace norm

regularization [94, 98]. All of them showed that recovery can be achieved

by IMC with much lower sample complexity provided perfect features. How-

ever, as we have discussed, given imperfect features, IMC cannot recover the

underlying matrix and may even suffer from poor performance in practice.

This observation leads us to further develop an improved model which better

exploits noisy side information in learning (see Section 5.2.2).

Robust PCA is another prominent instance of low-rank matrix learning

from imperfect observations, where the goal is to recover a low-rank matrix

from a full matrix in which a few of entries are arbitrarily corrupted by sparse

noise. This sparse structure of noise is common in many applications such as

image processing and bioinformatics [92]. Researchers have also investigated

several approaches to robust PCA with theoretical guarantees [16, 12]. Perhaps

the most remarkable milestone is the strong guarantee provided by [12], in

which the authors showed that under mild conditions, low-rank and sparse

structure are exactly distinguishable. Several extensions of robust PCA have

also been considered, such as robust PCA with column-sparse errors [93], with

missing data [12, 18] and with compressed data [45].

However, unlike matrix completion, there is little research that directly

exploits side information in the robust PCA problem, leaving the advantage

of side information in robust PCA unexplored. Though it may appear that
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one can extend the analysis of side information in matrix completion to robust

PCA as both problems share certain similarities, the robust PCA problem

is still essentially different—in fact harder—from matrix completion in many

aspects. In particular, matrix completion has been mostly used for miss-

ing value estimation, where the emphasis is to accurately recover the missing

entries given trustable, partial observations, while robust PCA is a matrix sep-

aration problem where one has to identify the corrupted entries given full yet

untrustable observations. This difference naturally precludes a direct exten-

sion from the analyses of matrix completion to robust PCA. Nevertheless, [21]

has recently shown that given perfect features, exact recovery of higher-rank

matrices becomes attainable in the robust PCA problem, indicating that side

information in robust PCA can be exploited. Also, we extend [21] and develop

a more general model which can further exploit noisy side information to help

solve the robust PCA problem.

Another model that shares certain similarities to robust PCA with side

information is Low-Rank Representation (LRR), which emerged from the sub-

space clustering problem [70, 69]. Given that the observed data matrix is

corrupted by sparse errors, LRR model assumes that the underlying low-rank

matrix can be represented by a linear combination of a provided dictionary.

Interestingly, LRR can be thought of as a special case of the proposed PCPF

model (problem (5.8)) where the given dictionary serves as the row features

X. Our problem setting is also more general than LRR as we consider incor-

porating both row and column features to help recovery.
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5.6 Summary of the Contribution

We propose several new models to incorporate both perfect and noisy

side information for the problem of low-rank matrix learning from missing

and/or corrupted observations. The IMCNF model which exploits noisy side

information in matrix completion is published in [20]. The PCPF model which

exploits perfect side information in robust PCA is published in [21]. We further

propose a general model (problem (5.4)) which provides a general treatment

to exploit side information for low-rank matrix learning from both missing and

corrupted observations. These materials are under preparation for submitting

to a machine learning journal.
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