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Performance and power efficiency are two of the most critical aspects

of computing systems. Moore’s law (the doubling of transistors in a chip ev-

ery 18 months), coupled with Dennard scaling, enabled a synergy between

device, circuit, microarchitecture, and architecture to drive improvements in

those two critical aspects. With the recent end of Dennard scaling, on-chip

transistor count continues to increase, but the smaller transistor size no longer

provides performance per power gain. The divergence between transistor den-

sity increases and power efficiency gain decreases results in processor design

paradigm shifts from the single-core CPU architecture to the multicore or

manycore CPU architecture, and eventually to the heterogeneous architecture.

Besides performance and power efficiency, reliability is another crucial

computing requirement. However, regardless of how the architecture evolves,
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processors still need to trade off a significant portion of performance or power

efficiency to ensure reliability. When running on the silicon, processors ex-

perience continuously varying operating conditions, such as process, voltage,

and temperature (PVT) variation. All the variation may slow down circuit

speed and cause timing errors. The traditional approach to ensuring the reli-

able operation in the presence of possible worst-case conditions is to statically

assign a large-enough voltage margin (or guardband). But such an approach

leads to wasted energy, because the worst-case condition rarely occurs, and the

processor could have operated at a lower voltage most of the time [36,48,77].

We need to actively manage the voltage guardband to fully unlock the

efficiency potential of heterogeneous architectures. However, guardband man-

agement in heterogeneous architectures is a particularly challenging problem

that has not been studied by prior work. On one hand, as transistors become

smaller, the impact of PVT variation relative to the nominal voltage becomes

more significant [60]. On the other hand, increasing core count in the proces-

sor results in a larger die area and a higher peak power consumption, both of

which complicate and enlarge the impact of PVT variation.

To this end, this thesis studies cross-layer mechanisms that span from

the circuit to (micro)architecture to software runtime for managing the guard-

band in the heterogeneous architecture. Most prior works have studied guard-

band management mechanisms only in the circuit or (micro)architecture level.

In comparison, my colleagues and I studied cross-layer mechanisms that require

lower hardware design complexity and incur less implementation overhead be-
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cause the software takes a major role in guardband management. Moreover,

the cross-layer mechanisms alleviate the need for (micro)architecture-specific

optimizations, which make them scalable solutions in the current era of rapidly

evolving heterogeneous architectures. This thesis performs such a study in the

manycore GPU architecture, which is a representative heterogeneous architec-

ture and has been widely adopted in mainstream computing.

The first part of the thesis focuses on the modeling and characterization

of PVT variation in the GPU architecture. We first perform a thorough charac-

terization of the underlying PVT variation’s impact on the voltage guardband

based on hardware measurements. After identifying voltage variation (noise)

as the most challenging and necessary factor for guardband management, we

study methodologies for how to accurately model voltage noise in the many-

core architecture. The insights on how the circuit, microarchitecture, and

program interact with each other to affect the PVT variation lay foundations

for cross-layer guardband management mechanisms studied in this thesis.

The second part of this thesis studies two guardband-management tech-

niques and demonstrates that they can significantly improve the GPU ar-

chitecture’s energy efficiency. We first study how to improve the worst-case

guardbanding design by performing voltage smoothing, which effectively mit-

igates large voltage noise and achieves significant energy savings with less

guardband requirement. We then study how to adapt to the program-specific

guardband requirement to fully unlock the current GPU’s efficiency potential.

We propose a mechanism called predictive guardbanding, in which the pro-
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gram directly predicts its voltage requirement. The proposed design leverages

cross-layer optimization to minimize hardware complexity and overhead.

The last part of this thesis studies reliability optimization when the

prediction in the predictive guardbanding fails with an unexpected error mar-

gin. We advocate maintaining system-level reliability, and we propose a design

paradigm called asymmetric resilience, whose principle is to develop the reli-

able heterogeneous CPU-GPU system centering around the CPU. This generic

design paradigm eases the GPU away from reliability optimization. We present

design principles and practices for the heterogeneous system that adopts such

design paradigm. Following the principles of asymmetric resilience, we demon-

strate how to use the CPU architecture to handle GPU execution errors, which

lets the GPU focus on typical case operation for better energy efficiency. We

explore the design space and demonstrate that it can be used as the safety-net

mechanism in predictive guardbanding with reasonable overhead.
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Chapter 1

Introduction

In the introduction chapter, we explain that balancing the performance,

power, and reliability of modern processors is crucial. At the heart of achieving

such balance is the processor supply voltage, the scaling of which has recently

come to an end. Moreover, this problem must be studied in a new context

because of processor design paradigm shifts such as manycore and heteroge-

neous architectures. To this end, we take a systematic and principled approach

for studying how to further push down the processor supply voltage through

guardband management in the modern heterogeneous architecture.

1.1 Balancing Performance, Power, and Reliability

Computing technology has significantly impacted society by transform-

ing many important domains, including medical science (genomic sequenc-

ing [19] and cardiac modeling [54]), transportation (self-driving car [41, 55]),

socialization (social networking websites [35]), productivity (mobile applica-

tions [65]), and entertainment (augmented/virtual reality [87]). These emerg-

ing applications are enabled by the advancements of computing systems in

three critical aspects: performance, power efficiency, and reliability. Most

1



of them require high-performance computational capability. All of the ap-

plications need to operate within a given energy/power budget due to their

pervasive scale and function reliably due to their significant impact on society.

Continuing the advancements of performance, power, and reliability

for future computing systems has become a great challenge. Moore’s law (the

doubling of transistors in a chip every 18 months), coupled with Dennard scal-

ing, enabled a synergy between the device, circuit, and (micro)architecture to

drive improvements in those critical aspects. With the recent end of Dennard

scaling [37], on-chip transistor count continues to increase, but the smaller

transistor size no longer provides performance per power gain. Meanwhile,

maintaining reliability has also become increasingly challenging as the transis-

tor size gets close to the physical limitations.

As the divergence between transistor density and power efficiency gain

enlarges, architectural innovation has become the most important driver for

addressing the challenge of improving the performance and power efficiency of

future processors. To this end, there have been two major architectural design

paradigm shifts. The first is the adoption of the multi-core and manycore ar-

chitecture. The second is the emergence of heterogeneous architecture that di-

verges from the traditional instruction-level parallelism (ILP) optimized CPU

design. For example, the GPU architecture [94,97,99] leverages data-level par-

allelism (DLP), and numerous hardware accelerators [24,25,114,141] leverage

algorithm or application specific computation and communication patterns.

These architectural paradigm shifts lead to performance and power
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efficiency improvements, but they also impose new challenges for ensuring the

reliability. Compared to the single-core CPU processor, emerging processor’s

high number of core counts and distinctive architecture from the CPU’s can

not only alter the way how known factors cause processor execution errors

but also introduce new factors that impose such threat. Thus, balancing the

performance, power efficiency, and reliability in the heterogeneous architecture

requires a new and systematic study as explained in the next section.

1.2 Voltage Guardband Management

In this thesis, we study voltage guardband optimization in the het-

erogeneous architecture because it is one of the most important aspects for

balancing processors’ performance, power efficiency, and reliability. Design-

ers rely on the voltage guardband to ensure processors’ reliable execution in

the presence of possible worst-case operating conditions. A processor expe-

riences constantly varying operating conditions, either due to the imperfect

manufacturing process (i.e. process variation), or the interaction between the

processor and its environment (including voltage variation, temperature vari-

ation, and aging). All those conditions can cause a processor execution error,

and the traditional solution to such issue is to assign statically a large-enough

voltage margin to offset the possible impact of worst-case conditions. But

such solution comes at the cost of sacrificing the processor’s performance or

power efficiency because conditions rarely occur and the processor could have

operated with a higher frequency or a lower voltage at most times.
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We need to actively manage the voltage guardband in the heterogeneous

architecture to fully unlock its potential. Actively adapting to the varying op-

erating conditions can significantly improve processors’ performance [145] and

energy efficiency [77]. However, this is an unexplored and challenging problem

in the heterogeneous architecture because the underlying process, voltage, and

temperature (i.e. PVT) variation are more complicated and profound. The

increasing core count in processors results in the larger die area and higher

peak power consumption, which complicate and enlarge the impact of PVT

variation. Moreover, the heterogeneous architecture is enabled by transistor

scaling. In the near future, the transistor will continue to scale, but the impact

of PVT variation relative to the nominal voltage becomes more significant [60].

In this thesis, we aim at holistic and cross-layer guardband management

mechanisms in the heterogeneous architecture that span from the circuit to

(micro)architecture to software runtime. Most prior arts have only studied the

guardband management for the single-core or multi-core CPU architecture

in the level of circuit or (micro)architecture. Compared to the circuit-only

solution [17, 39, 77, 137], the cross-layer approach has lower hardware design

complexity and less implementation overhead because the software participates

in the guardband management. Compared to the (micro)architecture-only

solution [30,31,36,60,116], the cross-layer approach reduces the requirement of

the (micro)architecture specific optimization and provides a scalable solution

in the current era when processor architecture is rapidly evolving.

This thesis follows a systematic methodology to study efficient guard-
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guardband management in the manycore GPU architecture.

band mechanisms in the manycore GPU architecture, which is a widely adopted

and representative heterogeneous architecture. Thus, most of our insights

are applicable to generic manycore architectures. Figure 1.1 shows the thesis

overview. We first aim to understand the guardband management problem in

the GPU architecture by performing accurate modeling and thorough char-

acterization of the main impacting factors. These efforts led to our proposed

cross-layer guardband management techniques for improving GPU’s energy

efficiency while minimizing hardware complexity and overhead. We further

optimize its reliability with a proposed cross-architecture mechanism.

Modeling and Characterization The first part of the thesis focuses on

modeling and characterization of the PVT variation in the manycore archi-

tecture. Those efforts let us comprehensively understand how the circuit,

microarchitecture, and program interact with each other to affect the PVT

variation, which are foundations for seeking cross-layer guardband manage-

ment mechanisms. We first perform a thorough characterization of the PVT

variation’ impact on the GPU voltage guardband. We then study an accurate
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voltage variation (noise) modeling methodology after identifying it as the most

significant and challenging factor for guardband management.

Cross-Layer Guardband Management We study two guardband man-

agement techniques to balance the GPU architecture’s performance, power

efficiency, and reliability, as shown in Figure 1.1. First, we study how to

improve the worst-case guardbanded design by performing voltage smooth-

ing, which can effectively mitigate the worst-case voltage noise magnitude and

achieve significant energy savings with fewer guardband requirements. Second,

we study how to fully unlock the energy efficiency improvement potential of

the current GPU architecture by adapting to the program-specific guardband

requirement. We achieve that with the proposal of predictive guardbanding,

in which the software uses the hardware feedback to predict its guardband

requirement. Such guardband management approach leverages the cross-layer

optimization to minimize the hardware design complexity and overhead.

Cross-Architecture Guardband Management We further study the re-

liability optimization when the prediction in the predictive guardbanding fails

with an unexpected error margin. We propose the concept of asymmetric

resilience, the fundamental principle of which is to ensure the system-level re-

liability using the CPU architecture. Following the principles of asymmetric

resilience, we demonstrate how to use the CPU architecture to handle GPU

execution errors, which lets GPU focus on typical case operation for better
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energy efficiency. We prototype it in the CPU-GPU heterogeneous system.

We explore its design space and show that it can be used as the safety-net

mechanism in the predictive guardbanding with negligible overhead.

1.3 Thesis Statement

The traditional worst-case voltage guardband design methodology en-

sures processors’ reliable execution in the presence of possible worst-case op-

erating conditions but sacrifices performance and power efficiency. Instead,

active voltage guardband management can lead to significant performance or

power-efficiency improvements. However, the guardband management for fu-

ture processors is becoming increasingly complicated and challenging owing

to the smaller transistor size and greater core counts in the heterogeneous

architecture. To this end, the thesis proposes the following thesis statement:

Supply voltage noise, which is the result of processor performance and

power interaction, makes active guardband management progressively harder

in heterogeneous architectures because the increasing number of cores and dif-

ferent microarchitectures can alter the interaction. As such, an accurate, fast,

and flexible power and voltage modeling methodology is crucial towards tack-

ling the problem in the heterogeneous computing era. The guardband manage-

ment needs to be scalable as the number of cores increases. The hierarchical

solution provides such scalability and minimizes the comminucation overhead

by grouping cores into different clusters according to their spatial location and

only allowing fine-grained communication within a cluster. The guardband
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management also needs to provide scalability in the rapidly evolving microar-

chitecture era. It can achieve that by optimizing the entire stack, where it

offloads the complex operating voltage prediction task to the software layer,

and offloads the microarchitecture-dependent reliability optimization task to

the general-purpose CPU architecture layer.

1.4 Contributions

The goal of the thesis is to explore the efficient guardband management

mechanisms that leverage both the program and architecture characteristics

to balance performance, power, and reliability in the manycore GPU architec-

ture. The first part of the thesis focuses on the modeling and characterization

of the underlying process, voltage, and temperature (PVT) variation in the

manycore architecture. The second part of the thesis focuses on guardband

optimization in two kinds of GPU architectures: i) the traditional worst-case

guardbanded GPU architecture, and ii) the cross-layer typical-case optimized

GPU architecture. The third part of the thesis focuses on the mechanism for

ensuring the system-level reliability in the presence of the worst-case condition.

This thesis makes the following fundamental contributions.

1. This thesis first identifies critical challenges for guardband management

in the manycore GPUs through an in-depth characterization process.

Specifically, we directly measure the impact of PVT variation on the

guardband, and find that voltage noise (variation) is the most challenging

among all variation sources, and thus requires a dedicated study.
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2. This thesis studies a systematic methodology for building a robust and

accurate voltage noise model for the manycore architecture. Faithfully

modeling the supply voltage noise requires an accurate power model,

because voltage noise is the result of interactions between the processor’s

current flow and nonzero impedance of the power delivery network [46].

As such, this thesis also studies a methodology for building an accurate

GPU power model. The resulted power and voltage model are validated

against the hardware measurement, and both achieve great accuracy.

3. On the basis of our developed power and voltage simulation infrastruc-

tures, this thesis studies a guardband management mechanism that can

improve the energy efficiency of the current worst-case guardbanded

GPUs. We perform voltage smoothing to mitigate large voltage droops

that require most of the voltage guardband. To efficiently perform volt-

age smoothing, we first analyze the voltage noise characteristics in the

manycore architecture using a proposed novel characterization frame-

work. We then identify the microarchitectural root causes of identified

large voltage droops with different characteristics. These efforts led us

to design an efficient voltage smoothing mechanism for GPUs.

4. This thesis further studies how to adapt to the program-specific guard-

band to reclaim the energy-efficiency potential of the worst-case guard-

banded GPU. Our design is motivated by the fundamental observation

that different programs require different guardbanding levels for correct
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execution. After analyzing the root cause, we show how to accurately

predict a program’s required guardband with its performance counters.

This important finding opens up new possibilities of a cross-layer dy-

namic guardbanding scheme called predictive guardbanding for GPUs.

5. This thesis studies how to ensure the reliability when the prediction in

predictive guardbanding fails with an unexpected margin. We propose a

novel design paradigm, asymmetric resilience, which can also be used to

maintain the system-level reliability in the accelerator-rich heterogeneous

computing systems in the presence of execution errors from the acceler-

ator (e.g. GPU). The fundamental principle of our design is to use the

CPU for error recovery, which eases the accelerator away from reliability

optimization. We make a prototype of such design in the CPU-GPU het-

erogeneous system, and demonstrate that it can be used as the safety-net

for predictive guardbanding, complementing its reliability aspect.

1.5 Thesis organization

The remainder of this dissertation is organized as follows: Chapter 2

reviews the necessary background on the manycore GPU architecture and the

guardband management, and then motivates to actively manage the GPU’s

guardband. Chapter 3 describes our robust power and voltage modeling

methodologies for GPUs. Chapter 4 presents our voltage smoothing mech-

anism along with our voltage noise analysis to improve the energy efficiency in

the worst-case guardbanded GPU. Chapter 5 details our cross-layer predictive

10



guardbanding technique to fully unlock the energy-efficiency potential at the

voltage guardband level. Chapter 6 describes the safety-net design adopting

the asymmetric resilience paradigm, whose fundamental idea is to use the CPU

architecture to ensure the overall system-level reliability. Chapter 7 gives the

conclusion remarks.
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Chapter 2

Background and Motivation

In this chapter, we first describe the necessary background on guard-

band management and the manycore GPU architecture separately. We then

motivate the need for active guardband management in the GPU architecture,

which is the problem tackled by this thesis, by measuring the energy-saving

potential on several representative commercial-off-the-shelf GPU cards. In the

end, we identify the most challenging factor for GPU guardband management.

2.1 Background

In this section, we provide background on guardband management and

the manycore GPU architecture separately, because this thesis focuses on

guardband management in the heterogeneous architecture. We first describe

the background on the voltage guardband, which processors rely on to offset

the impact of worst-case parameter variations for reliable operation. We also

explain why this worst-case guardband design methodology sacrifices proces-

sors’ performance and power efficiency. We then present the background on

the manycore architecture, which has become the de facto processor design

paradigm in mainstream computing because it exploits parallelism to provide
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continued performance scaling under the power wall constraint.

2.1.1 Guardbanding the Parameter Variations

Parameter variations have become major challenges for maintaining the

reliability of processors since the 65 nm process technology [16]. We explain

what parameter variations are with their taxonomy and describe the under-

lying physical causes for each variation kind. We then explain why processor

designers traditionally handle these parameter variations by adding a large-

enough voltage margin to guardband against the worst-case variations.

The parameter variations can be divided into static and dynamic vari-

ations. The static variation is also called process variation. It results from

imperfect lithography [15, 110] and dopants diffusion [15, 123]. Process vari-

ation can be further divided into inter-die variation, which means that the

same device on a chip has different features from a different die, and intra-die

variation, which means the device feature varies between locations on the same

die [15, 108]. Process variation causes a variable device threshold voltage and

thus a variable device speed. As such, designers must consider the process

variation effect to meet the frequency target of processors.

Dynamic variations include temperature and voltage variations, both of

which result from the interaction between processors’ runtime performance and

power characteristics and their non-ideal operating environment. Temperature

variation can happen both temporally and spatially. The temporal aspect

means that a processor’s temperature constantly changes over time due to
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its time-varying power consumption profile. Because of its cooling system’s

inability to completely remove its generated heat, the processor’s temperature

increases when it continuously consumes high power and decreases when it

idles down. The spatial aspect refers to the existence of a temperature hotspot

caused by the non-uniformly distributed power consumption across different

components within the processor [53]. Because the transistor speed decreases

as temperature increases, designers must take care of the temperature effect

to build high-performance and reliable processors.

Voltage variation (more commonly known as voltage noise) refers to

processors’ on-die power delivery network (PDN) voltage fluctuation. Volt-

age variation is the result of the interaction between a processor’s constantly

changing power consumption and its non-ideal PDN. The processor consumes

power delivered by its PDN from its voltage regulator. The PDN has non-

ideal electrical characteristics owing to its resistance (R), inductance (L), and

capacitance (C) components, which result in two kinds of voltage noise. The

first kind is IR drop, which is the product of the processor current consump-

tion I and the resistance component R. The second kind is di/dt droop, which

is the product between the processor current varying rate and the inductance

component L. In other words, the faster the current increases, the larger the

di/dt droop is. The voltage noise can result in an on-die supply voltage that

is lower than the desired voltage level. As such, designers must also consider

the voltage noise effect for building robust processors.

Processor designers traditionally rely on voltage guardband to offset the
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Figure 2.1: Processors rely on excessive supply voltage margin to protect
against voltage droops.

effect of these parameter variations. The added voltage margin (guardband)

must be great enough to ensure the reliable execution of processors even with

the worst-case parameter variations. Prior works have shown that the voltage

guardband on a carefully designed and optimized high-end CPU processor

can be as large as 20% [58], and it can go up to 35% on a less-optimized

processor [45]. Our measurement results on GPUs (which we will present

later) show that the voltage noise consumes half of the guardband, and the

process and temperature variation together consume almost the remaining

half. Figure 2.1 shows an example of processors relying on the large voltage

margin to protect against voltage noise. Note that aging, the effect circuit

speed getting slower over time, also requires voltage guardband. This thesis

does not focus on the aging effect because aging consumes a very limited
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portion of the guardband [64], and it happens at a very slow pace, which

makes it relatively easy to handle.

The worst-case guardbanding methodology essentially trades off per-

formance and power efficiency for reliability. However, we can make a more

calculated trade-off to improve power efficiency through the active guardband

management where a processor operates with a lower voltage because the

worst-case conditions rarely occur. Most prior works have studied the guard-

band management to improve power efficiency in the context of single-core or

multiple-core CPU [50, 58, 60, 70, 71, 72, 112, 113, 118]. However, the manycore

architecture’s guardband management is much more challenging because of

the increasing core counts in processors. The greater core count results in the

larger die area and higher power consumption, which enlarges and complicates

the impact of PVT variation. As such, this thesis conducts a dedicated study

on the manycore architecture’s guardband management.

2.1.2 The Manycore GPU Architecture

In this subsection, we describe the background and terminology in the

manycore GPU architecture, which is a representative heterogeneous archi-

tecture and has been widely used in mainstream computing [5]. The GPU

architecture is designed to exploit data-level parallelism (DLP) other than

the instruction-level parallelism (ILP) for which the CPU architecture is opti-

mized. This also represents the recent trend of heterogeneous computing. The

GPU’s manycore nature and distinctive architecture make guardband manage-
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ment particularly challenging. In the rest of this subsection, we first describe

the programming model of GPUs. We then explain the microarchitecture of

GPUs and how it efficiently supports the programming model.

2.1.2.1 Programming Model

We describe the background for the GPU’s programming model. The

programming model is essential for understanding the GPU architecture, which

is designed for efficiently executing GPU programs. The GPUs adopt the

single-program, multiple-data (i.e., SPMD) programming model [7]. The SPMD

programming model exploits parallelism by executing multiple instances of the

same program concurrently, with each instance performing computation on a

subset of input data.

We describe the details of a representative GPU programming language

– the CUDA programming language [96]. A CUDA program comprises one or

multiple kernels, whose code is sequential and thus similar to a single-threaded

CPU program. However, a kernel can spawn many threads that programmers

can specify, and all the threads execute the same kernel code, following the

SPMD programming model. Programmers use each thread’s unique identifier

to determine the subset of input data that each thread accesses. As a result,

all threads perform the same computation on a different subset of the input in

parallel. This particular execution model of the SPMD programs is called the

single-instruction, multiple-threads (SIMT) model in the CUDA terminology.

The CUDA programming language also provides a thread hierarchy
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Figure 2.2: The CUDA thread hierarchy: a kernel has multiple thread blocks,
each of which has multiple threads.

that programmers can use to divide the input data to perform the computation.

Figure 2.2 shows the thread hierarchy. A kernel, also called grid, has a certain

number of threads that are divided into different thread blocks. The thread

blocks in a grid can be identified using a 1D, 2D, or 3D thread block index.

Similarly, the threads in a thread block can be identified using a 1D, 2D, or 3D

thread index. This provides a natural way to invoke computation across the

elements in a domain such as a vector, matrix, or volume. Parallel programs

require synchronization primitives. In CUDA, threads in a thread block can

synchronize via syncthread primitive, but threads from a different thread

block cannot synchronize. The computation that requires synchronization

across all threads needs to be divided into multiple kernels because the kernel

boundary enforces the global synchronization.
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CUDA also provides different memory address spaces, including lo-

cal memory, shared memory, constant/texture memory, and global memory.

Different memory spaces offer the trade-off between capacity, latency, and

bandwidth because they are mapped to various on-chip and off-chip memory

structures, which will be explained later. Such a trade-off lets programmers

improve performance by reasoning about how to map variables to the desired

memory space. The local memory is a per-thread private memory space; the

shared memory is shared by threads in a thread block; and the other memory

spaces are shared by all threads in a kernel, in which the constant and texture

memory are both read-only, and the global memory is readable and writeable.

The complete memory hierarchy in CUDA is shown in Figure 2.3.
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Figure 2.4: GPU’s manycore architecture: the particular architecture shown
(Fermi architecture) has 15 streaming multiprocessors (SMs), L2 cache, net-
work on chip (NoC), and memory controller.

2.1.2.2 GPU Microarchitecture

The GPU architecture is designed for efficiently executing GPU pro-

grams, owing to two architectural features. First, the GPU adopts the many-

core architecture, which can efficiently host and execute a large number of

threads in a GPU program. Figure 2.4 shows a representative Fermi-based

GPU architecture [94], which has 15 cores (or streaming multiprocessors, SMs).

The GPU also has a shared L2 cache, network on chip (NoC) and multiple on-

chip memory controllers for providing sufficient memory bandwidth for SMs.

The second architectural feature for efficiently executing GPU programs

is the massively multithreaded GPU core microarchitecture. A GPU core can

concurrently execute thousands of threads from multiple thread blocks. A

certain number of threads (typically, 32) are grouped into warp, which will be

executed in a lock step. Each core comprises a scalar front end and a single-

instruction, multiple-data (SIMD) back end, as shown in Figure 2.5. Because

threads in a warp execute the same instruction, the front end can fetch, decode,
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Figure 2.5: The microarchitecure of a GPU core (SM), which comprises a
scalar front end and a single-instruction, multiple-data (SIMD) back end.

and issue the warp in the form of a scalar thread. However, those threads can

access different registers and memory addresses. Thus, the back end adopts a

SIMD datapath to perform the same computation simultaneously on different

data. The back end includes an arithmetic logic unit (ALU), a floating-point

unit (FPU), and a special functional unit (SFU). Each core also has multiple

memory structures, including the register file, data/constant/texture cache,

and share memory for hosting different address spaces.

In summary, GPUs adopt a throughput-optimized architecture in com-

parison to the latency-optimized CPU architecture. Although the GPU archi-

tecture does not support speculation mechanisms such as branch prediction

and out-of-order execution, it relies on the parallelism of massive multithread-

ing to fully utilize its computing resources. Prior works conduct the guardband

management study in the single-core or multi-core CPU architecture, but the

GPU’s manycore architecture and distinct microarchitecture motivate us to

conduct such a study specifically for GPUs.
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2.2 Measured Guardband Analysis

In this section, we first motivate the need for managing the GPU archi-

tecture’s voltage guardband through a hardware measurement analysis, and

then identify challenges for managing the voltage guardband. We need to an-

swer two fundamental questions before sparing any efforts to perform guard-

band optimization in the GPU architecture: i) how much optimization op-

portunity exists, and ii) what the most challenging variation kind(s) is. Prior

works have shown that actively managing the guardband instead of statically

guardbanding the worst-case process, voltage, and temperature (PVT) varia-

tion can significantly improve energy efficiency [36,77]. However, those works

focused on only the single-core or multi-core CPU architecture. As a result,

most of their insights are not directly applicable to the GPU architecture.

2.2.1 Quantifying the Guardband

We briefly describe how we measure the voltage guardband on the GPU

hardware. We provide a detailed description of our methodology in Chap-

ter 5.2. We measure the voltage guardband for each program by measuring

its Vmin point, an operating point at which a program executes correctly but

fails when the voltage is reduced any further. We consider a voltage level

as a working voltage if the program passes 1,000 times. Vmin is the minimal

working voltage, and the guardband opportunity is the margin between the

nominal voltage and each program’s safe limit (i.e. Vmin point).

We perform Vmin measurement using a set of 56 representative programs
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Figure 2.6: Vmin measurements for 56 programs on the GTX 680.

on four different GPU cards spanning two architectural generations (Fermi

and Kepler architecture). Our comprehensive measurement lets us study and

quantify the program-specific voltage guardband behavior. Figure 2.6 plots

the measured Vmin of these programs on a GTX 680 with Kepler architecture,

which has a stock setting of 1.09 V at a frequency of 1.1 GHz. We make two

fundamental observations from the measured results as follows.

First, we observe that a relatively large amount of voltage guardband

exists for all studied programs. The Vmin value for these programs varies

from 0.89 V to 0.99 V. Considering that the nominal voltage of the measured

GTX 680 card is 1.09 V, we can calculate that a significant percent (9.2% to

18.3%) of the nominal voltage can be reduced without affecting the program’s

functional correctness. The magnitude is similar to the measured voltage

guardband on an Intel Core 2 Duo processor reported in a prior work [118].
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Figure 2.7: Voltage guardband optimization opportunity. (a) shows the mea-
sured voltage guardband on four commercial GPU cards. (b) shows the mea-
sured energy saving benefits on a GTX 480 card.

Second, Figure 2.6 shows a large variability in the studied programs’

Vmin values, which means that a program’s Vmin value strongly depends on

its characteristics. The difference between the highest and the lowest Vmin

value is 0.1 V for the studied programs. Two programs (FDTD3d and con-

volutionFFT2D) have the highest Vmin value of 0.99 V, and three programs

(simpleZeroCopy, NNC and myocyte) have the lowest Vmin value of 0.89 V, as

labelled in Figure 2.6. Most of the programs have a Vmin value of about 0.93 V.

We extend the measurement to four different GPU cards spanning two

architectural generations, i.e. Fermi [94] and Kepler [97]. As Figure 2.7a

shows, all of them are consistently equipped with more than 20% voltage

guardband to tolerate the worst-case PVT variations. We also observe the

same program-dependent guardband behavior within the same GPU card.
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In the end, we quantify the energy efficiency improvements that can

be achieved “if” we can optimize away the over-provisioned guardband. Fig-

ure 2.7b plots the measured energy benefits on a GTX 480 card, which shows

that we can achieve up to 25% improvements on the existing off-the-shelf GPU

card. The improvements also vary between 8% and 25%, suggesting that they

are strongly workload dependent. Different workloads have different program

characteristics, and therefore cause different microarchitectural activities. In

the next subsection, we perform a further investigation on whether the inter-

action between the workload-dependent microarchitectural activities and PVT

variations results in such varying energy savings benefits.

2.2.2 Comparing the PVT Variation Impact

We analyze the root cause of the large Vmin variability which is critical

for performing voltage guardband optimizations. Since the voltage guardband

protects against the PVT variations, the fundamental question regarding the

root cause is which variation causes the large Vmin variability among the pro-

grams. Because each variation has a different implication for optimization,

understanding such root cause can determine the course of optimization.

We first use five GTX 780 cards to study the impact of process vari-

ation. Figure 2.8a plots the Vmin measured at 40 ◦C for studied programs.

Program names are omitted because of space constraints. They are sorted in

the descending order of Card 2’s Vmin, the highest among all cards. The largest

observable difference of Vmin among the five cards is that the Vmin values of
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Figure 2.8: The measured process variation impact on Vmin

all programs measured on one card shift up or down by a relatively constant

value compared to the values on the other card. The largest Vmin difference of

the same programs between two cards is about 0.07 V.

We also measure Card 2 and Card 5’s Vmin at three frequencies: 1.1, 1.2

and 1.3 GHz. Each marker in Figure 2.8b plots the Vmin of the same program

running on two cards at a frequency point. If there were no variation at all,

the Vmin of the same program would be identical on both cards, which would

result in markers lying on the dashed 45-degree diagonal line in Figure 2.8b.

However, in fact, the Vmin values on the GTX 780-2 card is consistently higher

than those on the GTX 780-5 card with a relatively constant offset, which

also increases slightly as frequency increases. We also find that the magnitude

of Vmin difference between the two cards is not identical for all programs in
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Figure 2.8a and Figure 2.8b. In other words, some programs have a greater

Vmin difference between two cards than other programs.

Given the same experimental conditions for other factors, we attribute

the cause of Vmin difference on different cards to the process variation. Both

inter-die and intra-die variation have a systematic component and a random

component. The former can explain the constant difference of Vmin on two

cards, and the latter can explain the small variability of the difference possibly

due to the critical timing path shift. Note that additional measurements on

more GPU cards are required to draw a more statistically sound conclusion.

We measure Vmin values at two temperatures (40 ◦C and 70 ◦C) to study

the temperature’s impact. We observe 40 ◦C as the nominal temperature and

70 ◦C as the highest temperature when running an OpenGL stress test at the

highest frequency and lowest fan speed. Thus, the temperature of 70 ◦C is

a very unlikely worst-case scenario for regular CUDA programs. Figure 2.9
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plots the measurement results. We observe a similar impact on Vmin as the

process variation but with a smaller magnitude: the Vmin values at 70 ◦C are

consistently about 0.02 V higher than the values at 40 ◦C.

In summary, we observe that both process and temperature variations

have a relatively uniform impact on programs’ Vminvalues. Neither can ex-

plain the measured large Vmin variability across programs. Because voltage

guardband protects against the PVT variations, voltage noise remains the

only possible cause, per method of exclusion. In other words, a program with

a higher Vmin value is due to a greater magnitude of voltage noise. This also

matches with established knowledge that voltage noise results from the inter-

action between program activity and processor’s power delivery network [42],

and therefore Vmin depends on the program’s characteristics. We can also infer

that voltage noise has a larger impact on the voltage guardband compared to

process and temperature variation. The measured Vmin ranges from 0.89 to

0.99 V on the same card with the same temperature. Thus, the impact of

voltage noise is 0.1 V, which is larger than the measured process variation’s

impact of 0.07 V and temperature variation’s impact of 0.02 V.

Because voltage noise is the most challenging factor for voltage guard-

band management, this thesis focuses on voltage noise optimization for en-

ergy efficiency improvements. We take a principled approach of “modeling-

characterization-analysis-optimization” for tackling the problem of voltage

guardband management in the manycore GPU architecture.
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Chapter 3

Manycore Architecture Voltage Noise

Modeling 1

In this chapter, we present our systematic and rigorous methodologies

for building accurate power and voltage models for the manycore GPU archi-

tecture. Voltage noise is the most important and critical factor for guardband

management in GPUs. As our measurement results indicate (see Chapter 2.2),

a substantial portion of a GPU’s voltage guardband is allocated to tolerate the

supply voltage noise. Meanwhile, faithfully modeling the supply voltage noise

requires an accurate power model, because voltage noise is the result of interac-

tions between the processor’s current flow and nonzero impedance of the power

delivery network. However, the lack of proper infrastructure has hindered the

study of voltage noise characteristics as well as how to optimize voltage noise

in the manycore architecture. To this end, this chapter studies both power-

1This chapter is based on two prior conference publications attached in the end. The
dissertation author is the first author of both two papers and has the major contribution
including the invention and experimental evaluation of the modeling ideas.
Jingwen Leng, Tayler Hetherington, Ahmed El-Shafiey, Syed Gilani, Nam Sung Kim, Tor M.
Aamodt, and Vijay Janapa Reddi, “GPUWattch: Enabling Energy Optimizations in GPG-
PUs,” in Proceedings of the International Symposium on Computer Architecture, 2013.
Jingwen Leng, Yazhou Zu, Minsoo Rhu, Meeta Sharma Gupta, and Vijay Janapa Reddi,
“GPUVolt: Modeling and Characterizing Voltage Noise in GPU Architectures,” in Proceed-
ings of the International Symposium on Low Power Electronics and Design, 2014.
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and voltage-modeling methodologies for GPUs. We also validate both mod-

els against hardware measurement and demonstrate that they achieve great

accuracy and correlation for the targeted hardware.
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3.1 Introduction

As we demonstrate in the previous chapter, there is a significant oppor-

tunity at the voltage guardband level to improve the GPU’s energy efficiency.

Voltage noise is the most critical and challenging factor in fulfilling such opti-

mization potential, but it has not been studied by prior works in the context

of the manycore architecture. One of the most important reasons for lack of

such study is that there is no proper modeling and simulation infrastructure

for analyzing the voltage noise problem.

As such, we must develop robust and accurate voltage noise modeling

methodologies, which are particularly challenging in the manycore architec-

ture. Because voltage noise is the result of processors’ constantly changing

power consumption and non-ideal power delivery network (PDN) characteris-

tics, modeling the voltage noise first requires an accurate model of the proces-

sor’s PDN. Modeling the PDN essentially means modeling its resistance (R),

inductance (L), and capacitance (C) components. Modeling the voltage noise

also requires an accurate and cycle-level power model, which has not been

studied by prior works.

To this end, this chapter studies robust methodologies for modeling the

power and voltage in the manycore GPU architecture. These efforts result in

our power model GPUWattch and voltage model GPUVolt. We integrate them

with the state-of-the-art performance simulator GPGPU-Sim [12] and form the

complete performance, power, and voltage noise simulation framework, shown

in Figure 3.1. We describe the details of our modeling approach and validation
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Figure 3.1: An integrated and configurable power and voltage noise simulation
framework for the manycore GPU architecture.

results in the rest of this chapter. Chapter 3.2 details our power modeling

methodology. Chapter 3.3 validates the derived power model GPUWattch.

Chapter 3.4 explains our voltage modeling methodology and Chapter 3.5 shows

the validation results of the derived voltage model GPUVolt. Chapter 3.6

discusses related work and Chapter 3.7 concludes the chapter.

3.2 Power Modeling Methodology

This section explains our methodology for building the robust power

model for GPUs. The robust power model must satisfy three requirements

to be useful for computer architecture research. It must be (1) configurable,

(2) cycle level, and (3) strongly validated against existing processor archi-

tectures using a rigorous methodology. As shown in Table 3.1, prior works
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Work GPU Configurable? Cycle-level? Validated?

Wattch/McPAT [18,84] No Yes Yes Yes

Hong and Kim [52] Yes No No Yes

Target work Yes Yes Yes Yes

Table 3.1: Robust power modeling requirements for a GPU.

including Wattch [18] and McPAT [84] are robust CPU power models that

satisfy all three requirements, and as such have enabled new research areas

in energy-efficient CPU design. No such power model exists for GPU archi-

tecture research. Hong and Kim [52] were the first to propose an integrated

power and performance model for GPUs. However, their power model is not

configurable to different architectural parameters. Moreover, it is incapable

of providing cycle-level power estimates to evaluate fine-grained power saving

techniques such as clock gating.

In this thesis, we develop a new power model GPUWattch, which sat-

isfies all of the requirements mentioned above. In summary, this works makes

two fundamental contributions:

1. We develop a GPU power model that is configurable, cycle-level, val-

idated. Such power model can enable performance per watt energy-

efficiency, as well as voltage noise studies for the GPU architecture.

2. We propose a systematic and rigorous methodology to develop and val-

idate the power model for the emerging architecture that is a lack of

implementation details. The proposed methodology uses a large vari-

ety of microbenchmarks that help to diagnose and bound the modeling
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Figure 3.2: (a) Steps to build a robust power model. The various stages
indicate our systematic and rigorous methodology to iteratively identify and
refine inaccuracies in the model. (b) Our integrated power and performance
modeling framework.

uncertainty and achieve comprehensive validation coverage by stressing

different microarchitectural blocks.

3.2.1 Overview

We follow the rigorous process shown in Figure 3.2(a) to develop the

robust power model. We use a bottom-up methodology to build the initial

model. Then we compare our simulated power with the measured hardware

power to identify any modeling inaccuracies. We resolve these inaccuracies

using a special suite of 80 microbenchmarks that are designed to create a

system of linear equations that correspond to the total power consumption.

By solving for the unknowns in the system, we progressively eliminate the

inaccuracies. We validated the simulated power model’s average and runtime
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Description
Microarchitectural

Components
Basic Structures

SM Pipeline Pipeline
In-order multithreaded pipeline

with SIMD datapath

Register Files

Register-file banks 1024-bit wide, 64-entry SRAM

Operand collectors 1024-bit wide SRAM

Collection network 1024-bit wide 16 x 16 crossbar

Shared Memory
Shared memory banks Architecture dependent size

Shared memory network 32 x 32 crossbar network

Caches

L1, L2, texture,
Architecture dependent size

and constant caches

Memory-coalescing logic Synthesis-based power model

Execution Unit

Integer ALUs

Synthesis-based power modelFloating-point units

Special-function units

Main Memory

GDDR5/GDDR3 Empirical model

Memory Controller
McPAT model

Network-on-chip

Table 3.2: Main GPU components in the Fermi that we model as best we can
due to limited public information.

estimates against measured results using a comprehensive set of 25 real-world

kernels that were not used to originally develop the power model. The power

model achieves an average accuracy that is within 9.9% error of the measured

results for the GTX 480 and 13.4% for the Quadro FX5600. Moreover, it

accurately tracks the trace of relative power consumption over time.

3.2.2 Initial Modeling

We model GPU architectures similar to NVIDIA’s GPUs. The main

components shown in Table 3.2 include streaming multiprocessors (SMs), mem-

ory controllers, the interconnection network, and DRAM. Figure 3.3 shows the
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Figure 3.3: Streaming multiprocessor (SM) overview.

architecture of an SM in a GPU. The SM’s major difference from a traditional

CPU core is that it has a SIMD execution unit and also contains a texture

cache, constant cache, and shared memory. GPUs also adopt GDDR instead

of DDR memory for higher bandwidth [94]. Note that our initial modeling

may differ from the real hardware’s implementation. Therefore, during the

refinement stage of the modeling methodology, we update the initial model

estimates to be more precise, as shown in Figure 3.2(a).

Equation (3.1) captures at a very high level all aspects of GPU power

that we model, which consists of the leakage, idle SM, and all components’ (N

in total) dynamic power. Each component’s dynamic power is calculated as

the activity factor (αi) multiplied by the component’s peak power (Pmaxi
).

Power =
∑N

1 (αi ∗ Pmaxi
)

+ Idle SM power + Leakage (3.1)
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Infrastructure We use publicly available resources that describe the GPU

microarchitecture and rely on McPAT [84] to model the majority of the mi-

croarchitectural blocks (Table 3.2). Throughout the entire development pro-

cess, we stay consistent with the process of abstracting the microarchitectural

parameters of each component and using them to model each component’s

circuit implementation in order to ensure configurability.

Although McPAT includes detailed models for several microarchitec-

tural blocks, many components are either not present or are considerably dif-

ferent for GPUs as compared to CPUs. Therefore, we added or adapted several

important blocks in McPAT to more accurately represent the underlying GPU

microarchitecture. We model SRAM array structures using CACTI [130].

Register File Owing to the lack of resources for the NVIDIA GPU register

file architecture, we adopt the architecture used in GPGPU-Sim version 3.2.1

(see Figure 3.4), which is inspired by NVIDIA patents [85, 86]. Each SM has

a large and unified register file that is shared across warps executing in the

same SM. GPUs adopt a multi-banked register file architecture to avoid the

area and power overhead of a multi-ported register file. Crossbar networks

and operand collectors are used to transport operands from different banks to

the appropriate SIMD execution lane.

The register file’s bandwidth and size determine the number and size of

banks. Fermi GPUs can perform a fused multiply-add (FMA) operation per

cycle [94], which needs three input operands and one output operand from the
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Figure 3.4: Register file structure in the Fermi architecture.

register file. Each SM contains 32,768 32-bit registers, which are shared by all

threads executed on the same SM. We model the register file as 16 dual-ported

(one read and one write port) banks, each of which provides 2,048 logical 32-

bit registers. Physically, these registers are accessed as 64 1,024-bit registers.

Thus, each operand read from a register file bank provides operands for 32

SIMT threads. We use CACTI for these memory arrays’ power estimation.

There exists a crossbar interconnection network, which is used to trans-

fer operands from the register file banks to the operand collectors. Further-

more, in the case of bank conflicts, the arbiter shown in Figure 3.4 is respon-

sible for serializing the register file access, and the operand collectors are used

to buffer the data already read from the register file.

As such, we model the crossbar interconnect in our register-file. The

crossbar network’s parameters are determined by the number of register file

banks, as well as the number of operand collector units. For the Fermi ar-

chitecture, we model a 16-input × 16-output crossbar network, as shown in
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Figure 3.4. Note that such model is only an approximation to the actual phys-

ical crossbar network, and our next power model refinement stage bounds the

possible modeling error between the initial approximation and the physical

implementation. Each input and output of the crossbar are 1,024 bits wide.

Consequently, the operands read from a register file bank are routed to the

proper operand collector, which we model as an SRAM array bank.

Shared Memory NVIDIA GPUs contain shared memory per SM. It can

be used for interthread communication for threads in a thread block. Because

SIMD lanes can access any address concurrently, shared memory is multi-

banked and contains a crossbar interconnect to improve performance. That

is, shared memory has a very similar structure to the register files explained

above. In the case of the Fermi architecture, the number of banks is 32 and

the crossbar is 32-input×32-output.

Execution Units We model the FP pipeline in the Fermi architecture using

floating-point FMA units. Two lanes of FMA units can combine to execute a

double-precision (DP) operation. The SFU units are also modeled as DP FMA

units. Because most instructions executed on the SFU units are transcendental

operations that employ iterative algorithms to compute the result, these units’

power consumption depends on the latency and throughput of instructions.

We initially estimate the execution units’ area and power consumption

by synthesizing their Verilog descriptions, for which we use a 45-nm standard
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cell library. The synthesized netlists are annotated with switching activity for

random inputs. We use the Synopsys Power Compiler R© [4] to estimate the

power consumption of the designs after the annotation of switching activity.

All designs assume an operating nominal VDD of 1 V. We perform technology

and voltage scaling according to ITRS projections to estimate the dynamic

power consumption at the given voltage and technology node [1].

Memory Coalescing Logic (MCL) GPUs’ load/store units are responsi-

ble for coalescing memory accesses to reduce the bandwidth usage. Figure 3.5

depicts MCL’s main structures. Each MCL contains a pending request table

(PRT) with multiple entries. Each PRT entry stores the thread index, the

base, and offset addresses for the memory access, and the request sizes for

all of the concurrently issued memory requests by a warp. These entries are

written to the PRT whenever a memory request is issued.
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To determine the number of coalesced memory requests that a warp

must issue, MCL compares the base address of the first thread’s request with

the base addresses of all the remaining requests in the PRT entry. The memory

request mask of all the SIMT threads with the same base address is set to zero.

The process is repeated until masks have been generated for all requests in the

PRT entry. These masks are stored in a separate thread mask array. Memory

requests are generated for all addresses whose mask bit are set. For each PRT

entry, a pending request count (PRC) is maintained and is incremented when

a request is sent to memory and decremented when a response is received.

When the PRC becomes zero, requests for the warp are satisfied. We model

the PRT as an SRAM array structure using CACTI.

Idle SMs Due to load imbalance, it is possible to have SMs that are idling

during execution. In our experiments, we observe that an idle SM still con-

sumes a noticeable amount of power that affects the accuracy of the power

model. Some benchmarks, such as HRTWL and MGST, suffer from this load

imbalance issue, where nearly a quarter of their SMs becomes idle after finish-

ing their work. For the idle SM, activity factor αi in (3.1) is zero but the SM

still consumes power. Therefore, it is important and necessary to model the

idle power of individual SMs correctly.

We determine the dynamic power consumption of an idle SM using

a microbenchmarking methodology. We develop a microbenchmark in which

each SM can only host one thread block. As such, we can vary the number of
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active SMs to perform a linear regression fit to estimate the power used when

all SMs are idle. We subtract this power from the constant power component

of our GPU card to determine the dynamic power component of an idle SM.

Main Memory Our thesis focuses on modeling GPU chip power. We found

no public information on GDDR3/5 power modeling and while flexible DRAM

power models [133] could be incorporated into our effort, they require addi-

tional reverse engineering of the GDDR implementation, which is beyond the

scope of our processor microarchitecture-centric work. Hence, we use an em-

pirical approach based on prior work [52] to compute the effect of DRAM on

our studies. The approach considers only DRAM dynamic power modeling.

Equation (3.2) states the empirical DRAM dynamic power model we

used. We consider its dynamic power to be composed of precharge power, row

buffer activation power, read power, and write power. The precharge power is

calculated as the per-operation energy (Epre) times the number of precharge

operations (cpre) divided by the execution time. Read, write, and activation

powers are calculated similarly.

PDRAM =
Epre ∗ cpre + Eact ∗ cact + Ewr ∗ cwr + Erd ∗ crd

Execution T ime
(3.2)

The above DRAM power model can be lumped into Equation (3.1),

resulting in a complete linear system with all GPU components’ access rates.

We treat the access energy for each DRAM operation as an unknown variable.

In the next section, we explain the process of solving for the unknowns.
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3.2.3 Iterative Refinement

In this subsection, we explain our methodology to iteratively refine our

initially derived power model. In our methodology, microbenchmarking plays

a critical role. We rely on microbenchmarks to address the power modeling

uncertainties that arise for various reasons, such as misguided assumptions

about undocumented features. The microbenchmarks also help us isolate the

power consumption of key components in the GPU so that we can validate

and refine the power model’s component-level power breakdown. They also

help us achieve good test coverage of the various components in the processor.

Real benchmarks do not stress all aspects of the processor microarchitecture

as the microbenchmarks.

LSE Problem Formation A major source of inaccuracies in the initial

power model arises from uncertainties due to undocumented design decisions

in the target architecture. Undocumented aspects of the GPUs that we model

include unknown sizes or configurations of components. Our first step is to

ascertain these inaccuracies.

We use an iterative process to continuously refine the power model

based on observed inaccuracies between the power model and the actual hard-

ware power measurements. As Equation (3.3) shows, we model the dynamic

power consumption as a linear combination of access rate αi (access counts

divided by time) of each microarchitectural component multiplied by its peak

power Pmaxi
. We consider the modeling inaccuracy for a particular microar-
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chitectural component i as an unknown variable xi in Equation (3.4). Thus,

if there are N access rates for the different microarchitectural components,

each microbenchmark will yield a microarchitectural component access-rate

vector that constitutes one linear equation. With an arbitrary number of mi-

crobenchmarks, say M , this will result in a M ×N linear estimation problem,

as shown in Equation (3.5). With a sufficiently large number of equations (i.e.,

microbenchmarks) and hardware power measurements (PM), we can effectively

solve the modeling inaccuracies using the least-squares estimation (LSE).

Pdynamic =
∑N

1 (αi ∗ Pmaxi
) (3.3)

Pmaxi
= Pmodeled maxi

∗ xi (3.4)

AM×N × xN×1 = PM×1 (3.5)

We iteratively refine the power model on the basis of the sources of the

various inaccuracies that LSE identifies. For instance, in our infrastructure

(i.e., McPAT) the power estimation for certain components is biased toward

CPU implementations. We narrow the resulting inaccuracy gap for the GPU

power model by fixing our initial assumptions about the implementation and

then applying the scaling factors that are obtained from LSE.

3.2.4 Microbenchmarking Design Methodology

To aid the LSE solving process, we use a systematic microbenchmarking

methodology. We describe the three important microbenchmark characteris-
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void kernel (unsigned *A, unsigned *C){

unsigned tid , offset , sum=0;

tid = get_tid (); // thread id

offset = (tid%M + tid/K)*OFFSET;

sum += A[offset ]; // manually unroll

sum += A[offset ];

...// operator (+=) creates dependency

}

Figure 3.6: A generic microbenchmark stressing the L1 cache. Intra-thread
locality is highly amortized by massive multi-threading, hence, inter-thread
locality determines the hit ratio. Inter-thread locality increases with smaller
values for M and larger values for K. The OFFSET parameter determines the
coalescing degree between neighbor threads.

tics that we identified as requirements. Then we show that our microbench-

marks satisfy these requirements.

Component Stress To solve the LSE problem formed by all microbench-

marks effectively, the performance counter vector of each microbenchmark

should have as low a correlation as possible with the others [?]. We achieve

this by designing some microbenchmarks to stress individual microarchitec-

tural components. For example, we limit the number of variables in the exe-

cution unit stressing microbenchmark so that all necessary values reside in the

register files with minimal access to caches or DRAM. Similarly, when design-

ing L2 cache microbenchmarks, we disable the L1 cache both in the simulator

and hardware for power isolation. We follow a similarly strict design method-

ology for all of the other microbenchmarks. This step is also important for

enabling component-level model validation (discussed in Chapter 3.3).
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Name
Exercised

Components
Counts Name

Exercised

Components
Counts

Func.

Integer, floating

11 Mem.

L1 & L2 & texture

25point and special & constant caches,

function unit and shared memory

DRAM DRAM 22 Mix
Mix of functional,

DRAM and memory
22

Table 3.3: The category of the 80 refinement and validation microbenchmarks.

Access Patterns It is important to design microbenchmarks to exercise

the same microarchitectural component in different ways because switching

activity impacts dynamic power consumption. Thus, we created additional

microbenchmarks with different access patterns to create more equations for

LSE estimation. For example, cache microbenchmarks exercise different mem-

ory spaces, hit ratios, and coalescing patterns, using reads or writes. The

kernel shown in Figure 3.6 is a parametrized microbenchmark designed for the

L1 cache that can be configured to achieve different hit ratios, with different

coalescing patterns. The cross-thread instruction locality within each thread

is highly amortized by massive multithreading; hence, the hit ratio is mostly

determined by the interthread locality, which can be engineered based on the

K, M and OFFSET parameters.

Test Coverage Real benchmarks only exercise a small portion of the pro-

cessor. For example, few benchmarks use the texture or constant caches. To

ensure that our refinement and validation tests all components of the pro-

cessor, we rely on our microbenchmarks to achieve good test coverage. As

shown in Table 3.3, we designed four sets of microbenchmarks. Functional
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Figure 3.7: Correlation heat map of all 80 microbenchmarks. The correlation
matrix is presented in the form of a heat map. The intensity of the color
at any given point represents the correlation coefficient between any two mi-
crobenchmarks. The color key for the heat map is shown in (b). Lighter colors
imply higher correlation. (b) also shows the histogram of the correlation ma-
trix which highlights that the majority of microbenchmarks are sufficiently
independent.

microbenchmarks are designed to exercise execution units such as integer and

floating point. Memory microbenchmarks access the various caches and shared

memory intensively. DRAM exercises the main memory. Also, we also cre-

ate the MIX microbenchmarks that have more complex access patterns such

as accessing multiple components simultaneously. These efforts result in 80

unique microbenchmarks.

Microbenchmark Correlation Figure 3.7a shows a matrix for the correla-

tion between any two microbenchmarks’ performance counter vectors for our

80 microbenchmarks. Figure 3.7b shows its color key (the hotter the color

is, the higher correlation two microbenchmarks have), and the histogram for
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correlation among all microbenchmarks. Figure 3.7b indicates that most mi-

crobenchmarks have a low correlation around ±0.1, which is good because

it shows that these microbenchmarks are independent and stress components

differently. The only microbenchmarks that have a high correlation are the

DRAM microbenchmarks that are used to develop DRAM power model. We

expect this high correlation because the activity differences among these mi-

crobenchmarks are limited to DRAM reads and writes.

3.3 Power Model Validation

We begin this section with a detailed description of our power measure-

ment setup. We select two NVIDIA GPU cards with different architectures to

show our power model’s configurability for validation. Table 3.4 summarizes

the differences between the architectures. We focus on comprehensive valida-

tion of the leakage power, average dynamic power, and dynamic power trace

of kernels against measurement results for both the GPU card configurations.

3.3.1 Experimental Setup

We validate our power model with a reference hardware platform con-

taining both the cards. We provide details here.

3.3.1.1 Power Measurement Setup

We use both NVIDIA GTX 480 and Quadro FX5600 for validation.

Both the cards are connected to the PCIe slot through a PCIe riser card and
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Category GTX 480 Quadro FX5600

Architecture Fermi G80
CUDA cores 480 120
Frequency 1.4 GHz 1.2 GHz
Register file size 131 KB 32 KB
Shared memory 48 KB 16 KB
L1 cache 16 KB N/A
L2 cache 768 KB 192 KB
Texture cache 12 KB 5 KB
Constant cache 8 KB 8 KB
Technology node 40 nm 65 nm
Memory type GDDR5 GDDR3
Memory bandwidth 177.4 GB/s 76.8 GB/s
Memory controllers 6 6

Modeled Leakage Power 41.9W 21.3W

Table 3.4: Used two GPU cards configurations.

an ATX power supply. The PCIe riser card and the ATX power supply have

power pins that deliver power to the GPU. For each power supply source,

we measure the instantaneous current and voltage to compute power. We

sense the current draw by measuring the voltage drop across a current sensing

resistor. We use an NI DAQ to sample the voltage drop at a rate of 2 MS/s.

Figure 3.8 shows a detailed schematic of our setup. The diagram illus-

trates the peripheral components that we measure as part of the total GPU

power. These peripherals include the GPU processor, DRAM modules, volt-

age regulator module (VRM), and other auxiliary support circuitry, as shown

in Equation (3.6). Our power model is built to model both static leakage and

dynamic power, and therefore in our experiments we separate these two parts

and validate them individually.
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Figure 3.8: GPU power measurement schematic.

Pmeasured = Pproc leak + Pmem leak + PV RM + Pperipherals︸ ︷︷ ︸
Pconst − independent of frequency

+ Pproc dynamic + Pmem dynamic︸ ︷︷ ︸
Pdyn − scales with frequency

(3.6)

3.3.1.2 Simulator Setup

The software power model builds on McPAT 0.8. It is integrated with

GPGPU-Sim version 3.2.1. We configure the simulator to match the two

GPU cards separately. We use GPGPU-Sim’s PTXPlus mode to simulate the

native instruction set (ISA) on the Quadro GPU (SASS). We also use the

NVIDIA compute profiler [95] to ensure that the microbenchmarks’ perfor-

mance matches the target hardware.

50



3.3.1.3 Constant Power Component

The measurement setup captures both dynamic and constant power.

Equation (3.6) shows that each power source (Pconst and Pdyn) consists of

different components. The first part, Pconst, includes processor leakage power,

main memory leakage power, VRM power, and all peripheral circuits’ power.

Pconst is independent of processor/memory frequency. The other part, Pdyn,

comprises the dynamic power of both the processor and the main memory.

Pdyn scales linearly with processor/memory frequency. Therefore, if memory

frequency scales the same as the processor’s frequency, we can rewrite the

measured power in Equation (3.6) as a linear function of only the processor

frequency f . This is shown below in Equation (3.7):

Pmeasured = k ∗ f + Pconst k – constant

f – processor frequency (3.7)

Using Equation (3.7) with varying frequencies f , we can determine

the constant power component. With the aid of overclocking tools for the

NVIDIA GPU card, we scale the processor and DRAM frequencies separately

and measure power. With the simplified linear model in the equation, we

performed a linear fit to get the constant power component.

Subtracting the constant power numbers from the measured total power

gives us the dynamic power component of the GPU processor and its main
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Figure 3.9: Linear regression fit to get constant power.

memory. We perform the above procedure on both the test cards. Figure 3.9

shows the experiment results for GTX 480. We use two different workloads.

The first workload exercises the integer unit heavily, while the second workload

exercises the floating-point unit. We choose these two computation-intensive

workloads to minimize interaction with the DRAM memory subsystem. Fig-

ure 3.9a shows the constant power component for the GTX 480 card, which is

approximately 59 W. The constant power component for the Quadro FX5600

card is 38 W shown in Figure 3.9b.

Another reason for determining the constant power component is to

get the static leakage power of both GPU cards. Our model reports 41.9 W

and 21.3 W leakage power for the GTX 480 and Quadro FX5600, respectively.

However, we cannot validate these numbers owing to the lack of publicly avail-

able resources on GPU leakage power numbers. Nevertheless, according to
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Figure 3.10: (a) RLC effect in measured trace. (b) Simulated trace with
derived RLC filter to match measured trace.

Equation (6), the linearly fitted constant power serves as an upper bound,

which the results reported by our power model do not violate. We do not

have leakage power estimates for the GDDR5 memory because we adopt an

empirical approach to estimate its power.

3.3.1.4 Hardware Measurement Issues

In our measurements, we find that any large changes in power draw are

accompanied by an exponential increasing or decaying curve (i.e., RLC effect),

as well as an oscillation, as shown in Figure 3.10(a). The behavior is related to

the power delivery network (PDN) component characteristics and interactions

(i.e., voltage regulator module and decoupling capacitance), which effectively

form an RLC circuit. These effects are impossible to isolate from our power

measurements because they are board-level components. We verified that the
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exponential power trace is not caused by workload or architectural policies,

such as thread scheduling, by constructing microbenchmarks.

Figure 3.10(b) shows a snapshot of the measured and simulated power

trace for MGST K1 in which we can mimic the RLC behavior in the measured

trace by transforming our simulated power trace with a derived RLC filter.

This RLC filter is derived based on Figure 3.10(a), which is effectively the

filter’s step response. Analyzing Figure 3.10(a), the filter can be approximated

as a second-order system with rise time 0.18 µs and maximum overshoot 15%.

In our experiment, we must filter out GPU kernels with execution less

than 500 µs because the measured power trace of this type of kernel is always

in the exponential increase stage due to the RLC effect. This type of kernel

could have a much higher power consumption than the measured value. Thus

we only trust kernels with long enough execution times (> 500 µs) for valida-

tion purposes. For each benchmark, we use the largest available input sizes and

modify parameters to increase the execution time without changing function-

ality. However, this execution time limitation still filters out 56 unique kernels

in the ISPASS and RODINIA benchmarks suites to the 21 kernels discussed

in Chapter 3.3.2.2. Also, we study another four kernels from prior work by

Hong and Kim [52]. So in all, we have 25 long-running kernels. To avoid the

RLC effect, our microbenchmarks were designed with long enough (typically

several seconds) execution time.
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3.3.2 Dynamic Power Validation

We validate the power model using microbenchmarks and real pro-

grams from public benchmark suites. We compare the average power and

the dynamic power behavior of several kernels against the measured hardware

results. The measurement process has inherent limitations that affect the

benchmark selection and dynamic power trace comparisons, and this is not to

be confused with simulation inaccuracies.

3.3.2.1 Microbenchmark Based Validation

Following the rigorous design methodology discussed in Chapter 3.2.3,

we designed 80 microbenchmarks that are used to iteratively refine our power

model. We present the final power model accuracy for these microbenchmarks

and validate the component-level power isolation microbenchmarks by showing

their simulation power distribution.

Average Power Test coverage is one purpose of our microbenchmarks. Our

microbenchmark design effort results in an even distribution of measured

steady-state power. Figure 3.11 shows the comparison between our power

model and the hardware for microbenchmarks running on the GTX 480. The

measured results on the x-axis are spread evenly from 80 W to 210 W, and

simulated power on the y-axis tracks the corresponding power difference across

different microbenchmarks. As we will show later, real benchmarks’ power has

a much smaller variation range (120 W ∼ 190 W).
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Figure 3.11: Microbenchmark power comparison.

The average absolute error for the microbenchmarks on the GTX 480

card is 15%. Because we designed each microbenchmark to isolate a specific

component power consumption, the error in total power for the microbench-

marks serves as a good indicator of the exercised component’s modeling er-

ror. A certain amount of inaccuracies for the Memory, DRAM, and Mix mi-

crobenchmarks come from the performance mismatches in the modeling of the

memory hierarchy in GPGPU-Sim versus the targeted hardware. For example,

the previous work [34] indicates that the hardware adopts a hash function for

memory address mapping, whereas the GPGPU-Sim simulation uses a linear

address mapping. Such types of modeling errors are significantly amplified in

the microbenchmarks because they are repeatedly performing a single or set

of operations.

The averaged modeling error for the Quadro FX5600 card under the

microbenchmarking tests is 16.2%. This GPU has a different implementation

of the memory coalescing logic [98] from the simulator, which causes our mem-
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Figure 3.12: Simulated per-component dynamic power distribution. The val-
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microbenchmark.

ory microbenchmarks that were designed for the Fermi to perform poorly, thus

resulting in the slightly larger modeling error.

Component-level Validation It is impossible for us to measure the component-

level power consumption. We achieve the component-level modeling validation

by isolating the component power when designing the microbenchmarks as ex-

plained in Chapter 3.2.4. If the targeted component consumes most of the

total power, the error in the total power consumption is a good indicator of

that component’s modeling error. In the ideal case that the component con-

sumes 100% of the total power, this component’s modeling error is equivalent

to the total power error.
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We present our microbenchmarks’ power isolation effect in heat-map

(Figure 3.12), which shows estimated per-component dynamic power distribu-

tion for a representative set of the component-level power isolation microbench-

marks (by stressing a certain component). Each colored grid corresponds to the

percentage of estimated dynamic power for that particular microarchitectural

component (x-axis) in the designed microbenchmark (y-axis). For example,

the execution unit for the functional microbenchmark in Figure 11 consumes

72.6% of the total dynamic power, with significantly less power consumed by

the register file (Reg) and pipeline (Pipe).

Achieving component power isolation for the execution units and DRAM

is easier. These two components consume 72.6% and 57.4% of the total power

separately in their stress testing microbenchmarks. It is almost impossible to

isolate L2 cache (L2-$) power from NOC power because each L2 cache access

involves an NOC access. We also found that L1 caches (data, constant and

texture) are hard to isolate. For instance, the L1 data cache (D-$) consumes

29.1% of the total power, whereas register file and execution units still consume

23.7% and 21.8% power separately. This extra power “overhead” is caused to

some extent by the data dependencies (Figure 3.6) that we intentionally insert

to prevent the compiler from optimizing away the microbenchmarking code.

In summary, the functional units and DRAM microbenchmarks achieve

better power isolation on targeted components. Thus total power error bet-

ter indicates component modeling error. However, this does not mean other

components have higher modeling errors. The reason is two-fold. Firstly,
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we designed more complex patterns to exercise these components. Secondly,

these components are majorly SRAM based arrays, which have less modeling

uncertainty as compared to functional units and DRAM.

3.3.2.2 Benchmark Based Validation

We evaluate the power model on a set of benchmarks that are not used

in the refinement process. We use 25 kernels from the 13 different benchmarks

presented in Figure 3.13. There are 18 kernels from the RODINIA suite [22]

and three from the ISPASS suite [12]. We also include four microbenchmarks

presented in prior work [52]. MGST kernels are not shown for the Quadro

FX5600 because they fail to run on the card.

Average Power Figure 3.13 shows our power model accuracy compared

to measured power along with the component-level breakdown of power con-

sumption for both the GPU cards. The results are sorted in order of modeling

accuracy. For GTX 480, the power model achieves an average error within

9.9%. Memory-intensive kernels, such as the first kernel in KMN (KMN K1)

and CFD K4, show more error due to the mismatch in memory hierarchies

between our performance model and the real hardware.

For the Quadro FX5600 card, the model obtains an average error of

13.4%. The results are weaker because GPGPU-Sim’s performance correlation,

regarding execution time, is 90% for this card and 93% for the GTX 480.

Moreover, the number of evaluated benchmarks for Quadro FX5600 is less than
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Figure 3.13: Estimated average power comparison and breakdown for real
benchmarks.

that used for GTX 480 because this card does not support the computation

ability required by MGST.

Comparing the performance per watt, we deduce that the GTX 480 is

3× better than Quadro FX5600. GTX 480 consumes 1.33× the total power

of the latter, but it is ∼4× faster in performance. The contributing factors

include several changes in the GTX 480 for energy efficiency and performance,

such as the presence of more functional units, increased SIMD width and the

introduction of data caches. The only kernels that show a decrease in the

overall performance per watt are KMN K1, MUM K1 and LIB K1. They do
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not have enough data locality to utilize the caches effectively and thus retrieve

data more often from DRAM.

The pie charts in Figure 3.13 show the power breakdown of the modeled

dynamic power consumption in the two cards. The chart is derived by averag-

ing and normalizing all kernels’ power breakdowns. Shared memory, texture,

constant and data caches contribute much less than other components to the

average dynamic power and are thus grouped into the “Other” label in the pie

chart. The lower power consumption of these components is caused by few

kernels using these structures. The increased number of functional units and

SIMD width cause execution units to increase from 12.4% in Quadro FX5600

to 20.1% in GTX 480. Pipeline power increases from 8.7% to 11.4% because

of the increased pipeline depth in GTX 480. GTX 480 has added both L1/L2

data caches, which reduces the DRAM and memory controller (MC) power

consumption from 28.8% and 8.3% to 17.8% and 4.8% separately. Note that

although GTX 480 has a larger register file (RF) size, the percentage of RF’s

power consumption increases because the total power consumption of GTX 480

increases more than the RF does.

Runtime Trace We also validate the dynamic behavior of our power model

against hardware measurements, which is an important step because a steady

power trace can have the same average power as a trace oscillating around

the steady state power. In Figure 3.14, we show the trace of five kernels from

benchmarks LIB, CFD, and MGST. These kernels are run separately, and thus
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the time in the horizontal axis is not continuous. Moreover, we only show 1 ms

of kernel execution time due to space constraints. The start time for all kernels

but one (MGST K1, discussed later) is 0.4 ms because data before this time

includes the exponential increase due to the RLC effect (see Chapter 3.3.1.4).

The dynamic power profile in GPGPU applications can be categorized

into two types. The first type has a steady power consumption, as seen in the

first four kernels (from LIB K1 to MGST K5) in Figure 3.14. The second type

is more like MGST K1, which has phases in the power trace.

The power model tracks the steady state power consumption trend

accurately, both across kernels from within a benchmark, as well as across

kernels from different benchmarks. For example, the CFD K4 kernel from the

CFD benchmark has higher measured power (∼180 W) than the CFD K3 kernel

(∼160 W). LIB K1 and MGST K1 have the lowest power consumption (both

below 150 W). Another thing to notice is that the simulator typically appears

more “noisy” compared to the measured trace because the hardware RLC
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circuit forms a low-pass filter that smooths out the measured power trace. We

can, in fact, capture such subtle variations in the workload activity.

In MGST K1, the dynamic power consumption drops past 0.5 ms due to

load imbalance. Cores are idling in the second half of the kernel’s execution. As

shown in Figure 3.13, MGST K1 has a relatively large portion of idle SM power,

and the model accurately tracks this behavior in the temporal perspective.

Note that this kernel’s starting time is not 0.4 ms, as for other kernels, because

it has only 1 ms execution, so the whole execution time is shown here. The

exponential decay pointed out by the arrow is again caused by the RLC effect

rather than any inaccuracies in our model.

In summary, we perform comprehensive validation of the leakage power,

average dynamic power, and dynamic power trace of kernels against measure-

ment results for both the GPU card configurations.

3.4 Supply Voltage Noise Model

This section describes the methodology used in this thesis for simulating

the power supply noise in the manycore GPU architecture. The framework

adopts a distributed power grid model to capture the spatial locality of voltage

noise in the manycore architecture. We fine-tune the distributed model from

the prior work on the CPU architecture for GPU architecture according to its

power and performance characteristics. These efforts lead to GPUVolt, the

first GPU voltage simulation infrastructure. GPUVolt is validated and has

0.9 correlation with hardware measurements. This work enables our own and
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other researchers’ work on studying the voltage noise in GPU architectures.

3.4.1 Overview

We start by providing an overview of the necessary co-simulation in-

frastructure, with which GPUVolt is tightly integrated to create a robust and

flexible voltage noise simulation framework. GPUVolt simulates the voltage

noise behavior by calculating the time domain response of the power (voltage)

delivery model under current input profiles of each core (Figure 3.1). We use

GPUWattch [79,80], the cycle-level GPU power simulator explained in the pre-

vious section, to approximate the current variation profile of each GPU core

under a certain supply voltage level. GPUWattch takes the microarchitectural

activity statistics from GPGPU-Sim [12], a cycle-level performance simulator,

and calculates the power consumption of each microarchitectural component.

We assume the widely established GTX 480 architecture for our study.

We tested and evaluated the accuracy of both GPGPU-Sim and GPUWattch

for this architecture. Both tools simulate the architecture with high accu-

racy. GPGPU-Sim has a strong 97% correlation with the hardware, whereas

GPUWattch has a modest 10% modeling error. The detailed microarchitec-

tural specification for the simulated architecture is shown in Table 3.4. Briefly,

the GTX 480 consists of many cores that are called streaming multiprocessors

(SMs) in NVIDIA terms. The GTX 480 has 15 such SMs. Each SM contains

a 64 KB L1 cache/scratchpad, and all SMs share the 768 KB L2 cache that

is backed by six high-bandwidth memory channels. Also, each SM has a large
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131 KB register file and a set of SIMD pipelines to support the execution of a

large number of logically independent scalar threads (i.e., 1,536 threads).

3.4.2 Distributed Model With Fine Tuning

The power delivery network of a processor comprises three stages, as

shown in Figure 3.15a: the printed circuit board (PCB), the package, and the

on-die power delivery network (PDN). As such, we need to model each stage

in the PDN, and modeling a PDN is effectively modeling its resistance (R), in-

ductance (L), and capacitance (C) component because those RLC components

interact with processor’s current draw to result in the voltage fluctuation. We

adopt the lumped model for the PCB and package PDN stages. The lumped

model includes only one instance for the RLC components, which is simple

but accurate PDN model for the single core architecture [42]. As such, it is

sufficient to use the lumped model for the PCB and package stage of the PDN.

In contrast, we use a distributed model that can capture the on-die
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voltage fluctuations accurately across the chip for the most critical compo-

nent, on-die PDN, A distributed model includes multiple instances of the RLC

components, forming an RLC network shown in Figure 3.15b. The distributed

model can reflect both intra-SM voltage noise as well as inter-SM voltage noise

interference [50], while the lumped cannot. As such, the distributed model is

a better fit for the on-chip PDN modeling in the manycore architecture com-

pared to the lumped model.

Accurately modeling the GTX 480’s PDN characteristics is challenging

because there is no public information on its actual PDN design. Therefore,

we derive our initial model from the original Pentium 4 model developed by

Gupta et al. [42]. However, we scale its PDN parameters in accordance with the

GPU’s peak thermal design power (TDP), because designers must design the

PDN to match the target processor architecture’s peak current draw [42, 60].

The GTX 480 has a high TDP of over 200 W, whereas the Pentium 4 model

has a TDP of only 60-70 W [42]. Because high-performance processor package

impedance is no longer scaling linearly [60], we only scale GPUVolt’s grid

parameters by 2× (compared to the 4× TDP ratio between two processors).

The parameters and their values are shown in Figure 3.15a. Other scaling

values (e.g., 1.5× and 3×) are also possible, which simply result in different

PDN characteristics. Thus, they are in fact valid configurations in GPUVolt.

We lay out the SMs, L2 caches, network on chip (NoC), and memory

controllers into the PDN grid based on publicly available die photos of GTX

480 (Figure 3.15b); the die photos show an aspect ratio of each SM not being
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Figure 3.16: GPUVolt’s simulation accuracy versus speed trade-off (without
GPGPU-Sim and GPUWattch overheads).

1, so we use 2×3 grid points to model each SM (Figure 3.15c) and 4×6 grid

points to model the L2 cache, NoC, and memory controllers.

We do not model the intra-SM floorplan in detail owing to the two

following reasons. First, the goal of GPUVolt is to focus on inter-SM voltage

variations and to study such variations’ impact on other SMs in the many-core

GPU architecture with a shared-PDN; the intra-SM variations are relatively

small, and therefore adding more detail does not necessarily provide additional

insights at the chip level. Second, adding the details of intra-SM floorplan

does not alter the voltage noise characteristics that we will present in the next

chapter. However, it is entirely feasible to extend GPUVolt with intra-SM

floorplan details if there is publicly available intra-SM floorplan information

for any of the contemporary GPU architectures in the future.

Figure 3.16 justifies our grid point allocation scheme (i.e., 2×3 grid

points for each SM and 4×6 grid points for the rest). It captures the trade-off
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between simulation accuracy and speed as the number of the PDN’s grid points

varies. We inspect the peak intra-die voltage variation under the maximum

SM-level current variation, which reflects the PDN’s highest voltage minus its

lowest voltage at the same cycle. This metric lets us quantify the impact of an

SM’s voltage noise in response to another SM’s activity, which may be adjacent

or distant on the chip. If we assume a lumped model with a single grid point,

the intra-die voltage variation in Figure 3.16a is nonobservable, which can lead

to incorrect conclusions. However, the model begins to capture peak intra-die

voltage variation as the grid size increases. With a total of 12×12 (144) grid

points, we can achieve a reasonable balance between simulation accuracy and

time. The peak intra-die variation starts saturating as the grid size exceeds

our choice while the simulation time continues to increase (Figure 3.16b).

Figure 3.16 also shows how the intra-die variation magnitude varies

with the number of GPU SMs. We show this primarily to emphasize config-

urability of our modeling methodology. GPUVolt can readily support a varying

number of SMs, depending on the assumption of the target architecture.

3.5 Voltage Model Validation

We validate GPUVolt by first showing its impedance frequency profile,

which establishes consistency with prior modeling works. Figure 3.17 shows

the impedance profile, extracted from the modeled PDN. As expected, the

impedance profile shows two peak values due to the RLC effects of the PDN.

Among the two peak values, the higher peak corresponds to voltage droops

68



that occur in the order of tens of cycles, which is commonly referred to as the

first-order droop (around 100 MHz). The lower peak impedance corresponds to

voltage droops that occur in the order of hundreds of cycles, known as second-

order droop (around 1 MHz). Our results are in line with previous studies [9,42]

and validate GPUVolt’s PDN modeling methodology. We include other scaling

factor results to demonstrate the ability to correctly model cheaper (i.e., high

impedance) or costlier (i.e., low impedance) PDNs.

To further validate the PDN, we compare it against measurement re-

sults. Ideally, one would measure and compare the hardware’s impedance-

frequency profile with that of the simulator. Unfortunately, we do not have

access to the required hardware V sense pins [75]. Therefore, we perform a best-

effort validation of GPUVolt by comparing the simulated worst-case voltage

droops against the critical voltage measured on real hardware, using a variety

of GPU applications. We measure an application’s critical voltage by pro-

gressively reducing the GTX 480’s supply voltage until the application crashes

(i.e., produces a segmentation fault or wrong output compared to the reference

run at nominal voltage). We decrement the processor’s supply voltage from

its default value (1.063 V, 700 MHz) in 10 mV steps, checking the program’s

correctness after each step. The first voltage at which the application produces

an incorrect result is recorded as its critical voltage.

For robust validation, we use applications from a diverse set of bench-

mark suites, with a large range of worst-case voltage droops. The application

set includes five large programs from the CUDA SDK: BlackScholes (BLS),

69



4

3

2

1

0

Im
pe

da
nc

e 
(m

O
hm

)

1
2 4 6

10
2 4 6

100
2 4 6

1000
Frequency (MHz)

 Scale 1.5x
 2x (Default for GTX 480)
 3x

First
order
droop

Second 
order
droop

Figure 3.17: Our PDN model’s
impedance-frequency profile.

20

10

0

S
im

ul
at

ed
 D

ro
op

 (
%

)

1.00.90.8

Measured Critical Voltage (V)

Studied
         Benchmarks

Figure 3.18: Simulated droop versus
measured critical voltage.

convolutionSeparable (CVLS), convolutionTexture (CVLS), dct8x8 (DCT), and

binomialOptions (BO); seven from Rodinia [21]: BACKP, KMN, SSSP, NNC,

CFD, MGST, and NDL; and the DMR program from LoneStarGPU [20]. The

worst-case droop ranges from 5% to 12%. Because of measurement limita-

tions, we can only validate the whole program’s worst-case droop, although

kernel-level droops can be analyzed.

Figure 3.18 shows the correlation between the measured critical volt-

age and simulated worst-case voltage droop. GPUVolt faithfully captures the

expected critical voltage behavior. As explained previously, programs with

a high measured critical voltage would show a large simulated voltage droop

and vice versa. The Pearson’s correlation between the two parameters is 0.9

assuming the default 2× scaling factor for the GTX 480 architecture for the

13 applications minus the four outliers. Thus, we conclude the GPUVolt’s

modeling methodology achieves reasonable modeling accuracy.
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3.6 Related Work

In this section, we compare our power model and voltage model pre-

sented in this chapter against prior arts from the perspective of the modeling

methodology. Moreover, we also compare our validation efforts with prior arts.

Power Modeling Methodology Zhang et al. [144] showed that GPU power

consumption increases linearly with the program’s computation intensity, and

they use this to predict the power consumption, similar to [134]. Maruyama

et al. [92] use hardware performance counters to predict power. Hong and

Kim [52] propose a power and performance prediction model for GPUs that

predicts the GPU’s execution time and power consumption using kernel and ar-

chitecture characteristics. These modeling methodologies are good for program-

level power prediction, but they lack our framework’s configurability for model-

ing the power consumption of different GPU architectures. Moreover, although

these previous works can only predict the GPU’s average power consumption,

our proposed model can provide cycle-level power trace of GPU programs,

which lets us capture different execution phases within a kernel.

Voltage Modeling Methodology Gupta et al. were the first to use a dis-

tributed PDN model to model on-die voltage noise [50]. GPUVolt is a natural

but GPU-specific extension of the prior work. GPUVolt is configurable and

useful to study GPU voltage-noise characteristics with different SMs (e.g., Fig-

ure 3.16a), package characteristics (e.g., Figure 3.17), microarchitecture config-
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urations (Figure 3.1), etc. Many prior works use a lumped model to studying

voltage noise at the single-core level [42, 60,112], or multi-core level [90].

Validation Effort Hong and Kim [52] measure the power of the whole sys-

tem for validation, whereas we isolate and measure the power that is consumed

only by the processor. Additionally, by conducting the voltage and frequency

scaling experiment mentioned in Chapter 3.3, we isolate the constant power

component from our measured power to validate the static leakage power and

dynamic power separately. We validated the dynamic power with a suite of

microbenchmarks that contains 80 kernels that exercise different microarchi-

tectural components. Moreover, with the 2 M/s sampling rate, we measured

the power consumption of real benchmarks. The execution time for these

benchmarks is typically around several milliseconds. We show the measured

traces of real benchmarks and use those traces to validate the runtime power

trace of our power model. Regarding the voltage model validation, previ-

ous works perform validation based on the impedance-frequency profile of the

simulated power delivery network [42, 50, 118]. In contrast, we perform the

measurement based validation by matching simulated worst-case noise with

expected hardware behavior.

3.7 Conclusion

In this chapter, we present an integrated performance, power, and volt-

age simulation infrastructure, which we rely on for studying the voltage noise
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characteristics and mitigation techniques throughout the thesis. We demon-

strate GPUWattch, a configurable, cycle-level and validated power model for

GPGPUs that can be used for architecture and software energy-efficiency stud-

ies. The robustness of the power model is proven against the measured power

of two commercial GPUs using a complete suite of both microbenchmarks

and real benchmarks. The power model achieves the averaged absolute error

within 9.9% for GTX 480 card, with 13.4% for Quadro FX5600, respectively,

for our evaluated benchmark suite from RODINIA and ISPASS. We devel-

oped this model on the basis of a robust power-modeling methodology that

will enable us to extend the existing power model systematically to support

future GPU architectures. We also demonstrate GPUVolt, an integrated volt-

age noise simulation framework specifically targeted at GPU architectures. It

adopts a distributed power grid model to capture the spatial locality of volt-

age noise in manycore architectures. We validate GPUVolt against hardware

measurements and show that it has a 0.9 correlation for a range of programs.
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Chapter 4

Worst Case Guardband Mitigation 1

In this chapter, we describe our novel guardband management tech-

nique for improving the energy efficiency of the worst-case guardband GPU

architecture. Our previous analysis showed that up to 23% of the nominal

supply voltage could be eliminated to improve GPU energy efficiency by as

much as 25%. The key obstacle for exploiting this opportunity lies in under-

standing the characteristics and root causes of large voltage droops in GPUs

and subsequently smoothing them away without severe performance penalties.

The GPU’s manycore nature complicates the voltage noise phenomenon, and

its distinctive architecture features from the CPU necessitate a GPU-specific

voltage noise analysis. In this chapter, we make the following contributions.

First, we provide a voltage noise categorization framework to identify, char-

acterize, and understand voltage noise in the manycore architecture. Second,

we perform a microarchitecture-level voltage-droop root-cause analysis for the

two major droop types we identify, namely the local first-order droop and

1This chapter is based on a prior conference publication attached in the end. The dis-
sertation author is the first author of the paper and has conducted most of the work.
Jingwen Leng, Yazhou Zu, and Vijay Janapa Reddi, “GPU Voltage Noise: Characterizing
and Smoothing Spatial and Temporal Voltage Noise Interference in GPU Architectures,” in
Proceedings of the International Symposium on High Performance Computer Architecture,
2015.
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global second-order droop. Third, based on our categorization and characteri-

zation, we propose a hierarchical voltage smoothing mechanism that mitigates

each type of voltage droop. Our evaluation shows it can reduce up to 31%

worst-case droop, which translates to 11.8% core-level energy reduction.
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4.1 Introduction

This chapter aims to improve the energy efficiency of the traditional

worst-case guardband GPU architecture. The measurement results in Chap-

ter 2.2 (Figure 2.6 and Figure 2.7) show that there is a large potential for

optimizing the voltage guardbanding for GPUs. Moreover, a significant por-

tion of the voltage guardband is allocated to tolerate supply voltage noise,

i.e., the turbulence at the on-chip Vdd plane, due to the interaction between

processors’ continuously varying current flow and the nonzero impedance of

processors’ power delivery network. Voltage noise can compromise reliability

in the system by causing sudden droops in the supply voltage. If the supply

voltage transiently dips below assumed conditions, it may cause circuit-timing

violations that result in processor failures or incorrect execution results.

Because large supply voltage noise is a rare event, it presents us with

a unique opportunity to improve energy efficiency. Compared to the tradi-

tional approach of relying on large static guardband to tolerate worst-case

voltage droops, lowering the guardband to typical operating conditions and

smoothing away large transient voltage droops improves energy efficiency.

Various techniques have been proposed to smooth voltage noise in CPU ar-

chitectures [36, 48, 49, 50, 71, 77, 112, 113, 116, 118]. However, to the best of

our knowledge, no such characterization and technique exist for GPU archi-

tectures. Thus, we must understand the fundamentals of the root causes of

voltage noise to unlock the potential for optimizing the guardband.

In this chapter, we follow a principled research methodology to study
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Figure 4.1: Overview of our work.

how to efficiently mitigate the worst-case voltage droops in the manycore GPU

architecture. Figure 4.1 presents an overview of our methodology. Given

the GPU’s manycore architecture and single-program, multiple-data execu-

tion model, we first propose a generally applicable spatial and temporal voltage

noise categorization framework to comprehensively analyze the voltage noise

in manycore GPU architectures. The temporal noise analysis focuses on the

time domain response of voltage noise as it interacts with the PDN impedance

profile. The spatial noise analysis focuses on how different cores (i.e., single-

instruction, multiple-data execution units) interfere with each other to aggra-

vate or alleviate voltage noise. We demonstrate that studying both together

is necessary to capture all interactions occurring in the GPU architecture.

Our spatial and temporal analysis reveals two major voltage noise droop

types in GPU architectures. First, the fast-occurring transient first-order

droops impact only a small cluster of cores. Second, the more slowly oc-
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curring transient second-order droops have a chip-wide effect, impacting all

cores across the entire die. In order to smooth voltage noise in GPUs, it is

necessary to tackle both forms of voltage droops.

To understand the activity leading to the two voltage droop types, we

conduct microarchitecture-level root cause analysis. We find that the local

first-order droops are caused by microarchitectural stalls followed by bursty

activity at the register file and dispatch units. The GPU architecture has a

large power-hungry (banked) register file to support the massive set of parallel

SIMT threads. The dispatch unit controls warp execution. Suddenly dispatch-

ing a large number of warps to the idling execution units causes a great current

surge that leads to a transient and fast-occurring voltage droop.

We also identify that the global second-order droops are caused by

implicit synchronization points that are induced by the aligned I-cache and D-

cache miss activities, as well as the alignment of thread block execution. Unlike

CPUs, GPUs lack an explicit chip-wide thread synchronization primitive at the

software layer. Thus, global synchronization manifests only through the low-

level microarchitectural activity. Implicit synchronization happens sufficiently

enough in many programs, making it a dominant droop type.

These two types of voltage droops have distinctive requirements for

voltage smoothing, which our spatial and temporal characterization frame-

work captures. On one hand, the first-order droop happens very quickly,

which makes it difficult to detect them and provides the little response time

for smoothing. On the other hand, the global second-order droop happens
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relatively slowly but involves the chip-wide activities. An intuitive smoothing

mechanism that throttles the chip-wide activities could incur a large perfor-

mance overhead.

Targeting the voltage noise in the manycore architecture, we propose a

novel hierarchical voltage smoothing mechanism, where each level specifically

aims at one type of voltage droop, as shown in Figure 4.1. For the first-order

droop, we train a model to predict the local first-order droop using our root-

cause analysis data based on the activity of the register file and dispatch unit.

The model is trained offline to avoid an expensive first-order droop detection

mechanism and provide enough response time for smoothing to work. For

the second-order droop, caused by implicit synchronization due to aligned I-

and D-cache misses and thread block execution, our smoothing mechanism

leverages current hardware communication mechanisms and delays execution

to disrupt the current and future synchronization pattern. As a result, it

effectively smooths the voltage with negligible performance overhead.

The hierarchical voltage smoothing mechanism reduces the worst-case

droop by 31% and eliminates 99% of all voltage emergencies. The effectiveness

of our proposed mechanism confirms the insights we made in our characteriza-

tion. The reduced worst-case droop enables a smaller voltage guardband that

enables energy-efficiency improvements. We observe an average 7.8% energy

savings. The reduced voltage emergencies can also enlarge the energy bene-

fits for future resilient GPU architectures with a hardware fail-safe mechanism

that can tolerate voltage emergencies at an additional penalty.
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The rest of the chapter is organized as follows. Chapter 4.2 introduces

the experimental setup we use for modeling and studying voltage noise in

a simulated environment. We rely on simulation infrastructures presented

in Chapter 3 to gather highly specific insights. Chapter 4.3 explains the

discovery of two dominant voltage droop types. Chapter 4.4 presents their

microarchitecture-level root-cause analysis. Chapter 4.5 discusses how we

mitigate the worst-case voltage droop on the basis of the hierarchical volt-

age smoothing mechanism. Chapter 4.6 evaluates our proposed mitigation

method. Chapter 4.7 discusses related work and compares our GPU voltage

noise findings with characterization and techniques that are well established

for CPUs. We close with our concluding thoughts in Chapter 4.8.

4.2 Experimental Methodology

In this section, we describe our simulation infrastructure setup to study

voltage noise in GPU architectures. We use our integrated GPU performance,

power, and voltage model presented in Chapter 3 for our study. We use cycle-

based simulation for these components.

Performance Simulation We use GPGPU-Sim (version 3.2.0) [12, 13], a

cycle-level performance simulator, running CUDA 4.0 [96] and its PTX ISA.

We use the default GTX 480 configuration provided by the simulator. The

key microarchitectural parameters are summarized in Table 3.4 (Chapter 3.3).
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Power Simulation We use GPUWattch [79,80] described in Chapter 3.2 for

the power simulation. GPUWattch is integrated with GPGPU-Sim for cycle-

level power calculation. In summary, GPUWattch has an average accuracy

that is within 9.9% error of the measured results for the GTX 480.

Voltage Simulation We use the GPUVolt [82,83] described in Chapter 3.4

for the voltage simulation. GPUVolt simulates the GPU’s power delivery net-

work (PDN)’s electrical characteristics. The input to GPUVolt is the each

core’s cycle-level current trace from GPUWattch, and it calculates each core’s

supply voltage value every cycle.

We provide a concise description of the GPUVolt’s supply voltage noise

modeling methodology. Recall that Figure 3.15a (Chapter 3.4) illustrates

GPUVolt’s PDN model. It consists of the printed circuit board (PCB), pack-

age, and on-chip PDN. For the on-chip PDN, GPUVolt follows the assumption

that a GPU processor adopts a shared PDN among all the cores. Prior work

has shown that a shared PDN in the muli-core CPU is more robust to voltage

noise than a split power grid where cores are connected to separate power

grids [58]. For the shared on-chip PDN, GPUVolt uses a distributed shared

grid model to capture the intercore interference activity. The grids are config-

ured to correspond to the GTX 480 layout that is shown in Figure 4.2.

In this study, we use the default package model in the GPUVolt as

explained in Chapter 3.4.2 to conduct our analysis. The PDN model together

with GPGPU-Sim and GPUWattch is co-configured to resemble GTX 480 and
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achieves a correlation factor of 0.9 against experimental measurement for this

default setup [82]. The impedance profile of the default PDN is shown in Fig-

ure 4.3, which is derived by scaling the parameters used in the original Pentium

4 model published by Gupta et al. [47]. The scaling factor is determined by

the ratio of GPUs peak thermal design power (TDP) compared to the Pentium

4 processor, based on the assumption that the design PDN should match the

target processor architectures peak current draw [42, 60]. The default model

uses a conservative scaling 2× (compared to the 4× TDP ratio between two

processors).

We also sweep the parameters of both on-chip and off-chip compo-

nents in order to conduct a sensitivity analysis for our work, shown in Fig-

ure 4.3. Package I has about 2× both first-order and second-order droop

impedance compared to the default package. Package II has the same first-

order impedance but 2× second-order impedance. Package III has the same

second-order impedance but 2× first-order impedance.
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In the rest of this chapter, we rely on breaking down and associat-

ing the magnitude of the voltage noise caused by activity on different cores

(Chapter 4.3). We also need the breakdown to understand voltage noise’s

association with microarchitectural activity to identify the voltage noise root

causes (Chapter 4.4). But because GPUVolt takes the power trace of all SM

cores to compute the PDN’s supply voltage profile as a whole, it cannot reveal

core-level noise activity. To decompose the contribution to voltage droop from

the different sources, i.e. cores, we leverage the PDN’s linear property. The

PDN model is simply an RLC network; thus, its voltage response from all

the cores is equivalent to the case when each core’s current trace is supplied

separately and then added all together. We verify that this linear property

holds true by simulating each core, aggregating the voltage output of all the

cores, and comparing that sum with GPUVolt’s simulated output. The result-

ing difference is less than 1%, i.e., negligible. We also use the similar approach

to decompose the voltage droop contribution from different microarchitectural

components at the single core level.

Benchmark Selection & Characteristics We use applications from a

diverse set of benchmark suites to faithfully characterize voltage noise in

GPUs. The application set includes five large programs from the CUDA SDK:

BlackScholes (BLS), convolutionSeparable (CVLS), convolutionTexture (CVLS),

dct8x8 (DCT), and binomialOptions (BO); seven from Rodinia [21]: BACKP,

KMN, SSSP, NNC, CFD, MGST, and NDL; and the DMR program from Lon-
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eStarGPU [20]. The simulated worst-case voltage noise of these chosen ap-

plications has been compared and validated against hardware measurements.

Moreover, the applications demonstrate a large range of voltage droop behav-

ior as shown in Chapter 3.4. Both reasons make them ideal for our study.

The BLS program has the largest worst-case voltage droop (12%),

whereas NNC has the smallest (4.6%). The large worst-case droop is what the

allocated guardband must tolerate, so we conservatively assume the operating

margin is determined by BLS. In reality, however, the worst-case guardband

is much larger because it also needs to tolerate other variations types.

4.3 Temporal and Spatial Analysis

In this section, we present a conceptual framework for characterizing

voltage noise in the manycore GPU architecture. We examine voltage noise

in the temporal (i.e., time varying) and spatial (i.e., core versus chip-wide)

dimensions. Using this framework, we show that there are two main types of

GPU voltage noise: the fast-occurring first-order droops that are localized to

a small cluster of neighboring cores, and the slow-occurring chip-wide second-

order droops. We explain why and how these two types manifest in the GPU.

We also explain why identifying and understanding these types is important.

4.3.1 Why Temporal and Spatial Analysis?

Understanding voltage noise activity in the GPU architecture is partic-

ularly challenging because of the nature of the GPU’s manycore architecture.
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Figure 4.4: GPU voltage noise categorization framework.

In GPUs, each core is an independent source of voltage noise, and a large

transient voltage droop anywhere in the chip is the result of interactions be-

tween voltage noise generated from different cores. Therefore, to characterize

GPU voltage noise thoroughly, we must quantify its spatial interference effects

between the different cores. Also, we also need to consider voltage noise’s

frequency-domain characteristics because the impedance profile of the GPU’s

power delivery network has both first- and second-order peak values that can

enlarge voltage noise occurring at the corresponding rates (Figure 4.3). Over-

looking either of these factors can lead to incomplete characterization results.

To tackle this issue, we propose a characterization framework that con-

tains two dimensions: temporal and spatial analysis. Temporal analysis is

designed to study the voltage noise’s frequency-domain characteristics. It fil-

ters out voltage noise at different rates and captures their features individually.

Next, for each type of voltage noise categorized in the temporal analysis, the

spatial analysis decomposes its noise contribution from different sets of cores

to expose spatial interference. These two steps, along with two orthogonal
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dimensions, allow us to comprehensively characterize voltage noise in GPUs.

The characterization framework, as shown in Figure 4.4, has four quad-

rants, with the y-axis focusing on the temporal analysis and the x-axis focusing

on the spatial analysis. At the temporal dimension, we analyze the frequency

of a voltage droop at the first- (100 MHz) and second- (1 MHz) order frequen-

cies because they cover the most of the frequency spectrum that have higher

impedance values (Figure 4.3). At the spatial dimension, we conduct the local

analysis which studies a cluster of four neighboring cores (e.g., cores 1, 2, 5,

and 6 in Figure 4.2), and the global analysis which focuses on all the cores.

Each of the four quadrants in Figure 4.4 indicates a specific type of

voltage droop. Namely, they are local first- and second-order droop, and global

first- and second-order droop. The first-order voltage droop at the chip level

(i.e. global) has been identified as the most important and the most noticeable

form of voltage noise by prior work [60, 112] in the single-core architecture.

However, our analysis shows that 1) voltage noise in the manycore architecture

is significantly different from that in the single-core architecture, and 2) all four

types of droop do not occur in the GPU architecture. The only two possible

types are the local first-order droop and the global second-order droop.

4.3.2 Temporal Analysis: First- vs. Second-Order Droop

The results of our analysis emphasize that both first- and second-order

droop are important in GPU architectures. Unlike prior work [60, 112] that

only shows the severity of the first-order droop in the single-core CPU archi-
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tecture, we show that the second-order droop also matters in the manycore

architecture. In some cases, it can be the leading cause of droops.

The first step is to separate a voltage droop into its first- and second-

order droop components. The voltage model calculates the time domain re-

sponse of the power delivery network, which mixes both the first- and second-

order droops together. To separate the two types of droops, we apply a low-

pass filter to the original voltage trace. Because the first-order droop happens

at a much higher frequency (100 MHz as compared to 1 MHz), the resulting

trace contains only the second-order droop. The subtraction of the original

trace from the second-order droop trace results in the first-order droop trace.

Figure 4.5 illustrates the separation process. Each top plot shows an

original simulated voltage trace, which is the summation of the first- and

second-order droop components. Each middle plot shows the low-pass fil-
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tered voltage trace, i.e. the second-order droop component. Each bottom plot

shows the trace of the first-order droop component, derived by subtracting the

second-order component from the original trace.

Separating the first- and second-order droop components by applying

the filter makes it possible to identify the droop types. Figure 4.5a shows a

voltage droop that is caused by the second-order component. The duration of

the droop matches the expected second-order droop characteristics, approx-

imately 700 cycles because the cores are operating at 700 MHz. Similarly,

Figure 4.5b shows an example where the voltage droop is caused by the first-

order component. Its droop duration also matches the expected characteristics

of the simulated architecture’s clock frequency and PDN behavior.

We quantify the extent to which a program is affected by the first-order

and second-order droops using the separation approach. We define a droop

as first-order (or second-order) dominant if the first-order (or second-order

droop) contributes more than 60% to the total droop. We call the remaining

cases balanced because neither droop is dominant. We first focus on the voltage
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droops larger than 8% and expand the analysis to other droops in the end.

Figure 4.6 shows the percentage of first- and second-order dominant

droops for the studied workloads. We observe that both first- and second-

order dominant droops exist in GPUs, and different benchmarks have different

droop characteristics. For example, KMN and BACKP are first-order dominant,

whereas CFD, DCT, CVLT and CVLS are second-order droop dominant. Some

other workloads, such as MGST and BLS, consist mainly of balanced droops.

From here on forward, we use shorthand and refer to first-order and second-

order dominant droop types succinctly as first-order and second-order droops.

4.3.3 Spatial Analysis: Local vs. Global Droop

In this subsection, we demonstrate how the physical spatial locality of

cores interacts with the temporal components (i.e. first- and second-order)

of a voltage droop. We show that although first- and second-order voltage

droops are important, they manifest under two different circumstances. We

demonstrate that a first-order droop is caused only when a small cluster of
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neighboring cores interact. For example, only SM 0 experiences a large first-

order droop in Figure 4.7a, where each line represents the voltage trace of an

SM core. As such, we define this type of voltage droop as local first-order

droop. In contrast, we find that a second-order droop is caused by global chip-

wide activity. As a result, all SM cores experience the second-order droop in

Figure 4.7b. We define such voltage droop type as global second-order droop.

We conduct the spatial analysis on all voltage droops that are greater

than 8%. We pick the threshold of 8% because we find that this threshold dis-

tinguishes the worst-case droop from the typical-case droop during the process

of analyzing the distribution of the droop magnitude [83]. We post-process the

data for spatial analysis. We decompose the ratio of voltage droop contributed

by each core (as described previously in Chapter 4.2), and then decouple its

first- and second-order components (as described previously in Chapter 4.3.2).

We aggregate the droop contribution into different numbers of SM cores, de-

pending on the “cluster size.” A cluster size of two means that we consider

four adjacent cores (e.g., cores 1, 2, 5, and 6 in Figure 4.2). A cluster size of

four implies all cores and a cluster size of one means only one SM core.

Our characterization data in Figure 4.8 shows that the first- and second-

order droops have distinctive spatial properties. Although both the first- and

second-order voltage droops increase with a higher number of active cores, the

manner in which they increase is remarkably different. The first-order droop

shown in Figure 4.8a increases noticeably from a cluster size of one to two, but

beyond that point it shows a marginal increase, meaning that a large number of
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Figure 4.8: Voltage droop contribution from core clusters.

active cores does not help much in building up first-order droops. In contrast,

the second-order droop, shown in Figure 4.8b, increases much more as the

cluster sizes increase. Therefore, we determine that a small cluster of local

cores is the main contributor of first-order droops, whereas the second-order

droop is mostly caused by chip-wide activities.

4.3.4 Local First- and Global Second-Order

In this subsection, we explain why only the local first-order droop and

global second-order droop are important in the manycore GPU architecture.

The other two temporal and spatial combinations illustrated in Figure 4.4 are

not critical because they do not contribute to large voltage droops.

Prior work has shown that the degree of activity alignment across

cores is important because in-phase current surge builds up large voltage

droops [118]. The key determinant here, however, is the likelihood that mul-
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Figure 4.9: Sensitivity analysis of the first-order and second-order droop to-
ward misaligned core execution activity.

tiple small GPU cores simultaneously align at either the first-order or second-

order frequency to cause a corresponding large voltage droop. We use Fig-

ure 4.9 to explain the sensitivity analysis of the first-order and second-order

droops toward activity (mis)alignment. The experiment is conducted by feed-

ing synthesized sine-waveform current traces matching first- or second-order

droop frequency to each core, and varying the alignment cycles between them.

Local First-Order Droop The first-order droop is a fast-occurring tran-

sient effect. As such, the likelihood of the largely aligned activity across a

large die consisting of multiple small cores is minimal, especially when voltage

noise has a decaying effect that affects how a voltage droop propagates [58].

Figure 4.9a shows that the first-order droop is extremely sensitive to

misalignment. Even a one-cycle misalignment can reduce the worst-case droop

from 28% to 9% because the first-order frequency is high (100 MHz) and gives
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the cores little time to align their activities. As a result, only a small number

of cores can run into aligned activities. Note that this 28% is not the abso-

lute worst-case droop for the simulated applications, but rather a theoretical

upper limit of the worst-case droop magnitude assuming the identical current

fluctuation of all cores matching the first-order droop frequency.

Furthermore, the effect of first-order droop can only be felt by neigh-

boring cores, not far apart cores, owing to the aforementioned decaying prop-

agation effect. We find that the voltage droop caused by two cores can vary

from 3% to 6% depending on the core’s spatial distance to the two active cores.

Global Second-Order Droop The second-order droop, on the other hand,

has a much higher tolerance for activity misalignment. Figure 4.9b shows the

sensitivity of the second-order droop to activity (mis)alignment. The second

order droop can tolerate up to 20 cycles of misalignment because of its rela-

tively lower frequency (around 1 MHz). Chip-wide activities can synchronize

at this rate and lead to global second-order voltage droops that affect all cores.

Furthermore, the second-order droop manifests as a global chip-wide,

rather than a local droop because of the PDN’s impedance characteristics.

The second-order droop’s impedance is lower than the first-order droop’s

impedance (Figure 4.3), and therefore it requires a much larger current fluctu-

ation to cause a large second-order droop than a first-order droop. Large and

sudden current variations do not occur at the frequency of first-order droop be-

cause of the high sensitivity of first-order droop to misalignment, as discussed
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previously, but such current variations can occur at the more slowly accumu-

lating frequency of the second-order droop. Thus, only the global second-order

droop does occur while the local second-order droop does not.

Maximum Droop We conclude this subsection with a comparison between

the local first- and global second-order droop for their maximum magnitude.

Figure 4.8 shows that the maximum magnitude of first- and second-order droop

is 6.4% and 9.5%, respectively. This means that the second-order droop caused

by chip-wide activities has a larger maximum droop magnitude than the first-

order droop caused by local activities.

4.3.5 Voltage Droop Threshold Sensitivity

The magnitude of worst-case droop determines the supply voltage op-

erating margin. We show that the results of our spatial and temporal analysis
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are similar for droops >4%, and as such the insights from our previous analysis

on droops >8% are applicable while operating with a different threshold.

We sweep the temporal and spatial analysis for voltage droops with

magnitude greater than 2%, all the way to their maximum droop (e.g. CVLT

only goes to 8%). The results are shown in Figure 4.10 for four representative

benchmarks. The value on the x-axis indicates that we analyze droops greater

than that value. The y-axis on the left plots the ratio between the different

types (first-order dominant, balanced, and second-order dominant). The y-axis

on the right plots the total droop count.

By inspecting the total droop count in Figure 4.10, we observe that the

5% droop threshold (compared to the 8% threshold based on which we con-

ducted our previous analysis) is also capable of distinguishing the typical-case

from the non-typical-case droop. In other words, droops >the 5% threshold

account for only 1-10% of the total droop counts.

Figure 4.10 also shows that all three droop types are prevalent for

droops >4%. Moreover, we observe workload-dependent behavior. For exam-

ple, BACKP has mostly first-order droops, whereas CVLS has mostly second-

order droops. However, the workload characteristics can be represented by our

analysis with the 8% threshold. Thus, our conclusions from previous subsec-

tions are also applicable to the non-typical-case droops.
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4.4 Microarchitecture-Level Root Cause Analysis

In this section, we analyze the microarchitecture-level root causes of

the local first-order and global second-order droops. Similar to the previous

section, we examine all voltage droops with the magnitude greater than 8%.

For the local first-order droop (Chapter 4.4.1), we divide the chip into

four clusters, where each cluster contains four cores. We first identify the

cores responsible for the droop by examining each core’s current surge at the

frequency of first-order droop. We then inspect microarchitectural stalls to

capture the root cause. Prior work in CPUs has shown that stalls can lead to

large droops, owing to the sudden activity burst following the stall [44]. Given

that an SM core has three schedulers in the scalar front end and SIMD backend

(Figure 2.5 in Chapter 2) and that the relationship between these schedulers

and voltage droop is unknown, we consider stalls of the three schedulers (e.g.,

warp scheduler) and also the major microarchitectural components in an SM.

For the global second-order droop (Chapter 4.4.2), almost every large

second-order droop involves synchronized current surge, contributed by at least

nine cores. Prior to the current surge of each core is a stall period that spans

over a few hundred cycles, which is the frequency of the second-order droop.

We consider the microarchitecture-level root causes for the long stall period

as the causes for the voltage droop. The microarchitectural activities that we

consider include all the possible events that prevent threads from being issued,

such as barrier synchronization, as well as various cache misses.
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Our key findings are as follows. The dispatch unit stall and register

file activity are the primary causes of local first-order droop, and the implicit

synchronization of activities across cores is the predominant cause of second-

order voltage droops. They comprehensively identify 99% of all droops.

4.4.1 Local First-Order Voltage-Droop Root Causes

Dispatch Unit Stall Recall that an SM core has three schedulers to maxi-

mize its throughput, as shown in Figure 2.5 (Chapter 2.1.2.2). The front-end

fetch scheduler takes instructions from I-cache in a round-robin manner to

create an instruction pool of different warps. The issue scheduler, more com-

monly known as the warp scheduler, selects and sends warps to the backend in

accordance with the availability of operands.The last scheduler located in the

backend, also called the dispatch unit, accesses the register file, taking bank

conflicts and write reservations into consideration, and sends ready warps to

the backend SIMD execution units.

Of the three schedulers, the issue scheduler is heavily studied due to its

large impact on performance [122]. However, we find that the last scheduler

(i.e., the dispatch unit) rather than the issue scheduler is the direct cause

of large first-order droops. Execution activity stalls in the dispatch unit can

induce local first-order droops for two reasons. First, the SIMD backend is

the most power-consuming component in GPUs [79]. The dispatch unit is

closely and tightly coupled with the power-hungry backend components that

can cause current surges, such as the register file. Second, the time for the
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Figure 4.11: Component contribution to large local voltage droops.

dispatch unit to ramp up the power of the backend datapath aligns with the

frequency of first-order droop. In comparison, when the two other schedulers

stall, the cycles for them to ramp up the backend exceeds the first-order droop

cycles, because it takes time for the activities of these schedulers to propagate.

Register File We also examine each microarchitectural component’s con-

tribution to local droops because the power surge of a component may cause

a large droop even without a microarchitectural stall. We leverage the voltage

simulation’s linear property to quantify each component’s contribution to a

single SM’s voltage droop. We can establish each component’s contribution

to the SM’s total voltage droop by feeding the individual component’s current

profile separately into GPUVolt, similarly to the process of separating each

core’s contribution to the voltage droop described in Chapter 4.2.

We perform the quantitative analysis of each component’s contribution

to the magnitude of voltage droops that are larger than 3% of the nominal
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supply voltage. We pick this value because the maximum magnitude of the

local voltage droop is about 5%. Therefore, a 3% threshold filters out the

typical droop behavior, letting us isolate and focus on the large droops.

Figure 4.11, shown as a box plot, captures the maximum, 75%, and 25%

quartiles, and the minimum contribution of each component for the cycle-by-

cycle voltage samples gathered during a run. Even at the intra-SM level, the

register file remains the single most dominant source of voltage droops, with a

maximum of 70% and median of 50% contribution to the droops. Other com-

ponents, such as FPU, SFU, shared memory, and data cache, also contribute

to large droops, but their influence is smaller as compared to the register file.

The reason why the register file is the hotspot for voltage noise is that

each core in the modern GPUs requires a large register file to hold the ar-

chitectural states of thousands of concurrent threads. It is 128 KB in our

simulated GTX 480 architecture. Compared to all the other power-hungry

components in the backend, the register file experiences the largest and fastest

current changes, in a manner that aligns with the first-order droop frequency,

thus making the register file a voltage noise hotspot inside the core.

Cause Distribution Figure 4.12 shows the ratio of the first-order droops

caused by the register file and dispatch unit. The ratio only applies to the first-

order droop here, and the “non-first-order dominant” droop (second-order or

balanced) will be analyzed later. We find the register file and dispatch unit

contribute roughly the same in BACKP, BLS, and CVLT. KMN has mostly
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Figure 4.12: Breakdown of local first-order droop root causes.

register-file-induced droops. We examine its PTX source code to verify this

observation and find that it has a large sequence of back-to-back PTX instruc-

tions that manipulate and move operands around in the register file. Because

the register file consumes a large portion of the total power [79], its dominant

cause to voltage droops in KMN makes sense.

4.4.2 Global Second-Order Voltage-Droop Root Causes

The global second-order droop is the result of temporally aligned multi-

core activity. Prior work [90] concludes that the explicit synchronization points

in CPU programs can cause large voltage droops. However, our analysis of

global second-order voltage droops in GPUs reveals that implicit synchroniza-

tion is the major source of temporally aligned activity across multiple cores.

The implicit synchronization across multiple cores is the artifact of the

single-program, multiple-data (SPMD) execution model of the GPU architec-

ture, where all the cores execute the same code. The consequence of such

SPMD execution model is that each core can experience similar microarchi-
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...

st.global.f32 [%rd7+0], %f2;

ld.const.f32 %f3 , [ff_variable +8];

mul.lo.s32 %r6 , %r4 , 2;

add.s32 %r7 , %r3 , %r6;

cvt.s64.s32 %rd8 , %r7;

mul.wide.s32 %rd9 , %r7 , 4;

add.u64 %rd10 , %rd1 , %rd9;

st.global.f32 [%rd10+0], %f3;

ld.const.f32 %f4 , [ff_variable +12];

mul.lo.s32 %r8 , %r4 , 3;

...

Figure 4.13: PTX code of kernel cuda initialize variables() in CFD.

tectural events, such as instruction or data cache misses. Another important

observation of the implicit synchronization is that it has a recurring pattern

because the microarchitectural event causing the synchronization is also recur-

ring. We identify three dominant types of microarchitectural events for causing

the implicit synchronization in the GPU architecture. These are data-cache

miss stalls, instruction-cache miss stalls, and thread block alignment.

Data-Cache Miss Stall Although GPUs are designed to hide memory ac-

cess latency, a cache miss can still stall the pipeline. The pipeline stalls when

all executing threads experience D-cache misses and no threads can be issued.

Therefore, following a data-cache miss refill, there can be a surge of activity

that causes a voltage droop. Such pipeline stall is due to data hazard and,

therefore, intuitive, as GPUs cannot perform out-of-order execution

Besides the data hazard, we find that the structural hazard can also

cause pipeline stalls that can lead to large voltage droops through the resulted
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Figure 4.14: The snapshot of kernel cuda initialize variables() execution profile
of number of warps ready per cycle, demonstrating the implicit synchronization
caused by data cache miss.

data-cache misses. When the memory request rate of running threads exceeds

a core’s ability to hide the memory access latency, all the threads may stall for

the outstanding/pending memory requests to complete due to the structural

hazard. Because the memory requests are serviced in a round-robin fashion,

after the stall each core starts up at almost the same time, which can cause a

globally aligned sudden power increase that can cause a voltage droop.

Figure 4.13 shows a code example, where there are multiple st.global

instructions that store the result back to the global memory address space.

Each thread executing the first store instruction experiences a D-cache write

miss. The cores continue executing the following instructions because there is

no true dependency on this st.global. However, as more threads experience the

write misses, the memory request buffer in the load-store unit becomes full,

and the threads cannot issue the second store instruction, as well as any other

instructions that follow. As a result, all cores ramp down to a halt, as seen
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Figure 4.15: Snapshot of a kernel in CFD desmontrating the implicit synchro-
nization caused by instruction cache miss. The left axis indicates the power,
and the right axis indicates the number of warps experiencing instruction cache
miss per cycle. The aligned power surge is due to chip-wide I-cache misses in
all cores except 4,11 and 13.

in the corresponding execution graph (Figure 4.14). As the structural hazard

eases, warp activity starts ramping up across all the cores, which creates the

chip-wide aligned current burst that ultimately results in a global droop.

Instruction-Cache Miss Stall Another cause of global second-order droops

is the chip-wide instruction-cache miss activity. The simulated GTX 480 ar-

chitecture has a 2 KB I-cache [140]. When the program’s instruction footprint

exceeds the I-cache and when a branch or an instruction outside the I-cache

is executed, each core experiences an I-cache miss stall.

Figure 4.15 shows an example of I-cache miss induced stalls that occur

across many cores. We show an execution snapshot of a kernel in benchmark

CFD. The kernel’s binary size is about 4 KB, which exceeds the capacity of

I-cache. To demonstrate the correlation between I-cache misses and voltage

droops, each subplot in the figure shows the power on the left y-axis and

number of warps experiencing I-cache misses per cycle on the right y-axis. In
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Figure 4.16: Snapshot of a kernel in DCT. The increase of active warps around
15,000/17,000 cycle is due to the launch of new thread blocks, which causes
sudden power spikes and, therefore, large global second order droops.

the highlighted interval, almost all the cores except 4, 11, and 13 experience

I-cache misses and incur a power surge afterward. The last subplot shows

the total power from all cores increases from 40 watts to 100 watts in the

highlighted interval, which leads to a large global second-order droop.

Thread Block Alignment Thread block alignment can cause second-order

droops by creating aligned chip-wide current surge. Our analysis shows that

thread block alignment can happen in two scenarios. First, it can happen at

the start of kernel execution, which is the natural synchronization point for all

cores. When a kernel launches, all the cores are activated which can lead to a

chip-wide current surge, and therefore, a global droop.

Second, the thread block alignment can also happen during the kernel

execution. In regular programs, thread blocks typically have similar execution

times. As such, a batch of thread blocks may complete at the similar time, im-

mediately followed by the issue of other thread blocks, which leads to a power
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Figure 4.17: Breakdown of global second-order droop root causes.

surge. Figure 4.16 shows this effect happening repeatedly midway through

execution by plotting the number of active warps per cycles for a kernel in

DCT. The launch of a new batch of thread blocks results in repeated power

spikes at around 14,000, 15,500, and 17,000 cycles. The aligned thread block

launch activity across all cores causes recurring global second-order droops.

Cause Distribution We show the ratio of global second-order droop caused

by the three sources to understand their importance in Figure 4.17. The data-

cache and instruction-cache misses are the two most important causes for

second-order dominant droops. However, this does not necessarily mean that

the thread block launch is less important, as it can cause extremely large

droops (10% in BLS and CVLS). Each program has only one dominant cause.

For example, droops in CFD and DCT are mostly caused by the data-cache

misses, which conforms with prior work that describes their memory-bound

characteristics [79]. The dominant cause in CVLT and CVLS is instruction-

cache misses, because their kernel size exceeds the instruction-cache size.
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4.5 Voltage Smoothing

In this section, we describe the details of our voltage smoothing mech-

anism for mitigating the two dominant types of voltage droops that we have

identified: the local first-order global and the global second-order droop. We

first show how the space-time voltage droop categorization framework helps us

to reason about the requirement of voltage smoothing for each type of droop.

Recognizing that the two dominant types of droops have distinctive smoothing

requirements, we propose a hierarchical smoothing mechanism. In particular,

we propose a two-level hierarchical smoothing mechanism where each level

smooths one droop type. Our hierarchical method is succinct and adds little

overhead to the design process when implemented in hardware.

4.5.1 Hierarchical Smoothing Mechanism

We explain the need for a hierarchical voltage smoothing mechanism in

GPUs by understanding the design requirement of smoothing mechanisms im-

posed from the spatial and temporal characteristics of voltage droops. Because

each type of voltage droop has its unique temporal and spatial characteristics,

hardware-smoothing mechanisms must be designed accordingly to match their

needs. The rest of this subsection explains our design considerations in detail.

Voltage Smoothing Mechanism Characteristics Typically, a voltage

smoothing mechanism has a front end detector and an actuator. The front end

monitors the trend of processor voltage variation, either by inferring it through
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processor microarchitectural events [90, 112, 116], or by measuring it directly

with voltage sensors [60,77]. Once the front end decides that the supply voltage

would likely drop below a certain threshold, it triggers the actuator, which is

responsible for droop mitigation (e.g., via processor throttling).

To this end, a smoothing mechanism has three characteristics: the

response time, actuation scope, and duration. The first one pertains to the

front end and describes the time slack that it has to detect the droop, whereas

the other two describe the actuator. We describe how to determine these

characteristics for different voltage droop types in the following paragraphs.

Droop Type and Smoothing Characteristics Our proposed temporal

and spatial analysis framework in Chapter 4.3.1 lets us reason about the char-

acteristics of voltage smoothing mechanism. For the high-frequency first-order

droop, the front end has less than 10 cycles’ response time. Failing to respond

to it in time will miss predicting the droop. Meanwhile, the short duration of

first-order droops also means that it requires a very short mitigation duration.

In contrast, a second-order droop spans over 500 cycles. Thus, it has a more

relaxed response-time requirement but also needs a longer period to mitigate

the droop. Regarding the spatial characteristics, local droops require the ac-

tuation scope to focus on a small cluster of local cores, whereas global droops

require full chip actuation because they are caused by chip-wide activities.

Effectively smoothing voltage noise with minimal performance overhead

requires the smoothing mechanism to cater to the droop’s spatial and temporal
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characteristics. A simple smoothing mechanism throttling the whole chip for

a long duration would incur a substantial performance and power overhead.

4.5.2 Local Voltage Smoothing

The first level in our smoothing mechanism is designed for the local

first-order voltage droops. In Chapter 4.4.1 we pointed out that local first-

order droops are mostly caused by dispatch unit stalls and register file accesses.

Based on this finding, we construct a model that uses the dispatch unit and

register file activities to predict if large first-order droops will occur. Then the

actuator will throttle core activities accordingly.

Front End We train a local voltage-droop prediction model to detect the

local first-order droop. Because the first-order droop has a very short transition

time, a prediction model provides fast enough response time for the actuator.

Figure 4.18a shows the detail of our local voltage droop predictor. The

predictors operates by inspecting each core’s power variation rate, where it

adopts a four-entry FIFO to record the power history in the past four cycles.

We find that a four-cycle duration is long enough to predict first-order droops.

At each cycle, a new power estimation gets enqueued in the power history

buffer, and a new prediction about the droop occurrence is made accordingly.

For the instantaneous power estimation, the predictor uses the number

of instructions issued from the dispatch unit (including integer, floating-point,

special functional, and load/store instructions), and register file access counts,
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Figure 4.18: Local first-order droop predictor. (a) Overview. (b) The predic-
tion accuracy: false negative versus false positive.

as shown in Figure 4.18a. We choose to use these metrics because they are the

dominant causes of first-order droops. We extract their energy information

from GPUWattch to estimate the power consumption.

The predictor makes the prediction in the following way. It extracts the

maximum power increment across two, three, and four cycles from the FIFO

and compares them against a set of thresholds. If any of the power increment

exceeds a preset threshold, it predicts an ongoing occurrence of a large droop.

The threshold values come from the offline training, where we use a number

(about 200) of large local droops (first-order droop larger than 8%) and a set

of randomly chosen small droops, and are deployed for online prediction.

We evaluate the prediction accuracy Pareto frontier of our model with

a different set of thresholds in Figure 4.18b. We select a final model with 7%

false negative and 9% false positive rate. We can improve the local prediction

109



model’s accuracy by considering neighboring cores’ activities. But we find our

single-SM-based predictor works accurately enough for smoothing.

Actuator The local smoothing’s actuator throttles the dispatch unit or the

register file if a large droop is predicted. At each cycle, the predictor examines

the power history buffer. The warp dispatch or register file access will be

throttled if the predictor deems that doing so would cause a large droop.

4.5.3 Global Voltage Smoothing

The second level in our hierarchical smoothing mechanism targets on

the mitigation of global second-order droops. Owing to its global spatial scope,

detecting the global second-order droop requires the knowledge of chip-wide

activities. Our mechanism reuses the existing hardware components for global

droop detection, and thus avoids the overhead of building an extra expensive

global chip-wide communication network or channels. Also, due to the long du-

ration of second-order droops, throttling the whole chip’s activities would likely

incur a large performance overhead. Thus, we propose a technique that lever-

ages the architecture’s throughput-optimization features to effectively mitigate

the second-order droop with minimal performance overhead.

Front End Our root-cause analysis shows that implicit synchronization due

to I-/D- cache miss and thread-block execution is the root cause for the global

second-order droop. An important implication of such finding is that we can
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detect global second-order droops by monitoring each SM’s active warp counts.

A warp becomes inactive if it experiences I- or D-cache misses, or finishes all

of its instructions. From Figure 4.14 to Figure 4.16, we observe that the global

droop occurs when most SMs transit from the state with a small number of

active warps to the state with a large number of active warps. As such, our

front end decides that a global droop would happen if more than nine cores

transit from zero active warps to at least one active warp in a 30-cycle window.

We choose 30 cycles because if the misalignment cycle exceeds this value, the

droop magnitude reduces dramatically, as shown in Figure 4.9b.

We leverage the existing communication channel between each SM and

the thread block scheduler to make the aforementioned decision. An SM uses

this channel to inform the thread block scheduler when it finishes the execution

of a thread block [94]. But it is rarely used as a thread block normally takes

at least thousands of cycles to finish. Thus, the SM can use it to report the

number of active warps periodically (10 cycles in our implementation). The

thread block scheduler then performs detection based on the global information

of all SMs. This centralized method makes global second-order droop detection

practical and requires only a small hardware modification.

Actuator An intuitive actuator for mitigating global second-order droop

is to throttle chip-wide activities for a long enough period. But this would

cause large performance degradation. Other than throttling, our actuator

delays each SM’s execution by 50 cycles when a global droop is detected.
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Figure 4.19: Evaluation of local-only, global-only and hierarchical smoothing.
(a) Worst-case droop. (b) Normalized execution time.

This minimizes the performance degradation for two reasons. First, the 50-

cycle misalignment, which accounts for only 1/10 of the second-order droop

duration, can effectively reduce the second-order droop (Figure 4.9b). Second,

we find that the global alignment often has a recurring pattern (e.g. Figure 4.14

and Figure 4.16). Staggering not only mitigates the current alignment pattern,

but also future recurring alignment patterns. This reduces the times that the

global actuator is triggered, further minimizing the smoothing overhead.

4.6 Evaluation

In this section, we evaluate the proposed hierarchical voltage smoothing

mechanism, considering its smoothing effect on the worst-case droop magni-

tude reduction. We then discuss the impact of voltage smoothing on energy

improvements with a reduced voltage guardband. Besides the hierarchical

mechanism, we also evaluate the two smoothing levels individually – local

only and global only – and show that they are not as effective as the combined

hierarchical smoothing. We also discuss the performance overhead and the

sensitivity of the hierarchical smoothing to different packages characteristics.
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Worst-Case Droop We evaluate the effectiveness of our hierarchical smooth-

ing mechanism on worst-case droop reduction because the worst-case decides

the amount of the needed voltage guardband. Figure 4.19a shows the worst-

case droop of the simulated applications over baseline, local-only, global-only,

and hierarchical voltage smoothing. The baseline has no smoothing applied.

In Figure 4.19a, the local-only smoothing can reduce the worst-case droop in

local first-order-droop-dominant applications such as KMN and BACKP, but

cannot mitigate the worst-case droop in global second-order-droop-dominant

applications such as CVLT and CVLT. We observe the opposite effect for global-

only smoothing. However, the combined hierarchical smoothing effectively re-

duces the worst-case droop of all applications. The reduction is 21% for the

first-order-dominant application KMN, 29% for the balanced-droop-dominant

application BLS, and 45% for the second-order-dominant application CVLS.

The geometric mean of reduction for all applications is 27%.

Performance Overhead We also evaluate the performance overhead of our

smoothing mechanism. Figure 4.19b shows the normalized execution time for

the same four scenarios as in Figure 4.19a, where the geometric average ex-

ecution overhead is 3.5% for hierarchical voltage smoothing. We also show

the overhead of local-only and global-only smoothing, which is only 1.2% and

2.3%, respectively. Note that the global smoothing increases the execution

time of MGST by 16% because the implicit synchronization in MGST does

not have a regularly recurring pattern, which results in much more triggering
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Figure 4.20: Normalized energy savings of smoothing.

events of the global smoothing. Overall, the overhead is small because large

voltage droops are rare and do not occur frequently during execution. Thus,

the benefit of hierarchical voltage smoothing is that it does not hurt perfor-

mance when droops are occurring infrequently, and performance degradation

is only experienced when voltage droops are predicted.

Energy Consumption We also evaluate the energy saving benefits of volt-

age smoothing by lowering the supply voltage. With hierarchical smoothing

in place, the worst-case droop among all applications decreases from 12% to

8.3% in BLS. As such, we assume that the supply voltage can reduce from the

nominal 1 V to 0.96 V. Figure 4.20 shows the normalized energy consumption

of core and noncore components (e.g. L2 cache, NoC, and memory controller)

for all applications. Note that we also assume that the noncore components

do not share the PDN with cores; thus, there is almost no energy reduction for

the noncore components. The average energy saving after lowering the supply

voltage is 11.8% for at the core level and 7.8% at the processor level.
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Package Sensitivity We also consider the sensitivity of the hierarchical

smoothing mechanism to package characteristics and show that it can still

effectively reduce the worst-case droop of all applications, regardless of package

parameters. Due to space constraints we summarize only our key results.

We performed the sensitivity study on the three packages described

in Chapter 4.2. The hierarchical voltage smoothing reduces the worst-case

droop of all applications by 33.8%, 37.7%, and 22.75% for three packages.

The average worst case droop reduction is 28%, 29%, and 21.6%. We notice

that the hierarchical smoothing is relatively more sensitive to the first-order

impedance. Recall that the local droop predictor was trained offline using the

default package droop values, which makes it less efficient for predicting local

droops in a package with a higher first-order droop frequency. In other words,

the predictor requires re-training to perform better for a different package.

Smoothing Aggressiveness Our smoothing mechanism can be tuned to

target different operating voltage margins. Smoothing voltage noise aggres-

sively lets the processor operate with a tighter margin, which can reduce energy

consumption further. But the trade-off is the added performance overhead.

We discuss such a trade-off using Figure 4.21. We use the target droop

threshold (x-axis) as the metric for indicating the aggressiveness of hierarchical

smoothing. For example, the 12% target is the baseline, i.e., no smoothing

applied. The 8% target is the smoothing target evaluated previously, and the

5% target is the most aggressive optimization goal.
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Figure 4.21: Worst-case droop (left), performance (middle), and energy (right)
trade-off with different smoothing aggressiveness.

The worst-case droop of all benchmarks decreases as the smoothing

aggressiveness increases, as shown in the left subplot of Figure 4.21. However,

performance overhead can be high. For example, the execution time (middle

subplot) of DCT increases to 1.35× the baseline under the most aggressive

case. The increased slowdown neutralizes energy improvement, resulting in no

energy reduction for DCT (right subplot). We also note a workload-dependent

behavior: KMN’s execution also increases to 1.25× under the most aggressive

case but it still has over 10% energy reduction. This is caused by the difference

in ratio between dynamic and static energy. KMN has a high portion of static

energy, which is greatly increased during smoothing, whereas DCT has a high

portion of dynamic energy, which is not increased as much during smoothing.

4.7 Related Work

To the best of our knowledge, this work is the first comprehensive

voltage noise characterization and smoothing effort in GPU architectures. To
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effectively smooth voltage noise, we present a systematic method involving four

key aspects, where we compare and contrast with prior works. We first study

voltage droop types categorized by our spatial- temporal analysis framework

and subsequently analyze voltage interference in the manycore architecture.

Following that, we study the microarchitectural root cause for each type of

voltage droop, and propose a hierarchical voltage smoothing mechanism.

Spatial and Temporal Analysis Most prior works in CPUs demonstrate

the severity of the first-order voltage droop [60,112,113]. However, their scope

is only at the single-core level, and thus, their insights are mostly relevant to

local first-order droops in the multicore CPU. VRSync studies global second-

order droops in a 32-core CPU (the authors do not mention the second-order

droop, but we infer it by examining the droop duration in the paper).

In contrast, our work studies both the spatial and temporal properties

of voltage droops in GPUs. Our characterization effort reveals that both the

second-order and first-order droops are important. While the second-order

droop is omitted by most works in the context of CPU architecture, it can be

dominant in certain workloads in GPUs. Furthermore, our combined spatial

and temporal analysis demonstrates that only two types of voltage droops in

GPUs matter: the local first-order and global second-order droop.

Voltage Interference A shared power delivery network in the manycore

architecture can amplify the amount of voltage droop. Both temporal align-
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ment and spatial distance of cores’ activities impact the amount of volt-

age noise interference that is experienced by the processor. Prior works in

CPUs [50,58,115] focused only on the temporal alignment effect.

Our work shows that the manycore architecture amplifies the role of

spatial distance between cores on voltage noise, where the spatial distance

combined with temporal alignment can lead to the constructive build-up of

voltage noise (i.e. the local first- and global second-order droops) in GPUs.

Microarchitectural Root Cause The local first- and global second-order

voltage droops have different microarchitectural causes in both the CPU and

GPU. In the CPU, the current surge after pipeline stall is the root cause

of first-order droop. The microarchitectural events that cause pipeline stall

include cache & TLB misses, and branch misprediction [42,44,60,112].

Our work shows the complete pipeline stall does not cause the large

first-order droop in GPUs. Instead, we identify that stalls in the last scheduler

(out of three schedulers) – i.e., the dispatch unit – causes the large first-order

droop. Besides that, the large power-consuming register file is another source.

In multicore CPUs, explicit synchronization such as barrier synchro-

nization has been identified as the cause of global second-order droops [90].

However, our analysis attributes implicit synchronization as a major cause

of such droops in GPUs. The microarchitectural events that cause implicit

synchronization include the I- & D-cache misses and thread block launch.
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Moreover, the explicit synchronization causes only a one-time droop, whereas

the implicit synchronization tends to result in recurring droops in GPUs.

Smoothing Various hardware and software methods have been proposed to

mitigate CPU voltage noise [47,49,90,112,113,116,117], from which our work

differs because our smoothing mechanism is hierarchical, more specifically two-

level, and targets the GPU’s unique microarchitectural voltage-droop causes.

4.8 Conclusion

In this chapter, we study a hierarchical mechanism to mitigate volt-

age noise in GPUs, which reduces up to 31% of the worst-case voltage droop

and translates to 11.8% core-level energy reduction. The proposed mecha-

nism, inspired by our space-time voltage noise characterization and the associ-

ated microarchitectural root-cause analysis, mitigates local first-order droops

with a per-core droop predictor and reduces global second-order droops by

staggering the execution of core activities such as thread block issuing. But

more importantly, the insights from our proposed characterization efforts can

enable future work in exploring more aggressive guardbanding solutions for

larger energy efficiency gain. Our work opens up new research possibilities,

such as identifying the ideal operating voltage guardband for individual GPU

kernels, dynamically tuning the guardband for various kernels during execu-

tion, performing timing speculation in GPUs using fail-safe hardware recovery

mechanisms, smoothing voltage noise using novel compiler techniques, etc.
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Chapter 5

Cross-Layer Guardband Management 1

In this chapter, we explore the energy benefits of reducing the GPU

processor’s voltage to the safe limit, i.e., Vmin point. We find about 20% voltage

guardband on multiple measured commercial off-the-shelf GPUs spanning two

architectural generations, which, if “eliminated” completely, can result in up

to 25% energy savings on one of the studied GPU cards. However, the exact

improvement magnitude of a program depends on its available guardband,

because our measurement results unveil a program-dependent Vmin behavior,

for which we analyze the root cause. Because the voltage noise consumes a

significant portion of the guardband, we experimentally determine that the

di/dt droop component of voltage noise has a larger impact on Vmin compared

to the IR drop, and that the activities during kernel execution cause large di/dt

droops. From these findings, we show how to use a kernel’s microarchitectural

performance counters to predict its Vmin value accurately. The average and

maximum prediction errors are 0.5% and 3%, respectively. The accurate Vmin

1This chapter is based on a prior conference publication attached in the end. The dis-
sertation author is the first author of the paper and has conducted most of the work.
Jingwen Leng, Alper Buyuktosunoglu, Ramon Bertran, Pradip Bose, Vijay Janapa Reddi,
“Safe Limits on Voltage Reduction Efficiency in GPUs: a Direct Measurement Approach,”
in Proceedings of the International Symposium on Microarchitecture, 2015.
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prediction opens up new possibilities of a cross-layer dynamic guardbanding

scheme called predictive guardbanding for GPUs, in which software predicts

and manages the voltage guardband, while a hardware safety net mechanism

ensures functional correctness.
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5.1 Introduction

In this chapter, we propose a guardband management mechanism to

improve the GPU architecture’s energy efficiency by moving beyond the tradi-

tional worst-case-designed guardbanding design. Recall that the measurement

results in Figure 2.7a (Chapter 2.2) show a large optimization potential for

operating at the safe voltage limit in GPUs. Moreover, we can also make

another fundamental observation that different programs have distinctive re-

quirements for voltage guardband. As a result, only 7% energy savings can

be achieved if we determine the voltage according to the worst-case scenario

shown in Figure 2.7b. However, most other programs can operate at a lower

voltage, which leads to 25% energy savings. Thus, we must design the guard-

band management that is aware of the program characteristics in order to fully

unlock the energy saving potential at the voltage guardband level.

We must understand the root cause of program-dependent voltage guard-

band behavior to design the program-specific guardband management mech-

anism. Because voltage noise is the main determinant of Vmin, as we show in

Chapter 2.2, we must determine the root cause of the largest voltage droop

and when exactly that happens in the context of CPU-initiated GPU execu-

tion. We profile each program’s performance characteristics and measure its

power consumption to study the interaction among performance, power, and

Vmin. These measured program-driven metrics and inter-relationships form the

foundation of facts from which we make observations about the key character-

istics of voltage noise in GPUs. With these insights, we show how to predict
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a kernel’s Vmin value with at most 3% error using its performance counters.

The capability of predicting the Vmin accurately enables the possibility

of a cross-layer guardband management mechanism called predicitve guard-

banding for maximizing the energy efficiency of GPUs. In predictive guard-

banding, the software predicts and operates at the safe voltage limit, and a

lightweight “safety net” hardware mechanism ensures reliable operation for

the rare case of a program that exceeds the preset prediction error margin.

The predictive guardbanding is program-driven, and therefore minimizes the

hardware design complexity. We study its potential in a exemplary conceptual

design through measurement on a real GPU card.

In summary, we make the following key contributions:

• We analyze the root cause of the program-dependent Vmin behavior. We

experimentally determine that the di/dt component in the voltage noise

during kernel execution has the highest impact and causes the program-

dependent Vmin behavior.

• We perform a quantitative study of the relationship between the program’s

performance characteristics and Vmin. We study how to use a kernel’s per-

formance counters to predict its Vmin accurately.

• We propose a cross-layer guardband management mechanism called predic-

tive guardbanding, in which the software predicts its voltage safe limit and

the hardware ensures correct execution even when the prediction fails.

• We demonstrate the large energy-savings potential of a exemplary concep-

tual design using Vmin prediction through measurement on a real GPU card,
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Figure 5.1: Overview of the experimental setup. 1. Undervolt: we use an over-
clocking tool to control the voltage of the studied GPU chip. 2. Vmin test: we
measure the Vmin point of each program by gradually undervolting the GPU
and check the correctness of the program’s output. 3. Power measurement:
we use custom power-sensing circuitry to measure the GPU power. 4. Perfor-
mance profile: we use nvprof to access performance counters. 5. Kernel-level
instrumentation: we use the callbacks before and after each kernel invocation
to measure the Vmin and power of each kernel.

on the basis of the Vmin prediction model.

We organize the chapter as follows. Chapter 5.2 describes our experi-

mental setup. Chapter 5.3 presents the results of Vmin measurement and the

root cause analysis for observed large Vmin variability. Chapter 5.4 studies

the interaction between the characteristics of program and its Vmin value, and

then studies how to predict the Vmin value of the program accurately using its

microarchitectural performance counters. Chapter 5.5 demonstrates a possible

optimization opportunity derived from our experimental insights. Chapter 5.6

discusses related work, and Chapter 5.7 concludes the chapter.
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5.2 Experimental Setup

In this section, we describe our experimental setup shown in Figure 5.1.

The central piece is the fine-grained voltage guardband exploration test, i.e.

the Vmin test ( 1© and 2©). We also measure the program’s power consump-

tion ( 3©) and profile its performance characteristics ( 4© and 5©) to study the

interaction of a program’s Vmin and its performance and power.

5.2.1 Voltage Guardband Exploration

We explore the voltage guardband on several off-the-shelf GPU cards

using a large set of representative programs via Vmin measurements. We de-

scribe the details of Vmin test, studied GPU cards and programs in the below.

Vmin Test We measure the voltage guardband for each program by measur-

ing its Vmin point, an operating point at which the program executes correctly

but experiences failures when the voltage is reduced any further. The Vmin

test includes two parts, labelled with 1© and 2© in Figure 5.1. We decrease the

GPU’s operating voltage from its stock setting. The stock setting of the GTX

680 card is 1.09 V at 1.1 GHz. We use the MSI Afterburner [3] to control the

GPU chip’s voltage at a fixed frequency. The granularity for controlling the

voltage is 12 mV. We do not modify the memory frequency and voltage.

We measure each program’s Vmin point with the undervolting granu-

larity of 12 mV. At each voltage point, we execute the program and check

the correctness by validating its output against a reference run at the nominal
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operating point. Each run is considered to be “pass” if i) for integer programs,

the output is identical to the reference run, or ii) for floating-point programs,

the output is within 10−2% of the reference run. We consider a voltage level

as working for a program if the program passes 1,000 times. In other words,

Vmin is the minimal working voltage for the program. Note that we also study

the error behavior for each program operating below its Vmin point, but we

run it 100 times for each voltage level due to long experimental time.

Measurement Noise Control We control the temperature and background

activities on GPU that may impact or skew the measured Vmin results. For

the temperature control, we adjust the fan speed to stabilize the tempera-

ture at 40 ◦C when the program starts execution. This guarantees similar

measurement temperature for all studied programs. We observe only a small

temperature change during program execution given its short execution time.

We report all programs’ Vmin value measured at 40 ◦C unless it is explicit.

We nullify irrelevant system activities during our experiment, specifically the

graphic activities, by installing another GPU card dedicated to graphics tasks.

We do not control the CPU activities, because they do not affect the Vmin val-

ues on the stand-alone GPU card (see Section 5.3.3).

GPU Cards We perform the Vmin measurements on several off-the-shelf

GPU cards. The studied GPUs in this work span two architectural generations:

Fermi (GTX 480 and 580) and Kepler (GTX 680 and 780). Table 5.1 lists their
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GPU GTX 480 GTX 580 GTX 680 GTX 780

Architecture Fermi Kepler

Core Counts 15 16 8 12

Core Clock (MHz) 700 875 1100 1100

Memory Clock (MHz) 1846 2004 3004 3004

Register Per Core (KB) 128 128 256 256

L1 Cache (KB) 48/16 (Configurable)

L2 Cache (KB) 768 768 512 1536

Read-Only Data Cache (KB) N/A N/A N/A 48

Memory Controllers 6 6 4 6

TDP (W) 250 250 195 250

Technology (nm) 40 28

Table 5.1: GPU cards’ microarchitectural specifications.

key microarchitectural specifications [94,97]. Note that “core” refers to SM in

Fermi, and SMX in Kepler. We use five different GTX 780 cards to verify our

experiments’ reproducibility and to study if there is an observable difference

related to process variation (similar in Chapter 2).

CUDA Programs We study a set of 57 programs from the CUDA SDK [106],

Rodinia [21] and Lonestar [20] benchmark suites. These programs have both

diverse performance and distinctive Vmin characteristics, which help us make

insightful observations of their interaction. Table 5.2 shows a complete list of

studied programs.

5.2.2 Power Measurement

We measure each program’s power consumption to study the relation-

ship between the program’s power behavior and Vmin, and quantify the energy-

saving benefits of operating at the Vmin point. The part 3© in Figure 5.1 shows

our power measurement setup. The GPU card consumes power from the PCIe
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SUITE

SDK

FDTD3d convolutionFFT2D dct8x8 HSOpticalFlow

matrixMul simpleAtomicIntrinsics fastWalshTransform binomialOptions

radixSortThrust lineOfSight BlackScholes segmentationTreeThrust

MonteCarlo sortingNetworks mergeSort dxtc

scan bandwidthTest scalarProd simpleSurfaceWrite

transpose vectorAdd vectorAddDrv simpleTexture

alignedTypes simpleStreams convolutionSeparable convolutionTexture

dwtHaar1D eigenvalues histogram matrixMulDrv

reduction quasirandomGenerator simpleTextureDrv simplePitchLinearTexture

simpleMultiCopy simpleMultiGPU simpleZeroCopy concurrentKernels

matrixMulDynlinkJIT

Rodinia

gaussian lavaMD bfs LUD

BACKP LKYT MGST SS

NDL NNC KMN HRTWL

SRAD

LoneStar DMR BH

Table 5.2: List of programs that we perform our measurements.

connection and the ATX power supply. We measure the power consumption of

both sources and add them up to get the GPU power. We insert a 25 mOhm

shunt resistor at each connection to measure the instantaneous current and

voltage and calculate the power consumption. We use the data acquisition

unit NI DAQ 6133 [93] to record the data at a rate of 2 million samples per

second. This power measurement setup is independent of the GPU card and

lets us switch cards and measure their power consumption. Note that the

measured power consumption is at board-level, which includes the GPU chip,

DRAM and peripheral circuits such as voltage regulator.

5.2.3 Profiling and Instrumentation

We use the NVIDIA profiler nvprof [103] to access GPU’s performance

counters. The counters profiled include various cache misses and functional
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unit utilization. We collect them at the kernel level; the run-to-run variation

of these counters reported by nvprof is within 1%.

In the Vmin test, we implement kernel-level voltage control to measure

the Vmin value. The software infrastructure that we use is the CUPTI (CUDA

profiling tools interface) library [101]. The CUPTI library provides instru-

mentation capability by registering the custom callbacks before and after each

kernel and runtime API call. We implement our own callbacks to control the

GPU’s voltage during the target kernel’s execution.

5.3 Program Vmin Analysis

In this section, we analyze the root cause of observed large Vmin variabil-

ity so that we can perform voltage guardband optimizations. We have shown

in Chapter 2.2 that the voltage noise causes the large Vmin variability. There

are two fundamental questions still awaiting answers regarding the root cause.

First, which component of voltage noise has more impact? The voltage noise

has two components: IR drop and di/dt droop. Each component has differ-

ent characteristics and implication for optimization. Second, which program

activity pattern causes the program-dependent behavior? CUDA programs

have complicated activity patterns, such as the CUDA runtime execution, ini-

tial kernel launch, kernel-to-kernel transition and kernel execution. We must

identify the causative pattern in order to determine the optimization efforts.
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Figure 5.2: Comparing Vmin across different GPU cards.

5.3.1 Why Program-Level Analysis

In this subsection, we explain why the program-level analysis is impor-

tant for understanding the root cause of program-dependent Vmin behavior.

We answer such question by showing this behavior is also consistently observed

across different GPU architectures, which indicates the program characteristics

is the most important factor for determining the Vmin values.

Recall that in Figure 2.6 (Chapter 2.2) we make two fundamental ob-

servations. First, a relatively large amount of voltage guardband exists for
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all studied programs. Second, a large variability in the studied programs’

Vmin values, which means that a program’s Vmin value strongly depends on

its characteristics. The first motivates us to perform guardband optimiza-

tion to improve energy efficiency, whereas the second indicates our guardband

management mechanism must be aware of the program characteristics.

We find that these two observations also exist on different GPU archi-

tectures. In total, we perform Vmin measurements on four GPU cards: GTX

480 and GTX 580 (Fermi architecture) and GTX 680 and GTX 780 (Kepler

architecture). Their specifications are described in Table 5.1. Because each

card has a different nominal voltage, we normalize each card’s Vmin to its nom-

inal voltage for comparison. Figure 5.2 plots the normalized Vmin on four cards

and their comparison. The range of voltage guardband is similar across these

cards: 11.5% - 23.3% on GTX 480, 11.6% - 20.3% on GTX 580, 9.2% - 18.3%

on GTX 680 and 14% - 22.5% on GTX 780.

We also observe that the program-dependent Vmin behavior exists on

all four cards: different programs have different Vmin values. Moreover, Vmin

values on cards with same architecture are slightly more correlated than Vmin

values on cards with different architectures. In the last three plots of Fig-

ure 5.2, Vmin values on GTX 480 and 580, and on GTX 680 and 780, are more

correlated than Vmin values on GTX 480 and 680. We can explain the lower

correlation of Vmin between two different architectures by observing program-

dependent Vmin behavior. A program’s characteristics may change when it is

running on a different architecture, which results in different Vmin behavior.
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5.3.2 Voltage Noise: IR Drop vs di/dt Droop

We first determine which component of the voltage noise has the dom-

inant impact on the program Vmin variability. There are two components in

voltage noise: IR drop and di/dt droop as shown in Equation 5.1. These two

components have distinctive properties. The IR drop component is determined

purely by the instantaneous current draw, whereas the di/dt droop component

is determined by the current draw’s increasing rate. Each component has a dif-

ferent implication for determining optimization efforts due to their distinctive

properties, and as such we must understand which component is dominant.

Vactual = VDD − I ×R− L× di

dt
(5.1)

We leverage the property of IR drop component to test the hypothesis

that it is the dominant component. We expect that a program with a high

Vmin value would have a high power consumption if such hypothesis holds

true. As such, we first inspect the relationship between the Vmin value and the

maximum IPC value of all programs because the IPC is a good indicator of

power consumption [57]. Figure 5.3a plots the comparison results, and shows

that programs with higher IPC values do not necessarily have higher Vmin

values. For example, the programs with an IPC value of about two, where the

maximum possible value is four because the Kepler architecture can issue up

to four warps per cycle [97], have the highest Vmin value. Thus, we conclude

that there is no evident correlation between Vmin and IPC.

We also measure the GPU’s power consumption to directly inspect the
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Figure 5.3: Vmin vs IPC and measured power.

relationship between Vmin and power. Figure 5.3b shows the result. There is

no evident correlation between the Vmin and the GPU card power consumption

either. However, the measured power is at board level, which includes both

the GPU chip and DRAM power (Chapter 5.2.2). Only the GPU chip power

consumption would impact Vmin, and DRAM power may disturb the corre-

lation that may have existed. Thus, Figure 5.3b is not enough to draw the

conclusion that the Vmin has no correlation with the GPU power consumption.

To overcome this measurement limitation, we profile and collect each

program’s DRAM bandwidth utilization to approximate its power consump-

tion [121]. We inspect the programs in Region A and B in Figure 5.3b sepa-

rately. Programs in Region A all have a low Vmin value of about 0.92 V but have

a wide range of measured power. If the hypothesis that IR drop is the dom-

inant component holds true, those programs would have similar chip power

consumption. The high measured power would be due to high DRAM power.
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Figure 5.4: (a) Power vs DRAM bandwidth for programs in Region A that
have similar Vmin of 0.92 V. (b) Vmin vs DRAM bandwidth for programs in
Region B that have similar power consumption around 120 watts.

Figure 5.4a plots the relationship between the measured power and DRAM

bandwidth for those programs. There are programs with very low DRAM

bandwidth but with high power. This again contradicts the hypothesis.

Programs in Region B all have a high measured power consumption

but a wide range of Vmin. If the hypothesis that the IR drop is the dominant

component holds true, the programs with high Vmin values would have a high

chip power consumption and low DRAM power consumption. Figure 5.4b

plots Vmin against the DRAM bandwidth for those programs in this region.

Programs with a higher Vmin value also have a higher DRAM bandwidth,

which is the counter example of the previous hypothesis. With the hypothesis

test being false, we can conclude that the di/dt droop instead of the IR drop

is the dominant component of the voltage noise.
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5.3.3 Program Activity Impact Analysis

Our previous analysis shows that the di/dt droop causes the large Vmin

variability among programs. In this subsection, we analyze which program

activity pattern causes such di/dt droop by categorizing the program activi-

ties and measuring each category’s Vmin. We categorize the activities to four

types: i) CUDA runtime activity, ii) inter-kernel activity, which causes the

repeated current ramp up and down in GPU; iii) initial-kernel launch activity,

which causes the current ramp up at the kernel invocation; and iv) intra-

kernel activity, which causes the current fluctuation due to microarchitectural

events. Identifying the relevant activity pattern lets us mitigate the droop by

suppressing the activity, or predict the Vmin value using the activity metrics.

CUDA Runtime We find that many programs spend a significant amount

of time on CUDA runtime functions such as transferring data back and forth

between the CPU and the GPU. These CUDA runtime activities are the pos-

sible cause of large di/dt droops. Thus, this thesis also studies the impact of

a set of representative CUDA runtime functions on the program’s Vmin value.

The studied CUDA runtime functions include cudaMalloc, cudaMemset, cud-

aMemcpy, cudaSetupArgument and cudaConfigureCall. The first two allocate

and set the specified size of global memory space in a GPU to a certain value,

and cudaMemcpy transfers a trunk of data between the CPU and the GPU.

The last two are common before a kernel starts to execute, and they basically

push the kernel invocation arguments to registers [102].
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Figure 5.6: Kernel-level Vmin matches the pro-
gram level, meaning that voltage noise is from
individual kernel execution.

To verify if any of these runtime functions is the source of large di/dt

droop, we measure each function’s Vmin. We use the CUPTI library (see

Chapter 5.2) to register a callback, which controls the voltage, before every

runtime function invocation. We measure the five commonly seen functions’

Vmin by only performing undervolting during the tested function execution.

Figure 5.5 plots the results. The Vmin of these functions is 0.89 V, which is

0.1 V lower than the highest measured Vmin of all programs (FDTD3d). Thus,

the activity of runtime functions is not the source of the large di/dt droop.

Inter-Kernel Activity The inter-kernel activity is another potential source

of the large di/dt droop. In the GPU programming model, a CPU launches

a set of kernels sequentially. The consecutive launch of kernels can result in

repetitive current fluctuations (ramp-up/ramp-down) and therefore can cause

large di/dt droops. Note also that the transition from CUDA runtime to kernel

execution may result in similar current fluctuations.

We measure each kernel’s Vmin value to verify if inter-kernel or runtime-
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kernel transition activity is the main source of large di/dt droops. The method-

ology is similar to the CUDA runtime function Vmin measurement methodol-

ogy. Also, we insert a one-second delay before undervolting GPU’s voltage

during the kernel execution. Because the voltage regulator can handle the cur-

rent variation slower than millisecond [112], the 1-second delay is long enough

to nullify the impact of current fluctuations caused by inter-kernel activity and

runtime-kernel transitions. We define the measured Vmin as kernel-level Vmin

to distinguish from the program-level Vmin, which is measured by performing

undervolting for the entire program execution.

Figure 5.6 compares the program-level Vmin and its maximum kernel-

level Vmin. If the inter-kernel activity or runtime-kernel transition caused a

large di/dt droop, the measured kernel-level Vmin would be much smaller than

the program-level. We observe that the kernel-level Vmin of all programs except

concurrentKernel match the program-level. Thus, neither of the two types of

activities causes large di/dt droops. The mismatch for concurrentKernel can be

attributed to the side-effect of kernel-level Vmin measurement due to the use

of CUPTI library, that is, serialized execution of all kernels. That program

originally has multiple kernels which run concurrently. The side serialization

effect reduces the activities on GPU, and therefore also reduces its Vmin.

Initial-Kernel Activity The individual kernel activity remains the domi-

nating source of the large di/dt droop because we have shown that neither the

CUDA runtime function nor the inter-kernel activity is the main source. The
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individual kernel activity can be further divided into initial-kernel and intra-

kernel activity. When a kernel is launched, all cores’ states change from the

idle state to the active state in a short period, similar to the effect of barrier

synchronization point, which may cause a large di/dt droop [90].

To verify if the initial-kernel activity causes large di/dt droop, we de-

sign an experiment to stagger the core activation and inspect if the Vmin de-

creases after the staggering. Prior work in CPUs has shown this can mitigate

synchronization-induced voltage noise [90]. We expect a decrease of the ker-

nel’s Vmin if the initial-kernel activity was the source of large di/dt droop. In

the GPU architecture, a thread block (TB) is the smallest unit that is sched-

uled to a core (SM) [100]. As such, we can reduce the core activation rate by

staggering the activity of issuing thread blocks into cores.

We develop a thread-block execution stagger mechanism to control the

core activation rate and describe the implementation details. We use a global

variable in the CUDA global memory space to record the number of active

thread blocks (TBs), which equals the number of TBs issued minus the num-

ber of TBs finished. Before starting the actual computation, each thread

block checks if the present number of active thread blocks exceeds the allowed

number. If yes, the thread block waits until the other thread blocks are com-

plete. Otherwise, it starts execution immediately. The control of the number

of active thread blocks is the key to thread block staggering. There are two

implementation-related details. First, we declare the global variable as volatile

to bypass the non-coherent L1 cache [104] in both Fermi and Kepler [94, 97].
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(b) Exponential stagger.

Figure 5.7: Correctness validation for implementation of linear and exponential
stagger execution of thread blocks during the initial kernel launch.

Second, we use a spin lock to control multiple thread blocks’ concurrent ac-

cesses to this global variable, which we implement with the atomic compare-

and-swap instruction atomicCAS in CUDA. The staggering rate can be either

linear or exponential; we implement both in our experiment.

We validate our implementation of linear and exponential stagger exe-

cution using a simple program vectorAdd. Figure 5.7 compares the measured

and estimated execution time for linear and exponential stagger with 16 thread

blocks. The value of the x-axis indicates the number of thread blocks in the

beginning. A value of 2 means two thread blocks can be scheduled in the

beginning. After that, the number of thread blocks that can be scheduled

increases linearly or exponentially. Because each thread block processes the

same size of data, the execution time of each thread block is similar. The over-

all execution time can be easily estimated. The match between estimated time
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Figure 5.8: Vmin increases as the number of thread blocks increases but stays
constant regardless of linear or exponential staggering. This indicates that
activities within the kernel cause a large di/dt droop.

and the measured time validates our implementation of the stagger execution.

We apply the stagger execution to the top 10 programs with the highest

Vmin values and inspect if the stagger execution can alter their Vmin values.

We measure their Vmin under different scenarios: i) limiting the number of

thread blocks throughout the execution, and ii) staggering the thread blocks’

execution linearly and exponentially. We observe the same results among the

programs and report only FDTD3D’s results. Figure 5.8a shows that Vmin value

increases as the number of active thread blocks increases, which is expected

because more active cores can build up the di/dt droop [14,118]. However, in

Figure 5.8b, we observe that neither the linear nor exponential thread block

staggering affects the Vmin value. Thus, we conclude that the initial kernel

activity does not cause large di/dt droops, possibly because chip designers may
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Figure 5.9: The Vmin variation of each kernel with multiple launches. The
kernels in convolutionFFT2D have large variation because the outputs of some
launches do not contribute to the final program output.

already have built in some staggering mechanism, or the latency of ramping

up all the cores is too long so that the overall di/dt droop effect is small.

Intra-Kernel Activity Using the method of exclusion, we infer that the

intra-kernel activity causes large di/dt droops because we have excluded all

other sources (CUDA runtime, inter-kernel and initial-kernel activity). The

intra-kernel activities can be microarchitectural events such as instruction

cache miss and data cache miss, as explained previously in the simulation-

based analysis part of this thesis (Chapter 4.4). Those microarchitectural

events cause pipeline stalls, and the pipeline suddenly becomes active after a

stall, resulting in a current surge and a large di/dt droop.

We study how different inputs of a kernel impact its Vmin value. We

conduct such study by measuring Vmin value of different executions for the

same kernel. In fact, the program typically launches the same kernel multi-

ple times with different input data. We leverage this program characteristics
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observation to eliminate the need of creating different inputs to the program.

Figure 5.9 shows the box plot for the Vmin of kernels with multiple invocations.

Most kernels’ Vmin values only vary about 1%. Kernels in convolutionFFT2D

have the largest variation, ranging from 0.92 to 0.99 V. We inspect its source

code and find that invocations with much lower Vmin do not contribute to the

program output. Thus, our methodology of checking program output cannot

measure these launches’ Vmin values. The Vmin variation of other launches that

actually contribute to the program output is within 0.01 V.

We also observe that the Vmin of some kernels changes up to 0.04 V

with different inputs in Figure 5.9. Their performance characteristics (via

performance counters) also have larger variability than other programs. In

summary, most kernels have small Vmin variation regarding the input, and

some kernels’ Vmin is more sensitive to the input because of the sensitivity of

their performance characteristics to the input.

5.4 Vmin Prediction

Our analysis indicates that the di/dt droop caused by the intra-kernel

microarchitectural events causes determine the program’s Vmin value. This

finding motivates us to explore the feasibility of using the program’s perfor-

mance counters to predict its Vmin value. We study several different approaches

of using performance counters to predict the Vmin value, which lays the foun-

dation for the software-driven guardband mechanism in the next section.
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Figure 5.10: Vmin for the different program types.

5.4.1 Program Category and Vmin

We first study whether a set of programs with similar performance

characteristics have similar Vmin values, and whether they have distinctive

Vmin values compared to another set of programs with different character-

istics. We categorize CUDA programs into four types by their performance

characteristics: memory bound, whose execution time is bound by the memory

bandwidth; compute bound, whose execution time is bound by the core’s com-

putational capabilities; latency bound, which does not have enough threads

and thus has very low utilization of both compute units and main memory

bandwidth; and balanced, which achieves high utilization of both the compute

units and memory bandwidth.

Figure 5.10 shows the Vmin for the different program types. Compute-

and latency-bound programs tend to have lower Vmin (i.e., smaller droop).
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Both memory-bound and balanced programs have diverse Vmin values, and

two of the memory-bound programs have the highest Vmin among all pro-

grams (i.e., larger droop). Prior work for CPUs has shown that two conditions

are needed for large voltage droops to occur: pipeline stalls, and synchro-

nized stalls among multiple cores. They can explain why the memory-bound

programs can have large droops: they have memory-related pipeline stalls,

and these kinds of stalls tend to synchronize because of memory subsystem

contention. Although pipeline stalls also exist in latency-bound programs,

they are not likely aligned because of the lack of shared resources contention.

Compute-bound programs either have stable power draw or unsynchronized

stalls. In summary, we observe that the program’s performance characteristics

correlate well with its Vmin value. This observation motivates our efforts to

construct an accurate Vmin prediction model, as described as follows.

5.4.2 Top-Down Approach for Vmin Prediction

In this subsection, we study two top-down approaches for Vmin pre-

diction that let us to quickly evaluate the feasibility and the accuracy of the

performance counter based Vmin prediction model. The top-down approach

does not require any prior knowledge about Vmin. Instead, it uses all possible

performance counters from a large number of programs and automatically con-

structs the prediction model, allowing a fast implementation and evaluation.

We consider two methods: linear regression and neural network. The former

produces a linear model, and the latter produces a nonlinear model.
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We collect 28 performance counters to construct the Vmin prediction

model. These are IPC, utilization level of different functional units (arithmetic

logic, floating-point and load-store units), single- and double-precision floating-

point operations per second (FLOPS) and hit and miss rates of various caches

(instruction, data and texture cache). These counters are input features for

both the linear regression and neural network approaches.

We calculate three error metrics for determining the prediction model’s

efficacy. We calculate the root mean square error (RMSE) as the metric to

indicate average prediction accuracy. We also calculate the maximum over-

prediction error, which means the predicted undervolting level is higher than

the actual value. The actual value corresponds to the program’s Vmin point,

and undervolting more than that level can cause the program to fail. The

third error metric we calculate is the maximum underprediction error, which

means the predicted undervolting level is lower than the actual value. If the

model predicts less undervolting level, extra guardband reduction opportunity

is wasted because the program could have run at a lower voltage level.

For the linear regression, we collect the 28 performance counters from

557 kernel launches. Thus, these data form a 557 × 28 input matrix for the

linear regression. Figure 5.11a shows the predicted value against the actual

undervolt level. Although linear regression has an RMSE value of only 2.2%, it

overpredicts many kernels’ undervolting levels by 7%, where the maximum is

10%. This requires additional guardband to tolerate. Moreover, the maximum

underprediction error is 10%: the predicted undervolt level is 5% but the actual
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Figure 5.11: The predicted undervolt vs measured undervolt using microar-
chitectural events. (a) uses linear regression, and (b) uses neural network.

level is 15%. This results in a 10% guardband wastage.

We use the same 557 × 28 matrix to train a neural network to predict

the undervolting level. The trained neural network has one hidden layer. Its

input layer has 28 neurons, and the hidden layer has ten neurons. Figure 5.11b

shows prediction accuracy, with an RMSE value of 0.5%. Not only does the

neural network outperform the linear regression approach in the average er-

ror, but the maximum overprediction error is only 3%. Moreover, the maxi-

mum underprediction error is only 2%, which guarantees the least guardband

wastage. Thus, the neural network produces a more accurate Vmin prediction

model than the model constructed using the linear regression method, which

indicates a nonlinear relationship between Vmin and performance counters.
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5.4.3 Bottom-Up Approach for Vmin Prediction

The use of all performance counters yields an accurate Vmin prediction

model. In this subsection, we evaluate a bottom-up approach for Vmin predic-

tion. The bottom-up approach identifies a small set of performance counters

that strongly correlate with Vmin, and constructs a simple model with compa-

rable accuracy. Because these events cause different di/dt droop, it matches

with the previous observation in Chapter 5.3.3 that the di/dt droop during

kernel execution determines the Vmin.

We first identify the most relevant performance counters (i.e. features).

We rank the 28 features using the Boruta package [74], which iteratively sorts

each feature’s relevance and ranks them by their relevance to the dependent

variable Vmin. We find that DRAM read throughput, IPC and single-precision

floating-point operations per second rank highest among all counters. The

reason for them being the most relevant to Vmin might be that they represent

the general pipeline activity, which determines the voltage noise profile.

We construct the Vmin prediction model with the three most relevant

counters using the following methodology. Because the peak achievable IPC

in the Kepler architecture is four, we first categorize the kernels to four types

by their IPC values: [0, 1), [1, 2), [2, 3) and [3, 4]. The heuristic here is that

the IPC is a fair indicator of the pipeline stall degree. For example, kernels in

the IPC [3, 4] region have Vmin from 0.93 to 0.95 V. In this region, stalls are

rare, and therefore the di/dt droop is small. In contrast, kernels in region [0,

1) have a larger Vmin variability, from 0.9 to 0.97 V. In this region, pipeline
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Figure 5.12: Piecewise linear model using the IPC, DRAM read throughtput
and single precision FLOPS.

stalls are frequent, and thus the di/dt droop may have a larger magnitude.

We also find that IPC alone is not enough to capture the Vmin variability. In

each IPC region, we perform a piecewise linear regression with one breakpoint

against the other two counters (DRAM read throughput and single precision

FLOPS) separately. We pick the model with better accuracy. We show the

model details in Figure 5.12, and summarize the key findings as follows.

IPC [0, 1) In this region, the IPC is low. The undervolt level decreases

as DRAM read throughput increases in this region. When both the read
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throughput and IPC are low, the pipeline stalls are most likely due to the lack

of threads (i.e. latency bound in Chapter 5.4.1). In this case, the di/dt droop

is small and the undervolt level is large. Kernels with high read throughput

and low IPC are memory bound. They have enough threads utilizing the

memory bandwidth, which is the prerequisite for generating a large current

surge after the stall and thus large di/dt droop.

IPC [1, 2) In this region, the metric single-precision FLOPS correlates

better with Vmin than the DRAM read throughput. The undervolt level de-

creases rapidly as the single-precision FLOPS increases until 10 GFLOPS and

plateaus. This can be attributed to the fact that higher FLOPS can cause a

larger current surge and therefore a larger di/dt droop.

IPC [2, 3) The undervolt level first increases but then decreases as the

read throughput increases. Kernels with low read throughput and medium

IPC are computing bound. They have mostly dependence-induced stalls. The

increased read throughput means more memory stalls, but the two types of

stalls are unlikely to align with each other, and thus the noise begins to de-

crease [14, 81]. However, the kernel becomes memory bound after the read

throughput increases above 20 GB/s. Then, the di/dt droop starts to increase

similar to the kernels in the IPC region of [0, 1).

IPC [3, 4] As mentioned earlier, kernels in this region have a small Vmin

variability because stalls are rare, and therefore the di/dt droop is small. The

undervolt level increases slightly as the read throughput increases.
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Figure 5.13: The Vmin prediction accuracy using the bottom-up approach.

Figure 5.13 shows the accuracy of the final prediction model derived

using the above method. It has the RMSE of 0.9%, and the maximum overpre-

diction and underprediction error is 2.7% and 3.3%, respectively. The accuracy

of this model using three key counters is comparable with the model produced

by the neural network approach using all performance counters.

5.5 Energy Efficiency Optimization

In this section, we demonstrate the energy efficiency improvement po-

tential of reducing the operating voltage to the safe limit. We first present the

energy benefit analysis of the oracle case when operating the GPU at the Vmin

point. We then discuss the energy benefits in the context of an exemplary

cross-layer guardband management mechanism called predictive guardband-

ing. The predictive guardbanding reduces the operating margin by deploying

the Vmin prediction model and ensures functional correctness with a sensor-

based safety mechanism in the hardware.
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Figure 5.14: Measured energy savings for each program operating at the Vmin

for the GTX 480 and the GTX 680 card.

5.5.1 Oracle Analysis

We first show the measured energy savings by running each program at

its Vmin point. Initially, we experimentally measure a program’s Vmin as shown

in previous sections. We then measure the overall GPU’s energy consumption

under two scenarios: i) with nominal frequency and voltage, and ii) with

nominal frequency and the running program’s Vmin point. We measure a subset

of programs shown in Chapter 5.2 that have long-running kernels. We measure

GPU power at the card level, which includes the power consumption of the

GPU chip, DRAM and peripheral circuits.

Figure 5.14 shows the energy savings on two different GPU cards: GTX

480 and GTX 680. By lowering the core voltage without changing the fre-

quency, we can improve energy efficiency. On (geometric) average, the energy

saving is about 21% for GTX 680 and 15.8% for GTX 480. The energy savings
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range from 14% to 25% for GTX 680, and from 8% to 22% for GTX 480.

The energy savings depend on two factors: the percentage of voltage

that can be reduced, and the ratio of GPU chip power consumption at the

card level. Note that the undervolting impacts only the GPU chip power

consumption but not the DRAM power consumption. For GTX 680, the

smallest improvement is seen with convolutionFFT2D. We can reduce its energy

consumption by 14%. It has the highest Vmin value of 0.99 V, which results

in the smallest gain in energy savings. The benchmark MonteCarlo has the

largest saving of 25%, although it has only a medium Vmin value of 0.94 V.

This is because the card-level power is dominated by the GPU chip power but

not the DRAM power. We observe that the energy savings with GTX 480 are

generally lower than GTX 680. This can be explained by the higher DRAM

power consumption for GTX 480 card.

5.5.2 Exemplary Design and Benefit Analysis

Having established the oracular opportunity of energy savings, we now

propose a novel GPU guardband management mechanism called predictive

guardbanding to fulfill the potential energy benefits shown previously. Note

again that the goal of our guardband management technique is to improve the

GPU’s energy efficiency while ensuring the correct program execution.

In the predictive guardbanding, the system firmware (or the runtime

software) reduces the voltage operating margin to save energy. It uses specially

architected hardware performance counters and a Vmin prediction model to
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predict and operate with the reduced margin. Although our model predicts

Vmin within 3% error margin for training programs, the prediction error for

unseen programs, whose characteristics are very different from the training

programs, could exceed the 3% error margin. This kind of corner case can

result in a system failure. Thus, our design must be augmented with an overall

“safety net” to ensure functional correctness.

Our scheme requires only a lightweight safety net in the hardware be-

cause the software takes the role of margin detection (via prediction) from

the hardware. The existing lightweight voltage droop sensor called the skitter

circuit [40, 119], suits our system well. The control firmware can use this sen-

sor to detect the corner case, i.e., the larger-than-expected voltage droop that

causes a violation of the 3% error margin established from model training.

Upon detecting such a case, the control firmware would restore the voltage to

the nominal level and roll back to the last checkpoint to guard against any

timing-error-related corruption that could have occurred. Then, this program

can be added to the offline training set to recalibrate the prediction model.

Our exemplary software-hardware (cross-layer) design for reducing volt-

age margin is distinct from the hardware-only feedback control loop. The latter

relies on complex and high-calibration-overhead sensors like critical path mon-

itors [61]. This exemplary design relies only on a lightweight skitter circuit.

Other lower-complexity error detectors, such as parity or ECC sensors [10,11]

available in large SRAM macros (e.g. caches or register files), can also provide

an alert about error-prone voltage levels and can help in the exemplary design.
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Because these hardware detectors are limited to memory arrays, we also need

the skitter circuits for the logic paths for computation and control.

We demonstrate that we can achieve energy savings close to the oracle

case using the prediction models presented in Chapter 5.4.2. We evaluate two

cases of executing each program at the undervolting level predicted by the

neural network and the piecewise linear prediction model separately. Because

both models have a maximum overprediction of less than 3%, we add another

3% margin to guardband this model prediction error. Figure 5.15a compares

the undervolting level at the Vmin point and the level predicted by the two

models plus the additional 3% margin. The predicted undervolting level of

both models is always lower than the level at the Vmin point, which means

that all those programs execute correctly without any faults. However, the

safety net mechanism is still required for the functional correctness of other

programs. The average gap between the actual and predicted undervolting

level is only 2.7% for both models, which minimizes the guardband wastage.

Figure 5.15b compares the energy savings running at the undervolting

level predicted by the two models with the savings in the oracle case. The

energy savings range from 11.3% to 23.2% using the neural network model

and 10.5% to 22% using the piecewise linear model, as opposed to 14% to 25%

in the oracle case. The average savings are 16.9% and 16.3% using the two

models and 21% in the oracle case. Using both models achieves over 80% of

the energy-savings benefits of the oracle case.
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(a) Undervolting level at Vmin point and predicted Vmin point.
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(b) Energy savings with oracle scheme versus predictive scheme.

Figure 5.15: Comparison of (a) undervolting level and (b) energy savings at
the measured and predicted Vmin point.
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5.6 Related Work

To the best of our knowledge, our work is the first to perform a compre-

hensive measurement-based study of voltage guardband in GPUs. We compare

and contrast our work with prior work on voltage guardband both in CPU and

GPU domains. In our work, we conduct the Vmin test on a class of off-the-shelf

GPU cards to characterize their voltage guardband. Prior work on reducing

the CPU voltage guardband is categorized into one of two types. The first

type reduces the voltage guardband while the processors continue to function

correctly [77], whereas the second type tolerates timing speculation errors with

the aid of an error detection and recovery mechanism [36]. Similar to the for-

mer scenario, the Vmin test assumes that no error occurs at the Vmin point.

However, our work’s emphasis is to characterize the voltage guardband and

build a fundamental understanding of its important characteristics on a GPU.

Our measurement results reveal that the di/dt droop during the ker-

nel execution is the largest contributor to voltage guardband in the multiple

studied GPUs. Many prior works adopt the simulation approach to study the

di/dt droop in the single-core [60,112,113] and multicore CPUs [50,90]. There

are also prior efforts that conduct a measurement-based study of voltage noise

in CPUs [14, 71, 118]. Prior work on voltage noise in GPUs focus on mod-

eling [83] and characterization [81] via simulation. Our work is the first to

perform a comprehensive measurement study of voltage noise using multiple

off-the-shelf GPU cards. We measure each program’s Vmin and characterize its

error behavior and probability when the GPU chip’s voltage goes below Vmin.
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Prior work in CPUs relies on hardware sensors such as the critical

path monitor [77], shadow latches [36] or ECC feedback [10,11] to reduce the

operating margin for energy saving. To the best of our knowledge, our work is

the first to use performance counter measurement for each kernel to predict its

Vmin value accurately and achieve near-optimal energy savings by operating

the GPU with a program-specific undervolting level.

5.7 Conclusion

In this chapter, we demonstrate that we can achieve significant energy

efficiency benefits as high as 25% by lowering the GPU’s processor voltage

without inducing errors. The challenge for leveraging this opportunity lies in

understanding what influences the choice of the safe limit. We find that the

di/dt droop is the largest determinant of Vmin, which also causes the program-

dependent Vmin behavior. We characterize the impact of program character-

istics on the Vmin, and show that we can predict the Vmin of each individual

kernel using its performance counter information. We propose a cross-layer

guardband management mechanism called predictive guardbanding that de-

ploys our Vmin prediction model, operates at the predicted Vmin point, and

ensures functional correctness with light-weight safety mechanism in the hard-

ware. We demonstrate that we can achieve a large energy savings by operating

the GPU at the predicted Vmin point in the predictive guardbanding.
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Chapter 6

Cross-Architecture Guardband Management

In this chapter, we focus on the reliability optimization of GPUs in the

presence of significant prediction error in predictive guardbanding. We gen-

eralize this problem in the context of accelerator-rich heterogeneous systems,

because the GPU architecture is essentially one type of accelerator. Build-

ing resilient systems is becoming paramount in the face of increasing CMOS

(un)reliability issues. The advent of accelerators into the system is likely to

make this challenging task harder, as accelerators are often integrated into

the system as black box third-party IP components—a fault in one or more

accelerators could threaten system reliability if there are no established fail-

ure semantics for how an error propagates from the accelerator to the main

CPU. Therefore, we present “asymmetric resilience,” a new architectural de-

sign paradigm that specifies how faults in accelerators can be isolated and

contained from the rest of the system. We advocate maintaining reliability

at the system level, centered around a hardened CPU, rather than at the

individual accelerator level by separating the accelerators and the CPU into

resilient computing domains. The accelerators reside in the weak resilient do-

main and only perform error detection. The CPU resides in the strong resilient

domain and performs checkpointing and recovery. Following these principles,
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we demonstrate how to use the CPU to handle GPU execution errors, while

operating the GPU at its minimum voltage guardband to improve its energy

efficiency. We explore the design space and show that the average overhead

is only 1% for error-free execution and the overhead increases linearly with

error probability. Asymmetric resilience is a generic paradigm that can be

applied to any accelerator-based system. It simplifies accelerator design and

enables scalable and flexible integration of accelerators. In this study, we ap-

ply the This optimization complements the predictive guardbanding, making

it a reliable cross-architecture guardbanding mechanism.
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Figure 6.1: Trend for number of accelerators.

6.1 Introduction

CPU scaling can no longer sustain our increasing demand for perfor-

mance and power efficiency because of the end of Dennard scaling and the

diminishing returns from microarchitecture enhancements. Therefore, hard-

ware accelerators [24, 25, 114, 141] are deemed to be the solution to provide

continued performance and power efficiency improvements beyond the general

purpose CPU. As Figure 6.1 shows, accelerators have an unprecedented growth

rate and adoption. The left figure shows the projected growth rate. The right

figure shows the increasingly number of accelerators Apple is integrating into

their System-on-Chip (SoC) designs.

Introducing hardware accelerators into computing system can increase

the system’s error vulnerability. Accelerators are heavily optimized for perfor-

mance and power efficiency. And this usually comes at the price of reduced
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reliability because of the inherent trade-off across those three metrics [66].

For example, prior works [89,131] studying GPU errors in large-scale systems

have found that the GPU’s MTBF (mean time between failures) is almost

eight times lower than that of the CPU. As such, it is crucial to maintain

computing systems’ reliability while introducing accelerators.

Accelerators specialize in different computation patterns and have sig-

nificantly different architectures from one another and the CPU. The rich

diversity and increasing count of accelerators make the challenge of assuring

system-level reliability progressively steeper because these accelerators are of-

ten integrated into the system as black-box, third-party intellectual property

(IP) blocks. IP core licensors do not always get to peer into the licensed

block. Moreover, traditional CPU-centric reliability mechanisms would likely

not work for accelerators because they would defeat the original goal of effi-

ciency that is targeted by the use of accelerators.

To bridge the widening gap between system reliability assurance and

accelerator adoption, we propose a new design paradigm called asymmetric

resilience to ensure the reliability of heterogeneous systems in the presence

of transient accelerator execution errors. The fundamental idea is to relax

the resiliency requirement of the accelerator architecture and ensure the sys-

tem reliability centering around the CPU architecture via the introduction of

asymmetric resilient computing domains. In asymmetric resilience, an accel-

erator in the weak resilient domain only needs to detect the error and report

to the CPU, and the system relies on the CPU in the strong resilient domain
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to recover from the detected error.

Asymmetric resilience allows designers to avoid accelerator specific reli-

ability optimization, and focus on accelerator performance and power efficiency

optimizations. We demonstrate the case of applying the asymmetric resilience

paradigm to make a trade-off between energy efficiency and reliability in a

CPU-GPU system. Specifically, we optimize the GPU’s voltage guardband.

Prior works on CPUs showed more than 20% energy saving potential [36, 77]

because the nominal voltage is over-provisioned for typical case operation.

We propose a new design in which the CPU handles the GPU’s worst-case

condition, and lets the GPU save energy by operating at the typical case.

We develop an asymmetric resilience runtime system that uses the CPU

to recover from GPU error caused by worst-case voltage conditions. We study

the important implications and explore the design space of asymmetric re-

silience on the basis of a developed testbed system. By studying the charac-

teristics of such errors and how those errors propagate from the GPU to the

CPU, we find that the CPU can recover from the GPU error by simply re-

launching the kernel in most cases. We find that 69 out of 81 kernels in studied

CUDA programs only require a single relaunch to recover from the detected

error. For the remaining 12 kernels, our runtime can automatically decide the

minimum set of kernels to relaunch, with a lightweight source-code level an-

notation. Our runtime system incurs negligible performance overhead in the

error-free execution, and we propose several optimizations that can minimize

the error recovery overhead.
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We make the following contributions in this work:

• We propose the concept of asymmetric resilience, a generic design paradigm

that ensures the reliability of accelerator-rich systems in the presence of

transient accelerator errors. Such a design paradigm relies on the CPU and

exempts accelerators from heavy resiliency optimizations (Chapter 6.2).

• We explore the role of the architectural components including the acceler-

ator, the CPU, and the memory subsystem, which are hosted in different

resilient domains, and therefore have different implications (Chapter 6.3).

• We describe a runtime system that provides the asymmetric resilience in

a CPU-GPU system, which the GPU is a programmable accelerator. Our

runtime has near zero overhead when no error occurs and we study opti-

mizations to minimize its error recovery overhead (Chapter 6.4).

We organize the chapter as follows. Chapter 6.2 gives an overview of

asymmetric resilience and its benefits. Chapter 6.3 describes the architec-

tural implications of asymmetric resilience. Chapter 6.4 explains the support

that the asymmetric resilience runtime system needs to provide in the context

of CPU-GPU heterogeneous system. Chapter 6.5 describes our experimen-

tal setup for our prototype and the evaluation methodology. Chapter 6.6

evaluates our asymmetric resilient runtime system and its associated bene-

fits. Chapter 6.7 discusses the current limitations of our system and how the

system can be extended. Chapter 6.8 compares against related works, and

Chapter 6.9 concludes the chapter.
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Figure 6.2: Overview of asymmetric resilience. The fundamental idea is to
ensure the system’s reliability using the most resilient component. Our studied
paradigm has two (strong and weak) resilient domains, which host the CPU
and accelerators, respectively. The former is optimized for resiliency and and
the latter is optimized for performance/power.

6.2 Asymmetric Resilience

In this section, we describe the overarching architecture of the pro-

posed design paradigm called asymmetric resilience that ensures the reliability

of the heterogeneous system in the presence of accelerator errors. Our work

focuses on transient errors in CMOS technology that have become increas-

ingly significant threats as the CMOS technology continues to scale. We con-

sider external events such as cosmic rays and alpha particles that can cause

single- or multiple-bit flip errors in memory cells including latches, SRAM,

and DRAM [91], as well as other internal events like capacitive cross-talk and

power supply noise (also known as Ldi
dt

inductive noise), which not only cause

memory cell flip errors but also logic errors [42].
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6.2.1 Motivation

To understand asymmetric resilience, we first need to distinguish the

two terms “resiliency” and “reliability,” which are often used synonymously.

The term reliability means a system is capable of consistently performing com-

putation according to its specifications and generating the expected outcome.

The term resiliency refers to its capability of recovering from errors.

Traditional resilient techniques ensure the reliable operation in the pres-

ence of those threats above by detecting and recovering from the errors caused

by them. For example, processors deploy ECC (error correction code) to pro-

tect memory cells from soft errors. Certain processors also aggressively reduce

the supply voltage to minimize energy consumption, which makes themselves

vulnerable to voltage noise errors. As such, they also adopt sensor-based error

recovery or error avoidance resilient mechanisms [8, 36,45,68] for reliability.

Extending the traditional techniques to accelerators implies that their

architectures will be designed to detect and recover from errors themselves.

However, such an approach is not desirable because it requires accelerator-

specific optimization that incurs significant overhead. For example, recently

studied accelerators [24,25,114,141] all have moderate complexity and it is non-

trivial to transform them to be resilient against errors. Moreover, not all CPU-

centric error recovery mechanisms can be borrowed and applied to accelerators.

For example, CPUs can treat transient errors similar to mis-speculation [8,36,

45] is handled, but parallel architectures like GPUs do not support speculation

due to architectural differences and implementation challenges.
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Figure 6.3: The role of CPU in aysmmetric resilience. (a) shows an error-free
execution, and (b) shows an error recovery process.

6.2.2 Proposed Resilience Architecture

To enable scalable, flexible and reliable accelerator architectures, we

want to decouple the error resiliency tasks into error detection and error re-

covery, thus calling the proposed design paradigm asymmetric resilience, since

it augments accelerators with the error detection capability and “offloads”

the error recovery task from accelerators to the CPU. Asymmetric resiliency

decouples error detection and recovery by deploying resiliency domains. A

resiliency domain is the grouping of hardware components with the same level

of reliability into one single domain. These resiliency domains are used to

contain faults and ensure reliability.

We illustrate asymmetric resilience using Figure 6.2. There are two
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domains: the strong resilient domain and the weak resilient domain. The

former domain has a strong resilience requirement: it must detect the targeted

transient errors and recover from them. In contrast, the latter domain has a

more relaxed requirement: it only needs to detect the error. In asymmetric

resilience, the idea is to rely on the strong resilient domain to guarantee system-

level reliability in the presence of errors from the weak resilient domain. The

strong resilient domain is the fail-safe mechanism for the entire system. We

want to use the most resilient computing component to handle errors from

other less resilient components.

In practice, asymmetric resilience requires the strong and more resilient

domain to be accompanied with a framework that reasons about how differ-

ent domains interact and cooperate for ensuring the system’s reliability. We

use a CPU +GPU system to demonstrate the strong and weak resiliency do-

main concept. In addition, we present a software framework for dynamically

handling faults that arise within the GPU’s weak resiliency domain.

Asymmetric resilience offers two major benefits. First, it allows design-

ers to stay focused on performance and power efficiency optimization, instead

of also addressing reliability. Holistically treating performance, power, and

reliability can be a tedious design challenge, especially at the pre-silicon stage

because some errors, such as Ldi
dt

inductive noise, manifest as a result of run-

time interactions across the various electrical components. Second, it simplifies

system-level design. As our reliance on accelerators increases, design complex-

ity will increase, and that can hinder the pace of rapid innovation needed to
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achieve sustained performance improvements. Often, accelerators are third

party intellectual property (IP) blocks that are blindly integrated into the sys-

tem for added functionality. Asymmetric resilience can enable faster design

time and lower cost because reliability is handled at the system level, intead

of at the accelerator architecture level.

6.3 Architectural Implications

Adopting the asymmetric resilience paradigm requires a rethinking of

the architectures of all the components hosted in different resilient domains

including the interconnection. As the first effort for studying asymmetric

resilience, we consider the system with two resilient domains. It is natural

to deploy accelerators in the weak resilient domain, and CPUs in the strong

resilient domain. We also assume the interconnection between two domains is

the memory subsystem. As such, we discuss the architectural implications of

the accelerator, CPU, and memory subsystem in asymmetric resilience.

6.3.1 The Role of Accelerator

In asymmetric resilience, accelerators have a smaller resiliency require-

ment as they only need to detect errors. Error detection is the prerequisite for

reliability optimization. We believe that deploying the error detection logic or

circuits in accelerators would only require little accelerator-specific optimiza-

tion and incur a small overhead because detecting errors is an architecture-

independent procedure both at the circuit- and microarchitecture-level.
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At the circuit-level, error detection across the CPU and the accelerators

bear a similarity because the underlying physical causes for different errors are

same across them. An accelerator can deploy the error correction code (ECC)

for protecting itself from the threat of soft errors in an SRAM array cell or

latch [91,135,142]. The accelerator can report errors that cannot be recovered

by the deployed ECC to the CPU for error recovery. Another example is

that an accelerator can detect errors caused by power supply noise via voltage

droop sensors, or canary circuits [17,30,36,77].

Similarly, the microarchitecture-level error detection techniques devel-

oped for CPU can also be applied in the context of accelerators. Those ap-

plicable error detection techniques include modular redundancy [88, 125] and

anomaly or exeception detection [132,136]. Those techniques are easily imple-

mentable for accelerators. In summary, accelerators can borrow the lightweight

error detection techniques developed for the CPU for their purpose, leaving

the heavy lifting job of doing error recovery to the system-level architecture.

6.3.2 The Role of CPU

In asymmetric resilience, the CPU is hosted in the strong resilient do-

main. As such, the CPU needs to be able to recover from both its own errors

and errors detected in the weak resilient domain. The required effort for the

CPU recovering from its own errors is relatively easy because the reliability of

general purpose CPU architecture in the presence of those transient errors is a

well-understood challenge that already has sophisticated solutions [8,36,45,68].
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Regarding accelerator errors, the system relies on the CPU for easing

away the accelerator-architecture-dependent error recovery. The reliance on

the CPU error recovery necessitates a coarse-grained transactional error re-

covery semantics owing to the existing CPU-accelerator execution model. For

higher utilization rate and better system performance, the accelerator com-

putation can usually overlap with the CPU computation. As we show in

Figure 6.3a, because the accelerator computation is asynchronous, the CPU

needs to issue the synchronization command when it wants to use results from

the accelerator. As such, the CPU cannot control the accelerator during the

accelerator’s computation. To rely on the CPU for error recovery, a transac-

tion based recovery is necessary: the CPU must treat a piece of acceleration

computation as an atomic transaction. The CPU deems the transaction as

failed when there is an error detected by the accelerator itself, and reissue the

transaction for error recovery, as shown in Figure 6.3b.

In Figure 6.3b, our error recovery aims to avoid the replay of the CPU

computation, which requires that the error during accelerator computation

can not corrupt the CPU computation before the synchronization point. We

explore this access control feature in the memory subsystem design. The CPU

also needs to make checkpoints of necessary accelerator data so that it can

re-issue the computation transaction. Since the asymmetric resilience targets

errors that happen in the accelerators, we only need to make the checkpoint of

memory that can be written by the accelerator. However, the kind of memory

subsystem affects the memory that can be accessed by the accelerator, and
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Figure 6.4: The taxonomy of different memory subsystem .

hence affects how the CPU needs to make the checkpoint. We discuss the role

of the memory subsystem in the next subsection.

6.3.3 The Role of Memory Subsystem

As explained in the previous subsection, the memory subsystem plays a

critical role in the asymmetric resilience design paradigm. There are two major

roles for the memory subsystem which includes error isolation and memory

protection. The first role is crucial for the system reliability and the second

role is required for reducing the overhead. Our work focuses less on the memory

subsystem but we identify that a set of prior works can be directly applicable.

We explain what error isolation means and why it is needed. First, be-

cause asymmetric resilience does not require accelerators in the weak resilient

domains to recover from errors, an accelerator error can corrupt the CPU’s

data and result in a catastrophic failure if the error is not faithfully contained

or isolated. Second, in the transaction-based error recovery, we aim to not

replay any CPU computation to minimize the recovery overhead on the CPU

side. The memory isolation is the prerequisite for both optimization targets.

As the CPU treats an accelerator computation as a transaction, an acceler-
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ator error should not have any side-effect on the CPU side. Otherwise, the

CPU needs to perform checkpointing for its own computation. As such, the

memory subsystem has to provide the error isolation effect to prevent errors

in the accelerator to corrupt the CPU states.

We categorize the memory subsystem in the heterogeneous system and

discuss how to augment each memory subsystem kind with the error isolation

feature. Figure 6.4 shows three kinds of memory systems: the discrete memory,

the unified memory, and the coherent memory. The CPU and accelerator have

separate physical memory in the discrete memory subsystem. In contrast, the

CPU and accelerator share the same memory in the unified memory subsystem.

In the coherent memory subsystem, they not only share the same memory

subsystem but also own a coherent cache.

The discrete memory subsystem naturally ensures that errors from the

accelerator do not propagate to the CPU memory. We explain why this is

the case using the example of current discrete CPU-GPU system. Although

the physical memory is separate in such a system, they share the same virtual

address space [51]. The CPU needs to explicitly allocate and copy the input

data to the accelerator memory, and the accelerator can only access its own

memory while performing its computation. This memory model naturally

prevents the accelerator from accessing the CPU memory.

The other two kinds of the memory subsystem (unified memory and

coherent memory) are more widely used due to the performance and pro-

grammability advantages. The fundamental of error isolation is to prevent the
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accelerator from accessing an arbitrary memory address. Prior work border

control [109] provides safety against unspecified memory accesses with near-

zero storage and performance overhead. Their work can be used to augment

the unified memory and coherent memory with the error isolation effect.

Besides the error isolation, the memory subsystem also needs to pro-

vide the protection feature for different addresses to enable the extremely low

overhead checkpointing. This feature can significantly reduce the amount of

checkpoints. For example, we only need to checkpoint the memory addresses

which an accelerator computation will write to if the memory subsystem can

guarantee the read-only access for all other memory addresses. There is a line

of work [27,138,139,143] that can be used for this purpose.

6.4 Runtime Support

Having described the architectural implications for asymmetric resilience,

we now describe the required runtime system support. We present the details

of our runtime in the context of a discrete CPU-GPU heterogeneous comput-

ing system while our proposed mechanism can be generalized to the case of

integrated CPU-accelerators. The previous section justified the memory sub-

system choice based on the prior work. Most applications that require hard-

ware accelerators have their equivalent implementation in the GPU because

the GPU is programmable. As such, we can study a diverse set of programs

to cover the possible trade-off space for different accelerators. Our runtime

system runs on the CPU and performs recovery operation from accelerator
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Figure 6.5: The multi-GPU system experimental setup used for prototyping
the asymmetric resilience. The shadow GPU used for error detection is only
for illustrative purpose.

(i.e. GPU) errors following the principles of asymmetric resilience. We discuss

how the runtime determines the checkpoint and recovery process based on the

program dependency characteristics and underlying architecture features.

6.4.1 Checkpoint Optimization

In this subsection, we explain how the runtime system records the

checkpoint before the accelerator computation. The memory that needs check-

pointing depends on i) how the error manifests with respect to the memory

address space and ii) how the accelerator treats the memory address.

We implement our runtime system in a multi-GPU system as shown

in Figure 6.5. The other GPU serves as error detection as we will explain

in Chapter 6.5. Although we conduct our study in the discrete CPU-GPU

system, the same insights can be applied to the integrated CPU-accelerator

context by adopting the error isolation mechanism discussed in Chapter 6.3.3.
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Our runtime works at the CUDA runtime API level, which is the programming

interface between CPU and GPU [102]. For example, developers use the CUDA

runtime API to allocate and copy memory in the GPU. The driver API shown

in Figure 6.5 is another alternative for implement the runtime [105]. We choose

the runtime API because it is a higher-level abstraction.

Our runtime treats a CUDA kernel, which is the minimal scheduling

unit by the CPU, as an accelerator computation. The CPU launches a ker-

nel in an asynchronous fashion: the CPU does not need to wait until the

completion of the kernel to resume its own computation. After launching the

kernel, the CPU can issue explicit synchronize command if it needs to access

the kernel’s computation results. The choice of the kernel granularity lets us

avoid making the checkpoint of architectural states during kernel execution

which otherwise could incur significant overhead owing to the thousands of

concurrently running threads in the GPU.

The failure semantics of the targeted error event is the first-order deter-

minant on what memory addresses to checkpoint. We define failure semantics

as to how the error event manifests with respect to the memory address space,

which can range from a single byte of memory to the entire memory space. In

our case, we categorize the memory address space of an accelerator computa-

tion (kernel) into the input, output, input/output, other legal memory, and

illegal memory. The input/output memory is used as both the input and out-

put (e.g. accumulator) for the kernel. The other legal memory is the memory

that the kernel can access legally but not used in the kernel execution.
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In our work, we deeply investigate the failure semantics for one type of

error, i.e. voltage noise, and use the notion to minimize the runtime overhead.

We study such errors using the methodology that will be described in Chap-

ter 6.5. When the kernels fail, we observe two major kinds of error events:

memory output corruption and illegal memory access. Memory output cor-

ruption means that the kernel runs to completion but the output it generates

is different from the golden reference run, commonly referred to silent data

corruption (SDC) [28]. Illegal memory access means that the kernel execution

reads or writes to an illegal address due to the error caused by large voltage

droop. The illegal memory access results in an explicitly reported CUDA error.

Therefore, the runtime does not need to take checkpoint for the output

memory and illegal memory addresses. The runtime relies on the reissue of the

accelerator computation to recover from errors. As such, the output memory

can be restored. Since the memory management unit can terminate the illegal

memory accesses, the side-effect can be avoided. For example, the CUDA run-

time raises the exception of illegal memory accesses when the GPU hardware

detects an illegal access to the CPU memory address space or unallocated

memory space and requires a GPU reset operation. The runtime only needs

to checkpoint the input, input/output, and other legal memory addresses.

The memory protection feature can further bring down the checkpoint

overhead. In our study, the corruption on the other legal memory including the

input memory and other kernels’ data is not observed but still possible. As we

described in Chapter 6.3.3, if the underlying memory subsystem provides the
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memory protection feature, the runtime can specify that the kernel can only

write to the output and input/output memory, leaving all other memory in

the read-only memory. This can prevent the potential corruption of all other

memory, allowing the runtime only to checkpoint the input/output memory.

We explain a straightforward memory protection design in Chapter 6.7.

Our runtime system can leverage the implicit checkpoint in the CPU

memory to mimic the memory protection feature as the current hardware does

not provide such a feature. The implicit checkpoint exists because the CPU-

GPU heterogeneous system adopts the discrete memory subsystem. In such

system, the CPU explicitly manages the GPU’s memory: the CPU allocates

the memory in the GPU, and copy data from its own memory to the GPU for

computation. Owing to the natural error isolation effect of discrete memory

in which the error from the GPU cannot propagate to the CPU, the CPU

memory that the GPU copies data from can be used as a checkpoint for the

corresponding memory region in the GPU. We call such checkpoint as an

implicit checkpoint because it is not explicitly made by our runtime.

6.4.2 Recovery Operation Optimization

We describe how the runtime system performs the error recovery oper-

ation. We show that in the most commonly seen cases, we can simply relaunch

the kernel using the CUDA runtime running on the CPU to recover from the

GPU kernel execution error. In the case where the kernel relaunch cannot be

recovered, our proposed mechanism requires a lightweight annotation of each
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void CUDAkernelQuantizationFloat
   (float *SrcDst, int Stride)
{
    //copy current coefficient 
    float curCoef = SrcDst[idx];
     //quantize the current coefficient
    float quantized = round(curCoef 
        / curQuant);
    curCoef = quantized * curQuant;
     //copy quantized coefficient back
    SrcDst[idx] = curCoef;
}

 An example of non-relaunchable kernel
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Figure 6.6: Comparing number of kernels that can and cannot recover from
execution errors by relaunching.

kernel’s input and output to find the minimum set of kernels to relaunch.

As we mentioned earlier, our runtime system uses the CPU to recover

the GPU execution error at the kernel level. We first categorize the kernel

into two types according to their re-executable characteristics for the purpose

of simplifying the reasoning of error recovery. We assume that the underlying

memory subsystem provides the memory protection feature so that the kernel

can only write to its output memory.

Relaunchable Kernels We define the first category as relaunchable as re-

launching the kernel can lead to a correct execution. There are two conditions

that a relaunchable kernel needs to meet. The first condition is idempotency,

which means a re-execution of the kernel will lead to the same result [43]. The

second condition is that the kernel needs to write to its entire memory address

space. Since we do not checkpoint the kernel’s output memory, this property
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can ensure the erroneous output can always be overwritten by a re-execution

of the kernel. We observe that most kernels have well-defined input and output

memory addresses, and fall into the relaunchable category.

Non-Relaunchable Kernels In contrast, a kernel can be non-relaunchable

owing to the following reasons. First, a non-idempotent kernel is non-relaunchable.

For example, a kernel has an argument pointing to a memory region that is

used as both input and output and performs increment operation for the mem-

ory region. Re-executing the kernel will cause an incorrect result. Second, a

kernel with a partial memory output is non-relaunchable. For example, a ker-

nel calculates the histogram for an array stored in an input memory region and

writes the results to an output memory region. An execution error can cause

the kernel to update the wrong bin in the histogram. Relaunching this kernel

cannot recover the error because the correct execution cannot overwrite the

error in the incorrect bin. Figure 6.6 shows the comparison between the num-

ber of relaunchable kernels and number of non-relaunchable kernels in studied

programs, as well as an example of such non-relaunchable kernels. We find

that only 12 out of 81 kernels are non-relaunchable.

Our runtime system decides how to perform the error recovery process

according to the category of the erroneous kernel. The relaunchable kernel

is relatively easy to handle. Recovering from errors that occurred during the

relaunchable kernel execution requires only relaunching the kernel itself. Since

the GPU hardware does not provide the input memory protection feature,
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Error

Kernel-1copy

I:   {mem1}
O:   {mem2}
I/O:  ø

Error

Kernel-1copy

I:   {mem1}
O:    ø
I/O: {mem2}

Error

Kernel-1copy

I:   {mem1}
O:   {mem2}
I/O:  ø

Kernel-2

I:    ø
O:    ø
I/O:  {mem2}

Error

Kernel-1copy

I:    ø
O:    ø
I/O:  {mem1}

Kernel-2……

I:    ø
O:    ø
I/O:  {mem1}

Relaunch set: 
{kernel-1}

Relaunch set: 
{copy-mem2, kernel-1}

Relaunch set: 
{kernel-1, kernel-2}

Relaunch set: 
{copy-mem1, kernel-1 x N, kernel-2 }

Repeat
Kernel-1 
N-1 times

Example 1 Example 2 Example 3 Example 4

Figure 6.7: Examples of determining which kernels to relaunch for recovering
errors. The input, output, input/output memory are noted as I, O, and I/O,
respectively. The kernel in Example 1 is relaunchable because it has no I/O
memory. The rest three examples involve non-relaunchable kernels, for which
the runtime needs to relaunch a set of dependent kernels.

we mimic this feature by copying the implicit checkpoint from the CPU. The

property of relaunchable kernel can guarantee correct results. The first ex-

ample in Figure 6.7 is relaunchable because it has no input/output memory

(noted as I/O), as such the relaunch set is itself when it experiences an error.

To recover from errors during the non-relaunchable kernels, the runtime

first needs to restore the checkpoint for the input/output memory and par-

tial output memory. Because current GPU programming language does not

allow programmers to specify the input, output, and input & output memory

regions, we manually annotate all the 12 non-relaunchable kernels for their

input, output, and input & output regions. Such process can be automated

with a compiler analysis pass, which we leave for future work.

Besides restoring the checkpoint, the runtime system also needs to track

the dependency between kernels. For example, some programs launch multiple

kernels after copying data from CPU to GPU, where each kernel uses the

data for both input and output, forming a dependency chain. When a kernel
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CUDA Runtime 
API

Allocate?

Copy?

Kernel? Error?

/* Record checkpoint */
/* D(m): m’s dependent operations */
for o in OUTPUT:
    D(o).set(kernel)
for io in INPUT& OUTPUT:
    D(io).enqueue(kernel)

/* Error recovery */
R = ø /* Relaunch Set */
for io in INPUT& OUTPUT:
    R = R U D(io)
Execute R in issue order
Relaunch kernel

D(dst) = ø

D(dst).set(copy) Error recovery

Record checkpoint

Start

End

Yes

No

Yes

Yes

No

YesNo

Figure 6.8: Flow chart of the runtime for handling GPU error.

in the middle of the dependency chain encounters an error, its input is the

intermediate results from its previous kernel. In this case, we need to relaunch

a set of kernels before the dependency chain to restore the input memory.

Using this annotated information, our runtime system can dynamically

track the dependency between kernels and relaunch the smallest set of kernels

to recover from error. Figure 6.8 summarizes the overall flow of our runtime

that can recover from GPU errors. Figure 6.7 illustrates the process of deter-

mining the minimum set of kernels to relaunch. In the second example, the

kernel has an I/O memory region. To recover from the kernel’s error, the run-

time needs to first restore the implicit checkpoint by re-copying the CPU data

and relaunch the kernel. In the third example, kernel-2 has an I/O memory,

which is the output from kernel-1. The runtime needs to relaunch both kernels

to recover from the error of kernel-2. In the fourth example, there is a series
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of kernels that have I/O memory, and the runtime needs to relaunch all those

kernels for recovery. In the last case, there is a trade-off between using the

implicit checkpoint and explicit checkpoint depending on the error probability

and the length of the dependency chain, which we study in Chapter 6.6.

6.5 Methodology

In this section, we describe the methodology in our work for prototyp-

ing and evaluating an asymmetric resilient CPU-GPU system. Chapter 6.5.1

presents our hardware and software experimental setup. In Chapter 6.5.2, we

explain a testbed that we developed in this work for detecting errors in the

GPU memory space and studying the failure semantics.

6.5.1 Experimental Setup

We discuss our hardware and software infrastructure for prototyping

the asymmetric resilience. We explain two kinds of mechanisms that we adopt

to inject errors to running kernels. The first one is a realistic scenario for

studying errors caused by voltage noise and the second type is a generic error

injection methodology for the detailed quantitative study.

Hardware Setup We conduct our study in a multi-GPU system as shown

in Figure 6.5. All the programs execute on only one GPU card, and we use

a redundant GPU card for error detection. Because we do not have access to

any error checking capability in the studied GPUs, we choose to use the dual
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module redundancy (DMR) to detect the possible GPU execution error. Note

that this apparatus is used for illustrative purposes only. If we had access, we

would rely on specially designed sensors for error detection inside GPU. We

describe the details and insights from our DMR implementation and explain

the ideal solution for detecting the error in the next subsection. Table 6.1 lists

the key microarchitectural specifications of the two studied GPU cards [97].

The CPU that we use is an Intel Core i5 processor.

Software Infrastructure In our study, we implement our runtime system

at the CUDA runtime API level as previously shown in Figure 6.5. The run-

time API serves as the programming interface between CPU and GPU [102].

The version of CUDA runtime that we use in our work is 7.0.

We use the software library CUPTI (CUDA profiling tools interface [101])

as shown in Figure 6.5. The CUPTI library provides two important instru-

mentation features for implementing the DMR based error detection in the

closed sourced CUDA runtime APIs. First, it allows user-defined callbacks

at the entry and exit point of each CUDA runtime function, which we use

to monitor and control the original program’s execution flow. Second, each

callback also provides the original arguments of the CUDA runtime function,

GPU Architecture
Core Core Clock Memory Clock Register Per L1 L2

Counts (MHz) (MHz) Core (KB) (KB) KB

GTX680
Kepler

8
1100 3004 256 48

512

GTX780 12 1536

Table 6.1: GPU cards’ microarchitectural specifications.
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Figure 6.9: The programs we study are all deterministic because they pass the
byte-level comparison.

which are required for maintaining the shadow state and performing shadow

computation for the DMR based error detection.

Undervolting Experiment One kind of error event we study is voltage

noise, which refers to the constantly varying supply voltage as shown in Fig-

ure 6.10. Voltage noise is the result of interaction between the processor’s

non-zero impedance power delivery network and continuously varying current

consumption [42]. For example, a sudden current surge after a pipeline stall

caused by cache miss can cause the voltage droop below its nominal value.

Designers must add a large enough guardband to cover the worst-case

voltage droop magnitude because it can slow down the circuit and cause a

timing error [78]. The excessive supply voltage margin ensures processors’

reliability but sacrifices energy efficiency. As such, there have been active
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research on reducing the supply voltage [36,48,77]. For this purpose, studying

how to handle the errors caused by voltage noise is necessary and crucial.

In order to study the errors caused by voltage noise, we first measure the

Vmin point and then intentionally operate below the Vmin for each program.

At the nominal voltage, the effect of voltage noise does not manifest owing

to the excessive voltage guardband. To measure the Vmin, we first need to

decrease the GPU’s operating voltage from its stock setting, i.e. undervolting.

The stock setting of the GTX 680 card is 1.09 V at 1.1 GHz. We use the

MSI Afterburner [3] to control the GPU chip’s voltage at a fixed frequency.

The granularity for controlling the voltage is 12 mV. We do not modify the

frequency nor the voltage for the main memory.

With the 12 mV undervolt granularity, we measure each program’s Vmin

point. At each step, we run the kernel and check its correctness by validating

its output against the output from the redundant GPU that always run with

the nominal operating point. We perform a byte-level comparison using the

utility memcmp [2] Each run is considered to be “pass” if the two output is

identical. We consider a voltage level as a working voltage if the program

passes 1,000 times. In other words, Vmin is the minimum working voltage.

Error Injection In addition to the undervolting experiment to study volt-

age noise errors, we also perform an error injection experiment for a more

generic study. We instrument each CUDA runtime API function and inject

errors to different addresses, such as the input, output, input/output, other
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legal memory, and illegal memory, to simulate different failure semantics. Dif-

ferent failure semantics can impact how the runtime makes the checkpoint and

therefore impact the efficacy of our implementation.

CUDA Programs We use a set of 32 programs from CUDA SDK bench-

mark suite version 7.0 [106]. The list of programs can be found in Figure 6.9.

These programs have diverse performance characteristics, which lets us make

insightful observations and comprehensively evaluate our system.

We verify that all the programs are deterministic which means we can

use a byte-level comparison between the original GPU and redundant GPU

to detect execution errors. We execute the original kernel and shadow kernel

at the nominal voltage and compare the number of total kernels and number

of kernel that passes the byte-level comparison. Figure 6.9 shows such com-

parison for our programs running 100 times. As it shows, all kernels in all

programs pass the byte-level result comparison, suggesting all studied kernels

even including programs that use floating points are deterministic.

Category CUDA runtime API

Allocation
cudaMalloc, cudaFree, cudaMallocPitch,

cudaMallocArray, cudaMalloc3DArray

Copy
cudaMemcpy, cudaMemcpy2D, cudaMemcpyToArray

cudaMemcpy2DToArray, cudaMemcpyToSymbol, cudaMemset

Binding
cudaBindTexture, cudaBindTexture2D,

cudaBindTextureToArray, cudaUnbindTexture

Table 6.2: Supported CUDA runtime functions.
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Figure 6.10: Processors rely on excessive supply voltage margin to protect
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6.5.2 Error Detection Testbed Design

We describe the details of a testbed system that we developed for study-

ing the GPU execution error protection and recovery mechanism. The asym-

metric resilience requires the error detection capability in the GPU.

In this work, we target on the error caused by transient voltage droops,

which we detect through the kernel-level DMR. However, the ideal detection

mechanism is to use voltage sensors. The voltage sensors that can be used for

droop detection include the skitter circuit [40, 119], critical path monitor [33,

61], and tune replica circuit [17]. Alternatively, the voltage droop can also be

detected by detecting the timing error such as Razor shadow flip-flops [36].

Those sensors are much more lightweight than kernel-level DMR.

In the developed testbed, we augment our runtime with the capability

of performing DMR-based error detection. The augmented runtime is capable

of i) maintaining an identical state of the original GPU in an extra shadow

187



GPU; ii) launching an identical shadow kernel from the original GPU in the

shadow GPU; iii) comparing the results from the original kernel and shadow

kernel to detect the possible execution error.

We use an effective approach for creating an identical state in the

shadow GPU. We intercept all runtime API functions in the original GPU

execution, and repeat certain API functions to the shadow GPU. This allows

us to maintain an identical memory state because a program can only modify

GPU’s states via these runtime API functions. We categorize the runtime

functions into three kinds: memory allocation/deallocation, copy, and bind-

ing. For example, whenever the program allocates the memory in the original

GPU or copies memory from or to the original GPU, the runtime automat-

ically performs the same operation in the shadow GPU. We support all the

API functions listed in Table 6.2 that are sufficient for our studied programs.

Our runtime system also automatically launches the kernel related API

functions including cudaConfigureCall, cudaSetupArgument and cudaLaunch to

the shadow GPU for implementing the kernel-level DMR. We perform the

error checking at the end of each kernel’s execution. After both the original

and shadow kernel complete the execution, we copy their memory back to the

CPU and perform a byte-level comparison. The fine-grained memory checking

allows us to precisely study the failure semantics.
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6.6 Evaluation

In this section, we evaluate our asymmetric resilienceruntime system.

We demonstrate that it incurs negligible overhead when no error occurs and

the key to achieve that is to exploit the protection mechanism of the under-

lying memory subsystem. We then show that our runtime system can recover

from high probability errors with reasonable overhead in most cases, and ex-

plore the design space for reducing checkpoint frequency to further minimize

the recovery overhead. Finally, we show the benefits of applying asymmetric

resilience to handle voltage noise errors.

6.6.1 Error Free Execution Overhead

We evaluate the overhead of our runtime when no error occurs. We com-

pare different schemes with different assumptions on failure semantics and the

underlying architecture. We evaluate four different scenarios in Figure 6.11.

The scenarios differ by which memory to checkpoint and where to store the

checkpoint. In the first two scenarios (noted by “File” and “CPU Memory”),

we make the checkpoint of the entire GPU memory space, but store the check-

point in the OS file system and CPU memory, respectively. The difference

between them is whether the CPU and GPU memory are fully isolated. The

“File” case assumes no isolation, i.e., the CPU memory is not safe when GPU

error occurs, similar to prior work [111]. The “CPU Memory” assumes that

the CPU memory is isolated and safe from GPU errors.

The “CPU Memory (Input Only)” scenario implements a fined-grained
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Figure 6.11: Top: overhead when no error occurs. Bottom: additional error
recovery overhead. In both charts, the last bar is our asymmetric resilient
runtime assuming error isolation and fine-grained memory protection.

driver level fault tolerance technique proposed by prior work [63]. We assume

the CPU memory is safe for checkpoints. Such a scenario results in saving

all input for a kernel before its execution and restoring that memory when

an error is detected. In the last scenario “Memory Protection,” we assume

that the underlying memory subsystem provides a fine-grained error protection

mechanism, as discussed in Chapter 6.3.3. In such a case, the runtime only

needs to checkpoint the I/O or part of the output memory since all other

memory is read-only during kernel execution.

The top chart in Figure 6.11 shows the checkpoint overhead that is

normalized to the original GPU execution time for the four different scenarios.
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The geometric means of the checkpoint overhead are 162%, 38%, 30%, and

0.76% for File, CPU Memory, CPU Memory (Input Only) and Memory Protection,

respectively. In some cases, checkpointing the entire memory space to the file

system can result in 104% overhead. Such high overhead defeats the purpose

of introducing the accelerators. Thus, our data indicates that the ability to

effectively isolate memory is crucial for asymmetric resilience design. With

memory protection features, the checkpoint process can be mostly avoided,

resulting in near-zero checkpoint overhead.

6.6.2 Error Recovery Overhead

We evaluate the overhead of the asymmetric resilience runtime system

to recover from errors. Recall that we have two mechanisms to induce errors—

operating the kernel below its Vmin, and directly corrupting the memory space

during execution through fault injection. Both were described previously in

Chapter 6.5.1. In this section, we present the error recovery overheads for the

former undervolting scenario.

The bottom chart in Figure 6.11 shows the results for the same four

scenarios for error recovery. The overhead shown in the bottom chart is the

additional overhead that excludes the checkpoint overhead shown in the top

chart of Figure 6.11. We break down the error recovery overhead into two

parts: restoring the checkpoint (the top component) and relaunching kernels

(the bottom component). Comparing the two parts of the additional overhead,

we find that the overhead for restoring a checkpoint dominates in all cases
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Figure 6.12: Error recovery overhead for error injection experiment: “P5”
represents 5% output error injection probability.

except for Memory Protection, which means that memory protection is not

only important for minimizing the overhead during the error free execution

but it also crucial for minimizing the overhead for the error recovery scenario.

With memory protection, relaunching kernels becomes the dominant

overhead for error recovery, which we study next in Figure 6.12. The three

bars (“P5”, “P10’, “P20”) represent error injection with probability of 5%,

10%, and 20%, respectively. More specifically, P5 means running a program

100 times with a 5% probabilistic chance of failure.

We break down the cost of relaunching kernels into relaunching the er-

roneous kernel itself, and relaunching extra kernels that the erroneous kernel is

dependent upon. We find that most programs do not have dependencies, and

therefore their recovery overhead increases linearly with the error probability.

The only three programs that need to relaunch extra kernels are dct8x8, eigen-

values, and fastWalshTransform. The overhead in dct8x8 is still small because

it has a non-relaunchable kernel whose execution time is small. However, the
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Figure 6.13: Execution time when bounding dependency chain length. “L3”
means when the chain length becomes larger than 3, we make an explicit
checkpoint in the CPU.

overhead in the other two programs is very high because they suffer from many

non-relaunchable kernels, which form a long dependency chain.

6.6.3 Error Recovery Optimization

We study how to reduce the cost of relauching kernels by breaking their

long kernel dependency chains. To break the dependency chain, we make an

additional checkpoint so that the kernel dependency chain becomes a single

memory copy instead of a series of kernel computations. We explore the design

space of bounding the kernel dependency chain with different sizes, and show

the results for eigenvalues and fastWalshTransform in Figure 6.13. The digit

after the letter ‘L’ indicates the length of the dependency chain. For example,

in the “L3” case, the length of the dependency chain is bounded to be 3: when

the chain size becomes larger than 3, we make a checkpoint by copying data
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Figure 6.14: Energy savings at the Vmin level and the perfomrance overhead
of different schemes.

back to the CPU. We vary the size of chain from 3 to 30.

Our results unveil an interesting observation that the optimum chain

size depends on the program characteristics. In Figure 6.13a, we show that

eigenvalues prefers short chain size because the time for copying the checkpoint

relative is relatively small compared to the time for executing the kernel. In

contrast, fastWalshTransform in Figure 6.13b prefers a large chain size because

the overhead to copy the checkpoint is much higher. This observation suggests

that the runtime can use the ratio between past kernel execution time and data

copying time to decide the optimal chain length on-the-fly.

6.6.4 Error Recovery Cost vs. Benefit Analysis

The cost of error recovery can offset the benefits of asymmetric re-

silience. To understand this trade-off, we perform an undervolting study under

our asymmetric resilience runtime. Undervolting is a power, performance, reli-
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ability trade-off optimization. Performance under asymmetric resilience can be

detrimentally impacted by error recovery cost, and we use this to demonstrate

the importance of effective error recovery at the CPU side.

To undervolt the GPU accelerator, we use the methodology described

in Chapter 6.5.1. We measure the Vmin value of each kernel. Recall that

Vmin is the minimum voltage level at which the program executes correctly

but fails if it is reduced further. Our asymmetric resilienceruntime guarantees

the reliability of system when a kernel accidentally operates below the Vmin.

The margin between the nominal voltage and Vmin level is the optimization

potential. Reducing Vmin saves energy. We find that up to 18.3% of the

nominal voltage can be reduced without affecting the kernel’s correctness.

Figure 6.14 shows the ideal measured energy savings when operating each

kernel at its Vmin level on a GTX 680 card. On average, 20% energy savings

can be achieved, where the maximum is 25% and minimum is 12%.

The opportunity for this level of energy savings is tightly coupled to

the type of error recovery. Figure 6.14 compares the performance overhead of

the four error recovery schemes during error-free execution (i.e. operating at

the Vmin level). Our runtime system incurs less than 1% overhead while the

other schemes incur 30% to 160% overhead. Therefore, the other schemes will

result in negative net savings as compared to the 20% energy saving potential

from undervolting that our asymmetric resilienceruntime, which uses Memory

Protection, can sustain.
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6.7 Limitations

In this section, we discuss current limitation of our system. We believe

that our work is the first step towards making asymmetric resilience practical

and our work can be extended to a much broader scope with further effort.

CUDA Driver Though we can run a large number of programs, we cannot

support all programs as of today because some programs rely on CUDA driver

functions that can modify system state. Our system currently only tracks

CUDA runtime functions, but it needs to be extended to support CUDA driver

functions. Some programs use CUDA libraries (e.g. CUFFT [29]), which

internally rely on driver functions.

OS Interactions Recent work used the GPU for accelerating the OS file

system [126]. We do not support this. Handling GPU errors, or more generally

any accelerator errors, in scenarios involving the OS warrants further research.

Unified Memory Our system does not support CUDA unified memory [51].

We believe that it is possible, and straightforward, for extending our work to

support those features. CUDA unified memory allows automatic data copy

between CPU and GPU. Our work simply requires the capability to intercept

the data copy operation to support this feature.

Dynamic Parallelism CUDA dynamic parallelism [6] allows a thread in a

kernel to launch another kernel. We can use a tree structure instead of the
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queue data structure used in our system for maintaining kernel dependency

tracking information to decide the minimum set of kernels to relaunch.

Accelerators and Multiple Domains Although our work focuses on the

CPU and GPU system with discrete memory, many insights are generically

applicable to the CPU and accelerator system with unified/coherent memory

augmented with error isolation capability (Chapter 6.3). Moreover, we can

extend the asymmetric resilienceframework for multiple resilient domains as

it is possible for an accelerator to directly initiate the computation to other

accelerators. For example, a recent study showed the benefits of launching

GPU programs from a network processor instead of the CPU [69].

Memory Protection Design We made a strong case for the critical role the

memory system design in asymmetric resilience. Efficient memory protection

is required to achieve the extremely low overhead in our runtime system.

Although we find that the voltage noise errors only result in output

memory corruption and illegal memory access, it is still possible that other le-

gal memory address such as the input memory space is corrupted. Given that

our study (Chapter 6.4.1) has shown that the current GPU memory man-

agement unit (MMU) can already catch all illegal memory accesses, a simple

memory protection design would be augmenting the page table with the read-

only permission. Such a solution is straightforward and easy to implement.
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6.8 Related Work

In this work, we propose a generic design paradigm called asymmetric

resilience for recovering accelerator errors using the CPU architecture. We

also demonstrate how to follow its principles by using CPU architecture to

recover from GPU errors caused by transient voltage droops. We compare

and contrast our work with prior works on the error recovery and guardband

optimization in the CPU and GPU/accelerator.

Error Recovery Prior work [26] proposed containment domain which aims

to prevent errors in one part of the system from affecting others. [76] proposed

asymmetric reliability for designing multi-core architecture with different re-

liability levels for probabilistic applications. Our work targets heterogeneous

systems with CPU and accelerators and focuses on using CPU to recover from

accelerator errors.

There have been works targeting soft errors in CPUs [23, 38, 67, 68,

88, 91, 107] as well as GPUs [111, 120]. The CPU-centric works can be used

to harden CPUs in asymmetric resilience, and our work can be extended for

handling on-chip soft errors. Prior works [32, 59, 73] have studied detection

and recovery for other error types in GPUs. The error detection part applies

to our work, and our error recovery is fundamentally different, for which we

rely on the CPU instead of the GPU itself. Prior works [127] have used the

concept of asymmetry for performance or energy optimization, but our work

applies it to reliability optimization.
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There have also been works studying the reliability optimization at the

driver level [62, 63]. Our work is application-level and achieves much lower

overhead owing to the fine-grained protection and optimization.

Guardband Optimization Prior works [14, 36, 50, 60, 71, 77, 90, 112, 113,

118] studied guardband management in the CPU. There have also been prior

works [78,81,83,128,129] that emphasized the worst-case mitigation or typical

case adaptation on GPU itself. Our work studies how to use the CPU to

handle the worst-case GPU condition.

6.9 Conclusion

In this chapter, we propose a runtime system design that uses the CPU

to recover from GPU errors caused by transient voltage droops. Our runtime

system has a near zero overhead when no error occurs. This is achieved through

our insightful study on the characteristics of GPU execution error and how the

errror propagates to the CPU. We also study optimizations to minimize the

error recovery overhead of our runtime system. By using the CPU handling

the GPU’s worst case condition, the GPU can operate at the typical condition

and improve its energy efficiency significantly. We generalize such design to the

concept of asymmetric resilience, a generic design paradigm that ensures the

reliability of accelerator-rich systems in the presence of transient accelerator

errors. We believe that asymmetric resilience is a promising direction.
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Chapter 7

Conclusions

CPU scaling can no longer sustain our increasing demand for perfor-

mance and power efficiency owing to the demise of Dennard scaling as well as

the diminishing return of microarchitecture enhancements. Therefore, hetero-

geneous architectures are deemed to be the solution to provide continued per-

formance and power efficiency improvements beyond the general purpose CPU

architecture. The supply voltage guardband is a critical aspect for balancing

the performance, power, and reliability of heterogeneous architecture. This

dissertation studies holistic and cross-layer guardband management mecha-

nisms in the heterogeneous architecture that span from the circuit to (mi-

cro)architecture to software runtime.

In this dissertation, we first study a robust and flexible power and

voltage modeling methodology for the manycore architecture. The developed

simulation infrastructures let us perform an in-depth analysis on the most

profound factors in the voltage guardband. We propose a scalable and flexible

voltage noise smoothing mechanism at the microarchitecture level. We then

propose a cross-layer guardband management techniques for improving GPU’s

energy efficiency while minimizing hardware complexity and overhead. In the
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end, we show how to optimize the heterogeneous systems reliability using the

CPU architecture without adopting the microarchitecture-specific solution.

Power and Voltage Modeling Methodology In Chapter 3, we study

systematic and rigorous methodologies for building accurate power and volt-

age models for the manycore GPU architecture. Voltage noise is the most

important and critical factor for guardband management in GPUs and we

show a substantial portion of a GPU’s voltage guardband is allocated to toler-

ate the supply voltage noise. We adopt a distributed power delivery network

model to capture the spatial locality (i.e. local or global) of voltage noise in

the manycore architecture. Meanwhile, faithfully modeling the supply voltage

noise requires an accurate power model, because voltage noise is the result of

interactions between the processor’s current flow and nonzero impedance of

the power delivery network. We build an initial power model from the mi-

croarchitectural abstraction and then calibrate it using the machine learning

technique linear regression coupled with multiple suites of carefully designed

microbenchmarks.

Hierarchical Voltage Smoothing In Chapter 4, we propose a novel volt-

age smoothing technique for improving the energy efficiency of the worst-case

guardband GPU architecture. As the number of cores in future processor con-

tinues to increase, the voltage noise problem gets more severe and complicated.

We propose to use a combined spatial-temporal categorization framework to
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identify, characterize, and understand voltage noise in the manycore architec-

ture. We perform the analysis using this framework and find the existence of

local and global droops with different time durations in GPUs. These findings

lead to the proposed hierarchical voltage smoothing mechanism that mitigates

each type of voltage droop. Each smoothing hierarchy incurs a little perfor-

mance penalty as we precisely identify the root cause of each voltage droop

type. In the end, we show that a substantial energy saving benefits can be

achieved by reducing the required voltage guardband.

Cross-Layer Guardband Management In Chapter 5, we study a cross-

layer dynamic guardbanding scheme that reduces the GPU processor’s voltage

to the safe limit for energy savings. We first show that on average, 20% voltage

guardband on the existing hardware can be reduced without affecting the pro-

gram’s correct execution. In addition, the required voltage margin is strongly

program dependent where the largest required magin is twice of the smallest

required margin among studied programs. We show how to use a kernel’s

microarchitectural performance counters to predict its safe voltage limit accu-

rately after identifying voltage noise as the most important factor for the pro-

gram dependent guardband behavior. The accurate prediction methodology

opens up new possibilities of our proposed cross-layer dynamic guardband-

ing scheme called predictive guardbanding, in which the software predicts and

manages the voltage guardband, while the hardware ensures functional cor-

rectness. The accurate prediction also ensures that most of the oracular energy
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saving potential can be fulfilled. The cross-layer guardbanding simplifies the

hardware design by offloading the margin detection task to the software, which

provides a scalable solution for the rapidly evovling hardware design.

Cross-Architecture Guardband Management In Chapter 6, we focus

on the reliability optimization of GPUs in the presence of significant predic-

tion error in predictive guardbanding. We present a runtime system that

provides automatic error recovery from GPU errors. This optimization com-

plements the predictive guardbanding, making it a reliable cross-architecture

guardbanding mechanism. Our runtime system runs the CPU, which can be

harderned by traditional voltage noise resilient techniques, and has near zero

overhead when no error occurs and implements optimizations to minimize its

error recovery. We generalize this problem in the context of accelerator-rich

heterogeneous systems because the GPU architecture is essentially one type of

accelerator. We present “asymmetric resilience,” a new architectural design

paradigm that specifies how faults in accelerators can be isolated and con-

tained from the rest of the system. We advocate maintaining reliability at the

system level, centered around a hardened CPU, rather than at the individ-

ual accelerator level by separating the accelerators and the CPU into resilient

computing domains. Asymmetric resilience is a generic paradigm that can

be applied to any accelerator-based system. It simplifies accelerator design

and enables scalable and flexible integration of accelerators in heterogeneous

computing systems.
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