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reaction rate models. Also, nitrogen dissociation is simulated to calculate the

dissociation rate as a function of independent translational, rotational, and

vibrational temperatures, thus extending the conventional two-temperature

model. This simulation is made tractable via a new method for selectively

sampling trajectories. Finally, the QCT program is utilized to calculate N2-O2

inelastic cross-sections. This work was motivated by CFD simulations of exper-

imental observations which indicated that the conventional N2-O2 vibrational

exchange rates were invalid at moderate temperatures. The QCT-calculated

rates support these observations.

In addition to QCT-based simulations, 1D and 2D simulations of det-

onation waves with vibrational nonequilibrium (modeled using the aforemen-

tioned data) are analyzed. It is observed that nonequilibrium only marginally

affects the induction zone of the detonation wave. However, in the 2D simu-

lations, it is observed that vibrational nonequilibrium plays a critical role in

determining detonation cell sizes.

In summary, vibrational nonequilibrium is analyzed using QCT for a

variety of systems, and the resulting data is utilized to develop CFD-scale

models. We have high confidence in the resulting models because they are

derived from first principles and microscopic observations as opposed to sim-

plified models or empirical fits.
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Chapter 1

Introduction and Theory Overview

1.1 High Enthalpy Flows and Thermal
Nonequilibrium

High-speed vehicles are of significant interest in aerospace sciences for a

wide range of applications. This includes high-speed entry and reentry of vehi-

cles into planetary atmospheres, rockets and projectiles, as well as high-speed

engines that can propel aircraft at supersonic speeds [3–12]. Unlike subsonic

systems, supersonic flows associated with these applications are characterized

by strong shocks and rapid expansions, which lead to unique gas dynamic

regimes. Figure 1.1 shows two such flows of interest in this work.

Background

PECOS First Overarching Application: Atmospheric Entry

Decision maker: what is the probability of failure?

A quantity of interest: TPS recession rate at peak heating

Model: fluid dynamics, thermochemistry, radiation, turbulence, ablation

Ernesto E. Prudencio Algorithmtic Challenges at PECOS
October 23, 2009 7

/ 33

(a) Reentry (External Flow) (b) Scramjet (Internal Flow)

Figure 1.1: Supersonic reacting flows.
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It is now recognized that air-breathing supersonic aircraft are most efficiently

propelled by so called supersonic combustion ramjet (scramjet) engines, where

chemical reactions that provide propulsive power occur at supersonic flow con-

ditions [3,5–7,13–16]. Unlike jet engines that use a large turbomachinery based

compressor to increase intake air pressure to reactive combustion conditions,

scramjets use shock-based compression, where a series of strong shocks elevate

ambient air conditions such that chemical reactions are sustainable inside a

reasonably sized combustion chamber [17–21]. Similarly, high-speed entry and

reentry vehicles are associated with strong shocks that lead to high-enthalpy

fluid at high local temperatures reaching the surface of the vehicle [4,8,22,23].

In this case, design requires mitigating measures that prevent potentially catas-

trophic damage to the vehicle from high surface temperatures. Ablative heat

shields are common thermal protection systems for such vehicles. As a side

note, the loss of the Columbia space shuttle is attributed to heat transfer to

the surface beyond design limits [24] caused by changes in the flow around the

vehicle resulting from a surface defect. This showcases the importance of the

flow through such shock structures to the design, performance, and robustness

of these systems.

Supersonic shocks have been studied for many decades [25–28], and

many of the fundamental features are well understood today. In particular,

shocks increase the pressure, density and temperature of the gas. However,

the effects of these shocks on the thermochemical state of the gas is still an

open area of research [27–31]. To provide context, consider a volume of gas

2



with a fixed number of molecules. The molecules are in constant translational,

rotational, and vibrational motion, as dictated by quantum theory. Further,

when the molecules collide, the outcomes of such collisions (elastic, inelastic,

reactive, etc.) depend on the energy present in the individual modes (i.e.,

translational, rotational, and vibrational modes) of the molecules undergoing

collision [32–35]. In order to fully understand the performance of shock-based

flow systems, it becomes necessary to determine the impact of such rapid

changes on the internal dynamics of the gas molecules. Considering the same

volume of gas, it can be reliably determined that there exists a state of ther-

mal equilibrium when no external perturbations are present. At this state,

the molecular motions follow fixed statistical rules. In particular, the molec-

ular velocities that determine translation energy are described by a Maxwell

distribution, while the fraction of molecules with a particular vibrational and

rotational energy is characterized by a Boltzmann distribution [32–34]. In

fact, temperature may be regarded as a parameter that characterizes these

distributions. At thermal equilibrium, a single temperature characterizes all

the distributions and is uniquely determined by the total energy of system.

On a continuum-scale, thermal equilibrium is preserved locally by a temper-

ature (also defined locally). Figure 1.2 shows how Maxwell and Boltzmann

distributions shift with temperature. (Note that the different scales were only

chosen to highlight the effect of temperature on the distributions.)
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Figure 1.2: Energy distributions for O2 at ambient and post-shock tempera-
tures in scramjet.

Quite generally, note that high energy states become more populated as the

temperature increases for both distributions. The temperatures chosen for the

distributions in the figure were based on typical ambient and combustor inflow

conditions in a scramjet [7, 14–16] (the precise values vary depending on the

study). That is, after the shock train in the inlet, the energy distributions shift

from a low to a high temperature distribution. If the gas conditions change
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rapidly and dramatically, such as for flow through strong shocks, equilibrium is

lost because it takes a finite time before molecular collisions establish the new

equilibrium distributions shown in Figure 1.2. During this time, the system is

said to be in thermal nonequilibrium.

For instance, consider the flow through a shock wave, which occurs

over O(10) mean free paths (it is assumed that the continuum assumption is

valid immediately before and after the shock but not through it). Here, the

average molecular translational energy is significantly increased over a small

number of inter-molecular collisions, but the average rotational and vibrational

energy remain approximately frozen [33]. As a result, high-lying rotational and

vibrational states are under-populated immediately following the shock (and

low-lying states are over-populated), indicating that the distribution is out of

equilibrium. In reference to Figures 1.2b 1.2c, the flow needs to move from the

low temperature distributions to the high temperature distribution (referred

to as the rovibrationally cool region). This is achieved over many post-shock

collisions that cause translational-rotational and translation-vibrational energy

transfer, redistributing the energy towards thermal equilibrium.

For a shock (or any significant departure from equilibrium), the relax-

ation time towards equilibrium depends both on the local macroscopic quan-

tities such as pressure, temperature, and molecular composition as well as the

magnitude of the departure [33,36,37]. Regardless, some basic information can

be obtained for systems of interest here using some simplifying assumptions.

Two such cases are considered below.

5



External flow around reentry vehicle (Mach 20 flow)

This flow is characterized by a strong normal shock and subsequent dis-

sociation of N2 and O2, resulting in significant heat transfer along the vehicle’s

surface. Consider a reentry flow with a pre-shock temperature and pressure

of 220 K and 5 × 10−5 atm, respectively (this is consistent with reentry flow

conditions between 70–80 km [22,38,39]). Here, a Mach 20 flow corresponds to

approximately 6 km/s. Using the standard shock jump conditions [25,26], and

assuming a constant specific heat ratio of γ = 1.4, the post-shock temperature

and pressure are 17,300 K and 2.33 × 10−2 atm, respectively. However, us-

ing γ = 1.4 effectively assumes instant equilibration of rotational energy with

translational energy (and frozen vibration) immediately after the shock, which,

as described above, is not true. While rotational energy equilibrates rapidly

with translation for moderate shock Mach numbers (e.g. M = 5), it cannot

equilibrate rapidly enough for the very large translational temperature jump

associated with flow through shocks at M = 20. Hence, a somewhat better

estimate of post-shock conditions at M = 20 is to assume that both vibration

and rotation are effectively frozen through the shock. Setting γ = 1.67 (corre-

sponding to freezing of both rotational and vibrational modes), the post shock

translational temperature is 27,700 K (a 60 % increase over the γ = 1.4 jump

condition), while the post shock pressure is 2.50× 10−2 atm, or approximately

the same as before.

Now, consider the relaxation of vibrational energy, which has been ex-

perimentally measured and compiled by Millikan and White [36, 37]. In their
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work, a relation for the relaxation timescale τv is given by:

log10(pτMW
v ) = 5.0× 10−4µ1/4θ4/3

(
T−1/3 − 0.015µ1/2

)
− 8.00 (1.1)

where p is the total pressure in atm, µ is the reduced mass of the colliding pair,

θ is the characteristic vibrational temperature of the relaxing species, and T

is the temperature that characterizes the translation and rotational energy.

For the post-shock conditions of the Mach 20 flow, Table 1.1 summarizes the

relaxation timescales for different colliding pairs. Vibrational nonequilibrium

Relaxing Species Collision Partner Relaxation Time (s)
O2 O2 5.933× 10−7

O2 N2 5.850× 10−7

Table 1.1: Post-shock average relaxation timescales for Mach 20 flow.

is negligible in the flow if this timescale is small relative to the dissociation

timescales of O2 and N2, which is approximately quantified by

τd ≈
1

c kd
(1.2)

where c is the concentration of the species, kd is the dissociation rate. The

concentrations of O2 and N2 were calculated to be 4.641× 10−9 mol/cm3 and

1.745×10−8 mol/cm3, respectively. Based on the thermal equilibrium temper-

ature of 17,300 K, Table 1.2 shows τd calculated for oxygen and nitrogen dis-

sociation using the mechanism presented by Park [40]. Here, we observe that

the vibrational relaxation timescales are less than the dissociation timescales,

but within an order of magnitude for some reactions. One must keep in mind
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Reaction M τd (s)
O2 + M→ O + O + M O2, N2 2.106× 10−5

O2 + M→ O + O + M O, N 7.031× 10−6

N2 + M→ N + N + M O2, N2 6.496× 10−5

N2 + M→ N + N + M N 1.502× 10−5

N2 + M→ N + N + M O 4.826× 10−6

Table 1.2: Post-shock dissociation timescales for Mach 20 flow.

that these values are only estimates of the flow field, so an order of magni-

tude difference may be significant depending on the local temperature field.

Furthermore, the Millikan and White model while simple to implement, has

been shown to significantly underpredict relaxation times at high tempera-

tures (i.e., τMW
v < τactualv ) [39, 41]. For instance, Andrienko and Boyd [41]

show that at 10,000 K, τactualv is more than an order of magnitude greater than

τMW
v for O2 + O vibrational relaxation. With this in mind, it is likely that

vibrational nonequilibrium plays a non-negligible role in the flow leading up

to dissociation.

Internal flow within scramjet

Scramjet flows are characterized by a shocktrain in the inlet channel

designed to raise the pressure of the flow without the need of turbomachinery

[3,6,7,14–16]. Oblique shocks maintain supersonic flow conditions leading into

the mixing and combustion chambers. Then the fuel is injected into the flow,

which subsequently auto-ignites in the combustion chamber before expanding

out the nozzle. As a reference configuration, we will use the HyShot-II scramjet
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experimental configuration as shown in Figure 1.3 [16].

18°

x=-28.5[cm] x=0 x=6.0 x=12.3 x=36.5

Ma=8.0 
P∞=1197Pa 
T∞=300K

Ma=1.0 
P0=6.4MPa 
T0=300Kturbulent boundary layer bleed

bow shock

wedge ramp isolator combustor

H2 injector

T[K]

hPa

Figure 1.3: (Top) sketch of the HyShot-II experimental configuration along
with the simulation domain used in this work. (Bottom) Magnified view of
the region within the rectangle in the top figure.

For this particular configuration, the residence time from inflow to mixing to

reaction to outflow is of the order O(10−3 s) [6, 19, 42–44]. It is this short

residence time that gives rise to the need to model thermal nonequilibrium (as

compared to conventional engines). Two phenomena introduce nonequilibrium

into this system: (1) the shocktrain in the inlet, and (2) the expansion of the

fuel upon entering the flow. (We note here that it can be shown that rotational

relaxation is relatively quick in this flow. Hence, we will focus on vibrational

nonequilibrium present in the flow leading up to ignition.)

First, consider the shocktrain, which perturbs the incoming air out of

thermal equilibrium. As air enters the mixing/combustion chamber, the flow

is vibrationally cool (i.e., the high-lying vibrational energy states of air are un-
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derpopulated relative to equilibrium). Here, the translational and vibrational

temperatures are approximately 1,400 K and 300 K, respectively [16]. Next

consider the fuel injection site, where the fuel expands upon entering the flow.

Similar to the shock, we assume that the vibrational energy is frozen through

the expansion, and the resulting post-expansion conditions are vibrationally

hot (i.e., high-lying states are overpopulated relative to equilibrium). For hy-

drogen fuel, the translational and vibrational temperatures are approximately

150 K and 300 K, respectively [16]. Now consider the vibrational relaxation

timescale based on the empirical fit in Eq. 1.1 [36, 37]. The relaxation times

are plotted against the translational temperature in Figure 1.4.
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Figure 1.4: Vibrational relaxation timescales multiplied by pressure

For near-atmospheric pressures present in scramjet flows, the figure shows that

the vibrational relaxation timescales are comparable with the residence time

of the flow itself. It is clear that nonequilibrium will be non-negligible in a
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significant region of the flow. Specifically, as the fuel-air mixture enters the

combustion chamber, two competing nonequilibrium phenomena are compet-

ing with the reaction timescale: (1) the vibrationally cool air, and (2) the

vibrationally hot fuel. Consider to chain reactions critical to ignition:

O + H2 −→ H + OH (1.3)

H + O2 −→ O + OH (1.4)

Here, we note that in general, vibrationally hot mixtures increase the reaction

rate (i.e., colliding molecules in high-lying vibrational states are more likely

to react), and vibrationally cool mixtures decrease the reaction rate. Thus,

Eq. 5.4 is accelerated and Eq. 5.3 is decelerated. The degree to which the

reaction rates are modified via the vibrational nonequilibrium and the relative

amount of nonequilibrium present in the flow could either enhance or suppress

ignition.

Summary of High-Enthalpy Flow Characteristics

To summarize, both of these systems share several properties that char-

acterize flows wherein thermal nonequilibrium is prevalent. First, there is a

strong physical interaction that drives the flow from equilibrium, typically a

shock or expansion wave. Then, the relaxation timescale is comparable to

the flow timescales. In the reentry flow, the low pressure reduces the collision

timescales and subsequent rovibrational relaxation in spite of the high tem-

perature. In scramjets, though the pressure and temperature are relatively

high (for combustion engines), the residence time of the system is short. This
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contrasts with conventional engines that have similarly high temperatures and

pressures but much longer residence times. For instance, inside conventional

aircraft engines, pressures reach up to 40 atm, but the residence time is roughly

O(10−2 s). In these engines, the mixing and subsequent reaction are separated

by a sufficiently long time so that thermal nonequilibrium is negligible at igni-

tion. The main difference in these systems compared to the conventional engine

cycles, or non-hypersonic flows, is that the relaxation timescale is comparable

to either the bulk mixing or reacting timescale in the flow. If this condition is

met, the thermal nonequilibrium should be modeled in the system.

1.1.1 Physical Effects of Thermal Nonequilibrium

From the discussion above, it is evident that nonequilibrium is present,

albeit to varying degrees, in both scramjets and reentry type flows. The

question is how does this nonequilibrium affect the performance of the sys-

tem? Nonequilibrium impact can be broadly classified into thermophysical

and chemical effects.

Thermophysical effect

Gas properties such as specific heat capacity, viscosity, and diffusivity

are affected directly or indirectly by nonequilibrium energy distributions. If

the vibrational energy is frozen (either high or low), then the specific heat

of the gas is lower than the equilibrium specific heat. Viscosity and diffusiv-

ity are transport properties and mostly depend on distortions of the velocity
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distribution function from Maxwellian and momentum transfer cross-sections.

However, for a frozen vibrational mode the velocity distribution has a higher

(or lower) mean energy and this impacts the transport properties. Conse-

quently, the macroscopic properties will be different if the internal modes have

different fractions of a given total energy. In particular, viscosity depends on

the translational motion of the molecules. Behind shocks, the bulk kinetic

energy that is transformed into internal energy is first dumped into the trans-

lation mode. This is mainly due to the fact that translational modes are closely

spaced in energy levels, and the exchange times are very short. Consequently,

viscosity behind the shock will be vastly different when nonequilibrium effects

are present. However, bulk viscosity that appears in the Newton’s law for

stress-strain correlation is dependent on the rotational energy levels. Hence,

the effect of fluid viscosity changes as the energy distribution proceeds to equi-

librium. Such thermophysical property changes can affect bulk flow behavior

including transition from laminar to turbulent flow. It is well known [45]

that at identical free-stream velocities, turbulent flow enhances heat transfer

as compared to laminar flow. Hence, altering the location of this transition

region can affect the heat loads on the vehicle. For example, a single tile pro-

truding from the Columbia space shuttle is seen as the cause for failure by

accelerating this laminar-turbulence transition and increasing heat loads.
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Chemical effect

In most systems, chemical reactions are driven by the tails of reac-

tant energy distributions. That is, reactions from low-lying translational, ro-

tational, and vibrational states are relatively rare. So, as the populations of

high-lying states increases with temperatures, so too does the reaction rate. In

shock-heated flows, rotational and vibrational distributions are approximately

frozen through the shock. As such, the high-lying rotational and vibrational

states are underpopulated, which tends to decrease the reaction rate compared

to a system assuming thermal equilibrium. However, this is not always the

case. Consider the fact that total energy is conserved through the shock. If

rotational and vibrational energies are frozen, then the mean translational en-

ergy is higher than it would have been and the translational energy distribution

will shift to reflect the higher mean energy. This results in overpopulated high-

lying translational states, which tends to enhance the reaction rate. In short,

the reaction rate is suppressed by the reduction in the average rotational and

vibrational energy and enhanced by the increase in the average translational

energy (compared to thermal equilibrium). The sensitivity of the reaction rate

to the different energy modes is unique for each reaction and largely depends

on the potential energy surface of the system. No blanket statements can be

made for the effect of vibrational non-equilibrium on chemical reactions. Dis-

sociation reactions are inhibited by low vibrational temperatures, but in this

work we find that exchange reactions are relatively insensitive to vibrational

temperature and there can be a net enhancement of reaction rate due to the
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elevated translational temperature when vibrational temperatures are lower

than equilibrium.

Summary of Thermal Nonequilibrium Effects

Given these different ways in which nonequilibrium can affect the fluid

flow in high-speed systems, it is important to determine its quantitative impact

more rigorously. From a practical point of view, the goal of this physical

understanding will be to inform engineering models used in the design of such

systems. Hence, to motivate the particular choice of methods and approaches

in this thesis, the underlying end-user mathematical framework is below.

1.1.2 Mathematical Description of Nonequilibrium

First, consider that thermal equilibrium/nonequilibrium only exists on

a macroscopic scale - the distinction is based on the characterization of the lo-

cal distribution of energy states. Under local thermal equilibrium, the total en-

ergy distribution is characterized by a single-temperature Maxwell-Boltzmann

distribution, and the average is easily calculated. As such, the continuum-scale

model only requires models for the transport of the average total energy (or

temperature). Under nonequilibrium, the distribution is not well-defined, so

the average cannot be easily characterized. Instead, the model needs to ac-

count for the transport of individual energy states (or the distribution itself) as

opposed to the average. However, this approach is impractical due to the im-

mense number of discrete energy states of each species. Below, the process of
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decoupling the energy modes is presented, followed by the considerations that

arise from this decoupling, (i.e., modeling energy transfer among the decoupled

modes, and how this process affects chemical and thermophysical properties).

Decoupling Energy Modes

A hybrid approach, which is the most common implementation for

continuum-scale models, is to consider the distribution associated with each

energy mode (translation, rotation, and vibration) independently. Then, one

distinguishes between the equilibrium of each mode (i.e., is each distribution a

Maxwell/Boltzmann distribution?). If it is, then it can be completely charac-

terized by its average energy, or equivalently the corresponding mode tempera-

ture. From the quantum mechanical point of view, decoupling of translational

energy states from molecular internal (rovibrational) states is straightforward,

because one can completely specify one independent of the other. The energy

of the internal state is only approximately described by separate rotational

and vibrational energies described by corresponding rotational and vibrational

quantum numbers. Because of vibration-rotation interactions, one has to ac-

count for the vibrational state dependence of rotational energy or, equivalently,

the rotational state dependence of vibrational energy. Some modeling error is

inevitable if the vibrational and rotational energies are assumed to be decou-

pled.

The advantage of the decoupling approach arises from the fact that each

energy mode relaxes towards an equilibrium distribution on its own timescale.
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For instance, translational energy relaxes very fast for almost all species be-

cause the relaxation process occurs via elastic collisions which are very fre-

quent [33]. As such, one can assume that the translational energy is well

described by a Maxwell distribution at some translational temperature. Thus,

for the continuum-scale model, one only needs to model the transport of the

average translational energy. For internal (rotational and vibrational) energy,

the modeling is handled case-by-case, and models include:

• The state-specific description: The energy is not well-described by any

distribution, so the evolution of each energy state is modeled. This

amounts to solving an additional PDE for each state [41,46–48]. Though

this model requires the fewest assumptions, this approach is computa-

tionally intensive for species with many internal states.

• The state-averaged description: The energy is assumed to be in equilib-

rium (well-described by a Boltzmann distribution), but the temperature

associated with the average energy is not necessarily the same as the

translational temperature. In contrast to the state-specific approach,

this amounts to solving only one additional PDE for the transport of

the average internal energy [16, 39, 48–50]. This reduction is often valid

because the average is consistently defined by a Boltzmann distribution.

These two descriptions form the basis of most nonequilibrium models

for decoupled translational, rotational, and vibrational energy modes. For
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example, it is common to assume that not only is the rotational energy well-

characterized by a state-averaged description, but also that the rotational

temperature is the same as the translational temperature.

Modeling Energy Mode Transfer

From a microscopic point of view, a nonreactive bimolecular collision re-

sults in two exchange processes: (1) energy is transferred from one molecule to

the other, and (2) energy is re-partitioned among translational, rotational, and

vibrational modes [32–35]. So, for a fixed initial state (the description of the

energy among each mode for each molecule), there exists a well-defined cross-

section associated with the final state, denoted the scattering cross-section.

Now, assuming that the translational energy is in equilibrium (for reasons de-

scribed above), this exchange process is extended to a macroscopic description

by averaging the scattering cross-section weighted against the translational

energy distribution, which is denoted the state-specific scattering rate. In

summary, the rate is dependent on a translational temperature as well as the

initial and final internal states of the colliding pair. Depending on how the

rotational and vibrational energy are described in the continuum scale model,

the scattering is modified to fit the description.

For a state-specific description of the rotational and vibrational energy,

no further modifications to the scattering rate are necessary. The collection of

scattering rates (to and from each state) act as source terms in the transport

equations describing each internal energy state [41,46–48]. Also, a source term
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is included in the translational energy transport equation to balance vibration-

translation (and rotation-translation) energy transfer, which is a sum over all

state-specific rates weighted by their fractional population.

For a state-averaged description of the vibrational (and/or rotational)

energy, a state-averaged scattering rate is defined, which is based on the

fractional population of states as given by the corresponding Boltzmann dis-

tribution. Then, this state-averaged scattering rate acts a source term in

the transport equation describing the average vibrational (rotational) energy

[16, 39, 48–50]. As before, a similar source term is also added to the transla-

tional energy transport equation.

Modeling Chemical and Thermophysical Properties

Now that we have addressed how nonequilibrium affects our defini-

tion of energy (state-specific or state-averaged), and how energy is transferred

among different modes and states based on our energy description, consider

how this description affects other energy-dependent properties, specifically the

reaction rate.

For chemical reactions, first consider how the description of energy will

modify the species transport equations. Conventionally (assuming thermal

equilibrium), species evolution is modeled using a transport equation for each

species [51, 52]. For nonequilibrium, this is not necessary if a state-specific

description is used for both the rotational and vibrational energy. That is,

a transport equation models the evolution of each species with a specific in-
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ternal energy, and the reaction rate acts as an additional source term in this

set of equations [41, 46–48]. If a state-averaged description is used, then the

conventional transport equations are used to model species evolution, but the

reaction rate is modified to account for nonequilibrium effects [16, 39,48–50].

With this in mind, the nonequilibrium reaction rate is calculated us-

ing the same approach as the scattering rate. That is, for a collection of

reactants in translational equilibrium and colliding at a consistent rate, there

exists a well-defined state-specific reaction rate associated with each given ini-

tial state [2, 34, 35]. As before, state-specific refers to a specific initial and

final internal energy state and a distribution of translational energies given

a translational temperature. As described in the previous paragraph, for a

state-specific description of the rotational and vibrational energy, this rate is

directly incorporated as a source term in transport equations for each internal

energy state. For a state-averaged description, a state-averaged reaction rate

is derived using the internal energy distribution of the species and averaging

the state-specific reaction rate. Then, the averaged rate acts as a source term

in the species transport equations.

1.1.3 Developing Thermal Nonequilibrium Models

To this point, we have shown examples of systems that exhibit thermal

nonequilibrium (scramjets and reentry vehicles), how this will affect the flow

solution (thermophysically and chemically), and what modifications to the

physical models must be made to account for nonequilibrium (state-specific
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or state-averaged descriptions). With this context, now consider the require-

ments for developing a thermal nonequilibrium model. Specifically, we focus

on defining the reaction and scattering rates of bimolecular interactions, which

make up the majority of chemical interactions observed in these systems.

To date, significant effort has been devoted to modeling nonequilibrium

rates empirically and computationally. These efforts are largely divided into

two categories – reaction rate and inelastic scattering rate models. Compu-

tationally, the rates are derived by simulating molecular collision interactions

(i.e., describing the nuclear motion of colliding molecules). With this in mind

following subsections address: (1) the underlying theory that drives nuclear

motion, (2) direct calculation of rates, (3) reaction rate models, and (4) scat-

tering rate models.

The Potential Energy Surface

Numerical calculations of both the reaction and scattering rates be-

gin with describing the potential energy surface (PES), which in turn drives

nuclear motion. Each point along the PES refers to a particular nuclear

configuration in physical space, and the potential energy itself is the lowest-

order eigenvalue of of the electronic Schrödinger equation (for the ground state

PES) [53–55]. Quantum chemistry numerical methods (CCSD(T), MP2, etc.)

are used to approximate the potential energy at each valid nuclear position.

To describe a reaction path, the PES does not need to be globally defined,

but instead, a semi-global description is necessary that includes nuclear po-
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sitions in the reaction channel, transition state, and product channel. These

features describe the path of the system along a reaction coordinate (i.e., the

reaction coordinate is a projection of the set of nuclear positions onto a single

coordinate). One such energy path is shown in Figure 1.5.

Figure 1.5: Minimum energy path along reaction coordinate (E±v denotes the
vibrational energy of the reactants and products).

In reference to the figure, the base path is the minimum energy path (MEP)

of the PES from reactants to products, and E±v denotes the vibrational energy

of the reactants and products. Now, if the vibrational (and rotational) energy

of the reactants were zero (or if the system was in thermal equilibrium), one

could approximate the reaction cross-section using only the minimum energy

path (see transition-state theory (TST) for example [35]). However, for vibra-

tional (and rotational) nonequilibrium, the reaction probability needs to be

calculated for each state (or for sampled vibrational states if a distribution is

imposed a priori).

Because the minimum energy path is insufficient for calculating the

nonequilibrium reaction and scattering rate, one needs to access the PES at

arbitrary nuclear configurations near the minimum energy path (i.e., in the
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reactant, transition, and product channels). For instance, the projection of

a simple three-atom PES as shown in Figure 1.6, which shows each of these

channels and regions clearly.
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Figure 1.6: PES for HO2 system where θOOH = π. The labeled regions denote
the following configurations: (1) H + O2, (2) HO2, (3) O + OH.

Then, using this global or semi-global description of the PES, the motion of

the nuclei in configuration space is solved for directly via quantum dynamics,

quasi-classical trajectory analysis, etc. Regardless of the method chosen, ac-

cessing the PES dynamically (i.e., calculating the PES locally throughout a

nuclear dynamics simulation) is impractical for two reasons: (1) ab initio quan-

tum calculations to determine the local potential energy are computationally

expensive, and (2) some regions of the PES are accessed constantly in a sin-

gle simulation (i.e., in a neighborhood around some nuclear configuration),

making repeat PES calculations largely redundant.
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To overcome both of these challenges, significant research effort has

been devoted to the development of analytical representations of the PES.

Many such representations exist, including the permutation invariant poly-

nomial (PIP) [56, 57], the modified-Shepard (MS) interpolant [58–61], neural

network (NN) representations [62,63], and interpolating moving least-squares

(IMLS) [64–69]. For the systems of interest (i.e., H2-air), a commonly used

method is the PIP approach (see References [1, 70, 71] for PESs used in this

work), which is invariant when switching any two identical atoms. Other com-

mon methods are designed around modeling two-body, three-body, etc. in-

teractions independently (see References [72–76] for PESs used in this work).

Most of these methods share a common strategy: (1) directly calculate the

PES at a number of unique nuclear configurations, (2) project the directly

calculated data set onto some analytical form, (3) measure the error of the

fit by comparing the analytical form with the data set, and (4) improve the

representation by adding new calculations in sensitive regions or where the fit

does not match the data set. In the sections that follow, a new method is pre-

sented which attempts to overcome some of the shortcomings of this strategy,

specifically focusing on assigning an error tolerance a priori.

With the PES defined (analytically or otherwise), the motion of the

nuclei in configuration space is simulated. In quantum dynamics (QD) or

time-dependent quantum mechanics (TDQM), the time-dependent nuclear

Schrödinger equation is solved, and the resulting eigenfunction (or wave-function)

represents the evolution of probability distribution function (PDF) of the nu-
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clear configuration space [2,53–55]. Then, the initial and final PDFs are used in

tandem to calculate both the reaction and scattering rate directly [2]. Though

this method is robust and requires few approximations, it is computation-

ally expensive because all of the nuclear degrees of freedom must be fully

discretized, which scales poorly as the number of nuclei increases.

Rather than one large simulation that directly solves for the final distri-

bution, quasi-classical trajectory (QCT) analysis breaks up this large problem

into many smaller ones. The nuclei are assumed to be classical particles, and

individual trajectories are simulated, each sampled from the same initial dis-

tribution used in QD [2,34]. As the number of sampled trajectories increases,

a final distribution of states emerges, which in turn is used to calculate the

reaction rate. We note here that QCT is the most common method used to

calculate reaction rate, and it is the foundation of this work. As such, we will

assume the QCT method is being used to calculate the reaction rate for the

remainder of this chapter.

Directly Calculated Reaction and Scattering Rates

In modeling thermal nonequilibrium, the baseline quantity of interest

is the set of state-specific reaction (or scattering) rates. For a state-specific

energy description, this set is used directly in the governing equations. For

a state-averaged energy description, this set is averaged based on the corre-

sponding energy distribution functions. Then, the set of averaged rates is

used in the governing equations. In short, both models depend on the set of
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state-specific rates either explicitly or implicitly.

Computationally, there is a robust computational framework for cal-

culating the state-specific rate, but this is largely impractical due its compu-

tational cost. To illustrate this, consider N2, which has approximately 9,000

bound and quasi-bound internal energy states. In the full state-specific de-

scription, 9,000 additional transport equations are solved. On top of this,

consider nitrogen dissociation, which is prevalent in reentry flows:

N2(v1, J1) + N2(v2, J2) −→ N2(v′1, J
′
1) + N + N, (1.5)

where v and J refer to the vibrational and rotational state of the corresponding

species, respectively. Based on the internal states, this reaction has approxi-

mately 7.3 × 1011 degrees of freedom per translational temperature. From a

pure computational standpoint, if each degree of freedom is a double preci-

sion value, this corresponds to almost 6 terabytes of memory. This immense

computational cost is the motivation for state-averaged models.

This is not to say that the state-specific approach is never used. For

instance, for N2 + N and O2 + O, state-specific reaction and scattering rates

have been directly calculated [77–82]. For other systems, state-specific rates

have been calculated for a subset of internal states. This is often the case for

hydrogen-air reactions, especially when quantum dynamics is used to calculate

the rate (see the discussion in Section 2.1.3 for many such examples). Here

we provide several commonly used methods for calculating the rate directly.

Two are based on the state-specific description of the internal energy, and two
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impose a state-averaged energy designation:

1. Internal State Truncation: At low temperatures, high-lying internal states

are negligibly populated, so such energy levels are not modeled, which

reduces the number of rates that need to be calculated. This is valid for

flows wherein high-lying internal states make up a negligible portion of

the fractional population. However, for other systems, especially re-entry

flows, this assumption is invalid.

2. Internal State Binning: Internal energy states with similar energy levels

are binned together. Then, rather than solving for each state, the subset

of binned states is modeled and transported. In calculating the rate, one

samples from the bin of energy levels, which depending on the number

of bins, can significantly reduce the number of rate calculations. Recent

effort has shown that this approach has merit, but it requires an addi-

tional assumption – binning imposes a distribution of the states within

the bin. To date, this distribution has been assumed uniform, which

is unlikely to be valid in most systems. For more details, the reader is

directed to References [83,84].

3. Rotational Averaging: The rotational energy of the system is assumed

to be in equilibrium as characterized by a rotational temperature. This

reduces the degrees of freedom considerably. Using the same N2 example

from Eq. 1.5, there are now only approximately 55 vibrational states to

27



consider, which results in 170,000 vibrationally state-specific rates per

translational and rotational temperature that must be calculated.

4. Rovibrational Averaging: Both the rotational and vibrational energy

of the system are assumed to be in equilibrium as characterized by a

rotational and vibrational temperature, respectively. This significantly

simplifies the system, but at a cost. By imposing an initial state dis-

tribution, the state-specific CFD method cannot be implemented using

these rates. Furthermore, a temperature field in a CFD simulation will

likely not perfectly match the temperature used to calculate the rate, so

the local rate must be interpolated from the directly calculated set.

Instead of directly calculating the rate, another approach is to implement

one of many models that has been previously developed. This includes both

state-averaged (temperature-dependent) and/or state-specific rate models de-

rived from a combination of empirical data and computational results. Multi-

temperature models are more straightforward but are typically analytical fits

based on empirical evidence, whereas other state-dependent models (also re-

ferred to as level models) are derived more rigorously based on microscopic

observations.

Reaction Rate Models

Experimental measurements of nonequilibrium reaction rates are lim-

ited. In general, it is difficult to introduce and control precisely the level
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of nonequilibrium in the flow leading up to reaction for such experiments.

For instance, in shock-tube studies, the flow is vibrationally cool immediately

following the reaction-inducing shock. However, depending on the species

present in the flow and the temperature, this nonequilibrium may or may not

be significant at ignition. Furthermore, shock-tube studies are often focused

on measuring the steady state thermal equilibrium reaction rate coefficient,

so effort is made to minimize nonequilibrium effects. In short, experimental-

ists typically look to minimize the amount of nonequilibrium as opposed to

measuring and controlling it.

Instead, empirical measurements that are implicitly affected by ther-

mal nonequilibrium are used to validate proposed reaction rate models. For

instance, first a nonequilibrium reaction rate model is posed (developed from

ad hoc relations or from a theoretical basis). Then, this model is used to simu-

late flow over a bluff body, shock-heated dissociation, etc., and the simulation

results are compared to corresponding experimental data. From this compar-

ison, the model is refined. In addition to the empirical data, these models are

also developed and improved based on simulations of molecular collisions. A

brief overview of two commonly used multi-temperature models follows:

• Park’s two-temperature model [40,49,85] defines a translational-rotational

and vibrational temperature within the flow (denoted T and Tv). Then,

the nonequilibrium reaction rate is calculated using the equilibrium rate

evaluated at an effective temperature, Te = T sT 1−s
v , where s is between
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0 and 1 (in the original model, s = 0.5). For high-temperature hyper-

sonic reentry flows (in both Earth and Martian atmospheres), it has been

shown that this model performs well [4, 22, 40, 49, 85, 86]. For some con-

ditions, a value of s = 0.7 yields better results [87,88], and depending on

the temperature regime, other modifications have been suggested [89–91].

Park discusses some limitations of this model in Reference [92].

• The coupled vibration-chemistry-vibration (CVCV) method proposed by

Knab et al. [39,93] provides a consistent base from which both nonequi-

librium rate coefficients and vibrational energy transfer rates caused by

reaction are derived. However, this model relies on two parameters,

which are calibrated based on the species present in the flow and the

temperature regime [39, 93, 94]. Regarding the CVCV models used in

CFD applications, Koo et al. [50] used the CVCV model to analyze vi-

brational nonequilibrium effects in a reactive jet flow. This work was

extended by Fiévet et al. [16] to simulate scramjet combustion.

Many other nonequilibrium models exist [95–102], but the details of each are

beyond the scope of this work. Several general observations follow. First, most

of the models are derived for reentry flows. As such, the focus is on dissociation

reactions at high temperatures. Second, the vast majority of these models rely

on empirical data to define a number of model parameters. This is not ideal for

simulating new systems, such as scramjets, as it is difficult to judge beforehand

how each model will perform. Models that do not require empirically-based
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parameters are preferred. For instance, Arsentiev et al. [103] presented a state-

to-state approach based on the minimum energy path of the reaction without

any empirically-derived parameters, and the resulting model matched QCT-

based rates reasonably well. Furthermore, the method was shown to be more

general than the CVCV method.

Several studies have analyzed the accuracy of some nonequilibrium

models. For nitrogen dissociation, Lino da Silva et al. [104] compared five

two-temperature models, finding that Park’s model only performed adequately

(within 2 orders of magnitude of the directly calculated rates), and even worse

for strongly non-equilibrium conditions. The Macheret-Fridman model [105],

as derived for modeling atom-diatom or diatom-diatom dissociation processes

of homonuclear molecules, performed well over the whole temperature range.

However, their model is not easily extended to heteronuclear dissociation or

exchange reactions. For chemical exchange reactions, Pogosbekian et al. [106]

compared several models with QCT calculations (including both Park’s and

Macheret’s two-temperature models as well as a CVCV model). Of the two

reactions studied, N2 + O → NO + N and CO + N → CN + O, it was ob-

served that all of the models performed poorly over wide temperature ranges,

but especially at low temperatures. For Macheret’s and Park’s models, a

temperature-dependent parameter was introduced (e.g., letting s vary with

T ), which improved the models considerably. However, it is unclear whether

or not this can be generalized to other exchange reactions.
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Inelastic Scattering Rate Models

Unlike the nonequilibrium reaction rate, experiments have largely been

successful at quantifying scattering processes. This is in large part because it is

relatively straightforward to excite a particular mode within the gas and then

measure the time it takes to relax back to equilibrium. Though the resulting

data is not the scattering rate itself, it has been seen that these measurements

correlate to robust energy transfer models. In particular, the Landau-Teller

model [107] is used in many CFD simulations to describe the source/sink term

of energy transfer between vibrational and translational energy. As a source

term in a vibrational energy transfer equation, the relation is given by

QT−V =
eEv − ev
τv

(1.6)

where ev is the actual vibrational energy, eEv is the vibrational energy at ther-

mal equilibrium, and τv is the vibrational nonequilibrium relaxation timescale

as directly measured in experiments. The accuracy and ease of implementation

of this models has made it popular for many studies, and it is used alongside

both Park’s model and the CVCV model as described previously [22,39].

In compiling a collection of relaxation timescale measurements, in-

cluding the hydrogen-air interactions of interest for this work, Millikan and

White [36, 37] noticed that the timescale could be parameterized based on

several features of the colliding pairs. Then, using these collision pair-specific

properties, τv was cast in a functional form dependent on both the pressure

and translational temperature of the system (see Eq. 1.1 defined above). This
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form is valid for low to moderate temperature systems, though refinements

have been made over time. For N2-O2 mixtures, White [108] refined the rela-

tion based on shock-tube studies by Taylor et al. [109]. For high temperature

systems, specifically reentry flow regimes, Park [40, 85] suggested a modifica-

tion to better match empirical data. However, the model form is inadequate

to describe the rate over a very wide temperature range and it does not match

high-fidelity models at high temperatures [41, 110].

As with the reaction rate, many theoretical models exist for describing

vibrational relaxation or directly defining inelastic scattering rates. Early the-

oretical methods include the Schwartz, Slawsky, and Herzfeld (SSH) method

[111], a first order perturbative theory. However, the model resulted in re-

laxation 10 to 30 times shorter than experimental observations. Similar to

Millikan and White’s functional form, the SSH model has been extended and

improved over time (see References [87, 112–114] for instance), but problems

with this method still persist [96, 98, 115]. A more robust relaxation model

is derived using forced harmonic oscillator (FHO) theory [116–119]. We note

here that the review article by Lino da Silva et al. [100] includes more in depth

discussion of these methods, including their strengths and shortcomings as

well as other methods to consider. More recently, Adamovich [120] presented

an analytic model for vibrational energy transfer between atom-diatom and

diatom-diatom collision based on the forced harmonic oscillator-free rotation

(FHO-FR) model, which also includes rotational relaxation.
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Summary of Models

In summary, nonequilibrium models have been studied extensively for

reaction and relaxation processes in reentry flow systems. However, the va-

lidity of these models is still an open question for combustion temperature

regimes and for exchange reactions. This is in large part because the model

parameters themselves are set according to available empirical data. Hence,

it is unclear a priori which models are optimal and/or validfor hydrogen-air

reactions and scattering processes at combustion temperatures (approximately

1,500 K) and this is still an open problem worth investigating from first prin-

ciples.

1.2 Objectives of This Work

To briefly summarize: (1) we know that high-speed, high-enthalpy flows

such as in scramjets and around reentry vehicles exhibit thermal nonequilib-

rium, (2) we know that this will change the rate of reactions in the flows as

well as modify mixing parameters, (3) we know how to decouple energy modes

in the governing equations to account for nonequilibrium, which results in the

additional governing equations that arise in thermal nonequilibrium flows, and

(4) we have established the conventional models and corresponding parameters

for these additional governing equations. However, obtaining reaction rates

and equilibrium relaxation rates from experiments remain non-trivial, if not

intractable. The use of computational chemistry remains the only tractable

approach. The main questions to be answered then are:
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• What computational tools need to be developed in ordered to estimate

reaction and relaxation rates reliably for both internal and external flow

conditions?

• What are the numerical algorithms that need to be developed in order

to compute such rates?

• How are such rates represented and used in practical continuum calcu-

lations?

In this work, these questions are addressed through the following key

advances:

• Development of a massively-parallel quasi-classical trajectory (QCT)

solver which uses ab initio derived potential energy surfaces to compute

collision cross-section, which directly leads to relaxation and reaction

rates. A reliable algorithm for estimating computational errors arising

both from the use of Monte Carlo based algorithms is developed.

• Development of a robust algorithm for accelerating the computation of

such rates when coupled to computational chemistry algorithms that de-

termine potential energy of a molecular configuration. This approach

will aid in the use of the QCT approach for systems with a large number

of atoms. The mathematical formulation and the numerical implemen-

tation are both developed in this work.
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• Application of the QCT approach to practical problems of interest, in-

cluding a) hydrogen-air combustion at scramjet-type conditions, b) ni-

trogen reaction with nitrogen and oxygen for external hypersonic flow

regimes.

1.3 Outcomes of This Work

In addressing the objectives of this work, the following achievements

were made:

Algorithms Developed

• A selective sampling strategy for QCT simulations was derived. Using

this method, only trajectories with sufficient total energy to react are

sampled, which significantly improves the convergence of reactions. For

low-probability events, such as N2 dissociation at 6,000 K, the conver-

gence was improved by two orders of magnitude, making a previously

intractable problem solvable.

• An MPI-based communication algorithm was developed to increase the

efficiency of the QCT program. As opposed to evenly partitioning the

trajectories among cores (the simplest approach), a master-worker algo-

rithm is implemented. The master holds the list of instructions for the

full simulation, and it hands down instructions to workers as needed.

This allowed for dynamic modification of the instruction set throughout

the simulation based on the observed convergence at checkpoints. This
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strategy resulted in favorable scaling for all benchmarks tested.

• A strategy for automating PES construction and access was proposed,

denoted the automated tabulation of potential energy surfaces (ATPES).

The method constructs and stores the PES on-the-fly during QCT simu-

lations, and the accuracy of the surface is controlled using a pre-defined

error tolerance.

Software Developed

• A QCT program was developed for simulating bimolecular collisions.

Some unique achievements to this program follow. First, a PES side-

loading strategy that minimizes overhead of analyzing new systems or the

same system on a new surface was implemented. The QCT program was

automated so that: (a) the relevant internal states of the reactants and

products are calculated from the PES directly, (b) trajectories are sam-

pled so that the energy is a discrete value, from a temperature-defined

distribution, or from a uniform distribution, and (c) the program dynam-

ically adjusts the sampling to ensure good convergence of all quantities

of interest. Finally, a parallel algorithm was designed so that the QCT

program scales efficiently up to 10,000+ cores.

• The ATPES algorithm was integrated into both the presently developed

QCT program and the VENUS QCT program in a collaboration with

Texas Tech University. In the developed QCT program, the ATPES

program acted as an intermediary between the QCT program itself and
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a quantum mechanics program for directly calculating the PES. In the

VENUS program, the ATPES not only acted as an intermediary between

QCT and PES calculations, but also the ATPES algorithm was also used

as an accelerator in Hessian-based integration schemes.

Physical Models Developed

• QCT-calculated vibrational nonequilibrium reaction rates for three chain-

branching reactions in the hydrogen-air combustion mechanism were tab-

ulated for direct use in CFD programs. Furthermore, these rates were

also used to develop a state-specific efficiency function model for the

reaction rate (i.e., how vibrational energy modifies the reaction rate).

This was used to derive a state-averaged efficiency function (i.e., how

vibrational temperature modifies the reaction rate), and this model has

been used in vibrational nonequilibrium detonation simulations.

• QCT-calculated rotational and vibrational nonequilibrium dissociation

rates for nitrogen were tabulated for direct use in CFD programs. By

using the selective sampling strategy, we were able to calculate the rate at

lower temperatures than what was previously possible. Furthermore, a

three-temperature analytical model was developed based on these rates,

extending the conventional two-temperature models used for nitrogen

dissociation.

• QCT-calculated vibrational inelastic scattering rates were tabulated for

nitrogen-oxygen collisions. Analytical forms were developed from this
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data to model vibration-translation and vibration-vibration energy trans-

fer
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Chapter 2

Quasi-Classical Trajectory Theory

In a continuum-scale flow, source terms in chemical and energy trans-

port equations are governed by the rates in which colliding molecules react

and scatter (scattering corresponds to non-reactive energy exchange). Rates

denote a macroscopic quantity and are derived for a specific collision pair as

follows: given an initial state (i.e., the initial translational and internal energy

of the colliding molecules), the outcome of the collision event is a well-defined

post-collision distribution of states, which corresponds to the reaction and

scattering probability. The rate is then defined by averaging the post-collision

probability weighted against a (macroscopic) distribution of initial states. In

summary, accurate rate models are dependent on our ability to predict this

post-collision distribution.

To this end, we simulate the motion of the atomic particles through-

out a collision event, which is governed by quantum mechanics (we assume

relativistic effects are negligible). However, simulating this interaction via

quantum theory often proves computationally intractable for most systems,

so instead, we introduce the quasi-classical trajectory (QCT) method, which

simplifies the description of the nuclear motion in the system. Specifically, we
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assume that the motion of the nuclei is approximately classical, but that the

internal energy state is discrete (defined via quantum theory). Using the QCT

method, we independently simulate many trajectories (i.e., the motion of the

nuclei through phase space) sampled from discrete initial states and record the

outcomes (i.e., the final states). Then, as the number of sampled trajectories

approaches infinity, a post-collision distribution of states is obtained, which in

turn is used to calculate the reaction and scattering rates.

With regards to the derivation of QCT theory and the subsequent anal-

ysis needed to approximate reaction and scattering rates, the following sections

describe: (1) the assumptions and theory of the QCT method, (2) the process

of simulating a single trajectory, and (3) how rates are extracted from many

simulated trajectories. Furthermore, in an effort to improve convergence of

low-probability events (such as the reaction rate at low temperatures), a novel

trajectory sampling technique is presented that bounds the space of initial con-

ditions so that only trajectories with sufficient energy to attain a particular

outcome are sampled.

2.1 QCT from First Principles

For a set of N electrons and M nuclei, with position coordinates r =

(r1, r2, . . . , rN) and R = (R1,R2, . . . ,RM), respectively, the wave function of

both the electrons and nuclei Ψ is governed by the time-independent Schrödinger

equation, as given by

Ĥ(r,R)Ψ(r,R) = EΨ(r,R) (2.1)
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where Ĥ is the Hamiltonian operator of the system, and E is the total energy

of the system, including electronic, vibrational, rotational, and translational

modes. Note that the Hamiltonian operator is partitioned so that

Ĥ(r,R) = T̂n(R) + Ĥe(r,R) (2.2)

T̂n is the kinetic energy operator associated with the nuclei, and Ĥe is the

electronic Hamiltonian operator (including nuclear repulsion). For a more-

detailed description of these operators, which is beyond the scope of this work,

the reader is directed to Reference [53–55].

For time-dependent interactions (e.g., for two molecules on a collision

course), Eq. 2.1 is extended to model the evolution of the wave function in time,

and the resulting system, which is the time-dependent Schrödinger equation,

is given by

i~
∂Ψ(r,R, t)

∂t
=

(
T̂n(R) + Ĥe(r,R)

)
Ψ(r,R, t) (2.3)

Ψ(r,R, t = 0) = Ψo(r,R) (2.4)

where i is the imaginary unit, ~ = h/2π, where h is Planck’s constant, and

Ψo is the wave function at t = 0. For a bimolecular collision, given Ψo, the

distribution of final states is characterized by Ψ(r,R, t→∞) as governed by

Eq. 2.3. This in turn is used to calculate the reaction and scattering cross-

sections.

The solution to Eq. 2.3 is an “exact” representation of the wave-function

for the coupled electron-nuclear motion in time. However, obtaining this so-

lution is usually not feasible even using modern computational infrastructure.
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Hence, the convention is to impose the adiabatic approximation, which decou-

ples the motion of the nuclei and electrons. This is approximately valid under

the assumption that the mass of the nuclei is orders of magnitude greater than

an electron. In short, one assumes that the wave function can be decomposed

into the product of electron and nuclear wave functions, i.e.,

Ψ(r,R, t) = ψe(r;R)ψn(R, t), (2.5)

where the electronic wave function ψe is parametrized by a fixed R and is

independent of time, and the nuclear wave function ψn is independent of r.

Under this approximation, we now introduce the electronic Schrödinger

equation, which for fixed R is given by

Ĥe(r;R)ψe(r;R) = Ee(R)ψe(r;R) (2.6)

where Ee is the electronic energy (an eigenvalue). For this work in particular,

only the ground state electronic energy is utilized, which is the minimum

eigenvalue associated with the solution to Eq. 2.6, and this energy is henceforth

referred to as the potential energy. Note that there exists such an energy for all

valid R (configurations wherein the nuclei do not occupy the same location in

physical space), and the corresponding map from nuclear positions to energy

is denoted the potential energy surface (PES). The PES may have local and

global minima/maxima as well as saddle points denoting transition states.

This surface receives its designation as a potential because it drives

the motion of the nuclei, as shown by substituting Eq. 2.5 into the original
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time-independent Schrödinger equation (Eq. 2.1) and imposing Eq. 2.6:(
T̂n(R) + Ee(R)

)
ψe(r;R)ψn(R) = Eψe(r;R)ψn(R). (2.7)

Multiplying this equation by ψ∗e(r;R), where ·∗ denotes the complex conjugate,

and integrating over the space spanning r (denoted by 〈ψe, ·〉r =
∫
ψ∗e(·) dr),

one obtains (
T̂n + Ee +

〈
ψe, T̂nψe

〉
r

)
ψn = Eψn, (2.8)

where the dependencies on R have been removed for brevity. (Notice that

Eq. 2.8 is only a function of the R.) Now, a second assumption is imposed to

simplify this equation further – the Born-Oppenheimer approximation. That

is, we assume
〈
ψe, T̂nψe

〉
r
� Ee, so the integral term is approximately neg-

ligible. What remains is the time-independent nuclear Schrödinger equation

under the Born-Oppenheimer approximation:(
T̂n + Ee

)
ψn = Eψn, (2.9)

which shows that the nuclear wave-function is driven by the kinetic energy of

the nuclei and the PES.

The adiabatic and Born-Oppenheimer approximations can be used in

a similar fashion to derive the time-dependent nuclear Schrödinger equation:

i~
∂ψn(R, t)

∂t
=

(
T̂n(R) + Ee(R)

)
ψn(R, t) (2.10)

ψn(R, t = 0) = ψn,o(R). (2.11)
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Compared to Eq. 2.3, which described the motion of the coupled nuclear-

electron wave function, Eq. 2.10 only describes the motion of the nuclear wave

function and is governed by Ee(R) (i.e., by the PES). Figure 2.1 visualizes

this concept for a simple exchange reaction A + BC→ AB + AC.

(a) t = 0 (b) t > 0

Figure 2.1: Schematic showing evolution of probability density |ψn|2 (3D wire-
frame) traveling along the PES (contour lines). The red arrow indicates the
direction of motion of the probability density. This figure is taken from Ref-
erence [2] (see Fig. 1.1.1)

The axes for this figure are internuclear distances (i.e., RAB = ‖RA+RB‖2 and

RBC = ‖RB +RC‖2). In referencing the Fig. 2.1a, the distribution initially

travels along the PES in a channel towards a saddle point in the PES near

RAB = 1.0 and RBC = 1.2 (arbitrary units). As the distribution reaches

the saddle point, a portion of the distribution is sent back along the reactant

channel, and a portion is sent along the product channel, as shown in Fig. 2.1b.

From these initial and final distributions, both the reaction and scattering

cross-section of the system are derived by averaging the distributions against

the macroscopic energy distributions. Note that, in examining Eq. 2.10 and

Fig. 2.1, a global (or semi-global) representation of Ee(R) (i.e., the PES) is
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required to obtain the final distribution.

2.1.1 The Classical Assumption

Solving the time-dependent nuclear Schrödinger equation under the

Born-Oppenheimer approximation (see Eq. 2.10) requires considerable com-

putational effort. That is, the wave-function is a dependent of the system’s

degrees of freedom (i.e., the set of discretized locations in the space span-

ning R), which scales poorly as the number of nuclei in the system increases.

Hence, one final assumption is imposed – the classical approximation, obtained

as follows.

First, assume that the distribution of the nuclei in position space can

be described using the Dirac delta function, i.e.,

ψ∗n(R)ψn(R) = δ(R− R̃), (2.12)

where R̃ = (R̃1, R̃2, . . . , R̃M) is a single point in the position space of the

nuclei. Noting that

δ(R− R̃) = δ(R1 − R̃1)δ(R2 − R̃2) · · · δ(RM − R̃M), (2.13)

we recast ψn as a product of M wave functions corresponding to each nuclei

so that

ψn(R) = ψn,1(R1)ψn,2(R2) · · ·ψn,M(RM) (2.14)

where ψn,j(Rj) = δ(Rj − R̃j) for j = 1, . . . ,M .
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Defining the wave-function so that the nuclear position distribution

is a delta function is valid in quantum mechanics, and it implies that the

uncertainty of the nuclear positions is zero (i.e., ∆R → 0). In the quantum

description though, the uncertainty of position and momentum distributions

are coupled via the Heisenberg uncertainty principle:

∆R∆P ≥ ~
2

(2.15)

where ∆P is the uncertainty of the nuclear momentum distribution (we denote

the momentum space using P ). So, as ∆R→ 0, ∆P →∞, implying that the

distribution is uniform in momentum space, i.e. the momentum is completely

undetermined. However, the classical approximation corresponds to the limit

~→ 0, which allows both ∆R→ 0 and ∆P → 0, simultaneously. In this limit

we can define P̃ = (P̃1, P̃2, . . . , P̃M) as a single point in the momentum space

of the nuclei, and the wave function is written as a series of delta functions

given by

ψn(P ) = ψn,1(P1)ψn,2(P2) · · ·ψn,M(PM) (2.16)

where ψn,j(Pj) = δ(Pj − P̃j) for j = 1, . . . ,M .

Before substituting this wave function into the nuclear Schrödinger

equation, consider the following property often utilized in quantum mechan-

ics [53–55]. For some operator L̂, the inner product
〈
ψn, L̂ψn

〉
(as convention-

ally defined in quantum mechanics) is independent of which of the conjugate

variables R or P is used in the coordinate representation of the wave function:〈
ψn, L̂ψn

〉
=

∫
ψ∗n(R)L̂(ψn(R)) dR =

∫
ψ∗n(P )L̂(ψn(P )) dP . (2.17)

49



This property is helpful when considering the inner product of ψn with the

position or momentum operator of the jth nuclei acting on ψn, i.e,

〈
ψn, R̂jψn

〉
=

∫
ψ∗n(R)R̂j(ψn(R)) dR = R̃j (2.18)〈

ψn, P̂jψn
〉

=

∫
ψ∗n(P )P̂j(ψn(P )) dP = P̃j (2.19)

for all j = 1, . . . , M .

With this property in mind, consider how the classical assumption mod-

ifies the nuclear Schrödinger equation given in Eq. 2.9. Taking the inner prod-

uct of ψn with Eq. 2.9, one obtains

〈
ψn, T̂nψn

〉
+
〈
ψn, Eeψn

〉
=
〈
ψn, Eψn

〉
, (2.20)

where the corresponding integrals may be over either R or P . The nuclear

kinetic energy operator is given by

T̂n =
M∑
j=1

1

2mj

P̂ 2
j , (2.21)

where mj is the mass if the jth nucleus. Using the appropriate coordinate

system description, it is easy to show that Eq. 2.20 is reduced to

M∑
j=1

1

2mj

P̃ 2
j + Ee(R̃) = E = H(R̃, P̃ ), (2.22)

whereH denotes the classical Hamiltonian, introduced here because the Eq. 2.22

is the same as the Hamiltonian for a system of classical particles [2]. Using

the general theory associated with classical Hamiltonian mechanics [2], we con-

clude that the classical description of time evolution for the system is given
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by

dP̃j
dt

= − ∂H
∂R̃j

= −∂Ee(R̃)

∂R̃j

∣∣∣∣∣
R̃

(2.23)

dR̃j

dt
= +

∂H
∂P̃j

=
P̃j
mj

(2.24)

for j = 1, . . . , M .

2.1.2 Summary of Assumptions and Governing Equations

In summary, we began with a system of molecules on a collision path.

The motion of the nuclei and electrons in this system are governed by quan-

tum mechanics and the time-dependent Schrödinger equation (Eq. 2.3). We

introduce the adiabatic approximation, which decouples the motion of the nu-

clei and electrons by assuming the function wave-function can be described as

the product of a nuclear and electron wave-function (Eq. 2.5). This is used

to derive the nuclear Schrödinger equation, which is further reduced by im-

posing the Born-Oppenheimer approximation to neglect the effect of nuclear

kinetic energy on the electron motion (Eq. 2.10). Due to the computational

constraints of solving this equation, we introduce the classical approximation,

which assumes that the motion of the nuclei can be described as that of clas-

sical particles (Eqs. 2.22, 2.23, and 2.24). Here, those equations are presented

in a final form: The evolution of M nuclei under the classical assumption

with positions R = (R1,R2, . . . ,RM) and momentum P = (P1,P2, . . . ,PM)
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is given by

d2Rj

dt2
= − 1

mj

∂Ee
∂Rj

∣∣∣∣
R

, j = 1, . . . ,M (2.25)

R(t = 0) = Ro (2.26)

P (t = 0) = Po. (2.27)

where we have dropped ·̃ notation for brevity.

In comparing the quantum and classical equations of motion for the

nuclei, we note two significant changes regarding the computations:

1. Solving the time-dependent nuclear Schrödinger equation is computa-

tionally intensive because each positional degree of freedom for all the

nuclei needs to be discretized, which scales poorly as more nuclei are

added to the system. In contrast, solving the classical equation is much

easier as it is simply a system of M ordinary differential equations.

2. With the quantum description, the equations describe the evolution of

the nuclear position and momentum distributions. For an initial wave-

function based on a fixed state (translational + internal), solving the

nuclear Schrödinger equation results in a final wave-function, from which

a final distribution of states is extracted. That is, a single calculation

gives all the state-specific cross-section corresponding to the initial state.

In contrast, under the classical approximation, trajectories are sampled

from the initial distribution, the outcomes of which are used to generate

the final distribution of states.
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So the tradeoff of the classical assumption is that a computationally expensive

problem is posed as many smaller problems (i.e., simulating individually sam-

pled trajectories) that are computationally inexpensive. Then, the goal is to

maximize the number of trajectories sampled. As the number of sampled tra-

jectories goes to infinity, a final distribution of states is fully determined. The

question then becomes: How does the final distribution of states calculated

using the classical assumption compare to the distribution calculated via the

time-dependent nuclear Schrödinger equation?

2.1.3 Validity of QCT

Here, we present some evidence to suggest the validity of QCT for reac-

tion and scattering rates in hydrogen-air bimolecular collisions. An overview of

studies that address this question for some relevant reactions follows. Though

this list does not cover all of the reactions used in hydrogen combustion, the

evidence presented here suggests that using QCT is a viable strategy.

O + H2 −→ H + OH

Balakrishnana [121] compared quantum mechanical cross-sections and

rate coefficients with experimental and QCT-based rates. Looking at Fig-

ures 5 and 6 in Ref [121] and the subsequent discussion, the results show

that the QCT-based rate coefficients match both the experimental data and

quantum calculations between approximately 300 K and 1,000 K. Braunstein

et al. [122] compared time-dependent quantum mechanics (TDQM) and QCT
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results. The authors report that for H2 in v = 0, the rates from QCT and

TDQM match closely. However, for v > 0, the QCT results are off by up to

a factor of 2 for collision energies near the reaction threshold energy. Simi-

lar comparisons by Wang et al. [123] show that the QCT results are highly

sensitive to the long-range van der Waals effects. Furthermore, their quan-

tum results show that tunneling effects are important below 2,500 K. Similar

observations are made by Weck et al. [124], who also observe good agree-

ment between classical and quantum results above the tunneling threshold.

To account for tunneling in this reaction, Rosa and Brandão [125] present a

method to incorporate tunneling effects into the QCT simulation based on the

minimum energy path of the reaction and the starting tunneling point. The

resulting QCT-based results closely match the quantum results based on the

same PES. Further investigations by Han and Zheng [126] explore the influ-

ence of non-adiabatic effects on the reaction. The non-adiabatic effects are

not captured using QCT or standard TDQM, but the resulting errors are not

significant. Finally, Gacesa and Kharchenko [127] simulate the reaction at

high collision energies using quantum reactive scattering, and good agreement

with QCT results is observed.

For the reverse reaction, Li et al. [128] examine the effect of reagent ro-

tation and vibration on the rate coefficient based on both QCT and transition

state theory (TST). The QCT-calculated thermal rate shows good agreement

with the previous data.
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H + O2 −→ O + OH

Bargueno et al. [129] compares reaction probabilities, integral cross-

sections, and differential cross-sections obtained via statistical quantum meth-

ods, QCT, and time-dependent wave-packet methods for two recently devel-

oped PESs. The predictions of the integral cross-section are in general agree-

ment with the quantum results when using the modified QCT internal en-

ergy quantum mechanical threshold (QCT-IEQMT) method. However, the

standard QCT method under-predicts the reaction threshold collision energy

(0.44 eV compared to 0.71 eV). For a fixed collision energy above the threshold

(1.04 eV), Sun et al. [130] observe that the QCT method accurately predicts

the post-collision rotational state of OH. The binning strategy is Gaussian

weighted (denoted GW-QCT). Using the same method, Lin et al. [131] show

that the GW-QCT reaction cross-section closely matches the corresponding

quantum wave-packet calculations.

For the reverse reaction, Klos et al. [132] analyzed the collision pair

using the coupled-states, statistical capture (CS-ST) model. Only low tem-

peratures are studied (210–255 K), but the QCT results show good agreement

with the CS-ST model. Jorfi et al. [133] compares QCT (with zero-point

energy treatment) with phase-space theory, the statistical quantum method,

and the exact quantum mechanical (EQM) method. The methods are each

comparable qualitatively, but the authors find that the zero-point energy treat-

ment decreases the back-dissociation probability. Instead, the standard QCT

method compares more favorably with the time-dependent EQM method. Ma
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et al. [134] shows that post-collision rotational distributions are accurately

predicted by QCT. Pradhan et al. [135] calculate the reaction rate between

1–400 K using quantum dynamics. The calculated rates show good agreement

with the QCT-calculated rates. Over a similar temperature range, Teixidor et

al. [136] also observe good agreement between QCT and quantum rate calcu-

lations though the QCT-calculated rate is slightly smaller.

H2 + OH −→ H + H2O

Garcia et al. [137] compared QCT-calculated reactions rate coefficients

from 3 PESs with experimental results between 250–1,000 K. The QCT and

experimental data showed good agreement overall though the QCT rates were

slightly less than the experimental results.

N2 and O2 Vibrational Relaxation

As a final consideration, Kim and Boyd [110] analyze vibrational re-

laxation timescales based on QCT-calculated scattering rates (the dissocia-

tion rate is also calculated). These results are shown alongside the relaxation

timescales measured experimentally and the analytical form proposed by Mil-

likan and White [36]. Though the validity of the QCT method is not the

primary focus of the work, we note that the resulting relaxation timescales,

which are derived QCT-calculated scattering rates, are consistent with the ex-

perimental data (for instance, see Figures 6 and 10 in [110]). Similar studies

have been performed for O2 and N2 relaxation [77–82]. In general, the re-
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laxation timescales based on the QCT-calculated rates show good agreement

with experimentally measures timescales.

2.2 Simulating a Single Trajectory

Here, we describe the process of simulating a single trajectory using

QCT, which corresponds to the motion of nuclei through phase space in time

as governed by Eq. 2.25 based on the initial phase (see Eqs. 2.26 and 2.27).

This involves three steps: (1) sampling the initial phase Ro and Po based on

the initial state (i.e., the pre-collision translational and internal energy), (2)

simulating the trajectory by solving Eq. 2.25, and (3) mapping the final phase

R and P onto the final state (i.e., the post-collision translational and internal

energy). Note that the second step (i.e., actually solving the equations of

motion) is more computational than theoretical, so it discussed in Section 3.2.2.

Throughout this section we use the following diatom-atom bimolecular reaction

as a reference:

AB(v, J) + C −→ AC(v′, J ′) + B (2.28)

where v and J are vibrational and rotational quantum numbers, respectively

and the ′ labels a product state.

In this work, Ro and Po are defined on a fixed Cartesian coordinate

system. The basic configuration follows the convention used throughout the

QCT literature [2, 34]. For reference, a 2D schematic is shown in Fig. 2.2.
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Figure 2.2: Schematic of the initial position and velocity of each reactant
relative to one another.

In the figure, reactant AB is oscillating and rotating, but its center of mass

is fixed at the origin, g is the relative speed of the reactant pair, and b is a

measure of the distance between each reactant’s center of mass perpendicular

to the motion. Note that the ρ is set to be sufficiently large so that as the

trajectory begins, the reactants have negligible effects on one another. This is

strongly dependent on the PES used, but 15 Å is typically a good, conservative

value. With this configuration, the centers of mass are well-defined, so all that

remains is to describe the internal motion of each reactant.

For reactants with 2+ atoms (e.g., AB), the initial orientation of the

position and momentum of each atom are described using the following pa-

rameters:

• The orientation of AB relative to the axes of the coordinate system using
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two angles θ ∈ [0, π] and φ ∈ [0, 2π].

• The vibrational phase of AB using a parameter ξ ∈ [0, 1]. When ξ = 0

AB is at its inner vibrational turning point, and when ξ = 1 AB is

at its outer turning point. We note that the position and momentum

associated with vibration are directly correlated.

• The orientation (angle) of the rotational angular momentum using a

parameter η ∈ [0, 2π]. Though the rotational angular momentum is

a vector in the fixed coordinate system, we note that for a diatomic

molecule it is perpendicular to the inter-nuclear axis so the orientation

of the angular momentum can be characterized using this single value.

Collectively, we define τ = (θ, φ, ξ, η) as the initial orientation of the reac-

tants (if the second reactant were non-monatomic, the values associated with

its initial orientation would also be included in τ ). With τ and the internal

energy of the molecule, denoted εint(v, J), the internal motion of the molecule

is well-defined (described more in the next section). As a reference to how τ

is represented in the coordinate system, consider the placement of the atom

shown in Figure 2.3 below (the atom’s B designation is in reference to Fig-

ure 2.2).
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Figure 2.3: Schematic of the coordinate systems used to define the initial
orientation.

Note that θ and φ are labeled in the figure directly. The distance r from the

origin is a function of ξ. Finally, the rotational angular momentum vector is

in line with the x∗-y∗ plane, and η denotes the orientation angle within the

plane.

In summary, for each trajectory, the relative speed g, impact parameter

b, and inter-molecular separation ρ define the motion of the reactants relative

to one another (see Fig. 2.2). The internal motion of each reactant is defined

by its orientation τ and its internal energy εint, which in turn is dependent on

its internal quantum state specified by (v, J). We define the following trans-

formation as the mapping from the initial state to the position and momentum

space defined on a fixed Cartesian grid:

I : (v, J, g, b, τ , ρ)→ (Ro,Po). (2.29)

We note that an intermediate step in this transformation is in mapping (v, J)
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to an internal energy εint, denoted as

Io : (v, J)→ εint. (2.30)

Once the initial conditions are defined, Eq. 2.25 is solved using a numerical

ODE solver (described in Section 3.2.2). After the collision, the final state

(v′, J ′) is determined from the final position and momentum, i.e.,

F : (R,P )→ (v′, J ′). (2.31)

Note that F 6= I−1 because the classical equations of motion do not retain

the quantized nature of internal energy. That is, (v′, J ′) are chosen so that

εint(v
′, J ′) approximately matches the observed final internal energy. The fol-

lowing sections describe each of these maps in detail, beginning with Io, then

I, and finally F .

2.2.1 Internal Quantum State =⇒ Internal Energy

Consider the time-independent nuclear Schrödinger equation as shown

in Eq. 2.9 with the position defined using a center of mass coordinate Rcom

(Cartesian) and an internal coordinate (r, θ, φ) (spherical). Then, T̂n = T̂t +

T̂int, where

T̂t = − ~2

2M
∇2
com (2.32)

T̂int = − ~
2µ
∇2
int = − ~2

2µ

(
1

r2

∂

∂r

(
r2 ∂

∂r

)
− L̂2(θ, φ)

r2

)
, (2.33)

where M is the total mass, µ is the reduced mass, and

L̂2(θ, φ) = − 1

sin θ

∂

∂θ

(
sin θ

∂

∂θ

)
− 1

sin2 φ

∂2

∂φ2
. (2.34)
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Now, the Hamiltonian operator (T̂n + Ee) is separable into center of mass

and internal coordinates (noting that Ee is only a function of r as seen in

Figure 2.4 below), which implies that the nuclear wave-function and energy

can be represented by

ψn = ψt(Rcom)ψint(r, θ, φ) (2.35)

E = εt + εint (2.36)

where ψt and εt translational wave-function and energy, and ψint and εint are

the internal wave-function and energy. Similar to the adiabatic approxima-

tion, this now decouples the nuclear Schrödinger equation, into corresponding

equations for translational and internal motions:

T̂tψt(Rcom) = εtψt(Rcom) (2.37)(
T̂int + Ee(r)

)
ψint(r, θ, φ) = εintψint(r, θ, φ) (2.38)

Henceforth, we focus on the internal Schrödinger equation (Eq. 2.38) only.

Following the convention used in many quantum mechanics textbooks [53–55],

the internal wave-function is represented as

ψint(r, θ, φ) = χ(r)Y m
J (θ, φ), (2.39)

where Y m
J (θ, φ) is a spherical harmonic function that satisfies

L̂2(θ, φ)Y m
J (θ, φ) = J(J + 1)Y m

J (θ, φ). (2.40)

From these observations, Eq. 2.38 is reduced to a function of r:(
− ~2

2µr2

d

dr

(
r2 d

dr

)
+

~2J(J + 1)

2µr2
+ Ee(r)

)
χ(r) = εintχ(r), (2.41)
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where Y m
J (θ, φ) has been canceled out. Now, we define the vibrational wave-

function as

ψv(r) = rχ(r), (2.42)

and, by substituting into Eq. 2.41, we obtain the vibrational Schrödinger equa-

tion: (
− ~2

2µ

d2

dr2
+ Eeff

e (r; J)

)
ψv(r) = εintψv(r) (2.43)

where εint = εint(v, J), and Eeff
e (r; J) is the effective potential energy, given by

Eeff
e (r; J) = Ee(r) +

~2J(J + 1)

2µr2
. (2.44)

This corresponds the PES as distorted by rotational motion as shown in Fig-

ure 2.4. For a given J , the effective PES governs the motion, and is charac-

Figure 2.4: Effective PES of N2 at varied J
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terized by a new minimum energy Ee,o(J) at the equilibrium distance re(J).

Furthermore, as J increases, a local maximum may form so that bound in-

ternal states exist where the energy is greater than the dissociation energy of

the non-rotating molecule. These are denoted as quasi-bound states because

they may dissociate if the molecule suffers a collision that reduces it’s angular

momentum.

The solution to this equation gives us the wave function of the inter-

atomic distance in the diatomic molecule as well as the quantized internal

energy. In this work, εint(v, J) is approximately calculated from Eq. 2.43 using

the the Wentzel-Kramers-Brillouin (WKB) method [138, 139]. That is, for a

given (v, J), one iteratively solves for εint using the following relation:

π~(v +
1

2
) =

∫ r+

r−

(
2µ
(
εint(v, J)− Eeff

e (r; J)
))1/2

dr (2.45)

where r− and r+ are the inner and outer turning points, respectively. That is,

referencing Fig. 2.4, r− and r+ are the locations where this Eeff
e (r; J) is equal

to εint(v, J).

2.2.2 Initial State =⇒ Position and Momentum

The initial conditions Ro and Po are defined on a Cartesian grid (de-

noted xyz-space as shown in Figure 2.3). Furthermore, it is useful to partition

the motion into center of mass, vibrational, and rotational components, so

Ri,o = Rcom
i,o +Rvib

i,o (2.46)

Pi,o = P com
i,o + P vib

i,o + P rot
i,o (2.47)
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where i denotes the nucleus. The center of mass component is defined to

be the same for each atom in the molecule (i.e., Rcom
i,o and P com

i,o refer to

the motion of the molecule’s center of mass). Also, rotation only affects the

angular momentum. Finally, for monatomic reactants, only the center of mass

is defined. As an aside, consider that this partitioning of the motion into center

of mass, vibrational, and rotational components is convenient for defining the

initial conditions, but is not used during the simulation itself. However, after

the collision, the motion of the products is decoupled in a similar way though

the motion components will correspond to the products, not the reactants.

With this in mind, for the AB + C, system, the initial conditions of C are

defined as

RC,o = (0, b, ρ)T (2.48)

PC,o = (0, 0,−gmC)T (2.49)

where mC is the mass of C. For AB, the initial conditions are slightly more

involved. For the reactant AB, the center of mass of the reactant is at the

origin, so the center of mass components of each nuclei is zero (i.e., Rcom
i,o =

P com
i,o = 0 for i = A,B).

To define the vibrational and rotational components of A and B, we

first define the separation between A and B as

r = r− + (r+ − r−)ξ (2.50)

where where r− and r+ are based on (v, J) as defined in the previous section.

Note that r defines the total distance between A and B. Now, the distance
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between each nuclei relative to the center of mass is given by

ri =
µr

mi

(2.51)

for i = A,B (note that rA + rB = r). We randomly set rA to be positive and

rB to be negative (or vice-versa). This ensures that the angles θ and φ are

consistent in defining the orientation of both A and B.

To define the rotational component of the motion of A and B, first

consider the rotational energy and angular velocity of AB (denoted εr and ω,

respectively). For classical particles, εr and ω are defined as

εr =
L ·L

2I
(2.52)

ω =
(L ·L)1/2

I
(2.53)

where I is the moment of inertia, and L is the angular momentum vector.

For two particles, I = µr2, where µ = mAmB/(mA + mB) is the reduced

mass of AB. The relation between the classical angular momentum L and the

rotational quantum number J is given by [53–55]

L2 = L ·L = ~2J(J + 1). (2.54)

Using this relation, Eqs. 2.52 and 2.53 become

εr =
~2J(J + 1)

2µr2
(2.55)

ω =
~ (J(J + 1))1/2

µr2
(2.56)

Next, recall that η, which is randomly sampled from 0 to 2π, defines the ori-

entation of the angular momentum in the plane perpendicular to internuclear
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axis. That is, in referencing Figure 2.3, L for atom B is oriented on the x∗y∗-

plane at an angle η. So, in x∗y∗z∗-space, the rotational momentum component

for atom B is given by

P rot,∗
B,o = mBrBω

 cos η
sin η

0

 . (2.57)

In referencing Figure 2.3, notice that z∗ is parallel to the vibrational motion.

The transformation of P rot,∗
B,o from x∗y∗z∗-space to xyz-space (i.e., the original

coordinate system) is defined as

P rot
B,o = ArotP

rot,∗
B,o , (2.58)

where Arot is the rotation matrix given by

Arot =

 cosφ cos θ − sinφ cosφ sin θ
sinφ cos θ cosφ sinφ sin θ
− sin θ 0 cos θ

 . (2.59)

This defines the rotational component of the motion for atom B in the AB

pair. A similar approach is used for atom A, but the orientation angles are

transformed so that θ → π − θ, φ→ φ + π, and η → η + π. This ensure that

reactant AB is rotating around the origin. As a review, given (v, J) to define

the turning points, ξ to define the initial separation of the nuclei, and η to

define the rotation angle, the rotational motion of A and B are fully defined.

To define the vibrational component of the motion, first the vibrational

energy is determined by subtracting the rotational energy and observed po-

tential energy (based on r) from the quantized internal energy, i.e.,

εv = εint(v, J)− εr(r; J)− Ee(r) (2.60)

= εint(v, J)− Eeff
e (r; J) (2.61)
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where Ee(r) is calculated on the PES for the ABC system by moving C in-

finitely far from the A-B pair. Note that εv is corresponds to the vibrational

momentum of the A-B pair, so that the magnitude of the each nuclei’s mo-

mentum pi is given by

pi =
(
2µεv

)1/2
, (2.62)

for i = A,B. As with the distance rA and rB, we randomly choose if the AB

distance is expanding or contracting. Now, the vibrational components of the

Cartesian-based position and momentum are simply

Rvib
i,o = ri

 sin θ cosφ
sin θ sinφ

cos θ

 (2.63)

P vib
i,o = pi

 sin θ cosφ
sin θ sinφ

cos θ

 (2.64)

for i = A,B. As a review, given (v, J) to define the turning points, ξ to define

the initial separation of the nuclei, and (θ, φ) to define the initial orientation,

the vibrational energy is calculated and the vibrational motion of A and B are

fully defined.

To summarize, Eq. 2.46 and 2.47 are fully defined. The initial position

and motion of C are given by Eqs. 2.48 and 2.49, and the initial positions

and motions of A and B are given by Eqs. 2.63, and 2.58, 2.64 respectively

(assuming the center of mass of AB is stationary at the origin).
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2.2.3 Position and Momentum =⇒ Quantum State

The inverse transformation from the position and momentum coordi-

nates to a quantized internal state is not well-defined in the classical sense.

That is, the classical equations of motion do not preserve a quantized inter-

nal energy. We first calculate “non-integer” quantum states, denoted (ṽ′, J̃ ′),

using the classical (continuous) internal energy.

Using the example reaction in Eq. 2.28, we seek to calculate the final

internal state (v′, J ′) of the product molecule AC. First, we shift the motion

to a center of mass and momentum reference frame, so that

Rs
i = Ri −

mARA +mCRC

mAC

(2.65)

P s
i = Pi −

PA + PC
mAC

, (2.66)

for i = A,C, where Rs
i and P s

i are the shifted position and momentum so that

center of mass and momentum located at the origin. The angular momentum

and moment of inertia are defined based on their classical definitions, i.e.,

L =
∑
i=A,C

Ri × Pi (2.67)

I =
∑
i=A,C

miRi ·Ri (2.68)

Using L and I, the rotational energy is defined by Eq. 2.52 (see Section 2.2.2).

Now, the non-integer rotational quantum number J̃ ′ is calculated using the

relation in Eq. 2.54, so

J̃ ′ =
1

2~

(
~2 + 8Iεr

)1/2

− 1

2
. (2.69)
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Calculating the vibrational state requires more effort. First, the shifted

coordinates are rotated so that Rs
i → Rr

i = (0, 0, ri) and P s
i → P r

i =

(pθ1 , pθ2 , pi), where ri and pi are the position and momentum components

parallel to vibrational motion, respectively (same as in Section 2.2.2). That

is,

Rr
i = A−1

rotR
s
i (2.70)

P r
i = A−1

rotP
s
i , (2.71)

for i = A,C, where Arot is defined in Eq. 2.59 (θ and φ are based on Rs
i ).

Using the shifted, rotated coordinates, the vibrational energy is defined based

on classical definitions, i.e.,

εv =
∑
i=A,C

p2
i

2mi

. (2.72)

This definition is consistent with Eq. 2.62 because pA = pC for a diatomic

molecule. Now, using the εr and εv, the total internal energy of AC is calculated

to be

εint = εv + εr + Ee(r), (2.73)

where r = rA + rC . Now, the non-integer vibrational quantum number ṽ′ is

calculated using the relation in Eq. 2.45, so

ṽ′ =
1

π~

∫ r+

r−

(
2µ
(
εint − Eeff

e

))1/2

dr − 1

2
(2.74)

where Eeff
e = Ee(r) + εr.
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Notice that ṽ′, J̃ ′ ∈ R, a consequence of classical motion that is invalid

under the quantum description. As such, the observed (ṽ′, J̃ ′) is mapped onto

one (or more) quantum numbers (v′, J ′). Then, for many trajectories, the

outcomes are cumulated, and the distribution of final states P∗ is defined as

P∗(v
′, J ′) =

N∗(v
′, J ′)

N
, (2.75)

where N∗(v
′, J ′) is the cumulation of trajectories with final quantum numbers

v′ and J ′, and N is the total number of simulated trajectories. Now, consider

how v′ and J ′ are chosen after each trajectory.

Delta Binning

The naive (and surprisingly effective) method is the delta binning strat-

egy, in which

v′ = min
v
|v − ṽ′| and J ′ = min

J
|J − J̃ ′|. (2.76)

We call this delta binning strategy because the distribution of observed final

quantum numbers is delta function – i.e., only v′ and J ′ are recorded as the

observed final state. After each trajectory we update the P∗ by setting N =

N + 1 and N∗(v
′, J ′) = N∗(v

′, J ′) + 1. As many trajectories are simulated, P∗

converges the a fixed distribution of final quantum numbers. This is a common

approach in the QCT literature, with varied degrees of success. This is the

strategy we initially used.

We found that the delta binning strategy performed poorly for low

probability transitions. For example, consider N2(v = 0)+N→ N2(v = 1)+N
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and assume the initial translational and rotational energy is sampled from a

relatively low temperature (500 K). The transition from the v = 0 to v = 1 re-

quires substantial energy exchange from rotational and/or translational modes

to vibrational energy. Classically this is rarely observed, and almost all the

trajectories will result in ṽ′ < 0.5, which in turn is rounded to v′ = 0 in the

delta binning strategy. However, this discounts the fact that the vibrational

energy actually increased. As such, it follows that for many identical trajec-

tories, some fraction of the outcomes should be marked v′ = 0, and another

fraction should be marked v′ = 1.

Fractional Binning

Here we present a new fractional binning strategy wherein each of the

neighboring states near (ṽ′, J̃ ′) is assigned some fraction of the observed out-

come. First, two rotational quantum numbers J ′0 and J ′1 are selected so that

εr(J
′
0) ≤ εr(J̃

′) ≤ εr(J
′
1) (2.77)

where εr is defined in Eq. (2.55), and εr(J̃
′) denotes the observed rotational en-

ergy. Now, for each selected rotational state, two rotational quantum numbers

v′0j and v′1j are selected so that

εint(v
′
0j, J

′
j) ≤ εint(ṽ

′, J̃ ′) ≤ εint(v
′
1j, J

′
j) (2.78)

for j = 0, 1, where εint(ṽ
′, J̃ ′) denotes the observed internal energy. Figure 2.5

shows, for N2 with (ṽ′, J̃ ′) ≈ (5.9, 45.6), the selected quantum numbers and

their corresponding internal energies (note that the aspect ratio is not 1:1).
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Figure 2.5: Neighboring rovibrational states of N2 where (ṽ′, J̃ ′) ≈ (5.9, 45.6).
(Note that the aspect ratio is not 1:1)

For delta binning, v′ = 6 and J ′ = 46 would be selected as the final state.

For fractional binning, we use the inverse of the distance from εint(ṽ
′, J̃ ′) to

εint(v
′
ij, J

′
j) to define the fractional contribution to the population f = f̂/

∑
f̂ ,

where

f̂(v′ij, J
′
j) =

((
εr(J̃

′)− εr(J ′j)
)2

+
(
εint(ṽ

′, J̃ ′)− εint(v′ij, J ′j)
)2
)−1/2

. (2.79)

In reference to the final conditions in Figure 2.5, the fractional contributions

of the following states would are

f(v′10 = 6, J ′0 = 45) = 0.5766 f(v′11 = 6, J ′1 = 46) = 0.3411 (2.80)

f(v′00 = 5, J ′0 = 45) = 0.0380 f(v′01 = 5, J ′1 = 46) = 0.0413 (2.81)

Now, after each trajectory we update the P∗ by setting N = N + 1 and

N∗(v
′
ij, J

′
j) = N∗(v

′
ij, J

′
j) + f(v′ij, J

′
j) for i = 0, 1 and j = 0, 1.
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2.3 Calculating Rates Using QCT Analysis

Once again, consider a bimolecular reaction:

AB(v, J) + C −→ AC(v′, J ′) + B (2.82)

where v and J are vibrational and rotational quantum numbers, respectively,

that describe the internal (rovibrational) quantum state; (the ′ denotes a prod-

uct state). In this section, the process for calculating the reaction rate kr using

QCT is described. Note that this implies that the translational energy of the

system is characterized by a well-defined distribution, which we assume to be

in equilibrium characterized by a translational temperature Tt. Note that this

section focuses exclusively on the Monte-Carlo method for approximating the

appropriate integrals, which in turn implies that the trajectories are sampled

from their corresponding distribution functions.

First, we assume that rotational and vibrational energy states are in

nonequilibrium, resulting in a state-specific rate kr(Tt, v, J, v
′, J ′). Next, we as-

sume that the rotational and vibrational energy states are in quasi-equilibrium,

i.e. described by Boltzmann distributions characterized by independently spec-

ified rotational and vibrational temperatures Tr and Tt respectively, resulting

in a state-averaged rate kr(Tt, Tr, Tv). Note that we can set Tt = Tr = Tv, to

obtain the thermal equilibrium rate.

Note that the same formulation is also used to calculate the scattering

rate ks of the same system, i.e.,

AB(v, J) + C −→ AB(v′, J ′) + C (2.83)
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Finally, note that this reaction (a three-atom system) is easily extended for

systems in which both reactants and/or products are molecules.

2.3.1 The Reaction Probability

First, assume that the delta binning strategy was used (the extension to

the fractional binning strategy is trivial). Then, because the nuclei are treated

classically, the outcome of each trajectory is a delta function δr(n,n
′, g, b, τ ),

where n = (v, J) and n′ = (v′, J ′) are the initial and final internal state (we use

this notation so that the derivation trivially extends to reactions with multiple

internal states). The outcome is a delta function because either the reaction is

observed or it is not. The mean probability of reaction Pr(n,n
′, g, b) is defined

by integrating over the initial orientation of the reactants [2]:

Pr(n,n
′, g, b) =

∫
τ
δr(n,n

′, g, b, τ )fτ (τ ) dτ , (2.84)

where fτ (τ )dτ is the PDF of the initial orientation, given by

fτ (τ ) dτ =
sin θ

2
dθ · 1

2π
dφ · 1

2π
dη · dξ, (2.85)

and the corresponding integral is over the full domain. Note that the PDFs

corresponding to θ and φ represent uniform sampling on a sphere. Now we seek

to approximate this integral using the Monte-Carlo method. First, we trans-

form each of the orientation variables into starred variables τ ∗ = (θ∗, φ∗, η∗, ξ∗)
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so that [2]

sin θ

2
dθ = cθ dθ

∗ (2.86)

1

2π
dφ = cφ dφ

∗ (2.87)

1

2π
dη = cη dη

∗ (2.88)

dξ = cξ dξ
∗ (2.89)

where cθ, cφ, cη, and cξ are constants. We enforce that each of the starred

variables ranges from 0 to 1 (e.g., θ = 0 =⇒ θ∗ = 0 and θ = π =⇒ θ∗ = 1),

which results in the following relations:

θ = cos−1(2θ∗ − 1) (2.90)

φ = 2πφ∗ (2.91)

η = 2πη∗ (2.92)

ξ = ξ∗, (2.93)

and cθ = cφ = cη = cξ = 1. Now, note that uniformly sampling the starred

variables from 0 to 1 corresponds to sampling the un-starred variables from

there respective PDFs. Eq. (2.84) is now given by

Pr(n,n
′, g, b) =

∫ 1

0

δr(n,n
′, g, b, τ (τ ∗)) dτ ∗, (2.94)

where the integral is over the starred variables, each ranging from 0 to 1. This

integral is approximated via the Monte-Carlo method by uniformly sampling

τ ∗ and recording the outcomes of each trajectory. Let N denote the number
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of sampled trajectories for fixed (n, g, b) with τ ∗ uniformly sampled. Then,

Eq. (2.84) is approximated by [2]:

Pr(n,n
′, g, b) ≈ 1

N(n, g, b)

N(n,g,b)∑
i=1

δr(n,n
′, g, b, τ (τ ∗i )) =

Nr(n
′)

N(n, g, b)
(2.95)

where Nr(n
′) is the number of observed reactive trajectories with a final in-

ternal state n′ (the sum of the delta functions). In the limit where N → ∞,

the true dissociation probability is obtained. Note that for fractional binning,

then δr → fδr in Eq. (2.84), where f is defined using Eq. (2.79). This does

not alter the analysis, except that now Nr is a real number as opposed to an

integer.

There is an inherent statistical uncertainty associated with the esti-

mated probability for any finite N . From Monte-Carlo integration theory

(see, for instance, Appendix I in Ref [2]), the variance of Pr var(Pr) is given

by

var(Pr) =
1

N2

N∑
i=1

(
δr,i − Pr

)2
(2.96)

where N = N(n, g, b), Pr = Pr(n,n
′, g, b), and δr,i = δr(n,n

′, g, b, τ (τ ∗i ))

(dependencies dropped for brevity). Substituting the approximation Pr ≈
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Nr/N into Eq. (2.96) and rearranging, we obtain the following relation:

var(Pr) ≈
1

N2

N∑
i=1

(
δr,i −

Nr

N

)2

(2.97)

=
1

N2

N∑
i=1

(
δ2
r,i − 2δr,i

Nr

N
+
N2
r

N2

)
(2.98)

=
1

N2

(
Nr − 2

N2
r

N
+
N2
r

N

)
(2.99)

=
N2
r

N2

(
1

Nr

− 1

N

)
(2.100)

Now, the standard deviation ∆Pr is the square root of the variance, so

∆(Pr) =
√

var(Pr) ≈
Nr

N

(
1

Nr

− 1

N

)1/2

(2.101)

In this work, we define the relative uncertainty ε as two standard de-

viations normalized by the mean so that Pr (1 ± ε) corresponds to the 95 %

confidence interval of the probability (assuming the sampled mean value is

normally distributed). In the figures that follow, we use this interval to de-

note the uncertainty. Based on the definition of the standard deviation in

Eq. (2.101), ε is given by:

ε = 2

(
1

Nr

− 1

N

)1/2

≈
(

4

Nr

)1/2

, (2.102)

where the approximation is valid under the assumption that Nr � N . Thus,

for low-probability states, the uncertainty largely depends on the number of

dissociative trajectories observed. For example, approximately 400 reactive

trajectories must be observed for a relative uncertainty of ±10 % (i.e., ε = 0.1).
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2.3.2 Reaction Rate via Conventional Monte-Carlo Sampling

The reaction cross-section is calculated by integrating the orientation-

averaged reaction probability Pr along the impact parameter weighted by 2πb

[2]:

σr(n,n
′, g) =

∫ bmax

0

2πbPr(n,n
′, g, b) db, (2.103)

where Pr(n,n
′, g, b) = 0 for all b > bmax. Like the average dissociation proba-

bility, the cross-section is approximated by MC integration [2]. First, we define

the mapping from b to b∗ by

bdb = cbdb
∗ (2.104)

We bound b∗ between 0 and 1, which corresponds to b between 0 and bmax,

resulting in the following relation:

b = bmax
√
b∗, (2.105)

and cb = b2
max/2. Substituting this relation into Eq. (2.103), and expanding

Pr based on Eq. (2.94), we have

σr(n,n
′, g) =

b2
max

2

∫ 1

0

δr(n,n
′, g, b(b∗), τ (τ ∗)) db∗dτ ∗, (2.106)

where the integral is over the starred variables, each ranging from 0 to 1. The

integral is approximated by uniformly sampling both τ ∗ and b∗ and recording

the outcomes of each trajectory so that

σr(n,n
′, g) ≈ πb2

max

N(n, g)

N(n,g)∑
i=1

δr(n,n
′, g, b(b∗), τ (τ ∗i )) (2.107)

= πb2
max

Nr(n
′)

N(n, g)
(2.108)
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where now N refers to trajectories wherein both τ and b are randomly sam-

pled according to their respective PDFs (i.e., that is, τ ∗ and b∗ are uniformly

sampled between 0 and 1). The 95 % confidence interval of the dissociation

cross-section is σr(1 ± ε). That is, the definition of the relative uncertainty

of the cross-section is equivalent to the relative uncertainty of the probability.

The difference is in how trajectories are sampled – b is fixed when calculating

the probability, and b is randomly sampled when calculating the cross-section.

Finally, the reaction rate is defined by integrating the cross-section over

the relative translational speed weighted by its PDF, i.e.

kr(n,n
′;Tt) =

∫ ∞
0

gfg(g;Tt)σr(n,n
′, g) dg, (2.109)

where fg(g;Tt) is the Maxwell distribution, given by

fg(g;Tt) =

(
µ

2πkBTt

)3/2

4πg2e−µg
2/2kBTt , (2.110)

where µ is the reduced mass of the reactant pair, and kB is the Boltzmann

constant. Similar to the reaction cross-section and probability, the Monte-

Carlo method is used to approximate the integral in Eq. (2.109) [2]. First, we

define the mapping from g to g∗ by

gfg(g;Tt)dg = cgdg
∗ (2.111)

We bound g∗ between 0 and 1, which corresponds to g between 0 and ∞,

resulting in the following relation:

g∗ = 1− e−µg2/2kBTt
(

1 +
µg2

2kBTt

)
(2.112)
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and cb =
√

8kBTt/(πµ). Note that the inverse relation g(g∗) cannot be directly

defined, so for some sampled g∗, g is determined by an iterative method (e.g.,

Newton-Raphson). Substituting this relation into Eq. (2.103), and expanding

σr based on Eq. (2.106), we have

kr(n,n
′;Tt) =

1

2
b2
max

(
8kBTt
πµ

)1/2

(2.113)

×
∫ 1

0

δr(n,n
′, g(g∗), b(b∗), τ (τ ∗)) dg∗db∗dτ ∗, (2.114)

where the integral is over the starred variables, each ranging from 0 to 1. The

integral is approximated by uniformly sampling τ ∗, b∗, and g∗ and recording

the outcomes of each trajectory so that

kr(n,n
′;Tt) ≈ πb2

max

(
8kBTt
πµ

)1/2

(2.115)

× 1

N(n, g)

N(n,g)∑
i=1

δr(n,n
′, g(g∗), b(b∗), τ (τ ∗i )) (2.116)

= πb2
max

(
8kBTt
πµ

)1/2
Nr(n

′)

N(n)
, (2.117)

where now N refers to trajectories wherein τ , b, and g are randomly sampled

according to their respective PDFs (i.e., that is, τ ∗, b∗, and g∗ are uniformly

sampled between 0 and 1). As before, the 95 % confidence interval of the

dissociation rate is kr(1± ε) where ε is defined in Eq. (2.102).

2.3.3 Sampling the Internal State

To this point, the description of the probability, cross-section, and re-

action rate have been state-specific (i.e., functions of n and n′). The fully
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state-averaged rate is calculated by the relation:

kr(Tt, Tint) =
∑
n

∑
n′

fint(n;Tint)kr(n,n
′;Tt) (2.118)

where the summations are over the full sets of internal states, Tint is an in-

ternal (rotational and vibrational) temperature, and fint is the internal state

distribution, which is a Boltzmann equation given by

fint(n;Tint) =
gs(J)(2J + 1) exp

(
εint(v,J)−εint(0,0)

kbTint

)
Qint(Tint)

, (2.119)

where gs is the spin degeneracy of the rotational state and εint is the internal

energy as defined in Section 2.2.1, and Qint is the internal state partition

function, given by

Qint(Tint) =
∑
n

gs(J)(2J + 1) exp

(
εint(v, J)− εint(0, 0)

kbTint

)
. (2.120)

Often, we want to decouple rotational and vibrational motion by defin-

ing separate temperatures for each mode (i.e., Tr and Tv). To this end, the

internal state distribution fint is decoupled into semi-independent vibrational

and rotational state distributions. The system is not trivially decoupled be-

cause the internal energy of each state is not separable. Instead,

εint(v, J) = εv(v) + εr(J |v) (2.121)

where εv is the vibrational energy and εr is the rotational energy as conditioned

by the vibrational state. With this in mind, our goal is to define the population

of each internal state, denoted as n(v, J), which in turn is used to calculate

the internal state distribution function.
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First, assume that the rotational population distribution in every vi-

brational state is a Boltzmann distribution characterized by Tr so that

n(v, J)

n(v, 0)
=

gs(J)(2J + 1)e−εint(v,J)/kbTr

gs(0)e−εint(v,0)/kbTr
(2.122)

=
gs(J)

gs(0)
(2J + 1)e−∆εr(J ;v)/kbTr (2.123)

where ∆εr(J ; v) = εint(v, J) − εint(v, 0). Now, we introduce the vibrational

temperature Tv as the parameter describing the rotationless vibrational state

population distribution, which assuming a Boltzmann distribution is given by

n(v, 0)

n(0, 0)
=

gs(0)e−εint(v,0)/kbTv

gs(0)e−εint(0,0)/kbTv
(2.124)

= e−∆εv(v)/kbTv (2.125)

where ∆εv(v) = εint(v, 0) − εint(0, 0). Substituting Eq. 2.125 into Eq. 2.123

and rearranging, we obtain

n(v, J) =
n(0, 0)

gs(0)

(
(2J + 1)e−∆εv(v)/kbTv−∆εr(J ;v)/kbTr

)
(2.126)

Now, the internal state distribution is given by n(v, J)/n, where n is the sum of

all n(v, J). The resulting distribution of internal states is the two-temperature

distribution function:

fint(v, J ;Tr, Tv) =
n(v, J)

n
(2.127)

=
gs(J)(2J + 1)e−∆εv(v)/kbTv−∆εr(J ;v)/kbTr

Qint(Tr, Tv)
(2.128)

where Qint is the internal state partition function that normalizes fint.
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As a final step, it is convenient to pose this distribution as follows:

fint(v, J ;Tv, Tr) =
fv(v;Tv)fr(J |v;Tr)

η(Tv, Tr)
, (2.129)

where fv is the vibrational PDF, fr is the rotational PDF conditioned by the

vibrational state, and η is a normalization factor to be determined. This form

is critical when we seek to sample trajectories where the vibrational state is

fixed but the rotational state is sampled from a distribution (i.e., fr). To

obtain this form, we define the canonical vibrational partition function:

Qv(Tv) =
vmax∑
v=0

e−∆εv(v)/kBTv (2.130)

so that

fv(v;Tv) =
e−∆εint(v,0)/kBTv

Qv(Tv)
(2.131)

Now, we manipulate Eq. 2.128 so that

fint(v, J ;Tr, Tv) =
gs(J)(2J + 1)e−∆εv(v)/kbTv−∆εr(J ;v)/kbTr

Qint(Tr, Tv)

· Qv(Tv)

Qv(Tv)
· Qint(Tr)

Qint(Tr)
· e
−∆εv(v)/kbTr/Qv(Tr)

e−∆εv(v)/kbTr/Qv(Tr)
(2.132)

=
Qv(Tv)Qint(Tr)

Qv(Tr)Qint(Tr, Tv)
· e
−∆εv(v)/kbTv

Qv(Tv)

· gs(J)(2J + 1)e−∆εint(v,J)/kbTr/Qint(Tr)

e−∆εv(v)/kbTr/Qv(Tr)
(2.133)

=
fv(v;Tv)fr(J |v;Tr)

η(Tr, Tv)
(2.134)
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where

η(Tr, Tv) =
Qv(Tr)Qint(Tr, Tv)

Qv(Tv)Qint(Tr)
(2.135)

fr(J |v;Tr) =
gs(J)(2J + 1)e−∆εint(v,J)/kbTr/Qint(Tr)

e−∆εv(v)/kbTr/Qv(Tr)
(2.136)

=
fint(v, J ;Tr)

fv(v;Tr)
, (2.137)

and ∆εint(v, J) = ∆εr(J ; v) + ∆εv(v) = εint(v, J) − εint(0, 0). Substituting

Tr = Tv into Eq. 2.129, some rearranging gives the original internal state

distribution function in Eq. 2.119. Bender et al. [1] have shown that the η

varies between 0.95 and 1.10 for a large range of Tv and Tr. Substituting

Eq. 2.129 into Eq. 2.118, we obtain the three-temperature rate given by

kr(Tt, Tr, Tv) =
∑
n

∑
n′

fv(v;Tv)fr(J |v;Tr)

η(Tr, Tv)
kr(n,n

′;Tt). (2.138)

Because fv and fr are normalized, this summation is approximated using

Monte-Carlo sampling without any additional constants. That is,

kr(Tt, Tr, Tv) ≈ πb2
max

(
8kBTt
πµ

)1/2

η(Tr, Tv)
Nr

N
, (2.139)

where nowN refers to trajectories wherein τ , b, g, and n are randomly sampled

according to their respective PDFs. As before, the 95 % confidence interval of

the dissociation rate is kr(1±ε) where ε is defined in Eq. (2.102). This defines

the Monte-Carlo approximation of the fully state-averaged rate. However, for

low probability rates, i.e., when Nr/N is very small, we note that this rate has

a high uncertainty (via Eq. (2.102). Hence, we look to improve the convergence

by modifying how the initial state is sampled.
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2.3.4 Reaction Rate via Novel Sampling Procedure

As will be shown in Section 6.1, Monte-Carlo sampling is favorable

compared to uniform sampling when considering the considering the conver-

gence of the state-averaged rate. However, even with Monte-Carlo sampling,

the convergence is only O(N1/2), which is not efficient. Furthermore, consider

the relative uncertainty ε as defined in Eq. 2.102, which is only dependent on

Nr (approximately). Thus, if the probability of reaction is small, then reac-

tive trajectories are rarely observed, resulting in a slow convergence of ε. To

improve the convergence of ε, we seek to maximize the number of observed

reactive trajectories given a fixed number of sampled trajectories. To this end,

we present a selective sampling procedure in which only a subspace of the ini-

tial phase is sampled. In particular this subspace is defined as the space of

all nuclear configurations wherein the total energy of the system has sufficient

energy to cause reaction. We note that for any sampled trajectory outside

of this subspace, the probability of reaction is zero. Thus, we show that for

low-probability events, where this subspace is small relative to the full space

of initial conditions, the relative uncertainty converges more rapidly.

Selective Sampling the Relative Translational Speed

Selective sampling is now employed so that only trajectories with suf-

ficient energy to cause reaction are sampled. Note that the approximation of

the cross-section still follows the conventional sampling technique employed in

most QCT simulations because the initial phase and the impact parameter do
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not directly determine a probability of reaction per trajectory a priori. How-

ever, without affecting the rate calculation, the lower bound of the integral in

Eq. (2.109) can be increased to a minimum relative speed necessary for disso-

ciation, denoted go. We enforce the condition that the first reactant’s center

of mass is stationary, so the minimum initial speed of the second reactant is

defined as

go(n) =

(
2

M2

(
εo − εint(n)

))1/2

(2.140)

where εint is total internal energy of both reactants, M2 is the total mass of

the second reactant, and εo is the cutoff energy (e.g., the reaction barrier).

For high-lying rovibrational states wherein εo−εint(n) < 0, this indicates that

the rovibrational energy is sufficient for dissociation, and go is set to zero. In

short, δr(g,n, b, τ ) = 0 for all g < go(n), so Eq. (2.109) is equivalently defined

as

kr(n,n
′;Tt) =

∫ ∞
go(n)

gfg(g;Tt)σr(n,n
′, g) dg. (2.141)

As before, to approximate this integral using Monte-Carlo sampling, first de-

fine a new variable g∗ ∈ [0, 1] such that

Cdg∗ = gfg(g;Tt) dg (2.142)

where C is a function independent of relative speed that is determined from

the following mapping: (1) when g = go(n), g∗ = 0, and (2) when g = ∞,

g∗ = 1. Based on these constraints,

C =

(
8kBTt
πµ

)1/2(
1 +

µgo(n)2

2kBTt

)
e−µgo(n)2/2kBTt , (2.143)
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and

g∗ = 1− exp

(
−µ(g2 − go(n)2)

2kBTt

)(
1 + µg2/2kBTt

1 + µgo(n)2/2kBTt

)
, (2.144)

both of which are functions of Tt and n. As before, there is not a well-defined

relation for g(g∗), so for some sampled g∗, g is determined by an iterative

method (e.g., Newton-Raphson). We define the minimum speed factor ξ(n;Tt)

as the factor introduced when using this sampling procedure, i.e.

ξ(n;Tt) =

(
1 +

µgo(n)2

2kBTt

)
e−µgo(n)2/2kBTt . (2.145)

This factor is defined such that ξ = 1 if go = 0. Substituting this relation into

Eq. (2.141), and expanding σr based on Eq. (2.106) in Section 2.3.2, we have

kr(n,n
′;Tt) =

1

2
b2
max ξ(n;Tt)

(
8kBTt
πµ

)1/2

(2.146)

×
∫ 1

0

δr(n,n
′, g(g∗), b(b∗), τ (τ ∗)) dg∗db∗dτ ∗, (2.147)

where the integral is over the starred variables, each ranging from 0 to 1. The

integral is approximated by uniformly sampling τ ∗, b∗, and g∗ and recording

the outcomes of each trajectory so that

kr(n,n
′;Tt) ≈ πb2

maxξ(n;Tt)

(
8kBTt
πµ

)1/2

(2.148)

× 1

N(n, g)

N(n,g)∑
i=1

δr(n,n
′, g(g∗), b(b∗), τ (τ ∗i )) (2.149)

= πb2
max ξ(n;Tt)

(
8kBTt
πµ

)1/2
Nr(n

′)

N(n)
, (2.150)

where N refers to trajectories wherein τ ∗, b∗, and g∗ are uniformly sampled

between 0 and 1. As before, the 95 % confidence interval of the dissociation

rate is kr(1± ε) where ε is defined in Eq. (2.102).
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Selectively Sampling the Rovibrational Quantum Numbers

To this point, the rate has been defined for a specific initial rovibra-

tional state. Now, it is assumed that the rotational and vibrational states of

the reactants are described by Boltzmann distributions characterized by Tr and

Tv, respectively. As with the relative speed, the sampling procedure is modi-

fied so that one only simulates trajectories in which the initial energy of the

system has sufficient energy to cause dissociation. To start, the state-specific

dissociation rate is averaged over the rovibrational states so that

kr(Tt, Tr, Tv) =
∑
n

frv(n;Tr, Tv)kr(n;Tt), (2.151)

where the summation is over the full set of initial quantum states, and frv(n;Tr, Tv)

is the initial rovibrational state PDF of both reactants and is defined in the

Appendix. Now, substituting Eq. (2.146) into Eq. (2.151) and rearranging, we

obtain

kr(Tt, Tr, Tv) =

(
8kBTt
πµ

)1/2∑
n

(
frv(n;Tr, Tv)

× ξ(n;Tt)

∫ 1

0

σ(g(g′),n) dg′
)
, (2.152)

Because the factor ξ(n;Tt) is a function of the initial rovibrational state, the

sampling procedure must be modified. We define the effective PDF of the

initial rovibrational states:

f ′rv(n;Tt, Tr, Tv) =
frv(n;Tr, Tv)ξ(n;Tt)

Q′rv(Tt, Tr, Tv)
, (2.153)
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where Q′rv is the effective partition function given by

Q′rv(Tt, Tr, Tv) =
∑
n

frv(n;Tr, Tv)ξ(n;Tt). (2.154)

With this definition, Eq. (2.152) becomes

kr(Tt, Tr, Tv) =

(
8kBTt
πµ

)1/2

Q′rv(Tt, Tr, Tv)

×
∑
n

f ′rv(n;Tt, Tr, Tv)

∫ 1

0

σ(g(g′),n) dg′, (2.155)

Noting that f ′rv is unit-normalized, n can be randomly sampled from f ′rv to

approximate the summation. With the MC approximation of the integral,

Eq. (2.155) is reduced to

kr(Tt, Tr, Tv) ≈ πb2
maxQ

′
rv(Tt, Tr, Tv)

(
8kBTt
πµ

)1/2
Nr

N
(2.156)

where now N refers to trajectories wherein τ , b, g, and n are all randomly

sampled according to their corresponding PDFs. This is the Monte-Carlo

approximation of the dissociation rate with selective sampling. The relative

uncertainty of the rate is unaltered from its original definition, so the 95 %

confidence interval of the rate is still kr(1±ε), where ε is defined in Eq. (2.102).

It is useful to combine Q′rv and N to understand how selective sampling

modifies Eq. (2.156) compared the conventional sampling procedure. To this

end, we define the effective number of trajectories Neff by

Neff (Tt, Tr, Tv) = N/Q′rv(Tt, Tr, Tv). (2.157)

Now, Eq. (2.156) becomes

kr(Tt, Tr, Tv) ≈ πb2
max

(
8kBTt
πµ

)1/2
Nr

Neff

, (2.158)
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which is the equivalent to the definition of the rate defined with conventional

sampling (see Eq. (2.117)). In summary, by selectively sampling the relative

speed, we are effectively increasing the number of trajectories by 1/Q′rv com-

pared to the actual number of simulated trajectories. Consider then that Neff

defines the theoretical number of conventionally sampled trajectories required

to match the uncertainty compared to selectively sampled trajectories.
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Chapter 3

Development of a Massively-Parallel QCT

Program

3.1 Introduction

We developed the computational tools necessary to simulate bimolecu-

lar collisions using the quasi-classical trajectory (QCT) method, presented in

Section 2. The basic function of a QCT program is to predict the motion of

the nuclei, which amounts to numerically solving a set of ordinary differen-

tial equations. However, additional effort is required to access the PES, use

the PES to calculate the internal energy states of the appropriate reactants

and products, sample the initial conditions, determine the final states, col-

lect the results of many trajectories, and calculate the final rates of interest

from the full set of trajectory outcomes. Though many such QCT programs

exist, most of which use robust ODE solvers, the remaining infrastructure is

not consistently implemented. After surveying several open-source QCT pro-

grams, including the QCT program VENUS [140] and the published works of

Dr. Donald Truhlar’s group (specifically Reference [139]), we decided that de-

veloping a new QCT program from the ground up, designed to achieve a core

set of goals, would provide the best means of understanding and simulating

bimolecular interactions for our project.
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Two primary goals of this QCT program are: (1) automation, and (2)

scalability. Regarding automation, we seek to analyze many different systems,

so the overhead associated with studying new systems should be minimized.

Regarding scalability, we seek to minimize our time-to-solution. The uncer-

tainty of QCT-calculated rates scales poorly with the number of simulated

trajectories (N−1/2), so our focus is on achieving scale as opposed to trying to

improve convergence. An brief overview of how the QCT program addresses

these goals follows.

Automation

The first keystone feature of this program is its automation. We desired

the program to be versatile, so that both the hydrogen-air reactions studied

here and any future systems of interest could be simulated with little modifi-

cation to the program itself.

First, consider how PESs are integrated into the QCT program itself.

The PES is not part of the QCT program itself, but instead is loaded alongside

the main program. Then, for any new PES, only the interface between the

program and PES routine needs to be described, which is often a trivial task.

Once the interface is established, for any new PES not yet studied, we calculate

the internal energy states of the desired reactants and products using the PES

itself. This is done online (during the QCT simulation), but the information

is then stored for future use for simulations of the same system.

The second step of automation is in determining how to sample the
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initial conditions. For example, depending on the system being studied, one

may desire the vibrational energy to be sampled from a physical distribution

(e.g., a Boltzmann distribution at a temperature T , Tv, etc.), from a uniform

distribution, or at a fixed value. These three options are needed not only for the

vibrational energy, but also the impact parameter, the relative translational

energy, and the rotational energy. The sampling strategies for each of these

energy modes (plus the impact parameter) are independently defined in the

input file. As described in the algorithms below, the program parses this

information to determine which initial states are to be simulated. Then, for

each state, trajectories are sampled based on how the state is defined.

The final step in the automation is to parse the results of the QCT

simulation to calculate the desired quantity of interest (e.g., the cross-section,

reaction rate, etc.). This is actually quite difficult to do because the post-

simulation calculations depend on many parameters from the simulation itself.

For example, each sampling strategy for the vibrational energy alters how the

final rate is calculated. So, instead of programing for each possible sampling

method, we chose to simply standardize the output from the QCT program.

That is, we output all of the parameters used in the simulation, including

system-level parameters (e.g., the PES ID, reactants, molecular properties,

etc.), and sampling-level parameters (e.g., the sampling strategies, tempera-

ture ranges, etc.). If multiple QCT simulations are run for the same system,

only the sampling parameters change. The program outputs the results cor-

responding to the set of trajectories after each batch of trajectories during a
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simulation, (see below for more details). Using this strategy, we know exactly

what each QCT simulation is outputting, which makes it easy to decide which

parts of the post-processing program should be used.

Scalability

The second keystone feature of this program is its scalability. Efficiently

partitioning trajectories among active processors is critical for simulations with

billions of sampled trajectories. For example, consider a simulation wherein

the initial states for each trajectory are known a priori. Then, it is trivial to

partition the full collection of trajectories evenly among the active processors

before the simulation (this is denoted the trivial parallelization). However,

by doing so, the total simulation time is bound by the slowest processor.

Furthermore, not all trajectories require the same CPU time (i.e., trajectories

with a lower relative speed take longer because the timestep of the ODE solver

is restricted by the fast internal motion of the molecules).

Here, we present a new algorithm for partitioning trajectories among

cores that improves upon the trivial parallelization strategy. This includes two

parts: (1) dynamically partitioning the trajectories throughout the simulation

so that each processor finishes the simulation near the same time, and (2)

checkpointing throughout the simulation to monitor convergence of the desired

rates (i.e., the rate at which the uncertainty is decreasing). Checkpointing is

used to simulate fewer trajectories associated with a rate that has converged

to a certain threshold, while also increasing sampled trajectories for rates
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exhibiting poor convergence. While checkpointing is possible in the trivial

parallelization as well, the benefits are nullified without repartitioning the

trajectories among cores.

3.2 Program Structure

The QCT program is built like a pyramid, where the foundation cor-

responds to core modules, such as initializing the parallel environment, and

the peak corresponds to high-level modules such as simulating a trajectory.

Figure 3.1 shows how these groups are organized.

5. Main Code

4. QCT Modules

3. PES Interface

2. Root Modules

1. Math Routines

0. Core Modules

Figure 3.1: Hierarchical structure of QCT program.

Note that each layer is only allowed to access itself and what is below it (e.g.,

the PES interface calls math routines, but it does not use the QCT modules).

Each level and its corresponding modules and routines follow.
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3.2.1 Core Modules

The core modules contain the basic infrastructure found in most pro-

grams.

Precision

This module contains the definitions for working precision variables

used throughout the simulation. In general, that is 32 and 64 bit floating

point numbers and signed integers.

File Management

This module acts as a file index management (FIM) system for opening

and closing files in a code. Opening a file assigns a system-wide unique file

unit and closing the file frees that file unit. Note that this module is taken

directly from the UTComp program [141].

Input File Parsing

This module defines the necessary tools for parsing an input file contain-

ing scalar/vector integers, scalar/vector/array reals, scalar/vector characters,

and scalar logicals. When called, the appropriate subroutine assigns a value

based on an ID tag within the input file, e.g.

Temperature range : 5.d2, 3.5d3

Multi-core partition method : master-node

Note that this module is taken directly from the UTComp program [141].
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MPI Parallel Environment

This module defines the general variables used in a standard MPI par-

allel environment. Some non-standard variables are included for master-node

parallelization procedure. The routines within the module are basic initializa-

tions and finalizations of an MPI parallel environment.

3.2.2 Math Routines

The math routines include basic numerical methods.

Random Number Generation

This module defines a random number generation (RNG) environment.

Real scalars, vectors, and arrays are sampled using the GNU Scientific Library

(GSL) library toolset. The only user input for this module is the algorithm.

Any of the available GSL library [142] RNG algorithms can be used, which

are accessed via Fortran-linking with GSL (FGSL) [143].

Area Integration

This module defines an area integration environment. In general, the

function f(x) is integrated over a user-defined domain. The only user input for

this module is the algorithm (either the trapezoidal, Simpson’s, or Gaussian

quadrature rule). Both the trapezoidal and Simpson’s rule are programmed

directly, but the Gaussian quadrature rule uses the FGSL library routine [142,

143].
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ODE Integration

This module defines the necessary tools to integrate ODEs using the

FGSL library [142, 143]. The user inputs for this module are: (1) the al-

gorithm, (2) the absolute/relative tolerance, (3) the initial timestep, (4) the

minimum timestep, and (5) the maximum number of adaptive iterations. Note

that the tolerances and iterations only apply to adaptive methods. The ODE

integration methods are: 2nd-order Runge-Kutta, 4th/5th-order Runge-Kutta

Cash-Karp method, 8th/9th-order Runge-Kutta, and the variable-order mul-

tistep Adams method in Nordsieck form.

Coordinate System Transformations

This module contains the subroutines related to coordinate system rota-

tions and translations. Presently, only one such transformation is programmed:

for inputted position vector x = (x, y, z) and velocity vector u = (u, v, w) in

a Cartesian coordinate system, the vectors in the rotated coordinated system

are returned, where

x = (x, y, z) → xr = (0, 0, r) (3.1)

u = (u, v, w) → ur = (uθ1 , uθ2 , ur). (3.2)

The rotation matrix is defined so that xr = R−1x and ur = R−1u, and R is

given by

R =

 cosφ cos θ − sinφ cosφ sin θ
sinφ cos θ cosφ sinφ sin θ
− sin θ 0 cos θ

 , (3.3)
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where θ and φ are the spherical coordinates associated with x. The inverse of

R is directly programmed in the code.

3.2.3 Root Modules

The root modules are used to define the baseline information used by

the QCT program, specifically the variables needed to describe multi-particle

systems.

Global Constants and Parameters

This module defines the global constants used throughout the program.

These parameters include conversion factors (e.g., Hartrees to eV), universal

constants (e.g., Avogadro’s constant), and user-defined parameters related to

the system and simulation (e.g., the total number of atoms in the system).

Derived Data Type Structures

This module defines the derived data types used by the code. Maximum

vector length values are set as parameters to simplify memory allocation. Also,

each derived data type has an associated null-variable. The main derived data

types are:

• Atom: The atom type represents a nucleus and contains a unique number

tag, a non-unique atom ID designation, and a mass.

• Species: The species type represents a molecule and contains a unique

number tag, the number of atoms within the species, an atom type for
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each nucleus, and the total mass of the species. If the species is also a

diatomic molecule, the reduced mass of the pair is included.

• Species-Set: The species-set type represents a collection of molecules

and contains the number of species in the set, a species type for each

molecules, and the total mass of the set. If the set contains two species,

the reduced mass of the pair is included.

• Quantized Internal State (QIS): The QIS type contains all the inter-

nal quantum number information for a particular species. This includes

the set of vibrational and rotational quantum numbers of the species as

well as the internal energy of each state.

• Effective PES (EPES): The EPES variable contains by parameters re-

lated to the subspace of PES corresponding to a diatomic molecule. For

each rotational quantum number, the effective equilibrium position, en-

ergy minimum, centrifugal barrier position/height, and turning points

are defined.

• State: The state type represents the initial state of a trajectory. Each

state variable contains a global state tag (all of the sampled states in

a QCT simulation have a unique numerical tag), a relative speed ID, a

vibrational state ID, and a rotational state ID. Depending on the sam-

pling method, the IDs may contain a specific value or a temperature ID

(for state-averaged sampling).
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Atom, species, and species set management

This module defines the necessary tools for creating atom, species, and

species-set types used throughout the simulation. First, atoms are defined

by reading the user input file, e.g.,

Number of atoms in system : 3

System atom IDs : H, O, O.

The mass of each atom is hard-coded. The species are derived from the

collection of atoms. If the user does not want a particular species to be

recognized by the program, the user may choose to define any non-physical

species in the input file. Otherwise, the species of the system are defined

based on each unique combination of atoms.

After the atoms and species are been defined, the reactant formula

and potential product formulas are set via the user input file, e.g.,

Collision reactants : H+OO

Collision products : H+OO, O+OH, H+O+O, HOO

For each formula, a species-set type is defined. Our convention is to set the

first product formula as the reactant formula.

Also within this module is a species isolation routine. The purpose of

this routine is to assign position coordinates to each atom in the system where

atoms that are part of the species are placed at the origin, and atoms that

are not part of the species are placed far from the origin This is useful when

102



trying to analyze a particular species without the other atoms affecting the

potential energy of the system.

3.2.4 PES Interface

This level contains all of the modules necessary to link PESs to the

QCT code.

PES

This module acts as an interface between the QCT program and other

codes/functions designed to calculate the PES and its derivates. These extra

functions are from other codes, such as PotLib [144]. Within the QCT pro-

gram, the PES access routine is easily modified per PES. Typically, when a

new PES is being added to the QCT program, this is the only file that needs

to be edited.

First, the user input file is parsed for the PES ID, which is unique for

each PES. Then, a few hard-coded properties are defined. Necessary unit con-

version factors (e.g., bohrs to angstroms), checking that atom IDs are consis-

tent with the PES, and checking the order of atom ID’s (sometimes important)

are each programmed as necessary.

After this initialization, when the PES is accessed, this module is called.

The appropriate unit conversions are performed, the coordinates are sent to the

outside PES calculation routine, the outside PES routine returns the calculated

PES (and derivatives) to the PES module, and the module returns the PES
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after any additional unit conversions.

Effective PES

This module defines the necessary tools for reading the potential energy

of 2-body (diatomic) systems from the PES directly. The effective PES is

calculated as follows: (1) the diatom is isolated in the system, (2) the PES

module is used to calculate the potential energy and its derivative (Ee(r) and

dEe/dr), and (3) the effective potential and derivative are calculated as

Eeff
e (r; J) = Ee(r) +

J(J + 1)~2

2µr2
(3.4)

dEeff
e (r; J)

dr
=

dEe
dr
− J(J + 1)~2

µr3
. (3.5)

For each diatomic species, an EPES type is created. To define the properties

within EPES, routines were written to calculate the effective minimum (i.e., the

equilibrium distance), the local maximum, and the turning points for a given

internal energy.

Internal Energy

This module defines the necessary tools for defining the properties

within the QIS type for each species. In the initialization process, the in-

ternal energy states of each species in the system are defined. If this data

has been previously calculated and stored, then it is imported. Otherwise,

the set of valid rovibrational quantum states is determined by calculating the

internal energies of each species until the system becomes unstable (purely
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repulsive). Both bound and quasi-bound states are calculated.

Presently, the internal energy is only directly calculated for diatomic

species. Following the transformations presented in Section 2.2.1, routines

to convert from vibrational-rotational quantum numbers to an internal energy

(and vice-versa) were written. This transformation is used directly to calculate

the set of valid internal energy states. That is, we increase the vibrational-

rotational quantum numbers until an internal energy cannot be determined

(i.e., the WKB approximation does not return a solution). Note that the

PES module is used directly in calculating the internal energy. For the re-

verse transformation (internal energy to quantum numbers), both delta and

fractional binning strategies are utilized (the user can choose which to use).

3.2.5 QCT Modules

These modules are specific to QCT analysis and classical particle physics.

Particle Transport and Phase-Space Analysis

This module is in place to calculate and track the transport of the

particles in the system (the equations are valid for any system of classical

particles). The routines in this module are as follows:

• Given a species or set of atoms, a prep routine calculates the center of

mass and shifts the position and velocity by this center of mass.

• Given a species or set of atoms, a momentum routine calculates the
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linear and angular momentum of the system (or species) as well as the

magnitude of the moment of inertia. For the angular momentum, the

user may choose to use the coordinates shifted by the center of mass.

• Given a species or set of atoms, an energy routine calculates the center-

of-mass translational, rotational, and vibrational energy of the species

(or atoms), as well as the total energy (kinetic and potential).

Sample States

This module defines the necessary tools to independently sample the

impact parameter, relative speed, vibrational quantum number, and rotational

quantum number at a specific value, from a physical distribution (e.g., a

temperature-defined Boltzmann distribution), and from a uniform distribu-

tion. However, we also allow for different variables to be sampled based on the

same temperature. In short, some variables may be independently sampled

while others are not. Upon initialization, the sampling strategy for each of

these variables is defined (see Section 3.3.1 for more details).

Also upon initialization, the global set of states is determined. This

set represents all of the states used throughout the simulation. Here, the

number of sampled trajectories per iteration is defined as well (an iteration

refers to a batch of trajectories at a specified state). Finally, this module

contains the routines for sampling the impact parameter, relative speed, vi-

brational quantum number, and rotational quantum number.
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Partition

This module partitions the global set of states among the active pro-

cessors (note that the terms cores, processors, and nodes are used interchange-

ably in this work). Upon initialization, the module parses the user input file

to define the multi-core partition method. Presently, there are two options:

an even partitioning strategy, or a master-node partitioning strategy. If the

states are to be evenly partitioned, then each processor is assigned a subset

of states for sampling trajectories.

If the states are to be sampled via the master-node strategy, then first

a master node is defined. (Presently, only one master node is defined, though

more could be used in a future development of this program.) After the master

is defined, a new MPI communication group is created, which corresponds to

all non-master processors, denoted as workers. Finally, the master node, which

does not simulate trajectories, is assigned to instruct the worker nodes, which

in turn simulate trajectories. More details of this algorithm are described in

Section 3.3.2.

Initial Condition Assigment

This routine is designed to sample the initial phase space from a given

state (i.e. the rotational-vibrational quantum numbers and the relative trans-

lational speed) to define the initial conditions for a trajectory. This routine

closely follows the procedure outlined in Section 2.2.2. In short, the motion

of each species is partitioned between center of mass, vibrational, and rota-
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tional components. For monatomic species, the vibrational and rotational

components are 0. Presently, this routine cannot assign initial conditions for

triatomic species.

System Management

This module is used throughout a simulation to analyze the progress

of the trajectory. For each trajectory, a system initialization routine is called.

Here, the initial conditions are assigned, and the linear momentum, angular

momentum, kinetic energy, and potential energy of the system are calculated

and stored.

During a trajectory, a system analysis routine is called. First, the

momentum and energy of the system are updated. Then, the routine checks

if the collision process has begun by calculating the center of mass for each

reactant and measuring the distance between the centers of mass (the collision

distance is user-specified). If the collision process has begun, then the routine

checks if the collision is complete based on the separation distance of the atoms

in the system. Finally, if the collision is complete, the routine signals that the

trajectory is finished.

After each trajectory, a post-processing routine is called. Here, the

post-collision species-set is determined based on internuclear separation

distances (we use a user-defined maximum allowable internuclear distance to

define the products). After the final momentum and energy of the system

are calculated the final quantum states are calculated via the internal energy
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module, which uses a delta or fractional binning strategy based on user input.

Record

This module contains the tools to output data related to different as-

pects of QCT program. This includes a log file, per trajectory information

(e.g., the initial and final state of each trajectory), per iteration information

(e.g., the number of reactions observed from a set of trajectories), and position-

velocity data per trajectory. Note that each of these outputs is optional.

3.2.6 Main Code

The main code is partitioned by the different phases of the QCT simula-

tion. First, the initialization routine is called. Then, trajectories are simulated

at each state. After a batch of trajectories has been sampled (referred to as

an iteration), the collective outcomes of the trajectories are recorded, and the

next state is analyzed. In a master-node partition, the worker node is given

the next state by the master node. In an even partition, the next pre-assigned

state is analyzed. After all of the states have been simulated, the simulation

is finalized.

Initialization

The large-scale QCT program is initialized by calling the appropriate

module initializations. These subroutines do a variety of things, including

read the input file, calculate species specific properties, partition the states
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among the processors, etc. After the core, math, root, PES, and QCT modules

are each initialized in turn, the master node instructs the worker nodes (if

necessary). Finally, the appropriate variables are allocated, output files are

opened for writing, and the ODE integration algorithm is defined.

Simulation

A trajectory is simulated using the FGSL library [142,143]. After each

timestep, the system management module is called upon to check the progress

of the trajectory. If desired, the position and momentum of the particles may

be output as well, including the local momentum and energy of the system.

Finalization

Basic profiling information is written to a log file. This includes how

many times each routine was called, the total time spent in each routine, and

the average time spent in each routine.

3.3 Algorithm Development

Here, two of the algorithms that play a significant role in automation

and scalability are presented. Specifically, these algorithms are the sampling

procedures and the master-node partitioning strategy.
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3.3.1 Sampling Procedures

For each trajectory, the initial orientation τ , vibrational quantum num-

bers v, rotational quantum numbers J , impact parameter b, and relative speed

g are each independently sampled (see Section 2.3 for context). Furthermore,

for each QCT simulation, the sampling procedure for each of these variables

may change (except τ , which is always randomly sampled). The first step is

to define the following user inputs for each state variable:

• Sampling method: This is a marker for sampling specific states, sam-

pling from a physically-based distribution (e.g., a Maxwell distribution),

or sampling from a uniform distribution.

• Range: This defines the lower and upper bounds state space. For the

speed and internal energy, this bound may be defined by a PDF cutoff

value.

• Domain size: This defines the dimension of the discretized state space.

• Override values: If this field is non-empty, then the sampling method

is designated as specific, and only the specified states are sampled.

Now, we describe how sampling is initialized for each of these variables and

the subsequent sampling procedures.
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The Impact Parameter

For the impact parameter, if the sampling method is designated linear,

b is sampled randomly from its physical distribution (dependent on bmax).

If the method is uniform, b is uniformly sampled within the range of b. If

the method is specific, b is discretized based on the range and domain size

definitions, and each discretized b is sampled. For each trajectory, if b is to be

sampled uniformly, then for a randomly drawn b∗ ∈ [0, 1], we define b as

b = bo + (bmax − bo)b∗, (3.6)

where bo is the lower bound of the b space. Similarly, if b is to be sampled

linearly, then

b = bo + (bmax − bo)
√
b∗. (3.7)

The Temperature Field

Before initializing the other variables, the temperature field T is de-

fined. (Note that a sampling method is not defined for the temperature.) This

field is set to a null value if no temperatures are used in the simulation. Then,

for any state variable sampled from a physical distribution function, this set

of temperatures is used to denote the state. For example, if the relative speed

is to be sampled from a Maxwell distribution, then the state variable is de-

fined so that the relative speed ID corresponds to a temperature as opposed

to a relative speed. The same process is in place for the internal states as well.
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The Relative Speed

For the relative speed, if the method is Maxwell, g is sampled randomly

from a Maxwell distribution, and the state is defined based on the temperature

field. Also, a temperature ID is assigned for the speed as Tt. Otherwise this

ID is a null value. If the method is uniform, g is uniformly sampled within the

range of g. If the method is state-specific, g is discretized based on the range

and domain size definitions, and each discretized g is sampled.

The lower and upper bounds of the g-space are defined using PDF

cutoff values for the corresponding Maxwell PDF. The lowest temperature is

used to define the minimum speed, and the highest temperature is used to

define the maximum speed.

For each trajectory, if g is to be sampled uniformly, then for a randomly

drawn g∗ ∈ [0, 1], we define g as

g = go + (gmax − go)g∗ (3.8)

where go is the minimum speed and gmax is the maximum speed. If g is to be

sampled from a Maxwell distribution, then we (iteratively) solve the following

implicit relation for g:

g∗ = 1−
(

1 +
µg2

2kBTt

)
e−µg

2/2kBTt (3.9)

The Internal State

For each set of quantum numbers (i.e, (v1, J1) and (v2, J2) for the first

and second reactant), a unique sampling method is defined. If the method
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is Tt, Tv, Tr, Tv1, etc., then the internal state is randomly sampled from

a Boltzmann distribution. If the method is uniform, the internal state is

uniformly sampled within the cutoff values of the state. If the method is

specific, the each internal state is sampled. Note that if a reactant species is

monatomic, the sampling method is ignored.

During initialization, for each internal state, if the state is to be sampled

from a Boltzmann distribution, then a temperature ID is assigned for the state

as T*, where * denotes a user-defined ID (e.g., Tv1).. Otherwise the ID is a

null value. If two temperature IDs match (e.g., if the temperature ID is Tt),

then the state is linked to the other temperature. That is, if two variables

share same temperature ID, the corresponding state variables are combined.

At the start of each trajectory, the rotational-vibrational quantum num-

bers are sampled for each reactant. The following sampling methods have been

hard-coded in the program:

• v is uniform, and J is uniform: Both v and J values are randomly

sampled. The sample is accepted if the state is valid (i.e, v ≤ vmax(J)).

• v is uniform, and J is specific: Only v is randomly sampled. The sample

is accepted if the state is valid (i.e, v ≤ vmax(J)).

• v is specific, and J is uniform: Only J is randomly sampled. The sample

is accepted if the state is valid (i.e, J ≤ Jmax(v)).

• v is specific, and J is Boltzmann: J is randomly sampled until J ≤
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Jmax(v). The sample is accepted if fr(v, J) < f ∗r , where f ∗r is randomly

sampled from 0 to max(fr).

• v is Boltzmann, and J is Boltzmann: Both v and J are randomly sampled

until v ≤ vmax(J). The sample is accepted if fint(v, J) < f ∗int, where f ∗int

is randomly sampled from 0 to max(fint).

Modifications for Selective Sampling

If the selective sampling method is to be used, then an entirely different

sampling procedure for the relative speed and internal states is implemented.

Upon initialization, the minimum sampled energy is defined from the user

input file. Then, for each internal state, the minimum relative speed is calcu-

lated.

The sampling procedure itself closely follows the method described

above and in Section 2.3.4. Presently, the QCT program allows for selective

sampling to be used when

• Each state is temperature dependent (i.e., when calculating k(Tt, Tv, Tr))

• The vibrational energy is specific and the translational-rotational states

are temperature dependent (i.e., when calculating k(Tt, v, Tr)).

3.3.2 Master-Node Parallelization Procedure

The master-node parallelization procedure (with checkpointing) is out-

lined in Figure 3.2. At the start of the simulation, each node follows the
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Figure 3.2: Master-node parallelization procedure with checkpointing.

same procedure leading up to the initialization of the QCT modules. Here,

the master and worker nodes diverge. From here, each follows independent

instructions until the QCT simulation is complete.
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Notice in Figure 3.2 that only two MPI call routines are used through-

out the simulation. First, a worker node sends the results of a simulated batch

of trajectories to the master node (the master idles until pinged by a worker).

Second, the worker node receives a new state from the master node, and a

new batch of trajectories is simulated. We accept the wasted CPU time if the

master node idles for long stretches of time. Instead, we seek to minimize the

CPU time for worker nodes from finishing a batch of trajectories, sending the

results to the master node, and receiving a new state. If the master node is

slow to send out new instructions, or if too many worker nodes ping the mas-

ter node simultaneously, then CPU time is being wasted (i.e., the efficiency of

simulation decreases).

The checkpointing method occurs in between the master node receiving

results for a batch of trajectories and sending the next state. Recall from Sec-

tion 3.2.5) that the global set of states is defined as part of the initialization

of the simulation. So, when the master receives a batch of trajectory data, it

updates the corresponding state variable’s results (i.e., the number of simu-

lated trajectories and observed reactions, denoted Ni and Nr,i, respectively).

Then, the relative uncertainty of the corresponding state is

εi = 2

(
1

Nr,i

− 1

Ni

)1/2

(3.10)

Also, the absolute uncertainty (i.e, twice the standard deviation of the reaction

probability) is calculated by

∆Pi =
Nr,i

Ni

εi. (3.11)
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If εi or ∆Pi are below their user-defined thresholds, then the state is removed

from the global set of states. Otherwise, it remains. Note that the master

node cycles through the list with each query (i.e., each state is sent out in

sequential order).

3.4 Scaling Performance

A set of QCT simulations were run with varied numbers of active pro-

cessors to assess the scalability of the QCT program. To this end, the inelastic

scattering collision

N2(v1) + N2(v2)→ N2(v′1) + N2(v′2) (3.12)

was simulated. The vibrational quantum numbers v1 and v2 were sampled from

v = 0 to v = 8 (state-specific sampling). The relative speed and rotational

quantum numbers were both sampled from Maxwell-Boltzmann distributions

at T = 2,000 K. The reader is directed to Section 6 for specific details regarding

the PES used.

For each QCT simulation, a total of 81 states were analyzed (one for

each combination of vibrational quantum numbers). The number of simulated

trajectories per state was defined as

Ntraj,i = 800(Nproc − 1) (3.13)

where i denotes the state, and Nproc is the number of processors. For this

test, simulations were run for Nproc as low as 24 and up to 4,104. The simula-
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tions were carried out on the Lonestar 5 Texas Advanced Computing Cluster

(TACC).

The number of trajectories sampled per iteration (or batch) was also

varied. In one set of tests, 200 trajectories were simulated per iteration (de-

noted test A). In another, 800 trajectories were simulated per iteration (de-

noted test B). Note that the total number of trajectories per simulation re-

mained fixed for both test cases. In general the difference between the test

is that, by increasing the number of trajectories per iteration, the number of

MPI calls is reduced (i.e., the worker nodes require fewer instructions from the

master node). This is shown in Figure 3.3.

Figure 3.3: Number of MPI calls versus number of processors.

For test A, with 24 cores approximately 7,500 MPI calls are needed. This scales

log-linearly with number of cores, up to 340,00 MPI calls for 4,104 cores. For
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test B, the number of MPI calls is exactly reduced by 4 because the total

number of trajectories remains unchanged.

Figure 3.4 shows the total simulation time for each test versus the

number of processors used in the simulation.

Figure 3.4: Total simulation time versus number of processors

First, consider the simulations for test A (200 trajectories per iteration). Below

400 processors, the simulation time for each test is approximately the same

relative to the total simulation time. Specifically, the different simulation

times are within 38 s of each other, compared to the corresponding average

simulation time of 3,150 s. This is approximately a 1 % variation in simulation

time. It is likely that this variation is due to statistical nature of the sampling

procedures in the QCT program.

Beyond 400 cores for test A, the simulation time begins to increase.
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Still, at 4,104 cores, the total simulation time is within 10 % of average sim-

ulation time below 400 cores (3,150 s). This is a relatively small increase in

cost considering that at 4,104 cores, a total of 265,874,400 trajectories were

simulated. This is compared to 384 cores where only 24,818,400 trajectories

were simulated. Thus, a 10 % increase in computational cost yielded a 100 %

increase in sampled trajectories.

Now, consider that test A does not use an ideal batch size. For instance,

the average CPU time per trajectory was approximately 0.05 s, so each worker

node was pinging the master node approximately every 10 s. Ideally, we seek

to give each worker node 1 to 5 minutes simulating trajectories per batch.

Thus, the test B simulations were run, which are more representative of the

large scale simulations we perform.

Referencing Figure 3.4, it is clear that more trajectories per batch de-

creases the simulation time considerably at high core counts. At lower core

counts, a slight increase in total CPU time is observed. It is unlikely that this

is just statistical variation because the increased CPU time is consistent for

several simulations. Regardless, the difference is within a few percent (now

the mean simulation time for tests below 400 cores is 3,180 s, a 30 s increase

over test A). At 4,104 cores, the simulation time is within 4 % of the minimum

time. Overall, this shows that the program scales well with processor count,

and based on this data, no limiting factor or bottleneck is apparent.

Next, to compare the added efficiency of the master-node strategy com-

pared to the trivial procedure, consider the number trajectories sampled per
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core, as shown in Figure 3.5.

Figure 3.5: Trajectories sampled per processor versus processor ID (normalized
by number of processors).

Note that all the simulation data for each test case was combined (no signif-

icant differences were observed between each simulation). So, the x-axis is

the processor ID normalized by the total number of processors. The figure

shows that tests A and B both partition the trajectories per processor simi-

larly, except near i/n = 0. Here the trajectories per processor for test B (800

trajectories per iteration) drop dramatically. Because each test was only sim-

ulated once, it is unclear what caused this difference (e.g., did a processor get

stuck?). Beyond this minor discrepancy, both tests show that a portion of the

processors simulate more trajectories, and a similar portion of the processors

simulate fewer trajectories.
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The dashed black line represents the trajectories per processor if the

trivial partitioning strategy had been used. If the trivial strategy had been

used, the portion of the processors that simulated more trajectories would have

finished their trajectories early. These processors would have waited for the

slower processors to finish their sets of trajectories. In summary, the trivial

partitioning strategy bounds the simulation time by the slowest processor.

Finally, Figure 3.6 shows the average CPU time per trajectory versus

the number of trajectories sampled per processor.

Figure 3.6: Average CPU time per trajectory versus the trajectories sampled
per processor.

Once again, some minor discrepancies are observed for test B, but the overall

trend is a linear relationship. That is, processors that simulate more trajecto-

ries during the simulation do so because their average CPU time per trajectory
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is lower. This shows that the master-node partitioning strategy is correctly

balancing the CPU load by favoring fast processors throughout the simulation.

In conclusion, weak scaling was analyzed from a number of QCT simu-

lations with varied active processors and trajectories per iteration. Due to the

statistical nature of the sampling methods in the QCT program itself, some

variances among the test cases was observed. Overall though, these tests show

that the QCT program efficiently balances CPU load among processors via

the master-node partitioning algorithm.
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Chapter 4

Automated Tabulation of Potential Energy

Surfaces

Global and semi-global descriptions of PESs are needed for nuclear

dynamics simulations used to derive cross sections and reaction rates [145].

However, it is prohibitively expensive to calculate the potential energy dy-

namically each time the PES is accessed. Furthermore, in QCT calculations,

certain regions of the PES are accessed multiple times (e.g., the entrance chan-

nel), making additional PES calculations in this area redundant. Analytical

representations of PESs are used to reduce the access cost dramatically (i.e.,

the computational cost associated with calculated the potential energy at a

single point in physical space).

An appropriately accurate surface requires ab initio quantum calcula-

tions at a large number of specified molecular configurations. To minimize the

number of required quantum calculations, which in and of itself is a compu-

tationally intensive task, and to minimize the global (or semi-global) uncer-

tainty of the PES, many fitting processes have been developed. Some state-

of-the-art methods are the permutation invariant polynomial (PIP) [56, 57],

a modified-Shepard (MS) interpolant [58–61], neural network (NN) represen-
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tations [62, 63], and interpolating moving least-squares (IMLS) [64–69]. For

the systems of interest (i.e., H2-air), the most common method is the PIP

approach, which is designed so that switching any two identical atoms does

not modify the PES calculation. More rudimentary methods, which are still

commonly used, are designed around modeling two-body, three-body, etc. in-

teractions independently.

In the fitting procedure, the main goal is the reduction of the global

PES error while also minimizing the required number of ab initio data points.

In general, an a priori estimate of the error is difficult to obtain due to the

nature of the fitting algorithms in use. For instance, in neural network-based

algorithms [62, 63], it is known that increasing the training set will decrease

the error, but the exact relation between the size of the training set and the

corresponding error in the prediction of PES cannot be defined explicitly [62].

Other methods, such as the MS method proposed by Ischtwan and Collins [58],

use low-order Taylor expansions to produce local interpolation, which is not

unlike the method to be presented here. Consequently, the truncation error

from the Taylor expansion could be used to estimate the local error. Nev-

ertheless, the truncation error itself is a function of higher order gradients.

Hence, the local error in regions with interesting/important features that con-

tain large gradients may be substantially higher and will require more points

to be represented accurately. While iterative refinement is possible, the error

is still obtained a posteriori by comparing with the exact PES [59,61], and no

generic formulation for placing the points exist.
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It is also common practice to judiciously choose the points to be in-

cluded in the fitting procedure in order to reduce the space of approximated

PES and obtain better estimates in this “accessed” space. For instance, the

IMLS method has been modified to place points on the intrinsic reaction co-

ordinate, or minimum energy path (MEP), as an iterative starting point since

they tend to be accessed more in dynamical calculations [68, 69]. Similarly,

the PIP method places many additional data points near transition regions

(saddle points) in the PES [56, 57]. In general, increasing the accuracy along

the MEP and at saddle points will lead to more accurate results for other

derived quantities of interest, such as the collision cross-section obtained using

the QCT method. However, there is an intrinsic knowledge required to build

these types of fitted surfaces, which prohibits its generalization, especially for

less studied systems with very high dimensionality.

The objective here is to introduce an alternate approach for fitting the

PES with the following properties: 1) The error in the construction is a pri-

ori specified to be within an error tolerance, and 2) the choice of ab initio

points needed to construct this fitted PES is automatically determined based

on the geometry of the surface without any external input. In the next section,

the automatic tabulation of potential energy surfaces (ATPES) algorithm is

presented. Following this, several examples of increasing dimensionality are

discussed with regard to accuracy, computational cost, and scaling with num-

ber of dimensions.
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4.1 Mathematical Formulation

The general framework of in situ adaptive tabulation (ISAT) was first

developed by Pope and co-authors [146–148] for time-integration of combus-

tion systems using detailed chemical kinetics. The algorithm has recently been

optimized for large-scale parallel implementation [149, 150]. The general con-

struct, which is also implemented in the ATPES method, is as follows: (1)

create a table that stores data points corresponding to a local configuration,

surface value, and surface derivative, (2) at each stored point assume there

exists some region of accuracy (ROA) wherein linear approximation is suffi-

ciently accurate, and (3) if a new data point is not covered by some ROA,

then directly calculate the surface value and its derivative and add it to the

table. ISAT employs the ability to also grow/shrink each ROA based on the

additional surface calculations. Because the detailed chemistry calculations

are relatively inexpensive at a single local point, the ISAT method is designed

to start with a small ROA, and slowly grow it based on subsequent surface

calculations.

For global or semi-global PES construction, the ISAT method is not

viable in its original formulation. Each tabulation’s initial ROA estimate is

too conservative, resulting in many additional direct quantum calculations for

growing/shrinking the ROA that would otherwise be unnecessary if the ROA

was sized correctly initially. Hence the ATPES method modifies the ISAT

tabulation procedure so that the initial ROA is aggressively defined. What

follows are the mathematical details associated with this process.
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4.1.1 Tabulation Procedure

Consider the mapping from an n-dimensional configuration space, x ∈

Rn, to a potential energy, f(x). In present context, x is a unique representation

of the absolute location of nuclei in real physical space or of the relative location

of the nuclei with respect to each other. In either case the Jacobian, J(x) =

∂f/∂x, is a row vector of length n, and the Hessian, H(x) = ∂2f/∂x2, is an

n × n symmetric matrix. If a given configuration xo is tabulated, the Taylor

series expansion of f(x) in the region near xo is

f(x) = fo + Joδx+
1

2
δxTHoδx+O(δx3), (4.1)

where δx = x−xo, fo = f(xo), Jo = J(xo), and Ho = H(xo). The potential

energy is approximated by truncating the Taylor series to include only the

linear term so that

fa(x) = fo + Joδx (4.2)

where fa(x) is the approximate potential energy that is output by the algo-

rithm. This is where the present method departs from ISAT [147], where fa

is initially assumed to be constant when determining the ROA, and the linear

approximation is used only within the ROA so determined. Now, the L2-norm

defines an appropriate measure of the accuracy of fa(x) [147], and is given by

ε(x) ≡ ‖f(x)− fa(x)‖2 (4.3)

=

∥∥∥∥1

2
δxTHoδx+O(δx3)

∥∥∥∥
2

≈
∥∥∥∥1

2
δxTHoδx

∥∥∥∥
2

, (4.4)
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which has been approximated to the leading order. Our goal is to limit this

error a priori so that ε ≤ εtol, where εtol is a user-specified error tolerance

expressed in potential energy units (typically kcal/mol). To this end, we define

the region of accuracy as follows:

The Region of Accuracy contains all x in the neighborhood of

xo such that ε(x) ≤ εtol. Within the ROA, linear approximation

of f(x) is a sufficiently accurate approximation of the solution.

Depending on the eigenvalues, the ROA may be bounded or unbounded [147].

In this formulation, if one of the eigenvalues has a differing sign, then the ROA

will be hyperbolic in nature and subsequently unbounded. Figure 4.1 shows

the form of the bounded and unbounded regions of accuracy for a 2D system.
11/4/16, 4'33 PM
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(a) Unbounded
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(b) Bounded

Figure 4.1: Two-dimensional interpretation of ROAs (the blue area is the
ROA, which is centered at the black cross).
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The unbounded ROA implies that there exists some axis such that for all x

along the axis, interpolation is still accurate. However, unless all higher-order

derivatives are zero, this assumption is invalid. So, to account for higher order

errors, we bound the ROA.

Bounding the Region of Accuracy by an Ellipsoid

Recognizing that the bounded ROA is an ellipse, we can similarly con-

struct an ellipse within the unbounded ROA. This begins with definition of

ε(x) (only the leading order term is considered). Noting that Ho is real and

symmetric, Eq. (4.4) is equivalently given by

ε(x) =
∥∥∥1

2
δxTHoδx

∥∥∥
2

=
1

2

∣∣∣δxTHoδx
∣∣∣ (4.5)

Now, because Ho is normal (i.e., H∗oHo = HoH
∗
o ), the eigenvalue decompo-

sition of Ho is simply

Ho = QΛQ∗ (4.6)

where Q is a unitary matrix whose columns are the eigenvectors of Ho, and Λ

is a diagonal matrix whose diagonal elements are the eigenvalues of Ho. We

construct Λ so that Λii = λi for i = 1, . . . , n, and |λ1| ≥ |λ2| ≥ · · · ≥ |λn|,

and for Q = [q1 q2 · · · qn], qi is the eigenvector corresponding to λi. It follows
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that

1

2

∣∣∣δxTHoδx
∣∣∣ =

1

2

∣∣∣δxTQΛQ∗δx
∣∣∣ (4.7)

=
1

2

∣∣∣ n∑
i=1

(δxTqi)λi(q
∗
i δx)

∣∣∣ (4.8)

≤ 1

2

n∑
i=1

∣∣∣(δxTqi)λi(q∗i δx)
∣∣∣ (4.9)

=
1

2

n∑
i=1

(δxTqi)
∣∣λi∣∣(q∗i δx) (4.10)

=
1

2
δxTQΣQ∗δx (4.11)

where Σ is a diagonal matrix whose diagonal elements are |λi|. Note that

the triangle inequality was imposed between Eq. (4.8) and Eq. (4.9). Three

observations follow from Eq. (4.11): (1) because Ho is normal, the diagonal

elements of Σ are the singular values σi of Ho; (2) if all the singular values of

Ho are greater than zero, the QΣQ∗ is positive definite, and Eq. (4.11) defines

an ellipsoid; and (3) if the eigenvalues of Ho are all positive, then Eq. (4.7)

and Eq. (4.11) are equivalent. Now, we define a new error measure as

ε(x) =
1

2
δxTQΣQ∗δx, (4.12)

and ε(x) ≤ ε(x) for all x. In this form, qi is the vector aligned with the ith

semi-principal axis of the EOA (recall that qi are also the eigenvectors of Ho),

and the radius of each semi-principal axis ri is given by

ri =

(
2εtol

σi

)1/2

, (4.13)

for i = 1, . . . , n (recall that σi = |λi|). We now define an ellipsoid of accuracy

(EOA) as follows:
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The Ellipsoid of Accuracy contains all x in the neighborhood

of xo such that ε(x) ≤ εtol. Within the EOA, linear approximation

of f(x) is a sufficiently accurate approximation of the solution.

In summary, the EOA is the maximal ellipsoid contained within the region of

accuracy. Unless one of the singular values is exactly zero, the EOA is closed,

bounded, and computationally simple to store for later access. Figure 4.2

shows an unbounded ROA and the corresponding EOA for a 2D system.
11/4/16, 4'33 PM

Page 1 of 1file:///Users/svoelkel/Documents/scripts/matlab/dissertation/eoa_roa.svg

Figure 4.2: Two-dimensional interpretation of ROAs and EOAs (the blue area
is the ROA and the red area is the EOA, both of which are centered at the
black cross).

The EOA has a smaller volume than the ROA, but space of the ROA not

covered the EOA is far from the query point xo. Higher order errors become

more important as δx increases, so the EOA is a good conservative estimate
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of the region where linear interpolation is accurate. Note that for a bounded

ROA, the EOA is equivalent to the original ROA.

Modifications to the Ellipsoid of Accuracy

The EOA, as defined by Eq. 4.12), poses certain computational hurdles

in regions where the singular values of the Hessian matrix approach zero. In

these cases, the radius of the EOA in the relevant dimensions goes to infinity as

defined by Eq. (4.13). If these singular values approach zero but the Jacobian

and higher-order derivatives of the PES do not, then the size of the EOA will

likely be over predicted and interpolation errors may be larger than the user-

defined tolerance. In order to maintain the specified error tolerance, additional

corrections need to be imposed when near-zero singular values are encountered.

Note that the corrections are applied to singular values rather than the radii

since only the former are stored (indirectly) in the table.

As an initial, simple solution, each EOA is constrained to be within

a maximum hypersphere of radius rmax, which is user-specified. Then, the

following condition is used to limit the size of the ellipsoid as σi → 0:

If
2εtol

σi
> r2

max, then σi,corr =
2εtol

r2
max

, (4.14)

where σi,corr is the corrected singular value, which then replaces σi and the

subsequent radius of the EOA as defined in Eq. (4.13). The radius is im-

plicitly constrained, but the orientation of the EOA as defined by Q remains

unchanged.
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A problem with this approach is that it might over-constrain the el-

lipsoid near inflection points where the Jacobian is non-zero but the singular

values of the Hessian approach zero. In the neighborhood around these points,

linear interpolation is actually quite accurate. So, instead of imposing the max-

imum radius correction immediately, it is valuable to first analyze the local

gradient of the PES near the queried point.

To this end, the Jacobian vector, Jo, is projected onto the orthonormal

basis defined by the eigenvectors of the Hessian matrix, Ho. That is, for a

given query, Jo =
∑N

i=1 γiqi, where γi is the projection coefficient associated

with the ith column ofQ. The coefficients γi are interpreted in a similar fashion

as the singular values of the Hessian, σi. A new singular value is sought so

that when σi ≈ 0 but γi 6= 0, then the radius of the EOA is defined using γi.

The correction implemented within ATPES is given by

σi,corr = (σpi + γpi )
1/p, (4.15)

where σi,corr is the modified singular value and p is a constant. As σi goes to

zero, σi,corr goes to γi. Here, we set p = 4, so σi,corr is approximately equal

the larger of σi or γi, resulting in a more conservative estimate of the EOA.

Finally, if σi,corr is still approximately zero, we impose the maximum radius

correction in Eq. (4.14).

4.1.2 Algorithm Details

What follows is a description of the ATPES algorithm used to access

the PES. It is assumed that a side-loaded quantum chemistry code is capa-
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ble of calculating the local potential energy, Jacobian, and Hessian for any

specifed nuclear configuration. The two required inputs for the algorithm are

the dimension of the configuration space and an error tolerance.

For the first query of the configuration space, there is no table of ellip-

soid entries and an ab initio calculation is used to obtain the potential energy,

the Jacobian, and the Hessian. The Hessian is decomposed using singular

value decomposition. The singular values are then adjusted as described in

the previous section. A new diagonal matrix, Σcorr, is constructed with σi,corr

as the ith diagonal element. There is no need to directly store the EOA radius,

ri, and orientation, qi. Rather, if a new query lies within the EOA, then Eq.

(4.12) is satisfied (where Σcorr replaces Σ). Similar to Pope’s ISAT algorithm,

the EOA information is stored by decomposing the n× n matrix 1
2
QΣcorrQ

T

using Cholesky factorization [147]. Specifically for this formulation,

QΣcorrV
T

2
= LL∗, (4.16)

where L is a lower triangular matrix and L∗ denotes the conjugate transpose

of L. The matrix L is converted to a packed format (does not store zero com-

ponents), which then stores n(n+1)/2 values (as compared to n2 if unpacked).

For each tabulation, the location xo, the potential energy fo, the Jacobian Jo,

and EOA information L are stored.

For a subsequent query at a molecular configuration xq, the table of

stored tabulations will be parsed to determine if the new query configuration

lies within any of the EOAs. Specifically, for xo and L corresponding to each
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of the stored points in the table, if

(xq − xo)T (LL∗)(xq − xo) ≤ εtol (4.17)

is satisfied, then the query lies within the corresponding EOA. The potential

at xq is then approximated by interpolation as

f(xq) ≈ fo + Jo(xq − xo). (4.18)

Otherwise, the query becomes a new tabulation point. The relevant ab initio

quantum calculations are performed, and a new EOA is created and stored.

In order to verify that the ATPES algorithm is indeed producing ap-

proximate potentials within the specified error tolerance, the true-error is com-

puted at a user-defined frequency. Here, the ab initio data for the potential

is obtained and the error between the data and the interpolated potential is

computed. Note that this requires an additional ab initio calculation only for

the potential energy (not its derivatives). If it is found that the error lies

outside the tolerance, the EOA is shrunk accordingly. For a single simulation,

the total number of ab initio quantum calculations is given by

N = ntab + fcheck(nqueries − ntab), (4.19)

where ntab is the number of stored (or tabulated) points, nqueries is the number

of queries for a potential energy, and fcheck is the user-defined fraction used

to check the validity of interpolation and perform ellipsoid size reduction. In

the tests conducted here, the ellipsoid size was reduced only for a very small
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fraction of the checks. Due to the use of the conservative radius description, the

a posteriori error is almost always lower for the interpolation points. While the

ISAT algorithm of Pope [147] uses a binary tree to store the tabulated points,

in the ATPES implementation, only an array of tabulated points is used. The

search time was found to be small for the table sizes considered here. For

high-dimensional PESs, the binary tree based storage would be more efficient.

4.1.3 Summary of ATPES Method

The ATPES algorithm presented above has two clear advantages com-

pared to global or semi-global analytical representations of the PES: (1) the

PES is dynamically constructed as accessed, and (2) the acceptable error tol-

erance associated with the PES is defined a priori. This second point is critical

as global or semi-global fits of the PES characterize the error a posteriori (of-

ten based on how closely the fit matches the original data set!). However, the

advantages of this method comes at two costs: (1) the local Hessian of the PES

must be calculated for each tabulation, which is computationally expensive,

and (2) the PES representation is not globally continuous.

It is important to note that the PES construction is purposely restricted

to first order even though the second order information in the form of Hessian

is available. There are two reasons for this. First, if the Hessian is used, it

would not possible to construct the ROAs in a well-defined manner, that is

the local accuracy of the second-order interpolation could not be established

without including more terms in the Taylor series expansion. Second, the
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linear approximation only requiresO(2n) computations, whereas the quadratic

term will require approximately O(2n2) computations. For systems with large

number of atoms, the retrieval could be expensive for this reason. The linear

approximation is better suited to our goal of maintaining user-defined accuracy

while maximizing computational speed.

In the use of the ATPES algorithm for direct dynamics simulations,

one concern is that the interpolated potentials may not be continuous. This is

due to the fact that the multiple ellipsoids are used to define the configuration

space rather than a set of C1 continuous functions. However, it should be

noted that direct dynamics itself takes finite steps in time to move through

the configuration space, and continuity in this discrete sense is not appropriate.

Instead, the ATPES algorithm converges to the true continuous surface in the

limit of small error tolerances. In fact, in the tests shown in Section 4.2.2, it

is seen that even at error tolerance values of 1 kcal/mol, the surface is smooth

and the potentials are nearly continuous. It is also important to note that

if the direct dynamics computation requires a higher level of continuity, it

could be imposed through lower error tolerances. In the end, the algorithm

is designed to constrain a posteriori error through a priori specification, the

actual constraint could be based on the specific use of the potential energy

surface.
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4.2 Results: Full PES Tabulation

The ATPES algorithm was tested using two benchmark cases: a) an

HCN surface and b) an N4 surface. In each case, the ATPES algorithm is

used to represent an already fitted surface. Hence, the error reported here is

with respect to the input fitted surface and not the ab initio data. The HCN

surface [151] is a semi-global least squares fit to ab initio data points through-

out the channel from stable HCN to HNC configurations. Compared to the

ab initio data, the fitted surface had a root mean square (RMS) error of 376

cm−1 (≈ 1.08 kcal/mol). The N4 surface [152] is a global least squares fit us-

ing approximately 17000 ab initio calculations throughout the six-dimensional

configuration space. The reported global mean unsigned error and RMS error

are 5.0 kcal/mol and 14.3 kcal/mol, respectively. The POTLIB [144] interface

is used to access this surface.

For the cases studied below, the surface is constructed using a Monte-

Carlo approach. The query points are drawn from a uniform random dis-

tribution such that the points span the entire configuration space. In other

applications such as quasi-classical trajectory analysis (QCT), the query points

will be dictated by the location of the atoms at a particular instant in a single

trajectory.

4.2.1 Complete Tabulation of the Configuration Space

The union of EOAs dynamically fill the configuration space until every

configuration query is within an EOA. Beyond this limit, quantum calculations
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are no longer necessary to maintain the user-inputted accuracy. Note that

this limit is reached only when all the configuration space has been queried.

In any use of the PES, there is a region of configuration space that is useful,

which is termed as the accessed space (in line with the usage in combustion

applications [146–148]). As a result, the computational cost of accessing the

surface should dramatically reduce as the number of stored ellipsoids increases.

To illustrate this aspect, the N4 surface is constructed along a two-dimensional

slice through the configuration space. One of the nitrogen atoms is kept at

100 Å, and another atom is constrained by a linear collision for N2 + N.
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Figure 4.3: Two-dimensional slice of N4 surface for linear collision.

The PES is shown in Figure 4.3, which is offset so that the potential is

zero when two N2 molecules at equilibrium are infinitely far apart [152]. For

this specific simulation, the location of the two nitrogen atoms were randomly

specified in the range of 0.8 Å to 6.0 Å. The error tolerance for the ATPES
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algorithm was set to 1.0 kcal/mol, and ten million queries were run. The EOA

corrections and error tracking parameters from Eq. (4.14) and Eq. (4.19)

were set to rmax = 0.5 Å and fcheck = 0.1, respectively. A penalty of 0.01

seconds was recorded for each added node to represent the cost associated

with a quantum calculation. This simulation was repeated 5 times to obtain

statistically averaged results.

Figure 4.4 shows the table construction statistics as a function of the

query number. For this particular case, approximately 1400 stored points

were needed to span the entire configuration space. Half of these points were

tabulated within the first 6500 random queries. After the surface is fully

represented by EOAs, each query took approximately 13 µs. The predominant

cost here is the time required to search the table to find the EOAs. On an

average, approximately half of the nodes were searched before an appropriate

EOA was found. As mentioned before, this time could be significantly reduced

by using a binary-tree or other advanced data structures.
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Figure 4.4: The number of added tabulations ( ), successful retrieves lead-
ing to interpolation, ( ) and the average time per query ( ) during the
tabulation of the N4 surface.

4.2.2 Error Tolerance and Surface Convergence

As the user-defined error tolerance goes to zero, the surface should

converge to the exact PES (but will still contain errors associated with the

electronic structure calculations). To understand the convergence process, a

simulation based on the three-dimensional HCN model surface is used. The

HCN configuration space is defined in Jacobi coordinates, as shown in Fig-

ure 4.5, where R is the directed towards the center of mass of the C-N pair.
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Figure 4.5: Jacobi coordinate system for HCN surface.

The atomic configuration was constrained to regions within the HCN-HNC

channel where the energy was between 0 kcal/mol and 100 kcal/mol. The

error tolerance, εtol, as in Eq. (4.17), was varied between 0.1 kcal/mol to

10.0 kcal/mol. The tabulated configurations required to meet the accuracy

constraints ranged from 451 to 228,935 stored ellipsoids. In order to verify the

accuracy of the interpolation process, fcheck was set to 1. This will use an ab

initio data point for each query to compare the interpolated result with the

true potential. The maximum radius of the ellipsoids was calibrated for the

high error tolerance case such that rmax = 0.2 Å, and this value remained fixed

for all other tolerance cases as well. The error norms from this test are shown

in Table 4.1. The mean and RMS error are approximately 22% and 28% of

the error tolerance, respectively, regardless of error tolerance. The maximum

error never exceeds the initially set error tolerance, thus verifying the ability of

ATPES to maintain surface accuracy for all queries in each simulation carried

out here.
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Table 4.1: Normalized error norms for ATPES approximation

εtol (kcal/mol) ntab ‖f − fa‖2/εtol ‖f − fa‖∞/εtol

10.0 451 0.274 0.986
1.0 9383 0.285 0.979
0.1 228935 0.282 0.974

To visualize the surface created by the ATPES algorithm, a two-dimensional

slice of the HCN surface was reconstructed from the stored tabulations of the

full-dimensional surface. The slice was chosen where the C-N internuclear re-

mained fixed at its equilibrium distance of 2.1785 Å [151]. The exact potential

energy surface of the slice is shown in Figure 4.6.
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Figure 4.6: Slice of HCN potential surface at r = 2.179 Å.

The critical points are two minima and a saddle point. The minima at γ = 0

rad and γ = π correspond to HCN and HNC orientations, respectively. The
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reconstruction of the PES for εtol = 10.0 kcal/mol and εtol = 1.0 kcal/mol is

shown in Figure 4.7. As the error tolerance decreases, the reconstructed PES

becomes more smooth. The low error tolerance surface captures the surface

quite accurately. Although the high error tolerance approximation appears

to only capture the general behavior of the surface, it does not produce an

error in the interpolated potential that is higher than the set error tolerance.

This observation is verified in Figure 4.8, which shows the normalized error

obtained from the ATPES based linear interpolation of stored data points. It

is seen that the error is close to the set error tolerance only in a very small

region of the surface, and at most locations, the error is significantly smaller

than the prescribed tolerance. This confirms the L2-norm based error reported

in Table. 4.1, where it was observed that the average error in the domain is

much smaller than the prescribed error tolerance.

The spatial distribution of errors (Figure 4.8) also illustrates the inter-

polation accuracy in different regions. For both high and low tolerance cases,

the error plot provides a rough estimate of the location and orientation of the

ellipsoids. Near the center of an arbitrary EOA, the approximation is accu-

rate, but as one moves farther away this accuracy decreases to a point where a

different ellipsoid must be used. It should be noted that the ATPES algorithm

only finds the first ellipsoid to contain the query point, not necessarily the el-

lipsoid that will provide the highest accuracy. In fact, the ability to truncate

searches based on this condition significantly reduces the computational cost.

Another strength of ATPES is its ability to automatically recognize
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Figure 4.7: Approximate HCN potential energy surface.
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Figure 4.8: Absolute error of approximate HCN potential energy surface nor-
malized by εtol.
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both smooth and highly nonlinear areas. To demonstrate the tabulation place-

ment for a random set of queries, a table for a two-dimensional slice is con-

structed from scratch. Figure 4.9 shows the distribution of tabulation points

used to maintain an accuracy of 1.0 kcal/mol. In areas where linear inter-

polation has a short range of accuracy, the tabulation configurations cluster

together. Near inflection points, where the singular values of the Hessian

matrix are approximately zero, the singular value corrections based on the Ja-

cobian result in EOAs with reasonable bounds. It is also seen (Figure 4.8) that

the size and orientation of the ellipsoids vary considerably in different regions

of the configuration space to accommodate the local gradients in potential

energy.
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Figure 4.9: Distribution of tabulated points for constructed HCN slice at
r = 2.1785 Å with εtol = 1.0 kcal/mol.
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4.2.3 Relation Between Tabulations and Tolerance

The number of tabulations, ntab, required to fully define the configu-

ration space is determined implicitly by the error tolerance parameter. From

Eq. (4.13), the semi-principal axes of each EOA are defined by the square

root of the error tolerance, εtol, holding all else equal. Thus, as εtol diminishes,

more EOAs are required to fill the space, implying that ntab will increase ac-

cordingly. Depending on the dimension of the space being explored, the rate

of required tabulations versus the error tolerance will steepen as the dimen-

sionality increases. In general, it is expected that number of tabulations is

inversely proportional to the error tolerance raised to a power, that is

ntab = Aεtol
αNd (4.20)

where Nd is the dimension of the system and both α and A are constants.

Applying the logarithm to both sides of Eq. (4.20) results in a logarithmic

linear equation, with a slope defined by αNd. This slope is synonymous with

the convergence rate for the ATPES algorithm. However, in traditional con-

vergence studies, the scaling of error with discretization step size is used to

determine the convergence rate. In the ATPES approach, the size of the dis-

cretization in configuration space is determined adaptively by the placement

of the ellipsoids. In this sense, the convergence rate is the number of ellipsoids

required to fill the configuration space for a given error tolerance.

This unique concept of convergence is demonstrated here for the fully

reconstructed N4 and HCN surface. The N4 system is constructed along the
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two-dimensional slice as described in Section 4.2.1 and shown in Figure 4.3.

For the HCN surface, both the two-dimensional slice shown in Figure 4.6 and

the full three-dimensional space as described in Section 4.2.2 are constructed

to assess the effect of the dimension as it relates to the number of required

tabulations. For each error tolerance, a large number of random configuration

points were selected to build the surface. As seen in Figure 4.4, the number

of points stored asymptotically converges to a limit value with a large number

of queries. The number of tabulations were recorded after this phase of the

table build-up process is reached.

Figure 4.10 shows the variation of the tabulated points with error tol-

erance for different surfaces. Note that the plot is nearly linear with slight

curvature at large error tolerance values. This is essentially due to the fact

that at large tolerances, the maximum radius limit is reached, and the ellipsoid

radius is based on the specified limit value rather than the error tolerance and

singular value of the Hessian matrix. At lower error tolerance values, it is seen

that the slope changes with the dimensionality of the surface, with a value of

−3/2 for the three-dimensional surface and −1/2 for the two-dimensional sur-

face. From these results, α = 1/2 in Eq. 4.20, and the slope scales as −Nd/2

for a Nd dimensional system.
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Figure 4.10: Total tabulations for full PES construction with varied εtol.

4.2.4 Computational Cost and ATPES Usage

The main computational cost in using ATPES is the evaluation of the

Jacobian and the Hessian of the potential. Often, in ab initio quantum calcu-

lations, the Jacobian of the PES can be evaluated analytically. More rarely,

even the Hessian can be obtained analytically via ab initio methods [153,154].

However, in the absence of such results, these quantities have to be obtained

using finite difference approximations. Typically, a very small step in nu-

clear coordinates is taken, the potential reevaluated, and the difference used

to obtain the derivative [67]. For a second-order central-difference scheme, the

Jacobian would involve Nd such evaluations, while the Hessian will require

2N2
d computations. Hence, the total number of ab initio calculations would be

2N2
d +Nd + 1 for each point at which an ellipsoid is stored.

This computational throws into sharp relief the potential advantages

152



and disadvantages of ATPES. When the objective is to construct only the PES

but for no further purpose (rather unlikely), the entire configuration space has

to be queried. This is potentially an expensive exercise, especially when each

stored point will require the above number of ab initio evaluations. However,

for large dimensional PES, ATPES still offers a robust methodology for probing

the configuration space. The ATPES method has no limitation in terms of the

number of dimensions of the PES, although the computational cost scales as

the square of the number of dimensions (per stored point).

The other use of ATPES will be in direct dynamics for either classical

or quantum dynamics calculations [145, 155]. Here, a set of trajectories have

to be evolved on the PES for a finite amount of time. In this situation, it

is possible that many different trajectories pass through points close to one

another. The ATPES storage and retrieval could vastly reduce the computa-

tional time in these cases. The coupling to quasi-classical trajectory analysis

(QCT) is currently being pursued with the ATPES method.

4.2.5 Summary of Observations

It was shown that the proposed method preserved the error tolerance

in the benchmark tests, leading to a PES accessed with a priori specified but

a posteriori bounded error estimate. Furthermore, the a posteriori error is

considerably smaller than the specific tolerance, indicating that the algorithm

is conservative in its tabulation strategy. In general, an error tolerance that

is comparable to the error introduced in the electronic structure calculation
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should be used.

Benchmark test cases also demonstrate that the number of tabulations

or ab initio evaluations scale as the power of Nd/2. A strictly structured

representation of the Nd dimensional space using a tensor product of one-

dimensional lines would lead to scaling as a power of Nd. The number of

tabulations as a function of error tolerance does not seem to possess a simple

constant slope and depends on the features of the PES, although the scaling

for the benchmark cases is approximately linear. The cost associated with each

ellipsoid is shown to scale quadratically with the number of dimensions. Nev-

ertheless, the ATPES approach provides an efficient construction methodology

for very high dimensional PESs.

4.3 Results: Subspace Tabulation during QCT Simula-
tion

The ATPES method was tested and compared to the previous methods

within the VENUS program for the dissociation reaction H2CO −→ H2 +

CO. The potential energy, gradient, and Hessian were calculated during the

simulation using NWCHEM [156]. For this system, an unrestricted Hartree-

Fock method was used with the 6-31G** basis set for each atom [53–55].

A Hessian integration technique was used to simulate the trajectories

as opposed to a standard symplectic integrator (e.g., the Verlet method). It

has been shown that this technique decreases the computational time per

trajectory by reducing the number of required gradient calculations. Also, a
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Hessian updating scheme was implemented, so each direct Hessian calculation

was used in a compact finite difference scheme to approximate neighboring

Hessian values. A new Hessian was directly calculated every eighth update.

Each trajectory was sampled near the transition state of the reaction and was

simulated for 24 fs with a timestep of 0.1 fs. In comparison tests, the same

batch of initial conditions were used.

4.3.1 A Brief Overview of the Findings

The ATPES method was incorporated into the VENUS program. Two

implementations were analyzed: (1) using ATPES to fully define the PES and

the gradient for standard integration schemes, and (2) using ATPES to define

ellipsoids of accuracy (EOA) which were in turn used in the Hessian integration

scheme. Note that both implementations took advantage of Hessian updating

by compact finite difference. A brief summary of each follows.

The first implementation only used ATPES as an interface between

VENUS and NWCHEM, and for each time ATPES was called, either the

directly calculated gradient or a linear approximation of the gradient was re-

turned. Though the use of ATPES was faster than directly calculating the

gradient from NWCHEM at each timestep, a simple comparison showed that

the Hessian integration scheme was both faster and more accurate. The rea-

son is that the ATPES method defines the gradient as linear function in an

ellipsoid around a locally tabulated point. Because the gradient is always as-

sumed to be linear, the error tolerance must be set low enough to account for
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the nonlinear nature of the PES and to ensure that the simulated path did

not diverge from the true path. The Hessian integration method also uses a

linear form of the gradient in the predictor step. This predictor step is carried

out to some trust radius, a conservative estimate of a local hypersphere. If

only the predictor step were being used, the trust radius would need to match

the minimum radius of a local ellipsoid of accuracy. However, the Hessian

integration algorithm utilizes a correction step, and a new data point is used

to define a fifth order polynomial to describe the potential, which in turn

is used to correct the trajectory. To achieve similar accuracy, it was found

that the trust radius was approximately an order of magnitude larger than

the minimum radius of the ellipsoids because of this correction step. Overall,

the Hessian integration method was faster and more accurate than this initial

implementation of ATPES.

In the second implementation, the ATPES infrastructure was combined

with the Hessian integration scheme as an accelerator. Though the Hessian

integration scheme was faster than the original ATPES set up, it did not

store any of the directly calculated potential data for later use, and the trust

radius only changed marginally throughout a trajectory. So, instead of using

a hypersphere during the predictor step, an ellipsoid of accuracy from ATPES

was used (and stored for later use). Furthermore, because the trust radius is

defined conservatively, it was set as a minimum radius of the EOA. It was found

that this implementation significantly accelerated the trajectory calculations.

Using the H2CO system, for a test batch of 100 trajectories sampled near
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the dissociation saddle point, the computational time was reduced by half.

In this test, it was also observed that a subset of trajectories were integrated

without any required PES calculation because the trajectory followed a similar

path along the PES, which had been previously tabulated. After establishing

the merits of the new method, a set of 1,000 trajectories was simulated and

analyzed for this implementation.

Though the use of ATPES as an accelerator of the Hessian integration

method is significant, it was observed that fully defining the PES only using

ATPES is not practical for large QCT simulations, where millions of trajec-

tories are simulated. The reason is due to the unchanging dimension of the

ellipsoids (3N−6). In regions near saddle points, i.e., where the reaction path

branches, the path is sensitive to all of the dimensions of the system. However,

in the entrance and exit channels, for instance, the PES can be typically be de-

coupled (note that other regions of the PES may also exhibit this nature). For

example, for H2 + CO sufficiently separated, the PES is approximately a pair

of decoupled functions, one based on the H2 bond distance and other based

on the CO bond distance. However, the ATPES method does not disregard

the other dimensions used to define the phase space of the system. Though

the singular values corresponding to the “unimportant” dimensions go to zero

(indicating that the radii of the EOA in that dimension goes to infinity), the

EOA is restricted by a user-defined maximum radius, which is set sufficiently

low to avoid trouble near inflection points (note that inflection points are not

just located in the entrance and exit channels). Even if the maximum radius
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is increased, the dimension of the system is still fully coupled at all regions in

the phase space. The result is too many tabulations in regions of the phase

space that could be decoupled.

As a comparison, analytical fits use two-body, three-body, etc. expan-

sions to define the PES, significantly reducing the dimension of the system

in certain regions of the PES. Often, these fits are found to be sufficiently

accurate for the purposes of large-scale QCT simulations. In summary, there

is a tradeoff between automation and dimension reduction and intuition. To

demonstrate this, the exit channel of a PES was fit analytically to a high level

of accuracy using only a small set of the tabulated points generated by the

ATPES scheme. This shows that though the ATPES scheme is fully auto-

mated, it requires too many tabulations compared to accurate representation

using an analytical form based on fewer direct calculations.

4.3.2 ATPES as an Accelerator

ATPES was the incorporated with the Hessian integration scheme to

enhance (accelerate) the predictor step. Three methods were compared in this

work. First, the previously developed updating trust radius (UTR) method

was used. An average trust radius is specified by the user at the start of each

trajectory and it is used during the predictor step of each trajectory. This

radius may increase or decrease at the end of each correction step depending

on the residual between the predictor and corrector steps. An average trust

radius of 0.04 Å was used in this test.
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The second method utilized the ATPES implementation by using the

ellipsoids of accuracy (EOA) instead of the trust radius. For each predictor

step, an ellipsoid was utilized instead of the sphere characterized by the trust

radius. Each ellipsoid was bounded by an error tolerance of 0.2 kcal/mol and a

maximum radius of 0.3 Å. The final method combined the trust radius with the

ellipsoid of accuracy. In short, the trust radius is treated as a minimum radius

in each principal direction, and the ellipsoid expands the radius if possible.

One hundred trajectories were simulated per method to quantify the

average distance per predictor step, average number of Hessian calculations per

trajectory, and the average CPU time per trajectory. Note that the trajectory

paths for each method are nearly identical. The only noticeable difference

was in non-reacting trajectories, where the phase of hydrogen vibration varied

slightly depending on method. Table 4.2 summarizes the average results.

UTR EOA EOA+UTR

Average distance per predictor step (Å) 0.074 0.050 0.114
Average Hessian calculations per trajectory 9.39 9.40 4.49

Average CPU time per trajectory (s) 190 193 104

Table 4.2: Average number of calculations and timing for each test averaged
over 100 trajectories

First consider just the UTR and EOA methods. In comparing the av-

erage distance travelled per predictor step, the EOA method is approximately

66% of the UTR method. Thus, for identical trajectories, the EOA method

required more Hessian calculations. However, as the table shows, the UTR
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and EOA methods both required approximately the same number of Hessian

calculations and CPU time per trajectory. This discrepancy is explained by

the storage of ellipsoids in the ATPES implementation, which tabulates the

PES calculations throughout the entire simulation. So, for some trajectories,

previous PES calculations could be used to define the Hessian instead of the

requiring a new calculation.

The combination of both methods reduces the average CPU time per

trajectory by almost 50%. The advantages of the EOA storage and the in-

creased distance per predictor step via the trust radius both accelerate the

method, resulting in a significant reduction of the required computational

time. To further understand how this improvement arises, Figure 4.11 shows

the CPU time per trajectory sorted from fastest to slowest.
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Figure 4.11: Sorted computational times per trajectory for each test.

The CPU times for the UTR method are relatively consistent for every tra-
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jectory, ranging from 170 s to 210 s. In contrast, the CPU times for the EOA

method vary dramatically. Some trajectories take as much as 350 s, but 20 of

the trajectories take only approximately 1 s. These 20 correspond to trajec-

tories along the PES that has already been tabulated for another trajectory.

So, even though the averages of both the EOA and UTR methods are similar,

the actual time per trajectory of each method is dissimilar. The combined

method shows that some of the trajectories cost very little, similar to the

EOA method. Also, similar to the UTR method, the variation in CPU time

per trajectory is much smaller. In summary, the combined method utilizes the

advantages of both the UTR and EOA method, and the cost per trajectory

decreases significantly as a result.

To compare the EOA and EOA+UTR methods, Figure 4.12 shows the

required number of tabulations per trajectory.
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Figure 4.12: Number of tabulations per trajectory for each test.
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The figure shows that enforcing a minimum radius, i.e., the trust radius, de-

creased the number of tabulations per trajectory. Furthermore, as more tra-

jectories are calculated, portions of the PES along the trajectory may have

already been calculated, which decreases the number of required tabulations

for a trajectory. To test this, the combined method was used to simulate 1000

trajectories. Figures 4.13 and 4.14 show corresponding results.
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Figure 4.13: Sorted computational times per trajectory for EOA+UTR
method.
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Figure 4.14: Number of tabulations per trajectory for EOA+UTR method.

The average CPU time for the entire batch of trajectories was 102 s, so in-

creasing the number of trajectories did not improve the results compared to

the first 100 trajectories. The total number of tabulated ellipsoids was approx-

imately 35,000, but this is still too sparse to fully define the PES. Even so, the

method improves upon and accelerates the previously developed trust radius

method as it stores and tabulates the PES during trajectories. Larger samples

of trajectories may be required to determine if significant improvements in

total computational time may be realized for low probability processes that

require very large numbers of trajectories to obtain adequate statistics. How-

ever, after many tabulations, as is the case in this test, an analytical function

might serve better than the ATPES implementation. This is explained further

in the next section.
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4.3.3 The Problem with Full Automation

For this relatively small number of trajectories (< 1000), the ATPES

implementation accelerates the trajectories significantly (by 50% in this test).

However, for low probability reactions, where millions of trajectories must be

simulated to accurately predict the rate, this implementation is impractical.

The reason is due to the possible dimensionality reduction of the system in

the entrance and exit channels of the reaction. For instance, functional forms

are able to decompose the potential into low-dimensional fits that still accu-

rately describe the PES in these regions. So, in the H2 + CO exit channel,

both the H2 and CO can be accurately represented by decoupled oscillating

molecules. However, the ATPES algorithm does not easily recognize this de-

coupling (i.e., dimension reduction), so many additional ellipsoids are needed

to fit the original, high-dimension surface.

To demonstrate this conclusion, some of the tabulated ellipsoids for the

H2CO trajectories were used to determine an approximate analytical fit for the

product channel, H2 + CO. In this region, the functional form is assumed to

be

V (rHH′ , rCO) = Vo + V2,HH′(rHH′) + V2,CO(rCO) (4.21)

where Vo is a constant, and V2,HH′ and V2,CO are two-body potential functions

for the HH′ and CO molecules, respectively. Each two-body potential function

was defined as

V2(r) =
8∑
i=1

ci exp(−(r − re)) (4.22)
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where re is the equilibrium bond distance, and ci is a set of 8 coefficients per

molecule.

The full set of ellipsoids was not used in the fit. Instead, only the

ellipsoids wherein H2 and CO were sufficiently separated were used in the fit

(denoted as the decoupled state). As a point of reference, Figure 4.15 shows

a small subset of the tabulated ellipsoids.
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Figure 4.15: Subsection of tabulated points and corresponding interatomic
radii.

The figure shows the ellipsoids tabulated for 15 of the 1000 trajectories, of

which, 9 trajectories reacted. Only the tabulations where rCH > 4 Å were used

in the fit. For 1,000 simulated trajectories (as presented in the previous sec-

tion), approximately 35,000 ellipsoids were tabulated, of which, 5,800 were in

the decoupled state. Of the 5,800 tabulations in the decoupled state, 100 were

randomly chosen to define the coefficients of the analytical form. Figure 4.16
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shows the two body potential for the HH′ and CO molecules.
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Figure 4.16: Two-body potential for HH′ and CO molecules, respectively.

Notice that the HH′ bond distance is over a much larger domain than the

CO bond distance, and the corresponding potential varies over a wider range,

too. This is because reactive trajectories only passed through this subspace

of the total phase space. Similarly, 4.17 shows the full analytical fit and the

tabulated points used to define the coefficients (white points)
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5/17/16, 10:29 AM

Page 1 of 1file:///Users/svoelkel/Documents/scripts/matlab/venus/multiple.trajectories/pes_coupled.svg

Figure 4.17: Analytical representation of PES in decoupled state (white dots
represent the tabulated points used to define the coefficients).

In this decoupled state, both the HH′ and CO molecules oscillate around the

combined potential minimum.

To quantify the error of this fit, we calculate root mean square (RMS)

of the difference between the analytical form and the tabulated potential used

to define the coefficients. Of the 100 points used in the fit, the RMS error of the

analytical function is 0.013 kcal/mol. Also, the remaining 5,700 points were

compared to the analytical fit, and the RMS error compared to the tabulated

data points not used in the fit was 0.027 kcal/mol. This is approximately twice

the RMS error compared to the fitted points, but this error is still quite low.

Figure 4.18 shows the error of the analytical fit compared to all of the directly

tabulated points. Note that each subfigure shows the same results projected

along the two bond distances used in the fit.
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Figure 4.18: Error of the analytical fit compared to the tabulated potentials.

The figure shows that most of the errors are near zero, but the analytical fit

has poorer accuracy as rHH′ increases and rCO is near its equilibrium bond

distance. Note that this error could easily be minimized by using a different

functional form (e.g., the mixed exponential Gaussian (MEG) used by some

groups) and/or more coefficients.

Overall, this process shows that of the tabulated points in decoupled

states (i.e., portions of the phase space where the potential can be decoupled),

only a small subset of data points is actually needed to describe the potential

of the system. In this case, the decoupled state was accurately defined using

100 points, or approximately 2% of the total tabulated points in this sub-

space. Thus, when millions of trajectories are required, the ATPES method is

impractical compared to the analytical fit. The tradeoff between automation

and dimension reduction is too high in this scenario.
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4.4 Concluding Remarks

For Born-Oppenheimer approximation-based computational chemistry

calculations, an error-bounded algorithm for storing and retrieving high-dimensional

PESs was developed. The ATPES method uses a truncated Taylor series to

locally approximate the PES using linear interpolation about a stored point.

In addition, the Hessian information is used to construct a region of accuracy

within which this interpolation is valid. The ROA is defined in terms of ellip-

soids with varying orientations and sizes that depend on the local curvature

of the surface. A user-specified error tolerance for reconstruction is used to

constrain the size of the ellipsoids, so that stricter tolerance will lead to smaller

ellipsoids.

This method was first applied to general PES construction. The fit of

the N4 PES along a 2D slice showed the convergence of required EOAs to access

the PES for a fixed error tolerance. The fit of the 2001 MourikKnowles PES

along a 2D slice showed that the ATPES method converged consistently with

the error tolerance. In comparing the relation between the required number of

tabulations with the error tolerance, it was observed that the ATPES method

scales poorly as the dimension of the configuration space increases.

Next, instead of focusing on general PES construction, the ATPES was

implemented as an accelerator for Hessian-based integration schemes. To test

this approach, the ATPES method was integrated within the VENUS QCT

program, acting as a buffer between the trajectory simulation and the PES

access. Unimolecular dissociation of H2CO was simulated using this approach,
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with quantum chemistry calculations performed by the NWCHEM program.

It was observed that the ATPES method accelerated the standard Hessian-

based integrator by a factor of 2 without significant loss to the accuracy of the

trajectory simulation.
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Chapter 5

QCT Analysis of Chain Reactions of in

Hydrogen-Air Chemical Mechanism1

5.1 Introductory Remarks

QCT analysis is used to model vibrational nonequilibrium in hydrogen-

air mixtures, specifically focusing on combustion in scramjets. Recall that

nonequilibrium is introduced in scramjet flows throughout the inlet shock train

and at the fuel injection site. In the inlet, a series of compression shocks give

rise to vibrationally cool air (high-lying vibrational states are underpopulated).

At the fuel injection site, cool fuel at high pressure is injected into the air

stream. Upon injection, the fuel expands, resulting in vibrationally hot fuel

(high-lying vibrational states are overpopulated). So, leading up to ignition,

the two mixtures are in competition: (1) the vibrationally hot fuel enhances

the reaction rate, and (2) the vibrationally cool air suppresses it.

However, this is not the whole story. We must also consider the rami-

fications of energy conservation. That is, for vibrationally cool air, the trans-

lational and rotational energy of the air are greater than would be predicted

1The work presented in this chapter was originally published in Shock Waves (S. Voelkel,
V. Raman, and P. L. Varghese, Shock Waves, 26(5):539–549, Mar 2016.). Contributions by
Venkat Raman and Philip Varghese were editorial.
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by an equilibrium simulation (i.e., the air is translationally and rotationally

hotter than they would be at equilibrium). The inverse is true for the fuel at

the inlet. So, in addition to the competing vibrational effects of air and fuel,

we must also consider the relative enhancement/suppression of the reaction

rate via the corresponding rotational-translational nonequilibrium.

In summary, assuming that the flow is characterized by a translational-

rotational temperature T and a species-specific vibrational temperature Tv,i,

the average temperature field leading up to reaction is characterized as follows:

Air : T > Te and Tv,O2
, Tv,N2

< Te (5.1)

Fuel : T < Te and Tv,H2
> Te, (5.2)

where Te is the temperature when the system is in thermal equilibrium. Be-

cause much of the focus in thermal nonequilibrium modeling is devoted to the

reentry problem (where vibrational energy is always underpopulated), most

nonequilibrium models do not account for the conditions in Eq. 5.2. Thus, for

the scramjet system, one cannot assume a priori that the conventional mod-

els are sufficient. Hence, we utilized QCT analysis to validate (or invalidate)

the conventional nonequilibrium models. This data was then used to develop

a new model specifically tuned for hydrogen-air flows at typical combustion

temperatures.

With this in mind, consider the mechanism itself. Here, we consider

the hydrogen-air chemical mechanism made up of nine chemical species, i.e.,

H2, O2, H, O, OH, H2O, HO2, H2O2, N2.
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Several reaction mechanisms have been developed for this system (e.g., Refer-

ences [157, 158] for instance), but in general, the following reaction paths are

modeled:

• H2-O2 Chain Reactions

• H2-O2 Dissociation Reactions

• Formation and Consumption of HO2

• Formation and Consumption of H2O2

The reactions where vibrational nonequilibrium is most important are the

reactions that initiate the combustion process - i.e., the chain reactions given

by

H + O2 −→ O + OH (5.3)

O + H2 −→ H + OH (5.4)

OH + H2 −→ H + H2O (5.5)

OH + OH −→ O + H2O. (5.6)

The first two reactions are chain branching reactions (net radical production)

and are critical to ignition and flame stabilization [159]. The latter two reac-

tions produce H2O and are important because vibrational relaxation is highly

sensitive to H2O concentration. H2O is a polar molecule with a large colli-

sion cross-section, and because it is a triatomic molecule, it also has relatively

closely spaced bending vibrational energy levels. Thus species relax towards
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equilibrium more rapidly when colliding with H2O. Here, the first three of

these chain reactions are analyzed using QCT analysis.

5.1.1 Theoretical Details

The QCT method and program discussed in Sections 2 and 3 were

utilized to study these reactions. Additional details specific to this particular

simulation follow.

A modified approach was utilized for the three-atom reactions (i.e.,

Eqs. (5.3) and (5.4)). For these reactions, both the impact parameter and

relative speed were sampled uniformly based on a user-defined minimum and

maximum value. This strategy is used instead of Monte-Carlo integration

method, which imposes a macroscopic distribution on sampled trajectories.

As discussed in Section 6.1, this sampling method decreases the uncertainty

associated with initial conditions that are rarely sampled (i.e., b ≈ 0 A). Note

that the internal state was still sampled from a Boltzmann distribution given

a user-specified temperature.

Uniform sampling modifies the rate calculation as follows. First, the

initial orientation is still randomly sampled, so the probability of reaction is

still as approximated

Pr(g, b;Tr, Tv) ≈ η(Tr, Tv)
Nr(g, b;Tr, Tv)

N(g, b;Tr, Tv)
, (5.7)

where η is the normalization constant associated with decoupling the vibra-

tional and rotational mode distributions (see Eq. (2.135) in Section 2.3.3 for
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more details). Note that the initial orientation τ , the vibrational quantum

number v, and the rotational quantum number J are each randomly sampled

from their respective PDFs. Both the impact parameter and relative speed are

discretized into cells, denoted by bi for i = 1, . . . ,Mb and gi for i = 1, . . . ,Mg,

respectively. This formulation does not change the definition of the Eq. (5.7)

except that N and Nr now refer to trajectories sampled within bi and gi, and Pr

now represents the average probability within the cell. The impact parameter

is now approximated by

σr(g;Tr, Tv) = η(Tr, Tv)

∫ bmax

0

2πbPr(g, b;Tr, Tv) db (5.8)

≈ 2πη(Tr, Tv)

Mb∑
i=1

biPr(g, bi;Tr, Tv)∆bi. (5.9)

As N → ∞, the uncertainty associated with the Monte-Carlo method de-

creases, and as ∆bi → 0, the error associated with the approximate integral

decreases. Thus, Eq. (5.9) converges consistently to Eq. (5.8). In a similar

way, the reaction rate is now approximated by

kr(Tt, Tr, Tv) = η(Tr, Tv)

∫ gmax

0

gfg(g;Tt)σr(g;Tr, Tv)dg (5.10)

≈ η(Tr, Tv)

Mg∑
j=1

gjfg(gj;Tt)σr(gj;Tr, Tv)∆gj, (5.11)

where gmax is defined so that σr = 0 for all g > gmax. Combining Eqs. (5.7)

and (5.9) with Eq. (5.12), the final form of the rate calculation is:

kr(Tt, Tr, Tv) ≈ 2πη(Tr, Tv)

Mg∑
j=1

Mb∑
i=1

bigifg(gi;Tt)
Nr(gj, bi;Tr, Tv)

N(gj, bi;Tr, Tv)
. (5.12)
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In summary trajectories are sampled so that g and b are uniform and τ , v,

and J are sampled from their PDFs, and the results are tabulated based on

the cells used to discretize the impact parameter and speed.

Unlike the three-atom reactions, the QCT simulation for the reaction in

Eq. (5.5) utilized the standard Monte-Carlo integration theory as described in

Section 2.3.2. A unique vibrational temperature was assigned for each reactant

(denoted as Tv,OH and Tv,H2
), but the rotational temperature was assumed to

be the same as the translational temperature (collectively denoted as T ). In

total, the reaction rate for Eq. (5.5) was calculated by

kr(T, Tv,OH, Tv,H2
) ≈ πb2

max

(
8kBT

πµ

)1/2

× η(T, Tv,OH, Tv,H2
)
Nr(T, Tv,OH, Tv,H2

)

N(T, Tv,OH, Tv,H2
)
, (5.13)

where η is now the normalization constant of the combined OH-H2 internal

energy distribution. Note that N and Nr now refer to trajectories where τ , b,

g, nOH, and nH2
were each sampled from their respective distribution.

5.2 Simulation Details

For each reaction, an accurate and well-documented PES was chosen

from the literature to run the QCT simulations (no such PES was publicly

available for the reaction in Eq. (5.6), so it was not analyzed). For the

HO2 system, we used the XXZLG global PES developed by Xu et al. for

HO2(X2A
′′) [76, 160]. For the H2O system, QCT trajectories were run for
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both the 3A′ and 3A′′ electronic states, which required running the QCT cal-

culations twice. Then, the present reaction rates were obtained by averaging

the two states so that k = (k3A′ + k3A′′)/3 [122]. We used the GLDP1 global

PES for OH2(3A′) developed by Rogers et al. [74], and the BMS1 global PES

for OH2(3A′′) developed by Brandão et al. [75], which was an extension of a

PES developed by Rogers et al. [74]. Finally, we used WDSE-RB global PES

for OH3 developed by Rashed and Brown [73], which was an extension of the

Schatz-Elgersma analytical fit to the Walsh-Dunning PES [161].

For the reactions in Eqs. (5.3) and (5.4), the relative impact parame-

ter was uniformly sampled from 0 Å up to 6 Å. The cutoff was chosen so as

to ensure that the probability of reaction beyond bmax was effectively zero.

The cross-section was then calculated using Eq. 5.9, with b discretized into

24 evenly spaced cells. The relative speed was also uniformly sampled. The

minimum sampled speed was 10−4 as likely as the most probable speed based

on a Maxwell distribution at 500 K, and the maximum sampled speed was

10−8 as likely as the most probable speed based on a Maxwell distribution

at 2,500 K. The reaction rate was then calculated using Eq. 5.12, with g dis-

cretized into 50 evenly spaced cells. Finally, the internal state of the reactants

was sampled from a two-temperature Boltzmann distribution as described in

Ref. [90], where Tv and Tr were sampled independently at 25 evenly-spaced

points ranging from 500 K to 2,500 K.

In total, for 50 relative speed cells, 5 vibrational temperatures per

species, and 5 rotational temperatures per species, a total of 1,250 cross-
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sections were calculated for the reactions in Eqs. (5.3) and (5.4). For each

cross-section, 50 thousand trajectories were sampled, which corresponds to

62.5 million trajectories per reaction. For O + H2, an additional set of tra-

jectories were sampled because two PESs were implemented to account for

the two possible electronic states. From this set of cross-sections, the reaction

rate versus Tt, Tv, and Tr was calculated for 111 translational temperatures

uniformly spaced from 400 K to 2,600 K. Then, using the multivariate interpo-

lation and regression (MIR) scheme proposed by Wang et al. [162], the reaction

rate versus T and Tv was interpolated onto a dense grid (where T = Tt = Tr).

For the reaction in Eq. (5.5), a different approach was implemented so

that each species could be characterized by its own vibrational temperature.

Almost 32 thousand cross-sections would need to be calculated to implement

the same quasi-state-specific sampling strategy as described above. However,

the results of interest for this study are the reaction rates derived from a

translation-rotation temperature T and a species-specific vibrational temper-

ature Tv,i. As a result, the standard Monte-Carlo technique was implemented

for reactants described by T and Tv,i. Each temperature was discretized from

500 K to 2,500 K using 10 points. For each temperature combination, 100

thousand trajectories were sampled, so in total 100 million trajectories were

sampled for this reaction. As with the first two reactions, the rate was inter-

polated onto a dense grid of temperatures using the MIR scheme [162].
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5.3 Simulation Results

Here, the relative effect of the vibrational nonequilibrium on the re-

action rate is quantified via the averaged efficiency function of the reaction,

given by

ϕ(T,Tv) =
k(T,Tv)

keq(T )
(5.14)

where Tv = (Tv,H2
, Tv,O2

, . . . ) is the set of vibrational temperatures, and keq(T )

is the equilibrium reaction rate (i.e., Tv,i = T for all i). The efficiency function

quantifies the relative effect of vibrational nonequilibrium on different reactions

and reactants. For the reactions H + O2 and O + H2, there is only one relevant

Tv (i.e., Tv,O2
and Tv,H2

, respectively). For OH + H2, both Tv,OH and Tv,H2
are

used to calculate the efficiency function. Figures 5.1a through 5.1d show the

calculated efficiency function surfaces for the three reactions studied. The ratio

Tv/T was used as the y-axis to emphasize the effect that a fractional change in

the vibrational temperature has on the fractional change in the reaction rate

(i.e., the efficiency function). In Fig. 5.1c, the vibrational energy of H2 and OH

are characterized by Tv and T , respectively. This corresponds to a system in

which H2 is not in thermal equilibrium, but OH is in thermal equilibrium. In

Fig. 5.1d, the reverse is true. The dashed black line on each figure corresponds

to the case where Tv = T . Finally, the color axis was set to be the same for

each plot, so the relative impact of vibrational nonequilibrium per reaction and

reactant could be easily observed. As a general observation, when Tv < T the

reaction rate decreases (ϕ < 1, and when Tv > T the reaction rate increases
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(c) OH(T ) + H2(Tv) → H + H2O
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(d) OH(Tv) + H2(T ) → H + H2O

Figure 5.1: Efficiency function surface versus T and Tv/T

(ϕ > 1). The relative impact of vibrational nonequilibrium varies among

reactions and also among reactants within each reaction.

The reaction H+O2(Tv)→ O+OH, shown in Fig. 5.1a, has the largest

sensitivity to vibrational nonequilibrium of O2 at all temperatures when com-

pared to the other reactions. Near 800 K, a 20% increase or decrease in the vi-

brational temperature corresponds to an approximate 15% increase or decrease

in the reaction rate, respectively. It is important to note that the fraction of

energy in the vibrational modes is smaller at lower temperatures. Hence, even

small changes in the vibrational distribution at these lower temperatures sig-
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nificantly affects reaction rate. As the translational temperature increases, the

effect of vibrational nonequilibrium is diminished slightly. So, near 2,000 K,

only a 10% increase or decrease is observed for the same 20% increase or de-

crease in the vibrational temperature. This is explained by comparing the

total energy of the molecule compared to the activation energy barrier for en-

dothermic reactions. For translational and vibrational temperatures near the

reaction threshold, the combination of the sampled translational, rotational,

and vibrational energies (i.e., the total energy of the system) will be close

to the activation energy. Thus, a small increase or decrease in the average

sampled vibrational energy will have a much more dramatic effect on the reac-

tion. This is observed for translational temperatures near and below 1,200 K.

However, above this region, the total energy of the system tends to be much

higher due to the contributions of the rotational and translational energy char-

acterized by T . Thus, even if Tv is significantly different than T , the sampled

total energy of the system is still likely greater than the required activation

energy. So, even though a specified fractional increase or decrease corresponds

to a greater disparity between T and Tv for a higher T , the efficiency of the

reaction is still less sensitive to Tv. In short, T is sufficiently high to activate

the reaction regardless of Tv.

Similar results were obtained for the other endothermic reaction O +

H2(Tv) → H + OH, as shown in Fig. 5.1b, but the effect of H2 vibrational

nonequilibrium was slightly less pronounced. In comparing this system to the

H+O2 system, at 800 K, the peak efficiency function variation decreased from
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±15% to approximately ±12% of the equilibrium reaction rate. Similarly, at

2,000 K, the peak efficiency variation decreased from ±10% to approximately

±8%. As with the H + O2 system, as the temperature increased, the effect of

vibrational nonequilibrium decreased.

The magnitude of the reaction rate efficiency variation for the exother-

mic reaction OH(T ) + H2(Tv)→ H + H2O, was similar to the O + H2 system,

but the opposite trend was observed as T increased (see Fig. 5.1c). That is, the

efficiency function varied only ±4% when T = 800 K compared to ±10% when

T = 2, 000 K. The increased sensitivity at high temperatures for this reaction

demonstrates the complexity of predicting the effect of vibrational nonequilib-

rium on the reaction rate. This observation is strengthened by Fig. 5.1d, which

shows the efficiency function for OH(Tv) + H2(T )→ H + H2O. Compared to

H2, vibrational nonequilibrium of OH has a negligible effect on the reaction

rate in this temperature range. In fact, the efficiency factor is unaffected by

a 20% increase or decrease in the vibrational temperature regardless of the

translational temperature. It is important to remember that this figure is de-

rived using the same PES as that shown in Fig. 5.1c. These results, in tandem

with the efficiency functions of the other reactions, strongly suggest that the

effect of vibrational nonequilibrium depends not only on the reaction, but also

on the vibrational population distribution of the individual reactants.

To compare the effect of vibrational nonequilibrium among the reac-

tions and reactants directly, slices of the efficiency function surface at fixed T

and Tv/T were examined. Figures 5.2a and 5.2b show the efficiency function
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for a constant translational temperature, fixed at 1,200 K and 1,600 K, respec-

tively. Figure 5.2a is representative of the effect of vibrational nonequilibrium
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Figure 5.2: Slices along efficiency function surface for fixed T

close to the ignition zone in a scramjet engine. Here, any change in the reac-

tion efficiency will affect the induction time necessary to obtain stable ignition.

For instance, based on the the HyShot II scramjet reference configuration, air

enters the combustor at a speed of Mach 2.3 with pressure and temperature

at 57 kPa and 1,500 K, respectively [14]. At these conditions, using the empir-

ical relation presented by Millikan and White [36], the vibrational relaxation

timescale of O2 is approximately 40µs. At these flow conditions, this timescale

represents significant flow length scales, O(5− 10 cm). This timescale is com-

parable to the bulk flow and reacting timescales of this scramjet, so if the

critical initiation reaction H + O2 → O + OH is reduced by 13% because Tv is

only 80% of T , as shown in the figure, then the induction length scale increase

caused by vibrational nonequilibrium is non-negligible.
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Another pattern that is discernible is the presence of a hierarchy. That

is, O2 vibrational nonequilibrium has the most dramatic effect on the reac-

tion rate, followed by H2 (comparable for both reactions). Finally, OH has

a negligible effect on the reaction rate. At first, it appears that an efficiency

model based on the reactant as opposed to reaction might be valid (this would

be useful because many reactions do not have a PES available for a QCT

study). However, if the slices are examined for a fixed Tv/T ratio, as shown in

Figs. 5.3a and 5.3b, this pattern is no longer as clear. In Fig. 5.3a, Tv is fixed at
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Figure 5.3: Slices along efficiency function surface for fixed Tv/T

80% of T , a likely scenario in the region after a shock. At low temperatures,

near 800 K, each reaction and reactant has a different effect. For instance,

depending on the reaction, H2 decreases the rate by either 4% or 12%. This

does not support the claim that the reaction efficiency can be parametrized

by the reactant alone. However, at this low temperature, the reaction rate is

sufficiently low that a loss in efficiency at this range is irrelevant to scramjet

operating conditions. The efficiency function for temperatures at and above
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1,200 K will have a more measurable impact on the combustion process. In this

region, the hierarchy of efficiency based on the reactant is still apparent. The

endothermic reactions have a positive slope, and, in contrast, the exothermic

reaction has a negative slope. However, as the temperature increases, all of

the curves level out. Consistent with the previous plots, this figure also shows

that OH has only a marginal effect on the reaction rate.

Figure 5.3b shows the efficiency function versus T with Tv fixed at

120% of T . In the context of a scramjet flow, reactions with H2 are in this

temperature regime. Interestingly, in conjunction with the other plots, it pro-

vides further evidence that the efficiency of the reaction is similarly affected

for both Tv < T and Tv > T . Qualitatively, it is a mirror image of the plot

in Fig. 5.3a across ϕ = 1, which corresponds to the equilibrium condition.

The same general observations can be made, the only difference being that

the magnitude of ϕ is slightly increased.

5.3.1 Statistical Uncertainty Estimation

Here, the statistical uncertainty associated with a finite number of sim-

ulated trajectories used to compute the reaction rates is analyzed for these

reactions. The statistical uncertainty is defined as the relative uncertainty ε

associated with the Monte-Carlo method, where ε is the 95 % confidence inter-

val (two standard deviations from the mean) normalized by the mean. Note

then that the 95 % confidence interval of the reaction rate is kr(1 ± ε). Fig-

ure 5.4 shows the uncertainties of the calculated sorted from lowest to highest,
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and Table 5.1 shows the corresponding mean and maximum uncertainties of

each reaction.

Figure 5.4: Sorted relative uncertainties of the directly calculated rates.

Table 5.1: Relative uncertainty of directly calculated rates.

reaction ‖ε‖2 ‖ε‖∞
H + O2 0.641 1.94
O + H2 (BMS1) 0.258 1.40
O + H2 (GLDP1) 0.297 1.61
OH + H2 0.240 0.836

The uncertainty for each reaction varies considerably due to wide range of

states considered. In general, the high uncertainties correspond to the rates at

low temperatures (and vice-versa). For each reaction, the span of uncertainties

varies by approximately an order of magnitude - from 10–30 % to 100–200 %.

It is seen that the overall uncertainty in the rate estimation using Monte-Carlo
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sampling is relatively large. This is in part because a uniform sampling strat-

egy was implemented. A more optimal strategy would have been to approxi-

mate the rate using the Monte-Carlo method (see Section 6.1 for more details

regarding the uncertainty associated with Monte-Carlo sampling compared to

uniform sampling). Though the Monte-Carlo method requires sampling from

the physical PDF (Maxwell-Boltzmann), the uncertainty of the rate itself is

lower. Then, because the rate is approximately log-linear with the inverse of

temperature, interpolation is generally straightforward.

5.3.2 Comparisons to Other Models

Several models exist for the description of nonequilibrium reaction rates

[39, 49, 118, 163, 164]. Two commonly used models are the Park’s model [49]

and coupled vibration-chemistry-vibration (CVCV) model [39, 163]. These

two models use a combination of physical insight and empirical data to define

the nonequilibrium rate. In this section we analyze the performance of these

models against the QCT-calculated rates.

Park’s model [49] recognizes that when the vibrational levels are un-

derpopulated, reaction rates tend to be lower. Here, it is assumed that the

reaction rates are decreased based on a modified temperature, obtained as a

combination of the translational and vibrational temperatures. If the relative

impact of the vibrational and translational temperatures on the reaction rate

is consistent for all T and for all reactions, then the nonequilibrium rate can
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be approximated by

k(T, Tv) = ϕ(T, Tv)keq(T ) ≈ keq(Teff) (5.15)

where Teff is a combination of both T and Tv, defined here as

Teff =
(
TT ξv

)1/(1+ξ)
(5.16)

where ξ characterizes the relative effect of the Tv compared to T . Note that

equation (5.16) would need to be modified for reactions with more than one

Tv, but because we are analyzing the effect of vibrational nonequilibrium in

one molecule with the other assumed to be in equilibrium, no modification

was necessary for this analysis. In Park’s original model, ξ is set to 1, which

assumes that T and Tv affect the reaction rate identically. However, as dis-

cussed above, the effect of Tv is not consistent among reactions and reactants.

To account for this, ξ was optimized using an iterative least-squares fitting

procedure and the directly calculated nonequilibrium reaction rate data. The

input data originally ranged from 500 K to 2,500 K for both T and Tv, but

fitting over this full domain resulted in a larger RMS error compared to the

original data set. So, the domain used in the fitting was restricted to the

regions most likely to be accessed in combustion reactions, specifically where

Tv was within 50% and 120% of T . Table 5.2 shows the resulting ξ and the

corresponding root mean square (RMS) error of the approximate efficiency

function compared to the original data for both cases.
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Table 5.2: Fitted parameters for optimized Park’s model using full space and
subspace

all Tv 0.5T ≤ Tv ≤ 1.2T
reaction ξ error ξ error

H + O2(Tv) 0.307 0.058 0.162 0.012
O + H2(Tv) 0.155 0.064 0.071 0.010

OH(T ) + H2(Tv) 0.114 0.020 0.087 0.016
OH(Tv) + H2(T ) 0.016 0.004 0.012 0.003

The error in Table 5.2 was computed as the difference between the modeled

and QCT-based efficiency functions over the input domain. As seen, the error

when the fit was carried out over the entire set of temperatures is greater

than the fit over the restricted temperature range. This is because that the

efficiency functions are highly nonlinear when the vibrational and translational

temperatures are vastly different. (In the analysis below, only the parameters

chosen using the subspace were used.) The values of ξ for the different reactions

show that the original assumption of ξ = 1 is not applicable for scramjet-

relevant flows, and for the reactions considered here. In particular, it is seen

that the effect of vibrational temperature is far less pronounced. As an extreme

case, for the reaction OH(Tv) + H2(T )→ H + H2O, ξ is near zero, indicating

that the effect of vibrational nonequilibrium is very limited.

The second model considered for comparison is the CVCV model pre-

sented by Knab et al. [39, 163]. This model uses a species-specific vibrational

temperature, with the vibrational distribution approximated using a trun-

cated harmonic oscillator model. The derived efficiency function for a given
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reaction is a function of the dissociation energy and characteristic vibrational

frequency of the reactants, the activation energy of the reaction, and two fit-

ting parameters. The reader is directed to Reference [39], Eqs. (34–37), for

additional details. From this formulation, the efficiency function surfaces for

the four cases studied in this work were calculated, and the results, including

the Park’s model, are plotted in Fig. 5.5a through Fig. 5.5d.
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Figure 5.5: Efficiency function surface versus T and Tv/T from Park’s model

For the first reaction (Fig. 5.5a), the CVCV model underperforms

Park’s unoptimized model, but for all other reactions, the CVCV model is

considerably closer to the QCT-derived results. It is important to note that
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the CVCV efficiency function was calculated completely independent of the

QCT calculations, whereas the optimized Park’s model clearly used the QCT

results. The use of reaction-specific parameters, such as the dissociation en-

ergy, contributes to the increased accuracy of the CVCV model. Nevertheless,

it fails to predict the effect of OH and H2 nonequilibrium on reaction rates.

The average error of these models was quantified over the subdomain shown

in the plots (0.5T ≤ Tv ≤ 1.2T ), and is tabulated in Table 5.3.

Table 5.3: RMS error of the modeled efficiency functions compared to the
QCT results

reaction Park optimized Park CVCV
H + O2(Tv) 0.211 0.012 0.283
O + H2(Tv) 0.435 0.010 0.108

OH(T ) + H2(Tv) 0.242 0.016 0.047
OH(Tv) + H2(T ) 0.306 0.003 0.107

For Park’s model, the error ranges from 21% to 44%, which indicates

that this base model is not sufficient for modeling vibrational nonequilibrium

in hydrogen combustion. The optimized Park’s model shows that fitting Park’s

model from a dataset can dramatically improve the efficiency function surface.

However, this nonequilibrium data is not readily available for all of the reac-

tions in the hydrogen combustion mechanism, so fitting the ξ for each reaction

is a nontrivial process. Finally, the CVCV model is somewhere in between

the other two, with average errors ranging from 5% to 28%. For all of the re-

actions, the CVCV model qualitatively describes the efficiency function well.

Excluding the case in which O2 was vibrationally excited, the CVCV model
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was sufficiently accurate, with average errors between 5% and 11%. The CVCV

could be further improved by optimizing the two parameters used to model

the efficiency function, but the original intent of the model was that these

parameters be universal for all reactions. Hence, for this work, the parameters

remained fixed at the originally published values.

5.4 Final Remarks

A quasi-classical trajectory approach was used to study reaction rates

in systems that exhibit thermal nonequilibrium. Elementary reactions that

are critical for chain initiation and branching in hydrogen-air combustion were

simulated at scramjet-relevant conditions. The QCT results revealed that the

effect of nonequilibrium on reaction rates depends on temperature, reaction,

and reactant. The reaction efficiency (relative to the thermal equilibrium rate)

may be unaffected by non-equilibrium depending on the collision partners

and their respective vibrational distributions. Comparison with commonly

used models reveal that introducing reactant-specific information and energies

associated with the particular reaction increase the accuracy of the efficiency

predictions. Regardless, the QCT rates are considerably different than those

obtained from heuristic models, illustrating a need for improved understanding

of thermal nonequilibrium.

In typical scramjet operation, reactions will be initiated in a region that

is behind a strong compression shock in the air stream and an expansion wave

in the injected fuel. In this region, the oxygen and nitrogen excited vibra-
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tional levels are underpopulated (Tv < T ) and hydrogen excited vibrational

levels are overpopulated (Tv > T ). It is not obvious which effect will dominate

the ignition process. Since mixing and ignition are two critical factors in the

design of scramjets, such effects might introduce additional design constraints

due to the altered ignition delay. For instance, in a paper recently accepted for

publication, Fiévet et al. [16] have simulated the scramjet combustion process

using direct numerical simulation with a nonequilibrium model incorporating

these efficiency functions. It was observed that the ignition process was ac-

celerated in the flow near the fuel injection point due to the elevated Tv for

hydrogen despite the depressed Tv for oxygen (because of the correspondingly

higher translational temperature in the air-stream). These studies, and other

related works, now point to the fact that nonequilibrium can affect reaction

stability inside scramjet engines. The effect of such nonequilibrium on other

hydrocarbon fuels remains unexplored, and should be fully understood before

its impact can be comprehensively quantified.
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Chapter 6

QCT Analysis of Nitrogen Dissociation1

Quasi-classical trajectory analysis of the N2-N2 system was used to de-

velop a variety of models for CFD applications. Both dissociation and inelastic

scattering collisions were considered, respectively given by

N2(v1, J1) + N2(v2, J2) −→ N2(v′1, J
′
1) + N + N (6.1)

−→ N2(v′1, J
′
1) + N2(v′2, J

′
2), (6.2)

Note that because this is a dissociation reaction, we denote the probability,

cross-section, rate with a subscript d in place of subscript r (e.g, kd instead

of kr). That said, the QCT theory is unchanged from that presented in Sec-

tion 2 with one exception: because both the reactants are identical, “double-

counting” is accounted for by dividing the calculated rate by two. The analyt-

ical PES used in this work was developed by Bender et al. [1, 90], which was

an extension of the surface developed by Paukku et al. from a set of approxi-

mately 17,000 ab initio data points [70]. Two studies were undertaken for this

system.

1The work presented in this chapter was originally submitted (and accepted) to the
Journal of Thermophysics and Heat Transfer (S. Voelkel, P. L. Varghese, and V. Raman, J.
Thermophys Heat Transfer, 2016.). Contributions by Venkat Raman and Philip Varghese
were editorial.
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First, the thermal equilibrium dissociation rate was calculated, and

statistical uncertainties of the dissociation probability, cross-section, and rate

associated with uniform sampling and Monte-Carlo sampling were compared.

By running several simulations with varied sampling strategies (holding all else

constant), an optimal sampling strategy became clear. In short, uniform sam-

pling is optimal for calculating microscopic properties (e.g., the dissociation

probability) because the tails of the macroscopic distributions, where dissoci-

ation is often most likely to occur, are sampled more frequently than Monte-

Carlo sampling. However, for macroscopic properties, such as the dissociation

rate, Monte-Carlo sampling is preferable because the observed distribution was

sampled directly. Furthermore, Monte-Carlo sampling has a well-defined con-

vergence rate as a function of the number of trajectories (i.e., N1/2), whereas

for uniform sampling, the observed convergence was much slower.

Second, the selective sampling method was applied to calculate the

dissociation rate as a function of independent translational, rotational, and

vibrational temperatures (Tt, Tr, and Tv, respectively). This was a large-scale

simulation with over 5 billion trajectories, which demonstrated the scalability

of the QCT program. From the dissociation rate data, we verified the selective

sampling method by comparing the rates with previously published rates cal-

culated using the same PES. Then, the QCT-calculated thermal equilibrium

rate was compared to experimental data as a means of validation. This was

the first work to compare the QCT-calculated and experimental rates over the

full range of available data because selective sampling provided the ability to
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calculate the rate at low temperatures (6,000 K), where QCT was previously

computationally intractable due to the small probability of dissociation. Ad-

ditionally, a three-temperature analytical model for nitrogen dissociation was

developed and compared to other conventional models.

6.1 Study I: Optimal Sampling Techniques

In this study, QCT simulations were run for three test cases designed

to analyze the effect of different sampling techniques on the estimated un-

certainty. Here the uncertainty is the same as defined in Section 2.3.1 (i.e.,

ε ≈
√

4/Nd), and the uncertainty bars used throughout this section corre-

spond to a 95 % confidence interval. So for an average probability of disso-

ciation Pd, the range of values covered by the uncertainty bars is Pd(1 ± ε).

For each test case, the thermal equilibrium dissociation rate was calculated at

six temperatures ranging from 10,000 K to 20,000 K. One million trajectories

were simulated per temperature, leading to a total of six million trajectories

per test case. The differences between each test case were how the impact

parameter and relative speed were sampled. For all three cases, the rovibra-

tional states were sampled from a Boltzmann distribution at the corresponding

temperatures.

Table 6.1 shows the different distributions used to sample the initial

conditions for each test case.
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Test Case fb(b) fg(g;T ) fint(v, J ;T )
1 Linear Maxwell Boltzmann
2 Uniform Maxwell Boltzmann
3 Uniform Uniform Boltzmann

Table 6.1: PDFs used to sample the initial conditions for each test case

Note that linear, Maxwell, and Boltzmann distributions refers to the

sampling strategies presented in Section 2.3, where Monte-Carlo approxima-

tion is applied to the integral (or summation) over the impact parameter, rel-

ative speed, and internal state, respectively. For the cases 2 and 3, the impact

parameter was discretized into 24 cells ranging from 0 Å to 6 Å. The maximum

impact parameter was based on previous studies using this PES [1, 90]. For

case 3, the relative translational speed was discretized into 25 cells. The min-

imum sampled speed was 10−4 as likely as the most probable speed based on

the Maxwell PDF at 10,000 K (the minimum temperature), and the maximum

sampled speed was 10−8 as likely as the most probable speed based on the

Maxwell PDF at 20,000 K (the maximum temperature).

6.1.1 General Observations

First, the effect of the sampling technique for the impact parameter was

analyzed by comparing cases 1 and 2. Figure 6.1 shows the dissociation prob-

ability multiplied by 2πb plotted versus the impact parameter at temperatures

of 14,000 K and 20,000 K.
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Figure 6.1: Probability of dissociation multiplied by 2πb versus impact param-
eter.

Note that the area under each curve is the cross-sections. Qualitative inspec-

tion shows clearly that the uncertainty decreases as the temperature increases.

This trend follows the definition of the relative uncertainty, where as the num-

ber of observed reactions increases, the relative uncertainty decreases (recall

that ε ≈
√

4/Nd). To quantify the differences, the relative uncertainty of

each test case given by ‖ε(b)‖1 =
∑Nb

i ε(bi), is tabulated in Table 6.2 after

averaging over the impact parameter b.

Test Case ‖ε(b)‖1

1 0.427
2 0.292

(a) T = 14, 000 K

Test Case ‖ε(b)‖1

1 0.143
2 0.098

(b) T = 20, 000 K

Table 6.2: Average relative uncertainty of dissociation probability multiplied
by 2πb versus impact parameter.
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For both low and high temperatures, the uniform sampling technique

(case 2) has a lower average uncertainty compared to the linear sampling

technique (case 1). Moving from case 1 to case 2, at 14,000 K the relative

uncertainty decreased by 13.5%, and at 20,000 K the relative uncertainty de-

creased by 4.5%. For case 1, too few trajectories were sampled for low impact

parameters, where dissociation is more likely to occur, resulting in a higher un-

certainty. For instance, for one million sampled trajectories at 14,000 K, only

348 trajectories resulted in dissociation. However, when sampled uniformly,

1,265 trajectories resulted in dissociation at 14,000 K. At high impact param-

eters, case 1 has a lower uncertainty compared to case 2, but the dissociation

probability in these regions is already very small. Thus, the difference is not

sufficient to improve the average relative uncertainty significantly.

One of the main drawbacks when sampling the relative speed from a

distribution (both cases 1 and 2) is that for each desired translational temper-

ature, a new batch of trajectories needs to be calculated. To account for this,

test case 3 uniformly samples both the impact parameter and relative trans-

lational speed, from which the rate at any translational temperature could be

directly calculated. Figure 6.2 shows the computed dissociation rate for each

case.
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Figure 6.2: Thermal equilibrium dissociation rate versus the temperature. The
units for kd are cm3/s/mol.

Notice that the dissociation rate’s uncertainty for case 1 is now lower than for

case 2, which is unexpected because it contradicts the results in Figure 6.1 and

Table 6.2. This suggests that Monte Carlo integration does not accurately cap-

ture low-level information, e.g. the probability versus the impact parameter.

Instead, by assuming the distribution of state, it more accurately captures the

high-level information, e.g. the dissociation rate. This claim is also supported

when examining the uncertainty of case 3 (where both the impact parameter

and relative speed were uniformly sampled), which has the highest uncertainty

in Figure 6.1.

Finally, the convergence of the three test cases was analyzed. Figure 6.3

shows the convergence of dissociation rate by plotting the uncertainty in the

dissociation rate versus the number of trajectories sampled.
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Figure 6.3: Convergence of dissociation rate based on estimated uncertainty
for varied number of total trajectories.

Cases 1 and 2 converge at a rate proportional to N−1/2, which corresponds to

the expected rate for Monte Carlo integration. For case 3, the convergence rate

is slower, especially at lower temperatures. Too few trajectories are simulated

for each cross-section. Once a sufficient number of trajectories that result in

dissociation are simulated, especially for low-speed cross-sections, the conver-

gence rate will increase. This is seen in Figure 6.3b, wherein case 3 converges

at approximately the same rate as the other cases because a sufficient number

of reactive trajectories have been simulated.

6.1.2 Proof of Optimal Sampling Strategy

It is straightforward to prove rigorously that Monte-Carlo sampling will

result in a lower relative uncertainty compared to uniform sampling. Consider

the cross-section calculation of case 1 and 2 (noting that the following anal-

ysis easily extends to the dissociation rate calculation). From Eq. 2.103 in
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Section 2.3.2, the cross-section σd is defined by

σd =

∫ bmax

0

2πbPd(b) db. (6.3)

If Pd is approximated via Monte-Carlo integration as Pd ≈ Nd/N , then the

Monte-Carlo and uniform sampling approximations of σd are respectively de-

fined in Sections 2.3.2 and 5.1.1, each given by

σd,MC ≈ πb2
max

Nd

N
(6.4)

σd,UN ≈
Nb∑
i=1

2πbi
Nd(bi)

N(bi)
∆bi, (6.5)

where the MC and UN subscripts denote the different approximations. Note

that N(bi) and Nd(bi) correspond to trajectories within the ith discretized

impact parameter cell, whereas N and Nd correspond to all of the trajectories.

For the fully Monte-Carlo sampled cross-section, the relative uncertainty (i.e.,

twice the standard deviation normalized by the average) is directly calculated

to be (see Section 2.3.1)

εMC = 2

(
1

Nd

− 1

N

)1/2

(6.6)

For the uniform sampling, calculating the relative uncertainty is less straight-

forward. First, because Pd was calculated via Monte-Carlo integration, the

standard deviation is well defined for a fixed impact parameter, i.e.,

∆Pd(b) ≈
Nd(b)

N(b)

(
1

Nd(b)
− 1

N(b)

)1/2

, (6.7)
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Now, the standard deviation of the impact parameter is defined by

∆σd =

∫ bmax

0

2πb(Pd(b) + ∆Pd(b)) db−
∫ bmax

0

2πbPd(b) db (6.8)

=

∫ bmax

0

2πb∆Pd(b)) (6.9)

≈
Nb∑
i=1

2πbi
Nd(bi)

N(bi)

(
1

Nd(bi)
− 1

N(bi)

)1/2

∆bi (6.10)

And so, the relative uncertainty of the cross-section via uniform sampling is

given by

εUN = 2


∑Nb

i=1 bi
Nd(bi)
N(bi)

(
1

Nd(bi)
− 1

N(bi)

)1/2

∆bi∑Nb

i=1 bi
Nd(bi)
N(bi)

∆bi

 (6.11)

To simplify comparisons between Eq. (6.6) and (6.11), introduce the following

assumptions: (1) 1/N ≈ 0, (2) and 1/N(bi) ≈ 0, (3) N(b1) = N(b2) =

· · · = N(bNb
), and (4) ∆b1 = ∆b2 = · · · = ∆bNb

. Now, Eqs. (6.6) and (6.11)

respectively become:

εMC ≈ 2

(
1

N
1/2
d

)
(6.12)

εUN ≈ 2

(∑Nb

i=1 biNd(bi)
1/2∑Nb

i=1 biNd(bi)

)
(6.13)

To prove that ε from Monte-Carlo sampling is less than ε from uniform sam-

pling (i.e, εMC ≤ εUN), consider that Nd =
∑

iNd(bi). Then, it follows that

Nd ≥ Nd(bi) (6.14)
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for all i. Simple algebraic manipulation of this inequality is used to prove that

εMC ≤ εUN . Consider first that

1

Nd

≤ 1

Nd(bi)
(6.15)

1

N
1/2
d

≤ 1

Nd(bi)1/2
(6.16)

Nd(bi)

N
1/2
d

≤ Nd(bi)

Nd(bi)1/2
(6.17)

where the right-hand side is equal to Nd(bi)
1/2. Then, multiplying both sides

by 2bi and summing over all i,

Nb∑
i=1

2bi
Nd(bi)

N
1/2
d

≤
Nb∑
i=1

2biNd(bi)
1/2 (6.18)

2

(
1

N
1/2
d

)
≤ 2

(∑Nb

i=1 biNd(bi)
1/2∑Nb

i=1 biNd(bi)

)
(6.19)

εMC ≤ εUN (6.20)

The same observation can be similarly proven for the dissociation rate, except

that now the relative speed (translational energy) is the averaged variable.

Thus, in calculating the rate, the cross-section is calculated at a finite set

of relative speeds when uniform sampling, resulting in a local uncertainty of

each cross-section and an error associated with approximating the integral

that defines the rate. Using the Monte-Carlo sampling method to calculate

the rate, the cross-section is never directly calculated, and the uncertainty is

associated with the approximation of the integral defining the rate.
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6.1.3 Final Remarks

In summary, the Monte-Carlo sampling method is optimal when re-

ducing the uncertainty of high-level information such as the cross-section and

reaction rate. However, there is another consideration to keep in mind when

sampling the relative speed. That is, by uniformly sampling the speed, any

translational temperature can be imposed on the cross-section data after the

QCT simulation. This is in contrast to the Monte-Carlo method, for which the

relative speed distribution is imposed a priori. For CFD simulations, the tem-

perature varies continuously in space and time, so the set of rates calculated

via Monte-Carlo sampling is not sufficient. Instead, this set is used to define

an interpolant, which in turn is used to calculate the rate over a temperature

field. In contrast, uniform sampling can be used to determine a set of speed-

dependent cross-sections that are stored, and the rate at any temperature can

be directly calculated without interpolation error.

That said, the strategy of directly calculating the rate in the CFD sim-

ulation is itself impractical. For one, the computational cost associated with

directly calculating the rates is non-negligible. Second, because the rotational

and vibrational energy was assumed Boltzmann, one would still have to define

an interpolant for the rotational and vibrational modes. To avoid defining an

interpolant for the N2-N2 system, each reactant’s internal degrees of freedom

would need to be considered independently. Note that N2 has approximately

9,200 bound and quasi-bound rovibrational states, so the system has approx-

imately 85 million internal degrees of freedom (just for the initial conditions).
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Even for a sparse selection of states, interpolation is still necessary. In the

end, it is far more practical to assume the distribution a priori and work to

minimize the statistical uncertainty of the directly calculated rates. Further-

more, we note that the rate is approximately log-linear with the inverse of the

temperature, so interpolation will be relatively accurate.

6.2 Study II: Three-Temperature Dissociation Rate

In this study, QCT simulations were run to calculate the dissociation

rate as a function of a translational, rotational, and vibrational temperature.

Based on the results of Study I, which showed that Monte-Carlo sampling

resulted in a lower uncertainty compared to uniform sampling, this work used

a Monte-Carlo sampling strategy for the impact parameter, relative speed,

and internal state. Furthermore, a novel sampling strategy was implemented

(presented in Section 2.3.4), so only trajectories with sufficient energy to react

were sampled. That is, for a given Tt, Tr, and Tv, the rotational and vibrational

states were sampled from the modified internal state distribution function as

defined in Eq. (2.153). Then, the lower bound of the relative speed go was

determined using Eq. (2.140), so that Nd = 0 for all trajectories such that

g < go. Finally, the relative speed was sampled from the modified speed

distribution as described in Section 2.3.4.

Before the QCT simulation, the dissociation barrier of the PES was cal-

culated. To this end, trajectories were randomly simulated until a dissociative

trajectory was observed. Then, this reactive trajectory’s path was adjusted
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using the nudged elastic band (NEB) method until it followed a minimum

energy path [165, 166]. The dissociation barrier (i.e., the dissociation energy

Ed) was defined as the maximum energy on this path. It was found that

the dissociation energy barrier was approximately 230 kcal/mol. This process

was repeated several times to ensure that the observed minimum energy was

consistent. To be conservative, Ed was set to 220 kcal/mol.

In total, 729 (i.e., 93) unique rates were directly calculated, with Tt,

Tr, and Tv each sampled at 6,000 K, 8,000 K, 10,000 K, 13,000 K, 20,000 K,

30,000 K, 40,000 K, 50,000 K, and 60,000 K. Trajectories were simulated on

the Texas Advanced Computing Center (TACC) computing clusters on ap-

proximately 4,000 cores over the course of 40 hours. A total of 5.35 billion

trajectories were directly simulated, which will be shown to correspond to

53.9 billion effective trajectories as defined in Eq. (2.157). The set of directly

calculated rates was then projected onto a dense grid of temperatures using

the interpolation scheme presented by Wang et al. [162] as implemented in

Ref. [91, 167] (see Section 5 as well). The temperature increment of the in-

terpolated set was 1,000 K, resulting in 166 375 (i.e., 553) total rates, which is

dense enough to be directly imported into CFD programs.

In the following discussion, (1) the effective trajectories from selective

sampling is discussed with regard to nitrogen dissociation, (2) the thermal

equilibrium rate (i.e., Tt = Tr = Tv) is compared to previous QCT studies and

experimental data to verify and validate the results, (3) the nonequilibrium

rate is analyzed with a focus on how choosing Tr independently modifies the
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rate expression, and (4) a new three-temperature dissociation rate model is

presented and compared to previous studies.

6.2.1 Effective Trajectories for Nitrogen Dissociation

The ratio Neff/N is a measure of the computational benefit achieved

by selectively sampling trajectories at a specified temperature. For the title

reaction, Table 6.3 shows the ratio evaluated at the sampled temperatures

assuming Tt = Tr = Tv. Note that similar results were seen for all temperatures

analyzed.

Table 6.3: Effective number of trajectories sampled for each temperature.

T (K) Neff/N
6,000 92.28
8,000 14.33
10,000 5.226
20,000 1.272
30,000 1.058
40,000 1.019
50,000 1.008
60,000 1.004

At and below 8,000 K, the effective number of trajectories simulated is at

least an order of magnitude greater than the actual number of trajectories

simulated. So, for a fixed uncertainty at 6,000 K, nearly 100 times more tra-

jectories would be needed when using conventional sampling as opposed to

the new selective sampling procedure. At higher temperatures, the ratio ap-

proaches unity though it is still significant below 30,000 K. For instance, even
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for 20,000 K, the ratio represents a 27 % increase in the effective number of

simulated trajectories, a substantial improvement.

Two observations from this table are important to discuss. First, note

that the inverse of the ratio corresponds to the fraction of conventionally sam-

pled trajectories that have sufficient total energy to dissociate. So, at 6,000 K,

only 1.1 % of the conventionally sampled trajectories may result in dissocia-

tion, whereas for 20,000 K, 78.6 % may result in dissociation. At low temper-

atures, the necessary energy for dissociation is in the tails of the initial energy

distributions, so the conventional sampling strategy is highly inefficient. Uni-

form sampling over a wide domain of energies will ensure that the tails are

sufficiently sampled, but doing so will also increase the uncertainty of the dis-

sociation rate [91]. Second, for rates calculated using conventional sampling,

the minimum observable dissociation probability corresponds to the inverse of

the number of trajectories simulated (i.e., 1/N). However, using the selective

sampling technique, the minimum probability is the inverse of the effective

number of trajectories (i.e., 1/Neff ). So, for 10 million selectively sampled

trajectories at 6,000 K, the minimum resolution of the dissociation probability

is reduced from 10−7 to approximately 10−9. This improvement in accuracy is

critical in determining the dissociation rate at low temperatures.

6.2.2 Verification and Validation of Selective Sampling

The selective sampling technique was verified by comparing the thermal

equilibrium dissociation rate keqd (T ) to the rates calculated by Bender et al. [1],
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which were calculated using the same PES. Below 13,000 K, the rates were

also compared to experimental data as a means of validation [168,169]. Here,

the temperature range of the QCT results ranged from 6,000 K to 60,000 K.

Table 6.4 summarizes the results.

Table 6.4: Thermal equilibrium dissociation rate using selective sampling.
Units for kd are (cm3/mol/s).

T (K) Nd N Neff keqd ε
6,000 345 1.320× 108 1.218× 1010 2.904× 107 1.077× 10−1

8,000 1,600 4.982× 107 7.136× 108 2.655× 109 5.000× 10−2

10,000 3,946 2.208× 107 1.163× 108 4.498× 1010 3.183× 10−2

13,000 19,664 2.207× 107 5.300× 107 5.598× 1011 1.426× 10−2

20,000 40,182 5.960× 106 7.582× 106 9.931× 1012 9.944× 10−3

30,000 39,850 1.738× 106 1.839× 106 4.966× 1013 9.903× 10−3

40,000 38,918 9.700× 105 9.887× 105 1.042× 1014 9.933× 10−3

50,000 38,386 7.240× 105 7.301× 105 1.556× 1014 9.934× 10−3

60,000 38,071 6.020× 105 6.047× 105 2.042× 1014 9.921× 10−3

A total of 236 million trajectories were directly simulated at these tempera-

tures, which corresponded to 13.1 billion effective trajectories. Note that ap-

proximately 93 % of the effective trajectories are for the rate at 6,000 K. The

relative uncertainty ranged from 0.1 % to 11 % of the calculated rate. Note

that selective sampling does not imply a constant convergence of the rate. For

instance, at 20,000 K and 30,000 K, the relative uncertainty is approximately

the same, but at 20,000 K approximately 4.2 million more trajectories were

required.

Figure 6.4 shows the presently calculated results compared to those
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obtained in previous studies (plotted over their corresponding domains of va-

lidity).
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Figure 6.4: Thermal equilibrium dissociation rate using selective sampling.

The present results closely match the rates presented by Bender et al. [1],

which were calculated between 8,000 K and 30,000 K. The only discrepancy is

at 30,000 K, where the presently calculated results is not within the uncertainty

bounds of the rate presented by Bender et al. [1] (the uncertainty bars of the

rates presented by Bender et al. [1] are plotted in the figure, but the present

results overlap the data). Even so, the difference is small, and the two rates

are within approximately 3 % of each other. All of the other rates are within

the uncertainty bounds. In summary, we feel that this is a strong verification

of the selective sampling method.
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As validation of both the PES and the QCT method, we compare our

calculated rates along the full range of experimentally-derived rate expressions

by Hanson and Baganoff [168] and Kewley and Hornung [169]. The present

results were used to generate a standard Arrhenius rate expression using a

nonlinear least squares fitting method. The resulting expression is given by

keqd (T ) ≈ (4.325± 0.122)× 1017 T−0.519 exp

(
−1.132× 105

T

)
(6.21)

where keqd is in cm3/mol/s, and the variance in leading coefficient was de-

termined based on the upper and lower bounds of the calculated rate (i.e.,

kd(1 ± ε)) as shown in Figure 6.4. Compared to the experimentally-derived

rates, the QCT-calculated rate has a stronger dependence on temperature.

At 6,000 K the present results slightly under-predict the rate, from 8,000 K

to 10,000 K there is good agreement with the experimental data, and above

10,000 K the rate is significantly over-predicted. For instance, at 13,000 K the

QCT-calculated rate is approximately 3.7 times greater than the experimental

rate given by Kewley and Hornung [169]. From 8,000 K to 10,000 K, there

is good agreement with the experimental data. It is difficult to determine

whether the QCT method or the PES itself is causing the discrepancy - more

studies are necessary to resolve this question. Also, consider that the experi-

mental rates are derived from shock-tube measurements that do not measure

the thermal equilibrium rate but (at best) the steady state rate [170].

The convergence of the rate was also analyzed by calculating ε at

“checkpoints” throughout the full QCT simulation. Figure 6.5a show ε versus

the number of simulated trajectories at 6,000 K, 13,000 K, and 30,000 K.
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Figure 6.5: Convergence of the relative uncertainty of the dissociation rate.

The convergence rate (i.e., the slope of the curves) is O(N1/2), which is ex-

pected for Monte-Carlo integration and also observed in the Study I. Fig-

ure 6.5b shows the same curves now plotted as a function of the effective

trajectories – this serves as an indication of the expected convergence if con-

ventional sampling were used. In comparing the two figures, we conclude that

selective sampling does not improve the convergence rate of ε, but instead,

it shifts the curves so that fewer trajectories are necessary. At high temper-

atures, this shift is marginal, but at low temperatures, the shift shows that

selective sampling offers a significant advantage.

In summary, the selective sampling technique was verified and validated

using previous studies. It was also observed that the required number of

simulated trajectories for a given relative tolerance was significantly decreased,

especially at low temperatures.
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6.2.3 Nonequilibrium Dissociation Rate

With selective sampling verified and validated for thermal equilibrium,

the nonequilibrium rate was calculated as a function of independently-defined

Tt, Tr, and Tv. The directly calculated rates were then interpolated to calculate

the rate at 1,000 K intervals using the scheme presented by Wang et al. [162]

as implemented in Ref. [91, 167]. Similar to the rates at thermal equilibrium,

the nonequilibrium rates were compared to the results presented by Bender et

al. [1] (calculated assuming Tr = Tt between 8,000 K and 30,000 K), denoted

as krefd . The relative percent difference between the two sets of rates is shown

in Table 6.5.

Table 6.5: Relative percent difference between present results and the reference
rates calculated by Bender et al. [1]

100(kd/k
ref
d − 1)

Tv (K)
8,000 10,000 13,000 20,000 30,000

Tt, Tr (K)

8,000 -4.17 -3.58 2.26 0.44 -1.65
10,000 -0.63 5.19 0.06 -0.63 -1.20
13,000 5.43 0.40 1.81 0.45 -0.74
20,000 1.92 1.15 1.43 0.99 -1.10
30,000 2.41 1.16 0.15 -1.51 -3.10

Overall, both sets of data match closely. All of the presently calculated rates

are within 5.43 % of the rates presented by Bender et al. [1].

To visualize the three-temperature nonequilibrium rate, it is convenient

to examine the rate in two dimensions along slices. Here, Tr is set as Tt,
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(Tt + Tv)/2, and Tv, and the rate is plotted as a function of Tt and Tv, as

shown in Figure 6.6.
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(b) Tr = (Tt + Tv)/2
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Figure 6.6: Nonequilibrium dissociation rate (units of kd are cm3/mol/s).

The different ways of specifying Tr relative to Tt and Tv show the subtle influ-

ence that rotational temperature has on the dissociation rate of nitrogen. For
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Tr = Tt in Figure 6.6a, the rate is approximately symmetric along the diagonal

for low Tt and Tv, which implies that both Tt and Tv equally influence the rate.

However, this symmetry is lost as Tt and Tv increase, with changes in Tt now

having a more significant impact on the rate than Tv. This is because as Tt

increases, so too does Tr, which impacts the rate more significantly than just

increasing Tv.

Similar observations can be made in Figs. 6.6b and 6.6c. For Tr = Tv

(Figure 6.6c), symmetry is observed at high Tt and Tv, but the rate is skewed

for low Tt and Tv. Here, changes in Tv will have a more significant impact on the

rate compared to Tt, which is the opposite effect observed in Figure 6.6a. The

trends from Figure 6.6a and 6.6c are both present when Tr is specified as the

average of Tt and Tv, as shown in Figure 6.6b. Here, the rate is only symmetric

along the diagonal for moderate Tt and Tv. Overall, these observations are

similar to those presented in previous work by Voelkel et al. [167] and Bender

et al. [1, 139]. However, the dependence of the rate on Tr independent of Tt

and Tv is unique to this work and necessary in deriving a three-temperature

rate model (see Sect. 6.2.4 for more details).

The present results are compared to Park’s two-temperature model

[40], which assumes that Tr = Tt and kd(Tt, Tv) = keqd (
√
TtTv), as shown in

Figure 6.7 (kPd is used to denote Park’s model).
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Figure 6.7: Nonequilibrium rate via Park’s model and the relative difference
compared to QCT-calculated rates (units of kd are cm3/mol/s).

Park’s model is symmetric along the diagonal for all temperatures. This con-

trasts the QCT-calculated rates, which become skewed at high temperatures

(see Figure 6.6a). Furthermore, the nature of the curvature at low temper-

atures is also dissimilar to the compared to the QCT-calculated rate. These

differences are observed in Figure 6.7b, which shows the relative difference be-

tween Park’s model and the QCT rates on a log scale. The figure shows that

Park’s model is only valid at high temperatures and when Tv is close to Tt. It

was observed that when Tt > 20, 000 K and 0.7 ≤ Tv/Tt ≤ 1.5, Park’s model

was within approximately 10 % of the QCT rate (i.e, log10 |kPd /kd−1| ≤ 0.1 in

Figure 6.7b). In summary, Park’s model is only applicable in this subdomain,

and the model does not accurately predict the shift in the rate’s sensitivity

towards Tt.
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The relative uncertainty of the directly calculated rates is visualized

similarly and shown in Figure 6.8. Note that this figure only shows the uncer-

tainty of the rates directly calculated in the QCT simulation, and that other

temperature combinations showed similar results.
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Figure 6.8: Relative uncertainty of the nonequilibrium dissociation rate for
Tr = (Tt + Tv)/2.

At moderate and high temperatures, the relative uncertainty is approximately

1 % uncertainty, which corresponds to log10(ε) = −2. This was the desired tol-

erance of the QCT simulation, so trajectories were no longer simulated once

the tolerance was achieved. At low temperatures the uncertainty is higher,

reaching a maximum value of approximately -0.75, which corresponds to an

18 % uncertainty in the rate. Rates for low Tv resulted in a higher uncertain-

ties compared to low Tt. This is due to the fact that higher relative speeds are

sampled to account for the low rovibrational energy, which gives the reactants
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less time to interact. The number of simulated trajectories per temperature

combination varied considerably depending on the frequency at which dissoci-

ation trajectories were observed. Figure 6.9 shows the number of trajectories

simulated and the corresponding effective number of trajectories along the slice

where Tr = (Tt + Tv)/2.
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Figure 6.9: Simulated and effective trajectories for Tr = (T + Tv)/2.

For high temperatures, only approximately 1 million trajectories were required

to obtain the 1 % relative uncertainty limit (see Figure 6.8 for reference). At

the low temperatures, approximately 130 million trajectories were simulated

per temperature combination. Referencing Figure 6.9b, this corresponds to a

tremendous number of effective trajectories. For example, Neff ≈ 12 billion

when Tt = Tv = 6, 000 K (more than double the number of total simulated

trajectories in this work). This clearly demonstrates the advantage of selective

sampling compared to the conventional method for accurately calculating the

dissociation rates at lower temperatures.
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6.2.4 Three-Temperature Rate Model

The QCT-calculated dissociation rates were projected onto a functional

form dependent on Tt, Tr, and Tv. This model is derived from the following

observation: given a nonequilibrium rate at a given Tt, Tr, and Tv, there exists

a unique effective temperature Te such that

kd(Tt, Tr, Tv) = keqd (Te) (6.22)

However, the determination of Te is non-trivial. Here, it is defined similar to

the form originally proposed by Park [40]:

Te = T c1t T
c2
r T

c3
v , (6.23)

where c1 + c2 + c3 = 1 is enforced. The accuracy of the model was quantified

using the root mean square (RMS) of the relative error of the fit, i.e,∥∥∥∥keqd (Te)− kd(Tt, Tr, Tv)
kd(Tt, Tr, Tv)

∥∥∥∥
2

. (6.24)

From the set of calculated dissociation rates, the coefficients c1, c2, and

c3 were calculated for each model using non-linear least squares. Three fits were

determined over differing temperature ranges: 6,000 K to 60,000 K, 13,000 K

to 40,000 K, and 30,000 K to 60,000 K. The coefficients and the corresponding

error of the fit are shown in Table 6.6.
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Table 6.6: Coefficients for effective temperature model over varied temperature
ranges.

T range (K) c1 c2 c3 RMS error (%)
6,000 – 60,000 0.3133 0.2787 0.4080 98.6

13,000 – 40,000 0.3092 0.2258 0.4650 22.0
30,000 – 60,000 0.4692 0.1777 0.3531 2.86

Based on the RMS error of the fits, it is clear that a fit over the full domain of

temperatures is a poor representation of the dissociation rate. The RMS error

suggests that the model is only within a factor of two of the original data. The

poor fit indicates that an ”effective temperature” defined by Eq. 6.23 cannot

represent non-equilibrium rates over such a wide temperature range. The rapid

drop-off of the dissociation rate at low temperatures contributes significantly

to the error.

The fit over the subset of temperatures between 13,000 K and 40,000 K

shows more promising results, and the RMS error is within 22 % of the original

data. This subset of temperatures was determined to represent the range where

the three-temperature model is critical. At lower temperatures, rotational

relaxation is fast relative to vibrational relaxation (i.e., Tr ≈ Tt), and at higher

temperatures, rotational and vibrational relaxation rates are approximately

the same (i.e., Tr ≈ Tv) [92, 170, 171]. In examining the coefficients of the fit,

c3 is the largest value, which indicates that Te varies more with Tv compared

to Tr and Tt. In other words, the rate is most sensitive to the vibrational

temperature. The fit is compared to the directly calculated rates along slices
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as shown in Figure 6.10. Note that the error bars for the directly calculated

rates were small compared to the differences between the direct rates and the

fits.
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Figure 6.10: Modeled dissociation rate along slices for fixed Tv for temperatures
ranging from 13,000 K to 40,000 K.

Depending on how Tv and Tr are defined, the fit is appears more or less accu-

rate though global patterns are not obvious. For instance, at Tv = 13, 000 K

the QCT calculated rate is more nonlinear compared to higher Tv, but this be-

havior is not observed by the model. For Tr = Tt in Figure 6.10a, Park’s model

is also plotted, which closely matches the new model. Consider that Park’s

model defines Te = T 0.5
t T 0.5

v [40], and the new model suggests Te = T 0.535
t T 0.465

v .

The two models are similar, though the new model suggests that the rate is

slightly more sensitive to Tt. For Tr = Tv, the slices in Figure 6.10b suggest

that the data is well represented by the fit. Overall, we conclude that this

model performs reasonably well over this wide temperature range.
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Finally, we consider the subset of high temperatures ranging from

30,000 K to 60,000 K (see Table 6.6). At these high temperatures, the rate

is approximately log-linear with the inverse of the temperature, which results

in a very accurate fit as suggested by the RMS error, which less than 3 %.

Here, the coefficients now suggest that Tt is the dominant mode in deter-

mining the effective temperature. As before, slices comparing the model and

directly calculated rates are plotted in Figure 6.11.
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Figure 6.11: Modeled dissociation rate along slices for fixed Tv for temperatures
ranging from 30,000 K to 60,000 K.

For Tr = Tt in Figure 6.11a, the new model closely matches the data

but Park’s model does not. Using the data from Table 6.6, when Tr = Tt the

coefficients result in Te = T 0.647
t T 0.353

v , which is a significant departure from

Park’s model (i.e, Te = T 0.5
t T 0.5

v ). However, for high temperatures it is more

likely that Tr ≈ Tv because rotational and vibrational relaxation timescales are

approximately the same. The three temperature model predicts the rate under

this condition as well, as shown in Figure 6.11b. The model over-predicts the
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rate when Tv is low and Tt is high (or vise-versa), but these differences are

small relative to the rate itself. Overall, the effective temperature model is

very accurate between 30,000 K and 60,000 K, and it can be confidently used

in CFD applications for any Tt-Tr-Tv combination in this range.

6.2.5 Final Remarks

The dissociation rate of nitrogen was calculated as a function of Tt,

Tr and Tv via QCT analysis. A total of 729 (i.e., 93) rates were directly cal-

culated for temperatures ranging from 6,000 K to 60,000 K. Calculating this

set of rates using conventional Monte-Carlo sampling would have incurred a

very large computational burden due to the number of trajectories required

to accurately determine the rate at low temperatures. A novel selective sam-

pling procedure was presented, which only samples trajectories with sufficient

energy to cause dissociation. This procedure reduced computational expense

considerably, and the uncertainty of the calculated rates was significantly re-

duced at low temperatures compared to the conventional sampling method for

a fixed number of simulated trajectories.

The selective sampling method was verified by comparing the nonequi-

librium rate with previous QCT calculations by Bender et al. [1], where Tr was

assumed to be equal to Tt. The comparisons show at most a 5 % difference

between the two sets of data, thus verifying the selective sampling procedure.

Also, the thermal equilibrium rate was validated against experimental data

from 6,000 K to 12,000 K. Below 10,000 K, the QCT-calculated rates are within
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the uncertainty bounds of the experimental data, but at higher temperatures,

the calculated rate over-predicts dissociation. However, due to the relatively

large variance of the experimental data, we feel that this is sufficiently validates

the rate calculations.

From the full set of nonequilibrium rates, the relative effect of shifting

Tr between Tt and Tv was analyzed. The dissociation rate where Tr = Tt and

Tr = Tv showed expected results based on previous QCT and experimental

nonequilibrium studies. The set of calculated rates was used to extend Park’s

two-temperature model to a three-temperature model. The coefficients of this

model were fit using a nonlinear least-squares method over three different

temperature domains. When fit over the full domain of temperatures, the

model performed poorly relative to the directly calculated rates. To improve

the quality of the model, the temperature domain was restricted to a region

where modeling Tr is critical (i.e., 13,000 K to 40,000 K). In this region, the

model performed well and the RMS error of the fit was within 20 % of the

directly calculated rates. Finally, the model was re-fit for high temperatures

ranging between 30,000 K and 60,000 K, which closely matched the original

data. However, at these higher temperatures, it is likely that Tr = Tv, so a

three-temperature model is unnecessary.

Using these models, consider two possible implementations for a CFD

simulation. First, a new rotational transport equation could be added to the

governing equations similar to vibrational energy transport. This is a more

rigorous model than the conventional two-temperature models that assume
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Tr = Tt. The difficulty of this approach is in tracking the energy transfer

between rotational energy and translational/vibrational energy. A second im-

plementation is to define the rotational temperature as a function of Tt and Tv.

For instance, at low temperatures Tr is approximately Tt, at high temperatures

Tr is approximately Tv, and in between, the rotational temperature could be

some combination of Tt and Tv. Without changing the governing equations,

this approach would likely violate energy conservation. Additional constraints

(i.e., source terms) would need to be derived and inserted into the transport

equations for the total and vibrational energy to ensure energy conservation.
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Chapter 7

QCT Analysis of Nitrogen-Oxygen Scattering

Rates

In this chapter, vibrational energy exchange rates (V-V and V-T) are

calculated for the reaction

N2(v1) + O2(v2) → N2(v′1) + O2(v′2) (7.1)

using the QCT program developed in this work. Both state-specific and state-

averaged vibrational exchange rates are considered. The temperature range

studied is between 500 K to 3,000 K, which is low enough that dissociation the

rate is negligible. An Eulerian multi-temperature description of fluid thermo-

chemical state is considered. Here, the rotational and translational energies

of all species are assumed to be at equilibrium, and are described by a sin-

gle temperature T . For the vibrationally state-averaged rate, each species

is associated with a separate vibrational temperature Tv,i, which is used to

describe the population distribution amongst the different vibrational levels

of the molecule. In an Eulerian sense, the evolution of T and Tv,i in a flow

domain is computed by solving a total energy transport equation and a set

vibrational energy transport equations (one additional equation for each non-

monatomic species). For each vibrational energy transport equation, species-
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specific source terms describe the exchange of energy between translational,

rotational, vibrational, and chemical energy modes. We are particularly inter-

ested in the source terms describing vibrational energy exchange (both T-V

and V-V).

7.1 Motivation for this Analysis

The motivation for this work arises from an experimental investigation

of high-speed turbulent non-premixed flames [172], for which the flow config-

uration is shown schematically in Figure 7.1.

cold, high-speed jet (H2-air) 
hot, low-speed coflow (air) 
mixing layer 
flame frontJet Nozzle

Figure 7.1: Jet flow configuration

The jet is a 68 % H2, 32 % N2 mixture at a stagnation temperature of 560 K

moving at 540 m/s. The coflow air is at a temperature of 1,000 K and moving

at a low velocity of 1-2 m/s. Time-averaged spontaneous Raman scattering
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was used to measure the vibrational and rotational temperature of the major

diatomic species, N2 and O2 in the shear layer upstream of the flame front.

For comparison, a simulation was performed for the same configura-

tion using the UTComp compressible flow solver [172] (the jet temperature

was modified to be 500 K and the coflow velocity was set to 30 m/s). Vibra-

tional nonequilibrium was modeled using the multi-temperature description

described above. Chemistry was modeled using the 9-species, 19-step mecha-

nism presented by Mueller et al. [157]. The CVCV model was used to define

the nonequilibrium efficiency of the reactions [39,93], except for the reactions

studied in Section 5. For those three chain reactions, the QCT-calculated

rates were accessed directly in the simulation. For V-T relaxation, the rela-

tion presented by Millikan and White [36] was used. The CVCV model of

Knab et al. [39, 93] was used for V-V energy exchange rates. In the original

CVCV model the probability of V-V exchange (denoted PV V ) is constant for all

species and vibrational levels. Furthermore, it was assumed that PV V = 10−2

for all species and temperatures, though this value was originally intended

for use in high-temperature reentry flow simulations. Compared to experi-

mental measurements by White [108], it appears that 10−2 overestimates the

exchange probability considerably (we say apparently because the measure-

ments reported by White are in a narrow temperature range). With this in

mind, two simulations were run where all else was held constant except that in

(1) PV V = 10−2, and in (2) PV V = 10−5 (this implies that the V-V exchange

probability is almost negligible).
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Figure 7.2 shows the translational and N2 vibrational temperatures at

a snapshot of the simulation with PV V = 10−5 (the flow is assumed to be

axisymmetric).

10 mm

4d

2d

7.5d

T Tv,N2 � T

Figure 7.2: Simulation results based on modified V-V exchange model

In the figure, the green line shows where experimental measurements were

taken. Notice that the temperature measurements are taken well before the

flame front. Notice that the vibrational temperature of N2 differs considerably

from the translational temperature. Initially, the nonequilibrium is induced

by the mixing layer, but this relaxes before the flame front. However, after

the flame front, nonequilibrium is reintroduced in the flow as the vibrational

temperature lags behind the rapidly accelerated translational temperature.
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The experimentally measured rotational and vibrational temperatures

are compared with the simulation in Figure 7.3.

(a) PV V = 10−2 (b) PV V = 10−5

Figure 7.3: Upstream temperature measurements

The lines and symbols represent the simulation and experimental results, re-

spectively. First, consider just the experimental data, which is identical in both

subfigures. The rotational temperatures for O2 and N2 are in good agreement.

This supports the claim that rotational nonequilibrium in the flow is negligi-

ble (we assume that the rotational and translational temperatures are equal).

Next, we observe that the O2 vibrational temperature equilibrates quickly

with the rotational temperature, while N2 vibrational temperature deviates
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from the translation-rotation temperature. This might be expected given the

slow V-T relaxation for N2 and the relatively fast relaxation for O2 [36]. How-

ever, an effective V-V exchange process between N2 and O2 will push O2 out of

equilibrium. That is, there exists a quasi-relaxed O2 distribution wherein V-T

exchange is balanced with V-V exchange. In referencing Figure 7.3, we see that

the symbols of Tvib,O2
are slightly higher than the rotational measurements,

indicating that the O2 vibrational energy is not fully relaxed.

Next, consider the CFD simulation results. In Figure 7.3a, where

PV V = 10−2, the vibrational nonequilibrium present in the flow is negligible

(i.e., Tvib,O2
≈ Tvib,N2

≈ T ). The following processes causes this accelerated

relaxation: (1) O2 quickly relaxes towards thermal equilibrium based on T-

V exchange defined by Millikan White [36], (2) rapid V-V exchange occurs

between N2 and O2, which lowers the vibrational energy of N2 and raises

the vibrational energy of the relaxed O2, and (3) as before, the increased vi-

brational energy in O2 quickly dissipates via T-V exchange. In short, T-V

exchange drives the relaxation of O2, but V-V exchange drives the relaxation

of N2. Thus, a high PV V value means that the level of vibrational nonequi-

librium among species is governed by the shortest vibrational nonequilibrium

relaxation timescale (O2 in this system).

Looking at to the experimental measurements, there is a large discrep-

ancy between the level of vibrational nonequilibrium for O2 and N2. This

implies that V-V exchange is not the dominant process in this flow, and as

such, PV V should be decreased. To account for this effect, PV V was decreased
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to be 10−5 [172] (Note that simulations were also performed with other values,

but it was found that as PV V → 0, the simulation results matched the experi-

mental measurements more closely.) This reduction brings the values of PV V

closer to the data presented by White [108]. Now, referencing Figure 7.3b,

we see much better agreement between simulation and experimental data. As

with the previous case, O2 has relaxed at this point in the flow, but N2 still

shows strong nonequilibrium. The remaining differences are likely attributable

to the slightly modified flow conditions used in the simulation.

This need to reduce PV V could be the result of two different factors.

First, the T-V relaxation rates from Millikan and White [36, 37] implicitly

assume that the V-V processes are fast enough that a single vibrational tem-

perature can be used. Consequently, the rates found in those experiments can

be thought of as combining the effect of V-T and V-V processes, especially

when the latter is not very fast. Hence, when an additional V-V exchange

is introduced in the models, it artificially creates more nonequilibrium. A

second, more straightforward reason could be that the empirically derived

collision effectiveness (i.e. PV V ) may not be accurate, especially at the lower

temperatures considered in this configuration, which is supported by some em-

pirical evidence [108]. In order to address these issues we use quasi-classical

trajectory (QCT) results to determine PV V directly.
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7.2 Formulation

Before calculating T-V and V-V exchange rates, we need to define how

the exchange processes are measured (this is some inconsistency in the liter-

ature). For instance, consider that for non-identical colliding particles, pure

V-V exchange is near impossible from a quantum perspective because the vi-

brational energy level spacings of the colliding pair do not match. As such,

any vibrational transition will always modify the relative translational energy.

Furthermore, here we have combined both the translational and rotational

energy, so even if the vibrational energy remains fixed, the collision may not

be elastic. That is, the translational and rotational energy may be reparti-

tioned after the collision without affecting vibration. With this in mind, for

the scattering collision in Eq. 7.1, we define the change in the vibrational states

as

δvi = v′i − vi (7.2)

for i = 1, 2. Then, for each trajectory, the final state is measured, and the

trajectory is tagged as either an elastic (i.e., no vibrational energy exchange),

V-V, or T-V exchange reaction. Elastic collisions are marked when

δv1 = δv2 = 0. (7.3)

V-V collisions are marked if one of the following conditions are met:

δv1 < 0 and δv2 > 0 (7.4)

δv1 > 0 and δv2 < 0. (7.5)
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This definition is similar to that used for collisions of identical particles, where

V-V exchange without modification of the translational-rotational energy is

theoretically possible. However, this definition also includes collisions wherein

δv1 6= −δv2 (sometimes referred to as V-V-T energy exchange). Finally, T-V

collisions are marked if the collision is neither an elastic nor V-V exchange col-

lision. What follows is a brief overview of how QCT is used to directly calculate

the scattering rate (additional considerations not covered in Section 2.3).

Direct Calculation of the Scattering Rates via QCT

For each trajectory, each of the following quantities are sampled based

on their respective distributions in conjunction with Monte-Carlo integration:

(1) the initial orientation, (2) the impact parameter (bmax = 6 Å based on pre-

liminary analysis presented below), (3) the relative speed, (4) the vibrational

phase was randomly sampled based on fixed v = (v1, v2), and (6) the rotational

quantum numbers J = (J1, J2) (and the subsequent orientation). At the end

of each trajectory, the fractional binning strategy was used as described in

Section 2.2.3 (i.e., Ns is distributed among states after each trajectory).

The internal energy is decoupled, as described in Section 2.3.3, and the

rotational energy is randomly sampled for a fixed vibrational quantum number.

This modifies the Monte-Carlo sampling procedure. Recall the rovibrationally

averaged cross-section as derived for decoupled internal motion, given by

σ(T, Tv) =
1

η(T, Tv)

∑
v,v′

fv(v;Tv)
∑
J ,J ′

fr(J ;v, T )σ(v → v′,J → J ′;T ) (7.6)

235



where fv is the vibrational PDF, fr is the rotational PDF, and η is a normal-

ization constant. Now, define the vibrational-specific cross-section as

σ(v → v′;T ) =
∑
J ,J ′

fr(J ;v, T )σ(v → v′,J → J ′) (7.7)

Note that fr(J ;v, T ) is not unit normalized, so to implement Monte-Carlo

sampling, the normalization factor Qr(v, T ) =
∑

J fr(J ;v, T ) is introduced.

Then, the vibrational-specific cross-section is given by

σ(v → v′;T ) = Qr(v, T )
∑
J ,J ′

fr(J ;v, T )

Qr(v, T )
σ(v → v′,J → J ′) (7.8)

= Qr(v, T )πb2
max

Ns(v → v′, T )

N(v, T )
. (7.9)

For each initial vibrational energy and temperature, Eq. 7.9 was used to calcu-

late vibrational state-specific inelastic scattering cross-section, which was then

used to calculate the vibrationally temperature dependent cross-section, i.e.,

σ(T, Tv) =
1

η(T, Tv)

∑
v,v′

fv(v;Tv)σ(v → v′;T ) (7.10)

Finally, the exchange probability is determined by normalizing the

cross-section by a reference cross-section so that

P (v → v′;T ) =
σ(v → v′;T )

σo
(7.11)

where σo = π 3.662 = 42.1 Å2 [108], and σ is defined below. Note that P is

PV V and PV T for V-V and V-T exchange processes, respectively. Note that

Ns/N is also the exchange probability, but it is not used to define PV V or

PV T because this ratio Ns/N varies with bmax. The true exchange probability
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corresponds to the ratio when bmax is minimized while still ensuring that Ns =

0 for all b > bmax. However, it is difficult to precisely determine bmax in the

context of a QCT simulation because it is not constant with collision energy

(see preliminary analysis below). As such, it is more convenient to set bmax

conservatively for the QCT simulation, calculate the cross-section directly,

and then back out the exchange probability based on a standard reference

cross-section.

7.3 QCT Results

Two QCT simulations were run. For both, trajectories were simulated

on the PES developed by Varga et al. [71] as distributed on POTLIB [144]. Ap-

proximately 190 million trajectories were simulated using 90,000 CPU hours.

In the first QCT simulation, some preliminary analysis was done for a

simplified quantity of interest: the scattering rate of O2 from v = 1, i.e.,

O2(v = 1) + N2 −→ O2(v′) + N2, (7.12)

where the vibrational state of N2 is sampled from a Boltzmann distribution.

The scattering rate as a function of the final vibrational state was calculated

for fixed temperatures of 5,000 K, 8,000 K, and 10,000 K. For each temperature,

400,000 trajectories were sampled. Note that the rotational quantum numbers

of both species, the vibrational quantum number of N2, and the relative speed

were each sampled from their respective distributions all characterized by the

same temperature.
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In the second QCT simulation, the inelastic scattering rate was directly

calculated for the following initial states:

T = (500, 750, 1000, 1500, 2000, 3000) K

v
O2

= (0, 1, 2, 3, 5, 7, 9, 12, 15, 18, 21)

v
N2

= (0, 1, 2, 3, 5, 7, 9, 12, 15)

In total, 594 scattering probabilities were calculated based on these initial

states. The set of directly calculated probabilities was used to interpolate the

probability at the necessary intermediate states.

7.3.1 Preliminary Scattering Analysis

The scattering rate as a function of the final vibrational state for a

fixed temperature of 10,000 K is shown in Figure 7.4, which includes both the

elastic (v′ = 1) and inelastic (v′ 6= 1) rates.
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Figure 7.4: O2 scattering rate versus v′ for fixed temperature of 10,000 K.

The uncertainty bars corresponds to two standard deviations from the mean,

as discussed in Section 2.3.1. Because each of these rates was calculated for the

same rotranslational temperature, note that the rate directly corresponds to

the probability of the outcome occurring. So, the results indicate that elastic

scattering is the dominant outcome as the rate is approximately two orders

of magnitude greater than the next highest rate. However, keep in mind that

this simulation is not tracking the other internal states, so this is only elastic

in the sense that O2 vibrational level remained unchanged. Next, we note

that the uncertainty of the rates increases as v′ increases. This is one of the

shortcomings of QCT and Monte Carlo sampling because the uncertainty of the

rate is directly tied to the frequency of trajectories with the specified outcome,

(i.e., ε ≈
√

4/Ns(v′), where is Ns is the number of observed trajectories with
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the specified outcome). So, as the rate deceases, which (as mentioned above)

is directly proportional to the scattering probability, the uncertainty increases.

Comparing the final states 0 and 2, it is more likely that O2 will be ex-

cited at this temperature. Typically, it is expected that the vibrational energy

would be more likely to decrease. To see if this trend was continued, the scat-

tering rate was similarly calculated at 5,000 K and 8,000 K. Figure 7.5 shows

the scattering rates as a function of these temperatures. Three transitions are

shown.
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Figure 7.5: O2 scattering rate versus temperature for fixed v′.

For each transition, a log-linear relation with the inverse of the temperature

seems apparent. This implies that a simple analytical relation is sufficient

to describe the transition rate (with different parameters for each transition).
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However, more tests are necessary to fully justify this claim. As with 10,000 K,

for the other temperature, the transition rate to v′ = 2 is greater than v′ = 0. A

further investigation of these rate, including how detailed balance dictates this

relation, is necessary to better understand this pattern. Finally, consider that

5,000 K, the transition rate v′ = 3 is more than an order of magnitude lower

than the other rates at the same temperature. As the temperature increases,

this transition rate increases at a more rapid pace, so that at 10,000 K it within

a factor of 5 of the other rates.

The scattering as a function of the initial relative energy and final

scattering angle were also measured for each trajectory. This analysis shows

that the impact parameter is sufficiently sampled when calculating the rate.

All trajectories for each temperature were included in this analysis. Figure 7.6

shows the sampled relative translational energy versus the sampled impact

parameter.
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Figure 7.6: Sampled translational energies and impact parameters.

First, referencing the figure for inelastic collisions, consider that low trans-

lational energy and low impact parameter states are sampled less. This fol-

lows from the distribution functions describing these states, as defined in Sec-

tion 2.3.2. There is an abrupt cutoff approximately parallel to the y-axis

in the figure, beyond which no inelastic trajectories are observed (this cutoff

has a slight negative slope). The blue markers represent possible aggressively-

defined maximum impact parameters that could be used in a future simulation

(approximately 20 out of 1.2 million total trajectories are inelastic beyond this

cutoff). This is useful because, if another 1.2 million trajectories were simu-

lated using this impact parameter cutoff (i.e., bmax ≈ 4.4 Å), then the many

more inelastic trajectories would be observed, which in turn would improve
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the uncertainty associated with the rates.

The designation of the maximum impact parameter near 4.4 Å is good

for calculating the inelastic rate, but at the cost of introducing statistically

significant errors for the elastic rate. This is because most elastic trajectories

occur beyond this cutoff, as shown in Figure 7.6b. For low impact parameters,

few elastic trajectories are observed (and in truth, it is likely that the vibra-

tional energy of N2 or the rotational energy of either O2 or N2 change for these

low impact parameter “elastic” collisions). However, at and above 3 Å, elastic

collisions become more prevalent. Then, beyond 4.4 Å, only elastic trajectories

are observed. Furthermore, in order to calculate the elastic cross-section, we

must ensure that we sample sufficiently large impact parameters so that the

scattering angle goes to zero. Figure 7.7 shows that the scattering angle versus

the impact parameter.
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Figure 7.7: Scattering angle versus sampled impact parameters.

To use the more aggressive cutoff of bmax = 4.4 Å, which is now represented

by the blue line in Figure 7.7b, it is clear that the scattering angle is not

yet zero for trajectories when b > bmax. In short, if the aggressive cutoff is

used, the accuracy of the elastic collision rate will decrease. Keep in mind

though, that the statistical uncertainty in the inelastic rate will decrease. At

these high temperatures (i.e., above 5,000 K) a good balance between these

two objectives is to set a bmax = 5 Å. At lower temperatures, the sampled

relative speed is also lower on average. As such, particles spend more time

in each other’s vicinity, so there is more time for the interaction to cause an

inelastic transition.
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7.3.2 V-V Scattering Rate Calculation

The vibrational state-specific V-V exchange probability at fixed tem-

peratures is plotted in Fig. 7.8. The axes are bound to the same values for

each subfigure to simplify comparison between each state.

(a) T = 500 K (b) T = 1,000 K

(c) T = 2,000 K (d) T = 3,000 K

Figure 7.8: Vibrationally state-specific V-V exchange probability

Recall that original CVCV model suggests that exchange probability is 10−2,

and is independent of temperature. However, the QCT results suggest that

the probability is at least two order of magnitude lower than this value. At

higher temperatures, the surface is approximately level, suggesting that PV V
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is approximately independent of the initial vibrational state. However, at

lower temperatures, only the high-lying initial vibrational states retain high

transition probabilities. The reason is that at low temperatures, when the

vibrational state is also low, there is not sufficient energy to shift the vibra-

tional state. At 500 K, the PV V is as low as 10−9. Furthermore, at these

low temperature, the thermally averaged PV V will closely match the exchange

probability as low-lying vibrational states are the most common. For instance,

at 1,000 K, approximately 86% of the combined O2 − N2 population is in the

state (v
O2
, v

N2
) = (0, 0).

We need to mention that the relative uncertainty of the exchange prob-

ability is not well resolved, as shown in Figure 7.9.
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(a) T = 500 K (b) T = 1,000 K

(c) T = 2,000 K (d) T = 3,000 K

Figure 7.9: Uncertainty of vibrationally state-specific V-V exchange probabil-
ity

At high temperatures, the uncertainty is less than 10, which implies that

the true probability is likely within an order of magnitude of the recorded

probability. However, at low temperatures, the uncertainty is as high as 100,

implying that the true probability is only within two orders of magnitude of

the recorded probability. Even though the probability is relatively smooth in

Figure 7.8, this is not acceptable by our usual standards. However, because

we cannot actively sample final states, improving this uncertainty efficiently is

difficult. Of the 594 states, we average approximately 300,000 trajectories per
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state. However, for a probability of 10−7, if we simulate ten million trajectories,

we would expect the uncertainty to be near a factor of 2. Unfortunately,

simulating this many trajectories is not feasible using this PES. Future work

should look to improve the PES access time, so that more trajectories could

be simulated.

Next, the V-V exchange probabilities were averaged over the vibrational

states based on Eq. 7.6 to calculate the state-averaged exchange probability,

which is a function of T , Tv,N2
, and Tv,O2

. This state-averaged probability

can be directly integrated into CFD solvers to improve the V-V exchange

model (i.e., the probability is now temperature varying instead of a constant).

Figure 7.10, which plots the exchange probability as a function of vibrational

temperatures for fixed T , shows why using a temperature-varying probability

is critical.
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Figure 7.10: Vibrationally averaged inelastic scattering probability for fixed T

Notice first that for any fixed T , except at 500 K, the exchange probability is

approximately constant. For the other temperatures, the PV V only increases

slightly with the vibrational temperature of N2 or O2. However, there is a

substantial increase in PV V as T increases. From 500 K to 3,000 K, the prob-

ability increases by up to 3 orders of magnitude. Overall, this data suggests

that the the V-V exchange probability is strongly coupled with translational

energy but only weakly coupled with vibrational energy.

This observation is strengthened by examining another slice of the

state-averaged V-V exchange probability. Specifically, consider the slice where

Tv, i = T for both i = O2 and i = N2, as shown in Figure 7.11.
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(a) Tv,O2
= T (b) Tv,N2

= T

Figure 7.11: Vibrationally averaged inelastic scattering probability for Tv,i =
T .

In both figures, PV V is approximately constant with Tv,i but varies considerably

with T .

7.3.3 V-T Scattering Rate Calculation

The vibrational state-specific T-V exchange probability at fixed tem-

peratures is plotted in Fig. 7.12. As before, the axes are bound to the same

values for each subfigure.
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(a) T = 500 K (b) T = 1,000 K

(c) T = 2,000 K (d) T = 3,000 K

Figure 7.12: Vibrationally state-specific V-V exchange probability.

As the translational temperature increases, the probability of inelastic transi-

tions for the low-lying vibrational states increases, while the probability for the

high-lying vibrational states decreases slightly, resulting in a leveling out of the

probability. This is because at a higher temperature, a collision is more likely

to have a higher total total energy, which increases the available energy that

could be transferred to the vibrational energy of the molecules. The pattern

suggests that the probability will become nearly independent of vibrational

state as temperature increases, though simulations at higher temperatures are

required to confirm this hypothesis.
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Next, consider that the T-V exchange probability is several orders mag-

nitude higher than the V-V exchange probability in Figure 7.12. Thus, the

relative uncertainty should follow the same pattern. Figure 7.13, which shows

the corresponding uncertainties of the T-V exchange probabilities, confirms

this notion.

(a) T = 500 K (b) T = 1,000 K

(c) T = 2,000 K (d) T = 3,000 K

Figure 7.13: Uncertainty of vibrationally state-specific V-V exchange proba-
bility

Here, the average relative uncertainty is near 10−1, corresponding to a 10 % un-

certainty in the probability. Some uncertainties are as high as 40 %, but this is

offset by others as low as 4 %. Compared to the V-V exchange probability, this
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is great improvement. Note that the uncertainty appears somewhat random

because the states were not uniformly sampled during the QCT simulation.

That is, many more trajectories were sampled for the low-lying vibrational

states - hence, those states have a lower uncertainty.

As before, the state-averaged T-V exchange probability was calculated.

Furthermore, the equilibrium scattering probability (i.e., Peq = P (Tv,N2
=

Tv,O2
= T )) was also calculated. Figure 7.14 shows both T-V and V-V equi-

librium exchange probability.

Figure 7.14: Thermal equilibrium inelastic scattering probability for Tv,N2
=

Tv,O2
= T

The calculated probabilities range from approximately 4.9×10−5 to 5.5×10−4

for T-V exchange, and 1.5× 10−9 to 4.7× 10−6 for V-V exchange. Both set of

data increases consistently as the temperature increases. This suggests that

any high-temperature calibrations for N2-O2 exchange interactions likely over-

predict the probability. Furthermore, T-V exchange is consistently 2 orders of
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magnitude or more greater than V-V exchange.

Now, compared to V-V exchange, the relationship of PTV with each

temperature (T , Tv,N2
, and Tv,O2

) is more complicated. Consider the proba-

bility versus vibrational temperatures, as shown in Fig. 7.15. As before, the

axis bounds were set to the same values for each subfigure.

(a) T = 500 K (b) T = 1,000 K

(c) T = 2,000 K (d) T = 3,000 K

Figure 7.15: Vibrationally averaged inelastic scattering probability

Overall, PTV shifts by only an order of magnitude with temperature as is

opposed to PV V , which shifted by 5 orders of magnitude over the same range

of temperatures. Furthermore, as T increases the maximum PTV does not

change dramatically. In comparing the behavior of the probability versus the
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Tv,N2
and Tv,O2

, it is clear that the inelastic exchange probability is significantly

more sensitive to Tv,N2
. Because the nitrogen vibrational distribution relaxes

towards the translational temperature more slowly than oxygen [36], nitrogen

is more likely to be out of thermal equilibrium. Thus, the combination of these

two factors implies that the vibrationally inelastic scattering probability and

the N2 vibrational relaxation rate can vary substantially in a flow.

This conclusion is also supported when examining the results where one

of the species-vibrational temperatures is set equal to T , as shown in Fig. 7.16.

(a) Tv,O2
= T (b) Tv,N2

= T

Figure 7.16: Vibrationally averaged inelastic scattering probability for Tv,i = T

When Tv,N2
= T , the inelastic scattering probability shifts marginally with

Tv,O2
, whereas the variation with T matches the result in Fig. 7.14. In contrast,

when Tv,O2
= T , the probability is approximately symmetric to changes along

the Tv,N2
= T line. Thus, changes in either Tv,N2

or T result in comparable

changes to the probability.
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7.4 Final Remarks

The QCT-calculated V-V and T-V exchange probabilities were calcu-

lated to understand/justify empirical adjustments made to PV V to match sim-

ulations of turbulent mixing layers to experimental observations. It was shown

that for the CVCV V-V exchange model, the exchange probability of 0.01 is

high, especially for flows where the translational temperatures are lower than

3,000 K. By lowering the rates, the results of CFD simulations more closely

match the experiment. While this does not rule out errors in the formulation of

the V-V exchange rates, there is reason to believe that using the QCT-derived

exchange probabilities provides a better estimate of nonequilibrium evolution

in these flows. This conclusion, in conjunction with the experimental and CFD

observations, supports the claim that V-V energy exchange between O2 and

N2 evolves on a similar timescale compared to the N2 V-T energy exchange at

low to moderate temperatures.
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Chapter 8

Simulation of Detonation Waves with New

Vibrational Nonequilibrium Model1

The primary objective of this dissertation is to develop thermal nonequi-

librium models for CFD applications with a specific focus on high-speed com-

bustion processes. Both the scramjet and reentry vehicle are well established

systems, and it is known that nonequilibrium is present in the flow leading up

to ignition. As such, this work has primarily focused on these two systems.

However, other state-of-the-art engines also exhibit strong nonequilibrium ef-

fects and should be modeled accordingly.

Consider recently developed detonation-driven engines, such as the ro-

tating detonation engine (RDE), which can potentially increase the efficiency

of gas turbines [173–176]. These systems use a variety of different fuels and op-

erate over a wide range of conditions depending on the application. This work

focuses on hydrogen/air systems presented by Schwer et al. [173, 174], which

operate at pressures near 1 atm, post-combustion temperatures up to 3000 K,

and Chapman-Jouguet (CJ) wave speeds of approximately 2000 m/s [174]. At

1The work presented in this chapter was originally published in AIP Conference Proceed-
ings (S. Voelkel, D. Masselot, P.L. Varghese, and V. Raman, AIP Conference Proceedings,
1786 (070015), 2016.). Contributions by Venkat Raman and Philip Varghese were editorial,
and the 2D CFD simulations were performed by Damien Masselot.
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these operating conditions, the vibrational nonequilibrium introduced into the

flow via the detonation wave relaxes at a timescale comparable to the induction

time [36, 177]. Thus, we believe that the effect of vibrational nonequilibrium

is non-negligible and should be modeled accordingly.

Beyond comparing the relaxation and induction timescales, the expec-

tation that vibrational nonequilibrium is non-negligible in RDEs is also based

on previous work for similar systems [16, 50, 172, 178]. In hydrogen/air su-

personic jets, spontaneous Raman scattering temperature measurements have

shown that vibrationally colder N2 is present in the shear layer prior to igni-

tion [172]. In direct numerical simulations (DNS) of a similar jet with vibra-

tionally colder flow at the inlet, Koo et al. [50] observed that the vibrational

relaxation timescale was comparable to the reaction timescales, which in turn

delayed flame ignition. Finally, scramjet simulations by Fiévet et al. [16, 179]

have shown that not only is vibrational nonequilibrium present throughout the

domain upstream of the mean flame location, but also that its presence can

significantly shift the ignition delay after fuel injection. These studies suggest

that vibrational nonequilibrium will be present in the induction zone of the

detonation wave and potentially alter it characteristics.

With regards to modeling vibrational nonequilibrium in this system, we

utilize the work presented here in previous chapters as well as previous stud-

ies. Many such studies have analyzed high-temperature hypersonic flows (e.g.,

around reentry vehicles) [180–183], which has generated a large effort to model

nonequilibrium dissociation and energy relaxation rates [1,39,49,81,102,184].
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However, these models are not necessarily valid at lower temperatures and may

require modification. For instance, consider Park’s two-temperature model [49]

and the coupled vibration-chemistry-vibration (CVCV) model [39]. For tem-

peratures below 2500 K, Voelkel et al. [91] have shown via quasi-classical tra-

jectory (QCT) analysis that these models considerably over-predict the relative

effect of vibrational nonequilibrium for chain-branching exchange reactions in

the hydrogen-air combustion mechanism (presented in Section 5). And so, us-

ing the QCT-calculated rates, we present a new nonequilibrium reaction rate

model that matches this data. Furthermore, the standard vibration-vibration

(V-V) energy exchange model is re-calibrated based on QCT analysis of N2+O2

inelastic collisions at combustion temperatures as presented in Section 7.

At this point, we are not yet ready to quantify the relative effect of

vibrational nonequilibrium in an operating RDE, but we have performed some

preliminary analysis. Specifically, we pose the following question: what is the

relative effect of vibrational nonequilibrium in detonation-driven combustion

flows? To address this question, detonation waves were simulated under con-

ditions assuming thermal equilibrium and vibrational nonequilibrium. These

two cases were compared, focusing on the induction zone length and post-

detonation cell formation, in order to assess the effect of vibrational nonequi-

librium.

The remainder of this chapter is organized as follows. First, the gov-

erning equations and corresponding constitutive models of the system are pre-

sented, including the vibrational energy exchange models. Then, a new model
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for the vibrational nonequilibrium reaction rate is presented and compared

to other models and QCT-based analysis. Finally, results for 1-D and 2-D

simulations of detonation waves, which demonstrate the effect of vibrational

nonequilibrium on induction zone and detonation cell-structure, are shown.

8.1 Mathematical Model

8.1.1 Governing Equations

The free stream (pre-shock) conditions studied in this work were pres-

sures between 0.265 – 1.0 atm at a temperature of 300 K. Comparing the induc-

tion zone length to the mean free path corresponding to the initial, post-shock,

and post-combustion conditions (based on the flow calculations of this work),

the maximum Knudsen number is O(10−3). The governing equations for mass,

momentum, and energy are:

∂ρ

∂t
+∇ · (ρu) = 0 (8.1)

∂

∂t
(ρu) +∇ · (ρuu+ Ip− τ ) = 0 (8.2)

∂

∂t

(
ρ
(
e+

u · u
2

))
+∇ ·

(
ρu
(
e+

u · u
2

)
+ (Ip− τ ) · u+ jq

)
= 0, (8.3)

where ρ is the mass density, u is the velocity vector, p is the pressure, τ is

the Newtonian stress tensor, e is the mass-specific internal energy, and jq is

the diffusive heat flux vector. Species transport is modeled as a set of scalar

equations for the mass fraction Yi, which for N species and L atomic elements

is given by

∂

∂t
(ρYi) +∇ · (ρuYi + jmi ) = Miωi, (8.4)
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for i = 1, . . . , N − L, where jmi , Mi, and ωi are the diffusive mass flux vector,

the molecular mass, and the chemical source term of species i, respectively. An

additional set of L algebraic relations are used to impose atom conservation.

This is the full set of equations used when the system is in thermal equilibrium.

Vibrational nonequilibrium is modeled assuming that the vibrational

energy distribution of each species follows a Boltzmann distribution. Then,

one equation must be added for each non-monatomic species to model the

transport of vibrational energy and its exchange between species. The equa-

tions are given by [39,50]

∂

∂t
(ρYiev,i) +∇ · (ρuYiev,i + jvi ) = QTV

i +QV V
i +QCV

i , (8.5)

for i = 1, . . . , N , where ev,i is the species vibrational energy, and jvi is the dif-

fusive vibrational energy flux vector of species i. The source terms QTV
i , QV V

i ,

and QCV
i represent the exchange of vibrational energy via translation-vibration

(T-V), vibration-vibration (V-V), and chemical-vibration (C-V) energy trans-

fer, respectively. Note that V-V exchange refers to vibrational energy exchange

between different species. Note that if a species is monatomic, the vibrational

energy is zero, and the electron-vibration energy exchange is negligible in the

temperature range studied (below 3,000 K).

8.1.2 Constitutive Models

The standard constitutive models (not related to vibrational nonequi-

librium) were implemented to close the governing equations [50]. The treat-

ment of internal energy was then modified to decouple vibrational energy
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from translational-rotational energy. First, we assume that the translational-

rotational energy of each species is characterized by a Maxwell-Boltzmann

distribution at a temperature T . Consistent with the governing equations,

vibrational energy is also characterized by a Boltzmann distribution but at

a species-specific vibrational temperature Tv,i, where i denotes the species.

Then, the mass-specific internal energy of species i is decoupled so that

ei(T, Tv,i) = etr,i(T ) + ev,i(Tv,i), (8.6)

where etr,i is the translational-rotational energy and ev,i is the vibrational

energy. The translational and rotational degrees of freedom were assumed to

be fully excited, leading to

etr,i(T ) =
3 + αi

2
RT, (8.7)

where R is the universal gas constant, αi is zero for atoms, two for diatoms

and linear polyatomics, and three for all other species. Finally, the species

vibrational energy is defined so that

ev,i(Tv,i) = ei(Tv,i)− etr,i(Tv,i) (8.8)

= ei(Tv,i)−
3 + αi

2
RTv,i (8.9)

where ei is calculated numerically based on the NASA polynomials as imple-

mented in CHEMKIN [185].

The chemical source term ωi is also modified to account for vibrational

nonequilibrium. For J reactions, the source term assuming thermal equilib-
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rium is given by

ωi =
J∑
j=1

νijke,j(T )

(
N∏
k=1

(
ρYk
Mk

)ν′kj
− 1

Kc
j

N∏
k=1

(
ρYk
Mk

)ν′′kj)
(8.10)

where ke,j is the thermal equilibrium reaction rate, ν ′kj and ν ′′kj are the stoichio-

metric coefficients denoting the number of moles of reactant and product, re-

spectively, Kc
j is the equilibrium constant of the jth reaction, and νij = ν ′′kj−ν ′kj.

For a flow with vibrational nonequilibrium, only the reaction rate is modified,

as presented below in Section 8.1.3.

For the vibrational energy transport equation, the exchange source

terms were defined as follows. The V-T energy exchange was modeled us-

ing the Landau-Teller formulation as

QTV
i = ρYi

(
ev,i(Tv,i)− ev,i(T )

τv,i

)
, (8.11)

where τv,i is the relaxation timescale based on the empirical correlation of

Millikan and White [36]. The C-V energy transfer was defined as QCV
i =

ev,iMiωi, consistent with [50]. Finally, the V-V energy exchange was modeled

using the CVCV formulation [39]:

QV V
i =

∑
j 6=i

cicj

(
8kBT

πµij

)1/2

σijP
V V
ij

(
ev,i(T )

ev,j(T )
ev,j(Tv,j)− ev,i(Tv,i)

)
, (8.12)

where ci is the species concentration in mol/cm3, µij is the reduced mass of

the species pair, σij is the cross-section of the species pair, P V V
ij is the average

probability of V −V exchange for the species pair. Originally, Knab et al. [39]

defined a single P V V and set P V V
ij ≈ P V V for all i and j. It was suggested
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that P V V = 10−2, which was calibrated for high temperature reentry flows.

However, recent experimental and computational work have shown that this

value is invalid at low to moderate temperatures [172]. If P V V is 10−2, then

O2 vibrational relaxation is inhibited by V-V exchange with N2, which was

not observed experimentally.

Based on the QCT analysis for the inelastic collision N2(v1)+O2(v2)→

N2(v′1) + O2(v′2), as presented in Section 7.3.2, P V V was re-calibrated. Recall

that the QCT results showed that P V V ranged from 10−7 to 10−4 for tem-

peratures ranging from 1000 K to 3000 K. Adjusting P V V down to 10−4 gave

simulations that more closely matched the experimental observations. Here,

P V V = 10−4 is used for all the collision pairs. Finally, note that the assumption

P V V
ij ≈ P V V was maintained because further analysis is needed to calculate a

species-pair-specific probability. Furthermore, we still used the constant value

of P V V as opposed to the directly calculated rates from Section 7.3.2 because

the data was only for the N2-O2 colliding pair.

8.1.3 Vibrational Nonequilibrium Reaction Rate

The reaction rate for a flow with vibrational nonequilibrium is modeled

using the T -Tv method, denoted k(T, Tv). This rate is derived from a state-

dependent efficiency function:

ϕ(v, v′;T ) =
k(v, v′;T )

ke(T )
, (8.13)

where k(v, v′;T ) is the reaction rate for fixed v and v′ (i.e., the reactant and

product vibrational states). We use the following notation below for both k
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and ϕ: if a dependency is not listed, it implies that the dependency has been

summed or averaged, i.e.,

ϕ(v;T ) =
∑
v′

ϕ(v, v′;T ), (8.14)

and

ϕ(T, Tv) =
∑
v

∑
v′

fv(v;Tv)ϕ(v, v′;T ), (8.15)

where fv is the population fraction in state v computed from the Boltzmann

vibrational energy distribution at Tv, and the summations are over the full

sets of v and v′. Substituting ϕ(T, Tv) into Eq. 8.13, the T -Tv reaction rate

k(T, Tv) is given by

k(T, Tv) = ke(T )ϕ(T, Tv). (8.16)

Here, a species-specific efficiency function similar to the model pre-

sented by Arsentiev et al. [103] is used. This is based on the forward and re-

verse activation energy of the reaction as well as the initial and final vibrational

energy of the products and reactants, respectively. For a specific reaction, we

define the analytical state-dependent efficiency function ϕ̂(v, v′;T ):

ϕ̂(v, v′;T ) = c1(T ) exp

(
c2(T )

ε+v (v)−max(ε−v (v′)− ε−a , 0)

kBT

)
(8.17)

where ε+v (v) and ε−v (v′) are the vibrational energy of the reactants and prod-

ucts, respectively, ε−a is the activation energy of the reverse reaction, kB is the

Boltzmann constant, c1(T ) is chosen so that k(T, Tv = T ) = ke(T ), and c2(T )
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is a free parameter (set to 0.6 − T/104 based on preliminary QCT analysis).

Then, ϕ̂ replaces ϕ in Eq. 8.13–8.16.

The state-specific model ϕ̂(v;T ) was compared to ϕ(v;T ) directly cal-

culated using QCT analysis for the reaction H + O2(v = 0, 1, 2, 3, 4, 5) →

O + OH using the PES developed by Melius and Blint [72] as distributed on

POTLIB [144]. Approximately 14 million trajectories were simulated, with

more trajectories simulated at low-probability states to minimize the uncer-

tainty (defined as two standard deviations from the mean). Note that the

QCT-calculates rates in Section 5 are not state-specific, so they were only

used to compare the state-averaged rates (see below). Figure 8.1 shows the

proposed model compared to the QCT results.

0 1 2 3 4 5

v

100

101

102

ϕ
(v
;T

)

T = 1000 K

T = 2000 K

T = 3000 K

QCT results, ϕ(v;T )
Proposed model, ϕ̂(v;T )

Figure 8.1: State-dependent efficiency function for H + O2(v)→ O + OH.

The proposed model closely matches the QCT results, especially as T increases.

The model is not a good match for high v at low T . However, the population

fraction fv of high-lying v is small at low T so the departure from the model
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fit has little effect on the temperature dependent efficiency function.

The temperature-dependent model ϕ̂(T, Tv) was compared to the con-

ventional T -Tv model proposed by Park [49] and the CVCV model [39] for two

chain reactions in the hydrogen-air combustion mechanism: H + O2(Tv) →

O + OH and O + H2(Tv) → H + OH. Additionally, these models were com-

pared to ϕ(T, Tv) directly calculated in previous QCT analysis by Voelkel et

al. [91] and presented in Section 5, as shown in Fig. 8.2.
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Figure 8.2: Temperature-dependent efficiency function.

For both reactions, the QCT results show that vibrational nonequilibrium has

a smaller effect than the Park’s model and the CVCV model for both Tv > T

and Tv < T . Overall, ϕ̂(T, Tv) matches the QCT results better than the T -Tv

model and the CVCV model except when Tv > T and T < 1400 K for the
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reaction H + O2(Tv) → O + OH, where Park’s model is closer to the QCT

results. However, this subset of T -Tv values did not occur in the present

simulations.

8.2 Results

Both one-dimensional and two-dimensional detonation waves were sim-

ulated with and without vibrational nonequilibrium. For the 2D simula-

tions, colleagues Romain Fiévet and Damien Masselot worked together to

set up UTComp, and Damien ran the simulations. For both tests, the ini-

tial mixture conditions consisted of a stoichiometric hydrogen-air mixture (i.e,

2H2 + O2 + 3.76N2). The chemical mechanism proposed by Mueller et al. [157]

was implemented, which consisted of 9 species and 21 reactions. The purpose

of the 1-D calculations was to quantify the effect of vibrational nonequilibrium

in the induction zone. The 2-D simulation was used to assess the effect of vi-

brational nonequilibrium on the post-detonation characteristics of the flow,

specifically the detonation cell-structures observed after combustion.

8.2.1 One-Dimensional Inviscid Simulations

For the set of one-dimensional calculations, the system was assumed

steady and diffusive terms were neglected. In applying these assumptions, the

evolution of mass, momentum, and total energy are all governed by a set of

algebraic relationships (see [177] for a detailed derivation). The flow is then

governed by the reduced set of ordinary differential equations for species mass
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fraction and vibrational energy in x-space. Given the pre-shock conditions, the

post-shock state was directly calculated assuming that species mass fractions

and vibrational energies were frozen through the shock. Then, an eighth-order

Runge-Kutta Prince-Dormand algorithm [186] was used to advance the mass

fraction and vibrational energy in space.

For the simulations presented, the initial pre-shock conditions were at

300 K and 1 atm. The wave speed was chosen to simulate an unsupported

detonation wave, which is characterized by a post-detonation sonic condition.

However, because the mechanism contained both irreversible and endothermic

reactions, achieving a truly unsupported detonation is not possible [177]. It

was found that a wave speed of 1950 m/s produced a final Mach number of

0.898, the highest observed for these initial conditions and combustion mecha-

nism, thus suggesting that the wave was subject to a weak piston support [187].

Reactive Equilibrium Simulation

To define a baseline solution, a simulation was run assuming thermal

equilibrium, denoted as the EQ simulation. The properties throughout the

detonation wave assuming thermal equilibrium are plotted in Fig. 8.3.
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Figure 8.3: Detonation wave properties assuming thermal equilibrium.

Figure 8.3a shows the evolution of temperature, internal energy, and Mach

number. The ambient pre-shock state is where x > 0µm, the shock wave is

centered at x = 0µm, and ignition occurs at x ≈ −210µm. Figure 8.3b shows

the species mass fraction over the same domain. Overall, these results are

consistent with other hydrogen-air detonation wave simulations [177,188].

Inert Nonequilibrium Simulation

The same pre-shock conditions were also used to simulate the detona-

tion wave assuming vibrational nonequilibrium, denoted as the NEQ simula-

tion. First, an inert simulation was performed (i.e., the chemical source term

was set to zero) to compare the vibrational relaxation timescales of each species

with the induction timescales observed in the EQ simulation. Figure 8.4 shows

the temperature of the EQ simulation compared to the translational-rotational

temperature as well as the vibrational temperature of H2, O2, and N2 for the
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inert NEQ simulation.

Figure 8.4: Relaxation of vibrational nonequilibrium in inert simulation com-
pared to the equilibrium simulation.

Starting with the flow immediately following the shock, notice that because

the vibrational energy is frozen through the shock, the translational-rotational

temperature has to increase sufficiently to maintain energy conservation. As

a result, the post-shock T at x = 0µm is approximately 100 K greater for the

NEQ case compared to EQ case (immediately after the shock, T in the EQ

and NEQ case are approximately 1,510 K and 1,610 K, respectively). Next,

shortly following the shock O2 relaxes quickly to a quasi-relaxed Tv between

1430 and 1480 K, which indicates that the T-V energy exchange rate for O2 is

relatively fast. In contrast, Tv for both H2 and N2 relax more slowly because

their T-V rates are much slower. We say O2 is quasi-relaxed because Tv,O2
< T

throughout the relaxation process. In short, T-V exchange in O2 is balanced by

V-V exchange with other species, which is to say that the amount of vibrational

energy added to O2 via T-V exchange is the same as the amount of vibrational
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energy removed from O2 via V-V exchange.

Finally, compare the EQ and NEQ in the zoomed in region of Fig-

ure 8.4, which shows the end of the induction region. As T in the EQ case

begins to rise, the NEQ temperatures compared to the EQ temperatures are: T

is 20 K greater, and Tv,O2
is 30 K less, Tv,H2

is 150 K less, and Tv,N2
is 200 K less.

Though these differences are not necessarily substantial, it shows that there is

vibrational nonequilibrium is non-negligible in the flow leading up to combus-

tion. Furthermore, there are two competing processes: reaction suppression

caused by the vibrationally cool flow, and reaction enhancement caused by

the translationally hot flow. Consider how these competing processes affect

the vibrationally cold H2, which will suppress the chain-branching reaction

O + H2 → H + OH. Using the proposed efficiency model, for T = 1, 530 K

and Tv,H2
= 1, 360 K, the expected efficiency of this reaction is approximately

93 %, which is a significant reduction. However, comparing the subsequent

nonequilibrium rate with the EQ rate (at 1,510 K), the difference between the

two rates is less than 1 %! In the end, the suppression and enhancement of the

reaction rate are almost perfectly balanced. A similar analysis for the reaction

H + O2 → O + OH gives the same result.

Reactive Nonequilibrium Simulation

We have shown that vibrational nonequilibrium is present in the flow

throughout the induction zone, but its expected effect on the reaction rate

itself is marginal at best. To strengthen this claim, a final simulation was run
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that included both reaction and vibrational nonequilibrium. Figure 8.5 shows

the translational-rotational temperature as well as the vibrational temperature

of H2, O2, and N2 throughout the detonation.

Figure 8.5: Translational-rotational and vibrational temperature in detonation
wave assuming vibrational nonequilibrium.

The post-shock conditions and the temperature field leading up to ignition

closely match the inert NEQ case. Overall, we see that the higher transla-

tional temperature outweighs the vibrationally cool effects. In other words,

the reaction rate is enhanced more than it is suppressed, thus shrinking the

induction zone.

The fast relaxation of O2 is a result of fast T-V exchange and slow

V-V exchange. Recall that the V-V exchange probability PV−V was modified

from its original value based on experimental data, CFD simulations, and QCT

calculations at these temperatures. Figure 8.6 shows the induction zone length

x∗ relative to the equilibrium induction zone length xe∗ as a function of PV−V ,
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and emphasizes the importance of using accurate values of PV−V .
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Figure 8.6: Relative ignition delay for different values of PV−V .

Note that x∗/x
e
∗ varies by approximately 11% depending on the value of PV−V .

The plot levels off for PV−V < 10−5 implying that the reaction rates in the

flow are determined by V-T exchange rates. Conversely, for PV−V > 10−2

the reaction rates are determined by V-V exchange rates. Notice that if the

original value of 10−2 had been used, the simulation would have suggested that

the induction zone length was longer in the NEQ case than the EQ, opposite

to the effect observed with the modified value of 10−4.

In summary, accurately implementing the vibrational nonequilibrium

model is critical in the NEQ detonation case due to the competing effects:

high T enhances reaction rates and and low Tv suppresses them. Overall, the

effect of including vibrational nonequilibrium is small. For these conditions,

the decrease in the induction zone length was approximately 12µm, which is

likely negligible in larger scale simulations of the order of 0.1 m. However,
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as observed in Fig. 8.5, Tv < T after ignition, which may effect the post-

detonation physics. Large-scale two-dimensional detonations were simulated

to estimate this effect.

8.2.2 Direct Numerical Simulations

Using the governing equations described above a two-dimensional, un-

steady, viscous detonation wave was simulated to assess the effect of vibrational

nonequilibrium on the overall characteristics of the flow, particularly the cell-

structures after combustion. The DNS calculations were performed using an

in-house compressible flow solver UTComp by colleagues Damien Masselot and

Romain Fiévet [50]. Compared to the one-dimensional simulations, the initial

conditions and physical model were slightly modified. First, the initial pre-

shock pressure was set to 0.265 atm. Also, in defining the efficiency function,

the results directly calculated by Voelkel et al. via QCT [91] (see Section 5),

were used for three chain reactions and the remaining reaction efficiencies were

calculated using the CVCV model [39]. As with the one-dimensional simula-

tions, both thermal equilibrium (EQ) and vibrational nonequilibrium (NEQ)

cases were simulated. The simulations were carried out until a stable detona-

tion front formed.

Figure 8.7 shows the temperature of the NEQ case, including the vi-

brational temperatures of O2 and H2 (note that the x ≈ 0 m at the shock

front).
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Figure 8.7: Temperature throughout detonation wave assuming vibrational
nonequilibrium: (top) translation-rotation temperature, (middle) O2 vibra-
tional temperature, (bottom) H2 vibrational temperature, and (right) zoomed
in on detonation front.

Even though the pre-shock pressure was lower than the 1-D simulation, the

temperature field is similar to 1-D results (i.e., T is between 300 and 3100 K).

Note that the induction zone length is almost negligible, though the inset

shows a small delay between 200 and 1000µm. As with the 1-D simulations,

Tv,O2
relaxes quickly and closely matches T throughout the domain. Also,

Tv,H2
lags behind significantly, remaining less than T for approximately 0.04 m

after the shock-front. The H2 vibrational relaxation takes longer compared to

the 1-D simulation (see Fig. 8.5), but the difference is due to the lower initial

pressure. Overall, even with an unsteady detonation front, the 2-D simulation

approximately matches the 1-D simulation results.
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The main motivation for the 2-D simulation was to compare the effect

of vibrational nonequilibrium on the post-detonation cell structure that oc-

curs from high-pressure spikes caused by the unsteady detonation front. To

visualize the cells, the maximum pressure observed at each point throughout

the domain was recorded, referred to as the pressure history. Figure 8.8 shows

the pressure history for both the EQ and NEQ case.

p (atm)

y
(m

)

x (m)

y
(m

)

Figure 8.8: Pressure history throughout detonation wave: (top) thermal equi-
librium and (bottom) vibrational nonequilibrium.

The figure shows a clear increase in cell size for the NEQ case. Furthermore,

the peak pressure observed in the EQ case was approximately 60 atm as op-

posed to only 40 atm for the NEQ case. Note that a cutoff of 30 atm was

used in the figure to highlight some of the subtle details throughout the do-

main. Though the detonation cell-structure is unstable, the EQ case has cell
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size of approximately 5.5× 10−3 m, whereas the NEQ case has cell size of ap-

proximately 1.0 × 10−2 m. The cell size on average is almost doubled when

vibrational nonequilibrium is included in the flow modeling.

The higher pressure for the EQ case indicates that a stronger deto-

nation occurs compared to the NEQ case. This is consistent with the peak

temperature observed for each case: 3170 K for EQ versus 3035 K for NEQ.

In general, as the detonation weakens, the expansion wave from the detona-

tion front become more shallow, resulting in larger post-detonation cells [187].

This is observed in Fig. 8.8. The weaker detonation for the NEQ is due to the

vibrationally cold flow in the induction zone, which does not fully relax before

ignition.

8.3 Concluding Remarks

1-D and 2-D simulations of hydrogen-air detonation waves were car-

ried out to assess the effect of vibrational nonequilibrium on induction zone

and detonation cell-size. To this end, a new vibrational nonequilibrium rate

model was developed and the V-V exchange model was modified to match

recent QCT calculations. The 1-D simulations show a marginal change in the

induction zone thickness caused by vibrational nonequilibrium. However, the

2-D simulations show that vibrational nonequilibrium weakened the detona-

tion front compared to the equilibrium simulation. The weaker detonation

causes the cell size to increase from 5.5× 10−3 m to 1.0× 10−2 m.
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Chapter 9

Conclusion

9.1 Summary of Findings

In this work, thermal nonequilibrium reaction and scattering rates were

calculated and modeled for the purpose of simulating mixing and combustion

in high-enthalpy, high-speed systems such as reentry vehicles, scramjets, and

detonation-driven engines. To this end, a new QCT program was developed

with a primary focus on automation and efficient parallelization. Alongside

this program, a new method was developed to dynamically access PESs and

automatically tabulate previously accessed regions of the PES. The method

was shown to improve QCT calculations using Hessian-based integrators.

The QCT program was used to study a variety of systems, includ-

ing chain reactions in the hydrogen-air combustion mechanism, nitrogen dis-

sociation, and nitrogen-oxygen scattering. From the hydrogen-air reaction

simulations, conventional models were shown to over-predict nonequilibrium

effects. These models were adjusted accordingly. From the nitrogen dissocia-

tion simulations, a new sampling strategy was shown to significantly improve

the convergence of the dissociation rate at low temperatures. Also, a new,

three-temperature model was proposed based on the calculated rates. From
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the nitrogen-oxygen scattering simulations, the calculated vibrational energy

exchange probabilities matched the empirically-adjusted models for turbulent

non-premixed flames.

Finally, the effect of vibrational nonequilibrium in detonation-driven

flow was analyzed. A new state-specific efficiency function model was pro-

posed. The model was calibrated in part using the QCT-calculated hydrogen-

air reaction rates. In a 1D simulation of a hydrogen-air detonation wave, it was

found that nonequilibrium had little effect on the induction zone. However,

in a 2D domain, it was observed that nonequilibrium reduced the detonation

cell-size considerably.

In summary, a robust tool for developing thermal nonequilibrium mod-

els using QCT-based simulations was developed. This tool was then used to

analyze important molecular interactions, and the subsequent data was used

to develop and/or validate nonequilibrium models.

9.2 A Guide for Future Work

The extension of this work over the next years should focus on two

main objectives. First, the QCT program itself can be extended to improve

the sampling of triatomic molecules. This is straightforward in theory, but

the automation is non-trivial. For instance, automating the calculation of the

internal energy states from the PES itself will take considerable effort. Beyond

that, we feel that the program has most desired capabilities though verification

and code coverage tests need to be expanded as well.

281



Next, the QCT program should be used to simulate many different sys-

tems. For instance, the SO2 system can be analyzed at high collision energies

to derive rates for atmospheric simulations. Also, other hydrogen-air combus-

tion reactions should be analyzed. Such data could be used to improve the

proposed state-specific efficiency function model.

Finally, the ATPES should receive some attention. On its own, the

method does not scale well with the dimension of the nuclear configuration

space. However, as was shown when the method was used in conjunction with

the Hessian-based integrator, the ATPES has potential to improve how the

PES is accessed. Future studies should analyze other state-of-the-art fitting

methods (particularly the IMLS and PIP methods) to see if the ATPES can

be integrated as part of the fitting procedure.
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and J. C. Corchado. Potlib. http://comp.chem.umn.edu/potlib.

[145] Jeffrey I. Steinfeld, Joseph S. Francisco, and William Hase. Chemical

Kinetics and Dynamics. Prentice Hall, Upper Saddle River, New Jersey,

1999.

[146] S. B. Pope. Computationally efficient implementation of combustion

chemistry using in situ adaptive tabulation. Combust. Theory Modell.,

1:41–63, 1997.

[147] Liuyan Lu and Stephen B. Pope. An improved algorithm for in situ

adaptive tabulation. J. Comp. Phys., 228:361–386, 2009.

[148] M. A. Singer and S. B. Pope. Exploiting isat to solve the reaction-

diffusion equation. Combust. Theory Modell., 8:361–383, 2004.

305



[149] Liuyan Lu, Steven R. Lantz, Zhuyin Ren, and Stephen B. Pope. Com-

putationally efficient implementation of combustion chemistry in parallel

pdf calculations. J. Comp. Phys., 228:5490–5525, 2009.

[150] Varun Hiremath, Steven R. Lantz, Haifeng Wang, and Stephen B. Pope.

Computationally-efficient and scalable parallel implementation of chem-

istry in simulations of turbulent combustion. Combust. Flame, 159:3096–

3109, 2012.

[151] Tanja van Mourik, Gregory J. Harris, Oleg L. Polyansky, Jonathan Ten-

nyson, Attila G. Császár, and Peter J. Knowles. Ab initio global poten-

tial, dipole, adiabatic, and relativistic correction surfaces for the hcn–hnc

system. J. Chem. Phys., 115(8):3706, 2001.

[152] Yuliya Paukku, Ke R. Yang, Zoltan Varga, and Donald G. Truhlar.

Global ab initio ground-state potential energy surface of n4. J. Chem.

Phys., 139:044309, 2013.

[153] Jeffrey F. Gaw, Yukio Yamaguchi, and Henry F. Schaefer III. Ana-

lytic third derivatives for self-consistent-field wave functions. J. Chem.

Phys., 81(12):6395–6396, 1984.

[154] Jeffrey F. Gaw, Yukio Yamaguchi, Henry F. Schaefer III, and Nicholas C.

Handy. Generalization of analytic third derivatives for the rhf closed-

shell wave function: Derivative energy and integral formalisms and the

prediction of vibration-rotation interaction constants. J. Chem. Phys.,

85(9):5132–5142, 1986.

306



[155] Michele Ceotto, Yu Zhuang, and William L. Hase. Accelerated direct

semiclassical molecular dynamics using a compact finite difference hes-

sian scheme. J. Chem. Phys., 138:054116, 2013.

[156] M. Valiev, E.J. Bylaska, N. Govind, K. Kowalski, T.P. Straatsma, H.J.J.

Van Dam, D. Wang, J. Nieplocha, E. Apra, T.L. Windus, and et al.

Nwchem: A comprehensive and scalable open-source solution for large

scale molecular simulations. Computer Physics Communications, 181(9):1477–

1489, Sep 2010.

[157] M. A. Mueller, T. J. Kim, R. A. Yetter, and F. L. Dryer. Flow reac-

tor studies and kinetic modeling of the h2/o2 reaction. International

Journal of Chemical Kinetics, 31(2):113–125, 1999.

[158] Zekai Hong, David F. Davidson, and Ronald K. Hanson. An improved

h2/o2 mechanism based on recent shock tube/laser absorption measure-

ments. Combustion and Flame, 158(4):633–644, Apr 2011.

[159] J A Miller, R J Kee, and C K Westbrook. Chemical kinetics and

combustion modeling. Annu. Rev. Phys. Chem., 41(1):345–387, Oct

1990.

[160] Chuanxiu Xu, Daiqian Xie, Dong Hui Zhang, Shi Ying Lin, and Hua

Guo. A new ab initio potential-energy surface of ho[sub 2](x[sup 2]a[sup

]) and quantum studies of ho[sub 2] vibrational spectrum and rate con-

stants for the h+o[sub 2]o+oh reactions. J. Chem. Phys., 122(24):244305,

2005.

307



[161] George C. Schatz. A quasiclassical trajectory study of reagent vibra-

tional excitation effects in the oh+h2h2o+h reaction. J. Chem. Phys.,

74(2):1133, 1981.

[162] Qiqi Wang, Parviz Moin, and Gianluca Iaccarino. A high order multi-

variate approximation scheme for scattered data sets. Journal of Com-

putational Physics, 229(18):6343–6361, Sep 2010.

[163] O. Knab, H.-H. Fruehauf, and S. Jonas. Multiple temperature de-

scriptions of reaction rate constants with regard to consistent chemical-

vibrational coupling. 27th Thermophysics Conference, Jul 1992.

[164] N. A. Popov. The effect of nonequilibrium excitation on the ignition

of hydrogen-oxygen mixtures. High Temperature, 45(2):261–279, Apr

2007.

[165] Graeme Henkelman and Hannes Jónsson. Improved tangent estimate in

the nudged elastic band method for finding minimum energy paths and

saddle points. J. Chem. Phys., 113(22):9978, 2000.

[166] Graeme Henkelman, Blas P. Uberuaga, and Hannes Jónsson. A climb-

ing image nudged elastic band method for finding saddle points and

minimum energy paths. J. Chem. Phys., 113(22):9901, 2000.

[167] Stephen J. Voelkel, Venkatramanan Raman, and Philip L. Varghese.

Quasi-state-specific qct method for calculating the dissociation rate of

308



nitrogen in thermal non-equilibrium. 54th AIAA Aerospace Sciences

Meeting, Jan 2016.

[168] Ronald K. Hanson and Donald Baganoff. Shock-tube study of nitro-

gen dissociation rates using pressure measurements. AIAA Journal,

10(2):211–215, 1972.

[169] D.J. Kewley and H.G. Hornung. Free-piston shock-tube study of nitro-

gen dissociation. Chemical Physics Letters, 25(4):531–536, 1974.

[170] Marco Panesi, Richard L. Jaffe, David W. Schwenke, and Thierry E.

Magin. Rovibrational internal energy transfer and dissociation of n[sub

2]([sup 1][sub g][sup +])n([sup 4]s[sub u]) system in hypersonic flows. J.

Chem. Phys., 138(4):044312, 2013.

[171] Paolo Valentini, Paul Norman, Chonglin Zhang, and Thomas E. Schwartzen-

truber. Rovibrational coupling in molecular nitrogen at high tempera-

ture: An atomic-level study. Phys. Fluids, 26(5):056103, May 2014.

[172] Heath H. Reising, Timothy W. Haller, Noel T. Clemens, Philip L. Vargh-
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