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Computer simulation of matter using Molecular Dynamics (MD) is a
staple in the field of Molecular Biophysics. MD yields results suitable for comparison with laboratory experiments and, in addition, it serves as a computational microscope by providing insight into a variety of molecular mechanisms.
However, some of the most interesting problems pertaining to the investigation
of biomolecules remain outside of the scope of MD due to the long time scales
at which they occur.
Milestoning is a method that addresses the long time simulation of
biomolecular systems without giving up the fully-atomistic spatial resolution
necessary to understand biological processes such as signalling and biochemical reactions. The method works by partitioning the phase space of the system
into regions whose boundaries are called milestones. The dynamics of the system restricted to the milestones defines a stochastic process whose transition
vi

probabilities and exit times can be efficiently computed by numerical simulation. By calculating the transition probabilities and exit times of this process,
we can obtain global thermodynamic and kinetic properties of the original
system such as its stationary probability, free energy, and reaction rates. The
calculation of these properties would be unfeasible for many systems of interest
if we were to approach the problem by plain MD simulation.
The success of milestoning computations relies on certain modeling assumptions. In this dissertation we introduce an iterative variant of the Milestoning method that relaxes the assumptions required by the original method
and can be applied in the non-equilibrium setting. The new method works
by iteratively approximating the transition probabilities and exit times until
convergence is attained. In addition to a detailed description of the method,
we give various pedagogical examples, showcase its practical applications to
molecular systems, and provide an alternative formulation of the method in
terms of boundary value problems.
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Introduction

The cellular processes studied in Molecular Biology span a vast range of
time scales. For example, the time it takes for proteins to fold into their biologically active structures varies between microseconds to seconds, the activation
of biomolecular machines requires microseconds to milliseconds, and membrane transport and delivery into cells can occur on microseconds to hours.
Understanding these phenomena at the atomic level could lead to the discovery
of new drugs and to rational molecular intervention.
It is for this reason that atomically detailed computer simulations using
Molecular Dynamics (MD) constitute one of the most promising approaches
to study cellular processes. However, due to the wide range of time scales
of these simulations and the limitations of current technology, this approach
is restricted to processes that have a lifetime of at most a few microseconds.
This is insufficient for studying many of the biophysical processes mentioned
above.
The method of Milestoning [28] tackles the problem of wide separation
of time scales. This method leads to striking speed-ups of the simulations
without sacrificing the atomically detailed description of the systems under
study. Nevertheless, Milestoning is an approximate method that requires a set
of (reasonable) assumptions to hold. The iterative, also known as exact, Mile-

xvi

stoning method [6, 7, 2] relaxes some the assumptions required for the original
method to be valid. Most noticeably, the iterative method is suitable for the
non-equilibrium setting. The price for widening the scope of applicability is
the necessity to use an iterative scheme instead of a direct one.
We begin this dissertation with a chapter introducing Molecular Dynamics. Our goal is to give an overview of how the tools from numerical
analysis are used in the field of Molecular Simulation. Next, we present the
iterative milestoning algorithm in Chapter 2 emphasizing the motivating ideas
and the practical aspects of the method so that it can be readily understood
and applied by Computational Biophysicists. Chapter 3 describes the design
and implementation of an open source program that automates iterative milestoning simulations. Finally, Chapter 4 discusses some applications of the
iterative milestoning method and expands on some aspects of the theory.

xvii

Chapter 1
Molecular Dynamics

In this section, we are going to review the basic notions underpinning
Molecular Simulation. In essence, the goal of Molecular Simulation is to compute integrals whose domains are high-dimensional manifolds. Conventional
quadrature rules become highly inefficient in this setting and we therefore resort to Monte Carlo methods where instead of evaluating the integrands on a
mesh, we sample points from the integral curves of a set of differential equations (they can be either stochastic or ordinary) over long times. This procedure is known as Molecular Dynamics (MD). We shall see that the numerical
methods used in MD simulations are stable in the sense that the computed
integral curves remain close to the true solution over long times.

1.1

Classical and Statistical Mechanics
Consider a system of N point particles in Rd whose state is determined

by the dynamical system [3]

 q̇ = ∇p H(q, p),
 ṗ = −∇ H(q, p),
q

1

(1.1)

where q = (q1 , . . . , qN ) ∈ RdN and p = (p1 , . . . , pN ) ∈ RdN respectively represent the positions and momenta of the system. The phase space is denoted by
Γ = RdN × RdN and the smooth function H : Γ → R is called the Hamiltonian
function of the system and, typically has the form
H(q, p) = T (p) + U (q),
where T (p) =

1
2

(1.2)

pT M −1 p is the kinetic energy, M is a symmetric positive

definite mass matrix (often a diagonal matrix), and the smooth function U (q)
is the potential energy.
In addition to being smooth, the potential energy function is usually
assumed to be a pairwise radial function. This means that
U (q) =

N X
N
X

Uij (rij ),

i=1 j=i+1

where rij = kqi −qj k and Uij : R>0 → R. For instance, the OPLS force field [44]
is characterized by the potential energy function
U=

X

U bond +

bonds

X

X

U angle +

angles

dihedrals

U dihedral +

X

Uijnonbonded ,

j>i

where
Ubond = Kr (rij − rij,0 )2 ,

Uangle = kθ (θ − θ0 )2 ,

V1
V2
[1 + cos(φ − φ0 )] +
[1 − cos 2(φ − φ0 )]
2
2
V3
V4
+
[1 + cos 3(φ − φ0 )] +
[1 − cos 4(φ − φ0 )] ,
2 
2
Aij
Cij
qi qj e2
Unonbonded = fij
− 6 +
,
12
rij
rij
4πε0 rij
Udihedral =

2

together with the combining rules Aij =

p
p
Aii Ajj and Cij = Cii Cjj . The

value of θ = θ(qi , qi+1 , qi+2 ) is the angle two atoms qi and qi+2 whereas the value
of φ = φ(qi , qi+1 , qi+2 , qi+3 ) is the dihedral angle between the plane passing
through qi to qi+2 and the plane passing through qi+1 to qi+3 . All the other
terms in the OPLS force field are atom-specific constants optimized to fit
experimental properties and quantum mechanical calculations.
Definition 1.1. The phase flow of the system (1.1) is defined as φt (q, p) =
(q(t), p(t)), where q(t) and p(t) are solutions of (1.1) such that q(0) = q and
p(0) = p.
The Hamiltonian function is a first integral of (1.1) meaning that it is
constant along the trajectories (integral curves) of (1.1). Indeed, we see that
dH
(φt (q, p)) = ∇q H(q(t), p(t)) · q̇(t) + ∇p H(q(t), p(t)) · ṗ(t) = 0.
dt

(1.3)

The value of the Hamiltonian along a trajectory is called the total energy.
Let (Γ, B) be a measurable space, where B is the σ-algebra of Borel
sets of Γ, and let A : Γ → R be a random variable. As we anticipated at the
beginning of the chapter, one of the main goals of molecular simulation is the
numerical evaluation of mathematical expectations of the form
Z
E[A] =

A dµ,

(1.4)

where µ is a probability measure. In the Physics literature, it is customary
to refer to expectations of the form (1.4) as ensemble averages and to denote
3

them by hAi. One important probability measure is the microcanonical (or
NVE) measure [47], given by the probability density function (p.d.f.)
ρNVE (q, p) = R

δ(H(q, p) − E)
,
δ(H(q, p) − E) dq dp

(1.5)

where the constant E is the total energy. Observe that the microcanonical
measure coincides with the uniform distribution on the level set
{(q, p) ∈ Γ | H(q, p) = E} .

(1.6)

Another important probability measure that we use is the canonical (or NVT
or Gibbs) measure, given by the p.d.f.
ρNVT (q, p) = R

e−βH(q,p)
.
e−βH(q,p) dq dp

(1.7)

where the constant β > 0 is the inverse temperature.
The canonical measure gives us the probability that the system at a
fixed temperature determined by β −1 is in state (q, p) ∈ Γ. Usually the microcanonical and canonical measures become equivalent asymptotically as the
number N of particles in the system goes to infinity [57, 74].
A straightforward way of computing ensemble averages like (1.4) would
be to use numerical quadrature formulas. However, due to the nature of the
potential energy functions commonly used in molecular modeling and the typically high dimensionality of the phase space, most of the phase space volume is
concentrated in small subsets (small in the sense of Lebesgue measure) [73, 34].
This means that an immense amount of effort would be wasted computing zeros if one was to apply quadrature formulas to this problem. Therefore, the
direct approach is impractical.
4

1.2

Time averages and ensemble averages

Definition 1.2. A measurable dynamical system is a tuple (Γ, B, µ, φ) where
Γ is the phase space, B is the σ-algebra of Borel sets on Γ, µ is a probability
measure, and φ is the phase flow (measurable with respect to t). The phase
flow is such that µ(φt (C)) = µ(C) for all C ∈ F.
By Liouville’s Theorem from Classical Mechanics [3], we know that the
microcanonical measure (1.5) is preserved by the phase space flow φ of (1.1),
meaning that µ(φt (C)) = µ(C) for all open sets C of Γ.
Definition 1.3. A set C ⊆ Γ is said to be invariant if, φt (x) ∈ C for all x ∈ C
and all t ≥ 0. In that case, we write φt (C) = C.
Definition 1.4. If C ∈ F cannot be decomposed into two measurable disjoint
subsets C1 and C2 such that φt (C1 ) = C1 and φt (C2 ) = C2 , then we say that
C is metrically indecomposable.
Definition 1.5. Let A : C ⊂ Γ → R be a measurable phase space function.
The limit
1
Ā = lim
T →∞ T

Z

T

A(z(t)) dt

(1.8)

0

is called the time average of A.
Theorem 1.6 (Birkhoff-Khinchin Ergodic Theorem, [65]). Let φt be the phase
flow of (1.1) and let C ⊂ Γ be such that µ(C) < +∞ and φt (C) = C.
Then, the time average Ā of a measurable function A : C → R exists almost
everywhere in C. Moreover, Ā is independent of the choice of the initial point
of the trajectory (q(t), p(t)).
5

Theorem 1.7 (Equivalence of time averages and ensemble averages [47, 65]).
Let A be a measurable phase space function. A measurable invariant set C ⊂ Γ
is metrically indecomposable if and only if
Ā = hAi ,

(1.9)

where the average on the right hand side is taken with respect to the microcanonical measure (1.5).
If C is a surface of constant energy of the form (1.6), then (1.3) implies
that φt (C) = C. Moreover, if C is metrically indecomposable, then (1.9) holds
by Theorem 1.7. This gives us a procedure for computing ensemble averages:
numerically solve the equations of motion (1.1) and use the resulting trajectory
to approximate (1.8).
In general it is expected that the systems of interest in molecular simulation (for example, fully atomistic models of proteins solvated in water)
satisfy the hypotheses of Theorem 1.7, thereby allowing the estimation of ensemble averages by numerical computation of time averages. This assumption
is known in the molecular simulation literature as the ergodic hypothesis.

1.3

Geometric numerical integration
Molecular simulation practitioners are interested in phenomena that

occur in time scales that are many orders of magnitude bigger than the typical
time step lengths allowed in numerical schemes. For example, simulating the

6

vibration of a covalent bond requires a time step length of the order of 10−15
seconds, whereas the folding of a protein occurs on time scales of the order
of 10−6 seconds. Many of the typical schemes [38] (such as Dormand-Prince,
Runge-Kutta-Fehlberg, etc.) used to numerically solve systems of ordinary
differential equations (ODEs) fail to preserve qualitative properties of the true
solution of the differential equations over long times [37] and this results in
artifacts in which the simulated system fails to conserve energy (for example,
by undergoing dissipation —the dissipative behavior is signaled by a drift in
the total energy, which should be constant due to (1.3)—). Therefore, these
methods are inadequate for Molecular Dynamics. A subfield of Numerical
Analysis called Geometric Integration [71, 50, 37] is devoted to developing
and analyzing numerical methods that reproduce qualitative properties of the
phase flow. These methods are better suited for Molecular Simulation and this
section explains some of the ideas behind them.
1.3.1

Symplectic mappings
Recall that we have assumed that Γ = Rm × Rm for some m ∈ N.

Definition 1.8 (See also [63]). Let C be an open subset of Γ. The function
J : C → R2m×2m is called a structure matrix if, for all z ∈ C,
1. J(z) is skew-symmetric.
2. J(z) satisfies the Jacobi identity

m 
ij
ki
jk
X
k` ∂J
j` ∂J
i` ∂J
+J
+J
= 0,
J
∂z
∂z
∂z
`
`
`
`=1
7

for i, j, k = 1, . . . , m.
Definition 1.9. A Hamiltonian vector field is a vector field of the form
ż = J(z) ∇z H(z),

(1.10)

where J(z) is a structure matrix.
Example 1.10 (Canonical structure matrix). The canonical structure matrix
of a Hamiltonian vector field is the 2m × 2m matrix


0 I
J=
,
−I 0
where I is the m × m identity matrix.
Using the canonical structure matrix, the Hamiltonian vector field
(1.10) can be written using (1.1) with z(t) = (q(t), p(t)).
Definition 1.11. A smooth map ψ : C ⊆ Γ → Γ is said to be symplectic if it
satisfies the equality
ψz (z)T J(z)−1 ψz (z) = J(z)−1

for all z ∈ C,

where ψz is the Jacobian matrix of ψ and J is a structure matrix.
The following two properties proved in [50] will be useful in the next
section.
Proposition 1.12. The phase flow φ of a Hamiltonian vector field is a symplectic map.
Proposition 1.13. The composition of two symplectic maps is a symplectic
map.
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1.3.2

The Verlet scheme
The most popular numerical method for solving (1.1) in Molecular Dy-

namics is the Verlet scheme, given by

pn+ 1 = pn − ∆t
∇U (qn ),

2
2



qn+1 = qn + ∆t M −1 pn+ 1 ,
2




pn+1 = pn+ 1 − ∆t
∇U (qn+1 ).
2

(1.11)

2

It is possible to derive (1.11) by first considering a Hamiltonian of the form
(1.2) and splitting it into a sum of Hamiltonians,
H(q, p) = 12 U (q) + T (p) + 21 U (q) .
|{z}
| {z }
| {z }
H2 (q,p)

H1 (q,p)

H3 (q,p)

Then, we can consider two distinct Hamiltonian vector fields. One associated
to the Hamiltonian functions H1 and H3 ,

 q̇ = 0,

(1.12)

 ṗ = −∇U (q),
and another one corresponding to H2 ,

 q̇ = ∇T (p),

(1.13)

 ṗ = 0,
Observe that (1.12) and (1.13) are both exactly integrable, having phase flows
φ∆t,Hi (q, p) = (q, p − ∆t ∇U (q)) ,

for i = 1, 3 and

φ∆t,H2 (q, p) = (q + ∆t ∇T (p), p),
where we have added the Hamiltonian function as a subscript of each phase
flow for clarity. From here, it is immediate to devise a numerical method ψ∆t
9

for solving the original system of ODEs by composing the above phase flows
in the following manner:
ψ∆t,H = φ∆t/2,H1 ◦ φ∆t,H2 ◦ φ∆t/2,H3 .

(1.14)

Using the definition T (p) = 21 pT M −1 p, we recover (1.11).
The formulation (1.14) immediately implies by Propositions 1.12 and
1.13 that the map
(qn , pn ) 7→ (qn+1 , pn+1 ) = ψ∆t (qn , pn )

(1.15)

induced by the Verlet method is symplectic. Maps of the form (1.15) are called
one-step numerical methods.
1.3.3

Backward Error Analysis
Let z = (q, p) ∈ Γ. Recall [50, 37] that a one step method ψ is said to

be of order p if
ψ∆t = φ∆t + O(∆tp+1 )
for sufficiently small ∆t. In the case of the Verlet scheme, applying the BakerCampbell-Hausdorff formula [37] we can prove that the method is of order
p = 2.
Consider the vector field
ż = f (z)

10

(1.16)

with phase flow φt,f (z). Let ψ∆t be a one-step numerical method of order p
that solves (1.16) and let us define
f˜p−1 (z; ∆t) = f (z).
We can then construct [50] a new vector field given by
f˜p (z; ∆t) = f˜p−1 (z; ∆t) + ∆tp δ f˜p (z) + O(∆tp+1 ) as ∆t → 0,
ψτ (z) − φτ,f˜p−1 (z)
where δ f˜p (z) = lim
,
τ →0
τ p+1

(1.17)
(1.18)

such that ψ∆t is of order p + 1 as a numerical solution of this new vector field.
Note that f (z) = f˜p (z; ∆t) + O(∆tp ) as ∆t → 0.
Definition 1.14. We refer to ż = f˜p (z; ∆t) as the modified equation of (1.16).
The construction (1.17)-(1.18) recursively leads to an asymptotic series
that can be optimally truncated 1 at a certain term with index ` = `(∆t). The
index `(∆t) increases as ∆t goes to zero. Therefore, we obtain a system of
modified equations
ż = f˜` (z; ∆t),
for which it is possible to prove that


|z(tn ) − zn | ≤ K etn L̄ − 1 e−γ/∆t ,

(1.19)

where tn = n∆t, z(tn ) = φ∆t,f˜` (z(tn−1 )), zn = ψ∆t (zn−1 ), K > 0, L̄ is the Lipschitz constant of the numerical method, and γ > 0 is a constant independent
of ` and ∆t.
1

Assuming that both the original vector field and the numerical method ψ∆t are sufficiently smooth.
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In contrast to (1.19), the estimate of the global error of ψ∆t applied
to (1.16) is [38]


|w(tn ) − zn | ≤ K 0 etn L̄ − 1 ∆tp ,

(1.20)

where w(tn ) = φt,f (z(tn−1 )), and K 0 > 0.
We can bound the right hand sides of (1.19) and (1.20) by 0 < ε  1 to

obtain an upper bound on tn as a function of ∆t for f (z) and f˜` (z; ∆t). These

bounds are illustrated in Figure 1.1, where we can see that as we decrease ∆t
we can reach larger values of tn while still being below the threshold imposed
by ε. Observe that the growth of the time interval on which the approximation

Bound on tn

is valid is more favorable in the case corresponding to (1.19).

300
200
100
0
0.001

0.002

0.003

0.004

0.005

∆t

Figure 1.1: Upper bounds on tn for equations (1.19) (•) and (1.20) (N) using
L̄ = K = K 0 = 1, ε = 10−4 , p = 2, and γ = 0.1.
It can be shown [69, Theorem 1] that, for a Hamiltonian vector field
(1.10) and a symplectic one-step method ψ∆t , the modified equation is also a
Hamiltonian vector field
ż = J ∇z H̃(z; ∆t),
12

where H̃(z; ∆t) is some Hamiltonian function such that
H(z) = H̃(z; ∆t) + O(∆tp ).
Thus, the numerical flow ψ∆t is close to the the phase flow of the modified equation for (exponentially) long times. In other words, the numerical method ψ∆t
is backwards stable, meaning that it gives us the exact solution of a perturbation of the original problem.
As a consequence of the previous discussion, for sufficiently small values
of ∆t and under certain assumptions on the dynamics of the system (see [69,
Proposition 2]), the numerical trajectories computed with a symplectic onestep method ψ of order p (such as Verlet’s scheme) yield the same ensemble
averages as the exact trajectories φ, up to an error of order O(∆tp ).

1.4

Constraints and stochastic dynamics
In order to keep things simple, we have focused on systems of the

form (1.1). However, it must be kept in mind that in the general case the
point q lies on a smooth manifold M known as the conformational space and
the phase space Γ becomes the cotangent space [3, 58] T ? M of M . This implies
that (1.1) must be replaced by a differential-algebraic system of the form

q̇ = ∇p H(q, p),




ṗ = −∇q H(q, p),




g(q) = 0,
where g : M → Rk is a smooth function.
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To account for fluctuations of different types (thermal fluctuations, volume changes, etc.), unknown degrees of freedom, or to be able to sample the
canonical measure on small systems, it is customary to introduce additional
forces driven by Brownian motion and accompanying friction terms to compensate the random forces. For example, (1.1) could be replaced by the system
of stochastic differential equations known as Langevin dynamics, given by

 dq = ∇p H(q, p) dt,
(1.21)
 dp = −∇ H(q, p) dt − γ p dt + p2γβ −1 M 1/2 dB,
q
where γ is known as the collision rate (or friction coefficient) and B is a
standard dN -dimensional Brownian motion. It is possible to rigorously derive (1.21) from (1.1) under certain assumptions using the Mori-Zwanzig formalism [83, 14].
In the regime where the collision rate in (1.21) goes to infinity, we
obtain the Brownian dynamics equation [83, 64],
dq = −∇U (q) dt +

p
2β −1 M 1/2 dB.

(1.22)

It can be shown by finding the stationary solution of the corresponding
Fokker-Planck equation that, after a relaxation time τ > 0, the points q(t)
with t > τ in (1.21) and (1.22) are distributed according to the canonical
measure (1.7).
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Chapter 2
The iterative milestoning method

2.1

Introduction
Some of the most interesting problems pertaining to the investigation

of biomolecules remain outside of the scope of Molecular Dynamics (MD) due
to the long time scales at which they occur. For example, while MD can only
efficiently simulate time scales of the order of microseconds, phenomena such
as the gating of ion channels and enzymatic reactions occur in time scales of
milliseconds whereas membrane transport takes minutes.
Milestoning [28] is a method that addresses the long time simulation of
biomolecular systems without giving up the fully atomistic spatial resolution
necessary to understand biological processes such as signaling and biochemical reactions. The method works by partitioning the phase space of the system into regions whose boundaries are called milestones. The time evolution
of the system restricted to the milestones defines a stochastic process whose
transition probability and first passage times can be efficiently computed by
numerical simulation. By empirically obtaining the transition probability and
first passage times of this process, we can gather global kinetic and thermodynamic properties of the original system, such as reaction rates, the stationary
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probability (also known as occupation measure), etc. The Milestoning method
requires significantly less computational effort than straightforward MD simulations and allows practitioners to study problems that would otherwise be
out of reach of MD.
The advantage of Milestoning over MD stems from the fact that the
typical systems of interest exhibit a large amount of metastable states [12, 10].
That is, there are many subsets of phase space in which the system stays
for long times. By partitioning the phase space as described and then running
short (and computationally less expensive) trajectories between the milestones,
it is possible to obtain better statistics than with plain MD simulations (this
is illustrated in Figure 2.1).
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Uninterrupted trajectories
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Figure 2.1: Box plots for the mean first passage times obtained from uninterrupted trajectories and from milestoning [6]. The estimates are shown as
a function of the computational effort required to estimate them (i.e., the
number of force evaluations).
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2.2

Equations of motion and first passage times
Consider a mechanical system whose phase space is denoted by Γ. Let

(Ω, F, P) be a probability space on which we consider a filtration Fs and an
Fs -measurable stochastic process,
X : Ω × [0, ∞) → Γ
(ω, s) 7−→ Xs (ω),
such that X0 = x0 . The process X represents the state of the mechanical
system under consideration at each time s ≥ 0 for a particular ω ∈ Ω.
Definition 2.1. A trajectory is a mapping s 7→ X(s; ω) for fixed ω ∈ Ω.
In the deterministic case of (1.1), X : [0, ∞) → Γ is just the phase space
flow φs = Xs (see page 3) of the system at time s with initial condition x0 .
In general, the stochastic process X = (x, p) is an Itō diffusion determined by
the Langevin dynamics equation introduced in Section 1.4,

 dx = M−1 p ds,
 dp = (−∇U (x) − γ p) ds + p2γβ −1 M1/2 dB,

(2.1)

where, Bs (ω) is an n-dimensional standard Brownian motion (and Fs is the
filtration generated by Bs ).
Definition 2.2. Let ΓR and ΓP be two disjoint Borel subsets of Γ. The set ΓR
is called the reactant state and the set ΓP is the product state (see Figure 2.2).
We will often write R = ∂ΓR and P = ∂ΓP to denote the boundaries of the
reactant and product states.
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Figure 2.2: Reactant state (in orange) and product state (in blue).
Definition 2.3. We define the first passage time (FPT) of a trajectory started
at x ∈ Γ \ ΓP as the stopping time
t(X) = inf {s ≥ 0 | Xs ∈ P

and X0 = x}

(2.2)

with respect to the filtration Fs . We assume that the underlying dynamics of
the system is such that the mapping x 7→ E[T (X)] giving us the mean first
passage time (MFPT) of a trajectory started at x is almost everywhere finite.
Remark 2.4. There are cases in which the MFPT may not be finite. To see this,
consider a one-dimensional system with trajectories given by the stochastic
process
Xs = s β −1/2 V0 ,
where V0 is a standard Gaussian random variable with zero mean and unit
variance. In other words, each realization of Xs is the trajectory of a free
particle started at the origin (X0 = 0) with a constant velocity sampled from
the Maxwell-Boltzmann distribution. It can be shown that the distribution
19

of the times t at which the particle reaches the end-points of the interval
(−1, 1) ⊂ R has the probability density function
r
2β −2 − β t−2
f (t) =
t e 2 ,
π
and this leads us to conclude that the MFPT diverges,
Z ∞
tf (t) dt = +∞.
E[t] =
0

By contrast, it is known [61] that the exit time from an interval in the case of
a standard Brownian motion has finite moments of arbitrary order.
Let P0 be a probability measure defined on (Ω, F) with probability
density p0 : Γ → R≥0 such that p0 (x) = 0 in Γ \ R. A typical choice in
applications is to use the canonical measure, whose density is proportional to
e−βU , conditioned on R. In other words, we take
p0 (x) = R

e−βU (x) δR (x)
,
e−βU (z) δR (x) dz

but other choices are admissible.
At this point we are ready to state the problem at hand: we want to
compute the mean first passage time of trajectories whose starting points are
randomly distributed according to P0 . In other words, we want to compute
the expectation
hT i = EP0 [t] =

Z
E[t] p0 (x) dx.

(2.3)

In Section 2.5 we will introduce a formula that allows us to compute
hT i more efficiently than if we were to follow the naive approach that would
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consist of sampling points at R from P0 , then running trajectories from those
points to P , and finally computing the empirical average of their corresponding
first passage times.

2.3

Collective variables
It is often the case that the state of a chemical reaction can be de-

scribed by a few phase space functions, ξi : Γ → R for i = 1, . . . , k, known as
collective variables. The simplest example of a collective variable occurs in the
dissociation of a diatomic molecule, which can be described by the distance
between its two atoms. In the case of more complex systems, such as a protein
solvated in water, there are many possible choices of collective variables. For
example, we could choose subsets of dihedral angles, the radius of gyration,
the value of the potential energy, or we could rely on automated procedures
such as diffusion maps [15, 16, 17] or neural networks trained to identify the
progress of the reaction [54], among other possibilities. However, it is generally
the case that the number of collective variables is smaller than the dimension
of the phase space of the system. When there is only one collective variable,
it is often referred to as a reaction coordinate.
We can represent the collective variables by a map ξ : Γ → Rk such
that x 7→ ξ(x) = (ξ1 (x), . . . , ξk (x)) with the components ξi being individual
collective variables that are functionally independent, meaning that a linear
P
combination ki=1 λi ∇ξi (x) with λi ∈ R vanishes for all x ∈ Γ if and only if
λi = 0 for all i = 1, . . . , k. Without loss of generality, we may assume that
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all the collective variables are functionally independent (otherwise, we just
remove the dependent ones).
The image C ⊂ Rk of the map ξ is called the space of collective variables. To determine the progress of the reaction we need to endow C with a
notion of distance or, equivalently, we must give C the structure of a metric
space. To do so, first consider a single reaction coordinate, ξi : Γ → Ci , where
Ci is assumed to be a metric space with metric di : Ci × Ci → R≥0 . In the
simplest case, di is the Euclidean distance on Ci . However, it often makes
sense to use different metrics. For instance, if ξi : Γ → [−π, π) is a dihedral
angle, then it is natural to let
di (a, b) = min |a − b + 2πk|,
k∈Z

where a, b ∈ [−π, π).

In general, for ξ = (ξ1 , . . . , ξk ), we have C = C1 × · · · × Ck and we define
d(a, b) = d1 (a1 , b1 )2 + · · · + dk (ak , bk )2

1/2

,

(2.4)

where a, b ∈ C. The distance (2.4) allows us to determine how close the current
state of the system is to a reference state (for example, the reactant R or the
product P ).

2.4

Milestones

Definition 2.5. We consider partitions of Γ into a finite number I > 1 of
Borel sets,
{Γi ⊂ Γ | Γi ∩ Γj = ∅ if i 6= j,
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i = 1, . . . , I} ,

such that Γ1 = ΓR and ΓI = ΓP . The boundaries ∂Γi must be piece-wise
smooth manifolds of codimension 1 (see Figure 2.3). We refer to each of the
smooth pieces, Mj , of ∂Γi as a milestone and we define
M=

m
[

Mj

j=1

to be the set of all milestones.

Figure 2.3: Reactant state (in orange) and product state (in blue) within the
partition {Γi }.
Each milestone Mj has an associated set of neighbors, Nj ⊂ M \ {Mj }.
The elements of Nj are the boundaries of the union of two sets Γa and Γb such
that Mj ⊂ ∂Γa ∩ ∂Γb (see Figure 2.4).
In practical applications, we often define the milestones indirectly by
first choosing a set of points {a1 , . . . , aI } in the space of collective variables C
called anchors (or seeds) and then using these to define a Voronoi tessellation
V that induces a partition of C into subsets:
Ci = {ξ ∈ C | d(ξ, ai ) < d(ξ, aj ) for i 6= j} .
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Γa
Mj
Γb

Figure 2.4: The set of neighbors of milestone Mj (highlighted in blue) is
Nj = (∂Γa ∪ ∂Γb ) \ {Mj } (highlighted in orange).
The partition {Ci }i of C yields a partition of the phase space Γ given by
Γi = {z ∈ Γ | ξ(z) ∈ Ci } .
Definition 2.6. The flux q : M × [0, ∞) → R≥0 is defined as the number (or
density) of trajectories passing through the phase space point x ∈ Mi at time
t. By assumption, q(·, t) ∈ L∞ (M ) ∩ L1 (M ) for all t ≥ 0.
Definition 2.7. Let B be a Borel set in M . The transition kernel
K : M × M × [0, ∞) → R≥0
is the probability density function of the conditional probability defined by
Z Z t1
P[Xt ∈ B, t ∈ [t0 , t1 ] | X0 = x] =
K(x, y, t0 ) dt0 dy,
B

t0

where t is a first passage time defined similarly to (2.2): if x ∈ Mi , then
t(X) = inf {s ≥ 0 | Xs ∈ Ni

and X0 = x} .

(2.5)

In other words, the transition kernel, K(x, y, t) determines the probability that
a trajectory started at X0 = x in the milestone Mi will reach the point Xt = y
of the neighboring milestone Mj before hitting any other milestone.
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Below, we summarize some properties that follow from Definition 2.7.
Property 2.8. The transition kernel is integrable. That is,
K ∈ L1 (M × M × [0, ∞)).
Property 2.9. For all t ≥ 0, we have
K(x, y, t) = 0 for all

x, y ∈ Mi .

Property 2.10. Every trajectory started at a point x ∈ M must eventually
cross a neighboring milestone. That is,
Z ∞Z
K(x, y, t) dy dt = 1.
0

M

Remark 2.11. For any fixed time t ≥ 0, the flux and the transition kernel must
be regarded as distributions [32] concentrated on M ⊂ Γ. This implies that,
for any Borel sets U, V ⊂ Γ,
Z
q(x, t) dx = 0,

Z Z
K(x, y, t) dx dy = 0,

U

U

V

whenever U ∩ M = ∅ or V ∩ M = ∅.

2.5

Stationary flux, stationary transition kernel, and
global mean first passage time
A simple balance principle for the number of trajectories leads us to

the following integral equation for the flux:

(0)

 q(y, 0) = q (y),
Z tZ

q(x, t0 ) K(x, y, t − t0 ) dx dt0 ,
 q(y, t) =
0

M
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(2.6)

where the initial flux density, q (0) , is given.
Equation (2.6) means that if y is a point in some milestone Mj , then
the number of trajectories passing through y is obtained by counting the trajectories started at a previous time 0 ≤ t0 < t on all the neighboring milestones
such that they reach y at time t.
Definition 2.12. The stationary flux is the function
q : M → R≥0
x 7→ q(x) = lim q(x, t).
t→∞

The stationary transition kernel is defined as
K : M × M → R≥0
(x, y) 7→ K(x, y) =

Z

∞

K(x, y, t) dt.
0

Remark 2.13. The stationary transition kernel K and the stationary flux q
inherit all the properties of their time-dependent counterparts.
The stationary flux q = q(x) solves the integral equation (eigenproblem)
Z
q(·) =
q(x) K(x, ·) dx,
(2.7)
M

which we often write using the more concise notation
q = q K.
Indeed, by assumption, q(x) is finite almost everywhere, so

Z 
Z t
0
0
0
q(y) = lim q(y, t) =
lim
q(y, t ) K(x, y, t − t ) dt dy
t→∞
t→∞ 0
M
Z
=
K(x, y) q(y) dy,
M
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(2.8)

where we have used Proposition A.1 (page 113) in the last equality.
The properties of the kernel K(x, y) yield existence and uniqueness (up
to a non-zero proportionality factor) of the (non-negative) solution to (2.8).
This stems from the theory of Markov chains with continuous state spaces [59,
2]. In the case of a Markov chain with discrete state space, existence and
uniqueness are guaranteed as long as K is an irreducible and aperiodic stochastic matrix [52, 41].
Remark 2.14. The fact that the solution q of (2.8) is unique up to a scalar
factor allows us to establish a convenient normalization by imposing that
Z
q(x) dx = 1.

(2.9)

P

We can always normalize q so that (2.9) is satisfied. Otherwise,

R
P

q(x) dx = 0

would imply that no trajectories ever arrive at the product state, which in
turn means that the global MFPT diverges (i.e., hT i = +∞), so we can rule
that possibility out.
It is proved in [6] that the global mean first passage time (4.5) can be
computed by the formula
R
hT i =

M

q(x) ht(x)i dx
R
,
q(x) dx
P

(2.10)

where ht(x)i = E[t(X)|X0 = x]. This formula allows us to obtain the global
MFPT required for the system to go from R to P by using the local first
passage times (2.5) between the milestones.
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2.6

Algorithm
We can use the properties of the transition kernel K to derive a fixed-

point method for obtaining the stationary flux. The basic idea is to apply the
principle behind power iteration [33], namely,

 q (0) = given,
 q (n+1) = q (n) K

(2.11)

for n = 0, 1, 2, . . . .

The convergence rate is determined by the ratio between the two largest
eigenvalues of K: λ1 = 1 and |λ2 | < λ1 . The smaller the ratio |λ2 /λ1 |, the
faster the iteration scheme will converge.
We will now derive a practical algorithm from (2.11). First, let us
denote by qi the restriction of q to the milestone Mi and, likewise, we represent
by Kij the restriction of K to Mi ×Mj . Using the new notation, we rewrite (2.7)
as
qj (xj ) =

XZ
i

qi (xi ) Kij (xi , xj ) dxi .

(2.12)

Mi

The integral in the right hand side is over the surface of the i-th milestone. The
numerical estimation of the right hand side of (2.12) requires that we calculate
the (short-)time evolution of trajectories started from points sampled from qi
until the trajectories hit milestone Mj before any other milestone.
Evaluating (2.12) into (2.11), we obtain
(n+1)
qj
(xj )

=

XZ
i

Mi

(n)

qi (xi ) Kij (xi , xj ) dxi ,
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for n = 0, 1, 2, . . . .

(2.13)

(n)

Let us now define the weight of a milestone, wi
(n)

density function within a milestone, fi
(n)
qi (xi )

=

(n)
wi

(n)

= fi (xi ), by
Z

(n)
fi (xi ),

≥ 0, and the probability

(n)

where
Mi

fi (xi ) dxi = 1.

(2.14)

Next, we write
(n)
qj (xj )

=

X

(n) (n)
wi hij (xj ),

(n)
hij (xj )

where

Z
=

i

Mi

(n)

fi (xi ) Kij (xi , xj ) dxi .
(2.15)

(n)

The function hij is the probability density of the distribution of first hitting
points (FHPD) generated at milestone j by trajectories initiated at milestone
(n)

i whose starting points are samples from the probability with density fi .
Substituting (2.14) into (2.13) and integrating over Mj , we have
(n+1)
wj

=

X

=

X

=

X

(n)
wi

Z
Mj

i
(n)

Z
Mi

Z

wi

i
(n)

(n)

fi (xi )Kij (xi , xj ) dxi dxj

(n)

hij (xj ) dxj

Mj
(n)

wi Kij ,

(2.16)

i
(n)

where K(n) = (Kij ) is an m × m stochastic matrix with entries
(n)
Kij

Z

(n)

=
Mj

hij (xj ) dxj .

It follows from (2.14), (2.15), and (2.16) that
(n+1)

fj

(xj ) =

1

X

(n+1)
wj

i
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(n) (n)

wi hij (xj ).

(2.17)

So, to go from one iteration to the next in (2.13), we first compute (2.16)
and then we obtain (2.17).
In order to start the iterative process just described, we need an initial
(0)

guess, qi . A choice that we have have found to be efficient for systems close
to equilibrium is
(0)

wi

=

1
m

(0)
and fi (xi ) = R

e−βU (xi )
.
e−βU (x) dx
Mi

Nevertheless, other options are possible. For example, one could run an iterative milestoning simulation at a high temperature for a few iterations and
use the results as the initial guess for a production simulation at the correct
temperature.
We now introduce the iterative (also known as exact) milestoning algorithm in Algorithm 1 (see page 31) and discuss its steps in detail.
In lines 2–5 of Algorithm 1, we compute the distribution
Z
hij (y) =
Mi

fi (x) K(x, y) dx for y ∈ Mj ,

(2.18)

as well as the local first passage times, ti , on the milestone Mi . To estimate
hij and ti in practice, we run short molecular dynamics trajectories in the
following manner. For each milestone Mi , we start Li trajectories from randomly sampled points, x` ∈ Mi with ` = 1, . . . , Li , drawn from the probability
distribution determined by fi . By assumption, each trajectory is guaranteed
to stop after some time, t(x` ), at some point y` (a first hitting point) in a
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Algorithm 1 Iterative Milestoning algorithm.
(0)
Input: Set of milestones M = ∪m
j=1 Mj , initial guess q , and tolerance ε > 0
for the convergence criterion.
Output: Estimates for the stationary flux q, local first passage times hti, and
global MFPT hT i.
1. for all n = 1, 2, . . . do
2.
for i = 1 to m do
(n)
(n)
3.
Estimate hij and hti i
R
(n)
(n)
4.
Kij = Mj hij (y) dy
5.
end for
6.
for j = 1 to m do
(n)
(n)
7.
Update wj and fj
(n) (n)
(n)
8.
qj = w j f j
9.
end for R
−1 R (n)
q (x) ht(n) (x)i dx
10.
hT (n) i = P q (n) (x) dx
M
(n)
(n−1)
11.
if |hT i − hT
i| < ε then
12.
break
13.
end if
14. end for
15. return (q (n) , ht(n) i, hT (n) i)
neighboring milestone Mj 6= Mi . We use the information gathered from these
trajectories to approximate (2.18) by
Lij
1 X
hij (y) ≈
δ(y − y` ),
Li `=1

where y ∈ Mj and Li =

Pm

j=1

Lij with Lij being the number of trajectories

started at Mi and stopped at Mj . Similarly, we use the expression
Zx
1 Xi
ht(xi )i ≈
t(X ` ),
Zxi `=1

where each Xs` (ω) with ` = 1, . . . , Zxi is a trajectory such that X0 = xi ∈ Mi .
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Updating the weights and FHPDs at each iteration, as specified by line
7 in Algorithm 1, can be done in two different ways. On one hand, we can
directly apply the matrix-vector multiplication
(w(n) )T = (w(n−1) )T K(n−1)
appearing in (2.16) and then write
(n)
fj

=

(n)
(wj )−1

m
X

(n−1)

wi

(n−1)

hij

.

i=1

On the other hand, one can solve the eigenvalue problem
(w(n) )T = (w(n) )T K(n−1) ,
and follow with the update
(n)

fj

(n)

= (wj )−1

m
X

(n)

(n−1)

wi hij

.

i=1

In principle, the eigenvector w(n) is non-negative and unique [41, Chapter
8]. We have found that the latter option works well in systems where the
trajectories decorrelate much faster than the typical local mean first passage
time (see also the discussion in Section 4.3.2). In case the update is done with
the second option, it is advantageous to use a Krylov method such as Arnoldi
iteration [33] to solve the matrix eigenvalue problem.
It is possible to substitute line 8 by
(n)

qj

(n−1)

= qj

(n)

(n)

+ w j fj .
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(2.19)

Doing so allows us to reuse the work done in previous iterations at the cost of
slower convergence. The update rule (2.19) is equivalent to q (n) = q (n−1) (I+K)
where qI = q (compare with (2.7)). Moreover, (2.19) is a special case of
q (n) = q (n−1) (I + K + K 2 + · · · + K s ) for a small integer s. These alternative
update rules are valid because they converge, up to a non-zero scale factor,
to the eigenfunction q of K as n → ∞. To implement the rule for s > 1 in
practice, we allow a trajectory to go on uninterrupted for s milestone crossings
in a procedure similar to that described, albeit for a different purpose, in [39].
The reader is referred to Section A.2 in page 115 for more details.
Once we have the stationary flux we can compute the stationary probability, p, on the milestones
p̄i
pi = P ,
` p̄`

Z
where p̄i =
Mi

q(xi ) ht(xi )i dxi .

(2.20)

This gives us the probability of finding the system in the cell Γi . The free
energy, F , is estimated by
Fi = −β −1 log pi .

(2.21)

Remark 2.15. The free energy above should not be confused with the equilibrium free energy, as the term pi in (2.21) comes from a non-equilibrium system.
However, in principle, it is possible to obtain equilibrium free energies using
Milestoning by changing the nature of the boundary conditions of the system
to ensure detailed balance.
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2.7

Isocommittors
For the original, non-iterative variant of milestoning it has been pro-

ved [79] that it is possible to obtain exact values of the global MFPT, T , if
one defines the milestones as the level sets of the so-called committor function
c : Γ → [0, 1]. The committor function x 7→ c(x) gives us the probability that
a trajectory started at x ∈ Γ will reach the product ΓP before reaching the
reactant ΓR . The level sets of c are known as isocommittors.
The committor function can be obtained in the case of Brownian dynamics by solving the boundary value problem (BVP),
 −1
β ∆c − ∇U · ∇c = 0, in Γ \ (ΓR ∪ ΓP ),




c ≡ 0,
in ΓR ,




c ≡ 1,
in ΓP .
Due to the high dimensional nature of the phase space Γ on typical systems,
it is not practical to solve the above equation. However, in the case of (1.1)
or (1.21), if the space of collective variables C is low-dimensional (say, k ≤ 6),
then we could solve the BVP
 −1
β ∆c − ∇F · ∇c = 0, in C \ (CR ∪ CP ),




c ≡ 0,
in CR ,




c ≡ 1,
in CP ,

(2.22)

where now c = c(ξ1 , . . . , ξk ), and we have replaced the potential energy U by
the potential of mean force F defined by e−βF (ξ1 ,...,ξk ) = hδξ1 ,...,ξk i with δξ1 ,...,ξk
being a Dirac delta function concentrated at (ξ1 , . . . , ξk ) ∈ C. The subsets CR
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and CP are, respectively, the images of ΓR and ΓP by the mapping ξ introduced
in Section 2.3. Figure 2.5 shows the isocommittors and the potential of mean
force for a trialanine molecule solvated in water (see also Chapter 4) obtained
by numerically solving (2.22).
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Figure 2.5: Isocommittor surfaces (shown as contour lines labeled by the value
of the committor function) for the space of collective variables of a trialanine
molecule (see also Chapter 4). The heat map in the background corresponds
to the potential of mean force of the molecule.
Remark 2.16. The BVP (2.22) rests upon the assumption that the timeevolution of the collective variables is governed by a Brownian dynamics equa35

tion in which the drift term is given by the potential of mean force F . This
is reasonable if the number of degrees of freedom of the system is much larger
than the number of collective variables. In any case, the validity of the aforementioned assumption can be tested, for instance, by using a variant of [61,
Corollary 8.4.5].
Conversely, one can use milestoning simulations to approximate the
committor function if we define it on the milestones (i.e., if we let c : M →
[0, 1]). This can be accomplished by solving an equation analogous to (2.22)
in the discrete state space and discrete time setting [10, 13]. In the sequel, we
detail the derivation.
Let us abuse notation and denote by R the set of indices of the milestones belonging to the reactant. Similarly, denote by P the indices of the
milestones belonging to the product. We consider a Markov chain Xn for
n ≥ 0 on the discrete state space X = {1, 2, . . . , m} where m is the total number of milestones. The transition probabilities of Xn are given by the m × m
matrix
Z

Z

Kij =

fi (x) Kij (x, y) dy dx.
Mi

Mj

For an arbitrary milestone Mi ⊂ M and a subset B ⊂ X , we define the
stopping time
τB,i = min {n ≥ 0 | Xn ∈ B, X0 = i} .
The time τB,i is the first step at which a process started at i reaches any of
the states in the set B.
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Now we concern ourselves with the quantity Pi [τP,i < τR,i ], which is the
probability that a process started at i will reach the product before arriving
at the reactant. This probability satisfies the equation:
Pi [τP,i < τR,i ] =

X
j∈R

Kij · 0 +

X

Kij Pj [τP,j < τR,j ] +

X
j∈P

j6∈R∪P

Kij · 1

(2.23)

We may rewrite (2.23) as

ci =

m
X

Kij cj ,

where

j=1



if i ∈ R,
0,
ci = Pi [τP,i < τR,i ], if i 6∈ R ∪ P ,


1,
if i ∈ P .

From the above relation it is clear that we can obtain ci by solving the linear
equation


m
X



ci −
Kij cj = 0, i ∈ I \ (R ∪ P ),



j=1
i ∈ R,

ci = 0,






ci = 1,

(2.24)

i ∈ P.

The function (vector) c is known as the capacitor (or the equilibrium potential )
of R and P and it gives us an approximation to the committor function. In
Chapter 4 we shall see a particular example of the approximation obtained by
solving (2.24) for a molecular system and how it compares with the solution
of (2.22).

2.8

Usage of unfinished trajectories
During a simulation it may happen that the computation of several

trajectories is canceled before reaching a neighboring milestone. This situation
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may occur, for example, at the end of the last iteration. Instead of discarding
the unfinished trajectories, it is possible to use them to improve the statistics of
the local MFPTs. The idea is that, if we denote by τ a local first passage time
corresponding to a certain milestone, and if we let p be the probability density
function corresponding to the distribution of values of τ , then by definition
p(t) =

d
P(τ ≤ t),
dt

for t ≥ 0,

where P(τ ≤ t) is the cumulative density function of τ . Now, using the above
identity, we have the following expression for the local MFPT:
Z ∞
Z ∞
d
hτ i =
t p(t) dt =
t P(τ ≤ t) dt
dt
0
Z0 ∞
Z ∞
d
d
=
t (1 − P(τ > t)) dt = −
t P(τ > t) dt
dt
dt
0
Z0 ∞
P(τ > t) dt,
=
0

where the last equality follows by integration by parts.
We can say that an unfinished trajectory that is canceled after k time
steps with time step length ∆t survives during a time τ > k ∆t. Consequently,
the unfinished trajectory gives us a sample from the survival function P(τ > t)
and we can use this sample to improve our estimate of hτ i. Indeed, the simplest
approach is to approximate the survival function by
P(τ > t) = E(1{τ >t} ) ≈

N
1 X
1{τ >t} ,
N n=1 n

where each τn is a random sample of τ . The previous results lead us to the
expression
hτ i =

Z
0

N

∞

P(τ > t) dt ≈
38

∞

∆t X X
1{τn >k∆t} .
N n=1 k=0

(2.25)

The above formula illustrates the fact that unfinished trajectories can still
contribute to the computation of the MFPTs and they should not be discarded.
In practice, the field of survival analysis provides us with efficient methods,
such as the Kaplan-Meier estimator [45], to improve the estimates of the local
MFPT that are more efficient than using (2.25).
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Chapter 3
Miles, a software tool for milestoning

3.1

Introduction
We have developed an open source tool called miles [5] to facilitate

running milestoning and iterative milestoning simulations. This program allows its users to automate the process of carrying out simulations on computer
clusters and to analyze the results. Moreover, since practitioners in the field
of computational chemistry use a variety of molecular dynamics packages to
run their simulations, our program miles is designed to accommodate the
practitioner’s software of choice and use it to obtain the required trajectory
fragments. We expect that our software will diminish the practical difficulties
associated with conducting milestoning simulations.
In its current incarnation, miles comprises approximately five thousand lines of type-annotated Python 3 code with a set of unit tests. The
program primarily relies on the NAMD molecular dynamics package [66] for
integration of the equations of motion and on the colvars program [29] for
the obtainment of collective variables and for biasing the simulation to draw
samples from specific milestones. Since colvars works with LAMMPS [67] and
Gromacs [77], we expect that miles could be adapted to use those packages
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without significant effort. We depend on the SciPy module [62] for scientific
computation facilities (sparse linear algebra, kd-trees, etc.), on NetworkX for
its graph-theoretic primitives [36], and on Matplotlib [43] for visualization and
rendering of publication-quality figures. The parallel computing components
of miles are implemented as a combination of threads and Message-Passing
Interface [30] code, the latter requires the mpi4py Python module [19, 20, 21].
The internals of the program are thoroughly documented using Sphinx [11]
and the code is released under the permissive open source MIT license [60].
The user interface is based on configuration files and a command line tool
named miles that gives the user access to several subcommands implementing simulation and analysis features.
The program can be easily installed via the Anaconda Software Distribution [1]. To install miles and its dependencies it suffices to execute the
command conda install -c clsb miles. Subsequent updates can be done
using conda update -c clsb miles.
In this chapter we will describe the workflow involved in running a
simulation step by step using miles and we will introduce the architecture of
the program. Finally, we outline some avenues for improving the software.

3.2

Use case: simulation of alanine dipeptide in aqueous
solution
In what follows we give a quick tutorial on the use of miles to study

alanine dipeptide (the terminally blocked amino acid N–acetyl–N0 –methyl41

alanylamide —also known as NANMA—) solvated in water. In total, the
system consists of approximately one thousand atoms.
We are going to show how to run a simulation of alanine dipeptide with
the purpose of computing the mean first passage time from a particular alpha
conformation to a beta conformation. More concretely, our goal is to measure

Figure 3.1: Two conformations of alanine dipeptide. One lies in the reactant
state (left) while the other lies in the product state (right).
the average time it takes our solute molecule to go from the conformation
depicted on the left of Figure 3.1 to a conformation similar to the one shown
on the right.
3.2.1

Basic concepts
We begin our walk-through of the simulation steps by enumerating some

prerequisites which will be described in more depth throughout the present
chapter.
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Figure 3.2: Free energy (left) and kernel density estimator of the free energy
(right) with the location of the reactant (right figure, line below) and product
(right figure, line above) highlighted.
A milestoning simulation with miles requires the following setup:
1. A text file with comma-separated values listing the coordinates in the
space of collective variables of the anchors (also known as seed points) of
a Voronoi tessellation. Each pair of anchor points determines a milestone.
2. A configuration file where the paths for the intermediate files and the
options for the underlying molecular dynamics engine are defined.
3. Two NAMD simulation files: one for starting new trajectories and another one for continuing trajectories.
4. A database that keeps track of first hitting points and some associated
metadata. The database is generated by the miles prepare or miles
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play subcommands.
5. A distribution file that contains pointers to first hitting points classified
by the milestone on which they lie. This file represents a set of empirical probability distributions defined on the milestones and it can be
generated using the miles mkdist subcommand.
Once we have satisfied the requirements mentioned above, we can run
a milestoning simulation. In summary, the simulation proceeds iteratively by
sampling phase space points at each milestone, using those points to start
trajectories, and stopping the trajectories whenever they reach a neighboring
milestone. When a neighboring milestone is crossed, the elapsed time, the
identity of the final and initial milestones, as well as the first hitting point (the
phase space point where the crossing occurred), are stored in the database and
used to populate an empirical distribution of first hitting points on the final
milestone. At the end of an iteration and after sufficient trajectory fragments
have been computed, the final phase space points are reweighted and used to
construct a new set of empirical probability distributions at the milestones.
These distributions will act as the initial distribution at the next iteration. The
simulation ends when the final distributions agree with the initial distributions
in the L1 -norm up to a certain threshold.
3.2.1.1

Anchors

The current version of miles uses milestones defined as the faces of a
Voronoi tessellation of the space of collective variables [78]. In order to define
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the tessellation, all that is needed is a file enumerating the points in the space
of collective variables (all values must be separated by commas). An example
of this file for alanine dipeptide is shown in Listing 1 and the corresponding
Voronoi tessellation is shown in Figure 3.3.
Listing 1 Contents of an anchors file to be used to initialize the database.
0,0.0,-179.99999979432002
1,0.0,-128.5714284245143
2,0.0,-77.14285705470859
3,0.0,-25.714285684902855
4,0.0,25.714285684902855
5,0.0,77.14285705470859
6,0.0,128.5714284245143

π

ψ

π
2

0
− π2
−π
−π

− π2

0
ϕ

π
2

π

Figure 3.3: Voronoi tessellation corresponding to the anchors file shown in
Listing 1.
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3.2.1.2

Distribution files

In order to start an iterative milestoning simulation, we need to endow
each milestone with a probability distribution. The distribution files (having
dst extension) are empirical probability distributions of phase space points lying in one or more milestones. The subcommands miles prepare and miles
play can partially automate the process of gathering the aforementioned phase
space points. Once the initial points are inserted in the database, the user can
generate the required distribution file by issuing the miles mkdist subcommand.
It is crucial that the user assigns an empirical distribution to the reactant milestone (see Figure 3.4), as our goal is to obtain the mean time required
for a trajectory started at a point drawn from the distribution at the reactant
to reach the product milestone.
3.2.1.3

Configuration file for miles

The configuration file contains the information required for miles to
run a milestoning simulation. Listing 2 contains an example for alanine dipeptide using NAMD. Below, we explain the meaning of each of the configuration
options.
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Figure 3.4: The reactant milestone (highlighted in orange on the left figure)
is endowed with an initial probability distribution (whose density is shown on
the right). Conformations with − π2 ≤ ϕ ≤ − π4 have a high probability under
the assigned distribution.
Listing 2 Configuration file for miles.
simulation_dir = ~/sources/miles/nanma
temp_dir = /tmp/nanma
md_template_reset_velocities = nanma-first.namd
md_template = nanma-next.namd
command = namd2 +p4 ${simulation_file}
colvars_file = colvars.in
database_file = ${simulation_dir}/database
reactant_distribution = ${simulation_dir}/reactant.dst
product_milestone = 0, 6
steps_per_chunk = 1000
time_step_length = 2.0
logging_level = 20

simulation dir This directory contains the template files for the Molecular
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Dynamics engine (NAMD, MOIL, etc.) and it will store the phase space
points and the intermediate results from the milestoning simulation.
temp dir This directory will store the trajectory fragments generated during
the simulation. For speed, it is useful to set up an in-memory filesystem
for this purpose (such as tmpfs in Linux). See also Section 3.3.3.
md template reset velocities Name of a template configuration file for the
underlying Molecular Dynamics engine to use when starting new trajectories. This configuration file starts new simulations by sampling velocities from the Maxwell-Boltzmann distribution (and perhaps doing a few
minimization steps). See also Section 3.2.1.4
md template Name of a template configuration file for the MD engine to use
when continuing previous trajectories. See also Section 3.2.1.4
command Command indicating how to invoke the Molecular Dynamics engine.
The variable ${simulation file} is a placeholder for a configuration
file for the MD engine to be filled automatically by miles.
colvars file Configuration file for the colvars package. This file specifies the
space of collective variables and it is parsed directly by miles so that
it is aware of certain features of the collective variables (e.g., bounds,
periodicity, etc.). See also Section 3.2.1.4.
database file File name of the database that stores all the first hitting points
and the known anchors.
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reactant distribution An empirical distribution file with points lying at
the milestone defining the reactant state.
product milestone The product milestone is specified by a comma-separated
pair of anchors.
steps per chunk Number of time steps to run during a single invocation of
the MD engine.
time step length Time step length to use during the simulation. This value
will be used by the MD engine.
logging level A number determining the amount of logging information to
output during the simulation. See Table 3.1 for details.
Number
10
20
30
40
50

Level
Debugging messages
Information
Warnings
Errors
Critical messages

Table 3.1: Logging levels.

3.2.1.4

Configuration files for the MD engine

As anticipated in the md template reset velocities and md template variables in the configuration file (see Subsection 3.2.1.3), we need to be
able to run the underlying MD engine in two basic modes: one for starting new
simulations (with velocities sampled from the Maxwell-Boltzmann distribution
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corresponding to the desired temperature) and another mode for continuing
previously started simulations.
Listings 3 and 4 show these configuration files in the particular case of
alanine dipeptide under NAMD. The main difference between these two files
lies in the temperature and binVelocities declarations in lines 4–5. Notice
that even though both configuration files have the line set temperature 300,
only Listing 3 actually uses it. Line number 40 in Listing 3 is responsible for
resetting the velocities with new velocity vectors.
Another important point to keep in mind is that every frame of the
trajectory is temporarily stored into a file due to the settings for restartfreq
and restartsave in lines 34—35. The user may want to change the frequency
at which the frames are stored by tuning the restartfreq setting. By doing
so, the performance of the simulation may be improved at the cost of reducing
its accuracy.
The MD configuration files act as templates so that whenever some
text of the form ${variable name} appears on them, the actual value of
variable name will either be taken from the main configuration file (see Section 3.2.1.3) or it will be automatically filled in by miles (that is the case for
random number seeds, etc.).
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Listing 3 Contents of nanma-first.namd
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41

structure
nanma.psf
coordinates
nanma.pdb
set inputname
${input_name}
set temperature
300
binCoordinates
$$inputname.coor
temperature
$$temperature
extendedSystem
$$inputname.xsc
seed
${random_seed}
paraTypeCharmm
on
parameters
tip3.inp
parameters
par_all36_prot.prm
cellBasisVector1
21.80700016 0 0
cellBasisVector2
0 21.70000076 0
cellBasisVector3
0 0 21.78299999
cellOrigin
0.05078 -0.30676 -0.02382
wrapWater
on
wrapAll
on
exclude
scaled1-4
1-4scaling
1
cutoff
10
switching
on
switchdist
9
pairlistdist
12
timestep
${time_step_length}
rigidBonds
all
nonbondedFreq
1
fullElectFrequency 2
stepspercycle
10
PME
yes
PMEGridSpacing
1.0
FFTWUseWisdom
yes
set outputname
${output_name}
outputName
$$outputname
restartfreq
1
restartsave
yes
outputEnergies
100
outputPressure
100
colvars
on
colvarsConfig
colvars.in
reinitvels $temperature
run ${steps_per_chunk}
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Listing 4 Contents of nanma-next.namd
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40

structure
nanma.psf
coordinates
nanma.pdb
set inputname
${input_name}
set temperature
300
binCoordinates
$$inputname.coor
binVelocities
$$inputname.vel
extendedSystem
$$inputname.xsc
seed
${random_seed}
paraTypeCharmm
on
parameters
tip3.inp
parameters
par_all36_prot.prm
cellBasisVector1
21.80700016 0 0
cellBasisVector2
0 21.70000076 0
cellBasisVector3
0 0 21.78299999
cellOrigin
0.05078 -0.30676 -0.02382
wrapWater
on
wrapAll
on
exclude
scaled1-4
1-4scaling
1
cutoff
10
switching
on
switchdist
9
pairlistdist
12
timestep
${time_step_length}
rigidBonds
all
nonbondedFreq
1
fullElectFrequency 2
stepspercycle
10
PME
yes
PMEGridSpacing
1.0
FFTWUseWisdom
yes
set outputname
${output_name}
outputName
$$outputname
restartfreq
1
restartsave
yes
outputEnergies
100
outputPressure
100
colvars
on
colvarsConfig
colvars.in
run ${steps_per_chunk}
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The colvars configuration file specifies which collective variables are to
be taken into consideration during the simulation. In this particular example,
we use the ϕ and ψ dihedrals (see Listing 5).
Listing 5 Content
dipeptide.
colvar {
name phi
dihedral {
group1 {
group2 {
group3 {
group4 {
}
}
colvar {
name psi
dihedral {
group1 {
group2 {
group3 {
group4 {
}
}

3.2.2

of the colvars configuration file colvars.in for alanine

atomNumbers
atomNumbers
atomNumbers
atomNumbers

5 }
7 }
9 }
15 }

atomNumbers
atomNumbers
atomNumbers
atomNumbers

7 }
9 }
15 }
17 }

Running the simulation
The production part of a milestoning simulation is handled by starting

a set of worker processes that are contacted by a master process. The master
process orchestrates all the steps of the simulation whereas the worker processes are in charge of running trajectory fragments using the underlying MD
engine. This client/server architecture will be described in Section 3.3.2 but we
53

now give a practical overview of the steps involved. First, we start the worker
processes on a set of compute nodes by issuing the miles mpi subcommand:
mpiexec -n $NPROCS miles mpi
where $NPROCS stands for the number of compute nodes to use. After this,
the program responds with the output shown in Listing 6
Listing 6 Output from miles mpi.
Starting MPI services...
server-0000: Listening on port
,→
’tag#0$description#n0003$port#45487$ifname#192.168.1.12$’.
server-0001: Listening on port
,→
’tag#0$description#n0004$port#60009$ifname#192.168.1.13$’.
server-0002: Listening on port
,→
’tag#0$description#n0005$port#33774$ifname#192.168.1.14$’.
server-0003: Listening on port
,→
’tag#0$description#n0006$port#59904$ifname#192.168.1.15$’.
server-0004: Listening on port
,→
’tag#0$description#n0007$port#43362$ifname#192.168.1.16$’.
server-0005: Listening on port
,→
’tag#0$description#n0008$port#55634$ifname#192.168.1.17$’.
server-0006: Listening on port
,→
’tag#0$description#n0009$port#40714$ifname#192.168.1.18$’.
Ready. Run simulation with:
mpirun -n 1 miles run --mpi-processes 7 ...

Once miles mpi is ready, we launch the master process (and the simulation)
with:
mpiexec -n 1 miles run --mpi-processes $NPROCS nanma.cfg \
--input initial-distributions.dst
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The above command will run a simulation until convergence is attained (see
Listing 7).
Listing 7 Output from miles run.
miles 6a3a25712b9a5794ae26b9ca96d48fe7c642c521 (2016-Oct-05)
INFO: Running at most 10000 iterations until global convergence is attained
,→
with a tolerance of 0.01.
INFO: Drawing at least 1000 samples per milestone per iteration until local
,→
convergence is attained with a tolerance of 0.001.
INFO: Iteration 0
INFO: Sampling at Milestone (0, 1) from a pool of 2002 points. Remaining: 5
,→
milestones.
INFO: Finished sampling on Milestone (0, 1) [elapsed time: 0:04:33.284463].
INFO: Sampling at Milestone (4, 5) from a pool of 2001 points. Remaining: 4
,→
milestones.
INFO: Finished sampling on Milestone (4, 5) [elapsed time: 0:04:54.731504].
INFO: Sampling at Milestone (2, 3) from a pool of 2011 points. Remaining: 3
,→
milestones.
INFO: Finished sampling on Milestone (2, 3) [elapsed time: 0:06:48.522176].
INFO: Sampling at Milestone (3, 4) from a pool of 2001 points. Remaining: 2
,→
milestones.
INFO: Finished sampling on Milestone (3, 4) [elapsed time: 0:10:50.052394].
INFO: Sampling at Milestone (5, 6) from a pool of 2004 points. Remaining: 1
,→
milestones.
INFO: Finished sampling on Milestone (5, 6) [elapsed time: 0:05:06.944545].
INFO: Sampling at Milestone (1, 2) from a pool of 2012 points. Remaining: 0
,→
milestones.
INFO: Finished sampling on Milestone (1, 2) [elapsed time: 0:05:47.263330].
INFO: Sampling concluded at Wed Oct 5 09:27:32 2016 [elapsed time:
,→
0:38:00.994876].
INFO: Mean first passage time: 190304.373610 units of time.
INFO: Iteration 1
INFO: Sampling at Milestone (4, 5) from a pool of 458 points. Remaining: 5
,→
milestones.
INFO: Finished sampling on Milestone (4, 5) [elapsed time: 0:01:54.501729].
...

3.2.3

Output and analysis
The output produced by the simulation consists of:
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• Distribution files named initial-####.dst where #### is the iteration
number. These files contain the initial distributions at each iteration.
• Vectors of weights (fluxes) and local mean first passage times (lag times)
indexed by milestone. These files are respectively named q-####.dat
and t-####.dat.
• Finite dimensional transition matrices and local first passage time matrices stored as K-####.mtx and T-####.mtx in MatrixMarket format1 .
• Spatially detailed distributions of first hitting points and local first passage times in the form of distribution files named kernel-I-F-####.dst,
where I stands for the index of the reactant (initial) milestone and F is
the index of the product (or final) milestone. Figure 3.5 depicts the type
of information stored in these files.
Moreover, it is possible to compute the committor function defined on the
milestones [10, 13] as well as maximum weight paths [80]. The next chapter
provides some examples of these calculations.
The miles plot command allows the user to plot a number of results
from the simulation. For example, Figure 3.6 was created with:
miles plot --histograms nanma.cfg --input Reference \
--input Converged --input Canonical
1

See http://math.nist.gov/MatrixMarket/ for details on the MatrixMarket format
used to store sparse matrices.
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(a) Initial distribution at a milestone (see inset).

(b) Distribution of first hitting points on the (c) Distribution of first hitting points on the
upper neighbor milestone.
lower neighbor milestone.

Figure 3.5: Initial distribution at a milestone and two induced first hitting
point distributions at neighboring milestones.
Similarly, the estimated MFPT after convergence is equal to 205.008 ps whilst
the estimate from long, uninterrupted trajectories is 209.845 ps. Additional
results are shown in Figures 3.7 and 3.8 and more examples appear in the next
chapter.
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Figure 3.6: Comparison between first hitting point distributions.

Figure 3.7: Comparison of stationary flux weights between uninterrupted trajectories and milestoning.
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Figure 3.8: Plot of the stationary flux on each milestone resulting from invoking the miles plot subcommand.
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3.3

Design and implementation
Some of the design goals in miles are summarized below:

Ease of installation It is not necessary to have administrative privileges to
install miles and the installation procedure is remarkably simple.
Flexibility The code is designed to be adaptable to third party MD packages.
We currently support NAMD 2.11 and MOIL.
Distributed computing The program is suitable for use in supercomputing facilities such as the Texas Advanced Computing Center’s stampede
cluster and other compute clusters using MPI.
Large number of milestones We use sparse linear algebra everywhere so
that the code can tackle systems using a large number (i.e., thousands)
of milestones.
Maintainability The code base is well documented, so that graduate students with little background in software development can read and modify the sources.
Pedagogy The architecture aims to be as transparent as possible. The steps
in the iterative milestoning algorithm can be readily located in the program so that questions about the specifics of the method can be answered
by inspecting the source code. The code base can be adapted to implement other methods based on similar building blocks such as trajectory
tilting [78] and Non-Equilibrium Umbrella Sampling [81].
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Analysis The program computes and plots mean first passage times, stationary fluxes, committor functions, maximum weight paths, etc. with
minimal user intervention.
3.3.1

Classes
The architecture of the program is based on object-oriented program-

ming [31] to promote modularity and reusability. The following are some of
the main classes in miles:
Timestepper Invokes the MD package and runs a trajectory fragment, outputting a sequence of time steps that we call a chunk. After obtaining
each chunk, it inspects it in search for a time step in which a milestone
is crossed (see TrajectoryParser below). If no transitions occur, all of
the files associated to the chunk except for the one corresponding to the
last time step are erased. The last time step from the previous chunk
becomes the first for a chunk to be run next. In order to support different MD packages, it suffices to create a new Timestepper class, derived
from the base class, that implements the specific behavior.
Chunks Sequence of chunks. This class is in charge of extracting the files
associated to the phase space point at the last time step in each chunk
and erasing the rest of the files from the file system. The last time step
is then used as the starting point of another chunk. This goes on until
a trajectory crosses a milestone. See also Figure 3.12. Similarly to the
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Timestepper, the Chunks class must be specialized in order to support
additional MD packages.
TrajectoryParser Inspects chunks looking for the instants at which a trajectory crosses a milestone. The inspection requires a nearest neighbor
search which we do using kd-trees [8, 56] in a way that allows periodic and
non-periodic boundary conditions to be mixed (e.g., some collective variables, like dihedrals, are periodic while others, such as root mean square
deviations, are not periodic). If the crossing occurs on a milestone other
than the one where the trajectory originated, then a transition object is
emitted.
Transition A class encapsulating the initial milestone, final milestone, the
phase space point at which the final milestone was crossed, and the time
it took the trajectory to get there.
Database Registry of transitions and the auxiliary files containing the phase
space points. See also Figure 3.9.
Distribution Empirical distribution of phase space points. This class provides a sample method for drawing samples of phase space points on
milestones. The distributions can be populated by progressively adding
new points as they are discovered. It is possible to compute convex
combinations of these empirical distributions. See also Figure 3.10.
Iteration Launches all the tasks required for an iteration of the exact milestoning method, monitors convergence, and combines the distributions
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of first hitting points to get a new distribution suitable to be used as the
starting point for the next iteration (see also Figure 3.11).
TransitionSampler Responsible for drawing samples from the current distribution on each milestone, sending the initial points to a Timestepper
object and then collecting the resulting instances of the Transition class.
These transitions are stored in a TransitionKernel that acts as an empirical approximation to the transition kernel of the underlying stochastic
process.
TransitionKernel Manages the first hitting point distributions induced by
each milestone onto its neighbors. This class is updated by the TransitionSampler every time a new Transition is obtained and the class implements the functionality needed to estimate the stationary distribution
on the set of milestones at the end of an iteration.
Simulation This class contains all the relevant information that is needed
throughout a simulation: the set of anchors, the set of milestones, the
specific configuration options, a reference to the database, etc. See also
Figure 3.9.

3.3.2

Client/server architecture
As it was already anticipated, two subcommands must be executed for

a simulation to run. One is the miles mpi subcommand which instructs a set
of compute nodes to act as transition services, waiting for Transition objects to
63

ColvarsParser

Codomain

Interval

PeriodicInterval

Simulation

CollectiveVariables

CollectiveVariable

Conﬁguration

Database

Milestones

Figure 3.9: Diagram depicting the relationship between the Simulation class
and its associate classes.

arrive through the network, then running their corresponding Timestepper objects on the transition and finally sending the results back. The transition services work in parallel independently of each other. Parallelization is done using
a client/server model with point-to-point non-blocking communications [35]
(see Figure 3.13). The other subcommand is miles run, which coordinates
the iterative scheme and uses the transition services to launch trajectory fragments and report the resulting first hitting points and lag times. The miles
run subcommand starts two threads: one of them, called the transition server
thread, acts as a load balancer and keeps track of available compute nodes.
The transition server thread also sends job requests to the available transition
service nodes as needed in order to attain convergence and receives the resulting transitions. The other thread, known as the main thread, is in charge
of drawing samples from each milestone, communicating with the transition
server thread to request jobs to be done, and using the results to estimate the
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DeltaDistribution

Figure 3.10: Classes needed for implementing empirical distributions and convex combinations of them.

MFPT and the stationary flux density to be used in the next iteration.
3.3.3

Performance
The performance of miles hinges upon the speed of the underlying

MD engine, the file system in which the directory temp dir is located in each
transition service node, the bandwidth of the network connecting the nodes,
and the settings of the network file system containing the shared files among
all the nodes. For optimal performance, it is advisable to have fast inter-node
communication and a fast network file system. Additionally, in the nodes
running the transition service threads, it is best to store the intermediate
frames produced by the MD engine in a memory-based file system so that
the latency resulting from storage to the hard drive is completely avoided.
On modern Linux systems, this can be accomplished by mounting a tmpfs
file system. Alternatively, the demands on the file system may be relaxed
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Iteration
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TransitionKernel

InitialTransition

Matrices

TransitionSampler

Figure 3.11: The Iteration class is in charge of running a full iteration of the
milestoning method. It works by invoking a TransitionSampler and keeping
track of the sampled transitions in a TransitionKernel object.

by storing fewer frames per trajectory fragment at the cost of reducing the
accuracy of the estimates.
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Figure 3.12: Relationships between classes that interface with the MD program
and deal with its output.
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Figure 3.13: Diagram of the client/server architecture based on MPI services.
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3.4

Future directions
There are a number of additional features and improvements that could

be implemented in future versions of miles:
Support for more MD engines An early version of miles used the OpenMM package [25]. It would be desirable to reincorporate support for it
and to also support LAMMPS and Gromacs.
Increased efficiency There are some instances in which it would be possible
to get more mileage out of the calculations done by miles. One example
would be to use the Kaplan-Meier estimator [45] to improve the estimates
of the local mean first passage times.
Easier obtainment of initial distributions Currently miles assists the user in obtaining the initial distribution but ideally this process could be
automated in its entirety.
Adaptive mesh refinement The program could enhance its performance
on the fly by automatically adding new milestones where necessary.
Generic handling of milestones Instead of using the boundaries of the
cells of a Voronoi tessellation as the milestones, a more versatile framework for defining milestones would regard them as piece-wise smooth
(or even piece-wise linear) manifolds. Such a framework would have no
problem handling milestones where there is curvature.
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Automated setup of milestones as isocommittors If the number of collective variables is small (say, one or two), then it is possible to get accurate estimates of the potential of mean force and its gradient using a
method such as Adaptive Biasing Force [22, 51]. The gradient of the potential of mean force could then be used to solve the committor equation
using the finite element method [53]. Finally, a selection of level sets of
the committor function could be designated as milestones. All the steps
in this process could be automated through miles.
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Chapter 4
Additional examples

4.1

Milestoning simulation of trialanine
In this section we present the results of an iterative milestoning sim-

ulation of a peptide solvated in water. All the computations and most of
the figures included in this section were obtained using the program miles
introduced in Chapter 3.
4.1.1

Description of the system
We now concern ourselves with a trialanine peptide molecule solvated

in water (see Figure 4.1) at a temperature of 300 K. All of our simulations were
conducted using version 2.11 of the program NAMD [66] operating at constant
energy on a periodic box of size 27.6 Å × 24.3 Å × 31 Å containing the solute
together with 608 water molecules. The force field used was CHARMM 36 [55]
with excluded 1-4 interactions, a smooth cut off of 10 Å, and a non-bonded
pair list distance of 12 Å. We ran the r-RESPA integrator [75] with a time
step length of 2 fs using rigid constraints on the bonds involving Hydrogen
atoms. Short range non-bonded interactions were evaluated at each time step
while long range and electrostatic interactions were computed every two time
steps using the Particle-Mesh Ewald method [26] with a grid spacing of 1 Å
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Figure 4.1: Trialanine molecule in water.
and a tolerance of 10−6 .
It is natural to model the space of collective variables for this peptide
using the dihedral angles ψ1 , ψ2 , and ψ3 . However, we found that the ψ2 angle
does not play a significant role (see Figure 4.2), and we therefore restricted
ourselves to using just the ψ1 and ψ3 angles to define our space of collective
variables.
In Figure 4.3, we see that the canonical density function of the collective
variables of the system displays four energy minima. We designated the basin
on the top-right of the graph as the reactant and the basin on the bottom-left
as the product (this latter basin is the one containing the global minimum of
the free energy).
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Figure 4.2: Distribution of values of the ψ2 dihedral angle. Note that the
distribution is mostly peaked at 124.7 degrees.
4.1.2

Computation of the mean first passage time
In order to obtain the mean first passage time for this system, we

constructed a set of milestones using the anchors listed in Table 4.1. The
ψ1 ψ3
-180 0
-120 0
-90
0
-30
0
145 0
Table 4.1: Anchors used to define the milestones.
resulting milestones are presented in Figure 4.4
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Figure 4.3: Canonical probability density for trialanine.
To have a baseline for comparing the results of the milestoning simulation, we obtained a reference distribution of first passage times by running
a set of long (uninterrupted) Molecular Dynamics simulations that amounted
to over 110 ns combined. The reference distribution of MFPTs has a mean of
117.42 ps and a standard deviation of 116.45 ps.
The milestoning simulation was prepared by drawing a total of 104 first
hitting points on the milestones using a biasing potential on the ψ1 variable
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Density

ψ3

0.00006

with a soft spring constant of 10−1 . These points were then used to construct
an initial empirical distribution on the milestones (see Figure 4.5). The simulation was started on the initial distribution, sampling at least 5 × 103 trajectory
fragments per milestone per iteration for a total of 9 iterations. On every iteration, each milestone was sampled until the row vector in the transition matrix
converged within an absolute error of 10−3 .
The estimates of the MFPT at each iteration of the milestoning method
are shown in Figure 4.6. We note that the estimated mean first passage time
quickly converges to the reference result.
The non-zero entries of the transition matrix at the final iteration are
shown in Table 4.2 side by side with the corresponding entries from the transition matrix obtained from the reference MD trajectory. Observe that milestone
(3, 4) is where the biggest discrepancies occur. This is likely because the reference trajectory seldom visits that region of the space of collective variables,
which leads to insufficient sampling and unreliable results on that milestone.
The weights of the milestones in the stationary distribution are compared with the reference weights in Table 4.3.
Figures 4.7 to 4.8 present the estimated empirical distributions for the
stationary density on each milestone at different iterations. Each distribution
is shown in comparison with the reference results. After a few iterations, the
distributions start to oscillate around the reference results except for milestone
(3, 4) which is undersampled by the reference trajectories.
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Initial milestone
0, 1
0, 1
0, 4
0, 4
1, 2
1, 2
2, 3
3, 4
3, 4

Final milestone
0, 4
1, 2
0, 1
3, 4
0, 1
2, 3
0, 4
0, 4
2, 3

Kijreference
0.7058
0.2942
0.9816
0.0184
0.5357
0.4643
1.0000
0.7778
0.2222

Kijmilestoning
0.7029
0.2971
0.9818
0.0182
0.5125
0.4875
1.0000
0.9768
0.0232

Table 4.2: Comparison of the transition matrix obtained using milestoning (at
the last iteration) and the matrix coming from the reference results. Milestones
are identified by the two anchors that define them.
Milestone wireference
0, 1
0.4332
0, 4
0.3718
1, 2
0.1275
2, 3
0.0607
3, 4
0.0068

wimilestoning
0.4308
0.3719
0.1280
0.0626
0.0068

Table 4.3: Stationary flux weights at the last iteration.
4.1.3

Isocommittors and optimal reaction paths from Milestoning
To better understand the system under consideration, we used the anal-

ysis features of miles to extract the committor surface (see Section 2.7 of
Chapter 2) on the milestones as well as the maximum weight path. The committor function on a more dense mesh of milestones for the trialanine system,
obtained by solving (2.24) is shown in Figure 4.9. We contrast this result with
the committor function obtained by first estimating the potential of mean
force (PMF) and its gradient by means of a simulation with the Adaptive
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Biasing Force method [22, 40]. During the ABF simulation, we applied rigid
constraints only to the hydrogen bonds present in the water molecules and
not to the solute. Additionally, we decreased the time step length from 2 to 1
fs. Using the gradient of the PMF we then numerically solved the committor
equation(2.22) applying the finite element method. The resulting committor
function is presented in Figure 4.10 (Figure 2.5 in Chapter 2 was also created
using the same data).
It is interesting to note that in this case one can read off an optimal
reaction path between reactant and product from Figure 4.9 by starting at the
reactant and following a steepest ascent path.
Alternatively, the data gathered during a milestoning simulation could
be used to obtain the global maximum weight path [42, 68, 76, 80]. This path
is constructed on a directed graph whose adjacency matrix is given by the
non-zero entries of the transition matrix K and whose edges are weighted by
the flux at the end-points. The path is determined by a sequence of milestone
indices, γ = (γ1 , γ2 , . . . ) where γi ∈ {1, . . . , M }, such that
n
o
γ = arg max min qγ`0 ,
`

γ0

where γ 0 varies among all the paths that start at the reactant and end at the
product. To put it more succinctly, the maximum weight path is the reactive
path that has the “widest bottleneck.” Figure 4.11 displays the steps taken
by the maximum weight path on the trialanine system under consideration.
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Figure 4.4: Milestones used in the simulation (shown in blue). The milestones
are identified (from left to right) by the following pairs of anchors (0, 1), (1,
2), (2, 3), (3, 4), and (4, 0). Milestone (4, 0) is designated as the reactant
while milestone (2, 3) is taken to be product.
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Figure 4.5: Comparison between the reference stationary density and the initial guess used to initialize the milestoning simulation.
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Figure 4.6: Mean first passage times for the simulation of trialanine as a
function of the iteration number. The green region spans the values within
one standard deviation of the reference MFPT.
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Figure 4.7: Comparison between the reference stationary density and the estimate obtained from milestoning at iteration #1.
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Figure 4.8: Comparison between the reference stationary density and the estimate obtained from milestoning at iteration #9 (the last).
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Figure 4.9: Committor function on milestones for trialanine.
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Figure 4.10: Solution of the committor equation for trialanine.
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Step number
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4.2

Ensemble of random energy landscapes
We consider a two dimensional energy landscape determined by a po-

tential energy function U (x1 , x2 ). A point on this landscape is denoted by
x = (x1 , x2 ) with 0 ≤ x1 , x2 < L and the potential energy satisfies U (x1 , x2 ) =
U (x1 + nL, x2 + mL) for all integers n, m. In other words, the conformational
space of our system is the square Γ = [0, L) × [0, L) with periodic boundary
conditions (i.e., a flat torus). Hence, the thermodynamic and kinetic properties of the system are fully characterized once a model for the dynamics (e.g.,
Newtonian, Langevin, etc.) is chosen. As a model of rough energy landscapes,
we use truncated Fourier series of the form
( N
)
N
X X
1
zk1 ,k2 e2πi(k1 x1 + k2 x2 )/L
U (x1 , x2 ) = Re
L
k =−N k =−N
1

(4.1)

2

where Re denotes the real part of a complex number and N is the maximum allowed frequency (and ruggedness) of the potential. The constant
zk1 ,k2 = ak1 ,k2 + i bk1 ,k2 ∈ C is determined by the random variables ak1 ,k2 , bk1 ,k2
distributed according to
(
c, with probability 21 ,
0, with probability 12 ,
with c itself being a uniform random variable in the interval (−A, A) ⊂ R. The
value of A is the maximum amplitude of the terms in the trigonometric polynomial (4.1). Once the maximum frequency and the coefficients of the potential
are sampled from their distribution at the beginning of a simulation, they remain fixed throughout the calculation of the kinetics and thermodynamics of
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this particular energy landscape. In Figure 4.12 we show some examples of
particular realizations of these random energy landscapes.

Figure 4.12: Contour plots of two different realizations of the energy landscapes
discussed in the paper for N = 4 (left) and N = 7 (right). The blue circles are
minima, the brown triangles are maxima, and the blue/red arrows intersect at
saddle points.

The maximum allowed frequency N is related to the number of nondegenerate critical points (maxima, minima, and saddle points) in the landscape. The statistics gathered by analyzing more than 5 × 104 realizations
of these energy landscapes reveal that the number of local minima depends
linearly on the maximum allowed frequency for N = 4, 5, 6, 7 (see Table 4.4).
Since our conformational space (i.e., the square of side L with periodic boundary conditions) is equivalent to a torus, the number of saddle points in our
model system is twice the number of minima [4].
The barrier height between a local minimum and a saddle point is
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N
4
5
6
7

n0
16.97
25.498
35.96
47.826

Table 4.4: Average number of local minima, n0 , as a function of the maximum
frequency, N .
defined as the difference between the energy at the saddle point and the energy
of the local minimum, provided that the latter is connected to the saddle point
through its unstable manifold. The empirical distribution of barrier heights
for the energy landscapes under consideration is shown in Figure 4.13.
1

N
N
N
N

Probability

0.75

=4
=5
=6
=7

0.5
0.25
0
0

1

2

3

4

5

6

Barrier height, ∆U = Us − U0 [kB T ]

Figure 4.13: The distribution of barrier heights, ∆U , on the rough energy
landscapes. Note the differences in the distribution for different values of the
maximum frequency N .
The average barrier height is a linear function of the frequency N , as
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Average barrier height, h∆U i [kB T ]

illustrated in Figure 4.14. The linear dependence of the average barrier height
2

1.75

1.5

1.25

1
4

5

6

7

8

Maximum frequency, N

Figure 4.14: The average barrier height, h∆U i, shown as a function of the
maximum frequency, N .
on the frequency can be understood when we examine the absolute energies
of the minima and the saddle points. As illustrated in Figure 4.15, both the
minimum and the saddle point energies are approximately Gaussian.
The time-evolution of the system is determined by the Brownian dynamics equation


p
 dX = −∇U dt + 2β −1 dB,


(4.2)

X(0) = x0 ,

where β > 0 is the inverse temperature and B is a standard Brownian motion.
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Maximum frequency: 4

Maximum frequency: 5
1
Probability

Probability

1

0.5

0
−6 −4.5 −3 −1.5

0
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0.5

0
−6 −4.5 −3 −1.5
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Energy [kB T ]
Minima (µ = -0.942, σ = 0.912)
Saddle (µ = -0.000211, σ = 0.427)
Maximum frequency: 6

1.5

3

Maximum frequency: 7
1
Probability

1
Probability

0

Energy [kB T ]
Minima (µ = -1.16, σ = 1.12)
Saddle (µ = 0.00201, σ = 0.523)

0.5

0
−6 −4.5 −3 −1.5

0
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−6 −4.5 −3 −1.5
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Energy [kB T ]
Minima (µ = -1.38, σ = 1.33)
Saddle (µ = 0.00214, σ = 0.623)

0
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3

Energy [kB T ]
Minima (µ = -1.58, σ = 1.53)
Saddle (µ = -0.00395, σ = 0.718)

Figure 4.15: Distribution of the energies of the minima and saddle points of
our model for different maximum frequencies, N . Each minimum is connected
to several saddle points and we have adjusted the statistical weight of each
minimum to account for the number of saddle points it is connected to.
We distinguish two disjoint subsets ΓR (for reactant) and ΓP (for product) of the conformational space Γ. The initial point, x0 , is a random sample
from a probability distribution with density p0 . The probability density, p0 , is
zero outside of ΓR , so the trajectories of (4.2) always start at the reactant set.
Let T be the time it takes a trajectory of (4.2) to reach ΓP for the first
time. In other words, T is the first passage time of X(t) and we are interested
in estimating its mean, hT i, as well as the stationary probability of finding
X(t) at an arbitrary region within the conformational phase space Γ.
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The most straight-forward route to estimating hT i and the stationary
probability is to compute a large number of trajectories of (4.2). Alternatively,
as known from Stochastic Calculus [46], we can solve the initial-boundary value
problem (IBVP):

∂u


(x, t) = ∇ · (J u)(x, t), for all x ∈ Γ \ ΓP and t ≥ 0,


 ∂t
u(x, t) = p0 (x),
for t = 0,





u(x, t) = 0,
for all x ∈ ΓP .

(4.3)

The solution, u, of the above problem is the density of trajectories that remain in Γ at time t. The operator J is defined by J u = β −1 ∇u + u ∇U .
R∞
Furthermore, the function v(x) = 0 u(x, t) dt, defined in terms of the solution of (4.3), solves (by Duhamel’s principle [27]) the boundary value problem
(BVP)

 − ∇ · (J v)(x) = p0 (x),

x ∈ Γ \ ΓP ,

(4.4)

for all x ∈ ΓP .

 v(x) = 0,

The solution v is proportional to the density of the stationary probability [70]
and the mean first passage time (MFPT) is given by
hT i =

Z
v(x) dx.

(4.5)

The formulation as a BVP allows us to turn the problem into a deterministic one and to solve it using standard techniques from Numerical Analysis
of Partial Differential Equations, thereby eliminating the sampling error and
leaving only the discretization error. This is advantageous in the current lowdimensional setting because this approach is less computationally expensive
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than time-stepping and it allows us to carry out extensive sampling of the set
of energy landscapes. Clearly, in higher dimensions the direct solution of the
BVP becomes impractical and we must resort to trajectory-based methods.
As we previously stated, we are interested in the calculation of kinetic
properties on the rough energy landscapes discussed, as well as in the determination of their stationary probabilities. More specifically, we will investigate
the MFPT and the stationary probability as a function of system roughness
(the frequency N ) and as a function of temperature.
4.2.1

Milestoning using boundary value problems
In the present study we use an equally-spaced grid of milestones where

the reactant and product states are fixed as indicated in Figure 4.16. By
contrast, the optimal choice of milestones using the level sets of the committor
function (i.e., the isocommittors) is harder to obtain and parameterize (see also
Section 2.7 of Chapter 2). As an illustration, for a particular random energy
landscape shown in Figure 4.17, we display the isocommittors associated to it
for several different temperatures on Figure 4.18
We partition the conformational space Γ into cells Γi whose boundaries
are the union of all the milestones. For each milestone, say Mi , there are
exactly two cells (squares), Γi,1 and Γi,2 , that have Mi as a common boundary.
At each iteration n, we can assign to Mi the following BVP

 −∇ · (J vi(n) )(x) = fi(n−1) (x),
x ∈ Γi,1 ∪ Γi,2 ,


(n)

for all x 6∈ Γi,1 ∪ Γi,2 .

vi (x) = 0,
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(4.6)

Notice that the problem above is just the result of modifying (4.4) so that Γ
(n−1)

becomes Γi,1 ∪ Γi,2 , p0 is replaced by fi

, and ΓP is substituted by the set

of points x 6∈ Γi,1 ∪ Γi,2 .
(n)

The solution, vi , allows us to extract the flux on the remaining boundaries of Γi1 and Γi2 as well as the local MFPT. Indeed, we have
(n)

J vi (xj ) · nj (xj )

(n)

hij (xj ) = P R

(n)

J vi (x0 ) · nj (x0 ) dx0
Mj

j

,

where nj (xj ) is the unit vector normal to the milestone Mj at the point xj .
(n)

We can substitute the expression for hij into
X (n) Z Z
(n)
(n+1)
fi (xi )Kij (xi , xj ) dxi dxj
wj
=
wi
i

=

X

=

X

(n)
wi

Z

i
(n)

(4.7)

Mi

Mj

(n)

hij (xj ) dxj

Mj
(n)

wi Kij ,

(4.8)

i
(n)

where the Kij =

(n)

R
Mj

hij (xj ) dxj are the entries of a matrix K (n) . and
(n+1)

fj

(n+1)

to get the weights wj

(xj ) =

1

X

(n+1)
wj

i

(n) (n)

wi hij (xj ).
(n+1)

and the densities fj

(4.9)

. Moreover, in the BVP

formulation, the local mean first passage times are expressed, similarly to (4.5),
as
(n)
ti

Z
=

(n)

vi (xi ) dxi ,

and
P
n→∞
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(n) (n)

wi ti
P (n) ,
f wf
i

hT i = lim

where the indices f go through all the milestones in the boundary of the
product set ΓP .
In practice, we discretize (4.6) using an up-winding method for the
transport term and centered differences for the remaining terms [72] with a
spatial step length of ∆x1 = ∆x2 = 0.006. Then, the problem becomes a
system of linear equations Av = f on the unknown vector v with entries
(n)

determined by vi

(n−1)

where the right hand side f is characterized by fi

. To

reduce the cost of solving this linear system, we compute a sparse PA = QR
decomposition [23, 33] where P is a permutation matrix, Q is a unitary matrix,
and R is an upper-triangular matrix. This transforms the calculation into a
simple back-substitution on the triangular system R v = QT P f . The cost of the
QR decomposition is amortized over the iterations.
4.2.2

Results and discussion
We completed a set of numerical experiments that consisted in calcu-

lating several observables related to the kinetics and thermodynamics of an
ensemble of random energy landscapes of the form (4.1). In what follows we
describe the details of the procedure. Each experiment was carried out for
N = 4, 5, 6, 7 using a grid of 2 × 40 × 40 = 3200 milestones (the first factor
of two comes from the fact that we count horizontal and vertical milestones)
with the constants L = 10 and A = 1.59155. We considered a set of 20
temperatures ranging between β −1 = 0.2 and β −1 = 5. For each specified N
and for each temperature, we generated more than 1600 random energy land-
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scapes and computed the stationary flux, probability, and mean first passage
time using Milestoning following the boundary value problem-based procedure
previously detailed.
Even though our system is low dimensional, the choice of temperatures
and parameters of the potential energy function makes the calculation of first
passage times remarkably hard due to the number of metastable states and
the depth of the energy barriers. Indeed, looking at the tails of the distributions in Figure 4.13 and the range of temperatures used, we see that the
dimensionless barrier heights, β∆U , range between 1/2 and 20. Milestoning
is useful for these experiments not just due the intrinsic parallel nature of the
method (as opposed to computing long-running trajectories that require serial
computation) but also because it is hard to reliably obtain good statistics of
the MFPTs. The actual computation of local MFPTs and FHPDs needed
to obtain the flux q was done using the BVP-based formulation previously
described.
If hT (n) i denotes the estimate for the MFPT at the n-th iteration,
we stop the iterative procedure when the distances of the weights and the
estimated MFPTs between two consecutive iterations fall below a threshold of
10−2 . In other words, we stop when

|hT (n) i−hT (n−1) i|
|hT (n) i|

< 10−2 .

By carrying out Milestoning simulations on different values of the maximum allowed frequency and the temperature, we have estimated the dependence of the global MFPT (4.5) on the inverse temperature β and the maximum frequency N . These results shown in Figure 4.19 represent the outcome
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of more than 1600 realizations (per temperature per maximum frequency) of
the basic experiment.
The global MFPT, when regarded as a function of the inverse temperature, hT i = hT (β)i shows two markedly different behaviors. At high
temperatures (say for β < 2.5) the MFPT is a linear function of β, as the
influence of the energy landscape on the dynamics becomes much smaller than
the effect of the thermal fluctuations (see Figures 4.19 and 4.20). This means
that we are close to the regime that is dominated by Brownian motion (i.e.,
constant potential energy). By contrast, away from high temperatures (say,
for β ≥ 2.5), the MFPT can be approximated by an exponential function of
the form
hT (β)i ≈ C eβ(Ah∆U i+B) ,
where A, B, and C are constants (see Figure 4.21).
The values of p̄i , introduced in (2.20), indicate the milestones that are
visited more frequently. In Figure 4.20, we see that the system visits many
regions in the conformational phase space when the temperature is high. This
is consistent with what we said earlier about the system being in a diffusive
regime at high temperatures. By contrast, at low temperatures (see again
Figure 4.20) most of the time the system is trapped in the deepest energy
basins, and it is the contribution of the milestones laying in those energy
minima what primarily determines the global MFPT.
Finally, we can use the transition matrices obtained throughout the
simulations to highlight that the maximum weight paths for the ensemble of
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systems under consideration is quite intricate and impractical to predict a
priori. Some of these paths are shown in Figure 4.22.
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x2

x1

Figure 4.16: Schematic drawing of the setup of boundary and initial conditions
in the periodic domain under consideration. The small orange box at the lower
edge is the location of the reactant state ΓR whereas the blue box at the center
is the product state ΓP . Trajectories that reach the boundary of the product
state are instantaneously reinjected at the boundary of the reactant state.
Each segment of the mesh is a milestone. Also shown near the upper-left corner
is a single initial milestone (thickest green segment) and its corresponding
neighboring milestones (thick purple segments). In a Milestoning simulation,
trajectories are started at a point xi on the initial milestone and run until they
reach a point xj on any of the neighboring milestones.
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Figure 4.17: Potential energy function.

(a)

(b)

(c)

(d)

Figure 4.18: Isocommitors of the potential energy function in Figure 4.17 at
different temperatures given by β −1 ∈ {0.1, 0.25, 0.5, 1.0}. The colors indicate
the value of the committor surface (blue is 0 and red is 1).
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Figure 4.19: Mean first passage time as a function of the inverse temperature
for N = 4, 5.

Figure 4.20: Stationary fluxes (normalized to one) for a rough energy landscape computed with Milestoning. The reactant state (source) is the cell at
the center of the lower edge, and the product state (sink) is the cell located at
the center of the box. The upper panel is for temperature 0.8 and the lower
panel for temperature of 2.
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Activation energy in Arrhenius fitting

2.5
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Average barrier height, h∆U i [kB T ]
N =4
N =5
N =6
N =7
Linear regression: 1.88h∆U i − 0.69

Figure 4.21: Activation energy in Arrhenius fitting of the low temperature
regime as a function of the average barrier height of the energy landscapes.
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Figure 4.22: Examples of global maximum weight paths corresponding to four
different energy landscapes. The colors of the segments in the grid correspond
to the values of the stationary flux.
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4.3

Solution of milestoning by quadrature in case of
one-dimensional systems
We revisit Section 4.2.1 to derive a closed-form solution for Milestoning

in one-dimensional systems undergoing Brownian dynamics.
Let Γ = (a, b) ⊂ R and consider the process Xt determined by the
stochastic differential equation

p
 dX = −U 0 (X) dt + 2β −1 dB,


X(0) = z ∈ Γ,

where U = U (x) is a one-dimensional potential energy function with x ∈ Γ
and B is a standard one-dimensional Brownian motion.
The solution v : Γ → R≥0 to the boundary value problem,


d


−
β −1 v 0 (x) + v(x) U 0 (x) = δ(x − z), x ∈ Γ,


 dx
v(a) = 0,





v(b) = 0,

(4.10)

provides us with all the information we need to carry out Milestoning, as we
shall see in what follows.
It is possible to obtain a closed form expression for v. Indeed, integrating the ODE in (4.10) between the interval (a, x) and using the fact that
v(a) = 0, we see that

− β −1 v 0 (x) + v(x) U 0 (x) = H(x − z) − C,
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where H is the Heaviside step function and C is a constant to be determined
later. Multiplying both sides of the equation above by eβU (x) , we obtain

− β −1 v 0 (x) eβU (x) + v(x) U 0 (x) eβU (x) = (H(x − z) − C) eβU (x) .
Now observe that the left hand side can be written as


d
− β −1 v 0 (x) eβU (x) + v(x) U 0 (x) eβU (x) = −β −1
v(x) eβU (x)
dx
Therefore,

d
v(x) eβU (x) = −β (H(x − z) − C) eβU (x) ,
dx
and integrating again between the interval (a, x), we get
Z x
βU (x)
v(x) e
= −β
(H(ξ − z) − G) eβU (ξ) dξ,
a

where H is the Heaviside step function. Clearly, v(a) = 0, so it only remains
to determine the value of the constant G. Imposing the boundary condition,
v(b) = 0, in the equation above and solving for G, gives us
R b βU (η)
e
dη
G = Rzb
eβU (η) dη
a
We conclude that the solution to the boundary value problem (4.10) is
Z x
v(x; z) = β
(G(z) − H(ξ − z)) eβ(U (ξ)−U (x)) dξ.
(4.11)
a

Moreover, the mean first passage time,
T = inf {t ≥ 0 | Xt 6∈ Γ} ,
of a process started at z and stopped whenever it passes through the boundary
of Γ is given by
hT i =

b

Z

v(x; z) dx.
a
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(4.12)

4.3.1

Double well potential
Let us study the case of a double well potential given by (see Fig-

ure 4.23).
U (x) = 41 (4x4 − 5x3 + 4x2 − 8x + 4)(x + 1)2 .
Setting a = −∞, b = ∞, and z = −1 in (4.11), we obtain the occupation

Potential energy
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Figure 4.23: Double well potential.
density v shown in Figure 4.24 and, by (4.12), we get the value of the mean
first passage time, which is equal to 2.63.
Now define five equally spaced milestones on the interval [−1, 43 ] as
shown in Figure 4.25. For each milestone Mi with i = 1, . . . , 5, we can pose
the boundary value problem (4.10) with Γ = (Mi−1 , Mi+1 ) ⊂ R, and z = Mi
(adopting the convention that M0 = −∞ and M6 = +∞). The solutions vi for
i = 1, . . . , 5 of each of those problems give us the local MFPTs, ti , using (4.12)
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Occupation density
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Figure 4.24: Occupation density.
again. The transition matrix for the system is determined by
R ∂vi
dσ
∂n
Kij = R
Mi−1

Mj

∂vi
∂n

dσ +

R
Mi+1

∂vi
∂n

dσ

,

where j = i ± 1 and ∂vi / ∂n denotes the normal derivative to the occupation
density, vi . Once we have the transition matrix we can find the dominant
eigenvector q (see Figure 4.26).
At this point we have everything needed in a milestoning calculation
and we see that the MFPT from z = −1 to

3
4

is equal to 2.63, which is the

value that we estimated directly. The occupation density is approximated by
the stationary probability (see Figures 4.27 and 4.28).
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Figure 4.25: Potential energy function with milestones represented as vertical
lines.
4.3.2

Discussion
It is interesting to note that in the case of one-dimensional systems, the

initial distribution at each milestone (a Dirac delta) differs from the stationary
distribution by a proportionality factor. As a consequence of this, the iterative
milestoning algorithm yields the true solution after just one iteration when
using the eigensolver step to update the weights of the distributions at the
milestones.
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Figure 4.26: Stationary flux on the double well potential.
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Figure 4.27: Comparison between the true occupation density and the estimate
obtained by milestoning.
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Figure 4.28: Comparison between the true occupation density and the estimate
obtained by milestoning using a total of 15 milestones.
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4.4

Exactly solved model in arbitrary dimensions
We propose here a simple model that could provide a means for checking

the validity of solutions of Milestoning in arbitrary dimensions.
Let Tn = Rn / Zn be the n-dimensional flat torus. We seek an analytical
expression for the mean first passage time for a Brownian motion starting at
x0 ∈ Tn to reach the boundary of a certain closed set C ⊂ Tn (see Figure 4.29).

Figure 4.29: Representation of the 2-dimensional flat torus T2 as a square with
periodic boundary conditions. Also shown is a particular choice for the set C
(the disk at the center). The point x0 is highlighted in red.

4.4.1

Exact formula for the mean first passage time
Let x1 ∈ Tn be such that x0 6= x1 . Define the function h : Tn \

{x0 , x1 } → R by
x 7→ h(x) =

X
m∈Zn

where
G(x; y) =

(G(x; x0 + m) − G(x; x1 + m)) ,

(
− π1 log kx − yk,

if n = 2,
2
, if n > 2,
(2−n) ωn−1 kx−ykn−2
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(4.13)

(4.14)

where ωn−1 is the area of the unit n-sphere.
Lemma 4.1 (See [24, 9]). The series in (4.13) is conditionally convergent
when n = 2, 3 and absolutely convergent otherwise. The summation order
specified by
∞
X
N =0

X
m∈Zn
kmk∞ =N

(G(x; x0 + m) − G(x; x1 + m))

yields a well-defined function h.
Proposition 4.2. Let c < 0 be such that the level set
P = {x ∈ Tn | h(x) = c}
is the boundary of a simply connected, closed set C containing x1 . Let Xt =
x0 +Bt be a Brownian motion in Tn that starts at x0 and consider the stopping
time
τ = inf {t ≥ 0 | Xt ∈ C} .
Then,
Z
E[τ ] =
Tn \C

(h(x) − c) dx.

(4.15)

Proof. First note that G, defined in (4.14), is proportional to the fundamental
solution of the Laplacian (see [27]) in Rn . Consequently, the function h defined
in (4.13) solves the Poisson equation
− 21 ∆h = δx0 − δx1 ,
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in Tn ,

where it is understood that periodic boundary conditions are applied. Therefore, since x1 ∈ C, we have that u(x) = max{h(x) − c, 0} is the solution of the
boundary value problem

 − 12 ∆u = δx0 ,
 u = 0,

in Tn \ C,
on P = ∂C.

We establish the formula (4.15) by noting that E[τ ] =

R
Tn

u(x) dx (see formula

(4.5) in page 89 or [46]).
An example of the result from the construction described above is shown
in Figure 4.30.
4.4.2

Sample problem for Milestoning
The set P can be regarded as a milestone bounding the product state

C and, as such, P is naturally an absorbing state in Milestoning. We can
construct the remaining milestones any way we want as long as one of them
contains the point x0 and is endowed with a delta measure at that point.
Besides the mean first passage time, the function u that appears in the
proof of Proposition 4.2 can be used to extract the stationary flux through the
milestones with full spatial resolution, as we have seen in previous sections in
this chapter.
A simple chain made of n atoms with identical mass, no excluded volume, and bonds modeled by constraints (using SHAKE, for instance) has Tn
as its conformational phase space. This provides a simple system that can act
as a benchmark for implementations of the Milestoning method.
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Figure 4.30: Graph of the solution of the problem with a particular choice of
x0 (center, below) and x1 (in the middle of T2 ). The set C is shown as a white
circle. The mean first passage time is equal to the integral of the function
displayed above.
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Appendix A
Additional results

A.1

Long time limit of the flux
Here we give a derivation of the stationary flux that proceeds directly

from the definitions without using the Laplace transform [82] as it is customary
in other expositions on Milestoning [48].
Proposition A.1. Let K : R≥0 → R≥0 be such that1
Z

∞

0 < K? =

K(t) dt < +∞,

(A.1)

0

and let q : R≥0 → R≥0 be a function satisfying
B = sup q < +∞

and

q? = lim q(t)

R≥0

t→∞

exists.

(A.2)

Then,
Z
lim

t→∞

0

t

K(t − t0 ) q(t0 ) dt0 = K? q? .

Proof. Observe that for t > 0 and 0 < z < t, we can write
Z
0

1

t

K(t − t0 ) q(t0 ) dt0 = I1 (t) + I2 (t),

We need that K ∈ L1 (R≥0 ) and q ∈ L∞ (R≥0 ).
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(A.3)

where
Z
I1 (t) =
0

z
0

0

Z

0

K(t − t ) q(t ) dt

Define the function G(τ ) =

t

and I2 (t) =
z

R∞
τ

K(t − t0 ) q(t0 ) dt0 .

K(s) dt and note that limτ →∞ G(τ ) = 0,

so there exists t1 > 0 such that
G(τ ) <

ε
3B

0

0

when τ ≥ t1 .

(A.4)

Now,
z

Z

|I1 (t)| ≤ B

0

Z

K(t − t ) dt = B

t

t−z

K(s) ds ≤ B G(t − z).

So, when t − z > t1 , the bound (A.4) allows us to obtain the bound
ε
|I1 (t)| < .
3

(A.5)

By (A.2), there exists t2 > 0 such that
|q(t0 ) − q? | <

ε
3K?

when t0 ≥ t2 .

(A.6)

Therefore,
I2 (t) −

Z
z

t
0

0

K(t − t ) q? dt ≤

Z
z

t

K(t − t0 ) |q(t0 ) − q? | dt0

Letting z = t2 and using (A.6) gives
Z t
Z t
Z t−t2
ε
ε
0
0
0
0
0
K(t − t ) |q(t ) − q? | dt ≤
K(t − t ) dt =
K(s) ds,
3K? t2
3K? 0
z
R t−t
R∞
and, since 0 2 K(s) ds ≤ 0 K(s) ds = K? , we establish that
Z t−t2
ε
I2 (t) −
K(s) q? ds < .
(A.7)
3
0
114

Finally, if t − t2 > t1 , we see from (A.1) and (A.4) that
Z ∞
Z t−t2
ε
K(s) ds = G(t − t2 ) <
K(s) ds − K? =
.
3M
t−t2
0
Combining (A.7) and the previous bound, we have
Z
Z t−t2
K(s) ds q? +
|I2 (t) − K? q? | ≤ I2 (t) −

0

0

<

t−t2

K(s) ds − K? q?

ε
ε
2
+
q? ≤ ε.
3 3M
3

Using the previous result together with (A.5), we conclude that for any ε > 0
there exists T > t1 + t2 such that
Z t
K(t − t0 ) q(t0 ) dt0 − K? q? < |I1 (t)| + |I2 (t) − K? q? | < ε,
0

when t ≥ T .

A.2

Polynomial power iteration
We now introduce a variant of the iterative scheme (2.11) that con-

verges to the same eigenfunction q of K while reusing previous iterates in the
computation of the next iterate.
Let P (z) = 1 + z + · · · + z d−1 + z d be a polynomial of degree d ∈ N.
Let A : E → E be a continuous linear operator with E being a Banach space.
By the Spectral Mapping Theorem [18, Theorem 4.10], we have
σ(P (A)) = P (σ(A)),
where
σ(T ) = {λ ∈ C | T − λI is not invertible} .
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(A.8)

is the spectrum of a continuous linear operator T .
Contrast the power iteration (2.11) method with the following scheme,

 q (0) = given,
(A.9)
 q (n+1) = q (n) P (K) for n ≥ 1,
where P (K) = I + K + · · · + K d−1 + K d is an operator polynomial and I is the
identity (i.e., u = u I for all u). Observe that (A.9) is really (2.11) applied to
P (K) instead of K. Also note that, unlike (2.11), the scheme (A.9) uses the
results from all previous iterations in the estimation of q (n+1) . Finally, recall
that q = limn→∞ q (n) is unique up to a non-zero proportionality factor.
Proposition A.2. The method (A.9) converges to q.
Proof. We need to show that P (K) has a unique dominant eigenvector. First
recall that K is a compact operator and note that by the Spectral Mapping
Theorem, we know that K and P (K) share the same eigenfunctions and also
that the eigenvalues of K and P (K) are related by the formula (A.8).
Let us write the eigenvalues of K as λ1 = 1, λ2 , λ3 , . . . so that |λ1 | =
1 > |λ2 | ≥ |λ3 | ≥ · · · Since the dominant eigenvalue of K is λ1 = 1, then by
the hypothesis that |λ` | < 1 for ` > 1 and the formula (A.8), we have
|P (λ1 )| = 1 + λ1 + · · · + λ1d−1 + λd1
> 1 + |λ` | + · · · + |λ` |d−1 + |λ` |d
≥ 1 + λ` + · · · + λ`d−1 + λd` = |P (λ` )|.
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That is, P (λ1 ) = d + 1 is the dominant eigenvalue of P (K) and q is the
corresponding eigenfunction (unique up to a non-zero scalar multiple).
The rate of convergence of (A.9) depends on the magnitude of the ratio
between the dominant eigenvalue and each of the remaining eigenvalues. We
next show that the method converges faster than (2.11) for polynomials P of
sufficiently large degree (as one would expect from the fact that for large d the
method (A.9) amounts to running a longer trajectory).
Proposition A.3. If d be the degree of the polynomial P , then
lim

d→∞

|P (λ` )|
= 0,
|P (λ1 )|

(A.10)

is true for all ` > 1.
Proof. Using the identity
P (z) = 1 + z + · · · + z d−1 + z d =

z d+1 − 1
z−1

valid for z 6= 1 in (A.10) yields
1 λd+1
|P (λ` )|
−1
`
= lim
.
lim
d→∞ |P (λ1 )|
d→∞ d + 1 λ` − 1
Now, since −1 < λ` < 1, we have
λd+1
−1
1
`
=
.
d→∞ λ` − 1
1 − λ`
lim

Therefore,
−1
1
1 λd+1
1
`
lim
= lim
= 0.
d→∞ d + 1 λ` − 1
d→∞ d + 1 1 − λ`
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(A.11)

Proposition A.4. Let d ∈ 2N + 1 such that d ≤ 10 and let I = [−1, 1] ⊂ R.
P
The function P : I → R≥0 given by z 7→ P (z) = dr=0 z r is one-to-one.
Proof. It suffices to show that P 0 (z) 6= 0 for all z ∈ I) and this can be proven
using Sturm sequences [49, Chapter XI, §2].
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