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Three independent investigations are expounded, two in the domain

of algebra and one in the domain of topology. We first consider algebraic ex-

tensions generated by elements of bounded degree and consider the question

of whether or not the finite sub-extensions of such fields can be bounded. We

give partial results which will hopefully lead to a full classification in the fu-

ture. These results are fundamentally group theoretic but have applications to

number theory. Next we develop the notational system originated by Conway

and Sloane for working with quadratic forms over the 2-adic integers and prove

its correctness. This provides a proof which was missing from the literature.

Finally we study distributions of persistent homology barcodes obtained by

sampling finite point sets from metric measure spaces. The main result here

is the derivation of robust statistics for topological data analysis.
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Chapter 1

Introduction

This dissertation comprises three independent chapters, each of which

corresponds to a separate line of investigation and each of which corresponds

to a paper which has since been accepted for publication.

In Chapter 2 we investigate two specific families of field extensions. We

consider a fixed field k assumed to lie in a fixed algebraic closure k. The pri-

mary objects of interest fall into two classes. The first is the class of algebraic

extensions of k generated by adjoining elements of degree exactly equal to d for

a fixed integer d, which we denote by k[d]. The second is the class of algebraic

extensions of k generated by adjoining elements of degree less than or equal

to d, which we denote by k(d). These fields arose in number theoretic made by

Checcoli [22] and by Bombieri and Zannier [10], and subsequently in the work

Sutherland, Daniels, Lozano-Robledo, Filip Najman [31].

For each of k[d] and k(d) we consider finitely generated subextensions

and ask whether such extensions can themselves be generated by elements of

bounded degree, and in particular whether they can be generated by elements

of degree at most d. If d is such that all finitely generated subextensions of

k[d] can be generated by elements of bounded degree then we say that k[d] is
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bounded over k, and similarly for k(d). We then restrict to Galois subextensions

of k[d] and k(d) where we define the analogous notion of Galois boundedness.

The main goal of this chapter is to characterize for which d the fields k[d] and

k(d) are bounded and Galois bounded. For boundedness we give a complete

solution: k[d] is bounded if and only if d > 2. For Galois boundedness the

question is much more interesting, and here we are only able to give a partial

characterization. The main results of this chapter are the following:

Theorem 2.1.5 (Galois boundedness). If k is any field and p is a prime

number, then k[p] is Galois bounded over k. More precisely, all finite Galois

subextensions of k[p]/k can be generated by elements of degree at most p over

k.

Theorem 2.1.6 (Galois unboundedness). If k is a number field or global

function field and d > 2, then k[d]/k is Galois unbounded in the following

cases:

(a) d is divisible by a square;

(b) d is divisible by two primes p and q such that q ≡ 1 (mod p).

In particular, this includes the case where d is even and greater than 2.

The content of Chapter 2 was joint work with Robert Grizzard and was

published in [44].
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In Chapter 3 we turn our attention to 2-adic lattices and the Conway-

Sloane notational system. Despite being both widely used and relatively sim-

pler than other such systems, there is no proof of its correctness found in the

literature. Conway and Sloane themselves make comments suggestive of what

form a proof might take, but do not go into the details. There does exist an un-

published proof in the dissertation [5] of Bartels’, but the argument there is of

a fundamentally different nature than the treatment given in [30, ch. 15]. Our

goal is to fill this gap in the literature by providing a self-contained treatment

using elementary methods to make their calculus more accessible.

Briefly, the approach outlined in this chapter involves associating to

each lattice isomorphism class an equivalence class of symbols (called 2-adic

symbols) where each symbol corresponds to a certain Jordan decomposition,

and then defining equivalence-preserving operations on these symbols where

each operation corresponds to an automorphism of the underlying lattice.

These operations are outlined in the following lemma:

Lemma 3.5.1 (Sign walking for 2-adic symbols). Consider the 2-adic symbol

of a Jordan decomposition of a lattice and two nontrivial terms of it that

satisfy one of the following:

1. they have adjacent scales and different types;

2. they have adjacent scales and type I, and their compartment either has

dimension > 2 or compartment oddity ±2;
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3. they have type I, their scales differ by a factor of 4, and the term between

them is trivial.

Then the 2-adic symbol got by negating their signs, and changing by 4 the

oddity of each compartment involved, represents an isometric lattice.

The main result of this chapter is the classification theorem, which is

stated terms of the preceding operations:

Theorem 3.5.2 (Equivalence of 2-adic symbols). Suppose we are given two

lattices with Jordan decompositions. Then the lattices are isometric if and

only if the 2-adic symbols of these decompositions are related by a sequence

of the sign walk operations in lemma 3.5.1.

The content of Chapter 3 was joint work with Daniel Allcock and Alice

Mark and is available as a preprint [4].

Finally in Chapter 4 we turn our attention to the emerging field of

topological data analysis and in particular to the persistent homology of spaces

derived from random point clouds. Our goal is to adapt persistent homology to

the setting of hypothesis testing and confidence intervals - the standard setting

for classical statistics. After reviewing the relevant background and setting the

context for our investigation we observe a fundamental failure of persistence

in the this statistical setting, namely that the associated numerical invariants

are not robust to noise and are in fact extremely sensitive to outliers. We

give precise formulations which characterize the sensitivity of these numerical
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invariants, which we refer to as fragility, and are able to prove the following

propositions:

Proposition 4.4.3. Let B be a barcode. The functions dB(B,PHk(−)) from

finite metric spaces to R are extremely fragile.

Proposition 4.4.4. The function that takes a finite metric space to the rank

of PHk on a fixed interval [a, b] is fragile.

In order to address these deficiencies we introduce new numerical mea-

sures and demonstrate their robustness. The main result along these lines is

the following:

Theorem 4.5.3. For fixed n, k, Φn
k is uniformly robust with robustness coef-

ficient r and estimate bound nr/(1 + r) for any r.

We conclude by giving applications of our new statistics. The content

of Chapter 4 was joint work with Andrew Blumberg, Michael Mandell and

Matthew Pancia and was published as [7].
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Chapter 2

On the compositum of all degree d extensions

of a number field

2.1 Introduction

Let k be a field. Throughout this chapter, all extensions of k will

be assumed to lie in a fixed algebraic closure k. We are interested in fields

obtained by adjoining to k all roots of irreducible polynomials of a given degree

d. For any positive integer d we will write

k[d] = k(β
∣∣ [k(β) : k] = d), and (2.1.1)

k(d) = k(β
∣∣ [k(β) : k] ≤ d) = k[2]k[3]k[4] · · · k[d]. (2.1.2)

We have k[1] = k(1) = k, and for all d it is clear that k[d] and k(d) are

normal extensions of k. We are primarily interested in the case where k is a

number field, in which case these are infinite Galois extensions. When d > 2

it is natural to ask what polynomials of degree less than d split in k[d]. If c < d

and all irreducible polynomials of degree c split in k[d], then k[c] ⊆ k[d]. Notice

The content of Chapter 2 was joint work with Robert Grizzard and was published
in [44]. This author’s contributions include discovery of the counter-examples used to prove
unboundedness (Lemma 2.5.1 and Lemma 2.5.5), the application of Goursat’s Lemma to
the comparison of k[d] and k(d) (Proposition 2.4.4), and the group theoretic decomposition
used in the proof of Galois boundedness (Lemma 2.6.1 and Proposition 2.6.2).
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that this occurs in particular when c divides d, since every degree c extension

admits a degree d/c extension. If all polynomials of degree less than d split in

k[d], then k[d] = k(d). We will prove the following results along these lines.

Theorem 2.1.1. If k is a number field †, then

(a) k[2] ⊆ k[d] for all d ≥ 2,

(b) k[3] ⊆ k[4], and

(c) for each d ≥ 5, there exists a prime p < d such that k[p] 6⊆ k[d].

The following corollary is immediate.

Corollary 2.1.2. If k is a number field, then k[d] = k(d) if and only if d < 5.

We now introduce the notion of boundedness for an extension of fields.

We will use this language to state our remaining results.

Definition 2.1.3. We say an infinite extension M of k is bounded over k (or that

M/k is bounded) if there exists a constant c such that all finite subextensions

of M/k can be generated by elements of degree less than or equal to c. If there

is no such c, we say that M/k is unbounded.

If all finite Galois subextensions of M/k can be generated by elements

of degree less than or equal to c, we say M/k is Galois bounded ; otherwise we

say M/k is Galois unbounded.

†Many of our results contain the hypothesis that k is a number field or global function
field. However, the astute reader will notice after reading the proofs that this hypothesis
could be replaced with more technical restrictions on the field k – specifically, that certain
embedding problems have solutions over k.
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It was first shown by Checcoli that, for a number field k, the extension

k(d)/k is not in general Galois bounded (see [22], Theorem 2, part ii). We will

address the question of how boundedness and Galois boundedness depend on

d for the fields k(d) and k[d]. Further restricting attention to abelian Galois ex-

tensions greatly simplifies the discussion. It is easily seen that k
(d)
ab is bounded

over k for all d, where the subscript denotes the maximal abelian subextension.

This is contained in the proof of [24, Proposition 2.1] and can be seen in the

statement of [22, Theorem 1.4]. It follows from the fact that a finite abelian

group can be written as a product of cyclic groups, where the trivial subgroup

is the intersection of subgroups of index not exceeding the greatest order of a

cyclic factor.

In the case where k is a number field, Bombieri and Zannier ask in [10]

whether, for any given constant T , only finitely many points in k(d) have ab-

solute Weil height (see [9], p. 16 for a definition) at most T . Such a finiteness

property is called the Northcott property. This problem has been further dis-

cussed in [71] and [23], but remains open. In Theorem 1 of [10] it is proved

that this property is enjoyed by k
(d)
ab , and the boundedness of k

(d)
ab /k plays a role

in the proof. We are hopeful that understanding the boundedness properties

in k[d] and k(d) will be useful in understanding such problems.

The following theorems summarize our results on boundedness and Ga-

lois boundedness.

Theorem 2.1.4. If k is a number field, then k[d] is bounded over k if and only

if d ≤ 2.
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Theorem 2.1.5. If k is any field and p is a prime number, then k[p] is Galois

bounded over k. More precisely, all finite Galois subextensions of k[p]/k can be

generated by elements of degree at most p over k.

We will also establish the following partial converse to Theorem 2.1.5.

Theorem 2.1.6. If k is a number field or global function field and d > 2, then

k[d]/k is Galois unbounded in the following cases:

(a) d is divisible by a square;

(b) d is divisible by two primes p and q such that q ≡ 1 (mod p).

In particular, this includes the case where d is even and greater than 2.

In terms of the fields k(d), Theorems 2.1.4, 2.1.5, and 2.1.6 immediately

imply the following.

Corollary 2.1.7. Let k be a number field. Then

(a) k(2)/k is bounded,

(b) k(3)/k is Galois bounded but not bounded, and

(c) k(d)/k is Galois unbounded for d ≥ 4.

This chapter is organized as follows. Sections 2 and 3 are devoted to

preliminaries and background material on group theory and Galois theory. In

Section 4 we prove Theorem 2.1.1; parts (a) and (b) appeal to existing results
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on embedding problems, while part (c) follows by a purely group theoretic

argument. We conclude Section 4 with an elementary construction which

gives part (a) in the case where k = Q. In Section 5 we prove Theorems 2.1.4

and 2.1.6 using explicit constructions. Finally, in Section 6 we prove Theorem

2.1.5 as an immediate corollary of a purely group theoretic statement (see

Proposition 2.6.2).

2.2 Preliminaries on group theory

We recall some standard definitions. A transitive group of degree d will

mean a finite permutation group acting faithfully and transitively on a set

Ω of size d, such as the Galois group of an irreducible degree d polynomial

acting on the roots. A transitive group is primitive if there is no nontrivial

partition of Ω such that the group has an induced action on the blocks of the

partition. Since all such blocks must be equal in size, any transitive group

of prime degree must be primitive. For more background on transitive and

primitive groups, see [36] or [72].

Let us fix some notation for finite groups. We will denote by Cd, Dd,

Ad, and Sd the cyclic, dihedral, alternating, and symmetric groups of degree

d, respectively. Note that Dd has order 2d. We denote the Klein 4-group by

V .

A subdirect product G of some collection of groups {Gi}i is a subgroup

of the direct product
∏

iGi with the property that the projection map from

G to each factor Gi is surjective. We will sometimes write G ≤sd
∏

iGi to
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abbreviate that G is such a group.

Let H1, H2 and Q be groups, and let α1 : H1 → Q and α2 : H2 → Q be

surjective group homomorphisms. The fibered product of H1 with H2 over Q

(with respect to the maps α1 and α2) is defined to be the subgroup H1×QH2

of the direct product H1 ×H2 given by

H1 ×Q H2 = {(h1, h2) ∈ H1 ×H2

∣∣ α1(h1) = α2(h2)}.

Notice that we have

|H1 ×Q H2| =
|H1| · |H2|
|Q|

. (2.2.1)

The following lemma can be found in different forms in many texts,

and is variously attributed to Goursat or Goursat and Lambek. A short proof

can be found in [14], p. 864.

Lemma 2.2.1 (Goursat’s Lemma). Let H1 and H2 be groups. The set of

subdirect products of H1×H2 is equal to the set of fibered products H1×QH2.

In particular, every subdirect product of H1 ×H2 is of the form H1 ×Q H2.

2.3 Galois theory and embedding problems

The following elementary proposition highlights the role of Galois the-

ory in the proofs of our results.

Proposition 2.3.1. Let k be a perfect field and let L/k be a finite Galois ex-

tension of fields. The following are equivalent:

(a) L is generated by elements of degree d over k;
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(b) in Gal(L/k) the trivial group is the intersection of subgroups of index d;

(c) Gal(L/k) is a subdirect product of transitive groups of degree d.

Proof. The equivalence (a) and (b) follows immediately from the Galois cor-

respondence and the primitive element theorem. If (a) is satisfied, then L is

a compositum of the splitting fields of some degree d polynomials. It follows

from basic Galois theory that Gal(L/k) is a subdirect product of these Galois

groups, which are transitive groups of degree d, so (c) is satisfied. Suppose

(c) is satisfied, so we have Gal(L/k) acting on a disjoint union of sets of size

d, transitively on each set. Then all point-stabilizers have index d, and the

intersection of these subgroups is trivial, yielding (b).

In order to establish Theorem 2.1.1, we must discuss the embedding

problem in Galois theory. Let K/k be a Galois extension of fields, G a finite

group, and N a normal subgroup of G with a short exact sequence

1→ N → G
φ→ Gal(K/k)→ 1. (2.3.1)

These data give us the embedding problem (K/k,G,N). A solution to

the embedding problem is an extension L/k with L ⊇ K such that Gal(L/k)≡G

and the natural map Gal(L/k)→ Gal(K/k) agrees with φ. Hence, a solution

to the embedding problem is described by the following commutative diagram.

Gal(L/k)

1 N G Gal(K/k) 1.// //
φ
// //

o

�� !!

(2.3.2)
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For our purposes, all that is important is finding an extension L/k such

that L ⊇ K and Gal(L/k)≡G, and therefore we will not mention the map φ

in what follows.

A celebrated result in this context is a theorem of Shafarevich, which

states that if k any number field or global function field, any solvable group

can be realized as the Galois group of some extension of k. Since products

of solvable groups are solvable, this allows us to realize a solvable group as

the Galois group of infinitely many extensions, whose pairwise intersections

are k. A full proof of Shafarevich’s Theorem, along with more background on

embedding theory, can be found in [57].

The following proposition is a simple yet important observation which

is used implicitly throughout the proof of Theorem 2.1.1.

Proposition 2.3.2. Let k be a field and let K/k be a finite extension. Then

K ⊆ k[d] if and only if the following two conditions are met.

(i) We can find a group H which is a subdirect product of transitive groups

of degree d with some normal subgroup N such that there is a short

exact sequence

1→ N → H → Gal(K/k)→ 1. (2.3.3)

(ii) We can solve the corresponding embedding problem, i.e. find L ⊇ K

such that Gal(L/k)≡H.

Proof. IfK ⊆ k[d], thenK is contained in some finite Galois extension L/k gen-

erated by elements of degree d. By Proposition 2.3.1, we have that Gal(L/k)
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is a subdirect product of transitive groups of degree d, and (i) and (ii) are

clearly satisfied via the short exact sequence

1→ Gal(L/K)→ Gal(L/k)→ Gal(K/k)→ 1. (2.3.4)

Conversely, if (i) and (ii) are satisfied, then we have K ⊆ L as in (ii),

and L ⊆ k[d] by (i) and Proposition 2.3.1.

2.4 Proof of Theorem 2.1.1

We implicitly apply Proposition 2.3.2 throughout. For integers m < d,

we are interested in whether or not k[m] ⊆ k[d]. Let K be the splitting field

of an irreducible polynomial of degree m in k[x]. In the case m = 2, we must

have that Gal(K/k)≡C2, and we use the following result due to O. Neumann

(cf. [58], Theorem 2) in order to conclude that K ⊆ k[d].

Proposition 2.4.1. Let K/k be a quadratic extension of number fields and let

d ≥ 3. Then there is a solution to the embedding problem (K/k, Sd, Ad) arising

from

1→ Ad → Sd → Gal(K/k)→ 1. (2.4.1)

In other words, every irreducible quadratic splits in the splitting field of some

degree d polynomial (with symmetric Galois group).

This establishes part (a) of Theorem 2.1.1, that k[2] ⊆ k[d] for all d ≥ 2,

and in particular it tells us that k[3] = k(3). At the end of this section we give

a short, elementary proof of part (a) of Theorem 1 in the case where k = Q.
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For part (b) of Theorem 1 it now suffices to consider the case m =

3, d = 4. We must have Gal(K/k)≡S3 or C3. The following is a special case

of a classical result of Shafarevich that gives the solution to all embedding

problems with nilpotent kernel (see [64], Claim 2.2.5).

Proposition 2.4.2. Let k be a number field and let f(x) ∈ k[x] be an irreducible

cubic with splitting field K. Let V denote the Klein 4-group.

(a) If Gal(K/k)≡S3, then there is a solution to the embedding problem

(K/k, S4, V ) arising from

1→ V → S4 → Gal(K/k)→ 1.

(b) If Gal(K/k)≡C3, then there is a solution to the embedding problem

(K/k,A4, V ) arising from

1→ V → A4 → Gal(K/k)→ 1.

In other words, every irreducible cubic splits in the splitting field of some

quartic.

This proves that k[3] ⊆ k[4], and combining with part (a) of Theorem 1

we now have that k[4] = k(4).

To prove part (c) of Theorem 2.1.1 we consider the case d ≥ 5. We

will show that, for certain primes p < d, if Gal(K/k)≡Cp, then there is no

possible subdirect product of transitive groups of degree d having Gal(K/k)

as a quotient. That is, we cannot even find groups H and N satisfying a short

exact sequence as in (2.3.3) above. We begin with a lemma.
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Lemma 2.4.3. For any integer d ≥ 5 there exists a prime number p ∈ (d
2
, d)

such that, if G is a transitive subgroup of Sd containing a p-cycle, then either

G = Sd or G = Ad.

Proof. The transitive groups of degree d are well-known for small d – see for

example [14] for the groups up to degree 11; GAP (see [48], [70]) has a library

of all of them for d ≤ 30. It can be checked easily that we can use p = 3 when

d = 5, and we can use p = 5 when d = 6, 7; in each of these cases, Sd and Ad

are the only transitive subgroups with order divisible by p. Therefore all that

remains is to prove our lemma in the case d ≥ 8.

There exists at least one prime p ∈ (d
2
, d − 2). This follows from

Bertrand’s Postulate, first proved by Chebyshev, which states that for m > 3

there exists a prime in the interval (m, 2m − 2) – see [47], p. 343, Theorem

418; cf. p. 373. Let p be such a prime, and suppose G is a transitive subgroup

of Sd containing some p-cycle g. Without loss of generality, g = (1 2 3 · · · p).

Since G is transitive, for each i ∈ {p+ 1, . . . , d} there is some element σi ∈ G

such that σi(1) = i. If we let gi = σigσ
−1
i , then gi will be a p-cycle in G

whose support contains i. Since p is prime, each 〈gi〉 acts primitively on its

support, which is a set of size p. Since p > d
2
, the pairwise intersections of the

supports of the groups 〈gi〉 are nontrivial. Therefore we can apply Proposition

8.5 from [72] inductively to see that the subgroup H = 〈g, gp+1, gp+2, . . . , gd〉 is

a primitive subgroup of Sd. Since H contains a p-cycle and p < d−2, Theorem

13.9 from [72] tells us that either H = Sd or H = Ad, and since H ≤ G, our

proof is complete.

16



Part (c) will be an immediate corollary of the following proposition.

Proposition 2.4.4. For any integer d ≥ 5 there exists some prime p < d such

that, if G ≤sd G1 × · · · × Gn is a subdirect product of transitive groups of

degree d, then G has no quotient that is cyclic of order p.

Proof. Fix d ≥ 5. By Lemma 2.4.3, there is a prime p ∈ (d
2
, d) such that

the only transitive subgroups of Sd containing a p-cycle are Sd and Ad. We

proceed by induction on n, noting that the case n = 1 follows immediately

by our choice of p. In general, we will have that G ≤sd G0 × Gn, where Gn

is a transitive group of degree d and G0 is a subdirect product of n − 1 such

groups. If N is any normal subgroup of G, we have that N ≤sd N0 × Nn for

some normal subgroups N0 EG0 and NnEGn. By Goursat’s Lemma, we may

write G as a fibered product G = G0 ×Q Gn for some group Q which is a

quotient of both G0 and Gn. Similarly, we have N = N0×RNn for some group

R which is a quotient of both N0 and Nn.

By the inductive hypothesis, neither G0/N0 nor Gn/Nn has order p.

Suppose that G/N ≡Cp. Since G/N surjects onto both G0/N0 and Gn/Nn,

the latter two groups must be trivial. Therefore, using (2.2.1), we have

p =
|G|
|N |

=
|G0| · |Gn|/|Q|
|N0| · |Nn|/|R|

= |G0/N0| · |Gn/Nn| ·
|R|
|Q|

=
|R|
|Q|

. (2.4.2)

This means that |R| is divisible by p, and therefore |Gn| and |Nn| are both

divisible by p as well. This means Gn must be isomorphic to either Sd or

Ad. Hence the only possibilities for Q are Sd, Ad, C2, or 1, and the only
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possibilities for R are Sd or Ad. None of these possibilities allows for the

equality in (2.4.2).

This establishes part (c) of Theorem 2.1.1. Indeed, it shows that k[p] (

k[d], for p and d as above, whenever k is any field that admits a degree cyclic

Galois extension of degree p.

In summary, if d ≤ 4, an irreducible polynomial in k[x] of degree less

than d splits in the splitting field of a single irreducible polynomial of degree

d. When d > 4, however, some irreducible polynomials of degree less than

d do not split in any compositum of such splitting fields. We conclude this

section by demonstrating that part (a) of Theorem 2.1.1 can be proved by a

very elementary construction when k = Q.

Elementary proof that Q[2] ⊆ Q[d] for all d ≥ 2. In general, k[`] ⊆ k[d] if `|d.

Hence it will suffice to show that
√
p ∈ Q[`] for any prime ` ≥ 3, whenever p is

a rational prime or p = −1. If p is any rational prime or equal to ±1, define

fp(x) = x` − `(`p+ 1)x+ (`− 1)(`p+ 1) (2.4.3)

The discriminant ∆p of this polynomial is given by the following (see for ex-

ample [53]):

(−1)(`−1)(`−2)/2∆p = −(`− 1)`−1``+1(`p+ 1)`−1 · p. (2.4.4)

In particular, it follows that
√
p will be in the splitting field of either fp(x)

or f−p(x). We now show that fp(x) is irreducible. First notice that if ` 6= p
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then fp(x + 1) is Eisenstein at `. Next we consider the case where ` = p.

To handle this case we use the following version of Dumas’s Irreducibility

Criterion. A proof can be found in [62, Section 2.2.1], where the langauge of

Newton diagrams is used.

Proposition 2.4.5 (Dumas’s Irreducibility Criterion). Let f(x) = a0x
n+a1x

n−1+

· · · + an ∈ Z[x]. Suppose there exists a prime q such that vq(a0) = 0,

vq(ai)/i > vq(an)/n for i ∈ {1, . . . , n} and gcd(vq(an), n) = 1. Here vq(·)

denotes the greatest power of q dividing the argument. Then f(x) is irre-

ducible.

Applying Dumas’s criterion in the case l = p, we find that a sufficient

condition for the irreducibility of fp is the existence of a prime q and an integer

m such that qm exactly divides p2 + 1, such that q is coprime to p − 1, and

and such that m is coprime to p. Notice that

(p2 + 1)− (p+ 1)(p− 1) = 2. (2.4.5)

Since 2 is an integer combination of p2 + 1 and p− 1, it follows that gcd(p2 +

1, p− 1) divides 2. Also notice that

p2 + 1 = (p− 1)2 + 2(p− 1) + 2 ≡ 2 (mod 4). (2.4.6)

Thus p2 + 1 is not a power of 2, and we can take q to be any one of its odd

prime factors. Now choose m such that qm exactly divides p2 + 1. Since

p2 + 1 < qp for p, q ≥ 3, it follows that 1 < m < p. Thus m is coprime to p,

which completes the proof.

19



2.5 Unboundedness: proofs of Theorems 2.1.4 and 2.1.6

In the spirit of Proposition 2.3.1, let G be a finite group and d a positive

integer. Suppose that H is a subgroup of G that cannot be written as an

intersection of subgroups of index less than or equal to d in G. If G is the

Galois group of a field extension L/k, this implies that the fixed field K of H

is not generated over k by elements of degree less than or equal to d. In order

to prove unboundedness results, we must exhibit groups with these properties

which can be realized as Galois groups of subextensions of k[d]. The example

in the next lemma will be applied toward establishing Theorem 2.1.4.

Lemma 2.5.1. Let p be an odd prime number, and let

G = Dn−1
p × Cp = 〈r1, s1, . . . , rn−1, sn−1, rn〉 (2.5.1)

be the direct product of n−1 copies of the dihedral group Dp and a cyclic group

of order p, where for i ∈ {1, . . . , n− 1} the ith Dp = 〈ri, si〉 is generated by the

p-cycle ri and the 2-cycle si, and Cp = 〈rn〉. Let

H = 〈r1rn, r2rn, . . . , rn−1rn〉 ≤ G. (2.5.2)

If B is a subgroup of G with H � B ≤ G, then rn ∈ B. In particular, the

intersection of all such subgroups B strictly contains H.

Proof. Let Gp = 〈r1, . . . , rn〉 be the unique Sylow p-subgroup of G, considered

as an n-dimensional Fp-vector space. Any Sylow 2-subgroup G2 of G will be

an (n − 1)-dimensional F2-vector space which acts by conjugation on Gp, so

that G = Gp oG2.
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Let H � B ≤ G. Note that H is a codimension 1 subspace of Gp, so

if B contains any element of order p not in H, then B contains all of Gp. If

B contains any involution τ ∈ G, notice that there will be some i such that τ

acts non-trivially on the ith copy of Dp, so that 〈rirn, τ〉 will contain rn. Since

every nontrivial element of G is either of order p, an involution, or of order 2p

(a power of which is an involution), this completes our proof.

Corollary 2.5.2. Let k be a number field or a global function field, and let p

be an odd prime number. Then k[p]/k is unbounded.

Proof. Let G and H be as in Lemma 2.5.1. Since G is solvable we have an

extension L/k with Gal(L/k)≡G. Let LH be the fixed field in L of H, and

notice that LH ⊆ k[p]. It is clear from our construction that [LH : k] = p ·2n−1.

The Galois correspondence tells us that every proper subextension of LH/k

corresponds to a subgroup B of G with H � B ≤ G. Furthermore, since

the intersection of all such groups strictly contains H, the compositum of all

proper subextensions of LH/k is strictly a subfield of LH . This shows that LH

is not generated by elements of degree less than p · 2n−1.

Notice that the field extension LH/k in the proof above is not Galois (H

is not normal in G). As we will prove in the next section, this was necessarily

so.

In order to prove our Galois unboundedness results, we must now in-

troduce extraspecial p-groups. We write Hp for the finite Heisenberg group of
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order p3, when p is a prime. This group is defined as the multiplicative group

of upper triangular matrices of the form 1 a c
0 1 b
0 0 1

 ,

with a, b, and c belonging to the finite field Fp.

The group Hp plays an important role in our Galois unboundedness

results. We review some of its properties. First, Hp has a natural action on

the three-dimensional vector space F3
p. Analyzing this action, it is easy to see

that when an element of Hp acts on a vector, the third coordinate is fixed,

and Hp acts faithfully and transitively on a 2-dimensional affine subspace (the

subspace with third coordinate equal to 1, say), which has p2 elements. Thus

we see that Hp is isomorphic to a transitive group of degree p2.

The group Hp is an extraspecial p-group, meaning its center, commuta-

tor, and Frattini subgroups coincide and have order p. We can construct larger

extraspecial p-groups as follows. Let n be a positive integer, and consider the

normal subgroup Np,n of the direct product Hn
p given by

Np,n = {(za11 , . . . , z
an
n )

∣∣ Σn
i=1ai ≡ 0 (mod p)}, (2.5.3)

where zi generates the center of the ith copy of Hp. The quotient Hn
p /Np,n is

an extraspecial p-group of order p2n+1 and exponent p (except when p = 2,

when the exponent is 4), which we will denote by Ep,n. The basic properties

of these groups are discussed in [37, Section A.20].
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The following lemma can be found in [22] (cf. Proposition 2.4), where

it is stated only for p odd. We briefly recall the proof below.

Lemma 2.5.3. Let p be a prime number. The intersection of all subgroups of

index less than pn in Ep,n contains the commutator subgroup. In particular,

this intersection is nontrivial.

Proof. Any subgroup H of Ep,n of index less than pn has order greater than

pn+1 and is therefore non-abelian by [6, Theorem 4.7 (d)]. Since H contains a

pair of non-commuting elements and the commutator subgroup [Ep,n, Ep,n] is

cyclic of order p, we have that H contains the commutator subgroup.

Checcoli used this fact in [22] to show that, for a number field k, the

extension k(d)/k is not in general Galois bounded. The idea of using extraspe-

cial groups for this purpose is attributed to A. Lucchini. However, the author

was not concerned with the question of which values of d suffered from this

pathology, nor with the more general question of the boundedness of k[d]/k.

The use of extraspecial p-groups (which are certainly not the only groups with

properties like the conclusion of Lemma 2.5.3, but are natural and easy to

work with) remains our primary tool for proving that extensions are Galois

unbounded. The following lemma simplifies our application of this principle.

Lemma 2.5.4. Let d be a positive integer. Suppose there is a prime number p

such that there is a solvable group G which is a subdirect product of transitive

groups of degree d, and a quotient of G is isomorphic to Hp. Then k[d]/k is

Galois unbounded for any number field or global function field k.
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Proof. By Shafarevich’s Theorem, for any positive integer n we can realize Gn

as the Galois group of some extension L/k, and we will have L ⊆ k[d]. There

will be a Galois subextension K/k with Galois group Hn
p , and the subfield of

K corresponding to the normal subgroup defined in (2.5.3) will have Galois

group Ep,n, and will therefore not be generated by elements of degree less than

pn.

The following lemma gives a construction of a permutation group that

will allow us to apply Lemma 2.5.4 in our proof of part (b) of Theorem 2.1.6.

Lemma 2.5.5. Let d = pq, where p and q are primes with q ≡ 1 (mod p).

Then there exists a transitive group of degree d which is isomorphic to Cp
qoHp.

Proof. Write q = mp+1. Consider p sets Ωi of size q, written Ωi = {1i, 2i, . . . , qi}

for i ∈ Fp. We write Ω for the disjoint union of the sets Ωi. We will construct

a group G of permutations of Ω, which acts imprimitively with respect to the

partition into the sets Ωi. Let σ be the permutation (1 2 · · · q). The q-cycle

σ is normalized by some (q − 1)-cycle η in the symmetric group Sq and, since

q ≡ 1 (mod p), we have that ηm is a product of m disjoint p-cycles; we set

τ = ηm. The permutations σ and τ induce permutations on each set Ωi, which

we denote by σi and τi.

We define α = τ0τ1 · · · τp−1, β = τ 0
0 τ

1
1 · · · τ

p−1
p−1 , and define γ to be the

permutation on Ω sending ji to ji+1. Let A = 〈σ0, σ1, · · · , σp−1〉≡Cp
q , and

B = 〈α, β, γ〉. Notice that our construction ensures that A is normalized by
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B. The interested reader will verify that B≡Hp via

α 7→

 1 0 1
0 1 0
0 0 1

 , β 7→

 1 1 0
0 1 0
0 0 1

 , γ 7→

 1 0 0
0 1 1
0 0 1

 . (2.5.4)

The example below with p = 3, q = 7 makes the isomorphism more clear.

The Heisenberg group B acts simultaneously on m “planes” of p2 points, each

plane consisting of points ji with i ∈ Fp and j running over the indices in one

of the disjoint p-cycles that make up τ .

We let

G = AoB (2.5.5)

and notice that G acts transitively on Ω (indeed, 〈σ0, γ〉 is already transitive

on Ω).

It would be quite tedious to write explicitly the generators of the group

constructed in the proof of Lemma 2.5.5 for general p and q, but we will make

this construction more clear by giving an example with d = 21 = 3 · 7.

Example 2.5.6. We assume the notation of the preceding proof. The 7-cycle

σ = (1 2 3 4 5 6 7) is normalized by the 6-cycle η = (2 6 5 7 3 4). Squaring this

permutation yields a product of 3-cycles τ = (2 5 3)(6 7 4), which normalizes

σ. As described above, we have

Ω =
{
ji
∣∣ i ∈ Fp, j ∈ {1, . . . , 7}}.

The permutations defined in the proof are given as follows:
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σ0 =
(
10 20 30 40 50 60 70

)
,

σ1 =
(
11 21 31 41 51 61 71

)
,

σ2 =
(
12 22 32 42 52 62 72

)
,

τ0 =
(
20 50 30

)
·
(
60 70 40

)
,

τ1 =
(
21 51 31

)
·
(
61 71 41

)
,

τ2 =
(
22 52 32

)
·
(
62 72 42

)
,

α = τ0τ1τ2,

β = τ1τ
2
2 ,

γ =
(
10 11 12

)
·
(
20 21 22

)
· · ·
(
70 71 72

)
, and

G = 〈σ0, σ1, σ2〉o 〈α, β, γ〉.

To verify that 〈α, β, γ〉≡H3 as given by (2.5.4), we consider the follow-

ing way of visualizing Ω.

Ω2

Ω1

Ω0

y y

x x

• • • • • • •

• • • • • • •

• • • • • • •

12 22 52 32 62 72 42

11 21 51 31 61 71 41

10 20 50 30 60 70 40
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Shown are two copies of the affine plane z = 1 inside of F3
3 = {(x, y, z)

∣∣ x, y, z ∈
F3}. These eighteen points, together with the three points on the left, corre-

spond to elements of Ω by the labelings. For example, the point (2, 0, 1) in

the plane on the left corresponds to 30 ∈ Ω0. The blocks Ωi are represented as

the three horizontal rows in the diagram. The columns have been partitioned

according to the cycle decomposition of permutations τi, so that α, β, and

γ act via the matrices given in (2.5.4), simultaneously on each plane of nine

points.

Proof of Theorem 2.1.6. Recall that if c divides d, then k[c] ⊆ k[d]. Since Hp

is solvable and transitive of degree p2, if follows immediately from Lemma

2.5.4 that k[p2] is Galois unbounded over k for any prime p, yielding part (a).

Checcoli showed how to realize these groups explicitly in [22]. Since the group

constructed in Lemma 2.5.5 is solvable, we again apply Lemma 2.5.4 to see

that k[pq] is Galois unbounded over k whenever p and q are primes with q ≡ 1

(mod p). This gives part (b).

Proof of Theorem 2.1.4. We know that k[2] = k
(2)
ab , so k[2]/k is bounded. If

d > 2, then d is divisible by c, where c is either 4 or an odd prime. We

have k[c] ⊆ k[d], and by Corollary 2.5.2 and part (a) of Theorem 2.1.6, k[c] is

unbounded over k.

We remark that our proofs actually demonstrate that k[d]/k is also

unbounded in the case where k is a global function field and d ≥ 3.
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2.6 Galois boundedness in prime degree

In this section we prove Theorem 2.1.5. Clearly the general technique

for showing boundedness is to find subgroups of small index inside of a Galois

group G, whose intersection is a given subgroup H. If we want to show Galois

boundedness, we take H to be normal. We will show that we can accomplish

this task when G is a subdirect product of transitive groups of prime degree.

The following lemma characterizes the transitive groups of degree p.

Lemma 2.6.1. If p is a prime number and G is a transitive group of degree

p, then we have G = T o B, where T is simple and transitive, and B is a

subgroup of Cp−1.

This lemma can be proved by elementary means. It can also be seen

quickly using the classification of finite simple groups: a theorem of Burnside

(see [72], Theorem 11.7; cf. [36], Theorem 4.1B) implies that G is either a

subgroup of Cp × Cp−1 containing Cp, or an almost simple group, meaning

that there is a simple group T such that T ≤ G ≤ Aut(T ); in this case we

also have that G is doubly transitive, meaning that G can send any two points

to any other two points. That T is itself transitive of degree p follows from

[72], Proposition 7.1, which states that every normal subgroup of a primitive

permutation group is transitive. The Classification Theorem for Finite Simple

Groups implies that there is a very small list of possibilities for T (see [41],

Corollary 4.2), and the lemma can be easily checked in these cases.
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We are now ready to establish a group theoretic result, of which The-

orem 2.1.5 will be an immediate corollary.

Proposition 2.6.2. Let p be a prime number and let G be a finite subdirect

product of transitive groups of degree p. If N is a normal subgroup of G, then

N is an intersection of subgroups of index at most p in G.

Proof. Let G ≤sd G1 × · · · × Gn, where Gi is a transitive group of degree

p for i ∈ {1, . . . , n}. If we consider each group Gi acting transitively on a

set Ωi of size p, we have G acting faithfully on the disjoint union of these

sets, which we denote by Ω. Let πi denote the projection onto Gi, and let Ti

denote the (unique) minimal normal subgroup of Gi. As mentioned following

Lemma 2.6.1, we know that each Ti is either isomorphic to Cp or to a simple

non-abelian group. We write Ki = G ∩ Gi, which is a normal subgroup of

both G and Gi. We proceed by induction on n. The case n = 1 follows easily

from Lemma 2.6.1, since if N is nontrivial we must have G/N abelian of order

dividing p−1; if N is trivial, observe that the point-stabilizers in G have index

p and trivial intersection.

For each i we have that G/Ki is a subdirect product of the groups

{Gj}j 6=i. Notice that we may apply the inductive hypothesis to write NKi/Ki

as an intersection of some subgroups {Hl/Ki}l of index at most p in G/Ki.

Now the subgroups {Hl}l are of index at most p in G, and NKi = ∩lHl. If Ki

is trivial, then our proof is complete. Alternatively, if N acts trivially on Ωi,
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notice that

N =
(
∩x∈Ωi StabG(x)

)
∩NKi =

(
∩x∈Ωi StabG(x)

)
∩
(
∩l Hl

)
. (2.6.1)

Since the stabilizers StabG(x) have index p in G, we have written N as an

intersection of subgroups of index at most p in G. Thus we may assume

that, for each i, the subgroup Ki is nontrivial, and N acts nontrivially on

Ωi. Moreover, since Ki is nontrivial and normalized by Gi, it follows that

Ki contains the unique minimal normal subgroup Ti of Gi. In particular this

means that Ti ≤ G, and writing T =
∏

i Ti we have that T ≤ G. Furthermore,

G/T is abelian of exponent dividing p− 1.

Since N acts nontrivially on each Ωi, we know that Ti ≤ πi(N). For

each i such that Ti is non-abelian (recall that Ti is simple), we will have

Ti = [Ti, N ] ≤ N . Write Tab for the product of the Ti which are abelian (these

are all isomorphic to Cp), and write Tn for the product of those which are

non-abelian. We have Tn ≤ N , so

TN

N
=
TabTnN

N
=
TabN

N
≡ Tab

Tab ∩N
. (2.6.2)

Therefore TN/N is an elementary abelian p-group. We also know that G/TN

is abelian of exponent dividing p− 1, so the short exact sequence

1→ TN/N → G/N → G/TN → 1 (2.6.3)

splits by the Schur-Zassenhaus Theorem (Theorem 39 from Chapter 17 of [38]).

Let V = TN/N and B = G/TN , so (2.6.3) gives us

G/N = V oB. (2.6.4)
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We want to show that there is a collection of subgroups of index at

most p in G/N whose intersection is trivial. It is clear that we can find such

subgroups whose intersection is V , since B is abelian of exponent dividing

p− 1. Therefore it suffices to find subgroups of G/N of index at most p whose

intersection meets V trivially.

Considering the Fp-vector space V as a B-module, Maschke’s Theorem

(Theorem 1 from Chapter 18 of [38]) tells us that V decomposes as a direct

sum of irreducible B-modules. Since xp−1 − 1 splits over Fp, it follows that

these irreducible submodules are one dimensional. Now we have submodules

Vi of index p (codimension-one submodules), which yield subgroups Vi oB of

index p in G/N , and the intersection of all of these meets V trivially.

Proof of Theorem 2.1.5. Let k be any field, and let K/k be a finite Galois

subextension of k[p]/k, where p is prime. This implies that K is contained in

a compositum L of the splitting fields of finitely many irreducible, separable

polynomials of degree p over k. Let G = Gal(L/k) and N = Gal(L/K).

Then G isomorphic to a subdirect product of transitive groups of degree p,

and N is normal in G. Proposition 2.6.2 implies that N is an intersection of

subgroups of index at most p in G. By the Galois correspondence, this means

that K is the compositum of finitely many extensions of k of degree at most

p. Therefore, K/k is generated by elements of degree at most p. (In fact, it

must be generated by elements whose degrees are either equal to p or divide

p− 1.)
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Chapter 3

The Conway-Sloane calculus for 2-adic lattices

3.1 Introduction

Throughout, an integer means an element of the ring Z2 of 2-adic

integers, and we write Q2 for Z2’s fraction field. A lattice means a finite-

dimensional free module over Z2 equipped with a Q2-valued symmetric bilin-

ear form. Our goal is to develop the Conway- Sloane notational system for

such lattices [30, ch. 15]. This calculus is widely used and much simpler than

previous systems, but the literature contains no proof of its validity. Con-

way and Sloane merely mention that they established the correctness of their

system of moves by “showing that they suffice to put every form into B. W.

Jones’ canonical form [49] yet are consistent with G. Pall’s complete system

of invariants [60]”. The only written proof is Bartels’ dissertation [5], which

remains unpublished and lacks the elementary character of [30, ch. 15]. And al-

though the foundations are correct, Conway and Sloane made an error defining

their canonical form, resolved in [3]. We hope that the present self-contained

treatment will make their calculus more accessible.

The content of Chapter 3 was joint work with Daniel Allcock and Alice Mark and is
available as a preprint [4]. This author wrote the original draft based on notes taken by A.
Mark from a course given by D. Allcock.
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Briefly, the Conway-Sloane notation attaches a “2-adic symbol” to each

Jordan decomposition of a lattice; a complicated example is

12
II [2−243]3161

1 322
II 64−2

II [1281 2561]0512−4
II

A term 1±nII or 1±nt represents a unimodular lattice of dimension n, with the

decorations specifying which such lattice. (II is a formal symbol and t is an

integer mod 8.) If q is a power of 2 then we replace 1±nII and 1±nt by q±nII and

q±nt for the lattice got by scaling inner products by q. The chain of symbols

represents a direct sum. Terms gathered in brackets “share” their values of the

invariant (oddity) appearing in subscripts, so that together they have only a

single subscript. The 2-adic symbol of a lattice is unique up to “sign-walking”

operations, which negate some signs and alter some subscripts by 4 mod 8.

These operations are very easy to use: they form an elementary abelian 2-

group (as in the proof of theorem 3.5.3). Walking all the signs as far left as

possible gives a canonical form, in the sense that two symbols in canonical

form are equal if and only if they represent isometric lattices.

The main virtues of the notation are that (i) it allows easy passage

between the notation and the lattices, (ii) the quantities displayed behave well

under direct sum, scaling and duality, (iii) no more information is displayed for

each constituent than strictly necessary, and (iv) rather than being constrained

to a single canonical form, one can easily pass between all possible Jordan

decompositions. The main theorem is 3.5.2.

This note developed from part of a course on quadratic forms given by
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the first author at the University of Texas at Austin, with his lecture treatment

greatly improved by the second and third authors.

3.2 Preliminaries

We assume known that two odd elements of Z2 differ by a square factor if and

only if they are congruent mod 8. All lattices considered will be nondegenerate.

A lattice is integral if all inner products are integers. An integral lattice is

called even if all its elements have even norm (self-inner-product), and odd

otherwise. Given some basis for a lattice, one can seek an orthogonal basis by

trying to use the Gram-Schmidt diagonalization process. This almost works

but not quite. Instead it shows that every lattice is an direct sum of 1-dimen-

sional lattices and copies of the two lattices
(

0 1
1 0

)
and

(
2 1
1 2

)
scaled by powers

of 2. (See [17, p. 117] or §4.4 of [30, Ch. 15].) We will write 1+2
II and 1−2

II for

these last two lattices, which are even. We write 1±1
t for the lattice 〈t〉 with

t ∈ {±1,±3} and the sign being + if t = ±1 and − if t = ±3.

The notation 1±2
II and 1±1

t is a special case of a more general notation

that will be available after theorem 3.4.1 is proven. It involves the oddity o(L)

of a lattice L, which means the oddity of L ⊗ Q2 in the sense of [30, p. 371].

This is a Z/8-valued isometry invariant of quadratic spaces over Q2 which may

be computed as follows. One diagonalizes the inner product matrix over Q2

and adds up the odd parts of the diagonal entries, plus 4 for each diagonal

entry which is an antisquare, meaning a 2-adic number of the form 2oddu where

u ∈ Z×2 has
(
u
2

)
= −. Recall that the Legendre symbol

(
u
2

)
is + or − according
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to whether u≡±1 or u≡±3 mod 8.

Now suppose U is a unimodular lattice, meaning that it is integral and

the natural map from U to its dual lattice U∗ := Hom(U,Z2) is an isomorphism.

The sign of U means the Legendre symbol
(

detU
2

)
. The symbol for U is 1±nII

or 1±nt where the sign is the sign of U , n is dimU and the subscript is II if U

is even and the oddity t ∈ Z/8 if U is odd. Theorem 3.4.1 shows that two

unimodular lattices are isometric if and only if they have the same symbol.

Until we have proven this we will only use 1±1
t and 1±2

II , meaning the specific

lattices given above.

If q is a power of 2 then we write q±nII or q±nt for the lattice got from

1±nII or 1±nt by rescaling all inner products by q. For example, 2−2
II has inner

product matrix
(

4 2
2 4

)
. The number q is called the scale of the symbol (or

lattice). We say the scaled lattice has type I or II according to whether the

unimodular lattice is odd or even. Caution: in the type I case, the subscript

is the oddity of the unimodular lattice, not the scaled lattice. These may differ

by 4 because of the antisquare term in the definition of oddity. For example,

the 2-adic lattice 2−1
3 has oddity −1 not 3.

Until the more general notation is available we will only use the symbols

q±1
t and q±2

II . We will usually omit the symbol ⊕ from direct sums, writing

for example 1+1
−1 1−1

3 4+2
II . To lighten the notation one usually suppresses plus

signs in superscripts, for example 11
−1 1−1

3 42
II, or dimensions when they are 1,

for example 1+
−1 1−3 42

II.

35



3.3 Fine symbols

By a fine decomposition of a lattice L we mean a direct sum decomposition in

which each summand (or term) is one of q1
±1, q−1

±3 or q±2
II , with the last case only

occurring if every term of that scale has type II. This kind of decomposition

is finer than the Jordan decompositions considered in the next section. A fine

decomposition always exists, by starting with a decomposition as a sum of

q±1
t ’s and q±2

II ’s and applying the next lemma repeatedly.

Lemma 3.3.1. If ε, ε′ are signs then 1ε1t 1ε
′2

II admits an orthogonal basis.

Proof. Write M and N for the two summands and consider the three elements

of (M/2M)⊕ (N/2N) that lie in neither M/2M nor N/2N . Any lifts of them

have odd norms and even inner products. Applying row and column operations

to their inner product matrix leads to a diagonal matrix with odd diagonal

entries.

In order to discuss the relation between distinct fine decompositions of a

given lattice, we introduce the following special language for 1-dimensional lat-

tices only. We call q+1
1 and q−1

−3 “givers” and q+1
−1 and q−1

3 “receivers”. (Type II

lattices are neither givers nor receivers.) The idea is that a giver can give

away two oddity and remain a legal symbol (q+
1 → q+

−1 or q−−3 → q−3 ), while a

receiver can accept two oddity. We often use a subscript R or G in place of the

oddity, so that 1+
G and 1−G mean 1+

1 and 1−−3, while 1+
R and 1−R mean 1+

−1 and

1−3 . Scaling inner products by −3 negates signs and preserves giver/receiver
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status, while scaling them by −1 preserves signs and reverses giver/receiver

status.

A fine symbol means a sequence of symbols q±2
II and q±R orG. We pass

to numerical subscripts whenever convenient, and regard two symbols as the

same if they differ by permuting terms.

Lemma 3.3.2 (Sign walking). Consider a fine symbol and two terms of it that

satisfy one of the following conditions:

0. they have the same scale;

1. they have adjacent scales and different types;

2. they have adjacent scales and are both givers or both receivers;

3. their scales differ by a factor of 4 and they have type I.

Consider also the fine symbol got by negating the signs of these terms and in

case (2) also changing both from givers to receivers or vice-versa. Then the

lattices represented by the two fine symbols are isometric.

An alternate name for (3) might be sign jumping. Conway and Sloane

informally describe it as a composition of two sign walks of type (1). For

example,

11
12+0

II 41
1 → 1−1

−32−0
II 41

1 → 1−1
−32+0

II 4−1
−3.

But strictly speaking this doesn’t make sense since 2−0
II is illegal: a 0-dimensional

lattice has determinant 1, hence sign +.
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Proof. It suffices to prove the following isometries, where ε, ε′ are signs, X

represents R or G, and X ′ represents R or G:

(0) 1ε2II 1ε
′2

II
∼= 1−ε2II 1−ε

′2
II and 1εX 1ε

′

X′
∼= 1−εX 1−ε

′

X′

(1) 1ε2II 2ε
′

X′
∼= 1−ε2II 2−ε

′

X′ and 1ε
′

X′ 2
ε2
II
∼= 1−ε

′

X′ 2−ε2II

(2) 1εG 2ε
′
G
∼= 1−εR 2−ε

′

R

(3) 1εX 4ε
′

X′
∼= 1−εX 4−ε

′

X′

The first part of (0) is trivial except for the assertion 1+2
II 1+2

II
∼= 1−2

II 1−2
II .

Choose a norm 4 primitive vector x of the right side. Then choose y to have

inner product 1 with x. The span of x and y is even of determinant≡−1

mod 8, so it is 1+2
II . Its orthogonal complement must also be even unimodular,

hence one of 1±2
II , hence 1+2

II by considering the determinant.

The second part of (0) is best understood using numerical subscripts:

1εt 1ε
′

t′
∼= 1−εt+4 1−ε

′

t′+4, i.e., 〈t, t′〉 ∼= 〈t + 4, t′ + 4〉. To see this, note that the left

side represents t+4t′≡ t+4 mod 8, that this is odd and therefore corresponds

to some direct summand, and the determinants of the two sides are equal.

Note that givers and receivers always have oddities congruent to 1 and −1

mod 4, so changing a numerical subscript by 4 doesn’t alter giver/receiver

status. Furthermore, the sign changes since exactly one of t, t + 4 lies in

{±1} and the other in {±3}. The same argument works for (3), in the form

1εt 4ε
′

t′
∼= 1−εt+4 4−ε

′

t′+4.

For the first part of (1) we choose a basis for 1ε2II with inner product

matrix
(

2 1
1 0 or 2

)
where the lower right corner depends on ε. Replacing the
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second basis vector by its sum with a generator of 2ε
′

X′ changes the lower right

corner by 2 mod 4. This toggles the 2 × 2 determinant between −1 and

3 mod 8. Therefore it gives an even unimodular summand of determinant

−3 times that of 1ε2II , hence of sign −ε. Since the overall determinant is an

invariant, the determinant of its complement is therefore −3 times that of

2ε
′2
X′ . So the complement is got from 2ε

′2
X′ by scaling by −3. We observed above

that scaling by −3 negates the sign and preserves giver/receiver status, so the

complement is 2−ε
′2

X′ . The second part of (1) follows from the first by passing

to dual lattices and then scaling inner products by 2. (It is easy to see that the

dual lattice has the same symbol with each scale replaced by its reciprocal.)

(2) After rescaling by −3 if necessary to take ε = +, it suffices to prove

1+
G 2ε

′
G
∼= 1−R 2−ε

′

R , i.e., 〈1, 2〉 ∼= 〈3, 6〉 and 〈1,−6〉 ∼= 〈3,−2〉. In each case one

finds a vector on the left side whose norm is odd and appears on the right,

and compares determinants.

Further equivalences between fine symbols are phrased in terms of

“compartments”. A compartment means a set of type I terms, the set of

whose scales forms a sequence of consecutive powers of 2, and which is max-

imal with these properties. For example in 12
II 2−G 2−R 4+

G 16−R one compartment

is 2−G 2−R 4+
G and the other is 16−R.

Lemma 3.3.3 (Giver permutation and conversion). Consider a fine symbol

and the symbol obtained by one of the following operations. Then the lattices

they represent are isometric.
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1. Permute the subscripts G and R within a compartment.

2. Convert any four G’s in a compartment to R’s, or vice versa.

Proof. Giver permutation, meaning operation (1), can be achieved by repeated

use of the isomorphisms 1εG 1ε
′
R
∼= 1εR 1ε

′
G and 1εG 2ε

′
R
∼= 1εR 2ε

′
G (scaled up or down

as necessary). To establish these we first rescale by −3 if necessary, to take

ε = + without loss of generality. This leaves the cases 〈1,−1〉 ∼= 〈−1, 1〉,

〈1, 3〉 ∼= 〈−1,−3〉, 〈1,−2〉 ∼= 〈−1, 2〉 and 〈1, 6〉 ∼= 〈−1, 10〉. One proves each

by finding a vector on the left whose norm is odd and appears on the right,

and comparing determinants.

For giver conversion, meaning operation (2), we assume first that more

than one scale is present in the compartment, so we can choose terms of adja-

cent scales. Assuming four G’s are present in the compartment, we permute

a pair of them to our chosen terms, then use sign walking to convert them to

receivers. This negates both signs. Then we permute these R’s away, replacing

them by the second pair of G’s, and repeat the sign walking. This converts

the second pair of G’s to R’s and restores the original signs.

For the case that only a single scale is present we first treat what will

be the essential cases, namely 1+
G 1+

G 1+
G 1+

G
∼= 1+

R 1+
R 1+

R 1+
R and 1−G 1+

G 1+
G 1+

G
∼=

1−R 1+
R 1+

R 1+
R. That is, 〈1, 1, 1, 1〉 ∼= 〈−1,−1,−1,−1〉 and 〈−3, 1, 1, 1〉 ∼= 〈3,−1,−1,−1〉.

In the first case we exhibit a suitable basis for the left side, namely (2, 1, 1, 1)

and the images of (−1, 2, 1,−1) under cyclic permutation of the last 3 coordi-

nates. In the second we note that the left side is the orthogonal sum of the
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span of (1, 0, 0, 0) and (0, 1, 1, 1), which is a copy of 〈−3, 3〉, and the span of

(0,−1, 1, 0) and (0, 0, 1,−1), which is a copy of 1−2
II . Since each of these is

isometric to its scaling by −1, so is their direct sum.

Now we treat the general case when only a single scale is present. Sup-

pose there are at least 4 givers. By scaling by a power of 2 it suffices to treat

the unimodular case. By sign walking we may change the signs on any even

number of them, so we may suppose at most one − is present. (Recall that

sign walking between terms of the same scale doesn’t affect subscripts G or R.)

By the previous paragraph we may convert four G’s to R’s. Then we reverse

the sign walking operations to restore the original signs.

The following theorem captures the full classification of 2-adic lattices.

But fine symbols package information poorly, and great simplification is pos-

sible. We develop this in the next two sections.

Theorem 3.3.4 (Equivalence of fine symbols). Two fine symbols represent

isometric lattices if and only if they are related by a sequence of sign walking,

giver permutation and giver conversion operations.

Although it is natural to state the theorem here, its proof depends on

theorem 3.4.1. The first place we use it is to prove theorem 3.5.2, so logically

the proof could go anywhere in between. But in fact we have deferred it to

section 3.6 to avoid breaking the flow of ideas.
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3.4 Jordan symbols

Theorem 3.4.1 (Unimodular lattices). A unimodular lattice is characterized

by its dimension, type, sign and oddity.

Actually, oddity isn’t important for even unimodular lattices since it is

always 0. One checks this by diagonalizing 1±2
II over Q2, obtaining 〈1,−1〉 and

〈2, 6〉, and computing the oddity directly.

Proof. Consider unimodular lattices U,U ′ with the same dimension, type, sign

and oddity, and fine symbols F, F ′ for them. The product of the signs in F

equals the sign of U , and similarly for U ′. Since U and U ′ have the same sign,

we may use sign walking to make the signs in F the same as in F ′. If U,U ′ are

even then the terms in F are now the same as in F ′, so U ∼= U ′. So suppose

U,U ′ are odd.

By giver permutation, and exchanging F and F ′ if necessary, we may

suppose that all non-matching subscripts are R in F and G in F ′. And by

giver conversion we may suppose that the number of non-matching subscripts

is k ≤ 3. Since changing a receiver to a giver without changing the sign

increases the oddity by two, o(U ′) = o(U) + 2k. Since o(U ′)≡ o(U) mod 8 we

have k = 0. So the terms in F are the same as in F ′, and U ∼= U ′.

We now have license to use the notation q±nt and q±nII from section 3.2.

We say that such a symbol is legal if it represents a lattice. The legal symbols
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are

q+0
II

q±nII with n positive and even

q+1
±1 and q−1

±3

q+2
0 , q+2

±2, q−2
4 and q−2

±2

q±nt with n > 2 and t≡n mod 2

A good way to mentally organize these is to regard the conditions for dimension 6=

1, 2 as obvious, remember that q2
4 and q−2

0 are illegal, and remember that the

subscript of q±1
t determines the sign.

The rules for direct sums of unimodular lattices are easy to remember:

signs multiply and dimensions and subscripts add, subject to the special rules

II + II = II and II + t = t.

A Jordan decomposition of a lattice means a direct sum decomposition

whose summands (called constituents) are unimodular lattices scaled by differ-

ent powers of 2. By the Jordan symbol for the decomposition we mean the list

of the symbols (or terms) q±nII and q±nt for the summands. An example we will

use in this section and the next, and mentioned already in the introduction, is

12
II 2−2

6 43
−3 161

1 322
II 64−2

II 1281
1 2561

−1 512−4
II

It is sometimes convenient and sometimes annoying to allow trivial (meaning

0-dimensional) terms in a Jordan decomposition.
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The main difficulty of 2-adic lattices is that a given lattice may have sev-

eral inequivalent Jordan decompositions. The purpose of the Conway-Sloane

calculus is to allow one to move easily between all possible isometry classes

of Jordan decompositions. Some of the data in the Jordan symbol remains

invariant under these moves. First, if one has two Jordan decompositions for

the same lattice L, then each term in one has the same dimension as the term

of that scale in the other. (Scaling reduces the general case to the integral case,

which follows by considering the structure of the abelian group L∗/L.) Second,

the type I or II of the term of any given scale is independent of the Jordan

decomposition. (One can show this directly, but we won’t need it until after

theorem 3.5.2, which implies it.) The signs and oddities of the constituents

are not usually invariants of L.

We define a compartment of a Jordan decomposition just as we did

for fine decompositions: a set of type I constituents, whose scales form a

sequence of consecutive powers of 2, which is maximal with these properties.

The example above has three compartments: 2−2
6 43

−3, 161
1 and 1281

1 2561
−1. The

oddity of a compartment means the sum of its subscripts (mod 8 as always).

Caution: this depends on the Jordan decomposition, and is not an isometry

invariant of the underlying lattice. See lemma 3.5.1(2) for an example of this.

Despite this non-invariance, the oddity of a compartment is useful:

Lemma 3.4.2 (Oddity fusion). Consider a lattice, a Jordan symbol J for it,

and the Jordan symbol J ′ got by reassigning all the subscripts in a compart-

ment, in such a way that that all resulting terms are legal and the compart-
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ment’s oddity remains unchanged. Then J, J ′ represent isometric lattices.

Proof. By discarding the rest of J we may suppose it is a single compartment.

The argument is similar to the odd case of theorem 3.4.1. We refine J, J ′ to

fine symbols F, F ′. By hypothesis, the terms of J ′ have the same signs as

those of J . It follows that for each scale, the product of the signs of F ’s terms

of that scale is the same as the corresponding product for F ′. Therefore sign

walking between equal-scale terms lets us suppose that the signs in F are the

same as in F ′. Recall from the proof of lemma 3.3.2(0) that this sort of sign

walking amounts to the isomorphisms 1ε1t 1ε
′1
t′
∼= 1−ε1t+4 1−ε

′1
t′+4 , which don’t change

the compartment’s oddity.

Giver permutation and conversion don’t change a compartment’s oddity

either. This is because changing a giver to a receiver without changing the

sign of that term reduces the numerical subscript by 2. So converting one

giver to a receiver and one receiver to a giver leaves the compartment’s oddity

unchanged, as does converting four givers to receivers or vice versa.

By giver permutation and possibly swapping F with F ′, we may sup-

pose that the non-matching subscripts are R’s in F and G’s in F ′. By giver

conversion we may suppose k ≤ 3 subscripts fail to match, and the assumed

equality of oddities shows k = 0. So the fine symbols are the same and the

lattices are isometric.
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3.5 2-adic symbols

One can translate sign walking between fine symbols to the language of Jordan

symbols, but it turns out to be fussier than necessary. Things become simpler

once we incorporate oddity fusion into the notation as follows. The 2-adic

symbol of a Jordan decomposition means the Jordan symbol, except that each

compartment is enclosed in brackets, the enclosed terms are stripped of their

subscripts, and their sum (the compartment’s oddity) is attached to the right

bracket as a subscript. For our example from section 3.4 this yields

12
II [2−243]3[161]1322

II 64−2
II [1281 2561]0512−4

II

If a compartment consists of a single term then one usually omits the brackets:

12
II [2−243]3161

1 322
II 64−2

II [1281 2561]0512−4
II . Lemma 3.4.2 shows that the isometry

type of a lattice with given 2-adic symbol is well-defined.

When a compartment has total dimension ≤ 2 then its oddity is con-

strained by its overall sign in the same way as for an odd unimodular lattice

of that dimension. For compartments of dimension 1 this is the same con-

straint as before. In 2 dimensions, “[1+2−]0” and “[1−2+]0” are illegal (cannot

come from any fine symbol) because each term 1+
··· or 2+

··· would have ±1 as its

subscript, while each term 1−··· or 2−··· would have ±3 as its subscript. There is

no way to choose subscripts summing to 0. The same reasoning shows that

“[1+2+]4” and “[1−2−]4” are also illegal.

Lemma 3.5.1 (Sign walking for 2-adic symbols). Consider the 2-adic symbol

of a Jordan decomposition of a lattice and two nontrivial terms of it that satisfy
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one of the following:

1. they have adjacent scales and different types;

2. they have adjacent scales and type I, and their compartment either has

dimension > 2 or compartment oddity ±2;

3. they have type I, their scales differ by a factor of 4, and the term between

them is trivial.

Then the 2-adic symbol got by negating their signs, and changing by 4 the

oddity of each compartment involved, represents an isometric lattice.

As remarked after lemma 3.3.2, one could call (3) sign jumping. One

can formulate it even if the intermediate term were nontrivial. But this is

not necessary since one could use two sign walks of type (2) resp. (1) if the

intermediate term had type I resp. II.

Our example 12
II [2−243]3161

1 322
II 64−2

II [1281 2561]0512−4
II can walk to

1−2
II [2243]−1161

1 322
II 64−2

II [1281 2561]0512−4
II by (1),

or 12
II [2−243]3161

1 322
II 64−2

II [1281 256−1]45124
II by (1),

or 12
II [224−3]−1161

1 322
II 64−2

II [1281 2561]0512−4
II by (2),

or 12
II [2−24−3]−116−1

−3 322
II 64−2

II [1281 2561]0512−4
II by (3),

but no sign walk is possible between the terms of scales 128 and 256.
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Proof. Refine the Jordan decomposition to a fine decomposition F , apply the

corresponding sign walk operation (1)–(3) from lemma 3.3.2 to suitable terms

of F , and observe the corresponding change in the Jordan symbol. In case

(2) care is required because lemma 3.3.2 requires both terms of F to be givers

or both to be receivers. If the compartment has dimension > 2 then we

may arrange this by giver permutation (which preserves the compartment

oddity and therefore doesn’t change the 2-adic symbol). In dimension 2 the

(compartment oddity)≡±2 hypothesis rules out the case that one is a giver

and one a receiver, since givers and receivers have subscripts 1 and −1 mod 4.

Theorem 3.5.2 (Equivalence of 2-adic symbols). Suppose given two lattices

with Jordan decompositions. Then the lattices are isometric if and only if the

2-adic symbols of these decompositions are related by a sequence of the sign

walk operations in lemma 3.5.1.

Proof. The previous lemma shows that sign walks preserve isometry type.

So suppose the lattices are isometric. Refine the Jordan decompositions to

fine decompositions, apply theorem 3.3.4 to obtain a chain of intermediate

fine symbols, and consider the corresponding 2-adic symbols. In the proof of

lemma 3.4.2 we explained why giver permutation and conversion don’t change

the 2-adic symbol, and that sign walking between same-scale terms also has

no effect. The effects of the remaining sign walk operations are recorded in

lemma 3.5.1.
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A lattice may have more than one 2-adic symbol, but the only remaining

ambiguity lies in the positions of the signs:

Theorem 3.5.3. Suppose two given lattices have 2-adic symbols with the same

scales, dimensions, types and signs. Then the lattices are isometric if and

only if the symbols are equal (which amounts to having the same compartment

oddities).

Proof. If a 2-adic symbol S of a lattice L admits a sign walk affecting the signs

of the terms of scales 2i, 2j then we write ∆i,j(S) for the resulting symbol. No

sign walks affect the conditions for ∆i,j to act on S, since they don’t change the

type of any term or the oddity mod 4 of any compartment. So we may regard

∆i,j as acting simultaneously on all 2-adic symbols for L. By its description

in terms of negating signs and adjusting compartments’ oddities, ∆i,j may be

regarded as an element of order 2 in the group {±1}T ⊕ (Z/8)C where T is the

number of terms present and C is the number of compartments.

We are claiming that if a sequence of sign walks on S restores the

original signs, then it also restores the original oddities. We rephrase this in

terms of the subgroup A of {±1}T ⊕ (Z/8)C generated by the ∆i,j. Namely:

projecting A to the {±1}T summand has trivial kernel. This is easy to see

because the ∆i,j may be ordered so that they are ∆i1,j1 , . . . ,∆in,jn with i1 <

j1 ≤ i2 < j2 ≤ · · · ≤ in < jn. Then the linear independence of their projections

to {±1}T is obvious.
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To get a canonical symbol for a lattice L one starts with any 2-adic

symbol S and walks all the minus signs as far left as possible, canceling them

whenever possible. To express this formally, we say two scales can interact if

their terms are as in lemma 3.5.1. (We noted in the previous proof that the

ability of two scales to interact is independent of the particular 2-adic symbol

representing L.) We define a signway as an equivalence class of scales, under

the equivalence relation generated by interaction. The language suggests a

pathway or highway along which signs can move. They can move between

two adjacent scales, except when both terms have type II, or both terms have

dimension 1 and together form a compartment of oddity 0 or 4. And they can

jump across a missing scale, provided both terms have type I. In our example

the signways are the following:

12
II [2−243]3161

1 322
II︸ ︷︷ ︸ 64−2

II [1281︸ ︷︷ ︸ 2561]0512−4
II︸ ︷︷ ︸

Note that the absence of a term of scale 8 doesn’t break the first signway,

while signs cannot propagate between the terms of the “bad” compartment

[1281 2561]0.

Each signway has a term of smallest scale, and by sign walking we may

suppose all terms have sign + except for some of these. In that case we say

the symbol is in canonical form, which for our example is

1−2
II [2243]−1161

1 322
II 64−2

II [1281 256−1]45124
II

Theorem 3.5.3 implies:
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Corollary 3.5.4 (Canonical form). Given lattices L,L′ and 2-adic symbols

S, S ′ for them in canonical form, L ∼= L′ if and only if S = S ′.

Conway and Sloane’s discussion of the canonical form is in terms of

“trains”, each of which is a union of one or more of our signways. Our example

has two trains, the second consisting of the last two signways. They asserted

that signs can walk up and down the length of a train. So, after walking signs

leftward, there is at most one sign per train. But this isn’t true, as pointed out

in [3]. One cannot walk the sign in [1281 256−1]4 leftward because there is no

way to assign subscripts 128−±3 256+
±1 so that the compartment has oddity 0.

One can use the ideas of the proof of theorem 3.5.3 to give numerical

invariants for lattices, if one prefers them to a canonical form. For example,

one can record the dimensions and types, the adjusted oddity of each com-

partment, and the overall sign of each signway. Here the adjusted oddity of a

compartment means its oddity plus 4 for each − sign appearing in its 1st, 3rd,

5th, . . . position, with each − sign after the compartment counted as occurring

in the “(k+1)st” position, where k is the number of terms in the compartment.

To justify this system of invariants one must check that they are in

fact invariant under sign walking, which is easy. Then one shows that there

is a unique 2-adic symbol in canonical form having the same invariants as

any chosen 2-adic lattice. To do this one first observes that the types of the

compartments, together with the adjusted oddities (hence the compartment

oddities mod 4), determine the signways. The sign of the first term of each
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signway is equal to the given overall sign of that signway, and the other signs

are +. The signs then allow one to compute the compartment oddities from

the adjusted oddities. In fact, these invariants are just a complicated way of

recording the canonical form while pretending not to. They are derived from

Theorem 10 of [30, Ch. 15].

3.6 Equivalences between fine decompositions

In this section we give the deferred proof of theorem 3.3.4: two fine symbols

represent isometric lattices if and only if they are related by sign walks and

giver permutation and conversion. Logically, it belongs anywhere between

theorems 3.4.1 and 3.5.2. The next two lemmas are standard; our proofs are

adapted from Cassels [17, pp. 120–122].

Lemma 3.6.1. Suppose L is an integral lattice, that x, x′ ∈ L have the same

odd norm, and that their orthogonal complements x⊥, x′⊥ are either both odd

or both even. Then x⊥ ∼= x′⊥.

Proof. First, (x− x′)2 is even. If it is twice an odd number then the reflection

in it is an isometry of L. This reflection exchanges x and x′, so it gives an

isometry between x⊥ and x′⊥. This argument applies in particular if x · x′ is

even. So we may restrict to the case that x ·x′ is odd and (x−x′)2 is divisible

by 4. Next, note that (x + x′)2 differs from (x − x′)2 by 4x · x′≡ 4 mod 8.

So by replacing x′ by −x′ we may suppose that (x − x′)2≡ 4 mod 8. This

replacement is harmless because ±x′ have the same orthogonal complement.
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If it happens that (x−x′)·L ⊆ 2Z2 then the reflection in x−x′ preserves

L and we may argue as before. So suppose some y ∈ L has odd inner product

with x− x′. Then the inner product matrix of x, x− x′, y is1 0 ?
0 0 1
? 1 ?

 mod 2,

which has odd determinant. Therefore these three vectors span a unimodular

summand of L, so L has a Jordan decomposition whose unimodular part L0

contains both x and x′. Note that x’s orthogonal complement in L0 is even just

if its orthogonal complement in L is, and similarly for x′. So by discarding

the rest of the decomposition we may suppose L = L0, without losing our

hypothesis that x⊥, x′⊥ are both odd or both even. Now, x⊥ is unimodular

with det(x⊥) = (detL)/x2 and oddity o(x⊥) = o(L)− x2, and similarly for x′.

Since x2 = x′2, theorem 3.4.1 implies x⊥ ∼= x′⊥.

Lemma 3.6.2. Suppose L is an integral lattice and U,U ′ ⊆ L are isometric

even unimodular sublattices. Then U⊥ ∼= U ′⊥.

Proof. U⊕〈1〉 has an orthogonal basis x1, . . . , xn by lemma 3.3.1, and we write

x′1, . . . , x
′
n for the basis for U ′ ⊕ 〈1〉 corresponding to it under some isometry

U ∼= U ′. Apply the previous lemma n times, starting with L⊕〈1〉. (At the last

step we need the observation that the orthogonal complements of U,U ′ in L

are both even or both odd. This holds because these orthogonal complements

are even or odd according to whether L is.)
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Lemma 3.6.3. Suppose L is an integral lattice and that 1+
G is a term in some

fine symbol for L. Then we may apply a sequence of sign walking and giver

permutation and conversion operations to transform any other fine symbol F

for L into one possessing a term 1+
G.

Proof. We claim first that after some of these operations we may suppose F

has a term 1+
···. Because L is odd, F ’s terms of scale 1 have the form 1±R orG. If

F has more than one such term then we can obtain a sign + by sign walking,

so suppose it has only one term, of sign −. If there are type I terms of scale 4

then again we can use sign walking, so suppose all scale 4 terms have type II.

We can do the same thing if there are any terms 2±2
II . Or terms 2±1

R orG, if the

compartment consisting of the scale 1 and 2 terms has at least two givers or

two receivers. This holds in particular if there is more than one term of scale 2.

So

F = 1−R orG 4···II 8······ · · · or F = 1−R orG 2±R orG 4···II 8······ · · ·

and in the latter case the subscripts cannot be both G’s or both R’s. So there

is one of each, and by giver permutation we may suppose

F = 1−R orG 4···II 8······ · · · or F = 1−G 2±R 4···II 8······ · · ·

None of these cases occur, because these lattices don’t represent 1 mod 8,

contrary to the hypothesis that some fine decomposition has a term 1+
G. This

non-representation is easy to see because L is 〈±3〉 or 〈5,−2〉 or 〈5, 6〉, plus a

lattice in which all norms are divisible by 8.
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So we may suppose F has a term 1+
···. If the compartment C containing

it has any givers then we may use giver permutation to complete the proof. So

suppose C consists of receivers. If there are 4 receivers then we may convert

them to givers, reducing to the previous case. If C has two terms of different

scales, neither of which is our 1+
··· term, then we may use sign walking to convert

them to givers, again reducing to a known case. Only a few cases remain, none

of which actually occur, by a similar argument to the previous paragraph.

Namely, after more sign walking we may take F to be(
1+
R 2±R or 1+

R 2+
R 2±R

)
4···II · · · or

(
1+
R or 1+

R 1±R or 1+
R 1+

R 1±R
)
2···II · · ·

The first set of possibilities is(
〈−1,−2〉 or 〈−1, 6〉 or 〈−1,−2,−2〉 or 〈−1,−2, 6〉

)
⊕ (a lattice with all norms divisible by 8)

none of which represent 1 mod 8. The second set of possibilities is(
〈−1〉 or 〈−1,−1〉 or 〈−1, 3〉 or 〈−1,−1,−1〉 or 〈−1,−1, 3〉

)
⊕ (a lattice with all norms divisible by 4)

and only the last two cases represent 1 mod 8. But in these cases every vector

x of norm 1 mod 8 projects to x̄ := (1, 1, 1) in U/2U , where U is the summand

〈−1,−1,−1〉 or 〈−1,−1, 3〉. There are no odd-norm vectors orthogonal to

x since the orthogonal complement of x̄ in U/2U consists entirely of self-

orthogonal vectors. So while these lattices admit norm 1 summands, they do

not admit fine decompositions with 1+
G terms.
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Lemma 3.6.4. Suppose ε = ±. Then lemma 3.6.3 holds with 1ε2II in place of

1+
G.

Proof. If F has two terms of scale 1, or a scale 2 term of type I, then we can

use sign walking. The only remaining case is F = 1−ε2II 2···II 4······ · · · . Write U

for the 1−ε2II summand and note that any two elements of L with the same

image in U/2U have the same norm mod 4. Direct calculation shows that the

norms of the nonzero elements of U/2U are 0, 0, 2 or 2, 2, 2 mod 4, depending

on ε. Now consider the summand U ′ ∼= 1ε2II of L that we assumed to exist. By

considering norms mod 4 we see that U ′ → U/2U cannot be injective, which

leads to the absurdity that all inner products in U ′ are even.

Proof of theorem 3.3.4. The “if” part has already been proven in lemmas 3.3.2

and 3.3.3, so we prove “only if”. We assume the result for all lattices of lower

dimension. By scaling by a power of 2 we may suppose L is integral and some

inner product is odd, so each of F and F ′ has a nontrivial unimodular term.

First suppose L is odd, so the unimodular terms of F and F ′ have

type I. By rescaling L by an odd number we may suppose F has a term 1+
G.

By lemma 3.6.3 we may apply our moves to F ′ so that it also has a term

1+
G. The orthogonal complements of the corresponding summands of L are

both even (if the unimodular Jordan constituents are 1-dimensional) or both

odd (otherwise). By lemma 3.6.1 these orthogonal complements are isometric.

They come with fine decompositions, given by the remaining terms in F, F ′.
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By induction on dimension these fine decompositions are equivalent by our

moves.

If L is even then the same argument applies, using lemmas 3.6.4 and 3.6.2

in place of lemmas 3.6.3 and 3.6.1.
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Chapter 4

Metric Measure Spaces

4.1 Introduction

Topological data analysis assigns homological invariants to data pre-

sented as a finite metric space (a “point cloud”). If we imagine this data as

measurements sampled from some abstract universal space X, the structure of

that space is a metric measure space, having a notion both of distance between

points and a notion of probability for the sampling. A standard homological

approach to studying the samples is to assign a simplicial complex and com-

pute its homology. The construction of the associated simplicial complex for

a point cloud depends on a choice of scale parameter. The insight of “per-

sistence” is that one should study homological invariants that encode change

across scales; the correct scale parameter is a priori unknown. As such, a

first approach to studying the homology of X from the samples is to simply

compute the persistent homology PH∗(X̃) of simplicial complexes associated

to the sampled point cloud X̃.

We can gain some perspective from imagining that we could make mea-

The content of Chapter 4 was joint work with Andrew Blumberg, Michael Mandell and
Matthew Pancia and was published as [7]. This author contributed to the basic results
regarding the fragility of metric spaces and failure of robustness (Section 4.4).
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surements on X directly and interpret these measurements in terms of random

sample points. With this in mind, we immediately notice some defects with

homology and persistent homology as invariants of X. While the homology

of X captures information about the global topology of the metric space, the

probability space structure plays no role. This has bearing even if we assume

X is a compact Riemannian manifold and the probability measure is the vol-

ume measure for the metric: handles which are small represent subsets of low

probability but contribute to the homology in the same way as large handles.

In this particular kind of example, persistent homology can identify this type

of phenomenon (by encoding the scales at which homological features exist);

however, in a practical context, the metric on the sample may be ad hoc

(e.g., [16]) and less closely related to the probability measure. In this case,

we could have handles that are medium size with respect to the metric but

still low probability with respect to the measure. Homology and persistent

homology have no mechanism for distinguishing low probability features from

high probability features. A closely related issue is the effect of small amounts

of noise (e.g., a situation in which a fraction of the samples are corrupted).

A small proportion of bad samples can arbitrarily change the persistent ho-

mology. These two kinds of phenomena are linked, insofar as decisions about

whether low probability features are noise or not is part of data analysis.

The disconnect with the underlying probability measure presents a sig-

nificant problem when trying to adapt persistent homology to the setting of

hypothesis testing and confidence intervals. Hypothesis testing involves mak-
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ing quantitative statements about the probability that the persistent homol-

ogy computed from a sampling from a metric measure space is consistent with

(or refutes) a hypothesis about the actual persistent homology. Confidence

intervals provide a language to understand the variability in estimates intro-

duced by the process of sampling. Because low probability features and a

small proportion of bad samples can have a large effect on persistent homol-

ogy computations, the persistent homology groups make poor test statistics

for hypothesis testing and confidence intervals. To obtain useable test statis-

tics, we need to develop invariants that better reflect the underlying measure

and are less sensitive to large perturbation. To be precise about this, we use

the statistical notion of robustness.

A statistical estimator is robust when its value cannot be arbitrarily

perturbed by a constant proportion of bad samples. For instance, the sample

mean is not robust, as a single extremely large sample value can dominate

the result. On the other hand, the sample median is robust. As we discuss in

Section 4.4, persistent homology is not robust. A small number of bad samples

can cause large changes in the persistent homology, essentially as a reflection

of the phenomenon of large metric low probability handles (including spurious

ones).

In order to handle this, we adopt a standard statistical perspective,

namely that the distribution of an estimator on some fixed finite number of

samples is an appropriate way to grapple with such behavior. To make this

precise, we need to be able to talk about probability distributions on homo-
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logical invariants.

Using the idea of an underlying metric measure space X, formally the

process of sampling amounts to considering random variables on the probabil-

ity space Xn = X × · · · ×X equipped with the product probability measure.

The k-th persistent homology of a size n sample is a random variable on Xn

taking values in the set B of finite barcodes [73], where a barcode is essentially

a multiset of intervals of the form [a, b). The set B of barcodes is equipped

with a metric dB, the bottleneck metric [27], and we show in Section 4.3 that

it is separable and that its completion B is also a space of barcodes. Then

B is Polish, i.e., complete and separable, which makes it amenable to proba-

bility theory (see also [55] for similar results). In particular, various metrics

on the set of distributions on B metrize weak convergence, including the Pro-

horov metric dPr and the Wasserstein metric dW . We consider the following

probability distribution on barcode space B (restated in Section 4.5 as Defini-

tion 4.5.1).

Definition 4.1.1. For a metric measure space (X, ∂X , µX) and fixed n, k ∈ N,

define Φn
k to be the empirical measure induced by the kth n-sample persistent

homology, i.e.,

Φn
k(X, ∂X , µX) = (PHk)∗(µ

⊗n
X ),

the probability distribution on the set of barcodes B induced by pushforward

along PHk from the product measure µnX on Xn.

In other words, Φn
k is the probability measure on the space of barcodes
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where the probability of a subset A is the probability that a size n sample

from X has k-th persistent homology landing in A. Note that the pushforward

makes sense since PHk is a continuous and hence Borel measurable function;

see Section 4.5 for a discussion.

Although complicated, Φn
k(X) is a continuous invariant of X in the

following sense. The moduli space of metric measure spaces admits a metric

(in fact several) that combine the ideas of the Gromov-Hausdorff distance on

compact metric spaces and weak convergence of probability measures [65]. We

follow [46], and use the Gromov-Prohorov metric, dGPr. We prove the following

theorem in Section 4.5 (where it is restated as Theorem 4.5.1).

Theorem 4.1.1. Let (X, ∂X , µX) and (X ′, ∂X′ , µX′) be compact metric mea-

sure spaces. Then we have the following inequality relating the Prohorov and

Gromov-Prohorov metrics:

dPr(Φ
n
k(X, ∂X , µX),Φn

k(X ′, ∂X′ , µX′)) ≤ n dGPr((X, ∂X , µX), (X ′, ∂X′ , µX′)).

This inequality becomes increasingly tight as the right-hand side ap-

proaches 0; we discuss precise estimates in Section 4.5. As we explain there, the

fact that the bound increases with n is expected behavior: n should be thought

of as a scale parameter, and increasing n yields a more sensitive invariant. The

main import of Theorem 4.1.1 is that for fixed n, empirical approximations to

Φn
k(X, ∂X , µX) computed from subsets S ∈ X are asymptotically convergent

as the number of samples increase.
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Theorem 4.1.1 therefore validates computing Φn
k in practice using em-

pirical approximations, where we are given a large finite sample S which we

regard as drawn from X. Making S a metric measure space via the sub-

space metric from X and the empirical measure, we can compute Φn
k(S) as an

approximation to Φn
k(X). This procedure is justified by the fact that as the

sample size increases, the empirical metric converges (in dGPr) to X; see Corol-

lary 4.5.2. In particular, this justifies a resampling procedure to approximate

Φn
k by subsampling from a large sample of size N . (We can also approximate

using more sophisticated resampling methodology, a topic we study in future

work.)

Moreover, as a consequence of the continuity implied by the previous

theorem, we can use Φn
k to develop robust statistics: If we change X by ad-

justing the metric arbitrarily on ε probability mass to produce X ′, then the

Gromov-Prohorov distance satisfies dGPr(X,X
′) ≤ ε.

A difficulty with applying Φn
k is that it can be hard to interpret or

summarize the information contained in a distribution of barcodes, unlike dis-

tributions of numbers for which there are various moments (e.g., the mean and

the variance) which provide concise summaries of the distribution. One ap-

proach is to develop “topological summarizations” of distributions of barcodes;

a version of this using Frechet means is explored in [67]. Another possibility

is to embed the space of barcodes in a more tractable function space [11].

Here we instead consider cruder invariants which take values in R. One such

invariant is the distance with respect to a reference distribution on barcodes
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P, chosen to represent a hypothesis about the persistent homology of X.

Definition 4.1.2. Let (X, ∂X , µX) be a compact metric measure space and let

P be a fixed reference distribution on B. Fix k, n ∈ N. Define the homological

distance on X relative to P to be

HDn
k((X, ∂X , µX),P) = dPr(Φ

n
k(X, ∂X , µX),P).

We also consider a robust statistic MHDn
k related to HDn

k without first

computing the distribution Φn
k . To construct MHDn

k , we start with a reference

barcode and compute the median distance to the barcodes of subsamples.

Definition 4.1.3. Let (X, ∂X , µX) be a compact metric measure space and fix

a reference barcode B ∈ B. Fix k,m ∈ N. Let D denote the distribution on

R induced by applying dB(B,−) to the barcode distribution Φn
k(X, ∂X , µX).

Define the median homological distance relative to B to be

MHDn
k((X, ∂X , µX), B) = median(D).

Remark 4.1.1. The appearance of reference barcodes and distributions in the

invariants above raises the question of where one obtains these quantities.

As we illustrate below in Section 4.7, a common source of reference point is

simply an a priori hypothesis about the data that we wish to test. The Frechet

mean [67] of a collection of samples provides a more principled approach to

producing such reference points.

The use of the median rather than the mean in the preceding definition

ensures that we compute a robust statistic, in the following sense.
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Definition 4.1.4. Let f be a function from finite metric spaces to a metric

space (B, d). We say that f is robust with robustness coefficient r > 0 if for any

non-empty finite metric space (X, ∂), there exists a bound δ such that for any

isometric embedding of X into a finite metric space (X ′, ∂′), |X ′|/|X| < 1 + r

implies d(f(X, ∂), f(X ′, ∂′)) < δ, where |X| denotes the number of elements

of X.

For example, under the analogous definition on finite multi-subsets of R

(in place of finite metric spaces), median defines a function to R that is robust

with robustness coefficient 1− ε for any ε since expanding a multi-subset X to

a larger one X ′ with fewer than twice as many elements will not change the

median by more than the diameter of X. Similarly, for a finite metric space

X, expanding X to X ′, the proportion of n-element samples of X ′ which are

samples of X is (|X|/|X ′|)n; when this number is more than 1/2, the median

value of any function f on the set of n-element samples of X ′ is then bounded

by the values of f on n-element samples of X. Since (N/(N + rN))n > 1/2

for r < 21/n− 1, any such function f will be robust with robustness coefficient

r satisfying this bound, and in particular for r = (ln 2)/n.

Theorem 4.1.2. For any n, k,P, the function MHDn
k(−,P) from finite metric

spaces (with the uniform probability measure) to R is robust with robustness

coefficient > (ln 2)/n.

The function Φn
k from finite metric spaces to distributions on B and the

function HDn
k from finite metric spaces to R are robust for any robustness coef-
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ficient for trivial reasons since the Gromov-Prohorov metric is bounded. How-

ever, for these functions we can give explicit uniform estimates for how much

these functions change when expanding X to X ′ just based on |X ′|/|X|. We

introduce the following notion of uniform robustness which is strictly stronger

than the notion of robustness.

Definition 4.1.5. Let f be a function from finite metric spaces to a metric

space (B, d). We say that f is uniformly robust with robustness coefficient r >

0 and estimate bound δ if for any non-empty finite metric space (X, ∂) and any

isometric embedding of (X, ∂) into a finite metric space (X ′, ∂′), |X ′|/|X| <

1 + r implies d(f(X, ∂), f(X ′, ∂′)) < δ.

Uniform robustness gives a uniform estimate on the change in the func-

tion from expanding the finite metric space. For example, the median function

does not satisfy the analogous notion of uniform robustness for functions on

finite multi-subsets of R. We show in Section 4.5 that Φn
k and HDn

k satisfy this

stronger notion of uniform robustness.

Theorem 4.1.3. For fixed n, k, Φn
k is uniformly robust with robustness coeffi-

cient r and estimate bound nr/(1+r) for any r. For fixed n, k,P, HDn
k(−,P) is

uniformly robust with robustness coefficient r and estimate bound nr/(1 + r)

for any r.

As with Φn
k itself, the law of large numbers and the convergence implied

by Theorem 4.1.1 tells us that given a sufficiently large finite sample S ⊂

66



M , we can approximate HDn
k and MHDn

k of the metric measure space M

in a robust fashion from the persistent homology computations on S. (See

Corollaries 4.5.2, 4.6.1, and 4.6.3 below.)

In light of the results on robustness and asymptotic convergence, HDn
k ,

MHDn
k , and Φn

k (as well as various distributional invariants associated to Φn
k)

provide good test statistics for hypothesis testing. Furthermore, one of the

benefits of the numerical statistics HDn
k and MHDn

k is that we can use stan-

dard techniques to obtain confidence intervals, which provide a means for

understanding the reliability of analyses of data sets. We discuss hypothesis

testing and the construction of confidence intervals in Section 4.6, and ex-

plore examples in Sections 4.7 and 4.8. In this paper we primarily focus on

analytic methods and Monte Carlo simulation for obtaining confidence inter-

vals; however, these statistics are well-suited for the construction of resampling

confidence intervals.

We regard our work here as a step towards providing a foundation for

the integration of standard statistical methodology into computational alge-

braic topology. Our goal is to provide tools for practical use in topological

data analysis.

Related work

We have developed an approach to using statistical tools to study per-

sistent homological invariants for metric measure spaces accessed through finite

samples. There are a number of related approaches to studying the statistical

67



properties of persistent homological estimators; we quickly survey this work.

Bubenik [11] develops statistical inference via an embedding into func-

tion spaces called “persistence landscapes”, and with various co-authors in [12,

26] studies an approach using Morse theory (and hence taking advantage of

the ambient metric space for smoothing). The work of Harer, Mileyko, and

Mukerjee in [55] parallels the development in Section 4.3 and introduces prob-

ability measures on barcode space, and these ideas are developed further (with

Turner) in the context of Frechet means as ways of summarizing barcode dis-

tributions in [67].

In another direction, there has been a fair amount of work on the topo-

logical features of random simplicial complexes and noise due to Kahle [50,51]

as well as Adler, Bobrowski, Borman, Subag, and Weinberger [1, 2, 8]. This

work is essential for understanding what persistent homological “null hypothe-

ses” look like, and adapted to our setting should inform our statistical inference

procedures.

Finally, there has also been a lot of excellent work arising on studying

robustness in the context of understanding distances to measures for point

clouds. This approach was introduced by Chazal, Cohen-Steiner, and Merigot

in [19], and was further developed by Caillerie, Chazal, Dedecker, and Michel

in [34]. The basic idea is that the distribution of distances to a point cloud is a

robust invariant of the point cloud; indeed, this is closely related to the n = 2

case of our central invariant. Since preservation of explicit distances is a goal

of this approach, it is more closely related to rigid geometric inference (and
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manifold learning) than purely topological inference, as in our homological

approach.
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Outline

This chapter is organized as follows. In Section 4.2, we provide a rapid

review of the necessary background on simplicial complexes, persistent homol-

ogy, and metric measure spaces. In Section 4.3, we study the space of barcodes,

establishing foundations needed to work with distributions of barcodes. In Sec-

tion 4.4, we discuss the robustness of persistent homology. In Section 4.5, we

study the properties of Φn
k , MHDn

k , and HDn
k and prove Theorem 4.1.1. We

discuss hypothesis testing and confidence intervals in Section 4.6, which we

illustrate with synthetic examples in Section 4.7. Section 4.8 applies these

ideas to the analysis of the natural images data in [16].

4.2 Background

In this section we provide background for the framework for topological

data analysis which we will study. We focus on an approach which accesses
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the ambient metric measure space (X, ∂X , µX) only through finite samples,

i.e., point clouds.

4.2.1 Simplicial complexes associated to point clouds

A standard approach in computational algebraic topology proceeds by

assigning a simplicial complex (which usually also depends on a scale param-

eter ε) to a finite metric space (X, ∂). Recall that a simplicial complex is a

combinatorial model of a topological space, defined as a collection of nonempty

finite sets Z such that for any set Z ∈ Z, every nonempty subset of Z is also

in Z. Associated to such a simplicial complex is the “geometric realization”,

which is formed by gluing standard simplices of dimension |Z| − 1 via the

subset relations. (The standard n-simplex has n+1 vertexes.) The most basic

and widely used construction of a simplicial complex associated to a point

cloud is the Vietoris-Rips complex:

Definition 4.2.1. For ε ∈ R, ε ≥ 0, the Vietoris-Rips complex VRε(X) is the

simplicial complex with vertex set X such that [v0, v1, . . . , vn] is an n-simplex

when for each pair vi, vj, the distance ∂(vi, vj) ≤ ε.

The Vietoris-Rips complex is determined by its 1-skeleton. The con-

struction is functorial in the sense that for a continuous map f : X → Y with

Lipshitz constant κ and for ε ≤ ε′, there is a commutative diagram

VRε(X) //

��

VRκε(Y )

��

VRε′(X) // VRκε′(Y ).

(4.2.1)
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The Vietoris-Rips complex is easy to compute, in the sense that is

straightforward to determine when a simplex is in the complex. More closely

related to classical constructions in algebraic topology is the Cech complex.

Definition 4.2.2. For ε ∈ R, ε ≥ 0, the Cech complex Cε(X) is the simplicial

complex with vertex set X such that [v0, v1, . . . , vn] is an n-simplex when the

intersection ⋂
0≤i≤n

B ε
2
(vi)

is non-empty, where here Br(x) denotes the r-ball around x.

The Cech complex has analogous functoriality properties to the Vietoris-

Rips complex. The Cech complex associated to a cover of a paracompact topo-

logical space satisfies the nerve lemma: if the cover consists of contractible

spaces such all finite intersections are contractible or empty, the resulting sim-

plicial complex is homotopy equivalent to the original space.

Remark 4.2.1. Both the Vietoris-Rips complex and the Cech complex can

be unmanageably large; e.g., for a set of points Y = {y1, y2, . . . , yn} such

that ∂(yi, yj) ≤ ε, every subset of Y specifies a simplex of the Vietoris-Rips

complex. As a consequence, it is often very useful to define complexes with the

vertices restricted to a small set of landmark points; the weak witness complex

is perhaps the best example of such a simplicial complex [33]. We discuss this

construction further in Section 4.8, as it is important in the applications.

The theory we develop in this chapter is relatively insensitive to the

specific details of the construction of a simplicial complex associated to a finite
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metric space (and scale parameter). For reasons that will become evident when

we discuss persistence in Subsection 4.2.3 below, the main thing we require

is a procedure for assigning a complex to ((M,∂), ε) that is functorial in the

vertical maps of diagram (4.2.1) for κ = 1.

4.2.2 Homological invariants of point clouds

In light of the previous subsection, given a metric space (X, ∂), one

defines the homology at the feature scale ε to be the homology of a simplicial

complex associated to (X, ∂); e.g., H∗(VRε(X)) or H∗(Cε(X)). This latter

definition is supported by the following essential consistency result, which is in

line with the general philosophy that we are studying an underlying continuous

geometric object via finite sets of samples.

Theorem 4.2.1 (Niyogi-Smale-Weinberger [59]). Let (M,∂) be a compact

Riemannian manifold equipped with an isometric embedding γ : M → Rn,

and let X ⊂ M be a finite independent identically-distributed sample drawn

according to the volume measure on M . Then for any p ∈ (0, 1), there

are constants δ (which depends on the curvature of M and the embedding

γ) and Nδ,p such that if ε < δ and |X| > Nδ,p then the probability that

H∗(Cε(X))≡H∗(M) is an isomorphism is > p.

In fact, Niyogi, Smale, and Weinberger prove an effective version of the

previous result, in the sense that there are explicit numerical bounds dependent

on p and a “condition number” which incorporates data about the curvature

of M and the twisting of the embedding γ.
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Work by Latschev provides an equivalent result for VRε(X), with some-

what worse bounds, defined in terms of the injectivity radius of M [52]. Alter-

natively, one can show that in the limit VRε(X) captures the homotopy type

of the underlying manifold using the fact that there are inclusions

Cε(X) ⊆ VRε(X) ⊆ C2ε(X).

While reassuring, an unsatisfactory aspect of the preceding results is

the dependence on a priori knowledge of the feature scale ε and the details of

the intrinsic curvature of M and the nature of the embedding. A convenient

way to handle the fact that it is often hard to know a good choice of ε at

the outset is to consider multi-scale homological invariants that encode the

way homology changes as ε varies. This leads us to the notion of persistent

homology.

4.2.3 Persistent homology

Persistent homology arose more or less simultaneously and indepen-

dently in work of Robins [63], Frosini and Ferri and collaborators [15,42], and

Edelsbrunner and collaborators [40]. See the excellent survey of Edelsbrunner

and Harer [39] for a more expansive discussion of the history and develop-

ment of these ideas. The efficient algorithms and the algebraic presentation

we apply herein is due to [40] and [73].

Given a diagram of simplicial complexes indexed on R, i.e., a complex

Xs for each s ∈ R and maps Xs → Xs′ for s ≤ s′, there are natural maps
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H∗(Xs)→ H∗(Xs′) induced by functoriality.

We say that a class α ∈ Hp(Xi) is born at time i if it is not in the image

of Hk(Xj) for j < i, and we say a class α ∈ Hk(Xi) dies at time i if the image

of α is 0 in Hk(Xj) for j ≥ i. This information about the homology can be

packaged up into an algebraic object:

Definition 4.2.3. Let {Xi} be a diagram of simplicial complexes indexed on

R. The pth persistent kth homology group of Xi is defined to be

Hk,p(Xi) = Zi
k/(B

i+p
k ∩ Zi

k),

where Z and B denote the cycle and boundary groups respectively. Alterna-

tively, Hk,p(Xi) is the image of the natural map

Hk(Xi)→ Hk(Xi+p).

Barcodes provide a convenient reformulation of information from per-

sistent homology. Although we will work over a field and in the presence of

suitable finiteness hypotheses which are satisfied in our motivating examples,

recent work makes it clear that this restriction could be weakened [13,20]. We

assume that the values H∗(Xi) change only at a countable discrete subset of

R, so that by reindexing we have a direct system

X0 → X1 → · · · → Xn → · · · ,

the direct system of simplicial complexes stabilizes at a finite stage and all

homology groups are finitely-generated. Then a basic classification result of
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Zomorodian-Carlsson [73] describes the persistent homology in terms of a bar-

code, a multiset of non-empty intervals of the form [a, b) ⊂ R. An interval in

the barcode indicates the birth and death of a specific homological feature. For

reasons we explain below, the barcodes appearing in our context will always

have finite length intervals.

The Vietoris-Rips (or Cech) complexes associated to a point cloud

(X, ∂X) fit into this context by looking at a sequence of varying values of

ε:

VRε1(X)→ VRε2(X)→ · · · .

We can do this in several ways, for example, using the fact that the Vietoris-

Rips complex changes only at discrete points {εi} and stabilizes for sufficiently

large ε, or just choosing and fixing a finite sequence εi independently of X.

The theory we present below makes sense for either of these choices, and we

use the following notation.

Notation 4.2.2. Let (X, ∂X) be a finite metric space. For k ∈ N, denote the

persistent homology of X as

PHk((X, ∂X)) = PHk,p({V Rε(−)
(X)})

for some chosen sequence 0 < ε1 < ε2 < · · · and p ≥ 0.

More generally, we can make analogous definitions for any functor

Ψ: M× R>0 → sComp,
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where M is the category of finite metric spaces and metric maps and sComp

denotes the category of simplicial complexes. We will call such a Ψ “good”

when the homology changes for only finitely values in R. In this case, we can

choose the directed system of values of εi to contain these transition values.

We note that for large values of the parameter ε, V Rε(X) will be con-

tractible. Therefore, if we use the reduced homology group in dimension 0,

we get Hk(V Rε) = 0 for all k for large ε. The barcodes associated to these

persistent homologies therefore have only finite length bars. For convenience

in computation, we typically cut off ε at a moderately high value before this

breakdown occurs. The result is a truncation of the barcode to the cut-off

point.

4.2.4 Gromov-Hausdorff stability and the bottleneck metric

By work of Gromov, the set of isometry classes of compact metric spaces

admits a useful metric structure, the Gromov-Hausdorff metric. For a pair

of finite metric spaces (X1, ∂1) and (X2, ∂2), the Gromov-Hausdorff distance

is defined as follows: For a compact metric space (Z, ∂) and closed subsets

A,B ⊂ Z, the Hausdorff distance is defined to be

dZH(A,B) = max(sup
a∈A

inf
b∈B

∂(a, b), sup
b∈B

inf
a∈A

∂(a, b)).

One then defines the Gromov-Hausdorff distance between X1 and X2 to be

dGH(X1, X2) = inf
Z,γ1,γ2

dZH(X1, X2),

where here γ1 : X1 → Z and γ2 : X2 → Z are isometric embeddings.
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Since the topological invariants we are studying ultimately arise from

finite metric spaces, a natural question to consider is the degree to which point

clouds that are close in the Gromov-Hausdorff metric have similar homological

invariants. This question does not in general have a good answer in the setting

of the homology of the point cloud, but in the context of persistent homology,

Chazal, et al. [18, 3.1] provide a seminal theorem in this direction that we

review as Theorem 4.2.2 below.

The statement of Theorem 4.2.2 involves a metric on the set of barcodes

called the bottleneck distance and defined as follows. Recall that a barcode

{Iα} is a multiset of non-empty intervals. Given two non-empty intervals

I1 = [a1, b1) and I2 = [a2, b2), define the distance between them to be

d∞(I1, I2) = ||(a1, b1)− (a2, b2)||∞ = max(|a1 − a2|, |b1 − b2|).

We also make the convention

d∞([a, b), ∅) = |b− a|/2

for b > a and d∞(∅, ∅) = 0. For the purposes of the following definition, we

define a matching between two barcodes B1 = {Iα} and B2 = {Jβ} to be a

multi-subset C of the underlying set of

(B1 ∪ {∅})× (B2 ∪ {∅})

such that C does not contain (∅, ∅) and each element Iα of B1 occurs as the

first coordinate of an element of C exactly the number of times (counted with
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multiplicity) of its multiplicity in B1, and likewise for every element of B2.

We get a more intuitive but less convenient description of a matching using

the decomposition of (B1 ∪ {∅})× (B2 ∪ {∅}) into its evident four pieces: The

basic data of C consists of multi-subsets A1 ⊂ B1 and A2 ⊂ B2 together with

a bijection (properly accounting for multiplicities) γ : A1 → A2; C is then the

(disjoint) union of the graph of γ viewed as a multi-subset of B1 × B2, the

multi-subset (B1−A1)×{∅} of B1×{∅}, and the multi-subset {∅}×(B2−A2)

of {∅} ×B2. With this terminology, we can define the bottleneck distance.

Definition 4.2.4. The bottleneck distance between barcodes B1 = {Iα} and

B2 = {Jβ} is

dB(B1, B2) = inf
C

sup
(I,J)∈C

d∞(I, J),

where C varies over all matchings between B1 and B2.

Although expressed slightly differently, this agrees with the bottleneck

metric as defined in [27, §3.1] and [18, §2.2]. On the set of barcodes B with

finitely many finite length intervals, dB is obviously a metric. More generally,

for any p > 0, one can consider the `p version of this metric,

dB,p(B1, B2) = inf
C

( ∑
(I,J)∈C

d∞(I, J)p
)1/p

.

For simplicity we will focus on dB, but analogues of our main theorems apply

to these variant metrics as well.

We have the following essential stability theorem:
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Theorem 4.2.2 (Chazal, et. al. [18, 3.1]). For each k, we have the bound

dB(PHk(X),PHk(Y )) ≤ dGH(X, Y ).

Note that truncating barcodes (i.e., truncating each persistent interval)

is a Lipshitz map B → B with Lipshitz constant 1, so the bound above still

holds when we use a large parameter cut-off in defining PHk.

Remark 4.2.2. The space of barcodes admits other metrics that are finer than

the bottleneck metric for which versions of the stability theorem also hold;

these can be useful in practical situations. Notably, the papers [28, 55, 67]

study and apply a family of Wasserstein (mass transportation) metrics on

barcode space. We believe that our results can be extended to this setting.

4.2.5 Metric measure spaces and the Gromov-Prohorov distance

To establish more robust convergence results, we work with suitable

metrics on the set of compact metric measure spaces. Specifically, following

[46, 54, 65] we use the idea of the Gromov-Hausdorff metric to extend certain

standard metrics on distributions (on a fixed metric measure space) to a metric

on the set of all compact metric measure spaces.

A basic metric of this kind is the Gromov-Prohorov metric [46]. (For

the following formulas, see Section 5 of [46] and its references.) This met-

ric is defined in terms of the standard Prohorov metric dPr (metrizing weak

convergence of probability distributions on separable metric spaces). First,

recall that for measures µ1 and µ2 on a metric space Z, the Prohorov metric
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is defined as

dPr(µ1, µ2) = inf{ε > 0 | µ1(A) ≤ µ2(Bε(A)) + ε},

where A ⊂ Z varies over all closed sets and Bε(A) is the set of points z such

that dZ(z, a) < ε for some a ∈ A. Then the Gromov-Prohorov metric is defined

as

dGPr((X, ∂X , µX), (Y, ∂Y , µY )) = inf
(φX ,φY ,Z)

d
(Z,∂Z)
Pr ((φX)∗µX , (φY )∗µY ),

where the inf is computed over all isometric embeddings φX : X → Z and

φY : Y → Z into a target metric space (Z, ∂Z).

It is very convenient to reformulate both the Gromov-Hausdorff and

Gromov-Prohorov distances in terms of relations. For sets X and Y , a relation

R ⊂ X × Y is a correspondence if for each x ∈ X there exists at least one

y ∈ Y such that (x, y) ∈ R and for each y′ ∈ Y there exists at least one x′ ∈ X

such that (x′, y′) ∈ R. For a relation R on metric spaces (X, ∂X) and (Y, ∂Y ),

we define the distortion as

dis(R) = sup
(x,y),(x′,y′)∈R

|∂X(x, x′)− ∂Y (y, y′)|.

The Gromov-Hausdorff distance can be expressed as

dGH((X, ∂X), (Y, ∂Y )) =
1

2
inf
R

dis(R),

where we are taking the infimum over all correspondences R ⊂ X × Y .

Similarly, we can reformulate the Prohorov metric as follows. Given

two measures µ1 and µ2 on a metric space X, let a coupling of µ1 and µ2 be
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a measure ψ on X ×X (with the product metric) such that ψ(X × −) = µ2

and ψ(−×X) = µ1. Then we have

dPr(µ1, µ2) = inf
ψ

inf{ε > 0 | ψ {(x, x′) ∈ X ×X | ∂X(x, x′) ≥ ε} ≤ ε}.

This characterization of the Prohorov metric turns out to be useful

when working with the Gromov-Prohorov metric in light of the (trivial) ob-

servation that if dGPr((X, ∂X , µX), (Y, ∂Y , µY )) < ε then there exists a metric

space Z and embeddings ι1 : X → Z and ι2 : Y → Z such that dPr((ι1)∗µX , (ι2)∗µY ) <

ε.

4.3 Probability measures on the space of barcodes

This section introduces the spaces of barcodes BN and B used in the

distributional invariants Φn
k of Definition 4.1.1. These spaces are complete

and separable under the bottleneck metric. This implies in particular that

the Prohorov metric on the set of probability measures in BN or B metrizes

convergence in probability, which justifies the perspective in the stability the-

orem 4.1.1 and the definition of the invariants HDn
k(−,P) in Definition 4.1.2.

A barcode is by definition a multi-set of intervals, in our case of the

form [a, b) for 0 ≤ a < b <∞. The set I of all intervals of this form is of course

in bijective correspondence with a subset of R2. A multi-set A of intervals is a

multi-subset of I, which concretely is a function from I to the natural numbers

N = {0, 1, 2, 3, . . . } which counts the number of multiples of each interval in

A. We denote by |A| the cardinality of A, which we define as the sum of
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the values of the function I → N specified by A (if finite, or countably or

uncountably infinite, if not). The space B of barcodes of the introduction is

the set of multi-sets of intervals A such that |A| <∞. We have the following

important subsets of B.

Definition 4.3.1. For N ≥ 0, let BN denote the set of multi-sets of intervals

(in I) A with |A| ≤ N .

The main result on BN is the following theorem, proved below. (Similar

results can also be found in [55].)

Theorem 4.3.1. For each N ≥ 0, BN is complete and separable under the

bottleneck metric.

Since the homology Hk (with any coefficients) of any complex with

n vertices can have rank at most
(
n
k+1

)
, our persistent homology barcodes

will always land in one of the BN , with N depending just on the size of the

samples. As we let the size of the samples increase, N may increase, and so

it is convenient to have a target independent of the number of samples. The

space B =
⋃

BN is clearly not complete under the bottleneck metric (consider

a sequence of barcodes {Xn} such that Xn is produced from Xn−1 by adding

a bar (0, 1
n
)), so we introduce the following space of barcodes B.

Definition 4.3.2. Let B be the space of multi-sets A of intervals (in I) with

the property that for every ε > 0, the multi-subset of A of those intervals of

length more than ε has finite cardinality.
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Clearly barcodes in B have at most countable cardinality, and the bot-

tleneck metric extends to a pseudo-metric dB : B × B → R. The following

lemma shows it is a metric.

Lemma 4.3.2. For X, Y ∈ B, dB(X, Y ) = 0 only if X = Y .

Proof. Let X, Y ∈ B with dB(X, Y ) = 0 and assume without loss of generality

that X is not in BN for any N . Then the possible distinct lengths of intervals

in X or Y form a countable set `0 > `1 > · · · . Let Xi and Yi denote the

multisubsets of X and Y consisting of the intervals of length exactly `i. Let

ε0 < (`0 − `1)/2 and in general let

εi < min(ε0, . . . , εi−1, (`i − `i+1)/2)

(with each εi > 0). For any n and any 0 < ε < εn, any matching C of X and

Y with

dC(X, Y ) = sup
(I,J)∈C

d∞(I, J) < ε

must induce a bijection between Xi and Yi for all i ≤ n; moreover, if Ci denotes

the restriction of C to a matching of Xi and Yi, dCi(Xi, Yi) < ε. Letting ε go

to zero, we see that Xi = Yi for all i and that X = Y .

Lemma 4.3.2 implies that dB extends to a metric on B. We prove the

following theorem.

Theorem 4.3.3. B is the completion of B =
⋃

BN in the bottleneck metric.

In particular B is complete and separable in the bottleneck metric.
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Proof of Theorems 4.3.1 and 4.3.3. The multi-sets of intervals with rational

endpoints provides a countable dense subset for BN . To see that B is dense in

B, given A in B and ε > 0, let Aε be the multi-subset of A of those intervals

of length > ε. Then by definition of B, Aε is in B, and by definition of the

bottleneck metric, using the matching coming from the inclusion of Aε in A,

we have that

dB(A,Aε) ≤ ε/2 < ε.

It just remains to prove completeness of BN and B. For this, given a Cauchy

sequence 〈Xn〉 in B it suffices to show that Xn converges to an element X in

B and that X is in BN if all the Xn are in BN .

Let 〈Xn〉 be a Cauchy sequence in B. By passing to a subsequence

if necessary, we can assume without loss of generality that for n,m > k,

dB(Xm, Xn) < 2−(k+2). For each n, we have dB(Xn, Xn+1) < 2−(n+1); choose

a matching Cn such that d∞(I, J) < 2−(n+1) for all (I, J) ∈ Cn. For each

n, define a finite sequence of intervals In1 ,. . . , Inkn inductively as follows. Let

k0 = 0. Let k1 be the cardinality of the multi-subset of X1 consisting of those

intervals of length > 1, and let I1
1 ,. . . , I1

k1
be an enumeration of those intervals.

By induction, In1 ,. . . , Inkn is an enumeration of the intervals in Xn of length

> 2−n+1 such that for i ≤ kn−1, the intervals In−1
i and Ini correspond under

the matching Cn−1. For the inductive step, we note that if Ini corresponds to

J under Cn, then d∞(Ini , J) < 2−(n+1), so the length ||J || of J is bigger than

||Ini || − 2−n, and

||J || > 2−n+1 − 2−n = 2−n = 2−(n+1)+1.

84



Thus, we can choose In+1
i to be the corresponding interval J for i ≤ kn, and

we can choose the remaining intervals of length > 2−(n+1)+1 in an arbitrary

order. Write Ini = [ani , b
n
i ) and let

ai = lim
n→∞

ani , bi = lim
n→∞

bni .

Since |ani − an+1
i | < 2−(n+1) and |bni − bn+1

i | < 2−(n+1), we have

|ani − ai| ≤ 2−n, |bni − bi| ≤ 2−n.

Let X be the multi-subset of I consisting of the intervals Ii = [ai, bi) for all i

(or for all i ≤ max kn if {kn} is bounded).

First, we claim that X is in B. Given ε > 0, choose N large enough

that 2−N+2 < ε. Then for i > kN , the interval Ii first appears in Xni for some

ni > N . Looking at the matchings CN ,. . . , Cni−1, we get a composite matching

CN,ni between XN and Xni . Since each Cn satisfied the bound 2−(n+1), the

matching CN,ni must satisfy the bound

ni−1∑
n=N

2−(n+1) = 2−N − 2−ni .

Since all intervals of length > 2−N+1 in XN appear as an INj , we must have

that the length of Inii in Xni must be less than

2−N+1 + 2(2−N − 2−ni) = 2−N+2 − 2−ni+1.

Since each endpoint in Ii differs from the endpoint of Inii by at most 2−ni , the

length of Ii can be at most

2−N+2 − 2−ni+1 + 2 · 2−ni = 2−N+2 < ε.
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Thus, the cardinality of the multi-subset of X of those intervals of length > ε

is at most kN .

Next we claim that 〈Xn〉 converges to X. We have a matching of Xn

with X given by matching the intervals In1 ,. . . , Inkn in Xn with the correspond-

ing intervals I1,. . . , Ikn in X. Our estimates above for |ani − ai| and |bni − bi|

show that d∞(Ini , Ii) ≤ 2−n. By construction, each leftover interval in Xn has

length ≤ 2−n+1 and the previous paragraph shows that each leftover interval

in X has length < 2−n+2. Thus, dB(Xn, X) < 2−n+1.

Finally we note that if each Xn is in BN for fixed N , then each kn ≤ N

and so X is in BN .

4.4 Failure of robustness

Inevitably physical measurements will result in bad samples. As a

consequence, we are interested in invariants which have limited sensitivity to

a small proportion of arbitrarily bad samples. Many standard invariants not

only have high sensitivity to a small proportion of bad samples, but in fact

have high sensitivity to a small number of bad samples. We do not claim

particular novelty for the general nature of the results of this section, as these

issues have been folklore for some time. However, we do not know any place in

the literature where precise statements are written down. We use the following

terminology to describe the instability of these invariants.

Definition 4.4.1. A function f from the set of finite metric spaces to R is
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fragile if it not robust (in the sense of Definition 4.1.4) for any robustness

coefficient r > 0.

In some cases, an even stronger kind of sensitivity holds.

Definition 4.4.2. A function f from the set of finite metric spaces to R is

extremely fragile if there exists a constant k such that for every non-empty

finite metric space X and constant N there exists a metric space X ′ and an

isometry X → X ′ such that |X ′| ≤ |X|+ k and |f(X ′)− f(X)| > N .

Informally, extremely fragile in Definition 4.4.2 means that adding a

small constant number of points to any metric space can arbitrarily change the

value of the invariant. In particular, an extremely fragile function is fragile,

but extremely fragile is much more unstable than just failing to be robust

(note the quantifier on the space X). As we indicated in the introduction,

Gromov-Hausdorff distance is fragile; here we show it is extremely fragile.

Proposition 4.4.1. Let (Z, dZ) be a non-empty finite metric space. The

function dGH(Z,−) is extremely fragile.

Proof. Given N > 0, consider the space X ′ which is defined as a set to be the

disjoint union of X with a new point w, and made a metric space by setting

d(w, x) = α, x ∈ X,

d(x1, x2) = dX(x1, x2), x1, x2 ∈ X,
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where α > diam(Z) + 2dGH(Z,X) + 2N . We claim

|dGH(Z,X)− dGH(Z,X ′)| > N.

Given any metric space (Y, dY ) and isometries f : X ′ → Y , g : Z → Y , we

need to show that dY (f(X ′), g(Z)) > N + dGH(Z,X). We have two cases.

First, if no point z of Z has dY (g(z), f(w)) ≤ N + dGH(Z,X), then we have

dY (f(X ′), g(Z)) > N + dGH(Z,X). On the other hand, if some point z of

Z has dY (g(z), f(w)) < N + dGH(Z,X), then every point z in Z satisfies

dY (g(z), f(w)) ≤ N + diam(Z) + dGH(Z,X). Choosing some x in X, we see

that for every z in Z, dY (f(x), g(z)) ≥ α − (N + diam(Z) + dGH(Z,X)). It

follows that

dY (f(X ′), g(Z)) ≥ α− (N + diam(Z) + dGH(Z,X)) > N + dGH(Z,X).

The homology and persistent homology of a point cloud turns out to

be a somewhat less sensitive invariant. Nonetheless, a similar kind of problem

can occur. It is instructive to consider the case of H0 or PH0. By adding `

points far from the original metric space X, one can change either H0 or PH0

by rank `. The further the distance of the points, the longer the additional

bars in the barcode and we see for example that the distance dB(B,−) in the

bottleneck metric from any fixed barcode B is a extremely fragile function. (If

we are truncating the barcodes, dB is bounded by the length of the interval

we are considering, so technically is robust, but not in a meaningful way.) We

can also consider the rank of H0 or of PH0 in a range; here the distortion of
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the function depends on the number of points, but we see that the function is

fragile.

For Hk and PHk, k ≥ 0, the same basic idea obtains: we add small

spheres sufficiently far from the core of the points in order to adjust the re-

quired homology. We work this out explicitly for PH1.

Definition 4.4.3. For each integer k > 0 and real ` > 0, let the metric circle

S1
k,` denote the metric space with k points {xi} such that

d(xi, xj) = ` (min(|i− j|, |k − i− j|)) .

For ε < `, the Vietoris-Rips complex associated to S1
k,` is just a collec-

tion of disconnected points. It is clear that as long as k ≥ 4, when ` ≤ ε < 2`,

|Rε(S
1
k,`)| has the homotopy type of (and is in fact homeomorphic to) a circle.

In fact, we can say something more precise:

Lemma 4.4.2. For

` ≤ ε <

⌈
k

3

⌉
`,

the rank of H1(Rε(S
1
k,`)) is at least 1.

Proof. Consider the map f from Rε(S
1
k,`) to the unit disk D2 in R2 that sends

xi to (cos(2π i
n
), sin(2π i

n
)) and is linear on each simplex. The condition ε <

dk
3
e` precisely ensures that whenever {xi1 , . . . , xin} forms a simplex σ in the

Vietoris-Rips complex, the image vertices f(xi1), . . . , f(xin) lie on an arc of

angle < 2
3
π on the unit circle, and so f(σ) in particular lies in an open half
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plane through the origin. It follows that the origin (0, 0) is not in the image

of any simplex, and f defines a map from Rε(S
1
k,`) to the punctured disk

D2 − {(0.0)}. Since ` ≤ ε, we have the 1-cycle

[x1, x2] + · · ·+ [xk−1, xk] + [xk, x1]

of Rε(S
1
k,`) which maps to a 1-cycle in D2−{(0, 0)} representing the generator

of H1(D2 − {0, 0}).

The length ` and number k ≥ 4 is arbitrary, so again, we conclude

that functions like dB(B,PH1(−)) are extremely fragile. Results for higher

dimensions (using similar standard equidistributed models of n-spheres) are

completely analogous.

Proposition 4.4.3. Let B be a barcode. The functions dB(B,PHk(−)) from

finite metric spaces to R are extremely fragile.

In terms of rank, the lemma shows that we can increase the rank of

first persistent homology group of a metric space X on an interval [a, b] by

m simply by adding extra points. One can also typically reduce persistent

homology intervals by adding points “in the center” of the representing cycle.

It is somewhat more complicated to precisely analyze the situation, so we give

a representative example: Suppose the cycle is represented by a collection of

points {xi} such that the maximum distance d(xi, xj) ≤ δ. Then adding a

point which is a distance δ from each of the other points reduces the lifetime

of that cycle to δ. In any case, the results of the lemma are sufficient to prove

the following proposition.
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Proposition 4.4.4. The function that takes a finite metric space to the rank

of PHk on a fixed interval [a, b] is fragile.

These computations suggest a problem with the stability of the usual

invariants of computational topology. A small number of bad samples can lead

to arbitrary changes in these invariants.

4.5 The main definition and theorem

Fix a good functorial assignment of a simplicial complex to a finite

metric space and a scale parameter ε. Recall that we write PHk of a finite

metric space to denote the persistent homology of the associated direct system

of complexes. Motivated by the concerns of the preceding section, we define

Φn
k as the distribution of barcodes induced by samples of size n. The basic

idea motivating Φn
k is that in order to obtain robust invariants, given a sample

budget of N samples from (X, ∂X , µX), instead of computing a single estimator

from the N samples it is preferable to look at the distribution of estimators

produced by blocks of samples of size n� N . Note that this is closely related

to the idea behind bootstrap resampling. It is also a more sophisticated version

of computing a trimmed mean (i.e., a mean in which extremal samples are

thrown out) — rather than removing extremal samples, we simply subsample

at a rate such that the likelihood of seeing a bad sample is low. Ideally,

this approach retains the information contained in those samples while also

estimating the “true” value.
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Definition 4.5.1. For a metric measure space (X, ∂X , µX) and fixed n, k ∈ N,

define the kth n-sample persistent homology as

Φn
k(X, ∂X , µX) = (PHk)∗(µ

⊗n
X ),

the probability distribution on B induced by pushforward along PHk from the

product measure µnX on Xn.

This definition makes sense because PHk is a continuous function and

the measures on the domain and codomain are both Borel. Indeed, the stability

theorem of Chazal, et. al. [18, 3.1] (Theorem 4.2.2 above) and the fact that

the Gromov Hausdorff metric is less than or equal to the product metric in

Xn implies that PHk is Lipschitz with Lipschitz constant at most 1.

In order to apply Φn
k , we need to know two things. First, that for

fixed n and k the approximation to Φn
k computed by choosing samples from

the empirical measure on a large sample space S drawn from (X, ∂X , µX)

converges in probability to the actual value (as |S| goes to infinity). Second,

that for fixed n and k the approximation to Φn
k obtained by computing the

empirical measure from ` blocks of n samples converges in probability to the

actual value (as ` goes to infinity). The latter follows from the weak law of

large numbers for the empirical process. The goal of this section is to prove the

following theorem, which establishes the former asymptotic consistency. For

this (and in the remainder of the section), we assume that we are computing

PH using the Vietoris-Rips complex.
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Theorem 4.5.1. Let (X, ∂X , µX) and (Y, ∂Y , µY ) be compact metric measure

spaces. Then we have the following inequality:

dPr(Φ
n
k(X, ∂X , µX),Φn

k(Y, ∂Y , µY )) ≤ n dGPr((X, ∂X , µX), (Y, ∂Y , µY )).

Proof. Assume that dGPr((X, ∂X , µX), (Y, ∂Y , µY )) < ε. Then we know that

there exist embeddings ι1 : X → Z and ι2 : Y → Z into a metric space Z and

a coupling µ̂ between (ι1)∗µX and (ι2)∗µY such that the probability mass of

the set of pairs (z, z′) under µ̂ such that ∂Z(z, z′) ≥ ε is less than ε.

We can regard the restriction of µ̂⊗n to the full measure subspace (X×

Y )n of (Z × Z)n as a probability measure on Xn × Y n. This then induces a

coupling between (PHk)∗(µ
⊗n
X ) and (PHk)∗(µ

⊗n
Y ) on B, which we now study.

Consider n samples {(x1, y1), (x2, y2), . . . , (xn, yn)} from Z×Z drawn according

to the product distribution µ̂⊗n. Now consider the probability that

α = sup
1≤i,j≤n

|∂X(xi, xj)− ∂Y (yi, yj)| ≥ 2ε.

The triangle inequality implies that

|∂X(xi, xj)− ∂Y (yi, yj)| = |∂Z(xi, xj)− ∂Z(yi, yj)| ≤ ∂Z(xi, yi) + ∂Z(xj, yj).

Therefore, the union bound implies that the probability that α ≥ 2ε is bounded

by

Pr(∃i | ∂Z(xi, yi) ≥ ε) ≤ 1− (1− ε)n < nε

Next, define a relation R that matches xi and yi. By definition, the distortion

of this relation is disR = α, and so

dGH({xi}, {yi}) ≤
1

2
α.
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By the stability theorem of Chazal, et. al. [18, 3.1] (Theorem 4.2.2 above),

this implies that the probability that

dB(PHk({xi}),PHk({yi})) ≥ ε

is bounded by nε. This further implies that the probability that

dB(PHk({xi}),PHk({yi})) ≥ nε

is also bounded by nε. Therefore, we can conclude that

dPr(Φ
n
k(X, ∂X , µX),Φn

k(Y, ∂Y , µY )) ≤ nε.

We note the dependence on n in the statement of the bound in The-

orem 4.5.1. As n increases, the quantity Φn
k becomes a finer approximation

of the persistent homology of the support of X. Specifically, more points per

sample means that Φn
k is increasingly sensitive to small features of X. In this

light, it is not surprising that the bound becomes weaker for larger n.

Next we discuss the tightness of the bound in Theorem 4.5.1. Clearly,

this bound is vacuous when dGPr((X, ∂X , µX), (Y, ∂Y , µY )) > 1
n

since the Pro-

horov metric is bounded by 1, but we show that it becomes tight as dGPr((X, ∂X , µX), (Y, ∂Y , µY ))

approaches zero. Reviewing the argument, starting from the hypothesis that

dGPr((X, ∂X , µX), (Y, ∂Y , µY )) = ε, we used the union bound to obtain a bound

of nε. The exact bound in question is 1 − (1 − ε)n. The leading term in the

expansion of this quantity is nε, and so as ε → 0 the bound in the theorem

becomes increasingly tight. When ε is close to 1
n
, using more terms in the
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expansion yields better bounds (for example, when ε = 1
n
, 1 − (1 − ε)n ≤ .75

and tends to 1− 1
e
≈ .632 for large n).

The exact bound 1− (1− ε)n yields a tight estimate on dGPr(X
n, Y n)

(using the sup product metric), as we can see by the following example. Con-

sider the case of two finite metric spaces X = X1∪X2 and Y = Y1∪Y2, where

|Y1| = |X1| and |Y2| = |X2|. Define dX via dX(x1, x
′
1) = α for x1, x

′
1 ∈ X1,

dX(x2, x
′
2) = β for x2, x

′
2 ∈ X2, and dX(x1, x2) = γ for x1 ∈ X1 and x2 ∈ X2.

Here γ should be substantially larger than α and β. We define dY analogously,

using the same α and β but with γ′ distinct from γ (and without loss of gen-

erality assume that γ′ > γ). Consider the metric space Z formed from the

disjoint union of X1, X2, and Y2, and with the metric induced from dX and

dY except that dZ(x2, y2) = γ′ − γ. There are evident isometries i : X → Z

and j : Y → Z; it is easy to see that dPr(i∗µX , j∗µY ) = ε for ε = |X2|
|X1|+|X2| and

moreover that this pair of embeddings minimizes the Prohorov distance, so

dGPr(X, Y ) = ε. The induced embeddings in : Xn → Zn, jn : Y n → Zn satisfy

dPr(i
n
∗µ
⊗n
X , jn∗µ

⊗n
Y ) = 1− (1− ε)n

and a straight-forward combinatorics argument shows that this embedding

also minimizes the Prohorov distance, so dGPr(X
n, Y n) = 1 − (1 − ε)n. (We

thank Olena Blumberg for help with this example.)

By varying the parameters in the previous example, it is now clear

that the bound on Φn
0 is tight and we can achieve the upper bound with a

variety of barcode lengths. Tightness for Φn
k for k > 0 is harder to analyze.
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Theorem 4.2.2 is expected to be tight for all k but nothing has yet appeared in

the literature for k > 0. If the bound in Theorem 4.2.2 is tight, it is reasonable

to expect the bound in Theorem 4.5.1 also to be tight; however, we do not

know a rigorous argument.

Remark 4.5.1. For a related discussion involving finite distance matrices, see [43,

§6, §7]. There the constant N (size of the matrix) is analogous to the param-

eter n above and enters into their formulas through the distance dM , which

depends on N .

We regard the bound as most useful for fixed n. Then a basic conse-

quence of Theorem 4.5.1 is that consideration of large finite samples will suffice

for computing Φn
k . For a finite metric space (X, ∂X), let µ and µ′ denote two

measures on X. Then we have the following inequality [43, 5.4]

dGPr((X, ∂X , µ), (X, ∂X , µ
′)) ≤ 1−

∑
x∈X

min(µ(x), µ′(x)), (4.5.1)

which follows by choosing a coupling that has measure at least the minimum

of the two measures on each point.

Corollary 4.5.2. Let S1 ⊂ S2 ⊂ · · · ⊂ Si ⊂ · · · be a sequence of randomly

drawn samples from (X, ∂X , µX). We regard Si as a metric measure space

using the subspace metric and the empirical measure. Then Φn
k(Si) converges

in probability to Φn
k(X, ∂X , µX).

Proof. This result is a consequence of the fact that {Si} converges in proba-

bility to (X, ∂X , µX) in the Gromov-Prohorov metric (which can be checked

96



directly using equation (4.5.1), as in [43, §5], or can be deduced from the anal-

ogous convergence result for the Gromov-Wasserstein distance [65, 3.5.(iii)]

and the comparison between the Gromov-Prohorov distance and the Gromov-

Wasserstein distance [46, 10.5]).

Another consequence of Theorem 4.5.1 is that Φn
k provide robust de-

scriptors for metric measure spaces (X, ∂X , µX). Specifically, observe that if

we have finite metric spaces (X, ∂X) ⊂ (X ′, ∂X′) and a probability measure µX′

on X ′ that restricts to µX on X (i.e., for A ⊂ X, µX(A) = µX′(A)/µX′(X)),

then equation (4.5.1) implies that

dPr(i∗µX , µX′) ≤ 1− µX′(X).

Thus, when X ′ \X has probability < ε,

dPr(Φ
n
k(X, ∂X , µX),Φn

k(X ′, ∂
′

X , µX′)) ≤ nε.

In particular, when X and X ′ are finite metric spaces with the uniform mea-

sure, we get

dPr(Φ
n
k(X, ∂X , µX),Φn

k(X ′, ∂
′

X , µX′)) ≤ n(1− |X|/|X ′|).

As an immediate consequence we obtain the following result.

Theorem 4.5.3. For fixed n, k, Φn
k is uniformly robust with robustness coef-

ficient r and estimate bound nr/(1 + r) for any r.
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Remark 4.5.2. It would be useful to prove analogues of the main theorem

for other methods of assigning complexes; e.g., the witness complex (see Re-

mark 4.2.1 and Section 4.8). We expect that the recent stability results of [21]

will be useful in this connection.

4.6 Hypothesis testing, confidence intervals, and nu-
merical invariants

In this section, we describe various ways to use Φn
k to perform statistical

inference about the homological invariants of a point cloud. The basic goal

is to provide quantitative ways of saying what observed barcodes or empirical

barcode distributions “mean”. We are predominantly interested in addressing

two kinds of questions:

1. Are two given empirical barcode distributions coming from the same

underlying distribution?

2. Is a particular empirical barcode distribution consistent with the hypoth-

esis that the underlying distribution has k “long bars”?

We approach both of these questions from the perspective of classical

hypothesis testing, likelihood scores, and confidence intervals; for example,

see [29, §2] for a review. We discuss a variety of test statistics derived from

Φn
k ; thus, the use of these procedures are justified in practice by Theorem 4.5.1

(and specifically Corollary 4.5.2). Moreover, we are able to use Theorem 4.5.1

to show that many of the test statistics we describe are robust.
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We begin by explaining the basic procedure for computing approxi-

mations to Φn
k . Corollary 4.5.2 justifies the treatment of Φn

k of the empirical

measure on a sufficiently large sample S ⊂ X of size N as a good approxi-

mation for Φn
k(X, ∂X , µX). (Note that the dependence on n in the bound in

Theorem 4.5.1 implies that we will have to choose n � N in order to expect

reasonable results; see the discussion in the next section for some examples

of how to choose n.) Next, we can estimate Φn
k on S empirically via Monte

Carlo simulation, i.e., simply sampling blocks of n samples from S over and

over again. The weak law of large numbers for empirical distributions guaran-

tees that this estimate converges in probability as the number of such samples

increases. Therefore, we have an asymptotically convergent scheme for numer-

ically approximating Φn
k (and hence quantities derived from it). We now turn

to questions of statistical inference.

4.6.1 Hypothesis testing using Φn
k

The most basic question we can pose is whether a given observed bar-

code B is more consistent with an underlying metric measure space (X, ∂X , µX)

or an alternate metric measure space (X ′, ∂′X , µ
′
X). A likelihood ratio provides

a good test statistic to determine an answer to this question. Specifically, we

can evaluate the likelihood of the hypotheses Hypnk(X;B, ε) and Hypnk(X ′;B, ε)

that B is within ε of a barcode drawn from (X, ∂X , µX) and (X ′, ∂X′ , µX′) re-

spectively.

Given an observed barcode B (e.g., obtained by sampling n points from
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an unknown metric measure space (Z, ∂Z , µZ)), we can compute the likelihood

score

LY = L(Y, ∂Y , µY ) = Pr(dB(B, B̃) < ε | B̃ drawn from Φn
k(Y, ∂Y , µY ))

for each hypothesis space (X, ∂X , µX) and (X ′, ∂X′ , µX′). The ratio LX/LX′

then provides a test statistic for comparing the two hypotheses. To determine

how to interpret the test statistics (e.g., to compute p-values), we require

knowledge of the distribution of the test statistic induced by assuming that

B was drawn from Φn
k(X, ∂X , µX) and Φn

k(X ′, ∂X′ , µX′) respectively. These

distributions can be approximated by Monte Carlo simulation, i.e., repeated

sampling from the two distributions and computation of histograms.

More generally, for a metric measure space (X, ∂X , µX) and a particular

subset S of B, we can test the hypothesis that the distribution Φn
k(X) has mass

≥ ε on S as follows. For any hypothetical distribution on B with mass ≥ ε on

S, the probability of an empirical sample of size N having q or fewer elements

in S is bounded above by the binomial cumulative distribution function

BD(N, q, ε) =

q∑
i=0

(
N

i

)
εi(1− ε)N−i.

Then given an empirical approximation E to Φn
k obtained from N samples,

we can test the hypothesis that Φn
k has mass ≥ ε in S, by taking q to be

the number of such elements in E. When BD(N, q, ε) < α, we can reject this

hypothesis at the 1− α level.
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4.6.2 Distribution comparison test statistics

Another kind of question we might ask is to determine whether to reject

the hypothesis that two empirical distributions on barcode space (i.e., Φn
k

computed based on two different large samples S and S ′) came from the same

underlying distribution. In our setting we cannot assume very much about the

class of possible distributions and so we are forced to rely on non-parametric

methods. This imposes significant constraints — most asymptotic results on

non-parametric tests for distribution comparison work only for distributions

on R. Thus, the first step is to project the data from barcode space into R.

The following definition is the first of several kinds of projections we discuss.

Definition 4.6.1. Let (X, ∂X , µX) be a compact metric measure space. Fix

k, n ∈ N.

1. Define the distance distribution D2 on R to be the distribution on R in-

duced by applying dB(−,−) to pairs (b1, b2) drawn from Φn
k(X, ∂X , µX)⊗2.

2. Let B be a fixed barcode in B, and define DB to be the distribution

induced by applying dB(B,−).

Since both D2 and DB are continuous with respect to the Gromov-

Prohorov metric [46, 6.6], Corollary 4.5.2 justifies working with empirical ap-

proximations to D2 and DB.

One application of these projections is simply a direct use of the two-

sample Kolmogorov-Smirnov statistic [29, §6]. This test statistic gives a way
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to determine whether two observed empirical distributions were obtained from

the same underlying distribution; the salient feature about this statistic is that

for distributions on R the p-values of the test statistic are asymptotically in-

dependent of the underlying distribution as long as the samples are identically

independently drawn.

To compute the Kolmogorov-Smirnov test statistic for two sets of sam-

ples S1 and S2, we first compute the empirical approximations E1 and E2 to

the cumulative density functions,

Ei(t) = |{x ∈ Si | x ≤ t}|/|Si|,

and use the test statistic supt |E1(t)− E2(t)|. In practice, since |Si| is large we

approximate Ei using Monte Carlo simulation. The distribution-independence

of the statistic now implies that standard tables (e.g., in the appendix to [29])

or the built-in Matlab functions can then be used to compute p-values for

deciding if the statistic allows us to reject the hypothesis that the distributions

are the same.

One might similary consider the Mann-Whitney test or various other

nonparametric techniques for testing the same hypotheses [29, §5]. For ex-

ample, another way to handle this problem is to use a χ2 test for discrete

distributions. There are many ways to construct suitable distributions for this

test; we present two natural choices here.

1. Take histograms from D2
S1

and D2
S2

with identical fixed numbers of bins

and bin widths.
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2. Fix a finite set {Bj} ⊂ B of reference barcodes, where 1 ≤ j ≤ m. These

reference barcodes should be chosen without reference to the observed

data. Next, for each barcode with nonzero probability measure in (the

given empirical approximation to) Φn
k , assign the count to the nearest

reference barcode.

The second method makes sense if we have a priori information about

the expected shape of the barcode distributions.

Let Ai(j) denote the count either for bin j or for reference barcode Bj

in sample i (for i = 1, 2). The test statistic in the χ2 test for comparing S1

and S2 is then defined to be

χ2 =
m∑
j=1

(A1(j)−A2(j))2

A1(j) + A2(j)
.

As the notation suggest, asymptotically this has a χ2 distribution with m′− 1

degrees of freedom (where m′ is the number of reference barcodes with nonzero

counts) [68, §17]. As such, we can again look up the p-values for this distribu-

tion in standard tables when performing hypothesis testing.

4.6.3 Numerical summaries as test statistics

Natural test statistics for studying hypotheses about empirical barcode

distributions come from numerical summaries associated to Φn
k . For instance,

a natural test statistic measures the distance to a fixed hypothesis distribution.

Definition 4.6.2. Let (X, ∂X , µX) be a compact metric measure space and let

P be a fixed reference distribution on B. Fix k, n ∈ N. Define the homological
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distance on X relative to P to be

HDn
k((X, ∂X , µX),P) = dPr(Φ

n
k(X, ∂X , µX),P).

Corollary 4.5.2 again applies to show that large finite samples S ⊂ X

suffice to approximate HDn
k . In fact, the convergence is better since we are

working over R and the Glivenko-Cantelli theorem applies.

Lemma 4.6.1. Let S1 ⊂ S2 ⊂ · · · ⊂ Si ⊂ · · · be a sequence of randomly

drawn samples from (X, ∂X , µX). We regard Si as a metric measure space using

the subspace metric and the empirical measure. Then for P a fixed reference

distribution on B, HDn
k(Si,P) converges almost surely to HDn

k((X, ∂X , µX),P).

An immediate consequence of Theorem 4.5.1 is the following robustness

result (paralleling Theorem 4.5.3).

Theorem 4.6.2. For fixed n, k,P, HDn
k(−,P) is uniformly robust with ro-

bustness coefficient r and estimate bound nr/(1 + r) for any r.

Another source of tractable test statistics is the moments of the distri-

butions introduced in Definition 4.6.1. A virtue of distributions on R is that

they can be naturally summarized by moments; in contrast, moments for dis-

tributions on barcode space are hard to compute (for instance, see [67]). Even

simply constructing meaningful centroids for a set of points in barcode space

is challenging; for example, geodesics between close points are not unique,

although the barcode metric space is a length space (it is straightforward to
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construct midpoints between any pair of barcodes). Because we have em-

phasized robust statistics, we work with the median or a trimmed mean and

introduce the following test statistics:

Definition 4.6.3. Let (X, ∂X , µX) be a compact metric measure space and

fix a reference barcode B ∈ B. Fix k, n ∈ N. Define the median homological

distance relative to B to be

MHDn
k((X, ∂X , µX), B) = median(D2).

For 0 < α < 1
2
, define the α-trimmed mean homological distance to be

M̃HDn
k((X, ∂X , µX), B) =

1

1− 2α

∫ 1−α

α

q(D2),

where q denotes the quantile function. (Roughly speaking, we discard the

fraction α of the highest and lowest values and take the mean of the remainder.)

Again, Corollary 4.5.2 implies that consideration of large finite samples

S ⊂ X suffices to approximate these test statistics.

Lemma 4.6.3. Let S1 ⊂ S2 ⊂ · · · ⊂ Si ⊂ · · · be a sequence of randomly

drawn samples from (X, ∂X , µX). We regard Si as a metric measure space

using the subspace metric and the empirical measure. Let B ∈ B be a fixed

reference barcode.

1. Assume that D2((X, ∂X , µX), B) has a distribution function with a pos-

itive derivative at the median. Then MHDn
k(Si, B) almost surely con-

verges to MHDn
k((X, ∂X , µX), B).

105



2. M̃HDn
k(Si, B) almost surely converges to M̃HDn

k((X, ∂X , µX), B).

Proof. As in the proof of Corollary 4.5.2, the fact that {Si} converges to

(X, ∂X , µX) in the Gromov-Prohorov metric implies that D(Si) weakly con-

verges to D. Now the central limit theorem for the sample median (see for

instance [61, III.4.24]) and the hypothesis about the derivative at the median

implies the convergence of medians. Analogously, the central limit theorem for

the trimmed mean [25, §4] (which holds without further assumption provided

that α < 1
2
) gives the second part of the result.

The hypothesis on the median is the standard hypothesis for consis-

tency of the central limit theorem (and the bootstrap estimator for) the sam-

ple median; it is known that this hypothesis is required [68, 5.11]. Although

it is our experience that this hypothesis holds in practice, it can be difficult to

rigorously verify for an unknown underlying distribution. For this reason, the

use of the trimmed mean may be preferable in cases where constraint on the

possible hypotheses is unavailable. As α approaches 1
2
, the trimmed mean con-

verges to the median, and so choosing α = 1
2
− ε for small ε yields a reasonable

alternative to the median.

As discussed in the introduction, a counting argument yields the fol-

lowing robustness result.

Theorem 4.6.4. For any n, k,B, the function MHDn
k(−, B) from finite metric

spaces (with the uniform probability measure) to R is robust with robustness

coefficient > (ln 2)/n.
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Proof. For a finite metric space X, expanding X to X ′, the proportion of

n-element samples of X ′ which are samples of X is (|X|/|X ′|)n; when this

number is more than 1/2, the median value of any function f on the set of

n-element samples of X ′ is then bounded by the values of f on n-element

samples of X. Since (N/(N + rN))n > 1/2 for r < 21/n− 1, any such function

f will be robust with robustness coefficient r satisfying this bound, and in

particular for r = (ln 2)/n.

In order to obtain the p-value cutoffs for performing hypothesis testing,

we can again use Monte Carlo simulation to estimate the distribution of these

estimators under different hypotheses. Another possibility is to use asymptotic

estimates, which we discuss below in the context of confidence intervals.

We close the section by remarking that there are many other possible

numerical invariants one might associate to Φn
k (and apply as test statistics).

For instance, we define for a barcode B the quantity

gm(B) = |B(m)| − |B(m+ 1)|,

where B(i) denotes the ith largest interval in B. Then the quantity

gm = median(gm(Φn
k(−)))

and the related quantity

g = max(gm)

are useful test statistics for determining if there is a group of “long bars” in the

underlying distribution by checking for which (if any m) has a large value of gm.
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For instance, when g is small this suggests that the underlying metric measure

space is generated by a topological space with no homology in dimension k.

And large values of gm suggest that the underlying space has rank m homology

in dimension k. Of course, in order to make precise statistical statements to

replace “suggests”, we have to use Monte Carlo simulation in order to compute

p-values and confidence intervals.

4.6.4 Confidence intervals

For HDn
k , the only way to produce p-values and confidence intervals is

to use Monte Carlo simulation (to estimate the distribution of HDn
k on finite

approximations to Φn
k). A particular advantage of MHDn

k is that we can define

confidence intervals using the standard non-parametric techniques for deter-

mining confidence intervals for the median and trimmed mean [32, §7.1]. For

the median, we use appropriate sample quantiles (order statistics) to determine

the bounds for an interval which contains the actual median with confidence

1 − α. These confidence intervals then immediately yield cutoffs for p-values

for hypothesis testing. For example, a simple approximation can be obtained

from the fact that order statistics asymptotically obey binomial distributions,

which lead to the following definition using the normal approximation to the

binomial distribution.

Definition 4.6.4. Let (X, ∂X , µX) be a metric measure space and B a fixed

barcode. Fix 0 ≤ α ≤ 1 and n, k. Given m samples from DB, let {sm} denote

the samples sorted from smallest to largest. Let uα denote the α
2

significance
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threshold for a standard normal distribution. The 1 − α confidence interval

for the sample median (i.e., MHDn
k) is given by the interval[

sbm+1
2
− 1

2

√
muαc, sdm+1

2
+ 1

2

√
muαe

]
.

For the trimmed mean, the situation is similar: asymptotic confidence

intervals can be obtained from the sample standard deviation and an explicit

formula [66]. Since we find that the median converges in practice, we do not

write out the formula here (as it involves a number of complicated auxiliary

quantities) and refer the interested reader to the cited reference.

4.6.5 The validity of asymptotic p-values

In the preceding discussion, the p-values and confidence intervals for our

tests are always computed either via Monte Carlo simulation (i.e., sampling to

estimate the distribution of the test statistic) or using formulas derived from

asymptotic results. The latter are substantially easier and less computationally

intensive to apply. However, we may be concerned about whether sample sizes

are large enough for the asymptotic p-value to be good approximations of the

exact p-value — this issue is a pervasive problem when applying such non-

parametric tests based on asymptotic results (e.g., see [68, §1.3]).

A standard approach to mitigating such concerns is to perform Monte

Carlo simulation of the distribution of these test statistics computed from rep-

resentative models for Φn
k (e.g., synthetic distributions generated by various

standard manifolds); this provides heuristic guidance about suitable sample
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sizes. We provide some example calculations of this form in Section 4.7 below.

However, the careful analyst with access to adequate samples and computer re-

sources may simply choose to rely on Monte Carlo simulation methods. When

adequate samples are lacking, resampling methods also often provide a more

reliable means to compute cutoffs than asymptotic results. For instance, stan-

dard results about the consistency of the bootstrap for the sample median

and sample trimmed mean [25] allow us to compute p-value thresholds and

cofidence intervals for MHDn
k via bootstrap resampling.

4.7 Demonstration of hypothesis testing on synthetic
examples

In this section, we provide numerical experiments on synthetic data

sets to demonstrate the statistical inference procedures and robustness results

described in the previous section. We study a pair of examples embedded in

R2 (an annulus and a pair of nested circles) and three families of examples

in R3 (spheres, tori, and uniform noise in a box). Although the examples

embedded in R2 are essentially trivial, the simplicity of the expected results

allows us to focus on the methodology. The examples in R3 are more realistic

but correspondingly are more complicated to interpret.

All of our experiments rely on the following procedures for producing

empirical approximations to Φn
k . We fix a Monte Carlo parameter K which is

large (we discuss estimates of how large K needs to be below). We then have

the following basic algorithm:
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Algorithm 4.7.1. For a fixed metric measure space (X, ∂X , µX).

1. Uniformly select K subsamples of size n from µX .

2. Compute the empirical approximation to Φn
k from the K subsamples.

To better represent the use of these procedures in practice, we have the

following variant algorithm. Fix a subsample size N .

Algorithm 4.7.2. For a fixed metric measure space (X, ∂X , µX).

1. Uniformly sample N points from µX .

2. Uniformly select K subsamples of size n from the empirical measure on

the N samples.

3. Compute the empirical approximation to Φn
k from the K subsamples.

To actually carry out these algorithms, we used the Perseus code-

base [56] to compute persistent homology from a finite metric space, executed

from within a series of Python and Cython scripts that ran our various ex-

perimental setups. In order to avoid combinatorial explosion in the number

of simplices when the scale parameter results in complete graphs, we typi-

cally capped the maximum scale parameter (i.e., truncated each of the bars

in the barcodes). The experiments were run on various stock Linux machines;

no individual experiment took more than a few minutes to complete. Our

random number generation was done using the GSL library [45] to produce

uniform and Gaussian samples, and rejection sampling to simulate all other

distributions (as described below).
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Synthetic Example 1: The annulus and the annulus plus diameter
linkage

We first consider a simple example which illustrates the robustness of

the distributional invariants. The underlying metric measure space A is an

annulus of inner radius 0.8 and outer radius of 1.2 in R2 (see Figure 4.1),

equipped with the subspace metric and the area measure. The underlying

manifold of A is clearly homotopy equivalent to a circle.

We sample from the annulus via rejection sampling; we sample uni-

formly from the bounding box [−1.2, 1.2] × [−1.2, 1.2] and only keep points

(x, y) such that 0.8 ≤
√
x2 + y2 ≤ 1.2.

We began by examining the rate of convergence in Corollary 4.5.2.

Specifically, for k = 1 and various n, we consider subsamples Si in the annulus

of increasing cardinality and study the convergence of various distributions

derived from Φn
k(Si), using Algorithms 4.7.1 and 4.7.2 as a base. We compute

the distance distribution D2 from Φn
k(Si) and Φn

k(A) as the cardinality Ni of Si

increases and n varies, using a barcode cutoff of 0.375. We then used both the

Kolmogorov-Smirnov test and the χ2 test on histograms to repeatedly compare

the estimates computed from samples of cardinality Ni to each other and to

the reference distribution from A. Fixing K = 1000, our results indicated that

|Si| = 1000 sufficed to approximate the distribution for n ≤ 100; with these

parameters, we were essentially never able to reject the null hypothesis that

the two distributions were drawn from the same underlying distribution.

Next, we turn to an illustrative example of the behavior of Φn
k in the
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face of maliciously chosen noise points. We generated sets S1 of 1000 points

by sampling uniformly (via rejection sampling) from the annulus. Using the

Vietoris-Rips complex, computing the barcode for the first homology group

(with cutoff of 0.375) yields a single long interval, displayed in Figure 4.2. (We

repeated this procedure many times with different subsamples of size 1000; the

picture displayed is wholly representative of the results, which varied only very

slightly across the samples.)

Figure 4.1: Annulus with inner radius 0.8 and outer radius 1.2 (left), and
same annulus together with diameter linkage (right). (In experiments, points
on diameter are chosen randomly.)

We then generated sets by drawing S1 as above and unioning with sets

X drawn uniformly from the region {0} × [−0.8, 0.8] ⊂ R2 to form sets S2 =

S1∪X. When the added points are sufficiently numerous and well-distributed,

the point cloud now appears to have been sampled from an underlying manifold

homotopy equivalent to a figure 8 when the scale parameter is sufficiently large.

(See Figure 4.1.) Computing the barcode for the first homology group now
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Figure 4.2: Barcode for annulus via the Vietoris-Rips complex with 1000
points, showing 1 long bar. Horizontal scale goes from 0 to 0.375. (Verti-
cal scale is not meaningful.)
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yields two long intervals, displayed in Figure 4.3. (Again, this barcode was

stable over many repetitions.)

Figure 4.3: Barcode for the annulus plus diameter linkage via the Vietoris-Rips
complex with 1000 points, showing 2 long bars. Horizontal scale goes from 0
to 0.375. (Vertical scale is not meaningful.)

To test our methodology, we considered varying sizes for X (as a pro-

portion of |S1| = 1000), and using Algorithm 4.7.2 we computed 1000 empirical

approximations to Φ75
1 (S1) and Φ75

1 (S2), using the parameters K = 1000 and

n = 75 and barcode cutoffs of 0.375.

We then ran the following tests:

1. We compared the empirical distance distributions D2 for S1 and S2 using

the Kolmogorov-Smirnov statistic.

2. We computed histograms from D2 for S1 and S2 (with 25 bins equally
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spaced over the maximum bounding region) and compared using the χ2

test.

3. Fixing a reference barcode B1 with a single long bar, we computed the

distance distribution DB1 for S1 and S2 and repeated the comparisons

above, using the Kolmogorov-Smirnov and χ2 statistic (after forming

histograms).

The results of these tests are summarized in Figure 4.4. We see that

whereas the first two tests detect differences even with relatively small amounts

of malicious noise, the third test is less sensitive and only begins to suggest

rejection of the null hypothesis around at 2.0% or 2.5% noise added. (Note

that in the third test, the median of the distribution is precisely the statistic

MHDn
k .) On the one hand, these results provide context for interpreting the

results of using the Kolmogorov-Smirnov and χ2 statistics with more reason-

able noise models (in other examples below). On the other hand, we see that

using the third test we can extract robust topological information from the

data.

Finally, for a different application of the χ2 test to compare these dis-

tributions, we used k-means clustering to produce discrete distributions, as

follows. Performing k-means clustering on the empirical approximations to

Φn
k for A indicated that the resulting distributions had nontrivial mass clus-

tered in three regions: around a barcode B0 with no long intervals, a barcode
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Noise χ2 99% χ2 95% χ2 90% KS 99% KS 95% KS 90%
0.0% 0.0 0.0 0.0 0.0 0.0 0.0
0.5% 0.05 0.05 0.05 0.2 0.2 0.2
1.0% 0.05 0.15 0.15 0.2 0.45 0.55
1.5% 0.15 0.2 0.35 0.25 0.4 0.65
2.0% 0.2 0.45 0.55 0.35 0.5 0.65
0.0% 0.0 0.0 0.0 0.0 0.0 0.0
0.5% 0.0 0.0 0.0 0.0 0.0 0.0
1.5% 0.0 0.0 0.05 0.0 0.05 0.1
2.0% 0.0 0.1 0.15 0.0 0.1 0.2
2.5% 0.1 0.15 0.2 0.35 0.55 0.65

Figure 4.4: Comparison tests for samples S1 and S2 = S1 ∪ X, where S1 is a
random sample of 1000 points from annulus A and X consists of a given pro-
portion of random “noise” points along the diameter. Top: comparison tests
for the D2 distribution (tests (1) and (2) in the text). Bottom: comparison
tests for the D(B1,−) distributions, where B1 is the barcode with a single long
bar (test (3) in the text).

B1 with one long interval, and a barcode B2 with two long intervals. This led

to the following test, which we repeated 1000 times.

1. Fixing K = 1000, for S1 and S2, we counted the number of “long bars”

(i.e., bars with length over a threshold of 0.125, which was determined

by the k-means cluster centroids).

2. We use the χ2 test to determine if we can reject the hypothesis that the

resulting histograms were drawn from the same distribution even at the

90% level.

The results were analogous to the more sensitive preceding experiments;

at 1.0% noise added, we found that the χ2 test never permitted rejection of
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the null hypothesis. (As an example, a sample distribution of masses on the

centroid from a single run was 0.017, 0.983, and 0 for S1 and 0.020, 0.975, and

0.005 for S2.) On the other hand, at 2.0% noise added, we always rejected the

null hypothesis. However, looking at the actual values, we see that even at

5.0% noise added, representative masses for S2 were 0.024, 0.827, and 0.149.

We will see below how to use confidence intervals to extract precise inferences

about the underlying homology from such data.

The example of the annulus also begins to illuminate a relationship

between the distributional invariants and density filtering. Notice that the

second interval at the bottom of Figure 4.3 starts somewhat later, reflecting a

difference in average interpoint distance between the original samples and the

additional points added. As a consequence, one might imagine that appropri-

ate density filtering would also remove these points. On the one hand, in many

cases density filtering is an excellent technique for concentrating on regions of

interest. On the other hand, it is easy to construct examples where density fil-

tering fails — for instance, we can build examples akin to the one studied here

where the “connecting strip” has comparable density to the rest of the annulus

simply by reducing the number of sampled points or by expanding the outer

radius while keeping the number of sampled points fixed. In the former case

our methods also degrade, but the latter produces results akin to the reported

results above. More generally, studying distributional invariants (such as Φn
k)

by definition allows us to integrate information from different density scales.

In practice, we expect there to be a synergistic interaction between density
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filtering and the use of Φn
k ; see Section 4.8 for an example of this interaction

in practice.

Synthetic Example 2: Friendly circles

Next, we considered a somewhat more complicated example. The un-

derlying metric measure space X is the subset of R2 specified as the union

of the circle of radius 2 centered at (0, 0) and the circle of radius 1 centered

at (0.8, 0), equipped with the intrinsic metric and the length measure. We

sampled from X by choosing uniformly θ ∈ [0, 2π] and assigning the indicated

point to the first circle with probability 2
3

and the second circle with probabil-

ity 1
3

(proportionally to their lengths). Convergence experiments analogous to

those discussed in the previous example indicated that choosing subsamples of

cardinality greater than roughly 500 resulted in good approximations to Φn
k .

Our experiments here are designed to indicate the robustness of our

invariants to both Gaussian and uniform noise — the point of this example is

that noise points will introduce many classes in H1 by linking the two circles

where they are near one another. Once again, it is illuminating to simply begin

with persistent homology computed from the entire subsample. We sampled

1500 points from X. We then consider two noise models:

1. All points have ambient Gaussian noise added (i.e., we convolved with a

Gaussian of mean 0 and covariance matrix σ2I2 in R2). (See Figure 4.5.)

2. A fraction of the points are replaced with uniform noise sampled from
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the bounding rectangle [−2, 2]× [−2, 2] ⊂ R2. (See Figure 4.6.)

Computing the persistent homology from the Vietoris-Rips complex

on these points, without noise, we saw the expected pair of long bars in the

barcode for the first persistent homology group, computed using the Vietoris-

Rips complex. With Gaussian noise, the results of computing the barcodes

degraded as the width of the Gaussians increased; for example, when the

width was σ2 = 0.1 there were many long bars in the barcode. (We omit a

graph of the barcode in the interest of space, as the phenomenon is similar

to the uniform noise case.) And as uniform noise was added, the results of

computing barcodes using the Vietoris-Rips complex degraded very rapidly,

as we see in Figure 4.7 — there are many long bars. This is precisely what

one would expect in light of the discussion in Section 4.4 and the geometry of

the situation.

Figure 4.5: Two circles with Gaussian noise.

Even with only 10 noise points, we see 3 bars, and with 90 noise points
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Figure 4.6: Two circles with uniform noise (indicated by gray box).

there are 12. (These results were stable across different samples; we report

results for a representative run.)

In contrast, we computed Φ300
1 for the same point clouds (i.e., the two

circles plus varying numbers of noise points), using K = 1000 samples of size

300 and a cutoff of 0.75. The resulting empirical distributions had essentially

all of their weight concentrated around barcodes with a small number of long

intervals (revealed once again by k-means clustering). For the points in the

empirical estimate of Φ300
1 around we counted the number of “long bars” with

length over the threshold of 0.25 (again determined from the k-means cen-

troids). The results are summarized in Figure 4.8 below.

A glance at the table shows that the majority of the weight is clustered

around a barcode with 2 long bars and that the data overwhelming supports

a hypothesis of ≤ 3 barcodes under all noise regimes. More precisely, the

likelihood statistic of Section 4.6.1 allows us to evaluate the hypothesis H that
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Figure 4.7: Barcode for two circles with 10, 50, and 90 noise points. Horizontal
scale goes from 0 to 0.75. (Vertical scale is not meaningful.)
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Number of noise pts 0 bars 1 bars 2 bars 3 bars 4 bars 5 bars

0 0 303 696 1 0 0
10 0 305 589 106 0 0
20 0 278 590 132 0 0
30 0 285 594 119 2 0
40 1 259 584 149 6 1
50 0 289 553 154 4 0
60 0 254 591 146 7 2
70 0 277 564 154 5 0
80 1 229 543 196 29 2
90 0 229 533 207 28 3

Figure 4.8: Distribution summaries for Φ300
1 in “Friendly Circles” example for

number of long bars occurring in 1000 tests with given number of noise points
added.

the observed empirical approximation to Φn
k was drawn from an underlying

barcode distribution with weight ≥ 5% on barcodes with more than 3 long

bars. In the strictest tests with 80 and 90 noise points, 31 out of 1000 samples

were near barcodes with more than 3 long bars, and so we estimate that the

probability of the distribution having ≥ 5% of the mass at 4 or more barcodes

as≤ BD(1000, 31, .05) < 0.22%. Put another way, we can reject the hypothesis

that the actual distribution has more than 5% mass at 4 or more barcodes at

the 99.7% level.

We also ran a similar experiment with Gaussian noise, looking at Φ300
1

and varying widths; the results are summarized in the Figure 4.9 below. As one

would expect, sufficiently wide Gaussians cause the smaller circle to appear to

be a (contractible) disk attached to the larger circle.
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σ2 0 bars 1 bars 2 bars 3 bars 4 bars 5 bars

0.05 2 59 930 9 0 0
0.075 44 351 585 20 0 0
0.1 204 537 249 10 0 0

Figure 4.9: Distribution summaries for Φ300
1 in “Friendly Circles” example for

number of long bars occurring in 1000 tests with Gaussian noise added of mean
0 and covariance σ2I2.

Spheres and tori in R3

We now turn to more realistic synthetic examples that are less easily

summarized (and better represent the ambiguity present in the typical ap-

plication of topological data analysis). We studied two standard geometric

examples of smooth manifolds.

1. Two-dimensional spheres of varying radii r, which we denote S(r),

2. Tori of inner radius r and outer radius R for varying parameter values

which we denote T (r, R) (see figure 4.10).

These examples have interestingly different characteristics; detecting

the sphere’s top homology class is relatively easy even in the face of noise,

whereas noise can introduce many spurious homology classes in degree 1. In

contrast, the torus T (0.5, 1) is sufficiently different in the scale of its two axes

that detecting the degree 2 homology class and both degree 1 homology classes

is quite challenging.

There are various reasonable choices to make about how to sample from
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Figure 4.10: Torus T (0.5, 1)

these objects. In our experiments, we use the intrinsic metric and sample using

the area measure in each case:

1. To draw a uniform point on the sphere using the area measure, we draw

points z1, z2, z3 from the standard normal distribution and consider the

point ( z1√
z21+z22+z23

, z2√
z21+z22+z23

, z3√
z21+z22+z23

).

2. To draw a uniform point on the torus using the area measure, we parametrize

the torus as

(θ, ψ) 7→ ((R + r cos(θ)) cos(ψ), (R + r cos(θ)) sin(ψ), r sin(θ)) ,

for 0 ≤ θ, ψ ≤ 2π and use the rejection sampling procedure explained

in [35, 2.2]. (Note that drawing θ and ψ uniformly in [0, 2π] does not

work.)
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We again work with two noise models, adding both Gaussian noise

(by convolving with a mean 0 Gaussian with covariance matrix σ2I3 in R3)

to all points and replacing some of the points with uniform noise (obtained

from uniform samples in R3 using the bounding box [−2, 2]3) to the samples.

We note that these two noise models are somewhat different in character; the

Gaussian noise affects all points, whereas the uniform noise corrupts some

fraction of the total number of points.

Our first set of experiments studied the rate of convergence in Corol-

lary 4.5.2; our methodology is the same as in the previous section, and we

find that acceptable minimum cardinalities for S ⊂ X in order for Φn
k(S)

and Φn
k(X) (for varying n) to be indistinguishable to the χ2 and Kolmogorov-

Smirnov tests are around 1000 for the sphere and 2000 for the torus. We fix

K = 1000 throughout. We use these results as a guide when carrying out

experiments analyzing the metric measure spaces in this region.

Next, in order to explore how the inference procedures described in

Section 4.6 can be used in the context of our running examples in R3, we carry

out the following different experiments, again using Algorithms 4.7.1 and 4.7.2

as the base.

1. We use the Kolmogorov-Smirnov and χ2 tests to study how the distri-

bution D2 of distances induced from Φ changes as noise is added.

2. We use estimates of MHDn
k both to extract information about the salient

topological features of the sphere and the torus and also to test the
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robustness of this invariant to added noise.

We began by looking at what the Kolmogorov-Smirnov and χ2 tests

tell us about the sphere and torus. Working with the uniform noise model,

we used subsamples of 1000 points for the sphere and considered Φ150
2 as our

base. For the torus, we used subsamples of 2000 points and Φ150
1 for our base.

We replaced an increasing fraction of the points with noise and compared to

the distribution from the underlying (noiseless) model, with the results sum-

marized in Figure 4.11. Here the percentage in the table once again indicates

the fraction of runs in which we could reject the null hypothesis of the same

distribution at the indicated significance level. A clear conclusion to draw is

that Φn
k is relatively insensitive to even large amounts of uniform noise. In con-

trast, when the corresponding experiments were run with the Gaussian noise

model, we found that there was a threshold effect; for noise widths smaller

than roughly σ2 = 0.05, the distributions could not be distinguished by these

tests, but for larger noise widths they basically always appeared to be distinct.

Although the previous experiments indicate the degree to which Φn
k is

robust against noise, in practice it is more likely that we will want to extract

information about easily expressed hypotheses concerning the rank of the ho-

mology groups of the underlying space. To this end, we consider MHDn
k with

regards to various reference barcodes; let m[a, b) denote the barcode consist-

ing of m copies of the interval [a, b). We used Algorithms 4.7.1 and 4.7.2 to

compute MHDn
k and we used the asymptotic estimates of Definition 4.6.4 to
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Shape Noise χ2 99% χ2 95% χ2 90% KS 99% KS 95% KS 90%
S(1) 1% 0.0 0.0 0.0 0.0 0.05 0.05
S(1) 5% 0.0 0.0 0.0 0.0 0.0 0.05
S(1) 10% 0.0 0.0 0.1 0.0 0.1 0.1
S(1) 20% 0.0 0.1 0.15 0.1 0.2 0.35

T(0.5,1) 1% 0.0 0.0 0.0 0.0 0.0 0.0
T(0.5,1) 5% 0.0 0.0 0.0 0.0 0.0 0.05
T(0.5,1) 10% 0.0 0.05 0.05 0.0 0.05 0.1
T(0.5,1) 20% 0.0 0.1 0.2 0.15 0.2 0.3

Figure 4.11: Comparisons tests for the sphere (for Betti 2) and torus (for
Betti 1) for distributions with uniform noise replacing a fraction of the points
compared against the noiseless distributions.

produce the confidence intervals. We chose subsets of size 1000 to subsample

from.

We begin by considering results for uniform noise in a box, as a reference

benchmark; the results are summarized in Figure 4.12. We then compute for

the sphere; the results are summarized in Figure 4.13 below. Finally, we did

the computations for the torus; the results are summarized in Figure 4.14

below. We obtained the reference barcodes by inspection of a single run;

this procedure is a proxy for the kind of exploratory data analysis that we

expect would generate the hypotheses to test using our test statistics. The

confidence intervals in the table were generated by using 100 samples; the

reported results are representative for these parameter settings. We also ran

a number of experiments with Gaussian noise as well. In the interest of space,

we report only the results on the torus, which are summarized in Figure 4.15,

as these are representative.
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Before we begin to discuss these results, a few observations about the

data sets are in order. We expect that the sphere should be a relatively easy

example; uniform noise is unlikely to interfere with the top-dimensional homol-

ogy class. This expectation is borne out by simply computing the persistent

homology using 1000 points — even with 10% uniform noise added, we see a

single much longer bar. (We omit the picture of this.) In this situation, we re-

gard our experiments as validating the use of MHDn
k to make precise statistical

statements about topological hypotheses. In contrast, the torus T (0.5, 1) is a

difficult test; the scale of the two one-cycles is different, and we need a large

number of points in order to resolve them both. When running the persistent

homology using all 1000 points, even tiny amounts of uniform noise cause sub-

stantial disruptions in the results, i.e., many long bars. (We again omit the

picture of this.) As a consequence, in the presence of noise, working without

the statistical methodology makes it basically impossible to draw conclusions

about the data.

For the sphere, the measured results indicate that MHD150
2 does an ex-

cellent job of detecting the class in dimension 2. Specifically, until the noise

reaches 20%, the confidence interval for the hypothesis 1[0.4, 0.55) is the closest

to 0 and does not overlap with the other confidence intervals. When confidence

intervals for different population quantities do not overlap, the difference be-

tween the two is statistically significant at the 99% level. We could also use

Monte Carlo simulation to estimate the difference between the medians (for

the two hypotheses), if a more refined test statistic explicitly comparing the
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hypotheses was desired. The measured results do not detect any classes in

dimension 1, even with really substantial amounts of noise. (The results are

comparable to the results for the box in dimension 1.)

For the torus, we begin by discussing the case of uniform noise. In

dimension 1 we see that both 1 and 2 bar variants are close to the observed

data. When we perform Monte Carlo simulation to obtain confidence inter-

vals for the difference between the medians, the 95% intervals contain 0 —

this suggests that we cannot distinguish between the two hypotheses with this

test statistic. One interpretation of this result is that there are in fact a larger

number of long bars, and indeed inspection of the barcode results reflect ap-

proximately 5 “long” bars. It is encouraging that our results are very robust

in the face of large amounts of uniform noise, however. We can obtain better

results by increasing the number of samples points; when using MHD500
1 and

a subsample of size 10000, the medians and confidence intervals for 2 bars is

substantially smaller than for 1 bar or 3 bars — the difference is now statisti-

cally significant at the 99% level. (For reasons of space we omit reporting the

specific tables.)

For the torus with Gaussian noise, the results admit a comparable

analysis, with the exception of the fact that we see a substantial degradation

as the width increases (and at noise of width σ2 = 0.1 our procedures are

basically useless).
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k m Median 95% Confidence interval
1 0 0.09 [0.0875,0.0925]
1 1 0.08 [0.0775,0.0825]
1 2 0.075 [0.075,0.0775]
2 0 0.0175 [0.0125,0.025]
2 1 0.085 [0.075,0.1]
2 2 0.095 [0.085,0.115]

Figure 4.12: Confidence intervals for MHD150
k applied to uniform noise in

[−2, 2]× [−2, 2] for reference bar codes m[0.40.55).

4.8 Application: confidence intervals for the natural
images dataset

One of the most prominent applications of persistent homology in topo-

logical data analysis is the study of the natural images dataset described in [69].

This data consists of 3×3 patches sampled from still photographs of “natural”

scenes (i.e., pictures of rural areas without human artifacts). The results of

Carlsson, Ishkhanov, de Silva, and Zomorodian [16] extract topological signals

from this data set which can be interpreted in terms of collections of patches

which are known to be meaningful based on the neurophysiology of the eye.

The goal of this section is to apply our statistical methodology to validate the

conclusions of their work.

4.8.1 Setup

We compute the confidence intervals based on MHDn
k for a subset of

patches from the natural images dataset as described in [16]. We briefly review

the setup. The dataset consists of 15000 points in R8, generated as follows.
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Shape Noise k m Median 95% Confidence interval
S(1) 0% 1 0 0.0925 [0.09,0.0975]
S(1) 0% 1 1 0.195 [0.195,0.2]
S(1) 0% 1 2 0.205 [0.205,0.21]
S(1) 5% 1 0 0.095 [0.0925,0.1]
S(1) 5% 1 1 0.175 [0.17,0.175]
S(1) 5% 1 2 0.185 [0.185,0.19]
S(1) 10% 1 0 0.0975 [0.095,0.1025]
S(1) 10% 1 1 0.15 [0.14,0.165]
S(1) 10% 1 2 0.18 [0.175,0.185]
S(1) 20% 1 0 0.0975 [0.0925,0.1025]
S(1) 20% 1 1 0.115 [0.105,0.12]
S(1) 20% 1 2 0.145 [0.135,0.155]

S(1) 0% 2 0 0.07 [0.065, 0.075]
S(1) 0% 2 1 0.02 [0.02, 0.025]
S(1) 0% 2 2 0.075 [0.075, 0.075]
S(1) 5% 2 0 0.065 [0.0625, 0.07]
S(1) 5% 2 1 0.025 [0.015, 0.03]
S(1) 5% 2 2 0.075 [0.075, 0.075]
S(1) 10% 2 0 0.06 [0.0575,0.065]
S(1) 10% 2 1 0.03 [0.025,0.035]
S(1) 10% 2 2 0.075 [0.075,0.08]
S(1) 20% 2 0 0.0525 [0.045,0.0575]
S(1) 20% 2 1 0.045 [0.04,0.065]
S(1) 20% 2 2 0.075 [0.075,0.075]

Figure 4.13: Confidence intervals for MHD150
k for reference barcodes

m[0.4, 0.55) applied to the sphere with a given percentage of points replaced
with uniform noise.
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Shape Noise k m Median 95% Confidence interval
T(0.5,1) 0% 1 0 0.1575 [0.1525,0.16]
T(0.5,1) 0% 1 1 0.0925 [0.09,0.0975]
T(0.5,1) 0% 1 2 0.1 [0.0975,0.1]
T(0.5,1) 5% 1 0 0.15 [0.145,0.1525]
T(0.5,1) 5% 1 1 0.095 [0.0925,0.0975]
T(0.5,1) 5% 1 2 0.0975 [0.095,0.1]
T(0.5,1) 10% 1 0 0.145 [0.14,0.15]
T(0.5,1) 10% 1 1 0.0975 [0.0925,0.1025]
T(0.5,1) 10% 1 2 0.0975 [0.095,0.1]
T(0.5,1) 20% 1 0 0.14 [0.1375,0.1425]
T(0.5,1) 20% 1 1 0.0925 [0.09,0.095]
T(0.5,1) 20% 1 2 0.0975 [0.0925,0.1]

Figure 4.14: Confidence intervals for MHD150
k for reference barcodes

m[0.3, 0.55) applied to the torus with a given percentage of points replaced
with uniform noise.

Shape σ2 k m Median 95% Confidence interval
T(0.5,1) 0.01 1 0 0.145 [0.1425,0.15]
T(0.5,1) 0.01 1 1 0.085 [0.0825,0.0875]
T(0.5,1) 0.01 1 2 0.115 [0.11,0.125]
T(0.5,1) 0.05 1 0 0.1275 [0.1225,0.135]
T(0.5,1) 0.05 1 1 0.0775 [0.075,0.0825]
T(0.5,1) 0.05 1 2 0.11 [0.105,0.115]
T(0.5,1) 0.1 1 0 0.095 [0.0925,0.1]
T(0.5,1) 0.1 1 1 0.0875 [0.085,0.0925]
T(0.5,1) 0.1 1 2 0.105 [0.105,0.11]

Figure 4.15: Confidence intervals for MHD150
k for reference barcodes

m[0.3, 0.55) applied to the torus with Gaussian noise of mean 0 and covariance
matrix σ2I3.
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From the natural images, 3 × 3 patches (dimensions given in pixels) were

sampled and the top 30% with the highest contrast were retained. These

patches were then normalized twice, first by subtracting the mean intensity

and then scaling so that the Euclidean norm is 1. The resulting dataset can be

regarded as living on the surface of an S7 embedded in R8. After performing

density filtering (with a parameter value of k = 15; refer to [16] for details)

and randomly selecting 15000 points, we are left with the dataset M(15, 30).

At this density, one tends to see a barcode corresponding to 5 cycles in the

H1. In the Klein bottle model, these cycles are generated by three circles,

intersecting pairwise at two points (which can be visualized as unit circles

lying on the xy-plane, the yz-plane, and the xz-plane).

4.8.2 Results

We computed empirical approximations to Φ500
1 (M(15, 30)) using Algo-

rithm 4.7.1, with K = 1000 and using a barcode cutoff of 2 (we used the value

reported in [16] as the maximal filtration value). We found that (after apply-

ing k-means clustering, as above) the weight was distributed as 0.1% with one

long bar, 1.1% with two long bars, 7.4% with three long bars, 34.2% with four

long bars, and 57.2% with five long bars. (Here the threshold for a long bar

was 1.) Analyzing likelihood test statistics as in Section 4.6.1, we find that

the underlying distribution has at least 95% of its mass on two, three, or four

bars at the the 99.7% confidence level.

We also analyze the results using MHD. We use as the hypothesis bar-
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code the multi-set 5[0, 2) = {[0, 2), [0, 2), [0, 2), [0, 2), [0, 2)}. We find using the

nonparametric estimate from Definition 4.6.4 that the 95% confidence inter-

val for MHD500
1 (M(15, 30) is [0.442, 0.476]. The 99% confidence interval for

MHD500
1 (M(15, 30)) is [0.436, 0.481]. These results represents high confidence

for the data to be further than 0.442 but closer than 0.476 to the reference

barcode. On the other hand, when we compute the confidence intervals using

the reference barcode the empty set, we find that both endpoints for the 95%

and 99% confidence intervals are the cutoff value of 2. We find the same results

for hypothesis barcodes with ` bars [0, 2) for 0 ≤ ` ≤ 10, ` 6= 5. In particular,

this means that the differences between the distance to the 5 bar hypothesis

and any other is statistically significant at the 99% level.

We interpret these results to suggest that the hypothesis barcode is

consistent with the underlying distribution amongst barcode distributions that

put all of their mass on a single barcode. Of course, these results also suggest

that when sampling at 500 points, we simply do not expect to see a distribution

that is heavily concentrated around a single barcode. In the next subsection,

we discuss the use of the witness complex, which does result in such a narrow

distribution.

Remark 4.8.1. To validate the non-parametric estimate of the confidence in-

terval, we also used bootstrap resampling to compute bootstrap confidence

intervals. Although we do not justify or discuss further this procedure herein,

we note that we observed the reassuring phenomenon that the bootstrap con-

fidence intervals agreed closely with the non-parametric estimates for both the
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95% confidence intervals and the 99% confidence intervals in each instance.

4.8.3 Results with the witness complex

Because of the size of the datasets involved, the analysis performed

in [16] used the weak witness complex W rather than the Vietoris-Rips complex

VR. The weak witness complex for a metric space (X, ∂) depends on a subset

X0 ⊂ X of witnesses; the size of the complexes is controlled by |X0| and not

|X|.

Definition 4.8.1. For ε ∈ R, ε ≥ 0 and witness set X0 ⊂ X, the weak witness

complex Wε(X,X0) is the simplicial complex with vertex set X0 such that

[v0, v1, . . . , vn] is an n-simplex when for each pair vi, vj, there exists a point

p ∈ X (a witness) such that the distances ∂(vi, p) ≤ ε.

When working with the witness complex, we adapt our basic approach

to study the induced distribution on barcodes which comes from fixing the

point cloud and repeatedly sampling a fixed number of witnesses. The theo-

retical guarantees we obtained for the Vietoris-Rips complex in this chapter do

not apply directly; we intend to study the robustness and asymptotic behavior

of this process in future work. Here, we report preliminary numerical results.

Specifically, we again computed empirical approximations to Φn
1 (M(15, 30))

using Algorithm 4.7.1, with K = 1000 and using a barcode cutoff of 2. How-

ever, to produce the underlying complex, we use the n points for each sub-

sample as the landmark points X0 in the construction of the witness complex

rather than as the vertices for the Vietoris-Rips complex.
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We use as the hypothesis barcode the multi-set 5[0, 2) as above. We

found using the non-parametric estimate of Definition 4.6.4 that the 95% con-

fidence interval for MHD100
1 (M(15, 30)), is [0.024, 0.027]. The 99% confidence

interval for MHD100
1 (M(15, 30)) was also [0.024, 0.027]. When we computed

the 95% confidence interval for MHD150
1 (M(15, 30) we obtained [0.021, 0.023].

The 99% confidence interval for MHD150
1 (M(15, 30)) was [0.021, 0.024]. This

represents high confidence for the data to be further than 0.021 (for Φ150
1 )

and 0.024 (for Φ100
1 ) but closer than 0.024 (for Φ150

1 ) and 0.027 (for Φ100
1 ) to

the reference barcode. We obtained essentially the same results MHD500
1 as for

MHD150
1 . On the other hand, when using hypothesis barcodes with ` bars [0, 2)

for 0 ≤ ` ≤ 10, ` 6= 5, the confidence intervals start and end at 2. Again, this

means that the difference between the distances to the 5-bar hypothesis and

the other hypotheses is statistically significant at the 99% level. We interpret

these results to mean that the underlying distribution is essentially concen-

trated around the hypothesis barcode; the distance of 0.025 is essentially a

consequence of noise.

Remark 4.8.2. In contrast, when we compute MHD25
1 (M(15, 30)) (using the

same experimental procedure as above), we find the confidence interval is

[1.931, 1.939]. When we compute MHD75
1 (M(15, 30)), we find that the confi-

dence interval is [1.859, 1.866]. This represents high confidence that MHD25
1

and MHD75
1 are far from this reference barcode, which in light of the confidence

intervals above for MHD150
1 and MHD500

1 appear to indicate that samples sizes

25 and 75 are too small.
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