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Conventional systems store data unencrypted. This allows them to

easily access and manipulate their data. However, by not protecting their

data, these systems are at a greater risk if they are compromised by a malicious

hacker. More advanced systems add encryption to their data, but this causes

other issues. Normal encryption often ruins the ability to run computations

on data, negating many of the reasons to store the data in the first place.

More recently, some systems have attempted to strike a compromise

between security and functionality by using encryption that partially protects

their data while still allowing certain operations to be performed. Examples

of these systems include general purpose frameworks like Mylar for Web appli-

cations, as well as domain- and application-specific systems like P3 for photo

storage. This dissertation examines the privacy concerns that arise when using

these systems with realistic datasets and real-world usage scenarios.
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The first system we explore is Mylar, an extension to the popular Me-

teor framework. Meteor is a JavaScript-based framework for concurrently de-

veloping the client and server parts of Web apps. Mylar allows users to share

and search over data while protecting against a compromised or malicious

server. We expand Mylar’s vague definitions of passive and active adversaries

into three threat models and show that Mylar is insecure against all three

models.

Mylar’s metadata leaks sensitive information to an adversary with one-

time access to Mylar’s encrypted database. Mylar provides no protection

against adversaries which can monitor user access patterns, allowing them

to watch for data dependent behavior corresponding to sensitive information.

Finally, Mylar fails to protect against active attackers who, by nature of the

system, have been given the ability to modify the database and run search

over the encrypted data.

We next look at set of systems designed to protect sensitive images by

selectively obfuscating them. We examine a system called P3 which splits an

image into two images: a secret image that contains most of the identifying

information and a public image that can be distributed with less risk of leak-

ing information. We also investigate mosaicing (often called pixelation) and

blurring, two commonly used image obfuscation techniques.

Examining the obfuscated images, it’s obvious that all three of these

systems leak information. However, it’s not clear how to exploit this leakage or

if doing so is even possible. The authors of P3 specifically examined P3 using

viii



a number of techniques that mimic human image recognition. We bypass

the need for human recognition by making use of modern machine learning

techniques. Using neural networks, we are able to classify the obfuscated

image content automatically without needing human assistance or having to

define image features.

Finally, we conclude by proposing a number of guidelines for creating

modern privacy-preserving systems. We look at problems that arise when

creating a scheme on paper as well as issues that come up when implement-

ing the system. These guidelines were created by examining the mistakes of

BoPET and image obfuscation researchers and developers. We present them

in the hope that they will be used to insure the effectiveness of future privacy

systems.

ix



Table of Contents

Acknowledgments v

Abstract vii

List of Tables xiv

List of Figures xv

Chapter 1. Introduction 1

1.1 Encryption . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

1.2 Specialized systems . . . . . . . . . . . . . . . . . . . . . . . . 5

1.2.1 Web apps and BoPETs . . . . . . . . . . . . . . . . . . 5

1.2.2 Images and visual media . . . . . . . . . . . . . . . . . . 7

1.3 Problems with specialized systems . . . . . . . . . . . . . . . . 9

1.3.1 Poorly designed threat models . . . . . . . . . . . . . . 9

1.3.2 Gaps between theory and practice . . . . . . . . . . . . 11

1.3.3 Correlations between protected and unprotected data . . 14

1.4 Outline . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

Chapter 2. A Survey of Privacy-Preserving Systems 17

2.1 Oblivious RAM . . . . . . . . . . . . . . . . . . . . . . . . . . 18

2.2 Secure multiparty computation . . . . . . . . . . . . . . . . . . 20

2.3 Homomorphic encryption . . . . . . . . . . . . . . . . . . . . . 23

2.4 Cryptographic obfuscation . . . . . . . . . . . . . . . . . . . . 26

2.5 Property-revealing encryption . . . . . . . . . . . . . . . . . . 28

x



Chapter 3. Breaking Web Applications Built on Top of En-
crypted Data 29

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

3.2 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

3.2.1 BoPETs . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

3.2.2 Mylar . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

3.3 Security model for MKSE . . . . . . . . . . . . . . . . . . . . . 38

3.3.1 Mylar MKSE . . . . . . . . . . . . . . . . . . . . . . . . 39

3.3.2 Counterexample . . . . . . . . . . . . . . . . . . . . . . 42

3.3.3 Limitations of formal models . . . . . . . . . . . . . . . 46

3.4 Threat models for BoPETs . . . . . . . . . . . . . . . . . . . . 48

3.5 Building Web applications on top of encrypted data . . . . . . 49

3.5.1 Porting apps to Mylar . . . . . . . . . . . . . . . . . . . 50

3.5.2 Sample apps . . . . . . . . . . . . . . . . . . . . . . . . 52

3.6 Exploiting Metadata . . . . . . . . . . . . . . . . . . . . . . . 54

3.6.1 Links between objects . . . . . . . . . . . . . . . . . . . 54

3.6.2 Names of objects . . . . . . . . . . . . . . . . . . . . . . 56

3.6.3 Features not protected by encryption . . . . . . . . . . . 57

3.7 Exploiting access patterns . . . . . . . . . . . . . . . . . . . . 60

3.8 Active attacks . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

3.8.1 Forcing users into a tainted principal . . . . . . . . . . . 63

3.8.2 Expanding the attack . . . . . . . . . . . . . . . . . . . 66

3.8.3 Brute-forcing query keywords . . . . . . . . . . . . . . . 68

3.8.4 Experiments . . . . . . . . . . . . . . . . . . . . . . . . 69

3.8.5 Chosen-query attacks . . . . . . . . . . . . . . . . . . . 74

3.9 Related work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

3.10 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76

Chapter 4. Defeating Image Obfuscation with Deep Learning 80

4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

4.2 Image obfuscation . . . . . . . . . . . . . . . . . . . . . . . . . 83

4.2.1 Mosaicing . . . . . . . . . . . . . . . . . . . . . . . . . . 84

4.2.2 Blurring . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

xi



4.2.3 P3 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 87

4.3 Artificial neural networks . . . . . . . . . . . . . . . . . . . . . 89

4.4 Threat model . . . . . . . . . . . . . . . . . . . . . . . . . . . 93

4.5 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . 94

4.5.1 How the attack works . . . . . . . . . . . . . . . . . . . 94

4.5.2 Datasets . . . . . . . . . . . . . . . . . . . . . . . . . . 95

4.5.3 Obfuscation . . . . . . . . . . . . . . . . . . . . . . . . . 97

4.5.4 Neural networks . . . . . . . . . . . . . . . . . . . . . . 99

4.5.5 Training . . . . . . . . . . . . . . . . . . . . . . . . . . . 100

4.6 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101

4.6.1 MNIST . . . . . . . . . . . . . . . . . . . . . . . . . . . 103

4.6.2 CIFAR-10 . . . . . . . . . . . . . . . . . . . . . . . . . . 105

4.6.3 AT&T . . . . . . . . . . . . . . . . . . . . . . . . . . . . 107

4.6.4 FaceScrub . . . . . . . . . . . . . . . . . . . . . . . . . . 109

4.7 Related work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111

4.8 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115

Chapter 5. Guidelines for Researchers and Developers of Privacy-
Preserving Systems 118

5.1 Scheme details . . . . . . . . . . . . . . . . . . . . . . . . . . . 118

5.1.1 Well-defined and realistic threat models . . . . . . . . . 119

5.1.2 Marking sensitive data . . . . . . . . . . . . . . . . . . . 120

5.1.3 Correlations between sensitive and non-sensitive data . . 121

5.1.4 Strength of active attackers . . . . . . . . . . . . . . . . 122

5.2 Implementation details . . . . . . . . . . . . . . . . . . . . . . 123

5.2.1 Metadata and other design decisions . . . . . . . . . . . 123

5.2.2 Out-of-band information . . . . . . . . . . . . . . . . . . 124

5.2.3 User understanding . . . . . . . . . . . . . . . . . . . . 125

5.2.4 Reliance on non-expert users . . . . . . . . . . . . . . . 125

Chapter 6. Conclusion 127

xii



Appendix 1. Neural Network Architectures 132

1.1 MNIST Neural Network . . . . . . . . . . . . . . . . . . . . . 132

1.2 CIFAR Neural Network . . . . . . . . . . . . . . . . . . . . . . 132

1.3 AT&T Neural Network . . . . . . . . . . . . . . . . . . . . . . 134

1.4 FaceScrub Neural Network . . . . . . . . . . . . . . . . . . . . 135

Bibliography 136

Vita 156

xiii



List of Tables

3.1 Threat models and the corresponding attacks on Mylar apps. . 31

4.1 Examples images from each dataset. The leftmost image is the
original image. The remaining columns are the image obfus-
cated with mosaicing with windows of 2 × 2, 4 × 4, 8 × 8, and
16× 16 pixels and P3 with thresholds of 20, 10, and 1. . . . . 95

4.2 Accuracy of neural networks classifying the original datasets as
well as those obfuscated with mosaicing with windows of 2× 2,
4× 4, 8× 8, and 16× 16 pixels and P3 thresholds of 20, 10, and
1. The baseline accuracy corresponds to random guessing. . . 102

4.3 The accuracy of classifying images from the AT&T database
of faces blurred with YouTube’s automatic facial blurring. . . 109

xiv



List of Figures

3.1 The MKSE scheme analyzed in [115]. . . . . . . . . . . . . . . . 41

3.2 A graph showing the access patterns in MDaisy. Each of the
three principals and their associated fields are in a different
color. Each encrypted field is marked with a lock the color of
the principal that encrypted it. . . . . . . . . . . . . . . . . . 55

3.3 An example from [117]. Bob and Alice are discussing a party in
the ‘party’ chat room while Bob and Boss discuss work in the
‘work’ chat room. The messages in the party room explain how
Bob doesn’t want his boss to find out about the party. . . . . 56

3.4 Recovery rates for simulated query brute-force attacks against
Ubuntu IRC dataset. . . . . . . . . . . . . . . . . . . . . . . . 72

3.5 Examples of recovered plaintext data from our simulated at-
tacks on [142] . Unrecovered words are marked with ???. . . . 73

4.1 An image from The Guardian showing a police raid on a drug
gang [87]. The accompanying article explains that UK drug
gangs are growing more violent and that police informants and
undercover operatives face possible retaliation [3]. The officers’
faces are presumably mosaiced for their protection. The window
appears to be 12 × 12 pixels. Using 16 × 16 windows (which
obfuscate more information than 12× 12 windows), our neural
network achieves 57% accuracy in recognizing an obfuscated
image from a large dataset of 530 individuals. The accuracy
increases to 72% when considering the top five guesses. . . . . 84

4.2 A victim of human trafficking in India [105]. Her face has been
blurred, presumably to protect her identity. Our neural net-
works, trained on black-and-white faces blurred with YouTube,
can identify a blurred face with over 50% accuracy from a
database of 40 faces. . . . . . . . . . . . . . . . . . . . . . . . 86

4.3 P3 works by removing the DC and large AC coefficients from
the public version of image and placing them in a secret image.
(Image from [122]) . . . . . . . . . . . . . . . . . . . . . . . . 88

4.4 Schematic architecture of a convolutional neural network [37].
The network is composed of convolutional layers followed by
max-pooling sub-sampling layers. The last layers are fully con-
nected. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

xv



4.5 An original AT&T image and two blurred frames extracted from
a blurred YouTube video. Although the unblurred frames were
identical, the two blurred frames are different. . . . . . . . . . 98

4.6 Test accuracy of the neural networks trained on the MNIST
handwritten digits. The networks were trained and tested on
digits obfuscated with different techniques: P3 with thresholds
of 1, 10, and 20, and mosaicing with 2 × 2, 4 × 4, 8 × 8, and
16× 16 windows. . . . . . . . . . . . . . . . . . . . . . . . . . 104

4.7 Test accuracy of the neural networks trained on the CIFAR-10
images. The networks were trained and tested on colored images
obfuscated with different techniques: P3 with thresholds of 1,
10, and 20, and mosaicing with 2× 2, 4× 4, 8× 8, and 16× 16
windows. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 106

4.8 Test accuracy at each epoch of neural-network training on the
AT&T dataset of faces. The networks were trained and tested
on black-and-white faces obfuscated with different techniques:
P3 with thresholds of 1, 10, and 20, mosaicing with 2×2, 4×4,
8 × 8, and 16 × 16 windows, and YouTube’s automatic facial
blurring. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 108

4.9 Test accuracy at each epoch of neural-network training on the
FaceScrub dataset. The networks were trained and tested on
black-and-white celebrity faces obfuscated with different tech-
niques: P3 with thresholds of 1, 10, and 20, mosaicing with
2× 2, 4× 4, 8× 8, and 16× 16 windows. . . . . . . . . . . . . 110

xvi



Chapter 1

Introduction

People are increasingly relying on online services to store and process

their data. From images and videos on Facebook and YouTube, to papers

and slide decks on Google Docs and Office Online, to financial information

on TurboTax and QuickBooks, people’s lives and personal information are

proliferating through the Web.

At the same time, companies are offloading more and more of their

computation and storage to third-party services. Using software-as-a-service

and the cloud to store and manage their business resources allows companies

to essentially outsource their infrastructure and IT. However, much of a com-

pany’s data is sensitive and they have economic and legal incentives to protect

it.

As the amount of data has increased, so too have the risks associated

with storing it online. There are constantly new stories of companies which

have been hacked and had their data stolen. Often, this stolen data isn’t

purely the company’s, but includes personal information about customers (e.g.,

names, addresses, passwords, and credit card information). Recent victims

seem to be major companies from every domain including entertainment (Sony
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Pictures [155]), retail (Target [79]), Web/technology (Yahoo [44]), and health

care (Anthem [92]). No one seems safe; everyone is a possible target.

In 2015, the U.S. Office of Personnel Management was breached by

hackers and over 21 million government employee records were stolen [113].

These included the names and tax records of undercover agents, who are now

presumably exposed to the hackers. Biometric data (i.e., fingerprints) of over 5

million U.S. government employees was stolen. Given that this data is some of

a country’s most sensitive information, it is chilling that it can be accessed by

hackers. If these servers can be breached, what can happen to the thousands

of non-government servers storing personal data?

Users are becomingly increasingly wary of what information they share

with services. They worry not only about their information leaking, but also

about what services can do with their data. Although a user may not explicitly

publicize their information, social media sites like Facebook are able build

extensive profiles containing information not supplied by their users [16] as well

as profiles on nonusers [140]. Facebook also has extensive facial recognition

abilities and can accurately detect the identity of individuals in pictures that

have not been explicitly tagged [148].

Similarly, companies are concerned when sharing their data with ser-

vices. Even if a service isn’t hacked, worries about what a service can do with

their data is a major concern. Any leakage can affect a company’s stock, em-

ployee and customer morale, and give advantages to their competitors. Both

users’ and companies’ fears are not assuaged by overly permissive terms of ser-
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vice designed to protect these services as much as possible while giving them

large amounts of leeway in their usage of the data..

Given the myriad possible problems, it’s no surprise that companies and

consumers are becoming increasingly concerned with who has access to their

data. Privacy is important. People have begun to demand stricter controls

on how their data is stored, who can access it, and what can be done to it.

Where legislation and policy have failed to keep pace, new tools have arisen.

If a Web service does not explicitly need access to some information,

users and companies are becoming increasingly resistant about giving it to

them. The idea that an entity can only access the data they need, commonly

called the principle of least privilege, is gaining traction. This principle serves

two purposes. First, it prevents untrusted servers from learning sensitive in-

formation about a user. Second, it also functions as protection if data is stolen

or leaked.

1.1 Encryption

The easiest way to protect information uploaded to an untrusted server

is to encrypt the data using strong cryptography. When used correctly, modern

encryption techniques are able to ensure the data’s protection. An untrusted

server or malicious hacker with access to encrypted data should not be able

to gain any information about the unencrypted version of the data. After

uploading their encrypted data, a user is able to control who can access the

unencrypted data by restricting distribution of the encryption key. This tech-
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nique is being used by Keybase [77] for file storage and WhatsApp [147] for

messaging.

As powerful as normal encryption is, it has drawbacks. Most forms of

encryption remove functionality and restrict the ability to perform operations

on the data. With Keybase and WhatsApp, encrypting information end-to-

end means that the server cannot run functions like search on the encrypted

data. Users must download, decrypt, and search over their data locally.

Encryption also removes the patterns in data that are needed for com-

pression, meaning encrypted data is uncompressable. Encrypting a file funda-

mentally changes the structure of a file, which is problematic if a server expects

or requires uploaded content in a particular format (e.g., JPEG or PNG for

images).

There are a number of cryptographic techniques designed specifically

to get around some of these issues. Techniques like cryptographic obfusca-

tion [10] and fully homomorphic encryption [49] protect data while preserving

some functionalities. However, these techniques have not advanced enough

to have practical implementations. The few implementations that exist have

slow runtimes and large memory footprints. We give an overview of these

techniques in Chapter 2 and explain their shortcomings.
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1.2 Specialized systems

Because of the inherent limitations in working on encrypted data, many

researchers have turned to creating specialized privacy-preserving systems.

These systems are designed to protect sensitive information while still sup-

porting certain desired functionality that full encryption removes.

In this dissertation we examine a number of these specialty systems

across multiple domains. We explain the need for the systems and explore in

depth how they function. All of these systems ultimately attempt to do the

same thing: protect sensitive user information that has either been uploaded

to a malicious server or has been stolen by a malicious third party while still

supporting certain operations on the data.

1.2.1 Web apps and BoPETs

The first domain we examined uses a type of system we have labeled

BoPET (“Building on Property-revealing EncrypTion”). These systems en-

crypt data with specialty property-revealing encryption (e.g., order-preserving

encryption or searchable encryption) before uploading them to a possibly un-

trusted server. Using property-revealing encryption means that BoPETs can

be more than just dumb storage and can allow manipulation of sensitive data

in a controlled manner. For example, a client can outsource search to a BoPET

using searchable encryption without fear that their data will be exposed. A

more in-depth definition of BoPETs is given in Section 3.2.1.

In Chapter 3 we examine Mylar [117], an extension to the popular Me-
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teor JavaScript framework. Mylar was designed to add protection to sensitive

user data on Web apps while still allowing some functionality, such as search,

to be offloaded to the server. Other BoPETs include Perspecsys [114] and

Skyhigh Networks [130], which focus on cloud storage, Gitzero [50] for version

control, and PreVeil [119]. We use Mylar as a case study because it is fully

open-sourced and freely available.

Mylar adds privacy to Web apps. These are applications that use the

client-server model and are created with Web technologies. Normally the

client-facing part of a Web app is written in HTML and JavaScript, while

the back-end is written in various server-side languages like PHP, JavaScript,

Go, or Python. A Web app normally stores data in a database hosted on the

back-end server.

One of the advantages of Web apps is that a user can interact with them

using their normal Web browser. There is no need to download and install

extra software. These apps often make use of paradigms and technologies than

many modern consumers are already experienced with, making interaction

easy and familiar to their users.

We examine Mylar versions of several Meteor apps as an example of

all BoPETs1. We show that Mylar suffers from a number of fundamental

issues with regards to its privacy protection. It has multiple flaws in its un-

derlying cryptography and leaks sensitive information when used in real-world

1“Mylar” is also the trade name for a type of polyester film. Specially Mylar is a biaxially-
oriented polyethylene terephthalate or BOPET [38].
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scenarios.

1.2.2 Images and visual media

The second domain we examine is visual media. Every day millions

of images are posted to Facebook [26] and hundreds of thousands of hours

of videos are uploaded to YouTube [19]. This uploaded media often contains

sensitive content. YouTube itself discusses ways to “share sensitive protest

footage” on its blog [151].

Although these sites, and many like them, give users the option of

controlling who can view their content, there is nothing preventing the sites

themselves from accessing the media stored on their own servers. People want

the ability to distribute their pictures and videos, but in a controlled manner.

Incorrect distribution can have major consequences.

While full encryption is an option in some domains, it is not one here.

Both Facebook and YouTube expect a user to upload correctly formatted files

of certain types (i.e., images and videos). Even if Facebook or YouTube were to

allow the uploading of encrypted files, doing so would remove important func-

tionality from their sites. Facebook carries out a number of transformations

on uploaded images (e.g., scaling, cropping). It also uses facial recognition

systems to find and identify faces in images. YouTube needs correctly format-

ted videos to play them on its site. If they were given encrypted files, none of

this would be possible.

If encrypting visual media is not possible, the next easiest approach

7



might be to redact sensitive portions of the image (i.e., cover sections of the

image with black boxes). However, this creates a visually jarring image. Even

if a black box is acceptable, it does not easily allow for the recreation of the

original image by approved users.

A number of privacy-preserving image and video obfuscation techniques

have been proposed to meet these needs. Mosaicing (often called pixelation)

and blurring are two techniques that allow for parts of an image or video to be

censored. In fact, YouTube gives users the option to automatically blur faces

or objects in their videos [151, 152].

Another proposed system called P3 makes use of the underlying math-

ematics behind the JPEG image format to remove sensitive information from

the image [122]. Taking advantage of the discrete cosine transform used in

JPEG conversion, P3 can remove important values from the image, while

preserving the image format. This public image can be upload to a site like

Facebook without worrying about leaking sensitive information. Anyone view-

ing the public image will see what appears to be white noise and should not

be able to learn anything about the content of the image.

The removed values can be used to create a smaller, secondary JPEG

image. A user can encrypt and store this secret image on a third-party site.

Anyone with access to the secret and public images can combine them to

reconstruct the original image. P3 public images can be transformed through

cropping and scaling and still be used to correctly create the original image.

A more in-depth description of P3 is given in Section 4.2.3.
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In Chapter 4, we examine the privacy protection given by these ob-

fuscation techniques. We show that by using convolutional neural networks,

we can identify the supposedly protected sensitive information in the image.

Specifically, we can determine the subject of the image. Although the neural

network techniques are not new, this is the first time these techniques have

been used to examine the effectiveness of image obfuscation.

1.3 Problems with specialized systems

Both BoPETs and image obfuscation techniques fail to provide the

claimed levels of privacy. The two techniques work on different types of data

and attempt to protect different things, but their privacy issues arise from the

same basic underlying mistakes: (1) using threat models that fail to accurately

model real-world adversaries; (2) failing to fix gaps between the theory of

the systems and their actual implementation; and (3) allowing correlations or

connections between the unprotected data and the protected sensitive data.

We expand on each of these issues below.

1.3.1 Poorly designed threat models

The central issue we found in these systems is that none of them had

well-defined threat models. Privacy is very hard to define correctly. Because of

this, many researchers rely on ad-hoc or “good enough” adversarial definitions.

All the systems we examined either suffered from this or lacked threat models

altogether. This is the wrong approach. When creating a system with security
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or privacy in mind, it is important to fully outline the threats that the system

will face so its protection can be fully assessed and so users can know what

the system can protect against. As future work extends the state-of-the-art in

machine learning and de-anonymization techniques it is imperative to have a

method to determine what systems will work in a given situation.

Mylar is broken under every possible threat model. They proposed

two loosely defined threat models, passive and active2, but then marked an

entire set of passive abilities as out-of-scope. We propose three more realistic

adversarial models for Mylar and all BoPETs. These models are designed to

more accurately reflect the capabilities of real-world adversaries. We show that

Mylar fails not only against the models we proposed, but also against both of

its original models.

Our first adversary model covers attackers who can obtain a one-time

copy of the Mylar database. These kind of attacks are often called “smash-

and-grab attacks” and we name this adversary a snapshot passive adversary

as they are only able to obtain a “snapshot” of the database.

Our second adversary, a passive attacker who has access to the database

over a period of time and can watch network connections, is deemed entirely

out-of-scope by the authors of Mylar. It is absurd to assume a malicious server

or long-term intruder would willingly ignore potentially useful information. We

2Mylar initially claimed to protect against active attackers but the Mylar website and
the their paper were changed after our work was made known to them. We consider their
initial, peer-reviewed claims here.
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call this attacker a persistent passive adversary.

We also examine the classic active adversary. This attacker combines

the long-term watching of the persistent passive adversary with the abilities

to ignore protocols and modify the database as desired. This adversary is

especially powerful in BoPETs as it can take advantage of the functionality

granted to the server by the BoPET. In Mylar’s case, the adversary can run

search queries on the data and add malicious users to the system.

P3 specifically admits that “proving the privacy properties of our ap-

proach is challenging” [122] and relies on metrics from signal processing to

approximate human recognition. There is no well-defined model of what hu-

man recognition is and researchers normally rely on user studies to test this

claim. In Chapter 4 we show that machine learning can surpass human recog-

nition of obfuscated images and argue that human ability should no longer be

considered the gold standard of image recognition.

Finally, it’s a little disingenuous to claim that mosaicing and blurring

have a poor threat model; they completely lack threat models. We are not

aware of when or how these obfuscation techniques were first defined, but they

continue to see wide usage even after numerous reports of their ineffectiveness

in various situations.

1.3.2 Gaps between theory and practice

These schemes contain a number of practical problems that are not

addressed by their theoretical proofs. These problems are caused by one of
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two things. Either the scheme on paper did not consider practical consequences

of certain design decisions or it ignored certain implementation details (e.g.,

metadata). While the proofs of these systems might still be valid, their gaps

become noticeable when the systems are actually implemented. Many of these

problems are non-trivial to solve and are directly tied to the systems’ privacy

guarantees.

One of the main challenges when implementing a cryptographic scheme

is keeping track of metadata such as ownership and access rights. This infor-

mation is the glue that holds the system together. It is often hand-waved

when creating a scheme on paper, but can quickly become complicated when

programming the actual system. Mylar’s implementation fails to account for

the possibility that leakage can occur from the structures that metadata re-

veal. This metadata shows connections between Mylar principals and can be

used to discover application-specific sensitive information. P3, mosaicing, and

blurring obfuscate images, but the obfuscated pixels are still kept in the same

locations. This allows a neural network to find patterns between obfuscated

pixels that can be used to discover the original content of an image.

Considering more powerful adversaries, privacy systems need to pro-

tect against leakage from access patterns and behavior that is dependent upon

sensitive information. Mylar also fails here, offering no protection for access

patterns and data-dependent behavior. Adversaries monitoring for these pat-

terns can cluster users based upon their behavior. If one user later discloses

sensitive information, the adversary finds out information about every user in
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the cluster.

The most challenging gap between theory and implementation comes

from the operations these systems give adversaries (e.g., Mylar’s search). Sys-

tems needs to make sure that these operations do not inadvertently leak in-

formation. Image obfuscation does not offload functionality, per se, but will

always output an image. This allows an adversary to de-anonymize the images

using powerful image recognition techniques from machine learning. Systems

must also ensure that active adversaries cannot incorrectly use the operation

to find out protected information. We show major flaws with Mylar’s use of

searchable encryption that allows an adversary to recover search queries.

Another problem with privacy-preserving systems is their reliance on

non-expert users. The systems we examined all required normal users to make

challenging privacy decisions. For example, Mylar is designed to help Web

developers who are not security experts, yet it relies on these same non-experts

to correctly label sensitive data. Even if a developer could correctly distinguish

between sensitive and non-sensitive data, there are many other subtle, privacy

decisions they must make about the storage and access of sensitive data.

P3, mosaicing, and blurring similarly rely on non-experts. Each of these

systems requires a user to choose certain privacy-parameters (e.g., threshold

or window size). It is not clear that users completely understand the trade offs

involved with this decision and what a given parameter means. This is made

more complicated by the fact that a parameter at a set value can provide one

level of privacy for one set of images and a different level for a different set.
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1.3.3 Correlations between protected and unprotected data

The obfuscation techniques we examined all rely on one idea, separating

sensitive data from normal, non-sensitive data. Once marked, the sensitive

data is then removed or protected with strong encryption, ensuring that no

untrusted adversary can access it, while the remaining non-sensitive data can

be used to carry out desired functionality.

Mylar assumes that only data stored on its servers is sensitive and relies

on the app developer to label the sensitive data. P3 removes the values from

a JPEG representation that have the largest effect on the image. Mosaicing

and blurring remove specific color values and replace them with less specific

values based upon the surrounding pixels.

In theory this strategy should completely protect all sensitive data and

leave an adversary with the ability to only access data that has no privacy

concerns. However, this is very hard to do in practice. The major obstacle is

being able to correctly identify what data is sensitive, which can fail in many

different ways.

It is incorrect to assume that all data can be correctly labeled and

censored. In all of our studies, we find important data which should be la-

beled sensitive, but isn’t. Either the systems incorrectly marked data as non-

sensitive or the data is too tightly correlated with sensitive information to be

fully separated. These are not just issues with end users incorrectly labeling

the data, but are problems inherent in the original schemes.
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In Mylar, we show that different metadata, both in the structure of

the encrypted data and labels created and used by Mylar, can leak sensitive

information. Beyond this, Mylar also faces issues with its use of encrypted

search. A user can easily be put in a position where the content of all of

their encrypted search queries—past, present, and future—are leaked to a

malicious server.

P3 takes advantage of the JPEG image format to remove what it con-

siders sensitive information. However, the remaining values are still correlated

with the censored content. Blurring and mosaicing remove fine-grained details,

but the remaining averaged colors are still present. In contrast to Mylar, we

did not identify correlations in the obfuscated image data ourselves. Instead

we used modern machine learning techniques to automatically find and exploit

these correlations. We trained neural networks that could correctly identify

obfuscation images with high accuracy.

1.4 Outline

In the rest of this dissertation we will cover many issues that modern

privacy-preserving systems face. The paper is broken down as follows:

In Chapter 2 we provide an overview of cryptographic privacy systems

(e.g. oblivious RAM and fully homomorphic encryption) that have been pro-

posed in the past. We give a high-level explanation of how they work and

cover shortcomings that prevent them from being used in deployed systems.
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In Chapter 3 we examine the privacy claims of BoPETs. We propose

three threat models for BoPETs based on the capabilities of real-world adver-

saries. Using Mylar as a case study, we show numerous privacy-related issues

in its usage, underlying theory, and security proof.

In Chapter 4 we examine three image obfuscation techniques: mosaic-

ing, blurring, and P3. We show that all three fail to protect the content of an

image when adversaries use modern machine learning techniques.

In Chapter 5 we list a number of lessons we discovered while investigat-

ing these systems. These lessons are based on the issues we found in BoPETs

and image obfuscation techniques. They can be used by both researchers cre-

ating privacy-preserving systems and developers implementing these systems.

Finally, we conclude in Chapter 6. The systems we examined all leak

sensitive information, breaking their privacy claims. We argue that better

adversarial models are needed for privacy-preserving systems to adequately

protect users’ data.
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Chapter 2

A Survey of Privacy-Preserving Systems

Over the last 20 year many cryptographic schemes have been proposed

to add security and privacy to systems while still preserving the system’s ability

to run operations on protected data. Schemes like secure multiparty commu-

nication and homomorphic encryption allow adversaries to manipulate data

without discovering what the data is. Using oblivious RAM, clients can inter-

act with a database without the database learning information based on access

patterns. And cryptographic obfuscation creates programs that give away no

information besides the program’s output. Given that these systems exist,

why are so many systems researchers ignoring them to seeming reinventing

the wheel?

Unfortunately, these cryptographic, privacy-preserving techniques are

lacking in a number of important areas. Most of them have extremely large

runtimes or require storing excessive amounts of data for what would other-

wise be trivial functions. Because of this, there are few implementations of

these techniques and the ones that exist do not see wide deployment. Due to

these issues, many researchers end up creating their own ad-hoc approaches

in an attempt to provide privacy with reasonable runtimes and small memory
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footprints.

In this chapter we provide a survey of these cryptographic systems.

We give an overview of their history and a high-level explanation of how they

work. While we cover the problems these techniques face, our goal is not to

criticize these systems or claim that they will never become feasible. We only

attempt to explain the issues that discourage their usage.

2.1 Oblivious RAM

Most software programs need to access a machine’s memory. If an

adversary is able to monitor what data is accessed during the program’s ex-

ecution, it can learn information about how the program works. Even if the

machine’s memory is encrypted, the program’s access patterns can be enough

to reveal sensitive information about the program’s inner workings.

Oblivious RAM was designed to protect memory access patterns from

leaking information. Oblivious RAMs are compilers that turn possibly insecure

programs into programs secured against memory access leakages. They were

first proposed in a series of papers by Goldreich and Ostrovsky [52, 54, 107].

Oblivious RAMs transform a program P into a program P ′ such that (1)

P (x) = P ′(x) and (2) for any two oblivious RAM programs P ′1, P
′
2 that have

the same number of memory accesses on their respective inputs x1, x2, then the

memory access pattern of P ′1(x1) is indistinguishable from those of P ′2(x2) [20].

Oblivious RAM assumes the program is being run on a protected CPU
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that has some small amount of secured storage. As part of its execution, the

CPU accesses information stored in RAM. Oblivious RAM attempts to pre-

vent information leakage from these access patterns to an honest-but-curious

adversary.

This threat model is especially relevant to systems that store informa-

tion on the cloud. It’s common for users to store large amounts of encrypted

data on potentially untrusted cloud platforms like Amazon, Google, and Mi-

crosoft. Since the data is encrypted, the services cannot directly access it.

However, there is little stopping them from monitoring a user’s data access

patterns and trying to deduce information. Oblivious RAM offers a way to

prevent this leakage.

Since their invention, many oblivious RAMs have been proposed. Al-

most all of them come in one of two general forms: the stash-based model [54]

and tree-based model [127].

On a high level, stash-based oblivious RAM schemes partitions RAM

into two parts [20]. The first part contains a random shuffle of the program’s

data. The second part is the stash. When the program needs to access a data

item, it first scans through the stash. If the desired data is not in the stash,

the data will be copied from the shuffled section into the stash. If the desired

data is in the stash, a random piece of data from the shuffled section is copied

into the stash. When the stash is full, it is cleared and the shuffled section is

reshuffled. It’s not hard to see that every memory access will look the same:

the stash is scanned and then a random piece of memory is copied into the

19



stash.

Tree-based RAMs are slightly more complicated. They work by storing

data in a tree with each piece of data being associated with a random path

through the tree [20]. When a piece of data is accessed, it’s removed from

its node, given a new path in the tree, and placed in the root node. As

the program continues to access data, it will “push” the data at each node

along its associated path as the tree is transversed. These models include the

popular PATH oblivious RAM [136] which improves upon the original binary

tree model proposed by Shi et al. in [127].

Although oblivious RAM can help solve a number of privacy problems,

it has many issues that make it a poor choice to use in practice [27]. Many

oblivious RAM schemes have reasonable looking big-O runtimes, but have

large “hidden” constant factors. For example, AKS sorting [4], has a runtime of

O(n log(n)), but has a constant of∼ 6100. The oblivious RAM algorithms that

avoid having large constants are challenging to implement and few working

versions of oblivious RAMs exist. Even when obvious RAM are implemented,

most schemes offer little protection against other side-channels such as timing

attacks.

2.2 Secure multiparty computation

Imagine a scenario where a group of millionaires want to compare their

net worths and discover which of them is the richest. However, they don’t

want to give away any more information other then the final result. This

20



problem, often called the Millionaires’ Problem [149], is trivially solvable if

everyone in the group can agree on some trusted third-party who can be told

each millionaire’s net worth in private and then announce the winner. The

problem becomes much harder when the millionaires do not want to rely on a

third-party.

Problems like this gave rise to the a set of algorithms called secure

multiparty computations. These are protocols that allow two or more parties

to compute the output of a function while keeping each party’s input to the

function a secret. In the case of the Millionaires’ Problem, the function is max

and the secret inputs are each millionaire’s net worth.

The first secure multiparty computation solution was proposed by Yao

and is commonly called Yao’s garbled circuit [149, 150]1. Yao showed for the

first time how two parties could compute the output of generic, shared function

while keeping their individual inputs secret.

Yao’s protocol works as follows. Assume two parties A and B have a

function f with corresponding binary circuit C and inputs a, b (from A and B

respectively). Both parties want to compute f(a, b) while keeping their inputs

secret from each other. To begin A first garbles C to produce C ′ [53].

To garble a circuit, every wire is given two random labels. One label

corresponds to wire being 0, the other to the wire being 1. For each gate and

1It is interesting to note that Yao never formally published his full protocol, but it is
customary to cite his earlier papers when referencing it [131].
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every possible input, output label combination, the output label is encrypted

using the input labels as the key [112].

For example, let ki be a wire with two labels k0i , k
1
i . Let (Enck(m),

Deck(c)) be an encryption scheme that outputs ⊥ when Dec is run on a ci-

phertext with an incorrect key. Given an AND gate which takes input values

k0, k1 and output value k2, its truth table would be:

x0,0 = Encrypt(k00 ,k01)(k
0
2)

x0,1 = Encrypt(k00 ,k11)(k
0
2)

x1,0 = Encrypt(k10 ,k01)(k
0
2)

x1,1 = Encrypt(k10 ,k11)(k
1
2)

Given a shuffled set of x values and two values kx0 , k
y
1 , each x value can

be decrypted to find the gate’s correct output. Although an adversary can

find the garbled output for kx0 , k
y
1 , it can not discover any other outputs.

A also computes its input a’s corresponding garbled label a′. A sends

C ′ and a′ to B. B then computes b′, the garbled label of b, using oblivious

transfer [42]. Finally, B computes C ′(a′, b′) and outputs the final value (either

the output value of C ′ is left ungarbled or A ungarbles it for B). As long

as each party follows the protocol, neither will learn anything more than the

function’s output.

Modern implementations of secure multiparty computation have been
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created for both semi-honest [68] and fully malicious [80] threat models. While

much work has been done to reduce circuit size and speed up evaluation, the

best fully malicious implementations are still slow. AES encryption, a common

secure multiparty computation benchmark, takes 1.3-1.4 seconds on the most

recent implementations [80]. Comparing to modern processors, which can

compute over 20MB of AES encryptions per second [93], it’s plain to see that

Yao’s protocol and its descendants are not currently feasible.

2.3 Homomorphic encryption

Homomorphic encryption is a special type of encryption scheme that

allows operation performed on the encrypted data to transfer to the underlying

unencrypted data. Specifically, a homomorphic encryption scheme consists of

the tuple

KeyGen(λ), Encrypt(pk,m), Decrypt(sk, c), Evaluate(pk, C, c0, . . . , ct)

KeyGen, Encrypt, and Decrypt are the normal cryptographic encryp-

tion functions (i.e., key generation, encryption, and decryption) which use a

public key pk, a secret key sk, and security parameter λ.

Evaluate(pk, C, c0, . . . , ct) is a function that takes the public key pk, a

circuit C, and a tuple of ciphertexts c0, . . . , ct with m0, . . . ,mt as the corre-

sponding cleartext. Evaluate(pk, C, c0, . . . , ct) outputs a c such that
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Decrypt(sk, c) = C(m1, . . . ,mt). That is c is equivalent to evaluating C on

m0, . . . ,mt and then encrypting the result [49].

Homomorphic encryption schemes that can only evaluate one operation

(e.g., addition or multiplication) are called partially homomorphic. In contrast,

a fully homomorphic encryption scheme can evaluate any circuit. In practice

fully homomorphic schemes support addition and multiplication or bitwise

XOR and AND.

An example of a partial homomorphic encryption scheme is Paillier

encryption [108]. Paillier encryption uses a public key (n, g) where n = p · q

for two large primes p, q and g ∈ Z∗n2 . To encrypt a message m ∈ Zn, a

random r ∈ Z∗n is chosen and the ciphertext c = gm · rn mod n2 is computed.

It’s easy to see that Paillier encryption is partially homomorphic with respect

to addition.

Encrypt(pk,m1) · Encrypt(pk,m2) = (gm1rn1 mod n2) · (gm2rn2 mod n2)

= (gm1rn1 ) · (gm2rn2 ) mod n2

= gm1+m2 · (r1 · r2)n mod n2

= Encrypt(pk,m1 +m2)

The first fully homomorphic encryption scheme was proposed by Gentry

in 2009 [48]. Gentry first created a somewhat homomorphic encryption scheme

(i.e., a fully homomorphic scheme that only works for bounded-depth circuits)
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and then showed how to bootstrap the scheme and turn it into one that can

work for a circuit of any depth. Gentry’s work, like many of the schemes that

followed it, makes use of ideal lattices as a cryptographic primitive.

While Gentry’s scheme was revolutionary, it has extremely large over-

heads. Ciphertexts grow to size O(λ5 ·polylog(λ)) and decryption takes O(λ6 ·

polylog(λ)) where λ is the security parameter.

Since Gentry’s publication, many other fully homomorphic encryption

schemes have been proposed. A popular trend is to focus on creating somewhat

homomorphic schemes in an attempt to achieve the computational complexity

of fully homomorphism while maintaining some of the faster runtimes of partial

homomorphism [11]. Costache and Smart provide an in depth overview and

comparison of modern homomorphic schemes [34].

At a glance, homomorphic encryption appears like it would be a useful

tool in privacy-sensitive systems. However, it has many issues that make it

unusable in practice. Homomorphic schemes suffer from large ciphertext sizes

and lengthy runtimes. By fixing the number of operations in advance, careful

selection of parameters, and optimizing data encodings, it’s possible to reduce

a scheme’s complexity requirements and runtime. Using these techniques,

Dowlin et al. were able to reduce the runtime of homomorphic multiplication

down to 1-3 seconds [39]. While usable in some cases, 1 second per multipli-

cation is way too long for most applications.

Putting aside the lengthy runtimes, it is challenging to implement arbi-
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trary functions in homomorphic encryption circuits [11]. While it’s possible to

represent arbitrary functions in binary circuits (using XOR and AND as ho-

momorphic addition and multiplication), AND operations become extremely

expensive. It is also difficult to see how to handle floating point numbers

and branching operations. While some papers have proposed answers to these

problems, implementations of generic homomorphic encryptions with usable

runtimes do not exist.

2.4 Cryptographic obfuscation

Software obfuscation is a set of techniques that can be used to hide the

details of how a program works. Common methods of software obfuscation

include renaming keywords, splitting variables, and having parts of the source

code be generated at runtime. While these methods make software analysis

more challenging, none of them prevent a dedicated programmer from even-

tually reverse engineering the code.

In contrast to software obfuscation, cryptographic obfuscation can prov-

ably protect the details of a function. Using a cryptographic obfuscation func-

tion, a user is unable to find out any information outside of the functions

output for a given input. While “unable to find out any information” is a

great high-level definition, it was challenging to invent a formal cryptographic

definition [57].

Barak et al. [10] defined a cryptographic obfuscator to be an efficient

compiler O that takes a program P and outputs a program O(P ). Given
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O(P ), an adversary should learn nothing from O(P ) that they could not learn

from having black box access to P . This is called virtual black box security as

O(P ) functions essentially as a black box. As part of their proof, Barak et al.

showed that while virtual black box obfuscation is feasible for some subsets of

functions, it is unobtainable for all functions.

One class of functions that can be obfuscated are point functions [10].

These are functions that evaluate to 1 on one input and 0 on all other inputs.

One common use of these functions are checking passwords. Given the correct

password, a point function will output 1, while all other inputs will cause it

to output 0.

Barak et al. also proposed a number of weaker definitions of obfuscation.

One of these is the definition of indistinguishability obfuscation. A circuit

C0 is obfuscated with an indistinguishable obfuscator if, for all other circuits

C1 of the same length that compute the same function, O(C0) and O(C1)

are indistinguishable to an adversary. The first indistinguishable obfuscator

for general circuits was proposed by Garg et al. in 2013 and made use of

homomorphic encryption [47].

Inspired by Garg et al.’s work, many other indistinguishability obfus-

cation schemes have been proposed. However, these schemes suffer from ex-

tremely large overheads in both efficiency and size complexity. In 2015 Apon

et al. provided the first implementation of cryptographic obfuscation [8]. Ob-

fuscating a simple 15 gate function took 9 hours and the resulting circuit was

over 31 GB in size. Evaluating the function on a single input took over 3 hours
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on a 32 core machine with 244 GB of RAM.

Bernstein et al. have proposed a number of methods to speed up the

evaluation of obfuscated inputs [14]. They were able to reduce the runtime of

a point function from 245 minutes to just under 5 minutes. Using this they

were able to brute force the 14 bit password of an obfuscated point function

in 19 minutes using a cluster of 21 machines. Despite these advances in the

field, general obfuscation techniques are clearly not usable in practice.

2.5 Property-revealing encryption

Property-revealing encryption schemes partially encrypt data while still

supporting certain operations. These schemes include searchable encryption [35],

order-preserving encryption [2], and equality-preserving encryption [12]. Property-

revealing encryption is used in BoPETs and we cover them more in depth in

Section 3.2.1.
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Chapter 3

Breaking Web Applications Built on Top of

Encrypted Data

3.1 Introduction

Many modern Web and mobile applications are built using the client-

server architecture: users interact with the application’s clients in users’ brows-

ers or devices, while the server is responsible for centralized storage and man-

agement of users’ data. This design offers attractive scalability and perfor-

mance but if the server is compromised, the attacker gains access to every

user’s data. Even if this data is encrypted at rest but decrypted when the

server operates on it, it is potentially exposed to a persistent or lucky attacker.

Client-side encryption can mitigate the damage from server compro-

mise by ensuring that the server only sees encrypted users’ data and never

decrypts it. Unfortunately, if the server acts as a “dumb” storage and commu-

nication medium, all operations on the data must be performed by the clients,

sacrificing most of the advantages of the client-server model.

A new class of client-server systems aims to solve this conundrum [32,

64, 76, 84, 116, 117, 119, 130, 139]. We call these systems BoPETs (“Building

on Property-revealing EncrypTion”). The main idea behind BoPETs is to
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encrypt users’ data before uploading it to the server using special property-

revealing encryption (PRE). The server can then execute its part of the appli-

cation’s functionality on encrypted data.

Our contributions. We develop a new approach for systematic security

analysis of BoPETs. Unlike previous work which focused on PRE schemes in

isolation [22, 60, 72, 98], we take a more holistic approach to analyzing these

schemes in the context of the systems where they are deployed.

We first define a taxonomy of real-world threats to the server: snap-

shot passive (a one-time, “smash and grab” snapshot of the server’s state),

persistent passive (observing all activity on the server but not interfering with

its operations), and active attacks involving arbitrary malicious behavior. We

then work backwards from these adversarial capabilities to models. This ap-

proach uncovers significant challenges and security-critical decisions faced by

the designers of BoPETs: how to partition functionality between the clients

and the server, which data to encrypt, which access patterns can leak sensitive

information, and more.

We then apply our methodology to a recent BoPET called Mylar [117].

Mylar is an extension to a popular Web application framework called Me-

teor [95]. Unlike similar commercial systems [139], Mylar is open-source, en-

abling a thorough analysis. In Mylar, client data deemed sensitive is encrypted

using multi-key searchable encryption (MKSE) [115], a PRE that supports

sharing and keyword search at a low performance cost. The MKSE scheme at
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Threat type Description Found attacks

Snapshot
passive

Attacker captures a
one-time snapshot of
server

• kChat: names of principals leak informa-
tion about chat room topics
• MDaisy: metadata about relationships
between documents leaks patients’ medi-
cal information; size of users’ profiles leaks
their roles
• OpenDNA: size of encrypted DNA leaks
which risk groups the user is searching for

Persistent
passive

Attacker records
server operations
over a period of time

• MDaisy: server can cluster patients by
their medical procedures; if one patient re-
veals information, entire cluster is compro-
mised
• MeteorShop: users’ recently viewed
items leak what they added to their en-
crypted shopping carts

Active Server can arbitrar-
ily misbehave, col-
lude with users

• Any Mylar app: malicious server
can perform brute-force dictionary
attacks on any past, present, or fu-
ture search query over any server-
hosted content
• OpenDNA: malicious server can search
users’ DNA for arbitrary SNPs

Table 3.1: Threat models and the corresponding attacks on Mylar apps.

the heart of Mylar is accompanied by cryptographic proofs based on the for-

mal model of security defined by Popa and Zeldovich in [115]. In [117], Popa

et al. explicitly claim that Mylar is secure against actively malicious servers

(excluding a particular type of passive attacks, as explained in Section 3.2.2).

We start by showing that the Popa-Zeldovich security definitions for

MKSE do not imply the confidentiality of queries even against a passive

server. Adapting a well-known counterexample from [35], we construct an

MKSE scheme that meets the Popa-Zeldovich definitions but trivially leaks
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any queried keyword. This shows that the proofs of security for MKSE do not

imply any meaningful level of security, but does not yet mean that the actual

scheme fails.

We then go on to assess Mylar itself, using the implementation released

by Popa et al. as our reference, along with four diverse Meteor apps: kChat

(online chat), MDaisy (medical appointments), OpenDNA (analysis of genetic

data), and MeteorShop (e-commerce). kChat was released with Mylar, the

other three we ported with minimal changes.

We show that all four applications suffer from one or more attacks

within each of our threat models—see the summary in Table 3.1. Even a

“smash-and-grab” attacker can compromise users’ privacy by analyzing the

names, sizes, static link structure, and other unencrypted metadata associ-

ated with encrypted objects. A persistent passive attacker can extract even

more information by observing the application’s access patterns and objects

returned in response to users’ encrypted queries. In our case-study applica-

tions, this reveals users’ medical conditions, genomes, and contents of shopping

carts. Even if this leakage is inevitable, our approach helps guide investigation

into its implications.

The most damaging attacks are application-independent and involve

Mylar’s search when the server—and possibly some of the users—are actively

malicious. We describe two methods that a malicious server can use to obtain

a user’s keyword search token for a document under the server’s control, along

with the ability to convert it to other documents.
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The first method involves the server forcibly giving the user access to a

document. The Mylar paper suggests a mechanism for users to exclude docu-

ments from searches, but it’s broken in the reference implementation. Fixing

this problem runs into challenges that appear, for Mylar’s intended collabora-

tive applications, inherent and intractable. The second method involves the

server colluding with a malicious user who shares a document with an honest

user.

In both cases, an honest user ends up sharing a document with the

adversary. If the user’s keyword search matches this document, the adversary

learns the keyword. This generic attack was described in [117], but not its full

impact. In fact, Mylar explicitly claims to protect the confidentiality of the

honest user’s other documents, those that cannot be accessed by the malicious

users. But honest users’ searches are performed over all of their documents,

thus the adversary learns partial information about documents to which the

malicious users do not have access.

The above attack is generic for MKSE, but we dramatically increase

its power by exploiting a basic design flaw in Mylar—the unsafe partitioning

of functionality between the client and the server. For efficiency, Mylar trusts

the server to convert search tokens. Given a keyword token for a document

for which it knows the key, the server can “cancel” the client’s secret key

from the token, enabling an efficient dictionary attack which is fundamentally

different from the generic attack mentioned in [117]. Most importantly, this

attack only needs the search token and does not rely on the server’s ability to
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observe matches of the user’s queries to the existing documents. Even if Mylar

completely hid all access patterns, perhaps by running on top of ORAM [54] or

any other oblivious storage, it would remain vulnerable to our query recovery

attack.

In our simulations for kChat with real-world chat logs, the dictionary

attack recovers all user queries and nearly 70% of the keywords in all chats

stored on the server. The attacks were experimentally confirmed using the

publicly available Mylar and kChat codebase.

Our results show that the problem of securing client-server systems

against persistent passive and active attackers on the server is very challeng-

ing and still unsolved. We conclude with general lessons for the designers of

BoPET systems and outline open research problems.

3.2 Background

3.2.1 BoPETs

We use the term BoPETs generically to refer to client-server appli-

cations that encrypt clients’ data so that the server cannot decrypt it, yet

rely on special properties of the encryption scheme to retain some of the ap-

plication’s original server functionality. BoPETs are based on one or more

property-revealing encryption (PRE) schemes, which is the term we use for

schemes that, in this setting, reveal to servers some plaintext properties to fa-

cilitate server-side processing over ciphertexts. PRE schemes include so-called

property-preserving encryption (PPE) schemes whose ciphertexts publicly re-
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veal plaintext properties, such as equality [12] and order [2, 17, 18], as well

as encryption schemes that reveal plaintext properties only when given both

a ciphertext and a token derived from the secret key—e.g., searchable encryp-

tion [35, 132] and multi-key searchable encryption [115].

BoPETs gained popularity in industry before they were studied for-

mally by academics. As early as 2009, products from Ciphercloud [32] and

Navajo Systems [97] were using hand-crafted encryption schemes to enable

searching and sorting in software-as-a-service (SaaS) cloud applications. Newer

entrants to this rapidly growing market include Perspecsys [114] and Sky-

high Networks [130]. Overnest’s Gitzero [50] is a secure Git repo that stores

encrypted code on an untrusted server and enables search using searchable

encryption. PreVeil [119] is “a version of Mylar for certain kinds of applica-

tions” [138]. Kryptnostic [139] built Kodex, a collaboration and chat platform

that supports document sharing and search on shared documents using MKSE.

ZeroDB is an encrypted database system which, according to section 3 of their

whitepaper [40], uses a proxy re-encryption scheme inspired by Mylar’s MKSE

to share content encryption keys between users.

The academic literature focused on PRE schemes as isolated primi-

tives until BoPET systems such as CryptDB [116], ShadowCrypt [64], Mimesis

Aegis [84], and Mylar [117] sought to incorporate PREs into complete client-

server systems.

35



3.2.2 Mylar

Mylar [117] extends the Meteor Web application framework [95]. Me-

teor apps include clients and servers, both implemented in JavaScript. Meteor

uses MongoDB [96] for server-side storage. MongoDB stores data in documents

which are organized into collections. Each document consists of one or more

key-value pairs called fields.

Principals. A principal in Mylar is a name and a public/private key pair

that is used to encrypt and decrypt confidential data. Each principal is thus a

unit of access control. In addition to the principals used to encrypt documents,

every user has a principal.

The app developer specifies which fields in a MongoDB collection are

confidential and which principals are used to encrypt and decrypt these fields.

A principal may be used for only one document (e.g., in MDaisy, each ap-

pointment is encrypted by a unique principal) or multiple documents (e.g., in

kChat, every message sent to a chat room is encrypted with the key of that

room’s principal). Unencrypted confidential data exists only in users’ browsers

and is ostensibly never sent to or stored on the server.

Mylar uses certificates to protect the binding between users’ identities

and their keys. The root of Mylar’s certificate graph can be either a certificate

from a trusted third-party identity provider (IDP) or a static principal whose

keys are hard-coded into the Mylar application.

Mylar also includes integrity protections and code verification, but we
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omit them for brevity. Our attacks do not involve breaking these protections.

Sharing and searching encrypted data. If Alice wants to share en-

crypted data with Bob, she needs to give him the keys of the corresponding

principal. To do this, Alice encrypts these keys with Bob’s public key and

uploads the resulting wrapped keys to the database. By downloading and

decrypting them, Bob gains access to the principal.

A user may have access to multiple principals, thus Mylar needs to

support keyword search over documents encrypted with different keys. A

straightforward approach is to have the user submit a separate search token

for each principal it has access to, but this is expensive with many principals.

For efficiency, Mylar relies on the server to generate tokens for search-

ing over multiple principals. The user submits a single token, for documents

encrypted with the user’s principal. The server then uses a client-generated

delta value to convert this token to another token for documents encrypted

with a different principal. Whenever a user is given access to a new principal,

their client automatically sends the delta associated with that principal to the

server.

Threat model. Mylar claims to protect confidentiality of users’ data and

queries against actively malicious servers, including servers that collude with

malicious users, under the assumption that honest users never have access to

any document controlled by the adversary. As we explain in Section 3.8, this

assumption is not enforced by the reference implementation of Mylar, nor do
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we believe that it can be enforced in realistic collaborative applications.

Mylar explicitly does not hide access or timing patterns, even though

in any real-world deployment they are visible to an adversarial server. In

Section 3.7, we show what these patterns reveal to a persistent passive attacker.

In Section 3.8, we show how an active attacker can break the confidentiality

of Mylar-protected data without exploiting access patterns.

3.3 Security model for MKSE

Mylar is based on a multi-key searchable encryption (MKSE) scheme

invented by Popa and Zeldovich [115]. In [117], Popa et al. argue that Mylar

is secure by appealing to the cryptographic proofs of security for this scheme.

In this section, we show that the theoretical definitions of security for

MKSE proposed by Popa and Zeldovich [115] fail to model security even

against a passive adversary. To this end, we construct an artificial scheme

that satisfies their definition but trivially leaks all keywords queried by a user,

which also reveals the corresponding plaintexts.

This shows that the proofs in [115, 117] are not useful for arguing any

meaningful level of security. It does not (yet) imply that the Mylar MKSE

scheme is vulnerable to attack. In the rest of this chapter, we demonstrate

practical attacks on Mylar when using this MKSE scheme as designed and

implemented by Popa et al.

38



3.3.1 Mylar MKSE

A multi-key searchable encryption scheme (MKSE) allows efficient key-

word search over encrypted keywords. We focus here on the construction by

Popa and Zeldovich [115]. For simplicity assume that all keywords are of

the same length, call it ` bits. The scheme relies on bilinear pairings. Let

G1,G2,GT be groups, all of the same order p. Let n ∈ N be a security param-

eter. We associate to these groups an efficiently computable pairing function

e : G1×G2 → GT that enjoys the property that for all g1 ∈ G1, g2 ∈ G2, gT ∈

GT and any α, β ∈ Zp it holds that e(gα1 , g
β
2 ) = gαβT . The scheme also uses

hash functions H : {0, 1}∗ → G1 and H2 : {0, 1}n×GT → {0, 1}`+n, modeled

as random oracles.

Figure 3.1 shows the details of the scheme. After generating param-

eters and keys (MK.Setup and MK.Kg), the client uses MK.Enc to (sepa-

rately) encrypt each keyword of a document. To enable the server to convert

search tokens for documents encrypted under different keys, the client gen-

erates an appropriate delta value (MK.Delta) and sends it to the server. To

perform keyword search over encrypted documents, the client generates a to-

ken (MK.Token) and sends it to the server. The server uses the delta value

to adjust the token (MK.Adjust) and determines if an encrypted document

matches the keyword (MK.Match).

Note that MK.Match assumes it is given an adjusted token. One can

run MK.Delta on k1 = k2, allowing one to “adjust” a token generated for one

key into an “adjusted” token for the same key. Correctness requires that: (1)
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for all keywords w, MK.Match(tk′, c) returns 1 with probability overwhelm-

ingly close to one if tk′ is a search token for w and c is an encryption of w,

and (2) for all keywords w 6= w′, MK.Match(tk′, c) returns 0 with probability

overwhelmingly close to one if tk′ is a search token for w′ but c is an encryption

of w.

The scheme implemented in Mylar is a variant of the one described

above, in which the same randomness r is reused for all keywords from the

same document. Only one ciphertext is generated for each unique keyword,

and ciphertexts are stored in the order in which the keywords appear in the

document. This reuse of randomness does not seem to impact security relative

to the Popa-Zeldovich definitions, although analysis would require some change

in semantics to accommodate encrypting whole documents at once rather than

individual keywords. We omit the details and focus on the simpler scheme

shown in the figure. All attacks in the rest of the chapter work regardless of

which version of the scheme is used, except where mentioned otherwise.

Security definitions. Popa and Zeldovich introduced two notions of se-

curity for MKSE: data hiding and token hiding. We will only sketch them

informally and refer the interested reader to the whitepaper [115] for the for-

mal definitions.

Data hiding is formalized via a game involving a challenger Ch and an

adversaryA. The game starts by having Ch run parameter generation. A then

chooses an access graph that specifies which keys can have their search tokens

converted to which other keys; A can choose any keys except one distinguished
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• MK.Setup(1n): Return pars = (n, p,G1,G2,GT , e, g1, g2, gT )

• MK.Kg(pars): Return k ← Zp

• MK.Delta(k1, k2): Return ∆ = g
k2/k1
2 ∈ G2

• MK.Token(k, w): Return H(w)k ∈ G1

• MK.Enc(k, w): Draw a random r ← {0, 1}n.
Compute c′ = H2(r, e(H(w), g2)

k).

Output c = 〈r, c′〉.

• MK.Adjust(tk,∆): Return tk′ = e(tk,∆) ∈ GT .

• MK.Match(tk′, c): Let c = 〈r, c′〉.
Return 1 if H2(r, tk

′) = c′ and 0 otherwise.

Figure 3.1: The MKSE scheme analyzed in [115].

key k0 generated honestly by Ch. Ch generates an adjustment delta for each

edge in the graph, and gives these values to A. Then A picks two keywords

w0, w1, gives them to Ch and receives back encryption MK.Enc(k0, wb) for

randomly chosen b. A can make adaptive queries to an encryption oracle

(that uses k0) and a search token oracle (for any key). It cannot, however,

make a query to the search token oracle for w0 or w1 if it is for a key with

an edge to k0 in the access graph. This restriction is critical, as removing it

leads to a vacuous definition (no scheme can meet it), but our counter-example

below exploits it. The adversary outputs a guess b′ and wins if it equals b.

Token hiding attempts to capture the desired security for keyword
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queries. The adversary A again generates an access graph with a special

challenge user with key k0. A picks all other keys. The challenger Ch then

generates delta values for all edges in the graph and gives them to A. Then

A can make adaptive queries to an encryption oracle and search token oracle

for any of the keys, as well as output a pair w0, w1 of keywords for which Ch

returns MK.Token(k0, wb) for randomly chosen b. Throughout the game A

cannot make an encryption query or search token query on w0 or w1 for keys

that do not have a path to them from k0. In words, the adversary can either

perform queries on keywords unrelated to the challenge pair, or can query

them but only for keys unrelated to k0 via delta values. Finally, A outputs b′

and wins if b′ = b.

3.3.2 Counterexample

Popa and Zeldovich assume that if a scheme is both data-hiding and

token-hiding, then no efficient adversary can distinguish encryptions of key-

words or distinguish tokens of keywords (i.e., the outputs of MK.Enc and

MK.Token, respectively) non-negligibly better than a random guess. In this

section, we show that this is false.

The Popa-Zeldovich approach of using two distinct notions for data

hiding and token hiding was previously considered for single-key symmetric

searchable encryption (SSE) by Curtmola et al. in 2006 [35], building on a

data-hiding definition from [51]. Curtmola et al. showed that achieving both

data hiding and token hiding does not imply that a single-key SSE scheme
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hides queries. We adapt their counterexample in a straightforward way to the

MKSE setting.

The counterexample version of the Mylar MKSE scheme has the same

MK.Setup, MK.Kg, MK.Token and MK.Adjust algorithms. We modify en-

cryption and matching as follows:

• MK.Enc′(k, w): Draw a random r ← {0, 1}n.

Compute c′ = H2(r, e(H(w), g2)
k)⊕ (w‖0n).

Output c = 〈r, c′〉.

• MK.Match′(tk′, c): Let c = 〈r, c′〉.

Return 1 if the bit string H2(r, tk
′)⊕ c′ ends with

` zeros and return 0 otherwise.

Below, we prove that this scheme is secure according to the Popa-

Zeldovich definitions. Yet, given a search token H(w)k and an encryption c =

〈r, c′〉 of a keyword (where c′ = H2(r, e(H(w), g2)
pr) ⊕ (w||0`)), the malicious

server can remove the pseudorandom pad and reveal the word w.

We conclude that the proofs of security for Mylar based on the Popa-

Zeldovich MKSE model do not imply anything about the actual security of

Mylar.

Correctness. The probability that MK.Match′(tk′, c) = 1 is one when

tk′ is a token for a keyword w and c is an encryption of w. Now consider the

probability of an incorrect match, where tk′ = e(H(w′), g2)
k but c = 〈r, c′〉 with
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c′ = H2(r, e(H(w), g2)
k) ⊕ (w‖0n). If H is collision resistant, then H(w′) 6=

H(w) with all but negligible probability and, in turn, the probability that the

low n bits of H2(r, e(H(w′), g2)
k)⊕ c′ are all zero is at most 2−n assuming H2

is a random oracle.

Data hiding. Intuitively, the modified Mylar scheme is data-hiding be-

cause H2 is a random oracle, so the value c′ that is XORed with w||0n acts

like a pseudorandom one-time pad. Therefore, the only way to distinguish the

two challenge keywords is to run MK.Match and see which challenge keyword-

ciphertext it matches. According to the Popa-Zeldovich data-hiding definition,

however, the adversary cannot query to obtain a token for either of the chal-

lenge keywords because of the restrictions on queries in the game. Thus, the

adversary cannot distinguish the challenge keywords.

We now sketch a more detailed proof. Given a data-hiding adversary

A against the counterexample scheme, we construct a data-hiding adversary

B against the original Mylar scheme. B proceeds through the five stages of

the data-hiding game as follows. (1) It runs A and outputs in the first stage

the same access graph G as output by A. (2) B gets a list of delta values,

which it gives to A. (3) When A outputs two challenge keywords (w0, w1), B

chooses a bit d at random and outputs as its challenge (U,wd) for U drawn

uniformly from the message space. It gets back a ciphertext 〈r, c′〉 and gives

back to A the ciphertext 〈r, c′ ⊕ (wd‖0n)〉. (4) B answers oracle queries by A

using its own oracles. Note that any token queries by A cannot be on w0 or

w1 for a user u for which (u, 0) ∈ G (i.e., for which the delta between user u
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and 0 is in the graph). Thus B will never make such a token query on wd. The

probability that one of A’s token queries is on U is negligible for sufficiently

large |U |. Thus B satisfies the query restrictions of the game with all but

negligible probability. (5) Finally, A outputs bit b′, and B checks if b′ = d. If

so, it outputs 1 and otherwise it outputs 0.

To complete the proof, it suffices to show that B’s success upper bounds

that of A. If B’s challenge is b = 1, then the environment that B simulates

for A is exactly the data-hiding game for the modified Mylar scheme. If B’s

challenge is b = 0, then the probability that A outputs d is 1
2

because A

receives no information about d. Thus twice B’s advantage is an upper bound

on A’s advantage.

Combining this with the data-hiding proofs for the original scheme [115]

implies the data-hiding security of the modified scheme under the same bilinear

pairing assumptions.

Token hiding. Intuitively, token-hiding is satisfied because the adversary

receives a token for user key k0 of exactly one of the challenge keywords and

can never request the token of either keyword under k0 or any other “non-free”

user key, meaning the adversary has a delta which can adjust the search token

to search over a document whose key it specified in setup. It can also never

receive an encryption of either of the challenge keywords under any “non-free”

document key, which is a key to a document that is accessible by k0 or any

users that can access any documents also accessible to k0. Without either of

these values, it cannot run MK.Match and distinguish the challenge token.
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As with data hiding, we can reduce the token-hiding security of the

modified Mylar MKSE scheme to the original one. Because token generation

is the same in both games, the reduction simply simulates encryption query

responses appropriately (by XOR-ing in w‖0n to values).

3.3.3 Limitations of formal models

Our counterexample highlights a critical problem with the Popa-Zeldo-

vich formal model for MKSE. In the literature on (single-key) symmetric

searchable encryption (SSE), it has long been known that simultaneously meet-

ing separate data-hiding and token-hiding definitions is insufficient. Curtmola

et al. [35] give a stronger, all-in-one simulation-based notion of security for

SSE, and one could conceivably craft a similar model for MKSE. But de-

signing a model that addresses the full spectrum of attacks from an actively

malicious server—which is the explicit goal of Mylar—requires dealing with a

number of other, more challenging issues.

One issue is how to formalize active adversaries. In the cryptographic

literature, “active” is often interpreted as the adversary’s ability to make adap-

tive queries, i.e., choose later encryption or token queries as a function of the

earlier ones. Query adaptivity is handled by many simulation-based notions

for SSE, starting with [35], and the Popa-Zeldovich definitions allow some

query adaptivity as well.

Another issue affecting the modeling of active adversaries is whether

the set of documents subject to keyword search is fixed and never changed, or
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if documents can be deleted, added, or updated. Web applications, including

those for which BoPETs such as Mylar are designed, are inherently dynamic.

Modern SSE definitions [23, 74, 99] model a dynamic document corpus and

an adversary that can make dynamic changes. Modeling a dynamic corpus

for MKSE would be more complex. An accurate definition must incorporate

dynamic changes to the access graph. This includes user nodes and document

nodes being added, as well as access edges being added between user and

document nodes.

In the implementation of Mylar, a malicious server can easily add a

document and give any user access to it. The Mylar paper [117] proposes a

defense but it has not been implemented, nor is it clear how to implement it

in collaborative applications. In Section 3.8, we show how to exploit this gap

to break the confidentiality of data and queries.

Even if the system could be proved secure relative to an all-in-one

simulation-based model for MKSE that addresses both query adaptivity and

dynamic changes to the document corpus, this is not enough to prevent passive

or active attacks based on search access patterns, query [22] or file injection [22,

158], or passive or active attacks against the non-search portions of the BoPET

system (such as metadata). Mylar excludes access patterns from its threat

model, but this will be small consolation for the users of the applications whose

access patterns leak sensitive information to a persistent passive attacker on

the server. We show how to exploit metadata and access patterns in Mylar-

based applications in Sections 3.6 and 3.7, respectively.
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3.4 Threat models for BoPETs

In the rest of this chapter, we turn to the security analysis of BoPETs

and Mylar in particular. We consider three types of attacks, in the increasing

order of attacker capabilities.

A snapshot passive attack is a one-time compromise of the server that

gives the attacker a complete snapshot of the server’s state at the time of the

attack. This is the classic “smash and grab” attack that involves an attacker

breaking in and stealing all encrypted data, unencrypted data, and metadata

stored on the server.

A persistent passive attack involves an attacker who can fully observe

the server’s operations over a period of time. This attacker does not change the

server’s actions but can watch applications’ dynamic behavior, access patterns,

and interactions with users. Unlike a snapshot passive attacker, a persistent

passive attacker can observe how the server evolves over time in response

to interactions with users. We propose the persistent passive attacker as a

realistic model for an honest-but-curious BoPET server.

An active attack involves an arbitrarily malicious attacker who can

tamper with messages to and from clients and perform any operation on the

server. It can also collude with one or more users in order to compromise

confidentiality of the other users’ data and can adapt its strategy over time.

Comparison to prior threat models. Commercial BoPETs all encrypt

data before uploading to a server but are vague about their adversary models.
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We believe that they primarily attempt to defend against snapshot passive

attackers and network eavesdroppers. (We do not consider the latter in this

chapter.) We are unable to determine if they claim security against persistent

passive or active attackers.

Some academic BoPETs claim security against active (and therefore

passive) attacks with the important caveat of excluding attacks based on access

patterns or metadata [64, 84, 116, 117]. This restriction stems from the fact

that the state-of-the-art PRE schemes upon which BoPETs are based leak this

information for the sake of efficiency.

This leakage may be inevitable, but we need methodologies for assessing

the damage it can cause. Obviously, in a real-world deployment, a malicious or

compromised server can take advantage of all available information, even the

information the designers of the system opted to “exclude” from the security

model. Our analyses reflect this approach, and the passive attacks against

Mylar in Sections 3.6 and 3.7 exploit what would be considered out of scope

by previous work. We believe similar attacks apply to other BoPETs. On the

other hand, the attacks in Section 3.8 fall squarely within the threat model

considered in [117].

3.5 Building Web applications on top of encrypted data

It is difficult to evaluate the security of an application framework in

isolation, without considering specific applications, since leakage can vary dra-

matically from application to application depending on what data they store
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on the server, what operations they perform on the data, etc.

Mylar can support a wide variety of Web applications, but only a simple

chat application called kChat is publicly available. In addition to kChat, we

ported three open-source Meteor apps representing different types of function-

ality (see Section 3.5.2). We used an “updated” implementation of Mylar [137]

linked from the Mylar project website, but all issues we found are present in

the original code, too.

3.5.1 Porting apps to Mylar

Since the main motivation for Mylar is to preserve the structure of the

original app, our porting process is parsimonious and follows these principles:

(1) maintain user experience of the original app; (2) follow the app’s data

model unless changes are required to encrypt confidential data; (3) change as

few of the relationships between data structures as feasible. We believe that

this process reflects what developers would do when porting their Meteor apps

to Mylar. Except for a few cases explained in the relevant sections, none of

the vulnerabilities uncovered by our analysis arise from the decisions we made

while porting our sample apps.

All of Mylar’s changes to Meteor are done through plug-and-play mod-

ules called packages. After adding the Mylar packages to the app, the developer

needs to mark which fields to encrypt, which principals to use to encrypt them,

and add principal creation to the code.

Creating, viewing, and updating documents with encrypted fields must
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be handled by the client. If an app accesses the database through Meteor

methods on the server, this functionality needs to be moved to the client. The

developer needs to add code allowing users to share their encrypted data and

change the app to use Mylar’s encrypted search. This is straightforward but

requires creation of search filters restricting what encrypted data a given user

can search over.

Security decisions. Deciding how to create access-control principals and

which field to encrypt with which principal requires an understanding of how

data is used and shared within the app. These decisions are the most subtle

and critical parts of the porting process.

For apps where multiple documents are encrypted with the same key,

we created principals associated with the documents’ common feature. For

example, all messages in a chat room should be encrypted with the same key,

thus principals are associated with chat rooms. If each document is encrypted

with its own key, principals correspond to individual documents. For example,

each medical appointments in MDaisy has its own principal.

If functionality is moved from the server to the client, the developer

may need to update user permissions for the data, which is notoriously chal-

lenging [58]. The user must be given enough permissions for the app to work

correctly, without enabling him to access another user’s private data.

We conjecture that many developers will struggle to make these de-

cisions correctly and that independently developed Mylar apps will contain
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vulnerabilities caused by developers’ mistakes. Even the authors of Mylar

made a security error when porting kChat to Mylar (see Section 3.6.2).

3.5.2 Sample apps

kChat for Mylar is a chat room app released by the Mylar authors. A user

can create rooms, add other users to the rooms they created, send messages,

and search for keywords over all messages in all rooms that he belongs to.

To find other case-study apps, we searched the DevPost software project

showcase and GitHub for open-source Meteor apps that (1) work with po-

tentially sensitive data, (2) contain non-trivial server functionality, such as

searching over sensitive data and/or sharing between multiple users, and (3)

are straightforward to port to Mylar.

MDaisy. MDaisy is a medical appointment app. Every user is either a pa-

tient or a member of the medical staff. Staff create and manage appointments

for patients. Each appointment is associated with a procedure (e.g., MRI, CT

scan, etc.). Patients can view information about their appointments and the

associated procedures.

Each appointment has its own principal that encrypts all sensitive

fields. The staff member creating the appointment grants access to the patient.

Information about different types of procedures is stored separately from ap-

pointments. Each procedure has its own principal that encrypts its data. A

patient is given access to the procedure principal if they have an appointment
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involving that procedure.

OpenDNA. Single-nucleotide polymorphisms (SNPs) are locations in human

DNA that vary between individuals. OpenDNA is a Meteor app that enables

users to upload the results from DNA sequencing and testing services such

as 23andMe [1] to a server and check them for risk groups, i.e., combinations

of SNPs that indicate susceptibility to certain conditions or diseases such as

Alzheimer’s or reveal ancestry.

In the original OpenDNA app, users’ DNA is stored unencrypted on

disk (not in MongoDB) on the server. Risk groups are crowd-sourced and

can be uploaded by any user. Each risk group consists of one or more SNPs-

genotype pairs. When a user wants to check their DNA, the server iterates

through all risk groups, compares them to the user’s DNA, and returns the

resulting matches. OpenDNA is an example of an open system, where any

user can contribute content to be used in other users’ searches.

We modified OpenDNA to encrypt DNA with the user’s principal and

store it in MongoDB. Risk groups are public and not encrypted. We modified

the search functionality to work over the encrypted DNA: the client requests

all risk groups from the server, submits encrypted search tokens for each SNP-

genotype pair to the server, the server uses these tokens to search over the

user’s DNA.

MeteorShop. MeteorShop is a sample e-commerce app. A product has

an image, description, and price; products are organized into categories and
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subcategories. A user adds products to a cart, which keeps track of them and

the total price. In the ported MeteorShop, every item in the cart is encrypted

with the user’s principal.

The original MeteorShop uses the potentially insecure autopublish

package that would push the entire database to client. We modified Meteor-

Shop to only send the products of the subcategory that the user is currently

viewing.

3.6 Exploiting Metadata

Client-server applications need to store metadata on the server. At the

very least, this includes information about which keys are used to encrypt the

data and which users have access to which principals. In many apps, the data

structures created by the app inherently depends on users’ secrets, and even

the names of data structures may reveal sensitive information. This static

metadata is available even to a one-time, snapshot passive attacker.

3.6.1 Links between objects

In Mylar, every user, principal, and encrypted item is stored in its own

MongoDB document in the app’s database on the server. Their relationships

(e.g., user Foo has access to principal Bar that was used to encrypt data Baz)

form an access graph, which is visible even to a snapshot attacker.

MDaisy. In MDaisy, each appointment is created by a member of the
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Figure 3.2: A graph showing the access patterns in MDaisy. Each of the three
principals and their associated fields are in a different color. Each encrypted
field is marked with a lock the color of the principal that encrypted it.

medical staff and shared with only one patient. The details of the appoint-

ment are encrypted with its unique principal, but the metadata representing

the access graph is not encrypted. Starting with an encrypted appointment,

the server can find the appointment’s encrypting principal and then, following

that principal’s wrapped keys, find the patients who can access the appoint-

ment. Figure 3.2 shows a graph of the connections from an appointment to

the patients who can access it.

Knowledge of the patients who have access to a particular appointment

can leak information about the encrypted data. If patient Bob and doctor

Alice have multiple appointments spread over several weeks for a number of

months and the attacker knows that Alice is an oncologist, he can form a

strong hypothesis that Bob is being treated for cancer.

This leakage is inherent in any application where the semantics of inter-

user relationships reveal sensitive information about users. Preventing it re-

quires hiding the access graph from the server—a complicated feat in its own

right—as well as hiding users’ interactions and data accesses. Techniques like
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Figure 3.3: An example from [117]. Bob and Alice are discussing a party in the
‘party’ chat room while Bob and Boss discuss work in the ‘work’ chat room.
The messages in the party room explain how Bob doesn’t want his boss to find
out about the party.

ORAM [54] might help protect users’ interactions with the database at the

cost of removing BoPET’s functionality and reducing it to dumb storage.

3.6.2 Names of objects

It is cricitcal that every developer creating or using a BoPET under-

stands whether users’ assumptions align with those of the developer. For

example, every principal in Mylar has a name, which is used to verify the

authenticity of keys and thus intentionally left unencrypted by the Mylar de-

velopers. The names of user principals are automatically set to their usernames

or email addresses, but developers are responsible for assigning names to all

other principals. Using sensitive information when naming principals will leak

this information to a snapshot passive attacker.

kChat. kChat’s principals are chat rooms and users. Their principal names

are set to room names and usernames, respectively. In general, principal names
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are assigned when principals are created and users are not told how they were

chosen. Users normally cannot see the names of the rooms that they have

not been invited to and they might mistakenly assume that room names are

encrypted on the server. This can create a false sense of privacy in users who

give their rooms revealing names. In fact, room names are visible via the

names of the corresponding principals.

The authors of Mylar intentionally gave human-understandable names

to chat rooms in kChat. This breaks the security of their own motivating

example. One of the figures in [117] shows a kChat user expressing hope that

another user does not learn certain information (see Figure 3.3). But principal

names (i.e., Mylar’s unencrypted metadata) are derived from room names (i.e.,

kChat’s metadata). Because Mylar’s metadata is visible in plaintext on the

server, the server operator can easily learn the name of the chat room and

thus the secret that the users want to protect.

This internal inconsistency shows how difficult it is to match user and

developer expectations. The authors of Mylar could have chosen nondescript

principal names, but this would have broken Mylar’s reliance on principal

names when verifying keys and identities.

3.6.3 Features not protected by encryption

Even secure encryption leaks many features of the data, such relative

sizes. If the data is searchable, Mylar also reveals the count of unique words

for each document because it computes a search token for every word and
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stores these tokens in the same document as the encrypted data.

OpenDNA. In OpenDNA, the combination of encrypted data and search

tokens exceeds the maximum MongoDB document size of 16 MB, thus each

user’s DNA must be split into multiple MongoDB documents. Mylar provides

no guidance to help developers make these decisions.

One simple solution is to split the DNA by chromosomes, with a sep-

arate document containing all SNPs for each chromosome. Another simple

solution is to split the DNA into n documents, with an equal number of SNPs

in each.

Splitting DNA into documents based on chromosomes enables a persis-

tent passive attacker to infer which risk groups the user is searching for. For

example, if a risk group matched documents 1, 3, and 8, then the attacker can

look for known risk groups that are associated with SNPs in chromosomes 1, 3,

and 8. Even if the encrypted chromosomes were stored in random order in the

database, the attacker could tell which chromosome matched the risk group

as the number of SNPs differs greatly between chromosomes. For example,

one DNA test from 23andMe gives 1,700 SNPs in one chromosome and 77,000

in another.1 These differences result in large discrepancies in the size of the

encrypted data and number of encrypted words between documents.

Splitting DNA into equally sized documents also leaks information

1We found similar percentage breakdowns in 1,900 user-released 23andMe reports from
openSNP [106].
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about the user’s queries. In the case of 23andMe, the user is given a file

with SNPs ordered by their chromosomes, and the ordering is preserved when

the file is uploaded. So if the user’s DNA is split into, say, 5 documents, the

attacker can guess that chromosomes 1 and 2 are in document 1, chromosome

3 is split between documents 1 and 2, chromosomes 4-6 are in document 2,

etc.

MDaisy. In MDaisy, medical staff members have only their names stored

in the database, while patients have their name, date of birth, medical record

number, and gender stored. Knowing which users are patients and which are

staff helps a snapshot passive attacker infer sensitive information (see Sec-

tion 3.6.1). If the user’s role is encrypted, it can be easily inferred from the

number of encrypted fields (four for patients, one for staff). Even if all of the

user’s information were stored in a single field, the size of that field would

distinguish patients from staff members.

Preventing inference from relative ciphertext sizes may very well be

impossible in practice. Data can be padded to a pre-defined size, but this

introduces large overheads in computation and storage. Without application-

specific information about data sizes, a BoPET cannot generically hide the

size. Protecting against other attacks such as frequency analysis is tied directly

to the cryptography and functionality of the BoPET and may be a fundamental

limitation.
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3.7 Exploiting access patterns

BoPETs involve rich client-server interactions. Clients fetch, send,

and update documents in the server’s database and interact with each other

through the server. By design, searchable encryption leaks whether a match

succeeded. Furthermore, in systems like Mylar, keywords are encrypted in

order, thus the order of the tokens leaks information, too.

A persistent passive or active attacker on the server can infer users’

secrets from these access patterns. This leakage is fundamental in any non-

trivial BoPET because the services that a BoPET provides to different users

depend on these users’ inputs into the system.

The designers of Mylar acknowledge that Mylar does not hide access

patterns, and in the BoPETs literature it is typical to exclude this leakage [64,

76, 84, 116]. Of course, a malicious server can easily observe these patterns.

To fully understand the limits of BoPETs’ security in realistic scenarios, we

must analyze what sensitive information can be inferred from access patterns

in concrete applications.

MDaisy. If two different patients access the same encrypted procedure in-

formation, a persistent passive attacker can infer that both are undergoing the

same procedure. Given more users and more appointments, this attacker can

cluster users and begin to understand how procedures relate to one another

(e.g., “if a user goes in for procedure Foo, they will typically come back two

weeks later for procedure Bar”). The attacker does not know what the proce-
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dures are, but this confidentiality is very brittle. If a single user discloses their

procedure (either publicly or by colluding with the server), everyone who un-

derwent the same procedure during the attacker’s observations will lose their

privacy.

MeteorShop. Our ported MeteorShop app encrypts every item in the user’s

cart. Items prices stored in the cart are encrypted, too, lest the server identifies

the items by solving a knapsack problem given the total price.

A persistent passive attacker can assume that when an encrypted item

is added to the user’s cart, it came from the list of products most recently

requested by the user. This leakage is mitigated somewhat by the fact that

MeteorShop does not have individual pages for products. Instead, when a user

clicks on a subcategory, the client fetches all products in that subcategory

from the server and displays them. The server thus learns only the item’s

subcategory.

If a shopping app listed each product on its own page, the server would

be able to infer the exact item added to the cart. Even if product information

were fully encrypted on the server and the attacker were somehow prevented

from using the app as a user, the server could infer the products from the

images requested by the client.

OpenDNA. In OpenDNA, if the risk groups being searched for as well as the

search order are known to the server, the server learns sensitive information

about the user’s DNA based on whether a query matched a group or not.
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If the server knows only which risk groups are associated with diseases, the

actual risk group might not matter as the match reveals that the user is at

risk for something.

DNA documents in OpenDNA preserve the original order. If a query

returns a match, the server will know which encrypted data was matched and

can use its location to figure out which SNPs were searched for. From this,

the server can infer the SNP values and the risk group searched for.

3.8 Active attacks

BoPETs are efficient only insofar as they rely on an untrusted server to

execute the application’s server functionality. These operations must be veri-

fied by the client lest they become an avenue for active attacks by a malicious

server. In this section, we use Mylar as a cautionary case study to demonstrate

how a malicious server can exploit his unchecked control over security-critical

operations to break the confidentiality of users’ queries.

First, we show how the server can obtain the delta value that en-

ables searches over a “tainted” principal whose keys are known to the server.

Then, we show how the design of Mylar’s MKSE allows the server to perform

dictionary attacks on all search keywords, not just those that occur in the

tainted principal. This enables efficient brute-force attacks on all of the vic-

tim’s queries, past or future, over any principal in the system. Using chat as

our case study, we demonstrate how this leads to the effective recovery of the

information that Mylar was supposed to protect.
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3.8.1 Forcing users into a tainted principal

As explained in Section 3.2.2, sharing of documents between users in

Mylar is implemented using wrapped keys. For example, suppose Alice wants

to invite Bob into her new chat room. Alice generates a principal for the room,

wraps it with Bob’s public key, and adds the wrapped key to the database.

Finally, she adds this key’s id to the accessInbox field in Bob’s principal.

When Bob’s client is informed of a new wrapped key in its accessInbox, it

immediately and automatically creates the delta for this key, enabling Bob to

search over the contents of Alice’s chat room.

A malicious server can create its own principal, for which it knows the

keys. We call such principals tainted. It can then add the tainted princi-

pal’s wrapped keys to the victim’s accessInbox, and the victim’s client will

automatically generate the delta for keyword searches over the tainted princi-

pal. To stay stealthy, the server can then immediately remove the principal,

wrapped keys, and delta from the database, ensuring that the victim will not

notice. This attack has been verified by executing it in Mylar.

Mylar uses a stateless IDP (identity provider) to certify that keys

claimed by users and principals actually belong to them. In the above ex-

ample, it prevents a malicious server from substituting its own keys for other

users’ and principals’ keys. It does not protect the user from being forcibly

added to any principal chosen by the server.

Fixes. The problem is fundamental and generic. BoPETs aim to preserve
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server functionality, and in multi-user applications, the server is responsible for

conveying to users that there is a new document that they can now query. To

foil this attack, all server actions involving adding access rights to users must

be verified or performed by the client. This involves changing the structure of

the application and adding non-trivial access-control logic on the client side.

The solution suggested by Popa et al. [117] is to require users to explic-

itly accept access to shared documents (and, presumably, check the IDP cer-

tificate of the document’s owner, although this is not mentioned in [117]). The

allowSearch function in the Mylar implementation is responsible for enforcing

this. It contains one line of code, which updates an otherwise unused variable

and calls what we believe is an obsolete version of the MylarCrypto.delta

method without any of the needed parameters. It is never invoked in any

publicly available Mylar or application code. For example, in kChat, anyone

can add a user to their chat room without that user’s consent.

We do not believe that this solution, even if implemented properly,

would work for realistic applications. The semantics of allowSearch are highly

counter-intuitive: when the user is told that someone shared a document with

him and asked “Do you want to be able to search this document?,” the user

must understand that answering “Yes” can compromise all of his queries over

his own documents, including those that are not shared with anyone. Also,

whenever different documents have different access rights, every document

must be a separate principal. Asking the user for a confirmation for every

document (e.g., email) to which he is given access destroys user experience in
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many collaborative applications.

Collusion. The allowSearch defense does not prevent collusion attacks.

If the user voluntarily joins a malicious principal—for example, receives an

email from a user he trusts but who is colluding with the server—the result

is exactly the same: the server obtains the delta for keyword searches over a

tainted principal.

Gap between models and practice. In the searchable encryption litera-

ture, it is common to assume for simplicity that the search index is static, i.e.,

fixed before a security experiment begins and does not change. As explained

in Section 3.3.3, Mylar deals with a more complicated access-controlled search

abstraction, where changes to the “index” can take the form of document cre-

ation, user creation, or access edge creation when an existing user is given

access to a document they did not previously have access to.

In the model claimed to provide the theoretical foundation for My-

lar [115], Popa and Zeldovich assume a static access graph. Even if the model

properly captured what it means for MKSE to be secure (it does not—see

Section 3.3.2), the security of each user’s queries and documents would crit-

ically depend on the user never touching any other data—voluntarily or by

accident—for which the adversary knows the key. This model is not relevant

for the practical security of MKSE-based collaborative systems, such as chat

or email, where dynamic access graphs are the norm.
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3.8.2 Expanding the attack

Any searchable encryption scheme that leaks access patterns is gener-

ically vulnerable to the following attack: if the user searches an adversarially

chosen document, the adversary learns whether the query matched one of the

keywords in that document. This attack, briefly mentioned in [117, section

5.4], has been known in folklore since before the Mylar paper was published.

In the rest of this section, we explain how the flawed design of Mylar

makes it vulnerable to a much more powerful attack. Once the malicious server

obtains the token conversion delta for a particular document, he can expand

the attack to all of the user’s documents (not just those that the user shares

with the adversary) and all search keywords, including keywords that do not

occur in any document stored on the server.

If Mylar fully hid access patterns—for example, by utilizing some kind

of oblivious storage or private information retrieval—the generic attack men-

tioned in [117] would be foiled but Mylar queries would still be vulnerable

to the brute-force attack on search keywords described in Section 3.8.3 (but

not to the concomitant plaintext recovery attack, which requires the server to

observe which documents matched the user’s search query).

All documents. Mylar claims that it “protects a data item’s confidentiality

in the face of arbitrary server compromises, as long as none of the users with

access to that data item use a compromised machine” [117]. This claim is

false. In fact, we are not aware of any searchable encryption scheme that can
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guarantee this property.

For example, suppose Alice keeps her private files on the server. Only

she has access, and she is not using a compromised machine. Alice receives a

server-hosted message from Bob, who uses a compromised machine. Now, if

Alice searches Bob’s message for a particular keyword, a malicious server will

be able to search all of her private files for that keyword—even though none

of the users with access to these files use a compromised machine. This is a

generic feature of all searchable encryption schemes, including Mylar’s MKSE.

In the implementation of Mylar, the situation is even worse. As we

explained in Section 3.8.1, a malicious server can forcibly add any user to any

document, thus expanding the attack to all documents in the system.

All keywords. For efficiency, Mylar trusts the server to convert search

tokens between principals. In Section 3.8.3, we show how this unique fea-

ture of Mylar’s MKSE enables the server to perform dictionary attacks on

all of the user’s queries over any principal. The state-of-the-art at-

tacks on searchable encryption recover only the query keywords that occur

in adversary-controlled documents; increasing recovery ratios requires known-

document or file-injection attacks [22, 158]. By contrast, Mylar allows a ma-

licious server to recover query keywords regardless of whether they occur in

adversary-controlled documents or not.

The basic design flaw (relying on the server to perform a security-

critical operation) is exacerbated in Mylar because there is no way for the user
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to revoke a delta disclosed to the server, nor prevent the server from using the

delta to verify his guesses of the user’s queries.

3.8.3 Brute-forcing query keywords

The attack in this section does not require online access. The server

can save the victim’s queries until the victim is forced into or willingly joins a

tainted principal.

Suppose the victim with key k1 has access to a tainted principal with

key k2. The server has the victim’s delta to the principal key, ∆1 = g
k2/k1
2 .

Knowing k2 and ∆1 the server can compute ∆
1/k2
1 = g

k2/k1·1/k2
2 = g

1/k1
2 .

When the victim issues a search query for word w, it is computed

as H(w)k1 . The server can pair this with g
1/k1
2 to get e(H(w)k1 , g

1/k1
2 ) =

e(H(w), g2). The pairing e, the hash H, and the generator g2 are all public and

known to the server, thus it can pre-compute a dictionary of e(H(w), g2) for

every possible search query and, when the victim submits a query, immediately

check it against the pre-computed dictionary to uncover the word w.

If the victim has access to another principal k3, the server can check if

a document encrypted with k3 contains w. This does not require knowing k3

and can thus be done for any document the victim has access to, tainted or

not.

This attack is dangerous in any setting, but it is especially severe in

typical BoPET applications. Popa et al. use a medical diary application as a

case study for multi-key search [117, section 5.4]. In this application, women
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suffering from endometriosis can record their symptoms for a gynecologist to

monitor. Since there are many more patients than gynecologists, all gynecol-

ogists are given access to one staff principal which, in turn, has access to all

patient information. In other words, there is one high-trust principal shared by

the doctors and many low-trust users (the patients). Once the server obtains

a delta for the shared principal from any gynecologist, the server can perform

plaintext recovery attacks on every record of encrypted symptoms.

3.8.4 Experiments

We simulated a brute-force attack on kChat using several years’ worth

of Ubuntu IRC logs [142] and a dictionary of 354,986 English words [41] (the

biggest we could find).

We chose kChat as our target because it is the only application whose

code was released by Popa et al. as an example of how to port Web applica-

tions to Mylar. The Mylar paper [117] uses kChat extensively as a running

example—along with the claims that Mylar is secure against arbitrarily com-

promised servers—but the release notes of kChat say “The app is secured

against passive adversaries (adversaries who read all data at the server, but

do not actively change information).” This disclaimer does not appear any-

where in the Mylar paper [117] or Mylar website. In any case, as we showed in

Section 3.6.2, kChat does not protect users’ privacy even against a snapshot

passive attacker.

All experiments were run on a Dell Optiplex 7020 with 16 gigabytes of

69



RAM and an Intel i7-4790 quad-core CPU, clocked at 3.6GHz.

Setup. Our proof-of-concept code uses the crypto mk and crypto server

C++ libraries from Mylar. It accepts a user’s search query H(w)k1 , a delta

gk2/k1 , and a principal key k2. This simulates a malicious server obtaining

the principal key for a document to which the user has access. Preprocessing

every word in our 354,986-word dictionary takes roughly 15 minutes of wall-

clock time. Afterwards, recovering the keyword w from H(w)k1 takes less than

15 ms.

Using Java, we downloaded, parsed, and processed Ubuntu IRC logs

from 2013, 2014, and 2015. We used Tika [7] to remove non-English words, the

Stanford NLP library [135] to create our “bag of words,” the Porter stemmer

algorithm for stemming [118], and the stopword list from Lucene [6].

Query distribution. We used different years for cross-validation, attacking

logs from one year with a keyword query distribution generated from another

year’s logs. We experiment both with and without stemming (e.g., changing

“running” to “run”) and stopword removal (e.g., “this”, “the”, “that”). It is

standard in practice to apply stemming and stopword removal, although the

kChat implementation does neither. Following [22], queries were sampled with

replacement and without removing duplicates to simulate two users searching

for the same term. If the chosen query was in our dictionary [41], an adversary

would be able to recover the query keyword and all of its occurrences across all

documents. The recovery rates were calculated as the number of occurrences of
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the recovered queried keywords divided by the total number of occurrences of

all words in all documents. For the stemming and stopword removal case, the

recovery rates were calculated as the number of occurrences of the recovered

queried stemmed keywords divided by the total number of occurrences of non-

stopwords in all documents.

Results. Figure 3.4 shows the results of our simulated experiments. The

upper curve is without stemming and stopword removal, the lower includes

them. While we performed cross-validation, the results of all experiments

were nearly identical, so we only present the average recovery rates over 20

trials of the same experiment. The 95% confidence interval was between 4%

and 6% in almost all experiments.

We simulated queries in increments of 100, starting with 100 and ending

at 2,000. At 100 queries, our recovery rate is 20–25%, growing quickly to above

50% with 800–900 queries. With 2,000 queries, we recover 65–69% of the entire

corpus.

As implemented Mylar does not randomize the order of encrypted key-

words. For data encryption, Mylar uses MylarCrypto.text encrypt() which

calls the function tokenize for search() to split strings into lowercase to-

kens, preserving order. The ordered tokens are then encrypted and sent to the

Mylar server. Therefore, in addition to keywords, our attack recovers their

order, revealing much more than a bag of words. Figure 3.5 shows examples

of recovered messages without stopword removal or stemming for one of the

experiments using 2,000 queries.
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Figure 3.4: Recovery rates for simulated query brute-force attacks against
Ubuntu IRC dataset.

The exact query distribution has a large effect on recovery rates. Using

uniformly sampled queries means that all but a small fraction of the 180,000

unique keywords only appear once in a given year’s log file. This would greatly

reduce the efficacy of the attack. Unfortunately, there has been no systematic

study of real query distributions in this setting to guide our experiments.

Therefore, we chose to sample queries from the keyword frequency distribution,

following prior work [22] and because it is unlikely that real user queries would

be approximately uniform.

With stemming and stopword removal, the recovery rate for 100 queries

is almost 10% lower. This difference in recovery rates becomes smaller as the
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??? ??? don’t tell anyone because it might diminish my

manliness but disney rocks

dad in law is going to the hospital not sure if he’s having an

??? reaction cough medicine

Figure 3.5: Examples of recovered plaintext data from our simulated attacks
on [142] . Unrecovered words are marked with ???.

number of queries increases. While less information is recovered in this case

(since we recover only prefixes of words and cannot recover stopwords), it still

represents a significant amount of partial leakage about plaintexts.

The effect of stemming on query and plaintext recovery is not well un-

derstood. Previous work [22] pointed out that stemming, in some sense, makes

the adversary’s job easier, because recovering a stemmed query for a word like

“run” also recovers the words “running,” “runs,” and “ran.” Stemming also

changes the keyword distribution of a corpus of documents, which could make

inference attacks easier. It is not known whether stemming affects the relative

value of recovering a particular query, because knowing that a stem for, say,

“run” exists in a document does not give the adversary information about the

exact keyword in that document. We conjecture that recovering a stemmed

keyword still reveals valuable information to an adversary since different key-

words with the same stem are semantically related.

Measuring the value of recovering a particular keyword is an open prob-

lem. Certainly, recovering stopwords gives the adversary little information

about a corpus, but quantifying the value of other, less frequent words is dif-

ficult and highly distribution-dependent. In information retrieval, there are
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techniques for quantifying the “relevance” of a keyword to a particular doc-

ument, but this is mostly in the context of returning the best matches for a

particular query and does not capture the value of recovering, for example,

the keyword “malignant” or “benign” in a corpus of medical documents.

3.8.5 Chosen-query attacks

In open applications, data contributed by one user can influence other

users’ queries. An active attacker can then craft queries designed to leak infor-

mation about the searcher’s documents without the need for tainted principals.

For example, risk groups in OpenDNA are crowd-sourced and shared

between all users in plaintext. Each risk group contains one or more SNP-

genotype pairs. A malicious user or server can upload custom risk groups to the

database. These could be as simple as SNP-genotypes pairs that correspond to

sensitive genetic information (such as ancestry or predisposition to a certain

disease), or as complex as risk groups covering all possible genotypes for a

given SNP. If a malicious risk group is successfully found within a user’s DNA,

the server learns sensitive information. The server can recover a user’s entire

reported genetic information by brute force with roughly 12 million queries.

Admittedly, this is a lot of queries, but note that the server is recovering

760,000 SNPs in this case.
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3.9 Related work

BoPETs. Searchable encryption (SE) was explored by [24, 35, 61, 74, 109,

132]. Islam et al. [72] showed that the access patterns of SE systems can be

used to recover queries. Cash et al. [22] investigated plaintext recovery attacks

in SE schemes similar to [64, 84].

BoPETs include numerous commercial systems for encrypted cloud

computation [32, 50, 114, 119, 130]. In particular, Kryptnostic [139] uses

a multi-key searchable encryption scheme very similar to Mylar’s. VC3 [126]

relies on a trusted processor to run MapReduce in an untrusted cloud.

CryptDB [116] adds encryption to databases while still supporting var-

ious client queries. Naveed et al. [98] showed that CryptDB’s determinis-

tic (DTE) and order-preserving encryption (OPE) schemes leak information.

Mylar does not use OPE and Mylar’s encrypted search scheme does not leak

word frequencies within documents, making DTE frequency analysis and `p-

optimization attacks impractical.

Privacy of Web apps. Client-side encryption in Web apps was explored

in [5, 31, 45, 64, 121]. Distribution and revocation of access in encrypted file

sharing systems was studied in [144, 145].

SUNDR [88] and Depot [91] address data integrity, SPORC [43] adds

confidentiality to SUNDR, Radiatus [30] isolates individual users’ data. Ver-

ena [75] is a Meteor extension that addresses integrity, not confidentiality.

Side channels in Web apps. Chen et al. [29] demonstrated powerful
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side-channel attacks on HTTPS-protected Web apps that exploit packet sizes

and other features. These vulnerabilities are “fundamental to Web 2.0 ap-

plications.” Sidebuster [156], SideAuto [67], and the system by Chapam and

Evans [28] help discover side-channel vulnerabilities in Web apps. Side chan-

nels can be mitigated by padding or varying network traffic [89, 90]. All of

these papers assume a network adversary, as opposed to an untrusted server.

3.10 Conclusion

The Mylar framework for building Web applications on top of encrypted

data claims to be secure against active attacks [117] and is based on a multi-key

searchable encryption (MKSE) scheme, which was proved secure in a formal

model proposed by Popa and Zeldovich [115]. However, the claims made by

Popa et al. in [117] are incorrect: Mylar does not protect its data’s confiden-

tiality. Mylar metadata and access patterns leak large amount of sensitive

information. A basic system design flaw at the core of Mylar—relying on an

untrusted server to convert clients’ tokens—enables an efficient brute-force dic-

tionary attack on users’ queries. This attack can even recover search keywords

that do not occur in adversary-controlled documents. Furthermore, the proof

of the MKSE scheme from [115] is fundamentally incorrect.

All of the Mylar flaws we found arise from three underlying issues: (1)

poor and unrealistic threat models; (2) gaps between theory and implementa-

tion; and (3) incorrectly assuming no connections exist between sensitive data

and unprotected data. These lessons transcend Mylar and apply generically
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to the entire class of BoPETs.

Bad privacy models. As implemented, Mylar does not provide security

against either of the loosely defined adversarial models in [117]. We proposed

three real-world security models and showed that Mylar also does not protect

against them. Mylar fails to secure metadata—some of which is created and

used by Mylar—against our simplest adversary, the snapshot passive attacker.

The Mylar scheme considers the persistent passive attacker, a realistic threat

faced by any BoPET, completely out-of-scope. And the Mylar authors fail to

both correctly prove or secure their searchable encryption against an active

attacker.

BoPETs must first define realistic threat models and then develop for-

mal cryptographic definitions that capture security in these models. Building

a scheme first and then carefully crafting a cryptographic model in which the

scheme can be proved secure results in schemes whose security breaks down in

practice.

Gaps between theory and practice. Even after defining a scheme on

paper, implementing it can create its own set of problems. We find numer-

ous subtle issues that arise from this disconnect between theory and practice.

These issues span all three of the real-world adversarial models we propose.

First, metadata is rarely defined in protocols on paper, but is needed

when implementing a system. The natural process for porting applications

(i.e., encrypt all data and adapt server operations so they can be performed
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over ciphertexts) leaves metadata exposed. In the case of Mylar, metadata

is needed for the labels that allows a server to connect principals with their

encrypted data and wrapped keys. It is the glue that holds the actual software

together. However, this metadata is correlated with encrypted data, allowing

a snapshot passive adversary to discover supposedly protected information.

Access patterns must be hidden or securely obfuscated to be secure

against persistent passive attackers. Mylar deems doing so entirely out-of-

scope. This approach unsurprisingly opens Mylar up to data leakage through

data-dependent behavior.

To protect against active attacks, every essential operation performed

by the server must be either executed or verified by the client. This runs con-

trary to the entire premise of BoPETs, since they aim to preserve the existing

split of application functionality between clients and servers with all concomi-

tant benefits by relying on clever encryption to protect data from untrusted

servers. We conjecture that verifying or moving every server operation to the

client involves a substantial re-engineering of application logic and is likely to

incur high performance overheads.

Mylar is ostensibly written for non-security experts to port their appli-

cations to a secure, privacy sensitive framework. However, security and privacy

are challenging. Even if Mylar did not have underlying fundamental flaws, we

propose it would be extremely hard for a non-expert to create a secure app

using Mylar. Three of the four apps we examined (i.e., kChat, OpenDNA,

and MDaisy) require making subtle design decisions that must be addressed
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by the app developer to be secure, pending the developer even discovers them.

Even the developers of Mylar missed protecting sensitive user information in

their implementation of kChat.

Correlations between sensitive and non-sensitive data. As stated

above, Mylar has many flaws where data deemed non-sensitive is correlated

with sensitive data. Metadata is added to the system that, when left un-

protected, can be used to discover sensitive information. Even worse, access

patterns are deemed entirely out-of-scope, yet are completely intertwined with

sensitive information via data-dependent behavior.

The problem of building client-server application frameworks that pro-

vide meaningful security against passive and active attackers is challenging.

Metadata can leak sensitive information and balancing a potentially untrusted

server’s ability to perform desired functionality on data while protecting the

privacy of said data is an open question. We show that Mylar, a potentially

solution to this issue, is not able to adequately protect users’ privacy in realis-

tic scenarios. In doing so, we present three adversarial models with real-world

functionalities that can be used by future BoPET developers.
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Chapter 4

Defeating Image Obfuscation with Deep

Learning

4.1 Introduction

As user-contributed photographs and videos proliferate online social

networks, video-streaming services, and photo-sharing websites, many of them

can be found to leak sensitive information about the users who upload them,

as well as bystanders accidentally captured in the frame. In addition to the

obvious identifiers such as human faces, privacy can be breached by images

of physical objects like medicine bottles, typed or handwritten text, license

plates, contents of computer screens, etc.

Fully encrypting photos and videos before sharing or uploading them

blocks direct information leakage, but also destroys information that is not

privacy-breaching. Furthermore, encryption prevents many common forms of

processing. For example, encrypted photos cannot be easily compressed for

network transmission or cloud storage not can they be scaled or cropped by

social media or image hosting websites.

Several privacy protection technologies aim to solve this challenge by

obfuscating or partially encrypting the sensitive parts of the image while leav-
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ing the rest untouched. A classic example of such a technology is facial blur-

ring. It suppresses recognizable facial features but keeps everything else intact,

thus preserving the utility of photographs for purposes such as news report-

ing. These techniques do not provide well-defined privacy guarantees. Privacy

is argued informally, by appealing to the human users’ inability to recognize

faces and other sensitive objects in the transformed images.

We argue that humans may no longer be the “gold standard” for ex-

tracting information from visual data. Recent advances in machine learning

based on artificial neural networks have led to dramatic improvements in the

state of the art for automated image recognition. Trained machine learning

models now outperform humans on tasks such as object recognition [63, 71]

and determining the geographic location of an image [146]. In this chapter,

we investigate what these advances mean for privacy protection technologies

that rely on obfuscating or partial encrypting sensitive information in images.

Our contributions. We empirically demonstrate how modern image recog-

nition techniques based on artificial neural networks can be used as an adver-

sarial tool to recover hidden sensitive information from “privacy-protected”

images. We focus on three privacy technologies. The first is mosaicing (com-

monly called pixelation), which is a popular way of obfuscating faces and num-

bers. The second is face blurring, as deployed by YouTube [151]. The third is

P3 [122], a recently proposed system for privacy-preserving photo sharing that

encrypts the significant coefficients in the JPEG representation of the image.

P3 aims to make the image unrecognizable yet preserve its JPEG structure
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and enable servers to perform certain operations on it (e.g., scaling or cropping

the image).

To illustrate how neural networks defeat these privacy protection tech-

nologies, we apply them to four datasets that are often used as benchmarks

for face, object, and handwritten-digit recognition. All of these tasks have sig-

nificant privacy implications. For example, successfully recognizing a face can

breach the privacy of the person appearing in a recorded video. Recognizing

digits can help infer the contents of written text or license plate numbers.

On the MNIST dataset [86] of black and white hand-written digits, our

neural network achieves recognition accuracy of almost 80% when the images

are “encrypted” using P3 with threshold level 20 (a value recommended by

the designers of P3 as striking a good balance between privacy and utility).

When the images are mosaiced with windows of resolution 8 × 8 or smaller,

accuracy exceeds 80%. By contrast, the accuracy of random guessing is only

10%.

On the CIFAR-10 dataset [81] of colored images of vehicles and animals,

we achieve accuracy of 75% against P3 with threshold 20, 70% for mosaicing

with 4 × 4 windows, and 50% for mosaicing with 8 × 8 windows, vs. 10% for

random guessing.

On the AT&T [9] dataset of black-and-white faces from 40 individuals,

we achieve accuracy of 57% against blurring, 97% against P3 with threshold

20, and over 95% against all examined forms of mosaicing, vs. 2.5% for random
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guessing.

On the FaceScrub [102] dataset of photos of over 530 celebrities, we

achieve accuracy of 57% against mosaicing with 16 × 16 windows and 40%

against P3 with threshold 20, vs. 0.19% for random guessing.

The key reason why our attacks work is that we do not need to specify

the relevant features in advance. We do not even need to understand exactly

what is leaked by a partially encrypted or obfuscated image. Instead, neu-

ral networks automatically discover the relevant features and learn to exploit

the correlations between hidden and visible information (e.g., significant and

“insignificant” coefficients in the JPEG representation of an image). As a con-

sequence, obfuscating an image so as to make it unrecognizable by a human

may no longer be sufficient for privacy.

In summary, this work is the first to demonstrate the power of modern

neural networks for adversarial inference, significantly raising the bar for the

designers of privacy technologies.

4.2 Image obfuscation

As the targets for our analysis, we chose three obfuscation techniques

that aim to remove sensitive information from images. The first two techniques

are mosaicing (or pixelation) and blurring. These are very popular methods for

redacting faces, license plates, adult content, and text (Figure 4.1). The third

technique is a recently proposed system called P3 [122] that aims to protect
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Figure 4.1: An image from The Guardian showing a police raid on a drug
gang [87]. The accompanying article explains that UK drug gangs are grow-
ing more violent and that police informants and undercover operatives face
possible retaliation [3]. The officers’ faces are presumably mosaiced for their
protection. The window appears to be 12× 12 pixels. Using 16× 16 windows
(which obfuscate more information than 12×12 windows), our neural network
achieves 57% accuracy in recognizing an obfuscated image from a large dataset
of 530 individuals. The accuracy increases to 72% when considering the top
five guesses.

the privacy of images uploaded to online social networks such as Facebook

while still enabling some forms of image processing and compression.

4.2.1 Mosaicing

Mosaicing (pixelation) is used to obfuscate parts of an image. The

section to be obfuscated is divided into a square grid. We refer to the size

of each square (a.k.a., “pixel box”) as the mosaic window. The average color
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of every pixel in each square is computed and the entire square is set to that

color [65].

The size of the window can be varied to yield more or less privacy.

The larger the box, the more pixels will be averaged together and the less

fine-grained the resulting mosaiced image will be.

Although the size of the image stays the same, mosaicing can be thought

of as reducing the obfuscated section’s resolution. For example, a window of

size n× n applied to an image effectively reduces the number of unique pixels

in an image by a factor of n2.

4.2.2 Blurring

Blurring (often called “Gaussian blur”) is similar to mosaicing and used

to obfuscate faces and sensitive text. Blurring removes details from an image

by applying a Gaussian kernel [65]. The result is a “smoothed” version of the

original image (see Figure 4.2).

In 2012, YouTube introduced the ability to automatically blur all faces

in a video [151]. YouTube presents their automatic facial blurring as a way

to improve video privacy. For example, they suggest that it can be used it

to “share sensitive protest footage without exposing the faces of the activists

involved.” In 2016 YouTube introduced the ability to blur arbitrary objects in

a video [152]. Once this feature is selected, YouTube will attempt to continue

blurring the selected objects as they move around the screen. YouTube claims

to have added this feature “with visual anonymity in mind.”
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Figure 4.2: A victim of human trafficking in India [105]. Her face has been
blurred, presumably to protect her identity. Our neural networks, trained on
black-and-white faces blurred with YouTube, can identify a blurred face with
over 50% accuracy from a database of 40 faces.

Mosaicing and blurring do not remove all information from an image,

but aim to prevent human users from recognizing the blurred text or face. The

result of these techniques also often used as it is less visually jarring than, for

example, a black box produced by full redaction.

In Section 4.7, we survey prior papers that demonstrated the insuffi-

ciency of mosaicing and blurring as a privacy protection technique. To the

best of our knowledge, this work is the first to demonstrate that standard

image recognition models can extract information from mosaiced and blurred

images.
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4.2.3 P3

Privacy Preserving Photo Sharing (P3) [122] was designed to protect

the privacy of JPEG images hosted on social media sites. P3 is intended to

be applied by users, but it also assumes that the sites will not prevent users

from uploading P3-protected images.

The main idea of P3 is to split each JPEG into a public image and

a secret image. The public image contains most of the original image but

is intended to exclude the sensitive information. Public images can thus be

uploaded to online social networks and untrusted servers. It is essential that

the public image is not encrypted and correctly formatted as a JPEG since

some popular sites (e.g., Facebook) do not allow users to upload malformed

images.

The secret image is much smaller in size but contains most of the sensi-

tive information from the original image. It is encrypted and can be uploaded

to a third-party hosting service like Dropbox.

Given a public image and a private image, it is easy to combine them

back into the original image. P3 proposes a browser plugin that can be used

while browsing social media sites. The plugin automatically downloads an

encrypted image, decrypts it if the user has the appropriate keys, and displays

the combined image. Anyone browsing the social media site without the plugin

or the corresponding keys would only see the public parts of images.

P3 supports the recovery of original images even after transformations
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Figure 4.3: P3 works by removing the DC and large AC coefficients from the
public version of image and placing them in a secret image. (Image from [122])

(e.g., cropping and resizing) are applied to the public image, but the details

of this do not affect the privacy properties of P3 and we omit them.

To explain how P3 works, we first review the basics of JPEG image

formatting [134]. When converting an image to JPEG, the color values of each

block of 8 × 8 pixels are processed with a discrete cosine transform (DCT),

and the resulting DCT coefficients are saved as the image representation (after

some additional formatting).

P3 assumes that the DC coefficient (the 0th one) and the larger AC

coefficients (the remaining 63) carry the most information about the image.

When applying P3 to an image, the user sets a threshold value. The DC
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coefficients, as well as any AC coefficients whose values are larger than the

threshold, are encrypted and stored in the secret image (see Figure 4.3). In

the public image, these coefficients are replaced by the threshold value. All

remaining AC coefficients are stored in in the public image in plaintext. To re-

construct the original image, the coefficients in the secret image are decrypted

and copied to their places in the public image.

By varying the threshold value, the user can balance the size of the

secret image against the amount of data removed from the public image. The

authors of P3 recommend using threshold values between 10 and 20.

P3 explicitly aims to protect images from “automatic recognition tech-

nologies” [122]. P3 uses signal processing tests, including edge detection, face

detection, face recognition, and SIFT features, as privacy metrics. Since these

features in the public images do not match those in the original images and

standard techniques do not find or recognize faces in the public images, the

authors of P3 conclude that the system protects privacy. They do not evalu-

ate the human recognition rate of public images, but as examples in Table 4.1

illustrate, public P3 images produced with the recommended threshold values

do not appear to be human-recognizable.

4.3 Artificial neural networks

Neural networks with many layers, also known as deep neural networks,

have become very effective in classifying high-dimensional data such as images

and speech signals [62, 63, 85]. As opposed to other machine learning al-
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gorithms, which require explicit feature specification and engineering, neural

networks can, given a classification task, automatically extract complex fea-

tures from high-dimensional data and use these features to find the relationship

between the data and the model’s output. In this chapter, we focus on training

neural networks in a supervised setting for classification. The training process

involves constructing a model that learns the relationship between data and

classes from a labeled dataset (where for each data record we know its true

class).

An artificial neural network is composed of multiple layers of nonlinear

functions so that more abstract features are computed as nonlinear functions

of lower-level features. Each function is modeled as a neuron in the network.

The input to the inner layer’s neurons is the output of the neurons in the

previous layer. The functions implemented in the neurons are referred to as

activation units and are usually pre-determined by the model designer. The

nonlinear functions are constructed to maximize the prediction accuracy of the

whole model on a training dataset. In Section 4.5.4, we give concrete examples

of neural networks used for image recognition tasks.

In our networks, we use two activation units: ReLU (rectified linear

units) and LeakyReLU. The ReLU is an activation function f(x) = max(0, x),

while the LeakyReLU is the activation function

f(x) =

{
x, if x > 1

0.01x, otherwise.

Model training or learning is an optimization problem whose objective
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Figure 4.4: Schematic architecture of a convolutional neural network [37].
The network is composed of convolutional layers followed by max-pooling sub-
sampling layers. The last layers are fully connected.

is to (1) extract the most relevant features for a particular classification task,

and (2) find the best relationship between these features and the output of the

model (i.e., classification of inputs).

The architecture of the network, which determines how different layers

interact with each other, greatly affects the potential accuracy of the model.

Convolutional neural networks (CNN) are a common deep neural-network ar-

chitecture for object recognition and image classification, known to yield high

prediction accuracy [82, 128]. CNNs have also been widely used for face recog-

nition. Zhou et al. [159] and Parkhi et al. [110] presented CNNs for the Labeled

Faces in the Wild database [66] supplemented with large datasets of Web im-

ages. FaceNet [125] is an efficient CNN for facial recognition trained on triplets

of two matching and one non-matching facial thumbnails.

As opposed to fully connected neural networks, in which all neurons in

one layer are connected to all neurons in the previous layer, in a convolutional

neural network each neuron may process the output of only a subset of other

neurons. This technique allows the model to embed some known structure of
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the data (e.g., relationship between neighboring pixels). Figure 4.4 illustrates

the schematic architecture of a convolutional neural network. These networks

are composed of multiple convolutional and sub-sampling layers with several

fully connected layers at the end. Each neuron in a convolutional layer works

on a small connected region of the previous layer (e.g., neighboring pixels in the

first layer) over their full depth (e.g., all color signals in the first layer). Usually,

multiple convolutional neurons operate on the same region in the previous

layer, which results in extracting multiple features for the same region. In the

sub-sampling layer, a function of these features is computed and passed to the

next layer. Max-pooling, where the feature with the highest value is selected,

is typically used for this purpose. After a few convolutional and max-pooling

layers, the final layers of the network are fully connected.

Given a network architecture, the training process involves learning the

importance weights of each input for each neuron. These weights are referred

to as neural-network parameters. The objective is to find the parameter values

that minimize the classification error of the model’s output. Training is an

iterative process. In each iteration (known as a training epoch), the weights

are updated so as to reduce the model’s error on its training set. This is done

by stochastic gradient descent algorithm [123] which computes the gradient

of the model’s error over each parameter and updates the parameter towards

lower errors. The magnitude of the update is controlled by the “learning rate”

hyper-parameter.

To avoid overfitting on the training set and to help the trained model
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generalize to data beyond its training set, various regularization techniques are

used. Dropout [133] is an effective regularization technique for neural networks

which works by randomly dropping nodes (neurons) during the training with

a pre-determined probability.

4.4 Threat model

We assume that the adversary has a set of obfuscated images and his

goal is to uncover certain types of sensitive information hidden in these im-

ages: namely, recognize objects, faces, and/or digits that appear in the image.

Recognizing objects or faces from a known set is a standard image recognition

task, except that in this case it must be performed on obfuscated images. For

example, the operator of a storage service that stores obfuscated photos from

an online social network may want to determine which users appear in a given

photo.

We also assume that the adversary has access to a set of plain, unob-

fuscated images that can be used for training the adversary’s neural networks.

In the case of objects or handwritten digits, the adversary needs many dif-

ferent images of objects and digits. Such datasets are publicly available and

used as benchmarks for training image recognition models. In the case of face

recognition, the adversary needs the set of possible faces that may appear in

a given photo. This is a realistic assumption for online social networks, where

the faces of most users are either public, or known to the network operator.

We assume that the adversary knows the exact algorithm used to ob-
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fuscate the images but not the cryptographic keys (if any) used during obfus-

cation. In the case of P3, this means that the adversary knows which threshold

level was used but not the keys that encrypt the significant JPEG coefficients.

In the case of mosaicing, the adversary knows the size of the pixelation win-

dow. In the case of blurring, the adversary has black-box access to the blurring

algorithm and does not have any information about this algorithm other than

what this algorithm produces on adversary-supplied videos and images. This

accurately models the case of YouTube blurring, which from the viewpoint of

a video creator has a simple on/off switch.

4.5 Methodology

4.5.1 How the attack works

The main idea of our attack is to train artificial neural networks to

perform image recognition tasks on obfuscated images. We train a separate

neural-network model for each combination of an obfuscation technique and a

recognition task.

As explained in Section 4.4, we assume that the adversary has access to

a set of plain, unobfuscated images that he can use for training. We generate

the training set by applying the given obfuscation technique to these images

(for example, request YouTube’s Video Manager to blur the faces). We then

perform supervised learning on the obfuscated images to create an obfuscated-

image recognition model, as described in Section 4.5.5. Complete descriptions

of our neural-network architectures are in the appendices. Finally, we measure
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Mosaic P3
Dataset Original 2× 2 4× 4 8× 8 16× 16 20 10 1

MNIST

CIFAR-10

AT&T

FaceScrub

Table 4.1: Examples images from each dataset. The leftmost image is the orig-
inal image. The remaining columns are the image obfuscated with mosaicing
with windows of 2× 2, 4× 4, 8× 8, and 16× 16 pixels and P3 with thresholds
of 20, 10, and 1.

the accuracy of our models.

In all of our experiments, the training set and the test set are dis-

joint. For example, the images used for training the mosaiced-face recognition

model are drawn from the same dataset of facial photos as the images used for

measuring the accuracy of this model, but the two subsets have no images in

common.

4.5.2 Datasets

We used four different, diverse datasets: the MNIST database of hand-

written digits, the CIFAR-10 image dataset, the AT&T database of faces, and
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the FaceScrub celebrity facial dataset.

MNIST. The MNIST dataset [86] consists of 28 × 28 grayscale images of

handwritten digits collected from US Census Bureau employees and high-

school students. Each image consists of one handwritten digit (i.e., an Arabic

numeral between 0 and 9). The dataset is divided into a training set of 60,000

images and a test set of 10,000 images. We expanded the MNIST images to

32x32 images by adding a 2-pixel white border around the edge of each image.

CIFAR-10. The CIFAR-10 dataset [81] consists of 32 × 32 color images.

Each image contains an object belonging to one of 10 classes. Each class is

either a vehicle (e.g., plane, car, etc.) or an animal (e.g., dog, cat, etc.). There

are 50,000 images in the CIFAR-10 training set and 10,000 images in the test

set.

AT&T. The AT&T database of faces [9] contains 400 92 × 112 grayscale

images of 40 individuals. Each individual has 10 images in the dataset, taken

under a variety of lighting conditions, with different expressions and facial de-

tails (i.e., with or without glasses). For our training set, we randomly selected

8 images of each person. The remaining 2 were used in the test set.

FaceScrub. The FaceScrub dataset [102] is a large dataset originally con-

sisting of over 100,000 facial images of 530 celebrities. The images have been

compiled from various online articles. Due to copyright concerns only the im-

age URLs are distributed, not the images themselves. Some of the images are

no longer accessible and we were able to only download 66,033 images. Face-
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Scrub includes the bounding boxes for the faces in each image and we used

those to extract the faces. 10 images of each person was used in the test set,

the remaining 60,733 were used for training. Because some of the images are

not in color, we converted all images to grayscale and scaled them to 224×224.

4.5.3 Obfuscation

For mosaicing (pixelation), we wrote a simple Python script using

NumPy [104] to compute the average color of a block of pixels and then change

the entire block to that color.

To obfuscate images using the P3 technique, we modified the 9a version

of the Independent JPEG Group’s JPEG compression software [70] to replace

any JPEG coefficient whose absolute value is bigger than the threshold with

the threshold value. The resulting image is the same as the public image that

would have been produced by P3.

For blurring faces in the AT&T dataset, we used YouTube’s facial blur-

ring [151]. For the training and test sets, we used ffmpeg to create videos of

the original faces from the dataset and uploaded them to YouTube. Each face

was shown for 1 second and followed by 1 second of white frames before the

next face was shown. Video resolution was 1280×720, with the 92×112 faces

centered in the frames.

After uploading the training and test videos, we used YouTube’s Video

Manager to automatically blur all faces in these videos, then downloaded the

videos and used ffmpeg to extract each frame. We did not notice any faces
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Figure 4.5: An original AT&T image and two blurred frames extracted from
a blurred YouTube video. Although the unblurred frames were identical, the
two blurred frames are different.

that YouTube did not blur, but some edges of a few images were not blurred.

Although the images in the videos were static, many of the faces in

the blurred videos shifted in appearance, that is, parts of an image would

become lighter or darker between frames. We do not know if this is a feature

added by YouTube to make identification harder or an artifact of their blurring

technique. To account for the different blurrings of each image and to avoid

any bleeding across images, we used the middle 5 frames of each image in the

videos. This increased the size of our training and testing sets to 1,600 and

400 images each.

Because the blurring often extended outside of the original image bor-

ders, we extracted the center 184×224 pixels from each frame and then resized

them to 92× 112 pixels. Two examples of a blurred image can be seen in Fig-

ure 4.5.
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4.5.4 Neural networks

Our experiments were done with three different neural networks: a

digit recognition model for the MNIST dataset, an object recognition model

for CIFAR-10, and a face recognition model for AT&T and FaceScrub datasets.

All of our models are deep convolutional neural networks [73, 82] that utilize

dropout [133] regularization.

Note that we use the same architecture for training classification mod-

els on the original and obfuscated images. We compare the accuracy of our

models on obfuscated images with the accuracy of similar models on the orig-

inal images. If we had used more accurate neural-network models or tailored

neural networks specifically for recognizing obfuscated images, we believe we

could have achieved even higher accuracy than reported in this chapter.

MNIST. We used a simple neural network for classifying images in the

MNIST dataset, based on Torch’s template neural network for MNIST [33].

See Appendix 1.1 for the exact description of the network architecture we used.

In this network, each convolutional layer with a leaky rectified linear

unit (LeakyReLU) is followed by a layer of pooling. The network ends with a

simple fully connected layer and a softmax layer that normalizes the output of

the model into classification probabilities. A dropout layer with a probability

of 0.5 is introduced between the linear layer and the softmax layer.

CIFAR-10. For CIFAR-10, we used Zagoruyko’s CIFAR-10 neural net-

work [154]. This network was created to see how batch normalization worked
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with dropout. Batch normalization speeds up the training and improves neu-

ral networks by normalizing mini-batches between layers inside the neural

network [71]. The Zagoruyko method creates a large convolutional neural net-

work and adds batch normalization after every convolutional and linear layer.

Zagoruyko’s network consists of 13 convolutional layers with batch normaliza-

tion, each with a rectified linear unit (ReLU). See Appendix 1.2 for the exact

description of the network architecture.

AT&T and FaceScrub. The networks used for the AT&T and FaceScrub

datasets of facial images are similar to the one used on the MNIST dataset,

with an extra round of convolution. See Appendix 1.3 and 1.4 for the exact

description of the network architecture.

4.5.5 Training

For each of our experiments, we obfuscated the entire dataset and then

split it into a training set and a test set. In the MNIST and CIFAR-10 datasets,

images are already designated as training or test images. For AT&T and

FaceScrub, we randomly allocated images to each set.

For training the MNIST model, we used the learning rate of 0.01 with

the learning rate decay of 10−7, momentum of 0.9, and weight decay of 5×10−4.

The learning rate and momentum control the magnitude of updates to the

neural-network parameters during the training [15, 123]. For training the

CIFAR-10 model, we initialized the learning rate to 1 and decreased it by a

factor of 2 every 25 epochs. Weight decay was 5× 10−4, momentum was 0.9,
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and learning rate decay was 10−7. For the AT&T and FaceScrub models, we

used the same learning rate and momentum as in the MNIST training.

We ran all of our experiments for 100-200 training epochs. For each

epoch, we trained our neural networks on the obfuscated training set and then

measured the accuracy of the network on the obfuscated test set.

Our neural networks were programmed in Torch. The MNIST and

AT&T networks were distributed to Linux machines using an HTCondor clus-

ter (i.e, each network only used one machine for training and testing). The

larger CIFAR-10 and FaceScrub networks made use of the Torch CUDA back-

end and were trained on Amazon AWS g2.8xlarge machines with GRID K520

Nvidia cards running Ubuntu 14.04.

4.6 Results

From each of the original datasets, we created seven obfuscated datasets

for a total of eight datasets (see Table 4.1). For each neural networks defined

in 4.5.4, we created eight models: one for classifying images in the original

dataset and one for classifying each of the obfuscated versions of that dataset.

In addition to these eight sets, we created a ninth set from the AT&T dataset.

This set used facial images that were blurred by YouTube. While the same

network was used for all versions of a dataset, the networks were trained and

tested on only one version at a time (i.e., there was no mixing between the

images obfuscated with different techniques or with the original images).
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Mosaic P3
Dataset Baseline Original 2× 2 4× 4 8× 8 16× 16 20 10 1

MNIST
10.00 98.71 98.49 96.17 83.42 52.13 79.93 74.19 58.54

Top 1

MNIST
50.00 100 100 99.95 99.36 93.90 98.91 97.95 94.82

Top 5

CIFAR
10.00 89.57 81.76 70.21 53.95 31.81 74.56 65.98 33.21

Top 1

CIFAR
50.00 99.46 98.85 97.10 92.26 81.76 96.98 94.99 80.72

Top 5

AT&T
2.50 95.00 95.00 96.25 95.00 96.25 97.50 93.75 83.75

Top 1

AT&T
12.50 100 100 100 98.75 98.75 100 100 95.00

Top 5

FaceScrub
0.19 75.49 71.53 69.91 65.25 57.56 40.02 31.21 17.42

Top 1

FaceScrub
0.94 86.06 83.74 82.08 79.13 72.23 58.38 51.28 34.79

Top 5

Table 4.2: Accuracy of neural networks classifying the original datasets as
well as those obfuscated with mosaicing with windows of 2 × 2, 4 × 4, 8 × 8,
and 16× 16 pixels and P3 thresholds of 20, 10, and 1. The baseline accuracy
corresponds to random guessing.

Three of the obfuscated datasets were created by running P3 on the

original images and saving the P3 public images. We used P3 with thresholds

of 1, 10, and 20. 10 and 20 are the thresholds recommended by the designers of

P3 as striking a good balance between privacy and utility [122]. The threshold

of 1 is the most privacy-protective setting that P3 allows.

The remaining four obfuscated datasets were created by mosaicing the

original dataset with different windows. Mosaic windows of 2 × 2, 4 × 4,

8 × 8, 16 × 16 were used. When analyzing the accuracy of our network with

different mosaic window sizes, image resolution should be taken into account.

For datasets with 32 × 32 resolution (i.e., MNIST and CIFAR-10), 16 × 16

102



windows reduce the practical size of each image to only 2 × 2 pixels. On the

FaceScrub dataset, however, we could maintain the resolution of 14×14 pixels

after the image was mosaiced with the same 16× 16 window.

We computed the accuracy of the network in classifying the test set

after every round of training. We recorded the accuracy of the top guess as

well as the top 5 guesses. Results are shown in Table 4.2.

4.6.1 MNIST

The results for the MNIST neural network are shown in Figure 4.6.

The accuracy of the neural network on the original images increases quickly

and exceeds 90% within 10 epochs. This is not surprising since MNIST is one

of the older machine learning datasets and is used pervasively to test models.

Top models achieve 98%-99% accuracy [13] and neural networks that can get

over 90% accuracy are so simple that they are often used in deep-learning and

neural-network tutorials.

The models for mosaiced images with smaller windows (i.e., 2× 2 and

4× 4) also quickly exceeded 90% accuracy. Although the MNIST images are

relatively small, just 32 × 32 pixels, these small windows have little effect on

obscuring the digits. The 2× 2 mosaiced images are human-recognizable (see

Table 4.1) and the 4 × 4 mosaiced images still show the general shape and

pixel intensity to a large enough resolution that a neural network can achieve

accuracy of over 96%.

The models for the 8×8 and 16×16 mosaiced images reached accuracy
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(a) Top guess.

(b) Top 5 guesses.

Figure 4.6: Test accuracy of the neural networks trained on the MNIST
handwritten digits. The networks were trained and tested on digits obfuscated
with different techniques: P3 with thresholds of 1, 10, and 20, and mosaicing
with 2× 2, 4× 4, 8× 8, and 16× 16 windows.
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of over 80% and 50%, respectively. While these are not as impressive as the

other results, it’s important to note that mosaicing with these windows reduced

the MNIST images to just 4× 4 and 2× 2 unique pixels. Even the accuracy of

50% is significantly larger than the 10% chance of random guessing the correct

digit.

The accuracy of recognizing public P3 images falls between the 8 × 8

and 16× 16 mosaicing. The accuracy of the threshold-20 model is just below

80%. Looking at the threshold-20 image, the general shape of the digit can be

seen. It is not surprising that the accuracy is close to to the 8 × 8 mosaicing

because P3 follows the JPEG specifications and obfuscates each 8× 8 block of

pixels separately [134].

4.6.2 CIFAR-10

The CIFAR-10 model trained on the original images achieved just under

90% accuracy. This is not as high as the MNIST results, but the CIFAR-10

images are much more complex and cluttered than the simple digits from

the MNIST dataset. The CIFAR-10 mosaiced results are also not as strong

as the MNIST results. While it would seem that the larger amounts of color

information would make classification of the original and mosaiced information

easier, it also increases the dimensionality and complexity of both the data

and the neural network. When using 16×16 windows, the obfuscated CIFAR-

10 images are reduced to just four colors. It is impressive that even in this

challenging scenario, the accuracy of our neural network is 31%.
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(a) Top guess.

(b) Top 5 guesses.

Figure 4.7: Test accuracy of the neural networks trained on the CIFAR-10
images. The networks were trained and tested on colored images obfuscated
with different techniques: P3 with thresholds of 1, 10, and 20, and mosaicing
with 2× 2, 4× 4, 8× 8, and 16× 16 windows.
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The P3 models on threshold-20 and threshold-10 images achieved ac-

curacies of 74% and 66%, respectively. The accuracy on threshold-1 images,

however, dropped to only 32%.

4.6.3 AT&T

The results for the models trained on the AT&T dataset of faces are

shown in Figure 4.8. The models for the original and mosaiced images all

achieved over 95% accuracy. For the original images and the smaller mosaicing

windows, this is not surprising. The images in the AT&T dataset are 92×112

pixels, much larger than the MNIST and CIFAR-10’s resolution of 32 × 32.

Even the 8 × 8 mosaiced faces are probably recognizable by a human (see

Figure 4.1).

A human might be able to recognize 16× 16 mosaiced images as faces,

but we hypothesize that individual identification would become challenging at

that level of pixelization. However, these mosaiced images have 6×7 resolution

and there is still enough information for the neural networks to be able to

accurately recognize people in the images.

The models trained on P3 images did not all reach as high an accuracy

as the models working against mosaicing, but their accuracy was above 80%,

still much higher than the 2.5% accuracy of random guessing. The results for

the threshold-20 images are the best, producing correct identification 97% of

the time. Looking at the threshold-20 images, rough outlines of faces can be

seen, although many of the helpful details, such as differences in color, have
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(a) Top guess.

(b) Top 5 guesses.

Figure 4.8: Test accuracy at each epoch of neural-network training on the
AT&T dataset of faces. The networks were trained and tested on black-and-
white faces obfuscated with different techniques: P3 with thresholds of 1, 10,
and 20, mosaicing with 2×2, 4×4, 8×8, and 16×16 windows, and YouTube’s
automatic facial blurring.
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Dataset Baseline Original Blurred
AT&T Top 1 2.50 95.00 57.75
AT&T Top 5 12.50 100 85.75

Table 4.3: The accuracy of classifying images from the AT&T database of
faces blurred with YouTube’s automatic facial blurring.

been removed by the P3 algorithm. The accuracy of our model was lowest on

the threshold-1 images. However, it was still accurate over 83% of the time,

which is a major improvement vs. the 2.5% success rate of random guessing.

The AT&T dataset was the only set that we obfuscated with YouTube’s

facial blurring. Anecdotally, we were at a complete loss when trying to identify

the blurred faces by sight. Our simple neural network, however, was able to

recognize individuals with 57.75% accuracy (Table 4.3).

4.6.4 FaceScrub

The AT&T dataset is relatively small, with only 40 individuals and 10

images per individual. While it is helpful to illustrate the power of neural net-

works, a larger dataset like FaceScrub, with 530 individuals, is more indicative

of achievable accuracy. The full results of the FaceScrub models are shown in

Figure 4.9.

The accuracy of our neural network on the original FaceScrub dataset

is 75%. This is impressive for such a simple network on a large dataset. Once

again, a more sophisticated network architecture could likely achieve much

better results, but our experiments show that even a simple network can defeat
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(a) Top guess.

(b) Top 5 guesses.

Figure 4.9: Test accuracy at each epoch of neural-network training on the
FaceScrub dataset. The networks were trained and tested on black-and-
white celebrity faces obfuscated with different techniques: P3 with thresholds
of 1, 10, and 20, mosaicing with 2× 2, 4× 4, 8× 8, and 16× 16 windows.
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the image obfuscation techniques.

The models for recognizing mosaiced faces exhibit the same pattern as

the models on the MNIST and CIFAR-10 datasets, with the smaller mosaicing

window resulting in the almost the same accuracy as the original images. It

is not surprising that the accuracy of recognizing mosaiced faces did not drop

below 50%. The FaceScrub images have relatively large resolution, 224× 224,

thus a 16 × 16 window only reduces the resolution of the image to 14 × 14

pixels.

The results for FaceScrub protected using P3 show some of the worst

accuracies in all our experiments. Nevertheless, even the threshold-1 accuracy

of 17% is still almost two orders of magnitude larger the accuracy of random

guessing (0.19%).

4.7 Related work

We survey related work in two areas: image obfuscation and applica-

tions of neural networks in security and privacy.

Image obfuscation. Many existing systems and techniques use blurring

and mosaicing to protect users’ privacy. Face/Off [69] uses facial blurring

to prevent identification in “restricted” Facebook images. YouTube supports

blurring of faces [151] and objects [152] in videos as well. Google Street View

blurs license plates and faces [46].

There is a large body of literature on why simple blurring techniques
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are insufficient for protecting privacy. To evaluate the effectiveness of blur-

ring and pixelation for hiding identities, Lander et al. [83] asked participants

to identify famous people in obfuscated movie clips and static images. Their

result show that famous people can still be recognized in some obfuscated

images. They also reported higher identification accuracy for movie clips com-

pared to static images. Neustaedter et al. [100] analyzed how obfuscation can

balance privacy with awareness in always-on remote video situations, where

users would like to recognize the remote person without being able to see the

privacy-sensitive parts of the video. Their results show that blurring and pix-

elation do not achieve both sufficient privacy and satisfactory awareness in

remote work settings.

Newton et al. [101] examined many de-identification techniques for ob-

fuscated face images and achieved an extremely high (99%) recognition rate.

However, they only considered obfuscating a small rectangle on the top part

of the face, including the eyes and top of the nose. Gross et al. [59] designed

an algorithmic attack to identify people from their pixelated and blurred face

images. Their attack is based on the similarity of the obfuscated image and

the original images. While they achieved high results, they worked with faces

that had been preprocessed using appearance and model-based coding before

obfuscation. They also only attempted to match very similar images (i.e., smil-

ing vs. unsmiling facial pictures taken minutes apart). The authors suggested

a new de-identification technique based on Newton et al. [101].

Cavedon et al. [25] exploited the changes in pixel boxes for obfuscating
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video frames to reconstruct pixelated videos using image processing methods

so that humans can identify objects in the reconstructed images. Wilber et

al. [148] used Facebook’s face tagging system as a black-box tool to deter-

mine if faces obfuscated with various techniques, including blurring, are still

recognizable by Facebook.

Venkatraman [143] presented a brute-force attack to reconstruct pix-

elated check numbers and concluded that obfuscating sensitive information

using blurring provides poor protection, although it might not be easy to re-

construct faces from blurred images. Hill et al. [65] showed that obfuscated

text can be reconstructed with a large accuracy using language models. They

used hidden Markov models (HMM) to achieve better speed and accuracy vs.

Venkatraman’s method. They were also able to accurately reconstruct texts

when the size of the mosaic box exceeds the size of the letters. Hill’s tech-

nique relies heavily on knowing the text font and size, as well as the size of

the mosaic box.

Gopalan et al. [56] presented a method to recognize faces obfuscated

with non-uniform blurring by examining the space spanned by the blurred

images. Punnappurath et al. [120] extended this work by applying possible

blurring effects to images in the target gallery and finding the minimal distance

between the gallery images and the blurred image.

Neural networks. Neural networks have been successfully used to extract

information from (unobfuscated) images. For example, Golomb et al. [55] used

neural networks to identify the sex of human faces.
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Beyond their applications in image recognition, (deep) neural networks

have been used in many privacy and security contexts. For example, Cannady

et al. [21] and Ryan et al. [124] used neural networks in intrusion detection

systems (IDS). Neural networks are particularly useful for this purpose because

the IDS designer does not need to engineer relevant network-flow features and

can rely on the network to discover these features automatically. Deep neural

networks have been used for malware classification in general [36, 111] and for

specifically detecting Android malware [153].

Deep convolutional neural networks can be used to detect objects in

images. This enables detecting sensitive objects in a video stream or static

images. Korayem et al. [78] proposed a technique to detect computer screens

in images. The goal is to alert the user or to hide the screen to protect privacy

of users who may have sensitive information on their screens. Tran et al. [141]

detect privacy-sensitive photos using deep neural networks.

Sivakorn et al. [129] used deep convolutional neural networks to break

Google’s image CAPTCHAs (which ask users to identify images that have a

particular object in them). Melicher et al. [94] used deep neural networks to

analyze user passwords and construct a password prediction model.

Concurrently with our work, Oh et al. released a preprint [103] where

they use a neural network to recognize untagged individuals in social-media

images. Our work differs in several ways: 1) Oh et al. only examine the obfus-

cation of faces in larger images while we work with entirely obfuscated images

(including backgrounds); 2) Oh et al. take advantage of unobfuscated body
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cues and contextual information in the images to correlate multiple images,

whereas we do not make use of any external information beyond the obfus-

cated image itself; 3) we focus on a broader class of image recognition problems

and defeat more types of obfuscation (including, in the case of P3, partially

encrypted images that are not recognizable by humans, and real-world protec-

tions deployed by popular systems such as YouTube); and 4) Oh et al. only

evaluate a single dataset (the People in Photo Albums [157]), whereas we eval-

uate our attack against diverse datasets, including MNIST, CIFAR-10, AT&T

Database of Faces, and FaceScrub. Considering the most comparable results

(their unary model of blurred faces across events vs. our blurred faces from

the AT&T datasets), our model achieved 18% higher accuracy than theirs.

4.8 Conclusion

We show that obfuscated techniques like mosaicing, blurring, or en-

crypting the significant JPEG coefficients are not sufficient to preserve the

privacy of the faces, objects, and handwritten digits. We do this using deep

learning techniques. These image recognition methods are especially powerful

because adversaries do not need to understand the subtle relationships be-

tween the the obfuscated images and sensitive information. This side-steps

the need to manually annotate or mark features.

Bad privacy models. P3 fails to define a strong threat model. They

propose an adversary who makes use of human recognition and then uses al-

gorithms from the signal processing community to approximate what a human
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can recognize. Our work shows that researchers can no longer use human recog-

nition as the gold standard when evaluating image obfuscation techniques.

Instead of informal arguments based on human inability to recognize

faces and objects in obfuscated image, the designers of privacy-protecting tech-

nologies for visual data should measure how much information can be found

using state-of-the-art image recognition algorithms. Failing to switch models

will only benefit real-world adversaries who have no qualms about using better

tools.

Gaps between theory and practice. A number of issues arise when using

these image obfuscation schemes in practice. Because obfuscated data is stored

in place, these systems do not need large amounts of metadata like Mylar.

This is good as it prevents the metadata attacks like those in Section 3.6.

However, allows this opens image obfuscation up to attacks that make use of

pixel placement. We show that an adversary can deduce patterns between

obfuscated pixels and use this to discover sensitive content.

The obfuscation techniques we examined all output images in order

to support operations like scaling and cropping. This allows an adversary to

run modern image recognition algorithms on the results. Due to advances in

machine learning, these algorithms have become extremely sophisticated, even

to the point of surpassing humans in their accuracy [63, 71].

Furthermore, the parameters of these systems (e.g., the mosaicing win-

dow sizes and the P3 thresholds) can mean very different things when applied
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to different images. We believe that users are applying these techniques blindly

using software such as Photoshop and assuming that they have successfully

obfuscated their images.

Correlations between sensitive and non-sensitive data. The ex-

periments in this chapter demonstrate a fundamental problem faced by many

widely used image obfuscation techniques. These techniques partially remove

sensitive information so as to render certain parts of the image (such as faces

and objects) unrecognizable by humans, but retain the image’s basic structure

and appearance to allow conventional storage, compression, and processing.

We show that the obfuscated images still contain information correlated

with the original content and that this enables accurate identification of the

image. Critically, finding and exploiting these correlations did not require

user annotation or feature analysis. Deep learning techniques allows neural

networks to automatically discover what features are important.

How to design privacy-preserving technologies that can, for example,

protect faces in photos and videos while preserving the news or other domain-

specific value of these images is an important topic for future research.
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Chapter 5

Guidelines for Researchers and Developers of

Privacy-Preserving Systems

In this section we describe a number of guidelines for researchers creat-

ing privacy-protecting systems and the developers implementing them. This

advice was inspired by examining the mistakes made by BoPETs and image

obfuscation systems. While these systems protect different data, they do sim-

ilar things (including making similar mistakes).

We loosely divide our advice into two categories. The first is aimed at

researchers creating the privacy-protecting schemes on paper. It deals with is-

sues that arise from choosing threat models and designing theoretical schemes.

The second section is for developers implementing these systems and discusses

problems that come up when programming or using these systems.

5.1 Scheme details

Creating a good privacy-preserving systems is difficult. There are many

pitfalls a researcher must overcome when designing and proving a scheme.

Even then, proving a scheme correct does not imply it is any good. There is a

wide gap between a scheme proved on paper and one that can stand up to real-
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world attackers. Issues involving accurate and well-defined threat models are

essential to producing schemes that are worth implementing. In this section,

we cover a number of guidelines for privacy-preserving researchers to consider

when designing their schemes.

5.1.1 Well-defined and realistic threat models

When first designing a system, researches need to use strong and re-

alistic adversarial models. As Mylar shows, it is dangerous to first design a

system and then find an adversarial model it can defend against. This ap-

proach leads to systems that work in theory, but are unusable in practice

because of unrealistic constraints put on their attackers.

In Section 3.4 we proposed three threats models based upon the ca-

pabilities of real-world adversaries. While these adversaries work for many

applications, they are not the only useful models. Other scenarios exist where

different threat models, either stronger or weaker, would be more applicable.

Researchers should carefully consider how their system is used and then choose

their adversarial model based upon the actual threats their system could face.

Strong adversarial models do more than just create strong privacy sys-

tems. They also show which adversaries a system can protect against. For

example, P3 was built to defend against human recognition. The original

analysis of P3 was done using signal processing metrics like edge detection

and feature extraction to model human recognition. However, machine learn-

ing algorithms can achieve better image recognition rates than humans [63, 71].
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P3’s threat model is no longer applicable. We need a way to tell what systems

will work as technology advances and the abilities of adversaries increase. For

this reason it is necessary schemes fully define the threats that they can defend

against.

5.1.2 Marking sensitive data

When designing a scheme that labels data as sensitive or non-sensitive,

it is important to investigate the labeling under a variety of contexts. While

system design relies on the system’s privacy guarantees and adversarial model,

assumptions about the data also need to be thoroughly evaluated. A system

could easily guarantee privacy in some situations, while struggling to guarantee

it in others.

For example, a P3 public image has identifiable artifacts at locations

corresponding to edges in the original image. While complicated images may

be unrecognizable to a human adversary, the same adversary could easily iden-

tify the content of images containing only basic shapes like squares, triangles,

and circles.

As part of their work, researchers make assumptions about the data

they’re protecting. It is important to enumerate these assumptions and con-

sider cases where they fail. Any issues arising from these assumptions should

be caught and addressed while designing the system.
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5.1.3 Correlations between sensitive and non-sensitive data

The systems we examined all failed to correctly protect sensitive data

because they did not notice correlations between sensitive and non-sensitive

data. While some data can be easily labeled as sensitive or non-sensitive (e.g.,

medical records are sensitive while historic information about a hospital is not)

this is not true for all data. For example, a cancer patient is much more likely

to look up information about oncologists and less likely to be interested in

neonatal specialists. Even though the contact information of doctors might be

publicly available, an adversary can deduce sensitive information if it is able

to monitor which doctors a patient looks up.

JPEG uses the discrete cosine transform on 8×8 sections of pixels [134].

The DCT essentially breaks the section into a linear combination of 64 com-

ponent images with the DCT coefficients corresponding to the weight of each

component. It is absurd to assume that the smaller DCT coefficients would

have no correlation with the larger coefficients. And yet this correlation was

not investigated by the authors of P3.

Researchers need to think deeply about cases where supposedly non-

sensitive data can reveal sensitive data. If information about sensitive data

can be discovered by looking at non-sensitive data, the scheme has a problem

and may need more work. It is imperative that developers understand how

different pieces of data might be correlated.
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5.1.4 Strength of active attackers

The purpose of BoPETs and similar privacy-preserving systems is to

protect user data from a malicious adversary while still allowing the adversary

to perform some operations on the protected data. While all BoPET adver-

saries can run operations on protected data, active adversaries have the ability

to incorrectly run these operations. For example, an active Mylar adversary

can not only search over a user’s data, but can force the user to submit search

tokens for tainted data.

When designing a system, researchers must not make the adversaries

too powerful. There is a delicate trade-off between allowing a server to run

operations on encrypted data and allowing an adversary to do too much. Mylar

fails to correctly balance privacy and functionality. As a result, their malicious

server is able to brute force encrypted search terms.

Creating BoPETs that protected against adversaries who can run func-

tions on the protected data is an extremely difficult problem. Few BoPETs

attempt to defend against active attackers and we believe that this comes from

the difficulty in designing a system that allows malicious operations without

leaking too much. If researches want to create a system that can withstand

these attacks, they need to carefully consider every operation they allow their

adversary to do.
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5.2 Implementation details

Many important decisions are made when designing privacy-preserving

schemes, but actually implementing the system has its own set of problems.

These implementation issues are often challenging to identify, non-obvious,

and not covered by the scheme’s proofs. In this section we present a number

of issues that arise when turning a theoretical privacy-protecting scheme into

a fully realized system.

5.2.1 Metadata and other design decisions

When implementing a scheme, developers must often add extra data in

order to keep track of relationships like key ownership and access rights. While

this metadata is often hand-waved or considered trivial when describing a

scheme on paper, it can be challenging to correctly implement without leaking

sensitive data.

What information metadata tracks can make or break a system’s pri-

vacy guarantees. In Section 3.6 we showed that Mylar’s use of metadata breaks

its privacy guarantees. By following the connections implied by the metadata,

adversaries are able to determine the content of encrypted documents. These

connections weren’t investigated in the original Mylar scheme; metadata was

ignored entirely. These issues only came up when the system was actually

implemented.

Developers of BoPETs and other privacy-preserving systems need to

consider more than the privacy implications of their schemes on paper. Many
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subtle design decisions can have far-reaching effects on the privacy of the

system and developers need to carefully consider every implementation detail

to insure the privacy of the system is not accidentally violated.

5.2.2 Out-of-band information

A system may be able to perfectly hide everything when used in isola-

tion, but information and systems in the real world rarely exists on their own.

Similarities or connections between protected data and third-party datasets

can inadvertently leak information about sensitive data.

Consider a cancer patient using the MDaisy medical application to

schedule their appointments and look up information about their procedures.

It’s plausible that this patient has a blog or Facebook page where they talk

about their medical condition. Although the patient has willingly disclosed

their information, it is still encrypted on the database. An adversary could

use this to discover other sensitive information related not only to the original

patient, but to other patients who have chosen not to disclose their condition

(see Section 3.7).

A developer of privacy-preserving systems has to consider the possibil-

ity that some of the data they’re protecting is actually public. While nothing

may be discoverable using the system by itself, a developer cannot prevent

users from willingly disclosing their own data. Other datasets with similar in-

formation might be published that give adversaries insight into patterns in the

encrypted data such as frequency counts. What an adversary can learn given
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this extra information needs to be considered when actually implementing a

system.

5.2.3 User understanding

A system’s privacy guarantees only work if users understand the dif-

ference between sensitive and non-sensitive information. If a user misuses the

system and stores sensitive information in an unprotected field or document,

the system cannot protect it.

Mylar’s kChat application (see Section 3.6.2) is a perfect example of

what can happen when there is a disconnect between users and developers.

In kChat, users choose the names of chatrooms they create. These names are

also used as the unprotected names of Mylar principals corresponding to the

chatrooms. Figure 3.3 shows a situation where a user has created a room to

discuss a party in secret, but named the room “Party”. Because of this, the

secret has been leaked to any of the three adversaries we proposed.

It is the developer’s job to insure that users are aware of when they are

or are not entering sensitive information. Developers must consider possible

user confusion over protected and unprotected data and either apply warnings

as appropriate or consider protecting the previously unprotected data.

5.2.4 Reliance on non-expert users

While these systems are designed by security experts, we find many

important decisions were delegated to end users who are not expected to be
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privacy experts. Mylar is written for non-experts to add privacy to their Web

apps, yet it requires numerous, subtle privacy decisions to be made by these

very same non-expert developers. P3, mosaicing, and blurring all require an

end user to pick parameters that affect the privacy of the system with little to

no guidance. P3 makes recommendations to use thresholds between 10 and 20,

but gives almost no details to explain what these thresholds mean in practice

for different types of data.

It is imperative that the developers of these systems stop relying on non-

experts to make decisions that can affect the privacy of the system. The point

of these systems is to allow “laymen” access to privacy-preserving software.

It is completely counter-intuitive to write software for non-experts and then

expect them to correct make important decisions. If end users are required to

make decisions, developers should work hard to ensure enough information is

available to the users for them to make the correct choices.
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Chapter 6

Conclusion

In this dissertation we examined a number of privacy-preserving sys-

tems. We looked at BoPETs, a generic type of privacy-preserving system that

uses property-revealing encryption, by analyzing the open-source Mylar Web

application framework. We also investigated P3, a system that seeks to remove

sensitive information from JPEG images, while keeping the JPEG structure

intact. And we looked at mosaicing (commonly called pixelation) and blurring,

two widely-used techniques which attempt to anonymize or censor images by

aggregating visual data.

We showed that all of these privacy-preserving systems fail to ade-

quately protect user’s privacy. Mylar fails to protect a number of impor-

tant channels such as access patterns. Even when Mylar does protect data,

its searchable encryption allows a malicious server to reconstruct all search

queries. Sensitive data supposedly protected by P3, blurring, and mosaic-

ing is still discoverable using modern machine learning techniques. Although

these systems are spread across different domains, they all fail for the same

underlying reasons.

First, all of the above problems arise because these systems either lack
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a threat model or rely on poorly designed models. Mylar’s cryptographic

proofs are based on an incomplete and faulty model of an active attacker,

ignore important capabilities a passive attacker might have, and fail to protect

against even the most restrictive real-world adversaries. P3 attempts to model

human recognition using image processing techniques and fails to account for

the potential of stronger models based off of machine learning. Blurring and

mosaicing seem to have evolved organically over time and were never formally

proposed or defined.

We proposed three BoPET adversaries based on real-world capabilities.

A snapshot passive adversary models the capabilities of an attacker who breaks

in and steals a copy of the database at one point in time. A persistent passive

attacker watches users interact with the system and monitors the database

over an extended period of time. And an active adversary has the full range of

functionalities, can ignore established protocols, and can modify the database

without restriction.

Second, the systems we examined all suffered from gaps between their

underlying theory and implementation. Mylar metadata leaks information,

ignores leakage from access patterns and data-dependent behavior, and fails to

fully check an active adversary’s ability to search over encrypted data. Image

obfuscation techniques do not change the format of the data (i.e., they output

“obfuscated” images) and leave obfuscated pixels in the same locations as their

corresponding unobfuscated pixels. These two decisions allow an adversary to

use modern machine learning techniques on the obfuscated images to identify
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the original, non-obfuscated content.

Each system we looked at also relies on non-expert users to make im-

portant security-related decisions when using their systems. This ends up

worsening their already existing flaws. Mylar relies on non-expert users to

decide what data is sensitive and what is not, a distinction that is so hard the

authors of Mylar failed to correctly label a sensitive field in their own demo

application. P3 thresholds can have a major effect on the privacy strength of

their system. We find an almost 10% difference in classification accuracy be-

tween the two threshold values recommended by the P3 authors. The mosaic

window that works for one set of images is not guaranteed to work on others.

Finally, all of the systems we examined fail to fully account for corre-

lations between sensitive and non-sensitive data. Whether the they assumed

connections did not exist, as in the case of Mylar’s discounting of communi-

cation patterns, or believed that the small correlations were not enough to

reveal sensitive information, as in P3’s decision to leave smaller JPEG coeffi-

cients unencrypted, these systems leave information unprotected that can be

used to infer the very data they attempt to protect.

While the picture this dissertation paints for published privacy-preserv-

ing systems is somewhat bleak, we hope that our work will stand as a lesson

on how to create better systems. By using stronger threat models that more

accurately represent real-world adversaries, we believe future systems will be

able to prevent the issues that Mylar, P3, mosaicing, and blurring have. While

this work may have exposed major weaknesses in many privacy-preserving
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methods people rely upon, we hope that our findings will help spur newer and

better systems.
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Appendix 1

Neural Network Architectures

1.1 MNIST Neural Network

nn.Sequential {

[input -> (1) -> (2) -> ... -> (11) -> (12) -> output]

(1): nn.SpatialConvolutionMM(1 -> 32, 5x5)

(2): nn.LeakyReLU(0.01)

(3): nn.SpatialMaxPooling(3x3, 3,3)

(4): nn.SpatialConvolutionMM(32 -> 64, 5x5)

(5): nn.LeakyReLU(0.01)

(6): nn.SpatialMaxPooling(2x2, 2,2)

(7): nn.Reshape(256)

(8): nn.Linear(256 -> 200)

(9): nn.LeakyReLU(0.01)

(10): nn.Dropout(0.500000)

(11): nn.Linear(200 -> 10)

(12): nn.LogSoftMax

}

1.2 CIFAR Neural Network

nn.Sequential {

[input -> (1) -> (2) -> (3) -> output]

(1): nn.BatchFlip

(2): nn.Copy

(3): nn.Sequential {

[input -> (1) -> (2) -> ... -> (53) -> (54) -> output]

(1): nn.SpatialConvolution(3 -> 64, 3x3, 1,1, 1,1)

(2): nn.SpatialBatchNormalization

(3): nn.ReLU

(4): nn.Dropout(0.300000)

132



(5): nn.SpatialConvolution(64 -> 64, 3x3, 1,1, 1,1)

(6): nn.SpatialBatchNormalization

(7): nn.ReLU

(8): nn.SpatialMaxPooling(2x2, 2,2)

(9): nn.SpatialConvolution(64 -> 128, 3x3, 1,1, 1,1)

(10): nn.SpatialBatchNormalization

(11): nn.ReLU

(12): nn.Dropout(0.400000)

(13): nn.SpatialConvolution(128 -> 128, 3x3, 1,1, 1,1)

(14): nn.SpatialBatchNormalization

(15): nn.ReLU

(16): nn.SpatialMaxPooling(2x2, 2,2)

(17): nn.SpatialConvolution(128 -> 256, 3x3, 1,1, 1,1)

(18): nn.SpatialBatchNormalization

(19): nn.ReLU

(20): nn.Dropout(0.400000)

(21): nn.SpatialConvolution(256 -> 256, 3x3, 1,1, 1,1)

(22): nn.SpatialBatchNormalization

(23): nn.ReLU

(24): nn.Dropout(0.400000)

(25): nn.SpatialConvolution(256 -> 256, 3x3, 1,1, 1,1)

(26): nn.SpatialBatchNormalization

(27): nn.ReLU

(28): nn.SpatialMaxPooling(2x2, 2,2)

(29): nn.SpatialConvolution(256 -> 512, 3x3, 1,1, 1,1)

(30): nn.SpatialBatchNormalization

(31): nn.ReLU

(32): nn.Dropout(0.400000)

(33): nn.SpatialConvolution(512 -> 512, 3x3, 1,1, 1,1)

(34): nn.SpatialBatchNormalization

(35): nn.ReLU

(36): nn.Dropout(0.400000)

(37): nn.SpatialConvolution(512 -> 512, 3x3, 1,1, 1,1)

(38): nn.SpatialBatchNormalization

(39): nn.ReLU

(40): nn.SpatialMaxPooling(2x2, 2,2)

(41): nn.SpatialConvolution(512 -> 512, 3x3, 1,1, 1,1)

(42): nn.SpatialBatchNormalization

(43): nn.ReLU
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(44): nn.Dropout(0.400000)

(45): nn.SpatialConvolution(512 -> 512, 3x3, 1,1, 1,1)

(46): nn.SpatialBatchNormalization

(47): nn.ReLU

(48): nn.Dropout(0.400000)

(49): nn.SpatialConvolution(512 -> 512, 3x3, 1,1, 1,1)

(50): nn.SpatialBatchNormalization

(51): nn.ReLU

(52): nn.SpatialMaxPooling(2x2, 2,2)

(53): nn.View(512)

(54): nn.Sequential {

[input -> (1) -> (2) -> ... -> (5) -> (6) -> output]

(1): nn.Dropout(0.500000)

(2): nn.Linear(512 -> 512)

(3): nn.BatchNormalization

(4): nn.ReLU

(5): nn.Dropout(0.500000)

(6): nn.Linear(512 -> 10)

}

}

}

1.3 AT&T Neural Network

nn.Sequential {

[input -> (1) -> (2) -> ... -> (14) -> (15) -> output]

(1): nn.SpatialConvolutionMM(1 -> 32, 3x3, 1,1, 1,1)

(2): nn.LeakyReLU(0.01)

(3): nn.SpatialMaxPooling(2x2, 2,2)

(4): nn.SpatialConvolutionMM(32 -> 64, 3x3, 1,1, 1,1)

(5): nn.LeakyReLU(0.01)

(6): nn.SpatialMaxPooling(2x2, 2,2)

(7): nn.SpatialConvolutionMM(64 -> 128, 3x3, 1,1, 1,1)

(8): nn.LeakyReLU(0.01)

(9): nn.SpatialMaxPooling(3x3, 3,3)

(10): nn.Reshape(8064)

(11): nn.Linear(8064 -> 1024)

(12): nn.LeakyReLU(0.01)

(13): nn.Dropout(0.500000)
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(14): nn.Linear(1024 -> 40)

(15): nn.LogSoftMax

}

1.4 FaceScrub Neural Network

FaceScrub

nn.Sequential {

[input -> (1) -> (2) -> ... -> (13) -> (14) -> output]

(1): nn.SpatialConvolutionMM(1 -> 32, 3x3, 1,1, 1,1)

(2): nn.LeakyReLU(0.01)

(3): nn.SpatialMaxPooling(2x2, 2,2)

(4): nn.SpatialConvolutionMM(32 -> 64, 3x3, 1,1, 1,1)

(5): nn.LeakyReLU(0.01)

(6): nn.SpatialMaxPooling(2x2, 2,2)

(7): nn.SpatialConvolutionMM(64 -> 128, 3x3, 1,1, 1,1)

(8): nn.LeakyReLU(0.01)

(9): nn.SpatialMaxPooling(2x2, 2,2)

(10): nn.Reshape(100352)

(11): nn.Linear(100352 -> 1024)

(12): nn.LeakyReLU(0.01)

(13): nn.Dropout(0.500000)

(14): nn.Linear(1024 -> 530)

}
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