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Growing use of electronic medical records, advances in data mining and ma-

chine learning, and the continually increasing cost of healthcare in the United States

drive the necessity of algorithmic solutions with the potential to improve patient care

and reduce healthcare costs. Such algorithms can enable the identification of the

most relevant parameters for predicting adverse events, reveal underlying physio-

logical mechanisms of diseases, and determine likelihood of complications that may

lead to rehospitalization of discharged patients. Key limitations in computational

tools currently used in healthcare or with the potential to greatly benefit the health-

care system can be overcome by methods that allow for soft constraints or promote

smoothness. In this dissertation we develop three main algorithms incorporating

softness or smoothness in the constraints or solution and demonstrate applications

in diverse aspects of healthcare with the potential to greatly reduce healthcare costs.

We first develop an outcome prediction algorithm that preserves the clinical knowl-

edge from the development of additive risk scores with hard thresholds (of the form

add p points if variable x is above/below threshold t). This novel method is not
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only easily optimizable for different patient sub-populations, but reveals clinically

interpretable information such as the maximum contribution of a physiologic vari-

able to the risk score and the range of values for which risk increases. We then turn

to overcoming limitations in two clustering settings. In a semi-supervised setting,

where pairwise constraints (relationships between pairs of points) are available, we

develop an algorithm capable of performing accurate clustering under noisy con-

straints. This is achieved via soft constraints that impose a penalty on the objective

when violated. Finally, we examine the scenario where clustering data are avail-

able at multiple points in time under the assumption of temporal smoothness, i.e.,

data points are more likely to remain in the same cluster than to change cluster

membership between consecutive time steps. In this setting, we develop an evo-

lutionary clustering algorithm that automatically infers the number of clusters at

each time and matches the clusters across time steps while finding a global clus-

tering solution. The proposed schemes outperform existing methods in benchmark

and non-healthcare datasets as well as in the tasks of mortality prediction from

clinical data and breast cancer metastasis prediction from gene expression data. As

an additional healthcare application, we use our proposed evolutionary clustering

algorithm to study the evolution of health plan clusters inferred from medication

adherence data and provide a detailed analysis of the clusters.
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Chapter 1

Introduction

Technological advancements in medical instrumentation and a growing use

of electronic medical records have created an abundance of diverse healthcare data

including data at the clinical level, genomic level, and at a much broader scale such

as at the health plan level. Data mining and machine learning methods have proven

to be extremely useful for the analysis of healthcare data. Those techniques can

enable identification of the most relevant parameters for predicting adverse events,

reveal underlying physiological mechanisms of diseases, and determine likelihood of

complications that may lead to rehospitalization of discharged patients. Extract-

ing and analyzing useful information from large and diverse data sets will enable

tremendous advancements in clinical decision-making and preventative care, ulti-

mately leading towards improvements in health and quality of life as well as to

reduction of overall healthcare costs. To deliver on the promise of improved care,

however, healthcare data needs to be used to its full potential.

1.1 Limitations of Existing Algorithms

Data acquired in various segments and at various levels of healthcare systems

are inherently noisy. The noise may be due to physiologic variations or instrumental

noise in clinical data, subjectivity or lack of information during diagnoses, human
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errors when data are manually entered into an electronic system, misinterpreta-

tion of self-reported metrics, or lack of understanding. The effect of noise or subtle

changes and uncertainties in data may be further exacerbated if algorithms that pro-

cess the data impose hard thresholds or constraints. For instance, clinical outcome

prediction risk scores are often structured as additive steps [152, 210, 108] so that,

e.g., a maximum heart rate of 145 represents a sudden increased risk for mortality

whereas a maximum heart rate of 144 is considered normal. Some key limitations of

algorithms currently used in healthcare, or with potential to benefit the healthcare

system, are due to an assumption of correctness of side information provided by

experts or rely on heuristics. To overcome such limitations, we develop algorithms

that incorporate soft or tunable constraints which promote smooth solutions. More

specifically, we address the problems of hard thresholds in additive risk scores, hard

pairwise constraints in semi-supervised clustering, and the dependence on heuristics

when inferring the evolution of clusters under a temporal smoothness constraint.

Rapid prediction of potentially poor outcomes may enable timely interven-

tions to reduce morbidity and mortality among the patients in the considered group.

Many currently used risk prediction algorithms in both the pediatric and adult

populations favor using hard thresholds of the form add x points if variable v is

above/below t in order to simplify calculation of the risk score [152, 108, 134, 182].

Clearly, calculation of these scores is highly dependent on established cutoff points

and thus the prediction may change abruptly due to very small changes in the un-

derlying variables. For instance, interpretation of variables such as heart rate or

blood pressure, which are altered by the simple act of breathing, may widely change
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due to the strict threshold structure. Nevertheless, existing risk scores often benefit

from having clinical expertise incorporated in their design, which aids in determin-

ing clinically significant features and thresholds. However, hard thresholds lead to

variable dichotomization that may result in a loss of information and high depen-

dence on cut-off points [186, 167] which, despite the inclusion of clinical knowledge in

the score design, may have different clinically significant values for different patient

populations.

The high dependence of additive stepwise risk scores on cut-off points is a

drawback in part due to clinical data being intrinsically noisy. Not only is the phys-

iologic data known to be noisy due to inherent physiologic variations, instrument

limitations, diversity of measurement conditions, and medical interventions, but the

labels assigned to patients are also often noisy or incomplete. Noisy labels arise

in clinical applications due to subjectivity, lack of available information, and user-

entered data [31]. Subjective labels include qualitative rankings such as the disease

severity and disability scores, where the labels are assigned based on a variety of

test results and/or clinical notes instead of a mathematical formula, and adjacent

categories (e.g. mild and moderate disability) are not always clearly distinguished.

Noisy labels induced by lack of information include the aforementioned examples of

subjective labels, disease diagnosis, and genetic pathway data since new pathways

are continually discovered. Semi-supervised clustering methods, where clustering

is performed using additional information such as partial labels or pairwise con-

straints (e.g., that two points belong to the same cluster), have been shown to

outperform their unsupervised counterparts when the side information is correct.
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Existing semi-supervised clustering algorithms assume the provided side informa-

tion is correct and often strictly enforce pairwise constraints in a way inappropriate

to the settings characterized by presence of noisy constraints.

Pairwise constraints may be beneficial when searching for clinical pheno-

types. However, static data, such as that used in risk prediction algorithms or in

typical clustering tasks may leave out valuable information that could lead to more

accurate classification or characterization of a disease. Predictive models using time

series in healthcare span the use of time series trends in pediatric cardiac arrest

[102], incorporation of temporal patterns in prediction of diseases associated with

diabetes [16], and wavelet transformations of clinical data to predict mortality in

pediatric brain injury [9]. When data is available at multiple time points, evolution-

ary clustering methods can provide insight as to how clusters evolve with time. For

instance, evolutionary clustering of clinical data may identify disease phenotypes

or group patients with a similar evolution of symptoms. In healthcare delivery,

evolutionary clustering may identify healthcare providers, hospitals, or health plans

that behave similarly and the evolution of clusters may reveal how the changes in

a healthcare system affect quality of healthcare. A highly desirable feature of evo-

lutionary clustering algorithms is to promote temporal smoothness, reflecting the

observation that data points are more likely to remain in the same cluster across

consecutive time steps. However, most evolutionary clustering algorithms require

pre- and post-processing steps to determine the number of clusters and match them

across time steps; therefore, temporal smoothness in the resulting clusters cannot

be achieved without decisions made outside of the clustering algorithm.
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1.2 Healthcare Datasets of Interest

We employ the proposed algorithms for the analysis of data acquired in

diverse segments of the healthcare domain: clinical data, gene expression data, and

health insurance plan data.

In the clinical domain, we consider intensive care unit (ICU) data comprising

vital signs, laboratory tests, and impairment assessments. We focus on two patient

populations: pediatric brain injury and adult ICU populations. The pediatric data is

motivated by the critical contribution of brain injury to childhood mortality [135, 60]

and was obtained from patients admitted to the Dell Children’s Medical Center ICU.

The adult ICU data, obtained from the MIMIC II clinical database [170, 75], pro-

vides a contrast as a more diverse and well-studied population than pediatric brain

injury. Identification of patients at high risk of an unfavorable outcome could result

in an early warning system, aid in decision-making for aggressiveness of treatment,

or, in the case of children, indicate if parental counseling and education should be

commenced at an earlier time.

In the field of personalized medicine, we consider gene expression data from

patients with breast cancer and a 5-year follow-up to identify metastasis. The

datasets of interest include gene expression data from studies in the USA [217] and

the Netherlands [206] as well as curated gene pathways [189]. Identification of breast

cancer patients at high risk for metastasis may help in the determination of those

who would most benefit from adjuvant systemic therapy such as chemotherapy.

It is easy to argue potential benefits of patient-level data on healthcare qual-
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ity and spending – proactive care or early identification of patients at risk can help

mitigate negative consequences of the disease such as costly and invasive procedures

or fatalities. Other aspects of the healthcare system with a large impact on qual-

ity and spending include the providers, hospitals, and health plans. Motivated by

studies showing cholesterol, diabetes, and hypertension medication adherence lead

to lower rehospitalizations and healthcare costs [162, 187, 148], we investigate Medi-

care plans [44] with respect to medication adherence measures in order to better

understand how health plans cluster across time and how the structure of those

clusters evolves.

1.3 Contributions

In this section we detail the main contributions of the dissertation. Though

the algorithms presented in the dissertation are motivated by problems in health-

care analytics, they are relevant in diverse fields and a wide range of applications

including climatology, finance, and several areas of computer science such as social

network analysis.

1. Continuous, optimizable risk scores preserving clinical knowledge.

We first address the limitation of variable dichotomization in risk scores by de-

signing a method to learn smooth and optimizable outcome prediction scores.

By transforming predictive variables using a combination of logistic functions,

the developed method allows for a fine differentiation between critical and nor-

mal values of the predictive variables. Optimization of the continuous score

allows for not only specifying different weights for the variables but, by opti-
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mizing over the slope and/or inflection point of the logistic curve in the feature

transformation, we can also identify the range of values of each variable where

the risk increases. The variables included as features in the novel score and the

initialization of the parameters are derived from the existing additive stepwise

scores, thus preserving the clinical knowledge in the existing scores’ design.

2. Semi-supervised clustering with soft instance-level constraints. We

derive soft-constraint semi-supervised affinity propagation (SCSSAP), a semi-

supervised clustering algorithm, on a factor graph. In SCSSAP, soft instance-

level constraints ensure that pairwise constraints (e.g., points i and j are sim-

ilar or dissimilar) are not strictly enforced but rather incur a tunable penalty

on the objective function of the algorithm when violated. On benchmark

datasets, SCSSAP performs at least as well as established clustering meth-

ods and outperforms other methods in the presence of noisy constraints and

constraints derived from noisy labels. Motivated by feature selection during

clustering, we provide an extension to SCSSAP with metric learning, where

the objective is solved by alternately finding a clustering solution and learning

a Mahalanobis distance. We further provide an extension of SCSSAP allowing

for overlapping clusters.

3. Evolutionary clustering with automatic inference of the number of

clusters and cluster tracking. We propose and derive evolutionary affinity

propagation (EAP), an evolutionary clustering algorithm that outputs a global

clustering solution with clusters and their members identified at each time step.

In addition to expanding the traditional affinity propagation clustering factor
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graph with new factor nodes and functions to promote temporal smoothness,

we introduce the concept of consensus nodes and thus enable clusters to be

tracked across time, and cluster births, deaths, and evolution to be easily

identified. The smoothness of cluster membership across time, discovery of

new clusters, and number of clusters are naturally inferred by EAP without

requiring pre-clustering heuristics or additional post-processing steps.

1.4 Organization

The rest of the dissertation is organized as follows. In Chapter 2 we develop

a method for learning a continuous and optimizable mortality prediction score pre-

serving clinical knowledge in existing additive stepwise scores and test the novel

scores on pediatric brain injury and adult ICU data. In Chapter 3 we propose

and derive soft-constraint semi-supervised affinity propagation (SCSSAP) and an

extension that incorporates metric learning as well as present accuracy results on

benchmark datasets. In Chapter 4 we derive ME-SCSSAP, a further extension of

SCSSAP that allows points to belong to multiple clusters, and use the clusters in-

ferred by ME-SCSSAP to build features in a breast cancer metastasis classification

task. In Chapter 5 we derive evolutionary affinity propagation (EAP), an evolu-

tionary clustering algorithm that automatically infers the number of clusters and

tracks clusters across time steps, and test the new algorithm on synthetic and real

non-healthcare datasets. EAP is applied to health plan medication adherence data

in Chapter 6 and the resulting clusters and their evolution are characterized. In

Chapter 7 we conclude the dissertation and suggest future research directions.
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Chapter 2

Designing Optimal Mortality Risk Prediction Scores
that Preserve Clinical Knowledge

Additive stepwise scores of the form “add x points if variable v is above/

below threshold t” are popular tools for mortality risk prediction in both pediatric

and adult intensive care unit (ICU) populations, typically using data acquired at

the beginning of an ICU stay. Such scores comprise the Acute Physiology and

Chronic Health Evaluation (APACHE) [233, 108], the Simplified Acute Physiology

Score (SAPS) [134, 113], and the Pediatric Risk of Mortality [152, 153]. However,

while simple enough to allow for fast manual evaluation, these scores dichotomize

predictive variables to form prediction scores. Dichotomization of continuous vari-

ables results in a loss of information, increased probability of false negatives, and

high dependence on cut-off points [186, 167]. This, in turn, may lead to critical fail-

ures of the prediction process. To remain relevant, risk scores need to be validated

and updated periodically so that they reflect innovations and the evolution of the

standards of healthcare [127, 134], otherwise risking deteriorating accuracy due to

changes in patient populations [132]. Moreover, risk scores might have higher accu-

racy for certain diseases [233] or may need to be customized for a subpopulation or

a location [134].

In this chapter, we present risk prediction scores that preserve the clinical
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knowledge embedded in features and structure of the aforementioned additive step-

wise risk scores while allowing for soft thresholds in the score calculations. This

is accomplished by a novel scoring mechanism that relies on a transformation of

predictive variables by means of nonlinear logistic functions which facilitate smooth

differentiation between critical and normal values of the variables. The parameters

in the proposed framework can be readily optimized for specific sub-populations of

interest (e.g., particular disease or location) or re-learned to ensure that the score

remains relevant as the standards of care evolve. We use the PRISM III score [152]

and a pediatric brain trauma population, as well as the Sequential Organ Failure

Assessment (SOFA) score [210, 209] and an adult ICU population, as motivation

and to test the performance of the novel scoring technique.

2.1 Background: Existing Risk Scores

In this section we overview existing prognostic models for both pediatric

and adult patient populations, with the emphasis on PRISM III and SOFA. We

also briefly mention data-driven techniques that have recently been used in model

development and close the section by describing recent publications that incorporate

expert knowledge in their models.

2.1.1 Pediatric population risk scores

An example of the pediatric risk prediction scores, the Pediatric Risk of

Mortality (PRISM III) [152], is a widely used scoring mechanism in pediatric ICU

(PICU) [127] that has been validated in various settings as both an individual pre-
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dictor and a significant predictor in a multivariate model in the United States and

internationally [172, 68, 26, 99, 35, 13, 212, 129, 158]. A state-of-the-art scheme,

PRISM III has an additive stepwise structure that relies on 17 physiological vari-

ables and 26 ranges. The physiological variables it considers are characterized by

their maximum or minimum values recorded during the first 12 or 24 hours after

a patient’s admission to the PICU. These variables include the minimum systolic

blood pressure, maximum heart rate, the presence of fixed pupils, maximum and

minimum body temperature, and a variety of laboratory measures including mini-

mum and maximum CO2 and pH, white blood cell count, glucose and platelet count.

Contribution of some variables to the score is determined after evaluating a judi-

ciously chosen logical OR statement, such as in the case of maximum prothrombin

time (PT) and partial thromboplastin time (PTT), which can both detect abnor-

malities in clotting time. Other variables, such as systolic blood pressure and heart

rate, have age-dependent ranges.

In PRISM III, the score is incremented when the maximum (minimum) value

of a variable in the score is above (below) a predetermined threshold. For example,

if a child has a minimum Glasgow Coma Scale (GCS) [111, 126] score less than 8,

then 5 points are added to her/his PRISM III score. Clearly, calculation of the

score is highly dependent on the established cutoff points and thus the prediction

may change abruptly due to very small changes in the underlying variables. For

instance, interpretation of the variables such as heart rate or blood pressure, which

are altered by the simple act of breathing, may widely change due to the strict

threshold structure – an adolescent with a maximum heart rate of 144 beats per
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minute is considered healthy, while another one with a single measure of 145 beats

per minute has 3 extra points added in the PRISM III score calculation. Although

the PRISM scores have been validated in numerous settings, they have also been

shown to overpredict [181, 201] and underpredict [19, 200] PICU deaths. Poor pa-

tient discrimination by PRISM scores, especially in neonates and infants [219, 74],

and the fact that only a small subset of PRISM variables are significant predictors

of the outcome [154], render the PRISM scores sensitive to population characteris-

tics and standards of care and suggest that they may not necessarily be institution

independent. Unlike in PRISM III (and the previous versions of PRISM) where the

score is computed based on binary indicators of the raw feature values, in this paper

each feature is first transformed by a non-linear logistic function whose inflection

point and slope we find via an optimization procedure. As a result, we identify a

range of values for which the risk changes continuously and monotonically (i.e., in-

creases or decreases with the feature values), which stands in contrast to describing

the effect of physiological variables on the risk of mortality by comparing the vari-

ables to predefined thresholds (the strategy employed by state-of-the-art prediction

schemes such as PRISM III).

In addition to PRISM III, widely-used scores in the PICU include the injury

severity score (ISS) [14] and the pediatric index of mortality (PIM2) [182], where

the former is specific to trauma patients. The ISS is an anatomic score based on

the location and severity of the injuries. Limitations of the ISS have led to various

modifications as well as risk scores that incorporate the ISS in the calculation [128].

In a pediatric trauma population, PRISM has outperformed the ISS and its variants
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in identifying in-hospital mortality [35]. Logistic regression has often been employed

to learn the weighting coefficients for physiological variables or binary indicators in

mortality prediction models [128]. PIM2 is a second generation score, based on re-

calibrating coefficients of PIM [175] and adding variables for diagnostic groups with

poor performance or calibration. PIM2 models risk using logistic regression with 10

variables acquired upon hospital admission or in the first hour after PICU admission,

7 of which are binary indicators. Specifically, the continuous PIM2 variables include

first systolic blood pressure, ratio of FiO2 to PaO2, and absolute arterial or cap-

illary base excess. Fixed pupils, mechanical ventilation, elective admission, PICU

admission for procedure recovery, and cardiac bypass are included in the model as

binary variables. Finally, a selection of high risk or low risk diagnoses, where the

model was found to over- or under-estimate mortality, complete the list of logistic

regression variables [182].

2.1.2 Adult population risk scores

The Sequential Organ Failure Assessment (SOFA) [210, 209] is an additive

stepwise score that assigns a score of 0-4 to each of six physiological systems: respi-

ratory, coagulation, hepatic, cardiovascular, renal, and central nervous systems. The

total SOFA score is then evaluated as the sum of the individual system scores. SOFA

was originally designed to describe the degree of organ dysfunction in patients rather

than be a mortality prediction score. However, Vincent et al. acknowledge that there

is a correlation between the mortality rate and organ dysfunction [210, 209]. Sub-

sequently, SOFA has been successfully implemented as a mortality prediction score,
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achieving performance comparable to that of other established risk-prediction scores

[131, 91]. Studies developing SOFA-based models consider the score at either a fixed

time or incorporate sequential measurements where the difference in SOFA might

be indicative of the risk of mortality [131]. Going a step beyond examining the

delta SOFA values, Toma et al. developed risk prediction models that include tem-

poral patterns from SOFA measurements [204]. Moreover, SOFA has been shown

to improve the accuracy of mortality risk-prediction of established scores such as

APACHE and SAPS when used in combination with them [65, 88].

Commonly used mortality risk prediction scores developed for adult popula-

tions [27] include the popular APACHE, [233, 108], SAPS [134, 113], and Mortality

Prediction Model at ICU admission (MPM0) [117, 85]. SAPS 3 [134] and MPM0III

[85] use data obtained within one hour of ICU admission, while APACHE IV [233]

is calculated from data obtained in the first 24 hours of the ICU stay. MPM0III

is calculated from 15 binary features and age, where the binary features comprise

dichotomized physiological variables, CPR before admission, mechanical ventila-

tion, and the existence of certain chronic and acute diagnoses. In addition to these

features, MPM0III includes 7 two-way interaction terms. Because feature weights

are coefficients from a logistic regression, the weights can be positive or negative.

SAPS 3 also has either positive or negative contribution from its variables, but with

integer-valued weights. Twenty variables are required for SAPS 3 calculation; these

variables can be divided into 3 groups: information before admission such as comor-

bidities and medications, circumstances of ICU admission such as whether it is a

planned admission, and physiological variables. Unlike MPM0III, variable contribu-
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tion to SAPS 3 follows an additive stepwise structure with multiple hard thresholds

for the physiological variables. Mortality risk based on SAPS 3 is additionally dif-

ferentiated from other scores by the existence of multiple formulas to calculate risk

based on the geographic region of the patient. Like SAPS 3, APACHE is an additive

stepwise score. The most recent iteration, APACHE IV [233], includes 142 variables,

115 of which are categorical for admission diagnoses. Some of the variables in the

model, such as age and the acute physiology score (APS), have linear and nonlinear

contribution in the form of restricted cubic splines. The APS is in turn calculated

as the APACHE III [108] score in the first 24 hours of the ICU stay. The variables

in APACHE III are divided into 3 groups: age, physiology, and chronic health. The

chronic health variables specify different point contributions based on certain co-

morbidities, while age and the 17 physiological variables contribute to the score in

an additive stepwise fashion. APACHE III includes interactions between variables

in the form of AND statements, where the integer-valued contributions to the score

are dependent on two physiological variables being within specified ranges. A com-

mon customization of prognostic models requires relearning the feature weights for

a given population, as in the case of APACHE IV which has been successfully im-

plemented to predict mortality at different time points in a Dutch ICU population

[30]. While many have focused on validating and comparing the prognostic models,

as described in review articles [100, 211], others have sought to understand which

component of a score is most predictive of mortality [109] or whether the addition of

a particular variable such as age or resuscitation status will increase the discrimina-

tory capability of a model [109, 101]. However, these modifications do not address
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the variable dichotomization limitation of these scores.

2.1.3 Data driven risk scores and the preservation of expert knowledge

Going beyond the traditional statistical methods, data mining and machine

learning techniques have recently been applied to the development of prognostic

models seeking to aid in determining the time for treatment initiation, therapy

choice, and healthcare quality assessment [146]. Recently used methods include de-

cision tree techniques [47, 77], neural networks [77], topic models [116], autoregres-

sive implementation of PRISM [169], and techniques that incorporate injury coding

schemes in the models [33]. While several scores with additive stepwise structure

exist for adult populations (such as APACHE and SAPS), most pediatric mortality

risk prediction scores assume that risk depends linearly on the variables and do not

consider nonlinear variable transformations. PRISM III is an exception since it uses

thresholding to prevent uninformative increase in risk at very high or very low vari-

able values. In neonate morbidity prediction, the PhysiScore [171] achieves greater

predictive power than previously established neonatal morbidity scoring systems by

relying on a nonlinear transformation of the raw variables in the feature set. In

particular, that work employs nonlinear Bayesian models based on log odds ratios

of the risk derived from the probability distribution that provides the best fit to the

data for each of two patient classes.

Additive stepwise scores, including PRISM III and SOFA, have a strong

dependence on expert knowledge during the developmental stage. Paetz [141] pro-

posed a data-driven method for designing additive stepwise scores, where the step
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weights and the variable ranges are randomly initialized and learned by means of

evolutionary strategies. This method does not require experts until the final fine-

tuning stage if such a stage is deemed necessary, which presents many advantages in

the initial stages of the score design. However, training of the score does not allow

for missing data, which is unlikely in the typical practical scenarios where many

variables need to be collected and analyzed.

Models that integrate domain expert knowledge with a data driven approach

have been reported to result in greater predictive accuracy. In [191], combining

knowledge based and data driven risk factors in a prediction model for heart failure

greatly improved on the performance of a solely knowledge based classifier while

still resulting in a clinically meaningful model. In the task of identifying similar

concept pairs in clinical notes, combining context-based similarity and knowledge-

based similarity in an algorithm has likewise resulted in a more accurate similarity

score [150].

2.2 Methods

Most of the existing scores described in Section 2.1 require clinical expert

input in the score development stage to determine thresholds for physiological vari-

ables. Data-driven approaches largely ignore expert knowledge in order to achieve

the most discriminative results for a given dataset, which may lead to lack of inter-

pretability. The method for designing an optimal risk prediction algorithm described

in this section employs data-driven techniques while preserving the expert knowl-

edge embedded in the existing risk scores. In particular, in this section we propose
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a novel outcome prediction score that relies on a nonlinear transformation of the

features, present an algorithm for optimizing the parameters of the transformation,

and discuss optimality of the aforementioned algorithm.

2.2.1 The new score and an algorithm for optimizing parameters of the
logistic transformation of predictive features

We describe the risk of mortality using a logistic regression model, where

the conditional probability that patient i dies during the hospital stay is given by

P(yi = 1|w, zi) =
1

1 + exp(−wT zi)
, (2.1)

and the conditional probability of survival is

P(yi = −1|w, zi) =
1

1 + exp(wT zi)
, (2.2)

where yi ∈ {−1, 1} is an indicator of mortality, the vector w = [w1 w2 . . . wMw ]′

collects weights for the features zi = [zi1 zi2 . . . ziMw ]′, and Mw denotes the total

number of features.

In a departure from the commonly used hard thresholding of predictive fea-

tures and discrete scoring, we introduce a logistic transformation of the predictive

features. The resulting new score is continuous and differentiable which enables

computationally efficient search for the optimal parameters of the logistic transfor-

mation1. In particular, for patient i and feature j, the nonlinear transformation zij

1In machine learning parlance, the new score can broadly be categorized as a generalized additive
model [83].
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of the raw variable xij is

zij =


1

1+exp(−aj(xij−tij)) if xij is a maximum

1− 1
1+exp(−aj(xij−tij)) if xij is a minimum

0 if xij is missing

(2.3)

where aj ≥0 is the slope of the nonlinear transformation and tij is the inflection point

of the logistic function (i.e., a “soft threshold” counterpart to the hard thresholds

used by the existing stepwise scoring schemes). It should be noted that if clinical

knowledge suggests the use of age-dependent thresholds, the tij ’s are not different

for every subject i but rather have the same value for all patients within a specific

age group and a given feature j. In the case where this age-dependence is not

evidenced, the soft thresholds tij in the novel algorithm are shared across the entire

patient population and thus the soft threshold for feature j can be written as tj .

The optimal weights and parameters for the nonlinear transformations are

determined by minimizing the negative log-likelihood of the logistic regression model,

min

n∑
i=1

log(1 + exp(−yi(wT zi))). (2.4)

To preserve and exploit clinical knowledge previously used in the creation of other

scores, a lognormal prior is imposed in the optimization for w; this also ensures all

features will be associated with a positive weight. In particular, for w ∈ Rd we set

P(w) =
exp

(
−1

2(log w − µ)TΣ−1(log w − µ)
)

(2π)d/2|Σ|0.5
d∏
j=1

wj

.

For a lognormal prior with mean µ and covariance Σ = 1
2λI, the optimization over
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w then becomes

arg min
w

n∑
i=1

log(1 + exp(−yi(wT zi))) +
d∑
j=1

logwj + λ‖ log w − µ‖22. (2.5)

The joint optimization (2.5) over w, a = [a1 a2 . . . aMa ], and/or t =

[t1 t2 . . . tMt ] is carried out by cyclic block coordinate descent with backtracking

line search [25]. Optimization over a and t includes an additional step of projections

onto the constraint set. The blocks for the coordinate descent consist of features

derived from the same raw variable. For example, one block contains two features

derived from the maximum heart rate, which correspond to two steps with different

weights in a simple thresholding-based additive score. The algorithm is formalized

as Algorithm 1 given below. Note that the objective function of the optimization

(2.5) is not convex. Nevertheless, even if we use an iterative optimization method

that merely ensures the objective function is decreased at each step, in our empirical

studies the resulting local minimum leads to an improvement over the existing risk

score. In fact, our computational studies show that the proposed scheme is robust

with respect to the initial point of the search – for instance, in the application to

pediatric population, starting the iterative optimization procedure with a vector

w comprising PRISM III weights and starting with a vector of uniform weights

w = ([1, · · · , 1] results in almost identical prediction accuracy on the considered

dataset.

In Algorithm 1, G is the set of feature groups, A denotes the projection

set for a, and α and β are the backtracking line search parameters. The feature

groups g ∈ G are defined as the groups of nonlinear features related to the same
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Algorithm 1 Optimization over the slopes a

a
(0)
j ← 0.01, j = 1, 2, ...,Ma

w← wstepwise score

t← tstepwise score

k ← 1
repeat
a← a(k−1)

for all g ∈ G do
4aj ← −(∇af(a, t,w))j if j ∈ g
4aj ← 0 if j 6∈ g
h← 1
while f(a + h4a, t,w) > f(a, t,w)− αh||4a||2 do
h← βh

end while
a← ProjA(a + h4a)

end for
a(k) ← a

until stopping criterion is met

raw variables (e.g., in the application to pediatric population the feature group for

maximum pH has two elements corresponding to PRISM III thresholds of 7.55 and

7.48), and make up the blocks for the coordinate descent.

The projection sets are defined so that the clinical knowledge used for the

existing score is preserved. In Algorithm 1, A ensures the nonlinear transformations

follow the same direction as the steps in the existing score (A = {a : aj ≥ 0 for

j = 1, . . . ,Ma}). The projection set T for optimization over the soft thresholds of

the nonlinear transformations in (2.3), t, preserves the order of soft thresholds for a

raw variable with multiple nonlinear transformations. For example, if the feature i in

SOFA corresponds to the minimum platelet count between 100 and 150 ×103/mm3

(t
(0)
i = 150) and feature j corresponds to the minimum platelet count between 50

21



and 100 ×103/mm3 (t
(0)
j = 100), then the projection ensures that ti ≥ tj at all steps

of the optimization procedure. It should be noted that this projection set may lead

to a collapse of thresholds if the optimal solution is found at tj = ti. For example,

the minimum platelet count, which has 4 levels in SOFA, may end up having only

two different inflection points in the novel score.

The dimensions of the three optimization parameters are not equal due to the

existence of binary features (e.g., those associated with pupillary reaction in PRISM

III and drug administration in SOFA) that do not have nonlinear transformations

(Ma < Mw) and the age-dependence of some of the thresholds (Mw < Mt). Opti-

mization over the slopes a and soft thresholds t are implemented without inclusion

of a prior in the objective.

2.2.2 Quasiconvexity of the logistic transformation

As stated earlier in this section, the objective function in (2.5) is not con-

vex. However, we will here show that each block in the block-coordinate descent

procedure is both quasiconvex and quasiconcave in the slope parameter a, and is

thus quasilinear. Since the logistic function is asymptotically flat, the objective in

(2.5) is not strictly quasiconvex. However, since the objectives in the steps of block-

coordinate descent procedure are quasilinear, if the initial values of a are such that

the gradient is nonzero in every coordinate, the block coordinate descent will reach

a global optimum.

For differentiable f and domain D, f is quasiconvex if and only if D is

convex and for all x, y ∈ D holds that f(y) ≤ f(x) ⇒ ∇f(x)T (y − x) ≤ 0 [25].
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Similarly, f is quasiconcave if and only if D is convex and for all x, y ∈ D it holds

that f(y) ≥ f(x)⇒ ∇f(x)T (y − x) ≥ 0.

The objective of the optimization is

min f =

n∑
i=1

log(1 + exp(−yi(wT zi))), (2.6)

where

wT zi =
∑
j∈U

wj
1 + exp(−aj(xij − tij))

+
∑
k∈D

wk

(
1− 1

1 + exp(−ak(xik − tik))

)
+
∑
p∈P

wpδ(pi = 1), (2.7)

where U denotes the set of indices of features with maximum values whose contri-

bution to the score is in the form of an up-step (i.e., the risk is higher when their

values are above a threshold), D is the set of indices of features with minimum

values (down-steps), P is the set of indices of the binary features and δ(pi = 1) is

an indicator function for these features. In PRISM III, the binary pupillary reflex

features indicate whether one or both pupils are > 3mm and fixed. In SOFA, the

binary features in the cardiovascular component of the score indicate the adminis-

tered dosage of certain vasoactive drugs and the binary features in the respiratory

component indicate respiratory support.

Note that if we want to find when is f(a′j) ≤ f(a′′j ) for a given a′j and

a′′j , it is sufficient to find the conditions on a′j , a
′′
j , yi, xij , tij such that it holds that

fi(a
′
j) ≤ fi(a

′′
j ) for all i ∈ 1, . . . n, where f =

∑n
i=1 fi. For any j ∈ U , condition
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f(a′j) ≤ f(a′′j ) is satisfied on the domain where

−yiwj
1 + exp(−a′j(xij − tij))

≤ −yiwj
1 + exp(−a′′j (xij − tij))

.

This inequality will hold for any of the parameter combinations marked by an X in

Table 2.1. The blank spaces in Table 2.1 satisfy fi(a
′
j) ≥ fi(a

′′
j ) for j ∈ U , the fact

Table 2.1: Satisfy fi(a
′
j) ≤ fi(a′′j ) for j ∈ U

a′j ≤ a′′j a′j ≥ a′′j
yi = 1 yi = −1 yi = 1 yi = −1

xij − tij ≥ 0 X X

xij − tij ≤ 0 X X

which we next use to show quasiconcavity. To show quasilinearity, we also need to

examine the gradient of f at a′′j which, for j ∈ U , is given by

∇ajfi(a′′j ) =− exp(−yi(wT zi))

1 + exp(−yi(wT zi))
×
yiwj(xij − tij) exp(−a′′j (xij − tij))(

1 + exp(−a′′j (xij − tij))
)2 . (2.8)

The sign of the gradient in (2.8) is determined by −yiwj(xij−tij). Simple arithmetic

shows that when fi(a
′
j) ≤ fi(a

′′
j ) (corresponding to the entries marked by X in

Table 2.1), ∇ajfi(a′′j )(a′j − a′′j ) ≤ 0, and hence the condition for quasiconvexity is

satisfied. Similarly, when fi(a
′
j) ≥ fi(a

′′
j ) (corresponding to blanks in Table 2.1),

∇ajfi(a′′j )(a′j − a′′j ) ≥ 0, which implies quasiconcavity.

The same procedure can be followed to show quasilinearity when j ∈ D, with

appropriate sign changes. Note that the blocks of features where all of the features in

the block belong to U or all of the features in the block belong to D will also satisfy
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the quasilinearity condition. Since the coordinate blocks in Algorithm 1 correspond

to nonlinear transformations of the same physiological variable, quasilinearity holds.

The initial value of aj in Algorithm 1 is set to 0.01 for all j. This corresponds to

a small slope in the nonlinear transformations of the variables, and will only result

in ∇ajfi(aj) = 0 for subjects i with xij = tij . Therefore, the initial slope of the

cumulative function in (2.6) will be nonzero and the coordinate descent algorithm

will not begin at a stationary point.

Since we constrain the slopes a and weights w to be nonnegative, quasilin-

earity of the objective function in soft thresholds t can be shown in fewer steps than

that for a. We will only show quasiconvexity in tij when j ∈ U , but quasiconvex-

ity when j ∈ D and quasiconcavity can be easily shown in a similar manner. To

demonstrate quasiconvexity, it is sufficient to show that

fi(t
′
ij) ≤ fi(t′′ij)⇒ ∇tijfi(t′′ij)(t′ij − t′′ij) ≤ 0.

Note that for j ∈ U , fi(t
′
ij) ≤ fi(t

′′
ij) if yi = −1 and t′ij ≥ t′′ij , or if yi = 1 and t′ij ≤

t′′ij . By examining the gradient of fi, it is clear that since wj , aj ≥ 0, ∇tijfi(t′′ij) ≤ 0

only when yi = −1,

∇tijfi(t′′ij) =
exp(−yi(wT zi))

1 + exp(−yi(wT zi))
×
yiwjaj exp(−a′j(xij − t′′ij))(
1 + exp(−aj(xij − t′′ij))

)2 . (2.9)

Note that the required conditions for fi(t
′
ij) ≤ fi(t

′′
ij) also guarantee that

∇tijfi(t′′ij)(t′ij − t′′ij) ≤ 0. However, unlike with the optimization over slopes a, we
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cannot guarantee that the initial t will be at a point with nonzero slope. Nev-

ertheless, we have empirically observed that although ∇tijfi = 0 for some (i, j),∑
i∇tijfi 6= 0 in the first iteration of the alternating optimization of a and t, indi-

cating the optimization does not start at a stationary point for any of the nonlinear

features. As with the weights w, we initialize t(0) using the hard thresholds of the

existing score. Despite the approximations made in order to simplify calculation

of the existing score, one expects its thresholds to be close to the optimal values

due to the reliance on domain expert knowledge and extensive testing. Therefore,

the proposed initialization will likely avoid start of the optimization procedure in

the flat part of the quasiconvex curve, implying the global optimality of the block

coordinate descent.

2.2.3 Algorithm testing

We validate the algorithm on a pediatric brain injury dataset and an adult

ICU dataset. Note that the proposed method allows a straightforward refinement

and optimization of the novel risk prediction score for a specific subpopulation

and/or location of the hospital. The proposed prediction scheme is tested using

leave-one-out cross-validation for the pediatric dataset (n=217) and 10-fold cross-

validation for the adult dataset (n=3711) and compared with existing methods in

terms of three discrimination criteria: (i) area under the receiver operating charac-

teristic (ROC) curve (AUC), (ii) the Youden index (J), which aims to maximize the

overall correct classification rate [86, 147]: J = Sensitivity(Se)+Specificity(Sp)−1,

and (iii) the point on the ROC curve that maximizes the minimum of the positive
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predictivity (+P , precision) and sensitivity (recall). The last criterion takes into ac-

count class imbalance by balancing the percentage of true positives that are correctly

predicted with the percentage of predicted positives that are correct. Thus, correctly

predicted true negatives, the majority class, does not affect the performance metric.

It should be noted that in evaluating algorithms by the third criterion (PrecRec),

a false positive has the same effect as a false negative. These criteria only assess

the discriminatory capabilities of the algorithms. In prognostic models, particularly

those that lead to clinical decision-making, the preciseness of the predicted prob-

ability, or calibration, should also be examined [146, 130]. We assess the model

calibration in terms of the Brier score (BS) [29], calculated as

BS =
1

N

N∑
k=1

(πk − ck)2, (2.10)

where N denotes the number of subjects, ck ∈ {0, 1} is the binary class for subject k,

and πk is the probability of mortality for subject k. The probabilities were calculated

by means of Platt scaling [151] during the cross-validation, such that the algorithm

outputs were entered in a logistic regression to find the probability of mortality. The

Brier score ranges from 0 to 1, where lower values indicate a better calibrated score.

2.3 Results and Discussion

In this section, we analyze pediatric and adult datasets to demonstrate

the performance of the novel scoring scheme that preserves expert knowledge from

PRISM III and SOFA, respectively. Therefore, the variables used by the novel score

and the initial parameters for the optimization (feature weights and thresholds) are

those from the aforementioned existing scores.
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2.3.1 Implementation and results for the novel pediatric population
scores

Here we detail the implementation of the novel algorithm and present the

discrimination and calibration results from the leave-one-out cross-validation tests

on a population of 217 children with brain trauma and other brain malady or injury.

We compare these results with those achieved by the classifiers that use raw non-

transformed data as features. Since the latter classifiers do not allow for missing

data (as in the case of PRISM III and our novel algorithm), different imputation

strategies are examined.

2.3.1.1 Pediatric patient population

Data were retrospectively abstracted for 217 children (11.06% mortality rate)

admitted to the Dell Children’s Medical Center PICU. We included admissions to

the PICU between August 2007 and April 2012, age range of 0-14 years, with an

ICD-9 code reflecting brain injury, and a PICU stay of at least 24 hours. The

ICD-9 codes indicate patients with brain trauma (excluding simple concussion) as

well as other brain malady or injury such as cerebral palsy, drowning, epilepsy, and

asphyxiation. This group of patients was selected in order to emphasize the ease of

optimizing the novel score for a specific high mortality population. This particular

high-mortality population is of interest since trauma is the leading cause of death

in children in the United States [135], with traumatic brain injury being a major

contributor [60]. Minimum and maximum variable values from the first 12 hours of

the PICU stay are used in the calculation of PRISM III and our new score. The use

of the data has been approved by the University of Texas at Austin Institutional
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Review Board and the Seton Clinical Research Steering Committee.

2.3.1.2 Implementation of the novel prediction scheme in pediatric pop-
ulation

Our novel score incorporates all of the variables and ranges previously used

by PRISM III. Specifically, the 17 variables that our algorithm uses include: sys-

tolic blood pressure, heart rate, body temperature, pupillary reflexes, Glasgow Coma

Scale, total CO2, pH, PaO2, PCO2, glucose, potassium, creatinine, blood urea ni-

trogen, white blood cell count, platelet count, PT, and PTT. Detailed information

about the ranges and cutoff points for PRISM III can be found in [152]. The fea-

tures transformed using OR statements in PRISM III (e.g., by adding 6 points to

the score if pH < 7.0 OR total CO2 < 5) were treated as additive features in order to

seamlessly include them in the optimization procedure. The backtracking line search

parameters were chosen empirically based on the discrimination and the speed of

convergence of the algorithm. The results shown are for α = 0.2 and β = 0.5. In

the case of optimization over w, the imposed prior has µ = 0, λ = 0.25.

2.3.1.3 Performance comparison of the novel scores and existing scores

Figure 2.1 illustrates the difference in computing the contribution of a feature

to the prediction score between the 12-hour PRISM III and the novel scheme. Plots

on the top panels show the logistic transformations of the features after performing

optimization over the nonlinear transformation slopes a, while the plots on the

bottom panels show the logistic transformations after performing optimization over

both the slopes a and weights w. From the plots, we see that the optimization over
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Table 2.2: Mortality and Missing Data by Age Group

Age Group No. Subjects No. Deaths
Missing Vari-
ables
(mean ± SD)

Neonate (0 mo., 1 mo.) 2 0 9 ± 11.31

Infant [1 mo., 12 mo.) 39 5 6.95 ± 7.13

Child [12 mo., 144 mo.] 143 15 7.02 ± 7.22

Adolescent (144 mo., 180 mo.) 33 4 6.03 ± 7.14
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Figure 2.1: Contribution of systolic blood pressure (SBP), heart rate (HR), and
platelet count to risk score for PRISM III (black, top) and novel score optimizing a
(blue, top) and optimizing a,w (blue,bottom). The black lines on the right panel
serve as indicators of a sharp transition between steps.

a results in mortality risk increasing over a range of 3 to 4 beats per minute for each

step in the maximum heart rate and the risk from minimum systolic blood pressure
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Table 2.3: Risk Score Accuracy: Pediatric Patient Population

Score AUC J PrecRec BS

PRISM III 0.8735 0.5840 0.5172 0.0686

Novel Score optimized over a 0.8897 0.6215 0.5000 0.0680

Novel Score optimized over w 0.8841 0.6369 0.5600 0.0715

Novel Score optimized over a and t 0.8358 0.6153 0.5833 0.0708

Novel Score optimized over a and w 0.8927 0.6682 0.5833 0.0679

PIM 2 0.8331 0.6729 0.5417 0.0766

increasing over a range of 7 mmHg around the 75 mmHg threshold and increasing

over a range of 4 mmHg around the 55 mmHg threshold. The risk from the minimum

platelet count loses much of the stepwise scoring structure used by PRISM III,

and instead increases monotonically for minimum platelet counts between 250,000

and 50,000. This illustrates how our novel score can capture risk that increases

continuously throughout a certain range while maintaining sharp thresholds when

those are optimal. Optimizing over both a and w provides further insight into

the contribution of variables to the risk of mortality for a given population. For

example, the novel score shows that, for this dataset, the second step in the nonlinear

transformation of the systolic blood pressure and heart rate should be weighted

similarly, if not more heavily, than the lower step. The rightmost panels of Figure

2.1 also indicate that while PRISM III has the mortality risk increasing slightly more

when the minimum platelet count falls below 50,000, our inferred scoring function

indicates the risk contribution from this variable doubles at approximately 50,000.

The results of the ROC analysis on the cross-validated scores are shown in
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Figure 2.2: Risk scores and the probability of mortality for survivors (blue) and
nonsurvivors (red). The center mark on the box indicates the median while the
edges of the box mark the 25th and 75th percentile. Individual scores are plotted as
+. In the top right panel, the red circles indicate subjects with scores higher than
2.

Table 2.3. Our novel score optimized over the slopes a of the nonlinear transfor-

mations results in a more accurate classifier than PRISM III, in terms of the AUC

and J , but not in terms of the precision-recall balance (PrecRec). Optimization of

the feature weights w results in a score that performs better than PRISM III in all

three evaluation criteria. Alternating optimization over the slopes a and weights w

results in a further improvement of AUC, J , and precision-recall balance over indi-

vidual parameter optimization, as well as the best calibration values (Brier score),

and thus provides a significant advancement over PRISM III. The inclusion of soft
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thresholds t along with slopes a in the alternating optimization results in some of

the soft thresholds falling outside the physiological range of the raw variables – in

particular, logistic transformations of these variables result in zero contribution to

the risk score for all patients. This optimization results in better discrimination

than PRISM III in the upper range of scores (higher J and precision-recall balance)

and poorer classification than PRISM in the lower score range (lower AUC). How-

ever, we expect that these results would improve with a larger patient population

given the age-dependency of some of thresholds and the mortality distribution across

age groups (Table 2.2). The ROC results for PIM2 are also included in Table 2.3

to compare the novel score to another widely used pediatric risk score. The novel

score optimized over any of the parameters outperforms PIM2 in terms of AUC, and

optimization over two parameters also yields a higher precision-recall balance than

PIM2. Though PIM2 results in a slightly higher J than the novel score optimized

over a,w, the large gain in AUC and higher precision-recall balance make the novel

score the preferred choice for predicting risk of in-hospital mortality in the studied

population.

The boxplots in Figure 2.2 illustrate how the proposed prediction scheme

compares with PRISM III. The probability of mortality (right column in Figure

2.2) is also included in order to compare the algorithms on the same scale. The

probability of mortality is calculated by means of Platt scaling as stated in Section

2.2.3. Despite additional features used by our scheme (due to splitting of the OR

statements into components), the novel scores have similar average values to those

of PRISM III. Given the class imbalance, this is likely the result of lower slopes in
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the nonlinear transformations which decrease the feature contributions of survivors

having measurements near the soft thresholds. The movement of soft thresholds

outside the physiological range following inclusion of t as an optimization parameter

results in lower average score values compared to PRISM III. Finally, reduction in

mean scores when the weights are included as optimization variables is expected due

to the prior on the weight distribution. It should be noted that the optimizations

which result in overall lower risk scores (i.e., optimizations including t or w) yield

lower risk scores for both the survivor and nonsurvivor groups; the relative difference

between the groups remains and the mean probability of mortality is not significantly

different from that of PRISM III or the score optimized only over a.
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Figure 2.3: ROC curve for PRISM III (red) and novel scores optimized over the
nonlinear transformation slopes a (black), and alternating minimization over the
slopes a and weights w (blue) and the slopes a and soft thresholds t (gray) of the
nonlinear transformations. The circled points correspond to those that maximize
Youden’s index.
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The difference in AUC between PRISM III and the novel scores (Figure

2.3) is primarily caused by low PRISM III scores for some nonsurvivors. Due to the

finite set of PRISM III values, patients are more likely to share the same score, which

causes a decrease in both the true positive rate and the false positive rate as the

cutoff value is lowered in the ROC analysis. The largest differences in the curves can

be traced to patients with PRISM III scores between 7 and 13. While 45 out of 193

survivors have PRISM III scores in this range, so do 7 out of 24 nonsurvivors. We

further examined the effect of softening the thresholds on patient outcome prediction

for the subjects with low PRISM values by selecting the thresholds corresponding to

the highest specificity with a sensitivity of at least 0.9. Such a sensitivity restriction

promotes accurate identification of the in-hospital mortality class. For the selected

cutoff scores, the novel score (optimized over the slopes a) correctly identifies three

subjects as high risk of in-hospital mortality that are incorrectly classified by PRISM

III. One of these subjects is correctly identified by the novel score due to a nonzero

contribution to the score from a systolic blood pressure with a value precisely at

the PRISM III hard threshold. The other two subjects are correctly identified

by the novel score due to nonzero contributions from the Glasgow Coma Scale

feature (GCS ∈ {8, 9}), which in the optimized score has an approximately linear

relationship to risk whereas PRISM III is affected only if GCS < 8.

2.3.1.4 Comparison of the novel and existing scores for pediatric age
groups

Analysis of the results for different age groups suggests that the novel algo-

rithm provides the largest gains in discrimination for the child age group (12-144
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months). The ROC curves for different age groups are shown in Figure 2.4, where

the neonate and infant groups are combined due to the low number of subjects in

the former group. Note that the presented results display performance of the novel

algorithm optimized over the entire population rather than those of three separate

optimizations using only subjects from the age groups of interest. For the neonate

and infant groups (n=41, 5 deaths), both PRISM III and the novel score optimized

over the slopes a and weights w of the nonlinear transformation achieve the AUC of

0.9833. In the child age group (n=143, 15 deaths), the novel score (AUC=0.8844)

was significantly more discriminative than PRISM III (AUC=0.8516). Both scores

exhibited less accurate performance in the adolescent group (n=33, 4 deaths), with

the novel score (AUC=0.7500) slightly outperforming PRISM III (AUC=0.7414).

The high AUC in the neonate and infant group can be attributed to the charac-

terization of the subjects in the nonsurvivor group, where most of them were near

drowning victims and unresponsive upon ICU admission. The worse discrimination

in the adolescent group is likely due to the low number of subjects and deaths,

where two of the subjects in the nonsurvivor group had low scores with both the

novel algorithm and PRISM III. It should also be noted that the distribution of

brain injuries in the adolescent group is different from the other two groups. For

example, this age group has a higher incidence of the asphyxiation/strangulation

ICD-9 code. Given that the method presented in this paper can be used to design

optimal scores for different populations, were more data available, it would have

been interesting to design a mortality prediction score specifically for the adolescent

population.
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Figure 2.4: The ROC curve by age group for PRISM III (red) and the novel score
optimized over the slopes a and weights w of the proposed nonlinear transformation
(blue).

2.3.1.5 Consideration of alternate feature transformation

To illustrate the improvement in discrimination enabled by using nonlin-

ear transformations of the features, we also performed a logistic regression with

ridge, lasso [202], and elastic net [234] penalties on the age and raw variables of

the datasets. Additionally, to demonstrate the significance of the specific logistic

feature transformations used by the novel score, we implemented and tested logistic

regression models with restricted cubic spline transformation of the raw physiologi-

cal variables. Since missing data is prevalent and complete data sets are required for

logistic regression, missing values of the variables are imputed by k nearest-neighbors

(kNN) [84], the probabilistic principal components analysis (PPCA) method [203],

mean values, and normal values [17]. In the kNN imputation, Euclidean distances

normalized by the number of common features between patients are calculated and

the missing values are imputed as the average value of the k-nearest neighbors that

observe the variable. PPCA aims to reduce the dimensionality of the data by as-
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Table 2.4: Risk Score Accuracy: Logistic with Raw Variables vs. PRISM III with
Imputed Data

kNN PPCA mean normal

AUC

PRISM III 0.8790 0.8741 0.8709 0.8735

Raw Linear 0.8437 0.8683 0.8400 0.8141

Raw Nonlinear 0.9011 0.8940 0.8975 0.9223

J

PRISM III 0.6047 0.6153 0.5788 0.5840

Raw Linear 0.5479 0.5889 0.5637 0.5682

Raw Nonlinear 0.6835 0.7144 0.7198 0.7301

PrecRec

PRISM III 0.5000 0.5000 0.5172 0.5172

Raw Linear 0.5000 0.5542 0.5833 0.5833

Raw Nonlinear 0.5172 0.5417 0.5000 0.5152

BS

PRISM III 0.0693 0.0685 0.0696 0.0686

Raw Linear 0.0713 0.0689 0.0707 0.0631

Raw Nonlinear 0.0998 0.0783 0.0911 0.0907

sociating a Gaussian latent variable model with the observed data and imputing

missing values by an iterative expectation-maximization procedure. In our tests,

data were imputed with k = 5 and 4 principal components. The best AUC values

were achieved using the elastic net for the linear feature set and elastic net or ridge

penalty for the nonlinear feature set. The discrimination and calibration measures

for the logistic regression with linear (raw) and nonlinear (cubic spline transforma-

tion) feature sets are compared to the PRISM III values calculated with the imputed

dataset in Table 2.4.

Though logistic regression with linear features and variables imputed with

PPCA leads to a slight improvement in terms of J and the precision-recall balance
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over the PRISM III scores without imputation, the PRISM III scores calculated

with the imputed data outperforms both logistic scores in terms of AUC and J .

Logistic regression with linear features and variables imputed with mean or normal

values results in the same PrecRec value as the novel score. However, the novel

score greatly outperforms both of these raw variable models in terms of AUC and J .

These discrimination results suggest the variables in the scores should be nonlinearly

transformed in order to achieve accurate mortality prediction. Note that the novel

score without imputation performs better than the scores presented in Table 2.4 in

terms of all of the evaluation criteria except for the Brier score of the logistic model

with linear variables and imputation with normal values.

A close inspection of the measures of discrimination of the logistic regres-

sion with a nonlinear feature set in Table 2.4 further emphasizes the importance of

performing the nonlinear transformation of physiological variables. Despite slightly

higher AUC and J achieved by the logistic models with cubic spline transformations

of the features as compared to the novel algorithm, the novel algorithm outperforms

the logistic models in terms of precision-recall balance and the Brier score. These

two measures are of particular significance when considering the class imbalance

and assessing accuracy of identifying subjects at risk for in-hospital mortality. Ad-

ditionally, expert knowledge is ignored in the logistic regression with cubic spline

covariates and the interpretation of the variable contributions to the score is unclear

since the range of increasing risk is not a byproduct of the algorithm as in the case

of our proposed algorithm.
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2.3.2 Implementation and results for the novel adult population scores

We apply our optimization framework to design scores that preserve the

clinical knowledge embedded in SOFA while transforming the features using nonlin-

ear logistic functions (as we did earlier for PRISM III and a pediatric brain injury

population).

2.3.2.1 Adult patient population

We use the data from the MIMIC II clinical database [170, 75] to find the

parameters of the logistic functions and test the ability of the novel score to predict

mortality in the current ICU stay. The examined dataset consists of 3711 adult ICU

patients (7.14% mortality).

2.3.2.2 Implementation of the novel prediction scheme in adult popula-
tion

The variables included in the SOFA score calculation are PaO2/FiO2, res-

piratory support, platelets, bilirubin, mean arterial pressure, Glasgow Coma Scale,

creatinine, daily urine output, and certain cardiovascular drugs. The worst value

of each physiological variable in the first 24 hours is used to compute SOFA and

as a raw variable for the calculation of the new score. The features representing

the respiratory and cardiovascular systems are treated as indicator variables since

the respiratory SOFA calculation includes an AND statement (e.g., the respiratory

SOFA=3 if PaO2/FiO2 < 200 AND the patient is receiving respiratory support) and

because the cardiovascular SOFA greater than 1 is dependent on the administration

of certain drugs. The urine output criterion for the renal SOFA is ignored since
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urine output was not charted consistently and thus the daily value might not be

reliable. The parameters of the backtracking line search and the prior on w are as

specified in Section 2.3.1.2 with the exception of the backtracking line search over

t, which was implemented with β = 0.9 due to a fast convergence of the algorithm.

2.3.2.3 Performance comparison of novel score and existing score in
adult population

The novel score is compared to SOFA in terms of the same discrimination

(AUC, J, precision-recall balance) and calibration (Brier score) criteria described

in Section 2.2.3. The average discrimination and calibration results from 10-fold

cross-validation for the novel scores with optimization over various parameters are

presented in Table 2.5. In order to visually compare the discriminatory capabilities

of the novel score optimized over a and w, we also present the ROC curve calculated

from the risk scores obtained from the cross-validation results (in the left panel of

Figure 2.5) and the ROC curves from the 10 folds (in the right panel of Figure 2.5).

It should be noted that the novel score has higher discrimination than SOFA for

every fold.

The novel scores outperform SOFA in all of the discrimination criteria, while

the score optimized over the slopes of the nonlinear transformations a and the score

optimized over a and the nonlinear feature weights w also yield better Brier scores.

The highest AUC and J are obtained when optimizing over the weights w. Includ-

ing the slopes a in the optimization along with w results in a slight decrease in

AUC and J but leads to an improvement of the precision-recall balance and the

Brier score. This score, optimized over a and w, might therefore be preferred given
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Table 2.5: Risk Score Accuracy: Adult Patient Population

Score AUC J PrecRec BS

SOFA 0.6514 0.3069 0.2258 0.0630

Novel Score optimized over a 0.7753 0.5213 0.3188 0.0603

Novel Score optimized over w 0.7921 0.5357 0.2886 0.0666

Novel Score optimized over a and t 0.7167 0.4498 0.2678 0.0641

Novel Score optimized over a and w 0.7885 0.5275 0.3191 0.0617
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Figure 2.5: ROC curves for SOFA (red) and the novel score preserving expert knowl-
edge from SOFA. The left panel shows the ROC curves generated using the outputs
of the 10-fold cross-validation for the optimization over nonlinear transformation
slopes a (black), and alternating minimization over the slopes a and weights w
(blue) and the slopes a and soft thresholds t (gray). The 10 ROC curves from the
cross-validation folds of the novel score optimized over a and w are presented in the
right panel (blue) along with the ROC curve for SOFA (red).

the class-imbalance of the problem and the importance of identifying true positives.

The novel score optimized over the slopes a and soft thresholds t exhibits worse
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discrimination than the scores obtained via other optimizations despite achieving

the lowest objective value on the training sets. Upon further examination, we found

that the final score no longer retained the step-wise structure of SOFA. More specif-

ically, the final soft thresholds either collapsed into a single step or were outside

the physiological range for some variables and thus had minor contribution to the

final score. This finding stresses the importance of preserving the clinical knowl-

edge embedded in the original score; to perform well on the test set, the novel score

structure and optimization methodology should result in a score that resembles the

original one.

2.4 Summary

We developed a novel outcome prediction score that exploits advantages of

additive stepwise risk scores and addresses the key limitation of hard thresholds typ-

ically used by state-of-the-art prediction methods. In particular, by transforming

predictive variables using a combination of logistic functions, the developed method

allows for a fine differentiation between critical and normal values of the predic-

tive variables. Optimization of the continuous score allows for not only specifying

different weights for the variables but, by optimizing over the slope and/or inflec-

tion point of the logistic curve in the feature transformation, we can also identify

the range of values of each variable where the risk increases. This optimization

need only be performed once to determine the optimal parameters and the score is

thereafter quickly calculated for each patient. Optimal values of the parameters of

logistic functions may be readily re-learned as the patient population and standards
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of care evolve. The novel scores derived using the proposed optimization framework

demonstrate significantly higher predictive power than the widely used PRISM III

in a pediatric brain trauma population and the SOFA in an adult ICU population.

The presented method can be broadly applied to devise and optimize risk

scores with predictive power superior to schemes that use hard-thresholding of phys-

iological variables, as has been shown in the cases of PRISM III and SOFA. Future

applications of the developed scheme include optimization of other in-hospital mor-

tality risk scores designed for adult ICU population, such as the Acute Physiology

and Chronic Health Evaluation (APACHE) [233, 108] and the Simplified Acute

Physiology Score (SAPS) [134]. Moreover, the proposed method may be used to

develop risk prediction scores geared towards sub-populations of interest when a

hard-thresholding score exists for a larger population (e.g. specific diseases within

an ICU population) or in geographical areas with different standards of care than

those used in the development of the existing scores.
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Chapter 3

Semi-Supervised Affinity Propagation with Soft
Instance-Level Constraints

In this chapter we describe a novel semi-supervised clustering algorithm

where a confidence is assigned to the set of instance-level constraints such that the

constraints need not be strictly enforced during the clustering. In order to motivate

the necessity for such an algorithm, we describe the affinity propagation algorithm,

the base of the proposed algorithm, as well as extensions including softening con-

straints or added supervision. We provide a survey of metric learning methods used

in a clustering context to motivate an extension of the proposed algorithm. We then

proceed to derive the new algorithm, soft-constraint semi-supervised affinity propa-

gation (SCSSAP) and an extension of SCSSAP employing metric learning. Finally

we show the performance of SCSSAP on standard datasets from the UCI machine

learning repository.

3.1 Motivation

Affinity propagation (AP) is a frequently encountered clustering technique

that uses similarities between data points to select the best representatives (exem-

plars) among them and assign each data point to its most suitable exemplar [64].

The algorithm automatically detects the number of exemplars (and, hence, the num-
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ber of clusters), does not require that the similarities between data points are metric,

and can take advantage of sparse similarities. AP is efficiently implemented as a

message-passing scheme on a graph representing the data. More specifically, the

AP message updates are obtained by applying the max-sum algorithm in a factor

graph [71]. By adding nodes or modifying the factor node definitions, AP can be

expanded to enforce an upper limit on the number of data points in a cluster [71],

allow for uncertain or varying similarities [120], perform hierarchical clustering [69],

enable finding subclasses within a category by allowing assignment of each exemplar

to a super-exemplar [214], and more. To introduce semi-supervision in the AP clus-

tering, Givoni and Frey [72] include additional variable nodes in the factor graph

(so-called meta-points) and appropriately revise the similarity function.

In semi-supervised clustering, a subset of data labels or pairs of similar and

dissimilar points are known. Knowledge of instance-level constraints – i.e., sets

of pairs of data points that are similar (must-link) or dissimilar (cannot-link) –

is especially valuable in settings where data labels are expensive, such as those

obtained by performing expensive or invasive medical procedures, or slow to obtain,

such as in the case of enormous datasets. Note that partial labels can always be

converted to instance-level constraints, whereas the reverse is not true. The inclusion

of instance-level constraints in the formulation of the clustering problems results in

higher accuracy of k-means [213], expectation-maximization (EM) [178], and AP [72]

algorithms. Supervision can also be added to a clustering algorithm by modifying

the similarity measure before or during the clustering [221, 20, 15, 174].

Algorithms that strictly enforce instance-level constraints assume that the
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provided labels or pairs of similar and dissimilar instances are correct. However,

noisy labels or instance-level constraints can arise in a variety of situations including

those that involve a certain level of subjectivity, scenarios where the information

used for labeling is incomplete or inadequate, or when data entry errors exist [31].

In the medical domain, for instance, noisy labels can arise from subjectivity in

situations where finding labels entails a qualitative ranking, such as in the case

of determining disease severity or a disability outcome score. Furthermore, noisy

labels may arise from incomplete information when established using a diagnosis

where not all of the informative tests have been performed [31]. Web data, such as

user-provided or search-based image and video tags, is also often plagued by noisy

labels [104, 124]. The effect of noisy labels can be attenuated by using filtering

techniques, optimization over both predicted soft labels and given hard labels, label

normalization or tuning, noise modeling and feature extraction [31, 124, 112, 145,

23]. However, these methods assume that the labels for at least some of the data

are known and do not consider the scenario where unlabeled data is related only by

instance-level constraints.

Previous work on semi-supervised clustering with affinity propagation in-

cludes algorithms that strictly enforce instance-level constraints by insisting that

data points with must-link constraints belong to the same cluster [72, 119]. Some of

the AP hard constraints have been removed in [118, 119], by means of bypassing the

AP requirement that a point acting as an exemplar (cluster center) for others also

acts as its own exemplar. However, the algorithms in [118, 119] are not designed

to be used in the presence of noisy constraints and, in fact, still strictly enforce
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instance-level constraints.

3.2 Background: Affinity Propagation and Extensions

In affinity propagation [64], exemplars (i.e., representatives of the clusters)

are selected after iterative exchange of messages between the nodes of a graph that

represents data points (instances) being clustered. The chosen exemplars are data

instances themselves, and each instance is assigned to one of the exemplars. Hence,

in the graphical representation, clusters correspond to subgraphs that are spanned

by edges connecting instances and their exemplars. The nodes of the graph are re-

lated by a pre-defined similarity measure such as the negative Euclidean distance or

the Pearson correlation coefficient. The similarities between the nodes, conveniently

organized in a matrix, do not need to satisfy symmetry or the triangle inequality.

The diagonal components of the similarity matrix, referred to as preferences, are

typically set to the median value of the similarity between instances. In AP, the

number of clusters need not be pre-specified, but increasing (decreasing) the prefer-

ences will result in a higher (lower) number of clusters. Once the similarity matrix

has been defined, two messages are exchanged between the nodes of the graph: re-

sponsibility and availability. The responsibility ρij indicates how well-suited node j

is to be the exemplar for node i, while the availability αij reflects how appropriate

it would be for node i to choose node j as its exemplar:

αij =

{∑
k 6=j max[ρkj , 0] if i = j,

min
[
0, ρjj +

∑
k 6={i,j}max[ρkj , 0]

]
if i 6= j,

ρij =sij −max
k 6=j

(αik + s(i, k)),
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where s(i, j) indicates the similarity between node i and node j. These messages,

derived from a max-sum algorithm on a factor graph [71], aim to maximize the sum

of similarities between nodes and their exemplars. In a factor graph, binary variable

nodes indicate whether one node is an exemplar of another. The factor nodes enforce

two sets of clustering constraints: (a) each node must have exactly one exemplar

(single membership), and (b) if a node serves as an exemplar to another node then

it must serve as an exemplar to itself (self-selection).

In order to avoid oscillating solutions, a damping parameter µ is often in-

corporated in the message updates such that the new message is µ times the old

message plus 1− µ times the prescribed message update. For instance, in the case

of damping, at iteration k the update for ρij is calculated as

ρ
(k)
ij = µρ

(k−1)
ij + (1− µ)

(
sij −max

k 6=j
(αik + s(i, k))

)
, (3.1)

Affinity propagation has several advantages over other clustering algorithms since

it does not require a pre-specified number of clusters, can be formulated to take

advantage of sparsity in the similarities, does not require that similarities be metric

[55, 64], and does not require multiple initializations with varying initial cluster

centers to find the clustering solution.

3.2.1 AP extensions incorporating supervision or softness of constraints

The previously mentioned self-selection constraint may be relaxed by either

introducing a penalty to the objective if the constraint is violated [118] or preventing

each instance from choosing itself as an exemplar [119]. The soft-constraint AP

can be extended to semi-supervised clustering [119] when a subset of data labels
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is available. Each labeled instance is assigned to a macro-node for its class while

the similarity between an unlabeled instance and a macro-node is defined as the

maximum similarity between the unlabeled instance and all instances assigned to

the macro-node.

A natural extension of the semi-supervised AP algorithm from labeled data

to instance-level constraints is obtained by introducing meta-points. The semi-

supervised AP formulation in [72] enforces additional cannot-link constraints using

factor nodes between meta-points that drive the objective to negative infinity when

the cannot-link constraints are violated. More specifically, one meta-point is intro-

duced for each must-link group and for each instance in a cannot-link constraint

that is not also in a must-link group. The similarity of the ith instance and the mth

meta-point MTPm is given by

s(i,MTPm) =

0 if i ∈ Pm
max
j∈Pm

s(i, j) otherwise
(3.2)

where Pm denotes the set of data points associated with MTPm and s(i, j) ≤ 0.

Note that instances can choose a meta-point as an exemplar but a meta-point can-

not choose other meta-points as exemplars. In fact, each instance in a must-link

group will necessarily choose the meta-point associated with it as its exemplar. The

cannot-link constraints are enforced by adding factor nodes connected to the meta-

point such that if x has MTPi as an exemplar, y has MTPj as an exemplar, and

(x, y) have a cannot-link constraint between them, then the exemplar for MTPi

cannot be the same as the exemplar for MTPj . In this example, the cannot-link

factor node between MTPi and MTPj is −∞ if the two meta-points have the same
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exemplar, and is 0 otherwise. Following the addition of the cannot-link factor nodes,

updates for the responsibilities need to be modified. The new updates can be in-

terpreted as a change in the similarity for the meta-points that are connected by

the cannot-link constraints. Semi-supervised AP outperformed both AP and con-

strained expectation maximization in image segmentation tasks [72].

More recently, semi-supervised AP methods where the clustering is preceded

by supervision have been proposed. Wang et al. [215] use instance-level constraints

to guide the search for a lower-dimensional projection in which AP is performed.

Zhu et al. [232] propose a semi-supervised AP algorithm for networks where the

supervision is facilitated by an appropriate construction of the similarity measure.

In particular, the similarity between instances is set to 1 for must-link pairs and 0

for cannot-link pairs, while the similarity of pairs without constraints is determined

based on their relationships with other objects [96]. A fast AP clustering is then

performed using the pre-defined similarities. Incremental AP clustering (I-APC)

[179] and incremental and decremental AP (ID-AP) [225] incorporate supervision

into AP via an iterative procedure that runs AP until convergence and updates

the labeled data set based on associations between labeled and unlabeled instances.

The similarity measure is updated once the new labeled data set is determined.

In ID-AP, the negative Euclidean distance is used as the basic similarity measure.

The similarity between data instances in must-link constraints is set to zero before

starting AP iterations, thus forcing similarly-labeled instances to be in the same

cluster. Cannot-link constraints are enforced by setting the similarity between points

in the constraint set to the smallest value from the set of similarities.
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As implied by the discussion in this section, there exist no prior AP-based

clustering scheme that directly imposes soft constraints on pairs of data instances.

Since the use of meta-points and macro-nodes strictly enforces must-link constraints,

semi-supervised AP which relies on those concepts [72, 119] cannot be readily mod-

ified to allow for softening of the instance-level constraints. Moreover, since the

instance level constraints in [232] affect only the similarity metric while the ac-

tual AP algorithm remains unsupervised, any softening of the constraints in that

scheme would have to be facilitated by modifying the initial similarity metric (which

then remains unaltered in the AP iterations). Finally, while the semi-supervised

AP algorithm in [215] does not strictly enforce instance-level constraints, imposing

“softness” of the constraints in that framework appears to be challenging.

3.3 Background: Learning a Similarity Metric

Learning a global or local (cluster-specific) pseudometric prior to or during

clustering can greatly increase clustering accuracy [221, 20, 15, 76] (note that, as

in much of the metric learning literature, we will use the terms metric and pseudo-

metric interchangeably). A pseudometric d(x, y) satisfies the following: d(x, y) ≥ 0,

d(x, y) = d(y, x), and d(x, y)+d(y, z) ≥ d(x, z). In this section, we focus on the Ma-

halanobis distance, where dA(x, y) = ‖x− y‖A =
√

(x− y)TA(x− y). For dA(x, y)

to be a metric, A must be positive semidefinite. Most of the work described in this

section aims to find the Mahalanobis matrix A, where the feature selection or feature

weighing problems constrain the potential matrices to those of diagonal form.

In the early work on semi-supervised metric learning, Xing et al. [221] infer
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a global Mahalanobis metric by minimizing the squared distance over similar points

subject to a minimum distance over dissimilar points. While [221] relies on must-

link and cannot-link pairs, Relevant Components Analysis (RCA) [15] learns the

Mahalanobis matrix by examining the covariance of chunklets, groups of instances

that are known to belong to the same class. This method yields similar clustering

accuracy to [221], while finding the solution in a single step instead of requiring

gradient descent [15]. Discriminant Component Analysis (DCA) [90] generalizes

RCA by including dissimilarity constraints and aims to both minimize the variance

of the data within the chunklets and maximize the variance of the data between

chunklets that contain dissimilar instances. In [220], the DCA objective is changed

from a ratio of determinants to a ratio of distances, expressed as traces, subject to

an orthogonality constraint which prevents degenerate solutions.

The Pseudo-metric Online Learning Algorithm (POLA) [174] incrementally

learns a metric and a threshold, and decides that a pair of points is dissimilar if the

distance between them exceeds the threshold. The metric and threshold are updated

using the feedback about correct classifications by minimizing the loss function and

ensuring a positive semidefinite metric. In an information theoretic approach to

metric learning [52, 93], the LogDet divergence between a preselected Mahalanobis

distance function evaluated using prior information and the Mahalanobis matrix

being learned is minimized subject to the constraints on distances between pairs of

instances. In a Bayesian approach to metric learning [226], the Mahalanobis matrix

is assumed to be a weighted combination of the top eigenvectors of the data, and

the posterior distribution of the weights is learned by a variational method through
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EM-like iterations.

Other algorithms simultaneously learn a metric while clustering in either

unsupervised or supervised settings [20, 46, 229, 54]. Bilenko et al. [20] learn

cluster-specific Mahalanobis matrices in a k-means clustering framework through

an EM procedure by alternating between assigning clusters (E-step) and updating

centroids and performing metric learning (M-step). There, constraint violations

incur a penalty weighted by the distance between points violating the constraints.

In [46], the metric is updated using instance-level constraints but the clustering

steps are unsupervised. The similarity metric in AP, the clustering method used, is

gradually adjusted by modifying the weights for each pair of points in the constraint

set based on how correctly they were classified. Adaptive Metric Learning (AML)

[229], an unsupervised algorithm, is formulated as the maximization of the distance

between clusters in a lower dimensional embedding. Locally Adaptive Clustering

(LAC) [54], assigns a weight vector to each cluster, which is similar to learning a

diagonal Mahalanobis matrix with unit trace. LAC alternates updating weights and

centroids until convergence, which is achieved quickly due to using an exponential

weighting scheme [54]. In [121], a data partitioning matrix and the cluster-specific

classifiers are alternately optimized. The constrained optimization problem has a

log loss function as the objective and constraints that regulate the cluster sizes and

enforce the given instance-level constraints.

Sparse metrics are desirable in a multitude of applications. Metric learning

algorithms that enforce sparsity often include an `1 penalty in the objective. Roth

and Lange [165] use an EM framework where fuzzy labels are estimated in the E-
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step while the M-step employs a linear discriminant analysis (LDA) with feature

selection by `1 penalty. In [177], a regression problem with constraints promoting

supervised clustering and feature selection is solved. In Sparse Distance Metric

Learning (SDML) [155], a sparse Mahalanobis matrix is learned by minimizing the

sum of the LogDet divergence between a given matrix with the a priori distribution,

the `1 norm of the off-diagonal elements of the matrix, and a loss function defined

over the instance-level constraints. The Semi-Supervised Sparse Metric Learning

algorithm (S3ML) [123] aims to minimize the LogDet divergence between a given

matrix and the desired matrix with an added `1 penalty term that promotes a sparse

metric.

By focusing on the nearest neighbors, metric learning algorithms designed for

kNN classifiers [82, 76, 218, 227, 73, 89] often make no parametric assumptions about

the data structure [76, 218, 73]. Neighborhood Components Analysis (NCA) [76]

seeks to maximize the expected number of correctly classified points in a leave-one-

out framework which is then solved with a gradient-based optimizer. Large Margin

Nearest Neighbor metric learning (LMNN) [218] minimizes the distance between

points and the desired neighbors while maximizing the margin with points belonging

to other classes. As in NCA and LMNN, local distance metric learning (LDM)

[227] does not assume unimodal classes. The LDM objective aims to maximize

the log-likelihood of correctly predicting the classes, where the probability of a

correct prediction is derived from kernel-based kNN. The Maximally Collapsing

Metric Learning Algorithm (MCML) [73] objective aims to collapse instances from

the same class into a single point and make distance between points in different
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classes infinite by minimizing the KL divergence. The Laplacian Regularized Metric

Learning (LRML) [89] objective minimizes a regularization term equal to the sum

of distances between instances and their designated nearest neighbors along with

loss terms corresponding the instance-level constraints.

Distance metrics can also be learned when sets of similar or dissimilar points

are not readily available but are described in a rather qualitative form such as “xi

is more similar to xj than it is to xk” [173, 110].

Depending on the formulation of the objective function, the metric learning

problem can be solved by means of convex optimization [221, 46, 155, 218, 73, 89,

177], eigendecomposition [174, 90, 220, 73], iterative schemes [52, 93, 229, 121, 123,

227], or admit closed form solutions [15, 20, 54].

Given the AP framework, we will focus on metric learning algorithms that

learn a metric while clustering. By incorporating ideas from existing metric learning

algorithms, we will extend the proposed semi-supervised clustering algorithm to

include inference of feature weights.

3.4 Soft-Constraint Semi-Supervised Affinity Propagation Algorithm

In this section we derive a new algorithm, soft-constraint semi-supervised

affinity propagation (SCSSAP), that incorporates pairwise constraints into the AP

framework. As in AP, data points are related by a pre-determined similarity measure

such as the negative Euclidean distance. The instance-level constraints, pairs of

points that are similar or dissimilar, are assumed to be known whether from partial

labels or known relationships between pairs of points. The derivation of SCSSAP
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follows the AP message-passing framework on a factor graph [71], where pairwise

constraints are incorporated into the AP framework by introducing factor nodes for

each must-link and cannot-link constraint. A penalty is incurred when a constraint

is violated, with potentially different penalties imposed on must-link and cannot-

link constraints. Since clusterings that violate constraints are not prohibited, the

penalty can express a confidence in the constraints. In the binary AP framework,

variable node cij = 1 if the jth data instance is the exemplar for the ith data instance

and cij = 0 otherwise, with factor nodes enforcing the constraints.

Figure 3.1 illustrates an example of the connections between variable nodes

and factor nodes in a segment of the factor graph. In this example, the pair of points

(i, k) is in the cannot-link constraint set C and the pair (i,m) is in the must-link

constraint set M.

Factor nodes impose constraints that naturally arise in the clustering prob-

lems. For instance, Ii(ci1,...,iN ) restricts instance i to only have one exemplar,

Ii(ci1,...,iN ) =

−∞ if
∑
j
cij 6= 1

0 otherwise.
(3.3)

Furthermore, Ej(c1j,...,Nj) enforces self-selection, i.e., if instance j is an exemplar

for any other instance then it must be its own exemplar,

Ej(c1j,...,Nj) =

−∞ if cjj = 0 and
∑
i
cij > 0

0 otherwise.
(3.4)

The must-link (ML) and cannot-link (CL) factor nodes introduce penalties whenever
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Figure 3.1: Soft-constraint semi-supervised affinity propagation. The cannot-link
(CL) and must-link (ML) factor nodes are not present in the classical AP formula-
tion. In this graph, the pair (i, k) is in the set of cannot-link constraints and the
pair (i,m) is in the set of must-link constraints, i, j, k, l,m ∈ {1, 2, . . . , N}, where
N denotes the number of instances. Here Sij is the similarity between ith and jth

instance, and cij indicates whether the jth instance is the exemplar for the ith in-
stance.

the instance-level constraints are violated,

MLjim(cij , cmj) =

{
−qm if cij 6= cmj for (i,m) ∈M

0 otherwise,
(3.5)

CLjik(cij , ckj) =

{
−qc if cij = 1 and cij = ckj for (i, k) ∈ C

0 otherwise,
(3.6)

where qm ≥ 0 and qc ≥ 0. In particular, for a clustering specified by the set of

variables c = {c11, c12, . . . , cNN}, the max-sum objective of SCSSAP is

arg max
c

∑
i,j

Sij(cij) +
∑
i

Ii(ci1, . . . , ciN ) +
∑
j

Ej(c1j , . . . , cNj)

+
∑

(i,k)∈C

∑
j

CLjik +
∑

(i,m)∈M

∑
j

MLjim, (3.7)
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where C denotes the set of instance pairs with cannot-link constraints and M is

the set of instance pairs with must-link constraints. The similarity factor nodes Sij

ensure that similarities contributing to the objective function (3.7) are only those

between an instance and its exemplar,

Sij(cij) =

{
s(i, j) if cij = 1

0 otherwise.
(3.8)

Note that the probability of a given clustering c is given by

P [c] =
1

Z

∏
i,j

exp (Sij(cij))
∏
i

exp (Ii[c])
∏
j

exp (Ej [c])
∏

j,(i,k)∈C

C̄L
j
ik

∏
j,(i,m)∈M

M̄L
j
im,

(3.9)

where 1/Z is a normalizing term, C̄L
j
ik = exp(CLjik) and M̄L

j
im = exp(MLjim).

Clearly, both C̄L
j
ik, M̄L

j
im ∈ [0, 1] and hence qm, qc should be adjusted on a log

scale in order to have a significant effect on the objective. The proposed SCSSAP

framework reduces to the classical AP by setting qm = qc = 0, while the pairwise

constraints can be strictly enforced by setting qm, qc → ∞ such that a clustering

configuration that violates pairwise constraints will have probability close to zero.

The SCSSAP messages between factor and variable nodes are labeled in

Figure 3.2. Update rules for these scalar messages are derived following the max-

sum update rules [21],

mf→x(x) = max
x1,...,xM

f(x, x1, ..., xM ) +
∑

i∈ne(f)\x

mxi→f (xi)


mx→f (x) =

∑
l∈ne(x)\x

mfl→x(x)
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Figure 3.2: Messages in soft-constraint semi-supervised affinity propagation. The α,
ρ, η, and β messages are as same as those in the classical AP derived for the binary
factor graph. Here i, j, k, l,m ∈ {1, 2, . . . , N}, where N is the number of instances.

where mf→x and mx→f are the messages being passed between the factor node f and

the variable node x, and ne(f)\x indicates the neighborhood of node f excluding

node x.

As in the factor graph derivation of unsupervised AP [71], each message

is derived for both values of the variable node (e.g., αij(b), b ∈ {0, 1}), with the

difference defined as αij = αij(1)−αij(0). The messages from the variable nodes to

the factor nodes are updated as
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βij = s(i, j) + αij +
∑

m:(i,m)∈M

ωjim +
∑

k:(i,k)∈C

γjik (3.10)

ρij = s(i, j) + ηij +
∑

m:(i,m)∈M

ωjim +
∑

k:(i,k)∈C

γjik (3.11)

τ jim = s(i, j) + αij + ηij +
∑

l:(i,l)∈M
l 6=m

ωjil +
∑
k:

(i,k)∈C

γjik (3.12)

λjik = s(i, j) + αij + ηij +
∑
m:

(i,m)∈M

ωjim +
∑

l:(i,l)∈C
l 6=k

γjil. (3.13)

Since messages from the factor nodes to the variable node only depend on the

value of the factor node and the messages to the factor node, the update equations

for ηij and αij remain the same as in [71],

ηij =−max
k 6=j

βik (3.14)

αij =


min

[
0, ρjj +

∑
k 6∈{i,j}

max[ρkj , 0]

]
if i 6= j∑

k 6=j
max[ρkj , 0] if i = j.

(3.15)

The messages from the cannot-link factor nodes to the variable nodes are

γjik(1) = max
ckj

[CLjik(ckj , cij = 1) + λjki(ckj)]

= max
ckj

[−qc1(ckj = 1) + λjki(ckj)], (3.16)

γjik(0) = max
ckj

[CLjik(ckj , cij = 0) + λjki(ckj)]

= max
ckj

[λjki(ckj)], (3.17)

where 1 is an indicator function, and CLjik(ckj , cij=0) = 0 since cannot-link con-

straints only penalize the objective when an instance pair in the cannot-link set
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shares the exemplar (i.e., (i, k) ∈ C and cij = ckj = 1). The final message

γjik = γjik(1)− γjik(0) is then

γjik = max
ckj

{
−qc1(ckj = 1) + λjki(ckj)−max

ckj
{λjki(ckj)}

}
= max

{
−qc + λjki(1)−max

ckj
λjki(ckj), λjki(0)−max

ckj
λjki(ckj)

}
=−min

{
qc + max{0,−λjki}, max{0, λjki}

}
. (3.18)

Following similar steps, we derive the message updates from the must-link factor

nodes to the variable nodes as

ωjik(1) = max
ckj
{MLjik(ckj , cij = 1) + τ jki(ckj)}

= max
ckj
{−qm1(ckj = 0) + τ jki(ckj)} (3.19)

ωjik(0) = max
ckj
{MLjik(ckj , cij = 0) + τ jki(ckj)}

= max
ckj
{−qm1(ckj = 1) + τ jki(ckj)} (3.20)

ωjik = max
ckj
{−qm1(ckj = 0) + τ jki(ckj)} −max

ckj
{−qm1(ckj = 1) + τ jki(ckj)}

= max
{

min{−τ jki,−qm}, min{τ jki, qm}
}
. (3.21)

Note that the confidence in each of the pairwise constraints may additionally

be tuned by multiplying qc in eq. (3.18) and qm in eq. (3.21) with a constraint-

specific value ∈ [0, 1].

The dependence of ρij on ηij can be eliminated using eqs. (4.4) and (3.14).

The new update for ρij becomes

ρij =s(i, j) +
∑

m:(i,m)∈M

ωjim +
∑

k:(i,k)∈C

γjik −max
l 6=j

s(i, l) + αil +
∑
m:

(i,m)∈M

ωlim +
∑
k:

(i,k)∈C

γlik

 (3.22)
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From eq. (3.11), we can also write ηij in terms of ρ, s, ω, γ. Substituting this

definition of ηij into the equations for τ jim and λjik (eqs. (3.12) and (3.13)), we can

simplify these messages:

τ jim =αij + ρij − ωjim (3.23)

λjik =αij + ρij − γjik. (3.24)

The update for ρij can further be simplified by modifying the similarity

metric and introducing

ŝ(i, j) = s(i, j) +
∑

m:(i,m)∈M

ωjim +
∑

k:(i,k)∈C

γjik. (3.25)

Then the update for ρij can be rewritten as

ρij = ŝ(i, j)−max
k 6=j
{ŝ(i, k) + αik}, (3.26)

which is of the same form as the responsibility update in the unsupervised AP with

a modified similarity metric.

Note that qc > 0 (by construction) and hence, as evident from the update for

γjik in eq. (3.18), it holds that γjik ≤ 0, i.e., as expected, the cannot-link constraints

can only decrease the modified similarity function.

The SCSSAP algorithm summarized as Algorithm 2 replaces the τ jki and λjki

messages in the updates of γjik (eq. (3.18)) and ωjik (eq. (3.21)) by their definitions in

eqs. (3.23) and (3.24). Therefore, the algorithm only requires update and storage of

two messages in addition to the availabilities α and responsibilities ρ. The damping

parameter µ ∈ [0.5, 1), which aids in the convergence of AP in the case of oscillating

solutions, is also explicitly employed in Algorithm 2.
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Algorithm 2 Soft-constraint semi-supervised affinity propagation

Initialize: t=1, α
(0)
ij = 0, ρ

(0)
ij = 0, γ

j(0)
ik = 0, ω

j(0)
ik = 0 for i, j, k ∈ {1, 2, . . . , N}

while termination criteria not met do
γ
j(t)
ik = −min

{
qc + max{0,−(α

(t−1)
kj + ρ

(t−1)
kj − γj(t−1)

ki )},
max{0, α(t−1)

kj + ρ
(t−1)
kj − γj(t−1)

ki }
}

ω
j(t)
ik = max

{
min{−qm,−(α

(t−1)
kj + ρ

(t−1)
kj − ωj(t−1)

ki )},
min{qm, α(t−1)

kj + ρ
(t−1)
kj − ωj(t−1)

ki }
}

ŝ(i, j)(t) = s(i, j) +
∑

m:(i,m)∈M
ω
j(t)
im +

∑
k:(i,k)∈C

γ
j(t)
ik

α
(t)
ij = µα

(t−1)
ij + (1− µ) min

{
0, ρ

(t−1)
jj +

∑
k 6∈{i,j}

max{ρ(t−1)
kj , 0}

}
if i 6= j

α
(t)
jj = µα

(t−1)
jj + (1− µ)

∑
k 6=j

max{ρ(t−1)
kj , 0}

ρ
(t)
ij = µρ

(t−1)
ij + (1− µ)

(
ŝ(i, j)(t) −max

k 6=j
{ŝ(i, k)(t) + α

(t)
ik }
)

t=t+1
end while
Identify exemplars ci:
Ψ = {k : αkk + ρkk > 0}
ci = arg maxk:k∈Ψ αik + ρik
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While the availability α and responsibility ρ need to be calculated for all

instance pairs, the messages γjik and ωjlm only need to be calculated for (i, k) ∈ C,

(l,m) ∈ M and j ∈ {1, . . . , N}. Note that if (i, k) ∈ C then (k, i) ∈ C; a similar

statement can be made for the set M of must-link pairs. Therefore, compared to

the classical AP, SCSSAP requires an additional 2N(|C|+ |M|) message updates in

each iteration, where | · | denotes the number of non-ordered pairs in the set. We

may choose to terminate the iterations once a change in message values falls below a

certain threshold, or after we obtain a consistent set of exemplars for a predetermined

number of iterations, or upon reaching a maximum number of iterations. Instance

j is identified as a self-exemplar if αjj + ρjj > 0 after the iterations terminate. The

exemplar for instance i is identified as arg maxk αik + ρik, where k is in the set of

self-exemplars.

3.4.1 SCSSAP with metric learning

In this section, we add feature weighings to the clustering problem by learn-

ing a pseudometric for each cluster. In order to maintain the AP objective for

clustering, we focus on metric learning objectives that include the Mahalanobis dis-

tance between data instances and their corresponding cluster centers. By defining

the similarity function in SCSSAP as a negative squared Mahalanobis distance and

adding a regularizing function g to the SCSSAP objective in eq. (3.7), we can poten-

tially improve clustering by learning a new metric for instances in the same cluster.
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The objective then becomes

arg max
c,Al1

...AlN

∑
i,j

S′ij(cij) +
∑
i

Ii(ci1, . . . , ciN ) +
∑
j

Ej(c1j , . . . , cNj)

+
∑

k:(i,k)∈C

∑
j

CLjik +
∑

m:(i,m)∈M

∑
j

MLjim −
∑
i

g(Ali), (3.27)

where li is the cluster of instance i. For data vectors xi and xj , S
′
ij(cij) = s′(i, j) if

j is the exemplar of i and 0 otherwise. We define

s′(i, j) = −0.5‖xi − xj‖2Ali
− 0.5‖xi − xj‖2Alj

.

We only consider diagonal matrices A and add the constraint trace(A) = 1 to be

able to interpret the resulting matrix as feature weights.

We consider two regularizing functions ḡ and ĝ for the objective

arg max
Ali

∑
i,j

S′ij(cij)−
∑
i

g(Ali) = arg min
Ali

∑
i

(‖xi − ci‖2Ali
+ g(Ali)) :

ḡ =− log det(Ali) (3.28)

ĝ =h
∑
d

alidd log(alidd), (3.29)

where alidd is the dth component of the diagonal of Ali and h ≥ 0. The metric learning

is a convex problem if the regularizing function is convex and the matrix A is positive

semidefinite. Both regularizing functions satisfy the convexity constraint. Moreover,

since we are only considering diagonal matrices A, the regularizing functions force

the values on the diagonal to be ≥ 0 thus ensuring positive semidefiniteness. The

function ḡ, which enforces the positive semidefinite constraint on A, is derived from

the solution to the maximum likelihood problem where the lthi cluster is Gaussian
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with covariance matrix A−1
li

[15, 20]. The function ĝ, the negative entropy of the

feature weight distribution, penalizes clusters that just use a single feature. The

parameter h controls how much the distribution of the weights deviates from a

uniform distribution [54].

These above functions are of interest since they have closed-form solutions

[20, 54]. Let U be the set of clusters and u ∈ U be the set of data instances in

cluster u, and cu be the exemplar for cluster u. Our metric learning objective can

be rewritten as

arg min
Au,u∈U

∑
u∈U

∑
i∈u

(
‖xi − ci‖2Au

+ g(Au)
)
. (3.30)

Let ā
(u)
dd be the dth component of the diagonal of Au when g = ḡ, â

(u)
dd be the dth

component of the diagonal of Au when g = ĝ, |Xu| be the number of data instances

in cluster u, and xid and cid be the dth element of xi and ci respectively. Then, the

closed-form expressions for these entries can be found as

ā
(u)
dd =|Xu|

(∑
i∈u

(xid − cid)2

)−1

(3.31)

â
(u)
dd =

exp

(
−
∑
i∈u

(xid − cid)2/(h|Xu|)
)

∑
d

exp

(
−
∑
i∈u

(xid − cid)2/(h|Xu|)
) (3.32)

The closed-form solution in eq. (3.31) does not enforce the constraint

trace(A) = 1. Nevertheless, the alternating optimization without this constraint

was tested and empirically found to perform similarly to the case where the ma-

trix was normalized to have its trace equal 1. The results presented include the

additional step of ā
(u)
dd ← ā

(u)
dd /

∑
d ā

(u)
dd .
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The SCSSAP with metric learning objective in eq. (3.27) is solved by means

of an alternating maximization over the parameters. SCSSAP is employed in the

optimization of the exemplars c = c11, c12, . . . , cNN , while the optimization over

Al1 , . . . AlN is performed by solving eq. (3.30) (see Algorithm 3). Similar to SCSSAP,

SCSSAP with metric learning terminates after the list of exemplars is unchanged

for a given number of iterations or a maximum number of iterations is reached.

Algorithm 3 SCSSAP with metric learning

Initialize: u = {1, . . . , N}, Au = 1
DID×D,U = u

while termination criteria not met do
define s(i, j) = −0.5‖xi − xj‖2Ali

− 0.5‖xi − xj‖2Alj
for i, j ∈ {1, . . . , N}

update clusters: run SCSSAP

update metric: solve a
(u)
dd for d∈{1, . . . , D},u∈U

end while

3.5 SCSSAP Evaluation

3.5.1 Evaluation metrics and datasets

To evaluate the performance of the proposed SCSSAP algorithm and com-

pare it with existing schemes, we have used the negative squared Euclidean dis-

tance as the similarity measure, s(i, j) = −‖xi − xj‖2, and the affinity propaga-

tion damping parameter µ = 0.75. The damping parameter was chosen to be the

middle of the typical range µ ∈ [0.5, 1). The algorithms were also tested with

a larger damping parameter, µ = 0.9 (results not shown), however, the higher

damping parameter did not change convergence properties and gave very similar

results to µ = 0.75. All the preferences (i.e., diagonal elements of the similarity

matrix) were set to the median value of the similarities between data instances.
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Eight datasets from the UCI Machine Learning Repository [12] were examined: iris,

wine, parkinsons [122], SPECTF heart, ionosphere, breast cancer, balance, and di-

abetes. We performed clustering with SCSSAP using several penalty parameters

exp(−qc) = exp(−qm) ∈ {0, 0.00005, 0.1, 0.5, 0.9}, where exp(−q) = 0 imposes an

infinite penalty for violating constraints and exp(−q) = 1 is equivalent to the unsu-

pervised affinity propagation.

For benchmarking purposes, SCSSAP is compared to the unsupervised AP,

unsupervised AP with modified similarities, Givoni and Frey’s semi-supervised AP

(SSAP-G) [72], and Leone et al.’s soft-constraint AP with semi-supervision (SSAP-

L) [119]. Note that the softness of the constraints in [119] is only for the AP

self-selection constraint and not the instance-level constraints. Additionally, the

SSAP-G only considers must-link constraints. For the comparison to AP with mod-

ified similarities, the similarities are changed for pairs of points in the ML or CL

constraints as follows:

s(i, j)←s(i, j) + θrange(S) if (i, j) ∈M,

s(i, j)←s(i, j)− θrange(S) if (i, j) ∈ C,

where the range(S) is the range of similarities in the dataset. The results for AP

with modified similarities are presented for θ = 0.5, which overall yielded the best

modified Rand score with noiseless and noisy constraints.

To extract instance-level constraints from the data in the noiseless setting,

pairs of points are randomly selected to be part of the instance-level constraints.

These pairs are assigned to the must-link set M if they share the same label or the
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cannot-link set C if they have different labels. The algorithms were tested in the pres-

ence of two types of noise. In the first type of noise, after the constraint sets C and M

were selected, 5% or 10% of the constraint pairs in C ∪M were moved from one set

to the other. This type of noise occurs in the situation were the constraints are de-

rived subjectively, such as when different physicians determine similarity of hospital

patients, and can result in relationships such as (i, j) ∈ M, (i, k) ∈ M, (j, k) ∈ C

when the constraints are propagated. The second type of noise examined simulates

mislabeled data and does not result in contradicting pairwise constraints. The la-

bels of 10% or 20% of the data instances are randomly changed before randomly

selecting the pairwise constraints, simulating questionable labeling such as scoring

of different stages of a progressive disease or in user-provided image tags. Note that

data entry errors can result in either type of noise.

As an example of a semi-supervised clustering algorithm that is not based

on AP, we also tested the performance of the constrained expectation-maximization

(EM) [178] algorithm. Since constrained EM assumes prior knowledge of the number

of clusters, we used the number of clusters identified by SCSSAP with an infinite

penalty as an input to the constrained EM algorithm. Note that, in constrained

EM, must-link constraints are enforced by introducing so-called chunklets in the

formulation of the clustering problem. The chunklets are defined as the transitive

closure of the must-link constraints; data instances absent from the constraint set are

in a chunklet of size one. The chunklets are then treated as data points weighed by

their cardinality. To incorporate the cannot-link constraints, the joint distribution

of data instances and labels conditioned on the constraints is described using a
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Markov network.

Performance of the algorithms is quantified using the modified Rand index.

The original Rand index, a measure of overall clustering accuracy, gives the percent-

age of instance pairs that are correctly classified as being in either the same cluster

or different clusters. More specifically, let ci be the label of instance i and ĉi be the

exemplar or a cluster assigned to instance i by the clustering algorithm. Then,

Rand =

∑
i>j

1 (1(ci = cj) = 1(ĉi = ĉj))

total number of instance pairs
. (3.33)

For n data instances, there are 0.5n(n−1) instance pairs. The modified Rand index

[72] weighs point pairs that are in the same cluster and those that are in different

clusters equally,

mod Rand =

∑
i>j

1(ci = cj)1(ĉi = ĉj)

2
∑
i>j

1(ĉi = ĉj)
+

∑
i>j

1(ci 6= cj)1(ĉi 6= ĉj)

2
∑
i>j

1(ĉi 6= ĉj)
. (3.34)

Typically, clustering algorithms correctly separate the majority of instance

pairs that should indeed belong to different clusters. This may result in a mislead-

ingly inflated Rand index, especially when the number of clusters is large. In the

modified Rand index, accurate predictions that pairs of points should be in different

clusters contribute to no more than half of the accuracy measure, while the correct

predictions that pairs of points belong to the same cluster account for the rest (this

means that the latter carries a higher weight than in the Rand index as soon as

there are more than two clusters). It should be noted that, as with the Rand index,

the modified Rand index is inflated when applied to assess algorithms that produce

a high number of clusters.
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3.5.2 Results: SCSSAP without metric learning

Overall, the results for various data sets consistently demonstrate that the

proposed SCSSAP algorithm performs at least as well as SSAP-G and SSAP-L

(jointly referred to as SSAP), with significant improvements in the clustering accu-

racy when the constraint noise is present. Note that each point in the graphs shown

in this section corresponds to the average of 20 random sets of constraints.

In the noiseless case (the results shown in Figure 3.3), a very large SCSSAP

penalty parameter (exp(−q) = 0) leads to the most accurate clustering perfor-

mance. Depending on the dataset, SCSSAP either performs comparably to SSAP

(iris, parkinsons, breast cancer, diabetes) or outperforms SSAP over a wide range

of explored constraints. As expected, a small SCSSAP penalty (exp(−q) = 0.9)

typically results in clustering accuracy similar to that of unsupervised AP, although

a notable improvement in clustering is evident in the balance and iris datasets even

when the SCSSAP penalty is small.

The advantage of allowing the constraints to be violated (and penalizing the

clustering objective when such violations take place) instead of strictly enforcing

the constraints becomes evident in the presence of constraint and label noise (see

Figures 3.4 and 3.5). By constructing metapoints, SSAP ensures that must-link

constraints are satisfied in the final cluster assignments. In the case of contradicting

constraints, some of the cannot-link constraints are ignored because a cannot-link

factor node cannot point to a single metapoint. Noisy constraints greatly decrease

the accuracy of SSAP and, in fact, often lead to a worse clustering solutions than

unsupervised AP. The performance of SCSSAP may also deteriorate in the presence
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Figure 3.3: Modified Rand index for SCSSAP (o), Givoni and Frey’s SSAP (blue),
Leone et al.’s SSAP (orange), unsupervised AP (red), and AP with modified simi-
larities (magenta). The darkness of the SCSSAP curve indicates magnitude of the
penalty parameter, where the darkest curve is for exp(−q) = 0.

of noisy constraints and may result in inferior performance compared to unsuper-

vised AP in scenarios where the penalty parameter is very large and the noisy

constraints are numerous. However, in all of the datasets we studied, SCSSAP pro-

vides more accurate clustering than AP for some penalty parameter. Moreover, for

most datasets, SCSSAP can overcome noisy constraints and lead to clustering with

a modified Rand index closer to noiseless SCSSAP than to unsupervised AP.

Unlike the scenario where the noise is added directly to constraints, the

constraints derived from noisy labels will not create contradictions in the transitive
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Figure 3.4: Modified Rand index for SCSSAP, Givoni and Frey’s SSAP (blue), Leone
et al.’s SSAP (orange), unsupervised AP (red), and AP with modified similarities
(magenta) in the presence of 5% (o) and 10% (∗) noisy constraints. The darkness
of the SCSSAP curve indicates the magnitude of the penalty parameter, where the
darkest curve is for exp(−q) = 0.

closures of the must-link and cannot-link sets. In situations where strong supervision

(imposed by choosing very large values of penalty parameters) is beneficial to the

clustering results, performances of SCSSAP and SSAP-G are comparable. This is

reflected in the results for parkinsons, ionosphere, balance, and diabetes datasets

shown in Figure 3.5. However, if strict supervision is detrimental for the clustering

performance (i.e., if one should use small values of penalty parameters), SCSSAP

outperforms both SSAP and unsupervised AP. This is illustrated with the results
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Figure 3.5: Modified Rand index for SCSSAP, Givoni and Frey’s SSAP (blue), Leone
et al.’s SSAP (orange), unsupervised AP (red), and AP with modified similarities
(magenta) in the presence of 10% (o) and 20% (∗) noisy labels. The darkness of the
SCSSAP curve indicates the magnitude of the penalty parameter, where the darkest
curve is for exp(−q) = 0.

for iris and wine datasets, and breast cancer with 20% label noise shown in Figure

3.5.

Not only does SCSSAP outperform SSAP, unsupervised AP, and unsuper-

vised AP with modified similarities, it also clusters more accurately than constrained

expectation-maximization (EM, see Figure 3.6). Although the performances of con-

strained EM and SCSSAP are comparable for noise-free constraints, SCSSAP is

more accurate for all the tested datasets in the scenario where noise is added to the
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constraints.
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Figure 3.6: SCSSAP (circles) and constrained EM (lines) modified Rand index for
datasets without noise (black), 5% constraint noise (red), and 10% label noise (blue).

3.5.3 Results: SCSSAP with metric learning

We evaluate SCSSAP with metric learning (Algorithm 3) on the iris, wine,

parkinsons, and soybean datasets from the UCI Machine Learning Repository [12]

with regularizing functions ḡ (eq. (3.28)) and ĝ (eq. (3.29)) with h = 0.1. In learning

the metric with ĝ, a very large value of h will select a uniform weight vector while

setting h = 0 will assign all the weight to a single feature [54]. Both single metrics

and cluster-specific metrics are learned for each dataset.

For some datasets, such as iris and soybean, metric learning can greatly
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improve the results of SCSSAP (see Figure 3.7), while others do not benefit much

from metric learning. Metric learning aids with clustering in the wine dataset as

well, providing moderate improvements. The clustering performance with ĝ as the

regularizing function could potentially be improved by finding the optimal h for each

dataset. In addition to h = 0.1, SCSSAP with metric learning with h = 1 was evalu-

ated (results not shown), but the resulting accuracy was similar to that of SCSSAP

without metric learning. This indicates uniform feature weights are not optimal

for clustering in the iris, wine, and soybean datasets. Although the regularizing

functions do not explicitly impose sparsity, when clusters are best characterized by

a subset of features, SCSSAP with cluster-specific metric learning will provide an

improved clustering over SCSSAP. Sparse solutions, however, may be undesirable

in the case of single metric learning. In particular, when using ḡ as the regularizing

function, if there exists one or more features d for which
∑

i(xid− cid) = 0, then the

metric will be uniform over these features and 0 elsewhere. This could result in a

very sparse metric that does not capture the feature set necessary for optimal clus-

tering and lead to deterioration of the performance of SCSSAP, as in single metric

learning with ḡ in the soybean dataset.
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Figure 3.7: SCSSAP without metric learning (black), with ḡ in the objective (blue)
and with ĝ in the objective (green). Empty circles correspond to a single metric for
the entire dataset, while filled circles correspond to cluster-specific metrics.

3.6 Summary

In this chapter we derived a novel soft-constraint semi-supervised affinity

propagation (SCSSAP) scheme from a factor graph with additional factor nodes

linking data instances in the constraint set. Instead of forcing must-link and cannot-

link constraints to be met in the final clustering, these factor nodes allow constraints

to be violated while imposing a penalty to the clustering objective. The penalty

parameter can be tuned to represent a confidence level on the constraints. The

algorithm follows the message updates from AP, but at each iteration the messages

flowing from the instance-level constraint nodes affect the similarity between data

points. In a noiseless setting, SCSSAP performs at least as well as constrained EM

and semi-supervised AP, which strictly enforce instance-level constraints. In the

presence of constraint noise or label noise, SCSSAP significantly outperforms both

of the existing algorithms. We also extended the SCSSAP algorithm to alternately

optimize the clustering and learn a global or cluster-specific metric by means of
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an unsupervised step with a closed form solution. Depending on the dataset, this

extension can further improve the clustering performance. In summary, we derived

a semi-supervised clustering algorithm, based on message passing, which does not

strictly enforce constraints and is beneficial in a plethora of scenarios where the

constraints are noisy. Moreover, we provided an extension that includes metric

learning and often results in an increase in accuracy of the clustering.
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Chapter 4

SCSSAP for Breast Cancer Metastasis Prediction

Metastasis prediction using gene expression data has been a problem of in-

terest since the early 2000s. Motivated by the desire to identify women who would

benefit the most from systemic adjuvant therapy, such as chemotherapy or hor-

mone therapy, early studies focused on finding individual genes predictive of breast

cancer metastasis [207, 206, 217]. Breast cancer treatment guidelines recommend

systemic adjuvant therapy for most patients with localized breast cancer [217, 57],

mostly benefiting those with poor prognostic features [57]. According to guidelines

[57], chemotherapy has been shown to increase overall and relapse-free survival in

both lymph node-positive and lymph node-negative women, whereas some studies

indicate chemotherapy is unnecessary in 70-80% of patients receiving the treatment

[207]. This has motivated the search for prognostic markers that can predict an

individual’s risk of developing metastasis and thus identify those who would most

benefit from adjuvant treatment.

Metastasis prediction has been improved by using features derived from sub-

sets of genes rather than using individual genes for prediction [43, 188, 230]. Building

on these findings and the fact that new gene pathways are continually discovered,

in this chapter we seek to predict metastasis in breast cancer patients by using soft-

constraint semi-supervised affinity propagation (SCSSAP) to find predictive subsets
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of genes. Noting that genes may belong to more than one pathway, we first derive a

variant of SCSSAP that allows for multiple exemplars, i.e. membership in multiple

clusters, (ME-SCSSAP). We consider known pathways as noisy or incomplete rela-

tionships between genes in order to obtain must-link and cannot-link constraints.

Using ME-SCSSAP and an existing method for creating features and a classifier

based on pathways, we predict 5-year metastasis in breast cancer patients.

4.1 Background: Breast Cancer Metastasis Prediction

Most studies have found that predicting metastasis after breast cancer can

be achieved more accurately by using groups of genes, instead of individual genes, to

create classifier features [43, 188, 230]. Genes can be connected by a known protein-

protein interaction (PPI) network [43, 230] or by belonging to the same biological

pathway [188, 114]. Gene subsets have been previously learned by greedy procedures

[43, 114] or by affinity propagation with a similarity metric that enforces at most a

2-step path between genes in a cluster [230].

Chuang et al. [43] used a known protein network to find subnetworks in

a greedy fashion via maximization of mutual information between the subnetwork

activity and a sample class. The network-based approach outperformed individual

genes in predicting metastasis in within- and cross-dataset experiments. Lee et

al. sought to find subsets of genes in canonical metabolic and signaling pathways,

called condition-responsive genes (CORGs) in order to develop models to classify

phenotypes of lung cancer and breast cancer [114]. CORGs in a pathway were

identified via a greedy forward-selection method optimizing the t-score of the CORG
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set. Burton et al. did not find an advantage to using “metagenes”, genes grouped

together based on knowledge such as pathways or regulation, instead of single genes

for prediction [34]. Instead, single genes were significantly better predictors when

considering datasets using the same microarray platform, and no difference was

found between single genes and metagenes when considering different platforms.

However, the authors acknowledge that these findings might be specific to the feature

definition, a signal-to-noise ratio, and the classification methods used. Su et al.

[188], whose model we follow, proposed a probabilistic pathway activity inference

method using the log-likelihood ratio between the metastatic and non-metastatic

classes. The probabilistic method outperformed the CORG method and pathway

activities based on the mean and median in both within-dataset and cross-dataset

experiments. This probabilistic pathway activity was later used in [105] with a

modification such that the log-likelihood ratio was based on the gene ranking rather

than the expression value and slightly outperforming the original method.

The aforementioned schemes ignore potential existence of gene clusters with

genes that are not known to be connected in a network. Since PPI networks and

biological pathways are typically not exhaustively known, we seek to to find dis-

criminative groups of genes that take into account, but are not limited to, known

pathways in a breast cancer metastasis classification task. In order to find such

clusters, we use pathways as soft constraints in semi-supervised clustering. How-

ever, we do not want to restrict the clusters to be non-overlapping partitions of the

genes since a single gene may be part of multiple pathways. Thus, we first derive

an extension of SCSSAP that allows for membership in multiple clusters.
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4.2 Multiple Exemplar SCSSAP

In the affinity propagation (AP) factor graph, a factor node enforces the

constraint that points only belong to a single cluster. Affinity propagation can be

extended to allow for multiple cluster membership by modifying this factor node

and the way points are assigned to exemplars after the messages have converged. In

the case of SCSSAP, such modifications lead to multiple-exemplar SCSSAP (ME-

SCSSAP) as defined in this section.

cij	  

Ej	  

Ii	  

Sij	  

CLikj	  

	  	  	  	   MLimj	  

γikj	


λikj	


ωimj	


τimj	

αij	


ρij	


βij	


ηij	


s(i,j)	  

Figure 4.1: Messages in soft-constraint semi-supervised affinity propagation.

In ME-SCSSAP, the factor graph representation for a single variable node

cij does not change from that of SCSSAP (Figure 4.1). However, in ME-SCSSAP

the factor Ii is modified to allow for multiple cluster membership:

Ii(ci1,...,iN ) =

−∞ if
∑
j
cij = 0

0 otherwise.
(4.1)

Note that in SCSSAP, the function evaluates to −∞ if
∑
j
cij 6= 1. All other

factor nodes remain the same.

The change in the Ii factor nodes only affects the ηij messages and those
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messages depending on ηij . In the SCSSAP message updates, the only message

dependent on ηij is ρij , where

ρij = s(i, j) + ηij +
∑

m:(i,m)∈M

ωjim +
∑

k:(i,k)∈C

γjik.

Recall in SCSSAP

ηij = −max
t6=j

s(i, t) + αit +
∑

m:(i,m)∈M

ωtim +
∑

k:(i,k)∈C

γtik

ME-SCSSAP differs from SCSSAP in the ρij update, with all other messages re-

maining the same.

The ME-SCSSAP ηij messages are derived as follows.

ηij(1) = max
cik,k 6=j

{Ii(ci1, . . . , cij = 1, . . . , ciN ) +
∑
t6=j

βit(cit)}

= max
cit

∑
t6=j

βit(cit)

ηij(0) = max
cik,k 6=j

{Ii(ci1, . . . , cij = 0, . . . , ciN ) +
∑
t6=j

βit(cit)}

Given that Ii = −∞ when all cit = 0, we need to consider two cases: the summation

term is maximized with all cit = 0 or the maximum occurs when at least one cit = 1.

ηij(0) =


max
k 6=j
{βik(1) +

∑
t6∈{k,j}

βit(0)} if arg max
cit

β(cit) = 0 ∀t 6= j∑
t6=j

max
cit

βit(cit) otherwise.
(4.2)

We can then compute ηij = ηij(1)− ηij(0) for the two cases as

ηij =

−max
k 6=j

βik if arg max
cit

β(cit) = 0 ∀t 6= j

0 otherwise.
(4.3)
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Note that from the SCSSAP equations, we have

βij = s(i, j) + αij +
∑

m:(i,m)∈M

ωjim +
∑

k:(i,k)∈C

γjik, (4.4)

where M and C are the sets of must-link and cannot-link constraint sets respectively.

As in SCSSAP, we can define a modified similarity ŝ that takes into account the

messages from the must-link and cannot-link constraints,

ŝ(i, j) = s(i, j) +
∑

m:(i,m)∈M

ωjim +
∑

k:(i,k)∈C

γjik. (4.5)

Recalling the definition βij = βij(1)−βij(0), we can see that arg max
cit

β(cit) =

0 when βij < 0. Using eqs. (4.4) and (4.5), we can rewrite ηij as

ηij = (−max
t6=j

βit)1(ŝ(i, t) + αit < 0 ∀t 6= j), (4.6)

where 1 denotes an indicator function.

The message calculations for ME-SCSSAP, which only differ from those of

SCSSAP in the responsibility (ρij) calculation, can then be summarized as

γjik =−min
{
qc + max{0,−(αkj + ρkj − γjki)}, max{0, αkj + ρkj − γjki}

}
ωjik = max

{
min{−qm,−(αkj + ρkj − ωjki)}, min{qm, αkj + ρkj − ωjki}

}
ŝ(i, j) =s(i, j) +

∑
m:(i,m)∈M

ωjim +
∑

k:(i,k)∈C

γjim

αij = min
{

0, ρjj +
∑

k 6∈{i,j}

max{ρkj , 0}
}
, if i 6= j

αjj =
∑
k 6=j

max{ρkj , 0}

ρij =ŝ(i, j)−
(

max
k 6=j
{ŝ(i, k) + αik}

)
1(ŝ(i, t) + αit < 0 ∀t 6= j)
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4.3 Classifier Construction and Evaluation

We evaluate the performance of ME-SCSSAP in finding clusters of genes to

be used for feature-creation in a distant metastasis-prediction task in breast cancer

patients using gene expression data.

4.3.1 Data

ME-SCSSAP was evaluated on two breast cancer datasets. The first dataset,

which we will call the USA dataset, consists of 276 patients from a study by Wang

et al. [217]. The original dataset included 286 lymph-node-negative patients and

excluded patients that had received adjuvant systemic therapy. We excluded the

10 censored patients in the original study whose cancer was non-metastatic and the

last follow-up was less than 5 years from the surgery. Among the 276 patients,

95 had distant metastasis within a period of 5 years. The second dataset, the

Netherlands dataset, contains 295 patients from a study by van de Vijver et al.

[206], with 78 patients having distant metastasis within 5 years of surgery. This

latter dataset includes both lymph-node-negative and lymph-node-positive women,

of which 130 had received adjuvant systemic therapy such as chemotherapy and/or

hormonal therapy. We only consider the genes that are common to both datasets:

9503 in the USA dataset and 9150 in the Netherlands dataset. The discrepancy

arises from the naming conventions used in the two datasets, where the genes in

the USA dataset were index with the Affymetrix Probe Set ID and the genes in

the Netherlands dataset, an Agilent dataset, were indexed by GenBank accession

numbers. Gene pathways were obtained from the canonical pathways database in the
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Molecular Signatures Database (MSigDB) v4.0 [189] downloaded on November 29,

2014 in the form of Entrez Gene ID numbers. The 1320 pathways are curated from

online databases comprising BioCarta, KEGG, and Pathway Interaction Database

and include 5083 genes from the USA dataset and 4935 genes from the Netherlands

dataset. The mapping between the naming conventions was obtained from the

supplementary material of [217].

4.3.2 ME-SCSSAP parameters

Gene expression values were normalized by subtracting the mean and di-

viding by the standard deviation and genes were clustered by ME-SCSSAP on the

normalized training data (details in Section 4.3.4). ME-SCSSAP was implemented

with soft constraint penalties p = q = 109 and an AP damping factor of 0.9. The

similarity between genes was defined as the correlation between the expression lev-

els, with the preference (i.e. the diagonal of the similarity matrix) set to the mini-

mum similarity minus the range of similarities. For each run of ME-SCSSAP, 20, 000

must-link and 20, 000 cannot-link constraints were randomly selected using relation-

ships defined in the gene-network. Must-link constraints were selected from pairs of

points belonging to the same pathway. Cannot-link constraints were specified using

exclusively genes in pathways, where the constraints were selected from the set of

points with distance greater than 2 in the gene pathway network. The specification

of cannot-link constraints is based on [230], where genes are clustered with AP and

the similarity is set to −∞ for pathway distances greater than 2.
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4.3.3 Cluster activity

After inferring the gene clusters via ME-SCSSAP, we build our classifier

using log-likelihood ratio (LLR) cluster activations as features and a forward fea-

ture selection process as in [188]. We define the cluster activity as the sum of the

normalized LLR of the genes in the cluster. More specifically, we first assume the

expression data for each gene follows a Gaussian distribution and estimate the mean

(µic) and standard deviation (σic) for each class c and gene i using the entire training

data. Given xij the expression for gene i in sample j, the LLR (λi) is given as

λi(x
i
j) = log

p(xij |µi1, σi1)

p(xij |µi2, σi2)
.

The LLR are then normalized (λ̂i) by subtracting the mean µ(λi) and dividing by

the standard deviation σ(λi) of the gene across all samples:

λ̂i(x
i
j) = (λi(x

i
j)− µ(λi))/σ(λi).

This normalization is necessary to reduce the sensitivity of the LLRs to small changes

in the gene expression profiles. The normalized LLRs for genes in a given cluster

are aggregated to create the cluster activity. For Gk the set of genes in cluster k,

the cluster activity for sample j is then defined as

akj =
∑
i∈Gk

λ̂i(x
i
j). (4.7)

The cluster activities are used as features in the classification problem.

4.3.4 Classification of breast cancer metastasis

Once the cluster activities, the candidate features for the classification prob-

lem, are computed, these features are ranked in order of increasing p-value. A for-
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ward feature selection process is implemented. First, a logistic regression is trained

on the best feature using a subset of the training data and the performance of the

model is examined by the area under the receiver operating characteristic curve

(AUC) on a different subset of training data. Features are added one at a time, up

to a prespecified number of features, and kept in the model if the AUC increases,

or discarded if there is no change or a decrease in AUC.

We examine two kinds of classification problems: within-dataset and cross-

dataset classification. For the within-dataset classification problem, we perform

5-fold cross-validation. At each split, 2/3 of the training set data are used to rank

the features and learn the parameters for a logistic regression and 1/3 of the training

data are used for feature selection. The classifier is then evaluated on the test set. In

the cross-dataset classification problem, one dataset is used for training with 2/3 and

1/3 splits as above to determine the classifier features. Five-fold cross-validation is

performed on the second dataset, with 4/5 of the dataset used to train the classifier

using the predetermined features and 1/5 used for model evaluation.

Classifier accuracy was determined via the AUC on the test set. For the

within-dataset experiments, the results presented are for 50 runs of clustering and

5-fold cross-validation (250 AUCs), where the clustering was repeated for each fold.

The cross-dataset results are for 100 runs of clustering on one dataset followed by

five-fold cross-validation on the second dataset (500 AUCs).
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4.4 Results

Classifiers with features created from ME-SCSSAP clusters outperformed

those with features created from individual genes, known gene pathways, and AP

in both models with a maximum of 10 features (see Figure 4.2) and models with a

maximum of 50 features (see Figure 4.3).
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Figure 4.2: Area under the ROC curve for within-dataset and cross-dataset ex-
periments, where candidate features were constructed from ME-SCSSAP clusters
(green), AP clusters (orange), known pathways (blue), or individual genes (red)
and the classifier contained at most 10 features.

When comparing the size (mean±standard deviation) of the groups of genes

used in the cross-dataset task trained on the Netherlands dataset for a classifier with

at most 10 features, ME-SCSSAP resulted in much larger clusters (1270±616) than

the pathways (111± 90) or AP (86± 15). The ME-SCSSAP numbers correspond to

the average across the 100 sets of randomly selected pairwise constraints provided.
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Figure 4.3: Area under the ROC curve for within-dataset and cross-dataset ex-
periments, where candidate features were constructed from ME-SCSSAP clusters
(green), AP clusters (orange), known pathways (blue), or individual genes (red)
and the classifier contained at most 50 features.

When a maximum of 50 features are allowed in the classifier, 9012 out of the 9150

genes in the Netherlands dataset are part of a cluster used in a classifier in at least

one of the 100 runs of ME-SCSSAP. In order to verify the higher accuracy of the

ME-SCSSAP model was not due to more or larger clusters being available for the

classifier, we performed cross-dataset classification using candidate clusters the same

size of the ME-SCSSAP clusters but with randomly selected genes in the clusters.

Considering the two datasets and the two maximum feature set sizes, ME-SCSSAP

achieved higher AUC than the random clusters in all 4 experiments. However, the

classifiers using random clusters outperformed those based on individual genes and

pathways classifiers in 3 experiments and those based on AP in all 4 experiments.

When the number of genes used for classification is not a limiting factor,
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a more accurate metastasis prediction can be achieved by using ME-SCSSAP to

find significant groups of genes with the probabilistic classification model presented

in [188]. If a small subset of genes is desired, ME-SCSSAP can be tuned to find

smaller clusters by decreasing the preference value or by setting a higher threshold

for points to choose exemplars. For instance, point j might be assigned as an

exemplar of point i if j is in the exemplar set and ρij + αij > ψ, where ψ > 0.

Additionally, a higher number of constraints, especially cannot-link constraints, can

be used in the implementation if the computational capacity is available.

4.5 Summary

Motivated by the continuously evolving knowledge about gene pathways, we

derived ME-SCSSAP, an extension of SCSSAP that allows data points to belong

to multiple clusters. Existing pathways were used to derive noisy or incomplete

pairwise constraints in order to find clusters of genes whose activity could predict

breast cancer metastasis. The classification models based on ME-SCSSAP outper-

formed models using individual gene, pathway, and AP cluster activations in both

within-dataset and cross-dataset experiments.
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Chapter 5

Evolutionary Clustering via Message-Passing

Evolutionary clustering seeks to cluster data collected at multiple points

in time while taking into account underlying dynamics and conserving temporal

smoothness. The results of such an approach are typically more informative and gen-

erally outperform clustering conducted independently at each time point [36, 5, 223].

In recent years, traditional clustering algorithms such as k-means, spectral cluster-

ing, and agglomerative clustering have been adapted to the evolutionary clustering

setting [36, 41, 42] and used in a range of different applications including prediction

of links between blogs, clustering tags from Flickr photos, and identifying commu-

nities of spammers [36, 41, 222]. These evolutionary clustering algorithms modify

the objective of the traditional clustering problems to include a term measuring the

quality of the results at each time step as well as a temporal smoothness term that

compares the current clustering with that performed at previous time steps and

promotes sustained cluster membership.

A limiting factor in most evolutionary as well as traditional clustering meth-

ods is the necessity to provide the number of clusters, which is often determined

using various heuristics. Evolutionary clustering methods that automatically de-

cide the number of clusters typically do so by clustering with Dirichlet processes

[5, 6, 224]. Ideally, evolutionary clustering algorithms should allow for varying num-

93



bers of clusters, i.e., they should permit that the clusters are born, evolve, or die at

each time step. Additionally, algorithms should be able to handle data points that

are only present only for a subset of the time steps (i.e., data points can appear or be

removed with time). While there exist algorithms that can satisfy some [42, 223] or

most of these requirements [5, 62], doing so in a practically feasible manner remains

a challenge.

In this chapter we propose evolutionary affinity propagation (EAP), an evo-

lutionary clustering algorithm that builds upon ideas of static affinity propagation

to cluster data acquired at multiple time points by passing messages on an appro-

priately defined factor graph. The key distinctive features of EAP are:

1. EAP automatically determines the number of clusters at each time step.

2. By relying on certain consensus nodes introduced in the factor graph, EAP

accurately and efficiently tracks clusters across time.

3. EAP identifies the global clustering solution by passing messages between the

nodes representing data at different time steps.

4. The EAP output provides the cluster membership for each data point at each

time instance.

5. The EAP framework allows having different numbers of clusters at different

time steps as well as data point insertions and deletions.

The EAP’s ability to automatically detect the number of clusters is inherited

from affinity propagation (AP). Similar to AP, EAP can handle non-metric similar-
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ities, and can be efficiently implemented for large, sparse datasets. In a departure

from AP, the EAP’s cluster tracking property implies that the points changing clus-

ter membership can be identified, along with cluster births, evolutions, and deaths.

Moreover, EAP’s ability to find the global clustering solution prevents propagation

of errors that occurs in many evolutionary clustering methods where the clustering

solution at time t is only dependent on the data or clustering solution at t− 1 while

it disregards those at t+1 and other times. EAP provides an exemplar for each data

point at each time instance and hence cluster memberships, both for a single time

instance as well as their evolution across time, are straightforward to identify. Note

that EAP is a data-centric clustering approach wherein points are tracked across

time, contrary to distribution-based clustering methods focusing exclusively on the

distributions and the evolution of their parameters (and hence typically require an

additional cluster assignment step). To our knowledge, EAP is the first evolutionary

clustering algorithm that automatically detects the number of clusters, can auto-

matically track clusters across time steps, and focuses on the data instead of the

distribution models. This last point is a key distinction from Bayesian methods that

automatically detect the number of clusters by relying on Dirichlet process models

[5, 6, 224].

5.1 Background: Evolutionary Clustering

Chakrabarti et al.’s landmark 2006 paper introducing evolutionary k-means

and evolutionary agglomerative hierarchical clustering proposed a framework where

the objective for clustering at a given time consists of a snapshot quality term
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and a historical cost term [36]. The snapshot quality is formed using only the

data at the current time step (i.e., the temporal nature of the data is ignored),

while the historical cost is formed using the current clustering and the clustering

at the previous time step. In evolutionary agglomerative hierarchical clustering,

the snapshot quality at time t aggregates the quality of all of the cluster merging

performed to create the current clusters, while the historical cost is the average

distance between all pairs of objects in the clusterings at t− 1 and t. The authors

of [36] proposed four greedy heuristics for determining cluster merges at time t

based on an objective that combines both the snapshot quality and historical cost

terms. On another note, the extension of k-means clustering from classic (static) to

evolutionary setting requires changing how the cluster centroids are determined; at

each time step t, they are found as a weighted combination of a centroid at t−1 and

the expectation of points assigned to that centroid at t, the latter being the centroid

update step in the classic k-means. Evolutionary spectral clustering [41, 42] adopts

the same framework of defining an objective that combines snapshot and temporal

cost terms, where the temporal cost can be formulated in different ways depending

on whether one wants to preserve cluster quality (PCQ) or cluster membership

(PCM). In the PCQ formulation, the temporal cost at time t is determined based

on the quality of the partition formed using data from time t − 1; in PCM, the

temporal cost is a result of comparing the partition at time t with the partition at

t− 1.

In recent years, evolutionary clustering has been applied in various settings.

In the wireless communications setting and for MIMO channel measurement data,
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Czink et al. [49] proposed a Kalman filter for tracking clusters and finding one-step

prediction of their positions; the actual clustering at each time step was performed

via KPowerMeans. Interested in detecting climate change, Günnemann et al. de-

veloped a method for tracking clusters over time that is suitable for settings where

similar behaviors may be exhibited by different objects and in different feature sub-

sets [80]. This method was applied to study cluster evolution in oceanographic

data. Wang et al. [216] studied synthetic chaotic processes and user communi-

ties in a web forum, wherein dynamic data are generated by a stochastic process

modeled by a hidden semi-Markov model and the smooth evolution of clusters in-

ferred via the Viterbi algorithm. To analyze spatio-temporal data sets, Rosswog

and Ghose proposed an evolutionary clustering method that tracks clusters across

time by extending the similarity between points and cluster centers to include their

positioning at previous time steps [164]; this algorithm is limited to the setting

where the number of clusters does not change with time. In line with the concept

of modifying similarities followed by static clustering, Xu et al. proposed AFFECT,

an evolutionary clustering method where the matrix indicating similarity between

data points at a given time step is assumed to be the sum of a deterministic matrix

(the proximity matrix) and a Gaussian noise matrix [223]. The AFFECT frame-

work was demonstrated to enable adaptation of classic k-means, agglomerative, and

spectral clustering algorithms to evolutionary setting [223] and has the advantage

of allowing optimizable adaptive weight of the temporal cost term in the objective

function. The temporal smoothness assumption is incorporated into the algorithm

through the approximation of the proximity matrix which includes a historical com-
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ponent in its calculation. Following approximation of the proximity matrix at a

given time step, clustering is performed using a traditional algorithm of choice that

groups points based on similarities. Recently, Kim et al. proposed the Temporal

Multinomial Mixture (TMM) for temporal clustering of categorical data streams

[107]. The TMM model is solved via expectation-maximization without a Dirichlet

prior.

A more formal, distribution-based approach that avoids heuristics relies on

clustering with Dirichlet processes. Ahmed and Xing proposed a clustering algo-

rithm via a temporal Dirichlet process mixture model, where the cluster parameters

can evolve in Markovian fashion and the posterior optimal cluster evolution is in-

ferred by a Gibbs sampling algorithm [5, 6]. There, the cluster evolution is assumed

to follow a linear state-space model with Gaussian likelihoods, which helps avoid use

of numerical techniques in the Gibbs sampler. This method was applied to study

the evolution of topics in conference papers, where a logistic mapping, Laplace ap-

proximation, and the second-order quadratic Taylor approximation were performed

in order to achieve the required Gaussian emission and enable relatively simple cal-

culation of the posterior. Xu et al. also proposed an evolutionary clustering method

with an automatic cluster number inference that combines a hierarchical Dirichlet

process with a hierarchical transition matrix from an infinite hierarchical hidden

Markov model [224].

Evolutionary clustering methods have also been used for community detec-

tion and to study networks where data points are connected in a graph; in such

settings, relationships between points are due to, e.g., belonging to the same group
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in a social platform. In this problem formulation, edges in the graph are often binary

links, with a few algorithms allowing assignment of edge weights [98, 228] to repre-

sent, e.g., the number of interactions between points. Community detection has been

widely studied for static networks; more recently, the concept of temporal smoothing

has been used to find dynamic communities in social networks [63, 142]. Kim and

Han [106] proposed the concept of nano-communities, where the nodes in a graph-

ical representation of a nano-community can be linked across time steps, resulting

in a t-partite graph across time on which quasi-cliques are identified. Density-based

clustering with an objective consisting of a snapshot and temporal cost is performed

to find clusters at each time step. A greedy algorithm based on mutual information

is then employed to obtain mapping between temporally smoothed local clusters.

Yang et al. [228] presented a Bayesian approach to community detection, where

the communities are modeled by a dynamic stochastic block model with posterior

probabilities being inferred using Gibbs sampling. More recently, Folino and Pizzuti

[62] introduced DYNMOGA, a method for detection of evolving communities based

on genetic algorithms that solve a multiobjective problem. The authors consider

objectives that include different quality scores based on measures of similarity such

as normalized cut or modularity, and a temporal cost based on the normalized mu-

tual information between clustering at the current and previous time steps. This

implementation of temporal cost requires the clusterings be performed sequentially

across time. Jia et al. [98] also approach the dynamic network analysis problem in a

sequential manner. In their method, which allows for weighted edges, communities

are detected by a non-negative matrix factorization allowing for overlapping clusters
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and incorporating a historical cost. As in the evolutionary clustering with k-nearest

neighbors, the detected communities at time t are then used as the initialization

for the clustering at time t + 1. Though community detection is not the focus of

the current paper, EAP can be used in that setting when a feature vector can be

determined, such as the contribution to different types of web forums or number of

people of different categories followed on twitter.

In this chapter we develop an evolutionary clustering algorithm based on

affinity propagation (AP). A number of extensions of affinity propagation have been

proposed in recent years. including semi-supervised clustering with strict [72, 119]

or soft [10] pairwise constraints, relaxation of the self-selection constraint [118, 119],

hierarchical AP [69], AP with identification of subclasses [214], and fast AP with

adaptive message updates [66]. AP has also been used to cluster temporal data in

[157], where an algorithm referred to as soft temporal constraint affinity propagation

(STAP) employs modified availability messages to impose preference of assigning

points at time t+1 to the same exemplar as at time t. However, this scheme, derived

in the context of identifying dynamics of shoals (groups of fish traveling together),

does not impose backward temporal smoothness and would require additional post-

processing steps to attempt tracking clusters.

5.2 Evolutionary Affinity Propagation

The proposed evolutionary affinity propagation (EAP) clustering algorithm

clusters points by exchanging messages on the factor graph shown in Figure 5.1;

this structure is an extension of the conventional AP factor graph in [71]. Unlike
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the conventional AP where the points at each time step are clustered independently

from those observed at other time steps, EAP relies on additional factor nodes to

establish connection between the variable nodes at consecutive time steps and thus

promote temporal smoothness of the solution to the clustering problem.

Figure 5.1: Factor graph of evolutionary affinity propagation

cijt-‐1	   cijt	  

Iit	  
Sijt	  

Dijt	   Dijt+1	  

Iit-‐1	  
Sijt-‐1	  

cijt+1	  

Iit+1	  
Sijt+1	  

Ejt-‐1	   Ejt	   Ejt+1	  

In the EAP formulation, the Dt
ij nodes (see Figure 5.1) penalize clustering

configurations where data points change exemplars in consecutive time steps. This

stands in contrast to the traditional AP that clusters data collected at each time

step independently of all other time steps, which may lead to different exemplars for

the same cluster at different time steps. A mere addition of a penalty that would

attempt to impose temporal smoothness can yield a clustering result where an exem-

plar is consistently associated with a cluster for only a small number of time steps.

To remedy this, EAP introduces consensus nodes and Dt
ij factors that encourage

points to select a consensus node as their exemplar. More specifically, introduction

of the Dt
ij nodes affects responsibility messages, rendering them dependent upon

messages from previous and subsequent time steps. Therefore, the final configura-

tion of clusters (i.e., grouping of points in each of the time steps) is the result of

considering all points as potential exemplars at all the time steps while encourag-

ing exemplar stability and temporal smoothness. Including exemplar stability as
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an explicit term in our EAP formulation allows us to clearly track the evolution of

clusters across time without needing an additional step of matching clusters across

time steps as in [223]. The cluster matching, avoided in the EAP setting, requires

polynomial-time computational complexity for one-to-one matching and becomes

more complex for the general case.

The EAP factor graph and messages are described next, with the creation,

feature values, and messages of consensus nodes described in detail in Section 5.2.1.

Note that the factor nodes and messages present in EAP but absent from the AP

formulation are highlighted in Figure 5.2 in blue.

Figure 5.2: EAP messages at time t

Iit	   Sijt	  

Dijt	   Dijt+1	  

Ejt	  

cijt	  

sijt	  
βijt

ηijt

αijtρijt
δijt φijt

As in the factor graph for AP described in [71], variable ctij takes on value

1 if j is the exemplar for i and is 0 otherwise (please see Figure 5.2). The factor

node Iti ensures that each data point is assigned to only one cluster, Etj enforces the

constraint that if j is an exemplar for any i 6= j then j must also be an exemplar for

itself, and Stij passes the similarity between a point and its exemplar (i.e., commu-

nicates stij). D
t
ij encourages temporal smoothness by penalizing changes in clusters
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and rewarding assignments to the nodes in the consensus node set Ct (γ ≥ ω ≥ 0).

Unlike in the traditional AP formulation, the values of nodes in the EAP graph are

time-dependent. Functionalities of the nodes in Figure 5.2 can formally be summa-

rized as

Etj(c
t
1j , . . . , c

t
Nj) =

{
−∞ if ctjj = 0 and

∑
i c
t
ij > 0

0 otherwise

Iti (c
t
i1, . . . , c

t
iN ) =

{
−∞ if

∑
j c
t
ij 6= 1

0 otherwise

Stij(c
t
ij) =

{
stij if ctij = 1

0 otherwise

Dt
ij(c

t−1
ij , ctij) =


−γ if ct−1

ij 6= ctij

0 if ct−1
ij = ctij = 1 and j ∈ Ct

−ω otherwise.

(5.1)

We derive the messages starting from the max-sum update rules [21]. Specifically,

messages from the variable node to a factor node (mx→f ) are defined as the sum of

the messages arriving to the variable node from all other factor nodes,

mx→f (x) =
∑

g:g∈ne(x)\f

mg→x(x), (5.2)

where ne(x) denotes the neighborhood of the variable node x. As in [71], we define

messages mt
ij that account for both possible variable node values as

mt
ij = mt

ij(c
t
ij = 1)−mt

ij(c
t
ij = 0). (5.3)

Using the message update rule from a variable node to a factor node (see
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eq. (5.2)) and the definition of messages in eq. (5.3), we readily derive βtij and ρtij as

βtij =αtij + stij + φtij + δtij , (5.4)

ρtij =stij + ηtij + φtij + δtij . (5.5)

Note that in Figure 5.2 the messages from the variable node to the Dij factor nodes

are not labeled since they are easily calculated from the sum of the other messages

going into ctij .

A message sent from a factor node to a variable node is formed by maximizing

the sum of messages from other factor nodes to the variable node and the current

function value at the factor node,

mf→x(x)=max
x1,...,xn

f(x, x1, . . . , xn)+
∑

k:k∈ne(f)\x

mxk→f (xk)

. (5.6)

Following these definitions, ηtij and αtij remain the same1 as the correspond-

ing messages in the traditional AP at a given time (see [71] for derivation),

ηtij =−max
k 6=j

βtik (5.7)

αtij =

{∑
k 6=j max[ρtkj , 0] if i = j

min
[
0, ρjj +

∑
k 6={i,j}max[ρkj , 0]

]
if i 6= j.

(5.8)

Using the definitions of βtij (eq. (5.4)) and ηtij (eq. (5.7)), the ηtij can be

eliminated from the definition of ρtij . In particular, although the updates for δij and

1The message αij from the factor node Ii to the variable node cij is dependent only on messages
received at factor node Ii from other variable nodes and not on any messages coming from the
new factor nodes in EAP. Similarly, ηij is not affected by the new messages in EAP since it only
depends on messages received at Ej from other variable nodes.
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φij depend on ηij , we can leverage eq. (5.5) to substitute ηtij = ρtij − stij − φtij − δtij

and remove message dependence on η. The responsibilities ρ can then be rewritten

as

ρtij = stij + φtij + δtij −max
k 6=j

(αtik + stik + φtik + δtik). (5.9)

Therefore, there are four messages then need to be computed for each pair

of nodes: α, ρ, φ, and δ.

The δ messages are dependent on the message values from the previous time

step and the φ messages are dependent on the next time step, with δtij = 0 for all

i, j in the first time step and φtij = 0 for all i, j in the last time step. Given the

factor graph, it can be seen that δij and φij are symmetrical. The δtij are derived as

follows, where 1 denotes the indicator function:

δtij(c
t
ij = 0) = max

ct−1
ij

[
Dt
ij(c

t−1
ij , ctij = 0) + st−1

ij (ct−1
ij )

+ ηt−1
ij (ct−1

ij ) + αt−1
ij (ct−1

ij ) + δt−1
ij (ct−1

ij )
]

= max
[
− ω + ηt−1

ij (0) + αt−1
ij (0) + δt−1

ij (0),

− γ + st−1
ij + ηt−1

ij (1) + αt−1
ij (1) + δt−1

ij (1)
]
,

δtij(c
t
ij = 1) = max

ct−1
ij

[
Dt
ij(c

t−1
ij , ctij = 1) + st−1

ij (ct−1
ij )

+ ηt−1
ij (ct−1

ij ) + αt−1
ij (ct−1

ij ) + δt−1
ij (ct−1

ij )
]

= max
[
− γ + ηt−1

ij (0) + αt−1
ij (0) + δt−1

ij (0),

− ω1(j 6∈ Ct) + st−1
ij + ηt−1

ij (1) + αt−1
ij (1) + δt−1

ij (1)
]
.

After substituting for ηt−1
ij using eq. (5.5) and assigning

δtij = δtij(c
t
ij = 1)− δtij(ctij = 0),
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the δtij messages can be written as

δtij =



−γ + ω if d1=1, d2=1

ω1(j ∈ Ct) + ρt−1
ij + αt−1

ij − φ
t−1
ij if d1=1, d2=0

−ρt−1
ij − α

t−1
ij + φt−1

ij if d1=0, d2=1

γ − ω1(j 6∈ Ct) if d1=0, d2=0,

(5.10)

where

d1 =1
(
γ − ω ≥ ρt−1

ij + αt−1
ij − φ

t−1
ij

)
d2 =1

(
− γ + ω1(j 6∈ Ct) ≥ ρt−1

ij + αt−1
ij − φ

t−1
ij

)
.

Note that for γ ≥ ω ≥ 0, if d2 = 1 then d1 = 1.

The φt−1
ij messages can be similarly derived,

φt−1
ij (ct−1

ij = 0) = max
ctij

[
Dt
ij(c

t−1
ij = 0, ctij) + stij(c

t
ij)

+ ηtij(c
t
ij) + αtij(c

t
ij) + φtij(c

t
ij)
]

= max
[
− ω + ηtij(0) + αtij(0) + φtij(0),

− γ + stij + ηtij(1) + αtij(1) + φtij(1)
]

φt−1
ij (ct−1

ij = 1) = max
ctij

[
Dt
ij(c

t−1
ij = 1, ctij) + stij(c

t
ij)

+ ηtij(c
t
ij) + αtij(c

t
ij) + φtij(c

t
ij)
]
,

= max
[
− γ + ηtij(0) + αtij(0) + δtij(0),

− ω1(j 6∈ Ct) + stij + ηtij(1) + αtij(1) + φtij(1)
]
.

After eliminating ηtij , it is straightforward to show that the final messages become

φt−1
ij =



−γ + ω if p1=1, p2=1

ω1(j ∈ Ct) + ρtij + αtij − δtij if p1=1, p2=0

−ρtij − αtij + δtij if p1=0, p2=1

γ − ω1(j 6∈ Ct) if p1=0, p2=0,

(5.11)

106



where

p1 =1
(
γ − ω ≥ ρtij + αtij − δtij

)
p2 =1

(
− γ + ω1(j 6∈ Ct) ≥ ρtij + αtij − δtij

)
.

Note that for γ ≥ ω ≥ 0, if p2 = 1 then p1 = 1.

Finally, let us define the set of exemplars E as

E = {j : αtjj + ρtjj + δtjj + φtjj > 0}.

The exemplar j for point i is identified as

arg max
j∈E

αtij + ρtij + δtij + φtij .

Since the number of consensus nodes is much smaller than the number of

data points N , the computational complexity of an EAP iteration (which involves

exchanging messages α, ρ, δ, φ between the nodes in each of T time steps) is O(N2T ).

In the following section, we outline calculations that need to be performed to create

and update consensus nodes; the complexity of those calculations does not exceed

O(N2T ). We should also point out that running an iteration of the classic (static)

AP over T time steps also requires performing O(N2T ) operations. Note that, just

as in the case of the classic AP, when N is large and the similarity matrix is sparse

the messages need not be passed between all pairs of points and the complexity can

be reduced.

5.2.1 Consensus node creation and evolution

Due to dependence on past and future messages, the EAP message updates

are implemented in a forward-backward fashion. In each iteration, a message update
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Figure 5.3: An illustration of the process of updating messages and creating and
updating consensus nodes (CN) for forward (orange) and backward (gray) passes.
The flow chart begins when the burn-in period has been completed.
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is performed between the nodes sequentially from the first (t = 1) to the last (t = T )

time step, followed by a second message update performed backwards from the last

time step to the first. Consensus nodes are created and their features updated only

in the forward part of the algorithm.

The process of performing message updates, consensus node creation, and

consensus node updates is illustrated in Figure 5.3. The forward pass is highlighted

in orange while the backward pass is highlighted in gray. A consensus node is

considered active upon initialization and when it serves as an exemplar for data

points. Consensus nodes are inactive before being born or after they have died.

To enable cluster tracking, messages are passed among the data points in the

forward-backward fashion described above until at least 2 exemplars are identified

in each time step. This automatic burn-in period is necessary for the initialization

of the consensus node messages. At the end of the burn-in period, the data point

exemplars at t = 1 are identified and the consensus nodes created. The consensus

node creation is formalized by Algorithm 4 for the forward pass of a single iteration,

where eti denotes the exemplar assigned to point i at time t and xtk is the feature

vector of point k at time t.

A consensus node i′ is created for each data point i identified as an exemplar.

The feature values of the consensus node are defined as the mean of the features of

all the points assigned to the exemplar i. The messages for the consensus node i′

are initialized to those of i, with the exception of 2 of the availabilities. This special

handling is due to the characteristics of the αtlk message update (see eq. (5.8)),

which has a maximum value of 0 when l 6= k. Since it is possible that αtii > 0,
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Algorithm 4 Cluster birth: Creation of consensus nodes

V t ← set of data points at time t
Ct ← set of consensus nodes at time t
Et ← set of exemplars at time t
for i ∈ V t ∩ Et do

create consensus node i′ at time t:
xti′ ←

∑
j:etj=i x

t
i

initialize message values of i′ to those of i:
mt
i′j ← mt

ij ,m
t
ji′ ← mt

ji , for j∈ V t ∪ Ct,m∈{α, ρ, δ, φ}
mt
i′i′ ← mt

ii , for m ∈ α, ρ, δ, φ
update αti′i and αtii′ :
y ← arg maxj∈V t\i α

t
ij + ρtij + δtij + φtij

αti′i ← αtiy
αtii′ ← 0
update exemplars to replace i with i′

end for
initialize consensus nodes at next time step
for k ∈ Ct \ Ct+1 do
xt+1
k ←

∑
j:etj=k x

t+1
j

l← arg maxj∈Et+1

∑
i∈V t 1(eti = k)1(et+1

i = j)
set messages for k at t+ 1 using messages for l at t+ 1 following initialization
of i′ messages above

end for

αti′i should not be initialized to αtii. To determine its initial value, we recall that

the availability message αti′i can be interpreted as the evidence as to why i′ should

choose i as an exemplar and the restriction that a consensus node should choose

itself as an exemplar. Since the consensus node is essentially joining the cluster to

which the data point exemplar i belongs to and is taking over the role of exemplar

from i, it is intuitive that i should be the second-best exemplar for the consensus

node. Then, if y denotes the data point that is the second-best exemplar for i, αti′i

should be initialized to the evidence as to why i should choose y as an exemplar.

It should be noted that y must be identified based on the message values instead
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of similarity to i, since the selection of a representative based on message values

takes into account the historical assignment of i. Availability of the new consensus

node i′ to be the exemplar for the data point i (i.e., αtii′) is initialized as 0, the

maximum value of availability αtjk when j 6= k. Once the consensus nodes have

been created at time t, consensus nodes corresponding to each new consensus node

at time t are created at t+ 1. The feature values and message initialization at t+ 1

follow a similar procedure to that at time t, with one key difference: Since different

data points may be the most suitable exemplars for the same cluster at different

time steps, we should not initialize the messages of i′ at t+ 1 based on the message

values of i at t+ 1. Instead, messages of the most common exemplar at t+ 1 for the

data points assigned to exemplar i at time t are used to initialize messages of the

consensus node i′ at time t+ 1.

Figure 5.4 illustrates the process of creating consensus nodes. In particular,

the figure shows the status of grouping data points represented by stacked polygons

(squares and triangles) following message updates at time t in the forward pass of

EAP. The color of a polygon indicates the exemplar assigned to the corresponding

data point while the shape of the polygons at both times reflects grouping of the

corresponding points at time t. More specifically, there are 2 exemplars at time t

(red and blue) and 3 exemplars at time t + 1 (purple, orange, and green). If both

exemplars at t are data point exemplars, the algorithm creates 2 consensus nodes.

The square consensus node at time t has a feature vector equal to the mean of the

square data point feature vectors at time t and inherits message values α, ρ, δ, φ from

the red exemplar at time t. The triangular consensus node at time t has a feature
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Figure 5.4: An illustration how the consensus nodes are created. The stacks of
polygons represent data points at times t and t+ 1 after updating the messages at
time t. The shape of a polygon indicates cluster membership of the associated data
point at time t while its color represents the exemplar at the current time step; this
is why at time t a color is consistently associated with a polygon (i.e., all triangles
are blue and all squares are red). If the two exemplars at t are data points (as
opposed to consensus nodes), a consensus node (CN) is created for each data point
exemplar. These consensus nodes are further initialized at t + 1. At t, the square
consensus node takes on a feature vector equal to the mean of the square data points
at t and has initial message values set to their exemplar (red) message values. At
t+ 1, this square consensus node is initialized with a data value equal to the mean
of the square data points at t+ 1. The message values for the square node at t+ 1
are initialized to the message values of the most common exemplar (most common
color, orange) from the square data points at t+ 1.

vector equal to the mean of the triangular data point feature vectors at time t and

inherits message values α, ρ, δ, φ from the blue exemplar at time t. These consensus

nodes are initialized at t+ 1 before updating the message values at that time step.
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The square consensus node at time t + 1 has a feature vector equal to the mean

of the square data point feature vectors at time t + 1 and inherits message values

α, ρ, δ, φ from the most common exemplar for the square data points at t+1; in this

illustration, that is the orange exemplar. The triangular consensus node at time

t + 1 has a feature vector equal to the mean of the triangular data point feature

vectors at time t + 1 and inherits message values α, ρ, δ, φ from the most common

exemplar for the triangular data points at t + 1; here, the green exemplar. After

the initialization of the consensus nodes at t+ 1, the algorithm proceeds to update

messages at t+ 1 including the new consensus nodes in the message updates.

The creation of consensus nodes, and thus cluster births, occurs when data

points are identified as exemplars. In EAP, exemplars are identified in the forward

pass, at each time step t, after the messages are updated. When the set of consensus

nodes Ct is not empty, consensus nodes are favored as exemplars. This is detailed

in Algorithm 5, where ei indicates the exemplar for point i.

Algorithm 5 Exemplar identification

V t ← set of data points at time t
Ct ← set of consensus nodes at time t
Identify the set of exemplars E:
E ← {j : αtjj + ρtjj + δtjj + φtjj > 0}
for i ∈ V t do
ECi ← {k ∈ E ∩ Ct : αtik + ρtik + δtik + φtik > 0}
if ECi 6= ∅ then
ei ← arg maxk∈ECi

αtik + ρtik + δtik + φtik
else
ei ← arg maxk∈E αtik + ρtik + δtik + φtik

end if
end for
return E ← E ∩ {e0, . . . , eN}
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In order to track clusters, an additional update is performed during the

exemplar identification and assignment when a consensus node takes on a data point

as an exemplar. In the exemplar assignment, if a consensus node k does not identify

itself as an exemplar but rather has data point i as an exemplar, the consensus node

takes on the message values of i and the data points assigned to i as an exemplar

are re-assigned to the consensus node k.

When an existing consensus node k is chosen as an exemplar (cluster evolu-

tion in Algorithm 6), the data value for k is updated as the mean of the data points

that have k as the exemplar. After the data values are updated, the similarity

matrix at time t is updated accordingly as well.

Algorithm 6 Cluster evolution and death via consensus nodes

V t ← set of data points at time t
Ct ← set of consensus nodes at time t
Ct ← set of dead consensus nodes at time t
identify exemplars Et

Cluster evolution
for k ∈ Ct ∩ Et do
xtk ←

∑
j:etj=k x

t
j

end for
Cluster death
Ct ← Ct ∪ Ct \ Et
for t′ = t+ 1, . . . , T do
Ct′ ← Ct′ ∪ Ct \ Et

end for

If an existing consensus node is not selected as an exemplar, the cluster

corresponding to the consensus node is considered to have died. Once a cluster has

died, the same cluster cannot be born again in a future time step. There is an

exception where a cluster may be “revived”, which arises in the case of frequent
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change of exemplars before the message values converge. Suppose a consensus node

k dies at time t in iteration n. If the consensus node k is selected as an exemplar

at time t− 1 in iteration n+ 1, it is removed from the set of dead consensus nodes

at t and its message values at t are re-established according to the initialization in

Algorithm 4. This process is repeated at t+ 1 if the consensus node k is selected as

an exemplar at time t in iteration n+ 1. The ability to revive a dead cluster when

message values at future iterations indicate evidence that it should be active allows

for a more accurate tracking of clusters.

With particularly noisy data, it might be desirable to restrict creation and

preservation of consensus nodes to only those clusters having size above a certain

threshold. Setting a threshold may aid in finding a stable solution when, in the

initial iterations, many candidate exemplars are identified. Since consensus nodes

are preferred in the exemplar assignment, limiting the consensus nodes to a minimum

cluster size discourages the assignment of data points to transitive consensus nodes

or those that are representative of outlier data. Note that such a restriction does

not force the final solution to include only the clusters larger than the threshold

since data points may still emerge as exemplars for small clusters, including outliers

that result in single-point clusters.

5.2.2 Effect of parameter values

The temporal smoothness and cluster tracking parameters introduced in

EAP, γ and ω, affect the number of clusters and the cluster memberships in the

final result. In order to understand how to set the parameters, it is worth noting
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that γ and ω affect the range of values that messages δ and φ can take on (as per

eqs. (5.11) and (5.10)), such that if γ = ω = 0, then δtij = φtij = 0 for all i, j, t and

the solution of EAP without consensus nodes would be the same as that of running

AP separately at each time step.

In the case where γ = ω > 0, the δtij and φtij messages (where j is a consensus

node) will be positive, and will in fact be the only non-zero messages. Note that

from the definition of the function D in eq. (5.1), this is equivalent to treating

solutions where data points are consistently chosen as exemplars in the same way

as if a different exemplar was chosen at each time point. When γ > 0 and ω < γ,

δtij and φtij can take on a maximum (positive) value of γ − ω for data points j

or γ for consensus nodes j. Since consensus nodes are chosen as exemplars when

αtij + ρtij + δtij + φtij > 0 for any consensus node j in the set of exemplars, consensus

nodes are more likely to be chosen as exemplars when γ > 0.

The value of ω should be set as a fraction of the value of γ (i.e., ω = ξγ,

ξ ∈ [0, 1]), where we have found that ξ ∈ [0, 0.5] yields good clustering results for

real datasets.

Empirically, high values of γ may lead to a low number of consensus nodes

or clusters. This is due to the messages δtij and φtij taking on a broader range of

values, which puts more weight on the temporal smoothness for exemplar detection

and assignment. The exemplar selection in turn affects the formation and survival

of consensus nodes. Note that, typically, many consensus nodes are created after

the burn-in period, and the number of consensus nodes decreases as the message

values stabilize. This is akin to what is observed in classic AP, where fluctuating
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message values lead to many more candidate exemplars in the earlier iterations than

in the final solution. We have observed that high values of the ratio ω/γ may lead

to two types of detrimental effects, resulting in either too few or too many consensus

nodes. If the number of consensus nodes created immediately after the burn-in is not

sufficiently large, the creation of new clusters may be discouraged and the clustering

solution will have too few clusters. With high ω/γ, another possibility is that

too many exemplars will be identified, and thus too many consensus nodes will be

created. Moreover, high value of ω/γ makes it more likely that more consensus nodes

will continue being selected as exemplars as the message values iterate, possibly

resulting in poor tracking or in a higher than optimal number of clusters in the

final solution. Thus, we recommend a low value of ω as stated above (i.e., ω = ξγ,

ξ ∈ [0, 0.5]).

5.2.3 Insertion and deletion of data points

EAP is capable of handling datasets where data points are not present for

the entire duration of the considered time horizon; in such scenarios, EAP tracks the

set of “active” data points Vt at each time step t (t = 1, 2, . . . , T ) and only passes

messages between the active data points and active consensus nodes.

A way of initializing messages for inserted data points using nearest neigh-

bors based on similarity to existing data points was proposed by Sun and Guo [193],

with the goal of not requiring a completely new run of AP with streaming data ap-

plications every time a new point was introduced. In [193], the final message values

from AP clustering along with the initialized message values for new data points are
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used to initialize a new AP clustering algorithm that converges in fewer iterations.

Though we partly base our initialization of consensus node messages on this work,

insertions and deletions of data points in EAP require different treatment.

Three key observations lead to the proposed scheme for initializing messages

in EAP. First, δtij and φtkl messages are not updated for point i inserted at time t (i

not active at t − 1 but active at t) and point k deleted at time t + 1 (k active at t

but not at t + 1) respectively under the current EAP message updates. Second, in

the forward pass of the first iteration, all messages are initialized to zero. Finally,

an initialization approach based purely on points with high similarity disregards the

temporal aspect of the data.

In EAP, the nearest neighbors of the data points that are present in only a

subset of time steps should be identified based on message values, which are affected

by both similarities and cluster membership. Moreover, a simple initialization of the

messages in the forward pass is not sufficient due to the forward-backward nature

of the algorithm. Data points that are deleted (not active at t = T ) are analogous

to insertions in the backwards pass of the algorithm, and should thus have their

messages updated similar to the insertions in the forward pass.

In the forward pass of the first iteration, nearest neighbors of inserted points

are identified based on similarity at the insertion time step (first time step in which

point is active. Let b index a data point inserted at time t and Bt be the set of

active data points at time t that are also active at t− 1 (b 6∈ Bt). Then, in the first
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iteration, the nearest neighbor nnb of the data point b is

nnb = arg max
j∈Bt

s(b, j)t,

where s(b, j)t is the similarity between points b and j at time t. After the first

iteration, for data points that become active at time t, the nearest neighbor is

identified as the active data point with the minimum Euclidean distance between

the sum of messages at time t. More specifically, let M t = At +P t + ∆t + Φt, where

At, P t,∆t,Φt are the matrices containing the messages α, ρ, δ, φ respectively at time

t. Let M t
iBt be the vector containing the elements from the ith row and {k : k ∈ Bt}

columns of M t. Then the nearest neighbor nnb of b is identified as

nnb = arg min
j∈Bt
‖M t

bBt −M t
jBt‖2.

Data points that are deleted are updated in a similar manner during the

backwards pass. Let d index a data point deleted at time t+ 1 and Dt be the set of

active data points at time t that are also active at t+ 1 (d 6∈ Dt). Then the nearest

neighbor nnd of d is identified as

nnd = arg min
j∈Dt

‖M t
dDt −M t

jDt‖2.

Once the nearest neighbor is identified, the messages of all of the data points

are updated based on the EAP update equations. Since δtbj would not be updated

for data point b inserted at time t, we set the δb:, δ:b messages equal to those of the

nearest neighbor (δtbj = δtnnbj
, δtjb = δtjnnb

). Similarly, φd:, φ:d would not be updated

for data point d deleted at time t+1, such that the messages for the deleted point are
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replaced with those of the nearest neighbor (φtdj = φtnndj
, φtjd = φtjnnd

). Note that

the nearest neighbor is identified before updating the messages and the δt and φt

would be replaced by the updated message of the nearest neighbor for an insertion

and deletion respectively. All other messages, αt, ρt, and φt for an insertion or δt

for a deletion, are updated according to the standard EAP message updates.

At other time steps in which the data point is active, all message updates

follow the standard EAP update scheme. Data points that are not active (i.e. have

not been inserted or have been deleted) do not contribute to the message values of

the other data points.

5.3 Experimental Results

We test EAP on several synthetic datasets as well as real datasets comprising

ocean and stock data. In the EAP and AP implementations, the similarity between

points is defined as the negative squared Euclidean distance. The preference (self-

similarity) is set to the minimum similarity between all data points at a given time

step for each synthetic and real dataset. We compare the performance of EAP to

that of the AFFECT’s evolutionary spectral clustering framework [223], as well as

to the classic (static) AP. AFFECT was implemented using the AFFECT Matlab

toolbox2. For clustering the synthetic and real ocean data with AFFECT, the sim-

ilarity between xi and xj is defined as exp(−‖xi−xj‖22/2σ2), with the default value

2σ2 = 5. Note that even though the AFFECT framework should in principle be

capable of employing any similarity metric [223], we chose to compute the similar-

2The toolbox is available at http://tbayes.eecs.umich.edu/xukevin/affect
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ities based on the Gaussian kernel for use in the AFFECT framework since that

provides significantly better on the synthetic and ocean datasets than running the

framework with similarities defined as the negative squared Euclidean distance (i.e.,

the similarities used by EAP and AP). The negative squared Euclidean distance is

used as a similarity metric for all algorithms applied to the analysis of the stock

dataset. To determine the number of clusters needed to run AFFECT, we used the

modularity criterion [136] since it allows for varying number of clusters across time

and performs better than the alternative approach where the number of clusters

is determined by maximizing the silhouette width [166]. Note that the AFFECT

framework was previously shown to outperform evolutionary k-means, evolutionary

spectral clustering, and the framework proposed by Rosswog and Ghose [164] on

various synthetic and real datasets.

Clustering accuracy is evaluated by means of the Rand index [159] when

data labels are available. The Rand index is defined as the percentage of pairs of

points that are correctly classified as being either in the same cluster or in different

clusters.

5.3.1 Gaussian data

We test our algorithm on four Gaussian mixture models used to generate

the synthetic datasets in [223], each with 2-dimensional Gaussians and 200 data

points. The component membership for each data point is set and does not change

over time unless specified otherwise. The initial mixture weights are uniform. At

each time step, points in each of the components are drawn from the corresponding
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Gaussian distribution. The first dataset consists of two well-separated Gaussians

and 40 time steps. The means at the initial time step are set to [−4, 0] and [4, 0],

with the covariance of 0.1I (I denotes the identity matrix). At each time step, the

first dimension of the mean of each component is altered by a random walk with

step size 0.1. At the time step 19, the covariance matrix is changed to 0.3I. The

second dataset is generated from two colliding Gaussians with the initial means of

[−3,−3] and [3, 3] and identity covariance. In each of the time instances t=2, . . . , 9,

the mean of the first component is increased by [0.4, 0.4]. From t = 10 to t = 25, the

means remain constant and the data points are drawn from their respective mixture

component. The third dataset is generated in a similar way as the second one, with

the difference that some points change clusters. In particular, at time steps t = 10

and t = 11, points in the second component switch to the first component with

a probability of 0.25, altering the mixture weights. From t = 12 to t = 25, the

data points maintain the component membership they had at t = 11. Finally, the

fourth dataset is generated the same way as the second one for the first 9 time steps.

For t = 10 and t = 11, data points in the second cluster switch membership with

a probability of 0.25 to a new third Gaussian component with mean [−3,−3] and

identity covariance.

In addition to the comparison with the AFFECT’s evolutionary spectral

clustering framework, the EAP results are compared with those achieved by cluster-

ing with AP independently at each time step. In order to demonstrate the impact

of the consensus nodes on performance, we also compare the results with an im-

plementation of evolutionary affinity propagation that does not employ consensus
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Table 5.1: Accuracy Expressed in Terms of Rand Index for Gaussian Datasets

Dataset EAP AP EAP:noCN AFFECT

separated Gaussians 1 1 1 1

colliding Gaussians 1 0.943 0.990 1

cluster change 0.998 0.879 0.981 0.964

third cluster 0.999 0.971 0.999 0.963

Table 5.2: The Number of Distinct Exemplars for Gaussian Datasets

Dataset EAP AP EAP:noCN

separated Gaussians 2 67 22

colliding Gaussians 2 48 11

cluster change 2 51 11

third cluster 3 58 18

nodes and has message updates equivalent to those of EAP with ω = 0. The results

of EAP and its no-consensus-nodes variant labeled EAP:noCN are shown in Table

5.1. The parameters for the colliding Gaussians with a third cluster dataset were

set to γ = 5 and ω = 2, while for the other Gaussian datasets the parameters are

γ = 5 and ω = 1. It should be noted that running EAP with γ = 5 and ω = 1

on the dataset with a third cluster yielded a clustering solution with Rand index of

0.997. The corresponding numbers of distinct exemplars across the time steps are

shown in Table 5.2.

EAP achieved near-perfect clustering and correctly tracked clusters for all 4

datasets. Clustering with the EAP messages but without consensus nodes yielded

more accurate results and tracked clusters better than individually clustering with

AP at every time step, resulting in a higher Rand index and lower number of distinct
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exemplars than AP. However, the accuracy of EAP:noCN was lower than that of

EAP. This can be attributed to the competing exemplars at consecutive time steps.

Specifically, when several data points are potentially good exemplars for a cluster,

the message dependence on the future and past time steps may result in more can-

didate exemplars at a single time step than if the clustering were solely performed

based on the data collected in that time step. Despite the Rand index of EAP:noCN

being higher than that of AP due to incorporating temporal smoothness, at times

the competing exemplars result in a higher than actual number of clusters. The

inclusion of consensus nodes and the message initialization and updates in EAP

overcome this limitation of EAP:noCN. In the dataset with points forming a third

cluster, both EAP and EAP:noCN achieve near-perfect clustering. However, EAP

(Rand index = 0.9998) slightly outperforms its counterpart without the consensus

nodes (Rand index = 0.9991), misclassifying just a single point when the third clus-

ter is introduced at t = 10. EAP outperforms AFFECT with spectral clustering

for the datasets having points changing clusters and points forming a third sepa-

rate cluster, providing significantly higher accuracy during the 4 and 8 time steps,

respectively, following the initial cluster membership change. In the case of the ad-

ditional cluster, AFFECT does not detect the third cluster until time step 18 even

though it was formed in time step 10; as a consequence, its Rand index is lower

than that of AP applied independently at individual time steps. This highlights the

advantage of automatically identifying the number of clusters at each time step in

EAP and avoiding heuristics used by other methods including AFFECT.

Figure 5.5 shows the Rand index across time steps for the colliding Gaussians
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Figure 5.5: Rand index for colliding Gaussians with the change in cluster member-
ship (left) and the appearance of a third cluster (right).
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with some points changing cluster membership at times t ∈ {10, 11} (left panel) and

colliding Gaussians with some points switching to a new third cluster at t ∈ {10, 11}

(right panel). In both datasets, as the data points from the two Gaussians get closer,

the Rand index for AP (green) begins to drop. When the cluster membership

is altered, such that a third cluster is introduced or data points switch cluster

membership, the Rand index for AP drops further. The case where points switch

cluster membership results in a lower Rand index for AP since some data points

exhibit closer similarities to points from the other cluster and AP cannot correct

the clustering based on the data points’ history. As mentioned above, without the

introduction of consensus nodes (EAP:noCN, black), some exemplars may compete

against each other and the number of clusters may be overestimated, resulting in

a lower Rand index for t ∈ {9, 14}. EAP (red) yields the best clustering results,

with a slight decrease in the Rand index around the time of the perturbation in the
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cluster memberships followed by a quick recovery.

The EAP message updates for datasets with insertions and deletions of

points were validated using the synthetic Gaussian datasets with removal of some

data points (Table 5.3). More specifically, the complete datasets from the previous

results were used as a baseline. Of the N data points, νN were selected as inser-

tions, νN as deletions, and νN as both insertion and deletion, where the start and

end points of the “active” period were randomly selected.

Table 5.3: Rand Index for Gaussian Datasets with Insertions and Deletions

Dataset ν = 0.05 ν = 0.1

separated Gaussians 1 1

colliding Gaussians 1 1

cluster change 0.998 0.999

third cluster 0.999 0.970

The overall performance of EAP is not diminished by the lack of complete

data. Note that though a decrease in clustering accuracy may be expected due

insertions and deletions reducing the historical evidence of a data point, this phe-

nomenon was only observed in the dataset where points change cluster with µ = 0.1.

Instead we observed improved results in some of the datasets where points change

cluster and a third cluster is formed due to the insertions and deletions eliminating

the transition time steps for some data points.

5.3.2 Real (experimental) data

We tested the proposed evolutionary clustering algorithm on two real data

sets: ocean temperature and salinity data at the location where the Atlantic Ocean
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meets the Indian Ocean, and stock prices from the first half of the year 2000.

5.3.2.1 Ocean water masses

Figure 5.6: Water masses at 1000 dbar. Clustering results for EAP (left), AP
(middle), and AFFECT (right) at t = 2 (top) and t = 3 (bottom) are shown.
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Argo, an ocean observation system, has enabled tracking of ocean tempera-

ture and salinity since 2000. More than 3900 floats currently in the Argo network

cycle between the ocean surface and 2000m depth every 10 days, providing salinity

and temperature measurements at varying depths. The primary goal of the Argo

program is to aid in the understanding of climate variability. Evolutionary clustering

provides a way to discover and track changes in water masses at different depths. A

water mass is a body of water with a common formation and homogeneous values of

various features, such as temperature and salinity, within it. Study of water masses

can provide insight into climate change, seasonal climatological variations, ocean

biogeochemistry, and ocean circulation and its effect on transport of oxygen and

organisms, which in turn affects the biological diversity of an area. Clustering has
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previously been used to identify water masses with datasets comprising tempera-

ture, salinity, chemical, and optical measurements [138, 198, 231, 40, 156]. However,

in studies that explore seasonal variations of water masses, clustering is performed

independently at different time points of interest and the results for different seasons

are compared in order to find variations [231, 40, 156].

We examine the data from the Roemmich-Gilson (RG) Argo Climatology

[163] which contains monthly averages (since January 2004) of ocean temperature

and salinity data with a 1 degree resolution worldwide.

Clustering is performed on the temperature and salinity data at the location

near the coast of South Africa where the Indian Ocean meets the South Atlantic.

Specifically, the data is obtained from the latitudes 25◦ S to 55◦ S and longitudes

10◦ W to 60◦ E. The feature vectors used to determine pairwise similarities contain

the monthly salinity and temperature from April to September, the Austral winter,

acquired starting in the year 2005 (t = 1) until 2014 (t = 10). Temperature and

salinity were normalized by subtracting the mean and dividing by the standard

deviation of the entire time frame of interest. EAP is performed with γ = 2, ω = 1.

The results for EAP, AP, and AFFECT with spectral clustering are shown

for years 2006 and 2007 (t = 2, 3) in Figure 5.6. EAP is able to track clusters of

water masses across time, where the colors in the top 2 panels of Figure 5.6 are

indicative of distinct exemplars. For instance, EAP assigned the same exemplar to

the green area at t = 2 and the green area at t = 3. Several distinct water masses

are clearly identifiable. The colors in the AP plots indicate different clusters per

time step, but are not related across time since the AP results for t = 2 and t = 3 do
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not have any exemplars in common. AP identifies many more clusters than EAP,

most of which cannot be unambiguously related across the time steps. AFFECT

identifies only 3 clusters, grouping together known water masses that EAP is able

to distinguish and track.

The temperature and salinity averages for the water masses clustered by

EAP at t = 2 are shown in Table 5.4. A combination of these values and the geo-

graphic location of the clusters suggests several known water masses are identified

by EAP. In particular, the yellow cluster in the left-most panels of Figure 5.6 repre-

sents the water around the Agulhas currents [194, 168], which reaches down to the

ocean bottom and is one of the strongest currents in the world. The cyan and gray

clusters are likely the Lower Circumpolar Deep Water and the Upper Circumpo-

lar Deep Water, respectively [195]. These two clusters are characterized by higher

salinity and lower temperature than the other clusters. The green, red, and orange

clusters are likely components of the Antarctic Intermediate Water (AAIW), which

is characterized by lower salinity than other water masses [196]. Though the clusters

may all belong to the AAIW, such a large water mass may be divided into regional

varieties, where, for example, the green cluster may be indicative of Atlantic AAIW

near the Subantarctic Front [168].

5.3.2.2 Stock prices

Evolutionary clustering can provide insight into the dynamics of stocks and

can be an alternative to examining a backward-looking covariance matrix using

monthly stock returns to identify stocks that behave similarly or differently. For ex-
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Table 5.4: Salinity and Temperature of the Water Masses Identified by EAP

Cluster color salinity temperature (◦ C)

yellow 34.49 6.02

blue 34.53 7.03

red 34.40 3.90

orange 34.31 3.47

magenta 34.46 3.13

green 34.58 2.53

gray 34.70 2.14

cyan 34.71 1.17

ample, by choosing different time lengths and resolutions when constructing feature

vectors, evolutionary clustering can provide insight into groups of stocks behaving

similarly during a market regime switch, such as a bubble bursting. These methods

can also be used in portfolio diversification, to ensure the stocks in a portfolio do

not cluster together despite diversification by sector or industry.

Daily closing stock prices from January to June 2000 for 3424 stocks were

obtained from the CRSP/Compustat Merged Database [199]. The stocks can be

divided into 10 groups based on the S&P 500 Global Industry Classification Standard

(GICS) sectors. Such sectors comprise energy, health care, financials, information

technology, and utilities. The time period was chosen to include the bursting of the

dot-com bubble in March of 2000, where stock prices peaked on March 10 and were

followed by a steep decline. Table 5.5 contains the sectors and number of stocks

included in the analysis.

Feature vectors were constructed using piecewise normalized derivatives.
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Table 5.5: Number of Stocks by Sector

Sector no. of stocks

E energy 204

M materials 241

I industrials 523

D consumer discretionary 576

S consumer staples 171

H health care 376

F financials 642

IT information technology 499

T telecommunications 61

U utilities 131

This feature construction method has been shown to yield better clustering results

when compared to using raw stock prices or performing normalization across all

times [67]. Piecewise normalized derivatives of stock market prices were successfully

used for evolutionary clustering in [223], where NASDAQ stocks were clustered us-

ing 15-day feature vectors to show the response of an adaptive factor in AFFECT

to the 2008 market crash given a pre-specified number of clusters. The data were

divided into time periods of one month. Within a given month, the difference in

closing price between consecutive market days was calculated. The final feature

vector of normalized derivatives is obtained after normalizing the difference vector

for each stock by subtracting the mean and dividing by the standard deviation.

Stocks were clustered with EAP, AP, the AFFECT framework with spectral

clustering, and static spectral clustering. Unlike the clustering results with the

synthetic data, the methods yielded different number of clusters. Since the Rand
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Table 5.6: Results of Clustering Stock Data

Algorithm Rand modRand no. of clusters

EAP 0.858 0.562 50-67

AFFECT 0.799 0.515 10

AP 0.861 0.530 107-115

spectral 0.797 0.509 10

index is biased towards solutions with a high number of clusters, we also provide

the results for the modified Rand index [72, 10] defined as

modRand =

∑
i>j

1(ci = cj)1(ĉi = ĉj)

2
∑
i>j

1(ĉi = ĉj)
+

∑
i>j

1(ci 6= cj)1(ĉi 6= ĉj)

2
∑
i>j

1(ĉi 6= ĉj)
. (5.12)

In the modified Rand index, with values ranging from 0 to 1, the pairs of points that

are correctly identified as being in different clusters can only account for half of the

score, diminishing the bias towards solutions with a large number of clusters. The

average clustering results for the 6 months using the sectors as the “true” labels are

presented in Table 5.6, where the number of clusters for AFFECT was chosen using

the modularity criterion and the number of clusters for static spectral clustering was

set to 10. EAP was run with γ = 5 and ω = 1, and the threshold on the minimum

consensus node cluster size was set to 20. In the results, all clusters with 20 or more

data points were associated with consensus node exemplars while smaller clusters

that were part of the solution were associated with data point exemplars.

EAP achieves a higher modified Rand index than AFFECT, static AP, and

static spectral clustering. The EAP solution has 50 to 67 clusters at each time

step, 18 of which are common to all time steps. This indicates that most clusters
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are only active for a subset of time, which would make the cluster-matching task

performed automatically by EAP a challenging post-processing step in other static

or evolutionary clustering algorithms. Note that the number of clusters should not

be expected to match the number of sectors. Such a solution, as it happens to arise

when using AFFECT, yields highly mixed clusters containing significant fractions

of stocks from variety of sectors. Let us refer to a cluster as being dominated

by a certain sector when the sector contributes at least twice as many stocks to

the cluster as any other sector. Analysis of the AFFECT results reveals that the

financials sector dominates one cluster in every month, the information technology

sector dominates one cluster from April to June, and the energy sector dominates one

cluster in February and March. Assuming the clusters dominated by the information

technology sector correspond to the evolution of a single cluster, further examination

of the information technology stocks in those clusters shows that 15 stocks remain in

the cluster from April to May and 3 stocks are in both the May and June clusters.

The highly fluctuating cluster memberships in a solution with a low number of

clusters may be indicative that the clustering solution should have a higher number

of clusters, where some clusters may be stable across time (corresponding to either

particular sectors or general market trends) while others may experience fluctuating

memberships. Interestingly, the AFFECT framework with spectral clustering that

uses the number of clusters at each time step as identified by EAP yields a modified

Rand index of 0.544. Evidently, EAP’s automatic and accurate detection of the

number of clusters enables more accurate clustering solutions, and ultimately allows

EAP to precisely track cluster memberships, births, and deaths.
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The EAP solution contains clusters dominated by the information technol-

ogy, financials, energy, utilities, materials, consumer discretionary, and consumer

staples sectors, with the cluster-tracking ability of EAP signaling some of these

clusters are dominated by a given sector at multiple time points. The 2 clusters

dominated by the energy sector and the cluster dominated by the utilities sector

would likely not be identified in a solution with a low number of clusters since these

industries combined correspond to less than 10 percent of the stocks in the analysis.

Additionally, 5 of the 18 clusters that are active at all time steps are dominated by a

sector at all time steps (2 information technology, 1 financials, 1 energy, 1 utilities).

As in the case of AFFECT, cluster memberships change over time, with between

42 and 76 percent of the stocks remaining in the same cluster through consecutive

months.

A significant change in the structure of clusters occurs between February and

March, the months containing 55 and 67 clusters, respectively. In Figure 5.7, each

panel corresponds to a time step in EAP, the horizontal axis corresponds to the sec-

tors (Table 5.5), and each row corresponds to a specific cluster tracked across time,

with blank rows indicating inactive clusters. The color represents the percentage

of the cluster that belongs to a given sector, with red indicating higher percent-

age. The active clusters undergo a major change between February and March and

remain more consistent between March and April, suggesting a reorganization in

March. The sector-dominated clusters can be identified in Figure 5.7 by observing

locations of red rectangles, and their dynamics can be tracked. For instance, it

can be seen that the clusters dominated by utilities (U) and energy (E) sectors are
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Figure 5.7: EAP cluster membership by sector. The sectors are listed on the hori-
zontal axis, with the vertical axis corresponding to the clusters. The color indicates
participation of a sector in a given cluster in terms of percentage of the cluster’s
size, with red corresponding to higher percentage. Blank rows indicate clusters that
are not active. The sector labels are defined in Table 5.5.

E M I D S H F IT T U

February

E M I D S H F IT T U

March

E M I D S H F IT T U

April

consistent across time, and that the cluster re-organization in March results in a

second energy-dominated cluster whose structure remains preserved through April.

The numerous cluster births and deaths illustrated in Figure 5.7 further empha-

size advantages of automatic cluster number detection and cluster tracking that are

among EAP’s features.

5.4 Summary

We developed an evolutionary clustering algorithm, evolutionary affinity

propagation (EAP), which groups points by passing messages on a factor graph.

The EAP graph includes factors connecting variable nodes across time, inducing
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temporal smoothness. We introduce the concept of consensus nodes and describe

message initialization and updates that encourage data points to choose an exist-

ing consensus node as their exemplar. Through these nodes, we can identify cluster

births and deaths as well as track the clusters across time. EAP outperforms an evo-

lutionary spectral clustering algorithm as well as the individual time step clustering

by AP on several Gaussian mixture models emulating circumstances such as changes

in cluster membership and the emergence of an additional cluster. When applied to

an ocean water dataset, EAP was able to identify known water masses and automat-

ically match the discovered clusters across time. In a stock clustering application,

EAP yields a more accurate and interpretable solution than existing static and evo-

lutionary clustering methods. EAP’s capability to identify the number of clusters

and perform cluster tracking without additional pre- or post-processing steps makes

it a desirable algorithm for studying the evolution of clusters when data is acquired

at multiple time steps, such as in the study of climate change or exploration of social

networks.

136



Chapter 6

The EAP Framework for Clustering Insurance Plans by
Medication Adherence Scores

6.1 Motivation and Background

In 2015, $936 billion were spent on federal health insurance programs, reflect-

ing a $105 billion increase from the previous year. Medicare alone, mainly available

to those age 65 and over, accounted for $34 billion of the increase. In 2016, the fed-

eral health insurance programs account for more than 60% of the projected growth

in mandatory spending with a projected increase in spending of $104 billion [3]. The

Centers for Medicare and Medicaid Services (CMS) evaluates Medicare plans via a

5-star system, where high star ratings result in bonuses and low star ratings may

result in plan termination. The continually rising cost of healthcare and the rat-

ing system providing financial incentives motivate the search for grouping of health

plans and the study of the evolution of health plan groups.

Those qualifying for Medicare can choose to purchase a Medicare Advantage

(MA) plan, in which case the Medicare benefits are provided through a private

company approved by Medicare, purchase a non-MA plan such as a Cost plan, or

remain with traditional Medicare and pay for services under the Medicare fee-for-

service (FFS) structure. Medicare Advantage plans comprise Health Maintenance

Organization (HMO), Preferred Provider Organization (PPO), and Private-Fee-for-
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Service (PFFS) plans. At a high level, HMO plans cover the member only for medical

services from in-network providers. The member needs to designate a primary care

physician (PCP) and receive a referral from the PCP in order to see a specialist.

These plans are typically lower cost than PPO plans, in which members do not need

to designate a PCP, can see any provider without a referral, and may seek medical

care from in-network or out-of-network providers, the latter typically associated with

higher costs if allowed. Members of PFFS plans pay for some of the highest costs

in exchange for flexibility. Though more recently PFFS plans have been creating

networks of providers, members can see any provider that agrees to the plan’s terms

and conditions. PFFS plans and Cost plans are not as common as HMO and PPO

plans. Under Medicare Cost plans, which are only available in certain areas of

the US, members are covered for out-of-network medical services by the traditional

Medicare fee-for-service plan. Unlike MA plans, Cost plans do not assume financial

risk if CMS does not cover their expenditures.

In order to obtain an overall star rating for each Medicare plan, CMS eval-

uates various aspects of the plan which comprise measures encompassing health

screenings and tests, management of chronic conditions, hospital readmission rate,

customer service, and member experience. The overall star rating for the plan is

a weighted average of the star ratings for the individual measures. These star rat-

ings both provide accountability for the health plans and help guide consumers in

choosing a plan. Studies on the effect of the star ratings on consumer choice have

yielded inconclusive results. One study found the 2009 ratings deterred people from

choosing low-rated plans, with the effect disappearing in 2010 such that the star
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ratings did not have an effect on enrollees’ plan choice [50]. However, another study

using 2011 star ratings found a positive association between the star ratings and

enrollment such that a 1-star higher rating was associated with a higher likelihod to

enroll [161]. Five-star plans are also awarded with a special open enrollment period

11 months longer than other plans. In addition to potential enrollment benefits,

plans have financial motivation to achieve higher ratings. In particular, in 2012

CMS began awarding bonuses to plans rated at 4 or more stars while plans that

receive fewer than 3 stars for 3 years in a row may be discontinued by CMS. It

should be noted that the thresholds for assigning stars to individual measures are

calculated based on hierarchical clustering of the raw data (e.g. a medication ad-

herence score from 0 to 100) and simple statistics such as deviations from the mean.

Thus, all plans should seek to improve their performance measured by the raw data

since a plan that has a stagnant raw score may see its star rating decrease if other

plans are improving.

The advantages of higher star ratings provide incentive for Medicare plans

to aim at increasing the star ratings of individual measures to boost their overall

rating. The individual measures in the CMS ratings are evaluated and changed on

a yearly basis. In 2012, measures were added to monitor medication adherence of

diabetes, hypertension, and cholesterol medications. These measures have been used

for the star ratings since their introduction and will continue being used in 2017.

Studies have shown higher adherence of diabetes [187, 162], cholesterol [148, 162],

and hypertension [149, 162] medications results in lower overall healthcare spending

despite higher drug spending. This decrease in overall healthcare spending is largely
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due to fewer hospitalizations and emergency department visits for cardiovascular

disease [149, 148, 162]. Roebuck et al. studied medication adherence in patients

with congestive heart failure (CHF), diabetes, hypertension, and dyslipidemia (i.e.

elevated cholesterol and/or tryglicerides) [162]. They found adherent patients ages

65 and over had on average between 1.88 (for dyslipidemia) and 5.87 (for CHF)

fewer inpatient hospital days a year. After accounting for increased drug costs,

these patients also had on average yearly healthcare savings of between $1857 (for

dyslipidemia) and $7893 (for CHF), with average savings of over $5000 for diabetes

and hypertension.

Improvement in medication adherence measures could result in both higher

star ratings, with the associated benefits, and healthcare savings for Medicare plans.

Medication therapy management (MTM) programs are a possible solution to in-

creasing medication adherence ratings. Telephone MTM programs, where an en-

rollee communicates with a pharmacist regarding prescriptions or other issues have

been shown to result in both higher medication adherence [144] and no significant

difference in medication adherence but with an increase in resolved medication and

health related problems [133].

In this chapter we seek to understand the dynamics of medication adherence

by grouping MA plans using evolutionary affinity propagation (EAP) and charac-

terizing the resulting clusters.
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6.2 Data and EAP Implementation

We consider diabetes, hypertension, and cholesterol medication adherence

data from MA plans with a prescription drug plan in 2012-2016 [44]. The data is

available as both the raw score (0-100) and the star rating assigned to each individual

measure. The medication adherence raw score indicates the percentage of adherent

members in the measurement period, e.g. a year. A plan member is considered

adherent for a specific class of medications if the amount of that class of medication

filled would cover 80% of the days in the measurement period, and the members with

measured adherence are those ages 18 and older with at least two fills of medications

in the drug classes of interest.

The inclusion criteria for this study included availability of raw data for at

least 2 years between 2012 and 2016, and at least one score for each of the 3 categories

of medication adherence. The medication adherence data is reported on a yearly

basis (T = 5). Out of 1018 MA plans, 318 did not have any medication adherence

data available in any year, 31 did not have data for one or two medication adherence

measures in any year, and 72 only have medication adherence data available for one

year. The final dataset consists of 597 MA plans from 45 states, the District of

Columbia, and Puerto Rico.

Three-dimensional feature vectors were constructed for each plan at each

time corresponding to the medication adherence raw scores. Plans were determined

to be active if they were associated with any star rating measures in the given

year. Missing values for time steps where a plan was active were imputed using

the previous known value or the first known value. The similarity between plans
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Table 6.1: Cluster Size by Year

2012 2013 2014 2015 2016

Cluster 1 44 52 40 29 22

Cluster 2 146 130 122 109 93

Cluster 3 231 245 204 188 154

Cluster 4 137 143 110 111 105

All plans 558 570 476 437 374

was defined as the negative squared Euclidean distance using normalized imputed

data, where data were normalized by subtracting the global mean and dividing by

the global standard deviation for each feature. Note that the global normalization

is necessary in order to maintain the known overall upward trend in medication

adherence scores across the years and a global preference aids in determining if this

upward trend affects the resulting number of clusters. EAP was implemented with

ω = 1, γ = 2, a minimum cluster size of 20 for consensus node creation, AP damping

parameter µ = 0.5, and the preference set to the minimum similarity across all time

steps.

6.3 Clustering Analysis

EAP revealed 4 main clusters that track throughout all 5 time steps. We

will refer to the clusters by number: cluster 1, 2, 3, and 4, ranking the average raw

scores of the cluster members from worst to best (Figure 6.1). Table 6.1 details the

size of the clusters at each time step.

Most plans (90 − 95%) remain in the same cluster across consecutive time
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Figure 6.1: Average non-imputed raw scores (top panel) and star rating (bottom
panel) for diabetes (D, red), hypertension (H, blue) and cholesterol (C, black) med-
ication adherence per cluster for years 2012-2016. The right panel compares the
average medication adherence score for each plan (jittered points) in each cluster
(color). The average for clusters 1, 2, 3, and 4 are shown by the green, orange, blue,
and black lines. Error bars represent standard deviation.

steps. Plans that switched clusters mainly did so between adjacent clusters (e.g.

from cluster 3 to clusters 2 or 4), with the exception of 3 plans. One plan, Cigna-

HealthSpring in Florida, jumped from cluster 1 to cluster 4. This is a result of a large

increase in the raw measures (diabetes, hypertension, cholesterol) between 2013 and

2014 (75.8, 74.5, 54.5) to (87, 85, 73) and a subsequent increase in individual star

ratings from (4, 3, 1) to (5, 5, 4). Two other Florida plans jumped from cluster 2

to cluster 4. These plans were associated with similar increases in raw scores, (15.7,
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12.2, 12.9) and (8, 7, 11), and star ratings.

All clusters have an upward trend in medication adherence scores, suggesting

the inclusion of such a measure in the CMS star ratings is having the intended effect.

The average adherence score of cluster 2 in 2016 (t = 5) is similar to that of cluster 3

in 2012 (t = 1), with a similar relationship existing between cluster 3 and cluster 4.

The average cholesterol score seems to be driving the cluster membership in cluster

1, where plans on average have a much worse cholesterol adherence score than the

other two medication adherence measures. From the bottom panel of Figure 6.1, we

see that an overall improvement in the medication adherence raw scores does not

necessarily indicate an increase in star ratings due to the method for determining

star ratings (see Section 6.1).

The path plots in Figure 6.2 show how the relationship between two variables

evolves with time. Specifically, we plot the mean medication adherence values for

each cluster and connect those values across time. Since medication adherence

scores on average improve, the bottom left corner of each line represents the means

at t = 1 and the upper right corner represents the means at t = 5. Examination

of such plots reveals that the average paths for diabetes vs. cholesterol are linearly

separable. Average paths for hypertension vs. cholesterol tend to overlap slightly

at the end points (e.g. cluster 2 at t = 5 with cluster 3 at t = 1). Figure 6.2

emphasizes the idea that the clusters identified by EAP reflect different levels of

medication adherence, with measures improving over time for all clusters. We can

also see that cluster 1 has the greatest improvement in medication adherence raw

scores and cluster 4 has the least improvement across time. The large improvement
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in cluster 1 is likely due to a combination of a survival of the fittest effect, where

some the poorly performing plans disappear, and a greater overall improvement

in adherence measures than other clusters. The smaller improvement in cluster 4

suggests there is a ceiling on a realistic maximal value of medication adherence.
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Figure 6.2: Average paths for diabetes vs cholesterol (left) and hypertension vs
cholesterol (right) plots for clusters 1 (green), 2 (orange), 3 (blue), and 4 (black).
The lines connect the average values across time, moving in the direction of the
upper right corner. The points indicate the values from all plans in the cluster at
all times.

Inspection of the plans in each cluster reveals plan type, geographical, and

parent company differences between clusters.

6.3.1 Plan types and medication adherence

One natural question that might arise is whether medication adherence

scores vary between the different plan types. To this end, we compare the scores of
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HMO, PPO, Cost, and PFFS plans. HMO plans are prevalent in all clusters, which

is not unexpected since they are the most common type of plan. However, they are

more prevalent in clusters 1 and 2, making up 72− 88% of each cluster at different

times than in clusters 3 and 4, where their representation is 47− 69% of the cluster

members. PPO plans, on the other hand, are mainly present in clusters 3 and 4,

with cluster 4 having the highest composition of PPO plans (29−34% of the cluster

members). All but one of the Cost plans are grouped in cluster 4, with the remaining

plan being part of cluster 3. Finally, PFFS plans are grouped into clusters 2, 3, and

4, with most of the plans in cluster 3. These results suggest that plans which provide

members with more flexibility tend to perform better in the medication adherence

measures. One important consideration, however, is that plans that allow for more

flexibility at a higher cost may also have a member population that is more likely to

be adherent to medications. Analysis of plan member demographics, which are not

available to us, would be necessary to determine relationships between plan type,

member population, and medication adherence.

6.3.2 States and medication adherence

Some of the discovered clusters are dominated by a group of states or ter-

ritories, suggesting geographic variations in medication adherence. Figures 6.3 and

6.4 show the number of plans and the percentage of plans from each state in each

cluster in 2016 (t = 5).

Cluster 1, the worst performing cluster is dominated by plans from Puerto

Rico, all of which cluster together. A letter from CMS on November 2015, regarding
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Figure 6.3: Number of plans from each state in each cluster in 2016.

star ratings for 2017 and available at [44], states that Medicare in Puerto Rico suffers

unique implementation challenges. In particular, despite many low-income individ-

uals participating in Medicare in Puerto Rico, the Medicare Part D low income

subsidy is not available. This can, at least in part, explain the poor performance of

Puerto Rico plans in medication adherence, leading to grouping in cluster 1. CMS

is addressing the issue by not having medication adherence measures count towards

the overall star rating of Puerto Rico plans in the 2017 ratings, though they will still

be used to calculate improvement metrics that contribute to the overall star rating.

Cluster 2 is dominated by Texas plans. Cluster 3 is dominated by Florida,

California, New York, Ohio, Pennsylvania, Missouri, and Oregon plans. Several

Florida plans move from cluster 2 to cluster 3 as time passes, leading to a large
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Figure 6.4: Fraction of plans from each state in each cluster in 2016.

presence in cluster 3 at the last time step as shown in the figures. Cluster 4 is

dominated by New York, Wisconsin, Montana, Massachusetts, Oregon, Pennsylva-

nia, and Michigan. New York plans are mostly divided between clusters 2, 3, and

4, though generally more plans are grouped in clusters 3 and 4 than in cluster 2.

Previous studies have found Massachusetts and California to have the best Medicare

Advantage plans in a by-state analysis [183] and New England [48] to have the best

medication adherence in the country in a regional analysis. In our analysis, the Cal-

ifornia plans are mainly part of cluster 3, though a few are in cluster 4 at all times.

New England states have a strong preference towards the best clusters, with New

Hampshire plans all grouping in cluster 4, Massachusetts and Maine plans mainly

grouping in cluster 4, and Connecticut and Rhode Island plans mainly grouping in
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cluster 3. No plans from Vermont met our inclusion criteria.

6.3.3 Parent companies and medication adherence

Analysis of the health plan parent companies showed some parent compa-

nies tend to group together while others are more diverse and spread across clusters.

Examination of the parent companies with most representation in each cluster re-

vealed Kaiser plans (n = 6) are grouped in cluster 4, with one plan belonging to

cluster 3 in 2015 and 2016. Other parent companies with significant representation

in cluster 4 include UnitedHealth Group, Humana, and Aetna. However, Humana

and Aetna plans are mainly grouped in cluster 3, and UnitedHealth Group plans

are mainly divided between clusters 2 and 3. WellPoint, which later changed its

name to Anthem, was also mainly grouped in cluster 3. Cluster 1 did not have any

parent company with more than 5 plans.

We additionally sought to determine if the plans under the same parent

company tend to group together more for one cluster than for the others. For

this analysis, we only considered parent companies with more than one plan at a

given time step and calculated the percentage of plans in the cluster with parent

companies whose plans all cluster together. Cluster 4 has the highest percentage,

namely 26 − 33% of the plans and 54 − 65% of the parent companies. A similar

analysis of clusters 2 and 3 reveals that only 12− 21% of the plans belong to parent

companies that completely clustered together (44 − 60% of the companies). This

suggests some smaller parent companies with plans that perform well do so uniformly

across all plans.
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6.4 Summary

We have demonstrated that an application of evolutionary affinity propa-

gation to medication adherence data yields groups of plans that behave similarly

and are interpretable. In particular, for the given data set four clusters were iden-

tified and can be interpreted as containing plans characterized by different levels of

medication adherence. Detailed analysis of cluster composition reveals differences

in state, plan type, and parent company distribution between clusters, suggesting

these factors are related to medication adherence.
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Chapter 7

Conclusions and Future Directions

Growing use of electronic medical records, advances in data mining and

machine learning, and the continually increasing cost of healthcare in the United

States drive the development of algorithms that improve patient care and reduce

healthcare costs. Motivated by applications in healthcare and limitations in exist-

ing algorithms, we developed three algorithms incorporating soft constraints and

promoting smooth solutions. Though the methods proposed in the dissertation are

motivated by applications in healthcare, the potential impact of the algorithms goes

beyond the field of healthcare as we have shown through validation with diverse

datasets.

First, we addressed the problem of variable dichotomization in additive step-

wise risk scores by developing a continuous outcome prediction algorithm that mod-

els smooth steps by means of logistic curves. By optimizing different parameters,

the algorithm allows for learning the maximal contribution for each variable and the

range of variable values associated with increasing risk. When a risk prediction score

with hard thresholds exists for a population encompassing diverse conditions (e.g.

ICU patients), the proposed method may be used to learn risk scores for patient

sub-populations of interest, geographical areas with different standards of care, or

for updating an existing score due to evolving patient populations or standards of
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care. Moreover, clinical knowledge from the existing score with hard thresholds is

preserved in the new continuous risk score. Our novel algorithm predicted mortal-

ity more accurately than established risk scores in pediatric brain trauma and adult

ICU populations. This work has been published in [8].

The second limitation we addressed is the strict enforcement of pairwise

constraints in semi-supervised clustering problems. We derived a soft-constraint

semi-supervised affinity propagation (SCSSAP) algorithm based on passing mes-

sages on a factor graph with factor nodes connecting pairs of nodes in the set of

pairwise constraints. The penalties imposed by the factors if the pairwise constraints

are violated can be viewed as a confidence level on the constraint. In a noiseless

setting SCSSAP performed at least as well as established semi-supervised clustering

methods. The main advantage of SCSSAP over other methods is evident in the

presence of noisy labels or constraints, where SCSSAP greatly outperformed exist-

ing algorithms on benchmark datasets. We provided two extensions to SCSSAP:

inclusion of metric learning and allowing for overlapping clusters, the former being

of significance when clusters are best characterized by a subset of features. We

implemented multiple-exemplar SCSSAP (ME-SCSSAP) on gene expression levels

using known gene pathways to select pairwise constraints. Gene pathways can be

considered a source of noisy or incomplete constraints since the set of pathways is

ever-evolving. Features created from the clusters discovered by ME-SCSSAP yielded

a more accurate classifier of breast cancer metastasis than features created from in-

dividual genes, gene pathways, or unsupervised clustering. Part of this work has

been published in [10].
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The third algorithmic contribution of this dissertation addresses limitations

in evolutionary clustering algorithms. In particular, existing algorithms require

preprocessing heuristics to determine the number of clusters and a complex post-

processing procedure to match clusters across time steps. To address these limi-

tations we derived evolutionary affinity propagation (EAP), which performs both

the cluster number detection and cluster matching tasks while finding a global clus-

tering solution fostering temporal smoothness in cluster membership. Temporal

smoothness is achieved with factor nodes connecting variable nodes across time in

the EAP factor graph. We introduced the concept of consensus nodes in order to

track clusters across time steps and thus track cluster births, deaths, and evolution.

EAP outperformed existing evolutionary clustering methods on synthetic datasets

as well as real datasets of stocks and ocean data. In the healthcare domain, we

applied EAP to health plan medication adherence data. The resulting clusters are

interpretable as different levels of medication adherence with all clusters improv-

ing their average score across time, reflecting an overall continuous improvement in

medication adherence. A study of the composition of plans in each cluster revealed

geographical, plan type, and parent company differences between clusters.

There are several opportunities for extension of the work presented in this

dissertation. In the development of outcome prediction scores, one might consider

ways of modeling variable interactions such as AND or OR statements while preserv-

ing the quasiconvexity of the objective. One interesting, yet challenging, extension

of the clustering algorithms would be learning the penalty parameters within the

message-passing procedure. Since the message-passing procedure used in the clus-
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tering algorithms is an approximate inference algorithm, a closed form solution may

not exist; however, methods with variable penalty values may yield a more accurate

clustering solution. A potential extension of the evolutionary affinity propagation

methodology involves a reinterpretation of the time points. Instead of clustering

data at different time points, a similar methodology could be applied when con-

sidering characterization of an instance by different types of data. For example, a

medical record contains text, qualitative data, and different types of numerical data.

In some applications, it might be of interest to see how clusters of patients differ

by using different types of data while maintaining an assumption that patients are

likely to be in the same cluster.
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